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H I G H L I G H T S

• Clarifies what it means for science to self-correct.

• Meta-analysis as a corrective to rampant publication bias.

• Compares different meta-analytic techniques in the presence of publication bias.

1. Introduction

Frustrated with the high failure rate of their cancer drug develop-
ment program, researchers at the biopharmaceutical company Amgen
began making it standard practice to confirm published findings in-
house prior to investing in a line of research (Begley & Ellis, 2012).
Many of these landmark studies had spawned subfields or led to the
development of drugs that reached the clinical trial stage. In 2011,
Amgen published the results of nearly a decade of adopting this prac-
tice: 89% of trials failed to replicate. Amongst the reasons for the fail-
ures, former Amgen researcher Glenn Begley noted that academics were
under significant pressure to produce statistically significant results and
had few incentives to publish negative data. Similar failures in other
fields (Klein et al., 2014; Open Science Collaboration, 2012) have
prompted what is generally referred to as “the replication crisis”. Such
spectacular failures threaten not just the individual studies they cast
doubt on, but point to something wrong with the larger social structure
of inquiry, particularly in publication practices.

Especially in cases where the effect of some intervention is being
estimated from a sample, reproduction is crucial to ensure that the
original finding is in fact a real effect and not a statistical artifact, i.e.,
part of normal variation. However, if there is some kind of systematic
bias regarding which studies are published, then we end up with a
skewed picture of the world. For example, suppose we live in a
world—perhaps not too far from our own—in which only positive
studies with statistically significant results are published. Now consider
what the evidence looks like for a drug that, in reality, has no effect.
Most of the research conducted will find no effect and be shelved rather
than published, but because of the nature of statistical evidence, some
studies will find a significant result and be submitted to a journal. As a
result, when the published literature is consulted on this topic, it uni-
formly reports that the drug works. Indeed, if we conducted a meta-

analysis on this data we would come to the same conclusion, even
though there is in fact no effect.

This much is common sense. If we amalgamate evidence to generate
an all-things-considered judgment, but we feed into our amalgamation
process a biased set of data, we will not arrive at the right answer.
Garbage in, Garbage out. Indeed, as many have argued, whether or not
science is epistemically reliable turns on aspects of its social structure
(Biddle, 2007; Longino, 2002; Fernandez-Pinto, 2014; Holman, 2018)
and norms that govern publication practices (Jukola, 2015; Romero,
2016; Sismondo, 2009). In the fictional scenario described above,
common sense holds science is not self-correcting. We think there is
reason to question this common-sense understanding of science.

In this paper we begin with Felipe Romero’s (2016) rigorous formal
argument that while science might be self-correcting in ideal circum-
stances, it is not self-correcting in the face of the many social biases
encountered in actual research. Though it may seem counter-intuitive,
we show that just because the underlying data are skewed it does not
necessarily mean that our all-things considered judgements will be in-
accurate. Overall, we conclude with a qualified, but nonetheless posi-
tive, assessment of the self-correction thesis: Self-correction is possible
in non-ideal cases, but requires a commitment to learn from our mis-
takes. Ultimately, we contend that if science is self-correcting, it is not
because the methods it uses unerringly lead to truth, but because of a
social commitment to eliminate error.

Our paper proceeds as follows. In section 2, we summarize Romero's
argument that science does not self-correct and discuss his simulations
that show that meta-analyses of biased data yield systematically in-
accurate estimates. In section 3 we describe a statistical procedure
which has recently been developed for generating unbiased estimates
from biased data and show that applying it to Romero's simulations
corrects for previously observed inaccuracies. We conclude in section 4
and agree with Romero that the social practices of science are crucial to
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understanding science, but disagree about where we should look to
determine whether science is self-correcting.

2. Truth and the end of science

The self-correcting thesis figures most notably in the work of Peirce
who defined truth as the beliefs that we have at the end of inquiry.
Lying behind this idea is that if we are estimating some population
value by repeatedly taking samples, our estimate of the population
parameter approaches the true value as the number of samples increase.
Though Peirce was writing prior to the development of modern statis-
tics, frequentist statistical approaches adopt Peirce's notion of quanti-
tative induction and rigorously demonstrate the truth of his conjectures
(Mayo, 1996).

Of course, whether all science can be understood as on par with
quantitative induction is questionable. Strong cases have been made
that the conceptual understanding embedded in scientific theories ex-
hibits “catastrophic” changes over the course of the history of science
and we should expect such changes to continue (Stanford, 2015). Yet
setting aside such concerns, Romero has recently argued that even the
kind of quantitative induction championed by Peirce and Mayo is not
self-correcting.

Two virtues of Romero's argument are its clarity and its precision.
His position pertains to a version of the self-correcting thesis he calls
SCT*, which holds that: “Given a series of replications of an experiment,
the meta-analytical aggregation of their effect sizes will converge on the
true effect size (with a narrow confidence interval) as the length of the
series of replications increases” (p. 58). Romero notes that SCT* is silent
about the social conditions of the production of evidence and it is his
contention that whether SCT* holds depends crucially on such factors.

To examine this rigorously, Romero conducts a simulation of a scientific
community all investigating some question of interest. Depending on the si-
mulation, there is either no effect or a medium size effect, but agents in the
simulation are blind to this fact and must learn about the world by con-
ducting experiments and reading the research of their colleagues. Each
member of the community conducts an experiment and then chooses whe-
ther to publish it depending on the norms of their community. Specifically,
Romero considers cases where there is a social norm to only publish statis-
tically significant results (a publication bias) and the related case where re-
searchers publish only if the experimental group outperforms the control (a
direction bias). Finally, he also explores the effect of having adequate funding
by comparing research that relies on large and small sample sizes. Romero
finds that SCT* holds in a scientific utopia where studies are well-funded and
researchers publish their results without fear or favor.

In non-utopian communities, however, Romero finds SCT* fre-
quently fails. To see why, consider the case in which the actual effect
size is 0.41, the null hypothesis is that the effect size is zero and there is
publication bias. By chance, a study can identify the effect as less than it
actually is (say, 0.21). In this case, the measured effect size is non-zero,
but may nonetheless not be large enough to allow the scientist to reject
the null hypothesis. As a result, the study is not published. On the other
hand, results exaggerating the effect size are published. In a case where
a study found an effect size of 0.61, the null hypothesis would be
handily rejected and thus these results will be published. Taken to-
gether, a publication bias of this kind results in the systematic pub-
lication of studies overestimating the effect size.

On the basis of simulations which instantiate this type of problem,
Romero claims that “self-correction is a fragile property: once we move
away from the utopia and consider less utopian scenarios, the proce-
dure of aggregating experimental evidence by meta-analysis can easily
lead communities of frequentist scientists astray” (p. 66). The challenge
that Romero proposes to the defender of SCT* is to show that science
can be self-correcting as we move from the ideal to the rough and
tumble world where human biases are an unavoidable part of inquiry.
We believe this challenge can be met.

We first describe a newly developed statistical procedure that can be

used to generate accurate estimates of an effect size from the kind of
data Romero considers. We then replicate Romero's simulations with
this more sophisticated meta-analytic technique. We show that in ap-
plying this procedure, agents in our simulation produce reliable esti-
mates of the effect outside of a scientific utopia.

3. Generating reliable estimates from unreliable data

When a meta-analysis is conducted, the trials themselves function-
ally serve as the data. As with analysis of primary data, blindly applying
statistical procedures can go horribly astray. All statistical procedures
contain assumptions and proper statistical analysis involves ensuring
that these assumptions are met. An assumption of meta-analysis is that
the published literature is not systematically biased and this assumption
should be assessed (Borenstein, Hedges, Higgins, & Rothstein, 2009).

Such an assessment is possible and depends on some basic features of
statistical distributions. Broadly speaking, most studies produce estimates
that are approximately equal to the true value. Of course, just by chance,
some studies will provide an overestimate, while others an underestimate.
Most importantly, it is a consequence of the central limit theorem that ir-
respective of the distribution of the variable, the distribution of the sample
means of that variable will be approximately normal.1 Consequently, we
can generate precise expectations for what to anticipate when we look at an
array of sample means. If they are not normally distributed, then we will be
alerted to the fact that an assumption of our meta-analysis may be violated.
When this occurs it is inappropriate to proceed with a standard meta-ana-
lytic aggregation procedure. However, when there is evidence that the
normality assumption is violated due to publication bias, violations of this
assumption can be corrected for. In simple terms, when the underlying data is
unbiased, standard meta-analyses give unbiased estimates; when the un-
derlying data is biased because non-significant results are not published, it is
possible to still generate an unbiased estimate.

While there are a few recently developed statistical procedures that
perform this feat (e.g., Simonsohn, Nelson, & Simmons, 2014), we concern
ourselves here with the p-uniform technique developed by Marcel van
Assen, Robbie van Aert and Jelte Wicherts (2015).2 To understand the basic
idea behind this procedure, consider what would happen if we conducted
1000 trials testing a hypothesis that there was a difference between two
groups, when in fact the truth was that there was no difference. A “p-value”
tells you the probability that one would obtain a difference at least as large
as the one observed if there were actually no difference. So for example,
suppose we were testing the claim that some drug prevents heart attacks
and we found 7 fewer heart attacks in the treatment group that were ad-
ministered the drug out of a sample of 500 people. We don't yet know if we
can reject the hypothesis that there is no difference between the groups (and
conclude the drug works). But if we conduct a statistical test and calculate a
p-value of .02, what this tells us is that, if we were in a world where the
drug actually did no good, we would see a difference this large (or larger)
between the groups in only two 2 trials in 100. This much is basic statistics.3

To understand the p-uniform procedure, let's now return to our
imagined scenario where in fact the drug does not work and we repeat
the trials 1000 times. Let's further assume a standard cut-off for sta-
tistical significance (α = 0.05) and that all and only the significant
trials are published. Roughly speaking we would expect to find 50

1 For example, wealth in America is not normally distributed, but if we re-
peatedly took the average wealth of 1000 random Americans, the distribution
of the sample means (i.e. the average wealth of the 1000 people in each sample)
would be approximately normal. The larger the sample and the less distorted
the initial distribution, the closer the distribution of the sample means comes to
being normally distributed.

2 For a forerunner of these procedures see Hedges (1984).
3 Note that Romero directs his original argument towards the behavioral and

social sciences, but because his argument turns on a critique of meta-analysis, it
inherently applies in disciplines where meta-analysis is relied upon. In personal
communication, Romero agreed with this sentiment.
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published experiments, half that found the drug was better than the
placebo and half that found the placebo was better than the drug.4

The p-uniform technique confines itself to looking at the portion of
the data which should not be affected by publication bias (i.e. statisti-
cally significant results). By virtue of the way the p-value is constructed,
we expect ten out of 1000 tests to have a p-value between .05 and .04
and another ten trials to have a p-value between .04 and .03. If the null
hypothesis is true, we expect the number of trials in any equivalent p-
value range to be the same. If the null hypothesis is true, we expect the
distribution of p-values to be uniform.

On the other hand, if the null hypothesis is false (i.e., if there is a dif-
ference between the groups), then we wouldn't expect the distribution of p-
values to be uniform. For example, if there were a difference and we ran well-
powered trials, most of the obtained results would have p-values less than .05
even if we published all of the studies. This would lead to a non-uniform
distribution of p-values providing additional evidence that the original null
hypothesis–that there is no difference in populations–is false. However, null
hypotheses are not confined to the hypothesis that there is no difference
between the groups. Crucially, we can test the hypothesis that there is a small
or large difference between the groups. Conditional on us selecting the true
effect size, the distribution of p-values is expected to be uniform (for just the
same reason it was above when we correctly believed there was no differ-
ence). This means our best estimate of the true value of the effect is the value
that makes the distribution of p-values (most) uniform. Moreover, note that
we do not need to know whether there is a publication bias to compute this
statistic. In the next section, we show that this approach to meta-analysis can
correct for the concerns raised by Romero (2016).

3.1. Simulating self-correction

We explore via computer simulation a community of scientists at-
tempting to measure some effect. Consider the example provided above
involving a medical drug aimed at reducing the likelihood of cardiac
arrest. A scientist intent on measuring the effectiveness of the drug runs
an experiment involving two groups – one group (the treatment) is
exposed to the drug, while the other group (the control) is not. Based on
the health outcomes of members of both groups at the end of the study,
the scientist can then provide an estimate of the treatment effect. A
simple statistical test can determine whether the treatment effect is
statistically significant – i.e., whether the null hypothesis that the
likelihood of cardiac arrest is the same for both groups can be rejected.

Scientists then publish their study, which in turn is read and consumed
by others. Publication occurs, however, with one important caveat. We
assume scientists only publish significant results which show the drug works.
In other words, only those studies where the scientist is able to reject the null
hypothesis and which support drug efficacy are presented to the community
for public consumption. If all scientists behave in this fashion, then the
community as a whole will form incorrect beliefs about the actual effect of
the drug. Romero nicely demonstrates this through the use of a simple
meta-analytic technique.5 Aggregating across all published studies, Romero
shows that in many cases the community severely overestimates the actual
effect of the drug.

However, Romero's agents do not assess whether the assumptions of the
meta-analysis they perform are met. As mentioned in section 3, the p-uni-
form method is a sophisticated meta-analytic technique designed to esti-
mate an effect size in the presence of publication bias.6 We run simulations
similar to those constructed by Romero and determine whether a p-uniform
estimate outperforms the standard meta-analytic model considered by Ro-
mero (we refer to this as the baseline model). As discussed below, not only
is the p-uniform method more reliable than the baseline model, the p-uni-
form method is able to arrive at highly accurate estimates of an effect size in
a variety of different circumstances.

Fig. 1 provides an example of a simulation run. In each round, a series of
studies are generated and the first experiment to reject the null hypothesis is
published. We then estimate an effect size through the use of the baseline
method as well as the p-uniform method, calculating an estimate for every
ten rounds, beginning with round ten. As displayed in Fig. 1, the baseline
approach systematically overestimates the actual effect size (0.41). The p-
uniform method, however, rather rapidly finds its way to the correct effect
size. Recall Romero's contention that SCT* holds if: Given a series of re-
plications of an experiment, the meta-analytical aggregation of their effect
sizes will converge on the true effect size (with a narrow confidence in-
terval) as the length of the series of replications increases. Fig. 2 speaks to
this directly. For the same parameter values explored in Fig. 1, we can see
that at the 10 round mark, the effect size estimated by the p-uniform
method is on average very close to the actual effect size. At round 100, the
p-uniform has zeroed in on the actual effect while the baseline method still
provides a severe overestimate.

Table 1 reports results for other parameter values explored by Romero
and we provide p-uniform estimates (based on 50 simulation runs) of the
effect size.7 We determine the “error” of the p-uniform estimate by calcu-
lating the absolute difference between the estimate and the actual effect
size. We then average error terms across our simulations. This is also done
for the baseline model. Finally, we compare baseline to p-uniform estimates
by considering the ratio of the average error associated with the baseline
model to the average error associated with the p-uniform model. As is clear,
not only does the p-uniform spectacularly outperform the baseline method,
the average error by the 50th round can be extraordinarily small (and is
many times smaller than the average error associated with the baseline
model). This is especially so when the sample size of the underlying studies
is modest (N = 156), yet even when studies are underpowered (N = 36),
the p-uniform still performs quite well.

4. The self-correcting nature of non-self-correcting science

Though our simulations are highly idealized, they nevertheless allow us
to think through various possible solutions to the problems revealed by the
replication crisis. For example, one popular proposal that has been floated
recently is the adoption of the more stringent p-value threshold of 0.005
(Benjamin et al., 2018). While this policy significantly decreases the like-
lihood the null hypothesis is incorrectly rejected and was in part originally
suggested as a means of combating p-hacking, it should be noted that in the
context of our simulations, the adoption of a 0.005 threshold makes self-
correction more difficult. With a 0.005 threshold, only those papers that
drastically overestimate the true effect size will be published. The baseline
meta-analytic method used by Romero will thus severely overestimate the
effect. The adoption of more stringent standards for statistical significance
does not come without cost.

The p-uniform method, on the other hand, is able to provide a sa-
tisfactory estimate of the true effect size in this case (assuming the p-
uniform is not underpowered). The most straightforward implication of
the simulations in the previous section is that the deleterious effects of

4 If there is no effect and we conduct 1000 trials at α = 0.05, then 5% of the
trials will be significant (by chance). Here we are assuming “two-tailed” sig-
nificance tests were conducted so that there are cut-off values for both cases
where the drug significantly outperforms the placebo and cases were the pla-
cebo significantly outperforms the drug. Assuming that there is no effect, both
of these are equally likely and so by chance we expect 25 published trials where
the drug out performs the placebo and 25 where the placebo outperforms the
drug.

5 In particular, we use a fixed-effect model of meta-analysis which calculates a
weighted average of the experiment's effect size (in particular, effect size is
weighted by the variance of each experiment). This term is then divided by the
sum of the inverse of the variance of each experiment. See Borenstein et al.
(2009) for more a more detailed presentation.

6 For more on the p-uniform method as well as simulation code see https://
github.com/RobbievanAert/puniform.

7 We consider just those cases identified by Romero as resulting in incorrect
estimates of the effect size.
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publication bias can often be eradicated when we attend to the way in
which we aggregate data. Meta-analytic techniques can be adapted and
modified to better deal with the various ways science as practiced de-
parts from the ideal. Such adaptations allow us to construct procedures
that meet Romero's challenge and demonstrate that SCT* still holds in
cases that are far from utopian.

Yet this is not to say that any single aggregation procedure is a best
response to all forms of bias. The p-uniform method, for instance, is not as

attractive of a corrective tool when dealing with direction bias alone. When
scientists publish all studies (whether they be statistically significant or not)
that register an effect in a particular direction, the p-uniform method pro-
vides an estimate that (while more accurate than the baseline method) fails
to precisely track the underlying effect in the short-run.8 Failures of this
kind should be expected and it would be presumptuous to think there is a
truly magic aggregation scheme capable of dealing with all forms of bias.9

Yet the lack of a panacea does not entail that science is incapable of self-
correction. While publication bias can be counteracted with the p-uniform
method, other departures from the ideal (such as direction bias) can be dealt
with in various ways. For instance, the ‘trim and fill procedure’ reliably
estimates an effect size by correcting for asymmetries in the aggregate meta-
data (Duval & Tweedie, 2000). Where one aggregation procedure fails,
another may succeed.

Collectively the addition of such procedures add to the scientific com-
munity's arsenal of techniques to probe for error. As Mayo (1996, p. 5)
noted, “the history of mistakes made in a type of inquiry gives rise to a list
of mistakes that we would either work to avoid (before trial planning) or
check if committed (after-trial checking).” We contend that the accumula-
tion of such techniques reveals a norm of error elimination. In light of de-
monstrations that experimental techniques are flawed, scientific commu-
nities often respond by attempting to avoid the conditions that produce the
error (e.g., instituting blinding procedures to avoid investigator bias) or
developing the means to correct the error (e.g., the p-uniform technique).10

While Mayo (1996) focuses on errors at the level of the individual ex-
periment, we wish to draw attention to the fact that these very same
practices also apply to systematic effects that produce errors at the com-
munity (or meta-analytic) level. Thus far the philosophical discourse on the
replication crisis has focused on ways to prevent errors by changing the
social structure of science which gives rise to the problems in the first place
(Romero, 2017, 2018; Heesen, 2018). However, applying Mayo's work on
learning from error reveals numerous other strategies for how to respond to
the replication crisis. In some cases, like the p-uniform technique, the
changes leave problematic practices in place and work to find corrections
for them. As such the p-uniform method is a concrete illustration of the
ability to “to ‘subtract out’” (Mayo, 1996, p. 5) the influence of deleterious
error (publication bias).11

Nevertheless, we concede that there may be cases where no currently
available amalgamation scheme on offer is able to provide an accurate
estimate. This reveals an important sense in which SCT* does not fully

Fig. 1. Details of one simulation comparing estimates of baseline model and p-
uniform method. Meta-analysis was conducted every ten rounds in the presence
of a publication bias and a direction bias (real effect size is 0.41).

Fig. 2. Estimate of effect size (with 95% confidence intervals) at round 10 and
round 100 in the presence of a publication bias and a direction bias. Actual
effect size is 0.41 and N = 36. Data based on 50 simulation runs.

Table 1
Average estimate of effect size and average error for the p-uniform method.
Table also displays the ratio of average error for baseline method and average
error for p-uniform method. Simulations assume both direction bias and pub-
lication bias.

Rounds

50 100

Effect = 0; N = 156 Average effect 0.007 0.009
Average error 0.045 0.037
Error ratio 8.5 10.2

Effect = 0.41; N = 156 Average effect 0.405 0.416
Average error 0.024 0.019
Error ratio 3.0 3.9

Effect = 0; N = 36 Average effect 0.011 0.019
Average error 0.113 0.084
Error ratio 7.1 9.5

Effect = 0.41; N = 36 Average effect 0.394 0.417
Average error 0.086 0.061
Error ratio 5.3 7.4

8 This is due to the fact that the p-uniform method only considers papers that
can reject the null hypothesis of no effect. As a result, this means the p-uniform
method can be underpowered as it only draws on a fraction of the number of
published papers. Yet even in this case SCT* holds; in the long run the p-uni-
form technique will converge on the correct effect size.

9 A recent paper (Aert, Wicherts, & van Assen, 2016) by the developers of the
p-uniform method provides a careful outline of when and where the p-uniform
method can be reliably applied.

10 Which is not to say that eliminating error is the only norm that govern
scientific inquiry. As Elliott (2018) points out, there are many cases where other
values take precedent. For example, in the case of chemical regulation, the state
of California reasonably adopted less accurate methods of determining che-
mical safety even though they were less accurate, because they radically in-
creased the number of chemicals that could be screened and thus, on the whole,
increased the government's ability to protect the public.

11 Though the dynamics of inquiry are different, the same considerations for
addressing error apply to industry-funded science as well. For example, in their
recent survey of the topic, Holman and Elliott (2018) identify numerous con-
crete means to address funding-bias, but nearly every corrective aims to prevent
the error by some form of “pretrial (meta-) planning” in the form of reshaping
the scientific community (e.g., public funding, firewalls, trial registries, etc.).
Nothing here is to suggest that these solutions should not be considered.
Nevertheless, extrapolating Mayo's view on error to the level of the community
structure suggests that philosophers may find new and more promising ways to
combat industry bias if they move beyond an exclusive focus on the prevention
of errors and begin to consider how to amplify and subtract out sources of bias.
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capture the notion of self-correction. Science is a dynamic process where
knowledge is not only updated, but the methods of knowledge acquisition
themselves evolve. To show that science does not self-correct, one must
show both: (1) scientific methods are unreliable in practice and (2) where
methods are unreliable, scientists fail to correct them.

One might object that this conceptualization sets an impossible
standard. How does the critic of scientific self-correction show that not
only are scientists using flawed methods, but that scientists are incap-
able of correcting the flaws in the methods they use? It seems that the
former requires knowledge of the truth and the latter foreknowledge of
the future. If so, scientific self-correction is in danger of being reduced
to an article of faith, impossible to support one way or the other.

However, we think the replication crisis indicates this problem is
more tractable than it first appears. The p-uniform technique was not
the only procedure developed in the wake of the crisis (Simonsohn
et al., 2014). Indeed, there was a community-wide recognition of
publication bias and its negative consequences, which, along with a
commitment to eliminating error and an incentive structure which re-
wards discovery and the creation of novel inferential tools, soon led to
the development of a number of effective aggregation techniques. More
than just an odd quirk of history, we think that this reveals something
profound and hopeful about science and its ability to self-correct. The
very salience of the issues that gave rise to Romero's (2016) argument
that science was systematically biased, also stimulated scientists to
improve their methods (van Assen, van Aert and Wicherts, 2015). In
this case, at least, it was the initial failure to self-correct that lead to
self-correcting science.
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