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1
Introduction

Reciprocity is certainly not a good
basis for a morality of aspiration.
Yet it is more than just the morality
of egoism.

Robert Axelrod

1.1 Background

1.1.1 Social dilemmas

In [1], social dilemmas are broadly defined to be situations that involve conflicts
between immediate self-interest and longer-term collective interests. These situations
are complex psychological, social and economic behaviors because the immediate
self-interests make it tempting for individuals to choose selfish decisions that in the
longer term become detrimental to the collective and possibly to themselves. A
classical example is known as the tragedy of the commons, in which individual users in
a shared resource system, by acting in their self-interests, deplete a resource through
their collective actions [2, 3]. Although the theory originated almost 200 years ago [4],
the tragedy of the commons, and in a broader sense, social dilemmas, remain relevant
for today’s societal concerns. From over-fishing, global warming, smoking in public
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Figure 1.1: The social dilemma and tragedy of the commons in over-fishing. By
Cardow, The Ottawa Citizen.

places to the more recent social dilemma of autonomous vehicles [5]. All of these
situations, to some extent, affect our day-to-day lives.

While some common resource systems have indeed collapsed due to overuse, for
others the tragedy of the commons was averted through cooperation, regulation or
some other mechanism that enables to govern the commons [6]. Knowledge of social
dilemmas can thus help in understanding when personal interests are set aside for
selfless cooperative behavior and under which conditions cooperation in large groups
and organizations can be maintained or even promoted [1].

Because social dilemmas come in all sorts and sizes, and obtaining a uniform
understanding of the consequences of individual choice and collective behavior is
desirable, it is necessary to apply a unifying framework in which the large variety of
social dilemmas can be studied formally. A defining feature of game theory [7] is that
outcomes of decision-making processes or games do not only depend on one’s own
decision, but also on that the decisions of others. It is precisely this characteristic
feature that makes game theory a suitable modeling framework for social dilemmas.
The prisoner’s dilemma is the most simple and widely studied game that captures
a social dilemma between two individuals that simultaneously choose between two
actions: to cooperate or defect. The payoffs, in this game are[

R S

T P

]
, T > R > P > S.

In the case of the prisoner’s dilemma defection refers to betraying the other pris-
oner, while cooperation refers to staying silent. When both players cooperate, they
receive the reward for mutual cooperation (R). When both defect, they receive the
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punishment for mutual defection P . When one player defects, while the other coop-
erates, the cooperator who kept silent is betrayed by his/her assailant and receives
the sucker’s payoff (S), while the defector obtains the temptation to defect (T ).

Figure 1.2: Mechanisms
for the evolution of coop-
eration in social dilemmas
from [8], reprinted with
permission from AAAS.

This classic game has a single Nash equilibrium [9, 10] at
which both players make the rational decision to defect
because this action receives a higher payoff independent
of what the other player chooses (i.e. T > R and P > S).
To see that the prisoner’s dilemma is indeed a social
dilemma, notice that if the two prisoners neglected their
self-interests and would choose to cooperate, they would
receive R, that is higher than the payoff received when
both players are selfish and choose to defect, i.e. R > P.

Social dilemmas do not always have a dominant strat-
egy (like defection in the prisoner’s dilemma), and there
can exist more than just one equilibrium. A simple exam-
ple is the game of Chicken, the Hawk-Dove game or Snow-
drift game in which the payoffs satisfy S > P > T > R.
There may also be more than two players, in this case, the
game is called a multiplayer or n-player game. A famous
example is the public goods game in which players need to
decide to contribute to a publicly available good. Multi-
player games are interesting because they can capture the
collective behavior of a large group of decision-makers.

In the simple static models described above, the emer-
gence of this selfless cooperative behavior is impossible
to achieve. However, when decisions are repeated, social
structure or individual sanctioning is added, several so-
lutions to social dilemmas present themselves. Through
individual sanctioning, cooperators can be rewarded and
defectors can be punished by the players themselves or
an overarching institution. Punishment and reward have
proven to be effective in promoting cooperation both
experimentally and theoretically [11–14]. Punishment
and rewards are related to indirect reciprocity [8, 15–18],
through which cooperators enjoy good reputations, while
defectors have bad reputations. Indirect reciprocity relies
on the assumption that players are inclined to cooperate
against players who have cooperated before, and thus
have a good reputation. Provided that this reputation information is available to
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the players, indirect reciprocity, as the name suggests, enables cooperative actions
to be played against “strangers”, i.e. players that an individual has not interacted
with in the past (Fig. 1.2). Empirical evidence of indirect reciprocity can be found
in [19, 20]. From a more evolutionary point of view the mechanisms known as kin
selection [21–25] and group selection [26–28] have been proposed as a means for
promoting the evolution of selfless cooperation. Under kin selection, the relatedness
between individuals, defined by the probability of sharing a gene, affects the behavior
of the individual against their kin: cooperative actions are more likely if relatedness
between individuals is higher. This idea supports the concept of inclusive fitness, in
which payoffs, or the more biological term fitness, are evaluated by including the effect
actions may have on closely related individuals or kin [8]. Inclusive fitness or kin
selection is where the concept of selfish genes [24] comes from: cooperation against
kin increases their fitness and hence increases the reproductive rate and spread of
closely related genes. Under group selection, the natural selection forces act not only
on individuals but also on groups: groups of cooperators can obtain a higher payoff
than groups of defectors and can therefore grow and split into multiple groups faster
than groups of defectors [8].

This thesis will not cover all of these mechanisms for the evolution of cooperation.
Rather we will focus on structural and strategic solutions to social dilemmas that
can allow for cooperative actions to evolve through network reciprocity and direct
reciprocity, respectively (Fig. 1.2). These mechanisms are introduced in the following
sections.

Structural solutions: network reciprocity

In its original application to an evolving biological population, evolutionary game
theory [29] describes how competing strategies propagate through a well-mixed pop-
ulation via natural selection. In such a well-mixed population, all players interact
equally likely with all other players [29–33]. In real populations, individuals often
interact with each other via spatial or social structures that tend to be very different
between individuals. These effects can be captured by evolutionary graph theory [34],
that allows to study how spatial and social structures affect evolutionary dynam-
ics [35, 36, 36–38]. The majority of these works focus on formulating conditions for
evolutionary success of structured populations in which the micro-dynamics describe
birth-death and imitation processes of the players occupying the nodes of the graph. In
social dilemmas this evolutionary success depends on the emergence and maintenance
of cooperation in the population [39]. The mechanism that allows cooperation to
exist in evolutionary games on graphs is known as network reciprocity [8]: clusters of
cooperators can form in the network in which the mutual cooperative actions help each
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other (Fig. 1.2). Unfortunately, evolutionary games on graphs are difficult to analyze
mathematically because of the large number of configurations that are possible. When
individuals interact in pairs and they have no more than two strategies, the conditions
for evolutionary success can be characterized analytically by benefit-to-cost ratios
and the average degree of the network [38,40].

Evolutionary games on graphs stay true to their original application to evolving bi-
ological populations via natural selection and hence mainly study dynamical processes
based on replication. In contrast, network games take a more economic perspective
and typically describe how individual decision-makers change their actions over time
under the bounded rationality principles [41]: even when individuals intend to make
rational decisions, limitations on cognitive capacity or available information might
limit their ability to make optimal decisions in complex situations. In this economic
context, “evolutionary” dynamics driven by simple rational thinking, (e.g. myopic
best response) have been studied extensively for games on networks using potential
functions [42–44] and Markov chain theory [45,46], and brought forth a number of
algorithms that ensure convergence to an equilibrium [47–49]. However, as we have
seen in the tragedy of the commons, myopic optimizations tend to generate outcomes
with payoffs that are far from the system optimum [50]. Hence, under these rationality
principles, network reciprocity is less effective. We will return to this problem in part
I of the thesis.

Strategic solutions: direct reciprocity

We have seen that the only rational decision in the prisoner’s dilemma game is to
defect. However, when the prisoner’s dilemma game is repeated, decisions become
more cooperative [51]. Repeated games allows us to formalize how reciprocity [52] can
influence the behavior of the players. In repeated games the reciprocity effects occur
between the same set of players and hence, the mechanism that allows cooperative
decisions to emerge is called direct reciprocity. Repeated games can capture a variety
of complicated trade-offs in decision-making processes. For instance, players can
learn from past decisions and adjust their behavior accordingly. Indeed, a strategic
player would base his or her decision on what to do now, by taking into account what
happened before. This allows for a variety of strategies that differ in memory, rewards,
punishments, fairness, etc.

Another interesting process that is captured by repeated games is how one’s
current actions can affect future interactions and their associated payoffs. If one
would consider to defect at some point in time, how large will the consequences
of retaliation be? Is the fear of retaliation enough to remain cooperative? These
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strategic trade-offs are sometimes referred to as “the shadow of the future” and can
be studied using discounting techniques. Direct reciprocity is only effective when
the shadow of the future is uncertain. To see this, let us assume the players know
they will interact in 0 < k <∞ rounds and payoffs are not discounted. Regardless of
what happened in the k − 1 rounds before, at round k the only rational choice is to
defect because there will be no future play and hence no opportunities for retaliation.
Under the rationality principle, both players will thus choose to defect at round k.
Knowing this, the action made at the penultimate round k − 1 cannot affect the
actions at round k and defection strongly dominates cooperation. Hence, the players
will choose to defect at k − 1 as well. An induction argument shows that defection in
all rounds is the only equilibrium. [53, 54]. The repeated prisoner’s dilemma with an
undetermined number of rounds (possibly finite) has many different equilibria. The
famous folk theorem guarantees that any feasible average payoff can be obtained at
an equilibrium, as long as the players obtain at least the mutual defection payoff [55].
However, in evolving populations these equilibria are not evolutionarily stable [29]
i.e., the equilibrium strategies can be invaded by a mutant strategy that performs
better [56–58]. This motivated researchers to identify strategies that perform well
under a variety circumstances [59–62]. Perhaps the most famous of these strategies
is known as Tit-for-Tat (TFT), in which players simply repeat the action that their
co-player chose in the previous round. Next to TFT’s ability to let cooperation evolve,
in [63] it was shown that TFT is “unbeatable” in the class of exact potential games
(See Preliminaries chapter), that includes all symmetric games with two players and
two actions. This means that no other strategy can get strictly more than a player
applying the simple imitations of the TFT rule. This rather surprising result can
be placed into the broader context of Zero-determinant strategies (ZD) [64]. ZD
strategies can enforce a linear payoff relation between the ZD strategist and their
co-players. The n-player version of TFT known as proportional-TFT (pTFT) is a
fair ZD strategy. That is, it enforces that the average payoffs of all players are equal.
If pTFT is applied to a 2-player game, it naturally recovers the classic TFT strategy,
implying that TFT is unbeatable.

In part II, we will investigate the existence, efficiency and evolutionary stability of
ZD strategies under a variety of circumstances.

1.2 Contributions and thesis outline

Part I: rationality and social influence in network games

The contributions in Part I are mainly concerned with how network reciprocity can
result in rational cooperation in social dilemmas on networks. New decision-making
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rules are introduced that combine rational economic behavior with social learning by
imitation and a mechanism called strategic differentiation is introduced.

Chapter 3

The role of human decision making is becoming increasingly important for complex
engineering systems. More often than not, this social behavior of large groups of
humans is modeled based on rationality. However, behavioral and experimental
economics suggest that humans are not always rational and our decisions are likely to
be influenced by a form of social learning in which new behaviors result from imitation.
In this chapter, novel evolutionary dynamics for network games are proposed, called
the h-Relative Best Response (h-RBR) dynamics, that result from an intuitive mixture
of rational Best Response (BR) and social learning by imitation. Under such a class
of dynamics, the players optimize their payoffs over the set of actions employed by
relatively successful neighbors. As such, the h-RBR dynamics share the defining non-
innovative characteristic of imitation based dynamics that can lead to equilibria that
differ from classic Nash equilibria. We study the asymptotic behavior of the h-RBR
dynamics for both finite and convex games and provide preliminary sufficient conditions
for finite-time convergence to an (approximate) generalized Nash equilibrium. We
then couple the results to those obtained for classic best response dynamics and show
how a mixture of rational best responding individuals and h-relative best responders
can affect the equilibria of fundamental economic and behavioral problems that are
more and more intertwined with today’s engineering challenges.

Chapter 4

As mentioned before, in both economic and evolutionary theories of games two general
classes of evolution can be identified: dynamics based on myopic optimization and
dynamics based on imitations or replications. In network games, in which the players
interact exclusively with a fixed set of neighbors, the dynamical features of these
classes of dynamics vary significantly. In particular, myopic optimizations in social
dilemmas tend to lead to Nash equilibrium payoffs that are well below the optimum
(tragedy of the commons). Under imitation dynamics, the outcomes in terms of
payoffs can be better, but convergence to an equilibrium is typically not guaranteed.
In this chapter, we show that for a general class of public goods games, rational
imitation dynamics converge to an imitation equilibrium in finite time independent of
the spatial structure. For the more irrational ‘imitate-the-best’ dynamics, we identify
network structures for which pure imitations lead to beneficial equilibrium profiles
in which the players are satisfied with their decisions. Perhaps more importantly,
we provide evidence that, in contrast to purely rational or purely imitation based
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decision rules, the combination of rationality and imitations in rational imitation
dynamics guarantees both finite time convergence on arbitrarily connected graphs
and high levels of cooperation in the imitation equilibrium profiles.

Chapter 5

In the existing models for finite non-cooperative network games, it is usually assumed
that in each single round of play, regardless of the update rule driving the dynamics,
each player selects the same action against all of its co-players. When a selfish player
can distinguish the identities of his or her opponents, this assumption becomes highly
restrictive. In this chapter, we will introduce the mechanism of strategic differentiation
through which a subset of players in the network, called differentiators, can employ
different actions against different opponents in their local game interactions. Within
this new framework, we will study the existence of pure Nash equilibria and finite-time
convergence of differentiated myopic best response dynamics by extending the theory
of potential games to non-cooperative games with strategic differentiation. Finally,
via simulation, we illustrate the effect of strategic differentiation on the equilibrium
strategy profiles of a non-linear spatial public goods game. The simulation results
show that depending on the position of differentiators in the network, the level of
cooperation of the whole population at an equilibrium can be promoted or hindered.
Moreover, if players imitate successful neighbors, a small number of differentiators
placed on high degree nodes can result in large scale cooperation at very low benefit-
to-cost ratios. Our findings indicate that strategic differentiation provides new ideas
for solving the challenging free-rider problem on complex networks.

Part II: strategic play and control in repeated games

Part II is concerned with repeated games that are used to study the evolution of
cooperation in social dilemmas through repeated interactions and the possibilities for
future rewards and punishments. In particular, it is studied how individuals can exert
control in n-player repeated games and in doing so can promote cooperation in repeated
social dilemmas. New theory is developed for ZD strategies in a broad class of social
dilemmas with discounting of future payoffs. Moreover, a novel discounting framework
is proposed for repeated games that provides new insights into how individuals can
exert control when the probability for future interactions is uncertain.

Chapter 6

The manipulative nature of ZD strategies attracted significant attention from re-
searchers due to their close connection to controlling distributively the outcome of
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evolutionary games in large populations. In this chapter, we study the existence
of ZD strategies in repeated n-player games with a finite but undetermined time
horizon. Necessary and sufficient conditions are derived for a linear relation to be
enforceable by a ZD strategist in n-player social dilemmas, in which the expected
number of rounds is modeled by a fixed and common discount factor (0 < δ < 1).
For the first time in the studies of repeated games, ZD strategies are examined in
the setting of finitely repeated n-player, two-action games. The results show that
depending on the group size and the ZD-strategist’s initial probability to cooperate,
for finitely repeated n-player social dilemmas, it is possible for extortionate, generous
and equalizer ZD-strategies to exist.

Chapter 7

In this chapter, we build upon the existence results in chapter 6 by developing a
new theory that allows us to express threshold discount factors that determine how
efficiently a strategic player can enforce a desired linear payoff relation. The efficiency
is determined by a threshold discount factor that relies on the slope and baseline
payoff of the desired linear relation and the variation in the “one-shot" payoffs of the
n-player game. These general results apply to multiplayer and two-player repeated
games and can be applied to a variety of complex social dilemma settings including
the famous prisoner’s dilemma, the public goods game, the volunteer’s dilemma, the
n-player snowdrift game and much more. The theory developed in this chapter can, for
instance, be used to determine one’s possibilities for exerting control given a constraint
on the expected number of interactions or the general efficiency of generosity and
extortion in n-player social dilemmas. To show the utility of these general results, we
apply them to a variety of social dilemmas and show under which conditions mutual
cooperation can be enforced by a single player in the group.

Chapter 8

In this chapter, we investigate the evolutionary stability of ZD strategies in a finite
population. Necessary and sufficient conditions are provided for a resident ZD strategy
to satisfy the equilibrium condition of evolutionarily stable strategies when they are
invaded by a single ZD strategy. The derived conditions show that, for generous
strategies that facilitate mutual cooperation to satisfy the stability condition with
respect to one mutant strategy, the resident ZD strategists cannot be too generous.
We provide an analytical expression for what exactly too generous is, and show that
this depends on the one-shot payoff, the population size and the contest size of the
n-player evolutionary game. Because in each contest, no other strategy can do better
than an extortionate strategy, the evolutionary equilibrium conditions carry over to
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arbitrary mutant strategies in a finite population. Finally, a convenient method is
proposed to check the evolutionary stability of resident ZD strategies with respect to
any number of identical mutants.

Chapter 9

Evolutionary theories suggest that repeated interactions are necessary for direct
reciprocity to be effective in promoting cooperative behavior in social dilemmas,
and the discovery of zero-determinant strategies suggests that witty individuals can
influence -for better or worse- the outcome of such repeated interactions. But what
happens if the probability of repeating the mutual interactions is uncertain, and to
what degree is it possible for a player to deal with this uncertainty in their efforts
to influence the behavior of others? By incorporating the additional psychological
complexity of an uncertain belief about the continuation probability into the framework
of repeated games, in this chapter, we develop a general theory that can describe
to what degree strategic players can influence the outcomes of multiplayer social
dilemmas with uncertain future interactions. Our results suggest that this uncertainty
can drastically alter one’s opportunities to exert control and that some existing
theories only hold in a more deterministic world. In particular, uncertainty may deny
one’s ability to ensure others do well, but the system remains vulnerable to extortion.
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1.4 Notations

The set of real, positive, and non-negative numbers are denoted by R, R>0, R≥0,
respectively. The set of natural numbers is denoted by N and the set of integers
is indicated by Z. The cardinality of a set A is denoted by |A|. For some vector
v ∈ Rn we denote its ith element by vi. To emphasize a vector v ∈ Rn is obtained
by stacking its elements vi we write v = (vi) ∈ Rn. For a pair of vectors w, u ∈ Rn,
w · v =

∑n
i=1 wivi is the dot product. Given a non-empty finite set B with cardinality

m, the single valued function maxk(B), where k ≤ m, evaluates the kth highest value
in the set B. The power set of a non-empty set B is denoted by 2B. We denote the
n-ary Cartesian product over the sets B1,B2, . . .Bn by

∏n
i=1 Bi.
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