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Chapter 1

Introduction

Machines and equipment that are used in industrial facilities deteriorate due to load

and stress caused by production. Because of this deterioration, machines will eventually

fail and thus maintenance interventions are necessary to keep them in, or bring them

back to, an acceptable operating condition. These maintenance activities, which range

from small tasks such as cleaning and exchanging oil to large component replacements,

constitute a substantial part of the total costs for many firms and organizations. For

instance, maintenance costs of manufacturing firms typically range between 15–40% of

their total expenses (Wireman, 2014), and power plants and offshore wind farms spend

up to 30% of their total life-cycle costs on maintenance (Blanco, 2009; Röckmann

et al., 2017). During the operational phase of wind turbines, on average 67% of the

total expenses are due to maintenance activities, and there are even cases where this

exceeds 85% (IRENA, 2018). These substantial expenses clearly show that efficient

and effective operations and maintenance strategies are crucial for the profitability

and competitiveness of firms.

Many recent developments create opportunities to reduce maintenance expenses by

improving operational decision making. The advent of inexpensive sensor technologies

and the advances in the Internet of Things (IoT) enable the monitoring of production

facilities remotely and in real-time (Feng and Shanthikumar, 2018; Olsen and Tomlin,

2019). The ongoing developments in the field of machine learning enable the immediate

translation of the continuous stream of sensor data (e.g., vibration, temperature, and

noise) into estimated conditions of machines. Many researchers and practitioners

use these opportunities to develop maintenance policies that schedule interventions

based on condition information rather than performing them periodically or only after

failure. Ample studies reveal that adopting such condition-based maintenance policies

results in various benefits, ranging from cost-savings and higher production outputs

to improved reliability and safety.
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Another option to improve operational decision making arises by recognizing the

natural relation between the usage of machines and their degradation. Studies on

condition-based maintenance typically consider settings in which the deterioration

of machines is either stationary or affected by exogenous factors such as weather.

However, the deterioration rate of a machine (i.e., the speed at which it wears out)

often depends on the production rate, implying that it can be controlled by adjusting

the rate at which the machine operates. In this thesis, we introduce production policies

that exploit this production-dependent deterioration by dynamically optimizing the

production rate based on condition information. This results in many opportunities

to improve the overall performance of production facilities. For instance, production

revenues can be increased by accelerating machines that will be maintained soon,

severe failures can be avoided by shutting down machines in case an imminent failure

is foreseen, and the useful lifetimes of machines can be more efficiently utilized by

slightly decelerating machines that approach their end of life.

The main contribution of this thesis is to introduce and explore the concept

of dynamic condition-based production rate decisions for systems with production-

dependent deterioration. Hereby, we provide an alternative perspective in which

condition information is also used to adjust the production planning in order to

support the maintenance planning (e.g., maintenance might be postponed by slowing

down production). This is in contrast to condition-based maintenance policies that

use condition information to develop maintenance schedules aiming to support a given

production plan while minimizing maintenance costs. Moreover, high production

outputs and low maintenance expenses are two conflicting objectives as the former

favors high production rates while the latter prefers low production rates. By intro-

ducing condition-based production decisions, we aim to enhance the overall system

performance by improving the trade-off between these two opposing targets.

A real-life system for which all these aspects come together is an offshore wind

farm. Operational decision making for offshore wind farms is challenging due to

expensive spare parts such as components for generators and gearboxes, lengthy and

uncertain periods of inaccessibility due to harsh weather conditions, incidental needs

for specialized equipment such as jack-up vessels that imply long planning times,

and various tasks that require different technician specializations. For large and

expensive parts of offshore turbines, the performance of condition-based maintenance

is expected to be much better than that of reactive and time-based maintenance.

Reactive maintenance policies are, due to the lengthy planning times and inaccessibility

restrictions, associated with high production losses, whereas time-based policies waste

remaining useful life of expensive components. Industrial parties begin to recognize

the potential value of condition-based decision making as well, which is exemplified

by the around 2000 sensors that are built into modern turbines. Moreover, wind

turbines have so-called pitch control systems that can accelerate and decelerate the
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rotational speed of turbines by adjusting the angle of the blades. This feature enables

operators to exploit the relation between production and deterioration, for instance, by

decelerating highly deteriorated turbines to avoid failures or by accelerating turbines

that will be maintained soon.

The societal relevance of studying operational decisions in settings inspired by the

offshore wind sector is evident as offshore wind energy is recognized as one of the

most viable alternatives to traditional energy sources such as oil and gas. The Dutch

government intends to realize a total wind capacity of 11.5 gigawatt in 2030, which

implies a 157% capacity growth compared to the situations in 2018 (Dutch government,

2018). Thereby offshore wind farms may generate around 40% of the current total

energy consumption in the Netherlands in 2030. The Energy Roadmap 2050 published

by the European Union even suggests that up to 49% of Europe’s total electricity

consumption might come from wind power in 2050 (European Commission, 2011). Not

only in the Netherlands and Europe, but also worldwide the offshore wind sector is an

emerging industry that is quickly growing (annually on average with 8% since 2010).

This exponential growth can only continue by building enormous offshore wind farms.

An essential requirement to actualize this capacity growth is a business environment

in which profitable business cases are feasible. However, to realize this, considerable

structural cost savings are still needed. Undoubtedly, efficient and effective operational

decision making on maintenance and production planning play a vital role in the

potential success factor of offshore wind and deserves attention.

1.1 Thesis outline

The chapters of this thesis are organized into two parts. In the first part, we introduce

dynamic production policies that use condition information to exploit the relation

between production and deterioration. We consider systems whose production rate

directly affects the deterioration rate, implying that the operator can control the

deterioration of equipment by adjusting the production rate. We start with a stylized

single-unit system that is gradually extended in the two subsequent chapters. Each

chapter in this part aims to improve the profitability of an asset owner or service

provider, which is driven by a subtle trade-off between production revenues and

maintenance costs.

The second part takes a broader perspective and contains chapters that are either

related to maintenance for offshore wind farms or to dynamic production decisions.

In these chapters, we address the value of resource sharing for maintenance tasks

in offshore wind farms, we show another application in which dynamic production

decisions are valuable, and we study a vehicle routing problem that focuses on

asymmetric cost structures.
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In both parts, we use operation research techniques and consider stylized models

to expose the essence of various trade-offs that are present in offshore wind farms and

other production facilities. A broad range of methodologies is used including analytical

proofs, dynamic programming, Markov decision processes, simulations, and valid

inequalities within a branch-and-cut framework. The contributions lie in revealing

unstudied trade-offs encountered in scenarios inspired by the offshore wind sector, in

providing exact problem formulations with corresponding solution approaches, and in

providing new managerial insights.

The obtained insights are not only interesting from a theoretical point of view, but

are also becoming practically viable because of ongoing developments in the fields of

sensor equipment, the Internet of Things, and machine learning. These developments

enable operators to remotely monitor the deterioration of equipment and to control

its usage in real-time, thereby allowing to implement automated condition-based

production policies.

Part I: Condition-based production decisions

The literature on condition monitoring and condition-based maintenance is extensive

and many studies have developed advanced condition-based maintenance policies.

However, for many production facilities such as power plants and refineries, the

flexibility to schedule maintenance is limited, and therefore, maintenance is typically

performed periodically at so-called turnarounds. Between two turnarounds, equipment

may deteriorate more slowly or faster than expected, which can result in expensive

failures or unnecessary early maintenance actions. In Chapter 2, we explore the

benefits of using condition information to dynamically adjust production rates between

consecutive turnarounds.

The chapter is the first to introduce the concept of controlling the deterioration of

equipment based on condition information by dynamically adjusting the production

rate, which we refer to as condition-based production. To obtain clear-cut results

that provide fundamental insights into the optimal production control, we study a

stylized single-unit system with a single perfectly measurable condition. We provide

exact analytical solutions for deterministic deterioration processes and use a numerical

analysis based on a Markov decision process formulation to validate the insights

for stochastic deterioration processes. Results show that the profitability can be

substantially increased by adopting condition-based production decisions. For various

systems, we even observe win-win scenarios with both increased production revenues

and reduced failure risk.

Although we consider a single-unit system, the insights are also applicable to

multi-unit settings, for instance, if a specific component requires a relatively high

maintenance frequency, or if its maintenance interventions require separate logistical
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processes. For systems comprised of non-identical components, such as wind turbines,

each component generally requires a different maintenance frequency. At the system

level, it is appropriate to choose the maintenance interval based on the component

that requires maintenance most frequently, and to use the resulting maintenance

moments as opportunities to sometimes maintain the other, more slowly deteriorating

components as well (depending on their respective deterioration levels). In such

settings, the critical component is likely to be also the main driver for the dynamic

production rate.

Static maintenance schedules as considered in Chapter 2 are still often used in

practice. However, more and more companies are starting to implement dynamic

condition-based maintenance policies. In Chapter 3, we build on the previous chapter

and examine whether dynamic production policies are also valuable when condition-

based maintenance policies are employed. A fully dynamic policy is introduced that

integrates condition-based production and condition-based maintenance, which we

refer to as condition-based maintenance and production. We compare the benefits of

introducing dynamic production policies and dynamic maintenance policies in isolation

with the fully dynamic policy.

The fully dynamic policy is particularly useful for systems with substantial planning

times (e.g., required to arrange spare parts or skilled technicians) and expensive parts

such as gearbox components for offshore wind turbines. During the planning time

for maintenance, condition information cannot be used to improve the maintenance

schedule anymore. However, it can still be used to optimize the production rate,

thereby reducing the uncertainty on the degradation until the scheduled maintenance

action, which in turn results in fewer failures and higher production revenues. The

reduced failure risk allows the maintenance policy to be less conservative, implying

that maintenance can be initiated at higher deterioration levels.

Our results show that the performance of the various policies is highly dependent

on specific system characteristics such as the planning time for maintenance and the

severity of failures. Interestingly, making both the production and maintenance sched-

ule condition-based, can yield higher cost savings than the sum of their separate cost

savings. It follows that condition-based production and condition-based maintenance

can enhance each other’s cost savings potential.

The above two chapters consider single-unit systems, however, many real-life

systems have multiple units of some equipment, such as pumps or turbines, that are

jointly used to satisfy an overall production target. Applying policies developed for

single-unit systems directly to multi-unit systems typically results in poor performance

because these policies ignore various dependencies that exist between units. A common

form of dependency is positive economic dependence, which implies that performing

multiple maintenance interventions at once is more cost-efficient than performing them

separately. For instance, when tasks in an offshore wind farm are clustered into a
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single campaign, the transportation costs to the wind farm can be shared among these

jobs. In Chapter 4, we make the natural step to consider condition-based production

policies designed for systems consisting of multiple units while we take into account

economic dependency and an overall production target.

Introducing dynamic production policies for multi-unit systems creates various

opportunities to reduce costs that are not present for single-unit systems. For instance,

systems with high maintenance set-up costs (e.g., charter costs for jack-up vessels) can

reduce their overall expenses by synchronizing the deterioration levels of machines,

thereby improving the clustering of maintenance interventions. For systems that

must guarantee a reliable production flow (e.g., gas turbines that should provide a

constant gas pressure), the operator can minimize the risk that multiple machines fail

simultaneously by actively desynchronizing their deterioration levels. It is noteworthy

that condition-based production decisions also appear to be effective for multi-unit

systems both without a setup cost for maintenance and without a high penalty for

production shortages. In such systems, the useful life of equipment can be better

utilized by desynchronizing their deterioration levels such that a machine can decelerate

when it approaches the end of its lifetime. Moreover, in this chapter it will again

be shown that the optimal production control is not always intuitive; sometimes the

highly deteriorated machines should produce at a higher rate than machines that are

currently in a good condition.

Part II: Further studies on offshore wind and dynamic production

Besides the planning of maintenance, a significant challenge for offshore wind farm

operators is the incidental need for jack-up vessels. Such vessels can lift their hull

above the sea surface and can thereby provide a stable platform that is required for

heavy-lifting tasks such as the replacement of gearboxes and blades. Jack-up vessels

are expensive and a single wind farm is not expected to use a jack-up vessel on a

regular basis. It is, therefore, believed that it is not profitable to own a jack-up vessel

that is dedicated to a single wind farm. However, the alternative of leasing a jack-up

vessel is also far from perfect as this implies high variable charter costs and substantial

lead times that often result in high production losses. In Chapter 5, we consider an

alternative in which various wind farm operators collaborate by purchasing a jack-up

vessel together. The offshore wind sector still commonly adopts corrective maintenance

policies because of their simplicity (Leite et al., 2018). Therefore, we also consider

corrective maintenance rather than condition-based maintenance because we aim to

provide managerial insights on the cost benefits of co-owning a jack-up given nowadays

practices, rather than revealing new potential applications of condition-based decision

making.
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We use a simulation approach that takes into account uncertain weather conditions,

uncertain failures, and cost parameters that reflect the today’s offshore wind sector.

In the numerical section, we present several possible collaborations that include Dutch,

Belgian, and British wind farms. Results show that considerable cost savings can be

achieved compared to leasing a jack-up vessel, and that the jack-up, in contrast to as

often believed by practitioners, should not be fully utilized to minimize costs. More

advanced policies that include harbor sharing do not further reduce costs. The insights

are robust to various parameters such as distances between wind farms, the failure

rates of components, and electricity prices. The main contribution of the chapter is to

shed light on the benefits of sharing a jack-up vessel between multiple wind farms,

and on the trade-off between the jack-up utilization and downtime due to congestion.

In Chapter 6, we show the versatility of dynamic production decisions by analyz-

ing its effectiveness in another application. Many production facilities use equipment

that requires heating and produce on a make-to-order basis. For instance, circuit

board manufacturers produce chips that are customized to the wishes of each partic-

ular customer. Such systems face high electricity expenses that can be reduced by

temporarily switching the heater off and placing arriving customers into a queue. The

studied production situation will be modeled as a M/G/1 queue with setup times

and costs that depend on the temperature of the system. We show that the optimal

policy depends on both the queue length and the temperature of the system. An

encouraging result for practice is that more easy-to-implement policies, such as policies

that switch on the heater at a given queue length regardless of the temperature, also

realize substantial cost savings for most systems.

In Chapter 7, we consider a stylized asymmetric multi-depot vehicle routing

problem that lies at the core of many routing and scheduling problems, including those

encountered in the offshore wind sector. The chapters in Part I focus on condition-based

production and maintenance decisions, but do not address the follow-up decision of

scheduling a given set of tasks into vehicle routes while taking into account operational

restrictions such as the availability of scarce resources like technicians and vessels, the

time and cost to travel between machines, and the given time windows in which tasks

have to be finished. Although many studies consider such settings, an exact solution

approach that solves the stylized (i.e., without additional problem-specific constraints

such as time windows) multi-depot vehicle routing problem with asymmetric costs

appears to be missing.

We present a branch-and-cut algorithm that relies on a series of newly derived

valid inequalities that explicitly exploit the asymmetric cost structure. The design of

the algorithm is generic in the sense that – with some problem-specific, non-structural

adaptations – it may be applied to other asymmetric routing problems with additional

problem-specific constraints. Besides the branch-and-cut algorithm, we also develop

a simple yet effective heuristic procedure to quickly find feasible solutions. Multiple
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depots and asymmetric cost structures are characteristics that are often encountered

in today’s routing problems of most interest. The theoretical insights obtained in

the chapter are therefore of use for algorithm development for numerous practical

applications.

In Chapter 8, we conclude the thesis by summarizing the obtained insights and

we reflect on their practical and academic value. We also review the assumptions that

we used and provide ample future research directions.
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Chapter 2

Condition-based production: balancing

output and failure risk

Abstract. Many production systems deteriorate over time as a result of load and

stress caused by production. The deterioration rate of these systems typically depends

on the production rate, implying that the deterioration of equipment can be controlled

by adjusting the production rate. We introduce the use of condition monitoring to

dynamically adjust the production rate in order to minimize maintenance costs and

maximize production revenues. We study a single-unit system for which the next

maintenance action is scheduled upfront. Structural optimality results are derived for

deterministic deterioration processes. A Markov decision process formulation of the

problem is used to obtain numerical results for stochastic deterioration processes. The

structure of the optimal policy strongly depends on the (convex or concave) relation

between the production rate and the corresponding deterioration rate. Numerical results

show that condition-based production rate decisions result in significant cost savings

(by up to 50%), achieved by better balancing the failure risk with production outputs.

For several systems a win-win scenario is observed, with both reduced failure risk and

increased expected total production. Furthermore, condition-based production rates

increase robustness and lead to more stable profits and production output.

This chapter is based on Uit het Broek et al. (2019c): Uit het Broek, M. A. J., R. H. Teunter,
B. de Jonge, J. Veldman, N. D. van Foreest. 2019. Condition-based production planning: adjusting
production rates to balance output and failure risk. Manufacturing & Service Operations Management.
In press.
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2.1 Introduction

Many production systems deteriorate over time as a result of load and stress caused by

production. Recent advances in modern sensor techniques have created opportunities

for monitoring such systems to improve their operational decision making. Researchers

have designed sophisticated condition-based maintenance policies that rely on various

types of condition information, providing insights on how to reduce maintenance cost

and increase equipment reliability. However, in many real-life systems, maintenance

planning has limited flexibility and cannot be done last minute because arranging

tools, parts, and technicians takes time.

A more short-term operational option is to control the equipment’s deterioration

process by adjusting the production rate. This applies, for instance, to wind turbine

gearboxes and generators that deteriorate faster at higher speeds (Feng et al., 2013;

Zhang et al., 2015a), conveyor belts that fail more often when used at higher rotational

speeds (Nourelfath and Yalaoui, 2012), trucks that fail earlier when heavier loaded

(Filus, 1987), large computer clusters that fail more often under higher workloads (Ang

and Tham, 2007; Iyer and Rossetti, 1986), and cutting tools that wear faster at higher

speeds (Dolinšek et al., 2001). In addition, the recent advent of the Internet of Things

(IoT) allows to control production rates remotely and in real-time, thereby making

it practically viable to exploit this relation between production and deterioration.

Surprisingly, to the best of our knowledge, no studies exist that focus on controlling the

equipment’s deterioration process by adapting the production rate based on condition

information.

As mentioned, maintenance operations often require many resources to be mobilized,

making it difficult (if at all possible) to reschedule maintenance activities. For this

reason, plants like paper mills, power plants, and refineries typically perform periodic

maintenance activities at so-called turnarounds. At these turnarounds, the entire

system is shut down, which also allows for maintenance activities to be clustered.

However, equipment may deteriorate more slowly or faster than expected and, therefore,

it can be profitable to adjust the production rate based on condition information

in order to increase production or to avoid a possible costly failure before the next

turnaround.

This chapter explores the benefits of condition-based production rate optimization

between consecutive maintenance operations that are planned well in advance. We

analyze these benefits for a single-unit system with a single measurable condition. The

system is overhauled at prespecified times and we study optimal production decisions

between two consecutive maintenance activities. The decision maker can, based on

the current deterioration level and the remaining time until the next maintenance

moment, adjust the production rate and thereby the deterioration rate. Our main

contribution is to introduce and explore the concept of condition-based production
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rate decisions for systems with an adjustable production rate that directly affects the

deterioration rate.

Structural insights and exact analytical solutions are derived for deterministic

deterioration processes, and a numerical analysis shows that stochastic systems behave

similarly. Our results reveal that the system’s profitability, which is driven by a subtle

trade-off between production revenues and maintenance costs, can be significantly

improved by dynamically adjusting the production rate. An encouraging result is that

we observe win-win scenarios for several systems, with both reduced failure risk and

increased expected production. Another insightful result is that the structure of the

optimal policy is very different for systems with decreasing or increasing marginal

deterioration rates as a function of the production rate. For decreasing marginal

deterioration rates, the optimal policy is to produce at the maximum rate and to

switch off the system when the deterioration level reaches a time-dependent threshold.

For increasing marginal deterioration rates, it is optimal to aim at a constant production

rate.

The remainder of this chapter is organized as follows. In Section 2.2 we discuss the

relevant literature on production planning and on the use of condition monitoring for

operational decision making. In Section 2.3 we provide a formal problem description.

In Section 2.4 we analytically study the system with a deterministic deterioration

process. In Section 2.5 we use a Markov decision process formulation to validate the

insights from deterministic systems for systems with a stochastic deterioration process.

We conclude and provide suggestions for future research in Section 2.6.

2.2 Literature

In the current literature, production and maintenance decisions are often optimized

separately (e.g., Shen et al., 2014; Iravani and Krishnamurthy, 2007). The literature

on production planning under uncertainty, including equipment failure uncertainty,

is reviewed by Mula et al. (2006) and an extensive review on the use of condition

monitoring for maintenance decisions is conducted by Alaswad and Xiang (2017).

A review that addresses the joint optimization of production and maintenance is

carried out by Sethi et al. (2002). In what follows, we distinguish three streams

of literature on the interaction between production and system failures. The first

introduces adjustable production rates and assumes that higher production rates result

in increased failure risk. The second considers production-dependent deterioration

without condition monitoring. Third, we discuss the literature on the general use of

condition monitoring for operational decision making, and also zoom in on condition

monitoring for production decisions.
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There are many studies on systems with an adjustable production rate and

production-dependent failure rates. Liberopoulos and Caramanis (1994) consider

a single-unit system with constant demand, where corrective maintenance is performed

upon failure. Their objective is to find a policy that minimizes backorder and inventory

costs. Boukas et al. (1995) include preventive maintenance decisions into this system,

and Hu et al. (1994) show that the reliability of the system can be improved by

reducing the production rate. Martinelli (2005, 2007) studies the structure of optimal

production policies under production-dependent failures with two failure rates, and

later generalizes this to more general failure rate functions (Martinelli, 2010). Recent

extensions include a system with two machines (Francie et al., 2014) and a run-based

maintenance policy for the production scheduling problem (Lu et al., 2015). These

studies assume that failure rates only depend on the age and the current production

rate. Thus the production rate only affects the current failure risk and has no effect

on the future failure behavior of the system.

In many practical situations, the production rate does not only affect the current

failure probability but also results in permanent deterioration to the system, referred to

as production-dependent deterioration. Zied et al. (2011) analyze production-dependent

deterioration by accelerating the system’s aging proportional to the production rate.

They consider a single-unit system with stochastic demand and optimize a block-based

maintenance policy. Between maintenance actions, the adjustable production rate is

used to balance inventory cost and failure risk. Ayed et al. (2012) extend the system

to two units. De Jonge and Jakobsons (2018) consider block-based maintenance

optimization for a machine for which the usage is random and that only deteriorates

when it is turned on. These studies include production-dependent deterioration, but

do not consider the potential of monitoring the actual deterioration level of the system.

It is well known that the use of condition monitoring can significantly improve

operational decision making. For example, condition-based maintenance results in

improved system reliability and lower maintenance costs (Makis and Jiang, 2003; Kim

and Makis, 2013; Liu et al., 2017a). The literature on condition-based maintenance,

not restricted to production systems, is rich and deterioration processes depending

on time, the current deterioration level, and exogenously given operational modes

are covered (Liu et al., 2013; Khaleghei and Makis, 2016; Samuelson et al., 2017). A

current trend in the literature is to study the use of condition monitoring for other

operational decisions such as improved stock keeping of spare parts (Olde Keizer

et al., 2017b; Zhang and Zeng, 2017), managing rentals like cars (Slaugh et al., 2016),

and determining optimal production lot-sizes (Peng and van Houtum, 2016). The

latter study uses condition monitoring to determine whether a new lot is started or

preventive maintenance is performed. These studies, in contrast to ours, exclude the

possibility to actively influence the deterioration process by adjusting the production

rate.
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Others have considered the use of condition information to schedule the production

of multiple product types. Sloan and Shanthikumar (2000) study a single-unit system

in which the yield differs between products and is affected by the deterioration level

of the system. Condition information is used to decide which product to produce and

when to perform maintenance. Batun and Maillart (2012) reconsider this study and

point out an error in the objective function. Kazaz and Sloan (2008, 2013) extend

the system by incorporating products with different production times, and, as a

consequence, different expected deterioration increments. These studies assume that

maintenance can be performed at any time, that is, after a negligible planning time,

whereas in our system maintenance is only performed at prespecified maintenance times.

Furthermore, their focus is on production scheduling and the condition information is

not used to adjust the production rate.

There are very few studies that do consider systems with adjustable production

rates and condition monitoring. However, in these studies the production rate has no

influence on the deterioration rate of the system. Iravani and Duenyas (2002) minimize

inventory holding costs by producing at a slower rate if the deterioration level is low.

Sloan (2004) extends the setting by introducing stochastic demand.

We conclude that the interaction between production decisions and failure behavior

of systems is well studied, but that the potential value of using condition monitoring

to adjust the production rate, and thereby the deterioration rate, has been ignored.

2.3 Problem description

We consider a single-unit system with a single condition parameter. The production

rate of the system is adjustable over time, and the deterioration rate (i.e., the average

amount of additional deterioration per time unit) depends on the current production

rate. Maintenance is only performed at prespecified maintenance moments and the

next maintenance action is scheduled at time T . The deterioration process of the

system is continuously monitored and described by a continuous-time stochastic process

X = {X(t) | t ≥ 0}. Deterioration level 0 indicates that the system is as-good-as-new

and failure occurs when the deterioration level exceeds a fixed failure level L.

At any time t and deterioration level X(t), the decision maker can control the

production rate u(t,X(t)) of the system, which ranges between 0 (no production)

and 1 (maximum production). If the system has failed, it cannot produce and the

production rate is fixed at 0. For a given state (t, x), the set of feasible production

rates A(x) is thus equal to

A(x) =

{
[0, 1] if x < L,

{0} otherwise.
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In words, the decision maker can only control the production rate as long as the system

is functioning, i.e., if it is in a state in the set S = {(t, x) | 0 ≤ t ≤ T, 0 ≤ x ≤ L}.
We consider a policy to be admissible if it specifies a feasible production rate for each

state in the set S and, to facilitate the proofs in the next section, if it has a finite, but

arbitrary number of jumps over time. Clearly, imposing the latter constraint does not

have any practical implications. We let A denote the set of all admissible policies.

The deterioration rate of the system depends on the production rate and is denoted

by g(u). We refer to this function g as the production-deterioration relation (pd-

relation in short). It is natural to assume that there are no production rates for which

the condition of the system improves, hence g is assumed to be nonnegative. We let

gmin = minu∈[0,1] g(u) and gmax = maxu∈[0,1] g(u) refer to the minimum and maximum

deterioration rate, respectively. Notice that we distinguish systems that do deteriorate

for all production rates (gmin > 0) and systems that do not (gmin = 0). We remark

that systems may deteriorate (although slowly) even if the system is idle, for instance

due to bearings that may become slightly unbalanced due to one-sided pressure or

as a result of corrosion. Furthermore, we note that pd-relations are most likely to be

increasing in practice, but our analysis does not require this assumption.

The production revenue generated by the system is proportional to the production

rate and equals uπ per time unit when producing at rate u. The cost of performing

maintenance depends on the deterioration level at the moment of maintenance. If

the system is still functioning, preventive maintenance at a cost cpm is carried out,

whereas more expensive corrective maintenance at a cost ccm has to be performed if

the system has failed. Thus the maintenance cost as a function of the deterioration

level X(T ) at the moment of maintenance equals

c(X(T )) =

{
cpm if X(T ) < L,

ccm otherwise.

This cost structure is commonly used in the maintenance literature (see, e.g., Liu et al.,

2017a; De Jonge et al., 2017; Zhang and Zeng, 2017). It is often realistic, for instance

when maintenance means the replacement of a unit, implying that its cost is fixed

as long as the unit has not failed. A corrective replacement is often more expensive

than a preventive replacement, for instance if unit failure results in damage to other

units as well. Furthermore, we assume that maintenance will always be carried out

at the scheduled moment, regardless of the deterioration level. This is justified when

maintenance has to be planned well in advance. Moreover, under the optimal policy,

production rates will be high as long as deterioration is low, implying that it is very

unlikely that the deterioration level is low at the maintenance moment.
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The expected profit until the next maintenance moment for a given state (t, x)

and a given production policy u = {u(τ,X(τ)) | 0 ≤ τ ≤ T, 0 ≤ X(τ) ≤ L} equals

J(u; t, x) = E

[
π

∫ T

t

u(τ,X(τ)) dτ − c(X(T ))

]
. (2.1)

Our aim is to maximize this expected total profit. However, for some scenarios, the

supremum J∗(t, x) = supu∈A J(u; t, x) cannot be attained because of the discontinuity

in the maintenance cost function c(X(T )). We therefore determine an admissible policy

whose objective value is arbitrarily close to the supremum J∗(t, x). Thus, for any

ε > 0, we determine an admissible policy u∗ ∈ A such that J(u∗; t, x) > J∗(t, x)− ε.
We note that the above described setting with a single condition parameter is not

only applicable to single-unit systems, but also to multi-unit systems in which one of

the units requires a considerably higher maintenance frequency than the other units.

For such systems, the length of the maintenance interval will be based on the unit that

deteriorates fastest and that requires the highest maintenance frequency. This critical

unit will then be maintained after each maintenance interval, and these maintenance

moments will be used as opportunities to sometimes maintain the other, more slowly

deteriorating units as well (depending on their respective deterioration levels). In such

settings, the critical unit is also the main driver for the dynamic production rate.

2.4 Deterministic deterioration

In this section we consider a deterministic deterioration process with deterioration

increments that are fixed for a given production rate. Although most deterioration

processes behave stochastically in practice, studying a deterministic deterioration

process allows us to derive analytical insights into the structure of the optimal

production control. In Section 2.5 we will show that the same structure is observed

for stochastic processes. Given the deterministic deterioration process and an initial

state (t, x) ∈ S, the problem reduces to

J∗(t, x) = sup
u∈A

{
π

∫ T

t

u(τ,X(τ)) dτ − c(X(T ))

}
, (2.2)

subject to

X(t) = x,

Ẋ(τ) = g(u(τ,X(τ))),
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where Ẋ(τ) denotes the right derivative of X(τ). In the remainder of this section, we

assume that the pd-relation g is continuously differentiable. Moreover, for a given state

(t, x) ∈ S, a policy u fixes the trajectory of the deterioration process X(τ) for τ ≥ t.
Thus, for a given state (t, x), we can describe the optimal production rate as function

of time, u(τ) for τ ≥ t, instead of a function of both time and the deterioration level.

The first step of our analysis is to partition the set S into three subsets as illustrated

in Figure 2.1. When the deterioration level is relatively low compared to the remaining

time until the maintenance moment, the system remains functioning regardless of

the production rate. We let the set S1 contain all states in which the system will be

functioning at time T even if the production rate with the highest deterioration rate

is chosen, i.e.,

S1 = {(t, x) ∈ S | x+ (T − t) gmax < L}.

Recall that the highest deterioration rate gmax = maxu∈[0,1] g(u) does not necessarily

correspond to the maximum production rate u = 1. On the other hand, for systems

that deteriorate for all production rates, we know that the system will fail before

maintenance takes place if the deterioration level is close to the failure level given the

remaining time until maintenance. We let the set S3 contain all states in which the

system will fail with certainty before time T , i.e.,

S3 = {(t, x) ∈ S | x+ (T − t) gmin ≥ L}.

The set S2 contains the remaining states, in which the system can either be functioning

or failed upon maintenance, depending on the selected production rates, thus S2 =

S \ (S1 ∪ S3).

For all practical cases we have gmax <∞ implying that the set S1 cannot be empty.

The set S2 is empty if and only if gmin = gmax, which is the case if the production rate

has no influence on the deterioration rate. The set S3 is empty if and only if gmin = 0.

A practical scenario with gmin = 0 is a system that does not deteriorate when idle.

The remainder of this section is organized as follows. In Section 2.4.1, we show that

there is a policy whose objective value is arbitrarily close to the supremum (2.2), even

if we restrict the decision maker to control the production rate at prespecified times

only. In Section 2.4.2, we derive the optimal policy for states in S3. In Section 2.4.3,

we find the optimal policy under the restriction that the system does not fail. This

is obviously the optimal policy starting in states in S1, as the system cannot fail

from those states. It also provides the best policy that avoids failure for states in S2.

However, for those states we further have to consider policies that deliberately let the

system fail, which is done in Section 2.4.4. We end with an illustrative example in

Section 2.4.5.
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Figure 2.1: Schematic overview of the subsets of S = {(t, x) | 0 ≤ t ≤ T, 0 ≤ x ≤ L}.

2.4.1 Prespecified decision moments

We show that the supremum (2.2) can be approached arbitrarily close even if the

decision maker is only allowed to control the production rate at prespecified moments,

as long as the maximum duration between two consecutive decisions is sufficiently

short. This allows us to use prespecified partitionings in the proofs of subsequent

sections.

Let P be a partitioning of the time interval [0, T ] into n subintervals [ti−1, ti)

where i ∈ I = {1, . . . , n} and 0 = t0 < t1 < . . . < tn = T . The length of interval i

equals δi = ti − ti−1 and the longest interval has length δmax = maxi∈I δi. In each

interval, the decision maker can only set a single production rate ûP,i. We denote the

restricted policy as ûP = (ûP,1, . . . , ûP,n) and the set of all admissible policies on a

given partitioning as ÂP . For notational ease, we drop the subscript P for ûP,i, ûP ,

and ÂP and distinguish the restricted policy by the hat symbol.

Recall that the optimal value of the problem equals J∗(t, x) = supu∈A J(u; t, x).

Furthermore, the set of feasible policies A is nonempty since the policy u(τ) = 0 for

τ ≥ t is always feasible. Then, by definition of the supremum, there is a policy in A
whose corresponding objective value is arbitrarily close to the supremum. That is, for

every ε > 0 there is a policy u∗ ∈ A such that

J(u∗; t, x) > J∗(t, x)− ε. (2.3)

For a given partitioning, we construct a policy û∗ corresponding to u∗ such that, in

each interval i ∈ I, û∗ takes the production rate of u∗ with the lowest corresponding

deterioration rate, i.e.,

û∗i = arg min
u∗(τ)

{g(u∗(τ)) : τ ∈ [ti−1, ti]} .

Because u∗ is feasible, it immediately follows that û∗ is feasible. Note that J(û∗; t, x) ≤
J(u∗; t, x) since û∗ ∈ Â, u∗ ∈ A, and Â ⊂ A.
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Policy u∗ is Riemann-integrable over time since the production rate has a bounded

range and a finite number of jumps (see Rudin, 1976, Theorem 11.33). By definition

of Riemann-integrability (see Abbott, 2015, Theorem 8.1.2), it follows that for every

ε̂ > 0 there is a δ > 0 such that for any partitioning with δmax < δ we have

J(û∗; t, x) > J(u∗; t, x)− ε̂. (2.4)

It follows from (2.3) and (2.4) that there are partitionings for which the objective

value of the restricted policy û∗ corresponding to u∗ is arbitrarily close to the supre-

mum (2.2). Only the length of the longest interval is relevant and thus we can use

partitions both with equally and with unequally sized intervals. Hence, for fine enough

partitionings, maximizing the objective value with prespecified decision moments is

equivalent to maximizing the objective value of the unrestricted policy.

2.4.2 Optimal policy with unavoidable failure

We first derive the optimal policy for states (t, x) ∈ S3, i.e., states in which the system

will fail with certainty before the maintenance action at time T . Recall that the set

S3 is empty for gmin = 0 and thus in this section we have gmin > 0. We first show

the optimal policy for general pd-relations, and then simplify this for linear, strictly

concave, and strictly convex pd-relations.

Proposition 2.1. For each state (t, x) ∈ S3, a sufficient condition for optimality is

that u(τ) ∈ arg supu∈[0,1]{u/g(u)} for all τ ≥ t.

Proof. Suppose the system is in a state (t, x) ∈ S3. Maximizing profit until mainte-

nance is equivalent to maximizing production revenues until maintenance since the

system will fail with certainty and thus the maintenance cost c(X(T )) equals ccm.

We partition the deterioration interval [x, L] into n equally large subintervals of

size δ = (L− x)/n and restrict the decision maker to set a single production rate in

each interval (see Figure 2.2). We partition the deterioration levels instead of the

time horizon since each possible deterioration trajectory will reach the failure level L

before the end of the time horizon. The rate in interval i is denoted by ũ
(n)
i where

i ∈ I = {1, . . . , n}. The restricted policy is denoted as ũ(n) = (ũ
(n)
1 , . . . , ũ

(n)
n ) and the

set of all admissible policies as Ã(n). For notational purposes, we drop the superscript

for ũ
(n)
i , ũ(n), and Ã(n) in the remainder of the proof.

The total revenue for a given policy ũ is the sum of the revenues in the individual

intervals, i.e.,

J(ũ; t, x) = π
∑
i∈I

ũiτ(ũi), (2.5)
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Figure 2.2: Overview of the restricted decisions and a possible trajectory for n = 4.

where τ(ũi) is the time spent in interval i when producing at rate ũi. Since the system

deteriorates with rate g(ũi) we have τ(ũi) = δ/g(ũi). Substituting this into objective

function (2.5) gives

J∗(t, x) = sup
ũ∈Ã

J(ũ; t, x) = δπ sup
ũ∈Ã

{∑
i∈I

ũi
g(ũi)

}
.

The terms within the summation depend on interval i only, thus are independent

of the decisions made in the other intervals. It follows that we can interchange the

summation and the supremum, hence

J∗(t, x) = δπ
∑
i∈I

(
sup

ũi∈[0,1]

{
ũi
g(ũi)

})
= (L− x)π sup

u∈[0,1]

{
u

g(u)

}
,

where the last equality follows by substituting δ = (L − x)/n. Observe that the

attained objective value is independent of the partitioning that is used. We conclude

that the optimal value is attained if u(τ) ∈ arg sup{u/g(u)} for all τ ≥ t.

Corollary 2.1. For any state for which a failure cannot be avoided, there is an

optimal policy that produces at a constant rate until failure.

Proposition 2.1 states that if the system is in state (t, x) ∈ S3, then any policy

that maximizes u/g(u) until the unavoidable failure is optimal. This result is intuitive

since the decision maker already knows that the system will fail and therefore aims to

maximize the production gained for each additional unit of deterioration. From now

on, we refer to the set of production rates that maximize u/g(u) as the set of efficient

rates Ueff. The set Ueff is independent of time and thus there exist an optimal policy



22 Chapter 2

that produces at a constant rate until failure (Corollary 2.1). However, this policy is

not necessarily unique since Ueff can contain multiple elements. For example, consider

a pd-relation with g(u) > u for u ∈ [0, 0.5) and g(u) = u for u ∈ [0.5, 1]. The set of

efficient rates for this pd-relation equals Ueff = [0.5, 1] and thus any admissible policy,

also the non-constant ones, with u(τ) ∈ [0.5, 1] for τ ≥ t is optimal.

The following lemma simplifies the result of Proposition 2.1 if we make specific

assumptions on the form of the pd-relation g. The proofs of this and all subsequent

lemmas can be found in the appendix.

Lemma 2.1. Consider a pd-relation g with gmin > 0.

a) If the pd-relation is strictly concave or linear, then the set of efficient rates is

Ueff = {1}.

b) If the pd-relation is strictly convex, then there is only one efficient rate. The effi-

cient rate can be found by first solving z = arg{g(u) = u g′(u)} and consequently

setting Ueff = {min(1, z)}.

From the above lemma, we know that if the system is in state (t, x) ∈ S3 and the

pd-relation g is linear, strictly concave, or strictly convex, then the optimal policy is

unique and constant over time. Furthermore, for the former two, the optimal policy is

to produce at the maximum rate until failure.

2.4.3 Optimal policy with maximum deterioration constraint

For states (t1, x1) ∈ S2 we have the option to prevent failure or to deliberately let

the system fail. In this section we consider the case in which failure is prevented

by introducing a constraint that describes a maximum allowed deterioration level x2

at time t2, that is, X(t2) ≤ x2 where t1 < t2 ≤ T and x1 < x2 < L. This scenario

directly solves both the optimal policy for any state in S1 (as the system is guaranteed

not to fail from any such state) and the case in which the decision maker decides to

avoid a failure while being in a state in S2, namely by using t2 = T and x2 = L− ε
where ε is an arbitrarily small positive number. In addition, the insights hold for any

functioning state and thus also for states in S3. The results are also used in the next

section to derive the optimal policy for the case in which the decision maker decides

to let the system fail while being in a state in S2.

We partition the time interval [t1, t2] into n equally large subintervals with length

δ = (t2−t1)/n. Furthermore, the decision maker is restricted to set a single production

rate in each interval, denoted by ûi for i ∈ I = {1, . . . , n}. The policy is denoted

as û = (û1, . . . , ûn). We can use this partitioning since the objective value of the

restricted policy can approach the supremum arbitrarily closely if n is large enough

(see Section 2.4.1).
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Under the maximum allowed deterioration constraint, it is clearly optimal to

maximize production revenues. The total revenue equals the sum of the revenues in

the individual intervals, i.e.,

J(û; t1, x1) = δπ
∑
i∈I

ûi. (2.6)

The deterioration increase in interval i equals δ g(ûi), and the total deterioration

increase over the time interval [t1, t2] is allowed to be at most x2 − x1. It follows that

policy û must satisfy∑
i∈I

g(ûi) ≤
x2 − x1

δ
, (2.7)

which we refer to as the maximum deterioration constraint. With (2.6) and (2.7) we

can formulate our optimization problem as max
∑
i∈I ûi subject to ûi ∈ [0, 1] and∑

i∈I g(ûi) ≤ c, where c is some constant. It trivially follows that whenever the policy

û = (1, . . . , 1) is feasible, it is the unique optimal policy; thus the optimal policy for

any state (t, x) ∈ S1 is to produce at the maximum rate until maintenance.

To obtain structural insights into the optimal policy, we use the necessary condi-

tions for optimality described by the Karush-Kuhn-Tucker (KKT) conditions. These

conditions imply a set of necessary constraints on the Lagrange multipliers of the

dual problem which must be satisfied by the optimal policy. We note that the KKT

conditions rely on the assumption that the pd-relation g is continuously differentiable.

Let ν be the multiplier corresponding to the maximum deterioration constraint (2.7),

let µ = (µ1, . . . , µn) be a vector with the multipliers corresponding to the constraints

ûi ≥ 0 for i ∈ I, and let λ = (λ1, . . . , λn) be a vector with the multipliers correspond-

ing to the constraints ûi ≤ 1 for i ∈ I. The KKT conditions state that for the optimal

policy û∗ there must exist values for ν, µ, and λ such that

1− νg′(ûi)− λi + µi = 0, for i ∈ I, (2.8a)

ν

(∑
i∈I

g(ûi)− c

)
= 0, (2.8b)

λi(ûi − 1) = 0, for i ∈ I, (2.8c)

µiûi = 0, for i ∈ I, (2.8d)

ν, λ, µ ≥ 0, (2.8e)

where g′ denotes the derivative of g, constraint (2.8a) is a necessary condition for

being in an extreme point of the feasible set, constraints (2.8b - 2.8d) represent the

complementary slackness conditions, and constraint (2.8e) implies dual feasibility.
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Considering the KKT conditions for objective (2.6) with constraint (2.7) results in

the following properties (see proofs in the appendix).

Lemma 2.2. Suppose we have a pd-relation g, the system is in a functioning state

(t1, x1) ∈ S, and there is a given maximum deterioration constraint X(t2) ≤ x2 where

x1 < x2 < L and t1 < t2 ≤ T . Let û∗ = (û1, . . . , ûn) be an optimal policy, where ûi
denotes the production rate in time interval i ∈ I = {1, . . . , n}.

a) If there is an i ∈ I such that ûi < 1, the maximum deterioration constraint is

binding.

b) If the policy û = (1, . . . , 1) is feasible, then it is the unique optimal policy.

c) For all i, j ∈ I for which ûi, ûj ∈ (0, 1), we have g′(ûi) = g′(ûj).

d) For all i ∈ I for which ûi < 1, we have g′(ûi) > 0.

e) If g′ is a one-to-one function, then for all i, j ∈ I with ûi, ûj ∈ (0, 1), we have

ûi = ûj.

Lemma 2.3. For all pd-relations g, there is an optimal policy with at most two rates.

Lemma 2.2a states that production rates below the maximum rate are only used

if this is enforced by the maximum deterioration constraint. It immediately follows

that the policy û = (1, . . . , 1) is the unique optimal policy whenever it is feasible

(Lemma 2.2b). This is in fact trivial, since no policy can produce more than producing

at the maximum rate over the whole time interval. It follows that the optimal policy

for any state (t, x) ∈ S1 is to produce at the maximum rate until maintenance.

Lemma 2.2c follows from the condition that, as stated by Lemma 2.2a, the maxi-

mum deterioration constraint must be binding for any policy that uses intermediate

production rates. If a policy uses two intermediate production rates ûi and ûj for

which g′(ûi) > g′(ûj), then the decision maker can improve the generated revenue by

marginally decreasing the production rate in interval i while marginally increasing the

production rate in interval j. Lemma 2.2d implies that rates u < 1 for which g′(u) ≤ 0

cannot be part of an optimal policy. This is intuitive, since for these rates one can

increase the production rate while the system would deteriorate slower.

Lemma 2.2e states that for pd-relations with a one-to-one derivative (e.g., strictly

convex functions), the optimal policy can only contain a single intermediate rate.

Thus, for this class of pd-relations, we know that the complexity of the optimal policy

reduces to the class of policies that take at most three values over time, namely the

minimum and maximum rate and one intermediate rate. Lemma 2.3 states that for

any pd-relation there is an optimal policy that uses at most two different production

rates over time.
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So far we did not make assumptions on the structure of the pd-relation. In the

following sections, we use the previous lemmas to derive exact closed-form optimal

policies for strictly convex, strictly concave, and linear pd-relations for any functioning

state (t1, x1) ∈ S with a given maximum deterioration constraint X(t2) ≤ x2 where

t1 < t2 ≤ T and x1 < x2 < L.

Strictly convex pd-relations

First we show that the optimal production rate for strictly convex pd-relations is

constant over time, independent of the partitioning that is used.

Lemma 2.4. The optimal rate is constant over time for strictly convex pd-relations.

We know that either producing at the maximum rate is the unique optimal policy

or the maximum deterioration constraint is binding (see Lemma 2.2). Substituting

δ = (t2 − t1)/n and a constant for the rate (see Lemma 2.4) into the maximum

deterioration constraint (2.7) gives

û∗i = g−1

(
x2 − x1

t2 − t1

)
for all i ∈ I. (2.9)

Notice that the full inverse of g can have two solutions when g is first decreasing and

then increasing. By Lemma 2.2d, it directly follows that the solution in the increasing

part is the optimal one. We conclude that, under a maximum deterioration constraint,

the optimal policy equals û∗ = (1, . . . , 1) if this is feasible and otherwise the optimal

rate is as given in (2.9). We summarize this finding in the following proposition.

Proposition 2.2. Suppose the pd-relation g is strictly convex, the system is in a

functioning state (t1, x1) ∈ S, and there is a given maximum deterioration constraint

X(t2) ≤ x2 where x1 < x2 < L and t1 < t2 ≤ T . Then the unique optimal policy is

constant over time and equals u(τ) = 1 for τ ≥ t1 if feasible or, otherwise,

u(τ) = max

{
g−1

(
x2 − x1

t2 − t1

)}
for τ ≥ t1.

When the system is in a functioning state (t1, x1) ∈ S2 and the decision maker

wants to avoid the failure, i.e., we have the constraint X(T ) ≤ L − ε where ε is

an arbitrarily small positive number, then by Proposition 2.2 we know that u(τ) =

max{g−1((L − ε − x1)/(T − t1))} for τ ≥ t1 is the unique optimal policy. Thus the

optimal policy is to produce at the highest rate such that the system just not fails

upon the moment of maintenance.
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Strictly concave pd-relations

The derivative of strictly concave functions is one-to-one and thus the optimal policy for

concave functions can use at most one intermediate rate (see Lemma 2.2e). Lemma 2.5

strengthens this result and states that for strictly concave pd-relation the optimal

policy uses the intermediate rate in at most a single time interval.

Lemma 2.5. For strictly concave pd-relations, the optimal policy has at most one

time interval in which an intermediate production rate is used.

So the optimal policy has at most one time interval in which the system produces

at an intermediate rate. In all other intervals, the system is either idle or producing

at the maximum rate. Producing at the maximum rate generates more revenue than

being idle and thus the optimal policy produces at the maximum rate as much as

possible. Remark that the possible single time interval in which the system produces

at an intermediate rate becomes negligible as the partitioning becomes finer. Moreover,

the specific time intervals in which the system is producing is irrelevant and thus the

optimal policy is not unique. We summarize this finding in the following proposition.

Proposition 2.3. Suppose the pd-relation g is strictly concave, the system is in

a functioning state (t1, x1) ∈ S, and there is a maximum deterioration constraint

X(t2) ≤ x2 where x1 < x2 < L and t1 < t2 ≤ T . Then an optimal policy is to produce

at the maximum rate and then switch off the system at the latest moment in time such

that X(t2) ≤ x2.

Linear pd-relations

We now consider a linear pd-relation g(u) = a+ bu, where a ≥ 0 and a+ b ≥ 0 since

the pd-relation is nonnegative. Note that by definition of S2, there is a production

policy that satisfies the maximum production constraint (2.7). The special case b = 0

implies that all production rates result in the same deterioration rate, which in turn

implies that producing at the maximum rate is feasible in this case. If producing at

the maximum rate is not feasible, then the maximum deterioration constraint must be

binding (see Lemma 2.2a). Substituting the linear pd-relation g into the maximum

deterioration constraint (2.7) gives

∑
i∈I

ûi =
n

b

(
x2 − x1

t2 − t1
− a
)
. (2.10)

Equation (2.10) provides a necessary condition for optimality, which does not need

to be sufficient. However, all policies that satisfy this necessary condition clearly

result in the same profit, and therefore all are optimal. Hence, given that the system

is in a functioning state (t, x) ∈ S2 and the decision maker wants to avoid failure,
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producing at the maximum rate is optimal if feasible, and otherwise any policy that

keeps the deterioration level just below the failure level at the moment of maintenance

is optimal.

2.4.4 Optimal policy with deliberate failure

As mentioned at the start of Section 2.4.3, the optimal policy that avoids failure

is clearly also the overall optimal policy starting from states in S1. For the state

(t1, x1) ∈ S2, a comparison is needed to the best policy for which the system fails,

which is done in this section.

First notice that, for systems with gmin = 0, a failure can be avoided by switching

to the production rate corresponding to gmin just before the system fails. The resulting

production loss is negligible while the savings in maintenance costs are not. It

immediately follows that for such systems, the optimal policy always prevents a failure

and thus we can apply the propositions from Section 2.4.3. In the remainder of the

subsection, we therefore consider a system with gmin > 0.

For these systems there are states for which failure cannot be avoided and thus

the set S3 is nonempty. Observe that the system’s state always enters S3 before it

fails. We let (t2, x2) ∈ S3 refer to the state at which the system’s state transits to S3.

The problem can be seen as an optimal stopping problem in which the stopping

time equals the failure time. Let the decision variable tfail denote the time of failure.

We have tfail ≥ t1 + (L− x1)gmax since the system cannot fail earlier. Furthermore,

for a given tfail, the properties derived in Section 2.4.3 can be used by using the

maximum deterioration constraint with X(tfail) ≤ L.

Suppose the pd-relation is strictly convex. Then Proposition 2.1 implies that the

optimal rate after the system transits to S3 equals u∗(τ) ∈ Ueff for τ ≥ t2, which is

unique by Lemma 2.1. Lemma 2.4 states that, for strictly convex pd-relations, the

optimal rate between two functioning states in S is constant over time and thus the

optimal rate cannot change at time t2. Hence, for strictly convex pd-relations, the

unique optimal policy in case of a deliberate failure is to produce at the most efficient

rate, that is u∗(τ) ∈ Ueff for τ ≥ t1.

Suppose the pd-relation is strictly concave. Then by Lemma 2.1, the optimal

policy produces at the maximum rate as soon as the state enters S3, that is u∗(τ) = 1

for τ ≥ t2. Proposition 2.3 implies that the optimal policy to move from (t1, x1) to

(t2, x2) is to produce at the maximum rate for as long as possible and then switch off

the system. The revenue produced after time t2 decreases as we postpone the time

the system enters S3. Furthermore, the revenue produced between (t1, x1) and (t2, x2)

is constant since the optimal policy produces at the maximum rate until the state hits

the boundary between S2 and S3. Hence, for strictly concave pd-relations, the unique

optimal policy in case of a deliberate failure is u∗(τ) = 1 for τ ≥ t1.
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Suppose the pd-relation is linear. Then the same argument as for strictly concave

pd-relations holds and it follows that the unique optimal policy in case of a deliberate

failure is u∗(τ) = 1 for τ ≥ t1.

2.4.5 Illustrative example

We end the section with an illustration and discussion of the optimal policy for both

strictly concave and strictly convex pd-relations. We focus on the structure of the

optimal policy and postpone the discussion of the cost savings compared to producing

at the maximum rate to Section 2.5.

We study a system with failure level L = 10, where maintenance takes place after

T = 10 time units. The revenue per time unit is π = 2.5 when producing at the

maximum rate. The preventive and corrective maintenance costs are cpm = 10 and

ccm = 15, respectively. We consider the pd-relation g(u) = µmin + (µmax − µmin)uα,

which is concave for 0 < α < 1 and convex for α > 1. The parameters µmin and µmax

describe the deterioration rate when the system is idle or producing at the maximum

rate, respectively. In this example we use α = 0.5 (concave) and α = 1.6 (convex),

µmin = 0.4, and µmax = 1.5. The optimal policy for both the convex and the concave

pd-relation are depicted in Figure 2.3. The optimal production rate is indicated by

grey scale, which ranges from white (maximum rate) to black (idle). In the figures,

we partition the set S2 (in which failure is possible but avoidable) into S2A in which

failure is avoided and S2B in which the failure is not prevented.

First, consider the system with a strictly convex pd-relation (α = 1.6). For any

given state, the optimal policy is to produce at a constant rate until maintenance or a

failure occurs. However, depending on the time and deterioration level, any rate can

be optimal. Within S1 the system is always functioning at the moment of maintenance

and the optimal policy is to produce at the maximum rate. In S3 and S2B, failure

is not prevented and the most efficient rate ueff ≈ 0.7 is used in order to maximize

the production. For any state in S2A, failure is prevented by producing at the highest

constant rate for which the system does not fail. Moreover, within S2A there are states

for which a lower production rate both prevents failure and increases the production

compared to producing at the maximum rate.

Now consider the optimal policy for the strictly concave pd-relation (α = 0.5)

reflected on the right hand side of Figure 2.3. The optimal policy is either to produce

at the maximum rate until maintenance or failure occurs, or to switch off the system in

order to avoid failure. Within S1 the system cannot fail and production is maximized

by producing at the maximum rate until maintenance is performed. Within S3 and S2B ,

failure is not prevented and the system produces at the most efficient rate, which is

the maximum rate for any concave pd-relation. Within S2A, failure is prevented by

producing at the maximum rate as long as possible and then switch off the system.
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Figure 2.3: Optimal policy for a convex and concave pd-relation. The optimal production
rate is indicated by grey scale, which ranges from white (maximum rate) to black (idle). The
dashed lines represents the boundaries between the different subsets of S.

2.5 Stochastic deterioration

In this section we show that key insights obtained from the deterministic system

carry over to more realistic systems with stochastic deterioration. We first discuss the

similarities and differences between the optimal policies for stochastic and deterministic

systems. Thereafter, we illustrate the benefits of using condition-based production

decisions by aid of a numerical example. The results are obtained by formulating

the system as a Markov decision process (MDP). Based on the differences between

the optimal policies for deterministic and stochastic systems, we then propose two

heuristic adaptations of the optimal deterministic policy for use in a stochastic setting.

2.5.1 Markov decision process

An MDP is defined by a set of states, a set of possible actions for each state, and state

and action dependent transition probabilities and rewards. We have a finite horizon

problem and use backward induction to determine optimal policies for the MDP (see

Puterman, 1994).

We first discretize the state space, the time horizon, and the range of production

rates. The state space [0, L] is partitioned into n equally sized intervals of length

∆X = L/n, and is then discretized to the ordered set of midpoints {(i − 0.5)∆X |
i = 1, . . . , n} of these intervals. All deterioration levels above L are combined into a

single state with index n+ 1 that represents the failed state. Time is discretized to

{i∆t | i = 0, . . . ,m} with ∆t = T/m. The discrete production rates are constrained to

the set {i/η | i = 0, . . . , η} so that the rates are equally distributed over the interval

[0, 1], including the boundaries.
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We let Fu,∆t denote the distribution function of the additional amount of de-

terioration during a single time period with length ∆t when producing at rate u.

To obtain the transition probabilities in the discretized process, we model the prob-

ability of staying in the same deterioration state as Fu,∆t(0.5∆X). The probabil-

ity of moving from state k to state k + i, where i ≥ 1 and k + i ≤ n, equals

Fu,∆t((i+ 0.5)∆X)− Fu,∆t((i− 0.5)∆X). The probability of moving from the kth

state to the failed state n + 1 equals 1 − Fu,∆t((i − 0.5)∆X) where i = n − k + 1.

Summarizing, the transition probability matrix of the discrete deterioration equals

Pu(k, k + i) =


0 if i < 0,

Fu,∆t (0.5∆X) if i = 0,

Fu,∆t ((i+ 0.5)∆X)− Fu,∆t ((i− 0.5)∆X) if 0 < i < n− k + 1,

1− Fu,∆t ((i− 0.5)∆X) if i = n− k + 1.

2.5.2 Base system

As a base case for our numerical analysis, we consider a system with the following

parameter values (see also Table 2.1). Maintenance is scheduled at time T = 100

and the system has failure level L = 100. At the maximum rate, the generated

revenue per time unit is π = 0.1. The preventive maintenance cost is cpm = 2 and the

corrective maintenance cost is ccm = 6. To approximate the continuous deterioration

process, we partition the state space and the time horizon into small subintervals with

respective lengths ∆X = 0.1 and ∆t = 1. At each decision epoch, the operator can

choose from η = 100 different production rates. We consider the same parametric

form g(u) = µmin + (µmax − µmin)uα for the pd-relation as in Section 2.4.5, and we

consider α = 0.5 (concave) and α = 3 (convex), µmin = 0.15, and µmax = 0.8.

We model the underlying continuous deterioration process by a gamma process.

This process is appropriate for modeling monotonically increasing deterioration pro-

cesses such as wear, erosion, and fatigue (Van Noortwijk, 2009; Alaswad and Xiang,

2017). We use the same parametric form for the gamma process as De Jonge et al.

(2017). To relate the scale and shape parameter of the gamma process to the pd-

relation g, we impose the following three properties. First, when producing at rate u,

the additional amount of deterioration per time unit has mean g(u). Second, when

producing at the maximum rate, the standard deviation of the deterioration increments

equals σmax. Third, the coefficient of variation of the deterioration increments is the

same for all production rates. For the given parametric form of the pd-relation, these

properties are obtained by setting the shape parameter equal to k = µ2
max/σ

2
max and the

scale parameter as a function of the production rate equal to θ(u) = g(u) · σ2
max/µ

2
max.

We note that we also modeled deterioration as a compound Poisson and as a Brownian

motion with positive drift. As the results were comparable, we did not include these.
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Table 2.1: Base system used in the numerical analysis

Parameter Value Interpretation

T 100 Length time horizon
L 100 Failure level
η 100 Number of production rates
π 0.1 Revenue per time unit at maximum rate
cpm 2 Preventive maintenance cost
ccm 6 Corrective maintenance cost
α 0.5, 3 Shape pd-relation
µmin 0.15 Deterioration rate when idle
µmax 0.80 Deterioration rate at maximum production rate

σmax

√
5 St.dev. deterioration increment at maximum rate

∆t 1.0 Partitioning size time horizon
∆X 0.1 Partitioning size deterioration level

2.5.3 Structure of optimal policy

We compare the structure of the optimal policy for stochastic systems with the optimal

policy for deterministic systems as derived in Section 2.4. The optimal policies for

both the deterministic and the stochastic system with both a concave and a convex

pd-relation are shown in Figure 2.4. The production rate is indicated by grey scale,

which ranges from white (maximum rate) to black (idle). A more extensive comparison

is given in the appendix.

The optimal policies for the concave pd-relation are shown in Figures 2.4a and 2.4b.

For both systems the optimal policy is to either produce at full speed or not to produce

at all. We also see that under both policies the system is switched off at the latest

possible moment in time. Although the policies are similar, there is one structural

difference. The deterministic system is only switched off on a line segment whereas

the stochastic system is switched off within a larger bandwidth that mainly lies below

the line segment of the deterministic system. This larger bandwidth is due to two

reasons. First, also when the system is idle, the deterioration process is stochastic,

and thus the deterioration process would immediately move off a line segment. Given

the bandwidth, it is very likely that when the system is turned off, it will remain

idle until the moment of maintenance. Second, a jump process such as the gamma

process would jump over a line segment. Notice that since the uncertainty of the

future deterioration trajectory decreases as we approach the moment of maintenance,

the bandwidth decreases at the end of the time horizon.

The optimal policies for the convex pd-relation are shown in Figures 2.4c and 2.4d.

We directly observe the similar structure for the two systems, which is also confirmed

by the additional comparisons in the online appendix. For high deterioration levels (the

areas in the top-left part of the figures above the darkest areas), both the deterministic
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and the stochastic system maximize the expected production by producing at the most

efficient rate, i.e., the rate that maximizes u/g(u). For low deterioration levels, both

systems maximize production by producing at the maximum rate. For intermediate

deterioration levels, both systems reduce the production rate. Hereby, the stochastic

system reduces the risk of a failure and the deterministic system avoids the failure

with certainty. However, we also observe two structural differences between the

deterministic and the stochastic system. First, for the intermediate deterioration levels

the stochastic system produces at a slightly lower rate than the deterministic system as

it needs some safety margin in order to deal with the uncertainty of the deterioration

process. This also explains the reduced production rate for the stochastic system at

the end of the time horizon for highly deteriorated states. The second difference is

that, for the deterministic system, there is a sudden transition from producing slowly

to producing at the most efficient rate when we go from the region where failure is

avoided to the region where failure is not prevented (because this either would cause

too much production losses or the failure is unavoidable). These separate regions

cannot be distinguished for the stochastic system, which results in a gradual change

in the production rate for this system. To lower the risk of failure, the production

rates for the stochastic system are also somewhat lower around this transition.

2.5.4 Cost savings by condition-based production

To assess the benefits of an adjustable production rate based on available condition

information, we will compare the optimal policy to three benchmark policies that

differ in their degree of flexibility. The max-rate policy has no adjustable production

rate and the system produces at the maximum rate until failure occurs or maintenance

is performed. The fixed policy allows the decision maker to set a single production

rate at the start of the time horizon, i.e., t = 0, which cannot be changed afterwards.

This policy does not use condition monitoring but can use the system characteristics

such as the pd-relation. The on-off policy allows the decision maker to choose a single

production rate at the start of the time horizon. During the time horizon, the decision

maker can switch between this fixed rate and turning the system off. This policy uses

both condition monitoring and the knowledge on the pd-relation. The optimal policy

allows the decision maker to set any production rate at any time.

To numerically compare the performance of the policies we mainly focus on

J̄(p) = πT − J(p), where πT is the revenue that can be attained when it would be

possible to always produce at the maximum rate, and J(p) is the expected profit

obtained under policy p. The function J̄(p) can be interpreted as the total cost,

consisting of the maintenance cost and the loss of revenue compared to always producing

at the maximum rate. This allows a more clearcut evaluation of comparative policy

performance than focusing on the total profit, since all considered policies produce at
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Figure 2.4: Optimal policies for both a concave and a convex pd-relation. White indicates
that the system produces at its maximum rate and black indicates that the system is idle.

(almost) the maximum rate and thus all policies generate (almost) maximum revenue

for most of the planning horizon. For completeness, however, we also report the

expected profit, the expected production, the failure probability, and the standard

deviations of the expected profit and production.

Table 2.2 shows the performance of the four policies when these are applied to

the base system described in Section 2.5.2. We first consider the system with the

convex pd-relation (α = 3.0). Compared to the max-rate policy, the optimal policy

significantly reduces the probability of a failure, namely from 16.81% to 1.66%, while

the drop in expected production is only 0.6% (from 96.63 to 96.02). By better balancing

the production output and the failure risk, the optimal policy is able to reduce total

cost by 18.9% (from 2.91 to 2.36). We also observe lower standard deviations of both

the profit (0.85 instead of 2.08) and the realized production (5.61 instead of 7.17),

implying a more reliable production system.
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Table 2.2: Performance measures for the base system for various policies.

Convex Concave

Max-rate Fixed On-off Optimal Fixed On-off Optimal

Expected profit 6.99 7.05 7.26 7.54 6.99 7.26 7.26
St. dev. profit 2.08 1.65 1.53 0.85 2.08 1.53 1.53
Expected production 96.63 94.69 94.46 96.02 96.63 94.46 94.46
St. dev. production 7.17 5.12 10.58 5.61 7.17 10.58 10.58
Failure probability (%) 16.81 10.55 4.61 1.66 16.81 4.61 4.61

Total cost 2.91 2.85 2.64 2.36 2.91 2.64 2.64
Maintenance cost 2.67 2.42 2.18 2.07 2.67 2.18 2.18
Revenue loss 0.24 0.43 0.46 0.30 0.24 0.46 0.46

The more restrictive on-off policy is also able to significantly reduce the failure

probability to 4.61%. However, this policy has a lower expected production and is

much less able to reduce the uncertainty of the expected profit and actually increases

the standard deviation of the expected production. The higher uncertainty is due to

the all or nothing nature of this policy. In most scenarios the policy does produce

at the fixed rate. However, in case the system deteriorates faster than expected, the

policy can only react by switching off the system completely while the optimal policy

can respond subtler by slightly reducing the rate.

Now consider the concave pd-relation (α = 0.5). The performance of the optimal

policy and of the on-off policy are the same because the former only uses the minimum

and maximum rate as seen in the previous section. Furthermore, the total cost is

reduced by 9.3% (from 2.91 to 2.64) and thus an adjustable production rate is less

effective for concave pd-relations than for convex pd-relations. This is because convex

pd-relations have production rates that are more efficient than the maximum rate

while for a concave pd-relation the most efficient rate always is the maximum rate (see

Lemma 2.1). For the same reason, the fixed policy does not outperform the max-rate

policy for concave pd-relations.

2.5.5 Parameter sensitivity

We continue by analyzing the effect of different system parameters on the performance

of the production policies. The results in this section are obtained by deviating one

parameter value at a time compared to the base system with the convex pd-relation

(α = 3.0). For the first parameter, we discuss the cost savings as well as the underlying

trade-off between the failure risk and the expected production. Because this trade-off

is similar for all parameters, we only show the effect on the resulting cost savings for

the other parameters.
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Figure 2.5: Effect of the production revenue π on the failure probability and the expected
production of the max-rate ( ), fixed ( ), on-off ( ), and optimal ( ) policy.

Let us first consider the influence of the revenue per time unit π when producing

at the maximum rate. When this revenue is small compared to the maintenance cost,

the main priority of the decision maker is to avoid a possible failure. Instead, when the

production revenue is large, the main goal is to maximize production. The effect of

the revenue parameter on the failure probability and the expected production for the

four different policies is depicted in Figure 2.5. The relative cost savings of the fixed,

on-off, and optimal policy compared to the max-rate policy are shown in Figure 2.6a.

When the revenue parameter is low, all policies are able to realize a significant

cost saving by reducing the production and thereby the failure probability. However,

when the revenue parameter increases, the cost savings of the fixed and on-off policy

rapidly diminish whilst the optimal policy results in a cost saving for all values of the

production revenue. The optimal policy reduces cost even for high revenues since, in

case the system deteriorates faster than expected, this policy can increase production

by postponing the failure.

For almost all values of the revenue parameter, the optimal policy has both the

lowest failure probability and the highest expected production. At first this seems

counterintuitive, since the failure probability is reduced by lowering the production

rate. However, the optimal policy can postpone the decision to focus either on avoiding

a possible failure or on maximizing production until condition information becomes

available.

Figure 2.6b depicts the effect of the cost of corrective maintenance on the relative

cost savings. We see that the benefit of the adjustable production rate increases as

corrective maintenance becomes more expensive compared to preventive maintenance.

Furthermore, the optimal policy realizes a cost saving even when preventive main-

tenance and corrective maintenance have the same cost (recall cpm = 2), since the

optimal policy can also increase the expected production.
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Next, we consider the volatility of the deterioration process and its effect on the

cost savings compared to the max-rate policy, as shown in Figure 2.6c. For σmax = 0,

the deterioration process is deterministic and the system will be functioning at the

turnaround when producing at the maximum rate over the whole time horizon. It is

optimal to produce at the maximum rate and therefore condition-based production

decisions do not result in cost savings. For relatively small values of σmax, the

deterioration process has many small jumps of different sizes. The condition-based

production policies can effectively react to these jumps by adjusting the production rate

after the occurrence of a jump. For large values of σmax, the size of the deterioration

increments increases and failure is most likely caused by a single jump. Condition

monitoring cannot provide information on the timing of this jump and therefore the

value of condition-based production diminishes as the volatility increases.

Figure 2.6d shows the effect of the time horizon on the cost saving compared to the

max-rate policy. The largest cost savings are realized for time horizons of moderate

lengths. For short time horizons, any policy produces at the maximum rate during the

entire horizon, implying that they are all equivalent. For extremely long time horizons,

failure cannot be avoided, and all policies will improve the production revenues by

producing at the most efficient rate.

The effect of the pd-relation parameters µmin and α are given in Figures 2.6e and

2.6f. The deterioration rate in the idle mode ranges from µmin = 0 (no deterioration

when idle) to µmin = µmax = 0.8 (same deterioration rate for all production rates). We

see that the optimal policy results in a significant cost saving, even if the deterioration

rate in idle mode is half of that in full mode (e.g., due to exogenous conditions like

weather). The fixed policy only results in a small cost saving if µmin is low. For

α < 1, the pd-relation is concave, implying that the optimal policy is an on-off policy

(see Section 2.5.3). The fixed policy only results in a cost saving for larger values

of α. Furthermore, for all convex pd-relations (α > 1), the optimal policy performs

significantly better than the fixed policy and the on-off policy.

2.5.6 Heuristics based on deterministic deterioration

The results until now have shown that, in settings with stochastic deterioration,

the operational performance can be considerably improved by using the optimal

policy compared to simpler, less flexible policies that we have considered so far.

However, determining this policy can be computationally expensive and its complexity

might hinder practical implementation. In the previous sections, we observed that

the deterministic and stochastic policies share many similarities. Building on this

observation, we construct two simple heuristics for the stochastic system. We focus on

convex pd-relations, as those are arguably the most realistic, but a similar approach

can be used to develop heuristics for concave pd-relations.
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Figure 2.6: Effect of different parameters on the relative cost saving compared to the max-rate
policy for the fixed ( ), on-off ( ), and optimal ( ) policy.
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Figure 2.7: Effect of various system parameters on the relative cost saving compared to the
max-rate policy for the optimal policy ( ), and the first ( ) and second ( ) heuristic.
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Figure 2.8: Optimized policy parameter α2 for the second heuristic.

The main difference between the optimal policy for the deterministic and for the

stochastic case is that the latter produces at a slightly lower rate for intermediate

deterioration levels (see Section 2.5.3). The main premise of the heuristics is therefore

to produce at a slightly lower rate than the optimal rate for the deterministic system,

which is denoted by u(t, x). The first heuristic achieves this in the most straightforward

way, by subtracting some constant α1 from the optimal production rate, i.e., u1(t, x) =

u(t, x)− α1 (negative rates are set to 0). A downside of doing this is that the system

never operates at the maximum speed, even if it is in a very good state (given the time

left until maintenance). To avoid this, but still build in safety, the second heuristic adds

some constant α2 to the current deterioration level and then computes the production

rate, i.e., u2(t, x) = u(t, x + α2), where x + α2 is capped by failure level L. The

heuristics select a production rate for each state and thus the corresponding expected

cost can be evaluated by solving a finite time Markov chain.

The effectiveness of the heuristics is analyzed by using the base case and deviating

various system parameters one by one. The cost savings of both heuristics, with the

parameters α1 or α2 optimized per instance, compared to the max-rate policy are

shown in Figure 2.7. We clearly see that the second heuristic outperforms the first

heuristic. Apparently, it is indeed important to be able to produce at maximum speed
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Figure 2.9: Relative cost savings of the second heuristics as function of the policy parameter
α2 compared to the max-rate policy.

if the system is in a relatively good state. The second heuristic has a near-optimal

performance and strongly outperforms the fixed and the on-off introduced in the

previous sections. Since the heuristic is only a simple modification of the deterministic

policy, its performance underlines our intuition that the structure of the optimal policy

for the deterministic systems (partially) carries over to stochastic systems.

We remark that applying these heuristics still requires optimization of the policy

parameters, which is not straightforward. Figure 2.9 shows the cost savings realized

by the second heuristic as a function of the policy parameter α2 when we apply this

heuristic to the base case. We observe that the relative cost saving is a convex function

of the policy parameter. Furthermore, the heuristic results in a considerable cost

saving for all reasonable values of α2. For large values, the heuristic is too conservative,

resulting in an unnecessary low failure risk by sacrificing too much production. For

small values, the heuristic is too optimistic, resulting in high production revenues but

high maintenance costs as well. Moreover, for α2 = 0 the heuristic exactly equals the

deterministic policy and thus even applying the optimal deterministic policy results in

a cost saving of 8.3%. The graph only shows the result for the base case, however,

similar results are observed for other problem instances.

Figure 2.8 shows how the optimal value of α2 is affected by the system parameters π,

ccm, and σmax (only α2 is shown in order to keep the exposition concise). We observe

that the heuristic is more conservative when the production revenue is low or when

the corrective maintenance cost is high. The effect of the volatility of the deterioration

process is more complex. At first, with increasing volatility, the heuristic becomes more

conservative. However, for very volatile processes, it is better to always produce at a

high rate as a failure is most likely caused by a large deterioration jump that cannot be

prevented by producing at a slightly lower rate. We conclude that the relation between

the system parameters and the optimal heuristic parameter is complex. Approximate

closed-form relations can be developed and tested to ease the implementation of the

heuristic, but we consider this to be outside the scope of this chapter.
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2.6 Conclusion

This chapter is the first to introduce condition-based production rate decisions that

affect the deterioration rate of a system. We recognize that the advent of inexpensive

sensor technology and the recent advances in the Internet of Things offer opportunities

to remotely monitor the equipment’s deterioration level and to control its usage in

real-time. Based on the available condition information, the adjustable production

rate can be used to control the deterioration process and thereby we can balance the

risk of a failure with the production revenues.

Exact analytical solutions are derived for deterministic deterioration processes,

which reveal several structural insights. Firstly, for all systems it can be beneficial to

avoid a failure by reducing the production rate. The optimal production policy depends

on the specific system, and in particular on the relation between the production rate

and the deterioration rate. Secondly, if a failure cannot be avoided, the production can

be increased by producing at a more efficient rate. Likewise, even if a failure can be

prevented, it is sometimes better to maximize production and thereby let the system

fail. Thirdly, there exist win-win scenarios in which production rate adjustments both

prevent a failure and increase the production.

The numerical analysis, based on a Markov decision process formulation of the

problem, shows that the structural insights largely carry over to stochastic systems.

Optimizing production rates based on condition information reduces the total cost

by up to 50% for the considered cases. Simpler policies, such as an on-off policy that

only switches between a single fixed rate and the idle mode, are much less effective in

reducing cost. We conclude that using condition monitoring to dynamically adjust

production rates over time provides significant opportunities to improve the operational

efficiency of production systems. The profitability of the system increases by reducing

the expected maintenance cost while increasing the expected production. Furthermore,

although the optimal dynamic policy may be complex, we also developed a simple

heuristic that performs well and is much easier to implement.

Based on the promising results of our exploratory study, we conclude that there

is ample scope for further research with three main avenues. The first avenue is to

jointly and dynamically optimize maintenance timing and production rates based

on condition information. Our results show that using condition-based production

rates reduces the uncertainty of the deterioration process since one can respond to the

volatility of the process by dynamically adjusting the production rate. This reduced

uncertainty provides opportunities for maintenance policies to be less conservative by

scheduling fewer maintenance actions. For example, a lower maintenance frequency

may be used for block-based maintenance policies, and the threshold maintenance age

could be increased for age-based maintenance policies.

Secondly, one could consider multi-unit systems where the production per time
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unit must be in a specified range (e.g., due to given supply contracts). Examples of

such systems include offshore wind farms (commonly consisting of many turbines)

that have to produce a minimum amount of electricity, and compressors in a gas

network that together have to maintain a reliable gas pressure. For such systems,

condition-based production rates create opportunities to improve the clustering of

maintenance actions for several units. For example, one can decelerate the production

speed of highly deteriorated turbines and accelerate it for turbines in a good condition.

Thereby, the deterioration processes of these turbines are better synchronized and

their maintenance can be clustered to reduce cost.

The third avenue is to elaborate on the single-unit system either by incorporating

settings commonly seen both in practice and in the maintenance literature, such as fluc-

tuating production revenues, imperfect condition monitoring, uncertain failure levels,

aperiodic inspections and preventive repair costs that depend on the deterioration level,

or by studying analytical properties for the system with stochastic deterioration. For

future research on energy production, considering price fluctuations seems particularly

promising as price changes occur very frequently, and in fact even negative prices exist

in times with overproduction. The operational efficiency may improve by producing

at a high rate when prices are high and switch off the system when prices are low.

Lastly, an interesting research direction is to consider deterioration processes that not

only depend on the current production rate but also on the age of the system, the

current deterioration level, and environmental conditions such as weather.
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Appendix

2.A Proofs of lemmas

Lemma 2.1. Consider a pd-relation g with gmin > 0.

a) If the pd-relation is strictly concave or linear, then the set of efficient rates is

Ueff = {1}.

b) If the pd-relation is strictly convex, then there is only one efficient rate. The effi-

cient rate can be found by first solving z = arg{g(u) = u g′(u)} and consequently

setting Ueff = {min(1, z)}.

Proof. The set of efficient production rates is defined as Ueff = arg max{u/g(u)}.
Using the quotient rule we get

d

du

u

g(u)
=
g(u)− g′(u)u

g(u)2
.

The denominator is clearly always positive and thus the sign of the derivative is

determined by the sign of the numerator. We define k(u) = g(u)− u g′(u) and thereby

k′(u) = −u g′′(u).

For strictly concave pd-relations we have g′′(u) < 0 and thus k′(u) ≥ 0 for 0 ≤ u ≤ 1.

Furthermore, gmin > 0 implies g(0) > 0 and thereby k(0) > 0. Combining these two

observations implies k(u) > 0 for 0 ≤ u ≤ 1. It follows that the derivative of u/g(u) is

always positive. We conclude that u/g(u) is maximized by the maximum production

rate and thus for strictly concave pd-relations we have Ueff = {1}.
For linear pd-relations g(u) = a+ bu, where a > 0 and a+ b ≥ 0 since gmin > 0,

we have k(u) = a and k′(u) = 0. It immediately follows that u/g(u) is maximized by

the maximum production rate and thus for linear pd-relations we have Ueff = {1}.
For strictly convex pd-relations we have g′′(u) > 0 and thus k′(u) < 0 for u > 0.

Next, gmin > 0 implies g(0) > 0 and thereby k(0) > 0. Combining k(0) > 0 and

k′(u) < 0 implies that the derivative of u/g(u) is first positive and at some point

becomes negative. Hence, there is only one rate that maximizes u/g(u).

Lemma 2.2. Suppose we have a pd-relation g, the system is in a functioning state

(t1, x1) ∈ S, and there is a given maximum deterioration constraint X(t2) ≤ x2 where

x1 < x2 < L and t1 < t2 ≤ T . Let û∗ = (û1, . . . , ûn) be an optimal policy, where ûi
denotes the production rate in time interval i ∈ I = {1, . . . , n}.

a) If there is an i ∈ I such that ûi < 1, the maximum deterioration constraint is

binding.
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b) If the policy û = (1, . . . , 1) is feasible, then it is the unique optimal policy.

c) For all i, j ∈ I for which ûi, ûj ∈ (0, 1), we have g′(ûi) = g′(ûj).

d) For all i ∈ I for which ûi < 1, we have g′(ûi) > 0.

e) If g′ is a one-to-one function, then for all i, j ∈ I with ûi, ûj ∈ (0, 1), we have

ûi = ûj.

Proof. (a) Consider a policy û for which ûi < 1 and suppose the maximum deterioration

constraint is not binding. Then the complementary slackness (2.8b) implies ν = 0.

Substituting this into (2.8a) gives λi = µi+1. From the complementary slackness given

by (2.8c) and (2.8d) it follows that at least one of λi or µi equals zero. When λi = 0

we have µi = −1, which violates (2.8e). It follows µi = 0 ⇒ λi = 1 ⇒ ûi = 1.

However, ûi = 1 contradicts with the given policy where ûi < 1. Concluding, for any

policy û with elements ûi < 1, the maximum deterioration constraint as given in (2.7)

is binding.

(b) Suppose û = (1, . . . , 1) is feasible, then this trivially is the unique optimal

policy as no policy can produce more than always producing at the maximum rate.

(c) Suppose we have 0 < ûi < 1 for all i ∈ I1 where I1 ⊆ I. The complementary

slackness implies λi = µi = 0 and substituting these values into (2.8a) gives ν =

1/g′(ûi). Since ν is a constant, we have g′(ûi) = g′(ûj) for all i, j ∈ I1.

(d) Consider a policy û for which g′(ûi) ≤ 0. Then the total production can be

increased by marginally increasing ûi while the corresponding deterioration g(ûi) is

non-increasing.

(e) This directly follows from (c).

Lemma 2.3. For all pd-relations g, there is an optimal policy with at most two rates.

Proof. Suppose we have a policy that uses three or more different production rates.

Then we can select three arbitrary time intervals from this policy with different

production rates, and improve the policy by replacing one of the rates by a combination

of the other two rates. As we select the three rates arbitrarily, we can repeat the same

procedure until only two rates are left. Notice that for any optimal policy which uses

intermediate production rates, the maximum deterioration constraint must be binding

(see Lemma 2.2a). Thus a policy can only improve by increasing its total production

without increasing the corresponding total deterioration.

Select three arbitrary intervals with different production rates from the given policy.

Assume, without loss of generality, that u1 < u2 < u3 and g(u1) < g(u2) < g(u3). The

duration of the intervals is denoted by τ1, τ2, and τ3. In the remainder of this proof,

we refer to g(ui) as gi.

We first partition the second time interval into two subintervals with lengths (1−
α)τ2 and ατ2. In the first subinterval, the new policy produces with rate u1. In the
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second subinterval, the new policy produces with rate u3. The deterioration of the given

policy and the new policy equal τ1g1 +τ2g2 +τ3g3 and (τ1 +(1−α)τ2)g1 +(τ3 +ατ2)g3,

respectively. Equating the two deterioration levels gives α = (g2 − g1)/(g3 − g1).

Notice that 0 < α < 1 since g1 < g2 < g3. The total production of the given and new

policy equal τ1u1 + τ2u2 + τ3u3 and (τ1 + (1 − α)τ2)u1 + (τ3 + ατ2)u3, respectively.

Substituting α implies that the new policy produces at least as much as the given

policy if

g2 ≥ g1 + (u2 − u1)
g3 − g1

u3 − u1
.

Secondly, we shorten the duration of interval 1 and 3 by α and β, respectively.

The duration of interval 2 is increased with α+ β. Equating the deterioration level of

the given and the new policy gives α = β(g3 − g1)/(g2 − g1). We select β such that

the length of exactly one of the intervals becomes zero and the other length remains

nonnegative. Substituting α into the new total production function implies that the

new policy produces at least as much as the given policy if

g2 ≤ g1 + (u2 − u1)
g3 − g1

u3 − u1
.

Observe that always one of the two conditions is satisfied. It follows that for any given

policy which uses more than two production rates, we can construct a policy with

two production rates that produces at least as much as the given policy. We conclude

that, for any pd-relation g, there is an optimal policy with at most two production

rates.

Lemma 2.4. The optimal rate is constant over time for strictly convex pd-relations.

Proof. The proof is structured as follows. First, we show that an optimal policy with

rates smaller than the maximum rate cannot contain the maximum rate. Second, we

show that an optimal policy with rates larger than the minimum rate cannot contain

the minimum rate. Combining this with other lemmas implies that the production

rate is constant over time.

We divide I into two proper subsets I1 and I2 such that ûi < 1 for i ∈ I1 and

ûj = 1 for j ∈ I2. The complementary slackness give λi = 0 and µj = 0. Substituting

these values into (2.8a) implies ν = (1 + µi)/g
′(ûi) and ν = (1− λj)/g′(1). Equating

the two expressions for ν gives λj = 1− (1 + µi) g
′(1)/g′(ûi). Since λj ≥ 0 we must

have g′(ûi)/g
′(1) ≥ 1, which is not possible for strictly convex functions g. Hence,

for strictly convex functions g, any policy that contains elements ûi < 1 and ûj = 1

cannot be optimal.

We divide I into two proper subsets I1 and I2 such that ûi > 0 for i ∈ I1 and

ûj = 0 for j ∈ I2. The complementary slackness give µi = 0 and λj = 0. Substituting
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these values into (2.8a) implies ν = (1− λi)/g′(ûi) and ν = (1 + µj)/g
′(0). Equating

the two expressions for ν gives λi = 1− (1 + µj) g
′(ûi)/g

′(0). Since λi ≥ 0 we must

have g′(0)/g′(ûi) ≥ 1, which is not possible for strictly convex functions g. Hence,

for strictly convex functions g, any policy that contains elements ûi > 0 and ûj = 0

cannot be optimal.

The derivative of a strictly convex pd-relation is an one-to-one function. By

Lemma 2.2e it follows that the optimal policy can only contain a single intermediate

rate. Combining this with the previous paragraphs implies that the optimal rate is

constant over time, independent of the partitioning that is used.

Lemma 2.5. For strictly concave pd-relations, the optimal policy û∗ has at most one

time interval in which an intermediate production rate is used.

Proof. Divide the set I into three subsets I1, I2, and I3 such that ûi = 0 for i ∈ I1,

0 < ûj < 1 for j ∈ I2, and ûk = 1 for k ∈ I3. We denote the overall policy by ûA
and the cardinality of the subsets by η1, η2, and η3. We assume that I2 contains at

least two elements while the other two may be empty sets. Suppose, without loss of

generality, that 1 and 2 are elements of I2.

We have ûj = ûl for all j, l ∈ I2 (Lemma 2.2e) and
∑
i∈I g(ûi) = c (Lemma 2.2a).

The objective value for policy ûA equals J(ûA) = û1 + û2 + (η2 − 2) · û1 + η3. The

maximum deterioration constraint can be written as

η1g(0) + g(û1) + g(û2) + (η2 − 2)g(û1) + η3g(1) = c,

which is rewritten to

g(û1) + g(û2) = c− η1 g(0)− (η2 − 2) g(û1)− η3 g(1).

Now notice there exist two numbers 0 < ε < δ such that

g(û1) + g(û2) = g(û1 − ε) + g(û2 + δ),

which holds since g is strictly concave and g′(uj) > 0 for j ∈ I2 (Lemma 2.2d). The

objective value for the new policy equals J(ûB) = (û1− ε)+(û2 +δ)+(η2−2) · û1 +η3.

We have J(ûA) < J(ûB) since ε < δ and thus ûA cannot be optimal. We only assumed

that ûA uses an intermediate rate in at least two time intervals. Hence, for strictly

concave pd-relations g, the optimal policy uses an intermediate rates in at most one

time interval.
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2.B Additional policy comparisons

This appendix complements the chapter with more graphical examples. The chapter

introduced a base case and compared the structure of the optimal policy for the

stochastic system with the optimal policy for the deterministic system. It followed

that, for this base case, the structure of the optimal policy for the deterministic system

partially carries over to the stochastic system.

To analyze whether this conclusion holds more generally, we use the same base

case and deviate various system parameters one by one. The resulting optimal policies

for both the deterministic and the stochastic systems are shown in Figures 2.10-2.16.

We consider convex pd-relations since those are most realistic for real-life systems. For

all parameter values, we observe the same similarities and differences between the two

systems as in the chapter above, confirming that the conclusion holds more generally.
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Figure 2.10: Optimal deterministic (top) and stochastic (bottom) policies for the convex pd-
relation with various values for the production revenue (from left to right: π = 0.1, 0.3, 0.5, 0.7).
White indicates that the system produces at its maximum rate and black indicates that the
system is idle.
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Figure 2.11: Optimal deterministic (top) and stochastic (bottom) policies for the convex pd-
relation with various values for preventive maintenance cost (from left to right: cpm = 1, 2, 3, 4).
White indicates that the system produces at its maximum rate and black indicates that the
system is idle.
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Figure 2.12: Optimal deterministic (top) and stochastic (bottom) policies for the convex
pd-relation with various values for corrective maintenance cost (from left to right: ccm =
5, 10, 15, 20). White indicates that the system produces at its maximum rate and black indicates
that the system is idle.
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Figure 2.13: Optimal deterministic (top) and stochastic (bottom) policies for the convex pd-
relation with various values for the shape of the pd-relation (from left to right: α = 2, 4, 6, 8).
White indicates that the system produces at its maximum rate and black indicates that the
system is idle.
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Figure 2.14: Optimal deterministic (top) and stochastic (bottom) policies for the convex
pd-relation with various deterioration rates when idle (from left to right: µmin = 0.0, 0.1, 0.2,
0.3). White indicates that the system produces at its maximum rate and black indicates that
the system is idle.
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Figure 2.15: Optimal deterministic (top) and stochastic (bottom) policies for the convex
pd-relation with various deterioration rates at the maximum production rate (from left to
right: µmax = 0.5, 1.0, 1.5, 2.0). White indicates that the system produces at its maximum rate
and black indicates that the system is idle.
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Figure 2.16: Optimal deterministic (top) and stochastic (bottom) policies for the convex
pd-relation with various standard deviations of the deterioration increments (from left to
right: σmax = 1, 2, 3, 4). White indicates that the system produces at its maximum rate and
black indicates that the system is idle.
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Chapter 3

Joint condition-based maintenance and

condition-based production

Abstract. Developments in sensor equipment and the Internet of Things increasingly

allow production facilities to be monitored and controlled remotely and in real time.

Organizations can exploit these opportunities to reduce costs by employing condition-

based maintenance (CBM) policies. Another recently proposed option is to adopt

condition-based production (CBP) policies which control the deterioration of equipment

remotely and in real time by dynamically adapting the production rate. This chapter

compares their relative performance and introduces a fully dynamic condition-based

maintenance and production (CBMP) policy that integrates both policies. Numerical

results show that the cost-effectiveness of the policies strongly depends on system charac-

teristics such as the planning time for maintenance, the cost of corrective maintenance,

and the rate and volatility of the deterioration process. Integrating condition-based

production decisions into a condition-based maintenance policy substantially reduces

the failure risk, while fewer maintenance actions are performed. Interestingly, in

some situations, the combination of condition-dependent production and maintenance

even yields higher cost savings than the sum of their separate cost savings. Moreover,

particularly condition-based production is able to cope with incorrect specifications of

the deterioration process. Overall, there is much to be gained by making the production

rate condition dependent, also, and sometimes even more so, if maintenance is already

condition-based. These insights provide managerial guidance in selecting CBM, CBP,

or the fully flexible CBMP policy.

This chapter is based on Uit het Broek et al. (2019a): Uit het Broek, M. A. J., R. H. Teunter,
B. de Jonge, J. Veldman. Joint condition-based maintenance and condition-based production. Under
review.
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3.1 Introduction

As stated in the previous chapters, maintenance activities are a major cost driver

for modern production facilities. For instance, manufacturing firms typically face

maintenance costs ranging between 15–40% of their total expenses (Wireman, 2014),

and for power plants and offshore wind farms maintenance costs constitute up to 30%

of the total costs (Blanco, 2009; Gräber, 2004). Consequently, efficient and effective

operations and maintenance strategies are of crucial importance for the profitability

and competitiveness of firms. Various developments that provide opportunities to

improve operational decision making are decreasing prices of monitoring equipment,

advances in the Internet of Things (IoT), and improved machine learning techniques to

process large amounts of condition information (Wang, 2008; Li et al., 2014; Deutsch

and He, 2018; Henriquez et al., 2014; Feng and Shanthikumar, 2018; Choi et al., 2018).

These developments enable operators to monitor and control production facilities

remotely and in real time.

In light of these developments, many studies aim to reduce maintenance costs

by implementing flexible maintenance policies that schedule maintenance based on

condition information. Such policies try to schedule maintenance just before imminent

failure, thereby avoiding wastage of remaining useful life of equipment and lowering the

number of unexpected failures. The effectiveness of such condition-based maintenance

(CBM) policies, however, heavily depends on the characteristics of the deterioration

process and on logistical planning times (De Jonge et al., 2017).

An alternative policy, that reduces operational costs but does not require a flexible

maintenance schedule, is to control the deterioration of equipment by dynamically

adapting the production rate based on condition information, as introduced in Chap-

ter 2. This approach exploits the fact that machines typically deteriorate faster at

higher production rates. Such condition-based production (CBP) policies can be used

in combination with static maintenance schedules (e.g., perform maintenance every

year) and use the adjustable production rate to better balance production revenues

and maintenance costs.

Instead of implementing either a dynamic maintenance or a dynamic production

policy, one can also integrate both into a fully dynamic policy with condition-based

maintenance and condition-based production (CBMP). Surprisingly, despite the abun-

dance of condition monitoring in practice and the fact that both CBM and CBP are

studied, CBMP policies have not been considered in the literature to the best of our

knowledge. An example of a real-life system where CBMP is expected to be valuable

is an offshore wind farm. Turbine components such as gearboxes and generators

deteriorate over time and their condition is closely monitored (e.g., by measuring

noise, vibration, and temperature). As long as a turbine is in good condition, it can

produce at a high rate while the condition information is used to schedule maintenance.
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However, initiating maintenance requires a considerable planning time to arrange

spare parts, skilled technicians, and specialized vessels. During this planning time,

the condition information cannot be used to improve maintenance decisions anymore,

but it can still be used in real time to dynamically adjust the production rate of the

turbine.

Our first contribution is to analyze the structure of the optimal CBMP policy,

leading to insights on how maintenance and production flexibility can best be jointly

exploited. Our second contribution is to compare the performance of the three

policies (i.e., CBM, CBP, and CBMP), providing guidance on determining when the

combination is particularly beneficial. We also address whether a flexible production

planning (which is required for CBP) replaces the need for a flexible maintenance

planning (which is required for CBM).

As our research is exploratory, we consider a single-unit system with a perfectly

observable single deterioration parameter. The deterioration rate of the system is

assumed to depend on the adjustable production rate and thus the deterioration

process can be controlled by adapting the production speed. We obtain numerical

results by formulating the problem as a Markov decision process. The results show

that the two dynamic decisions (partially) complement each other for a wide range

of systems. Condition-based maintenance aims to schedule maintenance just-in-time

whereas condition-based production extends the equipment lifetime by reducing the

short-term failure risk if needed. CBMP combines both benefits by reducing the failure

risk for high deterioration levels, thereby creating the opportunity to apply a less

conservative maintenance policy. All policies that use condition information result

in reduced failure risks, fewer maintenance interventions, and lower costs. Moreover,

integrating the two dynamic decisions improves the concept of just-in-time maintenance,

since CBMP performs maintenance at higher deterioration levels than CBM while

realizing fewer failures. Furthermore, the two dynamic decisions can enhance each

other’s cost-effectiveness as for various systems CBMP realizes cost savings larger than

the sum of the cost savings obtained by implementing CBM and CBP in isolation.

However, there are also systems for which both CBM and CBP reduce cost while

implementing them together does not result in further cost benefits.

The remainder of this chapter is organized as follows. In Section 3.2, we discuss

the relevant literature on maintenance and production decisions. In Section 3.3, we

formally introduce the problem that we consider. The Markov decision processes that

we use to determine optimal policies are described in Section 3.4. In Section 3.5, we

discuss the optimal policies and compare their effectiveness. We conclude and provide

future research suggestions in Section 3.6.
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3.2 Literature review

Despite the growing interest in the interaction between maintenance and production

decisions, both fields are typically considered in isolation. Ding and Kamaruddin

(2015) provide a general review on maintenance, whereas Alaswad and Xiang (2017)

focus on condition-based maintenance. The literature on production decisions under

uncertainty, such as uncertain machine failures, is reviewed by Mula et al. (2006). The

most recent review that focuses on the interaction between production and maintenance

is conducted by Sethi et al. (2002). In the remainder of this section, we first discuss

studies on maintenance, mainly focusing on those that compare dynamic maintenance

policies (i.e., condition-based) with static policies (i.e., block-based or age-based).

Thereafter we discuss studies on production decisions that either affect the failure

behavior of equipment or that include condition monitoring.

The maintenance literature is extensive and various types of maintenance inter-

ventions are considered. A first distinction that can be made is between preventive

and corrective maintenance. Preventive maintenance actions can be time-based or

condition-based, and policies of both types have been studied and compared in many

studies (Paté-Cornell et al., 1987; McKone and Weiss, 2002; Makis and Jiang, 2003;

Crowder and Lawless, 2007; Panagiotidou and Tagaras, 2010; Bouvard et al., 2011;

Huynh et al., 2011; Zio and Compare, 2013; Kim and Makis, 2013; Liu et al., 2013;

De Jonge et al., 2017). These studies show that condition-based maintenance policies

reduce operational cost and improve system reliability. The above studies address

the value of dynamic maintenance policies, but, in contrast to our study, the value of

actively controlling the deterioration process is not studied.

The production literature shows a growing interest in the interaction between

production decisions and the failure behavior of systems. Within this area, we can

distinguish three main research streams. The first and largest stream assumes that

failure risks only depend on the age of the system and the current production rate

(see, e.g., Hu et al., 1994; Boukas et al., 1995; Martinelli, 2005, 2007, 2010; Nourelfath

and Yalaoui, 2012; Francie et al., 2014; Lu et al., 2015). These studies assume that

producing at higher rates only increases the current failure risk, instead of resulting in

permanent deterioration of the system.

The second stream takes into account production-dependent deterioration. Zied

et al. (2011) model the relation by accelerating aging as a linear function of the

production rate. They consider inventory, backlog, and maintenance cost, and se-

quentially optimize the production and the maintenance policy. Ayed et al. (2012)

extend this setting to multi-unit systems. Rivera-Gómez et al. (2018) study a similar

setting and incorporate the possibility that defective products are produced. The

above studies consider production-dependent deterioration, but estimate this by an

operational age and do not monitor the actual deterioration level of the system. In
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Chapter 2, we do address the value of monitoring the deterioration process for a

single-unit system with production-dependent deterioration, but there we restrict our

attention to condition-based production decisions for a predetermined block-based

maintenance policy.

The third stream incorporates condition information into policies that optimize

both maintenance and production decisions. However, in this stream the deterioration

rate cannot be controlled by adjusting the production rate. Boukas and Liu (2001)

study a single-unit system with three functioning states and include inventory, backlog,

and maintenance costs. They use a continuous flow formulation to optimize the

production and maintenance rate. Iravani and Duenyas (2002) study a similar system,

but use a semi-Markov decision process formulation instead. The setting is extended

with stochastic demand by Sloan (2004). Although the above studies optimize the

production rate under the presence of condition information, the adjustable production

rate has no effect on the deterioration rate. Sloan and Shanthikumar (2000) study the

use of condition monitoring for a single-unit system that can produce various items,

where yields are affected by the deterioration level. Their focus is to determine which

item to produce next and when to initiate maintenance. Batun and Maillart (2012)

point out that the previous study overestimates the cost savings for some settings

and revise the model given by Sloan and Shanthikumar (2000). Extensions including

different production times per item are covered as well (Sloan and Shanthikumar,

2002; Kazaz and Sloan, 2008, 2013). Peng and van Houtum (2016) determine optimal

production lot-sizes and use condition information to determine whether maintenance

is initiated or a new lot is produced.

Summarizing, although there is a growing interest in the interaction between

production and maintenance, production rate decisions based on condition information

are rarely considered. Existing studies have mainly focused on the effect of production

decisions on the failure rate, and not on how they affect deterioration. The few studies

that do take the permanent effect of the production rate into account, generally model

this by an operational age and do not consider monitoring of the actual deterioration

level. The limited number of studies that use condition information for production

decisions either ignore the relation between the production rate and the deterioration

rate, or focus on systems that can produce various products that are differently

affected by the deterioration level. To the best of our knowledge, no existing study

compares condition-based maintenance to condition-based production for systems

with production-dependent deterioration. Furthermore, there is no study that jointly

optimizes condition-based maintenance and condition-based production rate decisions

for such systems.
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3.3 Problem description

We study a single-unit system whose condition can be described by a single deterioration

parameter. The production rate of the system is adjustable over time, and the

deterioration rate (i.e., the average amount of additional deterioration per time

period) depends on the production rate. The deterioration process is described by a

nondecreasing continuous-time continuous-state stochastic process X = {X(t) | t ≥ 0}.
Deterioration level 0 indicates that the unit is as-good-as-new, whereas deterioration

levels exceeding L indicate that the unit has failed.

There are two maintenance actions that restore the system to the as-good-as-new

state. Preventive maintenance at a cost cpm can be performed as long as the unit

is functioning, and more expensive corrective maintenance at a cost ccm is required

once the unit has failed. Both maintenance actions require a negligible amount of

time but do need a fixed planning time s. We let θ(t, x) ∈ {0, 1} be the decision

variable that denotes whether maintenance is initiated at time t (since the last

system renewal) and condition x. The complete maintenance policy is denoted as

θ = {θ(t, x) | t ≥ 0, 0 ≤ x ≤ L}. We let c(X(t)) be the maintenance cost as a function

of deterioration level X(t), that is,

c(X(t)) =

{
cpm if X(t) < L,

ccm otherwise.

The system can produce at different production rates that range from 0 (idle) to

1 (maximum rate). The possible production rates are given by the set U = [0, 1].

When the system has failed, it cannot produce and the production rate is fixed at 0.

When the system does not produce at its maximum rate, there is a revenue loss that

is proportional to the production rate u ∈ U , which equals (1− u)π per time period.

We let u = {u(t, x) | t ≥ 0, 0 ≤ x ≤ L} denote the production policy.

The deterioration rate depends on the production rate and is denoted by g(u).

We refer to this function as the production-deterioration relation (pd-relation for

short). The pd-relation g is assumed to be increasing because the system is assumed

to deteriorate faster for higher production rates. We let µmin = g(0) and µmax = g(1)

denote the minimum and maximum deterioration rate, respectively. Moreover, for

a given production rate u, we consider a stationary deterioration process, i.e., the

deterioration increments do not depend on the current deterioration level.

It is left to express the costs as a function of a given maintenance policy θ and a

given production policy u. For a given maintenance policy θ and a given realization of

the deterioration process X, we can derive all moments τi, i ∈ N, at which maintenance

is performed. Recall that maintenance requires a fixed planning time s, and thus the

first maintenance action is performed s time units after maintenance is initiated for
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the first time, that is, τ0 = inf{t ≥ 0 | θ(t,X(t)) = 1} + s. We find the subsequent

maintenance moments by τi = inf{t > τi−1 + s | θ(t,X(t)) = 1}, i ∈ N\{0}.

For a given θ and u, the total expected cost up to time t equals

J(θ,u, t) = E

[ ∞∑
i=0

I{τi≤t} · c(X(τi))

]
+ π · E

[∫ t

0

1− u(s,X(s)) ds

]
,

where I{τi≤t} is the indicator function that equals one if τi ≤ t and zero otherwise.

The first term represents the expected maintenance costs and the second term the

expected revenue losses. We define the long-run average cost as

J(θ,u) = lim sup
t→∞

J(θ,u, t)

t
.

The minimal long-run average cost equals J∗ = infθ,u J(θ,u). Our aim is to determine

a joint maintenance and production policy (θ∗,u∗) that minimizes the long-run average

costs, that is, to determine θ∗ and u∗ such that J(θ∗,u∗) = J∗.

3.3.1 Control strategies

We define a strategy as a combination of a production policy and a maintenance

policy. The various strategies that we consider differ in their flexibility regarding the

maintenance and production decisions. We consider two maintenance policies (referred

to as block-based and condition-based) and two production policies (referred to as

max-rate and condition-based rate).

We remark that in our initial exploration we also considered a production policy with

a fixed, but not necessarily maximum production rate. However, in most considered

situations the best fixed rate turned out to be the maximum rate and so discussing

this policy would have limited value.

In the remainder of this chapter, we let the fixed maintenance and production

(FMP) strategy refer to a block-based maintenance policy combined with the max-

rate production policy. This strategy has no flexibility and does not use condition

information. The condition-based production (CBP) strategy employs a block-based

maintenance policy combined with an adjustable production rate. The condition-

based maintenance (CBM) strategy refers to a condition-based maintenance policy

combined with the max-rate production policy. The condition-based maintenance and

production (CBMP) strategy combines condition-based maintenance with condition-

based production.
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Maintenance policies

The block-based maintenance policy is a static maintenance policy that fixes all

maintenance actions in advance. Under this policy, the decision maker selects a block

length T and maintenance is performed every T time units. We refer to such a time

interval of T time units as a block. If the unit is functioning at the end of a block,

preventive maintenance is performed; otherwise more expensive corrective maintenance

is required. Additional maintenance actions during a block are not possible. Thus, a

system failure results in production losses until the end of the current block. Notice

that this maintenance policy is not affected by the planning time since it fixes all

maintenance actions in advance.

The condition-based maintenance policy is flexible and allows the decision maker

to plan maintenance interventions based on the condition information. Recall that

there is a maintenance planning time s between initiating and performing maintenance.

The case s = 0 implies that maintenance can be carried out instantaneously. At the

end of the planning time, preventive maintenance is carried out if the system is still

functioning, whereas corrective maintenance is performed if the system has failed.

System failure before or during the planning time results in production losses until

the end of the planning time.

Production policies

The production policies define a set of admissible production rates, denoted by A(x),

as a function of the current deterioration level x ∈ X. Under the max-rate policy, the

system produces at its maximum rate as long as it is functioning. Thus the set of

admissible production rates equals

A(x) =

{
{1} if x < L,

{0} if x ≥ L.

The condition-based production policy is fully flexible and allows the decision maker

to control the production rate at any time, and so

A(x) =

{
U if x < L,

{0} if x ≥ L.

3.4 Markov decision process formulation

In this section, we provide the Markov decision process (MDP) formulations that

we use to determine optimal policies. Before introducing the MDP formulations, we

discretize the state space, the time horizon, and the set of admissible production rates
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(see Section 3.4.1). The structure of the resulting MDP formulations depends on the

maintenance policy that is used. For the block-based maintenance policy, the optimal

control policy can be determined by formulating an MDP with a finite time horizon

(see Section 3.4.2). For the condition-based maintenance policy, the optimal control

policy can be determined by formulating an MDP with an infinite time horizon (see

Section 3.4.3).

3.4.1 Discretization

We partition the continuous deterioration interval [0, L] into m equally sized intervals

of length ∆X = L/m, and then discretize this to the ordered set of midpoints

X̄ = {(i + 0.5)∆X | i = 0, . . . ,m − 1}. All deterioration levels above L are merged

into a single state with index m that indicates system failure. The time horizon is

discretized into periods with length ∆t, and there is a decision epoch at the start of

each period. The continuous set of production rates is discretized into n+1 production

rates that are uniformly distributed between the minimum and maximum production

rate, that is, Ū = {i/n | i = 0, . . . , n}. Note that we can approximate a continuous

system arbitrarily close by setting the step sizes sufficiently small, although smaller

step sizes also result in increased computation times.

We let F∆t,u denote the distribution function of the additional amount of dete-

rioration during a time period ∆t when producing at rate u. For ease of notation,

we drop the subscript ∆t in the remainder of this chapter. To obtain the transition

probabilities in the discretized process, we set the probability of staying in the same

deterioration state to Fu(0.5∆X); the probability of moving from state k to state k+ i,

where i ≥ 1 and k+ i < m, to Fu((i+ 0.5)∆X)−Fu((i−0.5)∆X); and the probability

of moving from state k to the failed state m to 1− Fu((i− 0.5)∆X) where i = m− k.

Summarizing, the transition probabilities of the discrete deterioration process are

Pu(k, k + i) =


0 if i < 0,

Fu(0.5∆X) if i = 0,

Fu((i+ 0.5)∆X)− Fu((i− 0.5)∆X) if 0 < i < m− k,
1− Fu((i− 0.5)∆X) if i = m− k.

3.4.2 MDP for block-based maintenance

The block-based maintenance policy results in a renewal process in which the main-

tenance actions are the renewal points. Each block starts at the as-good-as-new

deterioration level, regardless of the actions and deterioration realizations in previous

blocks. As a result, for a given block length T , it is sufficient to minimize the total

expected costs during a single block. Thus, systems with a block-based maintenance
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policy can be optimized based on an MDP with a finite horizon by using backward

induction (see Puterman, 1994, ch.4).

We let τ ∈ {0,∆t, 2∆t, . . . , T} denote the remaining time until the end of the

current block, i.e., maintenance is performed when τ = 0. Let V (x, τ) denote the total

expected cost in the remainder of the current block given that the current deterioration

level of the system is x ∈ X̄. At the end of the block, maintenance is performed and

thus

V (x, 0) =

{
cpm if x < m,

ccm if x = m.

In all other periods, a production rate u can be selected. This affects the production

loss (1− u)π∆t and the expected future costs. Thus, for τ > 0 we get

V (x, τ) = min
u∈Ū(x)

{
(1− u)π∆t+

m−x∑
i=0

Pu(x, x+ i)V (x+ i, τ −∆t)

}
,

where Ū(x) is the discretized set of admissible production rates for a given production

policy, as described in Section 3.3.1 and 3.4.1.

The expected total costs during a single block of length T equals V (0, T ), and

the long-run average cost per time unit equals V (0, T )/T . We find the optimal block

length T ∗ by solving the system up to a sufficiently large value τmax and selecting

T ∗ ∈ arg min0<T≤τmax{V (0, T )/T}.

3.4.3 MDP for condition-based maintenance

For systems with a condition-based maintenance policy, we consider an MDP with an

infinite horizon and we use value iteration to find ε-optimal policies. We first introduce

some notation and show that the assumptions required for value iteration are satisfied.

Thereafter, we introduce the value functions used by the value iteration algorithm (see

Puterman, 1994, ch.8).

We let τ ∈ S := {0,∆t, 2∆t, . . . , s, ns} denote the remaining planning time until

the next scheduled maintenance intervention. For modeling purposes, we have added

the additional element ‘ns’ to S that indicates that maintenance is not scheduled yet.

The state of the system is described by the current deterioration level x ∈ X̄ and

the remaining planning time τ ∈ S. Both the state space and the action space are

finite. Furthermore, the direct cost function per time period is the sum of production

loss (1−u)π∆t and maintenance cost. Both parts are bounded and thus the direct cost

function itself is bounded. Furthermore, it can easily be seen that we have a unichain

model, that is, the transition matrix corresponding to every deterministic stationary
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policy consists of a single recurrent class plus a possibly empty set of transient states

(see Puterman, 1994, ch.8). It follows that a stationary average optimal policy exists,

which can be obtained by value iteration.

Let Vn(x, τ) denote the value function after n iterations of the value iteration

algorithm. At the end of the planning time (i.e., τ = 0), maintenance is performed

and the deterioration level immediately jumps to the as-good-as-new level. After

maintenance is performed, the production decision is the same as if we started the

time period at deterioration level x = 0, and thus

Vn(x, 0) =

{
cpm + Vn(0, s) if x < m,

ccm + Vn(0, s) if x = m.

During the planning time (i.e., 0 < τ ≤ s), the decision maker can only decide on the

production rate u. The remaining planning time is reduced by ∆t, regardless of the

production decision. The value function during the planning time equals

Vn(x, τ) = min
u∈Ū(x)

{
(1− u)π∆t+

m−x∑
i=0

Pu(x, x+ i)Vn−1(x+ i, τ −∆t)

}
.

Before maintenance is scheduled (i.e., τ = ns), the decision maker can decide on

the production rate and whether or not to schedule maintenance. If maintenance is

scheduled, the remaining planning time is set to τ = s. Otherwise, the remaining

planning time remains τ = ns. The value function before maintenance is scheduled

equals

Vn(x, ns) = min
τ∈{ns,s}, u∈Ū(x)

{
(1− u)π∆t

m−x∑
i=0

Pu(x, x+ i)Vn−1(x+ i, τ)

}
.

We initialize the value iteration algorithm by setting V0(x, τ) = 0 for all x ∈ X̄ and

τ ∈ S. Let the span of the value function be defined as sp(Vn) = maxx,τ Vn(x, τ)−
minx,τ Vn(x, τ), and let Wn = Vn+1 − Vn. The value iteration algorithm stops when

sp(Wn) < ε. The ε-optimal policy is retrieved by performing one more iteration while

storing the arguments that minimize the value functions. The corresponding long-run

average cost g∗ is estimated as g′ = 0.5(minWn + maxWn), for which we know that

|g′ − g∗| < ε/2.

3.5 Numerical analysis

We continue by analyzing the effectiveness of the various strategies. Our approach

is to first consider a base case and then present a sensitivity analysis where we vary
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the different system parameters. The base case is chosen somewhat arbitrarily, but

in such a way that the effects are representative for a large set of instances that we

initially considered. Using the base case, we describe through what mechanisms CBP

reduces cost, how the performance of CBM compares to that of CBP, and how the

two interact with each other. A sensitivity analysis then continues to explore when

CBP and CBM are particularly effective in isolation or in combination (i.e., CBMP).

Before discussing the results, we first introduce the deterioration process and the base

case parameter values that we consider.

3.5.1 Deterioration process

Various stochastic processes have been suggested in the literature to model deteri-

oration, including compound Poisson processes, Brownian motions with drift, and

gamma processes. In this chapter, we use stationary gamma processes since these are

the most appropriate to model monotonically increasing deterioration such as erosion,

wear, and fatigue (Van Noortwijk, 2009; Alaswad and Xiang, 2017). The stationary

gamma process is a flexible process for which the deterioration rate and volatility can

be controlled by two parameters. This enables us to study a wide scope of systems

with different deterioration characteristics. The gamma process is a continuous-time

continuous-state process, and we will discretize it as described in Section 3.4.1.

The increments of a gamma process are independently gamma distributed. Denoting

the shape parameter by α > 0 and the scale parameter by β > 0, the gamma density

function for the increment per time unit is given by

fαβ(x) =
xα−1 exp(−x/β)

Γ(α)βα
,

where Γ(α) =
∫∞

0
zα−1 exp(−z) dz is the gamma function. The deterioration incre-

ment Y per time unit has mean E[Y ] = αβ and variance Var(Y ) = αβ2. The density

function corresponding to increments per period with length ∆t is obtained by scaling

the shape parameter to α∆t.

We relate the shape and scale parameters to the pd-relation g such that the

deterioration increment per time unit has the following three properties. First, the

deterioration increments have mean E[Y | u] = g(u). Second, if the system produces

at the maximum rate, the variance of the deterioration increments equals Var(Y | u =

1) = σ2
max. Third, the coefficient of variation (i.e., the standard deviation divided by

the mean) of the deterioration increments is not affected by the production rate. It

can easily be verified that this is accomplished by setting the shape parameter equal

to α = µ2
max/σ

2
max and the scale parameter, as a function of the production rate, equal

to β(u) = g(u) · σ2
max/µ

2
max (recall that g(1) = µmax).
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3.5.2 Base case system

The base case parameter values are listed in Table 3.1. The preventive maintenance

cost is cpm = 20 and the corrective maintenance cost is ccm = 100. For real-life systems,

for instance wind turbines, corrective maintenance is often much more costly than

preventive maintenance, because of collateral damage and the lower salvage value of

failed components. The revenue when producing at the maximum rate is normalized to

π = 1 per time unit. The system fails at deterioration level L = 100, and maintenance

requires a planning time of s = 5 time units.

For the pd-relation we consider the same parametric form as in Chapter 2, that is,

g(u) = µmin + (µmax − µmin)uγ , which is concave for 0 < γ < 1, linear for γ = 1, and

convex for γ > 1. The parameter µmin = 0.1 describes the deterioration rate when

the system is idle, and µmax = 1.5 is the deterioration rate when the system produces

at the maximum rate. For the base case we set γ = 1.5, and also in the sensitivity

study we mainly focus on convex pd-relations as those are conceivably most likely to

be encountered in real-life systems.

The expected time until failure when producing at the maximum rate equals

approximately L/µmax ≈ 67 time units. The system only has to produce cpm/π = 20

time units at the maximum rate to compensate for the preventive maintenance cost

and thus the system is expected to be profitable. However, an expensive failure is

expected to result in a loss-making cycle because producing at the maximum rate for

ccm/π = 100 time units is required to compensate for this.

To closely approximate the continuous deterioration process, we partition the

time horizon and the deterioration levels into small intervals with respective lengths

∆t = 1.0 and ∆X = 0.05. Note that ∆X should be small compared to the expected

deterioration increment per time period, that is, ∆X � ∆t · µmax. The continuous

action space is discretized into n = 50 non-idle production rates.

3.5.3 Cost savings for the base case system

We examine the effectiveness of flexible production and flexible maintenance decisions

by comparing the four control strategies introduced in Section 3.3.1. Table 3.2

compares the performance of the four considered strategies when applied to the base

case. Overall, we observe that the fixed strategy is by far the worst, that CBM is

slightly more effective than CBP considering expected costs, and that introducing a

flexible production policy has the positive side-effect of lowering the cost variance.

We also see that having both a flexible maintenance and a flexible production policy

reduces the expected cost even further. Next, we will explain these results by studying

the optimal policies more closely.
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Table 3.1: Base case system used in the numerical analysis

Parameter Value Interpretation

cpm 20.00 Preventive maintenance cost
ccm 100.00 Corrective maintenance cost
π 1.00 Production revenue at maximum rate
L 100 Failure level
s 5 Planning time for maintenance
γ 1.50 Shape pd-relation
µmin 0.10 Mean of increments when idle
µmax 1.50 Mean of increments at maximum rate
σmax 3.00 Standard deviation increments
n 50 Number of non-idle production rates
∆t 1.00 Time discretization
∆X 0.05 Discretization size deterioration

Table 3.2: Performance statistics for the four strategies when applied to the base case

Fixed CBP CBM CBMP

PM threshold T or M T = 42 T = 60 M = 70.20 M = 78.80
Mean cost per time unit 0.562 0.424 0.409 0.379
St.dev. cost per time unit 4.343 2.834 3.353 2.957

Mean production per time unit 0.995 0.922 0.999 0.977
Mean time to maintenance 42.00 60.00 53.31 59.19
Mean time between failures 995.12 6365.37 2456.39 4525.96
Mean deterioration at maintenance 62.46 81.43 79.75 86.11

Condition-based production

Because CBM has been studied much more extensively than CBP, we start by discussing

the optimal structure of the CBP strategy. With an adjustable production rate, the

optimal block length turns out to be T = 60. The results for this policy are largely

in line with the findings of Chapter 2, although there we predetermined rather than

optimized the block length. We therefore keep this discussion fairly short and refer to

Chapter 2 for a further discussion of the CBP policy structure for a predetermined

block length. Figure 3.1 shows the production rate in grey scale, ranging from black

(no production) to white (maximum rate). The solid line indicates the expected

deterioration trajectory, whereas the dashed lines indicate a region that contains the

deterioration level with 95% certainty for a given point in time.

Three areas can be distinguished in Figure 3.1. Firstly, for low deterioration levels

compared to the remaining time until maintenance (white lower triangular area),

a failure is unlikely and the system produces at the maximum rate. Secondly, for
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Figure 3.1: The optimal production rate for the CBP strategy in grey scale, ranging from black
(no production) to white (maximum rate). The solid line indicates the expected deterioration
trajectory, and the dashed lines indicate a region that contains the deterioration level with
95% certainty at a given point in time.

intermediate to high deterioration levels (grey area), the production rate is gradually

reduced in order to reduce the deterioration rate and thereby the likelihood of failure.

Additionally, producing at a lower rate reduces the volatility of the deterioration

process, thereby also reducing the risk of a sudden failure caused by an extreme

deterioration increment. Thirdly, for extremely high deterioration levels compared

to the remaining time to maintenance (small white upper triangular area), failure is

almost certain, and production is maximized by producing at the maximum rate. It

has to be noted, however, that the effect of this third area on the long-run average

cost is negligible as its states are almost never reached.

We also note from the upper dashed line in Figure 3.1 that CBP does not immedi-

ately slow down production when the system deteriorates faster than expected. As

long as there is sufficient time to prevent failure at a later stage, it is better to continue

producing at the maximum rate, since it is possible that deterioration in the remainder

of the block is lower than expected. If this does not happen, then production can still

be slowed down, whereas lost production cannot be made up for.

Another observation from Figure 3.1 is that towards the end of the block, the

expected deterioration trajectory (solid line) enters the area where the production rate

is reduced. Thus, even under the expected deterioration path, production is slowed

down towards the end of the block. This reduces the volatility of the deterioration

process, and thereby reducing the risk of an instant failure by a large deterioration

increment.

Figure 3.2 shows the effect of the block length on the average cost per time period,

the probability that the system fails during a block, and the mean production per

period for both the fixed strategy (dashed) and the CBP strategy (solid). For block
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Figure 3.2: Effect of block length T on the costs per period, the failure risk per block, and the
mean production per period for the fixed strategy (dashed blue) and the CBP strategy (solid
red). The dots indicate the optimal block length for both strategies.

lengths exceeding 40, the failure risk under the fixed strategy rapidly increases and

therefore this strategy cannot permit to schedule longer blocks. The CBP strategy

controls the failure risk by reducing the production rate if and when needed. This

allows CBP to be less conservative and schedule considerably longer blocks (T ∗ = 60

instead of T ∗ = 42), while simultaneously increasing the expected time between two

consecutive failures from 995 to 6365 periods, reducing the average cost per time

period by 25% compared to the fixed strategy (0.424 instead of 0.562).

Besides the cost reduction, CBP also achieves a significantly lower cost standard

deviation (2.83 instead of 4.34) by reducing the number of expensive failures. Note

that in terms of cost, the CBP strategy is also less sensitive to small changes in

the block length, which offers a practical advantage as in real-life systems the exact

maintenance moment may be uncertain.

Condition-based maintenance and production

We continue with the two strategies with condition-based maintenance (i.e., CBM and

CBMP) and compare their performance to the strategies with a static maintenance

policy (i.e., FMF and CBP). Introducing only a flexible maintenance policy (CBM)

reduces the cost by 27% compared to the fixed strategy (from 0.562 to 0.409), and is

thus slightly more cost effective than CBP for the base case. The main advantage of

CBM over CBP is its higher production output, as it does not slow down production

to control deterioration. On the other hand, CBM performs more maintenance actions

than CBP (mean time to maintenance of 53 instead of 60), and still fails around 2.6

times as often. This is partially caused by the inability of CBM to respond to

large deterioration increments during the planning time, whereas CBP can lower the

production speed at any time. Failures imply high maintenance cost and thus the

higher number of failures also explains the higher standard deviation of the cost for

CBM compared to CBP.



Joint condition-based maintenance and condition-based production 67

The cost reduction by introducing both an adjustable production rate and a

flexible maintenance policy (i.e., CBMP) is 33% (from 0.562 to 0.378), implying that

condition-based production and condition-based maintenance partially complement

each other. The adjustable production rate improves the condition-based maintenance

policy in three ways. First, the failure risk during the planning time is lower because

the operator can respond to the actual deterioration. This clearly reduces the expected

maintenance cost per cycle. Second, exploiting this benefit, a less conservative

preventive maintenance threshold is used (78.8 instead of 70.2), resulting in fewer

maintenance actions. Third, if during the planning time the system deteriorates so

fast that a failure becomes (almost) unavoidable, then the expected production losses

are minimized by producing at a more efficient rate until failure occurs.

Recall that CBP lowers the production rate towards the end of a block in order to

reduce the risk of a failure even if deterioration is as expected. A similar observation

applies to the CBMP strategy, but now production is slowed down towards the end

of the planning period, unless deterioration is much lower than expected. Moreover,

for various systems, production is even already slowed down before maintenance is

scheduled. We conclude that the ability to vary the production rate is exploited in a

wide range of scenarios.

3.5.4 Parameter sensitivity

In the previous section, we have seen that both CBM and CBP realize considerable

cost savings in the base case, and applying them together is even more effective.

However, the joint cost savings are less than the sum of the separate savings, showing

that CBM and CBP only partly complement each other for the base case. In this

section, we perform a sensitivity study to obtain further insights into the comparative

performance of CBM and CBP and into whether the two can enhance each other’s

performance. Besides cost savings, we also consider other performance measures such

as expected production, mean time between maintenance, and probability of a failure.

The results are obtained by studying the base case system while deviating various

parameters one by one.

Planning time

We first consider the planning time s required to carry out maintenance, see Figure 3.3.

The fixed strategy and the CBP strategy use block-based maintenance policies that

are not affected by the planning time, and we indeed see that the costs for these

strategies are independent of s. CBP realizes a cost saving of 25% compared to the

fixed strategy, regardless of the planning time. CBM realizes a cost saving of 34%

when there is no planning time, and its effectiveness obviously decreases in the length
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Figure 3.3: Effect of planning time s on the total average cost and on the relative cost saving
compared to the fixed strategy. The results are given for the fixed strategy (dotted blue), CBM
(dot dashed orange), CBP (dashed red), and CBMP (solid black).

of the planning time. If the planning time equals the optimal block length under the

fixed strategy (i.e., T = 42), then CBM immediately schedules maintenance upon

each maintenance action and is not able to realize a cost saving compared to the fixed

strategy.

CBMP utilizes the condition information to both schedule maintenance and adapt

the production rate. However, similar to the CBM policy, the value of condition

information for the maintenance planning decreases if the planning time increases. As

a result, CBMP converges to CBP as s increases. For short planning times, the major

part of the cost saving is due to the condition-based maintenance decisions and we

indeed see that CBM and CBMP result in almost the same cost if there is no planning

time (0.374 versus 0.371). A marginal cost difference exists because CBMP can use a

slightly higher maintenance threshold (83.80 versus 81.65) by reducing the production

rate already before maintenance is scheduled, thereby reducing the volatility of the

deterioration increments and thus reducing the risk of an instant failure.

We observe that for planning times of at least 37 periods, the cost saving of CBMP

is larger than the sum of cost savings of CBM and CBP. Thus, the two dynamic

decisions can enhance each other’s performance.

We conclude that the planning time strongly affects the effectiveness of the various

policies. For short planning times, CBM outperforms CBP, whereas for longer planning

times CBP is preferred. Although CBM is preferred when the planning time is short,

CBP realizes a considerable cost saving as well and can thus be a viable alternative

for CBM based on factors not considered in this chapter. On the other hand, for long

planning times, CBM does not reduce costs and is thus not a viable alternative for

CBP in that case. Moreover, CBMP is by far the most beneficial for intermediate

planning times.
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Maintenance cost and revenue

Figure 3.4 shows how the cost savings of the condition-based strategies are affected by

the other system parameters. We first assess the effect of the corrective maintenance

cost. If ccm equals cpm, CBP only marginally reduces cost compared to the fixed

strategy by 1% while CBM realizes a considerable cost saving of 18%. The small cost

saving realized by CBP is because the total production can be increased in the rare

case a failure is virtually inevitable. Thus, if failures do not induce additional costs on

top of the preventive maintenance cost, then CBM is clearly more effective than CBP.

This is intuitive as it is not beneficial to avoid a failure by slowing down production,

which is the main benefit of an adjustable production rate.

For increasing corrective maintenance costs, avoiding failures becomes more impor-

tant. CBM can only achieve this by being conservative and initiating maintenance

at a lower deterioration threshold, i.e., the maintenance policy has to be robust for

above average deterioration. CBP, on the other hand, can use a more optimistic

maintenance policy and predominantly uses the adjustable production rate to avoid

failure which only causes additional costs when above average deterioration is ob-

served. For instance, if ccm increases from 25 to 250, CBM decreases the maintenance

threshold from 86.2 to 63.9 while CBP only reduces the block length from 62 to 60.

Moreover, for extremely high corrective maintenance costs (say ccm ≥ 400), CBP

becomes insensitive to changes in the corrective maintenance costs as the failure risk

becomes negligible while costs under CBM continue to increase. Finally, as long as

corrective maintenance is more expensive than preventive maintenance, the adjustable

production rate complements the condition-based maintenance policy by reducing the

failure risk during the planning time.

Considering the effect of the production revenue π, we observe that CBM becomes

slightly more cost-effective when the production revenue increases, while CBP becomes

significantly less effective. CBP reduces the maintenance cost by decelerating the

production rate, which is more expensive for high values of π. For extremely high

production revenues, it is optimal to only focus on maximizing production and avoid

failures by scheduling very short blocks, thus CBP converges to the fixed strategy.

Volatility deterioration increments

The third graph shows the effect of the volatility of the deterioration increments. For

standard deviations close to zero, the deterioration process is stable, implying that

condition information has limited value. When the volatility starts to increase, all

condition-based strategies effectively use the condition information and considerably

outperform the fixed strategy. CBP reduces the failure risk during a block by decreasing

the production rate when the deterioration level is high relative to the remaining time

to maintenance. Doing so allows this strategy to be less conservative and schedule
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Figure 3.4: Effect of various parameters on the relative cost savings of CBP (dashed red),
CBM (dot dashed orange), and CBMP (solid black) compared to the fixed strategy.

longer blocks than the fixed strategy (e.g., T = 62 versus T = 47 for σmax = 2).

However, the flexible production rate comes with revenue losses, while the flexibility

of CBM does not induce additional costs. As a result, CBP is slightly less effective

than CBM for small volatilies.

For intermediate volatilities, the uncertainty during the planning time becomes

considerable, and CBM has to significantly lower the threshold at which maintenance

is initiated to cope with this uncertainty. However, the volatility is still low enough to

be handled by adjusting the production rate. As a result, combining both dynamic

decisions is most advantageous for an intermediate volatility.

For high volatilities, the system does not gradually deteriorate but failures are

likely to be caused by a single extreme deterioration increment. Such shocks arrive

suddenly and condition monitoring does not provide any information on the arrival

of these shocks. CBP reduces their magnitude by producing at a lower rate, such

that the system is not expected to fail from a single shock, and immediately switches

to the idle mode after a shock occurred. For extremely high volatilities, this effect

does not outweigh the induced production losses and we indeed observe that the cost

savings of CBP diminish if the volatility continues to increase. CBM and CBMP, on

the other hand, produce at the maximum rate until the system fails and then schedule

maintenance, thereby even reducing costs for extremely volatile processes.
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Parameters pd-relation

We continue with the effect of the pd-relation parameters γ, µmin, and µmax, see

the bottom three graphs of Figure 3.4. Recall that γ describes whether the pd-

relation is concave (0 < γ < 1) or convex (γ > 1). The minimum deterioration

rate ranges from no deterioration when idle (µmin = 0) to maximum deterioration

when idle (µmin = µmax = 1.5), in which case the production rate does not affect the

deterioration rate. The major insights are that (1) all strategies realize a significant

cost saving for all values of γ, (2) for concave pd-relations CBM is preferred while

CBP is better for ‘more convex’ pd-relations, (3) CBM and CBP complement each

other for all values for γ, and (4) condition-based production decisions improve the

CBM policy even if µmin is high compared to µmax. Finally, the cost savings of CBM

decrease as µmax increases, whereas the cost savings of CBP actually increase. Higher

values for µmax imply that the system deteriorates faster and, as a result, both the

fixed strategy and CBM have to schedule more maintenance interventions, thereby

considerably increasing costs. CBP overcomes this by slightly reducing the production

rate. For very high values of µmax, CBP already reduces the production rate for low

deterioration levels in order to produce at a more efficient rate. Note that, similar to

the planning time parameter s, CBM converges to the fixed strategy if µmax continues

to increase.

3.5.5 Parameter estimation errors

So far we have assumed that all system parameters are known with certainty, whereas

in practice various parameters must be estimated. In this section, we compare the

robustness of the considered strategies with respect to incorrect estimations of the

parameters of the deterioration process. Although all system parameters are uncertain

to some extent, we focus on the mean and the standard deviation of the deterioration

increments per time unit as they are crucial for maintenance and production decisions.

We vary the estimated mean µ̂max from 0.2 (almost no deterioration) to 3.0 (twice

as fast as the base system), while the coefficient of variation is kept constant. The

estimated standard deviation σ̂max ranges from 0.2 (very stable deterioration) to 6.0

(twice as volatile as the base system).

Figure 3.5 shows the average costs of all four strategies when they are optimized

based on the estimated values µ̂max (top) and σ̂max (bottom) but are applied to our

base system with µmax = 1.5 and σmax = 3.0. For the base system (left panels), the

three main observations are that the fixed strategy is significantly more sensitive to

estimation errors in the mean than the condition-based strategies, that the three

condition-based strategies are similarly affected by estimation errors for both the mean

and the standard deviation, and that underestimating parameters is often worse than
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Figure 3.5: Effect of mis-estimating the deterioration rate µmax = 1.5 (top) and the standard
deviation σmax = 3.0 (bottom) on the costs realized by FMP (dotted blue), CBM (dot dashed
orange), CBP (dashed red), and CBMP (solid black). The left panels show the results for the
base system, the middle panels increase the corrective maintenance cost from 100 to 300, and
the right panels also increase the planning time from 5 to 20.

overestimating them. Note that for large underestimations of the deterioration rate,

the cost of the fixed strategy actually decreases if the estimation error increases further.

This is because for large underestimations, the fixed strategy schedules too long blocks

and the system is likely to fail every block, resulting in very high maintenance costs.

The production revenues do not outweigh the corrective maintenance costs and it

is better to schedule even fewer maintenance interventions, which happens if the

estimated value decreases further.

We also consider different values of the system parameters compared to the base

case to obtain further insights. This confirms that the fixed strategy is most sensitive

to estimation errors, but also that CBM is often considerably more sensitive for

incorrect estimating of the deterioration rate than CBP. This is especially the case for

more expensive corrective maintenance and for longer maintenance planning times.

The middle panels (with the corrective maintenance cost increased from 100 to 300)

and the right panels (with also the planning time increased from 5 to 20) illustrate

this. Observe that higher corrective maintenance cost makes CBM more sensitive

to underestimating the rate, while longer planning times makes CBM sensitive to

overestimations.

The agility of CBP compared to that of CBM explains its more robust performance
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with regard to estimations errors. CBP can quickly react to the actual deterioration

level if this differs from what was expected. This particularly allows, in case of

underestimation of the deterioration rate, to better prevent expensive corrective

maintenance actions by continuously adjusting the production rate based on the actual

deterioration level. Furthermore, overestimating the mean deterioration rate leads to

unnecessarily early maintenance interventions under CBM, which are relatively costly

compared to the slightly reduced production rates under CBP.

Summarizing, the fixed strategy is very sensitive to estimation errors, as it plans

maintenance without condition information and is not able to adapt. CBM does adapt

by planning maintenance based on the observed level of deterioration, but can no

longer react after maintenance has been planned. As a result, CBM is more robust

than the fixed strategy but still quite sensitive to estimation errors if the planning

time is long and/or corrective maintenance is expensive. Under such conditions, CBP

and CBMP achieve a much lower cost when the deterioration process is mis-estimated,

by adjusting the production rate according the the actual deterioration level.

3.6 Conclusion

Ongoing developments in the fields of online condition monitoring and real-time

decision making create opportunities to operate industrial systems more efficiently

by implementing condition-based maintenance (CBM) or condition-based production

(CBP). The latter controls the deterioration of equipment by dynamically adjusting the

production rate, thereby better balancing production revenues and maintenance costs.

We have compared the effectiveness of employing the two condition-based policies

in isolation and assessed the benefits of integrating them into a fully flexible policy

(CBMP).

We considered a single-unit system that gradually deteriorates and for which

the condition is continuously monitored. Exact numerical results were obtained by

formulating the system as a Markov decision process. Varying the system parameters

revealed a number of valuable insights. First, for almost all considered settings,

all three dynamic strategies clearly outperform the simpler strategy that combines

block-based maintenance with a fixed production rate. Second, the cost reduction

mechanisms of CBM and CBP are quite different. CBP typically reduces the failure

risk significantly at the expense of lower expected production, whereas CBM policies

are characterized by higher expected production but substantially more failures too.

This also explains why CBM is more effective for very high production revenues,

and CBP is more effective for large corrective maintenance costs. The comparative

performance of CBM and CBP depends on what effect dominates. Moreover, CBMP

improves the trade-off between production and maintenance costs further, resulting
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in more production than CBP and fewer failures than CBM. In many settings, the

two cost reducing effects are best combined by employing the CBMP strategy. In fact,

sometimes the savings of the combined strategy are more than the sum of the savings

of CBM and CBP.

We also examined how the various policies perform under wrongly estimated

parameter values for the deterioration process, as these are often uncertain for real-life

systems. This showed once more that condition information should be taken into

account when available, since all dynamic strategies were considerably more robust to

estimation errors of the deterioration rate than the fixed strategy. We also found that

CBM is much less robust for large estimation errors than CBP if the planning time is

long or corrective maintenance is expensive, as the latter can dynamically correct for

wrong decisions. It follows that it is also beneficial to adopt the dynamic strategies if

there is uncertainty of the deterioration parameters.

There are numerous research opportunities within this direction. One direction

is to include unreliable condition information or uncertain parameter values for the

deterioration process directly into the optimization. It is expected that condition-based

production decisions can better cope with such uncertainties compared to condition-

based maintenance as the effect of a wrong production decision is less severe than

a wrong maintenance decision. After a production rate is set, this can be revised

when more condition information becomes available whereas an expensive maintenance

action cannot be made undone.

Moreover, incorporating condition-based production rates into multi-unit systems

seems a promising direction. Production facilities often face contracts with considerable

penalties if a minimum total production target is not met. For systems with many units

(e.g., offshore wind farms), some units may be idle, but if too many fail simultaneously

then penalties are incurred. For such systems, condition-based production decisions

can be used to desynchronize the deterioration levels of various units in order to

minimize the risk that multiple units fail shortly after each other. Similarly, adjustable

production rates can also be applied to do the opposite, namely synchronizing the

deterioration level of (a subset of) the units such that their maintenance can be

clustered, thereby reducing setup costs. Clearly, the optimal policy is situation

dependent and deserves attention.

Another direction is to study multi-unit systems with limited maintenance capacity,

for instance, due to the need for specialized equipment or the limited availability

of skilled technicians. When multiple units require maintenance around the same

time this can result in long downtimes (and thus revenue losses) due to the limited

maintenance capacity. With a dynamic production planning, units can produce at

different rates such that their preferred maintenance moments can be spread, thereby

reducing peak demand for scarce maintenance equipment.





It is impossible to be a mathematician without being a poet in soul
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Chapter 4

Joint condition-based maintenance and

load-sharing optimization for multi-unit

systems with economic dependency

Abstract. Many production facilities consist of multiple units of equipment, such

as pumps or turbines, that are jointly used to satisfy a given production target. Such

systems often have overcapacity to ensure high levels of reliability and availability. The

deterioration rates of the units typically depend on their production rates, implying

that the operator can control deterioration by dynamically reallocating load among

units. In this chapter, we examine the value of condition-based load-sharing decisions

for multi-unit systems with economic dependency. We formulate the system as a

Markov decision process and provide optimal joint condition-based maintenance and

production policies. Numerical results show that substantial cost savings of up to 40%

can be realized compared to the optimal condition-based maintenance policy under

equal load-sharing. The structure of the optimal policy particularly depends on the

maintenance setup cost and the penalty for production shortages. For systems with high

setup costs, the clustering of maintenance interventions is improved by synchronizing

deterioration of units. On the contrary, for low setup costs, the deterioration levels

are desynchronized and the maintenance interventions are alternated.

This chapter is based on Uit het Broek et al. (2019b): Uit het Broek, M. A. J., R. H. Teunter,
B. de Jonge, J. Veldman. Joint condition-based maintenance and load-sharing optimization for
multi-unit systems with economic dependency. Under review.
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4.1 Introduction

Many production facilities consist of multiple units that are jointly used to satisfy a

production target. These units deteriorate due to load and stress caused by production

and eventually require maintenance in order to keep the system in, or bring it back

to, an operating condition. The resulting maintenance expenses often constitute a

substantial part of the total budget of production facilities, and can even form up to

70 percent of the total production costs (Bevilacqua and Braglia, 2000). Many studies

aim to reduce these costs by developing condition-based maintenance policies and

show that such policies reduce costs while improving availability and productivity.

Another option to improve the cost efficiency of production facilities is to control the

deterioration of its units by adopting condition-based production policies as discussed

in Chapters 2 and 3. Such policies exploit the relation between the production rate

and the deterioration rate by dynamically adjusting the production rate based on

condition information. Although others have shown the effectiveness of condition-based

production policies for single-unit systems, there are, to the best of our knowledge,

no studies devoted to condition-based production policies for multi-unit systems that

consider dynamic reallocation of load among units. Optimal maintenance policies for

multi-unit systems are often more advanced than for single-unit systems because of

the various types of dependencies that exists between units (Olde Keizer et al., 2017a).

It is therefore also expected that condition-based production policies will be different

for multi-unit systems.

The most commonly studied dependency is positive economic dependency such

as a fixed maintenance setup cost that is independent of the number of units that

are maintained. In such cases, clustering maintenance interventions for various units

is often more cost efficient than performing them separately. However, clustering

maintenance for units with different degradation levels implies that maintenance is

performed unnecessarily early for units with relatively low levels of deterioration. In

such situations, an interesting question is whether it can be profitable to control the

deterioration processes by reallocating load from highly deteriorated units among the

other units. Hereby the operator can actively synchronize the deterioration levels of

the units, which introduces opportunities to improve the clustering of maintenance

interventions.

In this chapter, we present a first exploration of the benefits of condition-based

load-sharing decisions for multi-unit systems with economic dependency. The de-

terioration rates of the units depend on their respective loads, implying that the

operator can control their deterioration by dynamically reallocating load among units.

We formulate the problem as a Markov decision process and use this to determine

optimal maintenance and production policies. Our results show that condition-based

load-sharing improves the effectiveness of condition-based maintenance policies, and
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that its effectiveness heavily depends on the degree of overcapacity. Throughout this

chapter, we use the term overcapacity to refer to systems with some overcapacity,

but for which all units are needed to satisfy the production target. Furthermore, by

redundancy we refer to systems with sufficient overcapacity to still reach the produc-

tion target if one or more machines are not functioning. Substantial cost savings up

to 20% can be obtained for systems with overcapacity, and these savings increase up

to 40% for systems with redundancy. The savings are the result of fewer failures, fewer

maintenance actions per machine, improved maintenance clustering, and reduced risks

of production shortages.

An insightful observation is that condition-based load-sharing policies are also

effective for systems without economic dependency. For such systems, cost savings

are possible by actively desynchronizing the deterioration levels of the units; thereby

reducing the risk that multiple units fail simultaneously. Moreover, for many systems

there are scenarios in which the most deteriorated unit takes over load from the least

deteriorated unit. An interesting side effect of adopting condition-based load-sharing

policies is that doing so not only reduces the expected cost but also its variance,

implying higher financial robustness.

The remainder of this chapter is organized as follows. In Section 4.2, we discuss

the literature on maintenance and production decisions and specifically address studies

that consider multi-unit systems with dependency between the units. In Section 4.3,

we formally describe the system that we consider. The Markov decision process

formulation used to obtain optimal policies is given in Section 4.4. In Sections 4.5–4.7,

we examine the structure of the optimal policies and the associated cost savings. We

conclude and provide future research opportunities in Section 4.8.

4.2 Literature review

In this chapter, we introduce condition-based load-sharing decisions and combine

this with condition-based maintenance, redundancy, and economic dependency. For

extensive reviews on condition-based maintenance we refer to Alaswad and Xiang

(2017) and De Jonge and Scarf (2019). For a review on condition-based maintenance

for multi-unit systems with dependencies we refer to Olde Keizer et al. (2017a). In

the remainder of our literature review, we first discuss studies on condition-based

maintenance that also include redundancy or economic dependency. Then we zoom in

on studies with load sharing, which can be divided into failure-based and degradation-

based load sharing. In both streams, the load sharing dynamics are exogeneously

given and cannot be used as a feature to control the deterioration of units. The last

stream that we discuss are studies that examine condition-based production policies

for single-unit systems.
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The literature on condition-based maintenance for multi-unit systems is rich, and

both redundancy (Lu and Jiang, 2007; Wang et al., 2009) and economic dependency

(Castanier et al., 2005; Do et al., 2013; De Jonge et al., 2016) are addressed in various

settings. Also the joint effect of redundancy and economic dependency is studied,

including 1-out-of-N systems (Li et al., 2016), k-out-of-N systems (Olde Keizer et al.,

2016), and series-parallel systems (Zhou et al., 2013). The above studies investigate

condition-based maintenance policies for multi-unit systems with either redundancy,

economic dependency, or both, but none of them include the effect of load sharing.

The observation that research on the integration of condition-based maintenance with

load sharing is lacking is also brought forward by Olde Keizer et al. (2017a).

Others have addressed multi-unit systems with failure-based load sharing and

degradation processes that can be monitored. Under failure-based load sharing, the

total load is equally shared among all functioning units and thus the load faced by a unit

can only change upon failure of another unit. Zhang et al. (2014, 2015b) investigate

maintenance policies with an opportunistic threshold for preventive maintenance. They

consider a system whose units deteriorate with a nominal rate as long as all units are

functioning and the deterioration rate of all units accelerate once at least one unit

has failed. Marseguerra et al. (2002) analyze condition-based maintenance policies for

series and parallel systems. They consider policies in which the maintenance decision

for a unit only depends on its own health and not on the complete system state.

Olde Keizer et al. (2018) examine optimal condition-based maintenance policies for

1-out-of-N systems with economic dependency and load sharing. They model the

deterioration rate of units as a function of the number of functioning units. Their

results show that it is important to base decisions on the complete system state and

that load-sharing effects should not be ignored in making those decisions. They also

find that postponing maintenance of failed units can be cost-effective in order to

improve the clustering of maintenance tasks. Zhao et al. (2018) consider the reliability

of a multi-unit system whose units deteriorate according to a Brownian motion. In

these studies, the total load processed by the system is constant over time and is

equally shared among the functioning units. Hence, reallocating load is triggered by

failures only and is not used as an opportunity to dynamically control the deterioration

processes of units.

Another stream that includes load sharing is degradation-based load sharing. In

contrast to failure-based load sharing, load is not reallocated upon failure, but the

load of units gradually increases when the deterioration level of other units increases.

Many settings are addressed in this research stream, including settings with condition

monitoring and with economic dependency (see, e.g., Do et al., 2015, 2019; Rasmekomen

and Parlikad, 2016; Zhou et al., 2016). Studies in this stream clearly differ from our

research since, similar to the failure-based load sharing stream, the deterioration

processes are not controlled by dynamically reallocating load among units.
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All the above-mentioned studies consider condition-based maintenance policies for

systems with load sharing. However, none of them utilize condition information to

determine the load applied to a unit by controlling the production rate. We note that

the static equal load-sharing rule as addressed by the above studies is realistic for

many practical systems. For instance, if one cable of a cable-supported bridge fails,

this increases the load faced by the other cables and an operator can not dynamically

decide which cable should take over the load. In practice, however, there are also

many examples where the operator can determine how the total load is allocated

among units. This holds in particular for manufacturing systems, systems used in the

process industry, and energy systems. For instance, for a wind farm only the total

production at the system level is relevant, and not how the load is distributed among

the individual turbines.

In Chapter 2, we studied condition-based production rates for a single-unit system

for which the next maintenance intervention is already scheduled. The production

rate directly affects the deterioration rate and can thus be used to control the deterio-

ration process. In Chapter 3 extend this to the joint optimization of condition-based

maintenance and production. The chapter shows that condition-based production

and maintenance decisions can complement each other and that the effectiveness of

both strongly depends on various characteristics of the system. There are some other

studies on condition-based production policies, but these assume that the production

rate does not affect the deterioration rate of the system (see, e.g., Iravani and Duenyas,

2002; Sloan, 2004). Although these studies consider condition-based production, none

of them addresses the value of dynamically sharing load between multiple units.

We conclude that condition-based maintenance, redundancy, economic dependency,

and load sharing are well studied in isolation, but are scarcely jointly addressed.

Moreover, condition-based production rate decisions have received little attention,

even in isolation of the other effects. To the best of our knowledge, there is no study

that examines the value of dynamically redistributing load among units based on

condition information. The aim of this chapter is to combine these effects and to

explore the potentials of condition-based load-sharing control in such settings.

4.3 Problem description

We consider a multi-unit system consisting of n identical units. The production rate of

each unit is adjustable over time and affects the deterioration rate of the unit. There is

an economic dependency between the units as carrying out maintenance incurs a fixed

setup cost, independent of the number of units that are maintained. Our aim is to

determine the joint condition-based maintenance and production policy that minimizes

the long-run cost rate while an overall production target is taken into account. In the
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remainder of this section, we first introduce the possible states of the system, followed

by the admissible decisions and how these affect the state of the system. Thereafter

the costs corresponding to these actions are given.

The deterioration process of each unit is continuously monitored and is described

by a continuous-time continuous-state nondecreasing stochastic process Xi = {Xi(t) ≥
0 | t ≥ 0}. In this process, deterioration level 0 represents that the unit is as-good-as

new and the unit fails when its deterioration level exceeds a fixed failure level L. The

condition of the complete system is denoted as x = (x1, . . . , xn).

The operator can schedule maintenance interventions based on the condition of

the system at any time. Maintenance actions are assumed to be perfect, that is,

they restore the condition of a unit to the as-good-as-new condition. Furthermore, a

planning time s is required to schedule a maintenance intervention. The maintenance

actions themselves are assumed to require a negligible amount of time. This is often

realistic as repair times are typically hours to days whereas expected lifetimes are

often in the order of years. Planning maintenance, however, can take several months

due to lengthy lead times for specialized tools and equipment, and therefore we do

consider a planning time in our model. Moreover, the operator has the flexibility to

decide which specific units are maintained after the planning time.

At any time, the operator can control the production rate ui of each unit. The

possible production rates ui ∈ [0, 1] range from the idle mode to producing at full

speed. Naturally, units in the failed state cannot produce and their production rate

is fixed to zero. The production rate of a unit directly affects its deterioration rate,

that is, the average amount of additional deterioration per period. In accordance with

Chapters 2 and 3, we use a function g that describes the production-deterioration

relation (pd-relation in short). When a unit produces at rate ui, its deterioration

rate equals g(ui). Moreover, we assume that units deteriorate faster when producing

at higher rates, and thus the pd-relation g is an increasing function. For clarity, we

denote the minimum and maximum deterioration rate by µmin = g(0) and µmax = g(1),

respectively.

The cost of maintaining a unit depends on its condition at the moment of main-

tenance. Maintaining a functioning unit is referred to as preventive maintenance

and costs cpm. Corrective maintenance is required for a unit that has failed and

costs ccm ≥ cpm. The fixed setup cost for maintenance is denoted by csetup and is

incurred at the moment that a maintenance intervention is scheduled.

The costs corresponding to the production decision depend on the total production

rate û =
∑n
i=1 ui and a given production target κ. A constant penalty π̃ is incurred per

time period that the target is not satisfied, i.e., if û < κ. Moreover, there is a variable

penalty per time period π1 and a bonus per time period π2 that are proportional to

the shortage and overproduction, respectively. Note that this cost structure is flexible

and allows us to study systems with both hard and soft production constraints, and
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systems where failures are severe or not. For instance, systems for which shortages

are avoided at all costs and for which there is no benefit of overproduction (e.g., gas

turbines that must provide a reliable gas flow with a steady pressure) can be analyzed

by using an extremely high constant penalty π̃ and a bonus of π2 = 0. Production

facilities that purely maximize profit (i.e., production revenues minus maintenance

costs) can be analyzed by setting the production target κ equal to the maximum

production capacity, the constant penalty π̃ that is incurred when the target is not

satisfied to zero, and the variable penalty for shortages π1 equal to the production

value. Systems that aim to minimize costs under a given production target while being

able to sell overproduction for lower prices (e.g., offshore wind farms) can be analyzed

by choosing positive values for π̃, π1, and π2.

4.4 Markov decision process formulation

We formulate the system as a Markov decision process (MDP) in order to determine

optimal policies. An MDP is defined by a set of decision epochs, a finite set of system

states, a finite set of admissible actions per state, and state- and action-dependent

transition probabilities and immediate costs. In the remainder of this section, we first

introduce the discretized states and the corresponding admissible actions. Thereafter,

we give an overview of each decision epoch and the corresponding Bellman equations.

We end the section with the algorithm that we use to determine optimal policies.

4.4.1 Discretization

Time is discretized into periods of length ∆t, chosen in such a way that the planning

time s is a multiple of ∆t. The continuous set of production rates is discretized into m

positive production rates plus the idle mode, that is, U = {i/m | i = 0, . . . ,m}. The

deterioration interval [0, L] is discretized into X̄ = {(i+ 0.5)∆X | i = 0, . . . , L/∆X}
where ∆X is selected such that L is a multiple of ∆X. The discrete deterioration levels

are represented by an index ranging from 0 (index of the as-good-as-new condition)

to ` (index of the failed condition).

Similar to Chapters 2 and 3, who considered single-unit systems, we let Fu,∆t be

the cumulative distribution function of the deterioration increment for a single unit

in a period ∆t while it produces at rate u. For ease of notation, we generally omit

the subscripts u and ∆t in the remainder of this chapter. We remark that we only

consider nondecreasing deterioration processes and thus F (0) = 0. The probability

of a zero deterioration increment is modeled as F (0.5∆X). The probability to jump

from deterioration level k to k + i, given that i ≥ 1 and k + i < `, is modeled as

F ((i+ 0.5)∆X))− F ((i− 0.5)∆X)). The probability to jump from deterioration level

k to the failed level ` equals the remaining probability 1− F ((i− 0.5)∆X). Thus the
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probability P (k, k + i) to jump from deterioration level k to deterioration level k + i

equals

P (k, k + i) =


0 if i < 0,

F (0.5∆X) if i = 0,

F ((i+ 0.5)∆X)− F ((i− 0.5)∆X) if 0 < i < `− k + 1,

1− F ((i− 0.5)∆X) if i = `− k + 1.

4.4.2 The value functions

In order to ease the analysis, we model each decision epoch as a sequence of three

consecutive stages, see Figure 4.1. In the first stage, the system state is observed

and we determine whether a new maintenance intervention will be scheduled. In the

second stage, we determine whether maintenance will be carried out. In the third

stage, we choose the production rates of the units, and we model the deterioration

of the system. We let v, w1, and w2 denote the value functions at the start of the

three stages, respectively. In what follows, we discuss the stages in more detail and we

provide explicit formulations for the three value functions.

t t+ 1

observe state (x, τ)

option to schedule maintenance
and reduce remaining planning time

perform maintenance r

set production rates u

system deteriorates

Figure 4.1: Order of events in each decision epoch.

Stage 1: Observe state and schedule maintenance

At the start of each epoch, the deterioration levels x and the remaining planning time

until the next scheduled maintenance intervention, denoted as τ ∈ {1, . . . , s/∆t,ns},
are observed. Notation ns is used to indicate that no maintenance intervention is

currently scheduled. We remark that τ = 0 is not possible at this stage as will be

explained later.

When the next maintenance invention is already scheduled (i.e., τ 6= ns), there

is no decision to be made and the remaining planning time is reduced by one, thus

v(x, τ | τ 6= ns) = w1(x, τ − 1). When maintenance has not been scheduled yet (i.e.,

τ = ns), the operator has to decide whether an intervention will be scheduled or not.

In case no new intervention is scheduled, both the remaining planning time τ and the
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deterioration state x remain unaltered. In case maintenance will be scheduled, the

maintenance setup cost csetup is incurred and the remaining planning time is set to τ = s.

The value function thus equals v(x, τ | τ = ns) = min{w1(x, ns), csetup + w1(x, s)}.
Summarizing, the value function v equals

v(x, τ) =

{
min{w1(x, ns), csetup + w1(x, s)} if τ = ns,

w1(x, τ − 1) otherwise.
(4.1)

Stage 2: Carry out maintenance

The second step is to determine whether to carry out maintenance, which is only

possible at the end of the planning time. Recall that w1(x, τ) represents the value

function after the decision whether to schedule a maintenance intervention has been

made. Since maintenance can only be performed at the end of the planning time, there

is no decision in this stage when τ 6= 0. It follows that w1(x, τ | τ 6= 0) = w2(x, τ).

When τ = 0, the operator decides which units are maintained. We denote the

maintenance decision as r = (r1, . . . , rn), where ri = 1 if unit i is maintained and

ri = 0 if not. The set R = {0, 1}n denotes the set of all possible maintenance

decisions. Maintenance restores a unit to the as-good-as-new condition and thus the

post-maintenance condition for unit i equals

x′i(xi, ri) =

{
xi if ri = 0,

0 if ri = 1.

We denote the deterioration levels of the whole system after maintenance action r

as x′(x, r). Furthermore, regardless of decision r, the remaining planning time is reset

to τ = ns to indicate that the next maintenance intervention is not scheduled yet.

This also explains why an epoch can never start with τ = 0. The direct costs incurred

by performing maintenance action r depend on the system condition x and equals

ϕ1(x, r) =

n∑
i=1

ri c̃(xi),

where c̃(xi) = cpm if xi < ` and c̃(xi) = ccm if xi = `. The value function w1 given

that τ = 0 thus equals w1(x, τ | τ = 0) = minr∈R {ϕ(x, r) + w2(x′(x, r),ns)}.
Summarizing, the value function w1 equals

w1(x, τ) =

{
w2(x, τ) if τ 6= 0,

minr∈R {ϕ1(x, r) + w2(x′(x, r),ns)} if τ = 0.
(4.2)
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Stage 3: Production decision and deterioration

In the final stage, the operator selects the production rates of the functioning units

while the production rates of failed units are fixed to zero. The function w2(x, τ)

represents the value function of the post-decision state after maintenance has been

performed. Remark that the remaining planning time τ is only decremented in the

first stage and that the second stage resets it to ns at the end of the planning time;

hence, τ = 0 is not possible at the start of this stage.

We let U(x) denote the set of all admissible production decisions given that the

system is in deterioration condition x. The production decision u ∈ U(x) affects both

the direct cost ϕ2(u) and the expected deterioration increments.

The direct costs consist of a possible fixed and variable penalty if the production

target is not satisfied and a bonus in case of overproduction. To define the direct cost

function, we let IA be an indicator function that equals one if condition A is true and

zero otherwise. Recall that û =
∑n
i=1 ui equals the total production rate of the system

as defined in Section 4.3. Now we have

ϕ2(û) = Iû<κ (π̃ + (κ− û)π1) ∆t+ Iû>κ(û− κ)π2∆t.

We let X ′(x) = {(x′1, . . . , x′n) | xi ≤ x′i ≤ `} denote the set of all reachable

deterioration states from state x. Note that, although the deterioration increment

probabilities depend on the selected production rates u, the set of reachable states

only depends on the current state x. The value function w2 equals

w2(x, τ) = min
u∈U(x)

ϕ2

(
n∑
i=1

ui

)
+

∑
x′∈X ′(x)

Pu,∆t(x, x
′) v(x′, τ)

 . (4.3)

4.4.3 Modified policy iteration

We use modified policy iteration, an algorithm that combines value iteration with

policy iteration, to find stationary ε-optimal policies for the value functions given in

Section 4.4.2. In general, policy iteration spends most of the time in exactly solving the

value functions for a given policy, whereas value iteration is computationally expensive

because it considers all possible policies in each iteration and typically requires many

iterations to converge. Puterman (1994, pp 386) describes a modified policy iteration

algorithm to accelerate the convergence rate by combining both algorithms. The

intuition behind this approach is to apply policy iteration but instead of solving the

exact values for v, w1, and w2, the values are approximated by value iteration while

the policy is kept fixed for a number of successive iterations.

The modified policy iteration that we use is provided in the Appendix in Algorithm 3.

We let v̄ denote the value function after an iteration that starts with value function v.
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The algorithm starts with initializing v(x, τ) = 0 for all x and τ , and iteratively

updates the best actions and corresponding values for each state. The difference with

the default value iteration algorithm is that not all admissible actions are considered

in each iteration. Instead, the current best policy is fixed for a number of iterations,

followed by a single iteration that considers all policies. The algorithm stops if the

span, defined as

sp(w) = max
x,τ

w(x, τ)−min
x,τ

w(x, τ)

where w = v̄ − v, is smaller than a given positive number ε > 0. The optimal long-run

cost rate g∗ is then estimated as

g = (min{v̄ − v}+ max{v̄ − v}) / 2, (4.4)

for which holds that |g − g∗| < ε/2.

4.5 Setup numerical experiments

We examine the value of dynamically reallocating load among units based on condition

information by comparing the optimal joint condition-based load-sharing and mainte-

nance policy to a policy that only uses condition information to schedule maintenance

and that equally shares load among the functioning units. We refer to the former as the

condition-based load-sharing policy and to the latter as the equal load-sharing policy.

We note that this benchmark policy equals the optimal condition-based maintenance

policy studied by Olde Keizer et al. (2018), which they showed to be much more

effective for systems with load sharing than other commonly applied maintenance

policies.

In Section 4.5.1, we introduce the gamma process that we use to model deterioration

of the units. Thereafter, in Section 4.5.2, we introduce two base systems that are

characterized by their production contracts that prescribe a production target and

the associated penalties if the target is not satisfied. The first contract type models a

system with some overcapacity and a small penalty if the fixed production target is

not satisfied. The second contract type models a system that primarily focuses on

reliability, which is done by including redundancy and incurring an extremely high

penalty if the target is not satisfied.

The structure of the optimal policy under both contract types and the corresponding

cost savings compared to the equal load-sharing policy will be discussed in Sections 4.6

and 4.7. In these sections, we will provide many illustrations of the optimal policies

in order to give a clear insight into how the optimal policy is affected by the various

system parameters.
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4.5.1 Deterioration process

We use stationary gamma processes to model deterioration as these are suitable

to model monotonically increasing deterioration such as wear, erosion, and fatigue

(Van Noortwijk, 2009). Moreover, the gamma process is flexible and allows to examine

deterioration processes with different characteristics as its rate and volatility can be

controlled by two parameters.

A gamma process consist of independently gamma distributed increments. For

the gamma density function, we use the same parametric form with shape α > 0 and

scale β > 0 as in Chapters 2 and 3. For the deterioration increment per time unit Y

we have E[Y ] = αβ and Var(Y ) = αβ2. The density function for the increments in a

time interval with length ∆t is obtained by rescaling the shape parameter to α∆t.

We let the production rate affect the deterioration increments of a unit in such a

way that the expected deterioration increment per time unit equals E[Y | ui] = g(ui),

the variance of the deterioration increments while producing at the maximum rate

equals Var(Y | ui = 1) = σ2
max, and the coefficient of variation is independent of the

production rate. These three properties are obtained by setting α = µ2
max/σ

2
max and

β(ui) = g(ui)σ
2
max/µ

2
max. If verifying this, recall that g(1) = µmax.

4.5.2 Base systems

The parameter values for the base case considered in this chapter are listed in Tables 4.1

and 4.2. We model the pd-relation by g(ui) = µmin + (µmax − µmin)uγi , which allows

us to address concave (0 < γ < 1), linear (γ = 1), and convex (γ > 1) relations.

The deterioration rate equals µmin = 0.5 for idle units and µmax = 5.0 for units that

produce at the maximum rate. Thus, a unit also slowly deteriorates while being idle. In

practice this happens, for instance due to corrosion, bearings that become unbalanced

due to one-sided pressure, or externally caused load due to weather conditions. We

focus on convex pd-relations as these are most conceivable for real-life systems. Such

pd-relations implies an incentive to share load equally among units because this results

in the lowest average deterioration rate at the system level.

The two base systems share all parameter values except for the ones that describe

the production contracts. Both systems consist of two units and thus their total capacity

equals 2. Contract type I represents a production facility that has some overcapacity

but no redundancy and that aims to meet the production target, although not at

any cost. We model this system by setting a target below the maximum production

capacity κ = 1.6, a fixed penalty π̃ = 10, a variable penalty π1 = 1, and no bonus

for overproduction, i.e., π2 = 0. Contract type II represents a system that primarily

focuses on a reliable production output. This base system has a redundant unit and

an extreme penalty if the target is not met. The redundant unit is modeled by setting
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Table 4.1: Parameter values for the base case excluding those for the production contract

Parameter Value Interpretation

µmin 0.5 Deterioration rate when idle
µmax 5.0 Deterioration rate at maximum production rate
σmax 6.0 St.dev. deterioration increments at maximum rate
γ 2.0 Shape pd-relation
s 1.0 Planning time for maintenance
csetup 3.0 Maintenance set-up costs
cpm 5.0 Preventive maintenance costs
ccm 20.0 Corrective maintenance costs
L 100.0 Failure level
η 20 Number of positive production rates
∆t 1.0 Partitioning size time horizon
∆x 1.0 Partitioning size deterioration levels
n 2.0 Number of units

Table 4.2: Parameter values for the two contract types

Parameter Type I Type II Interpretation

κ 1.6 1.0 Production target
π̃ 10.0 106 Fixed penalty for production shortages
π1 1.0 1.0 Variable penalty for production shortages
π2 0.0 0.0 Bonus for producing more than κ

the production target to κ = 1 and the fixed penalty is set to π̃ = 106. There is no

benefit of producing more than the target and thus π2 = 0. One could argue that

overproduction is even discouraged or impossible in such systems and thus that we

should have π2 < 0. Although this is true, by choosing π2 = 0 there is no advantage

of producing at higher rates while the system will deteriorate faster, and thus the

optimal policies for π2 < 0 and π2 = 0 are the same. Moreover, the fixed penalty is

substantial and thus the optimal policy always aims to avoid production shortages.

For numerical reasons, however, we still set a small positive variable penalty π1 = 1,

which does not affect the observed optimal policy and its corresponding costs.

If a unit continuously produces at rate ui, then its expected lifetime approximately

equals L/g(ui) time units. Thus, if a unit would always produce at full speed, its

expected lifetime approximately equals 20 time units. To provide some intuition on

the deterioration process of the base system, Figure 4.2 depicts 25 sample paths of

the deterioration process for different production rates. We clearly see that producing

at lower rates increases the expected lifetime and results in more stable deterioration

per time unit.
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Figure 4.2: Effect of the production rate on the deterioration process in the base case

4.6 Results contract type I

In this section, we consider contract type I, which has some overcapacity, but no

redundancy, and with a fixed penalty in case the production target is not satisfied. In

Section 4.6.1, we zoom in on the optimal decisions for both the equal load-sharing and

the condition-based load-sharing policies. Thereafter, in Section 4.6.2, we examine

how the policies and their performances are affected by the maintenance setup cost,

the volatility of the deterioration process, and the degree of overcapacity. In doing

so, we define the gap = |x1 − x2| as the absolute difference between the deterioration

levels of the two units.

4.6.1 Optimal policy for the base system

Figure 4.3 shows the optimal decisions under the equal load-sharing (left) and the

condition-based load-sharing (right) policy for the base system described in Sec-

tion 4.5.2. The production rate of unit 1 is indicated by gray scale, ranging from idle

(black) to producing at the maximum rate (white). The remaining areas at the top

and right side indicate (in both text and color) when maintenance is scheduled, where

the three subareas indicate which units are maintained at the end of the planning

time. The optimal production rate of unit 2 immediately follows from that of unit 1

because the optimal policy exactly meets the production target whenever possible.

This is intuitive since there is no incentive to produce more than the production target

as π2 = 0 while there is a penalty π̃ = 10 if the target is not met.

In the considered system, there is a maintenance setup cost and thus there is an

incentive to cluster the maintenance actions of both units. However, deterioration

is stochastic and thus clustering maintenance implies that maintenance is either

performed unnecessarily early for one unit or too late for the other. From a first
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Figure 4.3: Optimal decisions for the base case under equal load-sharing (left) and condition-
based load-sharing (right). Gray scale indicates the production rate of unit 1, ranging from
idle (black) to the maximum rate (white). In the remaining areas, a maintenance intervention
is scheduled.
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Figure 4.4: Heat map of the long-run stationary state distribution under both policies.

inspection of the optimal policies provided in Figure 4.3, we immediately see that the

maintenance decisions are fairly similar for both policies, whereas their production

decisions differ a lot.

Figure 4.4 depicts the long-run stationary state distribution under the optimal

policies. Such distributions show the probability to be in a certain state at an arbitrary

moment in time, thereby providing insights on how the deterioration processes are

expected to behave over time and on the expected gap. We see that under condition-

based load-sharing, the deterioration processes are expected to move close along the

diagonal, that is, the expected gap remains small when the units become further

deteriorated. On the contrary, under equal load-sharing, it is likely that the gap

becomes larger over time. It follows that the condition-based load-sharing policy



92 Chapter 4

uses the adjustable production rate to retain a small gap such that the maintenance

interventions can be clustered without wasting remaining useful life.

Observations on the production decisions

The production decisions under the condition-based load-sharing policy can be charac-

terized as follows. Load is only reallocated when the gap exceeds a certain threshold,

and this threshold becomes smaller when the units get further deteriorated. Further-

more, the larger the current gap, the more skewed load will be shared among the

units. This structure stems from the fact that sharing load unequally among units

implies a higher average deterioration rate. For small gaps, it is quite likely that the

deterioration processes will synchronize without intervening. Consequently, it is better

to continue producing at the most efficient loads, i.e., share the load equally. If the

processes do not synchronize, then the operator can still intervene at a later stage.

An exception to the above is a situation with a healthy and a highly deteriorated

unit. In this case, the deteriorated unit takes over load from the healthy unit and

synchronization is reached by only maintaining the deteriorated unit. Performing

maintenance immediately would waste remaining useful life of the deteriorated unit,

whereas postponing it implies a larger gap after the maintenance action because the

healthy unit also continues to deteriorate. By reallocating load, maintenance can be

postponed until the deteriorated unit has depleted its remaining useful life while the

other unit can retain its health. We note that this scenario is unlikely to occur because

large gaps are generally corrected in an earlier stage.

Observations on the maintenance decisions

The maintenance decisions under both policies are largely similar. Maintenance is

clustered if both units are highly deteriorated whereas only the most deteriorated

unit is maintained if the deterioration levels differ too much. Furthermore, for a given

deterioration level of the healthiest unit, the other unit is maintained according to a

threshold policy.

A particular observation is that this threshold is first decreasing and then increasing

in the deterioration level of the other unit. The threshold is non-constant because

of two opposing incentives. On the one hand, maintenance for the deteriorated unit

should be performed early because this synchronizes the deterioration levels. On

the other hand, postponing the maintenance action better utilizes the useful life of

the deteriorated unit. If the deterioration level of the healthy unit is very low, then

maintenance of the deteriorated unit can be postponed without causing a too large

gap after the maintenance action. The higher the deterioration level of the healthy

unit, the earlier maintenance for the deteriorated unit should be performed in order
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to avoid a too large gap. This explains why the threshold first decreases as function

of the deterioration level of the healthy unit. If the deterioration level of the healthy

unit increases further, it becomes more likely that maintenance can be clustered in

this cycle, which explains why the threshold eventually increases.

We also observe two structural differences between the two policies. Firstly,

condition-based load-sharing allows to schedule maintenance interventions at higher

deterioration levels. The reason is that lower production rates not only reduce the

deterioration rates but also the volatility of the deterioration increment per period.

With condition-based load-sharing, the most deteriorated unit typically produces at a

lower speed, thereby reducing the risk of failure.

Secondly, because the equal load-sharing policy can only use maintenance to

synchronize deterioration levels, it clusters maintenance for considerably more states

than the condition-based load-sharing policy. For instance, if unit 1 is in the highly

deteriorated state x1 = 90, then the equal load-sharing and condition-based load-

sharing policies opportunistically maintain the second unit for deterioration levels

above 46 and 55, respectively. To understand this dynamic, let us consider the

situation that the deterioration level of the second unit lies between these thresholds,

e.g, (x1, x2) = (90, 50). The second unit clearly has no need for maintenance whereas

maintenance for the first unit cannot be postponed. By only maintaining the first

unit, the system moves to state (x1, x2) = (0, 50). Under equal load-sharing this

implies that the next maintenance actions are again unlikely to be clustered, and

thus it is better to synchronize their deterioration by maintaining both units, thereby

wasting a substantial remaining useful life of the healthy unit. On the contrary, under

condition-based load-sharing, the resulting gap can easily be synchronized before the

next maintenance intervention, and thus it is not necessary to waste the remaining

useful life of the healthy unit.

From the above, it follows that both policies use maintenance actions to synchronize

the deterioration levels of the units (e.g., by performing maintenance for a deteriorated

unit earlier than actually necessary for this single unit). However, such interventions

waste remaining useful life of units and is therefore significantly more expensive than

using the more subtle option to synchronize the deterioration levels by reallocating load.

We indeed observe that the condition-based load-sharing policy uses a maintenance

intervention substantially less often to synchronize the deterioration levels.

4.6.2 Parameter sensitivity

We continue by examining the effects of changing various parameter values on the

structure of the optimal policy and on the corresponding cost savings of condition-

based load-sharing compared to equal load-sharing. The results are obtained by taking

the base system and adjusting the parameter values one by one.
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Effect maintenance setup costs

Figure 4.5 shows the optimal policies for various maintenance setup costs for the

equal load-sharing policy (top) and the condition-based production policy (bottom).

Under equal load-sharing we observe that 1) the area in which the healthy unit is

opportunistically maintained decreases in size if the setup cost decreases, and 2) for

very low setup costs the maintenance decisions for the two units are independent of

each other.

Now consider the condition-based load-sharing policy. As long as the setup costs

are substantial (say csetup = 2), the maintenance decisions are insensitive to an increase

of the setup cost whereas the production decisions are affected. If the setup cost

increases, clustering becomes more important and the optimal policy assigns more load

to the healthy unit. For instance, suppose we have x1 = 10 and x2 = 70. Then, for

csetup = 2 the policy does not fully reallocate the load to the healthy unit (u1 = 90%

and u2 = 70%) in order to produce at a more efficient rate, whereas for csetup = 3

the load is fully reallocated (u1 = 100% and u2 = 60%). Further increasing the setup

cost has almost no effect on the optimal policy because the maintenance actions are

already virtually always clustered.

Figure 4.7 (left) shows how the cost saving of adopting condition-based load-sharing

is affected by the maintenance setup cost. We indeed see that the cost saving first

increases in the setup cost and then stabilizes. An interesting observation is that

without a setup cost, the optimal production and maintenance decisions of the units are

still dependent, and cost savings around 5% are realized. In this case, the deterioration

levels of the units are actively desynchronized and their maintenance interventions are

alternated. Hereby, the useful lifes of the units can be better utilized by slowing down

the most deteriorated unit when it reaches the failure level.

Effect of the production target

Figure 4.6 shows optimal condition-based load-sharing decisions for different production

targets (increasing from left to right) for both stable (bottom) and volatile deterioration

(top). A lower production target implies more overcapacity, which gives the operator

more flexibility to reallocate load among the units, resulting in two benefits. Firstly,

because it is easier to synchronize large gaps, the optimal policy allows for larger gaps

before load is reallocated. Secondly, the load of the most deteriorated unit can be

reduced further, resulting in a considerably less conservative maintenance policy that

utilizes the useful life of units more effectively.

In Figure 4.7 (middle), we see that the cost saving increases when the production

target decreases, and that there is no cost saving if the target equals the maximum

production capacity. Moreover, the cost savings are very sensitive to the production

target if there is only little overcapacity, and it becomes less sensitive if the production
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Figure 4.5: Effect of maintenance setup cost under the equal load-sharing (top) and condition-
based load-sharing (bottom) policy. Gray scale indicates the production rate of unit 1, ranging
from idle (black) to the maximum rate (white). In the remaining areas, a maintenance
intervention is scheduled.
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Figure 4.6: Effect of production target and of the volatility of the deterioration process. Gray
scale indicates the production rate of unit 1, ranging from idle (black) to the maximum rate
(white). In the remaining areas, a maintenance intervention is scheduled.
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Figure 4.7: Relative cost savings of condition-based production decisions compared to equal
load-sharing as function of the maintenance setup cost csetup (left), the production target κ
(middle), and the volatility of the deterioration process σmax (right).

target comes closer to 1. However, if the production target drops below 1, the

cost saving becomes more sensitive again because the redundant unit provides new

operational options (see also Section 4.7).

Effect of the volatility of the deterioration process

By comparing the top row of Figure 4.6 to the bottom row, we see that the production

decisions close to the diagonal are not affected by the volatility of the deterioration

process. The main difference is observed for large gaps that are not synchronized

before the next maintenance intervention (i.e., top left and bottom right areas in the

figures). For stable deterioration, the load is gradually shifted to the healthy unit if

the gap increases. If the gap becomes too large, the most deteriorated unit suddenly

takes over load from the healthy unit. For more volatile deterioration, this transition

is less sudden and the area in which load is shifted to the deteriorated unit is smaller.

This is the case because the likelihood of synchronization by chance is higher, and

because accelerating a deteriorated unit too much results in unacceptable failure risks.

Figure 4.7 (right) depicts the effect of the volatility on the cost savings. For stable

deterioration, the cost savings are small because the deterioration levels of the units

are not expected to diverge. If the volatility increases, the expected gap at the end

of the lifetime of the units increases too. Both policies still use a high degree of

clustering, but the condition-based load-sharing policy better utilizes the useful lifes

of the units by synchronizing their deterioration levels. Consequently, the benefit

of condition-based load-sharing increases if the volatility increases. Finally, if the

deterioration process becomes highly volatile, then large gaps that cannot be corrected

for by reallocating load become more likely, and we indeed see that the cost savings

start to decline.
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Figure 4.8: Effect of volatility of the deterioration process on the optimal production and
maintenance decisions (top) and the corresponding long-run state distribution (bottom).

4.7 Results contract type II

We continue with the second contract type that applies to production facilities that

must provide a constant and reliable production output. The key priority for such

systems is to avoid production shortages, whereas minimizing operational costs is only

a secondary objective. We model this by setting the fixed penalty for shortages to

π̃ = 106. Moreover, in practice, the reliability of such systems is often improved by

including a redundant unit, which we model by setting the production target equal to

the capacity of a single unit κ = 1.0.

Most interactions for this contract type are similar to those for contract type I as

discussed in Section 4.6 and are therefore not repeated here. We do, however, observe

different effects of the volatility of the deterioration process and of the maintenance

setup cost, which we address in this section.

4.7.1 Effect volatility deterioration process

Compared to the base case, we lower the maintenance setup cost to csetup = 1 in this

section because this gives more clear-cut policies while it does not affect the structural

insights that we obtain. In Section 4.7.2, we show that other maintenance setup costs

result in similar insights.
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Figure 4.8 shows the optimal condition-based load-sharing policy (top) and the

corresponding long-run state distribution (bottom) for stable (left), medium volatile

(middle), and highly volatile (right) deterioration. For stable deterioration, the risk

that both units fail simultaneously is negligible. As a result, their maintenance can

be clustered without risking excessive penalties for shortages. For medium volatile

deterioration, having two units with intermediate or high deterioration levels becomes

too risky and the focus lies on minimizing the risk of production shortages. The

deterioration levels of the units are actively desynchronized such that the gap is

around 45. Note that, because of the redundancy, failure of one unit is allowed, and

consequently the maintenance policy itself is actually less conservative than in all

previously considered cases with the same volatility. For highly volatile deterioration,

not only the maintenance interventions are alternated but also the usage of the

units. Thereby, the system produces at a less efficient rate, but also always keeps

one unit in a good condition. This reduces the risk of shortages if the other unit

fails unexpectedly. Notice that maintenance is virtually never clustered, not even

if both units are highly deteriorated. In such cases, only one unit is maintained to

desynchronize the deterioration levels.

4.7.2 Effect maintenance setup cost

Figure 4.9 shows the effect of the maintenance setup cost on the cost savings compared

to the equal load-sharing policy. Higher maintenance setup costs have almost no effect

on the optimal policy for stable deterioration (σmax = 3) as for those maintenance

actions are always clustered, and not on that for highly volatile deterioration (σmax = 9)

as for those maintenance actions are never clustered. Correspondingly, there is also no

significant effect on the potential cost savings.

However, for medium volatile deterioration (σmax = 6), the structure does change

if we increase the maintenance setup cost, as can be seen in Figure 4.10. For low

setup costs, the operator focuses on eliminating the risk of shortages by alternating

the maintenance interventions. For higher setup costs, total costs can be reduced

by synchronizing the deterioration levels of the units as long as these are in a good

condition such that their maintenance can be clustered. When the units are highly

deteriorated, their deterioration levels are desynchronized again to reduce the risk

of simultaneous failure. The equal load-sharing policy can only reduce the risk of

shortages by alternating the maintenance interventions and thus cannot share the

maintenance setup cost among the units. This also explains the significant increase in

cost savings that we observe in Figure 4.9.



Joint condition-based maintenance and load-sharing optimization 99

0 5 10 15 20

0

10

20

30

40

50

Maintenance setup cost

C
os

t s
av

in
g 

(%
)

σmax = 3

σmax = 6

σmax = 9

Figure 4.9: Effect of the setup costs on the cost savings compared to the equal load-sharing
policy

0

25

50

75

100

0 25 50 75 100
Deterioration level machine 1

D
et

er
io

ra
to

in
 le

ve
l m

ac
hi

ne
 2

0

25

50

75

100

0 25 50 75 100
Deterioration level machine 1

D
et

er
io

ra
to

in
 le

ve
l m

ac
hi

ne
 2

Figure 4.10: Optimal condition-based load-sharing policy and the corresponding long-run state
distribution if csetup = 3 and σmax = 6.

4.8 Conclusion

We have investigated joint condition-based production and maintenance policies

for multi-unit systems with economic dependency and whose units have adjustable

production rates. The production rate of a unit affects its deterioration rate, implying

that condition-based production policies can be used to control deterioration of the

units. A production target at the system level is adopted and a penalty is incurred if

this target is not satisfied. Condition-based production decisions enable the operator to

(de)synchronize the deterioration levels of the units, thereby improving the clustering of

maintenance interventions or reducing the risk that multiple units fail simultaneously.

We have formulated the system as a Markov decision process and used this to

determine cost-minimizing joint production and maintenance policies. The benefits

of dynamically reallocating load among units is examined by comparing the newly

proposed policy to a policy that combines condition-based maintenance with a static

production policy that shares load equally among all functioning units. Results show

that cost savings up to 20% can be obtained for systems with overcapacity but no

redundancy, and that these savings increase to 40% for systems with redundancy.
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The cost savings originate from fewer failures, reduced risks of production shortages,

improved clustering opportunities, and fewer maintenance interventions per unit.

Another promising observation is that adopting condition-based production policies

not only reduces expected costs but also its variance.

For sufficiently high maintenance setup costs, the optimal policy aims to synchronize

the deterioration levels of the units by assigning more load to the least deteriorated

unit. The larger the difference in deterioration, the more load is assigned to the healthy

unit. Moreover, for low deterioration levels, the optimal policy does not immediately

adjust the production rates as the deterioration levels may synchronize themselves

and otherwise there is still sufficient time left to correct the gap at a later stage.

Interestingly, when the deterioration levels are far apart, the operator should not try to

synchronize them before the next maintenance intervention and should even accelerate

the most deteriorated unit. At the next maintenance intervention, maintenance will

then only be carried out for the this unit, resulting in better synchronized deterioration

levels after this maintenance intervention. Postponing the maintenance intervention

implies a larger gap after maintenance because the healthy unit also continues to

deteriorate, whereas performing it immediately results in wasting remaining useful life

of the most deteriorated unit. These two aspects are better balanced by reallocating

load to the most deteriorated one.

Another insightful result is that even without maintenance setup costs, the optimal

production and maintenance decisions of the units are still dependent. The condition-

based load-sharing policy actively alternates their maintenance interventions. Thereby,

the most deteriorated unit can decelerate when its deterioration level approaches the

failure level. This results in better utilization of the useful life of the units, which can

result in cost savings up to 10%.

Condition-based load-sharing decisions seem to be particularly useful for systems

with redundancy and severe consequences if the production target is not satisfied.

Examples are facilities that must provide a reliable production flow such as gas

turbines that maintain a constant gas pressure in the network. In such scenarios, we

observe cost savings of up to 40% for numerous problem instances. The structure

of the optimal production policy for stable deterioration processes is very different

from that of volatile deterioration processes. For stable processes, the deterioration

levels are synchronized as long as units are in a reasonable condition such that their

maintenance interventions can be clustered. When the units are highly deteriorated,

their deterioration levels are desynchronized to reduce the risk of simultaneous failure.

On the contrary, for medium volatile processes, the focus lies solely on minimizing

the risk of production shortages by alternating the maintenance inventions. For very

volatile processes, also the usage of the units is alternated such that always at least

one of the units is in a good condition. Thereby, the risk of a production shortage in

case the most deteriorated unit fails is minimized.
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Controlling deterioration of multi-unit systems by adopting condition-based pro-

duction rates provide numerous opportunities for further research. We have considered

situations with a fixed production target over time. However, for instance in the elec-

tricity industry, output can be traded on a day-ahead market, and thus the production

target can be included as a short-term decision variable for such systems. We expect

that the operational efficiency improves by placing lower output bids if many units are

highly deteriorated. This provides more flexibility to reallocate load among units, and

it allows to produce at lower rates which enables the operator to let the deterioration

levels approach the failure level more closely.

It is also worthwhile to study systems with a maintenance capacity due to the need

for scarce resources such as skilled technicians and specialized vessels. We expect that

condition-based load-sharing policies can better cope with a restricted maintenance

capacity than static production policies because the preferred maintenance moments

of units can be desynchronized by dynamically adjusting their production rates.

Another direction is to examine the value of condition-based production planning

for multi-unit systems in settings commonly faced by practitioners and often studied in

the maintenance literature. Examples are uncertain failure levels, imperfect condition

monitoring, fluctuating production prices, uncertain production capacities, (aperiodic)

inspections, partial repairs, and non-homogeneous deterioration processes. We expect

that condition-based load-sharing decisions in multi-unit systems can be particularly

useful to cope with uncertain condition information because highly deteriorated units

can be decelerated without losing production output on the system level.
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Appendix

4.A The modified policy iteration algorithm

In this appendix, we provide an overview of the modified policy iteration (see Algo-

rithms 1 - 3), and complement this with some additional remarks and tips to accelerate

the convergence rate or to reduce the memory usage. In contrast to Puterman (1994),

we do not store the values for each iteration in separate vectors but we reuse the same

vector. This does not affect the flow of the algorithm, as only the values of the last

iteration are used to compute the new values, while it results in substantial lower

memory usage.

Initial experiments have shown that more than 95% of the total running time is

caused by evaluating Equation (4.3) in line 3 of Algorithm 1. In particular, the second

term within the minimization, i.e., the expectation that incorporates the deterioration

increments, seems to be time-consuming. It clearly follows that all effort to improve

the performance of the algorithm should focus on this for-loop.

The iterations of all for-loops in Algorithms 1 and 2 are independent of each other,

and thus their iterations can easily run in parallel. For our initial experiments, we

observed that running the first for-loop of Algorithm 1 results in an almost linear

speed up in the number of CPU cores (regardless of the considered system) whereas

the other for-loops are not worth running in parallel (and doing so can even slow down

the algorithm due to increased processor overhead).

The considered system has identical units and thus the state space has some

symmetry, e.g., for a two-unit system the value of state (x1, x2, τ) is the same as for

(x2, x1, τ). The easiest way to exploit this is by adjusting the given algorithms such

that for states with x2 > x1 the value w̄2(x1, x2, τ) is copied from w̄2(x2, x1, τ) instead

of being calculated. Initial experiments suggests that it beneficial to implement this in

all for-loops in Algorithm 1 and 2, resulting in a speed-up of around 40% for two-unit

systems.
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Algorithm 1 updatePolicyAndValues

Input: Values for v
Output: Updated values for v and current best actions d0, d1, and d2.
1: for s ∈ S do . Here S = {(x, τ)} denotes the set of all states
2: Compute w2(x, τ) according to Equation (4.3)
3: While computing w̄2(x, τ), store the minimizing argument as d2(x, τ)
4: end for
5: for s ∈ S do
6: Compute w1(x, τ) according to Equation (4.2)
7: While computing w1(x, τ), store for τ = 0 the minimizing argument as d1(x, τ)
8: end for
9: for s ∈ S do

10: Compute v̄(x, τ) according to Equation (4.1)
11: While computing v̄(x, τ), store for τ = ns the minimizing argument as d0(x, τ)
12: end for
13: return v̄, d0, d1, d2,

Algorithm 2 evaluateFixedPolicy

Input: Convergence criterion ε, maximum number of iterations η, a policy (d0, d1, d2), and values
for v

Output: Updated values for v under the given policy
1: while true do
2: for s ∈ S do . Here S = {(x, τ)} denotes the set of all states
3: Set u = d2(x, τ) and compute w̄2(x, τ) = ϕ2

(∑n
i=1 ui

)
+
∑
x′∈X ′(x) Pu,∆t(x, x

′) v(x′, τ)

4: end for
5: for s ∈ S do

6: Set r = d1(x, τ) and compute w̄1(x, τ) =

{
w̄2(x, τ) if τ 6= 0,

ϕ1(x, r) + w̄2(x′(x, r), ns) if τ = 0.

7: end for
8: for s ∈ S do

9: Compute v̄(x, τ) =


w̄1(x,ns) if τ = ns and d0(x, τ) = 0,

c̃+ w̄1(x, s)} if τ = ns and d0(x, τ) = 1,

w̄1(x, τ − 1) otherwise .
10: end for
11: if sp(v̄ − v) < ε or η ≤ 0 then
12: return v̄
13: end if
14: Set v = v̄ and η = η − 1
15: end while

Algorithm 3 Modified policy iteration

Input: Convergence criterion ε and maximum number of iterations to fix a policy η
Output: Optimal actions for each stage d0, d1, d2, and the corresponding average cost rate g
1: Set v(x, τ) = 0 for all s ∈ S . Here S = {(x, τ)} denotes the set of all states
2: while true do
3: Set v̄, d0, d1, d2 = updatePolicyAndValues(v)
4: if sp(v̄ − v) < ε then
5: Compute g according to Equation (4.4)
6: return d0, d1, d2, g
7: end if
8: Set v = evaluateFixedPolicy(ε, η, d0, d1, d2, v̄)
9: end while
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Chapter 5

Evaluating jack-up sharing for offshore

wind farm maintenance

Abstract. Offshore wind energy is recognized globally as a viable alternative to

finite energy sources. However, large cost reductions are still needed, particularly

in the Operations & Maintenance phase, which currently accounts for about 30%

of the cost of offshore wind. For large component replacements, a jack-up vessel is

often leased from the spot market, resulting in high costs and low utilization. These

costs can be lowered when multiple wind farm service providers share the resources

needed to employ jack-up vessels. In this chapter, we analyze two types of resource

sharing, as an alternative to each service provider leasing its own vessel: (i) vessel

purchasing and sharing and (ii) the combined use of vessel and harbor sharing. We

design a simulation model and include stochastic processes such as weather patterns

and component failures. Results show that cost benefits up to 45% can be achieved

compared to a leasing policy, depending on the number of wind farm service providers

involved and on the geographical distance between offshore wind farms. Moreover, it

is shown that the jack-up vessel should not be fully utilized to minimize costs. The

performance benefits of harbor sharing in addition to vessel sharing are generally small,

but become more significant if the network faces considerable congestion. Results are

illustrated using a case study based on a setting in the Western North Sea.

This chapter is based on Uit het Broek et al. (2019e): Uit het Broek, M. A. J., J. Veldman,
S. Fazi, R. Greijdanus. 2019. Evaluating resource sharing for offshore wind farm maintenance: the
case of jack-up vessels. Renewable and Sustainable Energy Reviews. 109 619–632.
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5.1 Introduction

The rapid growth of energy demand and the recognized impact of fossil fuels on

climate change have raised the importance of the production of renewable energy

(UNEP, 2015). Globally, changes in governmental policies have sextupled investments

in renewable energy during the last decade (Frankfurt School, 2015), leading to several

innovations in the energy sector, particularly in the field of wind energy (Wangler,

2013).

Offshore wind energy has become a viable alternative to finite energy sources, as

the first bid based on zero subsidies has already been placed (Financial Times, 2017).

Offshore wind provides several advantages compared to onshore wind, such as higher

output per turbine due to more consistent and stronger winds, limited visual pollution,

and economies of scale due to wind farm size. However, offshore wind farms demand

higher investments and wind turbines may suffer from relatively long and expensive

downtime. As a result, their operational availability is in the range of 60-70%, opposed

to 95-99% for onshore wind farms (Shafiee, 2015a). A critical area to improve the

profitability of offshore wind farms is rethinking the Operations & Maintenance (O&M)

phase that can account for up to 30% of the total expenditures of a wind farm (Blanco,

2009; Rodrigues et al., 2015).

An important part of the maintenance support organization is the deployment

of jack-up vessels. A jack-up is a self-elevating barge, capable of raising its hull

from the ocean’s surface to provide a stable platform required for heavy lifting tasks.

Although jack-up vessels are necessary for offshore wind farms to carry out maintenance

activities, due to their high purchase price it is not justifiable nor cost-efficient to have

a jack-up dedicated to a single wind farm. As a consequence, both improved leasing

strategies (Dalgic et al., 2015b) and the shared use of vessels among adjacent wind

farms, potentially maintained by different service providers, are recognized as viable

options to reduce O&M costs (The Crown Estate, 2014).

In this chapter, we evaluate the concept of resource sharing between service

providers with regard to the use of jack-up vessels. By sharing a jack-up, service

providers can lower maintenance costs while increasing vessel utilization, ultimately

leading to a reduced cost of offshore wind energy provision. However, a resource

sharing strategy comes with its own set of challenges. Firstly, the cooperating service

providers, if too many, could have limited access to the shared vessel, which could

result in long maintenance delays and a negative effect on turbine availability and

costs. Secondly, each maintenance job at a particular wind farm requires jack-up

mobilization and demobilization activities (e.g., welding of components onto the vessel),

which may be harder to conduct if service providers each operate from their own

home harbor. Therefore this chapter will also consider the concept of harbor sharing,

whereby travel times can be reduced if demobilization activities related to current jobs
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and mobilization for new jobs can be executed in the same harbor.

We develop a simulation model of a wind farm maintenance system to assess the

effectiveness of jack-up sharing policies compared to leasing. We consider weather

conditions, failure rates, and operational parameters as to reflect real-world operations.

The model is endowed with real-world data provided by industrial stakeholders. The

remainder of the chapter is structured as follows. In Section 5.2, we provide background

information on the problem setting and discuss the relevant literature. In Section 5.3,

we characterize the details of the simulation model. Section 5.4 presents the results,

including an extensive sensitivity analysis and an illustrative case study of the potential

effects of resource sharing between several offshore wind farms in the Western North

Sea area. The results are discussed in Section 5.5.

5.2 Literature review

The design of cost-effective programs for maintaining offshore wind farms is challenging,

due to the diversity of the different assets, unpredictability of deterioration and failures,

poor accessibility, and a potential lack of resources such as personnel, tools and

equipment, spare parts, and vessels. Moreover, since most offshore wind farms have

been operating only for a few years, the industry lacks sufficient experience in terms

of managing O&M activities and their optimization (Sperstad et al., 2017).

The importance and complexity of offshore wind farm maintenance explain the

high interest by researchers and practitioners alike. More than 70% of the reviewed

publications on the topic date from 2012 or later, indicating its growing importance for

the wind energy sector. We refer to Shafiee (2015b) for a relatively recent review. This

review classifies offshore wind maintenance contributions into strategic, tactical, and

operational decision areas. Strategic decisions concern wind farm design for reliability,

location and capacity of maintenance accommodations, and selection of wind farm

maintenance strategy. Tactical decisions include spare parts inventory management,

maintenance support organization, and purchase or lease of maintenance resources.

The operational decision area consists of scheduling of maintenance tasks, routing of

vessels, and performance measurements.

The deployment of vessels is recognized as a major cost factor throughout the

lifetime of a wind farm. Several analyses incorporating vessel deployment are available,

covering the installation phase (Alla et al., 2013; Barlow et al., 2015) and the de-

commissioning phase (Topham and McMillan, 2017). With regard to the operational

period of a wind farm, the deployment of vessels is crucial to guarantee access for

maintenance activities. Also, vessel-related costs account for almost 45% of the total

O&M cost (Sperstad et al., 2017). Several papers have focused on improving decision

making in either the selection or the allocation of the O&M fleet, composed primarily
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of crew transfer vessels (CTV) and jack-up vessels while research on service operation

vessel use appears to be missing.

Dalgic et al. (2014, 2015b) provide decision support tools for the selection of a CTV

fleet required to conduct maintenance for offshore wind turbines. Analogously, Sperstad

et al. (2017) test the robustness of six decision support tools for determining the size

and composition of the CTV fleet, with the aim of reducing uncertainties to both

modeling assumptions and input data. Halvorsen-Weare et al. (2013) study the vessel

fleet optimization problem. The proposed optimization model indicates which vessel

types should be either purchased or chartered-in, and which infrastructure is needed

(e.g., onshore ports and helicopter bases). Using simulation, Sperstad et al. (2016)

analyze CTV fleet size and mix, timing of jack-up vessel heavy maintenance campaigns,

and timing for preventive campaigns. Results indicate that jack-up strategies are

the most costly, and also that CTV and jack-up vessel decisions can be disconnected.

From a more operational point of view, Dalgic et al. (2015a) develop a simulation

tool to improve resource allocation costs (which may include helicopters, CTVs, and

jack-up vessels) to support day-to-day O&M activities.

Historically, the requirement for jack-up vessels was determined by the size and

number of installations of offshore wind farms. But as assets deteriorate and the

number of megawatts installed increases, the market is in need of more and more

heavy lifting equipment for maintenance operations. McMillan and Dinwoodie (2013)

develop a forecasting model for the demand of jack-up vessels for the period 2012-2030,

based on installed capacity and reliability figures, and failure duration data of turbines.

Results indicate a significant expected increase in demand in the analyzed period.

Due to the cost of purchasing jack-up vessels and their scarcity in the spot market,

there has been a growing interest in optimizing chartering strategies. However,

chartering entails a few drawbacks, such as unreliable lead times and difficulties in

planning maintenance (Shafiee, 2015b). Several contributions are available on the

subject. Dalgic et al. (2013) provide a classification of existing jack-up vessels and

estimate charter rates in different periods of the year. The aim is to better plan

maintenance operations while considering different chartering options. St̊alhane et al.

(2017) develop a stochastic mathematical model to decide when and for how long a

jack-up vessel should be chartered. Their work provides a tactical level perspective,

indicating the time when to charter the vessel and considering the possibility to charter

in several shorter intervals each year.

Dalgic et al. (2015c) investigate optimal jack-up vessel chartering strategies in

terms of the charter type and the charter period, for 100, 200, and 300-turbine cases.

Their analysis compares short-term chartering strategies, where the vessel is leased

from the spot market, with long-term chartering. The long-term charter is modeled

as a bareboat charter, assuming that costs related to chartering consist of fuel, crew

expenses, salary cost (including management), and vessel O&M cost, next to the
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Figure 5.1: Jack-up related processes and potential delays (based on The Crown Estate (2014)).

daily charter rate. They find that a long-term charter is feasible only for larger wind

farms. Moreover, due to uncertainty in the chartering time, a leasing strategy may

lead to very long mobilization times. The authors, therefore, suggest that jack-up

purchasing can be cost-effective for larger wind farms when there are sufficient turbines

to warrant the capital expenditure. Furthermore, they suggest a further investigation

of the cost benefits of regional collaboration between wind farms as a direction for

future research. The Crown Estate (2014) points out that significant delays to heavy

lifting operations for maintenance can arise from the following activities: chartering a

vessel, delivering spare parts to harbor, mobilizing the vessel, sea transit, preparing the

turbine for component replacement, component elevating operations, re-commissioning

the turbine, and demobilizing the vessel (see Figure 5.1). Furthermore, the weather

window must be considered when planning maintenance since the duration of a window

is often not sufficient for large component replacement.

It is known that horizontal alliances may lead to significant cost reductions and

several other benefits (Basso et al., 2019; Soosay and Hyland, 2015; Vanovermeire

et al., 2014). However, literature on resource sharing in offshore wind settings is scarce.

Irawan et al. (2017) consider the cost-saving potential of sharing CTVs and technicians

among wind farms that are served from the same harbor. Schrotenboer et al. (2018)

study technician sharing among wind farms served from different harbors. Their

results show that maintenance cost and turbine downtime can be reduced while fewer

vessel trips are required. Moreover, The Crown Estate (2014) provides an overview of

the role of jack-up vessels and suggests that regional collaboration may lead to large

cost savings and reduced delays. To the best of our knowledge, the only study on

jack-up sharing in the offshore wind sector is the work of Beinke et al. (2017), who

investigate the benefits of resource sharing during the installation phase. Although

the above studies consider resource sharing, a study that focuses on jack-up sharing

during the operational phase is missing.
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5.3 Simulation model

5.3.1 Setting and resource sharing policies

In this chapter, we address regional collaboration with a resource-sharing perspective.

The problem presents a trade-off between the total cost of maintenance (for any

replacement requiring jack-up vessels) and cost of maintenance delay. By sharing

vessels, service providers are no longer dependent on leasing from the spot market,

which will eliminate the chartering time and reduce turbine downtime. In addition,

sharing harbors eliminates unnecessary transfers between otherwise separate harbors

(where demobilization and mobilization take place). As the number of participating

wind farm service providers increases, the individual cost of maintenance may decrease.

However, the likelihood of service providers simultaneously placing demand upon the

jack-up increases as well, which may result in higher downtime costs. It is expected

that an optimal trade-off exists on the total cost curve. Moreover, weather conditions

have an impact on performance, irrespective of the resource sharing policy. Specifically,

weather may impose considerable working restrictions on the timing of transits, jacking

up and down, and replacement activities (Leimeister and Kolios, 2018).

Finally, note that throughout this chapter we will predominantly refer to the service

provider as the party that carries out the maintenance work for a single wind farm,

and leases or owns the vessel. This is acceptable as the main focus of our work is cost

and wind farm availability. In reality, the roles of owner–operator–service provider

may not overlap, in which case the contractual agreements between parties become a

decision of concern.

The setting

We consider maintenance actions that require a jack-up vessel, such as replacement

of blades, gearboxes, generators, and transformers, similar to the work presented by

Dalgic et al. (2015b). Following several other papers in the offshore wind domain, it

is assumed that components are replaced upon failure (i.e., corrective maintenance).

Firms such as Siemens label these kinds of jobs as major corrective work (Siemens,

2018). Focusing on corrective maintenance is reasonable considering that preventive

maintenance, for instance by means of advanced condition monitoring techniques, is

notoriously difficult in the offshore wind sector. In particular, each of the different

condition monitoring techniques appears to be having specific disadvantages (Beganovic

and Söffker, 2016). For instance, some condition monitoring techniques are able to

detect incipient failures only shortly before they occur (Kusiak and Li, 2011), which

significantly limits its applicability. Moreover, zooming in on corrective maintenance

allows a comparison with papers such as Dalgic et al. (2015b).
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Figure 5.2: Schematic overview of the three policies (numbers indicate the sequence of events).

This chapter studies a setup with two or more offshore wind farms, which are

maintained by different service providers who each operate from their own harbor.

Within the harbor, mobilization activities are needed to prepare the vessel for departure

and loading the necessary parts on board. Demobilization activities are carried out

upon return (e.g., remove excess welding) to get a vessel ready for the next mobilization

task. Upon departure, it is exactly known which parts to bring offshore as all the jobs

to be carried out are known in advance. Spare part lead time, the cost of onshore

transportation, and warehousing are not considered in this chapter.

Considered policies

We study three policies with different degrees of resource sharing, called vessel leasing

(VL), vessel sharing (VS), and vessel + harbor sharing (VHS). A graphical overview

of the three policies is depicted in Figure 5.2. Under the vessel leasing policy, there is

no resource sharing and the jack-up is leased from the spot market.

Under the VS policy, multiple service providers collectively purchase a single jack-

up vessel which is used to perform all replacements for all the wind farms. The jobs are

carried out in a first-come-first-serve order. However, when the jack-up visits a wind

farm, multiple replacements can be executed within this visit in a quasi-opportunistic

sense. For example, consider two wind farms WA and WB . Suppose turbine T1 in wind

farm WA fails, followed by turbine T2 in wind farm WB , followed by turbine T3 in wind

farm WA. Then the jack-up starts a campaign to replace the component belonging to

turbine T1, but is also allowed to replace the failed component of turbine T3. This

avoids unnecessary high downtime for T3 caused by additional mobilization activities

and travel delays. However, if the weather conditions only allow for a campaign long

enough to replace the first component, then it is not allowed to postpone the entire

campaign until the weather allows to replace both components in a single visit.
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The VHS policy is similar to the VS policy, except that the demobilization can

be performed in any harbor. Thus, if a new failure has occurred in a wind farm

maintained by another service provider, then the jack-up does not return to the harbor

where mobilization has been carried in order to demobilize, but directly sails to the

next harbor where both demobilization and mobilization are carried out. That is,

under this policy it is not necessary for the jack-up to return to the harbor it departed

from. If there are no new jobs, then the jack-up returns to the harbor where the last

mobilization has taken place.

5.3.2 Order of events

In this section, we first give a brief overview of the events under each policy. Thereafter,

these steps are explained in more detail. Upon failure, a wind turbine is immediately

inspected. When the inspection reveals that a jack-up is required we have, under

the VL policy, the following order of events: lease the jack-up from the spot market,

mobilize the jack-up in the harbor, transit to the wind farm, replace the component,

transit back to the harbor, demobilize the jack-up, and return the jack-up to the

owner.

The VS and VHS policies have the same order of events except that, instead of

having a chartering process, a service provider might have to wait for the vessel to

arrive from its previous location. Under the VHS policy, as mentioned in the previous

section, transits between harbors are not always necessary since the vessel may travel

directly to the next harbor after finishing a job offshore.

Inspection and preparation

When a failure occurs, an offshore maintenance crew inspects whether a jack-up

vessel is needed or that smaller vessels can perform the necessary maintenance. The

inspection time is labeled as τinspect. When a jack-up is required, another maintenance

crew is sent out to prepare the turbine for component replacement. The replacement

of the component cannot start until this preparation is finished. The preparation time

is labeled as τprepare. The simulation approach regarding the time of failure of the

four wind turbine components is explained in Section 5.3.4.

Chartering time

Consider the VL policy. A jack-up is only chartered if there is a minimum number of

jobs available in the wind farm (referred to as the batch size threshold). This threshold

is set by the service provider in order to cluster jobs and thereby avoiding excessively

high charting costs. In this chapter, the batch size threshold will be optimized for

the considered parameter settings. The chartering time τcharter is the time between
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searching for a vessel on the spot market and the arrival of the vessel in the harbor.

There is significant uncertainty in the chartering time due to an insufficient number

of available jack-up vessels Dalgic et al. (2015b). As there is insufficient knowledge

available of the chartering process, we interviewed several industry experts to obtain

estimates of the minimum, maximum, and most likely chartering time. Doing so allows

us to use a triangular distribution function, from which the random chartering times

are drawn.

Under the VS and VHS policies, there is no chartering time but the service provider

has to wait for the vessel to arrive either from the wind farm where the last job is

carried or from the harbor where it is currently situated. The waiting time is zero if

the vessel is present in the harbor where mobilization will be done.

Mobilize time in harbor

If a vessel has arrived and is ready for mobilization, a mobilization time is required

to sea fastening (i.e., welding) spare parts on the vessel to prevent spare parts from

moving during transit. Each campaign has a mobilization time τmobilise, which we

assume to be constant regardless of the number of components to be brought on board.

Travel time with possible weather delay

The travel speed ν of a jack-up is assumed to be constant and is thus not affected by

weather conditions. The distance between location i and j is denoted by dij and thus

the travel time equals tij = dij/ν. The jack-up only departs when the weather forecast

(see Section 5.3.4) states that the vessel can safely reach the offshore wind farm and

also has enough time to transit back to the next harbor, that is, the maximum wave

height and wind speed at sea level do not exceed the thresholds ω1 and ω2, respectively.

Maintenance time with possible weather delay

Upon arrival at the wind farm, the vessel jacks up into a stable position. This can be

done safely if during the jacking up time τjackup the wave height and wind speed at

sea level do not exceed the thresholds ω3 and ω4, respectively. Note that generally

ω1 > ω3 and ω2 > ω4. Work (i.e., lifting operations and replacements) can commence

if the preparation of the turbine has finished and the weather conditions remain stable,

that is, wave height and wind speed at sea level do not exceed ω3 and ω4. In addition,

the wind speed at hub level may not exceed ω5 during the replacement time τreplace.

Otherwise, the vessel waits until wind speed at hub level is below ω5. Work is carried

out for 24 hours per day using multiple crews. After the (last) job has finished, the

vessel jacks down and starts the journey back to shore. Jacking down can be done if
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during the jacking downtime τjackdown wave height and wind speed at sea level do not

exceed the thresholds ω3 and ω4.

It is possible that bad weather occurs between activities (e.g., between jacking

up and the lifting operations). This is allowed as long as the waiting time between

consecutive activities does not exceed 24 hours and the survivability restrictions are

satisfied. If longer windows with bad weather are foreseen, the jack-up vessel will not

depart at all.

Travel back and demobilize

The restrictions for traveling back are similar to the transit to the wind farm. After

arrival of the vessel in the harbor, demobilization activities (e.g., remove weldings) are

needed either to properly return the vessel to the leasing company, or to prepare the

vessel for the next mobilization tasks. The total demobilization time τdemobilise is a

constant and is assumed not to be affected by the number of components brought on

board.

5.3.3 Output

Output measures include the yearly cost per wind farm, the availability per wind farm,

the mean and maximum downtime, and the vessel utilization. Under the VL policy

costs include chartering cost, lease costs, fuel costs, replacement cost, and revenue

losses. Under the VS and VHS policies, a one-time capital expenditure (CAPEX)

and yearly operational expenditures (OPEX) are incurred instead of chartering and

lease costs. The revenue losses are calculated as the lost production during periods

of downtime. Similar to other studies (e.g., (Lydia et al., 2014)), we assume a power

curve as shown in Figure 5.3. For the sake of simplicity, we linearized different

segments on the curve. The cut-in speed is the minimum wind speed needed for

electricity generation, the rated speed is the wind speed at which maximum production

is reached, and the cut-out speed is the maximum wind speed above which the turbine

is disconnected out of precaution.

5.3.4 Weather and failure simulation

To analyze the performance of the three policies, it is assumed that most of the

parameters in the model are deterministic. Exceptions include the chartering time

(see Section 5.3.2 and 5.4.1), weather conditions, and failures of the components. In

this section, we elaborate on the latter two, whereby we follow the approach given in

(Dalgic et al., 2015b).
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Figure 5.3: Power curve of a 3MW turbine.

The weather conditions are simulated by using 14 years of data (2004 - 2017)

obtained from the FINO-platform1. The dataset provides wave heights (hourly

intervals) and wind speeds (10-minute intervals) measured at several altitudes, including

a measurement at 33 meters and 100 meters above sea level. To obtain an estimated

wind speed at sea level, we extrapolate the observation according to the wind power

law (Fırtın et al., 2011), given by

v2 = v1 ·
(
h2

h1

)α
,

where vi is the wind speed at altitude hi, and α is the shear parameter that depends

on atmospheric conditions such as temperature and humidity (Manwell et al., 2010).

A shear value of α = 0.1 is commonly used for offshore locations (Burton et al., 2011).

In the simulation, years of data (i.e., wave height and wind speed) are randomly

drawn from the data set. Hereby the typical offshore weather characteristics such as

strong seasonality effects and the correlation between wave height and wind speed are

preserved.

Component failures are simulated with a constant failure rate, which is a common

way of modeling failures for offshore wind turbine components (Martin et al., 2016).

We note that a failure of any component immediately results in a complete stop of the

turbine, and, as a result, the other components of the turbine do not fail until the

turbine is operational again.

1Data can be requested via https://www.fino1.de/en/
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Table 5.1: Component specifications as given in Dalgic et al. (2015b)

Component Failure rate
per 106 h

Replacement time
τreplace (h)

Replacement cost (e)

Blade 0.55 24 84,375
Gearbox 5.48 144 450,000
Generator 5.48 72 135,000
Transformer 1.73 144 47,250

5.4 Results

We first introduce the parameter values considered in this chapter. Thereafter we

discuss the cost savings obtained by the sharing policies compared to the VL policy.

The robustness of the insights are tested in an extensive sensitivity analysis, and we

conclude the section with a case study that analyses the potential cost savings for

various possible collaborations in the Western North Sea. The results are obtained

from the simulation model which is implemented in C++17. The implementation uses

common random numbers and all tables and figures are the result of 2000 repetitions.

5.4.1 Implementation and model parameters

Our base setting consists of several wind farms that each have fifty 3MW turbines with

a hub height of 100 meters. The distance between a wind farm and its corresponding

harbor is 100 kilometers, and the distance between adjacent harbors is set to 75

kilometers. Cost are converted to Euros with 1 GBP = 1.125 EUR. In terms of shear

value we set α = 0.1.

Turbine-specific parameters such as failure rates are given in Table 5.1. Considering

failure data it is important to note, similar to Dalgic et al. (2015b), that reliable

turbine data is scarce. We, therefore, rely on failure data reported in Lindqvist and

Lundin (2010). Note also that component replacement takes considerable time, in

particular replacement of the gearbox and transformer. Considering replacement cost

as well, it is clear that the gearbox is a particularly critical component in the system.

Table 5.2 gives an overview of the weather restrictions that apply to the jack-

up. The operability conditions for jacking operations are stricter than survivability

conditions in terms of wave height and wind speed at sea level, and an additional

restriction in terms of wind speed at hub level is needed for lifting operations.

Table 5.3 provides an overview of the remaining time and cost parameter data,

vessel data as well as miscellaneous data such as the electricity price. With regard

to the time parameters, we assume that most are deterministic, with the exception

of τcharter, which, according to Dalgic et al. (2015b), may vary significantly depending
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Table 5.2: Weather restrictions as given in Dalgic et al. (2015b) except for the lifting restriction

Operability

Survivability jacking lifting

Wave height (m) ω1 = 10.0 ω3 = 2.8 -
Wind speed at sea level (m/s) ω2 = 36.1 ω4 = 15.3 -
Wind speed at hub level (m/s) - - ω5 = 16.0

on factors such as seasonal availability. Mobilization is assumed to take 24 hours,

regardless of the number of components to be brought along. Note that the preparation

time τprepare is less than then mobilization time τmobilisation, suggesting that work can

always start once the jack-up vessel has arrived at the wind farm. It is therefore not

necessary to explicitly consider preparation time in the simulation model. We assume

a maximum weather delay between offshore operations of 24 hours, which means that

one particular activity (e.g., lifting) has to start within 24 hours after the previous

activity (in this case jacking up) has finished. If a weather delay of more than 24

hours offshore is foreseen, the vessel will not depart to the wind farm.

With regard to the vessel data, note that a maximum of three components can be

brought offshore, which limits the number of jobs that can be carried out to three.

Similar to other papers, the costs of chartering or purchasing a vessel are significant.

It is assumed that the wind farms have a life span of twenty years, which means that

capital expenditures are e7,500,000 per year under the VS and VHS policy, for all

participating wind farms combined.

Most parameter data are drawn from Dalgic et al. (2015a) and Dalgic et al. (2015b).

To verify the validity of model assumptions and parameter values, and to complement

the dataset with respect to new parameters, we conducted several interviews with

industry experts (including a leading energy research center and turbine manufacturer).

This led to several additions and changes. Inspection and preparation time were found

to be important in the literature and are considered relevant by experts, but were

missing in Dalgic et al. (2015b) and Dalgic et al. (2015a). The interviews also alerted

us to consider a maximum delay between offshore activities. In addition, the expert

interviews led to some minor changes with respect to the cost of leasing (chartering

cost and day rate) and owning jack-up vessels (CAPEX and OPEX). We set the

electricity price at e100.00 per MWh, which is arguably more in line with current

offshore wind prices. Finally, in line with practice, we set the restrictions for lifting

operations more conservatively than Dalgic et al. (2015b). Note that although the

parameter values were chosen with care, actual values may be different in specific

settings. Therefore we test the sensitivity of the main findings with respect to model

parameters later on.
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Table 5.3: Main model parameters with values for the base case

Parameter Value base case

Time parameters
τinspect 10 hours
τprepare 20 hours
τcharter (best, likely, worst case) {168, 1440, 2880} hours
τmobilise, τdemobilise 24 hours
τjackup, τjackdown 3 hours
Maximum delay between offshore activities 24 hours

Vessel data
Travel speed ν 11 knots
Vessel capacity (max. number of components) 3 components
Minimum leasing period 30 days

Cost parameters
Chartering cost (VL only) e350,000 / charter
Lease day rate (VL only) e125,000 / day
CAPEX (VS/VHS) e150,000,000
OPEX (VS/VHS) e10,000,000 / year
Fuel consumption in port 2 metric tons/day
Fuel consumption in operation 10 metric tons/day
Fuel charge e618,75 / metric tons

Power curve parameters (cut-in, cut-out speed) 3 meters/second, 25 meters/second
Maximum production reached at 14 meters / second
Electricity price e100.00 MWh

5.4.2 Results of the base case

This section compares the performance of the three policies when these are applied to

the base case. Recall that the VL policy only charters a jack-up if there is a minimum

number of jobs in the wind farm (see Section 5.3.2). The optimal batch size threshold

for the considered base case equals two jobs. Table 5.4 gives, for various possible

coalitions, an overview of the cost benefits, wind turbine downtime, and the vessel

utilization for each policy. The two resource sharing policies can realize significant

cost savings and availability benefits, and reduce turbine downtime due to the absence

of the lengthy chartering process. Interestingly, with a larger number of wind farms

participating (i.e., five wind farms compared to three), maximum turbine downtime

can increase under resource sharing due to congestion of multiple failures in the system

but this does not outweigh the benefits of resource sharing.

The benefit of VHS over VS is the possible reduction in travel times between

harbors. However, this only occurs if there are jobs available in a wind farm served

from another harbor before the vessel transits back from the wind farm. For small

coalitions, there is little congestion, and thus the benefit of VHS over VS is negligible.
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Table 5.4: Results of the base case under the three policies for various coalitions.

Yearly costs
per wind farm

Cost
benefit

Availability
Mean

downtime
Max

downtime
Vessel

utilization

Vessel leasing e12.00 · 106 - 97.3 % 2114 h 8123 h -

Three wind farms
Vessel sharing e8.21 · 106 31.9 % 99.2 % 592 h 2814 h 59.1 %
Vessel + harbor sharing e8.21 · 106 31.9 % 99.2 % 590 h 2808 h 59.0 %

Five wind farms
Vessel sharing e6.52 · 106 45.9 % 98.2 % 1367 h 4710 h 89.4 %
Vessel + harbor sharing e6.49 · 106 46.1 % 98.3 % 1340 h 4663 h 89.1 %

Seven wind farms
Vessel sharing e9.95 · 106 17.4 % 91.8 % 6710 h 13566 h 99.5 %
Vessel + harbor sharing e9.86 · 106 18.2 % 92.0 % 6592 h 13399 h 99.5 %

Figure 5.4 gives an overview of how the different policies behave in terms of the

various performance metrics, and how these metrics vary with respect to the number

of participating wind farms. Naturally, the curve belonging to the VL policy is flat

as with this policy each wind farm is serviced by a separate jack-up. Hence, each

wind farm has a similar performance in terms of cost and jack-up utilization. The VS

and VHS policies behave similarly under these parameter settings, therefore only the

curves for the VS policy are shown.

Under the VL policy, the yearly cost per wind farm is approximately e12,000,000.

Clearly, vessel sharing (i.e., the VS policy) can significantly reduce costs if between

three and seven wind farms collaborate. Under the current parameter settings, five

participating wind farms is the observed minimum in the simulation when it comes to

yearly cost per wind farm.

Under the current parameter settings, the lowest cost is reached with five partici-

pating wind farms. However, when looking at the cost curve of the VS policy, it can

be noted that yearly costs are approximately equal if four, five, or six wind farms

participate in the coalition. Nevertheless, the coalition might have a preference for

slightly fewer participating wind farms (e.g., four wind farms), as the second graph

clearly shows that jack-up utilization significantly decreases when fewer wind farms

participate, implying higher responsiveness to failures.

Figure 5.5 shows a cost breakdown under the VS policy. The vertical line displays

the interval between the 1% and 99% percentile of the total yearly costs. The figure

shows that capital and operational expenditures per wind farm decrease if more wind

farms participate in the coalition, while replacement and fuel costs remain relatively

stable. Interestingly, jack-up sharing does imply that some revenue losses have to be

accepted, as Figure 5.5 shows that revenue losses grow as more wind farms participate
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Figure 5.4: Effect of number of wind farms on performance metrics under the VL policy (flat
curve) and VS policy. The VL policy has no jack-up utilization and thus the top right graph
has no flat curve.

in the coalition. In particular, if five wind farms participate, then about one-fifth of

the yearly cost per wind farm is due to revenue losses. Moreover, the volatility of

the realized yearly costs rapidly increases for coalitions with six or more wind farms

due to the possible congestion that arises if multiple wind farms require the jack-up

simultaneously.

Figure 5.6 gives a breakdown of the jack-up vessel utilization. Indeed, according to

the figure, if fewer wind farms participate, vessel idle time (which is measured as the

time the vessel is idle in some harbor) increases which benefits responsiveness at only

slightly increased cost. Figure 5.4 shows that a smaller number of wind farms leads

to lower mean-time-to-repair and also the risk of having significant time to repair is

reduced (i.e., the maximum time to repair decreases). Regardless of the exact number

of participating wind farms around the cost minimum, it is clear from Figure 5.6 that

significant vessel idle time is needed for cost minimization purposes, i.e., the jack-up

vessel should be less than fully utilized.
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Figure 5.5: Total expected yearly costs per wind farm under the VS policy. The mean of the
yearly costs per wind farm are statistically different (Welch’s t-test: p-value < 0.001). The
vertical line displays the interval between the 1% and 99% percentile of the total yearly costs.

Figure 5.6: Jack-up utilization and contributing factors under the VS policy.

Summarizing, the results of the base case show that vessel sharing is a feasible and

profitable policy for offshore wind farm maintenance, provided that a coalition of wind

farm service providers of the right size can be found. In the next section, we zoom in

on the sensitivity of these results with respect to some critical model parameters.

5.4.3 Sensitivity analysis

We continue with a sensitivity analysis in which we change various parameters one

by one while studying the effect on the yearly costs, the optimal coalition size, and

the optimal batch size threshold. Besides studying the yearly costs under the optimal

coalition size, we also examine how costs behave for a given coalition in order to study

the effects of determining a coalition based on wrongly estimated parameters. The

optimal batch size threshold is not shown since a threshold of two jobs appears to
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be optimal for nearly all considered cases. Furthermore, in order to keep the figures

concise, the results of the VHS policy are not discussed in this section as these are

similar to the results of the VS policy.

We consider parameters that are inherently uncertain such as the failure rate of

components, and various cost parameters that are naturally volatile such as electricity

and fuel prices. We also vary parameters that are a priori known with certainty such as

distances between ports, to reveal settings in which resource sharing is most promising.

For each parameter value, we study the coalition size nwf (i.e., the number of wind

farms that share a jack-up) and the batch size threshold m (i.e., the minimum number

of failures before for leasing a jack-up) that result in the lowest yearly cost per wind

farm. The results are obtained by varying a parameter over a specified range. Then,

for each parameter setting, the simulation is repeated 2000 times with nwf ranging

from 1 to 15 and m ranging from 1 to 3. So, a graph that presents costs for 100

parameter values is the result of 100× 15× 3× 2000 simulations in total.

Failure rate and replacement duration

The failure behavior of components is relatively uncertain due to the lack of long-

term experience with offshore wind and because turbines rapidly continue to develop,

resulting in unpredictable failure behavior for newly developed turbines. The time

required to replace components can be influenced by training technicians and by

developing components that are easier to replace. To examine how this affects the

optimal decisions, we range the characteristics of the components with the lowest (i.e.,

blades) and highest (i.e., gearboxes) estimated failure rates.

Figure 5.7 depicts how the failure rate of blades (top) and gearboxes (bottom)

affect the expected yearly costs (left), the optimal coalition size (middle), and the

expected time the jack-up is idle under a given coalition size (right). The failure rate of

blades does not affect the optimal coalition size and only slightly affects the expected

yearly costs. The reason is that blades have a short replacement time, namely 24

hours compared to 144 hours for a gearbox, and thus a failure of a blade has a small

impact on the workload for the jack-up. In addition, blade replacements are relatively

easy to schedule as only a short time window with good weather conditions is required.

Notice that larger coalitions are more sensitive to an increase in the failure rate of

blades due to the low fraction the jack-up is idle (2% for six partners compared to

11% for five partners given the base case failure rate of 0.55).

In contrast to the failure rate of blades, the failure rate of gearboxes has a

considerable effect on the yearly costs because it is the most expensive component

and requires a long time window to replace, implying that delays due to weather

restrictions are more likely for such campaigns. As a result, the optimal coalition size

rapidly increases if the failure rate reduces. However, coalitions that are too small
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Figure 5.7: Effect of the failure rate of blades (top) and gearboxes (bottom) on the expected
yearly costs in millions (left), the optimal coalition size (middle), and the expected time the
jack-up is idle (right). VL indicates the leasing policy, VS the sharing policy with the optimal
coalition size, and numbers indicate a given coalition size.
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Figure 5.8: Effect of required time (in hours) to replace a gearbox on the expected yearly costs
in millions (left), the optimal coalition size (middle), and the expected time the jack-up is
idle (right). VL indicates the leasing policy, VS the sharing policy with the optimal coalition
size, and numbers indicate a given coalition size.
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because the failure rate is lower than expected are still cost-effective compared to

leasing. For instance, if the failure rate is much lower, say 2.00 instead of 5.48, then the

coalition of the base case with five partners still realizes cost savings of 39% compared

to leasing (4.9 million versus 6.2 million). However, the yearly costs can be reduced to

4.2 million by expanding the coalition to seven partners. A coalition of five partners

is also cost-effective if the failure rate is much higher than expected. However, the

yearly costs of larger coalitions are considerably more sensitive to higher failure rates

due to the possible congestion that arises in such scenarios. Thus, if there is a high

uncertainty of the estimated failure rate, it may be better to be conservative and form

a somewhat smaller coalition, also because it may be easier to expand an existing

coalition than to reduce the number of partners. Summarizing, the gearbox is the

most critical component and the failure rate strongly interacts with all performance

measures. However, sharing with four to six partners is cost-effective for all failure

rates.

Figure 5.8 shows the effect of the replacement time of the gearbox on the expected

yearly costs (left), the optimal coalition size (middle), and the time the jack-up is

idle under a given coalition size (right). The effects of the replacement time of the

blades are negligible and are therefore not shown. This is as expected since blades

have low failure rates. Considering the gearbox, a coalition of five partners is optimal

if the replacement takes between 122 and 170 hours (the base case value is 144 hours).

Shorter replacement durations do not significantly reduce costs if the coalition size is

kept constant, however, faster replacements allow for larger coalitions which are more

cost-effective. The base coalition with five partners outperforms the leasing policy for

all replacement durations. We conclude that the insights are robust with regard to

the replacement duration for all components.

Distances, jack-up capacity, and travel speed

Figure 5.9 shows the effect of distances between ports and their corresponding wind

farm on the yearly average costs per wind farm. Only the yearly costs are shown

since the optimal coalition size and the optimal batch threshold are not affected by

this parameter. For small coalitions (i.e., up to five wind farms), the effect on the

yearly costs is small whereas for larger coalitions the effect becomes clearly visible.

An increase in distance obviously increases fuel costs and the travel duration towards

the wind farm. However, fuel costs are low compared to the total yearly costs. For

instance, if the distance to the wind farm equals 100 km then fuel costs are only 4.0%

of the total yearly costs (0.26 million out of 6.52 million). Furthermore, a longer travel

duration directly implies an additional delay of maintenance and thus longer downtime.

However, the additional downtime is negligible on the average downtime of 1367 hours

as the travel duration increases from over an hour to around five hours if we increase
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Figure 5.9: Effect of distances between harbors and their corresponding wind farm (left),
distances between adjacent harbors (middle), and the vessel speed (right) on the expected yearly
costs in millions. VL indicates the leasing policy, VS the sharing policy with the optimal
coalition size, and numbers indicate a given coalition size.

the distance from 25 km to 100 km. Note that, for small coalitions, the additional

delay is not likely to accumulate with delays of other wind farms since the jack-up is

expected to be 10.6% idle for a coalition of five partners. For larger coalitions, the

idle time rapidly diminishes and thus the delay in one wind farm is likely to cause an

additional delay for future jobs. This explains why the yearly costs of larger coalitions

react more heavily to the distance between ports and their corresponding wind farms.

We conclude that resource sharing is beneficial both for wind farms close to the harbor

from which these are served and for wind farms located far offshore.

Similar results are observed for the distances between different ports. However, the

effect of distances between harbors is smaller than for the distances to the wind farms

because the weather restrictions to travel between ports are less restrictive than the

weather restrictions for offshore operations. An important conclusion is that resource

sharing policies are also cost-effective for harbors that are located further apart.

The base case studies a jack-up that travels with 11 knots. However, operators can

decide to travel at a slower speed to save fuel, and also travel speed can be considerably

affected by the current faced during transit. To examine whether this affects our

insights, we consider travel speeds ranging from 0.2 to 20 knots in steps of 0.2 knots,

see Figure 5.9 (right). Although such an approach does not include uncertain currents

a vessel experiences in practice, a travel speed of 5 knots presents a worst-case scenario

in which the jack-up always faces adverse current while higher vessel speeds can be

considered as a best-case analysis. Reducing the vessel speed to 5 knots increases

the expected total yearly costs under the VS policy by 3.1% (from 6.5 million to

6.7 million) and under the leasing policy by 1.5% (from 12.0 million to 12.2 million).

The optimal coalition size and the optimal batch threshold for the leasing policy are

not affected. Similar to the distances between ports and their wind farms, the VS
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Figure 5.10: Effect of the maximum allowed wind speed (in m/s) at hub height during a
replacement on the expected yearly costs in millions (left), the optimal coalition size (middle),
and the expected time the jack-up is idle (right). VL indicates the leasing policy, VS the
sharing policy with the optimal coalition size, and numbers indicate a given coalition size.

policy is slightly more sensitive to the travel speed since, under the VS policy, a delay

in one wind farm may propagate to the next one when there are jobs available for

various wind farms. Moreover, for extremely low vessel speeds (i.e., below 2.5 knots),

there will almost always be a queue of jobs and, as a result, the yearly costs rapidly

increase due to accumulating delays for future jobs. Since both the optimal coalition

size and optimal batch size threshold are not affected by the vessel speed, except for

unreasonably low values below 2.5 knots, we conclude that the insights are robust to

varying vessel speeds, which may be caused by current conditions.

Weather restrictions

Next, we examine the effect of weather restrictions on the yearly costs and the optimal

coalition size. Figure 5.10 shows the effect of the maximum allowed wind speed at

hub height during a replacement. A lower wind limit results in more delays due to the

weather restrictions, thereby decreasing the idle time of the jack-up and increasing

yearly costs. Sharing a jack-up with the optimal coalition size is cost-effective compared

to leasing for all considered maximum wind limits. However, if conservative limits are

used (e.g., 13 m/s at hub height), then the yearly costs can be more expensive than

leasing if the coalition is too large. Note that these results hold for an electricity price

of 100 euros per MWh. If we examine the same results with an electricity price of

50 euros per MWh, then coalition sizes of four to six partners outperform the leasing

policy for all maximum wind speeds.

The survivability restrictions have no significant effect on the yearly costs nor on

the optimal coalition size. The main reason is that the restrictions for both jacking

and lifting are much tighter, and as a result, it is unlikely that survivability restrictions

are violated around a time interval in which jacking and lifting are possible.
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Figure 5.11: Effect of the received power price (in Euros per MWh) on the expected yearly
costs in millions (left), the optimal coalition size (middle), and the optimal batch threshold
(right). VL indicates the leasing policy, VS the sharing policy with the optimal coalition size,
and numbers indicate a given coalition size.

Costs parameters and others

Currently, the price per MWh received by wind farm owners is kept artificially high

by subsidies. However, newer wind farms might receive smaller, or even no, subsidies.

Figure 5.11 shows the effect of other power prices, ranging from 0 to 200 euros per

MWh. The total yearly costs obviously increase if the power price increases due to

higher revenue losses. However, the optimal coalition size equals five wind farms

for all prices between 50 (which is a reasonable estimate of current electricity prices

without subsidy) and 190 euros per MWh (higher than the highest subsidy price

given in the Netherlands). It follows that coalitions can be formed without high risks

towards changing energy prices. If the electricity price drops below 50 euros, then

longer downtimes are acceptable. This allows for larger coalitions that are clearly more

cost-effective than smaller coalitions, mainly because they realize almost a maximum

jack-up utilization . For instance, for a price of 35 euro per MWh, the optimal coalition

size equals six wind farms, which results in a jack-up utilization of 98% compared

to 90% for a coalition of five partners. Finally, the power price is one of the few

parameters that affects the optimal batch threshold for the leasing policy (see most

right figure). For low prices, it is beneficial to cluster jobs into larger campaigns with

three jobs. For extremely high prices, it is even cost-effective to charter a jack-up for

a single job.

Besides the parameters discussed above, we changed the fuel price from free to ten

times as expensive as in the base case, which does not affect the optimal coalition size

nor the optimal batch size threshold. This is as expected since the fuel costs are small

compared to the other cost factors such as replacements costs and revenue losses.

Recall that delays can be used to wait for suitable weather conditions, and that

the maximum delay that is allowed between offshore activities is set to 24 hours based
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Figure 5.12: Western North Sea case study.

on our interviews with experts. We ranged this parameter from 6 to 72 hours, which

also does not affect our insights. It follows that resource sharing cannot be made more

efficient by allowing for longer offshore delays.

Finally, recall that the base case capacity is three replacements per campaign. We

checked whether it is beneficial to consider a jack-up with a higher capacity. Larger

campaigns are only beneficial if there is considerable congestion in the system, which

does not occur in the optimal coalition size. As a result, increasing the jack-up capacity

does not result in improved performance and does not affect the decision variables.

5.4.4 Case study

To illustrate the benefit of resource sharing to wind farm service providers and other

practitioners, this section applies the policies to actual wind farms from the Western

North Sea area, see Figure 5.12. Four possible collaboration modes with Dutch (OWEZ,

Princess Amalia, and Eneco Luchterduinen), Belgian (Thorntonbank and Belwind),

and British (Greater Gabbard and Gunfleet Sands) wind farms are considered. The

first mode considers collaboration between Dutch wind farms only, the second includes

Dutch and Belgian wind farms, the third explicitly zooms in on the collaboration

between wind farms in a specific setting where wind farms are located somewhat in

between harbors, which are located at opposite coasts (Great Britain and Belgium),

the fourth mode includes all wind farms and harbors. Table 5.5 provides an overview

of the studied wind farms and harbors, and the four collaboration modes.
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Table 5.5: Overview of possible collaborations in the Western North Sea.

Wind farm Turbines Harbor Coll. I Coll. II Coll. III Coll. IV

W1 OWEZ 36 H1 IJmuiden × × ×
W2 Princess Amalia 60 H1 IJmuiden × × ×
W3 Eneco Luchterduinen 43 H1 IJmuiden × × ×
W4 Thorntonbank I, II, III 54 H2 Zeebrugge × × ×
W5 Belwind 55 H2 Zeebrugge × × ×
W6 Greater Gabbard 144 H3 Harwich × ×
W7 Gunfleet Sands 48 H4 Brightlingsea × ×

Table 5.6: Results of the various collaboration modes. Total costs are given as the total yearly
cost for the entire coalition and not per wind farm.

Total costs
in millions

Cost
difference

Availability
Mean

downtime
Max

downtime
Vessel

utilization

Coll. I (139 turbines)
Vessel leasing 33.58 - 99.7 % 8973 h 19856 h -
Vessel sharing 23.96 -28.7 % 99.8 % 3218 h 16068 h 53.7 %
Vessel + harbor sharing 23.96 -28.7 % 99.8 % 3218 h 16068 h 53.7 %

Coll. II (248 turbines)
Vessel leasing 56.67 - 99.7 % 8914 h 19957 h -
Vessel sharing 31.89 -43.7 % 99.1 % 7482 h 26590 h 87.5 %
Vessel + harbor sharing 31.87 -43.8 % 99.1 % 7448 h 26521 h 87.4 %

Coll. III (301 turbines)
Vessel leasing 69.36 - 99.4 % 8835 h 20859 h -
Vessel sharing 40.71 -41.3 % 97.9 % 13998 h 39591 h 96.2 %
Vessel + harbor sharing 40.59 -41.5 % 98.0 % 13871 h 39398 h 96.2 %

Coll. IV (440 turbines)
Vessel leasing 102.94 - 99.5 % 8894 h 20429 h -
Vessel sharing 140.28 +36.3 % 82.3 % 96288 h 170439 h 99.7 %
Vessel + harbor sharing 139.84 +35.9 % 82.4 % 95809 h 169851 h 99.7 %
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To obtain clear-cut results, we assume that all parameters are similar to the base

case, with the exception of wind farm size and geographical distance between wind

farms and harbors, and between harbors. Results are given in Table 5.6. Again we see

that resource sharing can lead to significant benefits compared to vessel leasing, both

for small coalitions (i.e., coalition I) and for larger coalitions (i.e., coalition II and III).

As expected, if more wind farms are added to the coalition, then vessel utilization,

mean downtime, and maximum downtime increase, and the availability decreases.

However, from a cost perspective, a slight availability reduction is acceptable as is seen

in collaboration II and III. Coalition II and III show that coalitions with harbors that

are located far away from each other are possible. Coalition I indicates that smaller

coalitions have the potential to both reduce costs and simultaneously increase the

availability, which can be preferred from a production point of view. Moreover, the

largest coalition is not cost-effective, mainly due to the long transit times between the

British and Dutch harbors and because of the excessive demand for the jack-up.

The benefits of VHS compared to VS are small for all collaborations but largest in

collaboration mode IV. The explanation is that in this setting the total size of the

coalition in terms of wind turbines is rather large (and clearly too large from a cost

point of view). This leads to a significant number of failures in the system, which at

times can lead to congestion. The VHS policy is only beneficial if congestion occurs

because then it becomes important to eliminate unnecessary transits between harbors.

Note that in this case the jack-up vessel is almost fully utilized, which is undesirable

from a cost point of view as discussed in the results of the base case.

5.5 Discussion

5.5.1 Main findings

This chapter evaluates whether the sharing of jack-up vessels and harbor facilities

between offshore wind farm service providers could be part of a cost-effective O&M

strategy. By sharing the cost of employing a jack-up vessel, it could be possible for

service providers to lower cost compared to the vessel leasing (VL) policy. Under VL,

the cost of maintenance is a variable cost that depends, among others, on the chartering

and lease time. Under the resource sharing policies (i.e., VS and VHS), a part of these

costs of maintenance becomes a fixed cost. In essence, purchasing a jack-up vessel

provides an economy of scales: the larger the collaboration, the lower the individual

share of the fixed capital (Loehman et al., 2014).

A base case setting was studied with multiple wind farms (each consisting of

fifty 3MW turbines), located 100 kilometers from each other and their corresponding

harbors. The results show that vessel sharing policies can realize a significant cost

reduction compared to vessel leasing, provided that the right number of service



Evaluating jack-up sharing for offshore wind farm maintenance 131

providers participate. Furthermore, we find that resource sharing increases turbine

availability and, naturally, increases jack-up vessel utilization. Nevertheless, the lowest

cost case (with five participating wind farms and service providers) shows that some

revenue losses and jack-up idle time should be accepted to maximize flexibility and

minimize the average yearly cost per wind farm. Cost benefits up to 45% can be

achieved when wind farms collaborate. However, if too many service providers enter

the coalition (i.e., eight or more) demand for maintenance services becomes too high,

resulting in congestion and increased turbine downtime.

An interesting finding in the base case is the limited impact of transit time on

jack-up utilization and cost, as the existing literature suggests that the impact could

be large (Sahba and Balcıog, 2011). It was found that relative to other factors (e.g.,

mobilization time and waiting time due to weather delays) the impact is rather small.

This explains why the benefits of the VHS policy, whose main goal is to reduce traveling

time between harbors by sharing harbor facilities for (de)mobilization, were found to

be rather small. The sensitivity analysis showed that the benefits of resource sharing

are robust to (i) distance between wind farms, (ii) distance between wind farms and

harbors, and (iii) the number of turbines per wind farm.

5.5.2 Practical implications

The results are relevant for practitioners and policymakers. First and foremost, given

the increased future investments in offshore wind and continuing societal pressure

to remain low costs of energy generation, it would be beneficial for service providers

to consider investing collectively in jack-up vessel purchasing. To keep costs at a

minimum and ensure high turbine uptime, there exists an ideal number of service

providers participating in the resource sharing coalition, and this number depends on

factors such as wind farm size. This chapter sheds light on the trade-offs between

sharing the fixed and variable cost of owning a jack-up vessel among participating

members, and the jack-up utilization and downtime due to system congestion. Making

additional investments into harbor sharing, in contrast, seems to be much less effective

for reducing the cost of maintenance.

In logistics and transportation the concept of resource sharing, as introduced in this

chapter, is generally identified as a type of horizontal collaboration. However, several

challenges and barriers should be overcome for such collaborations to be effective.

The review given by Cruijssen et al. (2007) mentions in particular coordination in

trust among partners, ICT, negotiation, and reliability of cost and profit allocation

models. Regarding the latter, the resource sharing concept such as presented in this

chapter would necessitate sophisticated rules for cost and benefit sharing, next to

rules for the prioritization of jobs (see below). Costs and benefits are determined by

several factors, which in practice may differ from wind farm to wind farm. Wind farm
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operations and maintenance may differ in terms of cost of delay (which is affected by

the price of energy and turbine size) and the maintenance demand levels (which is

affected by wind farm size, turbine size, and turbine failure rates). Also, distances

between harbors and wind farms are unlikely to be symmetric in practice. Decision

rules should ideally incorporate those factors, but do not yet exist in the literature.

However, generic decision frameworks are available (Martin et al., 2018; Pomponi

et al., 2015). Also, a wide range of profit (or cost) allocation methods have been

developed (Frisk et al., 2010; Özener and Ergun, 2008; Vanovermeire et al., 2014; Yu

et al., 2015). Regarding the ‘softer’ issues related to trust building and information

sharing, it may be advisable for operators to follow a path of incremental rather than

radical change. In this light, engaging in a pilot project (facilitated, for instance, by

joint leasing) would allow coalition members to experience the benefits and downsides

of resource sharing, without far-reaching commitments. In addition, this may identify

legal and customs issues. Nevertheless, resource sharing in the way represented in

this paper would require commitment and risk-taking. We hope to have shown in this

chapter that resource sharing is worth considering.

5.5.3 Limitations and future research

As is common in simulation studies, some simplifications were needed. Most of these

simplifications are expected to have little impact on the results, such as the exclusion

of spare part management (which should impact vessel leasing and resource sharing

equally). In this chapter, we assumed a constant failure rate for each turbine component.

Although these failure rates are averages based on reported failure data, they may

vary from year-to-year and from country-to-country (Pérez et al., 2013). In addition,

new turbine technology could exhibit other failure behavior, which could influence

the usefulness of resource sharing. Efforts should be made to better understand the

failure patterns of turbine components. Such research would substantially increase the

practical value of all offshore wind farm O&M models that rely on accurate system

failure modeling.

Another limitation of the model is the exclusive application of the first-come-

first-serve principle. In reality, it would make sense to cluster maintenance jobs (see,

e.g., Olde Keizer et al., 2016), by keeping the jack-up at one location to complete

multiple replacements before transiting to the next location, irrespective of the order

of failures. Note that this would primarily improve the performance of the resource

sharing policies since wind farms operate independently under the vessel leasing policy.

Relaxing the first-come-first-serve policy would also make room for more advanced

routing policies, for instance, jobs in a wind farm with harsh weather conditions can be

postponed. Importantly, clustering jobs for multiple wind farms in a single trip would

complicate onshore logistics in case these activities are centralized (e.g., mobilization
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and loading parts in one particular harbor). Also technicians might need to be capable

of servicing different turbine brands.

Furthermore, we consider the same weather realization at all locations, which is

possible because we only consider a first-come-first-served policy, implying that the

order in which wind farms (and their corresponding harbors) are visited are determined

by the sequence in which turbines fail, and as a result, only the weather realization at

the next wind farm or in between two harbors affects the planning until the next job

is finished. However, when more advanced policies are considered (e.g., one that can

postpone jobs in a wind farm with poor weather conditions), it becomes important

to take into account different weather realizations at different locations as one could

allow the jack-up to adjust its planning accordingly. We remark that this only benefits

the sharing policies and not the leasing policies, and thus the possible cost savings

by co-owning a jack-up vessel will increase if more advanced scheduling policies are

considered.

Finally, in this chapter maintenance is triggered by failure of components. Although

this still appears to be the dominant maintenance policy for many components,

condition-based maintenance is expected to have a significant impact on maintenance

planning when properly implemented (Leite et al., 2018). In particular, it could help

planning the use of jack-up vessels, and allow for better prioritization and clustering

of jobs, possibly across wind farms. Furthermore, if condition information is available,

both the sharing and the leasing policies can be improved by incorporating condition-

based production decisions during periods with high workloads for the jack-up or during

the chartering time (Uit het Broek et al., 2019c). For future research, resource sharing

can also be extended to small component replacement, which considers additional

factors such as time-based maintenance schedules and opportunistic maintenance.



Mathematics is the music of reason

James Joseph Sylvester



Chapter 6

Energy-saving policies for

temperature-controlled production

Abstract. Numerous practical examples exist of production systems with servers

that require heating in order to process jobs. Such production systems may realize

considerable energy savings by temporarily switching off the heater and building up

a queue of jobs to be processed later, at the expense of extra queueing costs. In this

chapter, we optimize this trade-off between energy and queueing costs. We model

the production system as an M/G/1 queue with a temperature controlled server that

can only process jobs if a minimum production temperature is satisfied. The time

and energy required to heat a server depend on its current temperature, hence the

setup times and setup costs for starting production are state dependent. We derive the

optimal policy structure for a fluid queue approximation, called a wait-heat-clear policy.

Building upon these insights, for the M/G/1 queue we derive exact and approximate

costs for various intuitive types of wait-heat-clear policies. Numerical results indicate

that the optimal wait-heat-clear policy yields average cost savings of over 40% compared

to always keeping the server at the minimum production temperature. Furthermore, an

encouraging result for practice is that simple heuristics, depending on the queue length

only, have near-optimal performance.

This chapter is based on Uit het Broek et al. (2019d): Uit het Broek, M. A. J., G. van der
Heide, N. D. van Foreest. Energy-saving policies for temperature-controlled production systems with
state-dependent setup times and costs. Revision.
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6.1 Introduction

The motivating case for this chapter is a circuit board manufacturer that uses a tin

bath in their production process. This tin bath has to operate at a high temperature

to yield a satisfactory production quality. Jobs arrive sporadically and the specialized

nature of the jobs prohibits production in advance, i.e., jobs are make-to-order, and as

a result, periods of idle time of the tin bath are unavoidable. Currently, the company

continually keeps the tin bath at the minimum production temperature in anticipation

of arriving jobs. However, in order to save on energy costs, an interesting option is

to switch the heater off when production is idle and switch it on as soon as a certain

number of jobs is available. In general, the decision to switch on the heater may

even depend on both the queue length and the current temperature of the tin bath.

An appropriate control of the heater may result in significant energy savings at the

expense of higher queuing costs. This same trade-off applies to various other types of

production processes involving high temperatures, such as galvanization, forging of

metal, and high-temperature electrolysis.

The commonality in all these production processes is a server that only works at a

minimum production temperature and that cools down when the heater is switched off.

Therefore, the time and energy required to heat up depend on the current temperature

of the bath, in other words, the setup time and setup costs are state dependent.

This property makes the control of a heat bath significantly different from regular

production processes, in which the setup times or costs depend only on the (sequence

of) jobs to be processed. Many different policies to control the heater can be potentially

useful, and for cost-effective production, it is important to understand the impact of

such state-dependent setup times and costs.

To our knowledge, this chapter is the first to consider control policies for production

systems with such state-dependent setup times and costs. We consider an M/G/1

queue with a temperature-controlled server that can only process jobs when the

temperature is above the minimum production temperature. In order to understand

the dynamics of the system, we first develop a deterministic fluid queue approximation

of the stochastic process. For this system, we prove that the optimal control policy

has a so-called wait-heat-clear structure: when the heater is off it is optimal to wait

until the queue of jobs reaches a threshold, then heat up at the maximum rate until

the minimum production temperature is reached, and then clear the queue while

maintaining this temperature. We then consider the M/G/1 queue and derive exact

and approximate costs for various classes of wait-heat-clear policies, and numerically

determine (near-)optimal policies for each class. In numerical experiments, we show

that policies whose decisions depend only on the queue length are typically very

effective, i.e., on average within 1% of the overall optimal policy. However, there

are some problem instances where an additional 10% can be saved by using control
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policies that also take into account the temperature. Furthermore, we show in which

cases it is reasonable to continually keep the heat bath at the production temperature.

The impact of the cost and time of setups in queueing systems has received

considerable attention. A classical example is the M/G/1 queue with a setup cost (see

e.g., Yadin and Naor, 1963; Balachandran, 1973; Feinberg and Kella, 2002). Other

common examples include M/G/1 queues with setup times and/or server vacations

(Welch, 1964; Heyman, 1977; Doshi, 1986; Bischof, 2001; Zhang et al., 2011). The

combination of setup costs and times has only been considered by a few authors

(Reddy et al., 1998; Lan and Olsen, 2006). In all of the above literature, setup costs

and times are exogenously given (e.g., constant or exponentially distributed) while we

consider setup times and costs that depend on the duration that the server is idle.

Others have studied policies for queueing systems that focus on minimizing energy

usage while providing an acceptable service level to customers. Gandhi et al. (2010a)

consider a server with high energy usage and constant setup times. Analytical results

are derived for the single server case and simulation is used to study the multi-server

system. Gandhi et al. (2010b) extend the system with exponentially distributed

setup times. Closed-form approximations are derived for the on/off policy that turns

off servers once they are idle. Phung-Duc (2017) considers the same system and

derives explicit expressions for the queue length distribution. Many extensions such

as generally distributed setup times, delayed off policies, and steady-state analysis

have been considered (see e.g., Gandhi et al., 2014; Doroudi et al., 2017; Maccio and

Down, 2018). The aforementioned studies do consider energy aware policies as we do,

however, most immediately switch on a server upon arrival of a job, whereas we allow

jobs to wait in a queue while the server is idle. Furthermore, these studies assume

exogenously given setup times.

In the context of scheduling, the influence of state-dependent setup times is a

well-studied topic (Allahverdi et al., 2008; Allahverdi, 2015). In typical scheduling

problems, a prespecified set of jobs with known processing times is to be allocated to

one or several machines with the objective to minimize some function of the schedule

such as the makespan (see, e.g, Pinedo, 2016). An important class of problems features

sequence-dependent setup times, i.e., the setup time of a job depends on the previous

job (see, e.g., Nesello et al., 2018; Shen et al., 2018). An important assumption

is that setup times are deterministic for a given job sequence. In contrast, setup

times/costs for a heat bath are random when the decision to start heating involves

the queue length. Thus far, Liu et al. (2017b) are the only to consider scheduling

with machines that can be turned off and that require heating before processing starts.

The authors approximate state-dependent setup times by using look-up tables with

a limited number of values. We instead consider a queueing system and we exactly

model the state-dependency of the setups.
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The outline of this chapter is as follows. Section 6.2 introduces the production

system with state-dependent setup times. In Section 6.3, we derive the optimal policy

structure for the fluid queue approximation and we compute the optimal control

parameters. In Section 6.4, we develop numerical procedures to determine exact and

approximate costs of several control policies for the M/G/1 queue. The efficacy of

these different policies are compared in numerical experiments in Section 6.5. Finally,

Section 6.6 concludes the chapter.

6.2 Model formulation

In this section, we introduce a stochastic model for serving jobs in a production system

with a heat bath acting as a single server. In the simplest terms, this system behaves

as follows. Jobs arrive at a queue according to a Poisson process with rate λ, have

generally distributed processing times, and are served on a FCFS basis. The heat bath

is only in a condition to serve jobs when its temperature is high enough.

We are interested in policies to control the temperature of the bath such that the

average queueing and energy costs per time unit are minimized. Below we model this

process as an M/G/1 queue with a server whose temperature is controlled by a heater.

We first introduce the state of the system and the control variable. Then we show how

the temperature and queue evolve under a given control process. Finally, we introduce

the cost structure and formulate an average cost minimization problem.

We represent the state of the system at time t by (x(t), q(t)), where x(t) is the

temperature of the heat bath and q(t) the number of jobs in the system. The control

variable u(t) ∈ [0, β] specifies the power provided by the heater at time t, where β is

the maximum heating power. We write the control process as u = {u(t)}.
The temperature process {x(t)} depends on the power provided under the control

process u and on dissipation of heat to the environment. Without loss of generality, we

scale the temperature such that the ambient temperature is 0. Using the fact of nature

that objects warmer than their environment cool down to the ambient temperature,

the heat bath dissipates energy according to Newton’s law of cooling at rate αx(t),

where α > 0 is the heat transfer coefficient. Hence, the temperature evolves according

to the differential equation

d

dt
x(t) = u(t)− αx(t), (6.1)

with x(t) ≥ 0 for all t.

The server can only process jobs when x(t) ≥ x̄, where x̄ is the minimum production

temperature. Thus, if at time t the temperature of the server is x(t) = x̄ and the heater

is switched off, i.e., u(t) = 0, then the temperature decreases below x̄, processing stops,



Energy-saving policies for temperature-controlled production 139

and a queue starts building up. Note that the setup time, i.e., the time required to

reach x̄, depends on x(t), and the longer the heater has been off, the longer it takes

to reach x̄. In order to ensure that x̄ can be reached, we require that the maximum

power of the heater exceeds the dissipation rate at the production temperature, that is,

β > αx̄. In particular, keeping the temperature steadily at x̄ requires power u(t) = αx̄,

and the temperature x(t) cannot increase any further when αx(t) = β.

In this chapter, we will often use the heating time `(x) needed to increase the

temperature from x to x̄ when applying the maximal control u(t) = β. From (6.1),

this can be found to be

`(x) =
1

α
log

(
β − αx
β − αx̄

)
. (6.2)

In order to construct a queueing process, we assume that jobs arrive according to

a Poisson process {N(t)} with rate λ. The job processing times {Si} form a set of

independent random variables identically distributed as a common random variable S

with mean E [S] = µ−1 and with squared coefficient of variation c2S . As in any queueing

system, it is required that the server load ρ ≡ λ/µ is less than 1.

Now we describe how the queueing process {q(t)} evolves under a given control

process u. Let N(t) and D(t) be the number of jobs that have arrived to and departed

from the system up to time t, then the queue length at time t is

q(t) = N(t)−D(t). (6.3)

Note that N(t) is a Poisson process, so it remains to construct D(t). For this, we need

to account for the fact that the server is operational only when the temperature is

high enough and work is available. In terms of indicator functions1, we can write this

condition at time t as

Ix(t)≥x̄ IN(t)>D(t) = 1,

hence, the total busy time of the server up to time t is given by

S(t) =

∫ t

0

Ix(s)≥x̄ IN(s)>D(s) ds.

Now, starting with N(0) = 0 and D(0) = 0, we can iteratively construct D(t) from

D(t) = max

{
k :

k∑
i=1

Si ≤ S(t)

}
. (6.4)

1The indicator function IA = 1 if condition A is true and IA = 0 otherwise
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Here,
∑k
i Si is the total processing time required to complete the first k jobs. Hence,

D(t) corresponds exactly to the number of jobs that can be completed with the total

offered service up to time t. Observe that we assume that service is not lost when a

job is interrupted whenever the temperature decreases below x̄. We remark in passing

that this assumption is not restrictive; in fact, it is easy to show that job interruptions

will never happen under an optimal control.

The cost structure is such that each job in the system incurs a queueing cost p > 0

per time unit, and there is a cost c > 0 per unit energy so that heating at power u(t)

costs cu(t) per time unit. The total expected cost for queueing and heating during

[0, t] is, therefore, given by

J(u, t) = E
[
p

∫ t

0

q(s) ds+ c

∫ t

0

u(s) ds

]
. (6.5)

We define the long-run average cost of control u as

J(u) = lim sup
t→∞

J(u, t)

t
.

Let C be a class of admissible stationary control policies; we discuss various policy

classes in more detail in Section 6.4. We have two goals. The first is to compute the

minimal long-run average cost

J∗ = inf
u∈C

J(u). (6.6)

The second is to determine the optimal stationary policy u∗ ∈ C that attains J∗.

6.3 Deterministic fluid queue approximation

In this section, we consider an easy-to-analyze fluid queue approximation of our heat

bath model, and we show that the optimal control policy for this system satisfies a

wait-heat-clear policy structure. The idea behind the fluid queue approximation is to

let the arrival rate λ go to infinity and E [S] to zero such that λE [S] remains constant.

For notational ease, we write λ and µ for the rate at which work arrives and is served

in the fluid setting, respectively. It turns out that, even though the approximation is

deterministic, it provides significant insight into sound control rules for the stochastic

setting.

In Section 6.3.1, we sketch the system dynamics of the fluid queue under wait-

heat-clear policies. Then, in Section 6.3.2, we prove the optimality of wait-heat-clear

policies. Finally, we derive expressions for the average cost under such policies in

Section 6.3.3.
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Figure 6.1: Schematic overview of the temperature, control variable, queue length as function
of time, and a phase plot, when the system is controlled by a wait-heat-clear policy.

6.3.1 System dynamics under wait-heat-clear policies

Assume, without loss of generality, that a cycle starts at t = 0 with temperature

x(0) = x̄, queue length q(0) = 0, and the heater has just been switched off. The

temperature then decreases and the queue length increases until the heater is switched

on at time t1, see Figure 6.1. We let the heater work at its maximum power β until

the temperature reaches the processing temperature x̄ at time t2. Now the server is

operational and starts serving jobs. The heater keeps the temperature at x̄ up to

time t3, at which the queue is cleared. Since the system state at t3 is back at (x̄, 0),

the heater switches off and a new cycle starts.

Thus, a wait-heat-clear policy satisfies

u(t) =


0 for 0 ≤ t < t1,

β for t1 ≤ t < t2,

αx̄ for t2 ≤ t ≤ t3,
(6.7a)
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with 0 < t1 < t2 < t3. Under this policy, the queue increases with rate λ before t2
and decreases with rate µ− λ after t2, hence

q(t) =

{
λt for 0 ≤ t < t2,

λt− µ(t− t2) t2 ≤ t ≤ t3.
(6.7b)

Finally, we introduce the αx̄-policy that continually maintains the system at the

processing temperature by applying control u(t) = αx̄ for all t. Observe that the

αx̄-policy is also contained in the class of wait-heat-clear policies, obtained by setting

t3 =∞ and letting t2 → 0 and, consequently, t1 → 0.

6.3.2 The optimal policy structure

With optimal control theory (see e.g., Sethi and Thompson, 2000), we can prove that

a wait-heat-clear policy is optimal for the fluid queue approximation. We will derive

some preliminary lemmas before stating this result.

In order to avoid infinite queueing costs, it is evident that any optimal policy

should achieve the production temperature x̄ at some point. Lemma 6.1 shows that

to reach temperature x̄ at a given time t2 > 0, it is optimal to keep the heater off as

long as possible, and once on, heat up with the maximum power β.

Lemma 6.1. Suppose, without loss of generality, that the process starts at time t = 0

in state x(0) ≤ x̄, and t2 is so large that x̄ can be reached, i.e., t2 ≥ `(x(0)) with `

given by (6.2). Then the optimal control to reach temperature x(t2) = x̄ at t2 is given

by

u∗(t) =

{
0 for 0 ≤ t < t1,

β for t1 ≤ t ≤ t2,

and the time t1 to switch on can be obtained from solving t1 = t2 − `(x(t1)).

Proof. See appendix.

Once the server has reached the production temperature x̄ and we want to process

jobs, then it is optimal to keep the temperature constant at x̄. In other words, it is

never optimal to heat up to a temperature above x̄.

Lemma 6.2. During the clearing phase t ∈ [t2, t3], the optimal heating policy is

u∗(t) = αx̄.

Proof. See appendix.
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It remains to prove that once the temperature is x̄, it is optimal to completely

clear the queue, rather than switching off the heater while there is still work in the

system.

Lemma 6.3. While the server is working, it is optimal to keep the temperature at x̄

until the queue is empty.

Proof. Suppose that during each cycle, policy (t2, q̄) starts processing at time t2 and

stops as soon as q(t) ≤ q̄ for some q̄ > 0 and t ≥ t2. Now consider the policy (t2, 0).

In steady state, policy (t2, 0) has the same cycle length and the same heating cost

as (t2, q̄), however, the average queueing cost per time unit under policy (t2, 0) is pq̄

lower. As we constructed a strictly better policy, a policy (t2, q̄) with q̄ > 0 cannot be

optimal, hence q̄ ≤ 0.

The optimality of wait-heat-clear policies follows by combining the above lemmas.

Theorem 6.1. The average-cost optimal policy for the fluid queue is a wait-heat-clear

policy, i.e., of the form (6.7).

6.3.3 Costs under wait-heat-clear policies

We next derive expressions for the average cost under a wait-heat-clear policy. To

determine the cycle cost and time, we move backwards in time, step-by-step, from the

clearing phase [t2, t3], to the heating phase [t1, t2], up to the waiting phase [0, t1]. We

label these phases such that phase 1 is the waiting phase, phase 2 the heating phase,

and phase 3 the clearing phase. For each phase i, we determine the time Ti(.) and

cost Vi(.) from the start of phase i until the end of the cycle.

We start with the clearing phase [t2, t3]. If (x(t2), q(t2)) = (x̄, q), the time to clear

the queue must be T3(q) = q/(µ− λ), as the net drain rate is µ− λ. Next, there is

a heating cost cαx̄ per unit time to keep the system at temperature x̄. The total

queueing cost must be equal to p times the area of the triangle with height q and

base T3(q) (since at time T3(q) the queue is empty). Thus, the time and cost to reach

(x̄, 0) starting from (x̄, q) are given by

T3(q) =
q

µ− λ
,

V3(q) =
(
cαx̄+ p

q

2

)
T3(q) =

cαx̄q

µ− λ
+

pq2

2(µ− λ)
.

Next we consider the heating phase [t1, t2], which starts in state (x(t1), q(t1)) =

(x, q). The heating time `(x) to heat the bath from temperature x to x̄ follows

from (6.2). As the queue increases by λ`(x) during the heating time `(x), the time
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T2(x, q) and cost V2(x, q) to heat and clear when the system starts in state (x, q) thus

equals

T2(x, q) = `(x) + T3(q + λ`(x)) =
q + µ`(x)

µ− λ
,

V2(x, q) = p

(
q +

λl(x)

2

)
`(x) + cβ`(x) + V3(q + λ`(x))

=
p

2

q2

µ− λ
+
cαx̄q

µ− λ
+
pq`(x)

µ− λ

+ c

(
αx̄

µ− λ
+ β

)
`(x) +

p

2

λµ

µ− λ
(`(x))2.

The final phase is the waiting phase [0, t1]. Starting from (x(0), q(0)) = (x̄, 0), we

wait until the queue length equals q, so that the waiting time is t1 = q/λ. From the

ODE ẋ(t) = −αx(t) with initial condition x(0) = x̄, it follows that the temperature

at t1 is x(t1) = x̄e−αt1 . So, when the heater switches on when the queue length is q,

the cycle time T1(q) and cycle cost V1(q) are

T1(q) = t1 + T2 (x(t1), q) ,

V1(q) = p
q

2
t1 + V2 (x(t1), q) .

All in all, the average cost under a policy that starts heating when the queue

length is equal to q > 0 is therefore J(q) = V1(q)/T1(q). The critical points of J(q)

can be found by equating the derivative J ′(q) to 0 and solving for the optimal q∗. A

simple closed-form solution does not exist; in Section 6.5 we deal with this problem

numerically. Finally, consider the αx̄-policy. Because there is no queue when the bath

always satisfies the production temperature, the average cost under the αx̄-policy is

J(αx̄) = cαx̄.

6.4 Wait-heat-clear policies for the M/G/1 queue

The structural results from the fluid queue approximation are the main motivation

to also analyze wait-heat-clear policies for the M/G/1 queue with a temperature-

controlled server. We will restrict the analysis to three intuitive types of wait-heat-clear

policies, illustrated in Figure 6.2. All policies wait, with the heater off, until a specified

threshold level is reached, and then trigger the heating and clearing phase. The

Q-policy switches on the heater when the queue length reaches Q, irrespective of

the temperature. The X-policy switches on when the heat bath cools down to X,

irrespective of the queue length. The Q- and X-policy are typically not capable of

reacting to sudden events. For example, when more customers arrive than expected
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Figure 6.2: Three different policies for deciding when to start heating and clearing.

while the heat bath is still rather warm, it may be worthwhile to turn on the heater

and quickly clear the queue. Therefore, we also consider the B-policy, which depends

on both the queue length and the temperature, and switches on when a temperature-

dependent threshold for the queue length is reached.

We do not formally prove that wait-heat-clear policies are optimal. However, for

states on the boundary x = x̄, we can show that it is optimal to keep the temperature

at x̄ until all jobs are cleared, using the same line of proof as in Lemmas 6.2 and 6.3.

For all other states, we use some simplifying assumptions to formulate a Markov

decision process to determine optimal actions. Without any exception, we find that

the optimal policy of the MDP has a wait-heat-clear structure for every considered

instance in our numerical analysis. Thus, there is numerical support for the optimality

of wait-heat-clear policies.

The remainder of this section is organized as follows. In Section 6.4.1, we derive the

exact expected cost for the heating and clearing phase, which apply to all our policies.

Then, we derive the exact average costs for the Q- and X-policy in Section 6.4.2. Since

the B-policy is numerically difficult to evaluate exactly, we propose an approximation

for its expected average cost in Section 6.4.3. Moreover, we provide a heuristic

for determining near-optimal B-policies in Section 6.4.4. Finally, we formulate the

aforementioned Markov decision process in Section 6.4.5.

6.4.1 Expected cost and time for heating and clearing

Recall that under a wait-heat-clear policy, once the system enters a state in which the

heater is switched on, the heater stays on until the system is completely cleared. Thus,

for any such policy, we need to know the expected cost of heating and clearing when

the heater switches on in some state (x, q). Similar to the analysis in Section 6.3.3, we

therefore first compute V3(q) and T3(q), i.e., the expected cost and time to clear the

system once state (x̄, q) is reached and the processing of jobs can start. Then we find

expressions for V2(x, q) and T2(x, q), i.e., the expected cost and time for heating and

clearing until the end of a cycle when the heater is switched on in state (x, q).
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The clearing phase starts at (x̄, q) and process all jobs until (x̄, 0). Interestingly,

the analysis of an M/G/1 queue under an N -policy without setup times involves the

same phase: once the queue hits level N , the server switches on and, as there is no

setup-time, processing can start right away. This model is analyzed in Tijms (1994,

Example 1.3.4), which, after incorporating heating costs, leads to the following result.

Lemma 6.4. If the queue length is q when the production temperature x̄ is reached,

the expected time and cost to clear the system are

T3(q) =
q

µ− λ
,

V3(q) =
p

2(µ− λ)
q2 +

(
p
λc2S + µ

2(µ− λ)2
+

cαx̄

µ− λ

)
q.

Proof. Tijms (1994, Eq. 1.3.3–1.3.4) directly implies that T3(q) = q/(µ− λ) and

V3(q) =

(
p
q + 1

2
+ p

λ

2

1 + c2S
µ− λ

+ cαx̄

)
T3(q)

.

We next consider the expected cost and time for heating the bath and clearing

the queue when the heater is switched on in state (x, q). Recall that the heating

time `(x) is deterministic, the number of arrivals during time `(x) is the Poisson

random variable N(`(x)) with mean λ`(x). Thus, the queue length at the start of the

clearing phase becomes q +N(`(x)). This idea underlies the proof of the next lemma.

Lemma 6.5. Starting at (x, q) with x ≤ x̄, the expected time and cost for heating and

clearing until the end of the cycle is

T2(x, q) = `(x) + T3(q + λ`(x)) =
q

µ− λ
+

µ

µ− λ
`(x),

V2(x, q) =

(
pq + p

E [N(`(x))]

2
+ cβ

)
`(x) + E [V3(q +N(`(x)))]

= V3(q) +
pλµ

µ− λ
`(x)2 +

pµ

µ− λ
`(x)q

+

(
pλ+ cαx̄λ

µ− λ
+ p

λ2(1 + c2S)

2(µ− λ)2
+ cβ

)
`(x).

Here, `(x) is given by (6.2), and V3 and T3 are given by Lemma 6.4. All involved

constants are positive, hence V2(x, q) is a quadratic, strictly increasing function of q

and `(x), and T2(x, q) is linear.

Proof. See appendix.
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Finally, we are interested in the expected cost and duration of a cycle under the

condition that the system switches on at a given state (x, q). With these expressions

we can easily evaluate the expected average cost for the Q-, X- and B-policies.

Lemma 6.6. For cycles whose sample paths enter state (x, q) and then switch on the

heater, the expected cycle time is

T1(x, q) = t1(x) + T2(x, q),

where t1(x) = 1
α log (x/x̄) is the deterministic time to cool down from x̄ to x. For

cycles whose sample paths enter (x, q) due to an arrival, the expected cost is

V1(x, q) = (q − 1)t1(x)/2 + V2(x, q).

Otherwise, for cycles whose sample paths enter (x, q) due to a temperature decrease,

the expected cost is

V1(x, q) = qt1(x)/2 + V2(x, q).

Proof. It is evident that the expected cycle time is the waiting time t1 plus the time

T2 to entirely clear all jobs from the system once the heater is switched on. For the

cost, suppose the sample path enters state (x, q) due to an arrival. Just prior to

entering (x, q) the state was (x, q− 1), hence the average queue length until the heater

is switched on equals (q − 1)t1(x)/2. Otherwise, the state just prior to entering (x, q)

must have been (x+ ε, q) for ε ↓ 0. In that case, the average queue length must be

qt1(x)/2.

It is important to observe that the Q- and B-policy switch on only due to arrivals,

and the X-policy only due to decreases in temperature. The expected cost and time

of a given policy follow by determining the combined probability of all sample paths

entering state (x, q) and then taking the corresponding expectations over all (x, q)

where the policy switches on the heater.

6.4.2 Exact costs of Q- and X-policies

We continue by deriving the exact costs of the Q- and X-policy. Recall that in the

Q-policy, the heating phase starts as soon as the queue length hits Q, and, since jobs

arrive as single units, the queueing process can not ‘jump’ over Q. As the cycle starts

with an empty queue, we have to wait for Q arrivals. Since the interarrival times of

the jobs are exponentially distributed, the time t1 is Erlang(λ,Q) distributed. Since,

evidently, q(t1) = Q, we obtain the following.
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Lemma 6.7. Provided Q > 0, the expected average cost of a Q-policy is given by

J(Q) = V1(Q)/T1(Q), where

T1(Q) =
Q

λ
+ E [T2(x(t1), Q)]

V1(Q) = p
Q(Q− 1)

2λ
+ E [V2(x(t1), Q)] .

Here, x(t1) = x̄e−αt1 and t1 is an Erlang(λ,Q) distributed random variable with mean

E [t1] = Q/λ, and T2 and V2 are given in Lemma 6.5.

Note that, by following the reasoning of Lemma 6.6, the queueing costs in V1(Q)

are incurred only for the first Q− 1 arrivals, as the Q-th arrival occurs exactly at t1.

The X-policy starts the heating phase when the temperature equals X. The time

t1 to cool down from x̄ to x is deterministic, hence the number of arrivals N(t1) during

t1 is Poisson(λt1) distributed. Consequently, we obtain the following.

Lemma 6.8. Provided X < x̄, the expected average cost of an X-policy is J(X) =

V1(X)/T1(X), where

T1(X) = t1 + E [T2(X,N(t1))] =
µ

µ− λ
(t1 + `(X)),

V1(X) = p
λt21
2

+ E [V2(X,N(t1))] .

Here, t1 = 1
α log (x̄/X) is the solution for X = x̄e−αt.

Simple closed-form expressions for the average costs do not exist. We therefore

evaluate the expressions in Lemmas 6.7 and 6.8 numerically.

In case Q = 0 or X = x̄, we need to use the average cost J(αx̄) of the αx̄-policy. In

this case the server is always operational, hence the queue length process is the same

as for the M/G/1 queue. Using Little’s law and the Pollaczek-Khintchine equation for

the average sojourn time of a job in the system, c.f., Tijms (1994), the average cost is

J(αx̄) = pρ+ p
1 + c2S

2

ρ2

1− ρ
+ cαx̄. (6.8)

Here, the first term corresponds to the cost of having a job in service, the second term

to the average time in queue, and the last term to the heating costs.

Remark 6.1. Typically, the coefficient of variation of an Erlang random variable is

quite small, so it makes sense to replace the random variable t1 by its mean. For the

Q-policy we then obtain from Lemma 6.7,

T1 ≈ Q/λ+ T2(x(Q/λ), Q),
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V1 ≈ pQ(Q− 1)/2λ+ V2(x(Q/λ), Q),

which are closed-form because the expressions in Lemmas 6.4 and 6.5 are closed-form.

6.4.3 Approximate costs of B-policies

As it is numerically challenging to determine exact costs of B-policies, we propose an

approximation of the cycle time and cycle costs that can be evaluated efficiently. Let

us first explain the numerical challenge with exact costs. Ideally, we would like to

determine the combined probability of all sample paths entering state (x, q) and then

use Lemma 6.6 to calculate the expected time and cost. In order to enter (x, q), a

sample path should not visit any other state where the heater is switched on. For the

Q- and X-policy this is automatically the case: the heater switches on only when Q

or X is reached. However, for the B-policy sample paths may exist where the heater

is switched on because the queue exceeds the temperature-dependent threshold for

some temperature higher than x. Hence, we need to condition on the sample paths

being below this threshold for all temperatures higher than x. This conditioning gives

rise to integral expressions that are difficult to evaluate.

For the above reason, we discretize the temperature scale and assume exponential

interarrival times for temperature changes. The temperature is discretized with a step

size δ, so that x ∈ {0, δ, 2δ, . . . , x̄− δ, x̄}. With step size δ, the temperature decreases

from x to x− δ at rate αx/δ. This exponential approximation is reasonable when δ

is small. We can now apply finite Markov chain theory (see, e.g., Kemeny and Snell,

1976) in order to evaluate the expected cycle time and cycle costs of B-policies.

We define a B-policy in terms of a stopping set and a continuation set. Let B be a

decreasing step-function of the temperature, such as in Figure 6.2c. Then define the

stopping set D as

D = {(x, q) : q ≥ B(x)},

and the continuation set C as the complement of D, i.e.,

C = {(x, q) : q < B(x)}.

For instance, in Figure 6.2a, C is the set of points below the line Q, while in Fig-

ure 6.2c, C is the set of points below the decreasing step-function. As long as the

system is in C, the heater stays off, but when the stopping set D is hit, the heater

switches on. Note that this analysis makes sense only when B(x̄) ≥ 1, because when

B(x̄) = 0, the continuation set is not reachable from state (x̄, 0). In that case, we

should use the results from the αx̄-policy. For the numerical evaluation, we remark in

passing that there must be some qmax, perhaps large, at which it is optimal to switch

on for any x = 0, . . . , x̄− δ.
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Suppose that we know the expected time N(x, q) spent in state (x, q) ∈ C when

the process starts in (x̄, 0) and the heater just switched off. Suppose, furthermore,

that we have the probability P (x, q) of being absorbed in (x, q) ∈ D. The expected

cycle time under a B-policy is then

T1(B) =
∑

(x,q)∈C

N(x, q) +
∑

(x,q)∈D

P (x, q)T2(x, q),

which is simply the time until reaching D plus the time spent on heating/clearing

after switching on. Similarly, the expected cycle cost is

V1(B) =
∑

(x,q)∈C

pqN(x, q) +
∑

(x,q)∈D

P (q, x)V2(x, q).

As before, we define the average cost as J(B) = V1(B)/T1(B). For the computation

of N , observe first that the time spent in state (x̄, 0) is

N(x̄, 0) =
1

λ+ αx̄/δ
.

The other values for N(x, q), (x, q) ∈ C\{(x̄, 0)}, can be obtained recursively by using

the ‘rate in = rate out’ principle. Applying this at state (x, q) gives straightaway(
λ+

αx

δ

)
N(x, q) = λN(x, q − 1) +

α(x+ δ)

δ
N(x+ δ, q).

For this to be properly defined everywhere, we take N(x,−1) = 0 for all x, N(x̄+δ, q) =

0 for all q, and N(x, q) = 0 for all (x, q) ∈ D.

It remains to determine the probability of being absorbed in state (x, q) ∈ D.

However, this is straightforward when we know N(x, q). Since jobs come in one-by-one,

we only have to deal with points on the boundary of D and C, that is, points such

that (x, q) ∈ D and (x, q − 1) ∈ C. For such points, then,

P (x, q) = λN(x, q − 1),

since D can only be entered by a job arrival.

Remark 6.2. The above expression for P (x, q) cannot be used to evaluate the costs

of the X-policy, as for such a policy, the stopping set is entered by a decrease in

temperature, not by a job arrival. However, it is straightforward to analyze X-policies

using a similar approach.
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Algorithm 4 Local improvement heuristic

Set B′0(0) = x̄+ δ and B′0(q) = 0 for q = 1, . . . , qmax.
i = 0
repeat

i = i+ 1
B′i = B′i−1
for q = 1, . . . , qmax − 1 do

x∗ = arg min
B′i(q+1)≤x≤B′i(q−1)

J(fq(B
′
i, x)).

B′i(q) = x∗

end for
until B′i = B′i−1 or i ≥ imax

6.4.4 Improvement heuristic for B-policies

We propose a simple local improvement heuristic to obtain effective B-policies. The

heuristic is easiest expressed in terms of the queue, so we first carry out a policy

transformation. We define B′(q) be the threshold temperature when the queue is q,

so that the heater switches on when x ≥ B′(q). In order to start in the continuation

set and to reach the stopping set with probability 1, we require that B′(0) > x̄

and B′(qmax) = 0 for some large qmax. Since B′(q) decreases in q, we can uniquely

transform a policy B′ into an equivalent policy B using B(x) = arg minq{B′(q) ≤ x}.
Therefore, the costs J(B′) of policy B′ follow by first transforming it and then using

the costs from Section 6.4.3.

The pseudocode in Algorithm 4 conveys the main idea of the heuristic. As starting

policy B′0, we use the Q = 1 policy. The heuristic iteratively improves B′ until either

a local optimum is reached or the maximum number of iterations imax is exceeded.

The function fq(B
′, x) gives the policy where the q-th threshold of B′ is changed to x.

During each iteration i, we sequentially update B′i(q) for each q to the temperature x∗

that minimizes costs, given the current values for all other thresholds. The reason to

search between B′i(q + 1) and B′i(q − 1) is to ensure B′i stays decreasing. We need

to carry out several iterations, because when B′i(q) is changed for some q > q′, the

current value for B′i(q
′) need no longer be cost-minimizing.

Remark 6.3. Note that q is an integer. When δ is sufficiently small, there are typically

multiple values of x for which B(x) = q and mostly one value of q for which B′(q) = x.

Thus, by formulating the heuristic in terms of q, we set the correct thresholds for

multiple values of x simultaneously.

Remark 6.4. In our experiments, we determine x∗ for each q by enumerating the costs

of all policies in the specified range. This requires a considerable number of policy

cost evaluations, especially if δ is small. A faster alternative is using bisection search

in the specified range to obtain x∗ heuristically.
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6.4.5 Markov decision process formulation

To study the optimal policy structure, we formulate a Markov decision process (MDP)

under some simplifying assumptions. We apply a similar approximation as for B-

policies in Section 6.4.3, i.e., we discretize time into intervals of δ and let the time

between temperature changes be exponentially distributed. Furthermore, we let the

processing times of jobs also be exponentially distributed.

We allow the heating intensity u to be changed in any system state, but based on the

insights obtained from the fluid queue, we limit the possible actions to u ∈ {0, αx, β}.
Hence, the heater is either off (u = 0), maintains the current temperature (u = ax), or

heats at maximum intensity (u = β). Clearly, this MDP contains all wait-heat-clear

policies. Hence, the minimal average cost for this MDP is at least as low as that of

the best B-policy, provided the processing times are exponential in both cases. We

remark that this neglects minor numerical differences because the heating time in the

MDP is discretized, while it is exact in the B-policy.

We apply uniformization to convert the continuous-time MDP to an equivalent

discrete-time MDP. Hence, we convert transition rates to probabilities by dividing by

the fastest transition rate and we include self-transitions so that the total transition

probability of each state-action pair is 1. Since the fastest transition rate out of any

state-action pair is

K = λ+ max(µ+ αx̄/δ, β/δ),

the transition probabilities for each state-action pair are given by

Pu(x, q; x, q + 1) =
λ

K
Iq<qmax , for u ∈ {0, αx, β},

Pu(x, q; x, q − 1) =
µ

K
Ix=x̄ Iq>0, for u ∈ {αx, β},

Pu(x, q; x− δ, q) =
αx

Kδ
, for u = 0,

Pu(x, q; x+ δ, q) =
β − αx
Kδ

Ix<x̄, for u = β.

Here, jobs arrive with the same probability for all actions, up to a maximum of qmax

jobs in total. Jobs depart the system only when x = x̄, q > 0, and u 6= 0. The

temperature can decrease when u = 0 and increase when u = β, to at most x̄. Since

temperature is discretized by δ, we need to divide the rates by δ to let the temperature

change at the correct rate. For each state-action pair, the self-transition probability

Pu(x, q;x, q) contains the remaining probability.

The costs for action u in state (x, q) are Cu(x, q) = pq+cu. We use policy iteration

to find average cost optimal policy, see Tijms (1994).



Energy-saving policies for temperature-controlled production 153

Table 6.1: Overview of the considered policies

Policy Description Reference

αx̄ Always maintain the production temperature Eq. (6.8)
B Wait-heat-clear policy with a threshold involving both queue

length and temperature
Section 6.4.4

Bmdp Optimal policy from the MDP Section 6.4.5
Q Wait-heat-clear policy with a queue length threshold Lemma 6.7
Qf Approximate Q by using the optimal parameter of the fluid

queue approximation
Section 6.3.3

Qm Approximate Q by replacing the expectation by its mean Remark 6.1
X Wait-heat-clear policy with a temperature threshold Lemma 6.8

6.5 Numerical Results

In this section, we provide numerical insights into the performance of the various

policies developed in this chapter. The policies are summarized in Table 6.1 for quick

reference; details on the numerical implementation are given in Appendix 6.B.

We focus mainly on the Q-policy since it is simple to execute in practice and

it turns out to be effective in many instances. In Section 6.5.1, we shortly discuss

the costs savings that can be obtained in a real-life case by using a Q-policy. In

Section 6.5.2, we study optimal policies in two problem instances to illustrate the

impact of state-dependent setup times and to explain when the Q-policy performs

well and when not. Finally, in Section 6.5.3, we carry out a full-factorial experiment

in order to obtain statistical insights into the effect of parameters on the performance

of all policies.

6.5.1 Real-life case

As starting point for our numerical analysis, we take the real-life case of a circuit board

manufacturer at which some of our students did an internship. The company currently

uses a policy resembling the αx̄-policy: the heater is switched on in the morning,

irrespective of the presence of jobs, and switched off at the end of the working day.

The manufacturer estimates its yearly energy expenses for the heat bath at around

e50 000. Based on estimates for the parameter values, which we derive in 6.C, we find

that a Q-policy with Q = 20 has the potential to save around e15 000 yearly compared

to the αx̄-policy—roughly one third of a yearly employee salary. However, using a

threshold of Q = 20 may be too long, as the daily order demand is λ = 5. Setting

Q = 5 so that the bath switches on once a day, on average, already results in a cost

saving of about e10 000. Thus, simple wait-heat-clear policies can lead to considerable

cost savings.
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6.5.2 Optimal policy structure

To provide insights into the optimal policy structure, we examine two particular

problem instances that are solved with the Markov decision process formulation

discussed in Section 6.4.5. Both instances have a low server load (ρ = 0.1) and share

the same parameters except for the heat transfer coefficient and the energy costs. We

select these two particular instances from our full-factorial experiment because for

these instances the Q-policy achieves its best and worst performance.

Figure 6.3 shows results for the instance where Q-policy achieves its best perfor-

mance. Here, the heat transfer coefficient and energy costs are high, so that the heat

bath cools down fast and heating up is expensive. The left graph shows the structure

of the optimal policy, which consists of three regions: in the black area the heater is

switched off, in the white area the heater is switched on at maximum power, and in

the gray area (on the right border) the production temperature is maintained if the

queue is non-empty. Thus, the optimal policy is a B-policy. The border of the black

and white area defines the threshold of the B-policy, and it is clear that this threshold

decreases in the temperature. Most notably, the longer the system cools down, the

longer the queue should be before the heater is switched on. This is a consequence of

the fact that the setup costs (energy costs) to heat up the server are higher for lower

temperatures. We are only willing to incur these setup costs if the number of jobs to

be processed is large enough, similar to what we observe for the order quantity in an

economic order quantity model when the fixed order costs increase, see e.g., Tijms

(1994, Section 1.5.1).

The right graph in Figure 6.3 shows a heat map of the stationary distribution of

the temperature-queue process {(x(t), q(t))} under the optimal policy. Dark states

are visited most often, while white states are essentially never visited. Each cycle of

the process starts in the lower-right corner state. When comparing the stationary

distribution with the threshold in the right graph, we see that when the heater is off,

the process is mostly in states far below the threshold. Because the process remains

below the threshold, in almost all cases it drifts to the left boundary x = 0. At this

boundary, we observe that the heating phase starts once the queue length becomes 44.

The dark horizontal line indicates that the heating phase finishes quite fast; typically

between 0 and 2 jobs arrive during heating. After heating, the process remains at the

right boundary x = 100 until the queue is cleared. Since heating almost always starts

in state x = 0 and q = 44, the optimal policy is practically identical to a Q-policy

with Q = 44, explaining why the Q-policy is near-optimal in this instance.

On the other hand, the instance in Figure 6.4 has a low heat transfer coefficient

and energy cost. Since the heat bath cools down slowly and setups are relatively

inexpensive, we can see that threshold levels in Figure 6.4 are much lower than in

Figure 6.3. Comparing the left and right graph in Figure 6.4, we see that now relatively
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Figure 6.3: Optimal policy (left) and heat map of its stationary distribution (right). Parame-
ters: λ = 1, µ = 10, c2S = 1, x̄ = 100, α = 0.7, β = 1000, p = 1, c = 10.
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Figure 6.4: Optimal policy (left) and heat map of its stationary distribution (right). Parame-
ters: λ = 1, µ = 10, c2S = 1, x̄ = 100, α = 0.3, β = 1000, p = 1, c = 0.5.
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much time is spent in states around the threshold for any temperature. This implies

that the temperature-dependency of the setup time plays a very important role in

this instance. The B-policy is able to exploit the fact that the heating time is short

when the temperature is still high. In contrast with this, since the Q-policy neglects

the temperature in its decision, it cannot adequately react to events where more jobs

than expected arrive after the heater has been switched off. However, even in these

unfavorable conditions, the costs of the optimal Q-policy are only 8.27% higher than

the optimal B-policy.

6.5.3 Full-factorial experiment

In order to obtain further insights, we want to answer the following questions by

carrying out a full-factorial experiment. First, how do the policies in Table 6.1 perform

compared to the optimal policy? Second, in which types of instances is the always-on

policy optimal? Third, which parameters have the largest effect on the performance

of the Q-policies? And, finally, how can we easily determine an effective queue length

threshold for the Q-policy? The answers to these questions help to provide simple

guidelines for determining when and when not to use a certain policy, which is also of

importance for our real-life case, as there is considerable variation in the values of the

parameters, for instance in average monthly demand, electricity prices, and so on.

In the full-factorial experiment, we vary various parameters from very small to

very large, with values as shown in Table 6.2. In all instances, we scale the queueing

cost to p = 1. Furthermore, we set the squared coefficient of variation at c2S = 1, so

that the policies can be compared with the optimal policy from the MDP. All in all,

this results in 56 instances in total. We remark that µ follows from µ = λ/rho and β

from β = rx̄.

As a first major point, we observe from the experiment that for every individual

instance the costs are ordered as

J∗(B) ≤ J∗(Bmdp) ≤ J∗(Q) ≤ J∗(X) ≤ J(αx̄),

where J∗ is the cost of the optimal policy in the specified policy class. This shows that

the best Q-policy performs at least as good as the best X-policy. The inequalities also

show the evident fact that a policy with a threshold based on queue and temperature,

i.e., a B-policy, is better than policies that depend on a single threshold.

A second major point is that, in every instance, the optimal Bmdp-policy from the

MDP satisfies the wait-heat-clear policy structure. This provides numerical support

for the optimality of wait-heat-clear policies. Furthermore, we find that the costs of

the B-policy are essentially equal to those of the Bmdp-policy in every instance, hence

our improvement heuristic seems to return optimal solutions.
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Table 6.2: Parameter values in the full-factorial experiment.

Parameter Symbol Very low Low Medium High Very high

Energy cost c 0.1 0.5 1 2 10
Arrival rate λ 0.1 0.5 1 2 10
Server load ρ 0.1 0.3 0.5 0.7 0.9
Heat transfer coefficient α 0.1 0.3 0.5 0.7 0.9
Production temperature x̄ 50 100 200 500 1000
Heating power ratio r = β/x̄ 1 2 3 5 10

Table 6.3: Summary statistics of the relative cost increase compared to the B-policy.

Average Min. 1st Quartile Median 3rd Quartile Max.

αx̄ 86.43 0.00 5.32 29.88 92.63 854.37
X 11.19 0.00 1.06 3.60 10.86 230.89
Q 0.55 0.00 0.00 0.07 0.49 8.27
Qf 0.59 0.00 0.00 0.07 0.52 11.29
Qm 0.60 0.00 0.00 0.07 0.53 11.29
Bmdp 0.00 0.00 0.00 0.00 0.00 0.06

To get a better idea of the effectiveness of the different policies, Table 6.3 shows

summary statistics for the percentage increase in costs of the policies compared to the

B-policy. Here, we see that Q-policies perform in general much better than X-policies,

and αx̄-policies should be used cautiously as they can be (very) costly. In most

instances, the Q-policy is within 1% of the B-policy, showing that a rather simple

policy based only on the queue length is remarkably effective.

The results for the αx̄-policy indicate that the cost of never turning off the heater

can vary from excellent to extremely poor. In order to understand this in more detail,

Figure 6.5 depicts, for each parameter value in the experiment, the average percentage

increase in costs of the αx̄-policy compared to B-policy. In order to show all effects

in the same graph, we rescaled all parameters from Table 6.2 between 0 (very low)

and 1 (very high). As could be expected, the αx̄-policy performs comparatively best

when the system is busy (large values of ρ and λ) and when heating is inexpensive

(low values of α, x̄, and c). The parameter ρ has the strongest impact: the αx̄-policy

is expensive when ρ is low (about 300% higher than optimal), but it is reasonable

when ρ is high. On the other hand, the heating power ratio r seems to have almost no

impact.

Next, we want to understand which parameters influence the effectiveness of the

Q-policy. Figure 6.6 shows the percentage increase in cost for the most interesting

parameters, with lines shown for several values of ρ. We observe in all graphs that the
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Q-policy becomes better as ρ increases, because both the Q- and B-policies become αx̄-

policies when the server load is high. Interestingly, the effect of the energy cost c

can be decreasing, increasing, or both, depending on the server load. In the graphs

for λ, we see that the Q-policy is relatively worst for intermediate values of λ, because

when λ is very low, the heat bath is typically already cooled down when the first

customers arrive, and when λ is very high, it is typically optimal to remain at the

processing temperature. Combining all graphs, we see the Q-policy has the largest

difference with the B-policy in instances with low server load and inexpensive heating

(very low α, x̄ and c). These are instances for which it makes most sense to quickly

turn on the heater and clear all jobs when more jobs than expected arrive. However,

even in such instances the Q-policy is well within 10% from the optimal policy.

Finally, given that Q-policies perform well, it is important for practice to have a

simple method to determine effective thresholds. In principle, it is not difficult to

calculate the average cost of the Q-policy, but it does involve taking an expectation.

A simpler alternative is to use an approximation with a closed-form expression for

the average cost, as is the case for the Qf- and Qm-policies. These approximations

are easy to implement in spreadsheet software and optimal parameters can be found

by inspecting a graph. Interestingly, the costs of Qf- and Qm-policies are equal to

those of the Q-policy in nearly every instance. Therefore, we can use these simple

approximations to obtain satisfactory policy parameters.

Remark 6.5. To study the impact of variance in the service time distribution, we

repeated the full-factorial experiment with c2S = 0.5 and c2S = 2. Although the average

costs increase in c2S , we find that variance has a negligible effect on optimal policy

parameters and the relative performance of policies. This result is intuitive because a

similar insensitivity holds for the closely related M/G/1 queue without setups, where

the optimal Q-policy does not depend on c2S (Tijms, 1994, Example 1.3.4).

6.6 Conclusion

We considered a production system with a server that requires heating in order to

process jobs. Considerable cost savings may be realized by temporarily switching off

the heater and queuing up arriving jobs until sufficient work is available. We model

the production system as an M/G/1 queue with a temperature controlled server that

can only process jobs if a minimum production temperature is satisfied. The time

and energy required to heat a server depend on the current temperature of the server,

hence the setup times and setup costs are state dependent. Our main contribution is

optimizing the trade-off between energy costs and queuing costs, while accounting for

state-dependent setup costs and times.
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Analytical results are derived for a fluid queue approximation of the production

system. We show that the optimal control policy satisfies a wait-heat-clear structure,

that is, first the heater is off and new jobs wait in a queue, then the server heats at

the maximum rate, and once the minimum production temperature is reached, all

jobs are served until the queue is cleared. For the approximation, it is straightforward

to numerically obtain the optimal queue length to start heating by using closed-form

expressions for the average cost.

A numerical analysis, based on a Markov decision process formulation of the

system, suggests that the optimal policy in the stochastic case also satisfies the

wait-heat-clear structure. The optimal policy leads to considerable cost savings (on

average over 40%) compared to the situation where the server always stays at the the

minimum production temperature. Based on this and on the insights provided by the

fluid queue approximation, we analyze various intuitive wait-heat-clear policies for

the M/G/1 queue. The Q-policy, that starts heating at a given queue length while

neglecting temperature, has near-optimal performance in most cases. However, in

several cases it is important to base the heating decision on both the queue length

and the temperature, in particular when the server load is low and when the server

cools down slowly.

For practice we recommend to use a Q-policy since it is simple to execute and

effective in many cases. Furthermore, a near-optimal threshold for the Q-policy can

be obtained straightforwardly from the fluid queue approximation of the system.

Further research could extend the analysis into two directions. First, one can allow

for batch arrivals by studying the MX/M/1 queue with a temperature controlled

server. This is relevant for systems where the number of items in a job have a large

variability. Second, one can study the M/G/1 queue where the control of the heater

depends on the waiting time rather than the queue length. For both extensions, it is

interesting to prove that wait-hear-clear policies are optimal, and to clarify how the

optimal policy can be efficiently computed.
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Appendix

6.A Proofs of lemmas

Lemma 6.1. Suppose, without loss of generality, that the process starts at time t = 0

in state x(0) ≤ x̄, and t2 is so large that x̄ can be reached, i.e., t2 ≥ `(x(0)) with `

given by (6.2). Then the optimal control to reach temperature x(t2) = x̄ at t2 is given

by

u∗(t) =

{
0 for 0 ≤ t < t1,

β for t1 ≤ t ≤ t2,

and the time t1 to switch on can be obtained from solving t1 = t2 − `(x(t1)).

Proof. We can obtain the policy until time t2 by solving the following optimal control

problem

maximize

∫ t2

0

−cu(t) dt

subject to x(0) = x0,

x(t2) = x̄,

ẋ = u− αx,
u ∈ [0, β].

This is a fixed-end-point problem, so we follow the approach from Sethi and

Thompson (2000, Ch. 3). The Hamiltonian H = (λ− c)u− λαx is maximized by a

control policy of the type u = bang[0, β;λ− c]. The adjoint should satisfy

λ̇ = −Hx = λα.

The transversality condition is λ(t2) = c1, where c1 is a constant to be determined.

The solution of this differential equation is

λ(t) = c1e
−α(t2−t),

which is positive and strictly increasing if c1 > 0. Provided c1 > c, there exists a t1 so

that λ(t) < c for all t < t1 and λ(t) ≥ c for all t1 ≤ t ≤ t2. Hence, the optimal control

is u(t) = 0 for 0 ≤ t < t1 and u(t) = β for t1 ≤ t ≤ t2. Using this optimal control in

the differential equation with boundary condition x(t2) = x̄, we obtain

t1 = t2 +
1

α
log

(
1− αx̄

β

(
1− e−αt2

))
.
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The value of c1 then follows from λ(t1) = c, i.e.,

c1 =
cβ

β − αx̄+ αx0e−αt2
> c.

Hence, we have obtained an optimal control that satisfies all conditions.

Lemma 6.2. During the clearing phase t ∈ [t2, t3], the optimal heating policy is

u∗(t) = αx̄.

Proof. Starting at x(t2) = x̄, we solve the following optimal control problem between

t2 and t3.

maximize

∫ t3

t2

−cu(t) dt

subject to x ≥ x̄,
x(t2) = x̄,

ẋ = u− αx,
u ∈ [0, β],

The pure state constraint x ≥ x̄ ensures that processing continues. The Hamiltonian is

H = (λ− c)u− λαx

which implies the optimal control to be

u∗ =

{
bang[0, β, λ− c], if x > x̄,

bang[αx̄, β, λ− c], if x = x̄.

Because of the constraint x ≥ x̄, we need to set u∗ ≥ αx̄ when x = x̄.

As we have mixed inequality constraints and a pure state inequality constraint,

we follow Sethi and Thompson (2000, Ch.4). The mixed inequality constraints are

g1(x, u, t) = u ≥ 0, g2(x, u, t) = β − u ≥ 0. The pure state inequality constraint is

h(x, t) = x− x̄ ≥ 0 with h1(x, u, t) = u− αx. Writing this in Lagrangian form gives

L = −cu+ λ(u− αx) + µ1u+ µ2(β − u) + η(u− αx),
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with complementary slackness conditions

µ1 ≥ 0, µ1u = 0,

µ2 ≥ 0, µ2(β − u) = 0,

η ≥ 0, η(x− x̄) = 0, η̇ ≤ 0.

The adjoint has to satisfy

λ̇ = −Lx = α(λ+ η)

and λ(t3) = 0. Solving this gives

λ(t) = η(e−α(t3−t) − 1).

Clearly, λ(t) ≤ 0 for all t ∈ [t2, t3]. This implies that the optimal policy is u(t) = 0

when x > x̄ and u(t) = αx̄ when x = x̄. With such a control policy it is evident that

when starting at x(t2) = x̄ we will have x(t) = x̄ for all t ∈ [t2, t3].

Lemma 6.5. Starting at (x, q) with x ≤ x̄, the expected time and cost for heating and

clearing until the end of the cycle is

T2(x, q) = `(x) + T3(q + λ`(x)) =
q

µ− λ
+

µ

µ− λ
`(x),

V2(x, q) = V3(q) +
pλµ

µ− λ
`(x)2 +

pµ

µ− λ
`(x)q

+

(
pλ+ cαx̄λ

µ− λ
+ p

λ2(1 + c2S)

2(µ− λ)2
+ cβ

)
`(x).

Here, `(x) is given by (6.2), and V3 and T3 are given by Lemma 6.4. All involved

constants are positive, hence V2(x, q) is a quadratic, strictly increasing function of q

and `(x), and T2(x, q) is linear.

Proof. Write, for convenience, ` = `(x). The number of arrivals during heating,

N = N(`) is Poisson distributed with parameter λ`. This implies that for N given, the

job arrival epochs are uniformly distributed over the time interval [0, h]. Thus, since

we start with a queue length q, the expected queueing costs during heating become

pE

[∫ `

0

q(t) dt

∣∣∣∣∣N
]

= p`

(
q +

N

2

)
.

Taking the expectation and using that E [N ] = λ`, we obtain for the total expected
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cost during [0, `],

(pq + cβ)`+ p
λ

2
`2.

Next, consider the expected cost to clear the queue. Note from Lemma 6.4 that

V3(q) has the form V3(q) = aq2 + bq, with

a =
p

2(µ− λ)
, b = p

λc2s + µ

2(µ− λ)2
+ c

αx̄

µ− λ
.

We obtain

E [V3(q +N)] = aE
[
(q +N)2

]
+ bE [q +N ]

= a
(
q2 + 2qλ`+ E

[
N2
])

+ b(q + λ`)

= V3(q) + aλ2`2 + (a+ 2aq + b)λ`,

since E
[
N2
]

= λ2`2 + λ`. Adding both cost components gives V2(x, q) after some

algebra.

6.B Implementation details

In our computations, we restrict all policy parameters to integers. For a fair comparison,

we use the approximation from Section 6.4.3 to evaluate the time and cost of all

policies. Specifically, the time and cost during the waiting phase are approximated

using exponentially distributed temperature decreases (step size δ = 1), while the

time and cost during heating and clearing are calculated exactly using the expressions

in Section 6.4.1. The costs of the Bmdp-policy from the MDP – a B-policy in every

instance – have been recomputed using the costs expressions for B-policies. All policies

have the αx̄-policy as special case, e.g., set Q = 0 or X = x̄, however, the average cost

cannot be evaluated using the approximation since the cycle time is 0. Therefore, in

such cases we use the exact average cost J(αx̄) of the αx̄-policy.

For the different policies, we limited the maximum queue length qmax in the

following ways. For the Q-, Qf-, Qm-, and B-policies, we set qmax = 1000, which

by far exceeded the optimal parameters found in all instances. For the X-policy,

we need to make sure that all arriving customers can still enter the queue before

the temperature drops to 0. Therefore, we set qmax as the 99.9999% quantile of the

Poisson number of arrivals during twice the expected time to cool down to 0 (assuming

exponentially distributed temperature decreases with step size δ = 1). For the MDP, it

is possible to never use the heater and incur cost pqmax each time unit. Therefore, we

set qmax = max(1000, dJ(αx̄)/pe), ensuring that at least the αx̄-policy is better than
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never heating. Finally, for policy iteration we need an initial policy. Experimentally,

we found that a good initial policy is a B-policy with B(0) = Qf and B(x̄) = 1, with

the thresholds B(x) for all intermediate temperatures 0 < x < x̄ based on linear

interpolation between these two values and rounded up to the nearest integer.

We implemented all policies in Python and compiled performance-intensive parts

in C using the Numba package. We used a computing cluster to solve all instances of

the MDP, because the computation time per instance can be up to 24 hours in the

worst case. In comparison, the B-policy has an average solution time of approximately

20 seconds per instance. All other policies have negligibly small computation times.

6.C Real-life case parameter estimates

We measure all parameters in time units of a day. The manufacturer receives about

1000 orders a year and the shop floor is open for 200 days a year, hence λ = 5/d. A job

contains on average about 50 items, and each item spends about 1 minute in the bath.

Typically an operator requires an additional amount of 10 minutes to position the

carriers for the items and some other activities. As job sizes vary quite considerably,

we model job service times as exponential with a mean duration of 1 per hour. A

working day contains typically 10 hours so that µ = 10, from which it follows that

ρ = 1/2.

The working temperature of the bath is slightly above the melting temperature

of tin; we take x̄ = 250 ◦C. The bath switches off at 6 pm, and switches on at 8

am. After cooling down for 14 hours—neglecting weekends—the bath is about 100 ◦C,

which is still somewhat higher than the room temperature θ = 20 ◦C. By solving for α

in x(t1) = (x̄− θ)e−αt1 = 100 with t1 = 14, we find that α = 1.4. Furthermore, since

it takes about 3 hours to heat up the bath, we solve for β in `(100) = 3 in (6.2) to

obtain β = 1450 ◦C/d.

Currently the company keeps the heater on the entire day, corresponding to the

αx̄-policy. The yearly heating cost is about e50, 000, hence the heating costs per day

are cαx̄ = 50, 000/200 = e250. As α and x̄ are known from the above, c follows.

Finally, for the queueing cost p, as the yearly revenue is around e20M and the

number of orders is 1000, the average order value is e20K. Assuming that half of the

value is spent on raw materials and the bank lending rate is 5%,

p =
10Ke · 5%

200d
= 2.5e/d.



If people do not believe that mathematics is simple,

it is only because they do not realize how complicated life is

John von Neumann



Chapter 7

Valid inequalities and a branch-and-cut

algorithm for asymmetric multi-depot

routing problems

Abstract. We present a generic branch-and-cut framework for solving routing

problems with multiple depots and asymmetric cost-structures, which determines a set

of cost-minimizing (capacitated) vehicle tours that fulfill a set of customer demands.

The backbone of the framework is a series of valid inequalities with corresponding

separation algorithms that exploit the asymmetric cost-structure in directed graphs. We

derive three new classes of so-called Dk inequalities that eliminate subtours, enforce

tours to be linked to a single depot, and impose bounds on the number of customers

in a tour. In addition, other well-known valid inequalities for solving vehicle routing

problems are generalized and adapted to be valid for routing problems with multiple

depots and asymmetric cost-structures. The framework is tested on four specific problem

variants, for which we develop a new set of large-scale benchmark instances. Results

show that the new inequalities are able to reduce root node optimality gaps by up to

67.2% compared to existing approaches. Moreover, the complete framework is very

effective and is able to solve instances of considerably larger size than reported in the

literature. For instance, it solves asymmetric multi-depot traveling salesman problem

instances containing up to 400 customers and 50 depots, whereas to date only solutions

of instances up to 300 customer nodes and 60 depots were reported.

This chapter is based on Uit het Broek et al. (2020): Uit het Broek, M. A. J., A. H. Schrotenboer,
B. Jargalsaikhan, K. J. Roodbergen, L. C. Coelho. Asymmetric multi-depot vehicle routing problems:
valid inequalities and a branch-and-cut algorithm. Operations Research. Forthcoming.
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7.1 Introduction

Many practically inspired routing, scheduling, and network design problems have an

underlying structure corresponding to a directed graph with asymmetric costs and

multiple depots. For instance, routing in inner cities is clearly asymmetric due to

one-way streets and congestion, and is often organized from various city hubs. Other

examples include applications in home and health care (Cappanera and Scutellà, 2014),

crew and vehicle scheduling (Fischetti et al., 2001; Paraskevopoulos et al., 2017), rural

postman problems (Fernández et al., 2017), skill-based routing problems (Cappanera

et al., 2013), and offshore wind maintenance logistics (Schrotenboer et al., 2019).

For symmetric routing problems, both with and without multiple depots, a thor-

ough understanding of the combinatorial structure has enabled the development of

effective solution approaches (see, e.g., Letchford and Salazar-González, 2006; Baldacci

and Mingozzi, 2009). In addition, it has been recognized that understanding the combi-

natorial structure of the asymmetric counterpart of the well-known traveling salesman

problem (TSP) substantially enhances the computational efficiency of its solution

approaches (Fischetti et al., 2007; Balas and Fischetti, 2007). Motivated by these

structural results and the characteristics of nowadays emerging routing applications,

we study stylized (i.e., without additional problem-specific constraints) asymmetric

routing problems with more than a single vehicle and more than a single depot.

Stylized vehicle routing problems with asymmetric costs and multiple depots are

defined on a directed graph G = (V ′, A), where the node set V ′ is partitioned into

a depot set D = {1, . . . , r} and a customer set V = {r + 1, . . . , r + n}. The arc set

is defined as A = {(i, j) | i 6= j ∈ V ∨ i ∈ D, j ∈ V ∨ i ∈ V, j ∈ D}. An asymmetric

cost cij ≥ 0 is incurred when traveling along arc (i, j) ∈ A, i.e., cij need not equal cji.

Each available vehicle makes a single tour, starting and ending at the same depot.

The objective is to find a set of cost minimizing tours that fulfill all customer demands.

Specifically, we focus on the following four problem variants:

1. A-MDTSP: In the Asymmetric Multi-Depot Traveling Salesman Problem there

is a single vehicle with unlimited capacity available at each depot.

2. A-MDmTSP: In the Asymmetric Multi-Depot multiple Traveling Salesman

Problem there are m vehicles available at each depot. Vehicle capacity is

unlimited, but the number of customers per tour is bounded by [`min, `max].

3. A-MDCVRP: In the Asymmetric Multi-Depot Capacitated Vehicle Routing

Problem there are m vehicles available at each depot. Each vehicle has a limited

capacity Q, and each customer has a demand qi > 0 (i ∈ V ).

4. A-CLRP: The Asymmetric Capacitated Location Routing Problem extends the

A-MDCVRP by incorporating depot location decisions, i.e., using a depot comes

at a fixed cost c̃ ≥ 0.
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We present a branch-and-cut framework that can address each of the four problem

variants above. The design of our framework is generic in the sense that – with some

problem-specific, non-structural adaptations – it may be applied to other routing

problems with multiple depots and asymmetric cost structures. We focus on the above

four problem variants because they cover a wide range of classic routing characteristics.

The uncapacitated A-MDTSP is our starting point because it follows most naturally

on the extant literature of the asymmetric TSP. The A-MDmTSP then arises by

introducing multiple vehicles per depot and bounds on the number of customers in

a tour. To show the general applicability of our framework, we introduce vehicle

capacities to arise at the A-MDCVRP, and depot opening costs to arise at the A-CLRP.

To indicate that results apply generically to routing problems with multiple depots

and asymmetric costs, we make use of the descriptor Asymmetric Multi-depot Vehicle

Routing Problem (A-MDVRP). Some results are specific for one of the four problem

variants, in which case this is indicated explicitly. Numerical experiments are limited

to the four problem variants.

The first contribution of the chapter is a series of valid inequalities, with accompany-

ing separation algorithms, tailored to asymmetric cost structures and multiple depots.

The new valid inequalities originate from the well-known Dk and CAT inequalities

for the asymmetric traveling salesman problem (Fischetti, 1991; Fischetti and Toth,

1997; Fischetti et al., 2007; Balas and Fischetti, 2007), and make explicit use of the

directness of the underlying graph. This results in strengthened valid inequalities,

whereas applying exact methods for symmetric routing problems on undirected graphs

to the A-MDVRP leaves this unexploited. We propose three classes of so-called

Dk inequalities that 1) eliminate subtours, 2) impose bounds on the tour size, and

3) eliminate paths that begin and arrive at different depots, i.e., the proposed Dk

inequalities are not only valid but also define the integer polytope of the A-MDVRP.

Furthermore, CAT-inequalities are adapted to a multi-depot setting. To the best of

our knowledge, there has been no study on the integer polytope of asymmetric routing

problems since a series of works on the Asymmetric Traveling Salesman Problem

(ATSP) and its variations (Balas, 1989; Fischetti, 1991; Balas and Fischetti, 1993;

Fischetti et al., 1994; Fischetti and Toth, 1997; Ascheuer et al., 2001; Mak and Ernst,

2007). One exception is the literature on arc-routing problems in which every arc has

to be traversed instead of every node has to be visited (see, e.g., Corberán et al., 2008;

Bosco et al., 2013).

Our second contribution is the development of a generic branch-and-cut algorithm

for the A-MDVRP that integrates the results from capacitated vehicle routing problems

(Lysgaard et al., 2004; Letchford and Salazar-González, 2006, 2015), location routing

problems (Laporte et al., 1988; Belenguer et al., 2011), and symmetric multi-depot

traveling salesman problems (Benavent and Mart́ınez, 2013). Along with the newly

proposed valid inequalities, our branch-and-cut algorithm includes the following
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adapted asymmetric valid inequalities: subtour elimination constraints, classical path

elimination constraints, CAT inequalities, D+
k and D−k constraints, strengthened comb

inequalities, T - and T1-comb inequalities, framed capacity inequalities, and homogenous-

and large- multistar inequalities.

Third, complementary to the branch-and-cut algorithm, we use a compact for-

mulation with so-called neighborhood-arc constraints (i.e., considering a subset of

promising arcs only) in order to provide upper bounds in a computationally simple

yet effective manner. Due to this upper bound procedure, the overall efficiency of

the branch-and-cut algorithm improves considerably. We refer to the joint use of

the branch-and-cut algorithm and the upper bound procedure as the branch-and-cut

framework.

Fourth, we show the effectiveness of the branch-and-cut framework on the four

problem variants as detailed above. For each problem variant, we provide insights

into the effectiveness of the valid inequalities. Furthermore, to obtain a general

understanding of how asymmetry in the cost structure relates to computational

difficulty, we perform extensive experiments on three classes of asymmetric cost

structures. These classes have arc costs ranging from completely random to Euclidean

with a small noise. The instances used are publicly available and can serve as benchmark

instances for future research. Moreover, in order to foster research on asymmetric

vehicle routing problems, we provide public access to our C++ implementation of the

branch-and-cut framework.

We show that the valid inequalities help to reduce root node optimality gaps by

up to 67.2% on our benchmark instances. Regarding the A-MDTSP, we are able to

solve all instances of Bektaş et al. (2017) to optimality, of which two were not solved

before, and find an improved solution for one of the instances. This performance

is driven by an average root node reduction of 86.5% compared to Bektaş et al.

(2017). Furthermore, our branch-and-cut framework can solve to optimality our newly

developed benchmark instances for the A-MDTSP containing up to 400 customers and

50 depots, which is significantly larger than the 300 customer and 60 depot instances

of Bektaş et al. (2017).

Regarding the other three problem variants, no benchmark instances exist for

stylized routing problems with asymmetric costs on directed graphs (i.e., not with-

out additional problem-specific constraints). Hence, we tested our branch-and-cut

framework on newly proposed benchmark instances and the framework appears to be

effective for all remaining problem variants. For example, A-MDmTSP instances with

up to 100 customers and 20 depots can be solved to optimality. This size is comparable

to state-of-the-art methods for the single-depot symmetric multiple traveling salesman

problem, which has a significantly smaller solution space.

Furthermore, we compare the branch-and-cut framework to a basic branch-and-cut

algorithm, where the latter is our implementation of what can be considered state-of-



Asymmetric multi-depot vehicle routing problems 171

the art. The branch-and-cut framework that exploits our new valid inequalities shows

considerable computational improvements over the basic algorithm. Specifically, the

branch-and-cut framework can solve considerably more instances to optimality than

the basic algorithm, is on average faster for the instances that are solved to optimality

by both algorithms, has smaller optimality gaps for instances that cannot be solved

to optimality, and provides higher lower bounds for the instances for which no upper

bound is found.

Finally, we briefly discuss the literature that relates to the capacitated variants

we consider in this chapter, and in particular to the A-CLRP. The location routing

problem stream is vast, as one can see from ample survey papers (Min et al., 1998;

Nagy and Salhi, 2007; Prodhon and Prins, 2014; Drexl and Schneider, 2015; Schneider

and Drexl, 2017). The number of exact solution approaches tailored to solving

capacitated location routing problems is limited. Furthermore, all the established

benchmark instances have euclidean distances. Although state-of-the-art approaches

such as the one by Contardo et al. (2014) are typically of a branch-cut-and-price

type, the authors also refine many valid inequalities (for the symmetric case) to

enhance the computational efficiency of their solution method. Such approaches are

leading for multi-depot capacitated routing problems as well, since these are typically

studied in conjunction with capacitated location routing problems. This indicates that

fundamental knowledge on valid inequalities in a branch-and-cut scheme has potential

for the development of decomposition-based methods.

The remainder of the chapter is organized as follows. In Section 7.2, we provide

a compact problem formulation which is used in our upper bound procedure. We

also present the basic formulation which is used in the branch-and-cut algorithm. In

Section 7.3, we provide the valid inequalities that are included in our branch-and-cut

algorithm, and in Section 7.4, we discuss their corresponding separation algorithms. We

continue in Section 7.5 with the outline of the branch-and-cut framework, consisting

of the branch-and-cut algorithm and the upper bound procedure. In Section 7.6,

we present the computational experiments with the branch-and-cut framework. We

conclude and provide directions for further research in Section 7.7.

7.2 Problem formulation

We present two Mixed Integer Programming (MIP) formulations for the A-MDVRP.

The first formulation is a compact formulation used in our upper bound procedure and

consists of a polynomial number of variables and constraints. The second formulation,

which we call the basic formulation, consists of exponentially many constraints. The

latter formulation serves as starting point for our branch-and-cut algorithm and the

derivation of our new valid inequalities.
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7.2.1 Compact formulation

Let xij ∈ {0, 1} be the binary variable indicating whether or not arc (i, j) ∈ A is

traversed, and let zd ∈ {0, 1} be the binary variable denoting whether or not depot

d ∈ D is opened. In addition, continuous variables yij that model the vehicle load

along arc (i, j) ∈ A are used to ensure that the capacity of a vehicle is not exceeded

and to eliminate subtours. Continuous variables ui, equaling the vehicle’s originating

depot that visits node i ∈ V , are used to ensure that tours start and end at the same

depot.

We present the following compact MIP formulation (Pc) for the A-MDVRP.

min
∑

(i,j)∈A

cijxij + c̃
∑
d∈D

zd (7.1a)

s.t.
∑
j∈V ′

xij =
∑
j∈V ′

xji = 1 ∀ i ∈ V, (7.1b)

∑
j∈V

xdj =
∑
j∈V

xjd ≤ m ∀ d ∈ D, (7.1c)

xdi ≤ zd ∀ i ∈ V, d ∈ D, (7.1d)∑
i∈V ′

(yij − yji) = qj ∀j ∈ V, (7.1e)∑
d∈D

∑
j∈V

ydj −
∑
j∈V

qj = 0, (7.1f)

yij − (Q− qi)xij ≤ 0 ∀ i ∈ V ′, j ∈ V, (7.1g)∑
d∈D

dxdi ≤ ui ∀ i ∈ V, (7.1h)∑
d∈D

dxid ≤ ui ∀ i ∈ V, (7.1i)

|D| −
∑
d∈D

(|D| − d)xdi ≥ ui ∀ i ∈ V, (7.1j)

|D| −
∑
d∈D

(|D| − d)xid ≥ ui ∀ i ∈ V, (7.1k)

ui − uj −M(1− xij − xji) ≤ 0 ∀ i, j ∈ V, i 6= j, (7.1l)

ydj +M(1− xdj) ≥ `min ∀ d ∈ D, j ∈ V, (7.1m)

xij ∈ {0, 1} ∀ (i, j) ∈ A, (7.1n)

zd ∈ {0, 1} ∀ d ∈ D, (7.1o)

ui ≥ 0 ∀ i ∈ V, (7.1p)

0 ≤ yij ≤ Q ∀ i, j ∈ V. (7.1q)
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Table 7.1: Parameter restrictions of the various problem variants.

Problem variant Q qi `min c̃ m

A-MDTSP n 1 1 0 1
A-MDmTSP `max 1 ∗ 0 ∗
A-MDCVRP ∗ ∗ 1 0 ∗
A-CLRP ∗ ∗ 1 ∗ ∗

Objective (7.1a) minimizes the sum of travel costs and depot opening costs. Con-

straints (7.1b) ensure that every customer is visited exactly once. Constraints (7.1c)

limit the number of vehicles (or tours) at the depot, if necessary. Constraints (7.1d)

link the zd and xij variables. Constraints (7.1e)–(7.1g) ensure that loads do not exceed

the vehicle capacity and exclude subtours (Lahyani et al., 2018). Constraints (7.1h)–

(7.1l) enforce that paths cannot start and end at different depots. To be precise,

these constraints enforce that 1) the variables ui take the same value for consecutive

customers, and 2) for customers connected from or to a depot, the value of ui equals

the depot index to which the customer is connected. Constraints (7.1m) ensure that

the lower bound on the tour size is respected. Constraints (7.1n)–(7.1q) define the

domain of the variables.

The above compact MIP formulation (Pc) covers all four problem variants intro-

duced in Section 7.1. Table 7.1 provides for each of the four problem variants the

appropriate parameter values to be used in this MIP formulation. An ‘∗’ indicates

that the particular parameter has no model-specific restrictions.

The compact MIP formulation could be used to solve any A-MDVRP with off-the-

shelf MIP solvers such as Gurobi and CPLEX. However, we will employ it for our

upper bound procedure, for which purpose we consider a restricted version, using a

subset of the arcs. The subset consists of 1) all arcs between depot nodes and customer

nodes, and 2) for every customer node i, the δ cheapest outgoing arcs connected to

other customer nodes. The resulting formulation is called the δ-compact formulation,

which we refer to as Pδ. The upper bound procedure is predominantly based on

iteratively solving δ-compact formulations and runs parallel to the branch-and-cut

algorithm to provide upper bounds in a fast manner. The details of the upper bound

procedure are provided in Section 7.5.1.

7.2.2 Basic formulation

In the following, we present a basic formulation that we use as the starting point of

our branch-and-cut algorithm. Consider the following formulation (P ):

min
∑

(i,j)∈A

cijxij + c̃
∑
d∈D

zd (7.2a)
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s.t.
∑
j∈V ′

xij =
∑
j∈V ′

xji = 1 ∀ i ∈ V, (7.2b)

∑
j∈V

xdj =
∑
j∈V

xjd ≤ m ∀ d ∈ D, (7.2c)

xdi ≤ zd ∀ i ∈ V, d ∈ D, (7.2d)

Depot Fixing Constraints, (7.2e)

Capacity / Tour Size Constraints, (7.2f)

xij ∈ {0, 1}, zd ∈ {0, 1} ∀i, j ∈ V, d ∈ D. (7.2g)

Except for (7.2e) and (7.2f), the objective and the constraints are equal to the

compact formulation (Pc). Note that the above formulation consists of binary variables

only, whereas the compact formulation also uses the continuous variables yij and ui.

In the remainder of this chapter, we use the following shorthand notation. We

define x(T ) :=
∑

(i,j)∈T xij for T ⊆ A, and x(S1, S2) =
∑
i∈S1, j∈S2, (i,j)∈A xij for

S1, S2 ⊆ V ′. In addition, we denote x(γ(S)) := x(S, S), x(δ+(S)) := x(S, V ′ \ S),

and x(δ−(S)) := x(V ′ \ S, S) for S ⊂ V ′. Thus δ+(S) and δ−(S) denote all outgoing

and incoming arcs of the node set S, respectively, and x(δ+(S)) and x(δ−(S)) denote

their corresponding xij variables. For brevity, we write δ+(i) := δ+({i}) and δ−(i) :=

δ−({i}) for i ∈ V ′.
Depot Fixing constraints (7.2e), which ensure that each tour starts and ends at

the same depot, are present in all problem variants. The following Depot Fixing

Constraints are commonly used (see, e.g., Belenguer et al. (2011); Laporte et al.

(1988)), and are referred to as path elimination constraints:∑
o∈I

xoi +
∑
o∈D\I

xjo + x(γ(S ∪ {i, j})) ≤ |S|+ 2 for all S ⊂ V , I ⊂ D, i, j ∈ V \S.

(7.3)

However, these constraints do not exclude single customer tours starting and ending at

different depots. In Section 7.3, we present our new class of Depot Fixing Constraints

based on Dk inequalities that can replace the above set of constraints. As will be

explained later, our proposed constraints do exclude single customer tours starting

and ending at different depots.

Capacity Constraints (7.2f) are present in the A-MDVRP variants to eliminate

subtours and are particularly useful when vehicle capacity restrictions are considered

(i.e., for the A-MDCVRP and the A-CLRP). In general, they have the following form:

x(γ(S)) ≤ |S| − k(S) for all S ⊂ V, (7.4)

where k(S) is the number of vehicles required to serve all customers in S. The number
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of vehicles k(S) is the solution of a bin-packing problem and is commonly replaced

by d
∑
i∈S qi/Qe (Lysgaard et al., 2004). Refinements to these capacity constraints

are proposed by Letchford and Salazar-González (2006, 2015). We remark that the

capacity constraints from the literature are mostly evaluated in the light of symmetric

single depot vehicle routing problem instances. We, on the other hand, adapt these

capacity constraints to asymmetric multi-depot settings in Section 7.3.2.

Finally, Tour Size Constraints are only required for the A-MDmTSP variant where

they impose that each tour must include at least `min and at most `max customers.

In general, the upper bound constraints can be imposed by using the above capacity

constraints by setting Q = `max and qi = 1 for all i ∈ V . Tour Size Constraints have

been studied for single depot symmetric vehicle routing problems (see, e.g., Bektaş

et al. (2019); Gouveia et al. (2013)), but not yet for the asymmetric multi-depot

settings such as ours. In Section 7.3.3, we present a class of Dk inequalities that can

be used to enforce Tour Size Constraints in the asymmetric multi-depot setting.

7.3 Model constraints and valid inequalities

This section introduces the model constraints (Section 7.3.1) and the valid inequalities

(Section 7.3.2) that are used in the branch-and-cut algorithm. Further refinements

for the A-MDmTSP are discussed in Section 7.3.3. The corresponding separation

algorithms are discussed in Section 7.4.

In the remainder of this chapter, we refer to inequalities that exhibit model defining

characteristics as constraints and to inequalities that strengthen the linear hull but

do not exhibit problem defining characteristics as valid inequalities. For readability

purposes, we only specify actual problem variants if the results presented below are

not generally applicable to all variants, and we write “A-MDVRPs” if the results hold

generally.

7.3.1 Model constraints

We continue with describing two families of constraints that are valid for A-MDVRPs.

We first show that D+
k and D−k constraints are also valid for the multi-depot case

and that those constraints can be used to eliminate subtours. Next, we extend those

constraints to eliminate paths starting and ending at different depots, which we refer

to as the D+
k depot and D−k depot Fixing Constraints.

D+
k and D−k constraints

The extant literature presents Dk inequalities for the ATSP, i.e., for single-tour

single-depot routing problems (see Grötschel and Padberg, 1985). To provide a
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i1 i2 i3 i4 ik

Figure 7.1: An illustration of all arcs present in the D+
k inequality with respect to customer

sequence {i1, i2, i3, i4, ik} ⊂ V . The black arcs are included once and the red-dashed ones
twice.

complete overview of the inequalities that are valid for the A-MDVRP, we restate the

Dk inequalities and give an independent proof showing that these are also valid in our

setting.

In Figure 7.1, we show an example D+
k inequality subject to a customer sequence

{i1, i2, i3, i4, ik} ⊂ V . The figure depicts all arcs that are present in the left-hand side

of (7.5), where the red dashed arcs correspond to the arcs that have coefficient 2.

Theorem 7.1. Let I = {i1, i2, . . . , ik} ⊆ V be a sequence of distinct customer nodes.

Then the following inequalities

D+
k : xi1ik +

k∑
h=2

xihih−1
+ 2

k−1∑
h=2

xi1ih +

k−1∑
h=3

x({i2, . . . , ih−1}, ih) ≤ k − 1, (7.5)

D−k : xiki1 +

k∑
h=2

xih−1ih + 2
k−1∑
h=2

xihi1 +

k−1∑
h=3

x(ih, {i2, . . . , ih−1}) ≤ k − 1, (7.6)

are valid cuts for the integer polytope of A-MDVRPs. Moreover, subtour elimination

constraints are correctly formulated by (7.5) and/or (7.6).

Proof. We only consider the D+
k inequality because the proof for the D−k inequality

follows the same line of reasoning. Notice that (7.5) reduces to cycle elimination con-

straints (i.e., xi1ik+
∑k
h=2 xihih−1

≤ k−1) if 2
∑k−1
h=2 xi1ih+

∑k−1
h=3 x({i2, . . . , ih−1}, ih) =

0. It immediately follows that D+
k inequalities can be interpreted as lifted variants of

such cycle elimination constraints; hence, (7.5) eliminates all subtours.

It is left to show that (7.5) is valid for the A-MDVRP. All arcs present in (7.5)

with coefficient 2 originate from node i1, and thus any feasible solution uses at most

one arc with coefficient 2. In the remainder of this proof, we consider two cases; in

the first case no arcs with coefficient 2 are used and in the second case exactly one of

those arcs is used.
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Case 1: Suppose xi1ih = 0 for all h ∈ {2, . . . , (k−1)}, i.e., no arcs with coefficient 2

are used. Then (7.5) reduces to a summation of arcs with coefficients 1 between k

customer nodes, which can be at most k − 1 as otherwise there would be subtours.

Case 2: Suppose xi1ih = 1 for some h ∈ {2, . . . , (k − 1)}. Let us partition

the customer node sequence I into the two sequences I1 = {i1, . . . , ih} and I2 =

{ih+1, . . . , ik}. Let Ā` (with ` = 1, 2) be the complete arc set between nodes in I`,
and let A` be the set of all arcs (ii, ij) that are present in (7.5) with ij ∈ I`. Note

that A1 ∪A2 contains all arcs that are present in (7.5), and that any feasible solution

uses at most |I`| − 1 arcs from Ā` as otherwise there would be subtours.

Note that xi1ih = 1 implies xih+1ih = 0 and xi1ik = 0. Then, by definition of A1, it

holds that for each arc (ii, ij) ∈ A1 we have ii, ij ∈ I1, and thus Aj ⊂ Āj . It follows

that a feasible solution can traverse at most |I1| − 1 arcs from A1. Next, because

xi1ik = 0, there are no arcs in A2 that point towards node ik and thus a feasible

solution traverses at most |I2| − 1 arcs from A2.

It follows that a feasible solution traverses at most |I1| − 1 + |I2| − 1 = k − 2

arcs from A1 ∪ A2. All such arcs appear in (7.5) with weight 1, except for arc (i1, ih)

that appears with weight 2. Hence, the left-hand side of (7.5) is at most k − 1. We

conclude that (7.5) eliminates all subtours and that it is valid for A-MDVRPs.

D+
k and D−k depot fixing constraints

We further exploit the structure of (7.5) and (7.6) to derive the D+
k and D−k depot

fixing constraints that eliminate paths starting and ending at different depots, and

can thus model the Depot Fixing Constraints (7.2e) instead of (7.3).

An example D+
k Depot Fixing Constraint (7.7) is given in Figure 7.2. In this

figure, we depict all arcs that arise in the left-hand side of (7.7), where red dashed arcs

correspond to arcs with coefficient 2, and blue dotted arcs represents the arcs from i1
to the depot set O ⊂ D and the arcs from the complement depot set D\O to ik.

Theorem 7.2. Let I = {i1, i2, . . . , ik} ⊆ V be a sequence of distinct customer nodes
and let O ⊂ D be a subset of depots. The following inequalities

D+
k depot :

∑
s∈O

xi1s+
∑

s∈D\O

xsik+

k∑
h=2

xihih−1 +2

k∑
h=2

xi1ih+

k∑
h=3

x({i2,...,ih−1},ih)≤k, (7.7)

D−k depot :
∑
s∈O

xsi1 +
∑

s∈D\O

xiks+

k∑
h=2

xih−1ih+2

k∑
h=2

xihi1 +

k∑
h=3

x(ih,{i2,...,ih−1})≤k, (7.8)

are valid cuts for the integer polytope of A-MDVRPs. Moreover, depot fixing constraints

of A-MDVRPs are correctly formulated by (7.7) and/or (7.8).
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Proof. We only consider the D+
k depot fixing constraint because the proof for the D−k

depot fixing constraint follows the same line of reasoning. Let us first show that path

elimination constraints are correctly formulated by (7.7). By contradiction, assume

that there is a tour {s1, i1, . . . , ik, s2} with s1, s2 ∈ D, s1 6= s2, and i1, . . . , ik ∈ V .

Consider the sequence {ik, . . . , i1} and O := s2 in (7.7) and we obtain a contradiction.

Hence, path elimination constraints are correctly formulated by (7.7).

In the remainder of this proof, we consider two cases to show that (7.7) is valid for

the A-MDVRP; in the first case no arcs with coefficient 2 are used and in the second

case exactly one of these arcs is used.

Case 1: Suppose xi1ih = 0 for all h ∈ {2, . . . , k}, i.e., no arcs with coefficient 2 are

used. Customer nodes can be connected to or from at most one depot and it trivially

follows that
∑
s∈O xi1s +

∑
s∈D\O xsik ≤ 2. Furthermore, a solution traverses at most

k−1 arcs between the k nodes in I as otherwise there would be subtours between these

customer nodes, thus
∑k
h=2 xihih−1

+
∑k
h=3 x({i2, . . . , ih−1}, ih) ≤ k − 1. A violation

for (7.7) only occurs if the previous two inequalities hold with equality. However,

the only way that the last inequality holds with equality is by setting xihih−1
= 1

for h ∈ {2 . . . , k}, which implies that we must have
∑
s∈O xi1s +

∑
s∈D\O xsik ≤ 1 as

otherwise there would be a path between two depots. It follows that under this case,

the left-hand side of (7.7) is at most k.

Case 2: Suppose xi1ih = 1 for some h ∈ {2, . . . , k}, i.e., one of the arcs with

coefficient 2 is used. Consider the following sequence {i1, i2, . . . , ik, ik+1} where we

define xi1ik+1
:=
∑
s∈O xi1s and xik+1ik :=

∑
s∈D\O xsik to arrive at an inequality

as denoted in Theorem 7.1. By following the same argument as in the proof of

Theorem 7.1 for the case xi1ih = 1 we obtain that (7.7) is a valid inequality for the

integer polytope of A-MDVRPs.

Note that when k = 1 in Theorem 7.2, i.e., I = {i1}, we have∑
s∈O

xsi1 +
∑

s∈D\O

xi1s ≤ 1,

which is a depot fixing constraint involving a single node i1 ∈ V . Note that this is

different from the classical path-eliminating constraints (7.3) as these are typically

used when tours of a single size are forbidden. As can be seen from Theorems 7.1

and 7.2, the modeling capabilities of those Dk type of constraints are rather extensive.

As a direct consequence from the above theorems, we obtain the following corollary.

Corollary 7.1. A-MDTSPs are correctly formulated as minimize (7.2a) subject

to (7.2b)–(7.2d), and completed with: 1) at least one of (7.5) and (7.6) to elimi-

nate subtours, and 2) at least one of (7.7) and (7.8) for depot fixing constraints.
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O ⊂ D D\Oi1 i2 i3 i4 ik

Figure 7.2: An illustration of all arcs present in a D+
k depot constraint with respect to

customer sequence {i1, i2, i3, i4, ik} and depot subsets O ⊂ D and D\O. The black arcs are
included once and the red ones twice. The dotted blue arcs represent all arcs from D\O to ik
and all arcs from i1 to O.

7.3.2 Valid inequalities

In the following, we present several strengthening valid inequalities. We first discuss

CAT-type inequalities, introduced by Balas (1989) for the ATSP, and generalize these

to the multi-depot case. Thereafter, we provide several comb-type inequalities and

capacity inequalities, both generalized and adapted from the CVRP case.

CAT-type inequalities

We modify the Closed Alternating Trail (CAT) inequalities derived by Balas (1989),

such that they are valid for the A-MDVRP. Before discussing the CAT inequalities,

we need to introduce the notion of incompatible arcs. Notice that this is different from

Balas (1989). An arc (i, j) ∈ A is incompatible in the following circumstances:

1. If i, j ∈ V , then (i, j) is incompatible with (i, u), (u, j), and (j, i), for any u ∈ V ′.

2. If i ∈ D and j ∈ V , then (i, j) is incompatible with: (i) (u, j) for any u ∈ V ′,
and (ii) (j, o) for any o ∈ D \ {i}.

3. If i ∈ V and j ∈ D, then (i, j) is incompatible with: (i) (i, u) for any u ∈ V ′,
and (ii) (o, i) for any o ∈ D \ {j}.

A CAT inequality is described by a sequence of arcs T = {a1, . . . , at} such that

a1, . . . , at ∈ A, t ≥ 5 and odd, and any arc in T is incompatible with its neighbor arcs

in T and compatible with all other arcs in T . The neighbor arcs of a1 are considered

to be a2 and at. In other words, we consider that arcs {a1, . . . , at} are placed on a

circle maintaining their order.
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Furthermore, node i is called a source if δ+(i) ∩ T = 2, and a sink if δ−(i) ∩ T = 2.

In addition, an arc (i, j) ∈ A \ T is called a chord of type 1 if i ∈ V is a source and

j ∈ V is a sink. We let R be the collection of all chords of type 1 as induced by the

set T and the graph G.

Theorem 7.3. Let T = {a1, . . . , at} ⊂ A with an odd t ≥ 5 such that any arc in T is

incompatible with its neighbor arcs and compatible with the other arcs in T . Let R be

the set of chords of type 1. Then, the CAT inequality

x(T ∪R) ≤ t− 1

2
(7.9)

is valid for the integer polytope of A-MDVRPs.

Proof. As T ∩R = ∅, we have x(T ∪R) = x(T )+x(R). By definition of incompatibility,

any two neighboring arcs are mutually exclusive. Thus the corresponding values of x

of any two consecutive arcs cannot be 1 at the same time. Since t is odd, we obtain

x(T ) ≤ t− 1

2
. (7.10)

Next let us examine set R. Consider (i, j) ∈ R then we have δ+(i) ∩ T = 2 and

δ−(j) ∩ T = 2 by definition. Thus, there are incompatible neighbor arcs (i, u) and

(i, v) in T for some u, v ∈ V ′. Arcs (i, u) and (i, v) have to be a neighbor, as all

non-neighbor arcs are compatible by the construction of CAT. The same argument

holds for arcs (u′, j) ∈ T and (v′, j) ∈ T for some u′, v′ ∈ V ′.
By contradiction, suppose that xij = 1 and the equality holds for (7.10). If xij = 1,

then we must have xiu = xiv = xu′j = xv′j = 0. Since (i, j) ∈ R ⊂ A \ T , these two

neighbors do not overlap. So the corresponding x value of set T must be of form

{0, 0, . . . , 0, 0, . . . }. On the other hand, using x(T ) = (t− 1)/2, there cannot be three

consecutive zeros. Thus, the arcs in T must have value {0, 0, 1, 0, 1, 0, 1, . . . , 0, 1}, which

is a contradiction to the pattern {0, 0, . . . , 0, 0, . . .}. Therefore, when x(T ) = (t− 1)/2,

we have x(R) = 0 and thus (7.9) holds.

Suppose now x(R) = q with q > 0. As before, whenever xij = 1 for (i, j) ∈ R,

we have xiu = xiv = xu′j = xv′j = 0. Excluding all these zero valued arcs, there are

t− 4q remaining arcs of T which are separated into at most 2q parts. As t− 4q is odd,

there are at most (2q − 1) parts with an odd number of arcs and at least one part

with an even number of arcs. The value of a part with odd t̃ arcs is at most (t̃+ 1)/2

and a part with even t̂ arcs is at most (t̂/2). Summing all these separated parts gives

x(T ) + x(R) ≤ (t− 4q) + (2q − 1)

2
+ q =

t− 1

2
,

and we have shown that (7.9) holds for A-MDVRP.
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Comb type inequalities

Asymmetric comb inequalities for the ATSP are defined in Fischetti (1991) on a

complete digraph (V,A), where V is a node set and A is the arc set with n(n− 1) arcs.

Define a set handle H ⊂ V and an odd number of subsets called teeth Ti ⊂ V with

i = 1, . . . , t, and t ≥ 3 such that

H ∩ Ti 6= ∅, Ti \H 6= ∅ and Ti ∩ Tj = ∅ for all i, j = 1, . . . , t. (7.11)

Then it is shown by Fischetti (1991) that the comb inequality

x(δ+(H)) +

t∑
j=1

x(δ+(Tj)) ≥
3t+ 1

2
(7.12)

describes a facet of the ATSP polytope on a directed graph for t ≥ 7.

The comb inequalities have been generalized to the MDmTSP with symmetric

costs in Benavent and Mart́ınez (2013) and are shown to be facets for t ≥ 3. Similarly,

we can reformulate the ATSP combs (7.12) such that they are valid for the A-MDVRP

by imposing that all depot nodes should be in the same element of the comb.

Proposition 7.1. Let Gd ⊆ G be a graph with only a single depot node d ∈ D. In

graph Gd we can derive the comb inequalities (7.12). Consider such an inequality and

add all remaining depot nodes d′ ∈ D \ {d} to all the sets (i.e., handle and teeth) that

contain d. This modified inequality (7.12) with t ≥ 3 is valid for the A-MDVRP and

is referred to as an ATSP -comb.

Proof. Every edge in the formulation of Benavent and Mart́ınez (2013) is defined by xij
and xji with xij = xji. In other words, incoming and outgoing arcs are both included

in their formulation if the corresponding asymmetric case is considered. Reformulating

the H-comb inequality of Benavent and Mart́ınez (2013) for the asymmetric case, we

derive

x(δ+(H)) + x(δ−(H)) +

t∑
j=1

x(δ+(Tj)) +

t∑
j=1

x(δ−(Tj)) ≥ 3t+ 1.

The number of incoming and outgoing arcs are the same and thus we obtain (7.12).

In general, the symmetric case is translated to the asymmetric case by simply

replacing every edge (symmetric case) by their two corresponding arcs (asymmetric

case). However, the above argument does not work for their result as the edge is

defined by both variables xij and xji with xij = xji for any i, j ∈ V . For completeness,

we reformulate the T -, and H-comb inequalities proposed in Benavent and Mart́ınez

(2013) such that they are valid for the A-MDVRP.
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Proposition 7.2. Let the handle H ⊂ V ∪ D and an odd number of teeth Ti ⊂ V

with i = 1, . . . , t and t ≥ 3 be defined such that (7.11) is satisfied, and that H ∩D 6= ∅
and D\H 6= ∅. The following H-comb inequalities are valid for the A-MDVRP.

x(δ+(H)) +

t∑
j=1

x(δ+(Tj)) ≥
3t+ 1

2
. (7.13)

Proposition 7.3. Let the handle H ⊂ V ∪D and the teeth Ti ⊂ V ∪I with i = 1, . . . , t

and t ≥ 1 be defined such that (7.11) is satisfied. In addition, assume that (i) Ti∩I 6= ∅
for i = 1, . . . , t, (ii) H\ ∪ti=1 Ti 6= ∅, and (iii) I\ ∪ti=1 Ti 6= ∅. Then the following

T -comb inequalities are valid for the A-MDVRP

x(δ+(H)) +

t∑
j=1

x(δ+(Tj)) ≥ 2t+ 2. (7.14)

Capacity inequalities

Capacity inequalities such as the generalized large multistar inequalities and the

knapsack large multistar inequalities are defined for symmetric single depot capacitated

vehicle routing problem. However, the inequalities only involve customer nodes, which

allows us to apply the transformation from edge variables (for the symmetric case)

to arc variables (for the asymmetric case) in the following way: we substitute every

edge variable xe with the arc variables xij + xji, where i and j are the endpoints of e.

Thus, the valid inequalities for single depot capacitated vehicle routing problems from

Letchford and Salazar-González (2015) are directly applicable for multi-depot settings.

In our branch-and-cut algorithm, we use framed capacity inequalities, homogeneous

multistar inequalities, and large multistar inequalities. To keep our exposition concise,

we restate the inequalities and we refer to Letchford et al. (2002) and Lysgaard et al.

(2004) for detailed information.

Homogeneous multi-star inequalities are represented by nucleus S ⊂ V , satellites

T ⊂ V \S, connectors C ⊂ S, and three integers A, B, L, and are given by

Bx(δ(S))−Ax(C, T ) ≥ L. (7.15)

Generalized large multi-star inequalities are represented by a nucleus S ⊂ V and the

remaining node set S̄ := V \N , and are given by

Qx(N,N) +
∑
j∈S̄

qjx(N, {j}) ≤ Q|S| −
∑
i∈S

qi. (7.16)
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Framed capacity inequalities are defined by a frame S ⊆ V and a partition

Ω = {S1, . . . , Sp} of S, and are given by

x(δ(S)) +

p∑
i=1

x(δ(Si)) ≥ 2k(S,Ω) + 2

p∑
i=1

⌈∑
i∈Si

qi/Q
⌉
. (7.17)

7.3.3 Specialized model constraints for the A-MDmTSP

We continue by studying tour size constraints and strengthened path elimination

constraints for the A-MDmTSP.

Tour size constraints

As previously mentioned, we can model the upper limit `max on the tour size (i.e.,

the number of customers in a tour) by setting the customer demands equal to 1 and

the vehicle capacity equal to `max. Furthermore, we propose the following simple

constraints to impose the lower bound restriction for multi-depot routing problems.

x(δ+(S))−
∑
d∈D

∑
s∈S

(xds + xsd) ≥ 0 for all S ⊂ V, |S| ≤ `min. (7.18)

On the other hand, Dk-type inequalities can also model the tour size lower and upper

limits. Consider a sequence {i1, i2, . . . , ik, ik+1} in Theorem 7.1. By construction of

the left-hand side of (7.5), observe that the last node ik+1 can be either a depot or a

customer node in a multi-depot setting, since there is exactly one incoming and one

outgoing arc considered in (7.5) for ik+1. Thus, we may replace ik+1 as the set of

depots in the multi-depot setting.

Theorem 7.4. Let {i1, i2, . . . , ik} ⊆ V be a sequence of distinct customer nodes. Then
the following inequalities

D+
k -lim :

∑
s∈D

xi1s+
∑
s∈D

xsik +
k∑
h=2

xihih−1 +2

k∑
h=2

xi1ih +

k∑
h=3

x({i2,...,ih−1},ih)≤k (7.19)

D−k -lim :
∑
s∈D

xsi1 +
∑
s∈D

xiks+
k∑
h=2

xih−1ih +2

k∑
h=2

xihi1 +

k∑
h=3

x(ih,{i2,...,ih−1})≤k (7.20)

are valid cuts for the integer polytope of the A-MDmTSP for k < `min or k > `max.

Moreover, the constraints enforcing the lower and upper bounds on the tour size of the

A-MDmTSP are correctly formulated by (7.19) or (7.20).

Proof. We prove that the proposed cuts are valid for the integer polytope of the

A-MDmTSP by showing that the left-hand side of (7.19) and (7.20) cannot exceed k

for feasible solutions.
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First suppose xi1ih = 0 for all h ∈ {2, . . . , k}. As mentioned before, at most one

incoming arc from depots and at most one outgoing arc to depots are possible to be

traversed in (7.19). In total, k customer nodes {i1, . . . , ik} can have at most k + 1

traversed arcs in the left-hand side of (7.19) only if i1 and ik are connected to depots

due to the construction of the left-hand side of (7.7). If i1 and ik are connected to

different depots, then the tour is infeasible since tours must start and end at the same

depot. Furthermore, if i1 and ik are connected to the same depot, the tour is still

infeasible because this implies that the tour has size k with k < `min or k > `max.

The remaining case where xi1ih = 1 for some h ∈ {2, . . . , k} is shown as in the

proof of Theorem 7.1 by considering ik+1 as the depot set D. We conclude that (7.19)

is a valid inequality for the integer polytope of the A-MDmTSP.

Now let us show that the tour size constraints are correctly formulated by (7.19). By

contradiction, assume that there is a tour {s, i1, . . . , ik, s} with s ∈ D and i1, . . . , ik ∈ V
such that k < `min or k > `max. Consider sequence {ik, . . . , i1} in (7.19) and we obtain

a contradiction. Thus, there is no tour with size k < `min or k > `max.

Based on (7.19) and (7.20), we derive a novel formulation for A-MDmTSP:

Corollary 7.2. The A-MDmTSP is correctly formulated as min (7.2a) subject to (7.2b)

and (7.2d), completed with: at least one of (7.5) and (7.6) to eliminate subtours, at

least one of (7.7) and (7.8) for depot fixing constraints, and at least one of (7.19)

and (7.20) for tour size constraints.

Observe that the path elimination constraints (7.7) and (7.8) are redundant for

the cases k < `min and k > `max if (7.19) and (7.20) are present, respectively. Thus,

for example, when (7.19) and (7.7) are used together, it is sufficient to consider (7.7)

only for the case `min ≤ k ≤ `max.

Path elimination constraints

Without loss of generality, we assume that `min ≥ 2 for the A-MDmTSP. Under

this assumption, we can further refine path elimination constraints (7.3). This is

summarized in the following proposition.

Proposition 7.4. Consider the A-MDmTSP with `min ≥ 2. Then path elimination

constraints (7.3) can be strengthened as follows∑
o∈I

xio +
∑
s∈D\I

xsj +
∑
o∈I

xoi +
∑
s∈D\I

xjs + x(γ(S ∪ {i, j})) ≤ |S|+ 2

for all I ⊂ D, i, j ∈ V, S ⊂ V \ {i, j}.
(7.21)

In other words, a feasible solution of the A-MDmTSP satisfies the above inequality.
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Proof. Note that
∑
o∈I xio +

∑
o∈I xoi ≤ 1 and

∑
s∈D\I xsj +

∑
s∈D\I xjs ≤ 1 hold

since `min ≥ 2. Moreover, x(γ(S ∪ {i, j})) ≤ |S| + 1 is a valid subtour elimination

constraint. The equalities are attained for the above three inequalities only if the

feasible solution contains a tour consisting of all nodes of S ∪ {i, j} and i, j are

connected to different depots, which is infeasible. Thus, by combining the above three

inequalities, we obtain (7.21).

Note that the above path elimination constraints do not remove tours with a single

customer connected to different depots. Thus, we need to add the following inequality∑
o∈I

xoh +
∑
o∈D\I

xho ≤ 1 for all h ∈ V , I ⊂ D. (7.22)

Now let us formulate the A-MDmTSP without using any Dk-type inequalities by

including the above constraints.

Corollary 7.3. The A-MDmTSP is correctly formulated as min (7.2a) subject to (7.2b),

and (7.2d), completed with: tour size constraints (7.4) and (7.18), and path elimination

constraints (7.21) and (7.22).

7.4 Separation algorithms

Efficient separation procedures for the model constraints and valid inequalities in-

troduced in Section 7.3 are crucial for the computational performance of the overall

branch-and-cut framework. Failing to find violated inequalities in a quick manner

results in increased run-times. In the following, we discuss the heuristic and exact

procedures used for separating the valid inequalities.

Let x∗ be the LP solution for which the inequalities are required to be separated.

We call x∗a the capacity/weight of arc a ∈ A. Define Cs(x∗) as the set of strongly

connected components of customer nodes in x∗. For each strongly connected component

C ∈ Cs(x∗), there can be sent a positive flow between all nodes i, j ∈ C. The set of

weakly connected components Cw(x∗) of customer nodes equals the set of strongly

connected components on a modified graph G′ = (V,A′), where each arc (i, j) ∈ A′
has capacity x∗ij := x∗ij + x∗ji. For convenience, we refer to Cs(x∗) and Cw(x∗) by Cs
and Cw, respectively. Note that finding connected components is done by standard

depth-first search methods.

Before discussing our new separation algorithms, we briefly summarize the separa-

tion algorithms described in the literature that are exploited in our branch-and-cut

algorithm. The separation algorithms for the CAT inequalities (7.9) and the D+
k and

D−k inequalities (7.5) and (7.6) are adapted versions of the separation procedures

described by Fischetti and Toth (1997). For both the CAT inequalities and the D+
k and
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D−k inequalities, we first identify the set of weakly connected components Cw. Then,

separation is done for each component separately. For the CAT inequalities, we have

to impose our definition of arc incompatibility (see Section 7.3.2) in order to remain

valid for A-MDVRPs. Regarding the D+
k and D−k inequalities, we refrain ourselves

from using the heuristic procedure described by Fischetti and Toth (1997), and instead

use the exact separation procedure for separating these inequalities as its run-time is

negligible compared to the overall run-time of the branch-and-cut algorithm.

The separation of D+
k and D−k tour size constraints for the A-MDmTSP is done by

the same procedure as for the regular D+
k and D−k inequalities. However, we simply

prune a partial tour as soon as the depth-first search method considers tour larger or

equal to `min, and we automatically have a separation algorithm for the D+
k and D−k

tour size constraints. Note that `max is enforced by setting the vehicle capacity equal

to `max and all customer demands qi (i ∈ V ) equal to 1.

Moreover, we separate the subtour elimination constraints (7.4), the large- and

homogeneous multistar inequalities, and the framed capacity inequalities (see Sec-

tion 7.3.2) with the help of the procedures given by Lysgaard et al. (2004). However,

these separation algorithms are tailored for capacitated routing problems with a single

depot and a symmetric edge set. In order to still be able to use those separation algo-

rithms, we modify the arc capacities to x̂∗ij := x∗ij + x∗ji. We ensure that xij + xji < 1

for all i, j ∈ V by means of explicitly including all the subtour elimination constraints

of size 2.

7.4.1 D+
k and D−k depot fixing constraints

We now introduce the separation algorithm for the Dk depot constraints (7.7) as

described by Theorem 7.2. We only discuss the D+
k depot constraint since the

separation algorithm for the D−k depot constraint (7.8) can be obtained by swapping

the indices. The separation algorithm is based on a depth-first search with sophisticated

pruning rules. This may sound similar to the separation of D+
k and D−k inequalities

as described by Fischetti and Toth (1997), however, the separation algorithm differs

structurally as will be made clear in the following.

Let I = {i1, i2, . . . , ik} ⊆ V be a sequence of distinct customer nodes. To be valid

for the integer polytope of the A-MDVRP, it is sufficient to only consider sequences I
for which

∑
s∈D x

∗
i1,s

+
∑
s∈D x

∗
s,ik

> 1. Furthermore, we only consider sequences I
for which each customer is an element of the same connected component.

Observe that partitioning the set of depots into O and O2 := D \O only affects

the first two terms of (7.7) and is independent of the other terms. For a given LP

solution x∗, we find the partitioning corresponding to the highest violation by greedily

assigning depots into a set such that it contributes the most to the violation, that is,

we assign a depot s ∈ D to O if x∗i1,s ≥ x∗s,ik and to O2 otherwise. For the optimal
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partitioning we have∑
s∈O

xi1,s +
∑

s∈D\O

xs,ik =
∑
s∈D

max
{
x∗i1,s, x

∗
s,ik

}
.

To find the sequence I with the largest violation φ(I), we use a depth-first search

approach similar as for the Dk inequalities without depots. For each weakly connected

component C ∈ Cw, we consider all pairs of customers nodes i, j ∈ C for which∑
s∈D x

∗
i1,s

+
∑
s∈D x

∗
s,ik

> 1. For any pair, we initialize the sequence I = {i, j} and

iteratively explore all options under the restriction that node i remains first and node

j remains last in the sequence. At each iteration, we calculate the degree of violation

and a valid inequality is returned when a positive violation is observed.

A pruning rule is used to avoid a complete enumeration of all sequences. Let

B = {b1, . . . , bη} ⊆ V \I be the sequence of η customer nodes that is inserted into I such

that we obtain I+ = {i1, . . . , ik−1, b1, . . . , bη, ik}. We let ∆(I | B) denote the violation

increase when B is inserted into I. By explicitly deriving ∆(I | B) = φ(I+)− φ(I) we

get

∆(I | B) = x∗ik,bη + x∗b1,ik−1
− x∗ik,ik−1

− η

+

η∑
j=1

x∗i1,bj +

k−1∑
h=1

η∑
j=1

x∗ih,bj +

η−1∑
h=1

η∑
j=h+1

x∗bh,bj

+

η∑
h=2

x∗bh,bh−1
+

η∑
h=1

x∗bh,ik .

(7.23)

Observe that the total weight of the incoming arcs into B is at most x∗(V ′,B) = η
since |B| = η. Furthermore, x∗(V ′,B) = x∗(D,B) + x∗(V,B) and thus x∗(V,B) =
η − x∗(D,B). It follows that x∗(V,B) ≤ η −

∑
s∈D x

∗
s,b1

. Consequently,

x∗ik,bη +

k−1∑
h=1

η∑
j=1

x∗ih,bj +

η−1∑
h=1

η∑
j=h+1

x∗bh,bj +

η∑
h=2

x∗bh,bh−1
≤ x∗(V,B) ≤ η −

∑
s∈D

x∗s,b1 . (7.24)

Substituting (7.24) into (7.23) gives

∆(I | B) ≤ x∗b1,ik−1
−
∑
s∈D

x∗s,b1 − x
∗
ik,ik−1

+

η∑
j=1

x∗i1,bj +

η∑
h=1

x∗bh,ik . (7.25)

The third term of the right-hand side of (7.25) is a known constant for any sequence I.

Furthermore, the fourth term (i.e., the sum of weights from node i1 towards a node of

the new inserted sequence B) is at most 1− α where α is the current outgoing weight

from node i1. The fifth term (i.e., the sum of weights from all nodes of B towards
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node ik) is at most 1− β where β is the current incoming weight into node ik. For a

given sequence I we have,

α(I) =
∑
s∈D

x∗i1,s +

k∑
h=2

x∗i1,ih ,

β(I) =
∑
s∈D

x∗s,ik +

k−1∑
h=1

x∗ih,ik .

Substituting the upper bounds 1− α(I) and 1− β(I) into (7.25) gives

∆(I | B) ≤ x∗b1,ik−1
−
∑
s∈D

x∗s,b1 − x
∗
ik,ik−1

+ 2− α(I)− β(I). (7.26)

Upper bound (7.26) only depends on the known sequence I and on the first node

of the sequence B. Hence, the upper bound can be exploited during the depth-first

search to prune parts of the enumeration tree.

For a given I, let φ(I) be the current violation of (7.7). Moreover, let φmax be

the largest violation of (7.7) found so far during the depth-first search. We know that

the sequence I and all its further extensions in the enumeration tree can be pruned if

φ(I) + ∆(I | B) ≤ φmax. Using the upper bound (7.26) on ∆(I | B), we obtain the

following pruning rule,

x∗b1,ik−1
−
∑
s∈D

x∗s,b1 ≤ φmax − φ(I) + α(I) + β(I) + x∗ik,ik−1
− 2. (7.27)

This rule is easily incorporated in the depth-first search by maintaining the values of

α(I), β(I), and φ(I) in the following way:

α(I+) = α(I) + x∗i1,b1 ,

β(I+) = β(I) + x∗b1,ik ,

φ(I+) = φ(I) + x∗ik,b1 + x∗b1,ik−1
− x∗ik,ik−1

+ x∗i1,b1

+ x∗({i1, . . . , ik−1}, b1) + x∗b1,ik − 1.

7.4.2 Separating path-elimination constraints

Separating the depot fixing constraints (7.3) and (7.21) has been done for symmetric

edge sets by Belenguer et al. (2011). However, for asymmetric arc sets some structurally

different steps need to be taken. For completeness, we fully describe our separation

procedure.

We first discuss the separation of inequalities (7.3), and then we discuss the changes
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required for separating inequalities (7.21). Recall that a violated inequality (7.3) is

determined by two nodes i, j ∈ V , a subset S ⊂ V \{i, j}, and a subset I ⊂ D.

For each C ∈ Cw, we consider all pairs i, j ∈ C. Given i and j, we can determine

I ⊆ D such that
∑
o∈I x

∗
oi+

∑
s∈D\I x

∗
js is maximized. Two things are noticed: finding

I is independent of finding S ⊂ V such that x(γ(S ∪ {i, j})) is maximized, and if that

particular sum is smaller than one, there will be no violated inequality (7.3) as we

assume that the subtour elimination constraints are already satisfied.

After having determined two candidate nodes i and j, we need to find a subset

S ⊂ V in order to maximize x(γ(S∪{i, j})). We consider a modified graph G̃ = (Ñ , Ã),

with Ñ = D ∪ Cw ∪ {s+} ∪ {s−}, where s+ is an artificial source node and s− an

artificial sink node. Let Ã := {(i, j) : i, j ∈ Ñ}. Let cuv be the arc capacity of any

(u, v) ∈ Ã, where cuv := x∗uv + x∗vu. Moreover, we create arcs from node s+ to both

node i and j, and we create arcs from each o ∈ D to s+, all with a sufficiently large

capacity such that they are not selected in a minimum cut.

We then determine the minimum weighted (s+, s−)-cut in graph G̃. All the nodes

on the s+-side of the minimum weighted cut will be part of the set S. If the found I,

S, i, and j lead to a violated inequality (7.3), we add it to the model.

Summarizing, this method is exact and finds for every i and j a depot-fixing

inequality with the largest violation in the form of inequality (7.3). The method

can be easily adapted to separate constraints (7.21), since only calculating the sums

corresponding to the connection of i and j to the depots is different. This remains

independent from the remaining separation procedure, and hence, no structural changes

are required except calculating the depot sums differently.

7.4.3 Comb inequalities

Separation of ATSP comb inequalities (7.11) is done by means of the procedure of

Lysgaard et al. (2004) for finding strengthened comb inequalities. The procedure

returns a handle H ⊂ V ′ and a set of teeth T1, . . . , Tπ ⊂ V ′. To check the returned

inequalities for validity for the A-MDVRP, we verify whether T` ∪ Tk = ∅ for all

`, k ∈ {1, . . . , π} with ` 6= k. As is described in Proposition 7.1, we check which

element contains the depot, and insert all other depots in the same element. If (7.11)

is violated, we add the valid inequality to the model.

In order to separate T -comb inequalities, we consider two different separation

algorithms. First, we focus on T -comb inequalities with a single tooth T , and refer

to those inequalities as T1-comb inequalities. The second separation algorithm finds

general T -comb inequalities (with multiple teeth).

Both separation procedures are based on a greedy search for finding violated T (1)-

comb inequalities, similar as in Benavent and Mart́ınez (2013) but with some minor

adaptations. For completeness, we fully describe our heuristic separation procedure.
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We first get all weakly connected components Cw and in each of those connected

components we perform the following greedy search. For the T1-comb inequalities,

we search a tooth T that contains a single depot, and we iteratively add customers

so that δ+(x(T )) is as small as possible. We stop when adding a customer results in

x(δ+(T )) < 2. We initialize the handle H = V ∩ T , and iteratively add customers so

that x(δ+(H)) is as small as possible. Then, if x(δ+(T )) + x(δ+(T )) < 4, a violated

T1-comb inequality is found. Notice that we repeat this greedy search for each depot

in each weakly connected component.

T -comb inequalities are found by a similar procedure, except that we need to find

multiple teeth instead of a single tooth. For each connected component, we create

for each depot a tooth as for the T1-comb inequalities. This results in a collection of

teeth of size d, the number of depots.

Then the following procedure is repeated n1 times. We take an arbitrary subset of

teeth, and check whether the teeth are not pairwise disjoint, and check whether the

teeth spans the complete connected component. In either case, no violated T -comb

inequality can be found and we continue with a new random selection of teeth.

What remains is to search for handle H. We initialize H with Cw∩V and iteratively

remove customers from H while checking for a violated T -comb inequality with the

current set H and the randomly selected teeth. If no customers remain in H, the

search is terminated and we start over with a new random selection of teeth.

7.5 Branch-and-cut algorithm

Our branch-and-cut framework for solving A-MDVRPs consists of two simultaneously

running algorithms. First, we have the branch-and-cut algorithm including the valid

inequalities and accompanying separation algorithms that are discussed throughout

Sections 7.3 and 7.4. Second, we have designed a simple yet effective upper bound

procedure based on the δ-compact formulation (Pδ).

We note that the following chosen parameter values and the order of calling valid

inequalities are the result of an extensive preliminary computational campaign. These

values are kept fixed for all the different problem variants solved with the branch-and-

cut framework. One might argue that different parameter values for each problem

variant would perform better, however, we chose not to do so because using parameter

values that work well on all problem types enhances the general applicability of the

branch-and-cut framework.

7.5.1 A novel and easy to implement upper bound procedure

The upper bound procedure is based on iteratively solving the δ-compact formula-

tion (Pδ) as introduced in Section 7.2.1. Recall that this formulation is obtained
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from (Pc) by removing the (n− δ) most expensive outgoing arcs to customers at each

customer node.

For a given δ, we solve the δ-compact formulation with standard off-the-shelf

commercial MIP solvers. We use Gurobi 8.0, since preliminary experiments have

shown that it provides high quality upper bounds relatively fast. When a new solution

is found, we store the corresponding solution into a global variable that is accessible

by the branch-and-cut algorithm (implemented in CPLEX 12.8). The branch-and-cut

algorithm checks during its search for improved upper bounds, and whenever available,

it uses the solution provided by (Pδ) as new incumbent solution.

The overall working of the upper bound procedure is as follows. We iteratively

solve δ-compact formulations. We differentiate three different phases in our upper

bound procedure, where each phase is characterized by a series of values for δ and a

maximum run-time. In the first phase, we allow for a short run-time for small values

of δ in order to find an upper bound relatively quick. The second phase allows for

more time solving (Pδ), starting at the δ that has provided the best upper bound

from the first phase. If the second stage is finished, we turn to a third phase that is

characterized by long run-times and large deltas.

When we increase δ or change from phase, the new model is initialized with the

best solution so far. Based on initial experiments, for the first phase we range δ

from 5 to min{10, |V |} with a maximum run-time of 20 seconds for each δ. In the

second phase, we set the maximum run-time to 300 seconds and let δ range up to

min{25, |V |}. Finally, the run-time is increased to 600 seconds and we let δ range up

to min{50, |V |}.
Using the upper bound procedure has three clear advantages. First, if the upper

bound becomes close enough to the lower bound, variable fixing (i.e., pricing out

variables by their reduced costs) will eliminate a significant number of variables thereby

decreasing the problem size. Second, the branch-and-bound tree will have a smaller

size, thereby being easier and quicker to maintain. Third, CPLEX will normally

dive into the branch-and-bound tree in order to find some incumbent solution. We

noticed that this behaviour of CPLEX is less expensive in terms of run-time when the

upper bound from the matheuristic (using Gurobi) is used to provide new incumbent

solutions.

7.5.2 Branch-and-cut implementation

The separation algorithms are coded in the user- and lazy callback routines of

CPLEX 12.8. The user callback is called for every fractional LP solution, whereas the

lazy callback is called for every integer LP solution. As the user callback is rather

expensive in terms of run-time, it is only called for the first Nuser nodes of the branch

and bound tree, and once these are processed it is called once every F user branch-
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Table 7.2: Branch-and-cut details regarding the order of separation procedures being called,
their violation threshold, and the maximum number of added inequalities per call of the
separation procedure. A * indicates that there is no limit on the number of added inequalities

Order Valid inequality Threshold Max no. of cuts

1 Subtour Elimination constraints (7.4) 0.1 100
2 Path-eliminating constraints (7.3) or (7.21) 0 *
3 D+

k - and D−k depot constraints (7.7) and (7.8) 0 *
4 D+

k - and D−k tour size constraints (7.19) and (7.20) 0 *
5 CAT inequalities (7.9) 0 *
6 D+

k - and D+
k inequalities (7.5) and (7.6) 0 *

7 Framed capacity inequalities (7.17) 0.1 10
8 Homogeneous multi-star inequalities (7.15) 0.1 10
9 Generalized large multi-star inequalities (7.16) 0.1 10
11 ATSP-comb inequalities (7.12) 0.1 5
11 T1-comb inequalities (7.14) 0.1 5
12 T-comb inequalities (7.14) 0.1 5

and-bound nodes. We examine the branch-and-bound nodes in a worst-bound first

manner, which implies that we call our separation algorithms on branch-and-bound

nodes that determine the current global lower bound. Initial experiments have shown

that Nuser = 200 and F user = 200 are suitable values for all problem types.

The root-node of the branch-and-bound tree is additionally controlled by the

parameter N root which specifies the maximum number of so-called cut loops (i.e.,

the number of times iterating between solving the LP relaxation and adding valid

inequalities). Although adding more valid inequalities to the root node will increase

the LP relaxation, it will also result in more complex rows of the simplex tableau that

are notoriously more difficult to process efficiently, leading to increased run-times for

finding LP relaxation solutions in branch-and-bound nodes. Initial experiments have

shown that N root = 250 is a suitable value for all problem types.

An overview of all the valid inequalities included in the branch-and-cut algorithm

is provided in Table 7.2. It specifies the order in which all separation routines are

executed, which is kept fixed throughout all the numerical experiments as presented

in this chapter. We employ a few common acceleration strategies to speed-up the

branch-and-cut algorithm. First, while calling the valid inequalities in the order as

specified in Table 7.2, we terminate the callback procedure as soon as one of the valid

inequalities has found an inequality violating the current LP solution. Second, a valid

inequality is only added if it is violated by more than a predetermined threshold.

Third, we limit the number of valid inequalities that we add during each call of their

corresponding separation procedures.
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In addition, we include all subtour elimination constraints of size 2 directly into

our model formulation. We also consider subtour elimination constraints of size 3 and

size 4, but including all of them is computationally intractable. Hence, we include,

for each customer node, the 5 vehicle subtours of shortest length. We add those to a

pool of lazy constraints which are then automatically checked for violation at each

integer LP solution during the branch-and-bound. Moreover, for instances with more

than 100 customers we do not consider vehicle subtours of size 4, and for instances

with more than 200 customers we do not consider subtours of size 3. Finally, when

solving A-MDTSP instances, we limit the maximum number of outgoing arcs of any

depot to one.

7.6 Numerical experiments

To assess the numerical performance of the branch-and-cut framework, we first compare

the performance of our branch-and-cut framework with the (only yet existing) set of

benchmark instances for A-MDVRPs by Bektaş et al. (2017). Thereafter, we propose

a new set of benchmark instances (Section 7.6.2) that we use to study the impact of

the valid inequalities on the root node (Section 7.6.3), to show the effectiveness of

the upper bound procedure (Section 7.6.4), and to examine the performance of the

complete branch-and-cut framework (Section 7.6.5).

To study the effectiveness of the proposed branch-and-cut framework (i.e., the

valid inequalities and the upper bound procedure), we compare the framework with a

standard branch-and-cut algorithm consisting of subtour elimination constraints and

the depot-fixing constraints in the fashion of Laporte et al. (1988), which are commonly

used in the literature (see, e.g., Belenguer et al. (2011)) and can be considered state-of-

the-art. We refer to this standard branch-and-cut algorithm without the upper bound

procedure and without the new valid inequalities as the basic algorithm.

Our branch-and-cut framework is implemented in C++17 and uses CPLEX 12.8

for the branch-and-cut algorithm and Gurobi 8.0 for the upper bound procedure.

All experiments are performed on an Intel Xeon E5 2680v3 CPU (2.5 GHz) with

24GB memory. Our framework uses six parallel running threads (which are commonly

available on new desktop machines), from which five are assigned to the branch-and-cut

algorithm and one to the upper bound procedure. Besides 24GB memory, we allow

the algorithms to store nodes on a hard drive with 50GB storage. We note in advance

that the additional storage is particularly used by the basic algorithm and is typically

not required for our branch-and-cut framework. In order to foster future research, we

provide free access to our implementation of the algorithms and to our benchmark

instances.
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7.6.1 Comparison to Bektaş et al. (2017)

To the best of our knowledge, there is only a single set of benchmark instances available

that exactly coincides with a special case of the stylized asymmetric MDVRP as we

consider in this chapter; namely, the A-MDTSP instances of Bektaş et al. (2017). We

remark that there are ample benchmark instances available that consider problems

with an A-MDVRP structure but those require additional problem-specific constraints

which is considered to be outside the scope of this chapter. For instance, Fischetti et al.

(2007) study crew and vehicle scheduling problems and Cappanera et al. (2013) study

asymmetric skill-based routing problems, which both are defined as an A-MDVRP

with additional resource and path-elimination constraints.

The performance of our branch-and-cut framework on the instances of Bektaş et al.

(2017) is shown in Table 7.3. For each instance, we present the root node relaxation,

the best upper bound, and the run-time in seconds when our framework may use

one or six cores (time A and time B, respectively). Column ∆Gap (%) presents the

relative root node gap reduction of our framework compared to the results presented

by Bektaş et al. (2017), where we defined the gap as the difference between the optimal

objective value and the root node relaxation. We remark that Bektaş et al. (2017) ran

their experiments on a single core of an Intel i7-4790 CPU (3.6GHz) which is faster

than our Intel E5 2680v3 CPU (2.5 GHz). Moreover, when the framework runs on a

single core, the computing capacity of this core is alternated between the upper bound

procedure and the branch-and-cut algorithm.

Our framework solves all instances within one hour (five minutes with six cores),

thereby solving two instances that were not solved before. We also improve the best

known upper bound for instance bgs-300-30a, which is underlined and bold. The

run-times for small instances (up to 200 customers) are comparable, and for the larger

instances we clearly outperform the algorithm of Bektaş et al. (2017). The developed

valid inequalities considerably close the root node gaps, on average by 86.5% compared

to Bektaş et al. (2017), and eight instances are solved in the root node.

7.6.2 New benchmark instances

We consider three classes of asymmetric cost-structures, which are in line with the

ATSP instances of Fischetti and Toth (1997). Recall that cij is the traveling cost

between nodes i, j ∈ V ′, and let U{a, b} denote the uniform integer distribution with

support {a, a+ 1, . . . , b− 1, b}. The three classes are generated as follows.

I. cij ∼ U{1, 1000}.

II. cij := aij + bij , where aij = aji ∼ U{1, 1000} and bij ∼ U{1, 20}.

III. cij := dij + bij , where dij is the floored Euclidean distance between i and j, and

bij is as defined above.
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Table 7.3: Results on the benchmark instances of Bektaş et al. (2017). The lower bounds of
the two unsolved instances (marked with an asterisk symbol) are 1624 and 1614. The column
∆Gap (%) shows the relative gap reduction between the root node relaxation and the optimal
objective value of our framework compared to that of Bektaş et al. (2017). The columns time A
and time B provide the run time of our framework when it uses one or six cores, respectively.

Bektaş et al. (2017) Branch-and-cut framework

Root obj. time (s) Root obj. time A time B ∆Gap (%)

bgs-100-05-1a 865.00 879 5 879.00 879 5 3 100.0
bgs-100-10-1a 856.25 873 20 871.04 873 18 5 88.3
bgs-100-20-1a 848.85 861 25 857.72 861 11 5 73.0
bgs-100-05-2a 948.54 954 5 954.00 954 2 2 100.0
bgs-100-10-2a 945.37 952 5 952.00 952 2 2 100.0
bgs-100-20-2a 931.00 933 4 933.00 933 1 1 100.0
bgs-100-05-3a 893.41 904 13 904.00 904 10 4 100.0
bgs-100-10-3a 890.92 904 28 901.46 904 20 7 80.6
bgs-100-20-3a 871.07 879 30 877.02 879 8 5 75.0
bgs-200-10a 1291.88 1296 5 1296.00 1296 5 5 100.0
bgs-200-20a 1290.14 1295 5 1295.00 1295 5 4 100.0
bgs-200-40a 1288.33 1293 12 1293.00 1293 10 18 100.0
bgs-300-10a 1609.54 * 1627 10800 1621.12 1626 1618 292 70.4
bgs-300-20a 1604.09 1622 10387 1615.56 1921 1684 220 64.0
bgs-300-30a 1599.22 * 1617 10800 1610.64 1617 2387 173 64.2
bgs-300-40a 1593.11 1606 799 1602.08 1606 164 62 69.6
bgs-300-60a 1583.37 1592 533 1590.72 1592 491 166 85.2

Average 1171.18 - 1969 1179.61 - 379 57 86.5

For the instances of Class III, we considered a grid [0, 500]× [0, 500] from which we

draw the geographical locations of the nodes. For half of the nodes, we did this

uniformly along the grid, while for the other half, we created clusters of random sizes.

In total, we consider twelve problem categories, namely four problem variants

(A-MDTSP, A-MDmTSP, A-MDCVRP, A-CLRP) with each three asymmetric cost-

structures (I, II, III). We varied the number of customers and depots for each of the

problem variants. The A-MDTSP instances range from 200 – 400 customers with 30–50

depots, the A-MDmTSP instances contain between 50 – 100 customers with 5 – 20

depots, and the A-MDCVRP and A-CLRP instances consist of 40 – 85 customers and

5 – 20 depots. For each considered combination of the number of customers and the

number of depots we created three replications. Thus we have 45× 3, 69× 3, 63× 3,

and 63 × 3 instances for the A-MDTSP, A-MDmTSP, A-MDCVRP, and A-CLRP,

respectively, giving a total of 720 instances.
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Each instance is named XX n r x, where XX is the problem variant considered

(i.e., A-MDTSP, A-MDmTSP, A-MDCVRP, A-CLRP), n is the number of customers,

r is the number of depots, and x the replication index.

The other parameter values are independently drawn from a uniform distribution

for each instance. For the A-MDmTSP, we draw the minimum tour length uniformly

between 2 and 6, and the maximum tour length uniformly between 15 and 25. For

the A-MDCVRP, we let customers demand be random between 15 and 25, and the

vehicles capacity is uniformly drawn between 150 and 300. For the A-CLRP, capacity

characteristics are equal to the A-MDCVRP and the depot opening costs are generated

uniformly between 500 and 3000 for each instance. Finally, the number of vehicles per

depot equals the number of customers, except for the A-MDTSP instances where it

equals one by definition. An overview of all the instances and the detailed results of

solving these with basic algorithm and the branch-and-cut framework are provided in

the appendix in Tables 7.9–7.14.

7.6.3 Valid inequalities and effect on root node

To examine the effect of the proposed valid inequalities on the root node relaxation,

we consider six combinations of the valid inequalities discussed in this chapter. To

provide a fair comparison of the impact of the inequalities, we disabled all standard

CPLEX cuts that are otherwise added by default. We remark that similar results are

observed when these cuts are enabled.

Table 7.4 presents the average root node relaxation when only the path elimi-

nation constraints by Laporte et al. (1988) are used (column Path), when only the

Dk depot inequalities are used (column Dk depot), and when both are used (column

Both). To show the effect of all other inequalities discussed in this chapter, we include

the root node results with and without separating the other inequalities for each of the

three different depot fixing methods (referred to as with/without other VIs). Next, we

define the root node gap as the difference between the best known solution and the root

node relaxation. The column ∆Gap (%) shows the average and maximum percentage

of the root node optimality gap reduction when we use our complete branch-and-cut

framework (i.e., with other VIs, Both) instead of the basic algorithm (i.e., without

other VIs, Path).

Adding the proposed valid inequalities reduces root node optimality gaps with

16.5%, 8.3%, 7.8%, and 0.4% on average for the A-MDTSP, A-MDmTSP, A-MDCVRP,

and A-CLRP instances, respectively. Furthermore, the asymmetry class considerably

affects the effectiveness of the proposed valid inequalities, as the root node gap

reduces on averages by 1.5%, 9.5%, and 13.8% for the asymmetry classes I, II, and

III, respectively. Thus, for the first three problem types, the effect of the added valid

inequalities is clearly visible in the root node optimality gaps, whereas for the last
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Table 7.4: Average root node lower bounds for various combinations of valid inequalities

without other VIs with other VIs ∆Gap (%)

Type Asy. Path Dk depot Both Path Dk depot Both Avg. Max.

A-MDTSP I 1395.0 1395.6 1395.6 1395.4 1396.0 1396.0 1.6 17.4
II 4025.0 4027.3 4027.3 4026.7 4028.9 4028.9 20.7 67.2
III 7715.8 7729.3 7729.3 7734.1 7747.1 7747.1 27.2 49.4
Avg. 4378.6 4384.1 4384.1 4385.4 4390.7 4390.7 16.5 -

A-MDmTSP I 1485.4 1485.8 1485.9 1486.1 1486.6 1486.6 1.4 14.5
II 2530.9 2537.6 2537.7 2533.3 2540.0 2540.0 10.1 32.3
III 3722.9 3738.5 3738.5 3732.6 3748.0 3748.0 13.5 35.8
Avg. 2579.7 2587.3 2587.4 2584.0 2591.5 2591.5 8.3 -

A-MDCVRP I 1486.7 1488.9 1489.0 1488.0 1490.2 1490.3 2.5 28.3
II 2388.1 2396.1 2396.1 2392.7 2400.7 2400.8 6.7 30.0
III 3482.1 3497.5 3497.5 3493.9 3507.0 3507.0 14.3 50.5
Avg. 2452.3 2460.8 2460.9 2458.2 2466.0 2466.0 7.8 -

A-CLRP I 2565.8 2566.4 2566.4 2566.9 2567.5 2567.5 0.4 7.0
II 3495.3 3497.2 3497.2 3497.0 3498.6 3498.6 0.4 1.6
III 4318.7 4319.9 4319.9 4324.9 4325.8 4325.8 0.5 2.0
Avg. 3459.9 3461.2 3461.2 3462.9 3464.0 3464.0 0.4 -

problem type the strength of the valid inequalities will become more clear in the

complete run of the branch-and-cut framework (discussed in Section 7.6.5). This is

mainly related to the large root node optimality gaps of the A-CLRP instances (mostly

between 20–30%) and for the A-MDTSP-I (mostly larger than 75% due to the lack of

reasonable upper bounds), while the other problem types typically have a root node

optimality gap smaller than 10%.

In addition, using the Dk depot inequalities instead of the path elimination con-

straints results in higher root node relaxations for 715 out of 720 instances. In-

cluding all other valid inequalities (without vs with other VIs) does (almost) not

affect the difference between the column Path and Dk depot. We conclude that the

Dk depot inequalities are computationally stronger than the traditional path elim-

ination constraints, however, the two inequalities are not redundant to each other.

We therefore choose to use both the traditional path elimination constraints and the

Dk depot constraints in the branch-and-cut framework.

To show the notable performance of the proposed valid inequalities for some

particular instances, we zoom in on instance A-MDTSP-II 20 200 1 with optimal

objective value 3240. Adding all proposed inequalities increases the root node relaxation

from 3227.4 to 3235.9, i.e., the root node optimality gap is closed by 67.2%. We

remark that both algorithms solve the root node within a second.
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7.6.4 Effectiveness of the upper bound procedure

To show that the upper bound procedure is effective, we compare the upper bound

performance of the basic algorithm with that of the branch-and-cut framework (with

and without using the upper bound procedure described in Section 7.5.1). We examine

the average upper bound that the three methods find on a subset of instances, where

we set the objective of instances without upper bound equal to 15 000. Two arbitrarily

selected sets of instances are discussed because the results for all other problem variants

are comparable to one of these.

Figure 7.3 (left) shows the results on the A-MDTSP instances with asymmetry

class I. We see that the basic algorithm (black line) has difficulty finding feasible

solutions and that adding the valid inequalities (red line) does not ease the process of

finding feasible solutions. We also observe that the framework with the upper bound

procedure (blue line) quickly finds feasible solutions in the beginning and that the

upper bound continues to gradually improve over time.

Figure 7.3 (right) shows the results on the A-MDTSP instances with asymmetry

class III. The basic algorithm (black line) is slightly faster with finding the first feasible

solutions than the framework without the upper bound procedure (red line), however,

the latter has a better upper bound performance over the whole run. The reason,

which will be addressed in the next section, is that the basic algorithm runs out of

memory which is avoided by adding the valid inequalities. Moreover, although initially

the framework with the upper bound procedure finds feasible solutions slower, we do

observe that it finds the best upper bounds over the whole run.

We conclude that adding the upper bound procedure to the framework is efficient

and results in a robust upper bound performance of the branch-and-cut framework.

7.6.5 Performance of the branch-and-cut framework

We solved all benchmark instances of the twelve problem categories with both the

branch-and-cut framework and the basic algorithm. Recall that the basic algorithm

can be considered as what is readily known in the literature for solving the A-MDVRP,

namely, it is a branch-and-cut algorithm with subtour elimination constraints and the

traditional path elimination constraints.

Tables 7.5–7.7 present various summary statistics of the basic algorithm, the branch-

and-cut framework, and a comparison of both, respectively. For detailed information on

an individual instance level, we refer to Tables 7.9–7.14 in the Appendix. In Tables 7.5

and 7.6, the columns #≤x% indicate the number of instances with an optimality gap

smaller than x%, LB is the average lower bound of all instances, time is the average

run-time of all instances, and nodes is the number of processed branch-and-bound

nodes. In Table 7.7, time denotes the average run-time for instances that are solved
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Figure 7.3: The average upper bound over time on the A-MDTSP instances with asymmetry
class I (top) and the asymmetry class III (bottom) for the basic algorithm, the branch-and-cut
framework, and the branch-and-cut framework without the upper bound procedure. If no upper
bound for a particular instance was available, we set it equal to 15,000.
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to optimality by both algorithms, gap presents the average gap for instances that are

not solved to optimality by one of the algorithms, and LB is the average lower bound

for the remaining instances (i.e., instances for which at least one algorithm did not

find a feasible solution).

The key observation is that our branch-and-cut framework solves considerably

more instances to optimality for each problem type. For instance, our framework solves

all 45 A-MDTSP-III instances to optimality, while the basic algorithm only solves 28

instances. The main reason is that the branch-and-cut framework provides higher

lower bounds than the basic algorithm, which is observed for all problem categories.

Second, the basic algorithm has difficulty finding feasible solutions, which our

framework effectively overcomes by using the upper bound procedure described in

Section 7.5.1. The basic algorithm fails to find feasible solutions for 35, 27, 32, and 34

instances of the A-MDTSP, A-MDmTSP, A-MDCVRP and A-CLRP, respectively,

whereas the branch-and-cut framework finds feasible solutions to all instances. This

is as well exemplified by the number of instances with relatively small optimality

gaps. Using the branch-and-cut framework instead of the basic algorithm increases the

number of instances with optimality gaps smaller than 5% from 95 to 107, from 147

to 192, from 112 to 157, and from 97 to 151 for the four problem variants, respectively.

The average optimality gap for the instances for which both algorithms find a feasible

solution but that were not solved to optimaly, equals 2.1% for the branch-and-cut

framework and 63.3% for the basic algorithm, as shown in Table 7.7.

Comparing the run-times of the basic algorithm and the branch-and-cut framework,

we see that the branch-and-cut framework is on average faster than the basic algorithm

on each of the twelve problem categories. We also observe that the difference in run-

time performance is highly affected by the problem type and the class of asymmetry.

For instance, on the 30 A-MDmTSP-I intances that are solved by both algorithms,

the framework is on average almost twenty times faster (92 seconds compared to 1653

seconds), whereas on the 48 A-MDmTSP-III instances, the framework is only 2.5

times faster. On average, the run-time of the instances solved to optimality by both

algorithms equals 550 seconds for the branch-and-cut framework and 1815 seconds for

the basic algorithm, as denoted in Table 7.7.

In addition, due to adding all valid inequalities, the branch-and-bound tree is

searched more effectively. This has two major consequences. First, for some problem

categories, this leads to a reduction in the number of processed branch-and-bound

nodes. For instance, a reduction from 138 × 103 to 13 × 103 is seen for problem

category A-MDTSP-III. Second, searching the branch-and-bound tree more effectively

may result in the pruning of more branch-and-bound nodes, and thereby the ability

to process more nodes. In other words, memory is used more efficiently which is

exemplified by the number of instances stopped before the time limit due to reaching

the memory limit of 75GB (57 versus 19).
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Table 7.5: Summary statistics of the performance of the basic algorithm. Nsol gives the
number of instances for which a feasible solution is found, #≤x% indicate the number of
instance with an optimality gap smaller or equal to x%, and nodes is the number of processed
branch-and-bound nodes

Type Asy. #inst Nsol #≤0% #≤1% #≤5% LB time (s) nodes (103)

A-MDTSP I 45 14 7 8 10 1403.82 15358* 109
II 45 41 34 39 40 4041.23 5579* 47
III 45 45 28 44 45 7819.48 7834* 138

A-MDmTSP I 69 46 30 30 33 1535.71 10893 79
II 69 65 45 50 53 2605.86 7604 82
III 69 69 48 50 61 3883.00 6273 81

A-MDCVRP I 63 51 31 31 35 1567.53 10736 103
II 63 44 18 19 20 2469.99 13270 95
III 63 62 41 44 57 3635.97 7375 138

A-CLRP I 63 55 35 35 36 2986.40 9227 54
II 63 48 29 31 32 4264.81 10293 54
III 63 52 24 25 29 5380.55 12080 131

*We remark that 33, 9, and 15 instances stopped prematurely by reaching the memory limit.

Table 7.6: Summary statistics of the performance of the branch-and-cut framework. Nsol gives
the number of instances for which a feasible solution is found, #≤x% indicate the number of
instance with an optimality gap smaller or equal to x%, and nodes is the number of processed
branch-and-bound nodes

Type Asy. # inst Nsol #≤0% #≤1% #≤5% LB time (s) nodes (103)

A-MDTSP I 45 45 12 12 18 1412.57 13926* 155
II 45 45 40 40 44 4043.93 3975* 21
III 45 45 45 45 45 7831.82 2152 13

A-MDmTSP I 69 69 41 44 57 1557.17 7996 84
II 69 69 59 59 66 2617.60 4016 65
III 69 69 55 61 69 3898.03 4599 85

A-MDCVRP I 63 63 37 39 50 1592.91 8049 105
II 63 63 26 28 44 2517.48 11419 155
III 63 63 44 53 63 3652.29 6437 148

A-CLRP I 63 63 43 46 58 3018.52 6993 66
II 63 63 36 42 54 4391.30 8389 84
III 63 63 25 26 39 5580.83 11383 133

*We remark that 18 and 1 instances stopped prematurely by reaching the memory limit.



202 Chapter 7

Table 7.7: Summary statistics comparing both algorithms. Time is the average time of the
instances that are solved by both algorithms, gap the average gap of the instances where both
algorithms found an upper bound but at least one did not prove optimality, and LB the average
lower bound of the remaining instances, i.e., at least one algorithm did not find an upper
bound.

basic algorithm branch-and-cut framework

Type Asy. time (s) gap (%) LB time (s) gap (%) LB

A-MDTSP I 1017 23.2 1396.7 263 1.5 1407.6
II 1560 3.3 4329.4 914 3.8 4345.4
III 1662 0.6 - 777 0.0 -

A-MDmTSP I 1653 199.1 1586.5 92 1.1 1628.3
II 2059 98.8 2659.7 262 0.8 2705.7
III 1142 6.7 - 442 0.9 -

A-MDCVRP I 3239 157.2 1545.0 374 3.2 1596.0
II 1446 111.6 2634.2 122 2.8 2700.7
III 1674 5.0 4253.9 1146 1.2 4339.7

A-CLRP I 2209 33.1 3443.2 325 1.5 3536.3
II 1257 49.2 4638.2 317 2.0 4999.8
III 2459 28.5 5749.1 1315 5.3 6196.9

Avg. 1815 63.3 2663.6 550 2.1 2777.7

Finally, the computational performance is clearly different among the asymmetry

classes. Table 7.7 shows that the average gap on the instances that are not solved

to optimality especially reduces on asymmetry class I (e.g., from 199.1% to 1.1%

on the A-MDmTSP-I instances). Moreover, there seems to be no clear ordering

in the difficulty of the asymmetry classes over the four considered problem variants.

However, within each problem variant, a clear ordering in difficulty is observed. For the

A-MDTSP and A-MDmTSP, it holds that when distances are closer to the Euclidian

one, both algorithms are able to provide higher quality solutions. For the A-MDCVRP

this effect is not as clear, as asymmetry class II seems to be most difficult there.

Finally, for the A-CLRP class, the Euclidean arc costs with noise (i.e., class III) seems

to be most difficult.

7.7 Conclusion

We have studied a class of routing problems that are characterized by an asymmetric

cost structure and the presence of multiple depots. Based on the derivation of new valid

inequalities with model-describing capabilities, we have developed a generic branch-

and-cut framework that can solve multiple variants of the A-MDVRP efficiently.
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Backbone of the branch-and-cut framework is a branch-and-cut algorithm that

exploits, among others, a series of generalizations of so-called Dk inequalities that

result in a set of constraints that eliminate subtours, ensure that tours start and end

at the same depot, and impose limits on the maximum number of customers in a

tour. Next to the branch-and-cut algorithm, the framework employs an upper bound

procedure which is based on iteratively solving a compact mixed integer programming

formulation of a restricted version of the A-MDVRP.

The computational efficiency of the branch-and-cut framework is assessed on known

and new benchmark sets. On existing instances of the A-MDTSP our algorithm has

proved optimality to all instances, significantly closing the gaps at the root node

compared to a state-of-the-art approach. Our method uses, on average, only 4.3% of

the run-time.

When solving a large set of newly developed benchmark instances for four problem

variants of the A-MDVRP, the derived valid inequalities appear to be effective for

three of the problem variants. For instance, root node optimality gaps are closed

by up to 67.2% and on average by 10.2%. To further assess the performance of the

branch-and-cut framework, we developed a basic branch-and-cut algorithm based

on traditional methods to model and solve A-MDVRPs. Overall, the framework

significantly outperforms the basic algorithm as it solves more instances to optimality

due to improved lower bounds and upper bounds. In addition, the new framework

is considerably faster and uses less memory. The performance is exemplified by the

ability to solve Asymmetric Multi-Depot Traveling Salesman Problem instances up

to 400 customers and 50 depots (before, only solutions to instances of 300 customers

and 60 depots were available in the literature).

Our implementation of the branch-and-cut framework and the new benchmark

instances are openly shared to stimulate future research in this field. Such future

research might take our branch-and-cut framework as a starting point to solve new and

practically inspired routing problems with asymmetric cost structures and multiple

depots. Particular problems that might be suitable are the skill-based vehicle routing

problems (see, e.g. Cappanera et al., 2013) and vehicle- and crew-scheduling problems

(see, e.g. Fischetti et al., 2007).

Furthermore, as the leading algorithms for, e.g., the capacitated vehicle routing

problem are of a branch-cut-and-price type, it is worthwhile to investigate the effective-

ness of the valid inequalities within such approaches. Especially for the A-MDCVRP

and the A-CLRP variants, this might lead to new leading branch-cut-and-price algo-

rithms if the inequalities are able to significantly increase the root node relaxations

for the associated set-partitioning like mathematical formulations.
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Appendix

Table 7.8: Basic algorithm solutions to the A-MDTSP instances

Instance
I II III

LB UB Gap Nod. time LB UB Gap Nod. time LB UB Gap Nod. time

200 20 0 1395 1395 0.00 13 323 3094 3094 0.00 0 25 6320 6320 0.00 81 662
200 20 1 1392 1392 0.00 16 317 3240 3240 0.00 0 26 5896 5896 0.00 7 81
200 20 2 1574 1574 0.00 60 607 3567 3567 0.00 1 41 5748 5748 0.00 3 58
200 30 0 1333 2513 88.58 224 18000 3313 3313 0.00 0 22 5836 5836 0.00 6 74
200 30 1 1437 1437 0.00 149 3070 3470 3470 0.00 1 48 6102 6102 0.00 13 142
200 30 2 1346 1430 6.24 336 13957 3112 3112 0.00 1 51 5927 5927 0.00 97 1019
200 40 0 1444 - - 229 16887 3149 3149 0.00 24 413 5861 5861 0.00 4 63
200 40 1 1453 - - 209 17368 3450 3450 0.00 36 584 6131 6131 0.00 106 940
200 40 2 1404 - - 187 17502 3227 3227 0.00 0 45 6526 6526 0.00 13 110
300 20 0 1542 1542 0.00 18 349 3676 3676 0.00 0 89 7660 7660 0.00 56 1116
300 20 1 1474 1474 0.00 19 507 3747 3747 0.00 0 45 7704 7704 0.00 3 166
300 20 2 1401 1401 0.00 59 1941 3833 3833 0.00 3 172 7535 7535 0.00 34 842
300 30 0 1479 - - 115 4649 3848 3848 0.00 6 346 7356 7356 0.00 14 259
300 30 1 1517 1882 24.10 116 7908 4245 4245 0.00 19 628 7565 7565 0.00 107 1969
300 30 2 1504 - - 121 5742 3895 3895 0.00 9 303 7282 7282 0.00 142 2307
300 40 0 1456 - - 117 5332 4247 4247 0.00 52 2055 7277 7277 0.00 6 184
300 40 1 1452 - - 115 6513 3876 3889 0.33 168 11636 7440 7440 0.00 56 867
300 40 2 1354 - - 112 7135 3943 3943 0.00 89 3235 7294 7339 0.61 221 6216
350 30 0 1404 1916 36.47 96 8456 4339 4339 0.00 99 5505 8047 8047 0.00 92 1832
350 30 1 1351 - - 90 4081 4152 4152 0.00 2 271 8169 8169 0.00 190 4395
350 30 2 1324 1343 1.47 217 18000 4361 4361 0.00 9 436 8373 8373 0.00 100 3531
350 40 0 1288 - - 166 18000 4229 - - 91 5632 8230 8262 0.39 202 9147
350 40 1 1359 - - 89 4043 4199 4199 0.00 94 5586 8603 8659 0.66 159 5799
350 40 2 1347 - - 88 5595 4082 4082 0.00 62 5237 8187 8224 0.45 384 9233
350 50 0 1419 - - 88 6838 4127 4142 0.37 124 9580 8169 8169 0.00 99 2492
350 50 1 1474 - - 87 7995 4245 4245 0.00 83 7111 7843 7843 0.00 7 321
350 50 2 1341 - - 88 9994 4335 - - 91 5957 8101 8161 0.74 147 5062
375 30 0 1463 - - 80 5040 4163 4163 0.00 8 438 8282 8312 0.37 130 5943
375 30 1 1438 1446 0.57 160 16815 4212 4212 0.00 1 176 8516 8516 0.00 30 653
375 30 2 1418 - - 79 4846 4393 4393 0.00 3 231 8637 8687 0.58 156 6967
375 40 0 1386 - - 79 4610 4548 4734 4.10 99 16992 8550 8550 0.00 45 1197
375 40 1 1433 - - 80 4301 4346 4346 0.00 45 2858 8850 8850 0.00 126 4230
375 40 2 1367 - - 79 4042 4293 4314 0.50 114 14538 8324 8402 0.93 124 5179
375 50 0 1405 - - 79 5141 4310 4310 0.00 6 385 8885 8885 0.00 248 5336
375 50 1 1253 - - 79 5518 4269 - - 81 11780 8566 8616 0.59 149 4344
375 50 2 1340 - - 79 4812 4290 4311 0.48 148 18000 8514 8575 0.72 108 4679
400 30 0 1347 - - 181 18000 4578 4578 0.00 77 7437 8794 8803 0.10 577 18000
400 30 1 1430 - - 72 3269 4429 4429 0.00 29 1424 9264 9345 0.88 104 4677
400 30 2 1300 1365 4.97 199 18000 4327 4327 0.00 6 554 9021 9032 0.13 489 17728
400 40 0 1412 - - 71 4250 4529 4556 0.59 175 18000 8539 8539 0.00 284 6373
400 40 1 1457 - - 71 5130 4534 4534 0.00 20 1046 8992 9104 1.25 96 3757
400 40 2 1395 - - 70 6355 4433 5189 17.06 84 6668 8726 8774 0.55 115 4884
400 50 0 1370 - - 69 7329 4277 4277 0.00 52 4992 8824 8862 0.43 167 4006
400 50 1 1380 - - 70 5618 4484 - - 71 6578 8505 8530 0.29 644 18000
400 50 2 1318 - - 69 7743 4439 4439 0.00 34 1211 8908 8908 0.00 235 5303
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Table 7.9: Branch-and-cut framework solutions to the A-MDTSP instances

Instance
I II III

LB UB Gap Nod. time LB UB Gap Nod. time LB UB Gap Nod. time

200 20 0 1395 1395 0.00 1 81 3094 3094 0.00 0 44 6320 6320 0.00 2 182
200 20 1 1392 1392 0.00 3 96 3240 3240 0.00 0 26 5896 5896 0.00 0 351
200 20 2 1574 1574 0.00 35 407 3567 3567 0.00 0 61 5748 5748 0.00 0 152
200 30 0 1348 1348 0.00 296 5801 3313 3313 0.00 0 42 5836 5836 0.00 0 80
200 30 1 1437 1437 0.00 12 187 3470 3470 0.00 0 53 6102 6102 0.00 0 95
200 30 2 1357 1357 0.00 157 2578 3112 3112 0.00 0 53 5927 5927 0.00 3 182
200 40 0 1464 1644 12.31 397 18000 3149 3149 0.00 4 246 5861 5861 0.00 0 78
200 40 1 1472 1497 1.67 656 18000 3450 3450 0.00 9 305 6131 6131 0.00 3 156
200 40 2 1421 1421 0.00 816 14560 3227 3227 0.00 0 22 6526 6526 0.00 0 143
300 20 0 1542 1542 0.00 3 339 3676 3676 0.00 0 136 7660 7660 0.00 0 1351
300 20 1 1474 1474 0.00 3 298 3747 3747 0.00 0 128 7704 7704 0.00 0 444
300 20 2 1401 1401 0.00 17 430 3833 3833 0.00 0 139 7535 7535 0.00 2 751
300 30 0 1492 1577 5.71 288 18000 3848 3848 0.00 0 327 7356 7356 0.00 0 284
300 30 1 1526 1571 2.97 524 18000 4245 4245 0.00 5 825 7565 7565 0.00 3 462
300 30 2 1516 1550 2.23 274 18000 3895 3895 0.00 3 666 7282 7282 0.00 1 564
300 40 0 1467 1636 11.56 144 18000 4247 4247 0.00 10 1220 7277 7277 0.00 0 217
300 40 1 1462 3775 158.16 141 17317 3885 3885 0.00 194 10188 7440 7440 0.00 0 730
300 40 2 1364 1971 44.50 147 18000 3943 3943 0.00 16 1411 7323 7323 0.00 19 1169
350 30 0 1410 1410 0.00 64 4047 4339 4339 0.00 22 3530 8047 8047 0.00 2 460
350 30 1 1360 29717 2085.31 110 15453 4152 4152 0.00 1 295 8169 8169 0.00 1 1322
350 30 2 1329 1384 4.16 254 18000 4361 4361 0.00 2 878 8373 8373 0.00 6 1546
350 40 0 1295 15111 1067.23 107 14108 4250 4250 0.00 77 15537 8253 8253 0.00 84 5988
350 40 1 1374 6648 383.95 103 17533 4199 4199 0.00 25 3392 8642 8642 0.00 18 2714
350 40 2 1357 8599 533.61 103 17605 4082 4082 0.00 3 837 8214 8214 0.00 7 1187
350 50 0 1434 18681 1202.92 100 17797 4132 4132 0.00 7 1186 8169 8169 0.00 1 662
350 50 1 1483 7051 375.48 102 17286 4245 4245 0.00 3 1080 7843 7843 0.00 0 2120
350 50 2 1349 15594 1055.79 99 18000 4351 4513 3.73 107 18000 8144 8144 0.00 12 1411
375 30 0 1472 3363 128.46 95 14744 4163 4163 0.00 2 1340 8306 8306 0.00 21 3917
375 30 1 1440 1440 0.00 39 3840 4212 4212 0.00 0 284 8516 8516 0.00 2 1616
375 30 2 1429 8531 496.94 93 15939 4393 4393 0.00 0 826 8668 8668 0.00 20 3387
375 40 0 1397 1556 11.38 143 18000 4557 4557 0.00 29 7481 8550 8550 0.00 2 1498
375 40 1 1440 4788 232.45 90 14078 4346 4346 0.00 7 1898 8850 8850 0.00 0 1183
375 40 2 1375 3501 154.71 90 15695 4301 4301 0.00 91 13422 8388 8388 0.00 57 7145
375 50 0 1419 1638 15.47 98 18000 4310 4310 0.00 0 116 8885 8885 0.00 1 742
375 50 1 1265 2765 118.57 80 15339 4284 4429 3.39 82 15603 8602 8602 0.00 11 2250
375 50 2 1353 21952 1522.36 86 18000 4298 4298 0.00 76 9953 8549 8549 0.00 76 7998
400 30 0 1352 1570 16.16 155 18000 4578 4578 0.00 4 1385 8802 8802 0.00 31 7652
400 30 1 1437 12767 788.65 82 12945 4429 4429 0.00 9 2183 9311 9311 0.00 49 9334
400 30 2 1305 1346 3.13 309 18000 4327 4327 0.00 0 919 9028 9028 0.00 17 2820
400 40 0 1420 1445 1.78 258 18000 4534 4731 4.35 52 18000 8539 8539 0.00 3 1550
400 40 1 1464 2412 64.72 79 14354 4534 4534 0.00 1 1863 9053 9053 0.00 73 10639
400 40 2 1404 7563 438.59 80 15330 4446 5421 21.92 35 18000 8766 8766 0.00 31 3769
400 50 0 1378 9337 577.60 77 15075 4277 4277 0.00 3 2188 8848 8848 0.00 8 1984
400 50 1 1391 3417 145.65 80 15859 4497 4656 3.53 53 18000 8520 8520 0.00 5 1710
400 50 2 1332 11916 794.84 78 16844 4439 4439 0.00 7 2358 8908 8908 0.00 11 2828
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Table 7.10: Basic algorithm solutions to A-MDmTSP instances

Instance
I II III

LB UB Gap Nod. time LB UB Gap Nod. time LB UB Gap Nod. time

50 5 0 1294 1294 0.00 0 0 1893 1893 0.00 0 1 2856 2856 0.00 0 2
50 5 1 1187 1187 0.00 0 2 2487 2487 0.00 0 0 2901 2901 0.00 4 14
50 5 2 1356 1356 0.00 3 17 1938 1938 0.00 0 1 3286 3286 0.00 4 7
60 5 0 1736 1736 0.00 27 940 2613 2613 0.00 10 49 3250 3250 0.00 124 1024
60 5 1 1636 1636 0.00 65 1078 2424 2424 0.00 3 14 3431 3431 0.00 1 5
60 5 2 1625 1726 6.20 272 18000 2507 2507 0.00 53 1484 3862 3883 0.53 444 18000
70 5 0 1897 - - 91 18000 2568 2568 0.00 138 11223 3601 3601 0.00 31 360
70 5 1 1428 1428 0.00 39 544 2661 2661 0.00 34 412 3480 3561 2.34 206 18000
70 5 2 1651 1651 0.00 119 5559 2757 2757 0.00 1 8 3559 3559 0.00 0 1
75 5 0 1630 1630 0.00 7 55 2590 2590 0.00 13 286 3851 3851 0.00 22 291
75 5 1 1802 1802 0.00 3 71 2744 2744 0.00 11 117 3761 3761 0.00 13 559
75 5 2 1812 1854 2.34 115 18000 2420 2420 0.00 50 1279 4024 4024 0.00 240 5919
80 5 0 1443 2318 60.63 73 18000 2413 2413 0.00 99 3575 4296 4296 0.00 16 641
80 5 1 1378 4100 197.53 96 18000 2614 2623 0.36 163 18000 4248 4248 0.00 33 1466
80 5 2 1688 - - 81 18000 2750 2815 2.36 170 18000 3998 5396 34.97 64 18000
85 5 0 1665 4112 146.97 64 18000 2686 2686 0.00 33 1582 4209 4252 1.03 260 18000
85 5 1 1409 - - 56 18000 2792 6613 136.83 52 18000 4136 4136 0.00 2 70
85 5 2 1994 - - 57 18000 2537 5508 117.11 74 18000 4207 4546 8.07 96 18000
90 5 0 1715 - - 50 18000 2873 21436 646.23 58 18000 4279 4279 0.00 30 1749
90 5 1 1530 1530 0.00 44 2469 2732 2732 0.00 1 21 4126 4189 1.52 137 18000
90 5 2 1468 6521 344.30 58 18000 2879 2879 0.00 109 9996 4063 4369 7.54 89 18000
95 5 0 1546 1944 25.73 59 18000 2817 2951 4.77 111 18000 4521 4521 0.00 17 1750
95 5 1 1444 6638 359.65 70 18000 2833 2833 0.00 65 4404 4410 4410 0.00 21 439
95 5 2 1411 - - 49 18000 2674 2787 4.24 81 18000 4647 4831 3.97 101 18000
100 5 0 1755 14142 705.90 47 18000 3266 3594 10.04 97 18000 4291 4291 0.00 13 505
100 5 1 1623 6316 289.16 56 18000 2924 5091 74.09 42 18000 4542 4542 0.00 2 144
100 5 2 1817 - - 46 18000 3087 3967 28.52 55 18000 4307 4841 12.40 76 18000
50 10 0 1681 1681 0.00 1 5 2680 2680 0.00 0 1 2595 2595 0.00 0 0
50 10 1 1410 1410 0.00 1 3 2079 2079 0.00 2 8 2868 2868 0.00 1 2
50 10 2 1372 1372 0.00 3 5 1902 1902 0.00 0 3 3013 3013 0.00 0 2
60 10 0 1354 1354 0.00 4 12 2421 2421 0.00 2 5 3140 3140 0.00 1 7
60 10 1 1772 1772 0.00 6 33 2372 2372 0.00 0 3 3432 3432 0.00 2 20
60 10 2 1873 1873 0.00 80 1727 2528 2528 0.00 1 5 3200 3200 0.00 36 242
70 10 0 1578 1578 0.00 3 24 2286 2286 0.00 5 15 3684 3684 0.00 36 545
70 10 1 1538 1538 0.00 32 253 2479 2479 0.00 4 13 3332 3332 0.00 7 80
70 10 2 1415 1415 0.00 53 173 2555 2555 0.00 11 114 3819 3819 0.00 0 5
75 10 0 1350 1350 0.00 40 1137 2630 2630 0.00 202 16654 3545 3545 0.00 13 162
75 10 1 1437 - - 79 18000 2807 2807 0.00 176 9026 3987 3987 0.00 126 1411
75 10 2 1717 - - 73 18000 2677 2843 6.21 193 18000 3610 3610 0.00 359 13348
80 10 0 1344 1344 0.00 6 47 2525 2525 0.00 27 293 3721 3721 0.00 9 74
80 10 1 1499 1499 0.00 94 4187 2379 2379 0.00 28 175 3954 3994 1.00 460 18000
80 10 2 1529 2828 85.00 97 18000 2672 2672 0.00 7 16 3831 3831 0.00 3 30
85 10 0 1519 3914 157.71 94 18000 2772 2772 0.00 24 119 4173 4280 2.57 240 18000
85 10 1 1549 - - 73 18000 2579 3216 24.70 92 18000 3807 3933 3.30 114 18000
85 10 2 1609 - - 67 18000 2630 2647 0.67 223 18000 4228 4294 1.55 194 18000
90 10 0 1698 - - 56 18000 2564 15309 497.19 60 18000 4066 4066 0.00 26 725
90 10 1 1432 1489 3.97 160 18000 2521 2521 0.00 59 1079 4058 4058 0.00 90 4591
90 10 2 1293 1293 0.00 140 10600 2742 2742 0.00 23 475 4090 4856 18.72 79 18000
95 10 0 1561 - - 51 18000 2790 3209 15.01 103 18000 4429 4733 6.86 71 18000
95 10 1 1570 - - 75 18000 3068 9418 206.94 64 18000 4125 4197 1.75 292 18000
95 10 2 1695 - - 55 18000 2572 - - 64 18000 4039 4039 0.00 49 1868
100 10 0 1626 - - 42 18000 3084 9222 199.02 58 18000 4678 4810 2.81 129 18000
100 10 1 1540 - - 46 18000 2751 - - 53 18000 4225 4594 8.73 93 18000
100 10 2 1578 12140 669.57 59 18000 2870 2891 0.72 146 18000 4403 4403 0.00 9 116
80 20 0 1352 1352 0.00 162 1060 2075 2075 0.00 11 71 3744 3744 0.00 2 17
80 20 1 1321 1321 0.00 180 2651 2813 2813 0.00 53 1138 3641 3641 0.00 8 63
80 20 2 1548 - - 157 18000 2635 2635 0.00 400 7002 3891 3891 0.00 124 812
85 20 0 1451 1451 0.00 207 3936 2360 2360 0.00 242 2618 3922 3922 0.00 3 25
85 20 1 1480 1480 0.00 119 7238 2659 2659 0.00 226 5543 3688 3688 0.00 0 5
85 20 2 1378 1393 1.09 499 18000 2520 2520 0.00 254 4840 4033 4033 0.00 216 10659
90 20 0 1460 1460 0.00 156 3435 2439 2439 0.00 50 821 3991 3991 0.00 64 515
90 20 1 1377 1377 0.00 103 360 2610 2610 0.00 49 530 3759 3759 0.00 0 5
90 20 2 1495 - - 132 18000 2672 2687 0.58 455 18000 3998 3998 0.00 0 13
95 20 0 1521 - - 54 18000 2578 - - 89 18000 4077 4749 16.49 99 18000
95 20 1 1603 1603 0.00 175 1954 2660 2660 0.00 25 318 4201 4202 0.03 280 18000
95 20 2 1194 - - 85 18000 2613 2613 0.00 80 1792 4092 4274 4.46 132 18000
100 20 0 1561 - - 47 18000 2737 - - 132 18000 4299 4299 0.00 55 1445
100 20 1 1507 3468 130.13 130 18000 2390 2390 0.00 96 5506 4077 4077 0.00 3 36
100 20 2 1241 - - 94 18000 2630 2649 0.72 322 18000 4321 4321 0.00 121 3019
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Table 7.11: Branch-and-cut framework solutions to A-MDmTSP instances

Instance
I II III

LB UB Gap Nod. time LB UB Gap Nod. time LB UB Gap Nod. time

50 5 0 1294 1294 0.00 0 4 1893 1893 0.00 0 3 2856 2856 0.00 0 9
50 5 1 1187 1187 0.00 0 8 2487 2487 0.00 0 3 2901 2901 0.00 2 14
50 5 2 1356 1356 0.00 1 12 1938 1938 0.00 0 1 3286 3286 0.00 9 42
60 5 0 1736 1736 0.00 16 209 2613 2613 0.00 8 40 3250 3250 0.00 90 525
60 5 1 1636 1636 0.00 24 192 2424 2424 0.00 0 5 3431 3431 0.00 0 14
60 5 2 1650 1650 0.00 107 1206 2507 2507 0.00 14 113 3883 3883 0.00 169 5070
70 5 0 1956 1997 2.07 166 18000 2568 2568 0.00 98 1324 3601 3601 0.00 1 42
70 5 1 1428 1428 0.00 8 86 2661 2661 0.00 21 235 3511 3529 0.51 384 18000
70 5 2 1651 1651 0.00 17 112 2757 2757 0.00 0 10 3559 3559 0.00 0 7
75 5 0 1630 1630 0.00 1 22 2590 2590 0.00 2 18 3851 3851 0.00 7 105
75 5 1 1802 1802 0.00 1 25 2744 2744 0.00 2 23 3761 3761 0.00 4 108
75 5 2 1827 1827 0.00 44 2090 2420 2420 0.00 10 149 4024 4024 0.00 141 3239
80 5 0 1483 1513 2.05 139 18000 2413 2413 0.00 43 1127 4296 4296 0.00 9 176
80 5 1 1425 1465 2.84 201 18000 2622 2622 0.00 48 703 4248 4248 0.00 4 383
80 5 2 1719 1719 0.00 31 596 2778 2778 0.00 161 7479 4099 4161 1.52 117 18000
85 5 0 1717 1752 2.07 157 18000 2686 2686 0.00 11 122 4219 4243 0.57 272 18000
85 5 1 1478 1549 4.84 109 18000 2843 2890 1.65 153 18000 4136 4136 0.00 1 48
85 5 2 2041 2387 16.95 99 18000 2588 2588 0.00 209 13906 4264 4328 1.50 204 18000
90 5 0 1761 2215 25.77 82 18000 2923 2977 1.86 174 18000 4279 4279 0.00 13 628
90 5 1 1530 1530 0.00 7 134 2732 2732 0.00 0 24 4167 4167 0.00 57 2196
90 5 2 1494 1494 0.00 52 3106 2879 2879 0.00 25 412 4095 4191 2.34 203 18000
95 5 0 1592 1592 0.00 169 17004 2827 2827 0.00 8 261 4521 4521 0.00 4 284
95 5 1 1486 1504 1.23 184 18000 2833 2833 0.00 24 370 4410 4410 0.00 22 322
95 5 2 1452 1528 5.23 130 18000 2706 2706 0.00 125 4394 4682 4682 0.00 65 8927
100 5 0 1791 1852 3.43 100 18000 3293 3293 0.00 43 1285 4291 4291 0.00 2 127
100 5 1 1653 1680 1.66 140 18000 2958 3027 2.33 104 18000 4542 4542 0.00 0 83
100 5 2 1860 1942 4.41 109 18000 3124 3251 4.08 133 18000 4375 4462 1.98 132 18000
50 10 0 1681 1681 0.00 0 9 2680 2680 0.00 0 2 2595 2595 0.00 0 3
50 10 1 1410 1410 0.00 0 9 2079 2079 0.00 0 4 2868 2868 0.00 1 7
50 10 2 1372 1372 0.00 1 10 1902 1902 0.00 0 3 3013 3013 0.00 0 3
60 10 0 1354 1354 0.00 1 17 2421 2421 0.00 0 4 3140 3140 0.00 0 7
60 10 1 1772 1772 0.00 0 12 2372 2372 0.00 0 2 3430 3430 0.00 0 15
60 10 2 1873 1873 0.00 29 219 2528 2528 0.00 0 3 3200 3200 0.00 23 160
70 10 0 1578 1578 0.00 0 20 2286 2286 0.00 0 7 3684 3684 0.00 6 56
70 10 1 1538 1538 0.00 16 70 2479 2479 0.00 1 14 3332 3332 0.00 2 41
70 10 2 1415 1415 0.00 9 19 2555 2555 0.00 0 16 3819 3819 0.00 0 11
75 10 0 1350 1350 0.00 6 40 2630 2630 0.00 118 2909 3545 3545 0.00 9 91
75 10 1 1513 1638 8.23 163 18000 2807 2807 0.00 16 300 3987 3987 0.00 22 185
75 10 2 1773 1900 7.18 178 18000 2725 2725 0.00 449 15969 3610 3610 0.00 373 6396
80 10 0 1344 1344 0.00 5 35 2525 2525 0.00 5 73 3721 3721 0.00 1 42
80 10 1 1499 1499 0.00 22 333 2379 2379 0.00 13 62 3976 3976 0.00 416 7246
80 10 2 1559 1559 0.00 26 478 2672 2672 0.00 2 23 3831 3831 0.00 0 32
85 10 0 1563 1589 1.69 191 18000 2772 2772 0.00 10 109 4230 4241 0.25 365 18000
85 10 1 1590 1599 0.58 226 18000 2634 2634 0.00 195 12114 3850 3926 1.97 187 18000
85 10 2 1650 1781 7.92 111 18000 2644 2644 0.00 230 12465 4268 4268 0.00 361 7709
90 10 0 1738 2345 34.95 54 18000 2605 2758 5.88 135 18000 4066 4066 0.00 5 210
90 10 1 1457 1457 0.00 121 4623 2521 2521 0.00 22 235 4058 4058 0.00 35 987
90 10 2 1293 1293 0.00 7 76 2742 2742 0.00 3 43 4176 4259 1.98 207 18000
95 10 0 1590 1626 2.26 126 18000 2832 2832 0.00 185 11034 4505 4533 0.62 179 18000
95 10 1 1603 1613 0.60 169 18000 3096 3096 0.00 12 744 4154 4173 0.47 408 18000
95 10 2 1726 1889 9.44 100 18000 2610 2666 2.13 165 18000 4039 4039 0.00 6 207
100 10 0 1657 2204 33.02 52 18000 3130 3167 1.19 137 18000 4733 4733 0.00 189 9344
100 10 1 1575 2062 30.91 42 18000 2794 3037 8.71 116 18000 4330 4391 1.40 161 18000
100 10 2 1605 1639 2.13 150 18000 2880 2880 0.00 30 729 4403 4403 0.00 1 129
80 20 0 1352 1352 0.00 51 258 2075 2075 0.00 1 26 3744 3744 0.00 1 57
80 20 1 1321 1321 0.00 47 179 2813 2813 0.00 32 197 3641 3641 0.00 2 52
80 20 2 1584 1584 0.00 393 4762 2635 2635 0.00 48 373 3891 3891 0.00 60 909
85 20 0 1451 1451 0.00 23 114 2360 2360 0.00 15 229 3922 3922 0.00 0 55
85 20 1 1480 1480 0.00 13 154 2659 2659 0.00 82 1356 3688 3688 0.00 0 29
85 20 2 1390 1390 0.00 149 1258 2520 2520 0.00 115 1171 4033 4033 0.00 75 1986
90 20 0 1460 1460 0.00 22 134 2439 2439 0.00 1 30 3991 3991 0.00 51 520
90 20 1 1377 1377 0.00 25 69 2610 2610 0.00 26 239 3759 3759 0.00 0 24
90 20 2 1538 1538 0.00 380 6228 2678 2678 0.00 74 1248 3998 3998 0.00 0 36
95 20 0 1554 2449 57.54 51 18000 2625 2680 2.09 243 18000 4151 4263 2.69 194 18000
95 20 1 1603 1603 0.00 31 157 2660 2660 0.00 9 109 4202 4202 0.00 126 3633
95 20 2 1231 1234 0.28 202 18000 2613 2613 0.00 13 208 4145 4159 0.34 308 18000
100 20 0 1594 1916 20.21 63 18000 2794 3103 11.08 456 18000 4299 4299 0.00 55 1528
100 20 1 1533 1533 0.00 217 3589 2390 2390 0.00 4 34 4077 4077 0.00 3 68
100 20 2 1266 1287 1.64 208 18000 2638 2638 0.00 80 2982 4321 4321 0.00 55 1210
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Table 7.12: Basic algorithm solutions to A-MDCVRP instances

Instance
I II III

LB UB Gap Nod. time LB UB Gap Nod. time LB UB Gap Nod. time

40 5 0 1548 1548 0.00 1 2 2248 2248 0.00 0 1 2838 2838 0.00 2 1
40 5 1 1700 1700 0.00 15 77 2235 2235 0.00 2 8 2890 2890 0.00 1 3
40 5 2 1549 1549 0.00 1 2 2219 2219 0.00 9 20 3035 3035 0.00 4 4
45 5 0 1707 1707 0.00 2 7 2164 2164 0.00 9 28 3264 3264 0.00 0 2
45 5 1 1760 1760 0.00 9 40 2488 2488 0.00 2 5 3080 3080 0.00 77 281
45 5 2 1427 1427 0.00 93 1337 2294 2370 3.30 353 18000 3456 3456 0.00 23 231
50 5 0 1568 1568 0.00 213 10857 2114 2903 37.33 174 18000 3692 3692 0.00 731 12087
50 5 1 1370 1370 0.00 170 6060 2785 2802 0.61 439 18000 3228 3370 4.39 325 18000
50 5 2 1381 1381 0.00 6 59 2036 2036 0.00 13 103 3378 3378 0.00 2 25
55 5 0 1627 1627 0.00 107 3085 2339 2538 8.53 208 18000 3283 3426 4.35 331 18000
55 5 1 2088 6492 210.92 130 18000 2848 - - 107 18000 4369 4369 0.00 511 15747
55 5 2 1735 1735 0.00 93 2880 2880 2880 0.00 229 10559 3678 3779 2.74 235 18000
60 5 0 1851 7559 308.37 116 18000 2788 6575 135.85 93 18000 3488 3488 0.00 88 950
60 5 1 1656 1656 0.00 151 7347 2462 2797 13.63 130 18000 3656 3656 0.00 1 19
60 5 2 1561 1561 0.00 68 1380 2478 2824 13.95 164 18000 3767 3767 0.00 9 170
65 5 0 1483 1483 0.00 46 1753 2483 2483 0.00 98 3536 3936 3936 0.00 68 2416
65 5 1 1747 9186 425.86 97 18000 2841 6130 115.80 84 18000 4037 4260 5.53 285 18000
65 5 2 1606 1655 3.08 211 18000 2571 3168 23.22 102 18000 3826 3826 0.00 35 579
70 5 0 1895 2819 48.75 114 18000 2647 7575 186.17 89 18000 3928 3928 0.00 81 4170
70 5 1 1461 2192 50.04 118 18000 2794 4202 50.41 106 18000 3853 3853 0.00 1 29
70 5 2 1854 - - 91 18000 3058 - - 74 18000 4200 4200 0.00 2 44
75 5 0 1672 1672 0.00 57 2746 2692 4906 82.22 82 18000 3981 4393 10.34 104 18000
75 5 1 1962 5967 204.11 92 18000 3054 - - 73 18000 4254 - - 86 18000
75 5 2 1815 4383 141.55 87 18000 2448 16598 577.95 73 18000 4405 4549 3.26 156 18000
40 10 0 1516 1516 0.00 1 1 2595 2595 0.00 14 32 2558 2558 0.00 0 0
40 10 1 1420 1420 0.00 0 0 1776 1776 0.00 1 2 2736 2736 0.00 1 1
40 10 2 1560 1560 0.00 49 262 2180 2180 0.00 12 29 2418 2418 0.00 62 354
45 10 0 1376 1376 0.00 4 11 1817 1817 0.00 3 17 2779 2779 0.00 314 2270
45 10 1 1640 1640 0.00 167 4924 2272 2956 30.13 223 18000 3010 3010 0.00 13 41
45 10 2 1293 1293 0.00 0 2 2230 2230 0.00 7 15 2920 2920 0.00 0 1
50 10 0 1682 1682 0.00 3 18 2699 2699 0.00 12 79 2623 2623 0.00 0 1
50 10 1 1498 1498 0.00 287 6292 2164 2707 25.12 195 18000 3142 3142 0.00 1 6
50 10 2 1372 1372 0.00 6 12 1948 1948 0.00 33 253 2949 2949 0.00 0 2
55 10 0 1465 1465 0.00 249 12748 2248 2614 16.30 192 18000 3735 3858 3.28 321 18000
55 10 1 1556 1556 0.00 78 1308 2556 2556 0.00 282 10435 3427 3427 0.00 2 28
55 10 2 1323 1323 0.00 14 51 2488 2488 0.00 9 21 2882 2882 0.00 3 28
60 10 0 1430 1500 4.92 212 18000 2451 3867 57.78 122 18000 3395 3395 0.00 4 12
60 10 1 1790 2684 49.98 147 18000 2338 2338 0.00 48 882 3737 3737 0.00 20 142
60 10 2 1930 6833 254.00 124 18000 2687 - - 104 18000 3482 3482 0.00 23 158
65 10 0 1462 5511 276.95 116 18000 2085 7677 268.25 92 18000 3679 3744 1.77 798 18000
65 10 1 1314 1314 0.00 248 15457 2063 2234 8.31 177 18000 3631 3658 0.76 308 18000
65 10 2 1660 - - 105 18000 2565 - - 95 18000 3474 3474 0.00 321 8304
70 10 0 1644 1644 0.00 174 16460 2260 2483 9.84 107 18000 3881 4124 6.27 334 18000
70 10 1 1600 - - 85 18000 2708 - - 75 18000 3935 4078 3.64 201 18000
70 10 2 1407 5546 294.25 165 18000 2544 19978 685.16 78 18000 4157 4157 0.00 19 293
75 10 0 1350 1350 0.00 32 974 2611 6210 137.84 94 18000 3578 3578 0.00 4 71
75 10 1 1502 - - 81 18000 2830 - - 81 18000 4531 4531 0.00 61 908
75 10 2 1715 5683 231.30 94 18000 2659 - - 81 18000 3626 3878 6.96 183 18000
80 10 0 1366 1366 0.00 80 4228 2488 - - 78 18000 3928 3928 0.00 128 4584
80 10 1 1580 - - 65 18000 2442 7002 186.68 68 18000 4314 4487 4.01 154 18000
80 10 2 1539 - - 79 18000 2638 3132 18.73 94 18000 4051 4051 0.00 196 5178
85 10 0 1612 - - 58 18000 2735 - - 57 18000 5089 6823 34.08 82 18000
85 10 1 1561 - - 79 18000 2712 - - 58 18000 4044 4064 0.49 83 18000
85 10 2 1605 3439 114.22 99 18000 2597 2938 13.13 92 18000 4449 4516 1.51 231 18000
75 20 0 1460 2954 102.32 93 18000 2552 7553 195.95 93 18000 3947 4077 3.28 251 18000
75 20 1 1627 2776 70.64 126 18000 2597 - - 92 18000 3462 3462 0.00 6 63
75 20 2 1388 - - 101 18000 2440 - - 70 18000 4077 4077 0.00 142 5206
80 20 0 1334 1381 3.53 331 18000 2024 - - 80 18000 3875 3875 0.00 2 30
80 20 1 1318 - - 99 18000 2841 - - 72 18000 3833 3833 0.00 205 4162
80 20 2 1549 6904 345.76 114 18000 2522 - - 98 18000 3955 3986 0.78 473 18000
85 20 0 1434 - - 62 18000 2324 - - 43 18000 4286 4494 4.84 139 18000
85 20 1 1491 - - 70 18000 2572 - - 59 18000 4011 4073 1.54 242 18000
85 20 2 1363 1404 2.99 470 18000 2386 - - 71 18000 3937 3996 1.49 192 18000
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Table 7.13: Branch-and-cut framework solutions to A-MDCVRP instances

Instance
I II III

LB UB Gap Nod. time LB UB Gap Nod. time LB UB Gap Nod. time

40 5 0 1548 1548 0.00 1 7 2248 2248 0.00 0 3 2838 2838 0.00 1 6
40 5 1 1700 1700 0.00 1 17 2235 2235 0.00 1 12 2890 2890 0.00 0 5
40 5 2 1549 1549 0.00 0 4 2219 2219 0.00 5 37 3035 3035 0.00 2 10
45 5 0 1707 1707 0.00 0 10 2164 2164 0.00 2 13 3264 3264 0.00 0 6
45 5 1 1760 1760 0.00 2 9 2488 2488 0.00 0 7 3080 3080 0.00 74 537
45 5 2 1427 1427 0.00 19 85 2340 2340 0.00 263 5216 3456 3456 0.00 6 109
50 5 0 1568 1568 0.00 73 332 2235 2290 2.48 492 18000 3692 3692 0.00 674 10255
50 5 1 1370 1370 0.00 64 439 2802 2802 0.00 219 3186 3285 3305 0.62 727 18000
50 5 2 1381 1381 0.00 4 26 2036 2036 0.00 7 25 3378 3378 0.00 2 23
55 5 0 1627 1627 0.00 50 506 2387 2387 0.00 107 1572 3313 3413 3.03 391 18000
55 5 1 2179 2314 6.21 218 18000 2970 3184 7.19 257 18000 4369 4369 0.00 227 7013
55 5 2 1735 1735 0.00 49 240 2880 2880 0.00 63 551 3705 3736 0.83 334 18000
60 5 0 1936 2031 4.89 255 18000 2913 3124 7.24 226 18000 3488 3488 0.00 118 1492
60 5 1 1656 1656 0.00 59 737 2516 2516 0.00 249 5565 3656 3656 0.00 0 25
60 5 2 1561 1561 0.00 8 55 2536 2590 2.13 288 18000 3767 3767 0.00 0 53
65 5 0 1483 1483 0.00 6 63 2483 2483 0.00 48 436 3936 3936 0.00 60 684
65 5 1 1831 1877 2.51 184 18000 2929 3097 5.75 225 18000 4074 4219 3.55 207 18000
65 5 2 1628 1628 0.00 134 2905 2636 2636 0.00 336 15570 3826 3826 0.00 10 171
70 5 0 1953 2011 2.95 236 18000 2724 2934 7.73 190 18000 3928 3928 0.00 80 2209
70 5 1 1492 1492 0.00 49 930 2877 2877 0.00 363 11674 3853 3853 0.00 0 51
70 5 2 1920 2078 8.23 149 18000 3129 3480 11.22 138 18000 4200 4200 0.00 0 46
75 5 0 1672 1672 0.00 18 149 2753 2753 0.00 150 7744 4043 4134 2.25 197 18000
75 5 1 2017 2117 4.94 208 18000 3148 3429 8.94 137 18000 4340 4447 2.47 114 18000
75 5 2 1857 1857 0.00 161 14348 2499 2567 2.72 200 18000 4472 4528 1.25 163 18000
40 10 0 1516 1516 0.00 0 4 2595 2595 0.00 5 16 2558 2558 0.00 0 2
40 10 1 1420 1420 0.00 0 5 1776 1776 0.00 0 3 2736 2736 0.00 2 11
40 10 2 1560 1560 0.00 21 82 2180 2180 0.00 8 31 2418 2418 0.00 54 507
45 10 0 1376 1376 0.00 2 10 1817 1817 0.00 3 13 2779 2779 0.00 321 2098
45 10 1 1640 1640 0.00 15 81 2376 2467 3.81 445 18000 3010 3010 0.00 6 58
45 10 2 1293 1293 0.00 0 6 2230 2230 0.00 2 11 2920 2920 0.00 0 3
50 10 0 1682 1682 0.00 0 7 2699 2699 0.00 5 84 2623 2623 0.00 0 5
50 10 1 1498 1498 0.00 58 413 2249 2396 6.53 258 18000 3142 3142 0.00 0 12
50 10 2 1372 1372 0.00 2 21 1948 1948 0.00 8 43 2949 2949 0.00 0 4
55 10 0 1465 1465 0.00 101 1405 2328 2344 0.68 534 18000 3789 3814 0.67 348 18000
55 10 1 1556 1556 0.00 24 147 2556 2556 0.00 96 821 3427 3427 0.00 0 33
55 10 2 1323 1323 0.00 12 24 2488 2488 0.00 1 11 2882 2882 0.00 0 20
60 10 0 1481 1495 0.95 401 18000 2528 2671 5.65 269 18000 3395 3395 0.00 0 25
60 10 1 1817 1817 0.00 63 1150 2338 2338 0.00 12 62 3737 3737 0.00 11 189
60 10 2 2020 2348 16.24 146 18000 2788 2953 5.93 200 18000 3482 3482 0.00 9 158
65 10 0 1520 1588 4.50 195 18000 2147 2251 4.83 239 18000 3699 3730 0.85 764 18000
65 10 1 1314 1314 0.00 128 2095 2115 2148 1.58 306 18000 3643 3657 0.39 511 18000
65 10 2 1721 1958 13.80 177 18000 2644 2761 4.42 229 18000 3474 3474 0.00 564 12694
70 10 0 1644 1644 0.00 90 3664 2322 2344 0.95 320 18000 3922 3979 1.45 570 18000
70 10 1 1668 2007 20.35 112 18000 2798 3298 17.89 108 18000 3980 4026 1.16 288 18000
70 10 2 1459 1487 1.90 404 18000 2611 2669 2.22 199 18000 4157 4157 0.00 7 238
75 10 0 1350 1350 0.00 6 52 2670 2840 6.37 189 18000 3578 3578 0.00 3 105
75 10 1 1567 1874 19.60 99 18000 2902 3344 15.21 111 18000 4531 4531 0.00 15 476
75 10 2 1765 1810 2.58 189 18000 2718 2832 4.19 195 18000 3690 3762 1.96 225 18000
80 10 0 1366 1366 0.00 38 881 2538 2614 3.01 226 18000 3928 3928 0.00 18 605
80 10 1 1630 1805 10.71 102 18000 2506 2675 6.72 117 18000 4370 4403 0.76 340 18000
80 10 2 1582 1612 1.92 147 18000 2669 2669 0.00 34 663 4051 4051 0.00 177 5021
85 10 0 1665 2037 22.33 81 18000 2797 3032 8.38 79 18000 5193 5328 2.60 77 18000
85 10 1 1596 1653 3.56 158 18000 2774 3286 18.44 91 18000 4064 4064 0.00 18 1506
85 10 2 1641 1675 2.04 154 18000 2634 2697 2.40 130 18000 4487 4501 0.31 329 18000
75 20 0 1498 1642 9.61 113 18000 2606 2684 2.99 196 18000 3989 4024 0.88 182 18000
75 20 1 1670 1683 0.80 255 18000 2648 2689 1.54 273 18000 3462 3462 0.00 1 54
75 20 2 1433 1628 13.64 142 18000 2496 2797 12.06 133 18000 4077 4077 0.00 36 849
80 20 0 1358 1358 0.00 419 6704 2067 2089 1.06 171 18000 3875 3875 0.00 0 36
80 20 1 1363 1899 39.34 97 18000 2893 3263 12.80 106 18000 3833 3833 0.00 102 1067
80 20 2 1584 1647 3.97 305 18000 2563 2659 3.73 165 18000 3983 3983 0.00 334 7184
85 20 0 1479 1929 30.39 82 18000 2390 2861 19.73 70 18000 4353 4438 1.94 148 18000
85 20 1 1529 1801 17.76 105 18000 2616 2984 14.08 78 18000 4054 4086 0.78 266 18000
85 20 2 1375 1375 0.00 181 1468 2435 2522 3.59 146 18000 3968 3968 0.00 169 7860
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Table 7.14: Basic algorithm solutions to A-CLRP instances

Instance
A-CLRP

I II III

LB UB Gap Nod. time LB UB Gap Nod. time LB UB Gap Nod. time

40 5 0 2281 2281 0.00 1 8 4222 4222 0.00 0 3 4297 4297 0.00 6 25
40 5 1 3048 3048 0.00 148 5714 3836 3836 0.00 18 60 4426 4426 0.00 2 5
40 5 2 2831 2831 0.00 1 4 2963 2963 0.00 0 1 4110 4110 0.00 0 2
45 5 0 2769 2769 0.00 1 15 3932 3932 0.00 17 181 4273 4273 0.00 0 5
45 5 1 2613 2613 0.00 0 1 4757 4757 0.00 0 3 4533 4533 0.00 9 39
45 5 2 2581 2581 0.00 12 192 4622 4622 0.00 122 3346 5016 5062 0.92 207 18000
50 5 0 3331 3331 0.00 24 588 4375 7955 81.82 151 18000 6764 7123 5.30 262 18000
50 5 1 2524 2524 0.00 17 280 4718 4718 0.00 19 426 4623 4623 0.00 77 1212
50 5 2 3249 3249 0.00 3 70 3688 3688 0.00 7 147 4641 4641 0.00 0 17
55 5 0 2693 2693 0.00 15 490 4369 4369 0.00 15 209 5231 5231 0.00 19 571
55 5 1 3764 4297 14.18 116 18000 5264 13565 157.68 94 18000 6852 7443 8.62 148 18000
55 5 2 3091 3091 0.00 3 176 4436 4436 0.00 73 3374 5919 6019 1.69 240 18000
60 5 0 3684 4714 27.95 122 18000 4844 9199 89.92 90 18000 6409 6409 0.00 182 7595
60 5 1 3122 3331 6.69 126 18000 4428 5029 13.58 124 18000 6570 6773 3.08 550 18000
60 5 2 3467 3467 0.00 4 171 3625 3625 0.00 40 1559 5663 5663 0.00 31 364
65 5 0 2850 2850 0.00 68 3897 3564 3564 0.00 21 964 6200 6484 4.58 128 18000
65 5 1 3008 3273 8.80 108 18000 4723 - - 75 18000 6262 6262 0.00 150 6129
65 5 2 3670 3670 0.00 117 13063 4867 4867 0.00 28 1395 5275 5275 0.00 230 3991
70 5 0 3409 4036 18.39 93 18000 4618 - - 57 18000 6051 6669 10.22 103 18000
70 5 1 2598 2598 0.00 37 2786 5132 5132 0.00 51 2471 5066 5066 0.00 4 92
70 5 2 3637 - - 71 18000 5994 - - 42 18000 5959 7891 32.42 100 18000
75 5 0 2534 2534 0.00 10 420 4754 4754 0.00 56 5387 5446 6948 27.58 124 18000
75 5 1 3634 4956 36.37 77 18000 5347 5554 3.87 110 18000 5972 8567 43.46 72 18000
75 5 2 2750 2750 0.00 14 361 3778 3778 0.00 11 1107 5844 8244 41.08 98 18000
40 10 0 2788 2788 0.00 0 1 4064 4064 0.00 0 1 4144 4144 0.00 12 28
40 10 1 2256 2256 0.00 0 1 2722 2722 0.00 0 2 3963 3963 0.00 8 44
40 10 2 2854 2854 0.00 14 178 3617 3617 0.00 19 405 3981 3981 0.00 214 2198
45 10 0 2451 2451 0.00 0 4 3135 3135 0.00 4 29 4724 4724 0.00 303 5897
45 10 1 3464 3464 0.00 37 824 4856 4856 0.00 99 2927 5085 5658 11.27 555 18000
45 10 2 2643 2643 0.00 24 506 3761 3761 0.00 2 14 4943 4943 0.00 398 4207
50 10 0 2548 2548 0.00 0 3 3945 3945 0.00 0 16 4256 4256 0.00 156 2383
50 10 1 2729 2729 0.00 0 3 4623 4623 0.00 148 6014 5596 5596 0.00 220 5821
50 10 2 2520 2520 0.00 249 12896 3255 3255 0.00 19 393 4515 4879 8.06 213 18000
55 10 0 3569 4080 14.32 132 18000 4032 5368 33.15 127 18000 5853 8128 38.87 181 18000
55 10 1 2731 2731 0.00 41 1517 5219 5219 0.00 114 2661 5376 5376 0.00 98 2093
55 10 2 2298 2298 0.00 15 212 3537 3537 0.00 10 100 4538 4538 0.00 89 3459
60 10 0 3002 3002 0.00 53 3246 4323 6782 56.90 95 18000 5498 5703 3.73 457 18000
60 10 1 2991 3259 8.95 173 18000 3671 3671 0.00 44 2817 5096 5096 0.00 93 5666
60 10 2 3849 6248 62.33 87 18000 4958 7458 50.41 81 18000 5339 7514 40.74 165 18000
65 10 0 2708 2849 5.22 120 18000 4089 4089 0.00 8 417 5762 7276 26.27 140 18000
65 10 1 2811 2811 0.00 18 977 3081 3655 18.62 96 18000 5430 5430 0.00 83 7157
65 10 2 2841 4647 63.54 77 18000 4894 - - 75 18000 5265 7044 33.79 164 18000
70 10 0 3088 3119 1.01 151 18000 4052 5756 42.05 69 18000 5580 6527 16.98 96 18000
70 10 1 3667 - - 45 18000 5202 - - 46 18000 5660 - - 126 18000
70 10 2 2836 2836 0.00 93 11093 3990 - - 58 18000 6074 7614 25.35 122 18000
75 10 0 2970 2970 0.00 3 164 3801 4558 19.92 100 18000 4906 5523 12.57 110 18000
75 10 1 3425 - - 64 18000 4722 - - 49 18000 6595 9309 41.14 104 18000
75 10 2 2818 2818 0.00 77 16242 3839 5611 46.15 77 18000 4898 5847 19.37 103 18000
80 10 0 2410 2410 0.00 5 353 4439 4465 0.59 88 18000 5229 12652 141.97 92 18000
80 10 1 3503 4479 27.88 51 18000 3854 5269 36.70 59 18000 5979 - - 78 18000
80 10 2 2858 3053 6.84 95 18000 4139 7753 87.32 44 18000 5996 - - 75 18000
85 10 0 3342 - - 50 18000 5530 - - 33 18000 6383 - - 31 18000
85 10 1 3238 5516 70.35 60 18000 4371 - - 44 18000 5514 - - 77 18000
85 10 2 3040 3987 31.15 44 18000 3950 5518 39.70 47 18000 5917 8782 48.41 86 18000
75 20 0 2923 4843 65.67 46 18000 4012 - - 42 18000 5467 - - 82 18000
75 20 1 2570 2570 0.00 16 848 4098 4126 0.67 190 18000 5043 5770 14.42 208 18000
75 20 2 3631 - - 51 18000 4514 - - 50 18000 5835 - - 91 18000
80 20 0 2273 3881 70.77 56 18000 3585 - - 42 18000 5333 6760 26.76 141 18000
80 20 1 2960 - - 51 18000 4946 - - 30 18000 5666 - - 95 18000
80 20 2 2949 6250 111.97 33 18000 4309 6661 54.57 40 18000 5325 - - 67 18000
85 20 0 3751 - - 38 18000 4570 - - 35 18000 6198 - - 48 18000
85 20 1 3134 - - 35 18000 4219 8495 101.36 49 18000 5217 - - 51 18000
85 20 2 2568 2824 9.97 82 18000 3902 - - 34 18000 5392 11256 108.74 57 18000
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Table 7.15: Branch-and-cut framework solutions to A-CLRP instances

Instance
A-CLRP

I II III

LB UB Gap Nod. time LB UB Gap Nod. time LB UB Gap Nod. time

40 5 0 2281 2281 0.00 0 6 4222 4222 0.00 0 6 4297 4297 0.00 0 24
40 5 1 3048 3048 0.00 65 1113 3836 3836 0.00 7 62 4426 4426 0.00 0 9
40 5 2 2831 2831 0.00 0 10 2962 2962 0.00 0 3 4110 4110 0.00 0 7
45 5 0 2769 2769 0.00 0 9 3932 3932 0.00 13 58 4273 4273 0.00 1 19
45 5 1 2613 2613 0.00 0 1 4757 4757 0.00 0 10 4533 4533 0.00 1 25
45 5 2 2581 2581 0.00 1 20 4622 4622 0.00 83 1371 5052 5052 0.00 49 1581
50 5 0 3331 3331 0.00 5 67 4654 4789 2.91 441 18000 6945 7030 1.23 201 18000
50 5 1 2524 2524 0.00 3 31 4718 4718 0.00 5 101 4623 4623 0.00 123 2516
50 5 2 3249 3249 0.00 1 21 3688 3688 0.00 2 30 4641 4641 0.00 0 15
55 5 0 2693 2693 0.00 1 28 4369 4369 0.00 8 83 5231 5231 0.00 4 119
55 5 1 3855 3855 0.00 165 6592 5408 5408 0.00 146 3768 6934 7020 1.23 155 18000
55 5 2 3091 3091 0.00 0 8 4436 4436 0.00 17 215 5971 6037 1.10 170 18000
60 5 0 3770 3902 3.49 199 18000 5063 5109 0.91 193 18000 6409 6409 0.00 26 879
60 5 1 3193 3193 0.00 242 15647 4500 4532 0.71 267 18000 6718 6772 0.81 484 18000
60 5 2 3467 3467 0.00 0 20 3625 3625 0.00 7 217 5663 5663 0.00 2 96
65 5 0 2850 2850 0.00 18 226 3564 3564 0.00 2 101 6208 6412 3.29 164 18000
65 5 1 3061 3061 0.00 98 6025 4974 4985 0.23 300 18000 6262 6262 0.00 95 3405
65 5 2 3670 3670 0.00 43 1025 4867 4867 0.00 7 332 5275 5275 0.00 297 6070
70 5 0 3487 3487 0.00 130 8191 5114 5169 1.07 167 18000 6212 6308 1.55 220 18000
70 5 1 2598 2598 0.00 9 176 5132 5132 0.00 20 517 5066 5066 0.00 1 62
70 5 2 3728 3782 1.46 126 18000 6487 6809 4.96 96 18000 6383 6788 6.34 85 18000
75 5 0 2534 2534 0.00 0 31 4754 4754 0.00 36 1524 5892 6421 8.99 202 18000
75 5 1 3696 3778 2.22 141 18000 5400 5473 1.34 209 18000 6290 6733 7.04 80 18000
75 5 2 2750 2750 0.00 1 45 3778 3778 0.00 2 190 6517 6604 1.33 116 18000
40 10 0 2788 2788 0.00 0 2 4064 4064 0.00 0 3 4144 4144 0.00 15 45
40 10 1 2256 2256 0.00 0 3 2722 2722 0.00 0 10 3963 3963 0.00 4 32
40 10 2 2854 2854 0.00 2 18 3617 3617 0.00 7 61 3981 3981 0.00 114 1822
45 10 0 2451 2451 0.00 0 5 3135 3135 0.00 0 11 4724 4724 0.00 124 2123
45 10 1 3464 3464 0.00 9 158 4856 4856 0.00 70 572 5327 5551 4.20 511 18000
45 10 2 2643 2643 0.00 4 36 3761 3761 0.00 1 11 4943 4943 0.00 227 2423
50 10 0 2548 2548 0.00 0 3 3945 3945 0.00 0 5 4256 4256 0.00 73 1892
50 10 1 2729 2729 0.00 0 11 4623 4623 0.00 54 630 5596 5596 0.00 37 1458
50 10 2 2520 2520 0.00 212 6231 3255 3255 0.00 4 65 4557 4610 1.16 329 18000
55 10 0 3679 3679 0.00 310 11890 4136 4280 3.47 301 18000 6011 6168 2.60 257 18000
55 10 1 2731 2731 0.00 3 47 5219 5219 0.00 85 2233 5376 5376 0.00 57 692
55 10 2 2298 2298 0.00 5 53 3537 3537 0.00 7 93 4538 4538 0.00 158 5011
60 10 0 3002 3002 0.00 6 179 4659 4678 0.42 333 18000 5394 5676 5.24 294 18000
60 10 1 3046 3046 0.00 219 13404 3671 3671 0.00 15 482 5096 5096 0.00 26 1691
60 10 2 3955 4011 1.42 142 18000 5257 5753 9.43 76 18000 5711 5836 2.18 320 18000
65 10 0 2762 2785 0.84 244 18000 4089 4089 0.00 3 180 5868 6923 17.98 193 18000
65 10 1 2811 2811 0.00 2 64 3163 3163 0.00 113 3540 5430 5430 0.00 20 1110
65 10 2 2934 3039 3.57 156 18000 5318 5356 0.72 331 18000 5924 6593 11.28 258 18000
70 10 0 3107 3107 0.00 94 6898 4157 4157 0.00 26 1465 5882 6041 2.70 181 18000
70 10 1 3778 4087 8.19 89 18000 5597 6840 22.21 27 18000 6026 6646 10.28 200 18000
70 10 2 2836 2836 0.00 43 1055 4229 4280 1.19 224 18000 6510 6582 1.10 243 18000
75 10 0 2970 2970 0.00 1 55 3825 3825 0.00 5 370 5061 5430 7.28 146 18000
75 10 1 3503 4021 14.79 69 18000 5080 5402 6.33 111 18000 7048 7856 11.46 105 18000
75 10 2 2818 2818 0.00 14 503 3916 3934 0.47 249 18000 5181 5709 10.20 109 18000
80 10 0 2410 2410 0.00 1 80 4447 4447 0.00 12 603 5930 6380 7.58 174 18000
80 10 1 3564 3643 2.20 88 18000 4010 4119 2.72 90 18000 6462 7276 12.59 65 18000
80 10 2 2898 2981 2.85 142 18000 4294 4401 2.50 100 18000 6564 7588 15.60 82 18000
85 10 0 3410 3547 4.03 85 18000 6206 6713 8.17 41 18000 6743 7617 12.96 27 18000
85 10 1 3289 3359 2.12 108 18000 4842 4932 1.86 76 18000 5899 6313 7.02 157 18000
85 10 2 3092 3196 3.37 75 18000 4003 4186 4.57 121 18000 6562 6885 4.93 176 18000
75 20 0 2980 3007 0.91 122 18000 4205 4621 9.91 38 18000 5874 6258 6.53 177 18000
75 20 1 2570 2570 0.00 0 30 4117 4117 0.00 209 14554 5170 5527 6.90 216 18000
75 20 2 3770 3815 1.19 103 18000 4870 5394 10.75 52 18000 6218 7537 21.22 62 18000
80 20 0 2329 2334 0.21 231 18000 3732 3891 4.27 91 18000 5470 6144 12.32 167 18000
80 20 1 3049 3291 7.95 89 18000 5260 6503 23.64 12 18000 6035 7040 16.66 106 18000
80 20 2 3019 3230 6.98 90 18000 4565 4838 5.98 126 18000 5854 6488 10.82 105 18000
85 20 0 3828 4220 10.23 28 18000 5035 6115 21.45 30 18000 6877 7650 11.24 117 18000
85 20 1 3225 3297 2.22 96 18000 4326 4463 3.18 79 18000 5613 6149 9.56 95 18000
85 20 2 2580 2580 0.00 6 496 4048 4048 0.00 102 9046 5841 6205 6.24 129 18000





Chapter 8

Summary and conclusion

The advent of sensor technology combined with the recent advances made in the areas

of the Internet of Things and machine learning techniques provide opportunities to

remotely monitor the deterioration of equipment and to control its usage in real-time.

Many studies use these monitoring opportunities to propose advanced condition-

based maintenance policies that aim to schedule maintenance just-in-time, thereby

minimizing the number of failures while also avoiding wastage of remaining useful

life of equipment. In this thesis, we have investigated the potential value of using

condition information to make dynamic production decisions as well. An essential

ingredient for the considered settings is that the degradation of many machines is

directly affected by the production rate, implying that the production rate can be

used to control the deterioration of equipment.

One real-life example where dynamic production decisions introduce numerous

promising operational options is the offshore wind sector. Sensor technology enables

operators to closely monitor turbines that are located in remote offshore areas which

otherwise could only be observed with time-consuming and expensive physical in-

spections. Many firms and industry parties start to recognize and embrace these

opportunities, which is exemplified by the fact that modern turbines contain thousands

of sensors that continuously measure hundreds of variables including noise, vibration,

and the temperature of components. These sensors deliver abundant amounts of data

that can be translated into valuable estimates of the degradation levels of turbines.

These estimated degradation levels can then be used to optimize the power production,

which is practically possible due to so-called pitch control systems that can control the

rotational speed by adjusting the angle of the blades. This provides a natural way to

control the deterioration process of turbines as higher rotational speeds imply higher

deterioration rates.



214 Chapter 8

The chapters of this thesis are organized into two parts. The key topic of the first

part (Chapters 2, 3, and 4) is the introduction of a dynamic production planning in

systems with production-dependent deterioration and condition monitoring. Dynamic

adjustable production rates provide an opportunity to control the deterioration pro-

cess of equipment, which can be used to increase the efficiency and effectiveness of

maintenance and production strategies. The second part (Chapters 5, 6, and 7) is

devoted to settings that are either inspired by offshore wind maintenance or that are

related to dynamic production planning. Chapter 5 addresses resource sharing between

offshore wind farms, Chapter 6 presents another application of dynamic production

planning, and Chapter 7 considers a stylized routing problem that lies at the core of

many short-term scheduling and routing problems.

Part I: Condition-based production decisions

Studies on condition-based maintenance optimization typically assume that mainte-

nance can be scheduled instantaneously and that the deterioration process is stationary

or follows an exogenously given pattern, thereby indirectly implying that the pro-

duction rate is either constant or already decided upon. However, most maintenance

decisions have non-negligible planning times due to the need of scarce resources such

as skilled technicians, spare parts, and specialized tools, or they are even completely

inflexible due to planning restrictions (e.g., safety regulations may dictate that a

system has to be maintained on a yearly basis). In part I, we explicitly take a limited

maintenance flexibility into account and consider condition-based production planning

as an alternative or additional short-term operational option.

Chapter 2 investigates the value of a dynamic production plan for a single-unit

system for which the next maintenance intervention is already scheduled. The operator

determines the production rate based on the current deterioration level and the

remaining time until the next maintenance action. This setting can represent a

production facility for which maintenance is planned well in advance, such as refineries

and power plants, but it can also be used for production decisions during the planning

time of a condition-based maintenance policy. We derive exact analytical solutions for

deterministic deterioration processes and use Markov decision processes to numerically

show that the insights carry over to more realistic stochastic deterioration processes.

The exact solutions show that for all systems, it can be beneficial to reduce the

production rate in order to avoid failure. If an unavoidable failure is foreseen, then

production revenues can be increased by producing at a more efficient rate. In various

scenarios, it is even cost-efficient to maximize production and let the system fail, even

if the failure could have been prevented by switching off the facility. Furthermore,

there are win-win scenarios in which production rate adjustments both prevent failure

and increase the total production output.
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Numerical results show that balancing production revenues with maintenance

costs can realize substantial cost savings of up to 50%, which results from reduced

failure risk and increased production. An interesting side-effect is that adopting a

condition-based production policy also reduces the volatility of the production output

and of the total costs. Simpler policies such as on-off policies that switch between the

idle mode and an optimized fixed rate are often considerably less effective in reducing

total costs, result in lower total production, and actually increase the volatility in the

production output and the total costs. On the contrary, the performance of heuristic

policies based on the optimal deterministic policy is near-optimal for many parameter

values. Thus, being able to respond accurately with many different production rates

is more important than explicitly taking into account all future uncertainty of the

deterioration process.

Chapter 3 continues by studying whether the benefits of condition-based produc-

tion subsist for systems with more flexible maintenance policies. We compare the

performance of condition-based production to that of condition-based maintenance and

investigate the potential of integrating the two decisions into a fully condition-based

policy. We again consider single-unit systems and model the limited maintenance

flexibility by incorporating a maintenance planning time or by adopting a block-based

maintenance policy.

Integrating a dynamic production rate into a condition-based maintenance policy

results in three structural benefits. Firstly, an adjustable production rate allows to

respond to deterioration increments during the planning time, thereby substantially

reducing the failure risk. Secondly, due to the first benefit, the optimal maintenance

policy can be less conservative and schedules maintenance interventions at a higher

deterioration level, resulting in fewer maintenance actions. Thirdly, total production

is increased by producing at a more efficient rate in the extreme case that failure is

unavoidable. Moreover, condition-based maintenance and condition-based production

can enhance each others performance as making both decisions condition-based can

yield higher cost savings than the sum of their separate cost savings.

Noteworthy is that optimal condition-based production policies with fixed periodic

maintenance interventions do not immediately slow down production when the system

deteriorates faster than expected. As long as there is sufficient time to prevent failure

at a later stage, it is better to continue producing at the maximum rate as deterioration

in the remainder of the block may be lower than expected. If this does not happen,

then the production can still be slowed down, whereas lost production cannot be

made up for. On the other hand, if condition-based production is combined with

condition-based maintenance, then the production rate is sometimes already reduced

before maintenance is scheduled. Producing at a lower rate does not only reduce the

deterioration rate, but also implies a more predictable deterioration process. It thereby

allows to approach the failure level more closely without facing excessive failure risks.



216 Chapter 8

Numerical results based on a Markov decision process formulation show that the

effectiveness of the three policies strongly depends on the system characteristics such

as maintenance costs, the behavior of the deterioration process, and the planning time

for maintenance. A general observation is that condition-based production policies

are characterized by low failure risks whereas condition-based maintenance policies

typically have higher expected total production but also substantially more failures.

As a consequence, condition-based production is advocated for systems with severe

failures, while condition-based maintenance is essential for systems with relatively

high profit margins.

Chapter 4 makes the natural extension to address condition-based production

decisions for multi-unit systems whose units are jointly used to satisfy an overall

production target. We consider a system with an economic dependency implying

that there is an incentive to cluster maintenance interventions into a single campaign.

In the considered setting, the operator can control the deterioration of the units by

dynamically reallocating load among them based on condition information.

Our results show that condition-based load sharing improves the effectiveness of

condition-based maintenance policies as substantial cost savings are possible compared

to the optimal condition-based maintenance policy that shares load equally among

the functioning units. Cost savings up to 20% can be obtained for systems with

overcapacity but no redundancy, and these savings increase up to 40% for systems with

redundancy. The cost savings originate from fewer failures, reduced risks of production

shortages, improved clustering opportunities, and fewer maintenance interventions per

unit.

An insightful observation is that when the deterioration levels of the units are far

apart, the operator should not try to synchronize them before the next maintenance

intervention, but should even accelerate the production rate of the unit with the highest

deterioration level. Moreover, condition-based load sharing decisions are also effective

for systems without economic dependence and are thus not only used to improve

the clustering of maintenance interventions. Without an economic dependency, the

deterioration levels of units should be desynchronized such that their maintenance

interventions can be alternated. This allows to decelerate the most deteriorated unit

when it is highly deteriorated, which results in better utilization of the useful life of

the units.

Taking more of a bird’s eye view of the results in Part I, a key insight is that

practitioners should not always focus on high production rates, as producing at a

slightly lower rate may substantially reduce maintenance costs. In fact, adopting a

dynamic production plan in which the production rate depends on the condition of

equipment, not only improves the operational efficiency by better balancing production

outputs with maintenance costs, but may even result in higher total production output.

Making production decisions condition-based allows for lower maintenance costs, higher
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production outputs, more predictable and stable profits and production outputs, and

fewer failures. Chapter 3 and 4 show that these effects do not diminish, and can even

be enhanced, if a condition-based maintenance policy is adopted, and that the benefits

are not overshadowed by including realistic aspects such as parameter estimation

errors and multiple units.

Another interesting observation is that optimal condition-based production policies

are not always intuitive. For instance, for multi-unit systems there are scenarios in

which the most deteriorated unit takes over load from the least deteriorated unit.

Although optimal condition-based policies can have complex structures that may hinder

the practical implementation, understanding the complex structure and dynamics of

such policies supports the development of more simple and intuitive policies as shown

by the deterministic heuristic in Chapter 2.

As a final note, one may argue that the optimality of non-constant production

rates is trivial as aspects such as demand and selling prices may change over time.

However, our studies show that a dynamic production rate is also valuable for settings

in which all exogenous given parameters and processes such as the planning time for

maintenance, selling prices, and demand are constant. Even for a single-unit system

with a deterministic deterioration process, it can be optimal to adopt non-stationary

production policies as this can realize a lower average deterioration rate for concave

production-deterioration relations. Moreover, for multi-unit systems that focus on

reliable production outputs, the optimal policy may treat identical machines with

the same deterioration level differently to desynchronize their deterioration levels.

Combining these insights, it certainly follows that the non-stationary dynamics of the

optimal production policy stem from the trade-offs between deterioration, production,

and maintenance costs, and are not caused by exogenously given dynamics.

Part II: Further studies on offshore wind and dynamic production

Chapter 5 assesses the value of resource sharing between multiple service providers.

Various maintenance tasks such as the replacement of blades and large gearbox

components require jack-up vessels to lift heavy components to the top of the turbine.

These tasks only occur intermittently, and therefore it is not justifiable nor cost-efficient

to have a jack-up vessel dedicated to a single wind farm. However, leasing from the

spot-market comes with high variable costs and lengthy charter times, which often

result in significant production losses. This chapter considers two jack-up sharing

strategies and compares their performance to leasing a jack-up from the spot market.

The first strategy is to jointly purchase a jack-up with multiple wind farm operators,

and the second also includes harbor sharing to reduce the distance traveled by the

jack-up.
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A simulation approach is used that takes into account uncertain weather conditions,

uncertain failures, and cost parameters that reflect today’s offshore wind sector. In

the numerical analysis, we present several possible collaborations that include Dutch,

Belgian, and British wind farms with potential cost-savings up to 40%. We conclude

that collaboratively purchasing and sharing a jack-up vessel has the potential to

outperform individually leasing it. However, operators should not pursue high jack-up

utilization as this harms the responsiveness of the jack-up, thereby increasing the risk

of long downtimes and resulting substantial production losses. The additional benefits

of including harbor sharing are negligible and are not likely to be worth the additional

challenges that it poses.

The insight that jack-up sharing with the right number of partners is beneficial is

robust to changes in failure rates of components, replacement durations, vessel capacity,

travel speed, and the weather conditions that are regarded to be safe. However, the

optimal coalition size and all performance measures, such as the expected yearly costs,

are heavily affected by various parameters and in particular by the failure rate and

the replacement time of the gearbox. Especially large coalitions are sensitive to these

parameters as congestion may easily occur. Therefore, the chapter advocates to be

conservative and to start with a small coalition if the failure rate is unknown, even

more so because expanding a coalition is likely to be easier than reducing the number

of partners.

Chapter 6 shows the versatility of dynamic production policies by examining

their use in another application. Many production facilities, such as circuit board

manufacturers, produce on a make-to-order basis with machines that require heating to

be operational. We examine the potential cost-savings by better balancing electricity

usage required for production with waiting times for jobs. The system is modeled as

an M/G/1 queue with a temperature-controlled server that only processes jobs if a

minimum temperature is satisfied. Its electricity usage can be reduced by switching the

heater to a lower or idle mode. The required time and energy to reach the production

temperature again depend on the current temperature, and thus both the setup time

and setup cost are state-dependent.

We have derived optimal dynamic heating policies that are based on the queue

length and the temperature of the server for deterministic fluid queue processes.

The insights are validated for stochastic discrete arrival processes with exponential

processing times using Markov decision processes. The optimal policy uses three

heating modes: not heating at all, heating at the maximum rate, or keeping the system

at the production temperature. We note the contrast with the results of Chapter 2,

where the ability to react accurately to deterioration increments by setting various

production rates turned out to be more important than explicitly optimizing for

future uncertainty of the deterioration process. Our results show that, for systems

with heating, considerable energy savings can be realized by temporarily switching
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the heater off. Moreover, a valuable insight for practitioners is that more simple-to-

implement policies that are solely based on the queue length result in near-optimal

performance for many parameter values.

In Chapter 7, we consider a stylized asymmetric multi-depot vehicle routing problem

that lies at the core of many routing and scheduling problems. Examples of problems

that are naturally solved as a vehicle routing problem defined on directed graphs

with multiple depots are skill-based technician routing in offshore wind farms, vehicle

routing in inner cities, and various applications in home and health care. Our aim

is to provide fundamental insights on the asymmetric cost structure within routing

problems with multiple vehicles and multiple depots. We, therefore, do not include

additional problem-specific constraints (e.g., time windows) such that the results are

generally applicable for a wide range of asymmetric vehicle routing problems.

We have developed a branch-and-cut framework that relies on a series of newly

derived valid inequalities that explicitly exploit the asymmetric cost structure. We

derived three new classes of the so-called Dk inequalities that eliminate subtours,

enforce tours to be linked to a single depot, and model bounds on the number of

customers in a tour. Besides the branch-and-cut algorithm, we proposed a simple yet

effective heuristic procedure to obtain upper bounds by providing feasible solutions.

The main idea of the procedure is to reduce the graph by only including promising

arcs (e.g., the five shortest outgoing arcs for every node) and then solve the resulting

problem with off-the-shelf solvers such as CPLEX or Gurobi. This is repeated various

times while more and more arcs are included in the graph. For each iteration, the best

solution that is found thus far is used as initial solution.

Results show that the derived valid inequalities and the upper bound procedure

are very effective for the considered problems. The framework can solve asymmetric

multi-depot traveling salesman instances up to 400 customers and 50 depots, whereas

to date, only solutions for instances up to 300 customers with 60 depots were reported.

Moreover, for newly proposed benchmark instances, adding our valid inequalities

closed root node optimality gaps by up to 67.2% and on average by 10.2%. In general,

the results show that including the valid inequalities and the upper bound procedure

increases the number of solved instances, improves lower bounds for unsolved instances,

and reduces computation times and memory usage.

Limitations and further research

The main contribution of this thesis is the proposal and first exploration of production

policies that use condition information to exploit the relation between production

and deterioration. We studied stylized models to derive structural insights that

provide a fundamental understanding of the trade-off between production revenues and



220 Chapter 8

maintenance costs. Based on the promising results, we believe that the introduction of

condition-based production decisions opens a new research stream that deserves more

attention. In the following paragraphs, we discuss the primary assumptions that we

made and provide research suggestions to extend the systems studied in this thesis.

A key component of our studies on condition-based production is that the produc-

tion rate directly affects the deterioration rate of the system. We assumed that the

deterioration rate as a function of the production rate is known. However, in practice,

this relation needs to be estimated based on condition information and previously

applied production rates. Recognizing that the relation is estimated and thus comes

with parameter uncertainty directly results in two research suggestions. Firstly, policies

should take into account the parameter uncertainty while choosing the production

rates. We expect that the optimal production policy becomes more conservative

for high deterioration levels as the deterioration rate may be higher than estimated.

Secondly, one has to decide how to anticipate on future observations that will improve

the accuracy of the parameter estimates. One option is to implement a myopic policy

that selects the production rate based on the current parameter estimates, thereby

ignoring that the decision also affects the future information that becomes available.

However, in the long-run, it could be cost-efficient to first explore the relation between

production and deterioration by producing at different rates before exploiting the

adjustable production rate. Although this results in higher costs on the short-term, it

may improve the operational efficiency on the long-term.

Another essential element in our studies is the availability of condition monitoring,

which we assumed to be perfect. A natural future research direction is to include

imperfect condition information into the optimization. We expect that condition-based

production can better cope with such uncertainties than condition-based maintenance,

as the effect of a wrong production decision is less severe than a wrong maintenance

decision. After a production rate is set, this can be revised when more condition

information becomes available, whereas expensive maintenance actions and failures

cannot be made undone.

Many studies on maintenance, including most in this thesis, assume that mainte-

nance can be performed at any time. However, this is often not the case for real-life

systems. For instance, offshore wind farms are frequently inaccessible due to high wind

speeds or other harsh weather conditions, in particular during winter. Maintenance

policies that neglect such seasonal effects could be far from optimal as these may

schedule maintenance interventions at the start of the winter, which is likely to result

in unnecessary failures and long downtimes. Thus, it is reasonable to expect that

maintenance interventions should already be initiated at lower deterioration levels at

the end of the summer. Incorporating a condition-based production rate reduces the

volatility of the deterioration process during winter, thereby reducing the need for a

conservative maintenance policy at the end of the summer period. Another question
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that arises because of uncertain accessibility concerns the duration for which expensive

equipment such as jack-up vessels should be chartered for each campaign.

Models that do take into account inaccessibility are likely to schedule many

maintenance interventions at the end of the summer. This may induce another

practical issue since maintenance tasks far offshore wind farms require scarce resources

such as skilled technicians and specialized vessels. Large tasks like the replacement

of blades or components of a gearbox can easily take several days, implying that

tasks will queue up if scheduled simultaneously. It follows that some tasks should be

done in advance if many turbines are expected to require maintenance soon, thereby

performing maintenance too early for some machines, which in turn implies a waste

of remaining useful lifetime. A promising research direction is to study the value of

condition-based production decisions for systems with resource dependencies. In such

settings, dynamic production rates can be used to desynchronize the deterioration

levels of machines.

Another research avenue is to consider volatile and uncertain production revenues.

This is particularly relevant for systems that produce electricity because power prices

change frequently, both on the short-term (i.e., within hours) and the long-term (i.e.,

seasonally). Even negative prices may occur in extreme scenarios with overproduction.

Introducing a dynamic production plan for such systems may improve the operational

efficiency by linking the production rate to the power price, that is, produce at a high

rate if prices are high and otherwise switch off the system.

The chapters that address optimal production policies all assume that the operator

can set any rate between the idle rate and a given constant maximum rate. This is

realistic for many systems, such as the heat bath studied in Chapter 6. However, the

maximum possible production rate of wind turbines is determined by the current wind

speed. We expect that a stochastic maximum production rate affects the optimal

condition-based production policies as studied in this thesis. For instance, in Chapter 2,

we show that the optimal production policy aims to produce at a constant production

rate until the next scheduled maintenance intervention. However, with a stochastic

maximum production rate, it may be cost-efficient to produce at a higher rate if the

wind speed allows this because periods with lower wind speeds may follow. We expect

that this results in non-stationary optimal production decisions, even for systems with

a deterministic deterioration process.

Chapters 2 to 5 each take the perspective of a single operator that pays the main-

tenance expenses and incurs the production revenues. This results in optimal policies

that jointly optimize production and maintenance decisions. However, maintenance

responsibilities are often outsourced to a maintenance service provider, while another

party holds all investment-related risks such as volatile electricity prices. This results

in conflicting interests as the maintenance provider aims to minimize costs while

satisfying the maintenance contract and thus prefers low production rates regardless of
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the power price, whereas the owner prefers more advanced strategies as studied in this

thesis that balance production revenues with the corresponding maintenance costs.

Two research directions that deserve attention are the effect of various maintenance

contracts on the structure of the optimal maintenance policy from a cost-minimizing

perspective without revenues, and the analysis of the profit loss caused by separating

the maintenance and investment risk among two parties.

In this thesis, we aimed to shed light on the optimal policy structure by using exact

solution approaches. Although this provides a thorough understanding of the trade-offs

present in the considered systems, it does not allow to solve real-life systems with up to

hundreds of turbines, each consisting of multiple components. A natural follow-up on

this thesis that can provide both practical and theoretical value is to develop heuristics

that are capable of solving real-life instances with many turbines. One possibility is

to implement general meta-heuristics such as an adaptive large neighborhood search.

However, motivated by the latest advances in the literature, another promising direction

is to consider approximated dynamic programming techniques that use the structural

insights revealed in this thesis.

Opposite to the previous suggestion, it would also be valuable to analytically prove

the structure of the optimal policy for the more complex systems considered in this

thesis, such as the multi-unit system considered in Chapter 4. Besides its theoretical

value, this can also serve as a starting point to improve heuristic methods as knowledge

on the optimal policy structure limits the solution space that has to be considered.

In Chapter 5, we showed that substantial cost-savings are possible by co-owning a

jack-up with several wind farm maintenance providers. However, tasks are scheduled

on a first-come-first-serve basis and jobs can only be clustered if they fit within a

single campaign. From a cost perspective, it would make sense to avoid traveling

between harbors by first finishing all tasks for a single wind farm before transiting to

the next one. Another promising direction is to utilize the fact that wind farms are

geographically scattered and thus may face different weather conditions. Advanced

scheduling policies could postpone jobs in a wind farm with poor weather conditions

and first serve another wind farm. We remark that both suggestions do not affect

the leasing policy, and thus, the cost benefits of resource sharing can only become

more significant. Nevertheless, more advanced scheduling policies also induce new

challenges as these policies may allocate the jack-up unequally among wind farms,

which requires more trust and more sophisticated agreements among partners.

One could also continue on the exact solution approach provided for asymmetric

vehicle routing problems, studied in Chapter 7. Possibilities are to examine whether

the proposed valid inequalities are also valuable within a branch-and-price framework,

or to test the computational efficiency of the valid inequalities in more rich routing

problems with problem-specific constraints such as time windows.



Summary and conclusion 223

To conclude this thesis, the use of condition information to improve the operational

efficiency of organizations and production facilities is a relatively new and unexplored

research field. Due to the ongoing technological innovations, which are also quickly

embraced by emerging industries such as large-scale offshore wind farms, the number of

practical and viable applications is rapidly growing. Many of the resulting challenges

and opportunities are still unexplored, and both practitioners and researchers frequently

propose novel ways to use condition information. It is clearly an exciting time to

work on condition-based decision making and we contributed to this research stream

by proposing a different perspective than typically used, namely, making production

decisions condition-based to also support the maintenance schedule instead of only

optimizing condition-based maintenance decisions that support a given production

process. Based on both the encouraging results of this thesis and the numerous avenues

for future research, we believe that the concept of condition-based production decisions

opens a promising new research stream, and that more research is necessary to fully

understand the complex dynamics, opportunities, and trade-offs present in modern

production facilities with adjustable production rates and condition monitoring.
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Cappanera, P., L. Gouveia, M. G. Scutellà. 2013. Models and valid inequalities to asymmetric
skill-based routing problems. EURO Journal on Transportation and Logistics 2(1) 29–55.
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Castanier, B., A. Grall, C. Bérenguer. 2005. A condition-based maintenance policy with
non-periodic inspections for a two-unit series system. Reliability Engineering & System
Safety 87(1) 109–120.

Choi, T. M., S. W. Wallace, Y. Wang. 2018. Big data analytics in operations management.
Production and Operations Management 27(10) 1868–1883.

Contardo, C., J-F. Cordeau, B. Gendron. 2014. An exact algorithm based on cut-and-column
generation for the capacitated location-routing problem. INFORMS Journal on Computing
26(1) 88–102.

Corberán, A., I. Plana, J. M. Sanchis. 2008. The windy general routing polyhedron: A global
view of many known arc routing polyhedra. SIAM Journal on Discrete Mathematics 22(2)
606–628.

Crowder, M., J. Lawless. 2007. On a scheme for predictive maintenance. European Journal
of Operational Research 176(3) 1713–1722.

Cruijssen, F., W. Dullaert, H. Fleuren. 2007. Horizontal cooperation in transport and logistics:
a literature review. Transportation Journal 46(3) 22–39.

Dalgic, Y., I. A. Dinwoodie, I. Lazakis, D. McMillan, M. Revie. 2014. Optimum CTV fleet
selection for offshore wind farm O&M activities. ESREL 2014 .

Dalgic, Y., I. Lazakis, I. Dinwoodie, D. McMillan, M. Revie. 2015a. Advanced logistics
planning for offshore wind farm operation and maintenance activities. Ocean Engineering
101 211–226.

Dalgic, Y., I. Lazakis, O. Turan. 2013. Vessel charter rate estimation for offshore wind O&M
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Leite, G. N. P., A. M. Araújo, P. A. C. Rosas. 2018. Prognostic techniques applied to
maintenance of wind turbines: a concise and specific review. Renewable and Sustainable
Energy Reviews 81 1917–1925.

Letchford, A. N., R. W. Eglese, J. Lysgaard. 2002. Multistars, partial multistars and the
capacitated vehicle routing problem. Mathematical Programming 94 21–40.
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Samenvatting (in Dutch)

Machines slijten door productie en dus is onderhoud nodig om ze in een functionerende

toestand te houden. Deze onderhoudstaken variëren van kleine taken zoals het

vervangen van olie tot het volledig vervangen van onderdelen. Samen veroorzaken

deze acties vaak een groot deel van de totale uitgaven van bedrijven. Zo vormen

onderhoudskosten gemiddeld 67% van de totale kosten tijdens de operationele fase van

windmolenparken en dit kan zelfs oplopen tot 85%. Deze cijfers laten duidelijk zien

dat het effectief plannen van onderhoud en het efficiënt aansturen van windturbines

van cruciaal belang is om windenergie een succesvol en kostencompetitief alternatief

te laten zijn voor traditionele energiebronnen zoals olie en gas.

De slijtagesnelheid van veel machines hangt af van de productiesnelheid, wat

impliceert dat we slijtage van machines kunnen aansturen door de productiesnelheid

dynamisch aan te passen. Verder zorgen technologische ontwikkelingen ervoor dat het

steeds goedkoper en makkelijker wordt om continu en op afstand het slijtageniveau

van machines te observeren door bijvoorbeeld temperatuur, trillingen, en het geluid

dat een machine maakt te meten. In dit proefschrift bestuderen we hoe een dynamisch

productieplan deze conditie data en de relatie tussen productie en slijtage kan gebruiken

om zo de optimale balans aan te houden tussen lage onderhoudskosten en hoge

productiehoeveelheden.

We bekijken eerst één machine waarvoor het eerst volgende onderhoudsmoment

al gepland is en dit moment niet meer verplaatst kan worden. Dit kan bijvoorbeeld

gaan om een windturbine waarvoor grote onderdelen van de versnellingsbak vervangen

gaan worden. Voor zulke onderhoudsacties zijn speciale schepen nodig die onderdelen

naar de top van een windturbine kunnen ophijsen. De onderhoudspartij van een

windmolenpark bezit zulke boten meestal niet zelf omdat deze te duur zijn en slechts

incidenteel gebruikt worden. Een gevolg hiervan is dat deze boten ver van te voren

gehuurd moeten worden en onderhoud dus niet op het laatste moment gepland of

verschoven kan worden. Voor dit systeem zien we dat het beter balanceren van

productieopbrengsten en onderhoudsuitgaven tot grote kostenbesparingen kan leiden.

We zien ook dat een dynamische productiesnelheid win-win scenario’s kan creëren

waarin de onderhoudskosten verlagen terwijl de productieopbrengsten stijgen.



Vervolgens bestuderen we optimale productie en onderhoudsplanningen voor syste-

men bestaande uit meerdere machines die gezamenlijk een productiedoel moeten halen.

Voorbeelden zijn windmolenparken op zee die een minimale hoeveelheid elektriciteit

moeten produceren of meerdere gasturbines die gezamenlijk een constante gasdruk

op het netwerk moeten houden. In het eerst voorbeeld maakt het niet uit hoeveel

stroom iedere specifieke windturbine produceert zolang ze gezamenlijk het doel maar

halen. Dit geeft de mogelijkheid om het slijtageniveau van verschillende turbines

met elkaar te synchroniseren door turbines met een laag slijtageniveau te versnellen

zodat turbines met een hoog slijtageniveau langzamer kunnen draaien. Hierdoor kan

onderhoud voor meerdere turbines op hetzelfde moment gepland worden zonder dat er

onnodig vroeg onderhoud wordt uitgevoerd op turbines met een laag slijtageniveau.

Dit leidt direct tot logistieke en economische voordelen doordat bijvoorbeeld een schip

maar één keer gehuurd hoeft te worden om het onderhoud van meerdere turbines uit

te voeren. We laten zien dat een dynamische productiesnelheid in deze setting leidt

tot lagere onderhoudskosten, minder onderhoudsacties per turbine, en een verlaagd

risico op het niet halen van het productiedoel.

In de laatste hoofdstukken van dit proefschrift focussen we niet meer op de relatie

tussen productie en slijtage maar bekijken we vraagstukken die ofwel gerelateerd zijn

aan een dynamisch productieplan of aan logistieke vraagstukken voor windparken

op zee. We gebruiken een simulatiemodel om kostenvoordelen te kwantificeren die

behaald kunnen worden door met meerdere windpark eigenaren een jack-up schip

te kopen in plaats van deze individueel te leasen. Daarna laten we zien dat een

dynamisch productieplan ook gebruikt kan worden om energiebesparingen te realiseren

in productiefaciliteiten die materialen moeten verhitten om het productieproces te laten

draaien. In het laatste hoofdstuk ontwikkelen we een efficiënte exacte oplosmethode

die binnen een acceptabele rekentijd de kortst mogelijke route vindt tussen locaties

als de afstanden tussen deze locaties asymmetrisch zijn.

We concluderen dat productiesystemen kostenefficiënter kunnen zijn door niet altijd

een hoge productiesnelheid na te streven maar door deze continu te balanceren met de

verwachte onderhoudskosten. Het toepassen van een slijtage-gebaseerd productiebeleid

resulteert niet alleen in minder onderhoudsacties maar heeft ook de potentie om de

algehele prestaties van productiefaciliteiten op verschillende aspecten te verbeteren.

Zo kan de kans dat machines onverwacht kapot gaan verlagen, de productieoutput

verhogen, de betrouwbaarheid van systemen verbeteren, en het onderhoudsmoment

voor meerdere machines met elkaar gesynchroniseerd worden. Een interessant bijko-

mend voordeel is dat de onzekerheid over toekomstige productiehoeveelheden en de

onderhoudsuitgaven kleiner wordt.



Acknowledgements

This thesis concludes my research of the last four years at the Department of Oper-

ations at the University of Groningen. The work has been financially supported by

the Netherlands Organization for Scientific Research (NWO), and further financial

support and practical validation of the conducted research were received from an

extensive consortium including wind turbine manufacturer Siemens, offshore wind

service providers Groningen Seaports, Van Oord, and Wijnne Barends Logistics, and

other knowledge partners including ECN and DHL.

I want to thank my supervisors Ruud Teunter, Bram de Jonge, and Jasper Veldman

who always made time for my unscheduled visits and without whom my thesis would

not have reached its current level. Together they motivated and convinced me to aim

to publish in top-rated journals but they also took the effort to discuss non-research

related topics. In particular, I want to thank Ruud for his very quick, to-the-point,

and useful feedback that surely improved the positioning of my research, Bram for his

meticulous proofreading, and Jasper for our talks in which we kept a broader view

on my PhD trajectory. Besides my supervisors, I also wish to express my gratitude

towards the members of the reading committee, consisting of Philip Scarf, Geert-Jan

van Houtum, and Iris Vis, for their time and effort to carefully assess this thesis.

My friends Albert Schrotenboer and pilot Dennis Prak certainly made my PhD

journey very joyful. To both of you, thanks for sharing your down-to-earth views on

everything and the memorable moments on the sixth floor, at conferences, and at home.

Also an extensive group of fellow PhD candidates and colleagues at the department

contributed to the good times I have had. To Albert, Dennis, cycling expert Bart

Noort, Hendryk Dittfeld, sailor and musician Jan Eise Fokkema, Babette Huisman,
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