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I. Overview of  the book 

I.1. Social-influence processes in human groups 

Example 1: Reaching consensus in the jungle. 

Your plane crashed in the jungle. When the plane hit the ground, all crew 

members were killed but you and three other passengers survived. The group 

of survivors is demographically mixed. There are two males and two females. 

Two of you are black and two are white. After having waited for days on end 

in the jungle, you still have not been rescued. The four of you discuss what to 

do and agree that the group should try to find a way out of the jungle. The 

problem is that no one has a clue in which direction to go. One of the other 

passengers asks you: “Listen, as a sociologist you should be an expert on this. 

Is it wise to discuss the problem or should one of us decide for the group? To 

maximize our chance of survival, we have to remain together as one group. 

Finding a consensus would be optimal because all of us would support the 

decision. However, when we discuss the problem as a group, people might 

disagree and someone might pick a fight. This is the worst thing that can 

happen in our situation. Alternatively, one of us may assume the leadership and 

decide for the group. This would be better than a conflict but certainly worse 

than the consensus.” What would your advice be? How likely is it that in a 

discussion all the survivors can be convinced that one given direction is the 

most promising? How would the group’s demographic diversity affect the 

discussion? Will it make conflicts more or less likely?  

Example 2: The Oscars. 

Every year, the Academy of Motion Picture Arts and Sciences nominates 

five actors for the Oscar for the Best Actor for that year. On the night when 

the awards are presented, everybody who works in the movie business is in 

Hollywood. When the winner is announced, all these people will have an 

opinion about this decision and it is likely that opinions will vary considerably. 
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Some will believe that the winner very much deserved the award. Others will 

feel that the winner’s work is overrated and another nominee deserved the 

award more. Later, at the famous Oscar parties, people will talk about the  

Academy’s decision. They will discuss why they think that the winner deserves 

the Oscar or why not. As a result of these discussions, will the opinions of the 

movie people converge? In other words, will there be consensus on whether 

the winner deserves the prize or will opinions remain different?   

Example 3: How cool is rap music? 

At the beginning of high school, a student becomes involved in rap 

music. Her class mates are interested in music but do not have a clear-cut 

musical preference yet. How will the musical preferences of the other students 

develop in the subsequent months? Will the rap fan infect the others? Under 

what conditions will the others develop different musical preferences? 

 

These examples have two central aspects in common. First, each member of the 

various groups holds an opinion on a certain issue. In other words, each of them has 

evaluated a certain object (a certain direction to go, the decision of the Academy, rap 

music). Opinions vary between two extremes and can be measured on a metric scale. For 

example, the opinion of each plane-crash survivor can be quantified using the degrees on 

the compass rose. Each survivor prefers a specific direction. The more degrees that the 

preferred direction of another survivor differs from this direction, the more the two actors 

disagree. Second, the members of each group interact and may influence each others’ 

opinions. In particular, they may persuade each other and adjust their opinions in such a 

way that they become more similar. 

Research shows that social influence plays an important role in social interaction. It is 

argued, for instance, that interaction partners exchange arguments and persuade each other 

that certain opinions are more adequate (Myers 1982; Wood 2000). Other theorists argue 

that interaction partners may exert social pressure to conform with each other (Festinger, 

Schachter and Back 1950; Homans 1951). Furthermore, cognition theories (Festinger 1957; 

Heider 1967) imply that we want to be similar to people we like to interact with. To achieve 

this, we might try to convince our friends to adopt opinions and behavior similar to ours, 

or, the other way around, we might change our opinions and attributes to conform to those 

of our friends. Furthermore, social influence may also result from imitation (Akers et al. 
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1979). It has been argued, for instance, that in situations of high uncertainty it can be 

rational for individuals to imitate the behavior and opinions of others (Bikhchandani, 

Hirshleifer and Welch 1992). 

Empirical studies also demonstrate the importance of social influence. For instance, 

psychological experiments consistently show that subjects adjust their opinions after having 

been informed about the opinions of another person (see Wood 2000 for an overview). In 

particular, when subjects know that they share some attribute with that person, they tend to 

decrease their opinion distance (e.g. Berscheid 1966; Sampson and Insko 1964; van 

Knippenberg and Wilke 1988). In addition, research has been conducted on the outcomes 

of discussions in social groups. In these experiments, typically groups of four subjects meet 

and discuss some issue (Johnson and Johnson 1982). It has been found that, as a result of 

the discussion, these participants adjust their opinions (Myers 1982; Wood 2000).  

This book is concerned with explaining the opinion dynamics that social influence 

causes in social groups. Based on these explanations, we seek to predict the distribution of 

opinions which result from social influence processes. Under what conditions will the 

members of a group find a consensus? Under what conditions will initial opinion 

differences persist? Is it possible that opinion differences between subgroups will increase 

over time? Is opinion consensus always stable, or can homogeneous groups split up into 

subgroups with opposing opinions? Our goal is to develop theories which can be applied 

to all social groups, from small groups such as work teams and school classes to large scale 

groups such as social networks on the Internet. 

Our focus in this book is on finding an explanation for social influence dynamics. We 

developed theories to describe opinion dynamics that result from social influence and to 

generate predictions about the outcomes of influence processes. It has been argued that 

theories of social-influence may also help us understand under what conditions groups find 

the best or the correct answer to a given problem (see for instance Kennedy 1998). It has 

also been proposed that management teams arrive at better decisions than individual 

managers (Johnson and Johnson 1982). Following a similar line of reasoning, it has been 

claimed that there is something called the wisdom of the crowds (Surowiecki 2005) in the sense 

that aggregating the information of crowd members results in better decisions than the  

decisions from single crowd members. That particular topic, however, is beyond the scope 

of this book. Before we study under what conditions groups make good decisions, we need 

to have a reliable theory of opinion formation in groups. We will show in the following 
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section that existing models have several shortcomings and that therefore our focus will be 

on elaborating on the existing theories.  

I.2. Existing theories of social-influence dynamics and their shortcomings 

In this section we will review the existing theories which have been developed to 

understand social-influence dynamics. We will summarize the answers that these theories 

give to the questions we have just formulated and point to their shortcomings. Finally, we 

will formulate two research questions which the existing models fail to answer. 

I.2.1. Classical social-influence models 

Already in the 1950s, researchers have developed formal theories of social-influence 

processes in groups (Abelson 1964; Berger 1981; DeGroot 1974; French 1956; Friedkin 

and Johnsen 1990; Harary 1959; Lehrer 1975). These models express the opinion of each 

group member as a real number which can vary between two extremes. As an example, this 

value might reflect the opinion on rap music of one of the students from Example 3. Small 

values would indicate a negative opinion and high values a positive opinion. 

In contrast to the classical literature on social-influence dynamics, several models 

have been developed which assume that actors influence each other on nominal variables 

(Axelrod 1997; Carley 1991; Galam 2005; Liggett 1985; Mark 1998; Mark 2003; Nowak, 

Szamrej and Latané 1990; Sznajd-Weron and Sznajd 2000). These nominal variables 

represent for instance whether the actors adopt a piece of information (Carley 1991) or the 

political party the actors will vote for (Liggett 1985). However, many of the attributes 

which are open to social influence are better described using metric scales. For instance, 

very few people agree or disagree exactly with the program of a political party. Instead, 

people usually agree to a certain degree. We will show in this section that existing social-

influence models are problematic when they are applied to such continuous dimensions. 

Our aim is to overcome these problems. We will therefore stick to the assumption of the 

classical social-influence models and focus on continuous opinions. We should also point 

out that nominal variables can not serve as an approximation of metric attributes. This is 

because predictions of social-influence models critically depend on whether actors 

influence each other in terms of nominal or continuous dimensions (Flache and Macy 

2006a).  

When incorporating the social-influence mechanism, modelers assume that the actors 

adjust their opinions in such a way as to become more similar to the other group members. 
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In particular, they assume that actors adopt an opinion equal to the weighted average of the 

others’ opinions. As a result, models take into account the fact that not all group members 

are equally influential for an actor. The impact that an actor j has on actor i’s opinion is 

expressed by a weight wi,i. A weight of zero represents the fact that j has no influence on i’s 

opinion. Values above zero indicate how strong the impact of j is on i. Classical models 

assume that weights do not change over time. 

Figure I.1:  Opinion trajectories of 10 actors in the classical social-influence model 

 

To illustrate the opinion dynamics which follow from these assumptions, we show in 

Figure I.1 a typical social-influence process in a group of 10 actors, named 1 thru 10. At the 

outset of the influence dynamics, each actor holds an opinion the same as his name. 

Furthermore, the group has a very simple influence network: a line. That is, Actor 1 is only 

influenced by Actor 2 (w1,2=1). Actor 2 is only influenced by Actors 1 and 3 (w2,1= w2,3=1). 

Actor 3 is only influenced by Actors 2 and 4 (w3,2= w3,4=1) and so on. The remaining 

weights (e.g. w1,3) are zero. For the sake of illustration, we have modeled the group’s social-

influence process as a sequence of events. At each event, we picked one of the ten actors 

and adjusted his opinion. In line with classical social-influence models, we assigned a new 

opinion that was similar to the average opinion of the actor and his network partners. 

Figure I.1 demonstrates that the opinions of the actors converge and become 

basically identical in the long run. At the beginning of the process, Actors 2 thru 9 do not 

change their opinions because the influences from their two contacts balance each other 

out. However, Actors 1 and 10 are influenced by only one group member. In both cases, 

the opinion of the contact is less extreme than the actor’s own opinion. As a consequence, 

Actors 1 and 10 develop more moderate opinions. This, in turn, affects the opinions of 

Actors 2 and 9. Because their extreme contact (1 and 10, respectively) has developed a 



I. Overview of the book 

 

6 

more moderate opinion, the opinions of 2 and 9 also shift towards a less extreme view. 

These changes, in turn, trigger opinion adjustments for Actors 3 and 8 and so on.  

It has been shown that the result of the example from Figure I.1 can be generalized. 

More precisely, researchers have proved analytically that classical social-influence models 

always predict convergence of opinions towards global uniformity unless there is a subset of 

actors that is completely cut-off from outside influences (Abelson 1964; Berger 1981; 

DeGroot 1974; Harary 1959; Lehrer 1975; Wagner 1982). Thus, irrespective of the 

structure of the influence network and the initial opinion distribution, consensus appears to 

be unavoidable. According to the classical models, consensus formation can only be 

stopped by social separation. 

This result is puzzling because it contrasts with the diversity of opinion that we 

observe in real life. For instance, research on group dynamics in work teams demonstrates 

that team members often fail to decrease their differences of opinion within the team (van 

Knippenberg and Schippers 2007). Members of work teams interact frequently and are 

therefore easily able to influence each other. Yet, differences of opinion do not always 

decrease; sometimes they even intensify (Early and Mosakowski 2000).  

In a similar way, long-term studies on the social attitudes of Americans show that 

there is significant opinion variation on relevant issues such as feelings towards blacks, 

views on gender equality and the evaluation of abortion (DiMaggio, Evans and Bryson 

1996). Studies did find decreasing variance for many opinion dimensions (e.g. opinions on 

matters related to crime and justice). However, studies also found that the variance of 

several opinion dimensions has not changed significantly from the beginning of the 1970s 

to the beginning of the 1990s (DiMaggio, Evans and Bryson 1996; Mouw and Sobel 2001). 

A study which included data up until the year 2000 found that variance has actually 

increased for dimensions such as sexual morality and attitudes towards poor people (Evans 

2003). There is also research showing that the American diversity in terms of lifestyles and 

consumption tastes has increased (for an overview: Fischer and Mattson 2009).  

Social separation does not provide a plausible explanation for these findings. Modern 

societies have developed very efficient transportation and communication technologies 

which make it very easy to be in contact even with geographically distinct people (Greig 

2002). Furthermore, modern “worlds” are surprisingly small (Milgram 1967). It has been 

demonstrated that in modern societies most pairs of individuals seem to be connected by a 

very short path through the network (Barabasi 2003; Travers and Milgram 1969; Watts 
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2003; Watts and Strogatz 1998). This suggests that in modern societies individuals are 

exposed to influence from various directions. Yet, diversity of opinion remains high. 

An alternative explanation for opinion diversity may be that some opinions are 

related to material interests. For instance, rich people typically hold negative opinions on 

issues like inheritance tax increases. Such interests may interfere with social-influence 

processes and bring opinion convergence to a stop when actors refuse to adjust their 

opinions because this would contradict their material interests. In line with this argument, 

empirical research in the US has found opinion differences between respondents with a 

college degree and respondents with no more than a high-school education (DiMaggio, 

Evans and Bryson 1996). However, this research also showed that opinion differences 

between the two groups decreased between the 1970s and the early 1990s. Furthermore, 

these differences can not explain opinion diversity on issues that are unrelated to material 

interests such as sexual morality (Evans 2003) and the attitude towards abortion 

(DiMaggio, Evans and Bryson 1996).  

A related point has been made by Friedkin and Johnson (1997) who assumed that 

actors seek to adopt opinions which mirror their views at the outset of the influence 

process. Their social-influence model is able to generate opinion dynamics with decreasing 

opinion variance at the beginning of the process but stable opinion diversity in the long 

run. Dynamics reach equilibrium when social pressures to conform to others’ opinions and 

the striving towards the initial opinion cancel each other out such that opinions remain 

stable. We do not question this assumption. However, we would like to point out that this 

model can not generate the increasing opinion diversity which empirical studies have found 

on issues such as sexual morality and attitudes towards poor people (Evans 2003). 

Moreover, the Friedkin-Johnson model can generate social-influence dynamics that result 

in opinion diversity only in those settings that are already at the outset of the influence 

process characterized by high opinion diversity. This model does not, however, offer an 

explanation for the emergence of opinion diversity. In other words, the model predictions 

rely on the existence of opinion distributions which the model cannot generate 

endogenously. In this book, we will develop models which do not have these 

shortcomings. 

In summary, classical social-influence models predict that opinions will converge 

over time. However, there is a conflict between this prediction and the opinion dynamics 

which we observe empirically. Puzzled by this, Abelson wondered already in 1964 “what on 

earth one must assume in order to generate the bimodal outcome of community cleavage 
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studies?”(153). With this, Abelson identified a puzzling and tenacious research problem. In 

this book, we will follow Abelson’s lead and seek to explain why there is persistent opinion 

diversity despite social influence. 

I.2.2. One potential solution: Selection of similar interaction partners 

One potential solution to Abelson’s puzzle has been proposed in the literature on 

cultural and group dynamics (Axelrod 1997; Carley 1991), in the literature on decision-

making in evolving networks (Stokman and Zeggelink 1996a; Stokman and Zeggelink 

1996b) and in the social-influence literature (Deffuant, Huet and Amblard 2005; 

Hegselmann and Krause 2002). The assumption found here is that actors tend to interact 

with those others who hold similar opinions and avoid influence from dissimilar others.  

This notion is supported by two prominent theories (Byrne 1971). First, the 

reinforcement approach (Byrne 1961) argues that humans do not have a general 

predisposition for interacting with similar others. However, whenever we interact with 

similar others we feel rewarded. When an interaction partner “offers us validation by 

indicating that his percepts and concepts are congruent with ours, it constitutes a rewarding 

interaction and, hence, one element in forming a positive relationship” (Byrne 1961: 713). 

At the same time, interaction with dissimilar others constitutes a negative stimulus because 

we learn that our opinions may be wrong. Furthermore, such interactions may end up in 

punishing discussions and conflicts. In other words, during interaction with similar and 

dissimilar others we learn that meeting with similar others just feels better and, hence, we 

start to prefer such interaction partners. 

A second explanation is based on cognitive theories. These theories argue that 

humans strive for balanced cognitions (Festinger 1957; Heider 1967). This is achieved 

when we have positive emotions towards persons who are similar to us, and when we have 

negative emotions towards persons who are dissimilar. For instance, the two cognitions “I 

dislike Tom” and “I agree with Tom” are unbalanced. According to these cognitive 

theories, unbalanced cognitive constellations are unpleasant for us and we try to avoid 

them. In the example, this can be achieved by changing our relationship to Tom from 

disliking to liking. In short, when we learn that an interaction partner holds similar 

opinions, it just feels good to like him.  

Empirical research also supports the assumption that individuals tend to interact with 

similar others. Social psychological experiments along the Similarity-Attraction-Paradigm 

(for a comprehensive summary see Byrne 1971) support the fact that humans evaluate 
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similar others more positively than dissimilar others. In these experiments, subjects are 

introduced to a stranger along with information on the stranger’s opinions. Experiments 

show consistently that subjects rate strangers more positively the more they agree with the 

opinion of the stranger. In addition, research on the determinants of friendships shows that 

humans tend to nominate similar group members as their friends. To illustrate, it has been 

found that students prefer friends with similar smoking behavior (Mercken et al. 

forthcoming). Similar effects have also been found for delinquency (Burk, Steglich and 

Snijders 2007) and alcohol consumption (Pearson, Steglich and Snijders 2006).  

Researchers have included the notion that individuals tend to select similar others as 

interaction partners in social-influence models. In particular, it is assumed that actors refuse 

to be influenced by actors who are too dissimilar. The maximum dissimilarity that actors 

consider acceptable is called the confidence level. Accordingly, such models are called 

models with bounded confidence (Deffuant, Huet and Amblard 2005; Hegselmann and Krause 

2002; Lorenz 2007). To incorporate this notion into the classical social-influence 

framework, it is implemented that the influence weights are a function of the opinion 

similarity between the actors. In particular, weights are assumed to be zero as the 

dissimilarity between two actors exceeds a certain threshold; otherwise, they are one1 

(Deffuant, Huet and Amblard 2005; Hegselmann and Krause 2002).  

The interplay of the selection of similar others and social influence creates a feedback 

process which can lead to the development of distinct clusters of similar actors (Axelrod 

1997; Carley 1991; Hegselmann and Krause 2002). In this process, similar actors interact 

                                                 

1 To be more precise, models of decision making in evolving networks (Stokman and Zeggelink 1996a; 
Stokman and Zeggelink 1996b) are based on a slightly different implementation of the bounded-confidence 
assumption. In these models, actors influence each other only if they have established a mutual network 
relationship. Furthermore, the probability that an actor will attempt to create such a relationship and that this 
attempt will be reciprocated depends on the opinion similarity between the two actors. It is thus unlikely that 
dissimilar actors will establish a mutual network relationship. Furthermore, these models assume that, if an 
actor i attempts to create a relationship but the potential network partner j rejects this offer, then the 
probability that i will repeat the attempt to create a network relationship to j at a later time decreases. Since 
rejecting network ties is more likely the more the opinions of i and j differ, the probability that dissimilar 
agents will create a relationship very likely decreases quickly and eventually adopts zero. This rules out any 
future influence between these actors. 
Note that some models of decision-making in evolving networks (Stokman and Zeggelink 1996b) combine 
the bounded-confidence assumption with an additional mechanism that may prevent opinion convergence 
even in a connected network. Contrary to the classical social-influence models and the models which we will 
develop in the following chapters, some models of decision making in evolving networks assume that 
opinions can adopt only one of two values, zero or one. In addition, it is assumed that actors adopt an 
opinion which is similar to the median of all network partners’ opinions (Stokman and Zeggelink 1996b: page 
401 and footnote 15). As a consequence, an actor i may have a relationship to an actor j who holds an 
opinion value of one. However, if there is a sufficient number of other network partners who hold the 
opposite opinion (zero), then i will not be influenced by j and will adopt an opinion of zero. 
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and thereby become even more similar. This, in turn, leads to further interaction which 

again increases similarity. In this process, distinct clusters of similar actors can emerge. 

Actors at the center of a cluster pull actors from the border of their cluster closer to 

themselves. In doing so, they pull them away from other clusters. Subsequently, the 

members of a cluster become more and more similar and collectively ignore actors outside 

their cluster.  

To illustrate how the interplay of selection and influence triggers cluster formation, 

Figure I.2 shows a scenario which we have replicated from Hegselmann and Krause’s 

computer simulation study (2002). In this simulation, we modeled the opinion dynamics of 

100 actors that hold random opinions at the outset. We imposed that the influence weights 

adopt the value one for pairs of actors with a dissimilarity smaller than 20% of the width of 

the opinion scale and zero otherwise.  

Figure I.2: Opinion trajectories of 100 actors generated by the interplay of selection 
and social-influence (BC-model of Hegselmann and Krause (2002)) 

 

Figure I.2 shows that initially opinion is uniformly distributed. In contrast to the 

classical social-influence models (see Figure I.1), however, two clusters form. The 

dissimilarity between the clusters exceeds the imposed dissimilarity threshold of 20%. As a 

consequence, actors that belong to distinct clusters ignore each other. Dynamics settle 

when the clusters are internally perfectly homogeneous. 

As Figure I.2 illustrates, the feedback process generated by the interplay of selection 

and influence can lead to opinion clustering and can stop the inevitable march towards 

consensus that classical social-influence models predict. However, we argue that this 

approach relies heavily on two problematic assumptions. First, the bounded confidence 

assumption proposes that actors refuse to interact with others who are too dissimilar. We 
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do not question this assumption in general but it may be too strict to assume that dissimilar 

actors never ever interact. In Chapter V (see Figure V.1, Panel B) we show in more detail 

that including even an extremely small probability of interaction between actors who are 

too dissimilar to interact otherwise suffices to reactivate the march towards consensus of 

the classical models. As an illustration, let us take a look at the opinion distribution at the 

end of the process shown in Figure I.2. There are two distinct clusters which are 

sufficiently dissimilar to rule out further influence. But, if an actor happens to be 

influenced by the opposing cluster, this actor will move slightly nearer to this cluster. 

Subsequently, the actor will influence the other members of his own cluster and thereby 

pull them nearer to the opposing group. If such events occur more often, the clusters will 

gradually move nearer to each other and eventually be similar enough to exert influence on 

each other and merge. In real life, such events may seldom occur. However, if they can not 

be ruled out completely, then bounded-confidence models predict opinion convergence, 

too.  

A second shortcoming of the bounded-confidence model is that it can generate 

clustering only when there is sufficient opinion variation already at the beginning of the 

influence process. In Figure I.2, for instance, the dynamics started with a uniform opinion 

distribution. Such populations are comprised of extreme actors who will pull others 

towards them. This is crucial because without a sufficient number of extremists, emerging 

clusters will be too similar and therefore merge in the long run. This problem is rooted in 

the nature of social influence. It implies that interaction partners become more similar. It 

follows that diversity can only decrease over time. Thus, there is no endogenous 

mechanism that can create diversity. The bounded-confidence explanation of opinion 

diversity is problematic because it hinges on the existence of sufficient initial diversity, 

while at the same time the model fails to generate that diversity.  

In sum, researchers have included the assumption that actors will tend to select 

similar interaction partners and refuse to interact with group members who are too 

different in their opinions. We argue that this is in fact a promising strategy for two 

reasons. First, this assumption is supported by empirical research. Second, it has been 

shown that the resulting models are capable of explaining opinion diversity. However, the 

new models fail at the same time to explain opinion diversity when only very small 

perturbations from the bounded-confidence assumption are included. This, and the fact 

that the models fail to create diversity, demonstrates that the bounded-confidence models 

still do not yet offer a satisfactory explanation for opinion diversity. 
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I.2.3. Research Questions 

This brief review of existing social-influence models has identified a conflict between 

the models’ predictions and empirical evidence. One the one hand, existing social-influence 

models imply that social influence triggers convergence cascades which lead to decreasing 

opinion diversity and eventually end up with perfect uniformity. Empirical evidence, on the 

other hand, does not confirm these convergence tendencies. On the contrary, opinion 

diversity often remains stable and can actually increase over time.  

In this book, we have sought to overcome this conflict. In particular, our goal was to 

develop theories of social-influence dynamics which are capable explain two specific 

phenomena. First, following Abelson’s lead, we looked for an explanation for bimodal 

opinion distributions. In other words, we sought to explain the parallel persistence of 

several (at least two) distinct but internally homogeneous subpopulations of actors. 

Explaining opinion clustering is important because there is empirical research showing that 

opinions tend to cluster for example within geographical regions (Glaeser and Ward 2006), 

sociodemographic groups (Mark 2003) and online communities (Lazer et al. 2009). We 

therefore reformulated Abelson’s clustering puzzle as the first research question of this 

book: 

 Research Question 1:  

How can the persistence of clustering despite social influence      
be explained? 

Existing social influence models fail to generate another phenomenon. As Figure I.2 

shows, bounded-confidence models may be able to generate clusters, but the distance 

between the clusters remains constant over time. There is, however, empirical evidence 

showing that opinions may polarize in the sense that subgroups with increasingly distinct 

opinions form. Polarization tendencies have been found in studies on the American public 

opinion on issues such as abortion, sexual morality and the war in Iraq (DiMaggio, Evans 

and Bryson 1996; Evans 2003; Fiorina and Abrams 2008; Fischer and Mattson 2009; 

Levendusky 2009). Furthermore, there is research on conflicts in work teams showing that 

task and emotional conflicts can intensify over time (Early and Mosakowski 2000). The fact 

that standard social influence models fail to explain polarization leads to the second 

research question: 
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Research Question 2: 

How can the polarization of opinions despite social influence      
be explained? 

I.3. Our answers to the research questions 

Compared to the three examples that we introduced at the beginning, the existing 

social influence models appear to be very abstract. For instance, the models ignore possible 

demographic differences between individuals (see Example 1). What is also neglected is 

that social-influence may work differently for high-school students (Example 3) than it 

does for adults (Example 2). High abstraction is a desirable feature of a theory for two 

reasons. First, abstract theories have more analytical power in the sense that they can be 

applied to a wider range of empirical realms. For instance, a theory which is perfectly 

tailored to the opinion dynamics of survivors of a plane crash but can not be applied to 

other scenarios is not very informative. Furthermore, the more specific a theory is the 

fewer real-life situations it can be applied to. This makes it difficult to empirically test 

theories that are tailored to very specific phenomena (Popper 1972; Popper 1959). The 

second advantage of abstraction is that abstract theories make fewer assumptions. This 

makes theories simple and relatively easy to understand. 

The existing social influence models are analytically powerful and they are simple, but 

they are also empirically inaccurate. We have shown, for instance, that these models fail to 

predict opinion polarization and opinion clustering. To overcome these shortcomings, we 

will need to forgo some of the analytical power and simplicity of the existing social-

influence models and add new ingredients to the models. In doing so, we will follow the 

principles of Lindenberg’s method of decreasing abstraction (1992). According to this method, 

one gradually decreases abstraction by adding new assumptions in a step-by-step process. 

Thus, instead of simultaneously adding several assumptions which potentially help to 

overcome empirical inaccuracy, the researcher adds one assumption after the other. After 

having included a new ingredient, one first tests whether the model changes do indeed add 

empirical accuracy. In other words, one tests whether including the new assumption helps 

in overcoming the shortcomings of the original model. This is central because adding 

assumptions which fail to increase the quality of the theory’s predictions is a waste of 

analytical power and theoretical simplicity.  

Furthermore, it is sensible to include new ingredients in the original theories 

independently one by one. This is because two ingredients may affect the predictions of a 
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theory in a similar way. In this book, for instance, we discuss two different mechanisms, 

both of which can generate opinion polarization. However, we do not include both of 

these mechanisms in one model. To keep the number of assumptions in our theories low, 

we developed two competing models and studied under what conditions the two models 

predict polarization. We then identified conditions where the two models imply different 

predictions. These different predictions can then be tested empirically so as to test under 

what conditions each model implies more accurate predictions. 

Finally, we want to point out that we mainly included individual-level mechanisms in the 

existing models. Individual-level mechanisms make assumptions about the behavior of the 

individuals who constitute the studied population. The social-influence assumption is an 

example of such a mechanism. In contrast, structural factors point to characteristics of the 

population. For example, it has been argued that opinion dynamics are affected by the 

existence of extreme opinion leaders (Hegselmann and Krause 2002), competing political 

parties (Fiorina and Abrams 2008) or media (Watts and Dodds 2007).  

We do not question the fact that structural factors can have a significant impact on 

opinion dynamics. However, we do argue that individual-level mechanisms should be 

included in a theoretical model before structural factors are considered. This allows for 

testing whether a given research question can be answered even without including 

structural factors. For instance, can one explain polarization even in the absence of opinion 

leaders and political parties, or are certain structural factors necessary conditions for 

opinion polarization?  

A second reason why we focused on individual-level mechanisms is that the effects 

of structural factors can crucially depend on which individual-level mechanisms are 

included in a model. In this book, for example, we study the effect of demographic 

diversity (a structural factor) on opinion polarization with two different models of 

individual behavior. In Chapters II and IV, we show that the two models have different 

implications concerning the conditions for this effect. To be able to understand why the 

two models imply different predictions, it is important to understand the dynamics that 

each individual-level mechanism generates. This is easier when structural factors are 

excluded.     

In this book, we discuss four ingredients which we have added to the existing social-

influence framework. We included three different individual-level mechanisms and one 

structural factor. In each chapter, we focused on one or two of these ingredients and 
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studied whether they help answer the research questions. In the following, we will sketch 

how each ingredient might help in answering the two research questions. However, each of 

the ingredients has shortcomings, too. We will address these shortcomings in Section I.6. 

I.3.1. Negative influence 

Classical social-influence models are based on two central assumptions. First, it is 

assumed that individuals tend to interact with others who hold similar opinions (Deffuant, 

Huet and Amblard 2005; Hegselmann and Krause 2002). Second, during interaction 

individuals influence each others’ opinions in such a way as to become more similar 

(Abelson 1964; French 1956). In their review of the social-influence literature, Mason, 

Conrey and Smith (2007) recently recommended adding the negative counterparts of these 

two social mechanisms. In short, this suggests adding two further assumptions. First, 

individuals with very distinct opinions may not only refuse to interact but may actually 

dislike each other (Byrne, Clore and Smeaton 1986; Chen and Kenrick 2002; Pilkington and 

Lydon 1997; Rosenbaum 1986a; Rosenbaum 1986b; Smeaton, Byrne and Murnen 1989). 

Second, individuals may tend to increase the opinion distance with the disliked others. This 

notion has been called negative influence and has recently been included in social-influence 

models (Baldassarri and Bearman 2007; Jager and Amblard 2005; Macy et al. 2003; Mark 

2003; Salzarulo 2006).  

Negative influence could lead to polarization and might thus offer an answer to our 

second research question. How does it do so? Consider a population where the opinions 

are normally distributed at the outset. This population is comprised mainly of moderate 

actors but also a few extremists. The extremists from the opposing poles are highly 

dissimilar and will influence each other negatively. If this negative influence is strong 

enough, the extremists may thus become even more extreme. This can have consequences 

for the moderate actors because they are influenced positively by those extremists who are 

closer to them. When some moderates become more extreme, this can start a bandwagon 

effect in which the number of moderates decreases gradually until the population is split up 

into two maximally dissimilar groups.  

I.3.2. Persuasive Arguments 

The classical social-influence models assume that actors adopt opinions similar to the 

average opinions of their interaction partners. However, research on the outcomes of group 

discussions suggests that this assumption may be too simple (Myers 1982; Vinokur and 

Burnstein 1978). During interaction, individuals not only inform each other about their 
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opinion, but they also talk about the arguments which they base their opinions on. 

Furthermore, it is possible that two actors hold identical opinions but base them on 

different arguments. When they interact and exchange arguments, they will provide each 

other with new reasons for their opinions. This could intensify their opinions in the sense 

that they develop more extreme views. 

In combination with the selection of similar interaction partners, this elaboration of 

the influence process could explain opinion polarization. When individuals mainly interact 

with others who hold similar opinions they mostly exchange arguments which will intensify 

each others’ opinions. As a consequence, also actors with rather moderate opinions would 

tend to become more extreme over time. This could aggregate to polarization.   

For example, such a process might lead to opinion polarization during the Oscar 

parties (see Example 2). After the award ceremony ends, people will decide to which party 

they will go to. This decision will likely correlate to their opinion about the Academy 

decision. The friends of the winner and his colleagues will be very happy with the decision 

and will want to celebrate with the winner. Those, however, who do not have a close 

relationship with the winner but have a close relationship with one of the other nominees 

will likely hold more negative opinions. These people may not want to attend the party of 

the winner but may prefer to meet the losers to cheer them up. The consequence of these 

decisions is that the participants in a specific party will likely hold similar opinions. When 

people then talk about the decision of the Academy, they will likely provide each another 

with new arguments which support their initial opinions. As a consequence, initial opinion 

differences might intensify during the Oscar night.  

I.3.3. Striving for uniqueness 

Example 3 is concerned with the opinions towards rap music in a class of high-

school students. These students are adolescents and, thus, are in a phase where they are 

very open to influence from peers. Hence, one would expect that after a few weeks all 

classmates will have adopted the opinion of the rap fan. On the other hand, adolescents 

also seek to define a unique identity for themselves. As a consequence, they might want to 

disagree with the majority opinion in their class. This suggests that students might want to 

deviate from an emergent opinion consensus and that consensus will be very unstable. We 

argue that the interplay of peer influence and striving for uniqueness can lead to 

development of several homogeneous subgroups with different opinions. Such 

constellations will be relatively stable because students will feel unique as they perceive 
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opinion differences with many classmates. At the same time, there are also classmates with 

similar opinions. This will satisfy the students’ need to be similar to peers. 

Prominent sociological theories of social differentiation (Durkheim 1973; Durkheim 

1982 [1895]; Simmel 2004 (1858); Turner 1995) suggest that striving for uniqueness is a 

strong force in modern societies. These theories argue that population growth and the 

development of new technologies initiate competition for resources. This, in turn, forces 

individuals to distinguish themselves from the mass. As an example, individuals specialize 

in their occupations in order to differentiate themselves from competitors. But in addition 

to this functional differentiation, individuals also want to differentiate themselves in terms 

of cultural dimensions and develop individual opinions and values. This idea is supported 

by recent research on the need for uniqueness (Imhoff and Erb 2009; Maslach, Stapp and 

Santee 1985; Snyder and Fromkin 1980) which found that individuals tend to deviate from 

behavioral regularities.  

Moreover, Brewer’s optimal distinctiveness theory (Brewer 1991) and Social Identity 

Theory (Tajfel and Turner 1986) hold that there is a “fundamental tension between human 

needs for validation and similarity (on the one hand) and a countervailing need for 

uniqueness and individuation (on the other)”(Brewer 1991: 477). However, even though 

these theories capture opinion dynamics, research along these approaches has mainly 

focused on how humans self-categorize. In other words, attributes such as opinions are 

often assumed to remain unchanged when individuals feel too similar or too dissimilar to 

others. Instead, the research focuses on which set of attributes humans consider important 

when they define their identity. We went beyond these approaches and explicitly included 

the possibility that individuals may adjust their opinions in order to decrease tension 

between the needs for similarity and uniqueness.  

 We want to point out that the striving for uniqueness differs crucially from negative 

influence. Negative influence presumes that individuals want to increase existing 

differences from dissimilar others. This motivation is stronger the more dissimilar the 

respective other person is. Contrary to this, the striving for uniqueness implies that 

individuals are trying to create differences from those they consider to be too similar. As 

soon as this similarity has decreased, the motivation to individualize will also decrease.   

I.3.4. A structural factor: demographic faultlines 

In Example 1, four passengers survived a plane crash and then try to escape from a 

jungle. There are two males and two females. Two are black and two are white. Classical 
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sociological theorizing on social differentiation in modern societies would suggest that 

demographic differences such as these can influence the outcomes of group processes 

(Bourdieu 1984[1979]; Elias 1969[1939]; Simmel 1957). These theories hold that individuals 

want to set themselves apart from distinct social categories. To signal that they are different 

from distinct groups, individuals strategically reject cultural tastes, attitudes and behaviors 

which they consider typical for these groups or which have been adopted by outgroup 

members (Berger and Heath 2008; Bryson 1996).  

Along the same line of reasoning, socio-psychological theories of intergroup relations 

propose that humans want to accentuate differences between distinct social categories 

(Brewer 1991; Tajfel and Turner 1986; Turner 1987). These theories hold that as an 

ingroup becomes psychologically salient, individuals will adjust their opinions in such a way 

as to conform to the ingroup’s stereotypical position (Turner 1987). This position will be 

similar to the average opinion of the ingroup members. In contrast, when an outgroup is 

salient too, the stereotypical position will shift in a way so as to “distinguish the ingroup 

clearly from relevant other groups and thus maximize differences between ingroups and 

outgroups” (Hogg, Turner and Davidson 1990 p. 80). To summarize, theories of social 

differentiation and social-categorization theories hold that demographic differences can 

trigger negative influences. This might lead to polarized opinions in the sense that, for 

instance, the two black survivors will want to go in the opposite direction from the two 

whites.   

In the group of survivors, demographic diversity is very high in the sense that the 

group can be separated along two dimensions, gender and skin color. Intuitively, one 

would expect opinion polarization to be very likely in this group. However, Lau and 

Murnighan (1998; 2005) proposed that the effect of demographic diversity may decisively 

depend on the way demographic attributes are distributed across the two dimensions (see 

also Colson 1954; Evans-Pritchard 1939; Flap 1988; Galtung 1966; Lijphart 1977; Ross 

1920; Simmel 1922 (1908)). They claim that demographic diversity causes opinion 

polarization only when the distribution of demographic attributes generates a strong faultline. 

“Group faultlines increase in strength as more attributes are highly correlated, reducing the 

number and increasing the homogeneity of resulting subgroups. In contrast, faultlines are 

weakest when attributes are not aligned and multiple subgroups can form” (Lau and 

Murnighan 1998: 328).  

Figure I.3 illustrates Lau and Murnighan’s faultline concept. The figure shows two 

groups of four actors each. Similar to the plane-crash survivors, both groups consist of two 
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males and two females, on the one hand, and of two blacks and two whites, on the other. 

Thus, both groups are characterized by a high demographic diversity. However, the two 

groups differ in faultline strength. In Group 1, the two demographic dimensions are not 

aligned. The boxes indicate that each group member shares one demographic attribute with 

two other members of the group. This similarity might prevent negative-influence 

tendencies and therefore hamper opinion polarization. In Group 2, however, there are two 

white males and two black females. Thus, pairs of group members are either perfectly 

similar or perfectly dissimilar. The clear-cut divide between the two subgroups might cause 

negative influence tendencies and thus lead to opinion polarization. 

Figure I.3: Two groups with identical diversity but different faultline strength 

 

I.4. Our methodological approach: ABC modeling 

In each chapter of this book, we added a new ingredient to the existing social-

influence models and demonstrated how each of them helps to answers our research 

questions. Furthermore, in each chapter we pointed out counter intuitive and unexpected 

implications of our new models. For example, we claimed in chapter III that opinion 

polarization can emerge even though individuals do not seek to increase opinion 

differences with others. More precisely, we proposed that perfectly homogeneous 

populations can fall apart into subgroups which develop increasingly distant opinions even 

though individuals do not seek to increase opinion differences. This proposition 

contradicts intuition as well as standard theories of intergroup processes (Brewer 1991; 

Tajfel and Turner 1986; Turner 1987) and classical theories of social differentiation 
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(Bourdieu 1984[1979]; Elias 1969[1939]; Simmel 1957). Contrary to our approach, these 

theories predict that opinion differences will increase only in settings where there are 

already initially salient differences between subgroups of individuals. Furthermore, these 

theories hinge on the assumption that individuals seek to increase opinion differences with 

dissimilar others (negative influence). To corroborate our provocative propositions, we 

developed formal models of our social-influence theories. With these formal models we 

demonstrated that our propositions follow consistently from the assumptions we made. 

In this book we developed so-called agent-based computational models (ABC models). In 

line with social-influence theories, ABC models (Bonabeau 2002; Macy and Willer 2002; 

Macy and Flache 2009; Smith and Conrey 2007) study interactions between multiple actors, 

called agents, who react to influences they receive from one another. 

To develop an ABC model of a given theory, the theory’s assumptions about the 

individuals’ behavior are translated into a formal language and implemented in a computer 

program. Starting form given initial conditions (e.g. a certain initial opinion distribution, 

etc.), the behavior of each agent (which follows from the theoretical assumptions) is then 

calculated by the computer program. Dynamics are broken down into multiple consecutive 

events. For example, in ABC models of social-influence theories, the computer program 

typically picks an agent and updates this agent’s opinion. In the subsequent event, another 

agent’s opinion is updated. In this way, opinion changes at the previous event(s) are taken 

into account. In most cases, events are iterated until dynamics reach equilibrium.       

The advantage of ABC models is that this method allows studying dynamics in big 

populations of interdependent individuals and including multiple nonlinear and 

probabilistic assumptions. For the classical social-influence models, central propositions 

have been proved using analytical methods (Abelson 1964; Berger 1981; DeGroot 1974). 

For instance, it has been demonstrated that opinions always converge to perfect uniformity 

unless no subset of actors is perfectly separated from the population. The Bounded 

Confidence model (Deffuant, Huet and Amblard 2005; Hegselmann and Krause 2002), 

however, is already so complex that analytical results are available only for a limited part of 

the parameter space (e.g. for small groups and large and homogeneous confidence 

intervals) (for an overview of available analytical results see Castellano, Fortunato and 

Loreto 2009; Lorenz 2005; Lorenz 2007). In this book, we added further ingredients to the 

existing models and thereby increased their complexity even more. This suggests that 

analytical results are hard to obtain for the propositions presented in this book. 

Accordingly, we followed recent work on extensions of conventional social-influence 
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models (see e.g. Baldassarri and Bearman 2007; Mark 2003) and employed computational 

agent-based modeling. 

I.5. Overview of the chapters 

In each chapter of this book, we discussed a potential answer to our research 

questions. In doing so, we always took the existing social-influence models as a baseline 

and added new assumptions. Thus, all models started from the assumption that individuals 

tend to interact with those members of their group who hold similar opinions. 

Furthermore, during interaction, individuals exert influence on each others’ opinions. 

In Chapter II, we added the negative-influence assumption. Recently, several 

publications have taken this step and have demonstrated that social-influence models can 

generate opinion polarization when the negative-influence assumption is included 

(Baldassarri and Bearman 2007; Jager and Amblard 2005; Macy et al. 2003; Mark 2003; 

Salzarulo 2006). We have contributed to this finding by including a second ingredient, 

demographic attributes. To be precise, we studied the effects of demographic faultline 

strength on the opinion dynamics in groups. 

In Chapter II, we applied our social-influence model to work teams. Why? Because 

empirical research suggests that opinion dynamics in a team can affect the team’s work 

performance. In particular, research has confirmed that consensus on opinions decreases 

emotional and work-related conflicts in the team (Harrison et al. 2002; Jehn 1994; Jehn, 

Northcraft and Neale 1999). Fewer conflicts, in turn, increase team performance and 

individual work satisfaction (Jehn 1994; Jehn 1995). However, work teams that perform 

non-routine tasks might also profit from some disagreement because this can promote 

inspiring discussions and critical evaluation of problems and decision options (Jehn 1995; 

Jehn 1997; van Knippenberg, De Dreu and Homan 2004). It has been found that there 

might be an “optimal level of task conflict in nonroutine-task groups” (Jehn 1995: 275). 

This optimum is reached when there is enough disagreement to trigger an inspiring 

discussion, while, at the same time, there is also enough agreement to prevent conflicts.  

Furthermore, in an increasingly globalized economy, the demographic composition of 

work groups has become a central issue for organizations (Bowers, Pharmer and Salas 

2000; Milliken and Martins 1996; Pelled 1996; Stewart 2006; van Knippenberg and 

Schippers 2007; Webber and Donahue 2001; Williams and O'Reilly 1998). Diversity in 

dimensions such as ethnic background, religion and gender can be beneficial for 
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organizations, because it broadens the social and human capital that teams can use to fulfill 

their tasks. At the same time, demographic differences can cause disagreement and tensions 

which threaten performance. Out of these considerations, the very practical question 

emerges: Under what conditions will demographically-diverse work teams manage to 

overcome disagreement and be able to make use of their advantages?  

Our analyses in Chapter II suggested that work teams with high demographic 

diversity but a weak faultline will not suffer from polarization. However, the stronger the 

faultline the more likely opinions will polarize. Furthermore, we demonstrated that the 

model highlights a new structural condition that may give managers of work teams a handle 

for tempering faultline effects. We argued that managers might do well to manipulate the 

timing of contacts in work teams. It follows from our model that newly formed teams with 

strong demographic faultlines very likely polarize when group members freely interact with 

each other. Because of the high demographic dissimilarity, team members reject the 

opinions of dissimilar colleagues and develop extreme opinions. However, we showed that 

opinion polarization is less likely when teams are first separated into demographically 

homogeneous subgroups and are merged only later in the opinion-formation process. 

Because of the demographic similarity between members of subgroups, it is very unlikely 

that they will influence each other negatively. Hence, subgroups will likely develop local 

consensus on moderate opinions. When subgroups are merged after they have found local 

consensus, opinion similarity will act as a bridge over the demographic faultline and lead to 

further convergence.    

Besides the obvious practical implications of this intervention, the timing of contacts 

hypothesis also challenges a prominent theory of intergroup relations; contact theory 

(Allport 1954). Contact theory holds that contact between members of different social 

categories will improve interpersonal relations. In contrast, our model implies that contact 

between dissimilar group members in the early phase of the opinion formation process 

might intensify initial opinion differences and impair interpersonal relationships.  

In Chapter III, we developed an alternative explanation for opinion polarization. 

We started by pointing out that prominent social-psychological theories of group processes 

(Brewer 1991; Turner 1987) hinge on the assumption that individuals seek to increase 

opinion differences with dissimilar others. However, empirical research on negative 

influence provides very little evidence for this mechanism (e.g. Krizan and Baron 2007), 

suggesting that negative influence shapes opinion dynamics only in a restricted number of 

settings. In Chapter III, we proposed an explanation for opinion polarization which does 
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not hinge on the negative-influence mechanism. Our counter-intuitive proposition is that 

perfectly homogeneous populations can also split up into subgroups with maximally 

distinct opinions, even when individuals do not strive for any opinion differences. We 

developed a new social-influence model that includes the persuasive-argument mechanism 

and demonstrated that this model can generate opinion polarization. In addition, our 

analyses revealed that a strong individual tendency to interact with those group members 

who hold similar opinions is a central precondition for polarization.  

Chapter III also reported the results of a laboratory experiment (N=96) which we 

designed to test the new theory. In this experiment, participants discussed an opinion in a 

computer network. We created a setting which rules out negative-influence tendencies and 

tested under what conditions there was opinion polarization. It turned out that there was 

no polarization when participants only informed each other about their opinions. However, 

in those experimental conditions where participants exchanged arguments, there was 

significant polarization. Furthermore, we included a condition where participants 

exchanged both arguments and opinions. In this condition, we also found significant 

opinion polarization. In the end, the experiment confirmed the hypothesis that the 

selection of similar interaction partners is an important precondition of polarization. 

In Chapter IV we applied the model which we have developed in Chapter III to 

work teams. As in Chapter II, but now with the new model from Chapter III, we studied 

the effects of faultline strength on opinion polarization. We showed that also the 

argument-exchange model supports the faultline hypothesis. However, the new model 

points to several conditions for this effect which previous contributions have overlooked. 

First, even with a very strong faultline, opinions will only polarize in those groups where 

individuals tend to select similar interaction partners. Second, polarization is more likely, 

the stronger the opinions and demographic attributes in a team are correlated initially, that 

is, prior to interaction between the group members. Furthermore, the new model implies 

that the short-term effects of demographic faultlines differ crucially from their long-term 

effects. Groups where demographic attributes are not perfectly correlated will eventually 

arrive at consensus, even though they might suffer from polarization in the short run. 

Counter-intuitively, the model also implies that the convergence process is faster, the 

stronger the demographic faultline is. In other words, even though teams with strong 

faultlines might suffer from opinion polarization in the short run, they might arrive at 

consensus faster than teams with a weak faultline. 
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In Chapter V, we focused on the uniqueness mechanism and tested whether it helps 

explain opinion clustering. We took the existing social-influence models as the baseline and 

included the assumption that individual opinions are also shaped by the need to hold a 

unique opinion. In an initial step, we included striving for uniqueness as random individual 

opinion perturbations (white noise). However, we showed that this fails to explain opinion 

clustering. Weak opinion noise triggers social-influence cascades that lead to consensus. 

Increasing noise implies rampant individualism rather than clustering. 

We presented a new solution to the clustering problem and showed that the new 

model does generate clustering. The key element of our model is an adaptive kind of noise. 

We included the factor that the individual striving for uniqueness increases when many 

members of the population hold similar opinions. However, when actors agree with only a 

few others, then they are sufficiently unique and do not seek to individualize. In a 

computational experiment, we identified conditions under which populations develop 

clusters with diversity between and consensus within clusters. Once they have developed, 

the clusters are temporarily stable but may later merge. Merging, however, triggers the 

development of new clusters. In this way, clustering is a stable outcome. Paradoxically, the 

new model’s predictions are not only robust to noise, but noise is the central mechanism 

that causes cluster formation. 

Table I.1 summarizes which ingredient is studied in each of the four chapters. 

Table I.1: Ingredients added to the existing social-influence models 

 Chapter II Chapter III Chapter IV Chapter V 
Individual level mechanism     

Negative influence     
Persuasive arguments     
Striving for uniqueness     

Social-structural condition     
Demographic faultlines     

I.6. What have we learned and where do we go from here? 

In the following, we will summarize the main strengths and weaknesses of each of 

our four answers to the research questions. We will also point towards elements for future 

research.  
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I.6.1. Negative influence 

Recently, several researchers have integrated the negative-influence assumption into 

the existing social-influence framework (Baldassarri and Bearman 2007; Jager and Amblard 

2005; Macy et al. 2003; Salzarulo 2006). In line with their publications, we showed in 

Chapter II that this approach helps to answer one of our research questions: The new 

model can explain opinion polarization.  

The new model, however, does have two main shortcomings. First, the negative-

influence model fails to generate opinion clustering. To be more precise, the model is able 

to explain the development of distinct clusters. However, these clusters will always hold 

maximally extreme opinions. This is because members of two emergent clusters will either 

exert positive influence on each other and find consensus, or the members will influence 

each other negatively and will become maximally dissimilar. In other words, the model 

predicts either minimal diversity (consensus) or maximal diversity (polarization). Only in a 

very few scenarios does the model generate opinion distributions with opinion diversity 

and, at the same time, some moderate agents. Such opinion distributions consist of 

maximally extreme clusters and moderate agents. The influences which the extremists exert 

on the moderate agents balance each other out and the moderate agents do not change 

their opinions anymore. However, this equilibrium is fragile and can be destroyed by 

minute opinion changes on the part of a single agent. For instance, if one of the extremists 

happens to develop a slightly less extreme opinion, then the moderate agents are “pulled” 

less strongly towards this agent. As a consequence, the influence from the opposite 

extreme cluster on the moderates will exceed the influence from their opponents. Hence, 

the moderate agents will adjust their opinions and will become extreme, too. 

 In sum, the negative influence model generates either minimal opinion diversity 

(consensus) or maximum opinion diversity (polarization). We consider it a weakness of this 

model that it fails to generate opinion distributions that fall between these two extremes. 

The second and even more problematic shortcoming of the negative-influence model 

is discussed in Chapter III. Empirical research on negative influence has led to very mixed 

results. There are publications (Berscheid 1966; Mazen and Leventhal 1972; Sampson and 

Insko 1964; Schwartz and Ames 1977; van Knippenberg and Wilke 1988) which claim that 

they found support for negative influence. However, in Chapter III we pointed out 

methodological shortcomings to these studies. In addition, there are also studies which did 
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not confirm the negative-influence assumption at all (Hogg, Turner and Davidson 1990; 

Krizan and Baron 2007; Lemaine 1975). 

We do not claim that the negative-influence assumption should be considered 

falsified and excluded from social-influence models. However, we do need to be careful 

when we apply the negative-influence model to specific real-life settings. We cannot be 

confident about the model’s predictions when we are not sure that negative influence 

might play a role in a specific setting. We therefore feel that future empirical research is 

needed to identify the conditions for negative-influence tendencies. For instance, 

individuals may be influenced negatively by dissimilar others only when they perceive 

significant opinion differences in the overall population. In other words, negative influence 

may be generated only once other factors have set opinion polarization in motion. 

Considering the methodological difficulties of disentangling negative from positive 

influence (see Chapter III), we suggest developing laboratory experiments to test 

hypotheses about the conditions of negative-influence.  

In addition, the timing-of-contacts proposition points to an indirect test of the 

negative-influence assumption. In Chapter III, we demonstrated that opinion polarization 

is less likely when dissimilar agents are first separated and brought in contact only later in 

the influence process. This proposition critically hinges on the negative-influence 

assumption. This, in turn, implies that empirical support for the timing-of-contacts 

proposition indirectly confirms the hypothesis that negative influence shapes opinion 

dynamics. Hence, timing-of-contacts would appear to be an interesting independent 

variable for future experimental research.  

I.6.2. Persuasive arguments 

In Chapters III and IV, we showed that including the persuasive-argument principle 

in the social-influence framework helps to explain opinion polarization. What is more, our 

new model is able to generate opinion polarization even when there are no opinion 

differences between the agents at the outset. A central strength of the persuasive-argument 

mechanisms is that empirical research has consistently confirmed that argument exchange 

shapes opinion influence. More to the point, the exchange of arguments can intensify 

opinions in the sense that individuals develop more extreme views when they learn new 

arguments which support their opinions (Myers 1982).     

However, this model also has weaknesses. First, also the persuasive-argument model 

is unable to explain clustering. Like the negative-influence model, opinion variance is either 
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minimal or maximal at the end of the influence process. According to the persuasive-

argument model, non-extreme clusters will not be stable because their members will 

interact with members of other clusters. In this way, they will likely be exposed to 

arguments which will change their opinion. Such arguments will then spread in their cluster 

and influence the remaining cluster members. 

A second weakness of the persuasive-argument model is that opinion polarization is 

very fragile. In the current version of the model, opinion polarization is stable because 

members of distinct groups refuse to exchange arguments. If one includes, however, a very 

small interaction probability for pairs of agents that would refuse to interact otherwise, 

there will be argument exchange between the subgroups. As a consequence, opinions will 

converge in the long run. This, however, is not in line with the results from empirical 

research. Empirical studies on work teams in organizations suggest that, even though team 

members interact frequently, teams sometimes fail to overcome opinion differences (Early 

and Mosakowski 2000). The current model fails to explain this finding. 

Nevertheless, the persuasive-argument mechanism has found considerable support in 

empirical research and therefore offers a promising solution to the polarization problem. 

Most of this empirical research, however, has been performed in the laboratory (Isenberg 

1986; Myers 1982). More research outside the laboratory is needed.  

Online discussion sites appear to be a promising research field. It has been argued 

that people tend to visit those discussion sites where they expect to meet people who hold 

similar opinions (Sunstein 2008). As an example, there are lively discussions about  

American healthcare reform on the web pages of the Tea Party movement (Tea Party 

Patriots 2010) and its political counterpart the Coffee Party movement (The Coffee Party 

USA 2010). If the supporters of a new healthcare system discuss it mainly on the Coffee 

Party’s web pages and if its opponents mainly discuss it on the Tea Party pages, then we 

might observe opinion polarization during the discussions. One advantage of Internet 

studies is that they provide the researcher with very detailed information about the 

opinions of the discussants, their discussion partners and the arguments they use. 

Furthermore, online discussions can be tracked over very long periods. This allows one to 

study under what conditions polarization will be stable in the long run. This information 

might help develop a new persuasive-argument model which can explain stable group 

splits.  
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I.6.3. Striving for uniqueness 

In Chapter V, we introduced the assumption that individuals strive for uniqueness in 

the sense that they want to hold opinions that are shared by relatively few others. When 

too many others hold similar opinions, individuals are motivated to change their opinions 

(Imhoff and Erb 2009; Maslach, Stapp and Santee 1985; Snyder and Fromkin 1980). We 

demonstrated that our new model is able explain that opinion clusters emerge and remain 

temporarily stable. Clusters can merge but the resulting group will not be stable and will 

split up into clusters again. In this way, clustering is a stable phenomenon.  

Our new model, however, offers a somewhat problematic solution to the 

polarization problem. To be more precise, our model can generate polarization. When 

clusters have formed, they independently perform a random walk through the opinion 

space. As a consequence, clusters can happen to develop increasingly distant opinions. This 

constitutes opinion polarization and the model thus offers a solution to the polarization 

problem. Still, such scenarios are random events. Psychological research on discussion 

groups, however, suggests that under certain conditions discussion groups systematically 

develop increasingly extreme opinions (Isenberg 1986). What is more, the laboratory 

experiment which we presented in Chapter III has found statistically significant 

polarization tendencies. Such systematic polarization tendencies cannot be explained with 

the new model. 

Nevertheless, empirical research supports the assumption that individuals strive for 

uniqueness (Imhoff and Erb 2009; Maslach, Stapp and Santee 1985; Snyder and Fromkin 

1980). Future empirical research is needed to test whether this striving affects opinion 

dynamics in groups. For this purpose, online discussion sites appear to be a good setting. 

In contrast to group discussion experiments (Johnson and Johnson 1982), for example, 

users of online discussion sites form large communities. When a consensus emerges, users 

may thus feel that there are too many others around who hold opinions similar to the ones 

they do. As a consequence, people might feel less unique and change their opinion. In 

standard experimental discussion groups, such dynamics may be less likely because of the 

small size of the discussion groups (usually N=4). 

I.6.4. Demographic faultlines 

In Chapters II and IV we studied the effects of demographic faultlines on opinion 

dynamics. We showed that the negative-influence model and our model with persuasive 
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arguments both predict that opinion polarization is more likely the stronger the 

demographic faultline is.  

Recent empirical tests of the faultline hypothesis have led to inconsistent findings. 

Some studies found that strong faultline groups tend to suffer from little integration and 

from emotional conflicts between the team members (Early and Mosakowski 2000; Li and 

Hambrick 2005; Rico et al. 2007). However other studies found that faultline strength 

inhibits conflicts and improves psychological safety, job satisfaction and learning behavior 

in work teams (Gibson and Vermeulen 2003; Hart and Van Vugt 2006; Lau and Murnighan 

2005). Thatcher et al. (2003) found curvilinear effects for faultline strength. They report 

more conflicts and lower performance in teams with weak and very strong faultlines than 

in teams with moderate faultline strength. 

In trying to explain these inconsistent findings, researchers have included moderating 

variables in their statistical models. It has been shown that faultline effects increase in 

strength as the distance2 between faultline subgroups increases (Bezrukova et al. 2009; 

Molleman 2005). High team identification was shown to prevent negative faultline effects 

(Bezrukova et al. 2009). Furthermore, team autonomy seems to worsen the effect of 

faultlines on cohesion and integration (Molleman and Slomp 2006; Rico et al. 2007).  

In Chapter III, we pointed out three additional variables that might moderate the 

effects of faultline strength on opinion polarization and conflicts in work teams. First, the 

persuasive-argument model implies that strong demographic faultlines breed opinion 

polarization only when team members tend to interact with similar others. Second, 

opinions and demographic attributes already need to be correlated at the beginning of the 

social-influence process. Third, time may play a crucial role. In particular, the model implies 

that teams with a strong (but not maximally strong) faultline will overcome polarization in 

the long run. What is more, even though strong faultline teams might suffer from 

polarization in the short term, these teams might end up reaching consensus faster than 

weak faultline teams. This would suggest that results of empirical studies may critically 

depend on when opinion differences and conflicts are measured. Future empirical work 

should therefore focus on longitudinal data. 

                                                 

2 For example, two 30-year-old team members differ more from two team members aged 50 than from two 
team members aged 40. 
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I.6.5. Achievements and prospects in a nutshell 

In this book, we sought to explain two phenomena that existing social-influence 

models fail to explain; opinion clustering and opinion polarization. Our strategy was to 

start from the existing social-influence framework and to include new ingredients. We 

developed several formal models and studied whether and under which conditions each of 

them are able to generate clustering and polarization.  

We demonstrated that each of the models provides an answer to one of our research 

questions. The models with negative influence and persuasive arguments are able to explain 

opinion polarization. The uniqueness model is able to explain opinion clustering. However, 

none of the three models offers a satisfactory explanation for both clustering and 

polarization. 

Future work is needed to test the new models empirically. First, empirical research 

should test the assumptions we have added to the existing models. This is of central 

importance for the negative-influence assumption. Second, empirical research should test 

the new predictions of our models. Based on the results of these empirical tests, one will 

have to decide which of the models is most promising and is capable of forming a reliable 

basis for future modeling work. Alternatively, two of our ingredients could be integrated 

into one model.  

In this book, we offered new solutions for the hitherto unresolved puzzle of opinion 

diversity despite social influence. Much work remains to be done, but we believe that the 

theories put forward in this book open up directions for fruitful future research. Moreover, 

they suggest potential new approaches for the management of opinion dynamics in groups 

that may help practitioners to avoid polarization or, if necessary, sustain a healthy diversity 

of opinions. 
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II. Negative influence and demographic faultlines3 

Abstract 
In this chapter, we will discuss the first approach to the polarization problem. We will 
develop a formal model that includes the assumption of negative influence and 
demonstrate that this model can indeed explain opinion polarization. Recently, several 
models that assume negative influence have been developed. We will contribute to this 
literature and show how demographic attributes might interfere with opinion dynamics 
generated by negative influence. In particular, we will discuss Lau and Murnighan’s work 
on the effects of demographic faultlines. Lau and Murnighan proposed that polarization is 
the more likely the stronger demographic differences between group members correlate 
across various dimensions. 
Computational experiments will demonstrate that the central claims of Lau and 
Murnighan’s theory are consistent with the model. Furthermore, we will show that the 
model highlights a new structural condition that may give managers a handle to temper the 
negative effects of strong demographic faultlines. We will call this condition the timing of 
contacts. Computational analyses will reveal that negative effects of strong faultlines critically 
depend on who is when brought in contact with whom in the process of social interactions in 
the team. More specifically, we will demonstrate that faultlines have hardly negative effects 
when teams are initially split into demographically homogeneous subteams that are merged 
only when a local consensus has developed. 
 
 
 

II.1. Introduction 

The demographic diversity of a work team is seen as one of the major determinants of its 

performance. While managers as well as diversity researchers emphasize that diverse teams 

benefit from their large variety of social and human capital resources, (e.g. Chatman et al. 

1998), many studies also highlight that this benefit comes at a potentially large cost. Diverse 

teams may be less socially cohesive than homogeneous teams and social cohesion, in turn, 

can be an important antecedent of performance (e.g. Jehn and Bezrukova 2004; Jehn, 

Northcraft and Neale 1999). Milliken and Martins concluded that “diversity thus appears to 

                                                 

3 This chapter has been published together with Andreas Flache (first author) under the title “How to get the 
timing right. A computational model of the effects of the timing of contacts on team cohesion in 
demographically diverse teams” in Computational and Mathematical Organization Theory (2008:14/1). The 
article is freely available online (www.springerlink.com/content/0l03554v37118683) 
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be a double-edged sword” (Milliken and Martins 1996: 403), reflecting the mixed research 

evidence that produced both positive as well as negative effects of demographic diversity 

on team performance (for comprehensive reviews about theoretical and empirical research 

see: Bowers, Pharmer and Salas 2000; Milliken and Martins 1996; Pelled 1996; Stewart 

2006; Webber and Donahue 2001; Williams and O'Reilly 1998).  

The mixed effects of diversity have been attributed to the simultaneous operation of 

both positive effects on a team’s human capital and negative effects on team cohesion 

(Reagans and Zuckerman 2001). However, Lau and Murnighan (1998; 2005) have 

questioned that demographic diversity is necessarily a threat for team cohesion. In Lau and 

Murnighan’s view, cohesion suffers in a diverse group only to the extent that the 

distribution of demographic attributes across group members generates a strong demographic 

faultline. „Group faultlines increase in strength as more attributes are highly correlated, 

reducing the number and increasing the homogeneity of resulting subgroups. In contrast, 

faultlines are weakest when attributes are not aligned and multiple subgroups can form“ 

(Lau and Murnighan 1998: 328). To give an example, a faultline is strong in a team 

consisting of two Caucasian, highly educated women and two African-American men with 

low level of education. In this case, all three demographic dimensions along which team 

members differ (race, sex, educational level) split the team along the same line. The 

faultline would be weaker if, for example, the two highly educated team members would be 

one man and one woman. The core prediction (see Lau and Murnighan 1998: 331) is that 

stronger demographic faultlines increase the potential for dissensus between team members 

and thus put performance under pressure. The theory also implies that the direct effects of 

diversity on performance are positive due to larger human and social capital in diverse 

teams. Subsequent empirical research has provided partial support for the proposed 

negative effects of strong faultlines (e.g. Lau and Murnighan, 2005; Molleman, 2005; 

Thatcher, Jehn and Zanutto, 2003) and has identified organizational design features that 

interact with the effects of faultline strength on team outcomes, such as team 

empowerment strategies or the use of knowledge management systems in team learning 

(Gibson and Vermeulen 2003)  

In a nutshell, the theory of faultlines (Lau and Murnighan 1998: 332-333) is based on 

two main mechanisms: First, it is assumed that team members prefer to interact with those 

team members who are similar with respect to a salient demographic attribute. This 

corresponds to the prominent notion that homophily (Lazarsfeld and Merton 1954) is a 

strong force in social interactions (McPherson, Smith-Lovin and Cook 2001). Which 
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demographic attribute is salient in a certain work situation changes from situation to 

situation. Secondly, if actors choose to interact they are assumed to exert social influence 

(Festinger, Schachter and Back 1950) upon each other. Lau and Murnighan seem to assume 

furthermore that demographically similar actors tend to hold similar opinions even prior to 

interaction. Based on psychological research on opinion formation in groups (Isenberg 

1986; Vinokur and Burnstein 1978) the authors propose that interactions between 

demographically similar actors reinforce the opinions they hold prior to interaction and, in 

the process, increase dissensus with demographically dissimilar group members. In other 

words, demographically similar interaction partners become more convinced of their 

respective opinions, because they tend to agree in opinion and they learn new arguments 

that are in line with their opinion. But only in teams with a strong faultline, the same team 

members interact again and again so that the opinions of the demographic subgroups 

become increasingly distinct at the expense of lower cohesion of the team as a whole. By 

contrast, in teams with weak faultlines, group members repeatedly interact with colleagues 

with a large variety of demographic characteristics and opinions, such that no self 

reinforcing dynamic towards an emergent subgroup split can develop.  

While applications of faultline theory clearly demonstrate its relevance for both 

researchers and managers, neither Lau and Murnighan’s original elaboration nor 

subsequent extensions have fully explicated the mechanisms that may underlie faultline 

effects. Both the transparency of Lau and Murnighan’s theory as well as its deductive 

power can benefit considerably from a formal deduction of their central claims and an 

analysis of the precise combination of assumptions that is needed to derive them. In a 

previous paper we proposed a formal model of faultline effects that allows to generate 

hypotheses in line with previous informal reasoning (Flache and Mäs 2008b). We could 

also show that it is not even necessary to assume that opinions and demographic 

characteristics of team members are correlated already prior to interaction4. In the present 

paper, we move one step further and argue that the model also implies a remedy against 

negative effects of strong faultlines that has hitherto been overlooked in the literature. We 

propose that the effects of strong faultlines may critically depend on who is when brought in 

contact with whom in the process of social interactions in the team. More generally, it may 

depend on the timing of contacts between team members whether strong faultlines have 

negative effects on team cohesion. To be precise, we use “timing of contacts” here in the 

                                                 

4 We explain this point below in our elaboration and discussion of the formal model. 
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sense of Moody’s (2002) concept of “relationship timing”. Broadly, relationship timing 

defines the sequence within which social interactions occur in given network of 

interactions. Consider for example an opinion formation process between three members 

of a work team, two of whom agree with each other and totally disagree with the third one. 

One possible timing of contacts might be that all three group members are brought 

together to discuss the issue. In this case, social influence occurs simultaneously in all three 

dyads in the network. Another sequence might be that only one of the two majority 

members discusses the issue with the minority member and after each meeting, the two 

majority members come together again. Obviously, in the first sequence the deviant might 

influence the positions of both other team members at the same time, while in the second 

sequence, he can directly influence only one of them, while the other one may bring his 

colleague “back into line” after each encounter with the deviant. 

 Effects of the timing of contacts on the outcome of group discussions have been 

demonstrated in experimental research by Kameda and Sugimori (1995). These authors 

manipulated the sequence within which in a group discussion minority members 

encountered majority members and found that this affected the chances for consensus in 

the overall group. More recently theoretical analyses have shown that the diffusion 

dynamics of, e.g., knowledge or diseases in social networks may critically depend upon the 

timing of network contacts (Gibson 2005; Moody 2002). For example, whether an 

infectious disease can spread in a chain A-B-C from A to C critically depends upon 

whether B was infected by A before or after being in contact with C. The idea that timing 

matters has not yet been theoretically elaborated for the study of opinion dynamics. 

However, we believe that the diffusion of opinions may be similarly affected by 

relationship timing than the diffusion of infection or information. The key reason why we 

expect the timing of contacts to be important for the group dynamics in diverse teams is 

the inherent path dependence of the process of social interactions between team members. 

For example, early contacts between group members who are strongly dissimilar both in 

terms of their opinions and their demographic characteristics may trigger negative and 

hostile interactions between the interactants. This, in turn, may lead them to adopt extreme 

positions on some issues. If these “radicalized” actors interact subsequently with 

demographically similar “friends”, this may entail “bandwagon dynamics” in which the 

friends of the early conflict partners are socially influenced to adopt similarly extreme 

positions. The stronger are demographic faultlines, the more such a dynamic would project 

the demographic faultline onto an emergent faultline in the opinion space, with the result 



II. Negative influence and demographic faultlines 

 

35

that communication between team members and thus group cohesion and team 

performance may severely suffer. Clearly, this downward spiral might be avoided when 

contacts between team members are arranged in such a way that opposed “extremists” are 

initially isolated from each other and are instead exposed to interactions with 

demographically similar in-group members who are more moderate in their opinions. 

Then, the likely consequence is that initial extremists also become more moderate and 

initial moderates from different demographic subgroups move towards each other in the 

opinion space. 

It may be a plausible idea that the timing of contacts modifies faultline effects, but 

Lau and Murnighan’s original theory is not precise enough to generate testable predictions 

about the exact conditions under which this mechanism may work. We use and extend in 

the present analysis the formal model proposed by Flache and Mäs (2008b) to elaborate 

our reasoning why timing matters and under which conditions. In section 2, we describe 

the formal model and its extension to accommodate timing effects. Section 3 contains a 

description of the simulation experiments and results. In section 4, we discuss results and 

offer conclusions. 

II.2. The Model 

The model consists of four main elements, the formalization of the dynamics and 

elementary mechanisms of social interactions and influence between team members, the 

operationalization of demographic faultlines, the model of the timing of contacts and, finally, 

aggregate outcome measures that capture the dependent variables we are interested in. 

II.2.1. The Social Interaction and Influence Dynamics 

The main endogenous outcome variable of our model is the distribution of work related opinions 

in the team, because following previous work (Mason 2006: 234; Molleman 2005: 175-176; 

Pfeffer 1985) we assume that consensus at least on fundamental issues seems a necessary 

precondition for effective teamwork, while opinion polarization on these issues may be a 

major obstacle to good team performance. The theoretical assumptions of homophily and 

social influence identify a clear causal link between team cohesion, consensus on work 

related opinions and the strength of demographic faultlines in a team. Broadly, the stronger 

are faultlines in the team, the less likely it is that team members in different subgroups 

influence each other sufficiently to generate a consensus on work related opinions on the 

level of the team as a whole, and the more likely it is that the influence processes result in 
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polarization rather than consensus. At the same time, the combined assumptions of 

homophily and influence link the degree of consensus closely to the level of cohesion in 

the team. We assume that only when team members agree on important issues, they have 

good social relations with each other which, in turn, generates social cohesion. 

With this approach, we deliberately exclude from our analysis variables which also 

may affect performance but which are not or at least much less directly causally related to 

faultline strength (Lau and Murnighan 1998), like the size of the team’s pool of human and 

social capital. 

We assume that the effects of faultlines on opinion polarization (and poor team 

performance) are generated by the interplay of the four fundamental social mechanisms 

homophily, social influence, heterophobia and rejection. According to homophily5, the more similar 

two actors are with respect to salient opinions or demographic characteristics, the more 

they like each other and the more they interact (Brass et al. 2004; Byrne 1971; Harrison and 

Carroll 2002; Homans 1951; Kandel 1978; Lazarsfeld and Merton 1954; McPherson, 

Smith-Lovin and Cook 2001; Rogers and Bhowmik 1970). According to social influence, if 

two persons interact they adapt their opinions (Abelson 1964; Brass et al. 2004; Kerr and 

Tindale 2004). But homophily and social influence alone do not suffice to explain why 

groups with strong faultlines exhibit a tendency towards extreme and over time increasing 

opinion differences between a small number of opposed and demographically dissimilar 

factions in the team (cf. Early and Mosakowski 2000)6. To address this pattern with our 

model, we followed previous research and complemented the mechanisms of homophily 

and social influence with their negative counterparts of heterophobia and rejection (Flache and 

Macy 2006b; Jager and Amblard 2005; Kitts 2006; Macy et al. 2003; Rainio 1961a; 1961b; 

1962; 1965; Salzarulo 2006). Heterophobia implies that if the dissimilarity of two actors 

exceeds a certain threshold then the actors do not like each other (Byrne, Clore and 

                                                 

5 Note that the definition of ‘homophily’ which we use in this chapter does not correspond to the definition 
used in the chapters I and II. In this chapter, homophily refers to the preference of individuals to interact with 
similar others. In the previous chapters, however, it referred to the tendency to interact with similar others. 
Such a tendency can result from the preference to do so, but also from social influence during interaction (see 
chapter II).   
6 Axelrod (1997) proposed to add the assumption that social influence may be entirely cut off when actors 
disagree beyond a certain critical level. With this assumption, homophily and social influence can stabilize 
differences between subgroups (Axelrod 1997; Flache and Macy 2006b; Flache, Macy and Takács 2006; 
Hegselmann and Krause 2002; Weisbuch, Deffuant and Amblard 2005). However, this explanation is not 
readily applicable to work groups, where there is little room to entirely avoid social interaction with dissimilar 
others. Moreover, Axelrod’s assumptions can at best explain why differences between subgroups persist over 
time, but not why groups may increasingly polarize in the course of team interaction, as described by Earley 
and Mosakovski (2000). 
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Smeaton 1986; Chen and Kenrick 2002; Pilkington and Lydon 1997; Rosenbaum 1986a; 

Rosenbaum 1986b; Smeaton, Byrne and Murnen 1989). Rejection states that actors have a 

tendency to change their attributes in a way to become more dissimilar to interaction 

partners they do not like (Abelson 1964; Kitts 2006; Salzarulo 2006; Tsuji 2002). 

It is important to note that Lau and Murnighan do not directly assume rejection. 

They propose instead that increasing opinion differences between dissimilar actors result 

from a self-reinforcing dynamic that is triggered by an initial correlation between 

demographic attributes and opinions. We avoided this assumption, because what we aim to 

explain is that the strength of the demographic faultline leads to opinion polarization along 

this faultline. If we already assume in the model that demographic attributes are correlated 

with the opinions then it is not surprising that the model predicts exactly this as an 

outcome. In our previous work  (Flache and Mäs 2008b), we could show that the model 

sketched here suffices to reconstruct the main regularities predicted by faultline theory. 

Hence, we argue that the assumption of an initial positive correlation between 

demographic attributes and opinions should be avoided in this context. However, our 

argument is purely theoretical. We do not claim that the dynamics that Lau and Murnighan 

describe do not occur in real work teams.  

Finally, our model distinguishes between two types of attributes on which agents can 

differ and which define the level of similarity between agents. Demographic attributes on 

the one hand are fixed and can not be changed by the dynamics of social influence and 

rejection. On the other hand, opinions are flexible and are subject to social influence and 

rejection. Previous computational studies based on similar sets of assumptions have already 

demonstrated how demographic differences can lead to the emergence of cultural niches in 

demographic space such that demographically dissimilar actors also hold dissimilar or even 

radically opposing opinions (Macy et al. 2003; Mark 2003). However, these studies did not 

address the effects of faultline strength in the demographic distribution.  

Technically, each of the N team members is represented as an agent i characterized 

by D fixed ( fix
ida ) and K flexible attributes ( flex

ika ), where d and k refer to the d’th and k’th fixed 

and flexible attribute, respectively. The fixed attributes correspond to the demographic 

characteristics, the flexible ones represent the agent’s work related opinions. For simplicity, 

we assume that demographic attributes and opinions are equally salient. Moreover, we 

focus on clearly distinguishable demographic attributes, expressed by the assumption that 

demographic attributes are dichotomous and can take either the value -1 or +1 
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( { }1;1−∈fix
ida ). Opinions of the team members can instead vary continuously between -1 

and +1 ( 11 +≤≤− flex
ika ). 

A key assumption of the model is that the direction and strength of influence that an 

agent i imposes on an agent j does not depend directly on the opinion of j, but it is 

moderated by the sign and the strength of the interpersonal relation between i and j. To 

model the interpersonal relations between the team members we assume a directed graph 

where wij represents the weight of the corresponding relationship (-1≤wij≤+1). If team 

member i has contact to team member j then the weight wij takes a nonzero value between -

1 and 1. A positive weight reflects that i evaluates j positively, whereas a negative one 

represents a hostile relationship. If there is no contact between i and j, or i is indifferent 

between liking and disliking j, then the weight is 0.  

Both the K flexible attributes and the weights of the relationships are endogenous 

and change in discrete time steps. In every time step, one team member is selected 

randomly with equal probability to update either his flexible attributes or weights. With 

probability 0.5, all weights of i are updated simultaneously. In the event that flexible 

attributes are updated, all flexible attributes are updated simultaneously. 

Time is modeled in discrete steps. The duration of a simulation run is expressed in 

number of iterations. One iteration corresponds to N simulation steps to assure that on 

average each agent updates either his weights or his attributes once within an iteration. To 

be sure, given the asynchronous random updating of agents, an iteration does not 

encompass any particular length of time or synchronization of events (e.g. work days). 

Rather, one iteration indicates that N events have taken place in which agents have 

changed their opinions or weights. 

Similar to previous models of social influence with continuous opinions (Abelson 

1964; Hegselmann and Krause 2002), we assume that the change of team member i’s 

flexible attribute k is an aggregated result of the influences imposed by all other agents who 

exert influence upon i. Technically, the new value of the attribute, flex
tika 1, +  is obtained by 

adding to the old value a weighted sum of the pressures of all influential others. To model 

a somewhat gradual change of opinions, we also divide this weighted sum by 2. The 

pressure imposed by a single alter j “pulls” i towards j’s opinion if the weight ijw  is 

positive, and “pushes” i away from j’s opinion if the weight is negative. The magnitude of 
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this pressure is proportional to the distance in opinions between i and j, flex
jk

flex
ik aa − . With 

only positive weights summing to one, this assumption would imply that the net pressure 

imposed on i moves the agent towards the weighted average of the opinions of all 

interactions partners. Equation 1 formalizes these assumptions. 
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The Ct in equation (1) refers to the number of agents who are in contact with i at the 

moment influence takes place (Ct≤(N-1)). We will discuss further below effects of 

interaction structures in which team members can interact only with a subset of other team 

members temporarily. To be precise, equation (1) only shows the principle model of 

influence. In the actual implementation, we apply a slight modification of the influence 

equation both to make sure that opinions do not go out of bounds and to smoothen the 

change of opinions when agents move towards the extreme ends of the opinion scale. 

Equations 1a and 1b fully specify opinion change. 
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The second key element of our model is the update of weights. Following previous 

work (Macy et al. 2003) we assume that the weight that agent i has towards an agent j, 

changes depending on the similarity between i and j in terms of both their demographic 

attributes and their opinions. More precisely, we assume that after updating, the weight 

adopts a level that is proportional to the current level of similarity. The new weight is 

negative if the average distance between i and j across all dimensions of demographic and 

opinion space exceeds one, i.e. half of the maximum average distance. If this average 

distance is exactly one, the weight is zero and otherwise it obtains a positive value. 

Technically,  
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II.2.2. Faultline strength 

To disentangle the effects of the strength of demographic faultlines from effects of 

demographic diversity, we devised a method that allows for varying faultline strength and 

keeping diversity constant at the same time. More precisely, we generated different 

distributions of the fixed attributes in such a way that all fixed attributes were equally 

frequent (= all distributions generate equally diverse groups) but the correlation between 

the attributes differed between distributions (= the strength of the faultline differs). 

Table II.1 shows our construction method for the prototypical case of a group with 

20 members (N=20) who differ along three demographic dimensions (e.g. male / female, 

young / old, western / non-western ethnic background). Column 2 of the table shows that 

we constructed the first demographic variable (A1) by alternately assigning the values -1 

and 1 to the first N/2 agents beginning with the value 1 for agent 1. We did the same with 

the second N/2 agents but here we started with the value -1. The distribution of this 

variable is the same in all work teams.  

We expressed the faultline strength by a parameter f that varies between 0.5 and 1, 

where f=0.5 corresponds to a situation where the demographic attributes are completely 

uncorrelated and f=1 imposes a perfect correlation between all demographic attributes. The 

first step in the construction is to impose the correlation between attribute A1 and A2 that 

corresponds to the given parameter value of f. To arrive at the values for attribute A2, we 

assigned to the first (100·f) % of the cases the same value as for attribute A1. For example, 

for f=0.9, the first 90% of the agents (= the first 18 agents if N=20) hold the same value at 

attribute A1 and A2 (See the grey cells in column 3 of table II.1). To the rest of the agents 

we assigned on attribute A2 the opposite value of what we assigned for attribute A1. 

To determine the values for attribute A3 we used the same method with a small 

change. We first assigned to the first (50·f) % of the cases the same value as for attribute 

A1. Then we continued with the (N/2+1)th case and again assigned to the following (50·f) 

% of the cases the same value as for attribute A1. Again the rest of the cases got the 

opposite value than for attribute A1. Thus for f=0.9 and N=20 the agents 1-9 and 11-19 

hold the same value at attribute A1 and A3 (see column 4 of table II.1). This procedure 

makes sure, that the agents also hold at the attributes A2 and A3 in exactly (100·f) % of all 

cases the same value. 
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Table II.1: Implementation of faultline strength
 f = 0.9  f = 0.8  f = 0.7  f = 0.6  f = 0.5 

i attr. 
A1 

attr. 
A2 

attr. 
A3  attr. 

A1 
attr. 
A2 

attr. 
A3  attr. 

A1 
attr. 
A2 

attr. 
A3  attr. 

A1 
attr. 
A2 

attr. 
A3  attr. 

A1 
attr. 
A2 

attr. 
A3 

1 1 1 1  1 1 1 1 1 1 1 1 1  1 1 1 

2 -1 -1 -1  -1 -1 -1 -1 -1 -1 -1 -1 -1  -1 -1 -1 

3 1 1 1  1 1 1 1 1 1 1 1 1  1 1 1 

4 -1 -1 -1  -1 -1 -1 -1 -1 -1 -1 -1 -1  -1 -1 -1 

5 1 1 1  1 1 1 1 1 1 1 1 1  1 1 1 

6 -1 -1 -1  -1 -1 -1 -1 -1 -1 -1 -1 -1  -1 -1 1 

7 1 1 1  1 1 1 1 1 1 1 1 -1  1 1 -1 

8 -1 -1 -1  -1 -1 -1 -1 -1 1 -1 -1 1  -1 -1 1 

9 1 1 1  1 1 -1 1 1 -1 1 1 -1  1 1 -1 

10 -1 -1 1  -1 -1 1 -1 -1 1 -1 -1 1  -1 -1 1 

11 -1 -1 -1  -1 -1 -1 -1 -1 -1 -1 -1 -1  -1 1 -1 

12 1 1 1  1 1 1 1 1 1 1 1 1  1 -1 1 

13 -1 -1 -1  -1 -1 -1 -1 -1 -1 -1 1 -1  -1 1 -1 

14 1 1 1  1 1 1 1 1 1 1 -1 1  1 -1 1 

15 -1 -1 -1  -1 -1 -1 -1 1 -1 -1 1 -1  -1 1 -1 

16 1 1 1  1 1 1 1 -1 1 1 -1 1  1 -1 -1 

17 -1 -1 -1  -1 1 -1 -1 1 -1 -1 1 1  -1 1 1 

18 1 1 1  1 -1 1 1 -1 -1 1 -1 -1  1 -1 -1 

19 -1 1 -1  -1 1 1 -1 1 1 -1 1 1  -1 1 1 

20 1 -1 -1  1 -1 -1 1 -1 -1 1 -1 -1  1 -1 -1 

Σ 0 0 0  0 0 0  0 0 0  0 0 0  0 0 0 
                    
Correlations (r)                 

  A2 A3   A2 A3   A2 A3   A2 A3   A2 A3 

 A1 .8 .8  A1 .6 .6  A1 .4 .4  A1 .2 .2  A1 .0 .0 

 A2  .8  A2  .6  A2  .4  A2  .2  A2  .0 

                    

                    

Table II.1 also reports the correlations between the three attributes. Note that for a given 

distribution all pairwise correlations between two of the three attributes are equal. The 

relationship between f and the correlation is: r = -1 + 2f. If f takes the value 1 then the three 

attributes are perfectly correlated (r=1) and the faultline strength is maximal. If f takes the 

value 0.5 then there is no relationship between the attributes (r=0). Thus the faultline has a 

minimal strength. Because of its better intelligibility we use the parameter r to describe the 

faultline strength in the following. At all levels of f, all variables are equally distributed in all 

teams.  

The key advantage of our method is that it separates variation in faultline strength 

from variation in diversity. A more intuitive alternative approach could have been to assign 

attributes randomly with a given probability and a given correlation. However, for the 

relatively small groups we are interested in, that method would have produced considerable 

random variation in faultline strength between single realizations of distributions imposed 
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by the same level of f. Our deterministic approach excludes this source of random noise 

and thus allows us to focus in our computational experiments exclusively on effects of 

variation in f. 

II.2.3. Timing of contacts  

There is in principle an infinite number of ways how the sequence of who is when brought 

into contact with whom in a work team can be manipulated. For the sake of simplicity, we 

decided to focus upon three ideal typical forms of timing that we expect to shape the effects of 

faultline strengths in clearly different ways. The first form is the baseline scenario: no timing. 

Under “no timing” there is from t=1 on no structural restriction on the interactions 

between group members. I.e. all dyads are simultaneously “active” in the process of social 

influence, Technically, every agent can have a weight different from zero towards all other 

group members (Ct=(N-1), see equation 1). The second scenario represents the intuition that 

it may temper the effects of strong faultlines if in the early phases of the group process 

interactions are restricted to relatively homogeneous smaller subgroups (Ct<(N-1)). In 

other words, dyads between group members who are strongly different demographically 

are not active in the first phase of influence process, while dyads between similar group 

members are. For the sake of idealization, we represent the subgroups as isolated “caves” 

such that interaction in the early phase is entirely restricted within caves. All weights 

between agents who do not belong to the same cave are set to zero and kept at zero until 

caves are merged. The corresponding timing scenario of “first homogeneous caves, then 

complete” imposes from t=1 on isolated caves which are arranged in such a way that the 

demographic homogeneity within the caves is very high7. Then, after a critical time point t*, 

the boundaries between caves are eliminated. Technically, we set at t* all weights between 

agents who belong to different caves to the value that corresponds to their current overall 

similarity (see equation 2) and leave all others weights and opinions unchanged. Hence, 

after t* agents will be influenced by all other agents in the team and can have non-zero ties 

with all other group members. The third and final scenario is a control condition that we 

called “first heterogeneous caves, then complete”. We wanted to know whether the 

formation of smaller subgroups in the initial phase also tempers faultline effects when the 

subgroups are not homogeneous but instead are formed randomly. Our intuition is that 

this scenario will not differ from the baseline, because particularly in groups with strong 
                                                 

7 Details of the method for maximization of demographic homogeneity depend on the exact settings for 
group size and cave size and will thus be explained in the discussion of the initialization of our computational 
experiments (section III.3). 
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faultlines it is likely that demographic divisions will induce early splits and extremist 

opinions within each separate cave. Once this local polarization arises, the merger of caves 

into one large group is likely to “export” extremism and thus polarization also into the 

group as a whole. 

II.2.4. Aggregate outcome measures 

The main claims of the theory of faultlines address two relationships: First the relationship 

between faultline strength and the level of consensus in the team, and second the 

relationship between faultline strength and the degree to which divisions in opinions are 

associated with demographical divisions in the team. To assess whether our model can 

reproduce these relationships, we devise four different outcome measures, opinion diversity , 

opinion variance, polarization and a measure of the degree to which differences in fixed 

(demographic) and flexible (opinion) attributes of agents are associated with each other, 

called attribute-opinion covariance, cov(fix;flex).  

Opinion diversity is based on a count of the number of different opinion vectors 

present in the group as a whole, where only flexible attributes are taken into account. For 

normalization, we divide this number by the group size N. We set opinion diversity =0 if 

there is perfect consensus. Hence, 0 ≤ opinion diversity ≤ 1. Clearly, both a group with high 

consensus and a group with perfect polarization will exhibit low opinion diversity. Perfect 

consensus implies that all agents share the same vector of opinions (opinion diversity = zero), 

whereas perfect polarization implies that there are exactly two maximally different factions 

in the opinion space (opinion diversity = 2/N).  

Opinion variance is the average standard deviation of opinions across all K dimensions 

of the opinion space. In the case of perfect consensus, we obtain opinion variance = 0, and in 

the case of perfect polarization with two equally large maximally opposed subgroups we 

measure opinion variance = 1, the highest value we ever obtained8. However, a high level of 

opinion variance does not necessarily indicate that the group polarizes in the opinion space. 

High opinion variance may occur if agents strongly differ from each other in all dimensions of 

the opinion space, but these differences are not correlated across dimensions. In that case, 

the group is not polarized.  

                                                 

8 In this case, the average opinion in all dimensions is zero. Moreover, in all dimensions half of the group 
adopts an extreme opinion at +1 and the other half of the group does so at -1. Hence, on average the 
distance from the mean amounts to +1 in all dimensions, yielding the result of variance = +1. 
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Polarization captures the degree to which the group can be separated into a small set 

of factions who are mutually antagonistic in the opinion space and have maximal internal 

agreement. To compute polarization, we use the variance of pairwise agreement across all 

pairs of agents in the population, where agreement is ranging between -1 (total 

disagreement) and +1 (full agreement), measured as one minus the average distance of 

opinions (averaged across all K subdimensions). This measure obviously adopts its lowest 

level of zero for the case of perfect consensus. The maximum level of polarization 

(polarization=1) is obtained when the population is equally divided between the opposite 

ends of the opinion scale at -1 and +1 and all opinion dimensions are perfectly correlated9. 

With uniformly distributed opinions, the polarization measure yields approximately 0.22 for 

K=1. 

To test the relationship between demographic differences and differences in 

opinions, we compute the attribute-opinion covariance, cov(fix;flex) as the covariance 

between the vector of pairwise demographic dissimilarities and the pairwise opinion 

dissimilarities, where we computed for every pair of actors i and j the dissimilarity measures 
fix

ji,∆  and flex
ji,∆ , as given by equations (4a) and (4b). These dissimilarity measures express the 

average distance across all dimensions for fixed attributes and flexible opinions, 

respectively. The resulting covariance cov(fix,flex) adopts values between -1 and 1. A value 

of zero indicates that similarity in opinions and similarity in demographic attributes are 

statistically unrelated. The initial values of cov(fix,flex) are expected to be near to zero, 

because opinions are initialized randomly. Changes of cov(fix,flex) that occur when the 

simulation proceeds indicate how much differences in opinions and demographic 

differences become aligned.  
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Thus cov(fix;flex) is calculated as given by equation (5). 

                                                 

9 To see this: In 50% of all dyads the agreement is 1 (indicating maximal agreement), in 50% it is -1 
(indicating maximal disagreement). The average level of agreement is zero and the average distance between 
the agreement in a particular dyad and the average level of agreement, i.e. the variance, yields polarization = 1. 
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II.3. Results of the computational experiments  

We structured our computational analysis in two sets of experiments. In the first set of 

experiments the objective is to show that the dynamics of our model are consistent with Lau 

and Murnighan’s (1998) informal reasoning. More precisely, we devise a fixed work team 

scenario and conduct ceteris paribus replications of the group dynamics that our model 

generates for different levels of faultline strength under the given scenario. The stylized 

regularity our model should produce in this set of experiments is a clear-cut negative 

relationship between the average level of consensus in the opinion distribution and the 

strength of demographic faultlines, r. More in particular, the model should generate both 

less often consensus and more often polarization as r increases. A second regularity that 

follows from the theory of faultline effects is an increasing association of opinion divisions 

with demographic divisions as faultlines become stronger. In other words, the stronger are 

the demographic faultlines, the clearer we expect subgroup splits in the simulated opinion 

distribution to reflect the distribution of demographic attributes.  

The second set of experiments focuses on the effects of timing. Broadly, we expect that 

the negative effects of strong faultlines will be considerably tempered when homogeneous 

and mutually isolated subgroups are formed in a first phase, before in a second phase all 

group members interact with each other. We also want to test whether – as we intuit - this 

form of timing reduces the association between demographic and opinion differences in 

the team. To test these intuitions, we will conduct ceteris paribus replications of the 

scenario analyzed in the first set of experiments, but now with variation of the timing of 

contacts across the two options of “first homogeneous caves, then complete” and, “first 

heterogeneous caves, then complete”, where the results of experiment 1 serve as the “no 

timing” baseline. 

In both sets of experiments we use the following parameter settings. With regard to 

group size, we assume N=20, a size that is not too big to be unrealistic for a work team, 

but also large enough to allow for a sufficiently fine-grained variation in the strength of 

demographic faultlines (cf. Table 1). Furthermore, we assume that there are three salient 

demographic (fixed) attributes (D=3). As table 1 shows, the combination of 20 agents and 



II. Negative influence and demographic faultlines 

 

46 

3 fixed attributes allows sufficient variation in the correlations between the fixed attributes 

of team members. Values for the demographic attributes are assigned to agents as shown in 

table 1, imposed by the data set we generated for the corresponding level of faultline 

strength f. For the number of flexible attributes (opinions), we choose K=4. This is the 

smallest number that makes polarization under strong faultlines not trivial, because with 

K=3 and D=4 it is still possible that two agents who maximally differ in all three 

demographic dimensions can have a positive relationship if they have sufficiently similar 

opinions. At the same time, this setting makes it hard to avoid polarization in a group with 

maximal faultline strength. Accordingly, K=3 and D=4 provides a particularly hard test for 

our conjecture that the right form of timing can prevent polarization even in groups with 

strong faultlines. Furthermore we assumed that initially (at the outset of t=1) all opinions 

of all agents are randomly drawn from a uniform distribution with full coverage of the 

entire opinion interval and with statistically independent dimensions of the opinion space. 

As a consequence, initial opinions are also statistically independent from demographic 

attributes. After initial opinions have been assigned, initial weights are computed on basis 

of overall similarity (see equation 2). In the timing experiments, initial weights between 

agents who do not belong to the same cave are set to zero and kept at zero until the 

boundaries between caves are removed. 

II.3.1. Experiment 1: The effects of faultline strength 

To illustrate how variation in faultline strength affects the model dynamics, we show first 

two typical simulation runs obtained for a setting with low faultline strength (r=0.2) and 

high faultline strength (r=0.8), respectively. Figure II.1 charts for both settings the 

dynamics of the four outcome measures for the first 120 iterations. 

Figure II.1 shows dramatically different outcomes for the two different levels of 

faultline strength. In the weak faultline case, the simulated group quickly moves towards 

perfect consensus, as indicated by the rapid decline of opinion diversity and opinion variance, as 

well as polarization, from the levels given by the initial random distribution down to the 

theoretical minimum level of zero for all three outcome measures. The graph also shows 

that from the outset there is no (actually even a slightly negative) association between 

differences in opinions and demographic differences (see cov(fix;flex)). In the strong faultline 

case, it takes about 60 iterations until the group has moved from the random initial opinion 

distribution towards perfect polarization into two maximally opposed factions. Moreover, 
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opinion divisions and demographic divisions align almost perfectly in this case, as indicated 

by a level of cov(fix;flex) = 0.8 obtained after about 60 iterations. 

Figure II.1: Change in outcome measure for typical simulation runs with weak 
faultline (left) and strong faultline (right). N=20, D=3, K=4. No timing of contacts. 

0
.2

.4
.6

.8
1

 

0 20 40 60 80 100 120
iteration

polarization cov(fix;flex)
opinion variance opinion diversity

 

weak faultline (r=0,2)

0
.2

.4
.6

.8
1

 

0 20 40 60 80 100 120 140
iteration

polarization cov(fix;flex)
opinion variance opinion diversity

strong faultline (r=0,8)

 

Figure II.1 shows dramatically different outcomes for the two different levels of faultline 

strength. In the weak faultline case, the simulated group quickly moves towards perfect 

consensus, as indicated by the rapid decline of opinion diversity and opinion variance, as well as 

polarization, from the levels given by the initial random distribution down to the theoretical 

minimum level of zero for all three outcome measures. The graph also shows that from the 

outset there is no (actually even a slightly negative) association between differences in 

opinions and demographic differences (see cov(fix;flex)). In the strong faultline case, it takes 

about 60 iterations until the group has moved from the random initial opinion distribution 

towards perfect polarization into two maximally opposed factions. Moreover, opinion 

divisions and demographic divisions align almost perfectly in this case, as indicated by a 

level of cov(fix;flex) = 0.8 obtained after about 60 iterations.  

The explanation for the differences shown by Figure II.1 can be readily derived from 

our model assumptions. In the weak faultline scenario, demographic attributes are almost 

perfectly uncorrelated with each other. Hence, there are only very few pairs of agents who 

maximally differ on all three demographic dimensions. This makes it unlikely that negative 
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ties (wij<0) arise in the initial configuration. In addition, if some negative ties arise, then 

they will most likely be between agents who are, in turn, embedded into a large number of 

positive ties with the same colleagues. As a consequence, positive social influence prevails 

and rejection hardly ever occurs in the social interactions between agents. If some agents 

are “pushed” to reject some enemies’ opinions, then they are at the same time “pulled in” 

by many more friends so that the net change of their opinion is more likely towards the 

group average than towards the extreme ends of the opinion scale. A similar reasoning 

explains why the outcome for the strong faultline case is so different. In the strong faultline 

case, demographic differences are maximal within a large fraction of the dyads in the team. 

In these dyads only relatively small opinion differences in the initial configuration suffice to 

generate a negative relationship between the interactants. Moreover, these negative 

relationships tend to segregate the two major subgroups in demographic space so that most 

agents have the same enemies than their friends have. This entails a quick self reinforcing 

dynamic towards opinion polarization. Most agents move towards whatever is the current 

average opinion profile in their (demographic) in-group and they distance themselves from 

whatever is the current average opinion profile in the (demographic) out-group. The result 

is a coordinated movement of all agents that soon leads to convergence of their opinions 

on two opposite poles that align with the demographic faultline in the group. 

For statistical reliability, we conducted a large number of replications of this 

simulation experiment and varied faultline strength across the entire interval between r=0 

and r=1.0 in steps of 0.2. Figure II.2 reports the average of the outcome measures we 

obtained after iteration 1000, over 500 replications per condition. We do not report opinion 

diversity in Figure II.2, because final states are almost always either perfectly polarized or 

exhibit perfect consensus so that the variation of opinion diversity across conditions is 

extremely small. To make it easier to distinguish the different outcome measures in the 

Figure, we used lines to connect the data points for the six different levels of r that we 

simulated but we did of course not obtain results for r-values other than those shown in 

table II.1. 

Figure II.2 clearly confirms that our model generates the stylized regularities 

predicted by Lau and Murnighan’s theory of faultlines. All three outcome measures 

consistently increase with higher levels of faultline strength. More specifically, the average 

outcomes of almost zero for opinion variance, polarization and cov(fix;flex) when demographic 

dimensions are entirely unrelated (r=0) indicate that virtually all simulated groups have 

reached almost perfect consensus in this condition. By contrast, with maximal faultline 
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strength (r=1.0) groups almost always polarize maximally, as indicated by an average 

polarization and an average opinion variance at the same level. The correspondingly high value 

of cov(fix;flex) in this condition shows that it is the demographic faultline along which the 

group also splits in the opinion space. The consistent increase of the outcome in between 

these two extremes shows that - for the given set of conditions (N=20, D=3, K=4) - our 

model clearly implies that higher faultline strength is associated with less consensus, more 

polarization and a stronger association between demographic and attitudinal differences, as 

predicted by Lau and Murnighan’s theory. A further striking feature of Figure II.2 is that 

average polarization and opinion variance take almost the same values for all conditions. 

The reason for this is explained in more detail in Flache and Mäs (2008b). It is shown there 

that the model tends to generate in almost every replication of the experiment either nearly 

perfect polarization or nearly perfect consensus. The effects of faultline strength reported 

in Figure II.2 mainly reflect a shift in the distribution of these two outcomes. Accordingly, 

in a single run polarization and opinion variance take in equilibrium almost always either 

both the value of zero (consensus and no polarization) or of +1 (maximal variance and 

maximal polarization). 

Figure II.2: Effect of faultline strength on outcome measures, averages over 500 
replications per conditions, outcomes measured after 1000 iterations per replication 

N=20, D=3, K=4. No timing of contacts. 
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II.3.2. Experiment 2: Effects of timing of contacts 

The design of our second experiment mirrors that of experiment 1, except that we replicate 

all conditions for the two different forms of timing, “first homogeneous caves, then 

complete” and “first heterogeneous caves, then complete”. For the conditions that impose 

temporary caves, we set the size of caves to NC = 5. This cave size is chosen because with 

N=20, it allows to easily generate demographically homogeneous caves. With NC = 5 and 

the 50/50 distribution of demographical attributes that we use in all demographic 

dimensions, it is always possible to collect within one cave those 25% of the agents in the 

group who are equal on at least the first two of their three demographic attributes. For the 

condition “first homogeneous caves, then complete”, we generate the corresponding caves 

as follows. In a first step, we lexicographically order the set of agents based on their three 

fixed attributes. Thus, the first five agents in this ordered set have attributes -1,-1 on 

dimensions d=1 and d=2 respectively, the subsequent five agents have attributes -1,+1 and 

so forth. In the second step, we match these relatively homogeneous subgroups of five 

generated in step 1 with the caves of size five.  

Table II.2:  Initialization of homogeneous caves 

 r = 0.8  r = 0.6  r = 0.4  r = 0.2  r = 0 

i* attr. 
A1 

attr. 
A2 

attr. 
A3  attr. 

A1 
attr. 
A2 

attr. 
A3  attr. 

A1 
attr. 
A2 

attr. 
A3  attr. 

A1 
attr. 
A2 

attr. 
A3  attr. 

A1 
attr. 
A2 

attr. 
A3 

1 -1 -1 -1  -1 -1 -1 -1 -1 -1 -1 -1 -1  -1 -1 -1 

2 -1 -1 -1  -1 -1 -1 -1 -1 -1 -1 -1 -1  -1 -1 -1 

3 -1 -1 -1  -1 -1 -1 -1 -1 -1 -1 -1 -1  -1 -1 1 

4 -1 -1 -1  -1 -1 -1 -1 -1 -1 -1 -1 -1  -1 -1 1 

5 -1 -1 -1  -1 -1 -1 -1 -1 -1 -1 -1 1  -1 -1 1 
                    

6 -1 -1 -1  -1 -1 -1 -1 -1 1 -1 -1 1  -1 1 -1 

7 -1 -1 -1  -1 -1 -1 -1 -1 1 -1 1 -1  -1 1 -1 

8 -1 -1 -1  -1 -1 1 -1 1 -1 -1 1 -1  -1 1 -1 

9 -1 -1 1  -1 1 -1 -1 1 -1 -1 1 1  -1 1 1 

10 -1 1 -1  -1 1 1 -1 1 1 -1 1 1  -1 1 1 
                    

11 1 -1 -1  1 -1 -1 1 -1 -1 1 -1 -1  1 -1 -1 

12 1 1 1  1 -1 1 1 -1 -1 1 -1 -1  1 -1 -1 

13 1 1 1  1 1 -1 1 -1 1 1 -1 1  1 -1 -1 

14 1 1 1  1 1 1 1 1 -1 1 -1 1  1 -1 1 

15 1 1 1  1 1 1 1 1 1 1 1 -1  1 -1 1 
                    

16 1 1 1  1 1 1 1 1 1 1 1 -1  1 1 -1 

17 1 1 1  1 1 1 1 1 1 1 1 1  1 1 -1 

18 1 1 1  1 1 1 1 1 1 1 1 1  1 1 1 

19 1 1 1  1 1 1 1 1 1 1 1 1  1 1 1 

20 1 1 1  1 1 1 1 1 1 1 1 1  1 1 1 

 
*Note that actors’ numbers i in this table do not correspond to those in table II.1 
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The result of this procedure is shown in table II.2 which shows the composition of the 

caves depending on the strength of the faultline. If the correlation between the 

demographic variables is perfect (a case not included in this table) then there are 4 perfect 

homogeneous caves: two where all actors hold on all attributes the value +1 and two where 

all actors hold on all attributes the value -1. The grey cells in table 2 indicate that for other 

cases some caves are not perfectly homogeneous. While this can not be avoided under the 

assumptions that N = 20 and NC = 5, the table also shows that our method generates a 

high level of homogeneity within caves. 

Our method assures that in the condition “first homogeneous caves, then complete”, 

there are almost no negative weights within caves in the initial condition, regardless of the 

level of faultline strength. Finally, we assumed that in the conditions with caves, the caves 

are merged in iteration t*=250. This choice of the critical time point assured that the 

dynamics within caves had practically settled down to equilibrium before the caves were 

joined.  

Figure II.3: Change in outcome measure for typical simulation runs with timing “first 
homogeneous caves, then complete”, for weak faultline (left) and strong faultline 

(right). N=20, D=3, K=4. 
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We start again with an illustration of the timing effects by a comparison of typical 

model dynamics as we obtained them for the two different forms of timing with caves, 
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crossed with low faultline strength (r=0.2) and high faultline strength (r=0.8), respectively. 

Figures II.3 and II.4 chart for all four settings the dynamics of the four outcome measures 

until equilibrium. Both figures show for both weak and strong faultlines the type of 

dynamic that we encountered most frequently in the replications we ran for the 

corresponding condition (cf. Figure II.6). The corresponding “no timing” baseline is 

visualized by the time charts in Figure II.1. 

Figure II.4: Change in outcome measure for typical simulation runs with timing “first 
heterogeneous caves, then complete”, for weak faultline (left) and strong faultline 

(right). N=20, D=3, K=4. 
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The Figures show that the merger of the caves at time t*=250 dramatically changes group 

dynamics under both forms of timing. But already in the first phase of the simulated group 

process there are remarkable differences between homogeneous and heterogeneous caves. 

The results illustrate that the simulated group dynamics in homogeneous caves exhibit a 

very strong tendency towards perfect consensus both for weak and for strong faultlines 

before the merger occurs. Polarization drops to nearly zero in this phase and the measures 

for opinion variance and opinion diversity approach low levels (about 0.1 and 0.2, respectively). 

The explanation for this pattern is that homogeneous caves generate local convergence 

within the caves. Between the agents in a homogeneous cave, there are almost no negative 

ties. Accordingly their opinions converge towards the average of the randomly chosen 

initial local opinion distributions. In other words, in each cave the agents reach consensus 
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on moderate opinions. All local initializations are drawn from the same random 

distribution. As a consequence, the remaining opinion diversity and opinion variance between 

the caves is also relatively small. The opinion diversity of 0.2 at t*=250 in both subfigures of 

Figure II.3 show that exactly four different opinion vectors remain after the early phase, 

one per cave. The corresponding low opinion variance (about 0.1) indicates that the 

differences between the caves are also very small. By contrast, Figure II.4 shows that in 

heterogeneous caves groups tend to develop a higher level of polarization already within the 

caves, at both levels of faultline strength. The polarization measure increases in both 

conditions to about 0.2 and opinion variance moves to 0.4 (weak faultline) and 0.6 (strong 

faultline). Opinion diversity takes in both runs the value 0.25 before the merger. This indicates 

that there are 5 different opinion vectors in the team what shows that there is perfect 

consensus in 3 caves and perfect polarization in one10. The local polarization is triggered by 

the relatively high proportion of negative within-cave ties that is generated due the high 

likelihood that demographically strongly dissimilar agents are matched within the same cave 

by the random assignment procedure. 

The different developments within the caves set the stage for the dynamics that 

unfold after merger. A comparison of Figures II.3 and II.4 shows that after t*=250, groups 

move to perfect consensus when caves were homogeneous, while perfect polarization is 

the outcome when initially caves were heterogeneous. Under homogeneous caves, all caves 

reached consensus on moderate opinions. As a consequence there are virtually no negative 

ties in the overall group at the point when caves are merged. Accordingly, social influence 

is overwhelmingly positive and all agents move towards and converge upon the current 

average group opinion. By contrast, with heterogeneous caves, the dynamics of rejection 

drove the agents of one cave to the very extreme ends of the opinion dimensions already 

before the caves are joined. After the merger these extremists exert influence on all team 

members, with many of whom they have negative ties due to their large opinion 

differences. As a consequence, agents sufficiently disagree with each other within many 

dyads, to generate a large proportion of negative ties within the group as a whole at the 

point when the caves are connected. The result is that in the runs shown by Figure II.4, the 

previously uncoordinated local division lines merge after t*=250 into a developing global 

opinion division, as exhibited by the maximum level of polarization (1.0) shown for the 

                                                 

10 It is also possible that this result obtains when the opinions in more than one cave polarized and the 
opinion vectors in the different caves happened to be equal. We checked to make sure that this was not the 
case in the runs that are reported in Figure V.s III.3 and III.4. 
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final state in both subgraphs of Figure II.4. The dynamics of the attribute-opinion 

association cov(fix;flex) in Figure II.4 also show that this division occurs mainly along 

demographical differences when faultlines are strong, whereas the division is only weakly 

related to demographical differences when faultlines are weak. 

For statistical reliability, we conducted again a large number of replications of this 

simulation experiment and varied faultline strength across the entire interval between r=0 

and r=1.0 in steps of 0.2. Figure II.5 reports the results we obtained in both timing 

conditions for the outcome measures of polarization (a), opinion variance (b) and cov(fix;flex) 

(c). For comparison, we also include the baseline results of “no timing” in the figures. 

Results are averages based on 500 replications per condition, where we measured the 

outcomes after 1000 iterations. 

Figure II.5 confirms the patterns exhibited by the typical simulation runs shown in 

Figures II.3 and II.4. Overall, we find that the indicators for polarization and its association 

with demographic differences are dramatically lower when the “right” form of timing is 

chosen (homogeneous caves) than in any of the two alternative cases (no timing or 

heterogeneous caves). The results also support our intuition that the “right” form of timing 

strongly tempers the negative effects of faultline strength that we found in the baseline 

condition of “no timing”. As part (a) of Figure II.5 shows, without timing, average 

polarization increases from zero at r=0 (no faultline) to almost the theoretical maximum of 1 

at r=1 (maximally strong faultline). With homogeneous caves, there is only a slight increase 

of polarization between those two extremes, from zero at r=0 to 0.2 at r=1. An inspection of 

the measure of association between fixed and flexible attributes (part (c) Figure II.5) reveals 

that the formation of homogeneous caves also greatly reduces the degree to which opinion 

differences in the team align with demographic differences. While the association measure 

increases for no timing from cov(fix;flex) about 0 at r=0 to about 0.6 at r=1, the association 

measure increases only slightly under homogeneous caves, from cov(fix;flex) about 0 at r=0 

to about 0.2 at r=1. 
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Figure II.5: Effect of timing and faultline strength on average polarization (a), 
average opinion variance (b) and average association between demographic differences 

and opinion differences (c), based on 500 replications per conditions, outcomes 
measured after 1000 iterations per replication N=20, D=3, K=4. 
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Figure II.5 shows furthermore that the effects of timing strongly depend on the “right” 

choice for the method of assignment of agents to caves. Broadly, while homogeneous 

caves generated high levels of consensus and virtually eliminated the negative effects of 

strong faultlines, heterogeneous caves turned out to make things even worse than they 

were in the baseline condition of no timing. Part (a) of Figure II.5 shows that with 

heterogeneous caves, polarization was high (about 0.6) even without demographic faultlines 

and stayed high at all levels of faultline strength. Correspondingly, we found at almost all 

levels of faultline strength a higher opinion variance (part (b)) and stronger association 

between demographic and opinion differences (part (c)) for heterogeneous caves than for 

any of the other timing conditions. Only for very strong faultlines (r=0.8 and r=1.0), we 

find that a further increase in faultline strength is related to a slight decline of the average 

level of polarization in initially heterogeneous caves, such that for r=1.0 the level of 

polarization is even somewhat lower than in the baseline condition of no timing. This 

decline will be explained further below, when we present a detailed analysis of the 

distribution of equilibrium outcomes that generated the averages reported in Figure II.5. 

Figure II.5 shows the expected association of the timing conditions with the 

outcome measures, but it does not directly test our intuition that the effect of the timing 

conditions can be attributed to a reduction of negative ties in the early phase of the group 

process. For this, we checked as a first test whether the manipulations of homogeneous 

and heterogeneous caves affected the proportion of negative ties in the group at the time 

point before caves were merged (t=250) in the expected direction. While without caves (no 

timing) on average across all levels of r (3000 runs) 13.3% of all possible dyads were 

strongly negative (wij ≤ -0.95), there was not a single strongly negative tie11 in any of the 

12000 simulated homogeneous caves. As expected, this discrepancy between no timing and 

homogeneous caves became more pronounced for stronger faultlines, with a maximum 

level of about 47% of all possible ties in iteration 250 being strongly negative at r= 1.0 with 

no timing (and zero for homogeneous caves). For comparison, we found 21.9% strongly 

negative ties at t=250 with heterogeneous caves. These checks confirm our expectation 

that homogeneous caves suppress the formation of negative ties, while heterogeneous 

caves foster negativity compared to the baseline of no timing. We also tested whether a 

higher proportion of negative ties at t=250 was related to higher levels of polarization in 

equilibrium across all conditions of the experiment. We discovered that even a very small 
                                                 

11 The number of iterations (250) was chosen large enough to assure that if a tie was negative at this point, it 
would also be strongly negative, i.e. have a weight w of less than -0.95. 
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proportion of negative ties at t=250 dramatically increased polarization in the final state. 

With no timing, average polarization in equilibrium across all levels of faultline strength 

(3000 runs) was about 0.01 if the proportion of negative ties at t=250 was less than 2.5% 

(947 runs). The average polarization soared to 0.997 if the proportion of negative ties was 

above that figure (2053 runs) in this condition. The corresponding figures for 

heterogeneous caves are an average polarization in equilibrium of about 0.16 if less than 

2.5% of the possible ties were negative in t=250 (200 runs), and of about 0.73 with more 

negative ties (2800 runs). The lower level of polarization for heterogeneous caves reflects 

the decline of the polarization level that Figure II.5 showed for this condition at high levels 

of faultline strength r. An explanation for this decline can be found in a closer inspection of 

the distribution of equilibrium outcomes that generated the averages reported in Figure 

II.5. We turn now to this analysis. 

Figure II.6 shows how timing affects the distribution of polarization in equilibrium 

over the 500 replications that we conducted in each of the two cave conditions in 

experiment 2. Overall, Figure II.6 supports the interpretation that homogeneous caves 

greatly increase the odds that a group ends up in consensus, even when faultlines are 

strong. The highest relative frequency of polarized groups that we obtained with 

homogeneous caves was 15% for maximally strong faultiness (r=1.0). In almost all other 

realizations under this timing condition the outcome was perfect consensus. That in some 

cases groups polarize despite homogeneous caves is a consequence of how the caves were 

formed. As table II.2 shows, some of the caves are not perfectly homogeneous. For r = 0.8, 

for example, actor 11 holds only on one demographic attribute the same value as the other 

actors in his cave. The other actors in this cave are demographically completely similar to 

each other. As a consequence, the likelihood is high that the randomly drawn initial 

opinions generate differences between actor 11 and his cave mates that are high enough to 

impose negative ties. Agents will then reject each other’s opinions and with a high chance 

the cave perfectly polarizes. Thus all actors from this cave hold extreme opinions. After the 

merger those extremists suffice to create enough negative ties in the whole team to make it 

polarize as well.  
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Figure II.6: Distribution of polarization measure over 500 replications per condition, 
broken down by the six different levels of faultline strength and the two different forms 

of timing. N=20, D=3, K=4. 
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As we expected, the pattern is quite different when caves are heterogeneous. As Figure II.6 

shows, we find that even with no faultlines (r=0) about 46% of the replications generated a 

perfectly polarized group and only about 16% produced perfect consensus. Like for 

homogeneous caves and for the baseline condition, the stronger the faultline is the less 

often the dynamics end with perfect consensus, but the overall level of polarization that we 

find for weak faultlines is much higher. This result differs clearly from the baseline 

condition (no timing) where about 98% of the runs ended in perfect consensus when there 

was no faultline. The key factor that drives this result is the relative size of the caves. With 

heterogeneous caves, the four different caves per group can be seen as four independent 

replications of the baseline condition, but each with a much smaller group size (N=5 as 

opposed to N=20) than in the baseline. But the smaller the caves, the more likely it is that 

there are at least some caves in which there is a relatively high concentration of negative 

ties from the outset12. As a consequence it is relatively likely that the opinions in at least 

                                                 

12 The reason is that in smaller caves the initial random distribution of opinions produces a relatively sparse 
coverage of the opinion space. As a consequence, occasional initial “extremists” are likely to have larger 
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one of the caves polarize perfectly. If the caves are then merged the extremists pull (or 

push) the rest of the team to the extremes of the opinion scales. Thus the whole team 

polarizes.  

A second main difference between the results from the condition “first 

heterogeneous caves, then complete” and the other two timing conditions is that with 

heterogeneous caves multiplex equilibria occur much more frequently. In a multiplex 

equilibrium, all actors hold extreme opinions, but there are more then only two different 

opinion vectors in the group. A multiplex equilibrium can arise if the overall pattern of 

relationships and opinions is exactly balanced so that “push” and “pull” forces exerted 

upon agents’ opinions from different groups of friends and enemies exactly neutralize each 

other (cf. Macy et al. 2003). Multiplex equilibria are relatively frequent under the timing 

condition “first heterogeneous caves, then complete” because often the opinions in more 

than one of the heterogeneous caves polarize before merger. If in addition the opinions of 

the extremists from different caves differ sufficiently then the extremists pull the moderate 

actors from the caves that reached a consensus to different poles of the opinion scales after 

the merger. Table II.3 reports the absolute frequencies of the number of different opinion 

vectors in teams after 1000 iterations (only for the experiments with heterogeneous caves). 

If there was only one opinion vector then the whole team reached a perfect consensus. As 

table II.3 shows, this happened in 81 of the 500 runs with minimal faultline strength. The 

stronger the faultline the less often the team found a consensus under this timing 

condition. 2 final opinion vectors indicate that the team perfectly polarized (polarization = 

1). If there were more than 2 final opinion vectors in the team then a multiplex equilibrium 

was reached in which all agents hold extreme opinions but there were more then 2 

subgroups in the team. This happened when the opinions in more then one of the 

heterogeneous caves polarized. If there is an unequal number of final opinion vectors 

larger than 1 then the opinions in more then one cave polarized but the opinion vectors of 

extremists from two different caves happened to be very similar. As a consequence the 

members of the two subgroups will have positive relationships. It can thus happen that 

after the merger these two subgroups of extremists coordinate on the same opinion vector. 

Table II.3 shows that the higher the faultline strength the more often multiplex equilibria 

occurred. 

                                                                                                                                               

opinion distances and thus relatively more negative ties to other group members than in a more densely 
packed opinion space. 
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Table II.3:   Number of different opinion vectors after 1000 iterations under 
the condition “first heterogeneous caves, then complete”. (the 
crosstabulation shows absolute frequencies of runs) 

Faultline strength  # opinion 
vectors 0 0.2 0.4 0.6 0.8 1 Σ 

1 81 53 25 5 2 0 166 
2 286 301 292 316 286 180 1661 
3 3 4 14 3 0 0 24 
4 99 105 119 128 148 205 804 
5 1 2 8 5 7 3 26 
6 21 24 28 26 30 53 182 
7 3 4 4 2 1 0 14 
8 3 6 7 12 26 59 113 
9 3 1 2 3 0 0 9 
10 0 0 0 0 0 0 0 
11 0 0 1 0 0 0 1 
Σ 500 500 500 500 500 500 3000 

        
Multiplex outcomes are also the reason why we saw in Figure 5 that the mean of 

polarization decreases of r=0.8 and r=1.0 and that at r=1.0 the average level of polarization 

is even lower for initially heterogeneous than for no timing. Figure II.6 makes clear that 

this result should not be interpreted as showing that there was more perfect consensus 

under heterogeneous caves in these conditions. For example, in the 500 runs under the 

condition “first heterogeneous caves, then complete” the dynamics never produced perfect 

consensus. But Figure II.6 shows that in many runs under this condition more than two 

groups with partially opposing opinions formed. The opinions of all team members were at 

the poles of the respective opinion scales in all of these cases. However, the outcome was 

multiplex, so that there was not perfect polarization into two opposed subgroups in these 

cases. This is reflected by a value of the polarization measure that is somewhat lower than 

the theoretical maximum of 1.0, but still considerably above the level for consensus (0.0), 

which explains why on average across all runs we found a polarization level of about 0.7 in 

this condition. 

We believe the reason that we find more multiplex outcomes with heterogeneous 

caves than in any of the other timing conditions lies with the uncoordinated local 

polarizations that under strong faultlines are likely to arise at the end of the first phase. In a 

four dimensional opinion space, there are only 16 possible combinations of extreme 

positions on every dimension. Equilibrium outcomes will arise if agents are distributed in 

the right way over these 16 combinations, or over smaller subsets of the combinations (e.g. 

with 4 or 8 different opinion vectors in the group) such that all mutual influences on 

agents’ opinions are in balance. With heterogeneous caves, every locally polarized cave 
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produces at least two of those combinations with some incumbents. With five caves 

overall, it is not unlikely that this process generates an overall distribution in the group as a 

whole that is in or close to a multiplex equilibrium when all caves are merged. 

II.4. Summary and Discussion 

We modeled in this paper the effects of demographic faultlines on team performance. Lau 

and Murnighan’s theory suggests that the stronger a team’s demographic faultline is the less 

cohesive the team will be and the less likely will the team therefore be able to find a 

consensus with regard to work related opinions. As a consequence, teams with a strong 

demographic faultline tend to perform poorly. We proposed a formal computational model 

of this process based on four fundamental sociological mechanisms, homophily, 

heterophobia, social influence and rejection. We showed that the model generates results 

that are consistent with Lau and Murnighan’s faultline theory. Our simulations demonstrate 

that the stronger the demographic faultline in a group the more likely will the group split 

up into subgroups (ceteris paribus). These subgroups’ members hold opposing opinions 

and do not like each other.  

We then used our model to show that the degree to which strong faultlines have 

negative effects may critically depend on the timing of contacts between group members. 

We tested a somewhat counter intuitive prediction: if in the first phase of the team 

interaction the team is separated into demographically homogeneous groups which are 

merged only later in the team process, then strong demographic faultlines do less often lead 

to opinion polarization than in a process where all group members interact with each from 

the outset. This result contradicts to some extent predictions of the prominent contact 

theory (Allport 1954; Pettigrew 1998) which states that contact improves the interpersonal 

relationships between demographically dissimilar actors. However, as discussed above, the 

effects of timing follow logically from the fundamental social mechanisms that constitute 

our model. 

It was our main interest in this paper to show the theoretical consistence of the 

reasoning that implies effects of the timing of contacts in demographically diverse groups. 

Accordingly, we did not conduct an extensive analysis of the robustness of our results with 

regard to variation in other model parameters than those we have manipulated. We have 

shown elsewhere (Flache and Mäs 2008b) that our model reconstructs basic predictions of 

faultline theory also for different numbers of opinions and demographic dimensions. It is a 
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task for future research to conduct more extensive sensitivity analyses. At this point we see 

no a priori reason to expect that qualitative model results may fundamentally change for 

other sets of parameters, as long as the parameters of the model are chosen such that the 

model equations are consistent with the social mechanisms we assume. 

The mechanisms we use in our model imply that timing is not the only manipulation 

that may avoid the negative effects of strong demographic faultlines on team cohesion. 

More generally, according to our model every condition that suppresses the emergence of 

negative ties helps to sustain group cohesion despite demographic divisions. Team building 

measures, emphasis on common goals or team learning may have similar effects than the 

right form of timing. Such measures have been proposed by previous research on the 

faultlines (e.g. Gibson and Vermeulen, 2003). Also previous work on agenda setting points 

to measures that may have similar effects (see e.g.: Levine and Plott 1977; List 2004; Plott 

and Levine 1978). Team managers might manipulate the sequence in which certain issues 

are discussed. If in a first phase only salient issues are discussed that all team members 

agree on, this would imply the emergence of positive interpersonal relationships between 

the team members. If then more controversial issues are addressed in a later phase, the 

prospects for finding a consensus are much better than compared to a situation where only 

controversial topics were addressed from the outset. Clearly, previous research on team 

building and agenda setting points to fruitful new applications of our model, but we also 

wish to emphasize that with the manipulation of the timing of contacts that we addressed 

in this paper our model suggests a measure that to our knowledge is new in the literature. 

One possible advantage of timing may be that it is a measure that organizations can 

implement unobtrusively, seemingly as a byproduct of functional arrangements of the 

workflow. 

Future research should also focus on the mechanisms that produce opinion 

polarization. As we argued above, Lau and Murnighan’s reasoning seems to critically hinge 

upon the assumption that there is an initial correlation between demographic attributes and 

opinions. In our model, this assumption is not necessary. Instead, the two negative 

mechanisms of heterophobia and rejection are sufficient to generate an effect of faultline 

strength on opinion polarization. We propose that future work should compare our model 

with the Lau and Murnighan reasoning on a theoretical level, to search systematically for 

contradicting predictions that can subsequently be submitted to empirical tests. We suggest 

that effects of the timing of contacts are particularly promising to compare the models 

empirically. We expect that the mechanisms we used and those of Lau and Murnighan 
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produce different dynamics under certain timing conditions. As we have shown, our 

mechanisms produce less polarization if first homogeneous subgroups are formed. By 

contrast, Lau and Murnighan’s mechanism should lead to the opposite outcome. Their 

reasoning implies that in homogeneous groups the actors agree on opinions and that their 

opinions should become more extreme then. Because Lau and Murnighan assume that 

demographically dissimilar actors also hold opposing opinions, each of the subgroups will 

find a different very extreme consensus. If then the team is merged, all team members hold 

very extreme opinions and a consensus is very unlikely. If on the other hand in the first 

phase heterogeneous groups are formed then the actors in each subgroup will hold 

different opinions. If they then exchange the arguments their opinions are based on they 

may be able to convince each other. From this view, it is thus very likely that the subgroups 

find a consensus on moderate opinions. After the merger, the moderates will very likely 

find an overall consensus. Hence, the predictions of our model and the Lau and Murnighan 

reasoning are contradictory under certain timing conditions.  

Our analysis has demonstrated how the theory of faultlines can be rigorously and 

formally reconstructed. We also have shown that this reconstruction can yield new, 

empirically testable hypotheses into the conditions and mechanisms that may temper or 

elicit the negative effects of demographic faultlines on team performance. Finally, our 

analysis suggests that the timing of contacts is a potentially fruitful governance instrument 

that managers may be able to use in order to avoid that the negative effects of demographic 

faultlines overshadow the benefits that diverse human and social capital can create for 

organization. 
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III. The Polarizing Effects of  Argument Exchange13  

Abstract 
In the previous chapter, we analyzed a social-influence model that includes the assumption 
of negative influence and demonstrated that this model can generate opinion polarization. 
However, in the following we will show that empirical research provided mixed evidence 
for negative influence. For this reason, we will develop in this chapter an alternative theory 
of opinion polarization.   
Our new theory explains polarization (denoted bi-polarization here) without the negative-
influence assumption. This approach assumes that opinions are based on arguments and 
that these arguments are exchanged during interaction. When individuals with similar 
opinions interact, they likely provide each other with new arguments that support their 
opinions. In this way, opinions become more extreme. We will propose that in 
combination with homophilious selection of interaction partners, the exchange of 
arguments can lead to polarization of opinions. 
We will proceed in two steps. First, we will develop a formal model of opinion dynamics 
that is based on argument exchange and demonstrate that this model can indeed generate 
polarization. A computational experiment will reveal that strong homophily is a crucial 
condition of polarization in this model.  
Second, we have put the new theory to the test. In a laboratory experiment, we tested our 
central proposition that argument exchange can cause polarization. Groups of 8 
participants discussed an issue and could either exchange arguments or only opinions. We 
found polarization, but as predicted only when arguments were transmitted and when there 
was strong homophily in the selection of interaction partners. 

 

 

III.1. Introduction 

 Sociological and socio-psychological theories of intergroup processes, like social 

differentiation (Bourdieu 1984[1979]; Mark 2003), ingroup favoritism (Tajfel 1981), 

outgroup discrimination (Mummendey et al. 1999), and intergroup conflict (Sherif 1966; 

Tajfel and Turner 1986) build on the assumption that individuals seek to accentuate 

differences between their own group and salient outgroups. Sociological approaches, for 

                                                 

13  This chapter is co-authored with Andreas Flache and is submitted for publication in a social psychological 
journal. Note that we adjusted the terminology. In particular, we refer to the development of clusters with 
increasingly distant opinions as ‘bi-polarization’ and not ‘polarization’. This was necessary because the term 
‘polarization’ describes collective extremization tendencies in the social psychological literature.  
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instance, argue that people develop elaborated cultural norms in order to distinguish 

themselves from groups with a lower status (Bourdieu 1984[1979]; Bryson 1996; Elias 

1969[1939]; Simmel 1957; Turner 1995). In the same line of reasoning, psychological 

theories building on the self-categorization paradigm (Brewer 1991; Tajfel and Turner 

1986; Turner 1987) hold that humans adjust their opinions and behavior in a way to 

minimize the heterogeneity within their ingroups and to maximize differences to outgroups 

(Hogg, Turner and Davidson 1990).  

The notion that humans seek to accentuate intergroup differences has recently been 

incorporated into theories of opinion dynamics (Baldassarri and Bearman 2007; Salzarulo 

2006). In particular, it has been assumed that in an intergroup context, individuals may 

adapt their opinions in order to maximize disagreement with a perceived outgroup opinion. 

With two groups perceiving each other as outgroup, this suggests bi-polarization, the 

development of a bimodal opinion distribution in the course of social interaction, with 

gradually increasing distance between the opposite modes. In fact, empirical studies of 

opinion dynamics have provided some evidence of bi-polarization tendencies with regard 

to salient opinions, for example among college students (Feldman and Newcomb 1969) or 

in ethnically mixed work teams (Early and Mosakowski 2000). In a similar vein, observers 

of the dynamics of political opinions found tendencies towards bi-polarization on 

controversial issues in the American public during election periods (Abramowitz and 

Saunders 2008; Evans 2003; Fiorina and Abrams 2008; Levendusky 2009). Existing 

sociological and socio-psychological theories of bi-polarization explicitly assume what we 

denote here “negative influence”, the tendency of individuals to adjust their opinions in a 

way to increase opinion differences to dissimilar others (Baldassarri and Bearman 2007; 

Hogg, Turner and Davidson 1990; Macy et al. 2003; Salzarulo 2006). Yet, as will be 

elaborated in more detail further below, empirical research on opinion dynamics provided 

mixed evidence for negative influence and has been criticized on methodological grounds 

(e.g. Krizan and Baron 2007).   

This raises the question how bi-polarization might be explained without the 

assumption that individuals seek to increase opinion differences to dissimilar others. In this 

paper, we present and test a theory of bi-polarization that does not rely on negative 

influence. Moreover, our theory does also not need to assume that bi-polarization results 

from the interaction between two distinct groups who regard each other as salient 

outgroup. Instead, we model bi-polarization as consequence of an intra-group process. 
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Our theory has two main ingredients. First, we draw on Persuasive Argument Theory 

(PAT) (Myers 1982; Vinokur and Burnstein 1978). PAT holds that individuals base their 

opinions on arguments and influence each others’ opinions when they exchange 

arguments. When individuals with similar opinions exchange arguments, they may provide 

each other with new arguments that support their opinions. As a consequence, their 

opinions may be intensified and become more extreme. We combine PAT with the 

assumption of homophily (Lazarsfeld and Merton 1954) (Ibarra 1992; Lazarsfeld and Merton 

1954; McPherson, Smith-Lovin and Cook 2001; Moody 2001), or more specifically the 

notion that individuals tend to interact with others who hold similar opinions. Sociological 

research has shown that homophily, or the tendency of “birds of a feather to flock 

together” is a robust empirical regularity with regard to similarity in a wide range of 

characteristics, including opinion similarity (Byrne 1971; McPherson, Smith-Lovin and 

Cook 2001). 

In the theory section of this paper we present an informal reasoning that describes 

how the interplay of persuasive argument exchange and homophily may give rise to bi-

polarization. However, without precise modeling it is hard to gain solid intuitions about the 

social outcomes ensuing from simultaneous interactions of multiple individual group 

members driven by these two principles. Recently, an increasing number of theorists 

advocate employing agent-based computational modeling (Bonabeau 2002; Macy and 

Willer 2002; Smith and Conrey 2007) to understand the “large-scale consequences of the 

theoretical assumptions about individual behavior when the behaviors are carried out in the 

context of many other agents and iterated dynamically over an extended period of time” 

(Smith and Conrey 2007: 88). To assure the logical consistency of our reasoning, we 

therefore elaborate a computational agent-based model that shows how and under what 

conditions the interplay of persuasive argument exchange and homophily can generate bi-

polarization.  

Furthermore, we put the theory to a test. We conducted a laboratory experiment 

(N=96) with a controlled group discussion process in groups of 8 participants. The focus 

was on testing how bi-polarization is affected by the two key mechanisms, argument 

exchange and homophily. For this, we manipulated independently the possibility for 

participants to exchange the arguments on which they build their opinions (rather than, or 

in addition to being only exposed to each others’ opinions) and homophily, operationalized 

as the extent to which interaction was restricted to pairs of participants with similar 

opinions. We carefully avoided that participants received information on which to base 
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social categorizations of others into in- our outgroup members. This precluded bi-

polarization driven by the mechanism of negative influence. We hypothesized that bi-

polarization would nevertheless occur, but only in the experimental condition in which 

participants could exchange the arguments underlying their opinions, and in which 

homophily was imposed in the matching of interaction partners. 

III.2. The critical role of negative influence 

Recent contributions to the literature on social-influence dynamics (for recent 

review see Mason, Conrey and Smith 2007) demonstrate the critical role of the negative-

influence assumption in theories of bi-polarization. Early formal models failed to generate 

bi-polarization (Abelson 1964; Berger 1981; French 1956; Harary 1959; Wagner 1982) 

because only positive influence was assumed. Instead, these models imply that a group 

inevitably ends up in consensus as long as there are no subgroups that are entirely cut off 

from outside influences. In search for processes that give rise to bi-polarization, an 

increasing number of models have therefore been proposed that combine both positive 

influence from similar and negative influence from dissimilar sources (Baldassarri and 

Bearman 2007; Flache and Mäs 2008a; Macy et al. 2003; Mark 2003; Salzarulo 2006).  

These theoretical accounts of bi-polarization hinge critically upon the assumption 

of negative influence. However, experimental tests have hitherto not provided unequivocal 

evidence in support of this assumption. In laboratory experiments, researchers typically 

informed participants about the opinions of fictitious members of both ingroup and 

outgroup and then measured pre-test–post-test opinion shifts. These studies have led to 

very mixed results. Many did not find increasing differences between in- and outgroup 

opinions at all (Hogg, Turner and Davidson 1990; Krizan and Baron 2007; Lemaine 1975). 

In addition, research illustrates that individuals may publicly distance themselves from 

others but their private opinions actually do not shift (Berger and Heath 2008). 

Moreover, methodological issues cast doubt on the conclusiveness of those studies 

that researchers interpreted as support for negative influence (Berscheid 1966; Hogg, 

Turner and Davidson 1990; Mazen and Leventhal 1972; Sampson and Insko 1964; 

Schwartz and Ames 1977; van Knippenberg and Wilke 1988; van Knippenberg, De Vries 

and van Knippenberg 1990). Krizan and Baron (2007) raised a number of issues with 

regard to experiments in the group polarization tradition. We point here to two major 

additional problems. First, some experimental designs do not allow to disentangle positive 



III. The Polarizing Effects of Argument Exchange 

 

69

influence from the ingroup and negative influence from the outgroup in the explanation of 

opinion shifts (e.g. Hogg, Turner and Davidson 1990; van Knippenberg and Wilke 1988; 

van Knippenberg, De Vries and van Knippenberg 1990). In these studies, participants have 

been exposed two sources of social influence, ingroup members and outgroup members. 

Participants were exposed to ingroup members who held opinions relatively similar to their 

own. Some of these ingroup members held more extreme opinions than the participant. 

Outgroup members always had opinions distinct from those of the participants. With such 

a design, opinion changes away from the outgroup opinion may have been caused by both 

negative influence from the outgroup or positive influence from more extreme ingroup 

members (Mackie 1986).  

The second problem is that some studies did not control for general opinion drifts 

during the experiment (Mazen and Leventhal 1972; Sampson and Insko 1964). For 

example, Mazen and Leventhal (1972) confronted expectant mothers with a favorable 

description of breast feeding and measured how this affected the mothers’ opinions on this 

issue. They found that mothers developed more positive opinions when they received 

information from a communicator with a similar skin color (positive influence). But, when 

the communicator and the mother were dissimilar in skin color the opinions of the 

mothers turned more negative. This suggests that these mothers were influenced negatively 

by the communicator. However, we argue that this result may have been caused by a 

general trend towards more negative opinions. In this study, the second opinion 

measurement took place one week after the first. In this period, participants might have 

developed more negative opinions. However, those mothers who where similar to the 

communicator were positively influenced by them and changed their minds back to more 

positive opinions. The opinions of the dissimilar mothers, however, might have been 

unaffected by the communicator’s information and remained more negative. 

Unfortunately, the authors did not control for trend effects in their analyses. It is therefore 

not clear whether the reported opinion dynamics are the result of negative influence or 

opinion drifts. 

In sum, existing theories of bi-polarization critically hinge on the assumption that 

individuals tend to adjust their opinions in a way to increase opinion differences to 

dissimilar others. However, there is hitherto no conclusive empirical evidence for negative 

influence. In the following section, we elaborate a theory of bi-polarization which does not 

rely on negative influence. 
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III.3. Theory 

Our theory of bi-polarization builds on earlier theorizing on demographic faultlines 

(Lau and Murnighan 1998) and group polarization (Myers 1982; Myers and Bishop 1970). 

These approaches already combined insights from PAT  (Isenberg 1986; Vinokur and 

Burnstein 1978) and research on homophily (Ibarra 1992; Lazarsfeld and Merton 1954; 

McPherson, Smith-Lovin and Cook 2001; Moody 2001).  

PAT has been developed to explain why discussion groups which initially have a 

tendency towards one side of an issue will become more extreme in their opinions as a 

result of discussion. This phenomenon, called polarization, has been robustly demonstrated 

by a range of experimental studies (Isenberg 1986; Myers 1982). PAT assumes that 

individuals base their opinions on pro and con arguments. During discussion, individuals 

are exposed to the arguments their interaction partners consider relevant. In groups where 

members tend towards a specific opinion already prior to discussion, mainly those 

arguments will be brought up that favor the prevailing tendency. Discussion members, 

thus, provide each other with further arguments that support their initial position. This 

intensifies opinions and aggregates to a collective opinion shift towards more extreme 

positions.  

Building on earlier work (Lau and Murnighan 1998; Myers 1982; Myers and Bishop 

1970) we argue that the interplay of the persuasive argument exchange described by PAT 

with homophily can give rise to bi-polarization. The idea is that small initial opinion 

differences in a group are gradually amplified when argument exchange occurs more 

frequent between those individuals who initially have relatively similar opinions than 

between those whose opinions are relatively dissimilar. Due to homophily, individuals with 

opinions leaning towards the same pole of the opinion spectrum interact more likely with 

each other than with those who lean towards the opposite pole. Thus, persuasive argument 

exchange reinforces existing opinion tendencies, but in opposing directions in the separate 

subsets of group members who share the same initial tendency. This further reduces the 

likelihood of interaction between initially dissimilar pairs of individuals, which in turn 

further strengthens existing tendencies. This process unfolds simultaneously at both sides 

of the opinion spectrum, such that a self-reinforcing dynamic may arise that entails bi-

polarization even in the absence of negative influence.     

Bi-polarization requires homophily according to this reasoning. However, it remains 

unclear how strong homophily needs to be to render bi-polarization a likely outcome of the 
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dynamic. As long as there is some probability of interaction also between actors with 

dissimilar opinions, bi-polarization tendencies might be very unlikely. When actors with 

dissimilar opinions interact, they likely exchange arguments that speak against their current 

tendency and lead to more moderate opinions. Furthermore, in subsequent interaction 

actors will transmit these counter arguments to similar others. This will lead to further 

opinion convergence. In sum, this reasoning suggests that even though actors may tend to 

interact with similar others, occasional deviations from this rule may suffice to impede the 

bi-polarization tendencies of argument exchanged and homophily. In a non-deterministic 

world, there is no guarantee that a self-reinforcing dynamic eventually leads a social system 

into the state towards which the dynamic moves. This has for example been demonstrated 

for formal stochastic models of residential segregation (e.g. Stauffer and Solomon 2007), or 

cultural dissemination (e.g. Klemm et al. 2003a). In these models, the “ordered” outcomes 

towards which individual decision rules drive the system, such as highly segregated 

residential distributions, or local clustering of similar cultures, only arise when the level of 

randomness in individual decision making is relatively small.  

To identify how strong homophily needs to be to give rise to bi-polarization, we 

developed and applied an agent-based computational model of our theory. In the following 

section, we present the model. Subsequently, we report results from a computer simulation 

experiment designed to assess the relationship between the strength of homophily and bi-

polarization. 

III.3.1. The formal model 

The agent-based model implements the substantive assumptions of PAT and 

homophily for each of N interdependent individuals who simultaneously participate in an 

artificial influence process. Each individual is represented as an agent i, with a numerically 

valued opinion oi ( 11 +≤≤− io ) that represents the agent’s stance on a given issue. We 

assume that there is a limited number of arguments that address the issue. The valence of 

an argument is expressed numerically. More precisely, P pro arguments (al = 1) and C con 

arguments (al = -1) are available. This is summarized in the argument vector, an array of 

arguments with P+C elements. Elements with a row number smaller than P+1 hold pro 

arguments, i.e. al = +1. The remaining elements contain con arguments, i.e. al = -1.   

Empirical research suggests that people have limited capacities to remember and 

process information (Cowan 2001; Miller 1956). Accordingly, we assume that agents base 

their opinion only on a subset of S relevant arguments (S ≤ P+C). The remaining 
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arguments are not relevant in the opinion formation. Technically, an agent’s opinion is the 

average value of the arguments al that the agent considers relevant (see equation 1). For 

simplicity, we assume that all relevant arguments have the same persuasiveness. 

Technically, this is expressed by the assumption that all relevant arguments are equally 

weighted in the calculation of the opinion. 

∑
=

=
S

l
li a

S
o

1

1          (1) 

For example, an agent i that bases her opinion on 6 pro arguments (S=6) holds an 

opinion of oi=1. However, if the agent considers e.g. 3 pro and 3 con arguments relevant, 

the opinion will take the value zero. 

  Following research on memory processes (Brown and Chater 2001), we assume that 

agent’s disregard pieces of information if they are not sufficiently recent. Thus, the more 

recent an argument is at a given point in time, the longer this argument remains relevant 

for the formation of the agent’s opinion. This is implemented for each agent in a recency 

vector. This vector has P+C elements. Each element indicates how recent the respective 

argument is for the agent. Elements of the recency vector with a row number smaller than 

P+1 identify the relevance of pro arguments. The remaining elements determine the 

relevance of con arguments. Arguments are either relevant or not, but agents rank the S 

relevant arguments according to their recency. We denote the recency of an argument (sl,i) 

with integer values between 0 and S ( { }Ss il, ,...0∈ ). A value of sl,i = 0 indicates that the 

argument al is not sufficiently recent and therefore not relevant for actor i. Values above zero 

indicate that this argument is sufficiently recent and therefore affects actor i’s opinion. The 

most recent argument has the value of sl,i = S, the second most recent argument has the 

value S-1, and so on. Thus, if an agent considers three arguments (S=3) then one has a 

recency of 1, one has a recency of 2, and one has a recency of 3. The recency rank of an 

argument does not affect the extent to which an argument shapes the current opinion (see 

equation 1). However, the recency determines how long an argument affects the agent’s 

opinion in the influence process. The exact rules for updating argument-recency will be 

elaborated further below.  

We model the opinion formation process as a sequence of events, each event 

corresponding to one interaction between two agents. An interaction consists of a partner 

selection phase and a subsequent social influence phase. In the partner selection phase, two 

agents from the population are matched for interaction, based on opinion-homophily. 
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Subsequently, an opinion of one of the interacting agents is updated as a result of the 

interaction. The updating rule operationalizes the argument exchange mechanism of PAT. 

We implement the partner selection phase as follows. In each event, the computer first 

randomly picks an agent i*. Then an interaction partner j (j ≠ i*) is selected. The probability 

that agent j is chosen as interaction partner depends on the similarity between i* and j, 

simi*,j, that varies between 0 and 1. A similarity of zero expresses maximal dissimilarity, 

whereas simi*,j = 1 if both actors hold exactly the same opinion. Formally,  

( )ji*i*,j oosim −−= 2
2
1         (2) 

The probability that agent i* chooses j as interaction partner (pj) derives from their 

relative similarity, that is: the degree to which j is more similar to i than other group 

members are. Technically,   
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Equation 3 implements homophily. The more similar j is to i* the higher is the 

probability that they will interact. If two actors differ maximally then the probability of 

interaction equals zero. To vary the strength of homophily we include the parameter h into the 

model. The higher the value of h, the steeper is the increase of the likelihood that j will be 

chosen by i* as an interaction partner in the relative similarity of i* and j. The actual 

selection of the interaction partner of i* is implemented by a random draw of one agent 

from the set of all other group members, based on the probabilities pj given by (3).  

Next, i* is socially influenced by the selected interaction partner j* based on the 

persuasive arguments mechanism. For this, the computer randomly picks one argument, al*, 

out of the S arguments that j* considers relevant. Each relevant argument has the same 

probability to be chosen (1/S). Arguments that are not relevant for j* are not chosen. The 

chosen argument is then adopted by i* . Technically, its recency for i* is updated to a value 

of S+1 (sl*,i* = S+1). Subsequently, the recency of all arguments that have non-zero recency 

in i*’s recency vector is reduced by one, if prior to the interaction the corresponding 

argument was more recent for i* than the argument adopted from j*. As a result, the 

argument that was communicated by j* becomes relevant for i* and attains the highest 

recency of all argument that i* considers relevant (sl*,i* = S).  
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This updating procedure implements the assumptions about agents’ limited capacity 

to memorize information (Cowan 2001; Miller 1956) and their bias towards considering 

only recent information (Brown and Chater 2001). It implies in particular that agents 

“forget” one of the arguments previously relevant for them, if they have learned a new 

argument in the interaction. This assures that the number of arguments that is relevant for 

an agent is kept constant at S throughout the influence process.   

Interaction events are iterated until the system reaches equilibrium. Our model has 

exactly two equilibria, perfect consensus and maximal bi-polarization. Perfect consensus is 

reached when all agents hold the same opinion and base it on the same set of arguments. 

Perfect consensus is a stable situation because agents can transmit only arguments which 

their interaction partners already consider relevant. This implies that opinions will not be 

affected by argument exchange. Maximal bi-polarization obtains if there are two maximally 

distinct subgroups and the members of each subgroup agree on opinions and arguments 

with each other. That is, the members of the subgroups have coordinated on the opposite 

poles of the opinion scale and the pairwise similarity (simi,j) between agents of different 

subgroups is zero. In this situation, the probability is zero that agents interact who belong 

to different subgroups (see equation 3). Argument exchange between the subgroups is thus 

precluded. In addition, interaction of agents that belong to the same subgroup can not lead 

to opinion changes because these agents base their opinion on either exclusively pro-

arguments or exclusively con- arguments. Any outcome of the process that is not perfect 

consensus or perfect bi-polarization can not be an equilibrium. The reason is that any other 

outcome implies that there are differences in opinions or arguments between agents, and a 

positive probability of interaction between the agents who hold different opinion or 

arguments. There is thus a positive probability that the distribution of arguments and 

opinions in the population will change due to interaction. 

III.3.2. Dynamics of Bi-polarization: an illustrative simulation run 

We began by testing whether the model can generate bi-polarization. For this, we 

imposed conditions for which we expected bi-polarization tendencies to be very strong. 

Accordingly, we imposed relatively strong homophily, assuming h=9. With this value, 

homophily is so strong that interaction between agents who do not hold perfectly similar 

opinions is extremely unlikely. Furthermore, we assumed that thirty pro and con arguments 

are available (P=C=30) and all agents consider 10 relevant arguments at the same time 
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(S=10). For this condition, we simulated a population of 100 agents and studied the change 

of agents’ opinions and argument vectors over 30,000 simulation events. 

The initial distribution of arguments and opinions was created by assigning to each 

agent a random set of 5 pro and 5 con arguments. With this, all agents started with the 

same opinion at the middle of the opinion scale (oi=0 for all i). Thus, at the outset there are 

no opinion differences between agents. Notice that this does not rule out opinion changes, 

as there are still differences between agents in the arguments on which their opinion is 

based. 

Figure III.1 shows a surface which depicts the development of the opinion 

distribution during the typical simulation run. The shading of the surface’s areas and the 

respective value on the z-axis indicate how many agents hold a certain opinion at a certain 

simulation event. White areas indicate that no agent holds the respective opinion. The 

darker the area, the more agents hold this opinion. At the beginning of the simulation 

(event zero), all 100 agents hold the same opinion. The figure shows how bi-polarization 

emerges in this simulation run. While opinions are approximately uniformly distributed 

after about 10,000 simulation events, the distribution becomes bimodal after about 15,000 

events. Subsequently, the two modes gradually become more accentuated and shift towards 

the opposite ends of the opinion spectrum until, after about 30,000 events, the population 

is almost entirely split into two approximately equally large subsets of agents with opinions 

of -1 and +1, respectively.   

Opinion change is possible despite initial uniformity, because agents base their 

opinion on different (randomly assigned) sets of five pro and five con arguments. Thus, in 

some interactions agents’ opinion shifts away from the initial consensus, because they learn 

a new pro (con) argument and forget a con (pro) argument. Their new opinion is then 

based on more pro (con) than con (pro) arguments and takes a positive (negative) value. 

Figure III.1 shows that this results in an increase of the variance of the opinion distribution 

in the first phase of the simulation run. After about 10,000 simulation events, the opinion 

is uniformly distributed. Due to the strong homophily, agents are matched with interaction 

partners that have adjusted their opinion in the same direction. These interaction partners 

will more likely provide each other with arguments that further intensify their opinion 

tendency rather than to communicate arguments that render their opinions more moderate 

again. Eventually the opinion trajectories of all agents move to one of the two outer ends 

of the opinion scale. At this point, the opinion distribution stabilizes, because agents base 

their opinions on either only pro or only con arguments such that interaction is only 
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possible between agents who already hold identical opinions. Agents can no longer learn 

arguments that could change their opinions.  

Figure III.1: Bi-polarization generated by argument exchange and homophily (N=100, 
P=C=30, S=10, h=9) 

 

To summarize, this illustrative simulation run confirms that the interplay of argument 

exchange and homophily can generate bi-polarization even in the absence of negative 

influence. What is more, in this run bi-polarization emerged even though we assumed 

perfect opinion consensus at the outset. In sharp contrast, existing models of continuous 

influence dynamics (Baldassarri and Bearman 2007; Flache and Mäs 2008a; Macy et al. 

2003; Salzarulo 2006) imply that bi-polarization can only arise when there are initially 

differences between members of a population which can form the basis of group 

categorization and negative influence. 

III.3.3. Effects of Homophily 

Next, we wanted to know whether homophily always entails bi-polarization, or 

whether bi-polarization can only arise when homophily is sufficiently strong. We 

conducted a simulation experiment in which we varied the model parameter h between 0 

(no homophily) and 8 (strong homophily) in steps of 1. Per condition, we ran 500 

independent replications of the simulation. In all simulations of this experiment, we studied 

populations of 20 agents (N=20). This is a plausible group size for school classes and work 
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teams (see e.g. Wegge et al. 2008), two of the settings for which theory and empirical 

accounts of intra-group conflicts suggest the possibility of bi-polarization dynamics (see 

e.g. Lau and Murnighan 1998). We assume that there are 20 pro and 20 con arguments 

(P=C=20) available, and that agents can only take 6 arguments into account simultaneously 

(S=6). Values for P, C and S were selected to create sufficient variation in the initial 

argument sets also between agents who hold identical opinions. For this, P and C should 

considerably exceed S. Otherwise agents with similar opinions very likely base their 

opinions on similar sets of arguments. This would preclude the possibility that argument 

exchange between agents with similar opinions renders their opinions more extreme 

because they provide each other with arguments which they already consider relevant. 

Furthermore, we created the initial condition such that opinions are uniformly distributed. 

For this, we randomly assigned to each agent one of the S+1 possible opinion values and 

then randomly picked one of the possible sets of S arguments which correspond to the 

selected opinion value.  

Figure III.2 summarizes the results. Panel A of figure III.2 shows how homophily 

strength h affected the proportion of runs that ended in bi-polarization. When homophily 

strength was below h=3 all runs ended in consensus. At h=3, only one out of the 500 

replications for this condition ended in a group split with two subgroups at the opposing 

poles. For higher values of homophily strength h, panel A shows that the stronger 

homophily was, the more runs ended in a perfect group split.  

If a simulation runs ends in perfect consensus, there may nonetheless have been a 

temporary period of significant bi-polarization in the dynamic (see chapter IV). To test for 

this possibility, we assessed for each simulation run the degree of bi-polarization at the 

outset and the maximal degree of bi-polarization that occurred during the simulation. 

Following Flache and Mäs (2008a; 2008b), the degree of bi-polarization was measured with 

the standard deviation of the distribution of pairwise opinion distances between all pairs of 

agents in the population. This measure takes its maximal value (1) when there are two 

equally large and maximally different subgroups and. The minimal value of the polarization 

measure (0) is obtained for perfect opinion consensus. In between these two extremes, the 

polarization measure increases in the extent to which the opinion distribution is bimodal, 

with equally large modes at opposite extreme ends of the opinion spectrum. Panel B in 

figure III.2 shows the average degree of bi-polarization at the beginning of the runs and its 

average increase. Under all conditions, the simulations started with random, uniform 

opinion distributions. This resulted for all conditions in a low degree of bi-polarization in 
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the initial situation (indicated by the black areas of the bars). The white areas of the bars 

show that the average maximal degree of bi-polarization obtained in the simulation runs 

increased in the strength of homophily, h. Furthermore, bi-polarization increased only 

slightly in the course of a simulation run when homophily was weak (h<4). In other words, 

in these conditions the simulated populations hardly bi-polarized. Only strong homophily 

could give rise to significant levels of bi-polarization. 

Figure III.2: Results from simulation experiment on the effects of homophily on bi-
polarization (500 runs per condition, N=20, P=C=20, S=6) 
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Finally, for those runs which ended in bi-polarization, panel C in figure III.2 informs 

about the average number of simulations events that it took to reach the equilibrium. This 

measure serves as an indicator of the duration of the bi-polarization process. The 

conditions with weak homophily (h<3) are neglected in panel C, because only a single run 

ended in bi-polarization in these conditions. The graph shows that the weaker homophily 

the more events it took until bi-polarization was reached. These results indicate that bi-

polarization is not only possible under strong homophily. The self-reinforcing process that 

leads to bi-polarization may evolve also if homophily is only moderately strong. However, 

the graph shows that for the corresponding conditions it may take a considerable amount 

of time until a group splits up into opposing factions. But the longer it takes before the 

equilibrium of bi-polarization is reached, the more likely it is that in the process agents 

interact with dissimilar others and learn counter arguments to their current opinion 

tendency. If this happens, it is likely that agents further spread these counter arguments 

within the subset of the population that leans towards the same pole of the opinion 

spectrum. As a consequence, bi-polarization declines again and the population becomes 

more likely to move towards the other possible equilibrium, perfect consensus. This 

explains why under moderate homophily perfect group splits occur only rarely. 

To summarize, our computational experiments yield two main findings. First, the 

informal reasoning that we proposed above is consistent: The interplay of homophily and 

argument exchange can entail bi-polarization. Second, the social influence dynamics of our 

model only generate bi-polarization if homophily is sufficiently strong. To assure that these 

conclusions can be generalized beyond the specific parameter setting that we inspected in 

the experiments which we report in this paper, we have conducted extensive additional 

tests, varying the remaining parameters of our model (N, P, C, S). We have not found any 

combination of these parameters that generated bi-polarization under weak homophily 

(h<2). This suggests that strong homophily is a necessary condition of bi-polarization. 

Accordingly, the strength of homophily is one of the two major manipulations in the 

experimental test of our theory of bi-polarization. 

III.4. Experimental Test 

III.4.1. Overview 

The two key mechanisms that according to our theory jointly underlie bi-polarization 

are argument exchange and homophily. To test this theory, we designed and conducted a 
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controlled group discussion experiment in which both mechanisms were manipulated 

independently from each other. To assure that bi-polarization in the group discussions can 

not be attributed to the negative influence mechanism, it was carefully avoided that 

participants received information which would allow them to perceive in- or outgroups 

within the set of their interaction partners. The key hypothesis of the experiment was that 

bi-polarization would nevertheless occur in the group discussions, but only in those 

conditions in which participants could exchange the arguments underlying their opinions, 

and in which selection of interaction partners was driven by homophily based on opinion 

similarity. 

The group discussion was designed such that groups of eight participants interacted 

in a computer network which we implemented with the software z-tree (Fischbacher 2007). 

An experimental session consisted of seven interaction periods. In each period, participants 

were matched in pairs and exchanged information concerning an artificial issue. At the 

beginning of the experiment and after every interaction, we measured the opinions of the 

participants and calculated the degree of bi-polarization, the dependent variable of this 

study.  

Computer-based communication was chosen to preclude that participants could be 

negatively influenced by interaction partners which the subject would categorize as 

members of some subjectively perceived outgroup. Participants could transmit in the 

communication process only opinion ratings and/or standardized arguments. In this way, 

participants were not aware of any social characteristic of their interaction partners.  

Homophily was manipulated via the procedure with which participants were 

matched to interaction partners in the course of the group discussion. We compared in a 

within-subject design two different matching procedures. The entire group discussion 

process consisted of seven interaction periods. In the first three interaction periods, only 

participants with similar opinions interacted with each other (homophilious matching). In 

the remaining four periods, only participants with dissimilar opinions were brought into 

contact. We expected that – given the possibility of argument exchange – bi-polarization 

will increase in the homophilious matching phase, while it will decline in the phase of 

heterophilious interaction. 

In the homophilious matching phase (first three interactions), participants are 

matched with partners who hold similar opinions. According to existing theories of bi-

polarization (Baldassarri and Bearman 2007; Hogg, Turner and Davidson 1990; Macy et al. 
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2003), there should be no systematic tendency for opinion change either towards or away 

from interaction partners’ opinions in this phase. In contrast, our theory of bi-polarization 

posits that opinions will change when participants can exchange arguments. More 

specifically, our theory predicts that if there is argument exchange, participants will shift in 

the homophilious interaction phase their opinions towards the pole of the opinion 

spectrum towards which they tended already prior to interaction. We have assured in the 

experimental design that already at the outset arguments are distributed such that there is 

some tendency for the group to split into two subsets of participants which lean towards 

opposite poles of the opinion spectrum. Accordingly, our theory further predicts that bi-

polarization will increase in the homophilious interaction phase, if argument exchange is 

possible. Bi-polarization will, however, not increase in the homophilious interaction phase 

according to our theory if participants can not learn arguments in the course of interaction.    

To test these predictions, we compare opinion dynamics in groups where 

participants discussed the issue only with arguments (Only-argument-condition) with groups 

where participants could only inform each other about their opinions (Only-opinion-condition). 

During the first three interactions of the Only-argument-condition, both preconditions of bi-

polarization are satisfied. Hence, we expect a significant increase in the degree of bi-

polarization during the first interactions in this condition. We expect no bi-polarization in 

the Only-opinion-condition, because negative influence tendencies are precluded in the 

experiment. For the same reason, we predicted bi-polarization during the first three 

interaction periods (homophilious matching) to be stronger in the Only-argument-condition 

than in the Only-opinion-condition. 

As an additional test, we included an experimental condition where interaction 

partners exchanged both arguments and opinions (Opinions and arguments-condition). This 

serves as robustness test of our theory. Two outcomes are plausible. First, one might 

expect that the effect of learning a new argument on a participant’s opinion is reduced, if 

participants learn that their interaction partners do not hold more extreme opinions than 

they themselves do. Following this reasoning, one would expect weaker bi-polarization in 

the Opinions and arguments-condition compared to the Only-argument-condition. Contrary to this 

reasoning, information about the interaction partner’s opinion could also intensify the 

effects of persuasive arguments. In the Opinions and arguments-condition, participants were 

made aware of the fact that their first three interaction partners held similar opinions (due 

to homophilious matching). As a consequence, participants in this condition might have 

felt more attracted (Byrne 1971) by the first three interaction partners than participants of 
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the Only-argument-condition. This could, in turn, let the interaction partner appear more 

credible and thus increased the persuasiveness of the transmitted argument. This reasoning 

implies that the strongest bi-polarization should be observed in the homophilious 

interaction phase in the opinions and arguments-condition. 

To summarize, our experiment is designed to test the following main hypotheses. 

Hypothesis 1: In the homophilious matching phase, there will be more bi-
polarization in the only-argument condition than in the only-opinion 
condition. 

Hypothesis 2: In the heterophilious matching phase, bi-polarization will 
decrease in the only-argument condition, in the only-opinion condition 
and in the opinions and arguments-condition. 

III.4.2. Method 

Participants. Members of a general subject pool at the Department of Sociology at the 

University of Groningen had been invited to participate in this experiment. This subject 

pool comprises students and alumni of the two universities in Groningen. Interested 

students could register for a specific session using an online form (Greiner 2004). We 

assigned the sessions randomly to the three experimental conditions. Participants received 

monetary compensation for participation. After excluding problematic sessions (see 

below), we included data of 65 female and 31 male participants in the analyses (N=96). On 

average, participants were 23 years old. 

Procedure. In each experimental session, we invited 8 participants to a computer 

laboratory where they sat in separate cubicles. We informed them that they would not be 

deceived during the experiment and that we had designed the experiment to study the 

formation of individual opinions in a social setting. Participants were asked to imagine that 

they were member of a discussion group, talking about the best location for building a new 

leisure center. This new center could be constructed in one of two hypothetical towns 

(town A and town B) or at any place in between these two towns. We chose this artificial 

issue because participants had no previous knowledge about it. This made it possible to 

impose the arguments that were known to each of the participants. In addition, the best 

spot for the leisure center can be identified on an interval scale, providing the participants 

an unambiguous means to inform each other about their opinion. After all participants had 

confirmed that they had understood the instructions, we started the computer program 

which ran the experiment. From now on, all instructions and communications took place 

on the computers screens.  
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In the first phase of the experiment, each participant received a different set of three 

arguments. Each argument suggests that either town A or town B is the better place for the 

new leisure center. For example, one of the pro town A arguments reads: “There is a 

university in town A. The nearer the leisure center will be build to town A, the more 

students will be attracted”. Altogether there were 6 arguments pro town A and 6 pro town 

B. Half of the participants received 2 arguments pro town A and one pro town B and the 

other half received one pro town A and two pro town B. In the following, we therefore 

refer to those participants who received two pro town A arguments as “A-types” and to 

the others as “B-types”. Whether a specific participant was of type A or B was assigned 

randomly. Furthermore, all participants who received two pro town A (B) arguments 

received the same pro town B (A) argument. This was done to assure that the degree of 

opinion homophily between members of the same type remained approximately constant 

throughout the homophilious interaction phase. We made the participants explicitly aware 

of the fact that they had received different sets of arguments. However, we did not tell 

them how we distributed the arguments. Hence, we expect that the participants were not 

aware of the two types and thus no social categorization was possible on basis of the initial 

distribution of arguments.  

After the instructions and assignment of initial arguments, participants were asked to 

rate for each of their arguments how relevant it was for them on a 7-point scale. We 

included this to force participants to read each argument carefully and to allow us to check 

later the plausibility of participants’ opinion ratings (see below). Subsequently, participants 

expressed the first time their opinion about the best location for the new leisure center. We 

used a scale ranging from -50 (town A) to +50 (town B). Participants could choose any value 

between the two extremes. 

In the second phase, each participant interacted once with each of the seven other 

participants of the session. In the first three rounds (homophilious interaction phase) 

interactions took only place between participants who had received the same number of 

pro town A and pro town B arguments. In the remaining 4 interactions, participants were 

subsequently matched with the 4 participants of their session who had another number of 

pro-A and pro-B arguments (heterophilious interaction phase). We used this interaction 

schedule in all three between-subject conditions. Participants were not aware of the 

schedule. We only told them that they would interact once with each participant of the 

experiment. All interactions did really take place. Participants were not deceived.  
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In the Only-opinion-condition, each interaction consisted of two steps. First, the 

computer informed the participants about their partners’ opinion on the best location for 

the leisure center, showing the partner’s most recent opinion rating. Second, all participants 

rated again where they personally thought the best place for the leisure center was. The 

interactions in the Only-argument-condition consisted of three steps. First, both interaction 

partners were asked to select which of their arguments should be transmitted to their 

current interaction partner. Second, participants read which argument their respective 

partner had transmitted. Whenever a participant had received a new argument then this 

argument was added to this participant’s list of arguments and could later be transmitted to 

interaction partners. Finally, the participants expressed their opinion again. The new 

opinion rating, however, was not communicated to the current interaction partners. The 

Opinions and arguments-condition was very similar to the Only-argument-condition except for the 

fact that in step 2, participants did not only read the transmitted argument but also learned 

the opinion of the respective partner about the best location of the leisure center.  

At the end of each interaction, participants read on the screen that the interaction 

was finished and that they would be matched with a new interaction partner. When all 7 

interactions were completed, participants answered a short questionnaire and received 

monetary compensation for participation. 

Altogether, we conducted 18 sessions with 8 participants per session. However, we 

excluded 6 sessions from the analysis because the manipulation of the initial opinions did 

not work out. Even though participants received at the beginning of the experiment two 

arguments favoring one of the two towns, it was still possible that participants considered 

the one argument in favor of the other town as most relevant. In some cases, participants’ 

initial opinion therefore tended towards the town for which less arguments were given. All 

sessions in which this happened for more than one of the participant were excluded from 

the analysis. This was necessary to ensure that the interaction schedule imposed 

homophilious matching during the first three interactions. Altogether, we used data from 

twelve sessions with eight participants each for the statistical analyses (N=96). For each of 

the three conditions, four sessions are available (N=32 each).  

Six participants misunderstood the answering scale and entered their opinion with 

the wrong sign at the very first measurement (e.g. 20 instead of -20). At the second 

measurement, these participants corrected their opinion to the intended value (-20). We 

could identify these participants because the relevance measures for the initial arguments 

where not in line with the initial opinion (the counter argument was rated less relevant than 
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the other two arguments). This misunderstanding and, in particular, the participants’ 

corrections at the second measurement might be problematic for parts of our analyses. The 

reason is that the initial degree of bi-polarization may be underestimated and thus the 

change of bi-polarization between the first and the second interaction round be 

overestimated. To avoid these complications, we reversed the sign of the initial opinion of 

the six participants. As a result of these changes, the increase in the degree of bi-

polarization is unaffected by the participants’ misunderstandings. To be sure, these changes 

are a conservative correction, because they make it more likely that we refute the 

hypothesis of increasing bi-polarization in the homophilious matching phase with argument 

exchange. As a further control, we present in the Appendix additional analyses that used 

the absolute value of the participants’ opinions as an indicator of polarization. This variable 

is unaffected by the corrections that we conducted. The additional analyses show that all 

results could be replicated with this method. 

III.4.3. Results 

Figure III.3 describes bi-polarization in the three conditions of the experiment. In 

each graph, the upper (lower) thin solid line depicts the average opinion of the 16 

participants of type B (A). The distance between the two lines (highlighted by the gray area) 

serves as a measure of the opinion distance between the two types. It neglects, however, 

the degree to which opinions vary between participants of the same type. To also take this 

into account, we calculated for each session and each interaction period the bi-polarization 

measure that we have also used in the computational experiments. The change of the 

average value across all sessions of this bi-polarization measure is shown with bold solid 

lines in figure III.3. For the opinion scale of the experiment the bi-polarization measure 

can maximally take the value of 50 (maximal degree of bi-polarization). The measure 

decreases to zero if all participants of a session have exactly the same opinion. The dotted 

lines in the graphs highlight the changes in average degree of bi-polarization during the first 

three (homophilious matching) and the last four interactions (heterophilious matching). To 

also quantify bi-polarization in the three conditions, we estimated for each condition 

separately a linear regression with the degree of bi-polarization as dependent and two 

period effects as independent variables. The first period effect models the change in bi-

polarization during the first three interactions (Periods are coded: 0 1 2 3 3 3 3 3) and the 

second quantifies the change during the remaining 4 interactions (Periods are coded: 0 0 0 

0 1 2 3 4). The regression coefficients of the two period effects indicate whether there was 

bi-polarization (positive coefficient); no change (insignificant coefficient); or whether 
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opinion distance between the two types decreased (negative coefficient). For each 

condition there were 32 observations available (4 sessions × 8 opinion measurements). 

Figure III.3: Distance between subgroup averages and Bi-polarization dynamics 
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Figure III.3 shows for all three conditions that there have been significant differences 

between the opinion averages of the two types of participants already before the first 

interaction (interaction period=0). Also the initial degree of bi-polarization was in all 
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conditions significantly different from zero (t-values of intercepts in the regressions range 

from 15.03 to 24.43). This demonstrates that the assignment of arguments led to the 

desired opinion differences between the two types.  

In the Only-opinion-condition, the degree of bi-polarization hardly changed during the 

first three interactions. Actually, it decreased on average by 0.21 during the first three 

interactions. The decrease is not significantly different from zero (t=-0.42). This is different 

for the Only-argument-condition and the Opinions and arguments-condition. In both conditions the 

degree of bi-polarization significantly increased per interaction, by 1.71 (t=2.98) and 1.91 

(t=2.15) respectively. 

Dynamics changed when interaction partners with different opinions were matched 

(interaction period>3). Under all three conditions, figure III.3 shows decreasing opinion 

differences between the two types of participants. This confirms our second hypothesis. In 

the Only-opinion-condition, the degree of bi-polarization decreased on average by 1.01. This 

effect differs significantly from zero (t=-2.77) but the confidence interval of the effect 

reveals that it does not differ significantly from the weak decrease during the first three 

interactions. In the Only-argument-condition and the Opinions and arguments-condition, the degree 

of bi-polarization decreased from interaction period 4 on by 2.75 (t=-6.5) and 2.74 (t=-

4.17) on average. In both conditions, this decrease during the interactions 4 thru 7 differs 

significantly from zero and therefore also from the increase during the first three 

interactions.  

We also wanted to know whether the dynamics of bi-polarization differed 

significantly between the three conditions. To test this, we began by estimating a regression 

that tested differences between the Only-opinion-condition (reference category) on the one 

hand and the Only-argument-condition and the Opinions and arguments-condition on the other 

hand. For this purpose, we used the same regression approach as for the separate models 

and included main and interaction effects for the experimental conditions. It turned out 

that the increase in the degree of bi-polarization during the first three interactions was in 

significantly stronger in both the Only-argument-condition (t=2.01) and the Opinions and 

arguments-condition (t=2.22) than it was in the Only-opinion-condition. This supports our 

hypothesis 1. We observed bi-polarization even in the absence of negative influence, but 

only in the conditions in which both homophily and argument exchange were imposed.  

We found furthermore that the decrease in the degree of bi-polarization during the 

final four interaction periods was significantly stronger in the Only-argument-condition (t=-
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2.47) and the Opinions and arguments-condition (t=-2.44) as compared to the Only-opinion-

condition. A comparison of the differences between the Only-argument-condition and the 

Opinions and arguments-condition revealed that both the developments during the first three 

interactions (t=.19) and the subsequent four interactions (t=.02) did not differ significantly 

between the two conditions.  

In conclusion, the results of the experiment confirm our hypotheses. We found 

significant bi-polarization in both conditions where participants exchanged arguments 

under homophilious matching, despite the fact that negative influence was precluded by 

the experimental design (Hypothesis 1). In the control condition, where participants only 

exchanged opinions, we did not find significant bi-polarization. Thus, the empirical test 

supports the theoretical results of our computational experiments. Bi-polarization can arise 

without negative influence, but only if homophily in the selection of interaction partners is 

sufficiently strong. In addition, we do not find significant differences in bi-polarization 

between the Only-argument-condition and the Opinions and arguments-condition. This suggests that 

the bi-polarization dynamics of persuasive arguments are robust to the effects of opinion 

exchange. At the same time, opinion exchange alone does not entail bi-polarization, as we 

found in the Only-opinion-condition. Finally, the results support that homophily is a 

precondition of bi-polarization. Under all three experimental conditions, we find 

decreasing differences between the two types of participants under heterophilious matching 

(Hypothesis 2). 

III.5. Summary and Discussion 

Previous explanations of bi-polarization hinge on the assumption that individuals 

seek to adopt opinions that maximize opinion differences to outgroup members (e.g. 

Hogg, Turner and Davidson 1990; Mason, Conrey and Smith 2007). Yet, empirical research 

which tested the assumption of negative influence has produced very mixed results and is 

open to methodological criticism (e.g. Krizan and Baron 2007). This has led us to propose 

a new theory of bi-polarization that does not rely on negative influence. Our theory has 

two main ingredients. First, it is assumed that individuals tend to interact with others who 

hold similar opinions (homophily). Second, during interaction individuals influence each 

others’ opinions by exchanging arguments. Based on PAT, we assume that when 

individuals with similar opinions interact, they likely provide each other with new 

arguments that support their opinions. The interplay of homophilious selection of 

interaction partners and influence with persuasive arguments can create a feedback process 
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which triggers the formation of subgroups that independently from each other develop 

increasingly distant opinions.  

We studied the theory first from a theoretical angle and then tested it empirically. For 

the theoretical study, we developed a formal model of the theory. Computer simulations 

led to three main results. First, we demonstrated that our formal model can generate bi-

polarization, although the model does not include the assumption of negative influence. 

Second, we showed that the interplay of homophily and argument exchange can trigger bi-

polarization even in a population where initially all individuals hold perfectly similar 

opinions. This implication of our theory contradicts self-categorization theories, which 

predict bi-polarization only when individuals perceive differences between members of the 

population. Third, a simulation experiment revealed that according to our theory bi-

polarization can only arise if homophily is sufficiently strong.  

Future research should use the formal model to identify further conditions of bi-

polarization. Mäs et al. (see chapter IV) have recently explored the effects of including 

demographic characteristics into the formal model (Mäs et al. 2008). Interestingly, their 

simulations revealed that demographic diversity in a group may intensify bi-polarization 

only if two further conditions are met. First, the demographic attributes need to form a 

sufficiently strong faultline (Lau and Murnighan 1998) in the sense that several 

demographic dimensions are sufficiently correlated. Second, demographic attributes need 

to be correlated with agents’ opinions (Homan et al. 2007; Phillips 2003; Phillips et al. 

2004). If one of the conditions is not met, then subgroups fail to become sufficiently 

distinct from each other. The reason is that similarity between subgroups in demographic 

characteristics or initial opinions provides a basis for argument exchange accross subgroup 

boundaries which, in turn, prevents bi-polarization. In addition, simulation results suggest 

that demographic faultline may fire up bi-polarization in the short run, but at the same time 

they help to overcome opinion differences in the long run as long as there is at least some 

demographic overlap between subgroups (Mäs et al. 2008).    

In the second part of the present paper, we tested our theory with a laboratory 

experiment. We created a setting for which existing theories of bi-polarization assume no 

negative influence and therefore predict no bi-polarization. Yet, we predicted and found bi-

polarization for specific experimental conditions. In particular, we found significant bi-

polarization under the conditions that our formal model identified, strong homophily and 

the possibility to exchange arguments.  
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We have deliberately created an artificial setting in our experiment. This allowed us 

to exclude other explanations of bi-polarization than the mechanisms that we wanted to 

test. Yet, we believe that it would be fruitful for future experimental research to test our 

theory of bi-polarization in less constrained settings, like standard group discussion 

experiments (Johnson and Johnson 1982). At the same time, we also believe that the 

setting of our experiment may be a realistic model of some parts of the social world. For 

instance, internet search engines and online social networks make it very easy to connect 

only to others with similar opinions (Sunstein 2008) and exchange very condensed pieces 

of information, like in our experiment. We therefore believe that future empirical research 

may gain a better understanding of opinion dynamics in real life situations by focusing on 

those settings in which both argument exchange and homophily are possible and could 

thus, according to our theory, give rise to bi-polarization. 
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III.6. Appendix to chapter III 

In laboratory experiment, it turned out that six participants misunderstood the 

answering scale and entered their opinion with the wrong sign at the very first 

measurement (e.g. 20 instead of -20). At the second measurement, they corrected their 

opinion and entered the intended value (-20). We had to rectify this because otherwise the 

statistical model would spuriously indicate that the degree of bi-polarization increased. 

Above, we have argued that these changes make it more likely that our hypothesis is 

refuted. Still, we provide here additional analyses which demonstrate that our results are 

not affected by the changes.     

In particular, we have focused on the participants level and used the absolute value 

of each participant’s opinions as the dependent variable, a measure which is unaffected by 

the corrections. According to the hypotheses, we expect that in the conditions where 

arguments were exchanged the absolute value of the participants’ opinions increased during 

the first three interaction periods. This reflects that the participants developed more 

extreme opinions. In contrast, we expect that the opinions remained constant in the Only-

opinion-condition.  

 To take into account that the opinion measurements of each participant are 

interdependent, we estimated linear multi-level regressions (Snijders and Bosker 1999) with 

random intercept effects on the participant level. An empty model revealed that the 

explained variance on the group level was not significant. Including random period effects 

(random slopes) did not affect the significance decisions.  

We followed the same strategy as with the group-level analyses in the main paper. 

Models 1 thru 3 (see table III.1) tested the two period effects separately for each condition. 

In line with the analyses of the group-level data, we found no significant opinion 

extremization during homophilious matching in the Only-opinion-condition (model 1). In 

contrast, we found significantly more extreme opinions in the Only-argument-condition and the 

Opinions and arguments-condition (models 2 and 3). Also in line with the group-level analyses, 

we found for all conditions that the participants held increasingly moderate opinions 

during heterophilious matching of interaction partners.  
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Table III.1: Multi-level regression of participants’ absolute opinion value on 
interaction period  

 
Fixed Effects 

 
Model 1 

 
Model 2 

 
Model 3 

 
Model 4 

 
Model 5 

I: only opinions        
Intercept 25.89 **    25.89 **  
 (2.20)     (2.28)   
Homophil. interaction -.17     -.17   
 (.34)     (.46)   
Heterophil. interaction -1.41 **    -1.41 **  
 (.25)     (.34)   

II: only arguments        
Intercepta  30.48 **   4.59  30.48 **
  (2.33)    (3.22)  (2.31)  
Homophil. Interactionb  1.89 **   2.07 ** 1.89 **
  (.49)    (.65)  (.51)  
Heterophil. Interactionb  -2.95 **   -1.54 ** -2.95 **
  (.36)    (.48)  (.37)  

III: arguments and opinions        
Intercepta,c   29.19 ** 3.30  -1.29  
   (2.29)  (3.22)  (3.27)  
Homophil. Interactionb,d   2.11 ** 2.28 ** .22  
   (.52)  (.65)  (.72)  
Heterophil. Interactionb,d   -3.66 ** -2.25 ** -.70  
   (.39)  (.48)  (.53)  

Random Effects        
Sd(intercept) 11.80  11.86  11.42  11.70  11.65  
 (1.53)  (1.57)  (1.53)  (.89)  (1.10)  
Sd(resid) 4.80  6.91  7.43  6.49  7.18  
 (.23)  (.33)  (.35)  (.18)  (.24)  
        
        

      
      
Number of participants 32 32 32 96 64 
Number of observations 256 256 256 768 512 

Note. Table reports unstandardized effects. Values enclosed in parentheses represent standard 
errors.    
** significant on 0.01 level  
a in model 4 included as condition dummy. bin model 4 included as interaction term with 
condition dummy. c in model 5 included as condition dummy. din model 5 included as interaction 
term with condition dummy.  

Model 4 compares the Only-opinion-condition with the Only-argument-condition and the 

Opinions and arguments-condition. In line with the group-level results, we find that the opinions 

turned significantly more extreme during homophilious matching in the two conditions 

where arguments were exchanged. Also the opposite effect during heterophilious matching 
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is stronger in the two conditions with argument exchange, compared to the Only-opinion-

condition. 

Finally, model 5 compares the Only-argument-condition and the Opinions and arguments-

condition. Supporting the group-level results, table III.1 shows that there are no significant 

differences between the two conditions. 

We replicated all five models and included the respondents’ age and gender as 

control variables. In all five models, neither the main nor interaction effects with the period 

effects and the between-subject conditions were significant. 
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IV. Argument Exchange and Demographic Faultlines14 

Abstract 
In the previous chapter, we presented a new theory of opinion polarization. In this chapter, 
we will apply this model to the research on demographic faultlines in work teams. We will 
test if the new model also predicts the polarizing effects of demographic faultlines that we 
have identified in the negative-influence model (see Chapter II). 
We will show that the argument-exchange model supports the faultline hypothesis. 
However, the new model points out several conditions for this effect which previous 
contributions have overlooked. First, even with a very strong faultline, opinions will only 
polarize in groups where individuals tend to select similar interaction partners. Second, 
polarization is more likely the stronger opinions and demographic attributes in a team are 
correlated initially, that is, prior to interaction between the group members.  
Furthermore, our new model implies that the short term effects of demographic faultlines 
differ crucially from their long term effects. Groups where demographic attributes are not 
perfectly correlated will eventually arrive at consensus even though they might suffer from 
polarization in the short run. Counter-intuitively, the model implies that the convergence 
process is faster the stronger the demographic faultline is. 
 
 
 
 
 
 
 

IV.1. Introduction 

Demographic diversity at the workplace is a major challenge for organizations and is 

becoming an increasingly important issue as the economy globalizes (for comprehensive 

reviews about theoretical and empirical research see: Bowers, Pharmer and Salas 2000; 

Milliken and Martins 1996; Pelled 1996; Stewart 2006; van Knippenberg and Schippers 

2007; Webber and Donahue 2001; Williams and O'Reilly 1998). For work teams, 

demographic diversity can be beneficial, because it broadens the social and human capital 

                                                 

14 This chapter was written together with Andreas Flache, Károly Takács and Karen A. Jehn and is currently 
under review. The title of the original article is: “In the short term we divide, in the long term we unite. 
Crisscrossing work team members and the effects of faultlines on subgroup polarization”  
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of the team. However the benefits do not accrue automatically. Demographic dissimilarity 

between team members may, at the same time, cause conflicts and tensions and thus 

threaten performance. This lead Milliken and Martins to conclude in their review of the 

field that “diversity thus appears to be a double-edged sword”(1996: 403). 

In the search for conditions that explain why diversity sometimes increases team 

performance and reduces it at other times, Lau and Murnighan (1998; 2005) proposed that 

the effects of diversity may decisively depend on the way demographic attributes, like age 

and gender, are distributed among team members. Their main hypothesis is that diversity 

impairs team functioning when the distribution of demographic attributes generates a strong 

faultline. “Group faultlines increase in strength as more attributes are highly correlated, 

reducing the number and increasing the homogeneity of resulting subgroups. In contrast, 

faultlines are weakest when attributes are not aligned and multiple subgroups can form” 

(Lau and Murnighan 1998: 328). They argue that diversity (demographics not aligned) 

increases the potential of a team for creativity and good performance but when the 

diversity is in a group with a strong faultline (demographics aligned), this potential may not 

be realized. The team may split up into subgroups with polarized opinions that cause 

conflicts between team members (Bezrukova, Thatcher and Jehn 2007). An intriguing 

implication of this theory is that an ideal workgroup composition might exist such that 

large pools of social and human capital can be obtained, but the damaging effects of 

diversity on cohesion can be avoided. 

We contribute to the faultline research by elaborating the explanation of the faultline 

hypothesis (Lau and Murnighan 1998) and thereby revealing crucial implications of 

faultline theory that have been overlooked so far. We start by reviewing two theories that 

have been used to explain faultline effects and that are based on fundamentally different 

arguments. The first, Lau and Murnighan’s (1998) theory, highlights that the interplay of 

homophilious selection of interaction partners with social influence breeds subgroup 

polarization in work teams with strong faultlines. Subgroup polarization is our main 

dependent variable and is defined as the degree to which a work team separates into 

subgroups that hold opposing opinions on work-related issues. The second theory has 

been developed almost a century ago in the classical sociological and anthropological 

literature and focuses on the integrating function of “crisscrossing actors” (Colson 1954; 

Evans-Pritchard 1939; Flap 1988; Galtung 1966; Lijphart 1977; Nieuwbeerta and Flap 

2000; Ross 1920; Simmel 1922 (1908)). These actors share at least one demographic 
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attribute with another demographic subgroup than their own and thus, function as a bridge 

over the subgroup split that was caused by the faultline.  

Lau and Murnighan (1998) did not take into account how crisscrossing actors can 

reduce subgroup polarization when the faultline is strong. We show that while their theory 

implicitly considers this, by not examining crisscrossing actors, the authors failed to realize 

some crucial implications of their theory. Foremost, we show that their theory predicts 

subgroup polarization only in the short term. We propose that in the long run, crisscrossing 

actors help to overcome subgroup polarization and group splits even in teams with very 

strong faultlines. Moreover, we show that subgroup polarization in the short term depends 

upon two further conditions that Lau and Murnighan implicitly assumed, but which they 

did not examine theoretically. First, strong faultlines entail subgroup polarization in the 

short run only when employees exhibit sufficiently strong homophily when selecting partners 

in their communication with other team members. That is, team members have a 

sufficiently strong preference for interacting with colleagues that are similar to them on 

certain attributes (McPherson, Smith-Lovin and Cook 2001). Second, we propose that 

faultlines entail group splits in the short run only when there is sufficient initial congruency 

between work-related opinions and demographic attributes in a work team (Homan et al. 

2007: 82; Phillips 2003: 7; Phillips et al. 2004: 503).  

Faultline effects result from a complex interplay of the interactions between multiple 

team members. As Harrison et al. (2007) have suggested, agent-based computational 

modeling is a powerful research method that allows to cope with this theoretical 

complexity and to reveal counter-intuitive implications of a theory. Frank and Fahrbach 

(1999) developed an agent-based model of complex and interrelated network and opinion 

dynamics in organizations, based on mechanisms that are very similar to those we assume. 

We follow their lead and use a formal modeling approach to show how Lau and 

Murnighan’s reasoning, on the one hand, and the theory of crisscrossing actors, on the 

other hand, can be reconciled. We present and analyze a computational model that is based 

on Lau and Murnighan’s assumptions and test if our new propositions do consistently 

follow from their theory. Our results support the proposition that faultline effects occur 

only in the short run and that strong homophily and initial congruency are crucial 

conditions for the effect of faultlines on group polarization. Finally, our formal analyses 

reveal a counter-intuitive effect of faultline strength. It turned out that the same 

communication structures that trigger short-term subgroup polarization in teams with 
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strong faultlines accelerate the process of consensus formation in the long run. Teams with 

strong faultlines might arrive at a consensus faster than teams with weak faultlines. 

IV.2. Two Explanations of faultline effects 

IV.2.1. Lau and Murnighan’s explanation of faultline effects 

Lau and Murnighan argued that all newly formed teams go through a "sensemaking process 

of understanding each other and their task" (1998: 332) to coordinate similar opinions 

about what their task is, how to fulfill it, and how to devise work. In this process, the 

interplay of two core mechanisms can cause problems in teams with a strong faultline. 

First, Lau and Murnighan assume homophilious selection of interaction partners. Team members 

tend to associate with colleagues who share relevant demographic attributes. This 

assumption is prominently supported by a large body of sociological research on 

homophily (Lazarsfeld and Merton 1954) or the tendency of “birds of a feather flock 

together” that has consistently been identified as a strong force in social interactions 

(McPherson, Smith-Lovin and Cook 2001). Studies in both educational (e.g. Kandel 1978; 

Moody 2001) and organizational settings (e.g. Bacharach, Bamberger and Vashdi 2005; 

Ibarra 1992; McPherson and Smith-Lovin 1987; Ruef, Aldrich and Carter 2003) have 

provided empirical confirmation of the homophily concept. 

Homophilious selection of interaction partners implies that the communication 

structures in a team crucially depend on faultline strength. To show this, we constructed 6 

hypothetical teams of 20 individuals (see Figure IV.1). This size is not too big to be 

unrealistic for a work team, but also large enough to allow for a sufficiently fine-grained 

variation in the strength of demographic faultlines. Each team member is described by 

three dichotomous demographic attributes (symbolized as black vs. white; A vs. B and 

rectangle vs. circle). Diversity in all teams and on all demographic dimensions is kept at its 

maximum. That is, all three dichotomous variables have a distribution in which both values 

of the attribute are equally frequent (50:50). Teams differ, however, in the strength of the 

demographic faultline. Faultline strength is denoted by the symbol f and is measured here 

by the pairwise Pearson-correlation between all pairs of demographic attributes. Applying a 

method proposed by Flache and Mäs (2008a; 2008b) we varied faultline strength between 

maximal (all pairwise Pearson correlations are 1) and minimal faultline strength (all Pearson 

correlations are 0). 
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Figure IV.1: 6 hypothetical teams with different faultline strength   
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The network pictures shown in Figure IV.1 depict how faultline strength and the 

homophily mechanism shape the communication structure in the 6 work teams. Team 

members are represented by nodes. A pair of nodes is connected with a line if they have at 

least one demographic attribute in common. To depict the effects of homophilious 

selection of interaction partners, nodes have been arranged such that two individuals are 

nearer to each other the more attributes they share (Kamada and Kawai 1989; McFarland 

and Bender-deMoll 2007). The dashed circles identify the biggest subgroups of maximally 

similar individuals. In the team with the strongest faultline (team 1) the three demographic 

attributes correlate perfectly. Each pair of actors is either maximally similar or maximally 

dissimilar and therefore either interacts frequently or never. On the team level, Figure IV.1 

depicts two perfectly homogeneous but unconnected subgroups for team 1. As faultline 

strength decreases, however, this separation between subgroups becomes weaker and 

completely disappears as faultline strength is minimal (team 6). For instance, there are still 

two clearly distinct subgroups in team 3 (medium faultline strength). However, the 
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subgroups are smaller and there are also team members that can not be categorized into 

one of the subgroups. These actors share demographic attributes and therefore also 

interact with both subgroups. Note that these communication structures are a logical 

implication of faultline strength and the homophily mechanisms. 

In addition to homophily, Lau and Murnighan assume that during interaction, team 

members exert influence on each others’ opinions by exchanging persuasive arguments (Isenberg 

1986; Myers 1982; Myers and Lamm 1976; Vinokur and Burnstein 1978). “Group members 

who support similar attitudinal positions will find that, as other members support that 

position using arguments different from their own, they each have more reason to become 

even more extreme than they were before” (1998: 332). Research on “polarization” (Myers 

1982) has demonstrated how group members tend to become more extreme during group 

decision making. Faultline theory examines, however, not just polarization within one 

group, but it focuses on what we denote “subgroup polarization”, the degree to which a 

work team separates into subgroups holding opposing opinions (Lau and Murnighan 1998). 

Subgroup polarization during a team’s sense making process is problematic because it 

breeds emotional conflicts between the subgroups (Lau and Murnighan 1998) which, in 

turn, hamper good team performance (Jehn 1994). 

The interplay of homophilious selection of interaction partners and influence with 

persuasive arguments can lead to subgroup polarization in groups with strong faultlines. As 

shown in Figure IV.1, homophily creates subgroups in teams with strong faultlines. Within 

subgroups, team members frequently exchange arguments but argument exchange between 

subgroups is rare. Lau and Murnighan argue that under these conditions, small initial 

opinion differences between the subgroups might be amplified during the sense making 

process. This is because subgroup members will mostly hear and share arguments that 

support their initial opinions (Stasser 1988), causing opinions in both subgroups to shift 

towards opposing ends of the opinion scale simultaneously. In other words, subgroup 

polarization increases. By contrast, in teams with weak faultlines, group members interact 

with colleagues who hold a variety of different opinions, such that no self-reinforcing 

dynamic towards emergent subgroup polarization can develop. This mechanism implies the 

central proposition of Lau and Murnighan’s theory. 

Proposition 1: The stronger the faultline in a work team is, the stronger 
subgroup polarization will be. 
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IV.2.2. The sociological explanation of faultline effects  

Almost a century ago classical sociological and anthropological research on social order in 

stateless societies (Colson 1954; Evans-Pritchard 1939; Flap 1988; Galtung 1966; Lijphart 

1977; Ross 1920; Simmel 1922 (1908)) revealed that strong faultlines may cause a problem 

for social integration. For instance, Ross argued in 1920 in a textbook: 

“Suppose that at a given moment there is a certain strain along the line between 
Christians and Jews. If now, a strain appears along a quite different line, e.g. that between 
employers and workman, the religious opposition will become less intense. For Jewish 
bosses and Jewish workers will be estranged, likewise Christian bosses and Christian 
workman. On the other hand, Jewish and Christian capitalists will recognize that they are 
‘in the same boat’, while Jewish and Christian workers will sympathize with one another as 
fellow victims of exploitation. Take the case of a tension between blacks and whites. If the 
lines of cleavage cross, each opposition will weaken the other. But if, as sometimes 
happens, all the employers are white and all the employed are black men, then one 
antagonism reinforces the other and the rift in society is deeper then ever. So, paradoxical 
as it may sound, a society riven by a dozen oppositions along lines running in various 
directions may actually be in less danger of early break-up than one split along just one line. 
For each new cleavage narrows the cross cleft, indeed, you might say that the society is 
sewed together by its inner conflicts”(Ross 1920: 164-165) 

Although both faultline theory and the classical sociological and anthropological literature 

agree on the prediction that strong faultlines breed conflicts, they base their prediction on 

different sets of assumptions. Whereas faultline theory argues that the interplay of 

homophily and social influence may result in subgroup polarization, the sociological theory 

focuses on the integrating function of “crisscrossing” actors. Crisscrossing actors are 

individuals that share at least one demographic attribute with members of more than one 

demographic subgroup. Due to demographic similarity, they are attached to members of 

more subgroups and are thus able to conciliate in case of conflicts. Colson (1954), for 

instance, pointed to this in her studies of the African Tonga society in the 1940s. Each 

Tonga identified himself as a resident of his village and as a descendent of one of the 

Tonga-clans. However, societal rules prevented these two attributes from aligning. First, 

marriage between members of the same tribe was prohibited. Secondly, it was the man’s 

privilege to choose the village where his family lived. Third, clan membership was 

organized matrilineally. That is, individuals belonged to their mother’s descent group. 

Consequently each Tonga was attached by kinship to people living in different villages and 

at the same time by residence and his family members to descendents of different clans. 

Colson (1954) describes a conflict between the members of two clans that emerged after a 

member of one clan killed a member of the other clan. The conflict could be settled by 

persons that belonged to the victim’s clan but lived in a village together with members of 
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the murderer’s family. Because of their close relationships to both parties they could 

negotiate between the two groups and the conflict could be resolved. 

From this sociological perspective, the faultline hypothesis follows because the more 

crisscrossing actors there are in a group, the stronger are the integrating forces that prevent 

conflicts. The number of crisscrossing actors in a group is, in turn, logically related to 

faultline strength. Figure IV.1 shows that the higher the number of those team members 

that are not part of one of the subgroups (i.e. crisscrossing actors), the weaker is the 

faultline. Teams with the maximal faultline strength (Team 1) consist of only two kinds of 

actors (black, B, rectangles and white, A, circles). There are no crisscrossing actors in this team. 

The number of crisscrossing actors, however, increases as faultlines become weaker. Team 

2, for instance, still consists of two large subgroups. However, there are also three 

crisscrossing actors present. 

IV.2.3. Integrating the two theories: Why time matters 

The processes that the two explanations of the faultline hypothesis propose appear to be 

fundamentally different. On the one hand, Lau and Murnighan (1998) argue that in teams 

with strong faultlines, subgroups form that develop increasingly different opinions that tear 

the team apart. The sociological theory, on the other hand, points to those actors that 

connect the subgroups and prevent conflicts. We argue that it is of great importance for 

our understanding of faultline effects to analyze how exactly these two processes are 

related to each other. We have shown that only groups with maximally strong faultlines 

have no crisscrossing actors. If crisscrossing actors can prevent group splits, does this then 

imply that their presence might neutralize the mechanism that Lau and Murnighan have 

described? Or would homophilious selection and persuasive arguments undermine the 

integrating effects of crisscrossing actors if the faultline is sufficiently strong?  

It turns out that the same mechanisms from which Lau and Murnighan derive their 

faultline hypothesis can also be used to model the effects of crisscrossing actors. But, as we 

will show, when we explicitly integrate crisscrossing actors into Lau and Murnighan’s 

reasoning, new consequences arise for the effect of faultline strength on the dynamics of 

subgroup polarization. With our integrating model, we can identify heretofore overlooked 

conditions under which the integrating effects of crisscrossing actors can be expected to 

prevail upon the dividing effect of a strong faultline. 

Particularly, we argue that in teams with strong faultlines the processes that Lau and 

Murnighan’s describe breed polarization only in the early stage of the sensemaking process. 
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Later, however, crisscrossing actors will help overcome group splits. Homophilious 

selection implies that crisscrossing actors interact with members of both subgroups, 

because they have some demographic similarity with members of each group. Based on 

persuasive argument theory (Myers 1982), we can expect that they will get arguments from 

all sides and will also communicate them to all subgroups they interact with. In this way, 

crisscrossing actors establish indirect communication between the subgroups who fail to 

interact directly. This may result in a gradual convergence of the subgroups’ argument 

pools and also of their opinions, eventually reaching overall consensus in the work team.  

This resonates with formal theories of the dynamics of social influence (Abelson 

1964; Anderson 1991; French 1956; Harary 1959)  This literature has suggested that social 

groups inevitably tend to reach consensus on initially controversial opinions, as long as the 

group has a connected interaction network in which no member is entirely cut off from 

influence by other group members or external sources. Based on Lau and Murnighan’s 

assumption that demographic overlap implies interaction, crisscrossing actors can be seen 

as the link that integrates all group members into the network of mutual social influences. 

This suggests that, in principle, one single crisscrossing actor might suffice to create 

enough indirect communication between two subgroups to bring their opinions together. 

Thus, even in a group with a strong faultline, a small number of crisscrossing actors may 

ensure that no subgroup is entirely disconnected from outside influences. Accordingly, 

there should be no long run effect of faultline strength on subgroup polarization, except for 

the extreme case of a maximally strong faultline that divides the team into perfectly distinct 

subgroups. This absence of an effect of faultlines across almost the entire spectrum of 

possible teams is clearly contrary to what Lau and Murnighan (1998) suggest. 

We propose that time is the critical factor and that crisscrossing actors help 

overcome group splits in the long run. But we also argue that in teams with a strong 

faultline, the polarizing dynamic of emergent subgroup splits will, in the short run, be 

stronger than the integrative dynamic of indirect interaction through crisscrossing actors. 

The reason is that in a team with a strong faultline, the members of the subgroups are by 

definition exposed to more other group members who are not connected to the outgroup 

than they are exposed to influences from crisscrossing actors. Accordingly, it is likely that 

consensus within the subgroups quickly develops and – based on the persuasive argument 

mechanism – subgroups initially polarize. At the same time, every member of the subgroup 

still has a positive probability of interacting with a crisscrossing actor at least from time to 

time. Whenever this happens, there is a chance that an argument from the outgroup is 



IV. Argument Exchange and Demographic Faultlines 

 

104

adopted by ingroup members. This argument can subsequently rapidly spread in the 

ingroup. Due to the homophily principle, ingroup members are highly likely to interact 

with each other because they have both a high level of consensus and they are 

demographically similar. In other words, we propose that the same mechanisms that 

according to Lau and Murnighan imply subgroup polarization in the short term, also imply 

that subgroup splits are not stable in the long run if the group comprises crisscrossing 

members. 

Proposition 2: Subgroup polarization occurs only in the short run. In the long 
run, all teams where faultlines are not maximally strong will 
develop consensus and will overcome subgroup polarization. 

IV.2.4. Conditions of the short term effects of strong faultlines 

According to propositions 1 and 2, we expect that teams with strong faultlines will polarize 

in the short term, but will overcome the split in the long run. Moreover, we propose that 

the processes, that Lau and Murnighan describe, imply short-term polarization only if two 

necessary conditions are met. Following Flache and Mäs (2008a; 2008b), we argue that 

under Lau and Murnighan’s assumptions the process of subgroup polarization crucially 

hinges on the assumption that initial congruency is sufficiently strong, meaning that 

opinions and demographic attributes in a team are already correlated initially, prior to 

interaction between the team members. If demographically similar group members do not 

share opinions more with each other than they do with demographically dissimilar others, 

then the exchange of arguments within demographic subgroups will not increase opinion 

differences between the groups because members of one subgroup do not learn more new 

arguments pro or con the original opinion than the actors in the other subgroup. As a 

consequence, subgroup polarization will not occur. Thus, an initial correlation between 

demographic attributes and opinions appears to be an essential condition for subgroup 

polarization in work teams. 

Proposition 3: Subgroup polarization increases in the beginning of the team 
dynamics only if the initial congruency is sufficiently high. Even 
teams with a strong faultline will not polarize if congruency is 
weak. 

We furthermore propose that subgroup polarization can only take place if homophily is 

sufficiently strong. We define the strength of homophily as the degree to which interaction 

between similar actors is more likely than interaction between dissimilar actors. The 

strength of homophily in teams might be determined by the institutional context of work 

teams. For instance, in teams with high task interdependence workers are forced to 
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collaborate with both similar and dissimilar colleagues to fulfill their tasks. Thus, in these 

teams similarity will only weakly influence the choice of interaction partners. As a 

consequence, team members interact frequently with members who hold different opinions 

and will thus be influenced by them. Such a context would make it unlikely that the teams’ 

opinions polarize, even if faultlines are strong (Molleman 2005). 

Proposition 4: Subgroup polarization increases in the beginning of the team 
dynamics only if homophily is sufficiently strong. Even teams 
with a strong faultline will not polarize if homophily is 
sufficiently weak. 

IV.3. The Model 

The exact logical implications of the combination of homophilious selection, persuasive 

influence, and faultline strength result from a complex interplay of these mechanisms 

simultaneously operating in multiple actors responding to each others’ behavior. The 

method of computational agent-based modeling (Adner et al. 2009; Harrison et al. 2007; 

Macy and Willer 2002)  provides multiple examples how in such a complex multi-agent 

system simple theoretical assumptions may generate counter-intuitive implications that 

would have been overlooked without model formalization (e.g. Frank and Fahrbach 1999; 

Siggelkow and Rivkin 2006; Stasser 1988). Accordingly, we conducted a strict test of the 

logical consistency of our reasoning (Adner et al. 2009) with a formal computational model. 

In fact, we test if the four propositions really follow logically from the assumptions of Lau 

and Murnighan’s theory. Furthermore, our formal analyses revealed a new and unexpected 

effect of strong faultlines in work teams that has been overlooked in previous theorizing. 

Our formal model is based on the two mechanisms of Lau and Murnighan’s (1998) 

informal reasoning: homophilious selection of interaction partners and influence with 

persuasive arguments. In this model, each of the N team members is represented as an 

agent i characterized by D demographic attributes (ci,d) and K opinions (oi,k), where d refers to the 

d’th demographic dimension and k to the k’th opinion. The demographic attributes can 

either take the value 1 or -1 ( { }1;1−∈di,c ) and remain unchanged in the progress of 

interaction. The opinions of the actors vary between -1 and +1 ( 11 +≤≤− ki,o ) and are 

open to influence.  

Agents base their opinions on arguments ak,l. For simplicity, we represent arguments as 

being either in favor of or against holding a pro-opinion (oi,k > 0) on the corresponding 

issue ( { }1;1−∈lk,a ). For each issue k there exist P pro arguments (ak,l = 1) and C con 
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arguments (ak,l = -1). Which arguments exist in a given work team setting is summarized in 

the arguments matrix. This matrix has K columns and P+C rows. Cells with a row number 

smaller than P+1 hold pro arguments, i.e. ak,l = +1. The remaining columns hold con 

arguments, i.e. a ak,l = -1. Matrix (a) in Figure IV.2 is an example of an argument matrix 

with one column (k=1) and 3 pro and 3 con arguments per issue (P=C=3). 

Figure IV.2: Example of the updating process 
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To take into account the limited cognitive capacities of humans, we assume that agents 

base their opinion not on all existing arguments but on a sample of S (S ≤ P+C) arguments. 

Technically, an agent’s opinion on issue k is the average value (ak,l) of the arguments the 

agent considers as relevant (see equation 1). Thus, the more pro (con) arguments an agent’s 

sample of arguments comprises the higher (lower) the value of the agent’s opinion will be.  

∑
=

=
S

l
lk,ki, a

S
o

1

1           (1) 

Furthermore, agents rank relevant arguments that address issue k according to their 

recency. As we show below, the more recent an argument is, the longer an agent will 

consider this argument for opinion formation. However, as equation (1) shows, the recency 

of an argument has no effect on the extent to which an argument shapes the current 

opinion. We denote recency (sk,l,i) for agent i of the argument l that addresses issue k with 

integer values between 0 and S { }Ss il,k, ,...0∈ . A recency value of sk,l,i = 0 indicates that the 

argument ak,l is not relevant for actor i. Values above zero indicate that this argument affects 

actor i’s opinion on issue k. The most recent argument has the recency value of sk,l,i = S, the 

second most recent argument has the value S-1, and so on. Thus, if three arguments are 

relevant (S=3), then one has a recency of 1, one has a recency of 2, and one has a recency 

of 3. See matrix b in Figure IV.2 for an agent’s relevance matrix for one issue (k=1), 6 

existing arguments per issue (P=C=3) of which only three are relevant at a time (S=3). This 
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agent considers one pro argument and two con arguments. According to equation (1) the 

agent adopts an opinion of oi,k=-1/3. 

We model the sense making process of a team as a sequence of events, each event 

corresponding to one interaction between two agents. An interaction starts with the 

partner selection phase and is continued by the social influence phase. In the partner 

selection phase, two agents are matched for interaction, based on homophilious selection. 

Subsequently, an opinion of one of the interacting agents is updated, based on the 

persuasive argument mechanism. 

IV.3.1. Homophilious selection 

We implement the partner selection phase as follows. In each event the computer program 

first randomly picks an agent i*. All agents have at all events the same probability to be 

picked. Then an interaction partner j (j ≠ i*) is selected. To incorporate homophily, the 

probability that actor j is chosen as interaction partner depends on the similarity between i* 

and j. As confirmed by empirical research we assume that both demographic similarity 

(Ibarra 1992; McPherson and Smith-Lovin 1987; McPherson, Smith-Lovin and Cook 2001; 

Ruef, Aldrich and Carter 2003) and opinion similarity (Byrne 1971) increase the probability 

to interact. Similarity simi*,j varies between 0 and 1. A similarity of zero means that the two 

actors are maximally dissimilar whereas a value of 1 indicates that both hold the same 

opinions and the same demographic attributes. We assume that all attributes are equally 

weighted in the calculation of similarity. Formally,  
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The probability that actor j is selected as interaction partner (pj) is derived from the relative 

similarity of i* and j compared to the similarities of i* to all other actors, except i* herself. 

To vary the strength of homophily we include furthermore a parameter h into the model (h>0). 

The higher the value of h, the more the relative similarity of the focal agent i* and agent j 

increases the likelihood that j will be chosen as an interaction partner. Technically, 
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Equation 3 shows that the more similar j is to i*, the higher is the probability that they will 

interact. If two actors differ maximally with regard to their opinions and their demographic 

attributes then the probability of interaction equals zero.  

IV.3.2. Persuasive Arguments 

After the interaction partners i* and j* have been selected for the respective event, agent i* 

is influenced by j*. We implement social influence through persuasive arguments in two 

steps. First, one of the arguments that j* considers as relevant is adopted by i*. For this, 

one of the K opinions is selected randomly for update (k*), with the same probability (1/K) 

for all opinions. Then one of the S arguments that are relevant for j is picked (ak*,l*) with 

equal probability (1/S) for all relevant arguments. Arguments that are not relevant for j* are 

not chosen. The chosen argument is adopted by i*. Technically, the argument ak*,l*  in i*’s 

relevance matrix adopts the value S+1 (sk*,l*,i* = S+1). 

When an agent’s relevancy matrix has been updated repeatedly, it is likely that all 

existing arguments have been adopted at least once. However, it does not seem reasonable 

that after some time agents consider all arguments as relevant. To avoid this, we 

implemented a second step of the influence process. The second step assures that the 

number of arguments that are relevant for an agent remains constant at S during the whole 

sense making process. This implies that when an agent i* has adopted an argument that has 

not been relevant before, one of the arguments that are currently relevant for i* will be 

dropped. We assume that agents drop the argument that has been adopted least recently. 

This reflects the idea that every time an agent hears an argument from an interaction 

partner, the cognitive importance of that argument is reinforced. The longer ago an 

argument has been heard from another agent for the last time, the less important the 

argument is considered to be and sooner or later it will be seen as entirely unimportant. 

Technically, we implement this in the model such that the relevance matrix of i* is updated 

by subtracting one from all non-zero recency values. The argument that was communicated 

between i* and j* in the present event adopts at the end of the iteration a recency value of 

S (sk*,l*,i* = S). All other relevant arguments decline in recency. We also have tested 

alternative dropping rules, to assure the robustness of our results. Most importantly, we 

implemented that the argument for dropping is selected at random. Computational 

experiments revealed that all qualitative results reported below are robust to this 

modification of the model. 
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To illustrate the updating phase, Figure IV.2 contains two examples. Assume that 

matrix (b) is the initial relevancy matrix of agent i*. Matrix (c) is the relevancy matrix of i*’s 

interaction partner j*. Before the update, the first argument is not relevant for i* (see the 

circle in matrix (b)), but it is relevant for j*. Hence, it is possible that i* adopts the first 

argument, resulting in the updated relevance matrix for i* shown in (d). Here the 

communicated argument is maximally recent (see the circle in matrix d). The recency of the 

remaining arguments has been reduced by 1. Note that this changed i*‘s opinion which 

shifted from -1/3 to +1/3 because i* adopted a pro and dropped a con argument. As a 

second example, assume now that not the first argument is selected for update but 

argument number 4. This argument has already been relevant for i* (see the square in 

matrix (b)). However, its recency has increased due to the interaction with j* (see the 

square in matrix (e)). Note that this has no consequence on i*’s opinion. 

Interaction events are iterated until the system reaches equilibrium (Young 2001). 

Our model has exactly two equilibria, corresponding to perfect consensus or perfect 

subgroup polarization. Perfect consensus is reached when all agents hold the same 

opinions and, base these opinions on the same arguments. Then, no further change is 

possible. If all agents hold the same opinion but base that opinion on different arguments, 

then opinions can still change in upcoming events. Perfect subgroup polarization obtains if 

there are two subgroups, the members of each subgroup agree on all opinions and 

arguments with each other and the pairwise similarity (simi,j) between agents of different 

subgroups is zero. That is, the members of the subgroups maximally differ with respect to 

all demographic attributes and all opinions. If all members of the subgroups base their 

opinions on the same arguments, then this outcome is stable. 

Obviously, the second equilibrium can only be reached in teams where faultline 

strength is maximal (f=1), because in these teams there are no crisscrossing agents. 

Crisscrossing agents share at least one demographic attribute with members of both 

demographic subgroups. Accordingly, if there is a crisscrossing agent and the two 

subgroups still disagree, a positive probability remains that arguments of the one subgroup 

are adopted by the other and the disagreement will vanish.  

Some of our propositions and experiments focus on the duration of the sense making 

process, i.e. the time that it takes before consensus or perfect polarization has been 

reached. To be sure, we refrain from formulating statements about effects of the 

independent variables in our experiments on the absolute duration (e.g. in days or seconds) 

of the sense making process. We are not aware of any empirical evidence that would allow 
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assessing meaningfully the duration of a simulated interaction event in real time. However, 

it seems reasonable to assume that the more interaction events occur before equilibrium, 

the longer such a process also would take in real time. This allows us to compare the length 

of the process in terms of number of events under different conditions. 

IV.4. Simulation Experiments  

The central outcome variable of faultline theory is the level of subgroup polarization in 

work teams. To quantify subgroup polarization we use a measure called polarization (Flache 

and Mäs 2008a). It captures the degree to which the group can be separated into a small set 

of factions who are mutually antagonistic in the opinion space and have maximal internal 

agreement. To compute polarization, we use the variance of pairwise opinion agreement 

across all pairs of agents in the population, where agreement is ranging between -1 (total 

disagreement) and +1 (full agreement), measured as one minus the average distance of 

opinions (averaged across all K subdimensions). This measure obviously adopts its lowest 

level of zero for the case of perfect opinion consensus. The maximum level of opinion 

polarization (polarization=1) is obtained when the population is equally divided between the 

opposite ends of the opinion scale at -1 and +1 and all opinion dimensions are perfectly 

correlated. 

To test whether our propositions follow consistently from the model, we conducted 

computational experiments varying three model parameters: the strength of faultlines (f), 

the initial correlation between demographic attributes and opinions (w) and the strength of 

homophily (h). For the remaining parameters we imposed values that are realistic and allow 

at the same time that the model generates sufficient variance in the outcome variables. 

Across all conditions, we assumed a team size of 20 (N=20) and used three fixed 

(demographic) attributes (D=3). Furthermore we assume that only one issue is relevant 

(K=1). Including further issues (K>1) makes it necessary to control for the correlations 

between the opinions and between each opinion and the demographic attributes. Since we 

focus here on the effects of demographic faultlines, we decided to keep the number of 

parameters varied in the experiment low and consider only one issue. Finally, we assumed 

that there exist always 10 pro (P=10) and 10 con (C=10) arguments. We assigned the value 

4 to S in all conditions meaning that the actors base their opinions on 4 arguments. 

To vary faultline strength (f) in the experiments, we used exactly the same 

distributions of demographic attributes that we used in Figure IV.1 (cf. Flache and Mäs 



IV. Argument Exchange and Demographic Faultlines 

 

111

2008a; 2008b). We varied the Pearson correlation between each pair of demographic 

attributes from 0 to 1 in steps of .2. Of course, there are many alternative distributions of 

the three variables that result in the same bivariate correlations. The distributions we used, 

however, are the only ones that produce equal correlations between all pairs of 

demographic attributes and at the same time keep diversity maximal. We chose equal 

correlations to resolve a conceptual unclarity in Lau and Murnighan’s definition of faultline 

strength. Do we, for example, speak of a strong faultline if two variables x and y are 

perfectly correlated but completely unrelated to a third variable z? Or, would we regard the 

faultline as stronger or weaker if x and y are correlated only with r=.8 but the correlation 

between x and z would rise to .6? These questions do not occur if all pairs or variables are 

equally correlated. Furthermore, considering unequal correlations between the 

demographic attributes does not affect the results. Also with unequal correlations, it holds 

that the weaker the correlation between the demographic dimensions, the smaller are the 

subgroups and the more crisscrossing actors there are in a team. Furthermore, as long as 

not all pairwise correlations are maximal (f=1), crisscrossing actors must be present.    

To manipulate the level of initial congruency (w), we related the initial opinion to the 

first demographic attribute. The extent to which this affects the correlation of the opinion 

with the remaining demographic attributes depends on faultline strength (f). The stronger 

the faultline, the higher is the correlation between the first demographic attribute and the 

other demographic attributes. Accordingly, the stronger the faultline, the more similar are 

the correlations between the opinion and the first, second etc. demographic attribute. 

Technically, we assigned S arguments to each agent. For each of the S arguments, we 

assigned one of the existing pro arguments with the probability w when the agent holds the 

value 1 at the first demographic attribute and one of the con arguments otherwise. Agents 

with the value -1 at the first demographic attribute received a pro argument with 

probability 1-w. For instance, if w is 0.5, then pro and con arguments always have the same 

probability to be assigned. On average, this results in a Pearson-correlation between the 

first demographic attribute and the opinion of zero. However, as w increases, agents with 

the value 1 (-1) at the first demographic attribute more likely receive a pro (con) argument. 

This entails a higher Pearson-correlation between the first demographic attribute and the 

opinion as w increases. Under w=1, the opinion and the first demographic attribute 

perfectly align. More precisely, all agents that hold the value 1 at the first demographic 

attribute also hold opinion values of 1 and all agents who belong to the other demographic 

subgroup on the first dimension, hold opinion values of -1.  
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We varied w between .5 and 1 in steps of .1. We do not consider w-values below .5. 

Such values would lead to a negative correlation between the opinion and the demographic 

attributes. Since the actual values of the opinion and the demographic attributes have no 

substantial meaning, it makes no difference if opinions and demographic are positively or 

negatively correlated. To test the effects of the strength of homophily we manipulated the 

parameter h (see equation 3), varying it between 1 and 5 steps of 1. A value of h=1 

expresses that agents have a weak preference to interact with similar team mates. The value 

of h=5 corresponds to a very strong homophily. 

All in all we inspect 6*6*5 = 180 conditions in our computational experiments. The 5 

conditions in which faultline strength is maximal (f=1) and the initial correlation between 

opinions and demographic attributes is maximal (w=1) have been excluded because the 

similarity (simi,j) between agents is under this condition either 1 or 0. In these cases, it is 

logically impossible that members of different subgroups will interact and opinions will 

therefore not change. For reliability, we conducted 500 independent replications per 

condition. 

IV.5. Results 

We present the results in three steps. In the first step, we present two ideal-typical 

simulation runs to illustrate model dynamics. We then turn to the consistency tests of the 

four propositions. Finally, we present additional analyses that revealed an unexpected effect 

of faultline strength.  

IV.5.1. Ideal-typical simulation runs 

Figure IV.3 demonstrates an ideal-typical simulation run with maximal faultline strength 

(f=1). To trigger subgroup polarization, we imposed conditions that, according to the 

propositions, make polarization very likely. We assumed strong homophily (h=5) and 

imposed a relatively strong correlation of initial opinions with demographic attributes 

(w=.8). The latter generated for this run an initial Pearson correlation between the opinion 

and the three demographic attributes of .77. Figure IV.3 shows the development of 

polarization and the distribution of the opinion at different stages of the simulation run. The 

histograms show the respective opinion distribution. The network pictures describe the 

resulting interaction structure. In the network pictures, each agent is represented by a circle. 

The color of a circle indicates to which of the two demographic subgroups the respective 

agent belongs. Each pair of agents that has a nonzero overall similarity (simi,j) is connected 
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by a line, symbolizing that there is a nonzero probability that these two agents interact. 

Because we focus here on the development of opinions in the team, the arrangement of the 

circles is only based on opinion similarity. Thus, circles are arranged in a way such that the 

nearer agents are placed to each other, the more similar their opinions are (Kamada and 

Kawai 1989; McFarland and Bender-deMoll 2007). 

Figure IV.3: Ideal-typical run with maximal faultline strength (f=1, h=5, w=.8) 
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Initially (1st event in Figure IV.3), the opinion was almost uniformly distributed in this 

simulation run. Nevertheless, the corresponding network picture reveals that there are 

already initially systematic opinion differences between the demographic subgroups. The 

change of the histograms of the subsequent events shows that over time opinion 

differences between the subgroups increase. Consequently, the number of lines between 

the subgroups also decreases over time. Eventually (by event 3400) the subgroups hold 

maximally opposing opinions. The exchange of arguments between subgroups stopped at 
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this point, because there is neither an overlap in demographic attributes nor in opinions 

between agents from different subgroups. Opinion changes have now become impossible 

because agents only interact with team members hold the same opinion and arguments.  

Figure IV.4: Ideal-typical run with 3 crisscrossing agents (f=.8, h=5, w=.8) 
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Figure IV.3 depicts ideal-typical dynamics that ended in a stable group split. This shows 

that our model can generate the dynamics that Lau and Murnighan described in their 

informal reasoning if the faultline is maximally strong. Proposition 2, however, expects that 

dynamics differ crucially when crisscrossing actors are present. Figure IV.4 shows an ideal-

typical run that supports the proposition. In this run, faultlines were slightly weaker than in 

the condition of Figure IV.3. For comparison, we retain all further parameters of the first 

illustrative run with maximal faultline strength (h=5, w=0.8), but we slightly reduce the 
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strength of the faultline to f=0.8. Now, the team contains three crisscrossing agents (see the 

three squares in network pictures of Figure IV.4). Initially (see 1st event), the opinion is 

again almost uniformly distributed and the demographic subgroups already hold somewhat 

different opinions. Again, we observe increasing subgroup polarization, just as Lau and 

Murnighan proposed. After the 705th event the work teams fell apart into two opposing 

subgroups with maximally different opinions. Within the two subgroups, the agents share 

the same opinions and also quickly coordinate on a common vector of arguments. 

However, the two subgroups are not completely unconnected: due to the three 

crisscrossing actors there is still some exchange of arguments between the subgroups. The 

network picture of the 11750th event demonstrates that one of the crisscrossing actors 

adopted an argument that changed his opinion. Subsequently, this argument spreads in the 

crisscrossing actors’ subgroup and the opinion differences between the subgroups decrease 

(see event 13160). This convergence process continues until overall consensus is reached. 

IV.5.2. Consistency tests of the propositions  

Long- term effects. According to Lau and Murnighan, higher faultline strength entails 

more subgroup polarization (proposition 1). Proposition 2, however, claims that in teams 

with non-maximal faultline strength this effect can only be observed in the short term. Our 

experiments clearly confirmed proposition 2. All simulated work teams with faultline 

strength below its theoretical maximum eventually ended in overall opinion consensus. 

That is, all team members held the same opinion and based it on exactly the same 

arguments. 

In teams with maximally strong faultlines, however, we found perfect subgroup 

polarization, but not in all simulation runs. Figure IV.5 shows how the initial congruency 

(w) and the strength of homophily (h) affected the frequency of runs that ended in perfect 

subgroup polarization. More precisely, the size of the bubbles in Figure IV.5 corresponds 

to the percentage of runs under the respective condition that ended in stable group splits. 

For instance, 49.6% of 500 runs with very strong homophily (h=5) and very strong initial 

correlation between the opinion and the demographic attributes (w=.9) ended in a group 

split with two equally large subgroups and maximally opposing opinions. As suggested by 

the propositions 3 and 4, the higher the values of h and w are, the more likely subgroup 

polarization occurs. Figure IV.5 thus confirms that our implementation of Lau and 

Murnighan’s mechanisms can explain stable subgroup polarization in teams with maximally 

strong faultlines. But, even with maximal faultline strength, group splits remain unlikely if 
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homophily is weak or the opinions are not already initially strongly aligned with the 

demographic attributes. 

Figure IV.5: Percentage of runs that ended in stable splits (f=1) 
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Short-term effects. Proposition 2 predicts increasing subgroup polarization in the short 

term even though teams reach consensus in the long term. To asses the short term 

polarization in the simulated work teams we measured the maximal value of polarization that 

teams exhibited during simulation runs and compared this value to the runs’ initial value of 

polarization. The difference between these two values indicates to which degree groups 

split up in the short run independent on whether the split occurred right at the beginning 

of the run or later. To test if faultlines trigger short term polarization (proposition 2), 

Figure IV.6 shows bar graphs broken down by faultline strength (f). The gray part of each 

bar in Figure IV.6 depicts the average initial level of polarization in the teams. The black part 

of the bars shows the average increase in polarization. Both parts add up to the average of 

the maximal value of polarization. We excluded the conditions where w=1, because here 

polarization is initialized at it’s logical maximum and cannot further increase. Figure IV.6 

shows a stronger increase in the maximal value of polarization as faultlines become stronger 

(f) and thus supports proposition 2. At least in the short run, faultlines trigger subgroup 

polarization. 
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Figure IV.6: Average maximal opinion polarization over f, (15000 runs per bar) 
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According to proposition 3, the higher the initial congruency, the stronger should be short 

term effects of strong faultlines on polarization. To test that, we display in Figure IV.7 the 

effects of congruency (w) on maximal polarization broken down by faultline strength f. The 

figure shows that the initial polarization depends on w (see the gray parts of the bars). This is 

a technical consequence of congruency that occurs because opinions align closer with the 

50:50 split on the values of +1 and -1 in the first demographic attribute, as w increases. 

There is, however, no such relationship of initial opinion polarization to faultline strength 

because the distribution of the first demographic attribute is the same for all levels of 

faultline strength. It turns out that the maximal value of polarization (see the complete bars) 

in all subgraphs increases with w. However, as the size of the black areas shows, this is 

mainly the result our manipulation of w. If faultlines are not strong (f<.8), the mean 

increase of polarization declines with the initial correlation between opinion and the first 

demographic attribute. We believe that this results from a ceiling effect. If faultlines are 

weak, then most pairs of agents have a relatively high similarity (simij) because of shared 

demographic attributes. The potential of opinion polarization in these teams is thus very 

low. If w is high, these teams start out close to their potential maximum of polarization. As a 

consequence, polarization can only rise moderately above the initial level and will decline 

soon thereafter. If faultlines are strong (f>.6), however, the model produces the effect of w 

that Proposition 3 expected. The black parts of the bars in the subgraphs for faultline 

strengths of .8 and 1 show that a higher initial correlation of opinion and first demographic 

attribute entails more opinion polarization.  
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Figure IV.7: Average maximal opinion polarization over w, by f (2500 runs per bar) 
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Proposition 4 suggests that subgroup polarization should increase with stronger 

homophily. Figure IV.8 confirms that the increase in polarization (see the black parts of the 

bars) is higher for stronger homophily (h). Comparison of different faultline levels also 

reveals that the effect of homophily strength increases in the strength of faultlines (f). If 

faultlines are weak, then even a very strong preference of the agents to interact with similar 

team members will cause only little increase in polarization in the short run. If faultlines are 

stronger, then strong homophily results in a larger increase in polarization. 

Figure IV.8: Average maximal opinion polarization over h, by f (2500 runs per bar) 
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IV.5.3. Relative time until convergence  

The simulation experiments have confirmed that all teams that contain crisscrossing actors 

eventually arrived at consensus, even though many polarized in the short term. The 

analyses of the length of this convergence process, however, led to an unexpected and 

counter-intuitive result: the stronger the faultline in a team and the stronger homophily, the 
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faster the teams arrive at consensus. Figure IV.9 shows a bubble graph expressing the 

average number of events it took until the runs ended in overall consensus, broken down 

by faultline strength (f) and homophily strength (h). The graph shows that the less events 

were needed to reach consensus, the stronger the faultline was. It also shows that stronger 

homophily is associated with faster emergence of opinion consensus.  

To confirm this counter-intuitive result, we conducted simulation experiments where 

teams started with perfect polarization (w=1) and varied faultline strength. In the runs with 

weak faultlines (f=0) the teams very quickly overcame the group split but it took them very 

long to arrive at consensus. By contrast, it took the teams with a strong faultline (f=.8) 

longer to overcome the initial group split. However, once the split was overcome, the 

teams quickly found a consensus.  

Figure IV.9: Average number of events until the teams arrived at an overall consensus 
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We explain this effect as a consequence of the interaction structure in teams with strong 

faultlines. The same interaction structure that causes subgroup polarization in the short 

term accelerates the convergence process as soon as the opinion split has been overcome. 

As we have shown in Figure IV.1, teams with strong faultlines consist of subgroups. 

Frequent exchange of arguments within the subgroups makes the subgroups reach internal 

consensus quickly. When there are crisscrossing agents, however, from time to time new 

arguments enter a subgroup and lead to changing opinions and a new subgroup consensus. 

If there are only a few crisscrossing agents present (strong faultlines), this process leads to a 

gradual convergence of opinions across the subgroups. Most importantly, this accelerates 

coordination on a single vector of arguments in the whole team much faster. The reason is 

that subgroups adopt a new argument and drop one of the arguments used before. Once 

an argument is dropped by a subgroup, it will not reoccur in later interactions. With weak 
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faultlines, however, there are more crisscrossing agents and new arguments enter the 

discussion within subgroups more frequently. This can be so frequent that subgroups do 

not manage to find consensus before a new argument enters. As a consequence, the 

number of arguments and opinion diversity within each subgroup remains high and the 

gradual convergence of subgroups that we found in groups with strong faultlines does not 

develop. Furthermore, frequent argument exchange with crisscrossing actors leads to a fast 

spread of arguments across the entire team. Thus, if a subgroup collectively drops an 

argument, this argument may still be used by other team members and might re-enter the 

discussion in the subgroup over and over again. Overall, the convergence of opinions 

occurs faster in the structured interaction network of a team with a strong faultline than in 

the unstructured communication pattern in a team with a weak faultline. 

IV.6. Summary and Implications  

Lau and Murnighan (1998) argued that teams with a strong demographic faultline likely 

experience subgroup polarization. We challenged this prediction, arguing that Lau and 

Murnighan overlooked the important role of crisscrossing actors in the sense making 

process of teams. Crisscrossing actors are team members who share some demographic 

attributes with multiple subgroups and can thus function as a bridge over the faultline. We 

showed that the faultline concept implies that even teams with very strong faultlines 

comprise at least a few crisscrossing actors. Accordingly, we argued that also in teams with 

strong faultlines there are processes that could prevent subgroup polarization or, if teams 

are polarized, help to overcome group splits. This led us to propose that strong faultlines 

breed subgroup polarization only in the short run. If there are crisscrossing actors in a 

team, even teams with strong faultlines will eventually overcome polarization. Moreover, 

we propose that Lau and Murnighan’s theory implicitly factors crisscrossing effects in, 

although they did consider this explicitly. To underpin this claim, we developed a formal 

model based on the central behavioral assumptions of Lau and Murnighan’s theory. We 

conducted computational experiments to test whether our new propositions follow 

consistently from the behavioral assumptions. Our analyses clearly confirmed this. We also 

proposed that faultline effects may crucially depend on core assumptions hidden in 

previous theoretical elaborations. We found that stronger faultlines only imply opinion 

polarization if demographic attributes are strongly correlated with the opinions of team 

members even before they influence each other. Moreover, to logically derive effects of 

strong faultlines, the assumption is needed that homophilious selection plays an important 
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role in interactions within the team. Finally, contrary to intuition, our simulations revealed 

that teams with strong faultlines might be faster in arriving at an opinion consensus.  

Our analyses confirm that teams with strong faultlines experience more polarization 

than teams with weak faultlines. However, if faultlines are not maximally strong, effects of 

faultline strength occur only for the short term dynamics in a team. In the long run, group 

splits disappear sooner or later. This appears to be good news for managers. Nevertheless, 

we advise readers to interpret our results with caution. The main purpose of our analysis 

was to point to hidden implications of the mechanisms assumed by faultline theory. This 

does not preclude that other mechanisms not considered by the theory may lead to 

different consequences. Specifically, our formal model did not consider the possibility that 

social identities form around subgroups in the process of a group split. Members of the 

subgroups may then “act to legitimize the subgroups, and conflict between them may 

continue to be likely” (Lau and Murnighan 1998: 333). Strong subgroup identification may 

motivate team members to refuse communication with crisscrossing actors. Identification 

might also promote the development of stereotypes about the demographic subgroups. 

Since crisscrossing actors fit into none of the stereotypes, they may be rejected by members 

of both demographic subgroups. If such negativity arises then crisscrossing actors will not 

be able to conciliate.  

Despite the possibility that identity formation may reduce the influence of 

crisscrossing actors, our results should also not be discarded too readily. We have shown 

that integrating effects of crisscrossing actors can in the long run only be precluded if these 

actors are perfectly excluded from the interaction networks within the subgroups. Even if 

subgroup identities form, it seems a rather extreme assumption that they can entirely 

prevent any subgroup influence via crisscrossing actors. It seems more plausible that the 

strength of subgroup identities affects how long it takes until the initial group splits can be 

overcome, but not the eventual outcome given the team has enough time to converge to a 

consensus. This also suggests that in the actual practice of work teams, crisscrossing actors 

may be important to overcome the negative effects of faultlines if management succeeds in 

creating conditions that support their integrating role. For example, an amicable and 

friendly environment in the work team may be important to reduce subgroup 

identifications and may therefore facilitate the exchange of arguments between the 

subgroups via crisscrossing actors.  

This paper revealed that short term consequences of group dynamics might crucially 

differ from their effects in the long run. Other recent contributions also proposed effects 
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of time on consequences of demographic diversity in work groups. Most prominently, 

Harrison et al. (2002) argued that as team members get to know each other, the relevance 

of surface level (demographic) characteristics will diminish and members will base selection 

of interaction partners more on psychological similarity (personality, values, attitudes, 

beliefs). Like our reasoning, their argument suggests that the impact of demographic 

diversity and thus of demographic faultlines declines over time (see also: Pelled, Eisenhardt 

and Xin 1999). However, we have shown that this follows already from the elementary 

behavioral assumptions of faultline theory, without the need to necessarily include 

additional mechanisms such as the distinction between surface similarity and psychological 

similarity. This demonstrates that already relatively simple models of social processes can 

be too complex to grasp their logical consequences by informal reasoning. Formal 

methods, therefore, are useful to study such complex systems and to reveal unexpected 

consequences of theories that may remain undiscovered otherwise. 
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V. Individualization and Clustering15 

Abstract 
The models which we have discussed so far can explain opinion polarization. However, 
they fail to explain clustering. In this chapter, we will focus on the clustering problem. 
Existing social influence models can generate clustering when the assumption is included 
that individuals refuse to interact with others that are too dissimilar. However, we will 
show that clustering breaks down when this assumption is slightly relaxed. A possible 
solution to this problem, based on classical sociology, incorporates striving for 
individualization. However, we will show that within the existing modeling framework, this 
also fails to explain opinion clustering. In particular, we will demonstrate that allowing tiny 
individual opinion perturbations (white noise) triggers social influence cascades that 
inevitably lead to monoculture. However, increasing noise implies rampant individualism 
rather than clustering. 
We will present a new solution to the clustering problem and show that the new model 
does generate clustering. The key element of our model is the assumption that individuals 
will increase their uniqueness only when many others hold similar opinions. Individuals 
who do not share an opinion with many others are already unique and do not need to 
individualize.  
In a computational experiment, we will identify conditions under which populations split 
up into homogenous clusters with distinct opinions. Once they have developed, clusters are 
temporarily stable but may merge. Merging, however, triggers the development of new 
clusters. In this way, clustering is a stable outcome. Paradoxically, the new model's 
predictions are not only robust to noise, but noise is the central mechanism that triggers 
cluster formation. 

V.1. Introduction 

Modern societies are characterized by a large degree of pluralism in social, political 

and cultural opinions (Fiorina and Abrams 2008). Yet, individuals typically interact within 

small communities. Recently, the clustering of social interactions (Barabasi and Albert 

1999; Palla, Barabasi and Vicsek 2007; Watts and Strogatz 1998) has been extensively 

studied, from email communication (Liben-Nowell and Kleinberg 2008) to phone calls 

                                                 

15 This chapter was written together with Andreas Flache and Dirk Helbing. An elaborated version of this 
chapter has been accepted for publication at PLoS Computational Biology. The title of the published article 
is: “Individualization as driving force of clustering phenomena in humans”. It will be freely available online 
(www.ploscompbiol.org).  
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(Palla, Barabasi and Vicsek 2007) to scientific collaboration networks (Newman 2004), or 

sexual contacts (Liljeros et al. 2001). It is much less understood, however, how the pattern 

of opinion clustering that characterizes pluralism comes about.  

Empirical studies suggest that opinions differ globally, while they cluster locally 

within geographical regions (Glaeser and Ward 2006), socio-demographic groups (Mark 

2003), or internet communities (Lazer et al. 2009). The lack of a theoretical understanding 

of opinion clustering is pressing, since both, local consensus and global diversity are 

precarious. On the one hand, cultural diversity may get lost in a world where people are 

increasingly exposed to influences from mass media, Internet communication, interregional 

migration, and mass tourism, which may promote a universal monoculture (Friedman 

2005; Greig 2002), as the extinction of languages suggests (Sutherland 2003). On the other 

hand, increasing individualization threatens to disintegrate the social structures in which 

individuals are embedded, with the possible consequence of the loss of societal consensus 

(Beck 1994; Durkheim 1997 [1893]). This is illustrated by the decline of the social capital 

binding individuals into local communities (McPherson, Smith-Lovin and Brashears 2006). 

Early formal models of social influence imply that monoculture is unavoidable, 

unless a subset of the population is perfectly cut off from outside influences (Abelson 

1964). Social isolation, however, appears questionable as explanation of pluralism. In 

modern societies, distances in social networks are quite short on the whole, and only 

relatively few random links are required to dramatically reduce network distance (Watts and 

Strogatz 1998). 

Aiming to explain pluralism, researchers have incorporated the empirically well-

supported observation of “homophily”, i.e. the tendency of “birds of a feather to flock 

together” (Aral, Muchnik and Sundararajan 2009; McPherson, Smith-Lovin and Cook 

2001), into formal models of social influence (Nowak, Szamrej and Latané 1990). These 

models typically assume ``bounded confidence'' (BC) in the sense that only those 

individuals interact, whose opinions do not differ more than a given threshold level 

(Deffuant, Huet and Amblard 2005; Hegselmann, Flache and Möller 2002). As Figure 

V.1A illustrates, BC generates opinion clustering, a result that generalizes to model variants 

with categorical rather than continuous opinions (Axelrod 1997; Nowak, Szamrej and 

Latané 1990). However, clustering in the BC-model is sensitive to “interaction noise”: A 

small random chance that agents may interact even when their opinions are not similar, 

causes monoculture again (see Figure V.V. 1B).  
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Figure V.1:  Typical opinion dynamics generated by the Bounded confidence model 

 
Opinion dynamics produced by the bounded confidence (BC) model (Hegselmann and Krause 2002) with 
and without noise for populations of 100 agents on an opinion scale ranging from -250 to 250. Initial 
opinions are uniformly distributed. For visualization, the opinion scale is divided into 50 bins of equal size. 
Color coding indicates the relative frequency of agents in each bin. (A) Dynamics of the BC-model without 
noise (Hegselmann and Krause 2002) over 10 iterations. At each simulation event, one agent's opinion is 
replaced by the average opinion of those other agents who hold opinions oj within the focal agent's 
confidence interval (oi-ε < oj < oi+ε). For ε=0.05, one finds several homogeneous clusters, which stabilize 
when the distance between all clusters exceeds the confidence threshold ε. (B) Computer simulation of the 
same BC-model, but considering interaction noise. Agents that would otherwise not have been influential, 
now influence the focal agent's opinion with a probability of p=0.01. This small noise is sufficient to 
eventually generate monoculture. (C) Simulation of the BC-model with opinion noise. After each opinion 
update, a normally distributed random value drawn from N(0,θ) is added to the opinion. Under weak opinion 
noise (θ=5), one cluster is formed, which carries out a random walk on the opinion scale. When the opinion 
noise is significantly increased (θ=18), there is still one big cluster, but many separated agents exist as well (cf. 
Figure V.4). With even stronger opinion noise (θ=20), the opinion distribution becomes completely random. 

 

To avoid this convergence of opinions, it was suggested that individuals would 

separate themselves from negatively evaluated others (Macy et al. 2003; Mark 2003). 

However, recent empirical results do not support such “negative influence” (Krizan and 

Baron 2007). Scientists also tried to avoid convergence by “opinion noise”, i.e. random 

influences, which lead to arbitrary opinion changes with a small probability. Similar to 

earlier modeling work on nominal social-influence models (Carley 1991; Klemm et al. 2003a; 

Klemm et al. 2003b; Mark 1998; Mark 2003), Pineda et al. (2009) included uniformly 

distributed opinions noise. This implementation of opinion noise assumes sudden, large, 

and unmotivated opinion changes of individuals. However, theories of social integration 

(Beck 1994; Durkheim 1997 [1893]; Hornsey and Jetten 2004; Vignoles, Chryssochoou and 

Breakwell 2000) and empirical studies of individualization (Imhoff and Erb 2009; Snyder 

and Fromkin 1980) show a tendency of incremental opinion changes rather than arbitrary 
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opinion jumps. Incremental opinion changes, however, tend to promote monoculture, 

even in models with categorical rather than continuous opinions (Klemm et al. 2003a). 

Figure V.1 demonstrates that adding a “white noise” term (N(0,θ)) to an agent's current 

opinion in the BC model fails to explain opinion clustering. Weak opinion noise (θ=5) 

triggers convergence cascades that inevitably end in monoculture. Stronger noise restores 

opinion diversity, but not pluralism. Instead, diversity is based on frequent individual 

deviations from a predominant opinion cluster (for θ=18). However, additional clusters 

can not form and persist, because opinion noise needs to be strong to separate enough 

agents from the majority cluster - so strong that randomly emerging smaller clusters cannot 

stabilize.  

In conclusion, the formation of persistent opinion clusters is such a difficult puzzle 

that all attempts to explain them had to make assumptions that are difficult to justify by 

empirical evidence. The solution proposed in the following, in contrast, builds on 

sociological and psychological research.  The key innovation is to integrate another decisive 

feature into the model, namely the “striving for uniqueness” (Imhoff and Erb 2009; Snyder 

and Fromkin 1980). While individuals are influenced by their social environment, they also 

show a desire to increase the uniqueness when too many other members of society hold 

similar opinions. This  suggests that noise in individual opinion formation is adaptive, 

creating a dynamic interplay of the integrating and disintegrating forces highlighted by 

Durkheim's classic theory of social integration (Durkheim 1997 [1893]). Durkheim argued 

that integrating forces bind individuals to society, motivating them to conform and adopt 

values and norms that are similar to those of others. But he also saw societal integration as 

being threatened by disintegrating forces that foster individualization and drive actors to 

differentiate from one another (Beck 1994; Hornsey and Jetten 2004; Vignoles, 

Chryssochoou and Breakwell 2000). The continuous “Durkheimian opinion dynamics 

model”' proposed in the following can explain pluralism, although it incorporates all the 

features that have previously been found to undermine clustering: (1) a fully connected 

influence network, (2) absence of bounded confidence, (3) no negative influence, and (4) 

white opinion noise. From a methodological viewpoint, our model builds on concepts 

from statistical physics, namely the phenomenon of ”nucleation”(Stanley 1971), illustrated 

by the formation of water droplets in supersaturated vapor. However, by assuming 

adaptive noise, we move beyond conventional nucleation models.  
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Computational experiments reveal that our model generates pluralism as an 

intermediate phase between monoculture and individualism. When the integrating forces 

are too strong, the model dynamics inevitably implies monoculture, even when the 

individual opinions are initially distributed at random. When the disintegrating forces 

prevail, the result is what Durkheim called “anomie”, a state of extreme individualism 

without a social structure, even if there is perfect consensus in the beginning. Interestingly, 

there is no sharp transition between these two phases, when the relative strength of both 

forces is changed. Instead, we observe an additional, intermediate regime, where opinion 

clustering occurs, which is independent of the initial condition. In this regime, adaptive 

noise entails robust pluralism that is stabilized by the adaptiveness of cluster size. When 

clusters are small, individualization tendencies are too weak to prohibit a fusion of clusters. 

However, when clusters grow large, individualization increases in strength, which triggers a 

splitting into smaller clusters (“fission”). In this way, our model solves the cluster 

formation problem of earlier models. While in BC models, white noise causes either 

monoculture or fragmentation (Figure V.1C), in the Durkheimian opinion dynamics model 

proposed here, it enables clustering. Therefore, rather than endangering cluster formation, 

noise supports it. In the following, we describe the model and identify conditions under 

which pluralism can flourish. 

V.2. The Model 

The model has been elaborated as an agent-based model (Bonabeau 2002) addressing 

the opinion dynamics of interacting individuals. The simulated population consists of N 

agents i, representing individuals, each characterized by an opinion oi(t) at time t. The 

numerical value for the opinion varies between a given minimum and maximum value on a 

metric scale.  

We use the term “opinion” here, for consistency with the literature on social 

influence models. However, oi may also reflect behaviors, beliefs, norms, customs or any 

other cardinal cultural attribute that individuals consider relevant and that is changed by 

social influence. The dynamics is modeled as a sequence of events. Every time t'=k/N, the 

computer randomly picks an agent i and changes the opinion oi by the amount 
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The first term on the rhs of Eq. 1 models the integrating forces of Durkheim's 

theory. Technically, agents tend to adopt the weighted average of the opinions oj of all 

other members j of the population. Implementing homophily, the social influence wij that 

agent j has on agent i is the stronger, the smaller their opinion distance dij = |oj - oi| is. 

Formally, we assume 
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The parameter A represents the range of social influence of agents. For small 

positive values of A, agents are very confident in their current opinion and are mainly 

influenced by individuals who hold very similar opinions, while markedly distinct opinions 

have little impact. The higher A is, however, the more are agents influenced by individuals 

with considerably different opinions and the stronger are the integrating forces in our 

Durkheimian theory. 
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The larger the standard deviation, the stronger are the individualization tendencies of 

an agent. Following Durkheim's theory, equation 3 implements the assumption that an 

agent's striving for individualization is weak, if there are only a few others with similar 

opinions.  Under such conditions, there is no need to increase distinctiveness. However, if 

many others hold a similar opinion, then individuals are more motivated to differ from 

others. 

By including the focal agent i in the sum of Eq. 3, we assume that there is always 

some opinion noise, even when agent i holds a perfectly unique opinion. These fluctuations 

may have a variety of reasons, such as misjudgements, trial-and-error behavior, or the 

influence of exogenous factors on the individual opinion.  

We use the parameter s to vary the strength of the disintegrating forces in society. 

The higher the value of s, the higher is the standard deviation of the distribution, from 

which ξi is drawn, and the stronger are the disintegrating forces. Finally, to keep the 



V. Individualization and Clustering 

 

129

opinions of the agents within the bounds of the opinion scale, we set the value of ξi to zero, 

if the bounds of the opinion space would be left otherwise. 

V.3. Results 

We have studied the Durkheimian opinion dynamics model with extensive computer 

simulations, focussing ourselves on relatively small populations (N=100), because in this 

case it is reasonable to assume that all members may interact with each other. For bigger 

groups one would have to take into account the topology of the social interaction network 

as well. Such networks would most likely consist of segregated components 

(“communities”), which are not or only loosely connected with each other (Liben-Nowell 

and Kleinberg 2008; Liljeros et al. 2001; Newman 2004; Palla, Barabasi and Vicsek 2007). 

Because of the weak or missing connections between communities, it would not be so 

surprising if each community developed its own, shared opinion. In small, completely 

connected populations, however, the occurrence of diverse opinions is puzzling, as it 

cannot result from a lack of contacts between agents. 

To illustrate the model dynamics, Figure V.2 shows three typical simulation runs for 

different strengths s of disintegrating forces, while the strength A=2 of the integrating 

force is kept constant. In each run, all agents start with an opinion in the middle of the 

opinion scale (oi=0), i.e. conformity. This is an initial condition for which the classical BC-

model does not produce diversity. Figure V.2A shows typical opinion trajectories for a 

population, in which the integrating forces are much stronger than the disintegrating 

forces. Consequently, the population develops collective consensus, i.e. the variation of 

opinions remains small, even though not all agents hold exactly the same opinion. 

Triggered by the random influences ξi, the average opinion performs a characteristic 

random walk. 

When the disintegrating force prevails, the pattern is strikingly different. Figure V.2B 

shows that for large noise strengths s, the initial consensus breaks up quickly, and the 

agents' opinions are soon scattered across the entire opinion space. 
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Figure V.2:  Typical opinion dynamics generated by the Durkheimian model 

 
Opinion trajectories of three representative simulation runs with 100 agents over 10.000 iterations generated 
by the Durkheimian model. In all three runs, the opinions are restricted to values between -250 and 250, and 
all agents hold the same opinion initially (oi(0)=0 for all i). In all runs, we assume the same social influence 
range A=2, but vary the strength s of the disintegrating force. (A) Monoculture, resulting in the case of a 
weak disintegrating force (s=0.4). Agents do not hold perfectly identical opinions, but the variance is low. (B) 
Anomie (i.e. extreme individualism), generated by a very strong disintegrating force (s=6). Agents spread over 
the complete opinion scale. The black line represents the time-dependent opinion of a single, randomly 
picked agent, showing significant opinion changes over time, which is in contrast to the collective opinion 
formation dynamics found in the monocultural and pluralistic cases (A) and (B).  (C) For a moderate dis-
integrating force (s=1.2), the population quickly disintegrates into clusters. As long as these clusters are small, 
they are metastable. However, clusters perform random walks and can merge (e.g. around iteration 5500). As 
the disintegrating force grows with the size of a cluster, big clusters eventually split up into subclusters (e.g. 
around iteration 7000). The additional graph, in which each agent's opinion trajectory is represented by a solid 
black line, is an alternative visualization of the simulation run with s=1.2. It shows that the composition of 
clusters persists over long time periods.  
 

Simulation scenarios A and B are characteristic for what Durkheim referred to as 

states of social cohesion and of anomie. Interestingly, however, pluralism arises as a third 

state in which several opinion clusters form and coexist. Figure V.2C shows a typical 

simulation run, where the adaptive noise maintains pluralism despite the antagonistic 

impacts of integrating and disintegrating forces - in fact because of this. In the related region 

of the parameter space, disintegrating forces prevent global consensus, but the integrating 

forces are strong enough to prevent the population from extreme individualization. This is 

in pronounced contrast to what we found for the BC-model with strong noise (Figure 

V.1C). Instead, we obtain a number of coexisting, metastable clusters of a characteristic, 

parameter-dependent size. Each cluster consists of a relatively small number of agents, 

which keeps the disintegrating forces in the cluster weak and allows clusters to persist. 

(Remember that the tendency of individualization according to Eq. 3 increases, when many 

individuals hold similar opinions.) However, due to opinion drift, distinct clusters may 

eventually merge. When this happens, the emergent cluster becomes unstable and will 

eventually split up into smaller clusters, because disintegrating forces increase in strength as 

a cluster grows. 
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Strikingly, the state of diversity, in which several opinion clusters can coexist, is not 

restricted to a narrow set of conditions under which integrating and disintegrating forces 

are balanced exactly. Figure V.3 demonstrates that opinion clusters exist in a significant 

area of the parameter space, i.e. the clustering state establishes another phase, which is to 

be distinguished from monoculture and from anomie.  

Figure V.3: Dependence of the average number of clusters in the Durkheimian model 
on the strength s of the disintegrating force and the range A of social influence 

 
We conducted computer simulations with N=100 agents, starting with initial consensus (oi(0)=0 for all i). We 
restricted opinions to values between -250 and 250. The strength s of the disintegrating force varied between 
s=0.4 and s=8 in steps of 0.4, while A varied between A=0.2 and A=4 in steps of 0.2. For each parameter 
combination, we conducted 100 independent replications and assessed the average number of clusters formed 
after 250,000 iterations (see z-axis and the color scale). The two transparent (gray) surfaces depict the inter-
quartile range, which indicates a small variance in the number of clusters (and also typical cluster sizes) for 
each parameter combination. The horizontal grids indicate the borders of the three phases, as defined by us. 
An average cluster size below 1.5 indicates monoculture. Values between 1.5 and 31 reflect clustering. Finally, 
values above 31 correspond to opinion distributions that cannot be distinguished from random ones and 
represent a state of anomie. 
 

To generate Figure V.3, we conducted a simulation experiment in which we varied 

the influence range A and the strength s of the disintegrating force. For each parameter 

combination, we ran 100 replications and measured the average number of clusters that 
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were present after 250,000 iterations. To count the number of clusters in a population, we 

ordered the N agents according to their opinion. A cluster was defined as a set of agents in 

adjacent positions such that each set member was separated from the adjacent set members 

by a maximum of 5 scale points (= opinion range/N). Figure V.3 shows that, for large 

social influence ranges A and small noise strengths s, the average number of clusters is 

below 1.5, reflecting monoculture in the population. In the other extreme, i.e. for a small 

influence range A and large noise strengths s, the resulting distribution contains more than 

31 clusters, a number of clusters that cannot be distinguished from purely random 

distributions. Following Durkheim, we have classified such cases as anomie, i.e. as the state 

of extreme individualism. Between these two phases, there are numerous parameter 

combinations, for which the number of clusters is higher than 1.5 and clearly smaller than 

in the anomie phase. This constitutes the clustering phase. Figure V.3 also shows that, for 

each parameter combination, there is a small variance in the number of clusters, which is 

due to a statistical equilibrium of occasional fusion and fission processes of opinion 

clusters (see Figure  V.2C). 
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Figure V.4: Comparison of developments of average number of clusters in experiments 
starting with monoculture and experiments starting with uniform opinion distributions 

 
Graphs demonstrate for 9 out of 40 conditions of the experiments that after 25*106 simulation events the 
same average number of clusters obtained independent on the initial opinion distribution. Red lines depict 
average number of clusters in the experiment which started from monoculture (described in Figure V.3). The 
green lines show results from an identical experiment where we assigned random values (drawn from uniform 
distribution) to initial opinions of the agents. 

 

The same results were found, when starting the computer simulations with a uniform 

opinion distribution instead of perfect monoculture. Figure V.4 compares the 

developments of the average the number of clusters in the main experiment with initial 

monoculture and the replicated experiment with uniform opinion distributions at the 

outset. The central message of Figure V.4 is that the trajectories of each condition 

approach the same value and remain stable. This clearly demonstrates that simulations ran 

long enough and that clustering is indeed an attractor under certain conditions. 
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Figure V.5: Comparison of the opinion distributions generated (A) by the Durkheimian 
model and (B) by the noisy BC-model 

 
Comparison of the opinion distributions generated (A) by the Durkheimian model and (B) by the noisy BC-
model, showing the size of the biggest cluster over the number of clusters (in all simulation runs that resulted 
in more than one and less than 32 clusters). A is based on the simulation experiment underlying Figure V.3. B 
was generated by a simulation experiment with the BC-model (Hegselmann and Krause 2002), in which we 
varied the bounded confidence level ε between 0.01 and 0.15 in steps of 0.02 and the noise level θ between 5 
and 50 in steps of 5. We conducted 100 independent replications per parameter combination and measured 
the number of clusters and the size of the biggest cluster after 250,000 iterations.  
White solid lines represent the average size of the biggest cluster. The dark blue area shows the respective 
interquartile range and the light blue area the complete value range of the size of the biggest cluster. For 
comparison, we generated randomly fragmented opinion distributions of N=100 individuals as follows:  n 
agents were assumed to hold a random opinion, drawn from a normal distribution with an average of zero 
and a standard deviation of 50. The remaining N-n agents were assumed to hold opinion oi=0, thereby 
forming one big cluster. We varied the value of n between 0 and 100 in steps of 1 and generated 1000 
distributions per condition. For each distribution, we determined the number of clusters and the size of the 
biggest cluster. The average size of the biggest cluster is shown by the thin yellow-black line. (The curve stops 
at 22, since this is the highest number of clusters generated.) The bold yellow-black lines represent the related 
interquartile range.  
In essence, we find that the interquartile range of the Durkheimian model is not consistent with the 
hypothesis of random fragmentation. Even the complete value range of the Durkheimian model (blue area) 
hardly overlaps with the interquartile range of the fragmented distributions (yellow area). This demonstrates 
that the Durkheimian model shows clustering rather than fragmentation. In contrast, Figure V. 4B illustrates 
that the distributions of the noisy BC-model and the results for random fragmentation overlap. 

 

Additional statistical tests were performed to make sure that the existence of clusters 

in our model indeed indicates pluralism and not fragmentation, a state in which a 

population consists of one big cluster and a number of isolated agents (see Figure V.5). 

While the Durkheimian opinion dynamics model is consistent with cluster formation (see 

Figure V.5A), the noisy BC model rather shows random fragmentation (see Figure V.5B). 

V.4. Discussion 

The emergence and persistence of pluralism is a puzzling phenomenon in a world in 

which social networks are highly connected and social influence is an ever present force 

that reduces differences between those who interact. We have developed a formal theory of 

social influence that, besides anomie and monoculture, shows a third, pluralistic phase 
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characterized by opinion clustering. It occurs, when all individuals interact with each other 

and noise prevents the convergence to a single opinion, despite homophily. 

Our model does not assume negative influence, and it behaves markedly different 

from bounded confidence models, in which white opinion noise produces fragmentation 

rather than clustering. It would be natural to generalize the model in a way that also 

considers the structure of real social networks. This basically requires one to replace the 

values wij by wijaij, where aij are the entries of the adjacency matrix (i.e. aij = 1, if individuals i 

and j interact, otherwise aij=0). In such a case, resulting opinion clusters are expected to 

have a broad range of different sizes, similar to what is observed for the sizes of social 

groups. 

Our model highlights the functional role that ``noise'' (randomness, fluctuations, or 

other sources of variability) plays for the organization of social systems. It furthermore 

shows that the combination of two mechanisms (deterministic integrating forces and 

stochastic disintegrating forces) can give rise to new phenomena. We also believe that our 

results are meaningful for the analysis of the social integration of our societies. Both 

classical (Durkheim 1997 [1893]) and contemporary (Beck 1994) social thinkers argue that, 

in modern and globalized societies, individuals are increasingly exposed to disintegrating 

forces that detach them from traditional social structures. In other words, the social forces 

that motivate individuals to follow societal norms may lose their power to limit individual 

variation. Durkheim feared that this will atomize societies (Durkheim 1997 [1893]). That is, 

he thought the tendency towards individualization would turn societies ``anomic'' as they 

modernize: Durkheim felt that extreme individualization in modern societies would 

obstruct the social structures that traditionally provided social support and guidance to 

individuals.  

Today, modern societies are highly diverse, but at the same time they are far from a 

state of anomie as foreseen by Durkheim. Our model offers an explanation why and how 

this is possible: Besides monoculture and anomie, there is a third, pluralistic clustering 

phase, in which individualization prevents overall consensus, but at the same time, social 

influence can still prevent extreme individualism. The interplay between integrating and 

disintegrating forces leads to a plurality of opinions, while metastable subgroups occur, 

within which individuals find a local consensus. Individuals may identify with such 

subgroups and develop long-lasting social relationships with similar others. Therefore, they 

are not isolated and not without support or guidance, in contrast to the state of anomie 

that Durkheim was worried about. 
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We have seen, however, that pluralism and cultural diversity require an approximate 

balance between integrating and disintegrating forces. If this balance is disturbed, societies 

may drift towards anomie or monoculture. It is, therefore, interesting to ask how the 

current tendency of globalization will influence society and cultural dynamics. The Internet, 

interregional migration, and global tourism, for example, make it easy to get in contact with 

members of distant and different cultures. Previous models (Axelrod 1997; Greig 2002) 

suggest that this could affect cultural diversity in favor of a monoculture. However, if the 

individual striving for uniqueness is sufficiently strong, formation of diverse groups (a large 

variety of international social communities) should be able to persist even in a globalizing 

world. In view of the alternative futures, characterized by monoculture or pluralism, further 

theoretical, empirical, and experimental research should be performed to expand our 

knowledge of the mechanisms that will determine the future of pluralistic societies. 
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VI. Samenvatting - Dutch summary 

Moderne samenlevingen worden gekenmerkt door een grote diversiteit van 

meningen. Zo tonen langetermijnstudies naar maatschappelijke houdingen van Amerikanen 

aan dat de meningen over belangrijke onderwerpen als gevoelens ten aanzien van Afro-

Amerikanen, opvattingen over seksegelijkheid en de meningen omtrent abortus zeer 

gevarieerd zijn. De diversiteit van meningen is gedurende enkele tientallen jaren 

onveranderd zeer groot gebleven en is ten aanzien van een aantal aspecten zelfs alleen maar 

toegenomen. Ook in kleine sociale groepen speelt de diversiteit van meningen een 

belangrijke rol. Zo toont onderzoek naar de groepsdynamiek binnen organisaties aan dat 

teamleden er vaak niet in slagen meningsverschillen binnen het team te verkleinen. 

De bestaande theorieën over de dynamiek van meningen zijn niet toereikend om dat 

patroon te verklaren. Die theorieën gaan uit van de veronderstelling dat mensen zo worden 

beïnvloed door hun netwerkcontacten dat zij steeds meer op elkaar gaan lijken. Formele 

modellen met betrekking tot de dynamiek van sociale beïnvloeding binnen grote populaties 

tonen aan dat meningen als gevolg van sociale beïnvloeding steeds meer naar elkaar 

toegroeien, wat uiteindelijk leidt tot volstrekte eenvormigheid van meningen. 

Dit boek gaat over de tegenstelling tussen de grote diversiteit van meningen die we 

empirisch waarnemen en de voorspelling, op grond van modellen met betrekking tot 

sociale beïnvloeding, dat de diversiteit van meningen steeds verder zal afnemen. Ons doel 

is nieuwe theorieën te ontwikkelen die een verklaring kunnen bieden voor de diversiteit van 

meningen en waarmee kan worden onderzocht onder welke omstandigheden die diversiteit 

ontstaat. We willen vooral twee specifieke patronen van diversiteit verklaren die op basis 

van de bestaande theorieën niet verklaard kunnen worden: clustering van meningen en 

polarisatie van meningen. Met clustering van meningen wordt bedoeld het hardnekkige 

bestaan van verschillende subgroepen die intern homogeen zijn maar onderling afwijken. 

Polarisatie van meningen heeft betrekking op het ontstaan van subgroepen die geleidelijk 

steeds verder van elkaar verwijderde meningen ontwikkelen.  
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In dit boek richten we ons op drie mechanismen die we verwerken in de bestaande 

theorieën van sociale beïnvloeding. We ontwikkelen een aantal formele modellen waarmee 

we computerexperimenten uitvoeren om te testen of en onder welke omstandigheden de 

afzonderlijke mechanismen clustering en polarisatie kunnen helpen verklaren. 

In de eerste plaats richten we onze aandacht op de aanname van negatieve beïnvloeding. 

Op basis van recente bijdragen aan de literatuur over sociale beïnvloeding gaan we ervan 

uit dat mensen meningsverschillen groter proberen te maken om zich te onderscheiden van 

anderen. Computerexperimenten tonen aan dat het nieuwe model een verklaring kan 

bieden voor polarisatie van meningen. Als populaties voldoende gevarieerd zijn, zullen 

mensen met relatief radicale meningen zich in sterke mate anders voelen dan mensen met 

een tegenovergestelde mening en zullen zij proberen die verschillen groter te maken door 

nog radicalere meningen te ontwikkelen. Dat kan invloed hebben op actoren met 

gematigde meningen. Ze lijken op sommige van de mensen met radicale meningen en 

zullen positief door hen worden beïnvloed. Ook actoren met een aanvankelijk gematigde 

mening zullen als gevolg daarvan radicaliseren. Het aantal mensen met een gematigde 

mening neemt geleidelijk af, tot de populatie is verdeeld in twee groepen die maximaal van 

elkaar verschillen. 

Wij tonen aan dat een model waarin de aanname van negatieve beïnvloeding is 

inbegrepen een verklaring kan bieden voor polarisatie van meningen. We wijzen er echter 

ook op dat er tot dusver geen afdoend empirisch bewijs is voor negatieve beïnvloeding. 

Daarom ontwikkelen we een tweede theorie over polarisatie van meningen. In die 

benadering is het uitgangspunt dat mensen hun meningen baseren op argumenten en dat zij 

die argumenten onderling uitwisselen. Wanneer mensen met vergelijkbare meningen met 

elkaar communiceren, dan is het waarschijnlijk dat ze elkaar nieuwe argumenten aanreiken 

die hun meningen onderbouwen. Hun meningen worden daardoor radicaler. Wij tonen aan 

dat het uitwisselen van argumenten kan leiden tot polarisatie van meningen bij mensen die 

geneigd zijn vooral te communiceren met mensen met vergelijkbare meningen. In de 

interactie met gelijkgestemden wisselen mensen meestal argumenten uit die elkaars 

meningen zullen versterken. Actoren met enigszins gematigde opvattingen zullen daardoor 

geleidelijk radicaliseren. Dat proces kan zich gelijktijdig aan weerszijden van het spectrum 

van meningen ontwikkelen, waardoor er zich subgroepen vormen met meningen die steeds 

verder van elkaar verwijderd zijn. 

Ons derde model is gericht op clustering van meningen. Vooraanstaande 

sociologische theorieën en resultaten van empirisch onderzoek suggereren dat mensen 
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uniek willen zijn en dat zij hun meningen aanpassen wanneer zij merken dat er te veel 

anderen zijn die dezelfde mening als hen hebben. Wij passen dat idee toe in de structuur 

van sociale beïnvloeding en tonen aan dat het ontstaan van verschillende homogene 

clusters met uiteenlopende meningen daardoor kan worden verklaard. Clusters zijn, 

wanneer ze eenmaal zijn ontstaan, tijdelijk stabiel maar kunnen wel samensmelten. Als dat 

gebeurt, kan dat weer het ontstaan van nieuwe clusters veroorzaken. Zo is clustering een 

stabiel resultaat. 

Op basis van de nieuwe theorieën over diversiteit van meningen onderzoek wij onder 

welke omstandigheden meningen polariseren. We richten onze aandacht vooral op de 

effecten van demografische diversiteit op de dynamiek van meningen binnen werkteams. 

Onderzoek toont aan dat diversiteit op het gebied van aspecten als etnische achtergrond, 

religie en geslacht een gunstig effect op teams kan hebben omdat het sociale en cultureele 

kapitaal waarmee teams hun taken kunnen volbrengen, wordt uitgebreid. Tegelijkertijd 

kunnen demografische verschillen echter ook aanleiding geven tot meningsverschillen en 

spanningen die de prestatie in gevaar brengen. Deze overwegingen geven aanleiding tot de 

heel praktische vraag onder welke omstandigheden demografisch gevarieerde werkteams 

erin zullen slagen meningsverschillen te overwinnen en in staat zullen zijn gebruik te maken 

van de voordelen die zij bieden. 

Onze modellen bekrachtigen het idee dat demografische diversiteit dynamiek 

veroorzaakt in meningen in werkteams. We tonen echter aan dat ook zeer gevarieerde 

teams meningsverschillen kunnen overwinnen. We tonen vooral aan dat het effect van 

demografische verscheidenheid op de polarisatie van meningen afhankelijk is van de mate 

waarin er onderlinge samenhang bestaat tussen demografische eigenschappen in de groep. 

Zo is een groep bestaande uit twee zwarte mannen en twee blanke vrouwen vatbaar voor 

polarisatie van meningen. Die groep bestaat immers uit twee demografisch homogene maar 

onderling zeer verschillende subgroepen. Die verschillen zouden kunnen leiden tot 

negatieve beïnvloeding, wat kan leiden tot polarisatie. Een groep bestaande uit een zwarte 

en een blanke vrouw en een zwarte en een blanke man heeft dezelfde demografische 

verscheidenheid maar er is geen onderlinge relatie tussen de demografische eigenschappen. 

De teamleden hebben dus met bijna al hun collega’s een aantal demografische 

eigenschappen gemeen. Die overeenkomsten kunnen negatieve beïnvloeding voorkomen 

en zo polarisatie afremmen. 

Om kort te gaan: dit boek bespreekt nieuwe oplossingen voor het tot dusver 

onopgelost gebleven vraagstuk van het bestaan van diversiteit van meningen ondanks 
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sociale beïnvloeding. Er is nog veel werk te doen, maar wij denken dat de theorieën die in 

dit boek naar voren worden gebracht nieuwe uitgangspunten bieden voor vruchtbaar nader 

onderzoek. Ze reiken bovendien mogelijk nieuwe benaderingen aan om om te gaan met de 

dynamiek van meningen in groepen die beroepsbeoefenaren kunnen helpen polarisatie te 

voorkomen of, indien nodig, een gezonde diversiteit van meningen aan te moedigen. 
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