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[submitted]
Bhushan, N., Bringmann, L.,& Albers, C. Causal Search Algorithms: Simulation
and Application to Sustainable Ener Behaviours Research.

3
Causal Search Methods: Simulation

and Application to Sustainable

Energy Behaviours Research.

One of the main goals of science, is to understand and explore sub-

stantive causal relationships between variables underlying a phenomenon

of interest. Such causal theories are of interest because they help predict the

effects of interventions and are beneficial to both science and policy. Partic-

ularly in certain branches of applied psychology such as clinical psychology
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and environmental psychology, researchers and practitioners rely on psy-

chological interventions to bring about a desired change in behaviour. For

example, utilizing a so-called problem-based approach, researchers in envi-

ronmental psychology often design interventions which promote sustainable

energy behaviours. While designing interventions, researchers utilize causal

theories to target certain variables which are known to promote sustainable

energy behaviours and mitigate anthropogenic climate change (see for ex-

ample Steg et al., 2005). This is one out of many instances of theory-based

psychological interventions that have high societal relevance. In any case,

in order to design more effective interventions, a substantive theory about

the underlying causal mechanisms is highly desirable (Borsboom & Cramer,

2013; Heckman, 2006; Hernán & Taubman, 2008; Pearl, 2009).

One way of understanding underlying mechanisms and establishing

substantive causal theories is through randomised controlled trials (RCTs;

Fisher, 1937). In psychology, as in other branches of the empirical sciences,

RCTs are frequently advocated as the gold standard to infer and test causal

relationships. However, in the context of certain branches of psychology

such as environmental psychology, various real-world constraints do not per-

mit use of RCTs and researchers often resort to correlational studies (Vine et

al., 2014).

When RCTs are not feasible, graphical causal models offer a formal tool to

transparently represent and identify causal effects (Pearl, 2009). In the graph-

ical causal modelling framework, causation is defined in terms of the effects

of performing interventions (see do-calcul ; Pearl, 2009) and observing the
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effects of such interventions. To this end, given a graphical causal model rep-

resenting a substantive causal theory, researchers can carefully examine the

effects of performing an intervention and identify it’s causal effect on sustain-

able energy behaviours (Bhushan, Steg, & Albers, 2018).

However, when such substantive causal theories are yet to be developed,

data-driven methods can be used to explore plausible underlying causal struc-

tures, which can then be tested on a new dataset. In particular, so-called

causal search algorithms can be used to explore potential causal relation-

ships between variables of interest from observational data (Eberhardt, 2016;

Spirtes et al., 2000). The resulting causal graphs can then be used to iden-

tify and estimate causal effects of interest using the do-calcul (Pearl, 2009).

Next, these effects can then generate substantive hypotheses which can be

put to the test on a new dataset.

Causal search algorithms are categorized into predominantly two classes:

constraint-based methods and score-based methods (Eberhardt, 2016). Constraint-

based causal search algorithms aim to make informed guesses of plausible

causal structures by seeking to satisfy certain constraints (e.g., conditional

independence). In contrast, score-based causal search methods aim to find

the most plausible causal structure by maximizing a score (e.g., a model fit

criteria). In this chapter, we focus on two constraint-based methods which

are closely related to structural equation models (e.g., path models) and are

familiar to psychologists. Furthermore, constraint-based methods allow re-

searchers to explicitly encode background knowledge such as the presence

or absence of certain causal paths. In addition, there are extensions to these
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constraint-based causal search methods which allow researchers to search

causal relationships in the presence of non-normal errors, feedback between

variables, non-linear functional relationships, and latent variables (represent-

ing a hidden common cause). Due to these reasons, constraint-based causal

search methods can be considered to be a promising hypotheses-generating

tool in sustainable energy behaviours research.

To the best of our knowledge, the performance and applicability of causal

search methods to sustainable energy behaviours research is yet to be inves-

tigated. Specifically, little is known about the accuracy, i.e., how good are

these methods at retrieving a true causal relationships; and their precision,

i.e., how robust are the estimated relationships to sampling variability. While

similar simulation studies have already been conducted in disciplines such

as artificial intelligence (Heinze-Deml, Maathuis, & Meinshausen, 2018),

they are based on simulation settings which are not always feasible in the con-

text of sustainable energy behaviours research (e.g., unrealistic sample sizes

or assumptions that the underlying graph is sparse). To this end, before re-

searchers can apply causal search methods to explore causal relationships be-

tween a multivariate set of variables related to sustainable energy behaviours,

it is important to investigate their performance using a statistical simulation

study.

In the next section, we introduce graphical causal models and constraint

based causal search methods. Then, we present the design, performance mea-

sures, and the results of our simulation study. Next, we present two applica-

tions of causal search methods on real-world datasets from sustainable energy
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behaviours research. Finally, we conclude with a discussion of the results and

the practical implications of using these methods as a theory-generating tool

in sustainable energy behaviours research.

3.1 Graphical models in brief

A graph consists of a set of variables (or nodes) and a set of edges (or links)

indicating relationships between variables. Graphical models can be viewed

as a class of multivariate statistical models represented using graphs (or net-

works). In a graphical model, the nodes represent random variables, and the

edges represent relationships between the variables. In this chapter, we focus

on directed graphs, more specifically causal directed acyclic graphs (DAGs;

Pearl, 2009).

In a DAG, the directed edges represents direct causal effects between vari-

ables. In addition, causal effects are presumed to travel forward in time,

hence the graphs are directed and acyclic. DAGs are a generalized form of

structural equation models that are more widely used in the social sciences

(Bollen, 2002; Haavelmo, 1943; Wright, 1934). They can be viewed as non-

parametric structural equation models encoding qualitative assumptions

about probabilistic causal relationships between the variables of interest.

More specifically, a probabilistic causal relationship between two variables

X and Y tells us thatX is not a cause of Y if the conditional probability dis-

tribution of Y givenX is the same as the marginal distribution of Y (Dawid,

2010). Consequently, in the causal graphical modelling framework, proba-

bilistic independence corresponds to a causal effect of zero in the population
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and is indicated by the lack of an arrow between two variables. The presence

of an arrow between two variables indicates that there might be a causal ef-

fect in the population which is not strictly zero.

In the graphical models framework, carefully examining effects of an in-

terventions is based on a sound causal theory which is represented using a

DAG (Bhushan et al., 2018; S. Lauritzen, 2001; Pearl, 2009; Spirtes & Zhang,

2016). However, in cases when when there is no expert consensus or in com-

plex scenarios with a lot of variables, so-called causal search algorithms can be

used to explore plausible DAGs in a data -driven manner.

3.2 Causal search and causal identification: a motivating exam-

ple

To motivate how causal search can lead to more effective interventions, con-

sider an example from sustainable energy behaviours research. In order to

encourage households to engage in sustainable energy behaviours, policy

makers and researchers would like to design an intervention programme to

test the effects of providing households with feedback on the negative im-

pact of their energy use on the environment (the intervention) on engaging

in sustainable energy behaviours.

Identifying the causal effects of feedback on sustainable energy behaviours

now requires a substantive theory representing the mechanisms by which

feedback affects sustainable energy behaviours. Moreover, ideally such a the-

ory would also postulate the expected effect size of feedback on behaviour.

In cases where such theories do not exist (c.f., Karlin, Zinger, & Ford, 2015),
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Figure 3.1: Afewplausiblecausalstructuresrepresentingthemechanismsbywhichpartakingin
theinterventionprogrammeisassumedtoaffectengaginginsustainableenergybehaviours.

researchers can employ causal search techniques to gain insight into the ef-

fects of feedback on engagement in sustainable energy behaviours.

In practice, the proposed method consists of two major steps. In the first

step, the causal structure by which feedback influences engagement in sus-

tainable energy behaviours is estimated using a causal search method. In

the second step, researchers use the estimated causal structure and the do-

operator (see Pearl 2009) to estimate the causal effect of feedback on engag-

ing in sustainable energy behaviours. The estimated causal effect then serves

as a substantial hypothesis which can then be tested on a new dataset.

To go back to our example, assume that 200 households chose to partic-

ipate (self-select) in the study; and provide access to their electricity meter

readings. In addition, they also complete a questionnaire consisting of vari-

ables such as motivation, environmental concern, knowledge, and problem
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awareness which are predicted to be part of the mechanism by which feed-

back influences behaviour. Furthermore, similar measurements are obtained

from another set of households who were not exposed to feedback.

Given this multivariate dataset, let’s assume that Figure 3.1 displays a few

of the plausible candidate causal models that might explain the relationships

between partaking in the intervention programme and engaging in sustain-

able energy behaviours. Furthermore, applying a causal search algorithm to

this observational dataset reveals that Figure 3.1(b) is the most plausible data

generating model that is consistent with previous domain knowledge. The

model states that environmental concern acts as a confounder, i.e., it causes

household to partake in the intervention as well as engage in sustainable en-

ergy behaviours. Moreover, motivation to save energy is caused by engaging

in sustainable energy behaviours, but is not affected by partaking in the inter-

vention. Using this model as a reference, researchers can now identify and es-

timate the causal effect of feedback on energy saving behaviours using causal

identification criteria such as the back-door criteria (Pearl, 2009). This effect

can then be tested on a new dataset. If the effect is shown to be reliable and

reproducible, researchers can then roll-out an effective, theory-based feed-

back intervention which will have important implications for energy policy.

In sum, the objective of causal search is to explore plausible causal data

generating models by searching through the entire class of models which are

(i) consistent with the observed data and (ii) agree with the researchers’ back-

ground knowledge and assumptions. Consequently, if a particular causal

model is found, it can be used to generate hypotheses which are then tested
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on a new dataset.

3.3 Constraint-based causal search

The focus of this chapter is on a particular class of causal search methods

termed constraint-based causal search. Methods in this class make informed

guesses of plausible causal structures by using conditional independence as

a criteria. We illustrate conditional independence using a simple example.

Imagine we have a sample of elementary school students and we are inter-

ested in studying the relationship between their heights and vocabulary. To

this end, we measure their height (in cm) and the their vocabulary (e.g., num-

ber of distinct words they use on a daily basis). Furthermore, age (in years) is

be deemed to be related to both height and vocabulary. In simpler terms, the

older students become, on average, the taller they become; and similarly, the

older students become, on average, the more words they are familiar with.

Consequently, we expect height to be statistically independent of vocabu-

lary, but only if we control for age. The absence of a statistical relationship

between height and vocabulary when taking age into account is an example

of conditional independence. We can say that the height and vocabulary of

our participants are conditionally independent given their age.

In spite of conditional dependence being a key aspect of multivariate sta-

tistical models, i.e., a joint probability distribution factorized into a product

of conditional probabilities, there is nothing implicitly causal about it. This

is because it cannot predict the effect of performing interventions. Condi-

tional dependence is non-directional and is a statistical property which de-
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pends on the distributional assumptions underlying the data (Dawid, 1980).

For example, in a multivariate dataset assumed to have a multivariate nor-

mal distribution governing it’s values, conditional dependence corresponds

to the correlation coefficient between the variables after controlling for the

other variables in the dataset or as commonly termed - the partial correlation

coefficient.

In order to connect the notion of conditional independence with proba-

bilistic causal inference using DAGs, it is necessary to use a property known

as d-separation to read off conditional independence statements from a

graph. This property is also known as the causal Markov condition and links

causal inference and statistical independence. Two nodes in a DAG are said

to be d-separated if and only if the corresponding random variables are con-

ditionally independent of their non-effects and preceding causes given their

immediate causes (for a formal definition, see S. Lauritzen 2001; Pearl 2009).

For example, in Figure 3.1(b), motivation to save energy is d-separated from

environmental concern given that the household is engaging in energy sav-

ing behaviours, hence performing an intervention to increase a household’s

motivation to save energy will not affect their environmental concern.

In brief, a DAG encodes a set of conditional independence statements be-

tween variables and d-separation is a rule that must be used in order to read-

off such conditional independence statements from the graph. Constraint-

based causal search methods reverse-engineer this process. Rather than read-

ing off conditional independence statements from a graph, these methods

aim to infer such conditional dependencies from observational data using
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d-separation.

In this chapter, we review two commonly used constraint-based search

methods which use conditional independence as a rule to estimate causal

structures: (i) PC algorithm and (ii) LiNGAM algorithm. We chose these

methods based on their applicability to sustainable energy behaviours re-

search. We chose the PC algorithm as it assumes a linear-Gaussian causal

structure and sustainable energy behaviours researchers often use linear mod-

els assuming Gaussian errors while testing their theories. However, it is possi-

ble that measurements are sometimes highly skewed towards one end of the

scale due to self-selection or floor/ceiling effects. To this end, we include a

causal search algorithm which allows for non-normal error terms, termed the

LiNGAM algorithm.

3.3.1 Assumptions underlying constraint-based causal search

Constraint-based causal search often requires two causal assumptions which

cannot be tested statistically, so-called causal faithfulness and causal sufficiency
(Spirtes et al., 2000).

Causal faithfulness implies that the only set of conditional independence

relationships in a population are exactly those which can be determined us-

ing d-separation on the DAG assumed to have generated the population. In

simpler terms, assuming causal faithfulness implies that given a graph and the

associated joint probability distribution, the only independence relationships

in the distribution are those that follow from d-separation. Thus, faithful-

ness ensures that variables are statistically independent if and only if they do
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not causally effect each other in the underlying causal graph.

Causal sufficiency implies that common-causes of all pairs of variables are

measured and included in the causal model.

The PC algorithm assumes causal sufficiency and faithfulness whereas the

LiNGAM algorithm requires causal sufficiency. In addition, an extension

of the PC algorithm, the FCI algorithm was developed to relax the assump-

tion of causal sufficiency (Spirtes, Meek, & Richardson, 1995; Zhang, 2008).

However, evaluating the performance of the FCI algorithm is not trivial and

furthermore, the output of the FCI algorithm can’t be readily evaluated us-

ing the measures we use in our simulation study. To this end, we only in-

clude the two most commonly recommended causal search methods: PC and

LiNGAM (Eberhardt, 2016). We now briefly introduce these methods and

describe how they may estimate underlying causal structures.

3.4 Methods

3.4.1 PC algorithm

Named after it’s inventors Peter Sprites and Clark Glymour, this method as-

sumes the underlying DAG to model linear causal effects between variables

whose errors are assumed to be distributed normally (Spirtes et al., 2000).

This method breaks down the process of model search into a series of steps.

Initially, the PC algorithm estimates the skeleton of the underlying DAG.

The skeleton of a DAG is an undirected graph where the directed edges are

replaced by lines. To estimate the skeleton, statistical tests at a prescribed

alpha level (we use 0.1) are used to test for conditional independence state-
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Figure 3.2: ThePCalgorithmoftenleadstoasetofobservationallyequivalentcausalstructures
thathavethesamelikelihoodofgeneratingthegivendataset.Here(a)representsthetruedata

generatingmechanism.However,underlinear-Gaussianconstraints,thedataalonecannothelpthe
PCalgorithmdistinguishbetweenthetwoDAGs(c)and(d).Bothgraphsarecompatiblewiththe

conditionalindependencepatternsinthedataset,andarehenceintheequivalenceclass(b)
returnedbythePCalgorithm(Spirtesetal.,2000).However,notethatthetwoDAGshavevery
differenttheoreticalimplicationsforestimatingtheeffectofXonY.In(c),Z isaconfounder

whereasin(d),Z isamediator.

ments present in the data.

Assuming linear causal effects with normally distributed errors, this amounts

to testing for vanishing partial correlation coefficients. Specifically, a line be-

tween two variables is drawn only when the partial correlation coefficient

is significantly different from zero given subsets of the remaining variables.

Next, to orient the lines in the skeleton, a set of rules are used based on iden-

tifying collider structures. A variable is said to be a collider if it is a common

effect of two other variables (or their effects) and enforces a very specific form

of conditional dependence, which helps identify the direction of a causal ef-

fect.

Furthermore, the PC algorithm is highly unlikely to return a unique causal

graph. Under linear-Gaussian constraints, multiple causal structures may

lead to the same observed variance-covariance matrix. Therefore, given a

dataset, the PC algorithm may return a set of equivalent DAGs (termed the

equivalence class) where every DAG in this set has the same likelihood of
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generating the observed dataset. Consequently, when estimating a causal

effect based on the equivalence set of graphs, we cannot obtain an unique

causal effect, but a set of causal effects; one effect based on each DAG in the

set of equivalent causal graphs. However, despite this inherent uncertainly,

the equivalence class is still useful and can be used to estimate bounds on

causal effects of interest which can then be used as a useful hypothesis to be

tested on new data. For example, if we observe that all estimated effects in the

equivalence class for an effect of interest are greater than zero, we can then

proceed to perform a one-directional test on a new dataset.

3.4.2 LiNGAM algorithm

Similar to the PC algorith, the Linear Non-Gaussian Acyclic Model (LiNGAM)

algorithm represents variables as a linear function of their direct causes and

non-normal errors (Shimizu et al., 2006). Furthermore, when the PC algo-

rithm can do no better than to return a set of equivalent causal models, the

LiNGAM algorithm can return a unique causal model due to the asymmetry

of the error distribution (see also Dodge & Rousson, 2001). Furthermore,

there are several versions of the LiNGAM algorithm, notably, ICA-based

LiNGAM (Shimizu et al., 2006), directLiNGAM (Shimizu et al., 2011), and

Pairwise LiNGAM (Hyvärinen & Smith, 2013) each of which uses a differ-

ent estimator. In this chapter, we evaluate the performance of the so-called

base LiNGAM method - the ICA-based LiNGAM because, as of yet, the

other methods are not implemented in the R programming language.
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3.5 Simulation design

In this section, we first describe the data generating mechanism. Next, we

discuss the scoring measures we use to evaluate the performance of these

methods. Finally, we list out the simulation parameters and the values that

they take on.

3.5.1 Data generating mechanism

Similar to Heinze-Deml et al. (2018), we assume a linear structural causal

model as our default data generating model. More specifically, we assume a

path model (a DAG) as our data generating model. This model can be writ-

ten as:

Xi :=

p∑
j=1

βi,jXj + εi for j = 1, . . . , p (3.1)

WhereX is a p-dimensional random variable, B is a p × pmatrix of re-

gression coefficients, and ε denotes the error terms (n × p). Moreover, since

we assume acyclicity, feedback loops are not captured in matrix of regression

coefficients.

βi,i = 0 for i = 1, . . . , p

Consequently, the model in equation 3.1 can be written in vector notation

as:

X := BX+ ε (3.2)

55



The solution to equation 3.2 is then given by:

X = (I− B)−1ε (3.3)

In order to generateX, we first generate the effects matrix B, followed by

the error terms ε, and then use equation 3.3. To generate the effects matrix,

we first generate an adjacency matrix with at least one non-zero entry. More

specifically, a Bernoulli distribution parameterised by s is used to draw an

edge between two variables. This parameter represents the sparsity of the

causal model. Higher values of s imply that it’s more likely that an edge is

drawn between two variables which indicates a dense graph. Next, given this

adjacency matrix, we generate effects uniformly in the open interval−1 to 1

and assign them to the non-zero edges in the adjacency matrix. This gives us a

matrix of effects Bwhich corresponds to a DAG.

Next, we generate the error terms ε. In this study, the degree of confound-

ing due to latent variables is introduced by allowing for statistical depen-

dence between the error terms and is governed by the parameter ρ. As we

include non-normal error terms in our study,we use the multivariate skew-

normal distribution to represent the error distribution (Azzalini & Valle,

1996). This distribution is parameterised by a p dimensional mean vector

(which we assume to be zero-valued), a p × p dimensional covariance matrix

Σ where the parameter ρ determines the value of the non-diagonal terms in

Σ and lastly, αwhich governs the amount of skewness in the skew-normal

distribution. Furthermore, an α of zero represents a multivariate normal dis-

tribution (a specific case of the multivariate skew-normal distribution). Next,
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we sample nmeasurements from this error distribution ε to obtain the error

terms.

Finally, given B and ε, we now use equation 3.3 to sample n data points.

Then we run the PC and the LiNGAM algorithm on these data points and

compare their performance using two scoring measures which we introduce

in the following section.

3.5.2 Scoring measures

Given a true causal graphG, and an estimated causal graphH, in order to

evaluate the accuracy of our estimation procedure we require a measure of

how closely doesH resembleG. In this study, closeness refers to how simi-

lar the two graphs are in their graph structure, i.e. presence and absence and

direction of edges between nodes. Similarity in graph structure also implies

similarity in the causal effects they imply. This is because, as described in the

introduction, a common application of these causal graphs is to generate sub-

stantial hypothesis which can then be used to develop better intervention

programmes. Hence one would also like to check if the true graph and esti-

mated graphs are consistent when it comes to using them to identify causal

effects. Taking these criteria into account, we use two graph-theoretic mea-

sures, the Structured Hamming distance and the Structured intervention

distance as performance measures. An added advantage of both these mea-

sures is that they can quantify the distance between the true graph and the

estimated graph even in the presence of equivalent causal models (as returned

by the PC algorithm).
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Structured Hamming distance The Structured Hamming distance

(SHD) takes into account the presence (and absence) of relationships present

in the graph. Given a true data generating graphG and an estimated graph

H, the SHD between the two graphs is the number of edges that must be

added, removed or flipped in order to make the graphs identical. The advan-

tage of this metric is that it is easy to interpret, smaller the SHD, greater the

similarity between the graphs. Consequently, a SHD of zero indicates that

the estimated graph is identical to the true graph.

Structured intervention distance Similar to the SHD, the Struc-

tured Intervention Distance (SID; J. Peters & Bühlmann, 2015) also quanti-

fies differences in graph structure. However, the SID is explicitly designed to

compare two graphs with respect to the causal effects they imply. Given an

estimated causal graph, we can use graphical criteria (e.g., backdoor criteria;

Pearl, 2009) to obtain an interventional distribution which uses the presence

and absence and direction of arrows to identify causal effects between a pair

of variables. The SID computes such interventional distributions for all pair

of variables in the estimated graph. The number of pairs for which there is a

mismatch between the interventional distribution in the true graph and the

estimated interventional distribution is the total SID between the estimated

graph and the true graph. Therefore, lower the SID, higher the similarity be-

tween the two graphs in terms of the causal effects they imply. A SID of zero

indicates that the estimated graph is identical to the true graph.
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Table 3.1: Comparingperformancemeasuresusedinthesimulationstudy.Bothmeasureshavea
lowerboundof0whichindicatesthattheestimatedgraphandthetruegraphareidenticalin

structure.Dottedlinesrepresentincorrectlyestimatededges.Lineswithnoarrowheadsrepresent
ambiguousedges(equivalenceclassofthePC-algorithm)

True graph Estimated graph
True

adjacency

matrix

Estimated

adjacency

matrix

Structural

Hamming

distance

Structural

intervention

distance

X

Z

Y X

Z

Y

[
0 1 0
0 0 0
1 1 0

] [
0 1 0
0 0 0
1 1 0

]
0 0

X

Z

Y X

Z

Y

[
0 1 0
0 0 0
1 1 0

] [
0 0 0
0 0 0
1 1 0

]
1 2

X

Z

Y X

Z

Y

[
0 1 0
0 0 0
1 1 0

] [
0 1 1
0 0 0
0 1 0

]
1 4

X

Z

Y X

Z

Y

[
0 1 0
0 0 0
1 1 0

] [
0 1 1
0 0 0
1 1 0

]
1 [0, 4]

X

Z

Y X

Z

Y

[
0 1 0
0 0 0
1 1 0

] [
0 0 0
0 0 0
0 0 0

]
3 4

X

Z

Y X

Z

Y

[
0 1 0
0 0 0
1 1 0

] [
0 0 1
1 0 1
0 0 0

]
3 6

3.5.3 Notes on the performance measures

While, the lower bound for both, the SHD and the SID, is zero, they differ

in their higher bound. The SHD reaches it maximum either when (i) the es-

timated graph has no edges or (ii) the estimated graph has all the edges in the

opposite direction (see Table 3.1). Therefore, the SHD treats the absence of
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an edge and an edge in the wrong direction equivalently. However, in prac-

tice, these two errors must be deferentially weighted as they lead to different

interventional distributions. This is precisely what the SID does. As shown

in Table 3.1, the structured interventional distances penalizes an estimated

graph with a wrong edge more harshly in comparison to an estimated graph

with missing edges.

Furthermore, as described earlier, the LiNGAM algorithm returns one

unique graph whereas the PC algorithm returns a set of causal graphs which

are in the equivalence set of a unique causal graph. However, as direction of

edges in the equivalence set differ, graphs in the equivalence graphs encode

different interventional distributions. To this end, while comparing the sim-

ilarity between the equivalence class of graphs returned by the PC algorithm

and the true causal graph, the structural intervention distance is no longer a

unique measure, rather a set of measures; each distance measure corresponds

to one DAG in the equivalence class. Consequently, this set is bounded by

the causal graph with the lowest SID to the true graph (a lower bound) and

the causal graph with the highest SID to the true graph (upper bound).

3.5.4 Simulation summary

In summary, this study will assess the performance of these methods using

simulation settings typical to psychological studies and Figure 3.3 displays

the simulation framework for a single replication. The parameters for the

simulation study include the sample size (n), the number of nodes (p), graph
sparsity (s), the degree of non-normality of the error distribution, and the
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Table 3.2: Simulationparametersandvalues

Variable Description Value

n.sim number of replications 200

n sample size 50, 150, 300, 600

p number of variables 4, 8, 16, 32

s graph sparsity 0.1, 0.3, 0.6, 0.9

alpha asymmetry of the skew-normal distribution -6, 0, 6

rho degree of confounding 0.0, 0.4, 0.6

algo causal search method PC, LiNGAM

effect of latent confounders. See Table 3.2 for the values of these parameters

used in the simulation. We compared the accuracy of these methods using

the SHD and the SID in a full-factorial design (4 × 4 × 4 × 3 × 3 = 576

possible conditions). To ease interpretation, as both measures are bounded,

we scale the measures to bound them in the interval [0, 1] and lower scores

imply greater accuracy. Lastly, we run 200 replications in each condition

which we deem to be sufficient to investigate the precision of these methods.

Finally, we conducted an ANOVA to statistically model interactions between

parameters on the performance of the two methods.

3.5.5 Software and data analysis

We conducted the simulation study using R (R Core Team, 2017) with R

Studio as the integrated development environment (RStudio Team, 2017).

We used the R package pcalg (Kalisch, Mächler, Colombo, Maathuis, &
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Bühlmann, 2012) to estimate the causal graphs and computed evaluation

measures using the package SID (J. Peters, 2015). The R package compare

causal networks (Heinze-Deml et al., 2018) was used as an unified interface

to the methods in pcalg. Furthermore, we adapted the code from Rücker and

Schwarzer (2014) for the nested loop plots.

For the empirical application, we use the R package compare causal net-

works (Heinze-Deml et al., 2018) to estimate the graphs with stability se-

lection. Next, the causal graphs were visualized using the R package qgraph

(Epskamp et al., 2012). The R code used to run the simulation study and

empirical analyses can be found in the supplementary materials.

3.5.6 Exploration and visualization of results

We first explore the results of the large scale simulation study using a so-called

nested loop plot (Rücker & Schwarzer, 2014). The main reason of using this

plot over multiple trellis diagrams is to show the simulation results in a single

plot (as we have more than three simulation parameters). This plot is sim-

ilar to a time-series line chart where days are nested in weeks, and weeks in

months, and months in years etc. Similarly, the nested loop plot nests the

simulation settings in an ordered manner and arranges them consecutively

on the horizontal axis. For example, we nest levels of graph sparsity in lev-

els of number of variables, levels of number of variables is then nested in

levels of sample size. And the criterion of interest, in our case the structural

Hamming distance or the structural intervention distance, is displayed on the

vertical axis.
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While discussing the results of the simulation, we use the SID as it is more

conservative than the SHD (see Section 3.5.3). Interested readers are guided
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to the Appendix for the results using the structured Hamming distance as an

evaluation measure (see Figure 12).

3.6 Results

3.6.1 Effect of sample size

We do not observed marked differences in the SID with respect to sample

size. Figure 3.4 indicates that as the sample size increases from 50 to 600, the

overall pattern remains the same. Furthermore, we did not find a statistically

significant effect of the sample size on the performance of these methods at

an alpha level of 0.05. (For the LiNGAM algorithm ( [F(3, 114624) = 1.05,

p = 0.37, η2p = 0.00]; see Table 3). Similar results were obtained for the PC

algorithm). Therefore, it seems that there is insufficient evidence to suggest

that sample sizes considered have a significant effect on the performance of

the PC and the LiNGAM algorithm.

3.6.2 Effect of the number of variables

As it seems that the sample size does not influence the results, we can now

fix the sample size at a value (e.g., 300) and explore the influence of other

simulation parameters on the accuracy of the methods (see Figure 3.5). We

observe that there is a rising trend in the SID as the number of parameters

increases from 4 to 32. When p, the number of variables is 4 (the left quar-

ter of Figure 3.5), we observe that the two causal search methods perform

quite well. However, a clear structural change starts to emerge as we increase

the number of variables from 16 to 32. The results indicate that the PC and
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the LiNGAM algorithm become more biased as the number of variables in-

creases (for the simulation parameters considered here). Moreover, Figure

3.5 indicates an interaction between the number of variables and graph spar-

sity. This is also indicated by a statistically significant interaction between

graph sparsity and the number of parameters at an alpha level of 0.05 for the

LiNGAM algorithm ([F(9, 114624) = 115.45, p < 0.0005, η2p = 0.01]; see

Table 3). Similar results were obtained for the PC algorithm.
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3.6.3 Effect of graph sparsity

The influence of graph sparsity on the accuracy of causal search methods as

measured by the SID can be seen in Figure 3.5. All methods tend to become

less accurate as the true graph becomes less sparse (indicated by the rising

trend in each quarter of Figure 3.5). Regardless of the number of variables,

both the PC and the LiNGAM algorithm perform accurately in highly sparse

settings and perform poorly as the true graph becomes more dense. More-
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over, as described above, there is a statistically significant interaction effect

between graph sparsity and the number of parameters on the performance of

the LiNGAM algorithm ([F(9, 114624) = 115.45, p < 0.0005, η2p = 0.01];

see Table 3). Similar results were obtained for the PC algorithm.

3.6.4 Effect of skewness in the error terms

We vary the skewness of the error terms to explore the robustness of these

methods to deviations from their statistical assumptions. The PC algorithm

assumes that the error terms are Normal while the LiNGAM method re-

quires that at the most one of the error terms is Normal.

Figure 3.5 reveals that all methods are robust to deviations from normality

as the lines are relatively straight for different levels of non-normality. Skew-

ness of the error terms (either left-skewed or right-skewed) does not markedly

influence the performance of these methods as measured by the SID. The PC

algorithm seems to be robust to it’s assumptions that the error terms must be

normally distributed. However, as expected, the LiNGAM method performs

better when the error terms are non-normal rather than strictly normal, but

it seems to be robust to deviations from non-normality. The ANOVA re-

sulted in a effect size that was not statistically significant and close to zero

(For the LiNGAM algorithm, [F(2, 114624) = 0.12, p = 0.89, η2p = 0.00];

see Table 3; similar results were obtained for the PC algorithm).
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3.6.5 Effect of latent confounding

Looking at the smallest unit of Figure 3.5 showed that, with all other sim-

ulation settings held constant, both methods perform slightly better when

they meet their distributional assumptions and causal sufficiency is met.

Any deviation from causal sufficiency does not markedly affect the perfor-

mance of the two methods. Moreover, ANOVA indicated a that the effect

of latent confounding on the performance of the LiNGAM algorithm is

not statistically significant and close to zero ([F(2, 114624) = 0.12, p = 0.89,

η2p = 0.00]; see Table 3). Similar results were obtained for the PC algorithm.

Regarding interactions between parameters, ANOVA indicated that re-

gardless of the performance measure (SHD or SID), there is a statistically

significant interaction between graph sparsity and the number of variables

which influences the performance of the PC and the LiNGAM algorithm.

However, sample size, effect of latent confounders, and skewness of the er-

ror terms (and interactions between these terms) do not significantly affect

their performance. The results obtained using ANOVA are in line with the

findings obtained from visually exploring the results using the nested-loop

plot.

3.6.6 Reliability of estimated causal graphs

The simulation study revealed that the methods are highly sensitive to sam-

pling variation (see Figure 3.6). In particular, for both, the PC as well as the

LiNGAM algorithm, the standard errors are high when the algorithms re-

port the highest accuracy (in sparse settings with small number of variables).
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This implies that, in empirical settings, the estimated set of causal relation-

ships between variables may contain spurious relationships due to sampling

variability and this may lead to results that are highly unstable.

3.7 Discussion and considerations

We conducted a simulation study to compare the accuracy of two constraint-

based causal search methods to explore plausible causal structures in a com-

pletely data-driven manner. The results indicate that the sample sizes consid-
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ered in this simulation might not be sufficient to clearly distinguish between

the two methods in terms of their performance. Consequently, we found

that the sample sizes considered here (50 to 600) do not markedly influence

the accuracy of these methods. Next, regardless of the causal search method

used, we found that the interaction between number of variables and graph

sparsity has a marked influence in the performance of these methods, espe-

cially as the number of variables increase. Finally, we found that the PC and

the LiNGAM algorithm seem to be robust to deviations from their underly-

ing causal (causal sufficiency) and statistical assumptions (e.g., non-normality

of the error distribution). Finally, the simulation study revealed that the PC

and LiNGAM algorithm are highly sensitive to error due to sampling varia-

tion.

A key consideration is that of the evaluation criteria used. In this study, we

adopt the structural Hamming distance which compares the presence or ab-

sence of edges; and the structural intervention distance, a measure developed

to compare interventional statements implied by the estimated causal graphs.

They are both structural measures and we found discrepancy in the conclu-

sions reached by using either criteria. We chose these structural measures as

evaluation criteria given the aim of the simulation study, however, there are

several other measures that can be used to evaluating causal graphs depend-

ing on the aim of the study (de Jongh & Druzdzel, 2009; Garant & Jensen,

2016).

The results of this simulation study seem to indicate that while both

methods can be a useful tool to explore plausible causal relationships be-

70



tween variables, they tend to be unstable. Therefore, in empirical settings,

we recommend using a stability selection procedure to estimate the causal

graph which minimizes the chance of estimating a spurious causal relation-

ship (Meinshausen & Bühlmann, 2010). Similar to the bootstrap, this proce-

dure runs the PC and the LiNGAM algorithm on several sub-samples of the

original dataset and retains only the most stable edges using a tuning parame-

ter.

3.8 Empirical applications

In this section, we report the performance of the LiNGAM algorithm and

the PC algorithm on two empirical datasets. The simulation study revealed

that the PC and the LiNGAM algorithm are not stable, therefore, we use sta-

bility selection (Meinshausen & Bühlmann, 2010) to ensure that the results

are reliable and replicable. Specifically, we randomly perturbed the original

dataset and used 70% of the perturbed data as our bootstrapped dataset for

each selection run. Next, we conducted a total of 100 selection runs with a

node wise expected false positive rate of 2 and each run resulted in a set of sta-

ble edges. Lastly, an edge was present in the final graph if it was deemed to be

stable in more than 75% of the selection runs.

3.9 Empirical application 1: Buurkracht

We illustrate the use and value of causal search algorithms using a dataset

from a project on community energy initiatives. A study was conducted

among members and non members of 29 local community energy initia-
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tives across the Netherlands that were part of an overarching network called

Buurkracht (Buurkracht, 2018). This study aimed to study the psychologi-

cal factors including personal and social factors that can explain whether and

why community energy initiatives may be effective in fostering sustainable

energy behaviours. In order to understand why do people join such initia-

tives and it’s effectiveness, this project integrated variables from different

theories not studied together in combination before. To this end, we apply

causal search algorithms on this dataset to gain insight into the factors that

drive membership in these initiatives.

3.9.1 Methods and Materials

The study used a correlational design 313 participants who completed a

questionnaire which included 32 variables. The dataset consists of variables

from personal factors, factors related to the social context, evaluations (or

opinions) about energy companies and the government, self-reported sus-

tainable energy behaviours and intentions to engage in sustainable energy

behaviours (within the household and with the community) and other pro-

environmental and communal behaviours, socio-demographical variables,

and if they were a member of the community energy initiative. Most vari-

ables were measured on a 7-point Likert scale, ranging from 1 ‘completely

disagree’ to 7 ‘completely agree’. Membership was measured on a 5 point

scale where higher levels of membership indicates stronger involvement in

the community energy initiative (see Bhushan et al. (2019), for more details).

The empirical settings areN = 313, p = 32 and the use of ordinal scales
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were used makes it likely that the error distribution is skewed*. Based on

these assumptions, the simulation study indicates that the LiNGAM algo-

rithm is slightly more accurate than the PC algorithm. However, if the un-

derlying causal model is highly sparse, PC performs better than LiNGAM.

As we do not have sufficient information on which to base our bet on spar-

sity, we run both methods on the datasets.

*Statistical tests revealed that the data is non-normal, see Supplementary for more details

73



3.9.2 Results

Figure 3.7 displays the results of applying the PC algorithm with stability

selection on this dataset. First, we observe relationships between personal

factors that are in line with common theorizing. For example, in Figure 3.7,

an edge from biospheric values to environmental self-identity indicates that

intervening to make biospheric value more salient will strengthen environ-

mental self-identity (e.g. Van der Werff et al. 2013). Furthermore, we see that

environmental self-identity and personal importance of sustainable energy

behaviour, are both affected by biospheric values. Further, environmental

self-identity as well as household sustainable energy intentions cause other

pro-environmental intentions. In addition, the factors related to the social

context form a distinct causal path leading to membership in the initiative.

Furthermore, environmental neighbourhood identity is a key variable which

links variables from distinct categories such as personal factors, social fac-

tors, and membership. In addition, we found that initiative involvement

intentions directly leads to membership, while communal sustainable energy

intentions leads to membership via initiative involvement intentions. Lastly,

we notice that group based anger and group based distrust is not linked to

any of the other variables.

However, the LiNGAM algorithm with stability selection returned an

extremely conservative graph (see Figure 3.8). The simulation study revealed

that in settings similar to this application (N = 300, p = 32), the standard

error of the SID is greater for the LiNGAM algorithm than the PC algorithm

(see Figure 3.6). In sum, it is possible that with 32 nodes, 313 measurements
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Figure 3.8: ThecausalgraphobtainedusingtheLiNGAMalgorithmwithstabilityselection.Nodes
aregroupedbycategoryandeachcategoryislabelledwithauniquecolour.

per node are not enough to accurately recover the underlying structure using

the LiNGAM algorithm.

3.9.3 Discussion

The results suggest that the PC algorithm with stability selection succeeded

in partly recovering relationships in line with existing theory. The LiNGAM

algorithm returned an extremely sparse graph and is quite possibly due to

the relatively low sample size to number of variables ratio. In addition, the

results of the PC algorithm on the Buurkracht dataset suggests that mem-
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bership in a community energy initiative is potentially driven by initiative

involvement initiatives, environmental neighbourhood identity, and engag-

ing in energy saving measures. We would like to clearly state that experiments

must be designed in order to test if these variables do have a causal effect on

membership in an initiative.

3.10 Empirical application 2: Eighth European Social Survey

The Eighth European Social Survey contains the module “Public Attitudes

to Climate Change, Energy Security, and Energy Preferences” (Norwegian

Centre for Research Data, 2016b). This module aims to explore relationships

between several concepts such as beliefs on climate change, energy security,

and energy preferences and energy behaviours.

The theoretical model underlying this module postulated several dense

connections between the main concepts included in the module (see Fig-

ure 3.9). First, climate change beliefs were expected to be linked to climate

change concerns, energy security concerns, and energy preferences. Further-

more, climate change concerns and energy security concerns were expected

to influence personal norms and efficacy beliefs. Next, personal norms and

efficacy beliefs were theorized to influence energy preferences.

3.10.1 Materials

The data set included 44,387 respondents (Norwegian Centre for Research

Data, 2016a). The concepts were measured using sub-concepts. The ESS8

environmental module documentation suggests that the sub-concepts have
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Figure 3.9: TheconceptualframeworkoftheenvironmentalmoduleintheEighthEuropeanSocial
Survey.Source:ESS(NorwegianCentreforResearchData,2016b)

several relationships between themselves and well as with other sub-concepts

and therefore, they form the nodes in the graph. Descriptive statistics, the

full questionnaire, and the European Social Survey Round 8 dataset can be

obtained at the ESS website http://www.europeansocialsurvey.org.

3.10.2 Results

Figure 3.11 displays the graph estimated using the PC algorithm with stabil-

ity selection. In comparison to the LiNGAM algorithm (see Figure 3.10), the

graph estimated using the PC algorithm graph is dense and hard to interpret.

To this end, we discuss the results based on the LiNGAM algorithm.

Figure 3.10 displays the causal graph obtained using the LiNGAM al-

gorithm. Due to the large number of estimated relationships, we focus on
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Figure 3.10: ThecausalgraphobtainedusingtheLiNGAMalgorithmwithstabilityselection.
Nodesrepresentsub-conceptsandeachconceptislabelledwithauniquecolour.

the results that stand out. First, we notice that there are several relation-

ships between sub-concepts. For example, all the energy security concerns

are related to each other. Furthermore, within the energy supply source pref-

erence, we notice two distinct clusters. One consisting of preferences for

non-renewable energy sources, and on the other hand, a densely connected

cluster of preferences for renewable energy sources. This suggests that people

who have a preference for a renewable source of energy chose not to prefer

non-renewable sources of energy. In addition, as theorized by the authors

(Norwegian Centre for Research Data, 2016b), climate change beliefs and ef-
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ficacy beliefs influence personal norms. Furthermore, climate change concern

is influenced by climate change beliefs.

However, there are a few effects that are in a direction opposite to the

one theorized. For example, researchers theorized that all concepts and sub-

concepts in the dataset are expected to influence energy demand measures.

However, in the estimated graph (see Figure 3.10, we observe that energy

demand measures influence personal norm, climate change beliefs as well as

energy security concerns.
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3.10.3 Discussion

The results suggest that the LiNGAM algorithm partly recovers the theo-

retical model as proposed by the researchers and the PC algorithm results

in a dense and hard to interpret graph. However, in both estimated graphs,

there were effects that were in the opposite direction to that predicted by

the researchers. Future research can consider why this is the case and design

experiments in order to verify if the hypothesized theoretical relationships

actually exist in the population.

3.11 General discussion

Our overall results suggest that the causal search algorithms are a useful tool

to explore plausible causal structures underlying large observational multi-

variate datasets and can then estimate causal effects of interest which can then

be tested on a new dataset.

Moreover, our results indicate that such causal search methods tend to

perform more accurately when the true causal model is sparse. In addition,

Kalisch and Bühlmann (2007) show that these methods can accurately re-

cover the true causal graph when the strength of the causal effects are not too

weak and can be recovered with small samples. As the strength of the causal

effects was not a parameter in our simulation, we could not investigate the

interaction between graph sparsity and the strength of causal effects. But it is

nevertheless an interesting scenario and calls for future research.

Finally, although the simulation results seem to indicate that the PC and

LiNGAM algorithm are accurate in sparse settings, we conclude that these
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results are not directly transferable to empirical datasets, unless one is willing

to make a bet on sparsity in psychological research (see also Meehl, 1990).

In addition, the reliability of the PC as well as LiNGAM algorithm is poor.

While resampling methods such as stability selection may alleviate some of

the concerns with reliability, such methods often come with several hyper-

parameters, the choice of which may crucially affect the resulting inferences.

Consequently, researchers are always advised to use and interpret the results

of these methods with care.

3.12 Conclusion

One of the main goals of sustainable energy behaviours research is to under-

stand and explore substantive causal relationships between variables related

to such behaviours. To this end we use simulations to compare the perfor-

mance of constraint-based causal search method in scenarios typical to sus-

tainable energy behaviours research. Specifically, we review two commonly

used constraint-based search methods which use conditional independence

as a rule to estimate causal structures: (i) PC algorithm and the (ii) LiNGAM

algorithm. We find that both methods are inaccurate and unstable in the

simulation settings we consider. However, the PC as well as the LiNGAM

algorithm seem to perform better when there are a few variables with few

causal edges between them. In empirical settings, the results indicate that we

must interpret the results of these methods with care and utilize stability se-

lection methods to ensure that the results are replicable and reliable. Rather

than perceiving these methods as an alternative to theorizing, we would like
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to stress that these methods are, at best, a helpful computational assistant

which can detect patterns of conditional independence in a dataset.
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Appendix A: Strucural Hamming Distance
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Figure 12: Thenestedloopplotdisplayingtheresultsofthesimulationusingthestructural
Hammingdistanceasanevaluationmeasure.HighervaluesofthestructuralHammingdistance
indicateshigherdiscrepancybetweentheunderlyingtruecausalgraphandtheestimatedgraph.
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Appendix C: ANOVA tables

Table 3: ANOVAtabledisplayinginteractioneffectsbetweenparametersforthestructural
interventiondistanceusingtheLiNGAMalgorithmasacausalsearchmethod.

term sumsq meansq df statistic p value η2p ω2
p cohens f power

1 (Intercept) 2.35 2.35 1.00 120.85 0.00 0.00 0.00 0.03 1.00

2 n 0.06 0.02 3.00 1.05 0.37 0.00 0.00 0.00 0.29

3 p 7.48 2.49 3.00 128.32 0.00 0.00 0.00 0.06 1.00

4 s 36.02 12.01 3.00 618.22 0.00 0.02 0.02 0.13 1.00

5 alpha 0.00 0.00 2.00 0.12 0.89 0.00 -0.00 0.00 0.07

6 rho 0.02 0.01 2.00 0.47 0.62 0.00 -0.00 0.00 0.13

7 n:p 1.26 0.14 9.00 7.21 0.00 0.00 0.00 0.02 1.00

8 n:s 1.85 0.20 9.00 10.56 0.00 0.00 0.00 0.03 1.00

9 p:s 20.18 2.24 9.00 115.45 0.00 0.01 0.01 0.10 1.00

10 n:alpha 0.02 0.00 6.00 0.20 0.98 0.00 -0.00 0.00 0.10

11 p:alpha 0.01 0.00 6.00 0.08 1.00 0.00 -0.00 0.00 0.07

12 s:alpha 0.02 0.00 6.00 0.21 0.97 0.00 -0.00 0.00 0.11

13 n:rho 0.04 0.01 6.00 0.36 0.91 0.00 -0.00 0.00 0.15

14 p:rho 0.03 0.00 6.00 0.22 0.97 0.00 -0.00 0.00 0.11

15 s:rho 0.06 0.01 6.00 0.49 0.82 0.00 -0.00 0.00 0.20

16 alpha:rho 0.02 0.00 4.00 0.22 0.93 0.00 -0.00 0.00 0.10

17 n:p:s 3.39 0.13 27.00 6.47 0.00 0.00 0.00 0.04 1.00

18 n:p:alpha 0.04 0.00 18.00 0.12 1.00 0.00 -0.00 0.00 0.10

19 n:s:alpha 0.49 0.03 18.00 1.40 0.12 0.00 0.00 0.01 0.90

20 p:s:alpha 0.04 0.00 18.00 0.11 1.00 0.00 -0.00 0.00 0.10

21 n:p:rho 0.07 0.00 18.00 0.19 1.00 0.00 -0.00 0.00 0.14

22 n:s:rho 0.36 0.02 18.00 1.03 0.42 0.00 0.00 0.01 0.76

23 p:s:rho 0.06 0.00 18.00 0.17 1.00 0.00 -0.00 0.00 0.13

24 n:alpha:rho 0.05 0.00 12.00 0.21 1.00 0.00 -0.00 0.00 0.14

25 p:alpha:rho 0.02 0.00 12.00 0.07 1.00 0.00 -0.00 0.00 0.07

26 s:alpha:rho 0.07 0.01 12.00 0.31 0.99 0.00 -0.00 0.01 0.19

27 n:p:s:alpha 0.67 0.01 54.00 0.64 0.98 0.00 -0.00 0.02 0.85

28 n:p:s:rho 0.62 0.01 54.00 0.59 0.99 0.00 -0.00 0.02 0.81

29 n:p:alpha:rho 0.07 0.00 36.00 0.10 1.00 0.00 -0.00 0.01 0.12

30 n:s:alpha:rho 0.74 0.02 36.00 1.06 0.37 0.00 0.00 0.02 0.95

31 p:s:alpha:rho 0.11 0.00 36.00 0.16 1.00 0.00 -0.00 0.01 0.17

32 n:p:s:alpha:rho 1.14 0.01 108.00 0.54 1.00 0.00 -0.00 0.02 0.95

33 Residuals 2226.24 0.02 114624.00



Table 4: ANOVAtabledisplayinginteractioneffectsbetweenparametersforthestructural
interventiondistanceusingthePCalgorithmasacausalsearchmethod.

term sumsq meansq df statistic p value η2p ω2
p cohens f power

1 (Intercept) 1.40 1.40 1.00 74.54 0.00 0.00 0.00 0.03 1.00

2 n 0.08 0.03 3.00 1.48 0.22 0.00 0.00 0.01 0.40

3 p 7.19 2.40 3.00 127.43 0.00 0.00 0.00 0.06 1.00

4 s 24.16 8.05 3.00 427.91 0.00 0.01 0.01 0.11 1.00

5 alpha 0.08 0.04 2.00 2.25 0.10 0.00 0.00 0.01 0.46

6 rho 0.11 0.06 2.00 2.97 0.05 0.00 0.00 0.01 0.58

7 n:p 1.72 0.19 9.00 10.18 0.00 0.00 0.00 0.03 1.00

8 n:s 0.82 0.09 9.00 4.84 0.00 0.00 0.00 0.02 1.00

9 p:s 20.87 2.32 9.00 123.22 0.00 0.01 0.01 0.10 1.00

10 n:alpha 0.20 0.03 6.00 1.78 0.10 0.00 0.00 0.01 0.68

11 p:alpha 0.07 0.01 6.00 0.62 0.71 0.00 -0.00 0.01 0.25

12 s:alpha 0.02 0.00 6.00 0.22 0.97 0.00 -0.00 0.00 0.11

13 n:rho 0.18 0.03 6.00 1.59 0.15 0.00 0.00 0.01 0.62

14 p:rho 0.13 0.02 6.00 1.14 0.34 0.00 0.00 0.01 0.46

15 s:rho 0.04 0.01 6.00 0.35 0.91 0.00 -0.00 0.00 0.15

16 alpha:rho 0.26 0.06 4.00 3.38 0.01 0.00 0.00 0.01 0.85

17 n:p:s 3.17 0.12 27.00 6.23 0.00 0.00 0.00 0.04 1.00

18 n:p:alpha 0.15 0.01 18.00 0.45 0.98 0.00 -0.00 0.01 0.34

19 n:s:alpha 0.49 0.03 18.00 1.46 0.09 0.00 0.00 0.01 0.92

20 p:s:alpha 0.05 0.00 18.00 0.14 1.00 0.00 -0.00 0.00 0.11

21 n:p:rho 0.48 0.03 18.00 1.43 0.11 0.00 0.00 0.01 0.91

22 n:s:rho 0.38 0.02 18.00 1.12 0.32 0.00 0.00 0.01 0.80

23 p:s:rho 0.14 0.01 18.00 0.43 0.98 0.00 -0.00 0.01 0.32

24 n:alpha:rho 0.26 0.02 12.00 1.14 0.32 0.00 0.00 0.01 0.67

25 p:alpha:rho 0.16 0.01 12.00 0.73 0.72 0.00 -0.00 0.01 0.44

26 s:alpha:rho 0.15 0.01 12.00 0.68 0.78 0.00 -0.00 0.01 0.41

27 n:p:s:alpha 0.65 0.01 54.00 0.64 0.98 0.00 -0.00 0.02 0.85

28 n:p:s:rho 0.77 0.01 54.00 0.76 0.91 0.00 -0.00 0.02 0.92

29 n:p:alpha:rho 0.23 0.01 36.00 0.34 1.00 0.00 -0.00 0.01 0.37

30 n:s:alpha:rho 1.06 0.03 36.00 1.56 0.02 0.00 0.00 0.02 1.00

31 p:s:alpha:rho 0.19 0.00 36.00 0.28 1.00 0.00 -0.00 0.01 0.29

32 n:p:s:alpha:rho 1.23 0.01 108.00 0.60 1.00 0.00 -0.00 0.02 0.97

33 Residuals 2157.12 0.02 114624.00



Table 5: ANOVAtabledisplayinginteractioneffectsbetweenparametersforthestructural
HammingdistanceusingtheLiNGAMalgorithmasacausalsearchmethod.

term sumsq meansq df statistic p value η2p ω2
p cohens f power

1 (Intercept) 8.82 8.82 1.00 731.03 0.00 0.01 0.01 0.08 1.00

2 n 43.35 14.45 3.00 1197.77 0.00 0.03 0.03 0.18 1.00

3 p 1.99 0.66 3.00 54.96 0.00 0.00 0.00 0.04 1.00

4 s 34.59 11.53 3.00 955.52 0.00 0.02 0.02 0.16 1.00

5 alpha 0.03 0.02 2.00 1.35 0.26 0.00 0.00 0.00 0.29

6 rho 0.04 0.02 2.00 1.66 0.19 0.00 0.00 0.00 0.35

7 n:p 33.50 3.72 9.00 308.51 0.00 0.02 0.02 0.16 1.00

8 n:s 53.33 5.93 9.00 491.16 0.00 0.04 0.04 0.20 1.00

9 p:s 2.55 0.28 9.00 23.46 0.00 0.00 0.00 0.04 1.00

10 n:alpha 38.26 6.38 6.00 528.52 0.00 0.03 0.03 0.17 1.00

11 p:alpha 0.02 0.00 6.00 0.27 0.95 0.00 -0.00 0.00 0.12

12 s:alpha 0.12 0.02 6.00 1.69 0.12 0.00 0.00 0.01 0.65

13 n:rho 27.46 4.58 6.00 379.28 0.00 0.02 0.02 0.14 1.00

14 p:rho 0.02 0.00 6.00 0.35 0.91 0.00 -0.00 0.00 0.15

15 s:rho 0.15 0.02 6.00 2.08 0.05 0.00 0.00 0.01 0.76

16 alpha:rho 0.82 0.21 4.00 17.10 0.00 0.00 0.00 0.02 1.00

17 n:p:s 24.44 0.90 27.00 75.02 0.00 0.02 0.02 0.13 1.00

18 n:p:alpha 25.42 1.41 18.00 117.04 0.00 0.02 0.02 0.14 1.00

19 n:s:alpha 16.18 0.90 18.00 74.52 0.00 0.01 0.01 0.11 1.00

20 p:s:alpha 0.10 0.00 18.00 0.45 0.98 0.00 -0.00 0.01 0.34

21 n:p:rho 18.60 1.03 18.00 85.64 0.00 0.01 0.01 0.12 1.00

22 n:s:rho 11.20 0.62 18.00 51.58 0.00 0.01 0.01 0.09 1.00

23 p:s:rho 0.14 0.01 18.00 0.64 0.87 0.00 -0.00 0.01 0.49

24 n:alpha:rho 67.09 5.59 12.00 463.37 0.00 0.05 0.05 0.22 1.00

25 p:alpha:rho 0.36 0.03 12.00 2.47 0.00 0.00 0.00 0.02 0.97

26 s:alpha:rho 1.53 0.13 12.00 10.60 0.00 0.00 0.00 0.03 1.00

27 n:p:s:alpha 11.06 0.20 54.00 16.98 0.00 0.01 0.01 0.09 1.00

28 n:p:s:rho 7.76 0.14 54.00 11.91 0.00 0.01 0.00 0.07 1.00

29 n:p:alpha:rho 43.97 1.22 36.00 101.23 0.00 0.03 0.03 0.18 1.00

30 n:s:alpha:rho 26.48 0.74 36.00 60.96 0.00 0.02 0.02 0.14 1.00

31 p:s:alpha:rho 0.76 0.02 36.00 1.75 0.00 0.00 0.00 0.02 1.00

32 n:p:s:alpha:rho 18.42 0.17 108.00 14.13 0.00 0.01 0.01 0.12 1.00

33 Residuals 1382.96 0.01 114624.00



Table 6: ANOVAtabledisplayinginteractioneffectsbetweenparametersforthestructural
HammingdistanceusingthePCalgorithmasacausalsearchmethod.

term sumsq meansq df statistic p value η2p ω2
p cohens f power

1 (Intercept) 32.00 32.00 1.00 2612.46 0.00 0.02 0.02 0.15 1.00

2 n 25.14 8.38 3.00 684.20 0.00 0.02 0.02 0.13 1.00

3 p 13.12 4.37 3.00 357.07 0.00 0.01 0.01 0.10 1.00

4 s 13.63 4.54 3.00 370.81 0.00 0.01 0.01 0.10 1.00

5 alpha 3.10 1.55 2.00 126.70 0.00 0.00 0.00 0.05 1.00

6 rho 3.31 1.66 2.00 135.29 0.00 0.00 0.00 0.05 1.00

7 n:p 19.93 2.21 9.00 180.76 0.00 0.01 0.01 0.12 1.00

8 n:s 13.99 1.55 9.00 126.88 0.00 0.01 0.01 0.10 1.00

9 p:s 14.53 1.61 9.00 131.84 0.00 0.01 0.01 0.10 1.00

10 n:alpha 18.75 3.13 6.00 255.19 0.00 0.01 0.01 0.12 1.00

11 p:alpha 2.07 0.34 6.00 28.13 0.00 0.00 0.00 0.04 1.00

12 s:alpha 1.27 0.21 6.00 17.28 0.00 0.00 0.00 0.03 1.00

13 n:rho 5.82 0.97 6.00 79.22 0.00 0.00 0.00 0.06 1.00

14 p:rho 2.46 0.41 6.00 33.44 0.00 0.00 0.00 0.04 1.00

15 s:rho 0.94 0.16 6.00 12.73 0.00 0.00 0.00 0.03 1.00

16 alpha:rho 13.66 3.42 4.00 278.79 0.00 0.01 0.01 0.10 1.00

17 n:p:s 13.58 0.50 27.00 41.06 0.00 0.01 0.01 0.10 1.00

18 n:p:alpha 12.82 0.71 18.00 58.16 0.00 0.01 0.01 0.10 1.00

19 n:s:alpha 7.39 0.41 18.00 33.52 0.00 0.00 0.00 0.07 1.00

20 p:s:alpha 0.86 0.05 18.00 3.92 0.00 0.00 0.00 0.02 1.00

21 n:p:rho 5.17 0.29 18.00 23.45 0.00 0.00 0.00 0.06 1.00

22 n:s:rho 3.08 0.17 18.00 13.96 0.00 0.00 0.00 0.05 1.00

23 p:s:rho 0.74 0.04 18.00 3.35 0.00 0.00 0.00 0.02 1.00

24 n:alpha:rho 18.54 1.54 12.00 126.11 0.00 0.01 0.01 0.12 1.00

25 p:alpha:rho 8.42 0.70 12.00 57.29 0.00 0.01 0.01 0.08 1.00

26 s:alpha:rho 5.57 0.46 12.00 37.86 0.00 0.00 0.00 0.06 1.00

27 n:p:s:alpha 5.96 0.11 54.00 9.01 0.00 0.00 0.00 0.06 1.00

28 n:p:s:rho 2.71 0.05 54.00 4.10 0.00 0.00 0.00 0.04 1.00

29 n:p:alpha:rho 12.52 0.35 36.00 28.39 0.00 0.01 0.01 0.09 1.00

30 n:s:alpha:rho 7.33 0.20 36.00 16.64 0.00 0.00 0.00 0.07 1.00

31 p:s:alpha:rho 3.50 0.10 36.00 7.94 0.00 0.00 0.00 0.05 1.00

32 n:p:s:alpha:rho 5.99 0.06 108.00 4.53 0.00 0.00 0.00 0.06 1.00

33 Residuals 1404.03 0.01 114624.00
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