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1
Introduction

The global consensus today states that climate change is due to human ac-

tivities. The main driver of anthropogenic climate change is rising levels of

carbon dioxide in the atmosphere. Continued emission of greenhouse gases

such as carbon dioxide may increase the occurrence of extreme events such

as heat waves, droughts, floods, cyclones, wildfires and loss of fisheries caus-

ing irreparable damage to fragile ecosystems. It is therefore imperative to

mitigate climate change by curtailing emissions of carbon dioxide into the

atmosphere.

According to the IPCC (2014), about half of the cumulative anthro-

pogenic carbon dioxide emissions have occurred in the last 40 years. A signif-
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icant proportion of these emissions can be attributed to households (IPCC,

2014). Household energy behaviours such as consumption of gas and fossil-

fuel powered electricity for applications such as lighting, cooking, space and

water heating increase emissions of carbon dioxide in the atmosphere and

thereby, exacerbate the effects of climate change. Encouraging households to

engage in sustainable energy behaviours such as curtailing their use of gas and

fossil-fuel powered energy, increasing their use of renewable energy sources,

or purchasing energy efficient appliances would help mitigate climate change.

Therefore, it is important to understand which factors are related to sus-

tainable energy behaviours (Clayton et al., 2015; Sovacool, 2014; Steg, Perlavi-

ciute, & van der Werff, 2015). This provides important insights into which

interventions may be effective to promote such behaviours. Researchers have

employed different methodologies to understand which factors are related to

sustainable energy behaviours. Typically, these methodologies can be classi-

fied into correlational research which involves exploring relationships, (field)

experiments which are better suited to establish causality, and longitudinal

designs which examine how relationships between factors change over time

(Sovacool, 2014). In this dissertation, we introduce novel methodological

approaches -correlational, causal and dynamical, which may by used to gain

more insight into which factors are related to sustainable energy behaviours.

Specifically, this dissertation introduces graphical models (Koller & Fried-

man, 2009) and generalised additive models (Hastie & Tibshirani, 1986;

Wood, 2017) as methodological approaches and statistical tools that can be

employed to explore and understand which factors are related to sustainable
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energy behaviours. In the following sections, we briefly introduce the ques-

tions addressed in the different chapters and illustrate how graphical models

and general additive models can be used to explore and understand which

factors are related to sustainable energy behaviours.

Exploring relationships between items and variables related to

sustainable energy behaviours

Exploratory analyses are an important first step in understanding sustain-

able energy behaviours. Such analyses provide a first understanding of the

relationships between items and variables related to sustainable energy be-

haviours included in a study, which enable researchers to better understand

the data before opting for more complicated and sophisticated analyses. Par-

ticularly in settings where researchers include a large number of variables

from multiple theoretical frameworks, they would profit from exploratory

methods and analyses that help them get a “feel” for patterns in their dataset

in an easy to understand manner. Typically, exploratory analyses involve

computing bivariate correlations between items and variables and presenting

them in a table. While this is suitable for relatively small data sets, such tables

can easily become overwhelming when researchers work with large multi-

variate datasets containing items and variables related to sustainable energy

behaviours.

In Chapter 2, we illustrate how the Gaussian graphical model may be used

as a novel exploratory analysis tool that provides an easy to grasp overview

of relationships between items and variables included in a study. A Gaussian
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graphical model comprises of a set of items or variables, depicted by circles,

and a set of lines that visualize relationships between the items or variables

(Epskamp, Borsboom, & Fried, 2018; S. L. Lauritzen, 1996).

Gaussian graphical models have two advantages compared to common

exploratory analysis that typically study bivariate correlations between items

and variables. First, while bivariate correlations are useful in small datasets,

correlational tables can become overwhelming in large datasets. In compar-

ison, the Gaussian graphical model uses a graph to visualize relationships,

which is more easy to comprehend than tables. Second, bivariate correlations

between two variables can be spurious, i.e., caused by a third variable present

in the dataset (a so-called common cause). In contrast, relationships esti-

mated by Gaussian graphical models can be interpreted as partial correlation

coefficients that reduce the risk of finding spurious relationships by taking

into account relationships with other variables included in the model. Taking

these advantages into account, we aim to show that the Gaussian graphical

model is a useful exploratory analysis tool which provides an easy to under-

stand visualization of key relationships between items and variables variables

related to sustainable energy behaviors.

Comparing the performance of causal search algorithms to ex-

plore potential causal relationships between variables related

to sustainable energy behaviours

To better understand which variables may be key determinants of sustain-

able energy behaviours, causal search algorithms can be used to explore causal
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relationships between a multivariate set of variables related to sustainable en-

ergy behaviours (Eberhardt, 2016; Spirtes, Glymour, & Scheines, 2000). The

key advantage of causal search methods is that they can generate substantive

hypotheses which indicate the strength and direction of an effect. Such sub-

stantive hypotheses can next be validated on a new dataset.

To the best of our knowledge, the performance and applicability of causal

search methods to sustainable energy behaviours research is yet to be investi-

gated. Specifically, little is known about the accuracy, i.e., how good are these

methods at retrieving potential causal relationships; and their precision, i.e.,

how robust are the estimated relationships to sampling variability. To this

end, before researchers can apply causal search methods to explore causal rela-

tionships between a multivariate set of variables related to sustainable energy

behaviours, it is important to investigate their performance using a statistical

simulation study.

To this end, we conduct a statistical simulation study to compare the per-

formance of PC (Spirtes et al., 2000) and the LiNGAM algorithm (Shimizu,

Hoyer, Hyvarinen, & Kerminen, 2006). We choose these methods based on

their applicability to sustainable energy behaviors research. In particular, we

choose the PC algorithm as it assumes a linear-Gaussian causal structure and

researchers examining sustainable household energy behaviours often use

linear models assuming a normally distributed error distribution while test-

ing their theories (e.g., Abrahamse & Steg, 2011; Steg, Dreijerink, & Abra-

hamse, 2005; Van der Werff, Steg, & Keizer, 2013). However, it is possible

that measurements are highly skewed towards one end of the scale due to
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self-selection or floor/ceiling effects. To this end, we include a causal search

algorithm which allows for non-normal error terms, termed the LiNGAM

algorithm.

In Chapter 3, we compare two causal search methods, the PC algorithm

and the LiNGAM algorithm, using a statistical simulation with the aim to

investigate (i) how accurately can these methods retrieve potential causal

relationships between a multivariate set of variables related to sustainable

energy behaviours and (ii) how robust are these methods to errors due to

sampling variability.

Studying the effects of intervention programmes on sustainable

energy behaviours when randomised controlled trials are not

feasible

Randomized controlled trials (RCTs) have been strongly advocated to evalu-

ate the effects of intervention programmes on sustainable energy behaviours

(Allcott & Mullainathan, 2010; Frederiks, Stenner, Hobman, & Fischle,

2016; Vine, Sullivan, Lutzenhiser, Blumstein, & Miller, 2014). While ran-

domized controlled trials are the ideal, in many cases, they are not feasible.

Notably, many intervention studies rely on voluntary participation of house-

holds in the intervention programme, in which case random selection and

random assignment are seriously challenged.

Random assignment ensures that the intervention and control groups do

not systematically differ from the outset, and ensure that changes in energy

use are not caused by specific characteristics of the intervention group. Fur-
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thermore, random sampling ensures that results can be generalized to the

target population. When key elements of RCTs – random selection and ran-

dom assignment – are not feasible, one can no longer rule out the possibility

that participants in the study are not a representative sample of the target

population, or that intervention and control groups do not systematically

differ from the outset. This may result in inaccurate estimates of the effects

of the intervention programme on sustainable energy behaviours, as it is not

clear whether results can be generalized to the target population, or whether

any differences in energy behaviour after the interventions are caused by the

intervention programme, and not by other systematic differences between

intervention and control groups.

In addition, most studies employing randomized controlled trials (when

feasible) estimate the effects of intervention programmes without trying to

understand the processes that underlie the effects of such interventions. As

such, one of the key drawback of RCTs is that they do not improve our un-

derstanding of “why” these programmes work (Carey & Stiles, 2016; Deaton

& Cartwright, 2016; Vandenbroucke, 2008). Understanding the processes

through which intervention programmes affect energy saving behaviours is

important to improve the design of such programmes and to advance scien-

tific theory. For example, tailored information campaigns to promote energy

saving behaviours may be effective because they enhance knowledge about

energy saving options, or maybe because information that aligns with what

people find important strengthens one’s motivation to save energy. To study

processes underlying intervention effects, one would need to collect infor-
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mation on relevant process variables (e.g., knowledge, motivation), which

in many cases have to be collected via questionnaires. Here, one again has to

rely on voluntary participation of participants, challenging random sampling

and random assignment.

Hence, an important question is: which would be an appropriate solution

to carefully evaluate effects of intervention programmes on sustainable en-

ergy behaviours when RCTs are not feasible? And how can such a solution

increase our understanding of processes underlying intervention effects? In

Chapter 4, we propose a potential solution to this question using a class of

graphical causal models, directed acyclic graphs. Specifically, we propose a

systematic approach using directed acyclic graphs to carefully conduct and

evaluate the effect of an intervention programme on sustainable energy be-

haviours when RCTs are not feasible.

Do households with PV consume energy in a sustainable manner?

Examining dynamic patterns in net electricity usage.

To mitigate anthropogenic climate change, many households engage in sus-

tainable energy behaviours such as purchasing photo-voltaic panels (PV)

that do not emit carbon dioxide while generating electricity. Notably, many

households no longer only consume electricity, but also produce electricity

themselves, thus becoming prosumers (Oberst, Schmitz, & Madlener, 2019).

Investing in PV can be a highly effective mitigation strategy in the residen-

tial sector, particularly when households utilize their PV in a sustainable way

(Luthander, Widén, Nilsson, & Palm, 2015). Notably, they can adjust their
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electricity use to the available production of electricity by their PV as much

as possible, so they do not need to use electricity from the grid that is often-

times still produced by carbon dioxide emitting sources (Schill, Zerrahn, &

Kunz, 2017).

Literature provides competing explanations on the likelihood that PV

owners use their PV in a sustainable way (Luthander et al., 2015; Sommer-

feld, Buys, & Vine, 2017). On the one hand, researchers have argued that

installing PV makes households more aware of the impact of their energy use

on the environment and encourages them to use their PV in a sustainable

way, including using less electricity from the power grid, and using electricity

particularly when the sun is shining (Kobus, Mugge, & Schoormans, 2013;

Schill et al., 2017). Indeed, a few studies suggest that households with PV

tend to engage in sustainable PV usage and shift their energy consumption

to periods of high PV production (Gautier, Hoet, Jacqmin, & Van Driess-

che, 2019; Keirstead, 2007). On the other hand, others have argued that in-

stalling PV may not necessarily increase the likelihood of sustainable PV use

because doing so may prove more difficult than people anticipated (Nicholls

& Strengers, 2015; Oberst et al., 2019; A. M. Peters, van der Werff, & Steg,

2019; Schick & Gad, 2015; Wittenberg & Matthies, 2016). Further, some

researchers have even argued that engaging in one sustainable energy saving

behaviour such as installing PV is likely to discourage other sustainable en-

ergy saving behaviours (Tiefenbeck, Staake, Roth, & Sachs, 2013). Owning

PV panels may give households the license to engage in unsustainable energy

behaviours, thereby increasing overall net energy consumption (Schill et al.,
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2017).

These contradictory explanations indicate that the literature is inconclu-

sive regarding the likelihood that PV owners use their PV in a sustainable

way. To address this question, in Chapter 5, we conduct a large scale study

to examine whether PV owners use their PV in a sustainable way. Extending

earlier studies that typically relied on self-reports to measure sustainable use

of PV, we analyze actual energy usage data obtained from smart meters.

Specifically, we compare dynamic patterns in net electricity use, i.e., the

difference between electricity consumed from the grid and supplied back

to the grid, of households who installed PV to the electricity use patterns

of households who did not install PV. For this purpose, we use generalized

additive models (Hastie & Tibshirani, 1986; Wood, 2017) that allow us to

not only examines overall differences in electricity use, but also differences in

electricity usage patterns across the days and months of a year.
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2
Using a Gaussian Graphical Model

to Explore Relationships between

Items and Variables in

Environmental Psychology Research

Exploratory data analyses are an important first step in scientific re-

search (Behrens, 1997; Chatfield, 1985). Exploratory analyses provide a first

understanding of the relationships between items and variables included in

11
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a study, which enables researchers to better understand the data before opt-

ing for more complicated and sophisticated analyses. Exploratory analyses

are of particular relevance in so-called problem-oriented fields such as envi-

ronmental psychology, where researchers often study how variables from

different theories can help to explain a phenomenon to help solve a prob-

lem. Furthermore, applied psychologists may often work on large projects in

which people from different (sub) disciplines collaborate in understanding

climate-change related topics (or other complex challenges). Such problem-

oriented approaches often aim to examine multiple research questions and

test multiple hypotheses and theories, typically with questionnaire studies.

This can result in large multivariate datasets. In such situations, researchers

would profit from exploratory methods and analyses that help them get a feel

for patterns in their dataset in an easy to comprehend manner.

In such cases, exploratory analyses may involve three steps. First, relation-

ships between items included in a study can be explored to get some initial

insights into whether items that are assumed to measure the same underlying

construct are indeed correlated. Second, after aggregating individual items

into relevant scales, researchers can explore relationships between variables,

and get first insights into if the relationships are in line with theory. Third,

in cases where the dataset comprises of multiple groups, exploratory analyses

are helpful to examine similarities and differences in relationships between

these variables across groups.

In this chapter, we aim to introduce the Gaussian graphical model as a

novel exploratory analysis tool for applied researchers that provides an easy

12



Figure 2.1: AsystematicapproachtoexploratorydataanalysisusingtheGaussiangraphical
model.

to grasp overview of relationships between items and variables included in a

study. Specifically, we propose a step-by-step approach towards using Gaus-

sian graphical models in environmental psychology (see Figure 2.1). First, we

will demonstrate how researchers can use this method to explore the struc-

ture underlying the questionnaire and examine whether items that aim to

measure the same construct are correlated. Second, we will illustrate how

Gaussian graphical models can be used to visualize relationships between

variables included in a large set, which can help researchers to get a first in-

sight into strength of relationships between variables, and explore whether

these are in line with theory (see the non-yellow regions in Figure 2.2). More-

over, Gaussian graphical models can reveal relationships between variables re-

searchers did not anticipate or theorize about, such as relationships between

variables derived from different theories that were not examined in combi-

nation before (see the yellow regions in Figure 2.2). This may help building

new theories to be tested in future studies (Chatfield, 1985; Tukey, 1977).

Third, we will show how Gaussian graphical models can be used to explore

13
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Figure 2.2: Combiningtheoreticalperspectivescanoftenresultinnewrelationshipspreviously
notconsidered.Rowsandcolumnsdenotevariables.Thesquaresdenoterelationshipsbetween
variables.Herethenon-yellowsquaresindicaterelationshipsdefinedbytheory.Yellowsquares

denoterelationshipsthatareyettobediscovered.

differences in relationships between the variables across sub-groups present

in a dataset.

Gaussian graphical models have two advantages compared to common

exploratory analysis that typically study bivariate correlations between items

and variables. First, while bivariate correlations are useful in small datasets,

correlational tables can become overwhelming in large datasets. Second, bi-

variate correlations between two variables can be spurious, i.e., caused by a

third variable present in the dataset (a so-called common cause). In contrast,

relationships estimated by Gaussian graphical models can be interpreted as

partial correlation coefficients that reduce the risk of finding spurious rela-

tionships.
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In addition, Gaussian graphical models have recently been applied in some

fields in psychology, such as psychopathology and personality research (Bors-

boom & Cramer, 2013; Cramer et al., 2012) and it’s technical origins can be

traced back to Dempster (1972). However, to the best of our knowledge,

these models have not been applied in problem-based fields such as environ-

mental psychology, where they would have clear added value as stated above.

Below, we briefly describe the Gaussian graphical modelling approach in an

accessible manner and illustrate how it can be applied in environmental psy-

chology research.

2.1 The Gaussian graphical model

A Gaussian graphical model comprises of a set of items or variables, depicted

by circles, and a set of lines that visualise relationships between the items or

variables (Epskamp et al., 2018; S. L. Lauritzen, 1996). The thickness of these

lines represents the strength of the relationships between items or variables;

and consequently, the absence of a line implies no or very weak relationships

between the relevant items or variables. Notably, in the Gaussian graphical

model, these lines capture partial correlations, that is, the correlation between

two items or variables when controlling for all other items or variables in-

cluded in the data set. As mentioned above, a key advantage of partial corre-

lations is that it avoids spurious correlations.

While this visual representation of relationships can facilitate getting a

first feel of the data, Gaussian graphical models can still be hard to read when

the estimated graphs are dense and contain a large number of lines. In fact,

15



Figure 2.3: IllustratingtheestimationofaGaussiangraphicalmodelusingtheextendedBayesian
informationcriteria(EBIC)andtheglassoalgorithm.NotethattheEBICoptimallysetstheturning
parameterssuchthatstrongrelationshipsareretainedinthegraphandweakrelationshipsareset

tozero.

due to sampling variation, truly zero partial correlations are rarely observed,

and, as a consequence, graphs can be very dense and consist of spurious rela-

tionships (Epskamp et al., 2018). To this end, in Gaussian graphical models,

the glasso algorithm is a commonly used method to obtain a sparser graph

(Friedman, Hastie, & Tibshirani, 2008). This algorithm forces small partial

correlation coefficients to zero and thus induces sparsity. The amount of

sparsity in the graph is controlled by a tuning parameter and different val-

ues of the tuning parameter result in different graphs (see Figure 2.3). Low
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values of the tuning parameter will result in dense graphs and high values

of the tuning parameter will result in sparse graphs. Typically, the extended

Bayesian information criteria (EBIC) is used to select an optimal setting of

the tuning parameter Foygel and Drton (2010) such that the strongest rela-

tionships are retained in the graph (maximizes true positives). It is beyond

the scope of this chapter to describe the technical aspects of the Gaussian

graphical model in detail, readers are guided to Epskamp et al. (2018) to un-

derstand the estimation of these models with a particular emphasis on their

applications in psychology.

2.2 Similarity and differences with other existing models

The Gaussian graphical model is theoretically related to other exploratory

modelling approaches in psychology, in particular with exploratory factor

analysis to explore relationship between items included in a study. At the

item level, there is indeed a similarity between the Gaussian graphical model

and a uni-dimensional factor model (Epskamp et al., 2018; S. L. Lauritzen,

1996; Whittaker, 2009). A uni-dimensional factor model is a one factor

model where the observed variables are independent conditional on the la-

tent variable. This means that the correlations between items should tend

do zero once we account for the latent variable. Consequently, a cluster of

fully connected items indicates that these items may be indicators of a single

latent construct. Hence, at the item level, this equivalence can be exploited to

obtain insight into the factor structure of the questionnaire, which is recom-

mended by methodologists (Crutzen & Peters, 2017; Schmitt, 1996).
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The Gaussian graphical model differs from typical exploratory analysis

based on partial correlational coefficients. Notably, a Gaussian graphical

model shows relationships between items and variables in a graph, which is

more easy to interpret than a large partial correlation table, particularly when

small correlations are forced to zero via the glasso algorithm as we illustrate in

the following application.

2.3 Illustrating the value of the Gaussian graphical model

We illustrate the use and value of the Gaussian graphical model for envi-

ronmental psychologists and other applied researchers, by exploring rela-

tionships between items and variables included in a large dataset collected

for a research project on community energy initiatives. This project aimed

to study the psychological factors that can explain whether and why com-

munity energy initiatives may be effective in fostering sustainable energy

behaviours (see Sloot, Jans, & Steg, 2018). Specifically, community energy

initiatives aim to promote sustainable energy behaviours in the communities

in which they are established. Therefore, the researchers reasoned that so-

cial factors may play an important role in understanding the effectiveness of

community energy initiatives, next to personal factors that have been shown

to motivate sustainable energy behaviours (see Steg et al., 2015, for a review).

First, the researchers assumed that personal factors that have been shown

to motivate sustainable energy behaviours may also predict sustainable en-

ergy behaviours in the context of community energy initiatives. Addition-

ally, they assumed that these personal factors may motivate membership in
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these initiatives, as membership in a community energy initiative can be con-

sidered a specific type of sustainable energy behaviour (Stern, 2000). Partic-

ularly, they considered the role of biospheric values as a general predictor of

pro-environmental behaviour (Steg, Perlaviciute, van der Werff, & Lurvink,

2014), environmental self-identity as a more proximal predictor of sustain-

able energy behaviour (Van der Werff et al., 2013), and the personal impor-

tance people place in sustainable energy behaviour in explaining sustainable

energy behaviour and pro-environmental behaviour in general (see Sloot et

al., 2018). Additionally, they assumed that these personal factors may moti-

vate membership in these initiatives, as membership in a community energy

initiative can be considered a specific type of sustainable energy behaviour

(Stern, 2000).

Second, they assumed that membership would motivate sustainable en-

ergy behaviours too (Sloot et al., 2018). Particularly, on the basis of the so-

cial identity approach (Tajfel & Turner, 2001; Turner, 1991), they theorised

that groups we belong to, such as community energy initiatives, can form an

important part of how we see ourselves (our social identity). When people

think of themselves as members of a community energy initiative, they are

likely to internalise the values and goals of this initiative and act accordingly,

and collaborate with other members to further the group’s goals. Given that

community energy initiatives seem to have the explicit goal of promoting

sustainable energy behaviours, membership to these groups may promote

sustainable energy behaviours, and cooperation to achieve sustainable energy

goals.
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Third, they reasoned that a social identity lens may also help to better un-

derstand whether people will become a member in community energy ini-

tiatives (Sloot, Jans, & Steg, 2017). While becoming an initiative member

can be understood through personal factors that have been shown to mo-

tivate sustainable energy behaviours, it may also be influenced by the social

context in which these groups are embedded. Particularly, the researchers

reasoned that the communities in which community energy initiatives are

embedded, can be regarded as groups, which can influence their members.

Specifically, they considered the extent to which these communities could

be seen as having a shared identity. They assumed that the more strongly in-

habitants perceived their community as a strong entity, in terms of being a

distinctive category and a dynamic entity (cf. Jans, Postmes, & Van der Zee,

2011; Postmes, Haslam, & Swaab, 2005), that places importance in sustain-

able energy behaviour, and the more an individual identifies with this com-

munity (cf. Postmes, Haslam, & Jans, 2013), the more likely they would be

to join an energy initiative in their community, and in turn engage in sustain-

able energy behaviours.

In addition, the social identity approach suggests that people are more

likely to mobilize as a group, when there is a clear out-group they want to

distance themselves from that elicits negative emotions (Postmes, Baray,

Haslam, Morton, & Swaab, 2006; Van Zomeren, Spears, Fischer, & Leach,

2004). In the context of community energy initiatives, particularly group-

based anger and distrust about poor energy policies of the government and

large energy companies may mobilize people to change the energy system by
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participating in community energy initiatives.

Next, the authors considered the need to belong and the need to be unique

as two personal factors that motivate people to get involved in groups (cf.

Brewer, 1991; Hornsey & Jetten, 2004), which may also motivate commu-

nity energy membership.

In order to understand the relationships between personal factors, social

factors, and the effectiveness of community energy initiatives, this project

thus integrated variables from different theories. The questionnaire included

different measures, of which some were newly created to fit the purpose of

this particular study.

The above approach resulted in a very large dataset, for which exploratory

analyses with the use of correlation tables would be hard to interpret (see

supplementary materials). In such instances, the Gaussian graphical model

can facilitate the researchers in their exploratory analyses in a systematic man-

ner.

Below, we first demonstrate the use of the Gaussian graphical model to

get a first insight into the relationships between the newly created items and

other items included in the questionnaire. Second, we explore relationships

between variables included in the study, and whether relationships were in

line with what the researchers expected on the basis of their theorizing. This

second step may also reveal relationships between personal factors and so-

cial factors that had not been anticipated by the researchers, which could

stimulate theory development to be tested in future research. Third, we

demonstrate the use of the Gaussian graphical model to examine whether
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relationships are similar for members and non-members of a community

energy initiative.

2.3.1 Sample

A questionnaire study was conducted among members and non members of

29 community energy initiatives (varying in size) across the Netherlands that

were part of an overarching network called Buurkracht Buurkracht (2018).

In total of 568 participants completed the questionnaire. Of these, 303 re-

ported to be members of the community energy initiative while the other

265 were non-members (see Sloot et al., 2018, for more details about data

collection).

2.3.2 Measures

In this study, we included 32 variables reflecting the concepts introduced

above, that were measured with 68 items. As indicated above, we included

variables from personal factors, factors related to the social context, eval-

uations (or opinions) about energy companies and the government, self-

reported sustainable energy behaviours and intentions to engage in sustain-

able energy behaviours (within the household and with the community) and

other pro-environmental and communal behaviours, socio-demographical

variables and membership of the community energy initiative. We elaborate

on these measures below. Unless otherwise specified, items were measured

on a 7-point Likert scale, ranging from 1 ‘completely disagree’ to 7 ‘com-

pletely agree’.
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Personal factors

Values: Sixteen items measured the extent to which people endorse

altruistic, biospheric, egoistic, and hedonic values (de Groot & Steg, 2008).

Participants indicated how important each value is as a guiding principle

in their life on a scale ranging from -1 (= against my principles) to 7 (= very

important).

Environmental self-identity: Three items measured the extent

to which participants see themselves as an environmentally-friendly person

(e.g., I am the type of person who acts environmentally friendly; Van der

Werff et al., 2013).

Personal importance of sustainable energy behaviour: Three

items aimed to measure the extent to which participants find it important to

engage in sustainable energy behaviour (e.g., I find it important to be con-

scious about energy usage).

Need to belong: One item measured the need to belong to a group.

I find it important to belong to a group (adapted from Nichols & Webster,

2013).

Need to be unique: One item measured the need to be unique. I find

it important to be unique (adapted from Lynn & Snyder, 2002).

Factors related to the social context
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Neighbourhood entitativity: We included one item to measure

the extent to which the neighbourhood was seen as an entity: In my opinion,

the residents of my neighbourhood are a coherent unit (Jans et al., 2011).

Neighbourhood homogeneity: Two items reflected to what extent

people believe that people in their neighbourhood have similar characteristics

and thus can be seen as a clear category (e.g., Inhabitants of my neighbour-

hood are similar to each other; Leach et al., 2008).

Neighbourhood interaction: Two items reflected the level of

interaction among neighbourhood inhabitants in general (e.g., Inhabitants

of my neighbourhood talk a lot with each other).

Interaction with neighbours: Two items reflected the extent to

which participants themselves interact with other inhabitants in their neigh-

bourhood (e.g., I speak a lot with other inhabitants of my neighbourhood).

Neighbourhood identification: Four items measured to what

extent participants identified with their neighbourhood (e.g., I identify with

my neighbourhood; Postmes et al. 2013).

Environmental neighbourhood identity: Three item measure

environmental neighbourhood identity in a similar way as environmental

self-identity (e.g., Inhabitants of my neighbourhood are the type of people

who act environmentally friendly).
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Neighbourhood importance of sustainable energy behaviour:

The items reflecting personal importance of sustainable energy behaviour

were adapted to the level of the neighbourhood. Hence, three items aimed

to measure the extent to which participants think people in their neighbour-

hood find it important to engage in sustainable energy behaviour (e.g., In-

habitants of my neighbourhood find it important to be conscious about

energy usage).

Evaluations of energy companies and the government

Group-based anger: Two items measured participant’s anger towards

energy policies by the government and large energy corporations, respectively

(e.g., I am angry about the energy policies of the government [large energy

companies]; adapted from Van Zomeren et al., 2004).

Group-based distrust: Two items measured participant’s distrust

towards the government and large energy corporations, respectively (e.g., I

have little confidence that the government [large energy companies] want to

realize sustainable energy supply; adapted from Van Zomeren et al., 2004).

Sustainable energy behaviour and intentions

Sustainable energy behaviours: Participants reported the extent

to which they engage in sustainable energy behaviour. One item captured

overall energy savings (”To what extent did you reduce your energy con-

sumption over the last six months?”) on a 7-point Likert scale, ranging from
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1 (not at all) to 7 (very much). Three other items tapped into specific house-

hold energy behaviours. First, participants reported the current temperature

setting (in ◦C) of their thermostat at home (open question). To achieve a dis-

tribution closer to normality the answers were trimmed to a range between

15 and 22 degree Celsius. Second, they indicated their average showering

time in minutes. Thirdly, participants indicated the percentage of energy

efficient appliances in their household; scores could range from 0 to a 100

percent. Lastly, participants indicated for a range of investment measures

(installing solar panels, double-glazing, roof insulation, floor insulation, wall

insulation, and other) whether they did or did not intend to adopt each mea-

sure, or had already done so. Similar to Sloot et al. (2018), we counted the

number of measures that participants reported to have adopted already; the

resulting sum score could range between 1 (none of measures implemented)

and 7 (all listed measures adopted).

Household sustainable energy intentions: Five items aimed

to measure participants’ intention to engage in sustainable energy behaviour

in their household. Two reflect intentions to engage in sustainable energy

behaviour in general (i.e., lower your energy consumption; use more sustain-

able energy) while three reflect intentions to engage in specific energy sav-

ing behaviour (i.e., set your thermostat lower, take shorter showers; replace

household appliances with more energy efficient ones). Scores could range

from 1 ‘not at all’ to 7 ‘very much’.
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Communal sustainable energy intentions: Two items captured

the extent to which participants intended to influence, and collaborate with,

other community members to realise sustainable energy goals (e.g., to what

extent do you intend to motivate others in your local community to save

energy).

Initiative involvement intentions: One item measured the in-

tention of the participants to actively participate in their community energy

initiative.

Other pro-environmental intentions: Three items aimed to

measure participants’ intention to engage in other pro-environmental be-

haviours not directly targeted by the community energy initiatives (i.e.,

drive less; buy more pro-environmental products, donate money to a pro-

environmental cause). All items were measured with a 7-point Likert scale

ranging from ‘not at all’ to ‘very much’.

Other communal intentions: Two items tapped into intentions

to engage in social activities with others in the neighbourhood, unrelated to

energy (e.g.,To what extent do you intend to do fun things with other people

in your community, not related to energy).

Socio-demographical variables: Participants indicated their gender

(binary; 1 indicates male), age, education level, and their level of household

income.
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Membership: Participants indicated whether or not they are a member

of their local community energy initiative. Participants could choose from

5 levels of membership ranging from not a member to the initiative taker.

Higher levels of membership indicates greater involvement in the initiative.

2.3.3 Data preparation and analysis

The statistical software R version 3.4.1 (R Core Team, 2017) was used to ap-

ply the Gaussian graphical model on the dataset. We computed mean scores

for items assumed to be belonging to the same scale to form variables. To es-

timate the Gaussian graphical model, we first need to estimate the correlation

matrices at the item and scale level respectively.

To handle missing data, we adopt a full information maximum likelihood

(FIML) procedure using the corFIML function from the R package psych

(Revelle, 2018). This procedure assumes that the data is multivariate normal.

This assumption is not strictly met in our dataset and there is slight deviation

from normality. However, FIML methods are robust to deviations from

multivariate normality and studies have shown that they result in less biased

estimates than ad-hoc approaches such as pairwise deletion (Dong & Peng,

2013; Enders, 2001; Enders & Bandalos, 2001; Schafer & Graham, 2002).

Next, using the estimated correlation matrices as input, the Gaussian

graphical model was estimated using the glasso algorithm (Friedman, Hastie,

& Tibshirani, 2014). The graphs were then visualised using the R package

qgraph (Epskamp, Cramer, Waldorp, Schmittmann, & Borsboom, 2012). In

qgraph, variables which are strongly correlated are placed spatially close to
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each other based on the Fruchterman Reingold algorithm (Epskamp et al.,

2012), however, this does not imply that they are in anyway semantically or

conceptually similar (for more details about this visualisation algorithm, see

Jones, Mair, & McNally, 2018).

The key strength of the graphs is their ease of interpretation. The thick-

ness of the line indicates the strength of the relationship. Next, green lines

indicate positive partial correlation coefficients and red lines indicate nega-

tive partial correlations. For the sake of clarity, partial correlations with an

absolute value below 0.1 are not visualized. Furthermore, for interested read-

ers, the correlation matrices and the R script used to obtain the graphs are

provided in the supplementary materials.

2.4 Results

2.4.1 Relationships between items included in the questionnaire

Figure 2.4 displays the Gaussian graphical model representing relationships

between items. Items that are densely connected with each other are called a

cluster, indicated that the items are correlated, which provides a first insight

into uni-dimensionality i.e., whether items that are supposed to measure the

same variable are indeed related. We find that items included in a scale that

measures a specific variable (depicted in the same colour) are generally rather

strongly related, and form clusters. For example, we can observe near perfect

fully connected clusters of items measuring hedonic values, biospheric values,

and sustainable energy intentions, respectively. In addition, Gaussian graph-

ical model can also be used to examine inter-relatedness of items. Figure 2.4
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absolutevaluebelow0.1arenotdisplayedforsakeofclarity.

indicates that relationships between items included in the same scale are gen-

erally more abundant than relationships between items assigned to different

scales. Thus, by using a Gaussian graphical model, we get first insights into

(i) whether items that are included in the same scale are indeed indicators of

the same latent construct (ii) whether items included in different scales are

less strongly related, suggesting little overlap between the constructs included

in the study.
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2.4.2 Relationships between scales included in the questionnaire

Next, we computed mean scores on items that were assumed to measure the

same underlying variables and visualize the relationship between these vari-

ables using a Gaussian graphical model. Variables belonging to the same cat-

egory (i.e., personal factors, factors related to the social context, evaluations

of energy companies and the government, sustainable energy behaviours

and intentions, and socio-demographics, and membership respectively) are

displayed in the same colour. Similar to Sloot et al. 2018, we included all self-

reported behaviour items separately in the analysis. Figure 2.5 indicated rela-

tively strong relationships (as indicated by the thickness of the lines) between

the variables within constructs belonging to the same category (as indicated

by the colour of the circles).

First, we observe strong positive partial correlations between personal fac-

tors that are in line with common theorising. For example, in figure 2.5, bio-

spheric values are positively related to environmental self-identity when con-

trolling for the other variables (e.g. Van der Werff et al. 2013). Furthermore,

we see that that the more specific types of pro-environmental motivations,

environmental self-identity and personal importance of sustainable energy

behaviour, are both related to pro-environmental intentions. Further, envi-

ronmental self-identity is positively associated with household sustainable

energy intentions via other pro-environmental intentions.

Similarly, as may be expected, the factors related to the social context were

correlated. For example, in line with previous research, increased neighbour-

hood identification was related to a stronger environmental neighbourhood
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identity (cf. Masson, Jugert, & Fritsche, 2016).

Furthermore, we found a relationship between membership and initia-

tive involvement intentions, while membership was only indirectly related

to household sustainable energy intentions (i.e., via communal sustainable

energy intentions) after controlling for the other variables. Furthermore,

personal factors (green circles in the graph) form a chain that is linked with

household sustainable energy intentions. These findings suggest that per-

sonal factors are more strongly related to household sustainable energy inten-

tions, whereas initiative membership is more strongly related to communal
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sustainable energy intentions.

Interestingly, the Gaussian graphical model reveals that some variables

seem not or hardly to be related to other variables included in the analysis.

For example, while egoistic and hedonic values are strongly related, they ex-

hibit weak or no relationships with sustainable energy intentions and be-

haviour, which suggests that they do not mobilize nor inhibit people to act

pro-environmentally in the context of community energy initiatives. Group-

based anger and group-based distrust, while strongly related to each other,

are hardly related to any of the variables, suggesting they are not very relevant

to understand sustainable energy behaviours and intentions in the context

of community energy initiatives. Furthermore, it is interesting to note that

group-based anger does not relate to membership, which we might expect if

as initiative involvement may be seen as a type of collective action (e.g., Bam-

berg, Rees, & Seebauer, 2015; Van Zomeren et al., 2004).

2.4.3 Comparison of relationships between variables across mem-

bers and non-members of community energy initiatives

After looking at the relationships between variables, we lastly compared

whether these relationships would differ between initiative members and

non-members. Figure 2.6 reveals that the graphs are mostly similar for initia-

tive members and non-members.

We quantify similarities (and differences) in the relationships between

variables included in the graphs for the initiative members and non-members

(see Figure 2.6) using the so-called structural Hamming distance. This mea-
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sure only takes into account the presence (and absence) of relationships

present in the graph and disregards the strength of the relationships. The

smaller the structural Hamming distance, the greater the similarity between

the graphs; a structural Hamming distance of zero indicates that the relation-

ships between variables are identical.

In our case, the structural Hamming distance was 6, which implies that

out of all estimated relationships between variables with an absolute value

above 0.1 in members and non-members, approximately 98% (459 out of

465 possible relationships) of the relationships are similar across members

and non-members of community energy initiatives. This suggests that strong

relationships between the factors related to sustainable energy behaviours are

very similar for members and non-members.
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2.5 Discussion and implications

We demonstrated the use of Gaussian graphical model to explore relation-

ships between items and variables in large datasets aimed to understand the

effects of community energy initiatives on sustainable energy behaviours

and other type of pro-environmental and community behaviours. First, we

found that the items belonging to a scale are strongly related, while partial

correlations between items belonging to different scales were much lower,

suggesting that there is little conceptual overlap between variables. Second,

results suggest that most relationships observed are in line with theory. Fur-

thermore, exploratory analysis using the Gaussian graphical model did not

reveal unexpected relationships between personal factors and factors related

to the social context i.e., the yellow regions of Figure 2.2 which could be the

case when combining two theoretical perspectives not combined before. In

addition, we found that relationships between variables were very similar for

members and non-members of the community energy initiatives.

Our result suggest that the Gaussian graphical model is an useful tool to

explore large datasets. Yet, a few points must be considered when using and

interpreting results from this model. First, as these models capture partial

correlation coefficients, all interpretations are conditional on the variables

included in the model. To make the model and consequently, any interpre-

tation meaningful, researchers must ensure that all variables relevant for the

study are included.

Second, as in any statistical model, researchers are advised to assess the sta-

bility of the results. One way of accessing the stability of the Gaussian graph-
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ical model is to use the so-called bootstrap method (Epskamp et al., 2018).

This method accesses the stability of the model by generating several Gaus-

sian graphical models based on re-sampled versions of the original dataset.

The resulting models are then aggregated to obtain measures of accuracy

and stability such as confidence intervals of the line weights (Epskamp et al.,

2018). In our case, stability analysis using the non-parametric bootstrap re-

vealed that the results are accurate in terms of estimated partial correlation

coefficients (see Figure 2.6 in the appendix). In particular, the bootstrapped

intervals of the strongest relationships in the graph do not overlap the con-

fidence intervals of the weakest relationships. This indicates that the key

relationships displayed in the graph are estimated reliably (Epskamp et al.,

2018).

Third, while comparing subgroups, we use the structural Hamming dis-

tance to quantify the similarity between graphs. It is important to note that

this measure is descriptive and should not be interpreted as a formal statis-

tical method to test for differences between graphs. In addition, the struc-

tural Hamming distance only compares graphs based on the presence and

absence of lines and does not compare graphs based on the thickness of the

lines (i.e., strength of partial correlation coefficients). This implies that two

graphs which have similar relationships will appear to be strongly similar,

even though the strength of the relationships may vary considerably between

the two graphs. Rather, in explanatory research, this measure provides first

insight into differences and similarities of variables between groups. Please

note that there are methods to test for significant differences between graphs
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that also takes the thickness of the lines into account, but they often require

strong assumptions about the distribution underlying the dataset in the pop-

ulation. For example, the network comparison test can be used for strictly

multivariate normal or strictly binary datasets (van Borkulo et al., 2017)

to test for statistically distinguishable differences in relationships between

groups. In our application, the network comparison test indicated that the

Gaussian graphical models for members and non-members do not statisti-

cally differ. However, we advise readers to use and interpret the results of this

test with care. Firstly, the effects of non-normality on the network compar-

ison test have not been investigated in detail. Secondly, using the network

comparison test in the presence of unequal subgroup sizes and a penalised

estimator such as the glasso increases the possibility of type-I errors, i.e., in

reality, the differences between two graphs is much smaller than what we

conclude on the basis of the test (van Borkulo et al., 2017).

Despite these limitations, the Gaussian graphical model can be a powerful

tool to explore relationships between items and variables, particularly, when

variables from multiple theories, not studied together are included in the

model. It’s key advantages include (i) an easy to understand visualization

of relationships between items and variables,(ii) methods such as the glasso

can be used to reliably estimate partial correlations that reduce the risk of

finding spurious relationships, (iii) easy to use software (R and JASP), (iv) it

is computationally fast, (v) the stability of the results can be accessed using

the bootstrap method. Taking these advantages into account, we believe the

Gaussian graphical model is a useful exploratory analysis tool which provides
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easy to comprehend visualizations of key relationships for problem-based

branches of psychology such as environmental psychology.

2.6 Conclusion

We present graphical models as a novel tool to explore relationships between

items and variables in large datasets when researchers include variables from

multiple theories (or disciplines) not studied together in combination be-

fore. Specifically, Gaussian graphical models facilitate researchers to get a

first insight into (i) relationships between items included in their datasets,

(ii) relationships between variables included in the dataset, and (iii) compare

differences and similarities in relationships between variables included in the

dataset between groups. Our results suggest that Gaussian graphical models

can be particularly useful when researchers include variables from theories

not studied together in combination before. In addition, these models can

also be useful when experts from multiple (sub) disciplines collaborate in

understanding climate-change related topics or other complex problems.

Furthermore, this method not only provides some initial insights into rela-

tionships between items and variables, but can also lead to new theorizing,

which can then be tested on a new dataset. Hence, Gaussian graphical mod-

els enable researchers to easily explore and understand relationships between

large sets of variables that underlie the human dimension of the energy tran-

sition.
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Appendix A: Stability analysis

edge

−0.25 0.00 0.25 0.50

● ●Bootstrap mean Sample

Figure 7: Gaussiangraphicalmodelstabilityanalysisusingthenon-parametricbootstrap.TheY
axisindicatesthelinesinthegraph(omittedhereforthesakeofclarity).Reddotsarethesample

estimatesandtheblackdotsrepresentthebootstrapmean,i.e.,themeanofallbootstrap
replicationsobtainedfromre-samplingtheoriginaldataset(withreplacement).Thegreylines

denotethebootstrap95%confidenceinterval(CI)aroundthestrengthofaparticularrelationship.
Notethatinourcase,thebootstrappedintervalsofthestrongestrelationshipsinthenetworkdo
notoverlaptheconfidenceintervalsoftheweakestedges.Thisindicatesthatthekeyrelationships

displayedinthegraphareestimatedreliably(Epskampetal.,2018).

40



[submitted]
Bhushan, N., Bringmann, L.,& Albers, C. Causal Search Algorithms: Simulation
and Application to Sustainable Ener Behaviours Research.

3
Causal Search Methods: Simulation

and Application to Sustainable

Energy Behaviours Research.

One of the main goals of science, is to understand and explore sub-

stantive causal relationships between variables underlying a phenomenon

of interest. Such causal theories are of interest because they help predict the

effects of interventions and are beneficial to both science and policy. Partic-

ularly in certain branches of applied psychology such as clinical psychology
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and environmental psychology, researchers and practitioners rely on psy-

chological interventions to bring about a desired change in behaviour. For

example, utilizing a so-called problem-based approach, researchers in envi-

ronmental psychology often design interventions which promote sustainable

energy behaviours. While designing interventions, researchers utilize causal

theories to target certain variables which are known to promote sustainable

energy behaviours and mitigate anthropogenic climate change (see for ex-

ample Steg et al., 2005). This is one out of many instances of theory-based

psychological interventions that have high societal relevance. In any case,

in order to design more effective interventions, a substantive theory about

the underlying causal mechanisms is highly desirable (Borsboom & Cramer,

2013; Heckman, 2006; Hernán & Taubman, 2008; Pearl, 2009).

One way of understanding underlying mechanisms and establishing

substantive causal theories is through randomised controlled trials (RCTs;

Fisher, 1937). In psychology, as in other branches of the empirical sciences,

RCTs are frequently advocated as the gold standard to infer and test causal

relationships. However, in the context of certain branches of psychology

such as environmental psychology, various real-world constraints do not per-

mit use of RCTs and researchers often resort to correlational studies (Vine et

al., 2014).

When RCTs are not feasible, graphical causal models offer a formal tool to

transparently represent and identify causal effects (Pearl, 2009). In the graph-

ical causal modelling framework, causation is defined in terms of the effects

of performing interventions (see do-calcul ; Pearl, 2009) and observing the
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effects of such interventions. To this end, given a graphical causal model rep-

resenting a substantive causal theory, researchers can carefully examine the

effects of performing an intervention and identify it’s causal effect on sustain-

able energy behaviours (Bhushan, Steg, & Albers, 2018).

However, when such substantive causal theories are yet to be developed,

data-driven methods can be used to explore plausible underlying causal struc-

tures, which can then be tested on a new dataset. In particular, so-called

causal search algorithms can be used to explore potential causal relation-

ships between variables of interest from observational data (Eberhardt, 2016;

Spirtes et al., 2000). The resulting causal graphs can then be used to iden-

tify and estimate causal effects of interest using the do-calcul (Pearl, 2009).

Next, these effects can then generate substantive hypotheses which can be

put to the test on a new dataset.

Causal search algorithms are categorized into predominantly two classes:

constraint-based methods and score-based methods (Eberhardt, 2016). Constraint-

based causal search algorithms aim to make informed guesses of plausible

causal structures by seeking to satisfy certain constraints (e.g., conditional

independence). In contrast, score-based causal search methods aim to find

the most plausible causal structure by maximizing a score (e.g., a model fit

criteria). In this chapter, we focus on two constraint-based methods which

are closely related to structural equation models (e.g., path models) and are

familiar to psychologists. Furthermore, constraint-based methods allow re-

searchers to explicitly encode background knowledge such as the presence

or absence of certain causal paths. In addition, there are extensions to these
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constraint-based causal search methods which allow researchers to search

causal relationships in the presence of non-normal errors, feedback between

variables, non-linear functional relationships, and latent variables (represent-

ing a hidden common cause). Due to these reasons, constraint-based causal

search methods can be considered to be a promising hypotheses-generating

tool in sustainable energy behaviours research.

To the best of our knowledge, the performance and applicability of causal

search methods to sustainable energy behaviours research is yet to be inves-

tigated. Specifically, little is known about the accuracy, i.e., how good are

these methods at retrieving a true causal relationships; and their precision,

i.e., how robust are the estimated relationships to sampling variability. While

similar simulation studies have already been conducted in disciplines such

as artificial intelligence (Heinze-Deml, Maathuis, & Meinshausen, 2018),

they are based on simulation settings which are not always feasible in the con-

text of sustainable energy behaviours research (e.g., unrealistic sample sizes

or assumptions that the underlying graph is sparse). To this end, before re-

searchers can apply causal search methods to explore causal relationships be-

tween a multivariate set of variables related to sustainable energy behaviours,

it is important to investigate their performance using a statistical simulation

study.

In the next section, we introduce graphical causal models and constraint

based causal search methods. Then, we present the design, performance mea-

sures, and the results of our simulation study. Next, we present two applica-

tions of causal search methods on real-world datasets from sustainable energy
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behaviours research. Finally, we conclude with a discussion of the results and

the practical implications of using these methods as a theory-generating tool

in sustainable energy behaviours research.

3.1 Graphical models in brief

A graph consists of a set of variables (or nodes) and a set of edges (or links)

indicating relationships between variables. Graphical models can be viewed

as a class of multivariate statistical models represented using graphs (or net-

works). In a graphical model, the nodes represent random variables, and the

edges represent relationships between the variables. In this chapter, we focus

on directed graphs, more specifically causal directed acyclic graphs (DAGs;

Pearl, 2009).

In a DAG, the directed edges represents direct causal effects between vari-

ables. In addition, causal effects are presumed to travel forward in time,

hence the graphs are directed and acyclic. DAGs are a generalized form of

structural equation models that are more widely used in the social sciences

(Bollen, 2002; Haavelmo, 1943; Wright, 1934). They can be viewed as non-

parametric structural equation models encoding qualitative assumptions

about probabilistic causal relationships between the variables of interest.

More specifically, a probabilistic causal relationship between two variables

X and Y tells us thatX is not a cause of Y if the conditional probability dis-

tribution of Y givenX is the same as the marginal distribution of Y (Dawid,

2010). Consequently, in the causal graphical modelling framework, proba-

bilistic independence corresponds to a causal effect of zero in the population
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and is indicated by the lack of an arrow between two variables. The presence

of an arrow between two variables indicates that there might be a causal ef-

fect in the population which is not strictly zero.

In the graphical models framework, carefully examining effects of an in-

terventions is based on a sound causal theory which is represented using a

DAG (Bhushan et al., 2018; S. Lauritzen, 2001; Pearl, 2009; Spirtes & Zhang,

2016). However, in cases when when there is no expert consensus or in com-

plex scenarios with a lot of variables, so-called causal search algorithms can be

used to explore plausible DAGs in a data -driven manner.

3.2 Causal search and causal identification: a motivating exam-

ple

To motivate how causal search can lead to more effective interventions, con-

sider an example from sustainable energy behaviours research. In order to

encourage households to engage in sustainable energy behaviours, policy

makers and researchers would like to design an intervention programme to

test the effects of providing households with feedback on the negative im-

pact of their energy use on the environment (the intervention) on engaging

in sustainable energy behaviours.

Identifying the causal effects of feedback on sustainable energy behaviours

now requires a substantive theory representing the mechanisms by which

feedback affects sustainable energy behaviours. Moreover, ideally such a the-

ory would also postulate the expected effect size of feedback on behaviour.

In cases where such theories do not exist (c.f., Karlin, Zinger, & Ford, 2015),
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Figure 3.1: Afewplausiblecausalstructuresrepresentingthemechanismsbywhichpartakingin
theinterventionprogrammeisassumedtoaffectengaginginsustainableenergybehaviours.

researchers can employ causal search techniques to gain insight into the ef-

fects of feedback on engagement in sustainable energy behaviours.

In practice, the proposed method consists of two major steps. In the first

step, the causal structure by which feedback influences engagement in sus-

tainable energy behaviours is estimated using a causal search method. In

the second step, researchers use the estimated causal structure and the do-

operator (see Pearl 2009) to estimate the causal effect of feedback on engag-

ing in sustainable energy behaviours. The estimated causal effect then serves

as a substantial hypothesis which can then be tested on a new dataset.

To go back to our example, assume that 200 households chose to partic-

ipate (self-select) in the study; and provide access to their electricity meter

readings. In addition, they also complete a questionnaire consisting of vari-

ables such as motivation, environmental concern, knowledge, and problem
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awareness which are predicted to be part of the mechanism by which feed-

back influences behaviour. Furthermore, similar measurements are obtained

from another set of households who were not exposed to feedback.

Given this multivariate dataset, let’s assume that Figure 3.1 displays a few

of the plausible candidate causal models that might explain the relationships

between partaking in the intervention programme and engaging in sustain-

able energy behaviours. Furthermore, applying a causal search algorithm to

this observational dataset reveals that Figure 3.1(b) is the most plausible data

generating model that is consistent with previous domain knowledge. The

model states that environmental concern acts as a confounder, i.e., it causes

household to partake in the intervention as well as engage in sustainable en-

ergy behaviours. Moreover, motivation to save energy is caused by engaging

in sustainable energy behaviours, but is not affected by partaking in the inter-

vention. Using this model as a reference, researchers can now identify and es-

timate the causal effect of feedback on energy saving behaviours using causal

identification criteria such as the back-door criteria (Pearl, 2009). This effect

can then be tested on a new dataset. If the effect is shown to be reliable and

reproducible, researchers can then roll-out an effective, theory-based feed-

back intervention which will have important implications for energy policy.

In sum, the objective of causal search is to explore plausible causal data

generating models by searching through the entire class of models which are

(i) consistent with the observed data and (ii) agree with the researchers’ back-

ground knowledge and assumptions. Consequently, if a particular causal

model is found, it can be used to generate hypotheses which are then tested
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on a new dataset.

3.3 Constraint-based causal search

The focus of this chapter is on a particular class of causal search methods

termed constraint-based causal search. Methods in this class make informed

guesses of plausible causal structures by using conditional independence as

a criteria. We illustrate conditional independence using a simple example.

Imagine we have a sample of elementary school students and we are inter-

ested in studying the relationship between their heights and vocabulary. To

this end, we measure their height (in cm) and the their vocabulary (e.g., num-

ber of distinct words they use on a daily basis). Furthermore, age (in years) is

be deemed to be related to both height and vocabulary. In simpler terms, the

older students become, on average, the taller they become; and similarly, the

older students become, on average, the more words they are familiar with.

Consequently, we expect height to be statistically independent of vocabu-

lary, but only if we control for age. The absence of a statistical relationship

between height and vocabulary when taking age into account is an example

of conditional independence. We can say that the height and vocabulary of

our participants are conditionally independent given their age.

In spite of conditional dependence being a key aspect of multivariate sta-

tistical models, i.e., a joint probability distribution factorized into a product

of conditional probabilities, there is nothing implicitly causal about it. This

is because it cannot predict the effect of performing interventions. Condi-

tional dependence is non-directional and is a statistical property which de-
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pends on the distributional assumptions underlying the data (Dawid, 1980).

For example, in a multivariate dataset assumed to have a multivariate nor-

mal distribution governing it’s values, conditional dependence corresponds

to the correlation coefficient between the variables after controlling for the

other variables in the dataset or as commonly termed - the partial correlation

coefficient.

In order to connect the notion of conditional independence with proba-

bilistic causal inference using DAGs, it is necessary to use a property known

as d-separation to read off conditional independence statements from a

graph. This property is also known as the causal Markov condition and links

causal inference and statistical independence. Two nodes in a DAG are said

to be d-separated if and only if the corresponding random variables are con-

ditionally independent of their non-effects and preceding causes given their

immediate causes (for a formal definition, see S. Lauritzen 2001; Pearl 2009).

For example, in Figure 3.1(b), motivation to save energy is d-separated from

environmental concern given that the household is engaging in energy sav-

ing behaviours, hence performing an intervention to increase a household’s

motivation to save energy will not affect their environmental concern.

In brief, a DAG encodes a set of conditional independence statements be-

tween variables and d-separation is a rule that must be used in order to read-

off such conditional independence statements from the graph. Constraint-

based causal search methods reverse-engineer this process. Rather than read-

ing off conditional independence statements from a graph, these methods

aim to infer such conditional dependencies from observational data using
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d-separation.

In this chapter, we review two commonly used constraint-based search

methods which use conditional independence as a rule to estimate causal

structures: (i) PC algorithm and (ii) LiNGAM algorithm. We chose these

methods based on their applicability to sustainable energy behaviours re-

search. We chose the PC algorithm as it assumes a linear-Gaussian causal

structure and sustainable energy behaviours researchers often use linear mod-

els assuming Gaussian errors while testing their theories. However, it is possi-

ble that measurements are sometimes highly skewed towards one end of the

scale due to self-selection or floor/ceiling effects. To this end, we include a

causal search algorithm which allows for non-normal error terms, termed the

LiNGAM algorithm.

3.3.1 Assumptions underlying constraint-based causal search

Constraint-based causal search often requires two causal assumptions which

cannot be tested statistically, so-called causal faithfulness and causal sufficiency
(Spirtes et al., 2000).

Causal faithfulness implies that the only set of conditional independence

relationships in a population are exactly those which can be determined us-

ing d-separation on the DAG assumed to have generated the population. In

simpler terms, assuming causal faithfulness implies that given a graph and the

associated joint probability distribution, the only independence relationships

in the distribution are those that follow from d-separation. Thus, faithful-

ness ensures that variables are statistically independent if and only if they do
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not causally effect each other in the underlying causal graph.

Causal sufficiency implies that common-causes of all pairs of variables are

measured and included in the causal model.

The PC algorithm assumes causal sufficiency and faithfulness whereas the

LiNGAM algorithm requires causal sufficiency. In addition, an extension

of the PC algorithm, the FCI algorithm was developed to relax the assump-

tion of causal sufficiency (Spirtes, Meek, & Richardson, 1995; Zhang, 2008).

However, evaluating the performance of the FCI algorithm is not trivial and

furthermore, the output of the FCI algorithm can’t be readily evaluated us-

ing the measures we use in our simulation study. To this end, we only in-

clude the two most commonly recommended causal search methods: PC and

LiNGAM (Eberhardt, 2016). We now briefly introduce these methods and

describe how they may estimate underlying causal structures.

3.4 Methods

3.4.1 PC algorithm

Named after it’s inventors Peter Sprites and Clark Glymour, this method as-

sumes the underlying DAG to model linear causal effects between variables

whose errors are assumed to be distributed normally (Spirtes et al., 2000).

This method breaks down the process of model search into a series of steps.

Initially, the PC algorithm estimates the skeleton of the underlying DAG.

The skeleton of a DAG is an undirected graph where the directed edges are

replaced by lines. To estimate the skeleton, statistical tests at a prescribed

alpha level (we use 0.1) are used to test for conditional independence state-

52



X

Z

Y

(a)

X

Z

Y

(b)

X

Z

Y

(c)

X

Z

Y

(d)

Figure 3.2: ThePCalgorithmoftenleadstoasetofobservationallyequivalentcausalstructures
thathavethesamelikelihoodofgeneratingthegivendataset.Here(a)representsthetruedata

generatingmechanism.However,underlinear-Gaussianconstraints,thedataalonecannothelpthe
PCalgorithmdistinguishbetweenthetwoDAGs(c)and(d).Bothgraphsarecompatiblewiththe

conditionalindependencepatternsinthedataset,andarehenceintheequivalenceclass(b)
returnedbythePCalgorithm(Spirtesetal.,2000).However,notethatthetwoDAGshavevery
differenttheoreticalimplicationsforestimatingtheeffectofXonY.In(c),Z isaconfounder

whereasin(d),Z isamediator.

ments present in the data.

Assuming linear causal effects with normally distributed errors, this amounts

to testing for vanishing partial correlation coefficients. Specifically, a line be-

tween two variables is drawn only when the partial correlation coefficient

is significantly different from zero given subsets of the remaining variables.

Next, to orient the lines in the skeleton, a set of rules are used based on iden-

tifying collider structures. A variable is said to be a collider if it is a common

effect of two other variables (or their effects) and enforces a very specific form

of conditional dependence, which helps identify the direction of a causal ef-

fect.

Furthermore, the PC algorithm is highly unlikely to return a unique causal

graph. Under linear-Gaussian constraints, multiple causal structures may

lead to the same observed variance-covariance matrix. Therefore, given a

dataset, the PC algorithm may return a set of equivalent DAGs (termed the

equivalence class) where every DAG in this set has the same likelihood of
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generating the observed dataset. Consequently, when estimating a causal

effect based on the equivalence set of graphs, we cannot obtain an unique

causal effect, but a set of causal effects; one effect based on each DAG in the

set of equivalent causal graphs. However, despite this inherent uncertainly,

the equivalence class is still useful and can be used to estimate bounds on

causal effects of interest which can then be used as a useful hypothesis to be

tested on new data. For example, if we observe that all estimated effects in the

equivalence class for an effect of interest are greater than zero, we can then

proceed to perform a one-directional test on a new dataset.

3.4.2 LiNGAM algorithm

Similar to the PC algorith, the Linear Non-Gaussian Acyclic Model (LiNGAM)

algorithm represents variables as a linear function of their direct causes and

non-normal errors (Shimizu et al., 2006). Furthermore, when the PC algo-

rithm can do no better than to return a set of equivalent causal models, the

LiNGAM algorithm can return a unique causal model due to the asymmetry

of the error distribution (see also Dodge & Rousson, 2001). Furthermore,

there are several versions of the LiNGAM algorithm, notably, ICA-based

LiNGAM (Shimizu et al., 2006), directLiNGAM (Shimizu et al., 2011), and

Pairwise LiNGAM (Hyvärinen & Smith, 2013) each of which uses a differ-

ent estimator. In this chapter, we evaluate the performance of the so-called

base LiNGAM method - the ICA-based LiNGAM because, as of yet, the

other methods are not implemented in the R programming language.
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3.5 Simulation design

In this section, we first describe the data generating mechanism. Next, we

discuss the scoring measures we use to evaluate the performance of these

methods. Finally, we list out the simulation parameters and the values that

they take on.

3.5.1 Data generating mechanism

Similar to Heinze-Deml et al. (2018), we assume a linear structural causal

model as our default data generating model. More specifically, we assume a

path model (a DAG) as our data generating model. This model can be writ-

ten as:

Xi :=

p∑
j=1

βi,jXj + εi for j = 1, . . . , p (3.1)

WhereX is a p-dimensional random variable, B is a p × pmatrix of re-

gression coefficients, and ε denotes the error terms (n × p). Moreover, since

we assume acyclicity, feedback loops are not captured in matrix of regression

coefficients.

βi,i = 0 for i = 1, . . . , p

Consequently, the model in equation 3.1 can be written in vector notation

as:

X := BX+ ε (3.2)

55



The solution to equation 3.2 is then given by:

X = (I− B)−1ε (3.3)

In order to generateX, we first generate the effects matrix B, followed by

the error terms ε, and then use equation 3.3. To generate the effects matrix,

we first generate an adjacency matrix with at least one non-zero entry. More

specifically, a Bernoulli distribution parameterised by s is used to draw an

edge between two variables. This parameter represents the sparsity of the

causal model. Higher values of s imply that it’s more likely that an edge is

drawn between two variables which indicates a dense graph. Next, given this

adjacency matrix, we generate effects uniformly in the open interval−1 to 1

and assign them to the non-zero edges in the adjacency matrix. This gives us a

matrix of effects Bwhich corresponds to a DAG.

Next, we generate the error terms ε. In this study, the degree of confound-

ing due to latent variables is introduced by allowing for statistical depen-

dence between the error terms and is governed by the parameter ρ. As we

include non-normal error terms in our study,we use the multivariate skew-

normal distribution to represent the error distribution (Azzalini & Valle,

1996). This distribution is parameterised by a p dimensional mean vector

(which we assume to be zero-valued), a p × p dimensional covariance matrix

Σ where the parameter ρ determines the value of the non-diagonal terms in

Σ and lastly, αwhich governs the amount of skewness in the skew-normal

distribution. Furthermore, an α of zero represents a multivariate normal dis-

tribution (a specific case of the multivariate skew-normal distribution). Next,
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we sample nmeasurements from this error distribution ε to obtain the error

terms.

Finally, given B and ε, we now use equation 3.3 to sample n data points.

Then we run the PC and the LiNGAM algorithm on these data points and

compare their performance using two scoring measures which we introduce

in the following section.

3.5.2 Scoring measures

Given a true causal graphG, and an estimated causal graphH, in order to

evaluate the accuracy of our estimation procedure we require a measure of

how closely doesH resembleG. In this study, closeness refers to how simi-

lar the two graphs are in their graph structure, i.e. presence and absence and

direction of edges between nodes. Similarity in graph structure also implies

similarity in the causal effects they imply. This is because, as described in the

introduction, a common application of these causal graphs is to generate sub-

stantial hypothesis which can then be used to develop better intervention

programmes. Hence one would also like to check if the true graph and esti-

mated graphs are consistent when it comes to using them to identify causal

effects. Taking these criteria into account, we use two graph-theoretic mea-

sures, the Structured Hamming distance and the Structured intervention

distance as performance measures. An added advantage of both these mea-

sures is that they can quantify the distance between the true graph and the

estimated graph even in the presence of equivalent causal models (as returned

by the PC algorithm).
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Structured Hamming distance The Structured Hamming distance

(SHD) takes into account the presence (and absence) of relationships present

in the graph. Given a true data generating graphG and an estimated graph

H, the SHD between the two graphs is the number of edges that must be

added, removed or flipped in order to make the graphs identical. The advan-

tage of this metric is that it is easy to interpret, smaller the SHD, greater the

similarity between the graphs. Consequently, a SHD of zero indicates that

the estimated graph is identical to the true graph.

Structured intervention distance Similar to the SHD, the Struc-

tured Intervention Distance (SID; J. Peters & Bühlmann, 2015) also quanti-

fies differences in graph structure. However, the SID is explicitly designed to

compare two graphs with respect to the causal effects they imply. Given an

estimated causal graph, we can use graphical criteria (e.g., backdoor criteria;

Pearl, 2009) to obtain an interventional distribution which uses the presence

and absence and direction of arrows to identify causal effects between a pair

of variables. The SID computes such interventional distributions for all pair

of variables in the estimated graph. The number of pairs for which there is a

mismatch between the interventional distribution in the true graph and the

estimated interventional distribution is the total SID between the estimated

graph and the true graph. Therefore, lower the SID, higher the similarity be-

tween the two graphs in terms of the causal effects they imply. A SID of zero

indicates that the estimated graph is identical to the true graph.
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Table 3.1: Comparingperformancemeasuresusedinthesimulationstudy.Bothmeasureshavea
lowerboundof0whichindicatesthattheestimatedgraphandthetruegraphareidenticalin

structure.Dottedlinesrepresentincorrectlyestimatededges.Lineswithnoarrowheadsrepresent
ambiguousedges(equivalenceclassofthePC-algorithm)

True graph Estimated graph
True

adjacency

matrix

Estimated

adjacency

matrix

Structural

Hamming

distance

Structural

intervention

distance

X

Z

Y X

Z

Y

[
0 1 0
0 0 0
1 1 0

] [
0 1 0
0 0 0
1 1 0

]
0 0

X

Z

Y X

Z

Y

[
0 1 0
0 0 0
1 1 0

] [
0 0 0
0 0 0
1 1 0

]
1 2

X

Z

Y X

Z

Y

[
0 1 0
0 0 0
1 1 0

] [
0 1 1
0 0 0
0 1 0

]
1 4

X

Z

Y X

Z

Y

[
0 1 0
0 0 0
1 1 0

] [
0 1 1
0 0 0
1 1 0

]
1 [0, 4]

X

Z

Y X

Z

Y

[
0 1 0
0 0 0
1 1 0

] [
0 0 0
0 0 0
0 0 0

]
3 4

X

Z

Y X

Z

Y

[
0 1 0
0 0 0
1 1 0

] [
0 0 1
1 0 1
0 0 0

]
3 6

3.5.3 Notes on the performance measures

While, the lower bound for both, the SHD and the SID, is zero, they differ

in their higher bound. The SHD reaches it maximum either when (i) the es-

timated graph has no edges or (ii) the estimated graph has all the edges in the

opposite direction (see Table 3.1). Therefore, the SHD treats the absence of
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an edge and an edge in the wrong direction equivalently. However, in prac-

tice, these two errors must be deferentially weighted as they lead to different

interventional distributions. This is precisely what the SID does. As shown

in Table 3.1, the structured interventional distances penalizes an estimated

graph with a wrong edge more harshly in comparison to an estimated graph

with missing edges.

Furthermore, as described earlier, the LiNGAM algorithm returns one

unique graph whereas the PC algorithm returns a set of causal graphs which

are in the equivalence set of a unique causal graph. However, as direction of

edges in the equivalence set differ, graphs in the equivalence graphs encode

different interventional distributions. To this end, while comparing the sim-

ilarity between the equivalence class of graphs returned by the PC algorithm

and the true causal graph, the structural intervention distance is no longer a

unique measure, rather a set of measures; each distance measure corresponds

to one DAG in the equivalence class. Consequently, this set is bounded by

the causal graph with the lowest SID to the true graph (a lower bound) and

the causal graph with the highest SID to the true graph (upper bound).

3.5.4 Simulation summary

In summary, this study will assess the performance of these methods using

simulation settings typical to psychological studies and Figure 3.3 displays

the simulation framework for a single replication. The parameters for the

simulation study include the sample size (n), the number of nodes (p), graph
sparsity (s), the degree of non-normality of the error distribution, and the
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Table 3.2: Simulationparametersandvalues

Variable Description Value

n.sim number of replications 200

n sample size 50, 150, 300, 600

p number of variables 4, 8, 16, 32

s graph sparsity 0.1, 0.3, 0.6, 0.9

alpha asymmetry of the skew-normal distribution -6, 0, 6

rho degree of confounding 0.0, 0.4, 0.6

algo causal search method PC, LiNGAM

effect of latent confounders. See Table 3.2 for the values of these parameters

used in the simulation. We compared the accuracy of these methods using

the SHD and the SID in a full-factorial design (4 × 4 × 4 × 3 × 3 = 576

possible conditions). To ease interpretation, as both measures are bounded,

we scale the measures to bound them in the interval [0, 1] and lower scores

imply greater accuracy. Lastly, we run 200 replications in each condition

which we deem to be sufficient to investigate the precision of these methods.

Finally, we conducted an ANOVA to statistically model interactions between

parameters on the performance of the two methods.

3.5.5 Software and data analysis

We conducted the simulation study using R (R Core Team, 2017) with R

Studio as the integrated development environment (RStudio Team, 2017).

We used the R package pcalg (Kalisch, Mächler, Colombo, Maathuis, &
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Bühlmann, 2012) to estimate the causal graphs and computed evaluation

measures using the package SID (J. Peters, 2015). The R package compare

causal networks (Heinze-Deml et al., 2018) was used as an unified interface

to the methods in pcalg. Furthermore, we adapted the code from Rücker and

Schwarzer (2014) for the nested loop plots.

For the empirical application, we use the R package compare causal net-

works (Heinze-Deml et al., 2018) to estimate the graphs with stability se-

lection. Next, the causal graphs were visualized using the R package qgraph

(Epskamp et al., 2012). The R code used to run the simulation study and

empirical analyses can be found in the supplementary materials.

3.5.6 Exploration and visualization of results

We first explore the results of the large scale simulation study using a so-called

nested loop plot (Rücker & Schwarzer, 2014). The main reason of using this

plot over multiple trellis diagrams is to show the simulation results in a single

plot (as we have more than three simulation parameters). This plot is sim-

ilar to a time-series line chart where days are nested in weeks, and weeks in

months, and months in years etc. Similarly, the nested loop plot nests the

simulation settings in an ordered manner and arranges them consecutively

on the horizontal axis. For example, we nest levels of graph sparsity in lev-

els of number of variables, levels of number of variables is then nested in

levels of sample size. And the criterion of interest, in our case the structural

Hamming distance or the structural intervention distance, is displayed on the

vertical axis.
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While discussing the results of the simulation, we use the SID as it is more

conservative than the SHD (see Section 3.5.3). Interested readers are guided
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to the Appendix for the results using the structured Hamming distance as an

evaluation measure (see Figure 12).

3.6 Results

3.6.1 Effect of sample size

We do not observed marked differences in the SID with respect to sample

size. Figure 3.4 indicates that as the sample size increases from 50 to 600, the

overall pattern remains the same. Furthermore, we did not find a statistically

significant effect of the sample size on the performance of these methods at

an alpha level of 0.05. (For the LiNGAM algorithm ( [F(3, 114624) = 1.05,

p = 0.37, η2p = 0.00]; see Table 3). Similar results were obtained for the PC

algorithm). Therefore, it seems that there is insufficient evidence to suggest

that sample sizes considered have a significant effect on the performance of

the PC and the LiNGAM algorithm.

3.6.2 Effect of the number of variables

As it seems that the sample size does not influence the results, we can now

fix the sample size at a value (e.g., 300) and explore the influence of other

simulation parameters on the accuracy of the methods (see Figure 3.5). We

observe that there is a rising trend in the SID as the number of parameters

increases from 4 to 32. When p, the number of variables is 4 (the left quar-

ter of Figure 3.5), we observe that the two causal search methods perform

quite well. However, a clear structural change starts to emerge as we increase

the number of variables from 16 to 32. The results indicate that the PC and

64



−1.0

−0.5

0.0

0.5

1.0

4 X 4 X 4 X 3 X 3 conditions

m
ea

n 
S

ID

Sample size (50, 150, 300, 600)

No. variables (4, 8, 16, 32)

sparsity (0.1, 0.3, 0.6, 0.9)

non−normality (−6, 0, 6)

confounding (0.0, 0.4, 0.6)

PC LiNGAM

Figure 3.4: Thenestedloopplotdisplayingtheresultsofthesimulationusingthestructural
interventiondistanceasanevaluationmeasure.Highervaluesofthestructuralintervention

distanceindicateshigherdiscrepancybetweentheunderlyingtruecausalgraphandtheestimated
graph.

the LiNGAM algorithm become more biased as the number of variables in-

creases (for the simulation parameters considered here). Moreover, Figure

3.5 indicates an interaction between the number of variables and graph spar-

sity. This is also indicated by a statistically significant interaction between

graph sparsity and the number of parameters at an alpha level of 0.05 for the

LiNGAM algorithm ([F(9, 114624) = 115.45, p < 0.0005, η2p = 0.01]; see

Table 3). Similar results were obtained for the PC algorithm.

65



−1.0

−0.5

0.0

0.5

1.0

4 X 4 X 4 X 3 X 3 conditions

m
ea

n 
S

ID

No. variables (4, 8, 16, 32)

sparsity (0.1, 0.3, 0.6, 0.9)

non−normality (−6, 0, 6)

confounding (0.0, 0.4, 0.6)

PC LiNGAM

Figure 3.5: Thenestedloopplotdisplayingtheresultsofthesimulationusingthestructural
interventiondistanceasanevaluationmeasurewiththesamplesizefixedat300.Highervaluesof
thestructuralinterventiondistanceindicateshigherdiscrepancybetweentheunderlyingtrue

causalgraphandtheestimatedgraph.

3.6.3 Effect of graph sparsity

The influence of graph sparsity on the accuracy of causal search methods as

measured by the SID can be seen in Figure 3.5. All methods tend to become

less accurate as the true graph becomes less sparse (indicated by the rising

trend in each quarter of Figure 3.5). Regardless of the number of variables,

both the PC and the LiNGAM algorithm perform accurately in highly sparse

settings and perform poorly as the true graph becomes more dense. More-
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over, as described above, there is a statistically significant interaction effect

between graph sparsity and the number of parameters on the performance of

the LiNGAM algorithm ([F(9, 114624) = 115.45, p < 0.0005, η2p = 0.01];

see Table 3). Similar results were obtained for the PC algorithm.

3.6.4 Effect of skewness in the error terms

We vary the skewness of the error terms to explore the robustness of these

methods to deviations from their statistical assumptions. The PC algorithm

assumes that the error terms are Normal while the LiNGAM method re-

quires that at the most one of the error terms is Normal.

Figure 3.5 reveals that all methods are robust to deviations from normality

as the lines are relatively straight for different levels of non-normality. Skew-

ness of the error terms (either left-skewed or right-skewed) does not markedly

influence the performance of these methods as measured by the SID. The PC

algorithm seems to be robust to it’s assumptions that the error terms must be

normally distributed. However, as expected, the LiNGAM method performs

better when the error terms are non-normal rather than strictly normal, but

it seems to be robust to deviations from non-normality. The ANOVA re-

sulted in a effect size that was not statistically significant and close to zero

(For the LiNGAM algorithm, [F(2, 114624) = 0.12, p = 0.89, η2p = 0.00];

see Table 3; similar results were obtained for the PC algorithm).
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3.6.5 Effect of latent confounding

Looking at the smallest unit of Figure 3.5 showed that, with all other sim-

ulation settings held constant, both methods perform slightly better when

they meet their distributional assumptions and causal sufficiency is met.

Any deviation from causal sufficiency does not markedly affect the perfor-

mance of the two methods. Moreover, ANOVA indicated a that the effect

of latent confounding on the performance of the LiNGAM algorithm is

not statistically significant and close to zero ([F(2, 114624) = 0.12, p = 0.89,

η2p = 0.00]; see Table 3). Similar results were obtained for the PC algorithm.

Regarding interactions between parameters, ANOVA indicated that re-

gardless of the performance measure (SHD or SID), there is a statistically

significant interaction between graph sparsity and the number of variables

which influences the performance of the PC and the LiNGAM algorithm.

However, sample size, effect of latent confounders, and skewness of the er-

ror terms (and interactions between these terms) do not significantly affect

their performance. The results obtained using ANOVA are in line with the

findings obtained from visually exploring the results using the nested-loop

plot.

3.6.6 Reliability of estimated causal graphs

The simulation study revealed that the methods are highly sensitive to sam-

pling variation (see Figure 3.6). In particular, for both, the PC as well as the

LiNGAM algorithm, the standard errors are high when the algorithms re-

port the highest accuracy (in sparse settings with small number of variables).
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This implies that, in empirical settings, the estimated set of causal relation-

ships between variables may contain spurious relationships due to sampling

variability and this may lead to results that are highly unstable.

3.7 Discussion and considerations

We conducted a simulation study to compare the accuracy of two constraint-

based causal search methods to explore plausible causal structures in a com-

pletely data-driven manner. The results indicate that the sample sizes consid-
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ered in this simulation might not be sufficient to clearly distinguish between

the two methods in terms of their performance. Consequently, we found

that the sample sizes considered here (50 to 600) do not markedly influence

the accuracy of these methods. Next, regardless of the causal search method

used, we found that the interaction between number of variables and graph

sparsity has a marked influence in the performance of these methods, espe-

cially as the number of variables increase. Finally, we found that the PC and

the LiNGAM algorithm seem to be robust to deviations from their underly-

ing causal (causal sufficiency) and statistical assumptions (e.g., non-normality

of the error distribution). Finally, the simulation study revealed that the PC

and LiNGAM algorithm are highly sensitive to error due to sampling varia-

tion.

A key consideration is that of the evaluation criteria used. In this study, we

adopt the structural Hamming distance which compares the presence or ab-

sence of edges; and the structural intervention distance, a measure developed

to compare interventional statements implied by the estimated causal graphs.

They are both structural measures and we found discrepancy in the conclu-

sions reached by using either criteria. We chose these structural measures as

evaluation criteria given the aim of the simulation study, however, there are

several other measures that can be used to evaluating causal graphs depend-

ing on the aim of the study (de Jongh & Druzdzel, 2009; Garant & Jensen,

2016).

The results of this simulation study seem to indicate that while both

methods can be a useful tool to explore plausible causal relationships be-
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tween variables, they tend to be unstable. Therefore, in empirical settings,

we recommend using a stability selection procedure to estimate the causal

graph which minimizes the chance of estimating a spurious causal relation-

ship (Meinshausen & Bühlmann, 2010). Similar to the bootstrap, this proce-

dure runs the PC and the LiNGAM algorithm on several sub-samples of the

original dataset and retains only the most stable edges using a tuning parame-

ter.

3.8 Empirical applications

In this section, we report the performance of the LiNGAM algorithm and

the PC algorithm on two empirical datasets. The simulation study revealed

that the PC and the LiNGAM algorithm are not stable, therefore, we use sta-

bility selection (Meinshausen & Bühlmann, 2010) to ensure that the results

are reliable and replicable. Specifically, we randomly perturbed the original

dataset and used 70% of the perturbed data as our bootstrapped dataset for

each selection run. Next, we conducted a total of 100 selection runs with a

node wise expected false positive rate of 2 and each run resulted in a set of sta-

ble edges. Lastly, an edge was present in the final graph if it was deemed to be

stable in more than 75% of the selection runs.

3.9 Empirical application 1: Buurkracht

We illustrate the use and value of causal search algorithms using a dataset

from a project on community energy initiatives. A study was conducted

among members and non members of 29 local community energy initia-
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tives across the Netherlands that were part of an overarching network called

Buurkracht (Buurkracht, 2018). This study aimed to study the psychologi-

cal factors including personal and social factors that can explain whether and

why community energy initiatives may be effective in fostering sustainable

energy behaviours. In order to understand why do people join such initia-

tives and it’s effectiveness, this project integrated variables from different

theories not studied together in combination before. To this end, we apply

causal search algorithms on this dataset to gain insight into the factors that

drive membership in these initiatives.

3.9.1 Methods and Materials

The study used a correlational design 313 participants who completed a

questionnaire which included 32 variables. The dataset consists of variables

from personal factors, factors related to the social context, evaluations (or

opinions) about energy companies and the government, self-reported sus-

tainable energy behaviours and intentions to engage in sustainable energy

behaviours (within the household and with the community) and other pro-

environmental and communal behaviours, socio-demographical variables,

and if they were a member of the community energy initiative. Most vari-

ables were measured on a 7-point Likert scale, ranging from 1 ‘completely

disagree’ to 7 ‘completely agree’. Membership was measured on a 5 point

scale where higher levels of membership indicates stronger involvement in

the community energy initiative (see Bhushan et al. (2019), for more details).

The empirical settings areN = 313, p = 32 and the use of ordinal scales
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Figure 3.7: ThecausalgraphobtainedusingthePCalgorithmwithstabilityselection.Nodesare
groupedbycategoryandeachcategoryislabelledwithauniquecolour.

were used makes it likely that the error distribution is skewed*. Based on

these assumptions, the simulation study indicates that the LiNGAM algo-

rithm is slightly more accurate than the PC algorithm. However, if the un-

derlying causal model is highly sparse, PC performs better than LiNGAM.

As we do not have sufficient information on which to base our bet on spar-

sity, we run both methods on the datasets.

*Statistical tests revealed that the data is non-normal, see Supplementary for more details
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3.9.2 Results

Figure 3.7 displays the results of applying the PC algorithm with stability

selection on this dataset. First, we observe relationships between personal

factors that are in line with common theorizing. For example, in Figure 3.7,

an edge from biospheric values to environmental self-identity indicates that

intervening to make biospheric value more salient will strengthen environ-

mental self-identity (e.g. Van der Werff et al. 2013). Furthermore, we see that

environmental self-identity and personal importance of sustainable energy

behaviour, are both affected by biospheric values. Further, environmental

self-identity as well as household sustainable energy intentions cause other

pro-environmental intentions. In addition, the factors related to the social

context form a distinct causal path leading to membership in the initiative.

Furthermore, environmental neighbourhood identity is a key variable which

links variables from distinct categories such as personal factors, social fac-

tors, and membership. In addition, we found that initiative involvement

intentions directly leads to membership, while communal sustainable energy

intentions leads to membership via initiative involvement intentions. Lastly,

we notice that group based anger and group based distrust is not linked to

any of the other variables.

However, the LiNGAM algorithm with stability selection returned an

extremely conservative graph (see Figure 3.8). The simulation study revealed

that in settings similar to this application (N = 300, p = 32), the standard

error of the SID is greater for the LiNGAM algorithm than the PC algorithm

(see Figure 3.6). In sum, it is possible that with 32 nodes, 313 measurements
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per node are not enough to accurately recover the underlying structure using

the LiNGAM algorithm.

3.9.3 Discussion

The results suggest that the PC algorithm with stability selection succeeded

in partly recovering relationships in line with existing theory. The LiNGAM

algorithm returned an extremely sparse graph and is quite possibly due to

the relatively low sample size to number of variables ratio. In addition, the

results of the PC algorithm on the Buurkracht dataset suggests that mem-
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bership in a community energy initiative is potentially driven by initiative

involvement initiatives, environmental neighbourhood identity, and engag-

ing in energy saving measures. We would like to clearly state that experiments

must be designed in order to test if these variables do have a causal effect on

membership in an initiative.

3.10 Empirical application 2: Eighth European Social Survey

The Eighth European Social Survey contains the module “Public Attitudes

to Climate Change, Energy Security, and Energy Preferences” (Norwegian

Centre for Research Data, 2016b). This module aims to explore relationships

between several concepts such as beliefs on climate change, energy security,

and energy preferences and energy behaviours.

The theoretical model underlying this module postulated several dense

connections between the main concepts included in the module (see Fig-

ure 3.9). First, climate change beliefs were expected to be linked to climate

change concerns, energy security concerns, and energy preferences. Further-

more, climate change concerns and energy security concerns were expected

to influence personal norms and efficacy beliefs. Next, personal norms and

efficacy beliefs were theorized to influence energy preferences.

3.10.1 Materials

The data set included 44,387 respondents (Norwegian Centre for Research

Data, 2016a). The concepts were measured using sub-concepts. The ESS8

environmental module documentation suggests that the sub-concepts have
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Figure 3.9: TheconceptualframeworkoftheenvironmentalmoduleintheEighthEuropeanSocial
Survey.Source:ESS(NorwegianCentreforResearchData,2016b)

several relationships between themselves and well as with other sub-concepts

and therefore, they form the nodes in the graph. Descriptive statistics, the

full questionnaire, and the European Social Survey Round 8 dataset can be

obtained at the ESS website http://www.europeansocialsurvey.org.

3.10.2 Results

Figure 3.11 displays the graph estimated using the PC algorithm with stabil-

ity selection. In comparison to the LiNGAM algorithm (see Figure 3.10), the

graph estimated using the PC algorithm graph is dense and hard to interpret.

To this end, we discuss the results based on the LiNGAM algorithm.

Figure 3.10 displays the causal graph obtained using the LiNGAM al-

gorithm. Due to the large number of estimated relationships, we focus on
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the results that stand out. First, we notice that there are several relation-

ships between sub-concepts. For example, all the energy security concerns

are related to each other. Furthermore, within the energy supply source pref-

erence, we notice two distinct clusters. One consisting of preferences for

non-renewable energy sources, and on the other hand, a densely connected

cluster of preferences for renewable energy sources. This suggests that people

who have a preference for a renewable source of energy chose not to prefer

non-renewable sources of energy. In addition, as theorized by the authors

(Norwegian Centre for Research Data, 2016b), climate change beliefs and ef-
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ficacy beliefs influence personal norms. Furthermore, climate change concern

is influenced by climate change beliefs.

However, there are a few effects that are in a direction opposite to the

one theorized. For example, researchers theorized that all concepts and sub-

concepts in the dataset are expected to influence energy demand measures.

However, in the estimated graph (see Figure 3.10, we observe that energy

demand measures influence personal norm, climate change beliefs as well as

energy security concerns.
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3.10.3 Discussion

The results suggest that the LiNGAM algorithm partly recovers the theo-

retical model as proposed by the researchers and the PC algorithm results

in a dense and hard to interpret graph. However, in both estimated graphs,

there were effects that were in the opposite direction to that predicted by

the researchers. Future research can consider why this is the case and design

experiments in order to verify if the hypothesized theoretical relationships

actually exist in the population.

3.11 General discussion

Our overall results suggest that the causal search algorithms are a useful tool

to explore plausible causal structures underlying large observational multi-

variate datasets and can then estimate causal effects of interest which can then

be tested on a new dataset.

Moreover, our results indicate that such causal search methods tend to

perform more accurately when the true causal model is sparse. In addition,

Kalisch and Bühlmann (2007) show that these methods can accurately re-

cover the true causal graph when the strength of the causal effects are not too

weak and can be recovered with small samples. As the strength of the causal

effects was not a parameter in our simulation, we could not investigate the

interaction between graph sparsity and the strength of causal effects. But it is

nevertheless an interesting scenario and calls for future research.

Finally, although the simulation results seem to indicate that the PC and

LiNGAM algorithm are accurate in sparse settings, we conclude that these
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results are not directly transferable to empirical datasets, unless one is willing

to make a bet on sparsity in psychological research (see also Meehl, 1990).

In addition, the reliability of the PC as well as LiNGAM algorithm is poor.

While resampling methods such as stability selection may alleviate some of

the concerns with reliability, such methods often come with several hyper-

parameters, the choice of which may crucially affect the resulting inferences.

Consequently, researchers are always advised to use and interpret the results

of these methods with care.

3.12 Conclusion

One of the main goals of sustainable energy behaviours research is to under-

stand and explore substantive causal relationships between variables related

to such behaviours. To this end we use simulations to compare the perfor-

mance of constraint-based causal search method in scenarios typical to sus-

tainable energy behaviours research. Specifically, we review two commonly

used constraint-based search methods which use conditional independence

as a rule to estimate causal structures: (i) PC algorithm and the (ii) LiNGAM

algorithm. We find that both methods are inaccurate and unstable in the

simulation settings we consider. However, the PC as well as the LiNGAM

algorithm seem to perform better when there are a few variables with few

causal edges between them. In empirical settings, the results indicate that we

must interpret the results of these methods with care and utilize stability se-

lection methods to ensure that the results are replicable and reliable. Rather

than perceiving these methods as an alternative to theorizing, we would like
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to stress that these methods are, at best, a helpful computational assistant

which can detect patterns of conditional independence in a dataset.
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Appendix A: Strucural Hamming Distance
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Figure 12: Thenestedloopplotdisplayingtheresultsofthesimulationusingthestructural
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indicateshigherdiscrepancybetweentheunderlyingtruecausalgraphandtheestimatedgraph.
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Appendix C: ANOVA tables

Table 3: ANOVAtabledisplayinginteractioneffectsbetweenparametersforthestructural
interventiondistanceusingtheLiNGAMalgorithmasacausalsearchmethod.

term sumsq meansq df statistic p value η2p ω2
p cohens f power

1 (Intercept) 2.35 2.35 1.00 120.85 0.00 0.00 0.00 0.03 1.00

2 n 0.06 0.02 3.00 1.05 0.37 0.00 0.00 0.00 0.29

3 p 7.48 2.49 3.00 128.32 0.00 0.00 0.00 0.06 1.00

4 s 36.02 12.01 3.00 618.22 0.00 0.02 0.02 0.13 1.00

5 alpha 0.00 0.00 2.00 0.12 0.89 0.00 -0.00 0.00 0.07

6 rho 0.02 0.01 2.00 0.47 0.62 0.00 -0.00 0.00 0.13

7 n:p 1.26 0.14 9.00 7.21 0.00 0.00 0.00 0.02 1.00

8 n:s 1.85 0.20 9.00 10.56 0.00 0.00 0.00 0.03 1.00

9 p:s 20.18 2.24 9.00 115.45 0.00 0.01 0.01 0.10 1.00

10 n:alpha 0.02 0.00 6.00 0.20 0.98 0.00 -0.00 0.00 0.10

11 p:alpha 0.01 0.00 6.00 0.08 1.00 0.00 -0.00 0.00 0.07

12 s:alpha 0.02 0.00 6.00 0.21 0.97 0.00 -0.00 0.00 0.11

13 n:rho 0.04 0.01 6.00 0.36 0.91 0.00 -0.00 0.00 0.15

14 p:rho 0.03 0.00 6.00 0.22 0.97 0.00 -0.00 0.00 0.11

15 s:rho 0.06 0.01 6.00 0.49 0.82 0.00 -0.00 0.00 0.20

16 alpha:rho 0.02 0.00 4.00 0.22 0.93 0.00 -0.00 0.00 0.10

17 n:p:s 3.39 0.13 27.00 6.47 0.00 0.00 0.00 0.04 1.00

18 n:p:alpha 0.04 0.00 18.00 0.12 1.00 0.00 -0.00 0.00 0.10

19 n:s:alpha 0.49 0.03 18.00 1.40 0.12 0.00 0.00 0.01 0.90

20 p:s:alpha 0.04 0.00 18.00 0.11 1.00 0.00 -0.00 0.00 0.10

21 n:p:rho 0.07 0.00 18.00 0.19 1.00 0.00 -0.00 0.00 0.14

22 n:s:rho 0.36 0.02 18.00 1.03 0.42 0.00 0.00 0.01 0.76

23 p:s:rho 0.06 0.00 18.00 0.17 1.00 0.00 -0.00 0.00 0.13

24 n:alpha:rho 0.05 0.00 12.00 0.21 1.00 0.00 -0.00 0.00 0.14

25 p:alpha:rho 0.02 0.00 12.00 0.07 1.00 0.00 -0.00 0.00 0.07

26 s:alpha:rho 0.07 0.01 12.00 0.31 0.99 0.00 -0.00 0.01 0.19

27 n:p:s:alpha 0.67 0.01 54.00 0.64 0.98 0.00 -0.00 0.02 0.85

28 n:p:s:rho 0.62 0.01 54.00 0.59 0.99 0.00 -0.00 0.02 0.81

29 n:p:alpha:rho 0.07 0.00 36.00 0.10 1.00 0.00 -0.00 0.01 0.12

30 n:s:alpha:rho 0.74 0.02 36.00 1.06 0.37 0.00 0.00 0.02 0.95

31 p:s:alpha:rho 0.11 0.00 36.00 0.16 1.00 0.00 -0.00 0.01 0.17

32 n:p:s:alpha:rho 1.14 0.01 108.00 0.54 1.00 0.00 -0.00 0.02 0.95

33 Residuals 2226.24 0.02 114624.00



Table 4: ANOVAtabledisplayinginteractioneffectsbetweenparametersforthestructural
interventiondistanceusingthePCalgorithmasacausalsearchmethod.

term sumsq meansq df statistic p value η2p ω2
p cohens f power

1 (Intercept) 1.40 1.40 1.00 74.54 0.00 0.00 0.00 0.03 1.00

2 n 0.08 0.03 3.00 1.48 0.22 0.00 0.00 0.01 0.40

3 p 7.19 2.40 3.00 127.43 0.00 0.00 0.00 0.06 1.00

4 s 24.16 8.05 3.00 427.91 0.00 0.01 0.01 0.11 1.00

5 alpha 0.08 0.04 2.00 2.25 0.10 0.00 0.00 0.01 0.46

6 rho 0.11 0.06 2.00 2.97 0.05 0.00 0.00 0.01 0.58

7 n:p 1.72 0.19 9.00 10.18 0.00 0.00 0.00 0.03 1.00

8 n:s 0.82 0.09 9.00 4.84 0.00 0.00 0.00 0.02 1.00

9 p:s 20.87 2.32 9.00 123.22 0.00 0.01 0.01 0.10 1.00

10 n:alpha 0.20 0.03 6.00 1.78 0.10 0.00 0.00 0.01 0.68

11 p:alpha 0.07 0.01 6.00 0.62 0.71 0.00 -0.00 0.01 0.25

12 s:alpha 0.02 0.00 6.00 0.22 0.97 0.00 -0.00 0.00 0.11

13 n:rho 0.18 0.03 6.00 1.59 0.15 0.00 0.00 0.01 0.62

14 p:rho 0.13 0.02 6.00 1.14 0.34 0.00 0.00 0.01 0.46

15 s:rho 0.04 0.01 6.00 0.35 0.91 0.00 -0.00 0.00 0.15

16 alpha:rho 0.26 0.06 4.00 3.38 0.01 0.00 0.00 0.01 0.85

17 n:p:s 3.17 0.12 27.00 6.23 0.00 0.00 0.00 0.04 1.00

18 n:p:alpha 0.15 0.01 18.00 0.45 0.98 0.00 -0.00 0.01 0.34

19 n:s:alpha 0.49 0.03 18.00 1.46 0.09 0.00 0.00 0.01 0.92

20 p:s:alpha 0.05 0.00 18.00 0.14 1.00 0.00 -0.00 0.00 0.11

21 n:p:rho 0.48 0.03 18.00 1.43 0.11 0.00 0.00 0.01 0.91

22 n:s:rho 0.38 0.02 18.00 1.12 0.32 0.00 0.00 0.01 0.80

23 p:s:rho 0.14 0.01 18.00 0.43 0.98 0.00 -0.00 0.01 0.32

24 n:alpha:rho 0.26 0.02 12.00 1.14 0.32 0.00 0.00 0.01 0.67

25 p:alpha:rho 0.16 0.01 12.00 0.73 0.72 0.00 -0.00 0.01 0.44

26 s:alpha:rho 0.15 0.01 12.00 0.68 0.78 0.00 -0.00 0.01 0.41

27 n:p:s:alpha 0.65 0.01 54.00 0.64 0.98 0.00 -0.00 0.02 0.85

28 n:p:s:rho 0.77 0.01 54.00 0.76 0.91 0.00 -0.00 0.02 0.92

29 n:p:alpha:rho 0.23 0.01 36.00 0.34 1.00 0.00 -0.00 0.01 0.37

30 n:s:alpha:rho 1.06 0.03 36.00 1.56 0.02 0.00 0.00 0.02 1.00

31 p:s:alpha:rho 0.19 0.00 36.00 0.28 1.00 0.00 -0.00 0.01 0.29

32 n:p:s:alpha:rho 1.23 0.01 108.00 0.60 1.00 0.00 -0.00 0.02 0.97

33 Residuals 2157.12 0.02 114624.00



Table 5: ANOVAtabledisplayinginteractioneffectsbetweenparametersforthestructural
HammingdistanceusingtheLiNGAMalgorithmasacausalsearchmethod.

term sumsq meansq df statistic p value η2p ω2
p cohens f power

1 (Intercept) 8.82 8.82 1.00 731.03 0.00 0.01 0.01 0.08 1.00

2 n 43.35 14.45 3.00 1197.77 0.00 0.03 0.03 0.18 1.00

3 p 1.99 0.66 3.00 54.96 0.00 0.00 0.00 0.04 1.00

4 s 34.59 11.53 3.00 955.52 0.00 0.02 0.02 0.16 1.00

5 alpha 0.03 0.02 2.00 1.35 0.26 0.00 0.00 0.00 0.29

6 rho 0.04 0.02 2.00 1.66 0.19 0.00 0.00 0.00 0.35

7 n:p 33.50 3.72 9.00 308.51 0.00 0.02 0.02 0.16 1.00

8 n:s 53.33 5.93 9.00 491.16 0.00 0.04 0.04 0.20 1.00

9 p:s 2.55 0.28 9.00 23.46 0.00 0.00 0.00 0.04 1.00

10 n:alpha 38.26 6.38 6.00 528.52 0.00 0.03 0.03 0.17 1.00

11 p:alpha 0.02 0.00 6.00 0.27 0.95 0.00 -0.00 0.00 0.12

12 s:alpha 0.12 0.02 6.00 1.69 0.12 0.00 0.00 0.01 0.65

13 n:rho 27.46 4.58 6.00 379.28 0.00 0.02 0.02 0.14 1.00

14 p:rho 0.02 0.00 6.00 0.35 0.91 0.00 -0.00 0.00 0.15

15 s:rho 0.15 0.02 6.00 2.08 0.05 0.00 0.00 0.01 0.76

16 alpha:rho 0.82 0.21 4.00 17.10 0.00 0.00 0.00 0.02 1.00

17 n:p:s 24.44 0.90 27.00 75.02 0.00 0.02 0.02 0.13 1.00

18 n:p:alpha 25.42 1.41 18.00 117.04 0.00 0.02 0.02 0.14 1.00

19 n:s:alpha 16.18 0.90 18.00 74.52 0.00 0.01 0.01 0.11 1.00

20 p:s:alpha 0.10 0.00 18.00 0.45 0.98 0.00 -0.00 0.01 0.34

21 n:p:rho 18.60 1.03 18.00 85.64 0.00 0.01 0.01 0.12 1.00

22 n:s:rho 11.20 0.62 18.00 51.58 0.00 0.01 0.01 0.09 1.00

23 p:s:rho 0.14 0.01 18.00 0.64 0.87 0.00 -0.00 0.01 0.49

24 n:alpha:rho 67.09 5.59 12.00 463.37 0.00 0.05 0.05 0.22 1.00

25 p:alpha:rho 0.36 0.03 12.00 2.47 0.00 0.00 0.00 0.02 0.97

26 s:alpha:rho 1.53 0.13 12.00 10.60 0.00 0.00 0.00 0.03 1.00

27 n:p:s:alpha 11.06 0.20 54.00 16.98 0.00 0.01 0.01 0.09 1.00

28 n:p:s:rho 7.76 0.14 54.00 11.91 0.00 0.01 0.00 0.07 1.00

29 n:p:alpha:rho 43.97 1.22 36.00 101.23 0.00 0.03 0.03 0.18 1.00

30 n:s:alpha:rho 26.48 0.74 36.00 60.96 0.00 0.02 0.02 0.14 1.00

31 p:s:alpha:rho 0.76 0.02 36.00 1.75 0.00 0.00 0.00 0.02 1.00

32 n:p:s:alpha:rho 18.42 0.17 108.00 14.13 0.00 0.01 0.01 0.12 1.00

33 Residuals 1382.96 0.01 114624.00



Table 6: ANOVAtabledisplayinginteractioneffectsbetweenparametersforthestructural
HammingdistanceusingthePCalgorithmasacausalsearchmethod.

term sumsq meansq df statistic p value η2p ω2
p cohens f power

1 (Intercept) 32.00 32.00 1.00 2612.46 0.00 0.02 0.02 0.15 1.00

2 n 25.14 8.38 3.00 684.20 0.00 0.02 0.02 0.13 1.00

3 p 13.12 4.37 3.00 357.07 0.00 0.01 0.01 0.10 1.00

4 s 13.63 4.54 3.00 370.81 0.00 0.01 0.01 0.10 1.00

5 alpha 3.10 1.55 2.00 126.70 0.00 0.00 0.00 0.05 1.00

6 rho 3.31 1.66 2.00 135.29 0.00 0.00 0.00 0.05 1.00

7 n:p 19.93 2.21 9.00 180.76 0.00 0.01 0.01 0.12 1.00

8 n:s 13.99 1.55 9.00 126.88 0.00 0.01 0.01 0.10 1.00

9 p:s 14.53 1.61 9.00 131.84 0.00 0.01 0.01 0.10 1.00

10 n:alpha 18.75 3.13 6.00 255.19 0.00 0.01 0.01 0.12 1.00

11 p:alpha 2.07 0.34 6.00 28.13 0.00 0.00 0.00 0.04 1.00

12 s:alpha 1.27 0.21 6.00 17.28 0.00 0.00 0.00 0.03 1.00

13 n:rho 5.82 0.97 6.00 79.22 0.00 0.00 0.00 0.06 1.00

14 p:rho 2.46 0.41 6.00 33.44 0.00 0.00 0.00 0.04 1.00

15 s:rho 0.94 0.16 6.00 12.73 0.00 0.00 0.00 0.03 1.00

16 alpha:rho 13.66 3.42 4.00 278.79 0.00 0.01 0.01 0.10 1.00

17 n:p:s 13.58 0.50 27.00 41.06 0.00 0.01 0.01 0.10 1.00

18 n:p:alpha 12.82 0.71 18.00 58.16 0.00 0.01 0.01 0.10 1.00

19 n:s:alpha 7.39 0.41 18.00 33.52 0.00 0.00 0.00 0.07 1.00

20 p:s:alpha 0.86 0.05 18.00 3.92 0.00 0.00 0.00 0.02 1.00

21 n:p:rho 5.17 0.29 18.00 23.45 0.00 0.00 0.00 0.06 1.00

22 n:s:rho 3.08 0.17 18.00 13.96 0.00 0.00 0.00 0.05 1.00

23 p:s:rho 0.74 0.04 18.00 3.35 0.00 0.00 0.00 0.02 1.00

24 n:alpha:rho 18.54 1.54 12.00 126.11 0.00 0.01 0.01 0.12 1.00

25 p:alpha:rho 8.42 0.70 12.00 57.29 0.00 0.01 0.01 0.08 1.00

26 s:alpha:rho 5.57 0.46 12.00 37.86 0.00 0.00 0.00 0.06 1.00

27 n:p:s:alpha 5.96 0.11 54.00 9.01 0.00 0.00 0.00 0.06 1.00

28 n:p:s:rho 2.71 0.05 54.00 4.10 0.00 0.00 0.00 0.04 1.00

29 n:p:alpha:rho 12.52 0.35 36.00 28.39 0.00 0.01 0.01 0.09 1.00

30 n:s:alpha:rho 7.33 0.20 36.00 16.64 0.00 0.00 0.00 0.07 1.00

31 p:s:alpha:rho 3.50 0.10 36.00 7.94 0.00 0.00 0.00 0.05 1.00

32 n:p:s:alpha:rho 5.99 0.06 108.00 4.53 0.00 0.00 0.00 0.06 1.00

33 Residuals 1404.03 0.01 114624.00
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Studying the effects of intervention

programmes on household energy

saving behaviours using graphical

causal models

To mitigate anthropogenic climate change, households across

the world need to reduce their fossil energy consumption and engage in en-

ergy saving behaviours (IPCC, 2014). To this end, reviews and meta-analyses
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show that various behavioural intervention programmes including block

leader approaches, behavioural commitments, and different types of feed-

back appear to encourage household energy saving behaviours (Abrahamse,

Steg, Vlek, & Rothengatter, 2005; Karlin et al., 2015). Typically, studies that

aimed to examine the effects of such interventions did not follow rigorous

study designs, and did not try to understand the processes that lead to the

observed effects, so little is known about why intervention programmes

are (in)effective and how they can be improved (Abrahamse et al., 2005).

Considerable improvements are possible in the design of intervention pro-

grammes to not only evaluate, but also understand the effects of such inter-

ventions on household energy saving behaviours.

One way of ensuring that any change in energy usage can be attributed

to the intervention programme and nothing else is by conducting a Ran-

domised Controlled Trial (RCTs), also termed as true experiments. Recently,

RCTs have been strongly advocated to evaluate intervention programmes

in the household energy efficiency domain (Allcott & Mullainathan, 2010;

Frederiks et al., 2016; Vine et al., 2014). RCTs allow drawing firm conclu-

sions about the extent to which intervention programmes are effective in

encouraging households to realise energy savings because of three key charac-

teristics: (i) manipulation; (ii) random sampling of households from the tar-

get population; and (iii) random assignment of households to intervention

and control groups. Manipulation implies some households are deliberately

exposed to the intervention while a control group does not receive the inter-

vention. Control groups are essential to test whether any changes in energy
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use can be attributed to the intervention, and not to any other event happen-

ing during the test of the intervention. Random assignment ensures that the

intervention and control groups do not systematically differ from the outset,

and ensure that changes in energy use are not caused by specific characteris-

tics of the intervention group. Furthermore, random sampling ensures that

results can be generalised to the target population.

The proponents of RCTs argue that if the three features are rigorously

implemented, RCT’s enable accurate evaluation of the effects of an inter-

vention programme on energy saving behaviours. In simpler terms, when

researchers and policy makers are interested in finding out “if” the interven-

tion programme worked, RCTs provide the best answer (Lilienfeld, McKay,

& Hollon, 2018).

However, in the context of household energy use intervention programmes,

various real-world constraints do not permit use of RCTs (Vine et al., 2014).

These real-world constraints imply that certain methodological challenges

arising due to the infeasibility of conducting RCTs may not just be inad-

vertent, but also unavoidable. For example, when one would like to study

effects of doubling of energy costs on energy usage, regulatory, institutional,

and ethical constraints may not allow random assignment of participants to

intervention and control groups. Moreover, due to legal and privacy con-

straints, most intervention programmes imply that people have to sign up

and agree to participate, which challenges random sampling and random as-

signment. Hence, key elements of RCTs – random selection and random

assignment – are often not feasible in real life. This implies one can no longer
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rule out the possibility that participants in the study are not a representative

sample of the target population, or that intervention and control groups do

not systematically differ from the outset. This may result in inaccurate es-

timates of the effects of an intervention programme on household energy

saving behaviours, as it is not clear whether results can be generalized to the

target population, or whether any differences in energy behaviour after the

interventions are caused by the intervention programme, and not by other

systematic differences between intervention and control groups.

Such real-world constraints imply that conducting RCTs is not always

feasible in practice. In addition, most studies employing RCTs estimate the

effects of intervention programmes without trying to understand the pro-

cesses that underlie the effects of such interventions. As such, one of the

key drawback of RCTs is that they do not improve our understanding of

“why” these programmes work (Carey & Stiles, 2016; Deaton & Cartwright,

2016; Vandenbroucke, 2008). Understanding the processes through which

intervention programmes affect energy saving behaviours is important to

improve the design of such programmes and to advance scientific theory.

For example, tailored information campaigns to promote energy saving be-

haviours may be effective because they enhance knowledge about energy

saving options, or maybe because information that aligns with what people

find important strengthens one’s motivation to save energy. To study pro-

cesses underlying intervention effects, one would need to collect information

on relevant process variables (e.g. knowledge, motivation), which in many

cases have to be collected via questionnaires. Here, one again has to rely on
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voluntary participation of participants, challenging random sampling and

random assignment, and making RCTs infeasible.

Hence, real-life circumstances often challenge the feasibility of RCTs. Yet,

this does not imply that researchers cannot carefully evaluate the effects of an

intervention programme on household energy saving behaviours (Shadish,

Clark, & Steiner, 2008). When randomisation is not feasible, there are sev-

eral empirical alternatives to RCTs (for reviews of alternatives, see Carey and

Stiles 2016; Cook, Campbell, and Shadish 2002; Vine et al. 2014; West 2009).

One such alternative to RCTs, living labs, implies that causal inference is

challenging, as typically, no random assignment or random selection takes

place. Another commonly adopted alternative, quasi-experiments is used

when random assignment is not feasible. A key drawback of such designs is

that the lack of random assignment implies that we cannot rule out alterna-

tive explanations for the observed intervention effect, which leads to bias in

evaluating the effects of the intervention programme on energy saving be-

haviours. Typically, researchers aim to rule out these alternative explanations

and minimize bias by controlling for third variables which are supposed to be

related to both partaking in the intervention programme and energy saving

behaviours. However, as we show in this chapter, this does not always min-

imise bias in the evaluation of the effects of the intervention programme on

household energy saving behaviours, and perhaps non-intuitively, control-

ling for such variables may even induce bias in evaluating the effects of the

intervention programme on household energy saving behaviours.

Hence, careful examination of the effects of an intervention programme
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on household energy saving behaviours in the absence of randomisation

requires a systematic approach to dealing with bias. Moreover, similar to

RCTs, while non-experimental designs such as quasi-experiments might per-

mit researchers to evaluate effects of intervention programmes on energy

saving behaviours, they do not necessarily provide insights in why these inter-

ventions were effective or not, which is key to understanding and designing

better interventions. Hence, an important question is: Which would be an

appropriate second best solution to to carefully evaluate the effects of inter-

vention programmes on household energy saving behaviours when RCTs

are not feasible by systematically approaching bias, that also improves our

understanding of the processes underlying the effects of the programme?

4.1 Graphical Causal Models

We propose that graphical causal models, and in particular, causal Directed

Acyclic Graphs (DAGs), offers a promising second-best approach to evaluate

and understand effects of intervention programmes on household energy

saving behaviours when RCTs are not feasible (Pearl, 2009; Spirtes et al.,

2000). A DAG consists of a set of variables (so-called nodes) and a set of lines

(so-called edges) denoting relationships between the variables. In a DAG, the

directed edges (i.e. one directional arrows) represent causal paths between

variables. For example, a directed line from partaking in an intervention pro-

gramme to household energy saving behaviours implies that the intervention

programme has a direct causal effect on household energy saving behaviours.

In household energy studies, a DAG is an explicit description of the causal
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mechanisms underlying effects of intervention programmes on household

energy saving behaviours and is based on scientific theory. In a way, DAGs

are similar to path models that are more widely used to study household

energy saving behaviours, but there are some differences between the two.

Notably, DAGs encode qualitative assumptions about how the interven-

tion affects behaviours, and a directed line between two variables in a DAG

represents the causal effect between the variables irrespective of the type of

the effect (e.g. linear, quadratic, cubic). Hence path models, which generally

model linear causal effects, can be classified as a specific instance of a DAG.

A key advantage of using DAGs is that it forces researchers to systemat-

ically consider possible biases that may obscure the true effect of an inter-

vention programme on household energy saving behaviours (Greenland,

Pearl, & Robins, 1999; Shrier & Platt, 2008). In the absence of random as-

signment, as is often the case in quasi-experimental designs, the traditional

approach to minimize bias in evaluating the effect of the intervention pro-

gramme on household energy saving behaviours is to statistically control for

all variables which could influence energy saving behaviours next to the in-

tervention by including the variables as co-variates in a regression or path

model. However, statistical controlling (henceforth, controlling) for related

variables does not always minimize bias in the effect of the intervention pro-

gramme on household energy saving behaviours and perhaps non-intuitively,

controlling for such variables may even induce bias in evaluating the effect of

the intervention programme on household energy saving behaviours.

When randomization is not feasible, two major types of biases can af-
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Table 4.1: Definitionofkeyterms

Term Description

RCT Randomised Controlled Trial.

Involves manipulation, random selection, and random assignment.

DAG Directed Acyclic Graph.

A systematic approach to evaluate effects of interventions

when RCTs are not possible.

A DAG consists of a set of variables (so-called nodes)

and a set of lines (so-called edges) denoting relationships

between the variables.

Confounder A variable that affects partaking in an intervention programme

(the independent variable) as well as energy saving behaviour

(the dependent variable).

Collider a variable that is affected by partaking in an intervention programme

(the independent variable) as well as by energy saving behaviour.

fect the accuracy of evaluating the effect of the intervention programme on

household energy saving behaviours: confounding biases and collider bi-

ases. Confounding biases are due to factors that influence participation in

the intervention programme as well as household energy behaviours. On the

contrary, collider biases are due to factors influenced by participation in the

intervention programme as well as household energy behaviours (see Table

4.1 for a summary of key terms used in this chapter).

We illustrate these two biases using DAGs. Figure 4.1(a) is a DAG based
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on theory that represents the processes underlying the effects of feedback on

household energy saving behaviours. Environmental concern is theorized

to cause participation in the feedback programme as well as engagement in

energy saving behaviours. Furthermore, it was theorized that participation

in the feedback programme strengthens motivation to save energy, and that

increased engagement in energy saving behaviour also strengthens this moti-

vation.

In this example, environmental concern is a confounder that tends to

mask the real relationship between the feedback programme and household

energy saving behaviours (denoted by the dotted line). As shown in Figure

4.1(b), statistically controlling for environmental concern by including the

variable as a co-variate in a regression model would block any spurious rela-

tionships between feedback and energy saving behaviours, and would thus

minimise confounding bias while estimating the effect of the feedback pro-

gramme on household energy saving behaviours.

Collider biases imply that feedback as well as engaging in household en-

ergy saving behaviours influence a third variable; controlling for this third

variable would induce a spurious relation between feedback and energy sav-

ing behaviours as it would suggest that feedback has an effect on household

energy use even when there is no true effect. In our example for a collider

bias, we observe that motivation to save energy is caused by both feedback

and engaging in energy saving behaviours. Let’s assume that feedback has no

effect on household engagement in energy saving behaviours. Now, control-

ling on the collider, motivation to save energy, is equivalent to looking at the

97



feedback

environmental
concern

energy saving
behaviours

(a)

feedback

environmental
concern

energy saving
behaviours

(b)

feedback

motivation to
save energy

energy saving
behaviours

(c)

feedback

motivation to
save energy

energy saving
behaviours

(d)

Figure 4.1: DAGillustratingbiasduetoconfounding(4.1(a)and4.1(b))andacollider(4.1(c)and
4.1(d)).Statisticallycontrollingforaconfounderminimizesbiasinestimatingtheeffectofan
interventionprogrammeonenergysavingbehaviour.Statisticallycontrollingforacollidercan
inducebiasinestimatingtheeffectofaninterventionprogrammeonhouseholdenergysaving
behaviours.Note:boxesaroundavariabledenotestatisticalcontrolanddottedlinesrepresent

spuriouscorrelations

effect of feedback on household energy saving behaviours only among highly

motivated households. This leads to a spurious relation between feedback

and energy saving behaviours and is termed as collider bias (for more exam-
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ples of collider bias, see Cole et al. 2010; Elwert and Winship 2014).

These examples illustrate that controlling for a third variable in a model

can sometimes change (i.e. remove, induce, or change the direction of) the

association between any two other variables related to a third variable in

the model. This is termed as Simpson’s paradox and Berksons’s paradox.

More generally, the paradox states that the direction of an association at

the population-level may be reversed when examined in subgroups within

the population (Albers, 2015; Kievit, Frankenhuis, Waldorp, & Borsboom,

2013). Using DAGs on the basis of a clear theory describing how an interven-

tion programme may affect energy saving behaviour will prevent such biases

and paradox (Pearl, 2014).

Hence, a key question faced by researchers when evaluating the effect of

an intervention programme on household energy saving behaviours when

randomisation is not feasible is: What variables should we control for in or-

der to minimize bias, and what variables should we not control for to inad-

vertently induce bias?

In the following section we show how DAGs can help answer this ques-

tion (see Pearl (2009) for technical details of this method). Given a DAG,

several software packages can be used to determine what variables to include

in order to carefully evaluate effects of intervention programmes on house-

hold energy saving behaviours based on graphical causal models. Commonly

used R (R Core Team, 2017) packages include pcalg (Kalisch et al., 2012) and

dagitty (Textor, van der Zander, Gilthorpe, Liśkiewicz, & Ellison, 2016). In

addition, as an alternative to the R package, a web application “DAGitty” is
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easy to use and freely available at http://dagitty.net.

We propose a systematic approach (see Figure 4.2) based on DAGs to

carefully conduct and evaluate the effect of an intervention programme on

household energy saving behaviours. We break down the process into four

steps: (i) explicate a theoretical model that explains how the intervention

programme affects household energy saving behaviours, (ii) draw a DAG rep-

resenting the theoretical model and identify what factors must be controlled

for in order to estimate the causal effect of the intervention programme, (iii)

implement the programme and collect data on energy saving behaviours and

all relevant process variables identified in the previous step, (iv) and estimate

the effects of the intervention programme on household energy saving be-

haviours.

4.2 Example

In this section, we use a simple example to illustrate how one can use DAGs

and simple web based software such as “DAGitty” to minimise bias in es-

timating causal effect of intervention programmes on household energy

savings. We would like to emphasize that this is a simple example with the

goal to introduce and illustrate how a systematic approach based on DAGs

can help minimise bias in evaluating effects of intervention programmes on

household energy saving behaviours. The example is intentionally kept sim-

ple to illustrate the concepts underlying causal inference with DAGs. For the-

ories that involve a few more variables, the same mechanisms can still be ap-

plied. In case there are many variables (e.g., dozens), things do become more
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Theoretical model underly-

ing the intervention programme

Draw a graphical causal model

Implement the programme

and measure relevant variables

Estimate the causal effect of

the intervention programme

Figure 4.2: Asystematicapproachbasedongraphicalcausalmodelstodesignandevaluate
effectsofaninterventionprogrammeonhouseholdenergysavingbehaviourswhenRCTsarenot

feasible.

complicated (cf. Shrier and Platt 2008), but most theories describing how

interventions affect energy saving behaviour are not concerned with dozens

of variables at the same time. When many variables are involved, causal iden-

tification methods based on DAGs (e.g. backdoor algorithm) can be use to

perform this very task accurately (Pearl, 2009).

Consider an intervention programme that aims to examine to what extent

providing households with information on the negative environmental im-

pact of their energy use (the intervention) will encourage them to engage in

energy saving behaviours. Randomisation is not feasible as households can

choose whether to sign up and be part of this programme.
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4.2.1 Step 1: Theoretical model underlying the effects of the in-

tervention programme

First, based on theory, we assume that partaking in the intervention pro-

gramme will result in household energy saving behaviour by increasing

participants’ awareness of the environmental impact of their energy use be-

haviours. This implies that participants’ awareness of the environmental im-

pact of their energy use is expected to mediate the effect of the intervention

on their energy saving behaviours. In addition, we theorize that households

are more likely to participate in the intervention programme when they care

more about the environment. Furthermore, people are more likely to engage

in energy saving behaviours when they care more about the environment.

Here, environmental concern affects the likelihood of participation in the

programme as well as the likelihood of engaging in energy saving behaviours

and is therefore a confounder. Hence, in order to minimise bias in estimating

the effect of the intervention programme on energy saving behaviours, we

must control for environmental concern.

Furthermore, we theorize that knowledge about effective ways to reduce

energy savings may be increased due to participating in the programme, as

participants may look for energy saving tips. Yet, such knowledge may also

result from engagement in energy saving behaviours, when people notice

reductions in energy use because of changes in specific behaviours. This im-

plies that increase in knowledge of effective ways to reduce energy may be

caused by participation in the programme, but also by energy savings realised

due to engagement in energy saving behaviours. Knowledge is thus a collider,
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and we must not control for knowledge in order to accurately estimate the ef-

fect of partaking in the intervention programme on household energy saving

behaviours.

4.2.2 Step 2: Draw a graphical causal model and identify poten-

tial biases

Next, we draw a DAG based on our theoretical reasoning underlying the ef-

fects of the intervention programme. We use DAGitty to draw the DAG and

Figure 4.3 displays the resulting DAG. DAGitty can also be used to identify

any potential lurking sources of biases and is useful when researchers draw

complex causal models with variables originating from multiple theories. In

our simple example, as we earlier identified, DAGitty indicates that (given

this DAG) environmental concern must be controlled for in order to accu-

rately estimate the effect of partaking in the intervention programme on

energy saving behaviours (as it is a confounder) and knowledge must not be

controlled for (as it is a collider).

4.2.3 Step 3: Implement the intervention programme and measure

relevant variables

Now that the theoretical model has been specified, and relevant confounders

and colliders have been identified, we can now implement the intervention

programme and collect data on the model variables and energy saving be-

haviours. Assume that 200 households chose to participate in the interven-

tion programme (response rate of 30%); and provide access to their electricity
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Figure 4.3: ScreenshotoftheresultsobtainedfromDAGitty.Notethatthetabdisplayingcausal
effectidentificationindicateswhatvariablesmustbecontrolledforinordertocarefullyestimate
causaleffectsoftheinterventiononenergysavingbehaviours.Imagesource:http://dagitty.net

meter readings. In addition, they also complete a questionnaire a week before

the start of the programme, and five months after the start of the interven-

tion intervention measuring their level of environmental concern, and prob-

lem awareness. Note that we do not measure knowledge of energy saving

behaviours as this is a collider.

4.2.4 Step 4: Estimate the effect of the intervention programme

on energy saving behaviours

In the final step, to estimate the causal effect of the intervention on energy

saving behaviours, a path model is specified with household energy saving

behaviours as the dependent variable, partaking in the intervention as the
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independent variable, and problem awareness as the mediator; and to min-

imise bias, we control for environmental concern in the analysis. After fitting

the model, the path coefficient of partaking in the intervention programme

can be interpreted as the total causal effect of participation on energy saving

behaviours.

4.3 Dynamic graphical causal models

So far, we have described graphical causal models which can help estimate

static causal effects. However, intervention effects may often change with

time. Hence, it may be important to study the effects of intervention pro-

grammes on household energy savings as a dynamic process, in which changes

in energy saving behaviours (short-term and long-term effects) as well as

changes in underlying determinants of the behaviour over time are system-

atically evaluated. Using longitudinal measurements, dynamic graphical

causal models enable to assess how changes in behavioural antecedents af-

fect changes in household energy saving behaviours and hence, long term

effects of interventions can be examined using these models (Greenland et al.,

1999).

Another limitation of DAGs is that they are acyclic and do not allow for

feedback loops that may affect household energy saving behaviours. Feed-

back and reciprocal causation can also be represented using dynamic graphi-

cal causal models. When time is explicitly taken into account (e.g. by longitu-

dinal measurements), DAGs can model feedback processes. see Figure 4.4 for

an example of dynamic graphical causal models. Figure 4.4(b) is a dynamic
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problem awareness behaviours

(a) A directed graph displaying feedback between problem

awareness and engaging in energy saving behaviours. Note

that this is not a DAG.

problem awarenesst

behaviourst

problem awarenesst+1

behaviourst+1

…

…

…

…

(b) A dynamic DAG, representing reciprocal causation

between motivation and energy saving behaviours,

obtained by rolling out the graph displayed in Figure

4.4(a). Note that the variables are now indexed by time.

Figure 4.4: DAGsencodefeedbackbytakingtimeexplicitlyintoaccounttherebyallowingfor
underlyingdynamicstobestudied.

representation of Figure 4.4(a), which shows that engaging in energy saving

behaviours (denoted by behaviour) strengthens problem awareness, which

further leads to more energy saving behaviours over time.

4.4 Causal Discovery

The examples and systematic approach we present in this chapter assumes

that the theories underlying the effect of an intervention on household en-

ergy usage is sufficiently developed to guide experts to draw a causal graph.

However, in cases when when there is no clear theory, causal discovery al-
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gorithms can be used to explore the underlying causal graph structure (i.e.,

a DAG) in a data driven manner. This may inspire novel theorizing on how

intervention programmes affect energy saving behaviours, that can next be

tested on a new dataset (see Chapter 3). Causal discovery based on graphical

causal models use the notion of conditional independence, and d-separation
in particular, to learn the underlying DAG structure. It is beyond the scope

of this chapter to discuss causal discovery in detail, and interested readers

are guided to Eberhardt (2016) for a brief introduction, Spirtes and Zhang

(2016) for a review, and Spirtes et al. (2000) for a detailed presentation of

causal discovery algorithms.

4.5 Limitations of DAGs

Graphical causal models, and DAGs in particular, are a tool to explicate

causal assumptions and systematically understand sources of bias when

RCTs are not feasible. However, there are limitations to using DAGs to eval-

uate effects of intervention programmes on household energy saving be-

haviour (Elwert, 2013). Firstly, drawing a DAG that adequately captures the

theory describing how the intervention programme affects behaviour implies

that researcher should have a clear theory on which factors may affect inter-

vention effects. In addition, in the household energy domain, experts from

multiple disciplines often work together, and incorporating their theories in

one DAG can be challenging (Shrier & Platt, 2008). Furthermore, causal in-

ference based on DAGs assumes that all relevant common causes are known

and measured. As such, the possibility of latent (hidden) confounders poses
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an additional problem to the causal effects estimated based on a DAG (Pearl,

2009). Finally, causal discovery methods cannot recover some important as-

pects of the underlying causal processes, such as the functional form of the

relations (e.g. linear or non-linear) and interactions.

4.6 Discussion

The aim of this chapter was to introduce the reader to graphical causal mod-

els, and DAGs in particular, to evaluate the effects of behavioural interven-

tions on household energy savings when RCTs are not feasible. In the ab-

sence of randomisation, non-experimental designs such as quasi-experiments

and living labs are commonly used. However, irrespective of the research de-

sign, careful examination of causal effects in the absence of randomisation

requires a systematic approach to dealing with bias, and we propose DAGs as

one such approach. In brief, DAGs can increase our confidence in the causal

claims when non-experimental designs are used (Steiner, Kim, Hall, & Su,

2017).

A systematic approach to causal inference based on DAGs has several ad-

vantages. Firstly, graphs are an intuitive way of representing the causal pro-

cesses underlying the effects of behavioural intervention programmes on

energy saving behaviours. Secondly, by approaching bias systematically, in-

terventions can be evaluated more carefully leading to greater confidence in

causal claims. Finally, as these models emphasize the need to develop sound

theory on how interventions affect energy saving behaviours, they improve

our understanding of the process underlying the effects of intervention pro-
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grammes on household energy saving behaviours. In addition, in cases when

there is no clear theory, data-driven causal discovery algorithms can guide

researchers towards generating plausible theories that can then be tested in

follow-up research.

Graphical causal models such as DAGs benefit science as they lead to a

better understanding of processes underlying the effects of intervention pro-

grammes, and identify potential biases that may affect the evaluation of the

effects of such interventions. Moreover, they result in better input for pol-

icy makers as they ensure a more rigorous evaluation of intervention pro-

grammes. We hope that approaching causal inference formally using meth-

ods such as graphical causal models will lead to an improved design, rigorous

evaluation, and a better understanding of the processes underlying interven-

tion programmes.
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terns between households who installed and did not install photovoltaic panels using
generalized additive mixed models.

5
Do households with PV consume

energy in a sustainable manner?

The global consensus today states that climate change is very likely due

to human activities (IPCC, 2014). The main driver of climate change is in-

creased emissions of greenhouse gases such as carbon dioxide, which are

largely caused by burning fossil fuels to meet energy needs. Continued emis-

sions of carbon dioxide is likely to increase the occurrence of extreme events

such as heat waves, droughts, floods, cyclones and wildfires, causing damage

to fragile ecosystems. It is therefore imperative to mitigate climate change by
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curtailing emissions of carbon dioxide into the atmosphere.

To mitigate anthropogenic climate change, many households have in-

vested in renewable electricity technologies such as photo-voltaic panels (PV)

that do not emit carbon dioxide while generating electricity. Notably, many

households no longer only consume electricity, but also produce electricity

themselves, thus becoming prosumers (Oberst et al., 2019). Investing in PV

can be a highly effective mitigation strategy in the residential sector, particu-

larly when households utilize their PV in a sustainable way (Luthander et al.,

2015). Notably, they can adjust their electricity use to their self-generating

electricity as much as possible, so they can reduce the use of electricity from

the grid that is oftentimes still produced by fossil fuels (Schill et al., 2017).

Specifically, households that have installed PV could try to use electric-

ity mostly when the sun is shining, and try to reduce electricity use at times

where the sun is not shining and PV production is low. Additionally, they

could try to reduce their electricity use at peak times (e.g., early evening), as

most PV installations are not able to provide all electricity needed to meet

such peak demand (also referred to as flattening the duck-curve; Denholm,

O’Connell, Brinkman, and Jorgenson 2015). In addition to mitigating cli-

mate change, such behavior changes would enhance the stability and relia-

bility of the power grid and reduce transmission and efficiency losses that

may occur when excess self-generated electricity is sent to the power grid and

when electricity is used from the grid (Eftekharnejad, Vittal, Heydt, Keel, &

Loehr, 2013; Klaassen, Frunt, & Slootweg, 2015; Schill et al., 2017).

Literature provides competing arguments on the likelihood that house-
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holds with PV use their PV in a sustainable way (Luthander et al., 2015;

Sommerfeld et al., 2017). On the one hand, researchers have argued that

installing PV makes households more aware of the impact of their energy

use on the environment and encourages them to use their PV in a sustain-

able way, including using less electricity from the power grid, and using elec-

tricity particularly when the sun is shining (Kobus et al., 2013; Schill et al.,

2017). Indeed, a few studies suggest that households with PV tend to engage

in sustainable PV usage and proactively shift their energy consumption to

periods of high PV production (Gautier et al., 2019; Keirstead, 2007). On

the other hand, others have argued that installing PV may not necessarily

increase the likelihood of sustainable PV use because doing so may prove

more difficult than people anticipated (Nicholls & Strengers, 2015; Oberst

et al., 2019; A. M. Peters et al., 2019; Schick & Gad, 2015; Wittenberg &

Matthies, 2016). Further, some researchers have even argued that engaging in

one sustainable energy saving behaviour such as installing PV is likely to dis-

courage other sustainable energy saving behaviours (Tiefenbeck et al., 2013).

Owning PV panels may give them the license to engage in unsustainable en-

ergy behaviours, thereby increasing overall net energy consumption (Schill

et al., 2017). These contradictory arguments indicate that there is still some

confusion in the literature regarding the likelihood of households with PV

engaging in sustainable PV use.

The limited studies so far do not provide a definitive answer to the ques-

tion whether households with PV use their PV in a sustainable way. More-

over, these studies often have relied on surveys and self-reports to measure
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sustainable use of PV. The question remains whether such self-reported sus-

tainable use of PV is reflected in actual electricity use patterns of PV owning

households.

To address this gap in the literature, we aim to study to what extent house-

holds with PV use their PV in a sustainable way using actual energy usage

data obtained from smart meters. Specifically, we compare the actual net

electricity use patterns, i.e., the difference between electricity consumed from

the grid and supplied back to the grid of households who installed PV to

the electricity use patterns of households who did not install PV. Most ap-

proaches for studying differences in electricity usage using actual energy data

aggregate the data over a certain time span (e.g., monthly or yearly) and ex-

amine differences in average electricity consumption. Yet, importantly, elec-

tricity usage and in particular, net household electricity usage, typically fol-

lows a non-linear pattern over the course of a day and a year (see for example,

Klaassen et al., 2015) and aggregating electricity usage will result in these im-

portant patterns being lost. Therefore, in this chapter, we use generalized

additive models (GAM; Hastie & Tibshirani, 1986; Wood, 2017) that allow

us to not only examine overall differences in electricity use, but also differ-

ences in electricity usage patterns across the days and months of a year.

Specifically, we use a GAM to examine whether (i) households with PV

generally consume less electricity from the power grid than households with-

out PV and (ii) households with PV consume less electricity from the power

grid than households without PV during moments of low PV production.

We assume that a decrease in net electricity consumption of PV owning
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households (in comparison to non-PV owning households) during moments

of low PV production indicates that PV owning households utilize their PV

in a sustainable way.

5.1 Materials and Methods

We collected smart meter electricity data from members of a network of Bu-

urkracht, a community electricity initiative in the Netherlands. Buurkracht

aims to encourage sustainable electricity behaviour in the communities in

which they operate (Buurkracht, 2018). In total 4,044 households partici-

pated in Buurkracht, of which 1,159 (29%) installed PV on their roofs.

All Buurkracht members have a smart meter which measures their electric-

ity consumption every 15 minutes. In addition to recording the electricity

consumed from the power grid, the meter records the electricity supplied

back to the power grid when the PV generates more electricity than used at

that moment. Similar to how electrical utilities process net-metering data, we

take the difference between the two readings to obtain the net electricity con-

sumption. The final dataset consists of net electricity consumption of 4,044

households. For each household, we have access to net electricity consumed

every 15 minutes over a period of 2 years (January 2015 to December 2017).

Because of limits to the computational capacities, we could not analyze

the full dataset. Notably, the resulting dataset consists of nearly three hun-

dred million rows (283, 403, 520); analyzing sustainable PV usage using

this dataset would require substantive computing resources. Therefore,
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we randomly selected 700 households* such that half of the sample consists

of PV-owning households and the other half consists of non-PV owning

households. Running the full analysis on this sample, resulting in approxi-

mately fifty million records took 2 days and 6 hours to complete on a high-

performance computer cluster with 24 cores (Intel Xeon 2.5 GHz) running

in parallel with 120GB of memory.

5.1.1 Data analyses

The GAM (Hastie & Tibshirani, 1986; Wood, 2017) can be perceived as a

regression model that can model linear and non-linear relationships between

variables. A key feature of GAMs is that so-called smooth terms are used to

describe relationships between the predictor and outcome variables. A fea-

ture of smooth terms is that they can accurately model dynamic relationships

of various forms such as the ones likely to be encountered in daily and yearly

household electricity usage patterns. Moreover, unlike common ways of de-

scribing non-linear relationships (e.g., using polynomial regression), GAMs

are flexible and do not require researchers to specify the particular shape of

the relationship between the predictor variables and the outcome variable.

GAMs automatically estimate the shape of the relationship directly from the

data and the estimation methods used ensure that the relationships found

are accurate and generalizable beyond the sample. It is beyond the scope of

this chapter to provide a comprehensive introduction to GAMs, readers are

guided to Hastie and Tibshirani (1986) and Wood (2017); and to Wieling

*the upper limit that was feasible given our computational constraints.
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(2018) and Sóskuthy (2017) for tutorials on how to use these models.

We compare the net electricity usage patterns of PV owning households

and non-PV owning households in two ways. First, we explore static nomi-

nal (or intercept) differences in electricity use that indicates whether PV own-

ing households, on average, consume more or less net electricity than non-PV

owning households. Second, we examine differences in the dynamics of elec-

tricity consumption, reflecting whether net electricity usage patterns of PV

and non-PV owning households differs across the day and year. In this chap-

ter, we illustrate how the GAM comprehensively answers both questions.

To specify the model, net electricity usage is included as the dependent

variable and time-of-use, specifically the hour of the day and month of the

year are included as predictor variables. We use hours rather than 15 minutes

intervals to be able to include data of a large set of households while ensuring

that we accurately capture differences in electricity usage patterns across a day

and a year. Furthermore, we included a categorical variable indicating if the

household owns a PV or not as predictor variable. Specifically, we code PV

ownership as an ordered factor with level 0 (no PV) as the reference level.

Exploratory analysis indicated that there is considerable variability in elec-

tricity usage patterns across a day between households, suggesting that ran-

dom effects may have to be included in the model (Sóskuthy, 2017). Using

the generalized additive mixed modelling framework, we allow for systematic

variation in daily electricity usage patterns between households by including

random smooths (see Figure 5.1). Adding random smooths not only im-

proved the model fit (see Table A1 in the supplementary materials), but also
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Figure 5.1: EstimatedelectricityusagepatternsacrossadayinJune(randomsmoothterms)for
30householdspickedatrandomfromthesample.Notethattherandomsmoothtermsarecentered

alongthegrandmean.

leads to more accurate results (Sóskuthy, 2017; Wieling, 2018).

Next, as we are analyzing longitudinal data, observations within house-

holds are probably not independent. Following Sóskuthy (2017) and Wiel-

ing (2018), we accounted for the dependencies in the model residuals using

two measures; (i) including the electricity consumption of the previous day

at a given hour as a predictor; and (ii) using an auto-regressive model on the

residuals. Model checks based on residual plots (see Figure 4 in the supple-

mentary materials) showed that these two measures were adequate to ensure

that the model residuals are independent, implying that the model provides a

good fit to the data.
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All analyses were carried out using R (R Core Team, 2017) in Rstudio

(RStudio Team, 2017). As less than 5% of the data were missing at random,

estimation was carried out on complete cases. This is known to lead to accu-

rate estimates without loss of information (Schafer, 1997). We estimated the

GAM using the bam function in the R-package mgcv (Wood, Pya, & Säfken,

2016). The model results were visualized using the R-package itsadug (van

Rij, Wieling, Baayen, & van Rijn, 2017). The R-code to reproduce the analy-

ses can be found in the supplementary materials.

5.2 Results

Not surprisingly, the nominal effects indicate that the overall net electricity

use by PV-owning households is significantly lower compared to non-PV

owning households (β = -0.054, t(697) = -12.654, p < .0001). This suggests

that PV owning households, on average, consume less electricity from the

grid than non-PV owning households, probably because they produce a sub-

stantial proportion of their electricity themselves via their PV.

Next, the smooth terms estimated by the model indicated that there is a

significant difference in the net electricity consumption patterns between

PV-owning and non-PV owning households across days and months. As,

unlike nominal effects, dynamic (smooth) terms are hard to interpret (see

Table 2 in the Appendix), we use graphs and visual methods to interpret

these non-linear dynamic terms (following Wood 2017 and Wieling 2018).

Figure 5.2 displays the dynamical effects, representing households’ net en-

ergy consumption patterns across a day, and how these patterns depend on
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Figure 5.2: Estimateddailyandmonthlyelectricityusagepatternsbetweenhouseholdsthat
installedPVanddidnotinstallPVintheNetherlands.

the months of the year. In Figure 5.2, the yellow region indicates high and

positive net energy consumption (reflecting that households use electricity

from the grid) and the blue region indicates negative net energy consump-

tion (reflecting that households provide excess self-generated electricity back

to the grid). Figure 5.2 suggests that differences in the dynamics of net elec-

tricity consumption between PV-owning and non-PV owning households

seem to be largely due to time-of-use and seasonal effects rather than differ-

ences in energy use. Specifically, in moments of high PV production (during

summer and midday) we observe large differences in net electricity consump-

tion between PV-owning households and non-PV owning households, as
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Figure 5.3: EstimateddynamicelectricityusagepatternsofhouseholdsthatinstalledPVanddid
notinstallPVintheNetherlandsforwinterandsummerperiods.Thesecondpaneldisplaysthe

differencebetweenthepatternsofPVowningandnon-PVowninghouseholdsbasedon
95%-confidenceintervals.Whentheconfidenceintervalsdonotoverlap,itimpliesasignificant

differenceinelectricityusepatterns,indicatedbyverticaldottedredlines.

indicated by the blue area in the left panel of Figure 2 and the green and yel-

low regions in the right panel. During these periods PV owning households

produce more electricity than they consume, which means they sent back

electricity to the power grid.

Interestingly, little to no differences are observed during moments of low

PV production, that is, in the winter and evenings. This is indicated by the

very similar patterns of net electricity use during these periods of low PV

production for both PV owning households and households without PV
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in Figure 5.2. These results suggest that PV owning households do not shift

their electricity use to moments of high PV production, indicating they do

not or hardly seem to use their PV in a sustainable way.

Furthermore, interestingly, the model indicates that during January, PV

owning households consume more electricity than non-PV owning house-

holds during moments of low PV production and in particular, during the

evening peak (see Figure 5.3). However, we do not observe this effect in the

other winter months (graphs similar to Figure 5.3 for the other months can

be found in Figure 6 in the supplementary material). Furthermore, the mag-

nitude of the difference is small and close to zero, suggesting that this effect is

produced by chance.

5.3 Discussion

Literature provides competing arguments on whether households with

PV are likely to use their PVs in a sustainable way. On the one hand, it has

been argued and found that owning PVs encourages sustainable energy be-

haviour, as installing PV may motivate people to engage in other sustainable

behaviours. On the other hand, it has been argued and found that house-

holds with PV do not use their PV in a sustainable way. Moreover, it has

even been theorized that engaging in one sustainable behaviour may inhibit

engagement in other sustainable behaviour, which would suggest that house-

holds with PV use more electricity from the grid when their PV production

is high. We conducted a large scale study to study whether households with

PV use their PV in a sustainable way.
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To the best of our knowledge, this chapter is the first study to investigate

whether households with PV are likely to use their PV in a sustainable way

by analyzing actual high frequency electricity data obtained from smart me-

ters. The results show that, not surprisingly, households with PV use less

electricity from the grid, and actually sent electricity back to the grid, when

PV production is high. Yet, we did not observe significant differences in net

electricity use between households with and without PV at times where PV

production is low, suggesting that households with PV are not likely to use

their PV in a sustainable way.

Our results are consistent with earlier studies based on self-reports that re-

vealed that households with PV generally do not use their PV in a sustainable

way (Oberst et al., 2019; A. M. Peters et al., 2019). As such, our findings do

not support the reasoning that households with PV become more aware of

the impact of their energy use on the environment, and therefore are more

motivated and are likely to use their PV in a sustainable way. An important

topic for future research is to understand why households with PV do not

shift electricity use to times when PV production is high. For example, it may

be that households with PV find it difficult to engage in sustainable PV use

(Nicholls & Strengers, 2015; Schick & Gad, 2015).

Our findings have important implications for climate and energy policy.

Our results suggest that encouraging households to invest in PV alone seems

insufficient to mitigate climate change, as households with PV still consume

similar amounts of electricity from the grid as households without PV when

PV production is low, which is oftentimes produced by fossil fuels. Our re-
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sults suggest it is also critical to encourage households that installed PV to

match their electricity consumption to the production of electricity by their

PV as much as possible. This will promote sustainable use of PV and reduce

the need for fossil-fuel powered plants and help maintain grid stability. An

important question to be addressed in future research is which strategies are

most effective to promote sustainable PV use.

We only considered differences in net electricity use from the grid between

those who installed and did not install PV, and were not able to examine dif-

ferences in sustainable PV use among households with PV. Related to this,

we could not investigate which factors may explain differences in sustainable

PV use among households who installed PV, as we did not have background

data of the households (e.g., socio-demographic or psychological). Future

research could examine to what extent different psychological and socio-

demographic characteristics can explain any differences in net electricity use

patterns of households that install PV. Furthermore, we analyzed net electric-

ity use from the grid. Future studies could examine differences in electricity

use in more detail, by considering total electricity use and electricity produc-

tion separately, which requires access to PV production data.

Extending previous research, we used generalized additive models to exam-

ine differences in electricity usage patterns using high-frequency electricity

consumption data. The models used in this chapter resulted in accurate rep-

resentations of dynamic electricity usage patterns. By visually representing

the patterns across the day and months of a year, we could examine differ-

ences in electricity usage patterns between PV owning households and non-
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PV owning households during moments of high and low PV production.

5.4 Conclusion

We employed generalized additive mixed models to examine differences in

actual net electricity usage between households with and without PV using

high frequency electricity data. Our results suggest that households who

installed PV use less electricity from the grid when PV production is high,

but no differences were found in net electricity use between households that

installed and did not install PV during moments of low production. This

suggests that households with PV do not consistently use their PV in a sus-

tainable manner.
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Appendix A: Model construction

Table 1: ModelcomparisonusingtheAIC.LowerAICindicatesbetterfit.

Model df AIC

M1 62.32 -9863049.93

M2 413.77 -10086602.90

M3 14979.57 -13743168.82

We started with a simple model and made it more complex in steps. More-

over, as we are interested in differences between PV and non-PV owning

households, PV: Yes/No is always included as a fixed effect. In the first model

M1, we included hours of the day and month of the year as independent

fixed effects. Because they are added as independent terms, the electricity

usage patterns across a day does not depend on the month of the year. In

model M2, we included the interaction between the daily and monthly us-

age patterns i.e., the electricity usage patterns across a day depending on the

month of the year. In the third model M3, we added random effects which

allows each household to have its own daily electricity usage pattern. Fol-

lowing Wieling (2018) and Sóskuthy (2017), we use the Akaike Information

Criteria (AIC) to compare these models where a lower AIC indicates a rel-

atively better fit. Table 1 displays the AIC scores for each model. We notice

that the full model including random effects (M3) fits the data best.
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Appendix B: Residual plots
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Figure 4: Theleftpaneldisplaystheautocorrelationfunction(ACF)ofthemodelresiduals
averagedoverallhouseholds.Thestrongautocorrelationpatternweintheleftpanelclearly
violatesthekeymodelassumptionofindependenceofresiduals.Therightpaneldisplaysthe

residualACFafterincludingatime-laggedpredictorandanauto-regressivemodel.Therelatively
lowlevelsofautocorrelationintherightpanelincomparisontotheleftpanelindicatesthatthese

measuresaresufficienthasresolvedtheissueofresidualautocorrelation.
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Appendix C: Coefficients table

Table 2: Estimatedregressionparameters,smoothterms,randomeffects,andP-valuesforthe
generalizedadditivemixedmodel.Theintercepttermindicatesthenominalelectricityconsumption

ofnon-PVowninghouseholds(every15min).ThePVparametrictermindicatesthenominal
differenceinnetelectricityconsumptionwhereasthedynamiceffectsinboldfaceindicatethe

differencesinelectricityusagepatternsbetweenPVowningandnon-PVowninghouseholdsacross
thedayandyear.

Nominal effects Estimate Std. Error t-value p-value

(Intercept) 0.076 0.003 25.146 < 0.0001

effect of installing PV -0.054 0.004 -12.654 < 0.0001

time-lagged predictor 0.150 0.0002 837.009 < 0.0001

Dynamic (smooth) effects edf Ref.df F-value p-value

hour of day 19.087 21.000 93.256 < 0.0001

hour of day : difference smooth 19.113 21.000 239.399 < 0.0001

month of the year 8.957 9.000 3182.847 < 0.0001

month of the year : difference smooth 8.972 9.000 11765.897 < 0.0001

month× hour of day 209.538 218.475 107.523 < 0.0001

month× hour of day : difference smooth 208.705 218.111 582.315 < 0.0001

Random effects 14919.779 16099.000 134.166 < 0.0001
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Appendix D: Smooth effects for all months of the year
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Figure 5: DohouseholdswithPVconsumeenergyinasustainablemanner?
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Appendix E: Difference smooth effects for all months of the year
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Figure 6: Differencesmoothsfortestingsignificancebasedon95%-confidenceintervals.When
theintervalsdonotoverlap,itimpliesasignificantdifferencebetweenelectricityusagepatterns

andisindicatedbyverticaldottedredlines.
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6
Discussion

The aim of this thesis was to introduce novel methodological approaches,

in particular graphical models and generalized additive models, to explore,

understand, and predict relationships between factors related to sustain-

able energy behaviours. In this thesis, we aimed to demonstrate that these

methodological approaches and statistical methods can be beneficial to better

understand which factors are related to sustainable energy behaviours. In this

conclusive chapter, we will discuss and reflect upon the main findings of the

thesis, and discuss the implications of using these methodological approaches

and statistical methods to understand which factors are related to sustainable

energy behaviours and thereby, encourage sustainable energy behaviours.
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Next, we discuss some limitations of the studies described, and provide sug-

gestions for future research. Moreover, we discuss practical implications of

the findings, and end with concluding remarks.

6.1 The main findings of this thesis

In this section, we present the main findings obtained using the methodolog-

ical approaches and statistical methods proposed in this thesis.

Using the Gaussian graphical model to explore relationships be-

tween a large set of items and variables related to sustainable

energy behaviours

Exploratory analyses are an important first step to understand sustainable

energy behaviours. Such analyses provide a first understanding of the rela-

tionships between items and variables included in a study, which enables

researchers to better understand the data before opting for more complicated

and sophisticated analyses. We proposed that a systematic approach to ex-

ploratory analyses would involve three steps. First, relationships between

items included in a study can be explored to get some initial insights into

whether items that are assumed to measure the same underlying construct

are correlated. Second, after aggregating individual items into relevant scales,

researchers can explore relationships between variables to get first insights

into whether relationships between variables are in line with theory. Third,

in cases where the dataset comprises of multiple groups, exploratory analyses

are helpful to examine similarities and differences in relationships between
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these variables across groups.

Particularly in settings where researchers include a large number of vari-

ables from multiple theoretical frameworks, they would profit from ex-

ploratory methods and analyses that help them examine and represent re-

lationships in an easy to understand manner. Typically, exploratory analyses

involve computing bivariate correlations between items and variables and

presenting them in a table. While this is suitable for relatively small data sets,

such tables can easily become overwhelming when researchers work with

large multivariate datasets.

In Chapter 2, we proposed the use of a Gaussian graphical model as a

novel exploratory analysis tool that provides an easy to grasp overview of

relationships between items and variables included in a study.

A Gaussian graphical model comprises of a set of items or variables, de-

picted by circles, and a set of lines that visualize relationships between the

items or variables (Epskamp et al., 2018; S. L. Lauritzen, 1996). Gaussian

graphical models have two advantages compared to common exploratory

analysis that typically study bivariate correlations between items and vari-

ables. First, while bivariate correlations are useful in small datasets, corre-

lational tables can become overwhelming in large datasets. In comparison,

the Gaussian graphical model uses a graph to visualize relationships, which

is more easy to comprehend than tables. Second, bivariate correlations be-

tween two variables can be spurious, i.e., caused by a third variable present in

the dataset (a so-called common cause). In contrast, relationships estimated

by Gaussian graphical models can be interpreted as partial correlation coef-
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ficients that reduce the risk of finding spurious relationships by taking into

account relationships with other variables included in the model.

We illustrated the use and value of the Gaussian graphical model by ex-

ploring relationships between items and variables included in a large dataset

aimed to understand the effects of community energy initiatives on sustain-

able energy behaviours and other type of pro-environmental and community

behaviours. First, we found that the items belonging to a scale are strongly

related, while partial correlations between items belonging to different scales

were much lower, suggesting that items belonging to a scale are correlated.

Next, results suggested that most relationships between variables were in line

with theory. Furthermore, the Gaussian graphical model did not reveal un-

expected relationships between variables included in the dataset. Finally, we

found that relationships between variables were very similar for members

and non-members of the community energy initiatives. Our results sug-

gested that the Gaussian graphical model is a useful tool which provides an

easy to understand visualisation of relationships between items and scales re-

lated to sustainable energy behaviours. Yet, a few points must be considered

when using and interpreting results from this model.

First, as the Gaussian graphical model captures partial correlation coef-

ficients, all interpretations are conditional on the variables included in the

model. To make the model and consequently, any interpretation meaning-

ful, researchers must ensure that all variables relevant for the study are in-

cluded. Researchers must also ensure that variables that are not relevant for

the phenomenon studied are not included, as including these may (because

133



of chance) affect the strength of partial correlations between the relevant

variables included in the graphical model.

Second, as in any statistical model, researchers are advised to assess the re-

liability of the results. In our case, stability analysis using the non-parametric

bootstrap (Epskamp et al., 2018) revealed that the key relationships we found

are reliable.

Third, while comparing relationships between variables for members and

non-members of the community energy initiatives, we used the structural

Hamming distance to quantify the similarity between the estimated graphs.

It is important to note that this measure is descriptive and should not be in-

terpreted as a formal statistical method to test for differences between graphs.

Notably, the structural Hamming distance only compares graphs based on

the presence and absence of lines (partial correlation coefficients) and does

not compare graphs based on the thickness of the lines (i.e., strength of par-

tial correlation coefficients). This implies that two graphs which have similar

relationships will appear to be strongly similar, even though the strength of

the relationships may vary considerably between the two graphs.

Despite these limitations, the Gaussian graphical model can be a powerful

tool to explore relationships between items and variables, particularly, when

variables from multiple theories, not studied together are included in the

model. It’s key advantages include (i) an easy to understand visualization

of relationships between items and variables,(ii) methods such as the glasso

can be used to reliably estimate partial correlations that reduce the risk of

finding spurious relationships, (iii) easy to use software (R and JASP), (iv) it
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is computationally fast, (v) the stability of the results can be accessed using

the bootstrap method. Taking these advantages into account, we believe the

Gaussian graphical model is a useful exploratory analysis tool which provides

clear visualizations of key relationships between items and variables which

are related to sustainable energy behaviours.

Comparing the performance of causal search algorithms to ex-

plore potential causal relationships between variables related

to sustainable energy behaviours

To better understand which variables may be key determinants of sustain-

able energy behaviours, causal search algorithms can be used to explore causal

relationships between a multivariate set of variables related to sustainable en-

ergy behaviours (Eberhardt, 2016; Spirtes et al., 2000). The key advantage of

causal search methods is that they can generate substantive hypotheses which

indicate the strength and direction of an effect. Such substantive hypotheses

can next be validated on a new dataset.

To the best of our knowledge, the performance and applicability of causal

search methods to sustainable energy behaviours research is yet to be investi-

gated. Specifically, little is known about the accuracy and precision of these

methods, i.e., how good are these methods at retrieving a true causal effect;

and how robust are these methods to sampling variability. To this end, be-

fore researchers can apply these methods to explore causal structures between

a multivariate set of variables related to sustainable energy behaviours, it

is important to investigate their performance using a statistical simulation
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study.

In Chapter 3, we conducted a simulation study to compare the perfor-

mance of the PC (Spirtes et al., 2000) and the LiNGAM algorithm (Shimizu

et al., 2006). We chose these methods based on their applicability to sus-

tainable energy behaviors research. Specifically, we chose the PC algorithm

as it assumes a linear-Gaussian causal structure and researchers examining

household sustainable energy behaviours often use linear models assuming

Gaussian (normal) errors while testing their theories (e.g., Van der Werff et

al., 2013). However it is possible that measurements are sometimes skewed

towards one end of the scale due to self-selection or floor/ceiling effects. To

this end, we included a causal search algorithm which allows for non-normal

error terms, termed the LiNGAM algorithm.

In sum, we aimed to investigate (i) how accurate are these methods in re-

trieving causal relationships between a set of variables and (ii) how stable are

these methods to sampling variation using a statistical simulation study. The

simulation settings which we systematically vary to assess the performance of

these methods include the sample size, the number of nodes, graph sparsity,

the degree of non-normality of the error distribution, and the effect of latent

confounders. Each combination of simulation settings constitutes a scenario

and we ran 200 replications per scenario which we deemed to be sufficient to

investigate the performance of these methods.

We used the Structural Hamming Distance (SHD; see Sections 2.4.3 and

3.5.2) and the Structural Intervention Distance (SID; see Section 3.5.2) as

performance measures. The SHD compares the presence and absence of
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relationships between the true and the estimated graph. In addition to the

the presence and absence of relationships, the structural intervention dis-

tance also takes the direction of edges into account when comparing the true

and the estimated graph. We found no clear discrepancy in the conclusions

reached by using either criteria.

Our results suggested that the two methods considered do not markedly

differ in terms of performance. In terms of key parameters, we found that

an interaction between the number of parameters and graph sparsity has a

marked influence on the performance of methods. Both, the PC algorithm

as well as the LiNGAM algorithm perform best in low-dimensional and

sparse settings. The sample sizes considered in the simulation study do not

significantly influence the performance of these methods, this is in line with

Heinze-Deml et al. (2018) who demonstrated that these methods only tend

to perform better as the sample size extends to the thousands. In addition,

the degree of normality and effect of latent confounders did not significantly

affect the performance of these methods. Finally, the simulation study indi-

cated that the PC algorithm and the LiNGAM algorithm tend to be sensitive

to sampling variation.

In sum, the results of this study indicated that researchers must use and

interpret the results of these methods with care. This implies that, in empir-

ical settings, it would be hard to access if an estimated causal relationships

returned by these search methods is indeed a causal relationship or a false

positive. Therefore, while applying the PC algorithm or the LiNGAM algo-

rithm to real-world datasets, to ensure that the estimated relationships are
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reliable and do replicate, we strongly recommend researchers to use meth-

ods such as stability selection (Meinshausen & Bühlmann, 2010) to filter out

noise (false positives) which may be due to sampling variation.

Studying the effects of intervention programmes on sustainable

energy behaviours using graphical causal models.

Randomized controlled trials (RCTs) have been strongly advocated to evalu-

ate the effects of intervention programmes on sustainable energy behaviours

(Allcott & Mullainathan, 2010; Frederiks et al., 2016; Vine et al., 2014).

While randomized controlled trials are the ideal, in many cases, they are not

feasible. Notably, many intervention studies rely on voluntary participation

of households in the intervention programme, in which case random selec-

tion and random assignment are seriously challenged.

Random assignment ensures that the intervention and control groups do

not systematically differ from the outset, and ensure that changes in energy

use are not caused by specific characteristics of the intervention group. Fur-

thermore, random sampling ensures that results can be generalized to the

target population. When key elements of RCTs – random selection and ran-

dom assignment – are not feasible, one can no longer rule out the possibility

that participants in the study are not a representative sample of the target

population, or that intervention and control groups do not systematically

differ from the outset. This may result in inaccurate estimates of the effects

of the intervention programme on sustainable energy behaviours, as it is not

clear whether results can be generalized to the target population, or whether
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any differences in energy behaviour after the interventions are caused by the

intervention programme, and not by other systematic differences between

intervention and control groups.

In addition, most studies employing randomized controlled trials (when

feasible) estimate the effects of intervention programmes without trying to

understand the processes that underlie the effects of such interventions.

As such, one of the key drawback of RCTs is that they do not improve our

understanding of “why” these programmes work (Carey & Stiles, 2016;

Deaton & Cartwright, 2016; Vandenbroucke, 2008). Understanding the pro-

cesses through which intervention programmes affect sustainable energy be-

haviours is important to improve the design of such programmes and to ad-

vance scientific theory. For example, tailored information campaigns to pro-

mote sustainable energy behaviours may be effective because they enhance

knowledge about energy saving options, or maybe because information that

aligns with what people find important strengthens one’s motivation to save

energy. To study processes underlying intervention effects, one would need

to collect information on relevant process variables (e.g., knowledge, moti-

vation), which in many cases have to be collected via questionnaires. Here,

one again has to rely on voluntary participation of participants, challenging

random sampling and random assignment, and making RCTs infeasible.

Hence, an important question we raised is: which would be an appropri-

ate solution to carefully evaluate effects of intervention programmes aimed at

promoting sustainable energy behaviours when RCTs are not feasible? And

how can such a solution increase our understanding of processes underlying
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intervention effects?

In Chapter 4, we introduced the reader to graphical causal models, and

Directed Acyclic Graphs (DAGs) in particular, to identify causal effects when

RCTs are not feasible. A DAG consists of a set of variables (so-called nodes)

and a set of lines (so-called edges) denoting relationships between the vari-

ables. A key advantage of using DAGs is that it forces researchers to systemat-

ically consider possible biases that may obscure the true effect of an interven-

tion programme on sustainable energy behaviours (Greenland et al., 1999;

Shrier & Platt, 2008). We proposed a systematic approach based on DAGs to

carefully conduct and evaluate the effect of an intervention programme on

sustainable energy behaviours when RCTs are not feasible. We broke down

the process into four steps: (i) explicate a theoretical model that explains how

the intervention programme affects sustainable energy behaviours, (ii) draw

a DAG representing the theoretical model and identify which variables must

be controlled for in order to estimate the causal effect of the intervention

programme and which variables should not be controlled for, (iii) implement

the programme and collect data on sustainable energy behaviours and all rel-

evant process variables identified in the previous step, (iv) and estimate the

effects of the intervention programme on sustainable energy behaviours in

line with the DAG identified in step (ii).

Such a systematic approach to causal inference based on DAGs has several

advantages. First, DAGs are an explicit representation of the causal processes

underlying the effects of intervention programmes on sustainable energy be-

haviours. Second, by approaching bias systematically, effects of intervention
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programmes can be evaluated more carefully leading to greater confidence

in causal claims. Finally, as these models emphasize the need to develop

sound theory on how intervention programmes affect sustainable energy

behaviours, they improve our understanding of the process underlying the

effects of intervention programmes on sustainable energy behaviours.

However, there are limitations to using DAGs to evaluate effects of in-

tervention programmes on sustainable energy behaviours. First, drawing a

DAG that adequately captures the theory describing how the intervention

programme affects behaviour implies that researcher should have a clear the-

ory on which factors may affect intervention effects which may be challeng-

ing in some cases. Second, a key assumption of estimating a causal effect us-

ing DAGs is that all relevant confounding variables are known and measured.

Confounding variables are factors that influence participation in the inter-

vention programme as well as engaging in sustainable energy behaviours.

As such, the possibility of latent (hidden) confounders poses a problem to

studying the effects of intervention programmes on sustainable energy be-

haviours using DAGs. This is because identifying a relevant set of variables

which are to be controlled for in order to reduce bias in the estimated treat-

ment effect is only possible when there is a set of observed confounders that

satisfies the graphical criteria for causal identification (e.g., backdoor criteria).

Finally, specifying the causal model to be directed and acyclic further im-

poses constraints which may not always hold. In particular, feedback (see

Figure 4.4) may be a key feature of a lot of behavioural processes (Borsboom

& Cramer, 2013). A key limitation of DAGs is that they cannot model pro-
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cesses involving feedback without explicitly including longitudinal data.

Do households with PV consume energy in a sustainable manner?

To mitigate anthropogenic climate change, many households engage in sus-

tainable energy behaviours such as purchasing photo-voltaic panels (PV)

that do not emit carbon dioxide while generating electricity. Notably, many

households no longer only consume electricity, but also produce electricity

themselves, thus becoming prosumers (Oberst et al., 2019). Investing in PV

can be a highly effective mitigation strategy in the residential sector, particu-

larly when households utilize their PV in a sustainable way (Luthander et al.,

2015). Notably, they can adjust their electricity use to the available produc-

tion of electricity by their PV as much as possible, so they do not need to use

electricity from the grid that is oftentimes still produced by carbon dioxide

emitting sources (Schill et al., 2017).

Literature provides competing theories on the likelihood that PV owners

use their PV in a sustainable way (Luthander et al., 2015; Sommerfeld et al.,

2017). On the one hand, researchers have argued that installing PV makes

households more aware of the impact of their energy use on the environ-

ment and encourages them to use their PV in a sustainable way, including

using less electricity from the power grid, and using electricity particularly

when the sun is shining (Kobus et al., 2013; Schill et al., 2017). Indeed, a

few studies suggest that households with PV tend to engage in sustainable

PV usage and shift their energy consumption to periods of high PV pro-

duction (Gautier et al., 2019; Keirstead, 2007). On the other hand, others
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have argued that installing PV may not necessarily increase the likelihood

of sustainable PV use because doing so may prove more difficult than peo-

ple anticipated (Nicholls & Strengers, 2015; Oberst et al., 2019; A. M. Pe-

ters et al., 2019; Schick & Gad, 2015; Wittenberg & Matthies, 2016). Fur-

ther, some researchers have even argued that engaging in one sustainable en-

ergy behaviour such as installing PV is likely to discourage other sustainable

energy behaviours (Tiefenbeck et al., 2013). Owning PV panels may give

households the license to engage in unsustainable energy behaviours, thereby

increasing energy consumption from the grid (Schill et al., 2017).

These contradictory explanations indicate that the literature is inconclu-

sive regarding the likelihood that PV owners use their PV in a sustainable

way. To address this question, we conducted a large scale study to examine

whether PV owners use their PV in a sustainable way. Extending previous

research, we used generalized additive models (Hastie & Tibshirani, 1986;

Wood, 2017) to examine differences in electricity usage patterns using high-

frequency electricity consumption data. The models resulted in accurate

representations of net electricity usage patterns collected via smart meters.

By visually representing the patterns across the day and months of a year, we

could examine differences in electricity usage patterns between PV owning

households and non-PV owning households during moments of high and

low PV production.

The results suggested that, not surprisingly, households with PV use less

electricity from the grid, and actually sent electricity back to the grid, when

PV production is high. Yet, we did not observe significant differences in net
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electricity use between households with and without PV at times where PV

production is low, suggesting that households with PV are not likely to use

their PV in a sustainable way.

Our results are consistent with earlier studies based on self-reports that re-

vealed that households with PV generally do not use their PV in a sustainable

way (Oberst et al., 2019; A. M. Peters et al., 2019). As such, our findings do

not support the reasoning that households with PV become more aware of

the impact of their energy use on the environment, and therefore are more

motivated to use their PV in a sustainable way. Moreover, our findings also

do not support the notion that PV owners may feel licensed to use more

electricity when their PV production is low. An important topic for future

research is to understand why households with PV do not shift electricity

use to times when PV production is high. For example, it may be that house-

holds with PV find it difficult to engage in sustainable PV use (Nicholls &

Strengers, 2015; Schick & Gad, 2015).

Our findings have important implications for climate and energy policy.

Our results suggest that encouraging households to invest in PV alone seems

insufficient to mitigate climate change, as households with PV still consume

similar amounts of electricity from the grid as households without PV when

PV production is low, which is oftentimes produced by fossil fuels. Our re-

sults suggest it is also critical to encourage households that installed PV to

match their electricity consumption to the production of electricity by their

PV as much as possible. This can promote sustainable use of PV and reduce

the need for fossil-fuel powered plants and help maintain grid stability. An
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important question to be addressed in future research is which strategies are

most effective to promote sustainable PV use.

A key consideration of this study is that we only considered differences

in net electricity use from the grid between those who installed and did not

install PV, and were not able to examine differences in sustainable PV use of

households with PV. Related to this, we could not investigate which factors

may explain differences in sustainable PV use between households who in-

stalled PV, as we did not have background data of the households (e.g., socio-

demographic or psychological variables). Future research could examine to

what extent different psychological and socio-demographic characteristics

can explain any differences in net electricity use patterns of households that

install PV. Furthermore, we analyzed net electricity use from the grid. Future

studies could examine differences in electricity use in more detail, by consid-

ering total electricity use and electricity production separately, which requires

access to PV production data.

6.2 Concluding remarks

In this thesis, we introduced graphical models and generalised additive mod-

els to sustainable energy behaviours research, particularly to answers ques-

tions involving exploratory research, causal inference, and capturing differ-

ences in energy use patterns between groups. We motivate the use of these

methodological approaches and statistical tools using empirical data on fac-

tors related to sustainable energy behaviour of households (Chapter 2), a

statistical simulation study (Chapter 3), a didactic example (Chapter 4), and
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actual energy usage (Chapter 5). We demonstrated that these methodological

approaches and statistical tools are useful for addressing various questions

related to sustainable energy behaviours research*.

*All the R code used in this thesis is available at https://github.com/nbhushan
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Summary

The global consensus today states that climate change is due to human ac-

tivities. The main driver of anthropogenic climate change is rising levels of

carbon dioxide in the atmosphere. Encouraging households to engage in

sustainable energy behaviours would help mitigate climate change. To under-

stand which factors are related to sustainable energy behaviours researchers

have employed different methodological approaches and statistical models.

Typically, these methodologies can be classified into correlational research

which involves exploring relationships, (field) experiments which are better

suited to establish causality, and longitudinal designs which examine how

relationships between factors and sustainable energy behaviours change over

time.

In this thesis, we introduced graphical models and generalised additive

models to sustainable energy behaviours research, particularly to answers

questions involving exploratory research, causal inference, and capturing dif-

ferences in dynamic energy use patterns between groups. The first part of

the thesis (Chapters 2 and 3) introduces tools for exploratory analyses. Ex-

ploratory analyses provide a first understanding of the relationships between

items and variables related to sustainable energy behaviours, which enables

researchers to better understand the data before opting for more complicated
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analyses.

In Chapter 2, we illustrate how the Gaussian graphical model provides an

easy to grasp overview of relationships between items and variables related

to sustainable energy behaviours. Further, in new lines of research, so-called

causal search algorithms can be used to explore probabilistic causal relation-

ships between variables related to sustainable energy behaviours. To the best

of our knowledge, the performance and applicability of causal search meth-

ods to sustainable energy behaviours research is yet to be investigated. In

Chapter 3, we conduct a simulation study to compare the performance of

two constraint-based causal search methods (PC algorithm and LiNGAM

algorithm) in sustainable energy behaviours research. The results indicated

that researchers must use these methods with care as the two methods tend

to be inaccurate and sensitive to errors due to sampling variation.

The second part of the thesis proposes novel tools for causal inference.

Randomized controlled trials have been strongly advocated to evaluate the

effects of intervention programmes on sustainable energy behaviours. While

randomized controlled trials are the ideal, in many cases, they are not feasible.

Hence, an important question is: which would be an appropriate solution to

carefully evaluate effects of intervention programmes on sustainable energy

behaviours when randomized controlled trials are not feasible? In chapter

4, we propose a potential solution to this question using graphical causal

models and in particular, directed acyclic graphs (DAGs).

Lastly, we focus on examining dynamic patterns in sustainable energy

behaviours. To mitigate anthropogenic climate change, many households
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engage in sustainable energy behaviours such as purchasing photo-voltaic

panels (PV). Purchasing PV can be a highly effective mitigation strategy,

particularly when households utilize their PV in a sustainable way (e.g., use

less electricity when PV production is low). However, the literature pro-

vides competing explanations on the likelihood that PV owners use their PV

in a sustainable way. Extending previous studies which were based on self-

reports, in Chapter 5, we use generalized additive models to study to what

extent PV owners use their PV in a sustainable way using actual net electric-

ity usage data obtained from smart meters. We did not observe differences

between PV owning households and household without PV in net electricity

use at times where PV production is low, suggesting that PV owning house-

holds do not use their PV is a sustainable way.
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Samenvatting

Er is wereldwijd consensus dat menselijk handelen een van de oorzaken is van

klimaatverandering. Met name de toename van koolstofdioxide in de atmos-

feer veroorzaakt klimaatverandering. Door huishoudens aan te moedigen om

duurzamer energiegerelateerd gedrag te vertonen, kan de anthropogenische

klimaatverandering worden verminderd. Onderzoekers hebben verschil-

lende methodologische aanpakken en statistische modellen gebruikt om te

onderzoeken welke factoren een rol spelen bij het duurzaam energiegerela-

teerd gedrag. Deze methodologiën kunnen doorgaans geclassificeerd wor-

den in correlationeel onderzoek waarin verbanden onderzocht worden,

(veld)experimenten die meer geschikt zijn om causale relaties te bestuderen

en longitudinale onderzoeken die bestuderen hoe de relaties tussen factoren

en duurzaam gedrag veranderen over de tijd.

In dit proefschrift worden grafische modellen en generalised additive mod-
els geïntroduceerd om duurzaam energiegerelateerd gedrag te bestuderen. In

het bijzonder wordt gekeken naar de onderwerpen exploratief onderzoek,

causale inferenties en het herkennen van verschillen in dynamische energie-

verbruikspatronen tussen groepen. In het eerste deel van dit proefschrift

(Hoofdstukken 2 en 3) worden exploratieve onderzoekstechnieken geïntro-

duceerd. Exploratieve analyses leveren een eerste inzicht in de relaties tussen
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items en variabelen die verband houden met duurzaam energiegerelateerd

gedrag. Hierdoor krijgen onderzoekers beter inzicht in de data alvorens de

stap naar uitgebreidere en gerichtere statistische methoden wordt genomen.

In Hoofdstuk 2 laten we zien hoe het Gaussische grafische model gebruikt

kan worden om een makkelijk te begrijpen inzicht te krijgen in de relaties

tussen items en variabelen die met duurzaam energiegerelateerd gedrag te

maken hebben. Daarnaast kunnen zogenaamde causal search-algoritmes ge-

bruikt worden om de probabilistische causale verbanden tussen variabelen

in kaart te brengen. Voorzover wij weten is de prestatie en de toepasbaarheid

van dergelijke algoritmes op duurzaam-gedragsdata nog niet bestudeerd. In

Hoofdstuk 3 voeren we een simulatiestudie uit om de prestaties van twee

causal search-algoritmes (het PC algoritme en het LiNGAM algoritme) te

vergelijken in settings die typisch zijn voor dit type onderzoek. Deze simu-

latiestudie liet zien dat beide algoritmes met zorgvuldigheid gebruikt dienen

te worden, aangezien ze innacuraat kunnen zijn en vatbaar zijn door meet-

fouten als gevolg van steekproeffluctuatie.

Het tweede deel van dit proefschrift stelt een aantal nieuwe methoden

voor causale inferentie voor. Om het effect van interventies op duurzaam

energiegerelateerd gedrag te bestuderen worden gerandomiseerde gecon-

troleerde proefopzetten (RCTs) aangeraden. Hoewel RCTs in theorie opti-

maal zijn, zijn zij in de praktijk vaak niet haalbaar. Derhalve is het van belang

om te bestuderen wat alternatieve onderzoeksopzetten zijn om het effect van

interventies te meten in situaties waarin RCTs niet haalbaar blijken te zijn. In

Hoofdstuk 4 beschrijven wij zo’n alternatieve aanpak aan de hand van grafis-
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che causale modellen en, in het bijzonder, gerichte acyclische grafen (directed
acyclic graphs, DAGs).

Tenslotte bestuderen we verschillen tussen groepen in dynamische patro-

nen in energieverbruik. Om anthropogenische klimaatverandering tegen

te gaan hebben veel huishoudens duurzame maatregelen getroffen zoals de

aanschaf van photovoltaïsche (PV) panelen (‘zonnepanelen’). De aankoop

van PV panelen kan zeer effectief zijn om klimaatverandering tegen te gaan,

vooral als huishoudens hun PV panelen op een zo duurzaam mogelijke

manieren gebruiken (d.w.z., met name energie verbruiken op momenten

waarop de opbrengst van PV panelen hoog is). De literatuur is niet een-

duidig over de mate waarin PV bezitters ook daadwerkelijk duurzaam ge-

bruik maken van hun PV. Verder bouwend op eerdere studies, die analyses

op basis van zelfrapportages bevatten, hebben we in Hoofdstuk 5 daadwerke-

lijke longitudinaal energieverbruik geanalyseerd. Aan de hand van generalised
additive models hebben we het energieverbruik van PV bezitters vergeleken

met dat van huishoudens die geen PV bezitten. We hebben geen verschillen

gevonden in energieverbruik tussen beide groepen op momenten waarop de

PV productie laag was, wat suggereert dat PV bezittende huishoudens hun

PV niet op de meest duurzame manier gebruiken.
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