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2
Genetic Algorithms

EVOLUTIONARY COMPUTATION encompasses probabilistic search techniques inspired by the
‘survival of the fittest’ principle of the (neo-)Darwinian theory of natural evolution [34,
40], and the mechanisms of natural genetics. These techniques operate on a population

of artificial ‘creatures’, which compete in a struggle for life in which the fittest survive and
are allowed to reproduce. New creatures are created using bits and pieces of members of the
previous generation, and occasionally, creatures are changed randomly.

The earliest attempts to use the evolutionary metaphor in a computational context date from
the late fifties and early sixties [19, 20, 21, 52, 123]. In the mid-seventies, Holland’s semi-
nal book [73] appeared and introduced genetic algorithms to a larger community. Holland
and his group at the University of Michigan had two goals in mind: on the one hand, to ex-
plain the mechanisms of natural evolution, and on the other hand, to mimic these mechanisms
in artificial systems software aimed to solve difficult search and optimization problems [41].
From their initiative, a thriving field of research has developed. Other notable contributions to
this field of biologically inspired optimization techniques were made by Rechenberg, Schwe-
fel, and colleagues, who developed the ‘evolution strategies’ approach [124, 134], L.J. Fogel,
D.B. Fogel, and others, who pioneered the ‘evolutionary programming’ branch [52, 50], and,
more recently, Koza with ‘genetic programming’ [93]. All these approaches are often grouped
together under the banner of ‘evolutionary algorithms.’

Evolutionary algorithms are randomized, but by no means simple random walks. They tra-
verse the search space using historical information to guess where to look for better search
points. Algorithms of this kind are best suited for problems where no efficient solutions are
known to exist. Special-purpose algorithms, i.e., algorithms that have a certain amount of
problem domain knowledge hard coded into them, will usually outperform genetic algorithms.
However, for many NP-complete problems, genetic algorithms are among the best strategies
known. That is what they are especially good at: heuristically finding solutions where all else
fails. To date, many have used genetic algorithms to solve problems as diverse as time-tabling,
job-shop scheduling, game playing, grammatical inference, bin packing, traveling salesman
problems, and many more.

One of the main assets of evolutionary algorithms is their robustness, i.e., the balance be-
tween their efficiency and efficacy. A method is said to be robust if it performs reasonably
well in many different environments, and does not break down in the face of multimodality
(multiple optima), discontinuity, noise, and other difficulties. In optimization problems, an im-
portant goal is often to quickly find a satisfactory, albeit suboptimal, solution. Convergence to
the global optimum is something we can only hope for, but is often impossible to guarantee
given the size of the search space and the time available to the optimization algorithm.
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Evolutionary algorithms tend to find good solutions to many problems fairly quickly, al-
though they might be outperformed by algorithms especially designed for a specific prob-
lem. Given that computing time is becoming increasingly cheaper compared to programming
time, robust, off-the-shelf algorithms are getting more and more attractive compared to special-
purpose algorithms that require substantial programming effort.

The rest of this chapter tries to give an introduction to evolutionary computation and the
resemblances and differences with other optimization methods. It introduces the ‘standard’
genetic algorithm and explains some of the mathematical background of genetic algorithms.
Furthermore, it looks at a number of improvements upon the design of the standard genetic
algorithm and shows some parallel implementation models. Finally, some other evolutionary
algorithms are briefly discussed.

2.1 Traditional Search and Optimization Methods

To outline the special features of evolutionary algorithms, we will first give an overview of
some traditional search methods, as presented in [62]. Since this is not a comparative study
of search and optimization techniques, this overview will be brief.

2.1.1 Problem Solving = Optimization

In general, any abstract task can be viewed as solving a problem which consists of traversing
a space of potential solutions to find an optimum. This implies that a measure of the solution
quality is used as the objective function for an optimization algorithm. A threshold on this
evaluation function identifies those points in the search space that are considered solutions.

Finding the optimal point(s) of a large search space is often an NP-hard problem, as is the
case in e.g. the Traveling Salesman Problem (TSP), and requires an exponentially increas-
ing number of search space points to be investigated as the problem is scaled up. There are
two ways to overcome this problem. We can define a subproblem of the original intractable
problem that can be solved efficiently, or we can settle for a suboptimal solution. Many types
of optimization methods rely on the latter concession to optimality. Simon [141] called this
approach satisficing to indicate that the desired solution satisfies certain requirements and suf-
fices to solve the given problem.

2.1.2 Different Types of Optimization Methods

Problem solving methods in general can be split into two distinct categories: weak methods
and strong methods. A weak method requires little or no problem-specific knowledge, whereas
a strong method relies heavily on such knowledge. Strong methods are, by means of their use
of problem-specific knowledge, stronger than weak methods in solving the problem for which
they are designed. Often they are able to find optimal solutions with minimal computational
effort. Their main disadvantage is their narrow applicability.

Weak methods, on the other hand, view the optimization problem as a black box. They are
not as efficient as strong methods on specific problem instances, but this is compensated for
by their broad applicability. This difference is illustrated in Figure 2.1.
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Figure 2.1: Comparison of the effectiveness of weak and strong methods over the space of tasks that
can be attempted. From [2].

The three main types of weak optimization methods defined in the current literature are:
calculus-based, enumerative, and random. All three are briefly discussed below, and we pay
special attention to the weaknesses of each type that we expect genetic algorithms to improve
upon.

Calculus-based methods can be subdivided into two main classes: direct and indirect meth-
ods. Direct methods seek local maxima by looking at the gradient in all directions leading
from the current search point, and choosing the steepest possible direction. This is known as
hillclimbing: the algorithm climbs the steepest hill in the neighborhood. Indirect methods try
to solve the (usually non-linear) set of equations resulting from setting the gradient of the
objective function to zero in some neighborhood of the current search point.

Both methods suffer from several drawbacks. They are local, i.e., they look for the optimum
of the objective function and do not pay attention to the global structure of the search space.
As a result, they tend to get stuck in local optima and miss the global optimum if the objective
function is multimodal, i.e., has many peaks. Moreover, the calculus-based approach depends
upon the existence of derivatives of the objective function. However, many optimization prob-
lems do not have differentiable objective functions, which precludes the use of these search
methods. Continuity and differentiability are often hard to come by in the noisy, discontinuous,
multimodal real world.

Enumerative approaches, such as dynamic programming, depth-first, breadth-first, and beam
search, try to find the optimum of the objective function by considering all points in the search
space consecutively. Necessarily, this search space must be finite, or discretized. Enumeration
is attractive because of its simplicity. However, it is very inefficient and breaks down for even
modestly sized search spaces.

Random search algorithms exist in various flavors. Random walks are schemes that ran-
domly pick points in the search space, evaluate them, and save the best. In large search spaces,
strictly random search cannot be expected to perform better than enumerative schemes. Ran-
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domized algorithms, however, should not be confused with purely random walks. Several al-
gorithms exist that use random choice to guide a highly exploitative search through (an encod-
ing of) a parameter space. Genetic algorithms are an example of a randomized approach, and
simulated annealing, which is also inspired by nature, is another popular randomized search
technique. In fact, there are many connections between simulated annealing and genetic algo-
rithms, as demonstrated in e.g. [37].

For any search and optimization algorithm in a large search space, there exists a fundamental
trade-off between exploration and exploitation. An enumerative approach is totally exploratory,
since it (eventually) visits all points in the search space. In contrast, hill-climbing algorithms
concentrate the search effort around the best solution found so far by exploiting its direct
neighborhood.

2.1.3 Differences with Genetic Algorithms

So in what respects do genetic algorithms (GAs) differ from traditional search and optimiza-
tion procedures that make them such a robust method? There are four main differences to be
distinguished [62]:

1. GAs use an encoding of the parameters, not the parameters themselves;

2. GAs search from a population of search points, not a single point;

3. GAs only use the objective function to judge solution quality, not derivatives or other
auxiliary knowledge;

4. GAs use probabilistic transition rules, not deterministic rules.

If we wish to optimize some function F(a1, . . . , an), the parameters a1, . . . , an have to be
encoded as a finite-length string over some finite alphabet. There are many ways to do this,
and the standard approach is to use a binary alphabet.

Many optimization methods search from a single point in the parameter space. However, if
we have an objective function with many peaks, we have many chances to end up in a local
optimum by climbing the wrong peak. This is an argument in favor of the population approach
of GAs. They evaluate a set of points simultaneously, thereby increasing the chances to climb
the right peak.

Genetic algorithms only require pay-off information (objective function values), and ignore
information such as gradients and other auxiliary knowledge. This makes them a more canon-
ical method than many other search schemes: all search problems possess one or more metrics
relevant to the search, but for different problems the auxiliary information may differ wildly.

To select new points in the search space, GAs use probabilistic transition rules: new points
are constructed probabilistically from the current population of points. This should not be
viewed as random search; on the one hand, the current population is used as a basis, and
on the other hand, the transition probabilities are determined (partly) from the quality of the
points in this population. Random choice is used by GAs to guide the search towards regions
of the search space with likely improvement.



2.2 The Standard Genetic Algorithm 9

2.2 The Standard Genetic Algorithm

The operations of the standard genetic algorithm are very simple. It maintains a population
x1...n = hx1, . . . , xni of n individuals xi (which may consist of a vector of parameters). These
individuals are candidate solutions to some objective function F(xi) that is to be optimized
to solve the given problem. The individuals are represented in the form of ‘chromosomes,’
which are strings defined over some alphabet that encode the properties of the individuals.

More formally, using an alphabet A = f0, 1, . . . , k � 1g, we define a chromosome C =
hc1, . . . , c`i of length ` as a member of the set S = A`, i.e., chromosomes are strings of
` symbols from A. Each position of the chromosome is called a gene, the value of a gene
is called an allele, the chromosomal encoding of a solution is called the genotype, and the
encoded properties themselves are called the phenotype of the individual. In the standard GA,
a binary encoding is used, i.e., the alphabet is A = f0, 1g. The standard GA employs three
operators, which are discussed in the next sections: selection, crossover, and mutation.

2.2.1 Selection

Selection is the process of evaluating the fitness of the population members and selecting which
individuals are allowed to reproduce. In nature, fitness is determined by a creature’s ability to
overcome the dangers that could prevent the creature to reach adulthood and reproduce. In an
artificial environment, we need a fitness function to evaluate the quality of the individuals in
the population. This function takes the genotype of the individual as an argument, decodes it
into a phenotype, and judges the quality of this phenotype. Assume, without loss of generality,
that the objective function F mentioned above is positive and should be maximized. The fitness
function f we need can simply be made equal to F , and we denote the fitness of individual
xi as f (xi).

At each step t of the algorithm—called a generation—the fitness f (xi) of each individual xi

is evaluated with respect to the optimization criterion; the fittest individuals are then selected
and allowed to reproduce (using crossover and mutation) in order to create the next generation.
Pseudo-code1 for the algorithm is given in Figure 2.2.

The above description leaves open the question of how exactly the number of offspring
of each parent is determined, i.e., how the procedure select operates. Perhaps the simplest
approach is to create a biased roulette wheel, where each member of the population has a
roulette wheel slot with a size proportional to its fitness. Suppose we are maximizing the
function F(x) = x2, using a population of four strings, with fitnesses as shown in Table 2.1
(example taken from [62]).

To determine their relative fitnesses, the raw fitness values of all strings are summed, yield-
ing in our example a population total of 1170. The relative fitness of a string is then computed
by dividing its raw fitness by the population average f = ∑ j f (x j)=n, and the probability that
population member xi is selected for reproduction is therefore proportional to f (xi)= f .

The biased roulette wheel corresponding to these strings and fitnesses is depicted in Fig-
ure 2.3. To select strings for reproduction, we simply spin the wheel, and the chances of se-
lection are proportional to a string’s relative fitness. Thus, more highly fit strings are expected

1A somewhat sloppy notation is used, writing mutate(xi) etc. whereas mutation and crossover in fact operate
on the encoding of xi.
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procedure GA
begin

for i := 1 to n do begin
initialize(xi) (* with random values *)
f (xi) := evaluate(xi) (* determine fitness *)

end
while termination condition not satisfied do begin

p1...n := select from x1...n in random order
for i := 1 to n step 2 do begin

x0i, x0i+1 := crossover(pi , pi+1)

mutate(x0i)
mutate(x0i+1)

end
x1...n := x01...n (* copy new population *)
for i := 1 to n do begin

f (xi) := evaluate(xi)
end

end fwhileg
end

Figure 2.2: The standard genetic algorithm.

No. Strings Fitness % of total
1 01101 169 14.4
2 11000 576 49.2
3 01000 64 5.5
4 10011 361 30.9

Total 1170 100.0

Table 2.1: Example strings with absolute and
fitness values. From [62].

1
2

3 4

14.4%
49.2%

5.5% 30.9%

Figure 2.3: The roulette wheel corresponding to
Table 2.1. From [62].

to yield a larger number of offspring.
There are better fitness-proportionate selection schemes, such as Baker’s stochastic universal

sampling algorithm [9]. This algorithm uses a single random number to select a new population
from the current one. Its main advantage is that it has minimum spread; in our example, string 2
would receive either 1 or 2 copies, whereas roulette wheel sampling could generate any number
from 0 to 4 copies. Pseudo-code for this algorithm is shown in Figure 2.4. It generates the
(cumulative) number of copies that is to be made of each member of the current population,
from which it is easy to construct a new population.
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procedure SUS
begin

d := random (* returns a random value in [0, 1) *)
s := 0
b := 0
for i := 1 to n do begin

s := s + n � f (xi)= f
c := ds � de (* c is the cumulative number of copies of x1 . . . xi *)
pb+1...c := xi
b := c

end
shuffle(p1...n) (* randomly permute p1...n *)

end

Figure 2.4: Baker’s stochastic universal sampling algorithm [9].

2.2.2 Crossover
Crossover2 is the operator that (in the standard GA)
constructs two offspring from two parent strings by
exchanging parts of their chromosomes. The simplest
form of crossover is known as one-point crossover. It
operates as follows: an integer position k is chosen

1. 01j101

2. 11j010

)
)

(
10. 01j010

20. 11j101

Figure 2.5: One-point crossover.

randomly along the string length. Two new strings are created by swapping all characters
between positions k + 1 and ` (the string length). An example of one-point crossover on
bitstrings 1 and 2 of Table 2.1, where k is 2 and ` is 5, is given in Figure 2.5.

Crossover, being the main search driver of genetic algorithms (see also Section 2.3), is
usually applied with a probability larger than 0.5: most strings are constructed from parents
using crossover, a few directly inherit all genes from a single parent.

2.2.3 Mutation
Next to crossover, mutation is applied to individuals by ran-
domly changing pieces of their representations. At each po-
sition in the string, we decide randomly, using a small mu-
tation probability, whether the character at this position is to

10. 01010 ) 100. 01110

Figure 2.6: Single mutation.

be changed. Using the bit string representation of the standard GA, mutation amounts to flip-
ping bits with a small probability. An example of a single mutation on bitstring 10 of Figure 2.5
is shown in Figure 2.6.

2The term ‘crossover’ was borrowed from biology, but in nature, crossing over of chromosomes occurs within
a single individual, prior to sexual recombination. See also [6].



12 Genetic Algorithms

2.2.4 Convergence

In the analysis of the behavior of genetic algorithms, two types of convergence are to be
distinguished. On the one hand, the algorithm is looking for the global optimum f � of the
fitness function f . Let Z(t) = maxf f (xi) j xi 2 x1...n(t)g be the fittest individual present in
the population x1...n(t) at generation t. A GA is said to converge to the global optimum f � if
and only if

lim
t!∞

PfZ(t) = f �g = 1 , (2.1)

where PfZt = f �g is the probability that Z(t) equals f �.
In [127] it is proved that the standard GA does not converge in this sense. However, in every

generation there is a non-zero probability that the algorithm visits the optimum, due to the
use of mutation; thus, saving the best individual of each generation guarantees that we find
the global optimum. Additionally, we can extend the standard algorithm by using an elitist
selection scheme in which the best individual of the previous generation always survives (see
also Section 2.4.1), which ensures convergence in the above sense [46, 127].

A second type of convergence is population convergence. Let H(xi, x j) be the Hamming
distance between individuals xi and x j, and, with n = jx1...n(t)j being the population size, let

H(t) =
1
n2 ∑

xi,x j2x1...n(t)
H(xi, x j) (2.2)

be the average Hamming distance in the population at generation t. The population of the GA
is said to converge if and only if

lim
t!∞

H(t) = 0 . (2.3)

If the population is converged, all individuals are identical.
Mutation mainly serves to maintain a certain level of genetic diversity in the population

to prevent premature convergence of the population to suboptimal values. If we would build
a genetic algorithm without mutation, then the fitness-based selection could eliminate useful
alleles (gene values) from the population, with no possibility of recovering them. This would
clearly be disadvantageous behavior. Here we touch on one of the important issues in the use
of genetic algorithms: the trade-off between exploration of the search space by hopping around
with crossover and mutation, and exploitation of the points already found. Too high mutation
rates will put too much emphasis on exploration, and the algorithm will never converge. On the
other hand, too low rates will quickly lead to convergence to a suboptimal value. A heuristic
for which some theoretical evidence has been given in [116], is to use a mutation probability
of 1=`.

The size of the population is also of influence on the convergence behavior. If it is too small,
premature convergence may occur as in the case of a too low mutation rate; if it is too large,
convergence slows down. Typical population sizes are in the range of 30 to 1000; between 50
and 200 is a good choice for many problems.

A related issue is that of selection pressure: how much should fitter structures be favored
in the selection process? If this pressure is too high, less fit population members are quickly
driven out, which can lead to premature convergence to a local optimum. However, a low
selection pressure slows down the convergence process.
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2.2.5 Termination

We can use three possible termination criteria for the genetic algorithm:

1. A satisfying solution has been obtained;

2. A predefined number of generations has been reached;

3. The population has converged to a certain level of genetic variation.

The last criterion depends critically on the mutation probability that is used: a very high mu-
tation rate will prevent any convergence to occur, and the GA is reduced to random walk. A
very low rate or no mutation at all will result in premature convergence, as explained above.

2.2.6 An Example

The previous description of genetic algorithms may seem rather abstract if one has no idea how
to apply them to a real problem. Therefore, this section presents a small function optimization
problem and the way it is solved using a GA.

Suppose we want to find the maximum of the function

f (y1, . . . , ym) =
m

∑
j=1

y2
j(1 � y j) , (2.4)

where the parameters y j are real numbers in the interval [0, 1]. To employ the binary repre-
sentation of the standard GA, we must encode the y j’s as a bitstring. In our case, this is easy:
a simple, 16-bit encoding of each parameter suffices: a real number y j in the interval [0, 1] is
linearly mapped to a binary encoded integer k j in the range [0, 216 � 1]:

k j = (216 � 1)y j . (2.5)

The bitstring representations of these k j’s are concatenated to form the chromosome. In our
example, we have taken m = 5, so we have bitstrings of length ` = 80. Each individual
xi 2 x1...n(t) represents a vector yi = hyi,1, . . . , yi,mi in the form of such a bitstring.

If we run the standard GA, using a population of 50 strings, a crossover probability of
0.9, and a 0.01 mutation probability, we can observe the convergence behavior of Figure 2.7.
This figure shows both the performance of the best string, and the average performance of all
strings in the population.

The algorithm was stopped after 200 generations. The five best performing individuals
present in the population at the end of the run are given in Table 2.2. It is clear that the
individual parameters approach the optimal value of 0.666. . . , but due to the granularity of
the encoding, a perfect solution cannot be achieved. However, solution 1 with its performance
of 0.74048 is very close to the theoretical optimum of 20/27 (0.74074. . . ).

2.3 Mathematical Foundations

Now we have seen how a genetic algorithm works, we may pose ourselves the question:
why does it work? This section tries to elaborate on this question. To this end, the notion
of schemata is introduced.
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Figure 2.7: Behavior of the genetic algorithm: best and average of the population.

No. Genes Fitness
1 0.6669 0.6676 0.6778 0.6565 0.6607 0.74048
2 0.6635 0.6737 0.6802 0.6577 0.6597 0.74037
3 0.6655 0.6676 0.6803 0.6756 0.6796 0.74030
4 0.6607 0.6781 0.6766 0.6779 0.6601 0.74030
5 0.6627 0.6779 0.6802 0.6577 0.6597 0.74028

Table 2.2: Best performing solutions.

2.3.1 Schemata

The operation of a genetic algorithm is very simple. It starts with a random population of n
strings, reproduces strings with some bias toward the best, mates and partially swaps substrings
using crossover, and randomly mutates a small part of the population. But, looking again at
Table 2.1, we don’t see much information to guide a directed search for improvement in the
bare strings and their fitness values. However, if we look better at the strings, we start to see
similarities among the best scoring strings. For example, strings starting with a 1 do better
than those starting with a 0 (small wonder, using a standard binary encoding to optimize the
function f (x) = x2). Information such as this might be important in guiding our search. In
fact, we are dealing with two separate concerns. First, we are looking for similarities among
strings of the population. Second, we would like to know whether there is a causal relationship
between these similarities and high fitness.

To analyze the similarities between strings and the correlations of these similarities with
fitness, Holland introduced the notion of schemata [73]. A schema is a similarity template
describing a subset of strings with similarities at certain string positions. Each schema is rep-
resented as a string made up of characters from the set A[f#g. A character from A (an allele)
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01101

0##01

#11#1

#####

Figure 2.8: Examples
of schemata.

at any position in the schema means that the the chromosome must
have the same allele at that position for it to match the schema. The
#s function as ‘don’t cares’, i.e., a # at any position in the schema
means that the value of the chromosome at that position is irrelevant
to determine whether the chromosome matches the schema.

It is easy to see that if we have an alphabet of size k, there are
(k + 1)` schemata defined on strings of length `. A schema matches
a set of strings and, vice versa, every string is matched by 2` different

schemata: each position can have an allele or a don’t care. It follows that a population of n
members may contain at most n � 2` schemata. Figure 2.8 shows a single chromosome and
some of the schemata present in that chromosome.

Just like chromosomes represent points in the search space, schemata represent hyperplanes.
A hyperplane consists of those points that are represented by the strings that match its accom-
panying schema. We can imagine a genetic algorithm cutting across different hyperplanes to
search for improved performance.

If we use a binary encoding and a selection method that makes reproduction chances pro-
portional to chromosome fitness, then we can use Holland’s Schema Theorem or Fundamental
Theorem of Genetic Algorithms [73] to predict the relative increase or decrease of a schema
H in the next generation of the genetic algorithm. An explanation of this theorem is given in
the next section.

2.3.2 The Schema Theorem

To understand the operation of the genetic algorithm, we need to distinguish between differ-
ent types of schemata. To quote Goldberg: “All schemata are not created equal. Some are
more specific than others” [62, p. 29]. A schema that contains more positions with a # is less
specific than a schema with less #s. Furthermore, certain schemata span more of the total
string length than others, e.g. the schema 0##01 spans a larger portion of the string than the
schema ##1#1. To quantify these ideas, we introduce two schema properties: schema order
and defining length.

The order of a schema H, denoted by o(H), is the number of fixed positions (i.e., symbols
from the alphabet A) present in H. For example, the schema 0##01 has an order o(##01) = 3,
and our other example schema has o(##1#1) = 2.

The defining length of a schema, denoted by δ(H), is the distance between the first and the
last specific string position. The schema 0##01 has a defining length δ = 4, because the first
specific position is 1 and the last is 5, and δ(##1#1) = 5 � 3 = 2.

Schemata are a means of analyzing the combined effects of selection, crossover, and mu-
tation on building blocks contained within the population. As the population evolves, due to
the fitness-based selection, schemata occurring in strings with above-average fitness tend to
be selected more often than those occurring in below-average strings. However, mutation dis-
rupts schemata, and, next to combining schemata, crossover can also destroy them. To quantify
these effects, a more detailed analysis is given below.

Suppose at a given time step t there are m(H, t) examples of a particular schema H present
in the population x1...n(t). During reproduction, a chromosome Ci gets selected with a probabil-
ity f (xi)=∑ j f (x j) (assuming fitness-proportionate selection). After picking a non-overlapping
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population of size n with replacement from population x1...n(t), we expect to have

m(H, t + 1) = m(H, t) � n �
f (H)

∑ j f (x j)
, (2.6)

where f (H) is the average fitness of all strings in x1...n(t) matching H. The population average
f is equal to ∑ j f (x j)=n, so we can rewrite (2.6) as:

m(H, t + 1) = m(H, t)
f (H)

f
. (2.7)

Suppose that a particular schema H remains above average an amount c f with c a constant.
Using (2.7), we get:

m(H, t + 1) = m(H, t)
f + c f

f
= (1 + c)m(H, t) = (1 + c)tm(H, 0) . (2.8)

We can see that reproduction allocates exponentially increasing numbers of trials to above-
average schemata, and vice versa for below-average schemata.

So far, we did not include the effects of mutation and crossover. To see the effect of one-
point crossover on schemata, consider the following example:

A = 00j101 ,

H1 = 0#j#01 ,

H2 = ##j1#1 .

If crossover occurs at the designated point, schema H1 is disrupted, unless A’s mate has the
same alleles at the fixed positions of the schema. H2, however, will remain intact. It is easy
to see that H1 is more likely to be destroyed during crossover than H2: due to H1’s greater
defining length, the cut point has a higher chance to fall between the extreme fixed positions.

The probability that a schema H is destroyed by crossover is the probability p1 that the
crossover cut point falls within this schema, minus a correction for the probability p2 that the
part of the schema that replaces the original part is equal to this original part. Clearly, on a
schema H, δ(H) of the `� 1 possible positions of the cut point will fall within that schema,
so the first probability is equal to

p1 =
δ(H)

`� 1
. (2.9)

The second probability is slightly underestimated by the probability that the second string
selected for crossover matches schema H:

p2 �
f (H)

f

m(H, t)
n

. (2.10)

If we perform crossover at random with probability pc, the probability ps of survival for
schema H is thus given by:

ps � 1� pc p1(1 � p2) . (2.11)

Mutation also disrupts schemata, and its effect is even easier to calculate than that of cross-
over. Since mutation has only effect on the fixed positions of a schema, only o(H) of the l
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positions are of importance. All mutations are statistically independent, so if we have a mu-
tation probability pm, a single allele has probability 1� pm to survive, and the probability pt

of survival of schema H is:
pt = (1 � pm)

o(H) . (2.12)

For small values of pm (pm � 1), we may approximate (2.12) by:

pt � 1 � pmo(H) . (2.13)

Combining (2.7), (2.11) and (2.13), we can compute the chances of survival for a schema.
Ignoring small cross-product terms and the possibility that a schema destroyed by crossover
is restored by mutation, we can estimate the number of trials schema H is expected to receive
by:

m(H, t + 1)

= m(H, t)
f (H)

f
ps pt

� m(H, t)
f (H)

f

"
1 � pc

δ(H)

`� 1

 
1 �

f (H)

f
�

m(H, t)
n

!
� pmo(H)

#
. (2.14)

From this expression, we may conclude that short, low-order, above-average schemata receive
exponentially increasing trials in subsequent generations. This important conclusion is known
as the Schema Theorem. Since short schemata are less likely to be disrupted by mutation and
crossover than longer ones, we expect genetic algorithms to construct new chromosomes from
small, contiguous pieces of chromosomes that score above-average fitness. These pieces are
called building blocks, and this expected behavior of genetic algorithms is referred to as the
building block hypothesis.

Holland [72] showed in his k-armed bandit analysis that an optimal algorithm should allocate
slightly more than exponentially increasing trials to above-average schemata. In this sense, the
genetic algorithm is a near-optimal strategy. If one agrees with the setup Holland considered,
i.e., sampling the search space under uncertainty, and accepts the relevance of schemata, it
follows that the search performed by the standard genetic algorithm (nearly) minimizes the
expected loss of computation time, i.e. allocation of trials to the wrong schemata. This is
precisely what makes genetic algorithms appealing, and not that they would be universal (see
Section 2.3.4 on ‘GA-hard’ problems), nor that they would be simple (many problems require
intricate encoding schemes, operators, and fitness functions).

Important as it might be, the Schema Theorem should be applied with care. First, the theo-
rem only applies to the canonical genetic algorithm, which uses bitstrings, one-point cross-
over, simple bit mutation, fitness-proportionate selection, and generational replacement. Other
approaches, e.g. steady-state algorithms (which replace population members one at a time),
real-number operators, higher cardinality representations, etc., are not covered by (the standard
version of) the theorem.

Second, the calculations given above only apply to the first, random generation of the algo-
rithm. In subsequent generations, as the population starts to converge, the assumption under-
lying (2.11) that two mating strings differ in at least one of the fixed positions of a schema
is increasingly violated.
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Nevertheless, the general conclusion still holds that a schema occurring in chromosomes
with above-average fitness will tend to occur more frequently in the next generation, and one
occurring in chromosomes with below-average fitness will tend to occur less frequently.

A common misconception about genetic algorithms is that they are especially good at find-
ing global optima. As Holland commented on Usenet’s comp.ai.genetic (July 14, 1994):

“GAs are at their best in complex situations where improvements, not global op-
tima, are the objective. Global optima are often far removed from current practice,
as in the design of complex strategies or apparatus, or even indefinable, as in the
case of ecosystems. GAs are good at finding new favorable combinations, but they
slow down precipitously when near to optima (where combinations are usually
no longer effective). If the optima are local and plentiful, then combination of
above-average schemata will often lead to the vicinity of new and better optima,
but this is not an option at a global optimum.”

This is in agreement with Davis [39], who remarked:

“With genetic algorithms we are not optimizing; we are creating conditions in
which optimization occurs, as it may have occurred in the natural world.”

2.3.3 Counting Schemata

A genetic algorithm is efficient because the number of schemata that are processed is far
larger than the number of individuals in the population. This feature of genetic algorithms is
called implicit parallelism [73]. But how many schemata are expected to be processed by the
algorithm?

Suppose we have a population of n strings of length ` over an alphabet A of size k, and
we want to compute the total expected number of schemata S(k, `, n). The probability that a
fixed schema H of order o(H) = i matches at least one string in the population is equal to:

P(H matches at least one string) = 1 � P(H matches none of the n strings)

= 1 � P(H matches not one string)n

= 1 � (1 � P(H matches one string))n

= 1 �

 
1 �

�1
k

�i!n

. (2.15)

Since there are
�
`

i

�
ki schemata of order i, the expected number of schemata of order i in n

strings is  
`

i

!
� ki

 
1�

 
1 �

�1
k

�i!n!
, (2.16)

and hence, the total expected number of schemata is

S(k, `, n) =
`

∑
i=0

 
`

i

!
� ki

 
1 �

 
1 �

�1
k

�i!n!
, (2.17)

which generalizes the result of [63]. For n ! ∞, this converges to (k+1)`, which is, of course,
equal to the total number of schemata of length ` over an alphabet of size k.
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Schema analysis provides some theoretical justification for using a binary encoding. As
was pointed out by Holland [73], bitstrings can represent many more schemata than higher-
level representations, yielding a better coverage of the search space. Consider a space of N
points. These points could be encoded as strings of length ` = dlogk Ne using a k-ary alphabet.
Each string matches with 2` schemata, and the expected number of schemata is (k + 1)` (for
n ! ∞), both of which are maximal for k = 2, i.e., for binary representations. Viewing a
genetic algorithm as a ‘schemata processor’, a binary representation seems to be the natural
choice. This is formulated as the principle of minimal alphabets [62, p. 80]: “The user should
select the smallest alphabet that permits a natural expression of the problem.”

However, this analysis is challenged by Antonisse [5], who interprets the don’t care symbols
# as denoting subsets of the alphabet A, and uses a different # for each possible subset; symbols
from A in a schema are simply special, singleton cases of these subsets. For a binary alphabet,
both interpretations happen to be equal, but Antonisse’s interpretation yields a higher number
of processed schemata for higher-order representations.

In the traditional interpretation, the number of symbols needed to express all schemata over
an alphabet A of size k is k + 1. In Antonisse’s interpretation, a separate symbol is needed
for each element of the power set of A (excluding the empty set), which requires 2k � 1
symbols; 2k�1 of these match a given alphabet symbol. The probability that a schema H of
order o(H) = i matches a string thus equals

P(H matches one string) =
�1

k

�i

�

 
2k�1 � 1

2k � 1 � k

!`�i

. (2.18)

In this interpretation, there are  
`

i

!
� ki �

�
2k � 1 � k

�`�i
(2.19)

schemata of order i. This yields a total expected number of schemata of

S0(k, `, n) =

`

∑
i=0
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2k � 1 � k

�`�i
0
@1 �

0
@1 �
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2k�1 � 1

2k � 1 � k

!`�i
1
A

n1
A , (2.20)

which converges to (2k � 1)` for n ! ∞. Indeed, we see that for k = 2 we have (2k � 1)` =
(k + 1)`, but for larger k, (2k � 1)` > (k + 1)`. This implies an advantage of high-cardinality
alphabets, because (2k � 1)` with ` = dlogk Ne is maximal for k = N. Thus, Antonisse’s
interpretation leads to the counterintuitive result that the largest possible alphabet, i.e., an
alphabet of size k = N and strings of length ` = 1, should yield the best results. This is
clearly impossible, since such an alphabet would result in a degenerate genetic algorithm that
is equivalent to random search.

All of the above, though, does not imply that in practical applications one type of encoding
will always be superior. One of the goals of this thesis is to investigate whether in practice a
representation and operators tailored to the problem at hand do better than a standard binary
encoding.
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2.3.4 Deception

Given that genetic algorithms are stochastic search procedures with bias, there must be a class
of bias-perverse problems. We would like to know what type of problems are to be charac-
terized as GA-hard, i.e., exhibit divergence from the global optimum.

The building block hypothesis characterizes the search of genetic algorithms as a competi-
tion among alternative schemata, with the victory going to the one with higher average fitness.
Can we define a class of functions where these average fitnesses lead to a suboptimal solution?

The Minimal Deceptive Problem

Problems that are misleading for the standard genetic algorithm by violating the building block
hypothesis are called deceptive. The minimal deceptive problem, described in [62], is a 2-bit
problem that violates the building block hypothesis. Suppose we have a 2-bit function where
f (11) is the global optimum:

f (11) > f (00) ,

f (11) > f (01) ,

f (11) > f (10) . (2.21)

This problem would be deceptive if:

f (0#) > f (1#) ,

f (#0) > f (#1) . (2.22)

This is equal to:

f (00) + f (01)
2

>
f (10) + f (11)

2
,

f (00) + f (10)
2

>
f (01) + f (11)

2
. (2.23)

This cannot be achieved in 2-bit space, but we can identify two types of partial deception:

1. f (01) > f (00) ,

2. f (01) < f (00) . (2.24)

It can be proved that neither case can be expressed as a linear combination of the individual
allele values, i.e., they cannot be expressed in the form:

f (x1x2) = b +
2

∑
i=1

aixi . (2.25)

In biological terms, this is called an epistatic problem.
Goldberg has shown that, although the 2-bit problem is (partially) deceptive, it is not GA-

hard; empirical results exhibit convergence to the global optimum.
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There are schemes for producing fully deceptive problems of any size greater than 2. An
example is the 3-bit problem of Figure 2.9. It is easy to see that all order-1 schemata matching
the optimum of 111 do worse than the other order-1 schemata:

f (1##) = (0 + 14 + 30 + 0)=4 = 11 ,
f (0##) = (0 + 22 + 28 + 26)=4 = 19 ,
f (#1#) = (0 + 22 + 30 + 0)=4 = 13 ,
f (#0#) = (0 + 14 + 28 + 26)=4 = 17 ,
f (##1) = (0 + 0 + 30 + 26)=4 = 14 ,
f (##0) = (0 + 14 + 28 + 22)=4 = 16 .

(2.26)
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Figure 2.9: A fully deceptive 3-bit problem.

However, deception is neither a sufficient nor a necessary condition for a problem to be
GA-hard. It is based on a static hyperplane analysis, whereas the dynamic behavior of the
algorithm is not taken into account. Other features such as improper problem representations,
the disruptive effects of crossover and mutation, finite population sizes, and multimodal fitness
landscapes could also be potential causes of hardness.

2.4 Improving the Standard Genetic Algorithm

2.4.1 Other Selection Algorithms

If we use the standard replacement mechanism of the standard genetic algorithm, there is
always the possibility that good individuals in the population are replaced by less fit members
of the new generation. To prevent this from happening, we can employ an elitist strategy
in which the best individual or the best m% of the population always survives to the next
generation. Another possibility is to use a so-called steady-state algorithm such as Whitley’s
GENITOR [153], in which the population members are replaced one at a time, removing unfit
members first.
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Fitness Scaling

If we want to maximize a numerical function F with a GA, we would like the corresponding
fitness function f to be positive, so we can use a fitness-proportionate selection scheme as
described in Section 2.2.1. If we know the minimum value Fmin that F(x) can assume in the
given search space, we may define f (x) = F(x)�Fmin, which guarantees our fitness function
f to be positive, regardless of the characteristics of F(x). If Fmin is not known beforehand,
we may define f (x) = F(x) � F(xmin), where xmin is the individual with the lowest fitness
evaluated so far.

However, both these definitions have the undesirable effect of making good values of x
hard to distinguish. For example, suppose Fmin = �100. After running the GA for a number
of generations, the population might contain only individuals x for which 5 < F(x) < 10, and
hence 105 < f (x) < 110. No population member has a fitness which deviates much from the
current population average. This reduces the selection pressure toward better individuals, and
the search stagnates.

To overcome this problem, we could redefine Fmin to contain the minimal value obtained
in the last W generations. This is called the scaling window approach [69]. In our example,
we might have Fmin = 3 and 5 < F(x) < 10. If F(xi) = 5 and F(x j) = 10, then f (xi) =
F(xi) � 3 = 2, and F(x j) = F(x j) � 2 = 8; the performance of xi now appears to be four
times as good as the performance of x j.

Ranking and Tournament Selection

Instead of fitness-proportionate selection, we can also base our selection mechanism on rank-
ing [153]. The population is sorted according to fitness, and the index in this sorted pop-
ulation is used to determine how many offspring each individual is allowed to produce. In
linear ranking, the fittest individual (having rank 1) has an expected k1 offspring, the least
fit individual has kn (for a population of size n), and an individual with rank 1 < i < n has
ki = kn +(k1� kn)(n� i)=(n�1) offspring. In a two-parent, two-offspring algorithm, we will
choose k1 + kn = 2 to keep the population size constant. Instead of linear ranking, one can
also use e.g. quadratic ranking.

Such a ranking algorithm can be useful to help prevent premature convergence by preventing
‘super’ individuals from taking over the population within a few generations; ranking reduces
the effects of exaggerated differences in fitness. Moreover, ranking prevents scaling problems
as mentioned in Section 2.4.1, since it automatically introduces a uniform scaling across the
population. A third advantage of ranking is that selection pressure is constant over different
generations and can easily be tuned by adjusting k1 and km in the formulae above.

A related selection algorithm is tournament selection, which is performed by repeatedly
pitting two (or, more generally, k with 2 � k < n) randomly chosen individuals against
each other, and allowing the winners (in terms of fitness score) to reproduce, their offspring
replacing the losers. Goldberg and Deb [64] have shown that binary tournament selection and
ranking selection are equivalent in expectation.

In [64], it has been shown that the typical ranked or scaled selection schemes converge
in O(log n) generations (n being the population size), whereas unscaled fitness-proportionate
schemes converge in O(n log n) time.



2.4 Improving the Standard Genetic Algorithm 23

2.4.2 Other Binary Crossover Operators

In choosing a crossover operator, one of the criteria is its ability to combine schemata from
parents in the resulting offspring.

If we use a crossover operator such as one-point crossover, there are schemata this operator
cannot combine. Consider the two schemata in Figure 2.10, and assume that if either of these
schemata is altered, its beneficial effect is lost. One-point crossover cannot combine these two
schemata on a single chromosome, since the first schema is encoded in bits at the first and
last position. No matter where the crossover point is selected, the first schema will always be
broken up.

A possible solution to this problem is the use of two-point crossover. This operator is like
one-point crossover, except that two cut points are chosen at random and the part of the parent
chromosomes between these points is exchanged. An example is given in Figure 2.11.

0###1

#10##

Figure 2.10: Two schemata that one-point
crossover cannot combine.

1. 0j110j1

2. 1j101j0

)
)

(
10. 0j101j1

20. 1j110j0

Figure 2.11: Two-point crossover.

However, there are schemata that even two-point crossover cannot combine, such as those of
Figure 2.12. Ideally, we would have an arbitrary number of crossover points, allowing any two
compatible schemata to be combined. A solution is the uniform crossover operator described
in [142]. It works as follows. Two parents are selected, and two children are produced. For
each position in the children, we decide randomly which parent contributes its allele at that
position to which child. Figure 2.13 shows an example of uniform crossover. Clearly, this
operator allows any combination of compatible schemata.

0#1#1

#1#1#

Figure 2.12: Two schemata that two-point
crossover cannot combine.

1. 01101

2. 11010

)
12121
)

(
10. 01111

20. 11000

Figure 2.13: Uniform crossover.

Uniform crossover differs from one-point and two-point crossover in several ways. First, the
location of the encoded feature on a chromosome is irrelevant to uniform crossover. With one-
point and two-point crossover, the more positions that intervene in a schema, the more likely
it is that this schema is disrupted in crossover. Second, one-point and two-point crossover are
more local and tend to preserve compactly encoded good features better than uniform cross-
over. On the other hand, uniform crossover is more likely to preserve good features that are
encoded some distance apart on a chromosome, and its disruptive character might be helpful
in overcoming local minima in the fitness function.
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2.4.3 Non-Binary Encodings and Operators

Gray Coding

In representing integer or real-valued parameters as bitstrings, the standard binary encoding
might not be the best choice. Rather than encoding integers or reals directly, a Gray code
could be preferable. Gray codes have the property that adjacent integer values differ at ex-
actly one bit position. The use of Gray codes avoid unfortunate effects of ‘Hamming cliffs’
in which adjacent values, say 31 and 32, differ in every position of their fixed point binary
representations (01111 and 10000, respectively).

Real Numbers

If we do real-number optimization, we might want to use real-number encodings and operators,
instead of the standard binary ones. In many cases, a standard, linear mapping from a real-
number interval to a binary representation will suffice. Given an `-bit representation, every
real number r with domain [p, q] is encoded as:

e(r) = b(2` � 1) � (r � p)=(q � p)c , (2.27)

and decoded as:
d(e(r)) = p + (q � p) � e(r)=(2` � 1) . (2.28)

The truncation in the encoding (2.27) limits the resolution that can be achieved. However, we
can increase this resolution by using Dynamic Parameter Encoding (DPE) [131]. DPE imple-
ments a strategy of iterative precision refinement by gathering convergence statistics of the top
two bits of each (Gray coded) parameter. Whenever the population is found to be converged on
one of three subregions of the search interval for a parameter3, DPE invokes a zoom operator
that alters the interpretation of the gene in question such that the search proceeds with doubled
precision, but restricted to the target subinterval. The new least significant bit is randomized.

In order to minimize its disruptiveness the zoom operator preserves most of the phenotype
population by modifying the genotypes to match the new interpretation. Since the zoom opera-
tion is irreversible it has to be applied conservatively in order to avoid premature convergence;
to this end DPE smoothes its convergence statistics through exponential historic averaging, i.e.,
previous convergence percentages are given weights that decay exponentially over time.

In other cases, a floating-point representation such as the IEEE Std 754 might be a better
choice. In any case, the real numbers will be encoded as bitstrings at the lowest level. We
can, however, choose to use specialized real-number operators instead of the standard bitstring
crossover and mutation.

Real-number crossover Standard one-point, two-point, and uniform crossover can of course
be used in case of real-valued genes as well. However, we can also construct operators that
make use of the special features of the real numbers.

An example of a real-number crossover operator is arithmetical crossover as defined in
[115]. This operator takes two (real-valued) parent genes s and t and computes their offspring

3This is determined from the two most significant bits.
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genes s0 and t 0 as a linear combination of the parents’ alleles:

s0 = a � s + (1 � a) � t ,

t 0 = (1 � a) � s + a � t , (2.29)

using a parameter a 2 [0, 1].
For each individual gene participating in the crossover, the parameter a might be fixed

value4, an age-dependent value, a uniformly random choice from the interval [0, 1], or a fitness-
biased random choice.

Real-number mutation Some examples of real-number mutation are:
- Random mutation: a real number r 2 [p, q] is mapped to another real number r0 2 [p, q]

using a uniform random distribution.
- Gaussian mutation: a real number r 2 [p, q] is mapped to r0 = r+N(0, σ) (and clipped to
[p, q]) where σ is a fixed or adaptive value. Covariances between parameters might also
be taken into account.

- Big creep and little creep [39]: a real number r 2 [p, q] is mapped to r0 = r + d (and
clipped to [p, q]) where δ is a random value from the interval [�d,+d], with d relatively
large in the case of big creep and relatively small for little creep.

Permutations

In many problems, we do not want to know the values of a fixed set of parameters, but rather
the order in which a set of objects are to be placed to optimize a specific function. An example
of this is the traveling salesman problem (TSP), in which a hypothetical salesman must make a
complete tour of a given set of cities in an order that minimizes his total distance. TSP is known
to be NP-complete, and genetic algorithms are among the best solution methods known. To
encode permutations of the cities in the form of chromosomes is not difficult: for n cities, we
take n genes, and each gene is assigned the number of a city. However, our standard crossover
and mutation operators cannot be used, and we have to devise new reordering operators that
generate correct permutations from other permutations.

Analogous to the schema theory for value-based encodings, it is possible to analyze the
behavior of order-based genetic algorithms using ordering schemata (o-schemata), and derive
results similar to (2.14) and (2.17). For a discussion of properties and results regarding o-
schemata, see [62].

Order-based crossover Many researchers have constructed crossover operators for order-
based encodings. Some of these operators are listed below.

- Partially matched crossover [66]: pick two crossover points, and do position-wise ex-
changes of alleles by first mapping from parent A to parent B, and then mapping from B
to A.

- Order crossover: tries to preserve the relative order of elements.
- Cycle crossover: tries to preserve cycles in the permutations.
- Edge recombination crossover [155]: tries to preserve adjacencies between neighboring

elements within the parents.

4a value of a = 1=2, for example, averages between the two parent values.
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For a lengthier discussion of these crossover types, see [62] and [39].

Order-based mutation Order-based mutations cannot operate on a single element of a chro-
mosome, since we have the requirement that mutating a permutation of the elements results
in another correct permutation. Therefore, several other types of mutation have been invented,
some of which are listed here.

- Inversion: pick two random positions within a chromosome, and reverse their order.
- Swap: take two elements of a chromosome, and swap them.
- Shift: pick two random positions within a chromosome, and do a circular shift of all

elements between these points.

2.5 Parallel Genetic Algorithms

Because of their population-based nature, genetic algorithms are ideally suited for implemen-
tation on parallel machine architectures. The members of the population can be partitioned into
subpopulations that are distributed among different processors. As Fogel put it [51, p. 104]:
“The greatest potential for the application of evolutionary optimization to real-world problems
will come from their implementation on parallel machines, for evolution is an inherently par-
allel process. [. . . ] Recent advances in distributed and parallel processing architectures will
result in dramatically reduced execution times for simulations that would simply be impracti-
cal on current serial computers.” This is not the only advantage of parallel GAs; some parallel
models also exhibit better convergence properties.

2.5.1 Parallel Genetic Algorithm Models

There are two classes of parallel genetic algorithms, using centralized and distributed repro-
duction mechanisms. In the centralized case, shown in Figure 2.14, a single reproduction
mechanism works on the global population (or sub-populations). Thus the algorithm has a
(semi-)synchronous reproduction stage. The evaluation of the fitness of population members
is distributed over the available processing elements: each processing element evaluates a part
of the population. This type of population model, a (virtually) single, unstructured population,
is called panmictic. Panmictic models can easily be mapped onto message-passing machine
architectures.

With distributed mechanisms, each parallel component has its own copy of the reproduction
mechanism. Two types of distributed genetic algorithms are the fine-grained diffusion model
and the coarse-grained island or stepping-stone model.

In the diffusion model [67, 36], shown in Figure 2.15, each solution has a spatial location and
interacts only with some neighborhood, termed a deme. Demes are a special class of operator
that indicate a pattern of neighbors for each location in the population structure. Clusters of
solutions tend to form around different optima, which is both inherently useful and helps to
avoid premature convergence. Information slowly diffuses across the grid.

In the island model (e.g. [154]), depicted in Figure 2.16, we have isolated subpopulations on
different processors, each evolving largely independently. Genetic information is exchanged
with low frequency through random migration of (good) solutions between subpopulations.
Again this helps to track multiple optima and reduces the incidence of premature convergence.
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Figure 2.14: A centralized, panmictic model. Figure 2.15: A fine-grained, diffuse popula-
tion model.

Figure 2.16: A distributed, island population model.

Next to the three models outlined above, we have the choice of implementing our algorithms in
a message-passing or a data-parallel fashion. The message-passing implementation is obvious:
different processors send and receive chromosomes and fitness values.

Data-parallelism is also apparent. If we represent a vector of parameters as a chromosome
of bits, we have three dimensions along which we can parallelise our data: the population
of chromosomes, the parameters represented on a chromosome, and the bits that encode a
parameter.
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2.5.2 A Centralized, Message-Passing Genetic Algorithm

The author has implemented a centralized genetic algorithm (see Figure 2.14) on a Thinking
Machines CM-5 with 16 nodes, each of which consists of a Sun/Sparc2 processor, 4 Vector
Units, and 32 MB memory, with a peak performance of 128 MFlops per node. The algorithm
is implemented using a host-node programming model, where the host executes the reproduc-
tion stage, the nodes do the chromosome evaluation, and host and nodes communicate through
message passing via the CM-5’s CMMD library. Pseudo-code for such a control-parallel im-
plementation is shown in Figure 2.17.

procedure node-GA
begin

while termination condition not satisfied do begin
receive x from host
f (x) := evaluate(x)
send f (x) to host

end fwhileg
end fnode-GAg

procedure host-GA
procedure do-evaluate
begin

forall k := 1 to Nproc pardo begin
for i := bk to ek do begin

(* bk and ek denote first and last individual of node k *)
send xi to node k
receive f (xi) from node k

end fi loopg
end fk loopg

end fdo-evaluateg
begin fhost-GAg

partition the population of n individuals into Nproc chunks
for i := 1 to n do initialize(xi)
do-evaluate
while termination condition not satisfied do begin

p1...n := select from x1...n in random order
for i := 1 to n step 2 do begin

x0i, x0i+1 := crossover(pi , pi+1)

mutate(x0i)
mutate(x0i+1)

end fi loopg
x1...n := x01...n (* copy new population *)
do-evaluate

end fwhileg
end fhost-GAg

Figure 2.17: A control-parallel genetic algorithm.
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2.5.3 Data-Parallel Genetic Algorithms

The simplest data-parallel algorithm treats the population of chromosomes as parallel data,
and implements all genetic operations, viz. evaluation, selection, mutation, and crossover, in
a data-parallel fashion. Pseudo-code for such an algorithm is shown in Figure 2.18. We have
implemented this algorithm on a Connection Machine CM-5 (see Section 2.5.2), using the
data-parallel language CM-Fortran.

procedure data-parallel GA
begin

initialize(x1...n) (* initialization in parallel *)
f (x1...n) := evaluate(x1...n) (* evaluation in parallel *)
while termination condition not satisfied do begin

p1...n := select from x1...n in random order
x01...n := crossover(p1...n) (* crossover in parallel *)
mutate(x01...n) (* mutation in parallel *)
x1...n := x01...n
f (x1...n) := evaluate(x1...n)

end fwhileg
end

Figure 2.18: A simple data-parallel genetic algorithm.

It is obvious that global selection cannot be carried out locally on the individual proces-
sors. Hence the operation select needs to contain at least one serial operation to produce the
population of parents p.

Fine-grained models (Figure 2.15) are a special case of the general data-parallel algorithm
in which selection is carried out locally, within a (fixed) neighborhood of each individual5.
An advantage of this approach is that the population has a spatial structure, and if the fitness
function has several optima, these optima may appear at different locations in the population.
In a panmictic population, only a single optimum will (eventually) survive.

Figure 2.19 gives pseudo-code for a fine-grained genetic algorithm. Examples of such mas-
sively parallel genetic algorithms are Schwehm’s MPGA on the Maspar MP-1 [136], and Van
Lent’s Parallel Genesis on the CM-2 (which is written in the data-parallel language C*). Both
the MP-1 and the CM-2 consist of several thousand simple processors, and in these imple-
mentations, each individual chromosome is mapped onto its own processor.

2.5.4 A Distributed, Message-Passing Genetic Algorithm

Island models (Figure 2.16) are ideally suited for implementation on loosely coupled systems
such as e.g. clusters of workstations (which in general cannot rely on specialized high-speed
interconnection networks), since the relative independence of the subpopulations keeps the
communication overhead low. Figure 2.20 gives pseudo-code for a distributed implementation.

5In this case, we only use one of the two individuals resulting from crossover.
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procedure fine-grained GA
begin

forall i := 1 to n pardo begin
initialize(xi)
f (xi) := evaluate(xi)
while termination condition not satisfied do begin

p1, p2 := select from neighborhood of xi
c1, c2 := crossover(p1, p2)
x0i := choose c1 or c2
mutate(x0i)
xi := x0i
f (xi) := evaluate(xi)

end fwhileg
end fi loopg

end

Figure 2.19: A fine-grained genetic algorithm.

procedure distributed GA
begin

forall k := 1 to Nproc pardo begin
for i := bk to ek do begin

initialize(xi)
f (xi) := evaluate(xi)

end
while termination condition not satisfied do begin

pbk...ek
:= select from xbk ...ek

in random order
for i := bk to ek step 2 do begin

x0i, x0i+1 := crossover(pi , pi+1)

mutate(x0i)
mutate(x0i+1)

end
x1...n := x01...n (* copy new population *)
for i := bk to ek do begin

f (xi) := evaluate(xi)
end
communicate best individuals with neighbors

end fwhileg
end fk loopg

end

Figure 2.20: A distributed genetic algorithm.
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2.6 Other Evolutionary Algorithms

Genetic algorithms are not the only methods inspired by the principles of natural evolution.
There are (at least) three other paradigms in the world of evolutionary optimization: evolution-
ary programming, evolution strategies, and genetic programming. A brief description of each
of these, outlining the main differences with genetic algorithms, is given in the next sections.
All evolutionary methods have in common that they use a population of candidate solutions,
they construct new solutions that inherit traits from current solutions, and they select which
solutions survive based on a measure of their success. Basically, all these methods can be and
have been applied to the same type of black box problems as GAs.

2.6.1 Evolution Strategies

Evolution strategies (ESs) are optimization algorithms that are mainly geared towards real-
number optimization problems. The first ES was introduced by Rechenberg [123, 124], and
further developed by Schwefel [134]. The first ESs were not population-based; rather, they
used a single parent, consisting a vector of real numbers, and created a single descendant
through mutation, adding normally distributed random noise to every component of the parent
vector. The better of both individuals then survived unconditionally to the next generation. The
standard deviation of the mutation is slowly decreased in the optimization process to allow
the system to settle in an optimum. This type of ES is known as a (1+1)-ES, signifying 1
parent, 1 offspring, and selection from the combination of parent and offspring.

Here, we already see an important distinction between ESs and GAs. Selection in a GA is a
stochastic process, in which the fitness of an individual determines its chance of survival. In an
ES, on the other hand, selection is deterministic: only the best individuals survive. This results
in a much higher selection pressure, which must be countered by a higher mutation rate to
prevent premature convergence (see Section 2.2.4). Indeed, in an ES every vector component
undergoes mutation.

The second ES type, dubbed (µ+1)-ES, introduced populations and recombination. In such
an ES, µ > 1 parents participate in the creation of one offspring, which replaces the worst
performing of the µ + 1 individuals. The introduction of more than one parent allows for the
use of recombination as a reproductive operation. Two parents are randomly chosen among
the population, and each component of the offspring vector is chosen randomly from either
the first or the second parent.

The (µ + 1)-ES was followed by the (µ + λ)-ES, in which the µ parents produce λ off-
spring and the whole population is reduced again to the µ parents of the next generation.
Furthermore, this ES considers the standard deviations σi of the normally distributed muta-
tions (called strategy parameters) as part of the genetic information: each component i of the
genetic vector has a value σi associated with it, which is also optimized by the ES.

However, the (µ +λ)-ES has a number of shortcomings (see [135]), which led to the devel-
opment of the (µ, λ)-ES. As the name suggests, this ES generates λ offspring from µ parents,
forgets about the parents, and selects the µ parents of the next generation from among the λ
offspring6. Thus, the lifetime of an individual is limited to one generation, which prevents the
stagnation that could occur in the (µ +λ)-ES. The (µ, λ)-ES has also been adapted to include

6Naturally, we must have λ > µ.
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additional strategy parameters to allow for correlated mutations and thus the self-learning of
the optimization environment’s topology.

2.6.2 Evolutionary Programming

Evolutionary programming (EP), pioneered by L.J. Fogel et al. [52] in the early sixties, and
improved and extended by D.B. Fogel [50], is an evolutionary method that emphasizes the
behavioral linkage between parents and their offspring, rather than trying to emulate specific
genetic operators as observed in nature.

The basic steps of a typical EP algorithm are:

1. Choose a random initial population of n candidate solutions.

2. Copy each solution into a new population, mutating each of these offspring solutions
according to a (normal) distribution of mutation types, ranging from minor to extreme
with a continuum of mutation types between. The severity of mutation is judged on the
basis of the functional change imposed on the parents.

3. Compute the fitness of each of the 2n candidate solutions. Next, stochastic tournament
selection (see Section 2.4.1) is used to pick n solutions to be retained from the population
of 2n (parent and offspring) solutions. There is no requirement that the population size
be held constant, however, nor that only a single offspring be generated from each parent.

There are three main differences between EP and GAs. First, EP does not need an encoding
of the candidate solutions, but rather operates on a representation that directly follows from
the problem. Mutation is adapted to this representation.

Second, EP does not does not use recombination between individuals in the population, but
rather relies on selection and mutation alone to perform the optimization.

Third, mutation is not a fixed operation, but changes parts of the solution according to a
statistical distribution which weights minor variations in the behavior of the offspring as highly
probable and larger changes as increasingly unlikely.

Although EP is related to ES in that it does not rely on an encoding of the solutions and uses
normally distributed mutations, EP differs from ES in two respects. First, EP is an abstraction
of evolution at the level of species and consequently does not include recombination, whereas
ES is an abstraction at the level of individuals, and allows for many forms of recombination.
Second, reproduction in EP is stochastic, but in the case of ES it is deterministic.

2.6.3 Genetic Programming

Genetic programming (GP), the youngest branch of evolutionary optimization, aims at the
automatic generation of computer programs to conduct specific tasks. It was introduced by
Koza [93], who took the mechanisms of genetic algorithms and adapted them to genetically
breed computer programs. Although nearly any programming language can be used for genetic
programming, most GP applications use LISP because

- its programs and data have the same form (lists or S-expressions),
- such an S-expression is equivalent to the parse tree of the program, and
- LISP’s ‘eval’ function provides a very simple way of executing a program that was just

created or genetically manipulated.
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Selection operates identical to that of genetic algorithms, and any type of selection used in
GAs can also be employed in GP. Mutation is (in general) not used in GP, and crossover
is similar to GA crossover. It starts with two parental S-expressions and selects one random
point within each expression. The crossover fragment for a parent is the subtree of the S-
expression rooted in this crossover point. Each of the two offspring is created by deleting its
own crossover fragment from the expression tree and inserting the crossover fragment of the
other parent at the crossover point. The structure of LISP guarantees that this operation results
in two syntactically correct children. The only restriction is that a maximum permissible depth
of the expression trees is used, which limits the amount of computer time necessary to evaluate
the expressions.

In [94], the GP paradigm is augmented with automatically defined functions, which enable it
to define useful and reusable subroutines automatically. Koza [94] gives applications of GP to
a variety of problems, such as Boolean function learning, symbolic regression, control, pattern
recognition, robotics, classification, and molecular biology.




