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3
Word Categorization

COMPUTATIONAL LINGUISTICS has traditionally been focussed on the issue of linguis-
tic competence (i.e., the innate human language faculty) rather than on performance
(i.e., language utterances). Partly, this is due to the strict separation of competence

and performance advocated by Chomsky and others [26], but it has also been caused by a
lack of computational capacity. Recent developments in high-performance and parallel com-
puting have made it feasible to process large amounts of text and thus attack the question of
linguistic performance. Statistical techniques and new methods such as artificial neural net-
works and genetic algorithms might provide tools to do so.

An objection to this approach could be that the symbolic structure of natural language is
so rich and complex that it is impossible to use simple statistics to extract information from
linguistic performance data, without prior knowledge of the underlying structure. However,
this objection is only valid if one wants to learn a complete language from positive examples.
Parts of the linguistic structure might well be learnable from performance data.

This chapter presents a simple method to categorize the words of a text in a fully auto-
mated fashion. Section 3.1 presents related work in the automatic categorization of words.
Next, Section 3.2 gives an introduction to information theory, and presents an information-
theoretic measure on frequency data obtained from the observation of real text. Section 3.3
describes a genetic algorithm that is used to find a grouping of words which is optimal with
respect to this measure. This section also discusses the binary and integer representations of
categorizations, and the genetic operators used on these representations. Tests of the algo-
rithm on three data sets are described in Section 3.4. Finally, Section 3.5 gives conclusions
and suggestions obtained from these results.

This chapter is an adaptation of [95, 97].

3.1 Related Work

Work pertaining to automatic acquisition of lexical knowledge has—among many others—
been presented in [1], [7], [22], [23], [24], [29], [32], [48], [49], and [119]. Adriaans [1] con-
siders language learning from the perspective of category theory. In this context, “learning
a [categorial] grammar can be seen as a reconstruction of the lexicon from examples of the
language.” [1, p. 120]. The author proves that categorial grammars can be learned effectively
under natural conditions and presents several learning algorithms.

A well-known approach to the automatic learning of linguistic categories is based on El-
man’s Simple Recurrent Network (SRN) [48]. This network is trained (by backpropagation



36 Word Categorization

of errors) to predict—like a Markov model—the next word in the input sentence, and thereby
develops a hidden unit representation of the input. Naturally, it is impossible to predict every
word in a sentence accurately on the basis of the previous words, but it turns out that the
SRN output resembles the relative frequencies of the possibilities. Elman averaged all hidden
unit representations produced by a given word (in all its contexts), and subjected the results
to a hierarchical cluster analysis. Words that have similar properties (semantics) are grouped
together lower in the tree, and clusters of similar words which resemble other clusters (syn-
tactic categories) are connected higher in the tree. The same technique has been applied to
more complex sentences [47] and to finite state grammars [138].

Finch and Chater [49] present a more straightforward method. They use cluster analysis on
bigram statistics (i.e., frequencies of pairs of words) of a large corpus of text to derive lin-
guistic categories. The frequency data obtained by this bigram statistics are used as the weight
matrix of a neural network. This neural network consists of two layers, one of which computes
the Spearman Rank Correlation Coefficient [108], and the other one computes the ordinary
dendritic sum of inputs. In operation, a unit in the first layer is activated and excites units in
the second layer according to the frequency distribution of the following/preceding/next-but-
one/last-but-one words. Connections between the layers are reciprocal, and the output of the
network is obtained by iterating one or more times between the two layers. The final activity
of the units in the first layer is a measure of the distributional similarity to a particular word.
This can be subjected to a hierarchical cluster analysis to obtain a taxonomy of words.

The use of such collocational information has been suggested by others [29, 33, 119] and,
most notably, by Schütze [132, 133], who condenses syntagmatic and paradigmatic relations
between words in what he calls ‘context digests,’ vector representations of left and right con-
texts of words.

Atwell [7] describes a learning expert system based on Markov models and maximum likeli-
hood estimation. Brown et al. [24] uses n-gram language models and an information-theoretic
measure of word similarity as a basis for cluster analysis of words, and Church and Hanks
[29] uses information theory to infer word association norms. Similar techniques are employed
by Dagan [32] in lexical disambiguation.

A related method, which resembles the approach of Brown et al. [24], is given by Lankhorst
and Moddemeijer [104]. This method consists in counting occurrences of word pairs in text and
using a greedy, hierarchical clustering technique on the frequency data to obtain a classification
of words into linguistic categories. As a distance criterion in the clustering process, it uses the
loss of mutual information (see Section 3.2) caused by combining two clusters into a single
new cluster.

The method presented here is related to this approach. It also uses an information-theoretic
metric on the co-occurrence frequencies, but employs a genetic algorithm to find an optimal
clustering. Until now, only a few attempts have been made to use genetic algorithms for the
inference of lexical and grammatical knowledge. Most of these were aimed at the extraction
of grammatical structure, be it in the form of finite state or pushdown automata, grammars, or
other structural descriptions. This chapter presents the first attempt at the inference of lexical
(as opposed to grammatical) information from raw text that uses a genetic algorithm.
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3.2 Information Theory

Mathematically speaking, Shannon’s information theory [139, 18] is a branch of the theory of
probabilities and stochastic processes, with connections to communication theory and statis-
tical physics. It is centered around the fundamental concept of entropy. Entropy can be used
to measure the prior uncertainty in the outcome of a stochastic experiment, or equivalently,
to measure the information obtained when the outcome is observed.

Let x be a stochastic variable1 with sample space X = fx1, . . . , xng and probability measure
Pfx = xig = px(xi). The (marginal) entropy H of x is defined as

Hfxg = �
n

∑
i=1

px(xi) log px(xi) (3.1)

The unit of measure of the entropy depends on the base of the logarithm in the above formula.
If this base is 2, the entropy is said to be in bits; if the base is e, the entropy is said to be in
nats. Base e is used in all experiments.

The joint entropy of x and a second stochastic variable y with sample space Y =
fy1, . . . , ymg, and joint probability Pfx = xi, y = y jg = pxy(xi, y j) is defined as

Hfx, yg = �
n

∑
i=1

m

∑
j=1

pxy(xi, y j) log pxy(xi, y j) (3.2)

Using (3.1) and (3.2), the mutual information I between two stochastic variables x and y is
defined as

Ifx; yg = Hfxg+ Hfyg � Hfx, yg

=
n

∑
i=1

m

∑
j=1

pxy(xi, y j) log
pxy(xi, y j)

px(xi)py(y j)
(3.3)

Mutual information describes the amount of information that one stochastic variable gives
about a second stochastic variable.

Given an input text and a lexicon (sample space) W = fw1, . . . , wng, let x and y represent
co-occurring words, i.e., observations of x are the left neighbors of observations of y. The
probabilities p in the above formulae can be estimated from the frequency data obtained by
counting the occurrences of word pairs that are next neighbors in the input text. Let N be the
matrix of word pair counts, with Ni j being the number of times the ordered word pair hwi, wji

occurs in the text. Using the shorthand notations Ni� = ∑n
j=1 Ni j (the number of observations

of word wi), N� j = ∑n
i=1 Ni j (the number of observations of wj), and N�� = ∑n

i=1 ∑n
j=1 Ni j (the

total number of word pairs), we have the following probability estimations:

P̂fx = wig = p̂x(wi) = Ni�=N��

P̂fy = wjg = p̂y(wj) = N� j=N��

P̂fx = wi, y = wjg = p̂xy(wi, wj) = Ni j=N��

(3.4)

1A short remark on notation: boldface letters represent stochastic variables, and a hat over a letter denotes
estimation, e.g. x is a stochastic variable, P̂ is an estimation, and Î is an estimator.



38 Word Categorization

These yield an estimation of the mutual information between x and y:

Îfx; yg =
n

∑
i=1

n

∑
j=1

p̂xy(wi, wj) log
p̂xy(wi, wj)

p̂x(wi)p̂y(wj)

=
n

∑
i=1

n

∑
j=1

Ni j

N��

log
Ni jN��

Ni�N� j
(3.5)

We want to partition the lexicon W into a set of categories V = fv1, . . . , vmg; this means
that

Sm
i=1 vi = W and vi \ v j = /0 for i 6= j. If we now combine different words in the same

category, this simply amounts to adding the respective co-occurrence frequencies. However,
this will lead to a loss of mutual information. The more the different words resemble each
other, the smaller this loss will be. This is easy to see: mutual information is a measure of
the predictability of a stochastic experiment, and combining two very similar words into a
single category does not alter the predictability of the next word very much. The context of
a category consists of all contexts of the words contained in it. Therefore combining words
that occur in wildly differing contexts will lead to a major loss of predictability, and hence a
loss of mutual information.

If w and z represent co-occurring categories, we can estimate the occurrence probabilities
of these categories as:

P̂fw = vpg = P̂fx 2 vpg = ∑
wi2vp

p̂x(wi)

P̂fz = vqg = P̂fy 2 vqg = ∑
w j2vq

p̂y(wj)

P̂fw = vp, z = vqg = P̂fx 2 vp, y 2 vqg = ∑
wi2vp

∑
w j2vq

p̂xy(wi, wj)

(3.6)

We can compute a category frequency matrix M from the word frequency matrix N and cat-
egorization V as follows:

Mpq = ∑
wi2vp

∑
w j2vq

Ni j (3.7)

Using this, an estimation of the mutual information between w and z is given by:

Îfw; zg =
m

∑
p=1

m

∑
q=1

Mpq

M��

log
MpqM��

Mp�M�q
(3.8)

The higher this estimation is, the better our categorization is expected to be. This estimation
will serve as the objective function that is to be maximized using a genetic algorithm.

3.3 A Genetic Algorithm for Word Categorization

3.3.1 Representation

The first issue to address is the representation of word categorizations as chromosomes. The
matrix N of word frequency observations is fixed and given a priori, so the chromosome repre-
sentation only needs to designate the categories of the different words; each word is assigned
to a single category. The matrix M of category frequencies can easily be computed from this
categorization.
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A simple and straightforward representation is the group-number encoding given in [87].
Suppose we want to categorize a set W = fw1, . . . , wng of n words into m categories V =
fv1, . . . , wmg (m < n). Using an alphabet A = f1, . . . , mg, we can use chromosomes C =
hc1, . . . , cni with ci 2 A. The value of a particular gene (the allele) gives the category number
of the corresponding word:

c j = i , wj 2 vi (1 � i � m, 1 � j � n) (3.9)

or, equivalently,

vi = fwj 2 W j c j = i, 1 � j � ng (1 � i � m) (3.10)

Given the word frequency matrix N, the category frequency matrix M is computed as shown
in Section 3.2:

Mpq = ∑
wi2vp

∑
w j2vq

Ni j (3.11)

We can also choose to represent the category number in a binary form. If we use a number
of categories m that is a power of 2, a binary encoding is easy. Every integer in the range
[1, m] in the representation above is encoded in log2 m bits, so we use l = n � log2 m bits per
chromosome. If the number of categories is not a power of two, some combinations of bits
either do not yield valid integers, or should be re-mapped into the domain of valid integers. In
the first approach, invalid chromosomes should be given very low fitness values to brand them
inadequate. This has the disadvantage that the genetic algorithm might spend considerable time
processing invalid chromosomes. In the second approach, the probabilities of words appearing
in different categories are not equal, since some categories can be represented by only one
bitstring, and others by more than one.

A series of experiments was conducted with both integer and binary chromosomes. The
results are summarized in Section 3.4.

3.3.2 Genetic Operators

Selection

Selection is based on a ranking algorithm, i.e., in each generation the individuals are sorted
by fitness, and the probability of selecting an individual for reproduction is proportional to its
index in the sorted population. The selection itself is carried out by a stochastic universal sam-
pling algorithm [9]. Furthermore, an elitist strategy is employed in which the best individual
of the population always survives to the next generation.

Mutation

In the case of a binary encoding, a mutation rate of 1=` is used throughout all the experiments
(` being the number of bits in the chromosome), following the heuristic of [116].

For the integer encoding, this heuristic cannot be employed. Instead, we used a mutation
probability of 1=3n (remember, n is the number of words = the number of integers on the
chromosome). This mutation is purely random: every integer can be mutated to every other
integer in the range [1, m].
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Recombination

Two different crossover techniques were used. For both binary and integer representations,
we can use the standard one-point or two-point crossover operators. Two-point crossover has
some theoretical advantages over one-point [41]. One-point and two-point crossover combine
contiguous chunks of genes in the offspring of two parents. This implies that the combination
of genes in the offspring is partly dependent on their positions on the respective parents. In the
representation of Section 3.3.1, however, there is no relation between the positions of differ-
ent genes on the chromosome. It might therefore be beneficial to use a position-independent
crossover operator such as uniform crossover (see Section 2.4.2).

Some experiments were conducted to compare two-point crossover and uniform crossover,
using a crossover probability of 0.9. Results of these are reported in Section 3.4.3.

3.3.3 Fitness Evaluation

As was argued in Section 3.2, to find a good categorization V we want to optimize the mutual
information contained in the categorized frequency data, as given in (3.8). Hence the fitness
function will be:

F(V ) = Îfw; zg (3.12)

3.4 Experiments

3.4.1 Test Data
To test the algorithm three sets of data were used,
each taken from a 270,000 word corpus consisting
of two textbooks on real-time and parallel comput-
ing ([70] and [120]). The number of words in each
set and the minimum frequency of these words
in the corpus, and the number of categories to be

No. min. freq. words categories
1 1000 32 8
2 500 65 8
3 100 356 16

Table 3.1: Data sets.

formed are summarized in Table 3.1.

3.4.2 Binary versus Integer Representation

The performance of the genetic algorithm with a binary and an integer representation of the
categorization was compared, using bit mutation and integer mutation as described in Sec-
tion 3.3.2, and two-point crossover. A graph of the convergence of the genetic algorithm for
both cases, averaged over five runs, using data set 2 and a population of 100 individuals, is
shown in Figure 3.1; results on data sets 1 and 2 are summarized in Table 3.2. The error
bounds in this and subsequent tables are determined from the 95% confidence interval given
by a standard t-test.

From these results it can be concluded that the integer representation is better than the binary
one. Therefore integer representations were used in the subsequent tests.
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No. Type Best Average Generations
1 Binary 0.517 0.508 � 0.012 1553 � 1081

Integer 0.530 0.525 � 0.008 1334 � 1058
2 Binary 0.506 0.486 � 0.022 1916 � 948

Integer 0.525 0.515 � 0.012 1377 � 862

Table 3.2: Results on data sets 1 and 2, using binary vs. integer encoding and operators: mutual in-
formation (in nats) preserved by the categorization, averaged over 5 runs.
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Figure 3.1: Fitness of best population member vs. generations, with data set 2, using binary and integer
representations. Vertical lines denote 95% confidence interval.

3.4.3 Two-Point versus Uniform Crossover

Using integer representation, the performance of the genetic algorithm with two-point and
uniform crossover was compared (see Chapter 2 and Section 3.3.2). Figure 3.2 shows a graph
of the convergence of the genetic algorithm for both cases, averaged over five runs, using data
set 2 and a population of 100 individuals. Results on data sets 1 and 2 are summarized in
Table 3.3. The graph and table show that uniform crossover is clearly superior to two-point
crossover, especially with respect to the number of generations needed. Uniform crossover
was therefore used in the rest of the experiments.
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Figure 3.2: Fitness of best population member vs. generations, with data set 2, using two-point and
uniform crossover.

No. Type Best Average Generations
1 Two-point 0.530 0.525 � 0.008 1334 � 1058

Uniform 0.530 0.527 � 0.006 515 � 322
2 Two-point 0.525 0.515 � 0.012 1377 � 862

Uniform 0.532 0.526 � 0.006 923 � 212

Table 3.3: Results on data sets 1 and 2, using two-point vs. uniform crossover: mutual information
(in nats) preserved by the categorization, averaged over 5 runs.

3.4.4 Results

Table 3.4 shows the average and best results of five different runs of the genetic algorithm on
all three data sets (see Table 3.1), using integer encoding and uniform crossover as described
earlier, and a population of 100 individuals. These results are compared with those of the
greedy method of [104]. This method combines words in a locally optimal fashion, i.e., it
builds a clustering tree by joining those (groups of) words that cause a minimal loss of mutual
information. This process is stopped when the desired number of categories is formed.

From these results, it can be concluded that the genetic algorithm performs slightly better
than the method of [104]; the information content of the obtained categorization is higher.
However, the difference is small and not very significant, and it is obtained using quite small
data sets. Both methods are computationally expensive; the greedy method has a computational
complexity that is cubic in the number of words to be categorized, and the genetic algorithm
takes many generations to converge, where no a priori upper bound can be given.
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Before Genetic Greedy
No. Best Average Generations

1 0.832 0.530 0.527 � 0.006 515 � 322 0.512
2 1.124 0.532 0.526 � 0.006 923 � 212 0.517
3 1.646 0.667 0.639 � 0.037 1528 � 537 0.656

Table 3.4: Results of the genetic algorithm and a greedy method: mutual information (in nats) pre-
served by the categorization. Averaged over 5 runs of the genetic algorithm.

prepositions: after, at, between, by, during, for, from, if, in, into, of, on, onto, requires, since, than,
via, when, with, within.

determiners: a, all, an, another, any, both, each, every, its, many, no, the, their, these, this.

auxiliaries: can, cannot, may, must, should, will.

nouns: approach, bits, case, cell, cells, coefficients, column, components, computation, cost, distance,
end, error, example, execution, form, frame, function, instructions, interconnections, left, list,
matrices, means, method, number, operation, part, pattern, point, points, polynomial, problem,
procedure, processors, representation, result, results, right, row, sample, sequence, set, signal,
solution, structure, type, value, values, variable, vector, vectors, way.

adjectives/verbs -ed: active, arranged, available, based, called, carried, computed, connected, consid-
ered, consists, defined, described, determined, executed, given, implemented, important, input,
involved, more, needed, not, output, possible, presented, realized, referred, required, shown, sim-
ilar, so, specified, stored, use, used.

Figure 3.3: Examples of categories inferred from data set 3.

As an illustration of the algorithm’s results, some examples of the categories obtained are
shown in Figure 3.3. All labels attached to these categories were determined by hand from
observing the words in each category. These examples clearly show the ability of the genetic
algorithm to deduce linguistic regularities from very simple statistical data.

3.5 Discussion

The genetic algorithm described in the previous sections is clearly able to deduce linguis-
tic facts from raw statistical data obtained by counting word pairs in text. Applications of
the method might be found in the construction and/or augmentation of dictionaries, vocabu-
lary analysis, author identification, etcetera. Using this categorization method as a basis for
grammatical inference—perhaps using a genetic algorithm as well, see e.g. Chapters 4 and
5—might also be feasible.

The best performance was obtained with a genetic algorithm that employed an integer en-
coding and uniform crossover. However, the differences were quite small, and in some cases
below the significance level.
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One of the main advantages of this method is that it does not depend on a priori linguis-
tic knowledge, which makes it unbiased by any linguistic preconceptions. Nevertheless, by
‘seeding’ the first generation of the genetic algorithm with chromosomes that already contain
a superficial categorization, it is possible to include linguistic knowledge.

There is no restriction on the number of categories, hence the algorithm can be used to
infer a much finer categorization than is commonly used. These categories need not be purely
syntactic but can also include semantic aspects, since they are determined only from the usage
of the categorized words; words with the same lexical category but with a different meaning
will in general be used in different contexts, and these contexts are used by the algorithm to
determine the category of each word.

However, the algorithm also suffers from some drawbacks. First, it takes a large amount of
processor time for larger data sets. The largest set, for example, took several hours per run2.
Second, it cannot handle ambiguous categories adequately. Words are put in a single category,
whereas ambiguous words might belong to several categories.

To overcome the problem of ambiguity, an extension of the chromosome representation is
needed in which each word can be part of many categories. The number of observations of
word pairs must then be distributed over the different categories each word is part of. However,
observations of different categories of the same word are in general not equally frequent, so
we cannot distribute the observations of a word uniformly over its different categories.

One solution might be to give each word a degree of membership for all categories. The
number of observations of word pairs can be distributed over the categories proportional to
the (relative) degree of membership. Such an approach would lead to a ‘fuzzy’ categorization,
analogous to the fuzzy sets of fuzzy logic [159].

2Simulations were performed on a HP735/99 rated at 45.4 Linpack MFlops, 98.00 BogoMips.


