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4
Grammatical Inference I:

Pushdown Automata

GRAMMATICAL INFERENCE is the problem of learning an acceptor for a language from a
set of samples of that language. Applications of grammatical inference include such
diverse fields as pattern recognition, information retrieval, programming language de-

sign, man-machine communication, and artificial intelligence.
This chapter presents a genetic algorithm that is used to infer one type of acceptors, push-

down automata, from legal and illegal examples of context-free languages. The chapter starts
with an introduction to formal language theory, Section 4.1, describing different types of au-
tomata, grammars, and languages. The next section, Section 4.2, is concerned with grammat-
ical inference, and motivates the choice of context-free language inference as the goal of this
chapter. Section 4.3 describes related work and gives a overview of the few previous attempts
to use genetic algorithms in grammatical inference.

Section 4.4 focusses on the adaptation of a genetic algorithm to fit our specific aims and
needs. It discusses the type of automaton we use, the evaluation of the fitness of automata
with respect to a set of examples of a language, the representation of automata in the ge-
netic algorithm, and the genetic operators that work on this representation. To evaluate these
choices and to test whether genetic algorithms can be a useful tool in grammatical inference,
Section 4.5 describes a series of experiments on a set of 10 test languages. Finally, Section 4.6
contains the conclusions drawn from these results.

This chapter was published as [101] and, partly, as [102].

4.1 Formal Language Theory

The following sections give a basic introduction to formal language theory. First, some key
notions of formal languages are defined. Next, two types of language acceptors are presented:
finite automata and pushdown automata. They have in common that both consist of a set of
states, a transition function between these states, and an input tape. The difference is that
pushdown automata possess an internal store in the form of a pushdown stack, which adds to
their computational capabilities. Both sections are based on [75].

Next to automata, another way of characterizing a language is by means of a set of rules, a
grammar, as described in Section 4.1.4. Using grammars, we are able to prove some theorems
about pushdown automata, which will be used in Section 4.4.1. Finally, the Chomsky hierarchy
of language classes is described, which groups languages on the basis of their complexity.
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4.1.1 Basic Definitions

Before we can define different types of languages, grammars, and automata, we need some
definitions about symbols, alphabets, strings and languages.

symbol: A symbol is the basic component of strings and alphabets.

alphabet: A set of symbols, usually denoted Σ.

string: A sequence of symbols from an alphabet Σ. The set of all strings over Σ is denoted
Σ�. The null (empty) string, ε, is an element of Σ�.

language: A subset L of Σ�. The complement Σ�nL is denoted L.

acceptor: An effective procedure that determines whether a given string is in a given lan-
guage.

4.1.2 Finite Automata

The languages accepted by finite automata are the regular languages, as described in Sec-
tion 4.1.5. These automata are defined as follows.

Definition 4.1 Finite Automaton
A finite automaton (FA) is a 5-tuple M = hQ, Σ, δ , q0, Fi where

- Q is a finite set of states;
- Σ is a finite input alphabet;
- q0 2 Q is the initial state;
- F � Q is the set of final states;
- δ : Q � Σ ! P(Q) (where P(Q) denotes the power set of Q) is the transition function.

The states of a finite automaton represent its internal status, and the transition function defines
the states to which the automaton may move on a given input symbol. Computation starts in
the initial state q0. Presented with the next input symbol, the transition function tells us to
which state(s) we can move from the current state.

The interpretation of δ(q, a) = fp1, . . . , png where q, pi 2 Q, and a 2 Σ, is that if the FA
is in state q with a as the next input symbol, it can, for any i, enter state pi and advance the
input head one symbol. Each combination of q 2 Q and a 2 Σ for which δ(q, a) = /0 is
interpreted as a rejection of the input, or, equivalently, as a move to a special reject state that
has no outgoing transitions.

If, for each state q 2 Q and each symbol a 2 Σ, there exists at most a single transition, i.e.,
jδ(q, a)j � 1, we call the automaton a deterministic finite automaton (DFA), otherwise it is
called a nondeterministic finite automaton (NFA).

We may extend the FA as defined above to include transitions on the empty input ε, i.e.,
transitions that ignore the input: the transition function becomes δ : Q � (Σ [ ε) ! P(Q).
These transitions are called ε-moves.
To facilitate reasoning about automata, we introduce the concept of instantaneous descriptions.
An instantaneous description of an FA M records the status of M.

Definition 4.2 Instantaneous description (ID) of an FA M
An instantaneous description of an FA M is an ordered pair hq, wi with q 2 Q a state, and
w 2 Σ� the part of the input that has not yet been read by M.
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Using these IDs, we define the yield operator `M and the language L(M) accepted by M.

Definition 4.3 Yield operator `M

If M = hQ, Σ, δ , q0, Fi is an FA, a 2 Σ[ε, we say hq, awi `M hp, wi if and only if p 2 δ(q, a).
The transitive and reflexive closure of `M is denoted �̀

M. If it is clear which automaton M is
involved, we simply write `.

Definition 4.4 Language L(M) accepted by M
A string w is said to be accepted by an automaton M if and only if hq0, wi �̀

M hp, εi for some
p 2 F , i.e., there exists a sequence of transitions, corresponding to the input string w, from
the initial state to some final state. The language accepted by M, designated L(M), is defined
as:

L(M) =
n

w
��� 9p 2 F : hq0, wi �̀

M hp, εi
o

.

Theorem 4.1 [75, p. 22]
Let L be a language accepted by a nondeterministic finite automaton. Then there exists a
deterministic finite automaton that accepts L.

Theorem 4.2 [75, p. 26]
If L is accepted by an NFA with ε-transitions, then L is accepted by an NFA without ε-
transitions.

4.1.3 Pushdown Automata

Just as the regular languages have an accepting automaton (the FA as defined in the previous
section), the context-free languages (see Sections 4.1.4 and 4.1.5) have their machine coun-
terpart: the pushdown automaton (PDA). Essentially, a PDA is an FA with internal storage in
the form of a stack. More formally:

Definition 4.5 Pushdown Automaton
A pushdown automaton M is a 7-tuple M = hQ, Σ, Γ, δ , q0, Z0, Fi where

- Q is a finite set of states;
- Σ is a finite input alphabet;
- Γ is a finite stack alphabet;
- q0 2 Q is the initial state;
- Z0 2 Γ is the start symbol;
- F � Q is the set of final states;
- δ : Q � (Σ [ fεg)� Γ ! P(Q � Γ�) is the transition function.

The state and stack contents together define the internal status of the PDA. The transition
function tells us to which states we may move and what operations we may perform on the
stack, given the current input symbol and the current top of the stack.

The interpretation of δ(q, a, Z) = fhp1, γ1i, . . . , hpn, γnig where q, pi 2 Q, a 2 Σ[ ε, Z 2 Γ,
and γi 2 Γ�, is that if the PDA is in state q, with a as the next input symbol (or ε) and
Z on top of the stack, it can, for any i, enter state pi, replace stack symbol Z by γi, and, if
a 6= ε, advance the input head one symbol. Combinations of q 2 Q, a 2 Σ, and Z 2 Γ for
which δ(q, a, Z) = /0 are interpreted as rejection of the input, analogous to the FA case (see
Section 4.1.2).
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If, for each state q 2 Q, stack symbol Z 2 Γ, and input symbol a 2 (Σ[ fεg), there exists
a unique transition, i.e.,

1. jδ(q, a, Z)j � 1, i.e., M has at most one transition on each input symbol, including the
empty symbol, and

2. if jδ(q, ε, Z)j = 1 then jδ(q, b, Z)j = 0 for all b 2 Σ, i.e., if M has an ε-move on state q
and stack symbol Z, then it has no other moves on q and Z,

then we call the automaton a deterministic pushdown automaton (DPDA), otherwise it is
called a nondeterministic pushdown automaton (NPDA). The languages accepted by NPDAs
are called context-free languages (CFLs); those accepted by DPDAs are called deterministic
context-free languages (DCFLs). The class of DCFLs is a proper subset of the class of CFLs;
this implies that unlike NFAs and DFAs, NPDAs and DPDAs are not equivalent.
Again, we introduce instantaneous descriptions and a yield operator.

Definition 4.6 Instantaneous description of a PDA M
An instantaneous description of a PDA M is a triple hq, w, γi with q 2 Q a state, γ 2 Γ� a
string of stack symbols, and w 2 Σ� the part of the input that has not yet been read by M.

Definition 4.7 Yield operator `M

If M = hQ, Σ, Γ, δ , q0, Z0, Fi is a PDA, a 2 Σ[ ε, β , γ 2 Γ�, we say hq, aw, Zβi `M hp, w, γβi
if and only if hp, γi 2 δ(q, a, Z).

Definition 4.8 Language L(M) accepted by final state
A string w is said to be accepted by final state by an automaton M if and only if hq0, Z0, wi �̀

M
hp, ε, γi for some p 2 F and γ 2 Γ�, i.e., there exists a sequence of transitions, corresponding
to the input string w, from the initial state to some final state, not necessarily leaving an empty
stack. The language accepted by final state, designated L(M), is defined as

L(M) =
n

w
��� 9p 2 F : 9γ 2 Γ� : hq0, w, Z0i

�̀
M hp, ε, γi

o
.

Definition 4.9 Language N(M) accepted by empty stack
A string w is said to be accepted by empty stack by an automaton M if and only if
hq0, w, Z0i

�̀
M hq, ε, εi for some q 2 Q and γ 2 Γ�, i.e., there exists a sequence of transitions,

corresponding to the input string w, from the initial state to some other, possibly non-final
state, leaving an empty stack. The language accepted by empty stack, designated N(M), is
defined as

N(M) =
n

w
��� 9q 2 Q : hq0, w, Z0i

�̀
M hq, ε, εi

o
.

Theorem 4.3 Equivalence of acceptance by final state and empty stack [75, pp. 114–115]
(a) If L is L(M1) for some PDA M1, then L = N(M2) for some PDA M2;
(b) If L is N(M2) for some PDA M2, then L = L(M1) for some PDA M1.

Theorem 4.4 Equivalence of NPDAs and CFLs [75, pp. 115–116]
(a) If L is a context-free language, then there exists an NPDA M such that L = N(M);
(b) If L = N(M) for some NPDA M, then L is a context-free language.



4.1 Formal Language Theory 49

4.1.4 Grammars

A language can be characterized by defining an automaton for it, such as the finite state and
pushdown automata described in the previous sections. However, there exists a second way
of giving a finite description of a language: a grammar.

Definition 4.10 Grammar
A grammar is a 4-tuple G = hΣ,V, P, Si where

- Σ is a finite set of terminals, i.e., the symbols that make up the strings of the language
(equivalent with the input alphabet of an automaton);

- V is a finite set of nonterminals, disjoint with Σ;
- P is a set of rewrite rules or productions; each production is of the form α ! β with

α, β 2 (Σ [ V )�. Further restrictions may be imposed on the form of productions to
produce certain types of languages. See Section 4.1.5;

- S 2 V is a special nonterminal called the start symbol.
Informally speaking, a sentence of a language is generated from a grammar as follows: begin-
ning with the start symbol S, any of the productions with a matching left-hand side may be
applied to rewrite the string of symbols by replacing some occurrence of this left-hand side
by the corresponding right-hand side. More formally, we define the derivation operator )G
and the language L(G) generated by G.

Definition 4.11 Derivation operator )G
If G = hΣ,V, P, Si is a grammar, we say φαξ )G φβξ if and only if α ! β 2 P for some
α, β 2 (Σ[V )�. The transitive and reflexive closure of )G is denoted )�G. If it is clear which
grammar G is involved, we simply write ).

Definition 4.12 Language L(G) generated by G
A string w is said to be generated by a grammar G if and only if S )�G w, i.e., there exists a
sequence of derivation steps that produces w from S using the productions of G. The language
generated by G, designated L(G), is defined as

L(G) =
n

w
��� w 2 Σ�, S )�G w

o
.

Definition 4.13 Context-free grammar
A context-free grammar is a grammar G = hΣ,V, P, Si in which every production is of the

form A ! β with A 2 V and β 2 (Σ [V )�. For every context-free language L there exists a
context-free grammar G such that L = L(G).

Definition 4.14 Greibach Normal Form (GNF) [75, p. 95]
Every context-free language L without ε can be generated by a grammar in which every

production is of the form A ! aβ , with A 2 V , a 2 Σ, and β 2 V�.

Theorem 4.5 Equivalence of GNF grammars and NPDAs
Let G = hΣ,V, P, Si be a grammar in GNF; let M = hfqg, Σ,V, δ , q, S, /0i where hq, γi 2
δ(q, a, A) if and only if A ! aγ 2 P; then L(G) = N(M).

Proof Follows directly from the proof of [75, Theorem 5.3]. 2
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Theorem 4.6 Equivalence of NPDAs with and without ε-moves
For each NPDA M such that L = N(M) is a language without ε, there exists an equivalent
NPDA M0 without ε-moves such that N(M) = N(M0).

Proof For each NPDA M there exists a GNF grammar G with L(G) = N(M) (Defini-
tion 4.14). From Theorem 4.5 it follows that there exists an NPDA M0 without ε-moves such
that L(G) = L(M0). 2

4.1.5 The Chomsky Hierarchy of Languages

In formal language theory, languages are commonly grouped into a hierarchy of classes, known
as the Chomsky hierarchy [26]. The four classes of this hierarchy are listed below.

Recursively enumerable languages: A language is said to be recursively enumerable if and
only if there exists an algorithm that correctly identifies all candidate strings that are
taken from the language in question. For strings not in the language, the algorithm need
not necessarily halt or produce an output, but it will never accept such a string. In Chom-
sky’s original hierarchy, this is called type 0. Type 0 languages are Turing machine
equivalent.
A grammar for a type 0 language, called a phrase structure grammar, is unrestricted,
and its productions may replace any number of grammar symbols by any other number
of grammar symbols: productions are of the form α ! β with α, β 2 (Σ [V )�.

Context-sensitive languages: Context-sensitive languages (type 1) have grammars with pro-
ductions that replace a single nonterminal by a string of symbols whenever the nonter-
minal occurs in a specific context, i.e., has certain left and right neighbors. These pro-
ductions are of the form αAγ ! αβγ, with A 2 V , α, β , γ 2 (Σ[V )�: A is replaced by
β if it occurs between α and γ.

Context-free languages: For context-free languages (type 2), grammars have productions
that replace a single nonterminal by a string of symbols, regardless of this nonterminal’s
context. The productions are of the form A ! β , with A 2 V , β 2 (Σ[V)�; thus A has
no context. Context-free languages are accepted by pushdown automata.

Regular languages: Regular languages (type 3) have grammars in which a production may
only replace a single nonterminal by another nonterminal and a terminal1, or, equiva-
lently, have finite-state acceptors.

There exist several other language classes, including the recursive languages, for which there
exists a decision procedure that tells whether or not a given string is in the language in ques-
tion; the class of primitive recursive languages, which can be enumerated; and the finite lan-
guages, which contain a finite number of strings. Between these classes, the following inclu-
sion relations hold:

finite � regular � context-free � context-sensitive � primitive recursive � re-
cursive � recursively enumerable

1Note that every rule of a regular grammar must have the same order of nonterminal and terminal.
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4.2 Grammatical Inference

Grammatical inference (GI) comprises theory and methods for the inference of any structure
that can recognize a language—be it a grammar2, an automaton, or some other procedure—
from training data. It is an instance of the more general problem of inductive inference: the
task of effectively inferring general rules from examples [4].

Grammatical inference has many applications, including syntactic pattern recognition,
speech and natural language processing, gene analysis, image processing, sequence prediction,
information retrieval, cryptography, and many more [54]. An excellent source for a state-of-the-
art overview of the subject is [25]: it contains papers on theoretical aspects, applications, and
different inference techniques, ranging from stochastic and information-theoretic approaches
to neural networks and genetic algorithms.

Gold [61] presented the most classical formalization of GI, known as Language Identifica-
tion in the Limit. Here, a finite set S+ of strings known to belong to the unknown language
L (the positive examples), and, possibly, another finite set S� of strings not belonging to L
(the negative examples) are given. The language L is said to be identifiable in the limit if
there exists a procedure to find a grammar G (or an automaton M) such that S+ � L(G),
S� 6� L(G), and, in the limit, for sufficiently large S+ and S�, L = L(G).

Gold considers two methods of information presentation:
- A text for a language L generates all strings of the language in some arbitrary order.

Strings may occur repeatedly. A text is a presentation of positive data only.
- An informant or teacher for a language L tells whether or not a given string w is in the

language L. An informant is a source of both positive and negative data.
Two fundamental decidability results due to Gold [61] have strongly influenced grammatical
inference research. The first result states that a super-finite language class (i.e., a class of
languages that contains all finite languages and at least one that is infinite) is not identifiable
in the limit from presentation of positive data only. This is a problem of over-generalization:
any acceptor for a superset of the unknown language will also accept this language itself.
If, during the inference process, such a superset is produced, the (positive) input strings will
never convey information to undo this error.

The second result is more positive and states that any enumerable class of recursive lan-
guages (context-sensitive and below) can be identified in the limit from presentation of both
positive and negative data. Gold’s results for different language classes and presentation meth-
ods are summarized in Table 4.1.

Furthermore, there are some rather discouraging complexity results. Given fixed finite sam-
ples S+ and S�, the problem of finding the smallest deterministic finite automaton M, such
that S+ � L(M) and S� \ L(M) = /0 has been shown to be NP-hard [3]. The problem of
determining, for a positive integer t, whether there exists a deterministic finite automaton M
of at most t states such that S+ � L(M) and S� \ L(M) = /0, is NP-complete [61].

A second, possibly more practical criterion for language identification is due to Valiant
[148]. It is known as Probably Approximately Correct (PAC) identification, in which a learning
method is asked to find models which, with arbitrarily high probability, are arbitrarily precise
approximations to the unknown language. Some argue that the PAC criterion meets practical
needs better than Gold’s identification in the limit. However, the PAC criterion says something

2Strictly speaking, a grammar can only recognize a language in combination with a parser
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language class learnable from positive learnable from
and negative samples? positive samples only?

recursively enumerable no no
recursive (decidable) no no
primitive recursive yes no
context-sensitive yes no
context-free yes no
finite-state (regular) yes no
finite cardinality yes yes

Table 4.1: Gold’s results on language learnability.

about the probability that an algorithm will learn any function out of the examples given with
any distribution, i.e., it presupposes a worst-case situation; in most practical situations, one
wishes to learn one function with a given distribution of the given examples. Neither Gold’s
nor Valiant’s approach seem to be of direct value to the development of learning algorithms.
As Turney [145] put it: “Current work in formal learning theory has not yet advanced to a
stage where it will be useful to empirical and psychological research in machine learning.”

Most work in GI has traditionally been focussed on the inference of regular grammars and
finite state automata. However, context-free languages are more interesting. They are much
more powerful than regular languages and can properly account for subtle language constraints.
As was shown before, most limitations with respect to decidability and complexity of the GI
problem make no distinction between regular and context-free languages. Moreover, there exist
efficient acceptors for context-free languages, such as chart parsers in several flavors3.

As mentioned above, using both positive and negative samples, identification in the limit
of context-free languages is theoretically possible (though no efficient algorithm is known so
far), but learning context-free languages from positive data only is undecidable (see Table 4.1).
Furthermore, given a fixed size sample and a fixed limit to the size of the desired acceptor,
the grammatical inference problem is NP-complete.

Many researchers have attacked the GI problem (for a survey, see [4]), e.g. trying to induce
finite-state automata to accept regular languages [17] or to learn context-free grammars directly
from examples [149]. Considering both the power of context-free languages and the theoretical
limitations of the grammatical inference problem, a genetic algorithm was employed to infer
push-down automata from positive and negative samples of unknown languages.

4.3 Related Work

The use of evolutionary methods for grammatical inference is still in its infancy; up until
now, only a few such attempts have been made. The oldest attempt, presented in [52], inferred
finite-state automata with evolutionary programming (see Section 2.6.2).

Zhou and Grefenstette [160] used GAs for the induction of finite-state automata for four
different languages over the binary alphabet f0, 1g, using positive and negative example sen-
tences. They use a fixed-length representation, limiting the number of states to 8. The paper is

3Well-known parsers for CFGs such as Earley’s algorithm [45] have O(n3) computational complexity.
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unclear about several other implementational issues, such as the precise fitness criterion and
the parameter settings of the genetic algorithm.

A more thorough attempt was made by Dupont [44], who used GAs to induce automata for
a set of 15 different regular languages, and compared the results with those of a state-of-the-
art regular inference method, which yielded comparable results. Another attempt at inferring
regular languages, presented in [43], used genetic programming (see Section 2.6.3).

A different approach is taken by Angeline [2]. He uses evolutionary programming [50] to
infer both architecture and weights of recurrent neural networks that are trained to perform as
finite-state acceptors.

Some others have used GAs to infer context-free grammars from positive and negative ex-
amples. Lucas [110] describes the use of ‘biased’ chromosomes for grammatical inference.
He uses a bitstring representation in which a bit for every possible rule that can be generated
from the given terminals and nonterminals. The most difficult grammar learned using this ap-
proach is that for 2-symbol palindromes, which required chromosomes of 75 bits. Using what
he calls “embedded normal form” to represent grammars [111], he succeeded in learning 3-
symbol palindromes.

Wyard [157] successfully uses GAs to infer GNF grammars for the language of correctly
balanced and nested parentheses, but fails on the language of sentences containing equal num-
bers of a’s and b’s. A second paper by the same author [158] describes positive results on the
inference of two classes of standard context-free grammars: the class of n-symbol palindromes
(n=2–4), and a class of small natural language grammars. Some attention is paid to repre-
sentational issues, but the fitness evaluation used in both this and the previous paper is rather
limited: a chromosome scores +1 for accepting a positive string or rejecting a negative string,
and �1 for rejecting a positive string or accepting a negative string. Grammars that produce
partially correct analyses are not credited.

Sen and Janakiraman [137] apply a GA to the inference of deterministic pushdown automata,
using acceptance by empty stack and one reject state (see Section 4.1.3). This limits their
approach to the class of deterministic context-free languages. Their representation scheme is
straightforward; for each combination of an input symbol and a stack symbol, the next state of
control is encoded (requiring dlog2(k + 1)e bits for k states), together with whether to perform
a push or pop on the stack (1 bit). Their GA successfully learned the anbn language and the
parentheses balancing problem.

Huijsen [78] applies GAs to infer context-free grammars and both deterministic and non-
deterministic PDAs for the parentheses balancing problem, the language of equal numbers of
a’s and b’s, and the even-length 2-symbol palindromes. Training sets consist of all sentences
from the desired language up to a specified length. Huijsen uses a rather intricate “marker-
based” encoding scheme [77]; although he states that the main advantage of this encoding is
the variable length chromosomes it allows, in fact he uses a fixed length. The experiments on
DPDAs and NPDAs were successful, but the inference of context-free grammars failed.

Our method of inferring nondeterministic PDAs with a genetic algorithm is somewhat re-
lated to that of Huijsen and that of Sen and Janakiraman, but two (simpler) types of encoding
and a more elaborate fitness function are used. Moreover, the algorithm is tested on a larger
number of languages, using a more realistic method of generating the training and test sets.
Additionally, the algorithm with other GI algorithms is compared on an often used set of
example languages.
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4.4 A Genetic Algorithm for the Induction of Automata

4.4.1 Type of Pushdown Automaton

As is remarked in Section 4.1.3, NPDAs accept the full class of context-free languages,
whereas DPDAs only accept the deterministic subset of these. This leads us to the choice
of NPDAs for the experiments.

Unfortunately, ε-moves (state transitions that ignore the input) are a hindrance towards an
efficient implementation of NPDAs. They may result in an endless loop over one or more
states and detecting such loops is computationally very expensive. An alternative is setting an
upper limit on the number of transitions the automata are allowed to make, but this affects the
computational power of the NPDAs: they are no longer equivalent to context-free languages.

Fortunately, as is proved in Theorem 4.6 (Section 4.1.4), NPDAs with and without ε-moves
are equivalent, and ε-moves could therefore be omitted from the NPDAs used here.

4.4.2 Representation

Now that we have determined what type of PDAs will be used, the next issue to address is
the representation of these PDAs in the form of chromosomes. The naı̈ve approach would
be to choose a fixed number of states, a maximum number (say k) of symbols involved
in a stack operation, and, for each possible transition, use one bit to denote whether this
transition is present or absent. However, for an NPDA M = hQ, Σ, Γ, δ , q0, Z0, Fi with
δ : Q � Σ � Γ ! P(Q � Γ�) (see Section 4.1.3), this would require chromosomes with a
length of O

�
jQj � jΣj � jΓj � jQj � jΓjk

�
. This might be feasible for small NPDAs, but it does

not scale up well to larger problems.
A better idea is to encode a fixed number (say n) of transitions on a chromosome, given

the maximum number k of symbols in a stack operation. We can use a special symbol, say ξ ,
to delimit the string of stack symbols. Each transition will have the following structure:

hq, p, a, Z,Y1, . . . ,Yki, where q, p 2 Q, a 2 Σ, Z 2 Γ,Y1, . . . ,Yk 2 (Γ [ fξg) , (4.1)

and, with γ = Y1 � � �Yi such that γ 2 Γ� ^ (i = k _ Yi+1 = ξ), we have hp, γi 2 δ(q, a, Z). A
chromosome consists of the concatenation of n such transitions, each containing k+4 symbols,
which amounts to n(k + 4) symbols in total.

This leaves us with the choice of how to represent the individual symbols. We may either
use a binary representation of symbols and corresponding binary operators, or use a symbolic
representation and operators. To assess whether there is a difference in practice, both symbolic
and binary encodings are evaluated in Section 4.5.

If the number of symbols or states is not a power of two, a binary encoding is not straight-
forward. If we round up the number of states or symbols to the nearest power of two, there
are certain bit patterns that do not encode a valid state or symbol. We may either use a penalty
function or map these patterns to valid states/symbols. The first solution has the disadvantage
that the GA spends time on invalid chromosomes, and in the second solution some states or
symbols receive more trials. However, this second problem is less severe, and this technique
was adopted in the binary-coded GA.
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4.4.3 Genetic Operators

Selection

Selection is based on a linear ranking algorithm (see also Section 2.4.1), i.e., in each gener-
ation the individuals are sorted by fitness, and the probability of selecting an individual for
reproduction is proportional to its index in the sorted population. The selection itself is car-
ried out by the stochastic universal sampling algorithm of Baker [9]. Furthermore, an elitist
strategy is employed in which the best individual of the population always survives to the next
generation.

Mutation

In the case of a binary encoding, a mutation rate of 1=` is used throughout all experiments (`
being the number of bits in the chromosome), following [116].

For the symbolic encoding, this heuristic cannot be employed. Instead, an analogous mu-
tation probability of 1=m is used, where m = n(k + 4) is the length of the chromosomes (see
Section 4.4.2). This mutation is purely random: every symbol can be mutated to every other
symbol in the gene’s range.

Recombination

For both binary and symbolic representations, standard two-point crossover (see Section 2.4.2)
is used. Crossover may break chromosomes within the encoding of an individual transition.
In all experiments, the crossover probability is set at 0.9.

4.4.4 Fitness Evaluation

To evaluate the fitness of a PDA with regard to a set of example sentences, we can incorporate
different aspects of the PDA’s processing. First, there is the number of correctly accepted
positive and correctly rejected negative sentences.

Assume we have sets S+ of positive and S� of negative examples of a language L, and
a PDA M = hQ, Σ, Γ, δ , q0, Z0, Fi. We define the fraction of correctly analyzed sentences as
follows:

cor(M, w) =

(
1 if w 2 L \ N(M) or w 2 L \ N(M) ,
0 otherwise,

cor(M, S) =
1
jSj ∑

w2S
cor(M, w) . (4.2)

It is relatively easy to find PDAs that process a small part of the training sets correctly, but
the difficulty increases with the number of correctly processed sentences. Therefore, we want
the fitness improvement of a PDA to increase with the PDA’s accuracy: the better the PDA
is, the higher the reward for improving even further.

To preserve the symmetry between the two example sets, we want the PDA’s scores on
both the positive and the negative examples to increase simultaneously. Any automaton that
accepts all sentences of a given alphabet also accepts S+, but obviously such an automaton
should receive a low fitness value; the same holds for a PDA that rejects everything, including
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S�. If a PDA’s score on one of the two test sets, say S+, is higher than on the other set (S�), an
improvement of the score on S� should increase the PDA’s fitness more than an improvement
of the score on S+ (which is already high).

The easiest way to achieve the behavior described above is to multiply a PDA’s scores on
the positive and negative examples. This results in the following simple fitness function:

F1(M, S+, S�) = cor(M, S+)� cor(M, S�) , (4.3)

which yields fitness values between 0 and 1.
However, this fitness function does not reward PDAs that correctly analyze part of their

input. For each positive example sentence, we would like to credit a PDA for the (relative)
amount of input symbols that it consumes. The longer the part of the input sentence that is
consumed, the higher the automaton’s fitness should be. To achieve this, the relative length of
this prefix can be used in the fitness function. This leads us to the following definitions:

pref(M, w) =

max
n
(jwj � jvj) = jwj

��� 9q 2 Q, γ 2 Γ�, v 2 Σ� : hq0, w, Z0i
�̀
M hq, v, γi

o
, (4.4)

and

pref(M, S) =
1
jSj ∑

w2S
pref(M, w) , (4.5)

which yields 1 if all input sentences are consumed completely. Note that no attention is paid
to the number of symbols left on the stack. Our new fitness function becomes

F2(M, S+, S�) = (cor(M, S+)=2 + pref(M, S+)=2)� cor(M, S�) , (4.6)

which yields values between 0 and 1.
Moreover, since acceptance by empty stack (see Definition 4.9) was chosen as the PDA’s

acceptance criterion, we would like to credit an automaton for leaving as few symbols on the
stack as possible; therefore, we define:

stack(M, w) =

max
n

1= (jγj+ 1)
��� 9q 2 Q, γ 2 Γ�, v 2 Σ� : hq0, w, Z0i

�̀
M hq, v, γi

o
, (4.7)

which returns 1 in case of an empty stack, and less if more symbols are left on the stack, and

stack(M, S) =
1
jSj ∑

w2S
stack(M, w) . (4.8)

This function gives no regard to the number of input symbols that are consumed.
Incorporating this into the fitness function gives:

F3(M, S+, S�) = (cor(M, S+)=3 + pref(M, S+)=3 + stack(M, S+)=3)� cor(M, S�) , (4.9)

which, again, yields values between 0 and 1.
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4.5 Experiments

4.5.1 Test Data

To assess the performance of the genetic algorithm, it was tested on 10 different languages,
listed in Table 4.2. The regular languages, nrs. 1–6, were used by Tomita [144] in a number
of experiments in inducing finite automata using hillclimbing4. The parentheses, a’s & b’s,
and palindrome languages (nrs. 7–9) are common test cases for the effectiveness of gram-
matical inference methods (see also Section 4.3). The parentheses and a’s & b’s languages
are deterministic context-free languages, but the palindrome language is nondeterministic. All
three languages are not regular. Finally, the micro-NL language (no. 10) is a very small nat-
ural language subset that captures basic noun-phrase, verb-phrase, and prepositional-phrase
structures. It can be described by the grammar of Table 4.3.

No. Description
1 (10)�

2 no odd zero strings after odd one strings
3 no triples of zeros
4 pairwise, an even sum of 01’s and 10’s
5 number of 1’s - number of 0’s = 3n
6 0�1�0�1�

7 equal numbers of a’s and b’s
8 balanced and nested parentheses expressions
9 the even-length two-symbol palindromes

10 ‘micro-NL’: a tiny natural language subset

Table 4.2: The test languages.

S ! NP VP
NP ! det n
NP ! n
NP ! NP PP
PP ! prep NP
VP ! v NP
VP ! VP PP

Table 4.3: Grammar for the micro-
NL language.

Many researchers, e.g. Huijsen [78] and Sen and Janakiraman [137], offer their inference al-
gorithm all possible positive and negative strings up to a certain maximum length. In practice,
however, such an exhaustive enumeration might not be available. Therefore a more realistic,
albeit more difficult, approach was used. For each experiment, two training sets S+ and S�
of 100 positive and 100 negative examples were randomly generated, with no duplication, a
maximum sentence length of 30, and a Poisson-like length distribution. Figure 4.1 shows an
example of this distribution for the a’s & b’s language. Two similarly generated test sets, T+
and T�, disjoint with S+ and S�, were used to assess the quality of the solutions found.

For languages 1–6, Tomita [144] supplies a set of training cases that pose specific difficulties
for inducing it. These are shown in Table 4.4. Because NPDAs without ε-moves are used (see
Section 4.4.1), the empty string ε, included in Tomita’s positive training cases, is omitted here.
Next to Tomita’s example sentences, a set of 100 positive and 100 negative examples of each
language was used, as described before.

Several researchers use Tomita’s training cases in language induction experiments. Ange-
line [2] tests his GNARL algorithm (an evolutionary algorithm that constructs recurrent neural

4We do not use Tomita’s trivial language 1� as a test case.
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Figure 4.1: Sentence length distribution for the a’s & b’s language

No. Positive examples S0+ Negative examples S0
�

1 10, 1010, 101010, 10101010, 1, 0, 11, 00, 01, 101, 100, 1001010,
10101010101010 10110, 110101010

2 1, 0, 01, 11, 00, 100, 110, 111, 10, 101, 010, 1010, 1110, 1011,
000, 100100, 110000011100001, 10001, 111010, 1001000, 11111000,
111101100010011100 011100101, 1101110010

3 1, 0, 10, 01, 00, 100100, 000, 11000, 0001, 000000000,
001111110100, 0100100100, 00000, 0000, 11111000011,
11100, 010 1101010000010111, 1010010001

4 11, 00, 0011, 0101, 1010, 1, 0, 111, 010, 000000000,
1000111101, 10011000011110101, 1000, 01, 10, 1110010100,
111111, 0000, 010111111110, 0001, 011

5 10, 01, 1100, 101010, 111, 1, 0, 11, 00, 101, 011, 11001, 1111,
000000, 0111101111, 100100100, 00000000, 010111, 10111101111,

1001001001
6 1, 0, 10, 01, 11111, 000, 1010, 00110011000, 0101010101,

00110011, 0101, 0000100001111, 1011010, 10101, 010100, 101001,
00100, 011111011111, 00 100100110101

Table 4.4: Positive and negative examples of the languages of Tomita [144].

networks) on them. In [44], GAs are used to infer DFAs for these languages, and Dunay et al.
[43] uses genetic programming. Other studies using these languages have investigated various
neural network architectures and training methods [122, 152, 58, 57].

All PDAs use at most two stack symbols in a stack operation, i.e., k = 2 in (4.1). The
maximal size of the PDAs in terms of numbers of states, input symbols, stack symbols, and
transitions was fixed at a sufficiently large number. These numbers and the GA’s parameters
for the different test cases are shown in Table 4.5.
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No. States Input syms Stack syms Transitions Genes Population
1 2 2 2 10 60 50
2 2 2 2 10 60 50
3 2 2 2 10 60 50
4 2 2 2 10 60 50
5 2 2 2 10 60 50
6 2 2 2 10 60 50
7 2 2 2 10 60 50
8 2 2 2 10 60 50
9 2 2 4 20 120 100

10 2 4 4 20 120 100

Table 4.5: Parameters of the GA and size of the PDAs.

4.5.2 Results

Tables 4.6 and 4.7 shows the results of the binary and the symbolic genetic algorithm on all
10 test languages, averaged over 10 runs5 of at most 1000 generations each.

For each of the 10 runs, the best individual was saved. The tables give the best and average
fitness of these 10 individuals, the average number of generations until these individuals were
found, and their average scores on the four sentence sets. In these and subsequent tables and
figures, the error bounds are determined from the 95% confidence interval given by a standard
t-test.

These two tables show no significant difference between binary and symbolic encoding.
For all test languages the GA is able to find a perfectly scoring automaton. However, for
languages 2 and 9, the average of 10 runs is significantly below the optimal value of 1.0 for
both binary and symbolic encoding, and the average score on the training and test sets is not
quite satisfactory. This might be caused by the structure of the fitness landscape for these two
languages: the GA is apparently driven to a local optimum from which it does not escape.
Tuning the GA’s parameters might improve this behavior, but requires a large computational
effort.

Tables 4.8 and 4.9 show the results of the binary and the symbolic genetic algorithm on
languages 1–6, using the training cases of Table 4.4. As was to be expected, these results are
worse than the results on the larger training sets; especially the ability to generalize from the
training examples is affected, as can be seen from the results on the test sets (T+ and T�).
Again, we see no significant difference between binary and symbolic encodings.

Table 4.10 shows results obtained by other researchers on languages 1–6. Watrous and Kuhn
[152] uses a structurally complete set of positive examples and randomly generated negative
examples, and tests the quality of the induced automata on all positive and negative strings
up to a fixed length, excluding the training sentences. These results might be compared with
the scores on T in Tables 4.6 and 4.7. Angeline [2] and Watrous and Kuhn [152] use Tomita’s
training sentences, both for training and for evaluating the quality of the induced automata.

5The experiments on both binary and symbolic representations used the same 10 (randomly generated) initial
populations.
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avg. % correct on
No. Best Average Generations S+ S� T+ T�

1 1.00 1.00 � 0.000 5 � 4 100 100 100 100
2 1.00 0.90 � 0.049 444 � 258 87 96 85 91
3 1.00 1.00 � 0.000 138 � 68 100 100 100 100
4 1.00 0.99 � 0.009 580 � 161 100 99 99 100
5 1.00 1.00 � 0.000 58 � 14 100 100 100 100
6 1.00 0.98 � 0.022 386 � 136 98 99 100 91
7 1.00 0.96 � 0.058 398 � 203 97 97 98 95
8 1.00 1.00 � 0.000 18 � 8 100 100 95 99
9 1.00 0.92 � 0.050 727 � 157 89 95 77 81

10 1.00 0.95 � 0.017 328 � 113 100 95 100 97

Table 4.6: Results on languages 1–10, using binary encoding and operators, averaged over 10 runs,
100 positive and negative training examples.

avg. % correct on
No. Best Average Generations S+ S� T+ T�

1 1.00 1.00 � 0.000 7 � 4 100 100 100 100
2 1.00 0.91 � 0.053 432 � 162 89 96 90 91
3 1.00 1.00 � 0.000 218 � 121 100 100 100 100
4 1.00 0.97 � 0.016 431 � 229 99 97 98 100
5 1.00 1.00 � 0.000 67 � 16 100 100 100 100
6 1.00 0.98 � 0.020 562 � 193 100 99 100 92
7 1.00 0.95 � 0.079 629 � 210 94 97 97 96
8 1.00 1.00 � 0.000 19 � 5 95 100 82 99
9 1.00 0.88 � 0.048 704 � 107 86 90 88 76

10 1.00 0.98 � 0.027 235 � 92 100 98 100 97

Table 4.7: Results on languages 1–10, using symbolic encoding and operators, averaged over 10 runs,
100 positive and negative training examples.

avg. % correct on
No. Best Average Generations S0+ S0

�
T+ T�

1 1.00 1.00 � 0.000 5 � 3 100 100 100 100
2 0.92 0.88 � 0.022 324 � 202 86 95 62 85
3 1.00 1.00 � 0.000 49 � 44 100 100 56 99
4 1.00 0.99 � 0.013 476 � 186 99 100 70 47
5 1.00 1.00 � 0.000 261 � 161 100 100 93 75
6 0.89 0.84 � 0.026 436 � 246 88 89 57 58

Table 4.8: Results on languages 1–6, using binary encoding and operators, averaged over 10 runs,
using the training examples of Table 4.4.
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avg. % correct on
No. Best Average Generations S0+ S0

�
T+ T�

1 1.00 1.00 � 0.000 3 � 3 100 100 89 100
2 0.96 0.86 � 0.036 172 � 88 80 95 53 90
3 1.00 1.00 � 0.000 82 � 115 100 100 56 98
4 1.00 0.99 � 0.017 279 � 126 96 100 65 56
5 1.00 1.00 � 0.000 161 � 75 100 100 100 75
6 0.89 0.83 � 0.023 429 � 240 86 89 71 56

Table 4.9: Results on languages 1–6, using symbolic encoding and operators, averaged over 10 runs,
using the training examples of Table 4.4.

Trained on S, score on T Trained on S0, score on S0
Angeline Watrous

No. bin. sym. Dupont bin. sym. SAE SSE & Kuhn
1 100.0 100.0 99.8 100.0 100.0 96.4 73.3 91.2
2 88.0 90.5 95.3 90.5 87.5 58.9 68.0 64.9
3 100.0 100.0 73.9 100.0 100.0 92.6 57.2 42.5
4 99.5 99.0 69.0 99.6 98.3 49.4 51.3 44.9
5 100.0 100.0 89.2 100.0 100.0 55.6 44.1 23.2
6 95.5 96.0 94.8 88.4 87.2 71.4 31.5 36.9

Table 4.10: Accuracy of evolved language acceptors, compared to the results of Dupont [44], Angeline
[2] (who used two different types of fitness, sum of absolute errors and sum of square errors), and
Watrous and Kuhn [152].

Therefore, these results are best compared with those on S0 in Tables 4.8 and 4.9.
On average, our results are clearly better; however, we use a more powerful acceptor type,

and we have taken the liberty of removing the empty string from Tomita’s training sets. This
comparison might therefore be biased.

4.6 Discussion

In this chapter, genetic algorithms have been shown to form a useful tool for the induction of
pushdown automata from positive and negative examples of a language. PDAs for the language
of correct parentheses expressions, the language of equal numbers of a’s and b’s, the two-
symbol palindromes, a set of regular languages, and a small natural language subset were
inferred more or less correctly.

In the experiments, there appears to be no significant difference between binary and sym-
bolic encodings; both the binary and the symbolic GA achieve solutions of approximately the
same quality, using a comparable number of generations.

The present work can be extended in several directions. One possible improvement of the
fitness function might be to rate smaller automata higher than larger ones, to stimulate the
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search towards a minimal, parsimonious solution. Other extensions, which also hold for the
inference of context-free grammars, are discussed in the next chapter (Section 5.3).

Furthermore, it would be interesting to apply the algorithm to more difficult problems. How-
ever, this calls for extensive tuning of the GA’s parameters, to minimize its computational re-
quirements. Presently, the GA uses several hundreds of generations to find an optimal PDA
for the most difficult test cases, which takes several hours on an average workstation6. For
larger problems, we can expect this number to increase accordingly.

6Simulations were performed on a HP735/99 rated at 124.8 Dhrystone MIPS, 98.00 BogoMips.


