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9
Concluding Remarks

THE PREVIOUS CHAPTERS of this thesis explored the application of genetic algorithms
to problems in the realm of data analysis. The first section of this final chapter sum-
marizes the contents of this thesis, reiterates the conclusions of the different chapters,

and formulates general conclusions and recommendations. The second section lists the re-
search contributions of this work. Finally, the third section gives some suggestions for further
research.

9.1 Summary and Conclusions

In the first two chapters, the problem of the extraction of structure from data was presented, and
genetic algorithms were introduced, a computational technique inspired by the ‘survival of the
fittest’ principle of natural evolution. Furthermore, we discussed the ‘Schema Theorem’, the
mathematical explanation of the inner workings of the genetic algorithm, and the theoretical
prediction that binary representations are superior to other types of representation.

Chapters 3, 4, and 5 dealt with applications of genetic algorithms to problems regarding
the structure of symbolic data. In Chapter 3 a genetic algorithm was used to categorize words
of a natural language text based upon an information-theoretic measure on co-occurrence fre-
quencies of words. The algorithm was tested using both binary and integer representations,
and it was found that the integer representations combined with uniform crossover performed
best, although the differences were small. The algorithm performed fairly well compared to
a greedy clustering method that used the same measure, but its main drawback was the large
amount of processor time needed.

Chapters 4 and 5 introduced two different approaches to the grammatical inference prob-
lem, i.e., the problem of inferring the structure of (context-free) languages from examples of
those languages. The first of these two chapters presented a genetic algorithm for the infer-
ence of pushdown automata from positive and negative language examples, using both binary
and integer representations. Experiments were conducted on 10 common test cases for gram-
matical inference, which yielded positive results. No significant difference between the two
representations could be observed.

The second approach to grammatical inference was presented in Chapter 5. Here, a genetic
algorithm was used to infer context-free grammars for the example languages. Both a binary
and a non-binary representation were used, and the algorithm was tested on the same 10 cases
that were used in the previous chapter. Again, there was no substantial difference between the
two representations.
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Although the two approaches of Chapters 4 and 5 were quite different, results were compara-
ble. Especially on some of the smaller training sets, both algorithms showed the same difficulty
in generalizing from the small number of examples. Overall, the results of the grammar-based
algorithm were slightly better, but this was offset by its more demanding computational re-
quirements.

The next three chapters presented applications of genetic algorithms to the extraction of
structure from numeric data. In Chapter 6 a genetic algorithm was used to find time-frequency
decompositions of different signals by searching for a set of locally supported elementary func-
tions that, summed together, approximated the given signal. Two elementary function types
were used and the quality of the approximations was evaluated using different norms. A stan-
dard, binary representation and operators were compared to a real-number representation with
adaptive real-number operators; the latter approach resulted in somewhat better results.

In Chapter 7 an attempt was made to employ a genetic algorithm to find approximations
of 1D and 2D data sets with iterated function systems, using both a binary and a real-number
representation and the adaptive operators of the previous chapter. This could not be deemed
a success because of the low approximation quality that was achieved. It was hypothesized
that this failure was caused by the ineffectiveness of crossover in this type of problem due
to the strong mutual dependence between individual genes. This hypothesis was confirmed in
subsequent tests, which supports the generally accepted notion that genetic algorithms derive
their search power from recombination of schemata by the crossover operator. Although the
experiments were rather unsuccessful, it could be established that the real-number approach
yielded slightly better results.

Chapter 8 presented the application of a genetic algorithm to the task of inferring fuzzy
logic decision rules, which were used to extract some of the implicit structure from stock
market data. Both a binary representation and a mixed integer/real representation were tested,
but no conclusive advantage of either type was found. On all four sets of test data, a positive
result was obtained.

From the wide range of data analysis applications presented in this thesis, it may be concluded
that genetic algorithms are a versatile tool which is useful for data analysis tasks. Five of the
six applications presented in this thesis were quite successful, but one failed. Notwithstanding
this failure, genetic algorithms were shown to be useful in a wide range of problems.

The robust characteristics of genetic algorithms make them a likely choice in problems for
which no special-purpose algorithm is directly available. They are easy to employ, take little
programming effort, and tend to find good solutions. Their main disadvantage is the high
computational cost for difficult problems, as witnessed by some of the applications presented
here. However, as computing time grows cheaper compared to programming time, genetic
algorithms will become increasingly attractive.

According to both theoretical and experimental results presented in [65], convergence of
genetic algorithms that use typical ranked or scaled selection schemes (see Section 2.4.1) takes
between O(` log `) and O(`2 log `) fitness function evaluations, where ` is the chromosome
size. Assuming that typical fitness functions take time proportional to the problem size, it
can be expected that a realistic estimate of the aggregate computational complexity of genetic
algorithms for most applications does not exceed O(`3 log `). Whether this allows truly large
problems to be tackled by means of genetic algorithms remains an open question.
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The differences between binary and non-binary, problem-specific representations of potential
solutions were rather small for all six applications, and the theoretical superiority of binary
representations could not be confirmed. In some cases, especially in the numeric applications,
a slight advantage of a problem-specific representation and operators was found, but this alone
does not always balance the extra amount of work needed. However, such a representation may
facilitate hybridization of the genetic algorithm with problem-specific optimization techniques,
as suggested in e.g. [39].

Taking into account these considerations and the experiences of the previous chapters, and
given a certain problem, the following approach to the application of a genetic algorithm might
be suggested:

1. Invent a fitness function that uses as much available information as possible, and that is
smooth with respect to small changes in the potential solutions to which it is applied.

2. Construct a binary representation, and use standard bit-flip mutation and two-point or, in
the case of a position-independent representation, uniform crossover. To allow that mean-
ingful building blocks can be formed, ensure that the individual genes of a chromosome
do not depend too much on each other.

3. Use rank-based selection (see Section 2.4.1 and [153]).

4. Use a mutation rate proportional to 1=`, where ` is the chromosome length (see Sec-
tion 2.2.4 and [116]), a crossover rate of 0.6–0.9, and a population size of 30–200.

5. If this does not yield satisfactory solutions, adjust the selection pressure of the ranking
algorithm.

6. If this is not sufficient, tune the mutation rate and population size.

7. If it still does not work, invent a problem-specific representation and corresponding op-
erators, and repeat steps 4–5.

8. As a last resort, hybridize the genetic algorithm with a problem-specific local optimiza-
tion technique, using the representation of step 6.

9.2 Research Contributions of this Thesis

The major general contributions of this thesis are twofold. First, it presented a series of case
studies about the application of genetic algorithms to a wide range of problems in the field of
data analysis. Each of these cases was treated in the same manner, using mainstream genetic
algorithm techniques and heuristics. Second, a fundamental result from genetic algorithms
theory that predicts the superiority of binary representations was evaluated in practice.

Furthermore, each chapter contains contributions of its own. Chapter 3 introduced a genetic
algorithm for the automatic categorization of words. Although the information-theoretic opti-
mality measure of categorizations has been used before (see [24, 104]), this is the first study
to apply genetic algorithms to this problem.

Chapters 4 and 5, dealing with two approaches to the grammatical inference problem, in-
clude two contributions. In both chapters the genetic algorithms were tested on a relatively
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large number of example languages, employing a more realistic method of generating training
and test sentences than used in (most) previous studies. Furthermore, Chapter 5 introduced a
new binary representation type in the form of an interval encoding.

Chapter 6 presented the first application of genetic algorithms to the construction of time-
frequency decompositions of signals. The main asset of this approach compared to other state-
of-the-art decomposition methods such as the Matching Pursuit algorithm [113] is the flexibil-
ity of genetic algorithms, as witnessed by the various measures that were employed to assess
the quality of the decompositions. A secondary contribution is the introduction of an adaptive
mutation scheme for real numbers, in which different types of mutation are used in proportions
that change over the course of the simulated evolution.

In Chapter 7 an attempt was made to use genetic algorithms to evolve iterated function
systems that approximate given data sets. This turned out not to be successful. However, it
was established that this failure was due to the ineffectiveness of crossover in this application,
is supported by the building block hypothesis that is central to genetic algorithms theory.

Chapter 8 presented the use of genetic algorithms to generate fuzzy logic decision rules.
The most important contribution of this chapter is the compact representation of fuzzy systems
that is used, allowing both fuzzy sets and fuzzy rules to be optimized by the genetic algorithm.
This representation might also be employed in other fuzzy/genetic applications.

9.3 Further Research

The previous chapters already gave a few suggestions for further investigations regarding the
individual case studies. Of course, one track of further research would be the application of
genetic algorithms to other data analysis problems.

Though not a direct continuation of this work, one of the most interesting research directions
would be the development of a methodology for the application of evolutionary algorithms,
to replace the ad-hoc manner in which they are currently used. Ideally, such a methodology
would integrate heuristic and common-sense knowledge obtained from practical evolution-
ary applications—such as those presented in this thesis—with a firm theoretic foundation that
helps in choosing the type of evolutionary algorithm to be used, its parameter settings, and
the operators employed by the algorithm. This would require integration of the different evo-
lutionary paradigms and their corresponding theoretical underpinnings. Although present evo-
lutionary algorithm theory is not yet mature enough to permit such an integrated view (see
e.g. [8] for an overview of the conflicting assumptions of the different paradigms), I believe
that in a few years time this will be the case, allowing the different paradigms to merge into
a single evolutionary method.


