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Samenvatting

Executie-architectuurviews
Voor Evoluerende Software-Intensieve Systemen

Ons dagelijks leven hangt meer en meer af van complexe software-intensieve sys-
temen, van ontspanning tot communicatie en van mobiliteit tot gezondheidszorg.
Organisaties die zulke systemen ontwikkelen besteden veel aandacht aan evolueer-
baarheid, die gedefinieerd wordt als de mogelijkheid om het systeem snel, kostenef-
fectief en voorspelbaar aan te passen bij veranderingen. Een architectuurbeschrijving
vormt een ideale ondersteuning voor de evolueerbaarheid van een software-intensief
systeem, omdat het de dimensies blootlegt waarlangs het systeem geëvolueerd is en
naar verwachting zal evolueren.

Het vervaardigen van actuele architectuurbeschrijvingen op een kosten- en tijdsef-
ficinte wijze is een uitdaging voor organisaties die software-intensieve systemen on-
twikkelen. Architectuurbeschrijvingen weerspiegelen niet altijd de realisatie van het
systeem vanwege tijdsdruk, beperkte menskracht, dynamiek van de ontwikkelorgan-
isatie of gebrek aan ondersteuning. Dit proefschrift draagt bij aan het oplossen van dit
probleem door ondersteuning te bieden die architecten nodig hebben om actuele exe-
cutieviews te produceren. Dit zijn architectuurbeschrijvingen van structuur en gedrag
tijdens het uitvoeren van de software die in het systeem is ingebed.

De kernbijdrage van dit proefschrift omvat een aanpak voor architectuurrecon-
structie en een strategie om deze aanpak systematisch toe te passen en in te bedden
in de incrementele ontwikkeling van een software-intensief systeem. De ontwikkel-
ing en validatie van deze elementen hebben bijgedragen aan stand van de techniek
en de praktijk in software-architectuur en reverse engineering. Binnen Philips Health-
care ondersteunen deze elementen het beschrijven en het verbeteren van structuur en
gedrag tijdens het uitvoeren van de software binnen de Philips MRI scanner, een rep-
resentatief groot en complex software-intensief systeem. De combinatie van de aan-
pak en de strategie laat een daadwerkelijke toepassing zien van architectuurconcepten
zoals views en viewpoints, en bovendien tonen ze hoe nuttige architectuurinformatie
over complexe software-intensieve systemen teruggewonnen en georganiseerd kan
worden.
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Abstract

Execution Architecture Views
For Evolving Software-Intensive Systems

Our daily lives depend more and more on complex software-intensive systems,
from entertainment to communications to transportation to medicine. Development
organizations of software-intensive systems are paying considerable attention to evolv-
ability, which is defined as the system ability to respond effectively to change. Improv-
ing the evolvability of a software-intensive system is making the system’s response to
change quick, cost-effective, and predictable. An architectural description is an ideal
support for the evolvability of a software-intensive system, because it can expose the
dimensions along which a system has evolved and is expected to evolve.

Producing up-to-date architectural descriptions in a cost and time effective man-
ner is a challenge for organizations that develop software-intensive systems. Archi-
tectural descriptions do not always reflect the realization of the system due time to
market, resource constraint, dynamics of development organization, and more over
lack of support. This thesis contributes to the solution of this problem by devising
the support that architects need to produce up-to-date execution views, i.e., architec-
tural descriptions of the runtime structure and behavior of the software embedded in
a software-intensive system.

The core contribution of this thesis comprises an architecture reconstruction ap-
proach and a strategy to systematically apply and embed the approach in the incre-
mental development of a software-intensive system. The development and validation
of these elements have contributed to the state of practice and the state of the art in
the software architecture and reverse engineering fields. Within Philips Healthcare,
these elements support the description and improvement of the runtime structure and
behavior of the software embedded in the Philips MRI scanner, a representative large
and complex software-intensive system. The combination of the approach and the
strategy shows a real application of architectural concepts like views and viewpoints,
and more over how to recover and organize useful architectural information of com-
plex software-intensive systems.

vii





Contents

Samenvatting v

Abstract vii

1 Introduction 1
1.1 Software Architecture . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

1.1.1 Software Architecture Descriptions . . . . . . . . . . . . . . . . . 2
1.1.2 Software Architecture Reconstruction . . . . . . . . . . . . . . . . 4

1.2 Software-Intensive Systems . . . . . . . . . . . . . . . . . . . . . . . . . . 4
1.2.1 Magnetic Resonance Imaging Scanners . . . . . . . . . . . . . . . 5

1.3 Evolvability of Software-Intensive Systems . . . . . . . . . . . . . . . . . 7
1.3.1 Architecture-Centric Evolution . . . . . . . . . . . . . . . . . . . . 8

1.4 Problem Statement . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9
1.5 Research Questions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11
1.6 Research Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

1.6.1 Industry as Laboratory . . . . . . . . . . . . . . . . . . . . . . . . . 13
1.6.2 Research Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . 13
1.6.3 Types of Research Questions . . . . . . . . . . . . . . . . . . . . . 15
1.6.4 Types of Research Results . . . . . . . . . . . . . . . . . . . . . . . 15
1.6.5 Validation Techniques . . . . . . . . . . . . . . . . . . . . . . . . . 17

1.7 Overview of this Thesis . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17

2 A Systematic Review of Dependency Analysis Solutions 21
2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21
2.2 Context and Research Questions . . . . . . . . . . . . . . . . . . . . . . . 23

2.2.1 The Software of the Philips MRI Scanner . . . . . . . . . . . . . . 23
2.2.2 Research Questions . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

2.3 Design of the Review . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25
2.3.1 Study search and selection . . . . . . . . . . . . . . . . . . . . . . . 25
2.3.2 Data extraction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28
2.3.3 Data synthesis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31

ix



Contents

2.3.4 Interpretation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31
2.4 Overview of Concepts about Dependencies . . . . . . . . . . . . . . . . . 32

2.4.1 Definition of dependencies in the literature . . . . . . . . . . . . . 32
2.4.2 Types of dependencies . . . . . . . . . . . . . . . . . . . . . . . . . 33

2.5 Application Areas of Dependency Analysis . . . . . . . . . . . . . . . . . 34
2.5.1 Application Level Analysis and Management . . . . . . . . . . . 36
2.5.2 Architecture Description and Analysis . . . . . . . . . . . . . . . . 37
2.5.3 Change Impact Analysis . . . . . . . . . . . . . . . . . . . . . . . . 37
2.5.4 Program/System Understanding . . . . . . . . . . . . . . . . . . . 38
2.5.5 Quality Assurance, Testing and Debugging . . . . . . . . . . . . . 38
2.5.6 Refactoring and Modularization . . . . . . . . . . . . . . . . . . . 39
2.5.7 Traceability and Feature Analysis . . . . . . . . . . . . . . . . . . 39

2.6 Existing Dependency Analysis Solutions . . . . . . . . . . . . . . . . . . . 40
2.6.1 Source code-based solutions . . . . . . . . . . . . . . . . . . . . . . 40
2.6.2 Descriptions and Model-based solutions . . . . . . . . . . . . . . 43
2.6.3 Run-time monitored and Configuration-based solutions . . . . . 45

2.7 Applicability of Dependency Analysis . . . . . . . . . . . . . . . . . . . . 46
2.7.1 Applicability of definition of dependencies . . . . . . . . . . . . . 47
2.7.2 Source code-based solutions . . . . . . . . . . . . . . . . . . . . . . 48
2.7.3 Model-based solutions . . . . . . . . . . . . . . . . . . . . . . . . . 52
2.7.4 Run-time monitored and Configuration-based solutions . . . . . 53

2.8 Threats to validity . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55
2.8.1 Internal validity . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55
2.8.2 External validity . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57

2.9 Concluding Remarks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 58

3 A Top-Down Approach to Construct Execution Views 59
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 59
3.2 Overview of the approach . . . . . . . . . . . . . . . . . . . . . . . . . . . 61

3.2.1 Reconstruction design . . . . . . . . . . . . . . . . . . . . . . . . . 62
3.2.2 Reconstruction execution . . . . . . . . . . . . . . . . . . . . . . . 63

3.3 Elements for the reconstruction design phase . . . . . . . . . . . . . . . . 63
3.3.1 Execution viewpoints . . . . . . . . . . . . . . . . . . . . . . . . . 64
3.3.2 Execution metamodel . . . . . . . . . . . . . . . . . . . . . . . . . 66

3.4 The reconstruction execution phase . . . . . . . . . . . . . . . . . . . . . . 70
3.4.1 Sources of runtime information . . . . . . . . . . . . . . . . . . . . 70
3.4.2 Mapping rules repository . . . . . . . . . . . . . . . . . . . . . . . 72
3.4.3 Task identification . . . . . . . . . . . . . . . . . . . . . . . . . . . 73
3.4.4 Interpretation of runtime information . . . . . . . . . . . . . . . . 75
3.4.5 Construction of execution model . . . . . . . . . . . . . . . . . . . 77

3.5 Validation of the approach . . . . . . . . . . . . . . . . . . . . . . . . . . . 78
3.5.1 Design reconstruction for an execution profile view . . . . . . . . 78
3.5.2 Execution reconstruction for an execution profile view . . . . . . 79

3.6 Use cases for an execution profile view . . . . . . . . . . . . . . . . . . . . 81

x



Contents

3.6.1 Feature analysis. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 81
3.6.2 Dependency analysis. . . . . . . . . . . . . . . . . . . . . . . . . . 82
3.6.3 Conformance and realization analysis. . . . . . . . . . . . . . . . . 85

3.7 Contribution and potential limitations . . . . . . . . . . . . . . . . . . . . 86
3.7.1 Technical contribution . . . . . . . . . . . . . . . . . . . . . . . . . 87
3.7.2 Potential limitations . . . . . . . . . . . . . . . . . . . . . . . . . . 90

3.8 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91
3.8.1 Top-down solutions . . . . . . . . . . . . . . . . . . . . . . . . . . 91
3.8.2 Runtime description and analysis . . . . . . . . . . . . . . . . . . 92

3.9 Conclusions and Future Work . . . . . . . . . . . . . . . . . . . . . . . . . 93

4 Constructing a Resource Usage View 95
4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95
4.2 Customized Top-Down Approach . . . . . . . . . . . . . . . . . . . . . . 96

4.2.1 Resource Usage Viewpoint . . . . . . . . . . . . . . . . . . . . . . 97
4.2.2 Execution Metamodel . . . . . . . . . . . . . . . . . . . . . . . . . 98
4.2.3 Sources of Runtime Information . . . . . . . . . . . . . . . . . . . 99

4.3 Input and Interpretation of Runtime Activity . . . . . . . . . . . . . . . . 99
4.3.1 Scenario Input Analysis . . . . . . . . . . . . . . . . . . . . . . . . 100
4.3.2 Interpretation of Runtime Activity . . . . . . . . . . . . . . . . . . 100
4.3.3 Input to Construct a Resource Usage Model . . . . . . . . . . . . 101

4.4 Models of a Resource Usage View . . . . . . . . . . . . . . . . . . . . . . 102
4.4.1 Task Resource Usage Models . . . . . . . . . . . . . . . . . . . . . 102
4.4.2 Component Resource Usage Models . . . . . . . . . . . . . . . . . 103
4.4.3 Thread Resource Usage Models . . . . . . . . . . . . . . . . . . . . 105

4.5 Resource Usage Models in Practice . . . . . . . . . . . . . . . . . . . . . . 106
4.5.1 Using a Resource Usage View . . . . . . . . . . . . . . . . . . . . . 107
4.5.2 Supporting Development Activities . . . . . . . . . . . . . . . . . 107

4.6 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 108
4.7 Conclusions and Future Work . . . . . . . . . . . . . . . . . . . . . . . . . 109

5 Defining and Documenting Execution Viewpoints 111
5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111
5.2 Predefined execution viewpoints . . . . . . . . . . . . . . . . . . . . . . . 114

5.2.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 114
5.2.2 Identified predefined viewpoints . . . . . . . . . . . . . . . . . . . 114

5.3 Eliciting the organization’s requirements for execution views . . . . . . . 116
5.3.1 Questionnaire design . . . . . . . . . . . . . . . . . . . . . . . . . . 116
5.3.2 Interviews . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 117
5.3.3 Identified concepts and concerns . . . . . . . . . . . . . . . . . . . 118

5.4 Initial definition and validation of execution viewpoints . . . . . . . . . 122
5.4.1 Initial definition of execution viewpoints . . . . . . . . . . . . . . 122
5.4.2 Validation of the initial definition of execution viewpoints . . . . 125

5.5 Documentation of execution viewpoints . . . . . . . . . . . . . . . . . . . 127

xi



Contents

5.5.1 Execution profile (formerly called functional mapping) . . . . . . 128
5.5.2 Resource usage viewpoint . . . . . . . . . . . . . . . . . . . . . . . 131
5.5.3 Execution concurrency viewpoint . . . . . . . . . . . . . . . . . . 134

5.6 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 138

6 Reverse Architecting Execution Views in Practice 139
6.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 139
6.2 Case Study: The Start-Up of the Philips MRI Scanner . . . . . . . . . . . 141

6.2.1 The Start-Up Process . . . . . . . . . . . . . . . . . . . . . . . . . . 141
6.2.2 The Start-Up of the Philips MRI Scanner . . . . . . . . . . . . . . 142
6.2.3 Case Study Concerns and Decisions . . . . . . . . . . . . . . . . . 142

6.3 The Architecture Reconstruction Approach . . . . . . . . . . . . . . . . . 143
6.3.1 Inputs to the Process . . . . . . . . . . . . . . . . . . . . . . . . . . 143
6.3.2 Steps in the Process . . . . . . . . . . . . . . . . . . . . . . . . . . . 145
6.3.3 Output of the Process . . . . . . . . . . . . . . . . . . . . . . . . . 146

6.4 The Top-Down Strategy and Its Application . . . . . . . . . . . . . . . . . 146
6.4.1 Phase 1: Inception . . . . . . . . . . . . . . . . . . . . . . . . . . . 148
6.4.2 Phase 2: Elaboration . . . . . . . . . . . . . . . . . . . . . . . . . . 149
6.4.3 Phase 3: Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . 152
6.4.4 Phase 4: Transition . . . . . . . . . . . . . . . . . . . . . . . . . . . 153

6.5 Technical Contribution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 155
6.5.1 Top-Down Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . 155
6.5.2 Communication Between Stakeholders . . . . . . . . . . . . . . . 155
6.5.3 Runtime Concurrency and Performance . . . . . . . . . . . . . . . 156

6.6 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 156
6.6.1 Architecture reconstruction . . . . . . . . . . . . . . . . . . . . . . 157
6.6.2 Hypothesis-driven approaches . . . . . . . . . . . . . . . . . . . . 157
6.6.3 Profiling and Visualization tools . . . . . . . . . . . . . . . . . . . 158
6.6.4 Boot Performance Analysis Tools . . . . . . . . . . . . . . . . . . . 159

6.7 Discussion and Open Issues . . . . . . . . . . . . . . . . . . . . . . . . . . 159
6.7.1 Proper Viewpoints and Metamodel . . . . . . . . . . . . . . . . . 159
6.7.2 Availability of Sources of Runtime Information . . . . . . . . . . . 160
6.7.3 Mapping Rules and Domain Knowledge . . . . . . . . . . . . . . 160
6.7.4 Open Issues . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 161

6.8 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 161

7 Conclusions 163
7.1 Answers to the Research Questions . . . . . . . . . . . . . . . . . . . . . . 163
7.2 Research Contribution and Extrapolation . . . . . . . . . . . . . . . . . . 167
7.3 Open Issues and Future Research . . . . . . . . . . . . . . . . . . . . . . . 168

Bibliography 171

About the Author 183

xii



Chapter 1

Introduction

This thesis studies the construction and use of software architecture descriptions. The
study focuses on architectural descriptions about the actual runtime structure and be-
havior of software embedded in large and complex software-intensive systems. The
study is driven by the assumption that up-to-date architectural descriptions are key
assets to improve the evolvability of existing software-intensive systems and to sup-
port architecture-centric evolution approaches.

1.1 Software Architecture

Software architecture is an emerging discipline in software engineering. Edsger Di-
jkstra in 1968 and David Parnas in the early 1970s were the first to identify the con-
cept of software architecture. They emphasized that the structure of a software sys-
tem matters and getting the structure right is critical for the development of the sys-
tem. The concept of software architecture as a distinct discipline started to emerge in
1990 (Kruchten et al. 2006). Since then, researchers and practitioners have played a
prominent role in furthering software architecture as a discipline. In 1996, the book
Software Architecture: Perspectives on an Emerging Discipline (Shaw and Garlan
1996) brought forward the concepts in software architecture such as components, con-
nectors, styles and so on. In 2000, the book Applied Software Architecture (Hofmeister
et al. 2000) presented a study of software architecture in industry. This study became a
practical guide to designing, describing, and applying software architecture. In 2003,
the second edition of the book Software Architecture in Practice (Bass et al. 2003) con-
firmed the coupling of the software architecture of a system and its business and orga-
nizational context. Nowadays, these books are just part of the large body of knowledge
for education programs and scientific research in software engineering and architec-
ture.

Currently there is no agreement to what exactly software architecture entails. In
the context of this thesis, we take the popular definition: the architecture of a software
system defines its essential structures, which comprise software elements, the exter-
nally visible properties of those elements, and the relationships between them (Bass
et al. 2003). Two key parts of this definition are essential structures and externally
visible properties (Rozanski and Woods 2005). On the one hand, the structures of a
system are often classified into static and dynamic structures. The static structures of a
system tell you what the design-time form of a system is, including what its elements
are and how they fit together. The dynamic structures of a system show how the sys-
tem actually works, including what happens at runtime and what the system does in
response to external and internal stimuli. On the other hand, externally visible sys-
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tem properties manifest themselves in two different ways: externally visible behavior
and quality properties. Externally visible behavior defines the functional interaction
between the system and its environment, which tells you what a system does from the
viewpoint of an external observer. Quality properties like performance or scalability
tell you how well a system behaves from the viewpoint of an external observer.

1.1.1 Software Architecture Descriptions

In principle, every software system has an architecture, which exists whether or not
it is documented or described and understood. The architecture as the earliest model
of a solution to the customer needs arises from an analysis of the requirements and
application domain characteristics. For some systems, the architecture may be simple
and easy to understand or it may be so large and complex that no person can un-
derstand every aspect of it. Part of the role of a software architect is to describe the
architecture to the people who need to understand it. The architect does this by means
of an architectural description. An architectural description is a set of products that
documents an architecture in a way its stakeholders can understand and demonstrate
that the architecture has met their concerns (Rozanski and Woods 2005). The stake-
holder in a software architecture is a person, group, or entity with an interest in or
concerns about the realization of the architecture. The stakeholders’ concerns shape
much of the information in the description of an architecture, so it is important that
architectural descriptions should be simple, understandable, and possibly graphical,
with well understood, but not necessarily formally defined, semantics.

The description or documentation of software architectures is one of the main
lines of attention in software architecture research and practice. Documentation ap-
proaches like the Siemens four views (Hofmeister et al. 2000), Kruchten 4+1 views
(Kruchten 1995), and the Views and Beyond of the Software Engineering Institute
(Clements et al. 2002), provide useful and detailed guidelines on how to describe
software architectures. These documentation approaches use the concept of views
to guide the description of the architecture. A view describes a particular aspect of
the architecture and multiple views will be needed to describe the whole architecture.
The ANSI/IEEE 1471-2000: Recommended Practice for Architecture Description of
Software-Intensive Systems is the first international standard in the area of software
architecture, and was adopted in 2007 by ISO as ISO/IEC 42010:2007 (ISO/IEC 2007).
Now, the ISO/IEC 42010 standard presents a conceptual framework for documenta-
tion approaches based on the use of multiple views, see Figure 1.1. A key contribution
of this framework is the elaboration of the concepts about architectural views, view-
points, models, and the relationships between them. An architectural view is a repre-
sentation of a set of system elements and relations associated with them, conforming
to a specific viewpoint. An architectural viewpoint frames particular concerns of the
system stakeholders and consists of the conventions for the construction, interpreta-
tion, and use of an architectural view. A view may consist of one or more architectural
models. Each such architectural model conforms to a model kind, which is part of the
conventions and methods established by an associated viewpoint. An architectural
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Figure 1.1: The ISO/IEC 42010 Conceptual Framework for Architectural Description (ISO/IEC
2007)

model may participate in more than one view.

The purpose of the framework is to enable the expression, communication, and
review of architectures of systems and thereby lay a foundation for quality and cost
gains through facilitating standardization of elements and practices for architectural
description (ISO/IEC 2007). The framework does not present the details of how soft-
ware architectures should be described. To fill in the details, the architect can use the
documentation approaches that inspired the framework, e.g., (Hofmeister et al. 2000,
Kruchten 1995, Clements et al. 2002), or more modern approaches that implement the
framework, like the Viewpoints and Perspectives of Rozanski and Woods (Rozanski
and Woods 2005). However, the efficient creation, use, and maintenance of architec-
ture descriptions will remain a challenge, especially for large and complex systems
that are constantly evolving.
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1.1.2 Software Architecture Reconstruction

In an ideal world, the architecture is documented at the time architectural decisions
are made, updated whenever these decisions are revised, and readily available when
needed for a particular task. Unfortunately, architectural information, when available
at all, is often out-dated and incorrect, or inappropriate for the task at hand. Software
architecture reconstruction is defined as the form of reverse engineering in which ar-
chitectural information is reconstructed for an existing system (Koschke 2009). Archi-
tects can use architecture reconstruction to support a number of activities:

• Analyzing and understanding the architecture of existing systems.

• Construction of architecture descriptions for systems that are poorly documented
or for which documentation is not available.

• Evaluation of the conformance of the architecture as-built to the architecture as-
documented.

The reconstruction process can make use of any possible resource (such as available
documentation, stakeholder interviews, domain knowledge), but the most reliable
source of information is the system itself, either via its source code or via traces ob-
tained from executing the system. An architecture reconstruction typically involves
three steps: extract raw data from the system, apply an appropriate abstraction tech-
nique, and present and visualize the obtained information.

The research community has produced a number of tools, techniques, and meth-
ods to support the steps in architecture reconstruction. Available solutions primar-
ily concentrate on the reconstruction of views related to the structure and organiza-
tion of the system implementation using the source code as main source of informa-
tion (Koschke 2009). Architects can implement or apply such solutions to (re)construct
up-to-date views of existing software systems. Architecture reconstruction is an active
research area with considerable attention from the software industry. Yet, nowadays
software systems brings up a new set of practical scenarios that most existing archi-
tecture reconstruction solutions do not address sufficiently (Stoermer et al. 2002).

1.2 Software-Intensive Systems

The history and maturity of software architecture is much shorter than building ar-
chitecture. On the one hand, the history of building architecture can be traced back
thousands of years to the pyramids in Egypt, the Great Wall in China, and the Inca’s
cities in the highlands of Peru. On the other hand, the software industry that triggered
software architecture began just in the late 1940s. Nevertheless, today modern au-
tomobiles, airplanes, cash or automated teller machines, medical diagnostic devices,
machine tools, home entertainment centres, and even washing machines will not func-
tion without the software that is embedded in them. These products are examples of
software-intensive systems.
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Figure 1.2: A High-End Magnetic Resonance Imaging Scanner developed by Philips Health-
care (Philips Healthcare 2010)

Our daily lives depend more and more on complex software-intensive systems,
from entertainment to communications to transportation to medicine. Software tech-
nology is embedded in many high-tech products and defines more and more the in-
novation and market capability of a range of industrial sectors. In 2005, the study
Software Intensive Systems in the Future (TNO/IDATE 2005), conducted by TNO and
IDATE for ITEA, showed that software-intensive systems were driving the present
and will drive the future of industrial sectors such as automotive, aerospace, medi-
cal equipment, telecom equipment, and consumer electronics. A software-intensive
system in any of these sectors combines various high-tech hardware and software el-
ements associated with multidisciplinary knowledge. Many of these systems have
considerable economic value and strict quality requirements such as reliability, secu-
rity, safety, and performance. The software elements in a software-intensive system are
often as large as millions of lines of code and determine any of the following points:
system functionality, system cost, system development risk, and development time.

1.2.1 Magnetic Resonance Imaging Scanners

A representative large and complex software-intensive system in the healthcare do-
main is a Magnetic Resonance Imagining (MRI) scanner. Figure 1.2 shows a high-end
MRI scanner, developed by Philips Healthcare (Philips Healthcare 2010), deployed in a
hospital. This MRI scanner uses a powerful magnetic field to align the nuclear magne-
tization of (usually) hydrogen atoms in the body. Radio frequency (RF) fields are used
to systematically alter the alignment of this magnetization. This causes the hydro-
gen nuclei to produce a rotating magnetic field detectable by the scanner. This signal
can be manipulated by additional magnetic fields to build up enough information to
construct images of the body like the ones presented in Figure 1.3. The technology
of MRI scanners provides much greater contrast between the different soft tissues of
the body than computed tomography (CT) and X-rays do, making it especially useful
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Figure 1.3: Body Images Produced with a MRI Scanner

in neurological (e.g., brain), musculoskeletal (e.g., muscles, cartilage, and tendons),
cardiovascular (heart and blood vessels), and oncological (cancer) imaging.

MRI scanners are among the most expensive medical equipment available today.
A high-end MRI scanner, like the one shown in Figure 1.2, cost around $2.5 million
USD. Installation of the system in the hospital costs another $500,000 USD. The figure
illustrates that the MRI scanner is distributed, at least, across three main rooms with
different conditional requirements, to house the subsystem components. The exam-
ination room houses the main hardware components: a superconducting magnet, a
gradient system, and a radio frequency system. The magnet is the largest and most
expensive hardware component of the scanner. Its strength is measured in Tesla (sym-
bol: T) which is equivalent to 10,000 Gauss. The high-end scanner shown in the figure
contains a 3T magnet. In comparison to the strength of the Earth’s magnetic field on
the equator, which is 31µT (3.1×10−5T), the field strength of an MRI magnet is consid-
erable high. Additional components, such as workstations, in hospital network, can
be part of the system to allow physician access to the raw image data collected from
various scans.

The Philips MRI scanner is the software-intensive system that we study in this the-
sis. Table 1.1 summarizes the characteristics of the software system embedded in the
Philips MRI scanner. This software system runs mainly in the computers located in the
technical and operator rooms, illustrated in Figure 1.2. The elements of the software
system control the magnet, other hardware components, and the image processing
functionality of the system. The characteristics of the source code, numbers of lines
of code and the involved programming languages, demonstrate that the software of
this system is significantly large and heterogeneous. In addition, the summary de-
scribes that the development team is geographically distributed and that it involves a
large number of people from software engineering and other different disciplines. This
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system is not unique in size and complexity: many other large and complex software-
intensive systems exist such as airplanes, automobiles, cellular phones, and copier
machines, which are the result of years of research and development with consider-
able investment and cost.

Table 1.1: Characteristics of the Software Embedded in Philips MRI Scanner.
Characteristic Quantification
Source code size ∼9 million lines of code in ∼30,000 files
Programming
Languages

C, C++/STL, C#, Visual Basic, ASP, Jscript, Perl,
Batch, and other proprietary languages

Multi-site Development Worldwide 3 main sites and a few satellites
Involved Disciplines Physics, mechanics, electronics, medicine, and soft-

ware
Development team 400 (multidisciplinary) plus 150 software engineers

1.3 Evolvability of Software-Intensive Systems

Software systems used in a real-world environment must necessarily change or be-
come progressively less useful in that environment (Lehman 1996). This statement also
applies for software-intensive systems like the Philips MRI scanner. An MRI scanner
is used in a real-world environment and must change constantly to respond to new
requirements and to keep competing in the market. Some changes in the requirements
can be anticipated and a system can be prepared for them. However, unanticipated
changes will also occur since predicting the future and its consequences for a system
is not an exact science.

Unanticipated changes are more likely in systems like an MRI scanner, which has a
large number of stakeholders, including developers, maintainers, suppliers, financiers,
customers, and end-users. These various stakeholders hold different kinds of con-
cerns respect to the system’s functionality, quality, and economic value. Changes in
the needs of any of these stakeholders will trigger different types of requirements and
changes in the system. In addition, as any other software-intensive system, an MRI
scanner combines different hardware and software elements. These elements are built
with different technologies, each having a different lifecycle. The dependency between
the system’s elements and the implementation technology causes that changes in any
of the technologies may trigger changes in the system.

Development organizations of software-intensive systems are paying considerable
attention to evolvability, which is defined as the system ability to respond effectively
to changes (van de Laar et al. 2010). Improving the evolvability of a software-intensive
system is making the system’s response to change quick, cost-effective, and predictable.
A system that can respond quickly to change will have faster time to market. For a de-
velopment organization entering into the market quickly is desirable from a return
of investment perspective: the investment can be earned back quickly, probably even
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amplified by a premium price, and risks associated with market uncertainty are re-
duced. Furthermore, being on the market early enables market share growth. Both
facts increase the profitability of the system. When the system response to change is
cost-effective, the development costs required to change the system are lower because
few or even no resources are required. This benefit is especially profound in case of
repeating changes, like for regular hardware upgrades, software updates, and new ap-
plications. Finally, when the system response to change is predictable, the associated
benefits are not only noticeable during the realization of the response, when fewer sur-
prises occur, but also during the planning phase. During the planning phase, the more
accurate cost-benefit analysis of individual changes makes the comparison of differ-
ent changes more accurate as well. Therefore, the more evolvable a system, the more
likely its development organization is going to be successful.

1.3.1 Architecture-Centric Evolution

The value of evolvability is clearly recognized by the industry where systems are no
longer being built from scratch, but are evolved or developed incrementally. In this
context, software architecture is an ideal support for incremental development pro-
cesses. Software architecture can expose the dimensions along which a system is ex-
pected to evolve (Garlan and Perry 1995), mainly as the bridge between requirements
and design that performs the tradeoffs necessary to satisfy the demands of both. Fig-
ure 1.4 illustrates an overview of the evolution of the Philips MRI scanner over the last
thirty years and the ideal role of the architecture in this process.

The ideal role of the architecture in the evolution of the Philips MRI scanner can
be described as the Three Peaks model by Rozanski and Woods (Rozanski and Woods
2005). For each evolution cycle, the architecture sits between requirements analysis
and software construction (design, code, and test). The three triangles (the peaks) in
the model represent the major development activities for requirement analysis, archi-
tecture definition, and construction that are necessary in a given evolution phase. The
widening of the triangles at their bases represents an increasing level of detail as time
goes on while the system is developed. The curling arrows are to illustrate that the
requirements and the architecture, as well as the architecture and the construction are
intertwined at a progressively increasing level of detail during the evolution phase.

In an evolution phase, the specification, architecture, and construction of the sys-
tem are quite distinct, but they have profound effects on each other and so cannot be
considered in isolation. Requirement analysis provides an initial context for using or
changing the existing architecture definition, but it is then itself affected by the exist-
ing architecture definition, as requirements are understood more fully. In turn, the
resulting architecture definition drives the implementation process, but each piece of
construction performed provides feedback about the effectiveness and utility of the
architecture in use. When all these effects between requirements, architecture, and
implementation are well managed and captured or documented as part of the archi-
tecture description, it will certainly serve as:

• A reliable blueprint that outlines and steers the design for the implementation of
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Figure 1.4: The Incremental Development of the Philips MRI Scanner and The Three Peaks
Model

the software system.

• A roadmap to plan ahead the next evolution phase integrating the company’s
mind to long term business strategy.

• A communication vehicle that enables different stakeholders to have a common
and global overview of the system.

• A quality benchmark that can be used to early predict and verify the impact of
changes in the qualities of the system.

1.4 Problem Statement

The research presented in this thesis is part of the Darwin project (van de Laar et al.
2007, van de Laar et al. 2010), a research project on system evolvability. Darwin is
a cooperation between the Embedded Systems Institute (ESI), five Dutch universities,
and Philips Healthcare MRI, who strives to improve the evolvability of the Philips MRI
scanner following an architecture-centric evolution approach. The objective of this
cooperation is to develop architectures, methods, techniques, and tools to improve the
evolvability, and consequently reduce the time to market, of large software-intensive
systems like the Philips MRI scanner.

In Section 1.3, we explained the importance of improving the evolvability and how
the architecture can contribute to this end, especially when the architecture definition
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and its description are synchronized with the requirements and implementation. In
practice, however, achieving this in a cost and time effective manner is a challenge
for organizations that incrementally develop software-intensive systems like an MRI
scanner. Changes in the requirements, architecture, and construction of such systems
are poorly or never documented during evolution cycles due to aspects like:

• Time to market. As we described in Section 1.3, reducing the time it takes to the
development organization to releasee a functioning system available for sale is
critical. Therefore, most development organizations tent to focus on the con-
struction of the system functionality, but documenting changes, e.g. in the archi-
tecture or design, is deferred to a latter moment.

• Resource constraints. Because the construction or implementation of the system
receives the main attention, few or no resources are left to support the proper
documentation of changes in the requirements, architecture, and implementa-
tion.

• Dynamics of the organization. The structure and conformance of the development
organizations change constantly and knowledge that should be documented is
lost. At the personal level knowledge is lost because people forget or leave
the organization. At the organizational level reorganizations and outsourcing
are typically counterproductive with respect to maintaining and documenting
knowledge.

• Lack of support. Development organizations do not have proper tools and tech-
niques to cope with the forgetful nature of humans and the large and complex
knowledge in the development of a system like a MRI scanner. Therefore, the ar-
chitecture description of such systems, when available at all, is often incomplete
or it is more about technical details than the essential structures of the system.

As a result, the architectural description does not reflect the realization of the system
and becomes out-dated and inaccessible, especially for the next evolution cycle. This
situation represents a major problem because the value of the architecture decreases
and an architecture-centric evolution will be just another costly and unpredictable ex-
perience. This thesis aims to address this problem devising the support that is needed
to synchronize the architectural description and the realization of the system.

When the architectural description does not reflect the current realization of the
system, the architect must either spend time to reconstruct it, or deliver a less informed
and, hence, more risky description of the architecture. If the latter is the case, the
architecture cannot be sufficiently explicit and reliable to expose the dimensions along
which the system has evolved and is expected to evolve. Consequently, the response
to change will be slow, expensive, and unpredictable threatening the success of the
development organization and decreasing the system’s evolvability.
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1.5 Research Questions

In the previous section, we described that an out-dated architectural description is a
major problem for the architecture-centric evolution of large and complex software-
intensive systems. In practice, addressing this problem and keeping the description of
the architecture up-to-date is one of the architects’ responsibilities. The main theme of
this thesis is to contribute to the solution of this problem by providing the support that
architects need to produce up-to-date architectural descriptions, i.e. views, of the soft-
ware embedded in systems like the Philips MRI scanner. For the incremental devel-
opment of such systems many kinds of up-to-date views are needed, especially when
the development organization is composed by diverse, specialized, and dynamic de-
velopment teams, which have different kinds of concerns, sometimes conflicting, with
specialized perspective, jargon, and levels of abstraction.

Learning about the incremental development process of the Philips MRI scanner,
we observed that many kinds of views are required to make the parts of the system and
dependencies between them explicit. Dependencies create ramifications of change be-
tween the system’s parts or features developed and maintained by the various teams
of the organization. To better understand dependencies and devise the required sup-
port, we decided to investigate the value of dependency analysis by studying the
state-of-the-art and assess it with respect to the state-of-practice, i.e. the incremental
development of the Philips MRI scanner. To this end, we formulate the first research
question:

- RQ-1. What is the state-of-the-art in dependency analysis and its value for the architecture-
centric evolution of a large and complex software-intensive system?

Through the research triggered by RQ-1, we learned that dependency analysis is a
broad field with a number of solutions and application areas. Therefore, we decided to
focus on a specific area and solution. The analysis and description of the runtime struc-
ture of software-intensive systems is an area that did not receive much attention from
the research community. The runtime structure and behavior of software-intensive
systems like the Philips MRI scanner can change more often than other system as-
pects due to dependencies, not only between software elements but also between the
hardware elements. Changes on software or hardware elements will likely change the
runtime of a software-intensive system. In addition, the runtime of software-intensive
systems is tightly coupled with performance and distribution requirements so, tuning
any of these characteristics to fit in changing requirement will likely affect the runtime
of the system. Therefore, architects need to produce up-to-date views that describe the
actual runtime structure and behavior of the software embedded in software-intensive
systems. We decided to call these views execution views and focus our research on an-
swering the following research question:

- RQ-2. How to construct execution views of the software embedded in a large and complex
software-intensive system?
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Based on ISO/IEC Std. 42010, a view is a representation of a set of system elements
and relations associated with them. For example, views about the development struc-
ture and static decomposition of software systems commonly describe elements such
as libraries, packages, modules, and relationships between them. Therefore, before we
could answer RQ-2, we must know the set of elements and relations associated with
them that can be used to describe the runtime behavior and structure of a software sys-
tem. We decided to call such elements runtime concepts and formulate the following
research question:

- RQ-2.1. What are the useful runtime concepts that we can use to describe the actual runtime
behavior and structure of the software embedded in a software-intensive system?

Once we identify a set of useful runtime concepts at hand, the next step to construct
up-to-date execution views is to obtain up-to-date runtime information, i.e. informa-
tion in terms of the runtime concepts. As we described in Section 1.1.2, the process to
recover architectural information from an existing system is called architecture recon-
struction and requires an extraction-abstraction technique. To devise the respective
support to construct execution views, we formulate the following research question:

- RQ-2.2. How to obtain up-to-date information about the runtime of the software embedded
in a software-intensive system?

Once we know how to obtain runtime information, we need to identify the appro-
priate way to present or visualize it, and to use it. A systematic way to achieve this
is to make the respective viewpoint(s) explicit. According to the ISO/IEC Std. 42010,
an architectural viewpoint frames particular concerns of the system stakeholders and
consists of the conventions for the construction, interpretation, and use of an architec-
tural view. Therefore, we formulate the next research question:

- RQ-3. What are the useful viewpoints for execution views of a software-intensive system?

Finding a solution for the construction of execution views includes placing it as
part of the support required by the architects, i.e. support to produce up-to-date archi-
tectural descriptions, during the incremental development of a system like the Philips
MRI scanner. To this end, we formulate our last two research questions:

- RQ-4 . How is the construction and use of execution views embedded in the incremental
development process of a software-intensive system?

- RQ-5 . What is the actual contribution of constructing and using execution views in the
incremental development of a software-intensive system?
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1.6 Research Approach

1.6.1 Industry as Laboratory

The generic context of the Darwin project is an Industry-as-Laboratory approach (Potts
1993). The research presented in this thesis was carried out in this context. In an
Industry-as-Laboratory paradigm, researchers identify problems through close involve-
ment with industrial projects, and create and evaluate solutions in an almost indivis-
ible research activity. The inspiration for an Industry-as-Laboratory approach is the
mutual need between software engineering researchers and practitioners (Basili 1996):
”while the software engineering researcher tries to understand the nature of processes
and methods to develop systems, the practitioners build improved systems with this
knowledge”. The one cannot live without the other, the researcher needs a laboratory
to observe and manipulate variables, but these only exist where practitioners build
systems. Equally, the practitioners need to better understand how to build systems,
and the researcher can provide models to help.

Figure 1.5 provides an overview of the Industry-as-Laboratory approach followed
in the Darwin project (van de Laar et al. 2010). In this approach, Philips Healthcare
MRI represents the industrial partner looking for solutions that fitted its industrial
context and showing the state of practice. As the industrial partner, Philips Healthcare
MRI provided access to technical and business experts, and repositories containing
large amounts of industrial documentation, data, and software. For the research in
this thesis, the Industry-as-Laboratory approach enabled several iterations on a cycle
of three phases (see 1, 2, and 3 in the figure):

• Phase 1. We search for challenging problems and research questions interact-
ing with practitioners, observing their state-of-practice, and processing large
amounts of industrial data.

• Phase 2. We conduct research activities to find and develop solutions for the
identified problems.

• Phase 3. We try out and validate solutions in close cooperation with practitioners
and as part of actual development projects.

The validation helped us to identify the feasibility and value of the implemented so-
lution, and to improve our perception of the industrial problem and the hypothesis of
the solution, which we carried on to a next iteration.

In the rest of this section, we describe the specific research methods, type of re-
search questions, type of research results, and validation techniques that we used
through the phases in the Industry-as-Laboratory approach.

1.6.2 Research Methods

Based on the classification and revision of research methods in computing by SIGCSE-
CSMR (Holz et al. 2006), the methods that we used in the phases of the Industry-as-
Laboratory approach are:
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Figure 1.5: Overview of the Industry-as-Laboratory Approach in the Darwin Project (van de
Laar et al. 2010)

• Interview. This is an information gathering technique whereby people are posed
questions by an interviewer. For our research, we used two types of interviews:

– Informal conversational. In an informal conversational interview, no prede-
termined questions are asked in order to remain as open as possible to the
interviewees nature and priorities. In general, we used this type of inter-
views to interact with practitioners and learn about challenging problems
and their way of working. For RQ-1, we used this type of interviews to
gather the practitioners’ opinion about existing dependency analysis so-
lutions. Similarly, we used this type of interviews to collect practitioners’
feedback during the validation of the solution that we built to find the an-
swers for RQ-2, RQ-4, and RQ-5.

– Question set. In a question-set interview, a predetermined questionnaire
with question sets is used to ensure that the same general areas of informa-
tion are collected from each interviewee. We used question-set interviews
with key practitioners to gather the knowledge and build the viewpoints
for execution views to answer RQ-3.

• Case Study. This is a technique to examine a single organization, group, or sys-
tem in detail; involves no variable manipulation, experimental design or con-
trols; is exploratory in nature. The research in this thesis is based on a single case
study, the incremental development of the Philips MRI scanner. We use this case
study as main reference to assess the state-of-the-art in dependency analysis and
find the answer for RQ-1. We used particular instances of the case study, i.e. de-
velopment projects, to answer RQ-2, RQ-2.2, RQ-4, and RQ-5 by experimenting
and demonstrating a solution for the construction of execution views.

• Critical Analysis of Literature. This is an appraisal of relevant published mate-
rial based on careful analytical evaluation. We implement this technique, more
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precisely a systematic literature review (Kitchenham 2004b), to answer RQ-1 by
identifying, evaluating, and interpreting available research relevant to depen-
dency analysis of software systems.

• Proof of Concept. This technique, also known as proof of principle, is to validate
a claim about the value of a system design or the design of a part of a system
by building a system based on that design. Typically, the system that is built
is not fully featured, but has enough functionality to convince the reader that
the design can be effective. We used the proof of concept method to iteratively
develop and validate a set of runtime concepts, a dynamic analysis technique,
a set of viewpoints, and a top-down strategy to put in practice the construction
and use of execution views, which contributed to answers RQ-2.1, RQ-2.2, RQ-3,
and RQ-4 respectively.

1.6.3 Types of Research Questions

The research questions that triggered the research in this thesis are of interest for re-
searchers and practitioners, since they concern about knowledge that contributes to
the software architects’ ability to construct and use up-to-date architectural views.
With the research classification by Shaw (Shaw 2002) as a reference, our research ques-
tions match the following types:

• RQ-2, RQ-2.2, and RQ-4 are about methods or means of development, e.g., we
want to know how to construct execution views.

• RQ-1 is about a method for analysis, e.g., we want to assess the value of existing
dependency analysis solutions.

• RQ-1 are RQ-2.1 are about design, evaluation, or analysis of a particular instance,
e.g., we want to find what are the runtime concept that we need to define to
construct execution views.

• RQ-3 and RQ-4 are about generalization or characterization, e.g., we want to find
how to construct execution views regardless of the case study.

• RQ-5 is about feasibility, e.g., we want to show how feasible and useful is the
construction of execution views.

1.6.4 Types of Research Results

The research conducted to find answers for the research questions in this thesis pro-
duced a number of research results. Again, taking the classification by Shaw (Shaw
2002) as a reference, our research results match the following types:

• Procedure or technique. This type of result represents new or better ways to
perform some task. This thesis presents four results of this type. (1) Chapter 3
presents an architecture reconstruction approach for execution views. (2) The
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same chapter presents a dynamic analysis technique to extract runtime informa-
tion. (3) Chapter 5 presents an approach to define and document viewpoints.
(4) Chapter 6 presents a top-down strategy to embed the architecture reconstruc-
tion for execution views and the use of this kind views in an actual development
process.

• Qualitative or Descriptive Model. This type of result represents models describ-
ing the structure or taxonomy of a problem area. This thesis presents two results
of this type. (1) Chapter 2 presents an overview about the state-of-the-art on de-
pendency analysis. (2) Chapter 5 presents a catalog of viewpoints, including a
set of conceptual models that describe the role of execution views in practice.

• Analytical Model. This type of result represents structural models that are pre-
cise enough to support formal analysis or automatic manipulation. An example
of this result type is an execution metamodel in Chapter 3. This metamodel or-
ganizes the runtime concepts and relationships between them that we identify to
describe and analyze the runtime behavior and structure of a software-intensive
system.

• Notation or Tool. This type of result includes formal or graphical languages to
support a technique or model, or a tool supporting such a language. Chapter 5
presents several model types and their respective notations that can be used to
construct execution views. These results are part of the viewpoints for execution
views.

• Specific Solution. This type of result is a specific analysis, evaluation, or compar-
ison. Chapter 3, 4, and 6 present examples of this result type, which are execution
views for the Philips MRI scanner. We constructed these execution views dur-
ing the validation of our research and to support specific development projects
within Philips Healthcare MRI.

• Answer or Judgment. This type of result is a specific analysis, evaluation, or
comparison. This thesis present two main instances of this type of result. (1) Chap-
ter 2 presents an evaluation of the applicability of the-state-of-the-art on depen-
dency analysis. (2) Chapter 3, 4, and 6 present our judgment of the value of
the architecture reconstruction approach for execution views. The value of the
approach is based on our observations and the feedback from practitioners in-
volved in the validation of the approach.

• Report. It is a report about interesting observations and discovered rules of
thumb. In this thesis, Chapter 6 presents the main instance of this type of re-
sult. The result is an experience report on how we embedded the constructing of
execution views in the development process of the Philips MRI scanner.
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1.6.5 Validation Techniques

Using the classification by Shaw (Shaw 2002) as a reference, the validation of the re-
search result in this thesis combines experience and example techniques.

• Experience. It means that the research result has been used on real examples by
someone else and the evidence of its correctness, usefulness, or effectiveness is
validated by any of the following techniques:

– Qualitative mode. It is a narrative of the application of the research result.

– Empirical. Data is collected on the practice of the research result and statis-
tically analyzed.

– Notation/tool technique. A comparison with other notations or tool tech-
niques is made with similar results in actual use.

In this thesis, we used qualitative models to validate by experience the approach
for the construction of execution views, the execution metamodel, the dynamic
analysis technique to extract runtime information, and the viewpoints for execu-
tion views. The qualitative models are the descriptions about how each of these
results were developed and applied during actual development projects with
Philips Healthcare MRI.

• Example. An example of how the research result work is provided. Two different
types of examples are distinguished:

– Toy Example. A simplified example, which might have been motivated by
reality.

– Slice of Life. A system that the author has developed. As we described in
Section 1.2.1, the Philips MRI scanner is a representative software-intensive
system. This system is the slice of life that was used to validate every re-
search result in this thesis.

Table 1.2 outlines the research process in this thesis by mapping each research ques-
tion to research methods, research results, validation techniques, and the chapter(s) in
this thesis where the mapping is realized.

1.7 Overview of this Thesis

The body of knowledge presented in this thesis is based on journal and conference
articles that are being revised or already published. In this thesis, the articles have
minor modifications to make consistent the style, structure, and terminology.

Chapter 2, under revision for a special issue on software architecture of the Journal
on Empirical Software Engineering, is a joint work with Pieter van der Spek that re-
ports a systematic literature review on dependency analysis solutions. The review is
practice-driven because its research questions, execution, and reporting are driven by
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Table 1.2: Overview of the research process in this thesis.

RQ Research Method Research Result Validation
Technique

Chapter(s)

RQ-1 Interview
Case study
Critical analysis of
the literature

Qualitative or descrip-
tive model
Answer or judgment

Descriptive
model

2

RQ-2 Interview
Case study
Proof of concept

Procedure or technique Qualitative
model
Slice of life

3, 4

RQ-2.1 Proof of concept Analytical model Qualitative
model

3, 5

RQ-2.2 Case study
Proof of concept

Procedure or technique
Answer or judgment

Qualitative
model
Slice of life

3, 4

RQ-3 Interview
Proof of concept

Procedure or technique
Qualitative or descrip-
tive model
Notation or tool

Qualitative
model
Slice of life

5

RQ-4 Interview
Proof of concept
Case study

Procedure or technique
Report

Slice of life 6

RQ-5 Interview
Proof of concept
Case study

Report Slice of life 3, 5, 6

the characteristics of the practice of a group of software architects at Philips Health-
care MRI. The review produced an overview and assessment of the state-of-the-art
and applicability of dependency analysis. The overview represents the answers for
RQ-1 and provides insights about definitions related to dependency analysis, the sort
of development activities that need dependency analysis, and the classification and
description of a number of dependency analysis solutions. The contribution of the
chapter is for both practitioners and researchers, who can take it as a reference to learn
about dependency analysis and match their own practice to a provided assessment.

Chapter 3, under review for publication in the Journal of Software Maintenance and
Evolution, is an extended version of our work (Callo Arias et al. 2008), published at
the 15th Working Conference on Reverse Engineering. The chapter presents an archi-
tecture reconstruction approach to construct execution views for the software embed-
ded in the Philips MRI scanner. The implementation and validation of the approach
and its components represent the answers for RQ-2, RQ-2.1, and RQ-2.2. In addition,
Section 3.7 contributes to the answer for RQ-5. The foundation of the approach is a
dynamic analysis technique, originally designed to enable the identification of depen-
dencies between the runtime entities. The technique extracts architectural informa-
tion from logging and runtime measurements applying an execution metamodel and
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a rule-based mechanism. The metamodel organizes the runtime concepts and abstrac-
tions to describe the runtime of a software system, e.g., scenarios, components, and
processes rather than usual code artifacts such as modules, classes, or objects.

Chapter 4, published at the 16th Working Conference on Reverse Engineering, de-
scribes the construction of a resource usage view (Callo Arias, America and Avgeriou
2009a). The article shows the application of the architecture reconstruction approach,
presented in Chapter 3, to construct a resource usage view. This kind of view con-
sists of models that are important assets to analyze and control usage of hardware
resources such as processors and memory elements. The application provides insights
to answer RQ-2 and RQ-2.2. The view constructed as part of the application of the ap-
proach helped practitioners in Philips Healthcare MRI to address their concerns about
resource usage in terms of the system-specific runtime elements such as execution sce-
narios, tasks, software components, processes, and threads.

Chapter 5, published in the special issue Best Papers from the IEEE/IFIP WICSA/ECSA
2009 of the Journal of Systems and Software (Callo Arias, America and Avgeriou 2010),
is an extended version of our work (Callo Arias, America and Avgeriou 2009b). In this
paper, we describe how to follow the conceptual framework of the ISO/IEC 42010
Std. to formalize and make explicit the concept and value of an execution view within
Philips Healthcare MRI. Following the framework resulted in defining a set of view-
points that capture a set of guidelines to construct and use execution views. The guide-
lines address the requirements for execution views that we identified conducting a
series of interviews with Philips Healthcare MRI experts. The combinations of the de-
fined viewpoints and our observations from constructing execution views has helped
us to document mature viewpoints to support the construction and use of execution
views within Philips Healthcare MRI. The research results reported in the chapter rep-
resent the answer for RQ-3, as well as for RQ-2.1 and RQ-5 in Section 5.3.3.

Chapter 6, published in the special issue Software Evolution of the Journal Science
of Computer Programming (Callo Arias, Avgeriou, America, Blom and Bachynskyy
2010), reports our experience using a top-down strategy to construct and use an exe-
cution view during a development project for the Philips MRI scanner. We designed
the strategy to embed the architecture reconstruction solution for execution views in
the development process. The experience with the strategy helped to transfer the
knowledge on how to construct and use execution views to key software architects
and designers. The application of the strategy helped us to construct an up-to-date
execution view for the start-up process of the Philips MRI scanner. With his view as a
blueprint, practitioners at Philips Healthcare MRI quickly reduced by 3̃0% the start-up
time of the Philips MRI scanner and set up a new system benchmark for the system
performance. The experience reported in this chapter builds up the answer for RQ-4
and RQ-5.

Chapter 7 concludes the study in this thesis. We provide answers for the research
questions and remarks about the research contribution. In addition, we describe some
open issues within our research that can motivate further research activities.





Chapter 2

A Systematic Review of Dependency Analysis
Solutions

Published as: Trosky B. Callo Arias, Pieter van der Spek, Paris Avgeriou – “A practice-driven
systematic review of dependency analysis solutions,” Empirical Software Engineering, March 2011.

Abstract

When following architecture-driven strategies to develop large software-intensive systems,
the analysis of the dependencies is not an easy task. In this chapter, we report a systematic
literature review on dependency analysis solutions. Dependency analysis concerns making
dependencies due to interconnections between programs or system components explicit.
The review is practice-driven because its research questions, execution, and reporting were
influenced by the practice of a group of software architects at Philips Healthcare MRI. The
review results in an overview and assessment of the state-of-the-art and applicability of de-
pendency analysis. The overview provides insights about definitions related to dependency
analysis, the sort of development activities that need dependency analysis, and the classifi-
cation and description of a number of dependency analysis solutions. The contribution of
this paper is for both practitioners and researchers. They can take it as a reference to learn
about dependency analysis, match their own practice to the presented results, and to build
similar overviews of other techniques and methods for other domains or types of systems.

2.1 Introduction

The development of methods and techniques to understand and analyze software sys-
tems is an active research area with considerable attention from the software indus-
try. Software organizations are aware of the fact that without sufficient understand-
ing of the systems they develop, maintenance and evolution becomes expensive and
unpredictable. For instance, one of the major challenges in software maintenance is
the need to determine the effects of modifications made to a program (Loyall and
Mathisen 1993). The overall cost of a small change (affecting only a handful of lines of
code) can already be extremely high, especially when the information about the inter-
connections between the components that make up the system is limited or not reli-
able. This is true even for well-structured systems that minimize but do not eliminate
the interconnections among system objects that lead to unexpected effects (Moriconi
and Winkler 1990) and dependencies.

Some of the methods and techniques to increase the understanding of software
systems are especially geared to conduct dependency analysis. Dependency analysis
concerns making dependencies due to interconnections between programs or system
components explicit. Over the last decades, researchers have produced a number of
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solutions (methods, tools, and techniques) to support the analysis of dependencies in
software systems. Our interest in dependency analysis has its origin in the context
of our research project (van de Laar et al. 2007). We investigate how to improve the
evolvability (the ability to respond effectively to change) of software-intensive systems
studying a Magnetic Resonance Imaging (MRI) scanner developed by our industrial
partner, Philips Healthcare MRI.

In the context of our project, one of our early observations was that indeed infor-
mation about dependencies was important to improve the evolvability of the Philips
MRI scanner. However, we also observed that in the development of this system, de-
pendency analysis was a time-consuming activity conducted on an ad hoc basis and
without proper support (e.g., tools and techniques). Even though this situation was
a good candidate for improvements, our ability to propose or develop improvements
was limited by the fact that practitioners had an unclear perception about the value
of dependency analysis and how it could improve their practice. Thus, we decided to
build an overview that practitioners could use to improve their knowledge and per-
ception about dependency analysis.

In this chapter, we report a systematic literature review (Kitchenham 2004b) that
we conducted to build the overview of dependency analysis. The review is practice-
driven due to three main aspects. First, the research questions come from observations
that we collected interacting with a group of architects and designers at Philips Health-
care MRI. Second, the design and execution of the review protocol aimed at finding
and presenting research results that practitioners can use, rather than research trends
upon which researchers can base future research. Third, the review includes an assess-
ment of research results taking into account the practical characteristics of the software
embedded in the Philips MRI scanner and its development process.

We used the constructed overview to improve the practitioners’ knowledge about
dependency analysis, and identify the opportunities and constraints to improve de-
pendency analysis in the practice of our industrial partner. The contribution of this
chapter focuses primarily in supporting practitioners to learn about the state-of-art in
dependency analysis. In addition, we show how the state-of-art matches the charac-
teristics and development of a representative large and complex software-intensive
system.

The remainder of this chapter is organized as follows. Section 2.2 describes the con-
text in which we performed the review and the specific research questions. Section 2.3
describes the protocol of the review. Section 2.4 starts the overview describing concep-
tual aspects related to dependency analysis. Next, Section 2.5 describes the application
areas where dependency analysis contribute to. Section 2.6 describes a set of existing
dependency analysis solutions classified by their source of information. Section 2.7
concludes the overview describing how the existing definitions and solutions match
the practical requirements of our particular context, including the identified opportu-
nities for improvement. In Section 2.8, we discuss threats to validity for the review
and the results. Finally, Section 2.9 provides some concluding remarks.
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2.2 Context and Research Questions

We conducted the review as part of our research in the Darwin project (van de Laar
et al. 2007). In this project, we focus on how to improve the evolvability of software-
intensive systems studying a Magnetic Resonance Imaging (MRI) scanner. Thus, when
mentioning practitioners or in practice we refer to the developers and the intrinsic
development of the software embedded in the Philips MRI scanner respectively. In
the rest of this section, we describe the characteristics of the context of our research
project and the research questions that triggered our systematic literature review.

2.2.1 The Software of the Philips MRI Scanner

In Section 1.2.1, we introduced the Philips MRI scanner as a representative software-
intensive system. This system combines various hardware components with a fair
amount of software components. Table 1.1 summarizes the complexity of this system
and its development organization. The software system comprises several million
lines of code written in nine different programming languages (heterogeneous imple-
mentation). In addition, the software has a long history of being exposed to numerous
changes and is composed of legacy parts associated to large investments in both time
and money.

Next to the technical complexity of the system is the complexity of its develop-
ment organization. A Software Architecture Team (SWAT) monitors the architecture-
centric evolution of the software embedded in the Philips MRI scanner. This team
is responsible for the general architecture of the system. The system is decomposed
in several subsystems and components, which are the responsibilities of software de-
signers and internal and external teams of programmers. The development teams of
the Philips MRI scanner are multidisciplinary and with competencies in areas such
as physics, electronics, mechanics, material science, software engineering, and clini-
cal science. These various teams are spread in different geographically locations with
different time zones. The knowledge about the system is spread among the experts
of the organization, and when it comes to the oldest parts of its implementation, this
knowledge may be limited because the documentation is either not up-to-date or not
readily available. These characteristics of the system and its development pose special
requirements for dependency analysis activities. For example, while architects and
designers are mostly interested in high-level or architectural dependencies, program-
mers see dependencies in terms of source-code level constructs such as function calls.

2.2.2 Research Questions

Table 2.1 shows the set of research questions that this systematic review aims at an-
swering. We have defined this set of questions trying to generalize the following ob-
servations that arose within our interaction with practitioners:

Definitions of dependency : We observed that many of the activities that practition-
ers perform are based on implicit knowledge identified as experience or domain
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knowledge. This implicit knowledge is hard to grasp, describe, and often differs
in specialization and complexity from the knowledge in the literature. Among
other things, we identified that the perception of what constitutes a dependency
is part of this implicit knowledge. Definitions of dependency are provided in
the literature, but they usually vary widely. Thus, we found the need to get an
overview of the existing definitions of a ‘dependency’ and see how these defini-
tions matched the implicit definitions of the practitioners.

The need for dependency analysis : Our interaction with practitioners started assum-
ing that dependency analysis was useful. However, we soon realized that we
needed explicit evidence to support our assumption and convince the practi-
tioners. We needed evidence to show why dependency analysis is necessary and
useful for practitioners. Thus, we found the need to get an overview about the
typical use cases and application areas for which researchers have developed
dependency analysis solutions. More importantly, we wanted to find out how
these areas matched the actual needs of practitioners.

Existing solutions : Practitioners were using and testing several solutions to support
the architecting process. They concluded that none of these solutions provided
the desired support for dependency analysis. The goal of the practitioners was to
find out how to solve particular dependency analysis problems using available
resources. Practitioners often decide for solutions that use available and less
expensive resources. Therefore, we had to present them with the problems that
current solutions solve and what resources they require.

Applicability of existing solutions : Finally, the goal of closely working together with
practitioners was to identify which definitions and solutions can be useful and
applicable according to their needs.

Table 2.1: Research questions and motivation
RQ1. What are the proposed definitions of dependencies?
Motivation : In order for dependency analysis solutions to meet practical require-
ments, the starting point is to understand what constitute a dependency.
RQ2. Why is dependency analysis needed (application areas)?
Motivation : Identify the needs/issues/problems in the development software-
intensive systems that can be addressed using dependency analysis.
RQ3. What are the available dependency analysis solutions?
Motivation : Obtain an overview of the existing solutions and the required resources
in order to be able to complement, build on top or reuse these solutions.
RQ4. Are the proposed definitions and solutions usable in practice?
Motivation : Evaluate existing definitions and solutions based on the characteristics
and requirements of software-intensive systems.
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Target Audience

As one of the goals of the project is to support the SWAT at Philips Healthcare with
identifying dependencies in their software system, we aimed at making the results
of this review usable for them and, more in general, for people working with large
software-intensive systems. In addition, the results of this review could provide de-
pendency analysis researchers a better insight in the needs that practitioners have, the
subjects that have already been covered, and the subjects that still require attention
and could be useful in everyday practice.

2.3 Design of the Review

The protocol for conducting our review is based on the guidelines for systematic litera-
ture reviews as proposed in (Kitchenham 2004b). Figure 2.1 illustrates the main phases
of the review protocol: study search and selection, data extraction, data synthesis, and
interpretation. The last phase, interpretation, is an addition to the proposed guide-
lines (Kitchenham 2004b), which we conducted to assess the applicability of the study
results taking the practitioners perspective as reference. In the rest of this section, we
describe the motivation and settings for each of the phases in the protocol. The threats
to the validity of this study are discussed in Section 2.8.

2.3.1 Study search and selection

In this phase, we focused on searching and selecting articles from the literature. The
process includes an automatic keyword search strategy and a filtering of the search
results. This process enabled the selection of 70 articles.

Study search

The searching process employs an automatic keyword search strategy using Google
Scholar1 as the search engine. We choose this combination because we want practition-
ers to be able to replicate our search and find the articles using accessible resources.
Further motivation and discussion of this choice is provided in Section 2.8. To limit
the amount of papers from areas of research other than computer science, we enabled
an advanced search option in Google Scholar, which tries to limit the subject area to
papers from “engineering, computer science, and mathematics”. In addition, we set
the search option to search articles published over the last 10 years. We experimented
with several search queries and, in the end, used the following three:

1. "+(dependency OR dependence OR dependencies) analysis"

"software (system OR program)"

2. "dynamic|static|behavioral|structural dependence|dependency"

"analysis|identification|" +software "program|system"s

1http://scholar.google.com/

http://scholar.google.com/
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Figure 2.1: Overview of the systematic review process.

3. +software intitle:Describing|Analyzing|Extracting

|Representing|Tracking|Using intitle:dependencies|dependency

The first query is designed to find papers related to dependency analysis on soft-
ware. Our preliminary investigation showed that the word dependency occurs in
three forms together with the word analysis. Therefore, we require that at least one
of the forms occurs in the search result. This query produced a set SR1 of 703 search
results.

The second query looks for papers mentioning specific types of dependencies. As
we will explain in Section 2.4.2, several types of dependencies exist. Usually, the focus
of a particular study is on a subset of these types. This query therefore tries to identify
papers that mention at least one of the dependency types. This query produced a set
SR2 of 818 search results.

The third query is more restrictive than the first two. This query searches for
software-related articles that explicitly state, i.e., in the title, that they are doing some-
thing with dependencies. The result of this query was a set SR3 of 204 search results.

We designed the first two search queries in an initial or pilot phase of the study.
The third search string was designed taking into account the results of the pilot phase.
Figure 2.2 zooms into the study search and selection phase of the review protocol.
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The figure illustrates the processing of the search results through three filtering phases
(pilot selection, final selection, and quality assessment). For each phase, we describe
the input (sets of search results or selected papers from previous phase), the output
(the number of candidate, in conflict, and excluded papers), number of reviewers, and
the set of selected papers.

Figure 2.2: Study selection and quality assessment process.

Study selection

The study selection is an exclusion process of two phases, i.e. pilot selection and final
selection, to evaluate the three sets of search results (see Figure 2.2). The pilot selection
consists of two filters (1a and 1b). The input for this phase was the union of the first
two sets of search results: 1423 unique search results and 98 duplications.

In filter 1a, we excluded results that were obviously false positives. False positives
include results from other fields than software engineering and computer sciences that
Google Scholar did not filter. The first two authors reviewed the search results inde-
pendently from each other looking at the title and the venue of the paper linked by the
search result. The output of this step was the common selection of 68 candidate pa-
pers, the exclusion of 1257 results, and 98 results with no common agreement (marked
as Papers in conflict). This set of papers in conflict was the input for filter 1b where
we conducted a shared discussion on each paper. The output of filter 1b increased the
set of candidate papers to 92 and the number of excluded results to 1331. After this
filter, we concluded the pilot selection and designed the third query string taking into
account the results from the shared discussion.
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The final selection was Filter 2. The input for this filter was the union of the third set
of search results and the set of candidate papers from the pilot selection: 212 unique
search results and 84 duplications. We followed the same process as in the pilot se-
lection scanning the titles, venues, and abstracts. We extended the false positive cri-
teria excluding papers that have relation to the domain of computer science but not
software engineering, e.g. bioinformatics (Fundel et al. 2007), and papers that use de-
pendency analysis for different purposes than for analyzing software, e.g. state/event
model checking (Lind-Nielsen et al. 2001). The output consisted of 152 candidate pa-
pers and the 60 false positives.

Quality assessment

We conducted a third filter to assess the quality and relevance of the 152 candidate
papers. The quality criteria that we used were based on three properties that a paper
should have to fit in the context of our review. First, a paper provides a definition
or description of the addressed dependency. Second, a paper provides information
about the use cases or application area of the proposed solution. Third, a paper was
peer-reviewed and published at a venue related to the field of software engineering.
The scores that we used for the first two properties are Y (yes) when the definition or
description is explicit, P (partly) when the definition or description is implicit, and N
(no) when the definition or description cannot be readily inferred.

Each of the first two authors independently annotated the papers with the descrip-
tion and score of the properties. Then, we compared, discussed, and resolved differ-
ences between individual annotations. This process enabled the identification of a set
of four papers with the same authors and equal content but with different titles, ab-
stracts, and venues. The output of the quality assessment was the final selection of 70
papers and the exclusion of 82 papers, including the identified duplications. Table 2.2
lists the selected papers grouped by the venue and the respective venue type. In Ta-
bles 2.7, 2.8, and 2.9, the columns Definition and Application Area match the selected
papers to our quality assessment properties. According to our judgment, the selected
70 papers are those that provide the most clear definitions of dependency or explicitly
state the purpose of the solution described in the paper.

2.3.2 Data extraction

The data extraction was a manual process. We divided the selected papers into two
sets and the first two authors processed one set each extracting two types of data from
each of the selected papers. First, the bibliographical references, including the paper’s
title, authors, venue (journal or conference), and the URL for the digital version. Sec-
ond, a set of relevant properties per paper regarding our research questions:

• For RQ1, a set of definitions about dependencies and types of dependencies.

• For RQ2, a list of use cases or development activities that dependency analysis
contribute to.
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• For RQ3, the types of sources of information used by dependency analysis solu-
tions.

Table 2.2: Summary of venues and selected articles

Type Venue Selected papers

C
on

fe
re

nc
e

APAQS: Asia-Pacific Conf. on Quality Software (Chen et al. 2000)
ASE: IEEE/ACM Intl. Conf. on Automated
Software Engineering

(Vieira and Richardson
2002, Breivold et al. 2008)

ASPLOS: Intl. Conf. on Architectural support
for programming languages and operating sys-
tems

(Narayanasamy et al. 2006)

CAiSE: Intl. Conf. Advanced Information Sys-
tems Engineering

(Khan et al. 2008)

CASCON: Conf. of the Center for Advanced
Studies on Collaborative research

(Ronen et al. 2006)

COMPSAC: Intl. Computer Software and Ap-
plications Conf.

(McComb et al. 2002,
Moraes et al. 2005)

CSMR: European Conf. on Software Mainte-
nance and Reengineering

(Xiao and Tzerpos 2005)

ICAC: Intl. Conf. on Autonomic Computing (Li, Zhang and Hou 2005)
ICCS: Intl. Conf. on Conceptual Structures (Cox et al. 2001)
ICCSA: Intl. Conf. on Computational Science
and Applications

(Mao et al. 2007)

ICFCA: Intl. Conf. Formal Concept Analysis (Pfaltz 2006)
ICPC: Intl. Conf. on Program Comprehension (Lienhard et al. 2007)
ICSE: Intl. Conf. on Software Engineering (Law and Rothermel 2003b,

Maule et al. 2008, Vieira
et al. 2001, Zimmermann
and Nagappan 2008)

ICSEA: Intl. Conf. on Software Engineering
Advances

(Alzamil 2007)

ICSM: Intl. Conf. on Software Maintenance (Balmas et al. 2005, Bink-
ley and Harman 2005, Cos-
sette and Walker 2007, Dong
and Godfrey 2007, Eisen-
barth et al. 2001, Hassan and
Holt 2004, Ishio et al. 2004,
Jasz et al. 2008, Korel et al.
2002)

ISCC: Intl. Conf. on Computers and Commu-
nications

(Keller et al. 2000)

MODELS: Intl. Conf. on Model Driven Engi-
neering Languages and Systems

(Garousi et al. 2006)

Continued on Next Page. . .
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Table 2.2 – Continued
Type Venue Selected papers

OOPSLA: Conf. on Object-oriented program-
ming, systems, languages, and applications

(Sangal et al. 2005)

OTM: On the Move to Meaningful Internet Sys-
tems Confederated Conf.s

(Xiao and Urban 2008)

PDPTA: Intl. Conf. on Parallel and Distributed
Processing Techniques and Applications

(Keller and Kar 2000)

QSIC: Intl. Conf. on Quality Software (Liangli et al. 2006)
SERA: Intl. Conf. on Software Engineering Re-
search, Management and Applications

(Huang and Song 2007,
Vasilache and Tanaka 2005)

TCS: Intl. Conf. on Testing Computer Software (Ryser and Glinz 2000)
VLDB: Intl. Conf. on Very large data bases (Steinle et al. 2006)
WCRE: Working Conf. on Reverse Engineering (Callo Arias et al. 2008,

Moise and Wong 2005)

Jo
ur

na
l

SN: ACM Sigplan Notices (Chen et al. 2002, Li, Zhou,
Wang and Mo 2005)

IJSEKE: Intl. Journal of Software Engineering
and Knowledge Engineering

(Ivkovic and Kontogiannis
2006, Stafford and
Wolf 2001, Xing and
Stroulia 2006)

IST: Information and Software Technology (Jiang, Gold, Harman and Li
2008)

JSME: Journal of Software Maintenance and
Evolution: Research and Practice

(Glorie et al. 2009)

NTCS: New Technologies on Computer Soft-
ware

(Zhao 2001)

TACO: ACM Transactions on Architecture and
Code Optimization

(Tallam and Gupta 2007)

TOSEM: ACM Transactions on Software Engi-
neering and Methodology

(Robillard 2008)

TSE: IEEE Transactions on Software Engineer-
ing

(Egyed 2003, Eisenbarth
et al. 2003)

Sy
m

po
si

um

SAC: ACM Symposium on Applied Computing (Bohnet et al. 2009)
ESEM: Intl. Symposium on Empirical Software
Engineering and Measurement

(Cataldo et al. 2008, Nagap-
pan and Ball 2007)

IM: IFIP/IEEE Intl. Symposium on Integrated
Network Management

(Brown et al. 2001)

ISCIS: Intl. Symposium on Computer and In-
formation Sciences

(Jourdan et al. 2006)

ISSRE: Intl. Symposium on Software Reliability
Engineering

(Law and Rothermel
2003a, Zimmermann and
Nagappan 2007)

Continued on Next Page. . .
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Table 2.2 – Continued
Type Venue Selected papers

ISSTA: Intl. symposium on Software testing
and analysis

(Xin and Zhang 2007)

METRICS: Intl. Symposium on Software Met-
rics

(Leitch and Stroulia 2003)

NOMS: Network Operations and Management
Symposium

(Gao et al. 2004)

SFM: Intl. School on Formal Methods: Software
Architectures

(Stafford et al. 2003)

W
or

ks
ho

p

DSOM: IFIP/IEEE Intl. Workshop on Dis-
tributed Systems: Operations and Management

(Agarwal et al. 2004, Gupta
et al. 2003)

IWPC: Intl. Workshop on Program Compre-
hension

(Chen and Rajlich 2000)

IWPSE: Intl. Workshop on Principles of Soft-
ware Evolution

(Zhao 2002)

MSR: Intl. Workshop on Mining Software
Repositories

(Kagdi and Maletic 2007)

PASTE: ACM SIGPLAN-SIGSOFT Workshop
on Program Analysis for Software Tools and En-
gineering

(Zhang and Ryder 2007)

VISSOFT: Intl. Workshop on Visualizing Soft-
ware for Understanding and Analysis

(Holmes and Walker 2007)

2.3.3 Data synthesis

In this phase, we summarized and tabulated the extracted data following a bottom-
up process. We aimed at producing the foundations for the overview (see the tran-
sition between Data extraction and Data synthesis in Figure 2.1). Thus, we focused
on the analysis of the extracted data to answers our first three research questions (see
Table 2.1). The results are presented in Section 2.4, Section 2.5, and Section 2.6 as sum-
maries and categorizations that practitioners can use as overviews at first and then, if
needed, as links or references to investigate details.

2.3.4 Interpretation

In the interpretation phase we aimed at collecting the information to answer our fourth
research question (see Table 2.1). The interpretation process started with presenting
the summaries for RQ1 (see Section 2.4), RQ2 (see Section 2.5), and RQ3 (see Sec-
tion 2.6) to the practitioners. We iterated several times to agree on the content and
format of the summaries, and to capture the practitioners’ perception. We captured
this perception by observing and asking practitioners about their concerns regarding
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the applicability and potential usage of the information presented in the summaries.
Then, we used the collected perception to build the summary for RQ4 (see Section 2.7).

2.4 Overview of Concepts about Dependencies

Dependency analysis aims to make information about dependencies explicit and ac-
cessible, which is of paramount importance when changing or evolving a software
system (Loyall and Mathisen 1993, Podgurski and Clarke 1990). However, this re-
quires knowledge on what a dependency is. Therefore, we have looked at existing
definitions of dependencies in the literature.

2.4.1 Definition of dependencies in the literature

Much of the present literature takes the definition of dependency for granted and
where definitions are given, they vary widely. One of the first definitions of depen-
dency in the literature of computer science was stated by Stevens, Myers, and Con-
stantine (Stevens et al. 1974): a dependency is the degree to which each component relies on
each one of the other components in the software system. The fewer and simpler the connections
between components, the easier it is to understand each component without reference to other
components. This definition, introduced in 1974, has since been used by many authors
and applied to various different areas.

Another definition, similar to the one provided by Stevens et al., is proposed by
Vieira et al. (Vieira and Richardson 2002). They state that dependencies reflect the
potential for one component to affect (via the various in and outputs) or be affected
by the elements (e.g., other components, the platform on which it runs) that compose
the system. Although this definition is similar to, it is not the same as the definition
provided by Stevens et al. as Vieira et al. have removed the notion of strength from
their definition.

Most of the more recent definitions (Mehta et al. 2000, Loyall and Mathisen 1993,
Podgurski and Clarke 1990, Stafford and Wolf 1998, Cox et al. 2001) describe depen-
dencies in software systems as relations between components. These dependencies,
regardless of their complexity, provide mechanisms for transferring data, control, or
both from one component to another. Transfer of control and data are often related
to structures in the system source code like function calls and conditional statements.
Unfortunately, these definitions are hard to use when looking at a system in other
ways than by examining the source code. For instance, looking at the dynamic behav-
ior of the system often involves abstractions which are not available in the source code.
Therefore, some authors choose more high-level definitions and look at dependencies
as interactions between different managed objects or components which are only ob-
servable from outside of the application (Allen and Garlan 1997, Keller et al. 2000).
These dependencies can even run between elements that are not part of the same sys-
tem. This is especially the case when trying to identify so-called operational depen-
dencies as described by Brown et al. (Brown et al. 2001). Examples of these dependen-
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cies are the dependencies between a web application, the web naming service it relies
on, the underlying database, and the operating system.

2.4.2 Types of dependencies

Besides the concept of dependencies, literature also describes various types of depen-
dencies. However, we consider that they all fit into three main categories:

Structural dependencies : Often, when talking about dependencies, what is actually
meant are structural (Stafford and Wolf 1998, Allen and Garlan 1997) dependen-
cies among parts of a system. Structural dependencies have been widely dis-
cussed in the literature. Structural dependencies can be divided into several
subcategories: content dependencies, common dependencies, external depen-
dencies, control dependencies, stamp dependencies and data dependencies (also
called data flow dependencies) (Stevens et al. 1974, Podgurski and Clarke 1990,
Stafford and Wolf 1998, Allen and Garlan 1997, Myers 1975, Balmas et al. 2005).
Although most structural dependencies can be found by inspecting the source
code (i.e. static analysis of the source code), structural dependencies also exist
on the level of models and application execution. An example of a structural
dependency at the execution level is a web server which executes a diagnostic
routine in order to determine whether there is a problem with the TCP/IP-stack
that is provided.

Behavioral dependencies : In contrast to structural dependencies, behavioral (Stafford
and Wolf 1998) or interaction (Allen and Garlan 1997) dependencies often in-
volve abstractions not directly provided by programming languages: use of pub-
lic interfaces (e.g. external programs or devices), event broadcast, client-server
protocols, temporal ordering, etc. (Mehta et al. 2000, Stafford and Wolf 1998,
Allen and Garlan 1997, Li, Zhou, Wang and Mo 2005). Using the previous ex-
ample for dependencies at the application management level again, a behavioral
dependency exists between the web server and the TCP/IP-stack as well, be-
cause the web server needs the TCP/IP-stack in order to perform its tasks.

Traceability dependencies : In an iterative process, a developer cannot discard the
requirements after the design is built nor can a developer discard the design af-
ter the source code is programmed (Egyed 2003). Therefore, developers have the
need to maintain the inter-relationships between the different artifacts. These
inter-relationships are called traceability dependencies and they characterize the
dependencies between requirements, design, and code (Gotel and Finkelstein
1994, Watkins and Neal 1994, Egyed 2003). Traceability dependencies are dif-
ferent from the other two types of dependencies in that they do not represent
dependencies between the same type of elements, i.e. between code elements
or dynamic aspects of a program, but between different kinds of development
artifacts.



34 2. A Systematic Review of Dependency Analysis Solutions

2.5 Application Areas of Dependency Analysis

In this section we aim to answer our second research question, Why is dependency anal-
ysis needed? (see Table 2.1). The answer to this question is an overview of a set of
activities that dependency analysis solutions, in the literature, claim to support or ad-
dress. The motivation to build the answer in this way is also observation in practice.
Practitioners often relate their needs to the activities they perform within the different
phases of a given development project. However, we also observed that these needs
are often not explicit neither easy to identify. Especially from the research perspec-
tive, what specific activities practitioners follow and need support for, is an interesting
topic.

We consider that providing this answer, even before identifying the various exist-
ing solutions, is useful for two reasons. First is to establish the communication with
practitioners. Second is to identify whether dependency analysis support the activi-
ties that practitioners actually perform. Table 2.3 lists the various activities, identified
through the review, that dependency analysis solutions in general claim to support.
We have classified these various activities as a set of application areas that match to
actual tasks conducted by practitioners within the development and maintenance of
software systems. In addition, the table provides references to the solutions which,
according to our criteria, explicitly focus on the given application area. In the rest of
this section, we describe the identified application areas and the contribution of de-
pendency analysis to each of them.

Table 2.3: Summary of selected articles per application
areas
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Agarwal2004 *
Alzamil2007 *
Binkley2005 *
Bohnet2009 *

Breivold2008 *
Brown2001 *

Cataldo2008 *
Chen2000 *

Chen2000a * *
Continued on Next Page. . .
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Table 2.3 – Continued
Application Areas
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Cossette2007 *
Dong2007 *

Egyed2003 *
Eisenbarth2001 *
Eisenbarth2003 *

Gao2004 *
Garousi2006 *

Glorie2009 *
Gupta2003 *

Hassan2004 *
Holmes2007 *
Huang2007 *

Ishio2004 *
Ivkovic2006 *

Jasz2008 *
Jiang2008 *

Jourdan2006 *
Kagdi2007 *
Keller2000 *

Keller2000a *
Khan2008 *
Korel2002 *
Law2003a *

Leitch2003 *
Li2005 *

Lienhard2007 *
Mao2007 *

Maule2008 *
McComb2002 *

Moise2005 *
Moraes2005 *

Nagappan2007 *
Narayanasamy2006 *
Continued on Next Page. . .
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Table 2.3 – Continued
Application Areas
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Pfaltz2006 *
Robillard2008 *

Ronen2006 *
Ryser2000 *

Sangal2005 *
Stafford2001 *
Stafford2003 *

Steinle2006 *
Vasilache2005 *

Vieira2001 *
Vieira2002 *

Xiao2008 *
Xin2007 *

Xing2006 *
Zhang2007 *

Zhao2001 *
Zhao2002 *

Zimmermann2007 *
Zimmermann2008 *

2.5.1 Application Level Analysis and Management

When systems are deployed in the field and used by end-users, system’s components
or applications result in more places and paths than those considered within the de-
sign and development. Application level analysis and management focuses on the
behavior of systems in the field and related ”end-user noticeable” system aspects, e.g.,
performance, availability, and other end-user-visible metrics (Brown et al. 2001). In-
formation about dependencies in this context is often necessary and useful to support
system managers and administrators who concern about the effects and propagation
of system applications problems in the field. The available dependency analysis so-
lutions to support this area (see Table 2.3) aim at identifying structural and behav-
ioral dependencies between major elements of a running system (subsystems. ap-
plications, services, data repositories etc.). These solutions support practitioners in
the management of end-user-reported problems conducting activities such as auto-
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mated distributed management (Keller and Kar 2000), problem determination (Brown
et al. 2001, Li, Zhang and Hou 2005, Gao et al. 2004, Gupta et al. 2003, Agarwal
et al. 2004), root cause analysis and fault localization (Steinle et al. 2006), and maintain-
ing the correctness of concurrency in multi processes systems (Xiao and Urban 2008).

2.5.2 Architecture Description and Analysis

Due to the increasing size and complexity of software systems, architectural descrip-
tions have become important assets for development organizations. Practitioners such
as software architects and designers often construct and use architectural descriptions
to facilitate the communication within the various stakeholders. Practitioners use ar-
chitectural descriptions to document and analyze many aspects of a system’s structure
and behavior, including dependencies at an architecture level. In the literature, a num-
ber of dependency analysis solutions are presented to support dependency analysis as
part of activities related to the construction and use of architectural descriptions (see
Table 2.3). These activities include, the analysis and understanding of formal archi-
tectural descriptions (Stafford and Wolf 2001, Stafford et al. 2003, Zhao 2001), code
architecture analysis (Sangal et al. 2005), and the description of large component-base
systems (Vieira et al. 2001, Vieira and Richardson 2002).

2.5.3 Change Impact Analysis

Dependency analysis is often applied to assess the impact of changes, i.e. change
impact analysis. Change impact analysis is used by practitioners (e.g., architects, de-
signers, developers, and testers) to assess the effect of a change in the system they
develop or maintain. This analysis is important because changes in one part of a sys-
tem do not stand on their own, but require further modifications in other parts of
the system. Dependency analysis support change impact analysis in many different
ways (see Table 2.3). First, some solutions are presented to support change impact
analysis on specific type of systems, e.g., aspect-oriented (Zhao 2002), component-
based (Mao et al. 2007), and object oriented (Huang and Song 2007, Xing and Stroulia
2006). Second, other solutions support specific activities around change impact anal-
ysis such as change prediction (Hassan and Holt 2004, Law and Rothermel 2003b,
Kagdi and Maletic 2007), identification of dependence clusters and dependence pol-
lution (Binkley and Harman 2005), dynamic impact analysis in object-oriented pro-
grams (Huang and Song 2007), identification of class change profiles (Xing and Stroulia
2006), impact of database schema change (Maule et al. 2008), and efficient source code
navigation (Robillard 2008). Third, a number of other solutions are presented to sup-
port change impact on development aspects such as the relation between evolvability
and modularity (Breivold et al. 2008), independent development (Glorie et al. 2009),
and requirement change impact on architectural elements (Khan et al. 2008).
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2.5.4 Program/System Understanding

It is well known that practitioners spend a considerable amount of time studying ar-
tifacts such as source code and documentation as part of the maintenance. This is
often necessary to gain a sufficient level of understanding about the system that is
developed or maintained. Program and system understanding is another popular
area supported by dependency analysis solutions (see Table 2.3). Dependency anal-
ysis solution supports the understanding of systems like concurrent software sys-
tems (Chen and Rajlich 2000) and multi-languages/poly-lingual systems (Moise and
Wong 2005, Cossette and Walker 2007). The main activities around program under-
standing supported by dependency analysis include the identification of particular
types of dynamic dependencies (Xin and Zhang 2007, Jasz et al. 2008, Pfaltz 2006), pro-
gram slicing analysis (Jiang, Gold, Harman and Li 2008), and reuse analysis (Holmes
and Walker 2007).

2.5.5 Quality Assurance, Testing and Debugging

Quality attributes include reliability, availability, safety, and performance. Assuring
these quality attributes in a software system is an important concern for practitioners,
especially when developing dependable software-intensive systems, e.g. command
and control systems, aircraft aviation systems, robotics, and nuclear power plant sys-
tems. Testing and debugging are the usual activities that development organizations
perform to verify and assure the quality of such systems.

Dependency analysis supports quality assurance through planning and implemen-
tation activities (see Table 2.3). In the planning, dependency analysis support the
forecasting of load levels of system components (Garousi et al. 2006), and predic-
tion of defects and failures (Zimmermann and Nagappan 2008, Zimmermann and
Nagappan 2007). Forecasting the load level of system components is supported by
analyzing behavioral dependencies on model designs. This type of analysis aims at
devising appropriate provisions for the most dependable entities of a system before
implementation. Also, practitioners (e.g. managers) could identify in advance the
system or program units that are more likely to face defects and compromise the sys-
tem’s quality. With this information at hand, practitioners can estimate the time and
cost for the design and execution of testing activities, especially for the units that may
need to be tested the most. Some of the testing activities supported by dependency
analysis are interclass testing (Zhang and Ryder 2007), model-based regression test-
ing (Korel et al. 2002), scenario-based testing (Ryser and Glinz 2000), and test suite
reduction (Jourdan et al. 2006).

Dependency analysis solutions can also be used to explain post-release failures(Nagappan
and Ball 2007) and to guide the insertion of faults into source code (Moraes et al. 2005)
to accelerate errors and failures situations. These activities are useful to observe the
system’s behavior in the presence of faults and identify the source code elements that
should be monitored for debugging during the implementation. Debugging is looking
for the anomalies in the code, which are syntactic patterns that evidence a program-
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ming error or irrespective use of the language specification, e.g., using a variable be-
fore it has been defined. Dependency analysis supports debugging by looking for vari-
ous kinds of anomalies in program statements (Podgurski and Clarke 1990), bug intro-
duction in C/C++ programs (Bohnet et al. 2009), replay debugging for multi-threaded
programs (Narayanasamy et al. 2006), and even debugging of aspect-oriented soft-
ware (Ishio et al. 2004).

2.5.6 Refactoring and Modularization

A long-standing technique for improving an existing design is diligent restructuring
through local code transformations, commonly knows as “Refactoring” (Fowler 1999).
Dependency analysis solutions provide support for predicting the Return on Invest-
ment (ROI) for possible design restructuring (Leitch and Stroulia 2003). It is often hard
for practitioners decide and quantify the trade-off between the up-front cost of restruc-
turing and the expected downstream savings. Similar to refactoring, taking decisions
about modularization is hard in practice.

Modularization is often considered as a beneficial technique to reduce interdepen-
dencies among the components of a system. Dependency analysis supports practition-
ers in the identification of dependencies that should be taken into account for mod-
ularization and reduction of work dependencies (Cataldo et al. 2008). The support
includes how to detect and model the kind of dependencies that go against modu-
larization and might have to be removed. The first kind are the relationships that
appear due to the particularities of the implementation paradigm and design (Dong
and Godfrey 2007). The second kind are redundant relationships that create undesired
coupling between implementation modules, which often do not contribute to the re-
spective system function output (Alzamil 2007).

2.5.7 Traceability and Feature Analysis

Software development artifacts such as model descriptions, specifications, and source
code are highly interrelated. Changes in one artifact might cause changes in another
producing a cascade of changes. Trace dependencies characterize such relationships in
an abstract fashion. A common problem in practice is that the absence of information
about trace dependencies or the uncertainty of its correctness, limits the usefulness
of software models during software development activities. In the literature several
solutions are presented to address this situation (see Table 2.3). The support include
automated approaches to generate and validate trace dependencies (Egyed 2003), so-
lutions to link the result of requirement analysis, i.e. scenario descriptions, with model
designs (Vasilache and Tanaka 2005), and solutions to synchronize design models and
the respective implementation code (Ivkovic and Kontogiannis 2006).

Similar to the identification of trace information, it is important to identify which
parts of the source code implement a given system feature (system’s externally visible
behavior). This information is in general not obvious or out-dated, which causes that
understanding the system becomes harder every time a feature is changed. Depen-
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dency analysis solutions provide support for the identification and analysis of system
features mainly by conducting scenario-based analysis (Chen et al. 2000, Eisenbarth
et al. 2003, Eisenbarth et al. 2001, Lienhard et al. 2007).

2.6 Existing Dependency Analysis Solutions

In this section, we present the answer to our third research question (see Table 2.1).
The answer describes existing dependency analysis solutions groped by their source
of information. Dependency analysis solutions take the source of information as input
data and transform it into information at a higher level of abstraction. Information
at a higher level of abstraction is then be used to reason about the dependencies and
to solve issues in the various application areas (see Section 2.5). The sources of infor-
mation used among existing dependency solutions can be classified as: source code,
descriptions and models, and run-time monitored and configuration data.

There are alternative criteria to classify dependency analysis solutions, e.g., the
kind of information output, the required interaction, or the degree of user interven-
tion. However, our decision to classify dependency analysis solutions by the source of
information was driven by the resource-constrained perspective of practitioners (see
Section 2.2.2). Presenting existing solution by their source of information helped us to
make the required resources explicit, i.e. the sort of data that practitioners may require
or should make it available to use a given solution.

2.6.1 Source code-based solutions

Source code is, if not the most popular, the most well-known source used by depen-
dency analysis solutions. Source code provides syntactic and semantic information
that describes the implementation and the structure of a software system. Syntactic
and semantic information in the source code are respectively represented by the ab-
stract syntax tree and abstract semantic graphs. Both, semantic and syntactic code
information describe code artifacts (e.g. variables, operators, methods, classes) and
relationships between them.

Dependency analysis solutions using code information are often used to iden-
tify structural dependencies at different levels of abstractions (e.g. program state-
ments, module, and file level). Table 2.4 shows that among solutions that analyze
source code data one can distinguish three groups based on the analysis approach:
static, dynamic, and change history analysis. The table maps the type of analysis ap-
proach (or combination of approaches) to the application area and the reference of the
identified dependency analysis solution(s). Although the identified approaches are
very different, these approaches share two main underlying characteristics. First, the
identification and description of dependencies is bases on the Program Dependency
Graph(PDG) (Podgurski and Clarke 1990, Ferrante et al. 1987). PDG is a classic depen-
dency model to identify data and control dependencies between program statement
elements (variables, operators, and operands). Second, the identified relationships or
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dependencies link source code related artifacts, but at different levels of abstraction
(e.g. program statements, classes, modules, and even groups of source code files).

Table 2.4: Dependency analysis solutions using source code-based information
Approach Application Areas References

Static Analysis

Arch. description and
analysis

(Sangal et al. 2005)

Change impact analysis (Binkley and Harman 2005, Breivold
et al. 2008, Glorie et al. 2009, Has-
san and Holt 2004, Maule et al. 2008,
Robillard 2008, Zhao 2002)

Program or system under-
standing

(Chen and Rajlich 2000, Cossette and
Walker 2007, Holmes and Walker 2007,
Jiang, Gold, Harman and Li 2008, Moise
and Wong 2005)

Feature analysis (Chen et al. 2000, Glorie et al. 2009)
Quality assurance and
testing

(Ishio et al. 2004, Zhang and Ryder
2007)

Refactoring (Dong and Godfrey 2007, Leitch and
Stroulia 2003)

Dynamic Analysis

Change impact analysis (Huang and Song 2007, Law and
Rothermel 2003a, Law and Rothermel
2003b, Tallam and Gupta 2007)

Program or system under-
standing

(Jasz et al. 2008, Pfaltz 2006, Xin and
Zhang 2007)

Refactoring and modular-
ization

(Alzamil 2007)

Traceability and feature
analysis

(Egyed 2003, Lienhard et al. 2007)

Change History
Analysis

Change impact analysis (Kagdi and Maletic 2007)
Refactoring and Modular-
ization

(Cataldo et al. 2008)

Debugging (Nagappan and Ball 2007)

Static + Dynamic
Analysis

Application level analysis (Ronen et al. 2006)
Quality assurance (Zimmermann and Nagappan 2008,

Zimmermann and Nagappan 2007)
Feature analysis (Eisenbarth et al. 2001, Eisenbarth et al.

2003)
Static + Dynamic
+ Change Hist.
Analysis

Refactoring and modu-
larization, change impact
analysis, and debug.

(Bohnet et al. 2009)

Static analysis

Dependency analysis solutions based on static analysis are extensions of the PDG (Chen
and Rajlich 2000, Ishio et al. 2004, Leitch and Stroulia 2003, Chen et al. 2000, Zhao 2002)
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and the Dependency (or Design) Structure Matrix (DSM) (Sangal et al. 2005, Breivold
et al. 2008). A variety of static analysis techniques are used by dependency solu-
tions to discover and present dependency information in graphs and matrices. These
techniques are approximation algorithms (Zhang and Ryder 2007), context-sensitivity
dataflow (Maule et al. 2008), formal concept analysis and clustering (Glorie et al.
2009), island grammars (Cossette and Walker 2007), search-based slicing (Jiang, Gold,
Harman and Li 2008), source code navigators for heterogeneous code (Moise and
Wong 2005), topology analysis (Robillard 2008), and annotations and navigation mod-
els (Holmes and Walker 2007)). The goal of these techniques is to reflect the system
structure and highlight patterns and problematic relationships that practitioners deal
with through various application areas (see Table 2.4).

Dynamic analysis

Dependency analysis solutions based on dynamic analysis use source code-based data
in the form of execution traces. An execution trace can be identified as function, pro-
cedure, or method being called. Execution traces are collected using techniques such
as source code instrumentation, platform profiling, and compiler profiling. Most tech-
niques and tools for execution trace analysis are presented for specific paradigms and
even specific programming languages (Hamou-Lhadj and Lethbridge 2004). In the
cases of dependency analysis, most solutions are to analyze object oriented imple-
mentations exploring relationships such as inheritance, polymorphism, and dynamic
binding of languages such as Java and C++ (Lienhard et al. 2007, Egyed 2003).

The dynamic analysis techniques used among dependency analysis solutions in-
clude, footprint graph analysis (Egyed 2003), clustering (Xiao and Tzerpos 2005), whole
path profiling (Law and Rothermel 2003b, Law and Rothermel 2003a), object flow
analysis (Lienhard et al. 2007), redundant coupling detection (Alzamil 2007), online
detection (Xin and Zhang 2007), execute after/before analysis (Jasz et al. 2008), com-
pression and traversing of traces (Tallam and Gupta 2007), and formal concept anal-
ysis (Pfaltz 2006). These techniques enable dependency analysis in two ways. First,
these techniques identify relationships between object oriented code artifacts, e.g., ob-
jects, classes, and methods that happen at run-time. Second, these solutions also iden-
tify traceability dependencies between system features, execution scenarios, design
models, and object oriented code artifacts. Table 2.4 illustrates the application areas
supported by these various techniques. For a more exhaustive analysis of solutions
that analyze execution traces, without a particular focus on dependencies, we refer
the reader to (Hamou-Lhadj and Lethbridge 2004).

Historical analysis

Dependency analysis solutions based on historical analysis use the change history of
source code artifacts. Change history of source code artifacts provides information
about change patterns, e.g. a set of code files that were changed together frequently in
the past. Change patterns are the relationships that solutions in this group characterize
as dependencies. The identified historical analysis techniques include the analysis
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of modification requests (Cataldo et al. 2008), co-change mining (Kagdi and Maletic
2007), and analysis of churn metrics (Nagappan and Ball 2007). Table 2.4 illustrates
the application areas supported by these various techniques.

Combining information sources

Some dependency analysis solutions propose combinations of analysis approaches to
increase completeness and precision of dependency information. We identified two
main combinations: static with dynamic analysis, and static with dynamic and change
history, which are applied to support various application areas (see Table 2.4). The
techniques used by solutions that combine static and dynamic analysis include con-
cept analysis (Eisenbarth et al. 2003, Eisenbarth et al. 2001), pattern languages (Ronen
et al. 2006), and network analysis (Zimmermann and Nagappan 2008, Zimmermann
and Nagappan 2007). Concept analysis is applied using a scenario-based approach
that combines execution traces and static relationships. A pattern language is applied
to abstract execution traces into relationships that describe the access to system level
resources, e.g. databases, message queues, and control systems. Network analysis
is applied to track dependency information at the function level (including calls, im-
ports, exports, RPC, COM, and Registry accesses) and present it at the level of binaries
and system modules.

A solution that combines static with dynamic and change history analysis is pre-
sented in (Bohnet et al. 2009). The technique of this solution focuses on the reduction
of change sets (historical information) by projecting them onto execution traces and
static relationships that involve the source code artifacts in the change sets.

2.6.2 Descriptions and Model-based solutions

System documentation includes diagrammatic and semi-formal descriptions about the
structure and behavior of a software system at a high level of abstraction. These dia-
grammatic descriptions include representations such as UML diagrams and sketches
with blocks and arrows. Other semi-formal descriptions include descriptions using
Architectural Description Languages (ADLs) and Interface Description Languages (IDLs),
which are initiatives of the research community on software architecture and component-
based platform to describe systems at an architectural level.

Table 2.5 summarizes the identified dependency analysis solutions that use dia-
grammatic representations and semi-formal descriptions to identify dependencies (be-
havioral and structural) at a high level of abstraction such as architectural level, rather
than at the level of source code artifacts.

Diagrammatic Descriptions

Dependency analysis solutions work with various types of diagrammatic represen-
tations such as top-down descriptions (McComb et al. 2002), component-based mod-
els (Vieira and Richardson 2002), matrix models (Mao et al. 2007, Xing and Stroulia
2006, Khan et al. 2008), chart diagrams (Garousi et al. 2006, Moraes et al. 2005, Ryser
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Table 2.5: Dependency analysis solutions using description and model-based information
Approach Application Areas References

Analysis of
Diagrammatic
Descriptions

App. level analysis and
management

(McComb et al. 2002)

Architecture description
and analysis

(Vieira and Richardson 2002)

Change impact analysis (Mao et al. 2007, Khan et al.
2008, Xing and Stroulia 2006)

Quality assurance (Garousi et al. 2006, Ryser and
Glinz 2000, Moraes et al. 2005)

Traceability (Ivkovic and Kontogiannis
2006, Vasilache and
Tanaka 2005)

Analysis of
Semi-formal
Descriptions

Architecture description
and analysis

(Stafford and Wolf 2001, Zhao
2001, Vieira et al. 2001, Stafford
et al. 2003)

Testing (Korel et al. 2002, Jourdan et al.
2006, Liangli et al. 2006)

and Glinz 2000), and business process models (Ivkovic and Kontogiannis 2006, Vasi-
lache and Tanaka 2005). Top-down descriptions are used to construct dependency
models for application level analysis (McComb et al. 2002). Component-based models
are used to construct Component Based Dependency Models (CBDM) for describing
and inferring data/control and direct/indirect dependencies between components (Vieira
and Richardson 2002), and between components’ access points, i.e. interfaces and
ports but using semi-formal interface specifications (Vieira et al. 2001). Matrix mod-
els are the basis for the construction of dependency matrices to analyze changes in
UML models and detect design-level structural modification (Mao et al. 2007, Xing
and Stroulia 2006, Khan et al. 2008).

Dependency analysis solutions use chart diagrams for several purposes. Model-
Based Behavioral Dependency Analysis (MBBDA) (Garousi et al. 2006) derive behav-
ioral dependency information from UML design models. Chart diagrams are also used
to identify chaining in class interfaces from class diagrams and support quality assur-
ance and testing activities (Moraes et al. 2005, Ryser and Glinz 2000). A final set of
solutions using diagrammatic representations apply formal concept analysis to clus-
ter objects in business process models that can be considered dependent (Ivkovic and
Kontogiannis 2006, Vasilache and Tanaka 2005). The cluster identified by these solu-
tions enable the analysis of the traceability between requirement analysis and design.

Semi-formal Descriptions

Solutions that use semi-formal descriptions written on ADLs include chaining analy-
sis (Stafford and Wolf 2001, Stafford et al. 2003) and the construction of architectural
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dependency graphs (ADG) (Zhao 2001). Chaining analysis is used to identify behav-
ioral dependencies using syntactic and structural information of ADL descriptions.
The ADG solution uses the syntactic and structural information of descriptions writ-
ten in the Acme ADL for identifying component-component dependencies. Chaining
and ADG analyze ADL’s descriptions in a similar way than the solutions that analyze
source code, i.e., analysis of semantic and syntactic information. However, in con-
trast to source code, ADL’s source elements represent architecture level elements of
the software system such as components, connectors, and ports.

Extended Finite State Machine (EFSM) models (Korel et al. 2002, Jourdan et al.
2006) are another semi-formal descriptions that describe software systems and are
used by some dependency analysis solutions. Dependency analysis enables the anal-
ysis of differences between an original ESFM model and a modified model, which
help to identify the modified elements and support the reduction of regression testing
activities.

2.6.3 Run-time monitored and Configuration-based solutions

When analyzing an existing system either functioning in the field or under testing, dif-
ferent sources of information are available. These sources include run-time monitored
data and configuration repositories, which provide information about the execution
and setting of the system components.

Table 2.6: Dependency analysis solutions using run-time and configuration information
Approach Application Areas References
Analysis of
Monitored data

Application level analy-
sis and management

(Agarwal et al. 2004, Li, Zhang
and Hou 2005, Steinle et al. 2006,
Xiao and Urban 2008, Brown et al.
2001, Gupta et al. 2003, Gao et al.
2004, Callo Arias et al. 2008)

Debugging (Narayanasamy et al. 2006)
Analysis of
Configuration
Repositories

Application level analy-
sis and management

(Keller et al. 2000, Keller and Kar
2000)

Table 2.6 summarizes the set of dependency analysis solutions that use run-time
monitored data and configuration repositories. These solutions share a number of
characteristic. First, most of these solutions are dedicated to support application level
analysis and management activities (see Section 2.5.1). Second, these solutions see ma-
jor elements of a running system (subsystems, applications, services, data repositories
etc.) as black boxes. Third, these solutions focus on the identification and analysis of
structural and behavioral dependencies between major system elements.
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Run-time monitored solutions

Run-time monitored data describe events that happen within the execution of a sys-
tem (e.g. errors, warnings, resource usage). This data is captured by the system in-
frastructure or with the facilities of the run-time platform (e.g. operating system, mid-
dleware, virtual machine). Logging is the most popular system infrastructure among
software systems to collect monitored data. Logging data is stored in repositories with
system specific formats, which dependency analysis solutions analyze offline using
data mining algorithms to construct dependency models (Steinle et al. 2006, Xiao and
Urban 2008, Callo Arias et al. 2008). Self-healing systems provide monitoring infras-
tructure similar to logging that dependency analysis solutions use to support online
construction and analysis of dependency matrices (Gao et al. 2004).

Most run-time platforms provide built-in instrumentation for monitoring statistic
data about system and platform resources, e.g., invocation and average execution time
counters, which are primarily used for accounting and performance tuning purposes.
The monitored statistics are stored in system repositories with generic formats for all
systems running on a given platform. Dependency analysis solutions first populate
these repositories using fault injection and perturbation of system components. Then,
the solutions analyze the repositories using data-mining algorithm, statistical analy-
sis (Agarwal et al. 2004, Li, Zhang and Hou 2005, Brown et al. 2001, Gupta et al. 2003).
Other solutions use hardware-based monitoring mechanisms to capture shared mem-
ory dependencies for supporting debugging activities (Narayanasamy et al. 2006).

Configuration repositories

Configuration repositories provide information about the setting and configuration
of the elements and environment of software systems. For example, system config-
uration repositories that keep track of the installed software packages, filesets, and
their versions are the Windows Registry of Microsoft Windows platforms, AIX Object
Data Manager (ODM) on IBM AIX platforms, and DPKG on Linux/Debian platforms.
Configuration repositories can be analyzed to extract functional and structural infor-
mation for dependency analysis (Keller et al. 2000, Keller and Kar 2000). For instance,
functional information helps to identify the system available services (e.g. database
service, name service, end-user application service etc.) and structural information
the technical descriptions of the characteristics of software components that realize
the identified services.

2.7 Applicability of Dependency Analysis

In this section we summarize the assessment of dependency analysis solutions that we
conducted in the interpretation phase (see Section 2.3.4). The assessment is composed
of two parts: the applicability of definitions related to dependencies in practice (see
Section 2.7.1), and the applicability of dependency analysis solutions in practice (see
Sections 2.7.2, 2.7.3, and 2.7.4). For each type of dependency analysis solutions we



2.7. Applicability of Dependency Analysis 47

summarize:

• The value, the practitioners’ concerns, and opportunities for improvement that
we identified for each solution.

• The quality assessment of the selected papers selected in the quality assessment
phase (see Section 2.3.1). For the quality assessment, we take into account two
aspects:

– Characteristic of the selected paper. We distinguish the type of system used
for the validation of the proposed solution, see column ’Case’ in Tables 2.7,
2.8, and 2.9. The identified values are Industrial, Open Source (OS), Toy
(typically a very small piece of software not available on any open source
website such as Sourceforge), Other (typically an experiment showing proof
of the concept), or None.

– Practitioners’ perception. According to the practitioners perception, we dis-
tinguish whether the solution is easy to use and ready to use in practice,
see columns ’Easy to Use’, and ’Ready to Use’ in Tables 2.7, 2.8, and 2.9.
For Easy to Use, Y (yes) means that the overhead to identify dependencies
is negligible; P (partly) means that we can cope with the overhead and re-
quired resources without considerable effort; N (no) means that there are
major concerns about overhead and required resources. For Ready to Use,
there are three possible values. Y (yes) means that tool-support and a well
defined process are readily available for the proposed solution, e.g. a tool
can be downloaded from a public website. P (partly) means that we can
implement the tool-support and the application process of the proposed so-
lution without considerable effort. N (no) means that there are major con-
cern about identifying and implementing the tool-support and application
process for the propose solution.

2.7.1 Applicability of definition of dependencies

Although the literature provides various conceptual definitions, we observed that they
do not immediately capture what is considered a dependency in practice. If we look
back at our first research question: What are the proposed definitions of dependencies? and
then ask do they match the practice?, we identified that the answer to the second part is
’no’, at least not entirely due to two major aspects:

Generalization : The definitions only concern specific types of dependencies and thus
have a very narrow scope. Practitioners would primarily find a definition use-
ful if it applies to any kind of dependency. For example, a dependency in the
source code, a dependency which exists between components at run-time, or
any other kind of dependency involving elements such as data and hardware re-
sources (i.e. dependencies to the aggregate system). All of these aspects need to
be studied because they influence the work of software developers’. Therefore,
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the current definitions are not broad enough to encompass these different types
of dependencies but they only deal with specific types.

Context : Definitions do not take into account the context of the system or the organi-
zation. For practitioners whether something is a dependency or not, depends
on the situation. In practice, relationships among system elements are char-
acterized as dependencies taking into account the system’s characteristics, the
development organization, and the development infrastructure. Thus, when de-
velopment activities are distributed over multiple practitioners (e.g. architects,
designers, and developers), and standard development environments (includ-
ing compilers), support the various development activities, a call relationship
between two functions can be considered as a dependency if the two sides of
the relationship are managed by different practitioners. However, a similar re-
lationship between components controlled by the same practitioner is usually
not considered as a relevant dependency. In other words, as long as a practi-
tioner can manage a relationship without the attention of more practitioners or
additional tooling, such a relationship is usually not considered to be a relevant
dependency.

To alleviate these two aspects, we came up with a definition, based on the literature,
our observations, and discussions with practitioners at Philips Healthcare MRI. The
definition, which resembles the definition described in (De Souza 2005), is as follows:

In a large software-intensive system, a dependency is a relationship be-
tween two or more of the system’s components or with the aggregate sys-
tem. It causes that, when one of the involved components changes, the
development organization needs to make considerable changes in one or
more of the related components or the aggregate system.

2.7.2 Source code-based solutions

Static analysis

Source code-based solutions that use static analysis are usually meant for identifying
structural dependencies. As structural dependencies are implemented through code
constructs such as function calls and shared variables, approaches that use this infor-
mation have a high degree of accuracy when it comes to the dependencies they iden-
tify. When dependencies are related to tangible and explicit constructs, that one can
point out directly in the source code, analyzing and resolving problems around them
is a relatively straightforward activity for practitioners. This makes that source code-
based solutions are very pleasant for practitioners (e.g., programmers and designers)
and partly explains the appeal these solutions have on them.

In practice, however, there are some concerns about the scalability of solutions
using static analysis:
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Data volume : For large and complex implementations, static analysis solutions can
generate enormous volume of data (in the form of dependency graphs). A con-
siderable effort is necessary to extract or identify actual dependencies from this
large volume of data. Part of this problem can be addressed raising the granu-
larity used by most static analysis methods, which does not align with the high-
level perspective of practitioners like software architects and managers.

Heterogeneity : Currently most static analysis solutions are not designed to cross
the boundaries between software components implemented with different pro-
gramming languages. This problem is even bigger when the implementation
uses languages with different paradigms (e.g. procedural and object-oriented)
and off-the-shelf components whose source code is not available.

There is some room for improvement for the scalability of static analysis solutions.
For example, heterogeneity is addressed in (Kontogiannis et al. 2006) for large multi-
language software systems. However, mechanisms and extensions of static cross-
language analysis are still expensive and miss dependencies due to dynamic behav-
ior (Moise and Wong 2005, Cossette and Walker 2007). Thus, static analysis solutions
do need to be complemented at least with dynamic analysis solutions. In practice,
we observed that such combination is needed to analyze the role of source code arti-
facts in the following type of relationships. First, some relationships arise due to dif-
ferences between implementation, deployment, and the actual system platform. For
example, the actual code components that are deployed and used during execution
could be different from, but compatible with, the ones used in the implementation
and build time. Second, other relationships arise due to communication and inter-
actions between software and hardware elements, which are relevant to manage the
performance and availability of a system.

Dynamic analysis

Dynamic analysis solutions share the properties of and complement static analysis so-
lutions. In addition, dynamic analysis solutions have two main advantages over static
analysis solutions. First, they enable the identification of relationships between code
artifacts that only happen at runtime. Second, their sources of information, i.e., exe-
cution traces do not depend on the specific syntax or semantic of individual program-
ming languages, which makes the application of dynamic analysis solutions easier
when the system at hand has a heterogeneous implementation.

However, when working with dynamic analysis solutions in practice, practitioners
concern about two main aspects:

Overhead : Practitioners have to manage the overhead produced by the techniques
that are used to collect execution traces, e.g., source code instrumentation, plat-
form profiling, and compiler profiling. The application of these techniques to
a system with large and heterogeneous implementation, including components
with partial or no source code available, produce changes in the original runtime
behavior of the system. These changes include variations of end-user-visible
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metrics such as performance and reliability, which are important qualities of
large and complex system.

Data volume : Practitioners need to choose and plan the instrumentation level to
mange the overhead, but also the amount of execution traces. If the instrumenta-
tion is done at the level of functions, methods, or other fine grain code elements
the amount of execution traces will be large. Then, processing this fine grain
data to extract useful high-level information will be difficult. This situation is a
well know issue, which can be addressed with summarization and visualization
techniques (Safyallah and Sartipi 2006, Cornelissen et al. 2007), but also choosing
higher levels of abstraction.

Historical analysis

Historical analysis solutions are a bit different from static and dynamic analysis solu-
tions. Historical analysis solutions happen to identify dependencies that are not based
on explicit source code constructs. Nevertheless, these dependencies are interesting
for practitioners because they can show relationships between elements that are man-
aged by different teams or organizations. In Section 2.7.1 we described that interesting
dependencies are those that create changes in different parts of the system. By analyz-
ing historical data, it is possible to identify files that changed together in the past and
may change in the future, regardless of how the dependency is implemented.

In practice, however, the availability and quality of historical data play an impor-
tant role in how well historical analysis solutions identify useful relationships. We
observed that historical data can be easily discarded due to changes or restructures in
the source code archive. If the source code structure of a system change, relationships
identified using the historical data of the previous structure may not longer exist.

Applicability in practice

In short, source-code based solutions identify dependencies through code constructs
such as function calls and shared variables. Approaches that use this concrete evi-
dence have a high degree of accuracy when it comes to the dependencies they identify,
which makes them very reliable and very attractive for practitioners, as the resulting
information is very tangible. These properties make these techniques especially well
suited for, amongst other things, predicting the impact of changes, refactoring and
feature analysis as can be seen from Table 2.4. However, due to their nature they are
less suited to analyze the runtime system behavior. Furthermore, there is still some
research necessary in order to handle the massive amount of data obtained from large
software-intensive systems and cross the borders of heterogeneous implementations.
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Table 2.7: Assessment of source code-based solutions
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(Alzamil 2007) P Y Toy P N
(Binkley and Harman 2005) Y P OS P N
(Bohnet et al. 2009) Y Y Industrial Y N
(Breivold et al. 2008) Y Y Industrial P P
(Cataldo et al. 2008) P P None N N
(Chen and Rajlich 2000) P P OS P P
(Chen et al. 2000) Y P None N N
(Cossette and Walker 2007) P Y OS P N
(Dong and Godfrey 2007) Y P OS N N
(Egyed 2003) Y Y Industrial N P
(Eisenbarth et al. 2001) P Y OS P P
(Eisenbarth et al. 2003) Y Y OS N N
(Glorie et al. 2009) Y Y Industrial N P
(Hassan and Holt 2004) P Y OS Y N
(Holmes and Walker 2007) P Y Toy Y N
(Huang and Song 2007) Y Y Toy P N
(Ishio et al. 2004) P Y OS N N
(Jasz et al. 2008) P Y OS N P
(Jiang, Gold, Harman and Li 2008) P P OS N N
(Kagdi and Maletic 2007) Y Y None N N
(Law and Rothermel 2003b) Y Y Industrial N P
(Leitch and Stroulia 2003) P Y Industrial N P
(Lienhard et al. 2007) Y Y OS N N
(Maule et al. 2008) P Y Industrial Y P
(Moise and Wong 2005) Y Y OS P P
(Nagappan and Ball 2007) Y Y Industrial Y P
(Pfaltz 2006) Y P OS N N
(Robillard 2008) P Y OS N N
(Ronen et al. 2006) P P Industrial P P
(Sangal et al. 2005) Y P OS P P
(Tallam and Gupta 2007) Y P OS N N
(Xiao and Tzerpos 2005) P P OS N Y
(Xin and Zhang 2007) Y P Toy N N
(Zhang and Ryder 2007) Y Y OS P N
(Zhao 2002) N P Toy N N
(Zimmermann and Nagappan 2007) Y Y Industrial Y P
(Zimmermann and Nagappan 2008) Y Y Industrial N N



52 2. A Systematic Review of Dependency Analysis Solutions

2.7.3 Model-based solutions

Diagrammatic Descriptions

Practitioners i.e. software architects and designers use diagrammatic descriptions
such as design models and architectural views to facilitate the communication be-
tween them during development projects. We observed that conducting dependency
analysis using design models and documents helps to identify dependencies between
high-level components. For instance, when phasing-out a legacy component, archi-
tects and designers analyze design documentation to plan the phasing-out process.
They try to identify all the dependencies between the component and the rest of the
system. Once the dependencies are identified, some design documents may be created
to describe what the dependencies are and how to remove them. Later on, during the
implementation of the phasing-out process, developers interact with designer and fol-
low the design documents to implement the actual changes in the system.

In practice, however, we observed that using design models and architectural de-
scriptions to identify dependencies is not a straightforward activity due to a important
factor:

Up-to-date descriptions : Keeping design models and architectural descriptions up-
to-date and synchronized with the implementation is often a deficient activity.
We observed that additional effort is needed to update and create models. Prac-
titioners often need to reverse engineer the system realization by consulting ex-
perts and studying the system’s source code. This activity is often hard to do
with large and heterogeneous implementations maintained in a geographically
spread organization operating in different time zones.

Semi-formal Descriptions

ADLs (Stafford and Wolf 2001, Zhao 2001) and EFSM (Korel et al. 2002, Jourdan et al.
2006) have emerged as potential solutions for formally describing system architec-
tures. These initiatives provide support for modeling not just the system structure, but
also the behavior and communication between components. Thus, we consider that
the introduction of these initiatives can ease architectural analysis, i.e. dependency
analysis at an early stage. However, our observation in practice is that practitioners,
i.e. architects and designers, often use informal diagrammatic representations rather
than semi-formal descriptions such as ADLs or EFSMs. The reasons for this situation
and which should be addressed include the lack of knowledge dissemination (e.g.
industrial experiences), tool support to use these semi-formal language descriptions,
and support to link semi-formal descriptions to implementation.

Traceability

New requirements often trigger changes among software elements, such as architec-
ture, design, and implementation. Thus, two-way traceability between requirements
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and the software architecture elements satisfying the requirements is needed, espe-
cially to keep architecture and design descriptions updated and inline with the new
requirements as well as with the implementation. Solutions that identify traceabil-
ity dependencies (Egyed 2003) represent alternatives to improve the synchronization
between design and implementation. These solutions can improve the use of diagram-
matic and semi-formal description for dependency analysis. However, since traceabil-
ity analysis uses code or execution-based information, its application should take into
account our observations in Section 2.7.2.

Applicability in practice

In brief, solutions using diagrammatic and semi-formal descriptions are more appeal-
ing for practitioners following architecture-driven approaches. These practitioners
find useful these solutions for the abstraction level and support to describe depen-
dency information at an architecture level. However, for an efficient application of
these solutions, we need to keep up-to-date and synchronize the system requirements,
design, and implementation. Thus, dependency analysis solutions will need to ad-
dress these factors before hands. For example, we need solutions that improve the
accessibility and validity of architecture and design descriptions taking into account
the size of development organization, constant system evolution, distributed develop-
ment locations, extensive documentation, and the mental models of practitioners.

2.7.4 Run-time monitored and Configuration-based solutions

Solutions using run-time monitored and configuration data have considerable con-
tribution to support architecture-driven processes. These solutions facilitate the un-
derstanding of the system execution at a system level, including software and hard-
ware components. Dependency models at this level are easy to integrate into the
system documentation and reusable in further dependency analysis activities (Brown
et al. 2001). In practice, we observed three main aspects that support their applica-
tion. First, implementation technology borders do not limit these solutions. Second,
the techniques used by these solutions to collect runtime data are considered less in-
trusive. And third, these solutions identify dependencies without requiring access to
the system source code. Nevertheless, the identified dependencies are limited to only
monitored scenarios and the components whose configuration was analyzed.

The way that these solutions analyze major system components as black boxes
needs to be adjusted to contribute to the development cycle of large systems. Often in
a development cycle, changes in the implementation may eventually cause undesired
variations of end-user-visible properties. Thus to tune variations, we need to improve
the transparency of these solutions. Thus, we can be able to trace back the change and
identify the faulty element (e.g. running application, object, class, or method).
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Table 2.8: Assessment of description and model-based solutions
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(Garousi et al. 2006) Y P Industrial P N
(Ivkovic and Kontogiannis 2006) N Y Toy N N
(Jourdan et al. 2006) Y Y Toy N N
(Khan et al. 2008) Y Y Industrial Y P
(Korel et al. 2002) Y Y Toy P Y
(Liangli et al. 2006) N P None N N
(Mao et al. 2007) N Y None N N
(McComb et al. 2002) Y N Industrial N N
(Moraes et al. 2005) Y Y OS N N
(Ryser and Glinz 2000) Y Y Other N N
(Stafford et al. 2003) P P None P N
(Stafford and Wolf 2001) Y P Toy N N
(Vasilache and Tanaka 2005) P N None N N
(Vieira et al. 2001) Y P Toy N N
(Vieira and Richardson 2002) Y P None P N
(Xing and Stroulia 2006) P P OS Y P
(Zhao 2001) Y Y None N N

Combining information sources

Combining sources of information is an approach that source code-based solutions 2.6.1
use as a way for coping with incompleteness. We observed that combining differ-
ent sorts of run-time monitored data like logging and process activity (Callo Arias
et al. 2008), helps to link system run-time components (seen as black boxes) to source
code related artifacts, e.g., binaries and libraries.

Applicability in practice

In brief, we found that run-time monitored and configuration-base solutions are used
and applicable in practice due to two main characteristics. First, practitioner highlight
that these solutions are non-intrusive with respect to the development activities. Of-
ten, in a research setting, the overhead and maintenance cost of an infrastructure to
collect data for dependency analysis is overlooked. In contrast, practitioners are more
concerned about the cost and overhead of maintaining a reliable and up-to-date instru-
mentation of their system. This is even more important, in heterogeneous situations
where multi-vendor components are used and instrumentation cannot be inserted into
the system for security, licensing, lack of knowledge, or other technical constraints.
Second, although these solutions are limited by their coverage and links to the system
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source code, practitioners consider these solutions valid approximations, especially
for problem-driven approaches. In practice, the analysis is restricted to a representa-
tive set of execution scenarios and additional solutions are available to provide links
to source code artifacts (see Section 2.6.1).

Table 2.9: Assessment of run-time and configuration-based solutions
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(Agarwal et al. 2004) Y Y Other N N
(Callo Arias et al. 2008) Y P Industrial P P
(Brown et al. 2001) P Y Other N N
(Gao et al. 2004) N Y Toy N N
(Gupta et al. 2003) Y Y Other N N
(Keller et al. 2000) Y Y Industrial P P
(Keller and Kar 2000) Y Y Industrial P P
(Li, Zhang and Hou 2005) N P Toy N N
(Narayanasamy et al. 2006) Y Y Other N N
(Steinle et al. 2006) P Y Industrial N N
(Xiao and Urban 2008) Y Y Other N N

2.8 Threats to validity

In this section, we discuss the threats to the validity of the study, in terms of internal
validity (the validity of the actual review) and external validity (the generalization of
the results for other domains).

2.8.1 Internal validity

• About the study search: Below are some of the aspects that can threat the valid-
ity of our study search:

– Search strategy. At the time we began the review, we had a limited knowl-
edge about dependency analysis research and related set of venues where
we could conduct a manual search. Thus, we decided for an automatic key-
word search strategy with Google Scholar, considering that practitioners
could easily replicate it and we could find relevant papers in a short time.
Although systematic reviews often involve automatic keyword searches, Br-
ereton et al. (Brereton et al. 2007) pointed out that: “Current software en-
gineering search engines are not designed to support systematic literature
reviews. Unlike medical researchers, software engineering researchers need
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to perform resource-dependent searches”. Thus, our choice of an automatic
keyword search strategy is a threat to validity for the completeness of our
search results.

An alternative for the study search is a manual search on specific venues.
This alternative is consistent with the practices of other researchers looking
at research trends (Cornelissen et al. 2009, Kitchenham et al. 2009). How-
ever, manual search process of a specific set of venues often implies missing
relevant studies from excluded venues (Kitchenham et al. 2009). Based on
the number of venues in Table 2.2, we consider that identifying a representa-
tive set of venues related to dependency analysis is hard, especially without
prior experience or the advice of experts in the topic. The effectiveness of
both automatic keyword and manual searches is arguable for search stud-
ies. To evaluate the implications of a manual search, we provide Table 2.2
with a representative set of venues. It would be of great interest to take
this set of venues as a reference, in order to replicate our search study for
dependency analysis and compare the results.

– Google Scholar. Another threat to validity for our search study is the choice
for Google Scholar as the search engine. This engine has both advantages
and drawbacks. Google Scholar is easily accessible and often the first choice
for practitioners when looking for a solution to a problem they are faced
with. This search engine offers a search experience familiar to anyone with
even limited exposure to Google (Robinson and Wusteman 2007). This
search engine allowed us to search across different digital libraries (e.g.,
IEEEXplore and ACM Portal) and cove various venues (see Table 2.2). Nev-
ertheless, the software of Google Scholar has poor performance with the
highly structured and tagged scholarly documents. It still has serious de-
ficiencies with basic search operations, and does not have any sort options
(beyond the questionable relevance ranking) (Jacsó 2008). Also, it offers fil-
tering features by data elements, which are present only in a very small frac-
tion of the records (such as broad subject categories) and/or are often ab-
sent and incorrect in Google Scholar even if they are present correctly in the
source items (Jacsó 2008). A more thorough review of the advantages and
disadvantages of Google Scholar can be found in (Jacsó 2008, Lewandowski
2010).

There are two alternatives to Google Scholar. The first is using the various
search engines of digital libraries. However, one would need to identify a
representative set of digital libraries and cope with the limitations in the
search engines of those electronic libraries (e.g. ACM Portal does not sup-
port complex logical combination (Brereton et al. 2007, Kitchenham 2004a)).
The second is using search engines of dedicated databases of research lit-
erature. For example, Scopus2 is an option that could support our search
queries and perhaps provide less false positives. However, engines of this

2http://www.scopus.com/

http://www.scopus.com/
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type are not yet known and accessible to most practitioners.

• About the study selection: Through the study selection process, we noticed the
risk of bias due to our research interest and time constraints. To reduce bias due
to our research preferences, we decided to pay attention and discuss papers in
conflict (see Pilot Selection in Section 2.3.1), yet this process involved two re-
viewers. An alternative could be the inclusion of a third-party reviewer with
a particular or broad research interest about dependency analysis. Due to the
practical nature of our project, we needed to deliver results to the practitioners
in a timely manner. Therefore, we decided not to extend the study search during
the process. We could have extended the search and selection with references in
the selected papers and include gray literature sources such as PhD theses and
technical reports. It could have helped us to find additional relevant studies,
which could influence the practitioners’ perception and the results of the review.

• About the quality assessment: Our decisions for the quality criteria definition
and evaluation were based on our judgment on the content of the selected pa-
pers. The given scores aim at illustrating the basis of our judgment, but a quan-
titative analysis on them could provide explicit evidence to support our deci-
sion. A quantitative analysis would be useful to investigate relationships be-
tween quality factors (Kitchenham et al. 2009) or characterizations to identify
research trends and avenues for future research (Cornelissen et al. 2009). We
consider this as promising future work.

• About data extraction and data synthesis: The data extraction and data synthe-
sis in our study were driven by the goal and context of the review. A validity
threat is that we extracted the data working on two different sets of papers with-
out directly checking the extraction. To mitigate this threat, we checked and
improved the extracted data afterwards by working together in two occasions:
during the synthesis process merging the extracted data to construct the sum-
maries, interacting with practitioners to adjust the structure and content of the
summaries. Although this process gave us confidence about the quality of the
data extraction and data synthesis process, similar quality could be achieved
with less effort following a extractor/checker mode (Kitchenham et al. 2009),
early during the data extraction phase.

2.8.2 External validity

The information in the study is based on research results from the literature according
to the perception and judgment of a number of practitioners in Philips MRI. Conse-
quently, a potential threat to validity is that the information in the overview is specific
to our research context and cannot be generalized to other organizations or domains.
We consider that the MRI scanner is representative of large and complex systems, and
that the MRI development organization is characteristic of other organizations.
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In fact, there are many other organizations developing similar large and complex
systems. A modern car, for instance, may contain 20 to 30 microprocessors, with soft-
ware controlling aspects such as engine ignition, pollution control, security, car radio,
or even the seat position (Stevens 1998). Another example of a complex system are
modern televisions (van Ommering 2002), which consist of mechanics, electro-optics,
electronics, and software. It typically takes 100 software engineers 2 years to build
the software for a high-end television. Many more comparable complex systems exist,
such as cellular phones (Neuvo 2004), copiers, wafer steppers used in the semiconduc-
tor industry, and airplanes (Kossiakoff and Sweet 2002). In this sense, the study is a
representative reference for other practitioners and researchers working with depen-
dency analysis, similar development organizations, and similar types of systems.

2.9 Concluding Remarks

We have followed the guidelines for systematic review to present research results
about dependency analysis and to assess their value. The results of this review de-
scribe the match between research and practice as elaborated throughout the answers
to our research questions that build the overview. It has helped us to identify opportu-
nities to improve dependency analysis as part of the development of the Philips MRI
scanner.

Researchers and practitioners can use the overview to learn about the state-of-the-
art in dependency analysis and how it matches the characteristics and development of
a representative large and complex software-intensive system. Researchers can take
into account the research opportunities and findings described in Section 2.7. Fur-
thermore, the information in the overview can be used to identify trends in research
practices, e.g., to identify the usual venues for dependency analysis, the application
areas with more attention, the most popular sources of information, and the usual
validation.

The conduction of this review is our attempt to match an existing methodology to
a particular problem domain (Glass 2004). In this sense, researchers and practition-
ers can take this review as a reference in three contexts. First is for researchers and
practitioners working in the same domain, who can match their own practice to the
presented results. Second is to construct a similar overview of dependency analysis
matching the development and characteristic of systems in other domains, e.g., enter-
prise software systems. Third is to construct similar overviews about other software
engineering methods or techniques for systems in the domain of the Philips MRI scan-
ner, as well as, for systems in other domains.

Finally, we consider that other researchers can use the practice-driven approach
of this review to evaluate other types of solutions and that not only describe practical
issues, but also expose research opportunities that can have a strong impact on the way
that software organizations develop large and complex software-intensive systems.
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Abstract

This chapter presents a top-down approach to construct execution views of a large and
complex software-intensive system. Execution views describe what the software does at
runtime and how it does it. The approach represents an architecture reconstruction solu-
tion based on a metamodel, a set of viewpoints, and a dynamic analysis technique. The
metamodel and viewpoints capture the conventions to describe and analyze the runtime of
a software system developed by a particular organization. The dynamic analysis technique
is to extract runtime information from a combination of system logging and runtime mea-
surements in a top-down fashion. The approach was developed and validated constructing
execution views for an MRI scanner. Therefore, the approach represents a solution that
can be applied with similar large and complex software-intensive systems.

3.1 Introduction

Large software-intensive systems development combines various hardware and soft-
ware elements, which are typically associated with large investments and multidisci-
plinary knowledge. A particular characteristic of the development of this type of sys-
tems is that their software elements take a considerable fraction of the development
effort. These software elements typically contain millions of lines of code, written in
several different programming languages (heterogeneous implementation), and influ-
ence the design, construction, deployment, and evolution of the system as a whole.
These characteristics have led to a demand for architectural descriptions that can help
software architects and designers to get a global understanding of a software-intensive
system.

The ISO/IEC 42010 Standard (ISO/IEC 2007) mandates that the architectural de-
scription of a system is organized into multiple views. An architectural view (or sim-
ply, view) consists of one or more architectural models, which in turn represent a set
of system elements and relations associated with them. Each such architectural model
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conforms to a model kind, which is part of the conventions and methods established
by an associated architectural viewpoint. An architectural viewpoint frames particular
concerns of the system’s stakeholders and consists of the conventions for the construc-
tion, interpretation, and use of an architectural view. One of the most popular ex-
amples of viewpoints are the logical, process, development, and physical viewpoints
(also known as the 4+1) proposed by Kruchten (Kruchten 1995).

As part of our research project (van de Laar et al. 2007), we investigate how to
improve the evolvability (i.e., the ability to respond effectively to change) of software-
intensive systems studying a Magnetic Resonance Imaging (MRI) scanner developed
by Philips Healthcare MRI (Philips Healthcare 2010). In this context, we observed
that up-to-date architectural views are important assets to support the incremental
development or evolution of software-intensive systems. However, the architectural
views of this type of systems are not always up-to-date, available, or accessible. This is
especially the case when a system has a long history of being exposed to changes and
contains legacy components, which are associated with multidisciplinary knowledge
spread across the practitioners of the development organization. Therefore, our goal
is to find methods and techniques to construct up-to-date views of large and complex
software-intensive systems.

In the literature, most techniques aimed at constructing up-to-date views, focus
on development or module views, typically gathering information from the system’s
source code (Koschke 2009). However, up-to-date module views are not enough to
get a global understanding of a large software-intensive system and support its evolu-
tion. A system of this type has a large number of stakeholders, and each of them has
concerns about different aspects, including the software implementation, realization,
quality, and even economic value. Therefore, architects and designers need to com-
bine different kinds of up-to-date views to address the various stakeholders’ concerns
and effectively support the evolution of the system.

Our focus is the construction of execution views, which we define as views that
describe what the software embedded in a software-intensive system does at runtime
and how it does it (Callo Arias, America and Avgeriou 2009b). The term runtime
refers to the actual time that the software system is functioning during test or in the
field. In contrast to module views, which describe how a system is constructed in
terms of source code entities (e.g., modules, classes, functions, or methods), execu-
tion views describe how a system actually works in terms of high-level runtime con-
cepts (e.g., scenarios, components), actual runtime platform entities (e.g., processes,
threads), hardware and data system resources, and the corresponding runtime inter-
actions between them. As we will describe later, using execution views, practitioners
can get a global understanding of the actual runtime of a software system without
being overwhelmed by the size and complexity of its implementation.

This chapter is an extension of our previous work, in which we presented how to
analyze the runtime of a large software-intensive system (Callo Arias et al. 2008). The
main contributions of the extension are:

• An architecture reconstruction solution. In our previous work we presented a dynamic
analysis approach to extract and abstract up-to-date runtime information. Now, we
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present an improved approach, which enables the top-down construction of execu-
tion views. By top-down, we refer to the construction of views with high-level infor-
mation at first and then, if the stakeholders need it, information to dig down into the
details. The approach is an iterative and problem-driven architecture reconstruction
process, which we implemented following a conceptual framework for architecture
reconstruction using views and viewpoints (Koschke 2009, van Deursen et al. 2004).

• Comprehensive description of the approach. In our previous work we described how a
metamodel and mapping rules supported the extraction and abstraction of runtime
information. Now, we present an extended metamodel and details about the def-
inition and use of mapping rules. In addition, we summarize the key elements of
the viewpoints for execution views, which together with the metamodel represent
explicit guidance for the (re)construction and use of execution view.

• Case study. In our previous work we presented the application of the dynamic anal-
ysis approach to enable the identification of dependencies between the runtime ele-
ments of the software in the Philips MRI scanner. We describe the validation of the
architecture reconstruction solution with the construction of an execution profile
view for the Phillips MRI scanner. According to the feedback from the practitioners
involved in the validation, the execution profile view helped them to get an up-to-
date global overview and insights about the actual runtime of key features of the
Philips MRI scanner.

The organization of the rest of this chapter is as follows. In Section 3.2, we introduce
our approach. Section 3.3 presents the metamodel and the execution viewpoints used
by the approach. In Section 3.4, we present the dynamic analysis technique, including
the source of runtime information and the use of mapping rules. In Section 3.5 and
Section 3.6, we describe the application of the approach with the construction and use
of an execution profile view for the Philips MRI scanner. Section 3.7 describes the
technical contribution and potential limitations of the approach. Section 3.8 presents
related work. Finally, in Section 3.9, we present some conclusions and future work.

3.2 Overview of the approach

As part of our research, we observed how architects and designers follow top-down
analysis to support the incremental development and maintenance of the Philips MRI
scanner. These practitioners start top-down analysis by constructing simple diagrams
or sketches of what they consider the important parts of the system, or the architec-
ture (Fowler 2003). The diagrams and sketches reflect the practitioners’ mental models
about the system, including its functionality, components, and how they interact with
each other. The purpose of conducting top-down analysis using such representations
is first to get a global understanding of the system and then, if it is needed for the
problem at hand, to dig down for details.

We observed that practitioners prefer top-down analysis because they can focus on
the problem at hand without being overwhelmed by the size and complexity of the
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Figure 3.1: Top-Down approach to construct execution views of a large software-intensive
system

system. Hence, we decided to develop a top-down approach that support practition-
ers, mainly architects and designers, in the construction of up-to-date execution views.
The approach, illustrated in Figure 3.1, comprises: a set of elements that define the
inputs for the approach, and a set of activities that enable the extraction-abstraction-
presentation of runtime information. Together, these elements build an architecture
reconstruction process based on Symphony (Koschke 2009, van Deursen et al. 2004), a
conceptual process framework for architectural reconstruction. Symphony is an amal-
gamation of common patterns and best practices of reverse engineering using archi-
tectural views and viewpoints, which define architecture reconstruction as a process
of two phases, reconstruction design and reconstruction execution.

3.2.1 Reconstruction design

The approach starts with a group of practitioners, e.g., an architect, responsible for
documenting the architecture, and other personnel of the development organization
who are domain experts with fair knowledge about the parts or features to be ana-
lyzed. With a set of execution viewpoints, described in Section 3.3.1, as guidelines, the
architects identify the kind of concerns and problem(s) that can be addressed by con-
structing execution views, and then, if a match exists, select the kind of models to be
constructed. For the reconstruction design, the experts contribute important domain
knowledge, in order to identify:

• A set of representative execution scenarios that involve the part(s) or feature(s) of
the system to be analyzed.

• A set of facts or domain knowledge that allows the decomposition of the system
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runtime structure and behavior in terms of the entities and relationships organized
by the execution metamodel described in Section 3.3.2. The facts can be collected in
the form of text patterns, sketches, and references to existing documentation about
the system or its runtime platform.

Then, runtime data, i.e. logging and measurements, can be collected running the sys-
tem with the identified set of execution scenarios.

3.2.2 Reconstruction execution

With the construction input at hand, the approach continues through four activities.
The first three are tool-supported activities that implement a dynamic analysis tech-
nique. The first and second activities, task identification and interpretation of runtime
information, are for extracting and abstracting runtime information from the collected
runtime data. Both activities rely on a repository of mapping rules, which is composed
of regular expressions derived heuristically from the set of facts and domain knowl-
edge identified in the design phase. In the third activity, construction of execution
model, the architects select a subset of the extracted information and present it us-
ing the kind(s) of model(s) selected in the design phase. In the fourth activity, model
presentation, the practitioners interested in the view analyze the constructed model
and provide feedback about it. As Figure 3.1 illustrates, the result of the activity can
determine one of the following situations:

• Model acceptance: The constructed models provide enough useful information to ad-
dress the issue(s) in the development project. Therefore, the model is accepted as
an actual execution model and becomes part of the execution view for the project at
hand.

• New iteration: The model misses relevant information, hence an iteration of the re-
construction phase is needed. In the new iteration, the practitioners’ feedback will
be used to tune the extraction and abstraction of runtime information, including the
extension or modification of the mapping rules repository and the subset of infor-
mation in the constructed model.

In Section 3.5, we describe how several iterations are often necessary, especially when a
model is constructed for the very first time. The next two sections describe in depth the
elements and activities that support the design and execution phases of the approach.

3.3 Elements for the reconstruction design phase

Reconstruction design is considered useful beyond the scope of the construction of a
particular view, because it plays a role in continuous architecture conformance check-
ing and the construction of other views (Koschke 2009, van Deursen et al. 2004). In our
approach, we support making explicit the viewpoints and metamodel that describe the
conventions to construct, interpret, and use execution views. In the rest of this section,
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we summarize the viewpoints for execution views and describe an improved version
of the metamodel presented in (Callo Arias et al. 2008).

3.3.1 Execution viewpoints

An architectural viewpoint frames particular concerns of the system’s stakeholders
and consists of the conventions for the construction, interpretation, and use of an
architectural view (ISO/IEC 2007). The logical, process, development, and physical
viewpoints (Kruchten 1995) are some of the existing viewpoints used to describe the
architecture of software systems with multiple views. In practice, these viewpoints are
customized, extended, or replaced according to the needs of the development organi-
zation and the characteristics of the system at hand. Often, the customization, exten-
sion, or replacement remains implicit in the head of the architect(s) that construct the
views. Therefore, without the help of the original architect(s), other practitioners may
not be able to (re)construct and use the same or similar views easily.

To facilitate the application of our approach and the use of the views constructed
with it, we have defined and documented a set of execution viewpoints (Callo Arias,
Avgeriou and America 2009, Callo Arias, America and Avgeriou 2009b). The definition
includes the customization of some viewpoints from the literature, our observations
from describing the runtime of the Philips MRI scanner, and the preferences of key
practitioners, which we collected conducting dedicated interviews. The documenta-
tion includes the specification of concerns and conventions that guide the construction
and use of the following three kinds of execution views:

i. Execution profile view: The models in an execution profile can be used to provide
overviews and facilitate the description of details about the runtime realization of
a given system feature, without being overwhelmed by the size and complexity of
the system implementation. The case study, presented in Section 3.5, focuses on the
construction of a view of this kind. Some of the questions that can be addressed
with this kind of view are:

• What are the major components that realize a given system feature?

• What are the major tasks that build the actual runtime workflow of key fea-
tures?

• What are the dependencies between runtime elements?

• What is the development team that develops or maintains a given system’s
function?

ii. Execution concurrency view: The models in an execution concurrency view can be
used to provide overviews of how the runtime elements of a software-intensive sys-
tem execute concurrently at different levels of abstraction. An example of this kind
of view is presented in (Callo Arias, Avgeriou and America 2009). Some of the ques-
tions that can be addressed with this kind of view are:

• Which runtime elements execute concurrently?
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• How does the runtime concurrency match the designed concurrency?

• What are the aspects that constrain or control the system’s runtime concur-
rency?

• What are the bottlenecks and delays of the system and their root causes?

• What are the opportunities to improve the concurrency of the system?

iii. Resource usage view: Resource usage models can be used to provide overviews and
facilitate the description of details about how the elements, e.g. component and
process, of a system use hardware resources at runtime. An example of this kind
of view and how to construct it is presented in (Callo Arias, America and Avgeriou
2009a). Some of the questions that can be addressed with this kind of view are:

• How to assure adequate resource usage and justify the development effort
needed to accommodate hardware resources changes?

• What are the metrics, rules, protocols, and budgets that rule the use of re-
sources at runtime?

• How do software components and their respective processes consume proces-
sor time or memory when running key execution scenarios?

• Does the realization of the system implementation have an efficient resource
usage?

The questions listed above reflect some of the stakeholders’ concerns with respect
to the runtime of a software system. The separation or classification of these concerns
into three different kind of execution views is important to facilitate the construction,
analysis, and communication of models with information that address each set of con-
cerns separately. It is not possible to construct a single, usable execution view to ad-
dress all of these concerns. Table 3.1 is a summary of other key aspects, documented
by the execution viewpoints, which supports the construction and use of execution
views as follows:

• Stakeholders: The kind of practitioners concerned about the runtime of the system,
who need or can contribute in the construction, analysis, and communication of
execution views.

• Development activities: Some of the usual activities in a development project where
practitioners need to describe or analyze the actual runtime of a system.

• Runtime entities: Subsets of entities, elements in the execution metamodel described
in Section 3.3.2, that determine the abstraction level to described the runtime of
system used in each kind of model.

• Model: The kind of representations that can be constructed with the approach to
organize and present runtime information. The documentation of the correspond-
ing execution viewpoints includes details about the notations and representations in
each kind of model. Therefore, given the kind of execution view to be constructed,



66 3. A Top-Down Approach to Construct Execution Views

the practitioner can select the kind of model that presents and organizes best the
information that they need.

Overall, the execution viewpoints support the elicitation of the problem that re-
quires the construction of up-to-date execution views. This includes the identification
of the concerns to be addressed, the stakeholders to be involved, and how to represent
the required information. Further details about the elements that build the execution
viewpoints can be found in (Callo Arias, Avgeriou and America 2009, Callo Arias,
America and Avgeriou 2009b), which are cited by the new version of the ISO/IEC
CD1 42010 standard as a representative example of viewpoints and how to document
them.

Table 3.1: Summary of the elements in the viewpoints for execution views.
Stakeholders: Software architects, designers, developers, testers, and system
platform supporters.
Development activities: System understanding, analysis of alternative de-
signs and implementations, introduction of new hardware resources, testing,
conformance of design and implementation, corrective maintenance, and tun-
ing of nonfunctional properties.

View Models Runtime entities

Execution
Profile

Functional mapping Task, component, process, and
data and code resources

Execution workflow Processing node and task
Matrix model Task, component, and quantifica-

tions
Sequence diagrams Task, component, process, and

data and code resources

Execution
Concurrency

Workflow concurrency Processing node, task, and compo-
nent

Process and thread structure Component, process, and thread
Control and data flow Process, thread, and control and

data interactions

Resource
Usage

Task resource usage Task and hardware usage over-
time

Component resource usage Component and hardware usage
overtime

Thread resource usage Thread and hardware usage over-
time

3.3.2 Execution metamodel

Practitioners are often familiar with abstractions to describe the structural decompo-
sition of a system, but less familiar with abstractions that allow them to describe the
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Figure 3.2: A high-level description of the runtime of the Philips MRI scanner

runtime of a software-intensive system. Figure 3.2 shows a description of two key
runtime features of the Philips MRI scanner in the field. This description shows at a
high-level the steps in the execution scenario of one of the features and the software
components that implement each step. The usual approach to extend this description
in a top-down fashion would be to map software components to source code artifacts
such as code packages, modules, classes, or methods. Using these abstractions can
be overwhelming for systems with large and heterogeneous implementations. In ad-
dition, one can easily miss other relevant elements, such as data and hardware, and
relationships such as dynamic communication links that play an important role in the
runtime of a software-intensive system.

The metamodel illustrated in Figure 3.3 organizes a set of concepts and relation-
ships between them, which play a role in the runtime of a software-intensive system.
The organization is a hierarchical representation that links architectural concepts (e.g.,
execution scenario, task, software component, and relationships between them) to ac-
tual runtime platform elements (e.g., processes, threads, and their activity) and other
important elements or resources (e.g., data, code, and hardware) that belongs to a
software-intensive system at runtime. It is important to notice that the elements and
relationships in the metamodel are not an exhaustive description of all possible archi-
tectural concepts, elements of the runtime platform, and runtime resources. Instead,
we consider it an useful subset that matches the characteristics of the Philips MRI
scanner and similar software-intensive systems.

Execution scenarios.

A scenario is a brief narrative of expected or anticipated use of a system from both de-
velopment and end-user viewpoints (Kazman et al. 1996). Scenarios can be described
with use cases, which are frequently used to support the specification of system usage,
to facilitate design and analysis, and to verify and test the system functionality. In our
approach, we assume that a set of execution scenarios can represent a benchmark of
the actual runtime of a system. For this purpose, it is necessary that the development
organization, based on domain knowledge, point out and agree on the key execution
scenarios that compose the benchmark.



68 3. A Top-Down Approach to Construct Execution Views

Tasks.

An execution scenario consists of specific steps, which we call tasks, in order to fulfill
the intended functionality. Tasks are different from execution scenarios in the degree
of complexity and the specialization of their role and function. Tasks in an execution
scenario implement its workflow. The identification of execution scenarios and tasks
corresponds to the stakeholders’ interest. Figure 3.2 shows two execution scenarios at
the top, System Startup and MRI Exam. From an end-user (clinical operator) interest,
MRI Exam is the main execution scenario and System Startup may not be too relevant.
However, in a large software-intensive system, the system start-up involves a wide
range of interactions that the development organization wishes to control and analyze,
thus it also represents a relevant execution scenario. A similar situation applies to the
identification of tasks because some tasks can be so complex that it is necessary to
divide them into smaller tasks.

Processing nodes.

Large software-intensive systems often include more than one computer or special-
ized hardware devices. A processing node represents a computer or hardware device
where part of the software elements of a software-intensive system are deployed and
run.

Software components and processes.

In our approach, we consider a software component as a set of processes that belong
together. A process is an entity handled by the operating system or runtime platform
hosting the software of a software-intensive system. A process represents a running
application, including its allocated resources: a collection of virtual memory space,
code, data, and platform resources. Large software systems are often composed of
many processes or running applications. The metamodel describes that one or more
running processes make up a software component, because it is possible to group them
taking into account two types of relationships between them:

• Actual parent-child relationships can be established between processes when a main
process (parent) creates another process (child) to delegate a temporary or specific
function.

• Design relationships are established by the development organization to distin-
guish that a set of processes belong together because they share functional or non-
functional characteristics. This kind of distinction is used to reduce complexity and
facilitate the analysis of the system.

The latter supports our view of software component as a set of processes because ex-
perts can then identify a set of processes as important, reusable, non-context-specific,
distributable, and often independently deployable units.



3.3. Elements for the reconstruction design phase 69

Interactions between components.

Interactions between individual processes can be identified and therefore between
their corresponding software components. Based on our observations and the litera-
ture (Kruchten 1995, Rozanski and Woods 2005), some interesting runtime interactions
at the architecture level are:

• Data-sharing interactions allow two or more processes to share and access one or
more data structures concurrently. Examples include shared memory, databases,
and file storages.

• Procedure call interactions are some sort of inter-process function calls, often based
on remote procedure calls or message-passing operations.

• Execution coordination interactions allow two or more processes (or threads) to sig-
nal to each other when certain events occur, e.g., access to shared data. Semaphores
and mutexes are common coordination mechanisms at the process or thread level.

Instances of these types of interactions between software components can be identified
analyzing runtime activity of their processes. For instance, analyzing read and write
operations, performed by two different processes over a common data file can help to
infer data-sharing interactions between the two processes. Then, if each process be-
longs to separate components, the identified interaction will represent a data-sharing
interaction between the respective components.

Threads and runtime activities on resources.

A process starts running with a primary thread, but it can create additional threads.
A thread represents code to be executed serially within its process, which at the same
time is the realization of execution activities for the utilization of various resources.
These activities can be distinguished into three groups according to the type of the
involved resource:

• Data access activity represents the usage of different sorts of data structures. A com-
mon sort of data is persistent data, which is stored in files and database systems. For
instance, data files include configuration parameters, input and output buffers for
inter-process communication, and temporary buffers where processes store tempo-
rary computations.

• Code utilization activity represents the loading and execution of code. Code in-
cludes executable code from the process executable files and from statically or dy-
namically loaded libraries. Executables and libraries can be distinguished either
as system-specific or as provided by the runtime platform (platform API). System-
specific code includes implementation elements such as libraries and code modules
of the software system.

• Platform utilization activity represents the utilization of platform resources. The
processing nodes and the runtime platform of a software-intensive system provide
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Figure 3.3: A metamodel of the runtime of a software-intensive system and the sources of
information in terms of the elements in the metamodel.

hardware and software resources that the software of a software-intensive system
uses or controls at runtime. Hardware resources include processors, memory (vir-
tual or physical memory) units, and other sorts of hardware devices that the pro-
cesses of the software system access using software resources like APIs and com-
munication services. Executables and libraries provided by the runtime platform
also qualify as platform resources.

3.4 The reconstruction execution phase

The reconstruction execution is defined as an extract-abstract-present process, which
yields the architectural view needed to address the problem that triggered the con-
struction activity (Koschke 2009, van Deursen et al. 2004). In this section, we describe
the source of information and the dynamic analysis technique to extract-abstract-present
runtime information in our approach.

3.4.1 Sources of runtime information

Figure 3.3 illustrates that runtime information, in terms of the abstractions or concepts
described in the execution metamodel, can be extracted and abstracted from sources
like logging and runtime measurements.
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• Logging: Most large software systems use logging mechanisms to record and store
information of their specific activities into log files. For example, Figure 3.4 shows a
piece of a log file, which records the runtime events in the workflow of the function-
ality of an MRI scanner. The ’...’ in the figure means that many other kinds of log-
ging messages were filtered out for the example. In practice, logging messages are
recorded with mechanisms that are implemented according to the implementation
technology of the system and the preference of the development organization (Moe
and Carr 2001). Regardless of the logging mechanisms, it is common that develop-
ers, testers, and other specialized users use logging information for understanding,
debugging, testing, and corrective maintenance (Moe and Carr 2001, Yantzi and
Andrews 2007, Jiang, Hassan and Hamann 2008). For our approach, logging is a
source of workflow information, like the messages illustrated in Figure 3.4, which
we used to identify high-level abstractions such as the tasks and software compo-
nents in a execution scenario (defined in Section 3.3.2). Analyzing logging is not
a trivial activity, especially when the development teams adopt different logging
formats, naming conventions, and even different logging mechanisms. Rule-based,
codebook-based, and AI-based mechanisms are available in the literature to sup-
port the abstraction and analysis of logging (Jiang, Hassan and Hamann 2008). As
we will describe in Section 3.4.2, our approach is based on rule-based mechanism,
which relies on a set of hard-coded rules that map log lines to runtime abstractions.

• Runtime measurements: Most runtime platforms offer tools and mechanisms to collect
runtime measurements. Runtime measurements record the activities of processes
and resources such as processors and memory in a system’s processing node(s).
For example, process activity and resource activity can be monitored with tools like
Process Monitor in the Microsoft Windows platform (Microsoft Corporation 2010b).
Other tools are also available to monitor process activity in the Linux and Unix plat-
forms (Gavin 1998). Runtime measurements are available in semi-standardized for-
mats independently of the implementation technologies. Runtime measurements
can provide information about activity of non-system-specific entities (e.g. instances
of persistent storage, third party software components, platform resources, and even
hardware resources). For our approach, runtime measurements provides informa-
tion about process activity, which is used to identify elements such as processes,
threads, and their activities on resources like data, code, and hardware devices (de-
fined in Sections 3.3.2).

In addition to the information provided by logging and runtime measurements, these
sources can be easily collected and combine for most software systems without con-
siderable overhead. Logging mechanisms are available in most systems and the over-
head produced by these mechanisms is part of the normal system behavior or within
the expectations of the development organization. Having logging and runtime mea-
surement tools running at the same time eases the collection and synchronization of
runtime data. Figure 3.5 illustrates the latter. The figure shows that when a log mes-
sage is recorded (written) in a log file, a tool monitoring process activity can capture
the write event that happens on the log file. The data captured for the write event can
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Figure 3.4: Example of a log file with workflow messages

Figure 3.5: Simultaneous gathering of runtime data from logging and process activity

include information about the acting process, the size of the message, and the times-
tamp of the write event. In our approach, we exploit this situation to synchronize the
logging and other runtime measurements.

3.4.2 Mapping rules repository

As illustrated in Figure 3.1, the first two activities of the dynamic analysis use a map-
ping rules repository. Mapping rules can be both formal and informal specifications
that describe how entities in a given level of abstraction can be mapped to entities in
a higher level of abstraction. In the case of our approach, mapping rules specify how
to map data from logging or runtime measurements to instances of the elements and
relationships organized by the execution metamodel, described in Section 3.3.2. The
mapping rules in our approach are mainly regular expressions derived from the set of
facts and domain knowledge identified in the design phase.

Figure 3.6 and Figure 3.7 show the structure of the mapping rules repository and
the definition of some mapping rules. The repository is an XML file and its main en-
tries classify mapping rules based on the kind of runtime entities, e.g. tasks, software
components, and resources. As the figures show, the definition of a mapping rule cap-
tures a set of parameters according to the kind of runtime entity. Among the kind
of definitions, regular expressions are used to specify text patterns (see BeginPattern,
EndPattern, or processDescriptionPattern in the figures). These different parameters
are described in the next subsections. Defining mapping rules and populating the
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Figure 3.6: Examples of mapping rules for task identification

repository is a problem-driven and iterative process. At first, mapping rules are de-
fined only to extract runtime information of interest for a problem at hand. Later, in
a new iteration or a new reconstruction activity, we can reuse some mapping rules or
redefine them, either to zoom in on details or aggregate them. The next sections de-
scribe the use of mapping rules for task identification and interpretation of runtime
information.

3.4.3 Task identification

The task identification activity aims at: 1) the identification of the tasks that build the
workflow of an execution scenario, and 2) the synchronization of logging and runtime
measurements for each identified task. Figure 3.8 shows the input and output of this
activity. The input consists of the logging, e.g. a log file, and the collected runtime
measurements, e.g. monitored process activity, for the execution scenario. The output
is a set of task data structures. A task data structure is a bundle of sequentially com-
bined logging messages and process activity events, along with a task name and the
identification of the process that logs the workflow messages. The task identification
activity is implemented as follows:

• Find logging events: Assuming that the collected runtime measurement contains
monitored process activity that captures write events in the log fie, as illustrated
in Figure 3.5, the runtime measurements are sequentially parsed to identify write
events in the log file.

• Extract logging messages: When a write even is identified, the parameters in the event
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Figure 3.7: Examples of mapping rules for the interpretation of runtime information

information (offset and length) are used to extract the corresponding text message(s)
from the log file.

• Apply mapping rules: The mapping rules for task identification in the repository are
applied to the extracted logging message. The main and first mapping to be ap-
plied is ”Regular Workflow Tasks”, shown in Figure 3.6. This rule represents our
assumption that the tasks in an execution scenario are often delimited by logging
messages that contain variations of start or end like text patterns, like the messages
shown in Figure 3.4. Other mapping rules with specific patterns like ”Startup of Ap-
plication software”, shown in Figure 3.6, are defined and applied according to the
problem at hand and the knowledge captured in the design phase. The application
of a mapping rule can lead to one of these situations:

• Begin task. When the text of a logging message matches the BegingPattern of a
mapping rule, a task data structure is created including the corresponding kind
of task, name, and the identification of the process that logged the message.

• End task. When the text of a logging message matches the EndPattern of a map-
ping rule and a task structure exist with similar parameters, the task structure
is closed and stored updating its parameters. Attributes of the mapping rule,
like endSetName, may indicate that the EndPattern provides the final name or
identifier for the task.

• Runtime activity in task: When the logging message does not match a mapping rule
or the parsed runtime measurement is not a logging event, the data item is consid-
ered as source of runtime information and it is sequentially added to the last task
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Figure 3.8: Identifying task information

structure being created. When multiple task structures are open because they run
concurrently, the data item is added to the task structure with similar processing
node, or logging process, or thread id.

The tool support for this activity is a set of Python scripts that we wrote to parse log-
ging files and runtime measurements files. Both kinds of files are parsed as comma-
separated values files taking into account their original specification, e.g., column
names and data type. For situations where mapping rules like ”Regular Workflow
Tasks” cannot be applied or facts and domain knowledge about the system are not
available to define specific mapping rules, the analysis of timestamps is an alternative
to split execution scenarios into tasks and synchronize logging and runtime measure-
ments.

The task identification activity plays an important role in the top-down approach.
On the one hand, it helps to split a large amount of runtime data into manageable
data sets, i.e. task data structures. These data structures can be stored independently
and later processed on demand or in parallel. On the other hand, the output of this
activity provides relevant high-level information. The information includes the work-
flow messages that represent the boundaries of an identified tasks and a set of process
that can be considered the root of software components. The latter is based on the
assumption that only important or main processes write log messages. In cases where
an overview is needed before going into details, this information can be used already
to construct high-level descriptions, e.g. execution workflow models like the one in
Figure 3.15.

3.4.4 Interpretation of runtime information

The activity of interpreting runtime information, extends the runtime information
extracted in the task identification activity according to the kind of view to be con-
structed and the problem to be addressed. The extension constitutes the interpreta-
tion of the runtime data bundled in the task data structures. Figure 3.9 illustrates the
concept behind the interpretation using mapping rules. According to the sources of
information, mapping rules can be created to abstract logging messages (LMR) and
runtime measurements, i.e., process activity events (PAMR). In all cases, system- and
platform-specific facts are used to define mapping rules. As the figure illustrates LMR
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and PAMR are partial functions because they do not necessarily map every logging
message (Li) or every process activity event (Aj) into runtime interactions according
to the elements and relationships in the execution metamodel. The application of map-
ping rules for the interpretation of runtime information is a combination of LMR and
PAMR, text patterns are considered in the text of logging messages and in the text of
runtime measurements at the same time. This combination is need to generate one or
more of the elements in an execution interaction tuple. The elements in such a tuple
are:

• A subject represents a software component or a process entity, which can be identi-
fied applying ”SWComponent” mapping rules, shown in Figure 3.7. The definition
of this kind of mapping rule can capture: facts about the runtime platform to iden-
tify important processes as software components (see ”Configuration Repository”
rule), or system-specific design relationships to group individual processes into a
software component (see ”Field Service Application” rule).

• A verb represents an execution activity (e.g. read, write, load, and execute), which is
often part of the text in the logging message or process activity event.

• An object represents data, code, platform resources, or other software component
and process. Data, code, and platform resources can be identified applying ”CodeRe-
sources” or ”DataResources” mapping rules, shown in Figure 3.7. The definition of
these kinds of mapping rules capture facts about the system and the platform file
structure.

• info is an alternative element that can contain information such as the thread identi-
fier or a timestamp, which can be used to zoom in on details.

Figure 3.10 illustrates the interpretation of runtime information activity for a task in
a scenario. The inputs are the task data structure and the mapping rules repository,
in particular the kind of mapping rules shown in Figure 3.7. These mapping rules
are applied to the logging messages and process activity events bundled in the task
data structure to abstract them into execution interactions in terms of the elements
organized by the execution metamodel. The output of the activity is a set of interac-
tion tuples, which we store as a graph structure called interaction graph, shown at the
right side of the figure. As an example, the interpretation of a process activity event
that describes a running Process B creating another process B1 within its thread T,
generates the tuple: (Process B, Create, Process B1, Thread T). Subsequently SWCom-
ponent mapping rules, defined with logging patterns, can be applied to map Process B
and Process B1 to the corresponding software component(s). Similarly, CodeResource
or DataResource mapping rules can be applied to the object in the interaction tuple to
identify data and code aggregations.

An additional output of interpretation of runtime information is a list of the iden-
tified software components and the aggregation or system resources within the task.
The tool support for this activity is a set of Python scripts that we wrote to parse the
text of logging messages and runtime measurements, i.e., monitored process activity.
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Figure 3.9: Concepts for the interpretation of runtime information

Figure 3.10: Overview of the interpretation of runtime information

To build and store interaction graphs, the scripts use the NetworkX library (NetworkX
n.d.). The implementation and use of graph structures facilitate the analysis and query
of the extracted runtime information in the next activity, construction of execution
model.

3.4.5 Construction of execution model

This activity focuses on the construction of the execution model(s) that will present
the runtime information that address the concerns or questions identified in the re-
construction design phase. As we described in Section 3.3.1, the execution viewpoints
include a set of specific questions, the kinds of models that can be constructed to ad-
dress the questions, and the runtime elements that are used in each kind of model.
With this specification as a reference, the realization of this activity is a top-down op-
eration that consist of the following steps:

• The corresponding tool, a .Net application, displays the set of high-level elements,
e.g. tasks, software components, and data or code aggregations, that were automat-
ically identified in the data stored in the interaction graphs of the execution scenario
under analysis.



78 3. A Top-Down Approach to Construct Execution Views

• With the question or concern in mind, we select a subset of the high-level elements
and the kind of model to be constructed.

• With the subset of elements as input, the tool queries the interaction graphs’ struc-
ture for the actual runtime entities, that build or are part of the high-level elements,
and their respective runtime activity.

• According to the kind of model, the tool can automatically generate representations
like the one in Figure 3.12, the matrices in Figure 3.16, or data inputs for other visu-
alization tools.

The .Net application that support the construction model activity includes a user
interface to run the Python scripts that implement the previous two activities, task
identification and interpretation of runtime information. As we stated before, another
feature of the tool is the generation of data inputs for some visualization tools. These
tools include Graphviz (Graphviz - Graph Visualization Software n.d.), to present models
like the one in Figure 3.12, UML Graph (Automated Drawing of UML Diagrams n.d.) to
generate the sequence diagrams in Figure 3.14, and Microsoft Excel to generate models
like the one in Figure 3.15. In the next section, we describe more about the iterative
construction of these various models and their respective use and value.

3.5 Validation of the approach

The approach has been validated across several development projects of the Philips
MRI scanner (see Section 1.2.1). In our previous work (Callo Arias et al. 2008), we
reported the results of the approach for dependency analysis. In this chapter, we de-
scribe the validation of the approach with the construction of a set of execution models
that build an execution profile view for the Philips MRI scanner. In the rest of this sec-
tion, we summarize the phases for the construction of the execution profile view. In
Section 3.6, we describe some use cases for the view that we observed during the vali-
dation.

3.5.1 Design reconstruction for an execution profile view

As we described in Section 3.3.1, an execution profile view provides overviews and
details about the actual runtime structure and behavior of a system. In this case, the
main motivation was to get up-to-date overviews and insights about the runtime of
key features of the Philips MRI scanner. For this purpose, the development organi-
zation selected three key features: 1) the management of MRI coils (system-specific
hardware devices), 2) the standard clinical scan procedure, and 3) the startup pro-
cess of the software system. These features were selected for three reasons. First,
knowledge about each feature was required for the planning of several development
projects. Second, the runtime of these features change often, not only due to changes
in the software elements but also in the hardware elements that compose the system.
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Third, these features are tightly coupled with performance and distribution require-
ments; this implies that tuning any of the features to match changing requirements
will influence the runtime structure and behavior of the system. The characteristics of
the reconstruction design in our case are as follows:

• Stakeholders: For each feature, an architect and a designer were assigned as the main
stakeholders. The architect was responsible for documenting and communicating
the constructed models. The designer was identified as the feature or domain ex-
pert. In addition, a platform supporter and some developers were involved based
on their interest in the design and implementation of a solution for the problem
being addressed by the development project.

• Scenarios: The feature expert selected some of the usual system test cases as repre-
sentative execution scenarios for the selected features. For the validation, we only
focus on “clean” scenarios, e.g., scenarios without faults.

• Facts or domain knowledge: Sketches made by the experts were the main forms to
capture facts and domain knowledge about the selected features. In the sketches, the
experts depicted the system elements and their relationships, which were supposed
to play a relevant role in the runtime of the given feature. In addition, we used
some system documents to understand the logging mechanism and the structure of
the logging file used by the system.

• Runtime data: We collected the runtime data by running the selected execution sce-
narios with the assistance of system operators. These practitioners were necessary
to setup and operate the system according to the specifications of the execution sce-
nario. Table 3.2 is a summary of the logging and runtime measurement that we
collected for the construction of the models in the view. To collect runtime measure-
ments, we used the Process Monitor Tool (Microsoft Corporation 2010b) since the
runtime platform of the system is Microsoft Windows. The summary also includes
the technical information or documentation that we studied to identify the text pat-
terns or facts that we used to define the mapping rules for the execution profile view
of the Philips MRI scanner. The size of the data is not included because, as we de-
scribed in Section 3.4.4, our mapping rules are partial functions and we do not have
an accurate measurement on how many logging message or process activity events
were actually used to extract high-level information.

3.5.2 Execution reconstruction for an execution profile view

The models that we constructed as part of the execution profile view for the Philips
MRI scanner are functional mapping, execution workflow overview, matrices, and
sequence diagrams models. Some simplified examples of these kind of models are
illustrated in Figures 3.12, 3.15, 3.16, 3.13, and 3.14. To produce such useful models,
we went through several iterations of the execution construction phase to cope with
three main situations:
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Table 3.2: Summary of runtime data for the construction of an execution view.
Data Extracted information Source of patterns
Logging:
Workflow
messages

Tasks, software components, processes,
and threads

MRI Log
guidelines

Debug mes-
sages

Major code modules

Runtime measurements:

File access
events

HW and SW configuration-setting data MRI naming conventions
System database and data elements Filesystem structure

and (Microsoft
Corporation 2010b)

DLLs, assemblies, and dynamic wrappers
Script programs

Process activ-
ity

Software components, processes, and
threads

(Microsoft Corporation
2010b, About Processes and
Threads (Windows) n.d.)

Windows reg-
istry access

COM elements, HW and SW
configuration-setting data, and Commu-
nication services and platform resources

(About Processes and Threads
(Windows) n.d., Registry
(Windows) n.d.)

i. Tune the task structure of a scenario: For every feature, we started presenting the task
structure found by applying the ”Regular Workflow Tasks” mapping rule, shown
in Figure 3.6. At first, it exposed an approximation of the actual task structure of
a scenario, but additional iterations were necessary to decompose coarse-grained
tasks, aggregate repetitive occurrences of a task, correct gaps between tasks, or even
define a different task structure. For most of these cases, the iterations included
the definition of mapping rules with specific logging messages, e.g. the ”Startup of
Application Software” rule shown in Figure 3.6.

ii. Classify and aggregate runtime elements: An initial set of mapping rules based on pat-
terns about naming conventions and the filesystem structure enabled the classifica-
tion of software, data, and even hardware elements, in a execution scenario, into
high-level aggregations, e.g. some files were classified as data files, system con-
figuration files, and so on. Yet, it was not enough to address specific problems. For
example, we run an iteration to distinguish between the runtime activity on the con-
figuration data for the MRI Coils devices, from the runtime activity on the system
configuration data. This iteration included the definition of the ”Coils Definition
Data” rule, shown in Figure 3.7, which enabled the classification and aggregation
of hundreds of data files and runtime activity on them. Similar iterations were nec-
essary for the other features and different kinds of runtime elements and activity.
For example, Figure 3.11 illustrates three system specific classifications, based on
the elements in the metamodel, for which we had to define specific mapping rules.

iii. Filter out irrelevant runtime information: The stakeholders’ feedback can indicate that
part of the recovered runtime information does not belong or is exclusive to the re-
alization of the feature under analysis, or simply is not relevant for the problem at
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Figure 3.11: Further specialization or classification or runtime elements

hand. Therefore, additional iterations are necessary to identify and filter out such
runtime information from a new execution model. The iterations entail running the
interpretation of runtime information activity with fewer mapping rules or simply
editing the constructed model. For example, the first time that we constructed func-
tional mapping models like the one in Figures 3.12, part of the information in the
model was about the runtime activity of the antivirus application and other system
utilities running in the computers of the system. However, the expert decided that
this information was not relevant for the problem at hand, so we run an iteration to
filter out such information from the constructed model.

Most of the iterations included the gradual definition of mapping rules and the
tuning of the diagrammatic representations. Basic mapping rules like those based on
workflow messages and the file system structure were defined upfront. The defini-
tions of other special rules to create specific aggregations or tasks were only possible
and necessary when the problem was better understood. Overall, the mapping rules
recorded a number of facts about the system that were implicit in the text of logging
messages, runtime measurements, technical documents, and in the mental models of
some practitioners. Since we stored the definition of the mapping rules in a repos-
itory, reconstructing the same models after the first time, e.g., to verify changes or
conformance, did not include more iterations than the ones to filter out irrelevant in-
formation.

3.6 Use cases for an execution profile view

Software-intensive systems like the Philips MRI scanner are evolved or incrementally
developed. This implies that a development cycle focuses on changing parts of the
system rather than the system as a whole. Therefore, before, during, and after changes
are performed, a proper understanding of the design, implementation, and realization
of the parts to be changed is required. To achieve such understanding, practitioners
perform a number of analysis activities. In this section, we describe the analysis activ-
ities that we supported by the construction of the execution profile view.

3.6.1 Feature analysis.

We observed that during the incremental development of the Philips MRI scanner,
feature analysis is necessary to plan and perform changes on existing features. This
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is especially the case when it is not obvious which software elements are involved
in the realization of a changing feature. Consequently, it is not possible to have an
accurate estimation of the part that will be touched, or the development effort and re-
sources that are required to perform the change. Typically, feature analysis is done to
identify those parts of the source code which implement a specific set of related fea-
tures (Eisenbarth et al. 2003). However, feature analysis at the granularity of source
code elements such as functions, methods, or classes is impractical for large systems
like the Philips MRI scanner. Instead, we observed, that higher-level abstraction and
ways to breakdown complex features into less complex units are more appealing for
practitioners, e.g., architects and designers, steering the development of large and
complex software-intensive systems.

Functional mapping models constitute the main contribution of the execution profile
view to support feature analysis. A functional mapping model is a graph-based repre-
sentation of traceability links that exist in the realization of a system feature based on
an execution scenario. Figure 3.12 shows and example of a functional mapping model
and its notations. The model in the figure is a simplified version of a model that we
constructed to analyze the system feature for the management of MRI coil devices. The
model helped us to describe the main tasks (remove, add, and enable coil) that com-
pose the feature, the relations between the tasks and the system software components,
the runtime processes that belong together and build up the software components,
and the runtime activity performed by the respective processes to use resources such
as code modules and data elements.

Using functional mapping models, the practitioners involved in the validation
were able to analyze a number of aspects for planning changes. For example, the
links between tasks and components in Figure 3.12 shows that to change the way
coils are removed (Remove Coil task), the participation of the teams developing the
COILCONFIG UPDATE and CONFIGURATION REPOSITORY components will be
required. Similarly, the description of the runtime activity of the processes, in the
involved software components, shows that the change will also require knowledge
about the drivers (Coil Code modules) and the configuration data (both Coil Defini-
tion and Configuration Repository).

In practice, a development project involves more that one system feature and each
feature can be represented by more than one execution scenario. Therefore, produc-
ing useful functional mapping models requires the input from experts, especially to
carefully select the features to be analyzed and their respective set of representative
execution scenarios.

3.6.2 Dependency analysis.

During the incremental development of a large system like the Philips MRI scanner,
dependencies imply ramifications of changes between parts of the system or features
that are developed by different teams of the organization. Therefore, without explicit
and up-to-date information about dependencies, it is not possible to have an accurate
view on how changes in a given feature can propagate to other parts of the system.
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Figure 3.12: Example of a functional mapping model for the Philips MRI scanner

Typically, source code constructs such as function calls, shared variables, and shared
libraries are characterized as dependencies. However, in a large and complex system
like the Philips MRI scanner, relationships that determine dependencies are not always
established in the source code, but can occur in many different ways at runtime, e.g.
inter-processes communication, shared data, and temporal relationships.

Matrix models like the ones in Figure 3.13 and Figure 3.16 provide details that com-
plement high-level information such as the information given in functional mapping
models. Table 3.3 lists the types of matrices that we constructed for the execution
profile view. The tool support for our approach provides filtering facilities to choose
between these types and the runtime elements than can be tabulated and quantified in
the cells of a matrix. Figure 3.13 show two matrices, (b) and (c), of type III that provide
details to determine if high-level relationships, described by the functional mapping
model (a), constitute dependencies between software components and data reposito-
ries. The model (a) in the figure is a simplified version of a functional mapping model
for the clinical scan procedure performed with the Philips MRI scanner. The matrix
(b) is used to find the data elements in the UI MENU STRUCTURE repository that the
EXAMCARDS WIN and GYROVIEW WIN components commonly read and write,
which may determine a data dependency between these components. The matrix (c)
is used to find the parameter (data element in the Configuration Repository), that the
SCANNER component constantly reads during the tasks in the scenario, which may
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Figure 3.13: Looking for details with functional mapping and matrix models to determine
dependencies

determine a dependency between the component and the data repository.
Sequence diagrams constitute another kind of model that provides details that com-

plement high-level information and can be used to determine dependencies, especially
due to temporal relationships. Figure 3.14 illustrates two sequence diagrams that we
constructed to zoom in on details, e.g. the code elements that software components ex-
ecute before accessing, reading or writing, to data repositories. The sequence diagram
in (a) aims at zooming in on the sequence of runtime activities that realize the task Add
Coil of the scenario described in Figure 3.12. The elements described in the sequence
diagram are the key software components (stereotyped as SWC) that execute or load
code elements (stereotyped as Code) such as modules, COM elements, and DLLs, be-
fore accessing data repositories (stereotyped as Data). The names in the edges between
the aggregations in the sequence diagram contain the respective runtime activity and
the element of the aggregation that is used.

When the problem at hand requires zooming in on further details and the collected
runtime data contains such details, it is possible to construct sequence diagrams with
finer runtime information. The notes in the right side of the sequence diagram (a)
describe that the task can be dived into five subtasks: operator actions (1), COM com-
munication (2, 4), load Coils’ configuration (3), and update system repository config-
uration (5). The sequence diagram (b) in Figure 3.14 zooms in on the third subtask
(3). The diagram shows the runtime activity and the order required to read all the files
that contain the Coil Definition data, a key aspect for the feature under analysis. The
sequence diagram shows, at the top, the realization to read a first file and then how a
similar sequence is repeated to read subsequent files.
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(a) (b)

Figure 3.14: Looking for details with sequence diagrams models

3.6.3 Conformance and realization analysis.

Large and complex software-intensive systems like the Philips MRI have strict con-
straints on nonfunctional properties such as reliability and performance. Ideally, the
architecture and design, documented or in the mental models of the experts, specify
how to achieve the desired quality. However, the realization deviates from the specifi-
cation, especially when the implementation includes third party or off-the-shelf com-
ponents, multiple implementation technologies, and it is constrained by the character-
istics of the runtime platform. An execution profile can convey a number of insights
about the runtime and realization of a system like the Philips MRI scanner, which
practitioners can use to refresh their mental models and validate their expectations
about the realization of the system. Execution workflow models and some types of
matrix models are the main means provided by an execution profile for conformance
and realization analysis.

An execution workflow model is a Gantt-chart-based representation that describes
how the tasks that realize a given feature are distributed over time and over the pro-
cessing nodes of the system. Figure 3.15 shows a example of an execution workflow
model and its respective notations. The model describes the major tasks that are per-
formed inside the main computers of the Philips MRI scanner (Host, Reconstructor,
DAS) during the startup of its software system. The description helped the organi-
zation to visualize the actual realization of this key feature, i.e., the actual duration
of each task and how these tasks run concurrently or sequentially across the process-
ing nodes of the system. In addition, the description shows how major tasks can be
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mapped to finer tasks to zooming into details. For example, PF Client Recon, which is
a major task in the Host, coordinates the start-up of the Reconstructor subsystem and
is mapped to the finer tasks in the Reconstructor computer. Currently, the model is
constructed on a regular basis to verify and predict changes in the performance, e.g.
distribution and duration of the startup process through ongoing and future develop-
ment projects.

Figure 3.16 shows two matrix models that correspond to the type IV listed in Ta-
ble 3.3. The matrices complement the functional mapping model in Figure 3.12, by
checking the expectations about the role of key components in the scenario. On the
one hand, matrix (a) serves to check the actual processes, per software component,
that are active in the scenario. On the other hand, matrix (b) helps to check the ac-
tual number of threads, per software component, during the respective tasks in the
scenario. The latter enabled the identification of unintended use of threading mecha-
nisms. As the figure shows, the situation was especially noticeable in the realization
of the Enable Coil task. After further investigation as part of a downstream analy-
sis, the situation was attributed to the implementation of third-party elements in the
SMARTCARD WIN component.

In addition to matrix models, functional mapping models help to distinguish de-
tails such as the implementation technology of software components and the use of
platform utilities. For example, the model in Figure 3.12 shows that two of the software
components in the scenario include different instances of the csc.exe process, which
represents the C-Sharp compiler for the systems runtime platform. This shows that
the respective software components include or use .Net implementations. The same
model shows that a software component contains an attrib.exe process, and the model
in Figure 3.13 shows that another component contains an unzip.exe processes, which
indicates that these components require platform utilities to manage access rights and
data compression respectively.

Table 3.3: Type of matrix models for runtime information analysis.
Type Rows Columns Cells

I Soft. components Soft. components Data, code, and platform elements
II Tasks Tasks Data, code, and platform elements
III Soft. components Tasks Components’ interactions
IV Soft. components Tasks Components’ processes or threads

3.7 Contribution and potential limitations

In this section, we describe the technical contribution of our and some possible limita-
tions.
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Figure 3.15: Execution workflow of the start-up process of the Philips MRI scanner

Figure 3.16: Examples of matrix models to check the realization of the Philips MRI scanner

3.7.1 Technical contribution

As part of our research, we have observed that architecture reconstruction is an in-
trinsic activity for the evolution of software-intensive systems. Architecture recon-
struction solutions have become the basis for re-documentation, investigation, and
system understanding, especially for practitioners who need a global understanding
of the system. Architecture reconstruction can make use of resource such as avail-
able documentation, interviews, domain knowledge, source code, and as we demon-
strated, logging and runtime measurements. A number of solutions, e.g. approaches
and techniques, have been proposed in the literature to support architecture recon-
struction (Koschke 2009, Ducasse and Pollet 2009). Yet, nowadays software-intensive-
systems like the Philips MRI scanner pose a number of challenges that architecture
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reconstruction solutions must cope with to effectible contribute to the maintenance
and evolution of such systems.

Stoermer et al. surveyed architecture reconstruction practice needs and approaches
(Stoermer et al. 2002). Their findings with respect to practice needs are very similar
to some of the aspects that we addressed through the development and validation of
our approach. To distinguish the technical contribution of our approach, we present
the practice needs, as described by Stoermer et al., and how we address them for the
Philips MRI scanner.

• Multiple Views. One of the first problems to perform architecture reconstruction
activities is to determine which architecture views sufficiently describe the system
and cover stakeholder needs. The evaluation by Stoermer et al. describes that none
of the approached in their evaluation supports an explicit selection of architecture
views that can be systematically reconstructed in order to describe a system suffi-
ciently and address its stakeholders’ needs. The support of our approach for multiple
views relies on using execution viewpoints. As we described in Section 3.3.1, exe-
cution viewpoints explicitly describe the set of views that can be constructed with
our approach, as well as the concerns that can be addressed by constructing a given
execution view. The validation of our approach, described in Section 3.5, shows that
a view is selected based on the characteristic of the problem at hand, i.e., the con-
cerns about the realizations of a given set of features to be changed. Then the view is
systematically constructed in a top-down fashion, i.e., with high-level information
at first and details when needed by the stakeholders. As a whole, our approach is
a solution that offers an explicit catalog of views and a systematic process to select
and construct a required view.

• Enforce Architecture. On of the main reasons to conduct architecture reconstruc-
tion activities is the lack of consistency between the as-built architecture and the
as-designed architecture of a system, because traceability information is missing,
from architecture design through code implementation. The support of our approach
to enforce architecture relies on a metamodel described in Section 3.3.2. The meta-
model makes explicit the concepts or entities and traceability relationships between
them. The development organization and we agreed on that the metamodel is the
bases to describe and analyze the runtime architecture of the Philips MRI scanner.
Therefore, during the validation of our approach, with the metamodel as a common
guideline, some of the models were dedicated to check how the realization of key
features match the expectations or mental models of the practitioners.

• Quality Attribute Changes. Another reason to conduct architecture reconstruction
on software-intensive systems is to determine the relationship among quality at-
tributes and architecture elements. Software-intensive systems like the Philips MRI
scanner are tightly coupled with performance and distribution requirements. These
characteristics can change more often than other system aspects due to dependen-
cies, not only with software elements but also with the hardware elements. The sup-
port of our approach includes the construction of models to determine the relations
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between performance and both, software and hardware elements. The validation
of our approach, presented in Section 3.5, shows that some of the execution mod-
els constructed with our approach are dedicated to support the description, anal-
ysis, and assure the performance of a key feature like the start-up of the system.
In addition, the validation of our approach presented in (Callo Arias, America and
Avgeriou 2009a) shows that our approach supports the construction of execution
models to describe and analyze the performance of data-intensive and computation-
intensive features of the Philips MRI scanner.

• Common and Variable Artifacts. Commonality and variability are used in prod-
uct line environments so that organizations can reduce costs by reusing common
assets. The problem is to identify the common and variable parts in several sim-
ilar products. Variability is important for the Philips MRI scanner. However, we
have not observed direct application or results regarding variability as part of the
development and validation of our approach.

• Binary Components. The software industry is quickly moving toward systems
based on commercial components. A component in this context has three charac-
teristics: it is produced by a vendor, who sells the component or licenses its use; it
is released by a vendor in binary form; and it offers an interface for third-party in-
tegration. The problem is conducting architecture reconstruction in settings where
commercial off-the-shelf (COTS) components are used. The support of our approach
to conduct architecture reconstruction when COTS components are used relies on
the kind of abstractions and the source of information that are used. The Philips
MRI scanner has a large implementation, which contain both in-house and COTS
components. Though the source code is available for most COTS components, the
time and knowledge required to understand them are simple not available during
development projects. Therefore, practitioners like architects and designers look at
these components as gray and even black boxes. In the validation of our approach,
presented in Section 3.5, COTS components are mapped to entities, like runtime pro-
cesses or code elements, e.g., DLLs, COM components, and code modules, which
are executed inside threads.

• Mixed-Language. Software systems implemented in several languages are com-
monplace today. The problem is to reconstruct the architecture of a system that
is implemented in more than one language. The Philips MRI scanner has a het-
erogeneous implementation. Thus, it was required that our approach can abstract
away or cross the borders between elements that are implemented with different
programming languages and paradigms. The support of our approach to deal with
heterogeneous implementations relies in the construction of high-level descriptions
at first, and then, if needed, details for dedicated areas. In the validation of our
approach, presented in Section 3.5, we show that high-level descriptions present
software components as a set of processes, which abstract away their implementa-
tion language and paradigm. However, as we described for realization analysis, in
some cases the description of software components provides means to distinguish
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the implementation technology.

• Overhead. In addition to the practice needs reported in (Stoermer et al. 2002), an
important requirement of development organizations of large software-intensive
systems is that the application of reverse engineering techniques should generate
the least possible overhead. On the one hand, it is appreciated if development ac-
tivities do not require extra effort from practitioners for the application of a given
technique. On the other hand, it is especially appreciated that the execution of the
system does not change its actual temporal relationships and performance due to
the application of a given technique. In the case of our approach, the overhead was
minimal. We use already available data from logging and runtime measurements.
As we described in Section 3.4.1, logging is a source of runtime information created
and maintained by development organization. Although it is based on a sort of
source code instrumentation, the validation of our approach did not required extra
instrumentation for logging. Instead, we choose to complement the existing log-
ging, with runtime measurements collected with monitoring tools provided by the
system runtime platform.

3.7.2 Potential limitations

The usage of viewpoints and a metamodel specific to our industrial partner can be seen
as a limitation for the generalization and reuse of our approach in other systems and
projects. We do not consider that our viewpoints can be used off-the-shelf but should
be customized to the organization and project at hand to construct useful execution
views in practice. The presentation of our approach in this article and our related re-
search (Callo Arias et al. 2008, Callo Arias, America and Avgeriou 2009b, Callo Arias,
America and Avgeriou 2009a) illustrate how other practitioners and researchers can
perform such customization for their particular settings. This may include the exten-
sion or specialization of the described execution models and execution viewpoints,
adding their particular concerns and favorite ways to address them as we described
in (Callo Arias, America and Avgeriou 2009b). Then the execution metamodel may
include similar high-level elements, but different elements that describe the runtime
platform and the resources of their particular system. This may include changing
the mapping of software components to the representative runtime element of their
system runtime platform. For a single process, but still multithreaded software ap-
plication, software components may be mapped to persistent threads or major objects
for the case of an object-oriented implementation. For even larger and distributed sys-
tems using service oriented architectures, the service element may be included as a
high-level element above or instead of software component. Our set of viewpoint is
referred as representative examples in the new definition of the ISO/IEC CD1 42010
standard and we welcome proposals from the community on how to customize them
for other purposes.

In Section 3.4 and Section 3.5, we described how the construction requirements,
the system domain, and the system runtime platform are key factors that drive the
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implementation of the set of mapping rules as partial functions. This means that we
selectively implement and apply mapping rules to a given subset of logging messages
and process activity events rather than to all the collected data. Although this usage of
mapping rules may look as a limitation for the completeness of our approach, we con-
sider this as the key factor that enables the top-down approach, i.e., provide high-level
information at first, and dig down for details when it is needed or triggered by the con-
struction requirements. Another possible limitation is the fact that in the validation,
the technique of our approach uses mapping rules that were implemented for the spe-
cific format or patterns of the Philips MRI scanner logging and the collected runtime
measurements. However, we consider this more as an illustration on how to imple-
ment and use the concept of mapping rules. Thus, other practitioners or researchers
can consider those to deploy our approach in different settings.

Finally, due to the settings of our research, the perception of the value and limi-
tations of our approach are based on our observations and the feedback of the prac-
titioners of our industrial partner. This can represent a major limitation that we still
need to evaluate with the collaboration of external researchers and practitioners will-
ing to deploy our approach in different settings involving large and complex software-
intensive systems.

3.8 Related Work

In this section, we discuss work that is related to the main characteristics of our ap-
proach.

3.8.1 Top-down solutions

Top-down solutions take some high-level knowledge as input, e.g. problem require-
ments, decomposition of a system, and design conventions. This input guides a dis-
covery of the architecture or the information needed to address the problem at hand.
Software reflexion models (Murphy et al. 2001) is the most representative example of
a top-down solution closely related to our work. The top-down process for reflexion
models summarizes a source model, i.e. the source code of a software system from the
perspective of a particular high-level model, which is a hypothesis defined by a devel-
oper. The summarization is based on declarative mapping that associates entities in
the source code with entities in the high-level model defined by the developer.

The use of high-level knowledge and declarative mapping are the main common-
alities between reflexion models and our approach. In the case of our approach, the
use of high-level knowledge is driven by a set of reusable viewpoints and a meta-
model about the runtime of a system. Similarly, our mapping rules associate runtime
data, i.e. logging and measurements, and high-level abstractions with respect to the
runtime structure and behavior of the system. We consider that a combination of the
process to construct reflexion models and our approach can be an ideal top-down so-
lution to construct module and execution views, especially for organizations that need
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to manage size and complexity of software-intensive system.

3.8.2 Runtime description and analysis

The main goal of our approach is to support the description and analysis of the run-
time of a system like the Philips MRI scanner. In the literature, a number of techniques
focus on the description and analysis of the runtime of software systems. According
to the kind of views that can be constructed, the techniques can be classifies as follows:

• Dynamic module views: Dynamic module views describe the runtime interactions be-
tween implementation artifacts such as modules, classes, and objects. These views
are mainly constructed applying dynamic analysis techniques (Briand et al. 2003,
Hamou-Lhadj and Lethbridge 2004, Systä 2000, Egyed 2003). These techniques fo-
cus on the extraction and abstraction of execution traces, which track code level
events at runtime, e.g., the entry and exit of functions and methods. To extract ex-
ecution traces, these techniques rely on techniques such as compiler profiling, or
source code instrumentation (Briand et al. 2003). For the abstraction, i.e., present-
ing the extracted data at a high-level of abstraction and manage large amounts of
execution traces, these techniques use aggregation, summarization, and visualiza-
tion mechanisms (Hamou-Lhadj et al. 2005, Safyallah and Sartipi 2006, Cornelissen
et al. 2007).

Code-based techniques are especially useful when the problem at hand involve con-
cerns around the implementation structure or require accurate traceability to code
elements, e.g. modules or at least functions. The development of dynamic analy-
sis techniques is overemphasized for object-oriented implementations (Cornelissen
et al. 2009). In the case of our approach, the proposed dynamic analysis technique
is more suitable for distributed and multithreaded systems with heterogeneous im-
plementations like the Philips MRI scanner, where analyzing only the source code
is not enough to achieve a proper understating of the system.

• Application management views: Management views describe information related to
the externally observable behavior of system elements (Keller and Kar 2000) such
as performance, availability, and other end-user-visible metrics (Brown et al. 2001).
Management views of software systems can be constructed using techniques that
analyze monitored information and system repositories (Keller and Kar 2000, Brown
et al. 2001, Gupta et al. 2003). Monitored information represents runtime events such
as errors, warnings, and resources usage generated by the system runtime platform
(e.g. operating system, middleware, virtual machine). The format and elements
within monitored information are generic for all systems running on the same run-
time platform. System repositories are maintained by the runtime platform and con-
tain information related to monitored information and configuration of the system
environment.

Management views describe the major elements of a running system (subsystems,
applications, services, data repositories etc.) as black boxes. This enables a high-
level understanding of the runtime of a system, the integration of constructed views
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into the system documentation, and their reuse in further analysis (Brown et al.
2001). The focus on high-level abstractions and the use of monitored information
are important aspects that inspired the development or our approach. Therefore,
our approach can be seen as an extension of application management techniques,
especially for situations where unintended variations of end-user-visible properties
need to be analyzed and solved by software architects and designers as part of the
development and maintenance cycle.

3.9 Conclusions and Future Work

The contribution of our approach is centered on two points. First, it is a structured
and problem-driven architecture reconstruction solution. The involved stakeholders,
software architects and designers, considered important the use of viewpoints and
a metamodel as guideline for the preparation of the construction requirements and
the presentation of information in a top-down fashion. This allows us to conduct the
construction involving the practitioners, deal with complexity, and construct useful
views to address a concrete problem. Second, the stakeholders involved in the various
applications of our approach got actual information about the runtime behavior and
structure at an architectural level without being overwhelmed by the complexity of the
software system. These aspects make our approach an extensible and scalable solution
to construct execution views. In our future work, we aim to report further validation of
our approach with the large and complex software-intensive system of our industrial
partner and similar systems. Finally, we consider that our approach is complementary
to the existing techniques, therefore in future work we aim to provide the means to
link our approach with the existing techniques. This will allow the development orga-
nization to have complete and actual information about its software-intensive system.
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Abstract

A resource usage view consists of models that are important assets to analyze and control
usage of hardware resources such as processors and memory elements. In this chapter, we
present the application of a top-down approach to construct a resource usage view using
actual system runtime information. The models in this view help to address the concerns of
a resource usage viewpoint providing information in terms of system-specific architecture
and design execution elements such as execution scenarios, tasks, software components,
processes, and threads. As part of our validation, constructing a resource usage view of
an MRI scanner, we observed that the constructed models for this view provide useful
overviews and insights for practitioners to describe part of the system execution architec-
ture and especially to analyze and evaluate the use of hardware resources in a top-down
fashion.

4.1 Introduction

The typical hardware resources that are considered when developing and maintaining
a software system are processors, memory, disk, and network bandwidth. Often, an
inappropriate or unpredicted usage of these resources can compromise non-functional
properties such as performance and reliability, triggering the execution of expensive
corrective maintenance and even redesign activities. In the literature, various meth-
ods and approaches use resource usage information to predict and analyze perfor-
mance and reliability issues related to resource usage. Some of these methods use as
an input resource usage information from design models and specifications (Balsamo
et al. 2004, Muskens and Chaudron 2004) while others use actual measurements from
an existing system (Devarakonda and Iyer 1989, Wood et al. 2008).

As part of our research on the evolvability of large software-intensive systems (van de
Laar et al. 2007), we examined the adoption of each type. On the one hand, we ob-
served that the adoption of prediction methods using resource usage information from
design models is not a common practice. This is especially true when resource usage
information is inaccurate or hard to collect due to the size and complexity of the soft-
ware system at hand. For instance, this is the case when the system is deployed across
several computers with a particular resource configuration, e.g. multicore processors
and large memory sets, and with a runtime structure composed of multiple processes
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and multiple threads. On the other hand, we also observed that measurement-based
descriptions of resource usage are often used in practice, e.g. for corrective main-
tenance and crash detection, and supported by various tools (Microsoft Corporation
2010b, Microsoft Corporation 2010c, Linux Trace Toolkit (LTTng) Project 2010).

Although measurement-based descriptions provide actual information about re-
source usage, this information does not directly match the high-level design and archi-
tecture abstractions that practitioners use when developing and maintaining large and
complex software-intensive systems following architecture-driven approaches. Our
focus is to support practitioners in constructing resource usage models that describe
the actual resource usage in terms of design and architecture abstractions. Our motiva-
tion is that these descriptions enable practitioners to manage system complexity, create
overviews to get insights into the system execution architecture, i.e. what a software sys-
tem does at runtime and how it does it (Callo Arias, America and Avgeriou 2009b), and
improve predictions with respect to system resource usage. The term runtime refers to
the actual time that the software system is functioning (during testing or in the field).

In this chapter, we present the extension of our previous work (Callo Arias et al.
2008), a top-down approach that uses actual runtime information, in order to con-
struct resource usage models that describe the usage of processor and memory ele-
ments. This extension has two particular characteristics: it helps to construct models
of a resource usage view that address the concerns of an identified resource usage ar-
chitectural viewpoint and it provides information in terms of system-specific runtime
elements (e.g., scenarios, tasks, software components, processes and threads). The
validation of this extension of our approach consisted in constructing a resource usage
view for the Philips MRI scanner. The practitioners involved in this validation report
that the constructed models for this view provide useful overviews and insights to
analyze the use of processor and memory resources in a top-down fashion.

The organization of the rest of this chapter is as follows. In Section 4.2, we briefly
describe the top-down approach and summarize its customized characteristics to con-
struct resource usage models. In Section 4.3, we describe the process to identify the
required input and process it to construct models of a resource usage view. Section 4.4
presents the type of models that compose a resource usage view constructed with our
approach. In Section 4.5, we describe our observations and findings from constructing
resource usage models in practice. In Section 4.6 we discuss related work and finally
in Section 4.7, we provide some conclusions and future work.

4.2 Customized Top-Down Approach

In our previous work (Callo Arias et al. 2008), we presented a dynamic analysis ap-
proach to construct execution models of a large software-intensive system in a top-
down fashion. This approach is an iterative process that allows us to cope with com-
plexity by providing means to collect and analyze high-level information first, and
then dig down for details when needed. This has proven useful especially to support
top-down and architecture-driven activities to analyze the runtime of the software of
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Figure 4.1: Customized approach for the construction of a resource usage view.

a large software-intensive system. Figure 4.1 illustrates the main elements of our ap-
proach to construct models for an execution view. It includes A) the set of inputs
and steps of the overall process to construct execution models interacting with prac-
titioners, B) a metamodel that describes a set of concepts and relationships between
them that we use to describe and analyze the runtime of a software system, and C)
the sources of actual runtime information that we use. In the rest of this section, we
describe the key elements, improvements, and customizations of the elements of our
approach to construct models for a resource usage view.

4.2.1 Resource Usage Viewpoint

By definition, an architectural viewpoint addresses particular concerns of the system
stakeholders and consists of the conventions for the construction, interpretation, and
use of an architectural view (ISO/IEC 2007). In (Callo Arias, America and Avgeriou
2009b), we describe how to identify a set of viewpoints for a particular large software-
intensive system interacting with key practitioners of a software development orga-
nization. As an elaboration of our approach, we are putting the definitions of the
viewpoints identified in (Callo Arias, America and Avgeriou 2009b) into practice us-
ing them as an input of our approach.

The inclusion of viewpoints to our approach is especially important because view-
points include organization- and system-specific concerns and guidelines that help
us to focus and ease the identification of requirements to construct execution views,
specifically a resource usage view, of a particular system. In this case, to construct
a resource usage view, we put into practice the definition of a resource usage view-
point (see A in Figure 4.1). The elements that define this viewpoint are summarized
in Table 4.1. In general, the concern of this viewpoint is to ensure an adequate use of
hardware resources, e.g., processors and memory elements at runtime. Within our ap-
proach, the definition of the resource usage viewpoint serves as a guideline to ease and
scope the interaction with practitioners and reduce the iteration phases. For instance,
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Concerns Identification of bottlenecks and delays. Definition of metrics, bench-
marks, and budgets.

Models Scenario-based resource (i.e. processor, memory, and network) usage
models, budgets, predictions.

Stakeholders Software architects, designers, testers, and system platform support-
ers.

Development
activities

System understanding, analysis of alternative designs and imple-
mentations, introduction of new hardware resources, testing and
conformance of design and implementation, corrective maintenance,
and tuning of nonfunctional properties.

Table 4.1: Resource usage viewpoint summary.

Figure 4.2: Specialization of execution elements for resource usage description.

it helps to communicate what runtime concepts (elements and relationships) build a
resource usage view and presents examples of resource usage models. Moreover, it
helps us to define the requirements and inputs to construct new resource usage mod-
els (e.g., identify stakeholders, selection of suitable execution scenarios, techniques to
collect runtime data).

4.2.2 Execution Metamodel

Our approach is supported by a specific metamodel that describes the various ele-
ments and relationships that play a role during the runtime of a software system (see
B in Figure 4.1). We introduced this metamodel in our previous work (Callo Arias
et al. 2008) and progressively extended it along the progress of our research.

In particular, to support the construction of a resource usage view, we have in-
cluded the concept of Processing Node and specializations for the Platform Resource
concept. A processing node represents the hardware devices, e.g., computers, onto
which software components are deployed. Figure 4.2 illustrates the specialization of
the platform resource concept of our metamodel and its relationship with the process-
ing node concept. A processing node contains one or more platform resources, which
can be either code (software) or hardware elements. Figure 4.2 as a description of
the extension of our metamodel, also illustrates that processors and memory are used
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by a given software component through the activity performed by the threads of its
respective set of processes.

Overall, the various elements in the metamodel define a number of concepts de-
scribed in an execution model of a software system. In terms of the elements in our
metamodel, we can express that a model of a resource usage view describes in general
how a software system uses the hardware resources contained in the system process-
ing nodes. In Section 4.4 we describe the specific set of elements from our metamodel
(see the highlights in Figure 4.1 B) to construct models for a resource usage view.

4.2.3 Sources of Runtime Information

The source of information for our approach is a combination of system logging and
process activity (see C in Figure 4.1). In our previous work (Callo Arias et al. 2008),
we described how we synchronize and combine these two sources to extract informa-
tion that aligns with the elements and relationships described in our metamodel. So
far, we have explored runtime data to determine dependencies (interactions and rela-
tionships) between scenarios, tasks, and software components. However, to construct
models for a resource usage view, we need to include data about activity of resources
such as processors and memory of the system’s processing nodes. Various monitoring
tools, usually provided by the runtime platforms (Microsoft Corporation 2010b, Mi-
crosoft Corporation 2010c, Linux Trace Toolkit (LTTng) Project 2010), support the collec-
tion and integration of resources activity to our source of information.

For instance, we have extended our source of information with measurements that
can describe the usage of the processor(s) and memory of the system’s processing
nodes. The measured processor usage information consists of indicators about its per-
formance in executing arithmetic and logical computations, initialization of operations
on peripherals, and execution of threads. The measured memory usage information
consists of indicators that measure the access to the various sections of the system’s
physical and virtual memory. In this extension of our approach, we focus on proces-
sors and memory resources, but additional usage information can be also measured
for resources such as network interfaces, disks, and the file system cache. The latter
is typically used as indicator of I/O operations because it consists of indicators that
monitor the file that stores and permit fast access to recently used data without having
to read it again from the disk.

4.3 Input and Interpretation of Runtime Activity

Technically, it is possible to construct all sorts of resource usage models for a given
execution scenario. However, only a set of them address the important concerns of a
practitioner trying to solve a given problem. In this section, we describe how to ana-
lyze an execution scenario to identify the set of resource usage models (see Table 4.1)
that should be constructed including the resource usage that should be measured and
interpreted.
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4.3.1 Scenario Input Analysis

For the construction of execution views, in this case a resource usage view, our
approach relies on the practitioners’ criteria to select key execution scenarios. As the
input for our approach, it is important to define as early as possible the resource usage
model to be constructed. This is particularly important to decide what runtime data
to collect and how to interpret it. The analysis we follow consists of the identifica-
tion of the concerns of practitioners about resource usage and the decisions that may
determine the resource usage within a given execution scenario.

On the one hand, concerns are identified from the characteristics of the system
functionality, delivered by the execution scenario at hand, which requires one or more
specific resources. For instance, for an execution scenario that delivers a computation-
intensive function, the computation-intensive characteristic triggers the concern about
the proper usage of the involved processing nodes’ processors. On the other hand, the
decisions include design, implementation, and deployment decisions that determine
which system processing nodes, software components, and resources (e.g., processor
or memory elements) are involved within the execution scenario at hand. This in-
formation can be collected by asking practitioners and complemented constructing a
functional mapping model (Callo Arias, America and Avgeriou 2009b) as a scenario
overview, as we presented in (Callo Arias et al. 2008).

Together, the identified concerns and decisions, in the case of computation-intensive
scenarios, may suggest that the first model to be constructed is a processor usage
model using measurements of the usage of the corresponding processor(s) of the pro-
cessing node(s) involved in the execution scenario. For a single process and single
processing node system, this analysis may be trivial, but when the system at hand is
large and complex, this is necessary to manage size and complexity when deciding
which software components, processing nodes, and resources should be monitored
and perhaps instrumented to collect the appropriate runtime activity.

In summary, the identification of concerns and decisions of a chosen scenario help
us in identifying stakeholders, narrowing down the identification and analysis of the
required instrumentation to collect runtime activity, and moreover the identification of
the models that may be actually useful to analyze a specific scenario. We will describe
more about concerns and decisions of execution scenarios in Section 4.5.

4.3.2 Interpretation of Runtime Activity

Based on our observation on how a large organization develops a large software-
intensive system, we consider that presenting resource usage information in terms of
the system design and architecture elements is appealing for practitioners following
architecture-driven strategies. We have shown in (Callo Arias et al. 2008) that applying
the concept of mapping rules (van Deursen et al. 2004) help us to interpret actual run-
time activity, i.e. logging messages and process activity to extract information about
design and architecture execution elements. For instance, we used mapping rules to
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extracted instances of execution elements such as the tasks of an execution scenario,
the software components of the system and their respective processes and threads, the
organization of data repositories, and major code elements (Callo Arias et al. 2008).

To support the construction of a resource usage view, we have extended our im-
plemented mapping rules mainly to enable the graphical representation of correla-
tions between resource usage measurement and design and architecture execution el-
ements. The types of mapping rules that make this representation possible are:

Resource usage indicator This type of mapping rules assigns unique or combined re-
source activity indicators (see Section 4.3.3) to a resource as its most represen-
tative resource usage information. To choose the representative indicators for
a given resource and design this type of rule it is necessary to follow two ac-
tivities. First choose a set of candidate indicators analyzing the technical in-
formation of the indicators that can be measured using the available monitor-
ing tools (Microsoft Corporation 2010b, Microsoft Corporation 2010c, Linux Trace
Toolkit (LTTng) Project 2010). Second, from the candidate set, choose the definitive
indicator(s) in common agreement with practitioners based on the characteristics
of the scenario under analysis, as described in Section 4.3.1. For the MRI scan-
ner, we analyzed the technical description of the indicators that can be measured
on its runtime platform (Technet-Microsoft 2003a, Technet-Microsoft 2003b). We
mapped a combination of the Working Set indicator and created Handles indica-
tor to analyze memory usage in a data-intensive scenario. For the interpretation
of processor activity, there is only one type of indicator, but when analyzing sce-
narios using multicore processors, the mapping may use averages and maximum
values in case there is no explicit design or deployment decision that pertains to
a particular core. In Section 4.4, we describe in more detail these examples of
mapping of resource usage indicators showing models that use them.

Runtime activity codification This type of mapping rules encodes workflow infor-
mation and activity of pre-identified system execution elements. This consists
of mapping predefined types of text patterns of logging messages and process
activity events that represent some type of activity performed by tasks, software
components, and threads to numerical values. Figure 4.3 shows a snippet of this
mapping that illustrates how text patterns that describe the beginning and end of
a task and any other activity within the task are codified into values 2 and 15 re-
spectively. This codification is may change when digging down for details such
as to split a given task into smaller tasks or make a particular interaction, within
a task, explicit. The ultimate goal of this codification is the homogenization of
the input that we use to construct the graphical representations of resource usage
models.

4.3.3 Input to Construct a Resource Usage Model

To store the information obtained applying the mapping rules described in Section 4.3.2
we use two types of tuples. First, (t, v, r) that describes the assigned indicator value v



102 4. Constructing a Resource Usage View

Figure 4.3: Mapping runtime information for a resource usage model.

that represents the usage information of a resource r at a time t. Second, (t, c, e) that
describes the code value c that represents the occurrence of a workflow or interaction
activity performed by an execution element e at a time t.

The information in the target view, series of tuples, represents the input for the
Construction of Execution Model activity of our approach (see A in Figure 4.1). To
construct the graphical representations of the models for a resource usage view, we
plot the first two elements of the described tuples. The third component is often used
to color code or define the texture of the elements in the graphical representation of the
model. The way we use these values varies among the types of models as we describe
in Section 4.4. Due to the use of color-coding and textures to represent and differen-
tiate the various elements in the graphical representation of the presented models in
Section 4.4, we suggest reading on-screen or using color-printed versions. The current
tool support that we use to support this process is Microsoft Excel and the .netCHART-
ING library (.netCHARTING n.d.).

4.4 Models of a Resource Usage View

Models of the resource usage view constructed with our approach aim at describing re-
source usage information in a top-down fashion to support top-down or architecture-
driven strategies to analyze the runtime of a large software-intensive system. We dis-
tinguish task, component, and thread resource usage models. In this section, we de-
scribe these types of models including the execution elements involved, the graphical
representation used for each of them.

4.4.1 Task Resource Usage Models

Task resource usage models are the most coarse-grained representation of resource
usage information that we construct. The purpose of this type of models is to de-
scribe the correlation between the tasks of key execution scenarios and the activity
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Figure 4.4: Example of task resource usage model.

of hardware resources. Figure 4.4 shows an example of a task resource usage model,
constructed with the runtime information partially shown in Figure 4.3. This model
describes memory usage within the major tasks of the booting of the MRI scanner. The
involved execution elements in this type of model are the tasks of the given scenario,
the measured values of the usage of the resources under analysis, and the period of
time that the execution scenario takes place.

The graphical representation of a task resource usage model consists of a horizontal
time axis over which the series of resource usage indicator tuples are plotted. Then,
a vertical axis at the right side of the model is a reference for the usage information
of the resource being described. On top of the usage information, we plot the series
of codified runtime activity tuples related to workflow to represent the tasks of the
scenario as consecutive segments along the execution time (horizontal axis).

The correlations described in a task resource usage model can help to identify the
actual resource budget for a scenario as a whole or for its specific tasks under anal-
ysis. For instance, the model in Figure 4.4 uses the indicator Available Memory to
describe the required memory to startup the software of the MRI scanner. Looking at
this model, one can say that the required budget to have the software system up and
running, in the monitored processing node, is 1GB in total or 0.56GB and 0.46GB for
each of its tasks respectively when looking at the detail. Nevertheless, as we describe
in Section 4.5, this is not the only or first information that practitioner may extract
using this type of models.

4.4.2 Component Resource Usage Models

Component resource usage models are more fine-grained than task resource usage
models. The purpose of this type of models is to describe the correlation between the
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Figure 4.5: Example of a component resource usage model.

activity of each system software component (set of one or more running processes) and
the usage of hardware resources within key execution scenarios. Figure 4.5 shows an
example of a component resource usage model for the main scenario of the MRI scan-
ner. The execution elements involved in this model are the key software components
that interact (running either in the same or different processing nodes) to deliver the
functionality of the scenario, the measured values of the usage of the resources under
analysis, and the time that the execution scenario takes place.

The graphical representation of this type of resource usage model is very similar
to task resource usage models, except for two aspects of the description of software
components’ activity. First, it is necessary to distinguish if the involved software com-
ponents run in different processing nodes. To do this, we split the plot area into hor-
izontal sections (delimited by dotted lines). Horizontal sections share the same hori-
zontal axis (execution time), but the vertical axis at the right side serves only as scale
for the section that contains the plotted usage information. For instance, the model
in Figure 4.5 involves two processing nodes, Scanner computer and Recon computer.
The first computer contains the Scanner software component. The second computer
contains the monitored processor and the Reconstructor software component.

Second, according to our execution metamodel (see B in Figure 4.1) a software com-
ponent is mapped to a set of one or more running processes. Thus, the graphical rep-
resentation of a software component activity is an aggregation of the activity of the
processes (including their respective threads) that build it. A horizontal segment (con-
secutive plotted points) represents the software component’s activity at a given period.
This segment aggregates the interpretation of the various logging messages and pro-
cess activity events within the given period. The height of the segment indicates if
the aggregation is for one or more processes. For instance, in the execution scenario
described in Figure 4.5, the Reconstructor component has two main active processes
(R1 and R2) within the execution scenario. When only R1 is active, the segment of the
Reconstructor component is at the middle of the first horizontal level. When both pro-
cesses are active, the segment reaches the middle of the level above. A space between
two consecutive segments represents a period of time that the respective component
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Figure 4.6: Example of a thread resource usage model.

is inactive, e.g., waiting for some data or control message from other component.
The correlations described in a component resource usage model expose the peri-

ods where a software component is active or inactive and the same for the software
components that interact with it. The analysis of these situations and the usage infor-
mation of the chosen resource enable the identification of bottlenecks and delays. For
instance, the model in Figure 4.5 shows one of the most computation-intensive execu-
tion scenarios of the MRI scanner where the Reconstructor component has to compute
(convert into pictures) as quickly as possible sets of raw data sent by the Scanner com-
ponent. Thus, the concern within this scenario is the adequate use of the processor in
the Recon computer. To address this concern, the model is constructed using measure-
ment of the Processor Usage indicator.

4.4.3 Thread Resource Usage Models

Thread resource usage models are the most fine-grained representations of resource
usage that we construct. The purpose of this type of model is to describe the correla-
tion between thread activity and the activity of hardware resources. This level of ab-
straction is also important because, according to our metamodel (see B in Figure 4.1),
threads are the finest and initial links to map resource usage to higher abstractions
such as components and tasks in case a bottom up approach is required. Figure 4.6
shows an example of a thread resource usage model of another key execution scenario
of the MRI scanner. The execution elements involved in this model are the threads of
the processes that interact to deliver the functionality of the scenario, the measured
value of the resources under analysis, and the time that the scenario takes place.

The graphical representation of this type of models also presents the activity of the
involved execution elements over the horizontal time axis. In this case, we present
thread activity as horizontal segments vertically distributed. Therefore, segments at
the same vertical level represent the activity of the same thread but at different points
in time. In addition, if the interpreted runtime information from the logging and pro-
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cess activity makes it possible, gray lines represent the execution flow among threads,
which aggregates communication and control flow between them. The vertical level of
each thread contains the name of the process and thread. For instance A ADUI:MAIN
indicates that the thread name is MAIN and its respective process name is A ADUI.
Identifying the names of the involved threads is important to present this type of mod-
els as information that aligns to a design or architecture level. Identifying the name of
a thread (from the collected runtime information), instead of its thread ID (numerical
value), helps to make the function or role of the thread explicit and eases the analysis
of the model.

However, sometimes it is not enough to make the function of the thread explicit, es-
pecially when the system at hand uses third party or off-the-shelf components. Often
practitioners are familiar with code libraries or modules that third party or off-the-
shelf components provide, but not with the runtime structure, i.e. the processes and
threads, of these components and how they use hardware resources. Figure 5.13 is a
snippet of a concurrency structure of the scenario described by the model in Figure 4.6.
The support of a concurrency structure model for a thread resource usage model is to
make the function or role of threads more explicit showing the code elements or events
that are executed within them. The construction of concurrency models responds to
a concurrency viewpoint (Callo Arias, America and Avgeriou 2009b, Rozanski and
Woods 2005). Further information on why and how to construct this type of models for
an existing large and complex software-intensive system is described in Section 5.5.3.

The scenario described in Figure 4.6 represents a data-intensive system function-
ality where the main concern is the efficient usage of memory resources. Thus, the
resource under analysis is memory, for which we choose to use the Working Sets and
Handles indicators as the representative information to measure memory usage. On
the one hand, the Working Sets indicator represents the actual memory that is used
at a given time, rather than the total allocated one. On the other hand, the number
of Handles is proportional to the amount of memory used. Thus, variations of this
correlation that are not justified by the function of the involved threads may lead to
the analysis of the causality of probable inappropriate use of memory resources.

We consider that the correlations described by a thread resource usage model can
also enable the analysis of bottlenecks and delays but at a finer granularity. Conduct-
ing this analysis at this level of detail enables a downstream development activity to
communicate or share the results analysis to the internal or external provider that de-
velop or maintain the code elements executed within the given threads.

4.5 Resource Usage Models in Practice

Within the validation of our approach, we have constructed models for a resource us-
age view to support the analysis of the runtime of the software system of our industrial
partner, the Philips MRI scanner. The key contribution of this view for practitioners
is that it enables the analysis and understanding of variations (peaks and valleys) of
resource usage in terms of their specific system elements (e.g., tasks, software com-
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ponents, processes, and threads). This enables the analysis of the causality (relation
of cause and effect) of inappropriate resource usage, and helps to address the various
concerns within their resource usage viewpoint (see Table 4.1). In the rest of this sec-
tion, we describe our observations on how practitioners use a resource usage view and
the activities that it supports.

4.5.1 Using a Resource Usage View

In Section 4.4, we provided descriptions of the correlations described by the models
of a resource usage view. Our main observation in how this view helps to address the
concerns of a resource usage viewpoint is that practitioners need to complement the
described correlations with their own domain knowledge and mental models through
several iterations. The domain knowledge and mental models of practitioners in-
clude references about the system functionality, the function and implementation of
elements such as software components and processes, and physical and mechanical
characteristics of the system.

For instance, we present a resource usage model that can describe the actual mem-
ory budget for the start-up of the software system (see Figure 4.4). At first, this model
provides an overview of the actual situation. However, practitioners do not take the
measured information as the definitive budget; instead, they first use domain knowl-
edge and insights to assess what the causality is for the measured value (e.g., amount
of used memory). In this case, the domain knowledge includes references about the
functions and communication requirements of the various software components that
are initialized within the starting background and starting application software tasks.
Another example is the analysis of delays and bottlenecks using the model in Fig-
ure 4.5. In this case, the domain knowledge used to assess the nature of low processor
usage and inactivity periods at the beginning of the scenario involves the references
about the influence of the physical phenomena that rules the acquisition of data by the
Scanner component.

In summary, when the information in a constructed model does not align with
the requirements and design decisions of the given scenario (e.g., drastic variations in
the described correlations), or it is different from the analyzer’s mental model, a sub-
sequent analysis is necessary. This may consist of splitting the scenario information
into smaller tasks or constructing models at the component or thread level (top-down
analysis). When the latter is necessary, the role, domain knowledge, and questions of
the involved practitioners will often become more specific, until the analysis helps to
determine for instance, the precise nature and causality of inactive periods of a soft-
ware components and the correlation with the usage of the processor resource when
analyzing bottlenecks and delays.

4.5.2 Supporting Development Activities

In overall, the resource usage view that we have constructed contribute to system un-
derstanding. On the one hand, we as researchers acquired domain knowledge about
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the system functionality, design, and implementation. On the other hand, we observed
that a resource usage view is often a suitable medium to discuss and transfer technical
knowledge between practitioners analyzing it.

We have also observed the application of resource usage models to support other
specific activities such as the analysis of alternative designs, introduction of new hard-
ware resources, and performance tuning. As part of our experimentation, we have
constructed a set of models for the scenario in Figure 4.5 using different configura-
tions of the system (alternative designs and implementations). There we learned how
practitioners could use resource usage models to analyze alternative designs and im-
plementations towards the detection and correction of bottlenecks and waiting times
to improve the performance of the system. We observed that some designs rely on the
efficient use of resources, e.g., multicore processors, to achieve certain requirements.
Thus, similar to the support of analysis of alternative designs and implementations, re-
source usage models help to test, verify, and analyze if the implementation is actually
using the given resource as is stated in the design specification.

Finally, we observed that resource usage models help practitioners to tune and
analyze the performance of execution scenarios that involve third party components.
As part of this activity, we have constructed the model in Figure 4.6, which so far
has helped to identify the use of extra memory due to the wrappers that manage the
heterogeneity of the code elements executed by the involved threads.

4.6 Related Work

We consider that the related work of our contribution presented in this chapter can
be distinguished into two groups. The first group includes architecture reconstruction
methods such as Symphony (van Deursen et al. 2004). This method uses architectural
concepts such as viewpoints and views, and mapping rules to extract architectural
level information from existing software systems. This aspect is the main common-
ality with our work, but our focus so far is recovering information for the execution
architecture using specific execution viewpoints and views, specifically the resource
usage viewpoint and view. Furthermore, to construct such execution views, we have
exploited the concept of mapping rules to map data in a source view (the collected
logging messages, process activity events, and resource usage measurements) to infor-
mation in a target view (series of resource usage indicators and the codified runtime
activity).

The second group includes the existing tools to collect and present resource usage
measurements tools (Microsoft Corporation 2010b, Microsoft Corporation 2010c, Linux
Trace Toolkit (LTTng) Project 2010). As we described in Section 4.1, our observations are
that these tools are often used by practitioners, but mainly to conduct online analy-
sis to support corrective maintenance. Although these tools facilitate the collection of
resource usage information without any instrumentation and minor overhead, their
current visualizations or descriptions of resource usage (e.g., usage curves and his-
tograms, and lifetime of processes and their activities) do not use system-specific de-
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sign and architecture concepts. This last point limits the use of these descriptions as
architecture or design information to support architecture-driven activities when de-
veloping large software-intensive systems.

4.7 Conclusions and Future Work

Our contribution is that we provide a structured approach to construct a resource us-
age view that describes the correlation between high-level execution concepts (e.g.,
tasks of key execution scenarios, software components, processes, and threads) and
the usage of hardware resources. Furthermore, we described how to use this view in
practice and the need to combine it with specific domain knowledge

Technically the graphical representations used in the models of the resource usage
view are not much different from visualizations provided by the existing monitoring
tools (Microsoft Corporation 2010b, Microsoft Corporation 2010c, Linux Trace Toolkit
(LTTng) Project 2010). Thus, we consider that other software development organiza-
tions and tooling providers can use and implement our process to map runtime in-
formation and create similar graphical representations to describe resource usage at
different levels of abstraction.

Our ongoing work focuses on constructing execution views, including resource us-
age views, to identify in top-down fashion opportunities for improvement and tuning
nonfunctional properties such as performance and ease corrective maintenance. We
expect to report more elaborately on these results as part of our future work.
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Abstract

An execution view is an important asset for developing large and complex systems. An
execution view helps practitioners to describe, analyze, and communicate what a software
system does at runtime and how it does it. In this chapter, we present an approach to define
and document viewpoints that guide the construction and use of execution views for an ex-
isting large and complex software-intensive system. This approach includes the elicitation
of the organization’s requirements for execution views, the initial definition and validation
of a set of execution viewpoints, and the documentation of the execution viewpoints. The
validation and application of the approach have helped us to produce mature viewpoints
that are being used to support the construction and use of execution views for the Philips
Healthcare MRI scanner.

5.1 Introduction

The usage of several architectural views is a common practice to construct and doc-
ument the architecture of large software-intensive systems (Hofmeister et al. 2007,
ISO/IEC 2007). The IEEE 1471 standard and its successor, the ISO/IEC 42010 stan-
dard provide a widely accepted conceptual definition of architectural views, view-
points and models (ISO/IEC 2007):

• An architectural view is a representation of a set of system elements and relations
associated with them, conforming to a specific viewpoint.

• An architectural viewpoint frames particular concerns of the system stakehold-
ers and consists of the conventions for the construction, interpretation, and use
of an architectural view.
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• A view may consist of one or more architectural models. Each such architec-
tural model is developed using the conventions and methods established by its
associated viewpoint. An architectural model may participate in more than one
view.

As part of our research on the evolvability of large software-intensive systems (van de
Laar et al. 2007), we observed that suitable architectural views are indispensable as-
sets to improve and sustain the evolvability of systems (Muller 2004a, Muller 2009).
Such views help practitioners to understand the existing system, to plan and evaluate
intended changes, and to communicate them to others efficiently. In particular, we are
interested in execution views, which consist of a set of models that describe and doc-
ument what a software system does at runtime and how it does it. The term runtime
refers to the actual time that the software system is functioning (during testing or in
the field).

The runtime behavior and structure of a software-intensive system as well as their
evolution can be particularly complex. The software part of a software-intensive sys-
tem can have heterogeneous implementations and consist of multiple processes, each
with multiple threads, and deployed across several computers. Consequently the run-
time of software-intensive systems can change more often than other system aspects
due to its complex dependencies not only with the software elements but also with the
hardware elements. In addition, when the runtime of a system is tightly constrained
by performance and distribution requirements, tuning any of the system characteris-
tics to align with changing requirements will likely change the runtime of the system
as well. Therefore, up-to-date execution views are an essential prerequisite to un-
derstand the complexity of software-intensive systems and be prepared to respond
effectively to change.

However, to the best of our knowledge describing the runtime of software-intensive
systems has not received enough attention. This prompted us to focus particularly on
supporting practitioners on how to construct execution views for large and complex
software-intensive systems. There are two ways to construct architectural views: ei-
ther reuse the guidelines of predefined viewpoints available in the literature, e.g. (Clements
et al. 2002, Hofmeister et al. 2000, Muller 2004a, Rozanski and Woods 2005) or define
new ones. Often, for software intensive-systems, the predefined viewpoints are not
a good match, due to the numerous specific concerns of the particular stakeholders.
Therefore, one has to define customized viewpoints to frame the concerns of the stake-
holders at hand.

In this chapter, we present an approach to define execution viewpoints for or-
ganizations developing large and complex software-intensive systems through three
phases, see Figure 5.1. The first phase includes the identification of predefined view-
points in the literature and the elicitation of the organization’s requirements for execu-
tion views. The organization’s requirements are derived by observing and interview-
ing key practitioners with dedicated questionnaires. The second phase includes the
initial definition and validation of a set of execution viewpoints. The initial definition
of the execution viewpoints takes place by considering the concerns and requirements
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Figure 5.1: Defining and documenting execution viewpoints

that motivate the creation of new viewpoints or the customization of predefined view-
points. The validation focuses on the application and tuning of the initial definition
across development projects. The third phase is the documentation of execution view-
points, which contain reusable knowledge that guided the construction and use of
execution views during validation.

We have applied this approach as part of the documentation of the execution ar-
chitecture of a Magnetic Resonance Imaging (MRI) scanner. This system is a represen-
tative large and complex software-intensive system, developed by Philips Healthcare
MRI (Philips Healthcare 2010). The defined execution viewpoints have been used and
validated in a number of development projects. The viewpoints are currently con-
sidered mature and are being used to support the construction and use of execution
views for different parts of this system. We expect that other organizations and re-
searchers can reuse our approach to construct other execution viewpoints, or other
types of viewpoints. In addition, practitioners can reuse the execution viewpoints that
we define and document in this chapter.

The organization of the rest of this chapter follows the steps of the proposed ap-
proach. In Section 5.2, we summarize how we identified a few predefined viewpoints
from the literature. In Section 5.3, we describe how to elicit the requirements of a par-
ticular development organization interviewing key practitioners. Section 5.4 summa-
rizes the initial definition of execution viewpoints and the validation. In Section 5.5,
we describe and present the documentation of the execution viewpoints. Finally, in
Section 5.6, we provide some conclusions. The elaboration of the validation and the
documentation phases of the approach are the main extensions to the previous presen-
tation of the approach in (Callo Arias, America and Avgeriou 2009b), Other changes
includes the introduction of the approach and the summary of the initial definition of
execution viewpoints.
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Figure 5.2: Reuse of predefined viewpoints for an execution viewpoint

5.2 Predefined execution viewpoints

In this section, we describe our motivation to search for predefined viewpoints and
the result of our search.

5.2.1 Motivation

To define specific execution viewpoints, we searched the literature for predefined
viewpoints that address somehow what a system does at runtime and how it does.
In doing so, we conform with the conceptual model from the ISO/IEC 42010 stan-
dard (ISO/IEC 2007). Figure 5.2 illustrates the part of the conceptual model that de-
scribes the definition of specific viewpoints, the concepts of viewpoints, views, and
models with respect to execution. According to this model an execution viewpoint
can cite a predefined viewpoint, in the sense that the former can be defined reusing
(customizing or extending) the latter.

5.2.2 Identified predefined viewpoints

Our literature search for predefined viewpoints resulted in the identification of five
candidates, which are summarized in Table 5.1. To the best of our knowledge, out of
all possible candidate viewpoints, the selected set has the most comprehensive and
elaborated description for use as predefined execution viewpoints. The summary de-
scribes the names of the viewpoints as presented in the literature, the set of concerns
framed by the viewpoints, and the kind of system elements used in the models of these
viewpoints.

These predefined viewpoints can be classified into two groups based on their con-
cerns. The first group includes:

• The concurrency viewpoint of (Rozanski and Woods 2005), which describes the con-
currency structure of the system, mapping functional elements to concurrency
units to clearly identify the parts of the system that can execute concurrently.

• The behavior description of (Clements et al. 2002), which proposes a language inde-
pendent way to document behavioral aspects of the interactions among system
elements.
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Table 5.1: Predefined viewpoints for execution views.

Viewpoint What it describes (concern) System elements

Concurrency
(Rozanski
and
Woods 2005)

- Task structure and mapping of functional
elements to tasks
- Inter-process communication and state
management
- Synchronization and integrity
- Startup, shutdown, task failure, and reen-
trancy

Processes, process
groups, threads,
inter-process com-
munication

Behavior
description
(Clements
et al. 2002)

- Types of communication
- Constraints on ordering
- Clock-triggered stimulation

Use cases, structural
elements, processes,
states, applications,
and objects.

Deployment
(Rozanski
and
Woods 2005)

- Hardware required (specification and
quantity)
- Third-party software requirements and
technology compatibility
- Network requirements and capacity and
physical constrains

Processing and client
nodes, network
links, hardware
components, and
processes.

Deployment
style
(Clements
et al. 2002)

- Allocation, migration, and copy relations
between software elements and computing
hardware
- Properties of computing hardware, e.g.,
bandwidth, and resource consumption.

Software elements
(processes) and com-
puting hardware
(processor, memory,
disk, etc.)

Execution
architecture
(Hofmeister
et al. 2000)

- Execution configuration and its mapping
to hardware devices
- Dynamic behavior of configuration
- Communication protocol
- Description of runtime entities and their
instances

Processes, tasks,
threads, clients,
servers, buffers,
message queues, and
classes

The second group includes:

• The deployment viewpoint of (Rozanski and Woods 2005), which addresses how to
describe the environment into which the system will be deployed including the
dependencies the system has with its runtime environment.

• The deployment style of (Clements et al. 2002), which also addresses how to de-
scribe the allocation of components and connectors to execution platforms.

In addition, another predefined viewpoint is the execution architecture of (Hofmeister
et al. 2000), which spans the two groups, describing the mapping of functionality to
physical resources and the runtime characteristics of the system.
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Table 5.2: Questionnaires structure

Group of questions Overview Model-
specific

1. Authors and contributors X X
2. Creation and maintenance X X
3. Intended and actual users X X
4. Usage in daily activities (predefined viewpoint) X X
5. Usage in other activities (observations & experience) X
6. Description of concerns (predefined viewpoint) X
7. Representation language and level of detail X

5.3 Eliciting the organization’s requirements for execu-
tion views

Eliciting the concerns of stakeholders is of paramount importance, in order to choose
appropriate views (Clements et al. 2002) that frame these concerns and identify which
views to recover from an existing system (van Deursen et al. 2004). In order to iden-
tify the requirements for execution views, we conducted a series of interviews with
key experts of our industrial partner using specific questionnaires. In this section, we
summarize the key aspects of the questionnaire design and interviews and the elicited
concepts and concerns.

5.3.1 Questionnaire design

The main goal of the specific questionnaires was to collect information on which ex-
ecution views to create, what to describe in a particular model, how to choose the
abstraction level, and how it should be described. Often, asking these broad questions
to practitioners does not provide precise or useful answers. To overcome this, we
designed two types of questionnaires (overview and model-specific). To design them,
we summarized predefined viewpoints in the literature and our own research observa-
tions, and applied guidelines on reviewing software architecture descriptions (Obbink
et al. 2002).

Overview questionnaires help us to estimate the value of an execution viewpoint
and get an insight on how a given interviewee may use it. To focus the questionnaire,
we centered the questions on a set of existing documents containing some execution
models that the interviewee created or use often. Model-specific questionnaires help
us to assess how a specific execution model created or often used by the interviewee
aligned to descriptions of similar models of predefined viewpoints. Thus, with each
model-specific questionnaire we attached at least two models: the one used or created
by the interviewee and a related example from the literature. Table 5.2 summarizes
the group of questions for both types of questionnaires, overview and model-specific.
For an example of a full questionnaire, see Figure 5.3.
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Figure 5.3: Example of a model-specific questionnaire

5.3.2 Interviews

To conduct the series of interviews, and keep them manageable and productive, it is
necessary to identify a set of representative practitioners. We initially involved two
stakeholders of the development organization who are actual consumers and produc-
ers of execution views. First, a senior designer who documented an execution view
in the past using as a main reference the 4+1 View Model (Kruchten 1995) aiming
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Figure 5.4: Conceptual model to define execution views and viewpoint.

to support the analysis of the system performance. Second, an architect in charge of
architecting and designing software interfaces for system-specific hardware devices.
Later, we selected additional stakeholders who were mentioned as major contributors
or actual users of the chosen document for the interview, e.g., other software architects,
designers, platform support engineers, and managers. After conducting an interview,
we validated the collected information sending the questionnaire (with answers and
comments) to the interviewee who corrected and sometimes extended the captured
information.

5.3.3 Identified concepts and concerns

Through the series of interviews, we identified a set of concepts and relationships be-
tween them. Figure 5.4 illustrates the concepts and their relationships. This conceptual
model is based on the model presented by the ISO 42010 standard (ISO/IEC 2007), but
here we limit ourselves to execution views, models, and viewpoints instead of general
architectural views, models, and viewpoints from the standard. The functional map-
ping, deployment, concurrency, and resource usage viewpoints are specific viewpoints
that we define and document in Section 5.4.1 and Section 5.5 respectively. In addition,
we include concepts such as development activity, metamodel, and construction tech-
nique to illustrate how execution views and viewpoints fit within the development
process and the organization. In the rest of this section, we focus on the descriptions
of the main concepts (execution model and metamodel) and the identified major con-
cerns related to system evolvability within development activities. Construction tech-
niques and sources of information are presented in our previous work (Callo Arias
et al. 2008).
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Figure 5.5: Metamodel of system execution elements.

Execution models

From the results (answers and comments) of questions in groups 1-4, we identified
that a development organization often needs to construct ‘As Is’ and ‘To Be’ execution
models to build an execution view. The concept of ‘As Is’ and ‘To Be’ are also appli-
cable to models of other architectural views, but to keep the focus of this chapter, we
describe these concepts for models of an execution view.

‘As Is’ models describe the execution of the current system. These models are often
created to support the acquisition of knowledge about key execution scenarios or the
interactions between key system components. A ‘To Be’ model describes the execution
of a system that does not yet exist. Such models are typically created to design and
evaluate one or more alternatives for a future system and to communicate the chosen
alternative to the implementers. After implementation, a new ‘As Is’ model can be
created and compared to the chosen ‘To Be’ model. Since nowadays a system is rarely
ever designed from scratch but is typically based on existing systems, i.e. Brownfield
site (Hopkins and Jenkins 2008), it is often a good idea to construct a ‘To Be’ model by
modifying or taking as a reference an existing ‘As Is’ model.

Metamodel of system execution elements

When identifying the information needs of the practitioners, we found it very useful
to describe the various elements that play a role in system execution in a metamodel,
which defines a number of concepts that occur in the execution models. Figure 5.5
shows such a metamodel with system execution elements and relationships between
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Table 5.3: Organization concerns and development activities supported by execution models.

Concern Development activity
System understanding Education and training, dependency analysis,

and corrective maintenance
Project Planning Analysis of alternative and future architectures

and/or designs
Communication Between development units or teams and with

customers and providers
Conformance of design and
implementation

Architecture documentation, verification of
non-functional requirements, and testing

them. We developed this in our earlier work (Callo Arias et al. 2008) and validated
and refined it during the interviews. Most predefined viewpoints (see Table 5.1) also
use several of these elements, e.g., processes and threads, to create execution mod-
els. Our metamodel extends the concepts of the predefined viewpoints, including
elements and relationships to address the organization’s requirements that we identi-
fied to construct execution views of a large software system. The particular extensions
that we introduce are elements such as execution scenario, task, software component,
and activity. These extensions are meant to cope with three major issues: complexity
and size of the system, explicit links with other system views, and analysis of resource
usage. In Section 5.5, we describe these extensions in more detail in the discussion of
the identified viewpoints. We also provide a detailed description of the elements and
relationships of this conceptual model in (Callo Arias et al. 2008).

Note that the metamodel does not apply to an individual execution model, but is
shared among the execution models. In this way, it indicates important relationships
between the models and can help to establish consistency among the models. We
expect that using a single, shared metamodel not only in the execution views but also
across all architectural views may contribute significantly to their mutual consistency.

Organization concerns related to system evolvability

Based on the result of questions in groups 2-5, we found that the construction of exe-
cution models is a goal-driven and often problem-driven activity to evolve an existing
system. This means that the concerns of the stakeholders relate to the activities they
perform within a given development project towards specific goals. Table 5.3 lists the
major organization wide concerns and the development activities that need support
of execution views, which we elaborate in the following paragraphs:

• System understanding: In addition to the result of questions in groups 2-5, our
own observations helped us to identify two aspects of how an execution view
supports acquisition of system knowledge. On the one hand, execution models
support system-specific education and training of new developers. When new
developers are exposed to execution models before they can start reading and
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writing code, they can create a mental model of the overall system, the system
components they develop, and their relations (dependencies) with the rest of the
system components. On the other hand, ‘As is’ execution models help all practi-
tioners to constantly refresh, validate, and extend their mental models, in partic-
ular to support system corrective maintenance activities that aim to improve the
existing run-time structure and manage unpredicted system behavior.

• Project planning: Practitioners need to construct ‘To be’ execution models to sup-
port two particular activities. On the one hand, these models are needed to dis-
tinguish and analyze the difference between considered alternative or future ar-
chitectures and designs that aim to improve quality attributes such as reliabil-
ity (Sozer and Tekinerdogan 2008), dependability, and safety (Hunt et al. 2007).
This is important, as it is often not obvious how the realization of the alterna-
tive design may affect the structure and behavior of the system at runtime and
therefore influence other system quality attributes. On the other hand, as we de-
scribed in Section 5.4.1, execution models are necessary to describe the overall
system structure, its components, and their interactions that make up the system
functionality of interest. Often system components are mapped to development
units within or outside the organization. Thus describing the involved system
components enables the identification of the involved units, and therefore the
planning and budgeting of responsibilities, if possible, as a downstream process.

• Communication: Another goal of describing the architecture of a software sys-
tem is to support the communication between system stakeholders. In partic-
ular, we identified that besides the mental models that practitioners may have,
they need explicit evidence in a common language (i.e. diagrammatic representa-
tions of execution models) to supports three links of communication within the
development organization. First, execution models are useful to transfer tech-
nical knowledge of the system design and implementation. This supports the
communication of designers and developers with architects and managers. Sec-
ond, execution models are needed to describe how the system uses third-party
components at runtime. These models will enable the communication of de-
velopment units (external or internal) with customer designers, developers, and
testers. Third, execution models are needed to describe how the software sys-
tem interacts with and uses the resources of its runtime platform. These models
will enhance the communication of the design and implementation units with
the (internal or external) unit supporting the system runtime platform.

• Conformance of design and implementation: Large and complex software-intensive
systems have strict constraints on their non-functional properties such as reliabil-
ity, safety, and performance. Ideally, the architecture and design should describe
how to achieve those requirements, but often the implementation deviates from
these requirements at runtime. This usually happens when the implementation
uses third party or off-the-shelf components, facilities provided by the imple-
mentation technology and the runtime platform, such as dynamic loading of
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shared libraries, plug-in mechanisms, and mechanisms to manage memory ac-
cess. Thus, to verify non-functional requirements and properly test the system,
it is often necessary to construct ‘As is’ execution models to describe changes
in the access and utilization of resources such as shared memory, shared code
libraries, communication paths, and power consumption. Thus, ‘To be’ models
can be updated, extended, and analyzed.

5.4 Initial definition and validation of execution view-
points

The main findings (requirements and observations) from questions in groups 5-7, and
the identified concepts and concerns (see Section 5.3.3) have lead us to the creation of
four execution viewpoints to frame our stakeholders concerns. In this section, we dis-
cuss the initial definition of the execution viewpoints and describe how we validated
three of them.

5.4.1 Initial definition of execution viewpoints

The findings show that the predefined viewpoints (see Table 5.1) are useful, but we
needed to define specific viewpoints with guidelines to deal with specialized concerns
such as managing system complexity and size, making links with other system views
explicit, and describing and analyzing actual resource usage. Thus, we defined four
specialized viewpoints. Two viewpoints are based on predefined viewpoints (concur-
rency and deployment) and two are additional viewpoints (functional mapping and
resource usage). We presented an extended version of the initial definition in (Callo
Arias, America and Avgeriou 2009b) and in a technical report inside Philips Health-
care MRI. In this section, we focus on the concerns and requirements that motivated
the creation of new viewpoints or the customization of the predefined viewpoints.

Functional mapping

Certain practitioners, such as managers and architects are typically more familiar with
the functionality and the main functional components of the system. By contrast, de-
signers and platform support engineers are often more familiar with processes and
threads. For this reason, a number of practitioners are concerned with how to describe
and analyze the relations between the system functionality, system functional compo-
nents (software components), and actual runtime elements. The functional mapping
viewpoint frames this concern and provides guidelines to construct and use functional
mapping views.

A functional mapping view is composed by execution models that describe the
relations between functional components (interacting together to deliver the system
functionality) and actual runtime elements (including software and hardware elements).
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Figure 5.6: Customized deployment model for an execution view.

The main requirement for large and heterogeneous systems is that functional map-
ping views should enable practitioners who are less familiar with execution elements
to understand the actual runtime of the system consistently and without being over-
whelmed by the size and complexity of the system. Section 5.5.1 describes further
details and the extension of the definition of this viewpoint.

Execution deployment

This viewpoint is a customization of predefined deployment viewpoints (Clements
et al. 2002, Rozanski and Woods 2005). We defined this customization to support the
description of the allocation of system execution elements to processing nodes and the
environment into which the system is deployed. Compared to predefined deployment
viewpoints, the requirements that we identified indicate that such a deployment view
should show additional information on three aspects (see Figure 5.6):

(a) Detail of processing nodes: Boxes that describe processing nodes in a deployment
model should describe more consistent and useful information. For instance, the
predefined deployment viewpoint (Clements et al. 2002), describes that runtime
platform and network models should include information about the characteris-
tics of the processing nodes and the functional elements inside them. To do this
for a complex system, while keeping an overview, we decided to represent func-
tional elements with software components (groups of processes) thereby reducing
complexity when the number of processes is large and details are not necessary.
In addition, we identified that it is required to describe the allocation of impor-
tant code libraries, data repositories, and system-specific hardware devices to pro-
cessing nodes, making explicit distinctions between these elements and software
components.

(b) Detail of links between processing nodes: Often deployment models use lines to de-
scribe links between processing nodes such as network or communication lines.
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Figure 5.7: Examples of describing resource usage to analyze alternative designs.

However, these links often lack descriptions about what they actually serve for at
runtime. We identified that for an execution view, links should describe at least
three aspects: the function of the link, the link’s technology characteristics, and
the capacity or bandwidth the system requires from the link.

(c) Organization of processing nodes: We identified that the diagrammatic representation
of a deployment model should resemble as much as possible the actual physical
and geographical distribution of the system. This is particularly required to make
some design decision explicit, such as safety issues and rules to manage the influ-
ence of physical phenomena (e.g. magnetism) on processing nodes. For instance,
the diagram can indicate how processing nodes and the software components they
contain can be located close to user interface elements or scanner control devices.

Resource usage

The practitioners we interviewed were also very concerned with the adequate resource
usage of the system at runtime. The resource usage viewpoint frames this concern and
provides guidelines to construct and use resource usage views. The execution models
in a resource usage view describe the metrics, rules, protocols, and budgets that define
and govern how the software actually accesses or uses available resources such as
data, system code artifacts (software), and runtime platform resources (hardware and
software).

It is important to notice that describing resource usage is different from describ-
ing required resources. The latter is addressed by the deployment viewpoint, where
deployment models describe network connections with the capacity of the physical
network link. Instead, resource usage models describe the actual capacity used over-
time enabling the analysis of the difference between the required (budgeted) network
capacity and the provided capacity. For example, Figure 5.7 presents a set of execu-
tion models that we constructed to initiate the description and analysis of the actual
processor usage of two alternative designs for a key feature of the Philips MRI scanner.
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Table 5.4: Validation projects for the initial definition of execution viewpoints.

Project Goal Practitioners Viewpoints

1

Redesign of data con-
figuration manage-
ment for dedicated
hardware

Architect and a de-
signer

Functional mapping

2
Tune data-intensive
and computation-
intensive features

Architect, designer,
platform support en-
gineer, and provider

Execution profile
Resource usage

3
Improve the system
start-up

Architect, designer,
platform support
engineer, and team
leaders

Execution profile
Resource concur-
rency

Execution concurrency

This viewpoint is a customization of the predefined concurrency viewpoint (Rozanski
and Woods 2005). We defined this customization to support the description of actual
control flow and data flow between runtime elements. Practitioners are concerned
with actual control and data flow because these comprise the runtime behavior of a
system in terms of order of interactions, situations of concurrency, communication
channels, and time-based interaction. Thus, we identified that it is necessary to de-
scribe actual control and data flow but at an overview level, especially to make the
dependencies between processes, threads and other system elements (data reposito-
ries and the runtime platform elements) explicit.

Reviewing examples of concurrency models, as part of the interviews, we iden-
tified that proper abstractions and pragmatic notations are essential to describe the
actual concurrency at an overview level. The abstractions that we have identified are
data sharing, procedure call, and execution coordination (see Figure 5.5). These ab-
stractions should help the characterization and aggregation of actual execution activ-
ities between the processes or threads of interacting software components. We ob-
served that pragmatic notations are informal representations that practitioners use
guided by practical experience and observation rather than theory. For example, boxes
are associated with software components and processing nodes but nothing particular
for processes and threads. Therefore, it was necessary distinctive, yet pragmatic, no-
tations for processes and threads, e.g., parallelograms or simple UML diagrams using
stereotypes. Section 5.5.3 describes further details and the extension of the definition
of this viewpoint.

5.4.2 Validation of the initial definition of execution viewpoints

Viewpoints provide a set of reusable guidelines that help architects to construct and ef-
fectively use architecture descriptions, organized into the corresponding views. Thus,
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the value of a viewpoint can be established if the viewpoint proves to be reusable
and readily applicable, perhaps after small customizations, across different develop-
ment projects. To establish this for our initial definition of viewpoints in practice,
we were involved in several development projects within Philips Healthcare MRI. Ta-
ble 5.4 summarizes three development projects that gave us the opportunity to apply
and fine-tune the initial definition of three of the four execution viewpoints. The ta-
ble includes the goal of the development project, the involved practitioners, and the
execution viewpoints used in the projects.

In the projects, the application of the initial definition of viewpoints mainly sup-
ported a reverse architecting approach to construct execution views for the Philips
Healthcare MRI scanner. The validation of the viewpoints in the three projects took
place as follows:

• In the first project, we introduced the initial definition of the functional mapping
viewpoint to a software architect and a designer leading the project. The view-
point supported the construction and presentation of a set of functional map-
ping models, especially models that describe the relations between the system
functionality, functional components, and runtime aggregations of configuration
data. These models enabled the top-down analysis and identification of run-
time dependencies in the data configuration of dedicated hardware devices in
the Philips Healthcare MRI scanner. In this project, we identified the need to an-
alyze and zoom into the details of the relations described by functional mapping
models. Together, the descriptions of the mapping relations and their details pro-
vided an outline or profile of the analyzed system function or feature. Building
on this result, we extended and renamed the initial definition of the functional
mapping viewpoint as the execution profile viewpoint (see Section 5.5.1).

• In the second project, we introduced the definitions of the execution profile and
resource usage viewpoints to the same software architect from the first project
and a different designer. The definition of the viewpoints guided the construc-
tion and use of an execution view of key data-intensive and computation-intensive
features of the Philips Healthcare MRI scanner. The goal of the project required
the participation of a platform support engineer and a provider of third-party
components, with whom the architect and the designer analyzed a set of trade-
offs and the impact of using third-party components in the involved features.
In this project, we reused the definition of execution profile viewpoint and ex-
tended the definition of the resource usage viewpoint. We identified how to
construct resource usage models at different levels of abstraction, e.g., task, com-
ponent, and process-thread level, and their respective value for various practi-
tioners (see more details in Section 5.5.2).

• In the third project, we introduced the definitions of the execution profile and
execution concurrency viewpoint to the same architect and designer of the sec-
ond project. The definition of the viewpoints guided the construction and use
of an execution view for the start-up of the Philips Healthcare MRI scanner. In



5.5. Documentation of execution viewpoints 127

Figure 5.8: Templates to document viewpoints.

contrast to the previous projects, the practitioners combined the construction of
the execution view with sketching execution models according to the definitions
of the execution viewpoints. It helped to discuss the hypothesis of the actual
runtime of the system start-up, but also to perceive the acceptance of the view-
points by practitioners. The goal of the project required the participation of sev-
eral team leaders and a platform support engineer to analyze the opportunities
of improvements described in the constructed view. In addition, we extended
the definition of the execution concurrency viewpoint identifying how to con-
struct execution models that describe concurrency at the level of task and finer
workflow entities (see more details in Section 5.5.3).

5.5 Documentation of execution viewpoints

The validation of the initial definition of the execution viewpoints helped us to verify
and elaborate the identified requirements and concerns for execution views interacting
with various practitioners. This allowed us to fine-tune the initial definition of execu-
tion viewpoints and construct a more comprehensive documentation of the validated
execution viewpoints. In order to align with the ISO/IEC 42010 std. we used the docu-
mentation template proposed in the standard for the four execution viewpoints (Callo
Arias, Avgeriou and America 2009). From the proposed template (see Figure 5.8), the
fields that are included in the description of the next sections are the overview of the
documented viewpoint, the set of architectural concerns framed by the viewpoint, the
typical stakeholders that hold these concerns, and the kinds of execution models. We
have added also two extra fields: construction guidelines, and use guidelines. The
construction guidelines describe how to construct the kind of models that address the
concerns framed by the respective viewpoint. The use guidelines describe how to use
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the constructed models to support a set of usual development activities.

5.5.1 Execution profile (formerly called functional mapping)

The execution profile viewpoint supports the construction and use of an execution
profile view. An execution profile view consists of models that provide overview and
facilitate the description of details about the runtime of a software-intensive system’s
functionality, especially without being overwhelmed by the size and complexity of the
system implementation.

Concerns and stakeholders

The information described by an execution profile view represents actual and tangible
evidence to support top-down analysis activities that address the following concerns:

• What are the major components that realize a given system function?

• What are the high-level dependencies that couple major components?

• What is the development team that develops or maintains a given system’s func-
tion?

The typical stakeholders that hold these concerns include project leaders, architects,
testers, operating system supporters, and newcomers in a development organization.

Model kinds

The kind of models that stakeholders can use to address the concerns framed by this
viewpoint include functional mapping and dependency matrix models. These kinds
of models support the description of the runtime of a system using high-level elements
(e.g., tasks, software components, processes), aggregations that characterize data and
code resources, and detailed runtime information.

A functional mapping model is a graph-based representation that describes relation-
ships between high-level elements of a key execution scenario. Figure 5.9 illustrates
an example of a functional mapping model. The notations of a functional mapping
model consist of four aspects: 1) a scenario is described as a set of tasks linked to
the software components that realize each of them, e.g., using color-coded edges; 2)
each software component is described together with its corresponding set of running
processes, e.g., using a record structure whose fields represent the processes, following
the definition of a software component described in Section 5.3.3 and illustrated in Fig-
ure 5.5; 3) the links from the task to the software components continue to describe the
software components’ runtime activity, e.g., read, write, and execute on the involved
data, code, or platform resources of the system; 4) the data, code, or platform resources
are represented as high-level aggregations. For example, Configuration Repository, in
Figure 5.9, aggregates a set of configuration files that are used in the given scenario.



5.5. Documentation of execution viewpoints 129

Figure 5.9: Example of a functional mapping model.

Figure 5.10: Example of a dependency matrix model.
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A dependency matrix model is a matrix-based representation that supports the analy-
sis of relationships and their details to determinate dependencies between major run-
time elements. Figure 5.10 illustrates a dependency matrix model. The notations of
this matrix model include the following two aspects: 1) rows and columns represent
high-level abstractions (tasks or software components); 2) the cells in a dependency
matrix represent quantifications of the elements that build the high-level abstractions
or the runtime activities of these elements (e.g., reading and writing operations). The
quantifications in the cells are used to analyze relationships between tasks, software
components, or combinations of these elements interacting in the given execution sce-
nario. For example, the matrix in Figure 5.10 was constructed to describe relationships
between the tasks. The quantifications in the cells are the number of libraries shared
by the software components interacting within the given tasks. The sort of informa-
tion to be described by the columns, rows, and cells can be configured, based on the
provided tool support and the stakeholders’ concerns.

Guidelines to construct an execution profile view

• Given the system functionality under analysis, the architect needs to choose a
set of key execution scenarios (e.g., test cases and integration tests), which cover
the representative system’s runtime behavior and structure related to the given
system functionality.

• To manage size and complexity, a key scenario should be decomposed into a
sequence of tasks. A task of an execution scenario is an aggregation of a set of
activities and events triggered by the end-user or automatically executed by the
system within the workflow of the scenario.

• Architects can extract information about the actual sequence of tasks or work-
flow of a scenario from design documents, or runtime data produced by logging
mechanisms that are part of the system infrastructure or monitoring utilities pro-
vided by the system platform.

• When using runtime data to construct an execution profile view, architects should
extract the following information. 1) The actual set of involved software compo-
nents and their corresponding set of processes and threads; 2) Aggregations that
represent system data repositories, code libraries/packages, and if possible the
system specific hardware devices; 3) The execution activity that describes how
software components’ processes use data repositories, code libraries, and system
specific devices.

Guidelines to use an execution profile view

Both, functional mapping and dependency matrix models describe runtime informa-
tion about the sequence of tasks within a execution scenario, the set of software com-
ponents and their respective set of processes, and the distinction of the execution ac-
tivity per task and per software component on data repositories, code modules, and
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system-specific resources. This information helps the various stakeholders to analyze
the runtime of a system in the following ways:

• Project leaders and newcomers can use an execution profile view to learn about
the system functionality, the set of major components (hardware, software, and
data) that realize it, and the high-level dependencies that couple them.

• Execution profile views contain information to support downstream planning of
development projects. For instance, stakeholders can identify the development
force, i.e. internal and external teams that are in charge of the development and
maintenance of the identified components that perform a given system function
to be changed within a development project.

• For testers and operating system supporters, an execution profile view provides
information to identify the actual processes and execution elements such as data
repositories and platform resources that may influence or play a role in the de-
sign of test cases, the assessment of test results, and the report for corrective
maintenance activities.

• Architects and project leaders can use dependency matrix models to identify re-
lationships between the tasks of a scenario, between the software components of
a scenario, and between the tasks and software components of a scenario. Char-
acterizing an identified relationship as dependency will respond on the impact
of change perceived by the stakeholder.

5.5.2 Resource usage viewpoint

Software intensive-systems include software and hardware elements. Software ele-
ments are considered as sets of instructions that govern the use of hardware elements
(Woodside 2002), such as processors, memory, disk, and network interfaces. The re-
source usage viewpoint supports the construction and use of a resource usage view.
A resource usage view consists of models that provide overviews and facilitate the
description of details of how the software elements of a software-intensive system use
hardware elements at runtime.

Concerns and stakeholders

The information described by a resource usage view addresses the following concerns:

• How to assure adequate resource usage and justifying the development effort
needed to accommodate hardware resources changes?

• What are the metrics, rules, protocols, and budgets that govern the use of hard-
ware resources at runtime?

• How do the various types of software elements (e.g., proprietary and third party)
consume resources such as processor and memory within key execution scenar-
ios?
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Figure 5.11: Example of a component resource usage model.

• Does the realization of the system implementation has an efficient resource us-
age?

• What are the bottlenecks and delays of the system and their root cause?

The typical stakeholders that hold these concerns include system administrators, plat-
form or infrastructure supporters, architects, designers, software engineers, and testers.

Model kinds

A resource usage view includes models that stakeholders can use to describe the as-is
usage of hardware resources (e.g., processor, memory, and network) within a given ex-
ecution scenario at different levels of abstraction. According to the level of abstraction,
resource usage models can be classified as three kinds of models: task, component, and
process-thread resource usage models.

The first model kind, task resource usage models, is the most coarse-grained represen-
tation of resource usage information. A model of this kind describes resource usage
showing the correlation between the duration of the tasks of an execution scenario and
the consumption of the given hardware resource(s). For example, the model in Fig-
ure 4.4 describes memory usage across the tasks of the Philips MRI scanner’s start-up.
The second model kind, component resource usage models, is a finer representation of
resource usage information. A model of this kind describes resource usage showing
the correlation between the duration of software components’ runtime activity and
consumption of the given hardware resource(s). Figure 5.11 illustrates an example
of this kind of model that describes the processor usage of the software components
in the Philips MRI scanner’s Recon computer, which serves the main computation-
intensive function of this system. The third model kind, process-thread resource us-
age models, is the most fine-grained representations of resource usage. A model of
this kind describes resource usage showing the correlation between the duration of
processes and threads’ runtime activity and the consumption of the given hardware
resource(s). Figure 4.6 illustrates an example of this kind of model.
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The three kinds of resource usage models share the following four common no-
tations. 1) Horizontal bars represent aggregations of runtime activity at task, com-
ponent, or thread level. The length of a horizontal bar represents the duration of
the aggregated runtime activity. 2) Aggregations are distributed along a horizontal
time axis to illustrate their occurrence over time. 3) Aggregations should be vertically
distributed to assemble their actual distribution onto the system processing nodes.
For example, Figure 5.11 illustrates aggregations of runtime activity at the component
level, which are vertically distributed across two system computers, Scanner and Re-
con. 4) Each kind of model can require two vertical axes. A left axis is the reference
to identify the involved runtime element, e.g., software components or thread. The
right axis is the reference for the metrics of the resource usage values, e.g., gigabytes
of consumed memory.

Guidelines to construct a resource usage view

• Resource usage descriptions should be based on actual resource usage measure-
ments which can be collected using tools such as Process monitor or Windows
Performance Analyzer (Microsoft Corporation 2010b).

• Runtime measurements should be collected from a set of execution scenarios,
which the development organization identifies as a representative benchmark of
the system feature under analysis.

• The benchmark should be run using a representative input, e.g., data sets, to cap-
ture a representative behavior of the hardware resources involved in the feature
under analysis.

• To correlate resource usage information with architectural abstractions, runtime
measurements should be complemented with workflow information (extracted
form sources such as logging). Thus for descriptions at the software compo-
nent level e.g., Figure 5.11, runtime information should include: a) the actual
set of involved software components and their corresponding set of processes;
b) the execution periods of each software component that is involved in the ex-
ecution scenario. For descriptions at the thread level, e.g., Figure 4.6, runtime
information should include the actual set of involved process and their respec-
tive threads.

• To identify the set of actual threads, it will be useful to have at hand a concur-
rency model of the scenario under analysis (see Section 5.5.3).

• In addition, execution information should include the execution periods of the
identified threads, i.e. aggregations of consecutive thread execution activity, and
when possible the control and dataflow between threads.
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Guidelines to use a resource usage view

The information described by resource usage models help the identified stakeholders
to address their concerns about the resource usage in the following ways:

• Software architects, designers, and platform supporters, can use task resource
usage models to identify, predict, and tune resource usage budgets. For example,
the model in Figure 4.4 helped architects to identify the actual memory usage
across two of the main task of the start-up of the Philips MRI scanner.

• Software designers may also use resource usage models, e.g. Figure 5.11, to
analyze alternative architectures or designs and compare them based on how
efficiently processors or memory are used to deliver key computation- or data-
intensive system functions.

• Designers and software engineers can use resource usage models to identify op-
portunities to tune and match design and implementation. For instance, models
like Figure 5.11 and Figure 4.6 helped to identify correlations between delays or
dead times analyzing peaks and valleys in the representation of resource usage
activity.

• In overall, resource usage models are useful evidences that ease the communi-
cation and sharing of knowledge between internal and external teams. For ex-
ample, designers, platform support engineers, and external providers can drill
down into the actual resource usage of a component, process, or thread without
looking at the implementation code.

• Testers may use resource usage models in the definition and improvement of
benchmarks for the design and execution of test and verification procedures.
Having resource usage models of a given execution scenario before and after it
is changed, serve as evidence to track, describe, and communicate the desired or
undesired variations of the runtime of the system.

5.5.3 Execution concurrency viewpoint

The execution concurrency viewpoint supports the construction and use of execution
concurrency views. An execution concurrency view consists of models that provide
overviews of how the runtime elements of a software-intensive system execute con-
currently at runtime. The execution concurrency viewpoint is a customization of the
predefined concurrency viewpoint (Rozanski and Woods 2005). We identified that in
practice the runtime concurrency of a system often deviates from its designed concur-
rency, which implies differences between the designed and the actual control flow and
data flow between software components. Control flow defines the order of execution
and synchronization between software components to use or access the various sys-
tem resources. Data flow describes how data is processed and flows through software
components and other system elements such as data repositories.
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Figure 5.12: Example of a workflow concurrency model.

Concerns and stakeholders

An execution concurrency viewpoint frames the following concerns:

• Which runtime elements execute concurrently?

• How does the runtime concurrency match the designed concurrency?

• What are the aspects that constrain, coordinate, and control the system’s runtime
concurrency?

• What are the opportunities to improve the system’s runtime concurrency? These
concerns are hold by stakeholders like architects, designers, software engineers,
testers, and operating system supporters.

Model kinds

The kinds of models that address the concerns framed by an execution concurrency
viewpoint include workflow concurrency and process-thread structure models.

A workflow concurrency model is a Gantt-chart like representation that illustrates
temporal relations between high-level runtime elements (e.g., tasks or software com-
ponents). Figure 5.12 presents an example of a workflow concurrency model. This
model describes the runtime concurrency of tasks that make up the complete start-up
of the Philips MRI scanner. The notation of models of this kind includes the following
three characteristics: 1) Elements such as scenario’s tasks are represented as horizontal
bars. 2) The horizontal organization of these bars corresponds to a time axis, which is
the reference to describe the duration of a task over time. 3) The vertical organization
of a task describes its distribution across the involved processing nodes. Color-coding
can be useful to distinguish the function or nature of the involved tasks and the bor-
ders between the containing processing nodes.

A process-thread structure model describes the distribution and mapping of func-
tional elements to runtime platform elements such as processes and their threads.
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Figure 5.13: Example of a process-thread structure model.

Figure 5.13 presents an example of a process-thread structure model, which describes
the process and thread structure of a data-intensive feature of the Philips MRI scan-
ner. The information described in the model includes an instance of the actual control-
and data-flow for the execution scenario under analysis. This model complements the
resource usage model presented in Figure 4.6. The notation of models of this kind
includes the following three characteristics: 1) Runtime processes are represented as
containers of threads. At the same time, threads are represented as containers of code
modules, runtime events, and interfaces to data and hardware resources. 2) The no-
tations of containers can be usual boxes, and lines connecting them as representation
of control and data flow relationships. Richer notations such as UML and stereotyp-
ing are other alternatives. For example, the containers in the model of Figure 5.13 are
represented using stereotypes to distinguish processes from threads.
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Guidelines to construct an execution concurrency view

• Runtime concurrency information should be based on actual runtime informa-
tion which can be extracted from runtime data collected using tools such as Pro-
cess monitor (Microsoft Corporation 2010b) or the system’s logging mechanisms.

• The development organization should choose a set of execution scenarios (e.g.,
test cases and integration tests) that are representative for the system functional-
ity to be described.

• To construct concurrency workflow models, the architect has to identify the im-
portant tasks that build the chosen scenarios. The identification of the tasks in-
cludes the identification of the start time and duration of each task. In addition,
the distribution of the tasks should be also identified, preferably from runtime
data though design knowledge can be useful as well.

• To construct process-thread structure models, the architect has to identify the
important runtime processes in the execution scenario under analysis. This is
especially necessary for systems with large and complex runtime process and
thread structures. To do so, the architect can analyze runtime data using design
knowledge to filter out less important process and threads.

• When using runtime data, it is important that tasks, processes, and threads are
identified with meaningful names rather than numeric identifications. This is
important to match runtime information to system design information.

Guidelines to use a execution concurrency view

The information described by workflow concurrency and process-structure models
help stakeholders to analyze the runtime concurrency of a system in the following
ways:

• Architects and designers may use concurrency workflow models to gather high-
level information about elements that run concurrently as input for the down-
stream planning of development activities.

• Testers can use concurrency model in the definition, design, and execution of test
and verification procedures. For example, testers can use concurrency workflow
models as evidence to track and communicate the desired or undesired varia-
tions of the runtime concurrency of the system.

• Software engineer can use concurrency models to learn and analyze how the
pieces of code they implement are instantiated and deployed at runtime.

• Stakeholders concerned about resource usage can use process-thread structure
models to understand the runtime structure that governs a given resource us-
age. For example, the model in Figure 5.13 supports or complements the one in
Figure 4.6.



138 5. Defining and Documenting Execution Viewpoints

• In overall, execution concurrency models are useful to share and communicate
technical knowledge between operating system, platform supporters, and archi-
tects and designers.

5.6 Conclusions

We described how to define, validate, and document a set of execution viewpoints to
support the construction and use of execution views for an existing large software-
intensive system based on the requirements of its development organization. The
contribution of our approach is three-fold. First, we have shown and conceptualized
how to use (customize and extend) predefined viewpoints in practice. Second, the
definition approach using predefined viewpoints is a valuable complement (e.g., to
scope and guide) to more general-purpose definition methods such as (Koning and
van Vliet 2006). Moreover, our approach is repeatable in other organizations and re-
search groups. The practitioners involved in the phases of the approach confirmed that
a similar approach could be used to upgrade or define other viewpoints for their spe-
cific system. Third, other development organization and researchers can reuse and ex-
tent the documented execution viewpoints to support the construction and use of exe-
cution views for other systems. This is specially recognized by the new CD2 version of
the ISO/IEC 42010 std., which referees to our initial definition of the approach (Callo
Arias, America and Avgeriou 2009b) as a representative example of how to define
viewpoints.
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Abstract

This chapter is an experience report about the application of a top-down strategy to use
and embed an architecture reconstruction approach in the incremental development pro-
cess of the Philips MRI scanner. The approach is an iterative process to construct execution
views without being overwhelmed by the system size and complexity. An execution view
contains architectural information that describes what the software of a software-intensive
system does at runtime and how it does this. The application of the strategy is illustrated
with a case study, the construction of an up-to-date execution view for the start-up process
of the Philips MRI scanner. The construction of this view helped the development organiza-
tion to quickly reduce about 30% the start-up time of the scanner, and set up a new system
benchmark for assuring the system performance through future evolution steps. The report
provides detailed information about the application of the top-down strategy, including
how it supports top-down analysis, communication within the development organization,
and the aspects that influence the use of the top-down strategy in other contexts.

6.1 Introduction

Architectural information is an important asset for practitioners (e.g., architects and
designers) for its potential to improve many aspects of the software development pro-
cess, including the early detection of inconsistencies and undesired properties prior
to implementation, better management, evolution, and reuse (Garlan and Perry 1995).
Architectural information is usually organized in multiple architectural views (ISO/IEC
2007). A view consists of one or more models, which are representations of a set of
system elements and relations between them. A view and its models are developed
conforming to an associated viewpoint (ISO/IEC 2007). A viewpoint frames particu-
lar concerns of the system stakeholders and consists of conventions and guidelines for
the construction, interpretation, and use of a view. Often, in the case of large and com-
plex software-intensive systems, architectural information is not well maintained or it
may even never get to be documented. If system documentation is available, it may go
into too much technical detail to offer relevant and accurate architectural information.
As part of our research project on evolvability of software-intensive systems (van de



140 6. Reverse Architecting Execution Views in Practice

Laar et al. 2007), we have observed that these situations are common in practice and
development organizations constantly need up-to-date and accessible architectural in-
formation to steer the development and maintenance of this type of systems. In ad-
dition, we have observed that the realization of this type of systems makes available
a number of sources from which up-to-date and accessible architectural information
can be reconstructed.

Architecture reconstruction is defined as the form of reverse engineering in which
architectural information is reconstructed for an existing system (Koschke 2009). Ar-
chitecture reconstruction solutions are popular and successfully applied to extract ar-
chitectural information about the module or implementation structure of software sys-
tems (Koschke 2009, Riva et al. 2009, Sangal et al. 2005, van Deursen 2002). However,
the extraction of architectural information about the runtime structure and behavior is
still not very well supported (Cornelissen et al. 2009), especially in the case of large
software-intensive systems. This information is needed to construct execution views,
which describe what a software system does at runtime and how it does it (Callo Arias,
America and Avgeriou 2009b). Execution views are organized into as-is and to-be
models. While an as-is execution model describes the runtime of the current realiza-
tion of an existing system, a to-be execution model describes the expected runtime of
a system or feature to be implemented.

Constructing execution views for large software-intensive systems is a challeng-
ing task due to their complexity. Software-intensive systems combine various hard-
ware and software elements, which are typically associated with large development
investments and multidisciplinary knowledge. A particular characteristic of software-
intensive systems is that their software elements take a considerable fraction of the
development effort. These software elements are often as large as millions of lines of
code, written in several different programming languages, and influence the design,
construction, deployment, and evolution of the system as a whole. Over the last three
years of our research project, we have developed and validated an architecture recon-
struction approach (Callo Arias et al. 2008, Callo Arias, America and Avgeriou 2009a)
studying a Magnetic Resonance Imaging (MRI) scanner developed by Philips Health-
care (Philips Healthcare 2010).

The main benefit of our architecture reconstruction approach is that it enables the
construction of execution views with high-level information at first and then, if it is
needed by the stakeholders, detailed information to zoom in on areas of special inter-
est. This helps practitioners, e.g. architects and designers, to construct execution views
without being overwhelmed by the size and complexity of the system. Our experience
developing and validating the approach aligns with the characteristics already identi-
fied by the research community (e.g. see (Koschke 2009, van Deursen 2002)). In par-
ticular, we experienced that reconstructing execution views requires an iterative and
tool-supported process, which must be customized according to the characteristics of
the system at hand. In addition, we observed that the characteristics of the develop-
ment process and the organization must be taken into account to put in practice, i.e.
use, reuse, and embed, architecture reconstruction solutions.

In this chapter, we report our experience applying a top-down strategy to embed
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our architecture reconstruction approach in the incremental development process of
the Philips MRI scanner. While our architecture reconstruction approach is a solu-
tion to construct up-to-date execution views, the strategy is a detailed process that
describes which resources and steps are needed to run architecture reconstruction
activities and use their results to support the incremental development of an exist-
ing software-intensive system. The strategy and its application are illustrated with a
case study, which we conducted to document and analyze the start-up process of the
Philips MRI scanner. The benefit of the case study included the identification of oppor-
tunities to quickly reduce about 30% the start-up time of the scanner, and the setting
of a system benchmark to monitor the system’s performance of future evolution steps.

Our report conveys three key aspects to support the reverse architecting of the
runtime of an existing large and complex software-intensive system. First, it shows
how to define the goal and means to steer the (re)construction of an up-to-date exe-
cution view. Second, it shows how to use an execution view during top-down anal-
ysis and downstream communication in a large development organization. Third, it
shows how the systematic (re)construction of execution views can lead to improve
and monitor quality attributes, such as performance. Together, these aspects show
how the top-down strategy enables the use, reuse, and embedding of our architecture
reconstruction approach within the incremental development processes of a large and
complex software-intensive system.

The organization of the rest of this chapter is as follows. Section 6.2 describes the
motivation and details of the case study. Section 6.3 provides an overview of the ar-
chitecture reconstruction approach. Section 6.4 presents the top-down strategy and its
application in the case study. Then, Section 6.5 summarizes the technical contribution
of the case study. Section 6.6 discusses related work. Section 6.7 discusses some as-
pects and open issues that influence the application of the top-down strategy. Finally,
Section 6.8 provides some conclusions.

6.2 Case Study: The Start-Up of the Philips MRI Scanner

6.2.1 The Start-Up Process

The start-up is a representative feature of the runtime and performance of software
systems. Most development organizations continuously try to keep it within accept-
able limits because of its technical complexity and relevance for end-user acceptance.
The start-up process of a large software-intensive system is characterized by a large
and complex set of interactions, e.g., communication and synchronization between
software elements and hardware elements. This set of interactions is really an integra-
tion process that brings the system step by step to higher operational levels (Muller
2004b). A typical integration process will create a higher operational level using avail-
able support functions from lower levels. An efficient organization of this integration
process is important to cope with exceptions (e.g., network not available), and mitigate
the impact of failures and crashes (Muller 2004b), but also to achieve short start-up
times. Since this is a design and architecture matter, development organizations need
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explicit and up-to-date descriptions to evaluate how to integrate additional system
elements and to understand how changes in the current system elements and their
interactions influence the start-up process.

6.2.2 The Start-Up of the Philips MRI Scanner

Figure 1.2 summarizes the topology of the Philips MRI scanner and the elements that
need to be integrated as part of the start-up process that brings the system to the oper-
ational level. In the field (hospital), the system is distributed across three rooms, where
three main computers identified as Host (end-user interface), Reconstructor (image re-
construction subsystem), and DAS (data acquisition subsystem) are connected to the
system machine in the examination room. The system machine is specialized hard-
ware that combines a superconducting magnet, a gradient system, and a radio fre-
quency system. Other computers, e.g., the Hospital network and Philips Global Ser-
vice server are less important in this context since the interactions with them do not
influence the start-up performance significantly.

The start-up time of the Philips MRI scanner, the time to bring the system to an op-
erational level, is measured as the period between the event that the end-user presses
the power-on button of the Host computer and the event that the system allows the
end-user to input the data to start a medical diagnosis. In this period of time, the
software elements, deployed inside the three main computers, are loaded to build a
distributed runtime process structure. In this structure, software elements are mapped
to runtime processes that interact with each other using a number of communication
mechanisms and technologies. Each runtime process loads and runs binaries built
with the system source code, about 8 million lines of code. For many years, the start-
up process was not perceived as a hot issue and most of the knowledge about it was
distributed over the minds of several practitioners. These practitioners were not sure
about the validity of their knowledge, as well as the efficiency of the current character-
istics of the start-up process, especially due to the considerable changes in the system
over the recent years. For this reason, the development organization, represented by
the software architecture team, decided to document the current state of the start-up
process to prevent possible future major issues.

6.2.3 Case Study Concerns and Decisions

The goal of the development organization was to make explicit the actual organization
of the start-up process and its duration. Achieving this goal will provide the organiza-
tion with accurate information to address a set of concerns expressed by the following
questions:

• What are the actual elements involved in the system start-up?
• What are the aspects that constrain, coordinate, and control the runtime concur-

rency of the system start-up?
• What are the bottlenecks and delays, if any, of the system start-up and their root

causes?
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• How do the actual start-up characteristics match the current knowledge, i.e.,
mental models of practitioners?
• What are the opportunities for improving the system start-up?

Since the set of concerns were related to the runtime of the system, the develop-
ment organization decided to address them by constructing execution views with the
architecture reconstruction approach summarized in Section 6.3. The selection of the
approach was driven by two factors. First, it was shown that the approach could build
useful execution views at a high-level of abstraction without touching or knowing the
large and complex system implementation. Second, the cost of training or prepara-
tion to use the approach can be neglected. This was possible because the approach
was developed and validated in close collaboration between researchers and Philips
Healthcare MRI practitioners as part of the Darwin project (van de Laar et al. 2007), an
industry-as-laboratory research project.

Finally, we designed a top-down strategy and assembled a team. The strategy, core
of this experience report, is presented in Section 6.4. Two practitioners (a software
architect and a designer) and a researcher composed the team. The role of the software
architect was to document the start-up process and coordinate development activities
to improve the system start-up. The designer played the role of technical expert of
the system start-up. The researcher guided the application of the strategy and the
architecture reconstruction approach.

6.3 The Architecture Reconstruction Approach

Figure 6.1 presents an overview of our architecture reconstruction approach for ex-
ecution views. The overview illustrates that the approach put together an iterative
and tool-supported process (A), a set of viewpoints and a metamodel (B), and sources
of runtime information (C). The execution of the approach enables the construction
of as-is execution models. In this section, we introduce the elements of the approach
describing the input, steps, and output of the iterative process.

6.3.1 Inputs to the Process

The set of execution viewpoints, the execution metamodel, the source of runtime in-
formation, and a description of the construction requirements represent the Construc-
tion Input for the process, see A in Figure 6.1. The execution viewpoints frame a set
of concerns regarding the runtime behavior and structure of software-intensive sys-
tems. These viewpoints provide reusable guidelines to construct and use execution
profile, execution concurrency, and resource usage views (Callo Arias, America and
Avgeriou 2009b, Callo Arias, Avgeriou and America 2009). In Table 6.1, we summa-
rize two of the execution viewpoints that frame concerns like the ones held by Philips
Healthcare MRI regarding the start-up process, see Section 6.2.3. The summary in-
cludes the stakeholders that hold the concerns, the development activities where the
concerns often arise, and the model types used to present architectural information
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Figure 6.1: Overview of the architecture reconstruction approach.

Table 6.1: Summary of execution viewpoints.
Stakeholders: Software architects, designers, developers, testers, and system platform sup-
porters.
Development activities: System understanding, analysis of alternative designs and imple-
mentations, introduction of new hardware resources, testing, conformance of design and
implementation, corrective maintenance.
Viewpoint Concerns Model types

Execution
profile

- What are the major components that realize a given sys-
tem function?
- What are the high-level dependencies of major compo-
nents?
- What are the major tasks that build the execution work-
flow of key execution scenarios?
- What is the development team that develops or maintains
a given system function?

Functional
mapping,
Execution
workflow,
Matrix
model,
Sequence
diagrams

Execution
concur-
rency

- Which runtime elements execute concurrently?
- How does the runtime concurrency match the designed
concurrency?
- What are the aspects that constrain, coordinate, and con-
trol the system’s runtime concurrency?
- What are the bottlenecks and delays of the system and
their root causes?
- What are the opportunities to improve the concurrency
of the system?

Workflow
concur-
rency,
Process
and thread
structure,
Control and
data flow

that address the concerns. Further details about the execution viewpoints and the
model types are documented in (Callo Arias, Avgeriou and America 2009). In Sec-
tion 6.4, we describe further details about the construction and use of execution work-
flow and workflow concurrency model.

The execution metamodel, illustrated by B in Figure 6.1, provides a set of elements
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Figure 6.2: Examples of mapping rules.

and relationships that can be used to describe the runtime structure and behavior of
a specific software-intensive system. The elements in the execution metamodel can
be extended or specialized according to the problem at hand, e.g., Figure 6.6 shows
additional relations for the Task concept that are required for the case study. The
links between B and C in Figure 6.1 are to illustrate that instances of the elements
and relationships in the execution metamodel can be extracted from sources, such as
logging and runtime measurements. For our approach, logging is collected using the
built-in logging infrastructure of the system. Runtime measurements are collected us-
ing monitoring tools provided by the system runtime platform, e.g., the Sysinternals
suite (Microsoft Corporation 2010b).

The construction requirements consist of a specification that includes at least two
items. First, a set of execution scenarios that, under the criteria of the development
organization, cover the execution of the feature or functionality related to the problem
under analysis. Second, a list of stakeholders and their concerns. The stakeholders
include the practitioners and other personnel of the development organization that
need to be involved in the process as sources of support, information, validation, or
ultimately as users of the constructed view.

6.3.2 Steps in the Process

The steps in the process, illustrated by A in Figure 6.1, are tool-supported activities,
i.e., task identification, interpretation of runtime information, construction of the ex-
ecution model, and model presentation. The first three activities implement a dy-
namic analysis technique that extracts and abstracts architectural information from
the source of runtime information. The extraction of architectural information is a
rule-based mechanism that uses a set of mapping rules. Figure 6.2 gives examples of
the definition of four mapping rules. The mapping rules are stored in a repository, an
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XML file, as a set of parameters that capture patterns about the syntax and semantic
of the runtime data. For instance, the definition of the first mapping rule in the figure
includes two parameters, BeginPattern and EndPattern. These parameters store text
patterns that can be applied to characterize some logging messages as workflow activ-
ity, which identify the boundaries of the tasks or aggregations that build the workflow
of an execution scenario.

The tool-support for the technique includes a set of Python scripts embedded in a
.Net application, which combines the sources of runtime information and applies the
mapping rule mechanism. Further details about the implementation of the dynamic
analysis technique are reported in (Callo Arias et al. 2008). More about mapping rules
is described as part of the application of the top-down strategy in Section 6.4.

6.3.3 Output of the Process

The output of running the dynamic analysis technique is an execution model that
presents a subset of the extracted information. Figure 6.5 and Figure 6.7 are exam-
ples of execution models, which describes the runtime of a system using instances of
the elements in the metamodel. Figure 6.6 describes the specific runtime elements and
notations for these kind of models. In this case, the types of these execution models
correspond to execution workflow and concurrency model, defined as part of the ex-
ecution viewpoints. When an execution model is constructed, it is presented to the
involved stakeholders as part of the model presentation activity.

The goal of the model presentation activity is to let the stakeholders, e.g. software
architects and designers, check whether the model provides useful and sufficient infor-
mation to conduct an analysis activity. If the feedback indicates that the constructed
model needs to be fine-tuned, several iterations of the dynamic analysis and model
presentation may be necessary, especially when a model is constructed for the first
time. Otherwise, the model can be accepted as one of the models in the execution view
that supports the analysis and solution of the problem at hand. For our approach, the
tool support for the construction and presentation of execution models includes soft-
ware tools such as Graphviz and Microsoft Excel.

6.4 The Top-Down Strategy and Its Application

Figure 6.3 presents an overview of the top-down strategy, which illustrates that the
strategy involves four main phases, inception, elaboration, analysis, and transition.
The names of the first, second and fourth phases match three of the well known Ratio-
nal Unified Process (RUP) phases (Kruchten 2000). This naming reflects the similarities
in goals between the RUP phases and the phases of the top-down strategy. The figure
also illustrates that the phases in the strategy are successive individual iterations of our
architecture reconstruction (AR) approach. These iterations aim at producing informa-
tion that is required to achieve systematically the goal of the case study as follows:

• In the inception phase, the iterations aim at collecting facts and constructing a hy-
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Figure 6.3: Top-down strategy to reverse architecting execution views.

pothesis about the runtime of the system, which can be further analyzed to define
the scope of the problem. The scope of the problem includes the execution scenar-
ios, stakeholders, and an initial set of information requirements that are required to
steer the next phases.

• In the elaboration phase, the iterations aim at constructing an execution model that
provides an up-to-date overview of the execution scenarios defined in the previous
phase. The analysis of the overview should make it possible to address the initial set
of information requirements. From this analysis, further information requirements
can be derived, especially when the overview exposes issues, i.e., mismatches with
the hypothesis or expectations of the stakeholders.

• In the analysis phase, the iterations aim at constructing execution models with de-
tails that describe better the issues exposed during the analysis in the previous
phase. The analysis of the details in the execution models should make it possi-
ble the identification of the origin of the issue and the developers that can explain
or fix it.

• In the transition phase, the iterations aim at constructing execution models with
even finer detail information about the issues identified in the previous phase. The
finer details in the models should help the developers, responsible for the issue, to
find the root cause of the issue and design a solution to fix it.

The development phase is not a dedicated part of the strategy. After this phase,
repeating any of the four phases of the strategy can be required, especially to verify
and validate the design and implementation of solutions designed in the transition
phase. In the rest of this section, we describe our experience applying each phase of
the strategy in the case study.
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Figure 6.4: A hypothetical view of the system start-up.

6.4.1 Phase 1: Inception

The challenge in the inception phase is to get the scope of the problem as clear as pos-
sible without the risk of analysis-paralysis. In order to achieve this, we start by iden-
tifying the stakeholders’ concerns around the problem at hand. Then we identify the
set of concerns that match the ones framed by the predefined execution viewpoints. A
positive matching will confirm that the problem at hand requires the construction of
up-to-date execution views. At this stage, the first iteration of the architecture recon-
struction approach will focus on the completion of the other elements in the construc-
tion input (see Section 6.3.1), e.g., stakeholders and scenarios, following the guidelines
of the identified viewpoint(s).

For the start-up case study, as described in Section 6.2.3, the stakeholders’ con-
cerns match the execution profile and execution concurrency viewpoints (see Table 6.1
and (Callo Arias, Avgeriou and America 2009)). Then, we identified the execution sce-
narios and stakeholders. The start-up process of the Philips MRI scanner can be repre-
sented by different execution scenarios, e.g., some can include hardware crashes and
others software upgrades. To focus the problem, we decided to look only at clean and
stable scenarios without exceptions, crashes, or upgrades. To understand the most rep-
resentative stable and clean scenario, we constructed a hypothetical view, illustrated
in Figure 6.4. This view describes the expected system behavior through a sketch and
a high-level diagram created by the technical expert and the architect, respectively, fol-
lowing the guidelines of the execution profile and execution concurrency viewpoints.

The guidelines in the viewpoints suggest that to in order to cope with size and
complexity, an execution scenario (e.g. the system start-up) can be described with
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a execution workflow or workflow concurrency model (Callo Arias, Avgeriou and
America 2009). Figure 6.6 describes the concept and notations used in these types
of models. A model of any of these types presents an execution scenario as a set of
tasks that build the scenario workflow. The set of tasks correspond to aggregations
of the steps run by the end-user or automatically executed by the system to realize
the corresponding system functionality or feature. In addition, if possible, the model
describes how the identified tasks map to major hardware and software elements of
the system. The details about other relationships, e.g. temporal relations, between
tasks can be included if these are required for the problem at hand.

The sketch describes the tasks for the start-up scenario as the aggregations of events
and steps, which according to the technical expert should happen to bring the system
to an operational level. In addition, the expert included estimations about the dura-
tion of the identified tasks, their temporal relations, and communication mechanisms
among them. To keep the scope of the problem and due to the organization of the team,
the sketch was based only in the mental models of the technical expert. The architect
summarized the information in the sketch by constructing the diagram in the hypo-
thetical view. The diagram describes the start-up in terms of high-level tasks that are
distributed over time and in the main computers of the system. The diagram includes
the period of time and events that are perceived by the end-user, which according to
the architect were not explicit and need to be investigated.

The analysis of the hypothetical view contributed with a number of aspects to the
inception and continuation of the case study. First, it helped to share insights, e.g., hy-
pothesis and facts, about the start-up process. For example, we identified the involved
major hardware (e.g., Host, Reconstructor, and DAS computer), and how the software
elements are organized and aggregated (e.g., Background and Foreground processes
in the Host computer). Second, it helped to make explicit an initial set of information
requirements that should be addressed (e.g., verify the estimations and assumptions
about the duration and distribution of the major tasks in the start-up process). Third, it
helped to decide that a workflow concurrency model would be sufficient to start with
the description of the actual system start-up process.

6.4.2 Phase 2: Elaboration

The challenge in the elaboration phase is to construct an as-is high-level description of
the current system realization without being overwhelmed by its size and complexity.
To achieve this, we focus on an initial set of information requirements, as identified in
the inception phase. Then we apply the architecture reconstruction approach to con-
struct as-is execution models that address the initial set of information requirements.
This involves gathering the runtime data, definition of the required mapping rules,
and execution of the dynamic analysis technique of the approach.

For the start-up case study, the initial information requirement was identify actual
information about the boundaries and distribution of the main tasks that build the
workflow of the system start-up. We started by collecting logging and runtime mea-
surements from the startup-up process of a stable system release. Then, we used the
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Figure 6.5: An as-is overview model of the system start-up.

dynamic analysis technique to extract actual runtime information from the collected
data. As we described in Section 6.3.2, the technique consists of three activities: task
identification, interpretation of runtime information, and the construction of the exe-
cution model. In this phase of the strategy, task identification focused on the validation
of mapping rules that enable the semiautomatic identification of the boundaries of the
tasks or aggregations that build the workflow of the system start-up. Interpretation
of runtime information focused on processing the collected runtime data to, at least,
extract actual information about starting time and duration of the identified tasks, and
their actual distribution across the system computers. Finally, the construction of the
execution model focused on the construction of an overview, an as-is execution work-
flow model, following the guidelines of the execution profile viewpoints, just like it
was done in the hypothetical view (Figure 6.4).

For the construction in this phase, we tuned the dynamic analysis technique to
address several practical aspects, especially to identify the boundaries of some of the
tasks within the start-up process. This identification is done in the Task Identification
activity of the approach, see Figure 6.1 A, by using mapping rules. The identification
is done selecting logging messages that match mapping rules for workflow activity,
e.g. the first mapping rule in Figure 6.2. However, the initial iteration in this phase
showed that the implementation of the mechanism and the used mapping rule were
not enough to automatically identify all the relevant tasks of the system start-up sce-
nario. Thus, as part of the validation, the technical expert provided more details to
extend the mapping rule repository with additional rules such as the PF Client Recon
rule, see Figure 6.2, which were required to identify missing tasks.

Extending the mapping rules, the technical expert pointed out additional patterns
in the logging messages, which we incorporated to refine the the major tasks into
finer and still self-contained tasks. Figure 6.5 shows the execution model that we con-
structed in this phase. The model corresponds to a execution workflow model type.
Figure 6.6 shows the concepts and notations for this type of execution model, which
are also documented in the execution profile viewpoint (Callo Arias, Avgeriou and
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America 2009). The model in Figure 6.5 and the other models in the rest of this section
are simplified version of the actual models in the case study. The absolute time values
in the models are mapped to percentages of the actual start-up time value for publi-
cation purposes. The construction and presentation of this model and the other as-is
models in the case study were done using Microsoft Excel.

In contrast to the diagram in the hypothetical view (Figure 6.4), the execution
model in Figure 6.5 shows additional information, but also excludes some other. The
included information is the actual time characteristics and the finer task decomposi-
tions of the execution scenario. We excluded the description of the boot task in the
Host computer. The analysis showed that it was a constant factor that could be an-
alyzed separately using tools such as Bootvis (Microsoft Corporation 2010a), which
enable the capture and graphical display of boot and resume performance trace data
in Windows XP.

In the analysis of the as-is workflow overview, we compared the expected time
values, provided by the technical expert, with the ones in the overview. This anal-
ysis enabled the identification of four point of attention, see the numbered stars in
Figure 6.5.

1. The duration of the task Background Processes, on the Host computer, was larger
than expected. As a consequence, the tasks PF Client Recon and PF Client Scan-
ner (interfaces to the other two computers) were starting later than expected.

2. A gap between Background Processes and Foreground Processes task was not
considered in the hypothesis. This gap represents the period of time that an end-
user takes to manually trigger the loading of the main user interface in the Host
computer.

3. The Foreground Processes can be faster, which can speed up the presentation of
the main user interface.

4. Based on knowledge about the function of the Copy Recon Software task, its
duration time should be shorter.

The conclusion of the analysis was that only 1, 3 and 4 represented issues and fur-
ther investigation might lead to the identification of considerable opportunities for
improving the system start-up.
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Figure 6.6: Concepts and notations for execution workflow and concurrency models.
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6.4.3 Phase 3: Analysis

The challenge in the analysis phase is to select and recover detailed information that
supports the analysis of mismatches and issues, identified in the previous phase, with-
out being overwhelmed by the system implementation size and complexity. To achieve
this, we construct as-is execution models that zoom in on the areas that contain the
mismatches and issues.

For the start-up case study, this phase focused on the construction of an execution
model to zoom in on the first and second issue, marked by the stars 1 and 3 in Fig-
ure 6.5. We followed the guidelines of the execution profile viewpoint, which suggest
that to dig down for details, a task can be represented with finer aggregations, e.g.
subtasks. Following the metamodel (B in Figure 6.1), we decided that the finer ag-
gregation will correspond to the task that represent the start-up of the software com-
ponents within the system start-up process. In addition, the metamodel shows that a
software component represents a set of processes that belong together due to parent-
child relationships, or shared functional or non-functional characteristics defined by
the development organization. Therefore, we decided that the start-up of a software
component is represented by an aggregation of the runtime activities performed to
initialize the component’s processes and their required resources.

The reconstruction approach focuses on the construction of execution models with
detailed information about the start-up of the software components, which the organi-
zation calls Process Framework (PF) Clients. As part of the reconstruction, an iteration
was necessary to validate the mapping rules and the output of the task identification
activity. Figure 6.7 shows one of the execution models that were constructed to zoom
in on details. The model describes the part of the start-up process that happens in
the Host computer, which is mainly the start-up of the software components within
the Background Processes and Foreground Processes tasks described in the overview
model. As we described before, these are simplified models. Figure 6.7 does not illus-
trate the start-up of about other 40 software components that take less than 0.2% of the
total start-up time.

The analysis of the models led to identify concrete evidence about the identified
issues and opportunities for improvement. For example, the stars in Figure 6.7 show
that the start-up of the PF Client DBServer was quite long, which according to its
function was not correct. Due to this situation, the PF Client Recon and PF Client
Scanner task were delayed. We also identified that the Foreground Processes task was
taking a long time mainly due to the start-up time of the PF Client GyroView and
PF Client Examcards. With this concrete information at hand, we selected experts
of the teams designing, developing, and maintaining the involved PF clients. Then,
we established communication with each expert to discuss the execution models that
describe the related issues, and to analyze the feasibility of development activities to
address the issues.
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Figure 6.7: An detailed as-is model of the system start-up in the Host computer.

6.4.4 Phase 4: Transition

The constructed execution models made several characteristics of the start-up process
explicit and supported the communication of the identified issues. However, coordi-
nating and starting development activities to implement solutions for the identified
issues are not straightforward activities. The challenge of this phase is to provide
detailed information that point out the implementation elements that are root causes
of the mismatches and issues, but without being overwhelmed by the component or
system implementation size and complexity.

For the start-up case study, this phase focused on the recovery of execution in-
formation that provides detail about an identified issue and the involved software
components (PF Client). The required level of detail depended on the knowledge and
experience of the developers responsible for the involved PF Client. Detailed infor-
mation can be identified by decomposing the start-up of the PF Client into finer tasks.
An alternative was profiling, i.e., measuring the execution periods of code modules or
functions that implement the involved PF Client. However, for some of the involved
PF Clients, this was not an option due to a number of reasons. The collected runtime
data, the practitioner’s knowledge, or the PF Client implementation size and com-
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Figure 6.8: A detailed description of a software component start-up.

plexity did not provide accessible information to immediately implement profiling.
Therefore, we decided to customize the dynamic analysis and experiment with a new
interpretation and representation of the already available runtime data.

In the customization, we analyzed the start-up of a PF Client as series of execution
periods. An execution period is defined by the time period between two consecutive
logging messages collected for the execution scenario, excluding those periods with
zero seconds and milliseconds. We consider that this customization of the technique
is a kind of profiling, but at a different level of abstraction from profiling implemen-
tation elements. The construction of the execution model activity focused on creating
a graphical representation that visualize long execution periods as peaks in the start-
up of a software component. This allowed us to present detailed information without
additional instrumentation or increasing the size and complexity of the runtime data.

Figure 6.8 shows the constructed graphical representation to analyze the start-up
of the PF Client Examcards, identified as an issue in the previous phase. In the fig-
ure we compared the start-up of the software component in three different execution
scenarios of the system start-up, e.g., cold start, warm restart, and foreground restart.
These scenarios were selected to determinate whether some of the peaks can be at-
tributed to the availability of runtime platform or network services. The analysis of
the representation helped us to conclude that the root-cause of the long start-up of the
PF Client Examcards was a connection timeout. With this information at hand, the
involved architect was able to coordinate and start a downstream development activ-
ity to implement a solution to fix the time out situation. Other similar activities were
coordinated and started to implement solutions for the other identified issues. The re-
sults of these activities led to considerable improvement of the system start-up, which
the development organization considered as the main benefit of the case study.
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6.5 Technical Contribution

The SWAT highlighted that the contribution of the case study was the identification
of quick wins to improve the system start-up time without being overwhelmed by the
size and complexity of the system. The term quick wins refers to the relatively cheap
and easy initiatives that were quickly designed and implemented. We identified that
the contribution was possible because the strategy supported top-down analysis, com-
munication between stakeholders, and the pragmatic description of runtime concur-
rency and performance. In practice, we observed that these aspects are key ingredi-
ents for improving the ability of large and complex systems to respond effectively to
change.

6.5.1 Top-Down Analysis

Top-down analysis is a common practice to understand software systems. At an ar-
chitecture level, top-down analysis is important to manage complexity by looking at
the ”big picture” first, and then to identify and analyze the details that matter for the
problem at hand. Top-down analysis is an important practice to support architecture-
centric evolution and downstream development processes. At Philips Healthcare MRI,
the Software Architecture Team (SWAT) strives to implement an architecture-centric
evolution for the Philips MRI scanner. The SWAT is responsible for the general archi-
tecture and design of the system. In the downstream process, the system is decom-
posed into several subsystems and components. Each subsystem and component is
the responsibility of software designers and a development team.

The different roles and responsibilities in a downstream development process de-
mand top-down analysis to address different information requirements. For exam-
ple, while architects are mostly interested in high-level or architectural information,
the programmers in a development team are interested in information about code or
implementation constructs such as modules, libraries, and function calls. These in-
formation requirements were supported across the phases of the strategy. At the in-
ception and elaboration phases, we constructed high-level descriptions based on the
practitioners’ knowledge (see Figure 6.5) and the actual realization of the system (see
Figure 6.5). In the issue analysis and transition phases, we constructed a set of as-is
execution models, including the ones in Figure 6.7 and Figure 6.8, to present detailed
information, analyze a set of issues, and then to communicate with the related devel-
opment teams.

6.5.2 Communication Between Stakeholders

Communication between stakeholders is important, especially to make sure that the
requirements and the system are understood at the appropriate level of detail by stake-
holders and implementers. Communication between stakeholders was established
and supported with the tangible and updated evidence, i.e. execution models con-
structed through the phases of the strategy. In Section 6.4, we described how two types
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of communication links were gradually enabled through the four phases of the strat-
egy. First, the technical expert and the architect started sharing technical knowledge
about the characteristics of the system start-up process. Second, these two practition-
ers were able to identify another set of designers and developers, with whom they
shared and discussed the findings from the issue analysis phase (see Section 6.4.3).

In both types of communications, the constructed execution models served as tan-
gible evidence that triggered and supported discussions about the system start-up
process. As the result of the established communication, the coordination and execu-
tion of downstream development activities. These development activities reduce the
total system start-up time about 30% without altering the original characteristics of
the operational level. The details of the improvements included an initial reduction
of 25% addressing the first issue, the long start-up of the PF DBClient Server compo-
nent. Later, the reduction reached 28% addressing the timeout issue in the start-up
of the PF Client Examcards component. Finally, addressing the third issue, changing
the mechanism used by the feature of the Copy Recon Software task, the reduction
reached about 30% of the original start-up time.

In addition to this set of communication links, nowadays the constructed execution
view is helping the communication and dissemination of knowledge about the system
start-up across the various development teams and providers of the development or-
ganization.

6.5.3 Runtime Concurrency and Performance

In our previous work, we described how the architecture reconstruction approach
is used to construct views that describe runtime aspects such as runtime dependen-
cies (Callo Arias et al. 2008) and resource usage (Callo Arias, America and Avgeriou
2009a). In this case, the strategy has enabled the construction of another view, which
describes the runtime concurrency and performance of a system key feature at an ar-
chitectural level. The view is now a benchmark to control and assess changes in the
concurrency and performance of the system start-up. Currently, the view is recon-
structed automatically to contribute in the system integration and regression tests, es-
pecially to monitor the redesigning of the integration process and to keep the system
start-up performance within acceptable boundaries. Finally, the organization consid-
ered that an additional contribution of the case study is the setting of a precedent that
supports the use of the top-down strategy to construct execution views and bench-
marks for other key runtime features.

6.6 Related Work

In this section we discuss work related to our results and contribution.
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6.6.1 Architecture reconstruction

Our research and the contribution of this report is related to reverse engineering, espe-
cially architecture reconstruction solutions, i.e. methods, techniques, and tools that re-
cover architectural information from existing systems (Koschke 2009, Riva et al. 2009,
Sangal et al. 2005, van Deursen 2002). Symphony (van Deursen et al. 2004) is a repre-
sentative conceptual framework and an amalgamation of common patterns and best
practices for architectural reconstruction. On the one hand, our work is an implemen-
tation and specialization of this framework, especially on two aspects. First, Sym-
phony specializes reverse engineering using architectural views and viewpoints. We
implement this by defining and applying execution viewpoints (Callo Arias, America
and Avgeriou 2009b, Callo Arias, Avgeriou and America 2009), including an execu-
tion metamodel, to construct execution views. Second, Symphony defines two explicit
major phases to construct a required view, reconstruction design and reconstruction
execution. We implement reconstruction design mainly at the inception phase and re-
construction execution through the other phases iterating with the reverse architecture
reconstruction approach. On the other hand, our work shows how Symphony can be
applied and embedded as part of a downstream development process.

6.6.2 Hypothesis-driven approaches

Hypothesis-driven architecture reconstruction approaches use a hypothesis model to
guide the reconstruction process. The reflexion model by Murphy et al. (Murphy
et al. 2001) is the most prominent hypothesis-driven approach (Koschke 2009). This
approach summarizes a source model of a software system from the viewpoint of a
particular hypothesis, i.e. a high-level model, specified by a practitioner. In the litera-
ture (Koschke 2009, Murphy et al. 2001), one can distinguish two main characteristics
of existing hypothesis-driven approaches. First, the specification of the hypothesis
model that guides the reconstruction process corresponds to the implicit perception
of a engineer or developer. Second, the hypothesis model and the constructed models
correspond to module or implementation viewpoints (Koschke 2009).

The top-down strategy can be distinguished from existing hypothesis-driven solu-
tions as follows. First, the goal of the top-down strategy is the construction and use
of a high-level model for the runtime behavior rather than the implementation of a
system. Second, the use and construction of the hypothetical view is mainly to sup-
port the goal of the inception phase, the elaboration of the construction requirements.
Moreover, the construction and use of the hypothetical view follows the guidelines of
a set of pre-defined execution viewpoint, which enables other practitioner to under-
stand the information presented in the hypothesis. Besides this difference, hypothesis-
driven solutions such as the reflexion model (Murphy et al. 2001) and the top-down
strategy in our work have in common the use of an explicit high-level model, the po-
tential to compare this model with an actual or implemented model, as well as the use
of mapping, i.e. mapping rules, to extract high-level information.
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6.6.3 Profiling and Visualization tools

Profiling and visualization tools are specific types of tools that are related and can
contribute to our work. While profiling tools can help us to collect particular run-
time data, visualization tools could improve the presentation and analysis of runtime
information. On the one hand, profiling tools such the Eclipse Performance Tools Plat-
form (TPTP) (Eclipse Test & Performance Tools Platform Project 2010), YourKit (YourKit
.NET & Java Profiling 2010), and AQTime (Code Profiler - AQtime 2010), to name a few,
collect runtime data as a software system or application executes. The runtime data
includes memory and processor usage, the code elements that were executed, and the
time that the application spends in each of the code elements. On the other hand, vi-
sualization tools implement mechanisms to summarize (Kuhn and Greevy 2006) and
condense (Cornelissen et al. 2007) large amounts of runtime data, so it can be pre-
sented and analyzed as high-level information. In our work, the use of profiling and
visualization tools is a problem-driven decision that takes into account the following
aspects:

• The need of global understanding: Practitioners need a global understanding of the
various aspects of the large and complex software-intensive systems they develop.
Global understanding about the runtime behavior cannot be achieved by looking
at every single code element. Instead, practitioners need to look at more coarse-
grained abstractions. Profiling and visualization tools support it to some extent.
Most profiling tools can collect runtime data for different abstractions of the im-
plementation, e.g., methods, classes, and modules. At the same time, visualization
tools can present the collected data to an even higher level of abstraction, which is
useful to get a global understanding of the runtime of implementation abstraction.
We first focus on mechanisms and tools that collect runtime data about higher and
system specific runtime abstractions (e.g., execution scenarios, tasks, components,
processes), which reduces the need to abstract and present large amounts of runtime
data. Then, if it is required, e.g. for issue analysis or transition phases, we can collect
runtime data about implementation elements, either using monitoring or profiling
tool, for specific and less complex parts of the system.

• The heterogeneity of the system implementation: While TPTP or YourKit can be used
to collect runtime data for Java implementations, AQTime or YourKit for .Net im-
plementations. For a large system with heterogenous implementation, like the soft-
ware of the Philips MRI scanner, a combination of these various tools will be an
ideal but expensive solution. Instead, we first focus on mechanisms and tools that
gather runtime data independently of the implementation technology, i.e., logging
and monitoring tools of the runtime platform.

• Technical impact: Once profiling is really required, the ideal profiling tool should
be integrated smoothly into the development process. For example, we observed
that practitioners developing large and complex software systems desire minimal
changes in the source code, minimal overhead in the system response time, and a
minimal learning curve to use tools. For this reason, the tool-support for our reverse
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architecting approach (see Section 6.3.2) consists of tools and mechanisms that can
be often found as part of a development and system infrastructure, such as logging,
monitoring tools provided by the runtime platform.

6.6.4 Boot Performance Analysis Tools

Regarding the system feature in our case study, our work is related to analysis tools
such as Bootchart (Bootchart: Boot Process Performance Visualization 2010) and Bootvis(Microsoft
Corporation 2010a). Bootchart is a tool for performance analysis and visualization of
the GNU/Linux boot process. The information that is analyzed includes resource uti-
lization and process activity during the boot process. Bootvis allows designers and
manufacturers to characterize their system’s performance during Windows start-up
to identify opportunities for performance improvement of Windows XP. The same as-
pect that we discuss for profiling and visualization tools drive the application of boot
performance analysis tools. As we described in Section 6.4.2, using Bootvis was an
option to address a part of the problem, the boot of the Host computer, but not the to-
tal start-up process of the Philips MRI scanner. This situation showed that scalability
is another aspect that should be considered to select and use tools within the devel-
opment of large and complex-software intensive systems. The scale of our problem
includes the boot of the three computers that build the Philips MRI scanner and the
MRI software component distributed across them. Using boot performance analysis
tools on each of the system computer and then combine the collected data can be an
option to address the problem. However, reaching the desired level of abstraction and
mapping the collected data to the system terminology will be hard compared to our
approach.

6.7 Discussion and Open Issues

The top-down strategy enables the systematic construction and use of execution views
within the incremental development of the Philips MRI scanner. In this section, we
discuss some critical aspects and open issues that may influence the use of the top-
down strategy in another context.

6.7.1 Proper Viewpoints and Metamodel

The execution viewpoints and the metamodel play a critical role providing guidelines
and blueprints to guide the construction and use of execution models. Our experi-
ence with the top-down strategy shows that when these elements are available and
adopted by a development organization, the construction of execution models can
be a straightforward activity. However, having the proper execution viewpoints and
metamodel for a large and complex software-intensive system demands good under-
standing about the various system stakeholders and their concerns, the characteris-
tics of the system, and the development organization. Therefore, in a context where
the system and the organization match closely the characteristics of the Philips MRI
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scanner and its development organization, our execution viewpoints and execution
metamodel will enable the use of the top-down strategy.

6.7.2 Availability of Sources of Runtime Information

The availability of sources of runtime information, especially logging files, is necessary
to achieve the goal of the elaboration, analysis, and transition phases of the strategy.
Logging is a feature often implemented as part of large software systems to record
and store information of their specific activities into dedicated files. This is a com-
mon practice to support activities such as testing, debugging, and corrective mainte-
nance of fairly large and complex systems. An important aspect to construct execution
views is that logging should contain data that describe the workflow of the system
functionality. In our previous work (Callo Arias et al. 2008, Callo Arias, America and
Avgeriou 2009a), we have demonstrated that this is important to achieve two technical
aspects of our approach. First, high-level information, e.g. tasks and software com-
ponents, can be extracted in terms of the system domain. Second, the extracted high-
level information can be top-down synchronized and complemented by finer runtime
information, e.g. runtime measurements collected by monitoring tools of the system
runtime platform. Therefore, in a context where the system at hand is fairly large and
complex, logging will be available and the application of the top-down strategy to use
our architecture reconstruction approach will typically be feasible.

6.7.3 Mapping Rules and Domain Knowledge

Mapping rules and domain knowledge are key elements to achieve two technical as-
pects for constructing and using sufficiently accurate execution models. First, map-
ping rules enable the direct extraction of high-level information at first and then de-
tailed information, when it is needed. Second, the extracted information is in terms of
system-specific names and abstractions. The latter reduces the need of detailed infor-
mation to construct and analyze execution models. Defining mapping rules requires
considerable knowledge about the system realization, e.g., the syntax and semantic of
logging messages. This knowledge can be derived by automated process (Jiang, Has-
san and Hamann 2008), or recovered from experts. In our work, we support the latter
providing a schema and a repository to represent and store mapping rules. We use
these resources to make domain knowledge that resides in data produced by the sys-
tem at runtime and in the minds of technical experts accessible. Although identifying
the knowledge, i.e. patterns, to define mapping rules and maintaining a repository
are extra activities for practitioners, we learned that it worths the effort, especially to
facilitate and speed up subsequent architecture reconstruction activities.

After this case study, we constructed more execution views of the system start-up
for other software releases of Philips MRI scanner. Extracting the information for new
execution models was an automatic activity reusing the defined mapping rules. There-
fore, in a another context, the result of applying the top-down strategy and the archi-
tecture reconstruction approach would require the availability of a domain expert and
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the adoption of a mechanisms like mapping rules, which we consider feasible. Hav-
ing a technical expert as part of a reverse architecting activity is often possible when
the problem at hand is important for the development organization. Having more
than one expert will be even more beneficial, but in the case of conflicts in percep-
tions between various experts, additional analysis and communication cycles would
be needed in each phase of the strategy. Finally, the concept and use of mapping rules
are common practice among architecture reconstruction (Koschke 2009).

6.7.4 Open Issues

The open issues in our work include the balance between domain knowledge and
design notations in the constructed execution model. The notations used in the con-
structed models, e.g., Figures 6.5 and 6.7, are strongly coupled to the information re-
quirements for the cases study and to the system domain knowledge. These factors
contributed to achieve a quick and global understanding of the start-up process of the
Philips MRI scanner. However, we have to point out that the constructed view may
not be immediately used and understood by outsiders of the case study as well as
of the development organization, who are not familiar with the corresponding exe-
cution viewpoints (Callo Arias, America and Avgeriou 2009b) or the system domain.
This situation represents a barrier to incorporate the constructed execution view as a
semi-formal or standard specification of the system.

A precise case where we need to improve the use of semi-formal or standard spec-
ification is the description of control and data flow that trigger temporal relations be-
tween task. Control and data flow are not explicitly presented in the constructed mod-
els, e.g. Figures 6.5 and 6.7. Though, this information was not required through the
inception phase, during the issue analysis and transition phases, this information was
locally discussed to analyze the rationale behind concurrency and time periods. The
first situation showed that keeping implicit description of control and data flow was
good enough for architects and designers to achieve global understanding. The sec-
ond situation showed that other practitioners need explicit description of control and
data flow, especially to analyze runtime concurrency at a finer level of abstraction.
Therefore, supporting the extension or transformation of the constructed execution
models into more standard notations such as UML sequence diagrams and collabo-
ration diagrams is an option, especially to benefit more stakeholders with up-to-date
and accessible information about the system runtime structure and behavior.

6.8 Conclusions

This report described our experience with a top-down strategy for embedding the
construction and use of execution views in practice. While the approach to construct
execution views was developed and validated in our previous work (Callo Arias et al.
2008, Callo Arias, America and Avgeriou 2009a, Callo Arias, America and Avgeriou
2009b), this report describes the details of a systematic construction, use, and bene-
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fit of up-to-date execution views. The systematic construction was embedded in the
downstream development process of a large and complex system. The use and benefit
of the execution view enabled performance analysis and improvement of a system key
feature. In addition, the report gives enough details to guide the reuse of the top-down
strategy and reverse architecting approach in another context.

This experience is based on a particular development organization and a system,
which may create some bias and threaten the validity and generalization of the re-
sults. Additional case studies with similar systems and development organizations
may be necessary to generalize our perception of the value of the top-down strategy
and our approach in practice. We consider that this experience report is a reference
for researchers and practitioners. For researchers, it provides insights about the prac-
tical or technical issues that need to be addressed when designing a process to use or
embed reverse engineering solutions in a development organization. For practition-
ers, it shows the benefits of applying architecture reconstruction and specially how to
support downstream development activities coping with the size and complexity of a
software-intensive system like the Philips MRI scanner.



Chapter 7

Conclusions

This chapter concludes the study in this thesis providing answers to the research ques-
tions, remarks about the research contribution, and some open issues for future re-
search.

7.1 Answers to the Research Questions

In Chapter 1, we described the role of up-to-date architectural views in an architecture-
centric evolution approach. With the Philips MRI scanner as a representative large and
complex software-intensive system, we explained that architects have to produce up-
to-date architectural views to, among other things, support the description and anal-
ysis of dependencies, and the description and analysis of the actual runtime structure
and behavior of a software system. To this end, we formulated a set of research ques-
tions to investigate how to support architects in the construction and use of up-to-date
architectural views. Below, we answer the formulated questions.

- RQ-1. What is the state-of-the-art in dependency analysis and its value for the architecture-
centric evolution of a large and complex software-intensive system?

To answer this research question, we conducted a systematic literature review
about dependency analysis (Chapter 2). Through the review, we identified and
selected relevant articles from the literature. As a result of this process, we char-
acterized the state-of-the-art in dependency analysis with the existing definitions
of dependency and the types of dependencies (see Section 2.4), the set of activ-
ities that dependency analysis solutions claim to support (see Section 2.5), and
a classification of the existing dependency analysis solutions (see Section 2.6).
These elements as a whole represent an overview, which conveys the existing
support that practitioners and researchers can use, implement, or extend accord-
ing to their context and needs.

To identify the actual value of the state-of-the-art in dependency analysis, i.e.
for the architecture-centric evolution of a large and complex software-intensive
system, we conducted an assessment taking into account the practical character-
istics of the software embedded in the Philips MRI scanner and its development
process (see Section 2.7). The assessment is about the applicability of the identi-
fied definitions related to dependencies and the identified types of dependency
analysis solutions. The result of the assessment shows that the state-of-the-art in
dependency analysis proposes a wide range of solutions to support actual devel-
opment activities. However, several key practical requirements are not properly
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addressed yet. Mainly, suitable solutions are required to manage, e.g. collect, ab-
stract or aggregate, and present, the heterogeneous and massive amount of data
that can be obtained from the source code, documentation, or runtime activity
made available during the incremental development of large software-intensive
systems. Hence, there are research opportunities that can have a strong impact
on the way that software organizations develop large and complex software-
intensive systems.

- RQ-2.1. What are the useful runtime concepts that we can use to describe the actual runtime
behavior and structure of the software embedded in a software-intensive system?

The metamodel presented in Section 3.3.2 and Section 5.3.3 organizes a set of
runtime concepts that we found useful to describe the runtime structure and be-
havior of the software embedded in the Philips MRI scanner. We found these
concepts by reviewing the literature and taking into account the preference or
requirements of a group of architects and designers of the Philips MRI scanner.
The metamodel links architectural concepts (e.g., execution scenario, task, soft-
ware component, and relationships between them) to actual runtime platform
elements (e.g., processes, threads, and their activity) and to other important ele-
ments or resources (e.g., data, code, and hardware).

It is important to notice that the elements and relationships in the metamodel are
not an exhaustive compilation of all possible useful concepts that can be used
to describe the runtime of a software system. Instead, we present them as a
representative set that can be customized or extended. For example Chapter 4
and Chapter 6 present case studies where we customized the metamodel to cope
with the complexity and size of the system, and obtain detailed information.

- RQ-2.2. How to obtain up-to-date information about the runtime of the software embedded
in a software-intensive system?

In Section 3.4, we present a dynamic analysis technique, which outlines a set of
activities and mechanisms that one can put in place to obtain up-to-date informa-
tion about the runtime of a system like the Philips MRI scanner. With this tech-
nique, runtime information is obtained from sources like logging and runtime
measurements applying a rule-based mechanism. The rule-base mechanism, de-
scribed in Section 3.4.2, is to map data from logging or runtime measurements
to instances of the elements and relationships organized by the execution meta-
model, see Figure 3.3.

In Table 3.2 and Section 4.3.2, we illustrate the sort of data and the corresponding
runtime information that we obtained applying the dynamic analysis technique
within the development of the Philips MRI scanner. In practice, the support
provided by the dynamic analysis technique is characterized by how it can be
used to extract up-to-date runtime information using existing infrastructure, e.g.,
logging, or other means, e.g. runtime measurements, that produce few or none
overhead in the system’s performance and the development process.
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- RQ-2. How to construct execution views of the software embedded in a large and complex
software-intensive system?

The architecture reconstruction approach presented in Chapter 3 outlines how
to construct execution views following an iterative and problem-driven process.
The approach shows that a synergy between the execution metamodel, a set of
viewpoints, the dynamic analysis technique, and the sources of runtime infor-
mation is the key to execution views. The application of the approach consist of
two phases, i.e., reconstruction design and reconstruction execution. An archi-
tect can follow these phases for the elicitation of the problem that triggers the
construction of the execution view, and then, iteratively construct and present
the required model(s) for an execution view.

In Chapters 3, 4, and 6, we show that a set of representative execution scenarios
for the problem that triggers the construction of the view, the sources of run-
time information, e.g., logging and runtime measurements, some initial domain
knowledge, and proper viewpoint play a fundamental role to construct and up-
to-date and useful execution view. The main benefit of the architecture recon-
struction approach is that it enables the construction of execution views with
high-level information at first and then, if it is needed by the stakeholders, de-
tailed information to zoom in on areas of special attention.

- RQ-3. What are the useful viewpoints for execution views of a software-intensive system?

In Chapter 5, we present four viewpoints for execution views. These viewpoints
proved to be useful guidelines to construct and use execution views through
several development projects with Philips MRI scanner. The execution profile
viewpoint guides the construction and use of views to describe and analyze the
relations between the system functionality, system functional components, and
actual runtime elements. The execution deployment viewpoint guides the con-
struction and use of views to describe and analyze the allocation of system exe-
cution elements to processing nodes and the environment into which the system
is deployed. The resource usage viewpoint guides the construction and use of
views to describe and analyze the aspects that govern how the software actu-
ally accesses and use at runtime data, code, and mainly hardware elements, e.g.,
memory and processors. The execution concurrency viewpoint guides the con-
struction and use of views to describe and analyze the actual control flow and
data flow between runtime elements.

The value of the viewpoints has its roots in the systematic way that we defined
and documented them. We devised the knowledge in the viewpoints customiz-
ing example viewpoints from the literature and the elicitation of the require-
ments of a representative development organization. The documentation of the
viewpoints makes the knowledge about the construction and use of execution
views reusable and implicit. The knowledge in every viewpoint conveys the
stakeholders’ concerns, the type of execution models that address such concerns,
how to construct the models to build a view, and when and how to use the con-
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structed execution views.

- RQ-4 . How is the construction and use of execution views embedded in the incremental
development process of a software-intensive system?

Architectural descriptions like execution views need to be constructed and used
multiple times during the incremental development of a system like the Philips
MRI scanner. The characteristics of the development process and the organi-
zation drive the application, i.e. use, reuse, and embed, of architecture recon-
struction solutions. In Chapter 6, we report a top-down strategy to facilitate the
systematic construction and use of execution views during the incremental de-
velopment process taking into account the aforementioned characteristics. The
strategy shows that the systematic construction and use of execution views is a
successive set of iterations with the architecture reconstruction approach in com-
bination with analysis activities.

The iterations with the architecture reconstruction approach and analysis activi-
ties go from the construction of a high-level hypothesis about the runtime, to the
construction of up-to-date models with very detailed information. The analysis
of high-level hypothesis helps the architect to collect background information
and define the scope of the problem to be addressed. The analysis of the execu-
tion models with detailed information help the developers to find the root cause
of the issue related to the problem at hand and the design and implementation
of a solution to fix it.

- RQ-5 . What is the actual contribution of constructing and using execution views in the
incremental development of a software-intensive system?

Constructing and using execution views increases the ability to respond effec-
tively to change, in particular to fit in changing requirements that influence on
the runtime of the system. For example, in Chapter 6, we report that construc-
tion and use of an execution view for the start-up process of the Philips MRI
scanner. The execution models in the view enabled the identification of issues
in this representative runtime feature, as well as the analysis of solutions. As a
result, the development organization were able to quickly reduce about 30% the
start-up time of the scanner, and the setting of a system benchmark to monitor
the system’s performance in future evolution steps.

In a wider scope, the construction and use of execution views contributes to gen-
eral development activities. As part of the research conducted to define the view-
points for execution view, we identified that system understanding, project plan-
ning, communication, and conformance of design and implementation are often
supported by execution views (see Section 5.3.3). For example, execution views
are used for system-specific education and training of new developers, who need
to create mental models of the overall system, the system components they de-
velop, and their relations (dependencies) with the rest of the system components.
In Chapter 3 and Chapter 4, we provide more concrete examples of how exe-
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cution views contribute to other development activities, including dependency
analysis, feature analysis, and analysis of alternative designs.

7.2 Research Contribution and Extrapolation

The body of knowledge of this thesis has been reviewed, presented and it even ob-
tained awards in conferences and journals of two distinct scientific communities: re-
verse engineering (Callo Arias et al. 2008, Callo Arias, America and Avgeriou 2009a)
and software architecture (Callo Arias, America and Avgeriou 2009b). In addition,
the new version of the ISO/IEC 42010 Std. Recommended Practice for Architectural
Description of Software-Intensive Systems, cites the early definition of the execution
viewpoint catalog (Callo Arias, America and Avgeriou 2009b) as a representative ex-
ample of how to define viewpoints to describe the architecture of software intensive-
systems. In overall, the research presented in this thesis contributed to the state of
practice in Philips Healthcare MRI and to the state of the art in the architecture and
reverse engineering fields.

The combination of the research results presented in this thesis build up a prag-
matic solution for reverse architecting the runtime structure and behavior of a software-
intensive system like the Philips MRI scanner. The main characteristics of the solution
are:

• The solution is an iterative process, rather than a single tool solution, that ad-
dresses important practical needs imposed by the incremental development of
an existing software-intensive systems (see Section 3.7).

• The solution uses resources that are available as part of the system infrastructure,
i.e. logging, or sources that can be easily collected using system platform tools,
i.e., runtime measurements (see Section 3.4).

• The solution is supported by explicit and well-documented guidelines, i.e, ex-
ecution viewpoints, that can be reused across development projects (see Sec-
tion 5.5).

• The solution enables the construction of execution views, which practitioners
found useful to support a number of usual activities, e.g. feature analysis, depen-
dency analysis, conformance and realization analysis (see Section 3.5), and per-
formance analysis of data- and computation-intensive features (see Section 6.4
and 4.5).

In practice, the support provided by the solutions is required even for well-structured
systems. We consider that the knowledge presented in Chapters 2 and 3 can be applied
or extended by other architect to determinate dependencies in the runtime structure
and behavior of similar or more complex software-intensive systems like the Philips
MRI scanner. Similarly, the knowledge presented in Chapter 4 and 6, can be applied,
customized, and extended by architects that need to fit in new technology, redesign
data- or computation-intensive features, or verifies the system performance.
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7.3 Open Issues and Future Research

Following an industry-as-laboratory research approach in a development organization
like Philips Healthcare MRI gave us the chance to work in the context that software
engineering research aims at studying and improving. Therefore, we experienced the
benefits and challenges that this context provides to conduct quality and rigorous re-
search, respectively. As we described in Section 1.6.1, the benefits includes investigat-
ing relevant problems and their root causes, propose and develop solutions, and try
out and validate the solutions in a real context. However, each of these benefits posed
challenges that influenced the quality and rigor of our research. To identify relevant
problems, we invested time studying related literature and moreover joining and ob-
serving the development process. when we were able to identify a relevant problem,
the next challenge was to find the right problem owner. Without a problem owner, a
problem becomes irrelevant and trying out or validating a given solution is not bene-
ficial and objective.

Philips Healthcare MRI, as a development and business organization, is a hub of
activity where project goals, staff, and priorities change continuously. Finding and
keeping a problem owner in this environment is not easy. We needed to search for
practitioners and convince them that their current way of working could be improved
and still fulfil the goal and priorities of the organization. In practice, this means that
our time and resources were exclusively dedicated to research activities (including
training, meetings, presentations, informal and informal interviews, chats at the cof-
fee corner, tests, and demos) within Philips Healthcare MRI. This exclusive dedication
and the nature of the research project leave as an open issue, the replication and vali-
dation of our contribution with more than one development organization or software-
intensive system.

The scalability of the execution metamodel, presented in Section 3.3.2, is an open is-
sue that future research can address. We designed the metamodel taking into account
the architecture and implementation technology of the Philips MRI scanner. For future
research, it will be interesting to know how the metamodel matches systems with dif-
ferent implementation technology and architecture. This future work will enable the
identification of variations, extensions, and other customizations for the metamodel,
as wells as, the construction of a catalog of execution metamodels. The execution view-
points, defined and documents in Chapter 5, frame four sets of concerns related to the
runtime of software intensive system. Another open issue is to identify whether these
sets of concerns cover all the relevant runtime related concerns. Consequently, future
research should investigate what are the other runtime related concerns that execution
viewpoints should frame. The resulting contribution may imply the inclusion of more
execution viewpoints, or the fine-tuning of some of the current execution viewpoints.

The experience and feedback of fellow researchers and practitioners can contribute
in a number of aspects to learn more about the challenges and benefits of constructing
and using execution views. Future research can address how to design and implement
techniques and tools to trace and abstract runtime data. The contribution of this fu-
ture research can help us to improve and make available infrastructures that assure
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the availability of information to construct execution views. Another open issue is
the design and implementation of dedicated and specialized tool-support to construct
and present execution views. Dedicated tool support may speed-up the construction
of execution views, and the implementation and reuse of the execution viewpoints’
guidelines.
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Systä, T.: 2000, Static and dynamic reverse engineering techniques for java software systems, Phd,
University of Tampere.

Tallam, S. and Gupta, R.: 2007, Unified control flow and data dependence traces, ACM Trans-
actions on Architecture and Code Optimization (TACO) 4(3), 19–es.
URL: http://portal.acm.org/citation.cfm?id=1275943

Technet-Microsoft: 2003a, Memory Object: Core Services.
URL: http://technet.microsoft.com/en-us/library/cc778082(WS.10)

.aspx

Technet-Microsoft: 2003b, Process Object: Core Services.
URL: http://technet.microsoft.com/en-us/library/cc780836(WS.10)

.aspx

TNO/IDATE: 2005, Software Intensive Systems in the Future.
URL: http://www.itea2.org/attachments/150/ITEA_SIS_in__the%

_future__Final_Report.pdf

van de Laar, P., America, P., Rutgers, J., van Loo, S., Muller, G., Punter, T. and Watts, D.: 2007,
The Darwin Project: Evolvability of Software-Intensive Systems, Workshop on Evolvability
at International Conference on Software Maintenance, pp. 48–53.

http://portal.acm.org/citation.cfm?id=1275943
http://technet.microsoft.com/en-us/library/cc778082(WS.10).aspx
http://technet.microsoft.com/en-us/library/cc778082(WS.10).aspx
http://technet.microsoft.com/en-us/library/cc780836(WS.10).aspx
http://technet.microsoft.com/en-us/library/cc780836(WS.10).aspx
http://www.itea2.org/attachments/150/ITEA_SIS_in__the% _future__Final_Report.pdf
http://www.itea2.org/attachments/150/ITEA_SIS_in__the% _future__Final_Report.pdf


van de Laar, P., Douglas, A. U. and America, P.: 2010, Researching Evolvability, Springer, chapter
Researchin.

van Deursen, A.: 2002, Software architecture recovery and modelling, ACM SIGAPP Applied
Computing Review 10(1), 4–7.

van Deursen, A., Hofmeister, C., Koschke, R., Moonen, L. and Riva, C.: 2004, Symphony: View-
driven software architecture reconstruction, Proceedings of the Fourth Working IEEE/IFIP
Conference on Software Architecture, IEEE Computer Society, Washington, DC, USA,
pp. 122–134.

van Ommering, R.: 2002, Building product populations with software components, ICSE ’02:
Proceedings of the 24th International Conference on Software Engineering, ACM, New York,
NY, USA, pp. 255–265.

Vasilache, S. and Tanaka, J.: 2005, Bridging the Gap between Analysis and Design Using De-
pendency Diagrams, Third ACIS Int’l Conference on Software Engineering Research, Manage-
ment and Applications (SERA05).

Vieira, M., Dias, M. and Richardson, D.: 2001, Describing Dependencies in Component Access
Points, 23rd Intern. Conf. on Software Engineering, pp. 115–118.

Vieira, M. and Richardson, D.: 2002, Analyzing dependencies in large component-based sys-
tems, 17th IEEE International Conference on Automated Software Engineering, ASE 2002,
pp. 241–244.

Watkins, R. and Neal, M.: 1994, Why and How of Requirements Tracing, IEEE Softw. 11(4), 104–
106.

Wood, T., Cherkasova, L., Ozonat, K. and Shenoy, P.: 2008, Profiling and modeling resource
usage of virtualized applications, 9th ACM/IFIP/USENIX International Conference on Mid-
dleware, Springer-Verlag New York, Inc., pp. 366–387.

Woodside, C.: 2002, Software resource architecture and performance evaluation of software
architectures, 34th Annual Hawaii International Conference on System Sciences, IEEE, p. 10.

Xiao, C. and Tzerpos, V.: 2005, Software clustering based on dynamic dependencies, Proceed-
ings of the Ninth European Conference on Software Maintenance and Reengineering, Vol. pp,
IEEE Computer Society Washington, DC, USA, pp. 124–133.

Xiao, Y. and Urban, S. D.: 2008, Recovery of Concurrent Processes in a Service Composition En-
vironment Using Data Dependencies, Proceedings of the OTM 2008 Confederated, Springer,
pp. 139–156.

Xin, B. and Zhang, X.: 2007, Efficient online detection of dynamic control dependence, Proceed-
ings of the 2007 international symposium on Software testing and analysis, ACM, p. 195.

Xing, Z. and Stroulia, E.: 2006, Understanding the evolution and co-evolution of classes in
object-oriented systems, International Journal of Software Engineering and Knowledge Engi-
neering 16(1), 23–51.

Yantzi, D. and Andrews, J.: 2007, Industrial evaluation of a log file analysis methodology, 5th
International Workshop on Dynamic Analysis, pp. 4–4.



YourKit .NET & Java Profiling: 2010.
URL: http://www.yourkit.com/

Zhang, W. and Ryder, B.: 2007, Discovering accurate interclass test dependences, 7th ACM
SIGPLAN-SIGSOFT workshop on Program analysis for software tools and engineering, pp. 55–
61.

Zhao, J.: 2001, Using dependence analysis to support software architecture understanding,
New Technologies on Computer Software .
URL: http://arxiv.org/abs/cs/0105009

Zhao, J.: 2002, Change impact analysis for aspect-oriented software evolution, International
Workshop on Principles of Software Evolution, ACM New York, NY, USA, pp. 108–112.

Zimmermann, T. and Nagappan, N.: 2007, Predicting subsystem failures using dependency
graph complexities, Proceedings of the The 18th IEEE International Symposium on Software
Reliability, IEEE Computer Society, pp. 227–236.

Zimmermann, T. and Nagappan, N.: 2008, Predicting defects using network analysis on de-
pendency graphs, Proceedings of the 30th international conference on Software engineering
pp. 531–540.

http://www.yourkit.com/
http://arxiv.org/abs/cs/0105009


About the Author

Trosky Boris Callo Arias was born in Sicuani, Cusco, Peru. He received an
Engineer’s degree in informatics and systems from Universidad Nacional
San Antonio Abad del Cusco-Peru in 2001. In September 2003, he moved
to Sweden to study at the Computer science department of G’́oteborg Uni-
versity, where he obtained a Master’s degree in computer science with
focus on how to develop dependable, i.e. reliable, secure, and safety soft-
ware systems. In August 2006, he joined the Software Engineering and
Architecture research group of University of Groningen.

He worked as a Ph.D. researcher within the software architecture team of the MRI division
in Philips Healthcare and the Embedded System Institute in Eindhoven, The Netherlands.
His recent achievements include the development and deployment of a reverse architecting
approach to describe and analyze the runtime architecture of the Philips MRI system, a repre-
sentative large and complex software-intensive system in the healthcare domain. The reverse
engineering and architecture research communities have awarded his research results in 2008
and 2009. In addition, the ISO/IEC 42010 standard: Recommended Practice for Architectural
Description of Software-Intensive Systems, reefers to his work as a representative example for
researchers and practitioners.

He has being involved in a number of medium, large, and multidisciplinary projects in-
cluding the research and development of healthcare complex systems, large-scale distributed
and client-server architectures, and web-based e-commerce solutions. His professional interest
includes the architecture and design of software solutions for high-tech products, embedded
systems, and distributed systems.


	Samenvatting
	Abstract
	Introduction
	Software Architecture
	Software Architecture Descriptions
	Software Architecture Reconstruction

	Software-Intensive Systems
	Magnetic Resonance Imaging Scanners

	Evolvability of Software-Intensive Systems
	Architecture-Centric Evolution

	Problem Statement
	Research Questions
	Research Approach
	Industry as Laboratory
	Research Methods
	Types of Research Questions
	Types of Research Results
	Validation Techniques

	Overview of this Thesis

	A Systematic Review of Dependency Analysis Solutions
	Introduction
	Context and Research Questions
	The Software of the Philips MRI Scanner
	Research Questions

	Design of the Review
	Study search and selection
	Data extraction
	Data synthesis
	Interpretation

	Overview of Concepts about Dependencies
	Definition of dependencies in the literature
	Types of dependencies

	Application Areas of Dependency Analysis
	Application Level Analysis and Management
	Architecture Description and Analysis
	Change Impact Analysis
	Program/System Understanding
	Quality Assurance, Testing and Debugging
	Refactoring and Modularization
	Traceability and Feature Analysis

	Existing Dependency Analysis Solutions
	Source code-based solutions
	Descriptions and Model-based solutions
	Run-time monitored and Configuration-based solutions

	Applicability of Dependency Analysis
	Applicability of definition of dependencies
	Source code-based solutions
	Model-based solutions
	Run-time monitored and Configuration-based solutions

	Threats to validity
	Internal validity
	External validity

	Concluding Remarks

	A Top-Down Approach to Construct Execution Views
	Introduction
	Overview of the approach
	Reconstruction design
	Reconstruction execution

	Elements for the reconstruction design phase
	Execution viewpoints
	Execution metamodel

	The reconstruction execution phase
	Sources of runtime information
	Mapping rules repository
	Task identification
	Interpretation of runtime information
	Construction of execution model

	Validation of the approach
	Design reconstruction for an execution profile view
	Execution reconstruction for an execution profile view

	Use cases for an execution profile view
	Feature analysis.
	Dependency analysis.
	Conformance and realization analysis.

	Contribution and potential limitations
	Technical contribution
	Potential limitations

	Related Work
	Top-down solutions
	Runtime description and analysis

	Conclusions and Future Work

	Constructing a Resource Usage View
	Introduction
	Customized Top-Down Approach
	Resource Usage Viewpoint
	Execution Metamodel
	Sources of Runtime Information

	Input and Interpretation of Runtime Activity
	Scenario Input Analysis
	Interpretation of Runtime Activity
	Input to Construct a Resource Usage Model

	Models of a Resource Usage View
	Task Resource Usage Models
	Component Resource Usage Models
	Thread Resource Usage Models

	Resource Usage Models in Practice
	Using a Resource Usage View
	Supporting Development Activities

	Related Work
	Conclusions and Future Work

	Defining and Documenting Execution Viewpoints
	Introduction
	Predefined execution viewpoints
	Motivation
	Identified predefined viewpoints

	Eliciting the organization's requirements for execution views
	Questionnaire design
	Interviews
	Identified concepts and concerns

	Initial definition and validation of execution viewpoints
	Initial definition of execution viewpoints
	Validation of the initial definition of execution viewpoints

	Documentation of execution viewpoints
	Execution profile (formerly called functional mapping)
	Resource usage viewpoint
	 Execution concurrency viewpoint

	Conclusions

	Reverse Architecting Execution Views in Practice
	Introduction
	Case Study: The Start-Up of the Philips MRI Scanner
	The Start-Up Process
	The Start-Up of the Philips MRI Scanner
	Case Study Concerns and Decisions

	The Architecture Reconstruction Approach
	Inputs to the Process
	Steps in the Process
	Output of the Process

	The Top-Down Strategy and Its Application
	Phase 1: Inception
	Phase 2: Elaboration
	Phase 3: Analysis
	Phase 4: Transition

	Technical Contribution
	Top-Down Analysis
	Communication Between Stakeholders
	Runtime Concurrency and Performance

	Related Work
	Architecture reconstruction
	Hypothesis-driven approaches
	Profiling and Visualization tools
	Boot Performance Analysis Tools

	Discussion and Open Issues
	Proper Viewpoints and Metamodel
	Availability of Sources of Runtime Information
	Mapping Rules and Domain Knowledge
	Open Issues

	Conclusions

	Conclusions
	Answers to the Research Questions
	Research Contribution and Extrapolation
	Open Issues and Future Research

	Bibliography
	About the Author

