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Chapter 1

Introduction

This thesis contains two topics that are not directly related. It is therefore split in
two parts. Part I, comprising the first two chapters, explores an emerging applica-
tion area of machine learning and computer vision, namely, their use in the field
of livestock breeding and management. In particular, we study the predictability,
with machine learning models, of two size-related traits of domesticated pigs: their
growth rate and their muscularity. Notwithstanding the specifics of pig production,
and the traits of interest therein, we intend to present these chapters as part of a
larger trend of using machine learning with livestock animals, and more generally,
in agriculture. Therefore, in the first part of this introductory chapter, we broadly
discuss these developments without emphasis on the case study of pigs.

Part II, the final chapter of the thesis, proposes a new feature selection method
for classification problems. The proposed method, named FeatBoost, is a wrapper-
based forward selection method which, as its name may suggest, uses boosting as a
primary component in its functioning. We explain the basics of using boosting, or
sample re-weighting, for feature selection in section 1.2.1 of this chapter. In chap-
ter 4, the method is presented in detail and compared against existing approaches
of feature selection on 17 benchmark datasets. In section 1.2 of this chapter, we ar-
gue generally for the importance of feature selection in modern machine learning
applications, and discuss its connection to the concept of explainable AI (XAI).

What is common to both parts of the thesis, trivially, is the underlying use of
machine learning models. Another slight similarity is the emphasis in Part I on
model interpretability, and assessing the predictive ability of different groups of
features (e.g. phenotypes and genotypes). This was done by means of analyzing
feature importance scores. Beyond those elements, we do not draw more parallels
between the two topics. Therefore, in the remainder of this introductory chapter, we
treat each of those parts separately.



2 1. Introduction

1.1 Machine learning in livestock science

Nowadays, the use of machine learning methods in scientific and engineering do-
mains is very widespread. Interestingly, these methods are also gaining popularity
within domains which used alternate approaches of predictive modeling in the past,
or ones where large amounts of data are routinely collected overtime but not fully
utilised. The breeding and production of livestock animals fits both of these descrip-
tions.

Throughout the lives of farm animals - such as pigs, cattle, or poultry - large
numbers of phenotypic, genetic, and auxiliary data are collected. Phenotypes, which
are the observable and measurable traits of an animal, can include weight measure-
ments at different stages of production, health status with respect to various dis-
eases, litter information,1 milk quality in dairy cattle, and egg size in laying hens.
Genetic data includes any information that could quantify the genetic potential the
animal, including pedigree records, genetic markers, and Estimated Breeding Val-
ues (EBVs).

Depending on farm practices, auxiliary data could be available for individual
animals or groups, such as feed type and quantity, environmental factors, and farm
conditions. The collection of this information, which has become commonplace in
large-scale animal farming, creates large amounts of heterogeneous data that has the
potential of being used to predict future animal performance with machine learning.

In the past century, the practice of livestock breeding relied heavily in its progress
on developments in population and quantitative genetics [Oldenbroek and van der
Waaij, 2014]. More recently, molecular genetic techniques such as marker-assisted
selection, genomic selection, and genome editing have also become usable in live-
stock breeding [Yang et al., 2017]. Hence, the application of machine learning to
livestock data does not signify the first occurrence of advanced data use in the field.
However, as we shall show later, it represents a promising development.

1.1.1 Estimated Breeding Values

To appreciate the importance of data in livestock breeding, it is useful to understand
its role in the core practice of breeding, which is to estimate the genetic potential of
an individual animal relative to a population. A breeder’s objective is to rank an-
imals’ fitness with respect to a certain trait, such as body weight, and then allow
only the best ones to parent subsequent generations. The difficulty lies in the fact
that most traits of interest in animal production are complex, and determined by

1This can include information about the litter itself, such as its size, or how an individual animal
compares to its litter-mates, e.g., its size relative to the litter average.
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multiple genes and external factors. Thus, they are not fully heritable. If a farmer
were to choose the best animals strictly on a body weight criterion, there would be
no guarantee that this will produce the heaviest offspring possible. Because this
way of selection disregards other factors that may have caused the other animals to
be underweight, like underfeeding or disease. Another issue is that some pheno-
type observations are not available for certain animals. For instance, a bull’s genetic
potential for siring cows with a high milk yield cannot be determined by measuring
the bull’s own performance [Oldenbroek and van der Waaij, 2014].

Therefore, breeding programs rely on genetic-statistical models of the animal
which incorporate large volumes of data. These models take into account not only
the animal’s own performance, but also the performance of animals related to it,
including its progeny, and environmental factors. They may also include the ani-
mal’s own genotype and those of its relatives, as in the case of genomic selection
[Oldenbroek and van der Waaij, 2014]. These models result in what is referred to
as Estimated Breeding Values, or EBVs. The more accurate these estimates are, the
better the outcome of the breeding program will be.

Estimated Breeding Values are typically modelled using mixed linear models,
which in turn are solved with Best Linear Unbiased Prediction (BLUP) [Robinson
et al., 1991; Garrick, 2010]. The purpose of said models and corresponding solution
is to estimate on one hand the systematic effects on the observed phenotype - which
can include herd, year, sex, age, and various environmental factors - and on the other
hand, to estimate the additive genetic effects that contribute to variation of the same
phenotype [Robinson et al., 1991; Garrick, 2010]. Such a model can be represented
by Eq. 1.1.

y “ Xβ ` Zu` e (1.1)

where y is a vector of measurements of a random variable, similar to the dependent
variable (output) of a standard linear regression model. Vector β represents a set
of parameters assumed to have fixed values (fixed effects), similar to the model
coefficients in a linear regression model. Vectors u and e are unobservable random
variables, or random effects, with zero mean, and variances given by Eq. 1.2.

Var

„

u

e



“

„

G 0

0 R



σ2 (1.2)

Matrices X and Z are the incidence matrices that relate the effects in β and u, re-
spectively, to y. The BLUP estimates to Eq. 1.1, β̂ and û, are given as the solution of
the simultaneous equations in Eq. 1.3 [Robinson et al., 1991].

XTR´1Xβ̂ `XTR´1Zû “ XTR´1y

ZTR´1Xβ̂ ` pZTR´1Z `G´1qû “ ZTR´1y
(1.3)



4 1. Introduction

Table 1.1: An example of milk yield records [Robinson et al., 1991]

Herd Sire Yield

1 A 110
1 D 100
2 B 110
2 D 100
2 D 100
3 C 110
3 C 110
3 D 100
3 D 100

This model differs from a standard linear regression model - or a fixed effects
model - by the inclusion of the random effects term, whose parameter values are to
be estimated. In both models, the term e represents the random residuals, or error.
The ordinary least squares solution to the fixed effects model, y “ Xβ ` e, is given
by Eq. 1.4.

β̂ “ pXTXq´1XT y (1.4)

An example of the difference between the two models, when applied in a breed-
ing context, is given by Robinson et al. [1991]. The goal therein is to model the
lactation yield of a group of dairy cows, as a function of the additive genetic effects
of their sires, and the effects of the herds they live in; and to estimate the relative
contribution of each of those effects. In the example, a cow is sired by either of four
bulls, and comes from one of four herds, as shown in Table 1.1. Using Eq. 1.1 to
model the yield, the genetic merits of the sires are represented by u, while the ef-
fects of the herd, environmental or otherwise, are represented by β. Therefore, the
genetic effects are treated as random effects, and the herd effects are treated as fixed.

Robinson et al. [1991] showed that the BLUP estimates of Eq. 1.1 (given in Eq.
1.5) differ from the ordinary least squares estimates (Eq. 1.6), which would result if
the genetic effects were considered to be fixed as well.

β̂1 “ r105.64, 104.28, 105.46s
T

û1 “ r0.4, 0.52, 0.76,´1.67s
T

(1.5)

β̂2 “ r100, 100, 100s
T

û2 “ r10, 10, 10, 0s
T

(1.6)
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Intuitively, the estimates of the sire effects given by the ordinary least squares
solution, û2, reflect that the cows sired by bull D, according to the available obser-
vations, have an average yield which is 10 units less than the cows from each of the
other sires [Robinson et al., 1991]. The BLUP estimate, û1, takes additional infor-
mation into account. For instance, the fact that bull C is represented by two cows
results in a higher estimate of its genetic merit than bulls A and B, despite the yield
averages of the cows sired by all three being equal.

The estimates of u in each of those cases are the EBVs of the corresponding sires,
and can therefore be used to genetically rank them relative to each other. When this
example is scaled up to the proportions of large breeding programs, the reliability of
the estimates becomes dependant on a number of factors. For example, the EBVs of
sires will be more reliable if their progeny is well represented in each herd or group.
Similarly, a good estimate of herd or environmental effects requires that animals of
similar breeds exist across herds or environments [Garrick, 2010].

In general, the accuracy of EBVs will depend on the amount of information used
to compute them, i.e., the number of related animals whose phenotype measure-
ments are available, the inherent heritability of the phenotype, and the accuracy of
phenotype measurements and pedigree records. Even in the best case scenarios,
however, an EBV will not fully predict the phenotypic performance of the animal.
This is due to the complexity of production-related traits, and since many predictors
of such traits occur throughout the animal’s life, beyond the influence of its genetics.
The linearity assumption in animal mixed models is another obstacle.

Given those limitations in the standard approach of evaluating the genetic poten-
tial of an animal, machine learning could improve breeding in at least two different
ways. First, non-linear, model-free supervised learning algorithms could substitute
mixed-models and BLUP in estimating the breeding values [Shahinfar et al., 2012].
Second, supervised learning could be used to test the efficacy of BLUP estimated
breeding values in the task of directly predicting a phenotype. Moreover, it could
combine EBVs with phenotypic, environmental, and other auxiliary observations
that are recorded throughout the life of the animal to improve said predictions.

In chapter 2 of this thesis, we follow the second strategy. Combining EBVs,
phenotype observations, and pedigree records, we use a random forest regression
model to predict the age at which an individual pig reaches a desired slaughter
weight. The predictive capability of each group of features is also analyzed using
feature importance sores and group-wise prediction comparisons.

In addition to improving predictions which pertain to breeding and production
objectives, machine learning could solve other issues in the livestock sector, since
it is not dependant on inflexible animal models. For example, it could be used to
solve predictive problems related to animal welfare and management Liakos et al.
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[2018]. In chapter 3, we tackle a problem at pig farms which relates both to farming
logistics and animal welfare. Namely, we develop an automatic and non-invasive
method for estimating the muscularity of pigs, using a combination of computer
vision and supervised learning.

1.1.2 State of the art

Since the advent of precision farming, both in livestock and crop agriculture, a num-
ber of studies have used machine learning or computer vision in livestock-related
applications. We identified a few non-exhaustive categories of this usage, such as
the analysis of sensor data, computer vision-based identification and behavioral
analysis, and various production or breeding-related applications, such as disease
detection and genomic selection. We highlight a few examples of these categories in
the following sections.

Sensor data

The model-free aspect of machine learning models is a convenient approach to uti-
lize data that is generated by a variety of sensors, including those which are pro-
prietary to the livestock industry. Dutta et al. [2015] used GPS collar sensor data of
cattle to automatically classify their behavior among a number of behavioral classes,
such as grazing, ruminating, resting, or walking. The classes in turn were deter-
mined by a framework of unsupervised learning applied to features extracted from
time series of the collar data. Gorczyca et al. [2018] used neural networks, gradient
boosted machines, and random forest to predict surface and internal temperatures
of piglets - which are relevant indicators of stress level - based on a set of environ-
mental factors. With decision trees, Pegorini et al. [2015] used fiber Bragg grating
sensor data to classify the chewing patterns of grazing animals. The identification
of such patterns can in turn identify the type of forage being consumed by those an-
imals, which has several implications on the production of those animals, and their
impact on their pastoral ecosystem.

Identification, size, and behavior

At a farm, computer vision can be a powerful tool to identify individual animals,
study their behaviours, or determine some of their characteristics, like weight and
size. Despite the fact that some of these tasks could be performed by other means,
for instance, weighing by scales or assessing behavior by human operators, com-
puter vision has the advantage of decreasing intrusiveness, which can reduce the
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stress levels of animals and improve their well-being. More so, in the case of be-
havioural analysis, the effect of a human observer on the observed behaviors is re-
duced [Porto et al., 2013].

For instance, computer vision pipelines based on convolutional neural networks
have been used for the identification of cattle based on top-view RGB images [An-
drew et al., 2017], and side-view RGB and thermal images [Bhole et al., 2019]. Sys-
tems of visually detecting behaviors of animals by tracking their movements or pos-
tures have been developed for pigs [Ferre et al., 2009; Shao and Xin, 2008], chicken
[Kashiha et al., 2013; Leroy et al., 2006; Pereira et al., 2013], and cattle [Porto et al.,
2013; Cangar et al., 2008].

Image-based systems for the purpose of determining mass or other size charac-
teristics have been developed for chicken [Amraei et al., 2017], cattle [Kawasue et al.,
2017; Nir et al., 2018], and pigs (see section 3.4 for examples). Other applications
include those which were originally developed for humans, and later adapted for
livestock use, like pain level estimation through facial analysis for sheep [Lu et al.,
2017], and facial recognition for cattle, horses, and pigs [Lu et al., 2014; Trokielewicz
and Szadkowski, 2017; Hansen et al., 2018].

Breeding and other applications

In addition to supplementing the statistical models used to determine breeding
values (Section 1.1.1), machine learning and computer vision can be used to im-
prove livestock production in indirect ways. For instance, in disease detection [Lee
et al., 2017; Sharifi et al., 2018; Zhuang et al., 2018], meat quality assessment [Taheri-
Garavand et al., 2019; Barbon et al., 2018] , predicting conception outcomes [Shahin-
far et al., 2014; Hempstalk et al., 2015], and modelling egg production [Morales et al.,
2016; Yakubu et al., 2018].

Lastly, machine learning could be used as an alternative to traditional statistical
models in genomic selection. In other words, they could be used to determine ge-
netic markers associated with certain phenotypes. This type of modelling typically
suffers from the curse of dimensionality, as the number of markers is significantly
higher than the number of genotyped individuals. While traditional statistical mod-
els address these issues with shrinkage and regularization, non-parametric machine
learning methods can offer other ad-hoc solutions to those issues [Do et al., 2014,
and references therein].
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1.2 Feature Selection and model interpretability

Modern supervised learning methods often contain implicit or explicit forms of fea-
ture selection or dimensionality reduction. For example, models based on decision-
trees partition the sample space by recursively finding the best feature splits with
respect to an output impurity function. This leads to an internal hierarchy of the
input features that could be used to derive a-posteriori feature importance scores
[Loh, 2011; Kazemitabar et al., 2017]. In kernel methods, like support vector ma-
chines, the decision function depends only on a subset of discriminant samples; the
support vectors. Weights of the decision function could also be used for feature se-
lection [Guyon et al., 2002]. Traditional linear models can perform feature selection
by means of regularization [Fonti and Belitser, 2017]. Broadly speaking, the suc-
cess of any predictive model could be explained in part by its ability to discriminate
between useful and superfluous data.

Therefore, from a strictly predictive performance point of view, it could be shown
that explicit feature selection as a pre-processing step does not provide a significant
improvement in a number of supervised learning scenarios [Post et al., 2016]. This is
further evidenced by the fact that in feature selection, the selected subsets are often
tested on simple learning models to emphasize the positive effect of removing ir-
relevant or redundant features. Similarly, benefits such as savings in computational
time and storage-space are subject to the availability of resources, and could also
be debated. Even in such cases, however, the analytic benefits of feature selection
remain significant.

In all but few supervised learning problems, there is an underlying task of model
or process understanding; the first steps of which are finding the features that affect
the prediction the most, or finding a minimal subset of features that define the pre-
dictive model2. Since modern machine learning applications contain an ever grow-
ing number of features, intuitive understanding of prediction outcomes has become
virtually impossible before some form of dimensionality reduction. Other aides of
model interpretation, like data visualization, are also made easier by reducing the
number of features.

Furthermore, in certain biomedical applications, knowledge discovery is the pri-
mary task of feature selection, more so than improving the prediction outcome or
increasing computational efficiency [Borboudakis and Tsamardinos, 2019]. In gene
expression studies, feature selection is used to discover the genetic networks asso-
ciated with diseases [Tabus and Astola, 2005]. In other biomarker discovery stud-
ies, the workflow relies heavily on feature selection, as the studies often begin -

2An example of supervised learning tasks without inherent analytic questions are those in which
humans outperform models; like visual object recognition.
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for practical limitation - with large feature, small sample raw data [Christin et al.,
2013]. Following successful biomarker discovery with feature selection, larger sam-
ple datasets with the reduced number of features could be collected for further
study. In those scenarios and others, feature selection is an integral analytic com-
ponent, and not an optional pre-processing step.

Another benefit of feature selection is in applications where the acquisition of
features is costly. In such cases, it is useful to identify if a costly feature happens to
be irrelevant or redundant [Early et al., 2016; Bolón-Canedo and Alonso-Betanzos,
2019]. For example, in medical data, a feature could be associated with a clinical
test, which could be either expensive, inconvenient to patients, or both.

Moreover, feature selection is a valuable tool in the context of explainable AI
(XIA). In XIA research, predictive models are made explainable or interpretable by
either of these broad approaches: 1) An ante-hoc approach, in which models that
are considered understandable to humans, such as decision trees and linear mod-
els, are chosen for a given application; 2) A post-hoc approach, where understand-
able approximations to black box models are used as the medium of explainability
[Lakkaraju et al., 2017; Sokol and Flach, 2020]. In either of those approaches, a par-
simony of input features is preferred, if not required, for the models to be truly
explainable to humans [Sokol and Flach, 2020]. For instance, a decision tree is easy
to understand and visualize only if it was of limited depth.

Due to their importance, a large number of feature selection methods have been
developed over the years. And since reducing the number of features in any dataset
can be arrived at with principally different approaches, the categorization of fea-
ture selection methods is not fixed. For instance, incrementally selecting the most
important features, or discarding irrelevant and weakly relevant ones both lead to
feature selection. Those differences lead to a categorization of methods that is based
on search strategy [Tang et al., 2014]. Popular examples include forward selection,
backward elimination, and genetic algorithms.

Another common taxonomy of feature selection methods pertains to how the se-
lection procedure and the associated supervised learning task are connected. Meth-
ods that rank features independently of prediction performance are referred to as fil-
ter methods, whereas methods that evaluate the performance of feature subsets on a
given predictor are called wrapper methods. The former are considerably faster but
less accurate than the latter. Embedded methods reduce the number of features in
conjunction with solving the prediction problem, by using an objective function that
penalizes large numbers of features [Guyon and Elisseeff, 2003; Dash and Liu, 1997;
Tang et al., 2014]. Methods that combine elements of wrappers, filters, or embedded
methods are known as hybrid feature selection methods.

Feature ranking is a closely related procedure to feature selection. Unlike feature
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selection, feature ranking algorithms give a weighted score and a linear order to all
features instead of selecting a subset of them. Many feature selection algorithms
are based around an auxiliary procedure of feature ranking or weighting. From an-
other perspective, feature selection could be seen as a special case of feature ranking,
where the given weights are binary [Molina et al., 2002].

In chapter 4, we propose a novel wrapper feature selection algorithm, which
modifies the feature importance scores derived from a tree ensemble model by means
of sample re-weighting, or boosting. As a preamble to that chapter, we discuss in the
following section the relationship between sample re-weighting, feature importance
scores, and feature redundancy.

1.2.1 Sample re-weighting and feature importance

Feature importance scores of tree-based ensembles are powerful starting points for
feature selection [Tuv et al., 2009]. This is largely due to the following factors: First,
the versatility of those models; being scale invariant, scalable to large datasets, and
able to handle numerical, categorical, and missing data. Second, the fact that the
intrinsic importance scores can be derived at no additional cost over that of model
training.

For those scores to be used reliably for feature selection, however, one of their
main shortcoming, namely that of feature redundancy, must be overcome. In this
section, we show an illustration of this redundancy problem, and the way sample re-
weighting could be used to mitigate it. For that purpose, we use an artificial dataset
with three informative variables, and three linearly separable classes, as shown in
Fig. 1.2.1. The green and red classes contain 100 samples each, while the blue class
contains 20 samples. The red and green classes are fully separable across either the
X1 or X2 dimensions, whereas the blue class is separable from the other two across
X3 only. It is easy to show that all classes are fully separable with either of the
feature pairs tX1, X3u, or tX2, X3u.

Since there are more red and green samples than there are blue ones, one should
expect a feature ranking algorithm to rank either X1, X2, or both, higher than X3.
In practice however, this depends on weather the feature ranking algorithm can
account for the redundancy between X1 and X2. In tree-based ranking specifically,
the outcome of the ranking can change depending on the classifier itself, its hyper-
parameters, and how feature importance is defined within it.

To examine this, we train different tree-based models with this data set, and ob-
serve the resulting feature importance scores and rankings. Namely, a decision tree
with a maximum depth of three, an Extra-Trees classifier (a parallel tree ensemble),
and an XGBoost classifier (a sequential tree ensemble).
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Figure 1.1: Sample dataset with three informative features, two of which, X1 andX2,
being redundant for classification.
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Table 1.2: The feature importance scores from different tree-based classifiers on a
sample dataset with feature redundancy.

model name (configuration)
normalized importance scores

non-weighted samples weighted samples

X1 X2 X3 X1 X2 X3

Decision tree (max depth “ 3) 0 1 0.48 0.36 0 1

Extra trees (20 trees) 0.83 1 0.63 0.55 0.54 1

XGBoost (20 trees) 0.86 1 0.70 0.32 0.08 1

If the resulting importance scores (Table 1.3) were to be used for feature subset
selection, e.g., by selecting two out of three features for optimal classification, then
the scores from Extra-Trees and XGBoost would lead to sub-optimal choices.

In a decision tree, the importance of a feature is defined as the total value of a
node-splitting criterion (e.g. Information Gain, Gini Index) that the feature is re-
sponsible for. And unlike XGBoost and Extra-Trees, which optionally employ fea-
ture sub-sampling and bootstrapping, a single decision tree is fully deterministic.
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For that reason, in a single tree, features X1 or X2 have the highest value of the
impurity reduction criterion at the tree stump. Then, at the second level, X3 be-
comes the most important feature, because the discriminating power of X1 and X2

was accounted for at the first split by one of them. This leads to X2 and X3 having
non-zero importance scores (Table 1.2), which in this simplified example, leads to
selecting an optimal feature subset for classification.

In Extra Trees (or equivalently Random Forest), which are ensembles of parallel
trees, the importance of a feature is defined as the sum or average of the splitting
criterion that a feature causes across all trees. Due to feature sub-sampling and
bootstrapping, which are integral components behind the generalization ability of
such methods, the importance scores of two or more redundant features will be
spread among them. In such cases, selecting features from the resulting ranking can
lead to undesirable outcomes, namely, by selecting two features that are redundant
to each other, X1 and X2, and ignoring an informative one, X3.

In XGBoost (or equivalent boosting methods), importance scores are derived in
a similar manner. We observe the same undesirable outcome of X1 and X2 having
the highest scores. The abundance of configuration options available in XGBoost,
or similar packages, could also lead to inconsistencies in the importance scores and
corresponding feature ranking. For instance, parameters which randomize the trees,
like node or tree-level feature sampling.

In this simplified example, the feature scores of a single decision tree give a result
that is consistent with the feature selection objective. However, single decision-trees
do not perform well on complex datasets, and are unstable with respect to changes
in training samples [Li and Belford, 2002]. Therefore, neither their classification
performance nor their feature importance scores can be relied upon in practical sce-
narios.

A boosting wrapper, like the one in the proposed method, can address the re-
dundancy problem of tree ensemble importance scores, while retaining their other
advantages. We demonstrate this by applying the weighting strategy in Eq. 1.7, the
same strategy used in multi-class AdaBoost [Hastie et al., 2009]. Namely, after the
initial importance scores are obtained, the model is retrained with the best feature,
and the misclassified samples are identified and up-weighted. Then, the model is
retrained with all features and the newly computed sample weights, and the cor-
responding feature importance scores are derived. If the top ranking feature from
each step, before weighting and after weighting, is added to the selected subset, this
leads to the feature pair tX2, X3u being selected in all cases.
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Table 1.3: The feature importance scores from different tree-based classifiers on a
sample dataset with feature redundancy.

model name (configuration)
normalized importance scores

non-weighted samples weighted samples
X1 X2 X3 cX1 cX2 cX3 X1 X2 X3 cX1 cX2 cX3

Decision tree (max depth “ 3) 0 0 0 0 1 0.45 0.85 0 0 0 0 1

Extra trees (20 trees) 0.77 0.83 0.76 0.66 0.57 1 0.76 1 0.70 0.93 0.67 0.95

XGBoost (20 trees) 0.69 1 0.24 0 0 0 0.32 0.08 1 0 0 0

α “ log
1´ err
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j “ w i
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j

; @ j “ 1, ¨ ¨ ¨ ,n

(1.7)

where err is the classification error from the previous iteration and ωij is the sample
weight for sample j at the ith iteration.

To show this effect under a condition of additional feature redundancy, we repeat
the previous experiment with a dataset modified by adding a linear copy of each of
the initial variables as such: tX1, X2, X3, cX1, cX2, cX3u. The results in Table 1.3
show that following that aforementioned rule, the selected subsets with a decision-
tree, Extra-Trees, and XGBoost are tcX2, cX3u, tcX3, X2u, and tX2, X3u respectively,
which all lead to optimal class separation.

1.3 Thesis Outline

The remainder of the thesis is divided as follows: Part I, which consists of two chap-
ters, gives two examples on applying machine learning and computer vision to live-
stock problems. In chapter 2, we use random forest and multiple linear regression
to predict the age at which a pig reaches 120 kilograms; a preferred slaughter age.
In chapter 3, we apply computer vision, using depth images captured by a Kinect
camera, to estimate the muscularity of pigs. Part I, or chapter 4, is the part of the
thesis concerned with feature selection, where we introduce a novel boosting-based
feature selection algorithm. Finally, chapter 5 is the thesis outlook where we dis-
cuss some implications of the research conducted in this thesis and propose future
research directions.





Part I

Machine Learning And
Computer Vision for Livestock





The content of this chapter was based on:

Alsahaf, A., Azzopardi, G., Ducro, B., Hanenberg, E., Veerkamp, R. F., & Petkov, N. (2018). Prediction of
slaughter age in pigs and assessment of the predictive value of phenotypic and genetic information
using random forest. Journal of animal science, 96(12), 4935-4943.

Alsahaf, A., Azzopardi, G., Ducro, B., Veerkamp, R. F., & Petkov, N. (2018, February). Assigning pigs to
uniform target weight groups using machine learning. In Proceedings of the World Congress on Genetics
Applied to Livestock Production (p. 112). World Congress on Genetics Applied to Livestock Production.

Chapter 2

Phenotype Prediction: Slaughter Age in Pigs

Abstract

The weight of a pig and the rate of its growth are key elements in pig production. In
particular, predicting future growth is extremely useful, since it can help in determining
feed costs, pen space requirements, and the age at which a pig reaches a desired slaughter
weight. However, making these predictions is challenging, due to the natural variation
in how individual pigs grow, and the different causes of this variation. In this paper, we
used machine learning, namely random forest (RF) regression, for predicting the age at
which the slaughter weight of 120 kg is reached. Additionally, we used the variable im-
portance score from RF to quantify the importance of different types of input data for that
prediction. Data of 32,979 purebred Large White pigs were provided by Topigs Norsvin,
consisting of phenotypic data, estimated breeding values (EBVs), along with pedigree
and pedigree-genetic relationships. Moreover, we presented a 2-step data reduction pro-
cedure, based on random projections (RPs) and principal component analysis (PCA), to
extract features from the pedigree and genetic similarity matrices for use as inputs in the
prediction models. Our results showed that relevant phenotypic features were the most
effective in predicting the output (age at 120 kg), explaining approximately 62% of its
variance (i.e., R2 = 0.62). Estimated breeding value, pedigree, or pedigree-genetic fea-
tures interchangeably explain 2% of additional variance when added to the phenotypic
features, while explaining, respectively, 38%, 39%, and 34% of the variance when used
separately.
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2.1 Introduction

Variation in body growth speed has a big impact on pig farming, since it directly
affects key elements of production costs like feed, logistics, and veterinary medical
care [Patience et al., 2004]. For instance, if a group of pigs in a finishing pen contains
slow growers, then those pigs must be retained in the pen until they reach market
weight before the pen can be cleared to receive a new group. This would incur addi-
tional feed cost and labor hours, especially if the farm implements an all-in/all-out
management system [Patience et al., 2004]. Therefore, a good estimate of each pig’s
future growth performance can improve the efficiency at pig farms and breeding
facilities, for example, by using those estimates to assign pigs to groups that will be
nearly uniform in weight at a target age, or groups that will reach a target weight at
a nearly uniform age.

As with other farm animals, pig growth is a complex phenomenon that is in-
fluenced by many factors, including sex, age, weight history, feed intake, genetics,
health, sow and litter characteristics, and farm conditions [Apichottanakul et al.,
2012]. Therefore, it is not effective to isolate one, or few of these factors, as predic-
tors of future weight or growth [Gonyou, 1998, & references therein].

But with the rise of modern performance recording systems in pig production,
which record large volumes of phenotypic, genetic, and environmental data [Ma
et al., 2012; Kim et al., 2014], and the development of computational methods that
can utilize these data, more accurate growth predictions can be attained.

In this paper, we used a machine learning approach, namely the random forest
(RF) algorithm [Breiman, 2001a], to combine different types of predictors, pheno-
type, estimated breeding value EBV, along with pedigree and pedigree-genetic re-
lationship data. Unlike traditional statistical analysis, machine learning emphasizes
prediction accuracy of the models rather than the fit of the data to predetermined
statistical models or structures [Breiman, 2001b]. It allows the inclusion of hetero-
geneous data types without hypotheses on which underlying distributions generate
them.

We aim to demonstrate that a model-free, machine learning approach can be
used for the prediction of slaughter age in pigs, and by extension, other related
phenotypes. Additionally, we aim to rank different groups of features based on
their effectiveness in predicting slaughter age in pigs.

2.2 Materials And Methods

The data we used in this study were provided by the company Topigs Norsvin. It
consisted of features of 32,979 Large White finisher pigs—24,978 females and 8,001
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males—whose ages range from 39 to 168 d at the start of the finishing stage. Since
the data were acquired from the databases of Topigs Norsvin, Animal Care and Use
Committee approval was not necessary.

2.2.1 Data

The available data were split in 3 groups: 1) phenotypic data: this group consists of
phenotypic records that domain experts believe to be relevant to growth, including
sex, recorded weights (at birth and at the start of the finishing phase), age at 30 kg,
birth farm, litter/sow information (e.g., gestation length, parity number, number of
born piglets), and performance metrics of similar animals like the average age at 120
kg of farm-mates of the same sex. This group of features forms an input feature ma-
trix of 20 features that we denote by X ph , which has a size of nˆ20; estimated breeding
values: this group includes EBV of 7 traits, namely, sow longevity, piglet vitality, back
fat thickness, loin depth thickness, total number of born piglets, mothering ability,
and daily gain. We also included the inbreeding coefficient as an additional genetic
metric. These features form an input feature matrix that we denote by XEBV , which
has a size of nˆ 9; 3) pedigree and pedigree-genetic pairwise similarities: the final group
of data consists of 2 nˆn matrices that include the pairwise pedigree and pedigree-
genetic similarities between all studied animals. We denote those matrices by Anˆn

and Hnˆn, respectively.
Matrix Hnˆn, the pedigree-genomic similarity matrix, was derived from matrix

Anˆn, and the genetic similarity matrix G, according to the formula in Eq. 2.1
[Legarra et al., 2009]. The number of genotyped animals was 11,699. The input
feature matrices X ph and XEBV are suited for usage in RF without modification,
except for the categorical inputs, sex, fostering, and farm of birth in X ph , which
need to be encoded as dummy variables. The complete list of features is included in
Appendix 2.A.

Hnˆn “

„

A11 `A12A
´1
22 pG´A22qA

´1
22A21 A21A

´1
22G

GA´1
22A21 G



(2.1)

where G is the genomic similarity matrix of the subset of genotyped animals, A11

is the pedigree similarity matrix between ungenotyped animals, A22 is the pedigree
similarity matrix between genotyped animals, A21 is the pedigree similarity matrix
between the genotyped and ungenotyped animals, and A12 is the transpose of A21.

2.2.2 Regression with RF

The RF algorithm is a decision tree-based ensemble learning method. Ensemble
learning methods are a subcategory of machine learning algorithms that combine
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a given number of predictive models (for classification or regression) to obtain a
model that predicts better than any of its constituents.

Random forest uses sample bagging [Breiman, 1996],and random sampling from
the feature space at the nodes of the trees of the ensemble to create a “forest” of di-
verse decision tree predictors, which leads to a reduction of variance compared to an
individual tree, without increasing the bias. An RF model is a nonlinear predictor;
therefore, it is able to model nonlinear relations between regressors and the output,
unlike, for instance, multiple linear regression (MLR), which we use in this paper as
a performance benchmark.

Random forest is applicable for classification problems, when the output variable
is categorical, or for regression problems, when the output variable is continuous.
In the regression case, the algorithm works as follows: 1) drawing M bootstrapped
subsets (i.e., random subsets with replacement) from the training set to grow M

regression trees; 2) sampling p variables form the input matrix at each splitting node
in each decision tree, and selecting the best split in each node until each tree is fully
grown or a stopping criterion—e.g., the maximum number of levels in a tree—is
met; 3) after the RF is fit to the training data, the output prediction for a new unseen
sample is given by the average of M predictions; one from each tree. The prediction
of each tree is computed by applying the splitting rules learned from the training
procedure to the new sample until it reaches a leaf node, and taking the average
output of the samples in that leaf node.

In this paper, we used the following training parameters: M “ 500, p “ m ,
where n is the number of independent variables, and a stopping criterion nmin “

5,which is the minimum number of samples in a node before splitting is stopped.
Random forest models were implemented using the Python package Scikit-learn
[Pedregosa et al., 2011].

2.2.3 Multiple Linear Regression

For comparison, we used MLR models in their standard formulation:

Y “ β0 ` β1 ` ¨ ¨ ¨ `XNβN ` E (2.2)

Where Y is the dependent variable, X1 , ¨ ¨ ¨ ,XN are the independent variables,
β1 , ¨ ¨ ¨ , βN are the regression coefficients, and E is the error term.

Before fitting the linear models, we standardized the input variables by subtract-
ing the mean from each column and dividing by the standard deviation. For con-
sistency, we also did this before fitting the RF models, although RF is not sensitive
to variable scaling. We used MATLAB to implement the MLR models, using least
squares as the fitting method.
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We applied RF and MLR in 10-fold cross-validation, on all input matrices (X ph ,
XEBV ,XP , and XG ). We then did the same for all possible combination of the input
matrices by concatenation. For instance an input matrix denoted by rX phXEBV s is
one that includes all phenotypic features and estimated breeding values. The input
matrix containing all features rX phXEBVXPXGs is denoted by X for brevity.

2.2.4 Feature Importance

Random forest provides an internal score of feature importance, which can be uti-
lized to interpret the resulting models, namely, to understand which features are
most relevant to the output. This feature importance score is a natural result of
fitting a RF on training data.

In a decision tree, data in each node are split based on a condition on a single
feature. A good split is one that decreases the impurity of a subset of objects after
splitting. In the case of regression trees, this impurity is based on variance, and thus,
the splitting score is called variance reduction (VR),and is defined in Eq. 2.3 [Geurts
et al., 2006]. In RF regression, the variable importance score of a variable is the total
VR caused by that variable in all regression trees in the ensemble.

VAR “
varpy|sq ´ sa

s varpy|saq ´
sb
s varpy|sbq

varpy|sq
(2.3)

where s is the given set of objects before splitting; and sa and sb are the resulting
subsets from applying the split; varpy|s˚q is the variance of y in the set s˚.

2.2.5 Pedigree and Pedigree-Genetic Similarities

The matrices Anˆn and Hnˆn, which contain the pairwise pedigree and pedigree-
genetic similarities between the animals, can also be used as inputs to an RF model,
or other supervised learning models. This can be done by defining the feature vector
for each sample—in this case a pig—as its pedigree or pedigree-genetic similarity
to all other pigs, i.e., Anˆn and Hnˆn are treated as matrices of n dimensional
feature vectors for n samples. A feature space of this dimension can, however, create
several problems, concerning the interpretation of feature importance scores, as well
as increasing the computational requirements of training and testing the RF models.

For those reasons, and considering that pedigree and pedigree-genetic similari-
ties among the concerned pigs are highly correlated, we applied a 2-step dimension-
ality reduction procedure, based on random projection (RP) [Bingham and Mannila,
2001] and principal component analysis (PCA), to both matrices before using them
in RF.
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Random projections are based on the Johnson–Lindenstrauss lemma [Johnson
and Lindenstrauss, 1984], which states that any n points in a high m-dimensional
Euclidean space can be mapped onto a lower k-dimensional space where k “

Oplogn{ε2q, without distorting the distance between any 2 points by more than a
factor of p1˘ εq. Thus, the lower dimension k depends only on the number of points
n and the desired reduction fidelity, but not on the dimension of the original space,
m.

For the reduction of matrices Anˆn and Hnˆn, we used a variant of RPs called
very sparse RPs [Li et al., 2006]. A data matrix F P Rnˆm is mapped onto a lower
dimensional space J P Rnˆk by multiplying F with a matrix Rnˆk, which has en-
tries in t´1, 0, 1uwith probabilities t 1

2
?
m
, 1´ 1?

m
, 1
2
?
m
u, resulting in a much smaller

matrix Jnˆk. This method is more efficient than conventional RP due to the large
number of zero entries in the projection matrix compared to a Gaussian projection
matrix, with only a small loss of accuracy [Li et al., 2006].

J “
1
?
k
FR P Rnˆk, k ! minpn,mq (2.4)

The lower dimension k can be chosen according to the degree of reduction re-
quired, while ensuring that the distances between pairs in the lower dimension are
not distorted. We chose k “ 500, which for n “ 32, 797, corresponds approximately
to ε “ 0.5, using the bound given in Eq. 2.5 [Johnson and Lindenstrauss, 1984]. The
actual error between the distance after the reduction for different values of k are
given in Appendix 2.A.

k ď 4
1

ε2

2 ´
ε3

2

log n (2.5)

We applied very sparse RP to both Anˆn and Hnˆn, and denoted the resulting
projections by ARP

nˆ500 and HRP
nˆ500. Then, we applied PCA on those matrices for

further reduction, because k “ 500 is still large compared to the number of inputs in
Xph, XEBV . We retained the first 10 principal components from both matrices, and
denoted the resulting matrices by XP and XG, both having a size of nˆ 10.

2.2.6 Implications on Pen Assignment

Accurate prediction of slaughter age can have direct implications on the logistics of
pig farming. Here, we illustrate the potential impact of slaughter age prediction if
it were used for grouping pigs before the start of the finishing phase. To that end,
we simulated 2 strategies for assigning a thousand pigs to hundred finishing pens of
equal capacity. In the first strategy, we assigned 10 pigs to each pen at random. Then,
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a pen was cleared after a number of days has elapsed that is equal to the average age
at the slaughter weight of the pigs not used in the simulation, minus the average age
at the start of finishing of the group in the pen. In the second strategy, we assigned
10 pigs to each pen according to the number of days needed to reach the slaughter
weight, using predictions obtained by an RF model trained with a subset of different
pigs. Then, each pen was cleared after a number of days has elapsed that is equal
to the average slaughter age prediction of the group in the pen, minus their average
age at the start of finishing. We evaluated each assignment strategy by counting the
number of pigs in each pen that were—at the time of pen clearance—within a week
or less of the actual age they reached slaughter weight. Each strategy was simulated
a thousand times.

Additional experiments on pen assignments are given in Appendix 2.B, using a
classification framework instead of regression.

2.3 Results

2.3.1 RF Regression Results

In Table 2.1, we report the regression performance, measured by R2 and RMSE, and
averaged over the 10 test subsets. Since we chose to use 10 principal components
to construct XP and XG for the main results, we also included the results if other
criteria are chosen for the number of used principal components (Table 2.2). We used
the following criteria: 1) the Eigenvalue-one criterion [Kaiser, 1960], i.e., keeping
the principal components with a corresponding Eigenvalue greater or equal to 1; 2)
keeping the leading principal components with an accumulated explained variance
(EV) higher than a chosen proportion of the total variance, which we choose here as
90%; 3) the first principal component only, used here to evaluate the accuracy of the
most parsimonious option; 4) using the best 10 principal components for the target
output, by running RF with the entire set of principal components as input matrix,
and finding the top 10 ranking components; and finally, 5) using the input matrices
obtained by RP, without further reduction by PCA. The proportions of EV of the
first 40 principal components in both matrices are given in Fig. 2.1.

2.3.2 Feature Importance

The feature importance scores are given in Fig. 2.2. The scores were derived from
training a RF on one of the training subsets, and they were normalized by the score
of the most important feature.
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Figure 2.1: The proportion of explained variance (EV) and accumulated EV of the
first 40 principal components of ARP

nˆ500 and HRP
nˆ500.

Figure 2.3 shows the same cross-validated R2 scores in Table 2.1, with the addi-
tion of the accumulated importance scores of the features in each input matrix. The
accumulated score of an input matrix is shown as the proportion of the bar having
a color corresponding to that input matrix.

2.3.3 Implication on Pen Assignment

We found that the first strategy, which grouped pigs randomly, resulted in 2.87 pigs
per pen (of 10 pigs) on average within a week or less of their actual slaughter age.
The second strategy, that is using the predictive model that we propose, resulted in
5.27 pigs per pen on average. This simulation demonstrates a significant improve-
ment that is achieved by the proposed model.

2.4 Discussion

Machine learning methods have been used for studying animal growth in the past.
Yu et al. [2006] compared traditional statistical regression methods to neural net-
works in the task of predicting the average growth of groups of shrimp, using age,
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Table 2.1: The performance of random forest regression (RF) and multiple linear
regression (MLR) for the following input matrices and their combinations: pheno-
type input matrix (Xph), EBV input matrix (XEBV ), pedigree similarity input matrix
(XP ), genetic-pedigree similarity input matrix (XG), and all input features (X).

R2 RMSE

Input matrix RF MLR RF MLR

0.625˘ 0.009 0.580˘ 0.009 0.612˘ 0.009 0.648˘ 0.008

0.387˘ 0.012 0.124˘ 0.006 0.783˘ 0.009 0.936˘ 0.017

0.395˘ 0.011 0.218˘ 0.010 0.777˘ 0.010 0.884˘ 0.013

0.347˘ 0.013 0.206˘ 0.014 0.808˘ 0.010 0.891˘ 0.011

0.641˘ 0.009 0.596˘ 0.010 0.599˘ 0.009 0.635˘ 0.009

0.640˘ 0.009 0.589˘ 0.010 0.599˘ 0.009 0.641˘ 0.009

0.634˘ 0.009 0.586˘ 0.010 0.604˘ 0.009 0.643˘ 0.009

0.405˘ 0.011 0.253˘ 0.010 0.771˘ 0.009 0.864˘ 0.015

0.398˘ 0.012 0.261˘ 0.013 0.775˘ 0.010 0.860˘ 0.012

0.395˘ 0.011 0.238˘ 0.013 0.777˘ 0.010 0.873˘ 0.012

0.646˘ 0.008 0.599˘ 0.010 0.594˘ 0.008 0.633˘ 0.009

0.644˘ 0.008 0.603˘ 0.010 0.597˘ 0.009 0.630˘ 0.009

0.642˘ 0.008 0.593˘ 0.010 0.598˘ 0.008 0.638˘ 0.009

0.414˘ 0.011 0.281˘ 0.013 0.765˘ 0.010 0.848˘ 0.013

0.646˘ 0.008 0.605˘ 0.010 0.594˘ 0.008 0.628˘ 0.009

Table 2.2: The performance of random forest regression, measured by R2, and av-
eraged over 10 test subsets of 10-fold cross-validation, for different input matrices,
and different choices of principal component to construct the pedigree similarity
input matrix (XP ) and the genetic-pedigree similarity input matrix (XG)

Input Matrix

Principal components (PC) XP XG rXphXP s rXphXGs

First PC -0.0368 -0.2426 0.6280 0.6289
First 10 PC 0.3953 0.3470 0.6409 0.6345
Best 10 PC 0.3978 0.3507 0.6411 0.6368
Eigenvalue-one 0.3953 0.3495 0.6409 0.6353
Accumulative EV ą 90 0.4048 0.3751 0.6445 0.6369
XP “ ARP

nˆ500, X
G “HRP

nˆ500 0.3896 0.3658 0.6153 0.5980

feed intake, water temperature, and biomass as predictors. Similarly, Roush et al.
[2006] found that neural networks outperformed the nonlinear Gompertz growth
equation in the prediction of broiler growth, using daily age/weight pairs for train-
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Figure 2.2: The random forest feature importance scores, when X (all input features)
is used as an input matrix. The scores are normalized by the score of the most
important feature.

ing their network. In those studies, the time window of prediction is as short as a
week in Yu et al. [2006], and one day in [Roush et al., 2006]. Therefore, few pre-
dictors and training samples were needed to achieve good predictive performances,
even with traditional regression methods.

Conversely, we tried to predict the age of pigs at 120 kg, which has an average
value of 183 days; and we did so using predictors obtained before the start of the
finishing stage, at which the pigs are 77 days old on average. This large time win-
dow of more than 100 days makes the predictive task significantly more difficult,
requiring more predictors and a larger number of training samples.

More closely related to our study, Apichottanakul et al. [2012] used neural net-
works to predict the average weight of a group of pigs at the end of a finishing
cycle. They used a number of different predictors, including average age and initial
weight, number of piglets in the group, survival rate, feed intake, and the average
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Figure 2.3: The performance of random forest regression for different input matrices,
measured by the R2, and averaged over 10 test subsets of 10-fold cross-validation.
The proportion of the colors within each bar represents the relative accumulated
importance of the input matrix that the color represents: Xph (light gray), XEBV

(dark gray), XP (white), XG (black).

number of fattening days. The unit of prediction in that study is a group of pigs,
with a range of 200 to 1,099 pigs per group.

In this study, we focused instead on the growth prediction of individual pigs.
Despite this being a more ambitious task than that of predicting the average weights
of groups of pigs, we postulate that using an individual pig’s growth as the predic-
tion target serves as the baseline for more elaborate and practical predictive tasks,
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such as assigning pigs to uniform target weight groups [Alsahaf et al., 2018a].
Besides growth prediction, machine learning methods have been used to solve

other problems in animal science. The RF algorithm in particular has been applied in
identifying additive and epistatic genes associated with residual feed intake in dairy
cattle [Yao et al., 2013], identifying geographic patterns of different pig production
systems [Thanapongtharm et al., 2016], and predicting the insemination outcome of
dairy cattle [Shahinfar et al., 2014].

The prediction performance metrics in Table 2.1 show an advantage of RF re-
gression over MLR. The advantage is clearer with input matrices other than Xph or
combinations that do not contain it, and less so otherwise. The most extreme exam-
ple of this being XEBV , which achieves R2 “ 0.387 with RF and R2 “ 0.124 with
MLR.

A possible explanation for this is that Xph contains input features that are lin-
early correlated with the regression output, age at 120 kg, like the age at 30 kg of the
animal or the average age at 120 kg of farm-mates (Supplementary Fig. A.4), thereby
enabling MLR to achieve a similar performance to RF, whereas the remaining input
matrices, XEBV , XP , and XG are likely to contain more complex nonlinear depen-
dencies that MLR is not able to exploit.

In the literature, RF was found to have better predictability than MLR in different
applications, such as predicting fire occurrences [Oliveira et al., 2012], estimating
biomass using from satellite images [Mutanga et al., 2012], and the prediction of
protein-ligand binding affinity in biochemistry [Li et al., 2014].

In the concerned application, we use multiple features that are correlated. This
apparent redundancy is an intrinsic feature of many machine learning methods.
While traditional statistical methods achieve better fitting by increasing the com-
plexity of the model (e.g., polynomial instead of linear regression), “model-free”
(also called “nonparametric”) machine learning methods achieve better fitting by
using multiple features that may be mutually dependent.1 In both cases this may
lead to overfitting and inflated performance on the training data and a validation or
test set must be used to decide if the fitting is “just right” or overdone.

The advantages of using RF in this application extend to the interpretability of
the model, through the use of the internal variable importance score. The ranking of
input features given by RF (Fig. 2.2) makes intuitive sense, especially if we examine
the top 5 ranking features, which are all phenotypes related to growth.

Figure 2.3 shows the accumulative score of different feature matrices when used
in combination with each other. An important observation to make here is that
XEBV , XP , and XG seem to explain a similar amount of the output’s variance, and
contribute a similar increase in performance when combined with Xph; suggesting

1This strategy is fundamental for kernel methods.
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that they contain redundant information. This implies that the 2-step reduction pro-
cedure we propose in this paper, based on RP and PCA, extracts useful information
from pedigree and pedigree-genetic matrices, Anˆn, Hnˆn, with minimal compu-
tation requirements. With the reduction of Anˆn, XP explains more variance than
with the reduction of Hnˆn, XG. This is likely due to the fact that only a subset of
the animals were genotyped in the construction of Hnˆn, causing it to be less in-
formative than Anˆn, which is based on pedigree only. It is worth investigating in
future work if Hnˆn constructed from n genotyped animals would be more predic-
tive than Anˆn.

There are 2 caveats to using feature importance scores derived from RF. First,
the score can be biased to categorical features that have too many categories [Strobl
et al., 2007]. This is not an issue with the data in this study, since the categorical
features— sex, fostering, and farm of birth—have 2 or 3 categories.

The second caveat concerns highly correlated features. Due to the random sam-
pling of features at each node, it should be expected that if a group of highly corre-
lated features exist in the data set, and one of them is randomly selected at a node,
the impurity that this feature removes will not be removed by features correlated
to it in the same tree, hence making it “more important” than those other features,
according to this importance score definition. This problem is partially mitigated by
using a sufficiently large number of trees, and interpreting the importance scores of
multiple RFs, fitted on different subsamples of the data.

Besides feature selection, the architecture of decision trees—the building blocks
of RF—is simple. In fact, it is possible to visualize a decision tree trained on the
available data to infer the rules that partition the samples, leading to further under-
standing of the prediction problem. In Appendix 2.A, we show 2 such visualizations
of decision trees, one trained with all available samples and features, and another
trained with XEBV .

These elements of RF, namely, feature ranking and interpretable architecture, are
in contrast to the often unfair characterization of machine learning models as un-
interpretable black boxes. Accordingly, this makes RF models suited for prediction
problems in livestock science, as they can provide the end users—farmers or breed-
ers—with insights about the data [Ribeiro et al., 2016; Doshi-Velez and Kim, 2017].
For more on the interpretability of RF and tree ensembles, we refer to Petkovic et al.
[2018], Pereira et al. [2018], and Hara and Hayashi [2016].

The reduction of Anˆn and Hnˆn was achieved using RPs and PCA. Given a
data set with a large number of variables, PCA finds through an orthogonal transfor-
mation, a lower number of variables that explain the largest proportion of variance
possible from the original data set. For very high dimensional data sets, however,
PCA is computationally expensive. An effective and computationally efficient alter-
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native to PCA is RP, which works by projecting the high dimensional data set onto
a lower dimensional subspace with a random matrix with unit-length columns.

It has been shown that this method, despite its computational simplicity, is ef-
fective for many variable reduction applications on different types of data sets, e.g.,
text and image data [Bingham and Mannila, 2001], speeding-up k-means clustering
[Boutsidis et al., 2014], clustering microarray data [Avogadri and Valentini, 2009],
and speeding-up nearest neighbor classification [Deegalla and Bostrom, 2006]. For
more on the usage of PCA with RP, we refer to Qi and Hughes [2012] and Anaraki
and Hughes [2014].

2.5 Conclusions

In conclusion, we showed that RF regression, a nonparametric machine learning al-
gorithm, is effective in the prediction of slaughter age of pigs at the start of the finish-
ing period. The methodology we described, namely the prediction of a future phe-
notype with machine learning through the use of phenotypic and genotypic data,
could be applied to other phenotype prediction problems in pigs or other species.

Using the feature importance scores of RF, we showed that phenotypes related
to slaughter age are the most predictive group of features, compared to EBVs, and
features extracted from pedigree and pedigree-genetic similarity matrices. Further
exploration is still needed—using nonlinear feature selection—to address feature re-
dundancy and find parsimonious subsets of input features for this prediction prob-
lem.
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2.A Supplementary results

Table 2.3: The full list of features in the phenotype input matrix (Xph), the EBV in-
put matrix (XEBV ), the pedigree similarity input matrix (XP ), the genetic-pedigree
similarity input matrix (XG), and the output (Y ).
Feature name Description (unit) Type Range Mean ˘ std

parity Parity number of biological mother Xph 1–13 2.73˘ 1.63

weight (birth) Weight at birth (g) Xph 330–3250 1380˘ 298

age (30 kg) Age at 30 kg (days) Xph 48.9–115.3 76.44˘ 8.09

age (tstart) Age at the start of the finishing phase (days) Xph 39–168 77.54˘ 11.44

age 120 (farm-mate avg)
Age at 120 kg of farm-line-sex
mates in last 3 months (days)

Xph 156´ 202 182.19˘ 10.97

age (farrowing) Age of biological mother at farrowing (days) Xph 313–2119 616.48˘ 243.88

age (weaning) Age at weaning (days) Xph 1–63 23.99˘ 4.57

weight (tstart) Weight at the start of the finishing phase (kg) Xph 15–50 31.21˘ 7.07

stdev litter BW
Std. deviation in birth weight in biological
litter

Xph 0–1036 279.26˘ 80.31

avg litter BW Average birth weight in biological litter (g) Xph 600–2740 1299.28˘ 211.61

rltv BW litter
Relative birth weight of animal
compared to litter-mates (g)

Xph ´1080–1160 80.79˘ 230.57

to be weaned foster
Relative birth weight of animal
compared to litter-mates (g)

Xph 0–38 13.59˘ 2.89

liveborn bio
Number of piglets to be weaned by the
foster mother

Xph 1–28 14.23˘ 3.28

total born bio
Number total born piglets in the
biological litter

Xph 1–30 15.53˘ 3.44

gestation length Gestation length of biological am (days) Xph 108–123 115.18˘ 1.59

inbreeding Inbreeding coefficient XEBV 0–0.26 0.0178˘ 0.0180

sex Female or male Xph Binary —
farm01 Farm of birth - farm 01 Xph Binary —
farm02 Farm of birth - farm 02 Xph Binary —
farm03 Farm of birth - farm 02 Xph Binary —
foster Fostered by biological of foster dam Xph Binary —

ebv lgy
Breeding value for sow
longevity [parent average]

Xph ´0.79–1.12 0.05˘ 0.24

ebv vit
Breeding value for piglet
vitality [current EBV]

XEBV ´11.9–12.6 0.14˘ 3.17

ebv bfe
Breeding value for back
fat thickness [parent average]

XEBV ´3.69–2.4 ´0.28˘ 0.89

ebv lde
Breeding value for loin depth
thickness [parent average]

XEBV ´4.83–5.98 0.52˘ 1.55

ebv tnb
Breeding value for total number
of born piglets [parent average]

XEBV ´2.25–2.69 ´0.04,˘0.59

ebv mab
Breeding value for mothering
ability [parent average]

XEBV ´6.58–4.90 0.08˘ 1.39

ebv tdg
Breeding value for daily
gain [calculated by quarter]

XEBV 31.22–39.79 35.21˘ 1.45

PCP1 , PC
P
2 , ¨ ¨ ¨ , PC

P
1 0

The first 100 principal components
of ARP

nˆ500

Y P — —

PCG1 , PC
G
2 , ¨ ¨ ¨ , PC

G
1 0

The first 100 principal components
of HRP

nˆ500

Y G — —

age (120 kg) Standardized age at 120 kg Y 120.30–265.60 182.97˘ 18.48
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Figure 2.4: The mean of the normalized absolute error between the Euclidean dis-
tance of 1000 random pairs of points before and after random projection, at different
values of the reduced dimension k.
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Table 2.4: The performance of random forest regression (RF) and multiple linear
regression (MLR) for the following input matrices and their combinations: pheno-
type input matrix (Xph), EBV input matrix (XEBV ), pedigree similarity input matrix
(XP ), genetic-pedigree similarity input matrix (XG), and all input features (X). The
performance is measured by the mean absolute error (MAE), and the percentage of
good estimates (GE%), which is defined as the percentage of predictions in the test
set that are within 5% tolerance of the actual values3. Both metrics are evaluated on
10 test subsets of 10-fold cross validation; the mean and standard deviation over the
10 subsets are reported.

MAE GE%

Input matrix RF MLR RF MLR

0.625˘ 0.009 0.580˘ 0.009 0.612˘ 0.009 0.648˘ 0.008

0.387˘ 0.012 0.124˘ 0.006 0.783˘ 0.009 0.936˘ 0.017

0.395˘ 0.011 0.218˘ 0.010 0.777˘ 0.010 0.884˘ 0.013

0.347˘ 0.013 0.206˘ 0.014 0.808˘ 0.010 0.891˘ 0.011

0.641˘ 0.009 0.596˘ 0.010 0.599˘ 0.009 0.635˘ 0.009

0.640˘ 0.009 0.589˘ 0.010 0.599˘ 0.009 0.641˘ 0.009

0.634˘ 0.009 0.586˘ 0.010 0.604˘ 0.009 0.643˘ 0.009

0.405˘ 0.011 0.253˘ 0.010 0.771˘ 0.009 0.864˘ 0.015

0.398˘ 0.012 0.261˘ 0.013 0.775˘ 0.010 0.860˘ 0.012

0.395˘ 0.011 0.238˘ 0.013 0.777˘ 0.010 0.873˘ 0.012

0.646˘ 0.008 0.599˘ 0.010 0.594˘ 0.008 0.633˘ 0.009

0.644˘ 0.008 0.603˘ 0.010 0.597˘ 0.009 0.630˘ 0.009

0.642˘ 0.008 0.593˘ 0.010 0.598˘ 0.008 0.638˘ 0.009

0.414˘ 0.011 0.281˘ 0.013 0.765˘ 0.010 0.848˘ 0.013

0.646˘ 0.008 0.605˘ 0.010 0.594˘ 0.008 0.628˘ 0.009
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age (30 kg) <= 76.3497
samples = 100.0%
value = 182.9797

age (30 kg) <= 69.1497
samples = 51.4%
value = 172.3256

True

age (30 kg) <= 84.4497
samples = 48.6%
value = 194.2378

False

age 120 (farm-mate avg) <= 166.7054
samples = 19.3%
value = 163.5822

age 120 (farm-mate avg) <= 166.7054
samples = 32.1%
value = 177.5664

samples = 6.5%
value = 156.1036

samples = 12.7%
value = 167.4105

samples = 3.2%
value = 166.4545

samples = 28.9%
value = 178.7941

age (30 kg) <= 80.0504
samples = 33.1%
value = 189.8346

age (30 kg) <= 91.9500
samples = 15.6%
value = 203.598

samples = 17.8%
value = 187.0874

samples = 15.3%
value = 193.0351

samples = 11.9%
value = 200.6454

samples = 3.7%
value = 213.1324

Figure 2.5: A visualization of a decision-tree trained with all samples (n “ 32, 979)
and input feature matrixX , which contains all features. Each box represents a node.
The first line in each box shows the name of the feature and the splitting value. The
second line shows the percentage of all samples in the node, while the third line
shows the average value of the output, age at 120 kg, of the samples in the node.
The visualization only shows the first four levels of the tree.

ebv bfe <= -1.131
samples = 100.0%

value = 182.98

ebv lde <= -0.348
samples = 13.7%
value = 191.87

True

ebv lgy <= 0.587
samples = 86.3%
value = 181.568

False

ebv lgy <= 0.278
samples = 4.5%
value = 187.154

ebv bfe <= -1.819
samples = 9.2%
value = 194.163

samples = 2.5%
value = 183.93

samples = 2.0%
value = 191.25

samples = 2.9%
value = 198.47

samples = 6.3%
value = 192.139

ebv tdg <= 1.256
samples = 64.5%
value = 179.643

ebv tdg <= 1.16
samples = 21.9%
value = 187.248

samples = 56.2%
value = 180.526

samples = 8.2%
value = 173.607

samples = 18.8%
value = 188.518

samples = 3.0%
value = 179.327

Figure 2.6: A visualization of a decision-tree trained with all samples (n “ 32, 979)
and input feature matrix XEBV , which contains EBVs and the inbreeding coeffi-
cient. Each box represents a node. The first line in each box shows the name of the
feature and the splitting value. The second line shows the percentage of all samples
in the node, while the third line shows the average value of the output, age at 120
kg, of the samples in the node. The visualization only shows the first four levels of
the tree.
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2.B Assigning pigs to uniform target weight groups us-
ing machine learning

2.B.1 Abstract

A standard practice at pig farms is to assign finisher pigs to groups based on their
live weight measurements or based on visual inspection of their sizes. As an alterna-
tive, we used machine learning classification, namely the random forest algorithm,
for assigning finisher pigs to groups for the purpose of increasing body weight uni-
formity in each group. Instead of relying solely on weight measurements, random
forest enabled us to combine weight measurements with other phenotypes and ge-
netic data (in the form of EBV’s). We found that using random forest with the
combination of phenotypic and genetic data achieves the lowest classification er-
ror (0.3409) in 10-fold cross-validation, followed by random forest with phenotypic
and genetic data separately (0.3460 and 0.4591), then standard assignment based on
birth weight (0.5611), and finally standard assignment based on the weight at the
start of the finishing phase (0.7015).

2.B.2 Introduction

Variation in bodyweight has a big impact on the farming of pigs. Feed costs, drug
dosages, farm management, and procurement plans are affected by the weights of
the pigs being handled, and the uniformity (or lack thereof) of those weights. For
instance, if a group of pigs in a finishing pen contains slow growers; those pigs must
be retained in the pen until they reach market weight before the pen can be cleared to
receive a new group. Therefore, a good estimate of each pig’s growth performance
can greatly improve the efficiency at pig farms and breeding facilities.

The purpose of accurate pig growth prediction is the ability to assign pigs at the
farm to groups that will be uniform in weight at a target age, or groups that will
reach a target weight at a uniform age. The standard practice of assigning finisher
pigs to pens is based on past and current weight measurements of the pigs; or more
frequently is done through visual inspection alone.

As with other animals, pig growth is a complex phenomenon that is influenced
by many factors, including sex, age, weight history, feed intake, genetics, health,
sow and litter characteristics, and farm conditions [Apichottanakul et al., 2012].
Therefore, it is not effective to isolate one, or too few of these factors, as predictors
or proxies of future weight or growth.

The machine learning approach differs from traditional statistical analysis in that
it emphasizes prediction accuracy of the models rather than the fit of the data to pre-
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determined statistical models or structures [Breiman, 2001b], therefore allowing the
inclusion of heterogeneous data types without hypotheses on which distributions
generate them.

In animal science literature, machine learning methods have been used for pre-
dicting growth in farmed shrimps [Yu et al., 2006], broilers [Roush et al., 2006] and
pigs [Apichottanakul et al., 2012]. Other notable uses of machine learning in animal
science, specifically the use of the random forest algorithm, include identifying ad-
ditive and epistatic genes associated with residual feed intake in dairy cattle [Yao
et al., 2013], identifying geographic patterns of different pig production systems
[Thanapongtharm et al., 2016], and predicting the insemination outcome of dairy
cattle [Shahinfar et al., 2014].

In this study, we use machine learning, namely the random forest classification
algorithm [Breiman, 2001a] to combine the predictive power of both genetic and
phenotypic predictors. In doing so, we aim to decrease the classification error of the
following task: assigning each pig to one of three groups, based on the age it reaches
a target weight of 120 kg.

2.B.3 Materials and methods

Data

The dataset used in this study was provided by Topigs-Norsvin. It consisted of
features of purebred pigs that were born within a 4-year span in three farms. The
features comprised different information about each pig from birth up until the start
of the finishing phase such as birth weight, sex, and gestation length. These features
form the input matrix Xpnmq, where n “ 32979 is the number of pigs, and m “ 28

is the number of features. We distinguish the phenotypic feature matrix from the
genetic one by denoting them Xph and Xg respectively (mph “ 20,mg “ 8), while
X denotes the complete feature matrix that includes both phenotypic and genetic
data. A list of all features is given in Table.

The standardized age at 120 kilograms, being a proxy of a pig’s growth potential
near slaughter age, was used as the output Y. For classification, a discretized version
of Y is created by labelling the lowest third of the pigs with respect to the value of Y
(128 to 174 days) as ”fast growers”, i.e. the pigs that reach the target weight fastest
or at the youngest age; and like so the middle third (175 to 190 days) as ”average
growers”, and the final third (190 to 265 days) as ”slow growers”.
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Table 2.5: Full list of features in feature matrix X and the output y. Table legend:
(Ph) phenotypic feature, (G) genetic feature.
Feature name Description (unit) Group Range µ˘ σ

parity
Parity number of biological
mother

Ph 0–13 2.37˘ 1.63

inbreeding Inbreeding coefficient G 0–0.26 0.0128˘ 0.0180

weight (birth) Weight at birth (g) Ph 330–3250 1380˘ 298

age (30 kg) Age at 30 kg (days) Ph 48.9–115.3 76.44˘ 8.09

weight (tstart) Weight at the start of the finishing phase (kg) Ph 15–50 31.21˘ 7.07

stdev litter BW Std. deviation in birth weight in biological litter Ph 0–1036 279.26˘ 80.31

avg litter BW Average birth weight in biological litter Ph 600–2740 1299.28˘ 211.61

rltv BW litter Relative birth weight of animal compared to littermates Ph ´´ 1080–1160 80.78˘ 230.57

to be weaned foster Number of piglets to be weaned by the foster mother Ph 0–38 13.59˘ 2.89

liveborn bio Total number of piglets born alive in the biological litter Ph 1–28 14.23˘ 3.28

total born bio Total number of piglets born in the biological litter Ph 1–30 15.53˘ 3.44

age (weaning) Age at weaning (days) Ph 1–63 23.99˘ 4.57

getation length Gestation length of biological dam Ph 108–123 115.18˘ 1.59

ebv lgy Breeding value for sow longevity [parent average] G ´0.79–1.12 0.05˘ 0.24

ebv vit Breeding value for piglet vitality [current EBV] G ´11.9–12.6 0.14˘ 3.17

ebv bfe Breeding value for piglet vitality [current EBV] G 03.69–2.4 ´0.28˘ 0.89

ebv lde Breeding value for loin depth thickness [parent average] G ´4.83–5.98 0.52˘ 1.55

ebv tnb Breeding value for total number of born piglets [parent average] G ´2.25–2.69 ´0.04˘ 0.59

ebv mab Breeding value for mothering ability [parent average] G ´6.58–4.90 0.08˘ 1.39

age 120 (farm-mate avg) Age at 120 kg of farm-line-sex mates in last 3 months (days) G 156–202 182.19˘ 10.97

age (farrowing) Age at 120 kg of farm-line-sex mates in last 3 months (days) Ph 313–2119 616.48˘ 243.88

ebv tdg Age of biological mother at farrowing (days) G 31.22–39.79 35.21˘ 1.45

sex Breeding value for daily gain, calculated by quarter Ph Binary –
farm01 Farm of birth - farm 01 Ph Binary –
farm02 Farm of birth - farm 02 Ph Binary –
farm03 Farm of birth - farm 03 Ph Binary –
foster Fostered by biological or foster dam Ph Binary –
age (tstart) Age at the start of the finishing phase Ph 39–168 77.54˘ 11.44

age (120 kg) Standardized age at 120 kg, used as output y after discretization Ph 120.30–265.60 182.97˘ 18.48

Classification methods

Random forest classification The random forest algorithm is a tree-based ensem-
ble learning method. In machine learning, ensemble methods are those that com-
bine weak regression or classification models to obtain a model that is stronger than
all of its constituents. In the case of random forest, the aggregated base models are
decision-tree predictors. The algorithm uses bagging [Breiman, 1996], as well as
random sampling from the feature space at each node of a tree to create a “forest”
of diverse tree predictors, which leads to a reduction of variance compared to an
individual tree, and a reduction of over-fitting and sensitivity to changes in data.

Random forest for classification works as follows: i) Drawing M bootstrapped
sub-samples (random sampling with replacement) from the training set to grow
M classification trees; ii) Sampling p variables form the feature matrix X at each
splitting node in each tree, and selecting the best split in each node until each tree is
fully grown or a stopping criterion is met; iii) Computing the final prediction as the
majority vote of M predictions. In this paper, we use the following parameters for
the algorithm: M “ 500, p “

?
m (rounded), and the stopping criterion is to stop
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Table 2.6: Classification error (in 10-fold cross-validation) for the standard assign-
ment strategies based on birth weight , and weight at the start of finishing ; and
random forest with phenotypic features , genetic features , and all features . The
baseline of 0.67 is the error made when the assignment is arbitrary without taking
into account any available information.

standard assignment Random forest

Class W birth
t W start

t Xph Xg X

Baseline 0.6700 0.6700 0.6700 0.6700 0.6700
Fast growers 0.5301 0.6900 0.2667 0.3763 0.2694

Average growers 0.6535 0.6907 0.4789 0.6108 0.4732
Slow growers 0.4997 0.7237 0.2925 0.3902 0.2803

Total 0.5611 0.7015 0.3460 0.4591 0.3409

splitting a node if the number of samples in it is less than 5.
Random forest provides an internal measure of feature importance, which can

be utilized to interpret the resulting models, namely, to know which features are
most relevant to the output. This feature importance measure is derived from accu-
mulating the splitting scores for each variable. In this study, we use this measure to
rank the features relative to each other. Then, we reevaluate the classification model
using only the topmost ranking features. We implemented random forest using the
Scikit-learn module in Python [Pedregosa et al., 2011].

Standard pig assignment strategies The standard assignment strategies we
present here describe simple rules that a pig farmer may implement without the use
of computational tools. This can be done by relying on one of the available weight
measurements: birth weight and the weight at the start of the finishing phase. Us-
ing the latter as an example, a farmer can group the heaviest third of her herd into
a pen or a group of pens designated for the pigs that will reach the target weight
fastest. Similarly, she places the average and lightest thirds of her herd into desig-
nated pens. This corresponds to two separate assignment strategies, one for each of
the available weight measurements.

2.B.4 Results

Classification results

For each of the classification strategies, 10-fold cross-validation is implemented, and
the average classification errors on the validation folds are presented in Table 2.6.
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Feature ranking

Figure 2.7 shows the ranking of features derived from the random forest classifier.
To take into account the inherent randomness in the algorithm, the algorithm is ap-
plied to each of the training subsets of a 10-fold cross validation. The corresponding
accuracy scores on the validation subsets are also given in the figure.

Figure 2.7: Top: Feature rank derived from random forest implemented on the train-
ing subsets of 10-fold cross-validation. Bottom: The classification error on the corre-
sponding validation subsets.

2.B.5 Discussion and conclusion

The classification comparison shows a clear advantage of random forest over the
standard pig assignment strategies that we proposed in this study, which were
meant to mimic standard farm practices. That being said, the standard strategy
based on birth weight still resulted in a much more uniform grouping than random
(classification error ), with a classification error of 0.5611; making it a viable and
easy solution for this problem, if birth weight measurements were available to the
farmer. On the other hand, assignment based the start of finishing weight, which
would be the latest weight measurement at the moment of the assignment decision,
seems to perform no better than a random assignment.

Using random forest, the phenotypic features result in a good classification with
an error of 0.3460. The addition of genetic features (estimated breeding values) re-
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duces the error to 0.3409. When the experiments are repeated with the top five
ranking features, the resulting error is 0.3593, whereas the top ten features result in
an error of 0.3442, close to that achieved with all the features.

Compared to other machine learning methods, like neural networks or support
vector machines, random forest has a simpler model structure, making it easier to
interpret by potential end users of this application. Moreover, random forest, being
based on decision trees, is able to deal with heterogeneous data without the need of
normalization. Nevertheless, it would be valuable in future work to make a com-
prehensive comparison between different machine learning classification methods
for this application.

In conclusion, machine learning classification, random forest in this case, can as-
sist pig farmers and breeders in achieving groups that are more uniform in weight
by taking advantage of available data, a lot of which is relevant to the weight phe-
notype, but whose potential is untapped with traditional methods.
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Chapter 3

Muscularity Estimation of Pigs with
Computer Vision

Abstract

Muscle grading of livestock is a primary component of valuation in the meat industry.
In pigs, the muscularity of a live animal is traditionally estimated by visual and tactile
inspection from an experienced assessor. In addition to being a time consuming process,
scoring of this kind suffers from inconsistencies inherent to the subjectivity of human
assessment. On the other hand, accurate, computer-driven methods for carcass composi-
tion estimation like magnetic resonance imaging (MRI) and computed tomography scans
(CT-scans) are expensive and cumbersome to both the animals and their handlers. In this
study, we propose a method that is fast, inexpensive, and non-invasive for estimating the
muscularity of live pigs, using RGB-D computer vision and machine learning. We used
morphological features extracted from depth images of pigs to train a classifier that esti-
mates the muscle scores that are likely to be given by a human assessor. The depth images
were obtained from a Kinect v1 camera which was placed over an aisle through which the
pigs passed freely. The data came from 3246 pigs, each having 20 depth images, and a
muscle score from 1 to 7 (reduced later to 5 scores) assigned by an experienced assessor.
Classification based on morphological features of the pig’s body shape - using a gradient
boosted classifier - resulted in a mean absolute error of 0.65 in 10-fold cross validation.
Notably, the majority of the errors corresponded to pigs being classified as having muscle
scores adjacent to the groundtruth labels given by the assessor. According to the end
users of this application, the proposed approach could be used to replace expert assessors
at the farm.
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3.1 Introduction

3.1.1 Background

The value of a commercial pig largely depends on the composition of its carcass.
Heavier pigs yield more meat in general, though at the same weight, some pigs are
observed to yield more meat than others. This difference is explained by muscu-
larity. In order to estimate a pig’s potential economic value, it is useful to estimate
its body composition, and mulscularity, in vivo. This can be done using advanced
imaging techniques, such as magnetic resonance imaging (MRI), computed tomog-
raphy scans (CT-scans), ultrasound, and dual-energy X-ray absorptiometry (DXA)
[Carabús et al., 2016; Scholz et al., 2015].

Despite the accuracy of those methods in estimating carcass related phenotypes,
their high cost and complexity prevent them from being deployed on large indus-
trial scales. Moreover, while these methods are non-invasive, they still require ex-
tensive handling of the animals, and often require sedation [Scholz et al., 2015]; thus,
making them cumbersome to both the pigs and their handlers.

Alternatively, pigs can be classified into different grades of muscularity at a
lower cost, based on visual and tactile inspections by experienced human asses-
sors. Contrary to carcass grading of pigs, these assessments are done while the pig
is still alive to estimate the future value of its carcass. Naturally, such assessments
are subject to human error and variability from one assessor to another. Addition-
ally, the heuristics based on which the assessors make their decisions are not fully
known. However, they are still considered a valuable tool in the meat industry, due
to being affordable and accessible.

In this study, we propose an automated alternative to these assessments that
can have the same utility of approximating future carcass value, while being faster,
cheaper, and more reliable. We design such an automated system by using features
extracted from Kinect images of the pigs, and training a classifier on the muscle
scores given by an expert assessor. The assessor had used an ad-hoc scoring system
of muscularity, where each pig was given a score from 1 to 7. The most extremely
muscled pigs were given a score of 7, whereas those without any visible muscling
were given a score of 1.

3.1.2 RGB-D computer vision

The Microsoft Kinect is a low-cost, consumer RBG-D sensor that provides synchro-
nized color and depth images. Originally introduced as an input device for gaming
purposes, it has since been widely used in computer vision research [Zhang, 2012].
Owing to the combination of RGB and depth cameras in a single low cost device, the
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Kinect has had an advantage in some computer vision applications over RGB-only
cameras or traditional 3D sensors (e.g. stereo cameras and time-of-flight cameras)
[Han et al., 2013].

In this study, we exploit one particular advantage, which is the ease of isolating
the object of interest - a pig’s body, in this case - from the background. The process
is also known as background subtraction, or foreground detection. In RGB-based
imaging, background subtraction is commonly achieved with methods that assume
a static background and a moving object in a temporal sequence of images or video
frames [Piccardi, 2004]. This condition holds in the application of this study, since
multiple images were taken of each pig as it passed through a static aisle. How-
ever, the presence of a depth sensor makes background subtraction a simpler and
more reliable task [Maddalena and Petrosino, 2018]. Specifically, the object can be
extracted from a single image if it is known to be at a distance from the depth sen-
sor that is sufficiently different from the background and other foreground objects.
And unlike color-based methods, this approach does not suffer from difficulties due
to illumination changes or color camouflage between the background and the fore-
ground objects.

The rest of paper is structured as follows. In section 3.2.1, we give a description
of the utilized data and how it was collected. Then, sections 3.2.2 and 3.2.3 describe
the image pre-processing and feature extraction procedures, respectively. Section
3.3 contains the classification results. Finally, in section 3.4 we discuss both the im-
plications and limitations of applying the proposed method in practice, followed by
conclusions in section 3.5.

3.2 Data, Methods, and Experimental settings

3.2.1 Data description

The images were captured using a Kinect v1 camera placed over an aisle through
which the pigs passed individually. For each pig, 20 images (of size 480ˆ640 pixels)
were captured to increase the likelihood of obtaining usable images; defined here
as those containing the pig in its entirety, in an appropriate posture, and without
occlusion. Fig. 3.1 shows the RGB and depth images of a pig as it passed through
the aisle (9 images out of 20 are shown). In total, we analyzed data from 3246 pigs,
1487 females, and 1759 males. The average age of the pigs at the time of capturing
the images and assessing the muscle scores was p169˘ 5.8q days, while the average
weight was p116.9˘ 10.9q kg.

An expert assessor used an ad-hoc discrete muscularity scale to judge each indi-
vidual pig’s muscularity. The scale had been designed to roughly forecast the pig’s
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value. In particular, the score is meant to reflect the carcass quality, and the yield
of its primal cuts. Each pig had been given a score from 1 to 7. Besides looking
for overall muscularity, the inspector was instructed to judge muscularity indepen-
dently from size (or weight). In other words, both small and large pigs could be
judged as being muscular, and would thus be given a high score. Fig. 3.2 shows
RGB images of three pigs from each muscle score.

Very few pigs were given a score of 1 and 2 (15 and 56 animals, respectively).
Therefore, we chose to group the first 3 scores into a single class, leading to a 5-
label classification problem instead of 7. According to the end users, this change
does not undermine the applicability of the proposed approach. Fig. 3.3 shows the
distribution of live weights across the resulting 5 muscularity scores. The plot shows
that despite there being a correlation with weight, muscularity is indeed a different
attribute, as pigs of varying weights were judged to have the same muscularity
score.

Figure 3.1: (a) 9 RGB images of a pig as it passed through the aisle, and (b) the
corresponding depth images.

3.2.2 Image pre-processing and selection

For each pig, we applied a series of filters to the 20 depth images that separate
the pig’s body form the background. We did this in a similar manner to [Kongsro,
2014]. First, we converted the gray scale depth image to black and white. Then,
we removed all but the largest connected object in the image. As was mentioned in
section 3.1.2, the fact that the pig’s body and background are at different distances
from the depth sensor makes the separation simple. Finally, we removed the head
and tail using erosion and dilation with a 40 pixel radius disk element [Haralick
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Figure 3.2: Each column of RGB images shows three pigs from one of the muscle
score classes, with the least musclar pigs (score 1) on the leftmost column.
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Figure 3.3: A beeswarm plot [Eklund, 2012], showing the distribution of the live
weight of pigs across the 5 muscle scores.

et al., 1987]. Fig. 3.4 shows these stages for a sample image.
The next step was to automatically select the best out of 20 images for each pig,

and remove from the dataset those without any usable images. Some of the causes
that made images unusable included occlusion by a farmer, the pig not being fully
within frame, more than one pig being in the frame, or the pig’s body being con-
torted. To know if the pig’s body was contorted, we measured the symmetry of the
pig’s body shape along its longitudinal axis, defined by a symmetry index (SI). We
computed the index by mirroring one half of the body along its longitudinal axis,
then counting the pixel overlap with the other half, and normalizing by one half of
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the total pixel count of the body’s shape (3.1).

SI “
2Aol
At

(3.1)

Above, SI is the symmetry index, Aol is the area of the overlapping pixels when the
top half of the pig’s body shape is mirrored and superimposed on the bottom half,1

and At is the total area of the pig’s body shape.
Fig. 3.5 shows a visual description of the the symmetry evaluation procedure.

This is shown with two images of the same pig; one in which its body is straight
(high SI), and another where the body is contorted (low SI). The latter is rejected
based on this criterion. We set a value of 0.92 for the symmetry index, below which
images were rejected. We determined the threshold by visual inspection of the im-
ages and their corresponding SI’s. We did this to guarantee that all pigs were com-
pared based on images in which they stood in a uniform posture. Overall, images
were rejected if one or more of the following conditions held:

• The processing procedure resulted in more than a single object.

• The contour of the pig’s body was in contact with the image’s boundaries.

• A symmetry index lower than 0.92.

In cases where multiple images of the same pig were found acceptable, the image
where the pig’s body had its centroid closest to the center of the image was selected.2

Figure 3.4: The image processing procedure: (a) the grayscale Kinect depth image be-
fore processing, (b) the image after conversion to binary with an appropriate thresh-
old, (c) the binary image after removing all but the largest connected object, and (d)
the binary image after erosion and dilation.

1If, conversely, the bottom half was mirrored and superimposed on the top half, the value of SI would
not change.

2The contour and centroid of the objects were computed using the MATLAB function regionprops.
MATLAB 2018a was used.
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Figure 3.5: Two images of the same pig with different postures, (a) a straight body
posture, and (c) a contorted body posture; and the corresponding processed images
for computing the symmetry index in (b) and (d) respectively.

3.2.3 Feature extraction

From the pig’s connected body object - the result of processing procedure in section
3.2.2 - we extracted 10 morphological features detailed in Table 3.1.3

We also added as a feature the volume of the object derived from the depth
values. We computed the volume using a procedure described in [Kongsro, 2014],
which was used in that study to regress the live weight of the pigs at the time the
images were captured. The procedure works by applying the binary mask that re-
sults from the pre-processing steps to the original gray scale depth image. Then, the
gray scale pixel values are inverted such that the pixels closest to the sensor have
the highest value. The sum of the inverted pixel values are defined as the volume.

Finally, we included two additional features to the feature set that were not de-
rived from the depth images; namely, the sex of the pig, and its weight and age at
the time of the test. Table 3.1 shows a list of the features and their definitions.

3.2.4 Classification

We treated the prediction of the muscle scores as a classification problem with 5
unbalanced class labels. The features described in section 3.2.3 form a feature matrix
that we denote as X P Rnˆm, with m “ 13, and we denote the muscle score labels
as Y P Rnˆ1. We peformed the classification using XGBoost, a fast gradient tree
boosting classifier [Chen and Guestrin, 2016]. We made this choice to ensure that
any possible non-linear relations between the shape characteristics and the muscle
scores could be modeled. Moreover, the speed of the model could compensate for
the time taken to process the images and extract their features. This speed advantage
becomes relevant in large-scale implementations of the proposed method, e.g. if the
method is periodically used to assort pigs into groups based on muscularity at a
large farm.

3We obtained the features by applying MATLAB’s regionprops. MATLAB 2018a was used.
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Table 3.1: List of input variables used for classification and their definitions. Inputs
obtained from MATLAB’s regionprops are in single quotation marks.
Feature name Definition

X1: Sex Sex of the pig.
X2: Age Age of the pig in days.
X3: 'Area' Number of pixels in the object.
X4: 'MajorAxisLength' Number of pixels in the major axis of the ellipse that has the same normalized

second central moments as the region.
X5: 'MinorAxisLength' Number of pixels in the minor axis of the ellipse that has the same normalized

second central moments as the region.
X6: 'Eccentricity' Eccentricity of the ellipse that has the same normalized second central

moments as the region.
X7: 'Orientation' Angle between the x-axis and the ellipse that has the same normalized

second central moments as the region.
X8: 'Solidity' Proportion of the pixels in the convex hull that are also in the object.
X9: 'Perimeter' Number of pixels in the boundary of the object.
X10: 'ConvexArea' Number of pixels in the convex hull of the object.
X11: 'FilledArea' Number of pixels in the smallest rectangle that bounds the object.
X12: 'Extent' Ratio of the numbers of pixels in the object to

the number of pixels in the bounding rectangle.
X13: Volume Depth image derived volume [Kongsro, 2014].

The model parameters we set were the number of trees (1000), and the learning
rate of (0.01). We evaluated the performance of the classification using stratified
10-fold cross-validation.

3.3 Results

Out of the 3246 pigs, we found 414 (12.75%) to have no usable images after the
image processing procedure. The distribution of muscle scores, from score 1 to 5 of
the remaining 2832 pigs was as follows: r206, 686, 983, 650, 307s.

We constructed the input feature matrix X by extracting the features described in
section 3.2.3 from the best image of each pig. The classification task, performed us-
ing XGBoost in 10-fold cross-validation, yielded a mean absolute error (MAE) equal
to 0.65. We computed the MAE because the classes in this problem are ordered,
making it a suitable evaluation metric [Baccianella et al., 2009]. Fig. 3.6 shows the
accumulated, normalized confusion matrix from the test sets of the cross-validation
procedure.

We computed the normalized feature importance scores and show them in Fig.
3.7. We derived these scores from the training of the XGBoost model with the en-
tire sample set. Feature importance in XGBoost is defined as the total number of
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times a feature was used to split the data in the tree ensemble. The input variable
'MinorAxisLength' is shown to be the most relevant feature for classifying the target
variable. This feature could have acted as a proxy for the pig’s abdomen width; a
measurement that was computed using a Kinect camera in [Pezzuolo et al., 2018],
and used to regress live weight therein.

score 1

score 2

score 3

score 4

score 5

score 1

score 2

score 3

score 4

score 5

0

0.1

0.2

0.3

0.4

0.5

0.6

N
o

rm
al

iz
ed

 n
u

m
b

er
 o

f 
sa

m
p

le
s

Figure 3.6: An accumulated confusion matrix computed by summing the confusion
matrices of the test folds of 10-fold cross-validation, then normalizing for each label.

3.4 Discussion

The confusion matrix in Fig. 3.6 shows that most classification errors result from
classifying samples in adjacent labels to the true ones, whereas there were signif-
icantly less errors between distant labels, e.g., muscle scores 1 and 5. This shows
that the model choice of XGBoost classifiers implicitly handles the ordinal nature
of the output labels without any customization. This is further shown by the cross-
validated average MAE of 0.65.

Computer vision technology has been used in several pig farming applications
[Matthews et al., 2016]. Most pertinent to our problem are attempts to analyze or
estimate carcass composition in-vivo using image-based solutions [Carabús et al.,
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Figure 3.7: Relative feature importance scores derived from the XGBoost model, nor-
malized by the score of the most important feature.

2016], [Scholz et al., 2015]. In that context, the authors of [Scholz et al., 2015] high-
light the differences between MRI, CT-scans, Ultrasound, DXA, and visual image
analysis by monitoring (VIA), the latter being a blanket term for methods of es-
timating carcass characteristics based on 2D images or video, using one or more
cameras [Cross et al., 1983]. The main advantage of MRI, CT-scans, Ultrasound, and
DXA is their ability to take internal images of the animal, potentially enabling them
to estimate the ratios of body’s composing tissues. On the other hand, VIA methods
rely on extracting a set of external measurements of the animal that could correlate
to its lean mass or muscularity [Marchant et al., 1999], [Doeschl et al., 2004].

The solution we propose in this paper is based on a single Kinect sensor. Kinect
sensors have been used in the past for pig farming applications, namely, for moni-
toring and detecting pig behaviors in a pen [Lee et al., 2016], in automated weight
estimation [Kongsro, 2014], [Pezzuolo et al., 2018], and in the assessment of walk-
ing patterns [Stavrakakis et al., 2015]. As we have shown, the sensor is capable
of extracting the external shape of the pig, similarly to VIA methods. Unlike VIA
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methods, however, the depth sensor of a Kinect is not sensitive to illumination con-
ditions. Therefore, special light installations are not needed [Marchant et al., 1999].

In terms of cost, a Kinect-based approach compares favorably with the other
methods. The authors of [Scholz et al., 2015] notably report the high prices of CT-
scanners and MRI machines, with new units costing upward ofe100,000. Following
those in cost are Ultrasound and XDA machines, which are approximately an order
of magnitude cheaper. For VIA, the cost depends on the number and type of cam-
eras used, the type of computer, and the mounting installations. In [Schofield, 2007],
a portable example of a VIA system was constructed for e8,000. By comparison, a
ceiling mounted Kinect camera is a relatively inexpensive solution.4

A thorough discussion of the time requirements of the preceeding methods is
given in [Scholz et al., 2015]. In addition to lengthy scanning times, methods like
DXA, MRI, and CT-scans require additional time for sedation or anesthesia (which
incur additional costs as well). Ultrasound and VIA, while not requiring sedation,
are more effective when the animal is stationary, and thus restrained by a human or
by a structural confinement. Our proposed approach requires only that the animals
pass through an aisle in succession, thus making it the least disruptive solution.

Another important difference between approaches to carcass composition analy-
sis is the target variables that they try to predict. In some studies, the target variables
are the true percentages of different tissues in the carcass (fat, lean muscle, bones),
obtained after the animal is slaughtered, dissected, and its tissues carefully sepa-
rated and weighed [Font-i Furnols et al., 2015]. In other cases, the weights of primal
cuts and their composition are substituted for the true percentages [Carabús et al.,
2015].

Conversely, the target variable in this study is a subjectively determined quan-
tity. The scores given by the inspector are not guaranteed to directly correspond to
any objective measurements, and the groundtruth values are likely to suffer from
human error. Moreover, the inspector gave their assessment based on a compre-
hensive view of the pigs, and possibly tactile inspection, whereas the input features
to the classification model consisted only of objective measurements obtained from
a top-view depth image. This dichotomy between how the groundtruth and the
predictions are obtained presents a challenge in applied machine learning.

Similar scenarios occur, for example, when computer vision or machine learning
are used to replicate the diagnoses - given by doctors - of various medical condi-
tions [Wang and Summers, 2012; Cobzas et al., 2007]. Or when a machine learning
model is trained on objective measurements to learn the subjective assessments of

4Though the Kinect v1 and v2 have been discontinued, alternative sensors exist in the market which
have been used in RGB-D research, like the VicoVR [Ma et al., 2018] and Orbbec devices [Coroiu and
Coroiu, 2018], priced at $239.99 and $149.99 respectively, as of February 2018.
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quality in audio [Sloan et al., 2017], video broadcast [Mocanu et al., 2015], or vehicle
handling [Gil Gómez et al., 2018]. In the latter cases, the subjective assessments are
considered the true benchmarks. Objective alternatives are developed to approx-
imate the subjective assessments, and are preferred for their convenience, consis-
tency, and low cost. Nevertheless, the subjective assessments are given primacy. On
the other hand, in our application, and similarly in the case of the aforementioned
medical applications, the subjective quantity is merely a proxy for a more relevant
objective one. In other words, the true condition of a patient is the relevant quantity,
rather than a doctor’s assessment of it. Similarly, the true muscle mass of a pig and
its carcass tissue composition are the quantities of interest, rather than a subjective
assessment thereof.

In the absence of an objective groundtruth measurement for validation, it is dif-
ficult to fully evaluate the performance of the classification. In particular, it is im-
possible - under such limitations - to determine how accurate the groundtruth is.
This is not to be conflated with the kind of overfitting error that can be remedied
with cross-validation or regularization. In this case, even when the model general-
izes well to the available data, the data itself is not general enough and may contain
errors. The author of [Carlotto, 2009] proposed a framework for evaluating different
classifiers relative to each other given the presence of groundtruth errors. However,
no guarantees can be given for the absolute accuracy of a single classifier under
those conditions.

To compensate for this in our application, the performance of the classifier could
be compared to one in which the same input variables are fit to objective measure-
ments that correspond to muscularity. Examples of such measurements are post
mortem scan data, or carcass prices. However, even without the use of those mea-
surements, improvements could be made. One way to do that is by training a simi-
lar classifier on a larger dataset of pigs, particularly one which includes the muscle
score assessments of multiple independent human experts. Such a classifier would
be more robust and reliable, as it would model the average expertise of multiple
people, instead of being biased by a single human’s decisions. Similar measures
are typically taken when models are trained to replace subjective audio and video
broadcast quality assessments, where Mean Opinion Scores (MOS) are used as the
prediction target. With these amendments, the proposed classification system could
substitute human assessors at the farm, with similar or improved outcomes.
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3.5 Conclusion

In this paper, we presented a procedure for automatic scoring of pig muscularity
using a Kinect camera. The mean absolute error we achieved was judged by end
users and field experts to be adequate for replacing the human assessors. Ultimately,
an automatic system for muscularity scoring that reduces human-animal interaction
at the farm could lead to higher welfare for the animals.
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Chapter 4

A Framework for Feature Selection Through
Boosting

Abstract

As the dimensions of datasets in predictive modelling continue to grow, feature selection
becomes increasingly practical. Datasets with complex feature interactions and high lev-
els of redundancy still present a challenge to existing feature selection methods. We
propose a novel framework for feature selection that relies on boosting, or sample re-
weighting, to select sets of informative features in classification problems. We compare
the proposed method to standard feature selection algorithms on a number of benchmark
datasets. We show that the proposed approach reaches higher accuracies with fewer fea-
tures on most of the tested datasets.
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4.1 Introduction

The presence of irrelevant and redundant features in a dataset can lower the per-
formance of predictive models, and prohibit the interpretability of their outcomes.
Feature selection is the sub-field of machine learning concerned with identifying
and selecting relevant features, and removing irrelevant and redundant ones.

Reducing the number of features in any dataset can be achieved with principally
different approaches. Therefore, many methods of feature selection have been pro-
posed in literature. The most popular taxonomy of those methods divides them into
three broad categories: filter methods, wrapper methods, and embedded methods
[Guyon and Elisseeff, 2003].

This categorization pertains to how the selection process and the associated pre-
diction task are connected. Filter methods rank features independently of any pre-
diction model, whereas wrapper methods evaluate the performance of candidate
feature subsets on a pre-chosen predictor. Finally, embedded methods reduce the
number of features in conjunction with solving a prediction problem [Guyon and
Elisseeff, 2003; Dash and Liu, 1997; Tang et al., 2014].

Since an exhaustive search of all possible feature subsets is intractable for large
datasets, the wrapper approach always makes use of some search strategy for find-
ing candidate subsets of features to evaluate with the wrapped predictor [Tang et al.,
2014]. Popular examples include hill-climbing, best-first, and genetic algorithms
[Kohavi and John, 1997].

In this paper, we propose a greedy forward selection algorithm that uses embed-
ded feature importance scores of tree ensemble models for choosing the candidate
features. In addition, we use the concept of boosting by sample re-weighting to
update the importance scores, and thus the search space, after every iteration.

The embedded feature importance scores of tree-based ensembles are powerful
starting points for feature selection [Tuv et al., 2009]. This is largely due to the fol-
lowing factors: First, the versatility of those models; being scale invariant, scalable
to large datasets, and able to handle numerical, categorical, and missing data. Sec-
ond, the fact that the intrinsic importance scores can be derived at no additional cost
over that of model training.

In a decision tree, the importance of a feature is defined as the total value of a
node-splitting criterion that the feature is responsible for (e.g. Information Gain or
the Gini Index). When used in ensembles, it is commonly defined as the sum or
average of the splitting criterion that a feature causes across all trees [Breiman, 2002;
Louppe et al., 2013].

In an ensemble of trees, like random forest [Breiman, 2001a], the importance
scores of two or more redundant features will be spread evenly among them, due
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to feature sub-sampling and bootstrapping. Using those scores for feature selection
in large datasets could lead to falsely selecting a feature with many of its redundant
copies [Genuer et al., 2010].

Other issues with tree-derived feature scores include the bias towards categori-
cal features of high cardinality [Strobl et al., 2007], sensitivity to hyper-parameters
[Genuer et al., 2010], and inconsistencies [Lundberg et al., 2018]. Inconsistencies
refer to cases where the assigned importance of a feature decreases when its true
impact on model performance has increased.

For the importance scores of tree models to be used reliably for feature selection,
these shortcomings should be overcome. This can be partially achieved through
boosting, or sample re-weighting.

Boosting algorithms, like AdaBoost and its derivatives [Freund and Schapire,
1997], rely on a sequential procedure of varying the sample weights of weak clas-
sifiers, typically decision-trees, based on the accuracy of previous boosting rounds.
This leads the classifiers in later rounds of the algorithm to focus on samples that
were misclassified in earlier rounds. Then, each classifier votes to determine the
final outcome of the ensemble.

Through sample re-weighting, the process of boosting also affects the feature im-
portance scores (and rankings) produced by the classifier being boosted. This pre-
sumably happens in such a way that in later boosting rounds, some features which
initially ranked poorly, appear in top ranked positions due to becoming effective in
classifying samples which were misclassified in earlier rounds.

This property of boosting has been exploited in the past to design feature selec-
tion algorithms [Das, 2001; Tieu and Viola, 2004; Liu et al., 2009]. In short, this is
done by relying on a weight-sensitive feature ranking algorithm, and a sequential
procedure of adding features, often one at a time. At each round, the ranking algo-
rithm is applied to a re-weighted version of the training data. And the re-weighting
is done based on the classification error produced by features selected so far. The
best feature from each round, according to the feature ranking, is added to the se-
lected subset.

In this paper, we expand on the use of boosting for feature selection, and pro-
pose an algorithm which we call FeatBoost. Compared to previous methods, we
introduce the several contributions: 1) a sample weighting strategy which weights
each sample according to its prediction probability. In contrast, previous methods
up-weight all misclassified samples by the same amount, 2) a modular algorithm
architecture, which decouples feature ranking from selection. This overcomes in-
consistencies in feature rankings, and potentially increases the robustness of the
selected subsets, 3) a sample weighting reset strategy, which prevents premature
stopping of the algorithm.



62 4. A Framework for Feature Selection Through Boosting

Article structure

In section 4.2, we describe the novel elements of the proposed approach in rela-
tion to existing algorithms, and give an overview of recent, relevant developments
in feature selection with tree ensembles. We then give the details of the proposed
algorithm in Section 4.3. Then, we give the experimental settings in Section 4.4, fol-
lowed by the results in Section 4.5. Finally, we discuss the implications of the results
in Section 4.6.

Notations and definitions

We introduce the notations used in the rest of the paper. Whenever possible, we
unify notations describing the different methods we compare. Therefore, the nota-
tions do not necessarily reflect those used in the original works.

Each instance of feature selection is solved on a given dataset D with p features, n
samples, and a discrete target output y with nc classes. A prediction of y is referred
to as ŷ. The subset of selected features for the given output is denoted by X .

In methods that take as input the number of desired features to select, or the
maximum number of features that can be selected, this number is denoted as p1.
The actual number of features selected is denoted as p˚. If a method selects features
sequentially, or produces a rank for the features in X , then X i refers to X at the ith

iteration, for i “ 1, . . . , p˚.
For the sake of clarity, we stress here the difference between two types of boost-

ing that are present in the proposed algorithm. The first may occur within the en-
semble model that is used to generate the feature importance rankings - if a boosting
method was used for that purpose - while the second is an outer layer of boosting
(or sample re-weighting) performed specifically for the feature selection process,
and bears no direct functional relation to the first type. From this point onward,
mentions of sample re-weighting or boosting in this paper refer to the second type,
unless otherwise specified.

4.2 Proposal and related work

In this section, we elaborate on the use of boosting or similar procedures in feature
selection by highlighting a number of existing methods, and how the proposed al-
gorithm differs from them. We then consider, more broadly, methods that use the
embedded feature importance scores of decision-tree models as bases for feature
selection.
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4.2.1 Boosting and feature selection

Early examples of directly using boosting for feature selection include the follow-
ing: Boosted Decision Stump Feature Selection (BDSFS) [Das, 2001], Boosting Image
Retrieval [Tieu and Viola, 2004], and Boosted Mutual Information Feature Selection
(BMIFS) [Liu et al., 2009]. Recent examples include Adaptive Boosting for Feature
Selection (ABFS) [Barddal et al., 2019].

Dash and Liu [1997] used a tree stump as a base classifier, and followed the
sample re-weighting strategy from AdaBoost for the purpose of feature selection.
Namely, all training samples are initially given a weight of 1

n , with n being the
number of training samples. Then, at each subsequent iteration, the sample weights
are given as a function of the classification error from the previous iteration. All
misclassified samples are equally up-weighted according to Eq. 4.1. The best feature
from every iteration, according to Information Gain, is selected.

α “ log
1´ err

err

ωi`1
j “ ωi

j ¨ exppαq; @ j “ 1, ¨ ¨ ¨ ,n

ωi`1
j “

ωi`1
j

řn
j“1 ω

i`1
j

; @ j “ 1, ¨ ¨ ¨ ,n

(4.1)

where err is the classification error from the previous iteration and ωij is the sample
weight for sample j at the ith iteration.

Boosted Image Retrieval follows a similar procedure to BDSFS, adapted for the
purpose of image retrieval. The BMIFS method differs in that the error used for
updating sample weights is estimated from an information metric, Mutual Infor-
mation, and not from a base classifier. Barddal et al. [2019] use this form of feature
selection to the solve the problem of feature drift in data streams.

Our approach follows a framework that is similar to the aforementioned meth-
ods, but differs from them in a number of ways. First, we use a different sample
re-weighting strategy. The AdaBoost weighting strategy, used in BDSFS (Eq. 4.1),
re-weights all misclassified samples by the same amount, which disregards how far
a sample is from being correctly predicted. To improve this, we weight each sample
inverse-proportionally to its prediction probability, according to Eq. 4.2.
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(4.2)

where Yc is a one-hot encoded matrix indicating the correct class for each sample,
Pc is an n ˆ nc matrix containing the class probabilities for each sample, obtained
from a classifier, and ωij is the sample weight for sample j at the ith iteration.

For a given sample, the associated weighting term αj is decreased as the prob-
ability of the correct class for that sample approaches 1, and increased as it ap-
proaches zero. Therefore, samples which are far from being correctly classified are
given higher weights in the next iteration.

We use a gradient boosting trees model, XGBoost, as a base learner for obtain-
ing the feature scores [Chen and Guestrin, 2016]. Despite being computationally
demanding compared to individual trees, ensembles of trees are more predictive
in large datasets, and their feature importance scores reflect more complex inter-
actions. XGBoost is a powerful example of such models, and it outperforms tra-
ditional tree-ensemble models in many applications [Luckner et al., 2017; Alsahaf
et al., 2018b; Murauer and Specht, 2018].

Moreover, we introduce a few procedural changes, some of which were inspired
by Iterative Input Selection (IIS) [Galelli and Castelletti, 2013], a tree-based forward
selection method for regression problems (See 4.A).

For instance, in FeatBoost, we use a two-step process to select the best feature at
each iteration. First, the top ranked features are obtained from the embedded feature
scores of a tree model trained on all features. Then, we use a classifier to evaluate the
classification performance of the top-ranked features obtained from the embedded
scores.

This strategy is used in IIS, where evaluations of a regressor determine the best
feature at each iteration [Galelli and Castelletti, 2013]. We use this approach of
model evaluation in FeatBoost by testing m of the top ranked features at each it-
eration. However, instead of evaluating each of the candidate features individually
as a single-input model, we append each feature to the selected features thus far,
and evaluate the classification accuracy of the resulting models. Namely, at the i th

iteration, we evaluate m models of order i . With this approach, the algorithm could
be viewed as a step-wise greedy search in which the search space in each iteration
is reduced from p features, to a user-specified number of features. And those candi-



4.2. Proposal and related work 65

date features change through the process of boosting.
The justification for this two-step process is the following: First, choosing the

top feature from the feature ranking may not be reliable in the presence of feature
redundancy in large datasets. Second, using model evaluations decouples the selec-
tion from the feature ranking algorithm, making it more robust [Galelli and Castel-
letti, 2013]. Moreover, this process solves the issue of inconsistency highlighted by
Lundberg et al. [2018].

We make FeatBoost more modular by allowing the model choice for the evalu-
ation step to be different than the model used for feature ranking. This additional
decoupling of the two procedures - ranking and model evaluation - could lead to
improvements in computational efficiency, by choosing the second model to be a
computationally efficient one, as opposed to the first model, which produces the
feature rankings.

Another element of IIS which we use in FeatBoost is that once a feature is se-
lected, it is not dropped from the list of candidate features of subsequent iterations.
This way, a feature may be selected twice, which translates to an automatic stopping
condition for the algorithm.

The main motivation for using this strategy is that future iterations on re-
weighted samples will rank new features in the presence of all other features. This
means that if a feature ranks higher as a result of sample re-weighting, it does so
in interaction with features that were selected before, and those that might be se-
lected after. And the only difference between rankings of different iterations comes
from sample re-weighting, and not from explicitly removing features from the list
of candidates once they have been selected.

We make further adjustments to the boosting process to make it more adapted to
feature selection. When boosting for the purpose of classification, as in AdaBoost, it
is not necessary that each classifier is trained on a highly different sample distribu-
tion. In other words, if sample weights do not change significantly after a boosting
round, this will not necessarily hinder performance, as the final classification will
be determined by a majority vote of all classifiers.

On the other hand, in a feature selection context like the proposed method, a
relevant feature is added at each boosting round. Therefore, classification error is
expected to decrease with rounds. Consequently, the difference in α (Eq. 4.1 and 4.2)
between consecutive rounds will decrease. If the difference becomes low enough,
sample weights swill stop changing, and therefore the desired variation in the top
ranked features will stop or diminish, causing the algorithm to prematurely termi-
nate.

We solve this problem with two strategies. First, we base the re-weighting of
samples not on the performance of the base classifier of the current iteration, but
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on the relative performance between the current iteration and the preceding one,
hence the normalization step of α in the second line of Eq. 4.2. Second, we use
the following reset scheme: At any given iteration, if an existing feature is selected
again, or the selected feature causes no increase in performance, we re-initialize the
samples to have equal weights, and repeat the iteration with the new weights. In
effect, this reboots the algorithm with a non-empty feature set, which could allow
for the selection of additional useful features.

4.2.2 Ensemble tree models and feature selection

The simplest way to use the embedded scores of ensemble tree models for feature
selection is by thresholding, or by only retaining features with non-zero scores. An
alternative approach is to use a simple forward selection procedure; relying on the
feature rankings to introduce one feature at a time to the selected subset, if the fea-
tures causes a significant gain in performance [Genuer et al., 2010]. This approach
will suffer from the various inconsistencies and biases of those scores (see Section
4.1).

More elaborate ways of using these scores have been proposed. One such ex-
ample is to select features according to their importance scores when compared to
artificial features, designed to trick the ranking algorithm [Kursa et al., 2010; Tuv
et al., 2009]. A popular example of this approach is the Boruta method [Kursa et al.,
2010]. Boruta works by creating shadow features, which are copies of the original
features whose values are shuffled across samples, then computing the feature im-
portance scores of the set of original plus shadow features using a random forest
classifier. Original features that score lower than the top-scoring shadow features
are deemed irrelevant, and are subsequently removed. The process is repeated until
all the remaining original features are relevant. This method, by design, does not
solve issues of redundancy, as it selects all relevant features [Kursa et al., 2010].

Tree-based models can also be used in combination with other approaches to im-
prove their feature selection capabilities. Rao et al. [2019] combine gradient boosted
trees with artificial bee colony algorithms for feature selection. Peker et al. [2015]
combine the scores from random forest with the filter method ReliefF for selecting
feature extracted from EEG signals.

Other methods attempt to solve the issues with tree-based feature scores not
through external procedures, but by modifying, or redefining the importance scores
themselves to address particular weaknesses [Lundberg et al., 2018; Nguyen et al.,
2015; Strobl et al., 2008, 2007].
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4.3 Methodology

For a given dataset D with p features, n training samples, and output y with nc
classes, the FeatBoost algorithm proceeds as follows: First, the selected subset of
features, X , is initialized to empty, and a user selected tree-based classifier, H1, is
trained on all samples with initial weights equal to 1

n , to produce a ranking of all
features. We choose H1 to be an XGBoost classifier for the remainder of the paper.

Then, a user-specified number, m , of the top ranking features are evaluated and
compared as single-input classifiers in k-fold cross validation, using either H1, or a
different classifier,H2.1 The best performing feature withH2, according to an appro-
priate metric (e.g. classification accuracy, F-score, or area under the ROC curve) is
added to the selected subset X . In iterations other than the first, classifier H2 is used
to evaluate each of the m features appended to the features selected so far, X i´1.

Finally, H1 is trained on all selected features, and its prediction probabilities are
used to update the sample weights for the following iteration according to Eq. 4.2.

The algorithm stops if the increase in accuracy of X with respect to the previous
iteration is below a user-defined threshold, ε, or if a feature is selected twice.

The reset scheme functions as follows: If at iteration i, a feature is selected which
already belongs to X i´1, or if the feature does not improve classification perfor-
mance, the algorithm normally terminates, and X i´1 is taken as the final subset. Un-
der the reset scheme, this is temporarily overcome by resetting the sample weights
to their initial values, and repeating iteration i. This will lead to the feature ranking
being equal to that of the first iteration, albeit with an initial X that is not empty.
This could lead the model evaluation step (with H2) to select a feature that is par-
tially redundant to one or more features in X i´1, but nonetheless having additional
predictive value. If that occurs, the algorithm resumes its normal course from iter-
ation i until a stopping condition is reached again. Otherwise, if the reset scheme
does not lead to selecting a new useful feature, the algorithm stops.2

The pseudocode of the algorithm, along with the details of weighting and reset
strategies are given in Algorithm 1.

4.4 Experimental settings and evaluation

In this section, we describe the data and experimental settings. Then, we briefly
describe Boruta and ReliefF, the methods we compared FeatBoost with.

1Note that H2 does not need to be tree-based, nor sensitive to sample weights, since it is not used in
the feature ranking process.

2A software implementation of the algorithm is available at https://github.com/amjams/
FeatBoost

https://github.com/amjams/FeatBoost
https://github.com/amjams/FeatBoost
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input : Dataset D with p features, n samples, and output y with nc classes.
output: X i (a subset of selected features at the ith iteration).

1 initialize: i Ð 1, X 0 Ð φ, resetÐ 0, and sample weights ω0
j Ð

1
n

@ j “ 1, ¨ ¨ ¨ ,n ;
2 choose: stopping conditions tε, p1u, parameters m, k , and classifiers H1 and H2.

3 while i ă p1 and reset ď 1 do

4 fit H1 to D with ωi and rank all features;
5 fit H2 to tX i´1, xu for all x in the top m ranked features;
6 find the top performing feature x i , in cross-validation;
7 compute ∆Acc “ AccrH2pX i´1, x i qs ´AccrH2pX i´1qs, in cross-validation;
8 if ∆Acc ą ε and xi R X i then

9 set X i Ð tX i´1, x iu;
10 fit H1 to X i to find the class probabilities, Pc, and compute αi:

αi “ ´
řnc

c“1 Yc logpPcq;
11 re-normalize αi

j “ αi
j{α

i´1
j ; @ j “ 1, ¨ ¨ ¨ ,n ;

12 update ωi`1
j Ð ωi

j ¨ α
i
j ; @ j “ 1, ¨ ¨ ¨ ,n ;

13 re-normalize ωi`1
j “

ωi`1
j

řn
j“1 ωi`1

j

; @ j “ 1, ¨ ¨ ¨ ,n ;

14 resetÐ 0;
15 i `“ 1

16 else
17 re-initialize weights ωi

j Ð
1
n

@ j “ 1, ¨ ¨ ¨ ,n ;
18 reset `“ 1

19 end

20 end

Algorithm 1: Pseudocode of FeatBoost.

We applied each algorithm to 16 real datasets, and one artificial dataset, Made-
lon, which was designed to benchmark feature selection algorithms [Guyon et al.,
2006]. Table 4.1 contains a description of the datasets, and their dimensions. The
datasets represent multiple domains, including large biomedical and text data.

On each dataset, we apply an m-by-k-fold cross-validated selection procedure,
withm “ 3, and k “ 10: We split each dataset into ten equally sized folds, and apply
each feature selection algorithm to the training folds separately. Then, we use the
selected features to train a classifier on the training folds, and then test them on the
held-out test folds, on which the classification performance is evaluated. The per-
formance is measured in terms of the average classification accuracy of the selected
subsets on the test data, and the computation time of the feature selection algorithm.
We repeat the entire procedure m “ 3 times with random shuffles of the sample set,
for a total of 30 runs of each algorithm. A similar validation procedure is used by
Song et al. [2013].
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In cases where an algorithm selects more than 100 features, we only evaluate
the accuracies of the first 100. Moreover, since each algorithm produces multiple
subsets, we try to exclude those that could skew the average performance at the val-
idation stage. Therefore, for each algorithm, we evaluate only the resulting subsets
with a number of features equal to or larger than the mode of all subset sizes for that
algorithm. Subsets which are larger than the mode are truncated to have a number
of features equal to the mode.

We used a Nearest Neighbor classifier to validate the selected subsets. A Nearest
Neighbor classifier is a sensible choice for validating feature subsets, as its perfor-
mance is more likely to suffer from the inclusion of irrelevant, redundant, or noisy
features, when compared to more complex classifiers [Loughrey and Cunningham,
2005]. Validation with a Gaussian Naive Bayes classifier and an XGBoost classifier
with default parameters are also given in 4.D.

Additional experiments are given in the appendices. In 4.C, we examine the
effect of the reset and weighting strategies. In 4.B, we show the advantage of the
two-step selection procedure over selection based on feature ranking only.

4.4.1 Compared methods

XGBoost: XGB-FS

Since we build FeatBoost around a specific feature importance score, one derived
from an XGBoost classifier, then a suitable benchmark to compare against is the
same base score but with a simpler threshold. For that purpose, we define the first
method in the comparison to be the feature importance scores from the same classi-
fier used for ranking in FeatBoost, with the threshold being the mean of all feature
scores. That is, features with an importance score lower than the mean of all feature
scores are discarded. We denote this by XGB-FS in the rest of the paper.

Boruta

The second method we compare against is Boruta. In the comparison, we use XG-
Boost instead of random forest as the base ranking algorithm for Boruta. That way,
we are able to achieve a fairer comparison, and determine which of the approaches
makes better use of the same underlying feature scores. Moreover, since Boruta does
not rank the elements of the selected subset by default, we post-rank them with an
additional fitting of the classifier. This allows us to compare the performance of all
methods iteratively with each added feature.
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ReliefF

Finally, we compare FeatBoost to the ReliefF algorithm [Kira and Rendell, 1992].
ReliefF is a powerful filter-based approach which belongs to the Relief family of
feature selection methods [Urbanowicz et al., 2018; Kira and Rendell, 1992]. We use
it in the comparison to represent a baseline of filter-based approaches.

Since Relief-based methods are feature ranking algorithms, a suitable threshold
is needed in order to use them for feature subset selection. As in XGB-FS, we used
the mean value of the scores as a lower threshold.
We configured the algorithms as follows:

1. XGB-FS: We configured XGB-FS with 100 trees, and a maximum tree depth of
20. We set the maximum depth parameter to a high value in order to detect
higher order feature interactions that might be present in some datasets [John-
son, 2009]. We set the remaining parameters of the classifier to their default
values.3

2. FeatBoost: We used FeatBoost in two configurations. In the first, we set H1

and H2 to be the same XGBoost classifier in XGB-FS. In the second, we set H2

as a Nearest Neighbor classifier. We set the remaining parameters as follows:
k “ 3, m “ 50, p1 “ 100, and ε “ 10´18.

3. Boruta: We used Boruta with the same classifier used in XGB-FS, and default
settings otherwise. We implemented Boruta with the BorutaPy Python pack-
age, which we modified to be compatible with XGBoost.

4. ReliefF: We used ReliefF with a number of neighbors equal to 10 and imple-
mented the algorithm with the Skrebate Python package.

4.5 Results and discussion

The results of the feature selection comparison are summarized in Fig. 4.1, which
shows the average classification accuracies of the subsets selected by the compared
algorithms. The average computation times of each algorithm on all datasets are
shown in Table 4.2.

In all datasets, FeatBoost selects better performing features in the leading ranks
than the feature importance score on which it is based, XGB-FS. This shows that
sample re-weighting and the model evaluation performed in FeatBoost, improve the
performance of the base ranking. Moreover, the automatic stopping conditions in

3Default values as per XGBoost’s stable Python release 0.90
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Table 4.1: Descriptions of datasets used in the comparison.
Name #Features #Samples #Classes Domain

Madelon 500 2600 2 Synthetic
Isolet 617 1560 26 Speech recognition
Basehock 4862 1993 2 Text
PCMAC 3289 1943 2 Text
Relathe 4322 1427 2 Text
Coil20 1024 1440 20 Face image
ORL 1024 400 40 Face image
Orlraws10P 10394 100 10 Face image
Pixar10P 10000 100 10 Face image
WarpAR10P 2400 130 10 Face image
WarpPIE10P 2420 210 10 Face image
GlI 22283 85 2 Biomedical
GLI-BRA 49151 180 4 Biomedical
TOX 5748 171 4 Biomedical
SMK-CAN 19993 187 2 Biomedical
CLL-SUB 11340 111 3 Biomedical
Colon 2000 62 2 Biomedical

FeatBoost lead to selecting significantly smaller subsets than the mean-value thresh-
old that we used in XGB-FS.

In most datasets, FeatBoost outperforms Boruta and ReleifF as well, reaching
higher accuracies with fewer features. This is most apparent in Coil20, Isolet, and
Orl. In those datasets, the performance of feature subsets selected by FeatBoost
converges significantly faster than the second best method.

In terms of computation time, XGB-FS is predictably the most efficient approach
across all datasets, followed by ReliefF. As for FeatBoost and Boruta, we observe that
the former, when configured with an XGBoost wrapped classifier, is slightly faster
than Boruta, which uses the same classifier to provide its base feature ranking. On
the other hand, when FeatBoost uses a KNN classifier, it becomes significantly faster
than Boruta.

It is worth noting that this increase in efficiency in FeatBoost - obtained by using
KNN instead of XGBoost as the evaluation classifier - does not sacrifice the per-
formance of the algorithm. In fact, this configuration performs better, perhaps un-
surprisingly, when the validation classifier is also KNN (Fig. 4.1). It also performs
well when XGBoost is the validation classifier (Fig. 4.4). This demonstrates that
the modular architecture of the algorithm can take advantage of a powerful rank-
ing algorithm, that of XGBoost, while using a simpler and more efficient evaluation
classifier.
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Figure 4.1: Accuracies of selected subsets validated with a KNN classifier
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Table 4.2: The average computation time in minutes of each feature selection algo-
rithm.

XGB-FS
FeatBoost

(XGB)
FeatBoost

(KNN)
ReliefF Boruta

Madelon 0.250 58.707 3.556 1.022 20.813
Isolet 1.035 168.452 52.527 0.717 154.914
Basehock 1.542 217.516 73.329 4.342 131.142
PCMAC 1.108 186.073 45.071 2.809 105.667
Relathe 1.076 163.376 60.920 2.773 91.732
Coil20 1.181 333.852 36.673 2.193 241.225
ORL 0.556 168.383 18.179 0.571 102.347
Orlraws10P 0.477 12.915 6.432 6.159 48.654
Pixar10P 0.374 6.912 3.400 5.869 41.150
WarpAR10P 0.158 15.463 2.969 2.025 13.746
WarpPIE10P 0.245 22.914 5.270 3.281 24.119
GLI 0.126 1.663 0.958 1.210 7.859
GLI-BRA 2.816 58.686 47.257 15.370 142.591
TOX 0.337 16.148 6.646 1.744 16.513
SMK-CAN 0.430 7.135 4.068 2.438 18.232
CLL-SUB 0.290 7.907 4.324 1.539 15.362
Colon 0.009 0.717 0.092 0.054 0.661

Average 0.706 85.107 21.863 3.183 69.219

4.6 Conclusion

We have shown that the proposed FeatBoost algorithm, which is based on boost-
ing, and a stage-wise greedy procedure, is able to use the feature importance scores
derived from an ensemble of decision-trees to select high performing feature sub-
sets for classification problems. The resulting subsets outperform those obtained by
simple thresholding of the baseline scores. They also outperform in most cases the
Boruta algorithm, which we configured to use the same feature scores as a basis,
and improved with a post-ranking of the selected subsets.

Moreover, we have shown that the usefulness of the algorithm is not limited to
pn " pq datasets. Out of the 17 datasets we tested, 10 were pn ! pq, and FeatBoost
outperformed or matched Boruta’s performance in 8 of them.

The computational cost of the algorithm is sensitive to several design choices,
most importantly, the ranking algorithm, the parameter m , and the wrapped clas-
sifier. We have shown that changing the latter from XGBoost to the much simpler
Nearest Neighbor improved the speed of the algorithm without significantly affect-
ing the performance of the selected features.

The proposed boosting framework, and the two-step selection procedure, cir-
cumvent the weaknesses in the importance scores of tree-based models externally,
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without changing how the scores are computed. The algorithm is therefore indepen-
dent of the particular scores being used, or the wrapped classifier. It would be useful
to investigate the use of other classifiers, and to test if other ranking algorithms, like
the filter based ReliefF, would react similarly within the same algorithm.
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Appendix: Background

4.A Iterative Input Selection

Tree-based Iterative Input Selection (IIS) [Galelli and Castelletti, 2013], is a step-
wise forward selection method for regression problems. The method has three main
steps. First, a non-linear model-based ranking algorithm is used to determine the
topmost relevant features at every iteration. An Extra-Trees regressor is used for
that purpose [Geurts et al., 2006]. Second, from the top ranked features at every
iteration, the one that performs best individually on the continuous target output y
is selected and added to X , using single-input-single-output (SISO) model evalua-
tions. Similarly, Extra-Trees models are used in that step. Finally, the performance
of the selected features is evaluated at every step on a non-linear regression model
(also an Extra-Trees regressor), and the output is adjusted for the following iteration.
The adjustment is done by setting the output of the next iteration as the prediction
residual of the current iteration (Eq. 4.3). Selection stops when a feature has been
selected twice or performance stops improving.

yi`1
j “ rij “ yij ´ ŷ

i
j ; @ j “ 1, ¨ ¨ ¨ ,n (4.3)

Appendix: Additional Results and Experiments

4.B The effect of model evaluations on selection

In this section, we show the effect of using model evaluations to select the best fea-
ture at every iteration, instead of selecting the top ranked feature. We do this by
comparing the subset accuracy of FeatBoost with m “ 50 and m “ 1. The second
option means that the top ranked feature by XGBoost is the selected feature, and no
model evaluations are used. The results are shown in Fig. 4.2. We note that when
m “ 50, the feature selected at each iteration is not necessarily the top-ranked one,
and that the algorithm performs better than the case with m “ 1. We disabled the
reset scheme in this experiment for simplicity.

4.C Weighting strategy and reset

We demonstrate with an experiment the effects of two major elements in FeatBoost:
the proposed weighting strategy, and the weighting reset scheme. We do so by
applying FeatBoost to all the benchmark datasets, once with the default weighting
strategy that is given in Algorithm 1, and once with a sample weighting equation
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Figure 4.2: Feature subset accuracy of FeatBoost with m “ 50 and m “ 1, on datasets
Madelon, WarpPIEp, and Orl. The number atop the plot line indicates the order,
from the XGBoost ranking, of the feature that had the highest model accuracy, and
was thus selected by the algorithm.

similar to AdaBoost, i.e. the one used in BDSFS (Eq. 4.1). We use an extended
version of the equation which accounts for multi-class cases [Hastie et al., 2009],
and follow the same normalization approach for the term α which we use in the
default weighting strategy of FeatBoost. The weighting strategy is given in Eq. 4.4.

αi “ log
1´ err

err
` logpnc ´ 1q

αi “ αi{αi´1

ωi`1
j “ ωi

j ¨ exppα
iq; @ j “ 1, ¨ ¨ ¨ ,n

ωi`1
j “

ωi`1
j

řn
j“1 ω

i`1
j

; @ j “ 1, ¨ ¨ ¨ ,n

(4.4)

In both cases, we indicate the iteration at which the first successful reset occurs.
In other words, this shows when a stopping criterion is first reached. The results
are in Fig. 4.3. Therein, we indicate with a dotted line segment, the performance
obtained by features that were selected after the first successful reset. If a line has no
dotted segment, this means that the algorithm reached its end without a successful
reset.

4.D Validation with other classifiers

In this section, we give the results of the main comparison (Section. 4.4) with two
additional validation classifiers, XGBoost, and Gaussian Naive Bayes. The results
are shown Fig. 4.4 and Fig. 4.5.
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Figure 4.3: The effect of the reset strategy on the selected subsets
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Figure 4.4: Accuracies of selected subsets validated with an XGBoost classifier
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to AdaBoost, i.e. the one used in BDSFS (Eq. 4.1). We use an extended version of
the equation which accounts for multi-class cases [Hastie et al., 2009], and follow the
same normalization approach for the term α which we use in the default weighting
strategy of FeatBoost. The full weighting strategy is given in Eq. 4.5.

αi “ log
1´ err

err
` logpnc ´ 1q

αi “ αi{αi´1

w i`1
j “ w i

j ¨ exppα
iq; @ j “ 1, ¨ ¨ ¨ ,n

w i`1
j “

w i`1
j

řn
j“1 w

i`1
j

; @ j “ 1, ¨ ¨ ¨ ,n

(4.5)

In both cases, we indicate the iteration at which the first successful reset occurs.
In other words, this shows when a stopping criterion is first reached. The results
are in Fig. 4.6. Therein, we indicate with a dotted line segment, the performance
obtained by features that were selected after the first successful reset. If a line has no
dotted segment, this means that the algorithm reached its end without a successful
reset.
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Figure 4.5: Accuracies of selected subsets validated with a Gaussian Naive Bayes
classifier
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Figure 4.6: The training accuracy of FeatBoost using its default weighting strategy
and an AdaBoost weighting strategy on all the benchmark datasets





Chapter 5

Outlook and conclusions

In this thesis, we presented two applications of machine learning and computer vi-
sion in the livestock industry. The applications served as examples of two trends in
the use of data in that field: first, using non-linear supervised learning for pheno-
type prediction or estimation; an approach that could address some of the shortcom-
ings of the genetic-statistical animal models that are conventionally used in breed-
ing programs; and second, using computer vision for improving farm logistics and
practices, which fits within the broader trend of precision farming, and the applica-
tion of IoT technology in agriculture. These ongoing developments could strongly
impact the science and industry of animal breeding in the coming years.

For long, livestock breeding programs relied on population genetics, and on
tried-and-tested mixed linear models, to reach their desired objectives. Those mod-
els were gradually augmented by emerging technologies in molecular genetics, like
the lowering of genome sequencing costs in recent years. Albeit, the modelling ap-
proaches, and their underlying assumptions, remained largely unchanged. A useful
alternative for the use of data in that sector could come through the application of
algorithmic prediction models, or machine learning.

The differences between the statistical and machine learning approaches to pre-
dictive modelling were expounded by Leo Breiman [Breiman, 2001b], author of the
bagging and random forest algorithms. The majority of statisticians at that period
- by Leo Breiman’s estimate - approached applied statistics problems by assuming
that the data was generated by parametric models whose parameters were to be
estimated. The models were then validated by goodness-of-fit tests and residual
analysis, which often led to misleading conclusions [Breiman, 2001b].

Another approach, less popular at the time, was machine learning. In contrast
to the data modelling approach, machine learning was algorithmic, validated by
prediction accuracy on unseen examples, and made less a priori assumptions on the
structures of input data. The dominance of the statistical data modelling approach
at the time, and the aversion to algorithmic models, had led to an excess of theory,
and a hindrance to progress on real-life prediction prediction challenges [Breiman,
2001b].

A lot has changed since Breiman’s promotion of machine learning. Empirical
successes and developments in theory have made the field more popular and well
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trusted in both science and industry. Nonetheless, the field still attracts critics and
skeptics. And some of the critiques are perhaps justified.

Most notably, the ”black box” characterization of machine learning, and more
generally of artificial intelligence, often comes under scrutiny. Despite reaching im-
pressive milestones - for example, with deep neural networks outperforming hu-
mans on several tasks - the opacity of most machine learning models has led many
to doubt their utility as analytical tools, or as tools for scientific enquiry.

By not giving any insight into the inner-workings of a model, and how those re-
late to the phenomenon that the model emulates, an algorithm’s performance on the
prediction task could be considered an achievement of purely engineering nature,
with no discernible scientific benefit.

This has created a demand for models that are interpretable or explainable by hu-
mans. The demand is also a consequence of machine learning being deployed in ar-
eas that affect people’s personal affairs, like healthcare and credit scoring. Therefore,
criteria that were once auxiliary to task performance, such as safety, privacy, and
non-discrimination, have become highly desirable, if not necessary [Doshi-Velez
and Kim, 2017, and references therein].

In chapter 4, we proposed a new feature selection method based on boosting,
or sample re-weighting. Feature selection increases the parsimony of a model re-
gardless of the used algorithm. This could be seen as a first step towards more in-
terpretable models generally, since models with less variables are easier to explain.
The boosting framework we proposed explicitly addresses the issue of feature re-
dundancy: When multiple features have the same predictive power, the boosting
mechanism ensures that only one of them is retained.

In our view, a pressing challenge in feature selection research is the lack of a stan-
dardized framework for performance evaluation. Feature selection problems are
mostly unsupervised. The truly relevant features are often not known, so the per-
formance on a proxy task, like the predictive ability of the selected feature subsets,
is used to evaluate the performance of the feature selection algorithm. This can lead
to inconsistencies and biases. For instance, if a wrapper feature selection method is
validated using the same learner that is used for selection, the performance is likely
to be exaggerated. Future research should focus on a framework that unifies evalu-
ations based on proxy tasks, like prediction performance, with objective evaluations
when possible, i.e., when the relevant features are known.

While the focus on interpretability could increase the trustworthiness of machine
learning in general, some apprehensions towards it are domain-specific; having to
do with a domain’s history and its ingrained practices. The science of livestock
breeding is a particularly interesting case thereof. Not only has the field had large
successes with traditional statistics, but it has also been a driving force behind major
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developments in the statistics of the 20th century. The pioneers of population ge-
netics, R. A. Fisher (1890-1620), Sewall Wright (1889-1988), and J. S. Haldane (1892-
1865); in addition to being geneticists, were also prominent statisticians, with lasting
contributions to the field [Thompson, 1990]. And given that the most practical ap-
plication of population genetics was livestock breeding, the latter became strongly
interlinked with traditional statistical analysis.

Thus, in order to clearly demonstrate the usefulness of machine learning al-
gorithms to the practitioners, researchers, and shareholders of livestock breeding,
more examples like the ones given in this thesis are needed. A survey of the lit-
erature shows that such studies are already taking place (Fig 5.1). In the future,
still more ambitious efforts could be undertaken. This may take the form of breed-
ing programs that are built from the ground up with the premise of using machine
learning and big data. For instance, by measuring and storing phenotypic and envi-
ronmental information with an even higher resolution than the current standards.
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Figure 5.1: The number of publications containing the terms ”machine learning” and
”dairy” or ”meat” in either their titles, abstracts, or keywords. Source: web of sci-
ence database (July, 2020).

In chapter 2, we showed that random forest regression outperformed linear re-
gression, a statistical linear model, in predicting a future phenotype in pigs, based
on diverse types of input data (genetic and phenotypic). This framework could be
adapted for predicting similar quantitative traits, in pigs and other livestock species.

For size related phenotypes in particular, like the one studied in chapter 2, the
inclusion of more potentially relevant variables as predictors will likely improve
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prediction performance, and allow for more precise management of the animal’s
growth cycle. Examples of such variables are daily weight measurements and feed
intake.

In chapter 3, we gave an example of estimating a different size related trait in
pigs, namely, their live muscularity. The application used a combination of RGB-D
computer vision and ensemble learning to provide an alternative to human eval-
uation of the trait. The flexibility of computer vision is likely to improve many
practices in the livestock industry, related to quality assessment, farm logistics, and
animal welfare.



Epilogue

In conclusion, while this thesis could be seen as an espousal of using machine learn-
ing technology in the livestock industry, this must be grounded in the reminder that
the industry itself needs more than just technological tools, if it wished to be part of
a prosperous future for humans.

Science and technology, along with the widely held ideology of humanity’s do-
minion over nature, have led the livestock industry to its current mammoth propor-
tions. Animals raised for food are massive in quantity; so much so, in fact, that they
constitute a significant portion of all biological life on Earth.

A study of the biomass composition of the planet by Bar-On et al. [2018] showed
that among mammals, livestock animals represent roughly 60% of the total biomass,
while wild mammals represent a mere 4%. The remaining 36% are humans. Simi-
larly, the biomass of domesticated poultry is threefold that of all wild birds.

The production of this large mass of sentient creatures ranks high among the
list of anthropogenic activities that warm the climate, raise sea levels, pollute the
soil, reduce biodiversity, and irreversibly deplete the planet of its energy sources
[Steinfeld et al., 2006; O’Mara, 2011]. The human impact on the environment is
no longer a peripheral issue, nor one that can be relegated to the fringes of ethical
debate. Instead, it must be treated for what it truly is, ”a threat to the perpetuation
of organized human life” [Chomsky, 2019].

With that in mind, it could well be argued that the best thing the livestock indus-
try could do going forward is to significantly curtail its own growth. And in many
cases, contrary to the spirit of data-driven efficiencies, a return to traditional forms
of livestock rearing may better serve people, animals, and the planet.

Parts of this thesis were written during the COVID-19 pandemic; the latest in
a series of diseases caused by pathogens of animal origin. Another grim reminder
of how fragile our relationship to nature is. And a reminder that instead of unbri-
dled growth, in livestock or elsewhere, we should strive for rational and responsible
custodianship of our planet and its resources.
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Summary

Computational animal breeding relies on genetic-statistical models that are aimed
at estimating breeding values, which in turn are used to rank animals based on
their genetic potential. Modern livestock production systems, however, collect large
amounts of data throughout the life of an animal that are not directly suited for
those statistical models, such as periodic phenotype and environmental observa-
tions. In this thesis, we explore the potential of exploiting that additional data to
improve future phenotype prediction in livestock using machine learning methods.
To that effect, we provide two examples. In chapter 2, we show that random forest
regression outperforms linear models in predicting slaughter age in pigs based on
a mix of phenotypic, genetic, and pedigree information. The predictions are made
before the start of the fattening phase of the pigs and could therefore be used to
assign them to uniform groups based on their forecasted growth rates. In the same
application, we additionally demonstrate that machine learning-derived feature im-
portance analysis can give a breakdown of the components responsible for the ob-
served phenotypic performance, thereby providing an alternative to model-based
fixed and random effect estimation.

In chapter 3, we use a combination of RGB-D computer vision and supervised
learning to estimate the muscularity of live pigs. The objective of that application
is to replace the subjective assessments given by a human operator at the farm, and
consequently reduce stress on the animals. Results show that the proposed system
can accurately mimic the assessment patterns of the human operator. In short, the
two proposed examples provide more evidence - in accordance with recent findings
in literature - that livestock breeding and management practices could be improved
through data-driven modelling.

In chapter 4 of the thesis, we propose a novel wrapper feature selection algo-
rithm based on tree ensembles and boosting. Feature selection is a sub-discipline of
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machine learning concerned with discriminating relevant input features from irrel-
evant and redundant ones. With the increase of dataset dimensions, and a rising in-
terest in model transparency, reliable feature selection becomes increasingly useful.
Datasets in the omics fields in particular, like those used in molecular breeding and
in personalized medicine, can benefit significantly from feature selection. In those
fields of study, datasets often contain large numbers of features and small numbers
of samples, which poses a challenge to machine learning methods that require large
numbers of samples to learn their parameters, like deep neural networks.

The proposed algorithm, which we call FeatBoost, uses an iterative process of
boosting, or sample re-weighting, and model evaluations to select features that are
relevant and not redundant to each other. We evaluate the performance of the al-
gorithm against a number of benchmarks, including ReliefF, a filter-based selection
method, and two alternative tree ensemble based methods, Boruta and XGBoost-
derived feature ranking. FeatBoost outperforms the competing methods on most of
the tested datasets.



Samenvatting

Computationele dierfokkerij is afhankelijk van genetisch-statistische modellen die
zijn gericht op het schatten van fokwaarden, die vervolgens worden gebruikt om
dieren te rangschikken op basis van hun genetische potentie. Moderne veeteeltsys-
temen verzamelen echter grote hoeveelheden gegevens gedurende het leven van
een dier die niet direct geschikt zijn voor die statistische modellen, zoals het pe-
riodiek fenotype en omgevingswaarnemingen. In dit proefschrift onderzoeken we
het potentieel van het benutten van die aanvullende gegevens om toekomstige feno-
typevoorspelling in vee te verbeteren met behulp van machine learning methoden.
Hiervoor geven we twee voorbeelden. In hoofdstuk 2 laten we zien dat random
forest regressie beter presteert dan lineaire modellen bij het voorspellen van de
slachtleeftijd bij varkens op basis van een mix van fenotypische, genetische en stam-
boominformatie. De voorspellingen worden gedaan vóór het begin van de mestfase
van de varkens en kunnen daarom worden gebruikt om ze in uniforme groepen te
zetten op basis van hun voorspelde groeipercentages. In dezelfde toepassing tonen
we daarnaast aan dat analyse van het belang van kenmerken afgeleid van machine
learning een uitsplitsing kan geven van de componenten die verantwoordelijk zijn
voor de waargenomen fenotypische prestatie, waardoor een alternatief wordt gebo-
den voor model-gebaseerde vaste en willekeurige effectschatting.

In hoofdstuk 3 gebruiken we een combinatie van RGB-D computervisie en
gecontroleerd leren om de spiermassa van levende varkens in te schatten. Het doel
van die toepassing is om de subjectieve beoordelingen van een menselijke operator
op de boerderij te vervangen en om derhalve de stress voor de dieren te vermin-
deren. De resultaten laten zien dat het voorgestelde systeem de beoordelingspa-
tronen van de menselijke operator nauwkeurig kan nabootsen. Kortom, de twee
voorgestelde voorbeelden leveren meer bewijs - in overeenstemming met recente
bevindingen in de literatuur - dat veeteelt en managementpraktijken kunnen wor-
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den verbeterd door middel van datagestuurde modellen.
In hoofdstuk 4 van het proefschrift stellen we een nieuw algoritme voor selectie

van wrapper-features voor op basis van boomensembles en boosting. Functiese-
lectie is een subdiscipline van machine learning die zich bezighoudt met het on-
derscheiden van relevante invoerfuncties van irrelevante en overtollige functies.
Met de toename van de afmetingen van de dataset en een toenemende belang-
stelling voor modeltransparantie, wordt betrouwbare feature-selectie steeds nut-
tiger. Datasets in de omics-velden in het bijzonder, zoals die gebruikt worden in
moleculaire veredeling en in gepersonaliseerde geneeskunde, kunnen aanzienlijk
profiteren van feature-selectie. In die studiegebieden bevatten datasets vaak een
groot aantal kenmerken en een klein aantal samples, wat een uitdaging vormt voor
machine learning methoden die grote aantallen samples nodig hebben om hun pa-
rameters te leren, zoals diepe neurale netwerken.

Het algoritme dat we voorstellen, genaamd FeatBoost, gebruikt een iteratief pro-
ces van boosting, of herweging van monsters, en modelevaluaties om functies te se-
lecteren die relevant zijn en niet overbodig voor elkaar. We evalueren de prestaties
van het algoritme aan de hand van een aantal benchmarks, waaronder ReliefF, een
op filters gebaseerde selectiemethode, en twee alternatieve op boomsamenstellin-
gen gebaseerde methoden, Boruta en XGBoost-afgeleide functieclassificatie. Feat-
Boost presteert beter dan de concurrerende methoden op de meeste van de geteste
datasets.
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