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Chapter 1

Introduction

Nowadays, many personal computers (PCs) are equipped with fancy video-cards, digital cam-
eras, and software for editing and processing digital pictures. Most of the filter operations per-
formed with these software packages are for esthetic purposes, i.e. they improve the visual quality
of the picture. The resolution of these pictures is typically in the order of 1 million up to 4 million
pixels. The filters supplied by the picture editing packages can handle these sizes at interactive
rates, i.e. typically each filter takes up to a few seconds processing time.

For the creation of a few visually appealing pictures, these processing times are perfectly
acceptable. However, if we want to process much larger images, or many more images (e.g.
hundreds or thousands) in sequence, such processing times become unpractical. For example, a
simple smoothing operation which removes noise contamination from a 5000×5000 pixel image
requires over 250 million multiplies and additions, a process which would take several minutes
to complete on a common PC. Such computation times are clearly not acceptable for real-time
image analysis tasks. Fortunately, the computation time can be drastically reduced by using more
clever (efficient) algorithms and parallel computing techniques.

In this thesis the focus is on efficient sequential and parallel algorithms formorphological
image processing. Mathematical Morphologyis a field of non-linear image processing, based
on minimum and maximum operations. Good introductions to morphological image processing
are [38, 86]. The aim of this type of image processing is to extract or enhance features from
images based on shape. In this context, accuracy plays a crucial role, in contrast with picture
processing where accuracy is usually traded for visually appealing results.

Many morphological operators can be computed very fast. However, most operators are
hardly useful on their own. They are applied in sequence, adding up processing time. Most
operators can be extended easily to 3D-image processing, requiring even more processing time.
Morphological image processing based systems are typically used for real-time surveillance tasks
in industrial systems, medical image processing, optical character recognition, texture analysis,
etc.

Many algorithms for various morphological image operators have been published. The aim
of this thesis is to speed up some of these algorithms by means of improvements in the original
algorithms, or by the use of parallel computing techniques. Nowadays, many desktop worksta-
tions contain multiple CPUs, which could be exploited by parallelization of existing algorithms
for morphological operators. Since these machines become more common, the focus is on par-
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allelization for shared memory or SMP architectures (see section 1.2), which can be desktop
workstations with multiple CPUs as well as massively parallel shared memory supercomputers.

1.1 Introduction to Mathematical Morphology

In this section the field ofmathematical morphologyis briefly introduced. For the time being,
images under consideration arebinary images, i.e. black-and-white images. In most image pro-
cessing literature, images are looked upon as mappings from a set of coordinates (pixels) to a
set of image values. In the case of binary images, this set contains only two values (0 and 1, or
black and white). Instead of referring to the colors black and white, we prefer to use the terms
foregroundandbackground. In binary morphological image processing, operators are typically
performed on the foreground or background only, and not on all pixels in the image. Therefore,
it is more natural to look upon binary images as sets. The universe under consideration is the
entire set of pixels, while the image itself is the set of foreground pixels (object pixels). The
background of the image is obtained by taking the complement of the image with respect to the
universe.

In this section the set of pixelsD ⊆ ZN is the universe under consideration. Underlying the
set of pixels there is a neighborhood relation, denoted by a graphG = (D,E), with E ⊆ D×D.
Two pixelsp andq are said to be neighboring pixels if and only if(p,q) ∈ E. In practice, there
is only a limited number of neighborhood relations used, e.g. in the caseD ⊆ Z2, mainly three
relations are used:

• 4-connectivity: neighbors north, west, east, and south on rectangular grid.

• 8-connectivity: neighbors north-west, north, north-east, west, east, south-west, south, and
south-east on rectangular grid.

• 6-connectivity: hexagonal grid.

1.1.1 Operator Classification

Morphological operators are mappings from image(s) to image(s). They can be classified into
three categories.

• Point operators: the output value of a pixel only depends on the input value of that pixel.
Typical operators of this type are taking the complement, union, or intersection. These
operators have a time-complexity which is linear in the number of pixels. Parallelization
of point operations is trivial, since the domain of the image can be partitioned in as many
(almost) equally sized subdomains as there are processors, and each processor can apply
the operator to one of these subdomains without having to interact with any other processor.
Thresholding is an example of this type of operator. Point operators are not discussed in
the rest of this thesis.
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• Local operators: the output value of a pixel depends on the input values in the neighbor-
hood of that pixel. A typical operator of this type is a binary edge detector, which sets
the output value of each foreground pixel (or 1-pixel) which is completely surrounded by
1-pixels to background (or 0-pixel), while 1-pixels which have a 0-pixel as neighbor re-
main 1-pixels (0-pixels remain 0-pixels). Local operators generally have a time-complexity
which is linear in the number of pixels multiplied by the size of the neighborhood under
consideration. These operators are harder to parallelize than point operators, but usually
the parallelization strategy is the same. However, at the boundaries of the subdomains
(partitions) processors do have to communicate and synchronize.

• Global operators: the output value of a pixel depends on the input values of many (pos-
sibly all) other pixels in the input image. Examples of this type of operator are connected
component labeling (see chapter 3) and the watershed transform (see chapter 6). It is not
possible to give a general time complexity for these operators. Global operators are hard to
parallelize, and offer a real challenge for parallel program design. Most of the algorithms
discussed in this thesis will be of this type.

1.1.2 Dilation and Erosion

Two basic building blocks for the construction of morphological operators are dilation and ero-
sion. We denote the translation of a setX over a vectory by Xy, i.e. Xy = {x+ y | x ∈ X}.
Minkowski additionof two setsX andY is defined as the piecewise vector sum of the elements
of X andY :

X⊕Y = {x+y | x∈ X∧y∈Y}=
⋃
x∈X

Yx =
⋃
y∈Y

Xy

Minkowski subtractionof a setX by a setY is defined as:

X	Y =
⋂
y∈Y

X−y

In mathematical morphology Minkowski addition and subtraction are calleddilation and
erosion, respectively. Although both operandsX andY are sets of the same type, it is common
to look upon the first operand as the image on which the operation is applied, and the second
operand is usually a much smaller set called thestructuring element. Therefore, we prefer to use
the following notation for dilation and erosion:

δY(X) = X⊕Y, εY(X) = X	Y

The reflectionY
∨

of a setY is defined as:

Y
∨

= {−y|y∈Y}
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X Y

Erosion of X by YDilation of X by Y

Figure 1.1. The geometrical interpretation of dilation and erosion (in the continuous case).

In order to avoid having to write many parentheses that make expressions hard to read, we
introduce the notation

Y
∨

h = (Y
∨
)h = {h−y|y∈Y}.

Dilation and erosion have a simple geometrical interpretation, which helps to understand
their behavior (see figure 1.1):

δY(X) = {h|X∩Y
∨

h 6= /0}
εY(X) = {h|Yh⊆ X}

In words, the dilation ofX by Y is the set of pointsh such that the translation of the reflected set

Y
∨

over the vectorh ‘hits’ the setX. Similarly, the erosion ofX by Y is the set of pointsh such
that after translatingY over the vectorh it ‘fits’ in X.

Several algebraic properties of dilation and erosion exist. The most important properties are:

• Dilation and erosion areincreasing operators, which means that ifX⊆Y we haveδB(X)⊆
δB(Y), andεB(X)⊆ εB(Y) for any structuring elementB.

• Erosion isdecreasingin its second argument (the structuring element). IfB1 ⊆ B2, then
εB2(X)⊆ εB1(X), for every setX.

• Erosion and dilation form anadjunction, i.e. δB(A) ⊆C⇔ A⊆ εB(C), for any setsA,B
andC.

• Dilation is commutative:δB(A) = δA(B), or equivalentlyA⊕B= B⊕A, for any setsA and
B.



Introduction 5

→↓•
•
•

⊕
• • •
• →↓• •
• • •

=
→↓•
•
•
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•
→↓• •
• • •
• •
•

⊕ • →↓• • =

• • •
• →↓• • •
• • • • •
• • • •
• • •

Figure 1.2. Decomposition of the dilation by C8 = {(i, j) | −1≤ i, j ≤ 1}.

• Erosion is in general not commutative:εB(A) 6= εA(B), or equivalentlyA	B 6= B	A.

• Dilation is associative:δδC(B)(A) = δC(δB(A)), or equivalentlyA⊕ (B⊕C) = (A⊕B)⊕C,
for any setsA, B, andC.

• Translation invariance:δB(Ax) = (δB(A))x, andεB(Ax) = (εB(A))x, or equivalentlyAx⊕
B = (A⊕B)x, andAx	B = (A	B)x.

• Dilation and erosion are in a sense dual operators. ByAc we denote the complement of
the setA (i.e. a∈ Ac⇔ a /∈ A). Dilation of the foreground with a structuring elementB is
equivalent to taking the complement of the erosion of the background with the reflection of
B, while erosion of the background is equivalent to the taking the complement of the dila-
tion of the foreground with the reflection ofB: δB(A) = (ε

B
∨ (Ac))c, andεB(A) = (δ

B
∨ (Ac))c.

• Dilation and erosion are not inverses of each other:δB(εB(A)) 6= A 6= εB(δB(A)).

• Dilation distributes over union:δB(
⋃n

i=0Ai) =
⋃n

i=0δB(Ai).

• Erosion distributes over intersection:εB(
⋂n

i=0Ai) =
⋂n

i=0εB(Ai).

• The erosion of a setA by the union of two setsB andC, is the same as the intersection
of the erosion ofA by B, and the erosion ofA by C. This property can be generalized to
ε∪n

i=0Bi(A) = ∩n
i=0εBi(A).

• Repeated erosion of a setA by setsB0, . . . ,Bn, is the same as the erosion ofA by the dilation
of the setsB0, . . . ,Bn: εB0(εB1(. . .(εBn(A)) . . .)) = εB0⊕B1⊕...⊕Bn(A).

The last four properties are called decomposition theorems. These properties allow efficient
parallel implementations of morphological operators. For example, the commonly used struc-
turing elementC8 = {(i, j) | − 1 ≤ i, j ≤ 1}, can be decomposed in{(0,−1),(0,0),(0,1)}⊕
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Closing of X by Y

X Y

Opening of X by Y

Figure 1.3. The geometrical interpretation of opening and closing (in the continuous case).
The objects are shown in grey.

{(−1,0),(0,0),(1,0)}. An algorithm for dilating a setX directly byC8 requires for each pixel
access to all its 8-connected neighbors, which makes the algorithm not suitable for a parallel
implementation. On the other hand, by decomposing the structuring element, we can implement
the dilation withC8 by two smaller dilations that can be performed in parallel. In figure 1.2 this
decomposition theorem is depicted graphically. A square filled with the symbol ‘•’ denotes a
foreground pixel, while an empty square denotes a background pixel. The symbol ‘→↓• ’ denotes
the origin of the image, i.e. the pixel(0,0). A parallel algorithm for dilation withC8 is discussed
in more detail in section 1.3.

The commutativity of dilation, combined with the distributivity of dilation over set union,
can be used to decompose a structuring element in several smaller ones, and compute the smaller
dilations in parallel on as many processors as the number of smaller structuring elements the
original structuring element was decomposed in. The final result can be obtained by taking the
union of the results, which can be performed in a number of steps which is logarithmic in the
number of processors used.

The duality property is useful in the sense that only algorithms for dilation need to be de-
veloped, since the erosion is simply the dilation of the background. It is possible to develop
algorithms for both erosion and dilation, using their specific properties, but generally this is
hardly worthwhile, since inverting an image is a very fast operation.

1.1.3 Opening and Closing

We already know that erosion and dilation are not each other’s inverse operations. This is easy
to see if we take an object like a disc with a very small hole (let us say, only one pixel) in its
interior, and we dilate the disc with a smaller disc. The result will be that the disc grows in
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size, but also the hole is filled. After erosion this disc will shrink again, but the small hole has
disappeared. For this reason, this sequence of operations is called astructural closing. The dual
operator, erosion followed by dilation, is called astructural opening. The structural opening of
a setX with a structuring elementY is denoted byOY(X) , while the corresponding closing is
denoted byCY(X). In the case of infix notation we use the symbols ‘◦’ and ‘•’, respectively.

OY(X) = X ◦Y = δY(εY(X))
CY(X) = X •Y = εY(δY(X))

Structural openings and closings, like erosion and dilation, have a geometrical interpretation:

OY(X) =
⋃

h,Yh⊆X

Yh, CY(X) =
⋂

h,X⊆(Y
∨

c)h

(Y
∨

c)h

In words, the structural opening ofX with structuring elementY is the union of translated sets
Yh that ‘fit’ within X. Similarly, the structural closing ofX with structuring elementY is the
intersection of translations of the reflection ofY in whichX ‘fits’. This interpretation is illustrated
in Fig. 1.3.

Just like dilation and erosion, structural openings and closings are dual operators:

OY(X) = (C
Y
∨ (Xc))c, X ◦Y = (Xc•Y

∨
)c

Structural opening and closing are examples ofalgebraic openings and closings, which are
operators on images that satisfy the following 3 axioms:

1. (Anti)extensive: Opening is anti-extensive, i.e. by opening a set the result can only become
smaller (O(X)⊆ X). Closing is extensive, i.e. by closing a set the result can only become
larger (X ⊆C(X)).

2. Idempotent: Repeating an opening or a closing does not change the result, i.e.O(O(X)) =
O(X), andC(C(X)) = C(X).

3. Increasing: If X ⊆Y, thenO(X)⊆O(Y), andC(X)⊆C(Y).

In chapter 4 algorithms for a special class, calledattribute openings and closings, is dis-
cussed. One of these openings is called an area opening, which removes objects based upon size
(i.e. number of pixels of an object), instead of using a structuring element.

1.1.4 Some Operators Based on Dilation and Erosion

Opening and closing are the most common operators which are solely based on dilations and
erosions. In this section some other commonly used operators are reviewed.

The hit-or-miss transformis a transformation which is used for template matching. The
transformation involves two template sets,B1 andB2, which are disjoint (see fig. 1.4). Template



8 1.1 Introduction to Mathematical Morphology

B1 =
• →↓•
• B2 =

• •
→↓ • A =

→↓ • •
• • • •
• • • •
• •
•

HM(A,B1,B2) =

→↓ •
•

Figure 1.4. Hit-or-miss transform.

B1 is used to match the foreground (objects), whileB2 is used to match the background of the
image. The hit-or-miss transformation is the intersection of the erosion of the foreground with
B1 and the erosion of the background withB2:

HM(A,B1,B2) = εB1(A)∩ εB2(A
c)

A conditional dilationof a setA by a structuring elementB using a mask setM is a repetition
of a dilation of the setA with the structuring elementB followed by an intersection with the
mask setM. The structuring element must contain the origin. This transformation can be used
to eliminate small noise objects from a setA by applying an erosion with a structuring element
which is large enough to remove the noise objects, without removing the objects of interest
completely (see Fig. 1.5). The result of this operation is conditionally dilated using the original
image as a mask set.

To define the conditional dilation,δB;M(A), of a setA by a structuring elementB and a mask
M, we first need to introduce the following recurrence:

A0 = A

An = δB(An−1)∩M

The conditional dilationδB;M(A) is now defined asδB;M(A) =
⋃∞

i=0Ai . For discrete sets, this
means thatδB;M(A) = Ak, wherek is the smallest integer such thatAk = Ak−1.

Themorphological edge detector∂B(A) of a setA with a symmetric convex structuring el-
ementB is defined as the set of pixels which are on the boundary of objects with respect to the
structuring elementB, i.e. ∂B(A) = A\εB(A). The operator results in thecontoursof the object,
which implies that∂B(A) ⊆ A. Several other edge detectors with different properties exist, e.g.
∂′B(A) = δB(A)\A so that∂′B(A)⊆ Ac, or ∂′′B(A) = δB(A)\εB(A).

1.1.5 Distance Transform

A distance transform maps a binary image to a grey-scale image. Therefore we first define the
notion of grey-scale images.

A grey-scale imageis a functionf : D→R, whereD⊆Rn, andR⊆R is a set of grey values.
A discrete (digital) grey-scale imageis a grey-scale image for whichD ⊆ Zn andR⊆ N, for
which there is a neighboring relation defined on the setD, as in the case of binary images. From
now on, we will omit the prefixdiscrete(or digital) and simply refer to grey-scale images. A
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(a) noisy image (b) filtered image using con-
ditional dilation

Figure 1.5. Noise removal using conditional dilation: let M be the noisy image, B a small disc,
and A= εB(M). The conditional dilationδB;M(A) is shown on the right.

binary image can be looked upon as a grey-scale image for whichR= {0,1}, although it is more
common in the morphology literature to look upon binary images as sets of object pixels.

Let D be a set of pixels, and letG= (D,E) (with E⊆D×D) be the corresponding neighbor-
hood graph (grid). Two pixelspandqare said to be neighboring pixels if and only if(p,q)∈E. A
pathπ of lengthl from p∈D to a pointq∈D is a sequence of pixelsπ = (p0 = p, p1, . . . , pl = q),
such that(pi , pi+1) ∈ E for all i ∈ {0, . . . , l −1}. The set of all paths fromp to q is denoted by
[p q], and the length of a pathπ is denoted byl(π). We defineπ = (p), to be the path of length
0 from p to itself.

The (discrete) distance d(p,q) between the pointsp andq is defined as the minimum of the
lengths of all paths fromp to q, i.e.

d(p,q) = min
π∈[p q]

l(π).

With some overloading of notation, the distance between a pointp and a setA⊆ D is defined as

d(p,A) = min
a∈A

d(p,a).

In most practical cases, the gridG is simply the 4- or 8-connected grid. In the case of the 4-
connected grid, the corresponding distance is called thecity-blockor Manhattandistance, in the
case of the 8-connected grid it is called thechess-board distance.

Let A⊆D be a binary image. Thedistance transformof A is the mappingDT : D→N which
associates to each pointp∈ D the distance ofp to the background ofA (i.e.Ac),

DT(p) = d(p,Ac)

Notice that the resulting image is a grey-value imageDT, for which DT(p) = 0, for all
background pixelsp. An efficient algorithm to compute any of these discrete distance transforms,
as well as the (continuous) Euclidean distance transform, is discussed in chapter 2.
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1.1.6 Skeletons

A skeleton is a line representation of an object. In the literature there is a large number of
(different) definitions of a skeleton. A skeleton could be described as a reduced description of
an object, that has some preferred properties. These properties usually contradict each other,
resulting in different definitions depending on the properties selected.

Informally, one could say that a skeleton should have the following properties:

• a skeleton ought to be one pixel thick,

• a skeleton should pass through the “middle” of the object, and

• a skeleton must preserve the topology of the object.

It is clear that these requirements cannot always be met. For example, a discrete set which
contains a line which is two pixels thick can not have a skeleton which passes through the middle
of the object, since pixels have integer coordinates.

A simple method to obtain the skeleton of a binary object, is to compute the crest lines of
its distance transform. In the continuous case, i.e. the image domain isR2, using the Euclidean
metric this yields a connected skeleton. In the discrete case, however, this method tends to create
very disconnected skeletons.

Lantúejoul (cf. [47]) introduced an iterative scheme to construct a skeleton of a discrete set
A⊆D. Let⊕nB denote the iterated dilation of a setB, i.e.⊕0B = {0}, and⊕nB = (⊕n−1B)⊕B.

Thek-th skeleton subset SB,k(A) of a setA using a structuring elementB is defined as

SB,k(A) = ε⊕kB(A)\OB(ε⊕kB(A)) = (A	 (⊕kB))\((A	 (⊕kB))◦B), k∈ N.

The structuring elementB must be chosen such that it approximates a circular disc, i.e. it
must be convex, bounded and symmetric. LetK be the smallest integerk such thatSB,k = /0. The
morphological skeleton SB(A) of the setA using the structuring elementB is defined as:

SB(A) =
K⋃

k=0

SB,k(A)

When all the skeleton subsets are known, the original setA can be reconstructed using

A =
K⋃

k=0

SB,k(A)⊕ (⊕kB)

A compact representation of the skeleton subsets can be obtained using a grey-scale image
sk: D→ N, defined as

sk(p) =
{

k+1 i f p ∈ SB,k(A)
0 otherwise
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Figure 1.6. Top: a one-dimensional function f (left), and its umbra U( f ) (right). Middle: a
structuring element g (left), and its umbra U(g) (right). Bottom: binary dilation U( f )⊕U(g)
(left), and the grey-value dilation T(U( f )⊕U(g)) (right).

Note that the skeleton sets are disjoint, thereforesk is a proper function. A useful property of
the skeleton setsSB,k(A) is that we can obtain the opening ofA with structuring element⊕nB by
partial reconstruction, by omitting the firstn skeleton sets, i.e.

O⊕nB(A) =
K⋃

k=n

SB,k(A)⊕ (⊕kB)

1.1.7 Grey Scale Morphology

Thus far, all operators took their arguments from the set of binary images. In this subsection, the
domain of the operators is extended to allow grey-scale images as well. The approach followed
is to transform grey-scale images into sets, apply the operators from binary morphology and
transform the result back into a grey-scale image. This process is purely of theoretical value,
since in practice grey-scale morphological operators are implemented directly, and not via this
indirect process. Besides, in the case of grey-scale images with a continuous domain and range,
this approach invokes mathematical difficulties.

Let f : D→Rbe a grey-scale image. Theumbra set U( f ) (umbra is Latin for shadow) of the
function f is defined as

U( f ) = {(p, r) ∈ D×R| r ≤ f (p)}

A setU ⊆ D×R is called an umbra if and only if∀((p, r) ∈U, r ′ ∈ R : r ′ ≤ r ⇒ (p, r ′) ∈U).
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Figure 1.7. Left: grey scale image. Right: upper left: grey scale dilation; upper right: grey
scale erosion; lower left: grey scale opening; lower right: grey scale closing.

The top function is the inverse of the umbra function. For an umbraU ⊆ D×R, the top
functionT : D×R→ (D→ R) is defined as

(T(U))(p) = max
(p,r)∈U

r

Using the top and umbra function we can define grey value dilation and erosion. First we
associate an umbra to the input image and the structuring element. Then we apply the binary
dilation (or erosion) on the umbra. The result again will be an umbra, on which we apply the top
function to transform the result back into a grey-scale image.

In order to avoid confusion with the binary operators, we use the symbols⊕ and	 for the
grey-value dilation and erosion respectively. The grey-value dilation and erosion are defined as:

f⊕g = T(U( f )⊕U(g))
f	g = T(U( f )	U(g))

In practice, the umbra and top functions are not used. These functions are only useful to
show that properties of the binary operators are inherited by the grey-scale equivalents. For the
grey-scale dilation and erosion of two functionsf ,g : D→ R, one can show that

( f⊕g)(p) = max{ f (p−d)+g(d) |d ∈ D, p−d ∈ D},
( f	g)(p) = min{ f (p+d)−g(d) |d ∈ D, p+d ∈ D}.

The reflection f
∨

of a grey-value functionf is defined asf
∨
(p) = − f (−p). Using the umbra,

top, and reflection operator, all properties of binary dilation and erosion are inherited by the
grey-scale dilation and erosion. In the same way as in the binary case, other grey-scale operators
like opening and closing are built upon the grey-scale erosion and dilation. The operators set-
intersection (∩) and set-union (∪) have been replaced by the operators min and max respectively.
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Figure 1.8. Left: distributed memory architecture. Right: shared memory architecture.

For example, the grey-scale opening (◦) and closing (•) are defined as (see Fig. 1.7):

f◦g = ( f	g)⊕g

f•g = ( f⊕g)	g

Since most properties of binary operators are inherited by the corresponding grey-scale oper-
ator, there is no need to use explicitly a different symbol for grey-scale morphological operators.
From the type of the arguments of the operator, it is clear whether we mean an operator which is
applied to binary arguments, or it is an operator which is applied to grey-scale arguments.

1.2 Introduction to Parallel Computing

The evident goal of the use of parallel computers is to speed up computations by using multiple
CPUs, or to perform larger computations which are not possible on a single processor machine.
In general we can divide parallel computing architectures in two main classes with respect to
memory layout. The first is the class ofdistributed memory machines. The second class is that
of shared memory machines(see fig. 1.8).

1.2.1 Distributed Memory Machines

In distributed memory machines, each processor has its own local memory and memory cache.
All variables of a program areprivate, i.e. they live in the local memory (or cache) of a proces-
sor. If one processor requires data contained in another processor’s memory, messages must be
passed between them through some interconnection network. This network can be a LAN (Local
Area Network) in the case of a cluster of workstations, as well as a dedicated network inside a
massively parallel system. For communication between processors a message passing library is
used. Two commonly used libraries are MPI (Message Passing Interface, see [34, 70]) or PVM
(Parallel Virtual Machine, see [77]). Typically, a single program is run on each processor. Each
process owns a private integer variable, which designates its process number. Using this identi-
fication, a process can decide which actions to take. For example, if a process has identification
number 0, it may behave as a master process, while all other processes will act as a slave process.
The programming model in which each processor runs the same program and acts on its own lo-
cal memory is sometimes calledSPMD, which is an abbreviation forSingle Program Multiple
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Data. Although some message passing programs are discussed in this thesis, the main focus is
on shared memory architectures.

1.2.2 Shared Memory Architectures

In shared memory machines, every processor has access to all of the memory, i.e. , there is a
shared address space. In this configuration, it must be assured that processors do not simultane-
ously access regions of memory in such a way that errors would occur.

Symmetric Multiprocessing (SMP) refers to the paradigm used in programming shared mem-
ory systems. In SMP-programs all processes have full and equal functionality. The term SMP is
often used synonymously with ”shared memory”.

Concurrencyis the word used to describe independence between a number of actions, such
as the execution of a number of instructions simultaneously. Usually in this context a process
is called athreador a light weight process. It is light weight in the sense that it shares its data-
space as well as its program code with the process that created it. Therefore an operating system
(like UNIX) does not have to create (or replicate) a data space for a thread at initialization, since
it is inherited from the process that created the thread. A commonly used function library that
provides the programmer with tools to create and synchronize threads is the POSIX pthreads
library (see [20,41,43]).

With a program composed of many concurrent threads, we lose the convenience offered by
the determinism of sequential programs. The result of the following program fragment in which
two threadsP andQ run concurrently cannot be simply deduced from reading it. Variables which
are declared outside the scope of a thread areshared variables, while variables declared within
the scope of a thread areprivate variables. All threads can access all shared variables, while
each thread can only access its own private variables.

var x : integer;(∗ initially x = 1 ∗)

thread P;
var y : integer;
y := x; y := y+1; x := y;

end;

thread Q;
var y : integer;
y := x; y := 3∗y; x := y;

end;

Let us assume that each assignment is anatomic(or indivisible) operation, i.e. it does not interfere
with any other statement. This way, a concurrent execution of the program can be regarded as
a sequential interleaving of the statements. If we label the three assignments of threadP with
a, b, andc, and those of threadQ with d, e, and f , then each interleaving of these letters in
which a precedesb, b precedesc, d precedese, ande precedesf , is a possible execution of the
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program. Such a possible execution is called atrace. The number of possible traces increases
very rapidly with the number of statements of a program. This simple example consisting of six
assignments gives rise to no less than 20 traces, yielding four possible outcomes. After execution
of the program the value of the shared variablex can be 2, 3, 4, or 6, depending on the order of
execution of each thread, as can be seen in the following table:

trace x trace x trace x trace x trace x
abcdef 6 adbcef 3 dabecf 3 abdefc 2 adefbc 2
defabc 4 adbecf 3 daebcf 3 daefbc 2 adbefc 2
abdecf 3 adebcf 3 deabcf 3 dabefc 2 adebfc 2
abdcef 3 dabcef 3 deabfc 2 daebfc 2 deafbc 2

Besides the fact that assignments are in practice not atomic actions, it is clearly not feasible to
verify all possible traces of larger concurrent programs. Fortunately, primitives are available that
allow to make regions of code atomic. These regions are usually calledcritical sections. These
sections are areas of code that access shared variables, and must therefore be performed under
mutual exclusion, i.e. no two threads are allowed to be in the same critical section simultaneously.

1.2.2.1 Mutexes

Critical sections can be made using a synchronization primitive, called amutex. A mutex serial-
izes the execution of a program. It can be regarded as a shared integer variable, which is either
-1, or a positive number indicating a thread number. Mutexes have two basic operations,lock
andunlock. A mutex is unlocked if it has the value -1. If a thread callslock on an unlocked
mutex, the mutex locks (is set to the identification number of the thread) and the thread contin-
ues. If however the mutex is locked, the thread blocks until the thread ‘owning’ the lock calls
unlock. It is regarded an error if a thread that does not own a mutex performs anunlock on
it. The operationslock andunlock are atomic operations on mutexes, and are provided by the
operating system.

1.2.2.2 Condition Variables

Besides a primitive for guarding critical sections, we usually also need some mechanism to
suspend execution until some predicate holds. For example, it might be necessary to suspend
the execution of a thread that tries to retrieve data from an empty queue, until some other thread
inserts data and signals it to continue. This type of synchronization can be implemented by
means ofcondition variables.

Two operations are allowed on a condition variable:wait andsignal. The wait operation
suspends the calling thread, while asignal operation wakes a thread which is suspended on the
condition variable. A condition variable is associated with a mutex, to avoid the race condition
where a thread prepares to wait on a condition variable and another thread signals the condition
just before the first thread actually waits on it. A thread that owns the mutex (i.e. it has locked the
mutex), can decide upon inspection of shared data that it cannot continue. In this case, it suspends
itself by callingwait(c,m), wherec denotes the condition variable, andm the associated mutex.
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procedurebarrier (self: integer; N : integer);
lock (mut);

cnt := cnt+1;
if cnt = N then

cnt := 0; (∗ reset counter for re-use∗)
forall t ∈ [0..N)\{self} do
signal(cv[t]);

end forall;
else

wait(cv[self],mut);
end if;

unlock (mut);
end;

Figure 1.9. Implementation of a barrier using condition variables. The number of threads is
denoted by N, while self denotes the identification number of each thread (0≤ self < N).

A thread is only allowed to callwait on a condition variable when it owns the associated mutex.
Upon suspension of a thread, the mutexm is unlocked. Unlocking the mutex and suspending on
the condition variable is done atomically. This guarantees that the condition cannot be signaled
between unlocking the mutex and starting to wait on the condition variable.

Any other thread can wake up the suspended thread by callingsignal(c). This is typically the
case if the waking thread modified shared data, like inserting data in a shared queue. A thread
that is signalled, atomically (re)locks the associated mutex, and can resume execution. When
two or more threads are suspended on a condition variable, only one thread is woken up. When
no threads are suspended on the condition variable, the signal is ignored.

The POSIX implementation of condition variables allow a waiting thread to wake up without
any thread signaling it. These cases are supposed to be rare, and are calledspurious wake-ups.
Spurious wake-ups are allowed for reasons of efficiency. Building a fully safe signal mechanism
is argued to be too expensive in practice, while signaled threads should verify if the condition
they were waiting for still holds once they are woken up anyway. If the condition does not hold,
the thread should reenter a wait state. In practice this means that after eachwait a thread should
retest, and wait again if necessary. In the remainder of this thesis we assume that the combination
of wait andsignal does not suffer from spurious wake-ups. The reader should however realize
that in actual implementations of the pseudo-codes presented here retesting is necessary.

1.2.2.3 Barriers

Using mutexes and condition variables it is easy to build another very useful synchronization
primitive, called abarrier. A barrier is a so-called collective operation, i.e. all threads take part
in it. A barrier is a routine which gets called by all threads. Each thread, except the last, gets
suspended. When the last thread arrives, all other threads are released. A barrier is typically a
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useful primitive in algorithms that consist of a sequence of stages. Each stage can be executed
concurrently, however a next stage should not be started until all threads completed the current
one. A typical example of a situation where a barrier can be useful is found in chapter 2, where
an algorithm for distance transforms is discussed. The algorithm consists of two phases, that
need to be separated by a barrier.

A barrier can be implemented by means of a shared variablecnt that acts as a counter, which
reflects the number of threads that are suspended on the barrier. Hence,cnt is initialized as 0.
The counter is protected by a mutexmut. A thread that reaches the barrier locks the mutex, and
incrementscnt. Let N be the number of threads. Ifcnt has not reachedN the thread suspends
itself by waiting on a condition variable. For this purpose, we introduce an arraycv[0..N) of
condition variables. Threadi can suspend itself by callingwait(cv[i],mut). The last thread that
arrives at the barrier detects that (after increment)cnt has reachedN, and wakes all other threads
by signaling their condition variables. Figure 1.9 shows an implementation of this procedure.

1.2.2.4 Semaphores

Another useful synchronization primitive is thesemaphore. A semaphore is a shared integer
variable that is set upon initialization. After that, it can never be accessed directly. However, there
are two operations to increment or decrement the value of the semaphore by one. Decrementing
is a (possibly) blocking function. If the resulting semaphore value is negative, the calling thread is
blocked, and cannot continue until some other thread increments it. Incrementing the semaphore
when it is negative causes one (and only one) of the threads blocked by this semaphore to become
unblocked and runnable. Semaphores were invented by the Dutch professor Edsger W. Dijkstra
(see [28]). He dubbed the two operationsP andV. These names come from the Dutch words
‘Proberen’ (to test) and ‘Verhogen’ (to increment).

Semaphores can easily be implemented by means of mutexes and condition variables. We
implement a semaphore by means of a structure consisting of an integer variableval, a mutex
mut, and a condition variablecv. The operationP(s)decrementss.val. Whens.valhas becomes
less than zero, the thread that calledP(s) will get blocked by waiting on the condition variable,
and will remain so until another thread unblocks it by signaling the condition variable. This is
all done atomically. On the other hand,V(s) incrementss.val, and if this is less than or equal to
zero, then there is at least one other thread that is blocked ons. Exactly one of these threads gets
unblocked by signaling the condition variablecv. This implementation of semaphores and their
corresponding operations by means of mutexes and condition variables is shown in figure 1.10.

There is a variant of the semaphore called abinary semaphore. A binary semaphore is much
like a normal semaphore except that the integer can only assume the values of 0 and 1. They are
usually implemented so that threads attempting to lock a semaphore whose value is zero simply
block until the value is 1, then they unblock and set it to zero. A binary semaphore resembles
a mutex, however it can be unlocked by any thread. Just like signaling a condition variable on
which no threads are suspended, aV-operation is ignored if the value of the semaphore is 1.
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type semaphore= record
val : integer;
mut: mutex; (∗ initially unlocked∗)
cv : condition variable;

end;

procedure initSemaphore(val : integer;var s : semaphore);
s.val:= val;

end;

procedureP(var s : semaphore);
lock (s.mut);
s.val:= s.val- 1;
if s.val< 0 then wait(s.cv, s.mut);
unlock (s.mut);

end;

procedureV(var s : semaphore);
lock (s.mut);
s.val:= s.val+ 1;
if s.val<= 0 then signal(s.cv);
unlock (s.mut);

end;

Figure 1.10. Implementation of semaphores and the corresponding operations P and V.

1.2.3 Speedup and Efficiency

The quality of an algorithm is hard to define. It is evident that an algorithm must becorrect,
i.e. it meets its specification. Besides this requirement, one can come up with several other
requirements, like efficiency, portability, scalability, elegance, and modularity. In this thesis we
are mainly concerned with the correctness and efficiency of parallel algorithms. An important
measure for the quality of a parallel program is itsspeedup. The speedup of an algorithm using
p processors is the ratio of the time needed to run the algorithm on one processor (T1) and the
time needed to run the algorithm usingp processors (Tp), i.e.

Sp = T1/Tp.

Note that the timesTi are so calledwall clock times in seconds. Wall clock time is simply the
execution time of the program measured using e.g. a stopwatch. Note that this differs from what
is generally calledcpu-time, which is the accumulation of execution time over all processors. A
concurrent algorithm that keeps 2 CPUs active during execution has a cpu-time time that is twice
as large as its wall clock time.
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Ideally, the speedup obtained by usingp CPUs isp. This is calledlinear speedup. In practice,
linear speedup is hardly ever reached, since parallel programs spend time on synchronization,
communication, or contain sequential sections.

Another frequently used measure of performance is theefficiencyof a parallel program. The
efficiency of a program yields the same information as the speedup of a program, since it is
computed as

Ep = (Sp/p)×100%.

1.3 An Example: Concurrent dilation

In this section a simple example of a concurrent algorithm is presented. Its main purpose is to
get a better understanding of the concepts introduced in this chapter. The example chosen is an
algorithm for dilation of a binary image with the structuring elementC8 = {(i, j) | −1≤ i, j ≤ 1}
(see sect. 1.1.2, fig. 1.2). We represent the binary image by a shared array of integers, of which
the values are only 0 or 1.

var im[0..M-1,0..N-1] of integer;

Here,M andN denote the width and height of the image, respectively. A parallel algorithm
that addresses for each foreground pixel(i, j) all its 8-connected neighbors, and sets them to
foreground as well, requires a second output image, where a mutex is necessary to protect each
pixel to be set by two or more threads at the same time. Such a direct implementation would
yield a fully serialized program where all threads are competing for the mutex. The execution
time would at best be the same as execution on a single CPU, but is likely to be much worse.

A better approach is to use the decomposition theorem from section 1.1.2, which states that

X⊕{(i, j) | −1≤ i, j ≤ 1}= X⊕{(i,0) | −1≤ i ≤ 1}⊕{(0, j) | −1≤ j ≤ 1}.

In words, we can first perform a dilation in a row-wise fashion, followed by a dilation which
is performed column-wise. In both stages the dilation per row (column) is independent of the
dilation of any other row (column). This is the key to an effective concurrent algorithm. We
introduce two shared integer variablesrow andcol which are both initialized to 0. They denote
(in the corresponding phases), which row or column to process next. A mutexmut is introduced
to protect these two variables. In the first phase (row-wise dilation), each thread tries to lock the
mutex. When it succeeds, it copies the current value ofrow in a private (i.e. non-shared) variable
r, incrementsrow, and unlocks the mutex. After this, the thread inspects the value of the private
variabler. If r < M the thread performs a horizontal dilation of rowr, after which it will request
for a new row to process. Ifr ≥ M all rows have been allotted to threads, and thus the thread
waits until all other threads have finished processing their last row, by calling a barrier. When all
threads are released from the barrier, a similar procedure for the columns is started. This analysis
yields the concurrent algorithm presented in fig. 1.11.

Just like in the naive algorithm a mutex is used. However this mutex is not used to guard
accesses to the pixels of the image, but guards the variablesrow andcol. These variables are
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var row, col; (∗ shared, initially 0∗);

function getTask(var s : intger) : integer;
var t : integer;

lock (mut);
t := s;
s := s + 1;
unlock (mut);
return t;

end;

proceduredilate8×8 (var im : array [0..M-1,0..N-1]of integer);
var r, c : integer;

(∗ horizontal phase∗)
r := getTask(row);
while r < M do

for c := 0 to N-2 do
if im[r,c] = 0 ∧ im[r,c+1] = 1 then im[r,c] = 1;

endfor;
for c := N-1downto 1 do

if im[r,c] = 0 ∧ im[r,c-1] = 1 then im[r,c] = 1;
endfor;
r := getTask(row);

endwhile;
(∗ all threads need to finish before we start a vertical phase∗)
barrier (self, nthreads);
(∗ vertical phase∗)
c := getTask(column);
while c < N do

for r := 0 to M-2 do
if im[r,c] = 0 ∧ im[r+1,c] = 1 then im[r,c] = 1;

endfor;
for r := M-1 downto 1 do

if im[r,c] = 0 ∧ im[r-1,c] = 1 then im[r,c] = 1;
endfor;
c := getTask(column);

endwhile;
(∗ wait for all threads to finish∗)
barrier (self, nthreads);
end;

Figure 1.11. Code fragment of a concurrent algorithm implementing a binary dilation with
structuring element C8 = {(i, j)|−1≤ i, j ≤ 1}.
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much less frequently accessed, so the chance of several threads accessing the same mutex at the
same time has reduced significantly. Besides, the critical section guarded by the mutex is very
small. It consists of only two assignments, while processing of 8 neighboring pixels in a critical
section takes more time. The smaller a critical section, the less time a thread spends in it. Hence,
smaller critical sections lead to a smaller chance on contention.

Note that the decision which thread should process which row (column) is decided at run-
time, i.e. the data distribution isdynamic. We could easily do without the mutex, and use a fixed
distribution. LetT be the number of threads. We could decide that threadi (0≤ i < T) processes
rows from the interval[i ∗ M

T ,(i +1)∗ M
T ), and columns from the interval[i ∗ N

T ,(i +1)∗ N
T ). This

distribution is calledstatic. Using a static distribution we do not need the mutex, but still need
the two barriers. Both distributions have their advantages. The static distribution does not need
the mutex, and thus contention on it is not possible. However, if the amount of work per domain
is not about equal,load imbalancemight occur, and thus the program is slowed down by the
thread taking the longest time to finish its task. This load imbalance is automatically solved in
the case of a dynamic distribution, at the price of possible contention on the mutex. Especially if
the amount of work per task gets larger, dynamic distribution pays off.

In this particular example, the amount of work per row (column) is linear in the number of
pixels, and hardly depends on the content of the image. Therefore, in this case a static distribution
would suffice, but for demonstration purposes a dynamic distribution was chosen.

1.4 Thesis organization

This thesis deals with algorithms for morphological image processing. The focus is on design
of efficient sequential algorithms, and their parallelization for concurrent execution on shared
memory architectures. The chapters 2, 3, 4, and 6, consist of published refereed papers ( [40,
54, 57, 80]). I have decided to leave them as they are, even though this results in some overlap
between the chapters. These papers have been published in cooperation with J.B.T.M. Roerdink,
W.H. Hesselink, M.H.F. Wilkinson, and C. Bron.

Chapter 2 discusses a general algorithm for computing distance transforms in linear time.
The algorithm is general in the sense that several metrics can be used. The metrics discussed
in this chapter are the Manhattan metric, the chess board metric, and the Euclidean metric. The
algorithm consists of two phases, each of which consists of two scans. In the first phase the
pixels are processed column-wise, while in the second phase pixels are processed row-wise. The
computation per row (column) is independent on the computation in any other row (column),
yielding a very efficient parallel algorithm that runs in linear time.

Chapter 3 discusses the design of a parallel algorithm for the determination of the connected
components of an image. Usually, connected components are determined using a region-growing
algorithm that uses a FIFO-queue. Such region-growing algorithms are hard to parallelize.
Therefore, an algorithm based on Tarjan’sUNION-FIND algorithm (cf. [88]) is used, which is
easier to parallelize. After presentation of the sequential algorithm, it is distributed using the
message passing paradigm. Next, the message passing is eliminated and replaced by shared
memory constructs. Especially for the processing of large images and 3D data sets, the parallel
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algorithm shows nearly linear speedup.
In chapter 4 a comparison is made between three algorithms for connected set opening and

closing. One of the simplest examples of this class of operators is the area opening, which is
the example used throughout the chapter. An area opening removes objects which have an area
smaller than a filter parameterλ. The grey value of each pixelp is lowered to the highest valueh
such that the connected component of the binary image obtained by thresholding at levelh has an
area at leastλ. Two known algorithms from the literature and a new algorithm are compared. The
first is a priority queue based algorithm published by Vincent (cf. [98,99]). The second algorithm
published by Salembier et al. (cf. [83]) uses a hierarchical queue to build a tree structure called
a Max-tree. Once this tree is constructed, filtering can be performed on the tree structure. The
third algorithm by Meijster and Wilkinson (cf. [57]) uses a variation of Tarjan’sUNION-FIND

algorithm, in which connected components are represented using disjoint sets, while attributes
(like area) are maintained on the fly. From experiments we can conclude that the latter algorithm
is the fastest in the case we need to perform an opening (or closing) with a givenλ. However,
if we wish to filter the dataset using several values for the parameterλ, the Max-tree approach
is more suitable, since it allows to compute a Max-tree only once, while the filtering can be
performed as many times as we wish. Besides, the filtering phase takes much less time than the
construction of the tree, yielding the possibility to do interactive filtering and visualization. This
is the topic discussed in chapter 5.

In chapter 6 a critical review of several definitions of the watershed transform is presented.
None of the definitions turn out to be equivalent with any of the other definitions. Several im-
plementations of sequential and parallel watershed algorithms are discussed, including the ones
proposed by Meijster and Roerdink (cf. [51–53]). Several authors have published algorithms for
which they claim that they implement one of the definitions, but some of these algorithms turn
out to be not fully correct. This is usually due to scanning order, i.e. the order in which pixels are
processed. For example, rotating and image by 180 degrees, computing its watershed, and rotate
the result back, does not always yield the same result as computing the watershed of the image
directly, as it ought to be. This scanning order problem is even more severe if we try to implement
concurrent algorithms for the watershed transform. Besides, the watershed is a so called global
operation, i.e. the output value of a pixel depends on the input values of several (possibly all)
pixels in the input image, which makes concurrent computation even harder. Therefore, several
authors (including ourselves) have introduced new watershed definitions that can be computed
in parallel.

Chapter 7 gives some concluding remarks and a summary of the contents of this thesis.
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Chapter 2

A General Algorithm for Computing
Distance Transforms in Linear Time

Abstract

A general algorithm for computing distance transforms of digital images is presented. The
algorithm consists of two phases. Both phases consist of two scans, a forward and a back-
ward scan. The first phase scans the image column-wise, while the second phase scans the
image row-wise. Since the computation per row (column) is independent of the computation
of other rows (columns), the algorithm can be easily parallelized on shared memory com-
puters. The algorithm can be used for the computation of the exact Euclidean, Manhattan
(L1 norm), and chessboard distance (L∞ norm) transforms.

2.1 Introduction

Distance transforms play an important role in many morphological image processing applica-
tions. They have been extensively studied and used in computational geometry, image pro-
cessing, computer graphics and pattern recognition, e.g., [17, 18, 25, 81]. The two-dimensional
distance transform can be described as follows. LetB be a set of grid points taken from a rect-
angular grid of sizem×n. The problem is to assign to every grid point(x,y) the distance to the
nearest point inB. If we use the Euclidean metric for computing distances, and representB by a
boolean arrayb[·, ·], we thus want to compute the two dimensional arraydt[x,y] =

√
EDT(x,y),

where

EDT(x,y) = MIN(i, j : 0≤ i < m∧0≤ j < n∧b[i, j] : (x− i)2 +(y− j)2).

Here we use the notationMIN(k : P(k) : f (k)) for the minimal value off (k) wherek ranges over
all values that satisfyP(k).

Since the exact Euclidean distance transform is often regarded as too computationally inten-
sive, several algorithms have been proposed that use some mask which is swept over the image in
two scans, to compute approximations like the Manhattan (city-block) distance, the chessboard
distance, or chamfer distances (see [17,18,25,81]). The time complexity is linear in the number
of pixels of the image (i.e.O(m×n)), but it does not yield the exact Euclidean distance, which
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is required for some applications. Another drawback of these algorithms is that they are hard to
parallelize for execution on parallel computers since previously computed results are propagated
during the computation, making the process highly sequential. A recursive algorithm of order
mnlogm for the exactEDT is given in [45]. In [75] a recursive algorithm of ordermn for the
exactEDT is given by reducing the problem to a matrix search algorithm.

In this chapter, which is based upon [54], we present an algorithm that also computes distance
transforms in linear time, is simpler and more efficient than [75], and is easy to parallelize. It
can compute the Euclidean (EDT), the Manhattan (MDT), and the chessboard distance (CDT)
transform, defined by

EDT(x,y) = MIN(i, j : 0≤ i < m∧0≤ j < n∧b[i, j] : (x− i)2 +(y− j)2),
MDT(x,y) = MIN(i, j : 0≤ i < m∧0≤ j < n∧b[i, j] : |x− i|+ |y− j|),
CDT(x,y) = MIN(i, j : 0≤ i < m∧0≤ j < n∧b[i, j] : |x− i|max |y− j|).

If we define the minimum of the empty set to be∞, and use the rulez+∞ = ∞ for all z, we find
with some calculation

EDT(x,y) = MIN(i : 0≤ i < m : (x− i)2 +G(i,y)2),
MDT(x,y) = MIN(i : 0≤ i < m : |x− i|+G(i,y)),
CDT(x,y) = MIN(i : 0≤ i < m : |x− i|max G(i,y)),

whereG(i,y) = MIN( j : 0≤ j < n∧ b[i, j] : |y− j|).
The algorithm can be summarized as follows. In a first phase each columnCx (defined by

points(x,y) with x fixed) is separately scanned. For each point(x,y) onCx, the distanceG(x,y)
of (x,y) to the nearest points ofCx∩B is determined. In a second phase each rowRy (defined by
points(x,y) with y fixed) is separately scanned, and for each point(x,y) on Ry the minimum of
(x− x′)2 + G(x′,y)2 for EDT, |x− x′|+ G(x′,y) for MDT, and|x− x′|max G(x′,y) for CDT is
determined, where(x′,y) ranges over rowRy.

2.2 The first phase

The object of the first phase is to determine the functionG. We first observe that we can splitG
into two functionsGT (top) andGB (bottom), such thatG(i,y) = GT(i,y) min GB(i,y), where

GT(i,y) = MIN( j : 0≤ j ≤ y∧b[i, j] : y− j)
GB(i,y) = MIN( j : y≤ j < n∧b[i, j] : j−y)

We start with the computation ofGT by introducing an arrayg to store its values. It is easy to see
thatGT(i,y) = 0 if b[i,y] holds, and that, otherwise,GT(i,y) = GT(i,y−1)+1 (or ∞ if y = 0).
We can therefore computeg[x,y] := GT(x,y) using onlyg[x,y−1] in a simple column scan from
top to bottom. Similarly, we findGB(i,y) = GB(i,y+1)+1. The second scan runs from bottom
to top, and computesG(x,y) directly, usingGT from the previous scan, andGB from the current
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forall x∈ [0..m−1] do
(∗ scan 1∗)
if b[x,0] then
g[x,0] := 0

else
g[x,0] := ∞;

endif
for y := 1 to n−1 do

if b[x,y] then
g[x,y] := 0

else
g[x,y] := 1+g[x,y−1];

endif
(∗ scan 2∗)
for y := n−2 downto 0 do

if g[x,y+1] < g[x,y] then
g[x,y] := (1+g[x,y+1])

endif
end forall

Figure 2.1. Program fragment for the first phase.

one. After some simplification, this results in the code fragment given in Fig. 2.1. Clearly, the
time complexity is linear in the number of pixels (i.e.O(m×n)). In actual implementations it is
convenient to replace∞ by m+n, since all distances in the images are less thanm+n if the set
B is non-empty.

2.3 The second phase

In the second phase we want to computeEDT, MDT, or CDT row by row, i.e. for allx with
fixed y. Therefore, in this section we regardy as a constant and omit it as a parameter in auxil-
iary functions, and introduceg(i) = G(i,y). Instead of developing an algorithm for each metric
separately, we aim at a more general algorithm for

DT(x,y) = MIN(i : 0≤ i < m : f (x, i)). (2.1)

The choice of the functionf depends on the metric we wish to use, i.e.

f (x, i) =

 (x− i)2 +g(i)2 for EDT,
|x− i|+g(i) for MDT,
|x− i|max g(i) for CDT.

It is helpful to introduce a geometrical interpretation of the minimization problem of Eq. 2.1.
For anyi with 0≤ i < m, denote byFi the functionx 7→ f (x, i) on the real interval[0,m− 1].
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Figure 2.2. DT as the lower envelope (solid line) of curves Fi , 0≤ i < m (dotted lines). The
dashed vertical lines indicate the transitions between regions.

We call i the index of Fi . In the case ofEDT, the graph ofFi is a parabola with vertex at
(i,g(i)). In the case ofMDT the parabolas are replaced by V-shaped approximations, while in
the case ofCDT we deal with ‘topped off’ V-shaped approximations (see Fig. 2.2). We can
interpretDT geometrically as thelower envelopeof the collection{Fi |0 ≤ i < m} evaluated
at integer coordinates, cf. Fig. 2.2. The lower envelopes consist of a number of consecutive
curve segments, whose index we denote bys[0],s[1], . . . ,s[q] counting from left to right. The
projections of the segments on thex-axis are calledregions, and form a partition of the interval
[0,m) by consecutive segments. The computation ofDT now consists of two scans. In a forward
(left-to-right) scan the set of regions is determined using an incremental algorithm. In a backward
(right-to-left) scan the valuesDT(x,y) are trivially computed for allx.

We start by replacing the upper boundm in (2.1) by a variableu and define

FL(x,u) = MIN(i : 0≤ i < u : f (x, i)).

The geometric interpretation is that we restrict the setB to the half plane to the left ofu. Clearly,
DT(x,y) = FL(x,m).

For given upper boundu> 0, we define an indexh to be aminimizeratx if, in the expression
for FL(x,u), the minimal value off (x, i) occurs ath. In general,x may have more than one
minimizer. Theleast minimizer H(x,u) of x w.r.t. u is defined as the least indexh with 0≤ h< u
such thatf (x,h)≤ f (x, i) for all i in the same range, i.e.

H(x,u) = MIN(h : 0≤ h < u∧∀(i : 0≤ i < u : f (x,h)≤ f (x, i)) : h). (2.2)

We clearly haveFL(x,u) = f (x,H(x,u)), henceDT(x,y) = f (x,H(x,m)). Therefore, the prob-
lem reduces to the computation ofH(x,m).

We consider the setsS(u) of the least minimizers that occur during the scan from left to right,
and the setsT(h,u) of points with the same least minimizerh. We thus define

S(u) = {H(x,u) |0≤ x < m} , (2.3)

T(h,u) = {x| 0≤ x < m ∧ H(x,u) = h } if 0 ≤ h < u.
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Figure 2.3. Location of Fu (dashed curve) w.r.t. the lower envelope (solid line).

Clearly,S(u) is a nonempty subset of[0,u), andS(u) = {h|T(h,u) 6= /0}. We define theregions
for u to be the setsT(h,u) that are nonempty. It is easy to see that the regions foru form a
partition of[0,m).

The aim is the case whereu = m. Indeed, forx∈ T(h,m), we haveH(x,m) = h and hence
DT(x,y) = f (x,h). The second phase of the algorithm therefore consists of two scans: scan 3
computes the partition of[0,m) that consists of the regions form and scan 4 uses these regions
to compute DT. For givenu, only the curves with indices from 0 tou−1 are taken into account.
The minimizer ofx corresponds to the index of the curve segment whose projection on the
horizontal axis containsx. Let the current lower envelope consist ofq+1 segments, i.e.S(u) =
{s[0],s[1], . . . ,s[q]}, with s[`] the index of thè -th segment. Consider what happens whenFu is
added. Three situations may occur:

(a) Fu is abovethe current lower envelope on[0,m−1], cf. Fig. 2.3(a). ThenS(u+1) = S(u),
since the setT(u,u+1) is empty.

(b) Fu is belowthe current lower envelope on[0,m−1], cf. Fig. 2.3(b). ThenS(u+1) = {u},
i.e., all old regions have disappeared, and there is one new regionT(u,u+1) = [0,m).

(c) Fu intersectsthe current lower envelope on[0,m−1], cf. Fig. 2.3(c). The current regions
will either shrink or disappear, and there is one new regionT(u,u+1).

We start searching from right to left for the current region which is intersected byFu. This
can be determined by comparing the values ofFu andF̀ at the begin pointt[`] of each current
region` = q,q−1, . . ., until we find the first̀ = `∗ such thatFu(t[`∗]) ≥ Fs[`∗](t[`∗]). ThenFu

is not the least minimizer att[`∗], and there must be an intersection ofFu with F̀ ∗ in region`∗.
Let x∗ be the horizontal coordinate of the intersection. If`∗ = q andx∗ ≥m we have case (a); if
`∗ < 0 we have case (b); otherwise case (c) pertains.

To find x∗, we introduce a functionSep, where Sep(i,u) is the first integer larger or equal
than the horizontal coordinate of the intersection point ofFu andFi with i < u, i.e.

Fi(x)≤ Fu(x) ⇔ x≤ Sep(i,u). (2.4)
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forall y∈ [0..n−1] do
q := 0; s[0] := 0; t[0] := 0;
for u := 1 to m−1 do (∗ scan 3∗)

while q≥ 0∧ f (t[q],s[q]) > f (t[q],u) do
q := q−1;

if q < 0 then
q := 0; s[0] := u

else
w := 1+Sep(s[q],u);
if w < m then
q := q+1; s[q] := u; t[q] := w

end if
end if

end for
for u := m−1 downto 0 do (∗ scan 4∗)

dt[u,y] := f (u,s[q]);
if u = t[q] then q := q−1

end for
end forall

Figure 2.4. Program fragments for the second phase.

We thus havex∗ = Sep(s[l∗],u). Clearly, the functionSepis dependent on which distance trans-
form we want to compute. In the next section we will derive the expressions for the functionSep,
but in the remainder of this section we simply assume thatSepis available.

We introduce an integer program variableu. It is convenient to representS(u) by an increas-
ing sequence of elements. Since the regions form a partition of[0,m) by consecutive segments,
we can represent them by the sequence of their least elements. According to the case analysis
above, the regions are to be adapted at their end. We can therefore implement these sequences in
two integer arrays,s andt, with an integer variableq as index of the end point.

We start with the forward scan, see scan 3 in Fig. 2.4. We haveS(1) = {0}, andT(0,1) =
[0,m), and thus start withq = 0, s[0] = 0, andt[0] = 0. In a loop, variableu is incremented, and
thus the representations ofSandT must be updated by means of the case analysis above.

To investigate the complexity of the forward scan, we consider the expressionq+2(m−u),
which is initially 2m. In every execution of the body of the outer loop (scan 3 in Fig. 2.4), and
also in every execution of the body of its inner loop, the value of the expression decreases. This
implies that the time complexity of the scan is linear inm. Note that, theaveragenumber of
iterations of the inner loop is at most two. The algorithm uses less than 2m comparisons off
values, and functionSepis evaluated less thanm times.

When the forward scan is finished, we have completely determined the partition of[0,m) in
regions. Given these regions, we can trivially computedt-values in a simple backward scan (see
scan 4 in Fig. 2.4).
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Figure 2.5. Cases for finding Sep for MDT.

2.4 Derivation of the function Sep

The derivation in the previous section was independent of the actual metric used. The functions
dependent on the metric aref andSep. In this section we compute expressions forSepfor EDT,
MDT, andCDT. The easiest isEDT. We find fori < u

Fi(x)≤ Fu(x)
⇔{definition ofFi , Fu}

(x− i)2 +g(i)2≤ (x−u)2 +g(u)2

⇔ {calculus;i < u; x is an integer}
x≤ (u2− i2 +g(u)2−g(i)2) div (2(u− i)).

Here, we denote integer division with rounding off towards zero bydiv. Thus, we find forEDT
that

Sep(i,u) = (u2− i2 +g(u)2−g(i)2) div (2(u− i)).

If we use the Manhattan metric, the analysis is slightly more complicated. Since we have to
deal with absolute values in the expressions, awkward case analysis is necessary if we want to
computeSepanalytically. Therefore we prefer a geometric argument. We have to consider three
cases (see Fig. 2.5).

If g(u) ≥ g(i)+ u− i, the graph ofFu lies entirely above the graph ofFi for all x, thus we
chooseSep(i,u) = ∞. If g(i) > g(u)+u− i, the graph ofFi lies entirely above the graph ofFu, so
Fi(x) ≤ Fu(x) for no x at all. Thus, we must choose Sep(i,u) = −∞ to satisfy (2.4). In all other
cases,Fu intersectsFi atx∗ = (g(u)−g(i)+u+ i)/2. So, if we want to computeMDT we use

Sep(i,u) =


∞ if g(u)≥ g(i)+u− i,
−∞ if g(i) > g(u)+u− i,
(g(u)−g(i)+u+ i) div 2 otherwise.

For the case ofCDT we have|x− i|max g(i) ≤ |x− u|max g(u). We consider two main
cases, which each can be split up in three sub-cases. First we consider the caseg(i)≤ g(u). From
Fig. 2.6(a)-(c), we see that the increasing segment ofFi (y = x− i) intersects the decreasing part
of Fu (y = u−x), or the constant part (y = g(u)). Let γ be the vertical coordinate corresponding
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Figure 2.6. Cases for finding Sep for CDT, whereγ = (u− i)/2. Cases (a)-(c): g(i) ≤ g(u).
Cases (d)-(f): g(i) > g(u).

with the middle ofi and u (x = (i + u)/2), i.e. γ = (u− i)/2. From Fig. 2.6(a), we see that
if g(i) ≤ γ∧ g(u) ≤ γ, we haveFi(x) ≤ Fu(x) if x ≤ (i + u)/2. From Fig. 2.6(b)-(c), we see
that the increasing part ofFi intersects the constant segment ofFu at i +g(u), and thus we have
Fi(x)≤ Fu(x) if x≤ i +g(u). Putting the three cases together, we can conclude

g(i)≤ g(u)⇒
(
Fi(x)≤ Fu(x)⇔ x≤ i +u

2
max (i +g(u))

)
.

The other main case isg(i) > g(u). Again, in Fig. 2.6(d), we see that ifg(i)≤ γ, the intersection
at(i+u)/2 is the separator. Ifg(i) > γ (see Fig. 2.6(e)-(f)), the horizontal segment ofFi intersects
the decreasing part ofFu at x = u−g(i). Just like in the previous case, we can put these cases
together. This results in the following expression forSep:

Sep(i,u) =
{

(i +g(u)) max ((i +u) div 2) if g(i)≤ g(u),
(u−g(i)) min ((i +u) div 2) otherwise.
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Table 2.1. Timing results in ms. From left to right: EDT, MDT, and CDT.

size p=1 p=2 p=3 p=4 p=1 p=2 p=3 p=4 p=1 p=2 p=3 p=4
256 12 7 5 4 11 6 4 3 12 6 4 3
512 69 35 25 19 63 34 24 17 67 35 25 18

1024 307 156 104 79 281 147 97 74 298 152 101 77
2048 1542 780 517 3891407 709 476 3571501 753 506 381
4096 6251 3137 2098 15775753 2886 1929 14516073 3053 2041 1530

2.5 Parallelization, timing results and conclusions

Since the computation per row (column) is independent of the computation on any other row
(column), the algorithm is well suited for parallelization on a shared memory machine. In the
first (second) phase, the columns (rows) are distributed over the processors. The two phases
must be separated by abarrier, which assures that all processors have completed the first phase
before any of them starts with the second phase. The theoretical time complexity of the parallel
algorithm forp processors (wherep≤m min n) is O(mn/p).

We ran experiments on an Intel Pentium III based shared memory parallel computer with 4
cpu’s, running at a 550MHz clock frequency. We performed time measurements using several
binary images, and found that the execution time is almost independent of image content, and
scales well w.r.t. the number of processors. This is as expected, since the amount of work per
row and column is almost the same. In table 2.1 the timings for square images are given forp= 1
to p = 4 processors. Note that the computation ofMDT andCDT is only slightly faster than the
exactEDT. We also implemented the sequential algorithm of [81] forCDT, and found that our
algorithm is less than a factor of 2 slower, which can easily be overcome by parallel processing.

The algorithm can be easily extended tod-dimensional distance transforms by separating the
problem intod phases, each solving a one-dimensional problem, as carried out above for the case
d = 2.
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Chapter 3

Concurrent Determination of Connected
Components

Abstract

The design is described of a parallel version of Tarjan’s algorithm for the determination
of equivalence classes in graphs that represent images. Distribution of the vertices of the
graph over a number of processes leads to a message passing algorithm. The algorithm is
mapped to a shared-memory architecture by means of POSIX threads. It is applied to the de-
termination of connected components in image processing. Experiments show a satisfactory
speedup for sufficiently large images.

3.1 Introduction

In many image processing applications, one of the first steps is to compute the connected compo-
nents of the image. For this purpose one usually takes the simple breadth first scanning algorithm,
which stems from the corresponding problem in graph theory. This algorithm has the disadvan-
tages that it requires a FIFO-queue the size of which is a priori unknown, and that it is hard to
parallelize. The number of pixels involved is often large, say more than a million, and for real-
time applications often several images must be processed per second. It is therefore important to
have an efficient parallel algorithm for this task. This is confirmed by the fact that there are many
articles on parallel image component labelling. Most of these articles aim at distributed memory
architectures, e.g., cf. [2,22,36].

Two classical sequential algorithms that explicitly use the fact that the graph is an image,
are given in [48, 82]. The main drawback of these algorithms is the use of a large equivalence
table. Inspired by these two algorithms and Tarjan’s disjoint set algorithm, [89], we here present
an algorithm that does not need such a large table, and that can elegantly be parallelized. The
sequential algorithm on itself is not new ( [32]), but as far as we know there does not exist a
parallel implementation of this algorithm, which is the main focus of this chapter. The algorithm
can be implemented on distributed as well as shared memory machines.

The algorithm determines a directed spanning forest for an undirected graph by placing links
that are not necessarily along the edges of the graph. It is meant for large graphs, the nodes
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of which are distributed over a relatively small number of processes, preferably in such a way
that most of the edges belong to only one process. In this respect, the situation differs from
settings as investigated in [49, 91], where the processes are in one-to-one correspondence with
the nodes. Indeed, a typical setting for our algorithm could be a medical application used by
medical specialists to analyse 3-D CT-volumes or MRI-volumes. In that case, the graph may
have in the order of 108 points and the computation can be distributed over, say, four up to
sixteen processors.

Although we are especially interested in the application to images, we present the algorithm
for general undirected graphs. The design goes through four stages. We first give a version of
Tarjan’s sequential algorithm, then distribute this over several processes with message passing.
This design is then mapped to a shared memory architecture by means of mutual exclusion and
synchronization. Finally, the mutual exclusion and synchronization are implemented by means
of POSIX thread primitives.

The resulting algorithm is a concurrent one in which the amount of communication is decided
at runtime. Such algorithms are very error prone. Our presentation may seem to focus on logic,
but that is not the case. Since we want a working algorithm, our focus is on correctness, i.e.,
preservation of invariants, avoidance of deadlock, and guarantee of progress. Logical formulae
are the only way to unambiguously express the properties needed.

Since we want to avoid unnecessary communication, we use no path compression beyond the
parts of the graph under control of a single process. If the vertices of the graph are distributed
randomly over the processes, this leads to bad worst case performance (i.e. quadratic in the
lengths of the paths). In practice, however, there is often a natural way to distribute the nodes
over the processes such that most edges adjacent to a node belong to only one process. In that
case, the performance of the algorithm is quite good.

We finally describe the application to the determination of connected components in images.
Since images are usually more or less constant locally, we sketch an optimization that can reduce
the number of communications needed significantly. The results show that the algorithm makes
distribution quite effective.

Overview. In Section 3.2 we give the abstract problem and develop a sequential solution.
In Section 3.3, the algorithm is distributed over several processes in an asynchronous way. In
Section 3.4, we specialize to a shared memory architecture in bounded space with atomicity
brackets andawait statements. In Section 3.5, these constructs are implemented by means of
POSIX thread primitives. Section 3.6 describes the finalization of the algorithm. Section 3.7
contains the application to image processing. We draw conclusions in Section 3.8.

3.2 The problem and a sequential solution

In the image processing context, points of an image are regarded as directly connected if they
are neighbours and have (nearly) the same colour or grey-value. The problem is to determine the
connected components of the image. Since images contain many points, and since one may want
to process many subsequent images in real time, there is reason to consider distributed solutions.
Graph theory is the proper abstract setting for any discussion of connected components.
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We therefore let the image be represented by an undirected graph. The aim is to determine
its connected components by means of a distributed algorithm. Our first step is the design of a
sequential algorithm, which is a variation of Tarjan’s algorithm, cf. [89], chapter 2, [94] 12.3.

Let (V,E) be an undirected graph. We regardE as a (symmetric binary) relation. The con-
nected components of the graph are the equivalence classes of the reflexive transitive closureE∗

of E. The idea is to represent the components by rooted trees by means of an array variable

par : array V of V ,

which stands for “parent”. We define functionroot : V→V by

root(n) = if par [n] = n then n else root(par [n]) fi .

SinceV is finite, functionroot is well-defined if and only if the directed graph induced by the
arrows ofpar has no cycles of length> 1. We want to establish the postcondition that function
root is well-defined and satisfies

Q : (∀m,n :: (m,n) ∈ E∗ ≡ root(m) = root(n)) .

In order to establishQ, we introduce the equivalence relationCon given by

(m,n) ∈ Con ≡ root(m) = root(n) .

Now Q is equivalent toE∗ = Con.
We assume that the initialization establishespar [n] = n for all n∈V. Then functionroot is

well-defined and relationCon is equal to the identity. We shall modify arraypar in such a way
that functionroot remains well-defined and that relationCon is only extended. We therefore
only modifypar by assignments of the formpar [x] := y under one of the preconditions

P0(x,y) : (∃ k : k≥ 1 : par k[x] = y) ,
P1(x,y) : par [x] = x ∧ root(y) 6= x .

Here,par k[x] is obtained byk subsequent applications ofpar on indexx. In the case ofP0(x,y),
nodey is an ancestor ofx and the assignmentpar [x] := y does not modify relationCon. Such
an assignment is calledpath compression, cf. [1]. In case ofP1(x,y), nodex is a root and not an
ancestor ofy. Sincey becomes the parent ofx, relationCon is strictly extended.

We now come to the edge relationE of the graph. Since we do not want to store every
unordered pair twice, we assume that relationE is represented by a setedlis of pairs of nodes
via the initial relationE = sym(edlis) where functionsym is defined by

(m,n) ∈ sym(R) ≡ (m,n) ∈ R ∨ (n,m) ∈ R .

We takeedlis to be a program variable and introduce the loop invariant

J0 : E∗ = (Con ∪ sym(edlis))∗ .
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PredicateJ0 holds initially, since thensym(edlis) = E andCon is the identity. Ifedlis is empty,
J0 implies predicateQ sinceCon is an equivalence relation. We therefore takeedlis 6= empty as
the guard of the loop.

Now the abstract sequential algorithm is

A: while edlis 6= empty do
fetch (u,v) from edlis ;
Extend

od ,

where commandExtend has to restore predicateJ0 if it is falsified by the removal of(u,v) from
edlis. Restoration can be done by placing apar pointer between the components ofu andv. We
therefore search for elementsx, y, connected tou andv, that satisfyP1(x,y). We thus introduce
the predicate

JE : (u,x),(v,y) ∈ Con ∨ (u,y),(v,x) ∈ Con ,

and describeExtend by

Extend : if (u,v) /∈ Con then
choose x,y with P1(x,y) ∧ JE ;
par [x] := y

fi .

It is easy to see that in this wayJ0 is preserved and that, consequently, algorithm A is correct.
So it remains to implementExtend . Since relationCon is not directly available, we implement
Extend by means of a loop withJE as invariant. SinceCon is an equivalence relation,JE ∧ x= y
implies(u,v) ∈ Con. We can therefore refineExtend as follows.

Extend : x := u ; y := v {JE} ;
while x 6= y ∧ ¬P1(x,y) do

modify x,y while preserving JE
od ;
if x 6= y then par [x] := y fi .

For the ease of distributed verification of the inequalityroot(y) 6= x in P1(x,y), we assume that
the setV has a total order≤ and introduce the additional invariant (compare [94] p. 261):

J1 : par [n]≤ n .

Here and henceforth, we use the convention that all invariants are universally quantified over the
free variables they contain (heren).

We now decide that the loop inExtend preserves the invariantJE ∧ x≥ y. We therefore
assume that the pairs inedlis are ordered by

J2 : (m,n) ∈ edlis ⇒ m> n .
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In the body, we replacex by par [x] and, if necessary, restorex≥ y by swapping. Now the guard
of the loop can be simplified sinceJ1 ∧ x≥ y implies

P1(x,y) ≡ par [x] = x ∧ x 6= y .

It follows that

x 6= y ∧ ¬P1(x,y) ≡ x 6= y ∧ par [x] 6= x,

and thus we obtain

Extend : x := u ; y := v ;
while x 6= y ∧ par [x] 6= x do

x := par [x] ;
if x < y then x,y := y,x fi

od ;
if x 6= y then par [x] := y fi .

SinceV is finite, it is easy to see that the loop terminates.
The efficiency of algorithm A can be improved considerably by path compression, i.e., by

extending the finalthen branch ofExtend with assignmentspar [z] := y for all nodesz on the
par paths ofu andv. This optimization preserves all invariants. A simple version of it only adds
par [u] := y andpar [v] := y. In our application this seems to be just as effective.

3.3 Distribution

In this section, we distribute algorithm A over a system of sequential processes that communicate
by message passing. We use the following convention with respect to private variables. Ifx is a
private variable of processp, we refer to it asx in the code and asx.p if p is not obvious from
the context. LetProcess be the set of processes. We assume that the setV is distributed over the
processes by means of a functionowner : V→ Process. We assume that processp is allowed to
inspect and modifypar [x] if and only if p = owner(x).

We assume thatedlis is distributed over the processes as well. So, each processp has its own
setedlis(p) and we regardedlis as an alias for the union of the setsedlis(p). We introduce the
invariant

J3 : (m,n) ∈ edlis(q) ⇒ owner(m) = q .

Since the loop inExtend can only be executed by processp as long asowner(x) = p, we intro-
duce the local search command

Search : x := u ; y := v ;
while owner(x) = self ∧ x 6= y ∧ par [x] 6= x do

x := par [x] ;
if x < y then x,y := y,x fi

od ,
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whereself stands for the executing process. Since the guards are evaluated from left to right,
par [x] is not inspected ifowner(x) 6= self . Execution ofSearch establishes the postcondition

owner(x) 6= self ∨ x = y ∨ par [x] = x .

It is now clear that each process should repeatedly execute

fetch (u,v) from edlis(self) ;
Search ;
if x 6= y then

if owner(x) = self then par [x] := y
else put (x,y) into edlis(owner(x)) fi

fi .

This program fragment preservesJ0∧J1∧J2∧J3, i.e., indeed,J0, J1, J2, J3 are invariants. It
terminates for the same reason as in the case of the sequential algorithm.

In this way, the setsedlis(p) become buffers with one consumer and many producers. Process
p fetches elements fromedlis(p) and other processes may put elements into it. These actions
therefore require communication: the last line of this fragment can be read as “send(x,y) to the
process that ownsx”.

Since communication is expensive in performance, we partition the setedlis(p) into two
partsedlis0(p) andedlis1(p), and assume the invariantedlis(p) = edlis0(p)∪ edlis1(p) with
initially

edlis0(p) = {(u,v) ∈ edlis(p) |owner(v) = p} ;
edlis1(p) = {(u,v) ∈ edlis(p) |owner(v) 6= p} .

We can therefore treatedlis0(p) in an initial program fragment A0, obtained from A by substi-
tuting edlis0(p) for edlis.

A0: while edlis0(self) 6= empty do
fetch (u,v) from edlis0(self) ;
Extend

od ,

Since initiallypar [z] = z for all z, fragment A0 preserves the invariant thatowner(par [z]) = p
for all z with owner(z) = p.

During the treatment ofedlis1(p), processp must be able to put elements intoedlis1(q)
whereq is some process withq 6= p. As a consequence, processp must not stop when its set
edlis1(p) is empty since other processes may insert new elements inedlis1(p). We declare for
each process a private variablecontinue to indicate that new pairs yet may arrive.

A1: while continue do
fetch (u,v) from edlis1(self) ;
Search ;
if x 6= y then
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if owner(x) = self then par [x] := y
elseput (x,y) into edlis1(owner(x)) fi

fi
od .

The program for processp now becomes the composition of the two parts A0 and A1. Part A0
needs no further refinement. Part A1 primarily requires termination detection: how to give the
boolean variablescontinue the adequate values?

We assume that processp starts up with initial values foredlis0(p) andedlis1(p). The size of
the union of the setsedlis1(p) only shrinks. Every process can terminate when all setsedlis(p)
are empty and each process has finished its local computation, but not earlier. To keep track of
the edges that have yet to be treated, we attach a unique tokent to each edge(u,v) in edlis1(p).
This token serves to indicate the originator of the pair(u,v) for the sake of termination detection.
It is sent unmodified with the changing edge(u,v) as a messageedge(u,v, t). When no triple is
sent, the tokent is destroyed.

Each token shall belong to the process that creates it. We represent the assignment of tokens
to processes by a functionorigin : Token→ Process. Each process gets a private integer variable
ctok to count its number of outstanding tokens. Whenever a token is destroyed, a messagedown
is sent to its origin. A process decrementsctok when it receives a messagedown. We thus
have the invariant thatctok of processq is the number of messagesedge(u,v, t) in transit with
origin(t) = q plus the number ofdown messages in transit toq. This can be expressed by

J4 : ctok .q = #{edge(u,v, t) |origin(t) = q}+ transit(down,q) ,

where we usetransit(m,q) to denote the number of messagesm in transit toq, and #A to denote
the number of elements of the setA.

We introduce a messagestop to signal termination. Indeed, when all tokens of all processes
have been destroyed, all buffers are empty and every process may terminate.

In order to decide that all tokens of all processes have been destroyed, we introduce a global
countergc for the number of processes that are initializing or havectok > 0. We give one
process, sayadm, the additional task to administrate the value ofgc , which initially equals
#Process. A process that reachesctok = 0, sends agcdown message toadm. We postulate the
invariant thatgc equals the number of processesq with ctok .q > 0 plus the number ofgcdown
messages in transit, i.e.

J5 : gc = #{q|ctok .q > 0}+ transit(gcdown,adm) .

When processadm receives the messagegcdown it decrementsgc and, ifgc becomes 0, it sends
messagesstop to all processes, as expressed in commandGcDown:

GcDown: gc := gc −1 ;
if gc = 0 then

for all q∈ Process do sendstop to q od
fi .

A process that receivesstop, setscontinue to false. This leads to the invariants
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J6 : continue.q ≡ gc > 0 ∨ transit(stop,q) > 0 ;
J7 : transit(stop,q) > 0 ⇒ gc = 0 .

Fragment A1 is now replaced by

A1: Init1 ;
while continue do

in edge(u,v, t) →
Search ;
if x 6= y ∧ owner(x) 6= self then

sendedge(x,y, t) to owner(x)
else

if x 6= y then par [x] := y fi ;
senddown to origin(t) ;

fi
[] down →

ctok := ctok −1 ;
if ctok = 0 then sendgcdown to adm fi

[] gcdown → GcDown
[] stop → continue := false
ni

od .

The auxiliary commandInit1 is treated below. The rest of A1 is a repetition that consists of
reception and treatment of messages. For this purpose, we use a variation of thein...ni construct
of the language SR of [4]. It involves waiting for the next message to arrive, the choice according
to the arriving message, and it introduces formal parameters for the arguments of the message, if
any. Note that this code implies that a process may send asynchronous messages to itself. Such
messages can easily be eliminated. We have not done so for the sake of uniformity.

After the treatment ofedge(u,v, t), the process may perform path compression along the two
paths it has investigated in its own part of the graph. In view of the communication overhead, we
decided not to consider more extensive forms of path compression.

For the sake of uniformity, the initialization of A1 translates the edges inedlis1 into edge
messages from the process to itself. A1 is thus initialized by

Init1 : ctok := 0 ;
continue := true ;
for all (x,y) ∈ edlis1(self) do

create a token t with origin(t) = self ;
ctok := ctok +1 ;
sendedge(x,y, t) to self

od ;
if ctok = 0 then send gcdown to adm fi .
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In order to verify the invariants, we first need to describe the execution model. Processes
are concurrently allowed to receive and execute messages. Since the effect of execution of a
message only depends on the message and the precondition of the accepting process, we may
(for the sake of the correctness proof) assume that the messages are accepted by the processes
in some linear order and that a message is accepted only when the command associated to the
previous message has been executed completely by the previous accepting process. In other
words, in our model, the acceptance of a message includes atomic execution of the associated
command. The invariants are predicates that are supposed to hold before and after each complete
acceptance of a message.

It is now straightforward to verify the invariantsJ4, J5, J6, andJ7. Indeed, each of these
predicates holds when all processes have completedInit1 . Acceptance of a messageedge leads
to re-sending of a messageedge or down. Therefore,J4 is preserved. Acceptance ofdown by
processp preservesJ4 sincectok .p is decremented. It also preservesJ5, sincegcdown is sent if
ctok .p reaches 0. Acceptance ofgcdown by processadm preservesJ5 sincegc is decremented.
It also preservesJ6 andJ7 sincestop is sent if and only ifgc reaches 0. Acceptance ofstop by
processp preservesJ6 sincecontinue.p is set to false andJ7 impliesgc = 0.

It follows from J4∧J5 that, while there are edges to be processed, we havegc > 0, so thatJ6
implies that all processes have not yet terminated. On the other hand, when there are no messages
in transit, thenJ4∧ J5 implies thatgc = 0, so thatJ6 implies¬continue.q for all processesq.
So, then, all processes have terminated.

3.4 Bounded shared memory

We now assume that the processes communicate by means of shared memory, and that the size
of this memory is bounded. We use the convention that shared variables are in typewriter font.
In this section we specify the requirement on atomicity and synchronization by means of atom-
icity brackets andawait statements. The next section is devoted to the implementation of these
constructs by means of the POSIX thread primitives.

We eliminate the messagesedge, down andstop, and replace them by proceduresPutEdge,
Down, andStop. The edge triples that are to be communicated between the processes will be
placed somewhere in the shared memory. Each process is equipped with a private list of such
triples and has a private variablehead0 that serves as the head of this list. The private list is
empty iff head0 = nil . ProcedureGetEdge fetches a triple from the private list.

We introduce a procedureAwaitEdge, the postcondition of which implies thathead0 6= nil
or Stop has been called. Then program fragment A1 is replaced by

A2: Init2 () ;
loop

AwaitEdge () ;
if head0 = nil then exitloop fi ;
GetEdge (u,v, t) ;
Search ;



42 3.4 Bounded shared memory

if x 6= y ∧ owner(x) 6= self then
PutEdge (owner(x),x,y, t)

else
if x 6= y then par [x] := y fi ;
Down (origin(t))

fi
endloop.

In order to replace the messagesdown by a procedureDown, we replace the private variables
ctok by a shared variable

ctok : array Process of Integer ,

and we define

procedure Down (q : Process) =
var b : Boolean ;
〈 ctok [q] := ctok [q]−1 ; b := (ctok [q] = 0) 〉 ;
if b then GcDown () fi

end .

Here, atomicity brackets〈 〉 are used to specify that the command enclosed by them shall be
executed without interference. NowGcDown is a procedure given by

procedure GcDown () =
var b : Boolean ;
〈 gc := gc −1 ; b := (gc = 0) 〉 ;
if b then Stop () fi

end .

We replace the private variablescontinue by a shared array

cntu : array Process of Boolean ;

with initially cntu [q] = true for all processesq. We then define procedureStop by

procedure Stop () =
for all q∈ Process do 〈 cntu [q] := false 〉 od

end .

Note that, in this way, the special processadm is eliminated.

Remark. One could of course replace the arraycntu by a single boolean variable. This would
cause memory contention, however, when many processes try to access it concurrently. We
therefore prefer to use an array.�



Concurrent Determination of Connected Components 43

We finally come to the central problem of a shared data structure where the processes can
deposit the edges destined for other processes. For this purpose, we assume that there is a con-
stantM such that #edlis1(p)≤M for all processesp. Let N be the number of processes. It then
follows that we need at mostN ∗M tokens. We thus define the typeToken = [0 . .N ∗M−1]
and use this type as the index set for the messages. We decide to store the triple(x,y, t) always
at indext by means of the shared variable

pair : array Token of V×V .

The message buffers are constructed as lists of pairs. For this purpose, we introduce a value
nil /∈ Token to designate the empty list and declare the shared variables

next : array Token of Token ∪{nil} ;
head : array Process of Token ∪{nil} ;

with initially head [q] = nil for all q. We usehead [q] as the head of the list for processq where
other processes can write. Now procedurePutEdge is given by

procedure PutEdge (q : Process ; x,y : V; t : Token) =
pair [t] := (x,y) ;
〈 next [t] := head [q] ;

head [q] := t 〉
end .

Reading and writing ofhead [q] must be done under mutual exclusion. The assignment to
pair [t] is not threatened by interference, however, since we preserve the invariant that there
is always at most one process that holds tokent.

Recall that every process also has a private variablehead0 as the head of a private list of
tokens. A process fetches an element from its private list by the simple procedure

procedure GetEdge (var x,y : V; var t : Token) =
t := head0 ;
head0 := next [t] ;
(x,y) := pair [t]

end .

In procedureAwaitEdge, the two lists of a process are swapped whenever the private list is empty
and the public one is not:

procedure AwaitEdge () =
if head0 = nil then
〈 await head [self ] 6= nil ∨ ¬cntu [self ] then

head0 := head [self ] ;
head [self ] := nil 〉

fi
end .
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Here we use an atomicawait statement as described in (e.g.) [3,5]. Note that, indeed,AwaitEdge
has the postcondition thathead0 6= nil if cntu [self ] holds.

We assume that processes are numbered fromProcess = [0 . .N− 1]. We distribute the
tokens according to the rule that processp gets the tokenst with p∗M ≤ t < (p+ 1) ∗M. It
follows that functionorigin is given byorigin(t) = t div M. Then the initialization is given by

procedure Init2 () =
var t := self ∗M ;
head0 := nil ;
for all (x,y) ∈ edlis1(self) do

next [t] := head0 ;
head0 := t ;
pair [t] := (x,y) ;
t := t +1

od ;
ctok [self ] := t− self ∗M ;
if ctok [self ] = 0 then GcDown () fi

end .

Here the assignments toctok are not threatened by interference withDown, since the tokens
from processq are not yet available to other processes. The use of two lists for every process
enables us to treat the initialization of the processes as a private activity.

3.5 Using mutexes and condition variables

In this section, we implement the atomicity brackets and theawait statement introduced in the
previous section by means of mutexes and condition variables as specified in the POSIX thread
standard, cf. [6,43].

Mutexes serve to implement the atomicity brackets〈 〉. A mutex can be regarded as a record
with a single fieldowner of type Process; m.owner = ⊥ means that the mutex is free. The
commands to lock and unlock a mutexm are given by

lock (m) : 〈 await m.owner =⊥ then m.owner := self 〉 ;
unlock (m) : 〈 await m.owner = self then m.owner := ⊥ 〉 .

The description ofunlock may be slightly surprising: it enforces that only the owner of the lock
is able to unlock it. A thread that tries to unlock a mutex it does not own, has to wait indefinitely.
For every mutexm, we use the initializationm.owner =⊥. The commandslock andunlock are
abbreviations of thepthread_mutex_lock and pthread_mutex_unlock , which are
POSIX primitives.

After this preparation we come back to the synchronization of the program of the previous
section. In order to allow maximal concurrency, we introduce several mutexes and arrays of
mutexes for the protection of specific atomic regions. We introduce a mutexmtok [q] to protect
ctok [q] and a mutexmgc to protectgc . We thus declare
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mtok : array Process of Mutex ;
mgc : Mutex .

The proceduresDown andGcDown become

procedure Down (q : Process) =
var b : Boolean ;
lock (mtok [q]) ;
ctok [q] := ctok [q]−1 ; b := (ctok [q] = 0) ;
unlock (mtok [q]) ;
if b then GcDown () fi

end .

procedure GcDown () =
var b : Boolean ;
lock (mgc) ;
gc := gc −1 ; b := (gc = 0) ;
unlock (mgc) ;
if b then Stop () fi

end .

We use condition variables for the implementation of theawait construct inAwaitEdge. A
variablev of type Condition is the name of a listQ(v) of threads that are waiting for a signal.
We only use the POSIX primitivespthread_cond_wait andpthread_cond_signal ,
abbreviated bywait andsignal. These primitives are expressed by

wait (v,m) :
〈 unlock (m); insert self in Q(v) 〉 ;
lock (m) .

Commandwait consists of two atomic commands: to start waiting and to lock when released.
Note that a thread must own the mutex to executewait.

Commandsignal (v) is equivalent toskip if Q(v) is empty. Otherwise, it releases at least one
thread waiting atQ(v). This is expressed in

signal (v) :
〈 if not isEmpty(Q(v)) then release some threads from Q(v) fi 〉 .

Notice that, when some thread signalsv and thus releases a waiting thread, the latter need not be
able to (immediately) lock the mutex. Some other thread may obtain the mutex first.

Back to the program. We introduce a mutexgate [q] to protecthead [q] andcntu [q] in the
proceduresAwaitEdge, PutEdge, andStop. We introduce a condition variablecv [q] to signal
processq that the condition it may be waiting for has been established. We thus declare

gate : array Process of Mutex ;
cv : array Process of Condition .
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The proceduresPutEdge andStop are translations of their counterparts in Section 3.4 extended
with signals to the possible waiting processes.

procedure PutEdge (q : Process ; x,y : V; t : Token) =
pair [t] := (x,y) ;
lock (gate [q]) ;
next [t] := head [q] ;
head [q] := t ;
signal (cv [q]) ;
unlock (gate [q])

end .

procedure Stop () =
for all q∈ Process do

lock (gate [q]) ;
cntu [q] := false ;
signal (cv [q]) ;
unlock (gate [q])

od
end .

AwaitEdge is implemented in

procedure AwaitEdge () =
if head0 = nil then

lock (gate [self ]) ;
if head [self ] = nil ∧ cntu [self ] then

wait(cv [self ],gate [self ])
fi ;
head0 := head [self ] ;
head [self ] := nil ;
unlock (gate [self ])

fi
end .

Note that, here, at most one process can be waiting at any condition variable. So, there is no
danger that a signal releases more than one thread. On the other hand, since the waiting process
is the only process that can invalidate it, the wait condition need not be tested again.

Remarks. If one removes thelock andunlock in Stop, the program becomes incorrect, since
then a process, sayq, may observe that the guard inAwaitEdge holds true and another process
may falsifycntu [q] and signalcv [q] beforeq starts waiting.

It is also possible to implement theawait construct inAwaitEdge by means of a split binary
semaphore, see e.g. [3].�
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3.6 Harvest

After execution of algorithm A or its shared memory version, the connected components of the
graph are determined by the functionroot . We collect this result in a separate array

root : array V of V .

In view of invariantJ1, a sequential algorithm to do this is

B: for all n∈V do in increasing order
if par [n] = n then

root [n] := n ;
else root [n] := root [par [n]] fi

od .

In this way, the connected components of the graph are characterized by a unique representing
element, the root of thepar tree. Loop B is very efficient, of orderO(#V).

When the graph is very large, distributed harvesting may be indicated. To enable this, we
decide that in harvest time all processes are allowed to inspect arraypar , but inspections and
updates ofroot [n] are only allowed for the owner of noden. We therefore writeV(p) to denote
the set of nodesn∈V with owner(n) = p and we let the processes perform

C: for all n∈V(self) do in increasing order
if par [n] ∈V(self) then

if par [n] = n then root [n] := n
else root [n] := root [par [n]] fi

else
r := par [n] ;
while r 6= par [r] do r := par [r] od ;
root [n] := r

fi
od .

Fragment C has the inefficiency that root paths that leaveV(p) may be traversed repeatedly. We
therefore introduce the following optimization. For each process, we declare a private variable
outList of the type list of nodes with the invariant

J8 : x∈V(p) ∧ par [x] /∈V(p) ⇒ x∈ outList .p .

We takeoutList .p to be empty initially. PredicateJ8 is preserved by program fragment A0. In
order to preserveJ8 during A1 and A2, we now let the assignmentspar [x] := y in A1 and A2
be accompanied by the instruction to addx to the privateoutList .

We now first set all values ofroot to some reserved value⊥ and then determine the roots
of the elements ofoutList .
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D: for all n∈V(self) do root [n] := ⊥ od ;
for all n∈ outList do

r := n ;
while r 6= par [r] do r := par [r] od ;
root [n] := r ;

od .

After this loop, all pointsx∈V(p) with par [x] /∈V(p) have the correct value forroot [x], while
the other pointsx∈V(p) haveroot [x] :=⊥. These remaining points ofV(p) are treated in the
following loop.

E: for all n∈ V(self) do in increasing order
if root [n] =⊥ then

if par [n] = n then root [n] := n
else root [n] := root [par [n]] fi

fi
od .

Here, we use the invariantJ1. Since the points are treated in increasing order, we have the
invariant thatroot[x] has the final value for allx < n. This property is preserved by the body of
loop E because ofJ1. The composition D ; E is our final version of the harvest. This version
is more efficient than version C, since only the root paths of points inoutList are followed
completely.

The list outList can be implemented most easily as a stack with maximal size equal to the
number of boundary points of the setV(p). Every element ofoutList .p is an ancestor of a point
of the boundary ofV(p), with all intermediate points withinV(p). This implies that #outList .p
is bounded by the number of elements of the boundary ofV(p).

3.7 Application to Image Processing

In this section we focus on the application to image processing. We first consider a grey-scale
image represented by a two-dimensional integer-valued arrayim[H,W] (later we will consider
3-dimensional ‘images’ as well), whereH andW are the height and the width of the image,
respectively. The first coordinate (x) denotes the row number (scan line), while the second co-
ordinate (y) denotes the number of the column. Since grey-scale images are discretizations of
real black-and-white photographs there is an implicit underlying grid. We consider the case of
4-connectivity, meaning that pixels (except for boundary pixels) have four neighbours (north,
east, south, west). Two neighbouring pixels that have the same image value, are considered to
be in the same connected component. So, the graph considered has the pixels as nodes, and two
pixels are connected iff they are neighboursandhave the same image value.

Since the graph under consideration is derived from a rectangular grid, we can distribute it
over theN processes by splitting it in equally sized slices. We have decided to distribute the
image on the last coordinate of a pixel. It follows that we split the image in (almost) equally
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sized vertical slices. The test(x,y) ∈ V(p) becomeslwb(p) ≤ y < lwb(p+ 1), wherelwb is
given by

lwb(p) = (p·W) div N .

It follows that the corresponding functionowner satisfies

owner(y) = ((N · (y+1))−1) div W .

The parallel algorithm consists of three phases. In the first phase, algorithm A0 is applied on the
image slices. This is performed in a scan-line fashion, in which for pixel(x,y) only the pixels
(x−1,y) (north) and(x,y−1) (west) need to be inspected.

In the middle phase, algorithm A2 is applied to edges of the graph which cross the boundaries
of the distribution. In view of invariantJ2, the listedlis1(p) must contain the pixel pairs(x,y),
(x,y−1) with y = lwb(p) for which im[x,y] = im[x,y−1]. It follows thatH is an upper-bound
for the length of the edge listsedlis1(p). We can therefore takeM of Section 3.4 to be equal to
H.

Since we deal with images, a very effective optimization can be used to reduce the sizes of
the buffersedlis1(p). Indeed, we need not insert the pair(x,y), (x,y−1) into edlis1(p), if this
list already contains the pair(x−1,y), (x−1,y−1) while alsoim[x,y] = im[x−1,y]. Indeed, if
this is the case, the pair consists of pixels connected already, and we can therefore disregard the
new edge. Experiments have shown that for camera made images this optimization often reduces
the size of the buffers significantly. The optimization is used in the initializationInit2 , while the
remainder of A2 is left unmodified. In the final phase, we use the harvesting routine (D;E) to
compute the output image.

The algorithm is easily adapted to ‘images’ of higher dimensionality. Apart from choos-
ing another distribution, indexing, and the corresponding functionslwb , owner andorigin, no
modifications are necessary. We applied the algorithm to a 3-dimensional CT-scan data set
im[D,H,W], whereD is the number of 2-D image slices (depth) of the data set. We used the
same functionslwb andowner. In this case, the boundM of the sizes of the listsedlis1 is D ·H.

Practical Results.

We applied the shared memory version of the algorithm on a set of seven 2-D test images. We
had the availability of two shared memory architectures, namely a Cray J90 vector computer con-
sisting of 32 processors and 4 Gb shared memory, and a Compaq ES40 with 4 Alpha-processors
and 1 Gb shared memory. The processors of the Cray J90 computer are shared with other users,
and the scheduling of these is done by the operating system, without any control to the user. It
is therefore almost impossible to acquire 32 processors without interference by other users. For
this reason, we decided to do time-measurements up to 16 processors, which turned out to be
reasonably available. Each measurement was performed a hundred times, of which the 25 best
and the 25 worst measurements were discarded. The remaining 50 measurements were averaged.
This way we hope to get a reasonable measurement. On the Compaq ES40, measurements were
performed simply 50 times and averaged immediately, since we were the only user on the sys-
tem. The absolute timings on a single CPU are shown in Table 3.1. Note that the ES40 performs
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Figure 3.1. Test images: (a) squares (b) music (c) CT

ES40 CRAY J90
image 256 512 1024 256 512 1024
empty 10 42 172 381 1558 6260
vline 7 30 123 283 1145 4610
hline 6 28 114 287 1163 4801
comb 7 30 123 279 1139 4615
squares 10 42 173 374 1539 6228
music 10 42 172 361 1488 6080
CT 9 42 181 297 1370 5808

Table 3.1. Absolute timings in milliseconds on a single CPU for different images sizes

much better than the Cray. One may realize that the design of the Cray is more than 5 years older
than that of the ES40, and that the Cray is a typical vector processor, which is not of any use in
our algorithm. Besides, the Compaq has a cache memory on each processor of 512 kB, while the
Cray has no cache whatsoever.

The image namedemptyis a trivial image of which all pixels have the same grey-value. The
imagevline is an image for which pixelsim[x,y] = 1 if y is even, andim[x,y] = 0 if y is odd.
The imagehline is the imagevline rotated over 90 degrees. The imagecombis similar to the
imagevline except that the pixels on the last scan-line have grey-value 1, i.e.im[H−1,y] = 1.
Clearly, these images are artificial images. We also used some more realistic images, which are
shown in Fig. 3.1. The first image consists of 50 squares of random sizes, located at random
positions. Each square has a unique grey-value. The second image is a camera-made image of
handwritten music. The third image is slice 50 of a 93× 256× 256 CT-scan of a head. The
number of grey-values is reduced from 256 to 32 to reduce the influence of noise.

For the artificial images, path compression is extremely effective. For the more realistic
images path compression is worthwhile, but is less effective. For these images, it turns out that
the running time of the algorithm is hardly dependent on the content of the image. For most
camera made images, the algorithm runs in approximately the same time.

In Tables 3.2 and 3.3, we see the speedup using more than one processor. The measurements
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256× 256 512× 512 1024× 1024
image S2 S3 S4 S2 S3 S4 S2 S3 S4

empty 1.7 2.0 2.3 1.8 2.3 2.7 1.9 2.6 3.2
vline 1.7 1.8 2.4 1.8 2.2 3.0 1.8 2.5 3.4
hline 1.4 1.4 1.3 1.7 1.9 2.0 1.8 2.4 2.7
comb 1.7 1.8 1.9 1.8 2.2 2.6 1.8 2.5 3.0
squares 1.7 2.0 2.2 1.8 2.3 2.7 1.9 2.6 3.2
music 1.5 1.7 1.8 1.7 2.2 2.4 1.9 2.6 3.2
CT 1.6 1.8 2.0 1.8 2.3 2.8 1.9 2.7 3.3

Table 3.2. Speedups for the test set on the ES40.

256× 256 512× 512 1024× 1024
image S2 S4 S8 S16 S2 S4 S8 S16 S2 S4 S8 S16

empty 1.9 3.5 5.7 6.4 2.0 3.7 7.1 11.0 2.0 3.9 7.8 14.1
vline 2.0 4.0 6.9 9.6 2.0 3.9 7.4 12.2 2.0 4.0 7.7 15.4
hline 1.8 3.3 4.5 3.6 1.9 3.6 6.1 7.6 2.0 3.8 7.3 11.4
comb 1.9 3.4 5.2 5.4 2.0 3.8 7.0 10.9 2.0 4.0 7.8 13.5
squares 2.0 4.0 6.4 6.6 2.0 3.9 7.4 11.4 2.0 4.0 7.9 14.0
music 2.0 3.8 5.9 6.2 1.9 3.8 7.3 10.5 2.0 3.9 7.9 14.1
CT 1.9 2.8 4.4 4.5 2.0 3.6 6.8 10.7 2.0 4.0 7.9 14.7

Table 3.3. Speedups for the test set on the Cray J90.

are performed on the test set for different image sizes. The numberSN is the speedup of the
algorithm running onN processors relative to execution on one processor, defined bySN = T1/TN,
whereTN is the running time onN processors. We clearly see, that the speedup gets better if the
computational task size increases. This is to be expected, since the ratio between computation
and communication gets in favour of the computational side. This effect is especially severe on
the ES40, since its processors are much faster than those of the Cray, while the memory speed
(and thus communication speed) is about the same.

On both machines we see that the imagevline performs best. Again, this is to be expected,
since there is no communication needed at all. The imagehlineon the other hand performs worst,
since here the amount of communication is maximal among the images considered. Even for this
case, however, the speedups are satisfactory. The imageemptygains most from the optimization
mentioned above. For this image, the listsedlis1 initially contain each only a single pair.

For the more realistic imagessquare, musicandCT, we see very nice results. This is of
course the main goal of the algorithm. For large enough images, up to about 8 processors we see
an almost linear speedup. If we add more processors, we see a slight drop in the efficiency as a
result of relative increase of communication with respect to the computational task. However, an
efficiency of generally more than 75% is very satisfactory.

We also applied the 3-D version of the algorithm to a CT data set with sizes 93×256×256.
In Fig. 3.1(c), we see slice 50 of this set. The amount of grey-values was reduced from 256 to
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ES40 CRAY J90
N SN N SN N SN N SN N SN N SN

2 1.8 2 2.0 5 4.6 8 7.2 11 9.2 14 10.9
3 2.4 3 2.9 6 5.6 9 7.9 12 9.9 15 11.5
4 3.1 4 3.8 7 6.4 10 8.6 13 10.5 16 12.7

Table 3.4. Speedups for the 3-D CT data set.

32 grey-values. In Table 3.4, we present the results for both architectures. The left-hand frame
contains the results on the ES40, withT1 = 3.1 seconds. The right-hand frame contains the
results on the Cray J90, withT1 = 149 seconds. The results show the same tendencies as the
two-dimensional results.

3.8 Conclusion

The computation of the connected components of an image (2-D or 3-D) can effectively be
distributed over a number of processors. The amount of communication needed can only be
determined at runtime, but is for most natural images quite modest. We used a variation of
Tarjan’s connected components algorithm. The communication is based on message passing, but
implemented in shared variables by means of POSIX thread primitives. The experiments show a
speedup that is often almost linear in the number of processors.
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Chapter 4

A Comparison of Algorithms for
Connected Set Openings and Closings

Abstract

The implementation of morphological connected set operators for image filtering and pat-
tern recognition is discussed. Two earlier algorithms based on priority queues and hier-
archical queues respectively are compared to a more recent union-find approach. Unlike
the earlier algorithms which process regional extrema in the image sequentially, the union-
find method allows simultaneous processing of extrema. In the context of area openings,
closings and pattern spectra, the union-find algorithm outperforms the previous methods on
almost all natural and synthetic images tested. Finally, extensions to pattern spectra and the
more general class of attribute operators are presented for all three algorithms, and memory
usages are compared.

4.1 Introduction

In mathematical morphology, connected set operators [39, 84] form a versatile class of image
operators with a number of desirable properties, most importantly preservation of shape. The
earliest members of this class were openings and closings by reconstruction, for which efficient
algorithms have been developed [100]. In the binary case, an opening by reconstruction first per-
forms an erosion with some structuring element, and then reconstructs all connected foreground
components which were not completely removed by the erosion. Therefore, openings by recon-
struction (and the corresponding closings) can either remove image details completely, or leave
them intact, but never alter their shape.

An important development was the introduction of area openings and closings; a phrase
coined by Vincent [99], though they were introduced by Cheng and Venetsanopoulos a year
earlier [21] as NOP, and NCP operators. Vincent’s algorithm was much more efficient in the
grey scale case than the earlier method of Cheng and Venetsanopoulos. In the binary case, area
openings remove all connectedforegroundcomponents with an area smaller than some threshold
λ. Binary area closings fill allbackgroundcomponents with an area smaller thanλ. Figure 4.1
shows a comparison of applying binary openings by a 7× 7 pixel square structuring element,
opening by reconstruction by the same structuring element, and and an area opening withλ = 49
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(a) (b)

(c) (d)

Figure 4.1. Area versus structural openings: (a) a binary image of 128× 128 pixels; (b) struc-
tural opening with7× 7 structuring element; (c)opening by reconstruction with same struc-
turing element; (d) area opening withλ = 49. Neither openings by reconstruction nor area
opening change the shapes of connected foreground components, but the former uses width,
and the latter area as selection criterion

of a binary image of bacteria, showing the differences in the action of these filters. An area
opening tends to retain long thin objects more than an opening by reconstruction.

Area openings and closings were later extended to the wider class of attribute openings, clos-
ings, thickenings and thinnings [19,83]. Breen and Jones [19] extended Vincent’s priority-queue
algorithm for area opening to attribute openings and thinnings, whereas Salembier et al. [83]
developed a new algorithm based on hierarchical queues. The latter also introduced a versatile
data structure, dubbed a Max-tree (and its dual the Min-tree), which reduces image filtering to
removing nodes from a tree. Attribute openings allow the use of size criteria other than width
(used by openings by reconstruction) and area (used by area openings). In the binary case, at-
tribute openings can be made by computing some increasing attribute (such as moment of inertia,
diagonal of the smallest enclosing rectangle, etc.) of each connected foreground component, and
remove the components for which the attribute is smaller than the threshold. An attributeA is
increasing if and only if for all setsC andD with C⊆ D, A(C)≤ A(D).

Attribute thinnings work on a similar principle, but can use shape rather than size criteria. In
this case non-increasing attributes, such as the ratio of the square of the perimeter to the area,
can be used. This type of filter allows extraction of all image details of a given shape, regardless
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Figure 4.2. An application of connected set filters (grey-scale attribute thinning) to filament
extraction: (left) volume rendering of magnetic resonance angiography2563 volume data set;
(right) result using an attribute thinning as shape filter. The attribute used was I/V5/3, with I
the moment of inertia, and V the volume of a peak component; the attribute threshold was 2.0.

of their sizes [92]. A 3-D application of this is the extraction of filamentous details (vessels)
from angiograms [104]. An example is shown in Figure 4.2. Other applications of connected set
morphology include filtering [21,99] and segmentation [24].

Finally, connected set filters are important for multi-scale morphology, and in particular non-
linear scale spaces. These cannot be constructed from openings or closings by structuring ele-
ments in more than one dimension, due to problems with causality [42]. Therefore, Bangham et
al. [8,9] extended their 1-D non-linear sieves [7,10], to an arbitrary number of dimensions using
area openings and closings, and their higher-dimensional counterparts such as volume openings
and closings. They show that because connected set filters never introduce new edges, they do
not violate causality in any number of dimensions.

The aim of this chapter is to review algorithms for connected set openings and closings, and
in particular attribute openings and closings. The two best known algorithms for these image
filters are the pixel priority-queue method introduced by Vincent for area operators [99] and
extended by Breen and Jones to attribute operators [19], and the Max-tree method of Salembier
and co-workers [83] which uses hierarchical queues. These two methods will be compared to
an algorithm developed by the authors, which is based on the classical union-find algorithm
presented by Tarjan [88]. We will focus on the area opening at first since this is one of the
simplest cases. Besides, it can be extended to the more general case of attribute operators [103]
in much the same way as Breen and Jones extended Vincent’s algorithm [19]. To demonstrate
the versatility of the union-find method, we will show how the same principles can be applied
to computation of area pattern spectra. The key difference between the algorithm based on
union-find and the earlier methods of Vincent [99] and Salembier et al. [83] is that we process
multiple maxima simultaneously, rather than sequentially. We show how this may lead to a
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parallel implementation of the algorithm. Both earlier algorithms are described briefly in this
chapter, followed by a more detailed description of the union-find approach. Their respective
performances and memory usages are compared on a range of images.

4.2 Theory

4.2.1 Connected Set Operators

The distinguishing characteristic of connected set operators is that they operate on the flat zones
of images, rather than on individual pixels [84]. Let{αi} be the partition of the domainM of
imageI formed by its flat zonesαi , and{β j} the partition ofM formed by the flat zonesβ j of
imageγ(I), with γ some image operator. A partition ofM is any set of disjoint sets{Si} (i.e.
Si ∩Sj = /0 for any i 6= j), which together form the entire setM, i.e.∪Si = M.

The operatorγ is said to be a connected set operator if and only if the partition{αi} is finer
than {β j}, i.e. for all setsαi there exists aβ j such thatαi ⊆ β j . Thus, the only operations
connected filters can perform is merging flat zones, and assigning new grey levels to them. Be-
cause flat zones of an image are disjoint sets, and set-union of these sets is a key action taken
by connected set operators, we propose to implement connected filters using Tarjan’s union-find
algorithm [88]. This is an efficient algorithm for maintainingdisjoint setsunder the set-union op-
eration, and has been adapted to connected component labeling and flat zone labeling [29,32,40].
Other applications of union-find in image processing include the computation of the watershed
transform [53].

In the next sections we will focus on how anti-extensive connected set filters, in particular
attribute openings, are implemented in three previously published algorithms. For the sake of
simplicity we will concentrate on area openings. These serve as a simple case to compare the
efficiencies of the three approaches.

4.2.2 Area Openings and Closings

The theory of area operators is given only briefly here. For a more thorough discussion the reader
is referred to [99]. We will first discuss binary area openings and closings, and then the extension
to the grey scale case. Binary area openings are based on binary connected openings. Let the
setX ⊆M denote a binary image with domainM . The binary connected openingΓx(X) of X at
point x∈M yields the connected component ofX containingx if x∈ X, and /0 otherwise. Thus
Γx extracts the connected component to whichx belongs, discarding all others. LetA(X) be the
area of a setX ⊆M. In the case the case of digital images this is usually the number of pixels in
X. The binary area opening can now be defined as:

Definition 1 Let X⊆M , λ≥ 0. The binary area opening of X with parameterλ is given by

ΓA
λ(X) = {x∈ X|A(Γx(X))≥ λ} (4.1)
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The binary area closing can be defined by duality:

ΦA
λ(X) = [ΓA

λ(Xc)]c (4.2)

The definition of an area opening of a grey scale imagef is usually derived from binary
imagesTh( f ) obtained by thresholdingf ath. These are defined as:

Th( f ) = {x∈M | f (x)≥ h} (4.3)

Definition 2 The area opening for a mapping f: M → R is given by:

(γA
λ( f ))(x) = sup{h|x∈ ΓA

λ(Th( f ))}. (4.4)

The grey scale area closingϕA
r is defined by using a duality relationship similar to(4.2):

ϕA
λ( f ) =−γA

λ(− f ). (4.5)

Thus, the area opening of an image assigns each point the highest threshold at which it still
belongs to a connected foreground component of areaλ or larger. The area closing assigns each
point the lowest threshold at which it belongs to a connected background component of areaλ
or larger.

4.3 Computing area openings and closings

Before describing the individual algorithms, we first define aflat zone Lh at levelh of a grey scale
image f as a connected component of the set of pixels{p∈M | f (p) = h}. A regional maximum
Mh at levelh is a flat zone no members of which have neighbors larger thanh. A peak component
Ph at levelh is a connected component of the thresholded imageTh( f ). At each levelh there may
be several such components, which will be indexed asLi

h,M
j
h andPk

h, respectively, withi, j, and

k from some index set. Any regional maximumM j
h is also a peak component, but the reverse is

not true.

4.3.1 The pixel-queue algorithm

The pixel-queue algorithms for area and attribute operators are given in some detail elsewhere
[19,98,99], so we will describe them only briefly here. The versions described here only perform
area openings, but more general attribute openings require little modification [19].

Briefly, the image is first scanned using a pixel queue to create a list of all regional maxima
Mk

h. After this, all Mk
h are processed sequentially. This is done by growing a peak component

P j
h1

,h1 ≤ h around a seed pixel within the maximumMk
h using a priority queue. As each pixel

is added to the growing region, its neighbors which do not (yet) belong to the region are put in
the priority queue, from which they are retrieved in reverse grey level order (highest first). The
process of adding pixels continues until the area is larger thanλ or when the next pixel taken
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/* List F contains the local maximum components */
while (F not empty) do

{
extract C from F;
area = A(C);
curlevel = grey level of component;
while (area < lambda)

{ n = neighbor of C with I[n]
is maximum of all neighbors;

if (I[n] > curlevel)
break;

else { add n to C;
curlevel = I[n];

}
}

for all p in C do
{ I[p] = curlevel;

L[p] = PROCESSED;
}

}

Figure 4.3. The core of Vincent’s area opening algorithm. The parameterlambda in the
code equals the area thresholdλ. For closing, the local minima components are scanned, the
minimum neighbor of C must be sought, and the test before the break must be I[n] < curlevel.

from the priority queue has a grey levelh′′ larger than the current levelh′. In the first case the
peak component is large enough, and should be set to the current grey levelh′. In the latter
case the region grown so far is not a peak componentP j

h′ at level h′. Note that in this case the

component may be flooded again later on. In either case the grey levels of all pixelsp∈ P j
h′ are

set toh′, andMk
h is removed from the list. The algorithm terminates when all maxima have been

processed.
The part of the algorithm after the regional maxima have been found is shown in pseudo code

in Figure 4.3. Note that in the code fragments of this chapter the grey level of a pixel (node)n is
denoted byI[n] .

4.3.2 The Max-tree approach

Max-trees were introduced by Salembier et al. [83] as a versatile data structure for anti-extensive
connected set operators. A Max-tree is a rooted tree, in which each of the nodesCk

h corresponds
to a peak componentPk

h. However,Ck
h contains only those pixels inPk

h which have grey levelh.

In other words, it is the union of allL j
h ⊆ Pk

h. Each node except for the root points towards its
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Figure 4.4. The Max-tree structure: the peak components Pk
h of a 1-D signal level image X

(left); the corresponding pixels in each Max-tree node Ck
h (middle); and the Max-tree itself

(right).

parentC j
h′ with h′ < h. An example of a 1-D signal, its peak components and its Max-tree nodes

is shown in Figure 4.4. It can be seen that multiple flat zones may be contained in a single node,
as in the case ofC0

0 in this example. Furthermore, in a given branch, not all grey levels have to
be occupied, as in the case of the branch ending atC1

3.

In the case of the area opening, the area of the peak componentPk
h is stored in the Max-

tree structure in nodeCk
h. Once a Max-tree of an image has been computed, computing an area

opening reduces to removing all nodes which have an area smaller thanλ from the tree. Because
the area must increase when descending any branch towards the root, the opening reduces to
pruning branches at the appropriate points, and merging the pixels in the removed nodes with
their smallest surviving ancestor.

Salembier et al. [83] use an arraySTATUSof the same size as the image to determine to
which node a pixel belongs. A pixelp with grey levelh belongs to nodeCk

h if STATUS[p] =
k. Initially, all elements inSTATUSare set toNOTPROCESSED(< 0). Besides this array, the
algorithm uses a hierarchical queue ofG levels, withG the number of grey levels. One array of
G integers calledNodesAtLevel is used to store the number of Max-tree nodes detected so far
at each grey level. A further array ofG booleansNodePresent stores at which levels below
the current grey level nodes have been detected in the path from current node to root. Finally, the
Max-tree itself is stored in an array ofN nodes (withN the number of pixels in the image).

In our implementation we first compute a histogram of the image, in order to compute the
space needed in each of the levels of the hierarchical queue, and maximum possible number of
nodes in each of the levels of the Max-tree. All elements of theNodesAtLevel array are
set to zero, those of theNodePresent array to false. Then, the Max-tree is built by first
selecting a pixel with the smallest grey levelhmin which must belong to the root of the tree,
and inserting it at levelhmin in the hierarchical queue, andNodePresent[hmin] is set
to true. Using this pixel as a seed a recursive flood filling process is started. At each step a
pixel p at the highest occupied levelh in the hierarchical queue (starting athmin obviously)
is retrieved. ThenSTATUS[p] is set toNodesAtLevel[h] , which labels it as a member of
Ck

h, and the area in the appropriate Max-tree node is incremented. Then, all neighbours ofp for
whichSTATUS[n] is NOTPROCESSEDare put in the queue at levelI[n] , STATUS[n] is set
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to INTHEQUEUE(< 0), andNodePresent[I[n]] is set to true. If the neighbour’s grey level
I[n] is larger than the current levelh the flooding proceeds at levelI[n] . If at a given level
h, no more pixels can be retrieved from the queue at levelh, NodePresent[h] is set to false,
and the parent node is sought by finding the element inNodePresent with the highest index
mwhich is true. Oncemhas been determined, the parent nodeC j

h′ is found by lettingh′ =m, and
j =NodesAtLevel[m] . The current nodes area is added to its parent, and flooding proceeds
at levelm. Once all pixels have been processed, the Max-tree is complete.

The filtering is carried out by visiting all nodes of the tree once from low grey level to high.
We can do this because we store the nodes sorted per grey level in an array, and we know how
many nodes exist at each level. For each node we check whether its area is smaller thanλ. If so,
its output grey level is set to that of its parent (which has already been assigned the correct grey
level). The output imageO is made by visiting all pixelsp in the image, determining its node
from I[p] andSTATUS[p] , and assigning the output grey level of that node toO[p] .

4.3.3 The Union-Find Method

A key property of the algorithms described above is that they process the image one peak compo-
nent at a time. Furthermore, both use a flooding method. The approach described in this section
can process multiple peak components simultaneously. Pixels are processed in grey level order.
During this process, peak components are created and merged as needed, while keeping track of
their areas. Once a peak component has an area of at leastλ, it ceases to grow.

Tarjan’s union-find algorithm for keeping track of disjoint sets [88] is used to implement
merging in an efficient way. For each set an arbitrary member is chosen as representative for
that set. The algorithm uses rooted trees to represent sets, in which the root is chosen as the
representative. Each non-root node in a tree points to its parent, while the root points to itself.
Two objectsx andy are members of the same set if and only ifx andy are nodes of the same
tree, which is equivalent to saying that they share the same root of the tree they are stored in.
There are four basic operations.

• MakeSet(x) : Create a new singleton set{x}. This operation assumes thatx is not a
member of any other set.

• FindRoot(x) : Return the root of the tree containingx .

• Union(x,y) : Form the union of the two sets that containx andy .

• Criterion(x,y) : a symmetric criterion which determines whetherx andy belong to
the same set.

For flat zone labeling the algorithm becomes:

for all pixels p do
{ MakeSet(p);

for all neighbors n<p do
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if ( I[n]==I[p] )
Union( n, p );

}

Note that in this context the conditionn<p means thatn is a pixel which has been processed
beforep. In this caseCriterion(n,p) is true if the image valueI[n] equalsI[p] . Union
usesFindRoot internally to determine the root nodes of the trees containingn andp. After
this scan, a second “resolving” scan assigns each root pixel a unique label, and to each non-root
pixel the label of its root.

Before going into the details of the area opening algorithm itself, we will discuss the general
framework for storing the disjoint sets, and the auxiliary functions needed for attribute openings
and closings.

The disjoint sets we have to find are all flat zonesLi
h ⊂ ΓA

λ(Xh( f )), which are not altered

by the area openingγA
λ , and, for all otherLi

h, the smallest peak componentP j
h′ ⊃ Li

h which has
areaλ or more. To store the trees representing these sets for the entire image, we use an integer
arrayparent of the same size as the image (i.e.,N), in which parent[p] is the parent of
pixel p. Pixels are stored aswidth*y+x ,with x andy the pixel’sx andy coordinates, and
width the image width. If a pixel is a root of a tree, i.e. it has no parent, we flag this by setting
parent[p] < 0 , rather than letting it point to itself. We could use an auxiliary arrayarea ,
in which area[p] (for root nodes) stores the area of each set. However, for a set of areaA
with root nodep, we can also setparent[p] to−A, which saves memory space. We define an
active rootas a root of a peak component with area smaller thanλ.

The code for theMakeSet , FindRoot , Criterion , andUnion routines is shown in
Figure 4.5. In this case, theCriterion andUnion routines are asymmetrical. This is done to
ensure that if the set we are dealing with is a peak componentPh at levelh, the root elementr
has a grey levelI[r] = h. Therefore, we process the pixels in decreasing grey level order, and
always make the last pixel processed the root of the new tree. We do this by sorting the pixels
using counting-sort, and storing the coordinates in an arraySortPixels of lengthN. Pixels
of the same grey level are processed in scan line order. Scanning of peak components from high
to low grey levels is guaranteed, without finding regional maxima explicitly.

As each pixelp is processed, theMakeSet routine labelsp as a singleton set, setting
parent[p] to -1. TheUnion procedure is now called for each neighborn which has already
been processed. We briefly describe this procedure here. Sincep is alwaysa root,FindRoot
is only called to find the root pixelr of n. If r equalsp nothing needs to be done, becausen
andp are already in the same set. Otherwise,Criterion is called withr andp as parameters.
If the grey levelI[r] of r is equal to that ofp or if r is an active root,Criterion returns
“true” and the two trees are merged. Merging is done by adding the area ofr to that ofp, and
makingp the parent ofr . If Criterion returns “false”, a neighbor has a root grey level higher
thanI[p] andhas a sufficiently large area, and thereforep ∈ Li

h⊂ ΓA
λ(Xh( f )). In this case,p is

made inactive by settingparent[p] to−λ.
Note that theFindRoot routine, apart from finding the root of a tree, performs path com-

pression. This is a technique that was used by Tarjan to reduce the average cost ofFindRoot .



62 4.3 Computing area openings and closings

void MakeSet ( int x )
{ parent[x] = -1;
}

int FindRoot ( int x )
{ if ( parent[x] >=0 )

{ parent[x] = FindRoot( parent[x] );
return parent[x];

}
else return x;

}

boolean Criterion ( int x, int y )
{ return ( (I[x] == I[y]) ||

( -parent[x] < lambda ) ) ;
}

void Union ( int n, int p )
{ int r=FindRoot(n);

if ( r != p )
{ if ( Criterion(r, p) )

{ parent[p] = parent[p] + parent[r];
parent[r] = p;

}
else

parent[p] = -lambda;
}

}

Figure 4.5. Implementation of the basic operations for area openings and closings. Note
that the areas of components are stored as negative numbers in the corresponding roots. The
variable lambda is equal to the parameterλ. The parameters forCriterion must be root
nodes.

It does this by setting the parent pointer directly to the root for all pixels visited along the path to
the root.

At the end of this part of the algorithm, we have found two kinds of disjoint sets: (i) those
with constant grey level, which are flat zonesLi

h ⊂ ΓA
λ(Xh( f )), and (ii) those with varying grey

level, which are peak componentsP j
h, with h the maximum grey value for which the area criterion

is satisfied. Because the rootr of these peak components is always the last pixel processed, its
grey level in the input image satisfiesf (r) = h. Therefore, if we set the grey level of each pixel
in the output image to that of its root in the input image, allLi

h⊂ ΓA
λ(Xh( f )) remain unchanged,
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/* array S contains sorted pixel list */
for (p=0; p<Length(S); p++)

{
pix = S[p];
MakeSet(pix);
for all neighbors nb of pix do

if ((I[pix] < I[nb]) ||
((I[pix] == I[nb]) && (nb<pix)))

Union(nb,pix);
}

/* Resolving phase in reverse sort order */
for (p=Length(S)-1; p>=0; p--)

{
pix = S[p];
if (parent[pix] >= 0)

parent[pix] = parent[parent[pix]];
else

parent[pix] = I[pix];
}

Figure 4.6. Code showing how to perform an area opening using the operations of Fig. 4.5.

whereas allP j
h are filled uniformly with a grey level ofh. This can be done in linear time. The

most memory efficient approach is to store the output image in theparent array, which is
possible because we can visit the pixels in reverse processing order. For each pixelp we inspect
its parent. Ifparent[p] is negative,p is a root, andI[p] is the correct grey level for the
component. Ifparent[p] is non-negative, then it is pointing to a pixel inparent which has
already been resolved, and already has been assigned the correct root grey level. In figure 4.6 the
above described algorithm is listed.

For area closings we must change each test for grey level in the main loop of the routine to
a test forsmaller than. TheFindRoot andCriterion procedures, and the resolving stage
need not be changed.

4.4 Performance testing and results

The three algorithms were implemented in C. For efficiency reasons tail recursion inFindRoot
was removed, and all procedures in Figure 4.5 were inlined. The code is available on request.
The algorithms were tested on a range of synthetic images with different sizes, and numbers of
extrema. Furthermore, a number of natural images at various sizes was used. Mean CPU times
over multiple runs on HPPA RISC-processor based machines were determined for each image
and for different values ofλ.
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Three-dimensional versions of the algorithms for volume openings were also implemented
and tested on a number of angiograms.

4.4.1 Synthetic images
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Figure 4.7. Timing results for distance map images. CPU timing for the priority-queue algo-
rithm (dashed) and the union-find method (solid), and the Max-tree algorithm as a function of
area (λ) of the closing for512×512distance map images for different numbers Nmin of local
minima: (top) Nmin = 2; (bottom) Nmin = 2000. Note the strong dependence of the timings of
the priority-queue algorithm on both image content (Nmin) andλ. The timings for the union-find
and Max-tree methods are practically independent ofλ, and only slightly dependent on Nmin.

To test the sensitivity of the algorithm to the image complexity in a controlled manner, syn-
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thetic images were used. To generate these,Nmin randomly placed dots on a black background
were generated. After this Euclidean distance maps were generated from these random dot im-
ages. These distance map images allow controlled testing of the performance of each algorithm
as a function of the number of extrema (minima) of roughly circular shape. Because the distance
map images contain controllable numbers of minima, we decided to perform the timings on clos-
ings rather than openings. However, we could in principle have inverted these images and done
the timings on openings, obtaining the same results.

The CPU times for area closings with increasingλ for 512×512 distance map images with
different numbers of local minimaM are shown in Figure 4.7. Quite clearly, the CPU times for
the priority-queue algorithm depend strongly on bothλ andNmin, unlike either the union-find
method or the Max-tree method. In all cases, the union-find method outperformed the priority-
queue algorithm, by a factor ranging from 2.4 for smallλ, to about 7 forλ = 131072 andNmin =
2000. Theλ dependency of the priority queue algorithm is clearly nonlinear for smallerλ. By
contrast, theλ dependence of the modified Tarjan method is very weak, rising by at most 17%
over λ ranging from 2 to 131072. The Max-tree algorithm has no significantλ-dependence.
However, it is slower than the union-find approach by a factor of 2.1 at smallλ and 1.65 at
λ = 131072 forNmin = 2000. For the union-find method timings range from 0.200 s to 0.244
s from Nmin = 2 to Nmin = 2000, or an 22 % increase forλ = 131072. The Max-tree method
shows no significant change over the same range. Forλ = 131072, Vincent’s algorithm shows an
increase in CPU time from 0.786 s to 1.704 s, or a 117 % increase, over the same range ofNmin.

To measure dependence of CPU times on the image sizeN, distance map images of different
sizes with the same densityα of minima (α = Nmin/N = constant) were used. The results are
shown in Figure 4.8. All three methods appear to be linear inN for all practical purposes. On
certain machines deviations were observed for very small images, probably due to caching.

4.4.2 Natural images and volume openings

A selection of 40 natural images with different image characteristics was used to assess the
performance under more realistic conditions. The images include images of faces, a house, land-
scapes, airplanes, an aerial photograph of a city, various astronomical images, and microscopic
images of diatoms, bacteria and skin tissue. Some of these images are shown in Figure 4.9.

The results are similar to those for synthetic images. CPU times for the union-find and Max-
tree methods depend mainly on image size, and only slightly on image content orλ. By contrast,
CPU times for the priority-queue algorithm depend strongly on both image content andλ. The
image of Jupiter’s red spot in Figure 4.9(b) shows a very strongλ-dependence at all scales. This
may be caused by the many nested structures in this image.

In certain images, such as the image of bacteria in Figure 4.9(c), the dependence of CPU time
on λ is only slight. Indeed, based on this image alone there would be little reason to prefer any
algorithm. However, even here, the union-find method is faster than the others for allλ > 8. In
this case alone, it is the Max-tree method which is slowest, except forλ > 16384.

The volume openings yielded slightly different results. On a 128× 128× 62 volume, the
union-find method (CPU time 1.29 s) is 3.5 times faster than the Max-tree (4.51 s), and 3.3 times
faster than the priority-queue method (4.26 s), both forλ = 256. At λ = 131072, the union-
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Figure 4.8. Image size dependence of computing times for distance map images for the pixel-
queue (dashed), Max-tree (dash-dot), and union-find (solid) algorithm forλ = 256and different
values of the densityα of local minima: (top)α = 1/1024, (bottom)α = 100/1024.

find method takes 1.34 s, Max-tree algorithm 4.53 s, and the priority-queue method falls far
behind with 72 s. We performed the same tests on the 256×256×256 volume of Figure 4.2
on a Pentium II at 400 MHz, with 640 MB RAM. Atλ = 256 andλ = 131072 respectively,
the union-find method needs 6.35 s and 6.68 s, the Max-tree algorithm needs 20.37 s and 20.47
s, and the priority-queue method needs 19.01 s and 108 s. Apparently, the advantage of the
union-find algorithm is greater in these 3-D data sets. This is probably due to its smaller memory
requirements, especially given the limited bandwidth of the memory bus of personal computers,
as is discussed in the next section.
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Figure 4.9. Some natural images used for performance testing algorithms for area closings
and the corresponding results for the Max-tree algorithm (dash-dot), priority-queue (dashed)
and the union-find approach (solid): (a) face, (b) red spot, and (c) bacteria.
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4.5 Computational Complexity and Memory Use

In the case of the union-find approach, complexity analysis is straightforward if we assume that
the union-find part is the most costly. This is the case when we can use a linear time sorting
algorithm as counting-sort which only works well for 8-16 bit integers. Even thoughO(N)
sorting algorithms exist for floating point numbers, or larger integer ranges (e.g. radix-sort), it
may be quicker to use one of manyO(N logN) methods such as heap-sort. For an image ofN
pixels, usingC-connectivity, we performN MakeSets and at mostNC/2 FindRoots . This is
because for all pixels we do aFindRoot on those of theC neighbors which have been processed
before the current pixel. Disregarding image edge effects, one half of the neighbors of each
pixel will have been processed beforehand on average. For these numbers ofFindRoots and
MakeSets , Tarjan [88] derives a worst case complexity ofΘ(NClog1+C/2N), or Θ(N logN)
for fixed connectivity, when path compression is used, as is the case in our algorithm. In our
measurements, CPU-time was a linear function of image sizeN, though anN logN relationship
cannot be ruled out from the data.

Explicitly including the connectivity in the computational complexity is particularly neces-
sary when contemplating extension to more than two dimensions. Extension to three dimensional
images is straightforward, since all that has to be changed is the way pixel coordinates are stored
in integers, and 6, 18 or 26 connectivity must be used. This does increase the computing time
somewhat, but not prohibitively.

The computational complexity of the priority-queue algorithm isO(Nλ logλ), which be-
comesO(N2 logN) if λ = N. The latter is the case when computing pattern spectra (see section
4.7). An example of thisO(N2 logN) behaviour is seen when the numberM of regional maxima
in an image is maximal. In the case of 4-connectivity we haveM = N/2 points in a checkerboard
pattern. Suppose all these points have the maximum grey level, that the non-regional maximum
pixels are assigned strictly descending grey levels in scan-line order, and thatλ = N. As each
of theN/2 maxima is processed,all the previously processed pixels are flooded, before the al-
gorithm encounters the next regional maximum, and stops the flooding process. Therefore, on
average, a region ofN/2 pixels is flooded for each of theN/2 maxima. Each visit to a pixel
bears a cost ofO(logN) due to the use of a priority queue. Therefore CPU times are expected to
increase proportional toN2 logN in this case. This has been verified experimentally [103].

The computational cost of the Max-tree algorithm is dominated by the flood filling process
which is inherently linear in both the number of pixels and in the connectivity. Pruning the Max-
tree requires visiting all nodes in the tree at most twice, so it is alsoO(N). Computing the output
image is also linear in the number of pixels.

One somewhat peculiar feature in the computational complexity of the Max-tree algorithm
is its dependency on the number of unoccupied grey levels between parent and child nodes. As
stated, the flood filling procedure uses an array of booleans to store which levels below the current
are occupied. Insertion into this array is done in constant time, but retrieval of the highest grey
level below the current takes a time proportional to the number of unoccupied levels between
Max-tree nodes in the same branch. Thus, a contrast stretch followed by a Max-tree filter is
slower than the reverse order. We tested this in a particular bad case: a checkerboard pattern
consisting of alternating pixels either of grey levels 0 and 1 or of 0 and 255. In this case,N/2
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maxima must be processed. For each maximum there are four insertions into the array, followed
by one retrieval. In the first case the retrieval needed to inspect only one element, in the second
255 elements. For a 256×256 image, the first case took 80 ms, the second 222 ms. The other two
algorithms show no differences in CPU times, as expected. It is possible to replace the boolean
array by other data structures in which retrieval is cheaper, such as a heap (logn), but only at the
expense of higher insertion cost. Since the number of insertions is at leastC times greater than
the number of retrievals, the original choice appears to be the best.

Apart from computational complexity, memory use must be taken into account, not just to
estimate whether enough resources are available for a given image size, but also because memory
bandwidth may actually limit the processing speed if large (volume) data sets are used. Apart
from the original image, the priority-queue method requires a queue for detection of the regional
maxima, which in our implementation requiresN integers (withN the image size), a priority
queue of either 2λ or N integers, depending on which value is the smaller, a label image of
N integers, a fill list ofλ (worst caseN) integers to store the pixels belonging to the current
maximum, and optionally an output image (the standard implementation overwrites the original
image, which may not be desirable). The union-find method uses only the parent array (which
becomes the output image) ofN integers and the sorted pixel array (alsoN integers), apart from
the input image. It therefore yields a memory saving of at least 2N integers with respect to the
priority-queue method, and possibly an image ofN pixels, as well, if a separate output image is
used in the priority-queue approach. The Max-tree approach is the most costly, memory-wise.
The hierarchical queue and status arrays each requireN integers. The Max-tree itself may have
N nodes (worst case), each of which contains its area, pointer to its parent, and the output grey
level, or 2N integers andN pixels. An output image may also be required, if the input image
may not be overwritten. The savings obtained by using the union-find approach compared to the
Max-tree method is 2N integers andN pixels (or 2N pixels if a separate output image is used).

These differences in memory use are particularly important for 3-D analysis. In the case
of the 128× 128× 62 volume, the total memory use of the Max-tree method was 57.5 MB,
priority-queue methods needed 45 MB, whereas the union-find algorithm required only 25 MB.

4.6 Extension to Attribute Openings

All three algorithms can be extended to compute other attribute openings and closings. The
priority-queue approach has been extended by Breen and Jones [19], and a union-find algorithm
based on the area opening version described here has also been published [103]. The original
Max-tree algorithm can be used for not just attribute openings and closings, but also for thinnings
and thickenings [83].

Unlike the area of a set, many attributes cannot be computed “on the fly”. Therefore, the
versions for attribute openings of all three algorithms rely on auxiliary data sets per peak com-
ponent which has been processed partially. The auxiliary data are chosen in such a way that they
can be updated pixel by pixel easily, and that the desired attribute can be computed efficiently.
In the case of the union-find and Max-tree approaches, easy merging of auxiliary data sets of
different connected sets of pixels must also be possible. For example, consider the opening using
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the moment of inertiaI(C) of connected setC, which is defined in 2-D as

I(C) = ∑
(x,y)∈C

(x−x)2 +(y−y)2 (4.6)

with x andy the pixel coordinates, andx andy their mean values. In this case it can be shown
that the areaA(C), ∑x, ∑y, ∑x2, and∑y2 as auxiliary data are sufficient. As pixels are added to
the set, the sums and area are updated in constant time. Merging two data sets reduces to adding
the area and sums.

A number of adaptations to data structures and algorithms are needed in both the priority-
queue and union-find approaches. First of all, in both cases the attributes are only computed when
a peak component has completely been processed, i.e., when a grey level boundary is crossed.
In the pixel-queue approach, this occurs when a pixel with lower grey level is retrieved from
the priority queue. The attribute is computed, compared toλ and if it is smaller the flooding
proceeds, otherwise the component is filled with the current grey level. Because the priority
queue algorithm processes one peak component at a time, only one auxiliary data set is needed.
Memory-wise this is the optimal solution.

Breen and Jones [19] use a single “driver” routine with function pointers as arguments to be
able to compute any attribute opening, without code duplication. Their method requires functions
to create, destroy, add a pixel to an auxiliary data set, and computing the attribute value. The
union-find version uses a similar approach, but a merge function is also needed.

In the union-find case we need some more adaptations. First of all, it is no longer possible
to store the attribute value as a negative number in the root node parent array itself. Instead,
negative values (ACTIVE and INACTIVE ) are used to flag active and inactive root nodes of
sets. A second arrayauxdata is used to store pointers to auxiliary data sets. Only active
root nodes have valid auxiliary data sets assigned to them. Because multiple peak components
are processed simultaneously,N/2 auxiliary data sets are needed in the worst case. Computing
attributes is done when the next pixel in the sorted pixel array has a lower grey level than the
current. In that case all attributes of all active peak components at the current grey level are
computed and compared toλ. All peak components which have attribute larger than lambda are
set to inactive. For details see [103].

In the Max-tree case similar adaptations are needed with respect to the area opening algorithm
presented here. In this case, though only a single peak component is flooded at a time, it may
have collected data at multiple grey levels. In the worst case,G sets (withG the number of grey
levels) are needed. Though still worse than the priority-queue method, this is considerably less
than the worst case in the union-find approach. In this scheme, a Max-tree node stores a pointer
to its parent, the attribute value, and grey level in the output image as before. It does not need
a pointer to its auxiliary data, because we can store these in an array of lengthG, and use the
current grey level of the node to reference the correct data set.

We have performed timings of the three algorithms for the moment-of-inertia opening, and
the relative results are very similar to those obtained with the area opening. On 256×256 natural
images, the union-find method took some 155 ms, compared to 33 ms for the area opening. The
Max-tree approach took some 200 ms, and the priority-queue approach 540 ms atλ = 32768.
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4.7 Extension to Pattern Spectra

All three algorithms can readily be adapted to computing area opening and closing pattern spectra
efficiently. For the priority-queue method this has been done by Breen and Jones [19], and a
similar extension has been done for the union-find case [56].

Let f andg be grey scale images. A size distribution or granulometry is a set of operators
{αr} with r from some totally ordered setΛ (usually Λ ⊂ R or Z), with the following three
properties [50,101]:

αr( f )≤ f (4.7)

f ≤ g⇒ αr( f )≤ αr(g) (4.8)

αr(αs( f )) = α max (r,s)( f ), (4.9)

for all r,s∈Λ. Since (4.9) implies idempotence, it can be seen that size distributions are openings.
The pattern spectrumSα

f obtained by applying a size distributionαr to grey scale imagef can be
defined as the integral of the grey level ofαr( f ) over the image domain. In the discrete case we
have:

Sα
f (r) = ∑

x∈M
(αr( f ))(x). (4.10)

A trivial algorithm for computation of area pattern spectra consists of performing area open-
ings atNs≤ N scales, ranging fromλ = 1 to λ = N, and computing the sum of grey levels of
the resulting image at each scale, and storing the results in an array ofNs bins. This method
yields a worst-case computational complexity ofO(NsN2 logN) for the priority-queue algorithm
andO(NsN logN) for the union-find approach. In both cases it is possible to reduce the com-
putational cost by a factor ofNs, by effectively performing an area opening withλ = N, which
will merge all flat-zones of the image. During the merging process, the spectrum is updated as
each peak component is merged with flat zones at a lower grey level (for details see [19,56]). If
a peak component of areaA is merged with a set at a lower grey level, a functionBin is used
to map the area to the range of bin numbers in the spectrum (0,1, . . . ,Ns). These adaptations
can be seen in Figure 4.10 for the union-find case. It has been demonstrated that it is indeed
possible to compute an area pattern spectrum in the time needed for a single area opening. A
pattern spectrum version of the Max-tree algorithm is also trivial to implement. In this case the
tree-traversal used for computing the grey levels of the output image is used to update the pattern
spectrum as above.

The three algorithms have been implemented and yield CPU times indistinguishable from
performing a single area opening with the same method withλ = N in all cases tested (data not
shown).

4.8 Conclusions

The Max-tree and union-find algorithms for computation of area openings and closings have clear
advantages over the priority-queue algorithm in terms of computing time, especially when using
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void Union ( int n, int p ) { int r=FindRoot(n);
if ( r != p ) {

if ( I[p]!=I[r] ) {
spec[Bin(-parent[r])] -=

(I[r]-I[p]) * parent[r];
}
parent[p] = parent[p] + parent[r];
parent[r] = p;

}
}

/* array S contains sorted pixel list */
for (i=0;i<Ns;i++)

spec[i]=0;
greysum=0;
for (p=0; p<Length(S); p++) {

pix = S[p];
greysum += I[p];
MakeSet(pix);
for all neighbors nb of pix do

if ((I[pix] < I[nb]) ||
((I[pix] == I[nb]) && (nb<pix)))

Union(nb,pix);
}
for (i=0; i<Ns; i++) {

spec[i] = greysum - spec[i];
greysum = spec[i];

}

Figure 4.10. Pseudo-code showing how to compute an area opening pattern spectrum: (top)
modifiedUnion procedure, in which the functionBin maps the range of areas to the range of
bins; (bottom) code of the area pattern spectrum algorithm itself. TheFindRoot procedure
is left unchanged (see Fig. 4.5).

large values ofλ. Furthermore, the strong dependence of computing time on image content seen
in the priority-queue algorithm is lacking in both. Though theoretically less computationally ef-
ficient, the union-find approach outperforms the Max-tree method, especially in large (3-D) data
sets. This may be caused by the much larger memory requirements of the Max-tree approach,
and its less regular access of memory due to the flooding process.

In the case of the area opening, the union-find is also the most efficient in terms of memory
usage, especially if the original image may not be overwritten. In that case it uses between 2.3
and 3 times less memory than the Max-tree approach, and about 40-50% less than the priority-
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queue method (depending slightly on the size of a pixel). However, in the more general case
of attribute operators, the union-find approach requires more space for auxiliary data sets in the
worst case. If auxiliary data sets required to compute the attributes are large, the priority-queue
method in particular may be more efficient in terms of memory usage.

The union-find algorithm is suitable for parallel implementation on shared-memory systems,
since it processes extrema concurrently, while the other algorithms process extrema sequentially.
Besides, the algorithm does not use a queue based flooding process, which is particularly difficult
to parallelize. It is not hard to augment the union-find algorithm with locking-primitives to
avoid concurrent accesses to shared memory locations, as in the case of connected component
labeling [40].

Unlike the current implementations of the priority-queue and union-find algorithms, the Max-
tree method can be used for attribute thinnings as well. The separation of Max-tree construction,
Max-tree filtering and image restitution is elegant and very versatile. However, there is no partic-
ular reason to use a flooding approach to construct the Max-tree. Indeed, it is slightly impractical,
because merging two sets of pixels belonging to different nodes requires reflooding one of the
sets and setting all grey levels andSTATUSvalues correctly. Therefore, in chapter 5 we present
a union-find approach to building and filtering Max-trees, in which merging nodes can be done
in constant time. This algorithm will also be designed for parallel execution on shared-memory
systems.

Finally, the disjoint set approach discussed here could be generalized to other, and possibly
all connected filters. The reason for this is that all connected filters operate on the flat zones of an
image, merging them, or changing their intensities, but never splitting them. Tarjan’s union-find
method provides an efficient means to perform such operations.
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Chapter 5

A Concurrent Algorithm for Connected Set
Filtering, and its Application to Interactive
Visualization

Abstract

This chapter presents a method for combined interactive filtering and visualization of vol-
umetric data on shared memory architectures. The user can interactively set the filter pa-
rameters of a shape preserving class of morphological filters, called connected filters, and
immediately see a volume rendering of the resulting filtered volume data set. The filters work
by computing some attribute describing the shape or size for each connected component of
the volume. The user can decide which components to preserve based on some threshold.
We use a method in which the computation of attributes and connected component analysis
is separated from the decision stage of the filtering process. Both stages are performed in
parallel. The first stage is a kind of initialization for the (faster) decision stage, which can
be run many times with different threshold values, allowing interactive filtering and visu-
alization of the results. We have implemented the program, using Posix Threads, and ran
experiments on an SGI Onyx 3400 with 16 CPUs.

5.1 Introduction

In this chapter, which is a major extension of [55], we present a method for combined filtering and
visualization of volumetric data. The user can interactively set the filter parameters. An efficient
parallel shared memory algorithm is used to perform the actual filtering, allowing manipulation
and visualization at interactive rates.

We use a shape preserving class of morphological filters calledconnected filters. Connected
filters have received much attention in recent years, in algorithm development [57,83] and appli-
cations [87,104]. Connected filters are shape preserving, because they never introduce new edges
in images. A subclass of these areattribute filters, the first of which were area openings and clos-
ings, which remove image detail smaller than a particular area [21]. These in turn were extended
by Breen and Jones toattribute openingswhich accept or reject image details based on any of a
wide range of size parameters [19]. They also put forward the idea of attribute thinnings, which
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Figure 5.1. Decomposition of a binary image of nuts and bolts of different sizes into two
different shape classes: (left) original image; (middle) filter with criterion “number of holes
> 0”; (right) difference between (left) and (middle).

allow image filtering based on shape, rather than size criteria. This idea has been formalized to
so calledshape filters[93], which have been applied to the problem of vessel enhancement in
angiographic volume data sets [104].

In the binary case, attribute filters work by computing some parameter (or attribute) describ-
ing the shape or size for each connected component, and then deciding which component to
preserve based on some threshold or window on these parameter values. An example is shown
in Fig. 5.1, in which the nuts are separated from the bolts based on the number of holes. In the
grey scale case, attribute filters can be implemented simply by thresholding the image at each
grey level, applying a binary filter to each thresholded image and recombining them. Faster al-
gorithms have been developed (see chapter 4, [57]), but in the case of volumetric data, filtering
is still too slow to be interactive in many cases. For example, filtering of a 2563 data set for
vessel enhancement may take 10 to 20 seconds, even on a Pentium 4 at 1.9 GHz with 800 MHz
RDRAM. This is a serious drawback when optimal threshold settings are interactively deter-
mined. In this chapter, we use the Max-tree algorithm of Salembieret al. (see chapter 4, [83]),
in which the computation of attributes and connected component analysis (stage 1) is separated
from the decision of the filtering process (stage 2). We have shown in chapter 4 and in [57]
that this algorithm is usually slower than theUNION-FIND algorithm in case we want to filter a
data set with a particular parameterλ, but in this chapter we are interested in the case where we
filter (interactively) with various attribute values. In this context the Max-tree algorithm is very
suitable.

For both stages a parallel algorithm is presented. After performing the first stage as an ini-
tialization, we can perform the (much faster) decision stage many times with different threshold
values, allowing interactive filtering and visualization of the results. For the construction of the
tree, Salembier uses a region growing algorithm based on queues. We prefer to use a gener-
alization of Tarjan’s Union-Find algorithm which does not use queues, and allows concurrent
construction on shared memory systems.

The outline of this chapter is as follows. In section 5.2 we briefly recall the Max-tree data
structure, and its use for attribute filtering. In section 5.3, we introduce a sequential algorithm
for constructing Max-trees and in section 5.4 we introduce an algorithm that merges Max-trees
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Figure 5.2. Peak components of a discrete signal (left) and the corresponding Max-tree (right).

into a larger Max-tree concurrently. Section 5.5 describes an algorithm for the accumulation
of attributes in a Max-tree. Section 5.6 discusses a parallel algorithm for the filtering (second)
stage. In section 5.7, we show some performance results and the application of the algorithm to
interactive visualization. Conclusions are drawn in section 5.8.

5.2 Max-trees

An efficient implementation of attribute filters relies on computing both the hierarchy of con-
nected components in the data set, and some attribute for each component to use as a filter
criterion. A Max-treerepresentation of the data set was introduced by Salembieret al. [83] as
a versatile structure to separate the filtering process from the computation of connected compo-
nents and attributes. The building of this tree structure is called theconstruction phase, while
its use for filtering is called thefiltering phase. In this section we will briefly discuss this data
representation, and show how it can be used to perform filtering.

LetV ⊆ Zn be some image domain (n= 2 for images,n= 3 for volumes), andf : V→R the
grey scale image (volume) under study. Implicitly we assume the existence of some neighbor-
hood graph (i.e. a grid) onV.

A setF ⊂V is called aflat zoneor connected componentif for all p,q∈ F there exists a path
from p to q along which the function value is constant, and the setV is maximal in size. The
threshold set Vh( f ) of image f is the set of points that remain after thresholding at levelh, i.e.

Vh( f ) = {x∈V| f (x)≥ h}. (5.1)

A peak componentat a grey levelh is a connected component of the threshold setVh( f ). The
number of these peak components is finite and can thus be enumerated. We introduce the notation
Pk

h to denote thekth peak component at levelh. Max-tree nodes are peak components. In Fig.
5.2 we see a one-dimensional discrete signal, and its corresponding Max-tree. The Max-Tree
is a rooted tree: each node has a pointer to its parent which has a lower grey value. The nodes
corresponding to the components with the highest intensity are the leaves (see Fig. 5.2). The root
node represents the set of pixels belonging to the background, that is the set of pixels with the
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lowest intensity in the image. Hence the name Max-tree: the leaves correspond to the regional
maxima. This means that the Max-tree can be used for filters that process peak components, i.e.
start from the regional maxima. Conversely, a tree in which the leaves correspond to the minima
is called a Min-tree and can be used for filters that process valley components, i.e. start from the
regional minima.

During the construction phase, the Max-tree is built from the flat zones of the image. After
this, the tree is subjected to the filtering phase. This filtering removes flat zones based on some
property. These properties are defined by an attribute valueT(Pk

h) of a nodePk
h, from a set

(usuallyR or Z) with an order≤. Given a threshold valueλ from this universe, the algorithm
decides whether to preserve, or remove a node.

Salembier describes four different rules for the algorithm to filter the tree: theMin, theMax,
theViterbi, and theDirect decision. In addition, Wilkinson and Urbach [93] introduced another
strategy, called theSubtractivedecision. The decisions of these rules are as follows:

Min A nodePk
h is removed ifT(Pk

h) < λ or if one of its ancestors is removed.

Max A nodePk
h is removed ifT(Pk

h) < λ and all of its descendant nodes are removed as well.

Viterbi The removal and preservation of nodes is considered as an optimization problem. For
each leaf node the path with the lowest cost to the root node is taken, where a cost is
assigned to each transition. In this chapter we do not consider this rule. For details see [83].

Direct A nodePk
h is removed ifT(Pk

h) < λ; its pixels are lowered in grey level to the highest
ancestor which meets the criterion, its descendants are unaffected.

Subtractive As above, but the descendants are lowered by the same amount asPk
h itself.

Figure 5.2 shows the peak components of a 1-D discrete signal, and the corresponding Max-
tree. The results of applying the Min, Max, Direct and Subtractive methods on this image with
λ = 10 are shown in Fig. 5.3. Which of these rules is the most appropriate depends mainly on
the application.

5.3 Construction of a Max-tree

In this section we will discuss an efficient sequential algorithm for constructing Max-trees. The
data sets we are interested in usually consist of a large set of pixels or voxels together with some
function f on them that represents their grey values. Pixels have a natural neighborhood rela-
tionship, four-connectivity or eight-connectivity. A similar connectivity relation can be defined
in 3D volumes. For our purposes it is convenient to regard the pixels or voxels as the vertices of
an undirected graph with edges defined by the neighborhood relationship (underlying grid). This
way, the algorithm becomes applicable to data sets of arbitrary dimensions.

We regard the pixels or voxels as the vertices of the undirected graphG = (V,E), whereV is
the set of vertices, andE the set of edges. LetN be the number of vertices of the graph, i.e. the
size ofV. We assume that pixels are numbered consecutively, starting from 0.
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Figure 5.3. Result after filtering the signal in Fig. 5.2 with four different decision rules, using
λ = 10as the attribute threshold.

Recall that, forh∈ R, theh-threshold set is the setVh = {x∈V | f (x)≥ h}. The connected
components of threshold setVh are the components of the subgraph(Vh,Eh) whereEh = E∩
(Vh×Vh). These connected components are the peak components that constitute the nodes of the
Max-tree. In this section, our aim is to compute these connected components for all levelsh, as
well as the resulting Max-tree in a single computation.

Inspired by Tarjan’s union-find algorithm [88], which we used in a similar way in chapters 3,
4 and in [40,57], we represent the connected components of the relationsEh by a forest structure
induced by pointers to parent nodes. These pointers are collected in an arraypar which can be
regarded as a (modifiable) function from nodes to nodes. We call a tree which is encoded in this
par array, apar -tree.

We definepar n[x] by repeated application ofpar , i.e. par 0[x] = x and par n+1[x] =
par n[par [x]]. A nodex∈V is called aroot of apar -tree ifpar [x] = x. For each non-root, we
can find its ancestors by repeated application of functionpar . Since we are building Max-trees,
i.e. the leaf nodes of the tree have highest grey levels, the grey levels of the nodes that are reached
by repeated application ofpar are monotonically descending. In other words, we constructpar
such that for allx∈V, we havef (par [x])≤ f (x).

During the construction of thepar -tree, we make sure that we do not introduce any cycles in
thepar -tree. For any vertexx, we define the “oldest ancestor” up toh by means of the recursive
functionanc given by

anc(x,h) = if par [x] = x∨ f (par [x]) < h then x elseanc(par [x],h) .

Sincepar is acyclic, this recursion always terminates.
In Fig. 5.4, an example is shown of a small artificial image and a possiblepar -tree repre-

sentation. The pixels are numbered from 0 to 8, and between parenthesis their function value
are denoted. We use 4-connectivity. Consider pixelp = 5 with f (5) = 4. This pixel is a local
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Figure 5.4. An image (left) and a possiblepar -tree structure (right). Nodes are numbered
p(q), where p is the node number, and q= f (p).

maximum, and therefore becomes a leaf node of thepar -tree. It has neighboring pixels, which
we will denote withn, s, w (north, south, west). From the figure we can see thatn = 2, w = 4,
ands= 8, with function valuesf (2) = 3, f (4) = 1, f (8) = 0. Since pixeln = 2 has the highest
value,par [5] is set to 2. Furthermore, since pixelw is reachable from 5, via a descending path,
we decide to setpar [2] to 4. The interpretation is as follows. When we threshold the image at
level 3, we find a connected component containing pixels 2 and 5. When we threshold at level
1, the component is expanded with (among others) pixel 4. Since pixels is also a neighbor of
5, their must also be apar -path from 4 to 8. Pixel 8 has the lowest function value of all pixels,
and therefore becomes the root of the entirepar -tree. Verifying the remaining parent-pointers
is left as an exercise for the reader. Note, that the propertyf (par [x]) ≤ f (x) allows more than
one possible tree: for example we could setpar [6] = 4 instead ofpar [6] = 7.

As we can see in Fig. 5.4, following apar -pointer does not always yield a parent node with
a lower function-value, e.g.f (0) = f (1) = f (4) = f (7) = 1. This is the result of the fact that
these pixels are part of the same flat zone of the image, and we encode this connectedness in the
par -tree. We define a vertexx to be alevel root if x is the root of the tree (i.e.par [x] = x) or
f (par [x]) < f (x). It is easy to see thath≤ f (x) implies thatx′= anc(x,h) satisfiesf (par [x′]) <
h≤ f (x′) and is therefore a level root.

We can determine whether two pixelsp andq with the same function value are in the same
peak component by computing their level roots. If the pixels have the same level root, they are
in the same peak component, otherwise they belong to different peak components.

We now start with the construction of an iterative algorithm for building thepar -tree. We
start with a forest of singleton-trees, by settingpar [x] = x, for eachx∈ V. We aim now at an
iterative algorithm in which at each iteration an edge(p,q) is removed fromE, and thepar -
structure gets updated by merging the trees to whichp andq belong. This process stops when
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E = /0.
We therefore consider some(p,q) ∈ E. Let sbe the minimum of the function values ofp and

q, i.e.s= min( f (p), f (q)) (see Fig. 5.5). Let us assume thats= f (q), and thatp has an ancestor
r (which is also a level root) withf (par [r]) < s≤ f (r) ≤ f (q). In this case we can replacep
by r, sincep andr are in the same peak component, and so are all nodes on thepar -path from
p to r. Using this argument, we replace the pair(p,q) by the pair(x,y), wherex = anc(p,s) and
y = anc(q,s) (see Fig. 5.5).

We now would like to setpar [x] to y. However, if we do this directly, we disconnect the
ancestors ofx from x and its descendant. Therefore, we storepar [x] in a temporary variablez,
before makingy the parent ofx.

We are now confronted with a new pair(y,z) with f (z) < f (y). For this pair we repeat the
process of merging by settingx to y, andy to z. This process terminates whenx = y, i.e. the trees
containingx andy have already been merged before, or whenpar [x] = x. In the latter case we
have to makey the parent ofx, if x 6= y. This analysis yields the following program fragment:

procedure merge(x,y) =
s := min( f (x), f (y)) ; x := anc(x,s) ; y := anc(y,s) ;
if f (x) < f (y) then swap(x,y) end; (∗ s= f (y)≤ f (x) ∗)
while x 6= y ∧par [x] 6= x do

z := par [x] ; par [x] := y ;
x := y ; y := anc(z, f (z)) ;

end ;
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if x 6= y then par [x] := y ;
end.

5.3.1 Some optimizations

Determination of level roots can be made more efficient by shortening the parent paths whenever
ancestors are determined. This is the classical method of path compression in Tarjan’s union-find
algorithm [88]. In comparison with the classical case, however, we have to be careful that the
parent path of any node must not loose the level root at the current level, which is defined by

levroot(x) = anc(x, f (x)) .

Path compression can be implemented by replacing functionlevroot by the following recursive
procedure with side effect

procedure levroot(x) returns V =
if par [x] = x ∨ f (x) 6= f (par [x]) then return x end ;
par [x] := levroot(par [x]) ;
return par [x] ;

end .

Path compression is incorporated in functionanc by means oflevroot via

procedure anc(x,s) returns V =
while par [x] 6= x ∧ s≤ f (par [x]) do x := levroot(par [x]) end ;
return x ;

end .

Another important technique to speed up the construction algorithm, is to sort the nodes ofV
based on grey-level. This can be done in linear time using counting sort. In the program fragment
shown above, we choose to remove the pair(p,q) from E such thatp is the unprocessed node
with the highest grey level. When we construct thepar -tree in this order, we are sure thatp
becomes the root of a newly merged tree, and thus we do not traverse a possibly longpar -path
starting atp.

5.4 Concurrent Merging of the trees

Now that we have developed a proceduremerge for merging two Max-trees, we can construct
the Max-tree of an image by means of a simple concurrent algorithm.

We usenthreads processes that are numbered consecutively from 1 tonthreads. Each pro-
cessor has a private integer variablesel f (1≤ sel f≤ nthreads), with which it can identify itself.
The set of verticesV = [0,N) is split in consecutive sub-domainsVp = [lwb(p),upb(p)), where
lwb(p) = (p−1)∗N/nthreads, andupb(p) = p∗N/nthreads. When each processor has com-
puted a Max-tree for its own domain, it is time to merge the resulting trees in a global Max-tree.
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Figure 5.6. Binary tree used for merging domains.

We decide that the process with numberp (p < nthreads) merges the local trees of domain
Vp andVp+1. In order for processp to start merging, it needs to know if it can safely start, i.e.
the tree in which nodes from domainVp+1 are incorporated is not being modified by any process.
This can be achieved by merging in a binary tree fashion.

Consider the example shown in Fig. 5.6, wherenthreads= 15. Each node of the binary
search tree represents a process number. All leaf nodes of the tree are odd numbered processes,
while internal nodes are numbered even. When an even numbered processp is ready constructing
its local Max-tree, it signals leaf nodep−1 that it can merge the trees from domainVp−1 and
Vp. This signaling is implemented by means of an array of binary semaphoressem, which is
indexed by process numbers. All semaphores are initialized with the value 0. A semaphores
gets atomically incremented by the operationV(s), while it gets decremented (acquired) by the
operationP(s). After signaling the leaf node,p waits its turn by callingP(sem[sel f]). Process
p will get signaled at least once, since each node has a left child. When a right child exists as
well, it will have to wait for a second signal before merging the Max-trees corresponding with
domainsVp andVp+1. Since the binary tree is a search tree, the testsel f+1≤ nthreadssuffices
to determine whether a right child exists. When processp gets woken up by its child(ren), it calls
the routineglue(sel f), which is a routine that callsmerge(x,y) for all x∈Vsel f andy∈Vsel f+1. If
p is not the root of the binary tree, it signals its ancestor that it has finished merging. As we can
see from Fig. 5.6, computing the ancestor of a process numberp involves computing the binary
representation ofp. The bit pattern of the direct ancestor ofp can be obtained fromp its bit-
pattern, by replacing its least significant 1-bit by a 0-bit, and setting the preceding bit to 1. For
example, process 2 has bit pattern 0010, and process 6 has bit pattern 0110. Both processes have
process 4 (bit pattern 0100) as their parent. The computation of the ancestor ofp is performed by
the routineancestor(p) . The leaf nodes of the tree start the merging process. They act analogous
to internal nodes, except that they do not have children that will signal them. Leaf nodes with
numberp need only wait for a single signal (from processp+1), to start merging.

The root of the binary tree is the process number which is the largest power of two contained
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in the tree. Once a non-root process has signaled its ancestor, it will wait until it receives a signal
from the root process, which is used as a kind of barrier. When the root process has finished
its merging of Max-trees, it calls the routineaccumulate, which computes attribute values for
all nodes in the Max-tree. The algorithm for accumulating attributes is discussed in section 5.5.
When all attributes have been computed, all processes are released from the barrier.

This analysis yields the following program fragment:

procedure globalmerge (sel f) =
if nthreads= 1 then return ;
if self mod 2 = 0 then (∗ internal nodes∗)

V(sem[sel f−1]); P(sem[sel f]);
if self+1 ≤ nthreads then

P(sem[sel f]); glue(sel f);
end ;
if self 6= root then

V(sem[ancestor(sel f)]);
P(sem[sel f]); (∗ enter barrier∗)

end else
accumulate;
for p := 1 to nthreads do

if p 6= sel f then V(sem[p]); (∗ release barrier∗)
end else(∗ leaf nodes∗)

if self+1 ≤ nthreads then
P(sem[sel f]); glue(sel f);

end ;
V(sem[ancestor(sel f)]);
P(sem[sel f]); (∗ enter barrier∗)

end ;
end.

5.5 Accumulating attributes

In this section we discuss a sequential algorithm for some kind of accumulation of attributes over
the peak components, for all levelsh. Currently, the accumulation of attributes is performed by
a single process, i.e. the root process of the binary merge tree (cf. section 5.4). We are in the
process of developing a concurrent version of the algorithm.

The easiest special case is the attribute 1 for all vertices, in which case accumulation of
attributes yields the number of elements of the components. Using this specific attribute yields
a filter called an area opening (in 2D) or a volume opening (in 3D). In this section we will use
this special case as an example. The implementer of another attribute filter is responsible for
implementing the correct accumulation procedure.

We introduce an arrayaccat to store accumulated attributes. For anyx ∈ V the set of its
descendants in thepar -tree is given by
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D(x) = {p∈V | (∃ n∈ N :: par n[p] = x)} .

In the case of an area (or volume) opening, we aim at the computation of

accat[v] =
⊕

w∈D(v) 1, for all level rootsv∈V,

where
⊕

denotes summing of attributes. Obviously, in this simple caseaccat[v] is the number of
descendants ofv. However, we still prefer this more complicated expression, since it expresses
the need for some addition operator on attributes. In this case, the operator is simply summing
on integers, but it could very well be another operator, like taking minimum or maximum.

Initially, we setaccat[v] = 0, for all v ∈ V. Accumulating attributes simply boils down to
traversingpar -paths from each node of the Max-tree all the way down to the root of the tree.
Consider somev∈V. First, we add the unit-attribute (in this case 1) toaccat[v]. If v is not the
root of the Max-tree, we traverse down thepar -path ofv until we reached the root. During this
traversing we add the unit-attribute toaccat[p] for all p visited along thepar -path.

Several optimizations of this algorithm are possible. Before starting the accumulation process
it is a good idea to perform perfect path-compression by performinglevroot(v) for all v∈V. This
results in a tree in which each node is either a level root, or points directly to its level root. This
optimization also facilitates fast filtering in stage 2. It is also possible to sort the nodes ofV on
grey-value, and start accumulating from the highest grey-value, in which it is not necessary to
traversepar -paths all the way down to the root of the tree, yielding an algorithm with linear
time complexity.

5.6 Filtering phase

When the global Max-tree has been computed, we can perform filtering very efficiently. Dur-
ing this stage, the Max-tree is not modified, therefore each process is allowed to read the data
structure simultaneously without using semaphores.

We consider the case of direct filtering, i.e. each pixel is lowered in grey level to the level of
the ancestor in the Max-tree with highest grey-level that satisfies the filter criterion. We introduce
an arrayfilt in which we store the filtered data set. The only thing a processp has to do, is to
follow par -pointers for each pointv of its private domain[lwb(p),upb(p)), until it reaches an
ancestorw of v which satisfies the filter criterion. Whenw is found, f ilt [v] is set tof (w).

A simple optimization is possible. For all nodesu on thepar -path fromv to w, we could set
f ilt [u] to f ilt [w]. This observation leads to the following procedure. We initializef ilt such that
it is −1 everywhere, and usef ilt [p] 6= −1 to test whetherf ilt [p] has already been determined.
When we want to compute the filtered value for somev that findsq on its par -path, we can
simply setf ilt [v] to f ilt [q]. This yields the following code fragment.

procedure directfilter (sel f, lambda) =
for v := lwb(sel f) to upb(self) do

if f ilt [v] =−1 then



86 5.7 Performance results and application to visualization

w := v;
while par[w] 6= w∧ f ilt [w] =−1∧

( f (w) = f (par[w])∨accat[w] < lambda) do
w := par[w];

end;
if f ilt [w] 6=−1 then

val := f ilt [w]; (∗ criterion satisfied at levelf ilt [w] ∗)
else if accat[w]≥ lambdathen

val := f (w); (∗ w satisfies criterion∗)
elseval := 0; end; (∗ criterion cannot be satisfied∗)

end;
(∗ set f ilt alongpar-path fromv to w ∗)
u := v;
while u 6= w do

if u∈ [lwb(sel f),upb(sel f)] then
f ilt [u] := val;

end;
u := par[u];

end;
if w∈ [lwb(sel f),upb(sel f)] then

f ilt [w] := val;
end;

end;
end;

end.

5.7 Performance results and application to visualization

Once we have computed a Max-tree representation of a volume data set, including its attributes,
we can filter the data set for different values of the threshold parameterλ without recomputing a
new Max-tree. This allow us to implement an interactive program, in which the user repeatedly
filters the data set at different threshold levels, while looking at a volume rendering of the filtered
result. We ran some tests on a 256×256×256 magnetic resonance angiography data set, using an
SGI Onyx 3400 system, with 16 CPUs and 20 Gb shared memory. This system is used for driving
a large visualization facility at the University of Groningen, consisting of a reality theatre and a
CAVE. We ran the program where a user stands in the CAVE, and looks at a volume rendering
of the filtered data set. This rendering can interactively be manipulated by the user. The user
can scale, rotate, and translate the data set, and can also change colors by manipulating a color
lookup table. These manipulations are quite interactive, performing at typical frame rates of 10
to 20 frames per second. A 3D-mouse is used to set the filter parameter interactively. When the
user chooses to change the filter parameter, a filtered data set is computed, which takes typically
less than a second (using more than 4 CPUs). A radiologist from the university hospital steered
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Table 5.1. Timings and speedups for the build and filtering stages.
threads build speedup filter speedupthreads build speedup filter speedup

1 19.9 1.0 3.0 1.0 10 2.4 8.3 0.60 5.0
2 10.3 1.9 1.7 1.8 12 2.1 9.5 0.53 5.7
4 5.3 3.8 1.0 3.0 14 1.8 11.1 0.47 6.4
6 3.5 5.7 0.75 4.0 16 1.7 11.7 0.40 7.5
8 3.0 6.6 0.68 4.4 32 1.6 12.4 0.35 8.6

the application, and seemed quite comfortable with the interactivity supplied.
In order to get also some objective indications of the performance, we ran some timing exper-

iments. With large data sets, cache misses obstruct reproducible behavior. We therefore decided
to use relatively small data sets, for which a single image slice fits in the caches of the CPUs. It
turns out that the load balancing of the algorithm is quite good under these circumstances, while
the balancing becomes unpredictable when a processor runs frequently into cache miss-hits.

We ran the algorithm on the angiography data set a 1000 times, for differentλ values which
were chosen randomly from the domain[0..4). Timing results were obtained for the first stage
(constructing the Max-tree) and for the second stage (filtering). For each separate case we aver-
aged the results over the 1000 runs. The results are shown in table 5.1.
The algorithm scales quite well. The build phase has an efficiency of more than 75%, while
the filter phase has an efficiency of about 50%. Even though we have the availability of 16
processors, the run using 32 threads is slightly better than the run using 16 threads. This is
explained by load imbalance, which can be better resolved by the operating system when we use
more threads.

5.8 Conclusions

In this chapter, we have proposed a method for interactive filtering of volume data sets based on a
class of shape preserving filters. We have briefly introduced such filters and have described how
they can be implemented efficiently using Max-trees. The Max-tree approach splits the filtering
task in two stages. The first stage is a construction of a tree, while the second stage performs
actual filtering using this tree. We have presented a concurrent algorithm for constructing Max-
trees and filtering data sets using these trees. The performance of the program scales quite well in
the number of threads, allowing interactive visualization and manipulation of the filtered data set.
Experiments have shown that users can manipulate the visualization interactively, at satisfactory
frame rates.
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Figure 5.7. Magnetic resonance angiography volume data set (size2563) filtered interactively
with an attribute thinning as shape filter. The attribute used was I/V5/3, with I the moment of
inertia, and V the volume of a peak component; the top left-hand image is the original, in the
others the attribute threshold was 0.5, 1.0, 1.5, 2.0, 2.5, 3.0 and 4.0, respectively. This attribute
is a shape dependent number that expresses elongation. Visualization was done by maximum
intensity projection.



This chapter is a slightly modified version of: J. B. T. M. Roerdink and A. Meijster, The watershed transform:
definitions, algorithms, and parallellization strategies,Fundamenta Informaticae, 41, pp. 187-228, 2000.

Chapter 6

The Watershed Transform: Definitions,
Algorithms and Parallelization Strategies

Abstract

The watershed transform is the method of choice for image segmentation in the field of
mathematical morphology. We present a critical review of several definitions of the water-
shed transform and the associated sequential algorithms, and discuss various issues which
often cause confusion in the literature. The need to distinguish between definition, algorithm
specification and algorithm implementation is pointed out. Various examples are given which
illustrate differences between watershed transforms based on different definitions and/or im-
plementations. The second part of the paper surveys approaches for parallel implementation
of sequential watershed algorithms.

6.1 Introduction

In grey scale mathematical morphology the watershed transform, originally proposed by Digabel
and Lantúejoul [26, 46] and later improved by Beucher and Lantuéjoul [13], is the method of
choice for image segmentation [14,86,102]. Generally spoken,image segmentationis the process
of isolating objects in the image from the background, i.e., partitioning the image into disjoint
regions, such that each region is homogeneous with respect to some property, such as grey value
or texture [37].

The watershed transform can be classified as a region-based segmentation approach. The
intuitive idea underlying this method comes from geography: it is that of a landscape or topo-
graphic relief which is flooded by water, watersheds being the divide lines of the domains of at-
traction of rain falling over the region [86]. An alternative approach is to imagine the landscape
being immersed in a lake, with holes pierced in local minima. Basins (also called ‘catchment
basins’) will fill up with water starting at these local minima, and, at points where water coming
from different basins would meet, dams are built. When the water level has reached the highest
peak in the landscape, the process is stopped. As a result, the landscape is partitioned into regions
or basins separated by dams, calledwatershed linesor simplywatersheds.

When simulating this process for image segmentation, two approaches may be used: either
one first finds basins, then watersheds by taking a set complement; or one computes a complete
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(a) (b)

(c) (d)

Figure 6.1. Examples of watershed segmentation by immersion (see Definition 4). (a): synthetic
image; (b): watershed transform of (a); (c): natural image; (d): watershed transform of (c).
Different basins are indicated by distinct grey values.

partition of the image into basins, and subsequently finds the watersheds by boundary detection.
To be more explicit, we will use the expression ‘watershed transform’ to denote a labelling of
the image, such that all points of a given catchment basin have the same unique label, and a
special label, distinct from all the labels of the catchment basins, is assigned to all points of the
watersheds. An example of a simple image with its watershed transform is given in Fig. 6.1(a-
b). We note in passing that in practice one often does not apply the watershed transform to the
original image, but to its (morphological) gradient [61]. This produces watersheds at the points
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of grey value discontinuity, as is commonly desired in image segmentation.
One of the difficulties with this intuitive concept is that it leaves room for various formaliza-

tions. Different watershed definitions for continuous functions have been given, which will be
briefly reviewed in Section 6.3.1. However, our main interest here is indigital images, for which
there is even more freedom to define watersheds, since in the discrete case there is no unique
definition of the path a drop of water would follow. Many sequential algorithms have been de-
veloped to compute watershed transforms, see e.g. [61,97] for a survey. They can be divided into
two classes, one based on the specification of a recursive algorithm by Vincent & Soille [102],
and another based on distance functions by Meyer [60]. In the context of parallel implementa-
tions there exists a notable tendency for introducing other definitions of the watershed transform,
enabling easier parallelization. Examples are presented in Section 6.5.

The impression which the current literature on watershed algorithms makes upon the unini-
tiated reader can only be one of great confusion. Often it is uncertain exactly which definition
for the watershed transform is used. Sometimes the definition takes the form of the specification
of an algorithm. A careful distinction between algorithm specification and implementation is in
many cases lacking. Without such a separation, correctness assessment of proposed algorithms
is impossible. Even when a specification is given, the implementation often does not adhere to it.
Ad hoc modifications are made to eliminate ‘undesirable’ consequences of a watershed defini-
tion, but such changes tend to create new problems by solving an old one. Or ‘optimizations’ are
introduced, for greater speed or memory reduction, which in the process change the outcome of
the algorithm as well, although this may often go undetected in the case of natural images. These
questions are not purely academic, since the algorithm is widely used in e.g. medical image
processing where undocumented side effects should be avoided.

The purpose of this paper is twofold. In the first part we present a critical review of several
definitions of the watershed transform and the associated sequential algorithms, emphasizing
the distinction between definition, algorithm specification and algorithm implementation. The
second part of the paper surveys the main current approaches towards parallel implementation
of watershed algorithms. An essential difficulty lies in the fact that the watershed transform is
not a local concept. The decision whether a pixel belongs to a basin cannot be based on purely
local considerations. Another problem with some algorithms is that the result depends on the
order in which pixels are treated during execution. In the sequential case, this can be resolved by
fixing the scanning order (e.g. raster scan), so that a deterministic result is obtained. In a parallel
implementation this is no longer true since the outcome depends on the relative time instants at
which different processors treat the pixels, and this is unpredictable in the case of asynchronous
processors. The emphasis in the second part is on methodology and trends in current research.
We point out the difficulties in the design of parallel watershed algorithms. Efficiency results are
quoted to some extent in order to give the reader an idea of what is currently achievable. How-
ever, an in-depth comparison of the large body of results which have been obtained for different
watershed algorithms on different architectures with different programming methodologies is
beyond the scope of this paper.

There are a number of issues concerning the watershed transform which are not discussed
explicitly. We mention a few of them. First, there is the question ofaccuracyof watershed
lines. Usually, one has in mind here that the result should be a close approximation of the con-
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tinuous case. That is, the digital distances playing a role in the watershed calculation should
approximate the Euclidean distance.Chamfer distancesare an efficient way to achieve accu-
rate watershed lines [60]. Second, the watershed method in its original form produces a severe
oversegmentationof the image, i.e., many small basins are produced due to many local minima
in the input image, see Fig. 6.1(c-d). Several approaches exist to remedy this, such as markers
or hierarchical watersheds [12, 61]; also parallellization of marker-based watershed algorithms
has been studied [62, 66]. Third, we do not consider dedicated hardware architectures for fast
computation of watershed transforms and related operations, see e.g. [44,73]. Such architectures
tend to solve a very restricted class of image processing tasks, whereas our interest here is in
medium level image processing on general purpose (parallel) architectures.

The organization of this paper is as follows. In Section 6.2 some preliminaries are given.
Section 6.3 presents definitions of the watershed transform, both for the continuous and the
discrete case. Sequential watershed algorithms are reviewed in Section 6.4. Section 6.5 contains
a survey of parallelization strategies for the watershed transform. Conclusions are drawn in
Section 6.6.

6.2 Preliminaries

This section contains some background material on graphs (see e.g. [23]) and digital images.

6.2.1 Graphs

A graph G = (V,E) consists of a setV of vertices(or nodes) and a setE ⊆ V ×V of pairs
of vertices. In a (un)directed graph the setE consists of (un)ordered pairs(v,w). Instead of
‘directed graph’ we will also writedigraph. An unordered pair(v,w) is called anedge, an
ordered pair(v,w) anarc. If e= (v,w) is an edge (arc),e is said to beincidentwith its vertices
v andw; conversely,v andw are called incident withe. We also callv andw neighbours. The
set of vertices which are neighbours ofv is denoted byNG(v). A pathπ of length` in a graph
G = (V,E) from vertex p to vertexq is a sequence of vertices(p0, p1, . . . , p`−1, p`) such that
p0 = p, p` = q and(pi , pi+1) ∈ E, ∀i ∈ [0, `). The length of a pathπ is denoted bylength(π).
A path is calledsimpleif all its vertices are distinct. If there exists a path from a vertexp to a
vertexq, then we say thatq is reachablefrom p, denoted asp q.

An undirected graph isconnectedif every vertex is reachable from every other vertex. A
graphG′= (V ′,E′) is called asubgraphof G= (V,E) if V ′⊆V, E′⊆E. A connected component
of a graph is a maximal connected subgraph ofG. The connected components partition the
vertices ofG.

In a digraph, a path(p0, p1, . . . , p`−1, p`) forms acycle if p0 = p` and the path contains at
least one edge. If all vertices of the cycle are distinct, we speak of asimple cycle. A self-loopis
a cycle of length 1. In an undirected graph, a path(p0, p1, . . . , p`−1, p`) forms a cycle ifp0 = p`

and p1, . . . , p` are distinct. A graph with no cycles isacyclic. A forest is an undirected acyclic
graph, atree is a connected undirected acyclic graph. Adirected acyclic graphis abbreviated as
DAG.
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A weighted graphis a tripleG = (V,E,w) wherew : E→ R is a weight function defined on
the edges. Avalued graphis a tripleG = (V,E, f ) where f : V→R is a weight function defined
on the vertices. Alevel component at level hof a valued graph is a connected component of the
set of nodesv with the same valuef (v) = h. Theboundaryof a level componentP at levelh
consists of allp∈P which have neighbours with value different fromh; thelower boundaryof P
is the set of allp∈ P which have neighbours with value smaller thanh; the interior of P consists
of all points ofP which are not on the boundary. Adescending pathis a path along which the
value does not increase. ByΠ↓f (p) we denote the set of all descending paths starting in a node
p and ending in some nodeq with f (q) < f (p). A regional minimum(minimum, for short) at
level h is a level componentP of which no points have neighbours with value lower thanh, i.e.
Π↓f (p) = /0 for all p∈ P. A valued graph is calledlower completewhen each node which is not
in a minimum has a neighbouring node of lower value.

6.2.2 Digital grids

A digital grid is a special kind of graph. Usually one works with the square gridD⊆ Z2, where
the vertices are calledpixels. WhenD is finite, thesizeof D is the number of points inD. The set
of pixelsD can be endowed with a graph structureG= (V,E) by taking forV the domainD, and
for E a certain subset ofD×D defining the connectivity. Usual choices are4-connectivity, i.e.,
each point has edges to its horizontal and vertical neighbours, or8-connectivitywhere a point is
connected to its horizontal, vertical and diagonal neighbours. Connected components of a set of
pixels are defined by applying the definition for graphs.

Distancesbetween neighbouring nodes in a digital grid are introduced by associating a pos-
itive weightd(p,q) to each edge(p,q). In this way a weighted graph is obtained. The distance
d(p,q) between non-neighbouring pixelsp andq is defined as the minimum path length among
all paths fromp to q (this depends on the graph structure of the grid, i.e., the connectivity).

6.2.3 Digital images

A digital grey scale imageis a tripleG = (D,E, f ), where(D,E) is a graph (usually a digital
grid) and f : D −→ N is a function assigning an integer value to eachp ∈ D. A binary image
f takes only two values, say 1 (‘foreground’) and 0 (‘background’). Forp∈ D, f (p) is called
thegrey valueor altitude (consideringf as a topographic relief). For the range of a grey scale
image one often takes the set of integers from 0 to 255, but we do not make this assumption in
this paper. Aplateauor flat zoneof grey valueh is a level component of the image, considered
as a valued graph, i.e., a connected component of pixels of constant grey valueh. Thethreshold
setof f at levelh is

Th = {p∈ D | f (p)≤ h}. (6.1)
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6.2.4 Geodesic distance

Let A⊆ E , with E = Rd or E = Zd, anda,b two points inA. Thegeodesic distance dA(a,b)
between a and b within Ais the minimum path length among all paths withinA from a to b
(in the continuous case, read ‘infimum’ instead of ‘minimum’). IfB is a subset ofA, define
dA(a,B) = MIN b∈B(dA(a,b)). LetB⊆A be partitioned ink connected componentsBi , i = 1, . . . ,k.
Thegeodesic influence zoneof the setBi within A is defined as

izA(Bi ,B) = {p∈ A | dA(p,Bi) < dA(p,B\Bi)}

The setIZA(B) is the union of the geodesic influence zones of the connected components ofB,
i.e.,

IZA(B) =
k⋃

i=1

izA(Bi ,B)

The complement of the setIZA(B) within A is called the SKIZ (skeleton by influence zones):

SKIZA(B) = A\IZA(B)

So the SKIZ consists of all points which are equidistant (in the sense of the geodesic distance)
to at least two nearest connected components (for digital grids, there may be no such points).
For a binary imagef with domainA, the SKIZ can be defined by identifyingB with the set of
foreground pixels.

6.3 Definitions of the watershed transform

In this section we introduce definitions of the watershed transform, which may be viewed as a
generalization of the skeleton by influence zones (SKIZ) to grey value images. We start with the
continuous case, followed by two definitions for the digital case, the algorithmic definition by
Vincent & Soille [102], and the definition by topographical distance by Meyer [60]. A discussion
of algorithms is postponed until Section 6.4.

6.3.1 Watershed definition: continuous case

A watershed definition for the continuous case can be based on distance functions. Depending
on the distance function used one may arrive at different definitions. We restrict ourselves here
to the one given in [60,72], but other choices have been proposed as well [76].

Assume that the imagef is an element of the spaceC (D) of real twice continuously differ-
entiable functions on a connected domainD with only isolated critical points (the class of Morse
functions onD forms an example [35, 71]). Then thetopographical distancebetween pointsp
andq in D is defined by

Tf (p,q) = inf
γ

∫
γ
‖∇ f (γ(s))‖ ds,
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where the infimum is over all paths (smooth curves)γ insideD with γ(0) = p, γ(1) = q. The topo-
graphical distance between a pointp∈D and a setA⊆D is defined asTf (p,A) = infa∈ATf (p,a).
The path with shortestTf -distance betweenp andq is a path of steepest slope. This motivates
the following rigorous definition of the watershed transform.

Definition 3 (Watershed transform) Let f ∈ C (D) have minima{mk}k∈I , for some index set I.
Thecatchment basinCB(mi) of a minimum mi is defined as the set of points x∈ D which are
topographically closer to mi than to any other regional minimum mj :

CB(mi) = {x∈ D | ∀ j ∈ I\{i} : f (mi)+Tf (x,mi) < f (mj)+Tf (x,mj)}

Thewatershedof f is the set of points which do not belong to any catchment basin:

Wshed( f ) = D∩

(⋃
i∈I

CB(mi)

)c

. (6.2)

Let W be some label,W 6∈ I. Thewatershed transformof f is a mappingλ : D→ I ∪{W}, such
that λ(p) = i if p ∈CB(mi), andλ(p) = W if p ∈Wshed( f ).

So the watershed transform off assigns labels to the points ofD, such that (i) different catchment
basins are uniquely labelled, and (ii) a special labelW is assigned to all points of the watershed
of f .

6.3.2 Watershed definitions: discrete case

A problem which arises for digital images is the occurrence of plateaus, i.e., regions of constant
grey value, which may extend over large image areas. Such plateaus form a difficulty when
trying to extend the continuous watershed definition based on topographical distances to discrete
images. This nonlocal effect is also a major obstacle for parallel implementation of watershed
algorithms, see Section 6.5.

The next algorithmic definition automatically takes care of plateaus, because it computes a
watershed transform level by level, where each level constitutes a binary image for which a SKIZ
is computed.

6.3.2.1 Algorithmic definition by immersion

An algorithmic definition of the watershed transform by simulated immersion was given by Vin-
cent and Soille [97, 102] (see also [86, Ch. XI, H.5] for the binary case). Letf : D→ N be a
digital grey value image, withhmin andhmax the minimum and maximum value off . Define
a recursion with the grey levelh increasing fromhmin to hmax, in which the basins associated
with the minima of f are successively expanded. LetXh denote the union of the set of basins
computed at levelh. A connected component of the threshold setTh+1 at levelh+ 1 (cf. (6.1))
can be either a new minimum, or an extension of a basin inXh: in the latter case one computes
the geodesic influence zone ofXh within Th+1 (cf. Section 6.2.4), resulting in an updateXh+1.
Let MIN h denote the union of all regional minima at altitudeh.
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Figure 6.7. Watershed transform on the square grid, for different connectivity. (a): original
image (minima indicated in bold); (b-c): results according to immersion (Definition 4); (d)-(e):
results according to topographical distance (Definition 3, with Tf as defined in (6.6)).
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Figure 6.13. Watershed transform by immersion on the 4-connected grid, showing relabelling
of ‘watershed’ pixels. (a): Original image; (b-e): labelling steps based on (6.3).

Definition 4 (Watershed by immersion) Define the following recursion:{
Xhmin = {p∈ D | f (p) = hmin}= Thmin

Xh+1 = MIN h+1∪ IZTh+1(Xh), h∈ [hmin,hmax)
(6.3)

ThewatershedWshed( f ) of f is the complement of Xhmax in D:

Wshed( f ) = D\Xhmax

For an example of the watershed transform according to the above recurrence, see Fig. 6.7(a-c),
in whichA andB are labels of basins, andW is used to denote watershed pixels (in this and other
figures to follow, minima pixels in the input image are indicated in bold). Note the dependence
on the connectivity.

According to the recursion (6.3), it is the case that at levelh+1 all non-basin pixels (i.e. all
pixels inTh+1 except those inXh) are potential candidates to get assigned to a catchment basin
in steph+ 1. Therefore, the definition allows that pixels with grey valueh′ ≤ h which are not
yet part of a basin after processing levelh, are merged with some basin at thehigher levelh+1.
Pixels which in a given iteration are equidistant to at least two nearest basins may be provisionally
labelled as ‘watershed pixels’ by assigning them the labelW (we will refer to such pixels asW-
pixels). However, in the next iteration this label may change again. A definitive labelling as
watershed pixel can only happen after all levels have been processed. An example [79] is given
in Fig. 6.13, for a 3×3 discrete image on the square grid with 4-connectivity. There are two local
minima (the zeroes), so there will be two basins whose pixels are labelledA,B. The labelling
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according to (6.3) is shown in Fig. 6.13(b)-(e). This shows the phenomenon of relabelling of
W-pixels: the pixel in the second row, second column, is first labelledW, thenB.

The algorithm presented by Vincent & Soille in [102] as an implementation of (6.3) in fact
does not adhere to this definition, see Section 6.4.1 below.

6.3.2.2 Watershed definition by topographical distance

We follow here the presentation in [60]. Letf be a digital grey value image. Initially, we assume
that f is lower complete, that is, each pixel which is not in a minimum has a neighbour of lower
grey value [61]. This assumption will be relaxed later.

The lower slope LS(p) of f at a pixelp, is defined as the maximal slope linkingp to any of
its neighbours of lower altitude. Formally,

LS(p) = MAX
q∈NG(p)∪{p}

(
f (p)− f (q)

d(p,q)

)
, (6.4)

whereNG(p) is the set of neighbours of pixelp on the gridG= (V,E), andd(p,q) is the distance
associated to edge(p,q) (for q= p the expression following theMAX -operator in (6.4) is defined
to be zero). Note that alwaysLS(p)≥ 0, and thatLS(p) = 0 if and only if f has a local minimum
at p. Thecostfor walking from pixelp to a neighbouring pixelq is defined as

cost(p,q) =


LS(p) ·d(p,q) if f (p) > f (q)
LS(q) ·d(p,q) if f (p) < f (q)
1
2(LS(p)+LS(q)) ·d(p,q) if f (p) = f (q)

(6.5)

Definition 5 The set of lower neighbours q of p for which the slope( f (p)− f (q))/d(p,q) is
maximal, i.e. equals the value LS(p), is denoted byΓ(p). The set of pixels q for which p∈ Γ(q)
is denoted byΓ−1(p).

The topographical distance along a pathπ = (p0, . . . , p`) betweenp0 = p andp` = q is defined
as

Tπ
f (p,q) =

`−1

∑
i=0

cost(pi , pi+1).

Thetopographical distancebetweenp andq is the minimum of the topographical distances along
all paths betweenp andq:

Tf (p,q) = MIN
π∈[p q]

Tπ
f (p,q), (6.6)

where the set of all paths fromp to q is denoted by[p q]. The topographical distance between
a pointp∈ D and a setA⊆ D is defined asTf (p,A) = MIN a∈ATf (p,a).

We call(p0, p1, . . . , pn) a path of steepest descentfrom p0 = p to pn = q if pi+1 ∈ Γ(pi) for
eachi = 0, . . . ,n−1. A pixel q is said to belong to thedownstreamof p if there exists a path of
steepest descent fromp to q. A pixel q is said to belong to theupstreamof p if p belongs to the
downstream ofq.

The topographical distance has the following property, on which the watershed definition
crucially depends.
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(a) (b) (c)

Figure 6.18. Image (a), lower distance image (b) and lower complete image (c).

Plateau problem

Problems arise when we try to extend the above approach to images which are not lower com-
plete. In such images non-minima plateaus with nonempty interior occur. When we directly
apply the above definitions, the topographical distance between interior pixels of a plateau turns
out to be identically zero. If we want the watershed to divide such a plateau, additional means to
distinguish plateau points are required. Therefore an additional ordering relation between such
pixels is introduced. The usual solution is to compute geodesic distances to the lower boundary
of the plateau. This can be formalized by first transforming the image to a lower complete image,
to which the definitions above then can be applied.

Recall thatΠ↓f (p) is the set of all descending paths starting in a pixelp and ending in some
pixel q with f (q) < f (p), andlength(π) is the length of a pathπ.

Definition 8 (Lower completion) Let f be a digital grey value image with domain D. Define
the function d: D→ N by

d(p) =

{
0 if Π↓f (p) = /0
MIN π∈Π↓f (p)length(π) otherwise

Let Lc = max p∈Dd(p). Then thelower completionfLC of f is defined by

fLC(p) =
{

Lc · f (p) if d(p) = 0
Lc · f (p)+d(p)−1 otherwise

The process of lower completion transforms the imagef into a lower complete imagefLC.
An example is given in Fig. 6.18. The functiond has the value zero for minima pixels, and for
all other pixelsp, d(p) equals the length of the shortest path fromp to the set of pixels with
grey value lower than that ofp. We will refer tod(p) as thelower distanceof p. If f is already
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lower complete, thenfLC = f . An algorithm for lower completion is given in the next section
(Algorithm 6.4.5).

By lower completion, we can define an order relation@ between pixels:

x@ y ⇐⇒ fLC(x) < fLC(y). (6.7)

After lower completion, the functionTf ∗ with f ∗ = fLC is a proper distance function onD′×D′,
whereD′ equals the domainD from which the minima are excluded.

The particular form of the lower slope and cost function was devised to ensure that steepest
descent paths would realize the smallest topographical distance. The mappingΓ(p) can be used
to define a directed graph byarrowing [14,60] as follows.

Definition 9 Let G= (V,E, f ) be a digital grey value image. Thelower complete graphG′ =
(V,E′) is the subgraph of G which is defined as follows. For points p having a lower neighbour,

(p, p′) ∈ E′ ⇐⇒ p′ ∈ Γ(p) (6.8)

On the interior of plateaus, an arc is created from p to p′ if the geodesic distance to the lower
boundary of the plateau is greater for p than for p′, i.e. if p′ @ p.

The lower complete graph is acyclic (a DAG).

Definition 10 (Watershed transform by topographical distance)
Let f be a grey value image, with f∗ = fLC the lower completion of f . Let(mi)i∈I be the

collection of minima of f . ThebasinCB(mi) of f corresponding to a minimum mi is defined as
the basin of the lower completion of f :

CB(mi) = {p∈ D | ∀ j ∈ I\{i} : f ∗(mi)+Tf ∗(p,mi) < f ∗(mj)+Tf ∗(p,mj)}, (6.9)

and the watershed of f is defined as in (6.2).

So, basically we define the watershed transform by topographical distance of an arbitrary
digital grey value image as the watershed transform of its lower completion.

In practice, algorithms to compute the watershed transform for images with plateaus often do
not explicitly carry out the lower completion step, but assign plateau pixels to basins in another
way. This is the case for algorithms based on so-called ordered queues. As a cautionary note we
would like to point out that such algorithmic solutions lead to results which may differ to varying
degree from the result of Definition 10, depending on the precise implementation. This will be
discussed in more detail in Section 6.4.2.

Lowering the minima values. Meyer states in [60] that the watershed lines will not change
if one replaces the values of all minima off by the value of the deepest one. This statement
is correct for Definition 4 of the watershed transform based on immersion, as is easy to verify.
But for the definition based on topographical distance this property does in fact not hold, as
already observed in [96]. An example illustrating this is given in Fig. 6.23, where there are
three minima, two with value 0 and one with value 4. Replacing the value 4 by 0 does change
the result. Even more, the effect of lowering the value of this single minimum pixel propagates
in a global way through the entire image (the image can be enlarged arbitrarily with the effect
propagating accordingly).



The Watershed Transform: Definitions, Algorithms and Parallelization Strategies 101

16 15 14 13 12 13

14 13 12 11 10 11

15 14 13 9 8 9

1 2 3 7 6 8

0 7 5 4 5 0
(a)

A A A A C C

A A A A C C

A A A A C C

A A A A C C

A A A B C C
(b)

16 15 14 13 12 13

14 13 12 11 10 11

15 14 13 9 8 9

1 2 3 7 6 8

0 7 5 0 5 0
(c)

B B B B W W

B B B B W W

A A A B W W

A A A B W C

A A B B W C
(d)

Figure 6.23. Watershed transform according to topographical distance on the square grid
with 4-connectivity, showing effect of lowering minima. (a): original image; (b): watershed
labelling of (a); (c): image (a) with all minima set to zero. (d): watershed labelling of (c).
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Figure 6.26. Watershed according to topographical distance (4-connectivity). (a): original
image; (b): Output after labelling pixels with grey values0 and1.

‘Isolated’ regions. When computing the watershed transform, regions in the image may arise
which are completely surrounded by watershed pixels. An example is given in Fig. 6.26. The
center pixel with value 2 has four watershed neighbours, therefore is watershed pixel. In some
implementations of watershed transforms by topographical distance, such regions may in fact
become temporarily or permanently ‘isolated’, see [30, 96]. This is a defect of the particular
implementation, since, according to Corollary 7, watershed pixelsshouldbe propagated. Such
‘problems’ are often solved by ad hoc modifications of the implementation, which still do not
correctly implement the definition.

6.3.2.3 Watersheds based on a local condition

Several watershed algorithms exist which do not construct watershed pixels, but instead assign
to each pixel the label of some minimum, so that the set of basins tessellates the image plane.
Various motivations for such an approach can be given. First of all, ‘watershed lines’ may in fact
comprise large areas (thick watersheds), see Fig. 6.17, although the use of a higher connectivity
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Figure 6.31. Watershed transform on the 4-connected square grid. (a): original image; (b):
result according to topographical distance (Definition 10); (c-d): two watershed labellings
consistent with the local condition (Definition 11).

alleviates the problem. Next, some implementations of the watershed transform by topographical
distance have problems with isolated regions caused by watershed pixels, see above. Another
reason is efficiency, since a correct determination of watershed pixels generally requires more
computation time and memory.

An explicit definition of a watershed transform based on topographical distance which does
not construct watershed lines was given by Bieniek et al. [15, 16], by introducing alocal condi-
tion.

Definition 11 For any image without plateaus, a function L assigning a label to each pixel is
called awatershed segmentationif:

1. L(mi) 6= L(mj) ∀i 6= j, with {mk}k∈I the set of minima of f ;

2. for each pixel p withΓ(p) 6= /0, ∃p′ ∈ Γ(p) with L(p) = L(p′).

Here the conditionΓ(p) 6= /0 means thatp has at least one lower neighbour (cf. Definition 5).
The new element is that for a given input image, many labellings exist which qualify as a wa-
tershed segmentation. Pixels which would have been labelled as watershed points according to
Definition 10, are now merged by random choice with a basin belonging to some minimummk.
For an example, see Fig. 6.31.

The meaning of ‘locality’ in this definition is that one may subdivide an image in blocks, do
a labelling of basins in each block independently, and make the results globally consistent in a
final merging step. Such increased locality is very advantageous for parallel implementation of
the watershed transform, which is exactly the context in which this local condition was proposed.
Note however that locality should not be misinterpreted as saying that the watershed transform
now has become a purely local operation: in the merging step, basins in local blocks have to be
made consistent, and the resulting global basins can again extend over large regions of the image
(for a fuller discussion, see Section 6.5.2.3).

For an input image which would contain watershed pixels according to Definition 10, the
output of a watershed algorithm based on Definition 11 is no longer deterministic, but will depend
on the order in which pixels are treated during execution of the algorithm. Whereas in the
sequential case a deterministic result can be obtained by fixing the scanning order (e.g. raster
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scan), this is no longer true for parallel implementation, since in that case the outcome depends
on the relative time instants at which different processors treat the pixels, and this is unpredictable
in the case of asynchronous processors. Therefore, in principle considerable differences among
watershed labellings computed in different runs of the same algorithm may occur, although the
effect may be small for natural images.

6.4 Sequential watershed algorithms

Generally spoken, existing watershed algorithms either simulate the flooding process, or directly
detect the watershed points. In some implementations, one computes basins which touch, i.e., no
watershed pixels are generated at all.

6.4.1 Watershed algorithms by immersion

6.4.1.1 Vincent-Soille algorithm

An implementation of the watershed transform of Definition 4 was presented by Vincent &
Soille [102]. Since we want to discuss this implementation in some detail, we reproduce their
algorithm here in pseudocode, see Algorithm 6.4.1. In this algorithm there are two steps: (i) sort-
ing the pixels w.r.t. increasing grey value, for direct access to pixels at a certain grey level; (ii) a
flooding step, proceeding level by level and starting from the minima. The implementation uses
a FIFO queue of pixels, that is, a first-in-first-out data structure on which the following operations
can be performed:fifo add(p,queue) adds pixelp at the end of the queue,fifo remove(queue)
returns and removes the first element of the queue,fifo init(queue) initializes an empty queue,
andfifo empty(queue) is a test which returns true if the queue is empty and false otherwise.

The algorithm assigns a distinct labellab[ ] to each minimum and its associated basin by
iteratively flooding the graph using a breadth-first algorithm [23], as follows. In the flooding
step, all nodes with grey levelh are first given the labelMASK. Then those nodes which have
labelled neighbours from the previous iteration are inserted in the queue, and from these pixels
geodesic influence zones are propagated inside the set of masked pixels. If a pixel is adjacent
to two or more different basins, it is marked as a watershed node by the labelWSHED. If the
pixel can only be reached from nodes which have the same label, the node is merged with the
corresponding basin. Pixels which at the end still have the valueMASK belong to a set of new
minima at levelh, whose connected components get a new label. As shown in [102], the time
complexity of Algorithm 6.4.1 is linear in the number of pixels of the input image.

Algorithm 6.4.1 Vincent-Soille watershed algorithm[102].

1: procedureWatershed-by-Immersion
2: INPUT: digital grey scale imageG = (D,E, im).
3: OUTPUT: labelled watershed imagelab onD.
4: #defineINIT −1 (∗ initial value of lab image∗)
5: #defineMASK−2 (∗ initial value at each level∗)
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6: #defineWSHED 0 (∗ label of the watershed pixels∗)
7: #defineFICTITIOUS (−1,−1) (∗fictitious pixel 6∈ D∗)
8: curlab←0 (∗curlab is the current label∗)
9: fifo init(queue)

10: for all p∈ D do
11: lab[p]← INIT ; dist[p]←0 (∗dist is a work image of distances∗)
12: end for
13: SORT pixels in increasing order of grey values (minimumhmin, maximumhmax)
14:
15: (∗Start Flooding∗)
16: for h = hmin to hmax do (∗Geodesic SKIZ of levelh−1 inside levelh∗)
17: for all p∈ D with im[p] = h do (∗mask all pixels at levelh∗)
18: (∗ these are directly accessible because of the sorting step∗)
19: lab[p] ←MASK

20: if p has a neighbourq with (lab[q] > 0 or lab[q] = WSHED) then
21: (∗ Initialize queue with neighbours at levelh of current basins or watersheds∗)
22: dist[p]←1 ; fifo add(p,queue)
23: end if
24: end for
25: curdist←1 ; fifo add(FICTITIOUS,queue)
26: loop (∗extend basins∗)
27: p←fifo remove(queue)
28: if p = FICTITIOUS then
29: if fifo empty(queue) then
30: BREAK

31: else
32: fifo add(FICTITIOUS,queue) ; curdist←curdist+1 ;
33: p←fifo remove(queue)
34: end if
35: end if
36: for all q∈ NG(p) do (∗ labelling p by inspecting neighbours∗)
37: if dist[q] < curdist and (lab[q] > 0or lab[q] = WSHED) then
38: (∗q belongs to an existing basin or to watersheds∗)
39: if lab[q] > 0 then
40: if lab[p] = MASK or lab[p] = WSHED then
41: lab[p]← lab[q]
42: else if lab[p] 6= lab[q] then
43: lab[p]←WSHED

44: end if
45: else if lab[p] = MASK then
46: lab[p]←WSHED

47: end if
48: else if lab[q] = MASK and dist[q] = 0 then (∗q is plateau pixel∗)
49: dist[q]←curdist+1 ; fifo add(q,queue)
50: end if
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51: end for
52: end loop
53: (∗detect and process new minima at levelh∗)
54: for all p∈ D with im[p] = h do
55: dist[p]←0 (∗ reset distance to zero∗)
56: if lab[p] = MASK then (∗ p is inside a new minimum∗)
57: curlab←curlab+1 ; (∗create new label∗)
58: fifo add(p,queue) ; lab[p]←curlab
59: while not fifo empty(queue) do
60: q←fifo remove(queue)
61: for all r ∈ NG(q) do (∗ inspect neighbours ofq∗)
62: if lab[r] = MASK then
63: fifo add(r,queue) ; lab[r]←curlab
64: end if
65: end for
66: end while
67: end if
68: end for
69: end for
70: (∗End Flooding∗)

The Vincent-Soille algorithm in fact does not implement the recursion (6.3), for the following
reasons (the line numbers mentioned refer to the pseudocode of Algorithm 6.4.1).

1. At level h only pixels with grey valueh are masked for flooding (line 17), instead of
all non-basin pixels of level≤ h, as the definition would require (see the discussion in
Section 6.3.2.1).

2. Not only labels of catchment basins are propagated, but also labels ofWSHED-pixels (line
20). The need for this is a consequence of the previous point. Since the algorithm tries
to classify pixels asWSHED-pixels at thecurrent grey level, watershed labels have to be
propagated, because it may be the case that pixels with grey valueh only haveWSHED-
pixels in their neighbourhood.

3. A pixel which is adjacent to two different basins, and therefore initially gets labelled
WSHED, is allowed to be overwritten at the current grey level by the label of another neigh-
bouring pixel, if that pixel is part of a basin (lines 40-41). The motivation given in [102]
is that otherwise ‘deviated’ watershed lines may result. This statement is probably based
on an intuitive expectation for the case of functions in continuous space. From our point
of view, an assessment of the correctness of the implementation should be based solely on
agreement with the definition.

It is not very difficult to modify Algorithm 6.4.1 in order to implement the recursion (6.3)
exactly. In line 17 all pixels withim[p]≤ h have to be masked, the queue has to be initialized with
basin pixels only (drop the disjunctlab[q] = WSHED in line 20), the resetting of distances (line



106 6.4 Sequential watershed algorithms

h = 40

h = 30

h = 20

h = 10

L1

L2

L3

L4

L5

L6

L0

(b)(a)

L0

L1

L2

L6 L5

L3

L 4

40

30

10

30

40

30

20

(c)

Figure 6.32. (a) input image. (b) labelled level components. (c) components graph, with grey
values of the nodes indicated.

55) has to be done in line 19, and the propagation rules in lines 36-51 have to be slightly changed.
Note, however, that the theoretical time complexity would change from linear to quadratic in the
number of pixels of the input image, due to repeated processing of ‘watershed’ pixels, although
in practice the number of such pixels may actually be rather small.

Remark.
In [79] we tried to formalize what the Vincent-Soille algorithm computes by defining a mod-

ified recursion as follows:{
Xhmin = {p∈ D | f (p) = hmin}
Xh+1 = Xh∪MIN h+1∪ (IZTh+1(Xh)\Th), h∈ [hmin,hmax)

(6.10)

The ‘\Th’ term in (6.10) was introduced to ensure that at levelh+1 only pixels with grey value
h+1 are added to existing basins. In the example of Fig. 6.13, the pixel in the second row, second
column remains labelled asWSHED according to (6.10). However, also this modified recursion
does not always correctly represent the implementation of Algorithm 6.4.1: it is possible that a
catchment basin becomes disconnected by the ‘\Th’ term. In fact, we have been unable to find a
recursion which formalizes what actually is computed by Algorithm 6.4.1. �

6.4.1.2 Components graph algorithm

A straightforward parallel implementation of the Vincent-Soille algorithm is difficult for images
in which plateaus occur. Therefore, an alternative approach was proposed in [51], in which the
image is first transformed to a directed valued graph with distinct neighbour values, called the
components graph of f. On this graph the watershed transform can be computed by a simplified
version of the Vincent-Soille algorithm, whereFIFO queues are no longer necessary, since there
are no plateaus in the graph. The steps are as follows.

1. Consider the input image as a valued graph(V,E, f ), where f (p) denotes the grey value
of pixel p, p∈V. Transform this to the components graph(V∗,E∗, f ∗) defined as follows.
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Algorithm 6.4.2 Watershed transform w.r.t. topographical distance based on image integration via the
Dijkstra-Moore shortest paths algorithm.
1: procedureShortestPathWatershed;
2: INPUT: lower complete digital grey scale imageG = (V,E, im) with cost functioncost.
3: OUTPUT: labelled imagelab onV.
4: #defineWSHED 0 (∗ label of the watershed pixels∗)
5: (∗Uses distance imagedist. On output,dist[v] = im[v], for all v∈V.∗)
6:
7: for all v∈V do (∗ Initialize∗)
8: lab[v]←0 ; dist[v]←∞
9: end for

10: for all local minimami do
11: for all v∈mi do
12: lab[v]← i ; dist[v]← im[v] (∗ initialize distance with values of minima∗)
13: end for
14: end for
15: while V 6= /0 do
16: u←GetMinDist(V) (∗find u∈V with smallest distance valuedist[u]∗)
17: V←V\{u}
18: for all v∈V with (u,v) ∈ E do
19: if dist[u]+cost[u,v] < dist[v] then
20: dist[v]←dist[u]+cost(u,v)
21: lab[v]← lab[u]
22: else if lab[v] 6= WSHED and dist[u]+cost[u,v] = dist[v] and lab[v] 6= lab[u] then
23: lab[v] = WSHED

24: end if
25: end for
26: end while

All pixels of a level componentCh at level h are represented by a single nodev ∈ V∗:
v= {p∈V|p∈Ch}, with f ∗(v) = h. A pair (v,w) of level components is an element ofE∗

if and only if ∃(p∈ v,q∈ w : (p,q) ∈ E∧ f (p) < f (q)), cf. Fig. 6.32.

2. Compute the watershed transform of the directed graph.

3. Transform the labelled graph back to an image. Pixels corresponding to a watershed node
are coloured white, the other pixels black. This yields a binary image with plateaus repre-
senting watersheds of the original image. Thin watersheds can be obtained by computing
a skeleton of this image, for which different skeleton algorithms can be used.

6.4.2 Watershed algorithms by topographical distance

Several shortest paths algorithms for the watershed transform with respect to topographical dis-
tance can be found in the literature [14,60,61].
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Algorithm 6.4.3 Watershed transform w.r.t. topographical distance by hill climbing.
1: procedureHill Climbing
2: INPUT: lower complete digital grey scale image(V,E, im).
3: OUTPUT: labelled imagelab onV.
4: #defineWSHED 0 (∗ label of the watershed pixels∗)
5:
6: LabelInit (∗ initialize imagelab with distinct labels for minima∗)
7: (∗and special labelMASK for all other pixels∗)
8: S←{p∈V|∃q∈ NG(p) : im[p] 6= im[q]} (∗ interior pixels of minima excluded∗)
9: while not empty(S) do

10: select pointp∈ Swith minimal grey value
11: removep from S
12: for all q∈ Γ−1(p)∩Sdo (∗ label steepest upper neighbours ofp∗)
13: if lab[q] = MASK then
14: lab[q]← lab[p]
15: else if lab[q] 6= WSHED and lab[q] 6= lab[p] then
16: lab[q] = WSHED

17: end if
18: end for
19: end while

Ordered algorithms. The nodes for which the shortest topographical distance is known are
ordered w.r.t. their distance. These methods are based upon the shortest paths algorithm associ-
ated with the names of Dijkstra [27] and Moore [69].
a. integration: this algorithm is based on integration of the lower slope of the image, by propa-
gating distances starting from the regional minima. The distances are related to the lower slope of
the image through the cost function (6.5). On output, the distance value of a pixelp equalsf (p),
where f is the input image. The pseudocode is given in Algorithm 6.4.2, which is described in
more detail in Section 6.4.2.2.
b. hill climbing: The geodesics between points of a basin and the corresponding minimum are
paths of steepest descent. This relation may be inverted as follows. Label all minima with dis-
tinct labels. Starting from the boundary pixels of the minima, label all pixelsq in the setΓ−1(p)
of all steepest upper neighbours of the current pixelp by the label ofp, unlessq is already la-
belled and the label differs from that ofp, in which caseq is classified as a watershed pixel. The
pseudocode is given in Algorithm 6.4.3, see Section 6.4.2.3 for details.

Unordered algorithms. The shortest path algorithm of Berge [11] assumes no order on the
treatment of pixels, so that classical raster scanning modes can be used. This algorithm can be
adapted for flooding from the minima and solving the eikonal equation [95]. The implementation
is based on an iterative algorithm [60] which integrates the lower slope of the input image, see
Algorithm 6.4.4. In [60] a variant is mentioned based on propagation of labelled pixels to steepest
upper neighbours, as in hill climbing.

In [60] several slightly different versions of the above algorithms are presented which do
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Algorithm 6.4.4 Watershed transform w.r.t. topographical distance by sequential scanning based on
image integration.
1: procedureSequential scanning
2: INPUT: lower complete imageim on a digital gridG = (D,E) with cost functioncost.
3: OUTPUT: labelled imagelab onD.
4: #defineWSHED 0 (∗ label of the watershed pixels∗)
5: (∗Uses distance imagedist. On output,dist[v] = im[v], for all v∈ D.∗)
6:
7: for all v∈ D do (∗ Initialize∗)
8: lab[v]←0 ; dist[v]←∞
9: end for

10: for all local minimami do
11: for all v∈mi do
12: lab[v]← i ; dist[v]← im[v] (∗ initialize distance with values of minima∗)
13: end for
14: end for
15: stable← true (∗stableis a boolean variable∗)
16: repeat
17: for all pixelsu in forward raster scan orderdo
18: Propagate(u)
19: end for
20: for all pixelsu in backwardraster scan orderdo
21: Propagate(u)
22: end for
23: until stable
24:
25: procedurePropagate(u)
26: for all v∈ NG(u) in the future (w.r.t. scan order) ofu do
27: if dist[u]+cost[u,v] < dist[v] then
28: dist[v]←dist[u]+cost(u,v)
29: lab[v]← lab[u]
30: stable← false
31: else if lab[v] 6= WSHED and dist[u]+cost[u,v] = dist[v] and lab[v] 6= lab[u] then
32: lab[v] = WSHED

33: stable← false
34: end if
35: end for

not produce watershed labels (lines 21-22 in Algorithm 6.4.2, lines 14-15 in Algorithm 6.4.3
and lines 30-32 in Algorithm 6.4.4 are omitted), and therefore are not exact implementations of
Definition 10. All pixels are merged with some basin, so that, dependent on the order in which
pixels are treated, different results may be produced. Unfortunately, a discussion of this point
is missing in [60]. In fact, those algorithms are in agreement with the local definition of the
watershed transform, as discussed in Section 6.3.2.3.
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Algorithm 6.4.5 Algorithm for lower completion using aFIFO queue.
1: procedureLowerCompletion
2: INPUT: digital grey scale imageG = (D,E, im).
3: OUTPUT: lower complete imageG′ = (D,E, lc).
4:
5: fifo init(queue)
6: for all p∈ D do (∗ Initialize queue with pixels that have a lower neighbour∗)
7: lc[p]←0
8: if p has a lower neighbourthen
9: fifo add(p,queue)

10: lc[p]←−1
11: end if
12: end for
13: dist←1 (∗dist is an integer variable∗)
14: fifo add(FICTITIOUS,queue) (∗ insert fictitious pixel∗)
15: while not fifo empty(queue) do
16: p←fifo remove(queue)
17: if p = FICTITIOUS then
18: if not fifo empty(queue) then
19: fifo add(FICTITIOUS,queue)
20: dist←dist+1
21: end if
22: else
23: lc[p]←dist
24: for all q∈ NG(p) with (im[q] = im[p] and lc[q] = 0) do
25: fifo add(q,queue)
26: lc[q]←−1 (∗ to prevent from queuing twice∗)
27: end for
28: end if
29: end while
30:
31: for all p∈ D do (∗Put the lower complete values in the output image∗)
32: if lc[p] 6= 0 then
33: lc[p] = dist · im[p]+ lc[p]−1
34: else
35: lc[p] = dist · im[p]
36: end if
37: end for

To solve the plateau problem, the image may first be made lower complete. This can be
done by a linear-time breadth-first algorithm using aFIFO queue [23] to propagate distances, cf.
Algorithm 6.4.5. In the case of the ordered algorithms, an alternative to lower completion as
preprocessing is to use ordered queues. This will be discussed in more detail below. But first we
consider the initial step which is necessary in these algorithms, i.e., detection of the minima.
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6.4.2.1 Minima detection

Usually a flooding algorithm based onFIFO queues is used for minima detection [52, 64, 67].
However, theUNION-FIND algorithm for implementing disjoint sets [90], see also [23, 89], can
be used for computing connected components, and therefore for minima detection, as well. In
practice theUNION-FIND algorithm outperforms the flooding algorithm.

Algorithm 6.4.6 Computing level components by breadth-first search using aFIFO queue.
1: procedureLevelComponents
2: INPUT: digital grey scale imageG = (V,E, im).
3: OUTPUT: imagelab onV, with labelled level components.
4: #defineINIT −1 (∗ initial value of lab image∗)
5:
6: for all p∈ D do
7: lab[p]← INIT

8: end for
9: curlab←1 (∗curlab is the current label∗)

10: fifo init(queue)
11:
12: for all p∈V with lab[p] = INIT do
13: lab[p]←curlab
14: fifo add(p,queue)
15: while not fifo empty(queue) do
16: s←fifo remove(queue)
17: for all q∈ NG(s) with im[s] = im[q] do
18: if lab[q] = INIT then
19: lab[q]←curlab
20: fifo add(q,queue)
21: end if
22: end for
23: end while
24: curlab←curlab+1
25: end for

FIFO algorithm. Standard ‘flooding’ (breadth-first) implementations use aFIFO queue to find
the level components, i.e. the connected components of pixels of constant grey value, cf. Algo-
rithm 6.4.6. For each component a pixel is stored in an emptyFIFO queue, followed by a flooding
process which runs until the queue is empty. The flooding process consists of removing a pixel
from the queue, and inserting into the queue its neighbours with the same grey value that have
not been labelled yet. The time complexity is linear in the number of edges of the graph. In
practice, the image is a graph with a fixed connectivityk, so that the complexity of the algorithm
is linear in the number of pixels of the image. We cannot construct an algorithm with a better
time complexity. However, the minimally required size of the queue is not known in advance,
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Figure 6.33. Disjoint set forest of sets of integers{1,2,3,4,5}, {6}, {7,8,9}.

and memory is addressed in a very unstructured manner, causing performance degradation on
virtual memory and especially on parallel computers, since it requires a lot of synchronization.

UNION-FIND algorithm. In the UNION-FIND algorithm, disjoint sets are stored in trees,
forming adisjoint-set forest, in which each nodep is pointing to its parentparent[p]; Fig. 6.33
gives an example where sets of integers are stored. A nodep of a tree is called theroot of the
tree if parent[p] = p. For each tree, the root is chosen as therepresentativeof the set stored in
the tree.

If two sets are merged (united), it is sufficient to change the root of one of the trees such
that it points to the root of the other tree. To prevent the height of the tree from increasing too
drastically, resulting in longer search times to find representatives,path compressionis applied.
This means that not only the root, but all nodes on the path from an arbitrary nodep to the root,
are set to point directly to the root. By this technique the length of paths to roots rarely exceeds
3 in practical cases.

In [89] Tarjan uses a second technique, calledunion by rank, to prevent the height of the trees
from growing too drastically as well, keeping the resulting tree reasonably balanced when merg-
ing two trees. In [89] it is shown that the time complexity of the algorithm using both techniques,
for an input of sizeN, is O(Nα(N,N)), whereα(N,N) is the inverse of the Ackermann function,
whose value is smaller than 5 ifN is of the order 1080. So, in practice, this algorithm can be
regarded to run in linear time with respect to its input. When using the algorithm for computing
connected components in images, it turns out that only the path compression technique really
pays off, and therefore the ranking technique is omitted.

Using the disjoint-set technique, the labelling of connected components can easily be per-
formed in ascan-linefashion, cf. Algorithm 6.4.7. In this case, the nodes of the trees are pix-
els. Let≺ denote the lexicographical order between pixels. E.g., in a 2-D image with pixels
p= (i, j),q= (k, l), p≺ q denotes that(i < k)∨((i = k)∧( j < l)); also,p� q≡ (p≺ q∨ p= q).
In the scan-line algorithm, pixels are visited in lexicographical order. Letp0 denote the first pixel,
andcurpix the current pixel, during scanning. Then the following order on the arrayparent is
maintained:∀(p : p0 � p� curpix : p0 � parent[p] � p). Since this order prevents cycles, we
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can iteratively evaluateparentto find the root of the tree containingp, denoted by FindRoot(p).
Let p be the current pixel. Ifp has no neighboursq (with q ≺ p) with the same image

value, a new set is created by settingparent[p] to p. If there exist neighbouring pixelsq (with
q≺ p) that have the same grey value asp, the representatives of these neighbours are computed
and the (lexicographically) smallest of them is chosen as the representative of the union of the
sets containing these neighbours. Then the paths of these neighbours are compressed using
PathCompress(), andp is merged with this set. In a second pass through the input image, the
output imagelab is created. All root pixels get a distinct label; for any other pixelp its path is
compressed, making explicit use of the order imposed onparent(see line 29 in Algorithm 6.4.7),
andp gets the label of its representative.

This algorithm can be used for the computation of connected components (see chapter 3)
in images of any dimension, size and connectivity, in contrast to the algorithm of Rosenfeld-
Pfaltz [82], which works only for 2-dimensional images using 4-connectivity. The same re-
striction holds for theUNION-FIND algorithm in [32] which performs in exact linear time by
post-processing each scan line. Also anin-situvariation of the algorithm is possible in which the
array parent has been removed. In this case the imagelab plays the role of output image and
parentarray at the same time.

We now resume our discussion of watershed algorithms based on topographical distance.

6.4.2.2 Image integration by the Dijkstra-Moore shortest paths algorithm.

Given a directed weighted graphG = (V,E,w), with w : E→ N a nonnegative weight function
on the arcs, the Dijkstra-Moore algorithm computes the length of the shortest path from a source
nodes to every other nodev [23, 27]. This algorithm can be simply adapted for computing the
watershed transform. First, an edge(p, p′) in the image is considered as a pair of arcs(p, p′) and
(p′, p) with the same weight. Next, a label imagelab and a distance imagedist are introduced,
just as in the case of Algorithm 6.4.4, wherelab[v] is the index of the minimum nearest tov, and
dist[v] is the distance to this minimum [52]. From each minimum a wavefront is started, labelled
by the index of the minimum it started in, and the distance is initialized with the value of the
minimum, cf. (6.9). If wavefronti reaches a nodev after it has propagated over a distance`, and
` is less thandist[v], the valuè is placed indist[v], while lab[v] is set toi. If a nodev is reached
by another wavefront that has propagated over the same distance but originated from a different
minimum (if it already carries the labelWSHED this is also the case),lab[v] is set to the artificial
valueWSHED, designating thatv is a watershed pixel. For the pseudo-code, see Algorithm 6.4.2.

If the input image has non-minima plateaus, it may be first lower completed. An alternative
is to keep track of distances to the lower border of plateaus during execution of the algorithm.
This can be achieved by the use of ordered queues.

Implementation by ordered queues. The functionGetMinDist in Algorithm 6.4.2 can be
implemented such that it has a time complexity which is linear in the number of pixels of the
image. This can be realized with a data structure called ‘hierarchical’ or ‘ordered’ queue (OQ),
which is a priority queue ofN FIFO queues, one queue for each of theN grey values in the image,
such that the lower grey values have higher priority [14,59]. The OQ processes lower grey levels
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Algorithm 6.4.7 Scan-line algorithm for labelling level components based on disjoint sets.
1: procedureUNION-FIND-ComponentLabelling
2: INPUT: grey scale imageim on digital gridG = (D,E).
3: OUTPUT: imagelab onD, with labelled level components.
4: (∗Uses arrayparentof pointers.∗)
5:
6: (∗First pass∗)
7: for all p∈ D in lexicographical orderdo
8: r← p
9: for all q∈ NG(p) with q≺ p do

10: if im[q] = im[p] then
11: r← rMIN FindRoot(q) (∗min denotes minimum w.r.t. lexicographical order∗)
12: end if
13: end for
14: parent[p]← r
15: for all q∈ NG(p) with q≺ p do (∗compress paths∗)
16: if im[q] = im[p] then
17: PathCompress(q, r)
18: end if
19: end for
20: end for
21:
22: (∗Second pass∗)
23: curlab←1 (∗curlab is the current label∗)
24: for all p∈ D in lexicographical orderdo
25: if parent[p] = p then (∗ p is a root pixel∗)
26: lab[p] = curlab
27: curlab= curlab+1
28: else
29: parent[p] = parent[parent[p]] (∗Resolve unresolved equivalences∗)
30: lab[p] = lab[parent[p]]
31: end if
32: end for
33:
34: function FindRoot(p : pixel)
35: while parent[p] 6= p do
36: r← parent[p] ; p← r
37: end while
38: return r
39:
40: procedurePathCompress(p : pixel, r : pixel)
41: while parent[p] 6= r do
42: h← parent[p] ; parent[p]← r ; p←h
43: end while
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before higher ones, and is initialized with the labelled border pixels of minima. Pixels with grey
valueh are inserted in theFIFO queue with priority levelh of the OQ. Pixels are removed from
the OQ by priority, and propagate their labels to (i) non-labelled neighbouring pixels, which
are inserted in the OQ, or to (ii) neighbouring labelled pixels still in the OQ, which change to
watershed pixels if the propagated label differs from the current label. By using the priority order
of grey values, pixels always propagate labels to steepest upper neighbours, except on plateaus,
where synchronous breadth-first propagation of labels coming from different pixels of the lower
border takes place. Thus an OQ automatically implements a hierarchical order relation between
pixels, so that preprocessing to make the input image lower complete can be avoided.

It should be noted however, that the OQ does not always give exactly the same result as when
the input image is first lower completed. For example, when the image has a plateau whose pix-
els, after lower completion, are assigned to different basins without any pixel being labelled as
watershed pixel (no pixel is equidistant to two or more minima), the OQ algorithm may never-
theless introduce a watershed line at points where wavefronts coming from different parts of the
boundary meet. The exact location of this watershed line is dependent on the processing order,
and is biased towards that part of the lower boundary from which the propagation proceeded last.

Remark. Algorithm 6.4.2 requires updating of the setV: distances and labels are only propa-
gated to pixels which are still inV. In the ordered queue implementation,V is the set of pixels
which have not yet entered the OQ, or are still in it. In the case of a lower complete image,
one may instead propagate from a pixelu to all neighboursv of u: since the cost function is
positive (except on minima plateaus), the computed distance to an already processed pixelv 6∈V
will always increase, so the algorithm will not change anything for such a pixelv. This entails
redundant computation, but has the advantage that no memory is needed to encode the setV.
However, when the OQ implementation is used for an image which is not lower complete, and
the setV is not properly encoded, a broadening of the watershed line may occur on the interior
of plateaus, where the cost function is identically zero. �

6.4.2.3 Hill climbing

Compared to image integration, hill climbing is much simpler since no distances have to be com-
puted: labels are simply propagated to all steepest upper neighbours, see Algorithm 6.4.3. For a
lower complete image, determination of the upstream setΓ−1(p) of a pixel p only requires local
computation. Again, if an image contains non-minima plateaus, it may first be lower completed.
Alternatively, just as above, ordered queues can be used.

If the version of the algorithm is used which does not compute watershed pixels, and the
distance values on the edges of the underlying grid are equal to 1 (d(p,q) = 1 in Eq. (6.4)), such
as is the case for the 4-connected and 8-connected neighbourhoods mostly used in practice, one
may simply replace the upstream setΓ−1(p) by all unlabelled neighboursq of p. Because the
algorithm processes pixels with lowest grey value first, an unlabelled neighbour of a pixelp is
necessarily in the upstream ofp, and a labelled pixel never has to be inspected again, since no
watershed labels are assigned. This implies that the initial computation of lower distances and
cost function can be avoided, leading to a time and memory efficient implementation. But, of
course, the result is not exact and dependent on the processing order.
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Figure 6.34. Left: image and its corresponding DAG; right: graph after resolving (watershed
pixels are surrounded by a box).

6.4.2.4 Watershed transform by UNION-FIND algorithm

The UNION-FIND algorithm described in Section 6.4.2.1 can be modified to compute the water-
shed transform itself [53], by the following steps.

1. First, plateaus have to be removed from the imagef by computing the lower completion
fLC of f , see Algorithm 6.4.5. The last loop in the algorithm can be slightly adapted to
label the minima pixels off (i.e., pixelsp with lc[p] = 0) as well.

2. From the lower complete image, the lower complete graphG′ = (V,E′) is constructed
(see Definition 9), which is a directed acyclic graph (DAG). See Fig. 6.34 for an example.
The DAG is stored in an arraysln, wheresln[p, i] is a pointer to theith steepest lower
neighbourof pixel p (the number of steepest lower neighbours is at most the connectivity).
For each minimumm, one pixelr ∈m is chosen as the representative of this minimum, and
a pointer is created fromr to itself. The arraysln plays the role ofparent in the level
components algorithm, but note that a node can now have more than one ‘parent’ (steepest
lower neighbour). Therefore the graphG is not a disjoint set forest, as in the case of
connected components. The DAG can be constructed in a single pass scan-line algorithm,
in which for each pixel only its neighbours are referenced.

3. The last step is to apply theUNION-FIND algorithm to the DAG. The first pass is simi-
lar to that of Algorithm 6.4.7. The resolving step has to be modified so that watershed
pixels can be detected, which are points having paths in the DAG to distinct roots. For
the pseudo-code of the resolving algorithm, which closely resembles Tarjan’sFindRoot
operation [89], see Algorithm 6.4.8.

Results. We applied the algorithm (both stages) to a number of test images (see Fig. 6.35).
The results shown in Table 6.1 are for hundred runs, and are performed on square images of
sizes 256× 256, 512× 512, and 1024× 1024 respectively. The computer used is a 300MHz
Pentium PC, with 64 Mb RAM memory, and 512 Kb cache memory.

The image ‘blobs’ is a binary image with very large minima plateaus (more than half of the
pixels are in a minimum), resulting in short root-paths in the DAG. This explains the significant
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Algorithm 6.4.8 Watershed transform w.r.t. topographical distance based on disjoint sets.
1: procedureUNION-FIND-Watershed
2: INPUT: lower complete graphG′ = (V,E′).
3: OUTPUT: labelled imagelab onV.
4: #defineWSHED 0 (∗ label of the watershed pixels∗)
5: #defineW (-1,-1) (∗fictitious coordinates of the watershed pixels∗)
6:
7: LabelInit (∗ initialize imagelab with distinct labels for minima∗)
8:
9: for all p∈V do (∗give p the label of its representative∗)

10: rep←Resolve(p)
11: if rep 6= W then
12: lab[p]← lab[rep]
13: else
14: lab[p]←WSHED

15: end if
16: end for
17:
18: function Resolve (p : pixel)
19: (∗Recursive function for resolving the downstream paths of the lower complete graph.∗)
20: (∗Returns representative element of pixelp, or W if p is a watershed pixel∗)
21: i←1 ; rep←(0,0) (∗some value such thatrep 6= W∗)
22: while (i ≤ CON) and (rep 6= W) do (∗CON indicates the connectivity∗)
23: if (sln[p, i] 6= p) and (sln[p, i] 6= W) then
24: sln[p, i]←Resolve(sln[p, i])
25: end if
26: if i = 1 then
27: rep←sln[p,1]
28: else ifsln[p, i] 6= rep then
29: rep←W
30: for j←1 → CON do
31: sln[p, j]←W
32: end for
33: end if
34: i← i +1
35: end while
36: return rep

shorter running time for this image compared to the other ones. By doubling the image dimen-
sions, the number of pixels increases by a factor of 4. Since all phases of the algorithm are
performed in (nearly) linear time with respect to the image size, we expect to find this reflected
in the timings. On average we find that the running time increases by a factor of 4.2, which is
quite close to linear behavior. The images ’blobs’, ’chess’, and ’waves’ are artificially generated
images, with relatively few minima, while the other images are camera-made, containing a lot
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Figure 6.35. Test images (from top left to bottom right): (a) blobs (b) chess (c) waves (d)
peppers (e) particles (f) aircraft.

Table 6.1. Timing results for watershed byUNION-FIND

image minima 256 512 1024
blobs 4 17.2 74.8 313
chess 67 43.2 178 716
waves 20 36.3 165 720
peppers 44426 37.0 170 712
particles 359 41.6 182 756
aircraft 19053 38.7 174 724

of noise and minima. We see that the number of minima has little effect on the total running
time. The timings we find are comparative with the ones found in the literature for other al-
gorithms ( [15, 102]). The main interest of our algorithm is the second stage, since it can be
parallelized on shared memory computers with very little synchronization overhead, while most
other algorithms are difficult to parallelize as a result of global dependencies.

This technique computes the exact watershed transform by topographical distance [60]. A
similar approach was developed by Bieniek et al. [16], based on earlier work [15] on parallel
implementation of the watershed transform. However, these authors use the local condition in
which no watershed pixels are computed (see Sections 6.3.2.3, 6.5.2.3); when several steepest
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Figure 6.17. Watershed transform on the square grid with4-connectivity, showing thick water-
sheds. (a): original image; (b): result according to topographical distance (Definition 3, with
Tf as defined in (6.6)); (c): result according to immersion (Definition 4).

Proposition 6 Let f(p) > f (q). A path π from p to q is of steepest descent if and only if
Tπ

f (p,q) = f (p)− f (q). If a pathπ from p to q is not of steepest descent, Tπ
f (p,q) > f (p)− f (q).

This proposition implies that paths of steepest descent are the geodesics (shortest paths) of the
topographical distance function. With the introduction of the topographical distance for digital
images, the definition of catchment basins and watersheds is the same as for the continuous case,
cf. Definition 3.

It is a consequence of Proposition 6 thatCB(mi) is the set of points in the upstream of a
single minimummi . The watershed consists of the pointsp which are in the upstream of at least
two minima, i.e., there are at least two paths of steepest descent starting fromp which lead to
different minima. Also, the following corollary is obvious.

Corollary 7 Any pixel in the upstream of a watershed pixel is itself a watershed pixel.

An example of the watershed transform according to topographical distance is given in Fig. 6.7(d-
e). Note that the result differs from that obtained by immersion according to Definition 4. A
consequence of Definition 3 in the digital case is the occurrence ofthick watersheds, meaning
that the watershed pixels do not form one-pixel thick lines but extended areas. An example for
the case of 4-connectivity is given in Fig. 6.17. The result according to simulated immersion is
given for comparison; although thick watersheds also occur for this watershed definition, they
tend to be less pronounced.

Remark. A distance transform [81] on a digital grid (with unit distance values on the edges)
of a binary imageb produces a grey value imagef whose cost function equals 1 on every edge
outside the minima off . The watershed off therefore equals the SKIZ ofb [60]. �

Next we consider images which are not lower complete.
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lower neighbours exist, one of them is arbitrarily chosen. Therefore, that algorithm, sometimes
referred to asrainfalling, is a variant of the watershed transform byUNION-FIND, where the
graph is not a DAG, but a disjoint-set forest.

6.5 Parallelization

In this section we first make some general remarks about parallel computer systems and parallel
programming. Then a review of parallelization strategies for the watershed transform is given,
for both distributed and shared memory architectures.

6.5.1 General considerations

6.5.1.1 Parallel computer systems

A standard classification of parallel computer systems into four types is due to Flynn, see [33,78]
for details. The two types most often encountered in practice are SIMD (Single Instruction, Mul-
tiple Data), and MIMD (Multiple Instruction, Multiple Data). In a SIMD computer all processor
elements simultaneously execute the same operation on different data items, whereas in a MIMD
machine the processors may execute different operations on their own data. MIMD computers
are more flexible, but are in general more difficult to program. Both SIMD and MIMD comput-
ers can be either of the shared memory or distributed memory type. In ashared memoryparallel
computer, there are a number of processors and a single (large) memory which is accessible to
all processors. In contrast, in adistributed memoryarchitecture, each processor has its own local
memory and a processor can retrieve data in the memory of another processor by messages over
a communication network.

The performance of a parallel computer is very much dependent on the bandwidth of the con-
nection of the processors to the memory, that is, the maximum number of simultaneous load or
store operations per time unit. Shared memory systems typically have a bandwidth problem since
there is only a single memory, so that conflicts may arise when many processors try to access the
same memory locations. On the other hand, distributed memory MIMD machines have the dis-
advantage that the communication between processors is much slower than for shared memory
machines, so that the synchronization overhead is much higher when tasks have to communicate.
This mismatch between communication vs. computational speed often makes communication the
speed-limiting factor on distributed memory MIMD architectures, while memory congestion is
usually the speed-limiting factor on shared memory systems. The maximum amount of work a
process can perform before communication with other processors becomes necessary is called
thegranularity or grain size. Load balancing, i.e. ensuring equal work load of different proces-
sors during program execution, is an important requirement of parallel program design. In this
context, an important issue is that ofmapping, i.e. the assignment of tasks to processors. This
may be donestaticallyat initialization, ordynamicallyduring execution of the program.
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6.5.1.2 Parallel programming models

Various parallel programming models exist. Inmessage-passing programming, tasks are cre-
ated, which interact by sending and receiving messages. The approach most often used is called
SPMD (single program multiple data), meaning that every processor runs the same program,
performing operations on its own data space. In theshared-memory programmingmodel, tasks
share a common address space. Mechanisms such as locks and semaphores [28] may be used
to control access to the shared memory. Below we will compare implementations of the water-
shed transform on distributed memory machines making use of message passing, and on shared
memory architectures where synchronization takes place through shared variables.

6.5.1.3 Classification of parallel watershed algorithms

The following classification of current parallel implementations of the watershed transform can
be made:

• domain decomposition: distribute the image over the processors in a regular way (static
mapping) and use a sequential algorithm for the subimage in each subdomain. Insert syn-
chronization and communication points where the result depends on neighbouring subdo-
mains. Merge subresults to obtain the final solution.

• functional decomposition: when simulating flooding from local minima, distribute the lo-
cal minima over the processors. In this case, the efficiency depends crucially on the num-
ber of local minima, and the sizes of the corresponding basins. Load imbalance may arise
when the sizes of basins differ significantly.

6.5.2 Watershed implementation on distributed memory architectures

In the case of the watershed algorithm, usually domain decomposition is used on distributed
memory architectures. Granularity depends on the distribution of data among processors, the
number of processors and the image content. When many subimages are used, the grains are
small with a relatively large number of pixels on the boundary between subdomains, requiring
more communication.

In all algorithms discussed in this subsection, the image is distributed in stripes or blocks
Di , i = 1, . . . ,N over all processors. Each processor has access to an overlap region between do-
mains, determined by the neighbourhoodNG(p) of each boundary pixel. ByD+

i = ∪p∈Di NG(p)
is denoted the extension of subdomainDi , and byD−i = Di ∩ (∪ j 6=iD

+
j ) the pixels ofDi which

have outside neighbours. Pixels in boundary regions are written only by the process to which the
subdomain is assigned, but is available for reading by processors of neighbouring subdomains.
An approach where a division of the image in rectangular blocks is used naturally leads to an
implementation where the processors are connected in a rectangular mesh topology, which for
example is easily realizable by a transputer system (each transputer having four communication
links).
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Speedups are usually measured excluding the time needed for image loading, distribution,
retrieval and saving.

6.5.2.1 Hill climbing by ordered queues

Parallellization of the watershed transform by ordered queues is discussed in [62]. The algorithm
does not construct watershed lines. The program uses the SPMD approach with synchronization
by messages from and to a master process. The image is distributed in blocks. The steps in the
watershed computation are:

1. Minima detection: plateaus are examined by breadth-first scans in each subimage using
a FIFO queue. If a plateau is spread over different subdomains, communication between
processors is necessary during which merging of parts in different subdomains takes place.
This may require repeated communication until stabilization (i.e. no more changes occur).

2. Flooding by local OQ’s: each processor performs flooding in its own subdomain based on
ordered queues, as in the sequential algorithm. To allow flooding to propagate to neigh-
bouring subdomains, two approaches have been considered. In the first one [67] processors
are tightly synchronized at each grey level by analyzing border pixels of subdomains whose
steepest lower neighbours (or, when these do not exist, neighbours of the same grey value)
are in the extension area of the subdomains. When a processor reaches synchronization
levelh, labels and values in their extension areas are exchanged with neighbouring proces-
sors. Communication and reflooding takes place until the label propagation stabilizes, as
detected by the master process. Due to this tight synchronization considerable idle times
are introduced, since processors do not execute the same code at approximately the same
time. A second approach [62] first performs local flooding at all grey levels in the sub-
domain, followed by communication and reflooding until the label propagation stabilizes.
This reduces the amount of communication necessary for reflooding.

Performance measurements. Speedups for both schemes are reported in [62, Ch. 2]. The
tight synchronization scheme was implemented on a Parsytec Supercluster 128, which is a mas-
sively parallel reconfigurable network of transputers, under PIPS (Parallel Image Processing
System) [74]. (An initial implementation on a loosely coupled cluster of workstations using
the PVM (Parallel Virtual Machine) package [77] resulted in marginal speedups with efficiency
deteriorating quickly as the number of processes was increased [67]). The second scheme was
implemented on a Cray T3D MIMD distributed memory architecture with 256 nodes using MPI
(Message Passing Interface) [34]. The experimental results show a moderate increase of speedup
with number of processors for some images, the speedup for the second scheme being almost
twice as high as that of the first scheme. (Note however, that these schemes were implemented
on different architectures.) For natural images, efficiency ranges from 25−50% at 16 processors,
to 10% or less at 128 processors. However, both stages of the algorithm (minima detection and
flooding) are very data dependent, leading to load imbalance. For artificial images with large or
snake-like plateaus spread over different subdomains, speedup may be marginal or even decrease
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with number of processors, due to extensive relabelling. Also, better performance is not always
obtained for larger images.

6.5.2.2 Hill climbing and rainfalling after lower completion

Hill climbing, with lower completion as preprocessing, was considered by Moga et al. [62, 63],
effectively using, but not explicitly introducing, the local condition of Definition 11. In addi-
tion, therainfalling algorithm was studied, see Section 6.4.2.4. For both algorithms, the steps
are: (i) minima detection, (ii) lower completion, (iii) flooding (by hill climbing and rainfalling,
respectively).

Minima detection with lower completion on non-minima plateaus again requires repeated
communication until stabilization to achieve global consistency. The flooding step is considered
as labelling each vertex in the lower complete graph by the label of the minimum to which it is
connected by a path. The procedure of choosing arbitrarily one of the steepest lower neighbours
of a given pixel, in case several exist, turns the DAG into a disjoint-set forest. This reduces the
amount of non-locality, but introduces scanning order dependence (cf. Section 6.4.2.4).

For the rainfalling algorithm, the forest is labelled inside subdomains as described above,
using aFIFO queue to store root pixels of not yet resolved paths. Processors perform commu-
nication with neighbours as long as there are unresolved paths in their subdomain. But, since a
processor can decide locally when to terminate its calculation, no global reduction operation is
necessary; also no relabelling or synchronization between paths are needed. In the case of hill
climbing, each processor initializes by a raster scan aFIFO queue with border pixels of minima
in its subdomain. A pixelp removed from the queue propagates its label to all pixelsq for which
there is an arc fromq to p in the lower complete graph. Labels are repeatedly exchanged with
neighbouring processors through the extension area, initiating new labelling. A processor be-
comes inactive as soon as all pixels in its subdomain have been labelled. Summarizing, plateaus
are treated in breadth-first order, while labelling is along paths generated by depth-first search,
c.q. breadth-first search, for rainfalling, and hillclimbing, respectively.

Performance measurements. Implementations were carried out on a Parsytec Supercluster
128 under PIPS [74] and on Cray T3D under MPI. Speedup curves are rather similar for rain-
falling and hillclimbing, with rainfalling having shorter running times but lower speedup. Effi-
ciency decreases with increasing number of processors, and is very data dependent in the case
of artificial scenes (E(128)≤ 25% on the Parsytec system,E(128)≤ 12.5% on the Cray T3D).
Compared to the implementation using ordered queues (cf. Section 6.5.2.1) the time spent for
flooding has been reduced, but the time of the first stages has increased due to the lower distance
computation. Overall execution time has not improved significantly. An advantage may be that
ordinary queues are easier to implement correctly than ordered queues.

6.5.2.3 Hill climbing by ordered queues combined with a connected component operator

Parallelization of the hill climbing algorithm combined with a connected component operator has
been considered by Bieniek et al. [15] using the local condition of Definition 11, and by Moga et
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al. [62,65]. We first describe the former approach [15].
The main idea is to solve the watershed problem independently on all subdomains without

synchronization. Instead temporary labels are assigned to pixels which will be flooded from
adjacent subdomains. The boundary connectivity information is stored in a graph or equivalence
table. Global labels are computed by a reduction operation using the resolving step as in the
UNION-FIND algorithm (cf. Section 6.4.2.1). IfN is the number of processors, computation of
the global labels then takes log2N steps, independent of the complexity of the data. The latter
problem is strongly related to the connected component labelling problem [2,31,85].

The algorithm for images without plateaus is as follows:

1. Give all local minima in each domainDi a globally unique label, using information from
D+

i .

2. Give all pixelsp of D−i a temporary label (globally unique) if the downstream neighbours
of p are in another subdomain. The set of boundary pixels requiring a temporary label is
thus

Dtemp
i = {p∈ Di |Γ(p)∩ (D+

i \Di) 6= /0}. (6.11)

3. Produce a watershed segmentation consistent with Definition 11, independently on each
subdomain, using the minima and temporary labels as seeds for basins. By using ordered
queues, non-minima plateaus which are completely within a subdomain will be flooded in
accordance with Definition 11.

4. Merge subdomains pairwise: give all labels of the subdomains globally consistent values
by linking basins, which have grown from pixelsp with a temporary label, to basins in the
downstream ofp.

An efficient implementation of step 4 in this algorithm can be based upon theUNION-FIND

algorithm, as discussed in Section 6.4.2.1.
As an example, consider Fig. 6.40. Figure 6.40(b) shows a watershed segmentation of the

image in Fig. 6.40(a) consistent with Definition 11 (several other labellings are possible). Next
consider a subdivision of the image into two strips of three rows each. In the figure, we show the
result after step 2 and step 3 of the above algorithm. Clearly, after step 4 (not shown) a correct
result (w.r.t. Definition 11) is obtained.

Of course, the real problem is to treat images with plateaus. To do this, the following pro-
cedure is proposed in [15]. Define the neighbour setΓ′(p) of a plateau pixel as the union of all
neighbour setsΓ(p′) with p′ running over those boundary pixels of the plateau which have min-
imal geodesic distance top. Extend Definition 11 by replacingΓ(p) by Γ′(p). Then the claim is
that with a similar replacement ofΓ(p) by Γ′(p) in the algorithm above, a watershed segmenta-
tion is produced in agreement with the extended definition. It is easy to see, however, that this
claim cannot be true. When in (6.11),Γ(p) is replaced byΓ′(p), the setDtemp

i as defined in (6.11)
may be empty, because the setΓ′(p) may be located in a subdomain which is far away fromDi ,
and therefore has zero overlap withD+

i \Di . Therefore, the watershed segmentation according to
the algorithm above produces a result in a subdomainDi which is completely independent of the
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Figure 6.40. Watershed according to Definition 11. (a): original image; (b): a watershed
segmentation of the complete image; (c): result after step 2 of the parallel algorithm with two
subdomains. (d): result after step 3 of the parallel algorithm with two subdomains.

downstream. In fact, what should be done is to assign temporary labels to all pixelsp for which
Γ′(p) extends to any other subdomain, whether it is an adjacent one or not. But in that case,
the locality aimed at by introducing Definition 11 is lost. This effectively annihilates the idea of
computing the watershed transform independently on each subdomain, followed by a merging
step requiring communication of boundary information only. It comes therefore as no surprise
that in the implementation in [15], which uses a variant of the sequential watershed transform
(8-connected) based on ordered queues, an iterative plateau correction is required after step 3
of the algorithm for labels and distances stretched out over more than one subdomain, needing
a global synchronization step. This clearly demonstrates that the locality assumption, which is
implicit in the specification of the algorithm with plateaus, does not hold.

A similar approach was used by Moga et al. [62,65]. The difference with the approach in [15]
is that for non-minima plateaus which are shared by several processors the globally correct lower
distance values are computedbeforeflooding, instead of during flooding, so that no relabelling
of wrongly labelled higher neighbourhoods of plateaus is necessary.

Performance measurements. Experiments have been reported in [15] on a Parsytec Super-
cluster 128 under PIPS and in [65] for an implementation under MPI on a Cray T3D, both with
similar results. An almost linear speedup is obtained for a number of processors up to 64, after
which saturation sets in. Efficiency at 128 processors ranges from 10-50 %. Local minima de-
tection and local flooding takes most of the time, until the number of processors becomes very
large: then the plateau correction is the most time limiting factor, even for images with small
plateaus. This implementation performs better with respect to scalability and execution time
than the implementation of hill climbing or rainfalling discussed in Section 6.5.2.2. Also, the
data dependence is less severe, although it is still present due to the plateau correction step.

6.5.2.4 Parallel watershed transform based on sequential scanning

Finally we mention a watershed algorithm based on sequential scannings [62, 68] (see Sec-
tion 6.4.2). Although the sequential algorithm is very slow, the method has good scaling prop-
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erties in a parallel implementation. The implementation consists of repeated raster and anti-
raster scans within the subdomains and message passing among processors until stabilization.
Although the implementation is carried out on a MIMD architecture (Parsytec cluster), the algo-
rithm is also suitable for SIMD computers since no queues are used.

The parallel implementation has the following steps: (i) detection of minima; (ii) lower com-
pletion of the image; (iii) labelling minima; (iv) flooding by image integration. Labels in the
boundaries between subimages have to be communicated between processors. Even if the com-
putation has stabilized within a subdomain, new raster scans may be necessary due to changes
in the boundary region caused by other processors. A master process detects when global stabi-
lization has been obtained. Since all subdomains are equal in size, and each processor executes
simple operations in raster scan mode, chances are higher that communication points are reached
at approximately the same time, resulting in a better load balance.

Performance measurements. Implementations were carried out under PIPS on a Parsytec Su-
percluster 128 [68], and under MPI on a Cray T3D [62, Ch. 3]. An approximately linear speedup,
close to the ideal line, is obtained in many cases, but efficiency drops when the number of pro-
cessors becomes larger. Speedup may even decrease for small image size, because the amount
of work per processor becomes too small. Larger image sizes yield higher speedups for the same
number of processors. The algorithm is still data dependent: for images with large, snake-like
plateaus, speedup may drop with increasing number of processors.

6.5.2.5 Conclusions

Summarizing the performance results for the various parallel implementations discussed in Sec-
tion 6.5.2.1-Section 6.5.2.4, it was found that slow methods such as sequential scanning have the
best scaling properties. Ordered queues are relatively fast, but have the worst scaling, since in a
distributed memory system local ordered queues need to be kept in global order by proper syn-
chronization. The improvement of hill climbing and rainfalling over ordered queues is marginal.
Better results have been obtained by combining the ordered queue implementation with a con-
nected component operator. The data dependence is less severe, since the use of the connected
component operator allows the computation of globally correct labels with fixed time complexity,
independent of the image content.

All algorithms have problems, although to varying degree, with images containing large or
snake-like plateaus spread over different subdomains: speedup may be marginal or even decrease
with increasing number of processors.

6.5.3 Shared memory implementations

The main motivation to use shared memory architectures for the watershed transform derives
from the global data dependence caused by extended basins in grey value images. This requires
direct access to data which may be far separated in memory. For that reason, a shared memory
is an obvious choice, cf. Section 6.5.1.
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6.5.3.1 Components graph algorithm

A parallelization of the components graph algorithm (cf. Section 6.4.1.2) is proposed in [51]. All
pixels which are in the same level component are clustered in one single node of the components
graph, therefore plateaus no longer exist. Since shared memory is used, the parallel programs
are very similar to the sequential counterparts. Only concurrent references to the same memory
locations have to be protected by synchronization primitives.

The steps are the following.

1. Level components labelling.A single processor labels level components of the entire im-
age and distributes the input image and the labelled image over the processors. To each
processor a slice of consecutive scan lines of (approximately) equal size is assigned, with
one scan line overlap so that it can be decided whether level components are shared with
neighbouring processors.

2. Parallel watershed transform of a graph.Every processor builds a local components graph
for its own image slice. Since some level components are shared between several pro-
cessors the graphs on the processors are not disjoint. Next every processor performs an
adapted version of the flooding algorithm, taking care of shared vertices.

3. Back transformation. After flooding each processor transforms its local components graph
back to an image slice, as in the sequential case.

6.5.3.2 Topographical distance algorithm by ordered queue

The first step of the algorithm is detecting local minima, see Section 6.4.2.1. Computation of
lower slope and cost function are local operations, and therefore easy parallelizable. Actually,
minima detection and lower completion can be obtained in one step (see Section 6.3.2.2). Com-
putation of the watershed transform on the graph is based on Algorithm 6.4.2, which does com-
pute watershed pixels. Each processor computes the basins of an (approximately) equal number
of minima. However, there is a strong data dependence since the sizes of basins may differ sub-
stantially. Therefore dynamic instead of static mapping is needed to obtain good performance.

Results. Timing results for the test images of Fig. 6.35 using static mapping on a Cray-J932
shared memory computer with 16 processors are given in Table 6.2, which is taken from [52].
The columnT1 is the time (in seconds) for the computation of 100 watersheds on a single pro-
cessor. In the columnSp the speedup is given if we usep processors.

We see that the speedup in the case of theblobsimage remains the same if we keep adding
more processors. The image contains only 4 regional minima, and thus each extra processor
will remain idle. The poor speedup in the case of thechess boardimage is caused by the fact
that it contains a widespread regional minimum – the boundaries of the squares. This minimum
reaches over the entire image, causing a big load imbalance. Thepeppersimage and theaircraft
image contain many regional minima, most of them are noise resulting in many very small tasks
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Table 6.2. Timings and speedups for the 6 test images of Fig. 6.35.
image #minima T1 S2 S4 S8 S16

blobs 4 88 1.7 2.5 3.0 3.0
chess 67 101 1.6 2.3 3.6 4.0
waves 20 115 1.7 2.4 3.6 8.5
peppers 44426 111 1.7 2.1 3.0 5.0
gold 359 115 1.7 2.5 3.7 10.4
aircraft 19053 114 1.6 2.1 2.9 4.8

causing a lot of overhead. Thewavesimage and thegold image contain a reasonable number of
uniformly distributed regional minima, resulting in a fairly good speedup.

The speedup for computing lower slope and cost function is almost linear in the number
N of processors. The same holds for minima detection, although the influence of concurrent
references to the same memory locations starts to play a major role if we use many processors,
typically 8 or more. If the number of minima is smaller thanN, no speed is gained by using more
processors. In practice, however, the number of minima is usually much larger thanN.

6.5.3.3 Topographical distance algorithm by modified UNION-FIND

This approach to compute the watershed transform is relatively easy to parallelize for shared
memory architectures. In a first phase the input image is transformed into a lower complete im-
age usingFIFO queues. The very same algorithm can be used on parallel architectures by splitting
the domain of the image in (almost) equally sized subdomains. Each processor has its own pri-
vateFIFO queue, which it initializes with seed points (pixels that are at the lower boundary of
a plateau) in its private subdomain. After this initialization, each processor starts propagating
distances in a private imagedist. When all processors have finished this operation, the minimum
over all thedist images is the desired lower complete image. Computing this minimum can be
efficiently performed in parallel using a so-calledreduction operatoron most parallel architec-
tures. After computing the lower complete image, the DAGsln can be constructed in a single
image pass, in which for each pixel only its neighbours are addressed. There is no dependence
between pixels, as far as the computation order is concerned, and thus this operation can trivially
be performed in parallel. The resolving phase is also easy to parallelize, by replacing the domain
D in Algorithm 6.4.8 by the private domain of a processor. Note that the mapping procedure is
hybrid in this case: initially, a processor starts to work on pixels in its private domain, but during
the resolving phase it will access pixels in domains of other processors. Work by the present
authors on this approach is in progress.
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6.6 Summary

We have reviewed various existing definitions of the watershed transform based on immersion
or on shortest paths with respect to a topographical distance function. The main sequential
algorithms for computing the watershed transform according to both definitions were described.
Emphasis was put on the fact that watershed algorithms found in the literature often do not adhere
to their definition, or are the implementation of an algorithm without a proper specification.

Strategies for parallel implementation were discussed, distinguishing between distributed
memory and shared memory architectures. The watershed algorithm by immersion is hard to
parallelize because of its inherently sequential nature. A parallel implementation of this algo-
rithm can be based upon a transformation to a components graph. The distance-based definition
allows various parallel implementations. The main ones are based on (ordered) queues, repeated
raster scanning, a modifiedUNION-FIND algorithm, or a combination of these. The main conclu-
sion to be drawn from this review is that, despite all the techniques and architectures used, there
is always a stage in the watershed transform which remains a global operation, and therefore in
the case of parallel implementation at most modest speedups are to be expected.
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Concluding Remarks

7.1 Summary

This thesis deals with efficient algorithms for morphological image processing. Each chapter
deals with some algorithm from the field of mathematical morphology. Reviews of existing al-
gorithms, as well as new algorithms or improvements to existing algorithms are given. In most
chapters, the focus is on the design and implementation of parallel algorithms. The interest for
parallel algorithms is mainly driven by the growing demand of real-time 2D image processing
applications, and algorithms for the interactive processing of 3D volume data sets. Parallel algo-
rithms for the processing of 3D volume data sets are especially interesting in the field of medical
imaging, where the processing of large MRI and CT-data sets has become daily practice.

In chapter 2 a general algorithm for computing thedistance transformof a binary image in
linear time is presented. A distance transform computes a grey scale image of which each pixel is
assigned its distance to the nearest foreground pixel in the binary image. The presented algorithm
is general in the sense that it can be used for different metrics. The metrics discussed in chapter
2 are the Manhattan or City-block metric (L1-metric), the chessboard metric (L∞-metric), and the
Euclidean metric (L2-metric).

The algorithm can be summarized as follows. In a first phase each columnCx (defined by
points(x,y) with x fixed) is separately scanned. For each point(x,y) onCx, the distanceG(x,y)
of (x,y) to the nearest foreground pixel in the same column of the binary image is determined. In
a second phase each rowRy (defined by points(x,y) with y fixed) is separately scanned, and for
each point(x,y) onRy the minimum of(x−x′)2+G(x′,y)2 for theL2-norm,|x−x′|+G(x′,y) for
theL1-norm, and|x− x′|max G(x′,y) for theL∞-norm is determined, where(x′,y) ranges over
row Ry. Both phases consist of two scans, a forward and a backward scan. The time complexity
of the algorithm is linear in the number of pixels. Since the computation per row (column) is
independent of the computation of other rows (columns), the algorithm is easily parallelized for
concurrent execution on shared memory computers. A barrier is used as a synchronization point
between the two phases. The algorithm turns out to be very efficient, and scales almost perfectly
on shared memory architectures.

The algorithm is easily extended tod-dimensional (d > 2) distance transforms by separating
the algorithm intod phases, each solving a one-dimensional problem.

In chapter 3 the design is described of a parallel algorithm for the determination ofconnected
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componentsin binary and grey-scale images. Points of an image are regarded connected if they
are neighbors and have the same grey-value. A set of pointsC is a connected component if for
each point inC a connected path of points inC exists to any other point in the set, and no more
points can be added toC while maintaining this property.

A concurrent version of Tarjan’s Union-Find algorithm for determining equivalence classes
in a graph is used. Although we are interested in the application to images, we present the al-
gorithm for undirected graphs. The design goes through four stages. We first give a version of
Tarjan’s sequential algorithm. Distribution of the vertices of the graph over a number of pro-
cesses leads to a message passing algorithm. This design is then mapped to a shared memory
architecture by means of mutual exclusion and synchronization. Finally, the mutual exclusion
and synchronization are implemented by means of POSIX thread primitives. The resulting al-
gorithm is a concurrent one in which the amount of communication is decided at runtime. As a
consequence, processes must not stop when they finished some task, since other processes may
send a new one. This yields a termination detection problem, which is solved by counting the
number of tasks that still need to be done.

We finally describe the application to the determination of connected components in images.
Graphs have no dimension, so the algorithm is applicable to images of any size and dimension.
Since images are usually more or less constant locally, we sketch an optimization that can sig-
nificantly reduce the number of communications needed. Experiments show that distribution is
quite effective, and we observe a speedup that is often almost linear in the number of processors.

In chapter 4 a review is given of algorithms forconnected set openings and closings, and in
particularattribute openings and closings. The two best known algorithms for these image filters
are the pixel priority-queue method introduced by Vincent for area operators [99] and extended
by Breen and Jones to attribute operators [19], and the Max-tree method of Salembier and co-
workers [83] which uses hierarchical queues. These two methods are compared to an algorithm
developed by Meijster and Wilkinson [57, 58], which is based on the union-find algorithm [88].
The focus is on the area opening since this is one of the simplest cases.

An area opening lowers the grey-value of each pixel that belongs to a connected component
that has an area smaller than some thresholdλ until the component has an area at leastλ. In
the binary case, area closings fill allbackgroundcomponents with an area smaller thanλ. The
area closing is the dual of the area opening. An area opening (closing) can either remove image
components completely, or leave them intact, but never alter their shape.

For the determination of connected components, the algorithm of Vincent is based on a region
growing (flooding) algorithm that uses a priority queue. Each regional extremum in the image is
processed sequentially, and is expanded with neighboring pixels, until it either satisfies the area
criterion, or a pixel with higher grey-value is encountered. In the latter case, the processing of
the component is stopped, since it will be re-flooded later during the processing of some other
regional extremum. IfN is the number of pixels in the image, the computational complexity
of the algorithm isO(Nλ logλ), which becomesO(N2 logN) if λ = N. The latter is the case
when computingpattern spectra(see section 4.7). Experiments show that the running time of
the algorithm depends strongly on the parameterλ, but also on the number of regional extrema.

The algorithm of Salembier of consists of two phases. First a tree, called aMax-tree, is
constructed from the image, after which the tree can be used for filtering. A Max-Tree is a tree
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where the nodes represent the connected components of the image thresholded at various levels.
The tree is a rooted tree, of which the regional extrema are the leaves. Each nodeC in the tree has
a parent pointer to another node, which represents the connected componentC is contained in
when the data set is thresholded at a lower level. Salembier uses a recursive flooding algorithm,
to construct the tree. He uses ahierarchical queuefor the flooding process, which is basically
a queue of queues. This queue structure is used for flooding and for processing neighboring
components of a regional extremum in order of grey-value. In the nodes of the tree attributes,
like area, can be stored. Filtering the image boils down to following parent pointers in the tree,
until a node is reached where the filter criterion is satisfied. The computational cost of the Max-
tree algorithm is dominated by the flood filling process which is inherently linear in both the
number of pixels and in the connectivity. Filtering the Max-tree requires visiting all nodes in
the tree, so it is alsoO(N). Computing the output image is also linear in the number of pixels.
One somewhat peculiar feature of the computational complexity of the Max-tree algorithm is its
dependency on the number of unoccupied grey levels between parent and child nodes, since a
linear search is necessary to find the next occupied grey level.

The key difference between the algorithm based on union-find and the methods of Vincent
and Salembier et al. is that multiple extrema are processed simultaneously, rather than sequen-
tially. The algorithm is based on the idea to compute connected components using union-find
(see chap. 3), while using Salembier’s idea of constructing a tree. The tree is replaced by a forest
of smaller trees. Each tree is extended until the root of the tree satisfies the filter criterion.

The union-find algorithm outperforms the other methods on almost all natural and synthetic
images tested. The running time of the Max-tree algorithm is independent ofλ, while the union-
find algorithm shows a very weak dependence. Still, from practical experiments with 2D images,
the Max-tree algorithm is typically slower by a factor of 2. The advantage of the union-find al-
gorithm is even greater for the processing of 3-D data sets. This is probably due to its smaller
memory requirements, especially given the limited bandwidth of the memory bus of personal
computers. In the case of a 128×128×62 volume, the total memory use of the Max-tree method
was 57.5 MB, the priority-queue method needed 45 MB, whereas the union-find algorithm re-
quired only 25 MB. Chapter 4 briefly discusses the extension toattribute openingsandpattern
spectra. It has been demonstrated that it is possible to compute an area pattern spectrum in the
time needed for a single area opening.

Although the attribute opening (closing) of Meijster and Wilkinson is faster in the case in
which one wants to filter a data set with a given parameterλ, the Max-tree algorithm does have
its merits. It is very useful in the case one wants to filter a data set interactively, by first com-
puting the tree structure, and supplying the user with some graphical user interface to choose the
parameterλ. Filtering the tree is a fast operation, while constructing the tree can be done off-line
or as a pre-processing step. In view of this application, a parallel algorithm for constructing and
filtering Max-trees is discussed in chapter 5.

In chapter 6 an extensive review is given of various existing definitions of thewatershed
transformbased onimmersionor on shortest pathswith respect to atopographical distance
function. The watershed transform can be classified as a region-based segmentation approach.
The idea is to look upon a grey-scale image as a landscape, where grey levels denote altitude. An
intuitive description of the watershed transform goes as follows. Imagine the landscape being
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immersed in a lake, with holes pierced in local minima. Basins (also called ‘catchment basins’)
will fill up with water starting at these local minima, and, at points where water coming from
different basins would meet, dams are built. When the water level has reached the highest peak
in the landscape, the process is stopped. As a result, the landscape is partitioned into regions or
basins separated by dams, calledwatershed linesor simplywatersheds.

The main sequential algorithms for computing the watershed transform according to both
definitions are described. Emphasis is put on the fact that watershed algorithms found in the lit-
erature often do not adhere to their definition, or are the implementation of an algorithm without
a proper specification.

Strategies for parallel implementation are discussed, distinguishing between distributed mem-
ory and shared memory architectures. The watershed algorithm by immersion is hard to paral-
lelize because of its inherently sequential nature. A parallel implementation of this algorithm
can be based upon a transformation to a components graph. The distance-based definition allows
various parallel implementations. The main ones are based on (ordered) queues, repeated raster
scanning, a modifiedUNION-FIND algorithm, or a combination of these. The main conclusion
to be drawn from this review is that, despite all the techniques and architectures used, there is
always a stage in the watershed transform which remains a global operation, and therefore in the
case of parallel implementation at most modest speedups are to be expected.

7.2 Perspectives

This thesis has presented and reviewed only a small selection of algorithms for commonly used
morphological operators. Clearly, there are many algorithms for morphological operators that
were not discussed. Some of them are closely related with the ones discussed in this thesis. For
example, it would be interesting to investigate if it is possible to extend the distance transform
algorithm (chapter 2) for binary images into one that can accept grey-scale images as its input.
The idea is to compute for each pixel the distance to the nearest pixel with a lower grey-value,
i.e. the lower distance as discussed in chapter 6. Apart from its own merit, such an algorithm
would be beneficial when we want to compute the watershed according to Meyer’s definition.

The connected components algorithm presented in chapter 3 could possibly be improved by
using a computation scheme that resembles the distance transform algorithm. In the case of 2D
images, it is possible to scan each row of the image independently, and construct small disjoint
set trees per scan-line. These small trees are clearly completely compressed, i.e. each pixel
points directly to its parent. Obviously, this processing phase takes linear time, and is trivially
parallelized. In a second phase, neighboring scan-lines are merged, using the information coded
in the trees obtained from the previous scan. These trees represent a partition of a scan-line in
segments, in which the grey-value is constant. We can use this information to skip vertical edges
between pixelsp andq which both lie in the interior of such a segment. In a way, we could regard
this technique as connected component labeling on run-length encoded images. In the case of
2D images this could be worthwhile, especially in images with large (background) components.
It is not clear how to extend this idea to 3D data sets.

The generality of the attribute opening (closing) algorithms of chapters 4 and 5 yields a
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perfect and general setup to search for new attributes that can be used to segment and filter large
data sets. At this moment we are busy to incorporate the algorithm in a radiotherapy application,
that supplies the user with a 2D and 3D view on 3D CT and MRI data sets.

It would be interesting to investigate whether it is possible to use the Max-tree approach for
pre-computing a number of texture images for faster interactive visualization for certain ranges
of the filter parameterλ. It might also be a good idea to compute textures predictively based on
the current value of the filter parameter chosen by the user.

As far as the watershed is concerned, we only discussed algorithms for computing the water-
shed of an image directly. This is hardly ever useful, since this yields a severe over-segmentation.
It would be interesting to investigate if it is possible to construct a concurrent algorithm with
which a user can interactively select markers (user selected local minima), such that this over-
segmentation is reduced.

Finally, it would be a good idea to incorporate the algorithms presented in this thesis in well
known image processing and visualization libraries.
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Samenvatting

Het onderwerp van dit proefschrift is efficiënte algoritmen voor morfologische beeldverwerking.
Ieder hoofdstuk behandelt een algoritme uit de mathematische morfologie. Er worden overzich-
ten gegeven van reeds bestaande algoritmen. Tevens worden nieuwe algoritmen of verbeteringen
van reeds bestaande algoritmen geı̈ntroduceerd. In de meeste hoofdstukken ligt de nadruk op het
ontwerp en de implementatie van parallelle algoritmen. De interesse voor parallelle algoritmen
wordt met name gevoed door de toenemende vraag naar snelle algoritmen voor real-time beeld-
verwerkingstaken en de verwerking van drie-dimensionale volume data. Parallelle algoritmen
voor de verwerking van 3D volume data zijn met name interessant in de medische beeldver-
werking, waar het gebruik van grote MRI en CT volumes tegenwoordig de dagelijkse praktijk
is.

In hoofdstuk 2 wordt een generiek algoritme voor de berekening van zgn.afstandtransfor-
matiesin lineaire tijd van een binair beeld gepresenteerd. Een afstandtransformatie berekent een
grijswaarde beeld waarvan de waarde in iedere pixel zijn afstand tot het dichtstbijzijnde voor-
grond pixel in het binaire beeld representeert. Het gepresenteerde algoritme is generiek in de
zin dat verschillende metrieken gebruikt kunnen worden. De metrieken die worden besproken
in hoofdstuk 2 zijn deManhattanof City-block metriek(L1-metriek), deschaakbord metriek
(L∞-metriek) en deEuclidische metriek(L2-metriek).

Het algoritme kan als volgt worden samengevat. In een eerste fase wordt iedere kolomCx

(gedefinïeerd als de punten(x,y) met x vast) afzonderlijk doorlopen. Voor ieder punt(x,y)
uit Cx wordt de afstandG(x,y) van (x,y) tot de dichtstbijzijnde voorgrond pixel uit dezelfde
kolom van het binaire beeld bepaald. In een tweede fase wordt iedere rijRy (gedefinïeerd als
de punten(x,y) met y vast) afzonderlijk doorlopen, waarbij voor ieder punt(x,y) uit Ry het
minimum van(x−x′)2 +G(x′,y)2 voor deL2-metriek,|x−x′|+G(x′,y) voor deL1-metriek, en
|x−x′|max G(x′,y) voor deL∞-metriek wordt bepaald, waarbij(x′,y) de rij Ry doorloopt.

Beide fases bestaan uit twee scans, een voorwaartse en een achterwaartse scan. De tijdscom-
plexiteit van het algoritme is lineair in het aantal pixels. Het algoritme kan eenvoudig worden
geparallelliseerd voor executie op een parallelle computer met gemeenschappelijk geheugen,
doordat de berekening per rij (kolom) onafhankelijk is van de berekening in andere rijen (ko-
lommen). Een zgn. barrier dient gebruikt te worden als een synchronisatiepunt tussen de twee
fases.

Het algoritme blijkt erg efficïent te zijn en schaalt bijna perfect op computerarchitecturen met
gemeenschappelijk geheugen. Het kan eenvoudig worden uitgebreid zodatd-dimensionale af-
standtransformaties (d > 2) kunnen worden uitgerekend door het te splitsen ind fasen, waarvan
ieder eeńeén-dimensionaal probleem oplost.

Hoofdstuk 3 beschrijft het ontwerp van een parallel algoritme voor de bepaling vansa-
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menhangcomponentenin binaire en grijswaarde beelden. De punten van een beeld worden
beschouwd als verbonden als zij buren van elkaar zijn en dezelfde grijswaarde bezitten. Een
verzameling puntenC is een samenhangcomponent als voor ieder punt uitC een verbonden pad
van punten uitC bestaat naar ieder ander punt in de verzameling en geen punten aanC kunnen
worden toegevoegd waarbij deze eigenschap behouden blijft. Een parallelle versie van Tarjan’s
UNION-FIND algoritme voor de bepaling van equivalentieklassen in een graaf wordt gebruikt.

We presenteren het algoritme voor ongerichte grafen, hoewel we geı̈nteresseerd zijn in de
toepassing op beelden. Het ontwerp gaat door vier stadia. Eerst beschrijven we Tarjan’s se-
quentïele algoritme. Distributie van de knopen van de graaf over een aantal processen leidt tot
een message passing algoritme. Dit ontwerp wordt vervolgens afgebeeld op een architectuur met
gemeenschappelijk geheugen d.m.v. wederzijdse uitsluiting en synchronisatie. Tenslotte wordt
de wederzijdse uitsluiting en synchronisatie geı̈mplementeerd m.b.v. POSIX thread primitieven.

Het resultaat is een parallel algoritme, waarvan de hoeveelheid communicatie wordt bepaald
gedurende de executie. Het gevolg is dat processen niet mogen stoppen als ze klaar zijn metéén
of andere taak, omdat andere processen mogelijk nieuwe taken zullen sturen. Dit leidt tot een
terminatie detectie probleem, dat wordt opgelost d.m.v. het tellen van het aantal nog te verwerken
taken.

Tenslotte beschrijven we de toepassing van het algoritme voor de bepaling van samenhang-
componenten in beelden. Omdat grafen dimensieloos zijn, is het algoritme toepasbaar voor
beelden van iedere omvang en dimensie. We beschrijven een optimalisatie die de hoeveelheid
communicatie behoorlijk kan reduceren. Deze optimalisatie maakt gebruik van het feit dat beel-
den meestal lokaal min of meer dezelfde grijswaarden bevatten. Uit experimenten blijkt dat de
parallellisatie effectief is en dat de versnelling vaak bijna lineair is in het aantal processoren.

In hoofdstuk 4 wordt een overzicht gegeven van algoritmen voor zgn.connected set openings
enclosings. De nadruk ligt opattribute openingsenclosings. De twee meest bekende algoritmen
voor deze filters worden vergeleken met een nieuwe algoritme dat is ontwikkeld door Meijster
en Wilkinson. Het eerste algoritme is de priority-queue methode voor filtering op basis van
oppervlakte gepubliceerd door Vincent (zie [99]) en later uitgebreid door Breen en Jones tot
attribuut-filters (zie [19]). Het andere algoritme is gebaseerd op de zgn.Max-treemethode van
Salembier en co-auteurs (zie [83]). De methode van Meijster en Wilkinson is gebaseerd op een
variant van hetUNION-FIND algoritme van Tarjan.

In dit hoofdstuk ligt de nadruk op de berekening vanarea openings, wat één van de een-
voudigste attribuut openingen is. Een area opening kent aan ieder pixelp de hoogste grijs-
waardeh toe waarbij de samenhangcomponent (waartoep behoort) van het binaire beeld dat
ontstaat na drempeling met drempelwaardeh een oppervlakte heeft van tenminsteλ pixels. De
area closing is het duale filter. In het geval van binaire beelden verwijdert een area opening
alle samenhangcomponenten met een oppervlakte kleiner danλ, terwijl een area closing alle
achtergrond-componenten met een oppervlakte kleiner danλ vult. Een area opening (closing)
kan componenten uit een beeld volledig verwijderen, of ze volledig intact laten, maar nooit de
vorm van een component veranderen.

Vincent gebruikt een priority-queue bij de implementatie van een breadth-first algoritme voor
de bepaling van samenhangcomponenten. Alle regionale extrema van het beeld worden na elkaar
verwerkt. Ieder extremum wordt uitgebreid met aangrenzende pixels totdat aan het oppervlak-
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tecriterium is voldaan of een pixel met een hogere grijswaarde is bereikt. In het laatste geval
wordt de verwerking van de betreffende component gestaakt, omdat deze later opnieuw bereikt
zal worden bij de verwerking van een ander extremum.

Als N het aantal pixels in het image representeert dan is de tijdscomplexiteit van het algoritme
O(Nλ logλ), wat neerkomt opO(N2 logN) alsλ = N. Deze laatste situatie doet zich voor bij de
berekening van zgn.pattern spectra(zie sectie 4.7). Uit experimenten blijkt dat de executietijd
van het algoritme sterk afhangt van de parameterλ, maar ook van het aantal regionale extrema.

Het algoritme van Salembier en co-auteurs bestaat uit twee fasen. Eerst wordt een boomstruc-
tuur, een zgn.Max-tree, geconstrueerd, waarna vervolgens deze boom wordt gebruikt tijdens een
tweede filterfase. Een Max-tree is een boom waarvan de knopen de samenhangcomponenten re-
presenteren van de binaire beelden die ontstaan door het input beeld op alle mogelijke niveaus
te drempelen. Iedere knoopC in de boom heeft een verwijzing naar een andere knoop die de
samenhangcomponent is waarinC bevat is, als de dataset op een lagere grijswaarde wordt ge-
drempeld. De wortel van de boom is een samenhangcomponent die bestaat uit alle pixels van het
beeld, terwijl de bladeren van de boom bestaan uit de regionale maxima.

Salembier’s algoritme voor de constructie van de boom is recursief, waarbij gebruikt wordt
gemaakt van een zgn.hiërarchische queue. Een hïerarchische queue is in feite een priority queue
van queues. Deze queuestructuur wordt gebruikt voor bepaling van samenhangcomponenten, en
voor het verwerken van aangrenzende componenten van een regionaal extremum in volgorde
van grijswaarde. In de knopen van de boom worden attributen, zoals oppervlakte, opgeslagen.
Het filteren van het beeld komt nu neer op het volgen van de verwijzingen in de boom, totdat een
knoop is bereikt die aan het filter criterium voldoet. Alle afstammelingen van deze knoop krijgen
nu de grijswaarde die behoort bij deze knoop.

De rekentijd van het Max-tree algoritme wordt gedomineerd door de bepaling van de sa-
menhangcomponenten. Deze fase heeft een lineaire tijdscomplexiteit in het aantal pixels en de
connectiviteit van het beeld. Het filteren vereist dat alle knopen in de boom bezocht worden, en
dit kost ookO(N) tijd. Het bepalen van het uitvoerbeeld is eveneens een berekening met line-
aire tijdscomplexiteit. Een opmerkelijke eigenschap van de tijdscomplexiteit van het Max-tree
algoritme is zijn afhankelijkheid van het aantal onbezette grijswaarden tussen de knopen van de
boom, omdat lineair zoeken naar de eerstvolgende bezette grijswaarde nodig is.

Het belangrijkste verschil tussen het algoritme gebaseerd opUNION-FIND en de algoritmen
van Vincent en Salembier is het feit dat hetUNION-FIND algoritme meerdere extrema gelijktijdig
verwerkt, terwijl de andere twee algoritmen de extremaéén vooréén behandelen. Het algoritme
is gebaseerd op het idee uit hoofdstuk 3 om de samenhangcomponenten m.b.v.UNION-FIND te
bepalen, en het idee van Salembier om een boom te construeren. De boom is vervangen door
een bos van kleinere bomen. Iedere boom wordt uitgebreid totdat de wortel van de boom aan het
filter criterium voldoet.

Het UNION-FIND algoritme blijkt sneller te zijn dan de andere methoden voor vrijwel alle
natuurlijke en kunstmatige beelden. De tijdscomplexiteit van het Max-tree algoritme is onafhan-
kelijk vanλ, terwijl hetUNION-FIND algoritme een zwakke afhankelijkheid vertoont. Desalniet-
temin blijkt uit experimenten met 2D beelden dat het Max-tree algoritme ongeveer een factor 2
langzamer is dan hetUNION-FIND algoritme. Het voordeel blijkt zelfs groter bij de verwerking
van 3D volumes. Dit is waarschijnlijk te verklaren uit het feit dat hetUNION-FIND minder ge-
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heugen gebruikt, wat met name van belang is vanwege de beperkte bandbreedte van de memory
bus van PCs. In het geval van een 128×128×62 volume gebruikt het Max-tree algoritme 57.5
MB geheugen, het priority-queue algoritme gebruikt 45 MB, terwijl slechts 25 MB geheugen
nodig is voor hetUNION-FIND algoritme.

In hoofdstuk 4 wordt tevens kort besproken hoe de algoritmen uitgebreid kunnen worden,
zodat ze gebruikt kunnen worden voor het berekenen vanattribute openingsenpattern spectra.
Het blijkt mogelijk om een area pattern spectrum uit te rekenen in dezelfde tijd die nodig is voor
het berekenen van een enkele area opening.

Hoewel het attribute opening (closing) algoritme van Meijster en Wilkinson sneller blijkt te
zijn dan het Max-tree algoritme in het geval van een gegeven dataset en een vasteλ, heeft het
Max-tree algoritme toch zijn voordelen. Het is namelijk erg geschikt voor het interactief filteren
van een dataset door eerst de boomstructuur uit te rekenen, waarna een gebruiker d.m.v. een
grafisch user interface de gewenste parameterλ kan kiezen. Het filteren van de boomstructuur is
een snelle operatie, terwijl de constructie van de boom de tijdsintensieve stap is. Deze kan echter
offline plaatsvinden. Met het oog op deze toepassing behandelt hoofdstuk 5 een algoritme voor
de parallelle constructie en filtering van Max-trees.

In hoofdstuk 6 wordt een uitgebreid en kritisch overzicht gegeven van verscheidene definities
van de zgn.waterscheidingstransformatie(watershed transform) gebaseerd oponderdompeling
(immersion) of kortste paden m.b.t. een zgn.topografische afstandsfunctie.

De waterscheidingstransformatie kan geclassificeerd worden als een zgn.region-basedseg-
mentatiemethode. Het idee is om een grijswaarden beeld te beschouwen als een landschap,
waarvan de grijswaarden hoogten representeren. Een intuı̈tieve beschrijving van het waterschei-
dingsalgoritme gaat dan als volgt. Stel je voor dat kleine gaatjes geprikt worden in de lokale
minima, waarna het gehele landschap langzaam wordt ondergedompeld in een groot meer. Er
zullen expanderende bassins (zgn.catchment basins) vanuit de gaatjes ontstaan. Op de plaatsen
waar water uit verschillende bassins elkaar gaat raken, wordt een dam gebouwd. Het proces
eindigt als het water de hoogste piek in het landschap heeft bereikt. Het resultaat is een land-
schap dat volledig is gepartitioneerd in gebieden (bassins), gescheiden door dammen, de zgn.
waterscheidingslijnen(watershed lines).

In dit hoofdstuk worden de belangrijkste sequentiële algoritmen voor het berekenen van de
watershed transform beschreven. Er wordt nadruk gelegd op het feit dat vele watershed algorit-
men uit de literatuur niet voldoen aan hun definitie, of de implementatie zijn van een algoritme
zonder een goede specificatie.

Strategiëen voor parallel implementaties worden beschreven voor zowel gedistribueerde als
gemeenschappelijke geheugen systemen. Het waterscheiding algoritme gebaseerd op simulatie
van onderdompeling is erg moeilijk te parallelliseren, vanwege de inherente sequentiële aard van
het onderdompelingsproces. Een parallelle implementatie van dit algoritme is mogelijk d.m.v.
een transformatie in een graaf van samenhangcomponenten, waarna een watershed van de graaf
wordt uitgerekend.

De definitie van de watershed die gebaseerd is op afstanden laat verscheidene parallelle im-
plementaties toe. De belangrijkste zijn gebaseerd op (hiërarchische) queues, herhaald raster
scanning, een variant op hetUNION-FIND algoritme, of een combinatie van deze mogelijkheden.

De belangrijkste conclusie die getrokken kan worden uit dit overzicht is dat, ondanks alle
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technieken en architecturen die gebruikt worden, er altijd een stadium in het watershed algoritme
blijft dat een globale operatie behelst, waardoor er in het geval van parallellisatie een slechts
bescheiden versnelling verwacht mag worden.
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