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Chapter 1
Introduction

Visual perception is a complex process, yet we make use of it all the time and
usually without any effort. When we are reading a newspaper, driving a car,
surfing the internet, or playing a videogame, for instance, our brains are carrying
out enormous amounts of computations to turn the flow of images on the retina
into meaningful pieces of information. Although these computations easily surpass
what would be possible on today’s most advanced computers, we are hardly ever
aware of all the work that is going on in the background. When we do become
aware of it, it is typically because we are frustrated about the limitations of vision,
for example when we are unable to read a sign in the distance, to find our car
keys in a messy room, or to locate an icon on a cluttered desktop.

Visual tasks, such as searching for a particular target object among other ob-
jects, typically become more difficult to solve when objects become more complex
or the density of objects higher. This may partly be due to attentional limita-
tions. However, there is also experimental evidence that suggests that perception
of one visual object is affected by presence of other objects.

The main motivation of the work presented in this thesis was to study inter-
action effects in visual perception, between visual features (e.g., the color and
size of the same object) as well as between objects. Of particular interest re-
garding perceptual interactions between objects is the so-called ‘crowding’ effect,
which refers to the phenomenon that objects become more difficult to recognize
when surrounded by other objects. Before introducing the crowding effect, a brief
overview will be given of the main structures of the visual system.

1.1 The visual system
The neural structures that are involved in visual perception are collectively refer-
red to as the ‘visual system’, including the retina of the eye, the optic nerve, the

1



2 INTRODUCTION 1.1

optic tract, the lateral geniculate nucleus, and the visual cortex (Figure 1.1). All
these structures are complex biological systems on their own and it is impossible
to discuss all their details here. Therefore, this introduction will be limited to
a general overview of the visual system and the main functions of the involved
structures.

retina

primary
visual
cortex

optic 
tract

optic 
nerve

thalamus

Figure 1.1: A simplified diagram of the projections from the retina to the visual areas
of the thalamus and primary visual cortex. (Adapted from [Kandel et al., 2000])

1.1.1 The eye

The main function of the eye is to convert photon energy into neural signals, a
process called ‘transduction’. Photons enter the eye through the pupil and are ab-
sorbed by the rod and cone photoreceptors in the retina. Photoreceptors synapse
directly onto bipolar cells, which in turn synapse onto ganglion cells that conduct
action potentials to the brain (Figure 1.2). Very simplistically speaking, one could
say that a neural signal (called an ‘action potential’ or ‘spike’) is generated when
the number of photons hitting a photoreceptor exceeds a particular threshold.

The distribution of photoreceptors is most dense at the part of the retina
that is called the ‘fovea’, onto which the center of the visual field is projected.
Hence, visual acuity is highest for objects located in the center of the visual field
of view (the reason why we make eye movements all the time is to center the
objects of interest at the foveal part of the retina). The photoreceptor density
decreases quickly as we move away from the fovea into the periphery. Hence,
objects in the peripheral field of view are perceived with much less detail and
become increasingly ‘blurry’.
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bipolar
cell

retina

photo-
receptor

light

fovea
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fixation
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optic
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disk

fovea

retina

cornea

Figure 1.2: A schematic overview of important structures in the human eye. (Adapted
from [Kandel et al., 2000])

1.1.2 The optic nerve & lateral geniculate nucleus

The neural signals (spikes) generated by the photoreceptors in the retina travel
through the optic nerve to the lateral geniculate nucleus (LGN). The LGN is
part of the thalamus and is generally thought of as a relay station that may be
involved in focusing attention on particular parts of incoming information. From
the LGN the information is fed forward to the primary visual cortex, located at
the posterior pole of the occipital cortex (Figure 1.1).

1.1.3 The visual cortex

A large part of the primate cortex is devoted to processing of visual information.
The cortical areas involved in visual perception are usually collectively referred
to as the visual cortex. The visual cortex consists of several areas, which are
organized in a hierarchical structure.

Information from the LGN enters the visual cortex in the primary visual cortex
(Brodmann area 17, often referred to as V1). This is the largest cortical area
involved in visual perception and consists mainly of cells that respond to edges in
the retinal image. Each of these cells is tuned to a particular area of the visual
field (defining its receptive field) and a particular orientation. More specifically,
if there is an edge in the receptive field of such a cell, the response strength
(spike rate) will depend on the orientation of the edge. For example, cells tuned
to edges with a vertical orientation respond most strongly to vertical edges and
hardly respond to horizontal edges. The response of an orientation-sensitive cell
can typically be described as a Gaussian function of stimulus orientation. Due
to the broad tuning of these cells, a single stimulus will activate a large number
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Figure 1.3: The primary visual cortex (blue) and its dorsal (green) and ventral (purple)
projections. Source: www.wikipedia.org.

of cells. This means that the internal representation of a stimulus consists of the
activities of an entire population of cells, sometimes called a population code.

Information from area V1 is transmitted to two primary pathways, called
the dorsal stream and the ventral stream (Figure 1.3). The dorsal stream is often
associated with motion perception, representation of object locations, and control
of eye movements. The ventral stream is often associated with object and form
recognition.

1.2 Visual crowding & clutter
Human vision is most accurate in the center of the visual field and most limited in
the periphery. The reader can verify this by trying to read the next sentence while
fixating the period that concludes this sentence. It is probably easy to recognize
the ‘It’ and perhaps also the ‘is’, but the rest is most likely to be perceived as
unrecognizable ‘text stuff’.

There are several reasons why our ability to recognize an object depends on
its location in the visual field. The most obvious reason is that the photoreceptor
density is higher in the center than at the borders of the retina, which makes
object representation increasingly blurry in the peripheral field of view. However,
there are also other, less obvious, factors that limit peripheral vision.

One of the less obvious limitations that still puzzles researchers is called ‘crow-
ding’. Very generally stated, crowding refers to the phenomenon that the ability
to recognize an object depends on its distance (spacing) to other objects (Figure
1.4). The important role of spacing for object recognition was first described in
the 1920’s [Korte, 1923] and has since been studied extensively (recently reviewed
in [Levi, 2008] and [Pelli & Tillman, 2008]).

Besides sheer scientific curiosity, what makes visual crowding an interesting
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Figure 1.4: An example of crowding. The two B’s are at equal distance from the cross.
On the left, the spacing between the letters is approximately 0.5 times the eccentricity of
the B. On the right, letter spacing is approximately 0.2 times the eccentricity of the B.
While the central item on the left can easily be recognized when fixating the cross, the
central item on the right cannot and appears to be jumbled with its neighbors.

research topic is that it has far-reaching implications. The effect appears to be so
strong that the long-held idea that object size is the fundamental limiting factor
for object recognition is slowly being abandoned. Indeed, the view is emerging
that vision is usually limited by object spacing rather than size [Pelli & Tillman,
2008]. As a consequence, crowding is probably an important limiting factor in
many visual tasks, such as searching for a target in a visual scene, reading, and
finding our way on a map.

Several theories have been proposed to explain the crowding effect. A cur-
rently strongly supported theory is that crowding is the result of feature inte-
gration. This theory proposes the existence of hard-wired ‘integration fields’ in
which object features are integrated over space (possibly for the purpose of object
recognition). Crowding occurs when object spacing is so small that features of dif-
ferent objects are integrated by the same integration field [Pelli & Tillman, 2008].
Another prevalent theory is that crowding is caused by attentional limitations.
This theory assumes an attentional ‘spotlight’ with a limited spatial resolution. It
explains crowding as an inability to “individualize the target when object spacing
is smaller than the attentional resolution” [Cheung et al., 2006; He et al., 1996].
Finally, it has also been proposed that location uncertainty plays an important
role in crowding [Strasburger, 2005; Strasburger et al., 1991]. It is known that
the precision with which we can localize objects decreases with the eccentricity of
the object, which, according to this theory, can lead to ‘source confusion’ when
objects are closely spaced. Thus far, surprisingly little modelling has been done
for the crowding effect, making it difficult to determine which of these current
theories gives the best explanation of the effect.

Visual information is often subjectively labeled ‘cluttered’ if the density of the
displayed information is high or the layout chaotic (Figure 1.5). Clutter is usually
undesired because it makes visual information difficult to search and interpret,
severely degrading task performance. It should especially be avoided in informa-
tion visualizations, where task efficiency is usually the key measure of quality.
Although there seems to be a fair degree of agreement in subjective judgments of
how cluttered a given image is, it is not at all obvious how we could objectively
measure clutter. One of the questions that is addressed in this thesis is whether
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Figure 1.5: Two examples of visual clutter (Source: www.dotloose.com)

the crowding phenomenon may mediate the bad effects of visual clutter.

1.3 Thesis aims
The general aim of this thesis is to get a better understanding of perceptual
interactions in human vision, both from a fundamental and applied point of view.
Specific aims are to:

1. study whether object features in visual search are processed independently
of each other (Chapters 2 & 3);

2. study whether the crowding effect exists across different feature domains
(Chapter 4);

3. study whether crowding is a predictor for and the possible basis of the effects
of visual clutter (Chapter 5);

4. study the computational basis of crowding based on the biology of the visual
system (Chapter 6).

1.4 Thesis outline
Chapter 2 reports a psychophysical experiment in which the question was addres-
sed whether object features are processed independently of each other in visual
search. The experiment consisted of two tasks: feature search and conjunction
search. The results show that if the colors and orientations in the search displays
are chosen such that equal search performance is achieved in a single feature
search task, then a performance asymmetry is found in conjunction search. More
specifically, it was found that in the conjunction search task, subjects made signi-
ficantly more orientation errors than color errors. Two explanations are proposed
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for these results: visual crowding and the existence of cells that are tuned to both
color and orientation.

The aim of the study presented in Chapter 3 was to verify whether the perfor-
mance asymmetry found in Chapter 2 has possible consequences for information
visualization, where search displays are usually more cluttered. The experiment
from Chapter 2 was repeated, but with search displays that were visually more
complex. Based on the results of this study, several guidelines for information
visualization are proposed.

The aim of the experiment reported in Chapter 4 was to study how general
the crowding effect is across different types of features. Evidence of crowding
was found in all tested feature domains (orientation, size, hue, and saturation),
which suggests that crowding is a rather general principle of vision. However, the
strength of the crowding effect was found to be different across feature channels.

Chapter 5 presents a crowding-based model of effects of visual clutter. The
primary question driving this study was whether crowding is a good predictor for
the (rather subjective) notion of visual clutter. The presented model reproduces
the general properties of visual crowding. Moreover, its predictions correlate well
with both subjective assessments of clutter and search performance in cluttered
scenes. These results suggest that clutter effects are indeed closely related to
visual crowding.

In Chapter 6 the computational basis of the crowding effect is further explo-
red. While several explanations have been proposed for crowding, thus far, none
of these has been worked out in a quantitative manner. This chapter presents
a mathematical formulation of the feature integration theory, based on the prin-
ciples of population coding. Simulation results indicate that crowding can indeed
to a large extent be explained as the result of feature integration.

Finally, Chapter 7 presents a general discussion of the results presented in the
foregoing chapters and discusses ideas for future work.





Chapter 2
Visual search near threshold: Some
features are more equal than others

This chapter has been published as:

Aave Hannus∗, Ronald van den Berg∗, Harold Bekkering , Jos B. T. M. Roerdink
and Frans W. Cornelissen. Visual Search Near Threshold: Some Features Are
More Equal Than Others. Journal of Vision, 6(4):15, p. 523-540, 2006.

∗ Joint first authors
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Abstract
While searching for objects, we combine information from multiple visual mo-
dalities. Classical theories of visual search assume that features are processed
independently prior to an integration stage. Based on this, one would predict that
features that are equally discriminable in single feature search should remain so
in conjunction search. We test this hypothesis by examining whether search accu-
racy in feature search predicts accuracy in conjunction search. Subjects searched
for objects combining color and orientation or size; eye movements were recor-
ded. Prior to the main experiment, we matched feature discriminability, making
sure that in feature search, 70% of saccades went to go to the correct target sti-
mulus. In contrast to this symmetric single feature discrimination performance,
the conjunction search task showed an asymmetry in feature discrimination per-
formance: In conjunction search, a similar percentage of saccades went to the
correct color as in feature search but a much smaller percentage went to correct
orientation or size. Therefore, accuracy in feature search is a good predictor of
accuracy in conjunction search for color but not for size and orientation. We
propose two explanations for the presence of such asymmetries in conjunction
search: the use of conjunctively tuned channels and differential crowding effects
for different features.
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2.1 Introduction
How do we combine input from visual modalities, such as color and orientation,
when we search for information? Most current theories assume that individual
visual features are first processed independently prior to some form of integration.
This traditional idea finds support in earlier studies that suggested the existence
of anatomically distinct pathways for color and orientation [Livingstone & Hubel,
1984]. Also, psychophysical evidence indicating that color is perceived before
other features [Arnold et al., 2001; Moutoussis & Zeki, 1997a,b] is in line with the
concept of independent feature processing.

However, other psychophysical findings do not support such a strict dissocia-
tion between single feature and conjunction search [Clifford et al., 2003; Duncan
& Humphreys, 1989; Eckstein, 1998; Findlay, 1997; Found, 1998; Nothdurft, 2000;
Pashler, 1987]. In addition, color selectivity is suggested to be as frequent among
orientation-selective neurons as it is among unoriented neurons [von der Heydt
et al., 2003]. Recent physiological studies further indicate the presence of complex
interactions between oriented and unoriented color cells of visual cortical areas
V1 and V2 [Roe & Ts’o, 1999; Yoshioka & Dow, 1996]. Altogether, these findings
suggest an abundance of conjunctively tuned mechanisms in the visual cortex [Ge-
genfurtner, 2003]. Target selection in visual search is assumed to be mediated by
saliency maps - integrated representations of bottom-up sensory information and
top-down attentional modulation - that direct the gaze shifts to the most relevant
locations [Treue, 2003]. Although such saliency maps are generally modeled as
independent, single feature maps, there is no reason why this should be so. Thus,
visual mechanisms tuned to more than one feature could be used for conjunctively
tuned saliency maps [Li, 2002].

The experiments discussed in this article were designed to further investigate
the mechanisms underlying target selection in conjunction search. More specifi-
cally, we studied whether both features of a conjunction are processed symmetri-
cally and contribute equally to target selection in visual search. Our hypothesis is
that if features are processed fully symmetrically, then searching for a conjunction
of two equally discriminable features should result in equal discrimination accu-
racy in conjunction search (although performance in conjunction search could be
lower than in single feature search).

Classical theories such as Feature Integration Theory [Treisman, 1977; Treis-
man & Sato, 1990; Treisman & Gelade, 1980], Guided Search [Wolfe, 1994; Wolfe
& Gancarz, 1996; Wolfe et al., 1989], and Similarity Theory [Duncan & Hum-
phreys, 1989] do not make specific predictions about possible interactions between
features. Several findings have shown that when color is used in conjunction with
other features, the visual system can use it more efficiently than other features
[Luria & Strauss, 1975; Williams & Reingold, 2001; Williams, 1966], but other
findings do not support such asymmetry in the processing of object features [Bi-
chot & Schall, 1999; Treisman & Sato, 1990]. Thus, despite decades of study and
a very large knowledge base on visual search, we cannot be sure about what to
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expect.
An important point in our experimental design concerns the perceptual ba-

lancing of feature contrasts. The strength of perceptual segmentation can at least
partly be explained by simple discriminability [Enns, 1986]. Therefore, if discri-
minability of single features has not been matched, it is impossible to distinguish
between biases resulting from saliency differences and those resulting from other
effects. To the best of our knowledge, the balancing of features based on their
discriminability has not been used so far to assess the (in)dependence of feature
processing (however, see Nothdurft, 2000, for a comparable approach in a study
on independence of salience mechanisms).

We conducted three experiments to investigate the presence of interactions
between features in conjunction search. Search performance was measured in
terms of accuracy and latency of the initial saccade. There is reason to believe
that the initial saccade describes the allocation of visual attention [Beutter et al.,
2003; Deubel & Schneider, 1996]. It is widely assumed that subjects fixate on
one point of the display and use peripheral vision to decide which location would
be the most relevant for the next fixation [Bloomfield, 1979; Williams, 1966].
Decisions to sequentially foveate further areas of the display reflect the underlying
attentional processing; initial saccade reflects which stimulus is assumed to be
most likely the target at the beginning of the search where all stimuli are at
equal distance from the fixation mark. In all cases and for each subject, we
first measured target-distractor discrimination performance for each single feature
used prior to the main experiment. On the basis of the resulting psychometric
curves, we determined the feature contrast threshold necessary to obtain 70%
correct responses. For all features, a single feature search task was then conducted
using these contrasts. Subsequently, these same contrasts were used to assess
performance for each feature in a conjunction search task. This procedure allowed
us to compare search performance in single feature and conjunction search.

2.2 Experiment 1

2.2.1 Method
Subjects

Six subjects (three males, three females; age range, 18-23 years) participated in
the experiment. All subjects had normal or corrected-to-normal vision.

Apparatus and stimuli

Stimuli were presented on a 20-inch CRT monitor and generated by a Power
Macintosh computer. The software for experimental control was generated by
Matlab (The MathWorks, Inc.), using the Psychophysics and Eyelink Toolbox
extensions [Brainard, 1997; Cornelissen et al., 2002]. The screen resolution was
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set to 1152 x 870 pixels with a refresh rate of 75 Hz. The background luminance
of the screen was 25 cd/m2. The luminance of the stimuli was 35 cd/m2. The
distance between the eyes and the screen was 40 cm.

The stimuli consisted of oriented bars in all experiments (Figure 2.1). The
length of the stimuli was about 5.7 deg. Before the start of a trial, subjects
were instructed to fixate on a central fixation mark and subsequently commenced
the trial by pressing the space bar. Next, a cue representing the target color
and orientation appeared at the center of the screen, disappearing after 500 ms.
Subjects were asked to look at the target cue and to remember its characteristics.
Thereafter, 13 equally spaced stimuli (1 target, 12 distractors) appeared along
the circumference of a circle with a radius of around 17 deg and centered on the
fixation mark. Subjects were instructed to make an eye movement to the target
and to do this as fast and accurately as possible. In this first experiment, stimuli
disappeared after a saccade was made and were replaced by small circles (< 1
deg) at each of the locations of the stimuli. At the end of each trial, feedback
about accuracy was given.

Figure 2.1: A schematic overview of the experimental paradigm of Experiment 1. At 13
possible positions, objects were presented. One third of the distractors had the same color
as the target, one third had the same orientation as the target, and one third had both a
different color and orientation. In this example, the target is the red bar, rotated coun-
terclockwise relative to 45 deg oblique. Distractors are green, counterclockwise-rotated
bars; red bars rotated clockwise, and green bars rotated clockwise. (Note that for cla-
rity, color contrasts and orientation differences have been exaggerated compared with the
actual values used in the experiments.)

Eye movements were recorded at 250 Hz with an infrared video-based eye-
tracker (Eyelink I Gazetracker; SR Research Ltd., Osgoode, Canada). In further
analysis, only trials in which subjects did not make any saccades while the cue
was presented were included. Only the first saccade after target presentation was
analyzed. An eye movement was considered as a saccade when the velocity of
the eye was at least 25 deg/s with an acceleration of 9,500 deg/s2 and a minimal
amplitude of 1 deg. The experiments took place in a closed, dark room. Subjects
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rested their chin on a chin rest to prevent them from making head movements.

Single feature search for threshold determination

Prior to the main experiment, subjects performed single feature search with dif-
ferent target-distractor contrasts to determine individual thresholds for 70% dis-
crimination for both color and orientation. Color contrasts (red/green) were crea-
ted by increasing (decreasing) the luminance of the red (green) gun with a parti-
cular percentage (1.5%, 2.2%, 3.3%, 5.0%, 7.5%, 11%, 17%, 25%, 38%, or 45%)
and decreasing (increasing) the luminance of the green (red) gun with the same
amount, such that total luminance stayed constant. Orientation contrasts were
created by tilting the target - again, either positively or negatively - 1.5, 2.2, 3.3,
5.0, 7.5, 11, 17, 25, 38, or 45 deg relative to a baseline orientation of 45 deg. Both
tasks consisted of 260 trials (13 possible target positions time 10 contrast levels
times 1 positive and 1 negative contrast). The threshold value was interpolated
by fitting a cumulative Gaussian function to the data.

Main experiment: Single feature search task

After the 70% discrimination thresholds had been determined, each subject per-
formed two blocks of a single feature search task both for color and orientation
at this individual threshold level. One block consisted of 26 trials (13 possible
target positions times 1 positive and 1 negative contrast).

Main experiment: Conjunction search task

In the conjunction search condition, the 70% discrimination thresholds of both
features were combined for a conjunction search task. Thus, the target could
be either green or red and tilted clockwise or counterclockwise relative to base-
line. Among the distractors, four had the same color as the target but different
orientation, four had the same orientation but different color, and four had both
different color and orientation. One block consisted of 52 trials (13 possible target
positions times 4 possible contrasts: 1 positive and 1 negative for color, 1 positive
and 1 negative for orientation). Subjects started at random with either a feature
or conjunction search task and then alternated between these blocks.

Analysis and statistics

Responses were classified into four categories:

1. Hit. The initial saccade was directed to the target.

2. Orientation correct. Initial saccade was directed to a distractor with correct
orientation but different color.
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3. Color correct. Initial saccade was directed to a distractor with correct color
but different orientation.

4. Double error. Initial saccade was directed to a distractor with both different
color and different orientation.

To eliminate potential reflexive eye movements, we filtered out all saccades
initiated sooner than 100 ms after stimulus presentation. For the analysis of
search performance, we calculated the so-called feature hits. In single feature
search tasks, we simply considered the hit responses. For conjunction search
tasks, we distinguished between color hits (sum of hits and color correct) and
orientation hits (sum of hits and orientation correct).

To determine if there were dependencies in conjunction search, we needed
to verify two things. First, feature discrimination performance in single feature
search should not differ for the two features. We used a paired Student’s t-test
to check whether discriminability of single features was correctly balanced. Se-
cond, if the feature contrasts are correctly balanced, then independence of feature
dictates that conjunction search feature performance should also be balanced. In
other words, there should be no interaction between search type (single feature,
conjunction) and feature (color, orientation). We used repeated measures analysis
of variance to verify this. We also verified whether the finding was consistent with
the result of a paired permutation test [Good, 2000]. An alpha level of .05 was
used for all statistical tests.

Besides examining the presence of discrimination asymmetries, we also wanted
to directly compare absolute feature discrimination performance in single feature
and conjunction search. This likely provides additional information about the me-
chanisms underlying feature processing in single feature and conjunction search,
which is not immediately apparent from the raw data. To be able to do this, we
first applied a correction to the raw data. The reason for this is that there is a
discrepancy between the logged responses and the actual, underlying, target se-
lection decision of the subjects. This discrepancy is not the same in single feature
and conjunction search, making it hard to compare uncorrected results across
tasks. There are two main sources for the discrepancy: different a priori guessing
rates and a spatial bias in the error distribution. The first source is fairly ob-
vious: Different distractor configurations in single feature and conjunction search
result in different probabilities of correctly choosing a feature by mere chance.
The spatial bias in the errors is less obvious, and we discovered its presence only
after the experiments had been carried out. We found that in most experiments,
many more errors resulted from selecting a distractor immediately neighboring
the target than from selecting one at another location. This effect was especially
apparent in single feature search and is, in hindsight, in line with previous fin-
dings [Findlay, 1997]. Therefore, it appears that although subjects sometimes
correctly noticed the presence of a feature discontinuity, they did not select the
target but its immediate neighbor. We corrected for this by considering part of
the error responses as correct responses, in such a way that the number of errors
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at immediately neighboring locations becomes the same as the mean number of
errors at all other locations. For details about the correction procedure, we refer
the reader to the Appendix.

To obtain better insight into the timing of the underlying processes, we also
analyzed saccadic latencies. In this analysis, we only included trials in which
either color or orientation was correctly identified (in conjunction search, we thus
excluded the hits).

2.2.2 Results
The descriptive statistics for this experiment are presented in Table 2.1.

Table 2.1: Distribution and latencies of initial saccadic eye movements in Experiment
1

Proportion (%) Latency (ms)

Response type Mean SD Mean SD

Single feature search
Color search
Hits 70.8 13.8 383 181
Errors 29.2 13.8 475 316

Orientation search
Hits 74.6 13.2 417 192
Errors 25.4 13.2 553 338

Conjunction search
Hits 46.9 19.5 679 316
Orientation correct 9.0 5.6 693 407
Color correct 39.4 16.0 691 428
Double error 4.5 1.4 723 718

Feature discrimination performance

Figure 2.2 shows the percentages (mean and standard error) of correctly identified
colors and orientations in feature and conjunction search. Figure 2.2A shows the
uncorrected data, and Figure 2.2B shows the corrected data (for a description of
the correction procedure, please consult the Appendix).

On the basis of the uncorrected data, we found that search type (single feature
search task, conjunction search task) interacts with feature (color, orientation)
discrimination performance, F (1, 5) = 23.96, p < .001. This finding is supported
by a paired permutation test. The performance difference between single feature
and conjunction search is larger for orientation than for color, p < .05. Color and
orientation discrimination accuracy in single feature search do not differ signifi-
cantly, t(5) = 2.22, p = .08.

Analysis of the corrected data indicates that the average decrease in feature
discrimination performance (difference between single feature and conjunction
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Figure 2.2: Mean response accuracy (n = 6) plotted as a function of the search task
in Experiment 1. Both percentages of uncorrected responses (A) and percentages of res-
ponses corrected for error bias and guessing probability (B) are presented. In conjunc-
tion search, the orientation discrimination accuracy decreased significantly compared
with single feature search, whereas color discrimination accuracy remained approxima-
tely equal in both search tasks. Color hits, sum of hits and color correct; orientation hits,
sum of hits and orientation correct. Bars show standard errors.

search in absolute percentage) was 48% larger for orientation than for color (95%
confidence interval: 17% to 80%). There was no significant difference between
color discrimination performance in single feature and conjunction search, t(5) =
0.60, p = .57.

Saccadic latencies

In general, the shortest latencies appeared during correct performance in the
single feature search task. Correct identification of color and orientation was
significantly slower in conjunction search compared with single feature search
(p < .05 for both features). In conjunction search, there is no significant difference
between hit latencies of color and orientation discrimination.

2.2.3 Discussion
We find that feature contrasts that yield equal performance in single feature
search result in a clear performance asymmetry in conjunction search. Due to
the matched feature contrasts, accuracy of color and orientation discrimination
performance in single feature search was approximately equal (uncorrected data).
In conjunction search, color performance remained approximately at the same
level as in feature search, whereas orientation performance decreased substan-
tially. In other words, feature contrasts that result in symmetric discrimination
performance in single feature search did not result in symmetric performance in
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conjunction search. Therefore, relative search accuracy in terms of feature discri-
mination in single feature search appears to be a good predictor for accuracy in
conjunction search for color but not for orientation.

Note that in the corrected data, it appears that the balance between color
and orientation is no longer present. We do not see this as a problem. The
slight imbalance is such that in single feature search, orientation performance has
increased relative to color performance. If anything, this would only lead us to
underestimate the size of the asymmetry that we find in conjunction search.

Importantly, the time needed to initiate a saccade to a stimulus with target
color or target orientation in a conjunction search task was approximately equal.
At first sight, this rules out a ‘speed-accuracy trade-off’ explanation. However,
comparing the latencies of color and orientation discrimination between single
feature and conjunction search reveals significantly shorter latencies in both single
feature search tasks. Therefore, a possible explanation of the asymmetry could be
that the extra time in conjunction search is used more efficiently for color than for
orientation discrimination (relative to the single feature search). To investigate
this, we conducted a second control experiment in which we limited inspection
time.

2.3 Experiment 2

2.3.1 Method
Subjects

Four subjects (two males, two females) participated in the experiment; all of them
had participated in Experiment 1.

Apparatus and stimuli

The experimental apparatus and stimuli were similar to those in Experiment 1.
The only differences were that, now, the stimulus was presented for only a limited
amount of time and was followed by a mask (consisting of a large number of
randomly oriented bars on every stimulus location). Randomly, in one half of the
trials, the stimuli were masked after 200 ms inspection time; in the other half of
the trials, the stimuli were masked after 400 ms inspection time. The individually
adjusted color contrast and orientation values of Experiment 1 were used for all
subjects.

Tasks

Except for the stimulus time and masking, the tasks were identical to the single
feature search and conjunction search tasks of Experiment 1. If subjects did not
make a saccade toward a stimulus before the mask appeared, then they were asked
to make a saccade to the location where they thought the target had been.
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Analysis

The analysis was analogous to that of Experiment 1, except that we did not apply
a permutation test. With four subjects, the number of possible permutations was
too small to yield reliable results.

2.3.2 Results
The descriptive statistics are presented in Table 2.2.

Table 2.2: Distribution and latencies of initial saccadic eye movements in Experiment
2

Proportion (%) Latency (ms)

Response type Mean SD Mean SD

Inspection time 200 ms
Single feature search
Color search
Hits 62.9 13.6 499 132
Errors 37.1 13.6 578 122

Orientation search
Hits 74.7 9.4 480 109
Errors 25.4 9.4 591 134

Conjunction search
Hits 36.6 15.3 605 104
Orientation correct 13.8 5.7 682 114
Color correct 41.1 16.0 676 182
Double error 8.5 2.4 801 307

Inspection time 200 ms
Single feature search
Color search
Hits 76.0 16.1 546 125
Errors 24.0 16.1 593 135

Orientation search
Hits 84.7 10.4 510 81
Errors 15.3 10.4 601 84

Conjunction search
Hits 39.8 12.2 668 117
Orientation correct 8.4 3.5 802 119
Color correct 45.2 14.2 699 83
Double error 6.7 1.9 831 216

Figure 2.3 shows the mean percentages of correctly identified colors and orien-
tations in feature and conjunction search for both presentation times. Figures
2.3A and 2.3C show the uncorrected data, and Figures 2.3B and 2.3D show the
corrected data. The analysis of the uncorrected performance data of the two
inspection time conditions shows that the interaction between search type and
feature was significant, F (1, 3) = 11.66, p < .05. Feature discrimination perfor-
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mance of color and orientation in single feature search did not differ significantly,
t(3) = 1.70, p = .19. There were no three-way interactions with inspection time.

On the basis of the corrected data, we found that orientation discrimination
performance decreased 55% more than color performance in conjunction search
(95% confidence interval: 0.4% to 110%). Color discrimination performance in
single feature and conjunction search did not differ significantly, t(3) = 0.19,
p = .86. Again, there were no three-way interactions with inspection time.

2.3.3 Discussion
Despite the fact that the subjects had only a short time to process the stimuli -
200 or 400 ms, approximately the time needed to find a feature in a single feature
search task - we were still able to find the feature discrimination asymmetry in
conjunction search. Moreover, the effect size was of the same order of magnitude
as what we found in the first experiment (although the 95% confidence interval of
the effect size was larger, presumably due to the smaller number of subjects). In
the next experiment, we wonder whether the feature discrimination asymmetry
is present for the combination of color and another feature, namely, size, as well.

2.4 Experiment 3

2.4.1 Method
Subjects

Seven subjects (three males, four females; age range, 18-30 years) participated in
this experiment. All subjects had normal or corrected-to-normal vision.

Apparatus and stimuli

The experimental apparatus was similar to the one used for the first two expe-
riments, except for the fact that a different monitor and screen resolution were
used (a 22-inch CRT monitor at a resolution of 2048 x 1536 pixels). The back-
ground luminance of the screen was approximately 7.5 cd/m2. The luminance of
the stimuli was 10 cd/m2. The distance between the eyes and the screen was 50
cm.

The most important difference between this experiment and the previous one
is that the stimuli were colored discs varying in size, instead of bars with an
orientation. The base size of the discs was 2.4 deg.

The experimental procedure was the same as in the previous experiment. Sub-
jects were presented with a central cue (500 ms), followed by 13 circularly arran-
ged, equally spaced stimuli, of which 1 was the target (200 ms), followed in turn
by a mask in which the stimuli were replaced by small position markers (<1 deg).
Data were recorded when the subjects made an eye movement toward one of the
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Figure 2.3: Mean response accuracy (n = 4) plotted as a function of the search task
and inspection time in Experiment 2. Panel A presents the uncorrected percentages of
responses, and Panel B presents the percentages of responses corrected for error bias and
guessing probability for an inspection time of 200 ms. Panel C presents the uncorrected
percentages of responses, and Panel D presents the percentages of responses corrected
for error bias and guessing probability for an inspection time of 400 ms. In general,
in conjunction search, the orientation discrimination accuracy decreased compared with
single feature search, whereas color discrimination accuracy was approximately equal in
both search tasks. Color hits, sum of hits and color correct; orientation hits, sum of hits
and orientation correct. Bars show standard errors.
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small position markers (Figure 2.4). Eye movements were recorded at 250 Hz with
an infrared video-based eyetracker (Eyelink II; SR Research Ltd.) and analyzed
in the same manner as in the first two experiments.

Figure 2.4: A schematic overview of the experimental paradigm of Experiment 3. At
13 possible positions objects, were presented. One third of the distractors had the same
color as the target, one third had the same size as the target, and one third had both a
different color and size. In this example, the target is the large red disc. Distractors are
large green discs, small red discs, and small green discs.

Single feature search for threshold determination

Subjects performed single feature search tasks with different target-distractor
contrasts to determine individual thresholds for 70% discrimination of color and
size. Color contrasts were created in the same manner as in the first two expe-
riments. Modulations of 0.7%, 1.0%, 1.3%, 1.8%, 2.5%, 3.3%, 4.5%, 6.0%, 8.1%,
and 11% relative to base color were used (note that compared with the previous
experiments, contrast levels are different due to the use of a different monitor).
Size contrasts were created by modulating base size (defined by the radius) with
5.0%, 6.5%, 8.4%, 11%, 14%, 18%, 23%, 30%, 39%, and 51%.

Subjects performed 520 search trials (13 possible target positions times 10
contrast levels times 1 positive and 1 negative contrast times 2 repetitions) for
each feature, and the 70% discrimination thresholds were again determined by
fitting a cumulative Gaussian to the results.

Past studies have shown that searching for a larger item among smaller dis-
tractors is easier than vice versa [Treisman & Gormican, 1988]. This effect was
also apparent in our data and was a reason for us to define two separate size
discrimination thresholds: one threshold for targets larger than the base size and
another threshold for targets smaller than the base size.
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Main experiment: Single feature search task

After the 70% discrimination thresholds had been determined, subjects again per-
formed blocks of single feature search tasks for both of the features with contrasts
set to the thresholds determined in the first part of the experiment. One block
consisted of 52 trials (13 possible target positions 1 positive and 1 negative
contrast 2 repetitions) and each subject performed two blocks for each feature.

Main experiment: Conjunction search task

In the conjunction search task, stimuli were characterized by color and size. The
distractor configuration was analogous to those in the other experiments: Four
had correct color yet different size, four had correct size and different color, and
four had both different color and size. One block consisted of 52 trials (13 possible
target positions 4 possible targets). Subjects began at random with either a
feature or conjunction search task and then alternated between these blocks.

2.4.2 Results
The descriptive statistics are presented in Table 2.3.

Table 2.3: Distribution and latencies of initial saccadic eye movements in Experiment
3

Proportion (%) Latency (ms)

Response type Mean SD Mean SD

Single feature search
Color search
Hits 72.2 5.8 253 80
Errors 27.8 5.8 297 174

Size search
Hits 75.7 12.1 256 46
Errors 24.3 14.1 291 110

Conjunction search
Hits 55.1 8.7 296 78
Size correct 16.5 4.6 318 133
Color correct 26.8 6.9 335 140
Double error 1.7 1.6 286 123

Feature discrimination accuracy

Figure 2.5 shows the mean percentages of correctly identified colors and orienta-
tions in feature and conjunction search. Figure 2.5A shows the uncorrected data,
and Figure 2.5B shows the corrected data. On the basis of the uncorrected data,
we found that search type (single feature search task, conjunction search task)
interacts with feature (color, size) discrimination performance, F (1, 6) = 10.209,
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p < .05. This finding is supported by a paired permutation test. The performance
difference between single feature and conjunction search is larger for size than for
color, p < .05. Feature discrimination performance of color and size in single
feature search did not differ significantly, t(6) = 0.67, p = .53.

Figure 2.5: Mean response accuracy (n = 7) plotted as a function of the search task
in Experiment 3. Both uncorrected percentages of responses (A) and percentages of res-
ponses corrected for error bias and guessing probability (B) are presented. In conjunction
search, the size discrimination accuracy decreased significantly compared with single fea-
ture search, whereas color discrimination accuracy was approximately equal in both search
tasks. Color hits, sum of hits and color correct; size hits, sum of hits and size correct.
Bars show standard errors.

Analysis of the corrected data reveals that the discrimination performance
decrease in conjunction search (compared with single feature search) was, on ave-
rage, 12% larger for size than it was for color (95% confidence interval: 2% to
22%). There was no significant difference between color discrimination perfor-
mance in single feature and conjunction search, t(6) = 0.10, p = .93.

Saccadic latencies

There is no significant difference in latency for correct identification of color and
size in conjunction search compared with single feature search F (1, 6) = 5.15,
p = .06. A paired-samples t test revealed a difference between the average saccadic
latencies of color hit responses and size hit responses in conjunction search, t =
2.60, p < .05. On average, the saccadic latency of color correct responses was
16 ms longer than that of size correct responses (95% confidence interval: 1 to
31 ms). Given that the mean latency of color correct responses was 319 ms, this
translates to an average difference of 5%.
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2.4.3 Discussion

The results of this experiment show that color discrimination performance in
conjunction search is better than size discrimination performance when using
feature contrasts that have been matched for discrimination difficulty. This is
in line with the results of the first two experiments. Again, the results cannot
be explained by a speed-accuracy trade-off. Although there was a difference in
saccadic latencies between trials that resulted in a color hit or a size hit, we believe
that it is too small to be relevant in the explanation of performance asymmetry
(to be consistent, we should have found a substantially larger difference in latency
for orientation hits and color hits in Experiment 1, but we found none).

2.5 General Discussion

Despite carefully balancing the discriminability of features, we found a strong
asymmetry in feature discrimination performance during conjunction search. Sub-
jects much more often directed their first saccade toward the correct color than
toward the correct orientation (Experiments 1 and 2) or correct size (Experiment
3) in conjunction search. The asymmetry in feature performance was present in
the uncorrected data and, therefore, was clearly not a product of the correction
procedure. To compare absolute performance in feature and conjunction search,
we applied corrections for guessing and spatial bias in the error distribution. Al-
though the correction should not be considered as giving a 100% accurate picture
of true performance, we nevertheless believe that the corrected data are useful for
interpreting the results. A clear indication for this is that the results are consistent
across experiments. On the basis of the corrected data, we can conclude that co-
lor search performance was approximately the same in feature and conjunction
search, whereas orientation and size performance decreased in the latter.

The present results are in line with those of a previous study [Hannus et al.,
2005]. However, in that study, rather than for each individual, features were
balanced at the group level, which we believe to be much less accurate. On the
basis of the current study, we can now exclude a speed-accuracy trade-off and
compare absolute performance between single feature and conjunction search.
Moreover, we have also demonstrated a similar bias for a conjunction of color and
size.

Our findings are also in line with earlier reports about bias toward color pro-
cessing when combined with other features. Williams [1966] showed that cueing
the target color increases the probability that observers fixate objects of that
particular color; cueing target size or shape results in a smaller increase. Using
different methods, a bias toward color processing was also found in conjunctions
of color and shape [Luria & Strauss, 1975], as well as in triple-conjunction search
[Williams & Reingold, 2001]. Recently, Nothdurft [2000] found a large overlap in
the color and orientation saliency mechanisms used in conjunction search.
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We present two types of explanation for these asymmetric performance results
in conjunction search. The first resides in the existence of interactions between
feature processing mechanisms. The second relates the asymmetries to relative
differences in crowding, that is, the effect that neighboring elements in the sur-
round have on a feature’s discriminability. We will first discuss both types of
explanation. Then, we will review classical visual search theories and indicate
how these theories may need to be changed to accommodate our findings.

2.5.1 Discrimination asymmetries are due to interactions between feature
processing mechanisms

If features are processed strictly independently of each other, we should have found
equal discrimination performance in conjunction search (as discriminability of in-
dividual features was matched). Our finding could thus imply that features are not
processed strictly independently. Interactions between features could come about
in three ways. First, independent feature maps may interact in a suppressive way,
such as proposed by ‘winner-take-all’-type competition models of visual processing
[Itti & Koch, 2000; Lee et al., 1999]. Such models predict that attention amplifies
those visual filters better tuned to the stimulus and suppresses those more poorly
tuned. However, because we matched color and orientation/size discriminability,
this type of explanation does not answer the question why orientation and size,
but not color, is suppressed.

Second, recent studies have suggested the existence of temporal asynchronies
in the processing of features [Arnold et al., 2001; Moutoussis & Zeki, 1997a,b].
Color was generally processed faster, which could result in a selective bias toward
this feature, and another way by which a form of competition could arise during
conjunction search (with the fastest feature, color, being the ‘winner’). However,
our results are at odds with what would be expected based on this idea. If
subjects were to first select based on color and then on orientation or size, we
would expect that orientation or size discrimination performance would actually
be better than color discrimination performance. Selecting on color reduces the
number of objects to search among for the correct orientation or correct size and,
in principle, makes the task easier. Thus, an explanation in terms of a temporal
asynchrony in feature processing is also inconsistent with our findings.

The third possibility relates to the possible involvement of conjunctively tuned
filters in visual search. Different visual channels have been proposed for visual
properties such as spatial frequency and orientation. During conjunction search,
we may use a different set of ‘visual channels’ than during single feature search.
For orientation discrimination, this proposal suggests that we may shift from
achromatic orientation channels used in single feature search to chromatically
sensitive orientation channels in conjunction search. This idea in itself is not far-
fetched. Color selectivity has been claimed to be as frequent among orientation-
selective neurons as it is among unoriented neurons [von der Heydt et al., 2003].
In line, orientation and color appear to be explicitly coded in combination at
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early stages. Moreover, theoretical work on image segmentation has suggested
that conjunctively tuned channels might be beneficial in this realm [Burghouts
& Geusebroek, 2006]. If this is true, our data suggest that the color-orientation
‘conjunction channel’ may have broader orientation tuning characteristics (making
it harder to detect small orientation differences). In line, Beaudot & Mullen [2005]
conclude that chromatic orientation discrimination is about 1.5-2 times worse than
luminance orientation discrimination. Based on our psychometric functions for
orientation discrimination, the latter translates approximately into the decrease
in performance from feature to conjunction search that we find here. Something
similar could be the case for size. Spatial frequency discrimination is slightly
worse for color than for luminance gratings [Webster et al., 1990], which would
indeed predict a small decrease in size discrimination performance when changing
from feature to conjunction search.

A question that follows from the conjunction channel explanation is why the
visual system would not use the more efficient luminance channel for orientation
or size discrimination in conjunction search. A possible answer is that perhaps it
cannot. This would be comparable to what has been found for spatial frequency
channels; letters, for example, cannot be detected ‘off-channel’ [Solomon & Pelli,
1994]. Subjects are forced to turn to a specific channel based on the bottom-up
signal and fail to use different channels for different masking noises [Majaj et al.,
2002]. Similarly, subjects may be forced to use different channels for orienta-
tion or spatial frequency processing depending on whether color also needs to be
discriminated.

2.5.2 Discrimination asymmetries are due to crowding
The second explanation for the asymmetry is that the influence of surrounding
objects on feature discriminability, a phenomenon called ‘crowding’, differs for
the different features used in our experiments. In the single feature search tasks,
all distractors were uniform (e.g., in size search, all distractors had equal size and
color was the same for both target and distractors). In contrast, in conjunction
search, distractors were heterogeneous with respect to both features, possibly in-
troducing crowding effects. From our (corrected) conjunction search results, it
appears that color discrimination performance is the same as in single feature
search, whereas orientation and size discrimination deteriorated. One possibi-
lity therefore is that orientation and size discrimination suffer substantially from
crowding, whereas color discrimination does not or only very little. Theoretically,
an increase in crowding effect in the conjunction display could be due to either
an increase in variability in orientations or sizes present or the addition of co-
lor variation. Given that orientation discrimination deteriorates with increasing
orientation variation of background elements [Nothdurft, 1993b], we presume that
the first option is the more likely one. While crowding has been studied exten-
sively for letters or numerals, we are not aware of studies that have investigated
crowding effects for basis features such as color and size. If crowding does indeed
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underlie the asymmetry, our results would imply that crowding effects are small
for size and largely absent for color.

In summary, our results indicate that discrimination accuracy in single fea-
ture search does not necessarily predict discrimination accuracy in conjunction
search. Two plausible explanations are that an asymmetry exists in feature pro-
cessing (e.g., different visual channels are used in feature and conjunction search)
or that crowding introduced by the more variegated stimulus pattern in conjunc-
tion search has asymmetric effects across features. Note that the two types of
explanation are not necessarily mutually exclusive (e.g., an increase in crowding
could be related to the use of a conjunctively tuned channel) and could therefore
both play a role. Our current data do not allow us to distinguish between these
two lines of explanation.

A further aspect to note is that both explanations are in accordance with the
idea that parallel and serial processing are not dichotomous. If there is a channel
tuned to both color and orientation and one to both color and spatial frequency,
it is no longer necessary to assume the existence of a serial binding stage, at least
for these particular sets of features.

Similarly, if a feature’s discriminability substantially decreases purely because
of an increase in stimulus variability in conjunction displays, there is likewise no
need for a specific serial stage to explain reduced search performance in conjunc-
tion search.

2.5.3 Classical visual search theories and their predictions
Our main premise questions whether classical models of visual search can pre-
dict asymmetry. According to the Guided Search model [Wolfe, 1994; Wolfe &
Gancarz, 1996; Wolfe et al., 1989], preattentive processing takes place in inde-
pendent maps that code features in terms of saliency. Attention is then guided to
the most salient stimulus. Because the saliency of color and orientation/size was
matched, we should have found, according to Guided Search, equal performance
for both color and orientation/size in conjunction search. We do not find equal
performance, and our results are therefore not directly interpretable by means
of the Guided Search model. Nevertheless, it may be possible to accommodate
our findings when slightly modifying this model. One option would be to change
the model in such a way that in conjunction search, color is always preferentially
guiding the attentional processes, at least when presented in combination with
orientation or size.

One possibility is that despite matching of discriminability of features, sub-
jects’ ability to categorize them may not have been equal. In that case, the ability
to use these features to guide visual search may not have been equal either. If
so, we should find an explanation for why features matched in discriminability
cannot be categorized to the same extent. Both explanations for the asymmetry
given in the previous section could account for this. A switch between channels
could explain why color and orientation/size are differentially categorizable. We
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performed our feature matching on luminance bars and discs. If subjects use a
less sensitive filter in conjunction search, it will also become harder to categorize
a feature. Also, reduction in discriminability because of crowding could render a
feature less easy to categorize. Such a ‘categorization stage’ may need to become
an integral part of models of visual search.

Similarity Theory [Duncan & Humphreys, 1989] suggests that attention is
directed toward aspects of incoming information: At the first, unlimited capacity,
parallel stage of processing, the visual representation of stimuli is segmented into
structural units, which form a perceptual description of the visual input. Input
descriptions are then compared with an internal template of the target, whereby
the structural units containing some property of the template can get a higher
weight and thus a higher probability of being selected. Hereby, attention could
be directed to some aspects of the incoming information, for example, orientation
or color of the structural units. Due to the matching of feature discriminability,
interpreted in terms of this theory, color and orientation/size should have had
equal weights. Yet, we find that in conjunction search, color outweighs orientation
and also size. To bring Similarity Theory in line with these findings, it somehow
should account for such asymmetries, for example, by assigning a larger a priori
weight to the structural units with the correct color compared with the units with
the correct orientation and size.

Finally, in its original form, Feature Integration Theory [Treisman, 1977; Treis-
man & Sato, 1990; Treisman & Gelade, 1980] does not predict our current findings
either. This theory suggests that in the first step of processing, single visual fea-
tures are processed and represented in separate feature maps, which are later
integrated in a map of locations that can be accessed to direct attention to the
most salient areas. For compatibility, our results would require that in the second
cross-dimensional stage of processing, where feature maps activate specific loca-
tions in the master map, the activation due to the color map is amplified relative
to the activation coming from the orientation or size map. In this way, the loca-
tions containing a stimulus with the correct color would become more active and
saccades toward these locations would become more likely.

2.6 Conclusions
Our experiments indicate that equal feature discriminability in single feature
search does not imply equal discriminability in conjunction search. We propose
that two explanations, not necessarily exclusive, may underlie this finding. First,
in conjunction search, features may be processed by conjunctively tuned chan-
nels. An attractive aspect of this proposal is that it explains conjunction search
without the need for a binding stage, at least for the feature combinations used
in our experiments. The second explanation is that the influence of crowding
because of the more variegated background in conjunction displays differs across
features. Further research will be needed to determine the contribution of both
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effects to the observed asymmetry.

2.7 Appendix
Close inspection of the data revealed that there was a significant spatial bias in the
distribution of the errors. We found that many more errors were saccades to one
of the immediate neighbors compared with more distant distractors, especially in
single feature search. As will be explained below, this probably means only that in
some of the trials in which subjects successfully identified the target feature, they
made a saccade toward one of the neighboring distractors. Because correction for
this bias is expected to make the interaction effect only stronger (as explained
at the end of this Appendix), we considered it justified to perform the statistical
analyses on the raw data.

In addition to this spatial bias, the a priori probabilities of hitting a target
feature were different in single feature and conjunction search. Because this dif-
ference was the same for all features, we also did not correct for this when we
assessed interaction effects.

These two effects give a rather distorted picture of absolute performance and
make it impossible to directly compare single feature search performance with
conjunction search performance. This is the reason why we corrected for these
effects. Below, we describe in detail how this was done. This procedure is identical
for both color/orientation and color/size experiments, and we discuss here the
former.

Spatial bias in errors
A close look at the spatial distribution of the errors revealed that it was not uni-
form. More specifically, many more errors were due to saccades toward distractors
immediately neighboring the target than to more distant distractors (Figure 2.6).

If we define the distance between the target and its immediate neighbors to
be 1, the distance between the target and the direct neighbors of its neighbors
as 2, and so forth, then there was a large bias toward errors with a distance of
1 to the target compared with errors with a distance of 2, 3, 4, 5, or 6 to the
target. In case of a uniform distribution, we should have found each distance to
account for about 17% of the errors. However, we see that, on average, 56% of
the errors in single feature search and 25% in conjunction search had a distance
of 1, while the remaining errors with distances from 2 to 6 were more or less
uniformly distributed. A large part of this bias can probably be explained by
subjects searching for and making saccades to discontinuities, rather than specific
items. However, because there was also a small bias in conjunction search (where
searching for discontinuities does not help to solve the task), there must be other
causes as well (e.g., inaccuracies in the planning of the initial saccade). For the
purpose of comparing performance in single feature and conjunction search, we
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Figure 2.6: The spatial distribution of errors as a function of distance from the target
in single feature search (color) and conjunction search of Experiment 1. The immediate
neighbors of the target have a distance of 1, whereas the most distant ones have a distance
of 6. In single feature search, there is a bias toward the immediate neighbors of the target.

believe that it is reasonable to consider as hits part of the errors that have a
distance of 1 to the target.

We transformed the data such that after correction, the resulting distribution
of errors was uniform (i.e., after correction, each distance accounted for about
1/6th of the total number of errors). We first estimated how many of the errors
with a distance of 1 were expected to be due to errors in discrimination (i.e.,
errors due to considering a distractor feature as a target feature) and how many
were due to errors in saccade programming or made to a location representing
local inhomogenities in global texture (i.e., errors due to saccades toward an
immediate neighbor of the correctly identified target). Assuming that all errors
with distances from 2 to 6 were discrimination errors, the average number of errors
at these positions was used as an estimate of the number of discrimination errors
at a distance of 1. The remaining errors at a distance of 1 are assumed to be
saccade errors; correction consists of considering these as hits.

In single feature search, this correction consists of subtracting the estima-
ted number of saccade errors at a distance of 1 from the total number of error
responses and adding this to the correct responses. In conjunction search, the
situation is slightly more complicated, because there are three types of error res-
ponses. As the amount of distractors was the same for each of these three types,
each kind of distractor had the same probability to be a neighbor of the target.
Therefore, the probability of a saccade error resulting in one type of error over
another was the same for all three kinds of errors. Thus, correction of conjunc-
tion search data consists of adding the estimated number of saccadic errors to
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the correct responses and subtracting one third of this number from each error
response type.

Guessing rate correction - Rationale

In single feature color search, the a priori probability of choosing an item with
correct color is 1/13. The same holds for correctness of orientation in orientation
search. In conjunction search, however, the a priori chance of having the color
correct is 5/13 (the target as well as four of the distractors have the correct color).
Also, the chance of having orientation correct is 5/13. This means that the a priori
probabilities of a feature hit are different in single feature and conjunction search.
To be able to compare single feature search results directly with conjunction
search results, we need to correct for this. We have done this by making use of
the following two assumptions:

1. If a particular feature was identified, then the selected item will possess this
feature (i.e., subjects use the information they have). Thus, if a subject
identified, for example, the target color, then we assume that the response
was either ‘hit’ or ‘color correct’ in conjunction search and ‘hit’ in single
feature search (see Analysis and statistics section for details about response
types).

2. If a particular target feature was not identified, then this feature does not
play a role in the selection process (i.e., missing information is guessed).
Thus, if, for example, a subject did not identify an item with the target color,
he or she guessed with respect to color. For conjunction search, this means
that if he or she also did not identify the orientation, the response was purely
random, but if he or she did identify an item with correct orientation, then
the response will be either ‘hit’ or ‘orientation correct’ (with probabilities
proportional to the number of ‘hit’ and ‘orientation correct’ items).

Guessing correction - Single feature search

From Assumption 2, it follows that in single feature search, in 12 of 13 times that
a subject was not able to locate the target, this resulted in an ‘error’ response,
and in 1 of 13 times, this resulted in a ‘hit’ response. In other words, the num-
ber of error responses reflects only 12/13 of the number of discrimination errors
(we distinguish between ‘responses’ and ‘discriminations.’ The former refers to
the response that has been logged, whereas the latter refers to information that a
subject had at the moment of the saccade). Combining this with the first assump-
tion - from which it follows that all discrimination hits resulted in hit responses
- leads to the following two equations:
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error responses = 12
13discrim errors

hit responses = discrim hits + 1
13discrim errors

Rewriting gives:

discrim errors = 13
12error responses

discrim hits = hit responses - 1
12discrim errors

These two equations were used to remove the effects of guessing from the single
feature search data.

Guessing correction - Conjunction search

In conjunction search, there are four instead of two possible types of discrimina-
tion (‘hit,’ ‘color correct,’ ‘orientation correct,’ and ‘double error’), as well as four
corresponding types of responses. Assumption 1 implies that, again, a discrimi-
nation hit will always result in a hit response. However, from Assumption 2, it
follows that in all other cases, a certain amount of guessing is involved, making
the response type probabilistic. For example, when only the correct color was
identified, the probability that this resulted in a hit response was 1/5, and the
probability that it resulted in a correct color response was 4/5. Table 2.4 gives
an overview of the response probabilities for all discrimination types.

Table 2.4: Probability distribution in conjunction search

Color Orientation Double
Response Hit correct correct error
Hit 1 1/5 1/5 1/13
Color correct 4/5 4/13
Orientation correct 4/5 4/13
Double error 4/13

From this table, it follows that each of the response counts is a linear combi-
nation of one or more discrimination counts. This gives us a linear system of four
equations with four unknowns:
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hit responses

correct color responses
correct orientation responses

double error responses


=

1 1/5 1/5 1/13
0 4/5 0 4/13
0 0 4/5 4/13
0 0 0 4/13


x

discrim hits
correct color discrims

correct orientation discrims
double discrim errors



By matrix inversion, we get


discrim hits

correct color discrims
correct orientation discrims

double discrim errors


=

1 −1/4 −1/4 1/4
0 5/4 0 −5/4
0 0 5/4 −5/4
0 0 0 13/4


x

hit responses
correct color responses

correct orientation responses
double error responses


These four equations were used to remove the influence of guessing from the

conjunction search data.
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Results of corrections
The correction for the spatial bias in the error consists of redistributing correct
responses over error responses. It therefore increases the count of correct responses
and decreases that of error responses and, consequently, results in a performance
increase.

Figure 2.7: The effects of different corrections illustrated for Experiment 1. Panel A,
uncorrected data; Panel B, data after guess correction; Panel C, data after correction for
spatial bias in errors; Panel D, data after applying both corrections. Bars show standard
errors.

Given that this spatial bias was substantially larger in single feature search
than in conjunction search, performance in single feature search increases more
than performance in conjunction search. (Compare Figures 2.7A and 2.7C, which
show uncorrected and error bias corrected data, respectively.) Correction for dif-
ferences in a priori chances has the opposite effect: By decreasing the number of
correct responses and increasing the number of errors, it results in a decrease in
performance. Guessing chances in conjunction search were higher than in single
feature search, and consequently, correction for guessing mostly affects conjunc-
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tion search performance. (Compare Figures 2.7A and 2.7B, which show uncor-
rected and guessing-corrected data, respectively.) After combining both types of
correction (Figure 2.7D), we can directly compare performance in single feature
and conjunction search.

Note that the corrections make the difference between orientation performance
in single feature and conjunction search larger, whereas it makes the difference
between color performance in these two types of search smaller. Therefore, al-
though we found an interaction effect already in the uncorrected data, it is to be
expected that the effect is even larger in the corrected data.



Chapter 3
Perceptual Dependencies in
Information Visualization Assessed
by Complex Visual Search

This chapter has been published as:

Ronald van den Berg, Frans W. Cornelissen and Jos B. T. M. Roerdink. Per-
ceptual Dependencies in Information Visualization Assessed by Complex Visual
Search. ACM Transactions on Applied Perception, 4(4):1-21, 2008.

37



38 PERCEPTUAL ASYMMETRIES IN INFORMATION VISUALIZATION

Abstract
A common approach for visualising data sets is to map them to images in which
distinct data dimensions are mapped to distinct visual features, such as colour,
size and orientation. Here, we consider visualisations in which different data di-
mensions should receive equal weight and attention. Many of the end user tasks
performed on these images involve a form of visual search. Often, it is simply
assumed that features can be judged independently of each other in such tasks.
However, there is evidence for perceptual dependencies when simultaneously pre-
senting multiple features. Such dependencies could potentially affect information
visualisations that contain combinations of features for encoding information, and
thereby bias subjects into unequally weighting the relevance of different data di-
mensions. We experimentally assess 1) the presence of judgment dependencies
in a visualisation task (searching for a target node in a node-link diagram) and
2) how feature contrast relates to salience. From a visualisation point of view,
our most relevant findings are that (a) to equalise saliency (and thus bottom-up
weighting) of size and colour, colour contrasts have to become very low. Moreo-
ver, orientation is less suitable for representing information that consists of a
large range of data values because it does not show a clear relationship between
contrast and salience; (b) colour and size are features that can be used indepen-
dently to represent information, at least for the range of colours that were used
in our study; (c) the concept of (static) feature salience hierarchies is wrong;
how salient a feature is compared to another is not fixed, but a function of fea-
ture contrasts; (d) final decisions appear to be as good an indicator of perceptual
performance as indicators based on measures obtained from individual fixations.
Eye-tracking therefore does not necessarily present a benefit for user studies that
aim at evaluating performance in search tasks.
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3.1 Introduction
Information visualisation helps to locate and understand patterns and relation-
ships in large data sets by transforming them into sensory images. While a given
data set can be mapped to an image in nearly infinite ways, not every mapping
will be equally effective. One of the goals of information visualisation research is
to reveal the principles that determine whether a particular mapping is effective.
As these principles depend on how the human brain processes and interacts with
visual information, it has been recognised that the study of perceptual aspects
should play a prominent role in visualisation practices [Bertin, 1983; Ebert, 2004;
House & Ware, 2002; Interrante, 2004; Johnson, 2004; Tory & Müller, 2004; Ware,
2000].

A general approach for visualising data sets is to map distinct data dimensions
to distinct visual object features (such as colour, texture, size, shape and orienta-
tion). In line with traditional theories of visual search (e.g., Desimone & Duncan
[1995]; Treisman & Gelade [1980]) it is then often assumed that such features are
judged independently of each other, in the sense that appearance of the one does
not depend on that of the other(s).

There is, however, experimental evidence challenging this view of independent
feature processing. In particular, colour appears to be a very dominant feature.
In previous experiments we found that judgment of orientation and size in a basic
search task was contingent on whether one simultaneously searches for colour,
while judgment of colour did not show the reverse dependency [Hannus et al., 2006]
(some details about this experiment will be provided in Section 3.2.4). Nothdurft
2000 found that adding colour to an oriented visual object increases its visual
salience more than adding orientation to a coloured object. It has also been
found that search for colour is faster than search for shape [Luria & Strauss, 1975].
Furthermore, Callaghan 1989 reported that judgment of shape-defined boundaries
is affected by hue variation but that the reverse is not true. A similar effect was
reported by Snowden 1998, who found that irrelevant variations in colour, depth,
and combinations of colour and depth produce detrimental effects in performance
on texture segregation tasks. Williams and Reingold 2001 found that subjects are
more likely to fixate non-target distractors that have the same colour as the target
than distractors that have the same shape and/or orientation. In addition to these
psychophysical findings, there is a substantial amount of physiological evidence
that indicates that features are multiplexed (e.g., chromatically tuned orientation
selective cells), at least at the early stages of processing by strictly separated brain
regions/cells [Gegenfurtner, 2003; Roe & Ts’o, 1999; von der Heydt et al., 2003;
Yoshioka & Dow, 1996]. Even though it is not clear how this relates to the more
feature-specific processing that is assumed to be present in later stages of visual
perception [Livingstone & Hubel, 1988; Zeki & Shipp, 1988], it has been suggested
that processing at these early stages may determine feature salience and as such
search performance [Li, 2002].

Such perceptual feature dependencies may have implications for information
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visualisation design. For example, information that is visualised by orientation or
size could become less salient (and therefore more difficult to judge) when colour-
coded information is added or when colour contrast is being changed. Effects such
as these will make it hard for the visualisation designer to predict and control the
salience of displayed information and should therefore be avoided as much as
possible.

Because of differences in complexity and duration of tasks and stimuli, one
should refrain from straightforward generalisation of findings from basic psy-
chophysical experiments to the domain of information visualisation applications.
Low-level effects found by psychophysical experiments might for example be negli-
gible in the problem-solving strategies that are used in information visualisation
tasks. The above cited findings should therefore be reassessed in a visualisation
context.

Currently, the issue of feature interactions is not well understood [Ebert, 2004]
and remains unexplored by most visualisation scientists. One exception to this
concerns the work of Healey and colleagues, who have conducted psychophysical
experiments to test for possible perceptual interactions between the features they
visualise their data with. For example, Healey and Enns 1998 used psychophysical
methods to test for interference between the dimensions (texture height, density
and regularity) of the perceptual texture elements (’pexels’) that were used to
visualise their data. They found that height, regularity and density of background
pexels interfered with short, dense and sparse pexels. In a later study it was
assessed whether colour could be added to pexels without interfering with one of
the other pexel dimensions [Healey & Enns, 1999]. It was found that variations of
height and density had no effect on colour segmentation, whereas random colour
patterns interfered with texture segmentation. Discriminability of features was
not matched in these studies, however. As a result, it is possible that, for example,
variations in height and density were of different (perceptual) magnitude than the
variations in colour. If this was indeed the case, then the interference effect might
be explained by a design asymmetry and could possibly be removed by reducing
colour contrast (or increasing height and density contrasts).

Here, our primary question is whether previously found feature judgment inter-
actions have potential relevance for information visualisation. We experimentally
assessed this using a relatively complex and visualisation-realistic visual search
task (many objects, a large range of feature values, and relatively long task du-
ration). As colour, size, and - to a lesser extent - orientation are frequently used
features in information visualisation and most evidence points towards colour as
a potential interfering feature, the experiments were carried out with combina-
tions of colour and size and combinations of colour and orientation. Prior to
the experiments we matched discriminability of the features in order to avoid de-
sign asymmetries as well as bias of the subjects’ attention towards a feature with
higher salience than the others.
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3.2 Methods

3.2.1 Subjects

Six subjects participated in the colour/size experiment (three females and three
males, one of them author RB). Four of these subjects also participated in the co-
lour/orientation experiment. All participants had normal or corrected-to-normal
visual acuity and normal colour vision.

3.2.2 Apparatus

Stimuli in the form of node-link diagrams were presented on a 22-inch monitor at a
resolution of 2048x1536 pixels and with a refresh rate of 75 Hz. For display of the
diagrams we made use of the force-directed graph layout algorithm of Cytoscape
(http://www.cytoscape.org; [Shannon et al., 2003]). Stimulus presentation and
data collection were done using Matlab in combination with the Psychophysics
and Eyelink Toolbox extensions [Brainard, 1997; Cornelissen et al., 2002; Pelli,
1997]. Eye movements were recorded with an Eyelink II eye tracker (SR Research,
Ltd., Mississauga, Ontario, Canada) with a temporal frequency of 250 Hz. Sub-
jects viewed the stimuli at a distance of about 45 cm. A chin-rest assisted them
in reducing head movements as much as possible.

3.2.3 Stimuli

Conjunction search stimuli

The stimuli consisted of a cue followed by a node-link diagram made up of 50
nodes and 70 (task-irrelevant) edges (Figure 3.1). Nodes were either discs with
a particular colour and size (colour/size conditions) or bars with a particular
colour and orientation (colour/orientation conditions). In each trial, one of the
nodes was randomly chosen to be the target and was assigned a random colour
and size or orientation (for details about the colours, sizes and orientations used,
see below). The other 49 nodes were distractors and were also assigned a random
colour and size or orientation, with the restriction not to be identical to the target
(and thus a distractor could, for example, have a different size but the same colour
as the target). The cue was identical to the target and was shown in the centre
of an otherwise blank screen for two seconds. The target and distractors had a
luminance of approximately 9.3 cd/m2 and were viewed against a grey background
(approximately 7.1 cd/m2).

Single feature search stimuli

Stimuli for single feature search conditions were exactly the same as the conjunc-
tion search stimuli, except for the cues. In single feature search conditions, the
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(a) Colour/size stimulus (b) Colour/size stimulus

Figure 3.1: Example stimuli

(a) Colour search cue (b) Size search cue (c) Orientation search cue

Figure 3.2: Cues in single feature search conditions. Cues in conjunction search condi-
tions were identical to the target

cues contained only information about the feature to be searched. Size informa-
tion was removed by using cues as displayed in Figure 3.2(a); colour information
was removed by using cues as displayed in Figures 3.2(b) and 3.2(c).

3.2.4 Definition and matching of contrasts
Colour contrasts were created by increasing (decreasing) the output luminance
of the red monitor channel and simultaneously decreasing (increasing) the out-
put luminance of the green channel with respect to a base colour. This was
done in such a way that luminance was held constant across search items. CIE-
coordinates of the default range (see below) ranged from (x=.271, y=.311; green)
to (x=.286, y=.305; red). Size contrasts were created by increasing or decreasing
the diameter of the nodes with respect to the base size (approximately 0.9◦ of
visual angle). Orientation contrasts were created by tilting nodes in clockwise or
counter-clockwise direction with respect to the base orientation (45◦ with respect
to horizontal direction). To avoid design asymmetries or subjects being biased
towards one feature or another due to large salience differences, we generated per-
ceptually matched colour, size and orientation ranges prior to the experiments.
For this, we first determined perceptually matched step-sizes for the three fea-
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(a) Default colour range

(b) Default size range

(c) Default orientation range

Figure 3.3: Default feature ranges used in the experiments. The perceptual distance
(the deltas) between each two consecutive colours, sizes, and orientations was fixed. Also,
the perceptual distance between two consecutive colours was matched with respect to the
distance between two consecutive sizes and orientation (for an explanation of the low
colour contrast, see Section 3.4.1)

tures (we will refer to these as delta values ∆c, ∆s, and ∆o, respectively). Using
these deltas, for each condition a range of ten different values was created for each
feature (Figure 3.3).

This ensured that the perceptual distance (and thus, discriminability) between
two consecutive values was the same for all features. Matches were established
based on data from previous experiments [Hannus et al., 2006]. In those experi-
ments subjects performed a large amount of single feature search trials (for colour,
orientation and size) with 10 different target-distractor contrasts. From the re-
sulting data we computed for all three features the mean psychometric curve
(sigmoid fits), describing the relationship between feature contrast and search
performance. We then defined colour, size, and orientation deltas (∆c, ∆s, and
∆o) as the difference between the contrasts needed for a performance of 70%
and 50%, respectively (note that due to the linearity of most of the psychometric
curve, we could just as well have used other performance values; e.g., 30-50% or
40-60%). This approach is comparable to the use of just-noticeable differences
(JNDs), but other methods for balancing feature saliency are conceivable as well
(e.g., Nothdurft [2000]).

To demonstrate the matching method we will show how it worked for size
(colour and orientation contrasts were generated analogously). The mean psy-
chometric curve for size discrimination is shown in Figure 3.4. It appeared that a
log10 difference of 1.24 (17.4%) between target and distractor diameter was needed
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Figure 3.4: Mean psychometric curve for size. Step-size ∆s was defined as the diffe-
rence between the contrasts resulting in 70% and 50% performance accuracy.

to obtain a performance of 50% accuracy and a log10 difference of 1.38 (24.0%)
was needed for a performance of 70%. The size delta was thus set to 6.6%. Colour
and orientation deltas were determined in a similar way (∆c = 1.2%, ∆o = 7◦).

In all experimental conditions, feature dimensions contained 10 different va-
lues. In conditions where contrast was set to default, a range with 10 values
was created by modulating the feature’s base value with the delta value. This
was computed in the case for size as follows: sizei = base size + (i − 5 1

2 ) ∗∆s,
i = 1, 2, ..., 10.

In this range of sizes, the distance between each two consecutive sizes is fixed
and it is therefore expected that discriminability of sizes 1 and 2 is the same as
that of sizes 2 and 3, etc . Moreover, due to the matching, discriminability of two
consecutive sizes is expected to be the same as that of two consecutive (default)
colours and orientations. As a result, equal search performance is expected in
single feature search tasks when using the default ranges.

One of the experimental questions was whether changing contrast in one fea-
ture dimension interferes with search performance in other feature dimensions.
Therefore, in addition to conditions with default feature ranges, we included
conditions in which contrast of one feature was reduced or enhanced while that
of the other was kept at default. To achieve this, contrast modification factors
C, S, and O were added to the feature range equations. For size we thus get:
sizes,i = base size+ (i− 5 1

2 ) ∗ S ∗∆s, i = 1, 2, ..., 10.
A contrast modification factor set to 1 resulted in stimuli with default contrast,

while modification factors smaller than 1 reduced the contrast and modification
factors larger than 1 enhanced it; 0 resulted in uniform ranges (base values). Since
conditions only differed from each other with respect to search type (single feature,
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conjunction) and contrast modification factor, in the remainder of this paper we
will refer to them by their contrast modifications (e.g., ’conjunction search with
C=S=1’ is conjunction search with matched contrasts and ’size search with S=1
and C=0’ is single feature search of size with no variation in the colour dimension).

The range of sizes that we could use for the experiment was constrained by
some practical aspects. Node sizes too large would result in excessive overlap
of nodes, while node sizes too small would make it impossible to generate small
gradual increments (node diameters could only be a discrete number of pixels).
We chose a size range that avoided both problems and then matched the colour
and orientation ranges to this.

3.2.5 Procedure
Participants were instructed to search for the target node in the node-link dia-
gram. They were informed about the identity of the target by means of a cue,
as described in Section 3.2.3. They were asked to keep fixating at the selected
node until the end of the trial in case they thought to have found the target. Eye
movements were recorded during display of the node-link diagram, which were
shown for 4.5 seconds. Search time was limited for two reasons: (i) to ensure that
all subjects would opt for speed in the inevitable speed-accuracy trade-off that
has to be made in search tasks like these and (ii) to limit total experiment time.
After each trial, feedback was given by highlighting the target node and the one
selected by the subject (i.e., the one last fixated).

The task was performed under eight different conditions with colour/size sti-
muli and under nine different conditions with colour/orientation stimuli. As men-
tioned earlier, conditions only differed from each other with respect to search
type (single feature, conjunction) and contrast modification factors C, S, and
O. There were four colour/size conjunction search conditions: one with matched
contrasts (C=S=1), one with reduced colour contrast (C=0.5), and two with en-
hanced size contrast (S=1.5, S=2). There were also four colour/size single feature
search conditions: colour search with (S=1) and without (S=0) task-irrelevant size
contrast, and size search with (C=1) and without (C=0) task-irrelevant colour
contrast. When there was no contrast in a feature dimension, a random value
from the default feature range was chosen and assigned to all nodes.

The experiment contained five colour/orientation conjunction search condi-
tions: one with matched contrasts (C=O=1), three with modified colour contrast
(C=0.5, 2, 4), and one with doubled orientation contrast (O=2). The four single
feature search conditions were analogous to those with colour/size stimuli.

Some asymmetries can be observed across the conditions. The reasons are
as follows. Earlier we observed that colour tends to dominate in conjunction
search when having matched salience for single feature search. Our intention to
assess whether this colour dominance effect can be undone by either decreasing
colour contrast or increasing size contrast explains the asymmetry in the design of
the first experiment. Orientation contrast is limited to a step-size that does not
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result in a feature range exceeding 180◦ and could therefore not be increased much
further (with ∆o = 7, this range would already be exceeded when using O=3).
We used C=0.5, 1, 2, 4 with the intention to get a more accurate picture of the
relationship between (colour) contrast and feature salience; C=4 is the maximum,
because higher contrasts would exceed the DAC range of our monitor.

Prior to the experiments, 60 random node-link diagrams were generated (as
the one shown in Figure 3.1). Each of these networks appeared exactly once in
each condition, in a fixed order. Colour/size and colour/orientation conditions
were measured in two separate sessions. Within these sessions, conditions were
presented in separate, randomly ordered blocks of 60 trials. At the start of each
block, a calibration procedure was performed.

3.2.6 Analysis
Relying on the assumption that a fixation was always made to inspect the node
nearest to the point of fixation, we transformed the sequences of recorded fixations
into sequences of node inspections by looking up for each fixation what node was
closest to it. Based on these node inspection sequences we computed for every
inspection the error for each of the relevant features. This error was defined as
the difference between the feature value index of the target (a number between
1 and 10; see Section 3.2.4) and that of the inspected node. All statistical tests
were carried out on these errors.

Since it is possible that different strategies are used in the search stage and
the making of the final decision at the end of the trial, we distinguish between
’search fixations’ and ’decision fixations’ in the analysis. The final decision errors
can be seen as a measure of eventual task performance and are, therefore, the
most important ones from a visualisation standpoint. The search stage errors
can provide insight in the search strategies and possibly explain the final decision
results. In case the previously found feature judgment interactions are merely
low-level effects, we can expect to find them in the search stage while they do not
exist in the final decisions.

Analysis of final decisions includes only participants’ eventual choices at the
end of the trials. As it often occurred that a subject was still in the process of
searching at the end of a trial, we could not simply use all final fixations for this
analysis. As a criterion to filter out trials in which subjects were still searching
when the trial ended, we only included those in which the last fixation had a
duration that was at least two standard deviations longer than the mean duration
of all other fixations in that trial. The second type of analysis assesses the error
during search. It is likely that not only the very last fixation of a trial was directly
related to a subject’s decision, but also a couple of fixations preceding the last one
(correction saccades). Since such fixations are not directly related to the search
process, we excluded them from the analysis. We chose to be conservative and
omitted the last 25% of the fixations of every trial. Analyses of these data were
done on the means of the signals.
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(a) (b)

Figure 3.5: Time courses of errors in (a) colour/size and (b) colour/orientation search
with matched contrasts. Trials were split into 15 intervals of 300 ms and mean error is
shown for each interval. Note the high correlations between the signals (R2 is .86 for
colour/size and .85 for colour/orientation). Bars represent standard errors.

All statistical analyses consisted of repeated measures analysis of variances
tests (ANOVA), with a significance level of 0.05. We tested whether (i) in single
feature search, variation in a task-irrelevant feature interferes with search perfor-
mance, (ii) in conjunction search, contrast of one feature affects search perfor-
mance of the other, and (iii) there was an interaction effect between search type
(single feature, conjunction) and feature (colour, orientation/size).

3.3 Results

In the following section we subsequently present results regarding the error si-
gnals, salience matching, the colour/size experiment and the colour/orientation
experiment.

3.3.1 Error signals

As a first visual assessment of the data, we inspected the error signals before
beginning the statistical analysis. Figure 3.5 shows the mean error signals in
colour/size conjunction search with C=S=1 (left) and colour/orientation search
with C=O=1 (right). The other conditions resulted in similar signals. Please
note that these time courses are only meant as a first (informal) assessment of the
data and that all statistical analyses below have been performed on mean errors,
as described in the previous section.
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Conjunction Search Single Feature Search Interaction
effect

Effect of colour Effect of size Effect of Effect of
contrast on... contrast on ... size colour Search type

contrast contrast ×
colour size colour size on colour on size feature
error error error error error error

Decision .042 .22 .83 .0013 .18 .37 .33
fixations
Search .003 .48 .57 <<.01 .32 .36 .07

fixations

Table 3.1: Summary of the statistics regarding the studied effects in the colour/size
data (p-values).

A first observation is that colour error is smaller than both the size and orien-
tation error. This might make one wonder whether contrasts were matched cor-
rectly. However, these are error signals from conjunction search conditions, while
contrasts were matched for single feature search. Therefore, the quality of mat-
ching will be assessed based on the single feature search data (see next section).
A second observation concerns the overall shape of the signals. We see a relatively
large decrease in the first 500-1000 ms in all signals, followed by a slow decrease
over the rest of the time course. Regarding the orientation error we see that there
is again a quick decrease at the end of the trials. A final observation is the high
correlation between the error signals, suggesting that errors were minimised for
both features in parallel.

3.3.2 Quality of contrast matches
To assess the quality of the contrast matches, we checked whether there were
any significant differences between colour and size, and colour and orientation
errors in single feature search conditions with irrelevant contrast in the second
feature. The difference between colour and size error in these conditions was not
significant either for decision fixations [F (1, 5) = 2.98, p = .14] or search fixations
[F (1, 5) = 5.89, p = .060], indicating that the task difficulty (and thus feature
discriminability) was comparable for these features. The difference between colour
and orientation error during search was significant for search fixations [F (1, 3) =
38.4, p = .009] but not for decision fixations [F (1, 3) = .606, p = .49]. It thus
appears that despite the matching procedure, orientation search was more difficult
than colour search.

3.3.3 Colour/size data
This section gives a detailed description of the statistical analyses for all effects
that have been studied in the colour/size data. A summary (p-values) can be
found in Table 3.1.
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Decision fixation errors (colour/size)

Of all colour/size trials, 68% met the criterion that the duration of the last fixation
was at least two standard deviations longer than the mean fixation duration (see
Section 3.2.6 for the rationale behind this criterion). Repeated measures one-
way analyses of variance (ANOVA) reveal that in conjunction search (Figure 3.6,
top) there is a significant effect of colour contrast on colour error [F (1, 5) = 7.37,
p = .042] but not on size error [F (1, 5) = 1.94, p = .22]. There is also a significant
effect of size contrast on size error [F (2, 10) = 13.81, p = .0013] but not on colour
error [F (2, 10) = .19, p = .83]. This indicates that in conjunction search, colour
and size contrasts determine decision performance with respect to the feature
itself but not to the other.

In single feature search (Figure 3.6, bottom) there is no significant difference
between error in colour search with and without size contrast [F (1, 5) = 2.39,
p = .18]. The same holds for size error in single feature search with and without
(task-irrelevant) colour contrast [F (1, 5) = .99, p = .37]. It thus seems that colour
search is not affected by task-irrelevant variation in the size dimension and vice
versa.

No significant interaction effect between factors search type (conjunction,
single feature) and feature (colour, size) was found [F (1, 5) = 1.18, p = .33]
(Figure 3.7). This was tested by using the data from the conjunction search
conditions with C=S=1 (Figure 3.6, top), those of the colour search condition
with irrelevant size contrast (C=S=1; Figure 3.6(c)), and those of the size search
condition with irrelevant colour contrast (C=S=1; Figure 3.6(d)). This indicates
that the difference between colour error in single feature search and conjunction
search is similar to that between size error in single feature and conjunction search.

Error during search (colour/size)

In conjunction search (Figure 3.8, top) there is a significant effect of colour
contrast on colour error [F (1, 5) = 30.0, p = .003] but not on size error [F (1, 5) =
.57, p = .48]. There is also a significant effect of size contrast on size error
[F (2, 10) = 29.3, p < .0001] but not on colour error [F (2, 10) = .59, p = .57].
In single feature search (Figure 3.8, bottom) there is no significant difference
between error in colour search with and without (task-irrelevant) size contrast
[F (1, 5) = 1.20, p = .32]. The same holds for size error in single feature search with
and without (task-irrelevant) colour contrast [F (1, 5) = 1.00, p = .36]. No signifi-
cant interaction effect between search type and feature was found [F (1, 5) = 5.31,
p = .070] (Figure 3.9).

In summary, we see exactly the same pattern of results for search fixation
errors as we saw for the decision fixation errors: (i) in conjunction search, feature
performance is determined by its contrast but not by the contrast of the other
feature, (ii) in single feature search, task-irrelevant variation in the second feature
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(a) (b)

(c) (d)

Figure 3.6: Mean errors for decision fixations in conjunction search (top) and single
feature search (bottom) conditions, N=6. Bars represent standard errors; x-axis is in log
scale.

Figure 3.7: Mean error of decision fixations in single feature and conjunction search,
N=6. All data shown is from search tasks with matched contrasts (C=S=1). Bars
represent standard error.



3.3 PERCEPTUAL ASYMMETRIES IN INFORMATION VISUALIZATION 51

(a) (b)

(c) (d)

Figure 3.8: Mean errors during search in conjunction search (top) and single feature
search (bottom) conditions, N=6. Bars represent standard errors; x-axis is in log scale.

Figure 3.9: Error of search stage fixations in single feature and conjunction search,
N=6. All data shown is from search tasks with matched contrasts (C=S=1). Bars
represent standard error.
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(a) (b)

(c) (d)

Figure 3.10: Mean errors for decision fixations in conjunction search (top) and single
feature search (bottom) conditions, N=4. Bars represent standard errors.

dimension does not affect performance, and (iii) there is no interaction of factors
search type and feature on performance.

3.3.4 Colour/orientation data
This section gives a detailed description of the statistical analyses of all effects
that have been studied in the colour/orientation data. A summary (p-values) can
be found in Table 3.2.

Decision fixation errors (colour/orientation)

A total of 56% of the trials from the colour/orientation experiment met the cri-
terion that the duration of the last fixation was at least two standard deviations
longer than the mean fixation duration.

In conjunction search (Figure 3.10, top) there is a significant effect of colour
contrast on colour error [F (3, 9) = 4.28, p = .039] but not on orientation error
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Conjunction Search Single Feature Search Interaction
effect

Effect of colour Effect of ort Effect of Effect of
contrast on... contrast on ... ort colour Search type

contrast contrast x
colour ort colour ort on colour on ort feature
error error error error error error

Decision .039 .13 .48 .062 .74 .70 .49
fixations
Search <<.01 .005 .03 .95 .86 .09 .45

fixations

Table 3.2: Summary of the statistics regarding the studied effects in the co-
lour/orientation data (p-values).

Figure 3.11: Mean error of decision fixations in single feature and conjunction search,
N=4. All data shown is from search tasks with matched contrasts (C=O=1). Bars
represent standard error.

[F (3, 9) = 2.424, p = .13] Orientation contrast has no significant effect on orienta-
tion error [F (1, 3) = 8.50, p = .062] or colour error [F (1, 3) = .65, p = .48]. Thus
it seems that colour contrast determines colour but not orientation error, while
orientation contrast affects neither of them.

In single feature search (Figure 3.10, bottom) no significant difference between
colour error in single feature search with and without (task-irrelevant) orientation
contrast was found [F (1, 3) = .13, p = .74]. The same is true for orientation
error in single feature search with and without (task-irrelevant) contrast in colour
[F (1, 3) = .18, p = .70]. So, we again see that variation in the task-irrelevant
second feature dimension does not affect single feature search performance.

Again, no interaction effect between search type and feature was found [F (1, 3) =
.63, p = .49] (Figure 3.11).
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(a) (b)

(c) (d)

Figure 3.12: Mean errors during search in conjunction search (top) and single feature
search (bottom) conditions, N=6. Bars represent standard errors.

Error during search (colour/orientation)

In conjunction search (Figure 3.12, top) there is a significant effect of colour
contrast on colour error [F (3, 9) = 32.4, p < .0001] and also on orientation error
[F (3, 9) = 8.82, p = .005]. Also, there is a significant effect of orientation contrast
on colour error [F (1, 3) = 16.2, p = .03] but not on orientation error [F (1, 3) =
.004, p = .95]. It appears that colour error depends on both colour and orientation
contrast, whereas orientation error depends on colour contrast only.

In single feature search (Figure 3.12, bottom) no significant difference between
colour error in single feature search with and without (task-irrelevant) orientation
contrast was found [F (1, 3) = .036, p = .86]. Also the difference between orien-
tation error in single feature search with and without (task-irrelevant) colour
contrast is not significant [F (1, 3) = 6.34, p = .09].

No interaction effect between search type and feature was found [F (1, 3) = .76,
p = .45] (Figure 3.13).
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Figure 3.13: Mean error of search stage fixations in single feature and conjunction
search, N = 4. All data shown is from search tasks with matched contrasts (C=O=1).
Bars represent standard error.

3.4 Discussion
The primary goal of our experiments was to determine whether earlier reported
feature judgment interactions have relevance for information visualisation. We
will first discuss colour/size and colour/orientation search interactions in the light
of our results and then consider some secondary findings. Thereafter, we will
discuss some more general considerations. We will start with briefly discussing
the saliency matching procedure.

3.4.1 Saliency matching
As mentioned previously, in the present experiments, we consider visualisations
in which different data dimensions should receive equal weight and attention.
To avoid any strong a priori bottom-up attentional biases for one or the other
feature in the displays in our experiments, we attempted to match feature saliency
in our stimuli. We did so by choosing feature contrasts that resulted in equal
performance improvement in simple visual search tasks.

A consequence of this requirement (and practical restrictions related to display
size and resolution) is that colour contrasts became relatively weak. (Another
way to look at this is that colour, when used at higher contrasts, is an extremely
powerful attentional cue). Hence, a first message from this study is that when
equal perceptual weighting of data dimensions coded using size and colour features
is required, very low colour contrasts have to be used. In Section 3.4.4, we will
further discuss the suitability of orientation for coding continues data dimensions.

While the use of low colour contrast is no issue in an experimental setting as
used here, it may be in other situations. Moreover, we suggest to exercise cau-
tion when extrapolating our findings to displays that involve high-colour contrast
features (as are often used when display clarity rather than salience balancing is
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the first requirement).

3.4.2 Colour/size interactions
We did not find any strong evidence for interactions in judgment of colour and
size. A first indication for the absence of such interactions is that in single feature
search it did not matter whether variation in the (task-irrelevant) second feature
was present. Second, in conjunction search, manipulating colour contrast did
not affect size error or vice versa. Third, no significant interaction effects were
observed between factors search type (single feature, conjunction) and feature
(colour, size), meaning that the difference between colour error in single feature
search and conjunction search is similar to that between size error in single feature
and conjunction search. All of these findings speak against interaction and hold
for the analysis of the search stage fixations as well as the final decision fixations.

We should note, however, that the interaction effect for search stage fixations
was marginally significant (p = .07) and in the same direction (biased towards
colour) as we found earlier in a basic search task [Hannus et al., 2006]. This could
indicate that some form of interaction does actually exist during search, in line
with earlier reported studies. Nevertheless, it presumably is too small to consider
when designing visualisations. If interference exists, it seems to be very weak and
the analysis of decision fixations showed that it does not affect the eventual search
decisions. The only situation we can think of in which it potentially plays a role
is a colour/size search task that requires very quick decisions.

The reader should also keep in mind that in the current study we used a limited
range of (isoluminant) colours, for reasons explained earlier. Further research is
needed to determine whether our finding of lack of cross-talk applies also for
displays that use a larger range of saturations and which are not isoluminant (as
in most actual information displays).

3.4.3 Colour/orientation interactions
Using the same criteria as above, we found two indications for interactions in
judgment of colour/orientation combinations: in the search stage, colour contrast
affects orientation error and orientation contrast affects colour error. This could
be evidence for a symmetric interaction between colour and orientation. However,
we observed some irregularities in the colour/orientation results that make us
hesitate to draw any firm conclusions. We observed that increasing orientation
contrast did not diminish orientation error. Also, considering that the expected
value of the error was 3.3 for random fixations, we saw that orientation error
during the search stage was exceptionally high (approximately 3, Figure 3.12).
Apparently, saliency matching did not work properly for orientation. Further
proof that orientation-trials were more difficult than size-trials is formed by the
observations that only 56% of the colour/orientation but 68% of the colour/size
trials met our ’final fixation criterion’ (see Section 3.2.6) and that the average
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number of fixations was 13.2 in a colour/size but 14.4 in a colour/orientation
trial. We therefore will consider the orientation dimension in more detail below.

3.4.4 Using orientation in visualisation

Contrast matching was unsuccessful for orientation. A possible explanation can
be found in [Nothdurft, 1993a]. In this study it was shown that the amount of
variance in the orientation of background elements strongly affects orientation
salience: increased variance in background orientation results in decreased target
salience. In our stimuli, the distractor nodes as well as the links can be seen
as oriented background elements. Since the stimuli contained a large number of
distractors with many different orientations, background orientation variance was
very high in our experiments. Contrast matching, however, was based on a search
task with very little variation in background orientation (all distractors had the
same orientation and there were no links). This clearly illustrates that elemen-
tary psychophysical findings cannot always be directly translated to information
visualisation applications.

One might consider increasing orientation contrast to obtain better salience
matches with colour and size. However, orientation contrast was already close to
maximum in our stimuli (covering 63 of 180 possible angular degrees in condi-
tions with O=1 and 126 in the condition with O=2). It is therefore impossible
to further increase salience by enhancing contrast. Besides, this might result in
more background variation, decreasing performance even further. While lowering
the number of different orientations in the stimuli is a viable option, in practice
this would also translate into reducing the amount of information that can be
visualised through orientation. We therefore conclude that orientation is a less
suitable feature for visualising data dimensions that cover a large variety of dif-
ferent values (an exception is formed by data that contain spatial dependencies,
such as magnetic or flow fields; see Ware & Knight [1995] for an example).

Orientation appears to be more strongly affected by such background variation
influences than are size and colour. Nevertheless, also the latter dimensions can
be affected by interactions with their background. Perceived size is affected by
the size of background elements, as for example demonstrated by the Ebbinghaus
illusion. Colour induction may change the perceived colour of surfaces (e.g. Bren-
ner & Cornelissen [1991]). However, such effects are different from those observed
with orientation, as increased background variation tends to reduce rather than
enhance such spatial interactions (e.g. Brenner & Cornelissen [2002]). This again
shows that it is difficult to generalise findings from one type of display to other
types and, hence, that experimentation is an important tool for optimal display
design.
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3.4.5 Feature hierarchy

Some authors have proposed the existence of a ’feature hierarchy’ [Ebert, 2004;
Healey, 2001], referring to the observation that particular features are more salient
than others (or, more precisely, that variations in particular feature dimensions
are more salient than variations in others). The exact details of such a hierarchy
remain unclear, however. Healey seems not to make a distinction between feature
interference (or interaction) and feature hierarchy; Ebert says that some features
are more ’significant’ perceptual cues than others. We propose to make a clear
distinction between feature interference/interaction on the one hand and feature
hierarchy on the other. In our view, the former refers to appearance and judgment
of one feature affecting that of another, whereas feature hierarchy signifies that
variations in some feature dimensions are more salient and easier to discriminate
than variations in other dimensions.

Whereas Ebert seems to regard this hierarchy as static, we favour a more
flexible notion. We believe that the reason why features may seem to be organised
in a static hierarchy sometimes is simply that feature contrasts are ignored in
such assessments. We noticed that colour contrast has to be kept very low in
order to match its discriminability with that of a size contrast that is suitable for
visualisation purposes (the more we increase size contrast, the more display space
is occupied and the less information can be presented). As typical visualisations
use highly saturated colours, it is not surprising that it is always found to be the
most salient feature.

The fact that our matching procedure was effective (at least for colour and
size) clearly demonstrates that the feature hierarchy is not at all static. Contrast
of colour and size were successfully matched, resulting in equal performance for
single feature search tasks. Our results also show that manipulation of contrasts
makes it possible to match discriminability in conjunction search. This can be
demonstrated by considering Figures 3.6(b) and 3.8(b): colour is more salient
when S < 1.5; colour and size are matched when S=1.5; size is more salient
when S > 1.5. Altogether, this shows that feature hierarchies are not fixed, but
determined by feature contrasts. This means that the term ’hierarchy’ can even
be misleading in this context, as it can easily suggest that there is a fixed ordering
of feature discriminability.

3.4.6 Quantification and balancing of feature contrasts in visualisation

The results of our experiments show that feature contrast and salience are closely
related to each other. It appears that colour contrast determines search per-
formance on colour but leaves size performance unaffected, and vice versa. For
information visualisation these are important properties, because they allow for
independent control of discriminability and salience of information that is coded
by colour and size. Nonetheless, apart from some exceptions (e.g., Tufte [1986]),
feature contrast appears often not to be considered an important issue in visua-
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lisation design and most of the time designers seem to choose their contrasts
by intuition. Discriminability in information dimensions of such visualisations is
quite arbitrary and it is very likely that variations in some dimensions are (unpre-
dictably) more salient than others. Nevertheless, it seems reasonable to assume
that a visualisation in which the discriminability and salience of represented in-
formation directly reflects its importance is more effective than a visualisation
in which there is no correspondence between these two quantities. Therefore, if
we strive for visualisations with optimal effectiveness, it is necessary to quantify
and carefully balance feature contrasts. Based on the above considerations we
could say that existence of a clear relationship between feature contrast and sa-
lience serves as a criterion for a feature’s suitability for information visualisation
purposes.

For features that meet this criterion, control over salience of the information
dimensions visualised by them can be obtained by first determining their contrast-
salience relationships. Due to individual differences the best results would be
achieved if these relationships are determined for each person separately. A draw-
back of our matching procedure in this respect is that it is a very time-consuming
process. It would therefore be interesting to investigate whether there are sim-
pler and more efficient ways to measure and balance an individual’s sensitivity
to contrasts in different features, comparable to how the classical flicker fusion
test [Ives, 1912] can be used to determine psychophysical isoluminance. Such a
method could then be implemented in visualisation applications and give users
the opportunity to adapt such applications to their own perceptual systems. As
long as such a method is not available, suboptimal results (but still better than
nothing) can be expected using the average contrast sensitivities of a group of
individuals.

Although outside the scope of the current experiment, another important as-
pect relating to quantification of visual features concerns the total number of
just-noticeable differences, i.e., the number of discrete values that can accurately
be coded by a feature. Some work has been done regarding this matter (e.g.,
Weigle et al. [2000] studied ’orientation categories’), but there are many unans-
wered questions and more research is needed on this point.

3.4.7 The use of psychophysics in visualisation
The need of perceptually motivated methods in visualisation has been recogni-
sed by many of today’s visualisation researchers. The simplest approach is to
incorporate facts that are already known from perception research literature. Un-
fortunately, as results in perception research are generally obtained by methods
that do not adequately reflect visualisation practices, it is often doubtful whether
they are also valid in visualisation applications. Experiments and user studies are
therefore needed to verify results from perception research in more visualisation-
realistic contexts (see also Kosara et al. [2003]). Since this is often a very time
and energy consuming process, an important question is whether the benefits from
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such experiments outweigh the costs.
In the work presented here, eye movements were measured during several

search tasks in order to find an answer to the question whether earlier reported
feature judgment interactions have any significance for information visualisation.
Here a task was used that is more complex and better reflecting the kind of
search tasks found in visualisation applications than those on which the previously
reported interactions were based. We believe that our results are general enough
to be informative for information visualisation and thereby justify the effort that
was put into the experiments. We should note, however, that since in visualisation
the eventual accuracy and speed with which a task is solved is usually more
important than how it is solved, from a purely practical point of view it might
have been sufficient to only measure the final node selection decisions and, as
such, avoid the need of measuring eye movements.

As a final note, our finding that data from a simple search task could not be
used to predict orientation salience in more complex tasks illustrates the risk of
straightforwardly generalising research results from one domain to another and,
thereby, shows the usefulness of conducting psychophysical methods in visualisa-
tion research.

3.5 Conclusion
Visual search experiments were carried out in order to find out whether earlier
reported feature judgment interactions are relevant to consider in information
visualisation. We specifically considered visualisations in which different data
dimensions should receive equal weight and attention. Our experiments were
performed with combinations of colour and size and colour and orientation. To
avoid design asymmetries as well as subjects’ attention being biased towards a
feature with a higher salience than the others, we matched colour, orientation,
and size discriminability prior to the experiments. Due to human’s outstanding
colour discrimination abilities, such matching inevitably requires keeping colour-
contrast low or to make contrast of other features impractically or even impossibly
high. We chose to use low-colour contrasts, accepting the risk that our results
may not necessarily generalise to displays in which high colour contrasts are used
(but that may violate other assumptions and requirements in data visualisations
as well).

The most important findings from this experiment are that colour and size
are features that can be used independently to represent information (at least for
the range of colours that were used in our study) and that salience of features
depends on the choice of feature contrasts used in a visualisation. In addition,
orientation appeared to be less suitable for representing information that consists
of a large range of values because it does not show a clear relationship between
contrast and salience.
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Abstract
Perception of peripherally viewed shapes is impaired when surrounded by simi-
lar shapes. This phenomenon is commonly referred to as ‘crowding’. Although
studied extensively for perception of characters (mainly letters) and, to a lesser
extent, for orientation, little is known about whether and how crowding affects per-
ception of other features. Nevertheless, current crowding models suggest that the
effect should be rather general and thus not restricted to letters and orientation.
Here, we report on a series of experiments investigating crowding in the following
elementary feature dimensions: size, hue, and saturation. Crowding effects in
these dimensions were benchmarked against those in the orientation domain. Our
primary finding is that all features studied show clear signs of crowding. First,
identification thresholds increase with decreasing mask spacing. Second, for all
tested features, critical spacing appears to be roughly half the viewing eccentricity
and independent of stimulus size, a property previously proposed as the hallmark of
crowding. Interestingly, although critical spacings are highly comparable, crowding
magnitude differs across features: Size crowding is almost as strong as orientation
crowding, whereas the effect is much weaker for saturation and hue. We suggest
that future theories and models of crowding should be able to accommodate these
differences in crowding effects.
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4.1 Introduction
A shape presented in the visual periphery is harder to identify when it is sur-
rounded by other shapes. This phenomenon is commonly known as ‘crowding’.
Importantly, crowding differs from ‘ordinary masking’ in that target and mask
signal do not necessarily have to overlap to have an effect. Since Korte [Korte,
1923] originally described perceptual phenomena of reading in peripheral vision,
a substantial number of studies have established letter crowding to be a robust
phenomenon that occurs across a broad range of conditions (for a review, see
[Strasburger, 2003]). In addition, there is a growing body of evidence showing
that crowding affects identification of relatively elementary orientation informa-
tion as well ([Andriessen & Bouma, 1976; Parkes et al., 2001; Wilkinson et al.,
1997].

The mechanisms underlying crowding as well as the physiological origins still
remain to be elucidated. Current theories hinge on either bottom-up or top-down
explanations. Bottom-up pooling and integration models propose that objects
and features detected in the periphery are integrated (pooled) over relatively large
areas of visual space [Andriessen & Bouma, 1976; Parkes et al., 2001; Wilkinson
et al., 1997], recently coined ‘integration fields’ [Pelli et al., 2004]. Although
the pooling model has proven successful in explaining the results of the referred
studies, there are also studies in which this is not the case (e.g., [Solomon et al.,
2004]). In addition to this bottom-up model, an alternative, attention-based
model has been proposed. This model explains crowding as resulting from the
limited spatial resolution of an attentional filter assumed to operate beyond the
primary visual cortex (e.g., [He et al., 1996; Montaser-Kouhsari & Rajimehr, 2005;
Tripathy & Cavanagh, 2002]). Recently, Strasburger [2005] proposed a model
that unifies both ideas, based on a distinction between transient and sustained
visual attention, proposing that the concept of ‘feature integration field’ might be
identified with ‘sustained attentional spotlight’.

While rooted in observations from letter and orientation crowding experi-
ments, the above explanations are sufficiently general to suggest that crowding
could affect all visual features. Indeed, on the basis of circumstantial evidence
from visual search experiments previously performed in our group, we inferred
that crowding magnitude differs across features, with stronger crowding for size
and orientation and weaker crowding for hue [Hannus et al., 2006]. However,
those experiments were not designed to systematically study this issue. Here, we
report on two experiments investigating whether and how crowding affects the
identification of orientation, size, saturation, and hue (because orientation has
been extensively studied, this feature will serve to benchmark the effects found
in other features). See Figure ?? for illustrative examples of crowding in these
features.

Apart from a disagreement on the mechanism underlying crowding, what fur-
ther complicates research on crowding is that there is no generally accepted defini-
tion for the phenomenon. Yet, several previous studies demonstrated that critical
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Figure 4.1: Examples illustrating crowding in the orientation, size, saturation, and hue
domains. When fixating the cross, the masks make identification of target (central item)
tilt, size, saturation, and hue more difficult. Target - mask spacings in these images were
chosen such that the identification thresholds for all features are approximately doubled
compared to identification of targets presented in isolation (when the viewing distance is
such that the target is at 6◦ of eccentricity). Based on results of Experiment 1.
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spacing (i.e., the largest target-mask spacing for which crowding occurs) for orien-
tation and letter crowding consistently equals roughly half the target eccentricity
[Bouma, 1970; Toet & Levi, 1992] and is independent of stimulus size [Levi et al.,
2002; Strasburger et al., 1991]). Recently, Pelli et al. [2004] demonstrated that
the exact opposite holds for ordinary masking, which scales with signal size, inde-
pendent of eccentricity. In view of this, they proposed that the ultimate criterion
for the presence of crowding is that critical target-mask spacing scales with ec-
centricity and is independent of signal size. We adopted this criterion to evaluate
our results.

In the first experiment, we tested for which features identification thresholds
increase with decreasing target-mask spacing. The second experiment additionally
examined the influence of signal size.

4.2 Methods

4.2.1 Participants

A total of four participants took part in the experiments. Participants B.P.W.
and J.D. were paid and were naive to the purpose of the experiments. Participant
M.D. was informed about the purpose of the experiments only after he completed
Experiment 1. Participant R.B. is an author. Table 4.1 gives an overview of the
experiments and the participants.

Table 4.1: Overview of the experiments and the participants (ort=orientation;
sat=saturation)

Experiment Features Eccentricites (deg) Size (deg) Participants

1 Ort, size, sat, hue 0, 6, 10 0.8 BPW, MD, RB
2 Ort, size, sat, hue 2, 4 0.4 MD, RB
2 Ort, size, sat 0 1.5 JD, MD, RB
2 Ort, size, sat, hue 6, 10 1.5 JD, MD, RB
2 Ort, size, sat, hue 15 1.5 MD, RB

4.2.2 Apparatus

Stimulus generation and data collection were done using Matlab in combination
with the Psychophysics and Eyelink Toolbox extensions [Brainard, 1997; Corne-
lissen et al., 2002; Pelli, 1997]. Stimuli were displayed on a 22-inch LaCie RGB
monitor with a 10-bit resolution per color channel. The viewing distance was 60
cm. A chin rest was used to reduce head movements.
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4.2.3 Tasks and stimuli

The sequence of stimuli for both experiments is depicted in Figure 4.2. It consisted
of the following: display of reference patch (400 ms), a noise mask (100 ms),
fixation cross (900 ms), target and masks (200 ms) followed by a second noise
mask (100 ms), and, finally, a blank response screen. The task was to identify
the modulation direction of the target (always the central patch) compared to
the reference. Fixation was always at the same location (a little right of screen
center), and stimuli were presented to the left of this. No performance feedback
was given to the participants. Stimuli were presented against a gray background
(18 cd/m2).

Figure 4.2: Schematic illustration of an orientation trial.
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Orientation

Orientation stimuli consisted of gratings with 50% contrast and a fixed phase
convolved with a Gaussian. The spatial frequency of the gratings depended on
the size of the stimuli. It was always chosen such that approximately 3 cycles were
visible (4.0 cpd in Experiment 1; 6.9 and 2.4 cpd in Experiment 2, for small and
large stimuli, respectively). Reference orientation was vertical. Modulation of the
target and mask orientations was achieved by rotating the grating. Participants
judged whether target orientation was tilted to the left or right compared to the
reference.

Size

Size stimuli were discs with an achromatic random dot pattern with a mean
luminance of 22 cd/m2. Sizes were defined in terms of disc radii, and the reference
size varied across experiments (see below). Increasing and decreasing the radii of
the patterns modulated size. Participants judged whether target size was smaller
or larger compared to the reference.

Hue

Hue stimuli were uniform, equiluminant red or green discs. Red was produced
by increasing the output of the red channel relative to the reference gray and
simultaneously decreasing the output of the green channel, thus keeping disc lu-
minance fixed. Green was produced analogously, by decreasing the output of the
red channel and increasing the output of the green channel. To further increase
color resolution, we used a dithering method: Half of the pixels of a disc were
modulated while the other half remained gray (dithering was done in a regular
but imperceptible checkerboard grid). This resulted in smaller hue modulation
steps, thus allowing for more accurate threshold measurements. Participants jud-
ged whether target hue was greener or redder than the reference gray. In terms
of CIE (1931) coordinates, hues varied from x = 0.233, y = 0.320 (greenest) to
x = 0.307, y = 0.296 (reddest).

Saturation

Saturation stimuli were identical to the hue stimuli, with the difference that the
reference color was red. Modulation of saturation was achieved with the proce-
dure described above. The reference red was produced by a +40% modulation
relative to the neutral gray. Participants judged whether the target was less or
more saturated than the reference. In terms of CIE, red colors in the saturation
experiments varied from x = 0.278, y = 0.309 (least saturated red) to x = 0.302,
y = 0.299 (most saturated red).
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Mask modulation

In a pilot experiment (see Appendix), we found that orientation-identification
thresholds increase with increasing mask variance. Consequently, to allow com-
parison of effect sizes across features, for the main experiments, we matched mask
variance across features as follows. For each participant and for each feature, we
measured the target contrast required for a performance of 75% correct responses
in a condition with a target-mask spacing of 2◦ and six masks that were identical
to the reference. Target and masks were presented at 8◦ eccentricity. In the actual
experiments, the thresholds thus found defined the limits of the range from which
mask values were drawn (uniformly).

To illustrate this, suppose that using the above procedure, for a particular
participant, a tilt threshold of 5◦ from vertical was found. Then, with a reference
orientation of 90◦ (vertical), masks in the actual experiments of this participant
would have random orientations uniformly drawn from the 85-95◦ range. The
values actually used in the experiments are listed in Table 4.2.

Table 4.2: Maximum mask modulation values for each participant. Sizes were defined as
disk diameter. Saturation and hue modulations were achieved by modulating the output
of the red and green display channels with a specified percentage (see text).

Participant Orientation (deg) Size (deg) Saturation (%) Hue (%)

BPW 5.2 0.11 6.0 11.3
JD 4.0 0.17 7.0 N/A
MD 2.9 0.13 15.0 15.0
RB 3.2 0.11 11.1 10.9

4.2.4 Measurement of thresholds
We used the QUEST staircase procedure [King-Smith et al., 1994; Watson &
Pelli, 1983] to determine the 75% correct performance level of a Weibull function.
Slope parameter β was set to 3.5◦ deg−1, and guess rate γ was set to 0.50 (making
the performance range effectively 50-100%). Thresholds were determined based
on measurements of 40 trials; each threshold was measured twice per participant
and averaged.

4.2.5 Analysis
Following Pelli et al. [2004], we analyzed two aspects of the (sigmoidal) threshold-
spacing curves: critical spacing (i.e., the largest spacing at which there is a thre-
shold elevation) and total threshold elevation. To determine these values, we
fitted a very simple model to the data relating spacing to threshold. The model
consisted of a threshold ceiling, a threshold floor, and a linear transition between
these two (Figure 4.3). Fitting was done using a least squares method. Critical
spacing was computed as the second point of discontinuity in the slope of the
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fit, and threshold elevation was computed as the ratio between the fit ceiling and
floor.

Figure 4.3: Illustration of how the data were analyzed. Threshold elevations and critical
spacings were determined by fitting a clipped line to the data.

4.2.6 Experiments
Experiment 1: Effect of nearby masks on identification thresholds

Although there is no consensus about the exact definition of crowding, it is safe
to say that to be considered a candidate for crowding, a feature should, at the
very least, possess the property that nearby masks impair its identification. In
this experiment, we determined size, hue, and saturation identification thresholds
for a range of target-mask spacings. Orientation was included as well, both to
validate our paradigm and to serve as a benchmark for possible effects in the
other features. Targets were presented at 0◦, 6◦, and 10◦ of eccentricity and were
surrounded by six equally spaced masks. All hue and saturation stimuli had a
size of 0.8◦. Also, the reference size in the size conditions was 0.8◦. For creation
of the orientation stimuli, the variance of the Gaussian filter was chosen such that
the resulting grating patches were perceptually of similar size as the disc stimuli
used for the other features. Measurements were performed in blocks of 200 trials.
In every block, thresholds were measured for five different spacing/eccentricity
combinations for a single feature (five staircases randomly interleaved).

Experiment 2: Influence of stimulus size

The second experiment was identical to Experiment 1, except that different stimu-
lus sizes were used and a number of additional target eccentricities were included.
Identification thresholds were measured for stimuli of 0.4◦ presented at 0◦, 2◦,
and 4◦ of eccentricity and for stimuli of 1.5◦ presented at 0◦, 6◦, 10◦, and 15◦

of eccentricity. These data, combined with those from Experiment 1, provide
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information about how critical spacing and threshold elevation relate to target
eccentricity and stimulus size. On the basis of this information, we can assess
whether the features under study meet the crowding criterion recently proposed
by Pelli et al. [2004].

4.3 Results

4.3.1 Experiment 1
In the first experiment, we examined the influence of spacing and eccentricity on
feature identification threshold. The group results are presented in Figure 4.4. It
shows that for all features, the threshold for identifying peripheral targets starts
to increase once target-mask spacing is below a certain critical spacing. When
targets are presented foveally (i.e., at 0◦ eccentricity), none of the features show
obvious threshold elevation for any mask spacing.

Figure 4.4: Target identification threshold as a function of target - mask spacing for
orientation, size, saturation, and hue (Experiment 1). Data were averaged over partici-
pants (bars represent standard errors). Stimuli subtended 0.8◦ of visual angle.

4.3.2 Experiment 2
In the second experiment, we examined the influence of stimulus size on critical
spacing and threshold elevation. Results for small and large stimuli are shown
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in Figures 4.5 and 4.6, respectively. As in Experiment 1, in most cases, we
observe clear relationships between spacing and identification threshold. Note
that for some of the smallest stimuli, this relationship was less obvious. A possible
explanation is that at small eccentricities, crowding effects were only small and
got obscured due to a relatively low signal-to-noise ratio.

Figure 4.5: Target identification threshold as a function of target - mask spacing for
orientation, size, saturation, and hue (Experiment 2). Data were averaged over partici-
pants (bars represent standard errors). Stimuli subtended 0.4◦ of visual angle.

Next, to evaluate our results against the crowding criterion proposed by Pelli
et al. [2004], we determined critical spacings for each participant individually and
for all features, stimulus sizes, and eccentricities. In a few cases, no proper fit
could be made. This was the case for the size and hue data of M.D. from the
experiment with small stimuli, size data of J.D. for large stimuli, saturation data
of M.D. for large stimuli, and hue data of R.B. for large stimuli (at eccentricities
of 2◦, 4◦, 6◦, 6◦, and 6◦, respectively). These data points (approximately 7% of
all data) were not included in the figures and analyses below.

Figure 4.7 shows critical spacing as a function of eccentricity. The y-intercept
of the linear fits was fixed to zero, motivated by the observation that foveally
presented targets showed no threshold increase.

Threshold elevation (ceiling/floor ratio) can be seen as a measure of crowding
strength. Figure 4.8 shows scatter plots of threshold elevation as a function of
eccentricity. Although the R2 values of the linear fits are rather small, none of
the slopes is negative. Hence, it appears that for all features, threshold elevation
tends to increase with eccentricity.

To facilitate comparison over features, we computed the median threshold
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Figure 4.6: Target identification threshold as a function of target - mask spacing for
orientation, size, saturation, and hue (Experiment 2). Data were averaged over parti-
cipants (bars represent standard errors). Stimuli subtended 1.5◦ of visual angle. For
clarity, the model fits for data from the zero eccentricity condition are not shown.

elevation for each feature (Figure 4.9). From this, we can make two observations.
First, threshold elevations for orientation and size are comparable, as well as those
for hue and saturation. Second, threshold elevations for orientation and size are
considerably larger than those for saturation and hue. To check for statistical
significance of the second observation, we combined the orientation and size data
and the saturation and hue data and performed a Wilcoxon rank sum test. This
shows that the difference in medians from the orientation data combined with the
size data significantly differs from that of the combined saturation and hue data
(p < .001).

4.4 Discussion

Our main finding is that all features tested here meet the minimum criterion for
crowding: Identification of targets uniquely defined by one of these features is
impaired by nearby masks defined by the same feature. One may ask whether
the threshold elevations reported on here should indeed be classified as crowding,
rather than surround suppression or ‘ordinary masking’ effects. This depends on
what specific definition of crowding one employs, which is currently still a matter
of debate. Recently, two competing ‘diagnostic criteria’ were proposed for crow-
ding, one by Pelli et al. [2004] and the other by Petrov & Popple [2007]. Regarding
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Figure 4.7: Critical spacing as a function of eccentricity for orientation, size, satura-
tion, and hue (based on combined data from Experiments 1 and 2; critical spacings were
determined for each individual participant). Results are split by target size. The lines
show least-squared error linear fits. Note that the y-intercept of the linear fits was fixed
to zero, motivated by the observation that foveally presented targets showed no threshold
increase for any target size.
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Figure 4.8: Threshold elevation as a function of eccentricity for orientation, size, satu-
ration, and hue (based on combined data from Experiments 1 and 2; threshold elevations
were determined for each individual participant). Results are split by target size. The
lines show least-squared error linear fits.

Figure 4.9: Median threshold elevations of different features. Compared to crowding in
orientation and size, the effect is weak for saturation and hue. Shown are mean medians
of 10,000 bootstrap samples. Error bars represent 1 SD around these bootstrapped means.
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the latter criterion, an anisotropy in the effect of foveally versus peripherally pre-
sented masks, we were unable to reproduce this finding for orientation crowding
(see Appendix for a detailed description of these experiments). Hence, we decided
not to evaluate the other features on this criterion. Next, we therefore discuss
our data only in the light of the criterion that was proposed by Pelli et al.

4.4.1 Critical spacing scales with eccentricity, independent of size
As mentioned in the Introduction section, according to Pelli et al. [2004], the
definitive criterion for crowding is that critical spacing scales with eccentricity,
independent of signal size. Regarding the scaling of critical spacing with eccentri-
city, our results strongly indicate that this is the case for all features tested here
(results are summarized in Figure 4.7). The second part of the criterion of Pelli et
al. requires critical spacing to be independent of signal size. As noted by Pelli et
al., an issue with many studies that varied signal size and eccentricity is that both
aspects were covaried, making it difficult to disentangle size effects from eccentri-
city effects (and, consequently, making it impossible to assess whether the scaling
of critical spacing with eccentricity is size independent). Our measurements at 6◦

and 10◦ of eccentricity were repeated for different stimulus sizes and, thus, can
be drawn upon to address the question of size independence. The scatter plots in
Figure 4.7 do not show a clear size-related clustering at these eccentricities and,
therefore, confirm that for the features at stake, critical spacing does not depend
on stimulus size. Moreover, in a pilot experiment (see Appendix), we measu-
red threshold elevation as a function of mask spacing for three different stimulus
sizes. Critical spacings were nearly identical for all stimulus sizes, adding further
support for this conclusion.

Altogether, our results show that for all features considered here, critical spa-
cing scales linearly with eccentricity and is independent of stimulus size. Following
the criterion put forward by Pelli et al. [2004], this means that our results show
that crowding affects identification of size, hue, and saturation and, thus, is not
restricted to character and orientation identification. As an interesting aside, we
note that not only does critical spacing scale linearly with eccentricity, but it
consistently does so with a slope of approximately 0.5. This shows that Bouma’s
rule of thumb, which states that ‘critical spacing is roughly half the eccentricity’
[Bouma, 1970], holds not only for orientation but also for size, hue, and saturation.

4.4.2 Crowding magnitude
Results from previous experiments performed in our group [Hannus et al., 2006]
provided circumstantial evidence for crowding in size and hue perception and sug-
gested different effect strengths. In those experiments, we tested the extent to
which features are processed independently in conjunction search. Participants
searched for a cued target in a circular array with 12 distractors. Although we
matched discriminability of the three features (resulting in symmetric performance
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in single feature search), asymmetries were found in conjunction search perfor-
mance. When searching for color/orientation conjunctions, participants much
more often judged color correctly than orientation. Also, for color/size conjunc-
tions, participants performed better on size, although the asymmetry was smaller
for these conjunctions. One of the possible explanations that we offered for these
asymmetries was that crowding was stronger in conjunction search compared to
single feature search (due to the presence of homogenous distractors in the former
versus heterogeneous distractors in the latter) but with different effect strengths
across features. We predicted that crowding was strongest for orientation, so-
mewhat weaker for size, and weakest for color. Our present results are largely
in line with these earlier inferences. Although we did not find a substantial dif-
ference between the effects for orientation and size, crowding in these features
was indeed found to be much stronger than crowding in the color domain (results
are summarized in Figures 4.8 and 4.9). This suggests that threshold elevation in
crowding and performance degradation in conjunction search may, at least, partly
be caused by the same underlying mechanism.

4.4.3 Orientation crowding and the tilt illusion
Solomon et al. [2004] distinguish two different ways in which masks can affect
(peripheral) orientation identification: Masks can impair acuity (crowding) and
can introduce a perceptual bias with opposite sign to the mask tilt (tilt illusion).
When this bias fluctuates from trial to trial, it can cause a threshold increase, and
this increase cannot be distinguished from crowding effects. In our experiments,
we used stochastically defined masks, which, in addition to crowding, may have
introduced a fluctuating bias. However, we will argue that biases were negligibly
small in our experiments, if present at all.

Solomon et al. [2004] report strong bias effects for large mask tilts (22.5◦ and
45◦). However, for tilts of 5◦ (the smallest tilt considered), 7 out of 12 estimated
biases were not significantly different from 0, whereas the remaining 5 biases were
very small (< 1◦). In our experiments, mask tilts were chosen randomly but within
a limited range (with 0 as midpoint). Maximum tilt differed per participant but
was always in the order of 3◦ to 5◦ (Table 4.2). This means that the average
mask tilt must have been well below 5◦ in most trials. Assuming that biases
in our experiments - if present - were largely determined by average mask tilt,
it follows that these biases were smaller than those reported by Solomon et al.
for the condition with masks with 5◦ of tilt. In other words, tilt biases in our
experiments were most likely absent or very small.

4.4.4 Mechanisms underlying crowding
An integral part of our stimulus design was the presentation of a reference that
served as a comparison stimulus. This reference, however, has the side effect of
cueing the location of the target. If crowding is a purely attentional phenomenon,
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we would expect that location cueing diminishes the effect. However, for all
features, we found critical spacings that are highly comparable to those found in
previous studies with letter and orientation tasks (and that did not use location
cueing; e.g., [Bouma, 1970; Pelli et al., 2004; Toet & Levi, 1992]). This is in
line with a recent study by Scolari et al. [2007], who found that spatial cueing
does not affect critical spacing. We agree with these authors that this argues
against the idea that crowding is the sole result of attentional mechanisms and
that it favors the idea that crowding is caused - at least partly - by hardwired
bottom-up mechanisms, such as the hypothesized ‘integration fields’ [Pelli et al.,
2004]. Anecdotically, however, we also note that none of our participants ever
spontaneously reported seeing yellowish targets (rather than red or green) in the
hue experiments. This argues against the idea that crowding is the result of a
form of (bottom-up) averaging and suggests that it is more related to an inability
to accurately localize features.

4.4.5 Crowding, salience, and information visualization

Unraveling the mechanisms behind crowding not only is important for unders-
tanding how the visual system works but also has a number of interesting ap-
plications. Theory about crowding could, for example, be used to design more
effective information displays, which is one of the main goals in the research field
of information visualization. Our results show that crowding is a rather general
feature property, not restricted to perception of letters and orientations. Further-
more, findings from our earlier mentioned pilot study (see Appendix) indicate
that identification thresholds increase with mask variance. These findings predict
that crowding is strong in information displays with high local feature variance.
Interestingly, although arrived at from a different starting point and expressed in
different terms, a similar argument was recently put forward by Rosenholtz et al.
[2005] in their work on visual clutter modeling. Inspired by theories about feature
salience, these authors constructed a model to predict clutter in a display, using
local feature variance as a measure of ‘visual clutter’ Rosenholtz et al. [2005].
Initial experimental results showed a considerable correlation between model pre-
diction and subjective experience of clutter. On the basis of our current findings,
we propose to go a step further and hypothesize that crowding is a main consti-
tuent of visual clutter. If so, we can predict from the results presented here that
orientation and size variance cause more clutter than hue and saturation variance.
In the context of information visualization, this implies that orientation and size
are less suitable features for information encoding than hue and saturation. This
would be compatible with what we concluded - on different grounds - in a pre-
vious study [van den Berg et al., 2008]. Furthermore, it would follow that, like
crowding, visual clutter primarily affects peripheral vision (which, in turn, would
be expected to impair the planning of effective eye movements in search displays).
Further experiments are required to test these predictions.
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4.5 Conclusion
Crowding is not specific to letter and orientation identification; it also affects
perception of size, hue, and saturation of objects. Our results for these latter three
features are strikingly comparable to those earlier found for letter and orientation
crowding: Identification thresholds increase with decreasing mask spacing, and
critical spacings are roughly half the eccentricity for all features that we tested.
Furthermore, we found that effect sizes differ across features: Crowding of size
is comparable to that of orientation, whereas crowding of hue and saturation is
significantly weaker. Future theories and models of crowding should be able to
accommodate these findings.
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4.6 Appendix

Pilot experiment 1: Effect of mask variance on identification thresholds
Before conducting the main experiments, we assessed whether the level of mask
variance affects crowding. For one subject, identification thresholds were deter-
mined for targets surrounded by 6 masks, presented at 8 degrees of eccentricity
and with target-mask spacings ranging from 1 to 6 degrees of visual angle. Masks
were assigned random orientations with a maximum deviation from reference of
0, 8 or 65 degrees (no, low, and high variance, respectively - see Figure 4.10).

Figure 4.10: Example of orientation stimuli with (a) no, (b) low, and (c) high mask
variance. Identification thresholds were found to increase with mask variance.

Figure 4.11 shows the results. Identification thresholds as well as threshold
elevations increase with increasing mask variance. In the main experiments, the-
refore, we matched mask variance across features (as described and motivated in
the main text).

Pilot experiment 2: Effect of stimulus size on critical spacing
In order to obtain more insight in the relationship between critical spacing and
stimulus size, we performed a pilot experiment in which we measured threshold-
spacing curves for three different stimulus sizes (0.8, 1.2, and 1.6 degrees). Targets
were presented at 10 degrees eccentricity. The results are shown in Figure 4.12.
It appears that critical spacings are almost identical for all stimulus sizes. This
experiment was performed with only one subject. For the main experiments we
decided to vary eccentricity as well, because we were (also) interested in how
critical spacing and threshold elevation relate to eccentricity.

Pilot experiment 3: Effect of mask position
It is known from literature that in letter/character identification tasks, outward
masks cause stronger crowding than inward masks (e.g., [Chastain, 1983; Toet
& Levi, 1992]). In a forthcoming paper, Petrov and colleagues report - for the
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Figure 4.11: Orientation identification thresholds as a function of spacing, split by
mask variance (results of first pilot experiment). Target identification becomes more
difficult with increasing target variance.

Figure 4.12: Identification thresholds as a function of spacing (results of second pi-
lot experiment). Data are split by feature and stimulus size. These data support the
hypothesis that critical spacing is independent of stimulus size, for all tested features.
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first time, to our knowledge - on experiments that investigated this matter for
crowding in the orientation domain [Petrov & Popple, 2007]. What they found
was that the inward/outward anisotropy also applies to orientation crowding,
but not to surround suppression. Based on these two findings they argue that
the inward/outward anisotropy is a better criterion for crowding than the one
proposed by Pelli et al. [2004], because the latter cannot distinguish between
crowding and surround suppression. We thought it would be interesting to check
whether this anisotropy can also be found for features other than orientation and
we decided to conduct a series of experiments for it.

Although Petrov & Popple [2007] used quite a different paradigm, we first
tried to reproduce the orientation anisotropy using the paradigm from our main
experiments (but now with only one mask, instead of six). In an initial and infor-
mal series of experiments we tested several eccentricities, spacings and contrasts.
None of the tested configurations showed signs of an inward/outward anisotropy,
suggesting that the effect depends on the experimental paradigm.

Hence, we decided imitating as accurately as possible the experimental design
as described in [Petrov & Popple, 2007]. As far as we are aware, our setup
eventually differed in only two respects from that of Petrov & Popple [2007]: we
used a setup with a single screen (1920 1440 pixels) instead of a Wheatstone setup
with zero disparity (2 1400 1050 pixels) and we used the QUEST-method [Watson
& Pelli, 1983] to adaptively determine thresholds, instead of the adaptive method
by Kontsevich & Tyler [1999]. For a detailed description of the experimental
parameters, we refer the reader to [Petrov & Popple, 2007]. Three participants
carried out the experiment twice. The five conditions (no mask, above, below,
inward, outward) were carried out twice per subject, in separate blocks of 150
trials. Crowding factors were computed by dividing the above-, below-, inward-
and outward-thresholds by the threshold from the condition without a mask (a
crowding factor of 1 thus means no crowding). The results are shown in Figure
4.13.

While inward and outward positioned masks seem to produce slightly stronger
crowding effects than masks positioned above and below, there is no strong evi-
dence that outward masks generally produce more crowding than inward masks.
Only one out of the three subjects shows a sign of the reported anisotropy, albeit
much weaker than what was found by Petrov and colleagues. Note that except for
the outward-condition, our results are comparable to those of Petrov & Popple
[2007], i.e., hardly any crowding in the other conditions. The absolute thresholds
that we found for the no-mask condition ranged from 8.0 - 8.7 arcmin, which is
slightly higher than what was found by Petrov & Popple [2007] (4.6 - 6.4 arcmin).

If the absence of a strong anisotropy in our results was due to an error in our
setup, it is likely that it had something to do with the way that thresholds were
determined or the display that was used (because apart from these to factors,
our setup was the same as that of Petrov & Popple [2007]. We therefore decided
to repeat the experiment with a different display and without using QUEST for
determining thresholds (but measuring full psychometric curves instead). The 22
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Figure 4.13: Crowding factor as a function of mask position. Results from our first
attempt to replicate the effect described by Petrov & Popple [2007]. Stimuli were pre-
sented on a 22 inch LaCie CRT screen and QUEST was used for adaptively estimating
thresholds. Crowding factors were computed by dividing threshold by the threshold for
the baseline condition (no mask). A crowding factor of 1 thus indicates an absence of
crowding. Bars represent standard errors.

inch LaCie RGB screen was replaced by a (widescreen) 23 inch Apple LCD screen.
The increase in screen size also allowed us to increase the viewing distance from 60
to 100 cm, resulting in physically larger stimuli and thus reducing possible aliasing
problems for small stimuli. After double-checking many other factors (eccentricity,
contrasts, calibration, etc) again three subjects performed the experiment. Two
of them had also participated in the experiment with the other setup, including
the one who showed a weak inward/outward anisotropy. The results are very
similar to those found with the previous setup (Figure 4.14). There is hardly
any crowding in any of the conditions and (a weak version of) the anisotropy
was found for only one subject. Also, the absolute thresholds for the no-mask
condition were in the same order of magnitude: 7.4-9.6 arcmin.

We performed an (unpaired) analysis of variance (ANOVA) to test for main
effects of factors setup (LaCie RGB with QUEST versus Apple LCD without
QUEST) and condition (above, below, in, out). Since it could be that the crow-
ding factors are the same in both setups while the absolute thresholds differ, we
applied this test to both the crowding factor data and the raw threshold data. No
significant main effect of condition was found (p = .21 for crowding factors and
p = 0.40 for absolute threshold data), providing further evidence for the hypo-
thesis that mask position does not affect orientation crowding (at least not when
using the current paradigm). Moreover, we neither found a significant effect for
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Figure 4.14: Crowding factor as a function of mask position. Results from our second
attempt to replicate the effect described by Petrov & Popple [2007]. This replication
differed in two ways from that used to produce the results presented in Figure 4.13.
First, stimuli were presented on a 23 inch Apple LCD screen. Second, thresholds were
determined by measuring full psychometric curves and fitting a cumulative Gaussian to
the data. Bars represent standard errors.

setup (p = .11 and p = .47), which indicates that neither the display nor the
method for determining thresholds can explain why we find different results from
those reported by Petrov & Popple [2007].

The inward/outward anisotropy is a well-documented phenomenon for letter
and shape tasks (e.g., [Bex et al., 2003; Chastain, 1983]). For this reason, we
decided to verify the presence of the inward/outward anisotropy in our subjects
using a letter task. We used an ‘X’ as mask, and a ‘P’ as target, both from
the Sloan alphabet [Pelli et al., 1988; Sloan et al., 1952]. As in the orientation
experiments, the target was presented either on the left or on the right of fixation
(at 9 deg. eccentricity), while at the mirror position a horizontally mirrored
version of the target was presented (Figure 4.15). The task was to indicate at
which side of the display the target was presented.

Figure 4.15: Example stimulus from the experiment with a letter task (inward condi-
tion). The task was to indicate on which site of fixation the target (‘P’) was located.



84 GENERALITY OF VISUAL CROWDING 4.6

The experiment was carried out by the four subjects who also participated
in the previous two experiments. We determined 75%-correct acuity thresholds
for the following three conditions: no mask, inward mask, outward mask. The
participants first carried out a short training session. Thereafter, thresholds for
all conditions were measured four times per subject, in a block-wise manner (per
block, two thresholds of one condition were measured, with 75 trials per thre-
shold). The results are shown in Figure 4.16. In accordance with the literature,
in all four subjects we found a strong anisotropy. In our view, this indicates that
the absence of an anisotropy for orientation in our experiment was not due to our
method, equipment, or subjects.

Figure 4.16: Effect of mask position in a letter task.

In summary, the reported inward/outward anisotropy for orientation as re-
ported by Petrov & Popple [2007] does not seem to be very robust. Using the
paradigm as described in [Petrov & Popple, 2007], our subjects showed a strong
inward/outward anisotropy for letters but not for orientation. Although Petrov
et al. [2007] recently reported of having reproduced the effect by using a different
paradigm (but the same equipment and subjects), for the moment it remains dif-
ficult to draw any definite conclusions about the existence of an inward/outward
anisotropy in orientation crowding. Considering the current lack of consistent
data, we conclude that the value of the inward-outward anisotropy as a criterion
for crowding remains doubtful. Hence, in our view, the combination of eccentricity
and size criteria remains the only clear hallmark of crowding at present.
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Abstract
Visual information is difficult to search and interpret when the density of the
displayed information is high or the layout chaotic. Visual information that ex-
hibits such properties is generally referred to as being ‘cluttered’. Clutter should
be avoided in information visualizations and interface design in general because it
can severely degrade task performance. Although previous studies have identified
computable correlates of clutter (such as local feature variance and edge density),
understanding of why humans perceive some scenes as being more cluttered than
others remains limited. Here, we explore an account of clutter that is inspired by
findings from visual perception studies. Specifically, we test the hypothesis that
the so-called ‘crowding’ phenomenon is an important constituent of clutter. We
constructed an algorithm to predict visual clutter in arbitrary images by estima-
ting the perceptual impairment due to crowding. After verifying that this model
can reproduce crowding data we tested whether it can also predict clutter. We
found that its predictions correlate well with both subjective clutter assessments
and search performance in cluttered scenes. These results suggest that crowding
and clutter may indeed be closely related concepts and suggest avenues for further
research.
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5.1 Introduction
The main purpose of information visualization and graphical design in general
is to present information in a form that facilitates understanding and improves
task performance. A pressing problem today is that while datasets continue to
grow in size and complexity, computer displays are limited in their capacity to
show visual information. At the same time, the human visual system is limited
with respect to its capacity to process incoming visual information. Advances in
visualization research have provided a variety of techniques to deal with this pro-
blem of ‘information overload’, such as ‘filtering’, ‘zooming’, and ‘focus+context’
[Shneiderman, 1996]. What all these methods seem to aim at is to reduce ‘clut-
ter’ without hindering task performance. While most of us have an implicit sense
of what it means for a display to be cluttered, it is not at all obvious how to
make this explicit, let alone how to quantify and predict it. Clutter can be de-
fined in various ways. First, it can refer to the subjective impression of ‘visual
chaos’. However, in order to study clutter, it is useful to have an operational
definition. Rosenholtz [2005] therefore proposed to define clutter as ‘the state in
which excess items, or their representation or organization, lead to a degradation
of performance at some task’.

Based on the operational definition of clutter, we can identify two factors that
appear to play an important role in clutter: information density and informa-
tion layout. This implies that there are also two ways to deal with clutter, viz.,
reducing the information density and changing the layout.

Previous studies that have addressed the issue of information density in rela-
tion to clutter include [Woodruff et al., 1998], who developed a system to keep in-
formation density constant in interactive displays, [Yang-Peláez & Flowers, 2000],
who proposed an information content measure of visual displays based on Shan-
non’s information criterion. In addition, Oliva and colleagues [Oliva et al., 2004]
studied how visual complexity for real-world images is represented by a cogni-
tive system. Although they did not identify a single perceptual dimension that
fully accounts for visual complexity, they did find that subjects reported variety
and quantity of objects and colors, and their spatial arrangement (thus, ‘clutter’)
as the most important factors. Furthermore, in a recent paper by Baldassi and
colleagues [Baldassi et al., 2006], it was shown that perceptual clutter not only
leads to increases in (orientation) judgment errors, but also in perceived signal
strength and confidence in erroneous judgments. An implication of these results
is that an increase in the amount of displayed information not only leads to more
error-prone judgments, but, paradoxically, also to more confidence in erroneous
decisions. Finally, the most comprehensive studies of visual clutter in information
displays that we know of are those carried out by Rosenholtz and co-workers [Ro-
senholtz et al., 2005, 2007]. These authors hypothesized that clutter is inversely
related to saliency, which had earlier been shown to relate to local feature variance
[Rosenholtz, 2001]. They proposed a model that estimates clutter by measuring
local variance in several visual feature channels. Their experimental data showed
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that there is indeed a strong correlation between local feature variance and sub-
jective clutter assessments of images. However, the question why feature variance
correlates with clutter remained unanswered.

The present work is motivated by the expectation that clutter can be measured
and controlled more adequately when we have an understanding of its roots. We
hypothesize that clutter has its basis in visual ‘crowding’, that is, the (extensively
studied) phenomenon that closely spaced objects hinder each other’s recognition,
most notably in the periphery of the visual field. This hypothesis is based on a
number of conspicuous similarities between both phenomena. First, both crow-
ding and clutter increase with information density. Second, both phenomena are
most prominent in the periphery of the visual field, yet cannot be (fully) explained
by acuity loss. Third, one of the defining aspects of clutter is that it degrades
performance on visual tasks [Baldassi et al., 2006; Beck et al., 2008; Bravo &
Farid, 2007; Rosenholtz et al., 2005]. The same is true for crowding. Significant
decreases in search performance can be observed as a result of increased num-
bers of fixations, increased fixation durations, and increased saccade amplitudes
in crowded search tasks [Vlaskamp & Hooge, 2005].

Although the neural basis of crowding is not yet understood, evidence is accu-
mulating that it involves feature integration occurring over inappropriately large
areas [Levi, 2008; Pelli & Tillman, 2008]. We hypothesize that it is this integration
- which will often result in information loss that underlies both the performance
degradation and the feeling of ‘confusion’ that is characteristically experienced
when viewing cluttered displays. In order to test this hypothesis, we develo-
ped an algorithm that estimates how much information in an image is lost due
to crowding (Section 5.3) and we evaluated the predictions of this model against
subjective clutter assessments and search performance in cluttered scenes (Section
5.4).

5.2 Background: crowding
A peripherally viewed object that is easy to recognize when shown in isolation
is much harder to identify when surrounded by other objects, especially when
object spacing is small (Figure 5.1). This effect was first described in the 1920’s,
when Korte [1923] discovered that flanking a letter by other letters makes it more
difficult to recognize. This phenomenon is now popularly known as ‘crowding’
[Stuart & Burian, 1962]. The crowding effect has since been studied extensively
(reviewed in [Levi, 2008] and [Pelli & Tillman, 2008]) and has led to the view
that vision is usually limited by object spacing rather than size. Much of the
literature concentrates on studying the spatial extent over which crowding acts,
which is commonly referred to as the ‘critical spacing’ and considered by many
the defining property of crowding. Time and again, researchers found that the
critical spacing for letter and shape recognition scales with eccentricity in the
visual field. This fundamental crowding property is now sometimes referred to as
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“Bouma’s law” [Pelli & Tillman, 2008], after its original discoverer [Bouma, 1970].
Recent studies suggest that Bouma’s law is a universal property of vision. It has
been demonstrated not to be confined to letter and shape recognition, but to hold
for a wide range of stimuli and tasks, including the identification of orientation
[Wilkinson et al., 1997], object size, hue, and saturation of colors [van den Berg
et al., 2007] and face recognition [Pelli et al., 2007].

Figure 5.1: An example of crowding. The two B’s are at equal distance from the
fixation cross. On the left, the spacing between the letters is approximately 0.5 times
the eccentricity of the B. On the right, letter spacing is approximately 0.2 times the
eccentricity of the B. While the central item on the left can easily be recognized when
fixating the cross, the central item on the right cannot and appears to be jum-bled with
its neighbors.

Several theories have been proposed to explain crowding. While these pro-
posals vary widely in detail and scope, there seems to be a growing consensus
towards a two-stage model, consisting of a feature detection stage followed by an
integration stage. Proponents of this theory argue that whereas feature detection
remains unaffected in crowding, integration happens over inappropriately large
areas, sometimes referred to as ‘integration fields’ [Pelli et al., 2004]. Because
of Bouma’s rule, these putative integration fields should have a size that equals
roughly 0.4 times the eccentricity of its centre position. Furthermore, the relation
between object spacing and crowding magnitude (e.g., [Pelli et al., 2004; van den
Berg et al., 2007]) suggests a weighted form of integration over these fields, i.e.,
nontarget objects in the center of a field contribute more than objects near the
border of a field.

5.3 Model description
From a computational standpoint, crowding appears to be the result of feature
pooling, carried out by (weighted) integration fields with sizes proportional to
retinal eccentricity [Pelli et al., 2004]. This inevitably results in a loss of perceived
detail of objects, in particular in the periphery, where integration fields are large.
We conjecture that at a subjective level this loss of information is responsible for
the feeling of ‘confusion’ that people experience when viewing a cluttered scene.
At a more objective level, we suspect that it is also the reason for the elevated
recognition thresholds, longer inspection times, and increased number of fixations.
If this is true, then the information loss due to crowding should be an apt indicator
of visual clutter.

The amount of information loss can be estimated by simulating the putative
integration fields and comparing the information content before and after inte-
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Figure 5.2: Schematic illustration of the crowding-based clutter measurement algo-
rithm.
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gration. We implemented this idea in a model that consists of the following steps
(see Figure 5.2 for a schematic description; each step is explained in more detail
later in this section):

1. Convert the input (an sRGB image) to CIE-Lab space. Output: a luminance
image L0, a red/green image a0, and a blue/yellow image b0

2. Perform a multiscale decomposition of L0, a0, and b0 (N scales). Output:
a set of luminance images Li, a set of red/green images ai, and a set of
blue/yellow images bi, i = 0 . . . N − 1.

3. Perform an orientation decomposition of L0 . . . LN−1 (M orientations). Out-
put: a set of orientation images Oi,j , i = 0 . . . N − 1, j = 0 . . .M − 1.

4. Perform contrast filtering of L0 . . . LN−1. Output: a set of contrast images
Ci, i = 0 . . . N − 1.

5. Simulate crowding (integration fields), by performing local averaging of Ci,
ai, bi, Oi,j . Output: images C∗i , a∗i , b

∗
i , O

∗
i,j , i = 0 . . . N−1, j = 0 . . .M−1.

6. Estimate for each image the amount of information loss in step 5. Output:
clutter estimates C∆

i , a∆
i , b∆i , O∆

i,j , i = 0 . . . N −1, j = 0 . . .M −1 (scalars).

7. Pool over scales and features. Output: image clutter prediction CLUT (a
scalar).

5.3.1 Step 1: RBG to CIElab conversion
The first step consists of decomposing the input RGB image into a set of feature
channels that reflect the decomposition as it occurs in the human visual system,
viz., into a luminance channel and two color channels (red/green and blue/yellow).
The RGB to CIELab conversion gives a luminance (L) component and two color
(a, b) components. This conversion is carried out in two steps; we first convert
the RGB-image to an XYZ-image, which subsequently is converted to CIELab.

5.3.2 Step 2: Multi-scale decomposition
Next, the images are analyzed on multiple scales. For this purpose, N-level Gaus-
sian pyramids for the L-, a-, and b-images are created [Burt & Adelson, 1983]. In
the experiments described below, the number of levels of the Gaussian pyramid
was set to 3.

5.3.3 Step 3: Orientation decomposition
From the luminance images a number of orientation images are constructed. This
is done by filtering the luminance images with oriented Gabor filters, with equally
spaced orientations in the range [0, 180). We chose to use biologically motivated
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filters with non-classical receptive fields with lateral inhibition, as described in
[Grigorescu et al., 2003]. Briefly summarized, these center-surround filters are of
the form f = H(E − αI), where E is the Gabor energy response to the center, I
the Gabor energy response to the surround, α a factor controlling the inhibition
strength, and H a nonlinearity that clips negative values to zero (for details,
please consult the cited paper).

Prior to the orientation decomposition we filter the luminance image with a
sigmoid kernel (with µ = mean luminance of L, and σ = µ/10). This reduces
contrast differences across the image and, therefore, decorrelates the luminance
and orientation channels. We checked the effect of this nonlinearity by computing
the mean correlation between the contrast and orientation channel (at scale 1) for
the 25 images from the map sorting task (see Figure 5.7 below). It appeared that
without applying the nonlinearity, the correlation was 0.49, while the nonlinear
operation reduced it to 0.32.

In the experiments described below, we used a decomposition into 6 orientation
images (0, 30, 60, 90, 120, 150 deg.) and the inhibition factor α was set to 1.

5.3.4 Step 4: Contrast filtering
Using a Difference-of-Gaussians filter (σ1 = 2; σ2 = 6), the luminance images are
converted into contrast images (negative values are clipped to zero).

5.3.5 Step 5: Pooling
The next step consists of carrying out, for all images created in steps 1-4, the
feature integration that occurs in the putative integration fields. We chose to
implement this step as a weighted averaging operation, in accordance with an
earlier finding that crowded orientation signals are perceived as being averaged
[Parkes et al., 2001]. The images were filtered with Gaussian kernels, so that the
kernel width controls the size of the integration field. In the experiments below,
the width (sigma) was set to 1/16th of the eccentricity of the integration field
center (see Figure 5.3 for an example of the effect of this step).

With regard to the orientation domain, we note that averaging takes place
within subbands and not over the entire orientation domain. As a consequence,
predicted clutter will be higher for similar orientations than for dissimilar orien-
tations. This is in line with the ‘feature similarity’ effect reported in the crowding
literature. The more similar two different objects are, the stronger they will crowd
each other. In addition, orientation averaging only occurs when tilt differences
are relatively small (hence, presenting patches with -45 and +45 deg tilt clearly
does not result in observing 0 deg tilted patches).

As the filter kernel size scales with eccentricity, this step requires that we know
the eccentricity of each integration field, i.e., it requires that a fixation location
is defined. In order to obtain a clutter estimate that is relatively independent of
where one is looking, we can repeat this step and all subsequent ones several times,
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with fixation set to different locations in the image, and then average the results.
To assess to what extent the simulation results depend on the number of fixations
chosen, we performed the following experiment. We let the model compute clutter
values for 25 images. Based on these values, we ranked the images from least to
most cluttered. We performed this with 1, 2, 4, 8, and 16 randomly chosen
points of fixation. It appeared that the rankings produced for these different
numbers of fixations were highly correlated (mean pairwise Spearman correlation
was 0.91), indicating that the (ranking) results of our model only weakly depend
on the number of fixations chosen, at least for the images used in the evaluation
experiments that are described in the next section; this means that the amount of
clutter in these images is apparently rather uniform over space. In the experiments
reported here, we chose to use only a single fixation point, set to the center of the
image.

Figure 5.3: Example showing the effect of local feature averaging (with fixation set
to the center of the image): (a) Input image, (b) contrast-image before pooling, (c)
contrast-image after pooling.

5.3.6 Step 6: Determine information loss
As a measure for the amount of information loss in the integration step, we use
a sliding window to locally compute the KullbackLeibler (KL) divergence [Kull-
back & Leibler, 1951] between the input and output of the previous step. The KL
divergence is a measure of the difference between two probability distributions P
and Q and is computed as follows:

DKL(P ||Q) =
∑
i P (i)log P (i)

Q(i)
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for an input region P (consisting of a set of pixels P (i)) and an output region
Q. To obtain a global clutter value for an image, we average local KL divergence
values over all image regions.

5.3.7 Step 7: Pool over scales and features

The last step consists of combining the clutter values for orientations, scales,
and features, in order to obtain a global clutter estimate of the input image.
We first combine orientations and scales, by averaging over orientation channels
and, subsequently, over scales. After this step, we have one clutter value per
feature channel. Since it is known from previous research that crowding does not
affect all feature channels equally, we assign different weights to the features when
combining them, thus computing a weighted average.

5.4 Simulations & results

5.4.1 Crowding

The defining property of crowding is that object recognition thresholds decrease
with object spacing. The smallest spacing at which objects do not affect recog-
nition of a target is called the ‘critical spacing’ and is usually found to equal
approximately 0.4 times the eccentricity of the target [Pelli & Tillman, 2008]. To
verify whether our model can reproduce this key property of crowding, we ran the
following simulation (with parameters set to the values reported in the previous
section). Stimuli consisted of images with 25 objects from the Bravo & Farid
[2004] study described below, with a size of approximately 30x30 pixels each, or-
ganized in a regular 5x5 grid (Figure 5.4). We varied the spacing between objects
from 20 to 120 pixels. With a fixation point set to 200 pixels away from the tar-
get image’s center, we computed local clutter in a 25x25 pixel region-of-interest
located at the image center (the center object was thus defined as target object).

The results show that predicted clutter decreases with spacing in a similar way
as found in crowding studies, and up to a (critical) spacing of about 0.33 times the
eccentricity. We therefore conclude that our clutter model indeed demonstrates
behaviour akin to crowding.

5.4.2 Comparison with subjective clutter judgments

el performs in predicting clutter, and to compare its performance with the fea-
ture congestion model, we partly repeated the experiment from Rosenholtz et al.
[2005]. In that experiment twenty subjects were asked to sort 25 US maps (Figure
5.7) according to how cluttered they were perceived to be. Based on the obtained
rankings, an average subjective ranking was computed and compared with the
clutter ranking as produced by their feature congestion model.
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Figure 5.4: Effect of element spacing on predicted clutter (in the region of interest).
Predicted clutter decreases with increased spacing, in a way that is very similar to the
crowding effect (compare for example with [Pelli et al., 2004; van den Berg et al., 2007]).
These results demonstrate that our clutter-model computation gives output comparable
to that occurring in crowding.

Rosenholtz et al. found a significant (Spearman’s rank) correlation of 0.83
(p < 0.001) between subjective and model ranking. This was comparable to the
correlation between subjects (which, on average, was 0.70 between every pair of
subjects). This indicates that their local feature variance measure is a good indi-
cator for perceived clutter and performs as well as is possible given the between-
subject variance.

We used the same set of images as input to our model. All model parameters
were fixed to the values reported in Section 5.3. If we set the weights in step 6 equal
for all channels we find a correlation of 0.82 (p < 0.00001) between the ranking
produced by our model and the average subjective ranking. This is comparable
to the correlation reported by Rosenholtz et al. (Figure 5.5a).

We obtain a slightly stronger correlation (ρ = 0.84, p < 0.00001) if we assign
the colour channels about half the weight of those of the orientation and contrast
channels. This is in line with our earlier finding that crowding is stronger in the
orientation channel than the color channel [van den Berg et al., 2007].

To compare the predictions of our crowding-based model and the feature
congestion model, we computed the correlation between their rankings. It is
0.68 (p < 0.001; Figure 5.5b). Clearly, even though the measures used by both
models correlate, they obviously differ in their predictions (we will elaborate on
this in the Discussion section).
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Figure 5.5: Median subject ranking as a function of clutter as estimated by our
crowding-based model (cf. Figure 5.2 from [Rosenholtz et al., 2005]); (b) Clutter rank
order as predicted by our crowding-based model vs. rank order as predicted by the feature
congestion model.

5.4.3 Comparison with visual search in clutter

Bravo & Farid [2004] studied how clutter affects visual search. They performed
a target present/absent search experiment with images that varied in terms of
number of objects (N=6, 12, 24), spatial arrangement (sparse versus cluttered
layout), and distractor type (simple versus complex). Two example images are
shown in Figure 5.6.

Their main findings (Figure 5.6c) were that: (i) search times are longer for
cluttered layouts compared to sparse layouts; (ii) search times increase faster (as a
function of N) for cluttered layouts compared to sparse layouts; (iii) search times
for a cluttered layout are longer for images with complex distractors compared to
images with simple distractors.

We used the full set of 960 images of the Bravo & Farid study as input to
our model. Model parameters were set to the same values as in the two simu-
lations that were described above. There was one difference however. Unlike
the map images of the Rosenholtz et al. study, the Bravo & Farid images have
a clear figure/background separation. Since crowding is an adverse interaction
between objects, and not objects and their background, we decided to ignore all
background pixels in the averaging step.

The results are shown in Figure 5.6d. The predicted clutter curves are similar
to the search time curves from the Bravo & Farid study (Figure 5.6c) in the
following respects: (i) images with cluttered layout are predicted to be more
cluttered than images with sparse layout; (ii) predicted clutter increases with the
number of objects N in an image; (iii) the dependence of predicted clutter on N
is stronger for cluttered images than for sparse images (slope is about twice as
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Figure 5.6: (a) Example image from the [Bravo & Farid, 2004] study: N = 6, sparse
arrangement, simple objects. (b) Another example: N = 12, cluttered arrangement,
complex objects. (c) Human subject search time results from the Bravo and Farid study
(data from [Bravo & Farid, 2004]. (d) Prediction results from our crowding-based clutter
model.

large). For the case of sparse layout our model predicts higher clutter for images
with simple objects compared to images with complex objects. We were not able
to identify the source of this result.

Altogether, our model performs quite well on these data. In our view, this
suggests that Bravo & Farid’s manipulation of clutter (by varying layout, com-
plexity and number of distractors in their images) appears to have been largely
the result of influencing crowding.

5.5 Discussion
The main aim of this study was to examine the hypothesis that crowding is an
important, if not the main constituent of clutter. To do so, we constructed a
model that mimics crowding. We found that such a model can also capture many
findings reported in relation to clutter.

5.5.1 Comparison with other models
The model that we presented in this paper is not the first one to predict clutter.
Rosenholtz et al. [2005] proposed a measure that relates clutter to local feature
variance. Bravo & Farid [2007] found that clutter correlates with the number
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of regions in an image. In our view, the important question is not so much
which of these measures is the ‘correct’ one, but rather what is the common
aspect that makes them successful in predicting clutter? It seems that all three
clutter measures either explicitly (as in our present model) or implicitly (as in
the other models) compute how much information is lost in peripheral vision:
the higher the local feature variance (Rosenholtz) or the more ‘regions’ an image
consists of (Bravo & Farid), the greater the loss of information when information
is compressed (as in peripheral vision, where sampling density is lower).

While the predictions of each model correlate strongly with perceived clutter,
the correlation between the predictions of both models is much lower (see also Fi-
gure 5.5b). This suggests that the predictions of the models are partly based on a
common factor determining clutter and partly on independent factors. It would be
interesting to disentangle these effects. Varying feature variability could be a first
manipulation, as this is where both models appear to make deviating predictions.
However, an issue that immediately arises is that even if local variance is high
throughout an image, there still may be higher order structure. Configural effects
have been found for crowding [Livne & Sagi, 2007], but how they affect perceived
clutter, search performance, and feature congestion, is not known. Disentangling
the effects of feature variance and crowding on clutter will thus require careful
experiments that should also take configural effects into account.

5.5.2 Practical implications

The information visualization field is currently lacking a clear underlying theory
[Purchase et al., 2008]; we believe that theoretical understanding of clutter should
be part of such a theory.

Having established a link between clutter and crowding, a number of inter-
esting consequences follow for the field of information visualization. Most im-
portantly, this link suggests that the subjective concept of clutter has roughly
the same properties as the much better understood crowding effect. In other
words, precise predictions can be made about how clutter depends on (and can
be controlled by) manipulation of object spacing and object similarity, among
other things.

Another interesting question related to visualization is how clutter and crow-
ding relate to texture perception. There is some evidence that crowding blocks
access to local feature estimates, while access to global statistics is preserved.
Based on this, some authors have proposed that crowding facilitates texture per-
ception [Balas et al., 2009; Parkes et al., 2001; Pelli & Tillman, 2008]. If this is
true, we should expect that the use of texture in visualizations can significantly
reduce clutter and, therefore, improve their effectiveness. Although textures are
already used in some visualization techniques (e.g., [Healey & Enns, 1998; Kana-
tani & Chou, 1989]), a perceptual theory explaining their effectiveness is lacking
to date.
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5.5.3 Directions for further research
The results of our study suggest that crowding is an important constituent and
(thus) apt predictor of visual clutter. Although these results should not be in-
terpreted as a definitive proof that clutter is ‘just a matter of crowding’, they do
go a long way in suggesting these concepts are closely related. Therefore, further
research in this direction is warranted.

Psychophysical experiments can be used to verify whether effect of things as
object spacing and feature variability are the same for clutter and crowding. Fur-
thermore, there are several ways in which our model could be improved. Theo-
retical knowledge about the mechanisms behind crowding is still quite limited.
Hence, the model presented in this paper does probably not capture all details
about the crowding effect. As better models of crowding become available, it
should also be possible to make more accurate predictions of visual clutter.

One may argue that visual search is an even better candidate for model-
ling clutter. Clutter and search performance clearly correlate and several long-
standing models exist for visual search (e.g. [Treisman & Gormican, 1988; Wolfe,
2007]), which might thus be used to predict clutter. However, while crowding has
been shown to affect search (e.g. [Vlaskamp & Hooge, 2005]), to our knowledge,
there are currently no models of visual search that take these effects into account.
Although it will be interesting to study how well visual search models can predict
clutter, we believe that crowding should be accounted for also in these models if
they are to make accurate predictions of clutter.
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Figure 5.7: The maps used in the evaluation experiment, sorted from least cluttered
(top-left) to most cluttered (bottom-right) as estimated by the crowding-based clutter
model.
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Abstract
An object in the peripheral visual field is more difficult to recognize when sur-
rounded by other objects. This phenomenon is called crowding. Crowding places
a fundamental constraint on human vision that limits performance on numerous
tasks. While there is a growing consensus that crowding results from spatial feature
integration, the underlying mechanism and functional origin of the effect remain
questioned. Here, we present a quantitative and physiologically plausible model
for spatial integration of orientation signals, based on the principles of population
coding. Using simulations, we demonstrate that this model coherently accounts for
several fundamental properties of crowding, including critical spacing, compulsory
averaging, and a foveal-peripheral anisotropy. Moreover, we show that the model
predicts increased saliency of correlated visual stimuli such as contours. Altoge-
ther, these results suggest that crowding is a by-product of a general integration
mechanism aimed at improving signal quality in early vision.
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6.1 Introduction
The important role of spacing for object recognition was first described in the
1920s, when Korte discovered that a letter is harder to recognize when it is flanked
by other letters [Korte, 1923]. This phenomenon is now popularly known as
crowding [Stuart & Burian, 1962] and has since been studied extensively (for two
recent reviews, see [Levi, 2008; Pelli & Tillman, 2008]).

The strength of the crowding effect depends on the spacing between objects
(Figure 6.1). The largest spacing at which there is a measurable effect is com-
monly referred to as the critical spacing. An important and often replicated finding
is that the critical spacing for object recognition is proportional to the viewing
eccentricity [Bouma, 1970]. Moreover, critical spacing is found to be highly in-
variant to a great variety of stimulus manipulations, such as contrast and size
[Pelli et al., 2004; Strasburger et al., 1991; Tripathy & Cavanagh, 2002]. Criti-
cal spacing is the most extensively studied crowding property and, because of its
robustness, now sometimes considered the defining property of crowding [Pelli &
Tillman, 2008].

Crowding is a general phenomenon in vision. It is not confined to letter
and shape recognition, but affects a broad range of stimuli and tasks, including
the identification of orientation [Andriessen & Bouma, 1976; Parkes et al., 2001;
Wilkinson et al., 1997] object size, hue and saturation of colors [van den Berg et al.,
2007], recognition of faces [Louie et al., 2007; Martelli et al., 2005], reading [Pelli
et al., 2007], and visual search [Motter & Simoni, 2007; Vlaskamp & Hooge, 2005;
Wertheim et al., 2006]. Altogether, crowding emerges as a fundamental limiting
factor in vision, making the question about its neural basis and functional origin
rather pressing.

Several theories have been proposed to explain the crowding effect. Currently,
there is a growing consensus that crowding results from feature integration over an
area that is larger than the target object [Levi, 2008]. However, there is a marked
controversy about both the underlying mechanism and the functional origin of
the effect. Some authors assert the existence of bottom-up hardwired integration
fields (e.g., [Pelli & Tillman, 2008]), while others claim that feature integration
arises from limitations related to the spatial resolution of attention (e.g., [Cheung
et al., 2006; He et al., 1996]). Postulated functions of feature integration include
texture perception [Parkes et al., 2001], contour integration [May & Hess, 2007],
and object recognition [Pelli & Tillman, 2008]. In the absence of formal models,
however, it is neither clear whether these theories can also quantitatively account
for the mysteries of crowding [Levi, 2008] nor how plausible they are from a
biological perspective.

Here, we present a quantitative model for spatial integration of orientation
signals. Our model is based on the principles of population coding [Pouget et al.,
2000], which is an approach that mathematically formalizes the idea that infor-
mation is encoded in the brain by populations of cells, rather than by single cells.
A population code is defined as the simultaneous activity of an ensemble of neu-
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rons that encodes a probability distribution over a single variable, such as the
orientation of a visual edge. An appealing property of this approach is that it al-
lows for studying neural computation in a mathematical and biologically plausible
way. Stimuli are first encoded as neural signals, typically using tuning functions
and a noise model. Next, these signals are manipulated (e.g., integrated, as in
our case). Finally, a decoder can be derived in order to transform the signals
back to stimulus space and assess what the effects of these computations are for
perception.

Figure 6.1: Top: An example demonstrating crowding. The two Bs are at equal distance
from the fixation cross. On the left, where the center-to-center spacing between the letters
is approximately one half of the eccentricity of the central letter, the B can easily be
recognized when fixating the cross. Letter spacing on the right is much smaller, and the
B appears to be jumbled with its neighbors. Bottom, left: Human data from a typical
crowding experiment. Crowding diminishes as target-flanker spacing is increased, up to a
certain critical spacing after which flankers have no effect. Bottom, right: Findings from
psychophysical studies show that critical spacing is a linear function of target eccentricity.
Data from [van den Berg et al., 2007].

Motivated by findings from physiological [Kapadia et al., 1995; Sceniak et al.,
1999] and theoretical [Ma et al., 2006] studies, we model feature integration as a
(weighted) summation of population codes. Using simulations, we demonstrate
that our model reproduces fundamental crowding behavior, including aspects of
critical spacing [Pelli et al., 2004, 2007], compulsory averaging of crowded orienta-
tion signals [Parkes et al., 2001], and an asymmetry between the effects of foveally
and peripherally placed flankers [Bouma, 1973; Petrov et al., 2007]. These results
provide strong quantitative support to the notion that hard-wired feature integra-
tion underlies crowding. Finally, we show that the model predicts enhancement
of signals that encode visual contours, which could facilitate subsequent contour
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detection and segmentation. Altogether, these results suggest that crowding is a
by-product of a general integration mechanism aimed at improving signal quality
in early vision.

6.2 Results

6.2.1 Model

Several different population coding schemes have been proposed in the literature
[Ma & Pouget, 2009]. Although they differ in their details, the general idea behind
all of them is that variables are encoded in the brain by entire populations of cells.
Our model is based on the distributional population coding (DPC) scheme that
was proposed by Zemel et al. (1998). In this scheme, a population code explicitly
encodes a probability distribution over the stimulus domain. In this section we
will only provide a general overview of our model. Mathematical details can be
found in the Methods section.

The input to the model consists of a set of stimuli, each one defined by a
location, orientation, contrast, and size (Figure 6.2a). These parameters define
the probability distributions (Figure 6.2b) that are subsequently used as inputs
to the DPC encoder that computes a population code representation for each of
the stimuli (Figure 6.2c). In the second layer, stimulus representations from the
first layer are spatially integrated, in the form of weighted summations of cell
responses (Figure 6.2d). The integration weights depend on the cortical distance
in primary visual cortex between the locations of the integration cell and the cells
encoding the input stimuli (for details of the weight function and mapping of
visual field to cortical locations, see Methods). This function can be interpreted
as defining a cortical integration field.

Several of the simulation experiments that we conducted required that a res-
ponse be generated (e.g., when simulating psychophysical experiments involving
target tilt estimation). In those simulations, a maximum-likelihood decoder was
used to decode the post-integration population code associated with the target
position back to a stimulus distribution (Figure 6.2e). The number of components
of the returned mixture model was interpreted as the number of distinct orienta-
tions perceived at the location associated with the decoded population code, the
mixing proportions as the amounts of evidence for the presence of an orientation,
the means as estimates of these orientations, and the standard deviations as the
amounts of uncertainty about these estimates.

6.2.2 Critical regions for crowding

A well-established behavioral finding in human observers is that identification
thresholds for a crowded target decrease as a function of target-flanker spacing
until a certain critical spacing is reached. Beyond this critical spacing flankers
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Figure 6.2: A graphical illustration of our model. (a) In this example, the input
consists of three oriented bars (the colors are only for visualization purposes and not
part of the input to the model); (b) probability distributions are defined for the input
stimuli; these distributions capture the stimulus uncertainty caused by neural noise in
processing stages prior to the first layer of the model; (c) In the first layer, a neural
representation is computed for each of these distributions. (d) In the second layer, the
stimulus representation at each location is integrated with the representations of stimuli
at neighboring locations. Integration is implemented as a weighted summation, such that
nearby stimuli receive higher weights than stimuli that are far away; (e) The resulting
population codes are decoded to a mixture of normal distributions, with each component
representing a perceived orientation at the respective location; (f) Due to integration, the
resulting percept of closely spaced stimuli will be crowded.
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no longer have an effect (see, for example, the results shown in Figure 6.1). In
our model, the integration fields are implemented as weight functions of stimulus
spacing in cortex. Consequently, flanker stimuli affect the identification of a target
only when positioned within a certain distance from the target, yielding a critical
region for target identification. To examine whether our model can quantitatively
account for critical regions found for human subjects, we performed a simulation
that mimicked the psychophysical experiment by Pelli et al. (2007), who estimated
critical regions for letter identification at several positions in the visual field.

Critical regions predicted by our model were estimated as follows. For each
target position, identification thresholds were determined for a range of target-
flanker spacings (see Figures 6.3a and 6.3b; we refer to Methods for details about
the procedure that was used to estimate identification thresholds). A clipped line
was fit to the resulting data, providing an estimate of the critical spacing (Figure
6.3c). By varying the positions of the flankers, we estimated critical spacing in
several directions around the target. Combining these spacings gives an estimate
of the critical region around a given target location (Figure 6.3d). We estimated
model parameter values that result in a good model fit to one of the critical
regions measured by Pelli et al. Subsequently, we repeated the experiment for
the other target locations using the same parameter values, and found that the
model accurately predicts all reported human critical regions (Figure 6.3d). These
results thus provide quantitative evidence for the suggestion that the behavioral
crowding regions found in humans can be explained as the result of fixed-sized,
hard-wired integration fields in visual cortex.

6.2.3 Effect of stimulus manipulations on critical spacing
The critical spacing for crowding is known to scale with eccentricity and is consis-
tently found to be in the range 0.3-0.6 times the target eccentricity [Pelli et al.,
2004]. Moreover, it is found to be largely invariant under changes to the physical
properties of the stimulus, such as the size, contrast, and number of flankers [Pelli
et al., 2004] and the scaling of stimuli (i.e., changing the size of both the target
and flankers) [Pelli et al., 2004; Strasburger et al., 1991; Tripathy & Cavanagh,
2002]. To further verify our model, we conducted another series of simulation ex-
periments, in which we manipulated several stimulus properties. We found that
the results are compatible with findings in human subjects: critical spacing pre-
dicted by our model scales linearly with target eccentricity and is hardly affected
by stimulus manipulations (Figure 6.4).

6.2.4 Compulsory averaging of crowded orientation signals
Human observers are able to report the mean orientation of a set of crowded
stimuli, but not the orientations of the individual stimuli [Parkes et al., 2001].
This peculiar crowding property is generally referred to as compulsory averaging.
In the experiment of Parkes et al., observers reported the tilt direction of a variable
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Figure 6.3: Comparison of crowding regions reported for humans with crowding regions
estimated by our model. (a) The input stimulus on each trial consisted of a 10 tilted tar-
get stimulus and two 30 tilted flankers placed on opposite sides of the target. If the sign
of the post-integration stimulus representation associated with the target position was the
same as the sign of the input target, then performance on that trial was considered cor-
rect. (b) Performance was estimated for a range of target contrasts, yielding a curve that
is very similar to psychometric curves typically found with human experiments (compare,
for example, with data shown in Figure 6.1). Based on these curves, contrast thresholds
were estimated that produce 75% correct performance. (c) Contrast thresholds decrease
as target-flanker spacing is increased. The smallest spacing at which the flankers do not
have an effect is defined as the critical spacing. (d) Critical spacings were estimated
in several directions around the target, at five different target positions. These simula-
tion data accurately reproduce the critical regions measured psychophysically in humans.
Human data from [Pelli et al., 2007].
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Figure 6.4: Simulation results showing the effect of several stimulus manipulations on
estimated critical spacing. The shaded areas represent the range of critical spacings that
are typically reported in the literature (0.3-0.6 times target eccentricity). Standard errors
are smaller than the marker size. (a) Critical spacing scales linearly with target eccen-
tricity. (b-f) Critical spacing is only weakly affected by various stimulus manipulations.
The eccentricity of the target was 6 degrees in these experiments.
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number of equally tilted targets positioned among horizontal flankers. Parkes et
al. found that a relatively simple pooling model could account for human data
when the total number of stimuli is kept constant. However, when targets are
presented without flankers, identification thresholds dropped significantly slower
as a function of the number of targets than predicted by their model (Figure 6.5b).
They postulated a late noise factor to explain the discrepancy between data and
model.

Our model suggests the following explanation for the compulsory averaging
phenomenon. When two features are highly similar, their population code repre-
sentations have a high degree of overlap and will merge when summed. Conse-
quently, the resulting post-integration code will be interpreted as representing a
single feature with a value somewhere in between the values of the input stimuli
(Figure 6.5a). To examine whether our model can also quantitatively account
for compulsory averaging, we conducted a simulation experiment with conditions
and stimuli similar to those used in the psychophysical experiment performed by
Parkes et al. (2001). The results show that our model produces accurate fits to
the psychophysical data for both the condition with and without flankers (Figure
6.5b).

An important difference between our model and the pooling model proposed
by Parkes et al. is that the latter integrates all stimuli with equal weight, while
integration in our model is weighted by object spacing. To verify the relevance of
this aspect in explaining why the models make different predictions, we reran the
simulations with varying stimulus spacing. We found that, first, when spacing
is set to 0.5, our model provides a good fit to the human data that were found
with the same object spacing. Second, when spacing is set to 0, the predictions
of our model are the same as the predictions of the pooling model proposed by
Parkes et al. Finally, when spacing is set to a value close to or larger than the
critical spacing (which was about 1.25 deg in this simulation), then predicted
identification thresholds are independent of the number of targets, as one would
expect.

We found that when we set all integration weights in our model to one (im-
plying an object spacing of zero), the identification thresholds predicted by our
model are similar to those predicted by the pooling model of Parkes et al. Addi-
tionally, the predictions of the models increasingly diverge when object spacing is
increased. These results confirm that object-spacing related weighting of integra-
tion is an essential difference between the models. Moreover, they challenge the
need for the late noise factor proposed by Parkes et al. to explain their results.

6.2.5 Peripheral flankers cause stronger crowding than foveal flankers
Several studies [Bouma, 1970; Petrov et al., 2007] have found that, with equal
target-flanker spacing, flankers positioned at the peripheral side of a target cause
stronger crowding effects than flankers positioned at the foveal side. As has been
noted previously [Motter & Simoni, 2007], this asymmetry follows directly from
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Figure 6.5: (a) Simulation results illustrating a possible explanation of the compul-
sory averaging effect of crowded orientation signals. Top row: example input stimuli,
consisting of a vertical target flanked by two equally tilted flankers. Second row: single
trial examples of population codes representing the post-integration stimulus at the target
position. Third row: distributions of the orientations encoded at the target locations af-
ter integration (1000 trials). Bottom row: corresponding distributions of the number of
perceived stimuli at the target position. When target and flanker tilt are nearly identical,
their population code representations merge into a single hill of activity when integrated.
The resulting code is decoded to a single orientation, with a value intermediate between
the values of the input stimuli. This effect diminishes when the difference between target
and flanker tilt is increased. (b) Model fit to human psychophysical data. Top: Example
stimuli of the experiment described in [Parkes et al., 2001]. The task was to report the
tilt direction of a variable number of equally tilted targets positioned within a set of hori-
zontal flankers. Bottom: Identification thresholds predicted by our model are very close
to those found for human subjects. Human data from [Parkes et al., 2001], subject LP.



112 A POPULATION CODING MODEL OF VISUAL CROWDING 6.2

the way that the visual field is mapped onto the cortex. With increasing eccen-
tricity, the representation of visual space becomes more and more compressed.
Consequently, for equal target-flanker spacing in visual space, the cortical dis-
tance between the representation of a target and a foveal flanker is larger than
that between a target and a peripheral flanker. Assuming that cortical integra-
tion fields are isotropic, peripheral flankers will, therefore, contribute more to the
integrated target signal than foveal flankers.

Figure 6.6: Simulation results illustrating the anisotropic effects of foveal vs peripheral
flankers on target identification. (a) Stimuli consisting of a +/- 10◦ tilted target, flanked
by either no flanker, a foveal flanker, or a peripheral flanker. (b) Both flankers elevate
target tilt identification thresholds, but this effect is largest for peripheral flankers. We
define threshold elevations TEfoveal and TEperipheral as the 75%-correct target contrast
found for the condition with a foveal and peripheral flanker, respectively, divided by the
75%-correct target contrast found for the condition without a flanker. (c) Predicted
threshold elevations plotted as a function of target-flanker spacing. When target-flanker
spacing is small or when it approaches the critical spacing, the effects of foveal and per-
ipheral flankers are comparably strong. However, in the intermediate range, a peripheral
flanker produces larger threshold elevations (i.e., stronger crowding) than a foveal flan-
ker. (d) The same data as in (c), but now shown as a ratio (i.e., the values at black
data points from panel (c) divided by those at the red data points).

We conducted a simulation experiment to verify whether our model replicates
the foveal-peripheral anisotropy and to investigate how its predictions depend
on target-flanker spacing. For several target-flanker spacings, we estimated 75%-
correct target contrast thresholds for identifying the tilt of a target without a
flanker, a target with a foveal flanker, and a target with a peripheral flanker
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(Figure 6.6a). The results show that while both the foveal and a peripheral
flanker produce crowding (Figure 6.6b), the effect caused by a peripheral flanker
is substantially larger than that caused by a foveal flanker (Figure 6.6c). Hence,
our model exhibits a foveal-peripheral flanker anisotropy. Furthermore, the model
predicts the anisotropy to be strongest at intermediate spacings while it predicts
no anisotropy when target-flanker spacing is very small or approaches the critical
spacing (Figure 6.6d). In these simulation data, the strongest anisotropy is found
when target-flanker spacing is about 2 degrees (i.e., about 0.3 times the target
eccentricity). At this spacing, threshold elevation caused by the peripheral flanker
is predicted to be approximately 2.5 times that caused by the foveal flanker. This
is comparable to the effect size measured for human observers [Petrov et al., 2007].

6.2.6 Spatial integration enhances signals from correlated stimuli
The results so far suggest that crowding is what happens when signals from
closely-spaced, unrelated stimuli are integrated with each other. However, in
normal viewing conditions, signals from closely-spaced stimuli are often correla-
ted (e.g., neighboring line segments of an edge or smooth contour). It has been
suggested that integration of such correlated (orientation) signals may underlie
phenomena such as contour integration [Field et al., 1993; Gilbert et al., 1996;
Kapadia et al., 1995; Schmidt et al., 1997].

Figure 6.7: Simulation results showing how our model responds to visual contours.
Left image: input stimulus, consisting of a set of oriented line segments comprising
several contours within a noisy background. The + symbol indicates the center of the
visual field and was not part of the stimulus. Central image: a visualization of the
stimulus representation in the first layer of our model, which is a noisy version of the
input. The contrast of the bars is set to the median of the contrasts in the right image.
Right image: a visualization of the decoded stimulus representations after integration.
At every original input location, the post-integration population code was decoded to a
mixture of normal distributions. The contrast of each bar is proportional to the associated
mixing proportion. Note the highlighting of the contours and the crowding effects in
the periphery, which agrees well with the subjective experience when viewing the input
stimulus.
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To investigate how our model responds to signals from correlated stimuli, we
ran a simulation with an input stimulus consisting of a set of line segments com-
prising various contours within a noisy background (see Methods for details). The
results are shown in Figure 6.7. Line segments that are part of a contour clearly
stand out in the post-integration representation. This is because both stimulus
density and orientation correlation are higher for contours than for the random
background. This result provides a functional context for crowding and stron-
gly supports an earlier suggested link between contour integration and crowding
[May & Hess, 2007]. Note that in areas away from fixation, in the periphery of
the visual field, the decoder often returned stimulus distributions that represent
more than one orientation value. This indicates that the post-integration codes at
those locations are ambiguous in terms of the encoded orientation. In other words,
when stimulus spacing is small relative to eccentricity, stimuli become jumbled
with their neighbors, just as observed in crowding.

6.2.7 Effect of model parameter settings on our main results

We reran the simulation experiment that was used to estimate critical spacings
(see main text) with a range of different parameter settings. The results are
shown in Figure 6.8). We observe that the critical spacing predictions are hardly
affected by the parameter settings, indicating that critical spacing is a rather
general property of the population code integration model that we presented.
Note that the floor thresholds increase when we reduce the gain or the number of
neurons in the model. This is to be expected, because lower gain or fewer neurons
means that there is less information (spikes) in the population codes, which will
increase stimulus uncertainty.

6.3 Discussion
We presented a model of spatial feature integration based on the principles of
population coding. While there is a growing consensus for the theory that spatial
feature integration is responsible for crowding [Levi, 2008], the model that we pre-
sented here is the first to quantitatively account for several fundamental properties
of this phenomenon in a coherent and biologically plausible manner. Besides re-
plicating the properties of the critical spacing of crowding, and the anisotropic
crowding effects of foveal versus peripheral flankers, our model also replicates and
explains compulsory averaging of crowded orientation signals. Furthermore, it
provides an explanation of the functional origin of crowding, by suggesting that it
is the by-product of a mechanism aimed at enhancing the saliency of ecologically
relevant stimuli, such as visual contours.

The parameter settings (see Methods) in our model were fixed over the entire
range of simulations that we performed, with one minor exception (Figure 6.3).
We reran a number of simulations with different parameter values and found that
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Figure 6.8: Results of a simulation that estimated critical spacing for a tilt identification
task of a target located at 6 degrees of eccentricity. The stimuli and procedure were the
same as for the simulations in the main experiment. These results show that critical
spacing is hardly affected by the model parameters, which indicates that critical spacing
is a general property of the type of model that we proposed.
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this hardly affected our results (Figure 6.8). This suggests that crowding is an
inherent property of signal integration by population code summation.

6.3.1 Comparison with other theories of crowding

These results also shed new light on other crowding theories. Some authors have
proposed that crowding is, at least in part, the result of source confusion due to
positional uncertainty [Popple & Levi, 2005; Strasburger, 2005]. We would like to
note, however, that integrating signals over space necessarily increases positional
uncertainty. Hence, we consider location uncertainty and, consequently, source
confusion as a result of feature integration, rather than an additional factor in
the explanation of crowding. Indeed, our results show clear evidence for source
confusion, even though we did not explicitly incorporate positional uncertainty
into our model (for an example, see Figure 6.5a).

Other authors argue that crowding is the result of attentional limitations [Cha-
kravarthi & Cavanagh, 2007; He et al., 1996], although evidence for these theories
is considered very slim [Levi, 2008]. While we deem it possible that attentional
factors have modulatory effects on crowding, our present results show that the
general properties of crowding can very well be accounted for without invoking
attentional mechanisms.

A recent theory suggests that crowding is the breakdown of object recognition
[Pelli & Tillman, 2008]. The reasoning is that spatial integration of object features
(in the notion of binding) is required for object recognition, whereas crowding oc-
curs when multiple objects fall within the same integration field. Our results show
that the spatial signal integration underlying crowding also enhances responses
for correlated signals, such as contours. This corroborates an earlier suggestion
that the association fields that have been proposed to underlie contour integration
[Field et al., 1993] may also cause crowding [May & Hess, 2007]. However, while
the enhancement of responses to correlated signals will no doubt facilitate higher-
order functions such as object recognition, in our view, the function of integration
appears more elementary and general.

Finally, another theory suggests that crowding is texture perception when we
do not wish it to occur [Parkes et al., 2001]. The motivation behind this proposal
is the finding that observers cannot identify individual stimulus properties in a
crowded display, but still have access to its average statistics (i.e., its texture
properties). Our model is able to explain this finding (see Figure 6.5), and we
agree that what occurs after pooling can be described as texture perception.
However, in view of the plausible connection between spatial integration and
contour integration, we hesitate to conclude that texture perception is the primary
function of spatial integration. Moreover, if a functional link exists between spatial
integration and texture perception, then we deem it just as likely that integration
serves to compress visual information, in order to reduce energy requirements at
higher levels of processing.
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6.3.2 Target-flanker similarity and configural effects

Two crowding properties that our current model does not account for are the
effects of target-flanker similarity and flanker configuration. The former refers to
the finding that crowding is stronger for target-like flankers compared to dissimi-
lar flankers [Andriessen & Bouma, 1976; Kooi et al., 1994; Levi et al., 2002]. The
flanker configuration effect refers to the finding that crowding is partially released
when surrounding flankers form a contour [Livne & Sagi, 2007; Saarela et al.,
2009]. A rather natural extension to our model may allow it to account for these
two effects as well. At present, the integration fields in our model represent exclu-
sively long-range horizontal connections between cells (about 0.5-5mm). Along-
side these long-range connections, however, many of the cells in primary visual
cortex are known to have extensive short-range connections (<0.5mm) as well as
feedback connections from higher-order brain areas [Stettler et al., 2002]. The
short-range connections are thought to be involved in lateral inhibition mecha-
nisms. Inhibition could reduce the integration of dissimilar pieces of information
and thus be responsible for target-flanker similarity effects in crowding. Likewise,
feedback connections might inhibit the integration of signals that are likely to
represent different objects or perceptual groups and, therefore, be responsible for
configuration influences on crowding.

6.3.3 Crowding in other feature domains

The model and simulations that were presented in this paper are limited to the
orientation domain. However, crowding is a rather general phenomenon that af-
fects a large number of tasks, including discrimination of letters and objects sizes,
colors, and shapes. Since population coding is considered the general way by
which variables are encoded in the brain [Pouget et al., 2000], crowding of other
basic features such as size and color [van den Berg et al., 2007] can presumably be
explained by a model that is largely analogous to the one presented here. Crow-
ding of more complex structures (such as letters, object shapes, bodies, and faces)
could follow both from crowding in their constituent features and from crowding
within higher-order population codes that represent the structures themselves.

6.3.4 Predictions

Our model makes a number of predictions that can be tested experimentally. For
example, the simulations related to the compulsory averaging effect provide pre-
cise predictions regarding the effect of object spacing on identification thresholds.
Additionally, the model makes quantitative predictions regarding the effect of
spacing on the foveal-peripheral flanker anisotropy of crowding.
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6.3.5 Conclusion
In conclusion, our results lend strong support to the theory that the mechanism
behind crowding is spatial feature integration. Additionally, they support the
theory that crowding and contour integration are two sides of the same coin.

6.4 Methods

6.4.1 Stimulus encoding (first model layer)

Input stimuli are specified as 4-tuples S = (θ, α,~λ, c), where θ is the orientation, α
the size, ~λ = (λx, λy) the location, and c the (relative) contrast of the stimulus. In
the first layer of the model, the distributional population coding (DPC) scheme by
Zemel et al. (1998) is used to compute internal population code representations
for these stimuli. We first define probability distributions for the input stimuli,
which capture the stimulus uncertainty caused by neural noise in processing stages
prior to the first layer of the model. We relate the width σ of these distributions
to the eccentricity λ = ||~λ||, size α, and contrast c of a stimulus, in the following
way. From [Romavo & Virsu, 1979] we know that the cortical magnification factor
M(λ) - which describes the differential change in cortical position with respect to
retinal eccentricity λ - can be approximated as follows:

M(λ) ≈ 8
0.4λ+ 1

(6.1)

From this, we infer that the cortical size A of a stimulus that subtends α
deg2 of visual angle and which is centered at λ degrees of eccentricity, can be
approximated as follows:

A(α, λ) ≈ α [M(λ)]2 ≈ 64α
(0.4λ+ 1)2

(6.2)

Assuming that the uncertainty about the value of a stimulus is inversely pro-
portional to both the size of its cortical representation and its contrast, we obtain
the following relation between stimulus uncertainty σ2 on the one hand, and sti-
mulus eccentricity λ, contrast c, and size α on the other hand:

σ2 ∝ 1
A(α, λ)c

≈ (0.4λ+ 1)2

64αc
(6.3)

σ ∝ 1√
A(α, λ)c

≈ 0.4λ+ 1
8
√
αc

=
0.4(λ+ 2.5)

8
√
αc

∝ λ+ 2.5√
αc

(6.4)

In our model, we choose a constant of proportionality of 0.4:

σ = 0.4
(
λ+ 2.5√

αc

)
(6.5)
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which gives, for example, σ = 1deg for a foveally presented stimulus with a
size of 1 deg2 and a contrast of 1, and σ = 4 for the same stimulus at 7.5 degrees
of eccentricity.

In order to account for the circularity of the orientation domain, we define
the input distributions to be circular normal (von Mises) distributions. More
specifically, the distribution over orientation s for a stimulus S = (θ, α,~λ, c) is
defined as:

p(s|θ∗, κ) =
1

2πI0(κ)
exp [κ cos(s− θ∗)] ,−π ≤ s < π (6.6)

where I0(κ) is the modified Bessel function of order 0, κ .= σ−2 is an inverse
measure of statistical dispersion, and θ∗ is a value drawn from the normal dis-
tribution N(θ, σ2) over s. In the simulation experiments we map the stimulus
domain [−90, 90) deg to [−π, π). The tuning curves fi(s) of the cells are defined
as circular normal functions over s:

fi(s) = g(c, α) exp
[

cos(s− si)− 1
2σ2

t

]
,−π ≤< π (6.7)

where si is the preferred orientation of cell i, σt the width of the tuning curves,
and g(c, α) an S-shaped function that defines how cell gain relates to the contrast
c and size α of a stimulus, defined as follows:

g(c, α) = gmax

(
1− q

1 + et

)
(6.8)

where gmax is the maximum firing rate of a cell, q = 1.16 is a constant, and
t = a(cα− b), with constants a = 1.5 and b = 1.2 (see Figure S1 for a plot of this
function). Note that stimulus contrast and size have the same effect on response
gain.

Following the DPC scheme, we compute the average response of cell i to a
stimulus S = (θ, α,~λ, c) as follows

〈ri〉 = rbase +
∫
p(s|θ∗, κ)fi(s)ds (6.9)

where rbase is the level of spontaneous activity and θ∗ drawn from a nor-
mal distribution with mean θ and a standard deviation σ. In order to eva-
luate this integral numerically, we approximate the input distributions p(s|θ∗, κ)
by histograms ~Θ = {Θ1, . . . ,ΘJ} and the tuning functions fi(s) by histograms
~F = {Fi1, . . . , FiJ}, both with bin centres linearly spaced in the range [−π, π).
Hence, we can rewrite equation (6.9) to:

〈ri〉 = rbase +
∑
j

ΘjFij (6.10)
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Figure 6.9: Graphical illustration of the function used in the model to relate the response
gain of a population code to the (relative) size and contrast of the stimulus that it encodes.

A population code ~rh = {rh1, rh2, . . . , rhJ} representing a stimulus Sh =
(θh, αh, ~λh, ch) is constructed by drawing responses rhi from Poisson distributions

P [rhi|~Θh] = e−〈rhi〉 〈rhi〉
rhi

rhi!
(6.11)

6.4.2 Signal integration (second model layer)

The second layer of the model spatially integrates the stimulus representations
in the first layer. The layer-2 population code ~Rh = {Rh1, . . . , RhJ} that is
associated with position ~λh is computed as a weighted sum over the population
code representations of all N input stimuli:

Rhi =
N∑
k=1

w(~λh, ~λk)rki (6.12)

where w(~λh, ~λk) is a 2D Gaussian weight function that represents the cortical
integration fields.

These weights are a function of the distance between the (center of an) inte-
gration field and the stimulus positions. Since these distances are computed in
cortical space, we first compute the cortical locations (in primary visual cortex)
of both the integration field center and the stimuli. For this, we use the complex
log mapping from [Schira et al., 2007] to map visual field locations ~λ to cortical
locations:

u(E,ϕ) = k log(Eeiϕfa(E,ϕ) + a) (6.13)
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where E and ϕ are the eccentricity and angle of the polar representation of
~λ, k = 19.2, a = 0.77 are constants, and fa(E,ϕ) is a shear function that is
approximated by

fa(E,ϕ) = sech(ϕ)sech(log(E/a)S1)S2 (6.14)

where S1 = 0.76 and S2 = 0.18 are constants.
The weight function that determines how strongly the response of a cell that

encodes a stimulus at position ~λh contributes to the response of an ’integration
cell’ associated with position ~λk, is defined by a 2D Gaussian function of cortical
distance between both cells:

w(~λh, ~λk) = exp

(
− [drad(~λh, ~λk)]2

2σ2
rad

− [dtan(~λh, ~λk)]2

2σ2
tan

)
(6.15)

where drad(~λh, ~λk) and dtan(~λh, ~λk) give the radial and tangential distance
between the cortical locations of the cells, and σrad and σtan determine the size of
the integration field in the radial and tangential direction, respectively (see Figure
S2 for computation of radial and tangential distances).

6.4.3 Signal decoding

Several of our simulation experiments require that a task response is generated.
In those experiments, a Bayesian decoder is used to estimate the stimulus pro-
bability distribution ~Ψ that is encoded in the post-integration population code
~R associated with the target position. Subsequently, the orientation with the
highest probability is interpreted as representing the most likely orientation of
the target, and chosen for response. We assume that the distribution encoded in
a post-integration population code is a mixture model of K von Mises distribu-
tions, which we approximate by a histogram ~Ψ =

∑K
k=1 Ψk, with each component

Ψk = {Ψk1, . . . ,ΨkJ} specified as follows:

Ψkj =
pk

2πI0(κk)
exp [κk cos(sj − µk)] (6.16)

where I0(κ) is the modified Bessel function of order 0, κ .= σ−2 is an inverse
measure of statistical dispersion, sj is the orientation corresponding to the j-th
bin of the histograms, and pk are the mixing proportions, µk the means, and σ2

k

the variances of the mixture components.
Assuming statistical independence of cell responses, applying Bayes’ rule and

assuming a flat prior over ~Ψ, we obtain the following likelihood function:
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Figure 6.10: A graphical illustration of how the radial and tangential distance between
an integration field and stimulus are computed. (a) Visualization of the right visual
hemifield. The red marker indicates the center location of an integration field. The blue
marker indicates the location of a stimulus. (b) Cortical representation of the visual
hemifield. (c) The cortical distance between the integration field center and the stimulus
along the eccentricity axis is defined as the radial distance. The distance along the
orthogonal axis is defined as the tangential distance.
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P [~Ψ|~R] ∝ P [~R|~Ψ] =
N∏
i=1

e−〈Ri〉 〈Ri〉
Ri

ri!
(6.17)

∝
N∏
i=1

exp

−rbase −
∑
jk

ΨkjFij

rbase +
∑
jk

ΨkjFij

Ri

(6.18)

= exp

−Nrbase −
∑
ijk

ΨkjFij

∏
i

rbase +
∑
jk

ΨkjFij

Ri

(6.19)

Taking logs, we find:

log(P [~Ψ|~R]) = log

exp

−Nrbase −
∑
ijk

ΨkjFij

∏
i

rbase +
∑
jk

ΨkjFij

Ri
+ C

(6.20)

=
∑
i

Ri log

rbase +
∑
jk

ΨkjFij

−Nrbase −
∑
ijk

ΨkjFij + C

(6.21)

where C is a constant. The maximum likelihood parameters were estimated
by using a gradient descent method. The partial derivatives of the log likelihood
function are as follows:

∂ log(P [~R|~Ψ])
∂pq

=
∑
i

Ri

∑
j

1
pq

ΨqjFij

rbase +
∑
jk ΨkjFij

−
∑
ij

1
pq

ΨqjFij (6.22)

∂ log(P [~R|~Ψ])
∂µq

=
∑
i

Ri

∑
j κq sin(sj − µq)ΨqjFij

rbase +
∑
jk ΨkjFij

−

∑
ij

κq sin(sj − µq)ΨqjFij (6.23)

∂ log(P [~R|~Ψ])
∂κq

=
∑
i

Ri

∑
j

(
cos(sj − µq)− I1(κq)

I0(κq)

)
ΨqjFij

rbase +
∑
jk ΨkjFij

−

∑
ij

(
cos(sj − µq)−

I1(κq)
I0(κq)

)
ΨqjFij (6.24)
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where I1(κq) is the first derivative of I0(κq) with respect to κq.
Determining the most likely number of stimuli encoded in a population code

is an open problem in the theoretical neurosciences. Therefore, here we simply
assume that in the brain a mechanism exists to estimate this number, without
concerning ourselves with the neural implementation of this mechanism. We
approximate the most likely number of stimuli represented in a population code
by decoding to mixture distributions with 1, 2, and 3 components, and computing
the Bayesian Information Criterion (BIC) for each of these mixtures:

BIC = −2 logL+ k log J (6.25)

where L is the likelihood value for an estimated model, k the number of para-
meters of the associated model, and J the number of data points (i.e., the length
of the population code). The mixture model with the lowest BIC was chosen as
the most likely stimulus distribution encoded by the respective population code.

6.4.4 Model parameters
The parameter settings of the model were as follows. In all simulations, the
width of the tuning curves σt was set to 15◦, the number of neurons J comprising
one population code was set to 90, the spontaneous firing rate rbase was set to
5 spikes/s, and the maximum firing rate was set to 90 spikes/s. The only pa-
rameters that varied between simulations were σrad and σtan, which determine
the integration field width in the ’radial’ and ’tangential’ direction, respectively.
These were set to 2.5 and 1.0 mm, respectively, in all simulations, except the one
in which we estimated critical regions (Figure 6.3d), where the values were set to
1.6 and 1.1mm, respectively. This difference is motivated by the observation that
the human data in Figure 6.3d are from a subject with an unusually small critical
spacing (approximately 0.3 times the target eccentricity).

6.4.5 Simulations
Estimation of target identification thresholds and critical spacing

Several simulation experiments involved estimation of target contrast thresholds
for a tilt identification task. In those experiments, the procedure on a single
trial was as follows. The target and flanker stimuli were encoded and their re-
presentations integrated, as described above. Subsequently, the post-integration
population code associated with the target position was decoded to a mixture of
normal distributions. The sign of the orientation associated with the peak location
in the returned probability distribution was compared with the sign of the input
target. Performance was considered correct if the signs were the same, and incor-
rect otherwise. Performance estimates were made for several target contrasts, by
simulating 50 trials for each contrast. Finally, a sigmoid function with a mean a
and a width b:
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g(x; a, b) =
50

1 + e−(x−a)/b
+ 50 (6.26)

was fit to these data, in order to obtain an estimate of the target contrast that
yields 75%-correct performance (see Figure 6.3b for an example).

In the simulation experiments that estimated critical spacing, the above pro-
cedure was repeated to obtain 75%-correct thresholds for several target-flanker
spacings. A clipped line was fit to these thresholds in order to estimate critical
spacing (see Figure 6.3c for an example).

Estimation of critical regions (Figure 6.3)

Input stimuli consisted of a +/-10◦ tilted target and two 30◦ tilted flankers, po-
sitioned at opposite sides of the target. Flanker contrast and the size of both
the target and flankers were set to 1. Using the procedure described above, cri-
tical spacing was estimated for the same target and flanker positions as in the
psychophysical experiment by [Pelli et al., 2007].

Effect of stimulus properties on critical spacing (Figure 6.4)

The input stimuli consisted of a +/-10◦ tilted target, one −30◦ tilted flanker,
and one +30◦ tilted flanker. Flanker contrast and the size of both the target and
flankers were set to 1. Critical spacing was determined for flankers positioned
along the radial axis, on opposite sides of the target.

Compulsory averaging of crowded orientation signals (Figure 6.5)

In the first simulation (Figure 6.4a), input stimuli consisted of a 0◦ tilted target
and two flankers with 10◦ tilt in the first condition and 50◦ tilt in the second
condition. The target was positioned at 2.5 deg of eccentricity. The flankers
were positioned on opposite sides of the target, with a spacing of 0.5 deg of
eccentricity. The contrast and size of all stimuli were set to 1. Stimuli used in the
second simulation (Figure 6.4b) were similar to those used in the psychophysical
experiment by [Parkes et al., 2001]: N tilted targets and 9 −N vertical flankers
(first condition) or no vertical flankers (second condition), with a central position
of 2.5 deg of eccentricity and a spacing of 0.5 deg between the central stimulus
and surrounding stimuli. The contrast and size of the stimuli were set to 0.5.
On a single trial, the post-integration population code associated with the central
stimulus position was decoded to a unimodal stimulus distribution. The sign of
the orientation with the highest probability was compared with the sign of the
target. If they were the same, performance on that trial was considered correct.
We measured performance over 100 trials for varying target tilts. Based on these
data, 75%-correct performance thresholds were determined. This procedure was
repeated for different values of N .
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Foveal-peripheral flanker anisotropy (Figure 6.6)

Input stimuli consisted of a +/-10◦ tilted target without a flanker (condition
1), with a 30◦ tilted foveal flanker (condition 2), or a 30◦ tilted foveal flanker
(condition 3). Flanker contrast and the size of both the target and flankers were
set to 1. For all three conditions, 75%-correct target contrasts were estimated for
a range of target-flanker spacings. Threshold elevations TEfoveal and TEperipheral

were defined as described in the main text.

Model response to visual contours (Figure 6.7)

The input stimuli consisted of a set of oriented bars, comprising three contours
within a field of randomly oriented bars. The circle contour consisted of 35 equally
spaced segments, was centered at (0,10) degrees of eccentricity and had a radius
of 4 degrees of visual angle. The other four contours consisted of 23 line segments
each, with a spacing of 0.7 degrees of visual angle between every two neighboring
segments. The randomly oriented line segments were placed on a grid with a
radius of 18 degrees of eccentricity and a grid spacing of 2.0 degrees. The contrast
and size of all line segments was set to 0.8.



Chapter 7
General discussion and conclusion

The main motivation of the work presented in this thesis was to get a better un-
derstanding of perceptual interactions in human vision, both from a fundamental
and an applied point of view. The experimental results confirm that interactions
exist in the processing of different visual features of the same object (Chapters 2
and 3) as well as between features of different objects (Chapter 4). Possible impli-
cations of these findings for application domains were investigated by additional
studies. Based on the findings from a psychophysical experiment, a number of
guidelines for feature use in visualizations were proposed (Chapter 3). Further-
more, computational modeling suggested that visual clutter is closely related to
the crowding phenomenon, providing an additional set of guidelines for designing
effective information displays (Chapter 5). Finally, a modeling study (Chapter 6)
showed that the perceptual interactions due to crowding can to a great extent be
explained as the result of feature integration.

7.1 Perceptual interactions
The experimental results from Chapters 2 and 3 show that information about
orientations, sizes, and colors of objects is not processed independently. More
specifically, when color and size contrasts of objects are chosen such that they are
equally discriminable in a feature search task, then size and (especially) orienta-
tion discriminability becomes much lower than color discriminability in a conjunc-
tion search task.

Theory: crowding and conjunctively tuned cells

Two explanations were offered for the reported discriminability asymmetry in
conjunction search (Chapter 2). One explanation is that feature conjunctions may
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be processed by cells that are tuned to multiple feature dimensions (e.g., sensory
cells that are specific to both the color and orientation of an object), which would
be in agreement with earlier studies (e.g. [Beaudot & Mullen, 2005; von der Heydt
et al., 2003]). A second explanation for the observed discriminability asymmetry
is that the experimental stimuli may have been subject to crowding effects.

Two predictions follow from the crowding explanation of the conjunction
search asymmetry. The first prediction is that the crowding effect not only affects
perception of object shapes (such as letters) and orientations, but also affects
perception of object colors and sizes. Second, it predicts that the crowding effect
is strongest for object orientations, weaker for sizes and weakest for colors. Since
no data was available about crowding in other features besides shape and orien-
tation, a novel experiment was performed to study whether crowding also affects
perception of object colors and sizes (Chapter 4). Strong evidence of crowding
was found for both features, with (relative) effect strengths as predicted. These
results thus support the crowding explanation of the discriminability asymmetry
reported in Chapter 2. However, a possible contribution of ‘conjunctively tuned’
cells cannot completely be disregarded by these data. In order to disentangle the
effects of crowding and conjunctively tuned cells, the reported experiment could
be repeated but with object spacings large enough to avoid crowding effects.

Practical implications
Regardless of what the correct explanation of the reported perceptual interactions
is, they may have consequences for more applied fields, in particular information
visualization. The main purpose of information visualization (or ‘information
graphics’) is to present data in a way that facilitates understanding and task
execution. A common visualization technique is to map distinct dimensions of
a dataset to distinct visual features (e.g., [Healey & Enns, 1999; Weigle et al.,
2000]). If the represented data are supposed to get equal attention, then the
discriminability of the features to which these data are mapped should be mat-
ched. However, as became clear from the results presented in Chapter 2, this
may be quite difficult to achieve: if feature discriminabilities are matched for
‘single feature’ objects, they are possibly no longer matched when they are put
into conjunctions. Furthermore, the results from Chapter 3 indicate that while
object color and size are suitable features for encoding information, the usefulness
of orientation as an ‘information dimension’ seems very limited.

7.2 Crowding and clutter: perceptual interactions between dif-
ferent objects

Visual clutter is an important factor in the design of information displays. In
order to maximize the effectiveness of an information visualization, visual clutter
should be kept to a minimum. Since there seems to be quite a strong agreement
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between subjective judgments of clutter [Rosenholtz et al., 2005], it should be
possible to measure clutter in an algorithmic way. However, it is currently not
at all obvious what aspects of an image determine how cluttered it is. Previous
research has shown that the subjective notion of clutter correlates well with ‘fea-
ture congestion’, which is a measure of local feature variance [Rosenholtz et al.,
2005], and the ‘number of regions’ in an image [Bravo & Farid, 2007]. However,
the studies that led to these measures remain inconclusive about the perceptual
basis of clutter. In this thesis it was hypothesized that crowding is the under-
lying cause of clutter (Chapter 5). In order to test this hypothesis, a model was
developed to measure the amount of crowding in an image. It was found that the
predictions of this model are not only in agreement with crowding data, but also
correlate well with subjective judgments of clutter and accurately predict visual
search times.

If clutter is indeed closely related to crowding, as suggested by these results,
then a number of implications follow for information visualization. Most impor-
tantly, it can be predicted that the subjective notion of clutter has the same
properties as crowding. As a consequence, it should be possible to reduce clutter
by increasing object spacing or feature contrast. Furthermore, the finding that
perception of object color and size is less strongly affected by crowding than per-
ception of object orientations (Chapter 4) would be another reason to avoid the
use of orientation as an information dimension.

Although our modeling results provide supporting evidence for the hypothesis
that clutter is closely related to crowding, they should still be interpreted with
some care. Despite the progress that has been made in the past several years,
crowding is still not fully understood (see also chapter 6). Hence, it is likely that
our model will not have captured all relevant aspects of crowding. As a conse-
quence, the generality of the predictions of the model needs further verification.

7.3 Towards a quantitative and unifying theory of crowding
The purpose of this thesis was to get a better understanding of perceptual in-
teractions in human vision. As far as spatial interactions are concerned, visual
crowding is probably the most important effect to study. In Chapter 6 of this
thesis a mathematical formulation of the feature integration theory of crowding
was presented, based on the principles of population coding. It was found that
this biologically plausible model reproduces many of the reported behavioral pro-
perties of crowding, including the properties related to the ‘critical spacing’ of
crowding [Pelli et al., 2004], the ‘compulsory averaging’ effect [Parkes et al., 2001],
and an ‘inward/outward anisotropy’ [Petrov & Popple, 2007]. Furthermore, since
the population coding approach can be applied to any feature domain, this ex-
planation can in principle also account for the ‘generality’ of the crowding effect
across different visual features. These findings strongly support the theory that
crowding is a result of feature integration. This interpretation of crowding raises
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two important questions. The first question relates to the functional origin of
crowding: if crowding is an undesired ‘by-product’ of feature integration, why is
there feature integration in the first place? Second, how to account for the expe-
rimental data that suggest that attention and location uncertainty are important
factors as well?

Concerning the question about the functional origin of crowding, there are
several reasons why feature integration could be a useful operation in visual per-
ception. The first reason is that feature integration could serve as a ‘binding’
operation and play a role in object perception, as proposed by Pelli & Tillman
(2008). One limitation of this theory is that it does not explain why crowding is
strongest when objects are very similar, i.e., why similar features have a higher
chance of being integrated than dissimilar features. Another interpretation of
feature integration is that it makes us perceive ‘global image statistics’ (texture
perception) at the cost of perceiving object details (crowding). Hence, it has
been put forward that crowding is ‘texture perception when we do not wish it to
occur’ [Parkes et al., 2001]. However, one could wonder whether this hypothesis
is not simply begging the question (“crowding serves texture perception because
it seems to result in texture perception”). Finally, the results from Chapter 6 of
this thesis give rise to a novel view on crowding, namely that it is a by-product
of a mechanism that improves signal-to-noise ratios (SNR). Combining different
noisy signals from the same ‘source’ (e.g., two signals that encode neighboring
parts of the same edge) will lead to a decrease in noise and, thus, to an improved
SNR. However, if two signals from unrelated sources are integrated, then the SNR
will get worse and crowding will occur. In order to test this hypothesis, it would
be interesting to experimentally investigate whether feature integration indeed
improves SNRs when there is no crowding.

If crowding can largely be explained as the result of feature integration, how
should we account for the reported effects of attention and location uncertainty?
The integration, attention, and location uncertainty explanations of crowding
are often presented as rivaling theories. However, since all three factors appear
to find support in experimental data, it is quite conceivable that all of them
contribute to the effect. Based on arguments from evolution, we can expect that
the size of the integration fields is in some sense optimal. As we hypothesized
in Chapter 6, location uncertainty and, indirectly, attention may be important
factors determining the optimal size of an integration field. If signals that are likely
to originate from the same location should be integrated, then the likelihood of
integration will depend on the amount of uncertainty about object locations.

The quantitative model that was presented in Chapter 6 may serve as a star-
ting point for a unified theory of crowding. The large number of predictions made
by the model provides good opportunities to experimentally evaluate this theory.
It would be interesting, for example, to perform psychophysical experiments to
study how the reported averaging effect and inward/outward anisotropy relate to
stimulus factors such as distractor spacing, contrast, size, and variability. Fur-
thermore, physiological experiments could provide a very direct way of testing
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the integration hypothesis. If crowding is indeed a result of population code sum-
mation, then it should be possible to locate ‘integration cells’ by using single-cell
recording methods. Another interesting direction for further research would be to
look for neural correlates of integration fields, for example by using neuroimaging
methods such as fMRI.

7.4 Conclusion
Based on the results presented in this thesis, I conclude that perceptual inter-
actions are common in vision and that most of them are probably due to the
crowding effect (Chapters 2, 3, and 4). Furthermore, I conclude that there are
good reasons to propose that visual clutter, a concept used in information visua-
lization, finds its origin in crowding (Chapter 5). Finally, the modeling results
from Chapter 6 strongly support the hypothesis that crowding is the result of fea-
ture integration, and I believe that the model presented in this thesis may serve
as a starting point for a unified, quantitative, and biologically feasible model of
crowding.
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Samenvatting

Zien is geloven, is een veelgebruikt gezegde. Dat we kennelijk een groot vertrouwen
hebben in de betrouwbaarheid van visuele informatie, wordt weerspiegeld in de
architectuur van het brein. Daar zijn meer cellen betrokken bij het verwerken van
visuele informatie, dan bij ieder ander proces. Maar waarneming kan ook mis-
leidend zijn, zoals gedemonstreerd door talloze visuele illusies. Zo lijkt de maan
kleiner wanneer deze hoog aan de hemel wordt waargenomen, vergeleken met wan-
neer hij aan de horizon wordt waargenomen. Net als in vele andere illusies, toont
deze zogenaamde ‘maan-illusie’ aan dat waarneming deels context-afhankelijk is.
De vraag die centraal staat in dit proefschrift is hoe de waarneming van visuele
objecten wordt bëınvloed door aanwezigheid van andere objecten.

Het experiment in hoofdstuk 2 laat zien dat waarneming van de grootte en
oriëntatie van objecten verslechtert als proefpersonen ook moeten letten op kleuren
van objecten. Dit heeft mogelijke gevolgen voor ‘informatie-visualisaties’, waarin
verschillende informatiestromen vaak worden gevisualiseerd in verschillende vi-
suele dimensies. In een weerbericht, bijvoorbeeld, kan de grootte van een wolk
de verwachte mate van bewolktheid aangeven, terwijl de kleur (wit, lichtgrijs,
donkergrijs) kan aangeven of er onweer wordt verwacht. Om te bepalen of de ‘per-
ceptuele interacties’ gerapporteerd in hoofdstuk 2 invloed hebben op zoekgedrag
bij informatie-visualisaties, hebben we het experiment herhaald met complexere
stimuli. De resultaten (hoofdstuk 3) laten zien dat de eerder gevonden interac-
tie tussen waarneming van object-kleur en -grootte in de praktijk geen merkbare
effecten oplevert, mits het contrast in beide dimensies erg laag wordt gehouden.
Een andere bevinding was dat object-oriëntatie slechts beperkt geschikt is om in-
formatie mee weer te geven, want oriëntatie-verschillen moeten vrij groot worden
gehouden om ze makkelijk van elkaar te kunnen onderscheiden.

Eerder onderzoek heeft aangetoond dat een object dat moeiteloos kan worden
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herkend als het in z’n eentje wordt gepresenteerd, onherkenbaar kan worden als
er andere objecten omheen worden geplaatst. Dit fenomeen wordt ‘crowding’ ge-
noemd (zie Figuur 1.4 op pagina 5 voor een voorbeeld). Het is gebleken dat crow-
ding sterker wordt naarmate de afstand tussen objecten kleiner wordt gemaakt.
Hoe kleiner de afstand tussen de letters van een woord, bijvoorbeeld, hoe moei-
lijker het is om dit woord te lezen. Hoe groot de afstand tussen letters precies
moet zijn om makkelijk te kunnen lezen, blijkt af te hangen van de plek waar een
woord wordt gepresenteerd: hoe verder een woord in de periferie van het visuele
veld wordt gepresenteerd, hoe groter de afstand moet zijn. Een woord dat in het
midden van het visuele veld wordt gepresenteerd, zal dus makkelijker te lezen zijn
dan een woord dat in de periferie van het visuele veld wordt gepresenteerd. Bij
het lezen houden we hier, vaak onopgemerkt, constant rekening mee, door met
onze ogen van woord naar woord te ‘springen’, zodat ze in het midden van ons
visuele veld vallen, waar ze makkelijker zijn te lezen.

Hoewel er al ongeveer een eeuw lang experimenteel onderzoek wordt gedaan naar
het crowding-effect, is dit grotendeels beperkt gebleven tot taken met letters en,
in mindere mate, georiënteerde balkjes. In hoofdstuk 4 van dit proefschrift wordt
onderzocht of het crowding-effect beperkt is tot het herkennen van letters en
object-oriëntaties. In het experiment dat daar wordt beschreven, beoordeelden
proefpersonen de oriëntatie, grootte, tint, en kleurverzadiging van visuele ob-
jecten. De resultaten tonen aan dat er in alle vier onderzochte taken crowding
optreedt. Deze bevinding laat zien dat crowding een algemene en fundamentele
eigenschap van visuele waarneming is.

Een beeld dat veel objecten bevat, wordt doorgaans als ‘rommelig’ ervaren. In
het Engels wordt dit vaak aangeduid met de term ‘clutter’. Hoewel veel mensen
een intüıtief beeld hebben van wat ‘clutter’ betekent, blijkt het nog niet zo een-
voudig om een objectieve definitie voor deze term te formuleren. Het zou echter
erg handig zijn om clutter op een objectieve en geautomatiseerde manier te kun-
nen meten. Want zodra we clutter kunnen meten, kunnen we het mogelijk ook
beheersen, wat de effectiviteit van informatie-overdracht tussen machine en mens
zou bevorderen. De vraag die in hoofdstuk 5 centraal staat, is hoe we clutter
(objectief) kunnen meten. De hypothese in hoofdstuk 5 is dat crowding een be-
langrijke rol speelt in het veroorzaken van visuele clutter. Om deze hypothese te
testen, hebben we een eenvoudig model geconstrueerd dat een schatting maakt
van de hoeveelheid crowding in een plaatje. Het blijkt dat de geschatte hoeveel-
heid crowding in een plaatje vaak goed overeenkomt met de hoeveelheid clutter
die mensen aan een plaatje toekennen. Dit resultaat is een eerste aanwijzing dat
er inderdaad een direct verband bestaat tussen crowding en clutter.

Hoewel wetenschappers het er steeds meer over eens worden dat crowding waar-
schijnlijk iets heeft te maken met spatiële integratie van visuele informatie, is
er momenteel erg weinig bekend over het neurale mechanisme dat hiervoor ver-
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antwoordelijk is. Ondanks de overvloed aan experimentele data, is er tot nog
toe verassend weinig modelleer-onderzoek gedaan. Hoofdstuk 6 van dit proef-
schrift is gericht op het verkrijgen van meer inzicht in het mechanisme en de
functie van crowding. In dat hoofdstuk wordt een wiskundig model gepresenteerd
dat sterk is gëınspireerd door de huidige theoriën over hoe het brein informatie
codeert in populaties van cellen. Het blijkt dat een relatief eenvoudig model,
waarin feature-integratie plaatsvindt door signalen te sommeren, een hele reeks
crowding-eigenschappen kan verklaren. Tevens laten de resultaten zien dat het-
zelfde integratie-mechanisme ook nuttige kanten heeft, zoals het versterken van
visuele contouren. Deze bevindingen suggereren dus dat crowding een neveneffect
is van een mechanisme dat gericht is op zaken als contour-herkenning.

Kort samengevat zijn de hoofdbevindingen van dit proefschrift als volgt. In vi-
suele zoektaken bestaan er interacties tussen informatiestromen in verschillende
visuele domeinen; het is belangrijk om hiermee rekening te houden in informatie-
visualisaties (hoofdstukken 2 en 3). Menselijke inschattingen van visuele clutter
correleren sterk met de hoeveelheid crowding in een plaatje (hoofdstuk 5). Crow-
ding blijkt een algemene eigenschap van visuele perceptie (hoofdstuk 4) en kan
op neuraal niveau worden verklaard als het gevolg van een eenvoudig integratie-
mechanisme, dat mogelijk is gericht op basale processen als contour-integratie
(hoofdstuk 6).
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