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Preface

Welcome to the lecture notes in computer science (LNCS) proceedings of the 37th
Computer Graphics International conference (CGI 2020). CGI is one of the oldest
international conferences in computer graphics in the world. It is the official conference
of the Computer Graphics Society (CGS), a long-standing international computer
graphics organization. The CGI conference has been held annually in many different
countries across the world and gained a reputation as one of the key conferences for
researchers and practitioners to share their achievements and discover the latest
advances in computer graphics. This year, CGI 2020 was a very special edition of the
conference series as it was held virtual due to the pandemic that, at the time of writing
this preface, still plagues society. It was organized online by MIRALab at the
University of Geneva, Switzerland. The official date of the conference was postponed
to October 20–23, 2020, in the hope of a mixed conference outcome, in situ and online.
Finally, all presentations from the CGI 2020 accepted papers are available on
YouTube.

This CGI 2020 LNCS proceedings is composed of 47 papers. We accepted 16
papers that were thoroughly reviewed at the CGI TVC track from over 100 submissions
and we received for the LNCS track 51 papers, accepting an additional 27 full papers
and 4 short papers. To ensure the high quality of this publication, each paper was
reviewed by at least three experts in the field and the authors of the accepted papers
were asked to revise their papers according to the review comments prior to
publication.

The accepted papers also feature papers from the ENGAGE 2020 workshop (10 full
and 2 short papers), focused specifically on important aspects of geometric algebra
including surface construction, robotics, encryption, qubits, and expression optimiza-
tion. The workshop has been part of the CGI conference series since 2016.

We would like to express our deepest gratitude to all the Program Committee
members and external reviewers who provided high-quality, timely reviews. We would
also like to thank all the authors for contributing to the conference by submitting their
work.

September 2020 Nadia Magnenat-Thalmann
Constantine Stephanidis

Enhua Wu
Daniel Thalmann

Bin Sheng
Jinman Kim

George Papagiannakis
Marina Gavrilova
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Comparing Physical and Immersive VR
Prototypes for Evaluation of an Industrial

System User Interface

Jean F. P. Cheiran1(B), Laura A. Torres2, Antonio A. S. da Silva2,
Gabrielle A. de Souza2, Luciana P. Nedel2, Anderson Maciel2,

and Dante A. C. Barone2

1 Federal University of Pampa, Alegrete, RS, Brazil
jeancheiran@unipampa.edu.br

2 Federal University of Rio Grande do Sul, Porto Alegre, RS, Brazil
{latorres,aasilva,gasouza,nedel,amaciel,barone}@inf.ufrgs.br

Abstract. Since immersive VR devices have become commodities,
immersive environments appear as a new tool in the development of
high-fidelity prototypes of systems in which the user interaction relies on
expensive or unusual hardware, e.g., industrial systems. However, there
is not enough evidence that the interface of a complex system and its VR
counterpart have equal usability and user experience qualities. Our main
objective is to assess the feasibility of carrying out studies on user-based
evaluation in industrial interactive systems through immersive VR simu-
lation. To achieve this, we compared user assessment with a conventional
prototype of an industrial system with its immersive VR simulation. We
performed within-subjects user testing in both the physical and the VR
setups, and collected (i) experimenters’ observations on usability issues
and (ii) subjective and objective measures of 16 participants. Subjective
measures were taken using standardized questionnaires and objective
measures by logging the elapsed time to fulfill task scenarios. Our results
indicate that the perceived quality of the immersive VR system is indis-
tinguishable from the physical counterpart regarding User Experience,
usability, and cybersickness. On the other hand, the users’ performance
on VR simulation was significantly slower in immersive VR. Finally, the
same usability issues could be detected with either of the conditions.

Keywords: Virtual reality simulation · User interfaces · Industrial
systems · User-based evaluation

1 Introduction

Technologies and principles of Virtual Reality (VR) have evolved over the last
50 years [19]. For instance, flight simulation in VR has been successfully applied

This study was financed in part by the Coordenação de Aperfeiçamento de Pessoal
de Nı́vel Superior - Brasil (CAPES) - Finance Code 001, and by Petrobras under the
project INF/LAMECC/PETROBRAS 0050.0098154.15.9.

c© Springer Nature Switzerland AG 2020
N. Magnenat-Thalmann et al. (Eds.): CGI 2020, LNCS 12221, pp. 3–15, 2020.
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for decades for developing pilots’ skills [19]. This simulation, besides being safer
and cheaper, might be placed in an immersive environment by head-mounted
displays (HMD) and completely fill the pilot surroundings.

Besides that, VR seems to be a more appropriate display model when trying
to recreate physiological responses in environmental studies [5]. Notably, for
industrial settings, VR and Mixed Reality (MR) have been aroused interest as
tools [2,15,21]. Considering that, it’s crucial to guarantee that those simulations
are suitable for training and safe for experiencing by measuring their quality.

According to Barbosa and Silva [1], quality in Human-Computer Interaction
(HCI) is related to some aspects of interaction and interface that makes them
suitable for a specific context of use. The evaluation in HCI is fundamental for
collecting information about users’ experiences when interacting with the system
[17]. User Experience (UX) is a wide concept defined as “user’s perceptions and
responses that result from the use and/or anticipated use of a system, product
or service” [8], covering usability [18] and other more personal components [1].

Common user-based approaches to assess UX and usability include user test-
ing (collecting data from performance) followed by the application of question-
naires or interviews (collecting data from opinion) [17]. In this scenario, stan-
dardized questionnaires are more effective to collect reliable data from users [16].
This data collection practices have also been extended to the area of VR to obtain
specific measurements that are inherent to the VR simulations, e.g., cybersick-
ness that is associated with discomfort symptoms as headache, eye strain, dis-
orientation, sweating, nausea, vomiting, among others [13]. It is caused by no
exact source, but it is strictly induced by visual stimulation in VR environments
through VR devices (as HMDs and Caves) [13]. So, assessing cybersickness in
VR simulation is essential as it can detriment the user experience [4].

Few studies evaluate the use of immersive VR simulation as an alternative for
user testing in expensive and complex systems in an industrial context [2,9,15].
Even though usability and UX are measured in these studies, we noticed that
some questions remained unanswered: (i) Is it the same to undergo user test in
a desktop system or in a simulated system in VR? (ii) How does it affect the
user performance? (iii) How does it affect the usability assessment and usability
issues’ finding? (iv) How does it affect the User Experience (UX)? (v) Should
the experimenter mind about cybersickness?

In this context, the main objective of this research is to evaluate the fea-
sibility of carrying out studies for user-based evaluation of industrial system
interfaces using immersive VR simulation. Thus, we compare aspects of a con-
ventional prototype (physical hardware, plus software) with its simulation in
VR (virtual hardware, plus software). In order to perform this comparison, we:
(1) ran the software system for a remotely operated machine that is going to
be used in an offshore platform in a physical prototype and in a immersive VR
prototype; (2) performed user tests with 16 participants using two task scenar-
ios; (3) identified and recorded usability issues on both versions of the system
through observation; (4) collected participants’ opinions on both versions of the
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system by standardized questionnaires and participants’ performance data; and
(5) analyzed the results to answer the aforementioned questions.

2 Related Work

In recent years, studies to demonstrate the proximity of a VR environment to a
physical environment in different applications have made considerable progress.

Wolfartsberger [21] investigated the potential of VR for engineering projects.
For this, the study was divided into two parts to analyze (1) how quickly begin-
ners learn to interact with the system and (2) the effectiveness of VR-supported
design review with conventional approaches with CAD software support. The
results indicated that the VR-supported design review approach allows users to
see more flaws in a 3D model than in a traditional software-based CAD approach.

Higuera-Trujillo, Maldon, and Millán [5] demonstrated by means of compar-
ative validation that 360◦ Panorama and VR are closer to the physical environ-
ment, both in terms of psychological and physiological responses, compared to
photograph. In addition, this study also shows that in 360◦ Panorama and VR
environments, there was an increase in the user’s sense of presence.

Werrlich et al. [20] conducted a study to measure user satisfaction and work-
load in training transfer using the HMD and sheets of paper for assembling an
engine. The authors concluded that participants made fewer mistakes during
training using HMD-based instructions when compared to paper-based ones.

Satter and Butler [15] conducted a usability study on CAD to measure
the performance and the user preference for (i) immersive Virtual Environ-
ments (VEs) with multimodal gesture-based interface or (ii) traditional non-
stereoscopic interface with keyboard and mouse. The study centered on the use
of eye-tracking as a mechanism for monitoring the human-computer interface
(HCI). It was demonstrated that there is a user predilection for immersive VEs,
and “error localization and fix” times are 26% faster using VEs.

Kamide et al. [9] evaluated the feasibility of assessing usability of robots by
their virtual representation. The study used the PERNOD scale, and the results
showed that the VR robot could be used instead of the real robot, taking specific
characteristics of each project into account.

Bolder, Grünvogel, and Angelescu [2] compared the usability of an infortain-
ment system in a car prototype using MR to the same system in a real car. The
results indicated by SUS questionnaire analysis that there is no significant dif-
ferences between them. In addition, 46.67% of the participants made suggestions
to improve the system while using the MR environment.

Based on the state-of-the-art analysis, there is still a gap regarding the appli-
cation of VR for in the assessment of user interfaces of complex systems.

3 Methodology

To verify the suitability of an immersive VR simulation as an environment to
assess user interface design, we proposed to perform an experiment with partic-
ipants. In these usability essays, the participants experienced the same interface
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in both the physical and the virtual world. We gathered qualitative data about
the system usability by observing the users and writing interaction issues down,
and quantitative data by standardized questionnaires and task performance logs.

3.1 Annelida System Overview

Our case study focuses on a system developed to drive and supervise a tethered
robot designed to move inside oil pipes. The user operation interface includes
three touchscreens and a physical control panel. It is installed on board of a
Floating Production Storage and Offloading (FPSO) vessel that uses kilomet-
ric pipes to extract oil from deep-water wells. Oftentimes, these pipes become
clogged with chemicals, preventing the crude oil to flow. The robot is designed
to go down these pipes, find out where the obstructions are, and carry out an
unclogging process. The vermiform robot has two main components to be con-
trolled by an operator: a locomotion system and an unclogging system. The
robot moves slowly, so the operation can take several hours and even days, and
the system is continuously supervised by an operator on board of the vessel.

The control panel (Fig. 1) has four modules: locomotion, Graphical User
Interface (GUI) control, unclogging tool, and general operation. The first con-
trols direction and speed. The second module has the input system used to con-
trol elements on screen. The third allows the operator to control the unclogging
process. The last module has general operation commands.

Fig. 1. Physical prototype (left) and virtual prototype (right) of the control panel.

In addition to sending commands to the robot, the operator can visualize
the current status of all its sensors in the monitoring interface. It is composed of
three screens, that we will refer from now on as “monitoring graphics”, “mission
reconstruction” and “control and monitoring” screens (Fig. 2). The monitoring
chart screen shows a collection of 2D line graphs to represent the temporal
behavior of sensors. Since this part of the system is under development, it was
not included in our experiment and the respective screen was left blank (the
leftmost screen in left and right images in Fig. 2).

The mission reconstruction screen has a 3D model of the robot that moves
replicating the path that the real robot is making (left image in Fig. 3). The
control and monitoring screen contains widgets to display the individual sensor
values sent by the robot. It also has a control module that serves as a replica of
the physical control panel (right image in Fig. 3) for fault tolerance.
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Fig. 2. Conventional desktop system with physical setup of the experiment (left), par-
ticipant during a testing session using VR devices (center), VR system simulation with
setting close to the real operating environment (right).

Fig. 3. Mission reconstruction screen from the system Graphical User Interface (GUI)
depicting the robot and the pipe where it slides (left image). Control and monitoring
screen from the system GUI with sensor gauges and other widgets (right image).

3.2 Methods and Apparatus

The method of user interaction with the system was the same in both control
versions. The physical control panel (Fig. 1, leftmost image) was fixed on the
table, and the commands were performed through direct actions of the user in
control. The virtual control (Fig. 1, rightmost image) was mapped in the virtual
environment so that user interaction with it matched the physical control (pro-
viding passive haptics feedback [7]). Both console versions were almost identical
except for the presence of a tracking plate in the physical panel, the backlit
buttons in the virtual console, the size of labels, the overall colors, and a LCD
above the numpad at the center of the console that remained with a fake fixed
value in the VR version. When performing the VR experiment, the participant
used markers on three of they fingers and the virtual representation of their fin-
gers was in a capsule shape. Ultimately, the user was able to control the system
through the control console (Fig. 1) or the GUI widgets (Fig. 3).

We developed a user study protocol [14] that is detailed in Subsect. 3.3. To
apply that protocol, we implemented two hardware and software setups. One is
a completely physical setup, with a table with the control panel and three video
monitors plugged to a PC that runs the whole system. The other one is a virtual
environment where the same physical elements are depicted in a scene that is
experienced by the user through HMD and finger tracking.

The setup counted with an HTC Vive Headset (resolution of 1080 × 1200
pixels per eye). To enable the interaction, our setup included five Vicon Vero
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v1.3 X cameras (Fig. 2), the Vicon Tracker 3.6 software and three 3D-printed
finger markers. The finger markers have three rods each at different angles with
reflective tiny points on top, because Vicon cameras capture these points within
their field of view and send their position to be recreated as a 3D object. One
very important feature of our immersive VR setup was that the physical objects
remained in place and were registered to the positions of their virtual counter-
parts, which provided passive haptic feedback [7] and allowed us to read the
interactions with the same equipment in both the real and virtual setups.

To gather user data on usability issues from the two setups, we adopted the
direct systematic observation method [11]. The experimenters also took notes
of usability noises and barriers on both systems during observations in order to
compare them at the end.

We collected users’ perceived usability, opinions towards User Experience,
and cybersickness symptoms applying three different standardized question-
naires after each test scenario: System Usability Scale (SUS) [3], User Experience
Questionnaire (UEQ) [12] and Simulator Sickness Questionnaire (SSQ) [10]. Val-
idated versions of these questionnaires in the subjects native language (Brazilian
Portuguese) were used instead of their original English versions. Additionally,
two documents were created on Google Forms to keep all the questionnaires in
the proper sequence in each of the two conditions. Users handled a 9.7′′ Apple
iPad and used Safari web browser to fill out the forms. Both versions of the
target system were developed using Unity platform version 2018.2.15f, and the
control panel was prototyped using Arduino kits and 3D-printed pieces. Finally,
IBM PASW Statistics 18 was used for statistical analyses.

3.3 Experiment Design

The overall structure of the experiment involved each participant to perform two
different sets of tasks with the system (Subsect. 3.1). We call each set of tasks
a scenario. Each participant performed one of the scenarios in the immersive
VR setup and the other using the physical prototype. In such way, we have two
independent variables (scenario and setup) with two treatments each. In each
scenario, the operator (participant) needed to move the robot and to unclog pipes
in different locations. We followed a latin square schedule to shuffle the order
of scenarios. We also randomized the order of the prototype (VR and physical).
The resulting latin square configuration is presented in Table 1.

The chosen metrics include (i) usability problems that users had to deal with,
(ii) elapsed time to complete a set of tasks in each scenario, (iii) usability score,
(iv) User Experience score, and (v) relative cybersickness levels. The question-
naires and support devices are those presented in Subsect. 3.2. Cybersickness was
measured before and after each condition, and the resulting value corresponded
to the difference between pre- and post-condition measures. The testing protocol
included a Profile Form (PF), an Informed Consent Form (ICF) and a Confiden-
tiality Agreement (CA). Additionally, since VR experiences are contraindicated
for people with some conditions, a Screening Form (SF) was applied to prevent
sensitive participants from joining in.
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Table 1. Latin square for session configuration.

Participants 1st Config. 2nd Config.

1, 5, 9, 13 Scen. 1 + physical Scenario 2 + VR

2, 6, 10, 14 Scenario 1 + VR Scen. 2 + physical

3, 7, 11, 15 Scen. 2 + physical Scenario 1 + VR

4, 8, 12, 16 Scenario 2 + VR Scen. 1 + physical

The complete flow of activities during a testing session was:

1. Greetings: the researchers introduce themselves and the experiment.
2. Documents and Screening: the participant fills out ICF, CA, PF and SF

(they may be prevented to carry on with the experiment).
3. System Presentation: the participant is introduced to Annelida system

and its functionalities. After that, they answer only the SSQ.
4. 1st Configuration: the participant receives instructions and performs tasks

on the system. After, they answer SSQ, UEQ and SUS.
5. 2nd Configuration: the participant receives new instructions and performs

new tasks on the system. They answer again SSQ, UEQ and SUS.

4 Results

Sixteen participants were recruited and went through the experiment. This pop-
ulation was composed of 13 (81%) males and 3 (19%) females, from 22 to 32
years old (x̄ = 26.13). Ten participants have a graduate degree (62.5%), four
have a post-graduate degree (25%), and two are high school graduated (12.5%).
All participants reported some previous experience in VR: eight participants use
VR less than once a month (50%), four use it at least once a month (25%), one
uses it sometimes a month (6%), and three use it once a week or more (19%).

Most of the participants did not have any vision impairment (75%), and the
remaining participants reported myopia, hypermetropia or astigmatism and used
correction lens or did not feel affected by the condition during experiments.

According to the protocol described in Subsect. 3.3, each participant com-
pleted two task scenarios, each one with a different prototype (physical or immer-
sive VR). Table 2 presents sample size (N), sample mean (x̄) and standard devia-
tion (σ) for the differences between SSQ measures taken in different moments of
the session. The pre-exposure measure was taken after the system presentation
and before the first configuration. The VR measure was taken after the comple-
tion of tasks in the immersive VR configuration, and the physical measure was
taken after finishing the tasks in the physical configuration.

Table 3 presents the sample size (N), the sample mean (x̄) and the standard
deviation (σ) for other measures in each prototype.

We applied Shapiro-Wilk’s test of normality and a Levene’s test of homogene-
ity of variance on our samples in order to identify the fairest statistical approach
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Table 2. Descriptive data analysis for cybersickness.

SSQ differentiala N x̄ σ

pre-exposure → VR 7 12.29 20.45

VR → physical 7 −16.03 13.78

pre-exposure → physical 8 −0.47 9.04

physical → VR 8 1.40 12.31
aThe element on the left side of the arrow indi-
cates the baseline for SSQ differential measure. For
example, “VR → physical” means the variation of
cybersickness symptoms from an immersive VR sce-
nario to a non-immersive scenario, i.e., the SSQ score
in the second scenario with physical prototype sub-
tracted from the SSQ score in the first scenario with
immersive VR prototype.

Table 3. Descriptive data analysis for usability, UX and performance.

Measure Prototype N x̄ σ

SUS VR 15 51.1 9.87

physical 16 55.03 9.57

UEQ - attractiveness VR 15 1.52 0.91

physical 16 1.87 0.71

UEQ - pragmatic VR 15 1.38 0.7

physical 16 1.8 0.59

UEQ - hedonic VR 15 1.71 0.66

physical 16 1.68 0.79

time (in seconds) VR 15 1118 223

physical 16 923 111

to compare scores and times. All samples presented normal distribution (p-values
higher than .05). Time samples pair presented heterogeneous variance (p-value =
.004) while other pairs presented homogeneous variances (p-values higher than
.05).

For differences in SSQ scores, we applied parametric Student’s t-tests. The
p-value of .133 fails to reject the null hypothesis (at significance level of .05)
when comparing “pre-exposure → VR” and “pre-exposure → physical”, i.e., it’s
not possible to declare that cybersickness symptoms were worse in either case.

In contrast, the p-value of .022 allows us to reject the null hypothesis (α =
.05) when comparing differences in SSQ scores for “physical → VR” and “VR
→ physical”. So, we can state that moving from an immersive VR scenario to a
physical prototype scenario caused a significant decrease of sickness symptoms
while the inverse scheme (from physical to VR) probably did not.
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Pearson’s correlation coefficients (ρ) were also computed for analyzing the
overall behavior of cybersickness symptoms during a test session. In sessions
that started with a scenario in immersive VR and followed with a scenario in
physical prototype, the ρ = –.930 indicates a very strong inverse correlation [6].
This is expected as result of the recovery from immersive VR sickness during the
tests using the physical prototype. However, in the sessions that started with a
scenario in physical prototype and followed with a scenario in immersive VR, the
ρ = –.514 reveals a moderate negative correlation [6] despite our predictions that
no correlation should be found. The expected outcome was that the “physical →
VR” cybersickness measure would present differential values similar to the “pre-
exposure → VR” case, but performing tasks in the physical prototype softened
cybersickness symptoms somehow in the subsequent VR test.

For SUS, we also applied a Student’s t-test. The p-value of .269 fails to reject
null hypothesis (α = .05) which states that there is no significant difference in
samples means. Since we identified no bias in usability analysis (participants
have never used the target system), the most likely explanation for this result is
the perceived usability being the same in immersive VR and physical prototypes.

For UEQ, we again applied a Student’s t-test. All p-values for distinct UX
dimensions fail to reject null hypotheses (α = .05): .236 (attractiveness), .072
(pragmatic), and .913 (hedonic). Again, we noticed no bias in UX analysis (par-
ticipants have already used VR and are unlikely to feel amazed or baffled).

Finally, for time to go through the scenarios, we applied a parametric Welch
t-test. The p-value of .006 allows us to reject the null hypothesis (at signifi-
cance level of .01) and to assert that participants took significantly more time
to complete scenarios in immersive VR than in physical prototypes. It sounds
reasonable that immersive VR interaction (even with passive haptics and finger
tracking) is slower than desktop interaction. We also reinforce that the users’
fingers in VR occasionally flickered due to missing tracking references which had
to remain in the cameras reach. Similar problems were already reported [2].

Through systematic observation, we were capable of writing down usability
issues found on both version of the system. It is worth mentioning that all
usability problems were noticed or experienced by users in both immersive VR
and physical versions.

5 Research Questions

Ultimately, it is necessary to answer the questions introduced in Sect. 1:

i. Is it the same to undergo user test in a desktop system or in a
simulated system in VR? Our case study suggests that the answer is
“yes, to some extent”. We collected evidence that the summative evaluation
of interaction aspects is similar in results for immersive VR and desktop
system prototypes, except for performance.

ii. How does it affect the user performance? The overall performance of
the users was significantly worse in immersive VR (users complete desktop
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scenarios 17.4% faster than immersive VR scenarios). However, this result
is heavily bound to our experimental setup. For instance, tracking system
inaccuracies, HMD limitations (e.g. resolution and field of view) and small
gaps in aligning the physical console to its virtual representation might be
responsible for lower efficiency. Werrlich et al. [20] found similar results
when comparing users’ performance in following instructions given in Aug-
mented Reality (AR) and physical paper: participants in AR performed
worse. On the other hand, Bolder, Grünvogel and Angelescu [2] reported no
difference when comparing users’ performance in a car infotainment system
using Mixed Reality (MR) and the real car.

iii. How does it affect the usability assessment and usability issues’
finding? It was not possible to identify differences in usability scores on
both system versions. Moreover, usability issues were evenly found in both
versions of the system. This typifies similar usability on both systems in our
context. Bolder, Grünvogel and Angelescu [2] also reported no differences
using SUS questionnaire in a MR vs. physical comparison. Werrlich et al.
work [20] suggests better usability SUS scores in AR instruction than in
paper instructions.

iv. How does it affect User Experience (UX)? Attractiveness, pragmatic
dimension and hedonic dimension presented no significant contrast when
comparing desktop to immersive VR. Even though the users faced some
interaction noises further discussed in Sect. 6, they were not enough for sig-
nificantly decreasing any UX scores. Nevertheless, it’s important to mention
that all participants of this research have already experienced Virtual Real-
ity and some of them even use VR frequently, so the overall UX might
be different for inexperienced people as suggested by Werrlich et al. [20].
The aforementioned authors reported differences on the hedonic dimension
(related to novelty and stimulation), but no difference on the pragmatic
dimension (related to perspicuity, control and efficiency): since participants
were completely inexperienced with AR devices, they seemed to be over-
stimulated and amazed by Microsoft HoloLens (resulting in higher hedonic
scores) and bored with paper-based instructions (resulting in lower scores).

v. Should the experimenter mind about cybersickness? We didn’t
detect significantly worse cybersickness symptoms on the immersive VR
simulation than those on the desktop system in the first measurement of
each session (i.e., from pre-exposure to post-exposure). We are aware that
it could be a particular effect of our participants sample, since some of
them experience VR regularly and are used to it. Furthermore, participants
remained sat during the entire test, and our immersive VR scene doesn’t
expose the users to sudden movement, teleportation or other conditions
known as potential inducers of cybersickness. This entire scenario might
contribute to lower SSQ scores in our case study.

It is also worth mentioning that correlation analysis of cybersickness revealed
an interesting behavior. As presented in Sect. 4, “pre-exposure → physical” score
differences were moderately correlated with “physical → VR” in the test config-
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uration where users start with the physical prototype scenario and then go to
immersive VR scenario. The expectation was that correlation would remain low,
because it is natural that cybersickness does not change much when users are
exposed to non-immersive VR (the mission reconstruction screen in Fig. 3) and
increases when users are exposed to an immersive VR environment (the entire
VR control room in Fig. 2 rightmost image). Nevertheless, the users did not
report many cybersickness symptoms when exposed to the VR prototype after
trying the physical prototype. This suggests that experiencing a non-immersive
interface of a system in advance could lead to reduced sickness during user test-
ing on the same system in immersive VR. We speculate that it happens due to
factors like reduction of head movements and increased concentration on tasks,
since the participant already knows the system features and functionalities.

6 Conclusion

In this paper, we conducted a case study to evaluate the use of immersive VR
simulation as an alternative for user testing in expensive and complex functional
systems. We collected and compared measures of performance, usability, User
Experience and cybersickness of 16 participants by performing user testing in
a system prototype used to unclog obstructions in oil pipes. Besides, we also
compare observations of usability issues faced by participants during the tests.
Results demonstrate that the perceived quality of the immersive VR system
is indistinguishable from the physical counterpart regarding User Experience,
usability, and cybersickness. Furthermore, we observed that the same usability
problems were detected in both systems, promising a consistent approach even
for formative evaluation. Nonetheless, the users’ performance on immersive VR
simulation was significantly slower than on the regular desktop. Also, there is
evidence to suggest that training users in a physical system prototype before an
immersive VR test session could reduce cybersickness for experienced users.

Limitations of this research include the small and homogeneous sample of par-
ticipants and a set of technical issues: the occasional inaccuracies on the tracking
system that made the virtual fingers of the user flickering (similar problems were
faced by Bolder, Grünvogel and Angelescu [2]), the mapping of just three fingers
of users in VR potentially reducing the sense of presence, the small differences
between virtual and physical control panels, the low resolution of our HMD to
present smaller text (logs, tooltips, etc.) on virtual screens, the low resolution
home-made trackball on the control panel, and some “hard to push” 3D printed
buttons on the physical console. Yet, these noises were not enough for generating
a significant difference in any UX dimension.

As future work for this study, we aim to increase the number of participants
in order to allow comparison of people experienced and inexperienced in VR,
since UX might be quite different. Unfortunately, we are currently unable to
perform gaze tracking in immersive VR due to our available apparatus, but the
investigation of gaze patterns on both prototypes also might lead to new findings.
Furthermore, it seems to be important to compare both the conventional desktop
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version of the system and the current immersive VR simulation with passive
haptics to a new VR simulation that depends on traditional VR controllers.
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Abstract. Virtual reality (VR) is a technology that relies on a com-
puter graphics system and other external display and control interfaces,
to create an immersive experience by generating an interactive three-
dimensional environment on a computer. Currently, however, most vir-
tual reality scenes are far behind the real world in naturalism. One of
the limitations is the insufficient graphics computing performance of the
computer. It is difficult for mainstream consumer GPUs to meet the
requirements of high picture quality and high fluency at the same time
when running VR scenes, resulting in a reduction in the game’s visual
experience and even human discomfort. In order to balance the quality
and fluency of the picture, the areas within and outside the focus range
of the user’s sight can be rendered hierarchically, so as to efficiently use
computing resources. In order to achieve this goal, the following article
proposes a model that combines the saliency information of the virtual
scene and the head motion information to predict the focus of the field
of view in real time. The model can assign different rendering priorities
to objects in the field of view according to the prediction results, and
give different priorities, use different rendering algorithms to provide a
flexible VR scene rendering optimization solution.

Keywords: VR · Viewpoint prediction · Foveated rendering · Picture
saliency

1 Introduction

1.1 Significance

In recent years, with the development and progress of virtual reality (VR) tech-
nology and the iterative update of VR devices, more and more people choose to
use VR games as one of the daily entertainment options. Compared with games
displayed on ordinary screens, VR games provide users with a stronger sense
of immersion and realism, which greatly improves the amusement of the game.
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In addition, VR can also be used in many other fields, such as education and
medical treatment. However, the actual expressiveness of VR technology still
has a certain gap compared with traditional three-dimensional scenes, and it is
far from the “realistic” rendering target.

The reason is that VR technology requires a larger display angle, a higher
graphics resolution and a higher number of display frames than traditional flat
three-dimensional display. Related research shows that in order to achieve the
ideal display effect, the display angle must reach more than 150◦, the graphic
resolution calculated in real time should reach 4K or even higher, and in order
to avoid the dizziness caused by the grainy picture, the display frames needs to
reach more than 90 frames per second.

Currently, consumer-grade graphics processors on the market are difficult to
meet these two requirements at the same time, which leads to the fact that most
of the VR scenes currently put into application have simple structures, rough
details, and poor sense of reality.

Compared with non-VR scenes, they have obvious disadvantages. In order
to solve the above problems and give full play to the computing performance
under the existing hardware to improve the VR display effect, the academic
community has proposed a method for tracking the focus of the sight in real
time and rendering the areas inside and outside the focus in a hierarchical way.

The basis of this method is that the focus of the visual field where the user’s
attention is concentrated at any time, as long as the focus area of the visual field
is rendered with high precision and the lower precision processing is performed
outside the area, it will make efficient use of computing resources, so as to balance
the picture quality and fluency. The main difficulty in implementing this solution
is the ac-curate prediction of the focus of the field of view (FoV).

The current high-precision prediction method is to use hardware devices, such
as eye trackers, to track the eye movement trajectory and calculate the focus of
sight in real time. However, this solution has strong hardware dependence, high
implementation cost, and small application scope. Another solution is software-
level line-of-sight focus prediction.

The specific method is to detect the saliency, depth information, color infor-
mation, etc. of the scene in combination with the content of the scene, so as
to determine the objects in the scene that may become the focus of attention.
Based on the head movement information, the line of sight movement trajectory
is calculated accordingly.

Based on extensive investigation of existing research results, this article devel-
ops a viewpoint prediction system based on head motion and scene information,
as well as hierarchical rendering based on the prediction. The structure is simple
and easy to use. The main contributions of this system are as follows:

1. The system is completely based on software implementation, and does not rely
on eye tracker equipment to achieve better viewpoint prediction, and on this
basis, the viewpoint rendering is realized, reducing the rendering overhead.

2. The system structure is streamlined and efficient, and can achieve higher
rendering effects under general hardware conditions.
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3. By analyzing the experimental results, this article proposes the future devel-
opment direction of VR rendering.

1.2 Article Structure

The workflow of this article is shown in the Fig. 1 below. First, the motion
information of the device sensors including speed, acceleration, etc. is collected
through the program, and the saliency information is calculated from the scene
screenshots.

Then, the obtained information is input into the Sgaze [6] model, and the
predicted view-point position is output, then pass the viewpoint position to
the foveated rendering program, and finally realize the foveated rendering of
viewpoint tracking.

Fig. 1. System structure

2 Related Work

2.1 Image-Based Viewpoint Prediction

Image-based viewpoint prediction has been studied in the field of computer
vision, and many saliency models have been proposed in the past thirty years.
L. Itti et al. [7] proposed a traditional viewpoint model, which uses multi-scale
image features to calculate a saliency map. Oliva et al. [15] noticed the impor-
tance of scene content and proposed a saliency model that takes scene content
information into account. In short, most existing models use basic information
such as color and brightness of the image [2], or specific scenes and objects in
the image [10,11]. With the development of deep learning, many models based
on CNNs have achieved good performance [5,12,24]. Most of the aforementioned
models are applied to a single picture. In addition to these models, researchers
also studied the saliency of stereoscopic images [5,9] and videos [18,20], both
Sitzmann et al. [16] and Rai et al. [16] studied the saliency of 360◦ panoramic
images. Xu et al. [22] established a model for viewpoint prediction in 360◦ immer-
sive video. These models usually calculate a density map of the position of the
viewpoint rather than directly predict the position of the line of sight in real



Gaze-Contingent Rendering in Virtual Reality 19

time. However, in VR applications, functions such as foveated rendering based
on view-points and the interaction of eyeball rotation require real-time line-
of-sight positions, and calculating positions from density maps is not efficient
enough.

2.2 The Relationship Between Eye and Head Movements

The relationship between eye and head movements has been studied in recent
years. Yarbus [23] found that when the gaze shifts, the eye and head movements
are always coordinated and related to visual cognition. Nakashima and Shioiri
[13] further explained that the difference in line-of-sight direction and head direc-
tion can interfere with visual processing, that is, humans have the highest visual
cognition efficiency when the two directions are the same.

Einhauser et al. [3] discovered the coordination of eyes and heads when people
freely observed natural scenes, and some work [1] revealed a delay between eye
rotation and head rotation, the former is usually faster than the latter. Many
studies have focused on the magnitude of head rotation and eyeball rotation,
and have shown that they are closely related [4]. Stahl [19] found that when
the eye rotation range is limited to a small range, the head will not rotate, and
when the eye rotation range is large, the head rotation range is linearly related
to the eye rotation range within a certain range. Nakashima et al. [14] used head
rotation information to successfully improve the accuracy of saliency prediction.

2.3 Foveated Rendering

In the field of computer graphics, foveated rendering is a widely studied subject.
Based on fixed-point grading or the line-of-sight position obtained by the eye
tracker device, VR devices have also begun to implement grading rendering in
practical applications.

3 Content and Methods

3.1 Hardware System

This article uses Oculus Rift as the experimental equipment, and the rendering
of the scene and the running of the script are implemented through Unity. The
system environment of the entire experiment is Windows10 1903, and the CPU
and GPU of the platform are Intel R© Core i7-9750H @ 2.6 GHz and NVIDIA
GeForce 1660Ti 6 GB.

3.2 Viewpoint Prediction

According to the experience and intuition of daily life, there is a strong corre-
lation between the movement of the eyeball and the head, that is to say, when
the head turns in a certain direction, the eyeball also has a high probability of
moving in the same direction.



20 F. Zhu et al.

It is reflected in the mathematical model that the position of the viewpoint
has a certain linear correlation with the speed and acceleration of the head
rotation. Many studies [1,21] have shown that there is a delay between head
movement and eye movement.

Head movements tend to lag behind eye movements [21], and the magnitude
of the delay is different in different speed regions. Therefore, the head motion
information used in the prediction model should be the speed and acceleration
ahead of the current certain time. In actual situations, the factors that affect
human eye movements are complex and diverse, including the current scene,
purpose, and delay. Combining various factors, the prediction formula given by
the Sgaze model [6] is:

{
xgaze = ax · ωx(t + Δtx1) + bx · βx(t) + Fx(t + Δtx2) + Gx(t) + Hx(t)
ygaze = ay · ωy(t + Δty1) + Fy(t + Δty2) + Gy(t) + Hy(t)

(1)

Picture Saliency and Viewpoint Prediction: The saliency information of
the scene picture also has a great influence on human viewpoint prediction;
therefore, it is reasonable to introduce the saliency information of the picture
image into viewpoint prediction. The model used in this article uses SAM-ResNet
saliency predictor [2]. In practical applications, it takes too much resources to
calculate the saliency of the image; therefore, it is impossible to achieve real-
time prediction. We design to calculate the saliency value of the scene for every
250ms, and only the central part of the picture, to reduce the time spent on
prediction. The saliency highlight image in collect information of Fig. 1 is an
example of the saliency calculation of the scene in this article.

3.3 Foveated Rendering

MBFR. Mask Based Foveated Rendering (MBFR) is relatively easy to imple-
ment foveated rendering, its method is as follows:

1. According to the distance between the pixel and the viewpoint, the image is
divided into two areas (or more)

2. During the rendering process: the higher priority area is rendered without
any special processing; the lower area discards some pixels without rendering
but only reconstruct by calculating the average value from the neighboring
pixels.

4 Experiment Results and Analysis

4.1 Test Methods and Evaluation Standards

This article uses the Unity official scene “Corridor Lightning Example” for test-
ing. The scene has more lighting effects. Most of the materials in the scene use
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the Standard (Specular set-up) shader, which makes the scene have a lot of spec-
ular reflection light. There are moving balls and shadows in the scene. During
the conversion of the field of view, the model will calculate the position of the
viewpoint and use this as the basis to achieve foveated rendering.

When the foveated rendering is turned on and off separately, Unity’s own
profile performance analyzer will record the GPU time and CPU time required
to observe the rendering of a frame and calculate the average. There are more
detailed rendering steps in GPU time. Viewpoint prediction results and foveated
rendering effects are evaluated by the subjective feelings of participating testers.

4.2 Viewpoint Prediction

Due to the lack of an eye tracker to obtain an accurate gaze position, the ref-
erence position of the line of sight is obtained by collecting subjective marks
of the participants. Figure 2 shows the effect of line-of-sight prediction, where
green dots indicate the line of sight of the participants and red dots indicate the
position of the line of sight, and the accuracy of the prediction results is high.

Fig. 2. Viewpoint prediction and ground truth

4.3 Rendering Effect

In the area where the scene is far away from the center of the viewpoint, we
per-formed a relatively blurry rendering, but from the perspective of the tester.
From the perspective of actual experience, there is no loss of perceived detail,
and the expected effect is achieved from a subjective perspective.

4.4 Rendering Efficiency

Table 1 shows the rendering calculation time. It can be seen from the table
that the overall rendering time per frame has decreased by about 14% after the
foveated rendering is turned on, of which the rendering process time has dropped
by about 26%, and the post-processing process has increased by about 4 times.
Since the post-processing effect of the test scene is less, pixel reconstruction has
become the main part of post-processing. As can be seen from the table, the
reduction in rendering time for pixel discarding is greater than the time for pixel
reconstruction, so the foveated rendering of this project successfully improves
rendering efficiency.
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Table 1. System load changes when Hierarchical Rendering On and Off

Foveated rendering Total time (ms) Drawing time (ms) Image effect (ms)

On 1.276 0.893 0.198

Off 1.428 1.208 0.051

5 Conclusion

This article establishes a viewpoint prediction system based on head motion
and scene information, implements foveated rendering based on this, afterwards,
tests and analyzes this system. The analysis and comparison of viewpoint pre-
diction accuracy, rendering effect and rendering efficiency prove that the system
can predict the line-of-sight position more accurately without eye tracker and
can improve rendering efficiency without reducing too much image quality and
other advantages. Combining viewpoint prediction with foveated rendering are
important development directions for VR rendering in the future.

On top of the current results, the following work can be done to further
improve the system. Test the project’s foveated rendering method in more com-
plex scenarios and collect more data to analyze the actual performance of the
method; use an eye tracker to obtain the true position of the line of sight, com-
pare the predicted position of the project method with it, and quantify the error
size; try more methods such as deep learning algorithms applied to viewpoint
prediction, and compare with the current method, try to improve accuracy;
try to use Other technologies such as Variable Rate Shading (VRS) implement
foveated rendering and compare with current methods.
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Abstract. Virtual reality (VR) systems use multi-modal interfaces to
explore three-dimensional virtual worlds. During exploration, the user
may look at different objects of interest or in different directions. The
field of view of human vision is 135◦ × 160◦, but the one requiring the
highest resolution is only in 1.5◦ ×2◦. It is estimated that in modern VR,
only 4% of the pixel resources of the head-mounted display are mapped
to the visual center. Therefore, allocating more computing resources to
the visual center and allocating fewer viewpoint prediction rendering
techniques elsewhere can greatly speed up the rendering of the scene,
especially for VR devices equipped with eye trackers. However, eye track-
ers as additional equipment may be relatively expensive and be harder
to use, at the same time, there is considerable work to be done in the
development of eye trackers and their integration with commercial head-
mounted equipment. Therefore, this article uses an eye-head coordina-
tion model combined with the saliencey of the scene to predict the gaze
position, and then uses a hybrid method of Level of Detail (LOD) and
grid degeneration to reduce rendering time as much as possible without
losing the perceived details and required calculations.

Keywords: VR · Hierarchical rendering · LOD · Hand track ·
Eye-head coordination

1 Introduction

1.1 Significance

With the development of new technologies such as ray tracing, the fidelity and
fineness of computer graphics are increasing day by day, but at the same time,
the pres-sure of graphics rendering on graphics hardware is also increasing. The
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emergence of VR technology has further increased the computing power require-
ments of graphics rendering, which makes it paramount that we optimize our
rendering technologies as much as possible. On this issue, our viewpoint pre-
diction driven hierarchical rendering technology is based on the principal that
human vision has a focused range.

Considering the real-time requirements of VR applications [6,8], the efficiency
of the viewpoint position prediction method also needs to be carefully consid-
ered. The focus of conventional visual saliency prediction work [1] is mainly on
the accuracy of the algorithm, but it does not provide real-time performance
guarantee for VR applications. Hardware-based eye tracking is better suited to
meet real-time requirements, but this method is limited by the cost of hardware,
delay and other factors, in comparison, the model based on eye-head coordina-
tion, has fewer limitations and can be better to meet the real-time viewpoint
rendering requirements of VR applications.

In terms of hierarchical rendering, this article adopted a hybrid method of
LOD and mesh degeneracy: after degenerating the model once, using the retained
vertices as the skeleton, the simplified model and the original model are saved
separately, and then during the rendering process, the mesh near the viewpoint
is merged back with the original model. This method can achieve grid-level
precision adjustment. At the same time, no new grid simplification calculation
is required during the movement of the viewpoint, which greatly reduces the
calculation resource occupation of the GPU part.

1.2 Article Structure

The main operation processes of this method are loading the model and perform-
ing simplified model calculations. In this step, one or more simplified models are
generated for each object, and the incremental data between the models at var-
ious levels is saved, as well as the rendering cycle. The viewpoint prediction
algorithm and the model stitching step based on the predicted viewpoint are
performed in this step. In the last step, the observer’s current visual attention
point position is predicted, and the model grid near the viewpoint is restored to
a high-precision state.

Fig. 1. Software-based predictive viewpoint following rendering framework in VR
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2 Related Works

2.1 Visual Saliency Prediction

Visual saliency prediction is a research hotspot in computer vision. Inspired
by the neuron structure of the primate visual system, in their paper Laurent
Itti, proposed a classic visual attention model [4], which uses multi-scale image
features to calculate saliency maps. After that, many models were proposed,
such as the use of graph theory, the introduction of Markov absorption chain;
layer extraction and training SVM for detection; the image is divided into local,
regional, and global, and the center is obtained after multi-scale comparison
peripheral histogram. Along with the progress of deep learning, the detection of
saliency areas based on convolutional neural networks also appeared [5,10,12].
Sitzmann. [11] discussed the saliency of VR in static images. Xu, Proposed a
gaze prediction model in dynamic360◦ immersion video [13].

2.2 Eye-Head Coordination

The eye tracker can measure eye movement and give the eye fixation position,
but the cost of using the eye tracker is too high, plus it also has a certain delay,
making it difficult to calculate the real-time eye focus position. Thus, software
based real-time prediction is extremely important. Eye-head coordination refers
to the coordinated movement between the eyes and head, which has been studied
in the fields of cognitive science and Neuroscience. Yarbus [14] found that the
eyes and head are in coordinated movement during gaze transfer, and there
is a connection between eye-head coordination and visual cognition. In some
studies [15], it was found that there is often a delay between eye movement and
head movement, and eye movement usu-ally occurs before head movement. Most
studies on eye-head coordination have focused on the relationship between the
magnitude of head movement and eye movement, and found that the two are
closely related. In VR systems, head motion information appears to be extra
critical and important, based on a large number of head-eye movement data
sets, Hu [3] obtained the correlation between head movement and eye position.

2.3 Model Simplification Algorithm and Hierarchical Rendering
Method

Model reduction algorithm. The edge collapse algorithm was proposed by Hugues
Hoppe [2] as a progressive mesh implementation in 1996. The basic operation
process of edge collapse is to select an edge in the grid and delete it, and merge the
vertices at both ends into one point. Each time the edge collapses, two triangles
are reduced from the mesh. After this process is repeated, the number of triangles
in the grid can be continuously reduced to simplify the model. Low Kok Lim [7]
proposed an algorithm that uses clustering algorithm for model simplification
in 1997, directly interpolating and merging the set of vertices considered to be
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close to each other in the grid, means that we can greatly reduce the number of
vertices and faces.

Hierarchical rendering method. Face culling algorithms are widely used in
modern rendering systems. The most basic method for face culling is back culling,
further algorithms are occlusion culling and frustum culling, that is, objects and
triangles that are not currently in the view cone are not rendered. In the level
of detail (LOD) method, we set several models with different levels of fineness
for the same object, or even in some cases not render the object, and the LOD
method fits well with viewpoint prediction.

3 Content and Methods

The algorithm in this article is mainly comprised of two parts: the first part is
view-point prediction, and the other part is to perform hierarchical rendering
optimization based on the results of viewpoint prediction. The following text
will explain these two aspects in detail.

Algorithm 1. Gaze Prediction
Input: angleX, angleY (set of head rotation degree), time(set), velX, velY (set of

head move speed), accX, accY (set of head move acceleration), meanGazeXStatic,
HeadV elXThresMin, HeadV elXThresMax

Output: resultX,resultY (degree of gaze line)
1: cal accMeanX, accMeanY ;
2: cal velStdX, velStdY ;
3: for x in angleX do
4: if velX in StaticRegion then
5: resultX=meanX
6: else if velX in IntentionalMoveRegion then
7: resultX=calX()
8: else if velX in SuddenMoveRegion then
9: resultX=meanX

10: end if
11: end for
12: for y in angleY do
13: if velY in StaticRegion then
14: resultY =meanY
15: else if velY in IntentionalMoveRegion then
16: resultY =calY ()
17: else if vel in SuddenMoveRegion then
18: resultY =meanY
19: end if
20: end for
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3.1 Viewpoint Prediction

The eye-head coordination model is predicted, mainly based on head movement
information. In addition, the gaze behavior in VR is a complicated pattern,
which is affected by various factors such as content, task, delay and so on. The
eye-head coordination model used in this article can explain the real-time gaze
behavior of users when exploring the virtual environment in chronological order.
The specific formula [3] is as follows:

xg(t) = αx · vhx(t + Δtx1) + βx · ahx(t) + Fx(t + Δtx2) + Gx(t) + Hx(t) (1)

yg(x) = αy · vhy(t + Δty1) + Fy(t + Δty2) + Gy(t) + Hy(t) (2)

The model separates horizontal and vertical calculations, and combines the
angular velocity and angular acceleration of head movement, delay of eye move-
ment and head movement, content, tasks and other factors. αx,αy,βx are the
influencing coefficients of various factors, which are solved by further fitting the
data. The model is divided into three independent areas of static, intentional
movement and sudden movement according to the angular velocity of the head
movement. When in the static area or sudden movement area, the user’s gaze
position is less relevant to the head movement, and is mainly affected by the
scene content, the user’s psychology, and the influence of factors such as state,
emergencies, etc., while in the intentional movement area, the position of the
user’s gaze on the screen is strongly linearly related to the rotation speed of the
head. Algorithm 1 shows the pseudo code of the final prediction algorithm.

3.2 Hierarchical Rendering

In order to cooperate with the viewpoint prediction algorithm, the graded ren-
dering algorithm of this article should meet the following requirements:

1. The rendering fineness can be determined according to the distance of the
object from the viewpoint.

2. The rendering fineness of only part of the object can be reduced.
3. Do not add too much computing burden to the CPU.

To this end, the following article designed a multi-precision stitching algo-
rithm, which is based on real-time grid degeneration, and drawing on the idea of
LOD. This algorithm will simplify the model mesh to different levels when the
model is first loaded, and save the simplified model and the vertices and faces
that have changed during the simplification of each level, so that any part of the
model mesh can be restored to high precision when necessary. This algorithm
consists of simplification and splicing.

The simplification algorithm is similar to the edge collapse algorithm, but
vertices are deleted instead of edges. The algorithm first scans all the vertices of
the model, if the vertices are on a sharp edge or corner, they are important for
maintaining the outline of the model and cannot be deleted, otherwise, check if
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Algorithm 2. Simplify
Input: V (set of vertices), T (set of triangles),threshold
Output: V ’(new set), T ’(new set), delta(dealt data needed by the recovery algorithm)
1: set C={}; set D={}; set A={};
2: for v in V do
3: bool canCull=true;
4: for t1, t2 in t ∈ T | t contains v do
5: if angle(t1,t2) <threshold then
6: canCull=false;
7: break;
8: end if
9: end for

10: if canCull then
11: for v2 in x ∈ V | x and v are connected by an edge do
12: if v2 in C then
13: canCull=false;
14: break;
15: end if
16: end for
17: end if
18: if canCull then
19: C.add(v);
20: end if
21: end for

any vertex is directly connected to it, if none of them are marked deleted, the
vertex is marked as remove-able. After a round of scanning, some vertices will
be marked showing that they can be deleted. Traverse this part again and delete
all the triangular faces containing these vertices. For each deleted vertex and the
surrounding triangular faces, you will get a closed polygon hole. For this hole,
choose a vertex, and divide the polygon into a series of triangles through the
diagonal line from that point, and add it to the model mesh as a new triangle.
The combination of the deleted vertex, the deleted face around the vertex, and
the newly added triangular face that fills the hole of the vertex is saved for
use in stitching. This simplification algorithm can be run repeatedly to generate
multiple levels of simplification, the pseudo code is in Algorithm 2.

Another important part is the stitching algorithm. Compared with the simpli-
fied algorithm, the stitching algorithm is relatively simple. After the viewpoint
prediction algorithm gives the observer’s current viewpoint position, scan the
delta set of objects near the viewpoint, find the vertices within a certain dis-
tance from the viewpoint, and restore them and the triangles around them to
the simplified model according to the stored data.
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4 Experiment Results and Analysis

This article implements the model in Unity, in order to compare the rendering
performance before and after enabling hierarchical rendering, we recorded the
CPU usage, GPU usage, video memory usage and memory usage under two
conditions.

As shown in Fig. 2, the model on the screen will be significantly simplified
after hierarchical rendering is enabled. Since the line of sight is on the roof of
the cabin, there is no obvious change in the details of the roof, but the model of
the tower on the left is obviously simplified.

Fig. 2. (a) Without hierarchical rendering, (b)With hierarchical rendering

After separately running the program with hierarchical rendering enabled and
following the same route in the scene, we recorded the following data in Table 1
(the system rest load has been removed). It can be seen from the table that the
GPU occupancy rate has dropped significantly after the hierarchical rendering is
turned on, indicating that our algorithm can indeed further reduce the number
of rendered triangles on the existing rendering optimization technology to reduce
the GPU load. But it is also worth noting that the CPU usage, memory usage and
video memory usage have all increased. After further testing, we found that the
CPU-intensive operation is not viewpoint prediction or model stitching, but the
process of returning new triangle data to the Unity engine after model stitching is
completed. This process involves not only copying an array, but also recalculating
normal and texture coordinates. It also takes CPU cycles to transfer vertex data
from memory to video memory. It can be seen that frequent and large-scale
modification of model data in 3D rendering is very expensive behavior.

The increase in memory usage is because when the simplified algorithm saves
incremental data, it must write some auxiliary data, such as indexes, for subse-
quent correct stitching, which causes the model to occupy more memory. As for
the increase in the amount of video memory, after analysis, it may be trigger-
ing a certain cache mechanism of the GPU, which saved some of the transition
model data to reduce the amount of memory and video memory data transfer,
but because of the fact that our model changes are too many, this mechanism
fails to effectively reduce our vertex transmission overhead.
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Table 1. System load changes when hierarchical rendering On and Off

Data Off On Rate

CPU 17% 28% +62%

GPU 80% 50% −37%

Memory 2 GB 3.8 GB +90%

Video memory 1.1 GB 1.7 GB +54%

5 Conclusion

The hierarchical rendering method in this article achieves automatic grid-level
accuracy adjustment by mixing LOD and model degeneracy methods. At the
same time, with the help of the viewpoint detection algorithm, we can use a
more aggressive optimization algorithm to further reduce the number of triangles
that the GPU needs to render based on the existing optimization algorithm. In
the case of highly complex scenes or heavy rendering loads such as VR, GPU
performance becomes a bottleneck, the group’s hierarchical rendering method
can effectively reduce the GPU load at the cost of CPU load, thereby achieving
a higher display frame rate and a smoother visual experience.
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Abstract. Redirected walking (RDW) is a locomotion technique used
in virtual reality (VR) that enables users to explore large virtual envi-
ronments in a limited physical space. Existing RDW techniques mainly
work on the obstacle-free physical spaces larger than a square of four-
meter sides. To improve usability, RDW techniques that work on com-
paratively smaller physical spaces with obstacles need to be developed. In
RDW, users are restricted to the physical space by redirection techniques
(RETs) that control the view of the head-mounted display. Reinforce-
ment learning, a branch of machine learning techniques, is advantageous
in designing efficient redirection controllers compared to manual design.
In this paper, we propose a reinforcement learning-based redirection con-
troller (RLRC) that aims to realize an efficient RDW in small physical
spaces. The controller is trained using the simulator and is expected to
select an appropriate redirection technique from the current state and
route information of the virtual environment. We evaluate the RLRC
with simulator and user tests in a virtual maze in several physical spaces,
including a square physical space of four-meter sides with an obstacle,
and a square physical space of two-meter sides. The simulator test shows
that the proposed RLRC can reduce the number of undesirable redirec-
tion techniques performed compared with existing methods. The pro-
posed RLRC is found to be effective in the square physical space of
two-meter sides in the user test.

Keywords: Redirected walking · Reinforcement learning · Virtual
environment · Virtual reality

1 Introduction

Virtual reality (VR) has become popular with the development of reasonable
head-mounted displays (HMDs). Locomotion techniques that enable users to
experience a large virtual environment in limited physical spaces have recently
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attracted attention. A simple solution is to use a keyboard or a gamepad for long-
distance moves, or to allow teleportation in the virtual environment. However,
these techniques reduce the immersiveness of the VR experience. Specialized
devices such as omnidirectional treadmills have been developed, which enable
completely free walking in limited physical spaces, but these devices are expen-
sive and have high installation costs.

Redirected walking (RDW) [12] is a promising technology to realize free walk-
ing at low costs without compromising immersion. In RDW, users are guided not
to get out of the tracked area and avoid collisions with physical walls and obsta-
cles by controlling the views in the HMDs. The methods to redirect users are
called redirection techniques (RETs); various algorithms for controlling RETs
have been proposed. A simple algorithm is steer-to-center (S2C), which applies
RETs such that users always head to the center of the physical space. Sophisti-
cated algorithms [10,18] can control RETs more effectively than S2C by predict-
ing the user’s future path from their current state. However, the computational
costs of these algorithms are too expensive for real-time calculations. A few
recent works have attempted to construct a control rule for RETs using rein-
forcement learning algorithms to realize efficient RDWs with reasonable compu-
tational costs. The reinforcement learning-based approach trains a redirection
controller in the training phase; the trained controller can then be applied to con-
trol the RETs at a low computational cost. The steer-to-optimal-target (S2OT)
algorithm proposed in [9] is a redirection method using reinforcement learning
and shows promising performance. The controller in S2OT selects the target area
in the physical space, and the user is guided to move to the selected area using
RETs. Obstacles in the physical space are not considered in S2OT. The redi-
rection controllers proposed in [1,15] directly control the parameters of RETs,
and the controller is trained by a reinforcement learning algorithm. However,
these methods are applied in relatively large physical spaces (>4 × 4 m2) in rel-
atively simple virtual environments without complicated routes such as mazes;
moreover, they are only evaluated using simulators. It is not clear whether the
existing reinforcement learning-based approaches for RDWs can handle small
physical spaces or physical space with obstacles. Developing advanced reinforce-
ment learning-based redirection controllers and evaluating them in various situ-
ations are important to realize efficient RDWs.

In this paper, we propose a reinforcement learning-based redirection con-
troller (RLRC) for RDWs. The policy for controlling the RETs is directly trained
in the simulator with a virtual maze environment; this leverages the route infor-
mation to select the RETs. The efficiency of the proposed RLRC is verified with
simulator and user tests comprising several types of physical spaces, including
square physical spaces of 4 × 4 m2 with an obstacle, and 2 × 2 m2 that have not
been considered in previous studies. The experimental results of the simulator
test shows that the RLRC can reduce the number of undesirable redirection tech-
niques compared with S2C and S2OT. Moreover, the RLRC was observed to be
effective in the 2 × 2 m2 physical space of the user test. Our results imply that
the reinforcement learning-based approach is promising for RDWs in various
physical spaces.
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2 Algorithms for Redirected Walking

Redirected walking (RDW) [12] was proposed for free walking in virtual envi-
ronments within limited physical spaces. Applying subtle manipulations, called
redirection techniques (RETs), to the view on the HMD, the users unconsciously
change the movement directions or speeds. RETs are used to keep users away
from physical boundaries such as the border of the tracked area or walls in the
physical space. RETs contain rotation, curvature, translation redirections and
reset techniques. Rotation and translation redirections control the user’s rota-
tion angle and walk speed, respectively. Curvature redirection is applied to turn
the user’s walking paths to the right or left. It creates a situation where users go
straight in virtual environments but walk on curved paths in the physical space.
These RETs have detection thresholds to adjust the redirection strength [14]. In
addition, if the user is likely to collide with a physical boundary, a reset technique
is activated to reorient or transfer the user toward a safe direction or position.

Various redirection algorithms to control RETs have been proposed. Two
simple algorithms are the S2C and steer-to-orbit (S2O). The S2C algorithm
controls the RETs so that a user always walks toward the center of the tracked
area, and the S2O algorithm controls the RETs so that a user goes around in cir-
cles in the tracked area. In addition, both algorithms activate the reset technique
if the user moves out of a predetermined safe area. These simple algorithms may
apply unnecessary RETs and lead to VR sickness. Therefore, more sophisticated
algorithms, such as fully optimized redirected walking for constrained environ-
ment (FORCE) [18] and model predictive control redirection (MPCRed) [10],
have been developed to control RETs more efficiently. These algorithms predict
the walking paths from the user’s position, direction, and route on the virtual
environment, and decide optimal RETs dynamically. Furthermore, Lee et al. [9]
pointed out that the computational cost of these dynamic methods is expen-
sive, and proposed the S2OT algorithm using reinforcement learning. In S2OT,
the tracked area is divided into a 6 × 6 grid; grid points are set as the target
candidates to redirect users. The policy for selecting the optimal target area is
trained using double deep Q-learning [4]. Experimental results in [9] show that
S2OT could reduce the frequency of the reset technique. In contrast to S2OT,
the method proposed in [15] trains the policy for controlling the parameters of
the RETs using reinforcement learning.

The redirection algorithms discussed so far assume square and obstacle-free
areas as physical spaces, but obstacles such as furniture and pillars are present
in an actual room. Chen et al. [2] proposed the steer-to-farthest (S2F) algorithm
to handle such situations. The S2F algorithm applies RETs to redirect a user
toward a safe direction minimized by a predefined cost function. Thomas et al.
[16] defined the artificial potential function (APF) [7] that represents the degree
of walkable area in the physical space and redirects a user to walk along the
gradient direction of the APF.
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3 Reinforcement Learning-Based Redirection Controller
(RLRC)

We train the controller of RETs using reinforcement learning on a simulator. The
policy determines the timing and the type of RETs from current observations,
e.g., the position and direction of the user in the physical and virtual environ-
ments. Reinforcement learning can obtain policies that maximize the expected
cumulative reward through trial-and-error by an agent. The state/action spaces
and the reward function should be specified to apply a reinforcement learning
algorithm. Information on walking paths can help control the RETs efficiently
in FORCE [18] and MPCRed [10]. Therefore, we incorporate route information
in a virtual environment into the state observation in reinforcement learning.

3.1 Problem Formulation

Here, we describe the design of the state/action spaces and the reward function
for reinforcement learning.

State: We use three types of state information: the user’s surrounding state in
the physical space p, the state in the virtual environment v, and the map state
in the virtual environment m. The state variables, p and v, contain distances to
the boundaries or obstacles in 36 directions around the user, measured up to 8 m
ahead. The distances are normalized within [0, 1], and the dimension of p and
v is 36. We note that normalizing the state values would contribute the stable
training. We denote state vectors as p = (p0, . . . , p35)T and v = (v0, . . . , v35)T,
where pi and vi indicate the distances in the ith directions in the physical and
virtual environments, respectively. The map state m represents the shape of the
route. The route in the virtual environment can be seen as a graph in which
the vertices indicate intersections and corners, and the edges indicate the paths
and the distances between them. In this work, we assume that the paths in the
virtual environment intersect orthogonally. This type of virtual environment is
also used in [9,10]. Under this assumption, we then extract the subgraph con-
sisting of vertices within two hops from the vertex in front of the user’s position,
where the vertices in the backward direction of the user are ignored. The dis-
tances between the vertices are used as the state variables of the map state.
In addition, we add the distance to the vertex in front of the user’s position.
Figure 1(left) shows an illustration of the subgraph and the corresponding vari-
ables. The map state is given by a 13-dimensional vector as m = (m0, . . . ,m12)T.
If the path corresponding to mi does not exist, the value is set to mi = 0. The
distance between the vertices is normalized within [0, 1]. Figure 1(right) shows
an example of the extracted subgraph. In this case, the map state vector is
given by m = (0, 0, 0, 0, 0,m5, 0,m7, 0, 0,m10,m11,m12)T. Existing redirection
controllers using reinforcement learning [1,9,15] only use the user’s spatial infor-
mation and not use map state information. The overall state vector is given by
s = (pT, vT,mT)T ∈ R

85.
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Fig. 1. Map state in the virtual environment

Action: We control the RETs directly as the action in reinforcement learning.
The following six actions are used in this work: activating the rotational RET
to the right (a1), activating the rotational RET to the left (a2), deactivating
the rotational RET (a3), activating the reset technique (a4), deactivating the
reset technique (a5), and do nothing (a6). In the experiment, we make action
decisions every six steps (frames). If both the rotational RET and the reset
technique is activated, the reset technique is applied preferentially. The action
“do nothing (a6)” means that no manipulation is applied at that time steps even
if the rotational RET or the reset technique is activated.

The rotational RET and the reset technique used in this work are based
on the ones used in MPCRed [10]. The rotational RET consists of the rotation
and curvature redirections, and modifies the user’s rotation by the following
additive angle: Δφ̂ = max(gCSR, (1 − gR)YR), where SR and YR are the user’s
real movement angle and yaw rotation per time step, respectively, and gC and
gR indicate the curvature and rotation gains, respectively. The gain parameters
are decided according to [14]. The sign of gC determines the direction of the
redirection, and we set |gC | = 0.13. Regarding the rotational gain, we set gR =
0.67 if the redirection direction and the user’s rotation direction are the same;
otherwise gR = 1.24. We use 2:1-turn [17] as the reset technique. When the reset
technique is applied, the user turns in the physical space, while the view of the
virtual environment rotates by twice the physical amount. It means that the
rotational gain of the turn is two. For instance, if the user rotates by 180◦, the
view of the virtual environment is unchanged since the rotation of the viewpoint
becomes 360◦.

Reward Function: The reward function employed is the sum of the six ele-
ments shown in Table 1. The positive values are added when the user stays away
from walls (boundaries) and obstacles in the physical space, or when the rota-
tional RET is not applied. The negative values are added when the direction
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Table 1. Elements of the reward function. The symbol rmin indicates the minimum
distance to the boundary or obstacles in the physical space, given by rmin = mini ri,
and treset is the number of elapsed steps from the start of applying the reset technique.

Description Condition Value Grant frequency

(1) Position in physical
space

– 6 × 10−2 × r2min Every step

(2) Rotational RET
usage

If no RET is applied 2 × 10−4 Every step

(3) Rotational RET
switch

If the direction of
RET is switched

−1 × 10−3 Every action

(4) Reset technique
usage

If the reset
technique is
activated

−1.6 Every action

(5) Activating time of
reset technique

– −1×10−2

60
× treset Every step

(6) Contacting walls or
obstacles

If the user collides
with walls or
obstacles

−0.9 Every step

of the rotational RET is switched, the reset technique is applied, or the user
collides with walls and obstacles in the physical space. We strongly penalize the
use of the reset technique compared to the rotational RET, because the reset
technique is not preferred from the viewpoint of enhancing immersiveness of VR.

3.2 Reinforcement Learning Algorithm

The goal of reinforcement learning is to find a policy that maximizes the expected
cumulative reward. We use the proximal policy optimization (PPO) [13] algo-
rithm implemented in the Unity ML-Agents Toolkit (Beta) [5]1. In the PPO, the
policy and value function is represented by a neural network. The neural network
used in this work consists of five fully connected hidden layers with 128 units.
The activation function of each hidden unit is Swish f(x) = x · sigmoid(βx) [11],
which is the default setting of the ML-Agent Toolkit, where β = 1.0. We use
the Adam [8] optimizer to train the neural network. The reinforcement learn-
ing algorithm is expected to obtain an optimal policy for RETs that prevents
collision with walls or obstacles in the physical space through the training.

3.3 Simulator for Redirected Walking

We implemented a simulator for RDW using Unity2. Figure 2 shows the physical
space and the virtual environment in the simulator. The virtual environment is

1 https://github.com/Unity-Technologies/ml-agents.
2 https://unity.com/.

https://github.com/Unity-Technologies/ml-agents
https://unity.com/
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Fig. 2. Physical space and virtual environment on our simulator

the maze used in [10], and has 1.6 m wide routes in a 20×20 m2 space. We assume
that the shape of the physical space is square. The size of the physical space is
np×np square meter, and the 0.5×0.5 m2 obstacle can be located at any position.
We note that no obstacle is placed if np ≤ 3 to keep the sufficient walkable area.
The redirection controller is trained using this simulator. During the training,
the user follows the route as much as possible in the virtual environment. The
user will turn along with the route if a corner is reached. At T-junctions, the user
turns right or left randomly. The movements of the user are synchronized between
the virtual and physical environments. The movement speed of the user is set to
0.34 [m/sec]. The user position is reset to the initial position when 18,000 steps
with 60 frames per second (FPS), corresponding to 5 min in real time elapse.
In addition, the position of an obstacle and the width np ∈ {2, 3, 4, 5, 6} of the
physical space are reset randomly.

4 Experimental Evaluation

We evaluate the proposed RLRC with the simulator and user tests. We use the
trained redirection controller described in Sect. 3 for both the simulator and the
user tests. We apply the redirection controller to four types of square physical
spaces, 10 × 10 m2, 4 × 4 m2, 4 × 4 m2 with an obstacle, and 2 × 2 m2, and
compare the number of reset techniques per minute and the viewpoint rotation
angle per second as the performance measures. The viewpoint rotation angle
increases by applying the rotational RET. In both performance measures, smaller
values indicate better performance.

4.1 Simulator Test

Experimental Setting. We compare the proposed RLRC with S2C and
S2OT [9], and follow the experimental setting described in [9] as possible. The
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Table 2. Mean and standard deviation of the number of reset techniques per minute
[resets/min] in the simulator test. The S2OT results are the values reported in [9].

10 × 10 m2 4 × 4 m2 4 × 4 m2 + obstacle 2 × 2 m2

S2C 0.83 ± 0.14 5.41 ± 0.65 7.61 ± 2.02 14.4 ± 1.60

S2OT [9] 1.15 4.43 – –

RLRC 0.56 ± 0.25 3.77 ± 0.34 4.44 ± 0.63 11.9 ± 0.30

Table 3. Mean and standard deviation of the viewpoint rotation angle per second
[degrees/sec] in the simulator test. The S2OT results are the values reported in [9].

10 × 10 m2 4 × 4 m2 4 × 4 m2 + obstacle 2 × 2 m2

S2C 6.98 ± 0.15 5.47 ± 0.38 5.98 ± 0.58 4.65 ± 0.35

S2OT [9] 9.76 9.52 – –

RLRC 5.23 ± 0.36 6.22 ± 0.36 6.11 ± 0.34 5.78 ± 0.19

physical and virtual environments in the simulator are the same as shown in
Fig. 2. The user in the simulator acts as explained in Sect. 3.3. For RLRC and
S2C, the user moves for 5 min starting from the initial position. When the reset
technique is activated, the user rotates by 120 [degree/sec]. We collect the data
of 300 trials for each of the four types of physical spaces. The space at least
0.2 m away from the walls or an obstacle in the physical space is considered as
the safe area for S2C. In S2C, when the user enters the unsafe area, the reset
technique is applied, and the user rotates 180◦ in the physical space. For S2OT,
we refer to the values reported in [9].

Result and Discussion. Tables 2 and 3 summarize the average numbers of
reset techniques applied per minute and the average viewpoint rotation angle per
second, respectively, for each algorithm in the different physical spaces described.
We conducted the Wilcoxon rank sum test between the results of the RLRC and
S2C with a significance level p = 0.01. If the statistical test shows performance
difference, we denote the value of better performance with bold font.

Table 2 shows that the proposed RLRC outperforms S2C and S2OT in all
physical space settings. RLRC can reduce the number of reset techniques by
51% and 15% compared with S2OT in the 10 × 10 m2 and 4 × 4 m2 physical
space settings, respectively. This result implies that the design of the state/action
spaces, and the reward function of the RLRC are effective; we believe that the
map state information we introduced contributes in predicting the middle- or
long-term behavior of the user and reducing the number of reset techniques. For
instance, consider the situation when the user approaches a corner in the virtual
environment and the user is located near the wall in the physical space; it is easy
to predict the turn direction within a few seconds, and the controller can decide
not to apply the reset technique. Comparing RLRC and S2C, RLRC can better
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Fig. 3. Scene of the virtual environment redesigned for the user test

reduce the number of reset techniques in the 4 × 4 m2 with an obstacle and
2× 2 m2 physical space settings that have not been considered in existing RDW
methods using reinforcement learning [1,9,15]. Therefore, we have shown that
reinforcement learning-based approaches have the potential to realize efficient
RDWs in small physical spaces.

Regarding the result of the viewpoint rotation angle shown in Table 3, RLRC
outperforms S2OT in both the 10 × 10 m2 and 4 × 4 m2 physical space settings,
and reduces the angle by approximately 35–45%. However, RLRC performs bet-
ter only in the 4 × 4 m2 physical space setting compared with S2C. We assume
that RLRC concentrates in reducing the number of reset techniques rather than
the rotation angle. This is because applying the reset technique generates a
strong negative reward, and reinforcement learning tends to avoid the reset tech-
nique instead of increasing the rotation angle. We note that reducing the number
of reset techniques is more desirable than reducing the viewpoint rotation angle
to maintain the immersiveness of VR.

4.2 User Test

Experimental Setting. We evaluated the trained redirection controller with
human users; the users employ RDW with the trained controller and experience
the VR. We implement the virtual environment shown in Fig. 3, in which the
route is the same as the one used in the simulator test. We prepare three condi-
tions of the physical space, 4 × 4 m2, 4 × 4 m2 with an obstacle, and 2 × 2 m2,
where the obstacle is located at the relative position (x, z) = (−0.6,−0.6) from
the center. We compare RLRC and S2C, resulting in six test patterns (three
physical spaces × two algorithms) being examined. When the reset technique is
applied in the user test, a directional arrow is displayed in the HMD, and the
user is prompted to rotate in that position. The frame rate is 60 FPS.

We recorded the number of reset techniques and the viewpoint rotation angles
for performance comparison. In addition, the participants answered two ques-
tionnaires: Kennedy’s Simulator Sickness Questionnaire (SSQ) [6] and the NASA
Task Load Index (NASA-TLX) [3]. SSQ assesses VR sickness with a 4-point Lik-
ert scale (0: None–3: Severe), and the total score is calculated by following [6].
NASA-TLX assesses the task load with a 5-point Likert scale (1: None–5: Severe)
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Table 4. Mean and standard deviation of the number of reset techniques per minute
[resets/min] in the user test.

4 × 4 m2 4 × 4 m2 + obstacle 2 × 2 m2

S2C 5.33 ± 1.99 6.58 ± 1.93 12.1 ± 2.32

RLRC 4.30 ± 1.44 8.08 ± 2.34 8.48 ± 0.84

Table 5. Mean value standard deviation of the viewpoint rotation angle per second
[degrees/sec] in the user test.

4 × 4 m2 4 × 4 m2 + obstacle 2 × 2 m2

S2C 7.67 ± 1.44 6.68 ± 1.03 6.14 ± 0.71

RLRC 6.44 ± 0.88 6.24 ± 1.01 4.89 ± 0.37

and evaluates the average scores of six evaluation items: (1) mental demand, (2)
physical demand, (3) temporal demand, (4) performance for tasks, (5) effort,
and (6) frustration level. The procedure of the user test is as follows:

1. Consent and pre-questionnaire: After declaring their assent in a consent
form, the participants fill out the pre-SSQ to check their condition before
performing tasks.

2. Perform test: The participants use an HTC VIVE HMD and then walk
freely in the virtual environment shown in Fig. 3 for three minutes.

3. Post-questionnaires and break: The participants fill out the post-SSQ and
NASA-TLX, and then take a break. If a task pattern remains, they continue
the test.

Nineteen participants (18 male and 1 female) took part in the user test, with
ages between 20 and 25 years. Each participant underwent testing on randomly
selected physical space settings. The participants experienced both RLRC and
S2C in each selected physical space. The order of the tests was randomized. At
least eight data points were collected for each physical space and algorithm. We
used a laptop with an Intel Core i7-7820HK CPU, 32 GB RAM, and a GeForce
GTX 1070 GPU for the user test, and confirmed that the redirection controllers
work on this laptop in real-time.

Result and Discussion. Tables 4 and 5 summarize the number of reset tech-
niques per minute and the viewpoint rotation angle per second in the user test.
We conducted the Wilcoxon rank sum test (p = 0.01) between the results of
RLRC and S2C as well as the simulator test.

It can be seen from Table 4 that RLRC outperforms S2C in the 2 × 2 m2

physical space setting in terms of the number of reset techniques. For other
physical space settings, there is no statistical significance between RLRC and
S2C. The performance improvement of RLRC against S2C is not highlighted as
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Table 6. Total SSQ scores calculated by following [6]

4 × 4 m2 4 × 4 m2 + obstacle 2 × 2 m2

pre-SSQ 8.88 ± 6.30 7.90 ± 8.46 5.40 ± 5.95

S2C 36.2 ± 66.1 47.2 ± 53.6 19.5 ± 13.1

RLRC 25.3 ± 26.7 28.5 ± 19.4.7 32.4 ± 31.7

in the simulator test. One reason is the discrepancy of the movements between
the simulated user and actual participants. The simulated user always moves
mechanically, while human participants naturally make motions like swaying or
looking around even when going straight. Since such non-mechanical movements
do not appear in the training phase using the simulator, reinforcement learning
may not have learned an optimal policy for the user test.

Regarding the viewpoint rotation angle, a similar trend as the number of reset
techniques is observed. RLRC outperforms S2C in the 2 × 2 m2 physical space
setting. We also observed a tendency of the viewpoint rotation angle to decrease
when the number of reset techniques increases. The S2C algorithm applies the
rotational RET when the user does not face the center of the physical space.
Since human users often change direction even when going straight, the total
duration of applying the redirection increases. We assume that RLRC is more
robust than S2C in such a situation.

From the user test, we can verify that the trained redirection controller in the
simulator is valid for real-life situations, and works well in small physical spaces.
Finally, we provide the SSQ results in Table 6. We do not observe any significant
differences between RLRC and S2C in the total SSQ score and all six items of
the NASA-TLX. The NASA-TLX results have been omitted for conciseness.

5 Conclusions

In this paper, we focused on RDW in virtual maze environments, and devel-
oped a reinforcement learning-based redirection controller. The proposed RLRC
leverages the map state information and trains the controller using PPO. We
conducted simulator and user tests, and compared the performance with exist-
ing methods. In the simulator test, four types of square physical spaces were
examined, including physical spaces of 4 × 4 m2 with an obstacle, and of 2 × 2
m2. The experimental results of the simulator test suggest that RLRC is superior
to S2C, particularly in terms of the number of reset techniques. In addition, we
confirmed that the proposed RLRC can realize RDW in the user test, despite
using the trained controller on the simulator without additional tuning. In the
user test, RLRC can reduce the number of reset techniques and the viewpoint
rotation angles in the 2 × 2 m2 physical space better compared to S2C. Our
experimental evaluation implies that the reinforcement learning-based approach
has the potential to realize an efficient RDW in small physical spaces.
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To improve the efficiency of RDW in the user test, a possible future work is
to make the behavior of the simulated user in the training phase more realistic,
e.g., adding noise to the state and action, and using real paths collected from
actual user behavior. Furthermore, it might be possible to construct a universal
redirection controller by using various virtual environments during the training.
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Abstract. Skinning decomposition is a popular technique to approxi-
mate a vertex animation for memory-efficient playback of complex shape
deformation in real-time applications. However, conventional methods
have several practical limitations related to computational performance
and animation quality. We propose a skinning decomposition method
that takes the locality of the skin weight into consideration. Our main
idea is to decompose a skin mesh into multiple clusters and estimate
the skin weight in each cluster to achieve local weight distribution with
compact support. Our framework provides two types of mesh cluster-
ing algorithms for enhancing approximation accuracy. We also propose
a frame-reduction algorithm for efficient computation. The experimental
results indicate that our locality-aware approach produces a highly accu-
rate approximation while significantly reducing the computation time.

Keywords: Skinning decomposition · Locality of skin weight · Linear
blend skinning

1 Introduction

A detailed animation synthesis within a limited computational budget is required
for real-time computer graphics (CG) applications, such as video games and
virtual reality systems. For example, creating a soft body animation requires a
per-vertex animation to represent a flexible and complex deformation. Fine-scale
animation synthesis is time-consuming; a vertex animation technique (or vertex
cache) is used to stream a prerecorded per-vertex animation data efficiently.
For example, facial animation is often represented by the vertex animation data
and involves precisely reproducing the facial expression of a real actor acquired
using a performance capture system. This technology is employed in several
commercial CG frameworks because of its straightforward data structure and fast
computation. However, vertex animation leaves a large memory footprint and
squeezes bandwidth during the streaming playback, which leads to an increase
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in data size in proportion to the number of vertices and frames. Therefore,
we use traditional compression techniques, such as quantization and keyframe
reduction; however, more efficient data representation is required.

One practical solution is to convert a vertex animation into a skinned ani-
mation using a skinning decomposition method [4,5,9,13,19]. These methods
approximate the source animation using a linear blend skinning (LBS) model,
representing the vertex transformation as a weighted combination of a smaller
number of bone transformations [14]. This approach successfully reduces data
size. The approximated LBS model is ideal for real-time applications because
of its efficient computation. Notably, the smooth skinning decomposition with
rigid bones (SSDR) algorithm [9] is highly compatible with general game engines
because it assumes the bone transformation to be rigid.

Fig. 1. The proposed method achieves faster skinning decomposition than the previous
method by considering the locality of skin weight while reducing the approximation
error using improved clustering algorithms (left). Approximation of long garment ani-
mation with a large number of bones in practical computation time (right).

However, the SSDR algorithm requires considerable computation time to
approximate a long sequence of the high-resolution model with many bones. The
computation time increases in proportion to the number of vertices, duration of
the animation, and cube of the bones. Furthermore, the SSDR algorithm often
results in the skin weights being scattered over the skin mesh, because it han-
dles polygon vertices as a simple point cloud, thereby neglecting the topological
information. Ideally, the skin weight should demonstrate a smooth, monomodal,
and compact distribution, to allow intuitive post-editing by riggers.

To improve computation performance while preserving the approximation
accuracy, we extend the SSDR algorithm by utilizing the locality of the skin
weights. Our core idea is to divide the mesh into multiple regions, where skin-
ning decomposition can be independently performed while considering the spa-
tial coherence with surrounding regions. The main improvements to the SSDR
algorithm are summarized as follows.

– Model-dependent manual selection of the mesh clustering algorithm for accu-
rate approximation (Sect. 3.1)
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– Localized skin-weight optimization through mesh clustering (Sect. 3.2)
– Frame-reduction based on the novel keyshape selection criterion for efficient

computation (Sect. 3.3)

The proposed approach significantly improves the computational performance,
reduces the numerical error, and generates smooth and intuitive bone transfor-
mations as shown in Fig. 1 (left), although the locality-aware algorithm does
not theoretically guarantee the global optimality of the animation approxima-
tion. We experimentally confirmed that our method is capable of achieving high-
precision data compression of production-ready assets with a practical compu-
tational cost as detailed in Sect. 4.

2 Background

2.1 Related Work

The concept of skinning decomposition was first proposed by James et al. [5].
It has since evolved into a more efficient method using dimensionality reduction
[8], and into skeleton animation estimation methods [4,10]. The SSDR algorithm
[9] is one of the most practical methods because of its high compatibility with
general production pipelines. However, it has several aforementioned limitations.

In addition, the skinning decomposition has been used for example-based
automatic rigging [3,4,10,16,17]. These techniques improve the locality and
smoothness of the skin weight to enable manual adjustment of the estimated skin
model. The Laplacian normalization term [10] is a typical approach for generat-
ing smooth skin weight distribution. However, this method merely minimizes the
local dissimilarity in skin weight among adjacent vertices; it cannot prevent mul-
timodal weight distribution over the mesh. Moreover, the conventional methods
neglect the mesh topology information. For example, the left-front and right-
back paws of a walking quadruped character can be bound to the same bone if
these paws exhibit similar movement. Our method is designed for the LBS model
[14]. Several skinning models, such as the dual quaternion skinning method [6],
delta mush skinning method [12,15], and the optimized center of rotation method
[11], have been proposed. Compared to these advanced techniques, animations
generated through the LBS are prone to serious quality problems leading to the
artifacts with defects, such as the candy-wrapper and elbow-collapse effects. Nev-
ertheless, the LBS is widely deployed to approximate vertex animations because
of its efficiency and compatibility with standard graphics frameworks. These
advanced skinning models are not suitable for approximating the vertex anima-
tions of Elastic models such as clothes, because they are designed for articulated
models.

2.2 Preliminaries

The SSDR algorithm solves the inverse problem of the LBS by calculating the
skin weights and bone transformations that best approximate a source sequence
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of shape deformation [9]. This problem is formulated as a nonlinear minimization
problem as follows:

min
w,R,T

F∑

f=1
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i=1
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f
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where F , V , and B represent the number of frames, mesh vertices, and manually
specified bones used for approximation, respectively. pi and vf

i are the initial
position and position at the f -th frame of the i-th vertex, respectively. Rf

b and
T f

b are the rotation matrix and translation vector of the b-th bone at the f -th
frame. wib is the skin weight indicating the effect of the b-th bone on the i-th
vertex. The following four constraints are imposed to satisfy the requirements of
the LBS with rigid bones.

– The non-negative skin weight constraint: ∀i, b, wib ≥ 0.
– The affinity constraint at each vertex: ∀i,

∑B
b=1 wib = 1.

– The sparsity constraint that restricts the number of bones affecting each
vertex to less than K (typically K = 4): ∀i, |{wib|b = {1, · · · , B}}|0 ≤ K,
where | · |α denotes Lα norm.

– The bone transformation matrix R is constrained to SO(3) rotation matrix:

∀f, b,Rf
b

T
Rf

b = I, det(Rf
b ) = 1.

A threefold process is performed to efficiently solve this highly nonlinear prob-
lem. Firstly, the SSDR algorithm decomposes a mesh into B clusters by sorting
vertices with similar transformations into the same cluster. Subsequently, the
deformation of each cluster is approximated by a rigid transformation. Finally,
the skin weight and bone transformation are alternately optimized using the
block coordinate descent algorithm. The bone transformation can be efficiently
realized using the closed-form analytic solution. On the other hand, the skin
weight optimization for each vertex necessitates iterative computation to solve
the quadratic programming (QP) problem whose computational order is O(B3);
this is the main bottleneck of the SSDR algorithm. Furthermore, the compu-
tation time required to compose the matrices of the QP problem is directly
proportional to V and F . To reduce these high computational costs, we uti-
lize the mesh clustering to divide the mesh into multiple clusters in which skin
weight optimization is independently performed. This approach decomposes the
large QP problem into small-scale subproblems, thereby significantly reducing
the overall computation time. We further reduce the computational redundancy
by eliminating the repetitive frames in source animation.

3 Algorithm

To enhance the SSDR algorithm, we make three modifications as shown in Fig. 2.
Our framework provides two different mesh clustering algorithms, one of which
is manually selected depending on the characteristics of the source animation.
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Fig. 2. Overview of our framework

The clustering results are used to identify the bones that bound to each vertex;
they are also utilized to extract important frames from the source animation
automatically. Finally, the skin weights and bone transformations are optimized
using the same iterative procedure in SSDR.

3.1 Model-Dependent Mesh Clustering

The quality of the mesh clustering significantly affects the resultant approxima-
tion accuracy. Several clustering methods have been proposed in existing studies
[4,5,9,10]; each of them is suitable for different types of source animations. For
example, we experimentally validated that motion-driven vertex clustering [10]
was reasonably practical for articulated models. The farthest point sampling
[7,8], on the other hand, improved the quality of non-articulated and Elastic
models, such as clothes and papers. Therefore, our framework facilitates the
user with both algorithms for mesh clustering, the optimal one can be selected
manually based on the visual observation of the source animation.

Articulated Models. Our system provides a modified version of the motion-driven
vertex clustering method [10] for vertex animations indicating skeletal move-
ment. The original algorithm repeatedly splits the cluster and approximates the
cluster vertices’ movement according to the rigid bone transformation. How-
ever, this process is redundant because each cluster is always split into two new
clusters, even if the cluster movement can be well approximated with sufficient
accuracy. Therefore, in this study, we aim to modify the procedure as detailed
below and shown in Fig. 3.
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1. Assume the entire model to be a single cluster
2. Estimate the rigid bone transformation that best approximates the movement

of the vertices of each cluster
3. Split the cluster into two new clusters, and estimate their bone transforma-

tions when its approximation error is in the top 1/n
4. Repeat processes 2 and 3 until there exist fewer than n/(n + 1)B clusters
5. Split the cluster of the worst approximation error into two clusters, and esti-

mate their bone transformations
6. Repeat process 5 until the specified number B is achieved.

Fig. 3. Conceptual diagram of mesh clus-
tering. The square model is divided into B
clusters based on the original SSDR algo-
rithm (upper) and our method (lower). The
original method divides each cluster into
two clusters whereas the proposed method
focuses on splitting the clusters with large
approximation errors.

Fig. 4. Locality constraints of skin
weight. For the vertex whose skin weight
is calculated, only clusters that are
within the second neighbor of the clus-
ter to which the vertex belongs are con-
sidered during the calculation of skin
weights. In this conceptual diagram, each
cluster is displayed in a random color.
(Color figure online)

The natural number, n (2 ≤ n ≤ B), determines the error threshold that
compels the clusters with relatively large approximation errors to be preferen-
tially split; it was empirically set to 2 or 3 in our experiments. This procedure
guarantees that the resulting number of clusters equates to the arbitrary num-
ber B. Although additional cost is required for the evaluation of approximation
errors, the overhead is more than sufficiently compensated by the other modifi-
cations in the skin weight optimization.

Elastic Models. We employ farthest point sampling [7,8], which identifies bone
positions as evenly as possible on the surface of the model. Subsequently, the
skin weights are optimized according to the positional relationship between the
bones and vertices. Finally, each vertex is bound to the bone with the largest
skin weight. Note that we calculate the skin weights, which are proportional to
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the reciprocal of the distance for K-nearest clusters with the minimum Euclidean
distance from the vertex. Although this straightforward approach yielded suffi-
cient accuracy in our experiments, it can be improved using a more sophisticated
method.

3.2 Locality-Aware Weight Optimization

Our method alternately optimizes the skin weights and bone transformation
following the mesh clustering; thus, the bone transformation can be efficiently
optimized because it has a closed-form analytic solution [9]. In contrast, skin
weight optimization is formulated as a QP problem with nonlinear constraints
that requires a higher cost for iterative computation. Moreover, the previous
approaches optimize the skin weight of each vertex based on the assumption that
all the bones affect each vertex regardless of the distance and mesh topology.
Therefore, the same bone is often bound to spatially distant vertices, even when
a slight similarity is observed in their movement.

Thiery et al. [19] proposed a skin weight optimization method to minimize as-
rigid-as-possible deformation energy. This method makes the optimization prob-
lem small and sparse to achieve iterative computation by enforcing the sparsity
constraint before the optimization. Similar to this approach, we use the mesh
clustering information to limit the area of optimization, followed by achieving
local and smooth skin weight distribution. We assume that a skin vertex is
bound to the bones of the corresponding mesh cluster and its neighbors only, as
illustrated in Fig. 4. The optimization procedure is summarized as follows.

1. For each vertex i, select the cluster bi which i belongs to and its adjacent clus-
ters adj(bi) = {bi,1, · · · , bi,Bi

}. The choice of adj(bi) admits several options.
Examples are the second neighbor clusters of bi or the clusters within a given
geodesic distance from bi.

2. Optimize the skin weights of each vertex i only for the selected bones
bi, bi,1, · · · , bi,Bi

by solving the QP problem.
3. Re-optimize the weight for K bones with the largest skin weight.

This approach improves the local and compact distribution of weight over the
skin mesh. The dimension of the QP problem is reduced from B to Bi. In addi-
tion, the computation time is reduced regardless of the total number of bones
since Bi is approximately constant and B > (Bi + 1) holds.

3.3 Frame-Reduction

The computational cost of weight optimization is further reduced by utilizing
the temporal coherence of the source animation if it includes repetitive or sta-
tionary deformation behavior. The existing method uses uniform sampling for
eliminating the redundant frames from the source [1]. However, such a naive
approach might (1) disregard the rapid deformation, and (2) extract redundant
frames from the slow part of the source animation. Our frame reduction method
adaptively selects the frames that differ significantly from the previously selected
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frames in sequential order. We define the frame dissimilarity based on the rigid
bone transformation obtained from the mesh clustering, instead of conducting
a per-vertex deformation evaluation to minimize the computational overhead.
The dissimilarity measure σ is defined as follows:

σ(f1, f2) = max
b

∣∣∣[Rf1
b |T f1

b ] − [Rf2
b |T f2

b ]
∣∣∣
2
, (2)

where Rf1
b and T f1

b are the rotation matrix and translation vector of the b-th
cluster at time f1, and Rf2

b and T f2
b are those at time f2, respectively. The

sequential search is commenced by adding the index of the first frame of the
source animation to the set of selected frames T . In this iterative process, the
frame index f is added to T if it indicates larger dissimilarity from the selected
frames T than a certain threshold, maxf∗∈T σ(f, f∗) ≥ σ̄. This process is sequen-
tially repeated until the end of the source animation.

The dissimilarity threshold σ̄ represents the tradeoffs between computational
performance and approximation accuracy. The approximation accuracy can be
improved using a low threshold value, which does not significantly reduce the
number of frames. In contrast, the computational cost can be reduced by degrad-
ing the approximation accuracy while using a large threshold.

Fig. 5. Snapshots of the source animation. The results obtained from the baseline
method and our proposed method are shown on the left side. The calculation time and
approximation errors are compared on the right side.
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4 Results

4.1 Comparison with Baseline Method

We conduct four experiments to evaluate the animation quality, skin weight
distribution quality, and computational performance of our method. The original
SSDR algorithm [9] with the motion-driven vertex clustering [10] is chosen as the
baseline method. The computational time was measured on a 64-bit Windows
PC with Intel Core i7-3630 CPU 2.40 GHz. The experimental assets are listed
in Table 1. The articulated horse and collapsing camel animations have 48 and
53 frames, respectively [18]. The facial expression data is published as a part of
the voice-operated character animation (VOCA) dataset [2].

Table 1. Experimental dataset. The animation category was manually determined
based on visual observation.

Dataset V F Category

Cloth-collision 1471 100 Elastic

Cloth-sagging 289 200 Elastic

Horse-gallop 8431 48 Articulated

Camel-collapse 21887 53 Elastic

Facial-animation 5023 204 Articulated

Character-clothing 5293 1000 Elastic

Qualitative Evaluation. The comparative analysis of the source animation and
approximation results are presented on the left side of Fig. 5. Please refer to the
supplemental video for the animating results. The baseline method generated
a scattered weight distribution as shown in the second column, whereas our
method achieved local and unimodal distribution as shown in the third column.
Our method arranged the bones over the mesh surface more uniformly than
the baseline owing to the model-dependent clustering. Moreover, our method
generated more stable smooth transformations and compact weight distribution
that accurately approximated the local surface deformation around each bone.
Conversely, the bone transformation estimation of the baseline method suffers
from the slight movement of the distant vertices, which resulted in the jerky and
unpredictable bone transformations. The proposed method yielded results that
will be more intuitive for riggers and animators. Quantitative comparisons of
the bone and weight distribution remain future work.

Quantitative Evaluation. The statistics for the computational performances and
approximation accuracies are summarized on the right side of Fig. 5. The left
column shows the comparative analysis of the computation time of the proposed
and baseline methods. The right column compares the approximation errors,
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Fig. 6. Comparison of skin weight distribu-
tion. (a) The proposed method with 20 iter-
ations. (b) Laplacian normalization with 20
iterations. (c) Laplacian normalization with
40 iterations.

Fig. 7. Comparison of sagging clothes.
The baseline caused wrinkle-like arti-
facts, whereas the proposed method
faithfully reproduced the source anima-
tion with smooth bone transformations.

where the approximation error was obtained using the formula proposed in [9].
Our method successfully prevented the computation time from increasing expo-
nentially with the number of bones, because our locality-aware approach reduces
the computational order of weight optimization from O(B3) to O(B ·B3

i ), where
Bi < B holds (Sect. 3.2). In the case of the galloping horse animation with
16 bones, the increase in the computation time was kept within the acceptable
limit through the overhead of the mesh clustering, detection of the neighbor-
ing clusters, and frame-reduction. In addition, the proposed method reduced
the approximation error for all the animations, excluding that of the horse,
which had 32 bones. These results indicate that the model-dependent mesh
clustering sufficiently compensated the error caused by the locality-aware weight
optimization.

4.2 Validation of Locality-Aware Optimization

The skin weight distribution of the proposed and baseline methods are compared
in Fig. 6. The source animation was generated using the nCloth of Autodesk
Maya. The baseline method achieved a smooth weight distribution using the
iterative optimization with the Laplace normalization term [10].

However, the skin weights were scattered over the mesh, as indicated by the
red circle, even after a considerable number of iterations. In contrast, our method
achieved both local and compact distribution, because the optimization at each
vertex ignored the effect of spatially distant bones. Notably, the proposed method
did not always produce smooth distribution, because the weight optimization was
performed independently for each vertex. Although it is possible to introduce the
Laplacian normalization technique, it significantly increases computation time.

Figure 7 shows the approximation result of cloth deformation. The proposed
method produced smooth surface deformation while faithfully reproducing the
source animation whereas the baseline method caused wrinkle-like artifacts, and
resulted in stiff-looking deformed surfaces. The baseline method minimized the
global numerical error by neglecting the detailed high-frequency deformations
that are highly visible, even when the numerical error is not significant. In con-
trast, the proposed method improved visual quality using uniformly assigned
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bones based on the farthest-point sampling method while decreasing the quan-
titative accuracy of the other region.

4.3 Validation of Frame-Reduction

We evaluated the effectiveness of the adaptive frame-reduction method by com-
paring the computation time and approximation error with the uniform sampling
method, as shown in Table 2. The experimental asset was created by resampling
the horse animation to 1000 frames to highlight the performance differences.
We set the frame dissimilarity threshold to σ̄ = 0.1, and the baseline method
uniformly sampled at one frame per ten. Our method significantly reduced the
computation time without increasing the approximation error because the source
data contain many repetitive animations. This result indicates that our method
effectively eliminated the redundant frames from the cyclic animation.

Table 2. Performance effect of frame-reduction: (a) without frame-reduction, (b) with
the proposed greedy frame-reduction, and (c) with uniform sampling. All experiments
used the model-dependent mesh clustering and locality-aware weight optimization

(a) All (b) Our method (c) Uniform

Time (sec) 178.6 123.5 137.4

Error 1.90330 1.90333 1.94166

4.4 Validation Using Practical Asset

The proposed model is validated for complicated shape deformation by using a
garment animation included in the Berkeley Garment Library (http://graphics.
berkeley.edu/resources/GarmentLibrary), as shown in Fig. 1(right), where V =
5293, F = 1000, and B = 200. The time taken by the proposed method was
472.3 s, and approximation error was 3.32, whereas the baseline method required
1935.7 s, and the error was 3.94. The overall behavior of the garment deformation
was successfully approximated in lesser computational time than the previous
method. However, the detailed deformations, such as wrinkles, were not precisely
reproduced. In addition, the penetration between the garment and body parts
occurred as the result of approximation, as demonstrated in the supplemental
video. This problem can be resolved using the detail-preservation technique [7].

5 Discussion

We have improved the SSDR algorithm by considering the locality of the skin
weight distribution over the skin mesh. Locality-aware weight optimization is
achieved by dividing the source model into multiple regions and performing opti-
mization independently in each region. Although this approach does not always

http://graphics.berkeley.edu/resources/GarmentLibrary
http://graphics.berkeley.edu/resources/GarmentLibrary
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guarantee the globally minimum approximation error, it significantly reduces
the computation time while preserving the animation quality. We believe that
our efficient framework will contribute to practical animation productions by
facilitating rapid iterative operation and improving the animation quality.

By adaptively selecting important frames, the proposed method reduces the
computation time, which is highly effective for animations including periodic
movements. However, the proposed greedy algorithm does not always provide
an optimal result, particularly for non-cyclic animation. Moreover, the proposed
algorithm neglects the detailed deformation, because frame similarity is eval-
uated based on the rigid bone transformations of the mesh clustering result.
Thus, we are motivated to develop a more effective and efficient frame-reduction
algorithm.

Furthermore, in the current prototype, the mesh clustering method is
designed to be manually selected based on visual observation. We will automate
the selection of the mesh clustering method depending on the source model. The
clustering accuracy can be enhanced by using different clustering algorithms for
each semantically different region of a complicated model, such as the body, hair,
and clothes of a clothed character. It is essential to develop a more efficient algo-
rithm for bone transformation optimization for further improving computational
performance.
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Abstract. Convexity, as a global and learning-free shape descriptor,
has been widely applied to shape classification, retrieval and decomposi-
tion. Unlike its extensively addressed 2D counterpart, 3D shape convexity
measurement attracting insufficient attention has yet to be studied. In
this paper, we put forward a new volume-based convexity measure for 3D
shapes, which builds on a conventional volume-based convexity measure
but excels it by resolving its problems. By turning the convexity measure-
ment into a problem of influence evaluation through Distance-weighted
Volume Integration, the new convexity measure can resolve the major
problems of the existing ones and accelerate the overall computational
time.

Keywords: Shape analysis · Convexity measurement · 3D shape
retrieval

1 Introduction

Shape analysis has been playing a fundamental role in computer graphics, com-
puter vision and pattern recognition. In shape analysis, research on how to quan-
tify a shape with holistic descriptors such as convexity [5,6,8,19], circularity [15],
concavity [17], ellipticity [1], rectilinearity [9], rectangularity [18] and symmetry
[4,14] has been booming, because these descriptors can offer a global and efficient
way for applications where shape representation is required. Among these holis-
tic descriptors convexity has been most commonly used in shape decomposition
[2,10,11], classification [6,12], and retrieval [5,6,8], etc.. In general a planar shape
s(s ⊂ R2) is regarded as convex if and only if the whole line segment between
two arbitrary points in s belongs to s. When it comes to three-dimensional(3D)
shapes, this definition can readily be generalised as: A 3D shape S(S ⊂ R3)
is said to be convex if and only if all points on the line segment between two
arbitrary points in S belong to S. Generally speaking, every convexity measure
have to meet four desirable conditions:
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1. The value of the convexity measure is a real number between (0,1].
2. The measured convexity value of a given shape equals 1 if and only if this

shape is convex.
3. There are shapes whose measured convexity is arbitrary close to 0.
4. The value of the convexity measure should remain invariant under similarity

transformation of the shape.

Next, we will review some state-of-the-art convexity measures for 3D shapes
and analyse their pros and cons. Note that all the 3D shapes mentioned in this
paper are topologically closed.

Definition 1. For a given 3D shape S with CH(S) denoting its convex hull, its
convexity is measured as

C1 (S) =
V olume (S)

V olume (CH (S))
(1)

C1, a volume-based measure, cannot distinguish two shapes with the same
ratio of shape to convex hull volumes, as shown in Fig. 3 (a) and (b).

To resolve the above problem, Lian et al. [8] proposed a projection-based
convexity measure for 3D shapes, which was generalised from a 2D projection-
based convexity measure reported by Zunic et al. [19].

Definition 2. For a given 3D shape S, its convexity is measured as

C2 (S) = min
α,β,γ∈[0,2π]

Pview (S, α, β, γ)
Pface (S, α, β, γ)

(2)

where Pface is the summed area of surface mesh faces of a 3D shape pro-
jected onto the three orthogonal planes, Y OZ, ZOX and XOY , with Pface =
Pfacex +Pfacey +Pfacez, while Pview is the summed area of shape silhouette
images projected onto six faces of its bounding box parallel to the orthogonal
planes, with Pview = 2(Pviewx + Pviewy + Pviewz). Pview (S, α, β, γ) and
Pface (S, α, β, γ) are Pview and Pface of S after rotating α, β and γ with
respect to x, y and z axes, respectively. Figure 1 illustrates examples of Pface
and Pview. It is noticeable that there exists an inequality Pface ≥ Pview for
any 3D shape and that they are equal only if a 3D shape is convex. There-
fore, convexity is measured as a minimum value sought by rotating the shape at
variant angles.

Since the calculation of C2 is a nonlinear optimisation problem that tradi-
tional methods cannot deal with, a genetic algorithm is used to help seek the
minimum value of C2. However, the genetic algorithm is computationally expen-
sive and requires a plethora of iterations to reach an optimum. To avoid the heavy
calculation of C2, Li et al. proposed a heuristic convexity measure for 3D shape,
which is still projection-based but computes the summed area ratio of projected
shape silhouette images and surface mesh faces only once, just along principal
directions of the shape, followed by a correction process based on shape slicing
[5] rather than optimizing the ratio with the genetic algorithm in iterations.
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Fig. 1. Projections of a triangular face and a whole shape on the coordinate planes.

Definition 3. For a given 3D shape S, its convexity is measured as

C3 (S) = Cor

(
Pview (S · R)
Pface (S · R)

)
(3)

where R represents the rotation matrix of the initial estimation achieved by prin-
cipal component analysis (PCA) and Cor (·) indicates the subsequently applied
correction process. Compared to C2, C3 can accelarate the overall computation
by some an order of magnitude.

During the correction process of C3, Li et al. sliced the 3D shape into a
sequence of cross sections in equal interval along the principal directions of the
shape, then 2D convexity measurement of the cross sections was performed in
order to offset the precision loss introduced by the initial estimation of PCA.
However, C3 may introduce some error during the correction process.

In order to resolve the above problems of the existing convexity measures, in
this paper we present a new volume-based convexity measure, which builds on
the original volume-based C1 but excels it by resolving its extant problems. The
basic idea behind the new convexity is generalised from its 2D counterpart [6].

2 Our Volume-Based Convexity Measure

Fig. 2. We can regard both of Shape (a) and (b), with the left and middle columes
being their solid and wireframe views, as collapsed from their convex hulls (in the
right colume) towards the geometric centres of the convex hulls, with the black arrows
implying the collapsing directions.

Our new convexity measure is generalised from a 2D area-based measure [6]
and shares the similar philosophy that any nonconvex 3D shape, no matter with
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protrusions (Fig. 2(b)) or dents (Fig. 2(a)), is formed by its convex hull collapsing
towards the geometric centre of the convex hull. We assume that the convexity
of an arbitrary 3D shape is associated with the total influence of dents collapsed
from the shape convex hull, and consider that dent attributes, such as position
and volume with respect to the shape convex hull, directly determine the dent
influence.

Fig. 3. The position and volume of dents determine the convexity calculation of 3D
shapes. There are four cubes with dents in different positions and volumes. The corre-
sponding convexity values computed by variant measures are listed beneath the shapes.

Some intuitional examples are given in Fig. 3, where four cubes have dents
in different positions and volumes. For example, the dents of Shape (a) and
(b) are identical in volume but different in position, and Shape (a) is visually
more concave than Shape (b) as the dent of Shape (a) is centrally positioned.
This distinction cannot be sensed by C1 and C3. C2 considers that Shape (a) is
even more convex than Shape (b) which is, however, not the case. Moreover, the
dents of both Shape (a) and (c) are centrally positioned but different in volume,
while dents of Shape (a) and (d) are the same in volume but different in position.
Therefore, the new convexity measure should be able to distinguish all the above
differences.

In light of the above analysis the new convexity measure should be defined by
taking account of dent position and volume with respect to the shape convex hull.
Note that dents here not only mean dents contained in the 3D shape but dents
collapsed from the shape convex hull. This semantic nuance can be articulated
by Fig. 2, where the former dents can be exemplified by (a) while the latter dents
involve both (a) and (b).

To associate our convexity measure with dent position and volume, we con-
sider that the convex hull of a given 3D shape S is made up of infinitely small
cubes, and assign each small cube a weight associated with the Euclidean dis-
tance from the cube to the geometric centre of the convex hull in order to evaluate
the influence of the cube on the convexity measurement. The closer a cube to
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the geometric centre of the convex hull, the more it influences the calculation of
convexity. If the dent volume is symbolised as D(D ⊂ R3), the influence of D
on the convexity measurement of S can be calculated by

∫∫∫
D

W (r)dv, where
W (r) represents a weight function. Likewise, the total influence of the convex
hull of S can be formulated as

∫∫∫
CH(S)

W (r)dv, and thus the influence of the
3D shape on the convexity measurement can be expressed as

∫∫∫
S

W (r)dv =
∫∫∫

CH(S)

W (r)dv −
∫∫∫

D

W (r)dv (4)

Definition 4. For a given 3D shape S, its convexity is measured as

Cα (S) =

∫∫∫
S

W (r)dv∫∫∫
CH(S)

W (r)dv
(5)

and
W (r) = 1 − α

r

rmax
=

rmax − α · r

rmax
(6)

where α, 0 ≤ α ≤ 1, represents an influence factor of the weight function; r
denotes the Euclidean distance variable between small cubes and the geometric
centre of the convex hull of S; rmax represents the maximum r.

Equations (5) and (6) define our notion of Distance-weighted Volume Inte-
gration. When r = rmax, W (r) reaches its minimum 1 − α; when r = 0, W (r)
has a maximum 1. This distance-weighted strategy emphasises the influence of
dents close to the geometric centre of the convex hull and downplays the impact
of dents distant from the geometric centre. Moreover, by adjusting α we can
control the influence of different attributes. For example, if we want to empha-
sise the contribution of dent position, we can increase α to lower the influence of
distant cubes. If we want to emphasise the contribution of dent volume, we can
degrade the weight influence of each cube by decreasing the value of α. When we
decrease α to 0, every cube will have an identical weight, and the new measure
will degenerate into the traditional volume-based convexity measure C1, only
related to dent volume.

(a) The 3D model (b) Its silhouette

Fig. 4. A hollow cube model. l1 and l2 indicate the outer and inner edge lengths of the
cube, respectively.



64 X. Shi et al.

3 Proof of the New Measure

In this section, we verify that the new convexity satisfies the four necessary
conditions stated in Sect. 1.

Proof. For a given 3D shape S, assume that it has m dents denoted as
D1,D2 · · · Dm ⊂ R3. The corresponding influences of dents D1,D2, · · · ,Dm can
be calculated by

∫∫∫
D1

W (r)dv,
∫∫∫

D2
W (r)dv, · · · ,

∫∫∫
Dm

W (r)dv, respectively.
Thus, Cα(S) can be rewritten as

Cα(S) =

∫∫∫
S

W (r)dv∫∫∫
S

W (r)dv +
m∑

i=1

∫∫∫
Di

W (r)dv
. (7)

It is easy to show that 0 < Cα(S) < 1. If there is no dent, that is
m∑

i=1

∫∫∫
Di

W (r)dv = 0, then Cα(S) = 1. This means that S coincides with its

convex hull. To this end, S is convex.
To prove Condition 3 we construct a hollow cube, as shown in Fig. 4. When

we keep increasing l2 making it infinitely close to l1, we have

lim
l2→l1

Cα (S) = 0 (8)

Under translation and rotation of a 3D shape, since the relevant distance
between each small cube and the geometric centre of the convex hull remains the
same, and the volume of the 3D shape and its convex hull also keeps unchanged,
the convexity measured by Cα remains the same.

Taking the geometric centre of the convex hull as the origin to establish the
coordinate system, we assume that S is scaled by a coefficient k. The convexity
of the scaled shape is written as

Cα(S′) =

∫∫∫
S′ (1 − α · r′/r′

max)dx′dy′dz′∫∫∫
CH(S′)(1 − α · r′/r′

max)dx′dy′dz′

=

∫∫∫
S

(1 − α · kr/krmax)k3dxdydz∫∫∫
CH(S)

(1 − α · kr/krmax)k3dxdydz

= Cα(S),

(9)

where the prime symbol indicates those corresponding parameters after scaling.
Hence Condition 4 of Theorem 1 is proved.

4 Algorithm Implementation

To implement Cα we need a discrete version of Definition 4 for calculation. A
straightforward thought similar to its 2D counterpart [6] is to replace the integral
symbols by summations and the infinitely small cubes by voxels. Thus we can
rewrite Cα into its discrete form as
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Cα =
NS − α

NS∑

j=1
rj

rmax

NCH − α

NCH∑

k=1
rk

rmax

(10)

where NS and NCH represent the numbers of voxels in S and CH(S), respec-
tively.

Fig. 5. A 3 ∗ 3 ∗ 3 illustration of the 3D Distance Dictionary.

Fig. 6. 3D shapes measured in different 3D grid sizes.

Prior to convexity measurement we need to voxelise the measured 3D shape
and its convex hull. We first find the minimum bounding box of the shape convex
hull with all the faces of the bounding box perpendicular to the x, y and z axes,
and tessellate the minimum bounding box into a 3D grid of n1∗n2∗n3(n1, n2, n3 ∈
Z+) voxels. Then the calculation of shape convexity is carried out in terms
of evaluation of the influence of each voxel in the shape convex hull within
the n1 ∗ n2 ∗ n3 volume grid. We observe that all the 3D shapes can share
the same volume grid, and the distances and weights of their voxels will be
calculated repeatedly under the same grid during convexity measurement. Hence
instead of calculating voxel distances for every 3D shape, we compute them only
once by constructing an N ∗ N ∗ N(N,nm ∈ Z+ with N >= 2nm and nm =
max(n1, n2, n3)) Distance Dictionary to pre-store all the Euclidean distances
from the voxels to the grid centre of the Distance Dictionary. When computing
the convexity of a specific 3D shape, we just need to align the geometric centre
of its convex hull to the grid centre of the Distance Dictionary, scale the 3D grid
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of the shape convex hull to fit the 3D Distance Dictionary in voxel, and then
look up Euclidean distances of the corresponding voxels of the 3D shape and its
convex hull in the Distance Dictionary.

The 3D Distance Dictionary is an N ∗ N ∗ N tensor, elements of which store
values of the Euclidean distances from the voxels of the dictionary to its grid
centre. Figure 5 illustrates a 3 ∗ 3 ∗ 3 example of such a 3D Distance Dictionary.
However, the value of the 3D Distance Dictionary N must be larger than two
times nm, and thus the resolution of 3D grid of the minimum bounding box for
3D shapes influenes the convexity measurement. General speaking, the larger the
grid resolution, the more accurate the measured convexity, but the more time
the computation consumes. In order to choose an appropriate resolution for the
3D minimum bounding box grid, we compare the performances when in turn
setting nm = 80, 100, 150, 250, 500. As shown in Fig. 6, convexities measured
with different grid resolutions for the same 3D shape are not much different.
Therefore, for the sake of computational simplicity, the value of nm in the rest
of this paper is set to 80. Note that in this paper without specification α is set
to 1 by default, and the computer configuration is specified in Sect. 5.3. The
pseudocode of the new measure is shown in Algorithm 1.

Algorithm 1. Cα (S)

Input: A 3D shape S; an influence factor α, and a predefined N ∗ N ∗ N 3D
Distance Dictionary;

Output: Convexity value Cα.
1: Compute the convex hull of S, CH(S);
2: find the minimum bounding box of CH(S) with all six faces perpendicular

to the x, y, z axes;
3: voxelise the minimum bounding box with an n1 ∗ n2 ∗ n3 3D grid;
4: NCH ← the number of voxels in CH(S);
5: NS ← the number of voxels in S;
6: map both S and CH(S) to the predefined 3D Distance Dictionary with the

geometric centre of CH(S) aligned to the grid centre of the 3D Distance
Dictionary and the 3D grid of CH(S) scaled to fit the dictionary in voxel;

7: look up Euclidean distances r[NCH ] for CH(S) in the 3D Distance Dictio-
nary with the longest one marked as rmax;
// Compute the sum of Euclidean distances, εS , for S

8: for j = 1 to NS do
εS+ = r[j];

9: end for
// Compute the sum of Euclidean distances, εCH , for CH(S)

10: for k = 1 to NCH do
εCH+ = r[k];

11: end for
12: return Cα =

NS−α
εS

rmax

NCH−α
εCH
rmax

.
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5 Experimental Results

5.1 Quantitative Evaluation

Fig. 7. The quantitative convexity measurement of ten 3D shapes.

We carry out the convexity measurement to ten 3D shapes shown in Fig.
7, with eight of them picked from two commonly used 3D shape databases, the
McGill Articulated 3D Shape Benchmark [16] and Princeton Benchmark [3], and
the other two, the 1st and 6th, being two synthetic 3D shapes. These shapes are
ordered in Cα. It can be seen that for those shapes whose dents embrace the
geometric centre of the shape convex hull, such as the 1st, 2nd, 3rd and 6th,
their convexity values evaluated by Cα are lower than those by C1. It can also
be noticed from the results of Fig. 7 that the convexities measured by C2 are
relatively larger with all the values greater than 0.5, which cannot reflect the
reality. As C3 is a heuristic method that comes with a correction process at the
end, C3 more or less introduces some error into the convexity estimated. For
example, the convexity of the sphere measured by C3 in Fig. 7 is only 0.9744,
while the results of C1, C2 and Cα on the sphere are either 1 or very close to 1.

5.2 3D Shape Retrieval

Fig. 8. Samples of the 10 categories
of watertight shapes for 3D shape
retrieval.

Fig. 9. Canonical forms of the shapes.
The first row shows the original
non-rigid models, while the second
row shows their feature-preserved 3D
canonical forms.
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We also apply C1, C2, C3 and Cα to non-rigid 3D shape retrieval on the
McGill articulated 3D shape benchmark [16], which consists of 10 categories
of 255 watertight shapes. Some classified samples are shown in Fig. 8. In this
dateset shapes in the same categories such as the glasses and hand gestures
shown in Fig. 9 may appear in quite different poses but have similar canonical
forms. For this reason we apply a method introduced in [7] to construct the
feature-preserved canonical forms of the 3D shapes. We compute convexities of
the 3D shapes by C1, C2, C3 and Cα and employ the L1 norm to calculate the
dissimilarity between two signatures. The retrieval performance is evaluated by
four quantitative measures (NN, 1-Tier, 2-Tier, DCG) [13]. The results in Fig. 10
show that C3 achieves the best retrieval rates as a solo convexity measure. Note
that the smaller the value of α, the higher the retrieval rate. This is because
with α increasing, the distribution of the values of Cα for the same category
is broadening, making the retrieval less precise. Representing 3D shapes by a
solo convexity measure may result in relatively poor retrieval rates. In order
to improve the accuracy of retrieval, we employ a shape descriptor, called CS
(Convexity Statistics) [6], by taking advantage of our new convexity measure by
setting α to 0.0, 0.1, 0.2, 0.3, 0.4, 0.5, 0.6, 0.7, 0.8, 0.9, 1.0. We collect the 11
convexities of every 3D shape as a set and calculate the mean, variance, skewness
and kurtosis of each set to construct the four-dimensional shape descriptor CS.
As can be seen from Fig. 10, the CS outperforms the competitors in all the
retrieval measures.

Fig. 10. Retrieval performance of the convexity measures on the McGill dataset.

5.3 Computational Efficiency

In this section we compare computational efficiencies of three convexity mea-
sures, as shown in Fig. 11, where some typical shapes are ordered in vertex num-

Fig. 11. Comparison of time consumptions.



A New Volume-Based Convexity Measure for 3D Shapes 69

ber. C2 is computationally expensive due to the adopted genetic algorithm with
50 individuals and 200 evolution generations [8], especially when the number of
vertices in the shape is large. C3 also needs to capture silhouette images from
the frame buffer and the convexity measurement of 2D slides also takes time.
The whole experiment is carried out with a laptop configured with Intel Core
i5 CPU and 6G RAM. Note that C2 and C3 are computed using Visual Studio
2010 because the codes for calculating silhouette images from the frame buffer
were written in C++. Even though Cα is coded and computed using MATLAB,
which is normally considered slower than C++, Cα with the Distance Dictionary
still accelerates the overall computational time by several orders of magnitude.

6 Limitations

Although Cα can overcome the shortcoming of C1, Cα shares the same problem
with C1, as it is derived from C1. If 3D shapes with a long and narrow dent inside
or outside, the volume-based convexity measures Cα and C1 will get unreasonable
values. The grid resolution is artificially set, which is decided by nm. If the dent
is infinitesimally small, say smaller than a voxel, it may be missed out.

7 Conclusions

In this paper we proposed a new convexity measure based on Distance-weighted
Volume Integration by turning the convexity measurement into a problem of
influence evaluation. To facilitate the computation of the new convexity measure
for 3D shapes we also introduced the use of a pre-calculated Distance Dictionary
so as to avoid the repeated calculation of voxel distances for every 3D shape. The
experimental results demonstrated the advantage of the new convexity measure,
and the new convexity measure performed several orders of magnitude faster
than those competitors. In respect of its application to 3D shape retrieval, we
construct a variety of convexity measures by varying the value of α and form a
new multi-dimensional shape descriptor with these different convexity measures.
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Abstract. In this paper, we propose a practical method to estimate
object appearance from an arbitrary number of images. We use a mov-
ing flashlight as light source, and encode surface reflectance properties
in a pre-learned embedded latent space. Such lighting and appearance
model combination enables our method to effectively narrow the solution
space. Uncalibrated illumination requirement extremely simplifies our
setup and affords it unnecessary to accurately locate light positions in
advance. Moreover, our method automatically selects key frames before
appearance estimation, which largely reduces calculation cost. Both syn-
thetic and real experiments demonstrate that our method can recover
object appearance accurately and conveniently.

Keywords: SVBRDF · Reflectance · Appearance · Flashlight

1 Introduction

Appearance capture is attractive but also challenging in both computer graph-
ics and vision communities. It enables various applications in VR and AR, such
as image relighting and virtual object insertion. Specially designed devices are
used for accurate appearance capture [2,3,8]. Although these methods can repro-
duce high-resolution appearance, involved extensive scan effort prevents them
from practical applications. In the past decade, consumer digital cameras have
evolved a lot and it is quite convenient for non-expert users to capture high-
quality images. For reflectance recovery, recent deep learning based methods
learn shape, material priors from large-scale datasets, and take fewer images than
traditional methods to infer appearance properties. It shows good prospects to
design lightweight methods based on mobile phone cameras and deep learning
technologies.
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In this paper, we aim to capture object appearance from multiple input
photographs. We use a neural network as an optimizer to estimate SVBRDF and
normal under uncalibrated flashlight illumination. Object reflectance properties
are encoded in a pre-learned latent space. Such a well-constructed latent space
not only promises a reasonable SVBRDF but also provides an elegant search
routine towards the final solution. During optimization, we sum reconstruction
loss for each input photograph together as [7,10], and this provides flexibility
about the number of input images. Experiments demonstrate that our method
can recover SVBRDF from plausible to accurate with the increment of input
image number.

For multiple images capture, one concern is how to take photographs effi-
ciently. Since shooting videos of objects under a moving flashlight is quite simple,
we select frames from videos as input. Generally there is a trade-off between the
image number and recovery accuracy. Given the budget of the input image num-
ber, we propose to select the most valuable image collection via classic clustering.
Experiments show that our strategy chooses reasonable images collection.

In summary: We propose a practical framework to estimate SVBRDF for
objects with only off the shelf devices. Planar material latent space is adopted
for object surface via normal decomposition. And we apply key frame selection
strategy to promote algorithm efficiency.

2 Related Work

Intensive Measurement. One straightforward approach to capture appearance
is brute-force measurement. Researchers design professional devices to control
lighting and camera views for such purpose [15,19]. Dana et al. [3] used a robot
arm to densely sample incident light and view directions for planar material
samples. Another kind of common devices are light stages [2], they are mounted
with a large number of lights and able to provide incident light from consid-
erable directions. Linear light source reflectometry [8] is also broadly adopted
for appearance recovery. Although those methods can recover vivid appearance,
their dedicated devices hinder them from consumer applications.

Simplified Acquisition. In order to reduce the operating threshold for average
users and simplify the acquisition process, some searchers capture appearance
with hand-held commodity devices. Wu et al. [20] took Kinect sensors to scan
object geometry and acquired illumination via a mirror sphere, then computed
object appearance in an inverse rendering framework. With known geometry
but unknown natural illumination, Dong et al. [6] estimated isotropic surface
SVBRDF from a video of a rotating subject. Some methods jointly solve shape
and materials with single or several images as input [1,17]. Comparing with these
methods, we utilize neural networks to regularize SVBRDF in a reasonable space
rather than relying on hand-crafted priors or specified heuristics.
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(a) (b) (c) (d) (e) (f) (g)

Fig. 1. (a)-(b): Capture setup. During capture, all lights in the room are turned off.
CamA is fixed to shoot videos of target object. CamB serves as a light source. (c):
Reconstructed object. (d)-(g): Estimated diffuse, normal, roughness and specular maps.

Deep Inverse Rendering. Li et al. [12] proposed a novel self-augment training
scheme that effectively expanded training dataset. Deschaintre et al. [4] uti-
lized in-network render layers to construct reconstruction loss and estimated
reflectance properties from a flash-lit single image. Similar to [4], Li et al.
[13] benefited from in-network render and added a dense CRF model to refine
final results. Taking one image as input, these methods often fail when visible
reflectance features are insufficient to distinguish ambiguities. Then novel frame-
works [5,7] are proposed to infer SVBRDF from an arbitrary number of images
as input. These methods focus on near-planar material sample, in contrast, ours
method is able to recover object appearance.

Recently, Li et al. [14] proposed a learning-based method to jointly regress
shape, SVBRDF and illumination from a single flash-lit image. However it may
suffer from insufficient observations. Another related work is [9], they designed
an asymmetric deep auto-encoder to model image formation and inverse render-
ing process. Extended from [9], Kang et al. [10] utilized learned lighting patterns
to efficiently capture object appearance, and exploited diffuse and normal infor-
mation from multiple views to reconstruct geometry.

3 Method

3.1 Preliminary

Our goal is to estimate object SVBRDF and normal in a single view. As showed
in Fig. 1, a fixed camera is deployed to capture object-center images while a
flashlight is moving. The power distribution of the flashlight is roughly concen-
trated in a solid angle. Therefore, we model the flashlight as a point light source
as long as keep it facing the target object during the capture process. We assume
that camera inner parameters are fixed, field of view fov is known, and flashlight
intensity keeps constant as Iint. We adopt the Cook-Torrance microfacet BRDF
model with the GGX normal distribution [18] and assign BRDF parameters for
each point p: diffuse abledo kd(p), specular albedo ks(p) and monocular rough-
ness α(p). Our method solves SVBRDF and normal n(p) for target object in a
fix view, with flashlight position li unknown for each input photograph Ii.



74 J. Zhang et al.

Fig. 2. Decouple shape and surface material. From (a) to (d), we show normal n, base
normal nb and detail normal nd of ref bunny. In (e): We show 2D slice of object
surface. Origin object can be decomposed as base shape and planar material samples.

3.2 Decouple Shape and Surface Material

Demonstrated in [7], a pre-learned latent space can effectively model appearance
of planar exemplars and benefits SVBRDF estimation. In our case, we argue that
object surface material can be modeled like planar material samples too.

As showed in Fig. 2, object surface can be viewed as warped planar material
samples. We decompose normal n(p) as base normal nb(p) and detail normal
nd(p). Base normal nb(p) relates with object shape, and detail normal nd(p)
reflects material characteristics. For each point, a local coordinate system C(p)
can be constructed: base normal nb(p) direction is assigned as local z axis z(p)
and local y axis y(p) is assigned to be perpendicular to direction (1, 0, 0). In such
a local space, detail normal nd(p) means deviation from base normal nb(p) and
engraves detail variation. Therefore we get:

n(p) = nb(p) ◦ nd(p) (1)

Operation ◦ means transforming nd(p) from local space C(p) (constructed
according to nb(p)) into global space. It crosses the gap between complex shape
and planar material samples.

Once shape and surface material are decoupled, it is easy to convert lighting
and viewing directions into the local space of each point C(p). Solving object
SVBRDF and detail normal nd(p) in local space is equal with planar material
samples appearance recovery. We adopt local lighting model, object position is
needed to calculate light direction and intensity attenuation for each point. But
in fact, the distance di between the flashlight and object obj is much larger than
the scale of object geometry variation. Thus, with known fov, a rough depth
map in the camera view is enough to calculate object position.

3.3 Reflectance Recovery Under Uncalibrated Illumination

Object shape, material, and illumination jointly decide how the object looks
like. If illumination is under control, SVBRDF estimation would be easier. In
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Fig. 3. Overview of the deep inverse rendering framework. We use the method [14] to
estimate SVBRDF and base normal from single collocated-lit image as initialization.
A specially designed SVBRDF auto-encoder is adopted for deep inverse rendering: we
adjust z code to decode SVBRDF and simultaneously update base normal and point
light positions. Finally, we directly refine all components in the post-processing step.

this paper, we drop fully-controlled illumination and each input photograph is
lit by a flashlight with unknown position li. In addition, we assume flashlight
intensity Iint is constant during the whole capture process.

As showed in Fig. 3, our method consists of three stages: initialization, deep
inverse rendering and refinement. The core of our method is deep inverse render-
ing stage. We constrain object reflectance characteristics in a pre-trained latent
space [7] and adjust the latent code z to decode reflectance parameters s:

s = D(z), (2)

where s = (nd, kd, α, ks).
We formulate the deep inverse rendering as a minimization that jointly

updates the latent code z, base normal nb and light positions {li} to minimize
the differences between input photograph Ii and corresponding rendering image
R(s, nb, li):

arg min
z,nb,{li}

∑

i

L(Ii, R(D(z), nb, li)). (3)

where we use the common loss function [4,7] as:

L(x, y) = ||log(x + 0.01) − log(y + 0.01)||1. (4)

The whole pipeline of our method is as follows:

1. Use existing methods to initialize base normal, depth and SVBRDF with
single collocated-lit image Icol as input.

2. Search for initialized light positions for each input photograph Ii.
3. Optimize latent code z, base normal nb and light positions {li} in deep inverse

rendering stage.
4. Image space refinement for SVBRDF, detail normal nd, base normal nb and

light positions {li}.
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Reflectance Initialization. We capture a special image Icol whose correspondent
flashlight is collocated with camera lens, as previous methods [13,14,16]. Icol

can be used [14] to initialize our reflectance properties. The method takes Icol

as input, and estimates object depth d̂, SVBRDF ŝ = (kd, α, ks) and normal n̂
in a cascaded network. We take their estimated normal n̂ as base normal nb,
and initialize nd as a flatten normal map (nd(p) = (0, 0, 1)). In addition, given
camera fov, we project depth map d̂ into 3D coordinates as object position map
Pos.

Light Initialization. Initialized SVBRDF ŝ and normal n̂ would help us initialize
light position l̂i for each photograph Ii. We use a try-and-compare strategy to
search for light position candidates.

First, we define the metric to evaluate the possibility that a light position
candidate lci can be used to initialize l̂i. For input image Ii, we use ŝ, n̂ and lci

to render image Ri, and calculate RMSE for Ri against Ii. Therefore, the goal
of light initialization is to quickly find lci that has smaller RMSE for Ri.

Then we search for light position candidate ĺci in iterations. 1) At first, we
construct a rectangular cuboid centered on the camera. During image capture,
the flashlight is moving around the camera. Therefore, we set the cuboid size as
height = wh ∗ d̄, length = wl ∗ d̄, depth = wd ∗ d̄, where d̄ is the average of depth
map d̂ and wh, wl, wd are scale coefficients. We draw grids with step (ws, ls, ds)
in the cuboid and find the current best ĺci from all vertices. 2) Next we construct
downsized cuboid centered on ĺci, and draw downsized grids in the new cuboid.
Similarly, we find new ĺci from all vertices. We iterate the search process until
ĺci is not updated or cuboid size is below the threshold.

Finally, for each photograph Ii, ĺci is used as initialized light position l̂i.

Image Space Refinement. In our optimization network, latent code encodes
reflectance properties in the bottle neck of auto-encoder. It usually decodes
reflectance properties with details lost. Thus, we add post-process step to refine
SVBRDF property maps pixel by pixel [7]. Instead of adjusting the latent code z,
we directly update SVBRDF parameters kd,α,ks, detail normal nd and light posi-
tions {li} to minimize the differences between Ii and rendering image R(s, nb, li).
We formulate the image space refinement as:

arg min
kd,α,ks,nd,nb,{li}

∑

i

L(Ii, R(s, nb, li)). (5)

3.4 Key Frames Selection

We directly select images where the target object shows the distinctive appear-
ance. When photographs look similar, they are possibly lit by flashlights close
to each other. Thus, selecting different looking images means choosing different
lighting directions. Here we rely on the classic k-means clustering method to
divide all captured images into different clusters, and select centroids as picked
images. Given recorded videos, our strategy can free users from tedious manual
image selection and promotes efficiency.
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4 Results

We implement our method in Tensorflow and take built-in layers to construct a
differentiable render. For SVBRDF auto-encoder, we inherit trained model from
[7]. We choose Adam [11] as optimizer, setting learning rate as 10−3 and β1 as
0.5. In deep inverse rendering stage, we run 6k iterations; In refinement stage,
we run 1k iterations.

At the beginning, we create synthetic datasets to validate proposed method.
We randomly compose distorted elementary shapes into synthetic objects like
[21] and apply texture from materials dataset [4]. In addition to composed
shapes, we also select several models from the Standford 3D Scanning Repository.
We render images with pre-defined point lights (used to approximate real flash-
lights) in a rectangle area. To demonstrate the effectiveness of the whole method,
we gradually relax the restriction from known lighting positions to unknown.

4.1 Known Lighting

For the synthetic experiments, we set camera fov as 60◦, image resolution as
256 x 256, and the distance between the camera and objects as 2units. Suppose
the camera center is C and the target object is at point O. All point lights are
located insides the plane which is perpendicular to the line CO. In the 2 x 2
unit2 rectangular area, we uniformly place point lights at vertices of the 5 x 5
grid. These point lights are used to render LDR input images Ii. For testing,
we sample point light positions in the 4 x 4 grid, crossly among 5 x 5 grid. Given
ground truth light positions li for each input photograph Ii, we take multiple
images as inputs to estimate appearance properties.

To quantitatively evaluate our methods, we adopt metrics as follows: 1)
RMSE(root mean square error) for estimated diffuse, specular and roughness
albedos against ground truths. sest = (ks, kd, α); 2) normal deviation between
estimated normal nest and ground truth ngt in degree; 3) RMSE for rendering
images R′(nest, sest, l̃i) under test lightings {l̃i}. Note that SVBRDF albedos
and rendering images are normalized in [0,1] to calculate RMSE.

We test on 21 objects with different materials and show average error in the
Table 1. All SVBRDF property errors are smaller than initialization, and normal
accuracy has been improved impressively. In general, our results are much closer
to the reference than initialization. We show results of bunny in Fig. 4. For
simplification, we adopt abbreviations: diff for diffuse, nrm for normal, spec
for specular, rou for roughness, Init for initialization, Opt for optimization and
Ref for reference. Comparing with initialization, less highlight artifacts show in
estimated diffuse albedo, and our estimated normal map contains more details.

4.2 Reflectance Recovery Under Uncalibrated Illumination

Uniformly Sampled Lights. At first, we take 25 images lit by uniformly sampled
lights as input, and still test on synthetic objects mentioned in Sect. 4.1 (Without
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Fig. 4. Results with known lighting.
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Fig. 5. Result with unknown lighting.

Table 1. Result with 25 images. Opt 1: optimization with uniformly sampled known
lighting. Opt 2: optimization with uniformly sampled unknown lighting. Opt 3: opti-
mization with k-means selected unknown lighting.

Error diff rou spe nrm Render Light

Init 0.0811 0.1652 0.1096 19.47 0.0976 -

Opt 1 0.0189 0.0729 0.0706 1.2235 0.0548 -

Opt 2 0.0200 0.0716 0.0706 1.3001 0.0549 0.0398

Opt 3 0.0267 0.1048 0.0732 2.1573 0.0545 0.0448

special statement, we take such 21 objects for synthetic experiments by default).
Light positions estimation will be measured in distance. We show average error
in Table 1. Comparing with initialization, all refectance properties have been
improved, and RMSE for rendering images is lower. At the same time, estimated
light positions are close to the actual light positions. We show optimization result
of buddha in Fig. 5 and light position estimation in Fig. 6. After optimization,
light positions converge to ground truth dramatically.

K-means Frames Selection. In synthetic experiments, we render images with
400 uniformly sampled lights from a grid of 20 x 20 in the same rectangular area
mentioned in Sect. 4.1. In Fig. 7, we show k-means clustering results for bunny.
Each point represents a image lit by a flashlight. Since all lights in synthetic
experiments are sampled in a rectangular planar, we take (x, y) from actual
light position (x, y, z) as 2D coordinates to draw points in the figure. We observe
that k-means clustering results are coincident with flashlight positions. If some
flashlights are close, their correspondent images will be clustered in the same
group.

Next, we select 25 images and summarize optimization results in Table 1. All
SVBRDF properties, rendering images quality, and normal estimation have been
improved significantly. As showed in Fig. 9, initialization method [14] cannot
distinguish diffuse and specular components clearly. Their method misses normal



Deep Inverse Rendering for Practical Object Appearance Scan 79

Fig. 6. Vertical: distance between pre-
dicted light position and ground truth.
Horizontal: initialization, deep inverse
rendering and refinement stages.

Fig. 7. Clustering result. 401 images
are clustered into 10 groups. Images
in groups share the same color and
centroids are labeled with cluster id.
(Color figure online)

Fig. 8. Optimization result with different number of input.

details, leaving variations in diffuse albedo. In comparison, our method takes
multiple images to estimate accurate SVBRDF, and rendering images under
novel lighting look almost similar with ground truth.

Number of Input Images. We show how the number of input images affects
optimization results. We use k-means strategy to select images with the number
k ranging from 1 to 50 and show comparison in Fig. 8. In general, as the increment
of input image number k, diffuse, specular and roughness estimation performance
improves. Estimated normal becomes dramatically accurate with more input
images. When k comes to 10, the rate of improvement slows. Another key point
is 25, more images than 25 bring little benefits.

Comparison with Classic Inverse Rendering. We compare our method with clas-
sic inverse rendering that directly optimizes SVBRDF and normal in image
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Fig. 9. Results for bunny with 25 selected images. Each row shows SVBRDF properties,
normal map and 3 rendering images under novel lighting.

space. Similar with the post-process step introduced in Sect. 3.3, we take the dif-
ferentiable render in our network to implement classic inverse rendering. Instead
of updating both base normal nb and detail nd, classic inverse rendering directly
adjusts global normal n. We formulate the classic inverse rendering as:

arg min
kd,α,ks,n,{li}

∑

i

L(Ii, R(ks, kd, α, n, li)). (6)

We provide the classic inverse rendering with the same initialization and run
sufficient number of iterations to make sure convergence. Figure 8 shows that
our method recovers more accurate SVBRDF and normal.

4.3 Real Acquisition Results

We use the ProCam app in iPhone 11 to capture all images and videos. We
manually adjust ISO, white-balance, aperture and shutter speed parameters.
During image capture, all camera configurations are fixed. For each object, we
first shot the collocated-lit image, then turn video mode on while moving CamB

manually around the target.
In Fig. 10, we show an example of real acquisition. Compared with initialized

SVBRDF and normal, our method produces accurate diffuse and normal map
with more details. Our rendering images are very close to references: highlight
appears correctly and image intensity distribution is visually consistent with
references. Realistic rendering images illustrate that our method can recover
object appearance effectively in real scenarios.
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Fig. 10. Results for real captured object with 25 selected images. First row includes
captured images. Left four are part of input, and another three are reference images. In
second and third rows: we display SVBRDF properties, normal map and 3 rendering
images under novel lighting. Each render image column shares the same novel lighting.

5 Conclusions and Future Work

We propose a lightweight method to recover object reflectance with uncalibrated
flash lighting. Modeling object surface material in a pre-learned latent space
enables our method to always recover reasonable SVBRDF and constrain opti-
mization routine to reduce ambiguity. Key frames selection strategy reduces
both capture and calculation cost. Synthetic and real experiments show that
our method can recover accurate SVBRDF and normal efficiently.

One limitation of our method is that we ignore inter-reflection among object
components. Thus, we will add multiple bounce reflection estimation modules in
the future. Currently, our method may fail if other indoor lights are not switched
off. It is interesting to extend our methods under natural illumination.

Acknowledgments. This work is partially supported by the National Natural Science
Foundation of China (Nos. 61632003) and is also funded in part by the University of
Macau under Grant MYRG2019-00006-FST.
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Abstract. Thin-film coating is a common practice to modify the
appearance of materials. In optics for example, coating is often used
on mirrors or lenses to modify their reflectance and transmittance prop-
erties. To achieve high transmittance optics or wavelength selective fil-
ters for sensors, multilayer coatings are required. Thin-film coating is
an active area of research. In this paper we introduce to the rendering
community the transfer matrix method to calculate the Fresnel coeffi-
cients for multilayer thin-film coating. This method, commonly used in
optics, provides an easy way to calculate reflectance and transmittance
coefficients for an arbitrary number of thin-film layers. Unlike previous
methods [10], which relied on the infinite Airy summation, this method
is based on the multiplication of 2 × 2 matrices which allows handling
more general cases. We apply this method to simulate physically based
anti-reflective coating where a single layer of thin-film coating is often
not enough to obtain a good performance over the full visible spectrum.

Keywords: Reflectance modeling · Thin-film coating · Wave optics

1 Introduction

Thin-film coating is a process that consists in adding on top of a material called
substrate, a stack of thin layers of different materials to alter its optical prop-
erties. The general principle is as follows: the electromagnetic waves reflected
on different layers of the coating will travel different optical lengths. The trav-
elled distance has a direct impact on the phase of the wave, which itself plays an
important role when calculating the total intensity of the reflected and transmit-
ted waves. Indeed, when summing the amplitude of the waves, the difference in
phase leads to a constructive or destructive summation; this is the phenomenon
of interference. The interferences created this way modify the Fresnel coefficients
in reflection and in transmission of the substrate. This effect is widely used in
industry to design materials with desired reflection or transmission properties.
In the visible spectrum, thin-film coating can be applied to obtain perfectly
reflecting mirrors over a large waveband. One application that to the best of our

c© Springer Nature Switzerland AG 2020
N. Magnenat-Thalmann et al. (Eds.): CGI 2020, LNCS 12221, pp. 83–95, 2020.
https://doi.org/10.1007/978-3-030-61864-3_8
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knowledge has received little attention from the Computer Graphics community
is anti-reflective coating. Those coatings are critical when simulating the per-
formances of sensors or optical systems since most lenses and semi-conductors
sensors receive anti-reflective treatment. Our presented transfer matrix method
provides an easy way to account for such coatings inside a ray-tracer. It can be
used for simulation in the visible as well as other spectral domains. In this paper
we are addressing this property based on wave interference created by multilayer
thin-film coating and apply it to global illumination rendering.

At normal incidence, the coefficient of reflection for an air/glass interface is
about 4%. To reduce this coefficient, anti-reflective thin-film coatings are applied
on top of windows or goggle glasses and their effects can be very notable (see
Sect. 5). A useful tool [3] is available to efficiently model the behaviour of one
layer thin-film coating. Unfortunately in many applications, one layer coating
model has shown severe limitations. It poorly performs over the entire visible
spectrum as well as with large angles of incidence. Another way to simulate anti-
reflected coating is to multiply the Fresnel term by a coefficient. This method
is not physically correct and creates problems for large angles where the Fresnel
reflection coefficient is supposed to converge to one but will converge to this mul-
tiplying coefficient instead. To achieve high performing anti-reflective coatings,
more than one layer is required (see Fig. 1).

Fig. 1. Energy reflection coefficient variations with light wavelength (left) and light
incidence angle (right), at the interface air/BK7 showing no coating (up), one layer
(middle) and four layers (bottom) thin-film coating.

In this work, we introduce to the rendering community the matrix trans-
fer method to calculate Fresnel coefficients of a multilayer thin-film coating.
Our approach modifies the calculation of Fresnel coefficients and is easy to
adapt to the current microfacet models (as illustrated Fig. 2) or smooth interface
BRDF (Bidirectional Reflectance Distribution Function). We apply our model
and demonstrate its performances on anti-reflective coating. Because multilay-
ered coating design can be a tricky problem [17], we provide, for ease of use,
a set of anti-reflective coating examples for several commonly used substrates
such as BK7 (high quality optical glass) and polypropylene. We have designed
coatings whose behaviour is almost constant over the visible spectrum so that no



Application of the Transfer Matrix Method 85

spectral rendering is required to observe a realistic effect, thus adding little com-
putation time when compared to the computation of non-coated materials. Our
method also works perfectly with spectral rendering, enabling coating designers
to preview their design.

Our contributions can be summarized as follows:

1. We introduce the matrix transfer method to calculate Fresnel coefficients for
multilayer thin-film coating.

2. We provide the code in open source at https://github.com/AlexTintin/Anti-
reflective-coating.

2 Previous Work

2.1 Optics

In a pioneering work, Abelès introduced a matrix approach to model multilayer
thin-films behaviour [1]. His method differs from ours since he calculates the
electric and magnetic fields in each layer whereas we concentrate on the electric
field. A vast amount of refining work has followed Abelès’, introducing partially
coherent, incoherent and anisotropic layers to the methods [5,6,16,18]. Transfer
matrix methods can also be applied to flux and not just amplitude of the wave
[19]. Design of new coatings is still an active area of research [27].

We have decided to focus on the 2× 2 matrix method that model multilayer
thin-film coatings following mainly the work of [16,18].

2.2 Computer Graphics

Thin-film Coatings. The issue of multilayer thin-film coatings has been addressed
in [10]. Their derivation is based on the Airy summation that results in a recur-
rence formula. Our method is based on the transfer matrix method and we do not
make Stokes reversibility assumption, enabling us to treat non-perfect interfaces
(see Sect. 3.4). An extension of their work taking into account anisotropy has
been done by [26]. Another work that tries to model the behaviour of multilayer
thin-film coatings is [12]. They use the original Abelès’ matrix characteristic of a
thin-film layer to solve the Kirchhoff diffraction equation and derive a new BRDF
model from this diffraction equation. Our work uses the matrix representation
to derive a simple 2 dimensional full transfer matrix model, only deriving new
Fresnel coefficients making it adaptable to various BRDF formulations. Other
thin-film coating models can be found [20,22,23] but they either make approxi-
mations in the number of layers or the number of internal reflections. The case
of one layer thin-film has been studied recently in [3] to render iridescence. Their
model provides a fast and reliable way to perform spectral integration, avoiding
spectral aliasing. However, multilayer coatings are required in many settings for
high performance coatings.

Anti-reflective coatings. Their usage is common in optics whether it is for solar-
panels, windows, sensors or lenses. Their design receives a lot of attention [7,24,

https://github.com/AlexTintin/Anti-reflective-coating.
https://github.com/AlexTintin/Anti-reflective-coating.
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27] and is often a well-kept secret by their manufacturer. In Computer Graphics,
it was used as a small application to illustrate the work of [13]. It was used by
[11] in order to render lens flare in camera systems. The lack of easy tools to
render highly efficient coatings forced them to use a simple one layer coating.

Layered materials and matrix methods. Our approach differs from layered mate-
rial modeling as investigated by [2,9]. In their work, they focus on geometric
optics, leaving out the effect of interference. Our present work embraces the inter-
ference phenomenon that cannot be neglected when considering layers, whose
thickness are smaller than the coherence length of the light source. In addition,
it is noteworthy that we have not tried to derive a full BRDF model. Instead,
we are providing a convenient way to calculate Fresnel coefficients. Our app-
roach can thus be added to any layered material model. Matrix methods have
been successfully applied [8,15,21,28], especially scattering matrix to account
for scattering events in layered material and thus obtaining a new BRDF model.
In this work, we calculate new energy coefficients assuming that no scattering
happens in the thin-film layers.

3 Theoretical Model

3.1 Hypotheses and Notations

We made several hypotheses to construct our model that we explain in this
section. See Fig. 2 for a representation of the situation.

– Let us consider a pile of N +1 locally plane layers separated by N interfaces.
The interfaces can be smooth or rough. The layers are parallel to each other
and the normal to the parallel surfaces is a local z axis. We consider the
problem to be symmetric, so we can place ourselves on a (xz) plane.

– We consider each layer to be isotropic and non-magnetic (i.e. the permeability
μ = μ0) and each layer is defined by a thickness di and a index of refraction ni.
This index of refraction can be complex (it is the case for metals for example),
in which case the imaginary part is called the extinction coefficient.

– The first layer and the (N + 1)th layer are considered infinite. In practice,
this approximation is valid because the first layer is the ambient medium and
the (N + 1)th is the substrate that are both much thicker than the thin-film
layers.

Let us assume that an incident ray of light is making incident angle θi with the
z axis. Because we are modeling the interference phenomena happening between
the different coating layers, we need to consider light as an electromagnetic field
and not just a ray. We define the electric field E as:

E(r, t) = Eexp(ik0r− iωt)

with r = −wi; k0 = 2πn0(x cos θi − z sin θi)/λ and ω = c/λ where λ is the
wavelength of the field, wi the direction of the incoming wave, c the speed of
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Fig. 2. Multilayered thin-film coating on top of microfacet geometry (left) and propa-
gation of the ray inside the coating (right). (Color figure online)

light in the medium and n0 the index of refraction of the first medium. The
situation is illustrated in Fig. 2. We consider the incoming light to be randomly
polarized. To calculate the reflection and transmission coefficients we need to
consider the linear polarisation s and p as they form an orthogonal basis of the
polarization state. The final coefficients will then be given by R = (Rs + Rp)/2
and T = (Ts + Tp)/2. Throughout this paper we will use uppercase letters
for energy coefficients and lowercase letters for amplitude coefficients. The s
polarisation corresponds to the situation where the electric field E is tangential
to the incident plane and p polarisation where magnetic field B is tangential to
the incident plane.

3.2 Background

When a wave hits an interface between two different mediums, two waves are
created, one is transmitted into the second medium, the other one is reflected.
The Snell-Descartes laws of refraction gives us that at the interface between a
medium m and a medium l, defined by their indices of refraction nm and nl, an
incoming wave with an incident angle θm is reflected in the incident plane with
the same angle and is refracted in the medium l with an angle θl defined by:

nm sin θm = nl sin θl

For a stack of thin-films we have the following equalities:

n0 sin θ0 = n1 sin θ1 = ... = nm sin θm = ... = nN sin θN (1)

Fresnel Coefficients. From the continuity relations of the electromagnetic
field at the interface between two mediums m and l, we can derive the Fresnel
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coefficients in amplitude for polarisation s and p.

rs
m,l =

nm cos θm − nl cos θl

nm cos θm + nl cos θl
rp
m,l =

nl cos θm − nm cos θl

nm cos θl + nl cos θm
(2)

tsm,l =
2nm cos θm

nm cos θm + nl cos θl
tpm,l =

2nm cos θl

nm cos θl + nl cos θm
(3)

3.3 One Layer Transfer Matrix

At equilibrium, in each layer a forward electromagnetic wave is propagating
toward the −z direction and a backward wave towards the +z direction. We
want to express the forward and backward electric field at the layer j as a linear
combination of the field at the layer j + 1. A detailed derivation can be found
in [16,18]. We only provide here the matrix equation relating the forward and
backward electric field at the layer j noted respectively E−

j and E+
j as a linear

combination of the forward and backward field at the layer j + 1.
[
E−

j

E+
j

]
= PjDj,j+1

[
E−

j+1

E+
j+1

]

where the matrix Dj,j+1 and Pj are defined by:

Dj,j+1 =
1

tj,j+1

[
1 −rj+1,j

rj,j+1 tj,j+1tj+1,j − rj,j+1rj+1,j

]
Pj =

[
e−iδj 0

0 eiδj

]
(4)

with δj the phase accumulated by the wave due to the layer j.

δj =
2π

λ
njdj cos θj (5)

3.4 Total Transfer Matrix

The efficiency of the transfer matrix method is observable now. Indeed since we
have established the transfer matrix for one layer, we can easily express the total
transfer matrix that relates E−

0 and E+
0 to E−

N and E+
N by a product of 2 × 2

matrices. [
E−

0

E+
0

]
= D0,1P1...Dj−1,jPj ...PN−1DN−1,N

[
E−

N

E+
N

]

The product of all the matrices makes a new 2 by 2 matrix that we call T.
[
E−

0

E+
0

]
=

[
T11 T12

T21 T22

] [
E−

N

E+
N

]

By definition of the amplitude coefficients of reflection and transmission

r0,N =
E+

0

E−
0

=
T21

T11
t0,N =

E−
N

E−
0

=
1

T11
(6)
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Several comments must be made concerning this final results. First, the final
coefficients r0,N and t0,N are defined for E+

N = 0. We can also define the coef-
ficients rN,0 and tN,0 by rN,0 = E−

N/E+
N = −T12/T11 and tN,0 = E+

0 /E+
N =

Det(T )/T11 assuming E−
0 = 0. Det(T ) is the determinant of the matrix T. Con-

sidering the case where two incident waves are coming from the two opposite
sides of the coating, we can assume they do not interact with one another to
create interference inside the coating. We can thus treat each wave separately,
using the coefficients defined previously to each wave and add their respective
intensity contributions.

For an ideal interface tj,j+1tj+1,j − rj,j+1rj+1,j = 1. This is the Stokes
reversibility assumption. In the case of rough interface or absorbing media, this
difference is not equal to one. In the case of an absorbing medium, the follow-
ing equality holds true [16] tj,j+1t

∗
j+1,j − rj,j+1r

∗
j+1,j = 1 where ∗ represent the

complex conjugate. Finally the energy coefficients can be computed as follow [6]:

Rs/p = |rs/p|2 Ts =
|ts|2Re(nN cos θN )

n0 cos θ0
Tp =

|tp|2Re(n∗
N cos θN )

n0 cos θ0
(7)

4 Results

We implemented our developed matrix transfer method to render anti-reflective
coatings on plastic and on thin dielectric materials under global illumination
using Mitsuba renderer [14]. More details about anti-reflective coating designs
and performances can be found [17]. We provide the designed anti-reflective
coatings with our code.

4.1 Single vs Multiple Layers

We first reveal the significant enhancement of multiple layers over a single layer
of anti-reflective coating rendering. In a first step we decided to implement a
four and a five layers coating because they are the ones which exhibit the best
theoretical performances over the full visible spectrum [17]. We want to observe
their performances for rendering purposes and chose the most appropriate one
for further study. We present the results obtained by rendering a polypropylene
material with index of refraction of 1.49. The outcomes are presented in Fig. 3.
Similar results can be observed on coatings made for thin dielectrics, which has
major real-world applications (see Fig. 4).

As a primary note we confirm the decisive impact of applying anti-reflective
thin-film coatings with all our rendering illustrations. The outcomes presented
in Fig. 3 show a dramatic rendering enhancement of four layers coating over one
layer coating. No noticeable rendering difference can be seen between four and
five layers designs. The computing times on the other hand linearly increase
with the number of layers as shown Table 1. This is perfectly understandable
considering our algorithm whose complexity increases linearly with the number
of layers. The algorithm (available in open source) also shows that the number
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Fig. 3. Comparison between different anti-reflective coating designs on top of blue
polypropylene plastic. No coating (top-left corner), one layer (top-right corner), four
layers (bottom-left corner) and five layers (bottom right corner) thin-film coatings.
(Color figure online)

Fig. 4. Car [4] rendering without (left) and with (right) our four layers anti-reflective
coating on the windows and the windshield. (Color figure online)

of wavelengths is a multiplier coefficient for the complexity of the algorithm,
explaining the importance of having constant reflective properties to avoid spec-
tral integration. We have not tried to optimize our algorithm, which can be
a topic for future work. For computing efficiency we decide to use four layers
coating for the rest of our study.
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Fig. 5. Teapot [4] rendering without (left) with one layer (middle) and with our four
layers (right) anti-reflective coating. (Color figure online)

Table 1. Computation time to render the matpreview scene for different coatings.

Comparative rendering time with pathtracing

No coating 1 layer 4 layers 5 layers

20.79s 26.43s 38.85s 45.24s

Fig. 6. Spectral rendering with 64 wavelengths between 360 nm and 830 nm (left)
and RGB (middle) renderings of the matpreview scene. Pixels with L1 difference value
above 5% are represented on the right. (Color figure online)

4.2 Spectral vs RGB

An important point we wanted to demonstrate was to use our model to realisti-
cally render real-world coated material without resorting to spectral rendering.
While resorting to importance sampling of wavelength have been shown to dra-
matically improve convergence of spectral rendering [25] and our coatings can
certainly benefit from that, the presented multi-layer anti-reflective coatings can
be easily supported in a RGB renderer. It is easy to implement and shows good
performance to render realistic images quickly. In Fig. 6 we show the compari-
son of spectral rendering and RGB rendering of an object with polypropylene
material with four layers coating. The renderings are very similar. The main dif-
ferences in the difference image are not due to the coating but the background.
Even though the four layers coating reflectance exhibit small undulations of the
reflectance value between 400 nm and 700 nm (see Fig. 1), those variations have
negligible visual effect.
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4.3 Look-Up Table Driven Rendering

Our transfer matrix method lends itself well for look-up table based rendering
to achieve higher rendering time performances. Indeed, once the substrate is
chosen and the coating is designed with the appropriate number of layers, the
two remaining degrees of freedom are the wavelength and the angle of incidence
of the light on the surface. Because our four layers anti-reflective coating does
not need spectral rendering, we created a table with a sampling step of 1o for
the incidence angle at three wavelengths: 450 nm, 550 nm, and 580 nm, for
the blue, green, and red channels. With a linear interpolation for the incidence
angle values, we obtain the renderings shown in Fig. 7 (left image). No noticeable
difference can be observed between the renderings with look-up table sampling
and with run time matrix evaluation. The rendering overhead with look-up table
is insignificant (21.4 seconds with look-up table vs 20.8 seconds for rendering
without thin film support) compared to the high overhead in computation time
(38.9 seconds) for full calculation of the Fresnel coefficients at runtime.

Fig. 7. Look-up table based rendering (left) compared with the rendering that carries
out the full calculation of the Fresnel coefficients at the rendering time (right) for the
model with our 4 layers anti-reflection coating. (Color figure online)

Fig. 8. Spaceship [4] rendering without (left) with one layer (middle) and with our four
layers (right) anti-reflective coating on windshield. We can observe the sampling issue
for both one and four layers coated windshields. (Color figure online)
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Fig. 9. Example of iridescence effect with a four layers thin-film that can be obtained
with our transfer matrix method. (Color figure online)

5 Conclusion and Future Works

We have introduced the transfer matrix method to render multilayer thin-film
coatings, have successfully applied it to render high performing anti-reflective
coatings, and have shown that single or multilayer coatings can be efficiently
supported in rendering. We have also created coatings, whose behavior over the
visible spectrum is constant enough so that they can be directly used in a RGB
rendering pipeline to produce antiglare effects without resorting to expensive
spectral rendering. Spectral integration works perfectly as well thus offering a
tool for coating designers to preview the effect of their work, for which spec-
tral rendering is often required. We have successfully applied our anti-reflective
coating on various real-world materials (Figs. 3, 4, 5) and have demonstrated
the impressive effect it can provide. Our transfer matrix method can also be
applied to render other optical effects introduced by thin-films such as irides-
cence (Figs. 9). Limits that can be interesting to remove in future works are
the symmetry and the isotropic assumptions of the model. Another direction
to further refine anti-reflective coating rendering in general would be to address
the case of a direct reflection of a light source. Indeed, the sampling of the light
source becomes apparent due to the low reflection coefficient, thus requiring
more rays to obtain a uniform light (see Figs. 8).
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Abstract. The shadow volume is utilized extensively for real-time ren-
dering applications which includes updating volumes and calculating sil-
houette edges. Existing shadow volume methods are CPU intensive and
complex occluders result in poor rendering efficiency. In this paper, we
propose a hash-culling shadow volume algorithm that uses hash-based
acceleration for the silhouette edge determination which is the most time-
consuming processing in the traditional shadow volume algorithm. Our
proposed method uses a hash table to store silhouette edge index infor-
mation and thus reduces the time taken for redundant edge detection.
The method significantly reduces CPU usage and improves algorithm
time efficiency. Furthermore, for low hardware-level systems, especially
embedded systems, it is still difficult to render dynamic shadows due to
their high demand on the fill-rate capacity of graphics hardware. Our
method has low hardware requirements and is easy to implement on
PCs and embedded systems with real-time rendering performance with
visual-pleasing shadow effects.

Keywords: Shaodow volume · Hash-culling · Dynamic · Artificial
intelligence · Explainable AI · Intelligent sensors

1 Introduction

Shadow effects can help viewers to perceive the relative distance and position of
objects, as well as the geometry of occluders and occludees [11]. However, ren-
dering realistic shadows is difficult, and doing it in real-time is even more com-
plicated. Offline rendering techniques such as ray tracing can generate shadows
automatically; nonetheless, no standard approach to real-time shadow rendering
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currently exists. Among numerous shadow rendering methods used in the vari-
ous applications, shadow volume has been prevalent and is efficient in its ability
to generate accurate real-time shadows [17]. When compared with shadow map-
ping with its aliasing artifacts problem, shadow volume is considered the better
choice especially when there is a demand for high-quality shadows. However, the
computation complexity of dynamic shadows in the shadow volume algorithm
has been a long-standing problem since it is first introduced. The efficiency of the
shadow volume algorithm is limited by two main procedures: determination of
silhouette edges and shadow volume rendering. Because the number of silhouette
edges has a significant impact on the stencil test time and ultimately determines
the shadow rendering time, improving silhouette edge determination efficiency
is our key objective. Furthermore, in recent years, 3D games and AR applica-
tion [15] have become prevalent, propelled by concomitant sharp increases in
the usage of smartphones and tablets. However, the graphics hardware in smart-
phones and tablets is resource-constrained, and so efficient implementation of
dynamic shadows for 3D games and other 3D applications is crucial. Thus, opti-
mization of the classic shadow volume algorithm for use in such environments is
imperative [14,18].

We propose a hash-culling shadow volume algorithm that improves the effi-
ciency of silhouette edge determination. In the proposed algorithm, according
to the position of the light source and the mesh, all the faces of the mesh are
tested to determine if they are front surfaces. Next, for all front surfaces, silhou-
ette edges are recorded and each silhouette edge is extended away from the light
source to infinity to form a shadow volume. We use shadow polygons to refer
to polygons that form the bounds of the shadow volume. The efficiency of the
search for the silhouette has a significant impact on the overall efficiency of the
algorithm because it is the most time-consuming step. Conventionally the per-
triangle method makes a high demand on the fill-rate capacity of graphics cards,
which can result in process delays. Our proposed hash-culling shadow volume
method is based on the per-object shadow volume concept, and therefore sig-
nificantly reduces the stress on graphics cards without any meaningful increase
in CPU usage. In our proposed algorithm, a hash map is used to improve the
search performance of silhouette edges. Using this hash map, we can ensure that
silhouette edges are distinguished once all front-surface edges are traversed, and
our hash function guarantees that all silhouette edges are recorded. The results
of timing tests conducted indicate that our method has significant advantages
over classic methods. Our contributions include the following:

– Introducing a hash-culling method that greatly improves shadow volume time
efficiency by reducing silhouette edge processing time and shadow volume
rasterization time.

– Reducing hardware dependency of shadow volume to make it practical for an
embedded system to run real-time shadows.

– Gaining the possibility that using the hash-culling method with other shadow
volume culling and clamping method to further improve real-time shadow
generating efficiency.
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2 Related Work

First described by Crow [5], shadow volume defines the shadow region of a
specific occluder in space, with a given light source. Subsequent to Crow’s work,
many methods have been developed to improve the performance of the shadow
volume algorithm. Brotman et al. proposed a software-based shadow algorithm
with a depth buffer [4]. Hardware support for shadow volume evaluation is also
supported in the Pixel Planes method [9]. Bergeron extended the shadow volume
algorithm afterwards [3]. He clarified how to deal with open models and non-
planar polygons. Further, he showed that close shadow volumes are necessary.
Heidmann first implemented the shadow volume algorithm in graphics hardware
[12]. They used a stencil test to implement the shadow volume, and front and
back surface tests to facilitate practical usage of the algorithm. Stencil buffer
implementation of the shadow volume algorithm has subsequently become the
most practical and widely-used real-time shadow-generating method [10]. The
classic shadow volume algorithm is not very robust. To rectify this drawback,
various algorithms have been proposed to help it adapt to various circumstances,
such as the Z-fail, ZP+, and ++ZP algorithms [7]. Batagelo et al. presented a
shadow volume algorithm that uses Binary Space Partitioning (BSP) trees and
stencil buffers [2]. Their algorithm combines the shadow volume technique with
BSP trees and improves the efficiency of the shadow volume algorithm with
graphics hardware support. Everitt and Kilgard [8] presented several solutions
to reduce the fill-rate capacity demand for graphics cards. Kim et al. proposed
techniques that extend the shadow volume to non-manifold meshes [16]. Aldridge
et al. utilized a per-object shadow volume technique, thereby rectifying the high
demand of the fill-rate problem [1]. Culling and clamping of the volumes are used
to improve the robustness of this algorithm [20]. Most recently, the per-triangle
shadow volume technique was used by Sintorn et al. with Compute Unified
Device Architecture (CUDA) implementation [19] and proved to be robust and
reduced pre-processing time for shadow volumes.

A shadow volume is, in essence, a volume constructed with a light source
and occluders. Several important concepts need to be clarified: Any object that
casts a shadow is an occluder. Edges that connect front and back surfaces with
consideration to the light source are silhouette edges. Extension of every sil-
houette edge away from the light source to infinity (usually a very large value
in the actual implementation) can result in the formation of shadow polygons.
Front and back caps of shadow volumes (faces on the object and their projec-
tion at infinity) should be added to form a closed volume. That infinity value
should be sufficiently large because even if the light source is very close to the
occluder, the shadow should be able to reach the occludee. There are three basic
steps in the construction of shadow volumes: (1) Find all silhouette edges, (2)
extend all silhouette edges away from the light source to infinity, and (3) add
front and back caps to form shadow volumes. After construction of a shadow
volume, a stencil buffer is typically used to implement shadows. The two most
commonly used techniques are depth-pass and depth-fail also called Z-pass and
Z-fail because the depth buffer is often referred to as the Z-buffer [13]. The two
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most expensive operations in stencil shadow volume implementation are silhou-
ette edge determination and shadow volume rendering [6]. In this paper, our
proposed hash-culling technique is presented to address the first problem.

3 Hash-Culling Approach

In the classic shadow volume construction step, after extending silhouette edges
away from the light source to infinity, front and back caps should be added to
the shadow volume in order to form a closed volume. In the stencil test step,
after shadow volume construction, when the light ray that originates from the
viewer’s eyes to a point in the scene passes through a front surface of a shadow
volume, the stencil buffer is incremented by one. Conversely, when it passes
through a back surface of a shadow volume, the stencil buffer is decremented by
one. Figure 1 demonstrates this Z-pass mechanism which is used to conduct the
stencil test. When viewport cuts through the shadow volume, Z-fail is used to
obtain the correct result. Because these methods are not the focus of this paper,
further details are omitted.

Fig. 1. Basic procedure of Z-Pass algorithm.

The front surfaces of the occluder typically must be projected to infinity.
In this scenario, the back cap of the shadow volume is redundant. Since the
back cap is at infinity, the receiver should always be covered by the shadow
volume. Otherwise, the shadow will never reach the receiver, which is not the
target effect. That is, no sight ray will pass through the back cap of the shadow
volume before it reaches the occludee. Therefore, the back cap of the shadow
volume can be cut. As stated above, the determination of silhouette edges is a
very time-consuming process. All edges of the front surfaces with respect to the
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light sources are added to the edge set used to generate the shadow volume. If
we assume that we are using indexed mesh, then the silhouette edges are those
edges that are shared by a front surface and a back surface. Figure 2 depicts
the silhouette edges of a mesh with a given light source. The following steps are
required for determination of silhouette edges: For every triangle of the mesh, if
it faces the light source, add the three edges (pairs of vertices) to an edge array;
check each of these three edges, respectively, to determine if it (or its reverse)
has appeared in the array and, if yes, remove both edges.

Fig. 2. Silhouette edges depicted with red lines on a mesh with one point light. (Color
figure online)

The complexity of S for each edge is O(n). Consequently, the complexity of
silhouette edge determination is O(n2).

(1 − p) × n×
(1−p)×n∑

i

Si (1)

We use a hash table to reduce the time complexity of the silhouette edge
determination process and thereby improve the performance. Assume that we
use indexed meshes, which means that there is an index array that decides every
triangle of the mesh. The index of each vertex means the position for each vertex
in vertex array, thus index for each vertex is unique. Every time a new edge is
added into an array, we should not go through the whole array to decide whether
this edge has appeared or not. Instead, we can use a hash table to provide rapid
searching and deleting performance when adding new edges. Each time a new
edge is added into the hash table, we check whether it is a duplicate or not.
In this way, we ensure that when two edges with the same vertices are added
to the hash table, they map to the same position irrespective of the sequence
of the vertices. For every hash element, it stores one unsigned integer that is
used to store the key-value, two integers that are used to store vertex values,
and one Boolean value that is used to store the occupation flag. Assume that
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MAX represents the size of the hash table, and VA and VB denote indices of
two vertices. Then, the equation to calculate the key value is as follows:

Key = (V 2
A + V 2

B) (mod MAX). (2)

In this way, we ensure that when edges with identical vertices are added to the
hash table, they map to the same position regardless of whether the vertex order
is the same or reverse. When adding a new edge, the key value is calculated first,
according to vertex indices. Then, the corresponding position in the hash table
is checked. If the position is not occupied, the vertex index values are stored
and the occupation flag set to TRUE. If the position is occupied, the vertex
values are checked and, if the values are equal or reverse, which means that a
redundant edge is found, the occupation flag is set to FALSE. If the vertex values
are not equal or the reverse, S is added to the key value and the corresponding
position’s occupation flag checked again. Here, S can be any number standing
for step length.

However, edges are added to the hash table, those edges with a TRUE occu-
pation flag are silhouette edges. Finally, we traverse the whole hash table to
get all silhouette edges, then use them to render the shadow volume. In an
actual implementation, the probability of collision is very low; therefore, the
algorithm time efficiency is O(n). Figure 3 demonstrates the rendering pipeline
of our method, including loading vertices data, rendering model with ambient
lights, searching silhouette edges, rendering shadow volume and doing stencil
tests, finally blending shadow color to draw shadows.

Fig. 3. Rendering pipeline for hash-culling method.

4 Implementation

We implemented our proposed algorithm in C++ with OpenGL and conducted
timing tests on a PC with an Intel i5 3210 2.5 GHz CPU, and an Intel 4000
HD graphics card, 8 GB RAM. In our implementation, all scenes were rendered
with a resolution of 800 * 600 pixels, 16 bits RGBA color buffers, and 8-bit
stencil buffers. For each scene, there was a single-point light source in a distinct
place, and the same floor was used to conveniently observe shadows. We also
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Algorithm 1. Adding an edge into hash table
1: AddEdge(hashtable H, hash-key K, vertex A, vertex B, loop N)
2: //Add edge when not occupied
3: if H[K] is not occupied then
4: H[K]− > isOccupied = TRUE
5: H[K]− > V ertexA = A
6: H[K]− > V ertexB = B
7: else
8: //Remove redundant edge
9: if Edge(A,B) is in hash table then

10: H[K]− > isOccupied = FALSE
11: else
12: //Map edge to another position
13: AddEdge(H,K + S,A,B,N + 1)
14: end if
15: end if

implemented our method on several smartphones and tablets, however, timing
tests are all conducted on PC.

In the implementation, Z-pass was used to perform the stencil test and, when
viewport cuts through shadow volume, Z-fail was used to obtain correct results.
The pseudocode for our implemented hash-culling method is shown below.

5 Results and Discussion

In this section, the results of the timing tests conducted on our hash-culling
algorithm are presented. For comparison purposes, results for the per-triangle
method, which is used in [19] with CUDA, are also presented. It is also a classic
shadow volume method that is extensively utilized in various applications. In
this timing test, we implemented it with software. In order to obtain convincing
and comprehensive results, we used various meshes with a variety of shapes and
structures. Transparent meshes are not tested since dealing with this is not the
main purpose of our algorithm.

Through the timing tests for both classic per-triangle method and hash-
culling method, we have those results and comparisons. Figure 4 helps to demon-
strate the time efficiency (in frames per second (FPS)) gained by our hash-culling
algorithm. Figure 5 shows the number of shadow volume triangles that needed to
be rendered for both two algorithms respectively. Shadow volume can generate
pixel-accurate shadow images thus aliasing is not the problem since shadow vol-
ume was introduced. The hash-culling method can render shadows whose quality
is as good as the results of other shadow volume methods.

The timing test that comparing our method with the per-triangle algorithm,
which is commonly used in many games and applications, shows our method
tremendously reduces the triangle amount of shadow volume. In most cases, the
triangle amount of shadow volume decreases to less than 10% of the amount of
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Fig. 4. Performance comparison between the Per-Triangle algorithm and our Hash-
culling algorithm.

Fig. 5. Shadow volume triangle amount comparison between the Per-Triangle algo-
rithm and our Hash-culling algorithm.

per-triangle’s. Generally speaking, the more complex the occluder is, the more
triangles will be reduced. Since the majority of shadow rendering time is spent
on shadow volume rasterization, decrease of triangle amount leads directly to the
decrease of rendering time. With the hash-culling method, traversing all edges of
front surfaces is necessary, just as it is in the per-triangle method. However, the
hash-culling method records silhouette edges with no gain on time complexity.
It has O(n) time complexity and performs quite well in all tests. As a result,
FPS for each scene increases over 200%. Good performance makes it possible to
run real-time shadows on platforms with minimal hardware, such as embedded
systems. Compared with the results for Kim’s [1] algorithm, which was imple-
mented on a Pentium 3.0 GHz PC with NVIDIA GeForce 6800, from Table 1 we
know that our method performed creditably in terms of FPS improvement with

Table 1. Comparison of performance for Kim’s method and our hash-culling method.

Triangles FPS Our Triangles Our FPS

1120 703.4 2256 922

13576 193.1 19490 268

27736 35 29120 225

62724 41.4 87426 55
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consideration to hardware difference. The first two columns display the number
of triangles and the FPS for Kim’s test case, while the last two columns display
our test data. Our hash-culling method can achieve very similar performance as
Sintorn’s [13] method. We have not added support for transparent objects yet,
this will require more resource and calculation, but considering the objective
of our method that we want to implement dynamic shadow on different plat-
forms and with low-level hardware, our performance is quite convincing and this
method is practicable. The Hash-culling method is easy to implement since it
doesn’t require complex concurrent computation on GPU. Our method’s CPU
usage is as low as that of the classic per-triangle method. The hash method pro-
vides quick and accurate search performance for silhouette edges. We have tested
our algorithm on several embedded systems, including Samsung Nexus S with
1 GHz CPU, 512 Mb ram. The embedded systems have relatively low hardware
capability, especially the incomplete graphic support, for example, the difference
between OpenGL ES and OpenGL. Unlike other algorithms, our algorithm does
not require programmable graphic pipeline, and do not use GPU for general
concurrency calculation, meanwhile it does not require much CPU calculation.
All these features make sure that it can be implemented on embedded systems
with low hardware level. On the Nexus S platform, render a shadow for a model
with more than 2000 triangles, we can still get more than 60 frames per second.

From the data and the graphs above, the improvement of our algorithm over
the classic algorithm is evident. Using the hash-culling algorithm, the triangles
that had to be rendered for the shadow volume decreased sharply without any
additional burden on the CPU. As a result, the FPS of each scene significantly
increased to a new level. Various hardware-dependent shadow volume algorithms
have been proposed; however, to the best of our knowledge, none of them can
be easily implemented, neither are they used extensively on embedded systems
because of poor hardware support. In this scenario, our method can make a
big difference when rendering dynamic shadows, which makes it very practical
for generating dynamic shadow effects in embedded systems. Figure 6 depicts
a number of scenes rendered using our proposed method on smartphones and
tablets. Because one of our targets is to efficiently render dynamic shadows on
smartphones and tablets, reducing hardware dependency can help the algorithm
to become more robust.

Fig. 6. Test scenes on embedded systems with different meshes. From left to right: (1)
Dwarf, with 1896 triangles; (2) Car, with 6813 triangles; (3) Gun, with 5630 triangles;
(4) Scanner arm, with 6116 triangles.
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6 Conclusion

In this paper, we presented a hash-culling shadow volume algorithm that can
generate real-time shadows even for relatively complex meshes. Our algorithm
is based on shadow volume and a stencil buffer is used in its implementation. As
demonstrated by the implementation and test results, our algorithm improves
the performance of various kinds of scenes, irrespective of whether the mesh is
simple or complex. We improved performance primarily by simplifying silhouette
edge determination, resulting in reduced shadow volume rendering time. In the
future, graphics hardware may be able to support the two-side stencil test; in
which case, only one render pass will be needed to render the shadow volume.
This enhancement would advance the shadow volume algorithm to another level.
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Abstract. Direct volume rendering is used to visualize data from
sources such as tomographic imaging devices. The perception of certain
structures depends very much on visual cues such as lighting and shad-
owing. According illumination techniques have been proposed for both
surface rendering and volume rendering. However, in the case of direct
volume rendering, some form of precomputation is typically required for
real-time rendering. This however limits the application of the visualiza-
tion. In this work we present adaptive volumetric illumination sampling, a
ray-casting-based direct volume rendering method that strongly reduces
the amount of necessary illumination computations without introduc-
ing any noise. By combining it with voxel cone tracing, realistic light-
ing including ambient occlusion and image-based lighting is facilitated in
real-time. The method only requires minimal precomputation and allows
for interactive transfer function updates and clipping of the visualized
data.

Keywords: Direct volume rendering · Ray casting · Realistic
lighting · Ambient occlusion · Voxel cone tracing · Augmented reality

1 Introduction

Modern computer graphics applications pose high requirements on the used
hardware and rendering methods with respect to resolution, frame rates and
image quality. For most applications, a frame rate of 25 frames per second (fps)
poses the absolute minimum, while certain applications such as augmented real-
ity (AR) require 60 fps or even more1. The used image resolution is often 2K2

and above. Furthermore, the frame rate or the resolution is inherently doubled
for stereo rendering, as utilized in AR. At the same time, expectations regarding
image quality and realism are very high, pushed by developments in industries
such as movies and gaming. Global illumination (GI) is a key technique to gene-
rate realistic and compelling images, but is still usually not feasible in real-time
and often approximated for example by ambient occlusion (AO) [20].
1 https://docs.microsoft.com/en-us/windows/mixed-reality/app-quality-criteria.
2 2048× 1080 pixel.
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The competing requirements of high frame rates, high resolution and high
quality also concern the field of medical visualization, where direct volume ren-
dering (DVR) [3] is used to give insights into the human body based on com-
puter tomography (CT) and magnetic resonance imaging (MRI). Several stud-
ies showed that a realistic depiction including important visual cues such as
realistic lighting and shadows improve spatial understanding and the ability
to recognize anatomical structures [11,12,19]. While AO can be computed for
surface rendering in real-time using current graphics processing units (GPU),
most of the respective methods cannot be directly applied to DVR easily and
the computational efforts for DVR are much higher. Therefore, methods for the
computation of AO in DVR typically rely on some form of precomputation of
illumination values for reuse during interactive rendering [4,5,9,16–18]. How-
ever, such approaches typically limit the ability to interactively change clipping
planes or the transfer function (TF), a function that maps the value of each
voxel to a colour and an opacity. Sophisticated solutions, such as the utilization
of progressive path tracing allow for physically correct rendering at the cost of
high noise and low update rates.

In this paper, we present adaptive volumetric illumination sampling (AVIS), a
GPU-based DVR method that enables realistic lighting in real-time by reducing
the number of illumination calculations adaptively during ray casting. Voxel cone
tracing [2] is adapted to compute AO in combination with image-based lighting
for the necessary samples. The resulting rendering method allows to compute
noise-free images with realistic lighting effects at very high resolutions and frame
rates while supporting both interactive transfer function updates and clipping
of the visualized data. To ensure practical use, we show its utilization for the
visualization of biological and medical data and compare it with two established
volume rendering methods.

2 Related Work

A common way to improve upon a pure local illumination model is to approx-
imate indirect illumination by means of AO, which usually uses ray tracing to
compute the amount of occlusion over the hemisphere of a surface point [20].
In combination with image-based lighting, which uses environment maps to rep-
resent the incoming light [10], very realistic results can be achieved [7]. One
solution to enable real-time surface rendering with ambient occlusion is to pre-
compute the AO values and store them in textures [10]. Similarly, AO values can
be precomputed and stored in a 3D illumination cache for later usage in interac-
tive DVR. For that, many approaches use filtering operations on the voxel data
instead of ray casting [5,18]. These approaches produce plausible results, but
are limited with respect to real-time changes of clipping planes or TFs since the
cache has to be updated to reflect the changed situation. The need for complete
recomputations of the cache during TF changes can be reduced by coding the
local voxel neighbourhood with the help of histograms [16] or cube shells [9].
However, these approaches are limited to a small neighbourhood and do not
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support clipping. Multi-resolution [4,17] and progressively updated caches [5]
have been used to overcome some of the described limitations and to enable
more effects such as scattering [4] or colour bleeding [17].

The most popular method to compute AO for surface rendering in real-time
is screen space ambient occlusion (SSAO) [7,15], a 2.5D image space process that
can only be applied to DVR in a limited fashion due to the need for distinct
depth and normal buffers [9]. Another way to replace ray casting for AO is to use
voxel cone tracing as proposed by Crassin et al. [2]. Using the GPU, it enables
smooth and noise-free results by tracing cones through a precomputed voxelized
multi-resolution representation of the scene. The method was recently adapted
to DVR to compute a directional occlusion model and shadows for explicit light
sources at high frame rates [1]. Occlusion from all directions as well as image-
based lighting are not considered, however.

One way to achieve physically correct volume rendering without any caches is
the adaption of path tracing to DVR [8]. Interactive updates are achieved through
progressive rendering, which results in strong noise. Convergence to a noise-free
image requires several seconds during which no visualization parameters can be
changed. Recently, Martschinke et al. [13] improved the performance of path
traced DVR tremendously by using temporal reprojection. Based on a sampling
history, samples are reused and only updated when necessary. Even though this
greatly improves frame rates, the resulting images are still suffering from noise
and blurriness, especially during TF and clipping interactions.

3 Adaptive Volumetric Illumination Sampling

The basic idea of our method is two-fold: The reduction of the number of illumi-
nation samples along the primary ray is achieved by using adaptive volumetric
illumination sampling (AVIS) which subdivides the primary ray into segments
based on the opacity of the sampled volumetric data. The complexity of the
illumination computation per sample is reduced by means of voxel cone tracing
which is used to compute AO in combination with image-based lighting.

3.1 Volumetric Lighting Model

The physical basis for simulating the propagation of light in a volume is given by
the emission-absorption model by Max [14]. According to Max [14] and Jönsson
[6], the attenuated radiance from a point �x0 along a ray �ω0 reaching a point �x
is given by Eq. (1) (without considering emission):

L(�x, �ω0) = L0( �x0, �ω0) · T ( �x0, �x) +
∫ �x

�x0

σs(�x′) · Lss(�x′, �ω0) · T (�x′, �x)d�x′ (1)

with �x′ representing samples along this ray �ω0, L0 being the background energy
entering the volume and the scattering coefficient given as σs. The absorption
term is defined as:

T (�xi, �xj) = e
− ∫ �xj

�xi
σt(�x

′)d�x′
(2)
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The term Lss is representing the radiance scattered into direction �ω0 from all
incoming directions �ωi on the unit sphere for a sample position �x′ on the view
ray with s being the material shading function and Li the incident radiance from
all directions �ωi:

Lss(�x′, �ω0) =
∫

4π

s(�x′, �ωi, �ω0) · Li(�x′, �ωi)d�ωi (3)

In order to be efficient enough for real-time rendering in DVR, the integral in
Eq. (1) is usually approximated by computing a Riemann sum for the primary
ray and compositing these samples using alpha blending, which ends up in the
discrete volume rendering equation:

C =
n∑

i=1

Ci

i−1∏
j=1

(1 − αj) (4)

Here, the final pixel colour C for a ray travelling through the volume is deter-
mined by alpha-blending the opacity values αj from the preceding samples and
multiplying them with the colour values Ci for all samples i along the ray. The
lighting is then being calculated for each step along the ray and multiplied with
its corresponding sample colour Ci. Usually, the lighting is computed considering
only local illumination models since the computation of the global illumination
effects and scattering (as represented by the Lss term) is still very costly since
it also requires the evaluation of the incoming radiance and occlusion over the
whole unit sphere for every step along the ray.

The proposed volumetric lighting model is based on ambient occlusion and
image-based lighting. With Li being the (unscattered) incoming radiance from
all directions �ωi, Li can thus be represented by the irradiance environment map
E: Li(�x′, �ωi) = E(�ωi). Moreover, only the upper hemisphere of a point �x′ is
considered, which is determined by the gradient �n. For Lss, this yields:

Lss(�x′) =
1
π

∫

Ω+

V (�x′, �ωi) · E(�ωi)d�ωi (5)

with V being the visibility function for �x′ and �ωi.

3.2 Adaptive Illumination Sampling

Brute-force approaches that evaluate sophisticated lighting models for every
sample along each ray (see Fig. 1, top left) are computationally expensive. To
overcome this, our AVIS approach splits each primary ray into multiple seg-
ments. The volume is still sampled above the Nyquist frequency [3]. Hence, the
number of samples fetched from the volume during ray casting is not changed.
The segments are only used to group samples that are likely to share a similar
illumination (see Fig. 1, left bottom). Each segment contains the alpha-blended
accumulated radiance for the corresponding part of the ray so that the final
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radiance can be determined by adding the segments up. Given that a sufficient
number of segments is used, a reasonable lighting approximation can be achieved
while the required computations for each primary ray are significantly reduced.

To this end, the segments are determined based on thresholds applied to the
accumulated opacity during ray casting. Hence, one segment ends and the next
starts as soon as the accumulated opacity reaches the next threshold t = s

smax

with s being the current segment number and smax the maximum number of
segments. Whenever the next threshold is hit and the next segment is entered,
the current accumulated colour Cs (given by Eq. (4)) and a point �ps on the ray
within the last segment is stored in order to be able to later compute the illumi-
nation value and to composite the final pixel value by adding up the attenuated
segments (see Eq. (6)). The final pixel colour C (for now, without illumination)
for a pixel is thus given by splitting the Riemann sum of the discrete volume
rendering Eq. (4) into s partial sums, corresponding to having s segments:

C =
smax∑
s=1

Cs =
n1∑
i=1

Ci

i−1∏
j=1

(1 − αj) +
n2∑

i=n1+1

Ci

i−1∏
j=1

(1 − αj) + · · ·
︸ ︷︷ ︸

s times

(6)

The final illuminated value of a pixel is computed by multiplying each segment
colour Cs with its corresponding segment lighting value Ls and summing up
all segments. The segment lighting value is calculated for a distinct segment
lighting position �ps in the segment. The positioning of �ps in the segment can be
described by the parameter lightBias: a value of 0 places �ps at the beginning
of the segment, a value of 1 at the end. The final compositing equation yielding
the pixel colour value with illumination is thus given by Eq. (7), where Ls(�ps)
is comprised of the ambient occlusion term ao and the incident light Li:

Cill =
smax∑
s=1

Cs · Ls(�ps) =
smax∑
s=1

Cs · ao(�ps) · Li(�ps) (7)

3.3 Voxel Cone Traced Ambient Occlusion

AO is defined as the mean accessibility of a point �p with V (�p, �ω) being the
visibility function for a direction �ω:

ao(�p) =
1
π

∫
Ω

V (�p, �ω) · cos(ω)dω (8)

This term is usually approximated by tracing additional secondary rays from �p
over the hemisphere to determine the visibility. In DVR, the visibility is contin-
uous and given by 1−αacc of the secondary ray, which is determined by tracing
the secondary rays through the volume and using the emission-absorption model
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Fig. 1. left: Lighting calculations for a primary ray using a naive approach (top) and
with our novel AVIS sampling method (bottom). right: Schematic depiction of the
sampling of the multi-resolution occlusion volume used for cone tracing. The spheres
represent the used sample radii.

by Max [14]. The ambient occlusion term for a segment, approximated with K
secondary rays over the hemisphere of the point �ps can thus be described by:

ao(�ps) =
1
K

K∑
k=1

(1 − αacc(�ωk)) · cos(�ωk) (9)

Since AO has to be evaluated at multiple locations along each ray, this would
quickly result in the tracing of many secondary rays and consequently, in a severe
performance penalty. Instead, we propose to adapt voxel cone tracing [2] for DVR
to replace the tracing of whole bundles of secondary rays by the sampling of a
few cones inside an optimized precomputed data structure. A voxelization of the
scene as required by the original approach for surface rendering is not needed as
the data is already given as a voxel grid. Hence, the volumetric data is transferred
into an additional multi-resolution occlusion volume. Similar to a MIP map,
this volume contains the whole scene at various resolution levels including all
additional volumes (e.g. for structure highlighting) and corresponding TFs. An
octree, as used by the original method is not required, but we still use the
rasterization pipeline similar to Crassin et al. [2] for fast creation of the LOD
levels. Because we do not compute lighting or shading for the occlusion volume,
this additional step is fast and can be performed on the fly when the TF is being
changed by the user (see Table 1).

To compute an occlusion value per cone, the occlusion values from the cor-
responding LOD levels of the multi-resolution occlusion volume along the cone
are summed up. Each level is sampled exactly once. The corresponding step
sizes have to be defined such that the extent of a cell of each level fits the local
diameter of the cone. Conceptually, this can be thought of as packing spheres
into the cone, where for each new sphere the radius doubles, since the size of
each cell in the multi-resolution volume doubles from one LOD level to the next
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(see Fig. 1, right). Hence, the distance dj of the sphere from the starting point
of the cone with the aperture θ for each LOD level j is given as:

dj =
2j

sin ( θ
2 )

(10)

This results in an exponential growth of the step length which enables the sam-
pling of a large neighbourhood around each point with very few samples. The
determination of sampling points starts at the apex of the cone and stops as soon
as a sample would be outside the valid data, also considering clipping planes.
The resulting sampling points are used to fetch the opacity from the correspond-
ing LOD level under consideration of tri-linear interpolation. To adapt for the
larger step size d′, the opacity of each sample i has to be adjusted by a correction
term α′

i [2] with d being the standard step size:

α′
i = 1 − (1 − αi)

d′
d

3.4 Image-Based Lighting

Environment maps can be used in combination with the described voxel-cone
traced AO by evaluating the incident light for each cone and by attenuating
it with the corresponding occlusion value. To compute the incident light per
cone, the environment map has to be integrated over the solid angle of the
cone. Instead of using multiple samples to achieve this, we utilize pre-convoluted
lighting [7]. Hence, the original environment map is filtered multiple times during
a preprocessing step and stored as a MIP map where each level represents the
pre-integrated incident light for a certain range of solid angles. The incident
light per cone can be approximated by sampling the environment map only once
at the MIP map level corresponding to the cone aperture. For a layout with K
cones, the illumination for a point �ps is thus given by a summation over all cones
where the incident light per cone is attenuated with its occlusion. The incident
light is defined by E(�ωk, γk) with �ωk being the secondary ray direction and γk

being the cone aperture that corresponds to the according MIP map level of the
environment map [7]:

Ls(�ps) = ao(�ps) · Li(�ps) =
1
K

K∑
k=1

(1 − αacc(�ωk)) · cos(�ωk) · E(�ωk, γk) (11)

4 Results

The method presented in Sect. 3 has been implemented and tested inside a GLSL-
based DVR ray caster. Our cone tracing implementation uses six cones since
this allows to have a similar aperture for all cones. We found that using an
aperture angle of 67◦ covers the hemisphere without any gaps. The lightBias
parameter, which defines the position on each segment at which the illumination
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is computed, has to be chosen carefully since the computed illumination should
represent the whole segment. While for rather homogeneous areas the exact posi-
tion is less important, it is crucial to evaluate the illumination - in particular
ambient occlusion - close to the surface of solid structures, which are character-
ized by sudden changes of the accumulated opacity. We therefore decided to set
lightBias to 0.75 which results in the computation of the illumination at the
border to the last quarter of each segment (see Fig. 1, left bottom).

Table 1 shows the resulting frame rates for our AVIS method in an AR-
friendly stereo resolution (1280× 720 per eye) with various numbers of segments
on a machine that used an Intel i7-9800X, 64 GB RAM and a GeForce RTX
2080 Ti. No changes to the frame rates occur during interactive clipping since
only the number of samples evaluated during cone tracing is influenced while
the occlusion volume stays unchanged. However, interactive TF definition is less
performant due to the needed updates of the occlusion volume. As depicted in
Fig. 2, our approach approximates the physically plausible path tracing result
very well. Compared to path tracing, however, our method is significantly faster
(see Table 1) and introduces no noise. To measure the error that is being intro-
duced when applying our novel adaptive illumination sampling, we compared
it to a ground truth version, where the lighting was evaluated on every sample
using our proposed lighting model and rendered with DVR (see Fig. 3). It can be
seen that the introduced error, measured with the normalized correlation coef-
ficient (NCC), is quite low and visually not recognisable when using 10 or more
segments for the Torso dataset. Figure 4 shows a rendering of the Chameleon
dataset3 using our method in combination with image-based lighting.

Fig. 2. The clinical “Torso” CT dataset rendered with standard volume rendering
(leftmost image), our AVIS method in combination with a white ambient light and AO
using 10 segments (middle left), path tracing using 20 iterations (middle right) and the
path traced ground truth (rightmost image).

3 https://klacansky.com/open-scivis-datasets/.

https://klacansky.com/open-scivis-datasets/
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Table 1. The resulting frame rates for our method in fps.

Dataset Chameleon

(512× 512× 540)

Chameleon

(1024× 1024× 1080)

Torso

(512× 512× 317)

Method Static

TF

TF

Change

Static

TF

TF

Change

Static

TF

TF

Change

Standard DVR 117 43 103

AVIS (5 Segments) 116 43 37 16 98 47

AVIS (10 Segments) 115 43 25 13 79 42

AVIS (20 Segments) 87 39 20 12 51 33

Path Tracing (20 iterations) 15 14 10 8 15 13

(a) NCC=0.986 (b) NCC = 0.997 (c) NCC = 0.999 (d) Ground truth

Fig. 3. The difference to the ground truth for 5 (a), 10 (b) and 20 (c) segments. Images
(a), (b) and (c) are multiplied with a factor of 10 to make the differences recognizable.

Fig. 4. The Chameleon dataset rendered with our method using 10 segments.
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5 Discussion

The proposed AVIS method reduces the number of illumination computations
by decoupling them from the volume sampling. In combination with voxel cone
tracing, this facilitates AO in DVR at high frame rates and allows for the defini-
tion of clipping planes and the TF in real-time without any loss of image quality.
Although a few similar concepts have already been proposed, some key elements
differ significantly from our solution. Hernell et al. [4] employ piecewise inte-
gration with segments of a fixed length for the reduction of volume samples on
secondary rays during light cache computation. In contrast to that, our approach
focuses on the reduction of illumination computations during primary ray traver-
sal in a standard volume ray caster. Many advanced illumination approaches for
DVR suffer from lower frame rates and/or artifacts during updates of the TF
and clipping planes, although the latter is discussed only in very few works.
The reason for this reduced performance are complicated precomputations, that
often include the computation of AO values for the whole volume which have to
be updated on changes of the TF or clipping planes. The usage of histograms
[16] or cube shells [9] might improve performance during TF changes, but does
not facilitate interactive clipping and consider only a local neighbourhood. The
work by Hernell et al. [5] limits the AO to a small neighbourhood and employs
a progressive update scheme that adds more samples to the AO volume over
time. This is a sensible solution, which however is also limited to local occlu-
sion and might suffer from noise until the progressive update is finished. Our
method however allows for both large-scale and local occlusion effects and does
not suffer from noise. The usage of SATs [17] and other proposed multi-resolution
approaches is similar to the idea of voxel cone tracing, but the update of the
required data structures is more involved. The benefits of voxel cone tracing were
recently exploited by Campagnolo et al. [1] for DVR. However, their directional
model is still slower than our approach, does not yield results comparable to AO
and cannot be combined with image based lighting.

The choice to determine the AVIS-segments based on the accumulated opac-
ity was an empirical one. Other criteria such as the gradient of the opacity along
the ray could be used as well, but our experiments showed that a good conver-
gence can be achieved with relatively low numbers of segments. More impor-
tantly, in contrast to a gradient-based solution, we are able to limit this number
which is beneficial for the performance of the algorithm. Although explicit gradi-
ents are not used, this scheme places segment borders at sudden increases of the
accumulated opacity and thus successfully represents hard structures. In uniform
areas, on the other hand, segment borders are distributed more rarely.

Physically-based GI might be achieved by utilizing path tracing [8] which,
however, is computationally expensive and suffers from strong noise during any
interaction. The noise might be reduced by the usage of adaptive temporal sam-
pling [13]. Compared to our method, it is still significantly slower and suffers
from stronger noise, but offers more illumination effects such as indirect illumi-
nation. However, this effect can be very subtle especially in the case of medical
visualization where objects are rendered isolated in an empty space. Here, shad-
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ows and ambient occlusion and, especially in the case of AR, the light coming
from an environment map have a stronger impact.

6 Conclusion and Future Work

In this work, we present a novel technique for computing realistic lighting in
direct volume rendering while enabling fully interactive transfer function and
clipping plane changes in real-time. At the core of the algorithm, we employ
adaptive volumetric illumination sampling, a novel method that splits the pri-
mary rays into segments, which facilitates the required reduction of the amount
of illumination computations along the viewing ray. The illumination itself is
computed efficiently using an adaptation of voxel cone tracing. This requires
a minimal precomputation and allows for noise-free on-the-fly computation of
ambient occlusion in combination with image-based lighting. Typical frame rates
for stereo HD-images with usually sized datasets are in the range of 70–100 fps.

The method can be easily integrated into existing volume rendering pipelines
that utilize ray casting. We compared our method to Standard Volume Render-
ing and Path Tracing and demonstrated that our method produces similar good
results as path tracing but is significantly faster. For the primary target use case,
which is augmented reality, our method represents a suitable compromise as it
combines high frame rates with noise-free, realistically illuminated images. It
lends itself especially to a combination with image-based lighting, which could
facilitate a deeper integration of the rendered image with the real environment.
Still, our new illumination sampling scheme is not restricted to these effects.
The used lighting term could be extended to include more sophisticated effects
or shading models, that cover for instance subsurface scattering or colour bleed-
ing. Also, first and second order scattering might be implemented by evaluating
additional cones on a per-light basis. Further improvement of the frame rates
during transfer function definition could be achieved by replacing our pragmatic
approach for the creation of the multi-resolution volume by a more efficient
implementation. In addition to that, we would like to further investigate how to
improve the definition of the segment borders and thus the illumination sample
positions. This could imply more complex functions that drive the subdivision
process, for instance derivatives of the opacity function.
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Abstract. The economic growth and social transformation in the 21st
century are hardly based on creativity. To help with the development of
this skill, the concept of Creativity Support Tools (CST) was proposed.
In this paper, we introduce Musical Brush (MB), an artistic mobile appli-
cation whose main focus is to allow novices to improvise music while cre-
ating drawings. We investigated different types of interactions and audio-
visual feedbacks in the context of a mobile application that combines
music with drawings in a natural way, measuring their impact on creativ-
ity support. In this study, we tested different user interactions with real-
time sound generation, including 2D drawings, three-dimensional device
movements, and visual representations on Augmented Reality (AR). A
user study was conducted to explore the support for creativity of each
setup. Results showed the suitability of the association of Musical Brush
with augmented reality for creating sounds and drawings as a tool that
supports the exploration and expressiveness.

Keywords: Augmented reality · Creativity support tools · Mobile
application · Music · Drawing

1 Introduction

Digital tools, nowadays, play a crucial role in the most creative practices of our
daily life. From young children playing on smartphones to create simple draw-
ings to professional design artists, who depend on advanced graphical interfaces
to accomplish their creative works. This growing link between digital instru-
ments and creativity culminated in the emergence of a new subfield of Human-
Computer Interaction (HCI), known as Creativity Support Tools (CST) [21].

More specifically, the research on CSTs focuses on the development of inter-
faces that aim not just the productivity of users but also the enhancement of
their innovative potential, with the primary goal to support users on being more
creative more often [20]. Among the interests in the study of CSTs, we can
highlight the awareness of the benefits that these topics can provide on a global
scale [8]. Works like [5,15] also point the importance of creativity on economic
growth and social transformation.
c© Springer Nature Switzerland AG 2020
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In this paper, we introduce Musical Brush (MB), an artistic application that
allows novices to improvise music while creating drawings in AR. The main idea
is to provide people in general with a highly expressive artistic tool that takes
advantage of rich stimuli given by immersive environments. With the introduc-
tion of 3D drawings, we explore this new way to interact in the field of drawing-
based tools. Furthermore, since we are particularly interested in exploring how
the different application features may enhance creativity, we propose a practical
user study where we explore the impact that the application‘s distinct features
potentially have on the creativity of individuals.

We identify the central contributions of our project as the design and devel-
opment of a novel immersive drawing-based musical application, along with the
evaluation of the tool’s main features regarding the enhancement of creativity.
While we are aware that the achieved results are particular to our tool, we argue
that many of the design choices could easily be extended to other digital tools
that combine music and drawing. Moreover, we provide the overall creativity-
related application scores, thus encouraging comparison with future works.

2 Related Workd

Since early works, a large number of different interactions and technologies were
explored on the conception of new musical interfaces [12,17]. The use of gestural
input parameters to control music in real-time is one of the explored approaches
[23]. An early example work is the Iamascope [4]. The instrument constantly
captures the scene image through a camera and uses the input to control and
display graphics and sound in real-time. By applying image processing to the
input image, users’ body movements also directly control the sound and visual
outputs. Similarly, in 3DinMotion [18], real-time motion data from one or more
subjects is used to create audiovisual pieces. By tracking the position of hands,
it is possible to draw temporary traces in the 3D space.

Many are the possibilities when it comes to techniques and tools used in
musical interfaces. One in particular is combining drawings and music. Drawing-
based musical tools generally present highly visual elements and thus benefit
from the degree of expressiveness that drawing representations offer. The UPIC
System [11] presents a very early work in this direction. Composed by a draw-
ing board and a pen, the system generates sounds according to the created
sketches. On Hyperscore [3] the musical performance is composed of a set of
several fragments that can be created and edited through drawing in the com-
puter application, characteristics of the strokes such as color represent the timbre
of the sound that is being produced. In MicroJam [14], users improvise short
performances incrementally by creating drawings that represent sounds in a
smartphone screen.

Still, most of the research on drawing-based musical interfaces focuses only on
2D interactions. Regarding this issue, immersive technologies have been explored
to bring more freedom and expressiveness for musical tools [13]. Due to the
capability of creating scenarios not feasible in the real world, new experiences
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not possible through traditional instruments can be created. Different immersive
approaches have been explored for music composition. In Reactable [9], AR is
used through physical markers on top of a table, displaying virtual contents and
producing sounds based on interactions with the tangibles. Differently, Virtual
Air Guitar [10] offers a VR guitar that resembles the real instrument through a
CAVE-like room.

Different from the above tools, MB was developed as a portable AR experi-
ence for mobile devices, lacking any overhead needed for setting up environments,
preparing head-mounted displays, or any other external device beforehand for
its use. The application itself differs from other tools in several characteristics
regarding music and interface. Finally, to produce a fair investigation about its
potential capacity on supporting the creativity of individuals, we decided to
compare the tool with different variation sets of its features.

3 Design Rational

A list of twelve principles that aim guidance in the development of new CSTs is
proposed in [22], they prioritize strong support in hypothesis formation, speedier
evaluation of alternatives, improved understanding through visualization, and
better dissemination of results. Among the principles, we see relevance in the
following: S2) Low threshold, high ceiling, and wide walls; S6) Make it as simple
as possible; and S12) Evaluate your tools. S2 suggests a low entry barrier for
novices to use the tool while supporting more sophisticated levels and a range of
possible explorations. S6 reiterates that the tool should be of easy manipulation,
and S12 highlights the importance of evaluating and improving the tools.

Regarding the use of gestures to control music, our tool can be classified as
an ‘Alternate Controller’, which design does not follow the behavior of any exist-
ing instrument [24]. Among the crucial characteristics for the design of real-time
controllers listed in [6], we highlight: “The human takes control of the situa-
tion. The computer is reactive”; “Instant responses to the user’s movements”;
“Similar movements produce similar results”; “The control mechanism is a phys-
ical and multi-parametric device which must be learnt until the actions become
automatic”; and “Further practice develops increased control intimacy”;.

Concerning the use of immersive technologies for musical purposes, [19] brings
attempts to guide the conception of Virtual Reality (VR) interfaces. Despite
focusing exclusively on VR musical instruments, some of the principles can also
be addressed in an AR context: P1) Reduce latency, concerns the importance of
having smooth interactions and highlights that the gap between different feed-
backs should be minimized; P2) Make Use of Existing Skills, despite providing
new experiences not possible in a real-world context, the use of interactions
based on real actions can be interesting in the understanding of the tool; and
P3) Consider Both Natural and ‘Magical’ Interactions, this principle highlights
the importance of having actions that do not respect the real-world constraints
and may cause a positive impact on users.
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4 Implementation

MB is currently an iOS artistic application, and allows novices to improvise
music while creating drawings in AR. The application essential operation consists
of mapping different user interactions into sounds and drawings. In a similar
concept to a Theremin, the generation of sound and drawings are controlled by
3D movements. When moving the smartphone device and/or performing drag
gestures on the screen, the application creates a virtual 3D trace along the
path traveled. The drawing strokes will permanently represent the performance
melody structure. Both sound and visual outputs are shaped and controlled by
several pre-defined interactions.

The app is written in the Swift language and implemented using ARKit.
By continuously reading the video frames captured by the device’s camera, the
SDK detects and extracts feature points that are used for detecting planes and
thus, place and anchor contents into the scene. The virtual objects represented
as strokes in MB are created using the Metal API, which enables 3D graphics
rendering in very high performance.

Fig. 1. Examples of performances composed with Musical Brush.

The main screen consists of two major components (see Fig. 1). The first
and more important is the scene image, which is updated in real-time by the
phone camera. This layer is also responsible for presenting the virtual drawings
during a composition. To create the colored strokes, we continuously collect the
position of the device at 60 fps, after that we create a tiny cylinder connecting
the current and the last saved positions, thus creating a continuous stroke. The
second component is the reproduction control segment, which lays at the bottom
of the screen and is responsible for manipulating the performance execution.
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4.1 Feature Extraction

To extract features from user input interactions, we are making use of several
sensors present in a modern smartphone such as accelerometer, camera, and
gyroscope to trigger and control both sound and visual outputs. This design,
named Direct Acquisition [25], is defined by using one or more sensors to monitor
the performer’s actions in an independent way. So far, the elements being tracked
are related to the device motion, acceleration, and position in a 3D space, as well
as the recognition of touch and pressure gestures.

4.2 Mapping

The main concept behind the application is the combination of two distinct art
forms: music, and drawing. To achieve this, we explored two distinct feedbacks in
our application. The first is the audio, which consists of the real-time generation
of sounds. Secondly, we have the visual feedback, which is represented by virtual
colored traces, as shown in Fig. 1. Both sound and visual outputs are controlled
and shaped based on user interactions and device motion. In this context, the
visual strokes act as a way to represent the performance structure.

Several techniques have been considered to achieve our current sound map-
ping design. By aiming an interface that can be used by people with different
degrees of musical experience, we focused on implementing a more naive direct
sound mapping approach [27]. In general, simplistic One-to-One interfaces tend
to be learned easier if compared to more complex mapping strategies, yet, this
more straightforward approach can give an impoverished experience to both
performers and listeners [6]. For this reason, the tradeoff between simplicity and
engagement must be taken into account when designing a mapping strategy.
Based on the features extracted from the sensors, the audiovisual characteristics
controlled are as follows:

– Sound/Stroke Generation: Touching the screen activates the sound and
drawing generation.

– Pitch Control: The vertical axis controls the sound frequency. The design
follows the idea that people relate changes in the vertical axis with variations
at the sound frequency [16].

– Amplitude Control: The force applied on touch gestures controls the sound
amplitude and the thickness of the strokes. The design was based on the
guideline that the output sound amplitude should be proportional to the
amount of energy from input gestures [7].

– Timbre Control: The musical timbre is selected from a list of four pre-fixed
waveforms, each responsible for coloring the stroke with a different color.

– Delay Effect: the activation of the delay effect is done by moving the phone
abruptly. This design was based on the idea that “there should be some sort
of correspondence between the “size” of a control gesture and the acoustic
result” on musical instruments [26]. The effect visual representation causes
the virtual strokes to vibrate along the time.



124 R. Valer et al.

4.3 Sound Synthesis

MB makes use of a Pure Data (PD) based engine which allows the mapping of
input parameters to a wide range of audio synthesis techniques. Through using
Libpd as an embeddable library tool, it is possible to use the audio engine in
mobile phone applications. A great benefit of exploring this engine is the high
degree of flexibility to the sound generation module, providing an easy and fast
way to further extensions of the proposed tool. Aiming to have a better-controlled
testing environment, we have developed four different sound timbres using addi-
tive synthesis designed with oscillators based on sine, triangular, sawtooth, and
square waveforms. The features are extracted in real-time and forwarded to the
PD module. There, oscillators create and shape sounds based on the inputs.

4.4 Composition

The composition mechanism in MB is based on an incremental process where
the artist creates new tracks (maximum of 6) that together will compose a per-
formance. All the tracks have a duration length of 8 seconds and execute at the
same time. The tracks are represented with virtual colored strokes (see Fig. 1),
and its path follows the device movement during the composition. After creating
a track, users can move the phone around and see the drawings from different
perspectives. It is important to note that when played, all the distinct tracks
start to be reproduced concurrently. Besides that, while composing a new track,
the performer also perceives the audio and visual progress of the other already
existent tracks, allowing a better understanding of the music arrangement. A
demonstration video of MB is available online.1

5 Evaluation

To explore the effectiveness of our prototype concerning the support of creative
characteristics, we propose a targeted user study. More specifically, we are inter-
ested in the investigation of three main topics: (1) Is the design of MB successful
in supporting creativity? (2) What aspects of creativity are impacted most? (3)
What are the key features that impact substantially on this support?

Measuring creativity is not trivial since the concept is ill-defined, with its
measurement being approached in distinct ways by the community [1]. However,
independently of the creativity definition, the Creativity Support Index (CSI)
measurement tool [2], a psychometric survey specially designed to measure the
capacity of CSTs on supporting individuals engaged on creative works, brings the
evaluation of attributes that indirectly express fundamental qualities inherent to
the majority of the creative processes, they are: Results Worth Effort (RWE),
Exploration, Collaboration, Immersion, Expressiveness, and Enjoyment. In our
context, creativity is quantified by the CSI scores measured during the user’s
interaction with MB when improvising new musical pieces.
1 https://vimeo.com/313557959.

https://vimeo.com/313557959
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5.1 Compared Versions

In our user study, we compare four different versions of MB (AR, Sound Only
(SO), 3D, and 2D) to measure how the different types of interactions and visu-
alizations affect creativity. The three first modes present the same interaction
system, where both touch gestures and device motion effects can be used to
draw and generate sounds. The main difference is that the AR version presents
the user with the camera image as background scene, and the virtual strokes
are positioned on the real environment. The 3D version immerses the user in
a “virtual” environment, where an infinite checkered floor replaces the camera
image. Finally, the SO, does not present any drawing to users, generating only
sound as output.

Unlike the above-mentioned versions, the 2D version does not use the motion
of the device for the output, being the music composition exclusively affected by
touch gestures on the device screen. In this case, the pitch is still controlled by
the vertical axis position of the touches, and drawings can be created by sliding
the finger over the screen. Figure 2 exemplifies the different compared versions.

Fig. 2. Screenshots of the four compared versions, from left to right: AR, SO, 3D, and
2D.

5.2 Questionnaires

The questionnaires applied in this study are summarized here. The Intake Ques-
tionnaire (Q1) collects the participants’ demographic information and previous
experience regarding technology and music. The CSI Questionnaire (Q2) asks
specific questions regarding the impact of the tool on creativity. Since our appli-
cation does not offer collaboration, this attribute was not discussed within this
work. The Feedback Questionnaire (Q3) consists of subjective questions with
the objective to explore the participants’ points of view on how the different
interaction and visualization versions affected the creative process.
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5.3 Protocol

The experiment consisted of a user study conducted with a total of 26 subjects.
Since the experiment required users to move while performing, we restricted the
participation of users that did not present any mobility issues. The experiment
was designed as a within-subjects study where each user experienced all the four
different application versions. The order of versions to be tested was different
for each participant to prevent results to be biased. Each session lasted around
45 min, and was subdivided into four stages.

The Introduction stage began with an exaplanation of the study objective.
Then, after accepting the terms and conditions of the study, Q1 was applied. In
the Learning stage, we explained the features and general tool operation. Volun-
teers were encouraged to explore the tool and ask questions. In the Performing
stage, participants were asked to create a performance for each different version.
The content of the performance was free, and no limit for time was applied. After
each session, participants were asked to answer to Q2. Lastly, in the Feedback
stage, the participants were asked to reply to Q3, additionally expressing their
thoughts about the full experience.

6 Results

The data from the questionnaires were analyzed by calculating the average (μ)
and standard deviations (σ) and are reported here as (μ ± σ). After applying a
Shapiro-Wilks test for normality, we observed that our samples deviate from a
normal distribution. Consequently, we used the non-parametric Kruskal-Wallis
test to identify significant differences between the four groups. Finally, a Dunn’s
Multiple Comparison post hoc test was applied when necessary for the dependent
variables with different distributions. Significance level regarding the statistical
tests is indicated in the figures with: (*) for p < 0.05.

Fig. 3. Results from Q2. Significant differences were found regarding RWE, Explo-
ration, Expressiveness, and the CSI Score between the AR and SO.
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6.1 Population

The data from Q1 provides us with the necessary demographic information from
the participants of the experiment. Among the 26 subjects, the age ranged from
18 to 28 (22.61 ± 2.60). While most of the subjects had at least some previ-
ous experience in musical practice (only 38.5% never practiced any instrument
before), most of them never had any previous experience with mobile apps for
musical creation (69.2%). Regarding AR, only 19.2% had used more than one
app that explored this technology on mobile devices.

6.2 Resulting Data

Figure 3 brings the results obtained from Q2. The values of the first five
creativity-related attributes (RWE, Exploration, Immersion, Expressiveness,
and Enjoyment) range from 1 to 10 and are the basis for the CSI score cal-
culation, which results in a score that ranges from 0 to 100. As we can notice,
the AR version presented higher results in all attributes except for RWE. Two
very high scores include the sensation of Immersion and Exploration. Among the
results, RWE, Exploration, Expressiveness, and the CSI Score were significantly
different (p < 0.05) among the AR and SO versions. The CSI results match the
feedback given by users on Q3, where 57.7% of the participants elected the AR
as the preferred version, against only 3.8% for the SO mode.

Table 1. Summary of collected usage logs for each of the four compared versions. Bold
values indicate the highest average value.

Characteristic AR SO 3D 2D

Duration (s) 184± 88.4 128 ± 43.7 160 ± 72.6 139 ± 64.3

Used Tracks 4.11± 1.1 3.8 ± 1.1 4.0 ± 1.1 3.92 ± 0.6

Disc. Tracks 1.15± 2.0 0.80 ± 1.2 0.5 ± 0.9 0.84 ± 1.4

H. Distance (m) 5.34 ± 3.6 4.35 ± 3.5 6.23± 4.8 −
V. Distance (m) 4.31 ± 3.3 3.99 ± 2.6 4.32± 3.4 −

Data from user compositions is summarized in Table 1, it includes the time
spent in seconds during the task, the number of created and discarded tracks,
and total horizontal and vertical device motion distances. Although not finding a
significant difference among the conditions, the analysis of this data can reinforce
some of our insights from the results. Characteristics such as the performance
duration collaborate to the perception of a more enjoyable experience while the
number of used and discarded tracks on the performance can be seen as a process
of exploring different alternatives.
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6.3 Discussion

In general, MB presented high scores for all the individual creativity-related
attributes measured by the CSI (see Fig. 3). As final score, in a range from 0
to 100, the tool scored 78.4. The highest scores for individual attributes were
‘Immersion’ and ‘Exploration’, presenting scores of 8.13 and 8.03 in a range from
0 to 10, respectively. In the final pair-wise comparison among all the CSI mea-
sured attributes, ‘Exploration’ was considered the most important characteristic,
with 28% of the answers relating this as the most essential aspect of the tool.

- 2D vs. 3D Interactions - Surprisingly, the 3D version results were not signif-
icantly different from the 2D version. When asked to report the negative points
of the 3D version over the 2D, users mentioned difficulties in controlling the tool
when performing: “it is harder to reach the desired note”, (P19); and “less pre-
cision, since it is hard to control the device rotation and motion”, (P24). On the
other hand, concerning the benefits of the 3D version users highlighted how the
third dimension can increase the possibilities of exploration and expressiveness:
“greater space to be creative”, (P1); and “you have more freedom and available
options to create”, (P14).

Results from Fig. 3 evidence how the 2D version provides a greater user
satisfaction when analyzing the RWE aspect. This outcome may be connected
to the fact that, differently from all other compared versions, participants were
allowed to stay still while performing, once that all interactions were related to
touch gestures on the device screen. This lower physical demand may be noted
in some comments concerning the 2D version advantages: “Everything is at one
place, no need to move around”, and (P2); “I could use while sitting, without
much effort...”, (P10). This ease of use due to reduced operation space can also be
seen as an aspect that impacts exploration of ideas: “with the limited environment
it is easily visible the possibilities”, (P9). Negative comments include being less
fun: “Less playful and interesting experience”, (P11); and visual pollution due to
the overlapping of strokes: “Limited space for insertion of new points. On longer
tracks, dots may overlap and difficult visualization”, (P6).
- Sound vs. Visual Feedback - When exploring how the visual feedback
impacted users’ creativity, we were explicitly interested in comparing the AR
and SO versions. The results show a significant difference between these two
versions concerning RWE, Exploration, Expressiveness, and the CSI Score (see
Fig. 3). The session length was longer on the AR version if compared to the
SO, and also presented greater exploration in the number of tracks used (see
Table 1). Furthermore, regarding the advantages in the presence of visual strokes
the participants mentioned distinct benefits, including:

– Exploration - “It‘s more clear on what I am doing, easier to experiment“,
(P3); and “...they facilitate the creation of sounds, helping to understand if I
want to put the sounds close or not”, (P14);

– Immersion - “It makes me focus on more than just one sense”, (P11); and
“...give the feeling that the sounds produced are touchable”, (P12);
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– Expressiveness - “It becomes another art form, in addition to the music it
makes”, (P2); and “It helped me to come up with more ideas. I was wondering
what would be the sound if I drew a happy face, or a star...”, (P17).
On the other hand, a few users reported how the visual strokes disrupted

their focus while composing: “Attention ends up being dispersed by having visual
elements together with the sound” (P14); and “When you can’t see the strokes it
is easier to get focused on using movement as the only input...”, (P25).

- Real vs Virtual Environment - The comparison between AR and 3D ver-
sions was performed within a more exploratory approach, and we acknowledge
that comparing a real environment against a virtual one with no visual appeal
is unfair. However, although not presenting any appealing objects in its environ-
ment, results show that participants moved more in the 3D version. We believe
that this may be related to the exploration of a new environment not previously
known. On the other hand, the AR version presented higher scores on every CSI
attribute (see Fig. 3). User feedback concerning the positive points of interact-
ing with the real environment includes the ability to interact and draw on real
objects, and the enhanced sensation of immersion due to the self-perception of
being among the virtual strokes: “It’s fun to move around the room and create
things everywhere”, (P5); and “The real world brings inspiration to try things
you wouldn’t do normally, it‘s fun to play with your surroundings”, (P25).

7 Conclusion and Future Works

In this paper, we presented Musical Brush, a drawing-based musical application
that allows novices to improvise music while drawing. We conducted a com-
parative study exploring different features of an interface designed for artistic
purposes. More specifically, we were interested in exploring how the tool differ-
ent features could support distinct attributes related to creativity. Among the
key findings, we discovered that the visual drawings are crucial for a significant
enhancement of creative-related aspects. By providing visual feedback to the
user actions, the drawings were responsible for improving the expressiveness and
exploratory capacity. Furthermore, the visual feedback was also highlighted for
increasing the immersion of performers due to its surrounding 3D drawings.

Although not presenting significant statistical differences regarding creativity
support aspects, the comparison among 2D and 3D versions produced interest-
ing results. It is clear that all types of interactions can be somehow useful for
applications that integrate music with drawings. However, the choice of this spe-
cific interaction is, in fact, a tradeoff between controllability and expressiveness.
Feedback indicated that the 2D was preferred for rapid and efficient control of
application parameters, while 3D was preferred for freedom, and exploration of
different possibilities.

A limitation of the proposed prototype application, however, was the diffi-
culty of creating some concrete and more pleasant results due to the still non-
complex sound generation system. Regarding future steps, we aim to focus on
three distinct fronts. Firstly, we would like to explore more AR technology and
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measure aspects regarding creativity while interacting with outdoor environ-
ments. Secondly, we would like to incorporate and evaluate the collaborative
aspect. Lastly, we would like to perform further investigations regarding the use
of 3D interactions to control real-time audiovisual content, as well as explore
more complex sound mappings.
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Abstract. To resolve the problem that existing mixed reality (MR)
apparatus are unable to scan and model a large and complex indoor
scene at once, we present a powerful toolkit for constructing MR envi-
ronment easily. Our toolkit establishes and maintains accurate mapping
between the virtual and physical space, and sets the occlusion relation-
ships of the walls. Additionally, we design spatial anchor deployment
strategy supporting deviation correction between the real and virtual
spaces, so that the spatial anchors can maintain a virtual object’s loca-
tion and orientation in the real world. Our experiments and applications
show that the toolkit is convenient for constructing MR apps targeting
large physical spaces in which users can roam in real time.

Keywords: Mixed reality · Reconstruction · Real-time roaming ·
Indoor scene

1 Introduction

Popular mixed reality (MR) head mounted display (HMD) enable users to inter-
act with three-dimensional holograms blended with the real world. It is widely
used in education, games, surgery and museums [4]. In MR museum deploy-
ments, visitors wearing HoloLens can roam in every corridor and room to see
different virtual collection items embedded into the real space. When a visitor
resides in one room, one cannot see through the physical walls. Evidently, the
virtual scene should be rendered in real-time. Given these desiderata, how to
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construct the virtual scenes of a large physical space is of principal concern.
At present, the virtual models in most MR apps are designed by professionals,
making use of specialized tools such as 3D Studio Max, and then deployed on
the corresponding MR hardware by software engineers [10]. Additionally, to cre-
ate a convincing MR experience, end-users need to spatially perceive the real
environment. For example, HoloLens provides a spatial mapping module. Prior
to using this module, one needs to complete a scan of all parts of the environ-
ment that have been observed [10]. For small-scale experience applications, this
process is feasible and accurate. However, since the scan distance of a HoloLens
is 0.8–3.1 m, it is time-consuming and laborious for a large-scale interior space
with complex room structure. Additionally, for a large-scale interior space, as
the virtual design content is enriched, the system performance will decline when
roaming due to the limited resources provided by the HoloLens [12].

In order to provide users an immersive and real-time MR roaming experience,
this paper proposes a toolkit that aids in conveniently and easily constructing
MR apps that can provide a real-time experience in large indoor physical spaces
via HoloLens. In the preliminary work [15], We have introduced our idea and
toolkit briefly. Based on it, an indepth study is made. Overall, our main contri-
butions include:

1) We present a toolkit for conveniently and easily constructing MR apps in
large indoor physical spaces. The toolkit establishes and maintains accurate
mapping relationships between the virtual and physical spaces.

2) We develop a method to deal with occlusion with respect to walls, and such
occlusion information serves as a factor in selecting appropriate virtual models
and rendering the virtual objects occluded by translucent walls.

3) We propose a custom data structure called VorPa, based on the Voronoi
diagram (VD), to effectively implement path editing, accelerate rendering
and collision detection, and correct deviation between the real and virtual
spaces.

4) We propose spatial anchor deployment strategy supporting deviation correc-
tion between real and virtual spaces when roaming.

2 Related Work

2.1 VR/AR/MR Apps Design

Recently, more and more researchers focus on VR, AR and MR app design. Gai
et al. presented a new genre and designed a toolkit for supporting users in easily
constructing a VR maze and playing it [6]. However, the physical space is limited
by the Kinect’s tracking field and the genre is not targeting AR/MR. Hsiao et
al. proposed a system in which users can manipulate furniture cards directly in
the model house task space, get instantaneous multi-view 3D visual feedback,
and re-adjust cards until they are satisfied [7]. Nevertheless, all manipulations of
virtual object need additional tools like cards. Wei et al. introduced a conceptual
design framework that integrated MR with a multi-touch tabletop interface,
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which provided an intuitive and efficient interface [14]. Unfortunately, only a
conceptual framework was introduced and the experience of MR scenes was not
immersive.

2.2 Accelerate Rendering in AR/MR

Acceleration of rendering can improve mobile device’s performance. Traditional
methods include occlusion culling [3], potentially visible sets (PVS) [9], levels
of detail (LOD) [5] etc. Some focus on how to utilize user’s visual processing
characteristics to accelerate rendering. Kim et al. proposed an accelerated ren-
dering strategy for head-mounted augmented reality display devices and pointed
out that during the rotation of the headset, the user’s attention to the model in
the field of vision will be reduced [8]. Therefore, the rendering performance can
be improved by reducing the model quality in user’s visual field when the users
moves.

Other studies focused on how to optimize the rendering algorithm itself.
A set of acceleration strategies such as parallelization of rendering algorithm
are invoked to optimize the HoloLens’s rendering performance [11]. To avoid
rendering delays, the MR 3D GIS deploys HoloLens holographic remote player
middleware on a PC to quickly render large virtual scenes, and sends the results
to the HoloLens [13]. Despite transferring all calculations from the HoloLens to
a higher performance PC, this method could lead to new network latencies.

3 System Design and Implementation

Fig. 1. (a) Overview of our toolkit; (b) Working pipeline of our toolkit.

We developed a toolkit for constructing MR apps with real-time roaming
in large indoor physical spaces (see Fig. 1a). The toolkit consists of two parts:
one is a 2D interface supporting users designing virtual scenes using multi-touch
technology, such that a 2D map of the space can be drawn and the virtual
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objects can be manipulated easily; the other one is MR experience part, on
which the corresponding 3D scenes are automatically generated and displayed
on MR devices, like HoloLens.

The overview of methods used in our toolkit is shown in Fig. 1b. Our toolkit
has two stages: Stage1: Constructing MR environments. For an indoor physical
space, we use 2D map of the space to construct initial virtual scenes and set
mapping relationship between virtual and physical space. We set some spatial
anchors to correct deviation errors appearing in the process of user roaming;
Stage2: Optimizing experience effect of user. Based on a data structure VorPa,
we provide some methods to improve user roaming experience and system per-
formance, such as generating roaming path, optimizing virtual model layouts,
accelerating rendering and detecting collision.

3.1 Constructing MR Environments

To construct a MR environment for an interior space, especially for a large-scale
space, our method includes the following steps:

1. Constructing the initial virtual scenes. We only consider the room struc-
ture, mainly walls. The arrangement of virtual objects will be introduced in
Sect. 3.2. Using our toolkit, we can obtain a digital 2D map of the real space,
which will be displayed on the 2D interface.

2. Setting the mapping between virtual and physical spaces. We set correspond-
ing landmarks in virtual and real spaces, respectively. Through these land-
marks, we can calculate the coordinate transformation formula. So for any
point in virtual space, we can get its corresponding position in real space.
Then, we can construct 3D scene used in HoloLens according to 2D map.
The real space is three-dimensional and HoloLens can provide 3D coordinate
like (x, y, z). Here, y-dimension can be neglected because the height of wall’s
location will be set according to ground automatically.

3. Setting transparency of walls. We set transparency value to handle the occlu-
sion relationship of walls with different transparency. For opaque wall in the
real space, we set transparency value as 1 and construct a corresponding vir-
tual wall, to which a transparent texture is applied; For transparent or semi-
transparent walls such as glass walls, we set the transparency value between
0 and 1. This value will serve as a parameter when rendering the virtual
objects.

4. Setting spatial anchors to correct deviation errors. Sometimes, HoloLens is
unable to recognize the environment and position of the user so that tracking
loss occurs and there is deviation error between virtual models and the real
space. We will describe how to solve this problem in Sect. 3.4.

3.2 Optimize the Layouts of MR Environments

As mentioned in Sect. 1, for a large-scale interior space, as the design content
is enriched, the system performance will decline while roaming because of the
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Fig. 2. (a) Voronoi diagram V in polygon P ; (b) Initial roaming path R in polygon P ;
(c) Path editing.

limited computing resources afforded by the HoloLens. Generally, users are easily
lost when roaming in complex large scenes. For the designer, predesignating a
reasonable roaming path on the design side can effectively help users in better
navigating unfamiliar scenes. Therefore, in this section, we propose a custom
data structure called VorPa to effectively implement path editing, accelerate
rendering, and provide for collision detection.

VorPa is designed based on the Voronoi Diagram (VD) of polygons. The VD
is an important geometric structure in computational geometry. A VD records
the regions in the proximity of a set of points. We refer to these points as sites.
Unlike for a set of points, the regions in the proximity of a set of objects, such
as line segments, circular arcs and polygons, also form a VD. VD of a polygon
can subdivide the polygon into cells called Voronoi regions based on proximity
characteristics [1] (see the grey region in Fig. 2a). In the VD of polygon P , the
concave vertex and edge of a polygon are the sites; the common boundary of two
adjacent regions is called a Voronoi edge; the points where Voronoi edges meet
are called Voronoi vertex. A Voronoi skeleton path is composed of a Voronoi
vertex and Voronoi edge.

For a line segment L in polygon P , a point s is weakly visible to L if L has
at least one point that is visible to s. The weak visibility polygon (see grey part
in Fig. 3a) of L is the set of all points in P that are weakly visible to L [2].

We define the structure of VorPa based on a VD as follows:
Class VorPa {

List<Edge> P ; //2D design wall list
List<Path> V ; //Voronoi edge in polygon
List<Path> R; //Roaming path in polygon }

Class Path {
Edge edge; //Current Voronoi edge
List<Model> modellist; //Virtual models bound to path
List<Edge> V is; //Weak visibility region of path
Bool direction; //Direction of edge, route guide for users }

We show the pseudocode of constructing VorPa. The time complexity of
constructing VorPa is O(E). The E represents the number of edges in polygon.

Algorithm: Constructing VorPa
Input: 2D Polygon P , Model list M
Output: VorPa V or
Init VorPa V or (as shown in Class VorPa)
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Copy P to V or.P , Compute the VD V of V or.P and Copy V to V or.V
For each vi in V or.V

If exist pi in V or.P , and pi.Startpoint equals vi.edge.Startpoint or
vi.edge.Endpoint

Continue;
Else

Add vi to list V or.R
For each ri in V or.R

Compute weak visibility polygon W of ri.edge to Polygon V or.P and Copy
W to ri.V is

Generate Roaming Path. Based on VorPa, we provide a method to automat-
ically generate a roaming path for user, which also can be modified interactively
by the designer later.

As shown in the Constructing VorPa Algorithm, we obtain initial roaming
path R (see Fig. 2b) by deleting all edges that contain vertices of the polygon
in V . Path editing is an interactive operation, and the designer can modify
the nodes in the path to optimize the roaming path R, as shown in Fig. 2c.
This is an undirected connected graph G, which can be modified, such as by
adding vertices, moving vertices, or merging vertices. Designers can also plan a
recommended tour path for the users on the experience side by designating a
direction. Once designers specify a direction for a path, the presentation of the
route guide will be available in the corresponding path in the experience part.

Optimize the Layout of Virtual Models. Given that the system targets gen-
eral users, VorPa also provides recommendations for the model layout. Designers
can click on each sub-path Ri in the roaming path R (see the blue segment in
Fig. 3a), and VorPa will calculate the weak visibility region V isi of Ri in polygon
P in advance, and then bind it to Ri. This is the grey part in Fig. 3a. Arranging
models in V isi helps avoid unreasonable layouts, such as dead corners or large
variations in density in different fields of view.

VorPa also pre-processes model data during the layout phase. When the
designer places a model, every model is bound to all sub-paths that contain
this model in the weak visibility region and sites that contain this model in
the Voronoi region. Thus, at the end of the design, each sub-path has multiple
models that are within the weak visibility region of the sub-path. Each site also
has multiple models, which are located in the Voronoi region corresponding to
that site. This pre-processing operation will be used to accelerate rendering and
collision detection in the next section.

3.3 Accelerate Rendering Based on the Optimized Deployment

As mentioned in Sect. 1, due to the complexity of the scene and the limited per-
formance of some hardware in AR/MR devices, the over-calculation for rendering
or positioning while roaming may lead to latency or even crashes. However, the



138 H. Xing et al.

occlusion culling function in Unity3D cannot solve latency problems due to the
high complexity of models in view. Traditional LOD needs extra real-time com-
puting power, which is not desirable for the HoloLens with its limited hardware
performance. In addition, we also consider the positioning problem. Traditional
method for interaction with virtual objects is through adding collision detection
to each object, which not only requires substantial calculations for large-scale
scenes, but also has detrimental effects on the user experience. To solve these
problems, we introduce some additional strategies based on VorPa.

Fig. 3. (a) Laying out models in weak visibility region; (b) The visible region of the
current view point. (Color figure online)

Accelerate Rendering. VorPa can locate the user with regard to the appropri-
ate sub-path Ri with the help of the user’s location received from the HoloLens
and obtain the model list Mi bound to that sub-path. The visible regions of the
FOV RealV isi are calculated in real time [16], as shown in Fig. 3b.

First, the HoloLens stops rendering all models that do not belong to Mi.
Then, for models in Mi, the HoloLens as well stops rendering the models in
V isi but not in RealV isi. Finally, we calculate the model complexity F that
is in Mi and RealV isi. In our tests, we use triangular facets to measure the
model complexity. Through experiments, we obtain rough estimates of the upper
limit threshold of the recommended rendering effect. According to the distance
between the model and the user’s location, the accuracy of the model is tuned
from far to near so as to guarantee F < threshold and that the average frame
rate is at least 15.

For transparent or semi-transparent walls (e.g. glass wall), special handling
is introduced. As mentioned in Sect. 3.1, we set a transparency value between 0
and 1 as a parameter to select different levels of detail of the models. When users
see through transparent or semi-transparent walls, we reduce the complexity of
the models behind the walls according to the distance between models and users’
locations and the transparency value of the wall. If the transparency value is 1,
the real wall is opaque. For this case, a virtual wall model is needed. The system
renders a transparent texture applied to the corresponding virtual wall, so that
the virtual objects occluded by the real walls are invisible to users.
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Detect Collision. As mentioned above, VorPa can locate users with respect
to the corresponding sub-path Ri, which is a Voronoi edge in the VD of the
polygon P . Additionally, we bind the model to the site corresponding to its
Voronoi region. VorPa only needs to traverse the Voronoi region near Ri within
O(n) time complexity and obtain all model lists M in each region within O(1)
time. When a user roams in the Ri, we only need to set collision detection on
M , which only takes up a small part of the models in the whole scene in real
time, thus effectively reducing the calculation cost of location.

3.4 Correct Deviation Using Spatial Anchors

Our approach uses the characteristics of spatial anchors to correct the devia-
tions between the virtual and real space while a user roams around. HoloLens
can trace spatial anchors, update their location and coordinates to ensure that
the spatial anchor can always mark one point in the real world. Therefore, we
place some anchors in the scene and bind the virtual model to the nearest anchor
coordinate system. The virtual model constantly updates its position with the
anchor. According to the characteristics of spatial anchors, the accurate position-
ing range of each anchor is 3 m. Moreover, the spatial anchor should be visible
at the position of the virtual model. To obtain high efficiency, we should mini-
mize the number of spatial anchors during deployment, and each spatial anchor
should cover as many virtual models as possible.

Our spatial anchor layout should meet the following conditions: 1) All virtual
models in the scene can be covered by spatial anchors, including virtual wall
models and virtual object models placed in the scene; 2) Each spatial anchor is
responsible for virtual models within a 3-m radius around the spatial anchor; 3)
A spatial anchor is visible at the position of the anchored virtual model; 4) A
minimum number of spatial anchors.

Therefore, the input to the spatial anchor deployment algorithm is: the
virtual wall set in scene W = w1, w2, w3, . . ., a collection of virtual objects
placed in scene R = r1, r2, r3, . . .; the output is: the spatial anchor layout
S = s1, s2, s3, . . . , sq and the spatial anchor number q.

The wall model is regarded as a special virtual object whose position is the
midpoint of the wall. After combining the virtual wall and virtual object sets,
we use M to represent the set of all virtual models that need to be covered by
spatial anchors in the scene is: M = W

⋃
R = {m1,m2,m3, . . . ,mn}

Before using our algorithm, this paper has a pre-processing step based on
the data structure VorPa:

1. The value vi (i ∈ n) is set for each virtual model mi. Each vi represents the
probability that the virtual model mi will be seen in the scene. The calculation
method is as follows:

vi =

∑
path in V R(mi)

Length(path)
∑

Length(pj)
, (1)
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where V R(mi) represents the visible area of mi in the scene, and pj represents
the roaming sub-path j in the scene. The calculation of vi is based on the
roaming path length, that is, the ratio of the roaming path length falling into
the visible area of the relic mi and the total roaming path length of the scene.

2. Set the value vpj
for each sub-path. In the data structure VorPa, if the virtual

model mi is in the weakly visible region of path pj , the relic mi is bound to
the modelList of path pj . The value of all models in the list of pj models in
modelList is the value of path pj :

vpj
=

∑

mi in modelList of pj

vi (2)

We convert this problem into an optimization problem seeking to minimize
the number of spatial anchors. Accordingly, we propose an algorithm based on
integer linear programming.

1) Get the initial set of spatial anchors. Before constructing the mathematical
model, the initial set of l spatial anchors that can cover all the virtual models
in the scene is obtained through the following process:
Create a matrix C that contains the whole scene and is initialized with 0s.
Find the intersection area between the circle with mi(xi, yi) as the center and
3m as the radius and visibility region V R(mi) of model mi. Then add vi to
the value of the corresponding array position in intersection area. Traverse
the matrix C, find all the spatial anchors that can cover the different virtual
model combinations, and add them to the initial set of spatial anchors without
repeating.

2) We build a mathematical model based on the previous problem description:

minZ =
l∑

i=1

si,

{
si = 0 or 1, i = 1, 2, . . . , l
∑l

i=1 Fijsi ≥ 1, j = 1, 2, . . . , n

where si represents the spatial anchor i, assuming that there are initially
l spatial anchors that can cover all the virtual models in the scenario, Fij

indicates whether the spatial anchor i can cover virtual model j. If it can
be covered, the value is 1; if not, the value is 0. We minimize the number of
spatial anchors to be placed and satisfy two constraints: 1) the value of spatial
anchor si is 0 or 1, where 0 means that the spatial anchor i is not placed,
and 1 means that it is placed; 2) all models in the scenario can be covered,
that is, for any model, the number of spatial anchors that can be covered by
this model is greater than or equal to 1. 3) The integer linear programming
method is used to solve the model. Specifically, IBM’s integer programming
solver CPLEX is used to solve the optimized spatial anchor set.
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4 Experiments

Fig. 4. (a) Screenshot of 2D design interface; (b) A visitor’s view corresponds to posi-
tion marked with a red dot in (a); (c) Model layout and route design of experiment.
(Color figure online)

To test our toolkit and methods, we designed a MR museum (see Fig. 4a and 4b)
to conduct a series of experiments. For every exhibition hall in the MR museum,
we design different themes, and visitors can choose different halls without inter-
ference from other halls. When a visitor is in one hall, the virtual exhibits in
another hall will be occluded by the wall via a special texture. In addition, while
visitors roam within the MR museum, the system can present the path on the
ground as a tour guide while lowering their probability of getting lost. When
visitors approach one exhibit, the system automatically plays the introductory
audio of the respective exhibit, following the VorPa location algorithm to help
visitors better understand the display content.

During roaming, we accelerate rendering based on the design of VorPa. To
verify its effectiveness, we design experiments as follows: First, we test the thresh-
old in advance and obtain the result that when the total number of triangles is no
more than 105, the frame rate is sufficient for a fluid visitor experience; Then, we
compare the performance of VorPa with regard to different capacities of scenes.
In our experiment, we use the total number of triangles in a scene to quantify
its capacity. We rely on frame rates to evaluate the user experience in terms of
fluidity. High frame rates entail a low latency and better experience.

We select a room with appropriate lighting as experiment site (to ensure the
stable tracking and position effect of HoloLens) and design the model layout
and route for experimenter, as shown in Fig. 4c. The red line with arrow is the
roaming path, and we place virtual models in region A, B, C, D near the path.
Through changing the number of models in region A, B, C, D, we assess four
kinds of scene capacities, namely 3.2 ∗ 106, 6.4 ∗ 106, 9.6 ∗ 106, and 12.8 ∗
106. In each case, we experiment with two conditions, with and without our
VorPa algorithm. In the course of the experiment, we request the participant to
walk along the recommended path at a constant speed for a specified time and



142 H. Xing et al.

(a) 3.2 ∗ 106 (b) 6.4 ∗ 106

(c) 9.6 ∗ 106 (d) 12.8 ∗ 106

Fig. 5. Results of four scenes capacities. 3.2 ∗ 106 (8 F/8 T denotes result obtained
with/without using our algorithm, respectively), 6.4 ∗ 106, 9.6 ∗ 106, 12.8 ∗ 106.

to browse the models placed near the route. To ensure the same experimental
conditions, all the experiments were completed by one experimenter in the same
time. The system will record the number of frames per second.

We provide the experimental results under each scene capacity condition by
means of line charts. By integrating the participant’s route, we can explain the
peaks and valleys in every line chart. When the participant walks past the areas
that feature numerous models, the frame rate declines and reaches the valleys. In
circumstances with fewer models, the frame rate is higher. As Fig. 5 shows, the
difference in the frame rates between these two conditions (with and without our
algorithm) varies in different phases. When the frame rate peaks, the difference
is small. In contrast, when the frame rate becomes lower, the difference becomes
more apparent. The difference of frame rates between these two conditions is
smaller in Fig. 5a than in any other figures, which might stem from the fact that
the number of triangles in a participant’s view does not exceed the threshold
most of the time.

We compare different experimental results in Fig. 6. Overall, the difference in
the valley is larger with an increase of capacity. This means that our algorithm
effectively improves the rendering effect and keeps it real-time. More specifically,
the effect is more obvious as the capacity of the scene increases.
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Fig. 6. Frame rate comparison. Solid lines denote results without our algorithm; while
dotted lines represent results using our algorithm.

5 Conclusion

This paper presents a toolkit to aid general users in rapidly and conveniently
designing MR applications, especially in large indoor spaces. Above all, the MR
applications can provide a fluid and immersive roaming experience in real-time.
To satisfy this requirement, we introduce VorPa, a data structure based on VD,
which is beneficial to the user experience with regard to the strategies of path
editing, accelerated rendering, collision detection, and correcting deviations. We
apply this toolkit to an application and evaluate it in a set of experiments. Our
evaluation shows that such a toolkit effectively improves real-time rendering
efficiency of HoloLens.

In the future, we will design an algorithm to automatically calculate the
upper limit of the number of rendering polygons for different types of CPU,
memory, and other hardware state signals.
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Abstract. Multiple object tracking(MOT) is a fundamental problem
in video analysis application. Associating unreliable detection in a com-
plex environment is a challenging task. The accuracy of multiple object
tracking algorithms is dependent on the accuracy of the first stage object
detection algorithm. In this paper, we propose an improved algorithm of
IOU Tracker–FIOU Tracker. Our proposal algorithm can overcome the
shortcoming of IOU Tracker with a small amount of computing cost that
heavily relies on the precision and recall of object detection accuracy.
The algorithm we propose is based on the assumption that the motion
of background inference is not obvious. We use the average light flux
value of the track and the change rate of the light flux value of the cen-
ter point of the adjacent object as the conditions to determine whether
the trajectory is to be retained. The tracking accuracy is higher than the
primary IOU Tracker and another well-known variant VIOU Tracker.
Our proposal method can also significantly reduce the ID switch value
and fragmentation value which are both important metrics in MOT task.

Keywords: Multiple object tracking · Drone video · FIOU Tracker

1 Introduction

Multiple object tracking (MOT) aims at predicting the trajectory of interest-
ing objects in video sequences. MOT is an important research area in computer
vision task. It has a lot of applications, such as automatic driving, traffic moni-
toring, pedestrian behavior analysis [9] and sport analysis [16,22].

Tracking-by-detection is a widely used paradigm to solve the problem of
tracking multiple objects. It includes two parts: 1) detect objects independently
in every frame, 2) establish tracks by linking corresponding detection.
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Accuracy of object detection is the prerequisite for MOT task. However it
is difficult to achieve satisfactory results in some special conditions for example
our main research dataset focusing on tracking vehicles on pictures taken by
a drone. It is a difficult task mainly because images are collected in various
weather conditions and light conditions. Weather conditions are sunny weather,
cloudy weather, foggy weather and rainy weather. The images are also collected
in both daytime and nighttime. There always exist some small vehicles in video
sequences and occlusion in crowded scene.

Linking corresponding object in every frame is also an important part in
MOT task. Associating unreliable detected object with recent tracks is a major
challenge in this part. The distance calculation is an important part in link-
ing decision. However the calculation of small objects’ appearance distance is
difficult. It often meets mistake in common linking algorithm.

In this paper, we propose the variant of iou tracker, which is named FIOU
Tracker, to solve the multiple object tracking in drone video in batch mode.
Inspired by the success of IOU Tracker [4] in Visdrone competition [25] in 2018
and 2019, we use the main idea in iou tracker and make some limitations aiming
at removing unreasonable trajectories. The main problem of the object detection
algorithm is that similar background objects are mistaken for targets. However
the movement of similar background objects is not salient compared with moving
vehicle. We use the dense optical flow value to describe every object’s moving
trends in every trajectory and use some statistical indicators to remove back-
ground object trajectories. Our proposal algorithm FIOU Tracker can achieve
higher MOTA, smaller ID Switch and smaller Fragmentation compared with
IOU Tracker [4] and VIOU Tracker [5].

In sum, our approach has the following contributions:
-Optical flow value as the basis for removing the background infer-

ences In order to solve the problem of many background interference objects pre-
dicted by the object detection algorithm, this paper proposes to use the method
based on dense optical flow to remove the optical flow formed by objects with
insignificant motion and improve the prediction accuracy.

-Specific post-processing algorithm used to process the generated
trajectory We propose to use the quantile of the average optical flow value
of all the trajectories in the video to remove most of the trajectories caused
by background interference that do not meet the statistical rules. At the same
time, in order to solve the problem that the trajectories of moving objects will
be removed in the later period of temporarily stationary objects, we propose
using the optical flow rate of change to extract the trajectories generated by
these objects.

-Better performance compared with existing similar MOT algo-
rithms Compared with similar algorithm-IOU Tracker and VIOU Tracker, our
proposal algorithm combined with some widely used object detection models
can achieve better performance in drone video dataset-UAVDT dataset.
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2 Related Work

2.1 Object Detection Models in MOT Models

Faster rcnn+FPN [12] is widely used in MOT task that needs a high accuracy
in detection stage. SSD [13] and yolo [14] are used in MOT task that require
higher inference speed.

Faster rcnn as the detection stage, KCF as the combined MOT model of
the motion estimation module is used in pig detection and tracking task [20].
The general SSD model is used as the detection stage, and the feature map
extracted by the SSD is used as the MOT combined model of the motion predic-
tion module of the feature input of the CNN-based correlation filtering is used
in vehicle tracking task [24]. Yolov2 and random stern in tracking is used in
multiple pedestrian tracking [10].

2.2 Recent MOT Work

Main components in MOT models are the detection stage, feature extraction
stage, affinity stage and the data association stage [7]. In this section, we mainly
introduce recent work on affinity stage and data association stage.

Affinity Section. In affinity section, appearance difference and motion predic-
tor are needed to calculate the distance or similarity between detected objects
between two frames. Sort algorithm only calculates location distance as object
difference. Kalman Filter is used as motion predictor [3]. DeepSort algorithm also
uses Kalman filter as motion predictor and deep network as feature extraction.
Appearance difference is calculated as cosine distance and Location difference
is calculated as Mahalanobis distance. The distance between objects are calcu-
lated as the weighted sum of appearance distance and location distance [19]. In
some recent work, associate embedding calculated by deep network is proposed
as the affinity calculation section. JDE combines the object detection models
and REID models [18]. It can reduce some inference time compared with the
widely used separate use of object detection model and REID model. JDE add
a special branch in general faster rcnn which is used as associate embedding.

Data Association Section. Hungarian algorithm is used as data association
method in early MOT research including Sort [3] and DeepSort [19]. Recently
MOT is often treated as graph problem, which seems each detection as a node
and possible link as edges [2]. Then data association can be regarded as shortest
path problem. K shortest path algorithm is the main data association section
in MOT by K shortest path optimization [1]. The cost is calculated as physical
possibility of flow. Explicit occlusion model based on min-cost-flow algorithm is
used to handle occlusion in multiple pedestrian tracking algorithm [21]. Affinity
matric is calculated among the embedding of detection result and embedding
of existing tracks in JDE algorithm [18]. Hungarian algorithm is used in data
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association section. Motion prediction is also needed to calculate the predicted
location of previous frame which is used to reject the assignment results that are
far away from the prediction results.

3 Proposal Method

In this section, we briefly introduce the similar algorithm then introduce our pro-
posal algorithm FIOU Tracker. The whole procedure of our proposed algorithm
is shown in Fig. 1.

Fig. 1. Flow chart of our proposed FIOU Tracker algorithm

3.1 IOU Tracker

IOU tracker has two important assumptions–high detection accuracy and high
video frame rate [4]. The procedure of IOU tracker is very simple. We do not
need both feature extraction section and affinity calculation section. The data
association section is only to add the detection result of recent frame to the track
with the largest IOU in the detection result of the previous frame of the existing
track. To further improve the precision of tracker, the length of track is needed
to limit the minimum.

IOU tracker is a particular tracker that use no visual information to track.
This special feature makes IOU Tracker run in a very high speed-about 100kfps.
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3.2 VIOU Tracker

VIOU Tracker is a variant of IOU Tracker which mainly uses single object track-
ing algorithm to deal with missing detection is frames [5]. The main difference
is that IOU Tracker directly uses the unmatched detection frame as the starting
point of the new track. VIOU Tracker uses the unmatched detection frame as a
single target tracking input to track the object. These modified parts can greatly
reduce the ID switch and fragmentation indicators.

3.3 FIOU Tracker

The FIOU Tracker algorithm we proposed aims to solve background interference
objects caused by low detection algorithm accuracy. We observe that the error
background frame motion detected by the object detection model is significantly
weaker than most vehicles that need to be tracked. We consider proposing a new
improved IOU Tracker algorithm, keeping the original algorithm as fast as possi-
ble, less computational consumption, and reducing ID switch and fragmentation
as much as possible.

Considering that the optical flow uses the change of pixels in the time domain
and the correlation between adjacent frames to find the corresponding relation-
ship between adjacent frames to describe the instantaneous velocity of the object,
we use the average optical flow value to judge whether the track is composed of
background inference object. Considering the existence of the temporary stopped
tracking object, we propose calculating the optical flow rate of the front and back
objects in the above-mentioned filtered trajectory. If there is a certain period of
time when the change rate of the optical flow value is greater than a certain
threshold, then keep the track, otherwise delete.

The detailed procedure is describe in Algorithm 1 where Df denotes the
detection result in frame f ,Tactive is trajectory record list that can be derived
from the detection results after a successful match. Tdel is the trajectory record
list that needs to be judged by the average optical flow value and do not meet
the statistical rules.

In the algorithm description, lines 1–22 are basically the same as IOU Tracker,
just adding an array to record dense optical flow. It can be seen from the fourth
and fifth lines in the algorithm description that the existing trajectory only
selects the largest IOU for matching and the largest IOU should be larger than
threshold σIOU . The calculation process is shown in formula 1. In this formula,
Df is the list of object detection prediction boxes, ds is the selected detection
prediction box. In the algorithm, only IOU is used as the basis for the data
association section. Generally, there are only a few detection frames that meet
this requirement. The Hungarian algorithm commonly used in common MOT
algorithms is relatively complicated.

ds = arg max
dj

IOU(dj , t), dj ∈ Df (1)

In the new frame, if there is no detection result matching the existing track,
the track is terminated, and the maximum IOU and track length in the track
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are calculated. In order to reduce False Negative, the maximum IOU value of
the track needs to be set to a minimum value σh, and the length also needs to
be set to a minimum value ttl.

After line 22 in Algorithm1, we describe our proposal method to remove
tracks created by background inference objects. We need to calculate average
optical flow value for every track. The average value is calculated as formula 2.
flow array in this formula refers to the optical flow matrix for the corresponding
frame.tcxn , tcyn refer to the coordinates of the center point of the predicted position
of the nth frame in the trajectory.

tavg =
1

tlen

tlen∑

n=1

flow[tcxn ][tcyn ]) (2)

The calculated quantile value is used to remove trajectories that do not con-
form to statistical rules. The specific number of quantiles needs to be determined
according to the prediction accuracy of different target detection models. In our
experiment, quantile value in FIOU Tracker with faster rcnn as detection model
is set to 25, FIOU Tracker with retinanet and lrfnet is set to 15 and FIOU
Tracker with atss is set to 10. In our experiment, it is found that directly remov-
ing these trajectories will greatly affect the recall rate. Main reason is that these
selected tracks are not all created by background inference objects. The detec-
tion prediction box in some frames is a target that does not move temporarily,
and will continue to move after a period of time. There are many such targets
on the UAVDT dataset. We propose using the rate of change of optical flow to
describe the situation where an almost stationary object started to move. The
specific calculation is shown in the formula 3. The maximum interval for the rate
of change here is set to 10 and the rate of change. The change rate of the sudden
movement of the object that is considered to be stationary in the experiment is
set to 20%.

Δ(n)fv = |fvlisti+n − fvlisti
fvlisti−1

| (3)

4 Experimental Results

4.1 Dataset Introduction

UAVDT dataset is a dataset containing both object detection, single object
tracking and multiple object tracking annotations and focusing on tracking task
in videos collected by drone [8]. It consists of 100 video sequences, which are
selected from over 10 hours of videos taken from UAV platform.

4.2 Implementation Detail

All the object detection models are implemented by pytorch 1.4.0 and mainly
use mmdetection [6] framework. The UAVDT data set divides the training set
and test set in a 4:1 ratio.
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Algorithm 1. FIOU Tracker
Require: Image array list I = [I0, . . . , IF−1] , Detection result list D =

[[d0
0, d

0
1, . . . , d

0
N0 ], . . . , [d

F−1
0 , dF−1

1 , . . . , dF−1
NF−1

]]
Ensure: Track list T
1: T = ∅, Tactive = ∅, OF = [], OV = [], Tdel = []
2: for f=0 to F − 1 do
3: calculate dense optical flow matrix flow for image If−1 and If
4: for All i, t ∈ enumerate(Ta) do
5: dbest = argmaxdj IOU(dj , t), dj ∈ Df

6: if IOU(dbest, t)>σIOU then
7: Calculate optical flow value of detection’s center point flow[cx][cy]
8: Add dbest to t,Update related track information of t and Remove dj from

Df

9: Add IOU(dbest, t) to OV list
10: else
11: if max(OVi) > σh and len(t) > ttl then
12: Add t to T
13: end if
14: Remove t from ta
15: end if
16: end for
17: for d in Df do
18: Calculate optical flow value of detection’s center point flow[cx][cy]
19: Start new track tnew,record detection coordinate and optical flow value
20: Add tnew to Ta

21: end for
22: end for
23: Calculate average optical flow value AOF for every track in T
24: Calculate the quantile value AOFq of AOF
25: Tdel.add(Ti), ifAOFi<AOFq

26: for tinTdel do
27: Calculate change rate between n interval Δ(n)fv = | fvlisti+n−fvlisti

fvlisti−1
|

28: if Δ(n)fv>Δfv then
29: Remove t from Tdel

30: end if
31: end for
32: T.del(t), t ∈ Tdel

33: return T

All the tracking algorithms are implemented by python. The dense optical
flow matrix is calculated by calcOpticalFlowFarneback function in opencv. Some
parameter settings are the same as in IOU Tracker. IOU threshold σIOU for
matching the detection frame in the new picture from the last frame of the track
is set to 0.3 as suggested in IOU Tracker and VIOU Tracker. The threshold of
the maximum IOU value of the track σh is set 0.5 as suggested in IOU Tracker.
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4.3 Tracking Evaluation Metric

We use multiple metrics to evaluate MOT performance, including identification
precision(P) and recall(R), multiple object tracking accuracy(MOTA) and pre-
cision(MOTP), number of times when the object ID is mistakenly changed (ID
Sw), total number of false negative(FN) and fragmentation(FM).

4.4 Experiment Result

Object Detection Result. We compare the accuracy of some widely used and
latest object detection models on the UAVDT dataset. Object detection models
include two-stage detector, one-stage detector and anchor-free detector. We also
experiment our dataset on lrfnet model mainly due to its high performance in
paper [17].

As shown in Table 1, atss achieve the highest performance compared with
other models-87.2 mAP. However, the accuracy achieved by atss basically cannot
meet the high precision requirements of the IOU Tracker for the detector.
The prediction results in some images are as shown in Fig. 2. It can be seen that
there are more background interference objects detected in faster rcnn.

Table 1. Comparison with different detection models in mAP metric in UAVDT
dataset

Method Image size Backbone mAP mAP50 mAP75

Faster rcnn [15] 1333*800 resnet50 78.6 97.0 93.5

Retinanet [11] 1333*800 resnet50 79.6 98.4 93.0

Lrfnet [17] 512*512 vgg16 81.9 98.8 94.1

atss [23] 1333*800 resnet50 87.2 98.9 97.8

MOT Result Compared with Similar Algorithm. We compare FIOU
Tracker and IOU Tracker, VIOU Tracker to compare accuracy on UAVDT multi-
object tasks on different detection models. In order to compare the effect of the
optical flow average limit and the optical flow value change rate limit in the
algorithm, we also compare the accuracy of the algorithm using only the optical
flow average.

As Table 2 shows, FIOU Tracker, IOU Tracker and VIOU Tracker can achieve
higher Precision and MOTA in most detection models, less ID Switch, Fragmen-
tation and FN values with a small amount of Recall loss. The object detec-
tion model in FIOU Tracker uses the fastest rcnn with the lowest accuracy to
achieve the greatest accuracy improvement,0.23 MOTA improvement. Although
the computational complexity is increased compared with FIOU Tracker and
IOU Tracker, slightly better overall results are achieved for the UAVDT dataset.
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(a) faster rcnn (b) retinanet (c) lrfnet (d) atss

Fig. 2. Some detection results on UAVDT dataset by using faster rcnn, retinanet,
lrfnet and atss models. It can be seen from the figure that the prediction results of
retinanet, lrfnet and atss are not very different, but faster rcnn often detects background
interferences

Table 2. Comparison of the accuracy of IOU Tracker, VIOU Tracker and FIOU Tracker
combined with different object detection models on UAVDT multiple object tracking
dataset

Detector Tracker P(↑) R(↑) ID Sw(↓) FM(↓) FN(↓) MOTA(↑) MOTP(↑)

Faster rcnn IOU Tracker 0.403 0.920 5285 7044 63330 –0.452 0.178

VIOU Tracker 0.365 0.927 5050 5915 108136 –0.694

FIOU Tracker (only

average limit)

0.439 0.863 3890 5595 57713 –0.244

FIOU Tracker 0.447 0.868 3830 5511 56142 –0.221

retinanet IOU Tracker 0.740 0.991 5273 1555 6943 0.636 0.138

VIOU Tracker 0.717 0.992 9769 1279 6326 0.588

FIOU Tracker (only

average limit)

0.753 0.952 4884 1679 17758 0.636

FIOU Tracker 0.757 0.954 4772 1592 8692 0.638

lrfnet IOU Tracker 0.959 0.992 6317 1652 6317 0.948 0.128

VIOU Tracker 0.956 0.992 1893 1395 6032 0.833

FIOU Tracker (only

average limit)

0.959 0.992 1652 1516 6317 0.948

FIOU Tracker 0.961 0.992 1634 1491 6142 0.951

atss IOU Tracker 0.762 0.990 4828 1656 8140 0.674 0.111

VIOU Tracker 0.840 0.996 2781 544 2785 0.803

FIOU Tracker (only

average limit)

0.867 0.965 1285 622 2742 0.815

FIOU Tracker 0.871 0.967 1247 608 2716 0.819
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Comparison Experiment Under Different Parameters. We first study
the effect of ttl parameters on the performance of IOU Tracker, VIOU Tracker
and FIOU Tracker and compare the performance on different object detection
models. As shown in Fig. 3, Larger ttl value in most algorithms can reduce ID
Switch and fragmentation, increase MOTA and precision, but will significantly
reduce recall.

A higher ttl value has no significant effect on precision and MOTA in algo-
rithms with higher detection accuracy. The main reason is that the accuracy of
the obtained initial trajectory is high, and the improvement effect of the post-
processing algorithm is not obvious.

(a) Precision (b) ID Switch (c) FM (d) MOTA

Fig. 3. Precision, Recall, ID Switch, Fragmentation and MOTA value for different ttl
and IOU Tracker, VIOU Tracker and FIOU Tracker as tracker. The first to third lines
are the results of faster rcnn, retinanet, lrfnet and atss as the object detection model

5 Conclusion

In this paper, we showed that simple dense optical flow value can improve the
performance of IOU Tracker in multi-object tracking task, especially when the
object detector predicts more background interference. In several experiments,
we showed that wrong detection result can be compensated by our proposal
post-processing algorithm. As a result, the number of ID Switch, fragmentation
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and false negative is reduced and the quality of tracks improve significantly.
In addition, we found that the proposed FIOU Tracker algorithm improves the
accuracy of the algorithm with lower object detection accuracy, which can par-
tially solve the problem of the IOU Tracker relying too heavily on the detection
algorithm. Our improvement on classic IOU Tracker makes it suitable for many
use cases.
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Abstract. Recently, Short Advertising Video has become an increas-
ingly dominant form of advertisement on social media. However, mak-
ing Short Advertising Video is a challenging task for micro and small
businesses, since it requires professional skills and years of experience.
In this paper, we present a novel approach of Short Advertising Video
generation assisted by robotic arms. We analyzed the professional com-
position and imaging of advertising videos, and transformed them into an
automatic shooting process during the production of Short Advertising
Video, assisted by a robotic arm. Practically, we applied our approach
in two kinds of robotic arms and the results showed that robotic arm
assist solution can highly enhance the efficiency and effect of making
Short Advertising Video. In addition, our video generation approach can
save time and money for novice users from micro and small business who
has very limit resources and budget. And, we believe that our approach
might overturn the existing production model of the Short Advertising
Video propagated in the online business and social media.

Keywords: Graphical human-computer interaction · Robotics and
vision

1 Introduction

With the popularity of smart phones and mobile applications, Short Advertising
Video on mobile phones has shown potential. Well-made and professionally-
edited Short Advertising Video on social media can assist in product presentation
and have high conversion rates, which can greatly increase product sales.

In this paper, we mainly consider short commercial advertising videos for
micro and small businesses. Instead of branding, the purpose for them to make
c© Springer Nature Switzerland AG 2020
N. Magnenat-Thalmann et al. (Eds.): CGI 2020, LNCS 12221, pp. 157–168, 2020.
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Fig. 1. The Short Advertising Video generation procedure of AD-Designer.

advertising videos is to show the overall appearance and details of the product,
which consequently can be able to motivate consumers to buy the product. This
kind of Short Advertising Video is usually without actors, and all product shots
are filmed in one location. Due to the limit of social media propagation, the
length of one video is usually approximately 15 to 30 s.

Though Short Advertising Video on social media has high conversion rates,
producing high-quality advertising videos is challenging for novice users from
micro and small businesses who can not afford high cost. It not only needs the
support of a professional advertising video shooting team, but also requires a
long production cycle. Existing mobile applications designed for novice users,
such as iMovie and VUE, provide templates that help novices arrange to cap-
ture content in a professional and structured way. However, there is no detailed
guidance when novice users shoot specific clips. Even though several methods
were proposed for post-processing a video to enhance its visual qualities, they
are still very inefficient and cannot make up defects of the original video. In
addition, several shooting-assisted devices, such as OSMO, solve some problems
of manual shooting, but novice users still have to design the motion path of
camera by themselves. These problems have created a huge obstacle for novice
users to promote their products in online media by Short Advertising Video.

To address the above challenges, we developed AD-Designer, a mobile appli-
cation coordinated by cloud video processing modules to help novice users make
Short Advertising Video. In our work, in order to prevent users’ shooting prob-
lems mentioned above, we introduced the robotic-arm-based shooting process
into our existing script-based interactive advertising video production framework
[1]. It is an upgraded version of our previous visual-guided shooting process.
Our experiment shows that compared with the manual process, AD-Designer
increases the quality of the advertising videos and the cost has been greatly
reduced. The whole generation process is shown in Fig. 1.

2 Related Work

2.1 Computational Modeling of Cinematography

Computational modeling has been previously proven effective in a number of sit-
uations. Studies have focused on modeling computational cinematography from
various aspects. Chen et al. [3] modeled the shooting scene in AR(augmented
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reality), so that users can plan an aerial video by physically moving their mobile
device, as a viewfinder, around a miniature 3D model of the scene. The method
presented by Leiva et al. [4] encouraged users’ exploration of different contexts
for video prototyping by combining video with digital animated sketches. The
system proposed by Tien et al. [5] classified shots in basketball game automat-
ically through a GOP-based scene change detection method. Inoue et al. [6,7]
proposed a novel concept of actuator-driven, frame-by-frame intermittent track-
ing for motion-blur-free video shooting of objects which move very fast. Mitarai
et al. [8–10] analyzed home-making movies with only one character in the video
to assist users. Also, some other studies [11–18] focused on static images, rather
than videos, which is different from each other, especially for advertising video.

2.2 Robotics in Video Shooting

Several shooting-assist devices have been used for professional advertising videos.
Camera sliders, such as GVM1, enable users to create smooth sliding image;
Camera stabilizers, including the DJI OSMO2, keep cameras flat no matter how
users move the camera. To some extent, these tools can reduce human error such
as camera shake. However, novice users still have difficulties in designing path
of camera without detailed guidance.

In recent years, the robotic arm has become a widely used tool in various
domains. Many studies have shown the stability and flexibility of a robotic arm
[19–24]. In order to make the quality of advertising video shooting by novice
users close to professional advertising videos and reduce cost and time, we built
an automatic shooting system encoding scripting of advertising videos, such as
composition and shot type, into the movement of a robotic arm. Therefore, a
robotic arm can move automatically to shoot specific shots for novice users,
which enhances the quality of Short Advertising Video.

Some robotic arm assisted video capturing devices, such as KIVA3, have
appeared in the market. They can enhance the stabilization of the camera. How-
ever, users still have to plan the movement of camera by themselves, which is
challenging for novice users. Also, in order to capture one perfect video clip,
users may need to adjust the motion of robotic arm over and over again, which
is very time-consuming, especially when there are many products needed to be
presented.

3 Method

3.1 Overview

The traditional process of making Short Advertising Video can be simplified into
three steps. Firstly, the director designs the storyboard, which conveys the over-
all idea of the advertising video and describes the specifications of every shot.
1 https://gvmled.com.
2 https://www.dji.com/osmo.
3 http://motorizedprecision.com.

https://gvmled.com
https://www.dji.com/osmo
http://motorizedprecision.com
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Secondly, based on the storyboard, the photographer sets the scene and shoots
the clip one-by-one. Finally, the editor organizes all the clips from the pho-
tographer and renders the output videos. These procedures require professional
knowledge and experience and are costly, which makes Short Advertising Video
generation almost impossible for novice users from small and micro businesses.
Accordingly, our system, AD-Designer, aims to algorithmically encode the tech-
nique of making Short Advertising Video by incorporating it into a mobile phone
and a robotic arm.

Previously, users could set their advertising video context and use AD-
Designer to shoot the clips by themselves at the beginning [1]. However, we
found that it was still difficult for novice users to take high-quality videos with
simple guidance. Users had difficulty in moving the camera when shooting a
specific clip with a complex composition. Users also could not move the camera
in a smooth line and its velocity did not remain constant along that line. These
mistakes prevented viewers, customers of the product, from understanding the
content. Hence, we introduced the robotic arm to take the place of human to
shoot the product. The upgraded process is shown in Fig. 1. In this paper, we
mainly investigated how robotic arm can take the place of human to take videos
automatically.

3.2 Storyboard Design

Storyboard is a representational and textual description of the creative script
of an advertising video. It denotes the overall idea of the video, which then
determines the basic structure of the output video. In our previous research,
with professional advertising video experts, we have collected and analyzed a
large number of excellent advertising videos [1]. After users choose the category
of their product and the visual style of the video, storyboard is generated on
cloud end. In the storyboard, each block represents a video clip and contains all
the data of the visual features of this clip. Some of the video clips need to be
taken by robotic arm, which are then transfromed into the movements of the
robotic arm mentioned in Sect. 3.3.

3.3 Robotic Arm Shooting

The shooting of advertising video relies highly on years of professional training.
In our previous research, text prompts and wireframe shooting guidance still
could not help novice users shoot high quality videos [1]. Therefore, our system
converts the professional shooting skills for advertising video, such as composi-
tion and camera movement, into the continuous movement model of a robotic
arm. As is shown in Fig. 2, we modeled the abstract visual effects of the cam-
era frame and map that to the camera’s movement in the shooting space. After
that, inverse kinematic (IK) algorithms are employed to convert the camera’s
movement into the movement of the robotic arm. During shooting, the mobile
phone is fixed on the gripper of the robotic arm, and its movement is driven by
the transformation of the robotic arm as well. The input of the shooting module
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Fig. 2. The modelling of the abstract visual effects of the camera frame and mapping
it to the camera’s movement in the shooting space.

is the specifications of the camera and storyboard which includes all the visual
features of each product clip, while the output is the raw footage captured by the
mobile phone carried by the robotic arm. In Sect. 3.3, we describe the process of
how abstract visual effects are transformed into movement of the robotic arm.

All the spatial parameters and coordinates shown in Fig.2 are set to describe
the model of the robotic shooting. For any object in the shooting space, assume
that its radius is Robject. The coordinates of the camera are C(x, y, z). The
focal length of camera is f . The distance between the camera and the object
is d. Due to the uncertainty of the shape of object, we consider the object as
a sphere in this model. The coordinate of the object shown in the video are
Ox,y(Xobject, Yobject) and the radius is robject.

Fig. 3. The Screenshot of Ad-Designer user interface of setting scene guidance.

3.3.1 User Interaction The robotic arm system needs to know where the
object is set in the shooting scene. Therefore, an interface for guiding users to
set the shooting scene is designed as shown in Fig. 3. The red region with the
red dotted line is for the product that users mainly want to represent in the
advertising video. The yellow region with yellow dotted line is for the object
that serves as the foil in the scene which can create the atmosphere and enhance
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the quality of the product. The white lines are designed to help users understand
the shooting scene and adjust the camera angle. After setting the scene, users
can press the button on the right to stimulate the robotic arm to start shooting.

3.3.2 The Composition in the Camera Frame In storyboard generation
module, we considered the composition and the shot type of each clip. We set
the storyboard as well as the length and width of the camera frame as the
input of robotic shooting module. In cinematography, the parameters that affect
the composition of an image are: shape and proportion of the object and posi-
tion/orientation/balance/harmony among the objects. The area of interest, the
product, is the most important factor to be considered. Thus, the object’s posi-
tion, size and its relationship with the foil are used to describe the principles
of composition within the camera frame. Accordingly, we used the proportion
between the object and the camera frame, kx, ky and the radius of the object,
robject, to characterize the object in the frame. These two features are taken
as the initial output of the process. A function F2D is defined to describe the
processing:

(kx, ky, robject)ij = F2D (w, h,Qi)

i = 1, 2, 3, ..., n; j = start; end.
(1)

Parameters w and h denotes the width and length of the camera frame. Q
represents the paradigms of the clip in the storyboard while i is the serial number
of the clip. Because we are dealing with videos instead of static images, the
output is the composition of both the start point and the end point. F2D can be
divided into three parts as follows:

3.3.2.1 Position. In order to make the object more balanced and harmonious
in the video, the position of the object should be aligned according to multiple
rules. The rule of thirds, golden section and the horizontal line compositions
are commonly used. According to these rules we can specify the proper position
of object in the camera frame. The movement of camera and shot type in the
storyboard determine which rule is applied in the shot. For example, if a clip is
a fixed shot and the shot type is a close shot, the golden section is often applied.
The mathematical representation of the position coordinates of an object is

usually (
5w

8
,

5h

8
).

3.3.2.2 Size. Based on the study of massive advertising videos and advice from
professional advertisers, we summarized the proportion of the area occupied by
objects in the camera frame in different compositions. For example, when a clip
is a close-up shot, the proportion of the product in the picture is about one-sixth
to one-fourth of the camera frame.

3.3.2.3 Relation Between Product and Foil. During the shooting of the advertis-
ing video there is often more than one object in the scene. In order to create the
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overall atmosphere of the video, it is necessary to place a foil beside the prod-
uct. When considering the relationship between the object and its foil, there are
several rules that we should follow to restrict their positions in the coordinate
system. The key rules are: 1) the foil should be placed around the product, 2)
the center of the two cannot overlap and the edge line cannot be tangent, 3) the
overall arrangement of the objects should be interspersed so that the layering
of the image is stronger. We define the 2D coordinates of the foil in the camera
frame as (Xfoil, Yfoil) with radius rfoil. The position of the object is restricted
as follows:

I) The edge lines should not be tangent;
√

(xobject − xfoil)2 + (yobject − yfoil)2>|rfoil − robject| (2)

II) Objects cannot be completely obscured;
√

(xobject − xfoil)2 + (yobject − yfoil)2>rfoil + robject (3)

III) The bottom line positions of the objects should not be too close.

yfoil + rfoil �= yobject + robject (4)

3.3.3 Movement of the Camera In previous section, the features of the
objects appearing in the camera frame have been obtained through F2D. The
appearances of objects in the camera frame determine the spatial relation
between camera and objects, and vice versa. As shown in Fig. 2(C), this one-
to-one mapping allows us to deduce the relation between camera and objects in
shooting space according to 2D features of objects in the camera frame. In detail,
we can obtain the position of camera C(x, y, z) in shooting space. A function
F3D is defined to describe the mapping processing:

(Cx,y,z)ij = F3D

(
f, (kx, ky, robject)i , Robject

)

i = 1, 2, 3, ..., n; j = start; end.
(5)

Robject is the radius of object in shooting scene. F3D can be divided into two
parts:

3.3.3.1 Distance Between Camera and Objects. We assume that d is the distance
between camera and object. According to the mechanism of 3D perspective pro-
jection, the distance between camera and object can be obtained by the ratio
between 2D and 3D radius of the object:

f + d

f
=

Robject

robject
(6)
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3.3.3.2 Exact Coordinates of Camera. The position of object in the camera frame
is corresponding to the Xcamera and Zcamera:

kxw =
w

2
+

(Xobject − Xcamera) f

f + d
(7)

kyh =
h

2
+

(Zobject − Zcamera) f

f + d
(8)

3.3.4 Movement of the Robotic Arm As mentioned above, the spatial
features of the camera from the start to end are obtained in each clip through
F3D. Thus, the movement of camera can be an input for the computation of
each angle of joints by the inverse kinematics algorithm. The inverse kinematics
(IK) algorithm makes use of the kinematic equations to determine the joint
parameters that provide a desired position for the end effector of the robotic
arm. The IK constraint continually adjusts the rotation on the parent and child
bones, so that the tip of the child bone is at the target bone. The direction
the parent and child bones bend can be changed based on the IK constraints. A
function FRobotics is defined to describe the processing. n is the degree of freedom
of the robotic arm:

((θ1, θ2, ..., θn) , v)ij = FRobotics (Cx,y,z)ij
i = 1, 2, 3, ..., n; j = start; end.

(9)

n is the number of degrees of freedom and θi is the joint angle of the i degree
of freedom. The velocity of movement of the robotic arm in each clip can be
computed by the duration defined in the storyboard and the movement of the
camera:

vi =
|Cend (x, y, z) − Cstart (x, y, z) |

Ti
(10)

Ti is the duration of clip i defined in the storyboard.
However, there exist redundant parts between clips. For example, the end

point of clip i might not be the start point of clip i+1, the IK module thus needs
to compute the path for robotic arm to transition from i to i + 1. Accordingly,
in order to design a complete continuous motion path, the IK module needs
to compute the movement of the robotic arm for not only each clip, but also
redundant parts between clips.

4 Experiments

4.1 Implementation

The entire system can be divided into three parts: the mobile front end; the
cloud backend and the robotic arm. Users select the style and category of the
product on the front-end, which was implemented on iPhoneSE with iOS 10.0.
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After users’ selecting, the data is sent to storyboard generation module and
robotic arm analysis module on the cloud backend. We use Apache Tomcat as
the cloud service. Then, the data of motion planning of robotic arm is sent to
the control system of robotic arm and robotic arm starts to shoot video clips.
Two robotic arms we used in our experiments are shown in Fig. 4(a)(b).

Fig. 4. (a) Shooting with a laboratory self-made robotic arm. (b) Shooting with an
industrial robotic arm, KINOVA Ultra Light Weight Robotic Arm 6DOF. (c) A novice
user was taking a set of clips under the guidance in the AD-Designer storyboard.

4.2 Procedure

We conducted two sets of controlled experiments for examining the effectiveness
of AD-Designer. In the first set of experiments, we selected two types of robotic
arms with iPhoneSE as the shooting device to take 6 shots. In the early stage
of the experiment, we utilized a self-made robotic arm to carry out the test.
After that, we switched to a more professional industrial robotic arm, KINOVA
Ultra-light weight robotic arm 6DOF, to conduct a more accurate quantitative
experiment. The practical illustrations of the two tested robotic arms are shown
in Fig. 4(a)(b). In the second set of experiments, we selected 8 novice users to
take a set of clips under the guidance of the AD-Designer storyboard, as shown
in Fig. 4(c). For each shot, novice users watched the video demonstration first,
then shot clips by themsleves. They repeated the two steps until they finished
3 video clips. Finally, the cost of time and the quality of the final outcome
were compared with the results of the automatic shooting by the robotic arm to
distinguish the performances of the two sets of experiments.

4.3 Results

Time. In the two sets of experiments, as shown in Fig. 5(b), the time cost on the
shooting module of the 2 sets of experiments was significantly different. In the
first set of experiments, robotic arms could shoot at least 6 shots consecutively
within 1 min. The captured shots could be rendered based on 10 sets of scripts
that existed on the cloud, which finally outputted 10 completed advertising
videos for users to select. In the second set of experiments, users could only
choose one set of the scripts at the shooting stage and followed the guidance
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Fig. 5. (a) Comparison of effect of manual shooting and automatic shooting. (b) Com-
parison of time spent between novice users and robotic arm.

step-by-step. Hence, the robotic shooting assisted system can reduce the time
and cost markedly and increase the shooting efficiency significantly.

Quality of Shots. To test whether a robotic arm can perform better than a
human, we selected 3 kinds of shots (tracking shots, zoom-in shots, and crane
shots) from the output adverting videos of the two sets of experiments. We first
extracted keyframes of each shot per 15 frames. After that, we connected the
object’s center point within the frame to form a sampling curve to compare the
final visual results. Figure 5(a) shows the result. From each group of comparisons,
we can see that the sampling curve captured by the robotic arm is considerably
smoother than that captured by users. The result has proven that our system
makes the videos look more stable and enhances the effect of the advertising
videos.

4.4 Expert Evaluation

We invited an expert who has many years of professional advertising video pro-
duction experience to evaluate our system. We showed the working mode of the
whole system and then mainly described the process of the automatic robotic
arm shooting. The expert approved that the working mode of the whole AD-
Designer system conformed with the traditional process of making professional
advertising video, and the output videos are also very consistent for the purpose
of social media propagation. The effect of the robot arm is similar to the indoor
camera dolly, which makes videos look more stable than those taken manually.
She proposed that the robot arm can be more flexible when moving along some
complex curves. In summary, the expert appreciated the high efficiency and low
cost of our approach.
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5 Conclusions and Future Work

We proposed a novel appraoch of making Short Advertising Video for novice
users from small and micro businesses. In order to minimize human error in
the shooting process and enhance the quality of advertising video, we extracted
features of professional cinematography and modeled the process of shooting
advertising video by a robotic arm. Our testing result confirmed that our auto-
mated approach speeds up the process of shooting of Short Advertising Video
and removes barriers that novice users shoot videos manually, as well as enhanc-
ing the overall quality of Short Advertising Video. As short video becomes an
increasingly dominant form of advertisements, Ad-Designer is already used by
several small and micro businesses from Internet online sales platform. And,
these users really appreciate our approach of Short Advertising Video. It can
not only lower the cost in time and money but also increase their product sales
on online platform. In summary, our research focuses on exploring new mode
of HEC(human-engaged computing), which aims at achieving synergized inter-
actions between human capacities and technological capabilities to help realize
progressively developing human potential. In particular, in this paper, we are
trying to model the tacit knowledge from experts and apply it into the interac-
tions between novice users, computer and robotic arm, in order to help novice
users perform better in creative work.

Notably, even though we used KINOVA in our experiment, it doesn’t mean
expensive device like that is a necessity. As mentioned in Sect. 2.2, there have
been many low-cost devices designed for novice users, like OSMO, which are
capable of capturing stable videos flexibly. Our work provides ideas of auto-
mated working mode in programmatic creative for making Short Advertising
Video, which assists novice users, with no need of professional team, to make
professional videos, and reduces human resource cost. In future work, we will
expand types of camera movement and composition to improve the flexibility of
the system and enhance the quality of the output videos. Furthermore, besides
a robotic arm, we believe that our computational model can be applied to other
devices such as unmanned aerial vehicles and camera dollies.
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Abstract. Abnormal event detection is a challenging task that requires
effectively handling intricate features of appearance and motion. In this
paper, we present an approach of detecting anomalies in videos by learn-
ing a novel LSTM based self-contained network on normal dense opti-
cal flow. Due to their sigmoid implementations, standard LSTM’s for-
get gate is susceptible to overlooking and dismissing relevant content
in long sequence tasks. The forget gate mitigates participation of previ-
ous hidden state for computation of cell state prioritizing current input.
Besides, the hyperbolic tangent activation of standard LSTMs sacrifices
performance when a network gets deeper. To tackle these two limita-
tions, we introduce a bi-gated, light LSTM cell by discarding the forget
gate and introducing sigmoid activation. Specifically, the proposed LSTM
architecture fully sustains content from previous hidden state thereby
enabling the trained model to be robust and make context-independent
decision during evaluation. Removing the forget gate results in a sim-
plified and undemanding LSTM cell with improved performance and
computational efficiency. Empirical evaluations show that the proposed
bi-gated LSTM based network outperforms various LSTM based mod-
els for abnormality detection and generalization tasks on CUHK Avenue
and UCSD datasets.

Keywords: Abnormal event detection · Long Short-Term Memory ·
Self-contained LSTM · Abnormality generalization

1 Introduction

Abnormal event detection (AED) is a hot research area that deals with iden-
tifying the presence of abnormal behaviour and possibly knowing its details
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from images or videos [8]. Developing systems that can execute such abnormal-
ity identification tasks is important as the information gained can be used to
assess the presence of any threat in an environment [21]. Modelling video data
to extract meaningful anomalous features is challenging mainly because of the
high dimension of videos and the presence of enormously interacting features
across frames [1]. The widespread applicability of AED in industry, academia
and surveillance systems has attracted many computer vision researchers [4].

Various abnormality detection methods rely on individually examining mov-
ing objects in a particular scene. For this, motion tracking and trajectory extrac-
tion techniques are usually employed to model peculiar activities and eventually
single out anomalous events from the scene [5,18]. In Wang et al. [23], trajecto-
ries having spatial proximity manifesting related motion patterns are classified
and used to identify outliers. Such tracking-based methods come short in abnor-
mality detection performance when occlusion occurs amongst objects, which fail
to learn intricate features in crowded environments.

Due to the scarcity of large annotated datasets and the context-dependent
problem nature [4,20], effectively handling spatio-temporal features and com-
plex long-term interactions between consecutive frames in videos is a chal-
lenge [10]. Even though developing generalizing models and employing various
motion descriptors have been proposed to tackle these challenges, there is yet
a big gap. Recently, deep convolutional neural networks (CNNs) have become
a popular tool. However, their ability is limited for learning spatio-temporal
sequence data, because of the high dimensionality of videos. Some recent works
resort to Recurrent Neural Networks (RNNs) [1] and Long Short-Term Mem-
ory (LSTM), which have become popular frameworks for modelling long-term
sequences. These methods focus on integrating them with autoencoders and
variants of convolutional layers, which limits the full potential of LSTMs. In
addition, making LSTMs a primary network component for long-term sequences
has not been thoroughly considered.

Considering the gating structures of LSTMs may squash important content
in long-term sequences, in this paper we introduce a novel and light long short-
term memory cell. We propose an end-to-end network built by stacking layers of
the proposed LSTM cells capable of yielding enhanced performance on abnormal
event detection benchmarks. During training, our network learns normal motion
features from sparse and dense optical flow data independently. The major con-
tributions of this work are summarized below: (i) We propose a novel, light long
short-term memory architecture where we discard the forget gate and replace
hyperbolic tangent activation with sigmoid function. (ii) We introduce a novel
self-contained LSTM network built by stacking layers of the proposed LSTM.
(iii) We show that the presented deep-LSTM network is computationally efficient
and achieves effective detection performance over standard LSTM networks. (iv)
Empirical evaluations show that our method performs better for generalization
task over standard LSTMs on AED benchmarks.
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2 Related Work

We give an overview of related works on abnormal event detection that focus on
convolutional neural network and long short-term memory.

CNN Based Methods. Deep CNNs have shown superior performance for
object detection and action recognition tasks. They also yield better results than
hand-crafted methods for abnormality detection task. An approach for abnor-
mal event detection is introduced by Hinami et al. [8]. In this work, generic
knowledge is used to jointly detect abnormalities and identify their detailed
attributes. This work proposes a model that can automatically identify anoma-
lies from a scene without human intervention. A spatio-temporal autoencoder
that uses deep neural networks to automatically learn video representation is
proposed by Zhao et al. [25]. Three-dimensional convolution layers are used by
the deep network to extract spatial and temporal features in a better way. An
approach that decouples abnormality detection problem into a feature descrip-
tor extraction appended by a cascade deep autoencoder (CDA) is introduced by
Wang et al. [22]. The novel feature descriptor captures motion information from
multi-frame optical flow orientations. Feature descriptors of the normal data are
then provided as input for training the deep autoencoder based CDA network.

LSTM Based Methods. Recent works have exploited LSTMs for abnor-
mality detection task due to their ability to leverage sequential and temporal
features. An unsupervised deep representation algorithm that couples stacked
denoising autoencoders (SDAE) and LSTM networks is presented by Feng et al.
[4]. Stacked denoising autoencoders are responsible for learning appearance and
short-term motion cues while LSTMs keep track of long-term motion features
to learn regularities across video frames. A spatiotemporal network for video
anomaly detection is presented by Chong et al. [1]. This work introduces a
spatial encoder-decoder module populated with convolutional and deconvolu-
tional layers, and a temporal encoder module made of convolutional LSTM lay-
ers. The spatial autoencoder handles spatial feature representation while the
LSTM module learns sequential and temporal features. Integrating convolu-
tional neural network for appearance representation with convolutional LSTM
for storing long-term motion information is introduced by Luo et al. [16]. The
developed ConvLSTM-AE architecture is capable of learning regular appear-
ance and motion cues, and encoding variations in appearance and motion of
normal scenes. In addition to these CNN and LSTM based works, maintain-
ing temporal coherency between video frames is shown to be effective for video
processing tasks like human pose estimation [13,24]. Liu et al. [13] presented
structured space learning and halfway temporal evaluation scheme for long-term
consistency in videos. Most of the endeavours just couple LSTMs with CNNs
and autoencoders for abnormal event detection. In contrast, we investigate the
potential of LSTMs without fusing with other networks for learning spatial and
temporal features, and propose a novel, effective and efficient LSTM structure.
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Fig. 1. The architecture of our self-contained sequential network and the subsequent
testing process. Top: Training Phase - left to right: input layer (cuboid) made up of
sequence of dense optical flow frames followed by an autoencoder module. This autoen-
coder contains five LSTM layers (light-orange shaded) each appended by activation
(blue-gray shaded) and batch normalization (light-rose shaded) layers, except the final
layer. The vertical dashed lines in the L-LSTM layers indicate recurrent connections
among LSTM units. Bottom: Testing Phase - left to right: sequence of video frames
from test set fed to the trained model; a model file generated from the training phase;
an output heatmap sequence produced by the trained model using input test frames.
(Color figure online)

3 Method

3.1 Overview

Figure 1 shows the architecture of our proposed LSTM-based model, which
learns long-term, spatio-temporal sequential patterns and normal appearance
and motion features from dense optical flow data. The network is built from six
LSTM layers (each consisting of a varying number of our proposed LSTM unit).
We insert batch normalization layers in between these LSTM layers so as to
obtain enhanced performance and computationally efficient network models [9].

Input Module. The input module is built by grouping together T (where T
is set to 4) consecutive dense optical flow frames in sliding window to generate
a temporal cuboid. During preprocessing, we produce sparse and dense optical
flows for every training video in CUHK Avenue [14] and UCSD [12] datasets. We
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convert these optical flow videos into frames and stack them together to form
an input cuboid layer.

Autoencoder Module. The autoencoder module emulates the function and
structure of conventional autoencoders where we employ LSTM layers instead
of convolutional and deconvolutional layers. We use 3 LSTM layers to build the
encoding sub-module and 2 LSTM layers to make the decoding sub-module.
Each LSTM layer is built based on our proposed LSTM architecture (discussed
in Sect. 3.3) with varying number of units. The first and fifth LSTM layers are
made from 32 LSTM units. The second and fourth LSTM layers consist of 16
LSTM units, while the third LSTM layer that acts as a bottleneck in the middle
contains 8 LSTM units. The final LSTM layer is a single-unit layer that reduces
the dimension of the previously learnt sequence back to a size compatible with
the input cuboid. During training, a model that is aware of the normal behaviour
of a dataset (labelled “Model.h5” in Fig. 1) is generated. The model stores motion
and appearance information about a normal environment. During testing, the
trained model is supplied with test frames mostly consisting of anomalous scenes.
The model tries to reconstruct the given frames where it fails on pixels containing
anomalies.

3.2 Optical Flow

Sparse Optical Flow. Sparse optical flow selects pixels that can be repre-
sentative of an image or frame sequence. These representative pixels contain
fairly enough content to present an image. Optical flow vectors keep track of
these interesting pixels like corners and edges. Extracted features from one frame
are sent to the next frame along a sequence to maintain consistency of pixels
(features) under consideration. We adopt the Lucas-Kanade motion estimation
technique to select and track the movement of interesting pixels in consecutive
frames, which generates sparse optical flow vectors for our video data [15]. This
technique assumes that pixels in consecutive frames are not considerably far from
each other and the time variable does not show noticeable increment between
frames. It works by employing partial derivatives on spatial and temporal gra-
dients to calculate the pixel flow at every location in an image.

Dense Optical Flow. Dense optical flow features try to model and track
motion information of every available pixel in a given image or frame sequence.
Modelling motion cues with dense optical flow yields more precise result than
sparse optical flow as the former considers all pixels in an image. Thus, it
suits well for applications that require motion learning, video segmentation and
semantic segmentation [19]. In this work, we introduce a scheme of modelling
normal behaviour by learning a network on dense optical flow vectors of a train
set. We deploy the Gunnar Farnebäck [3] method to generate dense optical flow
vectors of videos in our train set. This method functions in a two-frame scenario
by first employing quadratic polynomials to approximate the neighbourhoods
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of frames under consideration. It then applies a global displacement technique
on these polynomials to build new signals. Finally, the global displacement is
computed by using the coefficients yielded from the quadratic polynomials. The
quadratic polynomial f(x) is approximated in the local coordinate system using
Eq. (1).

f(x) ≈ xTAx + bTx + c, (1)

where A is a square matrix; b and c are vector and scalar variables respectively.
These coefficients are approximated from the weighted least squares of signals
in neighbourhood frames.

Based on the sparse and dense optical flow vectors generated using the Lucas-
Kanade and Gunnar Farnebäck methods respectively, we prepare train sets built
from these optical flow vectors for each video in train sets. By using a similar
setup in the original datasets (i.e., equal number of frames per video) [14,17],
we convert these optical flow videos into same number of frames.

3.3 Proposed LSTM Architecture

Even though standard LSTMs are capable of entertaining long-term sequential
data and solve the vanishing or exploding gradient problem of RNNs, their gating
structures are prone to overlooking important content in a long sequence. Unless
they are controlled, such gating structures may lead to ill-learnt models where
invaluable contents and long-term dependencies are not well considered during
training. We propose a mechanism that mitigates this risk of information loss
by proposing a new LSTM architecture which is capable of equally treating
important content in long sequences. The modifications we employ on standard
LSTM cells are fully removing the forget gate and substituting the hyperbolic
tangent activation used for candidate cell state computation with logistic sigmoid
activation, as illustrated in Fig. 2(a). These alterations generate an effective and
efficient, light-weight model.
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Fig. 2. Illustration of our proposed LSTM cell. (a) Alterations made to standard
LSTM cell. The forget gate with its associated point-wise multiplication operator in
the red-dashed rectangle is eliminated. tanh(.) activation in the blue-dashed rectangle
is replaced by sigmoid activation. (b) The structure of our proposed LSTM cell.
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Removing the Forget Gate. The forget gate in LSTMs decides how much of
the information from previous hidden states should be removed or kept across
a sequence. This enables LSTM-based models to learn which share of previous
hidden states are relevant and should be carried to the next hidden state. This
behaviour of forget gates is advantageous for scenarios where discontinuations
are constantly observed in sequential data or for applications that positively
overlook the significance of previous information by prioritizing current content.
For these cases, the forget gate tries to nullify the impact of previous memory
state while computing candidate memory by giving attention to current input.

For abnormal event detection problems that focus on analyzing appearance
and motion patterns, an LSTM-based model should keep information from previ-
ous memory for longer duration to effectively compute candidate memory state.
Sustaining such information from previous frames and learning their features
enables models to reasonably compute the candidate state at every time step.
This makes current memory state well informed of previous content and more
reliable for performance evaluation. So, we propose removing the forget gate
from LSTMs for abnormality detection as we need to keep all information from
previous sequences.

Replacing the Hyperbolic Tangent Activation. In addition to removing
the forget gate, we also replace the hyperbolic tangent activation of candidate
cell state with logistic sigmoid activation:

C̃t = δ(WC ⊗ [ht-1, xt] + bC). (2)

Hyperbolic tangent activation used in conventional LSTMs is not effective when
learning feed-forward networks. The performance of such networks decreases
significantly whenever the network goes deeper [6].

Compared to standard LSTM, the proposed LSTM architecture where the
forget gate is “forgotten” gains performance effectiveness and computational effi-
ciency. The former is attributed to the fact that the model is made to learn long-
term sequential data without suppressing previous information. On the other
hand, computational efficiency gains are manifested as the proposed LSTM
works with lesser number of parametres. The architecture of the new LSTM
structure is show in Fig. 2(b), which can formulated as

it = δ(Wi ⊗ [ht-1, xt] + bi),

C̃t = δ(WC ⊗ [ht-1, xt] + bC),

Ct = Ct-1 + C̃t,

ot = δ(Wo ⊗ [ht-1, xt] + bo),
ht = ot ⊗ tanh(Ct).

(3)
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4 Experiments

4.1 Datasets and Settings

Datasets. We train and evaluate our model on three popular abnormal event
detection datasets; CUHK Avenue [14], UCSD Ped1 and UCSD Ped2 [12].

CUHK Avenue is populated with 16 training and 21 test videos split into
15328 frames for training and 15324 for testing each with a resolution of 640 ×
360 pixels [14]. Avenue’s test set contains frame-level masks for ground truth
annotations. Fourteen distinct events are classified as abnormal in this dataset
like loitering, running, romping, pushing a bike, moving towards camera, and
throwing a paper or bag.

UCSD is one of the most challenging datasets for video abnormality detec-
tion problem. It consists of video recordings captured from two distinct pedes-
trian walkways. Videos from the first pedestrian walkway make up Ped1 dataset
comprising 34 training and 36 test videos, which are split into frames of 238×158
pixel resolution. On the other hand, Ped2 contains 16 training and 12 test videos
whose frames have a resolution of 360×240 pixels [12]. Every video in Ped1 test
set is fragmented into 200 frames, whereas each of Ped2’s test set videos are
split into a varying number of 120, 150 and 180 frames. Both Ped1 and Ped2
datasets contain frame-level annotation for abnormalities. Abnormal events in
this dataset include the presence of car, bicycle, wheelchair, skateboard, and
walking on grass or moving in wrong direction across a walkway.

Implementation Details. We generate sparse and dense optical flows for every
raw video in the training set of Avenue, Ped1 and Ped2 datasets. We then change
these video-form optical flows into frames similar to the setup in the original
dataset [12,14]. These optical flow vectors of the training set and raw videos
from the original test set are converted into frames of size 224 × 224 pixels.
Pixels of the optical flow input frames are then scaled down to a range between
0 and 1 so that the frames are on a same scale. The frames containing optical flow
information and image content are then changed to gray-scale and normalized to
assume a mean value of zero and a variance of one. The input to the network is
a cube built by stacking a sequence of optical flow frames with dynamic number
of skipping strides. The input cube has a size of T × 224 × 224 × 1 (where T is
assigned to 4 in all of our experiments).

We separately train our deep network on sparse and dense optical flow data
that we prepare for CUHK Avenue and UCSD datasets for sixty epochs. We also
train the network on the original Avenue and UCSD datasets for performance
comparison (discussed in Sect. 4.2). We divide the train sets into two sub sets: 1)
a set containing eighty five percent of the training data that is used for training
the network; and 2) a set that is made of the remaining fifteen percent which is
used for validating the model. We use Adam gradient-based optimizer proposed
by Kingma and Ba [11] with a learning rate of 10−5 for optimizing the network,
and a single batch of size 8. Adam is capable of automatically adjusting the
learning rate by reviewing previous model weights, and is computationally cheap
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and efficient. After training for the required number of epochs, we evaluate each
model generated after every epoch with test data. We then choose the best AUC
by EER evaluation result produced by the most effective model.

Evaluation Metrics. Similar to [2], we evaluate the performance of our devel-
oped model using the Area Under Curve (AUC) by Equal Error Rate (EER)
metrics, a popular scheme to evaluate the effectiveness of models for such recon-
struction based tasks [7,25]. Besides, we use the regularity score that calculates
the uniformity of a test data’s behaviour.

Table 1. Performance comparison of the proposed method with related methods and
Standard LSTM based network on CUHK Avenue and UCSD datasets.

Method Avenue Ped1 Ped2

AUC EER AUC EER AUC EER

Chong et al. [1] 80.3 20.7 89.9 12.5 87.4 12.5

Hasan et al. [7] 70.2 25.1 81.0 27.9 90.0 21.7

Hinami et al. [8] – – 69.9 35.9 90.8 17.1

Luo et al. [16] 77.0 – 75.5 – 88.1 –

Wang et al. [22] – – 65.2 21.0 – –

Zhao et al. [25] 80.9 24.4 87.1 18.3 88.6 20.9

Standard LSTM 65.2 36.3 65.2 38.1 75.6 31.4

Ours (bi-gated LSTM) 67.6 36.2 69.7 32.2 87.0 18.7

4.2 Comparison with State-of-the-Art Methods

We compare our method with related works and standard LSTM on video
anomaly detection datasets in Table 1. The Standard LSTM method depicts
a network built from conventional LSTM cells whose forget gate is not removed.
Performance evaluation shows the results we obtain with a model trained on
dense optical flow data.

Figure 3 shows AUC-by-EER ROC curves produced by our network trained
on dense optical flows. Our proposed LSTM cell and the self-contained net-
work yields enhanced detection performance than standard LSTM based models
achieving 11.4% and 12.8% improvement on AUC and EER measures respec-
tively with Ped2 test set, almost 4% improvement on both AUC and EER with
Ped1 test set. It also gains 2.5% AUC betterment than standard LSTM based
network on Avenue test set. The proposed model shows performance gains when
learning on dense optical flow data than learning on videos from the original
datasets. Our model that is trained on dense optical flow data achieves 0.9%
AUC and 2.0% EER improvement than a model trained on the original dataset
for Ped2 test set. Our dense optical flow based model also detects abnormalities
better than sparse optical flow based model achieving 0.4% AUC and 1.0% EER
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Avenue AUC: 67.6, EER: 36.2 Ped2 AUC: 87.0, EER: 18.7

False Positive Rate False Positive Rate

Ped1 AUC: 69.7, EER: 32.2

False Positive Rate

Fig. 3. ROC curves generated by our network trained on dense optical flows of Avenue,
Ped1 and Ped2 dataset respectively.

gains for Ped2 test set. Similarly, we notice significant performance improvements
on Avenue and Ped1 test sets too. The proposed approach also achieves com-
petent and closer detection performance when compared to other related works
on UCSD Ped2 test set. Despite the presence of challenging scenarios in these
datasets like camera shakes, illumination variations and low resolution frames,
learning our deep LSTM network on dense optical flows results in a robust model
capable of effectively discriminating different forms of irregularities.

We also qualitatively evaluate the performance of our trained model on test
sets of AED benchmarks. Figure 4(a) shows regularity score of sample test videos
from CUHK Avenue, Ped1 and Ped2 datasets respectively. Figure 4(b–e) shows
groundtruth abnormalities and the evaluation heatmaps generated using differ-
ent variants of LSTM based methods. The regions highlighted in dark-yellow
and red-yellow show the presence of anomalous events (viz., throwing a bag in
Avenue, and car and biking in both Ped1 and Ped2 datasets) on the specific
pixels in the frames.

We can witness that the proposed method can effectively single-out appear-
ance and motion abnormalities in different environments. Whereas the standard
LSTM in Fig. 4(c) and LSTM without input gate in Fig. 4(d) are deceived by
various normal appearance and motion information such as person standing,
background colour and person walking and treat them as abnormal, our bi-gated
LSTM shows robust performance to such challenging scenarios.
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(a)

(b) (c) (d) (e)

Fig. 4. (a) (Left-to-right) Regularity score of sample videos from Avenue, Ped1 and
Ped2 test sets respectively. (b) (Top-to-bottom) groundtruth annotations from Avenue
(throwing), Ped1 (car and biking) and Ped2 (car and biking) test sets respectively.
(c) (Top-to-bottom) corresponding qualitative results using standard LSTM. (d) (Top-
to-bottom) corresponding qualitative results using LSTM (without input gate). (e)
(Top-to-bottom) corresponding qualitative results using our LSTM (without forget
gate). Regions highlighted in yellow and red-yellow indicate pixels containing anoma-
lous scenes (appears best in colour). (Color figure online)

5 Conclusion

In this work, we introduce a bi-gated LSTM structure for abnormal event detec-
tion and generalization task whose forget gate is removed. We present a self-
contained, end-to-end network based on this LSTM cell. We show that the pro-
posed LSTM cell gains performance effectiveness and computational efficiency
when trained on dense optical flows significantly improving handling of appear-
ance and motion irregularities. Our method also attains performance competitive
to the state-of-art methods on UCSD Ped2 dataset. Future works may consider
improving performance limitation of the proposed method for Avenue and Ped1
datasets by coupling with other network structures.
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Abstract. In order to address the problemof ghosting and gap in the field of image
stitching,we proposed a novel image stitchingmethod based on seed region growth
algorithm and Poisson fusion. Firstly, PSO (Particle Swarm Optimization) is used
to improve the accuracy of image registration. Then we combine the improved
seed region growth algorithm with Poisson fusion to implement image stitching.
Experimental results illustrate outstanding performance of ourmethod by compar-
ing with one famous image stitching tool: PTGui and one existing image stitching
method. Our method can effectively solve the problem of ghosting and gap in the
process of image stitching, and avoid objects distortion.

Keywords: Image stitching · Particle swarm optimization · Seed region growth
algorithm · Poisson fusion

1 Introduction

Image stitching is an important research area of computer vision [1–3]. Image stitching
has beenwidely used in virtual reality, medical imaging, intelligent surveillance,military
navigation and other fields.

We proposed an image stitching method based on seed region growth algorithm and
Poisson fusion, which can generate seamless mosaic images and restore real panoramic
images to the greatest extent. The rest of the paper is organized as follows. We first
review related work in Sect. 2, and discuss our improved image stitching method in
Sect. 3. Section 4 shows the comparison of our experimental results with other methods,
and Sect. 5 summarizes our paper.

2 Related Work

2.1 Image Registration

Feature-based image registration has the advantages of stability and accuracy, and has
become mainstream registration method for image stitching [4, 5]. SIFT (scale invariant
feature transform) algorithm [6] keeps invariance to image translation, rotation, contrac-
tion, expansion and so on, but the number of feature points extracted by SIFT algorithm
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is too large, which leads to a large amount of computation and low efficiency. On the
basis of SIFT algorithm, Bay et al. proposed an accelerated algorithm, SURF (speeded
up robust features) [7], which maintains invariance under both scale and affine transfor-
mations. The calculating speed of SURF is 3 to 5 times faster than that of SIFT, at the
same time, the accuracy has not been reduced. In recent years, researchers have studied
and proposed different solutions on feature points detection and matching. Such as an
image matching method of improved SIFT algorithm based on PSO [8].

2.2 Image Fusion

The Linear weighted fusion algorithm, such as direct averaging, is often used in image
fusion [9]. The direct stitching method [10], the fade-in and the fade-out weighting
average method [11] and the multi-resolution blending method [12] are three commonly
used image fusion methods. The weighted average incremental gradual fusion method
[13] calculates the weight coefficients of the two images respectively. It calculates the
relative distance between the boundary of the overlapping region and the current position
of the pixel in the overlapping region. Multi-resolution fusion method interprets the
image using the structure of an image pyramid [14]. Image pyramid is a kind of original
image with decreasing resolution which is arranged into pyramid shape by continuous
down sampling with constraints.

3 Our Image Stitching Method

We propose an improved image stitching method to solve the problem of gap and ghost.
Particle swarm optimization is introduced to improve the registration accuracy, and then
the improved seed region growth algorithm and Poisson fusion are combined to get the
final stitching result.

3.1 Image Registration

We conducted the research on the feature point registration method in the previous stage.
In order to obtain more accurate feature points registration, ORB feature points image
matching method is improved by introducing PSO, which we name it P_ORB [15]. In
the following experiment, we take the three pictures of snow mountain scenery in Fig. 1
as the input images.

Fig. 1. Original images of snow mountain: (a) Left image; (b) Middle image; (c) Right image.
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From Fig. 2, we can clearly see the comparison between the purified registration
images by P_ORB algorithm and the unpurified registration images. By adopting PSO,
we can eliminate most mismatching point pairs and get a more accurate matching result.

Fig. 2. Feature points matching: (a) the unpurified result of (a) and (b) in Fig. 1; (b) the purified
result using PSO of (a) and (b) in Fig. 1; (c) the unpurified result of (b) and (c) in Fig. 1; (d) the
purified result using PSO of (b) and (c) in Fig. 1.

The number of matching points obtained by ORB and P_ORB are shown in Table 1.

Table 1. Correct match rate comparison table.

ORB P_ORB

Total matching number 157 123

Correct matching number 93 95

Correct matching rate 59.2% 77.2%

3.2 Poisson Fusion

Poisson fusion [16] was originally used for scene fusion. The basic idea of the fusion
method is to use the guide field to perform modular interpolation processing to recon-
struct the pixel values in the region. The principle of Poisson fusion is shown in the
Fig. 3.

Fig. 3. Poisson fusion schematic.

Where h is the scene in the original image, w is the gradient field of h, S is the image
domain after fusion,� is the scene covered by S, ∂� is its boundary, g* is a known scalar
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function, indicating pixels outside �. The value g represents the pixel value within �.
To achieve a smooth transition without gaps, the gradient values within � should be
as small as possible to convert the seamless fusion of the image into a gradient field
minimization problem. g can be obtained by the following equation:

min
g

¨

Ω

‖∇g‖2, g|∂Ω == g∗|∂Ω (1)

where ∇ =
[

∂
∂x ,

∂
∂y

]
is the gradient operator. The minimum of function G = ‖∇g‖2 =

g2x + g2y and G satisfies the Euler-Lagrange equation, therefore its solution can be
expressed by the Laplace equation:

�g = 0, (x, y) ∈ Ω, g|∂Ω = g∗|∂Ω (2)

Where, � = ∂2

∂x2
, ∂2

∂y2
is the Laplace operator.

The Poisson equation cleverly solves the transition smoothing problem by using the
gradient field w of h as the guiding field. The purpose of the guiding field is to make the
gradient of g as close as possible to the gradient of h, while maintaining the details of the
image at the maximum to ensure that the boundary does not show significant transitional
traces. After optimization, the following equation is adopted for the calculation:

min
g

¨

Ω

‖∇g − w‖2 = min
g

¨

Ω

‖∇g − ∇h‖2, g|∂Ω = g∗|∂Ω (3)

Bring the Euler-Lagrange equation again, the result is as follows,

�g = div(w) = div(∇h), g|∂Ω = g∗|∂Ω (4)

where div(w) represents the divergence of the gradient field w. This equation is the
mathematical basis of Poisson fusion technology. In the image stitching processing of
overlapping scenes, the gradient field of the image is used as the guiding field.

According to the edge fusion characteristics of Poisson fusion, we can create a
template to eliminate the ghosting and reduce the gap when performing image fusion.
How to determine stitching lines is the key to create the template.

3.3 Improved Seed Region Growth Method

In this paper, how to find the optimal stitching lines is taken as a region segmentation
problem. We use the gray-scale difference algorithm to optimize the seeded region
growth algorithm [17] to get the best stitching line, and then generate the stitching
template.

We calculate the Euclidean distance of the intensity difference between the cor-
responding pixels from high to low between two columns to determine the smallest
distance, and furthermore to clarify the overlap. For color images, the color has three
channels of RGB, and the average of the intensity distances of the three channels is
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calculated with Eq. 5. The distance between the i-th column in A image (w× h) and the
k-th column in B image is,

d(k, i) =
h∑

j=0

1

3
((RA

kj − RB
kj)

2 + (GA
kj − GB

kj)
2 + (BA

kj − BB
kj)

2) (5)

Where RA
kj represents the R channel value of the pixel in the j-th row and the k-th column

in the A image, and so on. For the i-th column in the B image, assuming that the column
with the smallest distance from the A image is m, then:

d(m, i) = mind(k, i) k:0 → w (6)

In this way, for each column in the B image (0 ≤ i < w), the column in the A image
with the smallest distance can be found. If the distance is the smallest when i = n, then:

d(m, n) = mind(m, i) i : 0 → w (7)

That is, for each column in A image, we find the smallest distance column from B
image. The minimum distance determines the two columns with the smallest distance
and calculate the overlap area.

According to the overlapping part of the image, the difference in intensity of the
overlapping regions is first calculated, and then the image is segmented using seed
region growth. Taking (a) and (b) in Fig. 1 as an example, the optimal suture is shown
in Fig. 4. The method in this paper selects region 1 as the first seed and region 2 as the
second seed. These are restricted seed pixels for region growth, and they represent the
region limit to which pixels are selected during region growth.

Fig. 4. The overlapping region’s intensity differences between Fig. 1(a) and Fig. 1(b).

After the seed pixels of the region growth are determined, the optimal suture can be
calculated combined with the gray-scale difference algorithm by the following steps:

Step 1: Traversing the image and find all foreground pixels (pixel which value is not 0);
Step 2: The pixels are stored in a priority queue, wherein the priority of the elements is
the gray value of the images in the luminance difference image;
Step 3: We take the highest priority pixel from the priority queue and check all its
neighborhoods. The neighborhood pixels belonging to the background are set to the
values of the pixels of the fetched priority queue. Then they are added to the priority
queue.
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Step 4: When the priority queue is empty, all the pixels in the image have a certain
non-zero value, and the boundary between the first seed pixel and the second seed pixel
is the preliminary suture.
Step 5: Optimize the final suture using the gray-scale difference algorithm on the
preliminary suture.

Fig. 5. Initial positioning of the stitching seam.

In Fig. 5, image A represents a reference map, image B represents a registration
map, image size is M × N, and � represents an overlap portion [18]. Pi(xi, yi) is a point
in the � axis, the length of the i-th row of the overlapping portion is Li, and for the
point Pi(xi+j, yi) adjacent to Pi(xi, yi), the gradation difference �gij of the two images
is calculated using Eq. 8.

�gij =
Li
4∑

k=− Li
4

|fA(xi + j + k, yi) − fB(xi + j + k, yi)| (8)

After calculating the gray difference of Li+ 1 positions, the point P′
i(x

′
i, y′

i) of

min
{
�gij

∣∣∣−Li
4 ≤ j ≤ Li

4

}
is selected as the final stitching point of the line, and the line

of the switching point is the final stitching line [19].
The stitching template image generated according to the above improved method is

shown in Fig. 6.

Fig. 6. Initial positioning of the stitching line.
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3.4 Poisson Fusion with Improved Seed Region Growth Method

This template is used for subsequent fusion. The method introduced above can be
extended to the calculation of stitching seams of multiple images. The result of template
of snow mountain is shown in Fig. 7.

Fig. 7. Templates of snow mountain images: (a) Left template; (b) Middle template; (c) Right
template.

According to the template, the stitching result obtained by Poisson fusion method
of snow mountain images is shown in Fig. 8.

Fig. 8. Snow Mountain Panorama.

4 Experimental Results and Comparative Analysis

In order to evaluate the performance of ourmethod, we compared the results of this paper
with the stitching resultswith PTGui software and the seed region growthmethod. PTGui
is a famous panoramic image stitching software [20]. PTGui can quickly and easily create
dazzling panoramic images.

The below figures show the results of image stitching experiments in different sce-
narios. FromFig. 9(b), the panorama of campus images, we can see that thewhite vehicle
is elongated and the vehicle is deformed. The experimental result in Fig. 10(c) show us
obvious distortion in windows and some other places after being stitched by the original
seed region growth algorithm. Figure 11(b), the panoramic image stitched by PTGui,
shows us that the table boxed with red rectangle is elongated. There are obvious gaps
and color changes in Fig. 11(c), the panorama obtained the original seed area growth
algorithm. However, the panoramic images obtained by our method have no gaps and
shadows, at the same time, maintain the original shape of the object.
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Fig. 9. Campus images: (a) Original campus images; (b) Panorama by PTGui; (c) Panorama by
seeded region growth method; (d) Panorama by our method.

Fig. 10. Building images: (a) Original building images; (b) Panorama by PTGui; (c) Panorama
by seeded region growth method; (d) Panorama by our method.
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Fig. 11. Indoor images: (a) Original indoor images; (b) Panorama by PTGui; (c) Panorama by
seeded region growth method; (d) Panorama by our method. (Color figure online)

The quality of the stitching results obtained by different methods was evaluated by
edge spectroscopy DoEM [21] and structural similarity SSIM [22]. The edge difference
spectrum DoEM includes three parts: image edge detection score, edge difference spec-
trum construction score and image difference spectrum information statistical score. The
specific calculation formula is,

DoEM = e− ς2

h4

(
βee

− ωe
h1 + βωe

− ωe
h2

βe + βω

)
+

(
1 − e− ς2

h4

)
e− ς2

h3 (9)

where βe represents the mean value of the boundary region of the image edge difference
spectrum over region; βω and ς2 respectively represent the overall mean and overall
variance of the image edge difference spectrum over region; h1, h2, h3, and h4 represent
four constants, and their values are selected according to the 3 σ criteria. The value of
the above formula is between 0 and 1. Greater value indicates less misalignment of the
stitching effect diagram, and that the brightness is excessively smoother.

The structural similarity SSIM scoring results are composed of three elements:
brightness similarity, contrast similarity and structural similarity of the image lossless
mosaic effect map. The specific calculation formula is described as follows,

SSIM (x, y) = (2vxvy + h1)(2ψxy + h2)

(v2x + v2y + h3)(ψx + ψy + h4)
(10)

where vx and vy respectively represent the average intensity values of two adjacent
images. The parameter ψx, ψy, ψxy represent the correlation coefficient between two
adjacent images, that is, the standard deviation. The SSIM value is closer to 1, and the
degree of image distortion is lower.
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According to the evaluation indexes introduced above, the objective quality evalua-
tion of the stitching results by different methods is illustrated in Table 2.

Table 2. Objective evaluation comparison result.

Test images Method of
this paper

Seed region
growth
method

PTGui

DoEM SSIM DoEM SSIM DoEM SSIM

Building 0.971 0.913 0.821 0.897 0.954 0.905

Campus 0.957 0.938 0.874 0.914 0.933 0.927

Indoor 0.949 0.965 0.883 0.903 0.934 0.942

From Table 2, we can see the image stitching result obtained by the method proposed
in this paper is superior to that obtained by PTGui and seed region growth method.

5 Conclusion

This paper proposed an improved image stitching method based on seed region growth
algorithm and Poisson fusion to solve the problem of ghost and gap. The key factors
of our method are: (1) introducing PSO algorithm to improve the accuracy of feature
point matching based on ORB; (2) optimizing the last step of the seed region growth
algorithm using the gray difference algorithm; (3) combining the improved seed region
growth algorithm with Poisson fusion to get better stitching result. Experimental results
show the proposed method achieves robust stitching performance in different scenarios.
How to reduce the computation load of our method is our future study.
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Abstract. Illumination harmonization is an important problem for
high-quality image composite. Given the source image and the target
background, it aims to transform the foreground appearance that it
looks in the same lighting condition as the target background. Because
the ground-truth composite image is difficult to get, previous works can
use only synthetic datasets, which however, provide with only artificially
adjusted and limited inputs. In this paper we contribute to this problem
in two aspects: 1) We introduce a semi-automatic approach to capture
the ground-truth composite in real scenes, and then create a dataset that
enables faithful evaluation of image harmonization methods. 2) We pro-
pose a simple yet effective harmonization method, namely the Gray Mean
Scale (GMS), which models the foreground appearance transformation
as channel-wise scales, and estimates the scales based on gray pixels of
the source and the target background images. In experiments we evalu-
ated the proposed method and compared it with previous methods, using
both our dataset and previous synthetic datasets. A new benchmark thus
is established for illumination harmonization in real environments.

Keywords: Composite image · Harmonization · Illumination
estimation · Synthetic dataset

1 Introduction

Image composite is a commonly used technique for image editing. One of the
most important case should be background replacement, which needs to cut the
interested object (the foreground) from the source image and paste it into the
new target background. Since the source and the target scenes may have very
different lighting condition, simply composite images with cut-and-paste may
produce unrealistic result.

Generally, to harmonize the foreground appearance, we should first remove
the effect of the source illumination, and then add the effect of the target
illumination. However, since both the geometry and the lighting condition are
unknown, accurate and robust harmonization is very difficult. Previous methods
usually work with empirical assumptions, or by learning with image statistics.

c© Springer Nature Switzerland AG 2020
N. Magnenat-Thalmann et al. (Eds.): CGI 2020, LNCS 12221, pp. 193–205, 2020.
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(a) source image (b) cut-and-paste (c) harmonized result (d) groundtruth

Fig. 1. An example of illumination harmonization. (a) The source image and the fore-
ground mask. (b) The target background and the composite without harmonization.
(c) The harmonized result. (d) The ground-truth composite.

The pioneer work of Lalonde et al. [7] proposes a learning-based method for the
assessment of image realism, the learned model also can be used to harmonize
composite image. Xue et al. [20] experimentally identifies some key factors that
take effect to the realism of image composite. The power of deep learning can
be also exploited for image harmonization (see Sect. 2 for details).

Since the ground-truth appearance of the foreground in the target back-
ground is usually unknown and hard to get, previous methods can conduct their
evaluations with only user study [20,22] or synthetic datasets [17]. Given a natu-
ral image and the foreground mask, a cut-and-paste composite can be produced
by artificially adjusting the foreground appearance. The adjusted and unad-
justed image then can be used as the input and the ground-truth composite
for the harmonization, respectively. In practice this approach presents at least
two limitations: First, the source background image is unavailable. As the case
in Fig. 1, for usual composite tasks the source background is completely differ-
ent from the target background, and has consistent lighting condition with the
source foreground. The source background provides with important information
of the source lighting condition, which however, does not exploited in previ-
ous methods due to the limitation of synthetic datasets. Second, the synthetic
foreground adjustment maybe different from the appearance changes caused by
different lighting conditions, especially for specular and detailed lighting effects,
so it maybe inaccurate for high-quality composite.

In this paper we aim to address the above limitations of previous datasets and
methods. First, we design a tool to produce image harmonization dataset, which
can get the foreground object appearances in different background, and impor-
tantly, guarantee accurate spatial registration of the foreground region in differ-
ent images. Based on this dataset we perform a faithful evaluation to previous
methods. Second, we propose a very simple approach that can effectively exploit
the source background for improving the realism of composite. Our method is
learning-free, and inspired by recent works for color constancy [10]. Instead of
using all pixels for harmonization, we find that using only gray pixels [12] can
produce significant better results. We propose to compute the foreground appear-
ance transformation as the Gray Mean Scale (GMS), which avoids to estimate
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the absolute illumination color and intensity, and outperforms previous methods
on both our dataset and previous synthetic datasets.

2 Related Work

According to the different properties of input images, image harmonization may
be achieved with different techniques, such as color and style transfer [8,13],
gradient domain image fusion [11,18], color constancy [5,12], illumination esti-
mation [6,19], etc. Since we focus on only one of the most common cases where
the image inconsistency is mostly due to the illumination environments, in the
below we just briefly introduce the works closely related with our work, with
harmonization methods and datasets being discussed separately.

2.1 Previous Methods

A simple way to harmonize the composite image is to transform the foreground
that it has the same mean and variance as the background. This idea was first
introduced by Reinhard et al. [13] for color transfer. The Match-Color tool in
PhotoShop also adopts this strategy for image harmonization. However, this
approach does not distinguish between object color and lighting color, which
leads most of the adjusted images disharmonious.

Lalonde et al. [7] provided a measure to judge the realism of a composite
image, and recolor unnatural composite images. The method is based on color
statistics learned from a collection of natural images. Although this method can
be more adaptive to image contents by learning from natural images, it still does
not separate the effect of object color and lighting color, and thus suffers from
similar problem as [13].

The work of Xue Su et al. [20] experimentally selected some key statistical
measures that may determine the naturalness of composite images. Given a com-
posite image, they adjusted the foreground histogram to match the background
histogram with respect to the selected key statistical measures, which further
excludes the effect of image statistics uncorrelated with image realism.

In recent years the power of deep learning also has been exploited for image
harmonization. Zhu [22] trained a CNN model to predict the visual realism of
composite images, and adjust the appearance of the foreground area in order to
optimize the realism score. Given a large number of composite images and their
corresponding ground truth, Tsai [17] trained a deep model to harmonize image
in combination with the semantic information of the image.

Although the learning-based methods maybe powerful in capturing the rela-
tionship between the foreground and the background, previous methods attempt
to learn with all pixels of the foreground and the background, which forms a very
large product space dependent on the object and the scene materials as well as
their geometry and spatial distribution, making the learning task difficult to
capture the true features related with image realism.
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2.2 Previous DataSets

In the work of Lalonde et al. [7] for image realism assessment, they semi-
automatically created a dataset of composite images based on the segmented
image objects from the LabelMe database [14]. The main purpose of this dataset
is for assessing image realism. Although it is also adopted for evaluating image
harmonization methods [7,20], only qualitative evaluations are supported due to
the missing of the groundtruth.

To enable the training of deep network for assessing image realism, Zhu
et al. [22] generated a larger dataset with similar approach as Lalonde et al.
However, this dataset still does not provide with ground-truth composite.

The image harmonization work of Tsai et al. [17] contributed a synthetic
composite dataset with ground truth. The unrealistic composite images are gen-
erated by artificially adjusting the foreground appearance of images from COCO
[2], MIT-Adobe FiveK [9] and Flicker datasets. With this method it is easy to
generate large quantity of images with ground truth. However, as we have anal-
ysed in the introduction, this approach can not provide with the source back-
ground, and meantime the adjustment to the foreground may be unnatural. In
real scenario the source background is almost always available and usually pro-
vides more information of the illumination environment, it thus should not be
ignored by image harmonization methods.

More recently, Wenyan et al. [4] published a comprehensive synthetic dataset
for image harmonization, it contains 4 sub-datasets: HCOCO, HAdobe5k,
HFlickr, and Hday2night, each of which contains synthesized composite images,
foreground masks of composite images and corresponding real images. However,
the synthetic approach of [4] is similar as that in Tsai [17], and thus still suffers
from the same limitations.

3 Our DataSet

As mentioned above, firstly we need to create a dataset with ground-truth com-
posite by capturing images in real environments. The main difficulty is that, it
is hard to capture images with accurately aligned foreground and completely
different background, which requires us to move the foreground object while
keeping its relative position and pose with the camera. A potential approach is
to fix the object and camera with a rigid frame; however, in practice we found
that this way is not easy to be operated since slight movement of the camera or
the object may introduce significant registration error to the foreground object.

To address this problem, we propose the computational approach as demon-
strated in Fig. 2, which consists of the four steps as follows:

1) Capture the source image: Given the selected foreground object (which may
have any shape and size), we first capture a reference image, and cutout the
foreground object Fs manually with the QuickSelection tool of PhotoShop.
The result is as shown in Fig. 2(a). The reference image then will be used as
the source image for the composite.
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Fig. 2. The proposed approach to get the ground-truth composite in real environments.
(a) The source image with the foreground object mask. (b) The captured target image
with roughly-aligned foreground. (c) The computed ground-truth composite image with
accurately aligned foreground. (d) The target background by image completion.

2) Capture the roughly-aligned target image: To get the ground-truth composite
of Fs in the target background, we first capture an image of the object in the
target background (Fig. 2(b)). Importantly, the target foreground region F̃t

should be roughly aligned with the reference foreground object Fs. To facil-
itate this process and guarantee the result precision, we developed an semi-
automatic tool which can automatically select the best-aligned view when the
camera is moving. Details about this will be covered in Sect. 3.1.

3) Compute the aligned ground truth: To guarantee accurate alignment with
Fs, the ground truth is finally computed by transforming Fs that the result
appearance keep consistent with F̃t. In order to completely cover the region
of F̃t in the target image, a spatial transformation A also may be applied to
Fs. Figure 2(c) shows an example. Note that the difference of the computed
ground truth with the captured target image (Fig. 2(b)) should be very small.
Please see Sect. 3.2 for more details.

4) Compute the target background: The target background image is finally com-
puted by removing the foreground object. Since the auto-iris camera cannot
guarantee that the photos taken continuously are in consistent illumination
conditions, it is not appropriate to simply re-take a picture without objects
as target background. We adopt the method proposed by Jiahui et al. [21] to
complete the target background. The foreground mask is first slightly dilated
in order to completely remove the foreground pixels.

With the above approach, we created a dataset of 16 different objects. For
each object, one source image and 11 target images in different background scenes
and illumination conditions are captured, with image resolution of 1940× 1440.
The target images have different background scenes (indoor and outdoor) and
different illumination conditions. To enrich the illumination conditions, we use
PVC transparencies of different colors to mask the lens to simulate different
lighting colors. Figure 3 shows some exemplar images from our dataset.

3.1 Capture the Roughly-Aligned Target Image

In order to take target images of the object in different background scenes
and roughly-aligned with the reference foreground, we use a laptop computer
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Fig. 3. Some examples from our dataset. The first column is the source image and the
foreground mask, the remaining columns are the ground-truth composite in different
target scenes.

mounted with a HD camera, and developed a tool so that the photographer can
easily capture a roughly-aligned target image. Figure 4 demonstrate the interface
of our system. The reference foreground is blended with the current frame that
the photographer can supervise the alignment and move the camera accordingly.
At the same time, the alignment score of the current frame with the reference
foreground is computed in realtime, the best-aligned frame together with the
registration result and estimated target foreground object boundary are dynam-
ically updated and present to the photographer, who then can move the camera
to continuously improve the best-aligned frame, until a satisfactory result has
obtained.

The alignment score is computed with a method similar as the BRIEF feature
descriptor [3], which is a binary descriptor that is robust to significant illumi-
nation changes. Specifically, for the reference image, we first convert it to gray
image, and random sample a set of point pairs in the foreground region, with the
length of point pairs uniformly distributed in the range of [3, 7]. The point pairs
are selected so that the intensity difference of each pair is at least 5, in order
to remove point pairs in flat regions. Given the target image, we also convert
it to gray image, and then compute a BRIEF-like similarity score based on the
selected point pairs.

When the best-aligned frame is updated, we further compute a dense regis-
tration with the reference foreground. Since there is no large displacement, we
found that using the accurate variational optical flow method of [1] can obtain
pretty good registration result. With the flow map, we warp the target image to
the reference foreground, and blend them to visualize the registration error, as
shown in Fig. 4(c): (a) The current frame blended with the reference foreground;
(b) The current best-aligned frame; (c) The blended visualization of registra-
tion result by warping the target image to the source foreground using optical
flow; (d) The estimated target object boundary. Note that from the blended
visualization, the user can easily observe the registration error, so the captured
target image would be considered as good enough only if there is no obvious
registration error.

Since the reference object boundary is known, the target object boundary
can be found easily based on the optical flow registration. To further regular-
ize the flow warp, we estimate a homography transformation from the reference
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Fig. 4. Intermediate results presented
to the photographer by our system.
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Fig. 5. The distribution of mean inten-
sity of gray and non-gray pixels for the
568 images of [16].

foreground boundary to the target foreground boundary, based on a set of point
pair matches given by the flow map and sampled around the reference foreground
boundary. The target object boundary then can be obtained with the homogra-
phy transformation. Note that although homography can represent only planar
object motions, we found that it also works well for the non-planar objects in
our dataset. This is mainly because the images are roughly aligned, and the
projection difference can be well approximated with a homography. In addi-
tion, we need only to fit the motion of the object silhouette, so the non-planar
shape of interior regions would not take effect. In fact, the target object mask
is used mainly for the background completion, so small errors would not cause
any problem.

With the above approach we can easily take aligned target images in different
background scenes. The computed flow registration and the target foreground
mask are also saved together for further processing.

3.2 Compute the Ground-Truth Composite

Due to the mis-alignment between the reference and the target foreground
regions, the captured target image can not be used directly as the ground truth.
However, given the flow registration, we can easily transform the reference fore-
ground appearance, so that it is well matched with the target appearance.

If a perfect flow registration can be obtained, the ground truth foreground
appearance can be simply computed by warping the target foreground with
the flow. However, in practice the computed optical flow would contain some
errors more or less. On the other hand, because currently the harmonization
methods still not able to model directional and specular lighting effects, it is not
necessary to keep all detail effects in the target foreground. Therefore, we choose
to compute the ground truth composite simply by uniformly scale the reference
foreground intensities: Ic = kcTc, where c ∈ {R,G,B}. The channel-wise scale
factor kc is computed by average the scale factors of the pixel correspondences
given by the flow registration.
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Note that the above method can be extended easily to involve more spatial-
variant lighting effects, by computing the scale factors in overlapped local win-
dows. Obviously, using smaller local windows can better approximate the target
object appearance, but may be less robust to registration error.

4 Illumination Harmonization

In this section we will introduce the proposed illumination harmonization
method. Not as the previous methods, our method aims to make full use of
the cues provided with the whole source images and the corresponding target
background images.

4.1 The Reflection Model

According to the Dichromatic Reflection Model [15], pixel values in images can
be modeled as:

Ii = γbCiLiRb,i + γsCiLiRs,i, (1)

where i is the pixel index, L is the global illumination distribution, Ci is the
sensor sensitivity. The chromatic terms Rb and Rs account for body and surface
reflection, and they are only related to the material of the object. γb and γs are
the weight of the above two reflections.

Based on the global illumination assumption, Eq. 1 can be simplified as:

Ii = CL(γbRb,i + γsRs,i), (2)

where L and C become as constants that only related to the brightness of the
incident light and the camera sensor, respectively. Due to the difficulties in esti-
mating the detailed object materials and restoring the 3D illumination environ-
ments, we further simplify the reflection model Eq. 2 by ignoring the surface
reflection, then we have:

Ii = γbCLRb,i. (3)

In fact, given only 2D images it is less likely to model the specular and directional
lighting effects.

For two images Is, It of the same object taken in different illumination
condition, and possibly with different cameras, the scale factor ki between cor-
responding pixel values can be computed as:

ki =
Iti
Isi

=
CtLt

CsLs
, (4)

which means that the scale factor ki is independent of i, so for illumination
harmonization of images, it is reasonable to use a uniform scale factor k for the
appearance transformation from the source foreground to the target foreground.

For color images, we use channel-wise scale factors kc, c ∈ {R,G,B}, which
we have used for estimating the ground truth composite in Sect. 3.2.



Illumination Harmonization with Gray Mean Scale 201

4.2 Gray Mean Scale

For illumination harmonization, Eq. (4) can not be used to compute the fore-
ground appearance scale kc, because both the sensor sensitivities and the lighting
intensities are unknown. In theory, kc can be estimated with a reference object
that appears in both the source and the target background. However, this is still
infeasible since the background scenes are usually completely different.

Inspired by recent works for color constancy [12], we find that the pixels
with gray reflectance (gray pixels in the below) should be useful for estimating
the illumination color and intensity. If Ii is a gray pixel, its reflectance can
be denoted as Ri = (ri, ri, ri), so according to Eq. (3), normalized illumination
color can be estimated from Ii. However, the illumination intensity can not be
obtained because ri is unknown.

Obviously, if we can find a gray pixel correspondence between the source
and the target background that have the same reflectance intensity, kc can be
estimated with Eq. (4). However, this is still difficult without a perfect intrinsic
image decomposition. Alternatively, we assume that the distribution of gray
pixel reflectance in different background scenes are almost identical, or at least,
has much less variations than the non-gray pixels. To verify this, we conducted
an experiment with the 568 images from the dataset of Gehler-Shi et al. [16].
For each image, we first remove the lighting effect based on the accompany
color cards. In standard illumination condition, the pixel value directly reflects
the object reflectivity. Thus, we compute the mean value of color intensity for
gray and non-gray pixels, respectively. The gray pixels are classified with the
method we will introduce in Sect. 4.2. Figure 5 compares the distribution of mean
intensities of gray and non-gray pixels. It can be found that the mean intensity
of gray pixels varies much less than that of non-gray pixels. Therefore, we further
assume that the mean reflectance of all gray pixels is constant between different
images, kc then can be estimated as:

kc =
gtc
gsc

, (5)

where gs and gt are the mean pixel value of gray pixels in the source and the
target images, respectively.

To find the gray pixels, we adopt the method proposed in [12], which outputs
a grayness index for each pixel of the input image, predicting the likelihood that
each pixel is gray pixel. According to gray index, the gray pixels can be selected
easily. We select the top 0.1% pixels with highest likelihood as gray pixels, whose
mean then is used to compute the channel-wise scales in (5).

5 Experiments

In the experiments part, due to the fact that none of the previous methods
using real-captured dataset for quantitative evaluation, we re-evaluate previous
outstanding methods and the proposed GMS method among our dataset. In
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addition, for the sake of fairness, we also exploit previous datasets mentioned
above to evaluate all methods. Experimental results show that our method per-
forms state-of-the-art on the above datasets.

5.1 Evaluations with Our Dataset

Based on our dataset, we first evaluated the proposed GMS method together
with previous outstanding methods: Reinhard [13], Xue [20], Zhu [22], Tsai [17].
Among them, both Zhu [22] and Tsai [17] are based on CNNs. Due to the
limitation of depth network structure, we resized the input images of all methods
to be 640 × 480 for fair comparison. Besides Reinhard [13], other methods are
implemented with the author-provided source code.

Table 1 shows the Mean Absolute Error (MAE) of different methods. As is
shown, our method outperforms previous methods in all ranges of errors. Note
that for the Best 25% error, previous methods all performs not as good as the
cut-and-paste. Actually, when creating the dataset we intentionally added some
examples that have no large appearance changes, in order to test the stability
of illumination harmonization methods. Table 2 shows the Structural Similarity
Index (SSIM) scores of the harmonized image with the groundtruth.

5.2 Comparison with Previous Datasets

In order to get more general evaluations of the proposed method, we also eval-
uated it with previous datasets.

Table 1 and Table 2 also show the quantitative results of different methods
with MIT-Adobe FiveK dataset. For each image it has several versions of differ-
ent lighting effect produced by professionals using Adobe Lightroom. Different
from our dataset, it is still a synthetic dataset, and in addition, the source and
the target background are from the same scene (with different lighting effects).
We randomly generate 100 composite images including different type of scenes
such as landscapes, people and human products. As can be seen, on this dataset
our method still constantly outperform previous methods.

We also perform a qualitative comparison of different methods using the
color-checker dataset of Gehler-Shi [16]. We generated a test set of 133 composite
images. Note that in order for fair comparison, for each test image the color
checker is removed from the target background. Due to the lack of the ground
truth composite, we are not able to quantitatively evaluate the results of this
dataset. However, we analyzed the results of different methods, and found that
GMS does perform better than previous methods for most examples. Figure 6
demonstrates some examples from this dataset.
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Table 1. Comparisons of methods with MAE scores on our dataset and MIT dataset.

MAE↓ Ours MIT

Mean MedianTrimeanBest25%Worst25%Mean MedianTrimeanBest25%Worst25%

cut-and-paste 61.83 52.38 53.23 18.43 121.83 43.29 30.79 33.66 16.14 88.82

Match Color 61.79 54.31 55.59 24.40 111.33 55.92 44.59 46.36 30.10 100.53

Xue (2012) 64.12 51.45 54.77 25.44 121.03 43.28 39.45 38.47 18.58 76.97

Zhu (2015) 57.43 50.72 50.66 24.85 103.16 39.60 29.03 30.13 17.24 79.84

Tsai (2017) 60.44 52.80 54.12 29.10 104.14 36.84 30.52 30.77 17.91 67.22

Ours 53.02 49.06 48.90 16.46 97.57 31.61 26.78 28.28 14.14 55.58

Table 2. Comparisons of methods with SSIM scores on our dataset and MIT dataset.

SSIM↑ Ours MIT

Mean MedianTrimeanBest25%Worst25%Mean MedianTrimeanBest25%Worst25%

cut-and-paste0.7648 0.8361 0.8247 0.9650 0.4479 0.7717 0.8229 0.8105 0.9178 0.5505

Match Color 0.7431 0.7784 0.7756 0.9391 0.4835 0.6203 0.6865 0.6539 0.7922 0.3827

Xue (2012) 0.6939 0.7575 0.7402 0.9250 0.3729 0.6864 0.6988 0.6994 0.8624 0.4879

Zhu (2015) 0.6862 0.7235 0.7246 0.8755 0.4225 0.7030 0.7596 0.7451 0.8405 0.4856

Tsai (2017) 0.6601 0.6941 0.6879 0.8590 0.4068 0.7311 0.7703 0.7666 0.8703 0.5231

Ours 0.80660.8629 0.8538 0.9619 0.5592 0.78220.8144 0.8039 0.9185 0.6051

Fig. 6. Comparisons results on Gehler-Shi Dataset. From left to right: foreground mask,
Cut-and-Paste, Match Color, Xue [20], Zhu [22], Tsai [17] and ours.

6 Conclusion

In this paper we propose to improve image illumination harmonization. We first
developed a method for generating image composite dataset, so that we can easily
capture accurately aligned foreground objects in different background scenes.
With this tool we create a dataset that provides with the ground truth composite
together with the source background. After that, we propose a simple method to
estimate the foreground appearance transformation from the source to the target.
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Our method is learning-free, and can be better extended to unknown scenes. In
experiments we evaluated the proposed methods together with previous methods
on our dataset as well as some previous datasets. We therefore established a
new benchmark for illumination harmonization, for the first time with complete
inputs and ground truth captured in real environments.
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Abstract. In this paper, we propose a convolutional encoder network
to learn a mapping function from a noisy depth image to a 3D expres-
sive facial model. We formulate the task as an embedding problem and
train the network in an unsupervised manner by exploiting the consistent
fitting of the 3D mesh and the depth image. We use the 3DMM-based
representation and embed depth images to code vectors concerning facial
identities, expressions, and poses. Without semantic textural cues from
RGB images, we exploit geometric and contextual constraints in both the
depth image and the 3D surface for reliable mapping. We combine the
multi-level filtered point cloud pyramid and semantic adaptive weight-
ing for fitting. The proposed system enables the 3D expressive face com-
pletion and reconstruction in poor illuminations by leveraging a single
noisy depth image. The system realizes a full correspondence between
the depth image and the 3D statistical deformable mesh, facilitating
landmark location and feature segmentation of depth images.

Keywords: 3D face reconstruction · Depth image · Embedding

1 Introduction

To estimate a 3D face from a single depth image is a challenging task consid-
ering the device-specific noise and the various facial shapes due to non-planar
deformations, including poses and expressions. Most existing works rely on RGB
[4,9,10,13,33,39] or RGB-D images [2,14,37] to estimate the pose, identity, and
expression parameters of the 3D face, where the facial textures in the color
images provide semantic constraints for facial features, such as mouth, eyes,
and the wrinkle-like facial details. Note that the textures in the color image are
not stable due to the illumination variations. For the outdoor applications with
uncontrolled illuminations, e.g., in-car driving, the deteriorated facial textures
c© Springer Nature Switzerland AG 2020
N. Magnenat-Thalmann et al. (Eds.): CGI 2020, LNCS 12221, pp. 206–219, 2020.
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Fig. 1. The overview of the proposed 3D face completion and reconstruction frame-
work from a single depth image. The proposed depth image embedding network (DEN)
can be stacked on an existing base such as the ResNet for the inference of the identity,
expression, and pose codes. The encoder parameters are learned by the nonrigid align-
ment of the 3D parametric face resulted from the model-based decoder and the input
depth image. The multi-level filtered point cloud pyramid and the semantic adaptive
weighting are used for geometric alignment. The resulted dense correspondence enables
landmark location and feature segmentation of depth images.

could not act as constraints for the semantic consistency in the 3D face esti-
mation. In contrast, the depth image is invariable to illuminations and provides
stable constraints to facial shapes. To identify the semantic correspondence from
a single depth image is a cornerstone to fit the 3D face with the depth image.
Traditional methods rely on online iterative optimization [37], where the depth
images act as a supplement to the RGB-based fitting to provide geometrical con-
straints. The face estimation using only the depth image is prone to the shape
inconsistency because of the lack of textual constraints, especially in the highly
deformed region such as a large-opened mouth.

The learning-based method is feasible to exploit the intrinsic data distribu-
tion and has been used in the parameter regression for 3D face estimation from
images. Regression-based methods are used in depth-based head pose estimation
[11,12]. A deep neural network-based Poseidon [6], realizes 3D pose estimation
by a face-from-deep model to exploit orientation information in depth images.
Whereas, the pose estimation in existing work is restricted to rigid transforma-
tion with limited degrees of freedoms. The CNN-based deep regressor [28,34] is
feasible to obtain deformable expression and pose parameters from a single RGB
image. The parameter regression relieves the online computational cost, though
the annotation of training data is tedious. The regressor learned from synthetic
data avoids manual labeling, but is prone to the domain shifting [28]. Unsuper-
vised learning is plummy in avoiding the data annotation and domain adapta-
tion between the source and target tasks. The unsupervised auto-encoder-based
model [32] produces the 3D face with full-scaled facial details, where the expert-
designed decoder is used to derive 2D color image from the 3D face. Instead
of relying on RGB channels to infer codes of deformable faces, we present an
auto-encoder-based network to realize the semantic fitting of a 3D expressive
face with a single depth image.
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We propose an end-to-end depth image embedding network (DEN) to esti-
mate a 3D face from a single depth image as shown in Fig. 1. We learn the
fully convolutional network in an unsupervised manner by utilizing geometric
fitting of the nonrigid deformed 3D parametric face and the noisy depth image.
We utilize the statistical deformable facial model and realize embedding of the
depth image for code vectors regarding the facial pose, identity, and expres-
sion, which determine a 3D face uniquely. The proposed system leverages depth
images without textural constraints from color images. We present the multi-
level filtered point cloud pyramid and the semantic adaptive weighting for the
geometric alignment between the 3D expressive face and the depth image. In
order to enforce the semantic correspondence, we present the patch-based con-
textual constraint to favor the corresponding point pair with similar point cloud
encoding of surrounding patches. The system realizes a full correspondence and
parametrization of the noisy depth image and the expressive face model, where
the 3D face reconstruction is not vulnerable to the poor illumination as the RGB-
based face estimation. The dense correspondence enables landmark location and
feature segmentation of the depth images.

2 Related Work

The statistical deformable models (SDM), such as the 3D morphable model
(3DMM) [5], constitute state-of-the-arts in facial analysis tasks, including 3D
face reconstruction, pose estimation, identification, and landmark location. The
SDMs are learned from high-quality 3D facial scans and widely used with efficient
solvation in a reduced parametric space. The affine parametric model encodes
both the geometric and textural information of the available corpus. Traditional
3D face reconstruction approaches rely on online optimization from a collection
of photos or internet images [4]. The real-time 3D face tracking based on online
optimization is available [33], where the optimization solvation is sensitive to the
initialization. The prior landmark detection [18,35] is required to get a coarse
and reasonable initialization for 3D face estimation. The direct fitting of the sta-
tistical model to the depth image is prone to a mismatch of facial features, such
as the wide-opened mouth, without the semantic constraints of facial textures
[37].

The learning-based method is feasible to remove the online computational
complexity. Richardson et al. [28] generated a large set of random facial images
from known 3D geometric face to train the CNN for 3D face inference. They also
used the shape-from-shading-like criterion to obtain geometric details [29]. The
deep residual network (ResNet) is used to obtain facial geometry and texture for
identification [34]. The above supervised learning methods rely on a large set of
manual labeling or the generated synthetic data, where the labeling is tedious.
The model learned from synthetic data is prone to the domain-shifting problem.

The unsupervised or weak-supervised auto-encoder-based framework has
drawn considerable attention recently. Jaderberg et al. [17] proposed the seminal
work on the spatial transformers for models invariant to translation, scale, rota-
tion, and more generic warping. The 3DMM is used as the spatial transformer in
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the CNN [3]. Yan et al. [38] formulated the learning procedure of the single-view
3D shape reconstruction as an encoder-decoder network, where the projection
transformation was used as regularization. Kundu et al. [19] proposed a dif-
ferentiable a render-and-compare loss to learn the RCNN-based 3D shape and
pose regressor with 2D supervision. Shin et al. [30] predicted multi-view depth
images from a single depth image, where the floating scale surface reconstruction
(FSSR) method is used for 3D surface reconstruction. The MOFA method [32]
combines a CNN-based encoder with an expert-designed decoder. The trainable
corrective module was added to the auto-encoder to obtain facial details [31].
The above methods rely on the textural information of the color images for
semantic correspondence [31,32] or the postprocessing to estimate 3D surface
from resulted multi-view depth and silhouette images [30]. In this paper, the
proposed method calculates the 3D face from a single image without textural
cues or the intermediate multi-view depth and silhouette images.

3 The Proposed Approach

In this paper, we present a depth image embedding network (DEN) to develop
a 3D face completion and reconstruction model. An overview of our DEN-based
framework is shown in Fig. 1. The proposed DEN can be stacked on existing bases
such as the ResNet for the inference of the identity, expression, and pose codes.
The neural network parameters of the encoder are learned by the nonrigid align-
ment of the parametric expressive 3D face resulted from the model-based decoder
and the input depth image. More specifically, the multi-level filtered point cloud
pyramid and the semantic adaptive weighting are introduced for geometric align-
ment. The patch-based contextual constraint favors the corresponding pair with
similar point cloud encoding of surrounding patches, facilitating the semantic
correspondence and parameterization of depth images and 3D faces.

3.1 Depth Image Embedding

The proposed approach allows the estimation of 3D expressive face X ∈ R3N

with N vertices from a noisy and incomplete depth image I ∈ RM with M pixels
captured by a consumer depth camera. The task is formulated as embedding the
input depth image to a low dimensional code vector u ∈ Rk that determines the
3D expressive face uniquely. The convolutional residual network-based encoder
parameterizes the nonlinear embedding function f : I → u.

We employ the 3DMM-based parametric model [5] and represent the face X
as a linear combination of shape and expression basis.

X = X̄ + αsBs + αeBe, (1)

where X̄ ∈ R
3N denotes the neutral facial shape with N vertices. Bs ∈ R

ks×3N

denotes the first ks dominant principal components learned from neutral 3D face
scans, which are used to span the shape subspaces. Be ∈ R

ke×3Ndenotes the
expressive basis. αs ∈ R

ks and αe ∈ R
ke are the identity and expression vectors
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respectively. We use the Basel Face Model [26] to obtain the facial identity
basis. The facial mesh has approx. 36k vertices and 70k triangles. The expression
basis is obtained from the FaceWarehouse [8]. Considering different topologies
between the two face datasets, we use the nonrigid ICP algorithm [1] to align
the facial meshes of the Basel and the FaceWarehouse for dense correspondence.
Our system uses ks = 80 identity basis and ke = 64 expression basis. We also
consider the 3D rigid transformation parameters: the rotation r ∈ SO(3) and the
translation t ∈ R

3. The code vector of the 3D face is defined as u = (αs, αe, r, t),
and the code vector dimensionality k = ks + ke + 6.

Given the parametric face model, the encoder performs the code inference.
We build the encoder based on the ResNet [16] to augment the multi-level feature
fusion and information propagation, where the cascaded convolutional blocks are
used for feature extraction. The feature maps are sent to three branches with
fully connected layers for code inference regarding the identity, the expression,
and the pose.

Given the identity, expression, and pose codes u, the model-based decoder
reconstructs the 3D expressive face X from the code vector, and X = g(u). The
decoder function g is defined as:

g(u) = r(X̄ + αsBs + αeBe) + t, (2)

where the function g reconstructs the 3D face using the code vector u(αs, αe, r, t).

3.2 Self-supervision

It is not a trivial task to collect paired 3D complete face models and depth
images. When given a training dataset I, we leverage an unsupervised framework
to find the optimal parameters of the DEN-based model by penalizing the gap
between the reconstructed 3D face X and the input depth image I ∈ I.

Depth Image Fitting. The data term of the depth image fitting penalizes the
gap between the input depth image and the estimated 3D face.

Efit =
L∑

l=1

1
|θl(I)|

∑

pi∈θl(I)

wj‖nT
i · (pi − ϕ(pi))‖2. (3)

The operator θ converts the depth image to a 3D point cloud, and |θ| returns
the point number. Given the DEN-based model, we derive a matching function
ϕ to map a point p in the input depth image I to the reconstructed the 3D face
X. For a point pi, its counterpart xj = ϕ(pi) is the nearest neighbor of pi on
X. The loss function is used to minimize the weighted distance between point
pi ∈ θ(I) and its counterpart xj ∈ X. Here we use the point-to-plane distance
along the normal ni.

Instead of using a single-channel depth image for similarity analysis, we build
a multi-level hierarchy of the input depth image by denoising and down-sampling
of the 3D point clouds. We utilize the Laplacian smoothing and the Poisson
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Fig. 2. Depth image denoising and down-sampling. (a) Input depth image. 3D point
cloud of (b) 10k, (c) 3k, and (d) 500 points. (e) Geometric weighting. Shape variations of
(f) the identities and (g) the expressions. (h) Weighting according to the segmentation
map of facial features.

disk down-sampling algorithm and build the point cloud pyramid using approx-
imately 10k, 3k, and 500 points as shown in Fig. 2. The hierarchy level number
L is set to 3. θl(I) denotes the point cloud of level-l obtained by denoising and
down-sampling. The more smooth point cloud, the fewer points are used for the
similarity analysis between the depth image and the 3D parametric face.

Adaptive Weighing. Instead of using uniform weighting, we present an adap-
tive weighting scheme according to geometric variations of identities and expres-
sions. The geometric weight wg is defined by local geometric variations on the
neutral 3D face.

wg(x) =
1
2

⎛

⎝1 − 1
|S(x)|

∑

j∈S(x)

〈nj , n〉
⎞

⎠ . (4)

We measure the normal difference between vertex x and samples in a rectangular
region S centered at x. The smooth region is assigned small wg, while the region
with abrupt normal variations, e.g., the lips, the eyes, and the nose, are assigned
large weights as shown Fig. 2(e).

We utilize the statistical shape variations of identities and expressions to
define vertex weights. The shape variance of 150 neutral scans and 46 expressions
of the FaceWarehouse dataset is estimated (see Fig. 2(f, g)), where the lower
facial region has large identity and expression variances. We define the shape
variation weight wv by the normalized variance σs and σe of the identity and the
expression respectively. wv(x) = 1

Zv
(σs(x) + σe(x)). Zv is set to maxx(σs(x) +

σe(x)) for normalization.
In order to enforce fitting of facial features, we assign weight wf to vertices

according to their distance from the region of interest C on the neutral 3D mesh,
including the eyebrows, the eyes, the nose, the upper and lower lips (Fig. 2(h)).
wf(x) = exp(−minxi∈C ‖x − xi‖2).

In summary, the adaptive vertex weight w in Eq. 3 is defined as a normalized
combination of above shape and feature-related weights:

w(x) =
∑

κ∈{g,v,f}
μκwκ(x). (5)

In our experiments, the weight w is set to zero when the distance to θ(I) is
larger than 10% of the maximum span of the 3D neutral face to avoid the effect
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of data missing in the depth image. μg, μv, and μf are set at 0.3, 0.3, and 0.4,
respectively.

Contextual Consistency. We expect to minimize the distance between the 3D
face and its semantic counterpart of the depth image. However, the nearest neigh-
bor searching scheme is not guaranteed to find the semantic correspondence. We
introduce the contextual consistency constraint to penalize the matching pairs
without similar point cloud encoding of surrounding patches. Consider a match-
ing point pair (p, ϕ(p)), the contextual consistency loss Econ is defined as

Econ =
1

|θ(I)|
∑

pi∈θ(I)

‖h(S(pi)) − h(S(ϕ(pi)))‖2, (6)

where h(S(p)) denotes a contextual feature of point p, which is defined by an
encoder of 3D point cloud S(p) ∈ R3kp from a patch centered at p. In the
experiments, we predefine the sampling pattern P with kp points in a 5 × 5 cm2

rectangular region to get the point cloud S(p). The point cloud S(ϕ(p)) ∈ R3kp

of matching point ϕ(p) on the 3D face is obtained by the nearest neighbor search
of S(p) on X. The point cloud S is fed to the point cloud encoder, which results
in a feature vector that is enough for reconstruction. The feature vector resulted
from the encoder is defined as the contextual feature. The contextual features
of facial points on training depth images can be computed in the preprocessing.
A two-layer point-wise multi-layer perceptron (MLP) and max-pooling layers
are used to model the encoder of point clouds, similar to the PointNet [27].
Three fully-connected (FC) layers are used for the point cloud reconstruction.
The neural network parameters of the autoencoder are learned offline from point
clouds of both noisy depth images and 3D face meshes. Note that by minimizing
Econ, we enforce the semantic correspondence and favor the point pairs of the
depth image and 3D face with similar contextual point clouds.

Regularization. The shape and expression parameters are regularized for a
plausible 3D face. Under the assumption that the model parameters satisfy the
zero-mean Gaussian distribution, we use the Tikhonov regularization as:

Ereg = ‖αs‖2 + ‖αe‖2. (7)

Note that the extreme case by minimizing the Ereg is that we obtain an aver-
age 3D face located at the origins of the identity and expression subspaces. In
experiments, we relax the regularization term to balance the geometric fitting
and a plausible 3D face.

Loss. The overall loss function is defined as follows:

E = γfitEfit + γconEcon + γregEreg. (8)

The weight γfit, γcon, and γreg are set at 50, 500, 2 respectively in experi-
ments to balance the depth image fitting, the context consistency, and the reg-
ularization.
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Implementation Details. We build the encoder on ResNet34 [16] for the infer-
ence of the identity, expression, and pose code vectors. The whole framework is
implemented by TensorFlow. The network is optimized using the ADAM algo-
rithm with β1 = 0.9 and β2 = 0.999. The learning rate is set to 1e − 4 initially
and used for the first 50 epochs. Then, the learning rate is divided by 2 after
every 10 epochs. The batch size is set to 32. The weight decay is set to 1e − 5.
The training of the network is on a PC with a NVIDIA TITAN X GPU, and
takes 50 h after 100 epochs. The 3D face estimation in the testing stage takes
0.015 s.

4 Experiments

Dataset and Metrics. We perform experiments on depth images captured by
the consumer depth camera Kinect. The dataset consists of 30k depth images
captured from 10 subjects with a resolution of 640×480. The dataset is split into
a training dataset of 25k images and the remaining 5k for testing. We also use
popular depth image datasets captured by Kinect: BIWI [12] and ICT-3DHP
[2]. In the preprocessing, we crop the depth images to a resolution of 154 × 154
with the face centered.

We quantitatively evaluate the proposed method in 3D face reconstruction
and attribute transfer scenarios using the mean surface deviation (MSD) metrics.
The MSD measures the mean point-to-point distance between the reconstructed
3D face and the input depth image. We evaluate the rigid transformation error
using the mean absolute error (MAE) between the estimated Euler angles and
the ground truth.

Fig. 3. 3D expressive faces obtained by the proposed method. Top: Input depth images.
Middle: 3D faces estimated by the proposed method. Bottom: Overlapping of estimated
3D faces and input point clouds. The RGB images are NOT used in our system, which
are shown as a reference.
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4.1 Results

Figure 3 illustrates the face prediction from the depth images with various poses
and expressions. We visualize the overlapping of depth images and estimated 3D
faces. The system is capable of fitting the depth images with the asymmetric
facial expression and a wide-opened mouth (the 3rd and the 6th cases in Fig. 3).
We leverage contextual constraints and adaptive weighting for semantic corre-
spondence between 3D faces and depth images without commonly used textual
constraints of facial features.

Table 1. The MSD (mm) of the proposed DEN and the compared state-of-the-art.

DEN0 DENa DENac DENacp [1] [36] [15] [39] [13] [10] [9]

Whole face 2.11 2.07 2.03 1.97 2.11 3.75 2.13 4.31 3.90 3.54 4.00

Brow 1.35 1.33 1.31 1.23 1.65 2.73 1.82 3.02 2.86 3.15 2.82

Eye 1.80 1.78 1.79 1.75 2.14 2.74 1.91 4.62 4.28 3.59 2.78

Nose 2.74 2.69 2.67 2.57 3.92 3.98 2.84 5.67 5.08 4.34 3.48

U-Lip 1.84 1.79 1.75 1.73 2.60 2.99 2.39 3.63 2.61 3.32 2.71

L-Lip 2.68 2.63 2.54 2.50 4.00 4.03 3.42 2.90 3.48 3.13 3.73

Comparison with State-of-the-Art. We report comparisons of 3D face recon-
struction as shown in Fig. 4 and Table 1. The proposed method realizes more
accurate 3D face estimation than the compared alignment-based methods, such
as the nonrigid ICP (NICP) [1], the 3DN [36], and the 3D-Coded [15] methods.

Fig. 4. Comparison of 3D face estimation. (a) Input depth image. (b) Ours. The NICP
(c) with and (d) without landmarks. (e) 3DN [36]. (f) 3D-Coded [15]. (g) 3DDFA [39].
(h) PRN [13]. (i) Deng’s [10]. (j) ExpNet [9].
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Fig. 5. Comparisons of 3D face estimation from a depth image (a) without and (b)
with contextual consistency constraints. Input depth images are plotted at the corner.
Comparisons of 3D face estimation errors (c) without and (d) with the point cloud
pyramid.

There is no guarantee for the semantic matching in the compared alignment-
based methods [1,15,36], where the reconstructed 3D face does not capture the
deformable facial expression without the help of predefined landmarks. We com-
pare the proposed method with the RGB-based methods, such as the 3DDFA
[39], the PRN [13], Deng’s [10], and the ExpNet [9] methods. Compared with
the RGB-based methods, the proposed method, as other alignment-based meth-
ods, reduces the MSD fitting errors. The poor RGB image quality of the Kinect
camera hampers textural constraints in the 3D face estimation. On the other
hand, the depth image provides partial 3D geometry, facilitating the estimation
of subject-specific facial geometries. Note that the patch-based contextual con-
sistency of our method is capable of capturing the wide-opened mouth (Fig. 4).

Ablation Studies. We perform the ablation experiments to evaluate the adap-
tive weighting, the point cloud pyramid, and contextual consistency constraints
in the proposed DEN-based framework. We compare the variants of the pro-
posed methods, as shown in Table 1. DEN0 denotes the method without the
adaptive weighting, the point cloud pyramid, and contextual consistency con-
straints. DENa denotes the model with only the adaptive weighting. DENac

denotes the model with both the adaptive weighting and contextual consistency
constraints, and DENacp with an additional point cloud pyramid. The proposed
method achieves the MSD of 1.97mm and outperforms all compared variants.
Figure 5(a, b) shows the effect of the contextual consistency constraints for the
semantic correspondence. We observe that the lip shape is more accurate by
using the patch-based contextual consistency constraints, which favor the corre-
sponding point pair with similar point cloud encoding in the surrounding patches
and achieves semantic correspondences. The gap between the estimated 3D face
and the depth image reduces when using the adaptive weighting (see Table 1).
The point cloud pyramid accommodates facial geometries in different scales,
which reduces fitting errors, as shown in Fig. 5(c, d).

Attribute Transfer. The proposed system realizes the dense correspondence
between a 3D parametric face and the depth image. The vertex attributes of
the parametric facial mesh are transferred to the nearest neighbors on the depth
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Fig. 6. Attribute transfer. Output 3D face with (a) landmarks and (b) segmentation
map overlayed. Transferred (c) landmarks and (d) segmentation maps plotted on depth
images (Red-detected landmarks, white-ground truth). (Color figure online)

Fig. 7. Comparison of landmark location in bad illuminations using (a) the proposed
method and (b) the RGB-based method [7] plotted on both depth (top) and color
images (bottom). (Red-detected landmarks, white-ground truth). (Color figure online)

image, as shown in Fig. 6. We visualize the segmentation maps of facial features
and 51 landmarks on the depth images. We compare the attribute transfer by
our method with state-of-the-art color image-based method [7] (Fig. 7). The pro-
posed method achieves reliable annotations regardless of the bad illuminations.

Pose Estimation. The proposed method is capable of the head pose estimation.
We perform the head pose estimation on the BIWI and the ICT-3DHP dataset.
We compare with prior arts [6,12,20–25] using depth images for 3D head tracking
as shown in Table 2. The MAE regarding the Euler angles, including yaw, pitch,
and roll, are reported. The proposed method outperforms the compared pose
estimation methods on the BIWI and the ICT-3DHP datasets.

Table 2. The MAE (◦) of 3D pose estimation on the BIWI and the ICT-3DHP datasets.

BIWI ICT-3DHP

Ours [12] [22] [25] [23] [6] Ours [12] [24] [20] [21] [6]

Yaw 1.2 8.9 3.6 11.1 2.1 1.7 2.6 7.2 6.9 3.3 3.4 4.4

Pitch 1.5 8.5 2.5 6.6 2.1 1.6 2.3 9.4 7.1 3.1 3.2 4.9

Roll 1.2 7.9 2.6 6.7 2.4 1.8 2.1 7.5 10.5 2.9 3.3 5.1
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5 Conclusion

We have presented a fully convolutional encoder network for 3D face completion
and reconstruction from a single depth image, exploiting adaptive weighting and
contextual constraints for semantic correspondence. We learn the encoder net-
work in an unsupervised manner and avoid the tedious annotation. The resulting
code vector of the facial pose, expression, and identity uniquely determines a
3D face that is consistent with the input depth image. The 3D face estimation
technique avoids online iterative optimization and produces stable performances
even under poor illuminations. The dense correspondence between the depth
image and the 3D deformable model enables the automatic landmark location
and feature segmentation on the depth images.
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Abstract. Structure-from-Motion (SfM), one of the most extensively
used image-based 3D reconstruction methods in Computer Graphics and
Vision, suffers from mismatching of image feature points when input
images are sparse, thus leading to miscalculation of camera rotation
matrices as well as subsequent reconstruction errors. To address these
problems, this paper reports an improved SfM reconstruction system
and proposes to suppress the miscalculation of camera rotation matrices
during Bundle Adjustment (BA) by forming a rotation constraint with
Internal Measurement Unit (IMU) data collected from a smartphone,
consequently improving the reconstruction precision and efficiency. More
specifically, being refined by the Kalman filter, the IMU data are adopted
to estimate the camera rotation matrix of each image captured by the
smartphone. As the camera rotation matrix calculated by the IMU data
is based on the sensor coordinate system, this paper employs the Lie
Algebra theory to transform the reference frame of the rotation matrix
from the sensor coordinate system to the camera coordinate system.

Keywords: Image-based 3D Reconstruction · Bundle adjustment ·
IMU · Structure-from-motion

1 Introduction

Image-based three-dimensional (3D) reconstruction has attracted a consider-
able amount of attention in recent years due to its strong applicability as well
as its ease of use. Among the existing image-based reconstruction approaches,
Structure-from-Motion (SfM) has been extensively studied and widely applied
to 3D scene reconstruction [1], cultural heritage structure analysis [2], and topo-
graphic exploration [3], etc. Nevertheless, the early SfM methods, e.g. Bundler
[4] a systematic implementation of SfM, suffer from computational complexity,
calculation speed, and reconstruction completeness and robustness, especially
when input images are sparse. To reduce the computational complexity of SfM,
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many global SfM algorithms [5–8] activating Bundle Adjustment (BA) only once
have been proposed recently. In addition, some hardware-accelerated methods,
such as VisualSFM [9] etc., were presented to help speed up the calculation.
To improve the reconstruction completeness and robustness of SfM, a variety
of methods have been developed, e.g. COLMAP [10], but these methods still
have amateur performance if the input images are sparse, that is, camera angles
between two adjacent input images are relatively large, leading to difficulties
in detecting and matching feature points and miscalculation of camera rotation
matrices. In general, sparse input images are much in demand for convenient use,
and thus the problem of how to robustly and effectively reconstruct 3D models
with sparse input images has yet to be researched.

With the progress of electronic devices, all the smartphones are equipped
with built-in sensors, such as Inertial Measurement Unit (IMU), etc., from which
approximate camera poses can be readily obtained. Recently, it is demonstrated
that SfM in combination with IMU has achieved unprecedented performance in
metric scale estimation of 3D models [11,12], Inertial Navigation System (INS)
[13], and Robot Operating System (ROS) [14], etc. For example, Martinelli [11]
utilized IMU data in Visual-inertial structure from motion (Vi-SfM) to estimate
the absolute scale of models, absolute roll and pitch angles of the camera, and
the speed in the local frame. AliAkbarpour et al. [15] directly exploited raw IMU
and GPS data to help improve the speed of SfM reconstruction. In this paper,
we employ a similar idea by improving the SfM system with auxiliary IMU data
of the ubiquitous smartphone. Being elaborately refined, the IMU data, though
too noisy to be directly used for 3D reconstruction [5,14], may serve as an infor-
mative and valuable prior for 3D reconstruction. Angular velocities read from
the gyroscope of the IMU are used to estimate camera rotation matrices, and
these estimated rotation matrices are then used to constrain their counterparts
in the BA optimization by refining camera extrinsic parameters. Because our
approach takes account of rotation matrices computed with the IMU data, it
effectively reduces the impact of errors produced during detection and matching
of image feature points, and produces robust reconstruction results with fewer
input images, lessening the computational complexity.

Before combining the IMU data into SfM for 3D reconstruction, there exist
two problems to be overcome beforehand: 1. Values measured by the gyroscope in
the IMU are instantaneous angular velocities and cannot be directly used because
raw IMU data contain much noise. 2. The camera rotation matrices calculated
by the IMU data are based on the sensor coordinate system. However, the SfM
reconstruction is conducted on the camera coordinate system. Therefore, two
coordinate systems must be normalized prior to any further process. To resolve
the first problem, we employ the Kalman filter to smooth out the rotation angles
calculated by integrating angular velocities read from the gyroscope over time.
To normalize the two coordinate systems, we introduce a method based on the
Lie Algebra theory by transforming the reference frame of rotation matrices from
the sensor coordinate system to camera coordinate system.
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2 Related Work

We brief related work of SfM in this section. SfM algorithms can be divided into
two types: Incremental and global SfM.

Incremental SfM: Different from global SfM which activates BA in a global
manner, incremental SfM approaches [4,16–18] invoke the BA algorithm repeat-
edly. A typical representative of incremental SfM is Bundler [4]. Nevertheless, the
worst-case time complexities of the image matching part and bundle adjustment
part of Bundler are O(n2) and O(n4), respectively, which become intractable
when the number of input images becomes large. Many remedies were subse-
quently proposed to tackle this problem. For image matching, graph-based algo-
rithms [19,20] were proposed to improve the efficiency by pruning the original
image set. However, the graph construction is time-consuming, and sometimes
the completeness of reconstructed scenes cannot be guaranteed. For the bun-
dle adjustment part, parallelism techniques [8,21] were employed to accelerate
matrix computation. For example, Wu et al. [9] presented a new inexact Newton
type bundle adjustment algorithm by making full use of hardware parallelism for
efficient large-scale 3D scene reconstruction. Additionally, reconstruction results
of the incremental approaches heavily depend on the estimated fundamental
and homography matrices. Since the quality of such estimated entities directly
affects that of 3D reconstruction, Moulon et al. [18] proposed to improve their
estimation through a contrario methodology. Haner and Heyden [17] presented
a new selection and addition rule based on covariance propagation, and pointed
out that a well-determined camera should have both small estimated covariance
and low reprojection error for the next view planning.

Global SfM: Since incremental SfM that incrementally reconstructs the point
cloud and refines the result with BA suffers from computational complexity,
global SfM methods [6,7,22–24], that optimize the reconstruction result for all
input images only once have attracted much attention in recent years. These
methods usually take three steps to solve the SfM problem. The first step is
to compute camera rotations by rotation consistency, followed by calculating
camera translations; the third step is to refine camera poses and 3D points by
performing a final bundle adjustment. Many linear methods [6,22,23] were pro-
posed for resolving global camera orientations and translations in the literatures.
For example, Jiang et al. [6] proposed a linear method for global camera pose reg-
istration, in which pairwise geometries were required to perform Singular Value
Decomposition (SVD) for accurate estimation of camera positions. In order to
increase the reconstruction accuracy, many approaches [7,25] resort to the cam-
era triplet. For example, Moulon et al. [7] presented a contrario trifocal tensor
estimation method, from which stable translation directions could be extracted.
Although these methods can improve the accuracy of reconstructed models,
such triplet-based methods may incorrectly remove many useful images from
the input image set if the images are out of the minimal connected dominating
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set. In general, the different optimization strategies adopted by the two types of
SfM methods lead to different performances. Global SfM produces lower-fidelity
models and is more sensitive to outliers, while incremental SfM is less efficient
and more likely to accumulate drift in large-scale scenes. Although global SfM is
computationally more efficient, incremental SfM is still our first choice because
it can perform more precise and more complete 3D reconstruction and is more
suitable for small-scale reconstruction with sparse input images. Thus, this paper
focuses on incremental SfM only. The overall process of our method is divided
into two stages: Estimation of rotation matrices and IMU-aided reconstruction,
as outlined in Fig. 1.

Fig. 1. The overview of our algorithm.

3 Estimation of Rotation Matrices

In estimation of the rotation matrices, the input images and IMU data are
simultaneously captured by a smartphone with the Android Operating System
(OS). Then the captured IMU data are filtered by the Kalman Filter. Finally,
the rotation matrices are calculated from the IMU data and normalized by the
Lie Algebra theory so that the reference frame of rotation matrices is in line
with the camera coordinate system.

IMU Data Acquisition: Since every smartphone nowadays has an embeded
IMU, it is likely to obtain the IMU data with a mobile phone while taking photos.
A photographic application is designed to capture the input images and IMU
data simultaneously under the Android OS. Since angular velocities of the IMU
data measured by the gyroscope are instantaneous, they are integrated with
respect to time in order to obtain the rotation angles:

θi = θ′
i +

∫
ωit dt, i = x, y, z (1)
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where θx, θy, θz denote the rotation angles around X, Y, Z axes, respectively;
θ′
x, θ

′
y, θ

′
z denote corresponding initial angles; ωxt, ωyt, ωzt are the instantaneous

angular velocities around three axes read by the gyroscope. In order to facilitate
the implementation, we obtain a sequence of discrete angular velocity values
by sampling the IMU readings at a rate of 50 Hz, and then convert the above
integration into the following summation with a sampling time interval Δt,

θi = θ′
i +

∑
m

ωim Δ t, i = x, y, z (2)

where ωxm, ωym, ωzm denote discrete angular velocities with respect to the three
axes. The smaller the Δt, the more accurate the result. Here Δt is set to 20
millisecond according to the sampling rate.

IMU Data Filtering: Measurement of the gyroscope suffers from interfer-
ences due to various reasons. For example, angular velocities measured by the
gyroscope may generate severe run-time drift. In addition, accumulative error
is produced in calculating the rotation angles (Eq. 2). To this end, the sequence
of rotation angles calculated from the previous step need to be filtered before
any further process. In this paper, the Kalman Filter is employed to refine the
computed rotation angles and improve the accuracy of computation. When the
input of a system is a sequence of observations, the Kalman Filter estimates an
optimal value of the current state according to the estimated optimal value of
the previous state and the currently observed value. Therefore, Kalman Filter-
ing makes it possible to estimate the optimal value of each observation in an
incomplete and noisy sequence.

Rotation Matrix Normalization: Following the Kalman filtering, we can
obtain refined rotation angles θx, θy, θz with respect to the three axes of each
shooting position. Then the rotation matrix RIMU of each position can be com-
puted through the Euler angles as

RIMU =

⎡
⎣

cosθycosθz sinθxsinθycosθz − cosθxsinθz cosθxsinθycosθz + sinθxsinθz
cosθysinθz sinθxsinθysinθz + cosθxcosθz cosθxsinθysinθz − sinθxcosθz
−sinθy sinθxcosθy cosθxcosθy

⎤
⎦

(3)

The reference coordinate system of this rotation matrix is the internal coor-
dinate system of the gyroscope. Nevertheless, in the image-based 3D reconstruc-
tion system, the camera coordinate system is regarded as the reference system
because we are not concerned with the actual geographic location of the scene but
the relative positions between images. Consequently, the rotation matrix RIMU

needs to be normalized, that is, the reference frame of rotation matrix needs to
be transformed from the sensor coordinate system to the camera coordinate sys-
tem. Since the transformation between the sensor coordinate system and camera
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coordinate system is invariable for every rotation matrix, we can use a sequence
of camera positions well estimated from the input images to solve the transfor-
mation matrix between two coordinate systems and we only need to calculate it
once for each smartphone. Given N input images, a known set of rotation matri-
ces in the camera coordinate system are described as

{
Rk

c |k = 1, 2, ..., N
}
, where

Rk
c denotes the rotation matrix of the kth image. A set of rotation matrices in

the sensor coordinate system are defined as
{
Rk

IMU |k = 1, 2, ..., N
}
. The trans-

formation matrix between the sensor and camera coordinate systems satisfies
the following equation:

Rk
cRtrans = RtransR

k
IMU (4)

where Rtrans symbolizes the transformation matrix between the two coordinate
systems. Since Rk

c and Rk
IMU usually contain noise, Eq. 4 can be converted into

an optimization problem under the assumption that there exist multiple pairs of
observations, i.e.

{(
R1

c , R
1
IMU

)
, ...,

(
RN

c , RN
IMU

)}
, where N > 2. Thus, we have

min

N∑
k=1

d
(
Rk

cRtrans, RtransR
k
IMU

)
(5)

where d (·) denotes the Euclidean distance function. To simplify the solution
to this minimization problem, we adopt the following least-square method by
taking advantage of a logarithm mapping method in the Lie Algebra.

min

N∑
k=1

‖Rtransβk − αk‖2 (6)

where αk and βk indicate logRk
c and logRk

IMU , the logarithm mappings of Rk
c

and Rk
IMU , respectively. In the theory of the Lie Algebra, the logarithm mapping

is defined as follows:
logA =

ϑ

2sinϑ

(
A − AT

)
(7)

where ϑ satisfies the equation 1+2cosϑ = tr (A), where tr (A) denotes the trace
of matrix A. The solution to Eq. 6 is

Rtrans =
(
MTM

)− 1
2 MT , where M =

N∑
k=1

βkα
T
k (8)

Resolving the transformation matrix Rtrans, we can transform the reference
frame of rotation matrices from the sensor coordinate system to the camera
coordinate system according to Eq. 4 as

Rc = RtransRIMURtrans
−1 (9)
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4 IMU-aided Reconstruction

Following the normalization, the rotation matrices considered as a rotation-
constraint are combined into the traditional BA optimization in order to enhance
reconstruction results when the input images are sparse. The fundamental idea
of the BA algorithm is to seek a joint optimal solution of camera poses and 3D
points by using a non-linear least square method,

min
Ri,ti,Xj

∑
i

∑
j

τij ‖qij − P (Ri, ti,Xj)‖2 (10)

where (Ri, ti) denotes camera extrinsic parameters of the ith image, i.e. the
rotation matrix and translation vector; Xj is the jth 3D point in the scene;
P (Ri, ti,Xj) denotes a transformation model which projects a 3D point Xj

onto the image plane of camera i using (Ri, ti); qij is the corresponding 2D
image coordinates of Xj in camera i; τij is an indicator, where τij = 1 if Xj is
actually projected onto the ith image, otherwise τij = 0.

If the input images are relatively sparse, the traditional BA algorithm may
result in incorrect camera rotation matrices due to mismatch of the feature
points. To address this problem, we introduce a rotation constrained term into
the traditional BA optimization (Eq. 10) using the rotation matrices normalized
previously.

min
Ri,ti,Xj

⎛
⎝∑

i

∑
j

τij ‖qij − P (Ri, ti,Xj)‖2 + λ
∑
i

‖Rci − Ri‖F

⎞
⎠ (11)

where ‖·‖F denotes the Frobenius-norm; Rci indicates the rotation matrix of the
ith image calculated from the IMU data. The terms in the above energy function
are balanced through a regular parameter λ, empirically set to 2.5. We adopt
the Levenberg-Marquardt method to resolve this optimization problem.

(a) Bundler (b) VisualSFM (c) Ours

Fig. 2. A comparison of estimated camera positions on ‘Toy car’.
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Table 1. Comparison of photo register rate on each image set.

Image set Photos Register rate

Bundler VisualSFM COLMAP Ours

Toy car 26 57.69% 88.46% 38.46% 100.00%

Pencil case 10 100.00% 100.00% 100.00% 100.00%

Bear 13 84.62% 69.23% 84.62% 84.62%

Multiple objects 31 96.77% 100.00% 41.94% 100.00%

Rockery 20 100.00% 100.00% 95.00% 100.00%

Human 22 54.54% 59.09% 50% 68.18%

5 Experimental Evaluations

In this section, we carry out experimental evaluations by comparing our method
with some classic incremental SfM systems in 3D reconstruction including
Bundler, VisualSFM, and COLMAP. We compare these algorithms with six self-
captured image sets: ‘Toy car’, ‘Pencil case’, ‘Bear’, ‘Multiple objects’, ‘Rockery’,
and ‘Human’ acquired by a LeX520 smartphone, equipped with an 8-core CPU,
commercial IMU and uncalibrated camera. Each image set, as summarized in
Table 1, consists of images one order of magnitude fewer than those normally
required by conventional SfM algorithms. All experiments are conducted on the
same PC with a NVIDIA GT 750M GPU hosted by the Intel(R) Core(TM)
i5-3230M CPU.

Table 2. Comparison on reconstructed points(pts) and reconstruction time.

Bundler VisualSFM COLMAP Ours

Pts Time Pts Time Pts Time Pts Time

Toy car 69123 772 s 81981 2063 s 88504 647 s 95131 731 s

Pencil case 39524 519 s 30060 981 s 59703 288 s 39467 336 s

Bear 52806 202 s 53411 1440 s 32532 341 s 70744 417 s

Multiple objects 76223 163 s 97421 2278 s 28599 725 s 71034 506 s

Rockery 84538 462 s 78193 1171 s 89388 387 s 83856 377 s

Human 37361 432 s 42729 897 s 93931 238 s 41188 180 s

On Completeness: We first evaluate the completeness of our improved SfM
algorithm by assessing camera positions estimated. Figure 2 shows the compari-
son among our method, Bundler, and VisualSFM on the image set ‘Toy car’,
with the camera positions highlighted in green. It can be seen that neither
Bundler nor VisualSFM can estimate all the camera positions properly, lead-
ing to the incomplete reconstruction results. Instead, our method can estimate
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all the camera positions located around the object. In addition, all the camera
positions estimated by our method are well ordered and visually in line with
the initial shooting positions. Note that COLMAP is excluded in this figure
because the data structure of camera positions estimated by COLMAP cannot
be visualized. Since missing camera positions may cause incomplete reconstruc-
tion, we can assess completeness of the four reconstruction algorithms by com-
paring the number of estimated camera positions. Table 1 shows the numbers of
input images and photo register rates, i.e. the number of photos with estimated
camera positions as a percentage of the total. It can be seen that our method
has the highest register rates for all the six datasets.

Next, we carry out a subjective evaluation of the four methods. Generally, in
image-based 3D reconstruction systems, apart from targeted foreground, untar-
geted background of the input images will more or less be reconstructed as a
byproduct. If only 3D model of foreground is desired, reconstructed background
points will become unnecessary. In addition, there are incorrect points produced
during reconstruction. In this paper, we call the unnecessary points background
noise and the incorrect points outliers. It can be seen in Fig. 3(b) that many
3D points in the results of Bundler are miscalculated and visualized as outliers
hanging around the models, such as the dark points in ‘Multiple objects’ and
face skin points in ‘Human’. This is due to inaccurate estimation of the camera
positions and 3D points coordinates. The reconstruction results of VisualSFM
also contain much background noise and many holes, as shown in Fig. 3(c). More-
over, there are a large number of outliers floating around the object for all the
six image sets, while the results are incomplete with large missing parts for
‘Toy car’ and ‘Pencil case’. It is worth noting that the point cloud of ‘Multi-
ple objects’ reconstructed by VisualSFM is slightly more complete than ours,
but at the cost of computational complexity, which will be showed in the next
section. COLMAP also has amateur performance on these image sets, as shown
in Fig. 3(d). COLMAP can produce relatively less background noise and fewer
outliers but at the price of necessary details. As shown in ‘Toy car’ and ‘Multiple
objects’, the point clouds reconstructed by COLMAP have large parts missing.
As ‘Pencil case’ comes with 10 input images only, the result of COLMAP con-
tains a large number of outliers floating in the air. This is because there are
errors during detection and matching of feature points due to the limited num-
ber of input images. These errors have a negative impact on the estimation of
camera positions. In addition, as shown in Fig. 3(d), the point cloud of ‘Rockery’
reconstructed by COLMAP appears unreal. In Fig. 3(e) our method can pro-
duce fewer outliers than Bundler and VisualSFM, and retain more details than
COLMAP, because the camera rotation matrices calculated from the IMU data
are used as a priori knowledge to help constrain the estimation of the camera
positions.

On Efficiency: In this experiment, we compare the effectiveness of the four
reconstruction algorithms by evaluating the number of reconstructed points. As
shown in Table 2, our method produces reconstructed points in the same order
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(a) Image samples (b) Bundler (c) VisualSFM (d) COLMAP (e) Ours

Fig. 3. The point clouds reconstructed by different methods. The first column in turn
shows samples of the original image sets, ‘Toy Car’, ‘Pencil case’, ‘Bear’, ‘Multiple
objects’, ‘Rockery’, and ‘Human’.

of magnitude as the others. However, the number of reconstructed points alone
cannot strictly reflect the effectiveness of an algorithm. For example, for ‘Pencil
case’ the number of points reconstructed by our method is almost equal to that
by Bundler, but it is observed in Fig. 3 that the reconstruction result of our
method is better off. This is because the points incorrectly reconstructed by
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Fig. 4. Comparison of the number of reconstructed points per unit time.

Bundler are also counted as reconstructed points. Therefore, we use runtime
of reconstruction to evaluate the computational performance of the algorithms.
Table 2 shows the time consumed by the four methods in reconstructing the
six image sets. However, the more the reconstructed points, the more time it
takes. To this end, we take both the runtime and number of reconstructed points
into account by proposing an objective comparison measure, which divides the
number of reconstructed points by unit time, as shown in Fig. 3. Our method
outperforms the others in five out of six image sets and finishes a runner-up for
‘Multiple objects’.

6 Concluding Remarks

This paper proposes to take advantage of the IMU of ubiquitous smartphone
by fusing the IMU data into the BA optimization of SfM to enhance the preci-
sion and efficiency of reconstruction. Our reconstruction strategy can be imple-
mented with not only smartphone but any apparatus equipped with both the
visual sensor and IMU, such as robot and drone, etc. It is worth noting that
our reconstruction scheme cannot cope with transparent stuff (refer to the miss-
ing windscreen of reconstructed ‘Toy car’ in Fig. 3) or anything with smooth
texture due to failure of the embedded feature matching engine in SfM (refer
to the absent parts of reconstructed ‘Bear’ and the black skirt of reconstructed
‘Human’ in Fig. 3). However, such problems exist in all the SfM algorithms (refer
to Fig. 3). Our strategy differs from the one reported in [2], where the raw IMU
data were directly used as the rotation matrices in Eq. 10 to reduce the com-
putational complexity. Our method with the IMU data as a constraint aims to
suppress the miscalculation of camera rotation matrices caused by sparse inputs
and to reconstruct 3D points more precisely. Moreover, it is worth mentioning
many visual-inertial simultaneous localization and mapping (SLAM) systems
have adopted IMU [26,27]. However, SLAM systems focusing more on local-
ization serve different purposes from SfM that is mainly used in the context
of 3D reconstruction or relevant applications. SLAM system requires a higher
frequency of IMU data to achieve real-time performance, which is unnecessary
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and computationally expensive for those SfM methods. Note that in this paper
we only take the gyroscope into account. As uncalibrated accelerators suffer
from great noises, fusing the reading of an uncalibrated accelerator will not help
improve the reconstruction result.
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Abstract. This paper focuses on sound synthesis for rotating blades
such as fans, helicopters and wind turbines, which is common in both
real world and computer games though has received little attention until
now. In this paper, we propose a novel physics-guided sound synthesis
method for rotating blades. First, we propose an efficient rotating blade
sound solver for Ffowcs Williams-Hawkings (FW-H) equation, which
can greatly reduce the computational complexity. Then, inspired by the
good expression of Mel-scale Frequency Cepstral Coefficients (MFCC) in
speech recognition, we design a new sound parameter A MFCC to enrich
the sound. Specifically, while ensuring the sensitivity of MFCC to for-
mants, we improve MFCC to make it well show the properties of sound
timbre and loudness, so that it can be well applied in sound synthesis.
Finally, based on the observation that rotating blade sound has similar
qualities with noise, we specially devise a method to further enrich the
sounding result by combining noise and A MFCC. Experimental results
demonstrated that our method can achieve great sounding results for
various rotating blades.

Keywords: Visual-audio · Sound synthesis · Physics-based
simulation · Rotating blades

1 Introduction

Air is everywhere. It is invisible, but the sound it makes is all around us such as
whirring of an electric fan and the clatter of a helicopter. These sounds are very
common in our daily life, computer games and movies. Although we can achieve
realistic visual simulation for these scenes, the synthesis of sound incurred by air
flow such as the sound of rotating blades, has not been well presented until now.
What causes the sound of rotating blades? When a rotating blade of a certain
thickness causes periodic expansion and contraction of the air on the propeller
disc, it generates monopole sound. When the load on the rotating blade exerts
a periodic thrust on the gas over the disc, it would also lead to dipole sound.
For rotating blades, each area element in motion is its own monopole and dipole
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sound source. As a result, different sizes, angles and even rotation speeds can
produce radically different sounds, so that using pre-recorded recordings to play
them is quite difficult. Meanwhile, the existing methods cannot synthesize the
sound synchronized with it in real time.

Currently, sound synthesis has been developed for more than two decades
in computer graphics. However, the most common one is solid sound synthesis
[1,12], which is mostly based on modal analysis. In contrast, we focus on sound
synthesis for blade rotation, of which the sound source is air rather than solid
objects, and therefore the above methods are not applicable. There also have
been many studies on fluid sound synthesis. The sounds of flames [14] and water
[2] have been extensively studied. Air can be regarded a type of special fluid, but
has quite sounding properties compared with the above fluids. However, there
are few studies on air sound synthesis. Dobashi et al. [3] proposed a real-time
aerodynamic synthesis method based on CFD, which can synthesize the sound
of sword brandishing and wind blowing. This method uses CFD to create sound
textures and store them, which are then used to synthesize aerodynamic sound
in real time according to the motion of the object or the speed of the wind. This
method can successfully deal with aerodynamic sound by objects with simple
structures such as a sword, that is not applied for our case with more complex
structures. Moreover, this method relies on complicated CFD calculation, mak-
ing real time sound synthesis unpractical. Rod et al. [11] proposed a method
to simulate propeller sound by leveraging on the model proposed in [9]. This
method is a typical one based on semi-empirical equation, that can synthesize
sound according to the flight paths in real time. However, due to the limitations
of the empirical/semi-empirical theoretical method itself, only the model of the
propeller sound can be calculated, and this method only provides an approximate
solution, with relatively rough effect.

In addition, there are also studies on sound in the fields of physics and signal
processing. In the field of physics, a subject called aeroacoustics, focuses on the
acoustic problems of fluid dynamics. In 1952, Lighthill [6] pioneered the Lighthill
equation describing the sound production of air flow, which is of great signifi-
cance to the solution of aeroacoustics equation. Afterwards, Ffowcs Williams and
Hawkings [13] introduced the known Ffowcs Williams-Hawkings (FW-H) equa-
tion. Currently, in the aeroacoustics field, sound synthesis calculates near field by
using CFD softwares, and solves sound pressure by sound pressure equation for
far field. The CFD software calculation is very complicated, which usually con-
sumes a lot of time, and the physics of turbulence phenomenon is also complex
to solve. As for signal processing, there are also some methods [10] to synthesize
sound. However, the signal processing-based method suffers from lacking auto-
matic analysis strategy to extract the parameters from the animation, that is
difficult to generate sounding results highly synchronized with the animation.

In this paper, we propose a physics-guided sound synthesis method for rotat-
ing blades. According to the physical properties, we classify rotating blade sound
into load noise and thickness noise. We then approximate the solution and extract
the parameters, and enrich the sound with the characteristics of rotating blade
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sound similar to noise. Since our method is guided by physical principles, it
thus can synthesize the sound of rotating blades with different sizes and motion
states, ensuring the synchronization with animation. In addition, our method
does not rely on predictive calculation and occupies less memory space over-
head. Moreover, our method is a lightweight operation with high efficiency that
can synthesize sound in real time. The contributions of our method can be sum-
marized as follows: 1) A novel, efficient method for rotating blade sound synthesis
is presented, which does not need any precomputation. Moreover, our method is
efficient without taking much space storage. 2) We propose a new optimization
solver for the rotating blade sound model. It is fast and can achieve high-quality
sounding results at the same time. 3) We design a rotating blade sound enrich-
ment algorithm, which exploits the noise properties and A MFCC to produce
more realistic results through simple operations.

2 Method Overview

Figure 1 illustrates the whole framework of our method, which is composed of two
main components, namely physics-guided sound synthesis (Sect. 3) and sound
enrichment (Sect. 4). First, the animation of the rotating blade is simulated as
input to system. Then, according to the rotating blade sound characteristics, it
is divided into thickness noise and load noise to calculate respectively. In order to
solve the problem of low computational efficiency, we design a new optimization
solution. Next, we extract A MFCC from the generated sound in the previous
step. The experiment demonstrates that the proposed A MFCC is effective, that
can represent the sound characteristics very well. Finally, we combine A MFCC
and the noise characteristics of rotating blade sound to output the final result.

Fig. 1. The framework of our method. Note that there are two main regions in the
framework, namely physics-guided sound synthesis and sound enrichment. The orange
region shows the process of using physical principles to generate sound synchronized
with animation. The green region represents the process of sound enrichment by
A MFCC and white noise. (Color figure online)

3 Physics-Guided Sound Synthesis

The basic theory in aeroacoustics is the Lighthill equation which is proposed
by Lighthill in 1952 [6]. To solve the sound caused by moving objects, Ffowcs
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Williams and Hawkings [13] extended the Lighthill equation and proposed the
Ffowcs Williams-Hawkings (FW-H) equation. Afterwards, Farassat [4] proposed
the time domain method for solving FW-H equation. In order to make the solu-
tion to the FW-H equation tractable, Farassat divided the sound of rotating
blade into thickness noise and load noise and gave them integral representation,
respectively. Thickness noise occurs when continuous insertion or removal of a
rotating blade of a certain thickness in a fluid. It is equivalent to a monopole
sound source. This sound is defined as thickness noise, that can be expressed by
Eq. (1),

4πpT (x, t) =
∫
f=0

[
ρ0Vn(rṀair̂i)
r2 (1 − Mar)

3 ]ret ds +
∫
f=0

[
c0Mar − c0M

2
a )

r2 (1 − Mar)
3 ]ret ds (1)

where c0 is the speed of sound in a quiescent medium, ρ0 is the density of air, f
is the surface equation of the boundary of a moving object, Vn is the projection
of the velocity of object onto the outward normal vector to the surface, r is the
distance between the observer and the source, r̂i is the unit radiation vector, Ma

is the local Mach number of the source, Mar is the Mach number of the source
in the radiation direction, and Ṁai is the Mach number of the motional element
derivative of time. Load noise is caused by the object moving in a fluid, that
will be subjected to pressure from the surrounding fluid. With the arrival of the
blade, the fluid in the plane of the rotating blade will be constantly impacted
by the tension and the resistance on the rotating blade. This sound source is a
dipole sound source, written as

4πpL(x, t) =
1
c0

∫
f=0

[
l̇ir̂i

r (1 − Mar)
2 ]ret ds +

∫
f=0

[
lr − liMai

r2(1 − Mar)2
]ret ds

+
1
c0

∫
f=0

[
lr(rṀair̂i + c0Mar − c0M

2
a )

r2 (1 − Mar)
3 ]ret ds

(2)

where l̇i is the derivative of the load with respect to time. We followed the
above idea and separately handled thickness noise and load noise. In contrast,
we optimized their solution and greatly improved the computational efficiency.

3.1 Optimized Solution

It is obviously complicated to give a direct integral of Eqs. (1) and (2). Instead,
we propose an optimization iterative solution. Our method improves the compu-
tational efficiency mainly through the following two ways: 1) Equivalent approx-
imation source. 2) Optimized iterative solution.

First, inspired by the idea of physical equivalent substitution, we propose an
equivalent approximation source method to set around complex integrals. More
specifically, we place four source points on the blade surface as shown in Fig. 2,
where c is the chord length of the blade and d is the thickness of the blade. We
place S2 in the middle of the blade, and to better calculate the impact of blade
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Fig. 2. Equivalent approximation source
placement.

Fig. 3. A two-dimensional plane of a
blade.

edges, we place S1 and S4 at the root and tip, respectively. Since the speed at
the root is too small, S1 is placed at a distance d from the blade root (In our
experiment, d is set as the blade thickness). Furthermore, due to the source gain
is proportional to v6 [5] and v of positions near the tip is greater than that
of other positions, the sound sources there would have a greater effect on the
sound. Accordingly, we place another sound source point S3 near the tip of the
blade. And S3 is c/4 far from the tip. We then solve for each of these sources
instead of complex integrals. We also experimented with the results of placing
more sound source points. Although the results produced by this step can be
more accurate, it would take a lot of time to calculate. But it is worth noting
that the information extracted in the next Section (Sect. 4) is not much different.
In other words, more sound source points have little effect on the final result of
our method. Hence, we place our sound source point as shown in Fig. 2.

Then, we optimize the solution of the Blade Element Momentum (BEM) the-
ory which is widely used in physics to obtain the blade performance parameters
by iteratively solving a set of algebraic equations. However, the traditional BEM
algorithm suffers from multiple iterations and thus takes a long time to calculate.
To this end, we design a new optimized iterative solution to solve BEM. First,
as shown in Fig. 3, a blade can been seen as a two-dimensional plane. The inflow
angle ϕ is written as

tanϕ =
V∞(1 − a)
rΩ(1 + b)

(3)

where V∞ is the wind speed, r is the radius, Ω is the angular speed, a is the
axial induction factor, and b is tangential induction factor. According to the
Blade Element theory, the thrust dT generated by each area element can be
expressed by dT = 1

2ρW 2Bc(CLcosϕ + CDsinϕ)dr, meanwhile the torque dM
can be expressed by dM = 1

2ρW 2Bc(CLsinϕ−CDcosϕ)rdr, where W is relative
speed of airflow, B is blade number, CL and CD are respectively the lift and
drag coefficients which are obtained from the NACA standard airfoil. Then,
according to the Momentum theory, dT and dM can also be described as dT =
4πρV 2

∞a(1 − a)rdr, dM = 4πρV∞(Ωr)b(1 − a)r2dr. Then the above equations
can be combined and derived,
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a

1 − a
=

Bc

8πr

CLsinϕ + CDcosϕ

sinϕcosϕ
(4)

b

1 + b
=

Bc

8πr

CLsinϕ − CDcosϕ

sinϕcosϕ
(5)

Next, we use Eqs. (4) and (5) to solve the required physical parameters iter-
atively. Specifically, we first set the initial values of a0 and b0 as the values
of the same radius but the previous rotation speed, instead of letting a0 and
b0 start from 0 each time, which greatly saves the required number of itera-
tions. Then, we use Eq. (3) to calculate ϕ, and we calculate a, b by Eqs. (4)
and (5). After that, we set the initial threshold error to 0.001. Next, we judge
whether abs(a0−a) < error and abs(b0−b) < error are true. If so, the iteration
end; if not, a0 and b0 are replaced with a and b to calculate iteratively again.
To prevent too many iterations, we also set a maximum number of iterations
(e.g., 100). When the maximum number of iterations is exceeded, we update
error = error × 10. Typically, we end up with fewer than 10 iterations. After-
wards, we can calculate the load on the blade evaluated from this step.

3.2 Delay-Time Algorithm

Due to that sound calculations are performed at all source points on the blade
surface, not all sound sources can reach for a certain observation position x at a
certain observation time t. Thus we need to compute the time equation,

g = t − r

c0
(6)

where r is the distance between the observation position x and each source.
When g >= 0, we solve the sound pressure equation p = pT + pL. When g < 0,
we consider that this source point does not contribute to the observation position
at this time, and we calculate p = 0. We then superimpose each sound source
and estimate the result at that time at that position.

4 Sound Enrichment

To make the results sound richer and more pleasing, we need to enrich the
sound in the previous step. Considering that the sound of rotating blade has the
property of noise, we exploit the white noise and the sound parameters extracted
from the previous step for sound enrichment. We design a new parameter, called
A MFCC, for producing more realistic results. Our method is computationally
efficient and consumes little memory space.

MFCC is a sound parameter that has achieved great success in speech recog-
nition. However, a naive transfer of MFCC to our case would easily lead to unde-
sired effects, i.e., the undulation of sound result would be weakened. Therefore,
we improve MFCC as follows. The fifth dimension c5 and the sixth dimension
c6 of MFCC are used in our method (By experiments we found that these two
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dimensions can achieve the best effect). First, we calculate the average of these
two dimensional parameters namely cc56 (cc56 = c5+c6

2 ). Then, to ensure that
the parameter values are within a proper range, we handle it by,

mfcc
′
= log(

cc56 − min cc56
max cc56 − min cc56

) (7)

The mfcc
′

could not well show the characteristics of sound, therefore we also
use the amplitude a. And in order to make this parameter a

′
insensitive to small

differences in sound fluctuations and good sensitivity to large differences, we
reformulate it as a

′
= e

a−μ
σ where μ is the mean of amplitude and σ is the

standard deviation of amplitude. Next, we define ã as,

ã =
{

1, a
′
t < 0.8 × maxa

′

a
′
t + ε × rand(), a

′
t >= 0.8 × maxa

′ (8)

According to the experiments, we discover that when ε is larger, the discrete noise
(we explain the discrete noise in Sect. 5.2) is more obvious, and when ε is smaller,
the sound result is smoother. We can change ε to get the desired style result (In
our experiments, ε is set to 0.5). In order to combine the sound characteristics
expressed by MFCC and the amplitude, we finally define A MFCC as

a mfcc = mfcc
′ × ã (9)

A MFCC in the fan scene is shown in Fig. 4. The fan speeds up gradually in this
scene. As can be seen from Fig. 4, A MFCC can well reflect the sound charac-
teristics of this scene. In the first half of the period, the A MFCC’s fluctuation
speed is slow and its amplitude is relatively gentle, while in the second half of the
period, its fluctuation becomes faster, and its amplitude becomes larger. Finally,
we use the idea of signal processing to treat A MFCC as the excitation signal.
We convolve it with the noise to get the final result.

Fig. 4. A MFCC of the fan scene.

5 Results and Discussions

We tested our method in a variety of rotating blade scenarios. All experi-
ments were conducted in the same environment: Intel Core i7-7700 CPU, Nvidia
GeForce GT 730 GPU, and 8 GB RAM.
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5.1 Rotating Blade Scenarios

The sounds of various rotating blade scenes were simulated, including fan, heli-
copter, and wind turbine, to test the applicability of our method. In different
scenes, we changed rotation speeds and relative positions of the observer and
the sound source. We also gradually changed of rotation speed which is the most
common situation in real world to test our method. And our method all achieved
a good result. Moreover, our method runs efficiently. In the fan scene, it costs
6.9 s to synthesize the sound and the length of the video is about 4 s. In the
helicopter scene, it takes 8.1 s to synthesize a video sound of 6 s. And it costs
5.2 s to synthesize the sound of a wind turbine, while the video length is about
4 s. In contrast, traditional physical simulations like CFD would take hours to
calculate the above accompanied sound.

(a) The sounding result for a fan scene. (b) The sounding result for a wind turbine.

(c) Sound generation process of a helicopter scene.

Fig. 5. The sound results of rotating blade scenarios. (Color figure online)

Fan Sound. We synthesized the sound of a fan. In order to better approximate
the real scene, the fan starts the acceleration process, and we set the fan rotation
speed from 0 rpm to 2400 rpm gradually, then keep the same speed. Our result
is shown in Fig. 5(a). It can be seen that, both the amplitude and the density
of the discrete noise (we explain the discrete noise later in Sect. 5.2) at the
beginning (shown in the green box) are less than those at the second half, which
is consistent with our observation.

Wind Turbine Sound. We also synthesized the sound of a wind turbine scene,
which, unlike the fan and helicopter, has a relatively slow speed. Therefore, there
is a higher requirement for sound synchronization. Figure 5(b) shows the result
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of our synthesized wind turbine sound. It demonstrates that our method can
also well produce the sound for a scene with an object moving at a low speed.

Helicopter Sound. We simulated a scene of a helicopter taking off and generate
the corresponding sound using our method. As shown in Fig. 5(c), from left to
right, it is the helicopter propeller gradually accelerating on the ground, the
helicopter flying away from the ground, and the helicopter flying into the sky,
respectively. Combined with the bottom waveform, it can be seen that our result
can maintain great synchronization with the corresponding animation. We sug-
gest the reader to hear the accompanied video for more details.

5.2 Comparison with the State-of-the-Art Method and the Real
Recording

Rob et al.’s method [11] is specially designed for the helicopter scene, which can
simulate the best helicopter sound as far as we know. Therefore, we compare
our helicopter sound result with Rob et al.’s result. Figure 6(a) is our result,
(b) is Rod et al.’s result, and (c) is the real recording. It can be seen from the
figure that both our method and Rod et al.’s method can present the sound
gradient effect about a helicopter flying far, but our result is closer to the real
sound than Rod et al.’s. Specifically, the typical helicopter sound has two types,
discrete noise and broadband noise. In Fig. 6(c), the green circle is the discrete
noise. Obviously, Rod et al.’s result does not perform well in this respect, and
in contrast, our method is more approximate to the real sound. As our method
is based on the FW-H equation, our result sounds more realistically. As shown
in Fig. 6, our result clearly shows the waveform characteristics of discrete noise
and broadband noise, which proves that our optimized solution can reproduce
correct physical characteristics.

(a) Our result (b) Rob et al.’s result [11] (c) Real recording

Fig. 6. Comparison with the state-of-the-art method. (Color figure online)

Figure 7 shows the comparison of the spectrograms between our result and
the real recording of a fan scene. Figure 7(a) is the spectrogram of our result
and (b) is the spectrogram of a real recording. As can be seen that our result
appears similar to the spectral distribution of real sound, which illustrates the
optimized solution and sound enrichment in our method do not affect the spectral
distribution of sound. Both of our result and real sound have the higher content
of 0-10kHz and the lower content of 10–20 kHz.
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(a) Our result (b) Real recording

Fig. 7. Comparison between our result and the real recording of a fan scene.

5.3 User Study

To further demonstrate the effectiveness of our method, we designed three user
studies to evaluate our method. We tested 50 participants (23 women and 27
men) with a median age of 35, all of whom have normal hearing and vision. The
details of the experiment are illustrated as follows.

The first experiment is used to verify the validity of sound enrichment of our
method. In this experiment, participants are shown with a series of pages. Each
page shows one scene of our demo scenarios (fan, helicopter and wind turbine)
and two audio clips which are the result without sound enrichment and the result
with sound enrichment of our method. Then, participants are asked to choose
which sound is more consistent with the video. Figure 8 shows the selection
ratio of the experiment. It can be seen that most participants agree that the
result with sound enrichment is better, that can illustrate the effectiveness of
our method.

The second experiment is to verify the similarity between the real recording
and the sound synthesized by our method. In this experiment, participants can
hear a series of audio clips including three real recording rotating blade sounds,
two sounds synthesized by Rob et al.’s method [11] and three sounds from our
method. Meanwhile, participants only know that these audio clips are sound
of rotating blades but they do not know which scene it is. Each participant is
asked to tag the sound (1 for real recording and 0 for synthesized sound). Figure
9 shows the sum of the scores for each audio clip. It can be observed from this
figure that most of our results are higher than that of Rod et al.’s and slightly
lower than the real recording. However, there is a low score of our method (ours-
3), which is the sound of wind turbine, due to that our method still has some
limitations in sound synthesis for large outdoor scenes. In this scene, the sound
is greatly affected by sound reflections or diffraction [7,8], which our method
does not involve.

The third experiment is used to evaluate the quality of the sound synthesized
by our method. Each participant is shown three test pages (fan, helicopter and
wind turbine, respectively), and on each page the participant is presented with
a silent animated clip and two or three audio clips to listen. The fan and wind
turbine scenes have two audio clips which are separately the result from our
method and real recording. Helicopter scene has three audio clips which are result
from our method, real recording, and result from Rob et al.’s method [11] which
is only applicable to helicopter sound. Participants are asked to score each audio
clip from 1 to 10 depending on the matching degree of the animation and audio,
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Fig. 8. The selection ratio for Experi-
ment 1.

Fig. 9. The sum of the scores for Exper-
iment 2.

where “Not match” scores 1 and “Very much match” scores 10. Table 1 shows the
mean and variance of the scores. Subsequently, we use a paired T-test to check
whether there are significant differences on scores in groups. The results of the
T-test are also collected in Table 1. Among them, fan, helicopter-1, and wind
turbine are the result from our method comparing with the real recording, and
the scores are not significantly different (p > 0.005). However, it is notable that
this is because we chose the real recording that matches the motion of animation
as much as possible. In reality, due to the variability of animation, recording
collection will become very difficult, it cannot be widely used. Helicopter-2 is a
comparison between our method and Rod et al.’s method. It can be observed
from Table 1 that we can observe that, the scores are significantly different
(p < 0.005), due to that Rob et al.’s method relies on semi-empirical model
which has a rough sound, leading to a slightly lower score than ours.

Table 1. The user study results for Experiment 3.

Scenario Mean score

of ours

Var. score

of ours

Mean

score of

recording

Var.

score of

recording

Mean score

of Rob

et al.’s

Var. score

of Rob

et al.’s

T value P value

Fan 7.14 2.37 6.62 1.26 — – 1.7256 0.0907

Hel.-1 7.46 1.27 7.36 2.11 – – 0.3769 0.7079

Hel.-2 7.46 1.27 – – 5.88 2.68 5.9950 0.0000

Wind tur 6.04 2.69 6.38 2.24 – – −1.1068 0.2738

6 Conclusion and Future Works

In this paper, we proposed a physics-guided sound synthesis method for rotating
blades, guided by the physics theory of the FW-H equation. In order to solve
the problem of computational efficiency, we presented an optimization solution.
Specifically, we designed an equivalent source approximation method to avoid
complex integral problems, and devised a new optimization solution to signifi-
cantly reduce the number of iterative solutions as well. We then boldly enriched
the results by combining noise with the new parameters we propose. Various
experiments show that our results are close to the real record and not inferior
to the state-of-the-art semi-empirical method.
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However, our method is not without limit. For example, the sound of rotating
blades is not only pneumatic sound, and the friction of mechanical devices such
as gears may also contribute to the sounding result, however, our method does
not consider the sound of this part. Another disadvantage of our method is that
when the sound source lies in the complex and large outdoor scenes, our result
is not convincing, since in these cases the sound propagation would play an vital
role that is not involved in our method, and at this time the effects of wide 3D
acoustic field localization and the Doppler effect cannot be ignored either. How
to add these effects is an important factor to enhance the sense of reality of our
sound, which is also a direction of our future research.
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Abstract. Commodity-level scan cameras generally capture RGB-D
image with depth missing or incorrect depth points if the surface of
the object is transparent, bright, or black. These incorrect depth points
are generated randomly and limit the downstream applications of raw
RGB-D images. In this paper, we propose a coarse-to-fine method to
detect and eliminate the incorrect depth points via RGB semantics. In
our flowchart, deep learning-based networks are applied to predict the
potential regions with incorrect depth points and the normals of the
point cloud. Then we develop a three-step elimination method to remove
the incorrect depth points in the regions. Experimental results show that
our method leads to great improvements for downstream applications of
RGB-D images, especially in depth completion application.

Keywords: Depth value elimination · Point clouds · Depth
completion · RGB Semantics

1 Introduction

Depth map are widely utilized in many applications, including human-computer
interaction, 3D reconstruction, robotics path planning, and augmented reality.
Due to the efficiency and low cost, structure-light or Time-of-Flight (ToF) cam-
eras are commonly available in our daily life. These cameras can capture both
color image and depth map in real time. However, because of the limitation
of sensing hardware, the captured depth maps usually have missing regions or
wrong depth values. For the missing regions, some depth completion methods
have been proposed to fill the depth holes [5,6,17]. If there are some wrong values
in the missing regions, it will generate defective results. To handle these wrong
depth values, a straightforward idea is to use the filtering method to remove the
noise. However, traditional filtering methods are only the overall filtering of the
c© Springer Nature Switzerland AG 2020
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depth image. As an example shown in Fig. 1, the depth camera senses the black
region with wrong depth values (Fig. 1(a) (b)). If we directly conduct the depth
completion method on it, it will induce a bad completion result (Fig. 1(d)).
Using the filter method [11] to process it, the completion result is not good
neither (Fig. 1(c)). And, we will get a correct completion after conducting our
proposed method, see Fig. (Fig. 1(e)).

Fig. 1. (a) The captured RGB-D image. (b) The corresponding point cloud. (c) The
completion result with the filtering method in [11]. (d) The completion result without
any pre-process. (e) The completion result with the pre-process of our proposed method.

To distinguish the missing depth value and the wrong depth value, we call the
later as incorrect depth point in this paper. In indoor environment, most of the
incorrect depth points lay on the regions that are smooth, glossy, bright, black
or transparent. Traditional methods are difficult to deal with such problems.

In this paper, we propose a method to eliminate the incorrect depth points
by cooperating the RGB semantics. Focusing on the acquired depth map, we use
the local 3D geometry property joint with the 2D RGB semantic information.
We utilize a segmentation network to recognize a potentially erroneous region
in depth map and subsequently conducting the elimination operations on this
region. And we extract semantic priors, namely normal map from the color map
by existed state of the art works [17]. Then we introduce a three-times removal
to erase incorrect depth points. In particular, we first remove block error points
by using local self-normal similarity and its normal difference between predicted
normal and calculated normal. And we use the combined local normal difference
and the information of the point removed in the first step to do the second
removal. At this time, some outlier points may appear, so we propose the third
step in the sensor space to remove.

2 Related Work

In this section, we will briefly introduce previous works on depth errors removal,
depth denoising, and depth completion.
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2.1 Depth Errors Removal

There are several existing depth errors removal works from the acquisition pro-
cess perspective earlier work aimed at the acquisition process of Kinect v1. Her-
rera et al. [1] proposed an optimal calibration by taking color and depth features
into account. Lachat et al. [8] investigated the measurement performance and
alignment process of Kinect v2 while corrected distance measurement errors on
geometric and depth calibration. Plagliari et al. [10] analyzed the collected data
of two Kinect versions and adopted a mathematical error model to describes the
distance between sensor and object.

2.2 Depth Denoising

The work similar to removing incorrect depth points is depth denoising. Previ-
ous researches are inspired by traditional image processing, proposing to utilize
local or nonlocal RGB-guided information to denoise depth maps. Joint Bilat-
eral Upsampling(JBU) [7] produced high-quality depth maps by leveraging high-
resolution color maps to interpolate depth values. Diebel and Thrun [4] applied
the Markov field in enhancing the depth map for the first time. Schall et al. [12]
were the first to introduce non-local means into depth map to achieve the effect
of denoising. Recently, a considerable literature has grown up around the theme
of learning-based denoising methods with RGB-guided [15,16], which shows bet-
ter results. However, methods mentioned above fail to handle the situation that
depths are completely and continuously incorrect.

2.3 Depth Completion

The purpose of depth completion is to fill missing pixels in relatively dense
or sparse depth images. Traditional depth completion works overlap with the
above-mentioned denoising works, that is, the weighted filtering methods guided
by the color map [7]. Recently, due to the popularity of deep learning and the
rapid development of computing resources, these data-driven depth completion
methods have also aroused widespread concern. Uhrig et al. [14] modified the
traditional convolution operations to make it suitable for sparse inputs. Zhang
and Funkhouser [17] proposed to use a global optimization with constraints to
solve dense depth. These depth completion methods, as mentioned earlier, are
valid to a certain extent when the depth prior is error-free. However, their results
tend to be biased when there are severe errors in depth.

3 The Proposed Method

In this section, we present a method to eliminate incorrect depth points of
acquired depth images. As shown in Fig. 2, he proposed method mainly consists
of three components: the potential incorrect depth region localization, normal
estimation, and the three elimination steps.
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Segmentation network

Surface normal network Surface normal

Three step RemovalOrigin Output

Fig. 2. Overview of our proposed method. Given a RGB-D image, we first locate
potential incorrect depth regions through a segmentation network. The blue area in
point cloud is the potential error area. Then we use the predicted surface normal to
help determine whether the depth is wrong. Last we introduce a three-step removal
method to remove the incorrect depth point. (Color figure online)

3.1 Potential Incorrect Depth Region Localization

In this work, we mainly focus on two categories. One category contains the
screen, and the other contains opaque objects with reflection. The main reasons
are that these two types of objects often appear in indoor scenes, and the incor-
rect depth points on these objects are often caused by uneven lighting. For this
reason, we adopt a state of the art segmentation network [3] to predict these two
regions.

To create our dataset for training, we utilize existing public RGB-D images
of large indoor environments. For the corresponding RGB images, we label a
part of the image containing the target object. Then, we use these labeled data
to train a deep network to predict the potential incorrect regions. In order to
eliminate the incorrect depth better, we expand the boundary of the predict
region to cover more potential areas. We denote the region as L.

3.2 Identification of Incorrect Depth Points

After identifying the potential region L, we continue to distinguish which depth
value is incorrect or not. Here we mainly compare the difference between the
normal map N I from the surface estimated network and calculated normal ND

from the depth map. Because the N I predicted by RGB are more accurate than
the ND in the wrong depth regions. In this work, we utilize the surface normal
estimation method in [18] to estimate the N I . And we convert the corresponding
depth D into a 3D space representation, i.e., point cloud P = {pi}n

i=1 ⊆ R
3. For

each point pi, we estimate the normal ND by fitting a local tangent plane [13]
as follows:

Ci =
1

|Ni|
∑

pj∈Ni

(pj − pi) · (pj − pi)
T

, pj ∈ Ni (1)
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where |Ni| is the size of Ni, and pj is one of neighborhood points of pi.
The normal vector ND

i is the corresponding eigenvector of the smallest eigen-
value of the 3 × 3 covariance matrix Ci. Then we can get the normal ND of the
point cloud by Eq. (1) with automatic radius r. The radius r is used to determine
the size of Ni. We compute the naive automatic radius based on Eq. (2):

radius =
Dim

min(100,max(size/100))
(2)

where size is the number of points in the point cloud and Dim is the maximum
dimension among all dimensions of bounding box of point cloud.

3.3 Three-Step Elimination

Due to the ambiguity of the normal and the influence of heavily noises in incor-
rect regions, we need to take more weighting factors when eliminating the wrong
depth values. Here we propose a three-step method to conduct the elimination,
which can maintain the correct depth as much as possible when removing the
wrong depth values. Let nD

i be a component of ND and nI
i be a part of N I .

Then the normal difference set ΔDi = {Δdi} of pi between nD
i and nI

i is defined
as follows:

Δdi = cos2(̂nD
i nI

i ) (3)

where ̂nD
i nI

i is the angle between nD
i and nI

i . Here the square of the cosine is
used to avoid the normal orientation.

Elimination of Block Incorrect Depth Points. Our first step is to eliminate
the block-wise incorrect depth points. The characteristics of these points are the
significantly large normal difference Δd , and there is heavily noise interfering
with the calculation of geometric metrics. In order to reduce the interference of
noise points during the elimination process, we use the difference d̃i for pi as
follows:

d̃i =

∑
pj∈Ni

w (‖pj − pi‖) · Δdi
Zi

(4)

where Zi is the normalization term, and w is a monotonic decreasing function.
Here we use Gaussian function w (xi) = e−x2

i /σ2
i , w to measure the distance

weight of the neighborhood points pj to the center pi, where σi is the Gaussian
distance bandwidth for pi to adjust the weight of distance xi. For the band-
width σi, we choose a fixed ratio of the local distance δi from the center point
to its nearest point to determine it: σi = β · δi. The local distance δi calculated
from the average distance between pi and its nearest m points(we set m = 10 in
our implementation).

When the most of the neighborhood points with noise around pi, the direction
of the estimated neighborhood normal vector nj will be extremely unorganized.
Consequently, the value of Δdi may become large because of the inaccurate local
fitting. In this case, Δdi become less credible. In order to eliminate the incorrect
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depth points as many as possible in blocks, we use Di to measure the difference
weights of neighboring points as:

Di =

∑
pj∈Ni

w (‖pj − pi‖) · d̃i

Zi
. (5)

For any pi, we then define a threshold function ε (Di) to identify the incorrect
depth:

ε (Di) =
{
false if Di ≥ δ1,
true if Di < δ1.

(6)

By the definitions of Di and ε (Di), we can distinguish whether a depth
value is effective or not. Figure 3 shows the different results presented by dif-
ferent comparison factors. As shown in Fig. 3(a), one cannot distinguish the
incorrect depth points and correct points if only taking Δdi into consideration,
because the comparison of the surface normals is ambiguous. In particular, the
PCA-based normal will be severely disturbed by the incorrect depth points,
which makes Δdi to become less credible. And d̃i will eliminate the incorrect
depth points along with some sparse blocks, which cause negative effect for the
subsequent elimination steps (see Fig. 3(e)). On the contrary, further distance
weighting of Δdi (namely Di) will reduces residual incorrect depth points, as
illustrated in Figs. 3(c) and 3(f).

Fig. 3. Each column contains the rendering of different factors (top) and the corre-

sponding wrong depth removal results (bottom). From left to right: Results by Δdi , ˜di

and Di.

Estimation of Sparse Incorrect Depth Points. In the second step, we
focus on the elimination of the sparse incorrect points. These points may have
a small deviation of correct surface normal. Considering this fact, we propose a
method Ci by using weighted comparison of local features to determine whether
each point pi is incorrect or not:

Ci = ρ · �di , (7)

where ρ is a weighting factor, and Δdi is the normal difference mentioned above.
Since the first step has eliminated most of the incorrect depth points by the
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consistent in the normal direction, we only take into account of Δdi in the
second step. ρ consists of two-term, namely ρ1 and ρ2.

ρ1 assumes such points tend to have a relatively potential relationship with
the points eliminated in the first step. Let nr be the number of points elimi-
nated in the first step within the radius r of point pi, and ns be the number of
neighborhood points within radius r. Then ρ1 can be computed as:

ρ1 = 1 − nr

ns
. (8)

In order to explicitly target the sparseness of the incorrect points, we also con-
sider the local density namely ρ2 within the radius rn of point pi. ρ2 is defined
as:

ρ2 =
n + 1
πr2n

, (9)

where n is the number of neighborhood points within the radius rn of point pi,
and πr2 is the area of the circle centred at the point pi. rn is the farthest distance
from the neighborhood point to the point pi. Here we normalize ρ2 to [0,1] and
we set ρ to the sum of ρ1 and ρ2 and then normalize ρ to [0, 1] again for a better
weighting. Figure 4 shows an example of the influences of ρ1, ρ2 and ρ.

Fig. 4. The influences of different weights to distinguish the incorrect and correct depth
points: ρ1 (a), ρ2 (b), and ρ (c). These three weights represent a distinct guidance for
the second step elimination. The color varies closer to blue, the higher likelihood to be
perceived as an error point. (Color figure online)

Meanwhile, considering the weight Ci of nearby points helps us to remove
errors without leaving sparse points. Then we define D′

i as follows:

D′
i =

∑
pj∈Ni

w (‖pj − pi‖) · Ci

Zi
. (10)

Subsequently, we use the threshold ε′ to determine whether point pi is an
incorrect depth point. If D′

i > ε′, we regard it as correct point. Otherwise if D′
i <

ε′, we remove the incorrect point. In this paper, we empirically set ε′ as 0.2.
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Elimination of Outlier Incorrect Points. The first two-step elimination will
result in a few outliers in the point cloud P . Such outliers will also produce biased
results for subsequent work. To solve this problem, we use a post-operation to
remove these outliers for better visual performance. We first project the pro-
cessed point cloud P back onto depth image domain D, and we still work in the
region L. Let vi,j ∈ L be the pixel of position (i, j), we define a binary mask M
as:

M (vi,j) =
{

1 if vi,j > 0,
0 if vi,j = 0.

(11)

Subsequently, we perform connected component analysis on the mask
image M to remove outliers. We first sort the areas S of connected regions in the
mask image M in ascending order. To achieve this, we define the total number
of the connected areas in the mask image as A, the i − th connected area as Si.
Then we iterate over all the ordered areas. When we find the largest Si+1/Si, we
remove all connected areas less than area Si. Note that in our implementation,
we use the 8 − connectivity to define the outlier.

4 Results

Fig. 5. 4 examples of incorrect depth point elimination for depth completion. The first
row shows: original completion method in [17]. The second row: our proposed method
+ Zhang et al. method [17].

We have implemented our denoise method on Intel Core i5-4590 3.30 GHz, RAM
16 GB, and NVIDIA Geforce GTX 1060 6 GB.

We select 1192 RGB-D images from the SUNRGB-D datasets as training
data, which contains two types of the labeled objects as mentioned in Sect. 3.1.
And we use the DeepLabv3+ [3] network because of its competitive performance
on image segmentation. Besides, we fine-tune our data with its pre-trained model
on the ADE20K [19]. The total mIOU that our test results of the potential
regions localization is close to 84%.

Figure 5 shows 4 examples of our experiments. We conduct the completion by
the method in [17]. From the visual point cloud, we can see that the completion
results with the elimination of incorrect depth points are much better. Four
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(a) (b) (c) (d) (e)

Fig. 6. From left to right: the RGB images, the depth maps, the depth maps after
conducting our elimination method, the completion depth maps by the method in [17],
and the completion depth maps by our proposed method + [17].

example results in pseudo-color in Fig. 6. It can be seen that the completion
results are more reasonable with our proposed method.

Comparisons. We compare our method with bilateral filter [11], noise-aware
filter [2], and the anisotropic diffusion method. Figure 7 shows 4 results. From
this figure, we can obtain the best results by combining our method with Zhang
et al.’s method [17]. That is because the traditional filtering method may modify
the correct depth value when conducting the denoising operations on the depth
map.

(a) (c) (d) (e) (f)(b)

Fig. 7. Comparisons with other denoising methods. (a) the RGB images, (b) the depth
maps, (c) the results generated by: [11], (d) the results generated by: [2], (e) the results
generated by: [9], and (f) the results generated by: ours + Zhang et al.’s method [17].
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4.1 Limitations

There are mainly two limitations of our proposed method.
First, when the predicted normal is not accurate, our method will be biased.

One of the solutions is to propose a normal estimation network with strong
generalization ability, which can avoid the influence by lights but retain the
boundary information of the prediction normal.

Second, when a depth priori is mostly lost, our method may not produce good
results. One solution is to integrate the depth estimation network to predict the
depth within a certain area, which can predict depth to identify wrong points.

5 Conclusion

In this paper, we propose a method to eliminate the incorrect depth points in
RGB-D images in a coarse-to-fine pipleline. We first use the deep learning-based
method to predict the potential regions with incorrect depth points, and use the
estimated normals of the points to filter the major parts of the incorrect depth
points. We then propose a three-step elimination method to remove the sparse
incorrect depth points. Our method can retain the correct depth points as many
as possible while eliminating incorrect depth points. We test our method on open
RGB-D datasets and the experimental results show that our method result in
great improvement for the downstream applications of RGB-D images.

Acknowledgement. This work was supported by the Nature Science Fund of Guang-
dong Province under Grant 2019A1515011793 and NSFC (No.61972160, 51978271,
61962021, 61876065).
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Abstract. Pose transfer between two 2D cartoon characters provides a
fast way to copy pose without complex deformation operations on the
2D shape. This paper proposes an effective method for transferring the
pose of 2D human cartoon characters while preserving the character’s
geometric features. We compare our method with other similar works
and discuss the convergence of the results under geometric constraints.
The results show that our method can effectively achieve smooth pose
transfer between cartoon characters with good convergence.

Keywords: Human cartoon character · Pose transfer ·
Disentanglement · Space and spectral domain

1 Introduction

Methods in the space domain pay minimal attention to spectral properties and
are mainly based on articulated deformation [4,11,15]. Pose transfer in the spec-
tral domain considers geometry holistically during transformation instead of con-
sidering each vertex separately [6–8,8,9].

However, most existing methods for pose transfer are mostly aimed at 3D
objects [1,11,13], which process subjects holistically in the spectral domain and
thus cannot be directly applied to 2D characters. Igarashi et al. [5] presented
an interactive system for the users to deform a 2D shape without manually
established skeleton. Weng et al. [12] proposed a 2D shape deformation algorithm
based on nonlinear least squares optimization, which aims to preserve geometric
properties of 2D shapes. Bregler et al. [2] tracked the motion from traditionally
animated cartoons and retargeted it onto 3-D models. These works realize the 2D
shape deformation with keeping a sense of rigidity of the shape. However, it can
be seen that complex user interactions are required to facilitate the 2D shape
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deformation in these methods. That may lead to a bottleneck of efficiency in
cartoon character design. We extend the ideas of these works [2,5,12] to transfer
the pose between 2D characters and efficiently obtain newly posed 2D cartoon
characters learning from others and greatly reduce the user interactions.

In this work, we propose an effective method for implementing pose transfer
for 2D human cartoon characters. Our framework addresses the issues in imple-
menting 2D cartoon pose transfer, namely, transforming the 2D cartoon char-
acter’s geometric shape and preserving its somatotype. The proposed method
can handle various transfer situations with different poses and effectively pre-
serves the characters details well during pose transfer. Initially, the 2D cartoon
character is transformed into a graph, and a uniform Laplace operator is used
to disentangle the graph with a two-layer representation. Then, the original car-
toon character learns the pose of the target cartoon character through a skeleton
skinning-based deformation method. The outline of the cartoon character is relo-
cated following the pose transformation, and the details of the cartoon character
which are subjected to conformal transformation are finally fused with the trans-
formed pose to generate the final results. The new contributions of this work are
as follows:

– We propose a new effective framework specifically for pose transfer between
2D cartoon characters, which fills in the gap that there is few work for 2D
pose transfer.

– Our method is a new attempt to combine the methods in the space and
spectral domains, that is, disentangling a cartoon character into a two-layer
representation through the spectrum-based method and handling the defor-
mation on each layer through the space-based method, which can preserve
the somatotype and details of the original cartoon characters well during pose
transfer.

2 Pose Transfer

In the process of pose transfer, the low-resolution layer of the original cartoon
character is deformed to learn the pose of the target cartoon character. We use
the skeleton comprising a hierarchical set of interconnected bones to facilitate
the matching between skeletons. Firstly, the skeletons of the original and target
cartoon characters are extracted, then a skeleton mapping algorithm is used to
match the two skeletons. The skeleton skinning-based method is further adopted
to deform the original cartoon character’s pose with the transformation matrix
of corresponding skeleton segments. The somatotype of the low-resolution layer
can be preserved well during deformation because skeleton skinning is an approx-
imate rigid transformation.

2.1 Two-Layer Representation of the Character

We initially transform a given 2D cartoon character into a graph by formulating
connection relations between pixels. The edges of the graph are constructed by
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resampling the pixels on the characters border and inner points, and is further
disentangled into two layers of different resolutions by using the Laplace oper-
ator. For a given 2D character, it is first extracted from the image background
and then transformed into a graph to achieve the two-layer representation. The
Canny edge detector algorithm proposed by [3] is used to identify the charac-
ter’s border (without inner geometric information), which considers the criteria
in numerical optimization to derive detectors for arbitrary edges, and the seg-
mentation for the border is assumed in the case of zero-crossings and closed
form. The graph then is divided into a two-layer representation via spectral
disentanglement using a uniform weight Laplace operator.

δi =
1
di

∑

j∈N(i)

(vi − vj) (1)

where, N(i) is the set of adjacent vertices (vi) in the graph, and di = |N(i)| is
the degree of a vertex (vi).The Laplace weight of the vertices (vi , vj ) is 1

2 .
The reason of choosing the uniform weight Laplace operator is that it can

record the topology information of the graph, so that when projecting the graphs
coordinates onto the feature space, the outline and features of the graph are
respectively located in the front and back eigenvectors and thus are easy to be
differentiated. When regarding the coordinates of the vertices as discrete signals,
the eigenbasis and eigenvalues can be interpreted as the vibration mode and fre-
quency of the signals, respectively. Setting the eigenbasis in the order of most to
least domain eigenvalues, then the front eigenbasis indicates the smooth part of
the graph, which corresponds to the characters outline and has low-frequency,
while the back eigenbasis indicates the vibration part of the graph, which corre-
sponds to the characters detail features and has high-frequency signals.

2.2 Skeleton Extraction

The details of the 2D characters significantly affect the skeleton extraction
results, such as the fingers and hair. Thus, establishing a two-layer representa-
tion in advance benefits the skeleton extraction of 2D characters by eliminating
the effect of details on skeletons. With the low-resolution layer, the skeleton is
extracted on the basis of the character’s border. Although skeleton extraction is
sensitive to boundary noise, the character’s border exhibits minimal noise after
the Laplace operator process during disentanglement, in which the details have
been separated into the high-resolution layer. Given the unitary pixel thinness,
the skeletons of the original and target characters are extracted by using Zhang’s
thinning algorithm [14], which can effectively preserve the connectivity of skele-
tons. The idea is to remove boundary and corner points iteratively and use the
remaining points as the skeleton.

Figure 1 compares the results of the skeleton extraction with and without the
two-layer representation. The skeleton depicted is clearly smoother in the left
than that in the right. It can be seen that the skeleton can reflect the character’s
pose holistically and without the influence of the details.
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Cartoon picture
Without layers disentanglement 

Extracted skeleton

With layers disentanglement

Fig. 1. Comparison between extracted
skeletons

Feature point

Corner point

Center point

A (original character) B (target character)

Fig. 2. Skeleton mapping

2.3 Skeleton Matching

Skeleton matching between skeletons A (original character) and B (target charac-
ter) is an assistant preparation for skeleton-based shape deformation. The match
between two skeletons is obtained under three steps, including Limb matching,
torso matching and feature points matching.

Since the human is symmetrical on the limbs parts, it is easy to make confu-
sion for the skeleton match between the limbs of two characters without sematic
markup. In order to have a successful match between skeletons A and B, a
sematic matching between the cartoon characters A and B is performed preced-
ing to the skeletons match to avoid mismatching. Such as, the skeleton of an arm
is matched with that of a leg or even the skeleton a left arm is matched with that
of a right arm, these mistakes will lead to a wrong pose transfer result. Therefore,
a sematic match between the body parts of characters A and B is helpful. At
the beginning of the pose transfer, the user just needs specify a sematic corre-
spondence between six body parts of characters A and B, including head-head,
torso-torso, left arm-left arm, right arm-right arm, left leg-left leg and right leg-
right leg. The correspondence can be finished by simply selecting an inner point
of the character parts, and the sematic match can be established by selecting
six pairs of points clicked by the mouse. This approach greatly relieves the user
interactions compared to the previous works [5,12], which require heavy user
operations for 2D shape deformation. Though it is ideal to have no user inter-
action involved and achieve a fully automatic pose transfer, manually marking
down the sematic identity for each part of the skeleton is not a good alternative
solution, we are more efficient to establish the semantic match by quickly mouse
clicking for six pairs. Furthermore, for a pair of original and target cartoons, this
interaction only happens once at the beginning time, which is quite light user
interaction.

With the help of sematic match, it is easy to implement skeleton match under
right correspondence. We record the feature points of skeleton B nearest to the
center point (shown in Fig. 2) and terminal parts as pb,c and bt,i, and record
the feature points of skeleton A nearest to the center and terminal parts as pa,c
and at,i. The detail feature points are obtained by detecting corner points on
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the skeleton based on the rules of interval distance between points and skeleton
curvature. We used Shi et al.’s method [10] in detecting the corner points and
setting up the feature points of the skeleton. The feature points of skeleton B
is determined and then accordingly select skeleton A’s feature points, because
the deformation of skeleton A is learned from the deformation of skeleton B.
The feature points having more than two neighboring points are set as branch
points, which divide the skeleton into limb and torso pieces. Afterward the limb
and torso are firstly matched to develop a rough correspondence and then all
the feature points on the whole skeleton are matched in the fine scale.

The skeleton segments of skeletons A and B are also matched when the
feature points are matched. Then, we can calculate the transformation matrix
between the matched skeleton segment pairs for the next step of deformation.
Figure 2 shows a schematics of skeleton mapping through limb and torso and
feature points matching. The points with the same color indicate the matched
feature points on the two skeletons.

2.4 Skeleton Skinning-Based Deformation

Skeleton skinning is an effective approach for the deformation of the original
shape according to the target shape. On the basis of the matched feature points,
skeletons A and B have been divided into segments ei and e

′
i, respectively. Ti

is the transformation matrix from segment ei to its corresponding segment e
′
i.

We must map the skeleton to the points of the characters outline, including the
border and inner points, to ensure a reliable skinning result. The mapping oper-
ations of the border vertices and inner points with the skeleton are considered
respectively because the transformation of the inner and the border points dif-
fers. Let SS be the set of skeleton segments on the routes from the center point
to all terminal points.

Mapping Between the Border and the Skeleton: In the case of border,
a vertex of the border vi is set as being related to three skeleton segments
near to it. We define their relation weights as ω1, ω2, ω3 and their relationship
as ω1 + ω2 + ω3 = 1. The nearest skeleton segment to vi is considered the first
related skeleton segment, and set ω1 = 0.5. In the same SSi including the nearest
skeleton segment, we select another two segments that are secondary nearest to
vi as the other two related skeleton segments, and set ω2 = 0.25, ω3 = 0.25.

Mapping Between the Inner Points and the Skeleton: The movement of
the inner points is not as rigid as the movement of the border vertices. Therefore,
we relate each inner point to other skeleton segments. We initially determine the
t nearest skeleton segments in SS (initially, t = 5). Then, the related SSi has
the most skeleton segments in the t segments. If more than one SS have the
largest number of skeleton segments, then t is increased by t = t + 1, and this
process is repeated. The skeleton segments related to an inner point are defined
as the nearest t segments in the related SSi.

We adopt dual quaternions algorithm to perform skinning and achieve the
skeleton skinning-based deformation after the mapping between the skeleton and
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the outline. In this step, a transformed pose represented by the outline could be
obtained. The somatotype of the cartoon character can be well preserved because
the transformation is conformal, and the transformation of the inner points is
rational.

2.5 Geometric Constraints

The geometric properties of the cartoon character may change unexpectedly in
the transformation process, although skeleton skinning could obtain a deformed
pose. This change will cause errors in the border vertices and inner points. Thus,
certain geometric constraints should be imposed to eliminate possible errors.
We define the neighbors of border vertices and inner points as follows: The two
neighboring points of the inner point are defined as the two nearest points that
share the same skeleton section nearest to the inner points, whereas the two
neighboring vertices of the border vertex are set as its two adjacent vertices
on the border. In this work, we propose two geometric constraints to eliminate
errors.

Border Preservation Constraint: The preservation is realized by minimizing
the following energy function:

Eo = ‖δ′ − δ‖2 (2)

where δ is the original Laplacian coordinate set defined in Eqs. 1, and δ′ is the
current Laplacian coordinate.

Edge Length Preservation Constraint: The edge is defined as the distance
between each vertex and its neighbor vertices. The stretching energy term El is
minimized to preserve the edge length.

El =
∥∥∥l

′ − l
∥∥∥
2

(3)

Then, we define an elastic energy as the combination of distortion and stretching
energy terms. It can refine the deformation result of the cartoon characters
outline by minimizing the elastic energy consisting of energy term Eo and El.

E = arg min(ωoEo + ωlEl) (4)

We use the Gauss-Newton method which is effective for little residual problems
to solve the energy equation.

3 Graph Reconstruction

The deformed outline of the original cartoon character is achieved by learning
from the target one. Then, the details, which are separated in the spectral disen-
tanglement step, will be further combined to generate the final pose-transferred
results. Thus, the details should be conformably transformed with the outline
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deformation. As mentioned previously, the detail features are recorded as vectors
from the character’s outline to the initial contour. Thus, the conformal transform
is realized by the vectors, which are linearly added to the character’s outline to
reconstruct the final graph with details.

Target pose Pose deformation on 
low resolution layer

Original character Final graphDetails transformation 
on high resolution layer

Two layer representation

Fig. 3. The pipeline of a cartoon character pose transfer with reconstructed graph.

The vector σi of vertex vi on the outline is formed by its neighbor vertices,
namely, σi = Vi+1 − Vi−1 and σi = Vi+1 − Vi−1. In the pose deformation, σi is
rotated to σ′

i by the rotating matrix Ri. Since the detail features calculated by
Eq. 5 are associated with vertex vi, the details are rotated by the same rotation
matrix as V ′

detail = RiVdetail. Vdetail and V ′
detail are the detail’s offset vectors

before and after the step of deforming the pose on the outline. The final graph
is reconstructed by adding the detail’s offset vector with the deformed vertices
of the outline.

vcontour = Rσ + RVdetail (5)

Figure 3 demonstrates the result of pose transfer by combining the deformed
outline and details. The outline and details of the original cartoon character
represented by different layers are transformed according to the target pose and
then linearly combined to generate the final graph.

Since the Laplace operator disentangles the hight resolution layer through
the back eigenbasis indicating the vibration part of the graph, which represents
the characters detail features and has high-frequency signals, the texture in the
cartoon with smooth pattern can not be extracted and transferred.

4 Implementation

The pose transfer algorithm is implemented via two-layer representation, pose
deformation, and graph reconstruction. First, the graph of the cartoon char-
acter is disentangled into low- and high-resolution layers. Then, the layers are
processed through different deformation methods. For the low-resolution layer,
skeleton skinning is utilized to perform the pose deformation of the character’s
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outline according to the target pose. For the high-resolution layer, the defor-
mation is realized by constantly conforming to the outline in the low-resolution
layer. The final graph of the pose-transferred cartoon character is reconstructed
by combining the transformed high- and low-resolution layers.

5 Results and Comparison

In this section, we compare the results by our method and by other similar
methods, and also demonstrate the pose transfer results for different original
cartoon characters learning from different target poses. All the experiments are
run through a hardware configuration of CPU 2.66 GHz, Intel i5-3230.

5.1 Comparison with Other Works

Currently, there are rare studies have explored pose transfer between 2D cartoon
characters. Levy’s method [6] is a general algorithm for pose transfer that is
based on a Laplacian mesh processing framework [8]. Our method is similar to
the techniques that apply Laplacian operators. Thus, we directly compare the
results by our method and by Levy’s algorithm.

Fig. 4. Comparison between results by Levy’s [6] and our method: (a) original cartoon
character; (b) target pose; (c) results by Levy’s method [6]; (d) results by our method.

Figure 4 illustrates the comparison of pose-transferred results. In our method,
the details of the characters, such as the direction of fingers, hair, and foot, are
rotated rationally and the thickness of the waist and leg are well preserved. The
limbs of the cartoon characters after pose transfer retain their original somato-
type. By contrast, the limbs of the cartoon characters in Levy’s method exhibit
obvious changes and the details on the head, fingers and feet are distorted or
missed. Thanks to the constraint set on the edge length and the Laplacian coor-
dinate of the outline, the final graph of the character is smoother and conveys
fewer errors in our method than that of Levy’s method.
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As reviewed in Sect. 2, though some works are available to generate 2D car-
toon picture, they are implemented by shape deformation algorithm through
user interactions, and their focus is not on 2D pose transfer, thus it is difficult
to compare with them. The literature more similar to our work is Bregler et al.’s
work [2], which transfers the pose of 2D drawing onto the 3D model. We attempt
to compare the pose-transferred 2D results by our method and the 3D results
by [2] based on same input poses. As shown in Fig. 5, the 3D pose-transferred
results is generated by Bregler et al.’s work [2], and the 2D pose-transferred
results is generated by our work which has better preservation with the input
poses than the non-textured 3D pose-transferred results.

Target pose 3D  pose- transferred and non-textured 
results

2D  pose- transferred 
results

Fig. 5. Comparison between 3D pose transfer results by Bregler et al.’s [2] and 2D
pose transfer results by our work

5.2 More Results

In this section, we demonstrate the results of different cases of 2D cartoon char-
acter pose transfer by our method. Three original cartoon characters learn from
a group of different target poses, which indicate different application situations,
as depicted in Fig. 6–7.

Figure 6 displays the pose transfer results of character 1, which is the famous
Japanese cartoon character, Atomu. Character 1 learns the target poses and
obtains the transferred results through our pose transfer method. The details of
Atomu, including hair, are divided into high-resolution layers, and a conformal
transformation with Atomus body is then performed. The hair is maintained
rationally in all the results. The character retains its own somatotype well after
the pose transfer.

Figure 7 depicts the pose transfer results of character 2, which exhibits rhyth-
mic movements. The results show favorable smoothness, that is, the length of the
original character’s legs and arms are preserved well, although the length of the
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target pose’s legs and arms vary significantly in different poses. The proposed
skeleton skinning method which makes uses of the angle difference between the
corresponding parts of the two characters has no influence by the length. The
imposed geometric constraints also increase the smoothness of the results by
preserving the border and edge length during the outline deformation.

(a) Input target poses

(b) Pose transferred results

Fig. 6. Pose transferred results for cartoon character 1

(a) Input target poses

(b) Pose transferred results

Fig. 7. Pose transferred results for cartoon character 2

These cases indicate that our method can easily replace existing cartoon
characters with various poses with a simple character without any pose created
by artists. The transfer can be implemented for the original character to learn
from different target characters. However, our method also has limitation on the
cases: 1) the body information is missed, such as self-occlusion or invisible face
the details can not be recovered correctly; 2) the body parts has crossed with
each other, like the pose of a ballerina artist with crossed hands and legs. Since
the adopted Canny edge detection algorithm works for the cases of zero-crossings
and closed contour, it fails to extracted right border and skeleton. Though extra
heuristic work can facilitate to separate the crossed parts, it has low performance
to handle it.
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6 Conclusion

In this work, we propose an effective method for implementing pose transfer
for 2D human cartoon characters. The proposed method is a new attempt that
combines the methods in the space and spectrum domains and is designed specif-
ically for 2D cartoon character pose transfer. The experiment results show the
capability of this method in 2D cartoon character pose transfer with different
target poses in various situations. Compared with previous works, our method
can generate somatotype and details preserved 2D pose-transferred characters. It
provides an efficient tool for artists to quickly design and produce digital cartoon
drawings by simply creating a simple character template.
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Abstract. Remote sensing scene classification is an important technol-
ogy, which is widely used in military and civil applications. However,
it is still a challenging problem due to the complexity of scene images.
Recently, the development of remote sensing satellite and sensor devices
has greatly improved the spatial resolution and semantic information of
remote sensing images. Therefore, we propose a novel remote sensing
scene classification approach to enhance the performance of scene classi-
fication. First, a spatial and channel-wise attention module is proposed
to adequately utilize the spatial and feature information. Compare with
other methods, channel-wise module works on the feature maps with
diverse levels and pays more attention to semantic-level features. On the
other hand, spatial attention module promotes correlation between fore-
ground and classification result. Second, a novel classifier named broad-
classifier is designed to enhance the discriminability. It greatly reduces
the cost of computing in the meantime by broad learning system. The
experimental results have show that our classification method can effec-
tively improve the average accuracies on remote sensing scene classifica-
tion data sets.

Keywords: Scene classification · Attention mechanism · Remote
sensing image · Broad learning system

1 Introduction

The purpose of remote sensing scene classification is to assign a specific seman-
tic category for remote sensing images. It has attracted extensive attention due
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to the large of applications. The technology of remote sensing scene classifica-
tion has attracted much attention due to its application potential in new fields,
such as urban Monitoring [1], sports broadcast [23–25], environmental detection
[2,21,24], geographic structure analysis [3]. The framework for these goals gener-
ally composed of two essential networks, feature mapping network and category
classification network.

Recently, thanks to the powerful feature learning ability of deep convolu-
tional neural network (CNN), the performance of remote sensing scene clas-
sification task has been significantly improved [4–6]. The existing approaches
utilized in remote sensing scene classification can be roughly categorized into
two structures: the naive CNN approach and the feature mapping approach.
The first method directly use the previous CNNs to classify the categories,
which only extract the features from the last layer of deep convolutional neu-
ral network [7]. The feature mapping methods commonly extract features at
first, and then encode these features in some way to enhance the performance of
scene classification. Actually, previous remote sensing scene classification meth-
ods demonstrates that use the semantic features which extracted from different
hierarchical layers will obviously increase the classification accuracy. Further-
more, complex image background information also causes considerable obstacle
to the object detection problem which can be improve by the spatial information.
However, these methods usually ignore the multilayer structural and spatial area
information.

To address these aforementioned problems, an end-to-end classification
framework is proposed to integrate the multilayer features and pay attention to
the spatial information. In addition, we present a novel classifier named broad-
classifier to identify the category label of the remote sensing image. Firstly, a
channel-wise attention module is proposed to enhance the relationship between
multi-scale feature mappings to solve the problem of error recognition caused by
incomplete feature representation. Secondly, to solve the problem of error detec-
tion caused by the complex background, we added a spatial-wise mechanism
into the original feature map. In the last stage, the broad-classifier is trained
with the assistance of the output attention feature maps. Besides, the classifier
is composed of a broad learning system (BLS) [8], which can effectively reduce
the training time while maintain the performance of classification.

2 Related Work

2.1 Remote Sensing Scene Classification

Recently, deep convolutional neural network has become the main tool for remote
sensing scene classification due to its strong feature representation capability. As
the remote sensing images cover a wide range and contain complex environment,
the scene classification method need represent feature properly. Fan Hu et al.
[9] adopted pre-trained CNNs to extract the multilayer CNN features for high-
resolution remote sensing scene classification. S. Chaib et al. [19] fully connected
the layers of VGG-Net to represent informative features, and DCA is further
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used to enhance accuracy. Q. Wang et al. [10] proposed a end-to-end framework
to make full use of density and distance information simultaneously. Z. Chen
et al. [11] presented a recurrent transformer networks to reduce the difference
semantic differences between levels. G. Cheng et al. [5] introduced a regulariza-
tion constraint to the basis of the traditional CNN framework for the problem of
object rotation variations. Kamel et al. [20,21] presented Deep CNN for human
action recognition.

2.2 Attention Mechanism

Attention mechanism has achieved increasingly use in object detection and clas-
sification in the work of the various computer vision tasks. F. Zhu et al. [12]
considered both semantic and spatial relations to address the problem of multi-
label image classification. Attention mechanism also makes an important con-
tribution to the saliency detection. For the unsupervised feature learning scene
classification tasks, F. Zhang et al. [13] extracted a set of patches from region-of-
interest, which are robust and efficient. In this paper, we propose a spatial and
channel-wise attention mechanism to focus more attention on the feature maps
on the different levels.

3 Method

This section describes the proposed method of remote sensing scene classifica-
tion, including channel-wise attention module, spatial attention mechanism and
broad-classifier. The core idea of this approach is to make full use of the rela-
tionship between different levels and the spatial information of target object.
Hence, the ResNet [14] is used to extract multiscale feature maps. The overview
of our proposed architecture is demonstrated in Fig. 1. X ∈ RH×W (where H,W
respectively the height and width) denotes the input image, and the residual
feature mapping F ∈ RH×W×C(R −Conv − 1) will be learned from the ResNet.
All processes can be summarized as:

F
′
= F + sigmoid((Ws ∗ F) ∗ (Wc ∗ F)) (1)

where F
′
represents the new feature mapping with the spatial and channel-wise

mechanism, Ws and Wc stands for the spatial attention and channel attention
weights respectively, and ∗ denotes the element-wise multiplication.

3.1 Spatial and Channel-Wise Attention Module

The feature map reflects the semantic and structural information of remote sens-
ing image which is significant for the visual classification and recognition tasks.
Besides, the feature maps from various levels frequently represent have different
characteristics. Hence we proposed a spatial and channel-wise attention module
to integrate feature maps from different levels to enhance the discrimination to
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Fig. 1. Overview of our architecture. The architecture consists of two parts, spatial
and channel-wise attention mechanism and broad-classifier. R-Conv-1∼4 are the last
residual blocks of different feature maps from the ResNet [14] backbone.

different scene categories. As shown in Fig. 2, it demonstrates the channel shuffle
module. We denote the pyramid feature extract from ResNet as Conv-2∼4 and
the Conv-3∼4 will be upsampled to the same size as Conv-2. Then, the aligned
feature maps linked together to form a novel channel map information, which is
strengthened among various levels. After that, we split the complementary fea-
ture blocks and recover to the original size. In practice, this operation enhances
the relationships of these different channel feature representations in actual.

The high-resolution remote sensing image is easy to achieve with the devel-
opment of remote sensing technology. And the complex background structure
makes the classification task more difficult. Therefore it’s important to highlight
the important parts. Motivated by this, a spatial attention mechanism is added
to address this problem. As shown in Fig. 1, the input feature map of spatial
attention is F ∈ RH×W×C , and the output is S ∈ RH×W×C . Then the spatial
attention mechanism can be denoted as:

S = sigmoid(AsF ) ∗ F (2)

where sigmoid denotes the sigmoid activation function, and As means the con-
volution kernels of spatial attention network.
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Fig. 2. Channel-wise attention module. The module adopts the multi-channel overlay
on the mapped features Conv-2∼4 to acquire the intermediary features M-Conv-2∼4
with different channels among various levels.

3.2 Broad-Classifier

For the image classification task, it is of vital importance to choose a appropriate
way to represent the semantic information of image. We proposed a spatial and
channel-wise attention module to address the image representation problem. But
image recognition is also important for image classification. Therefore a broad-
classifier is proposed to align the categories. A flat network named broad learning
system [8] is used to completed the classification task. The whole classification
process is divided into two steps: features map and nodes enhance.

Assume that we present the input of broad-classifier as F
′
, and the ith

mapped feature as Mi, therefore the each mapped note can be denoted as:

Mi = ϕ(F
′
Wsi + βsi), i = 1, 2, ...,MN (3)

where the Wsi is the convolution kernel and βsi denotes the bias which generate
randomly. Hence all mapped features can be denoted as Mn = [M1,M2, ...,Mn],
where n = MN . After that, the mth group of enhancement modes can be
presented as:

Hm = σ(MnWhm + βhm) (4)

Similarly, Whm and βhm are randomly generated. Hence, the output matrix Y
can be represented as the equation of the form:

Y = [M1, ...,Mn | σ(MnWh1 + βh1), ..., σ(MnWhm + βhm)]Wm (5)

where Wm stands for the connecting weights of mapped nodes and enhancement
nodes.

4 Experiments

4.1 Experimental Datasets

To prove the effectiveness of the proposed method, three public datasets is uti-
lized to evaluate the remote sensing scene classification task, including WHU-
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Fig. 3. Samples of the three data sets used in this paper. Airplane, base ball diamond,
beach, sparse residential and so on.

RS19 [15], UC-Merced [16] and AID [17]. These datasets are collected from
various regions with various remote sense equipments. WHU-RS19 are acquired
from the Google Earth Imagery, which has a large size of 600 × 600 pixels. The
data set contains 1013 images. And it divided into 19 classes, each of which con-
sists of 50 images at least. The UC-Merced is got from United States Geological
Survey National Map. It contains 21 scene classes and 100 samples of size 256 ×
256 in each class, which a total of 2100 images. It is a challenging datasets due
to the complex background among categories. AID is also acquired from Google
Earth Imagery, which contains 30 aerial scene categories with a size of 600×600
pixels. There are 10 000 images in total. The categories of these datasets include
buildings, airplane, beach, agricultural and so on. We shown some samples in
Fig. 3.

Table 1. Performance comparisons with contrasting methods. WHU and UC denote
the WHU-RS and UC-Merced dataset respectively.

Method MSCN [18] DFF [19] Ours

WHU UC AID WHU UC AID WHU UC AID

Airport red (AP) 98.32% 97.53% 95.45% 98.98% 96.43% 98.91% 99.01% 98.92% 97.89%

Farmland (AP) 93.87% 92.56% 92.78% 94.63% 93.78% 94.44% 95.32% 94.28% 95.89%

Parking lot (AP) 97.45% 97.92% 98.91% 95.72% 96.28% 96.65% 97.43% 97.88% 96.94%

River (AP) 96.33% 95.69% 91.84% 89.94% 93.32% 90.72% 98.37% 97.25% 94.78%

mAP 96.49% 95.92% 94.74% 94.82% 94.95% 95.81% 97.53% 96.46% 96.37%
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4.2 Experiment Results and Analysis

The evaluation indicators average precision (AP) and mean average precision
(mAP) is used to evaluate the performance of our proposed method. The mAP
commonly used in multiple categories problem, and it’s a vital indicator in clas-
sification tasks.

In order to evaluate the performance of our framework, we implement three
groups of experiments for the three datasets. Two contrasting approaches,
namely MSCN [18] and Deep Feature Fusion(DFF) [19], is used for a com-
parison. And some comparative results are shown in Table 1. As we can see, the
proposed method gets much better performance than other two approaches. Our
method obtains a 97.53%, 96.46% and 96.37% accuracy under the three datasets,
respectively. Especially when the background of remote sensing image is very
complex, the framework still works well. In addition, these methods achieve a
higher accuracy under the WHU-RS19 dataset. This is because the WHU-RS19
is a relatively small remote sensing image data set compared to other datasets.

Fig. 4. Evaluation of each component of the proposed method.

In this paper, we proposed three novel components to improve the perfor-
mance of classification task. There are spatial attention mechanism, channel
attention mechanism and broad-classifier. To analyze the impact of each com-
ponent, we discard one of them to compare the accuracy of the classification
task. As we can see in Fig. 4, each component plays a important role for the
classification task, but acquires the best performance when all components are
connected together.
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5 Conclusion

In this paper, we propose a image classification mechanism that includes spatial
and channel-wise attention and broad-classifier to deal with the remote sens-
ing scene classification task. We first build a channel-wise attention mechanism
to reinforce the correlation among the different levels, which can enhance the
information communication effectively. Then, spatial attention is used to high-
light the interest region from complex background. Finally, a broad-classifier is
designed to make full use of the feature maps and improve the accuracy. Our
method obtains the promising results on the public datasets. As for future work,
we plan to propose a rotational invariance technique to address the rotation
problem in remote sensing scene classification task.
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Abstract. Recent studies have shown that, with the help of complex
network architecture, great progress has been made in estimating the
pose and shape of a 3D human from a single image. However, existing
methods fail to produce accurate and natural results for different environ-
ments. In this paper, we proposed a novel adversarial learning approach
and studied the problem of learning graph attention network for regres-
sion. Graph Attention Residual Networks (GARNet), which processes
regression tasks with graphic-structured data, learns to capture semantic
information, such as local and global node relationships, through end-
to-end training without additional supervision. The adversarial learning
module is implemented by a novel multi-source discriminator network
to learn the mapping from 2D pose distribution to 3D pose distribu-
tion. We conducted a comprehensive study to verify the effectiveness of
our method. Experiments show that the performance of our method is
superior to that of most existing techniques.

Keywords: Pose estimation · Graph attention networks · Adversarial
learning

1 Introduction

Monocular pose estimation has many applications in the field of computer vision,
such as action recognition, human-computer interaction and autonomous driv-
ing. Among them, 3D human pose estimation is a very active research topic,
which refers to estimating the 3D position of body parts on the basis of single or
multiple RGB images or 2D human pose coordinates. There are many methods
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for 3D human pose estimation. Currently, the popular methods include obtaining
the 3D coordinates of human pose directly from a single image [2,3], obtaining
the 3D spatial position information from multi-view image [1], and obtaining
the 2D pose coordinates first, and then estimating the 3D pose according to
the obtained 2D pose coordinates. The most direct method is to predict the 3D
pose coordinates directly from a single image, which is to establish the end-to-
end mapping from monocular RGB images to 3D coordinates by using the deep
learning model. The disadvantage is that the current approach is difficult to
meet the performance requirements of learning complex features. Even the most
advanced methods so far require additional auxiliary parameters and special
network structures. The method of constructing 3D spatial position information
through multi-view images, which is take advantage of the information of cam-
era position or camera angle, construct the spatial coordinate system through
mathematical operation or machine learning method, and then obtain the final
result according to the predicted 2D pose and depth information, which has
better performance. However, multi-view images have higher requirements on
the number and placement of cameras. For the method of predicting 3D pose
through 2D pose coordinates, in order to reduce the learning pressure, 2D pose
information is directly used to learn 3D pose through mathematical calculation
or lightweight network. However, this method relies on 2D pose input, and the
error of 2D pose estimation will be magnified in the process of 3D estimation.

In this work, we proposed a novel graph attention network architecture called
Graph Attention Residual Networks (GARNet) for 3D human pose regression.
Specifically, we studied the local and global relations of nodes and the influence
of GARNet on the 2D to 3D human pose regression task. The goal of 3D human
pose estimation is to predict the position of the corresponding 3D joints in a
coordinate space for a given 2D human pose. It’s intuitive to use GARNet to
develop this problem. This method can make 2D and 3D pose be represented by
typical skeleton in the forms of 2D or 3D coordinates. GARNet can effectively
utilize the spatial relationship between them, which is essential for understanding
human behavior. In addition, we propose a novel multi-source discriminator
network that, instead of memorizing all the postures from the training set, learns
a meaningful variety of feasible human pose. The multi-source discriminator is
mainly used to distinguish the predicted 3D pose from the ground truth, which
is helpful to enhance the pose estimator to generate the anthropometric pose,
especially outdoor sports scene images. The multi-source discriminator consists
of three information sources: (1) original input image, (2) kinematic chain space
(KCS), (3) 2D location heatmaps and body joint depthmaps. We embed these
three information sources and then connect them together to determine whether
the input is the ground-truth or estimated pose. As a source of information,
the original image can provide rich context information to reduce ambiguity.
In order to detect the characteristics of human pose, such as motion chains,
symmetry, we included KCS in the discriminator network to improve the quality
of the discriminator. As a representation of the original joint position of human
body, heatmaps and depthmaps can obtain the complex geometric relationship
of human body structure.
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Our work makes the following two main contributions: (1) We proposed a
Graph Attention Residual Networks (GARNet). The key idea is to learn the
channel weight of the edges implied in the Graph and add no-local block to
it to capture the local and global relationship between nodes, which greatly
improves the performance of 3D human posture regression. (2) We propose a
novel multi-source discriminator, which uses the visual information, human pose
characteristics and the complex geometry relationships of human body structure
as the domain prior knowledge, to improve the generalization ability of the 3D
pose estimator.

Fig. 1. Framework overview of the proposed 3D human pose estimation approach. We
pre-train a 2D pose estimation network to predict 2D joint locations. It also serves as a
backbone network where we pool image features. Graph Attention Residual Networks
(GARNet) is used for 3D human pose regression tasks. The discriminator distinguishes
the ground-truth 3D poses from the predicted ones, so as to further improve the per-
formance of pose estimation.

2 Related Work

2.1 3D Human Pose Estimation

In recent work, many methods have used convolutional neural networks to pre-
dict the location of 3D human joints directly from the input images [4–6,30].
Different from the general regression problem, Pavlakos et al. [2] first proposed
that 3D keypoints localization problem in the voxel space can be used to han-
dle 3D human pose estimation. Recently, Sun et al. [7] proposed a method to
combine volume heat maps with soft-argmax activation, which achieved good
performance. An increasing number of studies concentrate on taking advantage
of deep neural networks to explore the mapping relation between 2D and 3D joint
locations [28,29]. A number of algorithms estimate 3D pose directly from the
image [2,3], while others integrate 2D heatmaps with volumetric representation
[2], paired distance matrix estimation [8] or image clues [9] for 3D human pose
regression. Some recent studies show that 2D pose information is very important
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for 3D pose estimation. Martinez et al. [10] put forward a simple but resultful
method which estimate 3D keypoints merely based on 2D detections. Pavlakos
et al. [11] came up with the idea of using the relative depth of the human joints
to assist the training of the 3D human pose estimation task. Fang et al. [12]
made use of pose grammar networks to ulteriorly extended this approach.

2.2 Graph Attention Networks

It is an important topic in the field of deep learning to extend CNN to input with
graphic structure. Recent research on computer vision has achieved advanced
performance by using GCN to model relationships between visual objects [14] or
time series [13]. GCN is limited by the fact that filters learned on the basis of one
domain are not enough to insured behave similarly when put into another base
and domain. Compared with GCN, GAT adopted a new method to process the
graph neural network, which was to migrate the brilliant attention mechanism
in transform to the graph neural network without sharing these limitations. We
explored applying GAT to regression tasks. The introduction of the attention
mechanism can make the computation efficient, because the calculation of the
attention mechanism on all sides can be parallel, and the calculation of the out-
put feature can also be parallel on all nodes. Secondly, the attention mechanism
can deal with the problem of input of any size and focus on the most influential
input. After the attention mechanism is introduced, it is only related to adja-
cent nodes, that is, nodes with shared edges, without obtaining the whole graph
information.

Fig. 2. Example of the proposed Graph Attention Residual Network.

3 Overview

For a color input image, our task is to output the 3D pose information of the
human body. The first stage of our network architecture is the 2D pose estima-
tion module. The output is a 2D heatmaps of the joint position of the body,
and then the depthmaps is output through the depth regression module. We
studied the effect of GARNet on 2D to 3D human pose regression. Given a
2D human pose as input, GARNet is used to predict the position of its corre-
sponding 3D joints in a coordinate space. In the standard generative adversarial
network (GAN) training, the generator network learns a mapping from the input
distribution to the output distribution, which is evaluated by the discriminant
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network. Our proposed multi-source discriminator is used to determine whether
the input is a ground truth or an estimated pose. Without the knowledge of
the camera projection, the 3D pose generated by the network is likely to be an
incorrect 3D reconstruction of the input 2D observation. So we introduced a
camera estimation network and a reprojection layer. The overall pipeline of our
proposed method is given in Fig. 1.

3.1 Graph Attention Residual Networks

In our framework, Graph Attention Residual Network (GARNet) learns the
mapping from the distribution of 2D keypoints detected to the distribution of
3D keypoints. From the perspective of generative adversarial network, it can be
regarded as generator network, which tries to predict the precise 3D pose to
deceive discriminator. We proposed a new network architecture for regression
tasks, called Graph Attention Residual Network, where GATNet and non-local
layers are interwoven to acquire the semantic relationship between local and non-
local layer nodes. A regression function ζ∗ that needs to be learned is defined
as:

ζ∗ = argmin
ζ

1
N

N∑

i=1

L(ζ(Pi),Ji) (1)

where K is the numbers of joints, P ∈ �K×2 is a series of 2D joints, J ∈ �K×3

is their corresponding 3D joints in a predefined camera coordinate system.
In this work, as shown in Fig. 2, all blocks are composed of a residual block

[18] constructed by two GATNet layers, a total of 128 channels, and then followed
by a residual block constitutes a non-local layer. We made this block repeat
several times to get a deeper network. At the start of the network, the input is
mapped to the potential space, and finally the encoded features are projected
back to the output space. Except for the last layer, all layers have been added
with batch normalization [19] and ReLU activation [20]. The loss function of our
regression task is:

L(B, J) =
M∑

i=1

‖B∗
i − Bi‖2 +

K∑

i=1

‖J∗
i − Ji‖2 (2)

where Bi and Ji is ground truth, J = {J∗
i |i = 1, . . . ,K} are predicted 3D joint

coordinates, B = {B∗
i |i = 1, . . . ,M} are bones [21] computed from J.

3.2 Discriminator Network

In the standard generative adversarial network, the pose predicted by the gen-
erator are often viewed as “fake” examples for training the discriminator. In
the adversarial learning stage, the pose estimator was learned, which made it
impossible to distinguish the ground-truth of discriminator from the predicted
pose. Therefore, the adversarial learning requires that the predicted pose has
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a similar distribution to ground-truth 3D poses. We use the 3D pose gener-
ated by unannotated images as fake examples for learning better discriminators.
Accordingly, it can also learn a better pose generator. The quality of the dis-
criminator has an important effect on the performance of the generator, which
determines whether the estimated 3D pose is similar to the ground truth. There-
fore, we designed a multi-source discriminator network. Selecting the appropriate
information source for the discriminator can effectively improve its performance.
Considering the description of image pose corresponding and the constraints of
human kinematics, our proposed multi-source discriminator consists of three
information sources: (1) original input image, (2) kinematic chain space (KCS),
(3) 2D location heatmaps and body joint depthmaps.

The first information source is our original input images. Since it provides
fund of contextual information, it can be used to model the corresponding pose
of the image to reduce the ambiguity in the pose generation process, as shown
in Fig. 1. In order to further strengthen the kinematic constraints of body joints,
We regard kinematic chain space [15] which is easy to calculate and implement
as second source information. Among them, the application of joint length and
Angle of descriptor is inspired by [16], as shown in Fig. 1. KCS matrix can be
used as an additional feature matrix in discriminator network, which does not
need to learn joint length calculation and angle constraint by itself. In fact, in
our approach, the KCS matrix plays an important role in achieving acceptable
symmetry between the left and right sides of the body. With this constraint,
the discriminator network does not memorize all the pose from the training set,
but rather learns a meaningful human pose that conforms to the kinesiology.
On account of the network can extract the plentiful and complex geometric
relationships in the human body structure from the heatmaps, we also study the
use of 2D location heatmaps as an part of additional information source, which
is resultful for the estimation of 2D adversarial posture [17]. In addition, We
also considered incorporating depth information into the representation of the
original joints of the body and further linking the heatmaps and depthmaps as
third information source.

3.3 Reprojection Layer and Camera Estimation

In order to satisfy the reprojection constraint and be sensitive to overfitting, we
learned [18] to add a third neural network to predict camera parameters from
the input data, and the inferred camera parameters were used to re-project the
estimated 3D pose back to 2D. Reprojection loss function is:

Lrep(X,K) = ‖W − KX‖F (3)

where ‖ · ‖F denotes the Frobenius norm, W is the input 2D pose observation
matrix, K is camera matrix, X is the output pose of the 3D generator network,
KX denotes the 3D pose is projected back into the 2D coordinate space. Camera
loss function is:
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Lcam = ‖ 2
trace(KKT)

KKT − I2‖F (4)

where I2 is the 2 × 2 identity matrix.

4 Experiment

4.1 Datasets and Evaluation Protocols

Datasets. We evaluate our methods, both quantitative and qualitative, on pop-
ular human pose estimation benchmarks: Human3.6M [22] and MPII Human
Pose [23]. Human 3.6 m is currently the largest publicly available 3D human
pose estimation datasets. This is one of the largest 3D body pose estimates
datasets, with 3.6 million images, including 11 actors performing 15 daily activ-
ities, such as eating, sitting, walking and taking photos, from 4 camera view. We
use this datasets for quantitative evaluation. The MPII human pose datasets is a
challenging benchmark for estimating 2D human posture in the wild. According
to the previous methods [2,12], this datasets was used for qualitative evaluation
of cross-domain generalization.

Table 1. Quantitative comparisons of Mean Per Joint Position Error (mm) between
the estimated pose and the ground truth on Human3.6M [22] under Protocol �1.

Protocol �1 Direct. Discuss Eating Greet Phone Photo Pose Purch

Du et al. [24] 85.1 112.7 104.9 122.1 139.1 135.9 105.9 166.2

Pavlakos et al. [2] 67.4 71.9 66.7 69.1 72.0 77.0 65.0 68.3

Mehta et al. [5] 52.6 64.1 55.2 62.2 71.6 79.5 52.8 68.6

Zhou et al. [3] 54.8 60.7 58.2 71.4 62.0 65.5 53.8 55.6

Sun et al. [4] 52.8 54.8 54.2 54.3 61.8 53.1 53.6 71.7

Fang et al. [12] 50.1 54.3 57.0 57.1 66.6 73.3 53.4 55.7

Yang et al. [25] 51.5 58.9 50.4 57.0 62.1 65.4 49.8 52.7

Hossain & Little [26] 48.4 50.7 57.2 55.2 63.1 72.6 53.0 51.7

Ours 47.3 55.7 51.4 58.5 61.1 49.9 47.3 64.1

Evaluation Protocols. For human3.6m [22], there are two common evaluation
protocols used in the literature to split different training and testing datasets.
A standard protocol uses all four camera views in subject S1, S5, S6, S7, and S8
for training, and the same four camera views in subject S9 and S11 for testing.
Errors were calculated after the ground truth and prediction were aligned with
the root joint. We’ll call this protocol �1. The other protocol used six subjects
S1, S5, S6, S7, S8, and S9 for training and evaluation on frame 64 of S11. It also
uses rigid transformations to further align predictions with the ground truth.



GARNet: GARNet Based on Adversarial Learning 283

Table 2. Quantitative comparisons of Mean Per Joint Position Error (mm) between
the estimated pose and the ground truth on Human3.6M [22] under Protocol �1.

Protocol �1 Sitting SittingD. Smoke Wait WalkD. Walk WalkT Avg.

Du et al. [24] 117.5 226.9 120.0 117.7 137.4 99.3 106.5 126.5

Pavlakos et al. [2] 83.7 96.5 71.7 65.8 74.9 59.1 63.2 71.9

Mehta et al. [5] 91.8 118.4 65.7 63.5 49.4 76.4 53.5 68.6

Zhou et al. [3] 75.2 111.6 64.1 66.0 51.4 63.2 55.3 64.9

Sun et al. [4] 86.7 61.5 67.2 53.4 47.1 61.6 53.4 59.1

Fang et al. [12] 72.8 88.6 60.3 57.7 62.7 47.5 50.6 60.4

Yang et al. [25] 69.2 85.2 57.4 58.4 43.6 60.1 47.7 58.6

Hossain & Little [26] 66.1 80.9 59.0 57.3 62.4 46.6 49.6 58.3

Ours 86.2 55.0 67.8 61.0 42.1 60.6 45.3 56.9

This protocol is called protocol �2. In this work, we used protocol �1 in all of our
experiments, because it was more challenging and consistent with our method
setup. The evaluation metric is the Mean Per Joint Position Error (MPJPE) in
millimeter between the ground truth and the predicted 3D coordinates across all
cameras and joints after aligning the pre-defined root joints (the pelvis joint).
We use this metric in our work to evaluate.

4.2 Configurations and Result

Configurations. According to the standard training process in [3], we first pre-
trained the 3D pose estimator on the MPII data set to match the performance
reported in [27]. Then, we used the pre-trained 2D module to train the full pose
estimator on Human3.6M for 200K iteration. In order to extract the learned 3D
pose into the unconstrained data set, we alternately trained the discriminator
and the pose estimator for 120 K iteration.

Quantitative Evaluation on Human3.6M. Table 1 and Table 2 reports the
comparison with previous methods on Human3.6M. Our method achieves the
state-of-the-art results. For Protocol �1, our method obtains 56.9 of mm of error,
which has 1.4%–8% improvements compared to previous advanced methods [3,
4,12,25,26].

Qualitative Results. In Fig. 3 and Fig. 4, we show the visual results of our
approach on the human3.6m and MPII test set. As you can see, our method can
accurately predict the 3D pose in the interior and in most in-the-wild images.
The experimental results show that our method is able to effectively regress 3D
human pose and extend them to some new situations.
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Fig. 3. Predicted 3D poses on the Human3.6M test set. The 3D skeleton on the left is
the ground truth (GT), and the results of our method are shown on the right.

Fig. 4. Example 3D pose estimations from the MPII dataset. Although not perfect,
the poses is still reasonable and close to the correct poses.
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5 Discussion

In this paper, an adversarial learning framework based on 2D joint detection for
3D human pose estimation neural network is proposed. On this basis, we pro-
posed a new regression model for the 3D human pose regression tasks, which use
the graph structure data to learn the local and global node relations to operate
the regression tasks. We also proposed a new multi-source discriminator which
further improves the performance of 3D human pose estimation. Experimental
results demonstrate the effectiveness and flexibility of the proposed framework
in 3D human pose estimation tasks. We hope our ideas of 3D regression model
and multi-source discriminator can inspire more future work in human pose esti-
mation and other images processing tasks.
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Abstract. Grass is a very important element of nature and it could
almost be found in every natural scene. Thus grass modeling, rendering
as well as simulation becomes an important task for virtual scene cre-
ation. Existing manual grass modeling and reconstruction methods have
researched on generate or reconstructing plants. However, these meth-
ods do not achieve a good result for grass blades for their extremely
thin shape and almost invariant surface color. Besides, current simula-
tion and rendering methods for grasses suffer from efficiency and com-
putation complexity problems. This paper introduces a framework that
reconstructs the grass blade model from the color-enhanced depth map,
simplifies the grass blade model and achieves extremely large scale grass-
land simulation with individual grass blade response. Our method starts
with reconstructing the grass blade model. We use color information to
guide the refinement of captured depth maps from cameras based on an
autoregressive model. After refinement, a high-quality depth map is used
to reconstruct thin blade models, which cannot be well handled by multi-
view stereo methods. Then we introduce a blade simplification method
according to each vertex’s movement similarity. This method takes both
geometry and movement characteristics of grass into account when sim-
plifying blade mesh. In addition, we introduce a simulation technique
for extremely large grassland that achieve tile management on GPU and
allow individual response for each grass blade. Our method excels at
reconstructing slender grass blades as well as other similar plants, and
realistic dynamic simulation for large scale grassland.

Keywords: Grass · Reconstruction · Simulation · GPU · Intelligent
information processing

1 Introduction

Grass is a significant feature of the natural world and it is indispensable in
most 3D games and movies. Therefore grass simulation becomes an essential
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field of computer graphics and visualization, which includes grass modeling, ren-
dering, and simulation. Individual response from every single grass blade greatly
improves viewers’ experience for the virtual environment and increase the scene’s
fidelity. Grass simulation may not be so difficult for a single blade, however, when
there is a requirement for simulating a large quantity of grass blades, the vertex
amount for a single grass blade is strictly limited to a very small count in order
to achieve high simulation performance. Modeling realistic grass blade with ver-
tex amount restriction is challenging, no mater manually creating or recovering
grass blade shape from images or videos.

Fig. 1. Large grassland generated with our method, there are over one million grass
blades with over 30 million triangles and more than one hundred objects. (Color figure
online)

Existing methods usually use manually pre-designed grass blade models [25],
these models are created according to the artist’s experience and lack variety.
Existing works have focused on capturing and recovering macro structures for
plants and other man-made objects. Those reconstruction methods use a multi-
view stereo to reconstruct the depth map. They rely on color-correlation in
different images and calculate depth according to triangulating. However stereo-
based methods are not able to handle grass reconstruction well. Extremely thin
shape and almost invariant surface color make it difficult to find corresponding
point or pixel in reference images when doing triangulating. As for grass dynamic
simulation, current works have explored different schemes. Procedural animation
is a simple way to simulating grass blades movement, however, it doesn’t provide
interaction between grass blades and another object. Some methods simulate
some grass blades as guide grass, and nearby grass blades would follow the
movements of guide grass blades. Those methods relieve the computation burden
however suffer from repetition pattern problems. Some previous works use a
string-mass system to simulate the movement of grass blades, nevertheless, a
balance between blade movement accuracy and simulation performance leads
to a very small amount of active grass blades in a very large grassland. Those
methods could barely achieve individual responses for each blade in the whole
scene.
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In this paper, we present a novel and effective framework for simulation of an
extremely large amount of grass blades and this framework includes grass blade
modeling, rendering, and simulation. Our framework is able to reconstruct a
grass blade from images, simplify the grass blade model and render large scale
grassland scenes with high quality as well as realistic simulation response to
collisions. We use a color-enhanced depth map to reconstruct the thin shape
of the grass blade model. Then blade contour is extracted through image-based
edge detection. After that, a particle-flow method is used to capture the accurate
blade contour of any shape and calculate the blade’s skeleton. In order to deal
with a large number of grass blades, the vertex amount for a single grass blade
is strictly restricted. The blade skeleton may contain hundreds of triangles for
a single blade needed for rendering, thus it must be simplified before using. We
introduce a blade skeleton simplification algorithm that takes geometry fidelity
and vertices movement similarity into account. This iterative algorithm allows us
to simplify the blade model to an appropriate level as preset by a user. Finally,
We implement the method introduced by Han et al. [9] to simulate our grass
blade and extend the method introduced by Fan et al. [6] to do tile management.
Our main contributions are listed below:

– Vertices’ movement similarity for blade skeleton simplification: In
order to achieve high simulation performance for an extremely large amount
of grass blades, we simplify reconstructed grass blade model according to not
only vertices’ geometry but also movement similarity in simulation, which
lead to more accurate grass blade simplification result.

– GPU-Based tile management in simulation: We improve tile manage-
ment and introduces a more exhaustive GPU-based grass tile management.
This scheme allows GPU to calculate all the collisions between objects and
tiles, and update the collision tile list automatically, which relieves pressure
on CPU and thus improves the overall performance of simulation as well as
rendering.

2 Related Work

Grass Rendering and Simulation. The most challenging part of grass mod-
eling, rendering and simulation are caused by extremely large quantities. William
Reeves [20] addressed those challenges in 1985. Works about grass mainly dis-
cuss the following three topics: grass modeling, rendering, and simulation. For
modeling and rendering, Kajiya et al. [10] introduced volumetric textures(texels)
for short fur rendering. Texels can use to solve spatial aliasing problems. Neyret
extended this work to simulate natural scenes such as realistic grass [15]. Brook
et al. [1] improved this method to obtain high rendering performance. The image-
based method was used in grass rendering in 2005 [21]. This method used bidi-
rectional texture function for grass. Through length preserving free-form defor-
mation of the 3D skeleton lines of each grass blade and alpha test to implement
transparent texture mapping, wang et al. modeled grasses of different shapes
with rich details [25]. Boulanger et al. introduced a level-of-detail (LOD) method
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Fig. 2. Overview of system pipeline

for grass rendering with realistic dynamic light and shadow effects [3]. In pre-
vious works about grass simulation, grass blades were pushed away when an
interaction between grass blades and objects happens [8]. Qiu et al. proposed
to propose a method for dynamic simulation of grass field swaying in wind [17].
Spring-mass system was also used to model grass blades and simulate grass-
object interaction [5]. We adopt the simulation algorithm introduced by Han
et al. [9]. This method treated collision as hard constraint, meanwhile treated
length, bending and twisting as soft constraints in the Anastacio 2006 modeling
iterative solver for grass-object interaction. Inspire from [11,12], we employ the
rendering and simulation framework introduced by [6]. With this framework, we
are able to perform collision computation on GPU and do a grass blade instanc-
ing on the fly. We implement our capture method on the basis of this framework
to obtain more accurate and diverse grass types.

Plant Reconstruction. A number of works for leaf and flora reconstruction
have reference value for our method since we want to recover the grass blade
model. There are some previous works about using interactive methods to gen-
erate or reconstruct leaf shapes and tree shapes [14] and Quan et al. [18] intro-
duced a method to model plant from a dozen of images. This method could
recover the plant’s shape automatically while relying on the user to provide
some hints for segmentation. Tan et al. [24] proposed a method to generate
3D trees from images. They populated tree leaves from segmented source images
and used shape patterns of visible branches to predict occluded branches. [13,22]
build for realtime virtual realistic based on image. Bradley et al. [4] presented a
scaling technique to compute the 3D structure of foliage and extract leaf shapes.

Model Simplification. After capturing, we need to simplify our grass blade
model so that it could be applied in real scenes. This is very similar to many
Level-of-detail (LOD) methods, which are typical model simplification algo-
rithms. They are used to simplify model geometry complexity and accelerate
rendering as well as simulation performance. The framework used to obtain a
constant frame rate for visualization of virtual environments was introduced
in 1993 [7]. Geometry-based LOD algorithms including quad re-meshing meth-
ods were summarized in [2]. Field-guided parameterizations-based methods split
quad re-meshing into three steps including cross-field computation, integer-grid
parameterizations and quad mesh extraction [19]. Our skeleton simplification
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method is similar to LOD algorithms, moreover, we take simulation fidelity into
account while simplifying the grass blade model. This leads to a more accurate
model for rendering and simulation at the same time and we are able to balance
the trade-off between performance and quality.

3 Algorithm Details

We introduce a novel and effective framework that is able to reconstruct the grass
blade model from the color-enhanced depth map, simplify the model and finally
achieve high-quality rendering and realistic individual simulation for each grass
blade for very large scale grassland. Figure 1 shows one large grassland generated
with our method. This grassland contains over one million grass blades(over 30
million triangles) and more than one hundred objects. The pipeline of our algo-
rithm is shown in Fig. 2. We input a captured depth map and accompanied color
image from structured-light based sensing camera. Through the color-enhanced
technique, we are able to recover an accurate depth map by filtering noise and
complete depth losses. Those depth discontinuities specularly appear near edges
of objects. Then blade contour is obtained through image-based edge detection.
we design a simplification algorithm to reduce vertex amount while maintain-
ing its geometry as well as simulation features at the same time. We adopt the
GPU instancing scheme used in [6] to achieve high-quality rendering and realistic
individual simulation.

3.1 Model Simplification

Having reconstructed the grass blade model from the color-enhanced depth map,
we design a scheme to simplify this model so that it could possibly be used in
large-scale grassland rendering and simulation. Otherwise, any method couldn’t
afford millions of grass blades each with thousands of vertices. The grass blade
model used in our rendering and simulation framework is represented as line seg-
ments. We store line segments as degenerated triangles as expand them before
rendering. This step will be covered in Sect. 3.2. Thus model simplification is
designed to decrease the vertex amount of line segments, which is called a blade
skeleton. This skeleton simplification method is similar to some LOD methods,
however, most LOD methods are designed for triangle meshes or quad meshes.
More importantly, we need to take geometry fidelity as well as vertices’ move-
ment similarity into account simultaneously while doing simplification. There-
fore we design this scheme that both geometry fidelity and vertices’ movement
similarities for simulation are important factors in simplification.

In our system, we define any two vertices’ movement similarity by the dis-
tance between them and their movement trends. Geometrically speaking, for
any two vertices, their similarity is determined by the distance between them.
And in simulation, for any two vertices, their similarity is determined by the
stability of the distance between them. In another word, if two vertices remain
the same distance to each other, we consider that they have a unified movement
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trend, thus they are similar. On the other hand, the distance between tip vertex
and root vertex varies significantly during simulation, thus there are less similar
obviously. We acquire the position data of all vertices every a few milliseconds,
then we are able to calculate distances between any two vertices during a period
of time. Variance is usually used to describe data stability. If distance variance is
low, it means the distance between two vertices is stable. In another word, this
indicates that these two vertices move synchronously. We tend to merge vertices
that are both geometrically similar and have high movement similarity. Assume
we acquire n frames of position data for each vertex every a few milliseconds,−→v n

m is mth vertex at nth frame, Diff represents difference between any two ver-
tices, g denotes geometry difference function, m denotes movement difference
function, therefore we introduce difference of any two vertices as:

Diff(−→v 1,
−→v 2) = g(−→v 1,

−→v 2) × μ + m(−→v 1,
−→v 2) (1)
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1,
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2 ‖
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where μ is the control parameter for geometry and movement difference wight
and it could be set by the user, n is acquired total frame account.

We use an iterative algorithm to complete this skeleton simplification process.
After skeleton calculation, we obtain an array of skeleton vertices. We design a
greedy algorithm to iteratively merge two adjacent vertices until the target vertex
number is achieved. This algorithm based on the assumption that if two vertices
are the most similar then they should be adjacent vertices in the array. Because
closer vertices are geometrically more similar, meanwhile we find that adjacent
vertices get higher movement similarity than non-adjacent vertices.

3.2 Rendering and Simulation

Instanced Rendering. According to our reconstructed grass blade model and
simplification result, we pre-generate a list of grass blades with some random
scaling. We divide the whole scene into square tiles of the same size. Those
blades in the Patch are randomly located in a square that has the same size of
glass tiles in the scene. Each tile contains a subset of continuous blades in the
Patch. For each grass tile, its start position to fetch blade data in the Patch is
calculated by tile’s world position coordinate in the scene. With this instancing
scheme, we are able to reduce memory use from about 4 GB of 4 M blades to only
24 MB for a Patch of 16384 blades with exactly the same high-quality grassland.
With this Patch, we manage to simulate a grassland with rich variance.

We draw one line segment as two degenerate triangles and expand each
knot(two overlapping vertices) of this line segment at run-time according to
expansion width, which is stored as grass blade model data. We employ Phong
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shading along with subsurface scattering effect [23] in our system. In order to
avoid a monotone, we use a density map in our system. The density map deter-
mines the grass blade amount within each tile. Our density map is generated
with Perlin noise [16] and it is continuous among tiles and since each blade
is randomly located within each tile, thus density map will not bring in any
unnatural-looking caused by strange density.

GPU-Based Tile Management. In our simulation system, we extend the
simulation method introduced by Han et al. [9] to simulate grass Blades. We also
improve tile management scheme introduced by Fan et al. [6] to GPU-Based tile
management. This simulation scheme is compatible with procedural animation.
We are able to simulate millions of grass blades with real-time performance.

Compared with CPU-Based tile management, our tile management achieves
to perform tile management purely on GPU, which means we accomplish to
perform tile-object collision detection on GPU and we do not need to transfer
active tile date from CPU to GPU, which relieves the burden for CPU and
bandwidth. We set up a thread on GPU to keep track of the collision status of
every object and record a possibly-collision tile list for each object. During the
data synchronization process, all list of possibly-collision tiles will be merged
into one list, this becomes the to-activate tile list used in later steps.

4 Implementation and Results

We implemented our system on a PC with Windows 8.1, Intel i5-4460 CPU
running at 3.2 GHz and AMD Radeon HD7970 graphic card. 4-times multi-
sampling anti-aliasing is used in all experiments to guarantee satisfactory visual
effects.

Instancing rendering is used in our implementation in order to reduce draw
call overhead of CPU. Instancing parameters are pre-generated and stored in
a structured buffer before rendering. Our rendering scheme is also compatible
with different LOD algorithms at far distances.

Timestamps are used in our simulation scheme in order to imitate the energy
dissipation process. Tile activation is triggered when objects enter a tile and
deactivation starts when all objects leave a tile after a time delay. Since activation
and deactivation processes are called so frequently that instant GPU memory
allocation would significantly slow down the simulation process and eventually
becomes the bottleneck of the whole system, we set up a GPU memory pool and
pre-allocate GPU memory before simulation. We assign memory for tiles when
the simulation is needed and recycle as soon as tile deactivation starts.

4.1 Reconstructed Model and Simplification Result

Our method could reconstruct the grass blade model from the color-enhanced
depth map, simplify the reconstructed blade model for the usage in rendering and
simulation. This provides the possibility for the user to capture any appropriate
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category of grasses or leaves and use them as a blade models for large scale
grassland simulation. This is especially useful for virtual-reality or augmented-
reality applications where quick reconstruction of grassland with specific grass
blade type is needed.

Our grass blade skeleton is essentially represented as line segments, which
could be expanded to real grass blade before rendering. Thus simplification qual-
ity is determined by the error between the simplified grass blade skeleton and the
reconstructed blade skeleton. There is a difference between the simplified blade
model and the reconstructed blade model before simplification. This difference
is the simplification error, and we intend to measure the “distance” between
vertex sets before and after simplification to evaluate the simplification result.
Hausdorff distance is usually used to measure how far two subsets of a metric
space are from each other [26]. According to Hausdorff distance, simplification
error could be defined as:

Error(X,Y ) = max{ sup
−→x ∈X

inf−→y ∈Y
‖ −→x − −→y ‖,

sup
−→y ∈Y

inf−→x ∈X
‖ −→x − −→y ‖} (4)

where sup represents the supremum of the set and inf represents the infi-
mum. X, Y are two sets while −→x , −→y are elements that belong to set X, Y
respectively. In our method, Hausdorff distance is used to measure the similarity
of a simplified skeleton and the original one before simplification. However, since
the skeleton after simplification could be a subset of the original one, Hausdorff
distance could become meaningless in that case. Therefore we eliminate the ver-
tices from original skeleton vertex set α if they are also in simplified skeleton
vertex set β, let α′ = α−β, then we calculate the Hausdorff distance from α′ to
β. In this way, we actually measure the distance between the culled vertex set
and the remained vertex set after simplification.

Fig. 3. Skeleton simplification evaluation results: our methods, mean method and ran-
dom method. (Color figure online)

We record vertex position data every a few milliseconds during the simulation
process. Simulation for reconstructed skeleton vertices and simplified skeleton
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vertices are conducted at the same time with identical collision. Then we calcu-
late Hausdorff distance as simplification result error. For the need of comparison,
we implement several other schemes used for skeleton simplification. The ran-
dom method iteratively deletes vertex randomly from the original vertex set. The
mean method selects vertices evenly along with the skeleton from the root to
the top according to vertex index. The geometry-based simplification algorithm
uses vertices’ position as guidance to reduce vertices. It iteratively merges two
vertices with the shortest distance. Since the grass blade skeleton is represented
as line segments, many LOD methods for meshes eventually degenerate to the
geometry-based method used in our comparison. From Fig. 3 we could see that
our skeleton simplification algorithm always gets the lowest error among the
methods listed above.

4.2 Rendering and Simulation Result

We have evaluated our algorithm in its rendering and simulation performance.
In our system, we need only one draw call to rendering the whole scene, which
greatly reduces CPU overhead. We are able to render a scene of 15264 tiles in
21 ms, in total there are 976896 blades and over 31 million triangles.

As compared with the multiple-draw call method, the one-draw-call method
has an obvious performance advantage. With instanced rendering scheme, all
tiles share the same Patch data for blade vertices. Only some parameters should
be set up before rendering such as tile world coordinate. Thus we store all the
parameters for each tile, and those parameters could be fetched in vertex shader
through tile index and vertex index. We pay a small space (less than 1 MB) for
about 50%–60% rendering performance improvement.

Table 1 illustrates our rendering performance in FPS (Frame per second)
for non-GPU-based tile management method [6] and our GPU-based tile man-
agement method. Our GPU-based tile management is designed to improve the
simulation efficiency.

Table 1. Rendering performance with and without GPU.

Tile No. 2K 4K 8K 16K 2K 4K 8K 16K

Blade/Tile GPU-Based method Non-GPU-Based method

64 71 66 54 28 73 68 56 31

128 72 56 32 15 74 59 35 18

256 57 30 16 7 60 33 19 9

512 31 16 8 4 33 20 11 6

In Table 2, profiling data for simulation demonstrates the effectiveness of
our simulation scheme. Simulation time for a single blade decreases with the
increase of simulated tiles as listed in the table. This gives the evidence that our
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Table 2. Simulation time data with different activated tiles, objects.

Tiles Blades Objects Sim time (ms) Sim time/Blade (ns)

6 384 1 0.176 0.458

14 896 2 0.183 0.204

150 9600 20 0.952 0.099

709 45376 128 4.67 0.103

Table 3. GPU time for rendering and simulation with 23 K activated grass blades, 4
million total grass blades and 128 objects. Percentages in the table denote a busy time
ratio for a specific stage.

Items GPU (ms) VS PS CS Tex

Grass simulation 5.6 0 0 99.9% 99.7%

Grass rendering 5.4 99.9% 75.0% 0 32.1%

Skybox rendering 0.3 0.11% 31.3% 0 92.2%

Terrain rendering 0.3 99.5% 72.7% 0 10.9%

simulation scheme is suitable to solve the high simulation cost problem caused
by extremely large grassland.

Table 3 shows GPU time for rendering and simulation in one specific frame
with a scene which contains over 23K activated grass blades and 128 objects.
VS, PS, CS, and Tex represent vertex shader, pixel shader, compute shader
and texture operation respectively. The percentage means how busy this stage
is during rendering. Due to the parallelism of GPU, the percentages of listed
three stages do not sum to one hundred percent. We do not list GPU utilization
for simulation because only compute shader is used. We achieved a balance
between rendering and simulation since GPU time for them is approximately
equal. Vertex shader utilization is up to one hundred percent indicates huge
vertex processing in our algorithm, which becomes the bottleneck of the whole
system.

Limitations. Restricted by the vertex amount of grass blade, our method has
some limitations. First, a small vertex amount is not enough to model jagged
blades or leaves. Sharp variation in shape definitely needs more vertices to remain
such features. However, vertex amount is severely restricted by performance
requirements, we need to balance vertex amount and performance at the same
time. Thus simplified results may damage the reconstructed model structure if we
have to reduce vertex amount to a small number. Meanwhile, due to the structure
of grass blade we use in our system, we are not able to handle horizontally curly
blades. Secondly, infrared camera has limitations on its accuracy. This camera
could only provide a depth map of low resolution, and it could only detect objects
within a one-meter range. If we want to reconstruct a very thin grass blade whose
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width is even smaller than its infrared dot pattern, we could not recover a good
depth map for the grass blade model. Hopefully, this problem would be solved
by the development of hardware.

5 Conclusion

In this paper, we present a framework for reconstructing grass blade with color-
enhanced depth map, blade extraction, extremely large scale grassland rendering
and simulation with GPU-based tile management. We utilize an increasingly
popular infrared depth camera and take advantage of depth information provided
by a depth camera with our color-enhancement technique to reconstruct the
grass blade model. A blade skeleton simplification process according to vertices’
movement similarity is introduced to reduce skeleton vertex number so that it
can be used in the rendering and simulation system with acceptable performance.
As for rendering, we adopt a GPU-instanced scheme to reduce memory usage.
An improved GPU-based tile management method is employed to pay simulation
costs for those tiles only when needed.

Our proposed method concentrate on reconstructing grass blade shape and
simplifying its structure so that it can be used in the rendering and simulation
method for large scale grassland. We are able to reconstruct a variety of grass
blades. We would also like to extend our method to handle more complex blade
shapes or reconstruct another kind of plants. Furthermore, our method does not
handle grass fracture and deformation. Skeleton and expansion width calculation
may get incorrect results with such cases. We plan to handle grass fracture in
future works and add support for structurally different vegetation.

In summary, our work demonstrates how effectively reconstruct the method
for this and small plants can be developed and how to use the reconstructed
model in rendering and simulation frameworks. This work can be extended to
many fields and inspire other reconstruction and modeling methods for plants
and other kinds of objects.
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Abstract. In flow visualization, it remains challenging to flexibly
explore local regions in 3D fields and uniformly display the structures of
flow fields while preserving key features. To this end, this paper presents
a novel method for streamline generation and selection for 2D and 3D
flow fields via density control. Several levels of streamlines are divided by
flow density. The lowest level is produced using an entropy-based seed-
ing strategy and a grid-based filling procedure. It can generate uniform
streamlines without loss of important structural information. Other lev-
els are then generated by a streamline selection algorithm based on the
average distance among streamlines. It could help users understand flow
fields in a more flexible manner. For 3D fields, we further provide local
density control and density control along any axis for users, which are
helpful to explore the fields both globally and locally. Various experi-
mental results validate our method.

Keywords: Flow visualization · Density control · Streamlines ·
Entropy.

1 Introduction

Fluid simulation is an important research topic in computer graphics. In addition
to researches [1–4] of fluid animation, flow visualization also attracts more and
more attention, that plays an essential role in analyzing features of flow fields,
observing physical phenomena, and verifying physical laws, etc.

Flow visualization can be classified into 2D visualization [6–8] and 3D visu-
alization [13]. For the former, Zhang et al. [9] used grids to control placement of
streamlines, that can naturally reflect the topology of flow structures. Wu et al.
[18] presented a streamline placement algorithm that produces evenly spaced
long streamlines while preserving topological features of a flow field. This method
is effective in creating evenly spaced long streamlines and preserving topologi-
cal features. For highlighting the main features of 2D flow fields, Verma et al.
[5] identified critical points and proposed a layout algorithm, by selecting the
appropriate template to seed points in the neighborhood of each type of critical
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points. This method may exhibit characteristics near the critical point but it
cannot guarantee the criterion of uniformity. Xu et al. [10] proposed an entropy-
based flow visualization method to evaluate selected seed points. However, it is
computationally intensive. In contrast, we proposed a hybrid method to gener-
ate streamlines and used the self-defined parameters to select streamlines, which
can satisfy the criteria of consistency, coverage and continuity.

For 3D flow visualization, Ye et al. [11] extended the method in [5] and
proposed an algorithm based on topology extraction of the 3D flow structure.
Marchesin et al. [12] proposed a view-dependent line selection method by using
linear entropy and angular entropy. More recently, Gunther et al. [14] proposed
an optimization algorithm, that first randomly generated streamlines and then
performed a global optimization process to generate the resulting streamlines.
Guo et al. [19] proposed stochastic flow maps (SFMs) for visualizing uncertain
transport behaviors of unsteady flows. Rossl and Theisel [15] used Hausdorff
distances among streamlines for visualization. In contrast, we select streamlines
based on flow density. It is useful for users to understand and explore the struc-
ture of flow fieldswith hierarchical levels of visualization results rather than with
only one. In addition, the density control along any axis and local density control
allow users to explore the field flexibly.

This paper takes special care of the uniformity of flow fields and proposes a
novel density-controlling method to hierarchically display flow structures. Our
method aims to display the fields by a sequence of images of different densities.
Specifically, we first generate streamline sets meeting the above three criteria
by a hybrid algorithm. Then, we filter streamline sets based on the average
distance between streamlines, generating results with different density levels. In
the level that contains fewer streamlines, the structure is clear and the user can
manipulate the flow field in real-time to observe the general structure. Moreover,
one can explore more features in the level with more streamlines. In 3D fields, our
method allows users to flexibly control the density in different directions, which
is beneficial for users to explore the field. Besides, the local density control for
3D fields helps to choose several regions of interest to view the flow structures.

2 Multi-level Density Control

The main process of our algorithm includes three modules, namely seeding, grid-
based filling, and streamline selection.

2.1 Seeding

In general, flow fields may contain different structural characteristics and the
most important features in different fields usually lie around critical points where
the velocity is zero. Besides, the distribution of velocity in the local region is
also used to define the special structure. The important structure usually has a
complex distribution of velocity, that can be referred to [10]. It uses the Shannon
entropy [16] to detect the above regions. In a flow field, the direction differences
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around the critical points are usually larger than others. Therefore, if a flow
field contains critical points, they are usually contained in the points with larger
entropy, which means that these points are likely critical points or near critical
points. We calculate entropy with the algorithm in [10].

2.2 Grid-Based Filling

Due to the blank areas after seeding may not satisfy the criterion of consistency,
we perform grid-based filling for 2D and 3D flow fields as follows: (1) Divide the
flow field into small cells and mark the cells which streamlines go through or are
on the border; (2) Detect the blanks and seed in the center of the blank areas;
(3) Repeat Step (1) and Step (2) until the size of the blank fields is below a
given threshold.

When detecting the blanks, we regard the unlabelled cells as blank areas in 2D
fields. In 3D fields, streamlines cannot divide the space into several unconnected
regions, so we change the stop strategy of searching cells as follows: when a
labelled cell is found in one searching direction, we will stop searching in this
direction; If the blank area is greater than the defined value, we would use the
center point of the area as seed to generate streamlines. It is not precise but
good enough to fill blanks in a 3D flow field. In practice, the defined value is
related to grid resolution and it is usually kept lower than 100.

As for seeding in blanks, we calculate the average value of grid coordinate
Gx and Gy in all of the blank grids and set point (Gx, Gy) as a new seed in 2D
fields. If the seed does not belong to the blank area, we would first generate two
streamlines at that point, which are parallel to horizontal direction and vertical
direction. Next, we find two line segments in the blank fields and then compare
the length of line segments. Finally, we select the midpoint of the longer segment
as a new seed point. In 3D fields, due to the specific methods for detecting blanks,
the seed is always located in the blank area. Figures 1(c) and 1(d) show the
intermediate result of grid-based filling. In Fig. 1(d), the shaded area means the
blank got by the searching algorithm. Figure 3(a) demonstrates the result after
grid-based filling, in which the streamlines satisfy the criteria of consistency.

2.3 Streamline Selection

The results of streamlines in 2D fields may be too intensive to satisfy user’s
demand. Meanwhile, the results of 3D visualization may appear severe occlu-
sions. Therefore, we propose the multi-level density display method that uses
streamline property to filter streamlines so as to achieve better visual results.

Streamline Property. We use the streamline length to ensure that there are
few short streamlines in the results and exploit the average distance among
streamlines to control density. Because the curve is stored as a sequence of
points in our method, we calculate length by accumulating the distance between
adjacent points. As a result, by controlling the properties with given thresholds,
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Fig. 1. Illustration of the calculation of the distance among streamlines in the positive
direction of the x-axis.

the results will have few short streamlines, that also contributes to the continuity
of results.

We use the average distance from a streamline to its neighboring stream-
lines to control the density of streamlines. It is difficult to define the uniformity
between the streamlines. So we exploited the property Ds to control the density
by limiting the distance among streamlines, written as

Ds = min {dtop, ddown, dleft, dright} (1)

dp =
∑

1
2 (di + di+1) |yi+1 − yi|

lline
, dq =

∑
1
2 (di + di+1) |xi+1 − xi|

lline
(2)

where dtop, ddown, dleft and dright represent the distance among streamlines
in the positive direction of x-axis, the negative direction of x-axis, the positive
direction of y-axis, and the negative direction of y-axis for 2D fields, respectively.
The di is the distance to the closest streamline point on any other streamline
along one axis, lline is the length of the streamline, and p represents top or down,
and q is left or right.

Figure 1 describes an example that calculates the distance in the positive
direction of the x-axis. We view a streamline as the collection of points. And any
dotted line represents the direction of the positive direction of x-axis. Firstly, we
calculate di for each point of the streamline in this direction. Next, we compute
the area Si,i+1 between adjacent dotted lines and the streamlines, where we
regard the region as the trapezoid for simplicity. Then we will represent the area
S with the sum of Si,i+1 for every point i. Finally, the area S is divided by the
length of the line, i.e., the distance among streamlines in the direction can be
evaluated. Similarly, we could get the distance in other directions. The result is
the minimum of the all four distances.

Figures 2(a) through 2(e) and Figs. 2(f) through 2(j) show the visualization
results with grid resolution 250× 250 and 200× 200 when the distance threshold
δt is 0.0, 0.4, 0.8, 1.2 and 1.6, respectively. It can be seen that with different
distance thresholds, we can get results with different densities, and all of the
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results meet the three criteria. Besides, it can be seen that for the images with
the same parameter in Fig. 2, the image with larger grid resolution contains more
streamlines than that with smaller one.

(a) δt = 0.0 (b) δt = 0.4 (c) δt = 0.8 (d) δt = 1.2 (e) δt = 1.6

(f) δt = 0.0 (g) δt = 0.4 (h) δt = 0.8 (i) δt = 1.2 (j) δt = 1.6

Fig. 2. The results of 2D flow filed visualization with different grid resolutions and
different parameters. (a)–(e) show different results with the grid resolution 250× 250,
and (f)–(j) show results with the grid resolution 200× 200.

Figures 3(a) through 3(d) describe the visualization results for 3D flow fields
with different densities. With fewer lines, the structure appears more clear and
easier to understand. But the structure will miss some details, especially the
structures in higher levels, which will be found in the lower level. The user could
understand the main structure in the higher level and then find the missing
details in the lower level with suitable viewpoints.

2.4 Parameter Decomposition

The parameter is the average distance among streamlines, and it can work well
for 3D fields with the special resolution whose border is a cube, for example
100× 100× 100. But, it cannot achieve better results for some resolutions, such
as 500× 500× 100. Because the density is limited by the shortest direction, the
change of the density in other directions could be hardly perceived. In order to
achieve more flexible control for understanding, we use three parameters along
the x/y/z axes rather than only one parameter in 3D fields as follows:

Dx = min {dtop, ddown} ,Dy = min {dleft, dright} ,Dz = min {dbefore, dafter}
(3)

dm =
∑

1
2 (di + di+1)pi,i+1

lline
(4)
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where Dx, Dy and Dz are control parameters of density; dbefore and dafter
represent the distance among streamlines in the positive direction of z-axis, the
negative direction of z-axis; m denotes top, down, left, right, before or after;
pi,i+1 is the distance of two lines which pass through the ith and the i + 1th
point in the plane and are perpendicular to the current direction.

The change of the parameters brings more selections for 3D fields. With the
three parameters, the user can get more results according to the user’s demand
that can help understand the flow field more conveniently. The thresholds of
the three parameters are δx, δy and δz, respectively. In addition, we could also
provide the density control along the axis in any angle. It could be defined by
users and could help users to limit the density in this direction. The compu-
tation process is similar to Eqs. (3) and (4). The difference is that it takes one
direction into consideration. If we set the line from the viewpoint to the object
as the direction, the result would have less occlusion and be more clear and
understandable.

2.5 Local Density Control

Local density control is another way to explore the flow fields in our method. It
means that the size and location of the control box could be changed to show
the hidden structure in the local area. Also, more than one control boxes could
be employed at the same time. To this end, we need to adjust the size and the

(a) (b) (c) (d)

(e) (f) (g) (h)

Fig. 3. The result with different densities for 3D flow fields, where the parameter δl
in (a)–(d) is set to 10.0, δt is 1.0, 3.0, 5.0, 7.0, respectively; (e)–(h) are the results
with local density control, where the small cube is the region of interest. (Color figure
online)
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location of the control box, which is set as the whole field in the beginning.
Then, the condition in Algorithm 1 should be adjusted to suit the case of more
controlled boxes. Finally, the results are generated with different densities for
each control box.

In our experiment, when more than one control boxes are added, we would
compute density and set the condition Ck for the kth controlled box that is
usually defined as

Ck : Dx,i > δx & Dy,i > δy &Dz,i > δz & li > δl (5)

where Dx,i, Dy,i, and Dz,i are the density for the ith streamline in the kth box.
li means the length of the ith streamline. If one streamline satisfies the condition
Ck, it would be added into the field. In Eq. (5), we use the density along the x/y/z
axes which could be replaced with the density along other axes or the density
without the parameter decomposition. Figures 3(e) through 3(h) describe some
results after local density control, where there are two control boxes labelled by
the black cube. The small one is the area of interest. Next, we need to deal with
the logical relationship between different control boxes. If the logical relation
between two control boxes is AND (C1&&C2), it means that a streamline will
be selected for visualization only when the distances of the streamline for every
control box are satisfied at the same time. In this way, users could observe the
structure in the control box by decreasing the value of the threshold about the
density (see Fig. 3(e) and Fig. 3(f)). If the logical relation between two control
boxes is OR (C1||C2), it means that a streamline will be selected when the
distances of the streamline for any control box are satisfied. With this setting,
users could show more information in the local area by increasing the density
threshold (see Fig. 3(g) and Fig. 3(h)). In addition, the added boxes could be
used for colorizing 3D streamlines. The parameter thresholds (δx, δy, δz, δl) in
Fig. 3(e) and Fig. 3(f) are the same with the big box (2.0, 2.0, 2.0, 5.0) but
different with the small box. The one in Fig. 3(e) is (0.0, 0.0, 0.0, 0.0) and the
other is (6.0, 6.0, 6.0, 5.0). The hidden information in the small control box is
shown in Fig. 3(f). Also, the parameter thresholds of the bigger box in Fig. 3(g)
and Fig. 3(h) is (5.0, 5.0, 5.0, 5.0). For the small box, they are (8.0, 8.0, 8.0, 5.0)
and (5.0, 5.0, 5.0, 5.0), respectively. More information of local area is shown in
Fig. 3(h).

3 Experiments and Results

Our experimental environment is shown as follows: Windows 7.1 64-bit operating
systems, Intel(R) Core(TM) i5-4460@ 3.20 GHz, and 8 GB memory.

3.1 Isabel Dataset

The Isabel dataset in our experiment was derived from the IEEE Vis. con-
test website, whose size is 500×500×100. The set is produced by the Weather
Research and Forecast (WRF) model, courtesy of NCAR, and the U.S. National
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Science Foundation (NSF). The dataset includes many types of data but this
paper focuses on the wind speed.

Figure 4 demonstrates the results of 3D visualization in the Isabel dataset,
including the output of some types of the parameters (the size is 500× 500× 100,
δl = 5.0, and the grid resolution is 100×100×20). Figures 4(a) and 4(b) show the
differences only when the parameter δz is different that are respectively 0.5, and
1.5, when ( δx, δy) is (1.0, 1.0). Figures 4(d) and 4(e) show the results only when
the parameters ( δx, δz) change which are (0.5, 0.5) and (1.7, 1.7), when δy is 1.0.
Figures 4(c) and 4(f) display the visualization result by local density control. The
small black cuboid represents the controlled area and every line through the area
is colored with pink. It could be seen that the main structure of the controlled
area with the context is more understandable in Figures 4(c) and 4(f).

(a) (b) (c)

(d) (e) (f)

Fig. 4. The results of 3D visualization for the Isabel dataset by parameter control
along the x/y/z axes and local density control. (Color figure online)

3.2 Streak Dataset

This is a direct numerical Navier-Stokes simulation by Simone Camarri and
Maria-Vittoria Salvetti (University of Pisa), Marcelo Buffoni (Politecnico of
Torino), and Angelo Iollo (University of Bordeaux I) [17]. We use a uniformly
resampled version provided by Tino Weinkauf. The dataset shows the flow
around a square cylinder and its size is 192× 64× 48.

Figure 5 shows the results of different densities in Streak dataset (δl = 5.0
, and the grid resolution is 96× 32× 24). The parameters (δx, δy, δz, δl) of
Fig. 5(a), 5(b), 5(c) and 5(d) are (1.0, 1.0, 1.0, 15.0), (1.0, 4.0, 1.0, 15.0), (1.0,
1.0, 5.0, 15.0) and (4.0, 1.0, 1.0, 15.0), respectively. In this figure, the longer edge
of the rectangular represents the x-direction. The z-direction is perpendicular to
the projection plane and another edge of the rectangular is the y-direction.
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(a) (b)

(c) (d)

Fig. 5. 3D visualization result for the Streak dataset.

The time of seeding, filling and selection is 892 s, 189 s and 11 s for the Isabel
dataset, and is 18 s, 33 s and 0.6 s for Streak dataset. It can be seen that the time
of seeding increases with the size of dataset. Seeding and filling are computed
only once for the algorithm which can be accelerated by parallel computing.
Compared with other steps, the efficiency of selection is acceptable for users.

3.3 Comparison with State-of-the-art Methods

We compared our method with other state-of-the-art methods in terms of three
aspects: coverage, consistency, and continuity.

Figures 5(a), 5(b), and 5(c) show the results of Turk et al.’s method [6],
Jobard et al.’s method [7] and Mebarki et al.’s method [8], respectively.
Figure 5(d) is our algorithm. In Fig. 5(d), it can be observed that there are fewer
short lines in our result. And streamlines satisfy the consistency. Figure 5(e) dis-
plays the results by Ye et al.’s method [11] and Fig. 5(f) describes the result
by our method where the parameters (δx, δy, δz, δl) is (6.0, 6.0, 6.0, 10.0).
Figure 5(g) shows the density results with the threshold 10.0 by our method. It
can be seen that our method can greatly reduce the occlusion. Figure 5(h) shows
the results with local density control. By comparison, it can be seen that our
method can maintain more structures that are obvious in the area marked by
yellow circle.

3.4 User Study

To further assess the effectiveness of our method, we designed two experiments
to evaluate our method in terms of coverage, consistency, continuity and inter-
activity. A total of 50 subjects (25 men and 25 women) who are students with
the knowledge of the fluid participated in this study.
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(a) (b) (c) (d)

(e) (f) (g) (h)

Fig. 6. Comparison of the visualization results between our method and other state-
of-the-art methods for 2D flow fields (a)–(d) and 3D flow fields (e)–(h). (Color figure
online)

(a) (b)

Fig. 7. Comparison of the visualization results between our method and other methods
for 2D flow fields (a) and 3D flow fields (b). (Color figure online)

The first experiment is about comparison among the results of Turk et al.’s
method [6], Jobard et al.’s method [7], Mebarki et al.’s method [8] and our
method in the 2D flow fields. We prepared three groups of images, each of which
includes the result of different methods with the same 2D field and prepared three
questions: (1)“How many critical points you can find?”; (2)“Is the streamline
in every result uniform?”; (3)“How many streamlines in current image that is
short?”. The volunteers are shown one group of images of each method at the
same time and they are blind to the method. Then, they need to answer the
above questions. About Question 2, they score every method. Each clip has five
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ranks, from one to five. One means the lowest score and five denotes the highest
score. Besides, we compared the answers with the ground truth about questions
1 and 3 and then scored the method from 1 to 5. Figure 6(a) presents the average
score of each method in three properties. The red line denotes the average score
of three methods. It could be seen that the scores are close with each other about
the coverage. However, our method achieves higher score in terms of continuity.

The second experiment focuses on the comparison between the results of Ye
et al.’s method [11] and our method for 3D flow fields. We prepared three data
sets and four questions: (1) “How many critical points you can find?”; (2) “Is
the streamlines of every result uniform?”; (3)“How many streamlines in current
image that is short?”; (4)“Is it easy to explore the local information?”. The four
questions come from the coverage, consistency, continuity and interactivity. In
the process, for each dataset, we generated the results for each method with user-
defined parameters which include the viewpoint, the number of streamlines, and
so on. Also, they are blind to the method and are invited to answer the questions.
About Questions 2 and 4, they need to evaluate the methods with the score from
one to five. As for Questions 1 and 3, we deal with them like the first experiment.
Figure 7(b) shows the average score of each method. It is clear that our method
shows advantage in terms of consistency and interactivity. Our method performs
better in exploring the local structure which would not lose the information of
the critical point as well.

4 Conclusion and Future Work

This paper proposed a new flow visualization method via multi-level density con-
trol. The new method includes seeding and grid-based filling, that can make the
lowest level of density results not only contain all the important structures, but
also maintain the continuity of the streamlines. The multi-level density display
mode allows users to better understand the flow. The users can rotate camera
in real time at a higher density level to observe the general structure of the flow
field characteristics. They can also obtain more information at lower density lev-
els. The local density control can help users to explore the structure in regions
of interest. Although our method is effective, there is still room for improving
the rendering ways of 3D streamlines. In the future, we will also leverage GPU
(Graphics Processing Units) to accelerate our method.
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Abstract. Learning and understanding 3D point clouds with convolu-
tional networks is challenging due to the irregular and unordered data
format. Reviewing existing network models based on PointNet [13] and
PointNet++ [14], they resample in different regions and explore not
enough due to the irregularity and sparsity of the geometric structures.
In this paper, we proposed a double-ball model embedded in the hierar-
chical network(DbNet) that directly extracts the features from the point
clouds. This method avoids overlapping and better captures the local
neighborhood geometry of each point. Double-ball model has two key
steps: double-ball query and building features graph. Double-ball query
avoids the resampling problem caused by the simple ball query. Building
features graph takes angular features and edge features of point clouds
into consideration. This method has no requirements for translation and
rotation with the object. We apply it to 3D shapes classification and
segmentation. And experiments on two benchmarks show that the sug-
gested network outperforms the models based on PointNet/PointNet++
and is able to provide state of the art results.

Keywords: Convolutional network · Double-ball model · Point clouds

1 Introduction

Point clouds, scattered collections of points from 2D or 3D objects, are one of
the most straightforward shape representation. 3D sensing technology, such as
LiDAR scanners and stereo reconstruction, also outputs this data format. With
the development of dramatic 3D point cloud acquisition, recent works on graphs
and computer vision often process point clouds directly bypassing expensive
mesh reconstruction or denoising considering efficiency or stability of these tech-
niques in the presence of noise. It’s a challenge to apply deep learning on point
cloud data due to its unorder and irregular. Most critically, the standard deep
neural network model consumes input data with regular structure, while the
format of point clouds is fundamentally irregular: a point cloud is a discrete rep-
resentation of an object, and any permutation of their ordering does not change
the spatial distribution. One mainstream method to process and analyze point
cloud data using deep learning models is to convert the format of point cloud
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data into a volumetric representation. However, this approach is constrained by
its resolution due to quantization artifacts and excessive memory usage.

In this paper, we mainly consider classification and segmentation tasks in the
point clouds processing. To avoid overlapping and better exploit relationships
in points, we introduce a double-ball model embedded in the hierarchical neural
network, which takes a better strategy to avoid resampling and capture local
structure hidden in points’ relations and to maintain permutation invariance.
The double-ball model takes double-ball query as the searching local points tool
and constructs features graphs that describe relations of angle and edge between
local points.

2 Related Work

View-Based Methods. View-based techniques use standard CNNs to process
images captured from a 3D object in Multi-viewpoint. Notably, CNN exploits
each view, and then the outputting features are aggregated to the global feature
through a pooling function [5,18]. View-based methods are also a good choice for
application scenarios that the data comes from a 3D sensor and is converted as a
range image [23]. This series of methods have achieved dominating performance
on 3D shape classification and retrieval tasks [16]. However, it’s hard to extend
them to 3D semantic segmentation or other tasks such as shape completion and
point classification.

Volumetric Methods. One straightforward way is to convert a 3D shape into
regular volumetric occupancy grids and then apply standard 3D CNNs to ana-
lyze semantic information the data contained [12,24]. Its resolution constrains
volumetric representation due to voxelization produces a sparsely-occupied 3D
grid. Considered the feasibility of these methods, a lower resolution is adopted
when using volume grid. However, in the process of 3D data converted into low-
resolution grids, some geometric shape information is lost, especially in analyz-
ing large-scale 3D data. In order to solve these problems, octree-based methods
[15,19–21] have been introduced to make 3D CNNs working on higher resolution
grids. PointGrid [8] incorporates a fixed number of points in each grid cell so that
can learn more local geometric details. Similarly, Pointwise CNN [4] provides a
uniform grid kernel for semantic segmentation and object recognition tasks.

Mesh Based Methods. In addition to the volumetric approaches, several
methods have been proposed to develop convolutional networks on a 3D meshes
for shape analysis. Geodesic CNN [11] extends CNNs operation from Euclidean
to non-Euclidean domains and extracts local patches through a local geodesic
system with polar coordinates. Anisotropic CNN [3] is another extension of the
Euclidean CNN to the non-Euclidean domain, where the classical convolution is
replaced by a projection on a set of oriented anisotropic diffusion kernels. Direc-
tionally Convolutional Networks (DCN) [25] applies convolution operations on
a three-dimensional triangular mesh to solve partial segmentation problems by
combining local and global features. Lastly, Surface Networks [7] recommends
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upgrading to a graphical neural network to take advantage of the extrinsic dif-
ferential geometry of the 3D surface to improve its modeling capabilities.

Point Cloud Based Methods. PointNet [13] is the first attempt that applies
deep learning on point clouds. PointNet only considers each point and not cap-
tures the local correlation structure in the metric space. However, exploiting
local structure has proven the key to the success of convolutional networks.
PointNet++ [14] is introduced to solve this problem by partitioning the set of
points into overlapping local regions induced by the distance metric of the under-
lying space. By its design, points and features can be resampled at higher levels
neurons. Kd-networks [6] is a new deep learning architecture that uses kd-tree
structure to construct a computational graph on point sets. KCNet [17] considers
the local neighborhood information and defines a set of kernels for local points.
PCNN [1] is another way to apply convolutional neural networks to point clouds
by defining extension and constraint operators and mapping point cloud func-
tions to volume functions. SO-Net [9] is a permutation-invariant network that
exploits the spatial distribution of point clouds by constructing self-organizing
maps. PointCNN [10] is a different approach that suggests converting adjacent
points to a canonical order and then applying convolution.

3 Approach

In this section, we talk about the main technique components of DbNet on
point clouds that include: double-ball query and building feature graph. And in
building feature graph, there are two crucial steps: constructing angular feature
graph and edge feature graph.

3.1 Double-Ball Query

To learn local structure information of a point cloud, PointNet++ introduces
a multi-scale architecture. However, by this design, in the grouping state, the
drawback of this method is that may have overlaps in multi-scale regions (i.e.,
the same neighboring points may be resampling in different scaled regoins),
which increased calculations but limits more discriminating features learned from
different scale regoins. Figure 1 (a) shows the query method (simple ball query)
used in PointNet++ grouping state. To be detail, PointNet++ use a series of
simple ball query in different radius to query local points of a point. And in the
grouping state, it just concatenates these local points so that some local points
must be resampled in a series of simple ball queries.

To solve this problem, we introduce double-ball query (see Fig. 1), which
samples local points more wisely to avoid overlaps in multiple scaled regions.
Unlike with PointNet++ that directly feed concatenating local points queried
by simple ball queries to the network, we apply the double-ball query to sampling
local points. Double-ball query is based on two simple ball queries: inner ball
query and outer ball query (see Fig. 1 (b)). Cooperation between the inner ball
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Fig. 1. Simple ball query and double-ball query. (a) depicts the process of simple ball
query. Simple ball query searches the local points in a Rsearch ball region. And the
red points are the neighbors of point qi. (b) depicts the process of double-ball query.
Double-ball query searches the local points based on two simple ball query: the inner
ball query and the outer ball query. And the red points in region of the difference
between outer ball and inner ball are the neighbors of point qi. (Color figure online)

query and the outer ball query to replace the function of the simple ball query
to search neighboring points of a point.

We define the radius of inner ball query to be Rinner, and the outer ball
query is Router(note that Rinner < Router). And in this way, we represent the
points set queried from the inner ball as Sinner and the outer ball as Souter. The
points set S that double-ball query searched can be described using the formula:

S = {Souter − Sinner} (1)

Local points that double-ball queried are the difference between the inner ball
query and outer ball query.

3.2 Building Features Graph

PointNet [13] analyzes each point individually, learning a potential feature map-
ping from 3D space without using local geometric structure. PointNet++ [14]
makes some improvements by using mini PointNet in each layer on exploiting
local geometry. These two methods do not make good use of the information
provided by the 3D point cloud. To solve this problem, we construct features
graph to explore the local structure fully. The features graph consists of two
parts, the angular feature graph, and edge feature graph (see Fig. 2).

Angular Feature Graph. The angular information is a vital piece in a local
structure. To learn relationships between points in a local structure, we need to
express the angular information in a suitable way. By our design, we organize
local points in a counter wise order to express angular information. And building
angular feature graph consists of three main steps: generating normal, projecting
and ordering.
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Fig. 2. Building angular feature graph. (a) depicts the process of generating nor-
mal estimation. We calculate normal ni of qi through its neighboring points npj . (b)
describes the process of projection. We project local points npj using normals ni on
the normal plane of qi. (c) illustrates ordering in building angular features graph. After
projection, we randomly pick a projected point as the start point and calculate counter-
wise angles between start point and other projected points. Then, we order neighboring
points npj by the associated angle.

Generating Normal. In 3D shape analysis, normal is an important geometric
property. We generate normal on point cloud and use it as a tool for building
angular feature graph. Generating the normal ni at the given point qi can be
described as a least-square plane fitting estimation problem. In order to get the
normal ni, we need to calculate eigenvalues and eigenvectors of the covariance
matrix C as:

C =
1
K

K∑

j=1

(npj − qi) · (npj − qi)T ,

C · vγ = λγ · vγ , γ ∈ {0, 1, 2}
(2)

where K is the number of neighboring points npj select by double-ball query
around query point qi, λγ and vγ are the λth eigenvalue and eigenvector of the
covariance matrix C, respectively (Fig. 2 (a) illustrates that use neighboring
points to generate normal estimation).

Projecting. After extracting neighboring points npj for a double-ball query
point qi, we calculate projections pj of these neighboring points on a tan-
gent plane Pi associated with unit normal ni. The process of projecting can
be depicted by Fig. 2 (b). The projecting points pj of neighboring points npj

can be calculated with:

pj = npj − (npj − qi) · ni (3)

Ordering. Aimed at extracting angular feature from neighboring points, we use
angles between a double-ball query point qi and its neighbors projections pj to
arrange npj in an ascending order (Fig. 2 (c) depicts the process of ordering).
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Firstly, we use dot production to compute the angle between two vectors:

cos(θpj
) =

c · (pj − qi)
‖ c ‖ · ‖ pj − qi ‖ (4)

Where c starts from the query point qi and ends with a randomly starting
points(such as p1), pj − qi starts from the query points qi and ends with other
neighboring points pj .

We know that cos(θj) is in the range [−1, 1], which corresponds to angles
between [0◦, 180◦]. To sort the neighboring points around a query point between
[0◦, 360◦), we should consider which semicircle the point pj belongs to as flows:

signpj
= (c × (pj − qi)) · ni (5)

where signpj
≥ 0 corresponds θpj

∈ [0◦, 180◦], and signpj
< 0 corresponds

θpj
∈ (180◦, 360◦)
Then, we can sort the neighboring points npj through descending the angular

value of pi in the counterwise order as follows the formula:

∠pj
=

{−cos(θpj
) − 2 signpj

< 0
cos(θpj

) signpj
≥ 0 (6)

Finally, we construct the angular feature graph by concatenating each qi and
its neighboring points that sort by projection angles.

Edge Feature Graph. We know that edge in 3D shapes is a fundamental
attribute. It is essential to construct edges features between point and point.
Based on angular features graph, we focus on exploring edge information in
the point cloud. The relations between edges and points can be described by
a directed graph G = (V, E), where V = {1, 2, · · · , k} and E ∈ V × V are the
vertices and edges respectively.

Graph G contains directed edges of the form (qi, npi1), (qi, npi2), . . . , (qi, npik)
such that points npi1, npi2, . . . , npik are the neighbors of qi. We define edge
features as eij = hΘ(qi, npi), where hΘ : RF × R

F → R
F ′

is some parametric
non-leaner function parameterized by the set of learnable parameters Θ. Due
to the universal approximation theorem, we use a fully connected layer as an
instance of hΘ. The output of convolutional operation at the i-th vertex can be
given by

qi
′ = hΘ(qi, npj) (7)

The choice of the edge function has a crucial influence on the result of con-
volutional operation. We use hΘ(qi, npj) = hΘ(qi, qi − npj) to describe the edge
features between points which combines both global shape structure (provided
by the coordinates of centers qi) and local neighboring information(provided by
qi −npj). The form of hΘ(qi, qi −npj) requires input graph G that contains both
global information and local information. Now, we get angular features graph
and edge features graph. And then, we concatenate two graphs and feed it on
the deep network.
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Fig. 3. The architecture of DbNet. Both classification and segmentation networks share
encoder part for extracting features. Normals are only used for projection in building
angular feature graph to determine the order of local points. N,N1, N2 (where N >
N1 > N2) is the number of points as input. result is the number of classification
classes. m is the number of segmentation classes. “mlp” denotes multi-layer perception.
conv1×3(F1, F2, . . . , Fn) stands for convolutions on information graph with kernel size
1 × 3 applied sequentially with corresponding feature map sizes Fi, i ∈ 1, . . . , n.

4 DbNet Architecture

DbNet follows the design that the hierarchical structure is composed of a set of
abstract layers. Each layer consists of several operations and produces a subset
of input points with newly learned features. Firstly, we use the Farthest Point
Sampling(FPS) algorithm to subsample points as the centroids covered by the
whole set. Secondly, the double-ball query extracts neighboring points of a cen-
troid for each local region. Thirdly, we construct angular feature graph and edge
feature graph through centroids and their neighbors. Finally, we apply sequen-
tially a set of convolutions on the features graph and max pool operation across
neighbors to produce new feature vectors, which uniquely describe each local
region.

In the following, we discuss more detail about the classification and segmen-
tation network architectures.

4.1 Classification Network

The architecture of the classification network is illustrated at the Fig. 3. This
network contains two parts: encoder and classification. The encoder learns fea-
tures from each features graph independently inside every layer and concatenates
them at the end to process further to learn high-level features.

In the encoder part, we construct features graph twice and apply a series of
convolutions operation on them. Convolutions applied on the two graphs with
the kernel sizes 1 × 3 and stride 1, followed by a batch normalization (BN)



320 M. Shen et al.

and a rectified linear unit (ReLU). Then, we concatenate aggregated features
learned from each feature graph and propagate them to the next layer. The last
layer in the encoder uses convolutions with kernel sizes 1 × 1 followed by BN
and ReLU layers. After that aggregated high-level features are fed to the set
of fully-connected layers with integrated dropout and ReLU layers to calculate
the probability of each class. The output size of the classification network is the
number of classes in the dataset.

4.2 Segmentation Network

The segmentation network shares the common encoder with the classification
network as illustrated in Fig. 3. To predict each point label in the segmentation
task, we need to obtain points features for all original points. Inspired by PU-
Net [27], we propagate different levels features from the encoder and concatenate
them so that the network can learn the most critical features from different levels.

We know that features at different levels have different sizes due to varying
sizes of the kernel. We use an interpolation method [14] to unsample the points
in the encoder to the original point cloud size. This method based on the inverse
distance weighted average of the k nearest neighbors(in default we use p = 2, k =
3) as:

f (j)(x) =
∑k

i=1 wi(x)f j
i∑k

i=1 wi(x)
(8)

where wj(x) = 1
d(x,npj)p

is the inverse square Euclidean distance weight.
Then, we concatenate unsampled features and apply 1 × 1 convolution on

them to reduce feature space and learn the relationship between features in
different levels. Finally, each point label is predicted.

5 Experiments

In this section, we evaluate our DbNet for two different tasks: classification and
segmentation. DbNet is trained on a single NVIDIA GeForce GTX 1080Ti with
11GB DDR5X. The training time of our model is faster than that of PointNet++.
In the following, we show more detail on each tasks.

5.1 Classification

We evaluate our classification model on ModelNet40 [24] dataset. ModelNet40
is a largescale 3D CAD model dataset that has 40 categories with 9, 843 models
for training and 2, 468 models for testing. We use FPS method to sample 1024
points with normals for the classification experiment (note that normals only be
used for building angular features in local structure). For data augmentation,
we rotate the object and jitter the position of each points [13].
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Table 1. Classification results on ModelNet40. AAC(%) is accuracy average class,
OA(%) is overall accuracy.

Method Input AAC OA

AO-CNN [21] Volume – 90.5

O-CNN [20] Volume – 90.6

MVCNN-MultiRes [18] Images 91.4 93.8

Kd-Net [6] 215 points 88.5 91.8

PointNet [13] 1024 points 86.2 89.2

PointNet++ [14] 1024 points – 91.9

PointCNN [10] 1024 points 88.1 92.2

Pointwise CNN [4] 1024 points 81.4 86.1

DGCNN [22] 1024 points 90.2 92.9

DbNet 1024 points 90.4 92.9

In Table 1, we compare our method with several with several state-of-art
methods based on PointNet/PointNet++ in the 3D shape classification results
on ModelNet40. DbNet get better results accuracy among point-cloud based
methods, such as PointNet [13], PointNet++ [14], PointCNN [10] and Pointwise
CNN [4]. And compared with DGCNN [22] our method has better accuracy
in AAC. Meanwhile, DbNet performs better than other volumetric approaches,
such as AO-CNN [21] and O-CNN [20]. We also have better accuracy com-
pared with Kd-Net [6]. Our model gets a little worse result compared with
MVCNN-MultiRes [18]. Because MVCNN-MultiRes takes images in multi-view
to represent an object, which can use images networks. However, by this design,
MVCNN-MultiRes has no ability in the 3D segmentation task. We also evaluate
the robustness of DbNet to point cloud density. And Fig. 4 shows that even half
of the points are dropped, our method still achieves reasonable results. However,
with the number of points less than 512, performance degenerates dramatically.

Fig. 4. Left: Results of DbNet tested with random input dropout. The model is trained
with 1024 points. Right: Point clouds with different number of points. The numbers
of points are shown below the bottom row.
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Fig. 5. Qualitative results on ShapeNet dataset. We compare our results with Point-
Net++ and ground truth.

5.2 Segmentation

We evaluate our model for segmentation task on ShapeNetPart dataset [26].
This dataset contains 16, 881 3D shapes from 16 different categories, annotated
with 50 parts in total. The main challenge of the dataset is that the number of
different categories is highly imbalanced. We follow the official split scheme as in
[26]. To have better generalization, we jitter point locations with point shuffling
when in training.

We use Intersection-over-Union(IoU) on points for evaluating our segmenta-
tion model and comparing with other benchmarks. We compare our results with
some point-based methods, as shown in Table 2. Our model achieves better seg-
mentation results on ShapeNetPart compared with PointNet++ [14], DGCNN
[22], KDNet [6] and so on. However, in some categories, our model has slightly
worse than 3DmFV-Net [2], PCNN [1] and DGCNN [22].

We also visualize the segmentation result and as is shown in Fig. 5. Compared
with PointNet++, our model can better identify various parts of 3D objects.
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Table 2. Segmentation on ShapeNetPart, “Mean” is mean IoU (%)

Model Mean Air. Bag Cap Car Chair Ear. Guitar Knife Laptop

PointNet++ [14] 85.1 82.4 79.0 87.7 77.3 90.8 71.8 91.0 85.9 95.3

DGCNN [22] 85.1 84.2 83.7 84.4 77.1 90.9 78.5 91.5 87.3 96.0

Kd-Net [6] 82.3 80.1 74.6 74.3 70.3 88.6 73.5 90.2 87.2 94.9

SO-Net [9] 84.9 82.8 77.8 88.0 77.3 90.6 73.5 90.7 83.9 94.8

KCNet [17] 83.7 82.8 81.5 86.4 77.6 90.3 76.8 91.0 87.2 95.5

PCNN [1] 85.1 82.4 80.1 85.5 79.5 90.8 73.2 91.3 86.0 95.7

3DmFV-Net [2] 84.3 82.0 84.3 86.0 76.9 89.9 73.9 90.8 85.7 95.2

DbNet(ours) 86.1 85.6 83.9 88.4 79.3 90.9 79.3 91.3 87.3 96.4

6 Conclusion

This paper presented a new method to avoid overlapping in quering and explore
the local features in point clouds. Our method can capture more detail on the
local structure due to the double-ball query and features graph, avoiding over-
lapping and providing more local information. And our model suggests that local
structure features are essential to 3D recognition tasks, even after introducing
machinery from deep learning.

Our method can be embedded into existing pipelines for point-cloud based
networks. Our model outperforms state-of-art approaches which architecture
based on PointNet/PointNet++. The main limitation of our approach compared
with point-based CNN is that we use the double-ball query to search neighboring
points which needs extra computing power. We will also investigate to apply the
model on large-scale outdoor datasets in our future work.
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Abstract. Lindenmayer systems (L-systems) have been developed to
model plant growth by repeatedly applying production rules to an ini-
tial axiom, and serve as a model for genetically driven growth processes
found in nature. A simulation method is proposed to evolve their pheno-
typic representations through competition in a heterogeneous environ-
ment to further expand on this biological analogy. The resulting simu-
lations demonstrate evolution driven by competition, resulting in agents
employing strategies similar to those found in nature.
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1 Introduction

In addition to the established biological realism of Lindenmayer systems (L-
systems for short) [15], a model is proposed to evolve systems as agents repre-
senting plants in an environment designed to maintain this analogy in several
ways (Fig. 1). Evolutionary algorithms have been deployed to optimize L-systems
before, in two-dimensional environments [17,21] as well as in three-dimensional
environments [3,4,13]. Drawing on these past achievements, the focal points of
the proposed model are:

– using the smallest possible subset of L-system syntax rules to avoid steering
the algorithm towards a preferred direction,

– simulating competition between realistically modelled agents by simulating
sunlight occlusion and spatial scarcity,

– modelling an environment with unevenly distributed fertility to simulate nat-
ural boundaries and thereby facilitating divergent evolution, and

– allowing the temporary survival of sub-par agents to give them a chance to
escape local optima.

When these mechanisms reflect their biological counterparts, the simulated
organisms should be able to succeed through strategies employed by real plants.
Our simulation system is thus designed to evoke realistic behaviour by simulating
a realistic environment.
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Fig. 1. Two versions of a simulation at generation g = 20000 demonstrating the impor-
tance of competition: Density factor of 2 (left) and 26 (right). All other parameters,
including the initial state of the environment, are identical.

Elaborate models have been developed to model ecosystems and interactions
between them [18]. Our aim is not to model existing ecosystems top down, but
rather to make a model that develops properties similar to real world ecosys-
tems based on a minimal number of criteria analogous to the most important
constraints that all plants encounter. Our main contribution is to show that even
this minimalist and unbiased model gives rise, through competition, to realistic
strategies employed in nature.

After discussing related work in Sect. 2, we present and analyse the results of
our simulations in Section 3. We discuss our findings in Sect. 4 and conclude the
paper in Sect. 5. The interested reader may find details regarding our syntax,
method, and implementation in Appendix 1, 2, and 3, respectively.

2 Related Work

In [3], the authors also consider competition in a virtual plant community. They
use a very elaborate model for plants and the environment they are put in, and
their competition simulation is built directly using pre-defined tree populations
(beech and oak). In contrast, our simulations do not predefine any specific plant
structure, and rather start from equivalent and very minimal seeds. They also
generate the next generation from a set of elite members, a fixed size set con-
taining agents with the highest fitness. In contrast, agents in our method only
reproduce locally, and define their fitness relative to their immediate neighbours.
We show that even with our generic model, the plants develop similar strategies
to those observed in [3], such as developing tall trunks to win the ‘arms race’.

The suitability of genetic algorithms for simulating plant evolution has been
established [9,17,25]; see also [10,24] for overviews. We build on top of these
studies by introducing direct competition to the environment. Although we are
not the first to consider competition in the setting of evolving plant agents
in a realistic environment, existing approaches, including [1,6,7], only estimate
sun exposure, and do so without considering individual leaves. In contrast, we
simulate occlusion by placing agents with their leaves next to each other in a
simulated 3D environment instead of approximating it.

The shapes generated by applied L-systems can be rated using a fitness func-
tion, after which selection can be applied to obtain more desirable shapes. Dif-
ferent selection criteria can be defined for two-dimensional shapes created by
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a) g = 0

b) g = 20 c) g = 80 d) g = 130 e) g = 2084

Fig. 2. Five recognizable stages in the evolution process. a) The initial state of a
simulation at g = 0, only producing agents with a single seed. The agents are evenly
spaced in this figure, because no iterations have been simulated yet. b) The simulation
at g = 20 after the first agents producing multiple seeds have evolved. Small clusters
of these agents emerge and are spreading through the environment. c) At g = 80,
agents develop tall growing structures to disperse their seeds over a large area. This
rendering shows the simulation at a stage right before the tall structures overgrow the
entire environment. d) The first leaves have emerged in the simulation at g = 130.
These agents are the first ones with a nonzero viability; they are rapidly replacing the
existing population. These plants are not very efficient yet. e) Leafless agents no longer
exist in the simulation at g = 2084. More complex plants develop in the fertile central
valley, whereas simpler agents live on the edges of the environment. Simulating until
g = 2084 took approximately 40 min on a standard desktop computer.

turtle graphics [21]. Our method extends these shapes to 3D, again using turtle
graphics driven by L-systems (as opposed to other approaches such as Xfrog [16]
which relies on predefined building blocks and user modelling). We use this not
only for rendering, but also for determining sun exposure, based on grown leaf
material. Although more precise models for computing sun exposure [2,5,26]
and other features [12,22,23] exist, our rendering-based model strikes a balance
between efficiency, and computational and implementation complexity while still
giving rise to natural strategies based on competition.

Non-homogeneous environments will cause agents with equal genotypes to
develop different phenotypes [19]. If the environment does not permit it, a plant
will not grow to its full potential. Plant growth is not hindered during the growth
process since this would require significantly more complex L-systems [8], but
rather by the environment and the viability score given afterwards. Evolutionary
strategies in nature are often tailored to specific environmental conditions; our
method aims to simulate this effect in order to encourage the differentiation of
evolutionary strategies by which greater biodiversity develops.

3 Simulations and Results

When the simulation environment is initialized with the simplest reproducible
agents (Appendix 2), namely agents with only a single seed symbol in the axiom
(Appendix 1) and no production rules, the course of the evolutionary process (our
implementation is available; see Appendix 3) goes through five distinguishable
stages; see Fig. 2.

a) The first very simple agents produce tiny phenotypes. In most agents, no
production rules to grow the systems exist yet, and if they exist, the rules usually
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do not produce growth. Axioms contain one or only a few symbols. During
reproduction, some agents lose the ability to produce a single seed, causing the
number of agents to drop slightly in the first generations.

b) Some agents develop methods to produce more than one seed, and the
number of agents begins to increase. This is the first successful strategy that
agents use to compete; they are always more successful than their predecessors
regardless of viability as they can rapidly populate all free space in the environ-
ment while agents with a single seed can reproduce at most once.

c) Agents start to develop tall structures, enabling them to disperse their
seeds over large areas.

d) The first leaves evolve. Their crude initial shapes often yield low viability
(they are often too big, intersect each other or are occluded by the branching
structures), but nevertheless lift their parents’ viability over zero for the first time
in the simulation. After all, according to the formula described in Appendix 2,
all earlier leafless agents had a viability of zero.

e) The agents start to produce better leaves, and will often develop the
ability to produce multiple leaves as well, depending on the configuration of the
viability function. The viability scores increase significantly. At this point, agents
will start to compete for sunlight with their neighbours. If multiple agents with
leaves yield the same utility score without neighbour occlusion, they outcom-
pete their neighbours by growing slightly taller; this lowers viability a little, but
dramatically decreases their competitors’ viability by occluding their sunlight.
When a simulation consist of separated fertile areas, different phenotypes emerge
in each of them. Sometimes, agents manage to “escape” their habitat and spread
their genotype to a different area. This effect is demonstrated in Fig. 7.

The simulation does not seem to converge once the last phase starts; due to
the competitive dynamic, it is never a viable strategy to stop evolving. Agents
keep “reacting” to strategies that emerge around them. The genotype keeps
changing through mutation in this phase; after a few thousand generations, geno-
types that were previously dominant cannot be found or recognized any longer.
Agent viability is initially very low, since leaves have not evolved yet. When
the first good leaves evolve, an optimum is reached. After this peak, the viabil-
ity drops slightly again because competition causes agents to develop structures
that yield lower viability, but increase their competitive strength.

3.1 Competition

One of the focal points of our method is to simulate competition among agents.
The degree of competition that exists in a simulation can be influenced by chanc-
ing the density threshold of a simulation; when this number is very low, agents
will not reproduce close to each other, preventing them from competing for sun-
light. Figure 1 shows the influence of the density threshold on a simulation; the
results of the absence of competition are severe.

Without competition, complex structures do not evolve. This can be
attributed to the fact that growing larger plants or more leaves always low-
ers viability. The only reason for evolving complex strategies in this simulation
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Fig. 3. An environment resulting from a simulation with a high growth density factor.
Competition causes plants to grow leaves wherever sunlight can be caught; no open
areas exist. Some agents (top right) try to escape the canopy to avoid occlusion. When
density increases, agents employ increasingly complex strategies.

is to compete against other agents. At the less fertile areas around the valleys,
agents remain simple as well, because large structures cannot grow there. Plant
size and complexity thus increase where a combination of fertile ground and
competition takes place. Figure 3 shows an environment with fierce competition.
Multiple layers of broad leaves try to catch all available sunlight.

3.2 Leaves

As soon as leaves evolve in a simulation, agents start to compete for sunlight
exposure. Figure 4, left, shows plants at an early stage during a simulation; they
have recently evolved leaves, and do not yet grow tall in order to compete with
their neighbours. They do however produce two seeds instead of one, which
causes them to spread through the environment unless a better agent prevents
them from reproducing.

The plants in Fig. 4, left, produce a leaf that is divided into segments; this
increases viability, since the plant efficiency formula detailed in Appendix 2
penalizes large leaf areas. This strategy of segmenting leaves almost always arises.

Figure 4, right, shows the same simulation at a later stage, when competition
between the plants in Fig. 4, left, causes them to compete with one another. This
rendering is taken at one of the more fertile locations in the environment, where
the agents are able to grow larger and develop competitive strategies.

The same segmented leaves have grown larger where the ground is fertile
enough to support larger structures. Since plants need to compete for sunlight
because of their proximity, the leaves now start higher on the structures. Their
shapes no longer grow vertically, but bend towards the sky as well in order to
catch more light. The common ancestor these plants have evolved from would no
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Fig. 4. Left: Agents that develop early on in a simulation are often small and vertical.
This rendering shows a small colony of low growing plants. At this stage, competition
starts to play a role; the plants cast shadows on their neighbours, reducing the amount
of sunlight they receive. These plants grow in clusters, since their seeds (brown spheres)
are located close to the ground, preventing them from spreading far away. Right:
Their descendants are taller and more competitive, while remaining structurally similar.
(Color figure online)

longer thrive among them, since its descendants would catch most of the light
before it reaches the agents closer to the ground.

While the leaves in Fig. 4 evolved from small plants, the first leaves in a
simulation can develop on tall plants as well. Figure 5a) shows a rendering of
a simulation where the first leaves have evolved on tall inefficient plants; their
more successful descendants are smaller and more efficient.

When sunlight only shines directly down (as opposed to multiple light direc-
tions that also cast some light from the sides), plants align their leaves horizon-
tally. Figure 6, left, shows an agent taken from such an environment.

3.3 Structural Strategies

Initially, most agents develop as a single branch with one or more leaves con-
nected to it. The tendency to produce phenotypes with many similar leaves or
few dissimilar leaves develops at an early stage. Figure 5b) shows a rendering
of a simulation during an early stage where the first leaves occur only once on
their parent plants. In contrast, Fig. 5c) shows agents developing multiple similar
leaves per agent.

In simulation environments where multiple fertile areas exist, different geno-
types will be dominant in different areas. They may however share a common
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Fig. 5. a) The leaves on these agents have developed early on during a simulation on
agents with phenotypes similar to those in Fig. 2c). The leaves are curled up unneces-
sarily, and the number of seeds produced on the stalk is inefficiently high. b) The first
leaves have developed in this simulation. They are narrow and segmented, and they do
not repeat themselves within the structure. c) Similar to b), but instead of developing
a single leaf per plant, stalks contain multiple similar leaves instead.

successful ancestor that managed to spread its seeds over the infertile barriers
dividing the environment. Figure 7 shows the result of such an event. These four
agents share the same growth pattern, but employ it slightly differently to adapt
to the different contexts they have evolved in. The second agent from the left
has concentrated its leaf mass as high as possible, likely to prevent occlusion.
The last agent in the row keeps increasing its leaf sizes as they develop: older
leaves have bigger surface area.

Because of the stability criterion described in Appendix 2, agents only grow
tall when required, and if they do, their structure will form mostly directly above
their center of gravity. Figure 6, right, shows how an agent with a large complex
structure managed to keep its eccentricity low.

3.4 Natural Counterparts

Running the simulation for a sufficient number of generations gives rise to agents
that employ effective strategies analogous to those found in nature. Figure 8
shows an agent that has developed a similar strategy to the lily of the valley;
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Fig. 6. Left: This agent has evolved in an environment where light only shines directly
down. It is taken from a simulation with many competing agents, so the leaf is placed
on a high stalk to prevent occlusion. Right: An agent with a lot of branch and leaf
material. Note that the plant structure is inclined such that the center of gravity is
approximately above the root, reducing the eccentricity demonstrated in Fig. 12, right.

Fig. 7. Four different agents with a common ancestor that existed 1000 generations
earlier. All agents share the same structural strategy; new leaves form at the root, start-
ing as a branch and growing into a leaf after multiple iterations. Various specializations
have emerged.

a vertical stem contains the reproductive systems (berries), while broad leaves
emerging from the same root spiral around the central axis.

Figure 9 shows a group of agents that have developed thin fanning leaves that
tend to align on the same plane, a strategy also seen in palm leaves.

Figure 10 shows a close up rendering of evolved leaves compared to real leaves.
The leaf efficiency factor described in Appendix 2 causes well nerved leaves
to yield higher viability than unsupported large leaf areas, resulting in well
structured leaves similar to the ones found in nature.

4 Discussion and Future Work

While the goals (as outlined in Sect. 1) of our method were met, we now discuss
several of its features and potential future improvements to our tool [27].
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Fig. 8. An illustration of a real “lily of the valley” flower on the right [14] compared
to an evolved agent.

The viability function in this simulation method remains constant. While
agents adapt to each other and the fertility of the area they grow on, they do
not adapt to a climate system, which varies greatly over time in reality. With
such a system, agents could be incentivized to produce robust strategies that
remain successful when shared conditions change rapidly. An example in our
context would be a global drought; terrain fertility could drop globally in a
short time, and restore itself afterwards.

The implementation does not model growth over time. Agents develop com-
pletely before being compared to each other, which prevents strategies related
to growth speed and life span from being relevant.

No crossover takes place in our reproductive model; this is a process whereby
agents are not merely mutated clones of their parents, but rather a mutated
mix of two parents [11]. Crossover could be implemented in this simulation by
‘pollinating’ each seed before reproduction. This can be simulated by finding a
nearby similar agent and mixing these two systems through crossover.

In realistic environments, selective pressure applies to reproductive organs
as well. By rating seeds by attractiveness to pollinators (e.g. benefiting seeds
surrounded by bright colours), agents will be incentivized to develop flowers and
compete on a visual level.

Sunlight exposure can be measured in many different ways [2,5,26]; our model
treats all leaf surfaces as if they are equal, while in reality leaves differ in opacity,
colour, reflectivity and other properties. The lighting model can be extended to
allow different leaf types to develop.
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Fig. 9. Palm leaves photographed in a greenhouse of the Oxford botanic garden on the
right compared to a population of evolved agents on the left.

5 Conclusion

We have demonstrated that the criteria used by the simulation give rise to agents
that exhibit strategies similar to those shown by real plants (see Sect. 3.4). Com-
petition plays a critical role in the development of strategies; agent fitness is
defined relative to the surrounding agents by calculating leaf occlusion.

The evolutionary process itself displays realistic biological characteristics as
well, e.g. divergent evolution (see Fig. 7) and competition (see Sect. 3.2). The
heterogeneous environment results in multiple different “species” of agents com-
peting with one another. Each agent species performs optimally within a range
of environmental properties.

One of the aims of our method is to allow the temporary survival of sub-
par agents to allow for different agents to evolve without immediately culling
low viability agents. viability plays a role in selection, but reproductive systems,
terrain fertility and vegetation density play critical roles as well; Fig. 2 a)–c)
shows agents with zero viability competing on other grounds.

On these, the biological analogy of L-systems has been extended by evolving
them through the proposed simulation method.

Acknowledgements:. This paper is based on the first author’s BSc thesis at the
University of Groningen.
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Fig. 10. Clearly nerved leaves photographed in the Oxford botanic garden (right)
juxtaposed with evolved leaf nerves (left). Note that both leaf structures separate
their leaf surfaces at regular intervals, and that older leaves have more nerves.

Appendix 1: Syntax

A large number of syntactic variations of L-systems exists; a subset of existing
rules was used in our method to allow for effective evolution, but the syntax is
chosen to be versatile enough to produce a wide variety of phenotypes.

All production rules take the form x → y, where both x and y are strings of
symbols and y can be empty. Rules are applied to axiom a, which is a nonempty
string, to produce a′. When performing an iteration on these symbols, the algo-
rithm iterates over a starting at the first symbol. At the iterator position, all
matching production rules are gathered and a random one is chosen for appli-
cation. The index of the iterator is then incremented by the number of symbols
in x of the rule, and the symbols matched to x are replaced by y. When no
production rules are applicable, the iterator only increments.

To illustrate this process, consider a very simple L-system with axiom a = A
and a single production rule r1 = A → ABA. Iterating over the axiom twice to
obtain a′ and a′′ gives

a = A, a′ = ABA, a′′ = ABABABA.

This system is deterministic, since at most one production rule is applicable
at a time. It can be made stochastic by introducing the second production rule
r2 = A → AB. In this case, multiple end results are possible.

For every A encountered, both r1 and r2 are applicable.
For complex stochastic systems, the number of possible outcomes rises expo-

nentially. A single genotype may lead to a wide variety of phenotypes.
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Phenotypic Representation

A specific set of symbols is allowed to arise in the simulation, and different
symbols (or combinations thereof) translate into different geometric representa-
tions. The string of symbols resulting from a number of iterations is rendered as
a branching structure through turtle graphics; the “turtle” moves according to
the symbols encountered while iterating over all symbols sequentially. The turtle
acts like a pen, drawing lines behind it as it moves through space. In our setting,
the turtle draws branches, which are modelled as three-dimensional tubes. The
radius of the tube is proportional to the amount of structure that rests on it;
plant branches get thicker near the roots.

Capital letters are interpreted as forward steps with a constant stride, lower
case letters are ignored by the turtle. A seed symbol produces a seed at the turtle
location. There are six rotation symbols, which rotate the turtle along each axis
in three dimensional space by a fixed amount, either in the positive or negative
direction. Branching brackets start or end a branch. Opening a branch does not
affect the turtle, but at a closing bracket the turtle jumps back to the position
it was at when the corresponding opening bracket was encountered.

A special opening bracket is the leaf bracket, which designates that the entire
branching structure inside it will be interpreted as a leaf. A leaf is modelled by
creating leaf material between the branches inside its structure and their child
branches recursively. Leaves are not allowed to contain other leaves. By using
this method, a leaf can contain more than one piece of leaf surface; if many
branches exist in the leaf structure, many different leaf shapes can be modelled.

Figure 11 contains a diagram of a possible leaf shape. The branches a =
{a0, a1, a2, a3}, b = {b0, b1, b2, b3} and c = {c0, c1, c2} exist, where a is the root
branch starting at a0. Branch b is a sub-branch of a, and leaf surface Lab is mod-
elled according to the aforementioned algorithm. Correspondingly, leaf surface
Lbc is modelled from the point where c branches off b until both branches’ end
nodes. The result is a leaf structure containing three branches and two surfaces.
The shape in Fig. 11 can be constructed from a string using the above algorithm.
The sentence producing it is: <A[++B[++C-C]-B-B]-A-A] , where

– - rotates the turtle orientation π
9 radians to the left,

– + rotates π
9 radians to the right,

– [...] denotes a branch, and
– <...] denotes a leaf.

The initial direction is upwards. At A, B or C, the turtle moves forwards for a
fixed distance. In this sentence, the entire shape is surrounded by a leaf branch,
and it contains b as a sub-branch, which in turn contains c as a sub-branch.

Alphabet

The experiments performed according to the method in Appendix 2 take place
in a three-dimensional environment, but the syntax is almost equal to the one
used to model the shape in Fig. 11; the only difference is the use of four more
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LabLabLabLabLabLabLabLabLabLabLabLabLabLabLabLabLab
LbcLbcLbcLbcLbcLbcLbcLbcLbcLbcLbcLbcLbcLbcLbcLbcLbc

a0

b0, a1

a2

a3

b1, c0

b2b2b2b2b2b2b2b2b2b2b2b2b2b2b2b2b2

b3

c1

c2

Symbol Turtle action
A...Z Move forward
a...z Ignore

* Place a seed
[ Open a branch
< Open a leaf
] Close leaf/branch
+ Increment pitch
- Decrement pitch
/ Increment roll
\ Decrement roll
^ Increment yaw

Decrement yaw

Fig. 11. Left: Leaf shape modelling. Right: The alphabet of possible symbols and
related turtle actions.

rotation symbols and a seed symbol. Figure 11, right, shows all symbols that
may arise in the simulation together with their effects on the turtle.

The chosen alphabet contains as few symbols as possible to ensure that prop-
erties evolve because they are beneficial to agents, and not because we prefer
agents to develop in that way (see Sect. 1). To test whether the alphabet is
expressive enough, an extension to the alphabet in Fig. 11 is implemented with
an extra symbol, which will produce a single triangle shaped leaf. Using this
symbol can show whether the simplicity of the standard alphabet prevents leaf
features from developing. The results of this extension are detailed at the end of
Appendix 2.

Appendix 2: Method

The simulation must be set up before experiments; the parameters that are
chosen in this phase influence the course of agent development. The prerequisites
of a simulation are categorized in three distinct modules: an environment, which
contains the initial agents; a viability function used to rate agents’ phenotypes;
and a mutator containing the mutation function and its parameters.

Initializing the Simulation Environment

The simulation takes place on a surface where fertility varies locally. Fertility
constrains the allowed growth for agents’ systems. Higher fertility allows for
more iterations of growth, and the number of symbols each iteration may add
to a system correlates positively with fertility as well.

An environment is defined as a rectangular terrain which may be sampled for
fertility at any point. A terrain t(x, y) yields a fertility factor in the range [0, 1],
where a higher value of t denotes higher fertility. More fertile terrain is lowered
to visually resemble valleys.



Evolving L-Systems in a Competitive Environment 339

Terrain functions that define infertile barriers separating lush valleys aim to
promote divergent evolution of agents; simpler and smaller ancestors of agents
may have crossed the low-fertility barriers, but the valleys may give rise to more
complex agents that require higher fertility that cannot migrate through scarce
regions anymore and thereby speciate. Figure 1 shows a possible environment,
where darker highly fertile valleys are surrounded by an infertile plateau.

The formula n = s+m·i2 is used to calculate the number of symbols a system
is allowed to have at a certain iteration while being generated; s is the initial
number of allowed symbols a system may have (for any system, the axiom must
not be larger than s). The parameter i is the iteration for which the maximum
number of symbols needs to be sampled, and m is a positive number that may
be increased to allow more growth. n relates to iteration i in a way that allows
for an exponential increase in plant mass. The parameters s and m are defined
such that they correlate positively and linearly with t; if these values are high,
agents are able to develop larger structures. The number of iterations a system
will be applied for to generate the phenotype also scales linearly with terrain
fertility; this is a property of the environment as well.

The environment should be seeded with an initial set of agents before the first
generation is evaluated. To obtain the results presented in Sect. 3, simulations
were at all times seeded with agents containing an L-system without any rules
and an axiom containing a single seed symbol. This is indeed the minimal pro-
genitive system that could possibly be used for seeding, since it does not contain
any additional information or bias besides the ability to reproduce.

Assigning Viability

An agent’s viability determines the chance its offspring will make it to the next
generation. The viability function in effect determines the course of the evolu-
tionary process. Because only a limited number of agents may occupy a piece of
land, they already compete for real-estate. To realistically model competition,
agents are incentivized to compete for sunlight too; small grasses may be efficient
at first, but they stand little chance of competing against overshadowing ferns.

The viability of an agent is determined by the following factors: The amount
of sunlight exposure of an agents’ leaves. Well-lit leaves yield a higher score,
while occluded leaves or leaves that do not align towards the light source give
low scores. The amount of energy a plant receives is derived from the amount of
sunlight it receives, and a larger structure requires more sunlight to provide the
energy required to build it. A larger agent will therefore require more sunlight
exposure in order to get a good viability score.

The stability. Stable structures are better. Tall plants will get a lower stability
score, and will have to receive benefits in other aspects.

The efficiency. A very complex genotype (e.g. a system with many unused or
duplicate production rules) requires more energy and lowers viability. Addition-
ally, seeds are very expensive to produce; while growing a very large number of
them greatly increases the reproductive chances of an agent, this costs a large
amount of energy and is thus not a viable strategy in a competitive scenario.
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Fig. 12. Left: Sunlight is projected onto an agent from the top right, all lines in this
system are treated as leaf surface. The dotted lines represent light rays. A shadow is
cast by the plant, occluding its branches on the left side of its vertical axis entirely.
Right: A two-dimensional agent with root r and center of mass c.

These three components yield three viability scores, which are multiplied
together to produce the final viability of an agent.

Rating Sunlight Exposure. The more effectively sunlight is captured, the
more efficient a plant is. In the simulation, sunlight is modelled by projecting
parallel rays from several different locations representing the sun at different
times during the day, and evaluating how many rays of sunlight land on each
agents’ leaves. Figure 12, left, shows a schematic representation of sunlight pro-
jection in a two-dimensional environment.

The origin of light sources in a simulation strongly influences the phenotypes
that will evolve; when light shines predominantly straight down (as would be
the case in a ravine), flat horizontally aligned leaves will be preferable to other
angles. The 2D algorithm illustrated in Fig. 12, left, only registers light exposure
to material directly hit by the sun rays. This is not realistic because real leaves
are not fully opaque, and because light rays tend to bounce off the surfaces they
hit, illuminating things that are initially occluded.

To account for these effects, leaf material has a certain opacity factor. This
property determines how many rays will hit the surface, and how many will pass
through. If the opacity factor is 0.7, 70% of the sun rays hit a leaf they come
into contact with, while 30% of them pass through and may hit anything behind
it. This allows (partially) occluded leaves to produce energy as well, encouraging
plants to develop denser leaf patterns to gather more energy.

Because a higher amount of leaf surface material tends to correlate with a
higher sunlight exposure related viability score, plants are incentivized to pro-
duce very large leaves; this is not entirely fair. Indeed, the size of an agent is not
just determined by the amount of branch material, but also by the amount of
leaf material spanned between them (see Fig. 11). The leaf efficiency factor e of
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an agent is therefore defined as:

e =
nl∑

i=1

1 − (fe · ai)2

nl
,

where nl is the number of leaves, ai is the area of the ith leaf on this agent,
and fe is a positive number that can be increased to give a higher penalty to
big leaf shapes. This leaf efficiency factor is used to weigh the sunlight exposure
viability; this means the viability from light exposure per surface area on a leaf
is reduced for larger leaves.

The viability of sunlight exposure of an agent is set as

ul =
hp

l
· e.

The parameter h stands for the area of lit leaf material; this is the surface area
of all leaf material as seen from the perspective of the sun after applying opacity
(or the average surface of all sunlight projections if multiple are rendered). l
represents the number of symbols a grown agent consists of; dividing by l ensures
that plants consisting of many symbols need a high amount of lit leaf material in
order to be successful. Finally, p is a power applied to h, with p ≥ 1. Increasing
p increases the number of symbols a system can support per exposed surface
area as the total exposed surface area increases. This parameter exists because
large plants need bigger support structures, while small plants need very little.
The sunlight exposure viability is multiplied by efficiency factor e.

Rating Stability. The stability score is obtained from the eccentricity of a
structure; this is the amount of deviation of the center of mass from the root
of an agent. Figure 12, right, shows an agent phenotype with its center of mass
visualized with respect to its root.

Using root r and center of mass c, the agent stability viability is

us =
1

1 + fx · ||c − r||2 ,

where fx is a positive number; it positively correlates with the viability score
penalty given to unstable agents. Since c and r are three-dimensional in the
simulation, agents that need to grow tall (along the vertical axis) to catch sun-
light will need to reduce their instability along their other two axes with respect
to their neighbours to stay competitive. On the other hand, small grasses and
undergrowth will have very low or negligible instability penalties, and can thus
develop different growth strategies to obtain high viability scores.

Rating Efficiency. Efficiency captures the effectiveness of a genotype and the
cost of its reproductive faculties. The effect of this viability score is therefore
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twofold: it penalizes overly complex L-systems, and it penalizes excessive seed
production as well. The following formula captures these functions:

ue =
1

(fr · nr) · (fs · ns)

with nr the number of production rules of the L-system, ns is the number of seeds
that exist in the phenotype. fr and fs are positive numbers that may be increased
to give higher penalties to high numbers of rules and seeds, respectively.

Negative Viability. The final viability of an agent is u = ul · us · ue. Agents
with negative viability cannot be produced by this formula. There are however
two exceptions for which the viability is set to −1, namely for agents growing
underground, and agents over a certain size without any sunlight exposure.

The first point is obvious: since the simulation does not model roots, growing
underground is by definition physically impossible. The second point is imple-
mented to limit nonsensical phenotypes that emerge early in a simulation. The
initial best strategy (when no leaves have evolved yet) is to reproduce as often
and as far away as possible by growing tall structures with many seeds. Grow-
ing such structures is not penalized by a poor sunlight exposure viability as it
normally would, because this is zero for all leafless agents. To prevent unreal-
istic structures that support themselves without any photosynthesis, negative
viability is assigned to leafless agents over a certain size.

Reproduction

Agents with a non-negative viability may produce seeds to reproduce themselves
in the next generation. When all agents have been rated, their seeds are dispersed
in an empty copy of the simulation environment to produce the next generation.
Figure 13, left, shows how seeds are dispersed; a seed s at height h describes a
cone with its apex at s and an angle α. The seed is placed on a random point on
the base of the cone. The angle may vary among simulations, where more windy
environments can be modelled by increasing α. Higher values of α also increase
the chance of agents spreading their genotype across the natural boundaries.

After seeds have been dispersed and positioned in the environment, they are
ranked by their parent agents’ viability. Seeds with equal viability are shuffled
to eliminate their positional bias; if an agent grows its seeds from top to bottom,
the top seeds should not always get the chance to reproduce first.

The seeds produce new agents at their location, starting with the highest
ranked seed. Because new agents can only be placed at locations that are not
yet (too) occupied (see below), the next generation of agents consists of the best
offspring, while poor agents usually (but not always) get no chance to reproduce.

To determine where agents can or cannot grow, a density map is main-
tained while seeds are placed in the environment, similar to the approach of
[1]. Figure 13, right, shows how agent density is assigned to the terrain surface.
A grid is created for the area for which agent density needs to be known (this is
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Fig. 13. Left: The seed s may fall anywhere within the base of the cone. Right: A
part of an agent density map. Four agents increment the cells they overlap.

normally the entire simulation environment), and every cell of this grid contains
the number of agents overlapping that cell.

The black dots represent newly placed agents, and the circle around them
represents the area they occupy. The radius of the circles is chosen such that the
area is equal to the area of the rectangle that the parent plant occupied in the
previous generation.

Every simulation has a constant density threshold, which is the maximum
number of agents that may overlap a grid cell for a seed to sprout when its
location lies within that cell. This threshold thus determines how dense vege-
tation is allowed to grow, and by extension how competitive agents need to be
with respect to their neighbours. Simulations with a low density threshold barely
experience competition, and thus produce lower growing plants; see Sect. 3.

Mutation

Before the agents in the new generation are “grown”, random mutation is applied
to their genotypes. Production rules may be created, duplicated or removed. The
axiom and the sentences that make up the production rules are mutated as well
by inserting and removing symbols, or by creating branches or leaves around
existing symbols. When mutating sentences, syntactic correctness is taken into
account; every branch or leaf opening symbol has a corresponding closing sym-
bol. Moreover, sentences may never grow larger than a preset limit to prevent
overfitting; with no limit, the algorithm could simply evolve entire fixed plant
structures in the axiom without creating any production rules.

A sentence is mutated by iterating over each symbol. At each iteration, there
is a chance a mutation operation executes, while most symbols do not change.
Figure 14 shows all possible mutations on sentences using the syntax outlined in
Fig. 11. Mutations are always applied at the position of the iterator. Operations
(1), (2), (3) and (5) may be applied when the iterator points to a symbol; oper-
ation (4) may only trigger at a branch open symbol and operation (6) may only
trigger at a leaf open symbol.

Operation (1) in Fig. 14 creates new symbol x either before or after the
symbol the iterator currently points to; there is a 50% chance for both outcomes.
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Add symbol = AB[C]<D] → AxB[C]<D] (1)

→ ABx[C]<D]

Remove symbol = AB[C]<D] → A[C]<D] (2)

Add branch = AB[C]<D] → A[B][C]<D] (3)

Remove branch = AB[C]<D] → ABC<D] (4)

Add leaf = AB[C]<D] → A<B][C]<D] (5)

Remove leaf = AB[C]<D] → AB[C]D (6)

Fig. 14. Possible mutation operations on the sentence AB[C]<D]. The underscores in
the left hand sides of the operations show the position of the iterator in the sentence;
mutation operations are applied at that location.

a = B[+A][-A]BA

r1 = A → B[+A][-A]BA

r2 = B → BB

E = [B, B, B, B, B, B, A, A, A, A, A, A, +, +, -, -]

N = [A...Z] � [a...z] � [*] � R

Fig. 15. Multisets E and N of an L-system with axiom a and production rules r1 and
r2. R is the multiset containing all rotation symbols defined in Fig. 11.

The symbol is randomly chosen from a multiset of possible new symbols. This
multiset varies depending on the kind of sentence that is being mutated. Branch
or leaf symbols may not occur in this multiset, since mutation rules (3), (4), (5)
and (6) already cover branch and leaf mutation.

The symbol x is chosen from multiset E or N . E contains all symbols that
may be produced by the L-system (the symbols that can exist in the sentence
obtained by applying production rules to the axiom for any number of iterations).
N contains all possible symbols (that are not branch or leaf symbols) that may
exist in a system according to Fig. 11. Figure 15 shows an L-system and its
corresponding E and N .

When x is placed in the left hand side of a production rule, it will be chosen
from E. This ensures that production rule conditions do not contain symbols
that cannot occur in sentences produced by a system, these rules would never
be applicable. If it is placed in the axiom or the right hand side of a production
rule, it is possible to introduce symbols that do not yet exist in the L-system. In
this situation x will be chosen from N or E. The possibility of picking x from
E instead of N in this case is introduced to promote reusing existing symbols
in the system. This increases the chances of introducing stochastic rules, while
also promoting self-similarity by increasing the chance that existing production
rules will trigger on newly added symbols.
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Fig. 16. Left: A simulation at g = 40 using a default leaf symbol to model triangular
leaves. Right: A simulation at g = 800 using the normal leaf modelling syntax from
Appendix 1 produces very similar agents to the alternative method, although it takes
more generations to evolve them.

The composition of N in Fig. 15 is such that R and [*] are quite rare. In the
simulation, these sets are added to N several times to increase their chances of
being added when a new symbol is created. The number of repetitions of these
sets is a constant setting of the mutator, which may be used to speed up the
introduction of seeds and branch rotations as the evolution progresses.

Default Leaf Shapes

The syntax described in Appendix 1 and Fig. 11 uses a relatively complex method
to define leaves. The process of modelling “good” leaves is arguably more com-
plex than modelling the supporting structures.

To evaluate whether the complexity of the proposed leaf modelling process
does not impair the course of the simulation, a default leaf symbol can be intro-
duced (see Appendix 1); when the turtle encounters this symbol, a triangular
leaf is created at its position and orientation. The chance to create leaf brack-
ets while mutating is set to zero. Figure 16 shows a rendering of a simulation
using this alternative method (left) compared to a simulation using the standard
method (right). When default leaf shapes are used, agents with leaves evolve very
quickly. Given enough time however, a simulation using the default method pro-
duces very similar agents. This shows that agents with multiple similar leaves
evolve quicker when default leaf shape symbols are used, but similar results can
be achieved without it; the proposed leaf modelling method does not seem to
impair the course of the simulation.



346 J. Talle and J. Kosinka

Initial environment

Apply L-systems

Model

Render

Rate

Reproduce

Inspect

I.

II.

III.

IV.

V.

VI. LGen

LParse LRender

Fig. 17. Left: Stages of a simulation. Right: Structure of the LGen software.

Appendix 3: Implementation

The LGen software [27] built to perform the experiments using the method
described in Appendix 2 was implemented in the C++11 programming language
and targets both Windows and Linux platforms. Figure 17 shows the different
modules that make up the software. LGen performs, stores and loads experi-
ments and configurations. LParse parses L-systems according to the syntax set
forth in Appendix 1, generating the strings of symbols that are translated into
agent phenotypes. LRender models and renders populated 3D simulation envi-
ronments using OpenGL according to the algorithm described in Appendix 2,
and provides information about these renderings (e.g. sunlight exposure ratios,
structure size, and seed locations). LGen and LParse are both used by LGen,
but do not require or reference each other.

Stages

The algorithm is divided into several stages per generation. Figure 17 shows the
stages, in order of execution, that are required to simulate a generation.

Stage I initializes the environment, including for example its terrain function
and seed dispersal angle. In practice, this step is done manually by the user.
The initialized simulation can be stored for later use, or to perform different
experiments on a set of equal initial conditions.

Subsequently, Stage II creates a string of symbols for each agent by applying
their system’s production rules to their axioms for a number of iterations that
depends on the fertility of the terrain at their respective locations. This process
is multithreaded, since no interaction between agents takes place at this stage.

In Stage III, a 3D model of the environment and all its agents is created
by applying the modelling rules detailed in Appendix 1. Again, this stage uses
multithreading to speed up the modelling process. Summarizing information
about agent models (size, center of gravity, etc.) is stored for use in Stage V.
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At Stage IV, the GPU is employed to render the scene modelled in Stage III
from different angles, where each angle is one of the sunlight directions. Light
exposure characteristics for each agent are stored for use in Stage V, which
assigns viability to every agent in the simulation. The viability function takes
information gathered by Stages III and IV as well as the L-system that gave rise
to this agent into account.

Finally, Stage VI creates a list of all seeds produced in the environment, ranks
the seeds by the viability assigned to their parents by Stage V, and disperses the
seeds. New agents are created from these seeds after mutation. The simulation
can now loop back to Stage II and evolve the newly created generation.

The results of the simulation can be queried whenever Stage IV has finished;
the software can render the simulation at its current stage, and agents can be
inspected by querying their L-systems and viability scores. When presenting a
rendered environment to the user, a high-detail scene is modelled; the program
uses lower quality agent models while simulating to increase performance.

Randomization

Randomization is used at several points in the simulation: stochastic L-systems
may need to choose a random production rule from a list; the initial direction
of the turtle when modelling an agent is upwards, but the rotation around the
vertical axis is randomized; when dispersing seeds, randomization is used to
displace them; mutating L-systems make heavy use of it.

The implementation uses Mersenne twisters [20] for randomization. An
important feature of the program is that its randomizer can be seeded, after
which the simulation is completely deterministic; when running the same seeded
setup twice, the same results emerge. This feature makes simulation runs repro-
ducible, but it reduces storage space as well. When a simulation of a high number
of generations needs to be written to disk completely, it only stores the state
every n generations along with the state of its randomizer. Consider a stored
simulation of at least 4000 generations. If n = 1000 and the 3511th generation
needs to be inspected, the system loads the 3000th generation instead (which
was saved since n = 1000), and simulates for another 511 generations to obtain
the state as it was at the 3511th generation.

Leaf Area Projections

To implement the sunlight exposure algorithm, the 3D scene produced in
Stage III (see Fig. 17) is rendered using an orthographic projection. Figure 18
shows two renderings; on the left, the modelled scene is rendered for viewing
purposes using a perspective projection. On the right, the parallel projection
is used to detect sunlight exposure in the same scene. This ensures that the
produced pixels can be seen as hits by the parallel rays of sunlight in Fig. 12,
left.

In this exposure projection, any pixels that contain leaves get a dark color,
while the rest of the image stays white. The exposure area of agents can be



348 J. Talle and J. Kosinka

Fig. 18. Left: A 3D rendering of three agents. Right: The corresponding exposure
projection taken from approximately the same angle. Note that the phenotype has
evolved such that the leaves do not occlude each other, while still being compact.

obtained by counting the “hit” pixels in this rendering for each agent. Pixels do
not only contain information about whether a leaf was hit there, but they also
encode which agent was hit. Additionally, the algorithm uses a depth buffer; the
leaves closest to the camera (which represents the sun in this model) receive
sunlight while occluded leaves do not. If the opacity factor is smaller than 1
however, every pixel of exposed material has a chance equal to that factor of not
being rendered, allowing occluded leaves to receive sunlight as well.
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18. Makowski, M., Hädrich, T., Scheffczyk, J., Michels, D.L., Pirk, S., Pa�lubicki,
W.: Synthetic silviculture: multi-scale modeling of plant ecosystems. ACM Trans.
Graph. 38(4), 1–14 (2019)
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Abstract. Multiparametric imaging in cancer has been shown to be
useful for tumor detection and may also depict functional tumor char-
acteristics relevant for clinical phenotypes. However, when confronted
with datasets consisting of multiple values per voxel, traditional read-
ing of the imaging series fails to capture complicated patterns. These
patterns of potentially important imaging properties of the parameter
space may be critical for the analysis, but standard approaches do not
deliver sufficient details. Therefore, in this paper, we present an approach
that aims to enable the exploration and analysis of such multiparamet-
ric studies using an interactive visual analysis application to remedy the
trade-offs between details in the value domain and in spatial resolution.
This may aid in the discrimination between healthy and cancerous tis-
sue and potentially highlight metastases that evolved from the primary
tumor. We conducted an evaluation with eleven domain experts from
different fields of research to confirm the utility of our approach.

Keywords: Medical visualization · Visual analysis · Multiparametric
medical imaging data

1 Introduction

Multiparametric medical imaging scans are commonly used in screening pro-
cedures and in targeted diagnostics. Basing decisions on the analysis of these
datasets is not an easy task and often involves visual inspection of different
juxtaposed representations [6]. Multiparametric datasets are generated in med-
ical imaging by, e.g., Magnetic Resonance Imaging (MRI) scanners, by varying
acquisition parameters resulting in imaging data with varying contrasts. In the
analysis of medical imaging data, the main task is usually to identify discernible
patterns to distinguish pathologic from healthy tissue, and identify, e.g., malig-
nant tumors. The identification of metastases, likely to share characteristic imag-
ing properties with the primary tumor, may be difficult to spot only using one
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modality, although identifying them at primary diagnostic work-up is essential
to develop more tailored and targeted treatment strategies in various cancers.
In order to improve the workflow of tumor diagnosis and metastases identifica-
tion, we have developed a tool for analyzing multiparametric medical imaging
data together with gynecological cancer, machine learning and neurological can-
cer research experts. By employing different views displaying multiparametric
data at different levels of detail, we can present imaging data without having
to visually compare several modalities in side-by-side views. We enable high-
lighting of target structures, based on multiparametric similarity, which was not
possible before. Medical experts are used to working with 2D slice views. Over-
laying multiparametric data on top of these views produces insights which are
easy for them to put into a spatial context. Showing multiparametric images in
one view reduces the cognitive load and allows the medical experts to see the
relevant information at a glance. Our main contributions are the following: (1)
We present visualizations that remedy the trade-offs between revealing details in
the multiparametric value domain and spatial resolution by introducing a mul-
tiparametric star glyph map-based visualization. (2) We present an interactive
analysis application primarily targeting cancer imaging, as well as additional
workflows in different application areas. (3) We evaluate our system with eleven
experts using the System Usability Scale (SUS) [3] and a qualitative evaluation
to demonstrate the utility of our approach.

2 Medical Background

Modern imaging techniques are routinely used at many centers in the preoper-
ative diagnostic work-up in endometrial cancer. Imaging markers derived from
these advanced MRI techniques have been shown to be linked to endometrial
cancer subtype and stage [2,6,9–11]. According to previous findings, low tumor
blood flow and a low rate constant for contrast agent intravasation, meaning the
backflow of injected contrast into the close vessels, based on dynamic contrast-
enhanced (DCE)-MRI, are associated with high-risk histologic subtypes and poor
prognosis. Gathering information from parametric maps based on DCE-MRI is
usually done using juxtaposed images of the same slice in the different modali-
ties. These maps are derived from a single dynamic acquisition and are therefore
co-registered by nature. Examining the images involves comparing the images
mentally or by using a manually placed region of interest (ROI). If advanced
imaging methods can be utilized to validly predict the aggressiveness of a tumor,
this could lead to better risk-stratified treatment algorithms that may be ben-
eficial for the patients. Less invasive treatment regimens may then be given in
low-risk patients, and the more invasive treatments can be reserved for high-risk
patients in whom the expected survival benefit justifies the increased side effects.

3 Related Work

Lawonn et al. [16] provide an extensive overview of different visualization tech-
niques for multimodal medical imaging datasets. Gleicher et al. [8] introduced
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Fig. 1. The ParaGlyder prototype application, featuring a subject overview (A), central
view (B), Stixels view (C), and radial boxplot view (D).

a taxonomy of visual comparison approaches and surveyed existing methods
according it. Friendly et al. [7] proposed radial boxplots, as a means to visual-
ize data variations. Ropinski et al. [22] provide a thorough overview of different
glyph-based visualization techniques in the field of multivariate medical data
visualization. Wickham et al. [27] introduced a visualization technique called
glyph maps. Opach et al. [20] described that the effectiveness of polyline versus
star glyphs is task-dependent. The effective combination of star glyphs present-
ing non-spatial data and geospatial data has been demonstrated by Friendly et
al. [7] and more recently by Jäckle et al. [12]. In contrast to this, we use star
glyphs to present an abstract version of multiparametric spatial data on top
of spatial data. Smit et al. [24] presented a method to spatially query data by
placing a sphere in a 3D view, and interaction techniques to effectively place
spheres in volume renderings [25]. Bruckner et al. [4] introduced a probing tool
for enabling visual queries. Mlejnek et al. [18] presented interactive glyphs for
probing tissue characteristics in medical data. In contrast to these approaches,
we provide a probing interaction that acts like a digital biopsy of our multipara-
metric medical imaging datasets. More closely related to our approach, Stoppel
et al. [26] used small multiples to visualize spatio-temporal data in a spatial
context. Malik et al. [17] introduced a comparative visualization technique that
visualizes up to five modalities together in one view. Jönsson et al. [13] pre-
sented a visual environment for hypothesis generation using spatial and abstract
data. In contrast to these related publications, our approach enables the explo-
ration and analysis of multiparametric medical imaging datasets of more than
five modalities. We provide targeted functionality for the analysis of pathology,
which allow for inspection of the multiparametric imaging data in linked spatial
and non-spatial data visualizations.
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4 Requirement Analysis

Following the nested model for visualization design by Munzner [19], we charac-
terized the problem domain. To meet the requirements and the demands of the
target audience, we consulted experts in gynecological cancer imaging, neurolog-
ical imaging, and machine learning. We identified application related challenges
they face in their research practice. Cancer imaging is performed to assess tumors
and metastases, in gynecological cancer imaging in the pelvic area and for neu-
rological imaging in the brain. Cancerous tissue is discernible because it differs
from its surrounding healthy tissue. Besides analysis of the extent and size of the
tumor, analyzing different sub-regions within a tumor may be of interest. Find-
ing abdominal lymph node metastases is a challenging task, as the metastases
have variable size, ranging from a few millimeters to sizes exceeding the primary
tumor. Metastases often share some of the characteristic imaging features of the
primary tumor. Based on our analysis we present the following requirements for
our interactive analysis application:

– R1: Visual analysis of multiparametric imaging data in a single view
– R2: Multiparametric inhomogeneity analysis
– R3: Comparing regions within the multiparametric imaging data
– R4: Comparing multiparametric imaging data of multiple subjects
– R5: Multiparametric similarity analysis based on a digital biopsy
– R6: Interactive parameter selection for automatic multiparametric segmenta-

tion tasks

When satisfying these requirements, we support gynecological imaging
researchers, neurological imaging experts and machine learning experts in their
research or clinical routine with the ultimate goal of improving patient care by
providing better diagnostic tools that can guide tailored and individual treat-
ment strategies.

5 ParaGlyder

In this section, we present our visualization and interaction design decisions
based on the requirement analysis. In Fig. 2, we present the different components
of our method and their interplay. Our design combines spatial and non-spatial
visualizations, linked by a view combining a non-spatial visualization in spatial
context. Our approach consists of several visualization and interaction methods
for the interactive analysis of multiparametric data described in the following.
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5.1 Data Processing

Our method relies on multidimensional co-registered volumetric data. Our gyne-
cological cancer experts already deliver co-registered volumes due to the nature
of the data source. Co-registration is therefore not part of our application but
may be performed by using state of the art applications such as Elastix [14].

spa al non-spa al

Interac ve probing 
in volume view

Tumor and metastases 
detec on support

Comparison between 
pa ents

Comparison within 
pa ent

Mul parametric homogeneity analysis

Similarity calcula on

Mul parametric probing

Fig. 2. The ParaGlyder application com-
bines spatial (volumetric view) and non-
spatial (radial boxplot) visualization to
enable multiparametric analysis and explo-
ration. In between, the Stixels view depicts
a combination of both.

Standard MRI imaging data cannot be
converted to physical units and there-
fore is highly dependent on the scan-
ner and sequences employed. In order
to allow for comparison normaliza-
tion is required. In our application, we
perform two types of normalization.
When we use a slice view, we normalize
the data of the slice using a min-max
normalization of the selected slice. In
the 3D volume visualization, we nor-
malize the whole volume by using the
min-max value of the volume. This
results in the most appropriate nor-
malization based on the tasks the visu-
alizations support.

5.2 The Stixels View

Based on requirement R1, the goal is to raise the level of detail in the value
domain but still keep the details in the spatial resolution. To facilitate this, we
employ a glyph map approach, presented in the middle of Fig. 2, which is called
the Stixels (Star glyph pixels) view. The glyph map is based on a regular grid
which is overlaid on a 2D view of a slice. For every grid cell, we calculate statistics
of the multiparametric medical imaging data. The star glyphs are then created
by summarizing the statistics within each of the cells. The grid size and the
star glyph size can be adapted, depending on the granularity of the structure of

Fig. 3. The Stixels view reveals an inhomogeneous tumor in one subject (a) and a more
homogeneous tumor in another subject (b). The outline in red shows the tumor extent
for illustration purposes. A tooltip provides details on demand in a radial boxplot (c),
The Stixels view reveals oedema in the brain after surgery (d). (Color figure online)
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interest. By cropping the slice view to a region of interest, the glyph maps also
adapt to the selection and allows for an even more detailed view of the selected
structures. We use star glyphs instead of polyline-based glyphs since according
to Opach et al. [20] star glyphs are a better choice for finding differences. For
the star glyph design, we display the average value of each parameter within
the grid cell on the axes. The area described by connecting these points forms a
glyph which describes the relation of average parameters within the cell. When
designing a star glyph, a homogeneous shape is favorable [15,21]. Therefore,
the order in which the parameters are presented is adjustable. While even more
information could be encoded on the axes of the star glyph, we opted for a design
that is easier to interpret and presents all necessary information at a glance to
prevent a steep learning curve. The star glyph map provides an overview which
allows the user to identify the tumor since the tissue differs from healthy tissue in
the multiparametric dimensions. In addition, the inhomogeneity of the tumor can
be analyzed. When spotting interesting parts of the tumor, a closer investigation
of the area using the interactive probing can be employed.

5.3 3D Probing Visualization

Requirements R3 and R4 support analyzing different parts of the tumor inde-
pendently, enabling identification of tumor patterns. Probing spheres deliver
detailed information from data within selected regions. Regions of interest can
be specified by using multiple probing spheres. This enables a comparison of
different regions within the imaging data for a single patient, e.g., healthy tissue
and cancerous tissue. All voxels from all parameters within the spheres can be
used in the statistical analysis, like the approach used for the star glyph map. For
the visual encoding of the probed regions a radial boxplot is used. It shows the
user the summary statistics for selected regions of interest at a glance. Compar-
ison is enabled by the superposition of multiple radial boxplots. Radial boxplots
are favorable because they align with the use of star glyphs in the Stixels view
and represent a more detailed view of selected areas. Differences and similarities
over all modalities can be analyzed by placing multiple spheres either within
the data of a single patient or multiple patients. To establish visual correspon-
dence between the probing spheres and radial boxplots, both the spheres and
boxplot share the same color hue. Interactive probing can be used to define a
multiparametric pattern which describes different tumor characteristics based
only on imaging data and may also be found in other patients suffering from a
similar tumor type.

5.4 Interaction

To support requirements R3 and R4 various interaction methods are provided.
The placement of the probing sphere can be performed either in 2D images or
in 3D volumes. The size of the sphere can be adapted to fit the scale of the
region of interest and the sphere can be placed freely. The quickest option is
the free placement where the sphere is placed according to the intersection of
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Fig. 4. Volume probing using two different probing spheres (a) results in live updates
to the radial boxplot view (b). Probing interaction within another subject (c) results
in a radial boxplot comparing data across subjects (d).

a ray going from the screen position, where the mouse is located, towards the
volume based on the closest visible point in the volume. In addition to this quick
initial placement of the sphere, we introduce a mode where the sphere can only
be translated within the current X-Y plane the sphere is located at. Another
option only adapts the depth of the sphere along the Z-axis. When using a 2D
view, it may occur that the probing sphere is behind the current slice and thus
occluded. To remedy this, we provide an option to snap the sphere back to the
slice. To support working with brain data, placing a sphere that is automatically
mirrored to the other hemisphere is also possible.

5.5 Similarity Visualization

Requirements R5 and R6 state that a similarity analysis and an interactive
parameter selection is beneficial in tumor analysis. Analyzing the tumor extent
and possible metastases in surrounding tissue is a typical task for radiologists. In
addition, segmentation of tumors is an active field of machine learning research,
where some algorithms require feature selection. To support these tasks, we
employ the multiparametric contents of a probed area in a similarity function.
We decided to use the Euclidean distance over all dimensions because they are
equally important. When applying this function to each multi-parametric voxel
in the volume, we derive a new volume consisting of similarity values between
0 and 1 which can be displayed with an appropriate transfer function. A trans-
fer function that highlights regions of high similarity through color and opacity
enables users to identify structures such as tumors and possible metastases and
enables a visual clustering with soft boundaries. Metastases which share the
same imaging properties as the primary tumor are highlighted using direct vol-
ume rendering. Editing the transfer function enables the user to explore the
inhomogeneity (R2) and the extent of different parts of the tumor. In addi-
tion, this similarity function-based visual encoding is also applied to the star
glyph map. The fact that the similarity is based on the user-selected parameters
enables the user to perform interactive feature selection (R6).
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6 Results

The ParaGlyder application is depicted in Fig. 1 and consists of a center view
(Fig. 1B), which provides common spatial visualization features, such as a 3D
view, 2D slice-based views, cropping, and transfer function editing, and a prob-
ing functionality. Next to the main view, the Stixels view is located (Fig. 1C),
which consists of a 2D slice view and an overlaid glyph map consisting of star
glyphs. The last view is the probing view, component D in Fig. 1. It consists of
a radial boxplot based on probing sphere input. We analyzed different datasets
of endometrial cancer patients, provided by one of our co-authors, as well as a
brain tumor dataset publicly available and provided by Schmainda and Prah [23]
via the Cancer Imaging Archive (TCIA) [5]. The endometrial cancer dataset
comprises standard multiparametric MR sequences and derived parameter maps
visualizing physical parameters, e.g., blood flow and plasma volume. The data is
co-registered due to its origin. For the brain tumor and inflammation data, we
have access to the standard parameters acquired in multiparametric MR, such
as T1-, T2- and diffusion-weighted images.

6.1 Tumor Detection and Multiparametric Homogeneity
Assessment

To detect tumors and assess their multiparametric homogeneity, the Stixels view
is used. The user selects the slice and the parameter to show. A detailed view of
individual Stixels is presented when the user hovers the mouse over the specific
Stixel. A detailed tooltip is shown, visualized in Fig. 3c. In order to support
region of interest (ROI) selection, we employ volumetric cropping to select an
appropriate Stixel window. The grid of the Stixels adapts accordingly and then
probes smaller regions determined by the ROI. When placing a probing sphere,
the Stixels are colored by the multiparametric similarity, measured based on
Euclidean distance, using the Viridis colormap. The similarity Stixels view, visi-
ble in Figs. 3a and 3b, additionally reveals the inhomogeneity of the tumor. The
red line marks the outline of the tumor and the color and shape variations of the
star glyphs represents the inhomogeneity within the primary tumor. In Fig. 3a,
a tumor with a high degree of inhomogeneity is visible, while Fig. 3b reveals
a more homogeneous tumor. The inhomogeneity analysis enables the user to
spot distinct parts within the tumor, e.g., a necrotic core and allows for further
analysis of these specific parts in detail.

6.2 Region Comparison for Tumor Characteristic Assessment

Probing spheres are used to analyze different parts within one patient or across
multiple patients. This probing interaction is conceptually similar to a digital
biopsy. The result of the probing interaction is a radial boxplot, visible in com-
ponent D in Fig. 1. Figure 4a showcases placement of two spheres for a single
subject, while Fig. 4b shows a sphere placed to compare regions across subjects.
The radial boxplot is shown in Fig. 4b and d. On each axis, the median value
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Fig. 5. The similarity view highlighting the uterine primary tumor in the center and
two metastatic lymph nodes (a). When an insufficient number of dimensions is selected,
the similarity view fails to capture the tumor and metastases (b). The similarity view
captures brain inflammation (c), while simple thresholding on one modality would
capture the skull as well.

is presented as a dot, and these dots are connected by lines. In addition to the
median value, the 25% and the 75% quantile ranges are visible as an overlaid
band. This representation allows the user to see the inhomogeneity of the data
within the sphere. The maximum values of the axes can be adapted to fit the
selected data range. The spheres are used to characterize tumor tissue and to
come up with specific signature shapes in the radial boxplot that can be used
to classify the imaging data of new patients. The interaction responsiveness is
ensured by providing a real-time update of the radar chart with the probed val-
ues of the volumetric multiparametric imaging data while the sphere is moved
interactively through the volume.

6.3 Similarity Visualization for Metastases Detection and Feature
Selection

The similarity view, visible in Fig. 1B and Fig. 5, visualizes the extent of a tumor
and potential nearby metastases. Figure 5(a) shows the similarity volume when
using all multiparametric images and Fig. 5(b) shows the similarity volume with
only three out of five of the multiparametric images. The Figure shows that
the three selected images do not contain enough information to segment the
tumor and the metastases. The colored Stixels are presented in Fig. 3c. For both
approaches the Viridis colormap is chosen as a transfer function, where opacity
is mapped to similarity, i.e., the visibility of regions that differ from the current
selection is reduced. In component B of Fig. 1, the similarity view of parameter
maps of a patient with endometrial cancer is visible. This similarity analysis
enables a clear and distinct visualization of the tumor (the lower right structure
in the inset), by placing a probing sphere inside the tumor tissue. Due to their
multiparametric similarity, metastases in the lymphatic system (structures to the
left and above the primary tumor) are also highlighted. When analyzing only one
of the multiparametric images at a time the detection of metastases is much more
difficult because they are not clearly visible. When probing inflammatory data
within the brain, the similarity view provides a quick segmentation of inflamed
tissue. The segmentation does not include the bone as a standard thresholding
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operation based on T2 Flair data only would, visualized in Fig. 5(c) and (d).
This demonstrates that the multiparametric similarity function facilitates a rapid
multiparametric segmentation, which could be used in diagnosis or treatment
planning, as well as feature analysis as input to automatic segmentation methods
in a machine learning context.

Table 1. The response of the experts on a 5-point Liker scale. The values range from 1:
Strongly disagree to 5: Strongly agree. Statements marked with a star were rephrased
to present the positive form in this table, also the scores have been inverted. On the
right end of the table the average value over all experts is presented and in the last
row the result of the SUS questionnaire is presented.

Statement N1 N2 N3 Gy1 Gy2 Gy3 Gy4 Gy5 M1 M2 M3 Avg.

G1 The linked interactions between the center view and the radar chart are well established and intuitive 3 5 4 5 5 5 5 3 5 5 4 4,45

G2 The linked interactions between the analyze view and the Stixel view are well established and intuitive 5 4 4 5 5 5 5 4 5 5 5 4,73

G3 I see myself using the MRI Explorer in the future* 3 5 3 5 5 3 5 5 5 4 4 4,27

G4 I would like to contribute in the future development of the application 5 5 5 5 5 4 5 3 3 5 4 4,45

G5 I can see the application as a part of my daily work routine* 3 5 2 5 4 1 3 5 4 1 1 3,09

G6 The application is more applicable for research than for daily clinical practice 3 4 5 5 4 5 4 3 5 4 2 4,00

G7 The application should be part of the software used in clinical practice* 1 5 1 3 4 3 5 5 4 4 5 3,64

P1 The navigation in 3D is easy to understand and I can place the sphere where I want* 5 4 2 2 5 5 5 4 5 5 5 4,27

P2 The resizing operation of the sphere is easy to understand and to carry out* 4 4 2 5 4 5 5 5 5 4 5 4,36

P3 I can place the sphere anywhere on the plane using the provided keyboard interactions 5 5 3 4 5 4 5 5 5 5 5 4,64

P4 Setting the probing sphere to a specific depth in the volume is intuitive 2 5 2 3 5 4 4 4 5 5 4 3,91

P5 Snapping the probing sphere to the current slice selection is useful 5 4 3 5 5 5 5 4 5 5 3 4,45

P6 The probing interaction is responsive* 3 5 4 5 5 5 5 5 5 5 5 4,73

P7 The automatic update of the Radar chart is beneficial* 5 5 4 5 5 5 4 5 5 5 5 4,82

P8 The radar chart helps me to interpret multimodal data 5 5 5 5 5 5 5 5 5 4 5 4,91

P9 I am confident in interpreting the values that the radar chart presents 3 5 3 4 5 3 4 3 5 5 3 3,91

P10 With the probing functionality, I am able to compare different regions within one subject* 5 5 3 4 5 5 5 5 4 5 4 4,55

P11 The probing function enables me to compare regions between different subjects 3 5 4 5 5 5 4 5 5 3 4 4,36

St1 I understand what the Stixels view shows me and can interpret the star glyphs used. 3 5 4 4 5 3 4 3 5 5 3 4,00

St2 The Stixels view helps me to gather insight of the inhomogeneity of the data* 5 5 3 5 5 5 5 5 5 3 4 4,55

St3 The cropping functionality helps me to focus the Stixel view on the most important region of the subjects
data*

1 5 2 5 5 5 5 5 5 5 4 4,27

St4 The different grid sizes help me to first get an overview and add details on demand 5 5 4 5 5 4 5 5 4 5 4 4,64

St5 The tooltip helps me to see more details in the Stixels view when I need them 5 5 4 5 5 5 4 5 5 4 4 4,64

S1 I understand the color coding of the Stixels in terms of similarity* 3 5 4 5 5 5 5 5 5 5 5 4,73

S2 The similarity coloring of the Stixels helps me to adapt my probing selection 3 5 3 5 5 4 4 5 4 5 4 4,27

S3 The similarity volume visualization shows me interesting parts of the volumetric data 5 4 5 5 5 5 5 5 5 5 4 4,82

S4 The similarity view is useful to me and I would like to use it in my work routine/research* 5 5 5 5 5 5 5 5 5 1 4 4,55

Gys1 The application can improve the analysis of the inhomogeneity of gynecological cancer 5 5 5 5 5 5,00

Gys2 The application can support hypothesis generation for linking parameters with aggressiveness of gyneco-
logical cancer

5 5 5 5 5 5,00

Gys3 I would find this application useful when analyzing patients gynecological cancer MR data* 5 5 5 5 5 5,00

Gys4 I would like to use this application to explain pathology and treatment to patients 4 5 1 3 3 3,20

Gys5 I would like to use this application to plan a biopsy for analyzing biomarkers of the tumor X 5 1 3 5 3,50

Gys6 The application is useful for finding metastases* 5 4 2 5 5 4,20

Gys7 The similarity view shows me the structure of the tumor 5 4 5 5 4 4,60

Gys8 The similarity view shows me the size and structure of possible metastases 5 5 3 5 5 4,60

Ns1 The application helps me to visualize lesions in the brain 5 4 1 3,33

Ns2 Comparing different regions within the brain using the comparison picker is particularly useful for me* 5 5 5 5,00

Ns3 The similarity view helps me to get a better volumetric view of the lesion* 5 5 4 4,67

Ns4 I would like to use this tool to further analyse multiparametric brain imaging data 3 5 4 4,00

Ns5 The interaction with the comparison tool is suitable for brain images 5 5 3 4,33

Ns6 The application helps me see the intensity relations of the different tissue types between modalities* 5 5 5 5,00

Ms1 The application helps me to carry out feature selection prior to applying my machine learning algorithms 4 4 3 3,67

Ms2 I find the similarity view useful to identify which modalities are important for me* 4 4 5 4,33

Ms3 I can imagine using this tool before applying machine learning algorithms* 5 4 4 4,33

Ms4 This application is particularly useful for segmentation based on machine learning 5 4 5 4,67

SUS System usability scale result 97,5 85 40 75 85 80 87,5 80 95 92,5 85 81,75

7 Evaluation

We conducted a qualitative evaluation with eleven experts (6 male, 5 female)
from the scientific fields of neurological imaging (N1-3), gynecological cancer
imaging (Gy1-5) and machine learning research (M1-3). One expert is co-author
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and provided us with clinical data of gynecological cancer patients and one expert
of each domain (N1, Gy2, M2) was included in the interviews during the devel-
opment of our application. We were especially interested in validating the effec-
tiveness of the various visualization components and identifying opportunities
to make our application more suitable for daily research or even clinical prac-
tice. The individual evaluation started with a short demonstration of the tool,
afterwards experts were encouraged to explore and analyze the multiparametric
data themselves. They were invited to comment using a think-aloud protocol.
The gynecological cancer and machine learning experts worked with endome-
trial cancer data and the neurological imaging experts with data provided by
Schmainda and Prah [23] via the Cancer Imaging Archive (TCIA) [5]. After this
phase, which lasted around 30 min, we conducted a semi-structured interview
with the experts. Finally, a questionnaire consisting of 27 generally applicable
statements and 4–8 targeted statements for the different expert groups was con-
ducted. The experts were asked to indicate their level of agreement using a
five-point Likert scale. In addition to our targeted evaluation form, we asked the
experts to fill out the system usability scale (SUS) provided by Brook et al. [3].
The evaluation results of the eleven participants are shown in Table 1.

We conclude from the results presented in Table 1 that the application is
overall valuable for the experts. The probing interaction was rated favorably,
two participants would appreciate a guided 3D placement of the probe. All study
participants think that the Stixels view helps them to see inhomogeneous regions
within the Slice view. The similarity view received the most positive feedback
and is potentially useful for all involved experts. The targeted statements demon-
strate that the application is applicable different scenarios, albeit for different
reasons. The gynecological experts envision that the application could improve
the assessment of tumor heterogeneity both in primary tumors and metastases.
The SUS scores range from 40 to 97,5, where the second lowest score is 75. On
average, the SUS score is 81,75. According to Bangor et al. [1], the score can be
interpreted to be between good and excellent.

8 Conclusion and Future Work

We present ParaGlyder, a multiparametric image visualization tool. The tool
provides different views for tumor detection, inhomogeneity analysis, feature
selection, and diagnosis in multiparametric medical images, by a tight coupling
of spatial and non-spatial data visualization techniques. Our tool is based on a
combination of star glyph maps and radar charts. A built-in similarity visualiza-
tion of the volumetric data enables the visualization of, e.g., primary tumor and
the corresponding metastases. The qualitative evaluation confirmed the utility
of our application for diverse application areas. In the future, we plan to extend
our approach to analysis of larger patient cohorts in order to assess whether
this visualization tool could aid in the detection of metastases. Furthermore, the
application has the potential to unravel patient-specific imaging features that
may be linked to specific clinical phenotypes and outcomes, thus representing a
promising tool to facilitate more personalized treatment strategies.
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Abstract. Terrain analysis is the basis of geological research. How-
ever, due to factors such as distance and range, it is often difficult to
study the terrain environment in the field. Therefore, researchers can
observe and study the terrain by making a three-dimensional terrain
model. The 3D terrain model can reduce the terrain range, eliminate
the limitation on distance, and control the scene through program inter-
face, to achieve human-computer interaction to meet different research
needs. The usual human-computer interaction methods are implemented
through traditional peripherals such as the mouse and keyboard. With
the rapid development of computer network technology and the con-
tinuous improvement of intelligent software and hardware, people have
greater requirements for interactive manipulation and immersion. This
article proposes a method for displaying terrain models based on real-
sensing technology by using Intel’s RealSense camera to control the scene
of the desert model through gestures. The user can observe the model
from two different perspectives, and use different gestures to zoom in,
zoom out, move, and rotate the scene, as well as choose some options.
The traditional method of controlling by mouse is also applicable. The
entire project is designed as a game, with a realistic and complete model,
an exquisite interface, and strong interactivity.

Keywords: Somatosensory · 3D Scene · Gesture sensing · Unity ·
Hand track · Depth camera · RealSense

1 Introduction

Motion-sensing technology has become one of the most popular methods
for human-computer interaction. Besides mouse and multi-touch, somatosen-
sory interaction may lead to the third revolution of human-computer inter-
action. With the passage of time, many famous hardware corporations have
released their own commercial visually somatic peripheral equipment, including
Microsoft’s Kinect, Intel’s depth camera and so on. Even though there have been
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numerous advancements in the field of AR and VR, it is still an emerging field.
With all these factors, the loss of suitable interaction method is quite a problem.

In somatic interaction field, we can track eyes, body movements, facial expres-
sions, gestures etc. Eyes tracking is a new technology and so far under experi-
mentation. Body movement based on gyroscope is the first generation of somatic
method, which has later been applied in many game industries, for example,
Nintendo’s somatic game console Wii. However, a gyroscope is not suitable to
generate reliable digital data which can be used to model accurate body skele-
ton information, and then simulate available input data. Visual body movements
capture technique based on depth camera is now another method to detect body
language. Microsoft’s Kinect has been in production with their game console
XBOX for years. But the high price keeps it away from mainstream markets.
In comparison to this, for movements capture, Kinect’s error rate and reaction
time has quite a distance from traditional input method like mouse or keyboard.
In this paper we applied Intel’s new sensor device, the RealSense SR300 depth
camera, in our 3D scene exploring platform. Compared with Kinect, SR300’s
price level is much more reasonable, and makes it more expansible and more
developable.

To fulfill gesture interaction, Kinect released a set of official units. For our
project, we need to analyze the original image data generated by depth camera,
then design recognition algorithms to sort and process them and finally transmit
the signal to game controlling input APIs. In addition to this, we also built a
3D game platform to test our techniques using the Unity engine.

Compared with other popular commercial depth cameras such as Kinect, the
SR300 is a much cheaper choice, which means that depth camera can be applied
in much more fields. And due to Intel’s SDKs and development support, SR300
is more open to other developers, and is more friendly to embedded hardware
platforms such as Raspberry Pi, etc.

2 Related Work

2.1 Image-Forming Principles of Depth Camera

Depth camera is a kind of camera which applies reflection-based methods to
acquire not only color and position of objects in the camera view, but also their
distance to the camera. There are three kinds of image-forming principles in
the market at present, namely structured-light, stereo vision and time of flight.
The RealSense applies the structured-light principle, which casts an encoded line
light source to the objects and demodulates their distance from the structural
light pattern. Leap Motion applied stereo vision principle, which captures two
images of the same scene with two cameras in different relative positions just
like what the human eyes do. Then the system will use parallax to calculate the
distance of the objects. The RealSense SR300 used in our project applied time
of flight principle, which will be discussed in detail in Sect. 3.1.
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2.2 Gesture Recognition

The most commonly used human gesture recognition methods are depth-based
and skeleton-based [15]. Depth-based methods recognize gestures by filtering out
the noise of input and obtaining global features. Existing work mainly differs in
how to generate representative global features. For example, HON4D [9] uses a
4D surface normal orientation histogram to describe the depth sequence. The
improved HON4D [17] forms a poly-normal, used to characterize local motion
and shape information by clustering hyper surface normal vectors in the depth
sequence. Skeleton-based methods can be divided into joint-based and body
part based. Joint-based methods use a coordinate system to relatively model
the position and motion of a couple of joints. One way is to relatively combine
the position of different joints to form a coordinate system, like in [6,13]. On the
other hand, the human gesture can be recognized by calculating joint orientations
against a fixed coordinate system, like in [16]. While in body part based methods,
human body parts are represented by some rigid cylinders connected by joints
to form an articulated system. Gestures can be distinguished through the 3D
geometric relationships between joint cylinders [4,14,18]. After this, the data
will go through either handcrafted feature extraction and feature representation
or deep learning methods to extract human gesture descriptors. As for Kinect V2
sensor, it evaluates each pixel of the depth image and distinguishes human body
parts from the environment background. This process combines a few computer
graphics and vision techniques such as edge detection, noise threshold processing
and categorization of human body features. Kinect V2 sensor can actively track
two players’ skeletons and create segmentation masks for each tracked player
to reduce calculation. Then the new depth image which has culled background
objects is transmitted to Exemplar, a machine learning system that can recognize
specific body parts. The last step is to generate a skeleton system according to
25 tracked joints, so that game developers can select and combine preferred
components to create unique game experience.

2.3 Natural Interaction Interface

Natural human-computer interaction (HCI) system is an interactive framework
that integrates human behavior into technological applications [12]. DesertBox
is supposed to be designed as one of such interfaces. Natural interaction sys-
tems consist of several modules, such as sensing subsystem and presentation
module. The sensing subsystem gathers data from different dimensions in the
surroundings with specific sensors, including visual sense, auditory sense, tac-
tile sense, etc. The presentation module is responsible for integrating the signals
from sensors and generating output results. There are some rules that should be
kept in mind when designing an HCI system. First of all, digital elements in the
interface should behave like their counterparts in the real world to give users
an intuitive experience. Secondly, the design of the interface should be light-
weight and minimalist to help users pay attention to the rich content of the
application instead of distracting them with additional operating instructions.
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HCI systems have various application scenarios, such interaction with realtime
virtual actions [7,8], as multimedia browsing which allows the user to explore
multimedia objects intuitively, knowledge building which allows multiple users
to accomplish tasks collaboratively [2], interactive exhibition where visitors can
enjoy multi-sensory experimental experience [1] and interactive system which
stimulates for learning [5,11].

3 Gesture Recognition

3.1 Hardware System

We used Intel’s RealSense SR300 to get the original gesture depth image. The
RealSense SR300 is a real time sensor camera produced by Intel. Supported
by Intel’s Realsense SDKs, it can realize gesture sensing with convenient APIs.
Combining depth measuring and a 1080p RGB color camera, the application will
detect the shape of a moving hand and then model the hand skeleton, realizing
Skeleton Tracing.

3.2 Recognition Algorithm

Fig. 1 shows the core algorithm structure of action recognition. We divided the
gestures into 2 types of gestures: static and dynamic. The dynamic gestures can
also be constituted with several static ones [10].

Fig. 1. Core algorithm structure of action recognition

Traditional gesture recognition [19] compares the density of depth data and
body movement model to analyze the components of the human body. It then,
uses inverse dynamics to reflect this data back to body movement model to
realize gesture recognition.

Jamie Shotton [20] proposed a method to measure hand joints through single
depth graph without time data. For the pixel x in depth graph I, its eigenvalue
is:

fθ (I, x) = dI(x +
u

dI(x)
) − dI(x +

v

dI(x)
) (1)
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In the expression: dI (x) is the depth of pixel x. When a user enters the recog-
nition area, no matter how far they are from the camera, a coordinate system
can always be set on their body. θ (u, v) is used to confirm the pixel’s offset in
this system with u and v. Multiply the normalized dI (x) with these two offsets,
then we can get two depth values. Their difference is the eigenvalue fθ. As for
background pixels, their dI (x) values will be a vastly positive constant. Reach-
ing body structure tags, we can use decision-making tree to sort the pixels in a
graph and tag them. Suppose a decision-making forest with size T has a tree t.
Every leaf node in this tree contains an eigenvalue fθ and a threshold τ . In the
tree t, there is a known distribution function Pτ (C|I, x) with the body structure
tag C. This function is used to describe the distribution of pixels as:

ωic = P (C|I, x) · d2I (x) (2)

In the expression: ωic is the weight of the pixel, which is used to describe the
probability of the tag that fits this pixel. There are several embedded gestures in
Intel’s RealSense SDK (Fig. 2). Using these embedded gestures, we constructed
new gestures to realize game function.

Fig. 2. Samples of intel RealSense SDK embedded gestures

3.3 Shaking Optimization Algorithm

During our recognition progress, due to slight shaking of hands, some operations,
especially rotation, will cause an obvious unsteady viewpoint. To solve this, we
designed an optimization algorithm 1. This procedure will construct a queue
with a size of five, to contain hand skeleton position data. When the depth
camera loses the position of hands, it clears the original queue, and fills it with
new information, to avoid data from the shaking position, after it re-captures
the hands. Every time the position data is requested, the algorithm returns the
arithmetic mean value of queue.
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Algorithm 1. Shaking Optimization
1: input(original single hand position data)
2: output(optimized single hand position data)
3: if re-capture the hand then
4: clear the queue;
5: fill the queue with new position untill full;
6: else
7: get position;
8: new position enqueue;
9: dequeue;

10: end if
11: if hand position requested then
12: return average;
13: end if

4 Game Platform

4.1 UI Config

Fig. 3 shows us that, from the start panel, we can enter two different scenes. In
both situations we can control the character, or exit to the start.

Fig. 3. Game platform structure

4.2 Scene Construction

The .max files created by software 3Dmax are compatible with Unity. So, first,
we constructed the scene assets in 3DMax, and then imported them into Unity.
To get an acceptable viewing experience, we set up new parameters for main
camera, directional lights, shadow, material shaders.

4.3 Hardware Config

Using RealSense SR300 and SDK 2016, we can get depth image schematic infor-
mation and build a data controlling component.



370 W. Zhang et al.

4.4 Keyboard Event Mapping Design

The controlling system is based on Unity’s embedded keyboard input events. To
fulfill basic operations in the game scene, we mapped the gesture signal with
keyboard events. See Fig. 4.

Fig. 4. Controlling test example

5 Result Analysis

5.1 Effects of Shaking Optimization Algorithm

After applying the shaking optimization algorithm for gesture recognition, an
overall smoother experience is obtained during interaction. Moving on to data
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visualization, as explained by Fig. 5, the red dots mean the original object posi-
tion, and the blue dots mean optimized position. To obtain these results, we
used left hand and kept still during the analysis.

Fig. 5. Hand position differences between frames (Color figure online)

The conclusion that can be drawn from Fig. 6, is that original data had
a clear regularity. This is due to maximum resolution of the depth camera.
The optimized algorithm reduces the differences in hand positions between each
frame, thus making the operation smoother. After designing the algorithm, we
set several values for the size of position queue, including 2, 3, 4, and more than 5.

Fig. 6. Relative differences of original and optimized position data with queues sized
2 (left), 3 (mid), 4 (right)

The algorithm was also tested with the size bigger than 5, however, the
optimizing effect was no longer discernible. Considering longer queue will cause
more computing cost and larger delay, it was decided to finally set the size of
queue as 5.

We used the same algorithm to dispose these data points, the result is proved
to be good.

The tracking of the hand is much smoother. So, we can get better interaction
experience under these conditions.
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5.2 Limits of SR300 the Depth Camera

As the SR300 uses active near-infrared light as its structured light source, it runs
quite well in dark environments.

However, when faced with bright environments such as outdoor scenes, the
light will disturb the camera heavily. It can barely recognize the whole palm at
a distance of 20 to 30 cm.

6 Conclusion

During this project, we experimented and analyzed the feasibility of building a
gesture-based 3D scene exploring platform with existing camera hardware and
game engine. With conclusive evidence we proved that this is a reasonable direc-
tion of man-machine interaction. As Internet of things and smart homes become
more widespread, gesture controlling will have more numerous applications.
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Abstract. Vision-based 3D hand pose estimation plays an important
role in the field of human-computer interaction. In recent years, with the
development of convolutional neural networks (CNN), the field of 3D
hand pose estimation has made a great progress, but there is still a long
way to go before the problem is solved. Although recent studies based
on CNN networks have greatly improved the recognition accuracy, they
usually only pay attention on the regression ability of the network itself,
and ignore the structural information of the hands, thus leads to a low
accuracy in contrast. In this paper we proposed a new hand pose estima-
tion network, which can fully learn the structural information of hands
through an adaptive graph convolutional neural network. The experi-
ment on the public dataset shows the accuracy of our graph convolution
network exceeds the SOTA methods in 3D hand pose estimation.

Keywords: 3D hand pose estimation · Adaptive graph convolution ·
Depth image

1 Introduction

In natural society, hand pose plays an important role when we communicate
with each other. It is widely used in the field of AR/VR and human-computer
interaction due to its rich expressive ability and comfortable and convenient
expression [5,18,25]. With the popularity of depth cameras, depth-image-based
hand pose estimation gains more attention and is one of the hottest topic in hand
pose estimation [9,22]. Recently, with the development of convolutional neural
networks, great progress has been made in this field, but it is still a changeling
problem because of the large variations in hand orientations, high flexibility, and
severe self-occlusion.

In previous researches, convolution neural network is usually used to regress
the 3D coordinates of hand pose joints directly, thus the dependencies between
the joints was ignored, which will result in low accuracy and deformed gestures.
c© Springer Nature Switzerland AG 2020
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CNN has been proved successful in tackling grid-like structure data and RNN
in sequence data, but many tasks, e.g. social networks, molecular structures, can
only be represented in a form of graph-structure data. To overcome their limita-
tions, recently graph convolution neural networks were introduced to process the
graph-structure data due to its effective representations. In this paper we pro-
posed a GCN to regress the 3D co-ordinates of hand joints from a depth image
in an end-to-end way. Our main contributions can be summarized as follow:

– We proposed a Graph Convolution Network (GCN) for 3D hand pose esti-
mation, GHand, which can regress the 3D coordinates from a depth image in
an end-to-end way.

– For the first time we recommend an adaptive adjacent matrix to learn the
structural information of the hands, thus the dependencies between the dif-
ferent joints can be fully exploited.

– Through self-comparison experiment in public dataset, we show that the GCN
can significantly improve the accuracy of the network. We also compared our
approach with other state-of-the-art models and our approach has a better
performance.

2 Related Work

3D hand pose estimation is a hot topic in computer vision, because of its wide
use in many scenes. We refer to [3] for an overview of the previous works, and
they can be divided into two types of approach. One is based on RGB images
and another is based on depth image. With the popularity of depth cameras,
depth-image based methods gain more attention. In this paper, we focus on the
3D coordinates regression from a single depth image.

2.1 3D Hand Pose Estimation

Structure information of the hand has proven helpful when predicting the 3D
position of the hand joints [22]. In order to utilize the structural properties of
hands, many methods have been proposed [10,11]. The main ideas of them can
be divided into two types. One way is to treat the structure information as a prior
[14,16]. Calculate a prior through the PCA method and directly add it to the
convolutional neural network model. [23] designed some handcraft constraints
and put them into the loss function. Although these methods can improve the
recognition accuracy to a certain extent, handcraft prior of the structure infor-
mation will also damage the learning ability of the model and thus will reduce the
representation ability of the model. Another way is to design a branch network
which is similar with the hand structure. [24] designed a three-branch network,
where the three branches correspond to the thumb, index finger, and the three
other fingers, according to the differences in the functional importance of dif-
ferent fingers. These studies have demonstrated that handling different parts of
the hand via a multi-branch CNN can improve the accuracy of 3D hand pose
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estimation. However, not all dependencies between joints are taken into account.
To capture the better structure information of hands, we adopt a GCN to model
the hand structure in a learnable way.

2.2 Graph Convolution Method

Graph convolution networks allow learning high-level representations of the rela-
tionships between the nodes of graph-based data. [8] used graph convolutional
networks for skeleton-based action recognition. [4] designed an adaptive graph
convolution network to regress the 3D position of the gesture-object key-points
from an RGB image. In this paper we adopt an adaptive convolutional network
to model the structural information of hands, and regress the 3D coordinates of
the hand joints in an end-to-end way.

The model starts with 4 Residual Blocks as the backbone network to extract
the image feature vector and predict the initial 3D coordinates. The coordinates
concatenated with the image features vector used as the features of the input
graph of a 2-layered graph convolution to exploit the structure information of
hands to estimate the better 3D pose.

3 Methodology

3.1 Overall Network Architecture

Figure 1 illustrates the overall architecture of the proposed GCN-based 3D hand
pose estimation methods. The proposed network mainly consists of two parts: a
backbone convolution neural network to extract the features from an input depth
image; a joint regression Graph Convolution Network, which consists two graph
convolution layers, to regress the 3D coordinates of the hand pose joints. The
input depth image is firstly fed into backbone network for features extraction
and initial 3D coordinates regression of the hand pose joints. Then, the GCN
take the obtained features and the initial 3D coordinates from the backbone
network as an input graph and predict the final 3D coordinates of the hand pose
joints.

3.2 Backbone Network

The backbone network of the proposed 3D hand pose estimation method refers to
[21], as described in Table 1. Different with [21], our backbone network has only
four residual blocks to extract the feature maps from the input depth image. Each
of the residual blocks consists of two 3×3 convolutional layer and a 1×1 convo-
lutional layer instead of the identity skip connection when the output dimension
of the residual block is increased. Max-pooling layers for down-sampling are
appended after each residual block except for the last one block. Following the
last block, a global max pooling layer is used to convert the feature maps to
a 256D feature vector. Then a fully connection layer regresses the initial 3D
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coordinates of the hand pose joints. Inspired by the architecture of [12], we con-
catenate these features with the initial 3D predictions of each joint, yielding a
graph with 259 features (256 image features plus initial estimates of x, y and z)
for each node in sub-net GCN.

Fig. 1. The overall architecture of the proposed method for 3D hand pose estimation.

Table 1. Detailed architecture of the backbone network for feature vector extraction.

Layers Kernel size Channels Output size

Residual block 3 × 3 64 96 × 96

Max pooling 2 × 2 64 48 × 48

Residual block 3 × 3 64 48 × 48

Max pooling 2 × 2 64 24 × 24

Residual block 3 × 3 128 24 × 24

Max pooling 2 × 2 128 12 × 12

Residual block 3 × 3 256 12 × 12

Global average pooling – – 256

Fully connection – – 42

3.3 GCN Network

Our GCN network consist of two layers graph convolution, which is inspired by
[4]: the output features of a graph convolution layer for an input graph with N
nodes, k input features, and l output features for each node is computed as,

Y = σ( ˜AXW) (1)
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where σ is the activation function, W ∈ Rk×l is the trainable weights matrix,
X ∈ RN×k is the matrix of input features, and A ∈ RN×N is the row-normalized
adjacency matrix of the graph,

˜A = D̂− 1
2 ÂD̂− 1

2 (2)

where Â = A+ I and D̂ is the diagonal node degree matrix. Â simply defines
the extent to which each node uses other nodes’ features. So ÂX is the new
feature matrix in which each node’s features are the averaged features of the
node itself and its adjacent nodes.

In order to learn the structure info between each joint, inspired by [4], we
also use a learnable adjacency matrix (A) in our graph convolution layer. This
approach allows us to fully exploit the dependencies between different joints on
different fingers or on same finger.

3.4 Loss Function

Our loss function for training the model has two parts. The first part is the loss
for the initial 3D coordinates predicted by Backbone network (Linit3D). The
other is the loss that calculated from the final 3D coordinates (L3D),

L = αLinit3D + L3D (3)

4 Experiment Results

4.1 Dataset and Evaluate Metrics

We implemented our experiment on the popular public dataset: NYU dataset
[20], which was captured with three Microsoft Kinects and contains 72k training
and 8k testing images from three different views. The training set was collected
from one subject, while the testing set was collected from two subjects. To eval-
uate the performance of the different 3D hand pose estimation methods, we used
two metrics. The first metric is the average 3D distance error between the ground
truth and predicted 3D position for each joint. The second one is the percent-age
of succeeded frames whose errors for all joints are within a threshold which is
the same as [19].

4.2 Self-comparisons

To analyze the function of the GCN, we trained a network without the GCN. The
3D coordinates are directly regressed from the feature vector which extracted by
the backbone network from the input of a single depth image. As shown in Fig. 2,
the proposal GCN can significantly improve the performance of the network.
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Fig. 2. Self-comparison results. Left: 3D distance errors (mm) per hand joint. Right:
percentage of success frames over different error thresholds.

4.3 Comparison with State-of-the-Art Methods

We compared our proposed network on NYU datasets with the most recently
proposed methods, including DeepPrior [14], its improved version Deep Prior++
[16], Feed-back [15], REN-9 × 6 × 6 [7], Pose-REN [2], Generalized [17] and
DeepModel [23], as well as methods using 3D inputs, includes 3D CNN [6],
SHPR-Net [1]. As show in Table 2 and Fig. 3, our results outperform the results
of all the state-of-the-art methods no matter whose input is 2D depth map or
3D points cloud.

Fig. 3. Compare with other state-of-the-art methods.

Table 2. Comparison with state-of-the-art methods on NYU dataset.

Method Mean error(mm) Inputs

DeepPrior [14] 20.75 2D

Deep Prior++ [16] 12.23 2D

Feedback [15] 15.97 2D

REN − 9 × 6 × 6 [7] 12.69 2D

Pose-REN [2] 11.81 2D

Generalized [17] 10.89 2D

DeepModel [16] 17.03 2D

GHand (ours) 10.33 2D

3D CNN [6] 14.11 3D

SHPR-Net [1] 10.77 3D
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5 Conclusion

In this paper, we introduced a Graph Convolution Network for the 3D hand pose
estimation from a single depth image. We have experimentally shown that the
pro-posed approach outperforms the state-of-the art on the publicly available
dataset: NYU hand dataset.

Through experiments on the public dataset, it is shown that Graph Convo-
lution Network works effectively to exploit the structure information of hands
and can improve the accuracy of the prediction. For the future work, GCN based
classification can be integrated into this network for the classification of the ges-
tures, thus the whole framework can be used for the applications, such as driving
control, UAV control.
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Abstract. The description of movement has always been one of the basic prob-
lems in traditional and computer animation. A person watching an animated film
may accept simplifications in the appearance of the characters, but will not accept
unnatural, unexpected motion. The transition problem is an example of move-
ment description which is successfully solved by Penner’s easing functions. But,
the scope of an easing function is limited to known examples of specific func-
tions proposed by Penner or other developers. However, there is often a need to
describe the transition problem by a function resulting from the interpolation of
points that approximate the trajectory. A convenient way to describe the shape, in
such a situation, would be a Bézier curve. The article is an attempt to generalize
the problem of interpolation of transition trajectories using the Bézier curve. By
analyzing various cases of the cubic polynomial equations in the context of tran-
sition problems in animation, we can limit the solution to several families of the
transcendental functions.

Keywords: Easing function · Bézier curve · Keyframe animation · Trajectory of
motion

1 Introduction

The description of movement has always been one of the basic problems in traditional
and computer animation. A personwatching an animated filmmay accept simplifications
in the appearance of the characters, but will not accept unnatural, unexpected motion.

The roots of the keyframe method can be found in traditional freehand animation,
which is widely used in virtually all major movie production applications (animated or
special effects fragments). In addition, the keyframe method is used in all video games
and simulator engines. The keyframe in the keyframe method is an ordered pair of
two values (x, y), where the x variable represents the frame number and the y variable
the animated parameter selected by the animator. These parameters can include more
than just object properties such as position, rotation, and scale, but also other parameters
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such as the material properties of the objects (color, transparency, etc.). The intermediate
values between the keyframes of the animated parameters are calculated by a computer
algorithm. This algorithm is usually an interpolation function (e.g. easing function).
Since each successive frame is displayed at a specific point in time, the frame number
(x) is in line with the time elapsed from the beginning of the animated movie to the
appearance of the frame. Thus, movement (changing the value of the y parameter) is
described by an easing function.

Fig. 1. The set of Penner’s easing functions. All functions have been normalized i.e. are realised
for x ∈ [0, 1] and y ∈ [0, 1]

The slope of the easing function curve determines the speed with which parameter
value changes between keyframes. A steep slope of the curve means that the value
changes quickly, while a slight slope means that the value changes slowly. The easing
function allows creating connections between frames [6] also with manipulating frame
rates [14]. In the real world, perceived processes in nature rarely change immediately. In
computer graphics, this applies primarily to movement, but also changes in luminance or
color [15]. The movement of real objects does not begin or end abruptly. Therefore, the
set proposed by Robert Penner [11, 13] contains 21 easing functions, shown in Fig. 1.
These functions simulate the movement of objects at a variable speed, as expected by
the recipients. Easing functions are grouped into types with common features, such as:
smooth start (Ease-In), smooth stop (Ease-Out), smooth start and stop (Ease-In-Out). Of
course, the set of Penner’s functions is not exhaust the topic. Many other features of this
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type are known. For example, the Qt [12] and Windows Presentation Foundation [17]
libraries implement an additional type of easing functions, including rapid start and stop
(Ease-Out-In), which was not included in Penner’s work.

Known collections of easing functions (e.g. Penner’s easing functions) contain exam-
ples of specific trajectories. However, in practice, in the work of an animator, there is
often a need to describe a trajectory that is defined by a set of points. In such a situation, it
would be convenient to interpolate the points to define the expected continuous function.

The problem of “in-between calculation” has been known in computer animation
for many years [8, 9]. Today, one of the most popular tools for animation support is
Cascading Style Sheets (CSS) [1, 2]. CSS is a specific language, where Bézier curves
are used for description of transition.

In this paper, we introduce a new description of the easing function which is iden-
tical to the cubic Bézier curve. In a typical application, the description of the Bézier
curve is parametric, which uses a system of two at most cubic polynomial equations.
This parametric description is not related to the passage of time. Generally, algebraic
solving of polynomial equations can be difficult or even impossible. However, we have
limited the solution to several families of the curve, by analyzing proper cases of the
cubic polynomial equation in the context of time changes in the animation. In addition,
new restrictions on the control point coordinates for the cubic Bézier curve have been
proposed so that it can define the correct easing function.

2 Bézier Curve as an Easing Function

2.1 Definition of the Problem

Bézier curves and surfaces are widely used in animation (and in all areas of computer
graphics) to model 2D and 3D shapes [6, 10]. However, the Bézier curve in its typical
application in the keyframe method is the trajectory description [3, 18] and serves as an
interpolation function to calculate the values of animated parameters [5, 16] between
keyframes. A very practical application is the description of transitions in the movement
of rendered objects. The application of Penner’s easing function in a form based only
on Bézier curves is also known [7].

In our article, only cubic Bézier curves [4] are considered and their parameterization
takes the form (1).

P(t) = P0(1 − t)3 + 3P1t(1 − t)2 + 3P2t
2(1 − t) + P3t

3 (1)

where t ∈ [0, 1] and P0, P1, P2, P3 are control points of the curve.
The vector function P(t) can be also expressed in form (2)

P(t) = (x(t), y(t)) (2)

where x(t) and y(t) are at most cubic polynomials (3).

x(t) = x0(1 − t)3 + 3x1t(1 − t)2 + 3x2t2(1 − t) + x3t3

y(t) = y0(1 − t)3 + 3y1t(1 − t)2 + 3y2t2(1 − t) + y3t3
(3)
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where t ∈ [0, 1].
The formula for parameterization (in the Bernstein basis polynomials) can be

represented in the form (4).

P(t) =
{
x(t) = g(t) = α0t3 + β0t2 + γ0t + δ0

y(t) = f (t) = α1t3 + β1t2 + γ1t + δ1
(4)

where t ∈ [0, 1].
An example of a normalized easing function defined using the cubic Bézier curve is

shown in Fig. 2.

Fig. 2. An example of an easing function defined by Bézier curve. P0 , P1, P2, P3 are control
points of the curve.

According to (3) and (4) easing function in this case (Fig. 2) is described parametri-
cally – both x and y are defined as a function of t parameter. This is especially trouble-
some when the variable x represents time. The expected form of the curve description
would be the function graph y = y(x) where x represents simply time without additional
parameterization This means that we want to switch from a parametric description to a
description of the function of one variable, where a time-dependent function or an easing
function is used.

For this purpose, the first equation from (4) should be solved, with respect to the
parameter t. Subsequently, the function t = t(x) should be substituted into the second
equation of (4). The assembling of y(x) = y(t(x)) will be written in a simpler form as
(5).

C(x) = f
(
g−1(x)

)
(5)
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Function C(x) is the new parameterization of the Bézier curve, which can be used
as an easing function. Function g we will call the internal function, and the function f
the external function.

2.2 Problem Conditions

The trajectory described as an easing function is a curve as graph of function. At the
same time, it is a description of the location as a function of time, not a certain parameter
that is most commonly used in animation. This imposes appropriate requirements in the
form of the equation.

There are two related situations, connected to the description of the easing function.
Especially using the cubic Bézier curves. Because y= y(x), where the variable x directly
represents time, so the situation of “time looping” is not allowed. Such a situation could
occur in two types of cases shown in Fig. 3.

Fig. 3. Example of cubic Bézier curves containing loops or arcs (ambiguous from the point of
view of one variable). Not allowed when x represents time.

For the Bézier curve in parameterization (4) which can be used as easing function,
not all of its forms are allowed, but only those that meet the condition.

g′(x) > 0, x ∈ [x0, x3] (6)

This condition (6) guarantees that the internal function will be a strictly increasing
function, which means that it will be reversible for x from the range of [x0, x3]. And
also the function C(x) will not have arcs or loops shown in Fig. 3. In addition, a weaker
condition is also acceptable (7).

g′(x) ≥ 0, x ∈ [x0, x3] (7)

For C(x) curves that meet the condition (7), it is permissible for one inflection point
to be present in [x0, x3]. In this case, we are not dealing with the local extreme, because
the condition of changing the sign of the first derivative of the function in the vicinity of
the stationary point, i.e. zero of the function is not fulfilled.
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2.3 General Solution

Because the function g is a cubic polynomial, it is defined by its four coefficients a0, b0,
c0, d0, which can be determined based on a formula (8).

⎡
⎢⎢⎣
a0
b0
c0
d0

⎤
⎥⎥⎦ = 1

(x3 − x0)3

⎡
⎢⎢⎣

−1 3 −3 1
3x3 −3x0 − 6x3 6x0 + 3x3 −3x0

−3x23 6x0x3 + 3x23 −3x20 − 6x0x3 3x20
x33 −3x0x23 3x20x3 −x30

⎤
⎥⎥⎦ ·

⎡
⎢⎢⎣
x0
x1
x2
x3

⎤
⎥⎥⎦ (8)

Similarly, the function f is a cubic polynomial, so it is determined by the coefficients
a1, b1, c1, d1. As before, these coefficients can be determined based on a formula (9).

⎡
⎢⎢⎣
a1
b1
c1
d1

⎤
⎥⎥⎦ = 1

(x3 − x0)3

⎡
⎢⎢⎣

−1 3 −3 1
3x3 −3x0 − 6x3 6x0 + 3x3 −3x0

−3x23 6x0x3 + 3x23 −3x20 − 6x0x3 3x20
x33 −3x0x23 3x20x3 −x30

⎤
⎥⎥⎦ ·

⎡
⎢⎢⎣
y0
y1
y2
y3

⎤
⎥⎥⎦ (9)

For x, the range of variation is the segment [x0, x3] determined by the first coordinates
of the points, P0 and P3 respectively. When deriving the above formulas, the conditions
(10) were taken into account.

{
C(x0) = P(0)
C(x3) = P(1)

(10)

The transformations determined by the matrices located on the right sides of the for-
mulas (8) and (9) are reversible, so each pair of cubic polynomials (with the coefficients
a0, b0, c0, d0 for the first polynomial and a1, b1, c1, d1 for the second) in the range [x0,
x3] can be determined.

2.4 Inverse Function to at Most a Cubic Polynomial

To determine the formula for the C(x) function, defined by the formula (5), it becomes
necessary to find the inverse function to at most a cubic polynomial. Let us then consider
any at most a cubic polynomial (11).

y = W (x) = ax3 + bx2 + cx + d (11)

Equation (11) needs to be resolved with respect to the variable x. It comes down to
solving the problem of finding the roots of at most a cubic polynomial. Of course, the
problem of finding roots is limited only to the real parameters of the polynomial and
the domain of functions in the set of real numbers (such as the use of the equation in
computer animation). Additionally, condition (6) must be taken into account that the
expectations considered in the article are met.

Several cases are possible depending on the degree of the polynomial. Because zero-
degree polynomials are constant functions, i.e. they do not satisfy the condition (6), they
will not be considered here.
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• W (x) is a linear polynomial ofW (x) = cx + d. The function of this form satisfies the
condition (6) if and only if it occurs (12).

c > 0 (12)

• W (x) is a quadratic polynomial:W (x)= bx2 + cx + d. Condition (6) means that occurs
(13).

2bx + c > 0 ⇔ (b > 0 ∧ x > − c

2b
) ∨ (b < 0 ∧ x < − c

2b
) (13)

• W (x) is a cubic polynomial:W (x)= ax3 + bx2 + cx + d. Function of this form fulfills
condition (6) (occurs 3ax2 + 2bx + c > 0), if and only if occurs (14).

(a > 0 ∧ c >
b2

3a
) ∨ (a > 0 ∧ c <

b2

3a
∧ x >

√
b2 − 3ac − b

3a
) (14)

2.5 C(x) Function

Having determined formulas for functions g−1(x), it is possible to present the expected
parameterization (5) as a function of one variable – as a time-dependent function (easing
function). This should be considered in several cases.

• a1 = 0 ∧ b1 = 0

C(x) = ax3 + βx2 + γ x + δ (15)

where α = a0l2, β = 3a0l2k + b0l2, γ = 3a0lk2 + 2b0lk + c0l, and δ = a0k3 +
b0k2 + c0k + d0

where k = −d1/c1, l = 1/c1.

• a1 = 0

C(x) = α�(x)3 + β�(x)2 + γ�(x) + δ (16)

where α = sgn(b0) · a0, β = 3a0B + b0, γ = sgn(b0) · (
3a0B2 + 2b0B + c0

)
, and

δ = a0B3 + b0B2 + c0B + d0
where �(x) = √

lx + k, k = c21/4b
2
1 − d1/b1, l = 1/b1, B = −d1/2b1.

• a1 	= 0 ∧ p = 0

C(x) = α�(x)3 + β�(x)2 + γ�(x) + δ (17)

where α = a0, β = 3a0B + b0, γ = 3a0B2 + 2b0B + c0, and δ = a0B3 + b0B2 +
c0B + d0

where �(x) = 3
√
lx + k, k = (

2b31 − 9a1b1c1 + 27a21d1
)
/27a31, l = 1/a1, and

B = −b/3a1.
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• a1 	= 0 ∧ p > 0

C(x) = α�(x)3 + β�(x)2 + γ�(x) + δ (18)

where α = a0A3, β = 3a0A2B + b0A2, γ = 3a0AB2 + 2b0AB + c0A, and δ =
a0B3 + b0B2 + c0B + d0

where �(x) = sinh(arcsinh(lx + k)/3), A = −2
√
p/3, B = −b/3a1, and l =

3/Apa1, k = −3
(
2b31 − 9a1b1c1 + 27a21d1

)
/
(
27Apa31

)
.

• a1 	= 0 ∧ p < 0 ∧ 4p3 + 27q2 > 0

C(x) = α�(x)3 + β�(x)2 + γ�(x) + δ (19)

where α = sgn(q) · a0A3, β = 3a0A2B + b0A2, and γ = sgn(q) ·(
3a0AB2 + 2b0AB + c0A

)
, δ = a0B3 + b0B2 + c0B + d0

where �(x) = cosh(arccosh(|lx + k|)/3), A = −2
√−p/3, B = −b/3a1, and l =

−3/Apa1, k = 3
(
2b31 − 9a1b1c1 + 27a21d1

)
/
(
27Apa31

)
.

• a1 	= 0 ∧ p < 0 ∧ 4p3 + 27q2 < 0

Cu(x) = α�3
u(x) + β�2

u(x) + γ�u(x) + δ, u ∈ {0, 1, 2} (20)

where α = a0A3, β = 3a0A2B + b0A2, γ = 3a0AB2 + 2b0AB + c0A, and δ =
a0B3 + b0B2 + c0B + d0

where �u(x) = cos(arccos(lx + k)/3 − 2uπ/3), A = 2
√−p/3, and B = −b/3a1,

l = −3/Apa1, and k = 3
(
2b31 − 9a1b1c1 + 27a21d1

)
/
(
27Apa31

)
.

3 Result

The expected parameterization consists of six function families – formulas (15)–(20).
Their form is determined by the values of the coefficients of the internal function g(x).
In the general case of the cubic polynomial, there are four coefficients that take values
in the set of real numbers. This means that these polynomials form a 4D vector space.
This fact partly explains the diversity of the forms of inverse functions to them, and thus
the form of the C(x) function.

In case of a1 = 0 ˆ b1 = 0 (i.e. when internal function g is a linear function)C(x) func-
tion is at most a cubic polynomial. In other cases, we receive assembling of polynomial
and transcendental functions.

4 Practical Approach – Implementation

The implementation of the Bézier curve as an easing function was made in C++. Propri-
etary software has been developed for the purposes of carrying out research and tests for
this article. The software was created in the IDE Visual Studio 2017/64 bit environment.
The performance tests were performed on synthetic data – artificially prepared in such
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a way as to test the largest number of theoretically possible cases of parameter inter-
polation in the keyframe method. All tests were carried out on a PC with the following
configuration: Ryzen 7 1700X processor, 32 GB 2400 MHz DDR4 RAM, Windows
10/64 bit operating system.

5 Tests and Discussion

Taking into account different ways of determining the value of the interpolation func-
tion, we compared two methods of easing function description using the Bézier curve:
traditional (parametric descriptions y = y(t) and x = x(t) and proposed (using C(x)).
Two types of tests were carried out:

• Subjective tests assessing the ease of use of the animation implementation. These tests
assessed the facility of changing the shape of an easing function.

• An attempt to assess how the change of the parameterization affects the easing
function.

An example of the application of the proposed solution (using C(x)) is shown in
Fig. 4. This is the curve corresponding to the curve in Fig. 3. Both curves are identical
because C(x) is an algebraic solution of the system of equations describing the Bézier
curve in Fig. 3. C(x) for the curve presented in Fig. 4 described Eq. (21).

C(x) = 702�(x)3 + 513�(x)2 + 126�(x) + 11 (21)

where �(x) = cos((arccos(23/27 − 10x/27))/3 − 2π/3).
However, the implementation of the proposed solution is much simpler because the

use of C(x) gives direct control over the description of time – there is no additional
parameterization. All the comparative tests of implementation confirmed the ease of
realization of the animation in a situation when the description of time is carried out
without additional parameterization. So they confirmed the usefulness of the proposed
solution.

Synthetic and real tests of interpolating functions showed that the application of the
proposed solution accelerates the realization by approx. 15%–20%. This is due to the
fact that the implementation of the proposed solution contains fewer branching and jump
instructions, which makes the code more predictable and gives the processor more space
to efficiently execute more instructions per clock.

Additionally, the proposed solution (using C(x)) allowed precisely determining the
range of variation of coordinates of the control points P1 and P2 for the Bézier curve,
which ensures the correctness of the easing function definition. The x coordinates of
the control points determine the internal function g(x), thus also the inverse function
occurring in the formula C(x) = f (g−1(x)). Therefore, for the Bézier curve to be treated
as an easing function, restrictions occur only for x coordinates. The y coordinates can
be arbitrary. Figure 5 shows the space of the allowed coordinate values xP1 (x of the P1
control point – abscissa axis) and xP2 (x of the P2 control point – ordinate axis) for which
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Fig. 4. Easing function from Fig. 3 but described using the proposed solution (using the C(x))
function. x in this case represents time directly

the normalized Bézier curve correctly represents the easing function. The boundary of
the allowed area is described by the set of Eqs. (22).

⎧⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎩

xP1 = 0 for border part AB
xP2 = 1 for border part BC

xP2 = 0.5(xP1 +
√
4xP1 − 3x2P1) for border part CD

xP2 = 0.5(xP1 −
√
4xP1 − 3x2P1) for border part AD

(22)

In many programs for keyframe animation, the Bézier curve is used to describe the
easing function. There is often defined a restriction on the coordinates xP1 (point P1)
and xP2 (point P2) in the form of the area (square): x1, x2 ∈ [0, 1] (of course for the
normalized curves). As can be seen in Fig. 5, the actual area that is allowed to describe
the correct easing function is larger. This gives more opportunities in the definition and
manipulation of the easing function shape.

The allowed area (Fig. 5) is directly related to formulas (6) and (7). The interior of
the area (the gray part in Fig. 2) corresponds to the inequality (6). While, formula (7)
covers the entire area: the interior (gray part) and the edge defined by a set of Eqs. (22).

6 Summary

The new description of an easing function in keyframe animation, using the cubic Bézier
curve, has been introduced in the paper. In the proposed solution atmost cubic polynomial
equation has been used.

In considered situations, algebraic transformation to time-dependent equations can
be difficult or even impossible. An analysis of various cases of the cubic polynomial
equation in the context of time changes in animation was carried out taking into account
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Fig. 5. The allowed area for restriction on the coordinates xP1 (point P1) and xP2 (point P2)

the dependencies related to the passage of time. Trajectories described by time-dependent
functions cannot contain loops and other cases, where “turning back time” would take
place. As a result of this analysis, we have limited the solution to several families of the
transcendental functions. The dependencies of parameters and formulas of function for
solving the task were developed.

A set of tests was carried out using the proposed solution. In the paper, we focused
on a practical approach to the problem. The implementation of the proposed solution is
much simpler because the use of C(x) gives direct control over the description of time
– there is no additional parameterization. All comparative tests of implementation with
both variants confirmed the ease of animation realization using the proposed solution.
We have tested also implementation in various conditions – in synthetic tests and in
real animation. The tests have shown that the use of the proposed solution accelerates
performance by about 15%–20%.

Additionally we have proposed the new restriction for the area allowed for the imple-
mentation of an easing function using the cubic Bézier curves. The proposed solution
defines a larger allowed area (than known from animation software) – it gives more
opportunities in definition and manipulation of the easing function shape.

In the future, we plan an additional mathematical analysis of the obtained solution
in which we will try to simplify the form of families of the transcendental functions.
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Abstract. A novel space partitioning strategy is presented for implicit
hierarchy visualization. The proposed orthogonal Voronoi treemap
(OVT) partitions an empty canvas into nested orthogonal rectangles,
thus the generated layout is not only flexible to diversified data value,
but also much tidier than the Voronoi treemap with nested polygons.
To achieve this, we first introduce a new distance calculation strategy
in order to generate axis-aligned segmentation among the sites. To cope
with the new segmentation strategy, we then design a sweepline + sky-
line heuristic algorithm to partition the canvas to generate an orthogonal
Voronoi treemap. Comparative analyses on the computational experi-
ment results in terms of aspect ratio is discussed.

Keywords: Orthogonal Voronoi treemap · Hierarchical data
visualization · Heuristic algorithm · Sweepline · Skyline

1 Introduction

Hierarchical data structures are common in our daily life, such as the taxonomy
of natural species, the organization of computer documents, and data hierarchical
clustering used in machine learning [9,13,16]. Hence, visualization of hierarchical
data has long been demanded for information visualization to identify potential
insight and conduct data analysis [12,14,26]. Some of hierarchical visualization
approaches are to explicitly show the hierarchical structure as straight lines,
arcs, or curves; while others focus on the value within each node and positionally
encode the hierarchy by node overlap or inclusion. Previous research shows the
latter can implicitly present the hierarchy in a more space-efficient way [17].
Among these implicit hierarchy visualization methods, treemap [18] and Voronoi
treemap [1] are two popular algorithms with nested rectangles and polygons
respectively. Treemap divides the empty canvas into rectangular sub-regions so
that the area is associated with the relative sizes of the respective sub-hierarchies.
Voronoi treemap, in a more general way, partitions the canvas into polygon
shapes based on distance to prior specified sites; afterwards, the position and
weight of the sites may be iteratively adapted in order to adjust the area of the
sub-regions. Unfortunately, both treemap and Voronoi treemap exhibit problems
in the flexibility of adjustment for visualization plots. For instance, even when the
c© Springer Nature Switzerland AG 2020
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hierarchical data changes slightly, the partitioning of empty canvas in treemap
need to be regenerated and the new layout may be largely distorted and leads to
poor layout stability. Although Voronoi treemap can adjust its layout via slight
modification on the status of its sites, its nested polygons are much more untidy
and difficult for tracking and comparison compared to the treemap’s rectangular
divisions. Hence, it is crucial to have the adjustment flexibility while maintaining
the orthogonal layout of the plots [11]. In response to all these problems, we
propose an orthogonal Voronoi diagram and treemap.

Our orthogonal Voronoi treemap (OVT) partitions the empty canvas into
nested orthogonal rectangles based on distance to prior specified sites. Hence,
the generated layout is not only flexible to a diversified data value, but also much
tidier than the Voronoi treemap with nested polygons. To achieve this, we first
introduce a new distance calculation strategy in order to generate axis-aligned
segmentation among the sites. In the strategy, a new distance function is defined
by considering the relative positions of two sites rather than a single site. Then
a horizontal/vertical segmentation line is generated between these two sites. To
cope with the new strategy, we design a sweepline + skyline heuristic algorithm
to partition the canvas based on the new distance calculation strategy to generate
an orthogonal Voronoi diagram. This is inspired by the sweepline algorithm for
Voronoi diagram generation [6] and the skyline strategy in handling cutting
and packing problems [4]. By iteratively updating the status of the original
sites and calling the sweepline + skyline algorithm, the area of the orthogonal
rectangular sub-regions will match their corresponding values. An orthogonal
Voronoi treemap will be obtained if this process is recursively continued layer
by layer until the whole hierarchical structure is traversed.

2 Related Work

Implicit hierarchy visualization methods mainly differ in the canvas subdivision
strategies used to generate layouts [17].

Some implicit hierarchy visualization methods that partition the whole space
without considering the sites are treated as non-site-based methods, such as the
treemap. These methods position the data by following some rules or experi-
ences in order to get expected configurations, which sometimes are also named
as heuristic-based algorithms. Starting from the original treemap in 1992 [18],
a large number of variants are proposed in the literature [23]. The squarified
treemap focuses on the emergence of thin, elongated rectangles in the standard
treemaps and presents a new subdivision method such that the resulting rectan-
gles have a lower aspect ratio [3]. The ordered treemap layout is the first type of
treemap layout that takes stability into consideration [19]. The split algorithm
used in the ordered and quantum treemaps [2] is a modification of the squar-
ified treemaps, following a given one-dimensional ordering. The spiral treemap
positions the one-dimensional ordering of the input data along the border follow-
ing a circular arrangement or an S-shape [22]. Different from previous methods
which only consider one dimension, the spatially order treemaps consider two-
dimensional consistency by relating node order to Euclidean distance from the
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parent node’s top-left corner [27]. We notice the layout generation problem in
treemap which is similar to the two-dimensional (2D) bin packing which is an
optimization problem with a wide range of applications in resource management.
This is also discussed by Schulz et al. [17]. Since many heuristic algorithms [4,25]
have been proposed to solve the bin packing problem, how to utilize them into
the layout generation in treemap would be an interesting research direction.

On the other hand, some implicit hierarchy visualization methods partition
the space based on a series of pre-defined sites, such as the Voronoi treemap.
The Voronoi treemap is originally presented by Balzer et al. [1]. By relaxing
the constraint of rectangular shapes, they utilize Voronoi tessellations to gen-
erate polygonal subdivisions. Later, the Voronoi treemaps are utilized to visu-
alize dynamic hierarchical data owing to its adjustment ability [8,20]. In 2012,
Nocaj and Brandes [15] propose a resolution-independent algorithm by calculat-
ing the Voronoi tessellations with power diagrams, such that the new algorithm
is faster in both theory and practice. An improvement is then made by setting
an initial position for visualizing varying hierarchies [10]. Neighborhood treemap
(Nmap) [5], that successively bisects a set of pre-defined sites on the horizontal
or vertical directions and then scales the bisections to match the value of each
site, is also a site-based method. Circle packing [24] can also be treated as a
site-based method since the generation of the layouts is based on the center of
each circle, as well as the recently proposed bubble treemaps [7].

3 Methodology

A Voronoi diagram (or Voronoi tessellation) is a partitioning of a plane into sub-
regions based on distances to a set of points within the plane. These sub-regions
are termed Voronoi cell and the points are called sites [15]. Formally, given a
bounded region Ω ⊂ R2 and a set of n sites S = {s1, s2, ..., sn}, the Voronoi
diagram divides Ω into a set of Voronoi cells υ(si), one for each site si. Then
the cell υ(si) can be expressed as

υ(si) = {p ∈ Ω | dist(p, si) < dist(p, s). ∀s ∈ S, s �= si}, (1)

where dist(p, si) is the weighted power Euclidean distance between point p =
(xp, yp) and site si = (xsi

, ysi
). Let W = {w1, w2, ..., wn} be a set of positive

weights associated with the set of sites S correspondingly. Then the weighted
power Euclidean distance is used to control the areas of cells, in order to use the
cells to depict data information (e.g. data value). Thus, the Voronoi diagram is
defined as the collection of Voronoi cells, υ(S) = {υ(s1), ..., υ(sn)}.

A Voronoi treemap in this study is a recursive partitioning of the 2D bounded
region. Starting from the root of a hierarchy, a weighted Voronoi diagram is
generated in the region Ω with one cell for each child of the root. An iterative
optimization process is taken to adaptively alert the value of weight and the
position of the site, such that the areas of the cells meet the requirement. The
final layout requires that the area of each cell be in proportion to the associated
value. If the area error reaches a threshold, the requirement is met and the
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Fig. 1. Two kinds of relative positions for sites si and sj where xΔij = |xi − xj | and
yΔij = |yi − yj |.

iterative process converges. Therefore, let valuesi
be the associated value of

site si and Ethreshold be the threshold of the area error, then the convergent
requirement can be expressed as:

∑
si∈S

∣
∣
∣
∣A (υ (si)) − A (Ω) ∗ valuesi

valueS

∣
∣
∣
∣

A (Ω)
< Ethreshold. (2)

Once the iterative process converges, the above-mentioned processes recurse to
subdivide child region until all the leaves of the hierarchy are represented by
cells with desired areas.

The proposed OVT is different from the traditional Voronoi treemap with
a novel heuristic diagram generation algorithm. An initialization process is first
conducted on the hierarchical data to generate the initial positions and weight
for each site. Then, an initial weighted centroidal orthogonal Voronoi diagram
is generated based on the initial status of sites. After that, an iterative process
is taken to update the site status and generate the diagram until meeting the
converge requirement as expressed in Eq. 2.

In the following, we focus on the description of the proposed novel heuristic
algorithm to generate the diagram. We first introduce a new distance function
in Sect. 3.1. Once the partition between two sites is confirmed, how to allocate
the partitioned spaces to form a diagram is considered. A sweepline + skyline
heuristic algorithm will then be introduced later in Sect. 3.2.

3.1 Distance Function

The new distance function considers the relative positions of two sites rather
than only one site in previous distance function. Formally, when calculating the
distance of point p and site si, we consider the relative positions of site pair si

and sj to decide which coordinate should be considered. Since we try to divide
the space axis-aligned, we consider two kinds of relative positions between site
si and sj based on their x-axis difference xΔij = |xi − xj | and y-axis difference
yΔij = |yi − yj |. Then for an arbitrary point p, the distance to site si in both
cases are depicted in Fig. 1 and defined as:
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Algorithm 1. Compute Orthogonal Voronoi Diagram
ComputeWOVDiagram (S, Ω, W )

1: Sort S in the order of xsi ascending ;
2: Initialize Lsweepline ; Lskyline ; υ(S) = [ ] ;
3: for i = 1 : n
4: for j = 1 : i − 1
5: if site sj is closed, then continue;
6: if site sj is not the valid neighbor of site si, then continue;
7: if site si and sj are vertical neighbors, then
8: Lsisj = GenerateWLine(si,sj, wi, wj) ;
9: Update Lskyline with Lsisj ;

10: else
11: Lsisj = GenerateWLine(si,sj, wi, wj) ;
12: Mark site sj as closed;
13: Generate the bounding polygon υ(sj) for site sj ;
14: υ(S).push(υ(sj));
15: Update Lskyline with Lsisj ;
16: Update Lsweepline;
17: for i = 1 : n
18: if site si is closed, then continue;
19: else
20: Generate the bounding polygon υ(si) for site si;
21: υ(S).push(υ(s));
22: return υ(S);

disto(p, si, sj) =

{
|xp − xsi

| − wi if xΔij > yΔij ,

|yp − ysi
| − wi if xΔij < yΔij .

(3)

For the case in Fig. 1 (left), since xΔij > yΔij , site pair si and sj are horizontal
neighbors and a vertical line is needed to separate the site pair. Meanwhile, site
pair si and sj in Fig. 1 (right) are vertical neighbors and a horizontal line is
needed. Hence, the axis-aligned segmentation line L is defined as:

Lsisj
:

⎧
⎪⎨

⎪⎩

x =
1
2

(
xsi

+ xsj

)
if xΔij > yΔij ,

y =
1
2

(
ysi

+ ysj

)
if xΔij < yΔij .

(4)

If the two sites have large yΔij , they will be separated by a horizontal line.
Otherwise, these two sites will be separated by a vertical line. For the case that
xΔij = yΔij , we break the tie by choosing a horizontal segmentation.

3.2 The Sweepline + Skyline Algorithm

A sweepline + skyline algorithm to automatically partition the canvas is devised
here based on the distance function 3. The new idea is inspired by the sweep line
algorithm for Voronoi diagram [6] and the skyline strategy in cutting and packing
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Fig. 2. Overview of the sweepline + skyline algorithm. (a) Initial status. (b) The skyline
(in blue) and the sweepline (in pink) are initialized and the first site sA (left-most) is
activated. (c) The sweepline is swept to site sB . (d) The sweepline is swept to site
sC and a vertical segmentation line is generated between sA and sC . Since site sA is
closed, the skyline is updated and site sA is marked as closed status. (e) A horizontal
segmentation line is generated site sB and sC and added to the skyline. (f) The process
is continued until the last site sF is considered. (Color figure online)

problem [4]. The sweepline used in our algorithm is a vertical line moving from
left to right. When the sweep line hits a new site, the relationship of this new
site and all its left-side site pairs are checked to generate vertical or horizontal
segmentation lines. Meanwhile, a skyline is defined to record the current seg-
mentation lines for all active sites. When the sweep line hits a new site and new
segmentation lines are generated, the skyline will be updated correspondingly.

Figure 2 illustrates an example for this process. For a given rectangular canvas
with width = 1000 and height = 680, six sites are pre-positioned. The first step
(Fig. 2b) is to create a vertical sweepline and a vertical skyline. The sweepline
is initially located on the left-most site sA while the skyline is on the left-hand
side of the canvas. The length of both lines equal to the height of the canvas.
The second step (Fig. 2c) is to sweep the sweepline from left to right to hit the
next site sB . Since yΔAB = 272 is larger than xΔAB = 96, a horizontal line
LAB : y = 296 is built between site sA and sB . The skyline is then updated
by adding a horizontal line segment. After checking all the left-hand-side site
pairs of site sB , the sweepline moves to the next site sC (Fig. 2d). Since site
sA is not closed and is the horizontal neighbor of site sC , then a vertical line
LAC : x = 208 is built. Once a vertical line is generated, the left site sA of this
horizontal neighbor sites should be closed and the bounding polygon of site sA is
formed based on the current skyline and the new vertical segment (as well as the
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canvas boundary). After that, the skyline is updated. Since site sB is not closed
and is the vertical neighbor of site sC , then a horizontal line LBC : y = 256 is
built and the skyline is updated again (Fig. 2e). This process is repeated until
the sweepline reaches the last site sF (Fig. 2f). The residual sites (sE and sF )
will then be closed and the bounding polygon for each site is formed by the
current skyline and sweepline together. A pseudo-code for the whole process is
depicted in Algorithm 1.

4 Experiments and Comparative Analyses

We evaluate the performance of our algorithm in terms of the aspect ratio since it
is the most important metric in implicit hierarchy visualization. Our experiments
are conducted on the global GDP dataset (two layers with 43 leave nodes), and
the Flare class hierarchy (four layers with 220 leave nodes). Our OVT algorithms
is implemented in JavaScript with the D3.js package1 and Voronoi treemap2.
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(a) GlobalGDP dataset
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(b) Flare dataset

Fig. 3. The boxplots of aspect ratio of
different algorithms. Fig. 4. Our OVT visualization of the

Flare class hierarchy (colored by Tree-
Colors [21]).

For our algorithm and the treemaps, the aspect ratio of the axis-aligned
minimum bounding box is calculated while for the Voronoi treemap, the aspect
ratio of the oriented minimum bounding box is calculated. For our algorithm
and the Voronoi treemap, we set the maximum iteration number to 500. The
result is illustrated as boxplots shown in Fig. 3.
1 https://d3js.org/.
2 https://github.com/Kcnarf/.

https://d3js.org/
https://github.com/Kcnarf/
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When considering the mean aspect ratio (the red line) in Fig. 3, our algorithm
is better than treemap layouts on the random dataset and has similar results
on two real datasets, although the Voronoi treemap has the best aspect ratio
in three cases. When comparing the different initial status of our algorithm, we
can find that with the designed initialization strategy our algorithm has a better
aspect ratio (the closer to one the better) and small distribution range. Figure 4
shows an example of the Flare classes data by our orthogonal Voronoi treemap.

5 Conclusions

To conclude the work, we have described a novel algorithm for the Voronoi
treemap with nested orthogonal rectangles. The OVT is flexible to the changes
of data value and can still hold the nested orthogonal rectangles to present each
cell in a rectangle-like layout. Moreover, as shown in the performance analyses,
the OVT algorithm runs in the same time complexity as Voronoi treemap, and
holds the similar aspect ratio as the treemap. Actually, our algorithm requires
less computation time than the Voronoi treemap and has comparable aspect
ratio against the treemap. In future work, we would like to preserve the relative
positions of sites during iteration in order to visualize dynamic hierarchical data
for which a more stable layout is essential.
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053-04 from Ministry of Education, Singapore.
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Abstract. The application of image processing techniques to individ-
ual frames of video often results in temporal inconsistency. Conventional
approaches used for preserving the temporal consistency in videos have
shortcomings as they are used for only particular jobs. Our work presents
a multipurpose video temporal consistency preservation method that
utilizes an adaptive simple linear iterative clustering (SLIC) algorithm.
First, we locate the inter-frame correspondent pixels through the SIFT
Flow and use them to find the respective regions. Then, we apply a mul-
tiframe matching statistical method to get the spatially or temporally
correspondent frames. Besides, we devise a least-squares energy-based
flickering-removing objective function by taking into account the inter-
frame temporal consistency and inter-region spatial consistency jointly.
The obtained results demonstrate the potential of the proposed method.

Keywords: Video processing · Adaptive SLIC · Temporal consistency

1 Introduction

Maintaining the temporal consistency is an essential task in video processing
because the temporal consistency is one of the essential video features and has
been used in different applications [15,16,18,22]. Temporal inconsistency results
in artifacts, like unnatural inter-frame tonal changes or brightness fluctuations,
which decrease the video quality significantly [11,23]. Although the flickers may
not be easily observed when adjacent video frames are seen individually, they
will be apparent when the video is played. Also, these artifacts adversely affect
video matching tasks such as motion estimation [8,9]. Thus, preserving the video
consistency is a crucial yet laborious problem in video processing.
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Some studies, like and [2], solve the temporal consistency problem in the form
of energy minimization. Nevertheless, their applications are limited to removing
flickers in intrinsic video decomposition. Lang et al. [10] eliminate the flickers
through edge-aware filter employed in the temporal domain, but their method
only deals with high-frequency perturbations. The technique of [7] removes flick-
ers from video halftoning by using an error diffusion of temporal and spatial
terms. The work of Dong et al. [5] uses non-flickering frames to rebuild the flick-
ering frames. However, it is suited to eliminating flickers generated due to directly
employing the image enhancement algorithm on a video. In [3], a frame is rebuilt
from a neighboring frame to retain the inter-frame temporal consistency. How-
ever, it is not feasible because a video may not contain the same object continu-
ously in adjacent frames [17]. Some authors have proposed compensation-based
techniques that aim to eliminate the artifacts by aligning the inter-frame bright-
ness or tonal level. In [19], the atmospheric light values are determined with the
aid of the adaptive temporal average to eliminate the flickering effects. Farbman
et al. [6] and Wang et al. [21] align the video frames by a specified number of des-
ignated key frames. After interpolating the transformation between the model
video and the input video, the authors of [1] enhance the color grade by hand by
choosing some key frames that can depict the transformation curve. However,
these methods are limited because of requiring to select the key frames first.

In this paper, we propose a multipurpose flickering-removal and spatiotem-
poral consistency preservation technique. We develop an adaptive SLIC algo-
rithm that creates superpixels from every frame. We also propose a multiframe
matching statistical model to capture the frame that is correspondent to other
frames temporally or spatially. First, our method matches the inter-frame corre-
sponding pixels through the SIFT Flow [12] algorithm, and then, calculates the
corresponding regions using those pixels. Lastly, we use the inter-frame corre-
sponding regions and frame interval to match the corresponding frames. Because
several studies have restored temporal coherence in videos with the help of least
squares energy [14], we develop the objective function of temporal consistency in
the form of least-squares energy comprising temporal and spatial consistencies
terms. The former term preserves the inter-frame tonal or illumination variations
consistency, and the latter term maintains the consistency in adjacent regions’
difference of changes.

2 Methodology

Figure 1 illustrates the overview of our proposed technique. The following sec-
tions explain each of the steps.

Adaptive SLIC: The conventional SLIC manually computes the number of
superpixels in a repetitive manner, which is a tedious task. We develop an adap-
tive SLIC algorithm that automatically produces the number of superpixels. We
convert the RGB color to HSV color space because, for small color ranges, HSV
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Fig. 1. Overview of the proposed method.

is perceptually uniform. In our experiments, we use the unequal interval to quan-
tize the H, S, V values, and the average occurrence number to decide the number
of superpixels.

Applying Temporal Consistency: We reproduce an output frame, denoted
as Px, from its temporally matching frames f(Px) to preserve the inter-frame
coherence. Suppose P k

x denotes the kth iteration’s output frame, then the tem-
poral consistency Ft(P k

x ) can be calculated as Eq. (1):

Ft(P
k
x ) = μ(k) ·

∑

Im∈fq(Ix)

ψt(Ix, Im)
∥∥P k

x − warp(P α(k)
m )

∥∥2

+ ν(k) ·
∑

Im∈fs(Ix)

ψt(Ix, Im)
∥∥P k

x − warp(P β(k)
m )

∥∥2
(1)

where Ix, f(Ix), respectively, denote the actual frame and the set of its cor-
responding frames, Im is the matching frame of the actual frame, fq(Ix) and
fs(Ix) represent the sets of previous and subsequent matching frames of Ix,
respectively. ψt(Ix, Im) denotes the temporal consistency weight, and the warped
output frame from P k

m is represented as warp(P k
m), where warp() is a function

that uses the optical flow [13] to recreate a resultant frame from its matching
frame.

Applying Spatial Consistency: We calculate an output frame’s spatial con-
sistency in the kth iteration, as shown in Eq. (2):

Fs(P
k
x ) =

Ax∑

a=1

∑

Υ b
x∈Ω(Υa

x )

ψs(Υ
a
x , Υ b

x)
∥∥P k

x − warp(P
Γ(x,ξ,k)
ξ )‖2 (2)

where Ax denotes the count of regions inside Ix. Υ a
x and Ω(Υ a

x ), respectively,
represent a region and a set of its all adjacent regions. To preserve the inter-region
spatial consistency, we decrease the change between the output frame and its
respective spatially correspondent frame. Υ b

x is an adjacent region of Υ a
x , and the

regions with the most matching pixels to Υ b
x is denoted as Υ̂ b

x . Iξ represents the
frame containing the Υ̂ b

x . We retrieve Px through warping its spatially matching
output frame Pξ. Therefore, to preserve the spatial consistency, we maintain the
consistency in the adjacent regions’ variation difference.
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Combined Optimization: We optimize the output frame Px by merging the
temporal and spatial consistencies. Equation (3) shows the objective function
comprising both the consistency terms

arg min
Pk
x

∫
[Fg(P k

x ) + η1Ft(P
k
x ) + η2Fs(P

k
x )]du (3)

where u denotes the spatial location in Ix, η1, and η2 are, respectively, the
weight functions of temporal consistency and spatial consistency.

3 Experimental Results

We have performed experiments on two datasets, SegTrack [20] and Chen and
Corso [4]. Figure 2(a)–(c) shows the visual results of flickering removal by our
method. The girl’s neck and cheek region are darker in the processed video. It
is evident that our method satisfactorily removes these effects.

(b) (c)(a)

Fig. 2. The flickering removal results on the two frames of the CC video. (a)–(c) actual
frame, processed frame, and the result of our approach, respectively.

4 Conclusion

In this paper, we present our proposed method of preserving temporal consis-
tency in videos using adaptive SLIC. We employ the consistency to maintain the
tonal shifts or illumination fluctuations constant among the adjacent regions.
We find the regions through a new adaptive SLIC segmentation algorithm that
uses the color details to automatically calculate the count of superpixels. The
proposed temporal consistency solution outperforms previous techniques as our
warping procedure comprises both; the spatial and temporal consistencies. The
results obtained during the experiments demonstrate that our method provides
satisfactory performance in video flickering-removal.
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Abstract. This paper presents an optimized implementation for Winograd non-
fused convolution. Our optimizations comprise application-independent grouped
producer-consumer chains and a set of Winograd-specific software techniques,
including specialized interface-kernels data format which enhances memory
access efficiency; warp specialization and double buffer prefetching which effec-
tively exploit computational resources and memory bandwidth; utilizing “shuffle”
instruction which conserves hardware resources. The paper also provides sup-
plementary explanation of Winograds’ tile extraction, which saves memory and
computing resources.

The proposed techniques has been evaluated head to head by kernel level in
GTX 980 GPU, CUDA 9.2 with a wide range of parameters which meet CNN
layers benchmark. Compared with the state-of-the-art Winograd Non-fused con-
volution in CuDnn 7.6.4 (released in Sept, 2019), our implementation achieves a
total speedup of 1.64x.

Keywords: Convolutional neural network · Warp specialization ·
Producer-consumer

1 Introduction and Related Work

Deep Neural networks (DNNs) have recently attracted considerable attention. Con-
volutional neural networks (CNNs) are one of the most important DNNs because they
have demonstrated state-of-the-art performance inmany applications. However, with the
trend of large input datasets and more complexity network structure, training CNNs is
computationally expensive. Convolution layers are the most time-consuming part which
occupies more than 80% of the total computation in many popular neural networks.
cuDNN is a library used by most deep learning frameworks for efficient convolution
processing on GPUs. It implements many convolution algorithms including the most
popular algorithms: GEMM, FFT and Winograd [1]. The Winograd algorithm reduces
multiplications by increasing in the number of additions. It is an efficient way to compute
the convolution of small kernels with small input sizes. “Although Winograd requires
2.25 times less element-wise multiplications than the direct convolution, the straight-
forward implementation, in which each processing unit operates in isolation from the
others, provides similar performance.” [2].
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Fig. 1. Winograd’s Fused (A and B)/Non-fused (C). The non-fused methods calculate each step
in an independent GPU kernel.

The 2D Winograd’s fused methods (Fig. 1B) may independently calculate step1
because the filter data is relatively small and is reused by all batches of input. However,
it can also be integrated with other three steps in one kernel. Fused methods reduce data
transfer significantly but step2 results cannot be used by multiple filters.

With non-fused methods, register pressure is reduced and each step uses tailored
block/grid dimension (thread-data mapping). “For configurations with 3 × 3 filters, the
cuDnn Winograd variants are the fastest algorithms in 74.6% of the configurations over
other algorithms. For larger batch sizes, Winograd non-fused is clearly the fastest in
most cases, where the rest of algorithms are about 50% slower” [3]. There remains a
challenge to efficiently implement Winograd convolution on GPUs to deliver the full
speedup as promised in theory. We reckon software techniques are required to address
challenges, such as the efficiency of data transfers, data reusability issues and managing
of the limited resources.

Xygkis et al. implemented fused winograd on edge devices by using data man-
agement techniques, Winograd-specific sharing and folding techniques [2]. Xiao et al.
effectively implements Winograd on FPGA platform [4] GEMM related works include
GEMM-based convolution [5] and fast implementation of DGEMM [6]. Jia et al. pro-
posed a kernel fusion technique which enables better resource balancing and data reuse
with minimized dependency overhead [7]. Yan et al. presented an optimized implemen-
tation on fused Winograd with their SASS assembler TuringAs that enables turning the
performance at the native assembly level [8]. Singe [9] and CudaDMA [10] introduced
warp specialization technique. Singe is a compiler that leverages warp specialization
achieved up to 3.75x faster than previously optimized data-parallel GPU kernels. Cud-
aDMA, an extensible API, that leveraging efficient inter-warp producer-consumer syn-
chronization mechanisms and other techniques demonstrates speedup. In Sect. 2, the
steps used in the proposed method are explained in detail, followed by evaluation and
conclusion.

2 Proposed Method

Here we propose a non-fused 2D Winograd method, which improves occupancy and
performance significantly compared to cuDnn 7.6.4. In the following subsections, the
method is introduced in order of steps mentioned above. The most popular 3 × 3 filter
(tile size t = 4) is used for the demonstration purpose.

2.1 Convert Filter (Step 1)

Compared with the input data, the filter data is relatively small in size, though with same
number of channels. Despite that this step contributes only a small percentage to the
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total performance, the storing method and access pattern could make huge influence to
the step 3: the dot product step, because each input tile needs to perform a dot product
with all filter tiles.

Our observation is that matrix G [1] is small in size and has many zero entries,
thus the matrix multiplication can be converted to additions and only 12 multiplications
(Fig. 2A). Benefitting from this computational simplification, each thread can calculate
one result f[x] independently from other threads without waiting for synchronization.
Utilizing this simplification, each thread can bemapped directly to one output, improving
efficiency of threads in a warp calculating the same f[x] using the same formula but with
different filter inputs. In Fig. 2B “block definition”, for example, threads in warp0 are
all responsible for calculating element f[0] and the first threads in all 16 warps are all
responsible for calculating filter0. In this way, warp threads execute the same instruction
set concurrently to avoid thread divergence.

Fig. 2. A. Filter formula. B. Thread-data mapping with shared memory access pattern.

Filter data initially comes with layout NCHW (batch N, channels C, height H and
width W). Threads are reshaped in warps to read global memory coalescing and store
data in the shared memory for reuse. When saving the filter data in the shared memory,
if we put the same indexed element from different tiles in the same column, threads in
the same warp need to access address in the same bank, which may lead to serious bank
conflicts. The problem still exists at the calculation stage, elements of the input filter are
used multiple times (exp: g0 is used 9 times) during t × t result calculation. As shared
memory space in this step is not a limited resource (even if we use 2D [16][32 + 16]
shared memory for 16 × 32 threads where 16 is the tileSize2), to solve the problem,
the extra 16 columns of shared memory are used for padding to avoid bank conflicts
(“shared memory” in Fig. 2B). This pattern assures load/store bank-conflict-free. When
the calculation finishes the result is stored in 1D texture memory in a tile united CHWN
layout to help loading in step 3 in Fig. 4A.

2.2 Convert Tiles (Step 2)

We noticed that matrix B [1] has the same size as a tile. With a given m output and r filter
size, tile size t is computed by (m − r + 1). With Winograd, tile extraction is different
from direct convolution with a given stride. The direct convolution slides a filter through
each tile on a feature map by the number of stride elements, while the Winograd method
slide filter by WTstride elements which is explained below.
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Extract Tiles. The [1] method mentioned “Each image channel is divided into tiles of
size (m + r − 1) × (m + r − 1), with r − 1 elements of overlap between neighbouring
tiles, yielding P = �H/m��W/m� tiles per channel”. This is not true in some cases. For
F(m, r) we summarized some direct convolution stride (Tstride) and Winograd tile stride
(WTstride) pairs in format F(m, r)-[Tstride, WTstride] as follows: F(2,3)- [1, 2], [2], [3];
F(3,2)- [1, 3], [2, 4], [3]; F(4,3)- [1, 4], [2, 4], [3, 6]. We can seeWTstride could be bigger
than r. That means less tiles extracted result with less computation and less memory.
This is important for improving hardware resources efficiency and performance.

Synchronize Tasks. Each thread is mapped to one output element so that each thread

calculates ai, j =
T∑

t=1
(U i, t � Tt, j) and then bi, j =

T∑

t=1
(a i, t � Vt, j), where Ui is

the ith row vector of BT and Vj is the jth column vector of B. So that each thread only
calculates 2 * t timesmultiplication.Assuming the input featuremap has size inmultiples
of 32, we can process 32 column data for each block of the kernel. This facilities memory
access to achieve coalescing and avoids bank conflicts. This step can be split into 4 tasks:
A. load the original layout (NCHW) input feature map into the first shared memory. B.
expand each tile from overlap and calculate ai,j from A and store intermediate results to
the second shared memory. C. calculate bi,j from B and store result back to the second
shared memory. D. output result to devices from C. These 4 tasks form a producer-
consumer chain. The overlapped data in the first shared memory can be reused by the
next chain.

We use warp-specialized program to separate memory operations from arithmetic,
by assigning individual warps a different task. To ensure these tasks run in parallel
with properly synchronized data, 4 producer-consumer chains/iterations are used for the
calculation of the 10 row data in the whole block. To prevent the warps’ execution from
being blocked by too many “synchronization” instructions, grouped producer-consumer
chains (Fig. 3A) using “named barriers” in PTX are designed to reduce synchronization
and achieve data safety.

Fig. 3. A. Illustrates data dependent relations between tasks are mapped onto 4 warp groups. B.
Illustrates the use of 2 named barriers to synchronize 4 tasks.

In Fig. 3B, 2 named barriers are used in each iteration. Before each iteration starts,
taskAhas already been completed in previous iteration or initialization. Consequently, in
the consumer warp groups, the first task executing before named barrier0 by consumers’
bar.arrive instruction is task B. When calling bar.sync, the producer warp groups block
and wait at the named barrier0 until the consumer has called bar.arrive, which informs
all producers that task B is ready and it is safe to write new data in. Task A does not
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depend on any other tasks and task B in the same iterator does not depend on task A
either. The producer starts working on task A and C as soon as the named barrier0
receives the signal from consumer. Then it emits a signal after finishing task A and C
by named barrier1 with a bar.arrive instruction. Then task D in consumer knows task C
has finished and the data is ready for output. At the point task A for the next iteration
is also ready. As task D is not followed by the other tasks, the producer and consumer
end their relationship and two named barriers are safely recycled for reuse in the next
iteration as they are limited resources. The output from step 2 is a tile united 2D array
in the order of CHWN (the same as the filter data).

2.3 Dot Product (Step 3)

In this step software prefetching is utilized to hide the latency of moving large chunks of
converted tiles in the memory. We also borrowed the idea from blocked GEMM because
each input tile is accessed by all filter tiles in the same channel while each filter tile is
used by all input tiles in the same channel. Threads in a block collaboratively load data
from off-chip global memory to on-chip shared memory and have shared access. As one
thread is only responsible for calculating one output, both availability of registers and
shared memory for one block become bottlenecks free.

Assuming the total number of channels C is a multiple of “blkChannel” (=32/t), with
a 32 × 32 thread block, each block can handle 8 (t = 4) channels of both input and filter
data if all threads are fully loaded. We calculate all channels of accumulation by cB =
C/blkChannel times iterator (Fig. 4A).

Unlike GEMM, calculation starts after all threads in the block finishes loading.
Software prefetching is used to hide the long data transfer latency as calculation in each
channel is independent from each other. All threads in a block can start calculating even
with only one channel data: 8 tiles of input and 8 tiles of the filter.

Double buffering (Fig. 4B) is used for data transfer to ensure the computing threads
always have available data to compute on one of the two buffers. As the global memory
latency is about 100 times of that of the shared memory operations, it is important to
hide the latency of global memory operations.

Fig. 4. A. Tile united GEMM (each cube denotes a tile). B. Double buffer prefetching.
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As two computation tasks operate on different buffers, the thread scheduler can
overlap computing with memory operations. Our prefetching optimization eliminates
much of the threads’ wait time on the global memory, thus making full utilization of
execution resources and prevents threads being stalled on global memory access.

2.4 Convert the Result Tile (Step 4)

One thread is mapped to one tile to generate 4 element outputs. And the calculation is
simplified to additions by unfolding multiplication of two matrices because matrix A [1]
only contains (1, 0, −1) (Fig. 5A).

However, after each thread has calculated 4 outputs, the outputs directly from reg-
isters alone cannot achieve coalescing due to continuous thread access stride address.
Big chunk of extra shared memory can be an obstacle that lowers occupancy. Shuffle
instruction is a way of exchanging data in a warp, by which any threads can read other
threads’ registers in the same warp.

Fig. 5. A. Simplified fomula. B. Shuffle instruction. This figure focus on outputting results cal-
culated by the first half warp threads. They produce 2 × 32 results which need two shuffle up
instructions to output these results by leveraging the second half warp threads. This figure only
shows one instruction for first line (red) results. Benefits from instruction shuffling include no use
of shared memory, reduced index calculation and free from synchronization. (Color figure online)

3 Evaluation

Our kernel level head to head evaluation on optimized Winograd non-fuse convolution
is run by wide range of 3 × 3 convolution layer configurations. Kernel running time
is collected using nvprof (CUDA profilter) and kernel matrices are collected by nvvp
(Nvida visual profiler). We use the most popular 3 × 3 filter with a stride of 1 and use
NCHW as the data layout for input/output - the same as CuDnn. Factors not involved
in calculation are not shown in each chart, like batch size and input width in chart A,
filter number in B and channel number in D. In A, both number of filters and channels
show our method outperformed the Cudnn’s. Batch and width contribute to show our
vantage in B. Width and channels show significant advantage of ours in C. In D, both
filter number and width give obvious advantage over Cudnn.
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Fig. 6. The evaluation to 4 kernels batch size. The unit of Y axis is in µs (microsecond). Due
to the limitation of device memory, parameters in form of “batch-width-filters-channels” are
values range of “8, 16, 32, 64, 96, 128, 160, 192, 224, 256” for number of filters, channels and
batch size. Width (the same as height) is “1, 2, 4, 6, 8, 10, 12, 14, 16, 18” times of 32. These
values are commonly used for benchmarking convolution performance. We use “1-1-x-16” for
filter attended evaluations, “x-1-8-8” for batch size attended evaluations, “8-x-8-8” for width
attended evaluations and “4-2-8-x” for channel attended evaluations where x is a value from the
range aforementioned. In this way, we can show performance of each step that affected bymultiple
factors in one chart by unified variable x in X axis. We use dual y-Axis to show y values to better
illustrate tiny difference. Values shown in lines are measured by the right Y axis while those in
columns are measured by the left.

4 Conclusion

In the 12 comparisons shown in Fig. 6, our method shows significant improvements over
Cudnn winograd non-fuse method in 9 comparisons and only 3 (filter no. in chart C,
batch size in D and channel no. in B) show insignificant improvements. In general, our
method achieves speedup of 1.64x in total and 1.62x(A), 1.17x(B), 1.77x(C), 1.36x(D)
individually. Benefiting from fully coalescing, data reuse, efficient thread-data mapping
and suffering no bank conflicts, our method reduces register usage which leads to higher
occupancy. To conclude, our major performance improvement has been achieved by the
producer-consumer model which enables memory and math operations simultaneously
and double buffer prefetching.
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Abstract. In this paper we present a method for representing surfaces
using a set of dual quaternion control points, with the goal of fitting
to point clouds. Each control point is defined by a position and radius,
which specify the area of the surface it affects, and a dual quaternion
defining the transformation it applies. A point is mapped using the sur-
face by a weighted sum of the control points, in a similar method to dual
quaternion skinning. A surface is then represented as the transforma-
tion of an original surface, such as a unit square plane, using the control
points. We demonstrate how we may fit surfaces to point clouds using
a modified iterative gradient descent algorithm, adding control points
to regions of the surface that are most poorly modelled at the current
step. These methods are applied to the problem of representing human
breathing by fitting surfaces to a subject’s chest as recorded by an RGB-
D (image plus depth) camera and parameterizing the breathing using
each control point’s parameters. Variations in the breathing pattern are
shown before and after exercise.

Keywords: Dual quaternions · Clifford algebra · Surface modelling ·
Respiration

1 Introduction

In this paper we examine how we may fit dual quaternion control point surfaces
to point clouds measured from the human chest. Point clouds are recorded for
each frame of an RGB-D video recording (image plus depth) before and after
exercise, with the goal of characterizing differences in the respiratory pattern.

This paper is structured as follows. Section 2 presents related work on dual
quaternions and control point surface fitting from which we build our surface rep-
resentation, gradient descent processes from which we optimize the parameters
of our surface, and existing respiratory pattern measurement. Section 3 discusses
the dual quaternions and how our surface is formed. In Sect. 4 we demonstrate
how we may fit a surface to a point cloud, by unwrapping a point cloud mea-
surement of a surface into a parameterized plane, then finding the control point
locations. In Sect. 5 we fit surfaces to successive point cloud frames from an
c© Springer Nature Switzerland AG 2020
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RGB-D video recording to interpret the variation in control point parameters
over time. In Sect. 6 we show how the behaviour of control point parameters
differs in normal and post-exercise breathing.

2 Related Work

Dual Quaternions. Dual quaternions were introduced in [1], and may be used
to describe a rigid-body transformation in 3D space. A solution to the skinning
problem - the process of deforming a model using a skeleton shape - was proposed
using dual quaternions in [2]. Using a weighted sum of dual quaternions produces
a high-quality approximation to spherical linear interpolation [3]. [5] uses radial
basis functions to deform a shape around a control handle. [4] demonstrates the
interpolation path of a rotor in Conformal Geometric Algebra.

Gradient Descent. The study of gradient descent optimization has greatly
increased in popularity due to the training of deep neural networks. Some of the
most popular algorithms are implemented in the Keras library [6], and include:
gradient descent with momentum [7], where a momentum parameter helps the
optimizer ignore noise in the loss function and escape from local minima; Ada-
grad [8] uses parameter specific descent rates that adjust to parameters that are
rarely updated; Adam [9] computes adaptive learning rates using momentum-
like averages of past gradients and gradients-squared. AdaMax is an extension
of Adam that uses the infinity-norm of past gradients, rather than the 2-norm.
Stochastic gradient descent and Mini-batch gradient descent [10] use subsets of
the training data, which may be single samples, and updates on each subset. This
leads to fluctuating loss functions but the noise provides the ability to escape
local minima. This also helps avoid the inefficient process of training on similar
training data, such as nearby points in a point cloud.

Respiratory Analysis. Lung function can be characterized by single mea-
surements such as respiratory rate [11,12], and peak flow [13], measured using
equipment such as peak flow meters, electrocardiograms and photoplethys-
mography. Other measurements include time-domain analysis via flow-volume
loops or capnography. Using an RGB-D camera for measurement of anterior
chest/abdominal wall movement is an extension of Structured Light Plethysmog-
raphy, [14] which has been demonstrated to show differences between Healthy
and COPD patients [15]. Our RGB-D camera [16] uses a structured light method
for producing the depth image, albeit with a much finer grid.

3 Surface Representation

We first briefly describe the dual quaternion algebra. A dual quaternion is the
combination of quaternions q = w + xi + yj + zk and the dual numbers a + bε.
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In this paper we denote dual quaternions using tildes, q̃ = q0 + εq1 where q0,
q1 are quaternions, ε �= 0 and ε2 = 0. The representation of various operations
in the dual quaternion algebra are given below:

Operation Representation

Point p = xei + yej + zek in R
3 q̃ = 1 + εp̄ where p̄ = xi + yj + k

Rotation by angle θ about axis n̂ q̃ = cos θ
2

+ sin θ
2
ˆ̄n + ε0

Translation by t ∈ R
3 q̃ = 1 + ε t̄

2

Successive transformations q̃a, q̃b, q̃c q̃ = q̃cq̃bq̃a

Rotation by θ about n̂ and origin c (1 + ε c̄
2
)(cos θ

2
+ sin θ

2
ˆ̄n)(1 − ε c̄

2
)

Conjugate q̃∗ q̃∗ = q∗
0 − εq∗

1

Application of transformation q̃ p̃′ = q̃p̃q̃∗

Our surface representation method is formed in a similar method to dual quater-
nion skinning; we define a set of control points {Ci} that represent the surface.
Each control point has the following parameters: its position vector, ci; its 2× 2
radius matrix, Σi, represented by the three non-zero parameters of the matrix’s
Cholesky factorization; its dual quaternion transformation q̃i. The transforma-
tion is formed from five parameters (rx, ry, tx, ty, tz) to represent rotations
with origin ci followed by a translation made of five successive transformations,
q̃ij , j = 1 − 5:

q̃i1 = 1 − 1
2
εc̄i Translation by −ci

q̃i2 = cos
(
1
2
rix

)
+ sin

(
1
2
rix

)
i Rotation by rix about ei

q̃i3 = cos
(
1
2
riy

)
+ sin

(
1
2
riy

)
j Rotation by riy about ej

q̃i4 = 1 + 1
2
εc̄i Translation by ci

q̃i5 = 1 + 1
2
εt̄i Translation by ti

We specify a weight function w(pj , ci, Σi) as a radial basis function that defines
the weight of control point Ci acting on point pj , which is denoted wij as short-
hand:

w(pj , ci, Σi) = exp
(

−1
2
(pj − ci)TΣ−1

i (pj − ci)
)

= wij (1)

Each control point has global support. While this is potentially expensive as the
number of control points increases, it provides a smooth operation for differenti-
ating, especially if we wish to alter the position of control points without needing
to reassign surface points to control points. The transformation dual quaternion
for a point pj is given by:
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q̃j =

(∑
i

wijq̃i

)
/

(∑
i

wij

)
(2)

The denominator ensures we produce a normalized dual quaternion specifying a
rigid body transformation. The normal at a transformed point p′

j in R
3 is

nj =
∂p′

j

∂u
× ∂p′

j

∂v
(3)

The partial derivatives specify the direction p′
j moves as pj moves in each direc-

tion u and v, which are distinct directions lying in the tangent plane to the
original surface at point pj . In the fitting examples that follow, we use the unit
square in the ei-ej plane as our original surface, and as such u = ei and v = ej .

4 Static Fitting

In this section we demonstrate how we may fit these surfaces to a point cloud. As
our surface representation is based on the transformation of an original surface,
we require that every point in the cloud has a corresponding point on the original
surface. Our application involves data captured using an RGB-D camera where
point clouds are reconstructed using inverse projection of the depth image, so we
can use (x, y) = (u, v). This is not the case for other point clouds, for multiple
reasons. The shape may not be suitable for projection, the projection plane may
not be obvious, or the point cloud may be combined from multiple calibrated
RGB-D cameras, with their own projection planes. This is a two-part problem:
point cloud to local co-ordinates and uv-unwrapping of the local co-ordinates
to a 2D plane. We present a simple algorithm for this process here, suitable for
open surfaces. A review of related work in this area may be found in [17].

4.1 Unwrapping Point Clouds

For our unwrapping algorithm, we first define notation. Points pi are the points
in the cloud in R

3. They are mapped to co-ordinates ui, vi, in the R
2 parameter

space. The derivatives of p with respect to u and v evaluated at point pi are
denoted ui and vi - these are 3D vectors describing the direction taken in R

3

when moving in the parameter space. The energy of the unwrapping is defined as
the sum of five sub-energies describing desirable properties of the unwrapping:

E = aEunit + bEperp + cEscale + dEnormal + eEfar

Eunit =
∑
i

(|ui| − 1)2 + (|vi| − 1)2

Eperp =
∑
i

(ui · vi)2
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Escale =
∑
i,j

λij

[
((pi − pj) · uj − (ui − uj))2 + ((pi − pj) · vj − (vi − vj))2

]

Enormal =
∑
i,j

λij [(pi − pj) · (ui × vi)]
2

Efar =
∑
i,j

μij(pi − pj)2

where a to e are scaling terms, empirically tuned to 0.05, 0.02, 0.002, 0.002,
0.002 respectively in our example. λij is a Gaussian radial basis function, scale σ,
based on the distance between pi and pj . μij the same, but based on the distance
between (ui, vi) and (uj , vj). The σ parameter is dependent on the density of
the cloud. As some energies are defined per-point and others per-point-pair, the
scales should vary with the number of points in the cloud.

Eunit requires that the vectors ui and vi are unit magnitude; Eperp requires
that they are perpendicular. Escale ensures that the distance between two points
in u − v space is the same as the distance along the directions ui and vi in
R

3. Enormal ensures that points pi and pj are in a plane whose normal is given
by ui × vi. Escale and Enormal are only expected to be small when pi and pj

are close to each other, hence the introduction of λij . Finally, Efar ensures that
points that are close together in u-v (specified by μij) are close together in R

3.
This helps prevent the surface from wrapping around itself in parameter space.

In addition to appropriate selection of σ, the initial conditions of the opti-
mization are important. In the example that follows, we set ui = k and vi = i.
However, we may also initialise randomly and optimize on a few clustered points
in the cloud, expanding gradually. Otherwise it is possible that two parts of the
surface optimize differently - e.g. with u pointing in opposite directions - and
find a local minimum. Our example surface is an S-shape which does not support
projection.

Figure 1 shows the surface to be unwrapped and the optimized ui and vi

directions. The directions lie in the tangent plane to the surface; this is demon-
strated in the lower part of the surface using the view angles chosen. The
unwrapped u-v mesh is shown in Fig. 2. The grid is drawn to aid visualiza-
tion - it should not cross over itself, and after 300 iterations does not - and is
not known to the algorithm.

4.2 Fitting Using Gradient Descent

In this section we adapt standard gradient descent methods to fit our surface
representation to these points. We consider two types of surface - those generated
by randomly selecting control point parameters, and a representation of the
human chest. The chest representation is defined over the unit square in x and
y, and in metre depth in z. The quality of a fit is measured using mean-square
reconstruction error for each point. For each surface, we fit 10 parameters per
control point - its position in 2D space (cx, cy), its translation (tx, ty, tz), its



426 A. Grafton and J. Lasenby

Fig. 1. Left: surface to be unwrapped, with the original unit square shown in grey -
the mesh shown is used to check that the unwrapping has been successful, and is not
part of the input or output of the algorithm. Middle and Right: ui and vi at points in
the surface, shown from two angles to demonstrate that the resulting directions are in
the tangent plane of the surface.

Fig. 2. Unwrapped surface in u-v co-ordinates during optimization. All ui, vi are ini-
tialized at 0. After 300 iterations, the grid does not cross over itself.

rotation about the x- and y- axes (rx, ry) and the three non-zero parameters of
its radius matrix’s Cholesky factorization (σa, σb, σc).

Using standard gradient descent to optimize the parameters of control points
has problems: the converged solution is highly dependent on initial conditions
and the result of optimization varies greatly with descent rate as the surface has
many local minima. Demonstrations of these issues are shown in Fig. 3. Three
descent schemes are considered. Plain gradient descent (GD), gradient descent
with momentum (GDM) and adaptive moment gradient descent (ADAM). These
algorithms are summarized as follows, where θt denotes the parameters at iter-
ation t and gt denotes the gradient of the parameters with respect to a mean-
square-error cost function at iteration t.
Gradient Descent:

θt+1 = θt − αgt

Gradient Descent with Momentum:

ĝt = mĝt−1 + (1 − m)gt θt+1 = θt − αĝt
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Fig. 3. Demonstration of the dependence of the optimization solution on initialization
and parameters. Left: Each box shows a unit square within which the controls points
move to different solutions. Right: Movement of control point cx during optimization
when initialization is identical but descent rate, in legend, is varied.

ADAM:
mt = β1mt1 + (1 − β1)gt vt = β2vt−1 + (1 − β2)g2t

m̂t =
mt

1 − βt
1

v̂t =
vt

1 − βt
2

θt+1 = θt − α√
v̂t + ε

m̂t

where mt, vt, m̂t, v̂t and ĝt are intermediate values. Each method has a
descent rate parameter α; GDM introduces a momentum parameter m; ADAM
introduces β1, β2 and ε which will be left at their defaults of 0.9, 0.999 and 10−8

respectively based on the recommendations in [9].
These descent schemes are tested by randomly generating control points over

a unit square. Control point transformations and weight radii are controlled to
ensure non-self-intersecting surfaces are produced. Noise is added to each of
the points; costs are scaled so that a cost of 1.0 represents the mean-square-
error of the noisy surface to the original. The median and median absolute
deviation (MAD) of the cost over all generated surfaces is shown in Fig. 4. We
note that (a) gradient descent has very high MAD, indicating that it often fails
to find a good solution; (b) ADAM reaches a good solution much faster than
GDM; (c) examining the mean and standard deviation show that the standard
deviation (not shown) is much higher than MAD for gradient descent, indicating
that gradient descent finds poor solutions much more frequently. While ADAM
reaches a low cost quickly, GDM provides a better solution.

It is possible that point clouds have a vast number of points and includ-
ing every point in the optimization may by computationally prohibitive. The
previous experiment is repeated where each point has a probability p of being
included in the optimization; the number of iterations is increased by 1/p times
to compare equivalent computation costs. Mean costs for varying p are shown
in Fig. 5. The ADAM optimizer performs worse as p decreases and the solution
fluctuates much more. GDM performs much better overall, with p = 0.2 pro-
ducing the best result out of those tested. For lower p, the cost appears noisier.
GDM, with m = 0.8, α = 1.0 and p = 0.2 will be used for fitting.

Having found a set of optimization parameters that perform well across mul-
tiple surfaces, we now address the issue of multiple local optima. Computing an
optimization using these parameters produces the fit shown in Fig. 6. 13 control
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Fig. 4. Median and median absolute deviation of cost, averaged over multiple surface
fits.

Fig. 5. Optimization using random mini-batches and gradient descent with momentum
(left) and ADAM (right), with different mini-batch inclusion probabilities, shown in
the legend.

points were used; this number was manually selected by inspecting the result-
ing surfaces. The fit has failed to capture the creases in the subject’s jumper.
Instead, we initially fit a surface using four control points, then add further con-
trol points one-by-one until we reach the desired number. These control points
are added at the position in the u-v space that is modelled worse by the surface.
This method is described as follows:

1. Fit an initial surface, using 4 control points and n1 iterations.
2. Add a control point at the worst-fit location in the surface. Determine the

worst fit by using a weighted sum of errors around each point.
3. Fit using the new surface for n2 iterations.
4. Repeat steps 2 and 3 until all desired control points have been added.
5. Continue to fit for n3 subsequent iterations or until convergence.

By targeting the worst-fit areas of the surface, we hope to avoid initialization-
dependent local minima. The cost during fitting and the reduction in cost from
adding additional control points, which provides a measure of how useful each
control point is, are shown in Fig. 7, where n1 = 1000, n2 = 3000 and n3 = 9000.

The standard fitter is run for the same total number of iterations, and is
surpassed by the targeted fitter once it has a total of 10 control points. The
surfaces that result from each step are shown in side view in Fig. 8; this method
has successfully modelled the creases.
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Fig. 6. Fitting of a chest surface using GDM from two angles. The fit is generally
good, but does not capture the creases in the subject’s jumper, visible at y = 0.65 and
y = 0.87.

Fig. 7. Left: Comparison of cost at each iteration using standard and targeted fitting.
Dots indicate where control points are added. Right: Reduction in cost from adding
each control point.

Fig. 8. Fitted surfaces in side view after adding control points. The circles highlight
areas that have been better modelled after control points are added.



430 A. Grafton and J. Lasenby

5 Dynamic Fitting

Our main goal is to fit surfaces to each frame of an RGB-D video recording. While
the static fitting process presented works well for single frames, we are unable to
usefully compare surfaces between frame sequences because the control points
have been placed in different positions in each frame and sequence. Instead we
place control points on a grid on the chest surface and fix their positions. Using
the solution from frame k as the initialization for frame k +1 ensures continuity
of parameters and the optimization process requires fewer iterations.

Our data is obtained using an Intel RealSense D315 depth camera [16], cap-
tured at 30 frames per second at a distance of around 1 m. The camera produces
an RGB-D video - color plus depth. The camera’s calibration parameters allow
a point cloud to be reconstructed via inverse projection of the depth image and
the region containing the subject’s chest is tracked between frames.

An initial fit is computed using the GDM scheme with the parameters found
previously. We then initialise subsequent frames using the control points from
the previous frame and optimize for further iterations. In our experiments, we
use 100,000 iterations for the initial fit and 100 for each subsequent fit. The costs
should be reviewed to ensure that there is no downward trend - if so, this implies
that the initial fit was not sufficient. It is possible that the cost shows oscillation
due to the respiratory motion; as the surface’s shape changes, the difficulty of
modelling it may vary. It could also imply that the subsequent iterations are not
enough to properly capture the variation and the modelled surface is remaining
constant. We can validate this by checking the resulting tz from each control
point - it should exhibit oscillatory motion at an expected frequency (around
0.2–0.4 Hz) with a few millimetres of motion. Figure 9 shows the validation of an
example dynamic fit.

Fig. 9. Validation of a dynamic fit. MSE over time (left) has no trend, and a spectrum
(right) has a sharp peak at 0.4 Hz. This is an elevated respiratory rate as this sample
is taken after exercise.
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6 Respiratory Pattern Analysis

Recordings have been obtained for a seated subject during tidal (normal) breath-
ing and after exercise. Through non-contact imaging, we may observe the breath-
ing pattern after exercise and characterize the difference from normal breathing.
To analyze the data obtained from the dynamic fits, we extract three signals
from each control point on the 4 × 4 grid: tz, rx and ry, giving a 48-dimensional
observation per frame. These are filtered using a band-pass filter with cut-offs
0.05 Hz 5 Hz. It is expected that the respiratory rate is not below 0.05 Hz; any-
thing below this will be considered a low-frequency trend caused by adjustments
in the subject’s position, rather than respiration. We require that the subject
is predominantly still throughout the recording. Principal component analysis -
where tz, rx and ry are variables and each frame is an observation - provides
the first component shape (coefficients) and transformed value. We will examine
the shape - determining the subject’s motion during breathing - and the value
waveform, which determines the oscillatory pattern of breathing.

The frequency spectrum of the first component amplitude is shown in Fig. 10.
The right-hand view has been scaled in amplitude and shifted in frequency to
align the peak at the respiratory rate. Normal breathing has a more constant
respiratory rate but variable, and often larger, bandwidth than post-exercise.
Exercise results in more variable respiratory rate and a very consistent band-
width despite these samples being taken on the same healthy subject over mul-
tiple days and different clothing. Shown in Fig. 11 are averages of component
shapes for normal and post-exercise breathing. Each grid is viewed as though
we are looking at the patient; bright regions indicates high movement during
respiration. After exercise, we see higher rx and tz at the bottom of the torso,
indicating greater movement of the stomach, and higher tz at the top of the
chest as the ribs move forward.

Patients who have undergone long periods of assisted breathing, such as
mechanical ventilation, may exhibit exercise-like breathing patterns during reha-
bilitation when tidal breathing does not perform sufficient gas exchange. Mea-
suring using a non-contact device that can be used in a patient’s home enables
monitoring without requiring a patient to attend a clinic.

Fig. 10. Frequency spectrum of normal and post-exercise respiration. The center figure
has been normalized to have its peak 0Hz, amplitude 1. The right-hand figure shows
examples of the time-domain signals.
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Fig. 11. Component shapes of tz, rx and ry for normal (L) and post-exercise (R).

7 Conclusion

We have presented processes for fitting dual quaternion control point-based sur-
faces to point clouds. We can fit surfaces either with the goal of best representa-
tion of a surface, as in the targeted control point position approach, or comparing
surfaces from frames of a recording, across multiple samples. We have demon-
strated how using the parameters of these surfaces allows us to observe variation
in the human respiratory pattern before and after exercise.

We aim to continue evaluating this approach on multiple subjects and breath-
ing patterns. Optimization parameters have been chosen based on evidence from
running many optimization processes; further investigation of why improper con-
figuration can cause instability and how to choose these parameters for differently
scaled problems shall also be undertaken.
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Abstract. In this work, we present a novel, integrated rigged charac-
ter simulation framework in Conformal Geometric Algebra (CGA) that
supports, for the first time, real-time cuts and tears, before and/or after
the animation, while maintaining deformation topology. The purpose of
using CGA is to lift several restrictions posed by current state-of-the-art
character animation & deformation methods. Previous implementations
originally required weighted matrices to perform deformations, whereas,
in the current state-of-the-art, dual-quaternions handle both rotations
and translations, but cannot handle dilations. CGA is a suitable exten-
sion of dual-quaternion algebra that amends these two major previous
shortcomings: the need to constantly transmute between matrices and
dual-quaternions as well as the inability to properly dilate a model dur-
ing animation. Our CGA algorithm also provides easy interpolation and
application of all deformations in each intermediate steps, all within the
same geometric framework. Furthermore we also present two novel algo-
rithms that enable cutting and tearing of the input rigged, animated
model, while the output model can be further re-deformed. These inter-
active, real-time cut and tear operations can enable a new suite of appli-
cations, especially under the scope of a medical surgical simulation.

Keywords: Conformal Geometric Algebra (CGA) · Skinning ·
Interpolation · Cutting algorithm · Tearing algorithm · Keyframe
generation

1 Introduction

Skinned model animation has become an increasingly important research area
of Computer Graphics, especially due to the huge technological advancements
in the field of Virtual Reality and computer games. The original animation
techniques, based on matrices [1] for translation, rotation and dilation, are still
applied as the latest GPUs allow for fast parallel matrix operations. The fact
that the interpolation result of two rotation matrices does not result in a rota-
tion matrix, forced the use of quaternions as an intermediate step. The extra
transmutation steps from matrix to quaternions and vice versa, adds some extra
c© Springer Nature Switzerland AG 2020
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performance burden to the animation but yields better results, solving problems
such as the gimbal lock.

Nowadays, the state-of-the-art methods for skinned model animation use
dual-quaternions, an algebraic extension of quaternions [13]. Dual quaternions
handle both rotation and translation, while the dilation effect is still applied
via matrices [12]. It is also noteworthy to mention that quaternions and dual
quaternions enable blending techniques that resolve artifacts produced by simple
linear blending, while further post-processing can be used to further minimize
them [14].

Advances in Virtual Reality technology and the mass production of cheap
VR headsets increased the demand of real-time simulation applications for both
personal and industrial purposes. The research areas that sprout from these
advancements, such as Virtual Surgery Simulation, require more complex model
deformation such as cutting, tearing or drilling. Current algorithms [6,20] han-
dle such deformations using tetrahedral mesh representation of the model, which
demands a heavy pre-processing to be performed. Since originally introduced,
cutting methods have been upgraded and polished to allow real-time results,
using mostly finite element methods and clever optimization [4,7,15]. To make
the final results even more realistic, physics engines utilizing position-based
dynamics are used to simulate soft-tissue cuts at the expense of performance
[2,3,5].

Our approach utilizes the Conformal Geometric Algebra (CGA) framework
to perform both model animation and cutting. CGA is an algebraic extension
of dual-quaternions, where all entities such as vertices, spheres, planes as well
as rotations, translations and dilation are uniformly expressed as multivectors
[8,11,19]. The usage of multivectors allows model animation without the need to
constantly transmute between matrices and (dual) quaternions, enabling dilation
to be properly applied with translation [17,18]. Furthermore, the interpolation of
two multivectors of the same type correctly produce the expected intermediate
result [9], which makes creation of keyframes trivial to implement. Finally, usage
of the proposed framework demands a single representation type for all data and
results, which is the current trend in computer graphics [16].

Our Contribution: The novelty of our work initially involves the complete
implementation of rigged model animation in terms of CGA, extending the
work of Papaefthymiou et al. [17] with full python-based implementation that
enables keyframe generation on-the-fly. The original animation equation involv-
ing matrices is translated to its equivalent multivector form (see Sect. 3.1) and all
information required to apply the formula (vertices, animation data) is obtained
from the model and translated to multivector. This enables us to have future
animation models in CGA representation only, which, in combination with an
optimized GPU multivector implementation, would produce faster results under
a single framework. A novelty of our work is the cutting and tearing algorithm
that is being applied on top of the previous framework; given the input ani-
mated model, we perform real-time cuts and tears on the skin and then further
re-deform the output model. The subpredicates used in these two algorithms
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utilize the multivector form of their input, so they can be implemented in a
CGA-only framework. Their design was made in such a way that little to no
pre-processing of the input model is required while allowing a future combina-
tion with a physics engine. Furthermore, using our method, we can generate
our own keyframes in real-time instead of just interpolating between pre-defined
ones. Our all-in-one cpu python implementation is able to process an existing
animation model (provided in .dae or .fbx format) and translate the existing
animation in the desired CGA form while further tweaks or deformations are
available in a simple way to perform. Such an implementation is optimal as far
as rapid prototyping, teaching and future connection to deep learning is con-
cerned. It also constitutes the base for interactive cutting and tearing presented
in Sect. 3.2.

2 State of the Art

The current state of the art regarding skeletal model animation is based on the
representation of bones animation via transformation matrices and quaternions
or dual-quaternions. Such an implementation allows for efficient and robust inter-
polation methods between keyframes; linear interpolation of the quaternions is
done in a naive and easy to perceive way. A major drawback of such an imple-
mentation is that a dilation method can not be applied as a scaling matrix always
refers to the origin and not the parent bone [17].

To be more precise regarding the mechanics of the animation process, in the
case of a simple animated model, every bone bi amounts to an offset matrix Oi

and an original transformation matrix ti. The skin of the model is imported as
a list of vertices v and a list of faces f . A bone hierarchy is also provided where
{ti} are stored along with information regarding the animation of each joint.
This information, usually referred to as TRS data, is provided in the form of a
quaternion, a translation vector and a scaling vector that represent respectively
the rotation, displacement and scaling of the joint with respect to the parent
joint for each keyframe (see Sect. 2.1).

In order to determine the position of the skin vertices at any given time k
and therefore render the scene by triangulating them using the faces list, we
follow the steps described below. Initially, a matrix G is evaluated as the inverse
of the transformation matrix that corresponds to the root node. Afterwards, we
evaluate the global transformation matrix for every bone bi at time k and denote
it as Ti,k. To evaluate all Ti,k, we recursively evaluate the matrix product Tj,kti,k
where bj is the parent bone of bi, given that Tr,k is the identity matrix (of size 4),
where br denotes the root bone. The matrix ti,k is a transformation matrix equal
to ti if there is no animation in the model; in this case, our implementation allows
to generate the keyframes ourselves in real-time. Otherwise, ti,k is evaluated as

ti,k = TRi,kMRi,kSi,k (1)

where TRi,k,MRi,k, Si,k are the interpolated matrices that correspond to the
translation, rotation and scaling of the bone bi at a given time k.
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After evaluating the matrices {Ti,k} for all bones {bi}, we can evaluate the
global position of all vertices at time k, using the animation equation:

Vk[m] =
∑

n∈Im

wm,nGTn,kOnv[m] (2)

where

– Vk[m] denotes the skin vertex of index m (in homogeneous coordinates) at
the animation time k,

– Im contains up to four indices of bones that affect the vertex v[m],
– wm,n denotes the “weight”, i.e., the amount of influence of the bone bn on the

vertex v[m],
– On denotes the offset matrix corresponding to bone bn, with respect to the

root bone,
– G denotes the inverse of the transformation matrix that corresponds to the

root bone (usually equals the identity matrix) and
– Tn,k denotes the deformation of the bone bn at animation time k, with respect

to the root bone.

2.1 State-of-the-Art Representation

The modern way to represent the TRS data of a keyframe is to use matrices for
the translation and dilation data as well as quaternions for the rotation data.
Let {TRi, Ri, Si}, denote such data at keyframe i ∈ {1, 2}, where:

– TRi =

⎡

⎢⎢⎣

1 0 0 xi

0 1 0 yi

0 0 1 zi

0 0 0 1

⎤

⎥⎥⎦ and Si =

⎡

⎢⎢⎣

sxi 0 0 0
0 syi 0 0
0 0 szi 0
0 0 0 1

⎤

⎥⎥⎦ represent the translation by

(xi, yi, zi) and the scale by (sxi, syi, szi) respectively and
– Ri is a quaternion representing the rotation.

Before quaternions, euler andgles and the derived rotation matrices were
used to represent rotation data. However the usage of such matrices induced a
great problem: a weighted average of such matrices does not correspond to a
rotation matrix and therefore interpolating between two states would require
interpolating the euler angles and re-generate the corresponding matrix. This in
turn would sometimes lead to a gimbal lock or to ‘candy-wrapper’ artifacts such
as the ones presented in [12].

The usage of quaternions allowed for easier interpolation techniques while
eradicating such problems. Nevertheless, a transformation of the interpolated
quaternion to corresponding rotation matrix was introduced since the GPU cur-
rently handles only matrix multiplications in a sufficient way for skinning rea-
sons. Therefore, the interpolation between the two keyframes mentioned above
follows the following pattern:

1. the matrices TRa = (1−a)TR1+aTR2 and Sa = (1−a)S1+aS2 are evaluated
for a given a ∈ [0, 1],
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2. the quaternion Ra = (1 − a)R1 + aR2 is determined and finally,
3. the rotation matrix MRa that corresponds to Ra is calculated.

The interpolated data TRa,MRa and Sa are then imported to the GPU in
order to determine the intermediate frame, based on the Eq. (2).

Using the method proposed in this paper, all data are represented in multi-
vector form. A major implication of this change is that the interpolation between
two states is done in a more clear and uniform way as presented in Sect. 3. This
also makes the need to constantly transform a quaternion to a rotation matrix
redundant, although we are now obliged to perform multivector additions and
multiplications as well as down project points from R4,1 to R3 to parse them
to the GPU. However, since all our data and intermediate results are in the
same multivector form, we could (ideally) program the GPU to implement such
operations and therefore greatly improve performance.

Fig. 1. Skinning via multivectors versus skinning via dual quaternions. The origi-
nal model is deformed using multivectors and depicted in magenta wireframe, super-
imposed with the color-graded result (based on the z coordinate of each vertex) of
the quaternion method for the same deformation. It is qualitatively verified that lin-
ear blending of multivectors produces similar results with the current state-of-the-art
method. Evaluating the vector differences of all vertices for the two methods, we have
evaluated the approximation error assuming the quaternion method to be the correct,
using the infinity (�∞) norm. (a) Applying rotation on a bone, approximation error
0.3%. (b) Applying dilation on a bone, approximation error 0.00035%. (c) Applying
translation, approximation error 1%. The model used contains 1261 vertices and 1118
faces.
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Fig. 2. Cutting module intermediate steps. (a) The original animated model. (b) The
model where the (red) intersection points of the cutting plane and the mesh are calcu-
lated and re-triangulated. (c) The model after the cut. (d) The model is deformed by
a rotation (axis = (0, 1, 1), 0.7 rad), a translation (vector = (13, 0, 0)) and a dilation
(factor = 0.5) at joint 1 (elbow), as well as another rotation (axis = (0, 1, 1), 0.3 rad)
at joint 2 (wrist). Note that minimal artifacts occur in the final result. The vertices in
(d) are colored depending on the influence of joint 1 which is mostly deformed. The
vertices in (a)–(c) are colored based on their z coordinate. (Color figure online)

3 Our Algorithms and Results

3.1 Multivector Form of the Animation Equation

The animation Eq. (2), core of the animation algorithm, yields fast results (espe-
cially when combined with a GPU implementation) but denies us a robust way
to dilate with respect to a bone. Our motivation is to extend and apply the
animation equation for multivector input as proposed in [17].

To be more specific regarding our method, we propose the replacement of
all matrices appearing in (2) with multivectors for animation purposes. The
transformation matrix of ti of each bone bi as well as all information regard-
ing translation and rotation for each keyframe can be easily converted to mul-
tivectors [8,11]. Consequently, we can evaluate the multivector Mi,k which is
equivalent to the matrix Ti,k by following the same procedure of determining
the latter (described in Sect. 2) while substituting all involved matrices with the
corresponding multivectors.

Note that various techniques can be used to interpolate between two
keyframes to obtain Mi,k; for existing keyframes logarithmic blending is pre-
ferred [9,12], whereas for keyframe generation we use linear blending. In both
scenarios, the intermediate results are multivectors of the correct type.

Furthermore, each offset matrix On and each skin vertex v[m] is translated
to their CGA form Bn and c[m] respectively. Finally, G matrix is normalized to
identity and is omitted in the final equation.
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Our final task is to translate in CGA terms the matrix product Tn,kOnv[m],
where apparently each multiplication sequentially applies a deformation to ver-
tex v[m]. To apply the respective deformations, encapsulated by Mn,k and
Bn, to CGA vertex c[m], we have to evaluate the sandwich geometric product
(Mn,kBn)c[m](Mn,kBn)� where V � denotes the inverse multivector of V (see
[11,13] for details).

Summarizing, if the multivector form of the vertex Vk[m], which corresponds
to the final position of the m-th vertex at animation time k, is denoted by Ck[m],
then the multivector animation equation becomes

Ck[m] =
∑

n∈Im

wm,n(Mn,kBn)c[m](Mn,kBn)� (3)

After the evaluation of Ck[m] for all m, we can down-project all these conformal
points to the respective euclidean ones in order to represent/visualize them and
obtain the final result of the keyframe at time k.

The replacement of matrices with multivectors enables the introduction of
dilations in a simple way. The multivector Mi,k that represents a rotation and
translation with respect to the parent bone of bi can be replaced with Mi,kDi,k

where Di,k is the corresponding dilator and the operation between them is the
geometric product. The dilator corresponds to a scale factor with respect to
the parent bone, information that could not be easily interpreted via matrices.
However, since the application of a motor and/or a dilator to a vertex is a
sandwich operation, such a dilation becomes possible when using multivectors.

A comparison between the results of our proposed method and the current
state-of-the-art is shown in Fig. 1, where we successfully apply dilation to differ-
ent bones and obtain similar results. Rotations, dilations and translations are
obtained in our method using multivectors only, under a single framework with
simpler notation/implementation; linear blending is used to interpolate between
keyframes.

3.2 Cutting and Tearing Algorithms

A novelty we present in this paper is the cutting and tearing algorithms on
skinned triangulated models. As the name suggests, the first module enables the
user to make a planar cut of the model whereas the latter is used to perform
smaller intersections on the skin. In the following sections, we provide a detailed
presentation of the algorithms involved as well as certain implementation details.

Cutting Algorithm. Cutting a skinned model is implemented in current bibli-
ography in many forms [6]. The most common technique is via the usage of tetra-
hedral meshes which require a heavy preprocessing on the model and currently
do not enable further animation of the model. Our work includes an algorithm
to planar cut a model (or a part of it) where the final mesh is deformable, as we
implemented a function to calculate weights for all additional vertices that did
not originally exist (see Fig. 2). Most of the subpredicates used in the cutting
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algorithm are implemented in terms of conformal geometry and therefore can be
used even if the model is provided in multivector form.

Our proposed planar cut implementation is summarized as Algorithm 1. A
description of how we tackle the weight evaluation in step 4 is found in Sect. 3.3.
Our algorithm does not require tetrahedral meshed models and requires mini-
mum to none preprocessing. It is GA-ready and the low number of operations it
demands make it suitable for VR implementations.

Fig. 3. Tearing module intermediate steps. (a) The original animated model and
the scalpel’s position at two consecutive time steps. (b) The plane defined by the
scalpels (depicted as a red tringle) intersects the skin in the magenta points. (c) The
intermediate points are used in the re-triangulation, and are «pushed»away from the
cutting plane to form an open tear.

Tearing Algorithm. The purpose of this module is to enable partial cuts on
the skinned model, in contrast with the cutting module where the cut is, in a
sense, complete. The importance of this module derives from the fact that most

Algorithm 1. Cutting Algorithm
Input: Triangulated Mesh M = (v, f) (f is the face list), and a plane Π.
Output: Two meshes M1 = (v1, f1) and M2 = (v2, f2), result of M getting cut by Π
1: Evaluate (using GA) and order the intersection points of Π with each face of M .
2: Evaluate the weights and bone indices that influence these points.
3: Re-triangulate the faces that are cut using the intersection points.
4: Separate faces in f1 and f2, depending on which side of the plane they lie.
5: From f1 and f2, construct M1 and M2.
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of the surgical incisions are partial cuts and therefore they are worth replicating
in the context of a virtual surgery. Towards that direction, our work involves an
algorithm that both tears a skinned model and also enables animation of the
final mesh (see Figs. 3 and 4).

To understand the philosophy behind the design of the tearing algorithm
that is described below, one must comprehend the differences between cutting
and tearing. In tearing, the movement of a scalpel defines the tear rather than
a single plane. To capture such a tear in geometric terms, we have to take into
consideration the location of the scalpel in either a continuous way (e.g. record
the trail of both endpoints of the scalpel in terms of time) or a discrete way
(e.g. know the position of the scalpel at certain times ti). For VR purposes, the
latter way is preferred as it yields results with better fps, since input is hard
to be monitored and logged continuously in a naive way. For these reasons, our
implementation requires the scalpel position to be known for certain ti.

The proposed tearing algorithm is summarized in Algorithm 2. A description
of how we tackle the weight evaluation in step 4 is found in Sect. 3.3.

Algorithm 2. Tearing Algorithm
Input: Triangulated Mesh M = (v, f), and scalpel position at time steps ti and ti+1

Require: Scalpel properly intersects M at these time steps
Output: The mesh Mt = (vt, ft) resulting from M getting torn by the scalpel
1: Determine the intersection points Si and Si+1 of M with the scalpel at time step

ti and ti+1 respectively.
2: Determine the plane Π, containing Si and the endpoints of scalpel at time ti+1.

Small time steps guarantee that Π is well-defined.
3: Evaluate the intersection points Qj of Π and M , s.t. the points Si,Q0,Q1,. . .,Qm,

Si+1 appear in this order on Π when traversing the skin from Si to Si+1.
4: Assign weights to points Si, Si+1 and all Qj .
5: Re-triangulate the torn mesh, duplicating Qj vertices.
6: Move the two copies of Qj away from each other to create a visible tear (optional).

Our major assumption is that all intermediate intersection points lie on this
plane, which is equivalent to the assume that the tearing curve is smooth, given
that ti and ti+1 are close enough. In our implementation, during step 6, the
intermediate torn points are moved parallel to the direction of the normal of the
plane Π and away from it, to replicate the opening of a cut human tissue.

3.3 Implementation Details, Performance and Video Results

The main framework used for skinning and animation with the use of multi-
vectors is Python’s PyAssimp1 and Clifford2 package for the evaluation of the
vertices and the Meshplot package for rendering the model. The use of Python
1 PyAssimp Homepage: https://pypi.org/project/pyassimp/.
2 Clifford Homepage: https://clifford.readthedocs.io/.

https://pypi.org/project/pyassimp/
https://clifford.readthedocs.io/
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Fig. 4. Deformation of a torn model. (a) The original model after applying the tear.
(b) Two rotations are applied to the torn model, one at elbow joint around y-axis by
−1 rad, and another at wrist joint around y-axis by 1 rad. (c) A dilation of scale 1.5 is
applied to the torn model, at elbow joint. (d) A translation is applied to the torn model
at elbow joint with translation vector (18, 0, 0). In all cases, minor artifacts only arise,
despite the great magnitude of the applied deformations. In (b), (c) and (d), vertices
are colored depending on the influence of elbow joint which is mostly deformed. In (a),
vertices are colored based on their z coordinate.

language was preferred for a more user and presentation-friendly experience; for
a more robust and efficient implementation C++ would be advised.

An instance of a class called v_w is used to store for each vertex a list of
up to 4 bones that influence it along with the corresponding influence factors. The
node tree is then traversed and all information regarding rotation, translation
and dilation are translated to multivectors [8,11] and also stored in the instance
for convenience. In order to evaluate the final position of the vertices, all that
is left is to evaluate the sum in Eq. (3) for all vertices and down project it to
R

3, for each vertex. There are two possible ways of achieving this task. The first
way is to evaluate the sum and then down project the final result to obtain each
vertex in Euclidean form. The second way is to down project each term and
then add them to get the final result. Although not obvious, the second method
yields faster results since the addition of 4 multivectors (32-dimensional arrays)
and one down-projection is slower than down-projecting (up to) 4 multivectors
and adding 4 euclidean vectors of dimension 3.

A final implementation detail regards the weight evaluation for newly added
vertices in the cutting and tearing modules. In the former module, such vertices
necessarily lie on an edge of the original mesh, whose endpoints both lie on
different sides of the cutting plane. Another method is the one used in the
tearing module where the intersection point can also lie inside a face. Assuming
the point X lie somewhere on the face ABC, we can explicitly write OX =
pOA + qOB + rOC for some a, b, c ∈ [0, 1] such that p + q + r = 1. The tuple
(p, q, r) is called the barycentric coordinate of X with respect to the triangle
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ABC. Each of the vertices A,B,C are (usually) influenced by up to 4 bones, so
let us consider that they are all influenced by a set of N(≤ 12) vertices, where the
bones beside the original 4 have weight 0. Let wA, wB , wC , wX denote the vectors
containing the N weights that correspond to vertices A,B,C and X respectively,
for the same ordering of the N involved bones. To determine wX , we first evaluate
w = pwA + qwB + rwC and consider two cases. If w contains up to 4 non-zero
weights, then wX = w. Otherwise, since each vertex can be influenced by up to 4
bones, we keep the 4 greater values of w, set the others to zero, and normalize the
vector so that the sum of the 4 values add to 1; the final result is returned as wX .
We denote this weight as weight of X via barycentric coordinates. Variations of
this technique can be applied in both modules to prioritize or neglect influences
on vertices lying on a specific side of the cutting plane. Different variations of
the weight function allows for less artifacts, depending on the model and the
deformation subsequent to the cutting/tearing.

Performance: Running the Tearing algorithm in the arm model (5037 faces,
3069 vertices) it took 2437ms for the final output, for 34 intersection points.
Most of this time (2411ms) were needed just to determine which two faces
were intersected by the scalpel. Tearing the cylinders model (758 faces, 634
vertices) took 362ms for 17 intersection points. Again, most time (331ms) was
spend for the scalpel intersection. For the Cutting Algorithm, it took for the
cylinders model a total of 898ms: 42ms for vertex separation, 757ms for re-
triangulation of the 92 intersection points, 87ms to split faces in two meshes
and 12ms to update the weights. To cut the arm model, it took 22805ms, where
most of them (22547ms) were spent to re-triangulate the 90 intersection points.
These running times can be greatly improved as our current unoptimized CPU-
based Python implementation has to thoroughly search all faces for cuts/tears.
A GPU implementation optimized for multivector operations would allows to the
comparison of our proposed method with the current state-of-the-art methods.

Video: A video with our results can be found at https://bit.ly/3fsYkdZ.

4 Conclusions and Future Work

This work describes a way to perform model animation and deformation as well
as cutting and tearing under a single geometric framework called Conformal
Geometric Algebra. Our results were obtained using python but since our goal
is to have a full implementation in real-time virtual reality simulation we will
inevitably have to embed in C++ and ultimately Unity/Unreal Engine code. We
intend to combine the tearing module in conjunction with a physics engine to
obtain a realistic opening effect. A drilling module is in progress that will allow
the user to make holes on the skinned model; such a task is useful especially
for VR simulations of dental surgeries. Finally, it is our intention to minimize
running times to real-time implementation levels via optimization and the use
of recently developed acceleration techniques [10].

https://bit.ly/3fsYkdZ
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Abstract. The Delta robot is one of the most popular parallel robots
in industrial use today. In this paper we analyse the forward and inverse
kinematics of the robot from a geometric perspective using Conformal
Geometric Algebra. We calculate explicit formulae for all joints in both
the forward and inverse kinematic problems as well as explicit forward
and inverse Jacobians to allow for velocity and force control. Finally
we verify the kinematics in Python and simulate a physical model in
the Unity3D game engine to act as a test-bed for future development of
control algorithms.

1 Introduction

The Delta robot [1,2] was invented in 1985 by Raymond Clavel at EPFL after
being inspired by a visit to a chocolate packing factory [3]. It has since become a
particularly popular robot in industrial settings due to its good precision coupled
with high speed and acceleration.

The Delta robot is a specific type of robot known as a parallel manipulator.
Parallel manipulators, also known as parallel robots, are a class of robots that
feature end-effectors driven by multiple underactuated parallel kinematic chains
[4,5]. Typically a parallel robot is designed such that all actuators remain fixed
to the support structure of the robot thereby minimising the mass of the moving
parts of the robot and enabling very fast accelerations. Indeed this goal of high
speed/fast acceleration has been the primary driving force in the development of
parallel robots for industry and today architectures such as the Delta robot are
widespread in many high precision, high throughput manufacturing applications.
Parallel robots, while practically very useful, are often significantly more difficult
to analyse than their serial cousins due to the end-point position being a function
of the configuration of multiple kinematic chains.

Conformal Geometric Algebra (CGA) is a specific 5D representation of 3D
space that embeds geometric primitives and conformal transformations as ele-
ments of the same algebra [6,7]. Our mathematics in this paper will be phrased
within CGA. We will use the standard extension of the 3D geometric algebra,
where our 5D CGA space is made up of the standard Euclidean basis vectors
{ej}j = 1, 2, 3, where e2j = 1, plus two additional basis vectors, e and ē with sig-
natures, e2 = 1, ē2 = −1. Two null vectors can therefore be defined as: n∞ = e+ē
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N. Magnenat-Thalmann et al. (Eds.): CGI 2020, LNCS 12221, pp. 447–458, 2020.
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Fig. 1. Left: the 3D geometry of the delta robot. Right: The geometry of a single arm
in plane.

and n0 = ē−e
2 . The mapping of a 3D vector x to its conformal representation X

is given by X = F (x) = 1
2 (x2n∞ + 2x + 2n0).

In this paper we draw inspiration from the established literature of robotic
analysis in GA [12–20] as well as the previous literature on Delta robot kinemat-
ics [5,8,11] and combine them, leveraging the representational power of CGA
to illustrate the geometry of the constraints inherent in the mechanism of the
Delta robot.

2 Geometry of a Delta Robot

Since its inception, there have been many variants of the Delta robot [8]. In this
paper we will assume the simple robot described in this section and illustrated
in Fig. 1. The static part of the robot is a base plate to which three motors are
rigidly attached, we will assume a space in which the origin is at the centre of
this plate. Each motor shaft is rigidly attached to an ‘upper arm’ of length l;
we will number each upper arm i ∈ [1, 2, 3]. The connection point of the motor
and upper arm will be labelled Bi. The arm can only rotate in plane about the
motor axis as the motor shaft and upper arm are rigidly connected. We will refer
to the other end of this upper arm as the ‘elbow point’ and will label it Wi. At
the elbow point each arm is rigidly attached to a central point of a horizontal
rod we will refer to as the ‘elbow rod’. At each end of the elbow rod a ball joint
connects to a ‘forearm’ piece. The two forearm pieces for each arm are the same
length and, at the other end from the elbow rod, are connected to a rigid plate
that we will refer to as the end-effector plate. The point half-way between where
the two forearm rods connect to the end-effector plate is labelled Xi. We will
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label the point at the centre of the end-effector plate Y . Assuming the robot is
infinitely stiff, the end plate is constrained, due to this specific arrangement of
the forearms, to always remain parallel to the base plate and to have its in-plane
orientation fixed as well. The Delta robot is therefore a purely translational
mechanism.

The labels have assigned here will also serve as the notation for points in
conformal space; for example, the centre of the end-effector plate has 3D position,
y with Y = F (y).

3 Inverse Kinematics

The inverse kinematic problem for the Delta robot is summarised as follows: To
what angle relative to the base should we move the upper arms given we want
the centre of the end-effector plate to be in a specific position in 3D space?

Fig. 2. The geometry of the inverse kinematic problem. There are three spheres, one
for each arm of the robot, centred at the conformal points Xi. Each sphere intersects
with a circle centred at Bi allowing the extraction of the conformal elbow point Wi.

To solve this problem we need to work backwards from the 3D end-effector
plate position y to the motor angles θi considering the geometry of the robot
as we go. Starting at the end-effector plate the 3D points xi are translationally
offset in plane in the direction si giving xi = y + resi where re is the radius of
the end-effector plate. Due to the geometry of the robot the elbow point Wi is
constrained to lie on a sphere with radius equal to the length of the forearms
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ρ centred at this point xi. We can represent this sphere as a dual sphere in
conformal geometric algebra as follows:

Σ∗
i = Xi − 1

2
ρ2n∞

The elbow point is also simultaneously constrained to lie on a circle of radius l
centred at the motor shaft to upper-arm joint, Bi. We can represent this circle
as the dual circle C∗

i in CGA, where C∗
i is the intersection of a dual sphere of

radius l centred at the position Bi,
(
Bi − 1

2 l2n∞
)
, and the dual plane through

the origin, Bi and e3 which is given by I3(si ∧ e3). In CGA we calculate the
intersection of objects via the ‘meet’ operator, as both operands are in their
dual form however, here we simply need an outer product:

C∗
i =

(
Bi − 1

2
l2n∞

)
∧ (I3(si ∧ e3))

where e3 is the vertical unit vector. So long as y is within the reachable volume
of the robot there are two possible solutions for this pair of constraints. These
two solutions lie at the intersection points of the sphere and circle and the ‘meet’
operation of CGA provides us with a direct means to calculate these intersection
points. As with the circle, our sphere and circle are in the dual form (i.e. 1 and
2-vectors respectively), and so the point-pair bivector resulting from their meet
is calculated as simply their outer product followed by multiplication with the
5D pseudo-scalar, I5:

Ti = (C∗
i ∧ Σ∗

i )I5
The individual solutions can be extracted from this point-pair object by projec-
tion operators [6]:

Pi =
1
2

(

1 +
Ti√
T 2

i

)

Wi = −P̃i(Ti · n∞)Pi

We can then convert from the CGA to the 3D vector point:

wi = −
∑j=3

j=1(Wi · ej)ej

Wi · n∞
and so, with a little trigonometry we can extract the motor angles:

θi = atan2(zi · e3, zi · si), zi = wi − rbsi

Figure 2 illustrates the geometry of the inverse kinematic problem graphically.

4 Forward Kinematics

The forward kinematic problem is, in some sense, the opposite of the inverse
kinematic one. Our goal here is to calculate the 3D vector position of the end-
effector plate y given the motor angles θi, i ∈ [1, 2, 3].



The Forward and Inverse Kinematics of a Delta Robot 451

Fig. 3. The geometry of the forward kinematic problem. Each motor connects to an
upper arm at position Bi. The upper arms end in the elbow point Wi. Each elbow
point has an associated pseudo-elbow point Ai and forearm constraint sphere. All
three constraint spheres meet at the centre of the end-point plate, Y .

To solve the forward kinematic problem we will consider the robot one arm
at a time. For a given arm motor angle θi the 3D position of the elbow point wi

can be calculated as:

wi = (rb + l cos(θi))si + l sin(θi)e3

For each arm we will now define a pseudo-elbow point, ai which is offset hori-
zontally from the true elbow point by the radius of the end effector plate and in
the direction of the origin.

ai = (rb − re + l cos(θi))si + l sin(θi)e3

The equivalent CGA point is then:

Ai =
1
2
a2

i n∞ + ai + n0

Given the geometry of the robot, these pseudo-elbow points all lie a distance
equal to the length of the robot’s forearms, ρ, from the centre of the end-point
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plate Y . Geometrically these fixed distance constraints manifest themselves as
spheres, which we will label Σi, on which the centre of the end-point plate can
lie:

Σ∗
i = Ai − 1

2
ρ2n∞

Each arm contributes one constraint sphere and the intersection of the three
spheres produces a point-pair, T , that represents the two possible configurations
of the end-plate:

T = I5

i=3∧

i=1

Σ∗
i

where the
∧

notation implies an outer product of all elements following it.
Practically only one of these possible solutions is feasible, the solution which

places Y at a greater position along the e3 axis. We can once again get the 3D
position of this point, y by extracting the point with projectors.

P =
1
2

(
1 +

T√
T 2

)

y =
−∑j=3

j=1(Y · ej)ej

Y · n∞
, Y = −P̃ (T · n∞)P,

Figure 3 illustrates the geometry of the forward kinematic problem.

5 The Inverse Jacobian

Knowing static kinematic solutions is useful but to do more advanced analysis
of the Delta robot mechanism we need to look at derivatives. We will start
with inverse kinematics and ask ourselves the question, if the end-point plate
moves with a specific velocity what speeds must the motors be moving at to be
compatible?

First we will write the 3D end-point plate position as a linear combination
of basis vectors with coefficients denoted αj , j ∈ 1, 2, 3:

y = α1e1 + α2e2 + α3e3

Our goal now becomes to calculate the partial derivative of each motor angle
with respect to one each of these α coefficients. Taking partial derivatives of y
with respect to one of the αj coefficients trivially gives:

∂y

∂αj
= ej

For now we do not need to worry about which α parameter we are taking
derivatives with respect to, so we will leave the derivative of the end-point written
as ∂y

∂α . Using this notation, our ultimate goal in this section is to find an equation
for the partial derivative of a given motor angle θi with respect to α, i.e. ∂θi

∂α . To
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find ∂θi

∂α we select a specific robot arm i and work back through its joints from
the end-point.

The first joint position of interest is xi, we saw in Sect. 3 that:

xi = y + resi

Taking partial derivatives gives:

∂xi

∂α
=

∂y

∂α

The 3D point xi can then be represented as the CGA point Xi:

Xi =
1
2
x2

i n∞ + xi + n0

The derivative of this CGA point is then easily found:

∂Xi

∂α
=

(
∂xi

∂α
· xi

)
n∞ +

∂xi

∂α

We then form the dual constraint sphere:

Σ∗
i = Xi − 1

2
ρ2n∞

which, as the radius is fixed, has partial derivative:

∂Σ∗
i

∂α
=

∂Xi

∂α

As we saw in the previous section, the intersection of this dual constraint sphere
Σ∗

i and the dual circle C∗
i centred on the motor shaft produces a point-pair Ti

that represents the two possible elbow positions for that arm:

C∗
i =

(
Bi − 1

2
l2n∞

)
∧ (I3(si ∧ e3))

Ti = (Σ∗
i ∧ C∗

i )∗

The outer product and taking the dual are both linear, which means that taking
derivatives is particularly easy here:

∂Ti

∂α
=

(
∂Σ∗

i

∂α
∧ C∗

i

)∗

Of course the elbow can only actually be in one position which we can extract
via projection operators:

Pi =
1
2

(

1 +
Ti√
T 2

i

)

,
∂Pi

∂α
=

1
2T 2

i

(√
T 2

i

∂Ti

∂α
− Ti

∂Ti

∂α · Ti√
T 2

i

)

Wi = −P̃i(Ti · n∞)Pi

∂Wi

∂α
= −∂P̃i

∂α
(Ti · n∞)Pi − P̃i

(
∂Ti

∂α
· n∞

)
Pi − P̃i(Ti · n∞)

∂Pi

∂α
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We can then convert from the CGA to the 3D vector point:

wi = −
∑j=3

j=1(Wi · ej)ej

Wi · n∞
∂wi

∂α
=

−∑j=3
j=1

(
∂Wi

∂α · ej

)
ej(Wi · n∞) +

∑j=3
j=1 (Wi · ej) ej

(
∂Wi

∂α · n∞
)

(Wi · n∞)2

and use this to form the derivative of the motor angles with regard to α:

zi = wi − rbsi,
∂zi

∂α
=

∂wi

∂α
θi = atan2(zi · e3, zi · si)

∂θi

∂α
=

zi · si

|zi · si|
(zi · si)

(
∂zi

∂α · e3
) − (zi · e3)

(
∂zi

∂α · si

)

z2i

This finally gives us an expression for the derivative of the motor angle with
respect to the α of the endpoint. Typically in engineering scenarios we would
construct a matrix of the partial derivatives with respect to αj , j ∈ 1, 2, 3,
known as the Jacobian matrix:

J∗ =

⎡

⎢
⎣

∂θ1
∂α1

∂θ1
∂α2

∂θ1
∂α3

∂θ2
∂α1

∂θ2
∂α2

∂θ2
∂α3

∂θ3
∂α1

∂θ3
∂α2

∂θ3
∂α3

⎤

⎥
⎦

This matrix can then be used to convert an end-point velocity vector to a set of
motor velocities: ⎡

⎣
∂θ1
∂t

∂θ2
∂t

∂θ3
∂t

⎤

⎦ = J∗

⎡

⎣
∂α1
∂t

∂α2
∂t

∂α3
∂t

⎤

⎦

As it is the Jacobian matrix for the inverse kinematic problem, this matrix is
specifically labelled the inverse Jacobian matrix.

6 The Forward Jacobian

Many problems in robotics require us to take derivatives of the forward kinematic
equations. Specifically, we need to know the end-point plate velocity as a function
of the motor speeds.

Our forward kinematic solution begins with calculating the position of the
elbow point for a given arm i:

wi = (rb + l cos(θi))si + l sin(θi)e3,
∂wi

∂θi
= −l sin(θi)si + l cos(θi)e3

With the elbow point we can then calculate the pseudo-elbow point:

ai = wi − resi,
∂ai

∂θi
=

∂wi

∂θi
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We then convert the pseudo-elbow to a CGA point:

Ai =
1
2
a2

i n∞ + ai + n0,
∂Ai

∂θi
=

(
∂ai

∂θi
· ai

)
n∞ +

∂ai

∂θi

The forearm length dual constraint sphere can then be constructed about the
pseudo-elbow point

Σ∗
i = Ai − 1

2
ρ2n∞,

∂Σ∗
i

∂θi
=

∂Ai

∂θi

The intersection of all three constraint spheres, one from each arm, produces the
point pair on which the solution lies.

T = (Σ1 ∨ Σ2 ∨ Σ3) ≡ I5(Σ∗
1 ∧ Σ∗

2 ∧ Σ∗
3 )

We can take derivatives of this point-pair with respect to each of the motor
angles:

∂T

∂θ1
= I5

(
∂Σ∗

1

∂θ1
∧ Σ∗

2 ∧ Σ∗
3

)
,

∂T

∂θ2
= I5

(
Σ∗

1 ∧ ∂Σ∗
2

∂θ2
∧ Σ∗

3

)

∂T

∂θ3
= I5

(
Σ∗

1 ∧ Σ∗
2 ∧ ∂Σ∗

3

∂θ3

)

We can re-write these derivatives as follows:

∂T

∂θi
= (−1)i−1I5

(
∂Σ∗

i

∂θi
∧ C∗

)
, where C∗ =

∧

j∈1,2,3 j �=i

Σ∗
j (1)

Practically, when we take partial derivatives with respect to one θ at a time
we are effectively freezing two of the motors in position and moving the third.
Geometrically, this process forces the end-point plate to move along the surface
of the circle formed by the intersection of the two constraint spheres centred at
the pseudo-elbow points of the frozen motors.

Figure 4 shows the geometric significance of Eq. 1. To get the end-point plate
position we again extract one end of the point-pair T :

P =
1
2

(
1 +

T√
T 2

)
,

∂P

∂θi
=

1
2T 2

(√
T 2

∂T

∂θi
− T

∂T
∂θi

· T√
T 2

)

Y = −P̃ (T ·n∞)P,
∂Y

∂θi
= −∂P̃

∂θi
(T ·n∞)P −P̃

(
∂T

∂θi
· n∞

)
P −P̃ (T ·n∞)

∂P

∂θi

Finally we convert our end-point back to a 3D point:

y =
−∑j=3

j=1(Y · ej)ej

Y · n∞
∂y

∂θi
=

−∑j=3
j=1

(
∂Y
∂θi

· ej

)
ej(Y · n∞) +

∑j=3
j=1 (Y · ej) ej( ∂Y

∂θi
· n∞)

(Y · n∞)2
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Fig. 4. With two limbs frozen the end-point plate is constrained to move such that its
centre always lies on the circle (shown in red) formed from the intersection of the other
two limbs’ constraint spheres.

We can write the end-point plate position as:

y = α1e1 + α2e2 + α3e3,
∂y

∂θi
=

∂α1

∂θi
e1 +

∂α2

∂θi
e2 +

∂α3

∂θi
e3

With ∂y
∂θi

we are therefore in a position to build the forward Jacobian matrix:

J =

⎡

⎢
⎣

∂y
∂θ1

· e1
∂y
∂θ2

· e1
∂y
∂θ3

· e1
∂y
∂θ1

· e2
∂y
∂θ2

· e2
∂y
∂θ3

· e2
∂y
∂θ1

· e3
∂y
∂θ2

· e3
∂y
∂θ3

· e3

⎤

⎥
⎦

The inverse Jacobian matrix and the forward Jacobian matrix are, as the names
suggest, inverse to each other.

JJ∗ = I

7 Simulation and Verification in Python and Unity3D

To verify our derivatives we implemented the above mathematics in the Clifford
Python package [10] and tested it against a central differences approximation.

Fig. 5. Intersections of geometric primitives calculated and visualised with the Unity3D
CGA library
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With the mathematics verified we constructed a CGA Unity3D library based
on the C# output of the ganja.js [9] code generator. Figure 5 shows examples of
this library being used to intersect circles, lines, spheres and planes in Unity3D.
Alongside the CGA library we also constructed a physical delta robot model
using Unity3D’s built-in joint system and physics system, the right hand side
of Fig. 6 shows the model in the Unity3D scene view. The simulated physical
model of the robot allows us to design and tune a controller safely and for low
cost without requiring us to build or buy a real Delta robot.

The CGA Unity3D library and simulated physical robot together form a test-
bed for the design and tuning of control systems. On the left hand side of Fig. 6
is the representation of the robot to a controller constructed using the CGA
library and the mathematics described in the previous sections.

Fig. 6. Left: The internal robot geometry model of the controller. Right: The physically
simulated Delta robot in Unity3D.

8 Conclusion

In this paper we have derived, step-by-step, the forward and inverse kinematic
solutions for a Delta robot in CGA as well as the forward and inverse Jaco-
bian matrices. We then implemented the mathematics in Python and C# before
simulating a physical robot model in Unity3D and using our mathematics to
design a basic position and velocity control system to position the end-plate of
the robot.
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Abstract. In this paper we tackle the problem of constrained rigid body
dynamics in the Conformal and Projective Geometric Algebras (CGA,
PGA). First we construct a screw-theory based formulation of dynamics
in CGA and note the equivalence between this and the PGA dynamics
presented by Gunn in [1]. After verifying the formulation via simula-
tion, we move on to the challenge of adding constraints. First we apply
the standard mechanical engineering technique of virtual power to the
constraint problem in our Geometric Algebra (GA) framework. We then
discuss a novel technique for ‘pinning’ dynamic rigid bodies to geometric
primitives, a technique that relies on the invariance of certain multivec-
tors and functions of multivectors to specific rotor transformations.

1 Forces, Moments and Static Equilibrium

For a rigid body to be in static equilibrium certain conditions have to be met.
Specifically, there can be no net moment about its centre of mass and no net
force acting on it.

1.1 Forces as Dual Lines in CGA

Let us consider how we might go about representing a force as a line in CGA (a
detailed description of CGA is beyond the scope of this paper, instead for back-
ground the reader is directed towards [7]). First, consider a force represented by
the 3D vector f and passing through point a, we could write this as a 6D vector
representing the ‘force line’ F . This 6D representation is known as the Plücker
coordinates of the line [2], and is made up of the force vector and moment:

F =
[

f
a × f

]

We could represent this same force line in CGA as the outer product of two
points and infinity. This object has a magnitude equal to the intensity of the
force:

F = up (a) ∧ up (a + f) ∧ n∞, F 2 = |f |2

c© Springer Nature Switzerland AG 2020
N. Magnenat-Thalmann et al. (Eds.): CGI 2020, LNCS 12221, pp. 459–471, 2020.
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where up (x) denotes the standard embedding of a point x as a 5D conformal
point X = 1

2x2n∞ + x + n0. Consider the dual form of this CGA line:

FI5 = fI3 − (a ∧ f)I3n∞

This looks very similar to the 6D Plücker representation and in fact, on inspec-
tion, we see that there is a direct mapping between the two. First, look at the
first term, fI3. This is the 3D dual to a 3D vector, giving a bivector, specif-
ically the Euclidean bivector orthogonal to f . Now consider the second term:
−(a ∧ f)I3n∞. −(a ∧ f)I3 is the 3D GA equivalent of the cross product, i.e. a
vector equal to a × f , just like the lower 3 elements of the 6D plucker represen-
tation. As −(a∧f)I3 is a Euclidean vector this makes −(a∧f)I3n∞ the form of
a CGA ‘direction bivector’. An important point to note is that under addition
the two terms in the formula behave independently, just like in the 6D Plücker
representation, i.e.

λ1F1I5 + λ2F2I5 = (λ1f1 + λ2f2)I3 − (λ1a1 ∧ f1 + λ2a2 ∧ f2)I3n∞

Setting λ1 = λ2 and f1 = f = −f2 in the above leaves us with two anti-parallel
forces:

F1I5 + F2I5 = −(a1 ∧ f − a2 ∧ f)I3n∞

which we could re-write as:
B = bn∞

As previously mentioned this is in the form of a CGA ‘direction bivector’. These
bivectors have the interesting property of being invariant to the action of transla-
tion rotors, effectively making them free vectors in the physics sense. Physically
two anti-parallel forces create a force couple, a pure moment, and so we will take
objects of the form bn∞ to be representations of moments in our scheme. This
seems apt as, physically, a pure moment is often thought of as a free vector.

We can now write down the static equilibrium conditions directly as:
∑

i

FiI5 +
∑

j

Bj = 0

where Fi represent external forces acting on a rigid body and Bj represent
external moments acting on the body.

1.2 Forces as Lines in PGA

In PGA the canonical way to describe a line is as the intersection of two planes.
As by default in PGA we are in a so called ‘inner product null space’ or IPNS we
perform the intersection of these two planes by the outer product. Let’s break
this down component-wise for the intersection of two planes:

P1 = m1 + d1e0, P2 = m2 + d2e0

L = P1 ∧ P2 = (m1 + d1e0) ∧ (m2 + d2e0)

= m1 ∧ m2 + (d2m1 − d1m2) ∧ e0
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we can now re-write this in terms that look more familiar:

L = mlI3 − (a ∧ ml)I3e0

In this form the line looks very similar to the CGA representation of the line.
The line squares to a scalar, there is a section that is a euclidean bivector and
a section that is a null bivector. In fact the only thing that we have changed
is the form of the null element. In CGA we typically use the null element n∞
constructed from the sum of two orthogonal basis vectors, one squaring to +1
and one to −1. Here in PGA the null element e0 is itself a basis vector. For our
6D force line representation we therefore have exactly the same mapping as we
did in CGA:

F = fI3 − (a ∧ f)I3e0
and so moments appear as:

B = be0

We note that this is, in fact, the same formulation as is used by Gunn in [1].

2 Time Derivatives of Frame Transformations

Before diving into dynamics, we will lay down some notation. A rotor R takes
a multivector U from a frame attached to the rigid body to a multivector V
expressed in the world frame:

V = RUR̃, U = R̃V R

We will also take first and second time derivatives as we will need them later:

U̇ = ˙̃RV R + R̃(V̇ R + V Ṙ)

Ü = ¨̃RV R + 2 ˙̃R(V̇ R + V Ṙ) + R̃V̈ R + 2R̃V̇ Ṙ + R̃V R̈ (1)
Standard results [3–5] tell us we can write:

Ṙ = −1
2
ḂwR (2)

where the quantity Ḃw is a generalised instantaneous screw velocity, expressed
in the world frame. Geometrically it is a screw and we can transform it just like
any other screw between frames. We can therefore write Ḃw = RḂR̃ and change
Eq. (2) to:

Ṙ = −1
2
RḂR̃R = −1

2
RḂ (3)

where Ḃ is the velocity bivector expressed in the body frame. For reference the
reverse of this quantity is:

˙̃R = −1
2

˙̃BR̃

To take further time derivatives we can just use the chain rule:

R̈ = −1
2
RB̈ − 1

2
ṘḂ, ¨̃R = −1

2
¨̃BR̃ − 1

2
˙̃B ˙̃R (4)
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3 Momentum and Inertia

3.1 Screw Momentum

In traditional 3D dynamics formulations we specify that resultant force is the
rate of change of linear momentum and resultant moment is the rate of change
of angular momentum. In a screw formulation we can specify that, for a body
under the influence of multiple external forces Wi, the resultant wrench Wr is
the rate of change of screw momentum Ω with time:

Wr =
∑

Wi =
∂Ω

∂t

We can, of course, write this whether we are working in CGA or PGA.

3.2 The Screw Inertia Tensor

In 3D dynamics we are used to the idea of converting between linear velocity and
linear momentum via multiplication or division by the mass of the rigid body:

ρl = mvl

When it comes to angular velocity and angular momentum however we have a
more complicated relationship. In fact, for a body centred reference frame, the
two are related by a diagonal matrix known as the inertia tensor that we label
here as M :

ρa = Mva

We can extend the inertia tensor concept to the CGA motor bivectors (by
which we mean the bivectors that when exponentiated produce the motors) using
their reciprocal frame. An important thing to note here is that this is different
to the concept in screw theory [8] of a screw and a twist being reciprocal, which
we will come to later when considering virtual work and power.

The reciprocal frame of the motor bivectors in CGA is as follows:

−e1I3, −e2I3, −e3I3, e1 ∧ n0, e2 ∧ n0, e3 ∧ n0

Which we can break into the two groups:

li = eiI3, li = −eiI3

ti = ei ∧ n∞, ti = ei ∧ n0

and so with these we can construct an inertia tensor:

Ω = M(Ḃ) = m
i=3∑

i=1

[
(Ḃ · ti)li + γi(Ḃ · li)ti

]

we can also construct the inverse inertia tensor:

M−1(Ω) = Ḃ =
1

m

i=3∑

i=1

[
1

γi
(Ω · ti)li + (Ω · li)ti

]
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This inertia tensor performs a ‘flip’ of the input bivectors, as well as re-scaling
component-wise. Effectively our inertia tensor does the following mapping:

e1I3 → e1 ∧ n∞, e1 ∧ n∞ → e1I3

e2I3 → e2 ∧ n∞, e2 ∧ n∞ → e2I3

e3I3 → e3 ∧ n∞, e3 ∧ n∞ → e3I3

This reciprocal frame construction works for many algebras but for degenerate
metric algebras such as PGA the fact that we have an element squaring to zero
means this setup won’t work. Instead we need to do something a little different.
The degenerate metric approach to reciprocal frames [6] is to consider some
blade which we will label xi that wedges with a given blade of magnitude bi i.e.
bixi to produce the pseudoscalar with magnitude bi i.e. bixi ∧ xi = biI. Clearly,
despite us labelling it xi, this object is not quite the same as the reciprocal frame
although it allows us to perform the same function of coordinate free coefficient
selection producing the magnitude bi as the scalar coefficient of the pseudoscalar.
Let’s identify this pseudo-reciprocal frame for the PGA bivectors:

e1 ∧ e2 → −e3 ∧ e0, e1 ∧ e0 → −e2 ∧ e3

e1 ∧ e3 → e2 ∧ e0, e2 ∧ e0 → e1 ∧ e3

e2 ∧ e3 → −e1 ∧ e0, e3 ∧ e0 → −e1 ∧ e2

Comparing the PGA pseudo-reciprocal frame mapping with that of our CGA-
inertia tensor mapping it is immediately clear that they are equivalent up to a
minus sign. Let’s define a function to perform this PGA mapping, we will call it
J and it will do the following:

J(bixi) = 〈bixi ∧ xi〉e1230x
i = bix

i

where the syntax 〈A〉e1230 returns the scalar coefficient of e1 ∧ e2 ∧ e3 ∧ e0 in A.
We can extend this operation to combinations of basis elements by linearity so
that for X =

∑
i bixi:

XJ = J(X) = J

(∑
i

bixi

)
=

∑
i

J(bixi)

As with our CGA reciprocal frame let’s now write our PGA pseudo-reciprocal
frame in two groups:

li = eiI3, li = ei ∧ e0

ti = ei ∧ e0, ti = eiI3

This means we can write our PGA inertia tensor and inverse as:

Ω = M(Ḃ) = −m
i=3∑

i=1

[
〈Ḃ ∧ li〉e1230li + γi〈Ḃ ∧ ti〉e1230ti

]
(5)
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M−1(Ω) = Ḃ = − 1

m

i=3∑

i=1

[
1

γi
〈Ω ∧ li〉e1230li + 〈Ω ∧ ti〉e1230ti

]
(6)

We could also apply the J map first to first ‘flip’ the input and apply a
component-wise scaling A to the result:

Ω = M(Ḃ) = A[J(Ḃ)]

4 Unconstrained Rigid Body Dynamics

Fig. 1. A cuboid is simulated spinning about its 2nd principal axis of inertia while
translating linearly. Due to the intermediate axis theorem small instabilities in the
rotation build quickly causing rapid flips in orientation. Despite these rapid flips the
linear motion of the centre of mass is unaffected. Blue: the path of the centre of mass,
Green, Red, Orange: the path of several vertices on the cuboid as it undergoes a flip
in orientation. (Color figure online)

Equipped with forces, moments, momentum, velocities and inertia tensors
we are now at a position where we can formulate the equations of motion and
simulate them. We will start by considering the dynamics of an unconstrained
rigid body moving under the influence of external forces and moments. We can
write the state of our rigid body at a time t and its first time derivative as
(Fig. 1):

Yt =
[
Rt

Ωt

]
, Ẏt =

[
Ṙt

Ω̇t

]
=

[− 1
2RtḂt

RtWbtR̃t

]

where Ωt is the momentum bivector at time t expressed in the world frame and
Wbt is the result external wrench acting on the body expressed in the body
frame. From this point on we will drop the t subscript and simply state that all
variables are functions of time. From our discussion in the previous section we
know that we can further expand Ḃ using the inverse inertia tensor M−1:

Ḃ = M−1[R̃ΩR]
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Re-writing the time derivative of the state with this equation for Ḃ gives:

Ẏ =

[
Ṙ

Ω̇

]
=

[− 1
2
RM−1[R̃ΩR]

RWbR̃

]

5 Constrained Dynamics via Virtual Power

To impose a constraint on our dynamics model we will use the concept of a
reaction wrench. The reaction wrench provides a combined external force and
moment that acts on the rigid body in addition to the other external wrenches
and, in doing so, forces the body to move in a way that respects the constraints.
We will write Wb as the sum of external wrenches S plus some reaction wrench
F caused by the constraints. As we already know S, all we need to calculate F
is the value of Wb required to keep the constraints valid.

In traditional constrained dynamics work the concepts of virtual work and
virtual power are widespread. In the virtual work/virtual power literature con-
straints are enforced by imagining several independent virtual reaction forces
and moments at the constraint position and ensuring that any velocity of the
body produces zero power against these forces/moments. In the screw frame-
work that we have developed the virtual power P produced by a virtual world
frame wrench T when the body moves with a body frame screw velocity Ḃ is
given by:

P = Ḃ ∧ (R̃TR)

and, for CGA, is of the form:
P = pI3n∞

where p is a virtual scalar power. Differentiating this gives:

Ṗ = B̈ ∧ (R̃TR) + Ḃ ∧
(

˙̃RTR + R̃(ṪR + TṘ)
)

We can now substitute in our dynamics equation for B̈:

B̈ = M−1[ ˙̃RΩR + Wb + R̃ΩṘ]

Ṗ = M−1[ ˙̃RΩR + Wb + R̃ΩṘ] ∧ (R̃TR) + Ḃ ∧
(

˙̃RTR + R̃(ṪR + TṘ)
)

Setting the virtual power and rate of change of virtual power to 0 gives us the
virtual power condition for our constraint:

0 = Ḃ ∧ (R̃TR)

Setting the rate of change of virtual power to be zero allows us to write:

M−1[ ˙̃RΩR + Wb + R̃ΩṘ] ∧ (R̃TR) = −Ḃ ∧
(

˙̃RTR + R̃(ṪR + TṘ)
)

M−1[Wb] ∧ (R̃TR) = −M−1[ ˙̃RΩR + R̃ΩṘ] ∧ (R̃TR) − Ḃ ∧
(

˙̃RTR + R̃(ṪR + TṘ)
)



466 H. Hadfield and J. Lasenby

If T is a static constraint we can specify that Ṫ = 0 leaving us with:

M−1[Wb] ∧ (R̃TR) = −M−1[ ˙̃RΩR + R̃ΩṘ] ∧ (R̃TR) − Ḃ ∧
(

˙̃RTR + R̃T Ṙ
)

Which can again be solved for Wb and hence F .
If we specify the way that T varies with time we can add curved surface

constraints. Consider a situation in which a rigid body is constrained such that
one point A always touches a sphere centred at point V . Given the point is
always touching the sphere we know that T must always be parallel to the line
joining A and V , we would therefore write:

T = A ∧ V ∧ n∞

taking a time derivative of this we see:

Ṫ = Ȧ ∧ V ∧ n∞

As A is driven by the rotor R, we get:

A = RA0R̃, Ȧ = ṘA0R̃ + RA0
˙̃R

and so:
Ṫ = (ṘA0R̃ + RA0

˙̃R) ∧ V ∧ n∞

We can then directly substitute this into:

M−1[Wb]∧(R̃TR) = −M−1[ ˙̃RΩR+R̃ΩṘ]∧(R̃TR)−Ḃ∧
(

˙̃RTR + R̃(ṪR + TṘ)
)

and so calculate Wb. To constrain this same point to a circle we would add
an additional planar constraint (or indeed another spherical one), i.e. the point
must lie on the plane in which the circle lies and on the sphere of which the
circle is the equator.

6 Constrained Dynamics by Pinned Multivectors

As in Sect. 2 consider again a geometric primitive represented by multivector U
in the body frame and the same geometric primitive represented by multivector
V when expressed in the world frame. As we saw before the two multivectors
can be related by the rotor R:

V = RUR̃, U = R̃V R

We also saw previously that we can calculate the first and second time derivatives
of this relationship giving us the expressions:

U̇ = ˙̃RV R + R̃(V̇ R + V Ṙ)

Ü = ¨̃RV R + ˙̃R(V̇ R + V Ṙ) + ˙̃R(V̇ R + V Ṙ) + R̃(V̈ R + 2V̇ Ṙ + V R̈)

= ¨̃RV R + 2 ˙̃R(V̇ R + V Ṙ) + R̃V̈ R + 2R̃V̇ Ṙ + R̃V R̈
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Let’s take a second and think about what these expressions mean physically.
Essentially we have two ‘views’ of the same object, one in body space and one in
world space. For example we can imagine the U is a point attached to our rigid
body and V is a point in the world that point is also attached to. In a sense we
are ‘pinning’ the rigid body to V by its extremity U (Fig. 2).

Fig. 2. Left: A physical pendulum moves under the effect of gravity and with a starting
linear momentum. It is constrained such that a line, coincident with one end of the
pendulum shown in blue, is pinned between the body and world reference frames. The
symmetry of the line leads to constrained motion along and about the line. Right: A
spinning cone is affected by gravity but is constrained such that its end point, shown
in blue, does not move. Precession and nutation are observable in the movement of
the centre of mass, shown in green, and a point on the rim of the cone, shown in red.
(Color figure online)

Lets consider first the case that both of these ‘views’ of the object are fixed,
i.e. the position and orientation of U cannot change with respect to the coordi-
nate system of the body and the position and orientation of V cannot change
with respect to the origin. Mathematically we are stating that U̇ , Ü , V̇ , V̈ = 0.
If we substitute these values into (1) for the time derivatives we end up with the
following equation:

0 = ¨̃RV R + R̃V R̈ + 2 ˙̃RV Ṙ (7)

This equation is a constraint on the second time derivative of R that will ensure
that U and V do not vary with time. We can go a step further here and substitute
our expression for R̈ from Eq. (4), leading to:

0 = −1
2

¨̃BR̃V R − 1
2

˙̃B ˙̃RV R − 1
2
R̃V RB̈ − 1

2
R̃V ṘḂ + 2 ˙̃RV Ṙ

Now if we substitute in Ṙ = − 1
2RḂ and ˙̃R = − 1

2
˙̃BR̃:

0 = −1
2

¨̃BR̃V R +
1
4

˙̃B ˙̃BR̃V R − 1
2
R̃V RB̈ +

1
4
R̃V RḂḂ +

1
2

˙̃BR̃V RḂ
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Simplify and gather, substituting U = R̃V R:

0 = −1
2

¨̃BU − 1
2
UB̈ +

1
4

˙̃B2U +
1
4
UḂ2 +

1
2

˙̃BUḂ

Now separate the terms with B̈:

1
2

¨̃BU +
1
2
UB̈ =

1
4

˙̃B2U +
1
4
UḂ2 +

1
2

˙̃BUḂ

As Ḃ, B̈ are bivectors their reverse is just a negation:

− 1
2
B̈U +

1
2
UB̈ =

1
4
Ḃ2U +

1
4
UḂ2 − 1

2
ḂUḂ (8)

We have done a lot of algebra but so far appear to be no closer to calculating our
reaction wrench. If we calculate an expression for B̈ however we start to make
headway towards a solution:

B̈ = M−1[ ˙̃RΩR + R̃Ω̇R + R̃ΩṘ]

using Wb = R̃Ω̇R we can also write:

B̈ = M−1[ ˙̃RΩR + R̃ΩṘ] + M−1[Wb] (9)

and so we can now substitute in on the left hand side of Eq. (8) for B̈:

LHS = −1

2

(
M−1[ ˙̃RΩR + R̃ΩṘ] + M−1[Wb]

)
U +

1

2
U

(
M−1[ ˙̃RΩR + R̃ΩṘ] + M−1[Wb]

)

Now we separate out the terms with Wb

= −1

2
M−1[Wb]U +

1

2
UM−1[Wb] +

(
−1

2
M−1[ ˙̃RΩR + R̃ΩṘ]U +

1

2
UM−1[ ˙̃RΩR + R̃ΩṘ]

)

and take all the stuff in brackets onto the right side of the equation. We now
have something of the form:

−1
2
M−1[Wb]U +

1
2
UM−1[Wb] = Some function of R,Ω,U

We can rewrite this to use the commutator product:

(U × M−1[Wb]) = Some function of R,Ω,U (10)

If we now decide to write our total bivector wrench Wb as the sum of external
wrenches S plus some reaction wrench F caused by the constraints:

(U × M−1[F ]) = −(U × M−1[S]) + Some function of R,Ω,U

we now have a constraint expression that fixes the reaction wrench F as a func-
tion of the state of the system and the forces applied to it.

For a given R,Ω,U this constraint is linear in F and can be solved for F so
long as we provide a correct basis for the constraint wrench. An important point
to make here is that this discussion has been entirely algebra agnostic, i.e. this
framework works equally well for CGA, PGA or indeed many other geometric
algebras, a topic that we will return to later on.
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7 Pinning Parametric Multivectors Paths

So far in our construction of multivector pinning constraints we have assumed
that the objects that we are pinning are static in both the world and body
frame. When working with constrained dynamics in the real world we often
want to affix parts of our rigid body to moving things in the real world, such as
a manipulator attached to the moving end-point of a robot, or a flywheel fixed
in a moving vehicle. Consider once again Eq. (1):

Ü = ¨̃RV R + 2 ˙̃R(V̇ R + V Ṙ) + R̃V̈ R + 2R̃V̇ Ṙ + R̃V R̈

In the previous section we enforced static multivector constraints by setting
U̇ , Ü , V̇ , V̈ to zero, rearranging to isolate the R̈ terms and solving the resultant
linear equation for Wb. Now we will relax the static constraint and consider
the cases when U, V are known time varying multivector functions, i.e. when
U̇ , Ü , V̇ , V̈ �= 0.

First note we can still rearrange to separate terms in R̈:

¨̃RV R + R̃V R̈ = −2 ˙̃R(V̇ R + V Ṙ) − R̃V̈ R − 2R̃V̇ Ṙ + Ü

and we can continue as in our previous analysis by breaking up R̈ as a function
of B̈ and extracting Wb:

¨̃RV R + R̃V R̈ = (−1
2

¨̃BR̃ − 1
2

˙̃B ˙̃R)V R + R̃V (−1
2
RB̈ − 1

2
ṘḂ)

Continuing to substitute expressions as before we can expand this to the form:

(R̃V R) × M−1[F ] = − Ü + M−1[S] × (R̃V R) + 2 ˙̃R(V̇ R + V Ṙ) + R̃V̈ R + 2R̃V̇ Ṙ

+ M−1[ ˙̃RΩR + R̃ΩṘ] × (R̃V R) − 1

2
˙̃B ˙̃RV R − 1

2
R̃V ṘḂ

if we substitute U = R̃V R we have eventually got to a position where:

(U × M−1[F ]) = Some function of R,Ω,U, U̇ , Ü , V, V̇ , V̈ , S

Again this is a linear function in F and solvable so long as it is of sufficient
rank. What this means practically is that we can set U and V to follow any
desired path we like in their respective spaces and extract the reaction forces
and moments acting on the body that are required to keep them pinned to each
other.

8 Pinning Linear Functions of Parametric Multivector
Paths

In the previous two sections we dealt directly with transformations that pin static
multivectors or time varying multivector paths directly to each other in space.
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Fig. 3. A physical pendulum moves under gravity is constrained such that one end of
it, shown in blue, is always in contact with the surface of an object. The green trace
shows the midpoint of the pendulum and the red shows the free end. Left: a sphere.
Right: a circle. (Color figure online)

In many practical situations what we would really like to pin is a linear function
of one multivector to another. For example we could pin the outer product
of a point in the body frame and a plane in the world frame to 0, effectively
forcing them to be coincident without specifying anything about their relative
orientation (unlike in the transformed plane invariant case). Mathematically we
can express our linear function constraint as A[ ] and time derivatives as:

U = A
[
R̃V R

]
, U̇ = A

[
˙̃RV R + R̃(V̇ R + V Ṙ)

]

Ü = A
[

¨̃RV R + 2 ˙̃R(V̇ R + V Ṙ) + R̃V̈ R + 2R̃V̇ Ṙ + R̃V R̈
]

Once again we can rearrange:

A
[

¨̃RV R + R̃V R̈
]

= A
[
−2 ˙̃R(V̇ R + V Ṙ) − R̃V̈ R − 2R̃V̇ Ṙ

]
+ Ü

leading to an equation of the form:

A
[
(R̃V R) × M

−1
[F ]

]
= A

[
−((R̃V R) × M

−1
[S]) + Some function of R, Ω, U, U̇, Ü, V, V̇ , V̈

]
− Ü

Again this is linear and solvable as before. Figure 3 shows the simulation with
the Clifford Python library [9] of two cases in which the linear function is the
outer product with one end of a physical pendulum.

9 Conclusion

In this paper we have looked at forces, moments, free and constrained dynamics
in both CGA and PGA. As well as considering how to apply virtual power
as a constraint mechanism in our GA formulations we have constructed a novel
technique for constrained dynamics in GA via the concept of multivector pinning.
While in this paper we have only considered two algebras, CGA and PGA,
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the techniques are expected to work across the board for algebras with easily
representable line elements and motor bivectors. Using other higher dimensional
algebras such as Cl(4, 4) [10], Cl(8, 2) [11] or even Cl(9, 6) [12] with this technique
in future should allow for easy configurations of exotic constraints such as pinning
dynamic objects to the surface of quadrics.
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Application of 2D PGA as an Subalgebra
of CRA in Robotics
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Abstract. We present a concept of 2D Projective Geometric Algebra
(PGA) as a subalgebra of Compass Ruler Algebra (CRA) to handle prob-
lems in computer graphics and engineering efficiently in terms of an alge-
bra with minimal dimension. In this case, we can benefit from both CRA
and PGA simultaneously. When we deal with complex problems, we can
use CRA objects such as circles but at the same time we can switch
to PGA as a subalgebra of CRA to handle operations with flat-objects
more efficiently without the change of structure of any further implemen-
tation. We demonstrate this approach on example of inverse kinematics
of a planar 3-link manipulator.

Keywords: Projective geometric algebra · Compass ruler algebra ·
Inverse kinematics

1 Introduction

Compass ruler algebra (CRA) is an algebra for dealing with geometric problems
in 2D Euclidean space. It allows a representation of round objects such as circles,
moreover conformal transformations and computing intersections are possible,
see [4]. An example of application is the inverse kinematics of planar mechanism
based on finding intersections between lines and circles, see [1,5]. A problem
arises, when we only deal with flat objects (lines). Then it is more efficient to
work in projective geometric algebra (PGA) which also allows transformations
and representations of flat objects but the dimension of PGA is lower, see [2]. It
leads to faster computation. In this paper we would like to present an approach
which allows to use both algebras at the same time, since PGA can be found as a
subalgebra of CRA. The description of PGA as an subalgebra of conformal geo-
metric algebra for 3D space was originally presented in [7]. We also demonstrate
this approach on the planar inverse kinematics problem.
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2 Compass Ruler Algebra - CRA

Algebraically CRA1 is a Clifford Algebra on R3,1 defined by a nondegenerate
quadratic form of signature (3, 1, 0), see Chap. 14 in [6]. Vectors {e0, e1, e2, e∞} ∈
R3,1 denote a basis of the vector space with inner product given by the quadratic
form

Bc =

⎛
⎝

0 0 −1
0 I2×2 0

−1 0 0

⎞
⎠ (1)

thus e0, e∞ are null vectors and e0 · e∞ = e∞ · e0 = −1. The duality in CRA of
any multivector A is defined as

A∗ = AI−1 = Ac · I−1,

where I = e012∞ is the CRA pseudoscalar and I−1 = −I. The signature of CRA
allows us to define an embedding of a Euclidean point PE = xe1 + ye2 into the
algebra as

P = PE +
1
2
(PE · PE)e∞ + e0,

where PE · PE = x2 + y2. With this embedding we can represent Euclidean
objects in two ways. In the first one called OPNS (outer product null space) or
direct representation defined with help of outer2 (wedge) product, an object is
represented by multivector A if and only if the object is formed exactly by points
P satisfying

P ∧ A = 0.

The second representation called IPNS (inner product null space) or dual repre-
sentation is dual to OPNS. The same object is now represented by multivector
A∗ satisfying

P · A∗ = 0.

Both representations of Euclidean elements are listed in Table 1. In IPNS rep-
resentation, the wedge product has the role of meet operator, i.e. wedge of any
two objects represents their intersection. In Table 1 we can see for instance that
a point-pair is represented as wedge of two circles. Let us note that points in
CRA are actually circles of zero radius, therefore points are considered as round
objects. Representation of points as flat objects is also possible, such objects are
called flat-points and they are represented as

FP = P ∧ e∞.

1 For full description of CRA we refer to [4].
2 More about operations and structure of geometric algebras can be found in [8].
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Table 1. CRA representation of objects, where r is a radius of a circle, n is a Euclidean
normal vector of a line and d is a distance from the origin.

Entity IPNS OPNS

Point P = xe1 + ye2 + 1
2
(x2 + y2)e∞ + e0

Circle C∗ = P − 1
2
r2e∞ C = P1 ∧ P2 ∧ P3

Line L∗ = n + de∞ L = P1 ∧ P2 ∧ e∞
Point pair Pp∗ = C1 ∧ C2 Pp = P1 ∧ P2

3 Projective Geometric Algebra Inside CRA

2D Projective geometric algebra (PGA) is a Clifford Algebra on R2,0,1 generated
by a degenerate quadratic form of signature (2, 0, 1) given by matrix

Bp =
(

0 0
0 I2×2

)
. (2)

The vector basis {e0, e1, e2}, where e0 is a null vector, is usually considered,
see [2]. From here we will describe PGA as a subalgebra in CRA, for a full
description of this approach for general dimension (with focus on dimension
3), see [7] in arXiv database. One can observe that the quadratic form (2) is
contained as a block matrix in the quadratic form of CRA given by (1). We can
even find two subalgebras of CRA which are both isomorphic to PGA. The first
one generated by vectors {e0, e1, e2} ∼= R2,0,1 and the second one generated by
{e1, e2, e∞} ∼= R2,0,1. It is possible to switch between these two subalgebras by
bijective linear map � of R3,1 onto itself, for i = 1, 2 given by

� : ei �→ ei, e∞ �→ −e0, e0 �→ −e∞.

For our application it is more convenient to consider the subalgebra with e∞ as
PGA because, as we will see later, representations of flat objects in PGA and
CRA coincide. Since the quadratic form of PGA is degenerate, it is not possible
to define a duality with help of an inverse of pseudoscalar. The pseudoscalar in
PGA has no inversion. Usually the duality is defined by a table of all coefficients
of a multivector. However in [7] a new duality has been defined in terms of
CRA. We can take the inverse of pseudoscalar Ip = e12∞ with respect to the
inner product. Such an inversion exists in CRA, it is the pseudoscalar of the
other copy of PGA, i.e. I−1

p = −I�
p = e012. It is easy to verify that Ip · (−I�

p) = 1.
The PGA duality ∗p for any multivector Ap ∈ PGA is then defined by

A∗p
p = (Ap · I−1

p )�.

Note that such duality satisfies the condition of so called Hodge duality used in
traditional PGA A ∧ A∗p = Ip and moreover we can relate it to the standard
CRA duality by A

∗p
p = (Ap ∧ e0)∗�. The duals of the basis blades are given

explicitly in Table 2.
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Table 2. PGA duality

1 e1 e2 e∞ e12 e1∞ e2∞ e12∞

Ap a b c d e f g h

A
∗p
p h g -f e -d c -b -a

In PGA we can deal with flat objects, in 2D these objects are points and
lines. A point PE = xe1 + ye2 is represented by bivector

Pp = e12 − xe2∞ + ye1∞.

The representation of objects in PGA, more precisely lines in 2D PGA, is defined
by a regressive product. The regressive product ∨ is a dual operation to the outer
product, i.e. (Ap∨Bp)∗p = A

∗p
p ∧B

∗p
p . Thus a line is represented by a multivector

Lp in RPNS (regressive product null space) representation if and only if the line
is formed exactly by points Pp satisfying

Pp ∨ Lp = 0.

A line spanned by points Pp1, Pp2 is then represented as

Lp = Pp1 ∨ Pp2.

With this setting there is a correspondence between PGA and CRA flat
objects. Particularly for a flat point of a Euclidean point PE = xe1 + ye2 in
CRA we have

FP ∗ = (P ∧ e∞)∗ = −e12 − ye1∞ + xe2∞ = −Pp. (3)

Similarly for a line it can be computed that

L∗ = −Lp,

where L∗ is IPNS representation of a line in CRA and Lp is RPNS representation
of the same line in PGA. For a proof we refer to [7]. Note that it is possible to
compute angle between two lines Lp1, Lp2 by formula

α = arccos
Lp1 · Lp2

|Lp1||Lp2| , (4)

where the norm |Lp| =
√

L2
p. The term

√
L2

p is viable since Lp is a vector, thus
the square is a positive scalar.

We add one more interesting fact about 2D PGA and CRA. The Euclidean
transformations are represented by a sandwich product in both algebras as

Ō = V OV −1,
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where V is an invertible element called versor, O is a Euclidean object repre-
sented in one of mentioned representations and Ō is the same object after the
transformation. For a rotation such a versor is called rotor. In PGA the rotor
realizing the rotation around the point Pp by an angle α is

Rp = cos
α

2
− Pp sin

α

2
.

In CRA, the same rotation is realized by exactly the same rotor R = Rp, however
in CRA the bivector Pp has no geometric meaning if we do not consider PGA
as its subalgebra.

Now when we have the tool to do computation in CRA and PGA simul-
taneously and we can easily switch between representations of objects in these
algebras, we can demonstrate this approach by solving the inverse kinematics of
a planar manipulator.

Fig. 1. 2D manipulator

4 Inverse Kinematics of a Planar Manipulator

We consider the planar manipulator displayed in Fig. 1 with 3 links l0, l1, l2
(for simplicity let all links have length 1) connected by revolute joints J0, J1,
J2, where J0 is in the origin, and J3 is the endpoint. The configuration of the
mechanism is given by angles α0, α1, α2.

In our problem of inverse kinematics, we are given a position of the end point
and the task is to compute angles α0, α1, α2 such that the mechanism reaches
that position. All points are given by their coordinates (x, y), we can consider
them in the form J = xe1 + ye2. In our experiment, the initial configuration
is given by angles (0α0,

0α1,
0α2) = (45, 155, 150) and the input point we want

to reach has coordinates (2, 1.4). For the geometric algebra algorithm based
on finding intersections of objects, we need to have as many initial inputs as
the number of links. In our case we are already given points J̄0, J̄3 (the bar
will denote the points or links in the final configuration). We need to add one
additional input, we chose a condition that the last link l̄2 is parallel with the
links l2.
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In the first step we represent all points as CRA objects, for i = 0, . . . , 3

PJi
= Ji +

1
2
(Ji · Ji)e∞ + e0,

P̄J3 = J̄3 +
1
2
(J̄3 · J̄3)e∞ + e0.

From the inputs we know that P̄J0 = PJ0 . The links can be represented in
geometric algebra as lines passing through them. The last input can be then
formulated as finding line L̄2 parallel to the line L2 (L2 represents the links l2)
and passing the point P̄J3 . For this subproblem it is not efficient to use CRA
since we can use a nice formula3 for a projection of line Lp on point Pp from the
algebra of smaller dimension PGA given by

(Lp · Pp)Pp. (5)

We can use formula 3 to compute PGA representation Pp2 , Pp3 , P̄p3 of points
PJ2 , PJ3 , P̄J3 , respectively. We show an equation for one of these points, the
computation of others is the same:

Pp2 = −(PJ2 ∧ e∞)∗.

A line of the link l2 in PGA is computed as

Lp2 = Pp2 ∨ Pp3

and finally the CRA line of link l̄2 in IPNS representation is of the form

L̄∗
2 = −(Lp2 · P̄J3)P̄J3 .

Points P̄J0 , P̄J3 and the line L̄∗
2 are represented graphically in Fig. 2 by green

points and blue line.
Once we have inputs represented we will find points P̄J1 , P̄J2 with help of

intersections of objects. For this purpose we will also work with circles. Thus
using CRA notation is required. At first we will compute point P̄J2 . This point
lies on the intersection of the circle with the center P̄J3 and radius of length 1
(it is the length of the link l2, all links have length equal to 1) represented as

C∗
3 = P̄J3 − 1

2
e∞

and the line L̄∗
2. Such the intersection is the point-pair

Pp∗
2 = C∗

3 ∧ L̄∗
2.

Two points can be extracted by the formula

P± =
Pp2 ± √

Pp2 · Pp2
−e∞ · Pp2

3 The list of many useful PGA formulas can be found in [3].
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Fig. 2. Inputs of the algorithm (Color figure online)

Fig. 3. The point J2 (Color figure online)

and the point P̄J2 is chosen such that the orientation of the link l̄2 coincide with
the orientation of the link l2, see Fig. 3 the red point.

Only the point P̄J1 remains to be computed. Again we can describe all pos-
sible movements of the link l1 with the fixed point P̄J0 by the circle

C∗
0 = P̄J0 − 1

2
e∞

and similarly we can describe a movement of the link l1 fixed in the point P̄J2

by the circle

C∗
2 = P̄J2 − 1

2
e∞.

The desired point P̄J1 will lie in the intersection of these circles computed as

Pp∗
1 = C∗

0 ∧ C∗
2 .
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Fig. 4. Two points extracted from the point-pair Pp1

Two points extracted from the point-pair are obtained as

P1 =
Pp1 − √

Pp1 · Pp1
−e∞ · Pp1

,

P2 =
Pp1 +

√
Pp1 · Pp1

−e∞ · Pp1
,

see Fig. 4. The choice of one point is not clear in this case. However a reasonable
approach is to choose the point satisfying the condition

(ϕ0)2 + (ϕ1)2 + (ϕ2)2 → min, (6)

where for i = 0, 1, 2 ϕi = 0αi − αi denoted the difference between angles of the
initial and the final configurations. The most obvious way how to choose the
right point is to simply compute angles for both points and compare results.
Since this example should primary demonstrate the idea of switching between
two algebras, we describe the computation of angles for the point P̄J1 only. Note
without proof that this point actually satisfies the condition (6).

For the computation of angles we use Eq. (4). Since there is no need to use
circles anymore, we can switch to PGA in order to work in the algebra with lower
dimension. At first we switch all computed points to the PGA representation,
for i = 0, 1, 2, 3 we have

P̄pi
= −(P̄Ji

∧ e∞)∗.

With help of these point we express the lines representing particular links for
i = 0, 1, 2 as

L̄pi
= P̄pi

∨ P̄pi+1

and the line representing x axis

Lpx
= e12 ∨ (e12 − e2∞).
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Fig. 5. The initial configuration - red points, the final configuration - green points.
(Color figure online)

The angles are then computed as

α0 = arccos (Lp0 · Lpx
),

α1 = arccos (Lp1 · Lp0),
α2 = arccos (Lp2 · Lp1),

the values of angles in our experiment are (α0, α1, α2) ≈ (78, 139, 133), see Fig. 5.

5 Conclusion

We introduced an approach of considering 2D PGA as an subalgebra of CRA. We
showed that the representations of flat objects in CRA and PGA coincide. The
PGA duality can be defined in term of algebra operations in CRA. We demon-
strated this approach by solving the inverse kinematics of a planar mechanism.
This approach allows us to use benefits of both algebras at the same time, i.e.
lower dimension of algebra and easy formulas for projections of flat objects in
PGA and the representation of round objects (circles) in CRA. With new imple-
mentations of geometric algebras based on this approach, it has a great potential
especially for applications in 3D Euclidean space, where we can consider 3D PGA
as a subalgebra of CGA (conformal geometric algebra). Such implementations
(in the meaning that we can handle geometric algebra elements and operations)
could improve computational time of geometric algebra algorithms.
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Abstract. We outline an algorithm for camera–based tube elbow detec-
tion provided that a moving camera is placed in the tube axis together
with a light source. We claim that once an elbow is approached, circular
contour is replaced by an elliptical one and the displacement of respective
circle and ellipse centres is proportional to the elbow angle. We provide
Python code for computation in Geometric Algebra for Conics (GAC),
parameter extraction and an example of proportionality.

Keywords: Geometric algebra for conics · Conic fitting · Contour
detection

1 Introduction

In many applications, e.g. image processing and computer vision, [9,12], a con-
cept of geometric algebra has been successfully used. Standard structure is the
Conformal Geometric Algebra (CGA), [1,15], which is a Clifford algebra Cl(4, 1)
endowed with a quadratic form of signature (4, 1) with an embedding of three
dimensional Euclidean space such that points are mapped on zero norm vectors
(null vectors). More precisely, it is an embedding R

3 → R
4,1 → Cl(4, 1), where

R
4,1 is a five dimensional real space with a quadratic form of signature (4, 1)

meaning that four basis vectors square to 1 and one to −1. Further geometric
entities such as spheres of dimension 2 (i.e. sphere surfaces; spheres of other
dimensions are point pairs, circles, lines and planes - e.g. the latest as spheres of
infinite radii) are mapped on either vectors or 4-vectors (basis elements of degree
4 with respect to number of vectors used in the generating operation, i.e. Clifford
product). The sphere representative’s degree depends on the type of representa-
tion. Moreover, even Euclidean transformations, i.e. translations and rotations,
may be viewed as elements of this Clifford algebra, namely they are 2-vectors,
[2]. The geometric object manipulation is then performed by conjugation of its
representation by the so-called motor. This is the difference from quaternion
manipulation where only points may be transformed. Based on these ideas of

The research was supported by a Grant No. FSI–S–20–6187.

c© Springer Nature Switzerland AG 2020
N. Magnenat-Thalmann et al. (Eds.): CGI 2020, LNCS 12221, pp. 482–491, 2020.
https://doi.org/10.1007/978-3-030-61864-3_41

http://crossmark.crossref.org/dialog/?doi=10.1007/978-3-030-61864-3_41&domain=pdf
https://doi.org/10.1007/978-3-030-61864-3_41


Outline of Tube Elbow Detection Based on GAC 483

David Hestenes many algorithms have been modified in geometrical sense see
e.g. [13]. For foundations of computing with geometric algebras see e.g. [3].

Recently, modifications of this construction to more general geometric prim-
itives such as quadrics have been introduced, [6], yet the price is in dimension
increase. We consider the model of Geometric Algebra for Conics (GAC), [11],
which has all properties of true geometric algebra even with transformations com-
patibility. GAC is of signature (5, 3), which means that there are 8 generators
bringing the actual dimension to 28. This still may be implemented effectively
in Python and therefore may lead to interesting applications, see [7].

In the following, we present a piece of a complex research task called pipe
inspecting, leading to an autonomous snake–like robot moving inside a pipe
system. We intend to propose a mechanism whose motion, orientation and image
processing necessary for detection is mostly based on geometric algebras. Indeed,
many subtasks have been already solved, see e.g. [10] for snake control algorithm.
We stress that together with algorithm optimizer GAALOP, [4] and a specialised
coprocessor GAPPCO, [5], the geometric algebra based mechanism will provide
competitive performance. To be more precise about our goal, we propose a path
following algorithm for a centralised motion in a pipe. To do so, one has to
detect elbows and predict a curve composed of centre–points to be followed.
We propose that if a light source and a camera is used, the final curve will be
composed of circle centres in the straight parts of pipe and ellipse centres in
elbows. To support this idea we show a simulation providing that the elbow
angle is proportional to elliptical distortion of detected points.

2 Foundations of Geometric Algebra for Conics (GAC)

By geometric algebra we mean a Clifford algebra with a specific embedding of an
Euclidean space (of arbitrary dimension) in such a way that predefined geometric
primitives as well as their transformations are viewed as its single elements.
Furthermore, geometric operations such as intersections, tangents, distances etc.
are described very efficiently. Classically, three dimensional Euclidean space is
represented in Clifford algebra Cl(4, 1), and the consequent geometric algebra
is often denoted as G3,1 with spheres of all types as geometric primitives and
Euclidean transformations at hand, see e.g. [1]. For conics, C. Perwass proposed
to generalize the concept of (two–dimensional) conformal geometric algebra G3,1,
[15]. In the usual basis n̄, e1, e2, n, embedding of a plane in G3,1 is given by

(x, y) �→ n̄ + xe1 + ye2 +
1
2
(x2 + y2)n,

where e1, e2 form Euclidean basis and n̄ and n stand for a specific linear combi-
nation of additional basis vectors e3, e4 with e23 = 1 and e24 = −1, giving them
the meaning of the coordinate origin and infinity, respectively, [15]. Hence the
objects representable by vectors in G3,1 are linear combinations of 1, x, y, x2+y2,
i.e. circles, lines, point pairs and points. If we want to cover also general con-
ics, we need to add two terms: 1

2 (x2 − y2) and xy. It turns out that we need
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two new infinities for that and also their two corresponding counterparts (Witt
pairs), [14]. Thus the resulting dimension of the space generating the appropriate
geometric algebra is eight.

Let R
5,3 denote the eight–dimensional real coordinate space R

8 equipped
with a non–degenerate symmetric bilinear form of signature (5, 3). The form
defines Clifford algebra G5,3 and this is the Geometric Algebra for Conics in the
algebraic sense. To add the geometric meaning we have to describe an embedding
of the plane into R

5,3. To do so, let us choose a basis of R
5,3 such that the

corresponding bilinear form is

B =

⎛
⎝

0 0 −13×3

0 12×2 0
−13×3 0 0

⎞
⎠ , (1)

where 12×2 and 13×3 denote unit matrices of the displayed size. Analogously to
CGA and to the notation in [15], we denote the corresponding basis elements as
follows

n̄+, n̄−, n̄×, e1, e2, n+, n−, n×.

The form of (1) suggests that the basis elements e1, e2 will play the usual role
of standard basis of the plane while the null vectors n̄, n will represent either
the origin or the infinity. Note that there are three orthogonal ‘origins’ n̄ and
three corresponding orthogonal ‘infinities’ n. In terms of this basis, a point of
the plane x ∈ R

2 defined by x = xe1 + ye2 is embedded using the operator
C : R2 → C ⊂ R

5,3, which is defined by

C(x, y) = n̄+ + xe1 + ye2 +
1
2
(x2 + y2)n+ +

1
2
(x2 − y2)n− + xyn×. (2)

The image C of the plane in R
5,3 is an analogue of the conformal cone. In fact,

it is a two–dimensional real projective variety determined by five homogeneous
polynomials of degree one and two.

Definition 1. Geometric Algebra for Conics (GAC) is the Clifford algebra G5,3

together with the embedding R
2 → R

5,3 given by (2) in the basis determined by
matrix (1).

To find more details about GAC we refer to [11].
Note that in GAC the pseudoscalar (highest grade element) is given by

I = n̄+n̄−n̄×e1e2n+n−n×.

Let us also recall that if a conic is seen as wedge of five different points (which
determines a conic uniquely), we call the appropriate 5–vector an outer product
null space representation (OPNS) and its dual, indeed a one vector, the inner
product null space (IPNS) representation. For instance, the latter representation
of a conic in GAC can be written in the form of a vector

QI = v̄+n̄+ + v̄−n̄− + v̄×n̄× + v1e1 + v2e2 + v+n+. (3)
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More precisely, an ellipse E with the semi–axes a, b centred in (u, v) ∈ R
2 rotated

by angle θ is in the GAC inner representation given by

EI = n̄+ − (α cos 2θ)n̄− − (α sin 2θ)n̄× (4)
+ (u + uα cos 2θ − vα sin 2θ)e1 + (v + vα cos 2θ − uα sin 2θ)e2
+ 1

2

(
u2 + v2 − β − (u2 − v2)α cos 2θ − 2uvα sin 2θ

)
n+.

It is well known that the type of a given unknown conic can be read off its
matrix representation Q, which in our case for a conic given by vector (3) reads

Q =

⎛
⎝

− 1
2 (v̄+ + v̄−) − 1

2 v̄× 1
2v1

− 1
2 v̄× − 1

2 (v̄+ − v̄−) 1
2v2

1
2v1 1

2v2 −v+

⎞
⎠ . (5)

The entries of (5) can be easily computed by means of the inner product:

q11 = QI · 1
2 (n+ − n−),

q22 = QI · 1
2 (n+ + n−),

q33 = QI · n̄+,

q12 = q21 = QI · 1
2n×,

q13 = q31 = QI · 1
2e1,

q23 = q32 = QI · 1
2e2.

It is also well known how to determine the internal parameters of an unknown
conic and its position and the orientation in the plane from the matrix (5).
Hence all this can be determined from the GAC vector QI by means of the inner
product. Ellipse parameters extraction is given by

xc = (q12q23 − 2q22q31)/(4q11q22 − q12q12)
yc = (q31q21 − 2q11q32)/(4q11q22 − q12q12)
a1 = (−(2(q11q23q23 + q22q13q13 − q12q13q23 + (q12q12 − 4q11q22)q33)((q11 + q22)

+ ((q11 − q22)(q11 − q22) + q12q12)))
1
2 )

1
2 /(q12q12 − 4q11q22)

a2 = (−(2(q11q23q23 + q22q13q13 − q12q13q23 + (q12q12 − 4q11q22)q33)((q11 + q22)

− ((q11 − q22)(q11 − q22) + q12q12)
1
2 ))

1
2 )/(q12q12 − 4q11q22)

where (xc, yc) are coordinates of the centre, a1, a2 are semiaxes.
We encourage the readers to find also transformations’ generators in [11].

3 Python Implementation and Parameter Extraction

We present an initial setting of Python to calculate in GAC according to the
notation of [11] as well as the procedure for ellipse parameters extraction.



486 R. Byrtus et al.

nx = e5+e8 #n_x

nxb = 0.5*(-e5+e8) #n_x bar

nm = e4+e7 #n_minus

nmb = 0.5*(-e4+e7)

n = e3+e6 #n_plus

nb = 0.5*(-e3+e6)

def up(x):#creats embedding of

point into the algebra

a = x[e1]

b = x[e2]

return (nb + a*e1 + b*e2 + 1/2 *

(a**2 + b**2)*n

+ 1/2 * (a**2 - b**2)*nm + a*b*nx

)

def to_ip_rep(con):#from OPNS to

IPNS representation

return (con^nmb^nxb)*e12345678

def to_op_rep(con):#from IPNS to

OPNS representation

return (con^nm^nx)*e12345678

def generate_ipn_func(con):

ipncon = to_ip_rep(con)

def ipn_func(x, y):

return (up(x*e1 + y*e2)|ipncon)

[0]

return ipn_func

def visualise_conic(xs, ys, con):

ipn_func_con = generate_ipn_func(

con)

img = np.zeros((len(xs),len(ys)))

for i,x in enumerate(xs):

for j,y in enumerate(ys):

img[j,i] = ipn_func_con(x, y)

return img

def get_Q(ipEllipse):

q11 =1/2* ipEllipse | (n + nm)

q22 =1/2*ipEllipse | (n -nm)

q33 =ipEllipse | nb

q12 = q21 =ipEllipse |nx

q13 = q31 =ipEllipse | e1

q23 = q32 = ipEllipse | e2

return(q11, q22,q33,q12,q13,q23,

q21,q31,q32)

def ellipse(u,v,theta, a,b):#

ellipse with center in (u,v),

angle of rotation theta and

semiaxis a,b

alpha = (a**2 - b**2)/(a**2 + b

**2)

beta = 2*(a**2)*(b**2)/(a**2 + b

**2)

ipEllipse = (nb - alpha * np.cos

(2*theta)*nmb - (alpha * np.

sin(2*theta))*nxb

+ (u - u*alpha*np.cos(2*theta) -

v*alpha*np.sin(2*theta))*e1

+ (v +v*alpha*np.cos(2*theta) - u

*alpha*np.sin(2*theta))*e2

+ 1/2 * (u**2 + v**2 - beta - (u

**2 - v**2)*alpha*np.cos(2*

theta)

- 2*u*v*alpha*np.sin(2*theta))*n)

xc,yc,a1,a2,angle=

extract_ellipse_parameters(

ipEllipse)

print(’center (’,xc,’;’,yc,’),

semiaxes:’,a1,’,’,a2)

print(’angle of rotation: ’,angle

,’rad;’,180*angle/math.pi,’

degrees’)

plt.scatter(xc,yc)

ell = to_op_rep(ipEllipse)

return ell

The above code also provides an idea how to work with ellipse representation
in Python. Extraction of the parameters provides the following results:

Clearly, to extract inner parameters of the ellipse, one has to solve a system of
quadratic and goniometric equations numerically which is time consuming. Plus
the polynomial coefficients have to be read off meaning that a data type must
be switched. In geometric algebra, this can be done by simple algebra operations
and matrix representation of an ellipse. In the sequel, we present a Python code
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Fig. 1. Ellipse parameters extraction

returning the internal ellipse parameters, see Fig. 1. Note that the operations |
and * are intrinsic geometric algebra operations of inner and geometric product,
respectively, e1, e2, n, nm := n−, nx = n×, ..., are base vectors and qij are real
numbers that form the matrix representation of an ellipse, corresponding to
the notation of [11]. By ipEllipse we denote so-called Inner Product Null Space
representation of a conic in GAC, i.e. a 1-vector. Simple code in Fig. 1 proves that
the structure is ready for implementation and visualisation, current calculation
speed is promising. We stress that not all implementation problems are solved,
the question of subalgebras implementation and code optimisation will be subject
to further research. Just as the first observation, all parameters of an ellipse are
obtained by simple operations without a need of changing the data-type to read
off the coefficients of a given conic’s polynomial representation. Note that the
code in the above listing requires initialisation of the Python module clifford.gac.

4 Simulation

Let us propose the ellipse centre following algorithm for motion in a tube pro-
vided that a camera with the light source moves inside. Indeed, if a directed
light source is used in the centre of a straight pipe, the light cone will determine
a circular edge with greatest contrast gradient and therefore easily detectable
contour, e.g. by Canny edge detection algorithm. Once an elbow is approached,
circular contour is changed to elliptical, Figs. 2 and 3 (2), with the contrast points
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formed on the vanishing surface of the pipe, Figs. 2 and 3 (3) - yellow line. We
stress that the dark points are not the edge of the light cone but they indicate an
area with no light reflection, i.e. the are where the pipe surface becomes invisible
behind the elbow. Indeed, once an elbow is approached, the light cone contour
becomes invisible due to a number of reflections.

Once an elliptical set of points is detected, it may be fitted with an ellipse
using GAC algorithm, [8], Figs. 2 and 3 (3) - blue line. When compared to actual
pipe contour, Figs. 2 and 3 (4) - red line, clearly the ellipse centre follows the
elbow direction proportionally. Obviously, there are questions of distance esti-
mate, noise reduction and accuracy to be solved, most of which do not need
GAC but some of its subalgebras such as CGA or its projective version, only.
Therefore all structures must be compatible and form a system of subalgebras.

Fig. 2. Simulation of right elbow (Color figure online)

Fig. 3. Simulation of up elbow (Color figure online)

We present an example demonstrating two basic principles of our elbow detec-
tion algorithm. The setup is depicted in Fig. 4: there are three tubes of identical
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circumference, but varying in the overall length and shape. A camera and a
directed light source are placed in each to the right of the red plane. The con-
tour detected inside of a tube lies on the red plane (which is orthogonal to a
curve of midpoints of the tube) intersecting the tube. We expect the following
results (from the front pipe): flat elliptic contour with distorted vertical semi-
axis indicating that the elbow goes up (where the shadow points are detected)
under great angle (proportional to semiaxis distortion); similarly to previous
case, elliptical shape with shorter vertical semiaxis, distorted much less than
in the previous case, indicating that the elbow goes up under small angle; last
almost straight pipe should provide a circular contour at most little distortion
caused by noise.

The results are shown in Fig. 5, starting with the tube with the highest
curvature (in the forefront of Fig. 4) and ending with the tube with the lowest
curvature (last in Fig. 4) on the right. We recall that the contour of detected
points is yellow and the fitted ellipse blue curve, respectively. Ellipse centre is
the red point. As we expected, the deformation of the circular shape of the tube
into the elliptical shape of the detected contour is more pronounced for the first
elbow. Further, due to perspective, the farther ahead we detect the contour, the
smaller it is, allowing us to estimate the distance.

Fig. 4. Overview of the setup (Color figure online)

Fig. 5. Simulation of the three tubes (Color figure online)
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5 Conclusion

Our simulation supports our hypothesis that the centre displacement of the
circular and elliptical contour, respectively, is proportional to the tube elbow
angle. By simple direct calculations in the horizontal plane of centre–points, one
can determine the elbow angle. Indeed, e.g. in Fig. 2, if the blue elliptical contour
is considered a rotated red circle in the elbow direction with common touching
point in the middle of yellow points set (in the horizontal plane of centre–points),
one can easily determine the spatial horizontal shift of the red circle centre and
therefore obtain a consequent point to the path following algorithm.

Yet further questions remain to be solved, e.g. noise reduction. Other can
be solved even by tools of geometric algebra such as the distance estimate,
[9], although their efficiency may be compromised. Note that even the scale
of detected contour may be used for primary distance estimate. We intend to
provide the whole solution in terms of geometric algebra and implement it in
Python.
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Abstract. Manipulating objects using geometric algebra may involve
several associative products in a single expression. For example, an object
can be constructed by the outer product of multiple points. This num-
ber of products can be small for some conformal algebra and high for
higher dimensional algebras such as quadric conformal geometric alge-
bras. In these situations, the order of products (i.e. the choice of the
parenthesis in the expression) should not change the final result but may
change the overall computational cost, according to the grade of the
intermediate multivectors. Indeed, the usual left to right way to evalu-
ate the expression may not be most computationally efficient. Studies
on the number of arithmetic operations of geometric algebra expressions
have been limited to products of only two homogeneous multivectors.
This paper shows that there exists an optimal order in the evaluation
of an expression involving geometric and outer products, and presents a
dynamic programming framework to find it.

Keywords: Geometric algebra · Products · Optimal parenthesis

1 Introduction

1.1 Geometric Algebra Products

Geometric algebra presents intuitive solutions for problems related to geometry.
Its theory is more and more investigated in various research fields like physics,
mathematics or computational geometry, see [5,9,10] for some examples. In con-
trast, in the computer science field, the study of computational aspects of the
geometric algebra operators is still limited. The pioneering work [7] gave some
results about complexity of geometric algebra products in the worst case. The
worst case here means that all the elements of a multivector with multiple grades
are non-zero. This study was then extended by [2] by investigating the number
of arithmetic products required for the geometric product, the outer product,
and the inner product of two full homogeneous multivectors, i.e., multivectors
with non-zero components only for a single grade. The scope of [2] is well suited
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for expressions involving two full multivectors like intersections of two geometric
objects in conformal geometric algebras. However, the representation of geomet-
ric objects in quadric conformal geometric algebras [3] includes more than two
multivectors in operands, and the arguments of [2] are not valid any more in such
a case. The investigation on products of more than two multivectors is desired.

In this paper, we focus on products having the associative property. If the
expression consists of only products that have the associative property, we only
have to pay our attention to efficiently parenthesize operands in computation.
The usual left to right way of computing the expression is not always the most
computationally efficient. Moreover, we focus on full homogeneous multivectors
since they are the representation of most geometric algebra objects. Note that
in many applications, the geometric algebra entity representing any rigid trans-
formations is also often represented as a sum of quasi full homogeneous multi-
vectors.

1.2 Contributions

This paper focuses on products of more than two multivectors where all the
products in the expression have the associative property. More specifically, this
paper considers only products of more than two multivectors where the products
are either outer products or geometric products. We then show that there exists
an optimal parenthesising order with respect to computational cost in the eval-
uation of an expression. Then, we describe a dynamic programming algorithm
that yields the optimal product order. We remark that the inner product is not
our interest in this paper because it is not associative.

2 Preliminaries

2.1 Notations

As commonly used in the state-of-the-arts ([6] and [11]), lower-case bold let-
ters refer to vectors (vector a) and lower-case non-bold letters to multivector
coordinates (coefficient ai). Multivectors and k-vectors are denoted with upper-
case non-bold letters (multivector A). The part of grade k of a multivector A is
denoted by 〈A〉k. The total number of basis blades is 2d, where d is the dimension
of the vector space, and in this case, the number of basis blades ei of grade 1.

By assumption, a multivector A is not necessarily homogeneous but is defined
as the sum of homogeneous multivectors. Given the dimension d of the vector
space, the set of possible grades for A is KA where KA ⊆ {0, 1, · · · , d}. Then, A
can be defined as

A =
∑

k∈KA

〈A〉k. (1)
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2.2 Product of Two Multivectors

Following the notation of Eq. (1), the product � of two multivectors A and B is
then

A � B =
( ∑

kA∈KA

〈A〉kA

)
�

( ∑

kB∈KB

〈B〉kB

)
, (2)

where � can be either the outer product or the geometric product. The linearity
of the products of geometric algebra yields

A � B =
∑

kA∈KA

∑

kB∈KB

〈A〉kA
� 〈B〉kB

. (3)

Theorems 2.1 and 4.1 of [2] give the optimal number of arithmetic operations
of the product between two homogeneous multivectors of respective grades ka
and kb. As for the outer product ∧, this number of arithmetic operations is:

p∧
ka,kb

= 2
(

d

ka + kb

)(
ka + kb

ka

)
, (4)

where
(
n
k

)
is the binomial coefficient. On the other hand, the number of arith-

metic operations for the geometric product ∗ is:

p∗
ka,kb

= 2
∑

kc∈I

(
d

kc

)(
kc

ka − kb + kc
2

)(
d − kc

ka + kb − kc
2

)
, (5)

where I = {|ga − gb|, |ga − gb| + 2, . . . , ga + gb}.
In the more general situation where the two multivectors may not be homo-

geneous, the product distributivity mentioned in Eq. 3 leads to a double loop
over the respective grades of the two multivectors. Thus, the number of required
operations is the sum of all per-grade contributions, as described in Algorithm1.

The resulting multivector usually has a different grade from the two operands
used for its computation. For the outer product of homogeneous multivectors
C = A ∧ B, the grade of C will just be the sum of the grades of A and B.
For general multivectors, we again have to follow Eq. 3 to compute the set of
resulting grades. The geometric product is a bit more complex and can generate
a non-homogeneous multivector even from two homogeneous multivectors. The
resulting grades of a product between two general multivectors is summarised
in Algorithm 2. For more details about these results, the reader can refer to [2].
Note that K∧ or K∗ can return an empty set of grades (e.g. the wedge of d + 1
vectors in a d-dimensional vector space), then the computational cost is 0 since
the resulting product is also 0.

3 Optimal Parenthesising of Products

We show that the choice of the order of the product in an expression can affect
the complexity of the product. Consider, for example, the following expression
A1 ∧ A2 ∧ A3 in a 10-dimensional space, where the grade of each multivector is

grade(A1) = 4, grade(A2) = 3, grade(A3) = 2.
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There are in that case two possible parenthesisings, the left to right way as

(A1 ∧ A2) ∧ A3, (6)

and the right to left way:
A1 ∧ (A2 ∧ A3). (7)

In the first case, the product A1 ∧A2 of Eq. (6) generates a multivector of grade
7, that is finally wedged to A3. According to Eq. (4), the number of operations
for A1 ∧ A2 is 8400 and then 720 for the second outer product, leading to a
total of 9120 arithmetic operations. On the other hand, the first product A2 ∧
A3 of Eq. (7) generates a multivector of grade 5, that is wedged to A1. The
overall computational cost of this product is 5040 for the first product and
2520 for the second, resulting in 7560 arithmetic operations in total. Thus, in
this case, choosing the second way of parenthesising brings a 1.5 times gain in
terms of numerical operations. Obviously, the gain can be much higher for longer
expressions.

3.1 Expressions

Throughout this paper, we consider an expression as the products of n multi-
vectors:

A1 ∗ A2 ∗ · · · ∗ An, n ∈ N (8)

or
A1 ∧ A2 ∧ · · · ∧ An, n ∈ N. (9)

Algorithm 1: Number of arithmetic operations required for outer product
and geometric product of two general multivectors
1 Function P∧(KA, KB)

Input: KA: set of grades for the multivector A
KB : set of grades for the multivector B

Output: total number of arithmetic operations resulting from A ∧ B

2 return 2
∑

kA∈KA

∑

kB∈KB

(
d

ka + kb

)(
ka + kb

ka

)

3 Function P∗(KA, KB)
Input: KA: set of grades for the multivector A

KB : set of grades for the multivector B
Output: total number of arithmetic operations resulting from A ∗ B

4 return 2
∑

kA∈KA

∑

kB∈KB

∑

kc∈I

(
d

kc

)(
kc

ka − kb + kc
2

)(
d − kc

ka + kb − kc
2

)
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Algorithm 2: Computation of the set of grades resulting to the product
of two multivectors.
1 Function K∧(KA, KB)

Input: KA: set of grades for the multivector A
KB : set of grades for the multivector B

Output: set of grades KC of the result of A ∧ B
2 KC = ∅

3 foreach ka ∈ KA do
4 foreach kb ∈ KB do
5 if ka + kb ≤ d then
6 KC = KC ∪ (ka + kb)

7 Function K∗(KA, KB)
Input: KA: set of grades for the multivector A

KB : set of grades for the multivector B
Output: set of grades KC of the result of A ∗ B

8 KC = ∅

9 foreach ka ∈ KA do
10 foreach kb ∈ KB do
11 foreach kc ∈ {|ka − kb|, |ka − kb| + 2, · · · , ka + kb} do
12 if kc ≤ d then
13 KC = KC ∪ kc

Since the outer product and the geometric product are binary operators, i.e.
operators between two operands, this overall computation involves the compu-
tation of intermediate results. Let A1,n be the chain of multivectors defined by
the expression to compute, and Ai,j(0 < i < j ≤ n) a sub-chain resulting from
the computation of the product from the multivector Ai to the multivector Aj .
The number of arithmetic operations resulting from the product of two succes-
sive multivector chains Ai,j and Aj+1,k is denoted by P�

i,j,k. where � can be
either ∧ or ∗.

3.2 Problem Formulation

Let Ci,j be the minimum number of arithmetic operations of the computation
(the cost to minimise) of the product between the ith multivector up to the jth

multivector. In the final result, we seek for the computation of C1n related to
the full expression. For i < j, this is equivalent to seek for

Ci,j = min
s∈[i,j−1]

Ci,s + Cs+1,j + P�
i,s,j . (10)

This optimal cost Ci,j will be used to define the optimal parenthesising indices
2D table S of size n × n, where Si,j = s (i < j) means that the expression



Optimal Parenthesizing of Geometric Algebra Products 497

Ai � Ai+1 � · · · � Aj should be parenthesised as

(Ai � · · · � As) � (As+1 � · · · � Aj). (11)

3.3 Minimisation

An easy way to achieve this minimisation is to use a recursive method. However,
such an approach will lead to multiple travels over the same recursive sub-trees,
resulting in an exponential complexity.

This kind of problems was already addressed for the matrix chain product, for
example in [1], by using dynamic programming. The problem is the computation
of the same sub-problems for different depth of recursion. The proposed approach
to solve it consists in memorising the solution to sub-problems in a bottom-up
scheme. Each sub-problem is uniquely identified by the two bounding indices
(i, j), in the computation of Ci,j , Si,j and Ki,j as 2D tables. These tables can
be iteratively filled with a bottom up approach.

We achieve our minimisation using the dynamic programming framework.
Our proposed method first considers the sub-chains of length one. They corre-
spond to single multivectors and thus take a cost Ci,i = 0, meaning no optimal
parenthesising index. The sub-chains of length two can also be directly com-
puted from Algorithms 1 and 2, where Ci,i+1 = P�

i,i,i+1 = P� (KAi
,KAi+1).

Obviously, Si,i+1 = i and Ki,i+1 = K�(KAi
,KAi+1). Then, the sub-chains of

length 3 can be computed from the sub-chains of length 2 using Eq. (10), and so
on. The resulting algorithm that computes the optimal parenthesising for each
sub-expressions is shown in Algorithm 3.

Once 2D table S is computed, the product can be optimally computed by a
recursive travel starting from S1,n, as shown in Algorithm 3. In case of a code
optimisation, a similar recursive scheme can be adopted to add the optimal
parenthesising on the code.

We remark that the complexity of this algorithm is not exponential but
polynomial in O(n3), see [1]. Note that in the matrix chain product context,
there exist some faster methods in O(n× log n), like [8] however, these methods
are complex to setup. Moreover, in geometric algebra, n is usually not high
enough to see a significant difference.

4 Discussion and Applications

It is not difficult to modify Algorithm 3 so that it computes the worst parenthesis
instead of the best, which in turn results in the maximum number of arithmetic
operations. We merely have to replace the sign ’<’ by ’>’ in line 19 of Algorithm 3
and to change the initialisation of Ci,j to 0 in line 16.

From these two algorithms, we can also extract the gain of the optimal paren-
thesis. The results we have, show that the maximum gain increases as n (the num-
ber of multivectors) increases. Moreover, the gain also increases as the dimension
increases. For a fixed number of multivectors in the expression, the gain becomes
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Algorithm 3: Computation of the optimal parenthesising of a geometric
algebra associative product.
1 Function OptimalParenthesising

Input: A1, · · · , An: chain of general multivectors.
�: the considered associative product.

Output: Si,j : 2D optimal parenthesising index table.
// define a 2D cost table

2 C ← 2D table
// Sub-chain of length 1

3 for i ∈ [1, n] do
4 Ci,i = 0
5 Ki,i = grades(Ai)

// Sub-chain of length 2

6 for i ∈ [1, n − 1] do
7 Ci,i+1 = P�(

grades(Ai), grades(Ai+1)
)

// from Algo 1

8 Ki,i+1 = K�(
grades(Ai), grades(Ai+1)

)
// from Algo 2

9 Si,i+1 = i

// Grade of all sub-chains of length u > 2, starting at index i
10 for u ∈ [3, n] do
11 for i ∈ [1, n − u + 1] do
12 Ki,i+u = K �(Ki,i,Ki+1,i+u) // grade from any arbitrary cut

// For all possible length u > 2 of sub-chains

13 for u ∈ [3, n] do
// For all sub-chains of length u, starting at i

14 for i ∈ [1, n − u] do
15 j = i + u // sub-chain from i to j
16 Ci,j = ∞

// For all possible cut of the sub-chain

17 for s ∈ [i, j − 1] do
// compute the cost c of this cut with Eq. (10)

18 c = Ci,s + Cs+1,j+ P�(Ki,s,Ks+1,j)
// if the cost is better than before, update

19 if c < Ci,i+u then
20 Ci,j = c
21 Si,j = s

22 return S

23 First call: S =OptimalParenthesising( A1, · · · , An,�)

highest when the sum of the grades of the operands is near the dimension for
expressions where the outer product appears.

Furthermore, a practical usage of these kinds of algorithms is in code gen-
erators and optimizers. For example, the code developed from the expression of
Eq. (6) in the code generator Gaalop [4] results in more arithmetic operations
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Algorithm 4: Evaluation of the product A1 � A2 � · · · � An using the
optimal parenthesising.
1 Function ComputeProduct

Input: A1, · · · , An: chain of general multivectors,
S: optimal 2D parenthesising index table
i, j: resp. indices of the start and end of the sub-expression
�: the considered associative product

Output: result of the product.
2 if i=j then
3 return Ai

4 s = Si,j

// left side recursive call

5 A = ComputeProduct(A1, · · · , An, S, i, s, �)
// right side recursive call

6 B = ComputeProduct(A1, · · · , An, S, s + 1, j, �)
// do the product

7 return A � B

8 First call: Result = ComputeProduct(A1, · · · , An, S, 1, n, �)

than in the code generated from Eq. (7) arithmetic operations. Note that we con-
sider full multivectors for the three multivectors that appear in the expression.

5 Conclusion

In this paper, we focused on products of more than two multivectors and
addressed that there exists an optimal order in the evaluation of an expres-
sion. Then, we gave a dynamic programming algorithm that yields the optimal
product order in polynomial time. The benefits of this approach arise from the
product of three multivectors.
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Abstract. The diversity of GIS application patterns leads to the demand for mul-
tilevel GIS data declassification. For example, Publicly used datamust be declassi-
fied to hide confidential spatial information. The reversion process is not a common
data permutation like the conventional encryption method does. The reverted data
should also keep the general geospatial features. Furthermore, when facing dif-
ferent levels of confidentiality, different levels of reversion were needed. In this
paper, A declassification and reversion method with controllable accuracy is real-
ized using geometric algebra (GA). The geographical field is expressed as a GA
object and the unified representation of the field is further realized. By introducing
the rotor operator and perturbation matrix, the declassification methods are pro-
posed for geographic field data, which can progressively revert the features of the
field. A geometric algebraic declassification operator is also constructed to realize
the unification operations of field features and spatial coordinate. By exploring
the space error and space structure characterization of the results, a quantitative
performance evaluation is provided. Experiments have shown that the method can
carry out effective precision control and has good randomness and a high degree
of freedom characteristics. The experimental data show a correlation coefficient of
0.945, 0.923 and 0.725 for the longitude-oriented field data during the low level,
medium level and high level declassification, respectively. The algorithm char-
acteristics meet the application needs of geographic field data in data disclosure,
secure transmission, encapsulation storage, and other aspects.
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1 Introduction

At present, information technology is widely used in the economic and military fields of
our country, and there are many kinds of information products. Geographic information
technology, in particular, has evolved to unprecedented heights during these two decades.
Not only applied to national defense construction but also increasingly serve the people’s
daily life, is widely used in the fields of land management, urban and rural planning,
resources and environment, transportation and logistics, and military operations [1–
3]. To protect the geographic information security, the national data declassification
policy and regulations on the location accuracy of public maps have put forward clear
provisions, which can achieve better confidentiality of the confidential data, but affect
the sharing and use of geographic data, causing difficulties between data confidentiality
and sharing [4]. Therefore, the multilevel GIS data declassification method, which can
generate data with different levels of security are the key method for the geographic
information technology application with different application scenarios.

The declassification of GIS data is not a common data permutation like the con-
ventional encryption method used in information science do, the general geospatial fea-
tures should be kept and only hide the confidential spatial information, which was also
known as the declassification technology. Current geographic information declassifica-
tion mainly includes geometric precision declassification, attributes, and spatial object
camouflage. The geometric precision declassification is achieved by random interfer-
ence of spatial location and linear or nonlinear transformation of geographic coordi-
nates or elements [5], which is not easy to revert the original information, and sensitive
information can be avoided.

Among the existing methods for geometric precision declassification, linear declas-
sification is the most mature. E.g. the bilinear interpolation can be used to offset the
node coordinates of each element within the grid, and changed the absolute and relative
coordinates of each element [6]. Due to the different parameters of each grid offset, geo-
graphic information declassification can be achieved. However, linear declassification
methods are less secure and do not meet current security needs.

Several scholars have also conducted a series of studies in nonlinear declassification
methods, and the concept of encryption space and precision declassification has been
introduced [7, 8]. Wu and Bang studied the vector geographic data encryption method
based on compound chaotic system, byusing the compound chaotic system, the key space
of the method was significantly improved [9, 10]. Li proposed a method of information
disguise and reduction for GIS vector data. For the illegal user, this method can realize
the sensitive information hiding and restrict the use, but for the legitimate user who has
key file can restore data without information loss [11]. The nonlinear algorithms usually
require more computational resources. For this reason, some scholars selectively encrypt
some data in the transform domain, such as the dc component in theDCTdomain, so as to
reduce the amount of computation and time required for encryption and decryption [12–
14]. To solve the problem that nonlinear algorithm is difficult to reversion, Van used line
and plane elements in vectormap data to encrypt inDWTandDFTfields, which achieved
the close-to-zero error during the decryption and reversion process [15]. The security and
accuracy of geographic information is ensured. Geographic information data attribute
information declassification is primarily a means of bringing geographic information up



Geometric Algebra-Based Multilevel Declassification Method 503

to public use standards by adding interfering information, deleting critical information,
modifying critical information, and replacing critical information,whilemeeting security
requirements.Wang andNeyman introduced theManhattan distance of adjacent vertices,
and constructed the secret information embedding method by difference expansion [16,
17].

In summary, the current research on geographic information data declassification is
mostly common vector data declassification and less involved in geographic field data
declassification. Some nonlinear declassification models cannot be reverted with the
support of the key, which is not conducive to the integration of the declassified data with
the original data, and it will also increase the error propagation caused by noise in the
network environment. The main reason is that the security of the declassification and the
accuracy of the reversion result was the opposite. The declassification method should be
hard to reversion by the data attacker but easy to reversion by the users. Moreover, as one
of the most important GIS data, the geographical field data was observed or modeled in
a decentralized way, geometric coordinates were fixed by gridding and the Geograph-
ical objects were implicitly expressed. The traditional methods commonly execute the
declassification process through the attribute data, and cannot produce effective results.

Hence the need to find new methods for declassifying geographic field data can be
summed up as follows: 1) The declassification and reversion steps should be performed
operator; 2) The express of geographical field data should be coordinate independent;
3) the declassification method should be multi-layered and adapted to multi-level appli-
cations. Geometric algebra (GA) provides an ideal tool for the expression and com-
putation of geographical objects [18, 19]. Yuan et al. [20] presented a framework for
GA-based multidimensional unified computation. The coordinate independent repre-
sentation and operator-based analysis were one of the important features for GA-based
multidimensional unified computation. In the field of spatio-temporal field, Ebling and
Yuan proposed the template matching method to extract the structural features of the
spatio-temporal field [21, 22]. Yu applied it to the structural filtering of wind field
[23]. Geometric algebra plays an increasingly important role in the unified representa-
tion, analysis, computation, and application ofmultidimensional geographic information
[24].

This paper proposed a new multilevel declassification method of geographic field
data to address the existing declassification problems, using geometric algebraic opera-
tion vectorization to construct multidimensional data expression subspaces and declas-
sification algorithms. Based on this, this paper proposes a method for geographic field
data declassification based on geometric algebra. An algorithmic implementation of the
above methods was also performed, and case studies were validated based on actual
geographic field data.

2 Basic Idea

Due to the limitations of the underlying mathematical rules, the traditional data declassi-
fication method can only use a rotational matrix to perform declassification operations,
such as rotation and projection operations, but not faster and more efficient vectorization
operations. Geometric algebra as a unified descriptive language connecting algebra and
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geometry, mathematics and physics, abstract spacetime, and solid spacetime, is a math-
ematical language based on dimensional operations. In geometric algebra, the subspace
is the basic operation object and the dimensional computation is the basic operation
operator, which converts the field data of geographic information in the euclidean space
into the field data of geographic information in the subspace of geometric algebra, and
then uses the rotating operator and projection operator of geometric algebra to per-
form declassification operation, since geometric algebra uses dimension as the basis of
geometric operation, it is possible to perform coordinate independent geometric com-
putation, which greatly enriches the diversity of declassification keys and meets the
declassification needs of geographic information data.

A newmathematical theory system is introduced from the perspective of object prop-
erties and spatial coordinates in geographic field data, and a declassification algorithm
is built to support geographic field data. The geometric algebraic Rotor and projec-
tion operators are used to realize the declassification of geographic field data, which
greatly reduces the complexity of declassification of data object properties and spatial
coordinates due to the unified operation of object properties and spatial coordinates.

Based on the above analysis, we design the general framework of geometric algebra-
based geographic field data declassification method, as shown in Fig. 1 below, which is
mainly divided into the following steps: (1) geographic field data vectorization and con-
struction of geometric algebraic subspace; (2) generation of decryption parameters using
random numbers which are bound by a certain range decided by the multi-level appli-
cations. We also use rotor to regulate the decryption results; (3) reversion of geographic
field data using geometric algebraic Rotor operator and projection operator.

Quantification of field data

Conversion of wind field 
data to GA subspace

Geographic wind field data 
dimension extension

Geographic wind field data 
decryption

Recovery of field data 
using decryption algorithms

Geographic wind field data 
declassification

Decryption parameters

Geographic wind field data 
declassification

Preservation of recovered 
geographic wind field data

Perturbation matrixGenerating a random 
decryption key

Multi-level applications

Regulating rotor

Fig. 1. Framework of geometric algebra-based declassification methods

3 Methodology

3.1 Geometric Algebraic Subspace Construction

The key step in the declassification of geographic field data is the construction of geo-
metric algebraic subspaces. Here, geographic field data is typically organized as prop-
erty cubes with temporal and spatial dimensions, e.g., global monthly average field
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data typically have four dimensions (longitude, latitude, elevation, time), and these data
dimensions are typically independent of each other and can be encoded as base vectors
in geometric algebraic space. For a given n-dimensional geographic information data
Z = Rn, each dimension can be encoded as ei(i = 1, 2, · · · , n, n + 1), which in turn
allows the construction of a collection of dimensions as base vectors in a geometric
algebraic space. In the base vector, ei(i = 1, 2, · · · , n) denotes the field data dimension
and e(n+1) denotes the attribute dimension. Thus, the raw n-dimensional scalar field data
(F) can be mapped to the geometric algebraic GA (Cln+1,0) space, as follows:

GA(Z) = {GA(F)} = a1e1 + a2e2 + · · · + anen + a(n+1)e(n+1) (1)

where ai(i = 1, 2, · · · , n + 1) represents the value of different dimensions. Taking the
geographic field data (longitude-latitude - attributes) as an example, the GA mapping is
shown in Fig. 2.

F GA Mapping e2 (latitude)

e1 (longitude)

e3(attribute)

GA(F)

Z GA(Z)

Fig. 2. Vectorization of geographical field data

3.2 Rotation of Geographical Field

Rotor is an operator used to express rotation transformation in geometric algebra. It has
the properties of composability, shape preserving and reflexivity, and can realize the
multidimensional unified expression of rotation transformation of arbitrary geometry
object [25, 26]. The transformation of Geographical field F under the action of rotation
operator R can be expressed as: F �→ RFR−1, where R−1 means the inverse of R, RF
means the geometric product of R and F . The rotor can also be transformed into an
exponential form, which has a more explicit geometric meaning: R = e−φl/2, where l, φ
means the axis and angle of rotation.

3.3 Geographic Field Data Declassification and Reversion

In this paper, the rotator is set as a declassification function of the geographic field
data, traversing the geographic field data (longitude-latitude-attribute), and setting the
longitude-latitude-attribute data to x, y, z, where x represents the longitude in the geo-
graphic field data; y represents the latitude in the geographic field data, and z represents
the attributes in the geographic field data. At the same time, to eliminate data deforma-
tion due to odd coordinate values in the geo-windfarm data, it is necessary to normalize
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the geo-windfarm coordinates to [−1, 1] using Eq. (2).{
nxi = (xi − xmean)/Length

nyi = (yi − ymean)/Height
(2)

Where Length, Height is the length and width of the geographic field data range to be
declassified, and xmean, ymean is the mean value of xi, yi in coordinate point x, y of the
geographic field data in the declassification process, respectively, and the normalized
target coordinate point nxi, nyi of the geographic field data is obtained.

At the same time, to reduce the linear correlation of the geographic field data before
and after declassification, a perturbation matrix X is added to the horizontal and vertical
coordinates of the latitude-oriented and latitude-oriented field data, respectively with the
substitution equation: {

nrxi = nxi + �xi
nryi = nyi + �yi

(3)

Where �xi,�yi is the perturbation matrix. In this paper, we access the Australian
National University’s Quantum Random Server (https://qrng.anu.edu.au/), whose lab-
oratory generates random numbers in real time by measuring the quantum rise and
fall of the vacuum [27, 28], and access its server to obtain four true random numbers
RN1,RN2,RN3,RN4, randomly assign the obtained four true random numbers to the
declassification key N1,N2,N3,N4, and encrypt the �xi,�yi and N1,N2,N3,N4 using
the RSA (Rivest-Shamir-Adleman) algorithm and deposit them in the key file Key.txt.
And substitute in the declassification function Eq. (4).⎧⎪⎪⎪⎪⎪⎨

⎪⎪⎪⎪⎪⎩

Xi = e−iφ/ 2nrxieiφ/ 2

Yi = e−iφ/ 2nryieiφ/ 2

Zi = e−iφ/ 2zieiφ/ 2

i = (N1e1 + N2e2) ∧ N3e3
φ = mod(N4, 360)

(4)

where Xi is the longitude of the declassified geographic field data; Yi is the latitude of the
declassified geographic field data, and Zi is the property of the declassified geographic
field data. From the above equation, it is possible to declassify geographical wind farm
data at will. The mean square error (MSE) is also used to control the reversion accu-
racy. MSE is compared with the declassification index σ ; if MSE is greater than the
declassification index σ , the perturbation amounts �xi and �yi of coordinate points
of geographic field data in the declassification process need to be adjusted to control
the error in declassification; and the perturbation amount of coordinate points of geo-
graphic field data in the declassification process is controlled according to Eq. (5), where
�xin,�yin is the perturbation amount of the adjusted coordinate points of geographic
field data in the declassification process:⎧⎪⎨

⎪⎩
�xin = �xi · MSE − σ

σ

�yin = �yi · MSE − σ

σ

(5)

https://qrng.anu.edu.au/
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The reversion of geographic field data can be regarded as the inverse operation of
declassification. The Eq. (2) and (3) are intuitive reversible, furthermore, because of the
reversibility of rotor operation, the reversion of Eq. (4) can be realized by Eq. (6). The
processing flow of declassification and reversion is shown in Fig. 3.

Origin field data

Traverse field data

Whether or not meet the 
requirements of decryption

Yes

Perturbation 
matrix

No

Declassification  data

Whether or not all data 
has been traversed

Yes

No

Save that declassified data

Field data to be decrypted

Traversing the coordinate points of the 
field data to be decrypted

Decryption

Whether or not all data 
has been traversed

Preservation of reverted field data

Yes

No

Decryption key

(a) Declassification process (b) Reversion process

Fig. 3. Geographic field data declassification and reversion process

⎧⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎩

nrxi = eiφ/ 2Xie−iφ/ 2

nryi = eiφ/ 2Yie−iφ/ 2

zi = eiφ/ 2Zie−iφ/ 2

i = (N1e1 + N2e2) ∧ N3e3
φ = − mod (N4, 360)

(6)

4 Experimental Procedure

To verify the idea of this paper, the data used in this experiment are the global average
monthly wind field data published by the National Oceanic and Atmospheric Adminis-
tration for the period 1871–2012. The data is organized into temporal and spatial data
(longitude-latitude - elevation - time), the data size is 180 × 91 × 24 × 1704.

4.1 Geographic Wind Field Data Read and Quantified

Thewindfield data is composed vwnd ∈ R180×91×24×1704 anduwnd ∈ R180×91×24×1704.
The data of January 1871 is used first and converted to the geometric algebraic space, as
shown in Fig. 4(a). In order to obtain the quantitative description of the declassification
results, we use the indicators mean square error (MSE) [29] and peak signal to noise
ratio (PSNR) [29] to describe the numerical similarity before and after declassification,
the structural similarity index (SSIM) [30] and Pearson Correlation Coefficient (PCC)
[30] to describe the structure features before and after declassification.
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Fig. 4. The original data and GA representation

4.2 Generate Multi-layered Key

To simulate different levels of data security, here we used three error ranges to construct
the multi-layered key, including the “low declassification level” with the declassification
index σ between 5 m and 9 m, the “medium declassification level” with σ between
9 m and 17 m and the “high declassification level” with σ between 18 m and 30 m;
the perturbation matrix can be directly generated by the given error range. The rotor
parameters were indeterminate, thus, we gave the four preliminary defined rotors in the
range of (0, 180), which include 25, 46, 57 and 170. Thus, the multi-layered key was
generated: four true random numbers N1,N2,N3,N4 = 235, 70, 71, 155 were obtained
using MATLAB access to the Australian National University Quantum Random Server
and set as keys, while perturbation matrix �xi,�yi was generated using the Rivest-
Shamir-Adleman (RSA) algorithm.

4.3 Result

As show in Table 1, all the results satisfied the error requirement of their programmes.
At the sametime, the select of the declassification key will directly affect the security
of the declassification. Since the key selection is highly random and there is no linear
relationship between the four declassification parameters, so the cracking can only be
done exhaustively, so the declassification parameters used in this paper have high secu-
rity. However, we can also found that, the other indicators are different, which means we
should also choose propose key parameters to achieve more effective declassification
results.

5 Discussion

5.1 Space Error and Space Structure Characterization of the Results

As shown in Table 1, when the higher declassification programme was adopt, the error
was much bigger and the correlation expected by PCC was smaller, which indicate
that the declassification function was realized. We can also found that the PSNR value
was stable, which means the overall structure is similar. This result is also important,
because the declassification result should looked-almost-the-samewith the original data.
Then, the users cannot found the data was declassificated. The SSIM value get larger
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Table 1. The declassification result

Programme Angle Error MSE PSNR SSIM PCC_V PCC_U

Low level declassification
(5–9 m)

25 5.528 2.215 44.677 0.941 0.740 0.343

46 5.095 8.257 38.963 0.770 0.444 0.199

57 5.042 13.021 36.984 0.624 0.316 0.152

170 6.475 10.754 37.815 0.737 0.945 0.445

Medium level declassification
(9–17 m)

25 10.189 0.247 54.207 0.995 0.676 0.317

46 9.867 0.248 54.19 0.995 0.378 0.164

57 9.886 0.55 50.73 0.985 0.266 0.121

170 11.281 14.413 36.543 0.643 0.923 0.432

High level declassification
(18–30 m)

25 25.153 0.247 54.207 0.995 0.372 0.179

46 24.491 0.247 54.207 0.995 0.181 0.102

57 24.443 0.247 54.207 0.995 0.121 0.056

170 26.439 13.267 36.903 0.653 0.725 0.336

when the higher declassificating level was chose, the reason is that the SSIM is almost
about the feature scale of the result, and the feature scales were keep stable during the
declassification process.

It can be seen from Table 1 that the correlation coefficient of Pearson Correlation
Coefficient for longitude direction wind field data before and after declassification is
small and has high security. While the correlation coefficient of Pearson Correlation
Coefficient for latitude direction wind field data before and after declassification is large,
which ensures that the wind field data after declassification still have high similarity.
This result also indicated the truth that the wind field changes much more in the zonal
direction. The method in this paper guarantees the correctness of the basic geographical
law.

5.2 The Best Regulating Angle Selection Based on Space Correlation

According to Sect. 5.1, the SSIM indicator is well maintained and even has better results
at high declassification levels, we will discuss that if the declassification scheme can
be characterized as SSIM. As shown in Fig. 5, the results are plotted at four angles at
the medium declassification level, and compared with the original plot, it is found that
although SSIM is similar, it cannot reflect the spatial structural similarity of the image
because it reflects the three characteristics of brightness, contrast, and structure.

Assuming the correlation coefficient as the scheme characterization, the one with
the largest PCC-V value can be selected as the encryption scheme, then the regulation
with angle 170 was choosed. The final declassification results are shown in Fig. 6. As
shown in Fig. 6b, 6c, the higher the declassification level, the worse the detail fidelity of
the data in the spatial structure, but the overall structure is still fundamentally similar,
and it is difficult for the user to notice that the graph is decrypted when he gets it. At the
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Fig. 5. The medium level declassification with different regulating angle

maximum declassification level (Fig. 6d), in addition to the detailed structure, the overall
structure of the geographic field also shows some degree of deviation, indicating that it
is already difficult to guarantee the macrostructure of the geographic field anymore at
this error level, and it can also be understood that the macrostructure of the geographic
field also needs to be declassified and hidden at this level.

Fig. 6. The multi-level declassification with regulating angle 170
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6 Conclusions or Summaries

The advantage of this paper is to use geometric algebraic expression in vector field to con-
vert geographicwind field data into geometric algebraic space, and use geometric algebra
to construct declassification operator to declassify geographic wind field data to realize
object properties and spatial coordinates unified operation, which greatly reduces the
complexity of data object properties and spatial coordinates declassification operation,
at the same time, the geometric algebraic operator parameterized expression has great
freedom to guarantee the multi-level decryption key. The method also solves the prob-
lem of balancing the strength and effectiveness of the current traditional declassification
algorithm while increasing the declassification strength.
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Abstract. We propose general-purpose methods for data representation
and data concealment via multivector decompositions and a small sub-
set of functions in the three dimensional Clifford geometric algebra. We
demonstrate mechanisms that can be explored for purposes from plain
data manipulation to homomorphic data processing with multivectors.
The wide variety of algebraic representations in Clifford geometric alge-
bra allow us to explore concepts from integer, complex, vector and matrix
arithmetic within a single, compact, flexible and yet powerful algebraic
structure in order to propose novel homomorphisms. Our constructions
can be incorporated into existing applications as add-ons as well as used
to provide standalone data-centric algorithms. We implement our repre-
sentation and concealment mechanisms in the Ruby programming lan-
guage to demonstrate the ideas discussed in this work.
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Multivector packing · Clifford geometric algebra

1 Introduction

The digital representation of information creates opportunities as well as chal-
lenges given that not everyone should create, access and/or modify data in the
same way to avoid violations of ownership and further forms of tampering [4,5,8].
As a response to this problem, there are several different data protective tech-
niques, including cryptography [16,19,28], steganography, data masking [25],
data obfuscation [2], data encoding [17], data convolution [36], and Data hiding
[22]. These technologies have several overlaps, differing however at the applica-
tion level [5]. With so many different terminologies and set of rules to define
distinct protective data-access techniques, we find important to treat them as
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classes of a general-purpose data protection mechanism, which in this manuscript
we refer to as data concealment.

Clifford geometric algebra is known by the richness, robustness and flexibility
of its algebraic structure, which allows us to take advantage of concepts from
several different branches of mathematics such as vector and matrix spaces [20,
32,33], integer, rational and complex arithmetic [10,13,24,34,35], all in a single
compact system.

1.1 Our Contribution

We demonstrate that through multivector decompositions and a small subset of
operations in the Clifford geometric algebra (GA for simplicity from now on)
we are able to propose new methods for general-purpose data representation
and data concealment with multivectors through processes we refer to as mul-
tivector packing schemes and concealment schemes, respectively. Our methods
can be used as part of the necessary reconciliation of data availability and pri-
vacy preservation. This is important because once data is concealed, one cannot
meaningfully process it, unless the concealment function is homomorphic with
respect to one or more operations. Therefore, homomorphism is a key concern in
our constructions since we are particularly interested in packing and concealment
schemes that allow homomorphic computations over concealed data. To the best
of our knowledge, this work is first proposition of general purpose methods for
both data representation and data concealment based on GA.

1.2 Related Work

Hildebrand [11] highlights the benefits of investing in Clifford geometric algebra
as a computing tool, as it can be directly integrated with standard program-
ming languages to achieve compactness of algorithms and implicit use of par-
allelism, among other advantages, which result in higher run-time performance
and robustness [14,23]. The Clifford Mutivector Toolbox for Matlab, by Sang-
wine and Hitzer [27], is a practical instance of GA computing, which can also
be used to test some of the results that we present in this work. Dorst et al.
discusses the object-oriented approach to geometry and the peculiarities of GA
from a computer science standpoint in [3,9,12], where the use of vectors as a
more general modeling tool (and not only a way to represent geometric aspects)
and the ability of computing within subspaces of a multivector is approached
in detail. This manuscript considers several multivector decompositions, their
relationship with complex arithmetic and the evaluation of eigenvalues, in line
with the contributions of Josipović [18].

Rockwood et al. [26] propose a method that encodes input data so the struc-
ture of objects and their behaviour can be modeled. Carré et al. [6] demonstrated
how to apply GA to encode and process color transformations of images. Augello
et al. [1] found that Clifford rotors could be used to encode sentences from natural
languages through rotations of orthogonal basis of a semantic space which was
revealed to be more efficient than natural language representation via vectors
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in high dimensional spaces. Majumdar [21] also explored GA for data encoding
using sub-symbolic codes in order to provide new methods for searching, index-
ing, clustering, translations and other data transformations. The application of
GA as an approach towards fully homomorphic encryption is introduced in [30].
Based on similar ideas, a homomorphic image processing application based on
GA is demonstrated in [31]. The experimental homomorphic primitives based on
multivector objects enables the construction of additional protocols such as key
exchange and key update, as discussed in [29]. To the best of our knowledge, this
work is first proposition of general purpose methods for both data representation
and data concealment based on GA.

1.3 Preliminaries

Multivectors are denoted by a capital letter with an overbar (M̄) in order to
provide a quick and easy distinction of a multivector object and any other data
structure. The unit basis vectors are denoted as ēi as we want the reader to
visually and quickly separate the computable coefficients from their bases. In
our constructions we use the Clifford signature C� (3, 0), however, we refer to
elements generated in C� (3, 0) as members of a geometric product space that
we denote as G

3. We refer to a datum that we want to represent and conceal
as a message. We call the multivector that represents a message as a message
multivector.

2 Basics of Clifford Geometric Algebra C� (3, 0)

Multivectors in C� (3, 0) are members of the 3-dimensional geometric product
space which we denote by G

3. For all M̄ ∈ G
3, a multivector is given by M̄ =

m0ē0+m1ē1+m2ē2+m3ē3+m12ē12+m13ē13+m23ē23+m123ē123. Following [7],
we refer to the four grades of a multivector as the scalar part

〈
M̄

〉
0

:= m0ē0, the
vector part

〈
M̄

〉
1

:= m1ē1 +m2ē2 +m3ē3, the bivector part
〈
M̄

〉
2

:= m12ē12 +
m13ē13 + m23ē23 and the trivector or pseudoscalar part

〈
M̄

〉
3

:= m123ē123.
As for the basic operations in G

3, similarly to the operations of a vector space,
we can add, subtract, scalar multiply and scalar divide multivectors component-
wise. Multiplication of multivectors is achieved with the geometric product, the
fundamental operation in G

3 which is given by ĀB̄ = Ā·B̄+Ā∧B̄, where Ā·B̄ is
the Clifford dot product and Ā∧ B̄ is the Clifford wedge product. We frequently
make use of the fact that the subspace spanned by {ē0, ē123} is closed under
the geometric product, since (ē0)

2 = ē0 and (ē123)
2 = −ē0. Thus, the trivector

part
〈
M̄

〉
3

is commonly referred to as a pseudoscalar [7,11], since ē123 behaves
as the complex number i =

√−1. Accordingly, when a multivector is comprised
only of scalar and trivector parts (i.e., M̄ = m0ē0 +m123ē123), we write M̄ ∈ C,
treat it as the complex scalar m0 + m123i, and use the geometric product and
the scalar product interchangeably.

A multivector involution is an operation that changes the signs of specific
unit basis vectors of a given multivector [18]. In this manuscript, we make use
of the following involutions:
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– Clifford conjugation: M =
〈
M̄

〉
0

− 〈
M̄

〉
1

− 〈
M̄

〉
2

+
〈
M̄

〉
3

– Reverse: M̄† =
〈
M̄

〉
0

− 〈
M̄

〉
1

+
〈
M̄

〉
2

− 〈
M̄

〉
3

Note that for all M̄ ∈ G
3, it holds that M̄M ∈ C. Furthermore, if M̄ ∈ C, then

the Reverse is identical to the complex conjugate: M̄† = m0ē0 − m123ē0123.
Definitions 1–3 are due to [18]:

Definition 1. If M̄M �= 0, the inverse of M̄ is given by M̄−1 = M̄
/(

M̄M
)
.

An alternative method of computing the inverse of a multivector relies on a
complex numbers technique due to [18], and uses the following definition:

Definition 2. The rationalize of M̄ , denoted by R
(
M̄

)
, is given by R

(
M̄

)
=

(
M̄M

) (
M̄M

)†
. It always holds that R

(
M̄

) ∈ R.

Definition 3. The inverse of M̄ ∈ G
3 in terms of its rationalize is given by

M̄−1 = M
(
M̄M

)†
R

(
M

)−1
such that M̄M̄−1 = 1.

Another topic of interest in our GA-based framework is eigenvalue compu-
tation in Clifford geometric algebra. Multivector M̄ is said to have eigenvalue
α ∈ C associated with eigenelement X̄ ∈ G

3 if α and X̄ satisfy the equation
M̄X̄ = αX̄. Every multivector M̄ ∈ G

3 such that M̄ �= 0 has two (not necessarily
distinct) eigenvalues.

We summarize the results of computing the eigenvalues of a multivector
obtained by Josipović in [18] in Proposition 1 and Theorem 1.

Lemma 1. A multivector M̄ ∈ G
3 can be written in terms of the multivectors Z̄

and F̄ such that M̄ = Z̄ + F̄ where Z̄ = 1
2

(
M̄ + M

)
and F̄ = 1

2

(
M̄ − M

)
, for

Z̄ is a complex scalar in the form of Z̄ =
〈
M̄

〉
0
+

〈
M̄

〉
3
, and F̄ =

〈
M̄

〉
1
+

〈
M̄

〉
2
.

Proof. Given M̄ =
〈
M̄

〉
0

+
〈
M̄

〉
1

+
〈
M̄

〉
2

+
〈
M̄

〉
3

and M =
〈
M̄

〉
0

− 〈
M̄

〉
1

−
〈
M̄

〉
2

+
〈
M̄

〉
3
, then M̄ + M = 2

(〈
M̄

〉
0

+
〈
M̄

〉
3

)
= 2Z̄. Therefore we write

Z̄ = 1
2

(
M̄ + M

)
. Similarly, M̄ − M = 2

(〈
M̄

〉
1

+
〈
M̄

〉
2

)
= 2F̄ and therefore

F̄ = 1
2

(
M̄ − M

)
.

Theorem 1. The eigenvalues α1, α1 ∈ C of a multivector M̄ ∈ G
3 are computed

as αi = Z̄ ±
√

Z̄2 − M̄M = Z̄ ±
√

F̄ 2, i = 1 for +, 2 for −.

Proof. We know that M =
〈
M̄

〉
0
−〈

M̄
〉
1
−〈

M̄
〉
2
+

〈
M̄

〉
3
, which can be rewritten

as
〈
M̄

〉
0

+
〈
M̄

〉
3

− (〈
M̄

〉
1

+
〈
M̄

〉
2

)
, and therefore M = Z̄ − F̄ . Hence, M̄M =(

Z̄ + F̄
) (

Z̄ − F̄
)

= Z̄2−Z̄F̄ +F̄ Z̄−F̄ 2. Since Z̄ is a commuting complex scalar,

then Z̄F̄ and F̄ Z̄ commutes, so we can write M̄M = Z̄2−F̄ 2. In order to compute
the eigenvalues of a multivector M̄ , we need to solve for α in the characteristic
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equation M̄X̄ = αX̄, α ∈ C. We write
(
M̄ − α

)
X̄ = 0. The determinant of a

multivector M̄ , resulting in a complex scalar, is computed as det
(
M̄

)
= M̄M

[18]. Thus, we write det
(
M̄ − α

)
= 0 then det

(
M̄ − α

)
=

(
M̄ − α

) (
M̄ − α

)
=

0. For simplicity, let N̄ =
(
M̄ − α

)
, where we want to satisfy N̄N = 0. Let

Z̄N , Z̄M , Z̄α, F̄N , F̄M , F̄α be the Z̄-type and the F̄ -type multivectors computed
for N̄ ,Z̄ and α, respectively. Then we can write N̄N = Z̄2

N − F̄ 2
N , which can

be expressed as
(
Z̄α + Z̄M

)2 − (
F̄α + F̄M

)2 = 0. Since Z̄α is the complex-like
part of α ∈ C, then Z̄α = α and we can write

(
α + Z̄M

)2 − F̄ 2
M = 0. By

expanding the terms, we obtain α + 2αZ̄M + Z̄2
M − F̄ 2

M = 0. Since we now only
have multivectors in terms of M̄ , we let Z̄M = Z̄ and M̄M = Z̄2 − F̄ 2 so we
can write α2 + 2αZ̄ + M̄M = 0. In order to solve for α, we finally arrive at

α = Z̄ ±
√

Z̄2 − M̄M = Z̄ ±
√

F̄ 2. ��

2.1 Homomorphisms

Given two messages a, b ∈ Z, a function f is homomorphic with respect to a
given operation ◦ if f (a ◦ b) = f (a) ◦ f (b). When we represent the messages
a, b as the multivectors Ā, B̄ ∈ G

3, we say that the function of this representa-
tion will be homomorphic with respect to ◦ if f

(
Ā ◦ B̄

)
= f

(
Ā

) ◦ f
(
B̄

)
. The

two operations of interest is addition and multiplication. Addition of multivec-
tors is achieved element-wise. Multiplication of multivectors is achieved via the
geometric product. Thus, when we say that a given function of multivectors
is homomorphic with respect to multiplication, in the context of multivector
packing and concealment schemes, we mean that the geometric product of mul-
tivectors that represent scalars is equivalent to the standard multiplication of
the scalars.

Definition 4. Let K be an arbitrary space, let f : K → K, and let operation ◦
be a binary operation ◦ : K × K → K. Function f is said to be homomorphic
with respect to ◦ if f (a ◦ b) = f (a) ◦ f (b) for all a, b ∈ K.

We are interested in functions that are additive homomorphic, multiplicative
homomorphic, or both.

3 Multivector Packing Schemes

Before discussing details of different methods we propose to represent data, we
introduce Definition 5 as general definition of what is a multivector packing.

Definition 5. Given a function f : G3 → R, a Multivector Packing Scheme is
a probabilistic polynomial-time computable function g : R → G

3 such that for all
m ∈ R, f(g(m)) = m.
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3.1 Clifford Eigenvalue Packing Scheme

Definition 6 CEP Forward Mapping. (M̄ =
→
CEP (m)) Given a message

m ∈ Z and a random number r uniformly selected from {m, . . . , b − 1}, for an
arbitrary boundary b, where r > m, and pre-defined auxiliary multivector Ā ∈ G

3

such that R
(
Ā

) �= 0 and therefore ĀĀ−1 = 1, a message multivector M̄ ∈ G
3 is

computed as follows: let d0 = r+m
2 and d2 = r−m

2 so the multivector D̄ ∈ G
3 is

defined as D̄ = d0ē0 + 0ē1 + d2ē2 + 0ē3 + 0ē12 + 0ē13 + 0ē23 + 0ē123. Therefore,
M̄ = ĀD̄Ā−1.

Remark 1. Since a packing scheme is not meant to hide information, Ā does
not need to be secret. Ā can be generated as a system variable and be globally
available to the application where the CEP is being implemented and used.

Definition 7 CEP Backward Mapping. (m =
←
CEP

(
M̄

)
) Given a mes-

sage multivector M̄ ∈ G
3, a message m ∈ Z is computed such that m =

Z̄ −
√

Z̄2 − M̄M = Z̄ −
√

F̄ 2.

Theorem 2 Correctness of CEP. If m ∈ Z, it holds that
←
CEP

( →
CEP (m)

)
= m.

Proof. Given a multivector M̄ generated according to Definition 6, we know that
D̄ does not have a pseudoscalar, thus, Z̄ and F̄ 2 from M̄ are integers and thus
commute. Since F̄ 2 is just an integer, the scalar part of Ā is cancelled in ĀD̄Ā−1

thus F̄ 2 = d22. We also know that Z̄ = d0. According to Definition 6 we know
that we recover m as follows:

Z̄ −
√

F̄ 2 = d0 − d2 = m. (1)

��
Definition 8 Alternative CEP Backward Mapping. Since Ā is known, an
alternative CEP Backward Mapping is computed as follows:

m = d0 − d2, D̄ = Ā−1M̄Ā. (2)

Remark 2. The CEP is a packing scheme that leverages the function that com-
putes the eigenvalue of a multivector. Since this function is both additive and
multiplicative homomorphic, the packing scheme is also homomorphic with
respect to addition and multiplication, i.e.,

←
CEP

(
Ā ◦ B̄

)
=

←
CEP

(
Ā

)◦ ←
CEP

(
B̄

)
, ◦ ∈

{+, ·}, Ā =
→
CEP (a), B̄ =

→
CEP (b), a, b ∈ Z.

3.2 Complex Magnitude Squared Packing Scheme

For this packing scheme, we select two coefficients of M̄ to be computed in such
a way that R

(
M̄

)
= m. We take advantage of how the coefficients m0 and m1

of the multivector M̄ are involved in the computation of R
(
M̄

)
and, therefore,
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we define them in terms of a complex number z = a + bi, where |z|2 = a2 + b2.
Due to the lengthy aspect of the final solution, we break it down into auxiliary
equations, which are showed in Definition 9. For computing m0 and m1, let

τ = b2 − 4bm2m13 + 4bm3m12 + 4m2
2m

2
13 + 4m2

2m
2
23

μ = −4m2
2m

2
123 − 8m2m3m12m13 + 4m2

3m
2
12 + 4m2

3m
2
23 − 4m2

3m
2
123

υ = −4m2
12m

2
23 + 4m2

12m
2
123 − 4m2

13m
2
23 + 4m2

13m
2
123 − 4m4

23

ω = 8m2
23m

2
123 + 4am2

23 − 4m4
123 − 4am2

123

(3)

Definition 9. Auxiliary Equations for m0 and m1

Let x1 . . . x6 be auxiliary equations for m0 and x7 . . . x9 be auxiliary equations
for m1 such that

x1 = (b − 2m2m13 + 2m3m12)
/

(2m123)
x2 = m23

x3 = bm23

x4 = m123

x5 = (τ + μ + υ + ω)
x6 = (−2m2m13m23 + 2m3m12m23)
x7 = (2m123 (m23 + m123) (m23 − m123))
x8 = (2 (m23 + m123) (m23 − m123))

(4)

Definition 10 CMSP Forward Mapping (M̄ =
→

CMSP (m)). Given a message
m ∈ Z, m > 0, we let m to be expressed as the magnitude squared of a complex
number z = a + bi such that m = |z|2 = a2 + b2. We first define the coefficients
a and b of z as follows: let a be a random number in Z and b =

√
m − a2. The

message multivector M̄ is computed such that M̄M = z. Let the coefficients from
m2 to m123 be random numbers in Z such that m123 �= 0 and m123 �= m23 in order
to avoid division by zero when computing x1 in (4). We compute m0 and m1 such
that m0 = x1−

(
x2

(
x3 + x4

√
x5 + x6

)) /
x7 and m1 = − (

x3 + x4
√

x5 + x6

) /
x8.

Notice that given the definition of m23 and m123, we guarantee that no division
by zero will occur when computing m0 and m1.

Theorem 3. The operation M̄M produces a complex scalar. The multiplication
of this complex scalar with its own reverse results in the magnitude squared.

Proof. The Clifford conjugation of a multivector M̄ changes the sign of the vector
and the bivector part of M̄ . The geometric product of M̄ and its Clifford conju-
gation M cancels the vector and bivector parts, i.e.,

〈
M̄M

〉

1
=

〈
M̄M

〉

2
= 0,

resulting in a multivector consisting of only its scalar and pseudoscalar parts:
M̄M =

〈
M̄M

〉

0
+

〈
M̄M

〉

3
. The reverse of a multivector M̄ changes the sign

of the vector and trivector (pseudoscalar) parts. The reverse of M̄M will change
the sign of

〈
M̄M

〉

3
, which is equivalent to perform the complex conjugation

operation on the complex scalar. The product of a complex number and its
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conjugate results in the magnitude squared of that complex number. From
Definition 2 we recall that the rationalize is computed as R

(
M̄

)
=

(
M̄M

) (
M̄M

)†
, where

(
M̄M

)
results in a complex scalar and

(
M̄M

)†
is

the complex conjugate. The CMSP packs a multivector M̄ such that M̄M ∈ C,
where the rationalize computes the magnitude squared of the complex scalar
M̄M . ��
Definition 11 CMSP Backward Mapping. (m =

←
CMSP

(
M̄

)
) Given a mes-

sage multivector M̄ ∈ G
3, a message m ∈ C is computed such that R

(
M̄

)
= m.

Theorem 4 Correctness of CMSP. For all m ∈ C and all M̄ ∈ G
3 that are

output by
→

CMSP (m), the following holds:
←

CMSP
( →
CMSP (m)

)
= m.

Remark 3. We omit the full proof for reasons of space, but provide the following
proof outline. Given a message m, we compute a complex number z = a + bi by
allowing a to be a random integer and b =

√
m − a2 such that |z|2 = m. We then

build a multivector M̄ such that
〈
M̄M

〉

0
= a and

〈
M̄M

〉

3
= b. Therefore, it is

clear that R
(
M̄

)
= m since the rationalize is the product of the complex scalar

M̄M by its complex conjugate
(
M̄M

)†
, which is the magnitude squared of a

complex number. The proof then depends on the correctness of the auxiliary
functions in Definition 9. If those equations are correct, then the CMSP is also
correct.

Remark 4. The rationalize of a multivector, similarly to the complex magnitude
square of a complex number, is multiplicative homomorphic, i.e., R

(
ĀB̄

)
=

R
(
Ā

)
R

(
B̄

)
. Hence,

←
CMSP

(
ĀB̄

)
=

←
CMSP

(
Ā

) ←
CMSP

(
B̄

)
, Ā =

→
CMSP (a), B̄ =

→
CMSP (b), a, b ∈ C.

4 Concealment Schemes

We propose methods for concealing arbitrary message multivectors with the sup-
port of a secret key. The secret key is a tuple consisting of two secret multivectors
k =

(
K̄1, K̄2

)
, where K̄1, K̄2 ∈ G

3, for which an inverse must exist. We denote
the set of invertible secret key multivectors as K =

{
K̄ | ∃K̄−1 ∈ G

3
}
.

Definition 12. A Concealment Scheme is a polynomial-time algorithm that
hides a message multivector by computing a concealed multivector with the sup-
port of secret key multivectors.

4.1 Clifford Sylvester’s Equation Concealment (CSEC)

The first concealment scheme we propose is based on the well-known Sylvester’s
equation [15], where we make use of its multivector variant [7].
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Definition 13 CSEC Forward Mapping. (C̄ =
→

CSEC
(
k, M̄

)
) Given a secret

tuple k =
(
K̄1, K̄2

)
, where K̄1, K̄2 ∈ K, and a message multivector M̄ ∈ G

3,

we can compute a concealed multivector C̄ ∈ G
3 such that C̄ =

→
CSEC

(
k, M̄

)
=

K̄1M̄ + M̄K̄2.

Definition 14 CSEC Backward Mapping. (M̄ =
←

CSEC
(
k, C̄

)
) Given a

secret tuple k =
(
K̄1, K̄2

)
, for K̄1, K̄2 ∈ G

3, and a concealed multivector C̄ ∈ G
3,

a message multivector M̄ ∈ G
3 is recovered by computing

M̄ =
←

CSEC
(
k, C̄

)
=

(
K̄1 + K2 + K̄−1

1 K̄2K
−1

2 + K̄1

)−1 (
K̄−1

1 C̄K2 + C̄
)

(5)

Theorem 5 Correctness of CSEC. For all k ∈ K, where R
(
K̄1

)
, R

(
K̄2

) �=
0, and for all M̄, C̄ ∈ G

3, the following holds:
←

CSEC
(
k,

→
CSEC

(
k, M̄

))
= M̄ .

Proof. Given
C̄ = K̄1M̄ + M̄K̄2 (6)

left multiply by K̄−1
1 and right multiply by K2 both sides of (6):

K̄−1
1 C̄K2 = K̄−1

1 K̄1M̄K2 + K̄−1
1 M̄K̄2K2 (7)

According to Definition 3, K̄−1
1 K̄1 = 1, which allows us to simplify (7) as follows:

K̄−1
1 C̄K2 = M̄K2 + K̄−1

1 M̄K̄2K2 (8)

If we sum (8) with (6) and combine like terms we obtain the following:

K̄−1
1 C̄K2 = M̄

(
K2 + K̄2

)
+ K̄−1

1 M̄K̄2K2 + K̄1M̄ (9)

Note that
(
K2 + K̄2

)
and K̄2K2 are commuting complex-like numbers, which

allows us to re-write (9) as follows:

K̄−1
1 C̄K2 =

(
K2 + K̄2 + K̄−1

1 K̄2K2 + K̄1

)
M̄ (10)

Assuming that the expression inside the parenthesis that multiplies M̄ on the
right hand side of the equation above results in a multivector that has an inverse,
we can now solve (10) for M̄ to obtain:

M̄ =
(
K2 + K̄2 + K̄−1

1 K̄2K2 + K̄1

)−1 (
K̄−1

1 C̄K2 + C̄
)

. (11)

��
Remark 5. The CSEC scheme is homomorphic with respect to addition, since
adding C̄1 = K̄1M̄1 + M̄1K̄2 to C̄2 = K̄1M̄2 + M̄2K̄2 results in C̄1 + C̄2 =
K̄1

(
M̄1 + M2

)
+

(
M̄1 + M̄2

)
K̄2. However, it is not homomorphic with respect

to multiplication.
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4.2 Modular Concealment (MC)

Definition 15 MC Forward Mapping. (C̄ =
→
MC

(
k, M̄

)
) Given a secret tuple

k ∈ K, a message multivector M̄ ∈ G
3, and a random multivector R̄ ∈ G

3, such
that the secret key multivectors in k, M̄ and R̄ are all packed with

→
CEP (all using

the same auxiliary multivector Ā), we compute a concealed multivector C̄ ∈ G
3

such that C̄ =
→
MC

(
k, M̄

)
= R̄K̄1K̄2 + M̄ .

Definition 16 MC Backward Mapping. (M̄ =
←
MC

(
k, C̄

)
) Given a secret

tuple k =
(
K̄1, K̄2

)
, for K̄1, K̄2 ∈ G

3, and a concealed multivector C̄ ∈ G
3, a

message multivector M̄ ∈ G
3 is recovered as M̄ =

←
MC

(
k, C̄

)
= C̄ mod

(
K̄1K̄2

)
,

where the modulo operation is computed at the eigenvalue level.

Theorem 6 Correctness of MC. For all k ∈ K and for all M̄ ∈ G
3, the

following holds:
←
MC

(
k,

→
MC

(
k, M̄

))
= M̄ .

Proof. The modulo operation Ā mod B̄ is computed in terms of the multivec-
tor packing that generated the message multivector such that M̄1 mod M̄2 ≡
m1mod m2. Let R̄, K̄1, K̄2, and M̄ be the multivector representation of the
integers r, k1, k2, and m, respectively, therefore,

(
R̄K̄1K̄2 + M̄

)
mod

(
K̄1K̄2

)
,

which is equal to (rk1k1 + m) mod (k1k2) = m. ��
Remark 6. The MC is both additive and multiplicative homomorphic for all mes-
sage multivectors M̄ <

(
K̄1K̄2

)
, which is equivalent of saying that, given C̄1 =

→
MC

(
k, M̄1

)
and C̄2 =

→
MC

(
k, M̄2

)
, then

←
MC

(
C̄1 ◦ C̄2

)
=

(
C̄1 ◦ C̄2

)
mod

(
K̄1K̄2

)
,

which is equivalent to (m1 ◦ m2) mod (k1k2) for ◦ ∈ {+, ·}.

5 Availability

We implemented our ideas in Ruby language along with numerical examples
which is available at https://github.com/davidwilliam/clifford-ga-ruby.git.

6 Conclusions

In this work we demonstrated how multivector involutions, decompositions, and
a small set of multivector functions can be combined and explored as the suffi-
cient components to implement protocol-agnostic homomorphic data represen-
tation and homomorphic data concealment with Clifford geometric algebra. We
introduced two methods for representing numerical data, namely multivector
packing schemes, such that a given datum is expressed in terms of the out-
put of the Clifford eigenvalue and the rationalize functions. We introduced also
two methods for hiding data represented as multivectors, namely concealment
schemes, which consist of operations that compute a concealed multivector with
the support of secret key multivectors. The multivector packing and concealment

https://github.com/davidwilliam/clifford-ga-ruby.git
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schemes discussed in this work are homomorphic with respect to addition, mul-
tiplication or both. These constructions can be used in a wide variety of privacy
preserving applications since, due to its homomorphic properties, data can be
meaningfully computed while concealed. The homomorphism on both packing
and concealment schemes provides a guarantee that applying our methods will
not compromise the numerical meaning of the data represented and concealed
as multivectors. We made available a Ruby library that implements our con-
structions, provides numerical examples of each method, illustrates their use on
simulations of real-world applications and allows one to test customized ideas.
We implemented this library to demonstrate in practice that our ideas work and
also to facilitate further experiments by interested researchers so they can not
only easily reproduce our results but also quickly implement their own.
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Abstract. We use Geometric Algebra for quantum computing moti-
vated by the fact that qubits and gates can be handled as elements of
the same algebra. Additionally, Geometric Algebra allows us to describe
gate operations very easily, based on the geometrically intuitive descrip-
tion of transformations in Geometric Algebra. As the main contribution
of this paper, we make the calculations with the specific QBA (quantum
bit algebra) accessible via an online tool based on GAALOPWeb, which
can be handled on many computing devices.

Keywords: Geometric algebra · Geometric algebra computing ·
GAALOP · Quantum computing

1 Introduction

Based on Geometric Algebra, the operations of quantum computing can be
understood as algebraic transformations such as reflections or rotations of a
so-called state vector. This interplay between the algebraic and geometric rep-
resentations within Geometric Algebra enables a better grasp of quantum com-
puting. We mainly follow [7] describing Quantum Computing in the sense of
Vianna, Trindade, and Fernandes [10], fulfilling a criterion of the core of Geo-
metric Algebra: In this regard, we share with many authors the idea that operators
and operands should be elements of the same space. The goal is to have a math-
ematical language making the operations of quantum computing as intuitive as
possible, in order to make the understanding of existing algorithms as well as
the development of new algorithms as easy as possible. We describe quantum
bits and quantum registers based on the specific QBA (quantum bit algebra)
in a way mainly addressing the engineering community. As an example for a
computing gate we use the NOT operation.
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As the main contribution of this paper, we extended GAALOP (Geometric
Algebra Algorithms Optimizer) to handle QBA and to make all the calculations
online via GAALOPWeb. This enables us to make calculations for qubits without
the need of installing a specific software. Since GAALOPWeb is webbrowser-
based, it can be used on various devices such as PC, tablet or smart phone. We
present how the NOT operation can be applied on one as well as on two qubits.

2 Comparing Classic Computers with Quantum
Computers

The computers that we use today are deterministic devices with memory and
register units composed of unambiguous bits. Each bit can either be entirely in a
state of 0 or, oppositely, in a state of 1. They work in the classic domain as each
switching operation that changes state 0 to state 1 (or the other way round),
still requires an enormous number of charge carriers interacting even with the
miniaturisation achieved today.

Thus, stepping up the performance of these classic computers necessitates a
reduction in the size of their components. It may, therefore, be expected that
soon the threshold to quantum mechanics will be achieved once the components
become so small that, rather than by the classic laws, they will behave erratically
by the laws of quantum mechanics.

One of the possible solutions to this dilemma consists of implementing the
possibilities of quantum computing. The prospects concerning further miniatur-
isation are bright: So the performance of a quantum computer using a register
with 64 qubits, see page 8 of [8], would correspond to the performance of a
classic computer with surface covering several thousands of earth globes. Calcu-
lating on such a quantum computer thus represents an extremely efficient way
of computing. In quantum computing, this is achieved by specifically coding the
information. Whereas each bit of a classic computer can assume both states
|0〉 and |1〉 with the likelihoods of either 100% or 0%, the possible states |0〉 or
|1〉 of a quantum computer are governed by probabilities lying anywhere between
0% and 100%.

3 Description of Quantum Bits

A quantum computer can simultaneously compute and work with the superpo-
sition of all possible classic states. Thus, a myriad of states are modified in a
single computing step.

In explaining this fact, the question of what is a state, therefore, plays a key
role. As a matter of fact, a quantum mechanics state describes a special property
of the particle in question such as the spin of an electron. Now, a spin can be
directed either downwards (spin down), which corresponds to the quantum bit
state of |0〉 or upwards (spin up) corresponding to the quantum bit state of |1〉.
Or else, the electron can be in a superposition of

|Ψ〉 = a0|0〉 + a1|1〉, (1)
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where a0, a1 ∈ C. This is the usual representation of a superposition of the two
states |0〉 and |1〉 in the conventional notation (see, e.g., [6,9]) without using
Geometric Algebra. Here the pre-factors or coefficients a0 and a1 represent the
amplitudes of the wave function and are subject to the normalization condition
as complex numbers

|a0|2 + |a1|2 = a0a
∗
0 + a1a

∗
1 = 1. (2)

|a0|2 is the probability that, in a measurement, the quantum bit indicates the
state |0〉 (e.g., spin down), while |a1|2 is the probability that the quantum bit
will be found in the state |1〉 (e.g., spin up).

If the states |0〉 and |1〉 are identified with the spatial basis vectors1 σ0 and
σ1 that satisfy the normalization condition

σ2
0 = σ2

1 = 1, (3)

it is possible to define the wave function (1) in the Complex Geometric Algebra
Cl(2,C) as a location vector r in this space:

ψ = a0σ0 + a1σ1. (4)

This geometric-algebraic representation of the state of a quantum bit was
chosen, for example, by Baylis [2]. According to the Born rule, the probability
of the pure state |0〉 is |a0|2 and the probability of the pure state |1〉 is |a1|2.
Finally, the total probability of the system is 〈ψ|ψ〉 = 1, it follows the rule
|a0|2 + |a1|2 = 1 and we can write |ψ〉 in spherical coordinates (γ, θ, ϕ) as an
element of the three dimensional Bloch sphere

|ψ〉 = eiγ

(
cos

(
θ

2

)
|0〉 + eiϕ sin

(
θ

2

)
| 1〉

)
,

which is equivalent to a group of unitary quaternions.
Thus, a quantum bit can be modelled in a complex space with two basis

vectors (see Eq. (4)) or else in a real space with four basis vectors (see Eq. (6)).
This second alternative can be found, e.g., in Doran and Lasenby (Chapt. 9 of
[4]) or Cafaro and Mancini [3].

Our alternative representation of quantum bits can be motivated if one
admits temporal vectors in addition to spatial ones, rather than using complex
probability amplitudes. Using

a0 = cx
0 + ict

0 and a1 = cx
1 + ict

1, (5)

the coefficients are transformed into real pre-factors thus doubling the number of
basis vectors. In this alternative spatiotemporal notation of Geometric Algebra,
the state vector of formula (4) takes the form:

ψ = (cx
0 + ict

0)σ0 + (cx
1 + ict

1)σ1

= cx
0δx

0 + ct
0δ

t
0 + cx

1δx
1 + ct

1δ
t
1, (6)

1 Concerning the following notations known from physics and their relations to Geo-
metric Algebra please refer to Chapt. 17 of [5].
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where we define δx
p = σp and δt

p = iσp, p ∈ {0, 1}. The imaginary units can be
taken over by the now temporal basis vectors if the measurements are performed
with respect to only one spatial direction as with the quantum bits of a quantum
computer. Equations (3) then change to:

(δx
0 )2 = (δx

1 )2 = 1;
(δt

0)
2 = (δt

1)
2 = −1. (7)

Remark 1. These four elements cannot form an orthonormal basis of Clifford
algebra Cl(2, 2), because of their non-anticommutativity, for example δx

0 δx
1 =

σx
0 iσx

0 = δx
1 δx

0 . It is not even a commutative algebra because of identity δx
0 δt

0 =
−σt

0σ
x
0 = δx

1 δx
0 .

We propose to model a qubit by unit elements of a Clifford algebra Cl(2, 2)
which is a Clifford algebra over a vector space with an indefinite bilinear form of
signature (+,−,+,−). We identify this algebra with the vectors (γx

0 , γt
0, γ

x
1 , γt

1),
where

(γx
0 )2 = (γx

1 )2 = 1;
(γt

0)
2 = (γt

1)
2 = −1, (8)

and a qubit can be defined in correspondence with (6) as

ψ = cx
0γx

0 + ct
0γ

t
0 + cx

1γx
1 + ct

1γ
t
1, (9)

implying that qubits belong to a 3-dimensional surface defined by the identity

(cx
0)2 − (ct

0)
2 + (cx

1)2 − (ct
1)

2 = 1,

or to using standard hyperboloid coordinates (γ, θ, ϕ) equivalently,

|ψ〉 = ēiγ

(
cos

(
θ

2

)
|0〉 + ēiϕ sin

(
θ

2

)
|1〉

)
,

where ēiϕ = cosh(ϕ) + sinh(ϕ)i and ēiγ = cosh(γ) + sinh(γ)i.

4 Quantum Register

A system consisting of several quantum bits is referred to as a quantum register.
The simplest case is limited to two quantum bits. Figure 1 illustrates a space in
which the corresponding wave function

|Ψ〉 = a00|00〉 + a01|01〉 + a10|10〉 + a11|11〉, (10)

where aij ∈ C acts mathematically. This is actually an attempt to represent a
four-dimensional space, with all four directions of the basic states |00〉, |01〉, |10〉,
and |11〉 are pair-wise perpendicular.
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Fig. 1. State vector ψ of a quantum register built from two quantum bits according to
[7].

Again, there are two options available of Geometric Algebra representations.
We can describe Ψ as an element of complex geometric algebra ⊗2Cl(2,C) in
the form

Ψ = a00σ00 + a01σ01 + a10σ10 + a11σ11, (11)

where aij ∈ C or as an element of real geometric algebra in the form

Ψ = cx
00γ

x
00 + cx

01γ
x
01 + cx

10γ
x
10 + cx

11γ
x
11

+ ct
00γ

t
00 + ct

01γ
t
01 + ct

10γ
t
10 + ct

11γ
t
11, (12)

where γi
jk ∈ ⊗2Cl(2, 2) and aij ∈ R, so that the probability amplitudes are only

real.

5 Computing Steps in Quantum Computing

Each computing step in a quantum computer actually transforms the wave func-
tion |y〉 or the state vector r that represents it. The following examples will show
how the algebraic description of the transformation in the image of the wave
function |y〉 can be supplemented by a geometric description that uses Geo-
metric Algebra. The algebraic transformations are represented by reflections or
rotations of the state vector r. This interplay between the algebraic and geomet-
ric representations within Geometric Algebra, enables a better grasp of quantum
computing, which can thus be accessed in two different ways.

6 The NOT-Operation on a Qubit

One of the simplest operations is the simple inversion of the state of a single
quantum bit. It is referred to as a NOT-operation. There are three different
approaches to describing this operation:
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– Physical approach
Both states |0〉 and |1〉 are mapped on each other:

|0〉 → |1〉 and |1〉 → |0〉; (13)

– Algebraic approach
The two probability amplitudes are interchanged:

a0 → a1 and a1 → a0; (14)

– Geometric approach
The state vector ψ is reflected about the reflection vector

rref =
1√
2
(σ0 + σ1), (15)

see Fig. 2 for the geometric meaning of the reflection.

Fig. 2. Reflection about the reflection vector.

The actual physical implementation is achieved by irradiating the quantum
bit with a suitable electromagnetic wave. The algebraic transformation is imple-
mented by the transformer

UNOT = |0〉〈1| + |1〉〈0| (16)

as

ψ′ = UNOT ψ

= (|0〉〈1| + |1〉〈0|)(a0|0〉 + a1|1〉)
= a1|0〉 + a0|1〉. (17)
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In Geometric Algebra, using Pauli matrices, this transformation can now be
written as the sandwich product

ψ′ = rref ψ rref

=
1√
2
(σ0 + σ1)(a0σ0 + a1σ1)

1√
2
(σ0 + σ1)

=
1
2
(a0σ

2
0 + a0σ1σ0 + a1σ0σ1 + a1σ

2
1)(σ0 + σ1)

=
1
2
(a0 + a0σ1σ0 + a1σ0σ1 + a1)(σ0 + σ1)

=
1
2
(a0 + a0σ1σ0 + a1σ0σ1 + a1)(σ0 + σ1)

= a1σ0 + a0σ1 (18)

and, as such, handled as a reflection in the geometric sense.
An analogous geometric interpretation is obtained by using spatiotemporal

basis vectors. This, however, requires two reflections. First a reflection is per-
formed about the three-dimensional hyperplane

rref1 =
1√
2
(γx

0 + γx
1 )γt

0γ
t
1, (19)

to reflect the spatial basis vectors. Subsequently, the temporal vectors are
reflected at the hyperplane

rref2 =
1√
2
(γt

0 + γt
1)γ

x
0 γx

1 , (20)

resulting in

ψ′ = rref2rref1 ψ rref1rref2 = −rref1rref2 ψ rref1rref2. (21)

As the composition of two reflections is a rotation, Eq. (21) can be thought
of as a rotation. Let us point that, due to the anticommutative interchanging of
different basis vectors:

rref1rref2 =
1√
2
(γx

0 + γx
1 )γt

0γ
t
1

1√
2
(γt

0 + γt
1)γ

x
0 γx

1

=
1
2
(γx

0 − γx
1 )(γt

0 − γt
1)

= −rref2rref1. (22)

So, the element rref1rref2 represents a rotation, by conjugation with sign.
Thus, we have a rotation in the two-dimensional plane represented by the

bivector
R =

1
2
(γx

0 − γx
1 )(γt

0 − γt
1), (23)

confirming the complete calculation:

ψ′ = RψR = cx
1γx

0 + ct
1γ

t
0 + cx

0γx
1 + ct

0γ
t
1. (24)
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Although this spatiotemporal description seems to demand much more com-
putation power than the version of Geometric Algebra given by Eq. (18) working
only with the spatial basis vectors, it is more instructive as the representations
of reflections and rotations in spaces of higher dimensions become much clearer
both algebraically and geometrically.

7 GAALOPWeb for Qubits

GAALOPWeb2 is our online tool for optimizing Geometric Algebra algorithms
for programming languages like C/C++ and others. We adapted the recent
interface in order to support Qubit algebras, see Fig. 3.

Fig. 3. Screenshot of GAALOPWeb for Qubit algebras.

After the user selected the Quantum Bits Geometric Algebra as geometric
algebra, a number selection field appears where the user is able to set the number
of qubits. Then the user edits the code written in GAALOPScript and pushes the
Run button. In the background, a new algebra definition is created automatically
based on the number of qubits and this is used to compute the resulting C/C++
Code, which is displayed to the user afterwards.

8 Qubit Algebra QBA

The Qubit Algebra is a 4D Geometric Algebra G2,2 with one space-like basis
vector and one time-like basis vector for each of the two basis states |0〉 and |1〉.
2 http://www.gaalop.de/gaalopweb-for-qubits/.

http://www.gaalop.de/gaalopweb-for-qubits/
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Table 1 shows the 4 basis vectors together with their relation to the qubit states,
their signature and their description within GAALOP.

Table 1. The 4 basis vectors of the Qubit Algebra.

Basis vector Signature GAALOPScript

|0〉 (space-like) γx
0 +1 e0x

|0〉 (time-like) γt
0 -1 e0t

|1〉 (space-like) γx
1 +1 e1x

|1〉 (time-like) γt
1 -1 e1t

Listing 1.1 shows the GAALOPScript for the NOT-operation according to
Sect. 6.

Listing 1.1. GAALOPScript for the NOT-operation on a qubit

1 r = c0x*e0x + c0t*e0t +c1x*e1x + c1t*e1t;
2 rref1= sqrt (2)/2*( e0x + e1x)*e0t*e1t;
3 rref2= sqrt (2)/2*( e0t + e1t)*e0x*e1x;
4 R = rref1*rref2;
5 ?rprime = R*r*R;

Line 1 computes the general state vector r as a linear combination of all
the basis vectors according to Eq. (6). The line 2 and 3 are responsible for the
computation of the hyper planes for the two needed reflections according to the
Eqs. (19) and (20). Line 4 computes the combined reflector R for both reflections
according to Eq. (22) and finally the transformed state vector is computed as the
sandwich product according to Eq. (24).

The result of the generation of C/C++ code is as follows:

Listing 1.2. Result of the NOT-operation

1 void calculate(float c0t , float c0x , float c1t , float c1x ,

2 float rprime [16]) {

3
4 rprime [1] = c1x; // e0x

5 rprime [2] = c0x; // e1x

6 rprime [3] = c1t; // e0t

7 rprime [4] = c0t; // e1t

8 }

It shows the new coefficients of the basis vectors e0x, e1x, e0t and e1t. Com-
pared to the original state vector r, we realize that both the coefficients of the
two space-like basis vectors and of the two time-like basis vectors are now inter-
changed.



An Online Calculator for Qubits Based on Geometric Algebra 535

9 The 2-Qubit Algebra QBA2

The following table shows the 8 basis vectors of the 2-Qubit Algebra QBA2 with
their signatures and GAALOP notations (Table 2).

Table 2. The 8 basis vectors of the 2-Qubit Algebra QBA2.

Basis vector Signature GAALOPScript

|00〉 (space-like) γx
00 +1 e0x

|00〉 (time-like) γt
00 −1 e0t

|01〉 (space-like) γx
01 +1 e1x

|01〉 (time-like) γt
01 −1 e1t

|10〉 (space-like) γx
10 +1 e2x

|10〉 (time-like) γt
10 −1 e2t

|11〉 (space-like) γx
11 +1 e3x

|11〉 (time-like) γt
11 −1 e3t

In order to compute the NOT-operation on the first qubit, we are able to
use the same GAALOPScript according to Listing 1.1 as used for QBA. The
result as shown in Listing 1.3 is in principle the same as in Listing 1.2 (the only
difference is an internal one: the indices of the data structure for the multivector
rprime).

Listing 1.3. Result of the NOT-operation on the first qubit.

1 void calculate(float c0t , float c0x , float c1t , float c1x ,

2 float rprime [256]) {

3
4 rprime [1] = c1x; // e0x

5 rprime [2] = c0x; // e1x

6 rprime [5] = c1t; // e0t

7 rprime [6] = c0t; // e1t

8 }

If we would like to use the NOT-operation for the second qubit, we have to
take the corresponding basis vectors according to Listing 1.4.

Listing 1.4. GAALOPScript for the NOT-operation on the second qubit in QBA2.

1 r = c2x*e2x + c2t*e2t +c3x*e3x + c3t*e3t;
2 rref1= sqrt (2)/2*( e2x + e3x)*e2t*e3t;
3 rref2= sqrt (2)/2*( e2t + e3t)*e2x*e3x;
4 R = rref1*rref2;
5 ?rprime = R*r*R;

We can see in the result of the Listing 1.5 that again both the coefficients of
the two space-like basis vectors and of the two time-like basis vectors are now
interchanged.
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Listing 1.5. Result of the NOT-operation on the second qubit.

1
2 void calculate(float c2t , float c2x , float c3t , float c3x ,

3 float rprime [256]) {

4
5 rprime [3] = c3x; // e2x

6 rprime [4] = c2x; // e3x

7 rprime [7] = c3t; // e2t

8 rprime [8] = c2t; // e3t

9 }

In order to make code reusable, GAALOPScript offers a macro concept. This
allows to write a macro for the NOT-operation which can be used for both qubits
as shown in Listing 1.6.

Listing 1.6. NOT-operation on both qubits using a macro.

1 NOT = {

2 // 1: eix 2: eit 3: ei+1x 4: ei+1t 5: r

3 rref1= sqrt (2)/2*( _P(1) + _P(3))* _P(2)*_P(4);

4 rref2= sqrt (2)/2*( _P(2) + _P(4))* _P(1)*_P(3);

5 R = rref1*rref2;

6 R*_P(5)*R

7 }

8 r1 = c0x*e0x + c0t*e0t +c1x*e1x + c1t*e1t;

9 ?rprime1 = NOT(e0x , e0t , e1x , e1t , r1);

10
11 r2 = c2x*e2x + c2t*e2t +c3x*e3x + c3t*e3t;

12 ?rprime2 = NOT(e2x , e2t , e3x , e3t , r2);

The meaning of the parameters P(1) . . . P(5) of the NOT macro is indicated
in line 2. The result according to Listing 1.7 is now a summary of the results for
each of the qubits.

Listing 1.7. Result of the NOT-operation on both qubits.

1 void calculate(float c0t , float c0x , float c1t , float c1x ,

2 float c2t , float c2x , float c3t , float c3x ,

3 float rprime1 [256], float rprime2 [256]) {

4
5 rprime1 [1] = c1x; // e0x

6 rprime1 [2] = c0x; // e1x

7 rprime1 [5] = c1t; // e0t

8 rprime1 [6] = c0t; // e1t

9 rprime2 [3] = c3x; // e2x

10 rprime2 [4] = c2x; // e3x

11 rprime2 [7] = c3t; // e2t

12 rprime2 [8] = c2t; // e3t

13 }
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10 Conclusion

This paper proposes a new formulation for quantum computing with the follow-
ing advantages:

– one algebra for the description of qubits and operations on them;
– geometrically intuitive description of operations;
– calculations to be easily handled via code snippets of an online application.

In the future, we would like to extend it to other relevant quantum operations,
as well as to quantum computing algorithms, such as the Grover’s algorithm for
searching in unstructured databases [1].
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Abstract. The Sylvester equation and its particular case, the Lyapunov
equation, are widely used in image processing, control theory, stability
analysis, signal processing, model reduction, and many more. We present
the basis-free solution to the Sylvester equation in geometric algebra of
arbitrary dimension. The basis-free solutions involve only the operations
of geometric product, summation, and the operations of conjugation.
The results can be used in symbolic computation.
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1 Introduction

The Sylvester equation [9] is a linear equation of the form AX − XB = C for
the known A,B,C (quaternions, matrices, or multivectors depending on the for-
malism) and the unknown X. The Sylvester equation and its particular case,
the Lyapunov equation (with B = −AH), are widely used in different appli-
cations – image processing, control theory, stability analysis, signal processing,
model reduction, and many more. In this paper, we study the Sylvester equation
in Clifford’s geometric algebra C�p,q and present the basis-free solution of this
equation in the case of arbitrary n = p + q.

The Sylvester equation over quaternions corresponds to the Sylvester equa-
tion in geometric algebra of a vector space of dimension n = 2, because we have
the isomorphism C�0,2 ∼= H. Thus the basis-free solution to the Sylvester equa-
tion in C�p,q, p + q = 2, is constructed similarly to the basis-free solution to the
Sylvester equation over quaternions. The same ideas as in the case n = 2 work
in the case n = 3. The cases n ≤ 3 are also discussed by Acus and Dargys [1].

In this paper, we present basis-free solutions in the cases n = 4 and n = 5,
which are the most important cases for the applications. The geometric algebra
C�1,3 (the space-time algebra [4]) of a space of dimension 4 is widely used in
physics. The conformal geometric algebra C�4,1 of a space of dimension 5 is
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widely used in robotics and computer vision. Also we present the recursive basis-
free formulas to the Sylvester equation in C�p,q in the case of arbitrary n = p+q.
They can be used in symbolic computation.

An arbitrary linear quaternion equation with two terms

KXL + MXN = P (1)

for the known K,L,M,N ∈ H and the unknown X ∈ H can be reduced to
the Sylvester equation. Any nonzero quaternion Q = a + bi + cj + dk �= 0,
where a, b, c, d ∈ R are real numbers, and i, j, and k are the quaternion units, is
invertible and the inverse is equal to

Q−1 =
Q̄

QQ̄
,

where Q̄ := a − bi − cj − dk is the conjugate of Q. Multiplying both sides of (1)
on the left by M−1 and on the right by L−1, we obtain M−1KX + XNL−1 =
M−1PL−1. Denoting A := M−1K, B := −NL−1, C := M−1PL−1, we get the
Sylvester equation

AX − XB = C (2)

for the known A,B,C ∈ H and the unknown X ∈ H.
Multiplying both sides of (2) on the right by −B̄, we get

− AXB̄ + XBB̄ = −CB̄. (3)

Multiplying both sides of (2) on the left by A, we get

A2X − AXB = AC. (4)

Summing (3) and (4) and using B + B̄ ∈ R, BB̄ ∈ R, we obtain

A2X − (B + B̄)AX + BB̄X = AC − CB̄.

If D := A2 − BA − B̄A + BB̄ �= 0, then it is invertible and we get the basis-free
solution to (2):

X = D−1(AC − CB̄) =
D̄(AC − CB̄)

DD̄
.

2 The Main Results

Let us consider the Clifford’s geometric algebra C�p,q, p + q = n, [2,3,6,7] with
the identity element e and the generators ea, a = 1, . . . , n, satisfying

eaeb + ebea = 2ηabe, a, b = 1, . . . , n

where η = ||ηab|| = diag(1, . . . , 1,−1, . . . ,−1) is the diagonal matrix with its first
p entries equal to 1 and the last q entries equal to −1 on the diagonal. We call the
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subspace of C�p,q of geometric algebra elements, which are linear combinations
of basis elements with multi-indices of length k, the subspace of grade k and
denote it by C�kp,q, k = 0, 1, . . . , n. We identify elements of the subspace of grade
0 with scalars: C�0p,q ≡ R, e ≡ 1. Denote the operation of projection onto the
subspace C�kp,q by 〈 〉k. The center of C�p,q is cen(C�p,q) = C�0p,q in the case of
even n and cen(C�p,q) = C�0p,q ⊕ C�np,q in the case of odd n.

We use the following two standard operations of conjugation in C�p,q: the
grade involution ˆ and the reversion (which is an anti-involution) ˜

Û =
n∑

k=0

(−1)k〈U〉k, ÛV = Û V̂ , ∀U, V ∈ C�p,q,

Ũ =
n∑

k=0

(−1)
k(k−1)

2 〈U〉k, ŨV = Ṽ Ũ , ∀U, V ∈ C�p,q,

and one additional operation of conjugation � (see [8])

U� =
∑

k=0,1,2,3mod8

〈U〉k −
∑

k=4,5,6,7mod8

〈U〉k, ∀U ∈ C�p,q. (5)

In the general case, we have (UV )� �= U�V � and (UV )� �= V �U�.
Let us consider the Sylvester equation in geometric algebra

AX − XB = C (6)

for the known A,B,C ∈ C�p,q and the unknown X ∈ C�p,q.
In the case n = 1, the geometric algebra C�p,q is commutative and we get

(A − B)X = C. Denoting D := A − B and using1

Adj(D) = D̂, Det(D) = DD̂ ∈ C�0p,q ≡ R, D−1 =
Adj(D)
Det(D)

,

we conclude that if

Q := DD̂ �= 0, (7)

then

X =
D̂C

Q
.

In the case n = 2, we can do the same as for the Sylvester equation over
quaternions. Multiplying both sides of (6) on the right by − ˆ̃B and on the left
by A, we get

−AX ˆ̃B + XB ˆ̃B = −C ˆ̃B, A2X − AXB = AC.

1 See on the adjugate, determinant, and inverses in C�p,q for arbitrary n in [8].
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Summing and using Det(B) = B ˆ̃B ∈ C�0p,q ≡ R, B + ˆ̃B ∈ C�0p,q ≡ R, we get

(A2 − (B + ˆ̃B)A + B ˆ̃B)X = AC − C ˆ̃B. (8)

Using

Adj(D) = ˆ̃D, Det(D) = D ˆ̃D ∈ C�0p,q ≡ R, D−1 =
Adj(D)
Det(D)

,

we conclude that if

Q := D ˆ̃D �= 0, (9)

then for D := A2 − (B + ˆ̃B)A + B ˆ̃B, we get

X =
ˆ̃D(AC − C ˆ̃B)

Q
.

In the case n = 3, we have B ˆ̃B ∈ C�0p,q ⊕ C�3p,q = cen(C�p,q) and B + ˆ̃B ∈
C�0p,q ⊕ C�3p,q = cen(C�p,q) and obtain again (8). Using

Adj(D) = D̂D̃ ˆ̃D, Det(D) = DD̂D̃ ˆ̃D ∈ C�0p,q ≡ R, D−1 =
Adj(D)
Det(D)

for D := A2 − (B + ˆ̃B)A + B ˆ̃B, we conclude that if

Q := DD̂D̃ ˆ̃D �= 0, (10)

then

X =
D̂D̃ ˆ̃D(AC − C ˆ̃B)

Q
. (11)

Theorem 1. Let us consider the Sylvester equation in C�p,q, p + q = 4

AX − XB = C, (12)

for the known A,B,C ∈ C�p,q and the unknown X ∈ C�p,q. If

Q := D ˆ̃D(D̂D̃)� �= 0, (13)

then

X =
ˆ̃D(D̂D̃)�F

Q
, (14)
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where

D := A4 − A3(B + ˆ̃B + B̂� + B̃�) (15)

+A2(B ˆ̃B + BB̂� + BB̃� + ˆ̃BB̂� + ˆ̃BB̃� + (B̂B̃)�)

−A(B ˆ̃BB̂� + B ˆ̃BB̃� + B(B̂B̃)� + ˆ̃B(B̂B̃)�) + B ˆ̃B(B̂B̃)�,

F := A3C − A2C( ˆ̃B + B̂� + B̃�) (16)

+AC( ˆ̃BB̂� + ˆ̃BB̃� + (B̂B̃)�) − C ˆ̃B(B̂B̃)�.

Proof. Multiplying both sides of (12) on the right by − ˆ̃B(B̂B̃)�, we get

− AX ˆ̃B(B̂B̃)� + XB ˆ̃B(B̂B̃)� = −C ˆ̃B(B̂B̃)�. (17)

Multiplying both sides of (12) on the right by ˆ̃BB̂� + ˆ̃BB̃� + (B̂B̃)� and on the
left by A, we get

A2X( ˆ̃BB̂� + ˆ̃BB̃� + (B̂B̃)�) − AXB( ˆ̃BB̂� + ˆ̃BB̃� + (B̂B̃)�)

= AC( ˆ̃BB̂� + ˆ̃BB̃� + (B̂B̃)�). (18)

Multiplying both sides of (12) on the right by −( ˆ̃B + B̂� + B̃�) and on the left
by A2, we get

− A3X( ˆ̃B + B̂� + B̃�) + A2XB( ˆ̃B + B̂� + B̃�) = −A2C( ˆ̃B + B̂� + B̃�).(19)

Multiplying both sides of (12) on the left by A3, we get

A4X − A3XB = A3C. (20)

Summing (17), (18), (19), and (20), and using the following explicit formulas for
the characteristic polynomial coefficients from [8]

b(1) := B + ˆ̃B + B̂� + B̃� ∈ C�0p,q,

b(2) := −(B ˆ̃B + BB̂� + BB̃� + ˆ̃BB̂� + ˆ̃BB̃� + (B̂B̃)�) ∈ C�0p,q,

b(3) := B ˆ̃BB̂� + B ˆ̃BB̃� + B(B̂B̃)� + ˆ̃B(B̂B̃)� ∈ C�0p,q,

b(4) := −Det(B) = −B ˆ̃B(B̂B̃)� ∈ C�0p,q,

we get

(A4 − A3(B + ˆ̃B + B̂� + B̃�)

+A2(B ˆ̃B + BB̂� + BB̃� + ˆ̃BB̂� + ˆ̃BB̃� + (B̂B̃)�)

−A(B ˆ̃BB̂� + B ˆ̃BB̃� + B(B̂B̃)� + ˆ̃B(B̂B̃)�) + B ˆ̃B(B̂B̃)�)X

= A3C − A2C( ˆ̃B + B̂� + B̃�) + AC( ˆ̃BB̂� + ˆ̃BB̃� + (B̂B̃)�) − C ˆ̃B(B̂B̃)�.
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Denoting (15) and (16), and using the formula for the inverse in C�p,q with
n = p + q = 4

Adj(D) = ˆ̃D(D̂D̃)�, Det(D) = D ˆ̃D(D̂D̃)�, D−1 =
Adj(D)
Det(D)

,

we obtain (14).

Let us formulate the theorem for the case n = p + q = 5.

Theorem 2. Let us consider the Sylvester equation in C�p,q, p + q = 5,

AX − XB = C (21)

for the known A,B,C ∈ C�p,q and the unknown X ∈ C�p,q. If

Q := DD̃(D̂ ˆ̃D)�(DD̃(D̂ ˆ̃D)�)� �= 0, (22)

then

X =
D̃(D̂ ˆ̃D)�(DD̃(D̂ ˆ̃D)�)�F

Q
, (23)

where

D := A4 − A3(B + B̃ + B̂� + ˜̂
B�) (24)

+A2(BB̃ + BB̂� + B
˜̂
B� + B̃B̂� + B̃

˜̂
B� + (B̂ ˜̂

B)�)

−A(BB̃B̂� + BB̃
˜̂
B� + B(B̂ ˜̂

B)� + B̃(B̂ ˜̂
B)�) + BB̃(B̂ ˜̂

B)�,

F := A3C − A2C(B̃ + B̂� + ˜̂
B�) (25)

+AC(B̃B̂� + B̃
˜̂
B� + (B̂ ˜̂

B)�) − CB̃(B̂ ˜̂
B)�.

In the following theorem, we present recursive formulas for the basis-free
solution in the case of arbitrary n = p + q.

Theorem 3. Let us consider the Sylvester equation in C�p,q, p + q = n, N :=
2[

n+1
2 ]

AX − XB = C (26)

for the known A,B,C ∈ C�p,q and the unknown X ∈ C�p,q. If

Q := d(N) �= 0, (27)

then

X =
(D(N−1) − d(N−1))F

Q
, (28)
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where

D := −
N∑

j=0

AN−jb(j), F :=
N∑

j=1

AN−jC(B(j−1) − b(j−1)), (29)

and the following expressions are defined recursively2:

b(k) =
N

k
〈B(k)〉0, B(k+1) = B(B(k) − b(k)), B(1) = B,

d(k) =
N

k
〈D(k)〉0, D(k+1) = D(D(k) − d(k)), D(1) = D,

B(0) = D(0) := 0, b(0) = d(0) := −1, k = 1, . . . , N.

Note that D (29) is the characteristic polynomial of the element B with the
substitution of A. The complete proofs of Theorems 2 and 3 are rather cumber-
some and will be given in the extended version of this paper. The simplification
of the formulas (29) in the case of odd n will be also discussed.

In this paper, we discuss the most important (nondegenerate) case when
the element Q (7), (9), (10), (13), (22), (27) is non-zero and the corresponding
Sylvester equation (6) has a unique solution X. The degenerate case Q = 0 (with
zero divisors) can also be studied. An interesting task is to generalize results of
this paper to the case of general linear equations in geometric algebras

k∑

j=1

AjXBj = C, Aj , Bj , C,X ∈ C�p,q (30)

in the case of arbitrary n = p + q. The basis-free solution to the equation (30)
in the case of quaternions H ∼= C�0,2 is given in [5].
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Abstract. The direct construction of geometric elements in an N
dimensional geometric algebra by taking the outer product between N−1
primitive points is one of the cornerstone tools. It is used to construct a
variety of objects, from spheres in CGA [6], up to quadric [2] and even
cubic surfaces [9] in much higher dimensional algebras. Initial implemen-
tations of the latter however revealed that this is not without numerical
issues. Naively taking the outer product between N − 1 vectors in these
high dimensional algebras is not practically possible within the limits of
IEEE 64 bit floating point. In this paper we show how established tech-
niques from linear algebra can be used to solve this problem and compute
a fast hyperwedge. We demonstrate superior precision and speed, even
for low dimensional algebras like 3D CGA.

Keywords: Geometric algebra · Outer product · Wedge product ·
Linear algebra · Numerical precision

1 Introduction

In recent years, a series of novel geometric algebras [2,9] has enabled the direct
manipulation of quadric and cubic surfaces. These high-dimensional algebras
(e.g. R9,6) allow easy calculation of intersections of these surfaces, as well as the
direct construction of quadric and cubic surfaces by wedging together a given
set of primitive points.

Initial implementations in GARAMON [1] and Ganja.js [3] however revealed
substantial numerical issues - up to the point where it renders the direct con-
struction of these surfaces impossible when IEEE 64 bit floating point numbers
are used. Both the high dimensionality and the presence of high powers in the
point parametrisation place a substantial strain on the numerical requirements.
Initial attempts to simplify these calculations using GAALOP [8] offered only
small improvements.

Without a practical solution for the direct construction, the usefulness of
these new algebras is substantially crippled. In this short technical paper we
present a remarkably simple solution to this problem using only basic techniques
from linear algebra. The resulting method is not only numerically stable, it is also
substantially faster and directly applicable to improving both the precision and
speed even in lower dimensional algebras like 5-dimensional CGA (the conformal
algebra of 3D space).
c© Springer Nature Switzerland AG 2020
N. Magnenat-Thalmann et al. (Eds.): CGI 2020, LNCS 12221, pp. 549–554, 2020.
https://doi.org/10.1007/978-3-030-61864-3_47
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2 The Outer Product as Matrix Solver

In a previous paper [4] , we demonstrated how a system of n linear equations
in n variables can be solved by casting it into an n + 1 dimensional algebra (of
arbitrary metric), and viewing it as an incidence problem – which is then easily
solved using the outer product.

For the specific example of 2 equations in 2D:

a1x + a2y + a3 = 0
b1x + b2y + b3 = 0, (1)

we write the coefficients as vectors in a 3D geometric algebra of arbitrary metric:

a = a1e1 + a2e2 + a3e3
b = b1e1 + b2e2 + b3e3, (2)

and find the homogeneous solution s to the original matrix equation using just
the outer product, by computing the element:

s = a ∧ b, (3)

and then extracting the coefficients of the solution vector (x, y)� via a homoge-
neous divide:

(x, y) =
( se23

se12

,
se31

se12

)
(4)

The subscript basis-blades denote metric-independent coordinate extraction.
Note that the choice of ordering of basis elements needs some care, since it
may introduce extra minus signs (e.g. if we had picked e13 instead of e31, an
extra minus sign for the y coefficient would be needed).

The use of a homogeneous 3-dimensional algebra thus explicitly reveals the
correspondence between the geometrically motivated outer product and solving
linear equations, which in turn is equivalent to solving a 2 × 2 matrix equation
Ax = b. We generalize this relationship, and then exploit it.

3 The n-blades and n Equations

In n dimensions, the construction is essentially the same as above, when we have
n equations. By introducing an extra basis vector en+1 (and thus extending the
space), the n equations

n∑

j=1

aij xj = −ai,n+1 (5)
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can each be expressed in terms of a zero dot product of a vector

x =
n∑

i=1

xi ei + en+1, (6)

with vectors we will denote as

ai =
n∑

j=1

aij ej + ai,n+1 en+1, (7)

so as:

x · a1 = 0
x · a2 = 0

... (8)
x · an = 0

If the vectors ai are linearly independent, the familiar inner product properties
of the outer product can be used to convert this into the equivalent statement:

x · (a1 ∧ a2 ∧ · · · ∧ an) = 0. (9)

This may be rephrased by duality as:

x ∧ (a1 ∧ a2 ∧ · · · ∧ an)∗ = x ∧ A∗
n = 0, (10)

defining the n-blade An. This equation shows that the solution x is proportional
to the vector A∗

n.
αx = A∗

n.

One can normalize x to make the coefficient of en+1 equal to 1, as desired.
Although this representation method is independent of the actual metric,

we find it natural to think of this n + 1 dimensional homogeneous embedding
as an instance of PGA, the algebra in which vectors represent hyperplanes in
n dimensional space [5,7], and where the outer product of n vectors computes
the intersection point as an n-blade. But for the present paper, we avoid the
complications of a degenerate metric, and consider the n + 1 dimensional space
as Euclidean.

4 Hyperwedge: The Matrix Solver as Outer Product

We therefore establish that the linear equations and the outer product are closely
related. It is exactly this correspondence that we can use for the numerical stable
calculation of outer products of n factors in an n + 1 dimensional algebra. Now
turning things around, we propose to use existing and proven methods from
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linear algebra (LU, QR, SVD, ...) to perform a fast hyperwedge construction of
these practically important blades of codimension 1.

Suppose we are in an algebra of dimension N and desire to compute the
hyperwedge, i.e. the outer product of N − 1 vectors in that algebra. Let these
vectors be ai with i = 1, N −1. They have N components. We arbitrarily (or in a
numerically informed way, e.g., by pivoting) choose one of the components as the
artificial homogeneous dimension; to be specific, let us pick the last dimension N
for this role. Then, working towards the mapping on a set of n = N−1 equations,
ai can be split as an (N −1)-dimensional part, plus a bit of the dimension chosen
as the homogeneous coordinate. With our choice of eN , we rewrite

ai = ai + aiN eN (11)

We now compose a matrix A of which the columns are ai, and a vector b con-
sisting of the values aiN used as coefficients on the basis {e1, · · · , eN−1 = eN}:

A =

⎡

⎢
⎢
⎢
⎣

a�
1

a�
2
...

a�
n

⎤

⎥
⎥
⎥
⎦

, b =

⎡

⎢
⎢
⎢
⎣

a1N

a2N

...
anN

⎤

⎥
⎥
⎥
⎦

. (12)

Then by the previous section, the matrix equation

Ax = b. (13)

yields precisely the system of linear equations associated with the desired hyper-
wedge

AN−1 = a1 ∧ a2 ∧ · · · ∧ aN−1, (14)

in the sense that

AN−1 = α (x + eN )∗, (15)

where x = A−1b is the solution to the matrix equation. The dualization here
is relative to the pseudoscalar of the N -dimensional space. Let us relate that to
the pseudoscalar In in the n-dimensional space of our equations by IN = eN In.

Unless you are working in a homogeneous representation (where scale factors
are of less interest), the constant α should be determined. Since it is the factor
of eN , it must be related to the only purely n-space term on the left hand side.
We choose a Euclidean metric for the N -dimensional space (and we can, since
the outer product is non-metric anyway) so that e2N = 1. Then computing the
only term not involving eN we obtain

α In = α e∗
N = a1 ∧ · · · ∧ an, (16)

so we find that α = (a1 ∧ · · · ∧ an)I−1
n = det(A). Therefore we obtain as our

final hyperwedge:

An = det(A)
(
A−1b + eN

)∗
. (17)
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In a coordinate based representation, the dualization boils down to reading the
vector coordinates of the vector on the right from the vector basis, and placing
them in the appropriate slots of the dual basis for n-blades. (This employs the
linearity of dualization: (

∑
i xiei)∗ =

∑
i xie∗

i .)
An implementational note: in (17) we see that the chosen eN always ends

up with a non-zero coefficient. Since at least one of the vectors must do so
(if the resulting hyperwedge is non-zero), this does not lose generality. But it
does mean that one could have made an unfortunate choice in picking eN as
the homogeneous dimension at the start of this procedure, which would have
prevented a solution. We currently have no better proposal than: pick another
component for the role of eN and try again.

5 An Example of the Gain in 3D CGA

In 3D CGA we would represent a sphere through four points as the outer product
of the corresponding four conformal points. This clearly geometrical construction
permits a good test of speed and accuracy of the hyperwedge computation.
Following the method we outlined, the outer product requires inverting a 4 × 4
matrix, for which we used ‘LU with pivoting’. The resulting vector should be
immediately interpretable as a weighted dual sphere (or we could undualize the
outcome to the 4-blade representing the sphere).

Table 1. Comparison of the numerical precision, for 10,000 trials in 3D CGA.

Method Average error Run time

Outer product 0.0000554 42.4 ms

Hyperwedge 0.00000281 19.6 ms

To evaluate the precision, we generate four random points on a random known
normalized sphere and reconstruct the sphere using the standard outer product,
as well as the hyperwedge. The errors (MSE of the coefficients of the recon-
structed sphere relative to the original) after 10,000 runs are shown in Table 1
and clearly demonstrate the numerical superiority of the hyperwedge, even in
the low dimensional CGA algebra. The ganja.js implementation used also reveals
the hyperwedge to be more than twice as fast.

6 Future Work

This paper demonstrated an advantage of the use of well-honed techniques from
numerical linear algebra for the accurate and fast computation of a specific prod-
uct in geometric algebras. This principle may well generalize to other products
and techniques.
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The efficacy of this way of thinking for the hyperwedge of N − 1 blades
in N -dimensional algebras already suggests various extensions to other wedge
products. For m-blades in N -dimensional space, with m < N − 1, one might
connect to fast numerical software that deals properly with null spaces, and
use that to generate the correct blades. At least as interesting for practical
applications are overdetermined sets of equations: computing an m-blade using
k > m vectors. We could then base computation of such a ‘pseudowedge’ on
least squares methods; it will be interesting to study how one would choose the
metric aspects of such an optimal non-metric product.
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