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General discussion
Protein secretion has been industrially exploited during the last four decades, carrying along 
a continuous improvement of (micro-)organisms, secretion pathways (e.g. by bottleneck 
removal), and overall production processes from up- to down-stream. Nevertheless, while 
some technical and engineering aspects have been deeply and formally investigated (e.g. 
fermentation techniques or biomass balances), other aspects, mostly purely biological, 
were often tackled via trial-and-error approaches. This has led to the paradox of being 
able to exploit microorganisms, but only after selecting them through high-throughput 
(HT) screenings rather than a rational “construction” process. Imagine if, to build a circuit 
board or an engine, engineers would generate thousands of them with small differences to 
then test them in real word-like conditions. On the contrary, the engineers’ approach is 
generally to ideate, design and simulate a novel circuit board or engine, and only then to 
prototype it and test it for production. While clearly biotechnology and engineering are 
based on different disciplines, i.e. biology and physics, respectively, this does not mean that 
models and rules cannot be devised also in the living world. 
 Over the last decade the idea spread that the principles of engineering can also be 
applied to biological systems, with the consequence that more and more biological models 
have been created. This has mostly been emphasized and explored for model systems, 
such as Escherichia coli1, Saccharomyces cerevisiae1 and human cells2. Unfortunately, other 
organisms that are also relevant, for instance for human health or industrial production, 
are often less well studied from theoretical and modelling perspectives. Bacillus subtilis 
presents an intermediate situation: because of its industrial relevance, it is well studied and 
heavily exploited. Nevertheless, many fundamental aspects, not directly or immediately 
linked to exploitation, have still been overlooked and left behind. Other organisms, such 
as the pathogens Staphylococcus aureus and Porphyromonas gingivalis represent important 
threats for human health and wellbeing, but have only been marginally investigated from 
a theoretical angle. Therefore, the research presented in this thesis was aimed at bridging 
the gap between computational and experimental approaches in studies on the industrial 
microorganism B. subtilis and the pathogens S. aureus and P. gingivalis with a major focus on 
protein sorting and secretion. 
 The traditional approach to create models relies heavily on mathematics. The big 
advantage of mathematical models is that they are particularly clear and transparent, which 
allows one to answer questions about the particular model itself. More recently, a new 
branch of modelling developed, which is still based on mathematics, but implemented 
through artificial intelligence (AI). This has resulted in popular approaches, such as machine 
learning (ML) or deep learning. Building such AI models has definitely many advantages. 
In particular, this approach does not require any knowledge of the system to be modelled, 
and it produces relatively accurate predictions. The disadvantage is that models of this kind 
require huge datasets to be used for training and testing, and that they ultimately represent 
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‘black-boxes’ that do not lead to mechanistic insights1,3. For such reasons, mathematical 
modelling has not been abandoned and still plays an important role4–6, especially when a 
sufficient level of understanding and prior knowledge is available. In any case, especially 
within biology, there is a need for interpretable, or ‘white box’, models that clarify the 
underlying principles and mechanisms7. This principle was central for the studies presented 
in Chapters 2 to 5 of this thesis, where interpretability was conjugated with specific 
experimental and theoretical approaches. 
 Chapters 2 to 4 present the implementation of protein subcellular localization 
(SCL) prediction pipelines based on tailored meta-tools that exploit different software 
(SW) for specific tasks. More precisely, the developed pipelines were designed following 
a sorting signal-based approach. This means that the amino acid sequences of proteins are 
searched for specific domains, motifs or fingerprints that can point toward their final SCL. 
The most common alternative approach used nowadays is the homology-based transfer of 
knowledge (i.e. the SCL), which relies on the experimental annotation in public databases 
(DBs) of a protein homologous to the query protein8,9. The two approaches have their 
respective pros and cons, but they differ mainly on one important point, namely their 
capability to explain the final prediction. While homology-based approaches can only 
inform us that they identified a homologous protein with an annotated SCL in a given 
DB, sorting signal-based approaches provide striking causal information on the final SCL 
prediction by pointing out which signals are responsible for sorting the protein to a specific 
subcellular compartment. 
 A frequently employed present-day approach for protein SCL prediction is 
to employ ML, or similar algorithms, to the underlying features that describe a query 
protein. While ML proved to be a very powerful tool, the final predictions should be taken 
per se, with the only addition of a probability level, and leaving the user with nothing to 
interpret. Although leaving space for interpretation to the user could be seen as a lack of 
confidence in the prediction, it actually allows a prediction tool to be more flexible and 
to yield more precise results. Prediction tools, including the GP4 described in Chapter 
2, are usually built around one or few model species. Consequently, they are intrinsically 
biased towards a plessocentric (from πλάσσω, mould in Greek) view of protein sorting. 
Hence, the possibility to re-interpret the results by providing the necessary information 
should be seen as an improvement towards more tailored predictions. This is exemplified 
in Chapter 3, where a specific and tailored SCL prediction tool for the oral pathogen P. 
gingivalis is described. Prediction tools for Gram-negative bacteria in general would, in 
fact, be ineffective in predicting a specific and medically relevant subset of proteins that 
are secreted via the Por secretion system (PorSS or T9SS), which is uniquely present in 
P. gingivalis and related species, where it was exapted from a gliding motility apparatus10. 
On the contrary, results presented in Chapter 4, predicting a high number of cytosolic 
proteins within the growth medium of S. aureus, represent a clear example of our limited 
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current understanding of all the secretion mechanisms employed by this pathogen. The high 
number of extracellular cytoplasmic proteins (ECPs) can in fact be explained in multiple 
alternative ways. For instance, there may still be unknown secretion pathways in S. aureus or 
secretion pathways whose substrates cannot be predicted yet. Alternatively, there are ways 
of secreting cytosolic proteins through cell lysis11 or other undetected methods12. In any 
case, the more it is clarified how predictions are made and allow a critical evaluation by the 
user, the more biologically meaningful will be the results. Conversely, if the results from 
predictions are based on data and features different from the sorting signals, the biological 
relevance will remain unclear. In these cases, one actually has to blindly trust the SCL of 
the homologous protein hit in case this is explicitly specified, or the physico-chemical 
properties associated with the respective SCL prediction.
 Information on the specific features taken into account for a particular SCL 
prediction can be viewed as a first layer of interpretability. However, a second layer that 
integrates the various detected features may hide the logic of the final SCL assignment. In 
fact, even if the features on which an AI prediction method is based are known, the respective 
importance of each feature and how to “calculate” the final results may not be known, not 
even to the authors. This problem is typical for ML models. With ML models it is possible 
to predict SCLs, even with striking results, but they do not provide any information that 
can be used by scientists to hypothesize or progress a theory (which is de facto a model). 
This limitation in understanding the importance of different underlying features may have 
implications also for determining the applicability range of a ML model. As the model is 
built on a dataset provided for training, any future predicted element should be similar to 
a component of the training set. Moreover, there is no clear boundary to indicate where 
the applicability of the model ceases to be reliable. Thus, clear weights, as implemented 
in the SCL prediction tools presented in Chapters 2 to 4, can drastically help in the 
interpretation of results and, in turn, to define or refine a specific biological theory. The 
approach exploited in the three respective prediction methods, namely exploiting sorting 
signals and simple score assignments, are likely to produce some of the most transparent 
and interpretable SCL predictions possible. 
 Unfortunately, it is not always feasible to design and implement simple models, 
and very often ML can help in detecting patterns, associations and other relevant 
information that is embedded in huge training datasets, which human eyes and brains 
would not be able to detect and appreciate. This is for instance the case when there is a very 
high number of features that are relevant to a specific problem or model, and that need to 
be taken into account. Chapter 5 presents a clear example of such a problem in relation 
to investigations on the role of the signal peptide (SP) sequence in the efficiency of protein 
secretion. Importantly, the efficiency of protein secretion directed by a SP seems not to be 
explainable with a single feature, both without13–15 and with the employment of ML16. On 
the contrary, previous studies on this topic15,16 showed: i) that secretion efficiency is also 
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determined by properties of the RNA transcript, such as the minimum folding energy; 
and ii) that combining multiple features improves the predictability of secretion efficiency. 
Clearly, also the size of the entry data used in such studies, which was in the order of one 
or two hundred SPs, proved to be insufficient for attempts to solve the intricate puzzle of 
what determines SP efficiency. 
 To generate an interpretable model for SP efficiency, taking into account multiple 
features and based on a sufficient amount of data, the approach described in Chapter 5 
was devised. Briefly, a library of ~12,000 unique SPs was fused to the reporter α-amylase 
AmyQ, introduced into B. subtilis and screened in a HT fashion to determine the secretion 
efficiency of each SP. The resulting data was then used, together with an array of 156 
physico-chemical features describing each SP both at the amino acid and nucleotide levels, 
to generate a model that explains the most relevant characteristics of a SP and how to exploit 
them to improve the efficiency of protein secretion. With little quantitative prior data on 
protein secretion efficiency and the high dimensionality of the problem, a mathematical 
model would have proven difficult to devise. Therefore, a solution was sought in combining 
ML with an interpretation analysis. Importantly, with an interpretation analysis it is 
possible to study the ‘black-box’ that constitutes a ML model, and to understand how the 
model ‘transforms’ the input data into the output of the model. To exemplify, the model 
presented in Chapter 5 addresses the 156 physico-chemical features describing any SP 
in relation to its efficiency in directing protein secretion. Today, model interpretation is 
still quite challenging17, and only few tools are available. One of these tools is SHAP18–20. 
By implementing a SHAP analysis, the afore-mentioned points were successfully tackled 
through the generaton of a model that can predict protein secretion efficiency, but also 
provides explanations of the features that make up an efficient SP. Specifically, the model 
explains for each individual SP the contribution of each physico-chemical feature to its 
efficiency in directing secretion. Due to the global and local explainability provided by 
SHAP, the model can be exploited both for basic science to explain the theory behind 
SP efficiency, and for applied purposes to predict, provide insights and in turn tweak the 
secretion efficiency of a specific amino acid sequence to be used as SP. While the combined 
usage of ML and its interpretation may not be completely flawless, for instance not being 
able to distinguish between real causality and model-driven artifacts, it is still one of the 
best applicable options21. This is especially relevant for addressing biological problems, 
where there is no other possibility to develop a model, e.g. through purely mathematical 
approaches. 
 Among the limitations of the studies documented in Chapters 2 to 5, the most 
relevant one relates to the availability and FAIRness (‘findable accessible interoperable 
reusable’) of data or knowledge that is used to train or build the model22,23, and consequently 
its applicability space24. As discussed in Chapters 2 and 3, the numbers of proteins with 
known SCL in public DBs is limited and, often, the annotation is flawed either because 
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information was incorrectly reported, or as a consequence of poor experimental data. 
This latter issue is actually very relevant and should be regarded as a limitation of the 
currently available experimental techniques. To exemplify, if one were to take the data 
from the most comprehensive proteome fractionation study in B. subtilis25, one would 
find that the majority of the identified proteins (52% of the proteome) was detected 
in multiple fractions, with a non-negligible number of proteins detected even in 4 or 
5 different fractions. While this is not entirely unexpected, since proteins are dynamic 
entities that ‘travel’ through the cell to reach their ultimate SCL, the data could not be used 
to successfully train a ML model. Optionally, it would be possible to clean and refine this 
dataset, but the inherent risk would be to introduce biases. Additionally, questions would 
arise on its potential applicability, especially if the non-identified proteins would create a 
defined cluster. For instance, supposed that all the non-identified proteins were proteases, 
the main consequence would be that the model is not applicable to predict the SCL of 
proteases, and thus the model could not be trusted in such an ‘area’ of the predictions. In 
addition to interpretability, the limited number of training data has been another reason 
why the current SCL predictors were all devised as expert system predictors, rather than 
ML models. Nevertheless, while the different implemented approaches make the precise 
evaluation of the prediction accuracy harder than in a ML model, this does not mean that 
they can be safely employed beyond the respective boundaries of applicability. 
 The afore-mentioned issues also apply to the model for SP efficiency as presented 
in Chapter 5. While in this case a significant amount of data was used to train the model, 
its size still remains suboptimal. Additionally, the design space was not perfectly uniformly 
sampled, meaning that not all the possible values and their combinations within the design 
space (i.e. the 156 physico-chemical features) were sampled. Also, those combinations that 
were sampled may have different degrees of representativity within the dataset. Luckily, 
the higher the number of data used, as well as the numbers of measurements, the more 
these effects will be averaged out. In fact, the presented model proves to be accurate both 
when tested in silico and in vivo, while the residual error can be ascribed to a mix of biases 
in the design of the SP library and the experimental setup. While higher numbers of data 
points and improved designs can effectively reduce biases and increase predictability, they 
cannot extend a model beyond its boundaries24. For instance, the studies in Chapter 5 
were designed and performed in B. subtilis grown within a nanoliter reactor (NLR) system. 
Consequently, the findings regarding SP-directed protein secretion efficiency cannot be 
directly transferred to different organisms or growth conditions. To achieve this, it would 
be necessary either to experimentally validate the model under different conditions, or 
at least to know the relationships between the model conditions and the conditions of 
interest, in order to make corrections or to determine conversion factors. Unfortunately, 
there is currently insufficient quantitative knowledge about SP efficiency under different 
experimental conditions, leaving as sole option the experimental validation. 
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 While the mentioned limitations in terms of applicability, experimental accuracy, 
dataset size may seem overwhelming, the overall approach described by the design-build-
test-learn (DBTL) cycle26 yields the best approximation of reality. This DBTL cycle, as 
exemplified by the first round described in Chapter 5, is mainly exploited in the fields of 
synthetic biology, metabolic engineering and strain improvement, mostly with an applied 
industrial objective. In such cases, especially when ML methods are adopted within the 
cycle, the ‘learning’ step belongs to the machine (i.e. the ML model) and not to the 
human operator, causing an actual loss of knowledge and understanding. Differently, by 
interpreting the ML model, or by exploiting a ‘white-box’ model, the outcome offers 
two options. Firstly, the model can immediately be exploited for the subsequent cycle or 
for other predictive purposes while, alternatively, its interpretation can yield interesting 
insights into the underlying biological mechanisms. To date, this approach is mostly applied 
in biological engineering, but it would benefit basic science if interpreted or interpretable 
models would become open access. In such a way, multiple models characterizing, and thus 
potentially explaining, different biological components of a system, such as promoters, 
repressors, switches, SPs, domains and catalytic sites, could be taken into consideration in 
an integrated manner. This would improve our understanding of the bigger picture through 
a model comprising multiple components. 
 Major limiting factors that slow down the creation of models are the availability 
and reliability of data. As mentioned above, there is a need for high amounts of data. Even 
though the studies described in Chapters 2 to 4 did not employ ML in the respective 
models, a higher number of trustworthy properly annotated proteins would have been 
beneficial in both the design and testing of these models. This demand for big numbers is 
even higher when ML models are employed. However, also the FAIRness of data becomes 
important within this context22,23. For such reasons, a good model design is important to 
avoid possible biases, and standardisation of the design and experimental set up will help 
in comparing or merging multiple datasets. Obviously, it is not always trivial to practically 
implement these principles within an experimental set up, also due to technical limitations 
or other logistic constraints. An example of this was already discussed in regard to the SCL 
of B. subtilis proteins25. However, with respect to the HT screening of protein secretion, 
dramatic advances have been made since 201014, especially with the advent of microfluidics 
and other technologies, such as the NLRs described in Chapter 5.
 The view that the mentioned limitations in predicting SCLs or SP efficiency can be 
overcome, is underpinned by the significance and robustness of the approaches presented 
in this thesis. For example, the GP4 prediction tool presented in Chapter 2 shows 
a striking degree of accuracy when benchmarked over a test dataset of experimentally 
determined SCLs of proteins from many species belonging to two different phyla, namely 
the Actinobacteria and Firmicutes. Unfortunately, for the results presented in Chapter 
3, a thorough validation on an external dataset was not possible. Nonetheless, the study 
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demonstrates how the SCL prediction, together with a complete functional analysis, is 
a powerful tool to detect determinants for bacterial fitness and virulence. The results 
will thus be useful for clinical and biochemical applications. A clear application of SCL 
prediction is exemplified in Chapter 4. When applied to mass spectrometry (MS) data, 
SCL predictions can also be used to distinguish and cluster clinical isolates of S. aureus 
from populations with different epidemiological behaviour, causing community- or 
hospital-associated infections. Taken together, Chapters 2 to 4 show how SCL predictions 
have already a sufficient degree of accuracy and robustness to be relevant, not only for 
biochemical studies, but also for the provision of valuable insights that can be translated 
into clinical applications that range from diagnostics to antimicrobial therapy.
 Chapter 5 showcases the biological insights that can be uncovered by 
understanding a ML model. It was in fact for the first time shown to be possible to 
approximate in a quantitative manner the many factors that determine the efficiency 
of secretion directed by different SPs. This has for a long time been recognized as a 
complicated problem, and previous attempts with different approaches13,14,16 yielded only 
few insights into the relevant features of SPs and how to possibly optimize them. Instead, 
with the interpretation analysis employed as described in Chapter 5, it became finally 
possible to explain the efficiency of each SP, to vary the SP efficiency on demand, and to 
come up with explanations that are in accordance with previous qualitative insights. Even 
though the presented model is most likely not generalizable for species other than B. subtilis, 
and for growth conditions that differ from the applied ones, it already detects the most 
relevant general features that influence the efficiency of a SP, including its hydrophobicity 
(overall and in the H-region), its charge (overall and in the three separated SP regions), the 
necessity of a helix-breaking residue at the edge between the H- and C-regions, and the 
distance of the cleavage site from its consensus sequence. Additionally, it was possible to 
determine other physico-chemical properties of the SP that, despite not being linked to an 
improved secretion could, instead, reduce SP efficiency or completely block its function. 
In particular, this may explain why previous studies that took into account too few factors 
were not successful. Thus, it seems that certain features may not have a big impact on the 
secretion efficiency directed by an SP but, when their value is not close to or within its 
optimal range, they can completely impair the SP function. Actually, taking into account 
all the physico-chemical features analysed, only a few SP features can be used to actually 
improve the protein secretion efficiency, while modification of most other features is more 
likely to negatively affect SP efficiency. Lastly, one important aspect that was taken into 
account for the first time is the possible interaction between features. Previous studies 
have shown that the fusion of a particular SP to different mature proteins resulted in 
different secretion efficiencies depending on the SP-mature protein fusion. To explain and 
predict such behaviour, it will be necessary to take into account also the features of the 
mature protein. While such an approach was so far not feasible, it will soon be completely 
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practicable. In Chapter 5, the focus was nevertheless on both the interactions between 
different features, including both the nucleotide and amino acid contexts. Possibly because 
of the design that was employed, interactions between features were found to play only a 
minor role, which was quite unexpected. However, it is clear that interacting features can 
partially compensate each other’s deficiencies, or exacerbate each other’s negative effects, 
while never overcoming the main effects of the respective features. Since only pairwise 
interactions were captured, another possibility is that interactions between features occur 
at orders higher than the second order, and it was unfortunately not possible to determine 
the respective values. Given that second order interactions cannot entirely explain the 
variability of a single physico-chemical feature, the possibility of higher order interactions 
should be more thoroughly investigated in the future. Furthermore, the developed model 
returns the mRNA secondary structure tendency at the junction between the SP and 
the mature protein and the one of the C-region only as the 14th and 20th most impactful 
features, respectively. This is possibly due to the absence of variance in the nucleotide and 
amino acid context of the SP. In contrast and surprisingly, the mRNA secondary structure 
tendency between the 5’-untranslated region (UTR) and the SP does not seem to have 
much impact on SP efficiency. While this is not a definite proof, the present findings 
suggest that also the nucleotide sequences should be taken into account when studying 
secretion efficiency, in contrast to previous speculations. Because the nucleotide context 
of the SPs was constant by design, it is not possible to determine whether it also played 
a role in determining protein secretion efficiency. Thus, it would not be surprising if, for 
instance, the pro-region had an impact on secretion not only at the amino acid level27, but 
also at the nucleotide level. Additionally, there may be ‘interactions’ occurring between the 
SP and the mature protein, at least at the nucleotide level. Given the protein translocation 
mechanism employed by the Sec machinery, interactions between the SP and the mature 
protein at the amino acid level are a bit difficult to imagine, though not impossible, for 
co-translational translocation mediated by SRP. Altogether, the combined predictivity and 
interpretability of the model as presented in Chapter 5 was demonstrated to be sufficient, 
both for fine tuning SPs to direct protein secretion with desired efficiency levels, and for 
selecting a group of best performing SPs from a list of pseudo-randomly designed SPs. 
This implies that a quantitative understanding of relevant physico-chemical features of SPs 
is emerging, and that it will soon be possible to extrapolate it towards any experimental 
condition.
 The final experimental Chapter 6 presents observations showing that Pro-
peptides (Pros) do not necessarily improve the secretion efficiency of the protein they 
are fused to, as was previously proposed in some studies30,31. In fact, this conclusion is in 
agreement with most of the literature28,29. In particular, Chapter 6 shows that Pros can 
actually reduce protein secretion levels, which is in agreement with the known chaperone 
and enzyme-inhibiting functions of particular Pros. However, it is conceivable that some 
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specific features within the pro-region may influence the secretion efficiency. In fact, this 
would be in agreement with the view that a short synthetic Pro could actually behave more 
like a pro-region than as an actual chaperone, as is the case for most Pros. Such findings 
stress the necessity to understand the contribution of parts (e.g. the amino acid sequences 
of Pros) separately from their features (e.g. the charge of Pros) in order to achieve a 
better understanding of the underlying molecular mechanisms and their rationale. This 
understanding will be needed to be able to efficiently exploit Pros and pro-regions for 
improved protein secretion. Moreover, the results presented in Chapter 6 show that 
MS data can be incredibly useful for understanding which proteases are involved in Pro 
cleavage, and to find out whether they are regulated through particular protease cascades. 
While the experimental design of these studies was not sufficiently broad to achieve a 
general level of understanding how the processing of Pros takes place exactly in B. subtilis, 
it was still possible to prove the concept for future, more comprehensive, investigations on 
the mechanisms that govern Pro processing and the function of pro-regions.

Future perspectives
Despite the revolutionary advent of integrated computational and experimental 
approaches in biology, many challenges still need to be overcome. For instance, with the 
availability of many different ‘omics’ technologies at reasonable costs32 and their combined 
implementation with innovative microfluidic setups33, the necessary quantitative data can 
be generated in sufficient amounts and with high precision to train increasingly reliable 
ML models. Nevertheless, the current approaches are, by and large, still inefficient with 
respect to resources and time. Frequently, similar data is produced multiple times due 
to a lack of coordination between researchers working on the same topic and, once 
produced, the data is not always shared in a readily usable way. Without fixed standards in 
the experimental design and implementation, or in data structure, the integration of data 
and models becomes something difficult to realize, setting severe limits to their value32,34. 
Conversely, improvements in terms of experimental design and standardisation, as well as 
the consideration of data re-usability right from the start of a project, will allow researchers 
from different scientific backgrounds to compare, test, re-analyse or even integrate the 
resulting data and models. The GP4 pipeline presented in Chapter 2 is based on these 
principles and, accordingly, the results can be readily used e.g. to train a ML model. 
 Data re-usability becomes relevant also in the realm of model interpretation, 
which is also referred to as explainable artificial intelligence or XAI, since previously built 
models could be analysed and finally explained, thereby increasing our understanding 
of the investigated biological system. For instance, a recent study that followed a logic 
opposite from the one applied in Chapter 5, developed a ML model to determine the 
best SP for a particular mature protein35. However, the authors did not attempt any kind 
of interpretation of the model. If the authors would provide free access to the model and 
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the data used to generate it, it would now be possible for anyone to analyse and interpret 
this model. Additionally, although ML models are becoming more and more popular, 
they remain ‘black-boxes’ that do not provide any new insights and, thus, they do not 
advance our understanding of biological mechanisms. Therefore, much effort is nowadays 
placed in the development of either ‘white-box’ models or more powerful interpretation 
tools7,36. Some successful attempts have been made with respect to clinical applications19 
and drug resistance37. Also, easier to use and more comprehensive tools have recently 
been developed38. Taken together, it is foreseeable that model interpretation will be an 
important milestone on the path that biology will take with the aim to understand complex 
biological systems and mechanisms, thereby generating new opportunities to exploit the 
gathered knowledge for practical applications.
 The implications of the advancement of biology towards interpretable and 
explainable models are astonishing. The most general and impactful advances relate to 
the shift from traditional trial-and-error-based wet lab approaches to approaches based 
on computer-assisted design (CAD). Instructive examples with industrial application 
potential are presented in Chapter 5 of this thesis, and in the already mentioned study 
by Wu et al.35. With both ML models, it is possible to in silico determine the best SP that 
should be fused to a given protein, something that was not yet possible just 2 years ago16. 
This means that, instead of having to design, build, and screen huge libraries of SPs for 
each protein of interest, soon it will be possible to generate enormous libraries of SPs and 
screen them to choose the top 10 ones, all in silico. In this case, the advantage is double: 
while it is experimentally feasible to screen a few hundred of SP sequences, in silico it will 
be possible to screen at least thousands of SP sequences without even being restricted by 
the diversity present in nature. This will allow the evaluation of both bigger numbers of 
SPs and a higher SP diversity. Remarkably, even if the models are not 100% accurate, this 
still means that one needs to screen merely 10 to 20 SPs with a much higher chance of 
achieving a very high secretion efficiency, compared to screening hundreds of SPs with no 
insight into the possible outcomes. 
 By developing novel HT quantitative technologies, adopting new approaches, 
standardising them, and by shifting towards CAD, biology will become a real engineering 
and industrial discipline, where important factors are known, understood, predicted, 
and exploitable. The impact of this paradigm shift will be incredible and ranges from 
boosting the bioeconomy, to resolving complex scientific questions, or optimizing specific 
technological approaches. In turn, this will significantly advance the fields of biomedicine, 
biomanufacturing, agrobiotechnology and bioremediation. In addition, fostering a spirit of 
collaboration and openness in science will enhance and speed up this dearly needed process 
of transition. 
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