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Chapter 1

Introduction

1.1 An Introduction to Expressivity

This thesis is about logic and in particular about the expressivity1 of different logics.
Informally speaking, expressivity is a measure of what can be said (or expressed) in a
logic. A logic L2 is at least as expressive as a logic L1, denoted L1 � L2, if everything
that can be said in L1 can also be said in L2, so if for every formula ϕ1 of L1 there is
a formula ϕ2 of L2 with the same meaning. In other words, we can define expressivity
in the following way.

Definition 1.1. A logic L2 is at least as expressive as a logic L1 if for every formula
ϕ1 of L1 there is an equivalent formula ϕ2 of L2.

Definitions equivalent to the above one2 can be found in many different publica-
tions, including for example [Emerson and Halpern, 1986, Rabinovich, 1992, Hirshfeld
and Rabinovich, 2006, van Ditmarsch et al., 2007, Kooi, 2007, Renne, 2008, Ågotnes
et al., 2010, Hunter, 2013, Wáng, 2013] among many others.

There are four things that are important to note about this definition. Firstly, the
word “equivalent” in Definition 1.1 should be read as “having the same truth value in
every (pointed) model.” So we require both L1 and L2 to have models and semantics,
and furthermore we require that L1 and L2 have the same class of models. The second
thing is that L1 � L2 is equivalent to there being a translation t from L1 to L2, namely
the function t that maps the L1 formula ϕ1 onto the equivalent L2 formula ϕ2.3 The
third thing to note is that � is reflexive and transitive (and therefore a preorder)
but not total. For many logics L1 and L2 there are L1 formulas for which there is
no equivalent L2 formula as well as L2 formulas for which there is no equivalent L1

formula. In those cases we have L1 6� L2 and L2 6� L1. Finally we should note that
we only consider relative expressivity; we have defined what it means for a logic L2 to
be at least as expressive as a logic L1. We have not defined the absolute expressivity
e(L) of a single logic L. The reason for only defining � but not e(L) is quite simple;
we know how to define � but not how to define e(L).

1Or expressive power, or expressiveness. These three terms are used interchangeably.
2Or at least: equivalent to a restriction of Definition 1.1 to some domain. Sometimes expressivity

is defined in such a way that only logics of a certain kind can be compared.
3This translation t need not be computable.

1



2 CHAPTER 1. INTRODUCTION

Because of our lack of an absolute definition we must make do with the relative
definition. Fortunately, it turns out that relative expressivity is quite interesting. In
order to support this claim that relative expressivity is interesting let us spend a few
paragraphs considering what expressivity can do for us.

By being a measure of what can be expressed in a logic, expressivity is also to
some extent a measure of the versatility or perhaps even usefulness of a logic. If L2

is at least as expressive than L1 then whenever we use L1 we could, in theory, use
L2 instead. If we want to determine whether an L1 formula ϕ1 is true in a particular
model we can instead check whether the equivalent L2 formula ϕ2 holds there. If
we want to determine whether ϕ1 is satisfiable we can instead check whether ϕ2 is
satisfiable. If some complicated (or simple) bit of reasoning can be represented in L1

then it can be represented in L2 as well.
We should stress that the ability of L2 to replace L1 might be only theoretical. In

order for L2 to be at least as expressive as L1 it is sufficient that for every L1 formula
ϕ1 an equivalent L2 formula ϕ2 exists, we do not have to be able to compute ϕ2.4

And even if we can compute ϕ2 it is possible that ϕ2 is much longer than ϕ1 or harder
to read than ϕ1, and the satisfiability or model checking problems of L2 may have a
much higher computational complexity than that of L1. Still, if we only care about
what a logic can represent and not about how efficiently the logic does so, expressivity
is a very useful tool that helps us compare logics. As an example let us consider the
expressivity of three simple logics.

Example 1.1. Suppose we want to use logic to formalize the sentences “Alice is either
hungry or tired” and “If Alice is tired then, necessarily, she is not hungry.” There are
many logics we could choose to formalize these sentences but suppose that for some
reason we have narrowed down our choice to the following three logics.

• Lp, a classical propositional logic with the connectives ¬,∨,∧,→ and ↔.

• L{¬,∧}, a classical propositional logic with the connectives ¬ and ∧.

• Lm, a basic modal logic with the connectives ¬,∨,∧,→,↔ and �.

For technical reasons we assume that all three logics are evaluated on Kripke models,
even though the relational structure of such models is only relevant for Lm. We can
now start to formalize the first sentence. This is most straightforwardly done in Lp,
where we can formalize it as h ∨ t. But we could formalize it in either of the other
logics as well. In L{¬,∧} we could, slightly awkwardly, formalize it as ¬(¬h ∧ ¬t) and
in Lm we could formalize it as h∨ t just like in Lp. It is of course no coincidence that
L{¬,∧} and Lm can formalize the sentence as well. After all, for every formula in Lp

there are equivalent L{¬,∧} and Lm formulas. If an Lp formula ϕ formalizes a given
sentence S then the equivalent L{¬,∧} and Lm formulas also formalize S.

But now let us look at the second sentence, “If Alice is tired then, necessarily, she
is not hungry.” This sentence can be formalized in Lm as t→ �¬h.5 But there is no
way to formalize this sentence in either of the two other logics.

Everything that can be expressed in Lp can also be expressed in L{¬,∧} and Lm.
So L{¬,∧} and Lm are at least as expressive as Lp. It is easy to see that, likewise,

4Although usually we can in fact compute ϕ2.
5One could also argue that the correct formalization is �(t → ¬h) instead of t → �¬h. Which

formalization we choose is unimportant for the matter at hand; with either choice the sentence can
be formalized in Lm but not in the two other logics.
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Lp is at least as expressive as L{¬,∧}. This means that Lp and L{¬,∧} are equally
expressive. On the other hand, there are things that can be expressed in Lm that
cannot be expressed in Lp. So Lm is (strictly) more expressive than Lp. In the end, if
we wish to formalize both sentences we have no choice but to use Lm; neither of the
other logics is expressive enough.

One important thing to note about this example is that we used expressivity to
determine which logic is most appropriate for our needs: if we want to formalize “If
Alice is tired then, necessarily, she is not hungry” then a basic propositional logic will
not suffice but a modal logic will. So expressivity can be a reason to prefer one logic
over another.

Expressivity is of course not the only reason why we could prefer one logic over
another. We could prefer L2 over L1 because it has more intuitive or natural semantics,
because its decision problems have a better computational complexity or because it is
more succinct. But expressivity does to some extent have a privileged position among
these reasons. Suppose the semantics of L1 are rather unintuitive, perhaps because
the only connective it has is the Sheffer stroke. Then we can still use L1, although
it will take some effort. Suppose then that the decision problems of L1 have a high
computational complexity. That might be a serious problem if we want to determine
whether or not some large formula is valid. But generally we will still be able to reason
about simple formulas. If L1 is not expressive enough we cannot even do that. If we
want to reason about, say, necessity, knowledge, time or action, a basic propositional
logic will be completely useless; even the simplest sentences regarding these concepts
cannot be formalized in a logic that is not expressive enough.

Still, despite the somewhat privileged position of expressivity we should not forget
that there are other criteria for preferring one logic over another. These other criteria
are worthy of study, just like expressivity. Studying them is outside the scope of this
thesis though, as one might expect given its title.

Now that we are on the subject of the title of this thesis it may be worthwhile
to explain why we are considering the expressivity of logics of knowledge and action
instead of other logics. The main reason for looking at logics of knowledge and action
is that there are many of them that use the same class of models. We can only apply
Definition 1.1 to logics that share a class of models, so a large set of logics with the
same class of models is a very good place to look for interesting expressivity results.

Of course logics of knowledge and action are not the only area where a lot of logics
use the same models. Another such area is temporal logic, and it is no coincidence that
the expressivity of temporal logics has also been studied extensively (most famously
in [Kamp, 1968]).

Remark. Above I mentioned that we do not have a good definition for the absolute
expressivity e(L) of a logic L. But even if we would manage to find such a definition
that would not help us much, since we would have no hope of exactly determining the
value of e(L) for a specific logic L.

The expressivity e(L) of a logic L should be the set of those things that can be
expressed in a logic. In order to properly define e we would therefore first have to
determine the category C of things that could possibly be expressed, and what it
means for a logic to express some c ∈ C. Finding this C would be hard, perhaps even
impossible. Worse, even if we were to find this C we would still be unable to determine
the exact expressivity of a logic.

In the example we used logics to express the two sentences “Alice is either hungry
or tired” and “If Alice is tired then, necessarily, she is not hungry.” There is nothing
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special about these sentences, we could have taken any other declarative sentences and
asked whether the logics can express those sentences. This means that C must include,
possibly in addition to other things, all declarative sentences in natural language. But
natural language is too imprecise for us to have any hope of determining exactly which
sentences can be expressed in a logic and which cannot.

1.2 Outline of this Thesis

This thesis consists of two parts. The first part contains expressivity results, the
second part results that are not themselves expressivity results6 but that are related
to expressivity.

Part I consists of Chapters 2 and 3. In Chapter 2 we compare the logic LCP

(an epistemic logic with common knowledge and public announcements) to a logic
LCPS (an epistemic logic with common knowledge, public announcements and public
substitutions). Of these two logics it was already known from [Kooi, 2007] that LCPS

is more expressive than LCP over the class K of models. We show that LCPS is also
more expressive than LCP over the classes KD45, S4 and S5 of models, if the set of
agents is large enough.

In Chapter 3 we consider a large number of logics, most notably LR (epistemic
logic with relativized common knowledge), LCU (epistemic logic with common knowl-
edge and arrow updates) and LU∗ (epistemic logic with arrow common knowledge). I
show that LU∗ is more expressive than LR. Additionally, I show that LCU is equally
expressive as LU∗ . The proof of this second claim is extremely long, technical and
complicated. Many of the details are therefore given not in Chapter 3 but in the
appendix.

Part II consists of Chapters 4, 5 and 6. In it we consider a number of results
that are not themselves expressivity results but that are closely related to questions of
expressivity. In Chapter 4 we look at Arbitrary Public Announcement Logic (APAL)
and ask whether the arbitrary public announcement operator ♦ in that logic is truly
arbitrary. In the end we conclude that it is not, in fact, truly arbitrary. The formulas
and models used in the proof that ♦ is not fully arbitrary are very similar to those used
in expressivity proofs. This is no coincidence; the fact that ♦ is not fully arbitrary
depends strongly on the fact that APAL is more expressive than Public Announcement
Logic (PAL), which was shown to be the case in [Balbiani et al., 2007].

In Chapter 5 we look at a number of deontic logics, logics intended to reason about
obligations and permissions. But we do not compare the expressivity of these logics.
Instead we investigate whether certain sentences can be expressed in particular logics.
As mentioned in the remark in the previous section we cannot determine the exact set
of sentences that can be expressed in a logic. We can however choose a few specific
sentences and check whether those can be expressed in a particular logic. Specifically,
in Chapter 5 we investigate whether any deontic logic that is based on the idea of a
single “sanction” representing wrongdoing is capable of expressing a certain type of
obligation called a contrary-to-duty obligation. We conclude that none of the logics
under consideration have the tools required to represent such obligations.

Finally, in Chapter 6 we try to generalize expressivity. Recall that a logic L2 is at
least as expressive as a logic L1 if for every formula ϕ1 of L1 there is an equivalent
formula ϕ2 of L2, and that the word “equivalent” should be read as “having the same

6So these results do not show that L1 � L2 or that L1 6� L2 for any logics L1 and L2.
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truth value on every pointed model”. So the formula ϕ2 must be such that for every
pointed modelM, w we haveM, w |= ϕ1 if and only ifM, w |= ϕ2. But that means we
cannot compare the expressivity of logics that have different classes of models. There
are very good reasons for restricting expressivity in this way; if we carelessly generalize
expressivity to allow different models we risk ending up with a trivial concept where
almost all logics are as expressive as almost all other logics.

Still, a number of interesting results have been published that have strong sim-
ilarities to expressivity results, even though they compare logics that have different
models. This suggests that there is some generalization of expressivity that is nontriv-
ial and interesting. In Chapter 6 we try to find a generalization of expressivity that
covers these interesting results. Because we are generalizing a formal concept, instead
of proving things about an existing formal concept, this chapter is more speculative
than the other chapters.

1.3 Previous Work

Several of the chapters in this thesis are based on previously published papers. Specifi-
cally, Chapter 2 is based on the paper “The Expressivity of Factual Change in Dynamic
Epistemic Logic” [Kuijer, 2014b], which appeared in the Review of Symbolic Logic.
Chapter 3 is based on the paper “The Expressivity of Update Logic” [Kuijer, to ap-
pear], which is to appear in the Journal of Logic and Computation.7 Chapter 4 is
based on the paper “How Arbitrary are Arbitrary Public Announcements?”[Kuijer,
2013] which was presented at the student session of ESSLLI 2013. An extended version
[Kuijer, 2014a] of that paper also appeared in a collection of selected papers from the
ESSLLI 2012 and ESSLLI 2103 student sessions. Finally, Chapter 5 is based on the
paper “Sanction Semantics and Contrary-to-Duty Obligations” [Kuijer, 2012], which
was presented at the 11th International Conference on Deontic Logic in Computer
Science.

The structure of the papers that these chapters are based on has, mostly, been
preserved. This should allow most of the chapters of this thesis to be read separately.
In particular, every chapter is self-contained in the sense that it contains all definitions
that are needed in that chapter.

7The electronic version of [Kuijer, to appear] is already available at
http://logcom.oxfordjournals.org/content/early/2014/09/04/logcom.exu047.
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Chapter 2

The Expressivity of Factual
Change

Chapter Summary. In this chapter we compare the expressivity of two
dynamic epistemic logics. The first of these logics is the logic LCP, which is an
epistemic logic with common knowledge and public announcements. The second
logic is LCPS, which is obtained by adding public substitutions to LCP.

Of these two logics it was already known from [Kooi, 2007] that LCPS is strictly
more expressive than LCP if the logics are considered over the class K of models.
In this chapter I show that LCPS is also strictly more expressive than LCP over
the classes KD45, S4 and S5 of models, if the set of agents is large enough—two
or more agents for KD45 and S4, three or more for S5.

2.1 Introduction

Two operators often added to a basic epistemic logic are common knowledge and
public announcements, as in [Plaza, 1989, Baltag et al., 1998] and many subsequent
publications such as [Gerbrandy, 1999, van Ditmarsch et al., 2007, van Benthem et al.,
2006, Lutz, 2006, van Benthem, 2007]. Public announcements can be used to model
information change. For example, in a card game an agent a can truthfully announce to
the other agents what her card is. After this announcement the other agents will know
what card a holds. Public announcements only model information change, however,
not factual change. So public announcements cannot be used to model, for example,
the event where an agent gives a card to another agent.

One way to incorporate factual change in a logic is to add an operator for public
substitutions, see for example [van Eijck, 2004a, van Ditmarsch et al., 2005, van Ben-
them et al., 2006, Kooi, 2007]. A public substitution [p := ϕ] changes the extension
of a propositional variable p to the extension of a formula ϕ. This allows us to model
changes of basic facts. Suppose we use the propositional variables p to indicate whether
a holds a certain card and q to indicate whether b holds that card. Then the event
where a gives the card to b can be modeled by first changing the extension of q to that

This chapter is based on the paper “The Expressivity of Factual Change in Dynamic Epistemic
Logic”[Kuijer, 2014b] that appeared in the Review of Symbolic Logic, volume 7, issue 2, pages 208–
221, 2014.

9
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of p ∨ q and then changing the extension of p to that of ⊥, so by the substitutions
[q := p ∨ q][p := ⊥].1

One important question when considering related logics—such as the ones that
differ only in whether they allow substitutions—is what their relative expressivity is.
That is, is it possible to translate (possibly in a non-computable way) formulas from
one logic to the other in such a way that truth is preserved? If one logic is more
expressive than another, then the less expressive logic can be simulated in the more
expressive one. When comparing logics that differ only in whether or not they allow
one operator this means that the operator adds something fundamentally new to the
logic if and only if the logic with the extra operator is more expressive than the one
without it.2

It has been shown in [Kooi, 2007] that if a logic L is one of basic epistemic logic,
basic epistemic logic with common knowledge or basic epistemic logic with public an-
nouncements, then the logic LS obtained by adding substitutions is equally expressive
as L. So for any LS formula ϕ there is an L formula ϕ′ such that |= ϕ↔ ϕ′. We can
therefore simulate substitutions using only L.

This changes if we start with a logic LCP that uses both common knowledge and
public announcements. In [Kooi, 2007] it was shown that the logic LCPS that addi-
tionally uses substitutions is strictly more expressive than LCP over the class K of
models. However, considering that we are working in an epistemic logic it is a salient
question whether the same holds if the class of models is taken to be one of KD45,
S4 or S5, as these classes are often used when modeling knowledge or belief.

The proof in [Kooi, 2007] is by showing that LCPS is equally expressive to a logic
LR that is obtained by adding a different operator representing relativized common
knowledge3 to a basic epistemic logic. Specifically, in [Kooi, 2007] it was shown that
LCPS and LR are equally expressive over K. However, if a logic is equally expressive
as (or at least as expressive as) another logic over K then it is also equally expressive
as (or at least as expressive as) that other logic over all subclasses of K. So it follows
immediately from the result in [Kooi, 2007] that LR and LCPS are equally expressive
over KD45, S4 and S5.

The logic LR was shown in [van Benthem et al., 2006] to be more expressive than
normal common knowledge with public announcements over K. So if LCPS is equally
expressive as LR then LCPS is more expressive than LCP over K. However, the proof
from [van Benthem et al., 2006] does not work for KD45, S4 or S5, and it remained
an open question whether substitutions add any expressivity to LCP in KD45, S4 or
S5.

1Strictly speaking the description of the action is not complete. The action is supposed to take
place in every possible world, but that includes worlds where a does not hold the card and therefore
cannot give it away. We should specify what happens in those worlds. By taking [q := p ∨ q][p := ⊥]
we make the choice that nothing happens if a does not hold the card to start with. This means that
b ends up holding the card if and only if either a held it and then gave it to him, or b himself held
the card and the action failed. Agent a on the other hand never ends up with the card, because she
either never had it in the first place or gave it away.

2Of course there can be reasons to use an operator that does not add expressivity to the logic.
Such an operator might for example allow formulas to be expressed more succinctly or in a more
natural way. Consider propositional logic. The operators ∧ and → do not add expressivity to a logic
that already has ¬ and ∨ but we still usually add ∧ and →, albeit often only as abbreviations.

3A relativized common knowledge formula CB(ϕ,ψ) can be read as “after announcing ϕ it is
common knowledge among B that ψ used to be the case before the announcement” or “if we delete
all ¬ϕ worlds, then go to any B-reachable world and finally un-delete the previously deleted worlds,
then ϕ will hold in that world”.
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Here I show that substitutions do add expressivity to LCP over KD45, S4 and S5.
By the equal expressivity of LCPS and LR proven in [Kooi, 2007] this also shows that
relativized common knowledge is more expressive than the combination of common
knowledge and public announcements over KD45, S4 and S5.

In Section 2.2 I give definitions of the logics under consideration and in Section 2.3
I introduce the concepts needed to compare the logics on expressivity. In Section 2.4
I use reduction axioms to show the form that LCPS formulas must have in order to be
untranslatable to LCP. In Section 2.5 I show that LCPS is more expressive than LCP

over KD45 and S4. Finally, in Section 2.6 I show that LCPS is more expressive than
LCP over S5.

2.2 Language, models and semantics

For technical reasons related to ease of notation it is convenient to define the logic
LCPS and then consider LCP as a fragment of that logic. First, let us consider the
formulas of LCPS. Let a finite nonempty set A of agents and a countably infinite set
P of propositional variables be given.

Definition 2.1 (Formulas of LCPS). The formulas of LCPS are given by

ϕ ::= p | ¬ϕ | (ϕ ∨ ϕ) | �aϕ | CBϕ | [ϕ]ϕ | [p := ϕ]ϕ

where p ∈ P, B ⊆ A and a ∈ A.

We use ∧,→,↔, >,⊥,
∨
,
∧

and ♦a in the usual way as abbreviations and omit
parentheses where this should not cause confusion. The intended reading of the non-
Boolean operators is as follows:

• �aϕ is read as “agent a knows that ϕ”,

• CBϕ is read as “it is common knowledge among the group B of agents that ϕ”,

• [ϕ]ψ is read as “after ϕ is publicly announced ψ holds” and

• [p := ϕ]ψ is read as “after changing the extension of p to that of ϕ the formula
ψ holds”.

Note that in this definition substitutions can only have one assignment like in
[van Ditmarsch et al., 2005], as opposed to the multiple simultaneous substitutions
that are allowed in [van Eijck, 2004a, van Benthem et al., 2006, Kooi, 2007]. This
restriction does not, however, limit the expressivity of the logic, because every formula
with simultaneous substitutions can be translated to an equivalent one containing only
single substitutions, as pointed out in [van Ditmarsch et al., 2005].4

For some of the proofs we also need a concept of depth for formulas.

Definition 2.2 (Depth). Let ϕ,ψ be any LCPS formulas. The depth d(ϕ) of ϕ is
given inductively by

• d(p) = 0 for p ∈ P
4The “trick” is that we can always use fresh propositional variables to temporarily store a value.

A formula [p := ϕ1, q := ϕ2]ψ with simultaneous assignments is not guaranteed to be equivalent to
[p := ϕ1][q := ϕ2]ψ since p may occur in ϕ2. It is however equivalent to [r1 := ϕ1][r2 := ϕ2][p :=
r1][q := r2]ψ where r1, r2 do not occur in ϕ1, ϕ2 and ψ.
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• d(¬ϕ) = d(ϕ)

• d(ϕ1 ∨ ϕ2) = max(d(ϕ), d(ψ))

• d(�aϕ) = d(ϕ) + 1

• d(CBϕ) = d(ϕ) + 1

• d([ϕ]ψ) = max(d(ϕ), d(ψ)) + 1

• d([p := ϕ]ψ) = max(d(ϕ), d(ψ)) + 1

A formula ϕ is of pure depth n if d(ϕ) = n and there is no strict subformula ϕ′ of ϕ
such that d(ϕ′) = n. A formula is of pure depth if it is of pure depth n for some n ∈ N.

The concept of pure depth is useful to restrict the number of possibilities for the
form of a formula; an LCPS formula of pure depth n must be of the form �aϕ′, CBϕ′,
[ϕ′]ϕ′′ or [p := ϕ′]ϕ′′ for some ϕ′, ϕ′′ of depth at most n− 1. The formulas of depth n
are the Boolean combinations of the formulas of pure depth at most n.

Definition 2.3 (Models of LCPS). A model M is a triple M = (W,R, v) where
W is a set of possible worlds, R : A → ℘(W ×W ) is an accessibility relation and
v : P → ℘(W ) is a valuation.

A model M = (W,R, v) is a KD45 model if for each a ∈ A the relation R(a) is
serial, transitive and euclidean.

A model M = (W,R, v) is an S4 model if for each a ∈ A the relation R(a) is
reflexive and transitive.

A model M = (W,R, v) is an S5 model if for each a ∈ A the relation R(a) is an
equivalence relation.

Now we can define the semantics of LCPS.

Definition 2.4 (Semantics of LCPS). Given a modelM = (W,R, v), a world w ofM
and ϕ,ψ formulas of LCPS define the satisfaction relation |= by

M, w |= p ⇔ w ∈ v(p)
M, w |= ¬ϕ ⇔ M, w 6|= ϕ
M, w |= ϕ ∨ ψ ⇔ M, w |= ϕ or M, w |= ψ
M, w |= �aϕ ⇔ M, w′ |= ϕ for all w′ ∈W s. t. (w,w′) ∈ R(a)
M, w |= CBϕ ⇔ M, w′ |= ϕ for all w′ ∈W s. t. (w,w′) ∈ R(B)∗

M, w |= [ϕ]ψ ⇔ M, w |= ϕ implies that M[ϕ], w |= ψ
M, w |= [p := ϕ]ψ ⇔ M[p:=ϕ], w |= ψ.

where R(B)∗ is the reflexive transitive closure of
⋃
a∈B R(a). The updated models are

given by

• M[ϕ] = (W[ϕ], R[ϕ], v[ϕ]) with W[ϕ] = {w ∈ W | M, w |= ϕ}, R[ϕ](a) = R(a) ∩
(W[ϕ] ×W[ϕ]) for all a ∈ A and v[ϕ](p) = v(p) ∩W[ϕ] for all p ∈ P,

• M[p:=ϕ] = (W,R, v[p:=ϕ]) with v[p:=ϕ](p) = {w ∈ W | M, w |= ϕ} and v[p:=ϕ](q)
= v(q) for all q ∈ P \ {p}.

WriteM |= ϕ ifM, w |= ϕ for every w ∈W and write |= ϕ ifM |= ϕ for every model
M. Furthermore, for I ∈ {K,KD45,S4,S5} write |=I ϕ if M |= ϕ for every I model
M.
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Unfortunately, the definition of the new models created by the model changing
operators [ϕ]ψ and [p := ϕ]ψ requires some rather complicated notation. It is however
possible to give a relatively simple informal description of the new models. The model
M[ϕ] is the result of removing all ¬ϕ worlds from M. The accessibility relations and
valuation of M[ϕ] are unchanged from M except that they are restricted to the new
set of worlds. The modelM[p:=ϕ] is the result of changing the value of p in every world
to the value ϕ has in that world in the model M. The set of worlds and accessibility
relations of M[p:=ϕ] are unchanged from M.

There is one thing that should be noted about the interaction between public
announcements and the class KD45 of models: KD45 is not closed under public
announcements, unlike the classes K, S4 and S5. In a KD45 modelM there may be
worlds w such thatM, w |= ϕ∧�a¬ϕ. In such a case the modelM[ϕ] is not a KD45
model because there are no accessible worlds for a in w, so R[ϕ](a) is not serial.

In the semantics as given here this is not a problem, M[ϕ] may not be a KD45
model but it is a K model so it is defined whether M[ϕ], w |= ψ. In a context where
only KD45 models were available, different semantics for public announcements would
have to be given. The simplest alternative semantics for such a context are obtained
by requiring public announcements to be not only truthful but also consistent with
the belief set of every agent. The result about KD45 presented in this chapter still
holds under these alternative semantics.5

Substitutions can be used to model a wide variety of factual changes. Examples
found in the literature include washing a child in the muddy children problem [van Dit-
marsch et al., 2005], swapping or giving away cards in a card game [van Ditmarsch
et al., 2005, van Benthem et al., 2006], opening a window [van Benthem et al., 2006]
and solving the “100 prisoners and a light bulb” puzzle in [van Ditmarsch et al., 2014a].
The property of substitutions that we use for the proofs in this chapter is that they
can be used to add memory to public announcements, as suggested in [Kooi, 2007].

In general, public announcements are ‘destructive’. After a public announcement
[ϕ] has been made it is no longer possible to recover the epistemic state of the agents
prior to the announcement. It is for example impossible to determine from an updated
model M[p] whether or not for a given world w of M[p] it holds that M, w |= �ap.
Substitutions can be used to store information about the epistemic state before the
announcement. From the model M[q:=�ap][p] it can be determined whether or not
for a given world w it holds that M, w |= �ap; we have M, w |= �ap if and only
if M[q:=�ap][p], w |= q. The substitution [q := �ap] in this case can be thought of
as the change caused by agent a writing a note about whether she knows p. The
announcement [p] destroys all information about whether a knew that p before the
announcement, but the agents can regain this information by looking at the note.

2.3 Expressivity

As mentioned above the logic LCP can be defined as a fragment of LCPS.

Definition 2.5 (Fragments of LCPS). Let C stand for common knowledge, P for
public announcements and S for substitutions. Then for any string X of characters

5Roughly speaking this is so because these alternative semantics would allow fewer formulas to be
announced, resulting in a logic that is at most as expressive as the one using the semantics presented
here.
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the logic LX is the fragment of LCPS that uses only the operators ∨,¬,�a and the
operators corresponding to a letter that occurs in X.

We now have all we need to define expressivity. Note that for technical reasons
the definition given here is restricted to a smaller domain than Definition 1.1 from
Chapter 1, but the definitions agree whenever both can be applied.

Definition 2.6 (Expressivity). Let A,B be strings of characters and I ∈ {K,KD45,
S4,S5}. We say that LB is at least as expressive as LA over I if for every LA formula
ϕ there is an LB formula ψ such that |=I ϕ↔ ψ. Denote this by LA �I LB.

Furthermore, LB is more expressive than LA over I, denoted by LA ≺I LB, if
LA �I LB and LB 6�I LA. Finally, LB and LA are equally expressive over I, denoted
by LA ≡I LB, if LA �I LB and LB �I LA.

Note that since LA and LB are fragments of LCPS, the formula ϕ↔ ψ can always
be seen as an LCPS formula so it makes sense to write |=I ϕ ↔ ψ. The next Lemma
follows immediately from the definition.

Lemma 2.1. For any I ∈ {K,KD45,S4,S5} we have LCP �I LCPS.

Proof. For any LCP formula ϕ we have that ϕ is also an LCPS formula and |=I ϕ ↔
ϕ.

The remaining questions are therefore whether LCP ≺I LCPS or LCP ≡I LCPS for
I = K, I = KD45, I = S4 and I = S5. The first of these four questions was answered
in [Kooi, 2007] where it was shown that LCP ≺K LCPS. The other three questions are
answered in this chapter, where we show that LCP ≺KD45 LCPS, LCP ≺S4 LCPS and
LCP ≺S5 LCPS.

2.4 Reduction

One of the main tools in the study of expressivity is the use of so-called reduction
axioms.6 A reduction axiom for an operator X is a validity of the form |= ϕ ↔ ψ
where ψ either contains fewer instances of the operator X than ϕ, or the formulas
inside the scope of X in ψ are less complex7 than the formulas inside the scope of X in
ϕ. Reduction axioms can be used to reduce the complexity of the formulas inside the
scope of X and sometimes even remove instances of X entirely. The reduction axioms
that are relevant to the logics under consideration are the following:

Lemma 2.2. For any LCPS formulas ψ,ψ1, ψ2, ψ3, any p ∈ P, any a ∈ A and any
B ⊆ A the following statements hold:

1. |= [ψ]p↔ (ψ → p),

2. |= [ψ1]¬ψ2 ↔ (ψ1 → ¬[ψ1]ψ2),

6Comparing expressivity is by no means the only use of reduction axioms. In fact, they derive
their name from the fact that if you add the reduction axioms for a certain operator X to a complete
axiomatization of a logic L that does not use X, the result is in many cases a complete axiomatization
of the logic LX obtained by adding X as an additional operator to L. For example, adding reduction
axioms 1–5 to a complete axiomatization of epistemic logic results in a complete axiomatization of
public announcement logic (LP), see [Plaza, 1989].

7In some appropriate sense of complexity. In this case we could for example define the complexity
of a formula as the number of steps required to obtain it using the inductive definition of formulas.
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3. |= [ψ1](ψ2 ∨ ψ3)↔ ([ψ1]ψ2 ∨ [ψ1]ψ3),

4. |= [ψ1]�aψ2 ↔ (ψ1 → �a[ψ1]ψ2),

5. |= [ψ1][ψ2]ψ3 ↔ [ψ1 ∧ [ψ1]ψ2]ψ3,

6. |= [p := ψ]p↔ ψ,

7. |= [p := ψ]q ↔ q for q 6= p,

8. |= [p := ψ1]¬ψ2 ↔ ¬[p := ψ1]ψ2,

9. |= [p := ψ1](ψ2 ∨ ψ3)↔ ([p := ψ1]ψ2 ∨ [p := ψ1]ψ3),

10. |= [p := ψ1]�aψ2 ↔ �a[p := ψ1]ψ2 and

11. |= [p := ψ1]CBψ2 ↔ CB [p := ψ1]ψ2.

The first five validities of Lemma 2.2 were introduced in [Plaza, 1989], the latter six
in [Kooi, 2007]. They are also straightforward to verify using the semantics of LCPS.

All validities in Lemma 2.2 are reduction axioms for either public announcements or
substitutions. It either holds that the formula on the right-hand side of the equivalence
contains fewer public announcement or substitution operators, or that the formulas
inside the scope of the public announcement or substitution operator on the right-hand
side of the equivalence have a lower complexity than the ones on the left-hand side.

There are three combinations of operators for which there is no reduction axiom;
there are no reduction axioms for the combination of a public announcement and
common knowledge, the combination of a substitution and a public announcement
and the combination of a substitution with another substitution. So formulas of the
form [ψ1]CBψ2, the form [p := ψ1][ψ2]ψ3 and the form [p := ψ1][q := ψ2]ψ3 cannot
easily be “reduced”. The lack of a reduction axiom for [p := ψ1][q := ψ2]ψ3 is not
very important, but the fact that there are no reduction axioms for [ψ1]CBψ2 and
[p := ψ1][ψ2]ψ3 is important for the construction of an LCPS formula that cannot be
translated to LCP.

By repeatedly applying the validities from Lemma 2.2 it is possible to eliminate
any public announcement or substitution operator [X], as long a reduction axiom
exists for [X] and every operator inside the scope of [X]. For example, if p 6= q then
a formula [p := ψ]�a(p ∨ q) is equivalent to �a[p := ψ](p ∨ q), which is equivalent to
�a([p := ψ]p ∨ [p := ψ]q) which is equivalent to �a(ψ ∨ q).

This allows us to say some things about the relative expressivity of certain exten-
sions of a basic epistemic logic L. The reduction axioms are used in [Plaza, 1989] and
[Kooi, 2007] to show that

• L ≡K LP because we can remove the public announcements from any LP formula
using the first four reduction axioms;

• L ≡K LS because we can remove the substitutions from any LS formula using
the sixth to tenth reduction axioms;

• LC ≡K LCS because we can remove the substitutions from any LCS formula
using the sixth to eleventh reduction axioms;
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• L ≡K LPS because, even though we cannot change the order of a public an-
nouncement operator and a substitution operator, we can always remove the
innermost public announcement or substitution operator using either the first
four or the sixth to tenth reduction axioms.

The reduction axioms can also help determine where to look if we want to find
an LCPS formula that cannot be translated to LCP. Any LCPS formula that cannot
be translated to LCP must obviously contain a substitution operator. Furthermore,
since LC ≡K LCS the untranslatable formula must also contain at least one public
announcement and since L ≡K LPS it must contain at least one common knowledge
operator.

Furthermore, using the reduction axioms we can move the substitution operator
inward until it reaches a public announcement operator so we can assume without loss
of generality that there is a substitution operator immediately preceding a public an-
nouncement. Likewise, the public announcement operator can be moved inward until
it reaches a common knowledge operator. The untranslatable formula must therefore
contain a subformula [p := ϕ][ψ1] · · · [ψn]CBχ. Finally we can collapse [ψ1] · · · [ψn]
into a single announcement [ψ].

So if there is an untranslatable formula then there is an untranslatable formula of
the form [p := ϕ][ψ]CBχ. This is a particular instance of the use of substitutions as
memory; the propositional variable p is used to store the value of ϕ so that it is possible
after the announcement of ψ to remember whether ϕ held before the announcement.8

The formula that is used to show that LCP ≺K LCPS is indeed equivalent to a
formula of such a form, namely [q := ¬�ap][p]CAq. This formula cannot, however, be
used to show that LCP ≺S5 LCPS, since there is an LCP formula that is equivalent to
[q := ¬�ap][p]CAq on all S5 models.9 For the S5 case we therefore need a slightly
more complicated formula. The one we use is [q := C{a,b}p][p]CA¬q. For the S4 case
the simpler formula [q := ¬�ap][p]CAq of the K case could be used. However, in order
to keep the proof for the S4 case similar to the proof of the KD45 and S5 cases it is
more convenient to use the formula [q := CAp][p]CA¬q.

8Those familiar with relativized common knowledge may also recognize formulas of this form as
similar to how relativized common knowledge can be simulated in LCPS; if p does not occur in ψ then
[p := ϕ][ψ]CBp is equivalent to the relativized common knowledge formula CB(ψ,ϕ). This is of course
no coincidence: one of the interpretations given to CB(ψ,ϕ) in [van Benthem et al., 2006] is “if ψ is
announced it becomes common knowledge among B that ϕ was the case before the announcement”.
This is also a good description of [p := ϕ][ψ]CBp if the substitution is seen as memory.

9The smallest LCP formula that I know to be equivalent to [q := ¬�ap][p]CAq on all S5 models
grows exponentially with the size of A and is already quite complicated for small sets of agents. To
give some idea of the form of this translation, consider the case A = {a, b, c}. Then the translation is
|=S5 [q := ¬�ap][p]CAq ↔ (¬p ∨ [¬p→ ♦a(p ∧

∨
d∈A ♦d�ap)](ψa ∧ ψab ∧ ψabc ∧ ψac ∧ ψacb)) where

• ψa = [
∨
d∈A ♦d¬p→ ♦a¬p]CAp,

• ψab = [¬p→ ♦b(p ∧
∨
d∈A ♦d(p ∧ ¬ψa))][

∨
d∈A ♦d¬p→ ♦b¬p]CAp,

• ψabc = [¬p→ ♦c(p ∧
∨
d∈A ♦d(p ∧ ¬ψab))][

∨
d∈A ♦d¬p→ ♦c¬p]CAp,

• ψac = [¬p→ ♦c(p ∧
∨
d∈A ♦d(p ∧ ¬ψa))][

∨
d∈A ♦d¬p→ ♦c¬p]CAp,

• ψacb = [¬p→ ♦b(p ∧
∨
d∈A ♦d(p ∧ ¬ψac))][

∨
d∈A ♦d¬p→ ♦b¬p]CAp.

The proof of this equivalence is long, tedious, not very hard and outside the scope of this chapter. I
therefore omit it.
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s0 s1 s2 · · ·
s2n−1 s2n¬p
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t2n−1
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t2t1t0

b a a
b

aab

Figure 2.1: Model Mn or model M′n, depending on which worlds have a reflexive
relation. In M′n all worlds have a reflexive relation for all agents. In Mn all worlds
other than s1 have a reflexive relation for all agents and s1 has a reflexive relation for
all agents other than agent b. Reflexive arrows are not drawn and p holds in every
world except where it is stated otherwise. Note that the leftmost arrow in the top row
is one-directional, unlike all other arrows.

2.5 Expressivity over KD45 and S4

With the preliminaries out of the way let us consider the proof that LCP ≺KD45 LCPS

and LCP ≺S4 LCPS. Let us first state the theorem, then give some auxiliary definitions
and lemmas and finally give a proof of the theorem.

Theorem 2.1. The logic LCPS is more expressive than the logic LCP over KD45 and
S4.

It was already shown that LCP �KD45 LCPS and LCP �S4 LCPS so in order to
prove Theorem 2.1 it remains to be shown that LCPS 6�KD45 LCP and LCPS 6�S4 LCP.
In order to do this it is sufficient to show that there is an LCPS formula ϕ with the
property that there is no LCP formula ψ that is equivalent to ϕ on all KD45 models
and that there is an LCPS formula ϕ′ with the property that there is no LCP formula
ψ that is equivalent to ϕ′ on all S4 models. These ϕ and ϕ′ could be different, but it
turns out that we can choose ϕ = ϕ′ = [q := CAp][p]CA¬q and it is convenient to do
so.

In order to show that no LCP formula is equivalent to ϕ we would like to construct
a KD45 or S4 modelM = (W,R, v) and w,w′ ∈W such that ϕ distinguishes between
M, w andM, w′ but no LCP formula does. Unfortunately we cannot find such models,
so we do something slightly more complicated. Instead of one model with two worlds
we construct a sequence {Mn | n ∈ N} of models.

In each model we select two worlds that ϕ distinguishes between. In each of these
models there will be an LCP formula that also distinguishes between the worlds, but
we will make sure that in order to distinguish between the worlds of Mn an LCP

formula must be of depth at least n. Any given LCP formula has some finite depth
m ∈ N so no single LCP formula can distinguish between the two worlds for every
model Mn. Since ϕ can distinguish between the two worlds for every n ∈ N, this
implies that no LCP formula is equivalent to ϕ.

For this purpose let us define sets {Mn = (Wn, Rn, vn) | n ∈ N>0} and {M′n =
(Wn, R

′
n, vn) | n ∈ N>0} of KD45 and S4 models respectively such that the LCPS for-

mula ϕ = [q := CAp][p]CA¬q can distinguish between two specific worlds s2n−1 ∈Wn

and t2n−1 ∈Wn for all n ∈ N>0 but there is no single LCP formula that distinguishes
the worlds for all n ∈ N>0.

Definition 2.7. Let a, b ∈ A be two distinct agents and let p ∈ P. For n ∈ N>0 let
Mn = (Wn, Rn, vn), where
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• Wn = {si | 0 ≤ i ≤ 2n} ∪ {ti | 0 ≤ i ≤ 2n}

• Rn(a) = {(s2i, s2i−1), (s2i−1, s2i), (t2i, t2i−1), (t2i−1, t2i) | 1 ≤ i ≤ n} ∪ {(w,w) |
w ∈Wn}

• Rn(b) = ({(s2i, s2i+1), (s2i+1, s2i), (t2i, t2i+1), (t2i+1, t2i) | 0 ≤ i ≤ n − 1} \
{(s0, s1)}) ∪{(s2n, t2n), (t2n, s2n)} ∪ {(w,w) | w ∈Wn \ {s1}}

• Rn(c) = {(w,w) | w ∈Wn} for all c ∈ A \ {a, b}

• vn(p) = Wn \ {s2n, t2n}

• vn(q) = ∅ for all q ∈ P \ {p}

Furthermore, let

• R′n(a) = Rn(a)

• R′n(b) = Rn(b) ∪ {(s1, s1)}

• R′n(c) = Rn(c) for all c ∈ A \ {a, b}

and M′n = (Wn, R
′
n, vn).

Note that we do not require A \ {a, b} to be nonempty, so this model is defined if
and only if |A| ≥ 2. See also Figure 2.1 for a visual representation of Mn and M′n.
The proofs using the models Mn are completely analogous to those using the models
M′n, so choose any N ∈ {M,M′}. Let us give the proof for the models Nn, thus
simultaneously proving the result for KD45 and S4.

An important thing to note about these models is that the arrow from s1 to s0 is
one-directional, unlike all other arrows. As a result of this one-directional arrow the
following lemma holds.

Lemma 2.3. For every n ∈ N>0 We have Nn, s2n−1 6|= [q := CAp][p]CA¬q and
Nn, t2n−1 |= [q := CAp][p]CA¬q.

Proof. The worlds s2n and ttn are not reachable from s0 but reachable from any other
world. We therefore have Nn, s0 |= CAp and Nn, w 6|= CAp for all other worlds w.
So after a substitution [q := CAp] the propositional variable q will hold in s0 but not
in any other world. Then after the public announcement [p] this single q world is
reachable from s2n−1 but not from t2n−1, so we have Nn, s2n−1 6|= [q := CAp][p]CA¬q
and Nn, t2n−1 |= [q := CAp][p]CA¬q, which is what was to be shown.

Another key property of these models is that there is no single LCP formula that
distinguishes s2n−1 from t2n−1 for every n ∈ N>0. This is shown by induction, but in
order to keep the induction hypothesis relatively simple it is convenient to restrict to
a certain subset of formulas.

Definition 2.8 (ab-form). An LCP formula ϕ is in ab-form if all CB operators in ϕ
have B = {a, b} and are immediately preceded by a [ψ] operator and all [ψ] operators
in ϕ are immediately succeeded by a CB operator.

The following lemma shows that we can restrict to formulas in ab-form without
loss of generality.
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Lemma 2.4. For every LCP formula ϕ there is an LCP formula ϕ′ such that ϕ′ is in
ab-form and for all n ∈ N>0 and all w ∈Wn it holds that Nn, w |= ϕ⇔ Nn, w |= ϕ′.

Proof. Recall that N ∈ {M,M′} and let ϕ be any LCP formula. The only agents for
which there are arrows from one world to another in Nn are a and b. We can therefore
replace any operator CB in ϕ by CB′ with B′ = B ∩{a, b} without changing the truth
value on Nn. If this B′ is a singleton CB′ can be replaced by either �a or �b and
if B′ = ∅ it can be removed entirely, again without changing the truth value on Nn.
Call the formula obtained by modifying ϕ in these ways θ.

Recall the reduction axioms

• |= [ψ]p↔ (ψ → p)

• |= [ψ1]¬ψ2 ↔ (ψ1 → ¬[ψ1]ψ2)

• |= [ψ1](ψ2 ∨ ψ3)↔ ([ψ1]ψ2 ∨ [ψ1]ψ3)

• |= [ψ1]�aψ2 ↔ (ψ1 → �a[ψ1]ψ2)

• |= [ψ1][ψ2]ψ3 ↔ [ψ1 ∧ [ψ1]ψ2]ψ3

that were shown to hold in [Plaza, 1989]. If a public announcement occurs immediately
preceding any LCP operator other than a common knowledge operator they allow us
to either change the order of the public announcement and the other operator or
collapse two announcements into one. We can therefore find a formula θ′ that is
equivalent to θ and that only contains public announcements immediately preceding
C{a,b} operators. Finally, we can take ϕ′ to be the formula obtained by adding a [>]
operator before every C{a,b} operator in θ′ that is not yet immediately preceded by a
public announcement. This ϕ′ is in ab-form and satisfies Nn, w |= ϕ ⇔ Nn, w |= ϕ′

for all n ∈ N>0 and all w ∈Wn.

It is relatively easy to show that formulas in ab-form cannot distinguish between
worlds si and ti of Nn unless they are of sufficient depth.

Lemma 2.5. Let n ∈ N>0 be given. Then for any k ≤ n and for any 2k < i ≤ 2n
there is no LCP formula ϕ that is in ab-form and of depth at most k such that ϕ
distinguishes between si and ti in Nn.

Proof. By induction on k. The statement trivially holds for k = 0. Now suppose as
induction hypothesis that k > 0 and that the statement holds for all k′ < k. Fix any i
with 2k ≤ i ≤ 2n and let ϕ be any LCP formula in ab-form with depth ≤ k. To show
is that ϕ does not distinguish between si and ti.

Suppose towards a contradiction that ϕ does in fact distinguish between si and ti.
If a Boolean combination of formulas distinguishes two worlds then at least one of the
combined formulas also distinguishes between them, so we can assume without loss
of generality that ϕ is of pure depth ≤ k. Since ϕ is in ab-form this implies that ϕ
is either of the form �xϕ1 or of the form [ϕ1]C{a,b}ϕ2 where x ∈ A, ϕ1 and ϕ2 are
in ab-form and ϕ1 and ϕ2 are of depth ≤ k − 1. Suppose ϕ = �xϕ1. Then by the
induction hypothesis ϕ1 cannot distinguish between sj and tj for 2(k−1) ≤ j ≤ 2n, so
in particular it cannot distinguish between si and ti, between si−1 and ti−1 or between
si+1 and ti+1. From this it follows that ϕ cannot distinguish between si and ti. See
Figure 2.2 for a visual representation of the case where x = a and i is even.
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· · ·
s2(k−1)
· · ·

si−1 si
· · ·

ti ti−1

· · ·
t2(k−1)

· · ·b a b b a b

Area where ϕ1 cannot distinguish sj from tj .

Area where ϕ1 must hold
for N , si |= �aϕ1.

Area where ϕ1 must hold
for N , ti |= �aϕ1.

Figure 2.2: The formula ϕ = �aϕ1 cannot distinguish between si and ti, since
Nn, wi |= ϕ ⇔ (Nn, wi |= ϕ1 and Nn, wi−1 |= ϕ1) for w ∈ {s, t}, and by the in-
duction hypothesis ϕ1 cannot distinguish either si from ti or si−1 from ti−1.

Suppose then that ϕ = [ϕ1]C{a,b}ϕ2. The worlds si and ti are {a, b}-reachable
from each other. In order for ϕ to distinguish between the two points it is therefore
necessary that ϕ1 fails to hold for some sj or tj with j ≥ i. But by the induction
hypothesis ϕ1 cannot distinguish sj from tj so ϕ1 must fail to hold on both worlds.
But after such an update si and ti are indistinguishable by any LCP formula of any
length as all ¬p worlds have become unreachable. The formula ϕ therefore does not
distinguish between the two worlds.

In both possible forms for ϕ we arrive at a contradiction with the assumption that
ϕ distinguishes between si and ti. The assumption must therefore be false, so ϕ does
not distinguish between si and ti. This completes the induction step and thereby the
proof.

Note that in particular Lemma 2.5 implies that an LCP formula in ab-form must
be of length at least n to distinguish between the worlds s2n−1 and t2n−1 of Nn. The
proof of Theorem 2.1 now follows easily.

Proof of Theorem 2.1. From Lemma 2.1 it follows that LCP �KD45 LCPS and that
LCP �S4 LCPS.

Let ϕ = [q := CAp][p]CA¬q and take any N ∈ {M,M′}. Lemma 2.3 shows that
for any n ∈ N>0 we have Nn, s2n−1 6|= ϕ and Nn, t2n−1 |= ϕ. The LCPS formula ϕ
therefore distinguishes between s2n−1 and t2n−1 for every n ∈ N>0. From Lemmas
2.4 and 2.5 it follows that there is no single LCP formula ψ that distinguishes between
s2n−1 and t2n−1 for every n ∈ N>0.

There is therefore no LCP formula that is equivalent to ϕ on all KD45 models or
on all S4 models, so LCPS 6�KD45 LCP and LCPS 6�S4 LCP.

2.6 Expressivity over S5

What remains to be shown is that substitutions add expressivity over S5. The models
Mn and M′n are not S5 models so they cannot be used for expressivity results over
S5. The models can be modified to S5 models, but this requires the use of an extra
agent.

Theorem 2.2. The logic LCPS is more expressive than the logic LCP over S5.

Apart from some technicalities that are necessary due to the extra agent, the proofs
of Theorem 2.2 and its auxiliary lemmas are analogous to that of Theorem 2.1 and



2.6. EXPRESSIVITY OVER S5 21

s0 s1 s2 · · ·
s2n−1 s2n¬p

t2n
¬p

t2n−1

· · ·
t2t1t0

c a a
bc

aabc

Figure 2.3: Model M′′n. Reflexive arrows are omitted and p holds everywhere except
where it is stated otherwise.

its auxiliary lemmas. We therefore give only a sketch of the proofs here. First, let us
define the set {M′′n | n ∈ N>0} of S5 models.

Definition 2.9. Let a, b, c ∈ A be three distinct agents and let p ∈ P. For n ∈ N>0

let M′′n = (Wn, R
′′
n, vn) where

• R′′n(a) = R′n(a)

• R′′n(b) = R′n(b) \ {(s1, s0)}

• R′′n(c) = R′′n(b) ∪ {(s0, s1), (s1, s0)}

• R′′n(d) = {(w,w) | w ∈Wn} for all d ∈ A \ {a, b, c}

The set A \ {a, b, c} may be empty, so this model is defined if and only if |A| ≥ 3.
See also Figure 2.3 for a visual representation ofM′′n. Like in the KD45 and S4 cases
we can restrict to formulas in a certain form.

Definition 2.10 (abc-form). An LCP formula ϕ is in abc-form if all CB operators in
ϕ have B ∈ {{a, b}, {a, c}, {a, b, c}} and are immediately preceded by a [ψ] operator
and all [ψ] operators in ϕ are immediately succeeded by a CB operator.

Lemma 2.6. For every LCP formula ϕ there is an LCP formula ϕ′ such that ϕ′ is in
abc-form and for all n ∈ N>0 and all w ∈Wn it holds thatM′′n, w |= ϕ⇔M′′n, w |= ϕ′.

Sketch of proof. The proof is analogous to that of Lemma 2.4; every CB operator
with B 6∈ {{a, b}, {a, c}, {a, b, c}} can be replaced by either CB′ with B′ ∈ {{a, b},
{a, c}, {a, b, c}} or by a normal knowledge operator �a,�b or �c. The reduction
axioms can then be used to make [ψ] and CB only occur together.

Formulas in abc-form cannot distinguish between s2n and t2n in M′′n unless they
are of sufficient depth.

Lemma 2.7. Let n ∈ N>0 be given. Then for any k ≤ n and for any 2k < i ≤ 2n
there is no LCP formula ϕ that is in abc-form and of depth at most k such that ϕ
distinguishes between si and ti in M′′n.

Sketch of proof. The induction on k is analogous to that in the proof of Lemma 2.5.
Suppose the lemma holds for all k′ < k. A formula �xϕ with d(ϕ) ≤ k − 1 can only
distinguish between si and ti if ϕ distinguishes between some sj and tj with j ≥ i− 1
but that is impossible under the induction hypothesis.

A formula [ϕ]CBψ with d(ϕ) ≤ k − 1 must have B ∈ {{a, b}, {a, c}, {a, b, c}} so si
and ti are B-reachable from each other. In order for [ϕ]CBψ to distinguish between
the worlds it is therefore necessary that [ϕ] remove at least one world sj or tj with
j ≥ i. But by the induction hypothesis it then also removes the other world, making
si and ti completely indistinguishable in the remaining part of the model.
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K KD45 S4 S5
|A| = 1 ≺ ≡ ≡ ≡
|A| = 2 ≺ ≺ ≺ ?
|A| ≥ 3 ≺ ≺ ≺ ≺

Table 2.1: The relative expressivity of LCP and LCPS with different numbers of agents
in different classes of models. A ≺ entry means that LCPS is more expressive than
LCP in that case, a ≡ entry means that LCPS and LCP are equally expressive.

The proof of Theorem 2.2 then follows easily.

Proof of Theorem 2.2. From Lemma 2.1 it follows that LCP �S5 LCPS. Let ϕ =
[q := C{a,b}p][p]CA¬q. For any n ∈ N>0 we have M′′n, s2n−1 6|= ϕ and M′′n, t2n−1

|= ϕ. The LCPS formula ϕ therefore distinguishes between s2n−1 and t2n−1 for every
n ∈ N>0. From Lemmas 2.6 and 2.7 it follows that there is no single LCP formula ψ
that distinguishes between s2n−1 and t2n−1 for every n ∈ N>0.

There is therefore no LCP formula that is equivalent to ϕ on all S5 models, so
LCPS 6�S5 LCP.

2.7 Conclusion

We showed that LCPS is more expressive than LCP over KD45, S4 and S5. Since the
logic LR obtained by adding relativized common knowledge to a basic epistemic logic
was shown to be equally expressive to LCPS in [Kooi, 2007] this also shows that LR

is more expressive than LCP over KD45, S4 and S5. The results presented here can
therefore also be seen as an extension of the results in [van Benthem et al., 2006] that
LR is more expressive than LCP over K.

One limitation of the proofs of LCP ≺KD45 LCPS, LCP ≺S4 LCPS and LCP ≺S5

LCPS given in this chapter is that they require a minimum number of agents. For the
proofs of LCP ≺KD45 LCPS and LCP ≺S4 LCPS we need |A| ≥ 2 and for the proof of
LCP ≺S5 LCP we need |A| ≥ 3. If |A| = 1 then common knowledge reduces to normal
knowledge in KD45, S4 and S5 due to the transitivity of the accessibility relation.
This implies that LCP ≡KD45 LCPS, LCP ≡S4 LCPS and LCP ≡S5 LCPS if |A| = 1, as
it has been shown in [Kooi, 2007] that LP ≡K LPS.

It was also shown in [Kooi, 2007] that LCP ≺K LCPS for any number of agents, so
the relative expressivity of LCP and LCPS can be summarized as in Table 2.1.

One obvious question for further research is whether LCPS is more expressive than
LCP in S5 with exactly two agents. I do not have a conjecture about this question, as
there seem to be good reasons for assuming either position.

On the one hand, the two-agents S5 case is unlike the other cases in several im-
portant ways. In particular, consider LCPS formulas of the form [q := ϕ][ψ]CBq. This
is the only combination of operators that is hard to translate to LCP. This formula
holds inM, w if and only if ϕ holds in every world that is reachable from w by passing
over only ψ worlds.

In the two-agents S5 case it holds that if two adjacent worlds w1 and w2 of M
satisfy M, w1 |= ϕ and M, w2 6|= ϕ then there must be some propositional variable r
with the property thatM, w1 |= ♦d(ϕ)+1r∧♦d(ϕ)+1¬r. In other words, there must be
nearby worlds that are distinguishable by an atomic formula. Since distinguishability
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by an atomic formula is retained under public announcements, this difference can often
be used as a witness after the announcement for the existence of a world that did not
satisfy ϕ before the announcement. This technique can be used to translate several
large fragments of LCPS to LCP for two-agent S5.

On the other hand, this method is not immediately applicable if ψ contains com-
mon knowledge operators. And while some auxiliary tricks can be used for simple ψ
containing common knowledge such as ψ = CAp, it is not clear whether this technique
generalizes to all LCPS formulas.





Chapter 3

The Expressivity of Update
Logics

Chapter Summary. In this chapter we present two new expressivity results.
The first result is that the logic LU∗ using Arrow Common Knowledge is more
expressive than the logic LR using Relativized Common Knowledge. The second
result is that the logic LCU using Common Knowledge and Arrow Updates is
equally expressive as LU∗ .

Together with results that were previously established in [Plaza, 1989], [Baltag
et al., 1998], [Kooi and van Benthem, 2004], [van Benthem et al., 2006] and
[Kooi and Renne, 2011] this fully determines the relative expressivity of all logics
using any combination of normal Common Knowledge (C), Relativised Common
Knowledge (R), Arrow Common Knowledge (U∗), Public Announcements (P)
and Arrow Updates (U).

Unfortunately the proof that LCU is equally expressive as LU∗ is rather com-
plicated. Most of the technical details of the proof are therefore included in an
appendix.

3.1 Introduction

In this chapter we consider all logics that can be obtained by adding a combination
of common knowledge, relativised common knowledge [Kooi and van Benthem, 2004],
arrow common knowledge [Kooi and Renne, 2011], public announcements [Plaza, 1989,
Baltag et al., 1998] and arrow updates [Kooi and Renne, 2011] to a basic multi-agent
modal logic.

Generally we can use only one logic at a time. So if we have multiple logics we
have to choose between them. As such it becomes interesting to compare them to
each other. Usually every logic has its own strengths and weaknesses so we cannot
conclude that one logic is simply better than another. We can, however, sometimes
say that one logic is better than another in one particular aspect, so with respect to
some specific criterion. Here we want to compare logics by one such criterion, namely
that of their expressivity (or expressive power). A logic L2 is at least as expressive as
a logic L1 if for every L1 formula there is an equivalent L2 formula.

This chapter is based on the paper “The expressivity of update logics”[Kuijer, to appear] that
appeared in the Journal of Logic and Computation.

25
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In this chapter we chart the expressivity landscape of all logics under consideration,
so all 32 combinations of common knowledge, relativized common knowledge, arrow
common knowledge, public announcements and arrow updates. The approach we take
is very similar to the one in [Kooi, 2007], where the expressivity landscape of a different
(but partially overlapping) set of logics is charted.

For many of the logics the relative expressivity is already known. There are however
two important new expressivity results introduced in this chapter, as well as a number
of results that follow from these two results. The first result is that the logic using
relativised common knowledge is not as expressive as the logic using arrow common
knowledge. The second is that the logic using arrow updates and normal common
knowledge is equally expressive as the logic using arrow common knowledge.

In Section 3.2 we briefly introduce and informally discuss some properties and
applications of the different operators. Then, in Section 3.3, we give a number of
definitions that are required to compare the expressivity of the logics under consid-
eration. In Section 3.4, the expressivity landscape is shown and an overview is given
of both the previously known results and the new results. In Section 3.5, a proof is
given of the first new result, that the logic using relativized common knowledge is not
as expressive as the logic using arrow common knowledge. In Section 3.6, a proof is
given of the second new result, that the logic using arrow updates and normal common
knowledge is as expressive as the logic using arrow common knowledge, although most
of the technical details of the proof are left for the appendix.

3.2 Introducing the Operators

Multi-agent Kripke models can be used to model the information states of agents. One
important property of information states is that they can change. A common way to
see information change is to consider it as change of Kripke model.1

One important and very general approach to information change is to use action
models (see for example [Baltag et al., 1998, Baltag, 1999, Baltag and Moss, 2004,
van Ditmarsch et al., 2007]). In a logic using action models, every action operator [α]
is associated with an action model Mα and performing [α] in a model M changes the
model to a certain submodel of the product model M×Mα. A notable consequence
of this is that the new model M×Mα may be larger than the original model M.

Here, however, we focus on a particular kind of information change, where only
new information is acquired (and nothing forgotten or proven false) and the new
information is made publicly available. This restricted kind of information change
can be described using the general Action Models, but there are simpler options.
New public information can only remove access to alternatives that were previously
considered possible, it can never add new alternatives. This allows us to restrict
ourselves to model changing operators that go from a model to one of its submodels.

A model consists of a set of possible worlds, accessibility relations between the
possible worlds and the valuation of the propositional variables on the worlds. In this
chapter we only model information change, not factual change, so the valuations of the
propositional variables should remain unchanged. Since we want to go from a model

1Another approach is to consider information change as a state transition inside a larger model.
The two approaches are not fundamentally different; a change from model M1 to model M2 can
be seen as a state transition in a larger model containing both M1 and M2. See [van Benthem
et al., 2009] for a discussion of dynamic epistemic logic with the dynamic operations seen as state
transitions.
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to one of its submodels, this leaves us with the choice to let the information change
operator remove either worlds or accessibility arrows.

The most commonly used option is to remove certain possible worlds using pub-
lic announcements (see for example [Plaza, 1989, Baltag et al., 1998, van Ditmarsch
et al., 2007]). A public announcement [ϕ] removes all worlds from the model where
the formula ϕ does not hold. A less commonly used alternative is to remove certain
accessibility arrows. A very simple version of this is the variation on public announce-
ments in [Gerbrandy, 1999, Kooi, 2007] where [ϕ] does not remove the worlds where
ϕ does not hold but merely the arrows to such worlds. Removing arrows in this way
has the same result as removing the ¬ϕ worlds: an inaccessible world might as well
not exist.

A more powerful way2 to remove arrows is to use arrow updates, see [Kooi and
Renne, 2011]. An arrow update [U ] consists of a number of clauses, U = {(u1, a1, u

′
1),

· · · , (un, an, u
′
n)}, where we could have ai = aj for i 6= j. An arrow satisfies a clause

(ui, ai, u
′
i) iff it is an arrow for agent ai and it goes from a world that satisfies the start

condition u1 and to a world that satisfies the end condition u′i.
3 The update removes

those arrows that satisfy none of the clauses.

Another operator that is often used in logics about information is the common
knowledge operator CB , where B is a group of agents. The formula CBϕ holds in
a world w iff ϕ holds in all worlds w′ that are reachable by a “B-path” (that is, a
sequence of arrows, possibly of length 0, belonging to agents in B that connect w to a
successor w1 of w, w1 to a successor w2 or w1 and so on up to an arrow that connects
wn to a successor w′ of wn).

For both public announcements and arrow updates there is an associated version
of common knowledge. The common knowledge version for public announcements is
relativized common knowledge, defined in [Kooi and van Benthem, 2004]. The formula
CB(ϕ1, ϕ2) stands for ϕ2 being common knowledge relative to ϕ1. It holds in a world
w iff ϕ2 holds in all worlds w′ that are reachable from w by a B-path that only consists
of ϕ1 worlds.

The corresponding version of common knowledge for arrow updates is arrow com-
mon knowledge, defined in [Kooi and Renne, 2011]. The formula {U}∗ϕ stands for ϕ
being common knowledge relative to the arrow update U . It holds in a world w iff ϕ
holds in all worlds w′ that are reachable from w by a path that only consists of arrows
that satisfy U .

The different building blocks discussed so far can be combined in different ways.
We could for example define a logic LPU∗ that uses public announcements and arrow
common knowledge, or a logic LR that uses relativized common knowledge.

3.2.1 Dynamic and Static Operators

The operators under consideration here can be split into two different kinds: dynamic
operators and static operators. The difference between the two kinds is that dynamic
operators change the model when they are interpreted while static operators do not.
The dynamic operators used here are public announcements and arrow updates, the
static operators are the three types of common knowledge as well as the Boolean

2See Section 3.2.2 for an in-depth explanation of why arrow updates are more powerful than public
announcements.

3We use the slightly awkward terms “start condition” and “end condition”, as opposed to “precon-
dition” and “postcondition”, in order to prevent confusion with the preconditions in action models.
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operators and �a of basic modal logic.
Two of the static operators are combinations of common knowledge with a dynamic

operator. It is worthwhile to spend a few moments to see what it means for a static
operator to be related to a dynamic operator in such a way. Let us start by considering
a logic where we have the dynamic operators, the Boolean operators, the modal �a and
a normal common knowledge operator CB but not the two other common knowledge
operators CB(ϕ,ψ) and {U}∗ψ.

Suppose that in this logic we use one of the dynamic operators, say a public
announcement [ϕ] in a pointed model M, w. This announcement removes all ¬ϕ
worlds from M, a process that cannot be undone. This means that in the updated
modelM[ϕ] some of the information contained in the modelM is lost. In particular we
generally cannot determine fromM[ϕ], w whether or not �aϕ held before the update,
so whether or notM, w |= �aϕ. Arrow updates destroy information in the same way.

Occasionally we need an operator that does something similar to the dynamic
modalities but without destroying information. We can create such an operator by
combining a dynamic operator with an existing static operator. The new operator
applies the update of its dynamic operator, then performs its static operator and
finally un-applies the update. Or, to put it another way, it temporarily pretends to
apply a dynamic operator. Because the new operator un-applies the update in the
end it does not change the model, so it is a static operator that does not destroy
information.

The static operator �ϕ is the combination of a � operator and a public announce-
ment.4 It first applies the announcement ϕ, then takes a step in the updated model
with � and finally it undoes the update. So we have M, w |= �ϕψ if and only if
M, w′ |= ψ for all worlds w′ that are accessible from w in the updated model M[ϕ].
Likewise, M, w |= �Uψ if and only if M, w′ |= ψ for all worlds w′ that are accessible
from w in the updated model M[U ].

The operators �ϕ and �U do not add expressivity, however. We haveM, w |= �ϕψ
if and only if M, w′ |= ψ for all worlds w′ that are accessible from w in the updated
model M[ϕ], so if and only if M, w′ |= ψ for all worlds w′ that are accessible from
w in M that satisfy ϕ, so if and only if M, w |= �(ϕ → ψ). Formulating a formula
equivalent to �Uψ is slightly harder but it can also be done; we haveM, w |= �Uψ if
and only if M, w |=

∧
(u1,a,u2)∈U (u1 → �(u2 → ψ)).

That the operators �ϕ and �U do not add expressivity means they would not add
anything fundamentally new to the logic. This does not mean that they are useless;
the operator �U is in fact used quite a lot in several of the proofs in this chapter. But
there is no need to take them as primitive; they can be seen as abbreviations.

Things get more complicated if we combine the dynamic operators not with � but
with common knowledge. Earlier we defined relativized common knowledge CB(ϕ,ψ)
as meaning “ψ holds in all worlds that are reachable by a B-path that contains only
ϕ worlds”. Note that this is equivalent to saying that M, w |= CB(ϕ,ψ) if and
only if M, w′ |= ψ for all worlds w′ that are reachable from w by a B-path in the
updated model M[ϕ]. So relativized common knowledge is indeed the static operator
corresponding to the combination of common knowledge and a public announcement.

Likewise, we defined {U}∗ψ as meaning “ψ holds in all worlds that are reachable
by a path that only uses arrows that satisfy U”. This is equivalent to saying that
M, w |= {U}∗ψ if and only if M, w′ |= ψ for all worlds w′ that are reachable from w

4Operators like �ϕ are sometimes referred to as conditional belief or conditional knowledge. See
for example [Baltag and Smets, 2006].
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by a path in the updated model M[U ]. So arrow common knowledge is, as the name
suggests, the static operator corresponding to the combination of common knowledge
and an arrow update.

Unlike �ϕ and �U there is no obvious way to express CB(ϕ,ψ) and {U}∗ψ without
using one of the new static operators. In fact, in [van Benthem et al., 2006] it was shown
that relativized common knowledge adds expressivity to a logic with ∧,¬,�a, CB and
[ϕ] operators. So relativized common knowledge adds something fundamentally new
to such a logic.

Arrow common knowledge is to common knowledge and arrow updates like rela-
tivized common knowledge is to common knowledge and public announcements. As
such, the result in [van Benthem et al., 2006] suggested that arrow common knowledge
would probably add expressivity to a logic with ∧,¬,�a, CB and [U ] operators. Here
we prove that, surprisingly, this is not the case; for any formula using ∧,¬,�a, CB , [U ]
and {U}∗ there is an equivalent formula using only ∧,¬,�a, CB and [U ].

This means that {U}∗ does not add anything fundamentally new to such a logic
and that it could in theory be used as an abbreviation. It is not very practical to
consider {U}∗ in this way, however, because the translation from a formula with {U}∗
to one without it is extremely complicated and causes an enormous increase in formula
size.

3.2.2 Public announcements and arrow updates

Public announcements are quite widely used, so we assume that the reader has en-
countered them before.5 Arrow updates on the other hand are not very commonly
used, so it seems worthwhile to give a short introduction to them, and especially the
difference between arrow updates and public announcements.

The first thing to note is that everything that can be done using public announce-
ments can also be done using arrow updates. In other words, arrow updates are at
least as expressive as public announcements. To see why this is the case, consider any
public announcement [ϕ]. This announcement removes all worlds that do not satisfy
ϕ. With arrow updates we cannot remove any worlds, but we can do something with
the same effect: we can remove all arrows to ¬ϕ worlds using an update [U ] where
U = {(>, a, ϕ) | a ∈ A}. A world that is not reachable in any way might as well not
exist at all, so this has the same effect as removing all ¬ϕ worlds.

But arrow updates can also be used in situations where public announcements
cannot. Let us look at a simple example, loosely based on an example given in [Kooi
and Renne, 2011] (which was in turn based on an example in [van Ditmarsch, 2000]).

In a very simple card game there are two players, player a and player b. Both
players are dealt a single card, face down. Player a either has the ace of spades (p)
or the king of spades (¬p), player b either has the ace of diamonds (q) or the king of
diamonds (¬q). Furthermore, all of the above is common knowledge. At this point
neither player knows which card either one of them holds. The situation as described
so far can be modeled as shown in Figure 3.1a.

But then suppose that a (openly) looks at her card without showing it to b. This
action is public, because a openly looks at her card. But it still creates some private
information for a, namely which card she holds. This private information makes it
impossible to model the event using a public announcement. We can, however, model
it quite simply using an arrow update [U ].

5If not, see for example Chapter 4 of [van Ditmarsch et al., 2007] for a clear and thorough overview.



30 CHAPTER 3. THE EXPRESSIVITY OF UPDATE LOGICS

p, q p,¬q

¬p, q ¬p,¬q
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(a) M

p, q p,¬q

¬p, q ¬p,¬q

a, b

b

b

a, b

b

b

(b) M[U ]

Figure 3.1: A model M representing a simple game and a model M[U ] representing
the same game after a has looked at her card. Reflexive arrows are omitted.

Nothing changes in the first-order knowledge of agent b, so all his arrows should
be retained. We can do this by including a (>, b,>) clause in U . The first-order
knowledge of agent a does change: she learns her card and can therefore distinguish
between p and ¬p worlds. So the arrows for a that should be retained are exactly
those that either go from a p world to another p world or from a ¬p world to a ¬p
world. We can do this by including the clauses (p, a, p) and (¬p, a,¬p) to U .

In the end this gives us the update U = {(>, b,>), (p, a, p), (¬p, a,¬p)}. And
indeed, if applied to M this gives us the model M[U ], shown in Figure 3.1b, which is
a faithful representation of the game after a has looked at her card.

The most important property of the update in the above example is that the infor-
mation a learns differs per world. In p worlds a, learns that she holds the ace, while in
¬p, worlds she learns that she holds the king. This world-dependence makes it impos-
sible to fully eliminate either the p worlds or the ¬p worlds, so public announcements
cannot model the new information. Arrow updates on the other hand can model the
new information just fine, by removing some (but not all) arrows between p and ¬p
worlds.

3.3 Definitions

Let us now define the different logics that we want to compare. In order to compare the
expressivity of the different kinds of updates and common knowledges it is convenient
to first define a logic LT that contains all the logics we consider. We can then compare
the logics as fragments of LT . The advantage of doing this is that it allows us to
combine formulas from the different logics. For example, [U ]CAϕ ↔ {U}∗[U ]ϕ is
only a well-formed formula if we have one logic that contains all of the connectives
[U ], CA,↔ and {U}∗. We do have such a logic, namely LT .

Let A be a finite nonempty set of agents and P a countable set of propositional
variables.

Definition 3.1 (Formulas of LT ). The formulas of LT are given by

ϕ ::= p | ¬ϕ | (ϕ ∨ ϕ) | �aϕ | CBϕ | CB(ϕ,ϕ) | [ϕ]ϕ | [U ]ϕ | {U}∗ϕ
U ::= (ϕ, a, ϕ) | (ϕ, a, ϕ), U
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where p ∈ P, B ⊆ A and a ∈ A. Let ΦT be the set of formulas of LT .

We use ∧,
∨
,
∧
,→,↔,>,⊥ and ♦a in the usual way as abbreviations, omit paren-

thesis where this should not cause confusion and write a for {a}. We also abuse
notation by identifying an update U = (u1, a1, u

′
1), · · · , (uk, ak, u′k) with the set U =

{(u1, a1, u
′
1), · · · , (uk, ak, u′k)}. Furthermore, if B ⊆ A we write �Bϕ for

∧
a∈B �aϕ

and (ϕ1, B, ϕ2) for {(ϕ1, a, ϕ2) | a ∈ B}. Finally, we write � for �A.
The models for LT are the standard Kripke models. It should be noted that al-

though we speak of (common) knowledge we do not assume any of the frame conditions
(reflexivity, transitivity, euclidicity) usually associated with epistemic logic.

Definition 3.2 (Models of LT ). An LT model M is a tripleM = (W,R, v) where W
is a set of worlds, R : A → ℘(W ×W ) assigns to each agent an accessibility relation
on W and v : P → ℘(W ) is a valuation that assigns to each propositional variable a
subset of the worlds.

We say that w is a world of M = (W,R, v) iff w ∈ W . We can now define the
semantics of LT .

Definition 3.3 (Semantics of LT ). Given an LT modelM = (W,R, v), a world w of
M and ϕ,ψ formulas of LT , define the satisfaction relation |= by

M, w |= p if w ∈ v(p),
M, w |= ¬ϕ if M, w 6|= ϕ,
M, w |= ϕ ∨ ψ if M, w |= ϕ or M, w |= ψ,
M, w |= �aϕ if M, w′ |= ϕ for all w′ such that (w,w′) ∈ R(a),
M, w |= [ψ]ϕ if M, w |= ψ implies M[ψ], w |= ϕ,
M, w |= [U ]ϕ if M[U ], w |= ϕ,
M, w |= CBϕ if M, w′ |= ϕ for all w′ such that (w,w′) ∈ R(B)∗,
M, w |= CB(ψ,ϕ) if M, w′ |= ϕ for all w′ such that (w,w′) ∈ R[ψ](B)∗,
M, w |= {U}∗ϕ if M, w′ |= ϕ for all w′ such that (w,w′) ∈ R∗[U ]

where

• W[ϕ] = {w ∈W | M, w |= ϕ},

• R[ϕ](a) = R(a) ∩ (W[ϕ] ×W[ϕ]) for a ∈ A,

• v[ϕ](p) = v(p) ∩W[ϕ] for p ∈ P,

• M[ϕ] = (W[ϕ], R[ϕ], v[ϕ]),

• R[U ](a) = {(w1, w2) ∈ R(a) | ∃(u, a, u′) ∈ U : M, w1 |= u and M, w2 |= u′} for
a ∈ A,

• M[U ] = (W,R[U ], v),

• R(B)∗ is the reflexive transitive closure of
⋃
a∈B R(a),

• R[ϕ](B)∗ is the reflexive transitive closure of
⋃
a∈B R[ϕ](a),

• R∗[U ] is the reflexive transitive closure of
⋃
a∈AR[U ](a).

We write M |= ϕ if M, w |= ϕ for every world w of M and |= ϕ if M |= ϕ for every
model M.
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Most of the semantics are as usual, although there are a two things worth pointing
out. The first is that the common knowledge operators take the reflexive transitive
closure of the relevant relation. This is not unusual, but neither is taking the transitive
closure instead. The second thing worth pointing out is that a public announcement
formula [ψ]ϕ is automatically true in every world ¬ψ world. Again, this is not unusual
but there are other options.

In both cases the operators used here and the operators using alternative semantics
are easily interdefinable. For example, if we write C+

B for the common knowledge
operator using the non-reflexive transitive closure then C+

Bϕ is equivalent to �BCBϕ
and CBϕ is equivalent to ϕ∧C+

Bϕ. Similar (if slightly more complicated) equivalences
exist for the other operators. As a result of this interdefinability it matters little
which semantics we use. In particular, the different semantical variants have the same
expressivity. So we define the operators in the way that happens to be the most
convenient.

What we are really interested in is not LT but certain fragments of it. We define
these fragments as in [Kooi, 2007].

Definition 3.4 (Fragments of LT ). Let

• C, representing ‘common knowledge’, stand for CB

• R, representing ‘relativised common knowledge’, stand for CB(·, ·)

• P, representing ‘public announcement’, stand for [ϕ]

• U, representing ‘arrow updates’, stand for [U ]

• U∗, representing ‘arrow common knowledge’, stand for {U}∗.

The logic LX for a finite string X is the logic LT with the language restricted to only
the connectives ¬,∨,�a and those connectives that belong to a letter in X. Let ΦX
be the set of formula of LX.

So for example the logic LCU is the logic using the connectives ¬,∨,�a, CB and
[U ]. Let us write ε for the empty string, so Lε is a basic multi-agent modal logic. We
also sometimes denote the logic LX by the string X, so CU is the logic LCU. We can
easily define the relative expressivity of such fragments.

We write |= for the satisfaction relation of the fragments as well as for the satisfac-
tion relation of LT . There is no risk of confusion as the different satisfaction relations
coincide whenever multiple ones are defined. We can now define expressivity. Note
that, once again, this definition is restricted to a smaller domain than Definition 1.1
from Chapter 1 but that the definitions agree whenever both apply.

Definition 3.5 (Expressivity). Let L1 and L2 be fragments of LT . Then L2 is at
least as expressive as L1, denoted L1 � L2, if for each L1 formula ϕ1 there is an L2

formula ϕ2 such that

|= ϕ1 ↔ ϕ2.

We say that L2 is more expressive than L1, denoted L1 ≺ L2, if L1 � L2 and L2 6� L1.
We say that L2 and L1 are equally expressive, denoted L1 ≡ L2, if L1 � L2 and
L2 � L1.
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We can coherently write |= ϕ1 ↔ ϕ2 even though ϕ1 and ϕ2 are in different logics
because both logics are fragments of LT . Note that the relation � is reflexive and
transitive. The relation ≡, which inherits the reflexivity and transitivity of �, is also
symmetric and is therefore an equivalence relation.

It will also once again be useful to define the depth of a formula.

Definition 3.6 (Depth). For ϕ ∈ ΦT define the depth d(ϕ) of ϕ recursively by

• d(p) = 0 for p ∈ P,

• d(¬ϕ1) = d(ϕ1),

• d(ϕ1 ∨ ϕ2) = max(d(ϕ1), d(ϕ2)),

• d(�aϕ1) = d(CBϕ1) = (ϕ1) + 1,

• d(CB(ϕ1, ϕ2)) = d([ϕ1]ϕ2) = max(d(ϕ1), d(ϕ2)) + 1,

• d([U ]ϕ1) = d({U}∗ϕ1) = max(d(ϕ1), d(U)) + 1,

• d(U) = max(u,a,u′)∈U (d(u), d(u′) + 1).

We say that ϕ if of pure depth n if d(ϕ) = n and there is no strict subformula ϕ′ of ϕ
such that d(ϕ′) = n.

The only clauses that may be somewhat surprising are the depth of d([U ]ϕ1) and
d({U}∗ϕ1). The reason for adding an extra +1 to the depth of end conditions is that
they are evaluated in the next world, and thus reach one world further than a start
condition of the same depth.

The concept of pure depth is useful to restrict the number of possibilities for the
form of a formula; an LC formula of pure depth 1, for example, must be either of the
form �aϕ′ or of the form CBϕ

′. The formulas of depth n are the Boolean combinations
of the formulas of pure depth at most n.

3.4 The logics under consideration

Using different combinations of C, R, P, U and U∗ we could define 25 = 32 different
fragments of LT . Not all these fragments are interesting, however. Consider the
following reductions.

Lemma 3.1. For any LT formulas ϕ,ψ and any B ⊆ A we have |= [ψ]ϕ ↔ (ψ →
[(ψ,A, ψ)]ϕ), |= CBϕ↔ CB(>, ϕ) and |= CB(ψ,ϕ)↔ {(ψ,B, ψ)}∗ϕ.

The proof should be immediately clear and is left to the reader. Lemma 3.1 allows
us to restrict ourselves to fragments having at most one of the update connectives
[ϕ] or [U ] and at most one of the common knowledge connectives CB , CB(·, ·) and
{U}∗; if more than one of these connectives occurs in a logic only the ‘strongest’ one
is relevant.6

This leaves 12 logics that can be ordered two-dimensionally, with the update con-
nective (if any) on one axis and the common knowledge connective (if any) on the
other. The logics and their relative expressivities are shown in Figure 3.2. Note that
although not all arrows are drawn, the arrows in Figure 3.2 are sufficient to know the
relative expressivity of any of the logics by transitivity and reflexivity of �.

6Note that among other things this implies that LT ≡ LU∗U.
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ε C R U∗

P CP RP U∗P

U CU RU U∗U

Figure 3.2: The landscape of logics using basic modal logic and a combination of
public announcements (P), arrow updates (U), common knowledge (C), relativised
common knowledge (R) and arrow update common knowledge (U∗). Arrows X −→
Y indicate that X ≺ Y. Double arrows X ←→ Y indicate that X ≡ Y. Dashed
gray arrows indicate previously established results, solid black arrows indicate new
results. For arrows that are part gray and dashed and part black and solid, the result
in one direction was previously established but the result in the other direction is
new. Boundaries around nodes indicate equivalence classes of logics that are equally
expressive. For reasons of clarity not all arrows are drawn, but the omitted arrows all
follow from the drawn ones by transitivity and reflexivity.

3.4.1 Overview of previously known results

The arrows in Figure 3.2 that are drawn dashed and in gray were previously known.
That ε ≡ P was shown in [Plaza, 1989]. That C ≺ CP was shown in [Baltag et al.,
1998]. That R ≡ RP was shown in [Kooi and van Benthem, 2004]. In [van Benthem
et al., 2006] it was shown that CP ≺ R, which implies that CP ≺ RP. Finally, in [Kooi
and Renne, 2011] it was shown that U ≡ P, U∗U ≡ U∗ and R � U∗. The remaining
dashed arrows in Figure 3.2 are either trivial or follow from other dashed arrows by
transitivity.

3.4.2 New expressivity results

The arrows that are drawn solid and in black in Figure 3.2 are new results. There are
ten such new results, each corresponding to one half of an arrow. They all follow by
transitivity from two new results, however.

The first result is that U∗ 6� R. This result is proven in Section 3.5. This result is
not very surprising; it was already predicted in [Kooi and Renne, 2011]. The second
result is that U∗ � CU. This result is proven in Section 3.6. Unlike the previous
result, this result is rather surprising, considering that the difference between CU and
U∗ is very similar to the difference between CP and R and we have R 6� CP.

The proof of U∗ � CU is also quite different from the proofs of the other � results.
The other � results work by proving short and simple reduction axioms. The proof
of U∗ � CU, on the other hand, works by using a case distinction with 6 cases and
numerous subcases.
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Figure 3.3: The base cases M+
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Figure 3.4: The recursive definition of M±n for n > 0.

3.5 U∗ is more expressive than R

The proof we give for the fact that U∗ is more expressive than R is very similar to the
usual proofs for such results. We want to show that U∗ 6� R. In other words, we want
to show that there are U∗ formulas for which there is no equivalent R formula. The
most straightforward way to do this is to construct an U∗ formula ξ and show that
there is no R formula equivalent to it.

At this point we would like to proceed by constructing two pointed modelsM+, w+

and M−, w− such that ξ distinguishes between them but no R formula does. This
would be sufficient to show that there is no R formula equivalent to ξ. Unfortunately
this is too hard, we cannot find such pointed models. So we do something slightly
more complicated.

Instead of two pointed models we construct two sequences M+
n , w

−
n and M−n , w−n

of pointed models. Of these sequences of models we then show two things. Firstly, we
show that for every n ∈ N the formula ξ distinguishes betweenM+

n , w
+
n andM−n , w−n .

Secondly we show that if an R formula distinguishes between M+
n , w

+
n and M−n , w−n

then it must have depth greater than n. Any given R formula ϕ has a fixed and finite
depth, so there is an n ∈ N such that ϕ does not distinguish between M+

n , w
+
n and

M−n , w−n even though ξ does distinguish between them. So for any R formula ϕ this
shows that ϕ is not equivalent to ξ.

Now we have to construct the formula ξ as well as the sequences M+
n , w

+
n and

M−n , w−n of models and show that they have the required properties. Let p, q, r ∈ P
and let M±0 be as shown in Figure 3.3 and M±n for n > 0 as shown in Figure 3.4.
Furthermore, let ξ := {(>,A,¬p), (q,A, p)}∗¬r.

Lemma 3.2. For any n ∈ N we have M+
n , w

+
n |= ξ and M−n , w−n 6|= ξ.

Proof. Let U := (>,A,¬p), (q,A, p), so ξ = {U}∗¬r. Then the only arrows in M+
n

and M−n that do not satisfy any clause in U are the arrows between (a copy of) w±i
and (a copy of) v±2 or v±3 for i ≤ n. See also Figure 3.5 for a visual representation of
the U -paths inM−2 . The U -paths starting in w±n are therefore exactly the paths that
stay on the top row of the model.
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Figure 3.5: The model M−2 . Arrows that satisfy a clause from {(>,A,¬p), (q,A, p)}
are drawn solid and black. Arrows that do not satisfy any of these clauses are drawn
dashed and gray. The modelM+

2 is similar except that the final world on the top row
satisfies ¬r.

The top row ofM−n contains an r world, namely the last world of the top row. The
top row of M+

n does not contain an r world. So M+
n , w

+
n |= {U}∗¬r and M−n , w−n 6|=

{U}∗¬r.

Lemma 3.3. For every n ∈ N there is no ϕ ∈ ΦR such that d(ϕ) ≤ n and ϕ distin-
guishes M+

n , w
+
n from M−n , w−n .

Proof. By induction on n. If n = 0 then the Lemma clearly holds, as the only formulas
of depth 0 are Boolean combinations of propositional variables and all variables are
false in w+

0 and in w−0 .

Assume then as induction hypothesis that n > 0 and the Lemma holds for all
n′ < n. It is important to note that if a formula cannot distinguish between two
models, then it also cannot distinguish between the two models with identical worlds
prepended to them. So from the fact that no ϕ′ ∈ ΦR with d(ϕ′) < n can distinguish
between M+

n−1, w
+
n−1 and M−n , w−n it follows that no such formula can distinguish

between any two of the worlds v+
4 , v−4 , v+

2 , v−2 , v+
3 and v−3 , between the worlds v+

1 and
v−1 or between the worlds w+

n and w−n of M+
n and M−n .

Suppose that there is a formula ϕ ∈ ΦR with d(ϕ) = n that distinguishes between
M+

n , w
+
n and M−n , w−n . If a boolean combination of formulas distinguishes between

two worlds, then at least one of the combined formulas also distinguishes between
those worlds, so we can assume without loss of generality that ϕ is of pure depth n.
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Then ϕ is either of the form �aψ1 or of the form CB(ψ1, ψ2) for some a ∈ A,
B ⊆ A and ψ1, ψ2 ∈ ΦR with d(ψ1), d(ψ2) < d(ϕ) = n.

Suppose ϕ is of the form �aψ1. Then there must be at least one i ∈ {1, 2, 3} such
that ψ1 distinguishes between v+

i and v−i . But d(ψ1) < n so this cannot be the case.
Suppose then that ϕ is of the form CB(ψ1, ψ2). We have d(ψ1) < n, so if ψ1 holds

on any of the worlds v+
4 , v−4 , v+

2 , v−2 , v+
3 or v−3 it holds on all of them. Likewise, if it

holds on either of v+
1 or v−1 or on either of w+

n or w−n it also holds on the other.
Now suppose ψ1 does not hold on some of w±n or v±i with i ∈ {1, 2, 3, 4}.

• if ψ1 does not hold on w±n we have M±n , w±n |= ϕ iff M±n , w±n |= ψ2. But
d(ψ2) < n so it cannot distinguish w+

n from w−n so this cannot be the case. The
formula ψ1 must therefore hold on w±n .

• if ψ1 does not hold on v±1 we have M±n , w±n |= ϕ iff M±n , w±n |= ψ2, M±n , v±2 |=
ψ1 → CB(ψ1, ψ2) and M±n , v±3 |= ψ1 → CB(ψ1, ψ2). But v+

2 is indistinguishable
from v−2 , v+

3 is indistinguishable from v−3 and d(ψ2) < n so it cannot distinguish
between w+

n and w−n . This contradicts ϕ distinguishing between w+
n and w−n so

ψ1 must hold on v±1 .

• if ψ1 does not hold on v±2 , v±3 and v±4 we have M±n , w±n |= ϕ iff M±n , w±n |= ψ2

and M±n , v±1 |= ψ2. But d(ψ2) < n so it cannot distinguish between w+
n and w−n

or between v+
1 and v−1 . This contradicts ϕ distinguishing between w+

n and w−n .
The formula ψ1 must therefore hold on v±2 , v±3 and v±4 .

The formula ψ1 must therefore hold on all of the worlds w±n or v±i with i ∈ {1, 2, 3, 4}.
But then M±n , w±n |= ϕ iff M±n , w±n |= ψ2, M±n , v±1 |= ψ2, M±n , v±2 |= CB(ψ1, ψ2),
M±n , v±3 |= CB(ψ1, ψ2) and M±n , v±4 |= CB(ψ1, ψ2).

However, M+
n , v

+
4 is indistinguishable from M+

n , v
+
3 , which is in turn indistin-

guishable from M−n , v−3 and M−n , v−4 is indistinguishable from M−n , v−2 , which is in-
distinguishable from M+

n , v
+
2 . We therefore have M+

n , v
+
2 |= CB(ψ1, ψ2), M+

n , v
+
3 |=

CB(ψ1, ψ2) andM+
n , v

+
4 |= CB(ψ1, ψ2) if and only ifM−n , v−2 |= CB(ψ1, ψ2),M−n , v−3 |=

CB(ψ1, ψ2) andM−n , v−4 |= CB(ψ1, ψ2). Since d(ϕ2) < n it cannot distinguish between
either M+

n , w
+
n and M−n , w−n or M+

n , v
+
1 and M−n , v−1 we get that M+

n , w
+
n |= ϕ iff

M−n , w−n |= ϕ.
This contradicts ϕ distinguishing the two worlds, so a ϕ with the required property

cannot exist. This completes the induction step and thereby the proof of the Lemma.

The theorem now follows easily.

Theorem 3.1. We have R ≺ U∗.

Proof. Lemma 3.1 shows that R � U∗. Furthermore, from Lemmas 3.2 and 3.3 it
follows that there is no R formula that is equivalent to the U∗ formula ξ, as this
formula distinguishesM+

n , w
+
n fromM−n , w−n for all n ∈ N while no R formula can do

this.

3.6 CU is as expressive as U∗

In this section we show that U∗ � CU. Unfortunately the proof is very long and
technical. We therefore give only an overview of the proof here and leave the full
proof for the appendix.
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3.6.1 Notation

Due to the technical nature of the proof, even the overview is made easier by intro-
ducing some more notation. First let us define some abbreviations regarding � and
♦.

Definition 3.7 (�· Bϕ,�Uϕ and ♦Uϕ). For any ϕ ∈ ΦT , B ⊆ A and U an arrow
update let

• �· Bϕ stand for ϕ ∧�Bϕ and ♦·Bϕ stand for ϕ ∨ ♦Bϕ,

• �Uϕ stand for
∧

(u1,a,u2)∈U (u1 → �a(u2 → ϕ)),

• ♦Uϕ stand for
∨

(u1,a,u2)∈U (u1 ∧ ♦a(u2 ∧ ϕ)).

The formulas �Uϕ and ♦Uϕ thus state that ϕ holds in every/at least one U -
successor.7

It is also convenient to be able to specify certain arrows that should not be retained.
We do this by overlining the clauses that specify arrows that should be removed.
Let U = {(u1, a1, u

′
1), · · · , (uk, ak, u′k), (uk+1, ak+1, u′k+1), · · · , (uk+l, ak+l, u′k+l)}. An

arrow is retained by the update [U ] if and only if it satisfies at least one of the clauses
(ui, ai, u

′
i) with 1 ≤ i ≤ k and none of the clauses (uj , aj , uj) with k + 1 ≤ j ≤ k + l.

We can define updates with overlined clauses as abbreviations of updates without
overlined clauses.

Definition 3.8 ((u, a, a′)).

{(u1, a1, u
′
1), · · · , (uk, ak, u′k), (uk+1, ak+1,u′k+1), · · · , (uk+l, ak+l, u′k+l)} :=

ui ∧ ∧
(uj ,ai,u′j)∈U ′

¬uj , ai, u′i ∧
∧

(uj ,ai,u′j)∈U2\U ′

¬u′j

 | 1 ≤ i ≤ k ,
U ′ ∈ ℘({(uk+1, ak+1,u′k+1), · · · , (uk+l, ak+l, u′k+l)})

}
.

Example 3.1. Suppose U = {(ϕ1, a, ϕ
′
1), (ϕ2, a, ϕ′2), (ϕ3, a, ϕ′3), (ϕ4, b, ϕ′4)}. By defini-

tion this is an abbreviation for

U ′ = {(ϕ1 ∧ (¬ϕ2 ∧ ¬ϕ3), a, ϕ′1), (ϕ1 ∧ ¬ϕ2, a, ϕ
′
1 ∧ ¬ϕ′3),

(ϕ1 ∧ ¬ϕ3, a, ϕ
′
1 ∧ ¬ϕ′2), (ϕ1, a, ϕ

′
1 ∧ (¬ϕ′2 ∧ ¬ϕ′3))}

Let us show that [U ′] does indeed retain an arrow iff it satisfies (ϕ1, a, ϕ
′
1) and none

of (ϕ2, a, ϕ
′
2), (ϕ3, a, ϕ

′
3) and (ϕ4, b, ϕ

′
4). First, note that we can just ignore the clause

(ϕ4, b, ϕ′4); there is no non-overlined clause for agent b so every arrow for that agent is

removed, with or without the clause (ϕ4, b, ϕ′4). The other three clauses are relevant
though.

For an arrow to satisfy (ϕ1, a, ϕ
′
2) and neither (ϕ2, a, ϕ

′
2) nor (ϕ3, a, ϕ

′
3) it has to

be the case that:

1. the arrow belongs to agent a,

7Note that �U is the static operator associated with � and [U ] and that ♦U is the static operator
associated with ♦ and [U ], as discussed in Section 3.2.1.
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2. the arrow goes from a ϕ1 world to a ϕ′1 world,

3. either the arrow comes from a ¬ϕ2 world or it goes to a ¬ϕ′2 world and

4. either the arrow comes from a ¬ϕ3 world or it goes to a ¬ϕ′3 world.

Conditions 3 and 4 both give a choice, either ¬ϕi holds in the starting world or ¬ϕ′i
holds in the end world. This gives us four possible combinations of conditions, each
corresponding to one clause in U ′. For example, the case where ¬ϕ2 and ¬ϕ3 hold in
the start world is represented by the clause (ϕ1∧ (¬ϕ2∧¬ϕ3), a, ϕ′1). The update [U ′]
therefore retains exactly those arrows that satisfy conditions 1–4, so [U ′] does indeed
retain those arrows that satisfy one of the non-overlined and none of the overlined
clauses from U .

We use U as shorthand for {>,A,>} ∪ {(u, ai, u′) | (u, ai, u′) ∈ U}. The formulas
�Uϕ and ♦Uϕ thus state that ϕ holds in every/at least one world that is a successor
but not a U -successor.

We also need notation for two more concepts about formulas.

Definition 3.9 (Pvar). For ϕ ∈ ΦT let Pvar(ϕ) be the set of propositional variables
that occur in ϕ.

Definition 3.10 (ΦnQ). For Q ⊆ P and n ∈ N let ΦnQ := {ϕ ∈ ΦCU | d(ϕ) ≤
n and Pvar(ϕ) ⊆ Q}.

The main use of ΦnQ will be in conjunctions
∧
ϕ∈ΦnQ

ψϕ. Strictly speaking this is of

course not a formula, as it contains an infinite number of conjuncts. However, if Q is
finite—as it will be when we use it—one can easily see that the set ΦnQ contains only
a finite number of mutually non-equivalent formulas. We can then consider

∧
ϕ∈ΦnQ

ψϕ

to be a conjunction over some maximal choice of non-equivalent formulas in ΦnQ.
Finally, it is useful to have a flexible definition of a path.

Definition 3.11 (Path). Given an LT model M = (W,R, v) and two worlds w1 and
wn of M a path π from w1 to wn is an ordered set of triples

π = ((w1, a1, w2), (w2, a2, w3), · · · , (wn−1, an−1, wn))

where n ∈ N, ai ∈ A and (wi, wi+1) ∈ R(ai) for 1 ≤ i ≤ n− 1.
Let B ⊆ A, ϕ a formula and U an update. The path π is a B-path if ai ∈ B for

1 ≤ i ≤ n− 1, a ϕ-path if M, wi |= ϕ for 1 ≤ i ≤ n and a U -path if for 1 ≤ i ≤ n− 1
there is a clause (u, a, u′) ∈ U such that M, wi |= u, a = ai and M, wi+1 |= u′.

Conditions can be combined, π is an (X1, · · · , Xk)-path if it is an Xj-path for all
1 ≤ j ≤ k.

3.6.2 Variable use

In the proof that U∗ � CU, a large number of formulas are defined. While the names
given to the formulas do not, strictly speaking, matter there is a pattern in the naming,
and knowing this pattern may aid in understanding the proof. The proof finds a CU
formula α that is equivalent to {U}∗ϕ by using a case distinction.

A formula δi is a U∗ formula corresponding to case i. A formula γi is a CU formula
that is a necessary condition for being in case i, so |= δi → γi. A formula βi is an
CU formula that is both necessary and sufficient for being in case i, so |= δi ↔ βi. A
formula αi finally is a CU formula that is equivalent to {U}∗ϕ given that we are in
case i, so |= (δi ∧ {U}∗ϕ)↔ (βi ∧ αi).
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3.6.3 The main strategy

Fix any arrow update U containing only CU formulas and any CU formula ϕ and let
χ := {U}∗ϕ. If we can find a CU formula α such that |= α↔ χ that would suffice to
show that CU is at least as expressive as U∗.

What we need then is a strategy to find such α. This poses two challenges. First,
given any pointed modelM, w we must identify the worlds that are U -reachable from
w. Second, we must check whether ϕ holds in all of those worlds.

The most straightforward method to identify the U -reachable worlds is to update
with [U ]; the U -reachable worlds in M are exactly the reachable worlds in M[U ].
Unfortunately the update [U ] may destroy information, so given a world w′ of M it
may be impossible to determine fromM[U ] whetherM, w′ |= ϕ. By using this simple
method to solve the first problem we would make it impossible to solve the second
problem.

So in order to solve both problems we need to update with a different arrow update
U ′. This U ′ will be very similar to U so the reachable worlds in M[U ′] are mostly the
U -reachable worlds inM. But in addition to most arrows from U , the update U ′ will
retain just enough structure to create witnesses for the existence of certain worlds in
M.

The question then is what worlds we want to create witnesses for and how we want
to use them. Again there is a straightforward choice, namely to create witnesses for
¬ϕ worlds. But, again, this straightforward choice runs into trouble. So instead we
create witnesses for worlds that are “on the boundary” of the U -reachable area, that
is, those worlds reached by a U -arrow from which a U -arrow departs. So we take U ′

in such a way that in M[U ′] every maximal path ends in a witness world.

We then make one final change. Let U ′′ = U ′ ∪ {(¬ϕ,A,>)}. This change cuts all
paths that contain a ¬ϕ world. So in M[U ′′] maximal paths end in a witness world if
and only if they do not contain a world that was a ¬ϕ world inM. SoM, w |= {U}∗ϕ
if and only if every maximal path from M[U ′′] ends in a witness world. There are of
course several complications, but those can be dealt with.

Let us look at a very simple example. Suppose U = (p,A, p). Then we can create
witnesses for U -reachable worlds from which a U -arrow departs by retaining arrows
from p worlds to ¬p worlds, so by taking U ′ = (p,A, p), (p,A,¬p). We then have
U ′′ = (p,A, p), (p,A,¬p), (¬ϕ,A,>). Consider the pointed models M, w and M′, w′
as shown in Figure 3.6. We want to check whether every path from w (resp. w′) in
M[U ′′] (resp. M′[U ′′]) ends in a witness world, so we check for CA(�⊥ → ¬p). We

have M[U ′′], w 6|= CA(�⊥ → ¬p) and M′[U ′′], w |= CA(�⊥ → ¬p) so M, w 6|= {U}∗ϕ
and M′, w′ |= {U}∗ϕ.

But even with an example as simple as U = (p,A, p), complications can occur if
we look at different models. For example, the method as described above will not
work if the origin world w satisfies either ¬p or CAp. Both these cases can be easily
dealt with, however, by checking for them before applying [U ′′] and treating them
separately.

A more interesting kind of complication is if M, w 6|= CAp but there are some
branches that are reachable from w that do satisfy CAp. If we simply apply [U ′′]
these branches will end in a p world and therefore look just like branches that were
cut short due to the presence of a ¬ϕ world. So we risk getting false positives for
the detection of ¬ϕ worlds. The solution to this complication is to cut off all CAp
branches unless they contain a ¬ϕ world. This means we have to modify U ′′ to
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Figure 3.6: An example of using ¬p worlds as witnesses. The formula ϕ holds every-
where except where noted otherwise.

U ′′′ = U ′′ ∪ {(>,A, CA(p ∧ ϕ))}.
These are all the complications we can encounter for this simple U . The formula

{(p,A, p)}∗ϕ is equivalent to

ϕ ∧ (CAp→ CAϕ) ∧ (¬CAp→

[(p,A, p), (p,A,¬p), (¬ϕ,A,>), (>,A, CA(p ∧ ϕ))]CA(�A⊥ → ¬p)),

where the first two conjuncts take care of the two degenerate cases and the third uses
witnesses as described above.

3.6.4 Creating witnesses

The main strategy requires us to create witnesses for worlds that are on the boundary
of a U -area. We leave the details of how to do this to the appendix, but here we do
present a global overview of why it is always possible to create such a witness.

The important realization is that whenever there is a world reached by a U -arrow
and from which a U -arrow departs then there must be a simple difference between two
nearby objects. We call this difference between the two objects a boundary condition.8

Here nearby means “reachable in at most d({U}∗ϕ) steps”. What it means for a
difference to be simple is a little more complicated. Let us take a closer look at the
situation. We have a world, call it w2, that is reached by a U -arrow and from which a
U arrow departs. Let w1 be the source of the U -arrow and w3 the destination of the
U -arrow.

Let us focus on the arrows from w1 to w2 and from w2 to w3 for a moment. The
arrow from w1 to w2 is a U -arrow, so there is a clause (ψ1, a, ψ2) ∈ U that the arrow
satisfies. The arrow from w2 to w3 is not a U -arrow, so in particular it does not satisfy
(ψ1, a, ψ2). Then there are three possibilities: the first possibility is that the arrow
from w2 to w3 is not an a-arrow. The second possibility is that M, w2 6|= ψ1. The
third possibility is that M, w3 6|= ψ2. For the latter two possibilities see Figure 3.7.

If the first possibility holds, the nearby objects that differ are arrows, and the
simple difference between them is that they belong to different agents. So the first

8Note that boundary conditions are not called so because they only occur on the boundary. Instead
they are called so because they have to occur on every boundary.
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Figure 3.7: Two possibilities for a U -arrow following a U -arrow.

boundary condition is that there are nearby arrows belonging to different agents. Let
us suppose then that there are no two nearby arrows that belong to different agents.
So we are working in a single-agent part of the model.

So let us take a closer look at the second and third possibilities. In both cases there
is a U -reachable world wi satisfying ψi∧♦¬ψi with i ∈ {1, 2}. This difference between
the world wi satisfying ψi and the world wi+1 satisfying ¬ψi has to “be caused by
something”.

One possible cause for the difference between wi and wi+1 is the existence of two
nearby worlds w′ and w′′ and a propositional variable p such that M, w′ |= p and
M, w′′ 6|= p. This is the second kind of boundary condition; a difference in the value
of a propositional variable in two worlds.

Suppose then that we are in a situation where there are no nearby arrows for
different agents and no nearby difference in propositional variables. Then the only
possible cause for the difference between wi and w′i is the existence of one or more
worlds satisfying �⊥ (and some satisfying ♦>). This is the third kind of simple
difference, some worlds having a successor and other worlds having none.

For technical reasons it is convenient to split this simple difference up into two
boundary conditions. The first boundary condition is when there is a nearby world
satisfying ♦ψ′ ∧♦¬ψ′, with ψ′ a formula of depth lower than the depth of ψi. We are
still in the situation where there are no different agents and no different propositional
variables, so either the ψ′ or the ¬ψ′ branch must contain a nearby �⊥ world. But it is
not necessary that both branches contain such a world. The other boundary condition
is when wi is near a dead end. In that case M, wi |= ♦k�⊥∧�k+1⊥ for some k ≤ n.

So the four kinds of boundary condition are:

1. There are two nearby arrows that belong to different agents.

2. There are two nearby worlds that have a different value for some propositional
variable.

3. There is a nearby world satisfying ♦ψ′ ∧ ♦¬ψ′ for some ψ′.

4. The world wi is one step further away from a nearby dead end than the world
wi+1.

In addition to these four conditions there are also two “degenerate boundary condi-
tions”.
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5. There are reachable U -arrows but no reachable U -arrows.

6. There are no departing U -arrows at all.

These are the only possibilities. This should be intuitively clear, but we also provide
a full proof in Section A.3 in the appendix.

For each of the first four boundary conditions we can create a witness, and for the
last two (degenerate) boundary conditions we do not need a witness because {U}∗ϕ
reduces to CAϕ or ϕ respectively. The witness for the first boundary condition is sim-
ply the arrow that belongs to a different agent. The witness for the second boundary
condition is a world with a different value for the variable. The witness for the fourth
boundary condition is the dead end itself. The only difficult boundary condition is the
third, where we have ♦ψ′ ∧♦¬ψ′. In that case we cut off either the branch starting at
the ψ′ successor or the branch starting at the ¬ψ′ successor. This results in a world
satisfying ♦�⊥ ∧ ♦♦>, which we use as witness.

3.6.5 The case distinction

We have six different (degenerate) boundary conditions. Unfortunately each of those
is solved in a different way. This can be problematic, because there may be different
branches with different boundary conditions and we can only solve one of them at a
time. The solution is to make a case distinction that allows us to solve the different
conditions one at a time.

We have our four types of boundary condition and two types of degenerate bound-
ary condition. Based on these types we want to make a case distinction. To every
world in any model we assign one of six cases. Case number i is associated with
boundary condition type i, but not in an entirely straightforward way; a world is in
case i if and only if there is at least one U -accessible branch with boundary condition
type i and no U -accessible branch with boundary condition type j < i.

Defining the cases in this way gives us three important properties for our case
distinction. Firstly the cases are mutually exclusive, since case i requires a lack of
branches with condition j < i. Secondly the cases are exhaustive: there is always an
accessible branch with one of the (possibly degenerate) boundary conditions. Finally,
if a world w is in case i and w′ is U -accessible from w then w′ is either in case i or
in a case j > i. After all, if a branch with boundary condition k < i would be U -
accessible from w′ then the same branch would be U -accessible from w contradicting
the assumption that w is in case i.

These three properties allow us to solve all cases by “working backwards”. We
first find a formula αi+1 that is equivalent to {U}∗ϕ on worlds in case i + 1. Then
we use the fact that we have already solved case i + 1 to solve case i. The process is
best explained with the help of a series of figures, so consider Figures 3.8–3.11. First
consider the model Mt as shown in Figure 3.8. There could be boundaries of many
different types but in order to save space we consider an example where only boundary
conditions of types 1, 2 and 3 occur.

In order to determine on which worlds in this model the formula {U}∗ϕ holds, we
start by considering those worlds that are in case 3. There are no boundary conditions
of type 4, 5 or 6 in this model so we know how to solve case 3; we use an update [U ′′3 ]
to create witnesses for worlds satisfying boundary condition 3 and additionally remove
arrows to ¬ϕ worlds. See Figure 3.9. We can then see that every path from w1 in
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¬ϕ

Boundary type 1

Boundary type 3

Boundary type 2

Boundary type 1

Boundary type 3

Figure 3.8: An example modelMt used to illustrate the method of working backward
through the cases. Note that all arrows go from left to right; this is a tree model.

w2

w1

¬ϕ

Witness type 3

Witness type 3

Figure 3.9: The model Mt[U ′′3 ]. Worlds not in case 3 are grayed out and arrows to or
from those worlds are drawn dashed and in gray.
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w3

¬ϕ

Witness type 2

Figure 3.10: The model M
t[U ′′2 ∪(>,A,α3∧β3)]

. Worlds not in case 2 are grayed out and

arrows to or from those worlds are drawn dashed and in gray.

w5

w4

w3

w2

¬ϕ

Witness type 1

Witness type 1

Figure 3.11: The model M
t[U ′′3 ∪(>,A,α2∧β2)∪(>,A,α3∧β3)]

. Worlds not in case 1 are

grayed out and arrows to or from those worlds are drawn dashed and in gray.
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Mt[U ′′3 ] ends in a witness world, so Mt, w1 |= {U}∗ϕ. There is, however, a path from
w2 in Mt[U ′′3 ] that does not end in a witness world so Mt, w2 6|= {U}∗ϕ.

Now we can use what we have learned about case 3 to solve case 2. Just like
in case 3, we use an update U ′′2 that creates witnesses for boundary condition 2 and
that removes arrows to ¬ϕ worlds. But we add one additional clause. Recall that we
use β3 for the formula that identifies the case 3 worlds and α3 for the formula that
is equivalent to {U}∗ϕ in case 3 worlds. This means that the clause (>,A, α3 ∧ β3)
removes arrows to case 3 worlds if and only if they satisfy {U}∗ϕ.9 The resulting
model M

t[U ′′2 ∪(>,A,α3∧β3)]
is shown in Figure 3.10. Note that all paths from w3 end

in a witness world, so Mt, w3 |= {U} ∗ ϕ.
Finally we can use both previous cases to solve case 3. Again we start with an

update U ′′1 to create witnesses and remove arrows to ¬ϕ worlds. But now we add two
extra clauses, (>,A, α2 ∧ β2) and (>,A, α3 ∧ β3). See Figure 3.11 for the resulting
model M

t[U ′′3 ∪(>,A,α2∧β2)∪(>,A,α3∧β3)]
. We have Mt, w2 6|= α3, so the arrow to w2

is not removed by the update. As a result there is a path from w5 that does not
end in a witness world, so Mt, w5 6|= {U}∗ϕ. Note that the arrow to w3 is removed,
because Mt, w3 |= α2 ∧ β2. As a result every path from w4 ends in a witness world,
so Mt, w4 |= {U}∗ϕ.

3.6.6 Further Complications

The method detailed above allows us to deal with the most important complication,
namely that there could be different branches with different boundary conditions.
Unfortunately there are several remaining complications. Notable examples include
the fact that the boundary conditions can hold in places other than the boundary
of the U -area, and the fact that for one of the witness types it is impossible to tell
whether a given path ends in (as opposed to contains) a witness world.

These complications only arise in the detailed proof however, so the ways to deal
with these complications are also given there.

3.6.7 Formulas Representing the Cases

Above, the different cases were described informally. But before proving that U∗ �
CU, we should find formal descriptions of the cases. Which case we are in is determined
by the existence or nonexistence of certain kinds of worlds within a certain distance
of a U -reachable world. This kind of condition is easily phrased in U∗ but not in CU,
so let us first describe the conditions in English and U∗.

Recall that χ = {U}∗ϕ where ϕ is a CU formula and U contains only CU formulas.
Let n := d(χ). The nearby difference must then be within distance n of a U -reachable
world. For technical reasons we check for some differences up to a distance of a multiple
of n though. This gives us the following cases.

1. We are in the first case if ♦U> and there are at least two agents a1 and a2 that
have an arrow within distance 3n of a U -reachable world. The U∗ representation
of this case is

δ1 := ♦U> ∧
∨

a1 6=a2∈A

(¬{U}∗�· 3n�a1⊥ ∧ ¬{U}∗�· 3n�a2⊥).

9If there were branches in cases 4, 5 or 6 we would have to add additional clauses (>,A, α4 ∧ β4),

(>,A, α5 ∧ β5) and (>,A, α6 ∧ β6) as well.
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2. We are in the second case if ♦U>, we are not in the first case and there is a
propositional variable p ∈ Pvar(χ) such that both p and ¬p hold within distance
3n of a U -reachable world. The U∗ representation of this case is

δ2 := ♦U> ∧ ¬δ1 ∧
∨

p∈Pvar(χ)

(¬{U}∗�· 3np ∧ ¬{U}∗�· 3n¬p).

3. We are in the third case if ♦U>, we are not in the first or second case and there
is a world w2 within distance n of a U -reachable world such that the successors
of w2 are distinguishable by a CU formula of depth at most 2n using only the
propositional variables in χ. The U∗ representation of this case is

δ3 := ♦U> ∧ ¬δ1 ∧ ¬δ2 ∧
∨

ψ∈Φ2n
Pvar(χ)

¬{U}∗¬♦· n(♦ψ ∧ ♦¬ψ)

4. We are in the fourth case if ♦U>, we are not in one of the previous cases and
there is a U -reachable world where ♦U> holds. The U∗ representation of this
case is

δ4 := ♦U> ∧ ¬δ1 ∧ ¬δ2 ∧ ¬δ3 ∧ ¬{U}∗¬♦U>

5. We are in the fifth case if ♦U>, we are not in one of the previous cases and there
is no U -reachable world where ♦U> holds. The U∗ representation of this case is

δ5 := ♦U> ∧ ¬δ1 ∧ ¬δ2 ∧ ¬δ3 ∧ ¬δ4 ∧ {U}∗¬♦U>

6. We are in the sixth case if ¬♦U>. The U∗ representation of this case is

δ6 := ¬♦U>.

In order to construct the UC formula α that is equivalent to the U∗ formula χ
we first have to find CU formulas β1, · · · , β6 such that |= βi ↔ δi for i ∈ {1, · · · , 6}.
Then we find α6 such that |= (δ6 ∧ χ) ↔ (β6 ∧ α6), use this α6 to find α5 such that
|= (δ5 ∧ χ)↔ (β5 ∧ α5) and so on until we have α1, · · · , α6 such that

α = (β1 → α1) ∧ (β2 → α2) ∧ (β3 → α3) ∧ (β4 → α4) ∧ (β5 → α5) ∧ (β6 → α6).

3.6.8 U∗ � CU

Lemma 3.4. There are CU formula β1, · · · , β6 such that |= βi ↔ δi for all 1 ≤ i ≤ 6.

The proof of this lemma is included as Section A.1 in the appendix.

Lemma 3.5. There are CU formulas α6, · · · , α1 such that |= (δi ∧ χ)↔ (δi ∧ αi) for
all 6 ≥ i ≥ 1.

The proof of this lemma is included as Section A.2 in the appendix.

Lemma 3.6. There is a CU formula α such that |= χ↔ α.
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Proof. From Lemma A.14 in the appendix it follows that if we there is some U -
reachable U arrow then we are in case 1, case 2, case 3 or case 4. If there is no U -
reachable U arrow then we are in case 5 or case 6. The cases δ1, · · · , δ6 are therefore
exhaustive, so |= χ↔ ((δ1 → χ) ∧ · · · ∧ (δ6 → χ)). Then by Lemma 3.5 there are CU
formulas α1, · · · , α6 such that |= χ↔ ((δ1 → α1) ∧ · · · ∧ (δ6 → α6)). Furthermore, by
Lemma 3.4 there are CU formulas β1, · · · , β6 such that |= χ↔ ((β1 → α1)∧· · ·∧(β6 →
α6)). This proves the lemma with α = (β1 → α1) ∧ · · · ∧ (β6 → α6).

The formula χ was taken to be {U}∗ϕ with any update U containing only CU
formulas and any CU formula ϕ. Lemma 3.6 therefore allows us to eliminate all
occurrences of operators {U}∗ in any U∗ formula by first eliminating the innermost
occurrences and working outward. We therefore have the following theorem.

Theorem 3.2. U∗ ≡ CU

Proof. It was shown in [Kooi and Renne, 2011] that U∗U ≡ U∗, which together with
Lemma 3.1 shows that CU � U∗. Furthermore, it follows from Lemma 3.6 that
U∗ � CU. We therefore have CU ≡ U∗.

3.7 Conclusion

We have demonstrated two new expressivity results about logics using arrow updates.
The first result is that the logic LU∗ using arrow common knowledge is strictly more
expressive than the logic LR using relativised common knowledge. This result is not
surprising and had in fact been predicted in [Kooi and Renne, 2011] where U∗ was
introduced.

The second result is that the logic LCU using arrow updates and common knowledge
is as expressive as LU∗ . This result is rather surprising considering that the logic LR

was shown in [van Benthem et al., 2006] to be strictly more expressive than the logic
LCP using public announcements and common knowledge, and the difference between
LCU and LU∗ is comparable to the difference between LCP and LR.

These two new results together with results from [Plaza, 1989], [Baltag et al.,
1998], [Kooi and van Benthem, 2004], [van Benthem et al., 2006] and [Kooi and Renne,
2011] fully determine the expressivity landscape of all logics using any combination
of common knowledge, relativised common knowledge, public announcements, arrow
updates and arrow common knowledge. This expressivity landscape is shown in Figure
3.2.

One interesting property of this landscape is that there are no logics in it with
incomparable expressivity; if LX and LY are logics of the kind under consideration
then either LX � LY or LY � LX.

A remaining open question is the succinctness of the different logics. In particular,
the translation from LU∗ to LCU demonstrated in this chapter has an extremely high
growth in formula size. Whether this is necessarily so or there is an efficient translation
is not currently known.

Another open question is whether there are any interesting10 logics that are strictly

10The word “interesting” is important here. We can easily come up with logics that are strictly
in between other logics in terms of expressivity by placing some arbitrary restrictions on the more
epxressive logic. For example, a logic with the operator {U}∗ but where U is restricted to clauses
that are either of the form (ϕ, a, ϕ) for any agent a or of the form (ϕ, b, ψ) for some privileged agent
b will be strictly in between LR and LU∗ in expressivity. But because there is no motivation for this
restriction on the clauses of U this logic is not interesting.
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between the logics studies here in terms of expressivity. So, for example, is there an
interesting logic LX such that LR ≺ LX ≺ LU∗?





Part II

Results Related to
Expressivity
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Chapter 4

How Arbitrary Are Arbitrary
Public Announcements?

Chapter Summary. In this chapter we look at the arbitrary public an-
nouncement operator ♦ from Arbitrary Public Announcement Logic (APAL). In
particular we check whether ♦ is a faithful representation of an arbitrary public
announcement.

If ♦ would be a faithful representation of an arbitrary public announcement
then ♦ϕ would hold whenever there is some ψ such that 〈ψ〉ϕ. In that case
〈ψ〉ϕ → ♦ϕ would be valid for every ψ and ϕ. In this chapter I show that this
is not the case: there are ψ,ϕ such that 6|= 〈ψ〉ϕ→ ♦ϕ.

There are however interesting limited cases where ♦ does faithfully represent an
arbitrary public announcement. If (i) we only consider finite models or (ii) we
only consider finitely branching models and ϕ is ♦-free then 〈ψ〉ϕ→ ♦ϕ is valid
for all ψ.

4.1 Introduction

In epistemic logic we can reason about basic facts (represented by propositional vari-
ables) and about knowledge of different agents (represented by one operator Ka per
agent). A commonly used example in epistemic logic is that of a simple card game.
Suppose two agents a and b are playing a game where they each hold one card, and
they know their own card but not the other’s card. Then if a holds a queen (and we
use the propositional variable q to represent this basic fact) the formulas (i) Kaq, (ii)
q∧¬Kbq and (iii) Ka¬Kbq represent the (true) statements (i) “a knows that she holds
a queen”, (ii) “a holds a queen but b does not know this”, and (iii) “a knows that b
does not know that she holds a queen”.

In such a basic epistemic logic we cannot express information change though. For
example, we cannot reason about what would happen if a were to show her card to
b in basic epistemic logic. If we want to reason about information change we need to
use a dynamic epistemic logic. There are many different kinds of dynamic epistemic
logic, see for example [van Ditmarsch et al., 2007] for an overview. One of the most

This chapter is based on the paper “How Arbitrary are Arbitrary Public Announcements”[Kuijer,
2014a] that appeared in Pristine Perspectives on Logic, Language and Computation, a collection of
papers that were presented at ESSLLI 2012 and ESSLLI 2013.
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common ways to turn a (static) epistemic logic into a dynamic epistemic logic is to
add public announcements [Plaza, 1989, Baltag et al., 1998] to the logic. A public
announcement is a binary operator of the form 〈ψ〉ϕ. The formula 〈ψ〉ϕ is true if ϕ
will hold after ψ is announced truthfully and publicly.1

Using public announcements we can reason about what would happen if a were to
show her card to b; the showing of a card can be considered an announcement of the
card that a holds. The statement “after a shows her card, b knows what card a holds”
is therefore represented by the (true) formula 〈q〉Kbq. One thing to note about the
formula 〈q〉Kbq is that after q is announced, agent b knows that q, so the announcing
of q is a way for b to get to know q.

However, not all formulas can be learned in such a way. Consider the formula
q ∧ ¬Kbq, representing a holding a queen and b not knowing this. This formula is a
variant on a sentence that was introduced by [Moore, 1993] and [Fitch, 1963] as an
example of something that can never be known by b even if it is true. Since q ∧¬Kbq
can never be known by b there is also no announcement such that b will know q∧¬Kbq
after the announcement. So not only is it impossible for b to get to know the truth of
q∧¬Kbq by announcing q∧¬Kbq,

2 there is no formula ψ such that 〈ψ〉Kb(q∧¬Kbq).
This last property, whether for a given ϕ there exists a ψ such that 〈ψ〉Kbϕ,

requires us to quantify over all formulas. We can of course do this quantification
meta-logically, but epistemic logic with public announcements does not allow us to
perform this quantification inside the logic. This is unfortunate, as this means we
cannot use public announcements to reason about whether it is possible to get to
know something. A solution proposed in [van Benthem, 2004] and [Balbiani et al.,
2007, 2008] is to add quantification over announced formulas to the logic. Here we
follow [Balbiani et al., 2007, 2008] and use an operator ♦ to represent an arbitrary
public announcement, with the intuitive meaning that ♦ϕ if and only if ∃ψ : 〈ψ〉ϕ.

Such arbitrary public announcements can be useful when considering problems of
knowability, but also in more practical scenarios such as in cryptography where it is
important to know whether it is possible to make a public statement such that agent
b learns the content p of a message but another agent e does not, that is, whether
♦(Kbp ∧ ¬Kep).

We would like to define a logic LAPAL with an operator ♦ that represents an entirely
arbitrary announcement, in the sense that ♦ϕ holds if and only if there is some formula
ψ of LAPAL such that 〈ψ〉ϕ holds.3 There is a technical problem with this kind of
definition, however. If we allow the announcement ψ to be any formula of LAPAL

the evaluation of ♦ϕ would become circular. After all, in order to know whether ♦ϕ
holds we would have to check whether 〈♦ϕ〉ϕ holds. But in order to know whether
〈♦ϕ〉ϕ holds we would among other things have to know whether ♦ϕ is a truthful
announcement, so whether ♦ϕ holds.

This circularity is removed in [Balbiani et al., 2007, 2008] by restricting ψ to
formulas that do not themselves contain ♦ operators. So ♦ϕ holds if and only if there is
a ♦-free formula ψ such that 〈ψ〉ϕ. Unfortunately this means that the announcements
in an arbitrary public announcement operator are not in fact entirely arbitrary. But

1Usually public announcements are defined by an operator [ψ] instead of its dual 〈ψ〉 as we do
here. Our reason for using 〈ψ〉 in this chapter is that it is notationally convenient to do so.

2In fact, we not only have ¬ 〈q ∧ ¬Kbq〉Kb(q ∧ ¬Kbq) but also ¬ 〈q ∧ ¬Kbq〉 (q ∧ ¬Kbq). Such
an update 〈ϕ〉 for which ¬ 〈ϕ〉ϕ holds is sometimes called an unsuccessful update, see for example
[van Ditmarsch, 2000, Chapter 6] and [Gerbrandy, 1999, Chapter 7].

3So by “entirely arbitrary” we mean that the announcement could be any formula of our logic,
not that it could be a formula of a different logic or, say, a cucumber.
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while the definition of ♦ cannot allow completely arbitrary announcements, it might be
possible to get entirely arbitrary announcements as an “emergent property”. Suppose
that whenever there is a ψ containing ♦ such that 〈ψ〉ϕ there would always also be a
ψ′ that is ♦-free such that 〈ψ′〉ϕ. Then 〈ψ〉ϕ would imply ♦ϕ, even if ψ happens to
contain a ♦.

A different way of phrasing this is to ask whether 〈ψ〉ϕ → ♦ϕ is valid for every
ψ. It was shown in [Balbiani et al., 2007] that the implication is valid if there is only
a single agent. In this chapter we show that if there are multiple agents, the validity
of the implication depends on the class of models we use to evaluate the logic on and
on ϕ. If we use only finite models, then 〈ψ〉ϕ → ♦ϕ is valid. If we allow finitely
branching infinite models, then 〈ψ〉ϕ → ♦ϕ is valid for every ψ and every ♦-free ϕ.
But if we allow models that are infinitely branching or if we do not restrict to ♦-free
ϕ, then there are ϕ and ψ such that 〈ψ〉ϕ→ ♦ϕ is not valid.

In Section 4.2, we give some definitions needed to formulate and prove the results.
Then in Section 4.3, we show that for finite models 〈ψ〉ϕ → ♦ϕ is valid. In Section
4.4.1, we prove that for finitely branching models 〈ψ〉ϕ → ♦ϕ is valid if ϕ is ♦-free.
In Section 4.4.2, we construct ψ and ♦-free ϕ such that 〈ψ〉ϕ → ♦ϕ is not valid on
infinitely branching models. Finally, in Section 4.4.3, we construct ϕ and ψ containing
♦ such that 〈ψ〉ϕ→ ♦ϕ is not valid on finitely branching models.

4.2 Definitions

Let us start by defining arbitrary public announcement logic LAPAL and the ♦-free
fragment public announcement logic LPAL of LAPAL. Let us fix a countably infinite
set P of propositional variables and a finite set A of agents. The language of LAPAL

is then defined as follows.

Definition 4.1 (Formulas of LAPAL). The formulas of LAPAL are given by

ϕ ::= p | ¬ϕ | (ϕ ∨ ϕ) | Kaϕ | 〈ϕ〉ϕ | ♦ϕ

where p ranges over P and a ranges over A.

Definition 4.2 (Fragment LPAL). The logic LPAL is the ♦-free fragment of LAPAL.

Parentheses are omitted where this should not cause confusion and ∧,→,↔,
∨

and∧
are used in the usual way as abbreviations. Furthermore, K̂a, [ϕ] and � are used as

abbreviations for ¬Ka¬, ¬ 〈ϕ〉 ¬ and ¬♦¬ respectively. Integer superscripts are used
to indicate multiple copies of an operator, so K3

a stands for KaKaKa. Finally, if B
is a set of agents then KB stands for

∧
a∈BKa and K̂B for

∨
a∈BKa. The intended

reading of the non-boolean operators is as follows:

• Kaϕ is read as “agent a knows that ϕ”,

• 〈ψ〉ϕ is read as “ψ is true and, after it is publicly announced that ψ is the case,
ϕ holds”,

• ♦ϕ is read as “there is a ♦-free announcement ψ such that 〈ψ〉ϕ holds”.

Since LAPAL and LPAL are epistemic logics they are usually considered over the
class of S5 models. We will follow this tradition, but it should be noted that none of
the proofs in this chapter depend on the special properties of S5 models. So all the
results presented here also hold over the class of K models.



56 CHAPTER 4. ARBITRARY PUBLIC ANNOUNCEMENTS

Definition 4.3 (Models of LAPAL). A model M is a triple (W,R, v) where W is a set
of worlds, R : A → ℘(W ×W ) assigns to each agent an equivalence relation on W and
v : P → ℘(W ) is a valuation function that assigns an extension to each propositional
variable.

A modelM = (W,R, v) is said to be finitely branching if for each w ∈W and each
a ∈ A the set {w′ | (w,w′) ∈ R(a)} is finite. A model M = (W,R, v) is said to be
finite if W is a finite set.

The semantics for most operators of LAPAL are as usual. For the only unusual
operator ♦, it should be noted that it quantifies over the formulas of LPAL, instead of
over the formulas of LAPAL.

Definition 4.4 (Semantics of LAPAL). Given a model M = (W,R, v), a world w of
M and ϕ,ψ formulas of LAPAL the satisfaction relation |= is given by

M, w |= p ⇔ w ∈ v(p)
M, w |= ¬ϕ ⇔ M, w 6|= ϕ
M, w |= ϕ ∨ ψ ⇔ M, w |= ϕ or M, w |= ψ
M, w |= Kaϕ ⇔ M, w′ |= ϕ for all w′ ∈W such that (w,w′) ∈ R(a)
M, w |= 〈ϕ〉ψ ⇔ M, w |= ϕ and Mϕ, w |= ψ
M, w |= ♦ϕ ⇔ there is an LPAL formula ψ such that M, w |= 〈ψ〉ϕ

with Mϕ = (Wϕ, Rϕ, vϕ) where Wϕ = {w ∈ W | M, w |= ϕ} and Rϕ and vϕ are the
restrictions of R and v to Wϕ.

We write M |= ϕ if M, w |= ϕ for every w ∈ W and |= ϕ if M |= ϕ for every
model M. Furthermore, we write |=br ϕ if M |= ϕ for every finitely branching model
M and |=fin ϕ if M |= ϕ for every finite model M.

4.3 APAL on Finite Models

With the definitions out of the way, we can show that |=fin 〈ψ〉ϕ→ ♦ϕ for all LAPAL

formulas ψ. This is not a very surprising result; in a finite model we can replace any ♦
operator by the announcement of a disjunction of LPAL formulas, one for each world
where the ♦ is replaced by the “chosen announcement” for that world.

Lemma 4.1. Let M = (W,R, v) be a finite model and ϕ an LAPAL formula. Then
there is an LPAL formula ψ such that M |= ϕ↔ ψ.

Proof. By induction on the construction of ϕ. The lemma trivially holds if ϕ is atomic.
Suppose then as induction hypothesis that ϕ is not atomic, and that the lemma holds
for all finite models and all subformulas of ϕ. The formula ϕ is not atomic, so it is of
one of the following forms:

1. ϕ = ¬ϕ′,

2. ϕ = ϕ′ ∨ ϕ′′,

3. ϕ = Kaϕ
′,

4. ϕ = 〈ϕ′′〉ϕ′ or

5. ϕ = ♦ϕ′.
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By the induction hypothesis, there is an LPAL formula ψ′ such that M |= ϕ′ ↔ ψ′

and, if applicable, an LPAL formula ψ′′ such that M |= ϕ′′ ↔ ψ′′. So if we take ψ to
be ¬ψ′, ψ′ ∨ψ′′ or Kaψ

′, then we haveM |= ϕ↔ ψ in the first, second or third case,
respectively.

Let us then consider fourth case. By the induction hypothesis there are LPAL

formulas ψ′′ such thatM |= ϕ′′ ↔ ψ′′ and ψ′ such thatMϕ′′ |= ϕ′ ↔ ψ′. This implies
that M |= ϕ↔ 〈ψ′′〉ψ′.

Let us then consider the fifth case, ϕ = ♦ϕ′. Let W ′ be the extension of ϕ, so
W ′ := {w ∈ W | M, w |= ♦ϕ′}. For each wi ∈ W ′ we have M, wi |= ♦ϕ′, so there is
an LPAL formula ϕ′′i such that M, wi |= 〈ϕ′′i 〉ϕ′. By the induction hypothesis there is
an LPAL formula ψ′i such that Mϕ′′i

|= ψ′i ↔ ϕ′. We therefore have M |= 〈ϕ′′i 〉ψ′i ↔
〈ϕ′′i 〉ϕ′.

Now let ψ :=
∨
wi∈W ′ 〈ϕ

′′
i 〉ψ′i. This is an LPAL formula, since all its subformulas

are LPAL formulas and W ′ is a finite set. Furthermore, for each wi ∈ W ′ we have
M, wi |= ψ.

Suppose now towards a contradiction that for some w′ ∈W \W ′ we haveM, w′ |=
ψ. Then one of the disjuncts of ψ holds in w′, so for some wi ∈W ′ we have M, w′ |=
〈ϕ′′i 〉ψ′i. Then we also have M, w′ |= 〈ϕ′′i 〉ϕ′, since M |= 〈ϕ′′i 〉ψ′i ↔ 〈ϕ′′i 〉ϕ′. But ϕ′′i
is an LPAL formula so this implies that M, w′ |= ♦ϕ′. This contradicts w′ being an
element of W \W ′, so we must have M, w′ 6|= ψ.

This shows thatM |= ϕ↔ ψ, which completes the induction step and thereby the
proof.

It now follows immediately that |=fin 〈ψ〉ϕ→ ♦ϕ.

Theorem 4.1. For every LAPAL formulas ϕ and χ we have |=fin 〈ϕ〉χ→ ♦χ.

Proof. Fix any LAPAL formulas ϕ and χ, and any finite modelM. Then by Lemma 4.1
there is an LPAL formula ψ such that M |= ϕ↔ ψ. This implies that M |= 〈ϕ〉χ↔
〈ψ〉χ. But ψ is an LPAL formula so |= 〈ψ〉χ → ♦χ and therefore M |= 〈ϕ〉χ → ♦χ.
Since this is true for any finite model M, this implies that |=fin 〈ϕ〉χ→ ♦χ.

4.4 APAL on Infinite Models

On infinite models we cannot use the method that worked for finite models, since∨
wi∈W ′ 〈ϕ

′′
i 〉ψ′i is in general not a formula on infinite models because W ′ may be

infinite. Here we show that no other method can work; there are infinite models M,
worlds w of M and LAPAL formulas ϕ and ψ such that M, w |= 〈ψ〉ϕ ∧ ¬♦ϕ.

Like the result for the finite case this should not surprise us. What is somewhat
surprising, however, is that the result extends to finitely branching models; there are
ϕ and ψ such that 6|=br 〈ψ〉ϕ→ ♦ϕ. To see why it is unexpected that 6|=br 〈ψ〉ϕ→ ♦ϕ
consider the following. Fix any finitely branching model M and any world w of M.
We cannot guarantee the existence of an LPAL formula ψ′ such that M |= ψ ↔ ψ′,
but since M is finitely branching we can for any n ∈ N guarantee the existence of
an LPAL formula ψ′′ such that M, w′ |= ψ ↔ ψ′′ for every world w′ that is reachable
within n steps from w.

The language of LAPAL does not contain common knowledge, so it would at first
glance seem like such a ψ′′ that is equivalent to ψ up to a given distance might be
sufficient to make ϕ have the same value after both announcements. If ϕ does not
contain any ♦ operators then this does indeed work, for any LAPAL formula ψ and any
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LPAL formula ϕ we have |=br 〈ψ〉ϕ→ ♦ϕ. But a ♦ operator (or more precisely: a �
operator) can make a formula depend on worlds that are arbitrarily far away in such
a way that in certain models no finite approximation ψ′′ of ψ will suffice.

Let us first show that for ♦-free ϕ we have |=br 〈ψ〉ϕ → ♦ϕ, then that there are
ψ and ♦-free ϕ such that 6|= 〈ψ〉ϕ → ♦ϕ and finally that for some ϕ that do contain
♦ we have 6|=br 〈ψ〉ϕ → ♦ϕ. This order of proofs is chosen for reasons of clarity of
exposition; the proof that 6|=br 〈ψ〉ϕ→ ♦ϕ uses more complicated variants of some of
the same techniques that are used in the proof of 6|= 〈ψ〉ϕ→ ♦ϕ.

4.4.1 Validity of 〈ψ〉ϕ→ ♦ϕ for ♦-free ϕ

Before proving that |=br 〈ψ〉ϕ→ ♦ϕ, we need one auxiliary lemma.

Lemma 4.2. Let M be any finitely branching model and w1, w2 two worlds of M.
Then there is an LAPAL formula that distinguishes between M, w1 and M, w2 if and
only if there is an LPAL formula that distinguishes between them.

Proof. If there is an LPAL formula ψ′ that distinguishes between two worlds, then
there is also an LAPAL formula ψ that distinguishes between the two worlds, namely
ψ = ψ′. Left to show is that if LAPAL can distinguish between two worlds then so can
LPAL.

The formulas of LAPAL are invariant under bisimulation (see [Balbiani et al., 2008]),
so if an LAPAL formula distinguishes between M, w1 and M, w2, then M, w1 and
M, w2 are not bisimilar. On finitely branching models, worlds are bisimilar if and only
if they are indistinguishable by basic modal logic (see for example [van Ditmarsch et al.,
2007, p. 219]). So sinceM, w1 andM, w2 are not bisimilar, they can be distinguished
by an LPAL formula.

Lemma 4.2 also holds for models that are not finitely branching, but that requires
a more complicated proof and we only need the result for finitely branching models.4

Lemma 4.3. Let ψ be any LAPAL formula and let ϕ be any LPAL formula. Then
|=br 〈ψ〉ϕ→ ♦ϕ.

Proof. Fix any finitely branching model M and any world w of M. It was shown
in [Plaza, 1989] that every LPAL formula is equivalent to an LPAL formula that does
not contain any public announcements. Let ϕ′ be the announcement-free formula
equivalent to ϕ, and let n be the maximum nesting depth of K operators in ϕ′. Then
the truth of ϕ′—and therefore also ϕ—onM, w does not depend on changes to worlds
that are not reachable from w in at most n steps.

Let W ′ be the set of worlds that are reachable from w in at most n steps, and let
W1 := {w′ ∈ W ′ | M, w′ |= ψ} and W2 := W ′ \W1. Then for each wi ∈ W1 and
wj ∈W2 the formula ψ distinguishesM, wi fromM, wj , so by Lemma 4.2 there is also
an LPAL formula that distinguishes the two worlds. Let ψ′i,j be this distinguishing LPAL

formula and assume without loss of generality that M, wi |= ψ′i,j and M, wj 6|= ψ′i,j .
For wi ∈ W1 let ψ′i :=

∧
wj∈W2

ψ′i,j . Then M, wi |= ψ′i and M, wj 6|= ψ′i for each

wj ∈W2. Finally, let ψ′ :=
∨
wi∈W1

ψ′i. This ψ′ satisfiesM, wi |= ψ′ for each wi ∈W1

and M, wj 6|= ψ′ for each wj ∈W2.

4For an idea of why Lemma 4.2 also holds for infinitely branching models, consider the case
where M, w |= ♦ϕ and M, w′ 6|= ♦ϕ. Then there is a ψ such that M, w |= 〈ψ〉ϕ and in particular
M, w′ 6|= 〈ψ〉ϕ, so the formula 〈ψ〉ϕ distinguishes the two worlds as well. This can be extended to
any formula containing a ♦ operator.
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As such, the models Mψ and Mψ′ only differ in worlds that are not reachable
from w within n steps, so M, w |= 〈ψ〉ϕ ↔ 〈ψ′〉ϕ. Because ψ′ is an LPAL formula,
this implies thatM, w |= 〈ψ〉ϕ→ ♦ϕ. The modelM and world w were chosen as any
finitely branching model and any world of that model, so we have |=br 〈ψ〉ϕ→ ♦ϕ.

4.4.2 Invalidity of 〈ψ〉ϕ→ ♦ϕ on Infinitely Branching
Models

If we do not restrict ourselves to finite or finitely branching models, there are ϕ and
ψ such that 〈ψ〉ϕ→ ♦ϕ is not valid. Let

ϕ1 := K̂cp ∧Kc(r → K̂d¬r) ∧Kc((p ∧ ¬r)→ K̂er),

ϕ2 := Kc(¬q → (K̂f (¬K̂cq ∧Kap) ∧ K̂f¬Kap)),

ϕ := ϕ1 ∧ ϕ2

ψ := p ∨ q ∨Ka¬♦(K̂bKap ∧ K̂b¬Kap).

Furthermore, let M be the model shown in Figure 4.1 and let Mn for n ∈ N be the
submodels indicated in Figure 4.1.

We want to show that M, w 6|= 〈ψ〉ϕ → ♦ϕ. This requires us to show that
M, w |= 〈ψ〉ϕ and that M, w 6|= ♦ϕ. In order to prove that M, w 6|= ♦ϕ, we have to
demonstrate that if M, w |= 〈ψ′〉ϕ, then ψ′ contains a ♦ operator. The subformula
ϕ1 is constructed in such a way that ifM, w |= 〈ψ′〉ϕ then the update 〈ψ′〉 retains an
infinite number of worlds. The subformula ϕ2 guarantees that if M, w |= 〈ψ′〉ϕ and
〈ψ′〉 retains an infinite number of worlds, then ψ′ must perform an infinite number of
different updates, which cannot be done without a ♦ operator. But before looking at
the details of the proof that M, w 6|= ♦ϕ, let us start by proving the simpler part of
the statement, namely that M, w |= 〈ψ〉ϕ.

Lemma 4.4. We have M, w |= 〈ψ〉ϕ.

Proof. To show is that Mψ |= ϕ, so let us look at which worlds are retained by 〈ψ〉.
The disjuncts p and q of ψ guarantee that any world in the leftmost three columns is
retained.

The worlds in the fourth column from the left satisfy neither p nor q though, so they
are retained only if they satisfy Ka¬♦(K̂bKap ∧ K̂b¬Kap). These worlds themselves
always satisfy ¬♦(K̂bKap ∧ K̂b¬Kap); there is no update that would let them satisfy
K̂bKap because every b-reachable world satisfies ¬p.

So the worlds in the fourth column are retained if and only if the p world to the
left of them (which they are a-connected with) satisfies ¬♦(K̂bKap ∧ K̂b¬Kap).

Now we reach the difference between the rows of a submodel Mn. Consider the p
world in the bottom row ofMn for any n. The only world b-reachable from this world
is itself, so there is no update that can make the world satisfy K̂bKap ∧ K̂b¬Kap. So
the p world in the bottom row satisfies ¬♦(K̂bKap ∧ K̂b¬Kap).

Now consider one of the p worlds in the top two rows ofMn. These two worlds can
be distinguished from each other because their “tails” are of different lengths. This
allows us to create an update χn that removes the ¬p world adjacent to the top p
world but not the one adjacent to the second row p world. The formula χn := ¬p →
K̂n−1
{a,b}K

n−1
{a,b}¬p for example does this.
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The specific formula χn that works for a submodel Mn depends on n, but in
every case it is a PAL formula, so for every n the top two p worlds of Mn satisfy
♦(K̂bKap ∧ K̂b¬Kap).

This means that the worlds in the fourth column are retained by 〈ψ〉 if and only if
they are in the third row of any submodelMn. The modelMψ is therefore as shown
in Figure 4.2. It is straightforward to verify that w satisfies ϕ in that model.

Now to show that there is no PAL formula ψ′ that satisfiesM, w |= 〈ψ′〉ϕ. Recall
that the two parts of ϕ = ϕ1 ∧ ϕ2 have different purposes. The part ϕ1 is designed
in such a way that if M, w |= 〈ψ′〉ϕ, then the update 〈ψ′〉 retains an infinite number
of worlds. The part ϕ2 is designed in such a way that different updates have to be
performed in all but finitely many of the infinite number of worlds that 〈ψ′〉 retains.
But that cannot be done without a ♦ operator.

Lemma 4.5. For every LPAL formula ψ′, we have M, w 6|= 〈ψ′〉ϕ.

Proof. Suppose towards a contradiction that there is an LPAL formula ψ′ such that
M, w |= 〈ψ′〉ϕ. Then we have M, w |= 〈ψ′〉ϕ1 and M, w |= 〈ψ′〉ϕ2.

Consider M, w |= 〈ψ′〉ϕ1. The conjunct K̂cp guarantees that 〈ψ′〉 retains at least
one of the p worlds that are accessible from w, so at least one of the worlds in the
second column.

The worlds in the second column alternate between r and ¬r, and the arrows
between those worlds alternate between d and e. As a result, the conjunct Kc(r →
K̂d¬r) implies that if ψ′ retains an r world in the second column, then it also retains
the ¬r world below it. Likewise, the conjunct Kc((p ∧ ¬r) → K̂er) implies that if ψ′

retains a ¬r world in the second column, then it also retains the r world below it.
So the three conjuncts of ϕ1 together imply that ψ′ retains at least one of the

worlds in the second column as well as all worlds below it.
Consider then M, w |= 〈ψ′〉ϕ2. The formula ϕ2 says something about all c-

reachable worlds that do not satisfy q, so all worlds in the second column (that are
retained by 〈ψ′〉). Of these worlds it says that they can reach two worlds by using f ,
one world satisfying ¬K̂cq ∧Kap and one satisfying ¬Kap.

The worlds in the first two columns all satisfy K̂cq and Kap, so these two f -
reachable worlds must be in the third column. If the n-th world of the second column
is retained by 〈ψ′〉 there must therefore be two p worlds retained inMn. Furthermore,
one of those worlds in Mn must be adjacent to a ¬p world that is retained while the
other must not be adjacent to a retained ¬p world.

One of the ¬p worlds in the second column of Mn (so the fourth column of M)
must be retained and one must not be retained, so in particular ψ′ must distinguish
between two of those worlds. But the only way to distinguish between those worlds
is to use the fact that one “tail” is shorter than the others, and doing this requires a
formula with K-depth at least 2n− 2.

The K-depth of ψ′ is fixed and finite, so there is some N ∈ N such that for every
n ≥ N the formula ψ′ cannot distinguish between the worlds in the second column of
Mn. Putting all of the above together, we get that ψ′:

• must retain all worlds in the second column below a certain point,

• must distinguish between two worlds in the second column of Mn if the n-th
world of the second column is retained and
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• cannot distinguish between the worlds in the second column of Mn for all n
greater than some number N .

This is a contradiction, so our initial assumption that such a ψ′ exists must be false,
which proves the lemma.

The theorem now follows easily.

Theorem 4.2. There are an LPAL formula ϕ and an LAPAL formula ψ such that
6|= 〈ψ〉ϕ→ ♦ϕ.

Proof. Let M, w, ϕ and ψ be as defined above. Then M, w |= 〈ψ〉ϕ by Lemma 4.4.
Furthermore, by Lemma 4.5 we know that M, w 6|= 〈ψ′〉ϕ for every LPAL formula
ψ′ so we have M, w 6|= ♦ϕ. This implies that M, w 6|= 〈ψ〉ϕ → ♦ϕ and so that
6|= 〈ψ〉ϕ→ ♦ϕ.

4.4.3 Invalidity of 〈ψ〉ϕ→ ♦ϕ on Finitely Branching Models

Now to show that 6|=br 〈ψ〉ϕ→ ♦ϕ. The method used to show this is very similar to
the method used to show that 6|= 〈ψ〉ϕ→ ♦ϕ. We use ϕ to force ψ to retain an infinite
number of worlds in a pointed model (N , w). Additionally we force ψ to distinguish
between infinitely many pairs of worlds, and we let the difference between the two
worlds in a pair get further and further away.

Unfortunately, forcing ψ to retain an infinite number of worlds is much more com-
plicated in a finitely branching frame, so we need more complex formulas and models.
Let N be the model shown in Figure 4.3 and let

ψ := (¬p ∧ K̂b(p ∧ K̂a(q ∨ r)))→ ♦(K̂aKbp ∧ K̂a(p ∧ ¬Kbp)),

ϕ1 := (q ∨ r)→ (K̂aKbp ∧ K̂a(p ∧ ¬Kbp)),

ϕ2 := (q → ¬K̂cK̂aK̂bK̂cr) ∧ (r → ¬K̂cK̂aK̂bK̂cq),

ϕ := 〈ϕ1〉 (K̂aK̂bK̂cq ∧ K̂aK̂bK̂cr ∧ 〈ϕ2〉�¬(K̂aKbp ∧ K̂a(p ∧ ¬Kbp))).

Note the recurring a-triangles with two p worlds in the model and the recurring
subformula K̂aKbp ∧ K̂a(p ∧ ¬Kbp). These subformulas have the property that they
hold in the ¬p world of such a triangle if and only if for one of the p worlds in the
triangle a b-reachable ¬p world is retained but for the other it is not.

Lemma 4.6. We have N , w |= 〈ψ〉ϕ.

Proof. Let us consider the update 〈ψ〉. It places the condition on ¬p∧K̂b(p∧K̂a(q∨r))
worlds that they must satisfy ♦(K̂aKbp∧ K̂a(p∧¬Kbp)). The ¬p∧ K̂b(p∧ K̂a(q ∨ r))
worlds are exactly those that are in the third line from the bottom in N x

n submodels.
Furthermore, of the two such worlds in a submodel N x

n the left one satisfies ♦(K̂aKbp∧
K̂a(p∧¬Kbp)), and the right one does not.5 The updated submodel N x

n ψ is therefore
as shown in Figure 4.5. (The worlds of N that are not in one of the submodels N x

n

are all retained by the update so nothing changes there.)

5Announcements that make K̂aKbp ∧ K̂a(p ∧ ¬Kbp) true in the leftmost world in the third row
do so by removing one of the ¬p worlds in the fifth row but not the other. This can be done because
there are formulas that differentiate between a “tail” of 2n worlds and a “tail” of 2n − 1 worlds, as
in the infinitely branching case.
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After the update 〈ψ〉, the formula K̂aKbp ∧ K̂a(p ∧ ¬Kbp) therefore holds in the
origin world of each submodel N x

n . Since q and r only hold in the origin worlds of
these submodels the update 〈ϕ1〉 = 〈(q∨ r)→ (K̂aKbp∧ K̂a(p∧¬Kbp))〉 does nothing
if executed immediately after 〈ψ〉. We therefore have N , w |= 〈ψ〉 〈ϕ1〉 (K̂aK̂bK̂cq ∧
K̂aK̂bK̂cr).

Finally consider the third update 〈ϕ2〉. It places conditions on q ∨ r worlds; q
worlds must satisfy ¬K̂cK̂aK̂bK̂cr and r worlds must satisfy ¬K̂cK̂aK̂bK̂cq. After the
other updates, there are no q or r worlds that satisfy this condition.

As such the result of applying the three updates 〈ψ〉 〈ϕ1〉 〈ϕ2〉 removes the origin
worlds of all N x

n submodels. In the resulting model the two p worlds that are a-
reachable from w are indistinguishable, so we have N , w |= 〈ψ〉 〈ϕ1〉 〈ϕ2〉�¬(K̂aKbp
∧ K̂a(p ∧ ¬Kbp)). Together with the previous result N , w |= 〈ψ〉 〈ϕ1〉 (K̂aK̂bK̂cq ∧
K̂aK̂bK̂cr), this shows that N , w |= 〈ψ〉ϕ.

Lemma 4.7. For every LPAL formula ψ′ we have N , w 6|= 〈ψ′〉ϕ.

Proof. Suppose towards a contradiction that there is an LPAL formula ψ′ such that
N , w |= 〈ψ′〉ϕ. Then after the updates 〈ψ′〉 〈ϕ1〉, the formula K̂aK̂bK̂cq ∧ K̂aK̂bK̂cr
must hold in w. The origin worlds of N q

1 and N r
1 and the paths to those worlds must

therefore be retained by 〈ψ′〉 〈ϕ1〉.
But after those two updates it must also hold in w that 〈ϕ2〉�¬(K̂aKbp ∧ K̂a(p ∧

¬Kbp)), so after the update 〈ϕ2〉 the two worlds that are b-accessible from the p worlds
that are a-accessible from w (so the two ¬p worlds immediately to the right of the two
p worlds) must be indistinguishable. In particular this means that neither the origin
world of N q

1 nor that of N r
1 may be reachable after the update 〈ϕ2〉, because otherwise

K̂cq or K̂cr would distinguish the worlds.
Since the update 〈ϕ2〉 only removes q∨ r worlds this implies that the origin worlds

of N q
1 and N r

1 must satisfy ¬ϕ2 after the first two updates. But then K̂cK̂aK̂bK̂cr

must hold in the origin of N q
1 and K̂cK̂aK̂bK̂cq in the origin of N r

1 .
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But then the origins of N q
2 and N r

2 must be reachable after the first two updates.

But these two origin worlds must also be removed by 〈ϕ2〉, because otherwise K̂aK̂bK̂cq
would distinguish the two worlds that must be indistinguishable. But then the origins
of N q

3 and N r
3 must be retained. Repeating the argument shows that if the origins

of N q
n and N r

n remain reachable, then so do those of N q
n+1 and N r

n+1. Therefore, the
updates 〈ψ′〉 〈ϕ1〉 must leave the origin of every N x

n submodel reachable.
But then consider the update 〈ϕ1〉. This update retains the origin of a N x

n sub-
model if and only if it satisfies K̂aKbp∧K̂a(p∧¬Kbp). This implies that for each n ∈ N
and x ∈ {q, r} the update 〈ψ′〉 must retain one of the worlds on the third row of the
submodel but not the other. However, in N x

n these worlds are indistinguishable up to
depth 2n, so an LPAL formula must contain at least 2n+ 1 iterations of a K-operator
to distinguish them. There is therefore no single formula in LPAL that distinguishes
the two worlds for every submodel. This contradicts the assumption that such a ψ′

exists.

The theorem now follows easily.

Theorem 4.3. There are LAPAL formulas ϕ,ψ such that 6|=br 〈ψ〉ϕ→ ♦ϕ.

Proof. For the LAPAL formulas ϕ,ψ, finitely branching model N and world w of N as
defined above we have N , w |= 〈ψ〉ϕ by Lemma 4.6 and N , w 6|= 〈ψ′〉ϕ for every LPAL

formula ψ′ by Lemma 4.7. This implies that N , w 6|= 〈ψ〉ϕ → ♦ϕ so 6|=br 〈ψ〉ϕ →
♦ϕ.

4.5 Conclusion and further research

We showed that for any LAPAL formula ϕ and ψ we have |=fin 〈ψ〉ϕ → ♦ϕ and
that for any LPAL formula ϕ and any LAPAL formula ψ we also have |=br 〈ψ〉ϕ →
♦ϕ. Additionally, we showed that there are LAPAL formulas ϕ and ψ such that 6|=br

〈ψ〉ϕ→ ♦ϕ and that there are an LPAL formula ϕ and an LAPAL formula ψ such that
6|= 〈ψ〉ϕ→ ♦ϕ.

The operator ♦ therefore only represents a truly arbitrary public announcement on
finite models. There are scenarios that can be modeled in finite models and where ar-
bitrary public announcements are useful, such as the cryptography example mentioned
in the introduction. The message p for which we want to know whether ♦(Kbp∧¬Kep)
is generally taken from a finite set of possible messages which allows for a finite model
to be used.

However, not all interesting scenarios allow for finite modeling, so it seems like an
interesting topic for further research whether semantics for a different arbitrary public
announcement operator � can be found such that for any LPAL+� formulas ϕ,ψ we
have |= 〈ψ〉ϕ → �ϕ. One possibility that might work is an infinite hierarchy of ♦i
operators, where each ♦i quantifies over all formulas that use only ♦j with j < i. I
conjecture that if we then define �ϕ as

∨
i∈N ♦iϕ, we have |= 〈ψ〉ϕ→ �ϕ.

Another interesting subject for further research would be to take the same ques-
tions we asked about LAPAL and apply them to different “arbitrary updates”, such as
Arbitrary Updates of Objective Belief [Seban, 2011], Arbitrary Action Models [Hales,
2013] or Arbitrary Arrow Updates [van Ditmarsch et al., 2014b]. We already know
that Arbitrary Action Models are (trivially) completely arbitrary because [Hales, 2013]
showed that they do not add expressivity. But it would be interesting to determine
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whether the other two operators are truly arbitrary and, if they are not, whether we
can find a truly arbitrary variant.





Chapter 5

Sanction Semantics and
Contrary-to-Duty Obligations

Chapter Summary. In this chapter we investigate whether we can express
contrary-to-duty obligations in deontic logics that use semantics based on the
idea of a single sanction. We conclude that it is not possible to do so.

We consider all logics that use semantics based on a sanction. This means that
we cannot work in any specific logic; instead we have to quantify over all logics
with certain properties. So we define a number of desiderata that a logic should
satisfy in order to be considered sanction-based. We then show that every logic
satisfying the desiderata is incapable of faithfully representing contrary-to-duty
obligations.

5.1 Introduction

A well known problem in deontic logic is that of contrary-to-duty (CTD) obligations.
CTD obligations are obligations that apply when another obligation is not fulfilled;
the CTD obligation can for example be a mitigating factor for the broken obligation.
The term was introduced in [Chisholm, 1963], where it was also shown that formalizing
CTD obligations is quite hard. Over the years a number of solutions to the problem of
CTD obligations have been proposed, some more successful than others. A reasonably
complete overview can be found in [Åqvist, 2002] and [Carmo and Jones, 2002].

One common approach in deontic logic is to capture obligations in terms of a
‘sanction’. The idea, introduced in [Anderson and Moore, 1957], is that there is an
obligation to do ϕ, denoted O(ϕ), if and only if there is some kind of ‘sanction’, denoted
S, if ϕ does not happen. This ‘sanction’ can be an actual punishment but it need
not be; in its most general form the ‘sanction’ merely represents the fact that ‘there
is wrongdoing’. Many deontic logics are either explicitly based on such a sanction
or can be described by it. The best known example of such logics is the so-called
Standard Deontic Logic (SDL) which can be given possible world semantics using
sanctions. Other examples include [Bartha, 1993, Broersen, 2003, 2011, Lomuscio and
Sergot, 2003, Meyer, 1988]. The strength of reducing obligations to a sanction lies in

This chapter is based on the paper “Sanction Semantics and Contrary-to-Duty Obliga-
tions”[Kuijer, 2012] that appeared in T. Ågotnes, J. Broersen, and D. Elgesem (Eds.): DEON 2012,
LNAI 7393.
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its simplicity and intuitive plausibility; “you have an obligation to do ϕ iff there is
wrongdoing if you do not do ϕ” sounds like a tautology.

Sanction-based deontic logics are not, however, very successful in faithfully repre-
senting CTD obligations. This is not surprising, as in a sanction-based logic there are
only two possible degrees of goodness/badness: S and ¬S. Since a CTD obligation is
a mitigating factor for breaking an obligation, one would expect that faithfully repre-
senting it requires at least three degrees of goodness/badness: no broken obligation,
mitigated broken obligation and unmitigated broken obligation. This suggests that a
straightforward reduction of obligations to a sanction cannot faithfully represent CTD
obligations.

Several attempts have been made to represent CTD obligations in deontic logics
that use a more complicated reduction of obligations to a sanction, such as the logics
SA [Bartha, 1993], deontic modal action logic (DMAL) [Broersen, 2003] and PDeL
[Meyer, 1988]. Unfortunately these logics all have problems that prevent them from
faithfully representing CTD obligations. A description of the problems with these
logics is given in Section 5.2.1, as it requires a more formal description of CTD obli-
gations.

The inability of these logics to faithfully represent CTD obligations suggests that
it may be impossible to do so at all using sanction-based logics even when using com-
plicated reductions of obligations to sanction. In this chapter we show that it is indeed
impossible to faithfully represent CTD obligations in a logic with sanction-based se-
mantics. In order to do this we define a number of desiderata that any semantics should
satisfy in order to represent CTD obligations using sanction semantics. We then show
that it is not possible to faithfully represent CTD obligations with semantics satisfying
these desiderata.

The structure of the chapter is as follows. In Section 5.2, we give a definition of
a CTD obligation that is to be modeled, the well known gentle murder scenario. In
Section 5.3, we give some technical preliminaries that are needed to formulate the
desiderata. The desiderata are defined in Section 5.4. In Section 5.5, we prove that
there is no logic that satisfies all the desiderata and faithfully models the gentle murder
scenario. Finally, in Section 5.6, we show that when dropping any one desideratum,
there is a logic that satisfies the remaining desiderata and faithfully models the gentle
murder scenario.

5.2 The Gentle Murder Scenario

Instead of giving a general form for all CTD obligations and then checking whether the
general form can be represented in a logic, we will consider a specific CTD obligation. If
a logic is incapable of faithfully representing the specific CTD obligation it is certainly
incapable of representing CTD obligations in general.

The CTD obligation we consider is due to [Forrester, 1984]. Consider the following
situation: at some point in time you have the choice whether or not to murder. If you
do murder you simultaneously have the choice whether to murder gently or un-gently.
I hope we can all agree that you have an obligation not to murder. Let us write m for
‘you murder’, then we can represent this obligation as O(¬m). If you would decide
to murder anyway then you are doing something wrong, but you can slightly mitigate
your action by murdering gently; you have a CTD obligation to murder gently if you
murder. Let us write g for ‘you murder gently’ and O(g|m) for the CTD obligation to
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murder gently. Let us refer to this situation as the gentle murder scenario.1

If the scenario included only these two obligations it would be trivially solvable,
for example by saying that everything is obligatory. In order to faithfully model the
scenario, a few more statements must hold: a gentle murder is still a very bad thing
so there must be an obligation O(¬g), there is no obligation to murder so ¬O(m)
and there is no CTD obligation to murder un-gently if you murder, so ¬O(¬g|m).
Let Ψ be the set of statements that should hold in the gentle murder scenario: Ψ =
{O(¬m),¬O(m), O(¬g), O(g|m),¬O(¬g|m)}.2

5.2.1 Problems with existing formalizations of CTD obliga-
tions

As mentioned in the introduction, three attempts to formalize CTD obligations using
sanction-based semantics are the logics SA [Bartha, 1993], DMAL [Broersen, 2003]
and PDeL [Meyer, 1988]. These three logics are especially instructive because they
each suffer from a different problem in formalizing CTD obligations.

PDeL cannot represent the gentle murder scenario at all. A CTD obligation O(g|m)
can only be represented in PDeL as “if you m then you should subsequently g”, but
murdering and murdering gently do not happen in sequence.

In SA an obligation O(¬m) implies that S holds in both the m ∧ ¬g and m ∧ g
cases. This leaves no way to deontically distinguish m ∧ ¬g and m ∧ g, so a CTD
obligation O(g|m) cannot occur without an opposite CTD obligation O(¬g|m) unless
it is impossible to murder gently.

In DMAL a CTD obligation O(g|m) implies that S does not hold after either ¬m
or g. This leaves no way to deontically distinguish ¬m and g. In particular, the
obligation O(g|m) implies a permission P (g) to murder gently.

5.3 The Semantic Approach

The approach to logic taken here is a semantic one and more precisely a possible worlds
semantics one. For this purpose the following definition will suffice.

Definition 5.1 (Logic). A logic L is a triple L = (Φ,M, |=) where Φ is a set of
formulas, M is a class of models and |= is a satisfaction relation such that

• there are a countable subset P ⊆ Φ of propositional variables and one designated
variable S ∈ P,

• Φ is closed under the unary operator ¬ and the binary operator →,

• every M ∈M is a triple M = (W,R, v) where W is a set of possible worlds, R
is a set and v : P → ℘(W ) is a valuation function,

• |= is a relation between model-world pairs (M, w) and formulas ϕ, where M =
(W,R, v) ∈M, w ∈W and ϕ ∈ Φ,

1The situation in combination with a few other statements is usually referred to as the paradox
of the gentle murderer or Forrester’s paradox. It is called a paradox not because the situation is
inherently paradoxical but because it cannot be formalized in SDL.

2Note that there is no requirement for ¬O(g) to hold. This leaves open the possibility for the logic
to satisfy some form of detachment from O(g|m).
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• for every M, w and p ∈ P it holds that M, w |= p iff w ∈ v(p),

• for every M, w and ϕ ∈ Φ it holds that M, w |= ¬ϕ iff M, w 6|= ϕ.

• for everyM, w and ϕ1, ϕ2 ∈ Φ it holds that ifM, w |= ϕ1 → ϕ2 andM, w |= ϕ1

then M, w |= ϕ2.

So ¬ is a classical negation but → is only required to satisfy modus ponens. The
set R is left unspecified and can be used to encode additional structure such as an
accessibility relation or a set of agents. The exact contents of R are irrelevant for
present purposes. We say that ϕ holds or is true in w on M if M, w |= ϕ and we use
a few common notations.

Definition 5.2 (Notation regarding |=). For anyM = (W,R, V ) ∈M, w ∈W , ϕ ∈ Φ
and Γ ⊆ Φ:

• The set JϕKM is given by JϕKM := {w ∈W | M, w |= ϕ}.

• Γ holds in w on M, denoted M, w |= Γ, if M, w |= ϕ for all ϕ ∈ Γ.

• The set JΓKM is given by JΓKM := {w ∈W | M, w |= Γ}.

• ϕ is valid on M, denoted M |= ϕ, if M, w |= ϕ for all w ∈W .

Now let us consider what it means for a logic L = (Φ,M, |=) to be capable of
modeling the gentle murder scenario. Firstly the logic should be capable of repre-
senting the set Ψ = {O(¬m),¬O(m), O(¬g), O(g|m),¬O(¬g|m)} of obligations under
consideration. We formalize this as Ψ ⊆ Φ, but the formulas in Ψ may be con-
sidered as abbreviations for other formulas. For example, we could use O(g|m) as
an abbreviation for O(m → g) or m → O(g). Secondly, there should be a model
MO = (WO, RO, vO) ∈M representing the scenario and a world wO ∈WO where the
obligations (and negated obligations) hold, soMO, wO |= Ψ. Furthermore, the propo-
sitional variables m and g should represent murder and gentle murder respectively in
this model MO. We cannot enforce such a meaning, except for the part that a gentle
murder is still a murder so MO |= g → m.

However, if the logic has this one ‘canonical’ representation of the gentle murder
scenario then it also has other representations of the scenario. We could for example
write n instead of m for ‘you murder’ and still have a representation. Each such
representation can be seen as a tuple (M, w,Γ, ψ) where M is a model, w is a world
in the model, Γ takes the place of Ψ and χ takes the place of g → m such that
M, w |= Γ and M |= ψ.

We will need to consider both the class G of such tuples and the ‘canonical’ repre-
sentation (MO, wO,Ψ, g → m) ∈ G.

Definition 5.3 (Faithful modeling). Let L be a logic, MO a model, wO a world in
the model and G a class of tuples (M, w,Γ, ψ) where M = (W,R, v) ∈ M, w ∈ W ,
Γ ⊆ Φ, ψ ∈ Φ and M |= ψ. Then

• the tuple (L,MO, wO, G) models the gentle murder scenario if (MO, wO, Ψ, g →
m) ∈ G and

• the tuple (L,MO, wO, G) faithfully models the gentle murder scenario if it models
the gentle murder scenario and furthermore M, w |= Γ for every (M, w,Γ, ψ) ∈
G.
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Definition 5.4 (Faithful modeling). A logic L (faithfully) models the gentle murder
scenario if there areMO, wO and G such that (L,MO, wO, G) (faithfully) models the
gentle murder scenario.

5.4 Desiderata

In order for a logic to represent CTD obligations with sanction semantics, it should
have certain properties, given here as desiderata. The desiderata should hold in gen-
eral, but in some cases formally defining the desideratum in general is very hard. In
order to give a reasonably simple definition we therefore restrict some of the desiderata
to the representations G of the gentle murder scenario or even the canonical repre-
sentation (MO, wO,Ψ, g → m) of the gentle murder scenario. If it is not possible to
faithfully model the gentle murder scenario while satisfying the restricted form of the
desiderata, then it is also impossible to do so while satisfying the general form of the
desiderata.

Invariance under propositional renaming. We use the propositional variables m
and g for the statements ‘you murder’ and ‘you murder gently’. But of course
we could use any other two variables. If not committing murder is obligatory, it
should remain obligatory if we use the variable r instead of m for ‘you murder’.
More generally, renaming any propositional variable other than the designated
variable S should not change the truth value of any formula as long as the
appropriate substitution is applied to the formula.

Likewise, replacing a propositional variable other than S by its negation should
not change anything. If we use m for ‘you murder’, there is an obligation O(¬m)
not to murder. Then if we instead use m for ‘you do not murder’ (and therefore
¬m for ‘you murder’) there should still be an obligation not to murder, although
it is then denoted O(m).

In order to formalize this, let us first introduce a notation [p/q] and [p/¬p] for
the simultaneous substitution of p with q and q with p and the simultaneous
substitution of p with ¬p and ¬p with p, respectively.

Definition 5.5 (Variable Renaming). For M = (W,R, v) ∈ M and p, q, r ∈ P
define v[p/q] and v[p/¬p] by

v[p/q](r) :=

 v(q) if r = p
v(p) if r = q
v(r) otherwise

v[p/¬p](r) :=

{
v(r) if r 6= p
W \ v(p) if r = p

and M[p/ϕ] by
M[p/ϕ] := (W,R, v[p/ϕ])

for ϕ ∈ {q,¬p}. Furthermore, for ϕ ∈ Φ define ϕ[p/q] to be the formula obtained
by simultaneously replacing all occurrences of p in ϕ by q and all occurrences of q
by p and define ϕ[p/¬p] to be the formula obtained by simultaneously replacing
all occurrences of ¬p in ϕ by p and all non-negated occurrences of p by ¬p.

Using this notation we can easily give a formalization of the desideratum.
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Desideratum 5.1 (Invariance under propositional renaming). For any M =
(W,R, v) ∈M, any w ∈W , any ϕ ∈ Φ and any p, q ∈ P \ {S} it holds that

M, w |= ϕ⇔M[p/q], w |= ϕ[p/q] and

M, w |= ϕ⇔M[p/¬p], w |= ϕ[p/¬p]

Note that since |= is a relation between pairs (M, w) where M ∈ M and
formulas ϕ ∈ Φ, the desideratum implies that M[p/q],M[p/¬p] ∈ M and
ϕ[p/q], ϕ[p/¬p] ∈ Φ. Similar claims are implicit in the other desiderata.

Determinacy of sanction. The sanction S should represent the presence or absence
of wrongdoing. Whether there is wrongdoing in a world should be fully deter-
mined by the truth values of the deontically relevant formulas in that world.
What exactly the deontically relevant formulas are is determined by what one is
modeling.

In the gentle murder scenario, the formulas m and g are obviously deontically
relevant, but one could argue that there are other relevant formulas such as for
example a formula c corresponding to ‘you covet your neighbor’s house’. Such
a formula c can undeniably have deontic relevance in some systems of rules. It
should, however, be possible to represent the rule system that is described in the
gentle murder scenario, which only has rules about murdering and murdering
gently.

The rule system that only contains rules about murdering and murdering gently
can be seen as a canonical rule system for the gentle murder scenario, so it seems
reasonable to require the modelMO to correspond to this particular system. The
desideratum thus becomes a requirement that the value of S in a world of MO

is fully determined by the values of m and g in that world.

Desideratum 5.2 (Determinacy of sanction). For every w1, w2 ∈ WO such
that w1 ∈ vO(m) ⇔ w2 ∈ vO(m) and w1 ∈ vO(g) ⇔ w2 ∈ vO(g), it holds that
w1 ∈ vO(S)⇔ w2 ∈ vO(S).

Range of outcomes. When considering a CTD obligation, there are a number of
possible outcomes. The gentle murder scenario for example has three outcomes:
an un-gentle murder (m and ¬g), a gentle murder (m and g) and no murder
(¬m and ¬g). The possible outcomes should be represented in the model of the
scenario.

We could require the model to have exactly one world for each outcome, but
that seems too strong a requirement. Consider for example the use of a new
variable r for ‘it is raining’. The combination of m, g and r cannot occur in the
same world as m, g and ¬r but they are part of the same outcome, the gentle
murder. A better requirement is therefore that there is at least one world in each
outcome. For the gentle murder scenario this gives the following desideratum.

Desideratum 5.3 (Range of outcomes). There are w1, w2, w3 ∈WO such that
MO, w1 |= {m,¬g}, MO, w2 |= {m, g} and MO, w3 |= {¬m,¬g}.

Invariance under act renaming. We use the propositional variables m and g for
‘you murder’ and ‘you murder gently’. But we could describe the same situation
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using different acts, for example by writing m for ‘you murder’ and u for ‘you
murder un-gently’. Changing the names of acts in such a way does not change the
situation that is described, so the logic should be insensitive to such renaming.

It is important to note that act renaming is not the same as propositional re-
naming, ¬u is not equivalent to g as g is necessarily a murder while ¬u need
not be. It is not clear whether under such conditions it should in general hold
that a conditional obligation O(g|m) implies a conditional obligation O(¬u|m).
However, in this particular case it is clear that a conditional obligation O(¬u|m)
should hold; if you murder you have an obligation not to do so un-gently. Sim-
ilarly there is no obligation to murder un-gently if you murder ¬O(u|m). The
obligation O(¬g) not to murder gently does not however change into an obli-
gation O(u) to murder un-gently, but into an obligation O(¬u) not to murder
un-gently.

This kind of act renaming can also be done without changing the variable used.
If g represents murdering gently and we want to change it to representing mur-
dering un-gently we should change the value of g where m holds, but not where
¬m holds. Let us denote by v[p/¬p|ϕ] the valuation obtained by changing the
value of p on JϕKM worlds while keeping it constant on J¬ϕKM.

Definition 5.6 (Act Renaming). For M = (W,R, v), p ∈ P and ϕ ∈ Φ define
v[p/¬p|ϕ] by

v[p/¬p|ϕ](r) :=

{
v(r) if r 6= p
((W \ JϕKM) ∩ v(p)) ∪ (JϕKM ∩ (W \ v(p))) if r = p

Define M[p/¬p|ϕ] by M[p/¬p|ϕ] := (W,R, v[p/¬p|ϕ]).

Furthermore, if Ξ is a set of formulas let Ξ|ϕ := {O(χ|ϕ) ∈ Ξ} and Ξ[p/¬p|ϕ] :=
{O(¬p|ϕ) | O(p|ϕ) ∈ Ξ|ϕ} ∪ (Ξ \ Ξ|ϕ).

In particular, Ψ[g/¬g|m] = {O(¬m),¬O(m), O(¬g), O(¬g|m),¬O(g|m)}. The
desideratum can then be given as follows.

Desideratum 5.4 (Invariance under act renaming). For anyM and w such that
(M, w,Ψ, g → m) ∈ G it holds that (M[g/¬g|m], w,Ψ[g/¬g|m], g → m) ∈ G.

Invariance under outcome renaming. Our logic may have many propositional
variables, but when formalizing the gentle murder scenario we only really care
about three of them: we care about whether there is a murder, whether there is
a gentle murder and whether there is a sanction. So we care about m, g and S.
If two worlds have the same values for m, g and S, they are therefore, as far as
the gentle murder scenario is concerned, essentially interchangeable. In such a
case we say that these two worlds are part of the same outcome, so an outcome
is a set of worlds where m, g and S are constant.

When using sanction semantics the moral status of an outcome depends only
on the value of S in the outcome as opposed to for example a preference order
between the outcomes. As such, the outcomes should “be treated the same way”
when determining the relevant obligations. One way of stating this is that if we
interchange the values of the propositional variables on different outcomes this
should have no influence on the obligations in effect.
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Unfortunately, there is a problem with interchanging the values on different
outcomes. Since different outcomes may contain different numbers of worlds it
can be impossible to completely interchange them. The values of the relevant
variables are however constant in a given outcome, so we can interchange the
values of the relevant variables. This may result in the change of some morally
irrelevant facts in the outcomes, but this doesn’t matter as these facts are morally
irrelevant.

Definition 5.7 (Outcome Renaming). For M = (W,R, v) and Γ ⊆ {m, g, S}
define WMΓ to be the set of worlds in which the variables in Γ are true and those
in {m, g, S} \ Γ are false,

WMΓ := {w ∈W | ∀p ∈ Γ : w ∈ v(p) and ∀p ∈ {m, g,S} \ Γ : w 6∈ v(p)}.

Furthermore, for Γ,Θ ⊆ {m, g, S} define v[WMΓ /WMΘ ] to be the valuation ob-
tained from v by interchanging the valuations of m, g and S on the WMΓ and
WMΘ worlds,

v[WMΓ /WMΘ ](p) :=


v(p) if p 6∈ Γ and p 6∈ Θ
(v(p) ∪WMΓ ) \WMΘ if p 6∈ Γ and p ∈ Θ
(v(p) ∪WMΘ ) \WMΓ if p ∈ Γ and p 6∈ Θ
v(p) if p ∈ Γ and p ∈ Θ

and
M[WMΓ /WMΘ ] := (W,R, v[WMΓ /WMΘ ])

Now we can formalize the desideratum for the gentle murder scenario.

Desideratum 5.5 (Invariance under outcome renaming).
For any Γ,Θ ⊆ {m, g, S}, M = (W,R, v) and w such that (M, w,Ψ, g → m),
WMΓ 6= ∅ and WMΘ 6= ∅ it holds that (M[WMΓ /WMΘ ], w,Ψ, g → m) ∈ G.

These desiderata are rather weak, so complicated and ‘strange’ semantics are al-
lowed as long as they are based on the use of a sanction. Logics that satisfy the
desiderata (for an appropriate choice of G, MO and wO) include the possible worlds
semantics for SDL as well as the systems presented in for example [Bartha, 1993,
Broersen, 2011].

The main weakness of the desiderata is that they do not apply to dynamic deontic
logics where m and g would be labels of transitions between possible worlds as opposed
to propositional variables, such as the logics described in [Broersen, 2003, Meyer, 1988].
This is mostly a matter of notation; the desiderata could be rephrased to apply to
dynamic deontic logics and an impossibility result similar to the one obtained with the
current desiderata could be reached. Including the dynamic version of the desiderata
would however greatly complicate the notation of the desiderata without significant
conceptual changes, so let us not do so.

5.5 Impossibility Result

Theorem 5.1. There are no logic (Φ,M, |=), class G of tuples, model MO ∈ M
and world wO ∈ WO that satisfy desiderata 5.1 to 5.5 and faithfully model the gentle
murder scenario.
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MO

X1 : m,¬g,S X2 : m, g,S X3 : ¬m,¬g,¬S
MO

X1 : m,¬g, S X2 : m,g, S X3 : ¬m,¬g,¬S

X1 : m, g,S X2 : m,¬g,S X3 : ¬m,¬g,¬S
MO[X1/X2]

X1 : m, g, S X2 : m,¬g, S X3 : ¬m,¬g,¬S
MO[g/¬g|m]
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Figure 5.1: If X1 and X2 have the same value for S then interchanging X1 and X2 has
the same result as changing the meaning of g to ‘you murder un-gently’.

Proof. Suppose towards a contradiction that there are such a logic (Φ,M, |=), class G
of tuples, model MO = (WO, RO, vO) ∈M and world wO ∈WO.

Let X1 = J{m,¬g}KMO , X2 = J{m, g}KMO and X3 = J{¬m,¬g}KMO . We have
X1 ∪X2 ∪X3 = WO because (MO, wO,Ψ, g → m) ∈ G and therefore MO |= g → m.
Furthermore, as a consequence of the Range of outcomes desideratum X1, X2 and
X3 are nonempty and by the Determinacy of sanction desideratum the value of S
is constant inside each of the three sets, so X1, X2 and X3 are of the form WM

O

Γ for
some Γ ⊆ {m, g,S}, see Definition 5.7.

Suppose X1 and X2 have the same value for S. Then interchanging the valuations
of X1 and X2 results in the same model as changing the meaning of g to ‘you murder
un-gently’. That is, MO[X1/X2] =MO[g/¬g|m].

Example 5.1. If X1 and X2 have the same value for S, it does not matter where S holds.
In order to illustrate why MO[X1/X2] = MO[g/¬g|m], it is however convenient to
take a concrete example, so consider the case where S holds on X1 and X2 but not on
X3, see Figure 5.1. Then vO(m) = vO(S) = X1 ∪X2 and vO(g) = X2. If we switch
the valuations of X1 and X2 we get vO[X1/X2](m) = vO[X1/X2](S) = X1 ∪X2 and
vO[X1/X2](g) = X1.

If we change the meaning of g to murdering un-gently we get vO[g/¬g|m](m)
= vO[g/¬g|m](S) = X1 ∪ X2 and vO[g/¬g|m](g) = X1. So we have vO[X1/X2] =
v[g/¬g|m] and therefore MO[X1/X2] =MO[g/¬g|m].

Because of the Invariance under outcome renaming desideratum it holds that
(MO[X1/X2], wO,Ψ, g → m) ∈ G. The gentle murder scenario is faithfully modeled,
so MO[X1/X2], wO |= Ψ and in particular

MO[X1/X2], wO 6|= O(¬g|m).

By Invariance under act renaming it holds that (MO[g/¬g|m], wO,Ψ[g/¬g|m],
g → m) ∈ G so MO[g/¬g|m], wO |= Ψ[g/¬g|m] by the faithful modeling and in
particular

MO[g/¬g|m], wO |= O(¬g|m).

But M[X1/X2] = M[g/¬g|m] and the formula cannot be both true and false. The
assumption that X1 and X2 have the same value for S is therefore false.

Now suppose that X1 and X3 have the same value for S. Then first interchanging
the valuations of X1 and X3 and subsequently changing the meaning of g to murdering
un-gently results in the same model as first changing the meaning of g to murdering
un-gently, then renaming both m and g to their negations and finally renaming m and
g to each other. That is, MO[X1/X3][g/¬g|m] =MO[g/¬g|m][g/¬g][m/¬m][g/m].
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Example 5.2. As another concrete example, consider the case where S holds on X1

and X3 but not on X2, see Figure 5.2. Then vO(m) = X1 ∪ X2, vO(g) = X2 and
vO(S) = X1 ∪X3. Interchanging the valuations for X1 and X3 we get

vO(p)[X1/X3] =


X2 ∪X3 if p = m
X2 if p = g
X1 ∪X3 if p = S
vO(p) otherwise.

If we subsequently change the meaning of g to murdering un-gently we get

vO(p)[X1/X3][g/¬g|m] =


X2 ∪X3 if p = m
X3 if p = g
X1 ∪X3 if p = S
vO(p) otherwise.

If we start at vO and change the meaning of g to murdering un-gently we get

vO[g/¬g|m](p) =


X1 ∪X2 if p = m
X1 if p = g
X1 ∪X3 if p = S
vO(p) otherwise.

If we then rename m and g to their negations we get

vO[g/¬g|m][g/¬g][m/¬m](p) =


X3 if p = m
X2 ∪X3 if p = g
X1 ∪X3 if p = S
vO(p) otherwise.

Subsequently renaming m and g to each other gives

vO[g/¬g|m][g/¬g][m/¬m][g/m](p) =


X2 ∪X3 if p = m
X3 if p = g
X1 ∪X3 if p = S
vO(p) otherwise,

so vO[X1/X3][g/¬g|m] = vO[g/¬g|m][g/¬g][m/¬m][g/m].

By Invariance under outcome renaming it holds that (MO[X1/X3], wO,Ψ,
g → m) ∈ G, and then by the Invariance under act renaming desideratum that
(MO[X1/X3][g/¬g|m], wO,Ψ[g/¬g|m], g → m) ∈ G. This implies that MO[X1/X3]
[g/¬g|m], wO |= Ψ[g/¬g|m] so in particular MO[X1/X3][g/¬g|m], wO |= O(¬g).

However, by the Invariance under act renaming desideratum it also holds that

(MO[g/¬g|m], wO,Ψ[g/¬g|m], g → m) ∈ G.

So MO[g/¬g|m], wO |= Ψ[g/¬g|m] and in particular MO[g/¬g|m], wO 6|= O(m). By
repeated application of Invariance under propositional renaming it can then
be seen that MO[g/¬g|m][g/¬g][m/¬m][g/m], wO 6|= O(m)[g/¬g][m/¬m][g/m] so
MO[g/¬g|m][g/¬g][m/¬m][g/m], wO 6|= O(¬g).

But MO[X1/X3][g/¬g|m] =MO[g/¬g|m][g/¬g][m/¬m][g/m], and O(¬g) cannot
be both true and false. The assumption that X1 and X3 have the same value for S
must therefore be false.
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MO

X1 : m,¬g,S X2 : m, g,¬S X3 : ¬m,¬g, S
MO

X1 : m,¬g, S X2 : m, g,¬S X3 : ¬m,¬g,S

X1 : ¬m,¬g,S X2 : m, g,¬S X3 : m,¬g, S
MO[X1/X3]

X1 : m, g,S X2 : m,¬g,¬S X3 : ¬m,¬g,S
MO[g/¬g|m]

X1 : ¬m,¬g,S X2 : m,¬g,¬S X3 : m,g, S
MO[X1/X3][g/¬g|m]

X1 : ¬m,¬g, S X2 : ¬m, g,¬S X3 : m, g,S
MO[g/¬g|m][g/¬g][m/¬m]

X1 : ¬m,¬g, S X2 : m,¬g,¬S X3 : m, g,S
MO[g/¬g|m][g/¬g][m/¬m][g/m]
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Figure 5.2: If X1 and X3 have the same value for S, then interchanging X1 and X3

followed by changing the meaning of g to murdering un-gently has the same result as
first changing the meaning of g to murdering un-gently, then renaming m and g to
their negations and finally renaming m and g to each other.

Finally, suppose X2 and X3 have the same value for S. Then first interchanging
X2 and X3 and then renaming m and g to each other has the same result as renaming
m and g to their negations. That is, MO[X2/X3][m/g] =MO[g/¬g][m/¬m].

Example 5.3. As a concrete example consider the case where S holds on X2 and X3 but
not on X1, see Figure 5.3. Then vO(m) = X1∪X2, vO(g) = X2 and vO(S) = X2∪X3.
Interchanging X2 and X3 we get

vO[X2/X3](p) =


X1 ∪X3 if p = m
X3 if p = g
X2 ∪X3 if p = S
vO(p) otherwise.

Subsequently renaming m and g to each other gives

vO[X2/X3][m/g](p) =


X3 if p = m
X1 ∪X3 if p = g
X2 ∪X3 if p = S
vO(p) otherwise.

If on the other hand we start at vO and rename m and g to their negations we get

vO[g/¬g][m/¬m](p) =


X3 if p = m
X1 ∪X3 if p = g
X2 ∪X3 if p = S
vO(p) otherwise,

so vO[X2/X3][m/g] = vO[g/¬g][m/¬m].
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MO

X1 : m,¬g,¬S X2 : m, g,S X3 : ¬m,¬g, S
MO

X1 : m,¬g,¬S X2 : m,g, S X3 : ¬m,¬g,S

X1 : m,¬g,¬S X2 : ¬m,¬g, S X3 : m,g, S
MO[X2/X3]

X1 : ¬m, g,¬S X2 : ¬m,¬g,S X3 : m, g,S
MO[g/¬g][m/¬m]

X1 : ¬m, g,¬S X2 : ¬m,¬g, S X3 : m,g, S
MO[X2/X3][m/g]
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Figure 5.3: If X2 and X3 have the same value for S then interchanging X1 and X3

followed by renaming m and g to each other has the same result as renaming m and
g to their negations.

By Invariance under outcome renaming it holds that (MO[X2/X3], wO,Ψ,
m → g) ∈ G. This implies that MO[X2/X3], wO |= Ψ so in particular we have
MO[X2/X3], wO |= O(¬g). By the Invariance under propositional renaming
desideratum it then holds that MO[X2/X3][m/g], wO |= O(¬g)[m/g] and therefore
MO[X2/X3][m/g], wO |= O(¬m).

However, (MO, wO,Ψ,m→ g) ∈ G soMO, wO |= Ψ and in particularMO, wO 6|=
O(m). This implies MO[g/¬g][m/¬m], wO 6|= O(m)[g/¬g][m/¬m] by Invariance
under propositional renaming, so MO[g/¬g][m/¬m], wO 6|= O(¬m).

But MO[X2/X3][m/g] =MO[g/¬g][m/¬m] and O(¬m) cannot be both true and
false. The assumption that X2 and X3 have the same value for S must therefore be
false.

We have obtained the results that X1 and X2 cannot have the same value for S,
that X1 and X3 cannot have the same value for S and that X2 and X3 cannot have
the same value for S. This cannot happen since there are only two possible values
for S. The assumption that there are a logic (Φ,M, |=), class G of tuples, model
MO = (WO, RO, vO) ∈ M and world wO ∈ WO such that (MO, wO,Ψ, g → m) ∈
G and desiderata 5.1 to 5.5 are satisfied must therefore be false, which proves the
theorem.

5.6 Relaxing the Desiderata

Having established that we cannot find semantics that faithfully model the gentle
murder scenario and satisfy all the desiderata, it seems worthwhile to consider what
happens if we drop one of the desiderata. Dropping any of the desiderata allows us to
faithfully model the gentle murder scenario while satisfying the remaining desiderata,
although for most of the desiderata the logic in question is not very useful.

Dropping Invariance under Propositional Renaming

If we drop the Invariance under propositional renaming desideratum, we can
model the gentle murder scenario by giving special treatment to m, letting O(¬m)
and ¬O(m) always be true and using S only to determine the moral value of g. The
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semantics for O(ϕ|m) could then for example be M, w |= O(ϕ|m) ⇔M |= ¬ϕ → S.
Such a logic does not seem very useful though: instead of having the obligations in the
gentle murder scenario (and other CTDOs) follow “organically” from the semantics of
the logic we would have to “hard-code” all relevant obligations.

Dropping Determinacy of Sanction

If we drop the Determinacy of sanction desideratum we can model the gentle
murder scenario by having S true on all m and ¬g worlds, false on all ¬m worlds and
true on some but not all m and g worlds. Effectively this creates a third degree of
badness in between ‘always S’ and ‘never S’.

This solution does not, however, generalize to situations where more than three
degrees of badness are needed such as situations with multiple mitigating factors. In
order to create more than three degrees of badness we would have to give relevance
to exactly how often S holds. Such logics have been studied, for example in [van der
Hoek and Meyer, 1992]. We cannot, however, use such a logic without dropping the
Invariance under outcome renaming desideratum as well; that desideratum allows
us to interchange any number of worlds of one outcome with any number of worlds
from another and therefore prevents us from giving relevance to the exact number of
worlds satisfying S.

Dropping Range of Outcomes

Dropping the Range of outcomes desideratum allows us to model the gentle murder
scenario, by using nonexistence of an outcome as a heavier sanction than S. This leads
to a model with two worlds, one with m, g and S and one with ¬m,¬g and ¬S, with
semantics given by M, w |= O(ϕ)⇔M |= ¬ϕ→ S and M, w |= O(ψ|ϕ)⇔ (M, w |=
O(¬ϕ) and M 6|= ¬(ψ ∧ ¬ϕ)).

Under these semantics all the obligations from Ψ are satisfied, but also some obli-
gations one might prefer not to have in a model of the gentle murder scenario such
as O(m|g). The method also doesn’t generalize well to more complicated contrary-to-
duty obligations.

Dropping Invariance under Act Renaming

If we drop the Invariance under act renaming desideratum we can give deontic
relevance to whether we discuss murdering gently or murdering un-gently.

Whether we use g for murdering gently or for murdering un-gently, ¬g will hold in
the ¬m worlds. This ¬g can then be set as the default action, which we can consider
either a pessimistic default or an optimistic default. If it is a pessimistic default the
contrary-to-duty obligation when murdering is to make the default false, if it is an
optimistic default the contrary-to-duty obligation is to make the default true. The
semantics of the pessimistic default could for example be given byM, w |= O(ϕ|ψ)⇔
M |= O(¬ψ) ∧ (¬ψ → ¬ϕ).

This method of setting defaults allows us to faithfully model the gentle murder
scenario and certain generalizations of it, but not every CTD obligation.
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Dropping Invariance under Outcome Renaming

If we drop the Invariance under outcome renaming desideratum we can simply
use the additional structure R of a model M = (W,R, v) to encode obligations, for
example by letting R be a partial order on the worlds.

Contrary-to-duty obligations on models where a preference between the possible
worlds is given by a partial order are well studied, see for example [van der Torre,
1997] for an overview.

Using multiple sanctions

One more way to formalize the gentle murder scenario is to use multiple sanctions
S1,S2, · · · . This would require modifications to the Invariance under propositional
renaming, Determinacy of sanction and Invariance under outcome renaming
desiderata, as the special status of S would have to be extended to all sanctions.

Any number greater than 1 of sanctions would allow us to faithfully represent the
gentle murder scenario while satisfying all (modified) desiderata. A finite number of
sanctions can only model a finite number of different degrees of badness however, and
is therefore incapable of faithfully representing obligations with more than a certain
number of mitigating factors.

Using an infinite number of sanctions would allow us to faithfully model every
CTD obligation but lacks the simplicity that makes sanction semantics so attractive.
In fact, the simplest way to represent arbitrary obligations using an infinite number
of sanctions is probably to use a preference order on the sanctions and let the possible
worlds inherit this order, thus reducing the use of sanctions to the use of a preference
relation on the possible worlds.

5.7 Conclusion

A logic modeling the gentle murder scenario using sanction semantics can be expected
to satisfy the Invariance under propositional renaming, Determinacy of sanc-
tion, Range of outcomes, Invariance under act renaming and Invariance un-
der outcome renaming desiderata. Several such logics exist; examples include SA
of [Bartha, 1993], XSTIT of [Broersen, 2011] and a common semantics for SDL.

It is not possible for a logic to faithfully model the gentle murder scenario while
satisfying all the desiderata. If we drop any one of the desiderata, a logic can be
found that faithfully models the gentle murder scenario while satisfying all remaining
desiderata, although most such logics are not very useful. The exceptions are logics
that use a preference relation on the possible worlds, which satisfies all desiderata
except Invariance under outcome renaming. Several such logics exist, see for
example [van der Torre, 1997, Horty, 2001, Åqvist, 2002], and they seem capable of
faithfully modeling any CTD obligation. These logics can hardly be considered to be
based on sanction semantics, however.



Chapter 6

Generalizing Expressivity

Chapter Summary. In this chapter we look at a number of results that were
presented in [Thomason, 1974, Gasquet and Herzig, 1996, Goranko and Jamroga,
2004, Broersen et al., 2006a,b]. These results are not expressivity results. Yet
they are in some ways very similar to expressivity results.

We therefore generalize the concept of expressivity in such a way that the afore-
mentioned results can be seen as showing that one logic has a greater generalized
expressivity than another.

6.1 Goals and Motivation

This chapter is more speculative than the other chapters in this thesis. As such it
is very important, even more so than in the other chapters, to be clear about my
motivations and about what I want to achieve.

I have been studying expressivity for several years now. During that time I have
proven a number of expressivity results and I have seen the proofs of many more.
But, while looking for expressivity results, I have also encountered several results
[Thomason, 1974, Gasquet and Herzig, 1996, Goranko and Jamroga, 2004, Broersen
et al., 2006a,b] that are very similar to expressivity results but that do not quite satisfy
Definition 1.1.

Much like expressivity results, these “similar” result seem to show that one logic
can say everything that can be said in a different logic. Furthermore, the techniques
used in the proofs of the “similar” results also strongly resemble the techniques that
are typically used in the proofs of expressivity results. This suggests that the “similar”
results may be expressivityg results, for some appropriate generalization expressivityg
of expressivity. My goal in this chapter is to find a definition for expressivityg.

We should note that some humility—epistemic and otherwise—is appropriate here,
for two reasons. Firstly, we are defining expressivityg after the fact, based on existing
examples. There is no guarantee that the authors of these examples had something
like expressivityg in mind. Secondly, the definition of expressivityg requires a lot of
complicated technical details. We could change some of these technical details to
obtain a slightly different concept expressivity′g.

With this humility in mind, the goal of this chapter is to find a reasonable gen-
eralization (as opposed to the generalization) expressivityg of expressivity with the
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property that the results from [Thomason, 1974, Gasquet and Herzig, 1996, Goranko
and Jamroga, 2004, Broersen et al., 2006a,b] can be seen as expressivityg results.

6.2 Generalizing Expressivity

As mentioned in the previous section, our main goal is to find a generalization express-
ivityg of expressivity. Let us start by considering in a bit more detail why we would
want to generalize expressivity. Recall that in Chapter 1 we defined expressivity as
follows.

Definition 1.1. A logic L2 is at least as expressive as a logic L1 if for every formula
ϕ1 of L1 there is an equivalent formula ϕ2 of L2.

Also recall that “equivalent” in this definition means “having the same truth value
on every pointed model”. So ϕ2 must have the property that, for every pointed model
M, w we have M, w |= ϕ1 if and only if M, w |= ϕ2. This means that we cannot
compare the expressivity of two logics if they do not share the same class of models.

There are, however, a number of results in the literature that are very similar to
expressivity results except that they compare two logics that have different classes of
models. These results include [Thomason, 1974, Gasquet and Herzig, 1996, Goranko
and Jamroga, 2004, Broersen et al., 2006a,b]. I consider each of these results inter-
esting and, considering that these papers were published in journals and conference
proceedings, it seems that there are other logicians that also consider them interesting.
Let us therefore say that they are interesting.

If multiple results that follow the same pattern are all interesting it is reasonable
to assume that they are interesting partially because they follow this pattern. Let us
briefly consider a few examples.

Example 6.1. There are many published results that satisfy the following pattern.

1. Semantics for a logic are defined.

2. A proof system is defined.

3. It is shown that a formula is valid according to the semantics if and only if it is
provable in the proof system.

Results satisfying this pattern are usually called “soundness and (weak) completeness
results.”

Example 6.2. There are also a lot of published results that satisfy this pattern:

1. Semantics for a logic L1 are defined.

2. Semantics are defined for a logic L2 that used the same class of models as L1.

3. A function is defined that maps every L1 formula ϕ1 to an L2 formula ϕ2 such
that ϕ1 and ϕ2 are equivalent.

Such results are called “(positive) expressivity results.” In another pattern, step 3 is
replaced by introducing an L1 formula ϕ1 and showing that there is no L2 formula
equivalent to ϕ1. A result following that pattern is a “(negative) expressivity result.”

Let us consider one final example.
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Example 6.3. A lot of results satisfy the following pattern.

1. A logic L is introduced, for which the computational complexity of the satisfia-
bility (or model checking) problem is not yet known.

2. A decision problem with known computational complexity is introduced.

3. A reduction is given that transforms instances of the decision problem with
known complexity into instances of the L satisfiability problem in polynomial
time.

Results satisfying this pattern are a certain type of “computational complexity re-
sults.”

Satisfying a pattern is probably not a necessary condition for a result to be in-
teresting.1 It is not a sufficient condition for a result to be interesting either. After
all, a result that compares two uninteresting logics will generally be uninteresting, re-
gardless of whether it satisfies an interesting pattern. But, all else being equal, results
that satisfy such a pattern will usually be more interesting than results that do not.
As such, the patterns can partially explain why a given result is interesting: an in-
teresting computational complexity result is interesting because it is a computational
complexity result. If the result had been slightly different and only shown that most
(as opposed to all) instances of the decision problem with known complexity can be
reduced to instances of the L problem then the result probably wouldn’t have been
interesting because it would not have been a computational complexity result.

The results that are presented in [Thomason, 1974, Gasquet and Herzig, 1996,
Goranko and Jamroga, 2004, Broersen et al., 2006a,b] are similar to each other and
interesting. This suggests that they are interesting because they satisfy some pattern.
The goal of this chapter is to find this pattern. The results in question are very similar
to expressivity results, in a way that is explained Section 6.4. We will therefore call
the pattern “generalized expressivity”, or expressivityg for short. So, as mentioned at
the start of this section, we are looking for a generalization of expressivity. But we do
not want just any generalization; we want expressivityg to be the generalization that
explains why the results from [Thomason, 1974, Gasquet and Herzig, 1996, Goranko
and Jamroga, 2004, Broersen et al., 2006a,b] are interesting. Considering that we
introduce expressivityg specifically to explain why these results are interesting we call
them the prototypical expressivityg results.

Before defining expressivityg we first need to consider the definition of expressivity
in a bit more detail. Both expressivity and expressivityg are used to compare different
logics. So we should start by defining what a logic is. There are many different ways
to define a logic and it is outside the scope of this thesis to consider all of them. Still,
let us very briefly look at three possibilities.

• A logic is the combination of a set of formulas and a subset of the formulas that
are valid, so a pair (Φ, T ) where T ⊆ Φ.

• A logic is the combination of a set of formulas and an inference relation on the
formulas, so a pair (Φ,`) where `⊆ ℘(Φ)× Φ.

1That is a matter of definition though. If we allow patterns of which there is only one instance
then we could say that every interesting result follows a pattern.
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• A logic is the combination of a set of formulas and semantics. The semantics
consist of a set of (pointed) models and a satisfaction relation between (pointed)
models and formulas, so a logic is a triple (Φ,M, |=) where |=⊆M× Φ.

Note that (Φ,`) is a more detailed description of a logic than (Φ, T ), in the sense that a
logic (Φ,`) uniquely determines a corresponding logic (Φ, T ) = (Φ, {ϕ | ∅ ` ϕ}) while
there is no unique logic (Φ,`) corresponding to a logic (Φ, T ). Likewise, (Φ,M, |=) is a
more detailed description than (Φ,`), because a logic (Φ,M, |=) uniquely determines
a corresponding logic (Φ,`) but for given (Φ,`) there may be multiple corresponding
logics of the form (Φ,M, |=). These three possible ways to define a logic are therefore
three different levels of detail with which we can describe logics.

None of these levels of detail is right or wrong per se; which one is best depends
on the circumstances. If, for example, we wanted to study the properties of proof
systems then we should probably take the first or second option and define a logic to
be a pair (Φ, T ) or a pair (Φ,`). But here we want to study expressivity, not proof
systems. That means we need to talk about equivalence, in the sense of having the
same truth value on every pointed model. So the concepts we need are only available
at the greatest level of detail. We should therefore take the third option: a logic is a
triple (Φ,M, |=).

Definition 6.1 (Logic). A logic L is a triple L = (Φ,M, |=) where Φ is a set of
formulas, M is a class of pointed models and |=⊆M× Φ is a satisfaction relation.

We say thatM is a model if there is some w such that (M, w) ∈M. Furthermore,
w is a world of M if (M, w) ∈M.

We sometimes abuse notation by writingM∈M ifM is a model and w ∈M if w
is a world ofM. Given this definition of a logic we can give a definition of expressivity
that is slightly more precise than Definition 1.1.

Definition 6.2 (Expressivity). Let L1 = (Φ1,M, |=1) and L2 = (Φ2,M, |=2) be logics
that have the same class of models. Then L2 is at least as expressive as L1 if for every
ϕ1 ∈ Φ1 there is a ϕ2 ∈ Φ2 such that for everyM, w ∈M we haveM, w |=1 ϕ1 if and
only if M, w |=2 ϕ2.

6.3 Related Concepts

Before continuing with the generalization of expressivity let us first briefly consider
several concepts that fulfill a role similar to that of expressivity. These concepts
are defineability (see for example [van Benthem, 1984]), conservative translations (see
for example [Feitosa and D’Ottaviano, 2001]) and interpretability (see for example
[Verbrugge, 1993]).

The idea behind expressivity is that a logic L2 is at least as expressive as a logic
L1 if and only if everything that can be said in L1 can also be said in L2. But similar
things hold for the other concepts. Everything that is definable in L1 is defineable in
L2 if and only if everything that can be said in L1 can also be said in L2. There is a
conservative translation from L1 to L2 if and only if everything that can be said in L1

can also be said in L2. The logic L1 can be interpreted in L2 if and only if everything
that can be said in L1 can also be said in L2.

At first glance one would say that the four concepts would have to be equivalent,
since they all hold if and only if everything that can be said in L1 can also be said in
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L2. But they are not equivalent. The reason for this non-equivalence is that the four
concepts are suitable for different definitions of logic. Conservative translations are
the concept suitable for logics (Φ,`). Defineability is the concept suitable for logics
(Φ,K, |=), where K is a class of frames.

The difference between expressivity and interpretability is slightly more difficult to
explain, because they can both be applied to logics of the form (Φ,M, |=). Roughly
speaking, a logic L1 is interpretable in a logic L2 if and only if every model of L2

contains a submodel that is (in some precisely defined sense) a model of L1. This
does not make much sense if the models of L2 are Kripke-style possible world models.
It does however make sense if the models of L2 are universes like the models of set
theory or Peano arithmetic. As such, interpretability tends to be a suitable notion
for mathematical logics whereas expressivity tends to be a suitable notion for modal
logics with Kripke-style models.

The logics that are studied in this thesis are of the type for which expressivity
is the most suitable notion, which is why we will generalize expressivity and not the
other concepts. Some of the ideas we use while generalizing expressivity are, however,
similar to ideas from the other concepts. We will discuss such similarities when we get
to them.

6.4 Similar to Expressivity

In Section 6.1 I stated that the results from [Thomason, 1974, Gasquet and Herzig,
1996, Goranko and Jamroga, 2004, Broersen et al., 2006a,b] are similar to expressivity
results. In this section I explain in which sense these results are similar to expressivity
results.

A logic L2 is at least as expressive as a logic L1 if and only if for every L1 formula
ϕ1 there is an equivalent L2 formula ϕ2. But we can also characterize expressivity by
the existence or non-existence of a certain kind of translation.

Definition 6.3 (Translation). A translation from a logic L1 = (Φ1,M, |=1) to a logic
L2 = (Φ2,M, |=2) is a function t : Φ1 → Φ2.

Definition 6.4 (Truth preserving). A translation t : Φ1 → Φ2 from a logic L1 =
(Φ1,M, |=1) to a logic L2 = (Φ2,M, |=2) is truth preserving if for everyM, w ∈M we
have M, w |= ϕ1 if and only if M, w |= ϕ2.

We can then easily see the following.

Lemma 6.1. Let L1 and L2 be logics with the same class of models. Then L2 is at
least as expressive as L1 if and only if there is a truth preserving translation t from
L1 and L2.

The lemma is not much more than a rephrasing of Definition 6.2. The proof
is therefore left to the reader. The reason for introducing Lemma 6.1 is that this
characterization allows us to see why the results in [Thomason, 1974, Gasquet and
Herzig, 1996, Goranko and Jamroga, 2004, Broersen et al., 2006a,b] are similar to
expressivity results.

Each of these publications is about at least two logics L1 = (Φ1,M1, |=1) and L2 =
(Φ2,M2, |=2) that have different classes of models. Two functions t : Φ1 → Φ2 and
f : M1 →M2 are then introduced, and it is shown that for every M1, w1 ∈M1 and
every ϕ1 ∈ Φ1 we have M1, w1 |=1 ϕ1 if and only if f(M1, w1) |=2 t(ϕ1). Such pairs
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(f, t) strongly resemble truth-preserving translations, so their existence shows that one
logic stands to another in a relation very similar to “being at least as expressive as”.

6.5 The Triviality Problem

A first attempt at generalizing expressivity could therefore be the following.

Definition 6.5 (Translation). A translation from a logic L1 = (Φ1,M1, |=1) to a logic
L2 = (Φ2,M2, |=2) is a pair (t, f) of functions where f : M1 →M2 and t : Φ1 → Φ2.

Definition 6.6 (Truth preserving). A translation from L1 = (Φ1,M1, |=1) to L2 =
(Φ2,M2, |=2) is truth preserving if for every M1, w1 ∈ Φ1 and every ϕ1 ∈ Φ1 we have
M1, w1 |=1 ϕ1 if and only if f(M1, w1) |=2 t(ϕ1).

Based on this generalization of truth preserving translations, we can define a gen-
eralization of expressivity. This generalization is not the expressivityg we are looking
for though, so we will call it expressivityt.

Definition 6.7 (Expressivityt). A logic L2 = (Φ2,M2, |=2) is at least as expressivet
as a logic L1 = (Φ1,M1, |=1) if there is a truth-preserving translation from L1 to L2.

The prototypical translations are all truth-preserving, so they show that one logic
is at least as expressivet as another. Unfortunately, expressivityt is not a very useful
concept: the subscript t stands for “trivial”, since almost every logic is trivially at
least as expressivet as almost every other logic. The problem is that most logics
have a countably infinite number of formulas as well as a countably infinite number
of propositional variables. This allows us to translate every formula of one logic to
a propositional variable of the other logic. Consider the following translation, for
example.

Example 6.4. Let L = (Φ,M, |=) be any logic such that Φ is at most countably
infinite. Furthermore, let Ltm = (Φtm,Mtm, |=tm) be a logic with a countable set
of propositional variables but no connectives whatsoever that is evaluated on models
with possible worlds. So a model of Ltm is a set of possible worlds together with a
valuation.

The first trivial translation from L is the pair (ttm, ftm). Here ttm maps a formula
ϕ ∈ Φ to a propositional variable pϕ. Furthermore, ftm maps models M ∈ M to a
model M′ ∈ Mtm by taking the set of possible worlds from M (stripping away all
other structure of the model) together with the valuation such that v(pϕ) = {w ∈
M | M, w |= ϕ}. This (ttm, ftm) is a truth-preserving translation so Ltm is at least as
expressivet as L.

Clearly this trivial translation should not show that Ltm is at least as “expressive”
as another logics. So expressivityt is not the right generalization of expressivity. This
also means that expressivityt lacks the ability to explain why the prototypical results
are interesting.

The prototypical results are truth preserving translations, but they are not trivial
like the first trivial translation. So in addition to being truth preserving, these trans-
lations satisfy one or more other conditions that the trivial translation does not. In
order to define expressivityg we should find these other conditions.
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6.6 Desiderata for Expressivityg

We are looking for additional constraints X1, · · · , Xn on translations such that L2 is
at least as expressiveg are L1 if and only if there is a translation from L1 to L2 that
is truth preserving and X1, · · · , Xn. But before we can choose such conditions we
must first decide what properties expressivityg should have. Let us call these desired
properties the desiderata for expressivityg.

The first and most important desideratum is that the results from [Thomason,
1974, Gasquet and Herzig, 1996, Goranko and Jamroga, 2004, Broersen et al., 2006a,b]
should be expressivityg results. After all, we want to explain why these results are
interesting by showing that they are expressivityg results.

We first want to introduce all the desiderata for expressivityg so we do not discuss
these translations in detail here. In order to evaluate whether a proposed definition for
expressivityg satisfies this desideratum, we do however need to discuss them in detail.
We therefore fully define these translations in Section 6.7.

Desideratum 6.1 (Prototypical Translations). These translations should show that
their target logic is at least as expressiveg as their source logic:

• The translation from temporal logic to modal logic introduced in [Thomason,
1974].

• The translation from classical (mono-)modal logic to normal (tri-)modal logic
introduced in [Gasquet and Herzig, 1996].

• The translation from Alternating-time Temporal Epistemic Logic (ATEL) to
Alternating-time Temporal Logic (ATL) introduced in [Goranko and Jamroga,
2004].

• The translation from Coalition Logic (CL) to a variant of STIT introduced in
[Broersen et al., 2006a].

• The translation from ATL to a different variant of STIT introduced in [Broersen
et al., 2006b].

The second desideratum is that trivial translations should not show that one logic
is at least as expressiveg as another. Such trivial translations include the first triv-
ial translation defined in the previous section, but let us consider two more trivial
translations.

Example 6.5. Let L = (Φ,M, |=) be any logic such that Φ is at most countably infinite.
Furthermore, let Ltp be a logic with a countable set of propositional variables but no
connectives whatsoever that is evaluated on models that consist only of a valuation.

The second trivial translation from L is the pair (ttp, ftp). Here ttp maps a formula
ϕ ∈ Φ to a propositional variable pϕ. Furthermore, ftp maps pointed models M, w ∈
M to the valuation such that v(pϕ) = 1 if and only if M, w |= ϕ. This (t, f) is a
truth-preserving translation so Ltp is at least as expressivetr as L.

Example 6.6. Let L = (Φ,M, |=) be any logic such that Φ is at most countably
infinite. Furthermore, let Lm be a standard (mono-)modal logic with a countable set
of propositional variables that is evaluated on standard relational models. So a model
of Lm is a triple (W,R, v).

The third trivial translation from L is the pair (tm, fm). Here tm maps a formula
ϕ ∈ Φ to �pϕ where pϕ is a propositional variable. Furthermore, for M ∈ M let W
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be the set of possible worlds of M (stripping away all other structure of the model)
and let R = {(w,w) | w ∈W}.

Then fm maps modelsM∈M to (W,R, v) with the valuation v such that v(pϕ) =
{w ∈ M | M, w |= ϕ}. This (t, f) is a truth-preserving translation so Lm is at least
as expressivetr as L.

Like the first trivial translation, these second and third trivial translations are
clearly not sufficient to show that one logic is at least as “expressive” as another in
any interesting sense.

Desideratum 6.2 (Trivial Translations). The first, second and third trivial trans-
lations do not show that their target logics are at least as expressive as their source
logics.

The third desideratum is that expressivityg should be a generalization of ex-
pressivity. So existing expressivity results should also be expressivityg results. We
could formalize this as the requirement that if t is a truth-preserving translation from
L1 = (Φ2,M, |=2) to L2 = (Φ1,M, |=1), then (t, id) should show that L2 is at least as
expressiveg as L1 (where id is the identity map on M). Such a requirement is slightly
too strong, however. I am not aware of any published truth preserving translation
t : Φ1 → Φ2 that is trivial in the way the three trivial translations are trivial. But
there is no proof that such trivial t do not exist. Only in those cases where t is truth
preserving and non-trivial should we demand that (t, id) count as evidence for L2

being at least as expressive as L1.
Ideally we would characterize the non-trivial truth preserving translations t. That

would be very hard and somewhat outside the scope of this chapter though. Fortu-
nately, a good approximation is available: the non-trivial t are those that have been
published as expressivity results. The desideratum is therefore as follows.

Definition 6.8 (Traditional Translation). Let L1 = (Φ1,M, |=1) and L2 = (Φ2,M, |=2

). A function t : Φ1 → Φ2 is a traditional translation if it is truth preserving and it
has been published as an expressivity result.

Desideratum 6.3 (Traditional Translations). If t is a traditional translation from L1

to L2 then (t, id) shows that L2 is at least as expressiveg as L1.

In addition to the prototypical and traditional translations there is one more class
of translations that should count as evidence for one logic being at least as expressive
as another. This is the class of translations that only change the notation of the logic.
Consider the following example.

Example 6.7. Suppose L1 = (Φ,M1, |=1) and L2 = (Φ,M2, |=2) are both basic modal
logic but that the models of L1 are triple (W,R, v) whereas the models of L2 are triples
(R,W, v). Now let id be the identity map on Φ and let f : M1 → M2 be given by
f(W,R, v) = (R,W, v).

The classes M1 and M2 of models in the example are not identical so, strictly
speaking, we cannot say that L1 and L2 are equally expressive (following the tradi-
tional definition). But it is clear that the difference between the models (W,R, v) and
(R,W, v) is purely notational in nature, so even though we cannot say that L1 and L2

are equally expressive we want to say that L1 and L2 are equally expressive.
Unlike expressivity, expressivityg does allow us to compare logics with different

classes of models. So we can say that the above L1 and L2 are equally expressiveg. This
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is exactly what we will do: if the L1 and L2 are merely notational variants of each other,
then the translation between them should show that the logics are equally expressiveg.
Of course, much like with the trivial and traditional translations, there is no easy
way to characterize exactly those translations that only make notational changes.
We will deal with this by considering a number of clear examples and requiring that
expressivityg works as desired for those examples. Hopefully it will then work for other
notational variants as well. The first of these examples is the translation between
(W,R, v) and (R,W, v) given above, which we will call the first notation changing
translation. That particular notation changing translation is a bijection between the
two classes of models. But we can also find examples that are not surjective or injective.

Example 6.8. Let L3 = (Φ,M3, |=3) and L4 = (Φ,M4, |=4) both be basic modal
logic evaluated on finite models. However, let M3 be the class of all finite Kripke
models (W,R, v) while L4 is the class of all finite Kripke models (W ′, R, v) where
W ′ = {w1, · · · , wn} with n being the number of worlds in the model.

The second notation changing translation is the pair (id, f) where f : M3 → M4

simply renames the worlds of a model (W,R, v) to {w1, · · · , w|W |}. The third notation
changing translation is the pair (id, f ′) where f ′ : M4 →M3 is the inclusion map.

Note that the second notation changing translation is not injective while the third
notation changing translation is not surjective. We could also quite easily define a
notation changing translation that is neither injective nor surjective.

Desideratum 6.4 (Notation Changing Translations). The first, second and third
notation changing translations show that their source logics are at least as expressiveg
as their traget logics.

We then arrive at the final desideratum, which is something of a sanity check. A
logic L2 is supposed to be at least as expressiveg as a logic L1 if and only if everything
that can be said in L1 can also be said in L2. The “everything that can be said in X
can also be said in Y” relation is transitive and reflexive, so expressivityg should also
be transitive and reflexive (and therefore a preorder). Additionally, we should demand
that it is a non-trivial preorder, in the sense that there are logics L2 and L1 such that
L2 is not at least as expressiveg as L1.2

Ideally, expressivityg would be transitive because (t2 ◦ t2, f2 ◦ f1) shows that L3 is
at least as expressiveg as L1 whenever (t1, f1) shows L2 to be at least as expressiveg
as L1 and (t2, f2) shows L3 to be at least as expressiveg as L2, and reflexive because
(id, id) shows that L is as expressiveg as itself. The desideratum does not require this
to be the case, but it will turn out to be true nonetheless.

Desideratum 6.5 (Non-trivial Preorder). If L3 is at least as expressiveg as L2 and L2

is at least as expressiveg as L1 then L3 is at least as expressiveg as L1. Furthermore,
every logic is at least as expressiveg as itself. Finally, there are logics L,L′ such that
L is not at least as expressive as L′.

If we can define a concept of expressivityg that satisfies all of these desiderata,
then I am confident that this expressivityg can explain why the prototypical results
are interesting.

2Note that the non-triviality of expressivityg does not follow immediately from Desideratum 6.2.
That desideratum demands that the trivial translations do not show one logic to be at least as
expressiveg as another. But in theory there could be other, nontrivial, translations between the same
logics.
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6.7 Existing Translations

Desideratum 6.1 given above states that five specific translations should prove that one
logic is more expressiveg than another, because these translations should be seen as
prototypical examples of expressivityg results. Recall that the translations in question
are the following.

• The translation from temporal logic to modal logic introduced in [Thomason,
1974].

• The translation from classical (mono-)modal logic to normal (tri-)modal logic
introduced in [Gasquet and Herzig, 1996].

• The translation from Alternating-time Temporal Epistemic Logic (ATEL) to
Alternating-time Temporal Logic (ATL) introduced in [Goranko and Jamroga,
2004].

• The translation from Coalition Logic (CL) to a variant of STIT introduced in
[Broersen et al., 2006a].

• The translation from ATL to a different variant of STIT introduced in [Broersen
et al., 2006b].

In order to see whether a proposed definition of expressivityg satisfies Desideratum
6.1 we need to consider these translations in some detail. In this section we therefore
give a short introduction to the translations.

Most of the logics in question were introduced long before the translation between
them. In some cases there are significant differences between the definition of a logic
as given by the publication in which it was introduced and the definition of the logic
as given by the publication in which the translation was introduced. Here we define
the logics the same way (modulo some notation) as in the publication in which the
translation was introduced.

Recall that we abuse notation by writing M ∈ M and w ∈ M when M, w ∈ M.
This allows us to be significantly more concise when introducing the model translations
f : M1 →M2.

6.7.1 Embedding Temporal Logic in Modal Logic

In [Thomason, 1974] a translation is introduced from Temporal Logic to Modal Logic.
Modulo some notation3 the logics are defined in [Thomason, 1974] as follows.

Definition 6.9 (Temporal Logic). Temporal logic Lt is the triple (Φt,Mt, |=). Here
Φt is given recursively by

ϕ ::= p | ¬ϕ | (ϕ ∨ ϕ) | Pϕ | Fϕ

with p ranging over a countable set P of propositional variables. We use ∧, →, ↔,>
and ⊥ in the usual way as abbreviations.

Furthermore, Mt is the class of triplesM = (W,<, v) where W is a set of possible
worlds, <⊆W ×W is a binary relation on W and v : P → ℘W is a valuation. Finally,
|= is given recursively by

3Note that we can ignore notational differences thanks to the fact that we require expressivityg to
be transitive and to allow notation changing translations.



6.7. EXISTING TRANSLATIONS 93

M, w |= p ⇔ w ∈ v(p) for p ∈ P,
M, w |= ¬ϕ ⇔ M, w 6|= ϕ,
M, w |= ϕ1 ∨ ϕ2 ⇔ M, w |= ϕ1 or M, w |= ϕ2,
M, w |= Pϕ ⇔ M, w′ |= ϕ for some w′ ∈W such that w′ < w,
M, w |= Fϕ ⇔ M, w′ |= ϕ for some w′ ∈W such that w < w′.

In the definitions of the other logics in this chapter, we omit the obvious clauses
in the definition of |= and only mention the relevant ones—usually the ones for the
modal operators.

Note that we have not put any restrictions on < of the type one would expect of
a temporal logic. In particular, < need not be a strict partial order.4

Definition 6.10 (Modal Logic). Modal Logic Lm is the triple (Φm,Mm, |=). Here
Φm is given by

ϕ ::= p | ¬ϕ | (ϕ ∨ ϕ) | ♦ϕ
with p ranging over a countable set P of propositional variables. We use ∧,→,↔,>,⊥
and � in the usual way as abbreviations.

Furthermore, Mm is the class of triplesM = (W,R, v) where W is a set of possible
worlds, R ⊆W ×W is a binary relation on W and v : P → ℘W is a valuation. Finally,
the relevant clause of |= is given by

M, w |= ♦ϕ ⇔ M, w′ |= ϕ for some w′ ∈W such that (w,w′) ∈ R.

Before giving the translation from Lt to Lm, let us first give names to a few
formulas. Fix some p ∈ P and let

ψ0 = �(p ∧ ¬p)
ψ1 = ♦ψ0

ψ2 = ¬ψ0 ∧ ¬ψ1

As one final thing before considering the translation, let us define the disjoint union of
a set Q with itself by Q]Q := Q×{+}∪Q×{−}. We denote elements (q,+) ∈ Q]Q
by q+ and (q,−) ∈ Q]Q by q−. Now let us look at the translation between the logics.

Definition 6.11 (Translation from Lt to Lm). The model translation f : Mt →Mm

is given by f(W,<, v) = (W ′, R, v′), where

W ′ = W ]W ∪ {w0},
R = {(w+, w−), (w−, w+), (w+, w0) | w ∈W}

∪ {(w+
1 , w

+
2 ), (w−2 , w

−
1 ) | w1 < w2},

v′(p) = {w+, w− | w ∈ v(p)}.

The formula translation t : Φt → Φm is given by

t(p) = ψ1 ∧ p
t(¬ϕ) = ψ1 ∧ ¬t(ϕ)

t(ϕ1 ∨ ϕ2) = t(ϕ1) ∨ t(ϕ2)

t(Fϕ) = ψ1 ∧ ♦t(ϕ)

t(Pϕ) = ψ1 ∧ ♦(ψ2 ∧ ♦(ψ2 ∧ ♦t(ϕ))).

4As a result of the lack of restrictions on <, the two logics actually use the same class of models
(modulo notation). The translation still doesn’t show that Lm is at least as expressive as Lt according
to Definition 1.1 though, as the model translation is not the identity map.
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(a) M.

- worlds

+ worlds

w0

(b) M′

Figure 6.1: A simple Lt model M and its Lm translation M′ = f(M).

w′
ϕ

w

(a) M.

w′− w−

w′+
t(ϕ)

w+

(b) M′

Figure 6.2: Evaluation of Pϕ on M, w and t(Pϕ) on M′, w+. Arrows that are not
immediately relevant are drawn dashed an in gray.

This translation is truth-preserving.

Lemma 6.2. For every M∈Mt, every w ∈M and every ϕ ∈ Φt we have M, w |= ϕ
if and only if f(M), w+ |= t(ϕ).

Sketch of proof. Instead of a full proof let us consider an example that shows quite
clearly why the translation works. Let M = (W,<, v) be a very simple model with
three linearly ordered worlds, see Figure 6.1a.

The translated model f(M) = M′ shown in Figure 6.1b consists of three parts.
First, there are the + worlds, which are a copy of (W,<, v). Secondly, there are the −
worlds, which are a copy of (W,<−1, v). Finally there is a single world w0 that allows
us to tell + and − worlds apart.

The world w0 is the only one that has no outgoing arrows, so it is the only world
satisfying ψ0. This means that the + worlds, being the ones that can access w0 are
the ψ1 worlds, leaving the − worlds as the ψ2 worlds.

For propositional variables as well as the connectives ¬,∨ and F, the translation t
only adds a few ψ1 clauses. This means that in the evaluation of a formula containing
no P clauses we remain in the + part of the model. The + part is a copy of (W,<, v),
so the truth of such formulas is preserved.

Let us then consider a formula of the form Pϕ. Suppose we evaluate this formula
in the rightmost world w and that the leftmost world w′ satisfies ϕ, see Figure 6.2.
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The P operator acts like a ♦ but on the relation <−1, so from the fact that w′ < w it
follows that M, w |= Pϕ.

Now let us look at what happens if we evaluate t(Pϕ) = ψ1∧♦(ψ2∧♦(ψ2∧♦t(ϕ)))
onM′, w+. We haveM′, w+ |= ψ1 so we do not have to worry about the first conjunct
ψ1. So we get to the second conjunct, which starts with a ♦. We therefore have to
take one of the arrows out of w+. This arrow should end in a world satisfying (among
others) ψ2, so it should end in a − world. The only − world accessible from w+ is
w−, so we go to w−.

The question is then, do we have M, w− |= ψ2 ∧ ♦(ψ2 ∧ ♦t(ϕ))? We do have
M, w− |= ψ2 so we can focus on the second conjunct. So we should once again go to
a different world, and once again this world should satisfy ψ2. This means we should
stay in the − part. The relation in the minus part is a copy of <−1, so we can go to
w′− because w′ < w.

Let us then evaluate M, w′− |= ψ2 ∧ ♦t(ϕ). Every translated formula t(ϕ) starts
with a ψ1 conjunct, so we should let the ♦ take us to a + world. The only + world
accessible from w′− is w′+, so let’s go there. And we have M, w′+ |= t(ϕ).

It should be clear that the example can be generalized to all models, and that
for all M, w and ϕ we have M, w |= Pϕ if and only if f(M), w+ |= t(Pϕ). So the
translation is truth preserving.

The translation (t, f) from Lt to Lm should count as showing that modal logic is
at least as expressiveg as temporal logic. In fact nothing in the construction depends
on the fact that the relation for P is the inverse of the relation for F. So we can easily
construct very similar translations from any bi-modal logic to a mono-modal logic, and
even from any n-modal logic to mono-modal logic. So if we accept that the translation
given above shows that Lm is at least as expressiveg as Lt, we should also accept that
Lm is at least as expressiveg as any basic multi-modal logic with a finite number of
modalities.

6.7.2 Embedding Classical Modal Logic in Normal Modal Logic

Another translation that should count as showing that a logic is at least as expressiveg
as another is the one by [Gasquet and Herzig, 1996], which shows that classical
(mono-)modal logic can be embedded in normal (tri-)modal logic.

Again modulo some notation these two logics are defined as follows.

Definition 6.12 (Classical modal logic). Classical (mono-)modal logic Lcm is the
triple (Φcm,Mcm, |=). Here Φcm is given recursively by

ϕ ::= p | ¬ϕ | (ϕ ∨ ϕ) | �ϕ

with p ranging over a countable set P of propositional variables. We use ∧,→,↔,>,⊥
and ♦ in the usual way as abbreviations.

Furthermore, Mcm is the class of triplesM = (W,N, v) where W is a set of possible
worlds, N : W → ℘℘W is a neighborhood function that assigns to each world a set
of sets of worlds called a neighborhood and v : P → ℘W is a valuation. Finally, the
important clause of |= is given by

M, w |= �ϕ ⇔ ∃S ∈ N(w) such that M, w′ |= ϕ for all w′ ∈ S
and M, w′′ 6|= ϕ for all w′′ ∈W \ S.
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Definition 6.13 (Normal tri-modal logic). Normal (tri-)modal logic Ln is the triple
(Φn,Mn, |=). Here Φn is given recursively by

ϕ ::= p | ¬ϕ | (ϕ ∨ ϕ) | �1ϕ | �2ϕ | �3ϕ

with p ranging over a countable set P of propositional variables. We use ∧,→,↔,>,⊥
and ♦i in the usual way as abbreviations.

Furthermore, Mn is the class of tuplesM = (W,R1, R2, R3, v), where W is a set of
possible worlds, Ri ⊆W ×W is an accessibility relation for 1 ≤ i ≤ 3 and v : P → ℘W
is a valuation. Finally, the important clause of |= is given by

M, w |= �iϕ ⇔ M, w′ |= ϕ for all w′ such that (w,w′) ∈ Ri

for 1 ≤ i ≤ 3.

The translation is by letting the worlds ofM′ = f(M) be the worlds ofM together
with the sets of worlds of M. The three modal operators �1,�2,�3 can then encode
a set of worlds being in the neighborhood of a world, a world being in a set of worlds
and a world not being in a set of worlds respectively.

Definition 6.14 (Translation from Lcm to Ln). The model translation f : Mcm →Mn

is given by
f(W,N, v) = (W ′, R1, R2, R3, v

′)

where

W ′ = W ∪ ℘W,
R1 = {(w, S) | w ∈W,S ∈ ℘W,S ∈ N(w)}
R2 = {(S,w) | S ∈ ℘W,w ∈W,w ∈ S}
R3 = {(S,w) | S ∈ ℘W,w ∈W,w 6∈ S}

v′(p) = v(p).

The formula translation t : Φcm → Φn is given by

t(p) = p

t(¬ϕ) = ¬t(ϕ)

t(ϕ1 ∨ ϕ2) = t(ϕ1) ∨ t(ϕ2)

t(�ϕ) = ♦1(�2t(ϕ) ∧�3¬t(ϕ))

This translation is also truth preserving.

Lemma 6.3. For every M ∈ Mcm, every w ∈ M and every ϕ ∈ Φcm we have
M, w |= ϕ if and only if f(M), w |= t(ϕ).

Sketch of proof. Fix any M ∈Mcm, w ∈ M and ϕ ∈ Φcm. It should be immediately
clear that (t, f) is truth-preserving for operators other than �. So let us focus on the
translation of formulas of the form �ϕ.

Recall that M, w |= �ϕ if and only if there is an S ∈ N(w) such that M, w′ |= ϕ
for all w′ ∈ S and M, w′′ 6|= ϕ for all w′′ ∈W \ S.

The relation R1 connects w to all sets S that are in N(w). So M, w |= �ϕ if and
only if there is an S ∈ W ′ such that (w, S) ∈ R1, M, w′ |= ϕ for all w′ ∈ S and
M, w′′ 6|= ϕ for all w′′ ∈W \ S.
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The relations R2 and R3 connect S to those worlds that are in S and those worlds
that are not in S, respectively. So M, w |= �ϕ if and only if there is an S ∈W ′ such
that (w, S) ∈ R1 and for every w′, w′′ ∈ W ′ if (S,w′) ∈ R2 then M, w′ |= ϕ and if
(S,w′′) ∈ R3 then M, w′′ 6|= ϕ.

But that condition is equivalent to f(M), w |= ♦1(�2t(ϕ) ∧ �3¬t(ϕ)), so to
f(M), w |= t(�ϕ).

This translation should count as evidence for Ln being at least as expressiveg as
Lcm. And of course by the result in the previous subsection, we should then also say
that Lm is at least as expressiveg as Lcm.

6.7.3 Embedding ATEL in ATL

The third existing translation that should count as showing that one logic is at least
as expressiveg as another is the translation from Alternating-time Temporal Epistemic
Logic to Alternating-time Temporal Logic given in [Goranko and Jamroga, 2004]. Let
us once again start with the definitions of the logics in question. It is convenient to
start with the simpler logic ATL and introduce ATEL after that, so that is what we
will do. The definitions given here require the set of worlds of every model to be finite.
This is not strictly necessary, but doing so simplifies the translation a lot.

Definition 6.15 (ATL). Alternating-time Temporal Logic (ATL) is the logic LATL =
(ΦATL,MATL, |=). Here ΦATL is given by

ϕ ::= p | ¬ϕ | (ϕ ∨ ϕ) | 〈〈A〉〉Xϕ | 〈〈A〉〉Gϕ | 〈〈A〉〉(ϕUϕ)

with p ranging over a countable set P of propositional variables, a ranging over a finite
set A = {a1, · · · , ak} of agents and A ranging over ℘A. We use ∧,→,↔,>,⊥,

∧
and∨

in the usual way as abbreviations.

Furthermore, MATL is the class of tuples M = (W,Σ, o, v), where W is a finite
set of possible worlds, Σ : W × A → N is a function that returns the number of
choices available to an agent at a world, o : W ×Nk →W is an outcome function and
v : P → ℘W is a valuation.

A choice for a set A of agents is a function cA : W ×A→ N with the property that
for all w ∈ W and a ∈ A we have cA(w, a) ≤ Σ(w, a). A completion of a choice cA is
a choice cA for the entire set of agents that is equal to cA when restricted to W × A.
The set of all choices for A is denoted CA.

A strategy for a set A of agents is a function sA : W+ → CA that assigns to each
finite sequence of worlds a choice for A. A completion of a strategy sA is a strategy
sA such that for each finite sequence w+ ∈W+ the choice sA(w+) is a completion of
the choice sA(w+).

The outcome O(w, cA) of a choice cA in a world w is the world o(w, cA(w, a1),
· · · , cA(w, ak)). The computation Ω(w0, sA) associated with a world w0 and a strategy
sA is the unique sequence (w0, w1, w2, · · · ) such that for each i ∈ N we have wi+1 =
O(wi, sA(w0, · · · , wi)).

Finally the important clauses of |= are given by
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M, w |= 〈〈A〉〉Xϕ ⇔ there is a choice cA such that for every
completion cA of cA we have M, O(w, cA) |= ϕ,

M, w |= 〈〈A〉〉Gϕ ⇔ there is a strategy sA such that for every
completion sA of sA we have M, w′ |= ϕ
for every w′ in Ω(w, sA),

M, w |= 〈〈A〉〉ϕ1Uϕ2 ⇔ there is a strategy sA such that for every
completion sA of sA there is some
wi ∈ Ω(w, sA) = (w0, w1, · · · ) with the
property that M, wj |= ϕ1 for all wj
with j < i and M, wi |= ϕ2.

These semantics are unfortunately a bit complicated, but they can be made clearer
by mentioning the intuition behind them. We haveM, w |= 〈〈A〉〉Xϕ iff there is some
choice for the group A that guarantees that no matter the choice of A \ A, the next
world will satisfy ϕ.

We have M, w |= 〈〈A〉〉Gϕ iff there is a strategy for the group A that guarantees
that no matter the strategy of A\A, all worlds that will ever be reached in the future
will satisfy ϕ.5

We haveM, w |= 〈〈A〉〉ϕ1Uϕ2 iff there is a strategy for the group A that guarantees
that no matter the strategy of A \A there will be some world in the future where ϕ2

holds, and ϕ1 will hold in every world up to that ϕ2 world.6

With ATL introduced let us consider ATEL.

Definition 6.16 (ATEL). Alternating-time Temporal Logic (ATEL) is the logic
LATEL = (ΦATEL,MATEL, |=). Here ΦATEL is given by

ϕ ::= p | ¬ϕ | (ϕ ∨ ϕ) | 〈〈A〉〉Xϕ | 〈〈A〉〉Gϕ | 〈〈A〉〉(ϕUϕ) | Kaϕ | CAϕ | DAϕ

with p ranging over a countable set P of propositional variables, a ranging over a finite
set A = {a1, · · · , ak} of agents and A ranges over ℘A. We use ∧,→,↔,>,⊥,

∧
and∨

in the usual way as abbreviations. Furthermore, we use EAϕ as an abbreviation for∧
a∈AKaϕ.

Furthermore, MATEL is the class of tuplesM = (W,Σ, o, R, v), where (W,Σ, o, v) ∈
MATL and R : A → ℘(W ×W ) assigns to each agent an equivalence relation on W .

The semantics for the operators that also exist in LATL are as in LATL. The clauses
of |= for the other operators are given by

M, w |= Kaϕ ⇔ M, w′ |= ϕ for all w′ such that (w,w′) ∈ R(a),
M, w |= CAϕ ⇔ M, w′ |= ϕ for all w′ such that (w,w′) is

in the transitive closure of
⋃
a∈AR(a).

M, w |= DAϕ ⇔ M, w′ |= ϕ for all w′ such that (w,w′) ∈
⋃
a∈AR(a).

Now that we have definitions of the two logics, we can define the translation be-
tween them that was introduced in [Goranko and Jamroga, 2004]. One thing to note
about this translation is that it uses different sets of agents for LATEL and LATL. In
fact, the set of agents we use for LATL is slightly larger than the powerset of the agents
of LATEL. It is therefore important that we take the set of agents to be finite and not,
say, countably infinite.

5Actually, to be slightly more precise, ϕ should hold on the current world as well as all worlds
that will ever be reached in the future.

6Again, the future might include the present, the ϕ2 world might be w itself.



6.7. EXISTING TRANSLATIONS 99

Definition 6.17 (Translation from ATEL to ATL). Let A = {a1, · · · , ak} be the set
of agents in LATEL and let Ae = ℘(A) \ {∅} = {e1, · · · , em}. The set A′ of LATL

agents is then given by A′ = A ∪Ae.
The sets of propositional variables for the two logics can be taken the same, but it

is notationally convenient to take the set of propositional variables of LATEL to be P
and the set of propositional variables of LATL to be P ′ = P ∪ {pe | e ∈ Ae}.

For every e ∈ Ae and every w fix some ordering for those worlds that are accessible
from w for all a ∈ e, so {w′ | (w,w′) ∈

⋂
a∈eR(a)} = {w1, · · · , wn} for some n ∈

N. The model translation f : MATEL → MATL is then given by f(W,Σ, o, R, v) =
(W ′,Σ′, o′, v′) where

W ′ = W ∪ {(w, e) | w ∈W, e ∈ Ae}
Σ′(w, a) = Σ(w, a) for a ∈ A

Σ′((w, e), a) = Σ(w, a) for a ∈ A and e ∈ Ae
Σ′(w, e) = 1 + |{w′ | (w,w′) ∈

⋂
a∈e

R(a)}| for e ∈ Ae

Σ′((w, e′), e) = Σ′(w, e′) for e, e′ ∈ Ae
o′(w, x1, · · · , xk+m) = o(w, x1, · · · , xk) if xj = 0 for all j > k

o′(w, x1, · · · , xk+m) = (wxj , ei) where wxj ∈ {w′ | (w,w′) ∈
⋂
a∈e

R(a)}

if j > k, xj 6= 0 and xl = 0 for all l > j,

o′((w, e′), x1, · · · , xk+m) = o′(w, x1, · · · , xk+m) for e′ ∈ Ae
v′(p) = v(p) ∪ {(w, e) | w ∈ v(p), e ∈ Ae} for p ∈ P
v′(pe) = {(w, e) | w ∈W} for e ∈ Ae

Let act =
∧
e∈Ae ¬pe. The formula translation t : ΦATEL → ΦATL is then given by

t(p) = p for p ∈ P
t(¬ϕ) = ¬t(ϕ)

t(ϕ1 ∨ ϕ2) = t(ϕ1) ∨ t(ϕ2)

t(〈〈A〉〉Xϕ) = 〈〈A ∪ Ae〉〉X(act ∧ t(ϕ))

t(〈〈A〉〉Gϕ) = t(ϕ) ∧ 〈〈A ∪ Ae〉〉X〈〈A ∪ Ae〉〉G(act ∧ t(ϕ))

t(〈〈A〉〉ϕ1Uϕ2) = t(ϕ2) ∨ (t(ϕ1) ∧ 〈〈A ∪ Ae〉〉X
〈〈A ∪ Ae〉〉(act ∧ t(ϕ1))U(act ∧ t(ϕ2)))

t(Kaϕ) = ¬〈〈Ae〉〉X(p{a} ∧ ¬t(ϕ))

t(CAϕ) = ¬〈〈Ae〉〉X〈〈Ae〉〉(
∨
a∈A

p{a})U(¬t(ϕ) ∧
∨
a∈A
{a})

t(DAϕ) = ¬〈〈Ae〉〉X(pA ∧ ¬t(ϕ))

Note that the p{a} in the translations of Kaϕ and CAϕ and the pA in the translation
of DAϕ are propositional variables, as we took P ′ = P ∪ {pe | e ∈ Ae}.

This translation (t, f) is a little more complicated than the other translations
discussed so far. But it is truth-preserving.

Lemma 6.4. For every M ∈ MATEL, every w ∈ M and every ϕ ∈ ΦATEL we have
M, w |= ϕ if and only if f(M), w |= t(ϕ).
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Sketch of Proof. It is not too hard to see why (t, f) is truth-preserving, if we first look
at exactly what the translation actually does.

The intuition behind the translation is as follows. We took A′ to be A ∪Ae. The
A ⊂ A′ remain the agents that do actual actions. The epistemic agents Ae = ℘(A) \∅
on the other hand get to do epistemic actions; an agent e ∈ Ae is (sometimes) allowed
to go from a world w to any world w′ that is accessible from w for every a ∈ e (inM).

This is one of the places where the assumption of finite models comes in handy.
It implies that the set {w′ | (w,w′) ∈

⋂
a ∈ eR(a)} is finite, so we can assign these

worlds the numbers 1, · · · , n for some n. This means we can take the set of choices
for this epistemic agent to be {0, 1, · · · , n} where 0 is a “pass” choice and each other
choice i is a vote for going to world wi.

All agents get to choose their action independently, so we have to assign some kind
of priority system to which agent e can perform an epistemic action or whether the
original agents A ⊂ A′ can perform an actual action. We assign this priority back to
front. We first look at the final agent em. If em makes a choice i 6= 0 then the next
state is wi, but if em chooses 0 we look at the choice for em−1. If em−1 then chooses
i 6= 0 we go to the i-th world that is accessible for em−1 but if it chooses 0 we look
at em−2 and so on. If all epistemic agents pass we ignore them and determine the
outcome by looking at the original outcome function o.

The system as described so far already contains most of the epistemic structure
from M. If we want to translate a formula like DAϕ, we have to look up the i such
that ei = A. The formula DAϕ then holds if and only if whenever ei gets to choose
the next world (so all ej with j > i pass) it is impossible for ei to choose a world
where the translation of ϕ does not hold.

Unfortunately there is a complication. In ATL we cannot express the condition
that ei is the agent that gets to choose a world. This is why we need W ′ = W∪{(w, e) |
w ∈ W, e ∈ Ae}. The worlds w and (w, e) are almost entirely indistinguishable; the
number of choices, the outcomes of the choices and the values of all but one of the
propositional variables are the same. The only difference is that for each copy W×{e},
there is a unique propositional variable pe that holds on those worlds and only on those
worlds.

These extra worlds allow us to express the condition that ei chooses. The trick is
that whenever an epistemic action is taken that should take us to some world w′ we
do not go to w′ but to (w′, ei) where ei is the epistemic agent that chose the world. If
on the other hand all epistemic agents pass, we go to a world w′′ ∈W ⊆W ′.

The condition that ei is the choosing agent then simply means that pei holds in the
next world. In this light let us consider the translations of the epistemic connective
Ka.

We have t(Kaϕ) = ¬〈〈Ae〉〉X(p{a} ∧¬t(ϕ)). Unraveling the meaning of this trans-
lation we get that t(Kaϕ) holds if and only if there is no collective choice for Ae that
guarantees that the next state will be a p{a} ∧ ¬t(ϕ) one. Here the p{a} condition
means that it is the singleton set {a} that actually chose the world. So t(Kaϕ) holds
if and only if there is no world that was accessible for a inM where t(ϕ) holds. So as
long as our translation is truth-preserving for ϕ it is also truth-preserving for Kaϕ.

The translations for the other epistemic connectives work similarly. So let us take
a look at the translations of the non-epistemic connectives. Consider t(〈〈A〉〉Xϕ) =
〈〈A ∪ Ae〉〉X(act ∧ t(ϕ)). Unraveling the meaning of this translation we get that
t(〈〈A〉〉Xϕ) holds if and only if there is a collective choice for A ∪Ae that guarantees
that act ∧ t(ϕ) holds in the next world. But act is an abbreviation for

∧
e∈Ae ¬pe so
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if act holds in the next world, all epistemic agents have to pass. This means that the
next outcome of the choice by A ∪ Ae in M′ will be the same as the outcome of the
choice by A in M. If the translation is truth-preserving for ϕ, this implies that the
translation is also truth-preserving for 〈〈A〉〉Xϕ.

The translations for the other non-epistemic modal connectives work similarly.7

The entire translation is therefore truth-preserving.

This translation is probably not the most elegant one you have ever seen, but it
should count as showing that LATL is at least as expressiveg as LATEL.

6.7.4 Embedding CL in STIT

The final two translations that should count as evidence for one logic being at least
as expressiveg as another are the ones from Coalition Logic (CL) to a variant of STIT
and from ATL to a different variant of STIT introduced in [Broersen et al., 2006a] and
[Broersen et al., 2006b] respectively.

Introducing both translations would require quite a lot of extra definitions. Con-
sidering that the two translations are very similar to each other, we introduce only one
of them here, namely the translation from CL to STIT from [Broersen et al., 2006a].

As usual, let us start with definitions. We already have a definition of ATL so let
us consider the other logics.

Definition 6.18 (CL). Coalition Logic (CL) is the logic LCL = (ΦCL,MCL, |=). Here
ΦCL is given by

ϕ ::= p | ¬ϕ | (ϕ ∨ ϕ) | [A]ϕ

with p ranging over a countable set P of propositional variables and A ranging over
the powerset of a finite set A of agents. We use ∧,→,↔,> and ⊥ in the usual way as
abbreviations.

Furthermore, MCL = MATL. Choices, strategies and outcomes are defined as in
ATL. Finally, the relevant clause of |= is given by

M, w |= [A]ϕ ⇔ M, w |= 〈〈A〉〉Xϕ.

The variant of STIT that is used in [Broersen et al., 2006a] is slightly unusual in
that it uses discrete time and a next operator, unlike most STIT logics. For influential
examples of more usual variants of STIT, see for example [Belnap et al., 2001, Horty,
2001].

Definition 6.19 (STIT). Discrete Seeing to it That Logic (STIT) is the logic LSTIT =
(ΦSTIT,MSTIT, |=). Here ΦSTIT is given by

ϕ ::= p | ¬ϕ | (ϕ ∨ ϕ) | �ϕ | Xϕ | [A cstit]ϕ.

We use ∧,→,↔,>,⊥ and ♦ in the usual way as abbreviations. Furthermore, MSTIT

is the class of tuples M = (W,≤, H,C, v) where

• W is a set of possible worlds,

7There is a small complication in the translations of 〈〈A〉〉Gϕ and 〈〈A〉〉ϕ1Uϕ2. The problem is
that these connectives are reflexive. We cannot require the initial world to satisfy act as we may have
reached it by, say, a Ka move. All other worlds in the computation should satisfy act though, as
the actions in the computation should be non-epistemic. This problem is solved by treating the first
world separately.
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• ≤ is a partial order on W such that

– for every w1, w2 ∈W there is a w3 such that w3 ≤ w1 and w3 ≤ w2,

– for every w1, w2, w3 ∈ W if w1 ≤ w3 and w2 ≤ w3 then either w1 ≤ w2 or
w2 ≤ w1,

– for every w1 ∈W there is at least one w2 ∈W such that w1 ≤ w2, w2 6≤ w1

and for every w3 ∈W if w1 ≤ w3 and w3 ≤ w2 then w1 = w3 or w2 = w3.

• H ⊆ ℘W is the set of maximal sets of linearly ordered worlds,

• C : A ×W → ℘℘H is a function that maps each (a,w) to a partition of {h ∈
H | w ∈ h} with the property that for every {a1, · · · , an} ⊆ A, every w ∈ W
and every S1, · · · , Sn such that Si ∈ C(ai, w) for 1 ≤ i ≤ n the set

⋂
1≤i≤n Si is

nonempty,

• v : P → ℘(W ×H) is a valuation function.

Unlike the other logics where points of pointed models are elements of W , points of
pointed STIT models are pairs w/h where w ∈ W,h ∈ H and w ∈ h. The relevant
clauses of |= are given by

M, w/h |= p ⇔ (w, h) ∈ v(p) for p ∈ P,
M, w/h |= �ϕ ⇔ M, w/h′ |= ϕ for all h′ ∈ H such that w ∈ h′,
M, w/h |= Xϕ ⇔ M, w′/h |= ϕ for the w′ that is the successor

of w in the linearly ordered set h,
M, w/h |= [A cstit]ϕ ⇔ M, w/h′ |= ϕ for all h′ ∈

⋂
a∈A Sa where

Sa ∈ C(a,w) is the element of C(a,w)
that contains h.

There is one further restriction placed on MSTIT in [Broersen et al., 2006a], namely
that if Sa ∈ C(a,w) for each a ∈ A then

⋂
a∈A Sa is not only non-empty but also a

singleton. This means that the transition from one state to the next is deterministic;
given a choice for each agent, there is a unique next state the system is guaranteed to
be in.

This assumption is highly unusual for STIT logics and is not necessary to make
the translation truth-preserving, but it is required to make the translation preserve
validity.

Before defining the translation we need a few more concepts.

Definition 6.20 (CL notation). Let M = (W,Σ, o, v) be a CL model.
The outcome graph G(M) of M is the graph (W,E) where (w1, w2) ∈ E if and

only if there is a choice cA such that O(w1, cA) = w2.
An i-choice function ci,w,a for w ∈W and a ∈ A is a function c{a} : W ×{a} → N

such that c{a}(w, a) = i.
The i-th choice cell S(w, a, i) of w ∈ W and a ∈ A with i ≤ Σ(w, a) is the set of

worlds w′ such that there are an i-choice function ci,w,a and a completion cA of ci,w,a
with w′ = O(w, cA).

Definition 6.21 (Translation from CL to STIT). The function f : MCL →MSTIT is
given by f(W,Σ, o, v) = (W ′,≤, H,C, v′) where

• (W ′,≤) is the tree that is obtained by unraveling G(M),
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• C is the function such that for every a ∈ A and w′ ∈ W ′ we have C(a,w′) =
{{h | h ∩ Sw′,a,0 6= ∅}, · · · , {h | h ∩ Sw′,a,Σ(w′,a) 6= ∅}},8

• v′(p) = {w′/h | w ∈ v(p)}.9

The formula translation t : ΦCL → ΦSTIT is given by

t(p) = �p for p ∈ P
t(¬ϕ) = ¬t(ϕ)

t(ϕ1 ∨ ϕ2) = t(ϕ1) ∨ t(ϕ2)

t([A]ϕ) = ♦[A cstit]Xt(ϕ)

This translation is truth preserving.

Lemma 6.5. For every M ∈ MCL, every w ∈ M and every ϕ ∈ ΦCL we have
M, w |= ϕ if and only if f(M), w |= t(ϕ).

Sketch of proof. The model translation f : MCL →MSTIT copies all structure from a
CL model M to directly corresponding structures in f(M).

Let us fix any M = (W,Σ, o, v) ∈ MCL, any w ∈ M and any ϕ ∈ ΦCL. Let
M′ = (W ′,≤, H,C, v′) = f(M). For ease of notation, let us assume that M is tree-
like, so W = W ′. We can immediately copy v as well; even though v′ is a function
from P to W×H instead of to W , we can just assign the same valuation to all histories
in the same world by taking v′(p) = {w′/h | w ∈ v(p)}.

The structure we then still have to copy fromM toM′ is the choice structure Σ, o.
This choice structure has to be represented in C, of course. The way the two kinds of
models model choices is different: Σ, o uses a function that assigns to each combination
of choices (i1, · · · , ik) an outcome world, whereas C gives each agent a partition of the
histories going through the current world. But this difference in representation is only
superficial.

Given Σ, o we can easily find a corresponding partition of the possible successor
worlds. For every choice j ≤ Σ(w, a) we assign to a a set Sw,a,l of worlds w′ such
that there is some collective choice where a chooses l and w′ is the outcome. The set
{Sw,a,0, · · · , Sw,a,Σ(w,a)} is then a partition of the possible successor worlds. From this
partition of the successor worlds, we can then obtain a partition of the histories through
the current world by selecting those histories that contain some element of Sw,a,j .
This is indeed how we defined C, by taking C(a,w) = {{h | h ∩ Sw,a,0 6= ∅}, · · · , {h |
h∩Sw,a,Σ(w,a) 6= ∅}}. The way we constructed these sets also immediately guarantees
that the intersection of any collective choice is nonempty, and in fact a singleton.

All that remains then is to properly translate formulas of the form [A]ϕ. This
formula holds if and only if there is some collective choice for A that guarantees that
the next state satisfies ϕ. The “there is a collective choice” part can be translated
into STIT as ♦, A guaranteeing something can be translated as [A cstit], something
holding in the next state can be translated as X and, finally, ϕ being this something
can be translated as t(ϕ).

Note the representation of Σ, o by C could also be done the other way around;
given any C (with the extra assumption of determinism) we can find corresponding

8Note that we are abusing notation here by ignoring the difference between G(M) = (W,E) and
the unraveling (W ′,≤) thereof.

9Again, some abuse of notation.



104 CHAPTER 6. GENERALIZING EXPRESSIVITY

Σ, o. So we can translate from deterministic STIT models to CL models. This suggests
that in addition to being truth-preserving the translation is also validity preserving.

And in fact [Broersen et al., 2006a] shows that the translation does indeed pre-
serve validity, as long as we take the extra assumption that every STIT model is
deterministic. If we allow nondeterministic STIT models, the translation does not
preserve validity: in that case [A]p∨ [A]¬p is valid but its translation ♦[A cstit]X�p∨
♦[A cstit]X¬�p is not.

The variant of STIT used in [Broersen et al., 2006b] is more complicated than the
one described above, because it has to be able to simulate the 〈〈A〉〉Gϕ and 〈〈A〉〉ϕ1Uϕ2

operators. In order to do this, the STIT variant in question contains extra connectives
G,U and [A scstit] where [A scstit] acts like [A cstit] except that it quantifies over
strategies instead of single choices. The translation from ATL to this more complicated
variant of STIT given in [Broersen et al., 2006b] is truth-preserving and (assuming
determinism in STIT) validity preserving.

6.8 Conditions on Translations

Now we know what desiderata expressivityg must satisfy in order to fulfill its purpose.
But that does not immediately tell us how to find a definition that satisfies all desider-
ata. In this section we start to look for such a definition by introducing a number of
properties that translations can have.

We want to capture the pattern that the prototypical results have in common and
that makes them interesting. Considering that all these results are truth preserving
translations we should base this pattern on the existence of truth preserving transla-
tions. However, the existence of the trivial translations shows that it is not sufficient
to demand a truth preserving translation. We should therefore put additional con-
straints on the translations between the logics. Our definition of expressivityg then
looks as follows.

A logic L2 = (Φ2,M2, |=2) is at least as expressiveg as a logic L1 =
(Φ1,M1, |=1) if there is a truth preserving translation (t, f) from L1 to
L1 that also has the properties {X1, · · · , Xn}.

The remaining task is to find the additional properties X1, · · · , Xn. In this section
we introduce a number of properties that could possibly be used as such additional
constraints. Unfortunately the conditions that “work” are rather complicated. If
we were to immediately introduce these conditions, they would therefore probably
seem somewhat ad hoc. So instead of only introducing those conditions that are used
in the definition of expressivityg, we introduce several non-chosen conditions that
provide context to the chosen conditions, thereby hopefully explaining why the chosen
conditions are appropriate.

A first and very naive approach would be to let the extra condition on (t, f) be
that they are not equal to one of the trivial translations. But that would be quite
ad hoc, and it would almost certainly leave us with other pairs (t, f) that satisfy the
revised condition but that should not show one logic to be at least as expressiveg as
another.

So instead of explicitly excluding the trivial translations we should come up with
one or more reasonable conditions that exclude the trivial translations among others.
The following conditions all address something that is wrong with the trivial trans-
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lations, and look as if they might even characterize what is wrong with the trivial
translations.

The first two conditions are about tautologies and entailments. Both concepts
are important in logic, and the trivial translations do not preserve them. Let L1 =
(Φ1,M1, |=1) and L2 = (Φ2,M2, |=2) be logics.

Definition 6.22 (Validity preserving). A translation (t, f) from L1 to L2 is validity
preserving if for every ϕ ∈ Φ1 we have that ϕ is valid if and only if t(ϕ) is valid.

Definition 6.23 (Entailment preserving/Conservative). A translation (t, f) from L1

to L2 is entailment preserving (also called conservative) if for every Γ ⊆ Φ1 and ϕ ∈ Φ1

we have that Γ entails ϕ if and only if t(Γ) entails t(ϕ).

Conservative translations have been studied in several publications; notable exam-
ples include [Feitosa and D’Ottaviano, 2001] and [Jeřábek, 2012]. In these publications
they were studied in the context of logics (Φ,`), not (Φ,M, |=), though. For that rea-
son, and because “entailment preserving” fits better in our (very descriptive) naming
scheme for conditions, we will call conservative translations entailment preserving here.

Validity and entailment preserving translations are in some ways very similar to
truth preserving translations, except that they are more appropriate for different kinds
of logic. Recall that we considered three possible definitions for a logic: pairs (Φ, T )
where T ⊆ Φ is a set of tautologies, pairs (Φ,`) where `⊆ ℘(Φ)× Φ is an entailment
relation and triples (Φ,M, |=) where |=⊆M× Φ is a satisfaction relation.

Truth preserving translations are defined with logics (Φ,M, |=) in mind: the main
structure in such a logic is |= and that is exactly what a truth preserving logic preserves.
For logics (Φ, T ) the main structure is T , which is what validity preserving translations
preserve. For logics (Φ,`) the main structure is `, which is preserved by entailment
preserving translations.

The parallels also go further than that. As demonstrated by [Jeřábek, 2012] the
mere fact that a translation is entailment preserving (and therefore also validity pre-
serving) is not sufficient for a translation to be interesting.

The combination of truth preservation and validity preservation or entailment
preservation is more restrictive than either condition on its own, so it is possible
that such a combination of conditions would be sufficient condition for a translation
to be interesting. Unfortunately it turns out not to be a necessary condition; some of
the prototypical translations are neither validity nor entailment preserving10, so the
pattern that unites them all cannot contain either of those requirements.

The third condition we want to consider is related to the conditions of being validity
and entailment preserving, but in a way that is not immediately obvious.

Definition 6.24 (Model invertible). A translation (t, f) from L1 to L2 is model in-
vertible if f is a bijection, and g := f−1 satisfies the following property:

for all (M2, w2) ∈M2 and all ϕ1 ∈ ϕ1 we have g(M2, w2) |=1 ϕ1 if and only if
M2, w2 |=2 t(ϕ1).

This conditions may seem a bit strange at first, but there could be some good
reasons for requiring it. These reasons center around the fact that, instead of pairing
a function t : Φ1 → Φ2 with a function f : M1 →M2, we could have paired t : Φ1 → Φ2

10Specifically, the translations from temporal logic to modal logic and from ATEL to ATL intro-
duced in [Thomason, 1974] and [Goranko and Jamroga, 2004].
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with a function g : M2 →M1. For such (t, g) we can also give a reasonable definition
of truth preservation, namely the one included in the definition above: (t, g) is truth
preserving if for all ϕ1 ∈ Φ1 and all M2, w2 ∈ M2 we have g(M2, w2) |=1 ϕ1 if and
only if M2, w2 |=2 t(ϕ1).

Such pairs (t, g) have advantages as well as disadvantages compared to pairs (t, f).
In particular, (t, f) preserves satisfiability, whereas (t, g) preserves validity. (To see
why this is the case, note that if (t, f) is truth preserving and ϕ1 is satisfiable, say
in M1, w1, then f(M1, w1) |=2 t(ϕ1) so t(ϕ1) is also satisfiable. If on the other
hand (t, g) is truth preserving and ϕ1 is valid then for every M2, w2 ∈ M2 we have
g(M2, w2) |=1 ϕ1 and thereforeM2, w2 |=2 t(ϕ1) so t(ϕ1) is also valid.) The condition
of being model invertible is useful if we want to have our cake and eat it; both (t, f)
and (t, g) have to exist and be truth preserving.

Unfortunately, because the existence of (t, g) implies validity preservation, we al-
ready know that model invertibility is too strong a condition to require for expressi-
vityg, because some of our prototypical translations do not satisfy it.

The first three conditions placed restrictions on the translation (t, f) as a whole; if
a translation (t, f) is validity preserving, entailment preserving or model based, that is
no guarantee that a translation (t, f ′) or (t′, f) has the same property. The following
conditions on the other hand are about only one of the two functions in a translation.
The idea is that f : M1 → M2 should preserve (some of) the structure of M1 while
t : Φ1 → Φ2 should independently preserve (some of) the structure of Φ1. The fourth
condition is about f .

Definition 6.25 (Model based). A translation (t, f) from L1 to L2 is model based if
there are two functions f1 and f2 such that for all (M, w) ∈M1 we have f(M, w) =
(f1(M), f2(M, w)).

The condition of translations being model based is intended to counter one of
the things that is clearly wrong with the second trivial translation, namely that it
translates M, w and M, w′ to completely unrelated models. The first and third triv-
ial translations are model based so this condition cannot by itself characterize the
translations that should count as evidence, but it could perhaps be part of a set of
conditions that characterizes the right translations.11 Note that, as mentioned above,
this condition only restricts f ; if (t, f) is model based then so is (t′, f) for every
t′ : Φ1 → Φ2.

Like the condition of being model based, the following conditions only place re-
strictions on one of the two functions in a translations (t, f). But unlike being model
based, these conditions restrict t: they require t to preserve some of the structure
of Φ1. However, in order for us to require that t preserves the structure of Φ1, we
first have to require that Φ1 has some kind of structure. So far the set Φ in a logic
(Φ,M, |=) could be any set. From this point on, we require that Φ is a compositional
language, generated by some set P of atoms and some set C of connectives.12

Let us start with a rather naive condition.

11Note that we should allow the second function f2 to take both M and w as arguments, as this
allows f2 to map “the same world” in different models to different worlds. After all, two worlds
(M1, w) and (M2, w) have no relation to each other whatsoever, so we shouldn’t require them to be
translated to “the same world”.

12The decision to define a language by a set of propositional variables together with a set of
connectives does show a bias favoring propositional logics over other types of logics. This is mostly
a matter of notation; conditions similar to the following ones could quite easily be defined for other
types of compositional languages.
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Definition 6.26 (Non-atomic). A translation (t, f) from L1 to L2 is non-atomic if
for every non-atomic ϕ ∈ Φ1 the translation t(ϕ) is non-atomic.

The non-atomicity condition is intended to counter one of the things that are clearly
wrong with the trivial translations, namely that they translate complex formulas to
propositional variables. Unfortunately, due to its simplicity, this condition is easily
cheated. For example, even the third trivial translation is non-atomic, because it
translates ϕ to �pϕ instead of just pϕ. So the condition of non-atomicity is not
sufficient for a truth preserving translation to be interesting.

Worse, it is not even a necessary condition for a translation to be interesting. There
are several interesting translations where some (but not all) non-atomic formulas are
translated to an atomic formula. For example, in [Kooi and Renne, 2011] a translation
is given from Arrow Update Logic (LU, see also Chapter 3) to basic modal logic. One of
the clauses in that translation is t([U ]p) = p. This translation is one of the traditional
translations, so the fact that it is not non-atomic shows that non-atomicity is not a
suitable condition for expressivityg.

By taking a slightly more complicated condition we can make it harder, but still
not impossible, to cheat.

Definition 6.27 (Subformula preserving). A translation (t, f) from L1 to L2 is sub-
formula preserving if for every ϕ1, ϕ2 ∈ Φ1, if ϕ1 is a subformula of ϕ2 then t(ϕ1) is
a subformula of t(ϕ2).

The condition of subformula preservation is a stronger variant of being non-atomic
that is harder to cheat. Unfortunately, as mentioned above it can still be cheated. We
could for example take t(�ϕ) = p�ϕ ∧ (⊥ → t(ϕ)). Such a translation would be sub-
formula preserving, but still hardly non-trivial. Additionally, like with non-atomicity,
there are existing interesting translations that are not subformula preserving. The
best known example of an interesting translation that is not subformula preserving is
a translation from public announcement logic to basic modal logic. In that translation
we have, among others, the following two clauses.

t([ψ]�aψ
′) = (t(ψ)→ �a(t(ψ)→ [t(ψ)]t(ψ′)))

t(�aψ
′) = �at(ψ

′).

Note that t(�aψ′) is not a subformula of t([ψ]�aψ′), so the translation is not subfor-
mula preserving.

By refining the concept of subformula preservation we can however get a condition
that is probably sufficient (although not necessary) for a truth preserving translation
to be interesting.

Definition 6.28 (Connective based). Let L1 and L2 be such that Φi (1 ≤ i ≤ 2)
is generated by a set Pi of propositional variables and a set Ci of connectives. For
◦j ∈ Ci let rj be the arity of ◦j .

A translation (t, f) from L1 to L2 is connective based if there is a function t0 :
C1 → C2 such that for all ◦ ∈ C1 with arity r and all ϕ1, · · · , ϕr we have

t(◦(ϕ1, · · · , ϕr)) = t0(◦)(t(ϕ1), · · · , t(ϕr)).

This condition is quite similar—but not equivalent—to the way formulas are trans-
lated in interpretations, see for example [Verbrugge, 1993].13

13Do note that, even if being connective based would have been equivalent to the way interpretations
treat formulas, an interpretation would not have been the same as a connective based truth preserving
translation, because interpretations and truth preserving translations act differently on models.
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The condition of being connective based rules out the trivial translations and it
seems unlikely that it can be cheated like the previous two conditions. So it seems likely
that a translation can be interesting because it is truth preserving and subformula pre-
serving. But unfortunately, while the condition of being connective based disqualifies
the trivial translations, it also disqualifies some of the traditional translations so it is
too strong for our purpose.

For an example of an interesting translation that is not connective based, consider,
once again, these two clauses in the translation from public announcement logic to
basic modal logic:

t([ψ]�aψ
′) = (t(ψ)→ �a(t(ψ)→ [t(ψ)]t(ψ′)))

t(�aψ
′) = �at(ψ

′).

The translation of t([ψ]�aϕ) depends critically on the second connective ¬, whereas
a connective based translation is only allowed to depend on the first connective [·] in
such a way.

If we want to allow translations like the one from public announcement logic to
modal logic, we will have to be a bit more flexible. Instead of requiring that the
translation can be done one connective at a time, we should also allow translation
clauses that tell us how to translate a combination of connectives, such as [·]¬ in the
example. If we allow an infinite number of such clauses, all we are left with is that the
translation should allow a certain kind substitution of propositional variables. Before
formally defining this substitution of variables let us first define some notation that
allows us to use placeholder variables in formulas. We could of course use ϕ and ψ as
variables over formulas, but we prefer to reserve those symbols as meta-variables. So
instead we use {x1, x2, · · · } as placeholder variables.

Definition 6.29 (ΦP
′+X). Let Φ be a set of formulas generated by a set P of proposi-

tional variables and a let C be a set of connectives. Furthermore, let X := {x1, x2, · · · }
be a set such that X ∩ P = ∅ and let P ′ ⊆ P. Then ΦP

′+X is the set of formulas
generated by the set P ′ ∪ {x1, x2, · · · } of propositional variables and the set C of
connectives.

Now we can give a definition of being substitution robust.

Definition 6.30 (Substitution Robust). Let L1 and L2 be such that Φi (1 ≤ i ≤ 2)
is generated by a set Pi of propositional variables and a set Ci of connectives.

A translation (t, f) from L1 to L2 is substitution robust if there is a function

t0 : Φ∅+X1 → ΦP2+X
2 such that for every ϕX ∈ Φ∅+X1 where k is the highest number

such that xk occurs in ϕX and every p1, · · · , pk ∈ P1 we have

t(ϕX [x1 7→ p1, · · · , xk 7→ pk]) = t0(ϕ)[x1 7→ t(p1), · · · , xk 7→ t(pk)]

Here we use the notation xi 7→ pi for the substitution of pi for xi. The idea of
being substitution robust is that we should have something like t(ϕ)[t(p) 7→ t(q)] =
t(ϕ[p 7→ q]). The more complicated definition is necessary to account for the fact that
t(p) might coincidentally occur in t(ϕ) in several places, only some of which should be
replaced by t(q).14

14For example, suppose L2 uses ⊥ as an abbreviation for p∧¬p, and that t satisfies t(¬ϕ) = t(ϕ)→
⊥, t(p) = p and t(q) = q. Then we have t(¬p)[t(p) 7→ t(q)] = q → (q∧¬q) 6= q → (p∧¬p) = t(¬p[p 7→
q]).
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If we only allow a finite number of clauses, we get a very different condition however,
that of being finitely generated. Unfortunately there are a few important but rather
complicated details related to this definition. So instead of providing the full definition
here we give a “definition attempt” that omits a few of the technical details. The full
definition is given in Section 6.10.

Definition Attempt I (Finitely Generated). Let L1 and L2 be such that Φi (1 ≤ i ≤
2) is generated by a set Pi of propositional variables and a finite set Ci of connectives.
A translation (t, f) from L1 to L2 is finitely generated if t can be inductively defined
by a finite number of clauses of the form

t(ϕX) = ψX for (x1, · · · , xk) ∈ Ψ,

where the xi only occur inside the scope of a unary operator t in ψX .

Note that we restrict the definition attempt to logics with a finite set of connectives.
This restriction is important because if a logic has an infinite set of connectives, we
cannot reasonably demand that a finite set of clauses allows us to translate them all.
There are solutions to this problem, but we leave discussion of these solutions for
Section 6.12.

Let us consider an example of a translation that is finitely generated. We return
to what is becoming the running example in this chapter, the translation from public
announcement logic to basic modal logic. But in this case let us consider the full
translation.

t(p) = p for p ∈ PPAL
t(¬ϕ) = ¬t(ϕ)

t(ϕ1 ∧ ϕ2) = t(ϕ1) ∧ t(ϕ2)

t(�aϕ) = �at(ϕ)

t([ϕ]p) = t(ϕ)→ p for p ∈ PPAL
t([ϕ1]¬ϕ2) = t(ϕ1)→ ¬t([ϕ1]ϕ2)

t([ϕ1](ϕ2 ∧ ϕ3)) = t([ϕ1]ϕ2) ∧ t([ϕ1]ϕ3)

t([ϕ1]�aϕ2) = t(ϕ1)→ �at([ϕ1]ϕ2)

t([ϕ1][ϕ2]ϕ3) = t([ϕ1 ∧ [ϕ1]ϕ2]ϕ3)

This translation consists of a finite number of clauses, so it is a finitely generated
translation. In the definition we used a slightly different notation, but we can quite
easily switch between the different notations. For example, the clause t(�aϕ) = �at(ϕ)
could be represented by

t(�ax1) = �at(x1) for x1 ∈ ΦPAL.

Note that ψX = �at(x1) does indeed satisfy the requirement that the variables
xi only occur within the scope of t. The set Ψ allows us to restrict the range of the
variables xi. For example, the clause t([ϕ]p) = t(ϕ)→ p can be represented by

t([x1]x2) = t(x1)→ t(x2) for (x1, x2) ∈ ΦPAL × PPAL.

By requiring that the translation can be inductively defined, the condition of being
finitely generated forces translations to respect (some of) the structure of the formulas
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First trivial translation - - - + - - - - -
Second trivial translation - - - - - - - - -
Third trivial translation - - - + + - - - -
First notation translation + + + + + + + + +
Second notation translation + + - + + + + + +
Third notation translation + + - + + + + + +
Traditional translations + + + + + 0 0 + +
TL to ML - - - + + + + + +
Classical to normal modal logic + + - + + + + + +
ATEL to ATL - - - + + + + + +
CL to STIT + + - + + + + + +
ATL to STIT + + - + + + + + +

Table 6.1: A + indicated that a translation has the relevant property, a - indicates that
a translation does not have a certain property and a 0 indicates that some instances
of a translation have the property and others do not. We are looking for a (set of)
propertie(s) that have a - in the first three rows and a + in the other rows.

of L1. Their complete disrespect for the structure of Φ1 is precisely what sets the trivial
translations apart, so is seems plausible that this condition could characterize the truth
preserving translations that are interesting. Indeed, it turns out that the prototypical,
traditional and notation changing translations are finitely generated whereas the trivial
translations are not.

In Section 6.10 we will consider this condition in more detail and give a formal
definition. But for now the definition attempt given above will suffice.

6.9 Choosing the Right Conditions

We now have a number of desiderata for the definition of expressivityg as well as a num-
ber of conditions that we could place on translations in the definition of expressivityg.
Now we should put these things together and define expressivityg. So let us take a look
at which translations satisfy which conditions. Information like this is best displayed
in table form, so let us look at Table 6.1.

If we want a number of conditions that together characterize the translations that
should count (as showing that one logic is at least as expressive as another), we cannot
choose validity preservation, entailment preservation, model invertibility, subformula
preservation or being connective based; for each of these conditions there are trans-
lations that should count but that do not satisfy the condition. If we want the set
of conditions to disqualify the three trivial translations, we have to include either
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substitution robustness or being finitely generated.
Either substitution robustness or being finitely generated would by itself partition

the translations correctly. But they can also be combined with each other, or with the
conditions of being model based or being non-atomic.

The conditions of non-atomicity, substitution robustness and being finitely gener-
ated all exclude the trivial translations, because those translate complex formulas to
simple ones. As such it seems pointless to require translations to satisfy several of
these conditions.

The condition of being model based on the other hand prevents a completely dif-
ferent problem, namely that different worlds in the same model get translated to
completely different models by the second trivial translation. As such it is not un-
reasonable to require a translation to be model based in addition to being either
substitution robust or finitely generated.

The main question is then which of the two conditions is better, being substitu-
tion robust or being finitely generated. Intuitively, I would say that being finitely
generated is probably a better guarantee of being non-trivial than being substitution
robust. Most reasonable translations seem to be both substitution robust and finitely
generated, but if we look at boundary cases we can come up with a translation that
is substitution robust but not finitely generated.

Example 6.9. Let L1 = (Φ1,M1, |=1) be such that Φ1 is generated by an empty set of
propositional variables and the set {>,¬,∨,�} of connectives, with > nullary, ¬ and
� unary, and ∨ binary.

Let L2 = (Φ2,M2, |=2) be such that Φ2 is generated by a countable set P of
propositional variables and an empty set of connectives.

A translation (t, f) from L1 to L2 where t(ϕ) = pϕ with pϕ ∈ P for each ϕ ∈ Φ1

is substitution robust but not finitely generated.

It seems to me that such a translation should not show that L2 is at least as
expressiveg as L1. Since the translation is substitution robust but not finitely gener-
ated, this means that being finitely generated does indeed seem to be the best choice
of condition. The definition of expressivityg then becomes the following.

Definition 6.31 (Expressivityg). Let L1 = (Φ1,M1, |=1), L2 = (Φ2,M2,|=2) be logics
such that Φi is generated by a set Pi of propositional variables and a finite set Ci of
connectives for i ∈ {1, 2}.

The logic L2 is at least as expressiveg as the logic L1 = (Φ1,M1, |=1) if there is
a translation (t, f) from L1 to L2 that is model based, finitely generated and truth
preserving.

6.10 Formally Defining Finitely Generated

We just decided that being finitely generated is one of the conditions a translation has
to satisfy in order to show that one logic is at least as expressiveg as another. In some
sense the concept of being finitely generated is quite simple; in most cases we “will
know it when we see it”. But unfortunately the fact that we can usually recognize
finitely generated translations is not sufficient to base a definition on. So we need a
formal definition of the concept.

Let us start by considering the example we used when introducing the definition
attempt. We want t to be represented by a finite number of clauses such as the clause
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t([ϕ]¬ψ) = t(ϕ)→ ¬t([ϕ]ψ) that occurs in the translation from Public Announcement
Logic (PAL) to basic modal logic.

Such a clause is intended to be read with implicit universal quantification, so it
holds for every PAL formula ϕ,ψ. In order to represent this quantification we once
again need placeholder variables. Like in Section 6.8 we prefer to use ϕ,ψ as meta-
variables so we use the symbols {x1, x2, · · · }, which we assume to be distinct from any
symbols in L1 and L2. These xi are best treated as special propositional variables for
which we can later substitute formulas. We use Greek letters with superscript X to
denote formulas that contain one or more of these special propositional variables.

This lets us to rephrase the clause given above as t([x1]¬x2) = t(x1)→ ¬t([x1]x2).
But we need a bit more precision in our clauses. Consider for example the following
translation clause, also a part of the translation from PAL to modal logic: t([ϕ]p) = p.
This clause should also be read with universal quantification, but a restricted universal
quantification. The formula ϕ can be any PAL formula, but p must be a propositional
variable. This suggests that we should add the range of the variables xi to our clause.
The two clauses discussed so far could be represented by

t([x1]¬x2) = t(x1)→ ¬t([x1]x2) for (x1, x2) ∈ ΦPAL × ΦPAL

t([x1]x2) = t(x2) for (x1, x2) ∈ ΦPAL × PPAL

The general form for such clauses is the following.

t(ϕX) = ψX for (x1, · · · , xk) ∈ Ψ

The remaining question is then what form ϕX , ψX and Ψ should take. Unfortunately,
it turns out that this is a rather complicated question. So let us start with a simple
approximation to the answer that we can later modify. The main idea of ϕX is that it
should be a formula of L1 with certain subformulas replaced by variables xi. Earlier
we introduced some notation for the use of placeholder variables, but here we need to
use them in a slightly different way. So let us use a new definition.

Definition 6.32 (ΦP
′,C′). Let Φ be a set of formulas generated by a set P of propo-

sitional variables and a set C of connectives. Furthermore, let P ′ be a set and C ′ a
set of connectives. Then ΦP

′,C′ is the set of formulas generated by the set P ∪ P ′ of
propositional variables and the set C ∪ C ′ of connectives.

Furthermore, let X = {x1, x2, · · · }, so ΦX,C
′

is the set of formulas generated by
the set P ∪ {x1, x2, · · · } of propositional variables and the set C ∪ C ′ of connectives.

The extra set C ′ of connectives is not yet useful, but we will need it later. Our
first attempt at determining the form of ϕX is then that we should have ϕX ∈ ΦX,∅1 .
The variables xi should not take values that themselves contain other variables, so we
should take Ψ ⊆ Φk1 . That leaves only the form of ψX to be determined. So let us
take a closer look at the first clause given above,

t([x1]¬x2) = t(x1)→ ¬t([x1]x2) for (x1, x2) ∈ (ΦPAL × ΦPAL).

Here ψX = t(x1)→ ¬t([x1]x2). The first thing to note is that ψX contains subformulas

of the form t(χX), where χX ∈ ΦX,∅1 . But outside of the scope of t we only encounter
connectives from modal logic. The easiest way to represent this is to consider sub-
formulas of the form t(χX) as extra propositional variables. Let us call this set of

variables TC1 , so TC1 :=
{
t(χX) | χX ∈ ΦX,C1

}
. Then we should have ψX ∈ Φ

T∅1 ,∅
2 .
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Remark. We took ψX ∈ ΦT1,∅
2 . This means that variables xi in ψX can only occur

inside the scope of t. This might seem too restrictive. After all, consider the clause
t([ϕ1]p) = t(ϕ1)→ p. We would be tempted to represent this by t([x1]x2) = t(x1)→
x2 for (x1, x2) ∈ Φ1×P1. But this is a temptation we should resist. The propositional
variable p of PAL and the propositional variable p of modal logic may use the same
symbol, but they are different objects. The proper way to represent t([ϕ1]p) = t(ϕ1)→
p is therefore the clause t([x1]x2) = t(x1)→ t(x2) for (x1, x2) ∈ Φ1 × P1.

Note that there is one small problem we have to take care of. The variables xi are
not allowed to occur in ψX outside of the scope of t. But that means we can never
truly reach the base case that grounds the inductive definition. After all, suppose we
want to represent the base case t(p) = p. Then we write a clause t(x1) = ψX for
p ∈ P1. On the one hand, we cannot take ψX = x1, since x1 may not occur outside
the scope of t. But on the other hand, a clause t(x1) = t(x1) is not very helpful.
The solution is to allow a finite number of auxiliary functions s1, · · · , sn : P1 → P2.15

These functions do not have to be defined inductively, but in return they may only
operate on atoms. It is important to be aware that we need not have t(p) = si(p) for
some 1 ≤ i ≤ n. We could for example have a clause t(p) = �s1(p).

So in addition to propositional variables of the form t(ϕX) in ψX we should also
allow propositional variables of the form si(xj). Let S1 := {si(xj) | 1 ≤ i ≤ n, j ∈ N}.
Then instead of requiring that ψX ∈ ΦT1,∅

2 we should require that ψX ∈ Φ
T∅1 ∪S1,∅
2 .

Recall that so far we required that ϕX ∈ ΦX,∅1 , ψX ∈ Φ
T∅1 ∪S1,∅
2 and Ψ ⊆ Φk. This

allows us to represent most finitely generated translations. So far we have only looked
at single clauses in the translation from PAL to modal logic, but now let us consider
the entire translation. Let us assume that PAL uses the connectives ¬,∧,� and [·]
as well as the countably infinite set PPAL of propositional variables while modal logic
uses the connectives ¬,∧,∨,→ and � as well as the countably infinite set PML of
propositional variables. Then the translation is given by

t(p) = p for p ∈ PPAL
t(¬ϕ) = ¬t(ϕ)

t(ϕ1 ∧ ϕ2) = t(ϕ1) ∧ t(ϕ2)

t(�ϕ) = �t(ϕ)

t([ϕ]p) = t(ϕ)→ p for p ∈ PPAL
t([ϕ1]¬ϕ2) = t(ϕ1)→ ¬t([ϕ1]ϕ2)

t([ϕ1](ϕ2 ∧ ϕ3)) = t([ϕ1]ϕ2) ∧ t([ϕ1]ϕ3)

t([ϕ1]�ϕ2) = t(ϕ1)→ �t([ϕ1]ϕ2)

t([ϕ1][ϕ2]ϕ3) = t([ϕ1 ∧ [ϕ1]ϕ2]ϕ3)

15We should allow multiple functions s1, · · · , sn to allow for translations that split a propositional
variable into two parts. For example, t(p) = p+ ∧ �p− could be represented by t(x1) = s1(x1) ∧
�s2(x1) for x1 ∈ P1.
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which we represent as

t(x1) = s1(x1) for x1 ∈ PPAL
t(¬x1) = ¬t(x2) for x1 ∈ ΦPAL

t(x1 ∧ x2) = t(x1) ∧ t(x2) for (x1, x2) ∈ Φ2
PAL

t(�x1) = �t(x1) for x1 ∈ ΦPAL

t([x1]x2) = t(x1)→ t(x2) for (x1, x2) ∈ ΦPAL × PPAL
t([x1]¬x2) = t(x1)→ ¬t([x1]x2) for (x1, x2) ∈ Φ2

PAL

t([x1](x2 ∧ x3)) = t([x1]x2) ∧ t([x1]x3) for (x1, x2, x3) ∈ Φ3
PAL

t([x1]�x2) = t(x1)→ �t([x1]x2) for (x1, x2) ∈ Φ2
PAL

t([x1][x2]x3) = t([x1 ∧ [x1]x2]x3) for (x1, x2, x3) ∈ Φ3
PAL.

This works perfectly fine. But now consider a logic PAL′ that is exactly like PAL
except that it only uses the connectives ¬,� and [·] (so no ∧). PAL′ is a fragment of
PAL so we would like to define a translation t′ from PAL′ to modal logic that is the
restriction of t to PAL′. And ideally we would like to define t′ by that subset of the
clauses of t that can actually occur in PAL′. So we would try to define t′ inductively
by

t′(x1) = s1(x1) for x1 ∈ PPAL′
t′(¬x1) = ¬t′(x2) for x1 ∈ ΦPAL′

t′(�x1) = �t′(x1) for x1 ∈ ΦPAL′

t′([x1]x2) = t′(x1)→ t′(x2) for (x1, x2) ∈ ΦPAL′ × PPAL′
t′([x1]¬x2) = t′(x1)→ ¬t′([x1]x2) for (x1, x2) ∈ Φ2

PAL′

t′([x1]�x2) = t′(x1)→ �t′([x1]x2) for (x1, x2) ∈ Φ2
PAL′

t′([x1][x2]x3) = t′([x1 ∧ [x1]x2]x3) for (x1, x2, x3) ∈ Φ3
PAL′ ,

where we simply removed the clauses for ∧. But now we have a problem, because
[x1 ∧ [x1]x2]x3 6∈ ΦX,∅PAL′ and therefore the final clause is not allowed. We could try to
remove the ∧ connective from the clause, but there is no straightforward way to do
so.

Should we then discard the clause entirely? No, we should not. While it is true
that ∧ is not a connective of PAL′, it is quite harmless to include it in a clause of
the translation t′, as long as we also include the clause t′(x1 ∧ x2) = t′(x1) ∧ t′(x2)
that allows us to remove the connective later. The connective ∧ is simply an auxiliary
symbol that is used during the computation of t′.

This is why, when defining ΦX,C
′

i we allowed an extra set C ′ of connectives in

addition to an extra set of variables. Instead of requiring that ϕX ∈ ΦX,∅1 , we should

require that ϕX ∈ ΦX,C
′

1 for some finite set C ′ of auxiliary connectives. Of course
we then have to change the requirements for ψX and Ψ correspondingly. We should

require ψX ∈ Φ
TC
′

1 ∪S1,∅
2 and Ψ ⊆ (Φ∅,C

′
)k.

We could consider demanding that the auxiliary symbols C ′ are only used in in-
termediate steps, but that is in fact automatic because t is a function from Φ1 to Φ2.
So we are now done; we can give the formal definition of being finitely generated.
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Definition 6.33 (Finitely generated). Let L1 = (Φ1,M1, |=1) and L2 = (Φ2,M2, |=2)
be logics such that for 1 ≤ i ≤ 2, the set Φi is generated by a set Pi of propositional
variables and a finite set Ci of connectives. A translation (t, f) from L1 to L2 is
finitely generated if there are a finite set C ′ of auxiliary connectives and a finite set
s1, · · · , sn : P1 → P2 of functions such that t is inductively defined by a finite set of
clauses of the form

t(ϕX) = ψX for (x1, · · · , xk) ∈ Ψ

where ϕX ∈ ΦX,C
′

1 , ψX ∈ Φ
TC
′

1 ∪S1,∅
2 and Ψ ⊆ (Φ∅,C)k for TC

′

1 := {t(χX) | χX ∈
ΦX,C

′

1 } and S1 := {si(xj) | 1 ≤ i ≤ n, j ∈ N}.

6.11 A Non-trivial Preorder

So far we have shown that expressivityg satisfies all desiderata about which transla-
tions should or should not show a logic to be at least as expressiveg as another, that
is, Desiderata 6.1–6.4. What we have not shown is that expressivityg satisfies Desider-
atum 6.5, so that expressivityg corresponds to a non-trivial preorder. In this section
we show that expressivityg satisfies Desideratum 6.5 as well. First let us show that
expressivityg corresponds to a preorder.

Lemma 6.6. Let L = (Φ,M, |=) be any logic such that Φ is generated by a set P
of propositional variables and a finite set C of connectives. Then L is at least as
expressiveg as L.

Proof. Let t be the identity map on Φ and f the identity map on M. Then it is easily
seen that (t, f) is truth-preserving and model based. Left to show is that t is finitely
generated. Let s be the identity map on P. For every connective ◦ ∈ C let r◦ be the
arity of ◦. Then the set of clauses

t(◦(x1, · · · , xr◦)) = ◦(t(x1), · · · , t(xr◦)) for (x1, · · · , xr◦) ∈ Φr◦

for every ◦ ∈ C together with the clause

t(x1) = s(x1) for x1 ∈ P

inductively define t, thus completing the proof.

Lemma 6.7. If L3 is at least as expressiveg as L2 and L2 is at least as expressiveg
as L1, then L3 is at least as expressiveg as L1.

Proof. Suppose L3 is at least as expressiveg as L2 and L2 at least as expressiveg as L1.
Then there are translations (t1, f1) from L1 to L2 and (t2, f2) from L2 to L3 that are
model based, finitely generated and truth-preserving. Now consider the translation
(t, f) = (t2 ◦ t1, f2 ◦ f1) from L1 to L3.

It should be immediately clear that (t, f) is model based and truth preserving.
Left to show is therefore that (t, f) is finitely generated. This can also quite easily be
seen however. If we take all connectives of L2 as well as t1 and t2 as auxiliary symbols
we can simply take t to be inductively defined by the combination of all clauses of t1
with all clauses of t2.
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Of course we usually do not need to retain all clauses of t1 and t2. By combining
certain clauses, we can reduce the number of clauses, remove the need for some auxil-
iary symbols and obtain a more elegant inductive definition. Note that, as mentioned
when introducing Desideratum 6.5 expressivityg corresponds to a preorder because the
identity map guarantees reflexivity and function composition guarantees transitivity.

Now that we know that expressivityg corresponds to a preorder and is therefore
well-behaved, it is time to show that it is non-trivial. In other words, we should show
that there are logics L1 and L2 such that L2 is not at least as expressiveg as L1. But
where should we look for such logics?

Suppose we have a logic L1 and we want to find a logic L2 such that L2 is not at
least as expressive as L1. Then the first thing to try is to take L2 to be basic Modal
Logic (ML). There are of course logics that are even less expressive than ML, such
as propositional logic interpreted on possible worlds. But generally ML is the least
expressive logic such that it is interesting to compare L2 to it.

Here we want to find L1 and L2 such that L2 is not at least as expressiveg as L1.
It would seem to make sense to try ML as L2. But it turns out that ML is at least
as expressiveg as every other logic discussed in this chapter. So the logic that is often
used as a base case with very low expressivity is at least as expressiveg as all those
other logics.

That sounds bad, but it isn’t. ML may have low expressivity, but it has very high
expressivityg. While ML has relatively little flexibility in its connectives it makes up
for it with a huge amount of flexibility in its models. The logics discussed in this
chapter are evaluated on models that consist of a set of possible worlds and some
kind of structure on these worlds. But in almost all cases this structure can easily
be unraveled into a relational structure.16 ML can then be used to reason about this
relational structure.

If ML has a high expressivityg, we should not take it for L2. But we could take it for
L1. What should we take for L2 then? We could try some of the logics that have been
discussed in this chapter. I would for example conjecture that ATL, CL and STIT are
all less expressiveg than modal logic. Unfortunately, proving such a conjecture seems
to be very hard. It is generally much harder to show that a translation from one logic
to another does not exist than it is to show that a translation does exist. This is
already true when we are working with the traditional definition of expressivity, but
due to the much greater freedom given to translations in the definition of expressivityg
the problem is worse here.

Considering that all we want to do here is to show that not every logic is as
expressiveg as basic modal logic it does not seem worthwhile to look for and write
down a very complicated proof. So let us consider one more logic for which it can be
quite easily shown that it is less expressiveg than basic modal logic.

Recall that Lm = (Φm,Mm, |=) is basic mono-modal logic, where Mm is the
unrestricted class of relational models, so the class K of models. Now let LS5 =
(Φm,MS5, |=) be the restriction of Lm to the class S5 of models. So MS5 is the class
of triples M = (W,R, v) where W is a set of possible worlds, v : P → ℘W is a valua-
tion function and R ⊆W ×W is an equivalence relation on W . The logics Lm and LS5

have the same set of formulas, MS5 is a subclass of Mm and the satisfaction relations
of the two logics agree on MS5.

16The only structure that cannot easily be unraveled into a relational structure is the neighborhood
structure from Classical Modal Logic. This structure can still be simulated using a relational structure,
as shown by the translation from [Thomason, 1974]. But this translation is not an easy unraveling.
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Lemma 6.8. Lm is at least as expressiveg as LS5 and LS5 is not at least as expressiveg
as Lm.

Proof. Let tid be the identity map on Φm and let finc : MS5 → Mm be the inclusion
map. Then (tid, finc) is a model based, finitely generated, truth-preserving translation
from LS5 to Lm. So Lm is at least as expressiveg as LS5.

Left to show is that LS5 is not at least as expressiveg as Lm. Let (t, f) be any
finitely generated translation from Lm to LS5. We will show that (t, f) is not truth-
preserving, which implies that LS5 is not at least as expressiveg as Lm. Let T be
the set of clauses associated with (t, f). Fix a propositional variable p; for i ∈ N let
ϕi = ♦ip and let Γ = {ϕi | i ∈ N}.

There is a finite set P of propositional variables that occur either in t(p) or in T .
For every i ∈ N the propositional variables that occur in t(ϕi) must be a subset of
this P , so the propositional variables that occur in t(Γ) are also a subset of P . Now
let ∆ ⊆ Φm be the set of formulas that contain only propositional variables from P .

The set ∆ is infinite, but since P is finite there are only a finite number of formulas
in ∆ that are non-equivalent in LS5. But t(Γ) ⊆ ∆ and Γ contains an infinite number
of formulas that are non-equivalent (in Lm). So (t, f) is not truth-preserving, which
proves the lemma.

6.12 Further Generalizations

The definition of expressivityg requires the logics L1 and L2 to have a finite set of
connectives. We would like to get rid of this restriction, because there are a number
of interesting logics that use an infinite set of connectives. The problem is that our
current definition of being finitely generated cannot handle logics with an infinite set
of connectives; we simply cannot fully determine the translation of an infinite number
of connectives with a finite number of clauses.

There are two ways in which we can generalize the condition of being finitely
generated in order to overcome this problem. The first way is to make the condition
apply not to the entire logic but to the fragments of the logic with a finite number of
connectives. Suppose L1 is a logic with an infinite number of connectives and (t, f) is
a translation from L1 to L2. Then we can say that (t, f) is finitely generatedg if and
only if for every fragment L′1 of L1 with a finite number of connectives, the restriction
(t′, f) of (t, f) to L′1 is finitely generated.

The second way to overcome the problem of having an infinite number of con-
nectives is less general but perhaps more elegant. If a logic has an infinite number
of connectives, it is common for all but finitely many of these connectives to contain
some kind of parameter or variable. As an example let us, once again, consider PAL.
In PAL we have a finite number of connectives, namely ¬,∧, {�a | a ∈ A} and [·]
(where A is a finite set of agents). But there is a different way of looking at PAL:
instead of considering [·] to be a single binary connective, we could consider it to be
an infinite number of unary connectives, {[ϕ] | ϕ ∈ ΦPAL}.17 If we consider [·] as an
infinite number of connectives then, strictly speaking, a translation from PAL to any
other logic cannot be finitely generated.

Something similar happens with some other logics. Consider Propositional Dy-
namic Logic (PDL) [Fischer and Ladner, 1979], for example. In PDL there is a set A

17This would make the definition of ΦPAL circular, but we need not worry about that at the
moment.
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of atomic programs that can be combined in different ways to form modalities. For
example, if a, b ∈ A then [a ∪ b] is the nondeterministic choice between a and b, [a; b]
is the sequential composition of a and b, and [(a; b)∗] is an arbitrary number of rep-
etitions of a; b. The set Π containing all such combinations is infinite, and for every
π ∈ Π there is an associated modality [π]. PDL therefore has an infinite number of
connectives, so a translation from PDL cannot be finitely generated. But we could try
to treat this infinite set {[π] | π ∈ Π} as one single connective [·], just like we normally
do in PAL.18

There is one important difference between the connective [·] from PAL and the
connective [·] from PDL, however. The PAL connective is a true binary connective
that takes two formulas ϕ1, ϕ2 ∈ ΦPAL and turns them into a new formula [ϕ1]ϕ2.
Because our variables xi range over formulas, we can represent this as [x1]x2 in our
translation. The PDL connective [·] on the other hand takes one formula ϕ ∈ ΦPDL
and one program π ∈ Π, turning them into a formula [π]ϕ. But the variables xi
range only over formulas so we cannot represent this by [x1]x2. In order to represent a
translation from PDL to another logic with a finite number of clauses we therefore have
to allow variables to range over things other than formulas. Doing so is notationally
complicated, but conceptually not very hard. By allowing the variables this greater
range, we can find a generalization finitely generatedg that allows us to compare at
least some logics with infinite numbers of variables.

We have just shown that there are at least two ways in which we could generalize
expressivityg. So why did we not include these further generalizations in the definition
of expressivityg? The problem is that the prototypical cases that we studied cannot
guide us in the adoption of such generalizations. We would need to look for different
translations that can be considered prototypical for the generalization of expressivityg.
It seems quite likely that such prototypical translations exist, but studying them is
outside the scope of this chapter and this thesis.

6.13 Conclusion

In this chapter we considered a number of translations between logics that were intro-
duced in [Thomason, 1974, Gasquet and Herzig, 1996, Goranko and Jamroga, 2004,
Broersen et al., 2006a,b]. We called these translations the prototypical translations. In
order to explain why these prototypical translations are interesting while certain other
translations are uninteresting we defined a generalization expressivityg of expressivity:
a logic L2 = (Φ2,M2, |=2) is at least as expressiveg as a logic L1 = (Φ1,M1, |=1) if
and only if there is a translation (t, f) from L1 to L2 that is truth preserving, model
based and finitely generated.

Results are often interesting (partially) because they fit a certain pattern. For
example, a result can be interesting because it is a computational complexity result, a
completeness result or an expressivity result. We suggest that the prototypical results
might be interesting because they are expressivityg results.

We are not suggesting that expressivityg is, will be or should be a large area of
research. Instead, the definition of expressivityg should be seen as a prediction: we
predict that translations similar to the ones presented in [Thomason, 1974, Gasquet
and Herzig, 1996, Goranko and Jamroga, 2004, Broersen et al., 2006a,b] will generally
be interesting if they are truth preserving, model based and finitely generated (and are

18[van Eijck, 2004b] does exactly this.
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therefore expressivityg results) and that they will generally be uninteresting if they do
not have these properties.





Chapter 7

Conclusion

7.1 Summary

In this conclusion we mainly want to mention a few areas that might be interesting for
further research. But before doing so it is convenient to refresh our memories about
the results presented in this thesis.

In this thesis we looked at the concept of expressivity, which can be defined in the
following way:

A logic L2 is at least as expressive as a logic L1 if for every formula ϕ1 of
L1 there is an equivalent formula ϕ2 of L2.

Or, equivalently, as follows.

A logic L2 is at least as expressive as a logic L1 if there is a function t from
the formulas Φ1 of L1 to the formulas Φ2 of L2 such that t(ϕ) ≡ ϕ for all
ϕ ∈ Φ1.

If a logic L2 is at least as expressive as a logic L1 we denote this by L1 � L2. If
L1 � L2 and L2 � L1 we say that L1 and L2 are equally expressive, denoted L1 ≡ L2.
If on the other hand L1 � L2 and L2 6� L1 we say that L2 is (strictly) more expressive
than L1, denoted L1 ≺ L2.

In Chapters 2 and 3 we proved a number of expressivity results. Specifically, in
Chapter 2 we showed that LCP ≺ LCPS over the classes KD45, S4 and S5 of models,
where LCP is a logic with operators for common knowledge and public announcements,
while LCPS is a logic with operators for common knowledge, public announcements
and public substitutions. It was already known that LCPS ≡ LR over all these classes
of models, where LR is a logic with an operator for relativized common knowledge.
The results presented in Chapter 2 therefore also show that LCPS ≺ LR over KD45,
S4 and S5. This extends the result from [van Benthem et al., 2006], which showed
that LCPS ≺ LR over K.

There is one limitation to the results that LCP ≺ LCPS over KD45, S4 and S5
though. This restriction is that the set of agents needs to be large enough. For KD45
and S4 we need |A| ≥ 2 and for S5 we need |A| ≥ 3. If |agents| = 1 then it can easily
be seen that LCP ≡ LCPS over KD45, S4 and S5. But this leaves one case open: we
don’t know whether LCPS is more expressive than LCP over S5 if |A| = 2.
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In Chapter 3 we proved two other expressivity results. These results are that
LR ≺ LU∗ and that LUC ≡ LU∗ , where LU∗ is a logic with an arrow common knowledge
operator and LUC is a logic with arrow update and (normal) common knowledge op-
erators. Together with previously known results, this fully determines the expressivity
landscape of all logics using any combination of public announcements, arrow updates,
common knowledge, relativized common knowledge and arrow common knowledge.

In order to show that LR ≺ LU∗ we had to prove two things: that LR � LU∗

and that LU∗ 6� LR. Usually � proofs are easy and 6� proofs are relatively hard,
because � is an existence proof (of a truth preserving translation) while 6� is a non-
existence proof. The LR � LU∗ and LU∗ 6� LR proofs are no exceptions to this rule;
the proof that LR � LU∗ is so trivial that we left it to the reader whereas the proof
that LU∗ 6� LR takes several pages.

In order to show that LUC ≡ LU∗ we had to prove that LUC � LU∗ and that
LU∗ � LUC. The proof that LUC � LU∗ is very simple1 so it is a typical � result.
The proof that LU∗ � LUC on the other hand is highly a-typical because it is very
difficult, complex and long.2

The results presented in the remaining chapters are not, strictly speaking, expres-
sivity results. The results are related to expressivity though. In Chapter 4 we looked
at the arbitrary public announcement operator ♦ from Arbitrary Public Announce-
ment Logic (APAL). The intuition behind ♦ is that ♦ϕ holds if and only if there is
some public announcement 〈ψ〉 such that 〈ψ〉ϕ holds. Unfortunately, in order to avoid
circularity, the semantics of ♦ are defined not as

M, w |= ♦ϕ⇔ ∃ψ ∈ ΦAPAL :M, w |= 〈ψ〉ϕ

but as

M, w |= ♦ϕ⇔ ∃ψ ∈ ΦPAL :M, w |= 〈ψ〉ϕ.

This means that there could be some ψ ∈ ΦAPAL \ΦPAL, ϕ ∈ ΦAPAL and someM, w
such thatM, w |= 〈ψ〉ϕ∧¬♦ϕ. But note that it is not immediately obvious that such
ψ,ϕ andM, w exist. Maybe for every ψ ∈ ΦAPAL there is some ψ′ ∈ ΦPAL such that
|= 〈ψ〉ϕ↔ 〈ψ′〉ϕ.3

In Chapter 4 we showed that such ψ′ do not always exist by finding ψ ∈ ΦAPAL \
ΦPAL, ϕ ∈ ΦAPAL and M, w such that M, w |= 〈ψ〉ϕ ∧ ¬♦ϕ. The methods used in
order to find these ψ,ϕ and M, w are very similar to the methods used in [Balbiani
et al., 2007] to show that APAL is more expressive than PAL.

In Chapter 5 we considered a result that was not, like Chapter 4, related to ex-
pressivity in a technical way. Instead we used very different methods to investigate a
question very similar to that of expressivity: what can be represented in a logic, and
what cannot?

Specifically, we investigated whether deontic logics with semantics based on the
idea of a single “sanction” representing wrongdoing can represent so-called Contrary-
to-Duty Obligations (CTDOs). We discovered that they cannot.

Finally, in Chapter 6 we considered a concept expressivityg that is related to expres-
sivity because it is a generalization of expressivity. We used expressivityg to provide a

1It was also already known from [Kooi and Renne, 2011].
2In addition to 11 pages in Chapter 3 the proof takes all 26 pages of the Appendix.
3Note that if APAL and PAL would have had the same expressivity it would have followed im-

mediately that such ψ′ exist. However, [Balbiani et al., 2007] showed that APAL is strictly more
expressive than PAL.
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possible explanation of why results from [Thomason, 1974, Gasquet and Herzig, 1996,
Goranko and Jamroga, 2004, Broersen et al., 2006a,b] are interesting.

7.2 Further Research

Of course there are many possible directions for further research. For every two logics
that share a class of models, we can ask whether one of them is more expressive than
the other. And for many more logics we could ask whether one is more expressiveg
than the other. But there are a few questions that are particularly salient subjects for
further research.

The first of these questions is whether LCPS is more expressive than LCP over S5
if |A| = 2. We already know that LCP ≺ LCPS over K, over KD45 and S4 if |A| ≥ 2
and over S5 if |A| ≥ 3. Furthermore, we know that LCP ≡ LCPS over KD45, S4 and
S5 if |A| = 1. But in this one case, where |A| = 2 and we consider the class S5 of
models, we do not know whether LCP ≺ LCPS or LCP ≡ LCPS.

The second salient question is whether we can find alternative semantics for APAL
such that ♦ represents a truly arbitrary public announcement. That is, can we find
semantics such that for all ϕ ∈ ΦAPAL and all M, w ∈MAPAL we have M, w |= ♦ϕ
if and only if there is some ψ ∈ ΦAPAL such that M, w |= 〈ψ〉ϕ.

The third salient question is whether we can find interesting results that follow
a pattern that is even more general than expressivityg. In particular, we could ask
whether there are any interesting translations that are not finitely generated but that
are finitely generatedg in one of the two ways discussed in Chapter 6.





Appendix A

Appendix: Detailed proof
that U∗ �UC

A.1 Constructing β1, · · · , β6

In order to prove Lemma 3.4 we have to show that there are β1, · · · , β6 such that
|= δi ↔ βi for all 1 ≤ i ≤ 6. Here we construct the βi.

A.1.1 Constructing β1

Recall that case 1 is the case where there are at least two agents for which there is an
arrow departing from a world within 3n steps of a U -reachable world. We have

δ1 = ♦U> ∧
∨

a1 6=a2∈A

(¬{U}∗�· 3n�a1⊥ ∧ ¬{U}∗�· 3n�a2⊥).

Subcases of case 1

There are several subcases of case 1. Let B1, · · · , B2|A|−|A|−1 be all the subsets of A
with at least two elements, ordered in such a way that if Bi ⊂ Bj then i > j and
let A = {a1, · · · , a|A|}. The subcases of case 1 are the cases 1.i.-1 with 1 ≤ 1 ≤
2|A| − |A| − 1 and the cases 1.i.j.k with 0 ≤ i, j ≤ |A|, i 6= j and 0 ≤ k ≤ 3n.

The case 1.i.-1 corresponds to the case where there are U -paths from w contain
multiple agents (so if there are multiple agents for which a U -arrow departs from a
U -reachable world) and Bi is exactly the set of agents for which there is such an arrow.
The case 1.i.j.k corresponds to the case where the U -paths contain only agent ai, j is
the smallest number other than i such that an aj arrow departs from a world within
distance 3n from a U -reachable world and k is the shortest distance from a U reachable
world to a world from which an ak arrow departs.

The minimality conditions serve to make the different subcases easy to order. The
cases 1.1.− 1 to 1.2|A| − |A| − 1.− 1 followed by the cases 1.1.2.0 to 1.|A|.|A − 1|.3n
are mutually exclusive, exhaustive of case 1, and taking a U -arrow can take you from
one case to a later one but never to a previous one.
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Constructing β1.i.−1

For 1 ≤ i ≤ 2|A| − |A| − 1 let

γ1.i.−1 :=
∧
a∈Bi

[U ]¬CA�a⊥

and
β1.i.−1 := γ1.i.−1 ∧

∧
j<i

¬γ1.j.−1.

The formula β1.i.−1 holds iff the agents in Bi all occur in U -paths and there is no
superset of Bi for which this is the case, so if Bi is exactly the agents that occur in
U -paths, which is case 1.i.− 1. This already implies ♦U> so we don’t have to include
it explicitly.

Formulas useful for case 1.i.j.k

Let
U0
a := U ∪ {(>, a,>)}.

Furthermore, for a ∈ A let

U i+1
a := U ia ∪ {(♦i+1♦a>,A,♦i♦a>)}.

Now let
γ1.a.i := [U ia]¬CA�a⊥.

The arrow update U ia retains exactly the arrows that are U -arrows, a-arrows or arrows
leading towards a ♦a> world within distance i.

Suppose now that there are no a-arrows departing from any world within i steps
of a U -reachable world. Then the only reachable arrows that are retained are the
U -arrows, none of which is an a-arrow by assumption. We then have ¬γ1.a.i.

Suppose on the other hand that there is an a arrow departing from a world within
i steps of a U -reachable world. Then because of the (♦j+1♦a>,A,♦j♦a>) clauses the
path to this a arrow will be retained and because of the (>, a,>) clause the a arrow
itself will be retained. We then have γ1.a.i.

We thus have |= γ1.a.i ↔ ¬{U}∗�· i�a⊥.

Constructing β1.i.j.k

For 1 ≤ i, j ≤ |A|, i 6= j and 0 ≤ k ≤ 3n let

γ1.i.j.k := ♦ai> ∧
∧
l 6=i

[U ]CA�aj⊥ ∧ γ1.aj .k.

Now let
β1.i.j.0 := γ1.i.j.0 ∧

∧
j′<j,j′ 6=i

¬γ1.i.j′.3n.

and for k > 0

β1.i.j.k := γ1.i.j.k ∧ ¬γ1.i.j.k−1 ∧
∧

j′<j,j′ 6=i

¬γ1.i.j′.3n.

The formula γ1.i.j.k holds iff all of the following hold: (in order of the conjunct that
guarantees the property)
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• the U -paths contain only agent ai but there is an aj arrow departing from a
world within k steps of a U -reachable world

• there is no aj arrow departing from a world within k − 1 steps of a U -reachable
world

• there is no j′ < j such that j 6= i and there is an aj′ arrow departing from a
world within 3n steps of a U -reachable world.

The formula β1.i.j.k therefore holds exactly in case 1.i.j.k.

Constructing β1

We can then simply take

β1 :=
∨

1≤i≤2|A|−|A|−1

β1.i.−1 ∨
∨

1≤i≤|A|

∨
1≤j≤|A|,j 6=i

∨
1≤k≤3n

β1.i.j.k

A.1.2 Constructing β2

Recall that case 2 is the case where there is a propositional variable p ∈ Pvar(χ) such
that both p and ¬p hold in some world within 3n steps of a U -reachable world. We
have

δ2 = ♦U> ∧ ¬δ1 ∧
∨

p∈Pvar(χ)

(¬{U}∗�· 3np ∧ ¬{U}∗�· 3n¬p).

Subcases of case 2

Let Pvar(χ) = {p1, · · · , p|Pvar(χ)|}. There are also several subcases of case 2, cases
2.i.j for 1 ≤ i ≤ |Pvar(χ)| and 0 ≤ j ≤ 3n. The case 2.i.j is the case where both
pi and ¬pi occur within distance j of a U -reachable world but not within distance
j − 1 and there is no i′ < i such that both pi′ and ¬pi′ occur within distance 3n of a
U -reachable world.

Constructing β2.i.j

Let

U+
2.i.0 := U,

U−2.i.0 := U,

U+
2.i.j+1 := U+

2.i.j ∪ {(♦
j+1pi, a,♦

jpi)}

and

U−2.i.j+1 := U−2.i.j ∪ {(♦
j+1¬pi, a,♦j¬pi)}.

The update [U+
2.i.j ] retains all arrows in U and all arrows to pi worlds that can be

reached within j steps. Likewise, the update [U−2.i.j ] retains all arrows in U and all
arrows to ¬pi worlds that can be reached within j steps. As such, if there is any pi
world within j steps of a U -reachable world the formula ¬[U+

2.i.j ]CA¬pi will hold and if

there is any ¬pi world within j steps of a U -reachable world the formula ¬[U−2.i.j ]CApi
will hold.



128 APPENDIX A. APPENDIX: DETAILED PROOF THAT U∗ �UC

For 1 ≤ i ≤ |Pvar(χ)| and 0 ≤ j ≤ 3n let

γ2.i.j := ¬[U−2.i.j ]CApi ∧ ¬[U+
2.i.j ]CA¬pi

and
β2.i.j := ♦U> ∧ ¬β1 ∧ γ2.i.j ∧ ¬γ2.i.j−1 ∧ ¬

∨
i′<i

γ2.i′.3n.

The formula β2.i.j thus holds iff both pi and ¬pi occur within j steps of a U -reachable
world but not within j − 1 steps of a U -reachable world and there is no i′ < i such
that both pi′ and ¬pi′ occur within 3n steps of a U -reachable world.

Constructing β2

We can then simply take

β2 :=
∨

1≤i≤|Pvar(χ)|

∨
0≤j≤3n

β2.i.j .

A.1.3 Constructing β3

Recall that case 3 is the case where there is a world w1 near a U -reachable world such
that the successors of w1 are distinguishable by a short formula, so there is a short ψ
such that M, w1 |= ♦ψ ∧ ♦¬ψ. We have

δ3 = ♦U> ∧ ¬δ1 ∧ ¬δ2 ∧
∨

ψ∈Φ2n
Pvar(χ)

¬{U}∗¬♦· n(♦ψ ∧ ♦¬ψ)

Subcases of case 3

The subcases of case 3 are the cases 3.i for 0 ≤ i ≤ n. The case 3.i is the case where the
closest world w1 with successors distinguishable by formulas in Φ2n

Pvar(χ) is at distance
i from a U -reachable world.

Introduction to case 3

Case 3 is, unfortunately, significantly more complicated than the previous cases. The
main idea is the same, we use an update Uψ3.i that retains U -arrows and arrows that
go towards a ♦ψ ∧ ♦¬ψ world within i steps. The difficult part is to make sure that
we can recognize in M[Uψ3.i]

whether or not a world w1 satisfied ♦ψ ∧ ♦¬ψ in M.

The main instrument for doing this will be a formula we give the name θ,

θ := ♦�⊥ ∧ ♦♦>.

The idea is that we guarantee that ¬ψ worlds have successors inM[Uψ3.i]
while ψ worlds

do not. This way, if M, w1 |= ♦ψ ∧ ♦¬ψ then M[Uψ3.i]
, w1 |= θ. In order guarantee

that ¬ψ worlds have successors we need another case distinction. Let

τψi := ♦U> ∨ ♦· i(♦ψ ∧ ♦¬ψ).

We now construct two updates, [Uψ.+3.i ] and [Uψ.−3.i ]. The update [Uψ.+3.i ] will give the

right result in case the ¬ψ successor of w1 satisfies τψi , the update [Uψ.−3.i ] will give the
right result in case it does not.
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Constructing Uψ.±3.i

First the + case. Let

Uψ.+3.0 := U ∪ {(♦ψ ∧ ♦¬ψ,A,>), (ψ,A,>)}

and
Uψ.+3.i+1 := Uψ.+3.i ∪ {(♦

i+1(♦ψ ∧ ♦¬ψ),A,♦i(♦ψ ∧ ♦¬ψ))}.

The (♦j+1(♦ψ∧♦¬ψ),A,♦j(♦ψ∧♦¬ψ)) clauses make sure that if there is a world w1

within i steps of a U -reachable world withM, w1 |= ♦ψ∧♦¬ψ then this world w1 will
be reachable. The (♦ψ ∧ ♦¬ψ,A,>) clause makes sure that both a ¬ψ successor w2

and a ψ successor w3 of w1 are reachable. If w2 satisfies τψi then either U ⊆ Uψ.+3.i or
(♦j+1(♦ψ∧♦¬ψ),A,♦j(♦ψ∧♦¬ψ)) will make sure that w2 has a successor inM[Uψ.+3.i ].

Finally, the (ψ,A,>) clause makes sure that w3 has no successors in M[Uψ.+3.i ]. We

therefore have M[Uψ.+3.i ], w1 |= θ and w1 is reachable in M[Uψ.+3.i ].

The only problem that may arise is if there is a ψ world on the path to w1. This
possibility will be dealt with at a later stage.

Now let us consider the − case. Let

Uψ.−3.0 := {(u1, a, u2 ∧ τψ0 ) | (u1, a, u2) ∈ U}∪

{(¬τψ0 ,A,>), (♦ψ ∧ ♦¬ψ,A,>), (ψ,A,>)}

and for 0 < i ≤ n let

Uψ.−3.i := {(u1, a, u2 ∧ τψi ) | (u1, a, u2) ∈ U} ∪ {(¬τψi ,A,>), (♦ψ ∧ ♦¬ψ,A,>),

(♦i(♦ψ ∧ ♦¬ψ),A,♦i−1(♦ψ ∧ ♦¬ψ)), · · · ,

(♦(♦ψ ∧ ♦¬ψ),A,♦ψ ∧ ♦¬ψ), (ψ,A,>)}.

The − case works much like the + case. The exception is that in this case the ¬ψ
successor w2 of the ♦ψ ∧ ♦¬ψ world w1 is assumed to satisfy ¬τψi , so it would not

have a successor in M[Uψ.+3.i ]. In this case the (¬τψ0 ,A,>) clause however guarantees

that as long asM, w2 |= ♦> we haveM[Uψ.−3.i ], w2 |= ♦>. (The caseM, w2 |= �⊥ will

be dealt with later.)

This would cause problems because (¬τψi ,A,>) could make worlds reachable that
are neither U -reachable nor on the path to a ♦ψ ∧ ♦¬ψ world, but this is averted by
putting the extra τψi end condition in the clauses from U . While every arrow from a

¬τψi world is retained the ¬τψi worlds themselves are only reachable from ♦ψ ∧ ♦¬ψ
worlds.

Again, problems may arise if there is a ψ world on the path to w1 and in this case
problems may also arise because of θ worlds appearing due to cutting links because of
the new τψi end condition. Both these problems will be dealt with in a later stage.

Constructing β3.i

For 1 ≤ i ≤ n let

β3.0 := ♦U> ∧ ¬β1 ∧ ¬β2 ∧
∨

ψ∈Φ2n
Pvar(χ)

(
¬[Uψ.+3.0 ]CA¬θ ∨ ¬[Uψ.−3.0 ]CA¬θ

)
,
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γ3.i :=
∨

ψ∈Φ2n
Pvar(χ)

(
¬[Uψ.+3.i ]CA¬θ ∨ ¬[Uψ.−3.i ]CA¬θ

)
,

and
β3.i := ♦U> ∧ ¬β1 ∧ ¬β2 ∧ γ3.i ∧ ¬γ3.i−1.

This β3.i is exactly what we were looking for.

Lemma A.1. For any model M, any world w of M and any 0 < i ≤ n we have that

M, w |= ¬β1 ∧ ¬β2 ∧
∨

ψ∈Φ2n
Pvar(χ)

¬{U}∗¬(♦ψ ∧ ♦¬ψ)⇔M, w |= β3.0

and

M, w |= ¬β1 ∧ ¬β2 ∧ ¬β3.i−1 ∧
∨

ψ∈Φ2n
Pvar(χ)

¬{U}∗¬♦· i(♦ψ ∧ ♦¬ψ)⇔M, w |= β3.i

To see why this is the case, first recall that a disjunct ¬[Uψ.+3.i ]CA¬θ∨¬[Uψ.−3.i ]CA¬θ
of β3.i has the same value as the disjunct ¬{U}∗¬♦· i(♦ψ ∧ ♦¬ψ), unless one of two
problems occurs.

We now show that both problems are solved by taking the disjunction over all
formulas in Φ2n

Pvar(χ). Consider the second of the problems, that the τψi end condition

in the (u1, a, u2 ∧ τψi ) clauses of Uψ.−3.i can cause a θ world to come into existence
in M[Uψ.−3.i ] where no ♦ψ ∧ ♦¬ψ world existed in M. As a result, we could have

¬[Uψ.−3.i ]CA¬θ but ¬¬{U}∗¬♦· i(♦ψ ∧ ♦¬ψ).
Suppose we are in the situation where this happens. Then there is no U -reachable

♦· i(♦ψ ∧♦¬ψ) world, so all reachable arrows that are retained by Uψ.−3.i are U -arrows.

We have a Uψ.−3.i -reachable world w1 such that M[Uψ.−3.i ], w1 |= θ. Then w1 has Uψ.−3.i -

successors w2 and w3 such that M[Uψ.−3.i ], w2 |= ♦> and M[Uψ.−3.i ], w3 |= �⊥. The only

clauses that could keep w2 and w3 reachable from w1 are (u1, a, u2 ∧ τψi ) clauses, so

in particularM, w2 |= τψi andM, w3 |= τψi . The ♦· i(♦ψ ∧♦¬ψ) disjunct of τψi cannot
hold so the other disjunct ♦U> must hold in both worlds.

The successor of w2 must also satisfy τψi and therefore ♦U>. The world w3 also
has at least one U -successor but that arrow is not retained so all U -successors of
w3 satisfy ¬τψi and therefore ¬♦U>. But then M, w2 |= ♦U♦U> and M, w3 |=
¬♦U♦U>. The formula ♦U♦U> is of length at most 2n so M, w1 |= ♦ψ′ ∧ ♦¬ψ′ for
some ψ′ ∈ Φ2n

Pvar(χ), so while we don’t haveM, w |= ¬{U}∗¬♦· i(♦ψ∧♦¬ψ) we do have

M, w |=
∨
ψ∈Φ2n

Pvar(χ)
¬{U}∗¬(♦ψ ∧ ♦¬ψ).

Consider then the first of the problems, that it is possible to have M, w |=
¬{U}∗¬♦· i(♦ψ ∧ ♦¬ψ) without M, w |= ¬[Uψ.+3.0 ]CA¬θ ∨ ¬[Uψ.−3.0 ]CA¬θ if there is a
ψ world on the path from w to the ♦ψ ∧ ♦¬ψ world w1.

It can be shown that in such a case there is a ψ′ such that the world w1 also satisfies
♦ψ′ ∧ ♦¬ψ′ and ψ′ does not occur on the path from w to w′. So while we don’t have
M, w |= ¬[Uψ.+3.0 ]CA¬θ ∨ ¬[Uψ.−3.0 ]CA¬θ we do have

M, w |=
∨

ψ∈Φ2n
Pvar(χ)

(
¬[Uψ.+3.i ]CA¬θ ∨ ¬[Uψ.−3.i ]CA¬θ

)
.

The proof of the existence of such a ψ′ is rather long and technical and is therefore
included in Section A.3 of the Appendix as Lemma A.15.
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Constructing β3

We can then simply take

β3 :=
∨

0≤i≤n

β3.i.

A.1.4 Constructing β4

Recall that we are in case 4 if ♦U>, we are not in one of the previous cases and there
is a U -reachable world where ♦U> holds. We have

δ4 = ♦U> ∧ ¬δ1 ∧ ¬δ2 ∧ ¬δ3 ∧ ¬{U}∗¬♦U>

In this case, as mentioned in Section 3.6.4 we must have M, w1 |= ψ ∧ ♦¬ψ for
some U -reachable world w1, and this difference between w1 world and its ¬ψ successor
w2 must have one of the following causes:

1. there are two agents b1, b2 and two worlds w3, w4 such that b1 6= b2, M, w3 |=
♦b1>, M, w4 |= ♦b2> and both w3 and w4 are reachable from w1 in at most
d(ψ) steps.

2. there are a propositional variable p ∈ Pvar(ψ) and two worlds w3, w4 such that
M, w3 |= p, M, w4 |= ¬p and both w3 and w4 are reachable from w1 in at most
d(ψ) + 1 steps.

3. there are a formula ψ′ ∈ Φ
d(ψ)
Pvar(ψ) and a world w3 such thatM, w3 |= ♦ψ′∧♦¬ψ′,

w3 is reachable from w1 in at most k steps and k + d(ψ′) ≤ d(ψ).

4. there is a k ≤ d(ψ) such that M, w1 |= ♦k�⊥ ∧�k+1⊥.

The first three possibilities mentioned correspond to the first three cases of our case
distinction. If we are in case 4 we are however by definition not in one of these case
so the fourth possibility must hold.

Let

β4 := ♦U> ∧ ¬β1 ∧ ¬β2 ∧ ¬β3 ∧ ¬CA�U⊥ ∧ CA(♦U> →
∨

1≤i≤n

♦i�⊥ ∧�i+1⊥).

Then |= δ4 ↔ β4. To see why this is the case note that everywhere where a U -arrow
is followed by an U -arrow we have ♦i�⊥ ∧�i+1⊥ for some 1 ≤ i ≤ n and that every
successor of a ♦i�⊥ ∧�i+1⊥ world satisfies ♦i−1�⊥ ∧�i⊥.

A.1.5 Constructing β5 and β6

Finding a CU description for the last two cases is trivial. Case 5 is the case where
there are no U -arrows departing from U -reachable worlds, so

δ5 = ♦U> ∧ ¬δ1 ∧ ¬δ2 ∧ ¬δ3 ∧ ¬δ4 ∧ {U}∗¬♦U>

We can take
β5 := ♦U> ∧ CA¬♦U>.

Case 6 is the case where ¬♦U> holds,

δ6 := ¬♦U>.
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The formula δ6 is itself already a CU formula so we can simply take

β6 := δ6.

A.2 Constructing α6, · · · , α1

In order to prove Lemma 3.5 we have to show that there are α6, · · · , α1 such that
|= (δi ∧ χ)↔ (δi ∧ αi) for all 6 ≥ i ≥ 1. Here we construct the αi.

Cases 6, 5 and 4 can be solved quite easily and directly. Cases 3, 2 and 1 are more
difficult and are solved in the way described in Section 3.6.3: by cutting at ¬ϕ worlds
and then checking whether the witnesses are still reachable.

It is convenient to have a formula representing “the solution for all later cases”.
The letter ζ (with various indices) will be used to represent this.

A.2.1 Constructing α6 and α5

Cases 6 and 5 are very simple cases, mostly because in both cases it is impossible to
go to a different case by taking a U -arrow.

Case 6 is the case where there are no outgoing U -arrows worlds. We can therefore
take

α6 := ϕ.

Case 5 is the case where there is no U -reachable world with an U arrow departing
from it. Every reachable world is therefore U -reachable, so we can take

α5 := CAϕ.

A.2.2 Constructing α4

In case 4 the only possible cause of two worlds being distinguishable (by a formula of
length at most n) is that one of them satisfies ♦j�⊥ ∧ �j+1⊥ with j < n and the
other does not. For 0 ≤ i < n let σi := ♦i�⊥ ∧ �i+1⊥ and let σn :=

∧
0≤i<n ¬σi.

Note that arrows can only go either from a σn world to another σn world or from a
σj+1 world to a σj world.

The length of ϕ is less than n, so whether it holds in a world is fully determined
by which of the σi holds. Furthermore, since we are in case 4 we know that there are
both a reachable ♦U> world and a reachable ♦U world, so there must be a U -reachable
world satisfying σi with i < n.

Let w be a world and let k be the index such that M, w |= σk. It is fixed by U
and ϕ at which indices there is no outgoing U -arrow and at which indices ¬ϕ holds,
so k fully determines whether χ holds. We can take

α4 :=
∧

0≤i≤n

(σi → λi)

where for each 0 ≤ i ≤ n the formula λi is either > or ⊥, as determined by U and ϕ.
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A.2.3 Constructing α3

The detecting formula β3 was the most complicated of the detecting formulas. Like-
wise, α3 is the most complicated of the solving formulas. Here for the first time we
need the fact that we are working backward through the cases so we can use solutions
to later cases in earlier ones. Let

ζ3.n+1 := (β6 → α6) ∧ (β5 → α5) ∧ (β4 → α4).

Now suppose that for some 1 ≤ i ≤ n we are in case β3.i and the later cases have
been solved, so ζ3.i+1 is already defined.

We want to find a formula α3.i that detects whether there are U -reachable ¬ϕ
worlds. In order to do this we also consider whether there are U -reachable ¬ϕ′ worlds
with ϕ′ := ϕ ∧ �Uϕ. Doing this will allow us to ignore “side paths” that are only a
single world long in stage α3.i.3, because if there is a ¬ϕ world on a single world “side
path” then there is also a ¬ϕ′ world on the “main path”. We can safely consider ϕ′

in stead of ϕ since |= {U}ϕ↔ {U}ϕ′.
We split this into three parts; a formula α3.i.1 that detects whether there is a ¬ϕ′

world on every path towards a ♦ψ ∧♦¬ψ world, a formula α3.i.2 that detects whether
there are ¬ϕ′ worlds on some but not all paths towards ♦ψ∧♦¬ψ worlds and a formula
α3.i.3 that detect whether there are U -reachable worlds that are in a later case and
satisfy ¬ϕ (note the lack of a ′ on the ϕ here). Unfortunately we need to split the first
of these cases into even more subcases, depending on whether the ¬ψ successor of the
♦ψ ∧ ♦¬ψ world satisfies ϕ.

Constructing α3.i.1

For 0 ≤ i ≤ n let

Uψ.+3.i.1.1 := Uψ.+3.i ∪ {(¬ϕ′ ∧ ¬♦·
i−1(♦ψ ∧ ♦¬ψ),A,>)},

Uψ.+3.i.1.2 := Uψ.+3.i ∪ {(ϕ′ ∧ ¬♦·
i−1(♦ψ ∧ ♦¬ψ),A,¬ϕ′ ∧ ¬♦· i−1(♦ψ ∧ ♦¬ψ))}

and

Uψ.−3.i.1 := Uψ.−3.i ∪ {(u1 ∧ ¬♦· i−1(♦ψ ∧ ♦¬ψ), a, u2 ∧ ¬ϕ′) | (u1, a, u2) ∈ U}.

Having defined these updates let

α3.i.1 := ϕ′ ∧
∨

ψ∈Φ2n
Pvar(χ)

(
¬[Uψ.+3.i.1.1]CA¬θ ∨ ¬[Uψ.+3.i.1.2]CA¬θ ∨ ¬[Uψ.−3.i.1]CA¬θ

)
.

If we are in case 3.i then the formula α3.i.1 is equivalent to there being at least one
U -path to a ♦i(♦ψ ∧ ♦¬ψ) world that does not pass through a ¬ϕ′ world, as can be
seen from the following two lemmas.

Lemma A.2. For any M and w such that M, w |= β3.i we have

M, w |= χ⇒M, w |= α3.i.1

Proof. We are in case 3.i so there is a nearby world where ♦ψ∧♦¬ψ holds. There are
three possibilities for this world, see Figure A.1.
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(a) Possibility 1, solved by Uψ.+3.i.1.1
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(b) Possibility 2, solved by Uψ.+3.i.1.2
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(c) Possibility 3, solved by Uψ.−3.i.1

Figure A.1: Three possibilities for a ♦ψ ∧ ♦¬ψ world.

Let w5 be the U -reachable world with ♦i(♦ψ ∧♦¬ψ), w1 the ♦ψ ∧♦¬ψ world, w2

a ¬ψ successor of w1, w3 a ψ successor of w1 and w4 a successor or w2.

In all cases the arrows up to and including the one departing from w1 are not cut
by Uψ.+3.i.1.1, Uψ.+3.i.1.2 or Uψ.−3.i.1. In order to see why this is the case note that the worlds
up to w5 satisfy ϕ′ by the assumption that the U -path is ¬ϕ′ free and the worlds from
the successor of w5 to w1 satisfy ♦· i−1(♦ψ ∧ ♦¬ψ). The updates Uψ.+3.i and Uψ.−3.i do
not cut these arrows and the new clauses cannot apply due to the worlds satisfying
¬ϕ′ or ♦· i−1(♦ψ ∧ ♦¬ψ). The only arrow we need to retain that is in danger of being
cut is the one from w2 to w4.

The first case, see Figure A.1a, is if the arrow from w2 to w4 is a U -arrow and
M, w2 |= ϕ′. The arrow from w2 to w4 is in this case retained by [Uψ.+3.i.1.1] because the
new clause in that update only removes arrows starting from ¬ϕ′ worlds.

The second case, see Figure A.1b, is if the arrow from w2 to w4 is a U -arrow and
M, w2 |= ¬ϕ′. The arrow from w2 to w4 is in this case retained by [Uψ.+3.i.1.2] because
the new clause in that update only removes arrows starting from ϕ′ worlds.

The third case, see Figure A.1c, is if the arrow from w2 to w4 is not a U -arrow.
The arrow from w2 to w4 is in this case retained by [Uψ.−3.i.1] because the new clause in
that update only removes U -arrows.

In any case at least one of the updates in α3.i.1 will cause w1 to become a reachable
θ world, so α3.i.1 holds.

Lemma A.3. For any M and w such that M, w |= β3.i we have that if every U -path
to a ♦i(♦ψ ∧ ♦¬ψ) world passes through a ¬ϕ′ world then M, w 6|= α3.i.1.

Proof. It should be immediately clear from the definitions of Uψ.+3.i.1.1, Uψ.+3.i.1.2 or Uψ.−3.i.1
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that updating with any of them will make the ♦ψ ∧ ♦¬ψ worlds unreachable.1 The
only possibility for α3.i.1 to hold would therefore be if one of the updates would cause
a new θ world to come into existence by cutting at ¬ϕ′ worlds.

This however would require a U -reachable world w′ withM, w′ |= ♦[V ]>∧♦¬[V ]>
with V a singleton update of one of the new clauses. But such an update [V ] is of
length less than 2n so this conflicts with us being in case 3.i if i > 0 and with no
♦ψ ∧ ♦¬ψ being U -reachable without passing a ¬ϕ′ world if i = 0.

Constructing α3.i.2 for i > 0

For 1 ≤ i ≤ n let

U+
3.i.2 := {(u1 ∧ β3.i, a, u2 ∧ β3.i) | (u1, a, u2) ∈ U} ∪ {(β3.i ∧ ¬α3.i.1,A,>),

(β3.i ∧�U¬β3.i ∧ ♦i
∨

ψ∈Φ2n
Pvar(χ)

(♦ψ ∧ ♦¬ψ),A,♦i−1
∨

ψ∈Φ2n
Pvar(χ)

(♦ψ ∧ ♦¬ψ))},

U−3.i.2 := {(u1 ∧ β3.i, a, u2 ∧ β3.i) | (u1, a, u2) ∈ U}∪

{(β3.i ∧�U¬(β3.i ∧ α3.i.1) ∧ ♦i
∨

ψ∈Φ2n
Pvar(χ)

(♦ψ ∧ ♦¬ψ),

A,♦i−1
∨

ψ∈Φ2n
Pvar(χ)

(♦ψ ∧ ♦¬ψ))}

and
α3.i.2 := [U+

3.i.2]CA¬θ ∧ [U−3.i.2]CA¬θ.

Before discussing why α3.i.2 detects whether there are ¬ϕ′ worlds on some but
not all paths to ♦i(♦ψ ∧ ♦¬ψ) worlds, it is important to note that α3.i.2 works very
differently from α3.i.1. In α3.i.1 an update is used that guarantees that there is at least
one reachable θ world if χ holds, whereas α3.i.2 uses an update that guarantees that
there is no reachable θ world if χ holds.

Now, to see why α3.i.2 works. There are two parts to this. The first is that if there
is no U -reachable ¬ϕ′ world then α3.i.2 holds. The second is that if there are ¬ϕ′
worlds on some but not all U -paths to ♦i(♦ψ∧♦¬ψ) worlds then α3.i.2 does not hold.

Lemma A.4. For any M and w such that M, w |= β3.i we have

M, w |= χ⇒M, w |= α3.i.2

Proof. First, note that the (β3.i ∧ �U¬β3.i ∧ ♦i
∨
ψ∈Φ2n

Pvar(χ)
(♦ψ ∧ ♦¬ψ),A,

♦i−1
∨
ψ∈Φ2n

Pvar(χ)
(♦ψ ∧ ♦¬ψ)) clause in the + update and the corresponding clause

in the − update only retain arrows from β3.i to ♦i−1(♦ψ ∧ ♦¬ψ) worlds. Such target
worlds are too close to ♦ψ ∧ ♦¬ψ to be β3.i worlds; they could be β3.i−1 at the most.

The (u1 ∧ β3.i, a, u2 ∧ β3.i) clauses only retain U -arrows from β3.i worlds to β3.i

worlds. Every worlds that is still reachable after the update was therefore originally
either U - and β3.i-reachable or the successor of such a world.

From M, w |= χ it follows that the conjunct �U¬β3.i in the start condition of the
final clause of the + update and the conjunct �U¬(β3.i∧α3.i.1) in the start condition of

1There is one exception to this, if the only ¬ϕ′ world on the path is w itself. This is excluded by
the ϕ′ conjunct of α3.i.1, however.
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the final clause of the − update hold in the same U -reachable worlds, so the two clauses
retain the same arrows (when restricting ourselves to the relevant parts of the model,
the parts that are still connected to w after the update). Also, by Lemma A.2 and the
fact thatM, w |= χ we have that the start condition of the clause (β3.i ∧ ¬α3.i.1,A,>)
of the + update cannot hold in any relevant world.

In order to show that the Lemma holds it therefore suffices to show that for

U ′3.i.2 := {(u1 ∧ β3.i, a, u2 ∧ β3.i) | (u1, a, u2) ∈ U}∪

{(β3.i ∧�U¬β3.i ∧ ♦i
∨

ψ∈Φ2n
Pvar(χ)

(♦ψ ∧ ♦¬ψ),A,♦i−1
∨

ψ∈Φ2n
Pvar(χ)

(♦ψ ∧ ♦¬ψ))}

we have M, w |= [U ′3.i.2]CA¬θ.
Every β3.i world either has a β3.i successor or is a ♦i(♦ψ ∧ ♦¬ψ) world for some

ψ ∈ Φ2n
Pvar(χ). If it has a β3.i successor the arrow to that successor is retained by the

(u1 ∧ β3.i, a, u2 ∧ β3.i) clauses. If it does not have a β3.i successor then the

(β3.i ∧�U¬β3.i ∧ ♦i
∨

ψ∈Φ2n
Pvar(χ)

(♦ψ ∧ ♦¬ψ),A,♦i−1
∨

ψ∈Φ2n
Pvar(χ)

(♦ψ ∧ ♦¬ψ))

clause retains the arrow to a ♦i−1(♦ψ ∧ ♦¬ψ) successor. As mentioned before this
♦i−1(♦ψ ∧ ♦¬ψ) is not itself a β3.i world since it is too close to a (♦ψ ∧ ♦¬ψ) world
so none of its outgoing arrows are retained.

The result is that each reachable �⊥ world inM[U ′3.i.2] is a ♦i−1(♦ψ∧♦¬ψ) world,
so each ♦�⊥ world is a β3.i ∧ �U¬β3.i world and therefore a ��⊥. A ��⊥ world
cannot satisfy θ, so this proves the Lemma.

Now for the other part. Here we need an extra assumption in the lemma, namely
that M, w |= α3.i.2. This assumption is harmless: if M, w 6|= α3.i.2 then we already
know that M, w 6|= χ.

Lemma A.5. For any M and w such that M, w |= β3.i we have that if

• there is a U -reachable world w′ with M, w′ |= β3.i ∧ ¬ϕ′ and

• M, w |= α3.i.1

then M, w |= ¬α3.i.2.

Proof. Fix any world w′ satisfying the condition of the Lemma. FromM, w′ |= β3.i ∧
¬ϕ′ it follows that M, w′ |= ¬α3.i.1. Let w1 be the first world on a U -path from w to
w′ that is a ¬α3.i.1 world. In particular this implies that there are no ¬ϕ′ worlds on
the path before w1.

We have M, w |= α3.i.1 and M, w1 6|= α3.i.1 so w 6= w1. This guarantees the
existence of a predecessor w2 of w1 on the U -path.

Now there are two possibilities for the predecessor w2 of w1 on the path. The first
is that w2 has a successor w3 with M, w3 |= α3.i.1. The second possibility is that w2

has no such successor.
The formula α3.i.1 holds if and only if there is a ♦i(♦ψ ∧ ♦¬ψ) world that is

reachable without passing a ¬ϕ′ world. So if w2 is a α3.i.2 world but has no α3.i.2

successor then it must itself be a ♦i(♦ψ ∧♦¬ψ) world. In this case w2 has a successor
w3 with M, w3 |= ♦i−1(♦ψ ∧ ♦¬ψ) and therefore M, w3 6|= β3.i. The two cases are
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w
· · ·

w2

α3.i.1 w3

α3.i.1

w1

¬α3.i.1

· · ·

· · ·
w′

· · ·

(a) Possibility 1: w1 has a successor w3 with M, w3 |= α3.i.1. We have M, w 6|= [U+
3.i.2]CA¬θ.

w
· · ·

w2

β3.i w3

¬β3.i

w1

¬α3.i.1 β3.i

· · ·

· · ·
w′

· · ·

(b) Possibility 2: M, w1 |= ♦i(♦ψ ∧ ♦¬ψ) for some ψ ∈ Φ2n
Pvar(χ). We have M, w 6|=

[U−3.i.2]CA¬θ.

Figure A.2: The two possibilities for the conditions of Lemma A.5 to hold.

shown in Figure A.2. There may be more arrows than the ones shown in the figure
but such arrows do not matter as long as the arrows that are shown exist.

In the first case consider the update U+
3.i.2 as shown in Figure A.2a. Arrows that

are not retained are drawn in gray and dashed. The arrows from w2 to w1 and w3 are
retained because they are (u1∧β3.i, a, u2∧β3.i) arrows. The arrow from w3 to at least
one of its successors is also retained by some clause—which one depends on whether w3

has a α3.i.1 successor. The arrows from w2 to its successors are not retained, because
of the (β3.i ∧ ¬α3.i.1,A,>) clause. We therefore have M[U+

3.i.2], w |= ¬CA¬θ so also

M, w |= ¬α3.i.2.

In the second case, shown in Figure A.2b, consider the update U−3.i.2. The arrows
from w2 to w1 and from w1 to its successor are retained because of the (u1∧β3.i, a, u2∧
β3.i) clauses. The arrow from w2 to w3 is retained because it is a (β3.i ∧ �U¬(β3.i ∧
α3.i.1)∧♦i

∨
ψ∈Φ2n

Pvar(χ)
(♦ψ∧♦¬ψ),A,♦i−1

∨
ψ∈Φ2n

Pvar(χ)
(♦ψ∧♦¬ψ) arrow. We therefore

have M[U+
3.i.2], w |= ¬CA¬θ so also M, w |= ¬α3.i.2.

Constructing α3.0.2

The formula α3.0.2 is very similar to α3.i.2, except that there is one more special case.
In α3.i.2 we could quite easily guarantee that any α3.i.1 has a successor after the update
by allowing arrows from ♦i(♦ψ ∧ ♦¬ψ) to ♦i−1(♦ψ ∧ ♦¬ψ) in case there is no β3.i

successor. Doing the same for α3.0.2 and α3.0.1 is not possible. This essentially forces
us to use two cases for what was the + case in α3.i.2. For similar reasons we split the
− case into two cases, both of which are also indexed by ψ.

Let

U+.1
3.0.2 := {(u1 ∧ β3.0, a, u2 ∧ β3.0) | (u1, a, u2) ∈ U} ∪ {(β3.0 ∧ ¬α3.0.1,A,>),

(♦U (β3.0 ∧ ¬♦Uβ3.0) ∧ ♦U (β3.0 ∧ α3.0.1 ∧ ♦Uβ3.0),A, β3.0 ∧ ¬♦Uβ3.0)},

U+.2
3.0.2 := {(u1 ∧ β3.0, a, u2 ∧ β3.0) | (u1, a, u2) ∈ U} ∪ {(β3.0 ∧ ¬α3.0.1,A,>),

(♦U (β3.0 ∧ ¬♦Uβ3.0) ∧ ♦U (β3.0 ∧ α3.0.1 ∧ ♦Uβ3.0),A, β3.0 ∧ ¬♦Uβ3.0)},
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U−.ψ.13.0.2 := {(u1 ∧ β3.0, a, u2 ∧ β3.0) | (u1, a, u2) ∈ U}∪

{(♦U (β3.0 ∧ ¬♦Uβ3.0) ∧ ♦U (β3.0 ∧ α3.0.1 ∧ ♦Uβ3.0),A, β3.0 ∧ ¬♦Uβ3.0)

(β3.0 ∧ α3.0.1 ∧ ♦U¬α3.0.1,A,¬ψ), (β3.0 ∧ ¬α3.0.1 ∧ ψ,A,>)},

U−.ψ.23.0.2 := {(u1 ∧ β3.0, a, u2 ∧ β3.0) | (u1, a, u2) ∈ U}∪

{(♦U (β3.0 ∧ ¬♦Uβ3.0) ∧ ♦U (β3.0 ∧ α3.0.1 ∧ ♦Uβ3.0),A, β3.0 ∧ ¬♦Uβ3.0)

(β3.0 ∧ α3.0.1 ∧ ♦U¬α3.0.1,A,¬ψ), (β3.0 ∧ ¬α3.0.1 ∧ ψ,A,>)}

and

α3.0.2 := [U+.1
3.0.2]CA¬θ ∧ [U+.2

3.0.2]CA¬θ ∧
∧

ψ∈Φ2n
Pvar(χ)

([U−.ψ.13.0.2 ]CA¬θ ∧ [U−.ψ.23.0.2 ]CA¬θ).

Lemma A.6. For any M and w such that M, w |= β3.0 we have

M, w |= χ⇒M, w |= α3.0.2

Proof. As in the α3.i.2 case it follows from M, w |= χ that terms containing ¬α3.0.2

cannot be relevant. All four updates then simplify to

U ′3.0.1 := {(u1 ∧ β3.0, a, u2 ∧ β3.0) | (u1, a, u2) ∈ U}∪

{(♦U (β3.0 ∧ ¬♦Uβ3.0) ∧ ♦U (β3.0 ∧ α3.0.1 ∧ ♦Uβ3.0),A, β3.0 ∧ ¬♦Uβ3.0)}.

Suppose now that there is a world w1 that is reachable after the update and that
satisfies M[U ′3.0.2], w1 |= θ. The update retains only arrows that were U -arrows from
and to β3.0 worlds, so M, w1 |= β3.0. Now consider the successors of w1, worlds w2

and w3 that are reachable from w1 after the update such that w2 has a successor in
M[U ′3.0.2] and w3 does not.

The arrow from w2 to its successor must be a U -arrow from a β3.0 world to a
β3.0 world, so M, w1 |= ♦U (β3.0 ∧ ♦Uβ3.0). The arrow from w3 to its successors
on the other hand cannot be U -arrows to a β3.0 world as they would then be re-
tained by the update. We therefore have M, w3 |= β3.0 ∧ ¬♦Uβ3.0, which implies
M, w1 |= ♦U (β3.0 ∧ ¬♦Uβ3.0). But then the arrow from w1 to w3 is cut by the
(♦U (β3.0 ∧ ¬♦Uβ3.0) ∧ ♦U (β3.0 ∧ α3.0.1 ∧ ♦Uβ3.0),A, β3.0 ∧ ¬♦Uβ3.0) clause.

This contradicts w3 being reachable from w1 after the update, so such a world w1

cannot exist which proves the Lemma.

Now for the other part. Again, we need a harmless extra condition, namely that
M, w |= α3.0.1.

Lemma A.7. For any M and w such that M, w |= β3.0 we have that if

• there is a U -reachable world w′ with M, w′ |= β3.0 ∧ ¬ϕ′ and

• M, w |= α3.0.1

then M, w |= ¬α3.0.2.

Proof. Fix any world w′ satisfying the condition of the Lemma. From M,w′ |= β3.0 ∧
¬ϕ′ it follows that M, w′ |= ¬α3.0.1. Let w1 be the first world on a U -path from w to
w′ that is a ¬α3.0.1 world. In particular this implies that there are no ¬ϕ′ worlds on
the path before w1.
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Now let w2 be the predecessor of w1 on the path. There are four possibilities for the
situation around w2. The first possibility is that w2 has a U -successor w3 satisfying
β3.0 ∧ α3.0.1 ∧ ♦Uβ3.0. The second possibility is that w2 has no successor of the kind
in case 1, but does have a successor w3 satisfying β3.0 ∧ α3.0.1 ∧ ¬♦Uβ3.0.

In the third and fourth possibilities w2 has no successor satisfying β3.0 ∧ α3.0.1.
From M, w2 |= α3.0.1 it follows that there is some ♦ψ ∧ ♦¬ψ world that is reachable
from w2 without passing over a ¬ϕ world. If none of the successors of w2 satisfy α3.0.1

this implies that w2 must itself be a ♦ψ ∧ ♦¬ψ world for some ψ ∈ Φ3n
Pvar(χ).

By negating this it if necessary we can take this ψ such that M, w1 |= ψ. Let

U ′3.0.2 := U−.ψ.13.0.2 \ {(β3.0 ∧ ¬α3.0.1 ∧ ψ,A,>)} = U−.ψ.23.0.2 \ {(β3.0 ∧ ¬α3.0.1 ∧ ψ,A,>)}.
The difference between the third and fourth case now is whether the ¬ψ successor w3

of w2 has a successor in M[U ′3.0.2]. If it does we are in case 3, if it does not we are in
case 4.

Note that becauseM, w3 |= ¬ψ the (β3.0 ∧ ¬α3.0.1 ∧ ψ,A,>) and (β3.0 ∧¬α3.0.1 ∧
ψ,A,>) clauses cannot apply to arrows from w3. This means that if we are in case 3
then w3 has a successor in M[U−.ψ.13.0.2 ] and if we are in case 4 then w3 has no successor

in M[U−.ψ.23.0.2 ].

The four different cases are shown in Figure A.3. There may be more arrows than
the ones shown in the figure but such arrows do not matter as long as the arrows that
are shown exist. Arrows that are not retained are drawn in gray and dashed.

In the first case consider the update U+.1
3.0.2 as shown in Figure A.3a. The arrows

from w2 to w1 and w3 and the arrow from w3 to its successor are retained because they
are (u1∧β3.0, a, u2∧β3.0) arrows and, becauseM, w2 |= α3.0.1 andM, w3 |= α3.0.1, not
(β3.0 ∧ ¬α3.0.1,A,>) arrows. The arrows from w1 to its successors are not retained be-
cause they are (β3.0 ∧ ¬α3.0.1,A,>) arrows. We therefore haveM[U+.1

3.0.2], w |= ¬CA¬θ
so also M, w |= ¬α3.0.2.

In the second case consider the update U+.2
3.0.2 as shown in Figure A.3b. The arrows

from w2 to w3 and w1 are retained because they are (u1 ∧ β3.0, a, u2 ∧ β3.0) arrows.
Arrows from w1 to its successors (which must exist because β3.0 holds in every world
on the path to w′, and therefore in particular on w1) are retained because they are
(β3.0 ∧ ¬α3.0.1,A,>) arrows. Arrows from w3 to its successors are not retained; they
are not (u1 ∧ β3.0, a, u2 ∧ β3.0) arrows because the successors of w3 are not β3.0 worlds
and they are not (β3.0 ∧ ¬α3.0.1,A,>) arrows because M, w3 |= α3.0.1. We therefore
have M[U+.2

3.0.2], w |= ¬CA¬θ so also M, w |= ¬α3.0.2.

In the third case consider the update U−.ψ.13.0.2 as shown in Figure A.3c. The arrow
from w2 to w1 is retained because it is an (u1∧β3.0, a, u2∧β3.0) arrow. The arrow from
w2 to w3 is retained because it is an (β3.0∧α3.0.1∧♦U¬α3.0.1,A,¬ψ) arrow. The arrow
from w3 to at least one of its successors is retained because by assumption it has a
successor inM[U−.ψ.13.0.2 ]. The arrows from w1 to its successors are not retained because

they are (β3.0 ∧ ¬α3.0.1 ∧ ψ,A,>) arrows. We therefore have M[U−.ψ.13.0.2 ], w |= ¬CA¬θ
so also M, w |= ¬α3.0.2.

In the fourth case consider the update U−.ψ.23.0.2 as shown in Figure A.3d. The arrow
from w2 to w1 is retained because it is an (u1 ∧ β3.0, a, u2 ∧ β3.0) arrow. The arrow
from w1 to w3 is retained because it is an (β3.0 ∧ α3.0.1 ∧ ♦U¬α3.0.1,A,¬ψ) arrow.
The arrows from w3 to its successors are not retained because by assumption it has
no successors inM[U−.ψ.23.0.2 ]. The arrows from w1 to its successors are retained because

they are (β3.0 ∧ ¬α3.0.1 ∧ ψ,A,>) arrows. We therefore have M[U−.ψ.23.0.2 ], w |= ¬CA¬θ



140 APPENDIX A. APPENDIX: DETAILED PROOF THAT U∗ �UC

w
· · ·

w2

α3.0.1 w3

α3.0.1

w1

¬α3.0.1

β3.0· · ·

· · ·
w′

· · ·

(a) Possibility 1: M, w3 |= β3.0 ∧ α3.0.1 ∧ ♦Uβ3.0. We have M, w 6|= [U+.1
3.0.2]CA¬θ.

w
· · ·

w2

α3.0.1 w3

α3.0.1

w1

¬α3.0.1

¬β3.i· · ·

· · ·
w′

· · ·

(b) Possibility 2: M, w3 |= β3.0 ∧ α3.0.1 ∧ ¬♦Uβ3.0. We have M, w 6|= [U+.2
3.0.2]CA¬θ.

w
· · ·

w2

β3.0 w3

¬ψ

w1

ψ

· · ·

· · ·
w′

· · ·

U−.ψ.13.0.2

(c) Possibility 3: M, w2 |= ♦ψ ∧ ♦¬ψ and M, w3 |= ♦
U
−.ψ.1
3.0.2

>. We have M, w 6|=
[U−.ψ.13.0.2 ]CA¬θ.

w
· · ·

w2

β3.0 w3

¬ψ

w1

ψ

· · ·

· · ·
w′

· · ·

U−.ψ.23.0.2

(d) Possibility 4: M, w2 |= ♦ψ ∧ ♦¬ψ and M, w3 |= �
U
−.ψ.2
3.0.2

⊥. We have M, w 6|=
[U−.ψ.23.0.2 ]CA¬θ.

Figure A.3: The four possibilities for the conditions of Lemma A.7 to hold.

so also M, w |= ¬α3.0.2.
These four cases are exhaustive so this proves the Lemma.

Constructing α3.i.3

The formula α3.i.3 should find ¬ϕ worlds that are in cases later than 3.i, with the
possible exception of ¬ϕ worlds that are successors of β3.i worlds, as the predecessors
of these ¬ϕ worlds have already been detected as ¬ϕ′ worlds by α3.i.1 or α3.i.2.

For 0 ≤ i ≤ n and ψ ∈ Φ2n
Pvar(χ) let

Uψ3.i.3 := {(u1 ∧ β3.i, a, u2 ∧ β3.i) | (u1, a, u2) ∈ U}∪

{(♦U (β3.i ∧ ¬♦Uβ3.i) ∧ ♦U (β3.i ∧ ♦Uβ3.i),A, β3.i ∧ ¬♦U (β3.i ∨ ζ3.i+1))}∪
{(β3.i ∧ ♦U (¬β3.i ∧ ¬ζ3.i+1),A,>), (¬β3.i ∧ ¬ζ3.i+1 ∧ ψ,A,>)}

and
α3.i.3 :=

∧
ψ∈Φ2n

Pvar(χ)

[Uψ3.i.3]CA¬θ.
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So like with α3.i.2 we create θ worlds in case there are U -reachable ¬ϕ worlds.

Lemma A.8. For any M and w such that M, w |= β3.i we have

M, w |= χ⇒M, w |= α3.i.3

Proof. IfM, w |= χ then only (u1∧β3.i, a, u2∧β3.i) arrows are retained. Furthermore,
the (♦U (β3.i ∧ ¬♦Uβ3.i) ∧ ♦U (β3.i ∧ ♦Uβ3.i),A, β3.i ∧ ¬♦Uβ3.0) clause guarantees that

no θ worlds are created in these β3.i worlds. We therefore have [Uψ3.i.3]CA¬θ, indepen-
dent of ψ, so M, w |= α3.i.3.

Now for the other side, with another harmless extra condition.

Lemma A.9. For any M and w such that M, w |= β3.i we have that if

• there is a U -reachable world w′ with M, w′ |= ¬β3.i ∧ ¬ϕ and

• M, w |= α3.i.1 ∧ α3.i.2

then M, w |= ¬α3.i.3.

Proof. Fix any world w′ satisfying the condition of the Lemma. First note that from
M, w |= α3.i.1∧α3.i.2 it follows that there is no U -reachable world satisfying β3.i∧¬ϕ′.
The w′ satisfying the condition of the Lemma must therefore be the successor of
another U -reachable ¬β3.i world.

By the assumption that w′ is U -reachable there is a U -path from w to w′. Let w1

be the first ¬β3.i world on this path. In particular this implies that w1 6= w′. Let
w2 be the predecessor of w1 on the path. There are four possibilities for the situation
around w2, the third of which can only occur if i > 0 and the fourth of which can only
occur if i = 0.

The first possibility is that there is a successor w3 of w2 such that M, w3 |=
β3.i ∧ ♦Uψ3.i.3

> for some ψ. Note that the only clause that depends on ψ has ¬β3.i in

the start conditions so it follows that w3 satisfies this condition for all ψ. The second
possibility is that w2 has no successor as in case 1, but it does have a successor w3

such thatM, w3 |= β3.i ∧�Uψ3.i.3⊥. The third possibility is if i > 0 and w2 has no β3.i

successors, in which case it must have a ♦i−1(♦ψ′ ∧ ♦¬ψ′) successor w3. The fourth
possibility is if i = 0 and w2 has no β3.i successors, in which case it must have ψ′ and
¬ψ′ successors for some ψ′.

The four different cases are shown in Figure A.3. There may be more arrows at
some points than the ones shown in the figure but such arrows do not matter as long
as the arrows that are shown exist. Arrows that are not retained are drawn in gray
and dashed. In all four cases the relevant update is Uψ3.i.3 for some ψ, but the ψ in
question may differ.

In the first case take ψ such thatM, w1 6|= ψ, see Figure A.4a. The arrows from w2

to w3 and w1 are retained because they are (β3.i ∧ ♦U (¬β3.i ∧ ¬ζ3.i+1),A,>) arrows
(and neither w1 not w3 satisfies β3.i ∧ ¬♦U (β3.i ∨ ζ3.i+1) so the overlined clause does
not apply). The arrow from w3 to at least one of its successors is retained because of
the assumption that M, w3 |= β3.i ∧ ♦Uψ3.i.3

>. The arrows from w1 to its successors

are not retained because the only arrows from ¬β3.i worlds that are retained have a
conjunct ψ in the start condition. We therefore have M[Uψ3.i.3], w |= ¬CA¬θ so also

M, w |= ¬α3.i.3.
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In the second case take ψ such thatM, w1 |= ψ, see Figure A.4b. The arrows from
w2 to w3 and w1 are retained because they are (β3.i∧♦U (¬β3.i∧¬ζ3.i+1),A,>) arrows
(and neither w1 not w3 satisfies β3.i ∧ ¬♦U (β3.i ∨ ζ3.i+1) so the overlined clause does
not apply). The arrows from w3 to its successors to its successors are not retained
because of the assumption that M, w3 |= β3.i ∧ �Uψ3.i.3

⊥. The arrows from w1 to its

successors are however retained because they are (¬β3.i ∧ ¬ζ3.i+1 ∧ ψ,A,>) arrows.
We therefore have M[Uψ3.i.3], w |= ¬CA¬θ so also M, w |= ¬α3.i.3.

In the third case we haveM, w3 |= ♦i−1(♦ψ′ ∧♦¬ψ′). This implies that the arrow
from w2 to w3 is not a U -arrow, as we couldn’t other wise have M, w2 |= β3.i. Since
the arrow from w2 to w1 is a U -arrow this implies that there are formulas in ΦknPvar(χ)

that distinguish between w1 and w3. Let ψ be such a distinguishing formula with the
additional property that M, w3 |= ¬ψ, see Figure A.4c. The arrows from w2 to w3

and w1 are retained because they are (β3.i∧♦U (¬β3.i∧¬ζ3.i+1),A,>) arrows. Arrows
from w3 to its successors are not retained because the only arrows from ¬β3.i worlds
that are retained have a conjunct ψ in the start condition. Arrows from w1 to its
successors are however retained because they are (¬β3.i ∧ ¬ζ3.i+1 ∧ ψ,A,>) arrows.
We therefore have M[Uψ3.i.3], w |= ¬CA¬θ so also M, w |= ¬α3.i.3.

In the fourth case we have M, w2 |= ♦ψ′ ∧ ♦¬ψ′. Choose ψ such that ψ ≡ ψ′ or
ψ ≡ ¬ψ′ and furthermoreM, w1 |= ψ. Let w3 be a successor of w2 withM, w2 |= ¬ψ.
Then, like in the third case the arrows from w2 to w3 and w1 are retained because they
are (β3.i ∧♦U (¬β3.i ∧¬ζ3.i+1),A,>) arrows. Arrows from w3 to its successors are not
retained because the only arrows from ¬β3.i worlds that are retained have a conjunct ψ
in the start condition. Arrows from w1 to its successors are however retained because
they are (¬β3.i ∧ ¬ζ3.i+1 ∧ ψ,A,>) arrows. We therefore have M[Uψ3.i.3], w |= ¬CA¬θ
so also M, w |= ¬α3.i.3.

These four cases are exhaustive so this proves the Lemma.

Constructing α3.i

Let

α3.i := α3.i.1 ∧ α3.i.2 ∧ α3.i.3

and

ζ3.i := ζ3.i+1 ∧ (β3.i → α3.i).

For any M, w such that M, w |= β3.i we now have the following results:

• M, w |= χ⇒M, w |= α3.i.1 ∧ α3.i.2 ∧ α3.i.3

• if there is a U -reachable ¬ϕ∧β3.i world andM, w |= α3.i.1 thenM, w |= ¬α3.i.2

• if there is a U -reachable ¬ϕ∧¬β3.i world andM, w |= α3.i.1∧α3.i.2 thenM, w |=
¬α3.i.3.

Since any U -reachable ¬ϕ world must satisfy either ¬ϕ ∧ β3.i or ¬ϕ ∧ ¬β3.i this is
sufficient to show that M, w |= χ⇔M, w |= α3.i.

We can then take

α3 :=
∧

0≤i≤n

(β3.i → α3.i).
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(c) Possibility 3: M, w3 |= ∧♦i−1(♦ψ′ ∧ ♦¬ψ′).
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(d) Possibility 4: M, w2 |= ♦ψ ∧ ♦¬ψ.

Figure A.4: The four possibilities for the conditions of Lemma A.9 to hold. In each
case we have M, w |= ¬[Uψ3.i.3]CA¬θ for an appropriate choice of ψ.
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A.2.4 Constructing α2

Since α2 has two extra indices for subcases the formula ζ2.i.j is slightly harder to define
than ζ3.i. The base case is ζ2.|Pvar(χ)|+1.0 given here, the other cases are defined by
induction at the end of this section.

ζ2.|Pvar(χ)|+1.0 := (β6 → α6) ∧ (β5 → α5) ∧ (β4 → α4) ∧ (β3 → α3).

Constructing α2.i.0

If we are in case 2.i.0 we know that there are both a U -reachable pi world and a U -
reachable ¬pi world. The solution α2.i.0 works by creating two updates. The + update
will guarantee that the only �⊥ worlds are pi worlds—except if there is a U -reachable
¬pi ∧ ¬χ world. The − update will likewise guarantee that the �⊥ worlds are ¬pi
worlds unless there is a U -reachable pi ∧ ¬χ world.

For 1 ≤ i ≤ |Pvar(χ)| let

U+
2.i.0 := {(u1 ∧ β2.i.0, a, u2 ∧ (β2.i.0 ∨ pi ∨ ¬ζ2.i.1)) | (u1, a, u2) ∈ U}

∪ {(¬pi ∧ ¬ϕ,A,>)},
U−2.i.0 := {(u1 ∧ β2.i.0, a, u2 ∧ (β2.i.0 ∨ ¬pi ∨ ¬ζ2.i.1)) | (u1, a, u2) ∈ U}

∪ {(pi ∧ ¬ϕ,A,>)}

and
α2.i.0 := [U+

2.i.0]CA(�⊥ → pi) ∧ [U−2.i.0]CA(�⊥ → ¬pi).

Lemma A.10. For any M and w such that M, w |= β2.i.0 we have

M, w |= χ⇔M, w |= α2.i.0.

Proof. I show the results for U+
2.i.0, the − case is the same except for an interchanging

of pi and ¬pi.
First suppose M, w |= χ. Then the overlined clause in U+

2.i.0 cannot apply. Like-
wise, the ¬ζ2.i.1 term cannot occur, so U+

2.i.0 simplifies to

U+′
2.i.0 := {(u1 ∧ β2.i.0, a, u2 ∧ (β2.i.0 ∨ pi)) | (u1, a, u2) ∈ U}.

Let w′ be any U -reachable world that has no successors after the update. Then it is
either a ¬β2.i.0 world or a β2.i.0 ∧ ¬♦U (β2.i.0 ∨ pi) world.

If w′ is a ¬β2.i.0 world then it must be a pi world in order to satisfy the end
condition of an arrow. If it is a β2.i.0 ∧ ¬♦U (β2.i.0 ∨ pi) world then there are both
a pi world and a ¬pi world U -reachable from w′ but this is not the case for any of
its successors. But all its successors satisfy ¬pi so w′ must itself be a pi world. This
shows that M, w |= [U+

2.i.0]CA(�⊥ → pi).
Now suppose thatM, w |= ¬χ. Then there is a U -reachable ¬ϕ world w′. Assume

without loss of generality that w′ is the first ¬ϕ world on the U -path from w to w′.
If M, w1 |= β2.i.0 ∧ ¬pi then the path to w1 is retained by the update because all

arrows in it are (u1 ∧ β2.i.0, a, u2 ∧ β2.1.0) arrows. Arrows from w′ are not retained
however, because they are {(¬pi ∧ ¬ϕ,A,>) arrows. We therefore have M, w |=
¬[U+

2.i.0]CA(�⊥ → pi).
If M, w1 |= ¬β2.i.0 ∧ ¬pi let w1 be the last β2.i.0 world on the U -path from w to

w′ and w2 the successor of w1 along this path. There is a ¬pi world U -reachable from
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w2, but not both a ¬pi and a pi world. This implies that in particular M, w2 |= ¬pi.
Furthermore, w2 is in a later case and has a U -reachable ¬ϕ world soM, w2 |= ¬ζ2.i.1.
The arrow from w1 to w2 is therefore a (u1 ∧ β2.i.0, a, u2 ∧¬ζ2.i.1) arrow and therefore
retained by the update. No arrow from w2 is retained because every start condition
includes a β2.i.1 conjunct. We therefore have M, w |= ¬[U+

2.i.0]CA(�⊥ → pi).
Mutatis mutandis this also shows that ifM, w |= χ thenM, w |= [U−2.i.0]CA(�⊥ →

pi) and that if the first U -reachable ¬ϕ world satisfies pi then we have M, w |=
¬[U−2.i.0]CA(�⊥ → pi), which completes the proof.

Constructing α2.i.j with j > 0

Let

U+
2.i.j := {(u1 ∧ β2.i.j , a, u2 ∧ (β2.i.j ∨ ¬ζ2.i.j+1) | (u1, a, u2) ∈ U)}∪

{(♦· j¬pi,A,♦· j−1¬pi), (β2.i.j ∧ ¬ϕ,A,>), (¬pi,A,>)},

U−2.i.j := {(u1 ∧ β2.i.j , a, u2 ∧ (β2.i.j ∨ ¬ζ2.i.j+1) | (u1, a, u2) ∈ U)}∪

{(♦· jpi,A,♦· j−1pi), (β2.i.j ∧ ¬ϕ,A,>), (pi,A,>)}

and

α2.i.j := (pi → [U+
2.i.j ]CA(�⊥ → ¬pi)) ∧ (¬pi → [U−2.i.j ]CA(�⊥ → pi)).

Lemma A.11. For any M and w such that M, w |= β2.i.j we have

M, w |= χ⇔M, w |= α2.i.j .

Proof. I show the results for U+
2.i.0, the − case is the same except for an interchanging

of pi and ¬pi.
Unless a β2.i.j ∧ ¬ϕ or ¬ζ2.i.j+1 world is encountered the update U+

2.i.0 retains all
arrows to U -reachable β2.i.j worlds by the (u1 ∧β2.i.j , a, u2 ∧ (β2.i.j ∨¬ζ2.i.j+1) clauses
and all paths to the nearby ¬pi worlds by the (♦· j¬pi,A,♦· j−1¬pi) clause. The worlds
on the way to the ¬pi world are pi worlds with a ¬pi world reachable in less than j
steps so they are not β2.i.j worlds. The ¬pi world itself may be a β2.i.j world but its

outgoing arrows are not retained because of the (¬pi,A,>) clause.
This implies that the ¬ζ2.i.j+1 possibility in the end condition of (u1∧β2.i.j , a, u2∧

(β2.i.j ∨ ¬ζ2.i.j+1) and the (β2.i.j ∧ ¬ϕ,A,>) can only apply in U -reachable worlds.
Suppose M, w |= χ and M, w |= pi. Then the ¬ζ2.i.j+1 term and the clause

(β2.i.j ∧ ¬ϕ,A,>) cannot apply in U -reachable worlds so the update simplifies to

U+′
2.i.j :={(u1 ∧ β2.i.j , a, u2 ∧ β2.i.j) | (u1, a, u2) ∈ U)}∪

{(♦· j¬pi,A,♦· j−1¬pi), (¬pi,A,>)}.

Any pi ∧ β2.i.j world has a successor after this update, since it has either an arrow to
a β2.i.j world that is retained or an arrow to a ♦j−1¬pi world that is retained. The pi
worlds on the way from a β2.i.j world to a ¬pi world also have a successor after the
update because they have an arrow to a ♦· j−1¬pi world that is retained. These are the
only U+′

2.i.j-reachable pi worlds, so M, w |= [U+′
2.i.j ]CA(�⊥ → ¬pi) and therefore also

M, w |= [U+
2.i.j ]CA(�⊥ → ¬pi).
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Suppose on the other hand that M, w |= ¬χ and M, w |= pi. Then there is a
U -reachable world w′ withM, w′ |= ¬ϕ. Suppose without loss of generality that w′ is
the first ¬ϕ world on the U -path from w to w′.

If M, w′ |= β2.i.j it is reachable after the update U+
2.i.j but has no successor after

that update because of the (β2.i.j ∧ ¬ϕ,A,>) clause. From M, w |= pi and M, w |=
β2.i.j with j > 0 it also follows that M, w′ |= pi, so M, w |= ¬[U+

2.i.j ]CA(�⊥ → ¬pi).
If M, w′ |= ¬β2.i.j let w1 be the last β2.i.j world on the U -path from w to w′

and w2 the successor of w1 along this path. Then w1 is reachable after the update
U+

2.i.j . The arrow from w1 to w2 is also retained by the update because it is an
(u1∧β2.i.j , a, u2∧¬ζ2.i.j+1) arrow. Arrows from w2 are not retained however, because
M, w2 |= ¬β2.i.j ∧ ¬♦· j¬pi. From M, w |= pi and M, w |= β2.i.j with j > 0 it also
follows that M, w′ |= pi, so M, w |= ¬[U+

2.i.j ]CA(�⊥ → ¬pi).
This shows that [U+

2.i.j ]CA(�⊥ → ¬pi) is equivalent to χ under the conditions

β2.i.j and pi. Mutatis mutandis it also shows that [U−2.i.j ]CA(�⊥ → pi) is equivalent
to χ under the conditions β2.i.j and ¬pi. This proves the Lemma.

Constructing α2

We can now give the definition of ζ2.i.j :

ζ2.i.3n+1 := ζ2.i+1.0,

ζ2.i.j := ζ2.i.j+1 ∧ (β2.i.j → α2.i.j).

We can also define α2:

α2 :=
∧

1≤i≤|Pvar(χ)|

∧
0≤j≤3n

(β2.i.j → α2.i.j)

A.2.5 Constructing α1

Constructing α1.i.j.k

Let

U1.i.j.0 := {(u1 ∧ β1.i.j.0, a, u2 ∧ (β1.i.j.0 ∨ ¬ζ1.i.j.0+1)) | (u1, a, u2) ∈ U}∪

{(>, aj ,>), (β1.i.j.0 ∧ ¬ϕ,A,>)},

U1.i.j.k := {(u1 ∧ β1.i.j.k, a, u2 ∧ (β1.i.j.k ∨ ¬ζ1.i.j.k+1)) | (u1, a, u2) ∈ U}∪

{(♦· k♦aj>,A,♦·
k−1♦aj>), (>, aj ,>), (β1.i.j.k ∧ ¬ϕ,A,>)}

and
α1.i.j.k := [U1.i.j.k]CA\{aj}¬�⊥.

Lemma A.12. For any M and w such that M, w |= β1.i.j.k we have

M, w |= χ⇔M, w |= α1.i.j.k.

Proof. First suppose that M, w |= χ. Then the ¬ζ1.i.j.k+1 possibility and the clause

(β1.i.j.k ∧ ¬ϕ,A,>) cannot apply. The remaining possibilities leave exactly those paths
intact that lead to U -reachable β1.i.j.k worlds or from a U -reachable β1.i.j.k world a
nearby ♦aj> world. The only candidates for being �⊥ worlds are the worlds that
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are reached by the (>, aj ,>) clause and worlds that can only be reached by passing
through such a world. This implies that M[U1.i.j.k], w |= CA\{aj}¬�⊥, so M, w |=
α1.i.j.k.

Now suppose thatM, w |= ¬χ. Then there is a U -reachable world w′ withM, w′ |=
¬ϕ. Suppose without loss of generality that w′ is the first ¬ϕ world on the U -path
from w to w′.

If M, w′ |= β1.i.j.k it is reachable after the update U1.i.j.k but has no successor

after that update because of the (β1.i.j.k ∧ ¬ϕ,A,>) clause so M[U1.i.j.k], w
′ |= �⊥.

We therefore have M, w |= ¬α1.i.j.k.
If M, w′ |= ¬β1.i.j.k let w1 be the last β1.i.j.k world on the U -path from w to w′

and w2 the successor of w1 along this path. Then w1 is reachable after the update
U1.i.j.k. The arrow from w1 to w2 is also retained by the update because it is an
(u1 ∧ β1.i.j.k, a, u2 ∧ ¬ζ1.i.j.k+1) arrow. Arrows from w2 are not retained however,
because M, w2 |= ¬β1.i.j.k ∧ ¬♦· j♦aj>. This implies that w2 is a reachable �⊥ world
after the update, so M, w |= ¬α1.i.j.k.

Constructing α1.i.−1

Recall that B1, · · · , B2|A|−|A|−1 are all the subsets of A with at least two elements,
ordered in such a way that if Bi ⊂ Bj then i > j and β1.i.−1 is the case where the
agents in Bi are exactly the agents for which there is a U -arrow departing from a
U -reachable world.

For any 1 ≤ i ≤ 2|A| − |A| − 1 and any j such that aj ∈ Bi let

U j1.i.−1 := {(u1 ∧ (β1.i.−1 ∨ ¬ζ1.i+1.−1), a, u2∧
(β1.i.−1 ∨ ¬ζ1.i+1.−1)) | (u1, a, u2) ∈ U}∪
{(u1 ∧ [U ]¬CA�aj⊥, a, u2 ∧ [U ]¬CA�aj⊥) | (u1, a, u2) ∈ U}∪

{(u1, aj , u2) | (u1, aj , u2) ∈ U} ∪ {(¬ϕ,A,>)}

and
α1.i.−1 :=

∧
j:aj∈Bi

[U j1.i.−1]CA�A\aj♦>

Lemma A.13. For any M and w such that M, w |= β1.i.−1 we have

M, w |= χ⇔M, w |= α1.i.−1.

Proof. First, supposeM, w |= χ. The update U j1.i.−1 only retains U -arrows so then the

ζ1.i+1.−1 term and the (¬ϕ,A,>) clause cannot apply. The clauses (u1∧β1.i.−1, a, u2∧
β1.i.−1) and (u1∧ [U ]¬CA�aj⊥, a, u2∧ [U ]¬CA�aj⊥) retain exactly the paths that go
to worlds from which there is a U -reachable world with a departing (u1, aj , u2) arrow.

Let w′ be any U j1.i.−1 reachable �⊥ world. Then it cannot have been reached by a
(u1 ∧ β1.i.−1, a, u2 ∧ β1.i.−1) or (u1 ∧ [U ]¬CA�aj⊥, a, u2 ∧ [U ]¬CA�aj⊥) arrows, as in
those cases there is always either an (u1∧ [U ]¬CA�aj⊥, a, u2∧ [U ]¬CA�aj⊥) arrow or
an (u1, aj , u2) arrow departing from the target world. The world w′ can therefore only

be reached by a (u1, aj , u2) arrow. This implies that M, w |= [U j1.i.−1]CA�A\aj♦>.
Now suppose thatM, w |= ¬χ. Then there is a U -reachable world w′ withM, w′ |=

¬ϕ. Suppose without loss of generality that w′ is the first ¬ϕ world on the U -path
from w to w′. Then for any j ∈ Bi we have M, w′ |= [U j1.i.−1]�⊥ because of the

(¬ϕ,A,>) clause.
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If M, w′ |= β1.i.−1 then w′ is reachable in MUj1.i.−1
for any j ∈ Bi because of the

(u1 ∧ (β1.i.−1 ∨¬ζ1.i+1.−1), a, u2 ∧ (β1.i.−1 ∨¬ζ1.i+1.−1)) clauses. Take any j such that
there at least one of the retained arrows from the predecessor of w′ to w′ is a non-j
arrow. Then M, w |= [U j1.i.−1]¬CA�A\aj♦>.

If M, w′ |= ¬β1.i.−1 let w1 be the last β1.i.−1 world on the U -path from w to w′

and w2 the successor of w1 along this path. The world w′ is reachable in MUj1.i.−1

for any j ∈ Bi because of the (u1 ∧ (β1.i.−1 ∨¬ζ1.i+1.−1), a, u2 ∧ (β1.i.−1 ∨¬ζ1.i+1.−1))
clauses; the path up to w1 consists of (u1 ∧ β1.i.−1, a, u2 ∧ β1.i.−1) arrows, the arrow
from w1 to w2 is an (u1 ∧ β1.i.−1, a, u2 ∧ ¬ζ1.i+1.−1) arrow and the path from w2 to
w′ consists of (u1 ∧ ¬ζ1.i+1.−1, a, u2 ∧ ¬ζ1.i+1.−1) arrows. Take any j such that there
at least one of the retained arrows from the predecessor of w′ to w′ is a non-j arrow.
Then M, w |= [U j1.i.−1]¬CA�A\aj♦>.

Constructing α1

We can now define α1 and ζ for the appropriate indices.

α1 :=
∧

1≤i≤2|A|−|A|−1

(β1.i.−1 → α1.i.−1) ∧
∧

1≤i≤|A|

∧
1≤j≤|A|,j 6=i

∧
1≤k≤3n

(β1.i.j.k → α1.i.j.k).

The definition of ζ is a bit more complicated in this case than it is in the other
cases due to the more complex indexing. First let us define ζ1.i.j.k.

ζ1.|A|.|A|−1.3n+1 := (β6 → α6) ∧ (β5 → α5) ∧ (β4 → α4) ∧ (β3 → α3) ∧ (β2 → α2)

ζ1.i.j.3n+1 :=

{
ζ1.i.j+1.0 if j + 1 6= i
ζ1.i.j+2.0 if j + 1 = i and i 6= |A|

ζ1.i.|A|+1.0 := ζ1.i+1.1.0

ζ1.i.j.k := ζ1.i.j.k+1 ∧ (β1.i.j.k → α1.i.j.k).

Now we can define ζ1.i.−1 by

ζ1.|A|+1.−1 := ζ1.1.2.0

and
ζ1.i.−1 := ζ1.i+1.−1 ∧ (β1.i.−1 → α1.i.−1).

A.3 Proofs of auxiliary lemmas

Lemma A.14. LetM be a model, w1 and w2 worlds in the model and ψ a CU formula
such that w2 is a successor of w1, M, w1 |= ψ and M, w2 |= ¬ψ. Then one of the
following holds:

1. there are two agents b1, b2 and two worlds w3, w4 such that b1 6= b2, M, w3 |=
♦b1>,M, w4 |= ♦b2> and both w3 and w4 are reachable from w1 in at most d(ψ)
steps.

2. there are a propositional variable p ∈ Pvar(ψ) and two worlds w3, w4 such that
M, w3 |= p, M, w4 |= ¬p and both w3 and w4 are reachable from w1 in at most
d(ψ) + 1 steps.
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3. there are a formula ψ′ ∈ Φ
d(ψ)
Pvar(ψ) and a world w3 such thatM, w3 |= ♦ψ′∧♦¬ψ′

and there is a k ∈ N such that w3 is reachable from w1 in at most k steps and
k + d(ψ′) ≤ d(ψ).

4. there is a k ≤ d(ψ) such that M, w1 |= ♦k�⊥ ∧�k+1⊥.

Proof. The proof is by showing that if the conditions hold and we are not in one of
the first two cases then we are in one of the last two cases, and by induction on the
length of ψ.

The base case is trivial; if ψ is of length 0 then it is a boolean combination of
propositional variables so there is at least one propositional variable that takes different
values in the two worlds so we are in case 2.

Suppose therefore that M, w1, w2 and ψ are as in the Lemma, that d(ψ) > 0,
that the first two possibilities do not hold and that the Lemma holds for all ψ′ with
d(ψ′) < d(ψ). If a boolean combination of formulas distinguishes between two worlds
then so does at least one of the combined formulas so we can assume without loss of
generality that ψ is either of pure length or the negation of a formula of pure length.2

We can restrict ourselves to four possibilities for ψ that can together generate all
CU formulas that are of pure length or the negation of a formula of pure length. It can
be of the form ♦aψ′, of the form �aψ′, of the form [U ′]CBψ

′ or of the form ¬[U ′]CBψ
′

for some a ∈ A, B ⊆ A, ψ′ ∈ Φ
d(ψ)−1
Pvar(ψ) and update U ′ with d(U ′) < d(ψ).

• Suppose ψ is of the form ♦aψ′. Then there are three possibilities.

– Suppose M, w2 6|= ψ′. Then M, w1 |= ♦ψ′ ∧ ♦¬ψ′ so we are in case 3.

– Suppose M, w2 |= ψ′ ∧�a⊥. Then either M, w1 |= ♦�a⊥ ∧ ♦¬�a⊥ so we
are in case 3 or M, w1 |= ♦�a⊥∧��a⊥. In the latter case it follows from
the fact that we are not in case 1 and that there is an a-arrow departing
from w1 that M, w1 |= ♦�⊥ ∧��⊥ so we are in case 4.

– SupposeM, w2 |= ψ′∧♦a>. Then w2 has a successor w3 withM, w3 |= ¬ψ′.
We can then apply the Lemma to ψ′, w2 and w3 by the induction hypothesis.
If one of the first three cases holds for ψ′, w2 and w3 it immediately follows
that the same case holds for ψ, w1 and w2 as these cases allow the relevant
worlds to be a certain distance away. Suppose then that the fourth case
holds for ψ′, w2 and w3 so M, w2 |= ♦k

′
�⊥∧�k

′+1⊥ for some k′ ≤ d(ψ′).
Then either all successors of w1 satisfy the same formula in which case
M, w1 |= ♦k�⊥ ∧ �k+1⊥ for k = k′ + 1 ≤ d(ψ) so we are in case 4 or
at least one successor of w1 does not satisfy the formula in which case
M, w1 |= ♦(♦k

′
�⊥ ∧�k

′+1⊥) ∧ ♦¬(♦k
′
�⊥ ∧�k

′+1⊥) so we are in case 3.

• Suppose ψ is of the form �aψ′. We are not in case 1 so there is only one agent
nearby. We therefore also have M, w1 |= �ψ′ and M, w2 |= ¬�ψ′. Since w2

is a successor of w1 we have M, w2 |= ψ′. But w2 has a successor w3 with
M, w3 |= ¬ψ′. We can then apply the Lemma to ψ′, w2 and w3 by the induc-
tion hypothesis. By the same reasoning as in the last subcase of the previous
possibility it then follows that the Lemma holds for ψ, w1 and w2.

2We could of course require ψ to be of pure length and still have it distinguish w1 and w2. Allowing
ψ to be a negation of a formula of pure length allows us to guarantee that ψ holds in w1 and not in
w2.
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• Suppose ψ is of the form [U ′]CBψ
′. Then there are three possibilities.

– Suppose there is no B-arrow from w1 to w2. Then the arrow from w1 to
w2 must be of an agents a 6∈ B and from the fact that we are not in case
1 it follows that there are only a arrows from w2. But then we must have
M, w2 |= ¬ψ′ and M, w |= ψ′ so we can apply the Lemma to ψ′, w1 and
w2, from which it immediately follows that the Lemma holds for ψ, w1 and
w2.

– Suppose there is a B-arrow from w1 to w2 andM, w2 |= ¬ψ′. Then we can
apply the Lemma to ψ′, w1 and w2, from which it immediately follows that
the Lemma holds for ψ, w1 and w2.

– Suppose there is a B-arrow from w1 to w2 and M, w2 |= ψ′. Then the
arrow from w1 to w2 must not be a U -arrow and there must be a U -arrow
from w2 to a successor w3 of w2. From the fact that we are not in case 1
it follows that the arrow from w1 to w2 and the arrow from w2 to w3 must
belong to the same agent. Let (u1, a, u2) be the U ′ clause for which there
is an arrow from w2 to w3. Then we must have either M, w1 |= ¬u1 and
M, w2 |= u1 or M, w2 |= ¬u2 and M, w3 |= u2. In the first case we can
apply the Lemma to ¬u1, w1 and w2 and it follows immediately that the
Lemma holds for ψ, w1 and w2. In the second case we can apply the lemma
to u2, w1 and w2 from which it follows that the Lemma holds for ψ, w1 and
w2 by the same reasoning as in the last subcase of the first possibility.

• Suppose ψ is of the form ¬[U ′]CBψ
′. Then there are two possibilities.

– Suppose M, w1 |= ¬ψ′. Because M, w2 |= ¬¬[U ′]CBψ
′ we have M, w2 |=

ψ′. We can then apply the Lemma for ψ′, w1 and w2 and it follows imme-
diately that the Lemma holds for ψ, w1 and w2.

– Suppose M, w2 |= ψ′. Then there must be a successor w3 of w1 with
M, w3 |= ¬[U ′]CBψ

′, so we have M, w1 |= ♦ψ ∧ ♦¬ψ. We therefore are in
case 3.

This completes the induction step and thereby the proof.

Lemma A.15. Let M be a model, w and w1 worlds in M, ψ a formula in ΦkPvar(χ)

with k ≤ 3n and π = ((w, b, w′), · · · , (w′′, b′, w1)) a path from w to w′ such that

• all arrows in π except possibly some or all of the last 3n− k ones are U -arrows,

• M, w |= ¬β1 ∧ ¬β2,

• M, w1 |= ♦ψ ∧ ♦¬ψ,

• there is no ψ′ ∈ ΦkPvar(χ) with d(ψ′) < d(ψ) and M, w1 |= ♦ψ′ ∧ ♦ψ′ and

• there are no ψ′ ∈ ΦkPvar(χ) and w2 on π with d(ψ′) ≤ d(ψ), w2 6= w1 and

M, w2 |= ♦ψ′ ∧ ♦ψ′.

Then there is a formula ξ ∈ ΦkPvar(χ) such that M, w1 |= ♦ξ ∧ ♦¬ξ, there is no w2

on π with M, w2 |= ξ and for any successor w3 of w1 with M, w3 |= ¬ξ we have
M, w3 |= ♦>.
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Proof. First, suppose that there is a successor w3 of w1 with M, w3 |= �⊥. From
M, w |= ¬β2 and the fact that all but the last n arrows in π are U arrows it follows
that for each propositional variable p all successors of w1 have the same value for
p. Since ψ distinguishes two successors of w1 this implies that w1 must also have a
successor satisfying ¬�⊥. We can then take ξ = �⊥.

Suppose then that every successor of w1 satisfies ♦>. If a boolean combination of
formulas distinguishes between two worlds then at least one of the combined formulas
distinguishes them as well, so we can assume without loss of generality that ψ is either
of pure length or the negation of a formula of pure length. Since this still allows for
the negating of a formula we can furthermore assume that M, w |= ¬ψ.

If there is no ψ world on π we can take ξ = ψ. Assume therefore that there is a ψ
world on π and let w2 be the first ψ world on the path. We have taken ψ such that
M, w |= ¬ψ, so w2 6= w, so there is a predecessor w3 of w2 on π with M, w3 |= ¬ψ.

We can then apply Lemma A.14 to ¬ψ, w3 and w2. The first two possibilities
of Lemma A.14 cannot be the case, as this would require either two agents to have
arrows within 3n steps of a U -reachable world or a propositional variable p such that
both p and ¬p hold in some world within 3n steps of a U -reachable world.

The fourth possibility cannot occur either, as no ♦ψ ∧ ♦¬ψ world can occur after
a ♦j�⊥ ∧ �j+1⊥ world unless there are either multiple agents or a propositional
difference nearby, which there aren’t.

We must therefore be in the third possibility: there are a formula ψ′ ∈ Φ
d(ψ)
Pvar(ψ)

and a world w4 such that M, w4 |= ♦ψ′ ∧ ♦¬ψ′, w4 is reachable from w3 in at most l
steps and l + d(ψ′) ≤ d(ψ).

There may be multiple worlds on π that satisfy ♦l
′
(♦ψ′ ∧ ♦¬ψ′) for some l′ with

l′ + d(ψ′) ≤ d(ψ). Let w5 be such a world on π that minimizes l′ −m where m is the
distance between the world and w1. Note that since there is no ♦ψ′ ∧ ♦¬ψ′ world on
π before w1 we must have l ≥ 1, so d(ψ′) < d(ψ).

Every successor of w5 must satisfy ♦l
′−1(♦ψ′∧♦¬ψ′) since otherwise we would have

M, w5 |= ♦(♦l
′−1(♦ψ′ ∧ ♦¬ψ′)) ∧ ♦¬(♦l

′−1(♦ψ′ ∧ ♦¬ψ′)). In particular the successor
w6 of w5 along π satisfies ♦l

′−1(♦ψ′ ∧♦¬ψ′). But for the same reason every successor
of w6 satisfies ♦l

′−2(♦ψ′ ∧ ♦¬ψ′).
This can be repeated until we either reach the l′-th successor of w5 or until we

reach w1, whichever comes first. If the distance m between w5 and w1 is at least
l′ we will reach the l′-th successor w7 of w5 on π which satisfies ♦ψ′ ∧ ♦¬ψ′. But
d(ψ′) < d(ψ) so there can be no such world on π. This is a contradiction, so m must
be less than l′ and we have M, w1 |= ♦l

′−m(♦ψ′ ∧ ♦¬ψ′). Since the length of ψ is
minimal for distinguishing the successors of w1 we also have that all successors of w1

satisfy ♦l
′−m(♦ψ′ ∧ ♦¬ψ′).

Let ξ = ψ ∧ ♦l
′−m−1(♦ψ′ ∧ ♦¬ψ′). Then d(ξ) = d(ψ) and Pvar(ξ) = Pvar(ξ) so

ξ ∈ ΦkPvar(χ). Furthermore, we have M, w1 |= ♦ξ ∧ ♦¬ξ. And, because w5 was chosen

to minimize l′−m we haveM, w′ |= ¬♦l′−m−1(♦ψ′∧♦¬ψ′) and thereforeM, w′ |= ¬ξ
for all w′ on π.





Nederlandse Samenvatting

Note: regulations at the University of Groningen require a PhD thesis that is written
in English to have a Dutch summary. So do not be alarmed if you cannot read this
section; everything explained here is also explained in the introduction.

Expressiviteit is een maat van wat kan worden uitgedrukt in een logica. Een log-
ica L2 is minstens zo expressief als een logic L1, geschreven als L1 � L2, dan en
slechts dan als alles dat in L1 kan worden uitgedrukt ook in L2 kan worden uitge-
drukt. Formeel gezien betekent dit dat L1 � L2 dan en slechts dan als er voor iedere
L1 formule ϕ1 een equivalente L2 formule ϕ2 bestaat.

Omdat expressiviteit een maat is van wat er in een logica kan worden uitgedrukt
is het ook tot op zekere hoogte een maat van hoe breed inzetbaar een logica is, en
daarmee misschien zelfs van hoe nuttig een logica is. Stel dat we voor een bepaald
doel een logica L1 gebruiken en dat L1 � L2. Dan kunnen we er voor kiezen om L2

te gaan gebruiken in plaats van L1. In plaats van te controleren of de L1 formule ϕ1

waar is in M, w kunnen we kijken of de equivalente L2 formule ϕ2 waar is. En in
plaats van te controleren of ϕ1 geldig is kunnen we controleren of ϕ2 geldig is.3

In dit proefschrift bewijs ik een aantal expressiviteitsresultaten (d.w.z. resultaten
dat L1 � L2 voor bepaalde L1 en L2) en een aantal resultaten die gerelateerd zijn aan
expressiviteit. De expressiviteitsresultaten in kwestie zijn dat:

• LCPS 6� LCP over de klasses KD45, S4 of S5 van modellen,

• LU∗ 6� LR en dat

• LU∗ � LCU

waar

• LCP een epistemische logica is met common knowledge (C) en public announce-
ments (P),

• LCPS een epistemische logica is met common knowledge (C), public announce-
ments (P) en public subsitutions (S),

• LR een epistemische logica is met relativized common knowledge (R),

• LCU een epistemische logica is met common knowledge (C) en arrow updates (U)
en

3Deze mogelijkheid om van L1 over te stappen naar L2 bestaat soms alleen in theorie. Uit het
feit dat L1 � L2 volgt niet dat we voor iedere L1 formule ϕ1 een equivalente L2 formule ϕ2 kunnen
vinden, alleen dat deze ϕ2 bestaat. Bovendien kan L2 zeer onhandig zijn om te gebruiken.
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• LU∗ een epistemische logica is met arrow common knowledge (U∗).

De aan expressiviteit gerelateerde resultaten zijn iets gevarieerder dan de expres-
siviteitsresultaten. Ik laat zien dat de arbitrary public announcement operator ♦
niet volledig willekeurig (“arbitrary”) is en dat deontische logica’s die gebaseerd zijn
op het idee van één sanction niet in staat zijn om contrary-to-duty obligations te
representeren. Daarnaast besteed ik Hoofdstuk 6 aan het ontwikkelen van een gegen-
eraliseerde variant van expressiviteit met het doel om te begrijpen waarom bepaalde
in de literatuur voorkomende vertalingen interessant zijn.
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time. In Rastislav Královič and Pawe l Urzyczyn, editors, Mathematical Foundations
of Computer Science 2006, pages 492–504, 2006.

Wiebe van der Hoek and John-Jules Ch. Meyer. Graded modalities in epistemic
logic. In Anil Nerode and Mikhail Taitslin, editors, Logical Foundations of Computer
Science – Tver ’92, pages 503–514. Springer, 1992.

John Horty. Agency and Deontic Logic. Oxford University Press, New York, 2001.

Paul Hunter. When is metric temporal logic expressively complete? In Simona
Ronchi Della Rocca, editor, Computer Science Logic 2013 (CSL 2013), pages 380–
394, 2013.
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