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1.1. Biological background

Introduction

Why don’t you use an individual-based model?
– Popular wisdom

1.1 Biological background

1.1.1 Evolution

Organisms evolve over time. This process is mainly driven by stochastic
events and selection, and its effects can be observed after many generations. This
introduces one of the greatest challenges in evolutionary biology: understanding
what are the processes that lead to the diversity we observe in nature today. The
task is extremely challenging for two reasons. The first reason is that evolutionary
processes are (usually) extremely slow, possibly spanning over periods of tens or
hundreds of million years. As a consequence it is impossible to reconstruct a pro-
cess just by collecting data over time. There are intrinsic limitations to claims we
can make because almost all the information we can exploit come from the present
or, in the best case scenario, from the recent past, because fossil data are often not
available. The second reason is that evolution is dominated by randomness. This
is certainly one of the most fascinating aspects of it. Organisms evolve because, at
each new generation, offspring’s genetics can slightly differ with respect to their
parents’. This is due to random mutations occurring in a population at each new
generation. Such mutations can be selected for or not according to the interaction
with the environment and with other individuals, as in the case of sexual selec-
tion. If selection plays a role then alleles that express advantageous phenotypic
traits increase their frequencies in the population over time, at the expense of the
less fit. Even when selection is not involved we can still have the allele distribu-
tion change over time due to pure random drift, where neutral genes propagate
at each generation moved by sheer stochastic forces. In both cases randomness
plays a central role. If we imagine rewinding an evolutionary process and running
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1. INTRODUCTION

it all over again the outcomes could be completely different from what we ob-
serve today. The way we deal with this is to choose an inference approach based
on stochastic models.

1.1.2 Speciation

When a group of individuals is able to interbreed and produce fertile offspring
they are said to belong to the same species, according to the biological species
concept. It might happen that two portions of the same population of individuals
belonging to the same species could become reproductively isolated with respect
to each other. When this happens the individuals will interbreed only with individ-
uals from the same sub-group. With time the allele distributions of the two popu-
lations will start to diverge until the individuals from one group will not be able to
produce offspring anymore with the individuals from the other group. When this
occurs the two populations belong, by the biological species concept, to different
species. The process of forming two new species from one is called cladogene-
sis. It is one form of speciation which is, in general, the process that leads to the
formation of new species. The other speciation mode is called anagenesis, and it
refers to phyletic evolution within the same lineage.

There are several reasons for the cladogenetic process to occur. They are cate-
gorized in four major variants in nature. When two populations become geograph-
ically isolated (as for the rise of geographical barriers, like mountains or rivers)
speciation is called "allopatric". When the process is driven by geographical isola-
tion but one of the two populations has much smaller size with respect to the other
one (as when a small group of colonizers migrates to an island) the process is
called "peripatric". On the contrary, "sympatric" speciation occurs when the two
sub-populations coexist in the same habitat but they become reproductively iso-
lated for other reasons. There might be several drivers for sympatric speciations.
One example is the case of sexual selection (Higashi, Takimoto, and Yamamura,
1999) as in Cichlid fish populations in African lakes (Allender et al., 2003). The
last one, called "parapatric" speciation, also involves two sub-populations coex-
isting in the same area but the subpopulations are not randomly mixed as in the
sympatric case; gene flow is therefore limited, but not zero as in the allopatric
case. Speciation can also be induced artificially by humans, as in the case of lab
experiments conducted on Drosophila Melanogaster or in the case of domesticated
species like those belonging to the genus citrus (Wu et al., 2018).

4



1.2. Phylogenetic Inference

Figure 1.1: A phylogeny.

1.2 Phylogenetic Inference

A phylogenetic tree is an efficient way to summarize the phylogenetic history
of a group of organisms. A tree is an oriented network (see Fig. 1.1) where each
branch represents a lineage, each node a cladogenetic event and each tip an extant
species. Phylogenetic trees tell us a story about the processes that lead to the di-
versity that we can observe today. The main problem is that, despite the botanical
name, they cannot actually be found in nature. They are objects constructed by
biologists from currently available genetic data and morphological information.
Such information are obtained (mostly) from extant organisms and, to a lesser
extent, from fossil records (when possible). Historically parsimony was invoked
to construct the tree: the tree was the simplest pattern of divergence that could
explain the observed data (Farris, 1970; Fitch, 1971). However, in the past few
decades, the rapid technological developments in computational power have lead
to the development of new statistical tools that allow us to reconstruct trees in
a more sophisticated way (Felsenstein, 1978). Some of the most popular tech-
niques rely on a Bayesian framework. This is the case for BEAST (Drummond
and Bouckaert, 2015; Bouckaert et al., 2014; Bouckaert et al., 2019), RevBayes
(Höhna et al., 2016) and MrBayes (Huelsenbeck and Ronquist, 2001; Ronquist
and Huelsenbeck, 2003). The general methodology employed by all these tools al-
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1. INTRODUCTION

ways starts from an alignment of inheritable sequences (such as DNA or proteins)
from different individuals belonging to several species, aiming to reconstruct the
phylogenetic history building progressively from present to past. In case of DNA,
for example, one or more loci can be taken into consideration. The loci must
be located in regions that are not subject to selection as species tree construction
methods always assume neutral mutations. Using neutral markers in the mito-
chondrial DNA (mtDNA) is a common choice, because mtDNA mutates at higher
rates compared to nuclear DNA (Moore, 1995), enhancing differences among dif-
ferent species over time. Moreover it is maternally inherited and therefore does
not suffer from recombination. However, the mitochondrial genome is relatively
short and may not contain sufficient non-coding DNA. Therefore nuclear DNA is
also used.

However, to reconstruct a phylogeny data is not enough. In fact, it is also
necessary to provide additional information about what we believe could be the
possible mechanism that actually generates the tree.

1.2.1 The Bayesian framework

The main ingredients of the Bayesian framework are three: the "prior", the
"likelihood" and the "posterior".

Our prior knowledge is summarized by a "prior distribution". For example we
can hypothesise that the process is generated by some model M. Models usually
have parameters, for example to describe the rates at which allowed events can
occur in the process according to the model. We can refer to them as θM. We
can therefore assign a joint probability to each model and set of parameter values
P(M,θM).

Next there is the "likelihood function". In its generality, it is defined as the
probability of observing some data, given a model M (and its parameters θM)

LM,θM (D) = P(D|M,θM) (1.2.1)

The combination of a prior and a likelihood yields a "posterior distribution"

P(M,θM|D) = KP(D|M,θM)P(M,θM) (1.2.2)

where K is a normalization constant. The posterior can be read as the credibility
we give to our model, given the experimental evidence. In this sense, it becomes
clear why such quantity is pivotal in the inference process, as the goal is to find
the best explanation for the process that generated the available data.
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1.2.2. Bayesian framework in phylogenetics

Figure 1.2: A sequence alignment.

1.2.2 Bayesian framework in phylogenetics

Here we explain how the the Bayesian framework is applied in phylogenetics.
Most of the concepts are taken from Lemey, Salemi, and Vandamme (2009) (chap-
ters 4 and 6), which summarizes in an excellent way Drummond and Bouckaert
(2015) and Felsenstein (1981).

For the sake of convenience, in the following we will always refer to a generic
tree having ns tips and ns−1 internal nodes. The total information content of the
tree is given by the pair (R, t), where R contains the information about tree topol-
ogy and t is the vector of its branching times. When the Bayesian framework is
applied to phylogenetics the starting point, i.e. the experimental evidence, con-
sists of heritable characters (DNA, RNA, proteins). We will label the collection of
these characters as D. The characters are used to create an alignment composed
of ns sequences (one for each tree tip) of length nc. The length nc is the length of
the character sequence sampled from each species.

D =


d1,1 d1,2 . . . d1,nc

d2,1 d2,2 . . . d2,nc

...
...

...
...

dns,1 dns,2 . . . dns,nc

 (1.2.3)

Each of the di, j can be in each of the possible states defined by the heritable char-
acter considered. In the following, for the sake of simplicity, we will always refer
to DNA, but the same reasoning could be applied to proteins or other kind of data
(even not biological, as in the case of cultural evolution or the evolution of lan-
guages, see Bouckaert et al., 2012 or Bouckaert, Bowern, and Atkinson, 2018).

7



1. INTRODUCTION

For each species those characters can be subject to random substitutions (e.g.,
character A becoming T) over time. The goal is to reconstruct backwards in time
the process, driven by substitutions, that lead to the diversification of such align-
ments. At the end we will obtain a tree (or, more precisely, a posterior distribution
of trees) that explains the phylogenetic history of data in the best possible way. To
calculate the posterior probability distribution of phylogenies we use 1.2.2:

P(T ,θT ,θS|D) = KP(D|T ,θT ,θS)P(T ,θT )P(θS)

= KP(D|T ,θS)P(T ,θT )P(θS)

= KP(D|T ,θS)P(T |θT )P(θT )P(θS) (1.2.4)

where T is the tree, θT are the tree parameters, S is a nucleotide substitution model
and θS are the substitution model’s parameters. The term P(T ,θT ) summarizes
our prior knowledge about the tree. The term P(θS) is instead the substitution
model’s prior. From the first to second line we remove the dependency on model
parameters in the likelihood as they do not affect directly the probability of the
observed characters.

1.2.3 The likelihood

The likelihood P(D|T ,θT ,θS) expresses the probability to observe the align-
ment D at the tips, given the tree and the substitution model. Alignment data can
be seen as a collection of data for each tip, therefore D = {di, j} with i = 1, . . . ,ns

and j = 1, . . . ,nc, as in 1.2.3. For the i-th tip, the j-th character in the align-
ment can be represented as a vector of probabilities for each of the possible states.
In case of DNA the collection of these states, also called "alphabet", is simply
α = (A,C,G,T ).

We can assign a likelihood to the entire phylogeny starting from the data at
the tips using the "pruning algorithm" introduced by Felsenstein (see Felsenstein,
1981 and Felsenstein, 1973).

We can define the likelihood vector Li, j of length nα in such a way that each
of its components represents the likelihood for a different character state: Li, j =
(Li, j(A),Li, j(C),Li, j(G),Li, j(T )).

The likelihood at the tip i for character j is

Li, j
z =

{
1, if z = di, j

0, otherwise
(1.2.5)
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1.2.3. The likelihood

The algorithm proceeds using the given substitution model to calculate the
likelihood at the parent node, given the likelihood vectors of the two children
nodes and the branch lengths.

Each substitution model needs to satisfy 3 properties:

1. The process is memoryless, meaning that probability of future events de-
pends only on the present state and not on past ones;

2. The matrix QS is constant over time;

3. The relative frequencies of characters, πz with z ∈ α , are at equilibrium.

Each substitution model is associated with an nα × nα matrix QS, where nα

is the length of the alphabet or, in other words, the number of possible states. In
the case of DNA, for example, we have nα = 4. Each matrix entry represents the
transition probability per unit time, i.e. the transition rates, from each of the 4
states to all the others. Entries on the main diagonal represent the probabilities
per unit time of remaining in the same state (i.e. to have no transition at all in a
time interval dt).

The simplest substitution model is the one by Jukes, Cantor, et al. (1969) (also
known as JC69), in which all the transitions have equal probabilities per unit time.
Its associated matrix is

QJC69 = µ


−3

4
1
4

1
4

1
4

1
4 −3

4
1
4

1
4

1
4

1
4 −3

4
1
4

1
4

1
4

1
4 −3

4

 (1.2.6)

Here µ is the only parameter of the model which expresses the rate at which
mutations occurs. Substitution models with greater complexity can also be used
as in the case of HKY85 (Hasegawa, Kishino, and Yano, 1985), TN93 (Tamura
and Nei, 1993) or GTR (Tavaré, 1986).

The rate matrix QS defines a system of ODE that can be solved to obtain the
dynamics of Li, j

dLi, j(t)
dt

= QS Li, j(t) (1.2.7)

Its solution at time tb, given the initial conditions at ta, is given by

Li, j(tb) = Π(ta, tb)Li, j(ta) (1.2.8)
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1. INTRODUCTION

where Π(ta, tb) is a nα ×nα matrix defined by the matrix exponential formula

Π(ta, tb) = eQS(tb−ta) :=
∞

∑
k=0

[QS(tb− ta)]k

k!
(1.2.9)

From these we can calculate back one by one the likelihood at the internal
nodes. The z−th component of the likelihood of the internal node i giving rise to
species o1 and o2 is

Li, j
z =

[
∑
x∈α

Πz,x(ti, to1)L
o1, j
x

]
·
[

∑
y∈α

Πz,y(ti, to2)L
o2, j
y

]
(1.2.10)

The process can be re-iterated up to the crown node. From the likelihood at the
crown we can finally compute

P(D|T ,θT ,θS) =
nc

∏
j=1

∑
z∈α

πzL2ns−1, j
z (1.2.11)

where πz is the equilibrium frequency for the character z. The final likelihood is
obtained as the product of the terms for each character taken separately, as they
are usually assumed to be independent from each other.

1.2.4 The tree prior

Using the definition of conditional probability we can rewrite the prior

P(T ,θT ) = P(T |θT )P(θT ) (1.2.12)

The quantity P(T |θT ) is called "tree prior" within the Bayesian context. This is
the name we will use in chapter 5.

This quantity can also be seen as a likelihood if we see the phylogeny as data,
according to eq. 1.2.1. This function is the core of chapters 2, 3 and 4, where it
will be referred to simply as "likelihood function". From now on, we will always
refer to this when talking about likelihood.

1.3 Likelihood modeling

When talking about likelihood we refer to a function that expresses the prob-
ability for a diversification model and its parameters to explain a diversification
process that results in the tree we observe

LM,θM (D) = P(T |M,θM). (1.3.1)

10



1.3.1. Complete tree vs reconstructed tree

Figure 1.3: On the left panel a complete phylogeny. On the right panel a reconstructed
phylogeny obtained by pruning extinct species from the complete one.

Outside of the Bayesian framework, likelihood maximization could be exploited
in order to: (1) estimate the best parameters for the given model to obtain relevant
information about the phylogeny; (2) perform model selection among two or more
candidate models using tools like Akaike Information Criterion (AIC, Akaike,
1998) to establish which is the most likely process that generated the data.

1.3.1 Complete tree vs reconstructed tree

When calculating the likelihood for a phylogeny it is important to keep in
mind that usually phylogenies we have access to do not show extinct species. Ob-
served phylogenies are the result of pruning complete trees from extinct species.
The result of this operation is called reconstructed tree. The difference between
reconstructed and complete trees is shown in Fig. 1.3.

1.3.2 The Birth-Death model

We can interpret a phylogeny as the realization of a birth-death (BD) process,
where each "birth" is a speciation event and each "death" is an extinction event.
The symbols λ and µ will denote the per-species speciation and extinction rates,

11



1. INTRODUCTION

respectively. They can be functions of time. The process can be described by
the master equation for the variable Pn(t) representing the probability of having n
species at the time t

dPn(t)
dt

= λ (t)(n−1)Pn−1(t)+ µ(t)(n+ 1)Pn+1(t)

− (λ (t)+ µ(t))nPn(t). (1.3.2)

Its solution has been provided by Kendall, 1948b

P0(t) = 1− p(t),

Pn(t) = p(t)(1−u(t))u(t)n−1, if n > 0, (1.3.3)

where

p(t) =
1

1+
∫ t

0 µ(t)exp [ρ(t,τ)]dτ

u(t) = 1− p(t)exp [ρ(0, t)]

ρ(t,τ) =
∫

τ

t
[µ(s)−λ (s)]ds (1.3.4)

This solution has been used by Nee, May, and Harvey, 1994 to assign likelihoods
to phylogenies. They show that, if phylogenetic branches are independent from
each other, the tree can be "broken", meaning that each branch can be considered
separately from all the others. The branch originating at time ti contributes by
a factor P1(tp− ti) to the likelihood, as reported in 1.3.3. The likelihood for the
entire phylogeny, conditioned on its survival, is thus proportional to the product
of a P1 term for each of the branches

L (λ , µ|t) = λ
ns−2(ns−1)!

∏
ns
i=1 P1(tp− ti)

(1−P0(tp− tc))2 . (1.3.5)

The factor λ ns−2 comes from each of the speciations occurring on the ns−2 inter-
nal nodes (excluding the crown, because we condition on the crown event) of the
phylogeny. The factor (ns−1)! takes into account the number of possible topolo-
gies compatible with the set of branching times t = t1, t2, . . . , tns (here the first two
time points t1 = t2 represent the time at which the crown species are created, i.e.
the crown age tc). The division by (1−P0(tp− tc))2 conditions the likelihood on
the survival of the crown species.

The result from Nee et al. is extremely important because their likelihood is
analytical (and therefore extremely fast to compute) and it provides a solid and
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1.3.3. The Q-framework

Figure 1.4: If branches are independent we can assign a likelihood to a phylogeny by
"breaking the tree" and assigning a likelihood factor separately to each individual branch
(Ref. Nee, May, and Harvey, 1994).

simple reference model that can be very useful for developing and testing new
models. A prime example of this is represented by the model we present in chapter
4, which heavily relies on Nee et al.’s framework.

1.3.3 The Q-framework

The Q-framework has been originally developed to deal with diversity-depen-
dent processes (Etienne et al., 2012). The process is described, as in the case of
the BD model, by an ODE set

dQk
m(t)
dt

= µk+m+1(m+ 1)Qk
m+1(t)+λk+m−1(m−1+ 2k)Qk

m−1(t)

− (λm+k + µm+k)(m+ k)Qk
m(t), ∀m > 0,

dQk
0(t)

dt
= µk+1Qk

1(t)− (λk + µk)kQk
0(t), if m = 0. (1.3.6)

where the quantity Qk
m(t) is the probability for the process to be compatible with

the phylogeny up to time t, having k visible species in the phylogeny as well as
additional m species that cannot be observed because they are not sampled or
they go extinct before the present. We will not explain the model in full detail
here, because it is extensively described in chapter 2, where the full procedure to
calculate the likelihood is provided.

This framework entails a fundamental difference with the standard Nee et al.
approach. In fact within the Q-framework it is possible to keep track, at each

13



1. INTRODUCTION

time point, of the probability distribution with respect to any number of missing
species m. This is possible because the quantity Q is directly used to calculate
the likelihood, whereas in the Nee et al.’s approach the likelihood is combined
by breaking the tree, combining independent elements from each branch. In the
literature, such feature has allowed for the development of diversity-dependent
models for single clades as well as multiple clades colonizing an island in DAISIE
(Valente, Phillimore, and Etienne, 2015). Also in this thesis this approach has
been heavily employed, as in chapters 2 and 3.

1.3.4 Simulating phylogenies

A BD process can be easily simulated by exploiting the Doob-Gillespie algo-
rithm (Gillespie, 1976; Gillespie, 1977). Simulated processes start at the crown
age, with only the two crown species present in the species pool. Each iteration
of the algorithm consists of three steps:

1. A waiting time for the next even is sampled from an exponential distribution

P(∆t = X) = rtote−rtot X (1.3.7)

where rtot is the total rate, which in the case of the standard BD model is
just rtot = n(λ + µ);

2. An event is sampled from the pool of all the possible events. In case of a
BD process

P(e = eλ ) =
nλ

rtot
, P(e = eµ) =

nµ

rtot
; (1.3.8)

3. The pool and the running time are updated. In a BD process, when a spe-
ciation (extinction) occurs the parent (extinct) species is sampled from the
current pool. In case of a speciation a new species is added to the pool and
the topology is affected by the parent species. In case of extinction the ex-
tinct species is removed from the pool. The time is updated just by adding
∆t to the current time.

The routine stops when the time reaches or exceeds the present time. This algo-
rithm has been used in chapters 3 and 4 to simulate datasets of phylogenies.
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1.3.5. Maximum Likelihood Estimation

1.3.5 Maximum Likelihood Estimation

Maximum likelihood estimation (MLE) is a technique that can be used to in-
fer relevant information from phylogenies. By maximizing the likelihood in the
model’s parameter space we can obtain the parameter values that best explain the
data, according to the chosen model. Writing a likelihood function is usually not
an easy task when dealing with phylogenies, because they are very complex ob-
jects, composed of continuous components (the branches) as well as discrete ones
(the nodes). Furthermore, as mentioned before, we always deal with incomplete
data, as information about extinct species is usually not available. For this reason,
before operating an MLE on actual data, it is generally considered good practice
to assess the efficacy of the likelihood function on a dataset of simulated data.
Applying the procedure to data generated according to known parameters, we can
effectively assess whether the model is able to recover the original parameters.
The procedure is shown in Fig. 1.5.

Figure 1.5: Assessment of the model using MLE. (Top-left) The procedure starts for a
set of known parameters. (Bottom-left) The parameters are used to simulate a dataset of
trees, from which parameters are estimated through maximum likelihood. (Bottom-right)
We collect all the MLE results in a distribution. (Top-right) The median of the distribution
is computed and compared to the original values.

We validated the models in chapters 3 and 4 using this procedure.
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1. INTRODUCTION

1.4 Thesis outline

In this thesis we discuss inference in phylogenetics through likelihood model-
ing. The main element around which each chapter revolves is always a likelihood
model.

In chapter 2 we provide a stronger mathematical foundation to the Q-frame-
work. This was needed as in the original publication the model had only been
proven numerically. We instead prove the equivalence of the likelihood with sev-
eral current models, in the cases where this is possible. We did so because we
need the framework for the next two chapters.

In chapter 3 we developed a new mathematical model to describe fast-paced
diversification processes. We did so by adding a new (diversity-dependent) event
alongside standard speciation and extinction ones. This new event is driven by the
environment and it could potentially lead to multiple speciations at the same time.
The code to run the model is wrapped in a R package (Laudanno, 2020a) and is
publicly available at https://github.com/Giappo/mbd.

In chapter 4 we highlight the problem with some of currently available models
dealing with rate shifts occurring on a single lineage within a phylogeny. This has
been applied, for example, to the case of the diversification process where the de-
velopment of a key innovation allows a specific lineage to escape competition with
other species in the clade (Etienne et al., 2012; Etienne and Haegeman, 2012). We
develop a new likelihood formula in the contexts of both the P-framework (for the
diversity-independent process) and the Q-framework (for the diversity-dependent
one). We test the model maximizing the likelihood on datasets of simulated phy-
logenies. The code to run the model is wrapped in a R package (Laudanno, 2020b)
and is publicly available at https://github.com/Giappo/sls.

In chapter 5 we present an R package called pirouette, to assess the error
made in Bayesian inference when using standard inference models. It does so
by taking an input phylogeny and using it to simulate an alignment. Then the
alignment is passed to BEAST which uses an inference model to yield a posterior
distribution of trees. The inference error is estimated by comparing the posterior
with the original tree using a given tree statistic. The R code to run pirouette is
publicly available at https://github.com/richelbilderbeek/pirouette.
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2. ANALYTICAL SUPPORT FOR A NEW LIKELIHOOD METHOD

Abstract

Molecular phylogenies have been increasingly recognized as an important
source of information on species diversification. For many models of macro-
evolution, analytical likelihood formulas have been derived to infer macroevo-
lutionary parameters from phylogenies. A few years ago, a general framework to
numerically compute such likelihood formulas was proposed, which accommo-
dates models that allow speciation and/or extinction rates to depend on diversity.
This framework calculates the likelihood as the probability of the diversification
process being consistent with the phylogeny from the root to the tips. However,
while some readers found the framework presented in Etienne et al. (2012) con-
vincing, others still questioned it (personal communication), despite numerical
evidence that for special cases the framework yields the same (i.e. within double
precision) numerical value for the likelihood as analytical formulas do that were
independently derived for these special cases. Here we prove analytically that the
likelihoods calculated in the new framework are correct for all special cases with
known analytical likelihood formula. Our results thus add substantial mathemati-
cal support for the overall coherence of the general framework.
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2.1. Introduction

2.1 Introduction

One of the major challenges in the field of macro-evolution is understanding
the mechanisms underlying patterns of diversity and diversification. A very fruit-
ful approach has been to model macro-evolution as a birth-death process which
reduces the problem to the specification of macroevolutionary events (i.e. specia-
tion and extinction). However, providing likelihood expressions for these models
given empirical data on speciation and extinction events is quite challenging, for
the following reason. While such a likelihood is very easy to derive when full in-
formation is available for all events, typically the data involves phylogenetic trees
constructed with molecular data collected from extant species alone. Hence, no
extinction events and speciation events leading to extinct species are recorded in
such phylogenetic trees. For a variety of models this problem can be overcome
by considering a reconstructed process, whereby the phylogeny of extant species
can be regarded as a pure-birth process with time-dependent speciation rate (Nee,
May, and Harvey, 1994). But this approach is not generally valid.

Thus, the methods employed to derive likelihood expressions are usually ap-
plicable to a limited set of models. They do not apply to models that assume that
speciation and extinction rates depend on the number of species in the system.
Hence, potential feedback of diversity itself on diversification rates, due to inter-
specific competition or niche filling, is completely ignored. The first to incorpo-
rate such feedbacks were Rabosky and Lovette (2008), who made rates dependent
on the number of species present at every given moment in time, analogously to
logistic growth models used in population biology. However, their model had
to assume that there is no extinction for mathematical tractability, which stands
in stark contrast to the empirical data: the fossil record provides us with many
examples of extinct species.

Etienne et al. (2012) presented a framework to compute the likelihood of phy-
logenetic branching times under a diversity-dependent diversification process that
explicitly accounts for the influence of species that are not in the phylogeny, be-
cause they have become extinct. We note that diversity-dependence as imple-
mented in the approach of Etienne et al. (2012) does not need to start at the crown
of a branching process: it can already act earlier. This feature has already been
used in applications to island biogeography (Valente, Phillimore, and Etienne,
2015). Some of our colleagues have doubts that this framework contains a formal
argument that the solution of the set of ordinary differential equations that together
constitute the framework gives the likelihood of the model for a given phyloge-
netic tree. Instead, only numerical evidence for a small set of parameter combina-
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2. ANALYTICAL SUPPORT FOR A NEW LIKELIHOOD METHOD

tions has been provided that the method yields, in the appropriate limit, the known
likelihood for the standard diversity-independent (i.e. using constant-rates) birth-
death model. This likelihood was first provided by Nee, May, and Harvey (1994),
using a breaking-the-tree approach. Later, Lambert and Stadler (2013) used coa-
lescent point process theory to provide an approach to obtain likelihood formulas
for a wider set of models. These models did not include diversity-dependence.
For example, Lambert, Morlon, and Etienne (2015) applied their framework to
the protracted birth-death model (Etienne, Morlon, and Lambert, 2014), which is
a generalization of the diversity-independent model where speciation is no longer
an instantaneous event (Etienne and Rosindell, 2012). For this model they pro-
vided an explicit likelihood expression.

Here we provide an analytical proof that the likelihood of Etienne et al. (2012)
reduces to the likelihood of Lambert, Morlon, and Etienne (2015) – and hence
to that of Nee, May, and Harvey (1994) – for the case of diversity-independent
diversification.

The extant species belonging to a clade are often not all available for sequenc-
ing, because some species are difficult to obtain tissue from (either because they
are difficult to find/catch, or because they are endangered, or because they have
recently become extinct due to anthropogenic rather than natural causes) or be-
cause it is difficult to extract their DNA. This means that our data consists of a
phylogenetic tree of an incomplete sample of species, and thus of an incomplete
set of speciation events, even for those that lead to the species that we observe
today. This incomplete sampling has been described by two different random
models. The first model assumes that a fixed number of extant species are not
represented in the phylogeny. This model might be appropriate for well-described
taxonomic groups, such as birds, where we have a good idea of the species that
are evolutionarily related, but we are simply missing some data points for the
reasons mentioned above. This sampling model is called n-sampling (Lambert,
Morlon, and Etienne, 2015). The second model assumes that extant species are
represented in the phylogeny with a fixed probability ρ . This sampling scheme is
called ρ-sampling (Lambert, Morlon, and Etienne, 2015), but is also referred to
as f -sampling (Nee, May, and Harvey, 1994). The framework of Etienne et al.
(2012) assumes n-sampling, but in this paper we show that it can also be extended
to incorporate ρ-sampling.

In the next section we summarize the framework of Etienne et al. (2012) and
we provide the likelihood formula analytically derived by Lambert, Morlon, and
Etienne (2015) for the special case of diversity-independent but time-dependent
diversification with n-sampling. Then we proceed by showing that the probabil-
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2.2. The diversity-dependent diversification model

ity generating functions of these two likelihoods are identical. We end with a
discussion where we point out how the framework of Etienne et al. (2012) can be
extended to include ρ-sampling and how it relates to the likelihood formula of Ra-
bosky and Lovette (2008) for the diversity-dependent birth-death model without
extinction.

2.2 The diversity-dependent diversification model

Diversification models are birth-death processes in which “birth” and “death”
correspond to speciation and extinction events, respectively. In the simplest case,
the per-species speciation rate λ and the per-species extinction rate µ are con-
stants. Here we consider diversification models in which the per-species specia-
tion and extinction rates depend on the number of species n present at time t, i.e.,
diversity-dependent, which we denote by λn and µn. We also allow the speciation
and extinction rates to depend on time t, i.e., λn(t) and µn(t), although the latter
dependence is often not explicit in our notation.

We assume that the diversification process starts at time tc from a crown, i.e.,
from two ancestor species. Assuming that at a later time t > tc the process has n
species, the transition probabilities in the infinitesimal time interval [t, t + dt] are

from n to n+ 1 species with probability nλn(t)dt

from n to n−1 species with probability nµn(t)dt

n does not change with probability 1−nλn(t)dt−nµn(t)dt.

The diversification process runs until the present time tp.
We denote by Pn(t) the probability that the process has n species at time t.

This probability satisfies the following ordinary differential equation (ODE, called
master equation or forward Kolmogorov equation (Bailey, 1990)),

dPn(t)
dt

= µn+1 (n+1)Pn+1(t)+λn−1 (n−1)Pn−1(t)−(λn+µn) nPn(t), (2.2.1)

where we omit in the notation the time dependence of the speciation and extinction
rates.
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Figure 2.1: a) Full tree where missing species are plotted as red dashed lines: the ones
ending in a cross become extinct before the present, whereas the ones ending with a red dot
are unsampled species at the present; b) Corresponding reconstructed tree in which only
extant species are present. This is the type of tree we usually work with because actual
phylogenetic trees are usually obtained from molecular data taken from extant species; c)
Lineages-through-time plot: the green line represents the number of lineages leading to
extant species (k), the red line represents lineages leading to extinct or unsampled species
(m), and the blue line represents the total number of lineages (n = k+m).
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2.2. The diversity-dependent diversification model

Sampling models

At the present time tp a subset of the n extant species are observed and sam-
pled. This sampling process can been modelled in two different ways (see intro-
duction). The first model assumes that a fixed number of species is unsampled,
which corresponds to the n-sampling scheme of Lambert, Morlon, and Etienne
(2015). That is, the number of extant species at tp that are not sampled, a number
we denote by mp, is a model parameter. The second model assumes that each
extant species at the present time is sampled with a given probability, which has
been called f -sampling (Nee, May, and Harvey, 1994) or ρ-sampling (Lambert,
Morlon, and Etienne, 2015). In this case the number of unsampled species mp is
a random variable, and the probability with which extant species are sampled is a
model parameter, which we denote by fp.

Reconstructed tree

A realization of the diversification process from tc to tp can be represented
graphically as a tree, see Figure 2.1. The complete tree shows all the species that
have originated in the process (Fig. 2.1, panel a). However, in practice we have
only access to the reconstructed tree, i.e., the complete tree from which we remove
all the species that became extinct before the present or that were not sampled
(Fig. 2.1, panel b). While it would be straightforward to infer information about
the diversification process based on the complete tree, this task is much more
challenging when only the reconstructed tree is available.

This paper deals with likelihood formulas for a reconstructed phylogenetic
tree. The number of tips equals the number of sampled extant species kp. We
assume that also the number of unsampled extant species is known, a number
we denote by mp. The information contained in a phylogenetic tree consists of a
topology and a set of branching times. For a large set of diversification models,
including the diversity-dependent one, all trees having the same branching times
but different topologies are equally probable (Lambert and Stadler, 2013). Hence,
rather than computing the likelihood of a specific topology, we present formu-
las for the likelihood of the vector of branching times. We denote the vector of
branching times by t = (t2, t3, . . . , tkp−1), where tk is the branching time at which
the phylogenetic tree changes from k to k+ 1 branches. It will be convenient to
set t0 = t1 = tc and tkp = tp.
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Likelihood conditioning

It is common practice to condition the likelihood on the survival of both ances-
tor lineages to the present time (Nee, May, and Harvey, 1994). Indeed, we would
only do an analysis on trees that have actually survived to the present. To incorpo-
rate this fact we need to divide the unconditioned likelihood by the probability for
each of the ancestor species at the crown age to have sampled extant descendants.
This probability would necessarily depend on the way extant species were sam-
pled, i.e. using either the n-sampling or the f -sampling model. However, for the
sake of simplicity, here we apply the same conditioning as presented in the origi-
nal paper (Etienne et al., 2012), where it is required that the descendants survive
to the present, but not that they are sampled. In this way the conditioning becomes
independent of the choice of the sampling scheme.

Figure 2.2: An example of how to build a likelihood for a tree with kp = 4 tips. We
start with a vector Q2(tc) at the crown age. We use Ak(tk, tk−1) and Bk(tk) to evolve the
vector across the entire tree (on branches and nodes, respectively) up to the present time
tp according to Q4(t4) = A4(t4, t3)B3(t3)A3(t3, t2)B2(t2)A2(t2, tc)Q2(tc). At the present
time the likelihood accounting for mp missing species will be proportional to the mp-th
component of the vector L4,mp ∝ Q4

mp(tp).
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2.3 The Q-framework

Etienne et al. (2012) presented an approach to compute the likelihood of a
phylogeny for the diversity-dependent model. It is based on a new variable, Qk

m(t),
which they described as “the probability that a realization of the diversification
process is consistent with the phylogeny up to time t, and has n = m+k species at
time t” (Ref. Etienne et al., 2012, Box 1), where k lineages are represented in the
phylogenetic tree (because they are ancestral to one of the kp species extant and
sampled at present) and m additional species are present but unobserved (Fig. 2.1,
panel c). These species might not be in the phylogenetic tree because they became
extinct before the present or because they are either not discovered or not sampled
yet (see introduction). From hereon we will refer to these species denoted by m as
missing species. We cannot ignore these missing species, because in a diversity-
dependent speciation process, they can influence the speciation and extinction
rates.

We start by describing the computation of the variable Qkp
mp(tp), which pro-

ceeds from the crown age tc to the present time tp. It is convenient to arrange
the values Qk

m(t), with m = 0,1,2, . . ., into the vector Qk(t). The initial vector
Qk=2(tc) is transformed into the vector Qk(t) at a later time t as follows (Ref. Eti-
enne et al., 2012, Appendix S1, Eq. (S1)):

Qk(t) = Ak(tk−1, t)Bk−1(tk−1)Ak−1(tk−2, tk−1) . . .

A3(t2, t3)B2(t2)A2(tc, t2)Qk=2(tc),

with tk−1 ≤ t ≤ tk. The operators Ak and Bk are infinite-dimensional matrices that
operate along the tree, on branches and nodes, respectively (Fig. 2.2). Continuing
this computation until the present time tp, we get

Qkp(tp) = Akp(tkp−1, tp)Bkp−1(tkp−1)Akp−1(tkp−2, tkp−1) . . .

A3(t2, t3)B2(t2)A2(tc, t2)Qk=2(tc). (2.3.1)

Note that Eq. (2.3.1) generalizes Eq. (S1) of Ref. Etienne et al., 2012 to the case
in which the rates are time-dependent.

We specify the different terms appearing in the right-hand side of Eq. (2.3.1):

• For the initial vector Qk=2(tc) we assume that there are no missing species
at crown age, that is, Qk=2

m (tc) = δm,0.

• The matrix Ak corresponds to the dynamics of Qk
m(t) in the time interval

[tk−1, tk], during which the phylogenetic tree has k branches. Etienne et al.
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(2012) argued that these dynamics are given by the following ODE system
(Ref. Etienne et al., 2012, Box 1, Eq. (B2)):

dQk
m(t)
dt

= µk+m+1(m+ 1)Qk
m+1(t)+λk+m−1(m−1+ 2k)Qk

m−1(t)

− (λm+k + µm+k)(m+ k)Qk
m(t), ∀m > 0,

dQk
0(t)

dt
= µk+1Qk

1(t)− (λk + µk)kQk
0(t), if m = 0.

(2.3.2)

The quantity Qkp
m (tp) is proportional to the likelihood of the tree at the

present time with m unsampled extant species (see Claim 2.3.1 for the pre-
cise statement, including the constant of proportionality). We can collect
the coefficients of Qk

m(t) on the right-hand side of the ODE system in a
matrix Vk(t). If we do so, the system can be rewritten as

dQk(t)
dt

= Vk(t)Qk(t),

which has solution

Qk(t) = exp
(∫ t

tk−1

Vk(s)ds
)

Qk(tk−1),

so that

Ak(tk−1, t) = exp
(∫ t

tk−1

Vk(s)ds
)

. (2.3.3)

• The matrix Bk transforms the solution of the ODE system ending at tk into
the initial condition of the ODE system starting at tk. It is a diagonal matrix
with components kλk+mdt, so that

Qk+1
m (tk) =

(
Bk(tk)

)
m,mQk

m(tk) = kλk+mdt Qk
m(tk). (2.3.4)

The multiplication by λk+mdt corresponds to the probability that a speci-
ation occurs in the time interval [tk, tk + dt]. We multiply by a factor k
because we do not specify which lineage speciates (recall that we compute
the likelihood of a vector of branching times rather than of a specific topol-
ogy). In the likelihood expressions we will omit the differential (a choice
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that is widely adopted across the vast majority of this kind of models in the
literature) as it is actually not essential in parameter estimation. Therefore,
we will work with a likelihood density, but for simplicity we will refer to it
as a likelihood.

We are then ready to formulate the claim made by Etienne et al. (2012) (in par-
ticular, from their Appendix S1, see Eqs. (S2) and (S6) to obtain Eq. 2.3.5 and
Eqs. (S7-11) to obtain Eq. 2.3.6).

Claim 2.3.1 Consider the diversity-dependent diversification model, given by spe-
ciation rates λn(t) and extinction rates µn(t). The diversification process starts at
crown age tc with two ancestor species, and ends at the present time tp, at which
a fixed number of species mp are not sampled. A phylogenetic tree is constructed
for the sampled species. Then, the likelihood that the phylogenetic tree has kp tips
and vector of branching times t = (t1, t2, . . . , tkp−1), conditional on the event that
both crown lineages survive until the present, is equal to

Lkp,t,mp =
Qkp

mp(tp)

(kp+mp
mp

)Pc(tc, tp)
. (2.3.5)

The term Qkp
mp(tp) in the numerator of this expression is obtained from Eq. (2.3.1).

The term Pc(tc, tp) in the denominator, where the subscript c stands for condition-
ing, is equal to

Pc(tc, tp) =
∞

∑
m=0

6
(m+ 2)(m+ 3)

∞

∑
n=0

(
A2(tc, tp)

)
m,n Qk=2

n (tc), (2.3.6)

where Qk=2
n (tc) = δn,0.

The structure of the likelihood expression (2.3.5) can be understood intu-
itively. It is proportional to Qkp

mp(tp), which in Etienne et al.’s interpretation is the
probability that the diversification process generates the phylogenetic tree with kp

tips and mp missing species at present time tp. The combinatorial factor (kp+mp
mp

)

accounts for the number of ways to select mp missing species out of a total pool of
kp +mp species. The factor Pc(tc, tp) is the probability that both ancestor species
at crown age tc have descendant species at the present time tp. Hence, this factor
applies the likelihood conditioning.

Etienne et al. (2012) provided numerical evidence that Claim 2.3.1 is in agree-
ment with the likelihood provided by Nee, May, and Harvey (1994) under the hy-
pothesis of diversity-independent speciation and extinction rates and no missing
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species at the present. However, a rigorous analytical proof, even for this specific
case, has not yet been given. In this paper we show that Claim 2.3.1 holds (1)
for the diversity-independent (but possibly time-dependent) case and (2) for the
diversity-dependent case without extinction (i.e., extinction rate µ = 0).

2.4 The likelihood for the diversity-independent case

Claim 2.3.1 proposes a likelihood expression for the case with a known num-
ber of unsampled species at the present, i.e., it accounts for n-sampling. For the
diversity-independent case, i.e., λn(t) = λ (t) and µn(t) = µ(t), the likelihood is
contained in a more general result established by Lambert, Morlon, and Etienne
(2015). In the following proposition we derive an explicit likelihood expression
by restricting the result of Lambert et al. to the diversity-independent case.

Proposition 2.4.1 Consider the diversity-independent diversification model, given
by speciation rates λ (t) and extinction rate µ(t). The diversification process
starts at crown age tc with two ancestor species, and ends at the present time tp,
at which a fixed number of species mp are not sampled. A phylogenetic tree is
constructed for the sampled species. Then, the likelihood that the phylogenetic
tree has kp tips and vector of branching times t = (t1, t2, . . . , tkp−1), conditional on
the event that both crown lineages survive until the present, is equal to

L(div-indep)
kp,t,mp

=
(kp−1)!

(kp+mp
mp

)
(1−η(tc, tp))

2
kp−1

∏
i=2

λ (ti)(1−ξ (ti, tp))(1−η(ti, tp))

∑
m|mp

kp−1

∏
j=0

(m j + 1)(η(t j, tp))
m j , (2.4.1)

where we used the convention t0 = t1 = tc. The components m j (with j = 0,1, . . . ,kp−
1) of the vectors m, in the sum on the second line, are non-negative integers satis-
fying ∑

kp−1
j=0 m j = mp. The functions ξ (t, tp) and η(t, tp) are given by
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ξ (t, tp) = 1− 1

α(t, tp)+
∫ tp

t λ (s)α(t,s)ds

= 1− 1

1+
∫ tp

t µ(s)α(t,s)ds
(2.4.2)

η(t, tp) = 1−
α(t, tp)

α(t, tp)+
∫ tp

t λ (s)α(t,s)ds

= 1−
α(t, tp)

1+
∫ tp

t µ(s)α(t,s)ds
, (2.4.3)

with

α(t,s) = exp
(∫ s

t
(µ(s′)−λ (s′))ds′

)
.

The functions ξ (t, tp) and η(t, tp) are those appearing in Kendall’s solution of
the birth-death model (see Ref. Kendall, 1948b, Eqs. (10–12)), and are useful to
describe the process when time-dependent rates are involved. Given the probabil-
ity Pn(t, tp) of realizing a process starting with 1 species at time t and ending with
n species at time tp, we have that ξ (t, tp) = P0(t, tp) and η(t, tp) =

Pn?+1(t,tp)
Pn? (t,tp)

for
any n? > 0.

Proof The likelihood for n-sampling was originally provided by Ref. (Lam-
bert, Morlon, and Etienne, 2015), Eq. (7), but we start from the explicit version
provided in Ref. (Etienne, Morlon, and Lambert, 2014), Eq. (1), see corrigendum
in Ref. (Etienne, 2017),

L(div-indep)
kp,t,mp

=
(kp−1)!

(kp+mp
mp

)

× (g(tc, tp))
2

kp−1

∏
i=2

f (ti, tp) ∑
m|mp

kp−1

∏
j=0

(m j + 1)(1−g(t j, tp))
m j .

(2.4.4)

Etienne, Morlon, and Lambert (2014) and Lambert, Morlon, and Etienne
(2015) specify the functions f (t, tp) and g(t, tp) as the solution of a system of
ODEs for the case of protracted speciation, a model where speciation does not take
place instantaneously but is initiated and needs time to complete. The standard
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diversification model is then obtained by taking the limit in which the speciation-
completion rate tends to infinity. In this limit the four-dimensional system of Eti-
enne, Morlon, and Lambert (2014), Eq. (2), reduces to a two-dimensional system
of ODEs,

f (t, tp) =
dg(t, tp)

dt
= λ (t) (1−q(t, tp))g(t, tp)

dq(t, tp)

dt
= −µ(t)+ (µ(t)+λ (t))q(t, tp)−λ (t)q2(t, tp).

Note that in this paper time t runs from past to present rather than from present
to past as in Etienne, Morlon, and Lambert (2014). The conditions at the present
time tp are given by g(tp, tp) = 1 and q(tp, tp) = 0.

The solution of this system of ODEs can be expressed in terms of η(t, tp) and
ξ (t, tp),

f (t, tp) = λ (t) (1−ξ (t, tp)) (1−η(t, tp))

g(t, tp) = 1−η(t, tp)

q(t, tp) = ξ (t, tp),

which can be checked using the derivatives of the expressions 2.4.3 and 2.4.2

∂η(t, tp)

∂ t
= −λ (t) (1−ξ (t, tp)) (1−η(t, tp))

∂ξ (t, tp)

∂ t
= −(µ(t)−λ (t)ξ (t, tp)) (1−ξ (t, tp)).

Substituting the functions f (t, tp) and g(t, tp) into the likelihood expression (2.4.4)
concludes the proof. �

The functions ξ (t, tp) and η(t, tp) are directly related to the functions used by
Nee, May, and Harvey (1994). In particular, the functions they denoted by P(t, tp)
and ut correspond in our notation to 1−ξ (t, tp) and η(t, tp), respectively.

This correspondence allows us to get an intuitive understanding of the likeli-
hood expression (2.4.1). First consider the case without missing species. Setting
mp = 0, we get

L(div-indep)
kp,t,0 = (kp−1)! (1−η(tc, tp))

2
kp−1

∏
i=2

λ (ti)(1−ξ (ti, tp))(1−η(ti, tp)),

which is identical to the breaking-the-tree likelihood of Nee et al. (1994, Eq. (20)).
In the latter approach the phylogenetic tree is broken into single branches: two for
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the interval [tc, tp] and one for each interval [ti, tp] with i = 2,3, . . . ,kp− 1. Each
branch contributes a factor (1− ξ (ti, tp))(1−η(ti, tp)), equal to the probability
that the branch starting at ti has a single descendant species at tp. For the two
branches originating at tc, the factor (1− ξ (ti, tp)), equal to the probability of
having (one or more) descendant species, drops due to the conditioning. For the
other branches, there is an additional factor λ (ti) for the speciation events.

Next consider the case with missing species. Each of the branches resulting
from breaking the tree can contribute species to the pool of mp missing species.
For the branch over the interval [t j, tp], there are m j such species, each contributing
a factor η(t j, tp) to the likelihood. Indeed, (1−ξ (t j, tp))(1−η(t j, tp))(η(t j, tp))m j

is equal to probability of having exactly m j + 1 descendant species at the present
time. One of these species is represented in the phylogenetic tree, justifying the
combinatorial factor (m j + 1) in the second line of Eq. (2.4.1).

Finally, we recall the expressions for the functions ξ (t, tp) and η(t, tp) in the
case of constant rates, λ (t) = λ and µ(t) = µ ,

ξ (t, tp) =
µ
(
1− e−(λ−µ)(tp−t)

)
λ −µ e−(λ−µ)(tp−t)

η(t, tp) =
λ
(
1− e−(λ−µ)(tp−t)

)
λ −µ e−(λ−µ)(tp−t)

.

2.5 Equivalence for the diversity-independent case

Likelihood formula (2.4.1) allows speciation and extinction rates to be arbi-
trary functions of time, λ (t) and µ(t). Here we show that, for the diversity-
independent case, we find the same likelihood formula with the approach of Eti-
enne et al. (2012). From now on, we will use the short-hand notation ∂x for the
partial derivative with respect to the generic variable x.

Theorem 2.5.1 Claim 2.3.1 holds for the diversity-independent case.

Proof The proof relies heavily on generating functions. First, we introduce
the generating function for the variables Qk

m(t),

Fk(z, t) =
∞

∑
m=0

zmQk
m(t). (2.5.1)
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The set of ODEs satisfied by Qk
m(t), Eq. (2.3.2), transforms into a partial differen-

tial equation (PDE) for the generating function Fk(z, t),

∂tFk(z, t) = (µ(t)− zλ (t))(1− z)∂zFk(z, t)

+ k(2zλ (t)−λ (t)−µ(t))Fk(z, t)

= c(z, t)∂zFk(z, t)+ k∂zc(z, t)Fk(z, t), (2.5.2)

with

c(z, t) = (µ(t)− zλ (t))(1− z).

Note that the number of branches k changes at each branching time, so that the
PDE for Fk(z, t) is valid only for tk−1 ≤ t ≤ tk (corresponding to the operator
Ak). At branching time tk, the solution Fk(z, tk) has to be transformed to provide
the initial condition for the PDE for Fk+1(z, t) at time tk (corresponding to the
operator Bk). Using Eq. (2.3.4) and dropping the differential, we get

Fk+1(z, tk) = kλ (tk)Fk(z, tk). (2.5.3)

The initial condition at crown age is F2(z, tc) = 1 because Qk=2
m (tc) = δm,0.

Next, we define Pn(s, t) as the probability that the birth-death process that
started with one species at time s has n species at time t. The corresponding
generating function is defined as,

G(z,s, t) =
∞

∑
n=0

znPn(s, t). (2.5.4)

The set of ODEs satisfied by Pn(s, t), Eq. (2.2.1), transforms into a PDE,

∂tG(z,s, t) = c(z, t)∂zG(z,s, t). (2.5.5)

Its solution was given by Kendall (1948, Eq. (9)),

G(z,s, t) =
ξ (s, t)+ (1−ξ (s, t)−η(s, t))z

1− zη(s, t)
, (2.5.6)

where ξ (s, t) and η(s, t) are given in Eqs. (2.4.2) and (2.4.3).
The generating function Fk(z, t) can be expressed in terms of the generating

function G(z,s, t), as shown in the following lemma.
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Lemma 1 The generating function Fk(z, t) of the variables Qk
m(t) is given by

Fk(z, t) = H2(z, tc, t)
k−1

∏
j=2

jλ j(t j)H(z, t j, t) (2.5.7)

with

H(z,s, t) = ∂zG(z,s, t) =
(1−ξ (s, t)) (1−η(s, t))

(1− zη(s, t))2 . (2.5.8)

To prove the lemma, let us suppose that the solution of Eq. (2.5.2) is of the
form,

Fk(z, t) =Ck(t)
k−1

∏
j=0

∂zG(z, t j, t) (2.5.9)

where we used the convention t0 = t1 = tc and Ck(t) is a constant depending on
the branching times. This expression can be rewritten as,

Fk(z, t) =Ck(t)
1
k

k−1

∑
i=0

∂zG(z, ti, t)
k−1

∏
j 6=i, j=0

∂zG(z, t j, t).

The partial derivatives of Fk can now be computed,

∂zFk =Ck(t)
k−1

∑
i=0

∂
2
z G(z, ti, t)

k−1

∏
j 6=i, j=0

∂zG(z, t j, t)

∂tFk =Ck(t)
k−1

∑
i=0

∂t∂zG(z, ti, t)
k−1

∏
j 6=i, j=0

∂zG(z, t j, t).

We substitute these expressions into the PDE, Eq. (2.5.2),

k−1

∑
i=0

∂t∂zG(z, ti, t)
k−1

∏
j 6=i, j=0

∂zG(z, t j, t)

= c(z, t)
k−1

∑
i=0

∂
2
z G(z, ti, t)

k−1

∏
j 6=i, j=0

∂zG(z, t j, t)

+ k ∂zc(z, t)
1
k

k−1

∑
i=0

∂zG(z, ti, t)
k−1

∏
j 6=i, j=0

∂zG(z, t j, t).
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This equation is satisfied if the following equation is satisfied for every i= 0,1, . . . ,k,

∂t∂zG(z, ti, t)
k−1

∏
j 6=i, j=0

∂zG(z, t j, t)

= c(z, t)∂
2
z G(z, ti, t)

k−1

∏
j 6=i, j=0

∂zG(z, t j, t)

+ ∂zc(z, t)∂zG(z, ti, t)
k−1

∏
j 6=i, j=0

∂zG(z, t j, t).

This is the case if

∂t∂zG(z, ti, t) = c(z, t)∂
2
z G(z, ti, t)+ ∂zc(z, t)∂zG(z, ti, t),

or, equivalently, if

∂z
[
∂tG(z, ti, t)

]
= ∂z

[
c(z, t)∂zG(z, ti, t)

]
.

This is an identity because G(z, ti, t) satisfies Eq. (2.5.5).
Next, we verify that the constants Ck(t) can be determined such that initial

conditions (2.5.3) are satisfied. This is indeed the case if we take

Ck(t) =
k−1

∏
j=2

jλ (t j).

Introducing the function H(z,s, t) and using t0 = t1 = tc complete the proof of the
lemma.

Next, we use Eq. (2.5.7) to derive an explicit expression for the likelihood
(2.3.5) of Claim 2.3.1. It will be useful to have explicit expressions for derivatives
of the function H(z,s, t). It follows from Eq. (2.5.8) that

1
a!

∂
a
z
[
Hb(z, t j, t)

]
=

(
a+ 2b−1

a

)
Hb(z, t j, t)

(
η(t j, t)

1− zη(t j, t)

)a

, (2.5.10)

where a and b are positive integers.
To evaluate the numerator of Eq. (2.3.5), we have to extract Qkp

mp(tp) from the
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generating function Fkp(z, tp). Using Leibniz’ rule,

Qkp
mp(tp) =

1
mp!

∂
mp
z
[
Fkp(z, tp)

]
z=0

=
Ckp(t)

mp!
∂

mp
z

[
kp−1

∏
j=0

H(z, t j, tp)

]
z=0

=
Ckp(t)

mp! ∑
m|mp

(
mp

m0,m1, . . . ,mkp−1

) kp−1

∏
j=0

∂
m j
z [H(z, t j, tp)]z=0

=
Ckp(t)

mp! ∑
m|mp

mp!
∏i mi!

kp−1

∏
j=0

(m j + 1)!

×
[

H(z, t j, tp)

(
η(t j, tp)

1− zη(t j, tp)

)m j
]

z=0

=Ckp(t)
kp−1

∏
j=0

H(0, t j, tp) ∑
m|mp

1

∏
kp−1
i=0 mi!

kp−1

∏
j=0

(m j + 1)!η
m j(t j, tp)

=
kp−1

∏
j=2

jλ (t j)
kp−1

∏
j=0

(1−ξ (t j, tp))(1−η(t j, tp))

× ∑
m|mp

kp−1

∏
j=0

(m j + 1)η
m j(t j, tp)

= (kp−1)!(1−ξ (tc, tp))
2(1−η(tc, tp))

2

×
kp−1

∏
j=2

λ (t j) (1−ξ (t j, tp))(1−η(t j, tp))

× ∑
m|mp

kp−1

∏
j=0

(m j + 1)η
m j(t j, tp). (2.5.11)

To evaluate the denominator of Eq. (2.3.5), we have to extract Qk=2
m (tp) from the

generating function,

Qk=2
m (tp) =

1
m!

∂
m
z
[
F2(z, tp)

]
z=0 =

1
m!

∂
m
z
[
H2(z, tc, tp)

]
z=0.
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Substituting into Eq. (2.3.6) and using Eq. (2.5.10), we get

Pc(tc, tp) =
∞

∑
m=0

6
(m+ 2)(m+ 3)

1
m!

∂
m
z
[
H2(z, tc, tp)

]
z=0

= H2(0, tc, tp)
∞

∑
m=0

(m+ 1)η
m(tc, tp)

= (1−ξ (tc, tp))
2. (2.5.12)

Finally, substituting Eqs. (2.5.11) and (2.5.12) into the likelihood formula
(2.3.5) of Claim 2.3.1,

Lkp,t,mp =
(kp−1)!

(kp+mp
mp

)
(1−η(t1, tp))

2
kp−1

∏
j=2

λ (t j)(1−ξ (t j, tp))(1−η(t j, tp))

∑
m|mp

kp−1

∏
j=0

(m j + 1)η
m j(t j, tp), (2.5.13)

which is identical to likelihood formula (2.4.1). This concludes the proof of the
theorem. �

2.6 A note on sampling a fraction of extant species

Nee, May, and Harvey (1994) noted that one way to model the sampling of
extant species is equivalent to a mass extinction just before the present. This
sampling model corresponds to sampling each extant species with a given proba-
bility fp, which has also been called ρ-sampling (Lambert, Morlon, and Etienne,
2015). We use the link with mass extinction to extend the previous formula for
n-sampling to the case of ρ-sampling.

First, we formulate the ρ-sampling version of Claim 2.3.1.

Claim 2.6.1 Consider the diversity-dependent diversification model, given by spe-
ciation rates λn(t) and extinction rates µn(t). The diversification process starts at
crown age tc with two ancestor species, and ends at the present time tp, at which
extant species are sampled with probability fp. Then, the likelihood of a phylo-
genetic tree with kp tips and branching times t, conditional on the event that both
crown lineages survive until the present, is equal to

Lkp,t =
Ps(tc, t, tp, fp)

Pc(tc, tp)
. (2.6.1)
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The term Ps(tc, t, tp, fp) in the numerator, where the subscript s stands for sam-
pling, is equal to

Ps(tc, t, tp, fp) =
∞

∑
m=0

f kp
p (1− fp)

m Qkp
m (tp), (2.6.2)

where Qkp
m (tp) is obtained from Eq. (2.3.1). The term Pc(tc, tp) in the denominator,

where the subscript c stands for conditioning, is equal to

Pc(tc, tp) =
∞

∑
m=0

6
(m+ 2)(m+ 3)

Qk=2
m (tp), (2.6.3)

where Qk=2
m (tp) is again obtained from Eq. (2.3.1).

Next, we establish as a reference the likelihood formula for ρ-sampling in the
diversity-independent case.

Proposition 2.6.1 Consider the diversity-independent diversification model, given
by speciation rates λ (t) and extinction rates µ(t). The diversification process
starts at crown age tc with two ancestor species, and ends at the present time tp,
at which extant species are sampled with probability fp. Then, the likelihood of a
phylogenetic tree with kp tips and branching times t, conditional on the event that
both crown lineages survive until the present, is equal to

L(div-indep)
kp,t = (kp−1)! (1− η̃(tc, tp))

2
kp−1

∏
i=2

λ (ti)(1− ξ̃ (ti, tp))(1− η̃(ti, tp)).

(2.6.4)

The functions ξ̃ (t, tp) and η̃(t, tp) are given by

ξ̃ (t, tp) = 1−
fp

α(t, tp)+ fp
∫ tp

t λ (s)α(t,s)ds

= 1−
fp

fp +(1− fp)α(t, tp)+ fp
∫ tp

t µ(s)α(t,s)ds
(2.6.5)

η̃(t, tp) = 1−
α(t, tp)

α(t, tp)+ fp
∫ tp

t λ (s)α(t,s)ds

= 1−
α(t, tp)

fp +(1− fp)α(t, tp)+ fp
∫ tp

t µ(s)α(t,s)ds
, (2.6.6)
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with

α(t,s) = exp
(∫ s

t
(µ(s′)−λ (s′))ds′

)
.

Proof We use the equivalence between ρ-sampling and a mass extinction, see
Ref. (Nee, May, and Harvey, 1994), Eq. (31). We introduce a modified extinction
rate µ(t) containing a delta function just before the present,

µ̃(t) = µ(t)− ln fp δ (t− tp). (2.6.7)

The likelihood formula is then obtained by setting mp = 0 in Eq. (2.4.1), while
evaluating the functions ξ (t, tp) and η(t, tp) with the modified extinction rate
µ̃(t, tp). This establishes Eq. (2.6.4); it remains to be proven that the modified
functions ξ̃ (t, tp) and µ̃(t, tp) are given by Eqs. (2.6.5) and (2.6.6). This follows
by noting that the modified version α̃(t, tp) of the function α(t, tp) appearing in
Eqs. (2.4.2) and (2.4.3) satisfies

α̃(t, tp) = exp
(∫ tp

t
(µ̃(s)−λ (s))ds

)
=

1
fp

exp
(∫ tp

t
(µ(s)−λ (s))ds

)
=

1
fp

α(t, tp),

while α̃(t,s) = α(t,s) if s < tp. �
We are then ready to establish the following result.

Theorem 2.6.1 Claim 2.6.1 holds for the diversity-independent case.

Proof We use again the equivalence between ρ-sampling and a mass extinc-
tion, see Eq. (2.6.7). Due to Theorem 2.5.1, likelihood formula (2.3.5) is valid
for the diversity-independent case. Hence, we can derive the corresponding like-
lihood formula for ρ-sampling by introducing the modified extinction rate µ̃(t),
and setting mp = 0 in the likelihood formula for n-sampling.

The introduction of the modified extinction rate µ̃(t, tp) corresponds to apply-
ing an additional operator to the vector Qkp(tp) at the present time. In particular,
the modified vector Q̃kp(tp) is given by

Q̃kp(tp) = C( fp)Qkp(tp), (2.6.8)
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where the operator C( fp) corresponds to the following ODE, acting in a small
time interval [tp− ε , tp] before the present,

dQ̃kp
m (t)
dt

=
(
µ− 1

ε
ln fp

)
(m+ 1)Q̃kp

m+1(t)+λ (m−1+ 2kp)Q̃
kp
m−1(t)

−
(
λ +

(
µ− 1

ε
ln fp

))
(m+ kp)Q̃

kp
m (t),

where we added a delta peak to the extinction rate, Eq. (2.6.7), in the ODE satisfied
by Qk(t), Eq. (2.3.2). In the limit ε → 0 the terms in 1

ε
dominate, so that

dQ̃kp
m (t)
dt

= −1
ε

ln fp (m+ 1)Q̃kp
m+1(t)+

1
ε

ln fp (m+ kp)Q̃
kp
m (t).

This can be rewritten in matrix form as

dQ̃kp(t)
dt

=
1
ε

W( fp) Q̃kp ,

where the operator W( fp) is an infinite-dimensional matrix with components

Wm,n( fp) =


ln fp (m+ kp) if m = n
− ln fp (m+ 1) if m = n−1
0 otherwise.

Hence, the operator C( fp), which is also an infinite-dimensional matrix, is equal
to

C( fp) = exp
(∫ tp

tp−ε

1
ε

W( fp)ds
)
= exp

(
W( fp)

)
.

We need the row m = 0 to evaluate the likelihood, which is equal to

Cm=0,n( fp) = f kp
p (1− fp)

n.

We are then ready to evaluate likelihood formula (2.3.5) with the modified
extinction rate. Setting mp = 0, we get

Lkp,t =
Q̃kp

0 (tp)

Pc(tc, tp)
.
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Recall that the conditioning probability Pc(tc, tp) is not affected by the process of
sampling extant species. We get

Lkp,t =

(
C( fp)Qkp(tp)

)
m=0

Pc(tc, tp)

=
∑

∞
n=0 Cm=0,n( fp)Qkp

n (tp)

Pc(tc, tp)

=
∑

∞
n=0 f kp

p (1− fp)n Qkp
n (tp)

Pc(tc, tp)

=
Ps(tc, t, tp, fp)

Pc(tc, tp)
,

which is identical to Eq. (2.6.4). This ends the proof. �

Note that Eq. 2.6.2 is equal to f kp
p Fkp(1− fp, tp) which provides an alternative

route to prove Claim 2.6.1 (Manceau et al., 2019).
Finally, we give the expressions for the functions ξ̃ (t, tp) and η̃(t, tp) in the

case of constant rates, λ (t) = λ and µ(t) = µ ,

ξ̃ (t, tp) =
fp µ +((1− fp)λ −µ)e−(λ−µ)(tp−t)

fp λ +((1− fp)λ −µ)e−(λ−µ)(tp−t)

η̃(t, tp) =
fp λ
(
1− e−(λ−µ)(tp−t)

)
fp λ +((1− fp)λ −µ)e−(λ−µ)(tp−t)

,

which are identical to Eqs. (4) and (5) in the paper by Stadler (2012).

2.7 The diversity-dependent case without extinction

Rabosky and Lovette (2008) derived the likelihood for a particular instance
of the diversity-dependent diversification model, namely, when there is no extinc-
tion. This is the only case for which a diversity-dependent likelihood formula is
available. Here we show that this case is dealt with correctly in the approach of
Etienne et al. (2012).

We start by reformulating the result of Rabosky and Lovette (2008) in our
notation.

Proposition 2.7.1 Consider the diversity-dependent model without extinction, given
by speciation rates λn(t). The diversification process starts at crown age tc with
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two ancestor species, and ends at the present time tp, at which all extant species
are sampled. Then, the likelihood of a phylogenetic tree with kp tips and branch-
ing times t is equal to

L(no-extinct)
kp,t,0 = (kp−1)!

kp−1

∏
i=2

λi(ti)
kp

∏
j=2

exp
(
− j

∫ t j

t j−1

λ j(s)ds
)

, (2.7.1)

where we used the convention t1 = tc and tkp = tp.

Proof Eq. (2.7.1) follows from Eqs. (2.4) and (2.5) in Ref. Rabosky and
Lovette (2008), by noting that ξi in their notation corresponds to

exp
(
−

kp

∑
j=i

∫ t j

t j−1

λ j(s)ds
)

in our notation. �
Note that in the case without extinction likelihood conditioning has no effect.

Theorem 2.7.1 Claim 2.3.1 holds for the diversity-dependent case without ex-
tinction.

Proof To evaluate likelihood expression (2.3.5), we have to solve the ODE for
Qk

m(t), Eq. (2.3.2). Because species cannot become extinct and because all extant
species are sampled, every species created during the process is represented in the
phylogeny, i.e., there are no missing species. Hence, only the m = 0 component
of Qk(t) is different from zero. The ODE simplifies to

dQk
0(t)

dt
= −kλk(t)Qk

0(t),

where t belongs to [tk−1, tk]. Note that in this time interval there are exactly k
species. Given the initial condition Qk

0(tk−1) at tk−1 , the solution is

Qk
0(t) = Qk

0(tk−1) exp
(
−k
∫ t

tk−1

λk(s)ds
)

.

At branching time tk, variable Qk
0(tk) is transformed into variable Qk+1

0 (tk),

Qk+1
0 (tk) = kλk(tk)Qk

0(tk).

Using the initial condition at crown age tc, Qk=2
0 (tc) = 1, we get

Qkp
0 (tp) =

kp−1

∏
i=2

iλi(ti)
kp

∏
j=2

exp
(
− j

∫ t j

t j−1

λ j(s)ds
)

.

Substituting into Eq. (2.3.5) yields the desired result. �
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2.8 Concluding remarks

We have shown here that for the diversity-independent, but time-dependent
birth-death model with n-sampling, the framework of Etienne et al. (2012) yields
the same likelihood derived by Lambert, Morlon, and Etienne (2015) (also pre-
sented in a more explicit form in Etienne, 2017 and Etienne, Morlon, and Lam-
bert (2014)). This provides strong support for the correctness of this framework,
but does not prove that it is also correct for the case of diversity-dependence. We
have thus far not been able to provide alternative evidence for this framework,
apart from the fact that parameter estimations on simulations of this model pro-
vide reasonable, although sometimes biased, estimates (Etienne et al., 2012). We
hope that our analysis here will suggest directions for a further substantiating of
the framework. The approach taken by Manceau et al. (2019) may be promising,
as it also provides numerical evidence for the correctness of the framework in the
diversity-dependent case.

Most existing macroevolutionary models rely on the hypothesis that the sub-
components of trees do not interact (and one can thus apply a breaking-the-tree
approach, as in Nee, May, and Harvey (1994), pag. 308), therefore letting the
likelihood be a factorization of terms that comes independently from the tree’s
edges and nodes. However, such a hypothesis is not always valid. The diversifi-
cation process likely also depends on properties of other lineages than the lineage
under consideration. The analytical treatment of Etienne et al. (2012) arguments
presented in this work suggests a direction towards deriving the likelihood for
much more complicated models with “interacting branches”, with the arguably
simplest case being diversity dependence, i.e. dependence only on the total num-
ber of lineages present at any time. Our work, showing analytically that Etienne
et al.’s model agrees with existing formulas for likelihoods of simple diversifica-
tion models, suggests that future models that aim to deal with interacting branches
should consider such a structure as a reference point, in the same fashion as mod-
els dealing with “breakable” trees often refer to Nee, May, and Harvey (1994)
paradigm.

In this article we have proved that the framework to compute a likelihood for
diversity-dependent processes by Etienne et al. (2012) agrees with analytical re-
sults obtained for diversity-independent diversification models. This suggests that
the framework is valid for more general models that take into account the effect
of diversity of speciation and extinction rates while still being able to deal with
unsampled species in the phylogeny, when this number is known. Our results can
thus improve the understanding of the general architecture of macroevolutionary
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diversification models providing useful tools for the development of new models.
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3. LIKELIHOOD FORMULA FOR THE MULTIPLE-BIRTHS AND DEATH MODEL

Abstract

One of the main goals of evolutionary biologists is to understand the tempo
and mode of diversification processes, which can span time intervals of millions
of years. In recent years a wide variety of diversification models have been de-
veloped, and the corresponding likelihood of a phylogenetic tree derived and im-
plemented to infer rates of diversification from empirical phylogenies. However,
these models assume that only one event can happen at any one time, whereas
simultaneous speciation in multiple lineages may be triggered by the same event.
This mechanism has been referred to as a species pump and may explain explo-
sive radiations such as those of cichlids in African rift lakes. Here we introduce a
model that allows multiple species to speciate simultaneously when triggered by a
clade-wide environmental change, and call it the multiple-births and death (MBD)
model. We derive the likelihood of the MBD model given a phylogeny of extant
species and evaluate the performance of maximum likelihood inference on a set
of simulated phylogenies. We find that we can recover the generating parameters
reasonably well. We show that comparing the performance of MBD to simple BD
models using standard model selection tools is not trivial and we present a new
metric, the Distance to the Nearest Branching Time (DNBT) to detect evidence
for MBD. We apply it to the radiation of cichlids in Lake Tanganyika and find
strong evidence for MBD. This suggests that species pump dynamics has played
a major role in cichlid diversification.
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3.1 Introduction

Phylogenetic trees have long intrigued evolutionary biologists, not only be-
cause they show the evolutionary relatedness between different species, but also
because they may contain information on the processes by which the astonishing
species diversity that we still experience today has arisen.

Various diversification models have been developed and confronted to the
many molecular phylogenies that have become available over the last decades.
The standard birth-death model (Nee, May, and Harvey, 1994; Kendall, 1948a)
assumes that speciation and extinction rates are constant over time, but many vari-
ations have been proposed, such as models where speciation and/or extinction
are time-dependent (Nee, May, and Harvey, 1994), diversity-dependent (Etienne
et al., 2012), environment-dependent (Condamine, Rolland, and Morlon, 2013),
trait-dependent (Maddison, Midford, and Otto, 2007; FitzJohn, 2012; FitzJohn,
2010; Beaulieu and O’Meara, 2016; Herrera-Alsina, Els, and Etienne, 2019) or
age-dependent (Hagen et al., 2018) or where speciation is protracted (Etienne,
Morlon, and Lambert, 2014; Lambert, Morlon, and Etienne, 2015). Furthermore,
models have been developed that allow for non-homogeneous paces of diversifi-
cation across a phylogeny, accounting for clade-wide (Stadler, 2011) or single-
lineage shifts in diversification regimes (Rabosky, 2014; Laudanno et al., 2020).

Despite the fact that so many available models allow us to explore a plethora
of different hypotheses, they all share a common key characteristic: they assume
that speciation occurs at different, distinct points in time. This assumption may
however be violated when multiple speciation events take place simultaneously
and repeatedly when populations are intermittently disconnected and connected,
for example due to climatic fluctuations. This has been called the species pump
hypothesis (Jetz, Rahbek, and Colwell, 2004; Haffer, 1969; Sedano and Burns,
2010; Janzen and Etienne, 2016) and has been invoked in mountainous areas that
underwent glaciation (Muellner-Riehl et al., 2019), but also in explaining the ra-
diation of cichlid fish in the African rift lakes undergoing water level changes
(Verheyen et al., 1996; Turner et al., 2001; Sturmbauer et al., 2001; Janzen et
al., 2017). The species pump hypothesis argues that geographical isolation drives
speciation (Wagner, Harmon, and Seehausen, 2012). Indeed, African rift lakes
have been subject to cyclical water level changes across time (Cohen et al., 1997;
Alin and Cohen, 2003). Such water level fluctuations can promote speciation by
creating several isolated pools (Aguilée, Lambert, and Claessen, 2011; Aguilée,
Claessen, and Lambert, 2013) thereby strongly reducing gene flow (Glor et al.,
2004). In such scenarios drift alone can cause divergence between populations in
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different pools and thereby initiate speciation (Papadopoulou and Knowles, 2015).
This divergence starts at the same time in the species occupying the pools, thereby
synchronizing the branching times in their molecular phylogenies. When the wa-
ter level rises again, all species come in secondary contact and reinforcement may
conclude the speciation process. At the next water level drop, the process can
repeat itself. As a natural consequence of these dynamics, the species pump can
increase the speed at which phylogenies become populated with newly formed
species (Esquerré et al., 2019).

Here we present a model, the multiple-births and death (MBD) model, which
takes into account the possibility of such simultaneous events. We derive a likeli-
hood for this model given a phylogenetic tree of extant species. We show, using
simulated trees, that we can infer the diversification parameters using maximum
likelihood, and thus estimate, in principle, the impact of the environmentally-
driven large scale events. However, there are two hurdles in this inference proce-
dure. First, to gain support for the species pump hypothesis we need to be able
to compare the model to standard models without synchronous speciation events.
Second, the reconstruction of empirical phylogenies assumes a negligible proba-
bility for synchronous speciation events and therefore do not contain such events.
To solve both issues we introduce a new metric that can detect the occurrence of
synchronous events by measuring the clustering of branching events.

We apply this metric to cichlid fish in lake Tanganyika, which is known for
its historical fluctuations in water level, and we find strong support for the species
pump hypothesis.

3.2 Methods

3.2.1 Model

The model we introduce belongs to the family of stochastic birth-death (BD)
models. It assumes that each species is indistinguishable from each other and
allows 3 possible events to occur:

• (single) speciation, with per-species rate λ ;

• extinction, with per-species rate µ;

• an event that can trigger multiple simultaneous speciation events, with rate
ν . Then, if the event occurs, each of the species present has a probability q
to speciate.
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λ μ

ν

q3(1-q)0q2(1-q)1q1(1-q)2q0(1-q)3

Figure 3.1: Illustration of the events that could occur when a phylogeny is simulated. The
phylogeny in the center describes the state before an event is sampled. Possible events
are: (green) a speciation event, regulated by parameter λ , adding a new species to the
phylogeny; (red) an extinction event, regulated by parameter µ , removing a species from
the phylogeny; (blue) a multiple speciation event, triggered by parameter ν , which may
lead to a number of simultaneous speciations up to the current number of species in the
tree, each with probability q.
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The first two events are present in all other birth-death models, and the pa-
rameters λ and µ have the same meaning and effect as in the standard birth-death
model (Nee, May, and Harvey, 1994). The novel addition in our model is the pos-
sibility of multiple simultaneous speciation events, when triggered by an external
(environmental) force. For this reason we call our model multiple-births and death
model (MBD).

3.2.2 Mathematical description: the P-framework

One can describe the dynamics of the process through a set of ordinary dif-
ferential equations (ODE) for the vector of probabilities Pn(t), of having n extant
species at time t

dPn

dt
= λ (n−1)Pn−1(t)+ µ(n+ 1)Pn+1(t)

+ν

b n
2c

∑
i=1

Sq(n− i,n)Pn−i(t)

−
(

λn+ µn+ν

n

∑
i=1

Sq(n,n+ i)
)

Pn(t) (3.2.1)

Such an ODE set is similar to the one for the standard birth-death process, but
includes an additional Sq(n,n+ i) term accounting for the possibility of a multiple
event leading to the creation of i additional species. Because we assume that, at
any given moment, species are indistinguishable, we can assign to each of them a
probability q of speciating in case of a multiple birth event. The probability of a
transition from n to n+ i is then

Sq(n,n+ i) =
(

n
i

)
qi(1−q)n−i with i ∈ [0,n] (3.2.2)

where i cannot be greater than the current number of species, as we do not al-
low for polytomies in the phylogeny. We assume that geographical fragmentation
events occurring at rate ν separate the dynamic landscape in two major sub-areas.
Under these conditions each species can only give rise to up to one new daughter
species, and hence polytomies do not occur. We decided to do so for two main
reasons: (1) such events are more likely to occur than higher order fragmentation
events and (2) to keep our model relatively simple. The set of equations 3.2.1
cannot be solved analytically because Sq(n,n+ i) depends (in a non-linear way)
on the total number of extant species n. However, we can still resort to numeri-
cal analysis and simulations to explore the distribution of the number of species
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and of the phylogenetic trees. For computing the likelihood of the model given a
phylogeny of extant species we propose a different approach, detailed below.

3.2.3 Simulations

The events we defined in the previous section all have exponential waiting
times. This allows us to exploit the Doob-Gillespie algorithm in continuous time
for fast simulations (Gillespie, 1976; Gillespie, 1977). This algorithm consists of
two steps that are iterated: sampling the waiting time to the next event ∆t and
sampling an event e from a pool of possible events.

To sample each waiting time we use an exponential distribution with parame-
ter equal to the total rate rtot = n(λ +µ)+ν(1− (1−q)n) where n is the number
of species currently present in the species pool

P(∆t = X) = rtote−rtot X (3.2.3)

We then sample the specific event e from the distribution of relative rates

P(e = eλ ) =
nλ

rtot

P(e = eµ) =
nµ

rtot

P(e = e(ν ,i)) =
ν

rtot
·
(

n
i

)
qi(1−q)n−i (3.2.4)

where e(ν ,i) is a multiple birth event leading to the creation of i additional species.
Note that the sum over all the possible transitions given by a e(ν ,i) guarantees that
the total probability is equal to 1:

P(e = eλ )+P(e = eµ)+
n

∑
i=1

P(e = e(ν ,i)) =

nλ

rtot
+

nµ

rtot
+

ν(1− (1−q)n)

rtot
= 1 (3.2.5)

When one (or more) species is (are) selected to undergo an event, the species
is (are) chosen at random, with equal probability from the current species pool,
and then the species pool is updated. In the case of multiple speciation events,
transitions with i > n are forbidden. The algorithm starts from the crown age tc
(which is negative) and stops when the running time reaches or exceeds the present
time tp = 0. At this present time all extinct lineages are pruned from the phylogeny
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to mimic the empirical molecular phylogenies inferred from genetic data of extant
species. Phylogenies obtained in this way are called "reconstructed phylogenies".
The likelihood computation we present below applies to such phylogenies.

3.2.4 Likelihood derivation: the Q-framework

Equation 3.2.1 cannot be used to calculate a likelihood for the process. How-
ever, we can calculate the likelihood by adapting a framework originally devel-
oped to deal with diversity-dependent diversification, the so-called Q-framework
(Etienne et al., 2012). The quantity Qk

m(t) expresses the probability, at time t,
to have k species visible in the phylogeny, plus additional m species that are not
visible because they were unsampled or went extinct before the present.

Because we assume all species to be indistinguishable all the phylogenetic
information content can be summarized by its lineage-through-time (LTT) plot.
An LTT plot is fully described by its coordinates on the x- and y-axis which
correspond, respectively, to a vector of expanded branching times t and a vec-
tor of species reported in the reconstructed phylogeny k. The expanded vector
of branching times is t = (tc = t1, t2, . . . , tp = tn), and includes actual branching
times (for ti with i = 2, . . . ,n− 1) as well as the crown age and the present time.
The generic component ki of the vector k is defined as the number of lineages
(i.e. species that leave descendants at the present time) right after the time ti. In
a reconstructed phylogeny generated by a simple BD process only one species is
added at every speciation event. Mathematically this corresponds to ki+1 = ki +1
for every i. This is no longer true in the MBD model where, instead, every specia-
tion event adds at least (but possibly more than) one species, thus all k components
must respect the rule ki > k j for every i > j.

The likelihood for a phylogeny having kp tips and m missing (or unsampled)
species at the present is proportional to the m-th component of the Q-vector at the
present (Etienne et al., 2012)

L
kp

m =
Qkp

m (tp)

(kp+m
kp

)Pc
(3.2.6)

where Pc is a conditional probability that can be used to condition the likelihood
on the survival of the crown lineages to the present, which is commonly done
(Nee, May, and Harvey, 1994).

To calculate the Q-vector at the present we assume an initial condition at the
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crown time

Qkc
m (tc) = δm,0 (3.2.7)

and we transform the vector along the tree in the following way

Qkn(tn) = Akn(tn−1, tn)Bkn,kn−1 Akn−1(tn−2, tn−1) . . .

Ak3(t3, t4)Bk3,k2 Ak2(t2, t3)Bk2,k1 Ak1(t1, t2)Qk1(t1), (3.2.8)

where Aki(ti, ti+1) is a matrix that summarizes the dynamics of the vector in the
generic time interval [ti, ti+1] with ki lineages, and Bki+1,ki is the transformation
operating on the vector at the branching points, where the number of lineages
increases. In the diversity-dependent model, multiple speciation events are for-
bidden, so we always have ki+1 = ki + 1, as in the BD model.

To obtain expressions for the two matrices Aki(ti, ti+1) and Bki+1,ki we will
consider the state transitions. The MBD model makes two simple assumptions:
(1) if a multiple speciation event occurs, every single species has probability q to
speciate, which is summarized by Eq. 3.2.2; (2) as in the original Q-framework,
k- and m-species (respectively visible and invisible in the phylogeny) have to be
treated differently. We therefore consider transitions from the m-pool and the k-
pool.

Transition from the m-pool

The m-pool can evidently only produce new species in the m-pool. The prob-
ability M of multiple speciation events from the m-pool leading to the change of
state (m,k)→ (m+ i,k) is

Mk,k
m+i,m =

(
m
i

)
qi(1−q)m−i (3.2.9)

Transition from the k-pool

If the multiple speciation event occurs starting from the k-pool matters are
more complex, as this can change the number of species in both pools. The prob-
ability Kk+b,k

m+ j,m of multiple speciation events from the k-pool leading to the change
of state (m,k)→ (m+ j,k+ b) is

Kk+b,k
m+ j,m = 2 j

(
k
b

)(
k−b

j

)
qb+ j(1−q)k−b− j (3.2.10)
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Here the factor 2 j arises from the fact that each of the j speciation events from the
k-pool to the m-pool can occur in two different ways: daughter species 1 continues
to survive to the present and daughter species 2 goes extinct, or the other way
around. Having j new species the number of possibilities becomes 2 j. This factor
arises for the same reason as the factor 2k in the λ term of the original Q-equation
in Etienne et al. (2012) (see also the Q-equation below). Analytical evidence
for the necessity of this factor has been provided by Laudanno, Haegeman, and
Etienne (2020).

Transitions from both pools combined

If we want to consider the full process we have to combine the two probabili-
ties Kk+b,k

m+ j,m and Mk,k
m+i,m.

The probability Nk+b,k
m+i+ j,m of multiple speciation events from both pools lead-

ing to the change of state (m,k)→ (m+ i+ j,k+b) is the convolution of the two
terms:

Nk+b,k
m+a,m = [Kk+b,k

m+ j,m ∗Mk,k
m+i,m]

k+b,k
m+a,m

=

(
k
b

)
qb(1−q)k+m−b

min(a,k−b)

∑
j=0

2 j
(

k−b
j

)(
m

a− j

)
qa(1−q)−a

(3.2.11)

where a = i+ j.
Now we are ready to define our matrices Aki(ti, ti+1) and Bki+1,ki .

The A matrix

The A matrix results from the integration of a set of differential equations
between two consecutive branching times. The set in the time interval [ti−1, ti], in
which k species are present in the phylogeny, is

d
dt

Qk
m(t) = ∑

n
T k,k

m,n ·Qk
n(t) (3.2.12)

where m and n label the number of unobserved species in the phylogeny before
and after the transition, A is thus defined as:

A(ti− ti−1) = eTk,k(ti−ti−1) (3.2.13)
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and the formal solution in t = ti from initial conditions at ti−1 is

Qk
m(ti) = ∑

n
Am,n(ti− ti−1)Qk

n(ti−1) (3.2.14)

Transition matrix and Q-equation

The matrix Tk,k summarizes the ODE system used to evolve in time the vec-
tor Qk in a given time interval with a fixed number of k-species. The explicit
expression for the ODE system of Eq. 3.2.12 is the following

dQk
m(t)
dt

= λ (m+ 2k−1)Qk
m−1(t)+ µ(m+ 1)Qk

m+1(t)

− (λ + µ)(m+ k)Qk
m(t)

+ν

m

∑
a=1

Nk,k
m−a,mQk

m−a(t)−ν(1−Nk,k
m,m)Q

k
m(t)

= λ (m+ 2k−1)Qk
m−1(t)+ µ(m+ 1)Qk

m+1(t)

+ν(1−q)k+m
m

∑
a=1

min(a,k)

∑
j=0

2 j
(

k
j

)(
m−a
a− j

)
qa(1−q)−2aQk

m−a(t)

− (λ + µ)(m+ k)Qk
m(t)−ν(1− (1−q)m+k)Qk

m(t) (3.2.15)

Here the λ and µ terms are identical to the original framework of Etienne et al.
(2012). The ν terms instead reflect the process mentioned in Eq. 3.2.11. Note that
the ODE system is defined in the time interval between branching times, therefore
the number of (visible) births b expressed in Eq. 3.2.11 is equal to 0.

The B matrix

The matrix B operating at the branching times is also built according to the
basic process expressed in Eq. 3.2.11. The generic entry of coordinates (m,n) in
matrix Bk+b,k, describing the transition (n,k)→ (m,k+ b), is given by

Bk+b,k
m,n = λ k δm,nδb,1 +νNk+b,k

m,n

= λ k δm,nδb,1

+ν

(
k
b

)
qb+m−n(1−q)k−b+2n−m

min(m−n,k−b)

∑
j=0

2 j
(

k−b
j

)(
n

m−n− j

)
(3.2.16)

with n≤ m.
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3.2.5 Conditional probabilities

P-approach

We define an ODE system in the P-framework for the variable Pn1,n2(t). Here
n1 (n2) stands for the number of species descending from the left (right) crown
species. The system is formally similar to the one defined in Eq. 3.2.1, but in this
case we need to keep track of both left and right descendants as we condition on
the survival of the crown lineages, i.e. we require n1 > 0 and n2 > 0 at the present.

dPn1,n2(t)
dt

= λ (n1−1)Pn1−1,n2 +λ (n2−1)Pn1,n2−1

+ µ(n1 + 1)Pn1+1,n2 + µ(n2 + 1)Pn1,n2+1

− (λ + µ)(n1 + n2)Pn1,n2

+ν

b n1
2 c

∑
a1=0

(
n1−a1

a1

)
qa1(1−q)n1−2a1

×
b n2

2 c
∑

a2=0

(
n2−a2

a2

)
qa2(1−q)n2−2a2Pn1−a1,n2−a2

−νPn1,n2 (3.2.17)

The ODE set can be integrated numerically if initial conditions are provided

Pn1,n2(tc) = δn1,1δn2,1 (3.2.18)

The conditional probability is then unity minus all the probability of all states that
are not compatible with the survival of the crown lineages.

Pc = 1+P0,0(tp)−
∞

∑
n1=0

Pn1,0(tp)−
∞

∑
n2=0

P0,n2(tp) (3.2.19)

P-approach with absorbing states

During the process of likelihood maximization, the likelihood may be evalu-
ated up to twenty thousand times per tree. Therefore it is crucial to utilize routines
that are as fast as possible. Every time a likelihood is evaluated it is also neces-
sary to calculate the corresponding conditional probability. In this case, however,
the ODE set is bi-dimensional (compared to a one-dimensional set for the un-
conditioned likelihood), potentially leading to large computational times. This is
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particularly concerning when dealing with larger trees, where more states must be
considered. In practice there will always be boundary states N1 , N2 such that all
states considered must fall within finite intervals, i.e. n1 ∈ [0,N1] and n2 ∈ [0,N2].
For the sake of simplicity and because of the intrinsic symmetry of the system,
we will consider N1 = N2 = N. As N increases, both computational times and
accuracy increase. Even though infinite precision is unattainable, it is possible
to rewrite the ODE set from Eq. 3.2.17 in such a way that the boundary states
(N1,n2) and (n1,N2) become absorbing states. A state is considered absorbing
when there is no probability flowing out of it (all entries of the matrix still sum up
to 1).

The ODE set for the P-approach featuring absorbing states is identical when
n1 < N1 or n2 < N2. On boundary states the system becomes instead

dPN1,n2

dt
= λ (N1−1)PN1−1,n2 +λ (n2−1)PN1,n2−1

+ µ(n2 + 1)PN1,n2+1

+ν ∑
i1=0

∑
i2=0

N1−2i1

∑
j1=0(

N1− i1
i1 + j1

)
qi1+ j1 (1−q)N1−2i1− j1

×
(

n2− i2
i2

)
qi2 (1−q)n2−2i2 PN1−i1,n2−i2

− ((λ + µ)n2 +ν)PN1,n2 (3.2.20)

dPn1,N2

dt
=λ (n1−1)Pn1−1,N2 +λ (N2−1)Pn1,N2−1

+ µ(n1 + 1)Pn1+1,N2

+ν ∑
i1=0

∑
i2=0

N2−2i2

∑
j2=0(

n1− i1
i1

)
qi1 (1−q)n1−2i1

×
(

N2− i2
i2 + j2

)
qi2+ j2 (1−q)N2−2i2− j2 Pn1−i1,N2−i2

− ((λ + µ)n1 +ν)Pn1,N2 (3.2.21)
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dPN1,N2

dt
= λ (N1−1)PN1−1,n2 +λ (N2−1)Pn1,N2−1

+ν ∑
i1=0

∑
i2=0

N1−2i1

∑
j1=0

N2−2i2

∑
j2=0(

N1− i1
i1 + j1

)
qi1+ j1 (1−q)N1−2i1− j1

×
(

N2− i2
i2 + j2

)
qi2+ j2 (1−q)N2−2i2− j2 PN1−i1,N2−i2

−νPN1,N2 , (3.2.22)

where indices j1 and j2 account for all the possible transitions to states n1 > N1
and n2 > N2, respectively.

Analytical approximation

Although introducing absorbing states yield a noticeable gain in accuracy
while keeping N at reasonable values, computational time is still relatively large.
Therefore we exploited a simple analytical approximation adapting the condi-
tional probability formula from Nee, May, and Harvey (1994).

PNee
c (λ , µ ,ν ,q, tc) =


(λmbd−µ)2

(λmbd−µe(µ−λmbd )tc )2 , if λmbd > µ

1
(1+λmbdtc)2 , if λmbd = µ

(3.2.23)

where λmbd summarizes both speciation processes in the MBD model, and it is
defined as λmbd = λ +νq. Because we are using an analytical formula, the speed
of calculations is dramatically increased.

3.2.6 Results

Conditional probabilities

We first examine the computation of the conditional probabilities. We find
that the configuration with absorbing states reaches convergence much faster than
the configuration without them (see Fig. 3.2). Evidently, this is because prob-
ability cannot leak out of the system. Importantly, the analytical approximation
yields values that are extremely close to the case with absorbing states but within
a much shorter computational time. We therefore used this approximation in our
parameter inference test.
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3.2.6. Results

Figure 3.2: Conditional probabilities resulting from capping the infinite ODE set at N
species. Results become more accurate as N increases. The green line is the solution
of the system without absorbing states, as defined by Eq. 3.2.17. The blue line is ob-
tained by integrating the same system, but defining absorbing states for n1 = n2 = N (see
Eqs. 3.2.20, 3.2.21, 3.2.22). Finally, the red line shows the solution from the analytical
approximation defined in Eq. 3.2.23. Note that the analytical approximation was com-
puted without integrating any ODE set, therefore red lines do not vary as N increase.
Calculations were repeated for 15 different parameter settings, with varying ν and q.

59



3. LIKELIHOOD FORMULA FOR THE MULTIPLE-BIRTHS AND DEATH MODEL

Bias and precision of maximum likelihood inference

Using simulations we tested the performance of the maximum likelihood in-
ference. We chose various parameter settings to generate, for each of them, 1000
phylogenies under the MBD process (see Table 3.1). Then we studied whether
parameters estimated via likelihood maximization are similar to the generating
values, i.e. whether we are able to recover the generating parameters. We find that
we recover the generating parameters to a satisfactory extent: for each parameter
setting and each estimated parameter, the median of the discrepancy distributions
tends to fall very close to zero, implying that the estimation bias is negligible
(Fig. 3.3). The quality of the inference seems to improve as more signal is present
in the simulated data (Figs. 3.4 and 3.5).

Parameter Values
λ 0.3
µ 0, 0.1
ν 1, 1.5
q 0.1, 0.15, 0.2
tc −8

Table 3.1: Parameter settings used in the simulations. For each parameter setting we
simulated 1000 trees. We also simulated two reference datasets with ν = q = 0.
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Figure 3.3: Results of the maximum likelihood inference on datasets of simulated trees
generated by various parameter settings. Each dataset consists of 1000 simulated trees
generated by the same parameter setting. The x-axis shows the generating parameters
for each dataset, expressed in the form (λ −µ−ν−q). The y-axis shows the difference
between the estimated parameter and the true parameter value used to simulate data.
Each panel refers to the maximum likelihood inference for a different parameter.

3.2.7 Detecting the MBD signal in phylogenies

So far we validated our likelihood formula testing it on datasets of simulated
trees. This is an important test to perform before applying it to empirical phy-
logenies. However, implementation for empirical phylogenies is not so straight-
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Figure 3.4: Parameter estimation error as a function of the size (number of tips) of the
phylogeny. The y-axis shows the difference between the inferred and true parameter value,
∆θ = θML−θSim.. The solid line represents the mean error., and the coloured area is the
interval defined by the mean plus/minus one standard deviation.

forward. In fact, when maximizing the MBD likelihood on a phylogeny with-
out aligned events, the inferred values of ν and q will be equal to zero (see Fig.
3.3). As a matter of fact the MBD likelihood will reduce to a standard BD likeli-
hood. Currently available phylogenetic tools do not allow, at the moment, to con-
struct phylogenies with aligned events. This means that one should first develop a
method to construct MBD phylogenies from genetic data before even applying the
likelihood. However, it could be that the implementation of an MBD likelihood is
not needed if current likelihood models can perform equally well, even more so if
they are simpler. For this reason we are further interested in studying whether a
standard BD model can mimic the MBD process. Or stated otherwise: can sim-
ulations of the MBD model be distinguished from BD simulations? To answer
this question we need to introduce a metric able to capture the main feature of an
MBD phylogeny, namely the signature of multiple speciations induced by large
scale environmental changes. It is reasonable to assume that if such events played
a role in the speciation process then the phylogenetic branching times will tend to
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Figure 3.5: Parameter estimation error as a function of the percentage of multiple-birth
events recorded in the phylogeny. The y-axis shows the estimation error between the
estimated and true parameter values, ∆θ = θML−θSim. The percentage of multiple births
is defined as the number of species created by a multiple events divided by the total number
of species created in the reconstructed phylogeny. The sold line represents the mean error.
The coloured area is the interval defined by the mean plus/minus one standard deviation.

be unevenly distributed. To detect such signal we introduce the Distance from the
Nearest Branching Time (DNBT) metric. To compute it we consider, for each of
the branching times in a phylogeny, the distance in time to the nearest of all the
other branching times, normalized by the crown age of the phylogeny.

DNBTi =
min|(ti− t j)|

tp− tc
∀ j 6= i. (3.2.24)

Phylogenies with evenly distributed branching times will tend to score high
DNBT values. Low values will be scored instead if speciation events happen to
occur in series of concentrated bursts. This metric can thus help to assess the
degree of branching times clustering in a phylogeny.
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DNBT test on simulated phylogenies

To compare MBD trees to BD trees we applied the DNBT metric in the fol-
lowing way:

1. We simulated a phylogeny under the MBD diversification process;

2. We computed the median DNBT (mDNBT) for the MBD phylogeny;

3. Using Nee et al.’s likelihood for the BD model we inferred the BD maxi-
mum likelihood parameters (λBD, µBD);

4. We used the estimated BD parameters to simulate a distribution of 1000 BD
phylogenies;

5. For each of the BD phylogenies generated in step 4 we computed the mDNBT
value, thus obtaining a reference mDNBT distribution;

6. To assess how likely the phylogeny is under the BD model, we scored
the quantile of the mDNBT distribution (of the BD simulated phylogenies)
where the mDNBT of the original MBD phylogeny fell;

We repeated the procedure for 1000 original MBD trees, obtaining a distribution
of quantiles. We found that the BD process is extremely unlikely to reproduce
the high degree of branching times clustering present in MBD phylogenies (Fig.
3.6, right panel), because the quantile of the mDNBT metric for the MBD trees
was always very low compared to the values of this metric for the BD trees. As
a reference we repeated the same procedure simulating the original trees using a
diversity-dependent (DD) process (Fig. 3.6, left panel). Unlike the MBD case,
the quantile distribution is much more uniform suggesting that the DNBT of the
DD model is well captured by the underlying BD distributions. This means that it
is more difficult to distinguish the DD from the BD model using this metric. We
do note that the median DNBT tends to be higher than that of BD models, which
is what one would expect as diversity-dependence causes the rate of speciation
(and hence branching) to decline as the equilibrium diversity is approached. For
diversity-dependent trees, the nLTT statistic (Janzen, Höhna, and Etienne, 2015)
is a better metric, as shown by Fig. 3.12 in Appendix 3.7.
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Figure 3.6: Distribution of the quantile of the DNBT metric of phylogenies generated
by the diversity-dependent process (left panel) or the MBD process (right panel) among
phylogenies generated with a BD model. Lower quantiles indicate that the model under
study (DD or MBD) tends to produce more clustered branching times compared to the
reference model (BD). We aggregated the data for 1000 DD and 1000 MBD simulated
phylogenies. Each phylogeny was compared to a reference distribution of 1000 BD trees.

DNBT test on empirical data

Now that we have established that the DNBT metric can detect clustering as
caused by the MBD model, we apply it to the phylogeny of cichlid fishes in lake
Tanganyika (Ronco et al., 2019)(Salzburger et al. 2020. Unpublished). We apply
the DNBT test to two phylogenies. The first is the entire cichlid radiation (all
endemic species) and the second is a subclade of this phylogeny, the Lamprologini
tribe (LTT plots in Figs. 3.9 and 3.7, respectively).

For the Lamprologini clade we cannot detect a clear signal of multiple events
(3.8). However, in the DNBT test on the entire phylogeny of cichlid endemics
the mDNBT value falls at the 3rd percentile of the associated BD distribution, as
shown in Fig. 3.9. These results suggest that endemics species accumulated in the
clade in rapid and intense bursts of speciation events.
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Figure 3.7: Lineages-through-time plot for the Lamprologini clade of Lake Tanganyika.

Figure 3.8: Median DNBT test for the Lamprologini clade. The mDNBT value for the
empirical data falls at the 35th percentile of the associated BD distribution generated with
the maximum likelihood estimates of the BD parameters fitted to the empirical phylogeny.
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Figure 3.9: Lineages-through-time plot for the entire (endemic) cichlid radiation of Lake
Tanganyika.

Figure 3.10: Median DNBT test for the phylogeny of all Lake Tanganyika endemic Cichlid
species. The mDNBT value for the empirical data falls at the 3rd percentile of the asso-
ciated BD distribution generated with the maximum likelihood parameter values fitted to
the empirical phylogeny.
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3.3 Discussion

The MBD model that we have introduced in this paper is a new theoretical
diversification model that allows for the possibility of a large-scale environmen-
tal change triggering multiple simultaneous speciation events. For this model we
have provided a method to compute the likelihood including an expression of the
conditional probability for the survival of the crown species. With simulated trees
we have shown that we can fairly accurately recover the (known) generating pa-
rameters. This accuracy improves when the signal (number of lineages in the tree,
greater proportion of multiple births in the branching patterns) becomes stronger.

The clustering of branching times signifies co-occurring branching events that
may arise due to an environmental trigger. Densely populated phylogenies of
species living in dynamic landscapes are likely to be influenced by such dynam-
ics. To test for this clustering we have introduced the DNBT statistics and demon-
strated that a standard BD model shows much less clustering than typically ob-
served in an MBD process (Fig. 3.6).

The DNBT test applied to the cichlid radiation in Lake Tanganyika suggests
that simultaneous events could have played a role as potential driver for cichlids’
diversification. Such events may have resulted from recurrent changes in connec-
tivity within the lake acting as a species pump. Surprisingly, we did not find much
support for species pump dynamics for the subclade of Lamprologini, which con-
stitutes 43% of the entire clade (80 out 186 species). This could be due to a lack
of power in the smaller subclade, but this seems unlikely to be the sole reason. An
alternative explanation is that the BD model used for comparison does not fit the
data very well, and hence the comparison with the BD model (which are based on
simulations with the maximum likelihood parameter estimates) is not appropriate.
However, the LTT plots of the entire clade and the Lamprologini subclade look
fairly similar and hence the fit of the BD seems to be equally good (or poor). A
further explanation for the lack of evidence for multiple births in the Lamprologini
subclade could be that there are not present everywhere in the lake and hence the
species pump is not so effective. Indeed, it is known that most species prefer habi-
tats in the littoral zone. (Sturmbauer et al., 2010; Nagoshi, 1983), but this does
not fully explain why the species pump would not be effective because the littoral
zone is particularly affected by water level fluctuations.

Our new metric identified differences between MBD and BD models that other
metrics, such as the BD likelihood itself and the nLTT statistic, cannot (see Figs.
3.11 and 3.12 in Appendix 3.6). This is interesting in the light of a recent paper
by Louca and Pennell (2020) that argued that the phylogeny of extant species is
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consistent with an infinite set of diversification histories, including constant rate
and time-dependent models. They argue that the likelihood - which is used in pa-
rameter estimation and model selection - depends entirely on the LTT plot. They
proved their argument for the class of the time-dependent BD models. Our results
with the DNBT statistic suggest that there is more information in the phylogeny
than captured by the BD likelihood or the (n)LTT.

This information can still be accessed by models not belonging to the class of
the time-dependent BD models. An example of that is shown in Fig. 3.3 where the
MBD likelihood, belonging to the class of diversity-dependent models, managed
to detect the clustering signal and infer the parameters that regulate it.

The mechanism we proposed might help in better understanding the extraor-
dinary fast pace of cichild diversification. In particular, our results justify the
incorporation of the computationally demanding MBD likelihood as tree prior in
phylogenetic reconstruction software such as BEAST2 (Bouckaert et al., 2019)
to account for the species pump dynamics. This is not trivial, however, because
these tools typically use MCMC to sample trees where the probability of sam-
pling trees with aligned speciation events is negligibly small, Hence, the sampling
distribution of these tools would need to be modified.

3.4 mbd code

The likelihood computation and the simulation algorithm are provided in the
R package mbd package (Laudanno, 2020a), available on Github at the repository
www.github.com/Giappo/mbd. One can install the package with the command

devtools :: install_github("Giappo/mbd")

All functions are documented. For any bug report please send an email to glau-
danno[at]gmail.com, or report it on GitHub.
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Supplementary information

3.6 Appendix A: Additional statistics

Here we present the additional results of the comparison between MBD and
DD according to other statistics. Results obtained by using the nLTT statistics are
shown in Fig. 3.12 whereas results obtained by using maximum likelihood are
show in Fig. 3.11.

In each of the four panels we aggregated the data for 1000 DD (left panels) or
MBD (right panels) simulated trees. Each of these trees has been independently
compared to a randomly simulated reference distribution of 1000 BD trees. We
simulated each BD reference distribution using the parameters inferred by maxi-
mizing the BD likelihood on the original tree. The values on the x-axes of each
panel are the quantiles where the original phylogenies fall according to the chosen
metric with respect to their reference BD distributions.

In both cases (nLTT in Fig. 3.11 (left panel) and max log-likelihood in 3.12
(left panel)) the metrics highlighted the stark differences between the trees pro-
duced by the DD model with respect to the ones produced by the BD model.
Both metrics are instead much less capable of detecting differences between phy-
logenies produced by the MBD model compared to the ones produced by the BD
model.

Figure 3.11: Quantile distributions for the max BD log-likelihood of trees generated by
the DD (left panel) or the MBD process (right panel) compared to trees generated by a
BD model. A higher quantile indicates that the BD model is more likely to produce trees
similar to the original one.
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Figure 3.12: Quantile distributions for the nLTT metric applied to trees generated by the
DD (left panel) or the MBD process (right panel) when compared to trees generated by a
BD model. A higher quantile indicates that the trees produced by the BD model have a
nLTT profile that is more similar to the original tree.
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3.7 Appendix B: Q-approach conditioning

In the main text we calculated the conditional probability for the survival of
the crown species using the P-framework. We did so introducing two sets of ODE:
one accounting for all the possible infinite states and one with probability sinks
for some boundary states n1 = n2 = N. However, one can also build a ODE set for
the conditional probability in the Q-framework. We start from a two-dimensional
Q-equation, having k1 and k2 visible left and right species, respectively

dQk1,k2
m1,m2

(t)
dt

= λ (2k1 +m1−1)Qk1,k2
m1−1,m2

+λ (2k2 +m2−1)Qk1,k2
m1,m2−1

+ µ(m1 + 1)Qk1,k2
m1+1,m2

+ µ(m2 + 1)Qk1,k2
m1,m2+1

− (λ + µ)(m1 +m2 + k1 + k2)Qk1,k2
m1,m2

+ν

⌊
m1+k1

2

⌋
∑

a1=0

min(k1,a1)

∑
j1=0

2 j1

(
k1

j1

)(
m1−a1

a1− j1

)
qa1(1−q)k1+m1−2a1

×

⌊
m2+k2

2

⌋
∑

a2=0

min(k2,a2)

∑
j2=0

2 j2

(
k2

j2

)(
m2−a2

a2− j2

)
qa2(1−q)k2+m2−2a2Qk1,k2

m1−a1,m2−a2

−νQk1,k2
m1,m2

(3.7.1)

When we impose k1 = k2 = 1 equations can be simplified

dQ1,1
m1,m2

(t)
dt

= λ ((m1 + 1)Q1,1
m1−1,m2

+(m2 + 1)Q1,1
m1,m2−1)

+ µ((m1 + 1)Q1,1
m1+1,m2

+(m2 + 1)Q1,1
m1,m2+1)

− (λ + µ)(m1 +m2 + 2)Q1,1
m1,m2

+ν

⌊
m1+1

2

⌋
∑

a1=0

⌊
m2+1

2

⌋
∑

a2=0

(m1 + 1)(m1−a1)!
(m1−2a1 + 1)!a1!

(m2 + 1)(m2−a2)!
(m2−2a2 + 1)!a2!

qa1+a2(1−q)2+m1+m2−2a1−2a2 Q1,1
m1−a1,m2−a2

−νQ1,1
m1,m2

(3.7.2)
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The ODE set can be integrated numerically if initial conditions are given

Q1,1
m1,m2

(tc) = δm1,0δm2,0 (3.7.3)

The conditional probability is then computed summing over all the m-states, and
dividing by the appropriate combinatorics

Pc =
∞

∑
m1=0

∞

∑
m2=0

Q1,1
m1,m2

(tp)

(m1 + 1)(m2 + 1)
(3.7.4)
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4. LIKELIHOOD FOR SINGLE-SPECIES SHIFTED TREE

Abstract

The branching patterns of molecular phylogenies are generally assumed to
contain information on rates of the underlying speciation and extinction processes.
Simple birth-death models with constant, time-varying, or diversity-dependent
rates have been invoked to explain these patterns. They have one assumption
in common: all lineages have the same set of diversification rates at a given point
in time. It seems likely, however, that there is variability in diversification rates
across subclades in a phylogenetic tree. This has inspired the construction of mod-
els that allow multiple rate regimes across the phylogeny, with instantaneous shifts
between these regimes. Several methods exist for calculating the likelihood of a
phylogeny under a specified mapping of diversification regimes and for perform-
ing inference on the most likely diversification history that gave rise to a particular
phylogenetic tree. Here we show that the likelihood computation of these methods
is not correct. We provide a new framework to compute the likelihood correctly
and show, with simulations of a single shift, that the correct likelihood indeed
leads to parameter estimates that are on average in much better agreement with
the generating parameters than the incorrect likelihood. Moreover, we show that
our corrected likelihood can be extended to multiple rate shifts in time-dependent
and diversity-dependent models. We argue that identifying shifts in diversification
rates is a non-trivial model selection exercise where one has to choose whether
shifts in now-extinct lineages are taken into account or not. Hence, our frame-
work also resolves the recent debate on such unobserved shifts.
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4.1. Introduction

4.1 Introduction

The literature abounds with examples of spectacular radiations, where spe-
cific clades seem to have an elevated diversification rate against a much slower
background rate of diversification (Liem, 1973; Mitter, Farrell, and Wiegmann,
1988; Schluter, 2000; Blount, Borland, and Lenski, 2008; Yoder et al., 2010).
This phenomenon may occur due to increased mutation rates (Hua and Bromham,
2017), but may also be caused by ecological opportunity (Simpson, 1944; Simp-
son, 1955; Wellborn and Langerhans, 2015; Mahler et al., 2010) which may arise
in three different ways: (1) antagonist extinction; (2) availability of a new envi-
ronment, either due to dispersal to a new area or due to environmental change
driven; or (3) a key innovation that enables escape from competition for niche
space (Heard and Hauser, 1995). The theoretical arena to study macroevolu-
tionary diversification is the framework of stochastic birth-death models, where
speciation is modeled as a birth event and extinction as a death event. These
birth-death models allow for estimating speciation and extinction rates from phy-
logenetic trees. Nee, May, and Harvey (1994) provided the mathematical tools to
do so for the birth-death model with constant or time-dependent speciation and
extinction rates. Their work has been the foundation for biologically more com-
plex models. One example is the diversity-dependent birth-death model where
speciation and extinction rates are influenced by the number of species in the
same clade (Etienne et al., 2012). Another set of examples are the trait-dependent
birth-death models, notably the State-dependent Speciation and Extinction (SSE)
models (e.g. BiSSE by Maddison, Midford, and Otto (2007), QuaSSE by FitzJohn
(2010), MuSSE by FitzJohn (2012), HiSSE by Beaulieu and O’Meara (2016) and
SECSSE by Herrera-Alsina, Els, and Etienne (2019)). These models allow for
trait shifts over macroevolutionary time and assign different diversification rate
regimes to each trait value.

Methods to detect clades with elevated diversification rates without reference
to traits or diversity have been developed and are available in a number of soft-
ware programs. There are two types of approaches. The first type maps the rate
shifts on the tree and then asks whether these rate shifts are statistically supported.
Implementations of this type include MEDUSA (Alfaro et al., 2009), BAMM (Ra-
bosky, 2014), the Key Innovation model in DDD (Etienne and Haegeman, 2012),
and the split-SSE models in DIVERSITREE (FitzJohn, 2010; FitzJohn, 2012).
The second type does not map the shifts explicitly on the phylogeny but assumes
a multi-state SSE model with each state having its own speciation and extinction
rates, where the shifts in states (and hence in diversification rates) are modelled
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dynamically. Implementations of this type include the Lineage-Specific Birth-
Death-Shift (LSBDS) models in RevBayes (Höhna et al., 2019), the Multi-State
Birth-Death model (MSBD) in BEAST2 (Barido-Sottani, Vaughan, and Stadler,
2020) and ClaDS in RPANDA (Maliet, Hartig, and Morlon, 2019). LSBDS and
MSBD assume that lineages change to a different state along a branch, while
ClaDS assumes that the state shift occurs during speciation. They are special
cases of the SECSSE (Herrera-Alsina, Els, and Etienne, 2019) and MISSE (Cae-
tano, O’Meara, and Beaulieu, 2018) frameworks − which combine features of
MuSSE (FitzJohn, 2012), GeoSSE (Goldberg, Lancaster, and Ree, 2011), ClaSSE
(Goldberg and Igić, 2012) and HiSSE (Beaulieu and O’Meara, 2016)− applied to
many concealed traits (and no examined traits). Here we address implementations
of the first type, i.e. with shifts in diversification rates mapped on the phylogeny.
These methods rely on the same framework as the SSE models but without state-
dependence. We will refer to this framework as the D-E framework with mapped
rate shifts, from the names of its core functions (D and E). However, here we
show that the D-E framework, while mathematically sound in general (such as in
applications to SSE models), cannot be applied to models with mapped shifts in
rates. We demonstrate that it can lead to probabilities larger than 1. We propose
a new, mathematically correct, analytical likelihood formula based on the func-
tions originally introduced by Nee, May, and Harvey (1994) for the constant-rate
birth-death model of diversification without rate shifts. Using simulated data with
a single shift, we show that our new likelihood performs better in parameter es-
timation than the incorrect likelihood. Furthermore, we extend our mathematical
reasoning to multiple shifts and time-dependent and diversity-dependent models.
Finally, we show that model selection in this framework requires making deci-
sions on whether unobserved shifts (i.e. shifts on extinct lineages) are allowed or
not.

4.2 Methods

4.2.1 The D-E framework

The D-E framework uses two variables: D(t), the probability of observing
the tipward part of the phylogeny at a given lineage at a given time t in the phy-
logeny, and E(t), the probability of a lineage alive at time t to have no surviving
descendants at the present. To compute the likelihood of the entire phylogeny, one
computes D(t) and E(t) by integrating the following set of differential equations,
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larger than 1

for every branch from tip to the first rootward node:

Ḋ = −(λ + µ)D+ 2λDE (4.2.1)

Ė = µ− (λ + µ)E +λE2 (4.2.2)

which has the following solution for initial conditions D(0) = D0 and E(0) = E0,

D(t) = D0
(λ −α)2 e−(λ−µ)t

(λ −α e−(λ−µ)t)2
(4.2.3)

E(t) =
µ−α e−(λ−µ)t

λ −α e−(λ−µ)t
with α =

µ−λE0

1−E0
(4.2.4)

At a node the two D(tnode)-values of the two daughter branches are multiplied with
one another and the speciation rate to obtain the D(tnode) of the parent branch.
This value will then serve as the new initial condition to further integrate the sys-
tem back in time to obtain D(t) at the next rootward node. This is then continued
until one reaches the crown or stem of the phylogeny. The D(t) value at the stem
or crown is the likelihood of the phylogeny. For E(t) nothing changes at the node,
as this extinction probability is independent of observed branching points. We
refer to the original papers by Alfaro et al. (2009) and Rabosky (2014), and to
Appendix 4.4 for more details. The likelihood computed in this way is correct as
long as the same rates are used for all lineages (observed and extinct) at a par-
ticular time. Below we show that the likelihood is no longer correct if there are
lineage-specific rates.

4.2.2 The D-E framework applied to mapped rate shifts leads to prob-
abilities larger than 1

Rate shifts have been accommodated in the D-E framework in the software
packages mentioned in the introduction (e.g. MEDUSA, BAMM, DDD) by using
different rates of speciation (λ ) and extinction (µ) for the lineage that undergoes
a rate shift. There has been some debate on the initial condition for the equation
for E(t) at the shift point that will be used for further rootward integration of the
equations. Rabosky, Mitchell, and Chang (2017) proposed a “recompute” and
a “pass-up” algorithm. The first, “recompute”, recomputes the E(t) using the
rootward rates, whereas “pass-up” uses as initial condition at the time of the shift
the E(t) already computed with the shifted rates for the subclade experiencing the
rate shift from the present until the time of the rate shift. The “pass-up” algorithm
is incorrect because the extinction rate that is needed in the computation of D(t) is
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4. LIKELIHOOD FOR SINGLE-SPECIES SHIFTED TREE

computed for lineages that will not shift. The “recompute” algorithm is the correct
one to compute the extinction rate, but we show here that the D-E framework
applied to mapped shifts still suffers from another problem that yields an incorrect
likelihood.

We look at a simple example of a phylogeny with only a single extant branch.
This ensures that the D(t) we obtain at the root is a real probability and not a prob-
ability density due to the multiplication by λ at the nodes (formally the multipli-
cation is with λdt for an infinitesimal dt). We assume that at time tq a clade-wide
rate shift in diversification rates occurs: all lineages present at that time undergo
this shift. Subsequently, at time ts another shift occurs involving only one branch,
which is the branch that we currently observe. Other branches become extinct
before the present.

To study the full process, we divide it into three sub-processes (Figure 4.1),
each characterized by a set of speciation and extinction rates (λr, µr):

• for sub-process M1: rates λM1 and µM1 ;

• for sub-process M2: rates λM2 and µM2 . These rates do not only govern
the diversification dynamics occurring in the interval [tq, ts], but also the
diversification in the interval [ts, tp] for all the lineages that do not undergo
the lineage-specific rate-shift at ts (which is why the “pass-up” algorithm is
incorrect);

• for sub-process S: rates λS and µS.

We have used Mi and S to denote these sub-processes, because the first two pro-
cesses occur in the main (M) clade that does not undergo a clade-specific shift,
but the last one occurs in the a subclade (S) after a shift in a single-lineage.

Adopting the D-E framework and the “recompute” strategy an analytical for-
mula for the likelihood can be derived (Appendix 4.4). In the limit of ts→ tq, i.e.
when the lineage-specific rate shift occurs immediately after the clade-wide range
shift, this solution can be written in a compact way using the functions p and u
from Nee, May, and Harvey (1994):

LDE =
pM1(t0, ts)(1−uM1(t0, ts)) pS(ts, tp)(1−uS(ts, tp))

(1−uM1(t0, ts)(1− pM2(ts, tp)))2 , (4.2.5)

80
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larger than 1

Figure 4.1: Example phylogeny leading to an incorrect likelihood in the D-E framework.
The phylogeny consists of a single branch from t0 to tp, with a lineage-specific rate shift at
ts (indicated by a ×-mark). This rate shift initiates subclade S not included in main clade
M. In addition, the rates in the main clade change at tq from (λM1 , µM1) to (λM2 , µM2).
Open circles indicate species that go extinct before the present and therefore are invisible
in the phylogeny. From Eq. 4.2.5 onwards we consider the limit of ts→ tq.

where

pr(t1, t2) =
λr−µr

λr−µr Λr(t2− t1)
(4.2.6)

ur(t1, t2) =
λr(1−Λr(t2− t1))
λr−µr Λr(t2− t1)

with Λr(t) = e−(λr−µr)t (4.2.7)

with the subscript r referring to the rate regime (M1, M2 or S).
Exploring likelihood 4.2.5 − which is a probability − numerically for dif-

ferent values of λM1 and µM2 we observe that it exceeds unity in a large part of
parameter space (left panel of Figure 4.2), and hence must be incorrect.

We note that we need a clade-wide shift to get probabilities larger than 1. The
reason is that to maximize the error in the likelihood, many species need to exist
at the time of the shift, which requires a high speciation rate and a low extinction
rate. However, in the sampled phylogeny only one lineage remains, so all lineages
but one (namely the one that undergoes the shift) then need to go extinct, which
requires low speciation rate and high extinction rate. This can only be achieved
by having rates change over time, and a clade-wide shift is the simplest way of
achieving that. This does not mean that the problem does not occur unless there
are clade-wide shifts, but these clade-wide shifts are needed to obtain probabilities
larger than 1 which is a clear signal that the likelihood calculation is incorrect. The
likelihood calculation remains incorrect when the probabilities are smaller than 1.
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Figure 4.2: Comparison of uncorrected and corrected likelihood for the example of Figure
4.1. We computed the likelihoods as a function of speciation rate λM1 and extinction rate
µM2 and plotted the results as a heatmap in the (λM1 , µM2) plane. The other parameters
are kept constant at µM1 = λM2 = λS = µS = 0. Left panel: The likelihood LDE of the D-E
framework is larger than one for a large part of parameter space (shades of red) and can
reach values that are several orders of magnitude above one. Right panel: The corrected
likelihood Lcorr is always smaller than one. We have used t0 =−10, tq = ts =−6, tp = 0
in this numerical example.

4.2.3 Corrected likelihood - Example

The D-E framework only prescribes how to compute the likelihood, but it does
not explicitly state the model underlying this likelihood. What has been missing
(as pointed out by May and Moore, 2016) in applications of the D-E framework to
mapped rate shifts, is a model for these shifts. Here we propose a simple stochastic
model for a lineage-specific rate shift, and we use it to yield the right likelihood
formula for the example shown in the previous section (Fig. 4.1).

Our model runs from past to present. The simple stochastic model for the rate
shift we propose is that at the rate shift time ts one of the extant species is chosen at
random to undergo the rate shift. To construct the likelihood corresponding to this
model, we use again functions p (eq. 4.2.6) and u (eq. 4.2.7) from Nee, May, and
Harvey, 1994. We denote by n the number of extant species immediately before
the rate-shift time. Then, the basic elements of the likelihood are:

• The single species present at the initial time t0 undergoes a diversification
process with rates λM1 and µM1 . The probability PM1(1,n; t0, ts) that it has n
descendant species immediately before the rate-shift time ts (i.e. the 1 in the
probability corresponds to the single species at t0 and the n to the number
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of descendants at ts), is

PM1(1,n; t0, ts) = pM1(t0, ts)(1−uM1(t0, ts))uM1(t0, ts)n−1. (4.2.8)

• The data (the reconstructed tree of Figure 4.1) imposes that the rate shifted
species (governed by rates λS and µS) survives until the present and has only
one descendant species. The probability PS(1,1; ts, tp) of this event is

PS(1,1; ts, tp) = pS(ts, tp)
(
1−uS(ts, tp

)
. (4.2.9)

• The other n− 1 species extant at time ts are governed by rates λM2 and
µM2 and should become extinct in the time interval [ts, tp]. The probability
PM2(n−1,0; ts, tp) of this event is

PM2(n−1,0; ts, tp) = (1− pM2(ts, tp))
n−1. (4.2.10)

Combining these elements we can write the corrected likelihood

Lcorr = ∑
n>0

PM1(1,n; t0, ts)PS(1,1; ts, tp)PM2(n−1,0; ts, tp)

= ∑
n>0

pM1(t0, ts)(1−uM1(t0, ts))uM1(t0, ts)n−1

× (1− pM2(ts, tp))
n−1 pS(ts, tp)(1−uS(ts, tp)) (4.2.11)

which can be simplified to

Lcorr =
pM1(t0, ts)(1−uM1(t0, ts)) pS(ts, tp)(1−uS(ts, tp))

1−uM1(t0, ts)(1− pM2(ts, tp))
(4.2.12)

It is instructive to rewrite the likelihood LDE in a form similar to eq. 4.2.11,

LDE = ∑
n

pM1(t0, ts)(1−uM1(t0, ts))uM1(t0, ts)n−1

×n(1− pM2(ts, tp))
n−1 pS(ts, tp)(1−uS(ts, tp)) (4.2.13)

showing that the difference with Lcorr resides in the additional factor n in the
summand of eq. 4.2.13. This factor n is erroneous, given the explicit rate-shift
model we consider here (see Appendix 4.5 for more details), and it also causes the
probabilities to exceed unity for some parameter values (left panel of Figure 2).
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The corrected likelihood Lcorr solves the problem with probabilities larger
than 1. This can be seen from eq. 4.2.12 by noting that 1−uM1 (t0,ts)

1−uM1 (t0,ts)(1−pM2 (ts,tp))
≤ 1.

We also checked this numerically (right panel of Figure 2).
We stress that defining a model for how the rate shift occurs is crucial, which

explains why SSE-based approaches that model shifts dynamically (Barido-Sottani,
Vaughan, and Stadler, 2020; Höhna et al., 2019; Maliet, Hartig, and Morlon,
2019) yield correct likelihoods. However, these models require the introduction
of (an arbitrary number of) states and a rate shift parameter and are therefore ar-
guably more complex than the model we propose here.

4.2.4 Corrected likelihood - General case

The corrected likelihood Lcorr can be extended to general trees, as we show in
Appendix 4.6. Suppose the rate shift occurs in the j-th lineage of the ks lineages
present at the rate-shift time ts. Denote by S j the subclade including all descen-
dants of the shifted lineage j, by M j the main clade excluding S j, and by M< and
M>

j the parts of M j before and after the rate shift, respectively (Figure 4.3). Fur-
thermore, denote by I(T ) the operation of breaking the tree T sensu Nee, May,
and Harvey (1994) into separate branches each of which we will index with i.
Here T can be either M<, M>

j or S j. Strictly, M>
j needs not be a single tree, but

may consist of several trees. For example, in the top-left panel of Figure 4.3,
M>

1 consists of three clades which have stem age at ts: the clades that arise from
lineages 2, 3 and 4.

The likelihood that the rate shift occurs in branch j of the main clade, at time
ts, and that it is observed, i.e. that the rate shift is visible in the observed tree,

L obs, j
corr =

( ∞

∑
m1=0

. . .
∞

∑
mks=0

1
ks +∑i∈I(M<) mi

∏
i∈I(M<)

(mi + 1) pM(ti, ts)

× (1−uM(ti, ts))uM(ti, ts)mi (1− pM(ts, tp))
mi
)

×
(

∏
i∈I(M>

j )

pM(ti, tp) (1−uM(ti, tp)
)

×
(

∏
i∈I(S j)

pS(ti, tp) (1−uS(ti, tp))
)

(4.2.14)

where ks denotes the number of observed lineages in the phylogeny at time ts and
the summation index mi denotes the number of species that come from branch i in
I(M<).
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Figure 4.3: Definition of subtrees used in likelihood formula 4.2.14. We consider a phy-
logeny with ks = 4 lineages at the rate-shift time ts. Top-left panel: Suppose the rate
shift occurs in the first lineage ( j = 1). The subtree S1 is the subclade containing all the
descendant species of the shifted lineage (in red). The corresponding main clade is M1,
which we decompose in a part M< before the shift (in green) and a part M>

1 after the
shift (in blue). Other panels: If the rate shift occurs in another branch ( j = 2,3,4), the
corresponding main and subclade are different (subtrees S j and M>

j ).
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4.2.5 Conditional likelihoods

Likelihoods of diversification models are often conditioned on the existence of
the phylogeny, i.e. the survival of the two crown lineages (Nee, May, and Harvey,
1994), but also other conditionings have been discussed in the literature (Stadler,
2012). Here we discuss the standard conditioning on crown lineage survival (Pc,0)
and two additional conditional probabilities. The two additional ones still require
that the two crown lineages survive to the present, but we additionally require that
the lineage with the rate shift survives to the present with (Pc,2) or without (Pc,1)
requiring that there is at least one other unshifted surviving lineage of the same
crown lineage. To describe these conditional probabilities we need to introduce
some notation. We denote by ML and MR the two distinct subprocesses arising
from left and right crown species, respectively. We assume that MR undergoes the
rate shift at ts. With S we denote the process arising from the shifted species, as
before.

For the standard conditioning on the survival of the two crown lineages we
require ML to survive from the crown to the present, and MR from the crown to the
shift, and either MR or S to survive from the shift to the present. The conditional
probability is given by

Pc,0 = 2 ∑
nL,nR>0

pM(t0, ts)(1−uM(t0, ts))uM(t0, ts)nL−1

× pM(t0, ts)(1−uM(t0, ts))uM(t0, ts)nR−1

× nR

nR + nL

(
1− (1− pM(ts, tp))

nL
)

×
[
pS(ts, tp)+ (1− pS(ts, tp))

(
1− (1− pM(ts, tp))

nR−1)]
(4.2.15)

where the factor of two arises from the symmetry of the system: swapping ML

with MR yields a tree that is indistinguishable from the original one.

For the first new conditioning we require ML to survive from the crown to the
present, MR to survive from the crown to the shift and S to survive from the shift
to the present, but MR is not required to survive to the present. The conditional
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probability Pc,1 is therefore given by

Pc,1 = 2 ∑
nL,nR>0

pM(t0, ts)(1−uM(t0, ts))uM(t0, ts)nL−1

× pM(t0, ts)(1−uM(t0, ts))uM(t0, ts)nR−1

× nR

nR + nL

(
1− (1− pM(ts, tp))

nL
)

× pS(ts, tp) (4.2.16)

As a second new conditioning we require the survival to the present of both left
and right crown species descendants in clade M, as well as the survival of clade S.
Its probability, Pc,2, is given by

Pc,2 = 2 ∑
nL,nR>0

pM(t0, ts)(1−uM(t0, ts))uM(t0, ts)nL−1

× pM(t0, ts)(1−uM(t0, ts))uM(t0, ts)nR−1

× nR

nR + nL

(
1− (1− pM(ts, tp))

nL
)

×
(
1− (1− pM(ts, tp)

)nR−1
) pS(ts, tp) (4.2.17)

The observed tree satisfies the different conditionings. Hence, the conditional
likelihood is obtained simply by dividing the likelihood 4.2.14 by either Pc,0, Pc,1
or Pc,2.

4.2.6 Performance of the corrected likelihood in parameter estima-
tion

We tested numerically the performance of the corrected likelihood formula
versus the incorrect likelihood resulting from applying the D-E framework to
mapped rate shifts for parameter estimation on phylogenies simulated under a
constant-rate birth-death model with a single shift for various values of the gen-
erating parameters and two conditionings (Table 4.1). We did not use condition-
ing probability Pc,0, because to be useful the simulations required the subclade to
survive; using Pc,0 would have introduced biases unrelated to the quality of the
estimation method.

We simulated 1000 trees for each parameter setting. We then maximized the
likelihood for each tree to infer the best parameter values for λM, µM, λS, and
µS. We find that the corrected likelihood produces less biased parameter estimates
than the likelihood resulting from applying the D-E framework to mapped rate
shifts (Figure 4.4).
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Figure 4.4: Comparison of the parameter estimates of the main clade diversification pa-
rameters λM and µM inferred by the corrected likelihood versus the D-E likelihood. The
boxplots show, for various parameter settings displayed on the x-axis, the distributions

of the error ratios |λ
est,corr
M −λ true

M |
|λ est,DE

M −λ true
M |

and |µ
est,corr
M −µtrue

M |
|µest,DE

M −µtrue
M |

, where λ
est,corr
M , λ

est,DE
M , µ

est,corr
M and

µ
est,DE
M were obtained via likelihood maximization and λ true

M and µ true
M are the known true

values used to simulate the trees. Boxplots below 1 imply that the corrected likelihood is
closer to the true generating value than the D-E likelihood. Parameter values are given in
Table 4.1; the results for shift times ts = −4 and ts = −7 are shown in the same boxplot.
For each unique parameter setting, 1000 trees were simulated and hence 1000 parameter
sets estimated for each likelihood. The two different colors represent the two parameters,
while the two panels represent different conditionings (Pc,1 and Pc,2, see eqs. 4.2.16 and
4.2.17).
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4.2.7. Extending the corrected likelihood Lcorr to time-dependent and
diversity-dependent diversification rates

Parameter Values
λM 0.2, 0.3, 0.4, 0.5
µM 0, 0.05, 0.1, 0.15
t0 −10
ts −4, −7
Pc Pc,1, Pc,2

Table 4.1: Parameter settings used in the simulations. For each parameter setting we
simulated 1000 trees. To simulate the subclades parameters λS = 0.6 and µS = 0.1 have
been used; we did not vary them as they do not influence the inference outcome. We
did not use conditioning Pc,0 because the simulations were conditioned on survival of the
shifted subclade.

4.2.7 Extending the corrected likelihood Lcorr to time-dependent and
diversity-dependent diversification rates

When the diversification rates depend on time, the basic structure presented
in the previous section still holds. However, according to Nee, May, and Harvey,
1994, the core functions 4.2.6 and 4.2.7 have to be replaced with

pr(t1, t2) =
(

1+
∫ t2

t1
µr(s)eρr(t1,s) ds

)−1

, (4.2.18)

ur(t1, t2) = 1− pr(t1, t2)eρr(t1,t2), (4.2.19)

where

ρr(t1, t2) =
∫ t2

t1
(µr(s)−λr(s))ds. (4.2.20)

The corrected likelihood can also be extended to diversity-dependent rates.
To do so, we make use of the general framework first introduced in Etienne et al.
(2012), which was later used to study the specific case of a single lineage rate shift
due to the introduction of a key innovation (Etienne and Haegeman, 2012). The
correction comes down to a division by the number of lineages at the shift time
(see Appendix 4.8 for details), and has been implemented in version 4.3 of the
DDD package (Etienne and Haegeman, 2020).

4.2.8 Extending the corrected likelihood Lcorro multiple shifts

The extension of the corrected likelihood 4.2.14 to the case with multiple
shifts is relatively straightforward. Although the formulas become increasingly
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cumbersome, the correction is based on the same idea as in the single-shift case.
To account correctly for the choice of the species undergoing the rate shift at the
rate-shift time, we have to divide by the number of species in which the rate shift
can occur. In Appendix C we explicitly work out the correction for the case of
two rate shifts occurring in the main clade, leading to likelihood formula 4.6.11.

The conditioning probabilities 4.2.15-4.2.17 can be also extended to the case
with multiple shifts. To keep the computations manageable, we consider only the
simplest extension. We require that already shifted subclades cannot undergo an-
other shift, i.e., shifts only happen in the main clade. Note that this need not be a
strong restriction, because most applications involve large trees with a handful of
shifts. In addition, as in conditioning probability Pc,2, we require that there are sur-
viving species in both crown clades and in all shifted subclades. The correspond-
ing conditional likelihood can be easily evaluated within the diversity-dependent
framework of Etienne et al. (2012), and has been implemented in version 4.3 of
the DDD package (Etienne and Haegeman, 2020).

4.2.9 Detecting rate shifts in phylogenetic trees

The corrected likelihood 4.2.14 can be used to ask whether a given lineage
underwent a rate shift at the designated shift time ts. To do so, we must compare
the likelihood 4.2.14 with a version of 4.2.14 where the rates of the main clade
M and the subclade S are the same. That is, we compare a model where the rates
actually change at the shift time with a model where the rates remain the same at
the shift time (which we will refer to as a dummy shift).

It is important to note that this dummy-shift likelihood is different from Nee,
May, and Harvey’s likelihood. This can be understood by observing that the for-
mer likelihood depends on the predetermined lineage in which the rate shift pos-
sibly occurred, while the latter does not distinguish between lineages but treats all
lineages equally. To recover Nee, May, and Harvey’s likelihood as the reference
case in the model comparison, we should ask whether the data contain evidence
for a rate shift at a specified time ts without specifying the rate-shift lineage. To
address this question, we have to account for two possibilities: either the rate shift
occurred in one of the observed lineages of the phylogeny, or it occurred in a
lineage present at time ts, but that has become extinct after ts. We refer to these
two cases as observed and unobserved rate shifts, respectively. The likelihood of
an observed rate shift is simply obtained by summing L obs, j

corr across all branches
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present at time ts,

L obs
corr = ∑

j∈I(M<)

L obs, j
corr (4.2.21)

The likelihood of an unobserved rate shift is given by

L unobs
corr =

( ∞

∑
m1=0

. . .
∞

∑
mks=0

∑i∈I(M<) mi

ks +∑i∈I(M<) mi

× ∏
i∈I(M<)

(mi + 1) pM(ti, ts)

× (1−uM(ti, ts))uM(ti, ts)mi (1− pM(ts, tp))
mi
)

×
(

∏
i∈I(M>

j )

pM(ti, tp)(1−uM(ti, tp)
) 1− pS(ts, tp)

1− pM(ts, tp)
(4.2.22)

The likelihoods for observed and unobserved shifts can be added to yield a (gen-
eralized) likelihood for a model with a rate shift, on any lineage in the phylogeny
that was alive at ts:

L gen
corr = L obs

corr +L unobs
corr (4.2.23)

If we take the same rates for main clade M and subclade S (i.e. a dummy shift),
we get (see Appendix 4.7)

lim
λS→λM
µS→µM

L gen
corr = LNee (4.2.24)

where LNee is the likelihood for a phylogeny produced under a constant-rate birth-
death model without considering rate shifts, as provided by Nee, May, and Harvey
(1994). This shows that the generalized rate-shift likelihood can be compared with
the standard likelihood without rate shifts, if we do not specify a priori the lineage
in which the rate shift might occur. Note that no such construction is possible
when applying the D-E framework to mapped rate shifts, as this systematically
overestimates the rate-shift likelihood.

4.3 Discussion

We have shown that several methods developed for detecting shifts in diversifi-
cation rates at particular points in phylogenies are based on an incorrect likelihood
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that could even yield probabilities larger than 1. Our new likelihood formulas
− which even apply when diversification rates are time-dependent or diversity-
dependent− can be used to correct these methods. This was already been done for
the KI model in version 4.1 of the DDD package (Etienne and Haegeman, 2020),
which involved only a few lines of code (division by the number of species). For
a single shift, DDD allows conditioning in three different ways, corresponding
to the diversity-dependent extensions of Eqs. 4.2.15-4.2.17. For multiple shifts,
only the last conditioning is feasible, under the additional assumption that shifts
can only occur in the main clade. We noticed that the results for two different
conditionings were similar for a single shift, so we are confident that this restric-
tion is not very severe. For multiple shifts the DDD package only contains the
likelihood calculation, not a function to do likelihood optimization. This could be
done by integrating this likelihood calculation with BAMM, MEDUSA, or related
multi-shift methods.

Our framework has identified four ways to ask questions on rate shifts at a
given shift time. One can ask whether a rate shift occurred in a particular observed
lineage in the phylogeny at the shift time, whether it occurred in any observed
lineage present at the shift time, whether it occurred in any unobserved lineage
present at the shift time, or whether it occurred at all at the given shift time (either
in an observed or unobserved lineage). We have provided likelihood formulas
for all four cases. This was possible because we provided an explicit model for
the choice of the lineage on which the rate shift occurs. Moore et al. (2016)
already remarked that such a model was missing in BAMM which they considered
problematic for estimating evolutionary rates, although the Moore et al. (2016)
critique employed the problematic D-E framework applied to mapped rate shifts.
With our formulas we have offered a solution to these problems. In all four cases
we have also provided the appropriate null model for model comparison, i.e. a
model where there is a shift but rates do not actually change (dummy shift). We
have also shown that we recover the well-established likelihood of a constant-rate
or time-dependent birth-death model (Nee, May, and Harvey, 1994) in case we
allow this dummy shift to occur anywhere in the phylogeny.

While we offer a likelihood that can account for unobserved rate shifts, the
use of maximum likelihood to infer shifts on extinct branches is not especially
useful in practice. Indeed, this will lead to the estimate of the shifted extinction
rate being infinite, as this makes the observed phylogeny most likely. Even when
fixing the extinction rate at a given value (or not allowing it to shift), maximizing
the likelihood will lead to the shifted speciation rate being estimated to be 0 in
unobserved lineages. Fortunately, the generalized likelihood developed to answer
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the question whether a shift occurred at all at the given shift time (either in an
observed or unobserved lineage) - of which the likelihood for unobserved shifts
is an integral part - will not suffer from this problem as any inferred shifted ex-
tinction rate applies to both observed and unobserved lineages. To assess whether
estimates are biased one should perform an extensive analysis of simulated trees
which is beyond the scope of the current paper. An alternative is that for a specific
study one conducts simulations with the estimated parameters and checks whether
the distribution of parameters estimated from the simulations are in line with the
original estimated parameters used to generate the simulated phylogenies. In fact,
this parametric bootstrap procedure is useful for any parameter estimation method.

Because the likelihoods implemented in most rate-shift methods suffer from
the largely unappreciated issue described in this article, we suggest that researchers
interpret results from these methods with caution. The likelihoods obtained with
these methods are systematically too large, and hence using these methods to de-
tect rate shifts may be subject to false positives. Simulation studies have gen-
erally found that BAMM appears conservative with respect to the inference of
rate heterogeneity (Maliet, Hartig, and Morlon, 2019), and rate estimates have
been shown to be reasonable across a broad range of parameter space (Title and
Rabosky, 2019). However, the fact that the likelihood expression is incorrect im-
plies that BAMM and other approaches may behave unexpectedly in some areas
of parameter space or on some datasets. We expect the errors to be largest when
there are many species at the time of the shift which do not survive to the present,
but the specific conditions under which this situation arises may be hard to iden-
tify. Researchers who use these methods should be vigilant in assessing whether
results are sensible and should strive to cross-check inferences with alternative
methods wherever possible. Our numerical results show how, on sets of simu-
lated trees, the new likelihood 4.2.14 performs consistently better in estimating
the rates (i.e. produces less bias) than the likelihoods based on applying the D-E
framework to mapped rate shifts. In some simulations the difference was large,
in others it seemed small, but it is difficult to say beforehand when estimates will
deviate mostly between the corrected likelihood and the likelihood resulting from
applying the D-E framework to mapped rate shifts.

As stated in the introduction, alternative approaches to detecting shifts in di-
versification rates have been developed that do not explicitly map shifts in di-
versification rates on the phylogeny, but rather look for evidence for multiple
rate regimes in general across the phylogeny (Höhna et al., 2019; Barido-Sottani,
Vaughan, and Stadler, 2020). These approaches - which rely on the same math-
ematical equations - do not suffer from the problems we identified here, but they
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resort to ancestral state reconstruction to identify what parts of the phylogeny are
governed by a rate regime, that is, the shifts in diversification are not fixed, but
one obtains a (posterior) probability distribution for the shift positions. Another
recently developed approach assumes that each speciation event is accompanied
by (usually small) rate shifts in each descendant lineage and allows reconstruction
of branch-specific rate estimates (Maliet, Hartig, and Morlon, 2019). However, in
each of these frameworks, it is not possible to directly link rate shifts to historical
events that happened at specific times: shifts are either assumed to happen with
each speciation event (Maliet, Hartig, and Morlon, 2019) or the model determines
where the most probable shift locations are (Barido-Sottani, Vaughan, and Stadler,
2020; Höhna et al., 2019). When linking rate shifts to historical events such as
glaciation (e.g., Weir et al., 2016) or mountain uplift (e.g., Chaves, Weir, and
Smith, 2011) is the ultimate goal of rate shift analyses, our likelihood framework
is ideally suited.

Lastly, we emphasize that our approach can also be used for diversity-depen-
dent diversification models, which is not the case for the three recent approaches
mentioned above (Barido-Sottani, Vaughan, and Stadler, 2020; Höhna et al., 2019;
Maliet, Hartig, and Morlon, 2019).

It has recently been suggested that making inference on diversification sce-
narios from phylogenies of extant species may be a futile enterprise, because
this type of data cannot distinguish between models assuming constant specia-
tion and extinction rates and an infinite set of models with time-dependent spe-
ciation and extinction models (Louca and Pennell, 2020), which is a generaliza-
tion of the results by Nee, May, and Harvey (1994) that a model with constant
speciation and extinction rates is equivalent to a model without extinction and
time-dependent speciation rate. While this problem of non-identifiability has not
yet been mathematically shown to apply also to SSE models (Louca and Pennell,
2020), diversity-dependent models (but see Etienne, Pigot, and Phillimore, 2016)
or rate shift models as considered here, the results of Louca and Pennell (2020)
have made clear that we can only draw conclusions on the models that we are
comparing, and not on the existence of time-dependence, diversity-dependence or
rate shifts in general.

In summary, we have described theoretical concerns with the likelihood ex-
pression used by a number of diversification rate-shift methodologies, and we
have provided a new likelihood formula for rate shifts that is mathematically con-
sistent. We implemented this approach for macroevolutionary scenarios involving
a single rate shift and found that the approach performed better than the incorrect
D-E framework. We hope that our formulas or algorithms to compute the like-
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lihoods will be applied in likelihood-based inference tools such as BAMM and
MEDUSA.
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4.4 Appendix A: D-E likelihood for example phylogeny
of Fig. 4.1

Here we compute the D-E likelihood for the tree of Fig. 4.1. We apply the
“recompute” algorithm and use the solutions 4.2.3 and 4.2.4 for the functions D
and E.

In the example the phylogeny has only a single extant branch. This implies
that the D-E likelihood we obtain at the root is a real probability and not a prob-
ability density due to the multiplication by λ at the nodes (formally the multipli-
cation is with λdt for an infinitesimal dt). We assume that at time tq a clade-wide
rate shift in diversification rates occurs: all lineages present at that time undergo
this shift. Subsequently, at time ts another shift occurs involving only one branch,
which is the branch that we currently observe. Other branches become extinct
before the present.

The derivation of the D-E likelihood proceeds in several steps:
• We solve the D-E equations in the interval [ts, tp] with rates λS and µS. For

initial conditions E(tp) = 0 and D(tp) = 1 the solution reads

D1(ts) = D(tp)
(λS−µS)2ΛS(ts− tp)(

λS(1−E(tp))− (µS−λSE(tp))ΛS(ts− tp)
)2

=
(λS−µS)2ΛS(ts− tp)(
λS−µSΛS(ts− tp)

)2 (4.4.1)

E1(ts) =
µS(1−E(tp))− (µS−λSE(tp))ΛS(ts− tp)

λS(1−E(tp))− (µS−λSE(tp))ΛS(ts− tp)

=
µS−µSΛS(ts− tp)

λS−µSΛS(ts− tp)
(4.4.2)

where the index 1 refers to the first computation in the interval [ts, tp].

• We solve the D-E equations a second time in the interval [ts, tp], this time
with rates λM2 and µM2 . This is required for the “recompute” variant of the
D-E framework. The initial conditions are again E(tp) = 0 and D(tp) = 1,
so that

D2(ts) =
(λM2−µM2)

2ΛM2(ts− tp)(
λM2−µM2 ΛM2(ts− tp)

)2 (4.4.3)

E2(ts) =
µM2−µM2 ΛM2(ts− tp)

λM2−µM2 ΛM2(ts− tp)
(4.4.4)
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where the index 2 refers to the second computation in the interval [ts, tp].

• We solve the D-E equations in the interval [tq, ts] with rates λM2 and µM2 .
The initial conditions are E(ts) = E2(ts) (species that originate in [tq, ts] and
become extinct in [ts, tp] are governed by rates λM2 and µM2) and D(ts) =
D1(ts) (the observed branch in [ts, tp] is governed by rates λS and µS). We
get

D(tq) = D1(ts)
(λM2−µM2)

2ΛM2(tq− ts)
(λM2(1−E2(ts))− (µM2−λM2E2(ts))ΛM2(tq− ts))2

= D1(ts)
(λM2−µM2 ΛM2(ts− tp))2ΛM2(tq− ts)

(λM2−µM2 ΛM2(tq− tp))2 (4.4.5)

E(tq) =
µM2(1−E2(ts))− (µM2−λM2E2(ts))ΛM2(tq− tp)

λM2(1−E2(ts))− (µM2−λM2E2(ts))ΛM2(tq− tp)

=
µM2−µM2 ΛM2(tq− tp)

λM2−µM2 ΛM2(tq− tp)
(4.4.6)

• We solve the D-E equations in the interval [t0, tq] with rates λM1 and µM1 .
Using as initial conditions the expressions for D(tq) and E(tq), we get

D(t0) = D(tq)
(λM1−µM1)

2ΛM1(t0− tq)(
λM1(1−E(tq))− (µM1−λM1E(tq))ΛM1(t0− tq)

)2

(4.4.7)

Then, the likelihood as prescribed by the D-E framework (which we are going
to show to be incorrect) is LDE = D(t0).

To make formulas clearer, we set tq → ts, i.e., the lineage-specific rate shift
occurs immediately after the clade-wide range shift. Then, eqs. 4.4.1–4.4.7 can be
expressed in terms of the functions p and u introduced by Nee, May, and Harvey,
1994, already stated in eqs. 4.2.6 and 4.2.7, which yields

D(tq) = D1(ts) = pS(ts, tp)(1−uS(ts, tp)) (4.4.8)

E(tq) = E2(ts) = 1− pM2(tq, tp) (4.4.9)

D(t0) = D(tq)
pM1(t0, ts)(1−uM1(t0, ts))(

1−uM1(t0, ts)(1− pM2(ts, tp)
)2

=
pS(ts, tp)(1−uS(ts, tp))pM1(t0, ts)(1−uM1(t0, ts))(

1−uM1(t0, ts)(1− pM2(ts, tp)
)2 (4.4.10)

which establishes eq. 4.2.5.
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4.5 Appendix B: Corrected likelihood for phylogeny of
Fig. 4.1

In the main text we presented a short derivation of the corrected likelihood for
the example phylogeny shown in Fig. 4.1. Here we provide an introduction to the
approach of Nee, May, and Harvey (1994) on which the derivation is based, and
a comparison of the corrected likelihood with the incorrect likelihood computed
within the D-E framework.

4.5.1 A short introduction to Nee et al.

Many properties of the constant-rate birth-death process can be expressed in
terms of functions p and u introduced by Nee, May, and Harvey (1994),

p(t1, t2) =
λ −µ

λ −µ e−(λ−µ)(t2−t1)

u(t1, t2) =
λ
(
1− e−(λ−µ)(t2−t1)

)
λ −µ e−(λ−µ)(t2−t1)

where λ is the speciation rate and µ the extinction rate. In particular, the prob-
ability that the process starting at time t1 with a single species has n descendant
species at a later time t2 is given by

P(1,n; t1, t2) =

{
1− p(t1, t2) if n = 0
p(t1, t2)

(
1−u(t1, t2)

)
u(t1, t2)n−1 if n = 1,2, . . .

(4.5.1)

We see that the number of species is a geometric distribution with parameter
1−u with an added zero term (Nee, May, and Harvey, 1994). This formula can be
generalized to the probability that n1 species at time t1 have n2 species at time t2,
denoted by P(n1,n2; t1, t2). The computation exploits the fact that the n1 species
at time t1 undergo independent dynamics, so that the number of species at time t2
is the n1-fold convolution product of P(1,n2; t1, t2). For example, the formula for
the case n2 = 0 reads

P(n1,0; t1, t2) = [P(1,0; t1, t2)]n1 =
(
1− p(t1, t2)

)n1 . (4.5.2)

Nee, May, and Harvey (1994) showed that under the constant-rate birth-death
model the likelihood of a phylogeny can be computed as a product over branches.
Each of these branches runs from a branching time ti to the present time tp. The
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corresponding likelihood contribution is equal to the probability that a speciation
event occurs at ti multiplied by the probability that the branch has a single descen-
dant species at the present time tp. Explicitly,

likelihood contribution of branch from ti to tp

= λ dti× p(ti, tp)
(
1−u(ti, tp)

)
(4.5.3)

The infinitesimal factor dti is required to impose that the branching time occurs in
the infinitesimal interval [ti, ti +dti]. Because this factor does not affect likelihood
maximization, we will leave it out of the likelihood formulas (so that the likelihood
is no longer a probability, but a probability density). Taking the product over
branches, we obtain the (unconditioned) likelihood of the phylogeny

L = λ
s

s+1

∏
i=0

p(ti, tp)
(
1−u(ti, tp)

)
, (4.5.4)

where s denotes the number of branching events in the phylogeny and t0 = t1
denotes the crown age. Because the likelihood is obtained by decomposing the
phylogeny into branches, the approach of Nee, May, and Harvey (1994) is some-
times referred to as “breaking the tree”. In Appendix 4.6 we present an alternative
derivation of eq. 4.5.4, which in contrast to the argument of Nee, May, and Harvey
(1994) can be easily generalized to phylogenies with rate shifts.

4.5.2 Comparison of D-E likelihood and corrected likelihood

From the expressions of the likelihoods LDE and Lcorr, we see that the dif-
ference resides in an additional factor n. To interpret this difference, we isolate in
both likelihoods the probability that, given that there are n species at the rate-shift
time ts, one of them undergoes the rate shift and has surviving descendant species
at the present time tp, while the other n− 1 species has no descendant species at
tp. This probability is

according to likelihood LDE n
(
1− pM2(ts, tp)

)n−1 pS(ts, tp)

(4.5.5)

according to likelihood Lcorr
(
1− pM2(ts, tp)

)n−1 pS(ts, tp).
(4.5.6)

In Figure 4.5 we construct this probability by explicitly considering all possi-
ble full trees corresponding to a specific reconstructed tree. Note that in the figure
we use simplified notation and set pM = pM2(ts, tp) and pS = pS(ts, tp).
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Figure 4.5: Demonstration of correct likelihood formula. (A) Case of phylogeny without
rate shift. We consider a reconstructed tree consisting of a single branch running from t0
to tp. We assume that there are three extant species at an intermediate time ts (indicated by
the middle vertical line), and consider the dynamics of these three species from ts to tp, all
governed by rates λM and µM . There are three possible full trees, each having probability
pM(1− pM)2, so that the total probability is 3pM(1− pM)2. (B) Case of phylogeny with
rate shift. The reconstructed tree consists of a single branch with an observed rate shift
at the intermediate time ts. We assume again that there are three extant species at ts, each
of them having probability 1

3 of undergoing the rate shift. The rate-shifted species has
rates (λS, µS); the other species have rates (λM , µM). We show the nine combinations
obtained by first selecting the species undergoing the rate shift, and second selecting
the species surviving until the present. Only three of these nine combinations have the
correct reconstructed tree (consistent combinations are plotted in blue); the other six
combinations correspond to unobserved rate shifts. Each of the three consistent full trees
have probability 1

3 pS(1− pM)2, so that the total probability is pS(1− pM)2. Symbols have
same meaning as in other figures (×-mark: rate shift; filled circle: species surviving until
present; open circle: species going extinct before present).
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It is instructive to first consider the case without rate shift (Fig. 4.5, panel
A). We consider a reconstructed tree consisting of a single branch. If there are n
species at the intermediate time ts, there are n possible full trees, because each of
the n species extant at time ts can be chosen to survive. Each full tree has proba-
bility pM(1− pM)n−1, so that the total probability is npM(1− pM)n−1. Note that
this probability cannot be larger than one; indeed, when adding the probabilities
that none or more than one species survives, we get

npM(1− pM)
n−1 ≤

n

∑
s=0

(
n
s

)
ps

M(1− pM)
n−s

=
(

pM +(1− pM)
)n

= 1. (4.5.7)

Next consider the case with rate shift (Fig. 4.5, panel B). As in the example of
Fig. 4.1, we consider a reconstructed tree with a single branch and an observed rate
shift. We see that there are n2 possible full trees, corresponding to two choices,
each one having n options. First, we have to choose the species that is undergoing
the rate shift. Second, we have to choose the species that is going to survive, which
can be either the species that has undergone the rate shift or one of the n−1 other
species. Importantly, not all of these full trees are consistent with the reconstructed
tree. In particular, for n(n− 1) of them the rate shift is unobserved. The n full
trees for which the rate shift is observed in the corresponding phylogeny each have
probability 1

n pS(1− pM)n−1, so that the total probability is pS(1− pM)n−1. This
probability cannot be larger than one, because when adding the probabilities that
none or more than one species survives,

pS(1− pM)
n−1 ≤

(
pS +(1− pS)

) n−1

∑
s=0

ps
M(1− pM)

n−1−s

=
(

pS +(1− pS)
)(

pM +(1− pM)
)n−1

= 1. (4.5.8)

This computation demonstrates that formula 4.5.6, and hence likelihood Lcorr,
is correct, and that formula 4.5.5, and hence likelihood LDE, is not. The latter,
which can be seen as a naive generalization of the formula without rate shift, does
not account correctly for unobserved rate shifts (i.e., rate shifts that occur in a
species that is not represented in the phylogeny). Note that formula 4.5.5 is also
different from the probability of having either an observed or an unobserved rate
shift. The correct probability for this case is

pS(1− pM)
n−1 +(1− pS)(n−1)pM(1− pM)

n−2. (4.5.9)
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4.6 Appendix C: Corrected likelihood for general phylo-
genies

In this appendix we derive the likelihood formula for a general phylogeny
with one or several lineage-specific rate shifts. We start the computation, which
is related to the “breaking the tree” argument of Nee, May, and Harvey, 1994, by
deriving the likelihood again for a general phylogeny without rate shift.

4.6.1 A useful identity

We will repeatedly use the following identity:

P(1,n2; t0, t2)n2 = ∑
n1,n2a,n2b

n2a+n2b=n2

P(1,n1; t0, t1)n1 P(1,n2a; t1, t2)n2a

P(n1−1,n2b; t1, t2). (4.6.1)

This identity can be understood by introducing a sampling process at time
t2, in which each extant species is sampled with probability ρ . Multiplying the
left-hand side of eq. 4.6.1 by ρ (1−ρ)n2−1, we see that

A = P(1,n2; t0, t2)n2 ρ(1−ρ)n2−1

is the probability that a species at time t0 has n2 descendant species at time t2 and
one sampled descendant species. We establish identity 4.6.1 by computing this
same probability in a different way. To do so, we consider the n1 species extant
at time t1. For this group of n1 species to have one sampled descendant species
at time t1, there should be one of the n1 species with a single sampled descen-
dant species, and all other species should have no sampled descendant species.
Therefore, the probability A can also be computed as

A = ∑
n1

P(1,n1; t0, t1)n1 ∑
n2a,n2b

n2a+n2b=n2

P(1,n2a; t1, t2)n2a ρ(1−ρ)n2a−1

P(n1−1,n2b; t1, t2) (1−ρ)n2b

= ∑
n1,n2a,n2b

n2a+n2b=n2

P(1,n1; t0, t1)n1 P(1,n2a; t1, t2)n2a

P(n1−1,n2b; t1, t2)ρ(1−ρ)n2−1.

Here n2a is the number of species at t2 (before sampling) descendant from the
single species extant at t1 with a sampled descendant species at t2; and n2b is the
number of species at t2 (before sampling) descendant from the other n1−1 species
extant at t1. From the n2a species, one should be sampled; from the n2b species
none should be sampled. Dividing the last expression by ρ (1−ρ)n2−1, we obtain
the right-hand side of eq. 4.6.1.
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4.6.2. Case without rate shift

Figure 4.6: Decomposing a phylogeny in simple branches. Left panel: Example tree
without rate shift, decomposed in simple branches labeled by letters ‘a’ to ’n’. Right
panel: Same example tree, but this time with rate shift at ts. Simple branches that contain
the rate shift are split, resulting in a larger set of simple branches (labeled by letters ‘a’
to ‘r’).

4.6.2 Case without rate shift

We construct the likelihood of a tree under speciation-extinction dynamics
without rate shift. This likelihood will be extended below to speciation-extinction
dynamics with one or more rate shifts. The argument is related to the “breaking
the tree” approach of Nee, May, and Harvey, 1994. As in the proof of eq. 4.6.1
we consider a sampling process at the present time tp with sampling probability
ρ .

We start by decomposing the tree into simple branches, i.e., branches of the
reconstructed tree without branching events. See left panel of Figure 4.6, where
the simple branches are labeled by letters ‘a’ to ’n’. We denote the time interval
of branch α by [tb

α , te
α ]. We distinguish internal and boundary simple branches:

internal branches are those for which te
α < tp, and boundary branches are those for

which te
α = tp. We denote the set of internal simple branches by Bint , and the set

of boundary simple branches by Bext . For the example of Fig. 4.6 (left panel) we
have

Bint = {a,b,d, f,g,h} Bext = {c,e, i, j,k, l,m,n}.

For each internal simple branch α , we denote by nα the number of descendant
species at the end of the branch (at time te

α). One of these descendant species is
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represented in the tree. For the other nα −1 descendant species we keep track of
the number of descendants at tp; we denote this number by mα . For each boundary
simple branch β , we denote by mβ the number of descendants at tp in addition to
the species represented in the tree (hence, 1+mβ descendant species in total).

The numbers nα and mα allow us to write down the likelihood

L = λ
s

∑
nα |α∈Bint

∑
mα |α∈Bint

(
∏

α∈Bint

P(1,nα ; tb
α , te

α)nα P(nα −1,mα ; te
α , tp) (1−ρ)mα

)
× ∑

mβ |β∈Bext

(
∏

β∈Bext

P(1,1+mβ ; tb
β

, tp) (1+mβ )ρ (1−ρ)mβ

)
(4.6.2)

where we used short-hand notation for the multidimensional sums, e.g.,

∑
nα |α∈Bint

stands for ∑
nα1

∑
nα2

· · ·∑
nαs

assuming Bint = {α1,α2, . . . ,αs}

Eq. 4.6.2 can be understood as follows. The product on the first line corresponds
to internal simple branches. The term for branch α contains the probability of
having nα descendants at te

α , a factor nα related to the selection of the descendant
species that is represented in the tree, the probability that the other nα −1 species
at te

α have mα descendants at tp, and the probability that none of the latter descen-
dants is sampled. The product on the second line corresponds to boundary simple
branches. The term for branch β contains the probability of having 1+mβ de-
scendants at tp, a factor 1+mβ related to the selection of the sampled descendant
species, and the probability of sampling this species and not sampling the other
species.

Eq. 4.6.2 can be simplified by combining simple branches. In particular, the
terms relating to an internal branch can be incorporated in the terms relating to the
boundary branch to which it is connected. For example, referring to Fig. 4.6 (left
panel), consider branches ‘a’ and ‘e’, which are an internal and a boundary simple
branch, respectively. The terms in eq. 4.6.2 associated with branches ‘a’ and ‘e’
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4.6.2. Case without rate shift

are

∑
na

∑
ma

P(1,na; tb
a , te

a )na P(na−1,ma; te
a , tp) (1−ρ)ma

×∑
me

P(1,1+me; tb
e , tp) (1+me)ρ (1−ρ)me

= ∑
na,ma,me

P(1,na; tb
a , te

a )na P(na−1,ma; te
a , tp) (1−ρ)ma

P(1,1+me; tb
e , tp) (1+me)ρ (1−ρ)me

= ∑
mae

P(1,1+mae; tb
ae, tp) (1+mae)ρ (1−ρ)mae , (4.6.3)

where we have applied eq. 4.6.1 in the last line. We see that the part of the like-
lihood corresponding to the composed branch ‘ae’ (composed of simple branches
‘a’ and ‘e’, with tb

ae = tb
a and te

ae = te
e = tp, where mae = ma +me) has the same

form as a boundary simple branch β in eq. 4.6.2. Hence, we can absorb an internal
simple branch in the boundary simple branch to which it is connected.

By repeatedly absorbing internal simple branches, we obtain boundary branches
that are increasingly composed, until there are no internal simple branches left in
eq. 4.6.2. Denoting the resulting set of boundary branches by I, we obtain

L = λ
s

∑
mα |α∈I

∏
α∈I

P(1,1+mα ; tb
α , tp) (1+mα)ρ (1−ρ)mα (4.6.4)

and for the case where all species are sampled (set ρ = 1)

L = λ
s
∏
α∈I

P(1,1; tb
α , tp). (4.6.5)

This is the “breaking the tree” likelihood of Nee, May, and Harvey (1994), see
eq. 4.5.4.

Note that there are several ways of combining simple branches into composed
ones. For example, for the tree shown in Fig. 4.6 (left panel), two possible sets of
boundary branches are

{ae, fm,n,bc,dgk, l,hi, j} and {afn,m,e,bdhj, i,gl,k,c}.

However, these sets lead to the same value of likelihoods 4.6.4 and 4.6.5. In fact,
the likelihoods only depend on the branching times, and the latter do not depend
on the specific choice of composed branches.
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4.6.3 Case of a single rate shift

The “breaking the tree” approach can also be used to construct the likelihood
of a tree with a rate shift. For the rate-shift model described in the main text, we
have to divide by the total number of species extant at the rate shift time ts. Hence,
we have to keep track of the total number of species at ts.

First, note that the subclade with the rate shift can be dealt with separately
from the main clade. For the subclade we can apply the likelihood formula for
a tree without rate shift. The subclade tree starts at the rate-shift time ts and
continues until the present time tp. Here we derive the likelihood formula for
the main clade. For the example phylogeny of Fig. 4.6 (right panel) the main
clade corresponds to the entire tree except branches {h,q, r}.

We decompose the main clade into simple branches. In the case of a rate
shift, all simple branches are split at the rate shift time, see Fig. 4.6 (right panel).
We distinguish internal simple branches before the rate shift (with te

α < ts; set
denoted by B(M,1)

int ), boundary simple branches before the rate shift (with te
α = ts;

set denoted by B(M,1)
ext ), internal simple branches after the rate shift (with ts < te

α <

tp; set denoted by B(M,2)
int ) and boundary simple branches after the rate shift (with

te
α = tp; set denoted by B(M,2)

ext ). For the example of Fig. 4.6 (right panel),

B(M,1)
int = {a,b} B(M,1)

ext = {c,d,e, f} B(M,2)
int = {j,k, l} B(M,2)

ext = {g, i,m,n,o,p}

As before, we introduce the numbers nα and mα for internal simple branch
α , and mβ for boundary simple branch β . For an internal branch, ni stands for
the number of descendant species at te

α . Only one of the nα species is represented
in the phylogeny; the other nα −1 species have mα descendant species at time ts
(for a branch before the rate shift) or at time tp (for a branch after the rate shift).
Similarly, for a boundary branch, mβ stands for the number of descendant species
not represented in the phylogeny at time ts (for a branch before the rate shift) or at
time tp (for a branch after the rate shift).

Using the numbers nα and mα we can construct the likelihood for the main
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4.6.3. Case of a single rate shift

clade

LM = λ
s
M ∑

n1
α |α∈B(M,1)

int

∑
m1

α |α∈B(M,1)
int(

∏
α∈B(M,1)

int

PM(1,n1
α ; tb

α , te
α)n1

α PM(n1
α −1,m1

α ; te
α , ts)

)
× ∑

m1
β
|β∈B(M,1)

ext

(
∏

β∈B(M,1)
ext

PM(1,1+m1
β

; tb
β

, ts) (1+m1
β
)
)

× 1
k1

s +∑α m1
α +∑β m1

β

∑
ms

PM(∑α m1
α +∑β m1

β
,ms; ts, tp)(1−ρ)ms

× ∑
n2

α |α∈B(M,2)
int

∑
m2

α |α∈B(M,2)
int(

∏
α∈B(M,2)

int

PM(1,n2
α ; tb

α , te
α)n2

α PM(n2
α −1,m2

α ; te
α , tp) (1−ρ)m2

α

)

× ∑
m2

β
|β∈B(M,2)

ext

(
∏

β∈B(M,2)
ext

PM(1,1+m2
β

; tb
β

, tp) (1+m2
β
)ρ (1−ρ)m2

β

)
.

(4.6.6)

The first and second line impose the branching times before the rate shift, while
keeping track of the total number of species at the rate shift. This number is equal
to k1

s +∑
α∈B(M,1)

int
m1

α +∑
β∈B(M,1)

ext
m1

β
, by which we divide in the third line, where

∑
β∈B(M,1)

ext
1 = k1

s denotes the number of species represented in the phylogeny at the

time of the shift (in Fig. 4.6 (right panel) k1
s = 4). The other factor on the third

line imposes that the species that are not represented in the phylogeny, of which
there are ∑

α∈B(M,1)
int

m1
α +∑

β∈B(M,1)
ext

m1
β

, do not have sampled species. The fourth
and fifth line impose the branching times after the rate shift, and require that the
species that are (not) represented in the phylogeny are (not) sampled.

As for the case without rate shift, the likelihood expression can be simplified.
We absorb internal into boundary branches, until there are no internal branches
left. This leads to a set of boundary branches before the rate shift, and a set
of boundary branches after the rate shift, which we denote by I(M,1) and I(M,2),
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respectively. For example, for the tree of Fig. 4.6 (right panel), these sets could be

I(M,1) = {ae, f,bc,d} I(M,2) = {g, i, jko,p, lm,n}.

Other ways of combining branches are possible, leading to different sets I(M,1)

and I(M,2), but result in the same likelihood value,

LM = λ
s
M ∑

m1
γ |γ∈I(M,1)

(
∏

γ∈I(M,1)

PM(1,1+m1
γ ; tb

γ , ts) (1+m1
γ )
)

× 1
k1

s +∑γ m1
γ

∑
ms

PM(∑γ m1
γ ,ms; ts, tp)(1−ρ)ms

× ∑
m2

γ |γ∈I(M,2)

(
∏

γ∈I(M,2)

PM(1,1+m2
γ ; tb

γ , tp) (1+m2
γ )ρ (1−ρ)m2

γ

)
.

(4.6.7)

If all species are sampled, we get (by setting ρ = 1)

LM = λ
s
M ∑

mγ |γ∈I(M,1)

(
∏

γ∈I(M,1)

PM(1,1+mγ ; tb
γ , ts) (1+mγ)

)
× 1

k1
s +∑γ mγ

PM(∑γ mγ ,0; ts, tp)

× ∏
γ∈I(M,2)

PM(1,1; tb
γ , tp). (4.6.8)

This is the likelihood formula reported in the main text, see eq. 4.2.14.

Case of multiple rate shifts

Consider two rate shifts at times t1
s and t2

s . We distinguish two cases. First,
we assume that the second rate shift occurs in the subclade with the first rate shift
(Fig. 4.7, left panel). The corresponding likelihood can be readily constructed
from the single rate-shift formula. Indeed, because the main-clade diversification
dynamics after t1

s are unaffected by the second rate shift, the part of the likeli-
hood dealing with the main clade follows directly from the one for a single rate
shift. Similarly, because the subclade diversification dynamics are unaffected by
the main clade, also the part of the likelihood dealing with the subclade follows
directly from the one for a single rate shift.

Here we work out the second, more complicated case, in which the second rate
shift occurs in the main clade (Fig. 4.7, right panel). We denote the sets of simple
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4.6.3. Case of a single rate shift

Figure 4.7: Example phylogenies with two rate shifts. Colors indicate the different rate
regimes: main clade in blue, subclade initiated by first rate shift in green, subclade initi-
ated by second rate shift in red. Left panel: The second rate shift occurs in the subclade
of the first rate shift. The likelihood of this phylogeny is the product of the one-shift like-
lihood for the main clade, the one-shift likelihood for the first subclade, and the no-shift
likelihood for the second subclade. Right panel: The second rate shift occurs in the main
clade. The total likelihood is the product of the two-shifts likelihood for the main clade,
the no-shift likelihood for the first subclade, and the no-shift likelihood for the second
subclade.
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branches by B(M,1)
int and B(M,1)

ext (branches before t1
s ), B(M,2)

int and B(M,2)
ext (branches

between t1
s and t2

s ) and B(M,3)
int and B(M,3)

ext (branches after t2
s ). We again introduce

numbers nα and mα to keep track of the total number of species at the two rate
shifts. Then, the part of the likelihood relating to the main clade (i.e. the blue
clade in Fig. 4.7) is

LM = λ
s
M ∑

n1
α |α∈B(M,1)

int

∑
m1

α |α∈B(M,1)
int(

∏
α∈B(M,1)

int

PM(1,n1
α ; tb

α , te
α)n1

α PM(n1
α −1,m1

α ; te
α , t1

s )
)

× ∑
m1

β
|β∈B(M,1)

ext

(
∏

β∈B(M,1)
ext

PM(1,1+m1
β

; tb
β

, t1
s ) (1+m1

β
)
)

× 1
k1

s +∑α m1
α +∑β m1

β

∑
m1

s

PM(∑α m1
α +∑β m1

β
,m1

s ; t1
s , t2

s )

× ∑
n2

α |α∈B(M,2)
int

∑
m2

α |α∈B(M,2)
int(

∏
α∈B(M,2)

int

PM(1,n2
α ; tb

α , te
α)n2

α PM(n2
α −1,m2

α ; te
α , t2

s )
)

× ∑
m2

β
|β∈B(M,2)

ext

(
∏

β∈B(M,2)
ext

PM(1,1+m2
β

; tb
β

, t2
s ) (1+m2

β
)
)

× 1
k2

s +m1
s +∑α m2

α +∑β m2
β

×∑
m2

s

PM(m1
s +∑α m2

α +∑β m2
β

,m2
s ; t2

s , tp) (1−ρ)m2
s

× ∑
n3

α |α∈B(M,3)
int

∑
m3

α |α∈B(M,3)
int(

∏
α∈B(M,3)

int

PM(1,n3
α ; tb

α , te
α)n3

α PM(n3
α −1,m3

α ; te
α , tp) (1−ρ)m3

α

)
× ∑

m3
β
|β∈B(M,3)

ext

(
∏

β∈B(M,3)
ext

PM(1,1+m3
β

; tb
β

, tp) (1+m3
β
)ρ (1−ρ)m3

β

)
.

(4.6.9)

The latter expression can be simplified by incorporating internal branches into
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longer boundary branches. Denoting the resulting sets of boundary branches by
I(M,1), I(M,2) and I(M,3), we obtain

LM = λ
s
M ∑

m1
i |i∈I(M,1)

(
∏

i∈I(M,1)

PM(1,1+m1
i ; tb

i , t1
s ) (1+m1

i )
)

× 1
k1

s +∑i m1
i
∑
m1

s

PM(∑i m1
i ,m1

s ; t1
s , t2

s )

× ∑
m2

i |i∈I(M,2)

(
∏

i∈I(M,2)

PM(1,1+m2
i ; tb

i , t2
s ) (1+m2

i )
)

× 1
k2

s +m1
s +∑i m2

i
∑
m2

s

PM(m1
s +∑i m2

i ,m2
s ; t2

s , tp) (1−ρ)m2
s

× ∑
m3

i |i∈I(M,3)

(
∏

i∈I(M,3)

PM(1,1+m3
i ; tb

i , tp)(1+m3
i )ρ (1−ρ)m3

i

)
.

(4.6.10)

If all species are sampled, we get

LM = λ
s
M ∑

m1
i |i∈I(M,1)

(
∏

i∈I(M,1)

PM(1,1+m1
i ; tb

i , t1
s ) (1+m1

i )
)

× 1
ks +∑i m1

i
∑
m1

s

PM(∑i m1
i ,m1

s ; t1
s , t2

s )

× ∑
m2

i |i∈I(M,2)

(
∏

i∈I(M,2)

PM(1,1+m2
i ; tb

i , t2
s ) (1+m2

i )
)

× 1
ks +m1

s +∑i m2
i

PM(m1
s +∑i m2

i ,0; t2
s , tp)

× ∏
i∈I(M,3)

PM(1,1; tb
i , tp). (4.6.11)

4.7 Appendix D: Likelihood for unobserved rate shift

It is intuitively clear that the rate-shift model in which the rate shift has no
effect, i.e., when rate-shifted rates (λS, µS) are equal to non-rate-shifted rates
(λM, µM), should be connected to the model without rate shift. Here we show
how the likelihood formula with rate shift should be combined to recover Nee et
al.’s (1994) likelihood. More precisely, we prove that

lim
S→M

(
L obs

corr +L unobs
corr

)
= ∏

i∈I(M<)∪I(M>
j )∪I(S j)

PM(1,1; ti, tp) (4.7.1)
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We start by noting that when the rate shift has no effect (i.e., when setting
S→M), the likelihoods L obs, j

corr and L unobs, j
corr can be rewritten as

lim
S→M

L obs, j
corr =

∞

∑
m1=0

. . .
∞

∑
mks=0

1
ks +ms

C(m) (4.7.2)

lim
S→M

L unobs, j
corr =

∞

∑
m1=0

. . .
∞

∑
mks=0

m j

ks +ms
C(m) (4.7.3)

with common factor C(m) given by

C(m) =
(

∏
i∈I(M<)

PM(1,mi + 1; ti, ts) (mi + 1)PM(mi,0; ts, tp)
)

×
(

∏
i∈I(M>

j )

PM(1,1; ti, tp)
)(

∏
i∈I(S j)

PM(1,1; ti, tp)
)

. (4.7.4)

Hence,

lim
S→M

(
L obs

corr +L unobs
corr

)
= lim

S→M
∑

j∈I(M<)

L obs, j
corr + ∑

j∈I(M<)

L unobs, j
corr

=
∞

∑
m1=0

. . .
∞

∑
mks=0

∑
j∈I(M<)

( 1
ks +ms

+
m j

ks +ms

)
C(m)

=
∞

∑
m1=0

. . .
∞

∑
mks=0

C(m). (4.7.5)

Substituting the expression for C(m),

lim
S→M

(
L obs

corr +L unobs
corr

)
=
( ∞

∑
m1=0

. . .
∞

∑
mks=0

∏
i|ti≤ts

PM(1,mi + 1; ti, ts) (mi + 1)PM(1,1; ts, tp)

PM(mi,0; ts, tp)
)
×
(

∏
i|ti>ts

PM(1,1; ti, tp)
)

=
(

∏
i|ti≤ts

PM(1,1; ti, tp)
)
×
(

∏
i|ti>ts

PM(1,1; ti, tp)
)

= ∏
i∈I(M<)∪I(M>

j )∪I(S j)

PM(1,1; ti, tp) (4.7.6)

where in the second equality we have applied eq. 4.6.1 with n2 = 1 (and hence
n2a = 1 and n2b = 0). This concludes the proof of eq. 4.7.1.
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4.8 Appendix E: Rate shifts in diversity-dependent model

The corrected likelihood L obs, j
corr , eq. 4.2.14, can be extended to the case of

diversity-dependent diversification. Here we describe how this can be done within
the framework of Etienne et al., 2012. In this approach the total number of species,
including the unobserved ones, is tracked through time. Therefore, the likelihood
correction of eq. 4.2.14, which basically consists in the division by the total num-
ber of species present at the rate shift, can be readily implemented.

The framework of Etienne et al., 2012 is built on the quantities Qk
m(t), the

probabilities that the diversification process is consistent with the observed phy-
logeny from the starting time (typically crown age tc) to the current time t, with
k visible (i.e. represented in the phylogeny) and m invisible (i.e. not represented
in the phylogeny, as they will go extinct before the present time tp or they are
unsampled in the data) species at time t. The probabilities Qk

m(t) are computed
forward in time, from tc to tp. We introduce the vector Qk(t) with components
Qk

m(t) for all m. Then, for a phylogeny with kp tips and without rate shift,

Qkp(tp) = Akp(tkp−1, tp)Bkp−1,kp Akp−1(tkp−2, tkp−1) . . .

A4(t3, t4)B3,4 A3(t2, t3)B2,3 A2(tc, t2)Q2(tc). (4.8.1)

Starting from the initial vector Q2(tc) at crown age, we repeatedly apply matrices
Ak(tk−1, tk) between branching times tk−1 and tk and matrices Bk,k+1 at branching
time tk. Here the branching times are time-ordered (i.e., tc < t2 < t3 < .. . < tkp−1 <
tp), so that at branching time tk the phylogeny transits from k to k+ 1 branches.
The (unconditioned) likelihood of the tree under the diversity-dependent diversi-
fication model is then obtained as the m = 0 component of Qkp(tp).

The matrices Ak appearing in eq. 4.8.1 is obtained by solving the linear differ-
ential equation

dQk(t)
dt

= TkQk(t), (4.8.2)

so that Ak(tk−1, tk) = exp(Tk(tk− tk−1)), with the matrices Tk given by

Tk =



−k(µk +λk) µk+1 0 . . .

2kλk −(k+ 1)(µk+1 +λk+1) 2µk+2 . . .

0 (2k+ 1)λk+1 −(k+ 2)(µk+2 +λk+2) . . .

0 0 (2k+ 2)λk+2 . . .

...
...

...
. . .


.
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(4.8.3)

Here the speciation rates λn and extinction rates µn can depend on the number of
extant species n = k+m at the event times. The matrices Bk,k+1 are given by

Bk,k+1 =



λk 0 0 0 . . .

0 λk+1 0 0 . . .

0 0 λk+2 0 . . .

0 0 0 λk+3 . . .

...
...

...
...

. . .


. (4.8.4)

For the case of a lineage-specific rate shift, we apply the same computation
from tc to the rate-shift time ts. At the rate shift we choose the species that is
undergoing the rate shift, which corresponds to dividing by the total number of
species (both visible and invisible) extant at ts. We then continue the computation
from ts to tp, taking into account that the main clade has lost one branch at the rate
shift. Hence, eq. 4.8.1 has to be modified to

Qkp(tp) = Akp(tkp , tp)Bkp−1,kp Akp−1(tkp−1, tkp) . . .

Aks−1(ts, tks)Cks,ks−1 Aks(tks−1, ts) . . .

A3(t2, t3)B2,3 A2(tc, t2)Q2(tc) (4.8.5)

with the matrices Ck,k−1 given by

Ck,k−1 =



1
k 0 0 0 . . .

0 1
k+1 0 0 . . .

0 0 1
k+2 0 . . .

0 0 0 1
k+3 . . .

...
...

...
...

. . .


. (4.8.6)

Note that at branching time tk < ts the main-clade phylogeny goes from k to k+1
branches, and at branching time tk > ts it goes from k−1 to k branches.

The likelihood contribution LM of the main clade is obtained as the m =
0 component of Qkp(tp) computed with eq. 4.8.5. The likelihood contribution
LS of the subclade can be computed with eq. 4.8.1 starting at the rate-shift time
ts. By multiplying these two contributions we get the (unconditioned) corrected
likelihood for a phylogeny with an observed rate shift in a specific branch j

L obs, j
corr = LM LS. (4.8.7)
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Using techniques of Laudanno, Haegeman, and Etienne, 2020 it can be proven that
this formula reduces to the likelihood 4.2.14 in the diversity-independent case.

In the same way as for the likelihood L obs, j
corr of an observed rate shift, diversity-

dependent extensions can be derived for

• the likelihood L unobs
corr of an unobserved rate shift. Note however that in

the diversity-dependent case a dummy rate shift (i.e., rates before and after
rate shift are the same) does have an effect on the diversification dynamics,
because the subclade is not subjected to the diversity dependence of the
main clade. Hence, there is no diversity-dependent extension of eq. 4.7.1;

• the conditioning probabilities Pc,0, Pc,1 and Pc,2, see eqs. 4.2.15, 4.2.16 and
4.2.17 of the main text; see also Etienne and Haegeman, 2012 where ex-
plicit expressions are presented for the diversity-dependent analogue of eq.
4.2.15;

• the likelihood for multiple rate shifts, e.g., eqs. 4.6.10 and 4.6.11 for the
case of two rate shifts in the main clade. In fact, while the explicit formulas
are cumbersome for multiple rate shifts, the framework of Etienne et al.,
2012 with the vector Q can easily incorporate an arbitrary number of rate
shifts and can be used to numerically evaluate the multiple-shifts likelihood.
This has been implemented in version 4.3 in the R package DDD (Etienne
and Haegeman, 2020).
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5. QUANTIFYING THE IMPACT OF AN INFERENCE MODEL

Abstract

Phylogenetic trees are currently routinely reconstructed from an alignment of
character sequences (usually nucleotide sequences). Bayesian tools, such as Mr-
Bayes, RevBayes and BEAST2, have gained much popularity over the last decade,
as they allow joint estimation of the posterior distribution of the phylogenetic trees
and the parameters of the underlying inference model. An important ingredient
of these Bayesian approaches is the species tree prior. In principle, the Bayesian
framework allows for comparing different tree priors, which may elucidate the
macroevolutionary processes underlying the species tree. In practice, however,
only macroevolutionary models that allow for fast computation of the prior prob-
ability are used. The question is how accurate the tree estimation is when the
real macroevolutionary processes are substantially different from those assumed
in the tree prior. Here we present pirouette, a free and open-source R pack-
age that assesses the inference error made by Bayesian phylogenetics for a given
macroevolutionary diversification model. pirouette makes use of BEAST2, but
its philosophy applies to any Bayesian phylogenetic inference tool. We describe
pirouette’s usage providing full examples in which we interrogate a model for
its power to describe another. Last, we discuss the results obtained by the exam-
ples and their interpretation.
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5.1 Introduction

The development of new powerful Bayesian phylogenetic inference tools,
such as BEAST (Drummond and Rambaut, 2007), MrBayes (Huelsenbeck and
Ronquist, 2001) or RevBayes (Höhna et al., 2016) has been a major advance
in constructing phylogenetic trees from character data (usually nucleotide se-
quences) extracted from organisms (usually extant, but extinction events and/or
time-stamped data can also be added), and hence in our understanding of the main
drivers and modes of diversification.

BEAST (Drummond and Rambaut, 2007) is a typical Bayesian phylogenetics
tool, that needs both character data and priors to infer a posterior distribution of
phylogenies. Specifically, for the species tree prior - which describes the process
of diversification - BEAST has built-in priors such as the Yule (Yule, 1925) and
(constant-rate) birth-death (BD) (Nee, May, and Harvey, 1994) models as well as
coalescent priors. These simple tree priors are among the most commonly used, as
they represent some biologically realistic processes (e.g. viewing diversification
as a branching process), while being computationally fast.

To allow users to extend the functionalities of BEAST using plug-ins, BEAST2
was written (Bouckaert et al., 2019) (with BEAST and BEAST2 still indepen-
dently being developed further). For example, one can add novel diversification
models by writing a BEAST2 plugin that contains the likelihood formula of a
phylogeny under the novel diversification model, i.e. the prior probability of a
species tree. Plugins have been provided, for instance, for the calibrated Yule
model (Heled and Drummond, 2015), the BD model with incomplete sampling
(Stadler, 2009), the BD model with serial sampling (Stadler et al., 2012), the BD
serial skyline model (Stadler et al., 2013), the fossilized BD process (Gavryushk-
ina et al., 2014), and the BD SIR model (Kühnert et al., 2014).

Many other diversification models (and their associated likelihood algorithms)
have been developed, e.g., models in which diversification is time-dependent (Nee,
May, and Harvey, 1994; Rabosky and Lovette, 2008), or diversity-dependent (Eti-
enne et al., 2012), or where diversification rates change for specific lineages and
their descendants (Etienne and Haegeman, 2012; Rabosky, 2014; Alfaro et al.,
2009; Laudanno et al., 2020). Other models treat speciation as a process that
takes time (Rosindell et al., 2010; Etienne and Rosindell, 2012; Lambert, Morlon,
and Etienne, 2015), or where diversification rates depends on one or more traits
(Maddison, Midford, and Otto, 2007; FitzJohn, 2012; Herrera-Alsina, Els, and
Etienne, 2019).

These are, however, not yet available as tree priors in BEAST2, for reasons

119



5. QUANTIFYING THE IMPACT OF AN INFERENCE MODEL

explained below. In this paper, we present a methodology to determine whether
such new plug-ins are needed, or whether currently available plug-ins are suffi-
cient. We show this using the Yule and BD species tree priors, but our methods
can be used with other built-in tree priors as well.

The rationale of our paper is as follows. When a novel diversification model
is introduced, its performance in inference should be tested. Part of a model’s per-
formance is its ability to recover parameters from simulated data with known pa-
rameters (e.g. Etienne, Morlon, and Lambert, 2014), where ideally the estimated
parameter values closely match the known/true values. Even when a diversifica-
tion model passes this test, it is not necessarily used as tree prior in Bayesian in-
ference. Bayesian phylogenetic inference often requires that the prior probability
of the phylogeny according to the diversification model has to be computed mil-
lions of times. Therefore, biologically interesting but computationally expensive
tree priors are often not implemented, and simpler priors are used instead. This is
not necessarily problematic, when the data are very informative or when the prior
is truly uninformative, as this will reduce the influence of the tree prior. However,
the assumption that tree prior choice is of low impact must first be verified.

There have been multiple attempts to investigate the impact of tree prior choice.
For example, Sarver et al. (2019) showed that the choice of tree prior does not sub-
stantially affect phylogenetic inferences of diversification rates. However, they
only compared current diversification models to one another, and thus this does
not inform us on the impact of a new tree prior.

Similarly, Ritchie, Lo, and Ho (2017) showed that inference was accurate
when birth-death or skyline coalescent priors were used, but they simulated their
trees with a Yule process only, as their focus was not so much on the diversification
process but on the influence of inter- and intraspecific sampling.

Another way to benchmark a diversification model, is by doing a model com-
parison, in which the best model is determined from a set of models. A good
early example is Goldman (1993) in which Goldman compared DNA substitu-
tion models. A recent approach to test the impact of tree prior choice, proposed
by Duchene et al. (2018), allows to measure model adequacy for phylodynamic
models that are mathematically described (i.e. have a known likelihood equation).

Here we introduce a method to quantify the impact of a novel tree prior, i.e.,
a tree model, for which we can simulate phylogenies, but not yet calculate their
likelihoods. This new method simultaneously assesses the substitution, clock and
tree models (Duchêne et al., 2015). The method starts with a phylogeny gen-
erated by the new model. Next, nucleotide sequences are simulated that follow
the evolutionary history of the given phylogeny. Then, using BEAST2’s built-in
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tree priors, a Bayesian posterior distribution of phylogenies is inferred. We then
compare the inferred with the original phylogenies. How to properly perform this
comparison forms the heart of our method. Only new diversification models that
result in a large discrepancy between inferred and simulated phylogenies will be
worth the effort and computational burden to implement a species tree prior for in
a Bayesian framework.

Our method is programmed as an R package (R Core Team, 2013) called
pirouette. pirouette is built on babette (Bilderbeek and Etienne, 2018),
which calls BEAST2 (Bouckaert et al., 2019).

5.2 Description

The goal of pirouette is to quantify the impact of a new tree prior. It does
so by measuring the inference error made for a given reconstructed phylogeny,
simulated under a (usually novel) diversification model. We refer to the model
that has generated the given tree as the ’generative tree model’ pG. A ’generative
tree model’, in this paper, can be either the novel diversification model for which
we are testing the impact of choosing standard tree priors for, or it is the model
with which we generate the twin tree that is needed for comparison (see below).
In the latter case, we also refer to it as the actual generative tree model, and it thus
serves as a baseline model. This is is done in the example, where the Yule model
is the generative model.

The inference error we aim to quantify is not of stochastic nature. Stochastic
errors are usually non-directional. We, instead, aim to expose the bias due to the
mismatch between a generative model (that has generated the phylogeny) and the
model(s) used in the actual inference. We define the birth-death (BD) model (Nee,
May, and Harvey, 1994) as the standard tree model, as many (non-standard) tree
models have a parameter setting such that it reduces to this model. One such ex-
ample is the diversity-dependent (DD) diversification model (Etienne and Haege-
man, 2020; Etienne et al., 2012) in which speciation or extinction rate depends on
the number of species and a clade-level carrying capacity. The BD model can be
seen as a special case of the DD model, because for an infinite carrying capacity,
the DD model reduces to the BD model. When benchmarking a novel tree model,
one will typically construct phylogenies for different combinations of the diversi-
fication model’s parameters, to assess under which scenarios the inference error
cannot be neglected. While we recommend many replicate simulations when as-
sessing a novel tree prior, our example contains only one replicate, as the goal is
to show the workings of pirouette, instead of doing an extensive analysis. The
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5. QUANTIFYING THE IMPACT OF AN INFERENCE MODEL

supplementary material includes results of replicated runs under multiple settings.
pirouette allows the user to specify a wide variety of custom settings. These

settings can be grouped in macro-sections, according to how they operate in the
pipeline. We summarize them in Table 5.1 and Table 5.2.

5.2.1 pirouette’s pipeline

The pipeline to assess the error BEAST2 makes in inferring this phylogeny
contains the following steps:

1. The user supplies one or (ideally) more phylogenies from a new diversifi-
cation model.

2. From the given phylogeny an alignment is simulated under a known align-
ment model A.

3. From this alignment, according to the specified inference conditions C, an
inference model I is chosen (which may or may not differ from the model
that generated the tree).

4. The inference model and the alignment are used to infer a posterior distri-
bution of phylogenies.

5. The phylogenies in the posterior are compared with the given phylogeny to
estimate the error made, according to the error measure E specified by the
user.

The pipeline is visualized in Fig. 5.1. There is also the option to generate a
’twin tree’, that goes through the same pipeline (see supplementary subsection
5.8.5).

The first step simulates an alignment from the given phylogeny (Fig. 5.1, 1a
→ 2a). For the sake of clarity, here we will assume the alignment consists of DNA
sequences, but one can also use other heritable materials such as amino acids. The
user must specify a root sequence (i.e. the DNA sequence of the shared common
ancestor of all species), a mutation rate and a site model.

The second step (Fig. 5.1, 3a) selects one or more inference model(s) I from
a set of standard inference models I1, . . . , In. For example, if the generative model
is known and standard (which it is for the twin tree, see below), one can specify
the inference model to be the same as the generative model. If the tree model is
unknown or non-standard - which is the primary motivation for this paper -, one
can pick a standard inference model which is considered to be closest to the true
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Figure 5.1: pirouette pipeline. The pipeline starts from a phylogeny (1a) simulated by
the generative tree model pG. The phylogeny is converted to an alignment (2a) using the
generative alignment model A = (cG,sG), composed of a clock model and a site model.
The user defines one or more experiments. For each candidate experiment Xi (a combi-
nation of inference model Ii and condition Ci), if its condition Ci is satisfied (which can
depend on the alignment), the corresponding inference model I = Ii is selected to be used
in the next step. The inference models (3a) of the selected experiments use the alignment
(2a) to each create a Bayesian posterior of (parameter estimates and) phylogenies (4a).
Each of the posterior trees is compared to the true phylogeny (1a) using the error measure
E, resulting in an error distribution (5a). Optionally, for each selected inference model a
twin pipeline can be run. A twin phylogeny (1b) can be generated from the original phy-
logeny (1a) using the twin tree model pt, selected among standard diversification models;
the default option is the standard BD model, with parameters estimated from the original
phylogeny. A twin alignment (2b) is then simulated from the twin phylogeny using clock
model cG and site model sG used with the generative tree model (the novel tree model).
The twin pipeline follows the procedure of the main pipeline, resulting in a twin error
distribution (5b).
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5. QUANTIFYING THE IMPACT OF AN INFERENCE MODEL

tree model. Alternatively, if we want to run only the inference model that fits best
to an alignment from a set of candidates (regardless of whether these generated
the alignments), one can specify these inference models (see section 5.8.6).

The third step infers the posterior distributions, using the simulated alignment
(Fig. 5.1, 2a → 4a), and the inference models that were selected in the previous
step (3a). For each selected experiment a posterior distribution is inferred, us-
ing the babette (Bilderbeek and Etienne, 2018) R package which makes use of
BEAST2.

The fourth step quantifies the impact of choosing standard models for infer-
ence, i.e., the inference error made. First the burn-in fraction is removed, i.e. the
first phase of the Markov chain Monte Carlo (MCMC) run, which samples an
unrepresentative part of parameter and tree space. From the remaining posterior,
pirouette creates an error distribution, by measuring the difference between the
true tree and each of the posterior trees (Fig. 5.1, 4a→ 5a). The user can specify
a function to quantify the differences between the true and posterior trees.

5.2.2 Controls

pirouette allows for two types of control measurements. The first type of
control is called ’twinning’, which results in an error distribution that is the base-
line error of the inference pipeline (see supplementary materials, subsection 5.8.5
for more details). This is the error that arises when the models used in inference
are identical to the ones used in generating the alignments. The second type of
control is the use of candidate models, which results in an error distribution for a
generative model that is determined to be the best fit to the tree (see supplemen-
tary materials, section 5.8.6 for more details). The underlying idea is that using
a substitution model in inference other than the one used in generating the align-
ment may partly compensate for choosing a standard tree model instead of the
generative tree model as tree prior in inference, just because allowing more flex-
ibility anywhere in the inference model, even if at the wrong place, may provide
a better fit. This can happen if the effects of the models are similar; for example,
allowing variation in diversification rates between branches or allowing variation
in the clock rate between branches may result in similar inference of the phy-
logeny. Additionally, multiple pirouette runs are needed to reduce the influence
of stochasticity (see supplementary materials, section 5.8.7 for more details).
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5.3 Usage

We show the usage of pirouette on a tree generated by the non-standard
diversity-dependent (DD) tree model (Etienne and Haegeman, 2020; Etienne et
al., 2012), which is a BD model with a speciation rate that depends on the number
of species.

The code to reproduce our results can be found at https://github.com/
richelbilderbeek/pirouette_example_30 and a simplified version is shown
here for convenience:

library(pirouette)

# Create a DD phylogeny with 5 taxa and crown age of 10
phylogeny <- create_exemplary_dd_tree()

# Use standard pirouette setup. This creates a list
# object with all settings for generating the alignment ,
# the inference using BEAST2 , the twinning parameters
# to generate the twin tree and infer it using BEAST2 ,
# and the error measure
pir_params <- create_std_pir_params ()

# Do the runs
pir_out <- pir_run(

phylogeny = phylogeny ,
pir_params = pir_params

)

# Plot
pir_plot(pir_out)

The DD tree generated by this code is shown in Figure 5.2.
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Figure 5.2: The example tree resulting from a diversity-dependent (DD) simulation.

The output is the error distribution shown in Figure 5.3, and it has been ob-
tained by using the nLTT statistic (Janzen, Höhna, and Etienne, 2015) to com-
pare phylogenies (see section 5.8.8 for details regarding the nLTT statistic and its
caveats). In the upper panel of Figure 5.3, we can see that the error distributions
of the (assumed) generative model (i.e. the known generative substitution and
clock models, and the tree model that is assumed in inference of the true tree, and
the tree model that is used for generating and inferring the twin tree) differ sub-
stantially between the true and twin tree. This difference shows the extent of the
mismatch between the true tree model (which is DD) and the (Yule) tree prior used
in inference. Because these distributions are distinctively different, the inference
error made when using an incorrect tree prior on a DD tree is quite profound.
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Figure 5.3: The impact of the tree prior for the example tree in Figure 5.2. The alignment
for this true tree was generated using a JC substitution model and strict clock model. For
inferring the tree from this alignment in the ’generative’ scenario, the same substitution
and clock models were used, and a Yule tree prior (this is the assumed generative model,
because the real generative model is assumed to be unknown). For the twin tree, the same
inference models were used. In the ’best’ scenario, for the true tree, the best-fitting candi-
date models were JC substitution model, RLN clock model and BD tree prior, while for the
twin tree, the best-fitting candidate models were JC substitution model, RLN clock model
and Yule tree prior. The twin distributions show the baseline inference error. Vertical
dashed lines show the median error value per distribution.

Comparing the upper and lower panel of Figure 5.3, we can see that the best
candidate model is slightly worse at inferring the true tree, than the (assumed)
generative model, indicating that the generative inference model we selected is a
good choice.
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The candidate model that had highest evidence given the simulated alignment,
was JC, RLN and BD (see Table 5.1 for the meaning of these abbreviations). The
RLN clock model is a surprising result: it assumes nucleotide substitutions occur
at different rates between the taxa. The JC nucleotide substitution model matches
the model used to simulate the alignment. The BD model is perhaps somewhat
surprising for the true tree, because the other alternative standard tree prior, Yule,
is probably closest to the true DD model because it shows no pull-of-the-present
(but also no slowdown).

5.4 Discussion

We showed how to use pirouette to quantify the impact of a tree prior in
Bayesian phylogenetics, assuming - for illustrative purposes - the simplest stan-
dard substitution, clock and tree models, but also the models that would be se-
lected among many different standard tree priors according to the highest marginal
likelihood, as this would be a likely strategy for an empiricist. We recommend ex-
ploring different candidate models, but note that this is computationally highly
demanding, particularly for large trees.

Figure 5.3 illustrates the primary result of our pipeline: it shows the error
distributions for the true tree and the twin tree when either the generative model
(for substitution and clock models these are known, for the tree model it must be
assumed for the true tree and it is known for the twin tree) or the best-fitting set
candidate model (i.e. combination of tree model, substitution model and clock
model) is used in inference. The clear difference between the error distributions
for the true tree and the twin tree suggests that the choice of tree prior matters. We
note, however, that only one tree from a novel tree model is not enough to deter-
mine the impact of using an incorrect tree prior. Instead, a distribution of multiple
trees, generated by the novel tree model, should be used. In the supplementary
material we have provided some examples.

Like most phylogenetic experiments, the setup of pirouette involves many
choices. A prime example is the length of the simulated DNA sequence. One
expects that the inference error decreases for longer DNA sequences. We in-
vestigated this superficially and confirmed this prediction (see the supplementary
material). However, we note that for longer DNA sequences, the assumption of
the same substitution rates across the entire sequence may become less realistic
(different genes may experience different substitution rates) and hence longer se-
quences may require more parameters. Hence, simply getting longer sequences
will not always lead to a drastic reduction of the influence of the species tree prior.
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Fortunately, pirouette provides a pipeline that works for all choices.
Interpreting the results of pirouette is up to the user; pirouette does not

answer the question whether the inference error is too large to trust the inferred
tree. The user is encouraged to use different statistics to measure the error. The
nLTT statistic is a promising starting point, as it can compare any two trees and
results in an error distribution of known range, but one may also explore other
statistics, for example statistics that depend on the topology of the tree, While
pirouette allows for this in principle, in our example we used a diversification
model (DD) that only deviates from the Yule and BD models in the temporal
branching pattern, not in the topology. For models that make different predictions
on topology, the twinning process should be modified. As noted in the introduc-
tion, Duchene et al. (2018) also developed a method to assess the adequacy of a
tree model on empirical trees. They simulated trees from the posterior distribution
of the parameters and then compared this to the originally inferred tree using tree
statistics, to determine whether the assumed tree model in inference indeed gener-
ates the tree as inferred. This is useful if these trees match, but when they do not,
this does not mean that the inferred tree is incorrect; if sufficient data is available
the species tree prior may not be important, and hence inference may be adequate
even though the assumed species tree prior is not. In short, the approach is applied
to empirical trees and compares the posterior and prior distribution of trees (with
the latter generated with the posterior parameters!). By contrast, pirouette aims
to expose when assuming standard priors for the species tree are a mis- or under-
parameterization. Hence, our approach applies to simulated trees and compares
the posterior distributions of trees generated with a standard and non-standard
model, but inferred with a standard one. The two methods therefore complement
one another. Furthermore, we note that the pirouette pipeline is not restricted
to exploring the effects of a new species tree model. The pipeline can also be
used to explore the effects of non-standard clock or site models, such as relaxed
clock models with a non-standard distribution, correlated substitutions on sister
lineages, or elevated substitutions rates during speciation events. It is, however,
beyond the scope of this paper to discuss all these options in more detail.

In conclusion, pirouette can show the errors in phylogenetic reconstruction
expected when the model assumed in inference is different from the actual gen-
erative model. The user can then judge whether or not this new model should be
implemented in a Bayesian phylogenetic tool.

131



5. QUANTIFYING THE IMPACT OF AN INFERENCE MODEL

5.5 Acknowledgments

We thank the Center for Information Technology of the University of Gronin-
gen for its support and for providing access to the Peregrine high performance
computing cluster. We thank the Netherlands Organization for Scientific Research
(NWO) for financial support through a VICI grant awarded to RSE.

5.6 Authors’ contributions

RJCB, GL and RSE conceived the idea for the package. RJCB created, tested
and revised the package. GL provided major contributions to the package. RJCB
wrote the first draft of the manuscript, GL and RSE contributed to revisions.

5.7 Data accessibility

All code is archived at http://github.com/richelbilderbeek/
pirouette_article, with DOI https://doi.org/12.3456/zenodo.
1234567.

132

http://github.com/richelbilderbeek/pirouette_article
http://github.com/richelbilderbeek/pirouette_article
https://doi.org/12.3456/zenodo.1234567
https://doi.org/12.3456/zenodo.1234567


Supplementary material

5.8 Supplementary material

This supplementary material contains additional facets of pirouette, such as
the installation of the package, an overview of pirouette’s main functions and a
guide for users, based on multiple experiments that are shown here as well.

For these experiments, we limited the number of replicates by time, aiming
at a duration of 24 hours per setting, when run on the Peregrine computer cluster
of the University of Groningen. Due to this, for example, a run of 40 taxa only
has few replicates, because one run takes 4 hours. For all experiments, the in-
termediate results can all be downloaded from their respective websites, which is
approximately 5 gigabyte in total.

All the figures shown in this section are shown without any aesthetical modi-
fications, with the exception that the arrangement of the sub-figures in subsection
5.8.10, where we aligned parts of the figure by hand.

Here is an overview of the various sections:

• subsection 5.8.1: guidelines for users

• subsection 5.8.2: installation

• subsection 5.8.3: resources, such as website, tutorials, packages used, bug
reporting and contributing

• subsection 5.8.4: citation of pirouette

• subsection 5.8.5: the twinning process

• subsection 5.8.6: candidate models for the inference

• subsection 5.8.7: the effects of stochasticity

• subsection 5.8.8: the nLTT statistic

• subsection 5.8.9: main functions

• subsection 5.8.10: code, extra figures and diagnostics regarding the main
example.

• subsection 5.8.11: the result of using multiple trees, as generated by the
same stochastic process as the main example

• subsection 5.8.12: the effect of the number of taxa
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• subsection 5.8.13: the effect of the DNA alignment sequence length

• subsection 5.8.14 shows the effect when performing inference in the sim-
plest use case

• subsection 5.8.15 shows the effect when performing inference with an under-
parameterization

• subsection 5.8.17 shows the effect when the twin alignment is allowed to
have a different number of substitutions

• subsection 5.8.18 shows the effect of different mutation rates

5.8.1 Guidelines for users

From the experiments shown below, we composed some rough guidelines.
These guidelines should be treated as preliminary results, as the total runtime of
these experiments is ’only’ 19 days.

• The use of 20 replicates results in decent plots.

• The use of more taxa increases the inference error

• The use of longer DNA sequences decreases the inference error.

• When we do not impose the same number of substitutions between true
and twin alignment, we observe a difference in the error distributions with
respect to the standard case (presented in the main text) where they are
forced to have the same number of substitutions.

• Using a mutation rate less than 1.0 / crown age, decreases the inference
error. We predict this will increase the error in the parameter estimation.

5.8.2 Installation

pirouette will be made available on CRAN from which it can then be easily
installed:

install.packages("pirouette")

Until it is on CRAN, and for the most up-to-date version, one can download
and install the package from pirouette’s GitHub repository. We first need the
mcbette and nodeSub packages:
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remotes :: install_github(
"richelbilderbeek/mcbette"

)
remotes :: install_github(

"thijsjanzen/nodeSub"
)

Now we can install pirouette:

remotes :: install_github(
"richelbilderbeek/pirouette"

)

which also installs its dependencies from CRAN.
To start using pirouette, load its functions in the global namespace first:

library(pirouette)

Because pirouette calls BEAST2, BEAST2 must be installed. This can be done
from within R, using:

beastier :: install_beast2 ()

For the option to select the best candidate model, pirouette needs the "NS"
BEAST2 package (Russel et al., 2019). It can be installed from within R, using:

mauricer :: install_beast2_pkg("NS")

5.8.3 Resources

pirouette is free, libre and open source software available at http://
github.com/richelbilderbeek/pirouette, licensed under the GNU General
Public License version 3.

pirouette depends on multiple packages, which are: ape (Paradis, Claude,
and Strimmer, 2004), assertive (Cotton, 2016), babette (Bilderbeek and Eti-
enne, 2018), DDD (Etienne and Haegeman, 2020), devtools (Wickham and Chang,
2016), dplyr (Wickham et al., 2020), ggplot2 (Wickham, 2009), knitr (Xie,
2017), lintr (Hester, 2016), magrittr (Bache and Wickham, 2014), mcbette
(Bilderbeek, 2020), nLTT (Janzen and Bilderbeek, 2020), phangorn (Schliep,
2011), phytools (Revell, 2012), plyr (Wickham et al., 2011), rappdirs (Rat-
nakumar, Mick, and Davis, 2016), rmarkdown (Allaire et al., 2017), Rmpfr (Maech-
ler, 2019), stringr (Wickham, 2017), TESS (Höhna, 2013; Höhna, May, and
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Moore, 2016), testit (Xie, 2014), testthat (Wickham, 2011) and tidyr (Wick-
ham and Henry, 2019).

pirouette’s development takes place on GitHub, https://github.com/
richelbilderbeek/pirouette, which allows submitting bug reports, request-
ing features, and adding code. To improve quality, pirouette uses a continuous
integration service, has a code coverage of above 95% and enforces the most com-
monly used R style guide (Wickham, 2015).

pirouette is extensively documented on its website, its documentation and
its vignettes. The pirouette website is a good starting point to learn how to
use pirouette, as it links to tutorials and videos. The pirouette package doc-
umentation describes all functions and liberally links to related functions. All
exported functions show a minimal example as part of their documentation. The
pirouette vignette demonstrates extensively how to use pirouette in a more
informally written way.

The code used in this article and more examples that are periodi-
cally tested, can be found at https://github.com/richelbilderbeek/
pirouette_examples.

5.8.4 Citation of pirouette

To cite pirouette this article from within R, use:

> citation("pirouette")

5.8.5 The twinning process

pirouette allows to perform a control measurement, by use of a process we
call twinning. This control results in an error distribution that is the baseline error
of the pipeline. The difference between the ’true’ and ’twin’ error distributions is
caused only by the mismatch between the true tree model and the tree prior used
in the actual inference.

The twinning process, T , encompasses two steps: T1, that generates a ’twin
tree’ (Fig. 5.1, 1b) and T2, which generates a ’twin alignment’ (Fig. 5.1, 2b). Both
twin tree and alignment will be analyzed in the same way as the true tree and
alignment.

We define a phylogeny τ as the combination of branching times t and topol-
ogy ψ , and denote as τG the phylogeny produced by a (possibly non-standard)
generative diversification model, having branching times tG and topology ψG.
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The first step (T1) of the twinning process creates a tree τT with branching
times tT while preserving the original topology ψG:

τG = (tG,ψG)
T1−→ τT = (tT ,ψG) (5.8.1)

We chose to preserve the original topology to increase the similarity between
the twin to the original tree. This works well in the cases of BD or DD models
we consider in our example, because all these models make the same assumption
about topology (all topologies are equally likely). However, this might not be
suitable for new models that assign different probabilities to trees with the same
branching times but different topologies. The default option for the twin diversi-
fication model pT is the standard BD model. pirouette has a built-in function
to use a Yule model as well. Additionally, a user can specify a function to generate
a twin tree from any speciation model, such as, for example, a coalescent model.

It is then possible to use the likelihood function LT for this diversification
model to find the parameters θ ∗T (e.g. speciation and extinction rates, in case of a
BD model) that maximize this likelihood applied to the true tree, conditioned on
its number of tips nG:

max[LT(θT |τG,nG)]→ θ
∗
T . (5.8.2)

We use θ ∗T to simulate a number nT = nG of branching times tT for the twin tree
τT , under the process pT , while preserving the topology. We simulate the new
branching times using the TESS package (Höhna, 2013). For simplicity, when
simulating phylogenies we assumed a sampling fraction of 100%. A different
choice might have an effect on model performance.

The second step (T2) of the twinning process simulates the twin alignment
with the same clock model, site model and mutation rate used to simulate the
alignment on the true. The twin alignment can be simulated in any user-defined
way. pirouette provides the option simulate it with the same mutation rate as
the true alignment. By default, however, not only the same mutation rate is used,
but also the total number of substitutions matches the true alignment. The total
number of substitutions is defined as the number of different nucleotides between
the (known) root sequence compared to the sequences at the tips.

5.8.6 Candidate models

The user has to specify exactly one standard inference model, but may be
unsure which one to pick. To account for this, the user can specify a set of candi-
date inference models. Each of these candidate inference models is run in an ini-
tial, relatively short, analysis; the candidate model with the highest evidence (i.e.,
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marginal likelihood) will then be used in another, longer, inference run, resulting
in another error distribution. The evidence for an inference model is estimated by
nested sampling (Russel et al., 2019), using the NS BEAST2 package.

If twinning is used, a candidate model that has the highest evidence for the
twin alignment is also used to create the twin error distribution.

5.8.7 Stochasticity caused by simulating phylogenies

The goal is to evaluate BEAST2’s performance on a non-standard tree model,
one must also consider the last source of stochasticity: the different phylogenies
a tree model generates. A single phylogeny cannot be considered as fully repre-
sentative of the model. For this reason multiple phylogenies must be considered
(at least 100 independent true and twin trees). If the number of considered phy-
logenies is high enough, the comparison between the main pipeline’s aggregated
error distribution and its twin counterpart leads to a fair evaluation of the new tree
model with respect to the baseline error.

5.8.8 The nLTT statistic

The nLTT statistic is the absolute difference between the normalized lineages-
through-time plots of two trees. The nLTT statistic is chosen, as it can operate on
any two trees (regardless of their crown ages and number of taxa) and its results
have a clear range from zero to one. This normalized result makes it possible to
compare trees from a distribution of trees from any tree model. The nLTT statistic
is not suitable, however, to distinguish between a constant-rate BD model and a
family of time-dependent models (Louca and Pennell, 2020).

5.8.9 Main functions

An overview of pirouette’s main functions is shown in Table 5.3. All
pirouette’s functions are documented, have a useful example and sensible de-
faults.

138



5.8.10. Main example

Name Description
pir_run Run pirouette
pir_plot Show the pirouette results as a plot
create_pir_params Create the pirouette parameters
create_alignment_params Create the alignment parameters
create_twinning_params Create the twinning parameters
create_experiment Create one experiment
create_error_measure_params Create the error measurement parameters

Table 5.3: pirouette’s main functions and description.

5.8.10 Main example

This subsection describes the pipeline of the main example and its diagnostics
in more detail.

The pipeline starts at the top-left panel of figure 5.1 (which is identical to
figure 5.2), which is the ’true tree’. The ’true tree’ is generated by the diversity-
dependent (DD) tree model (Etienne and Haegeman, 2020; Etienne et al., 2012),
which is a BD model with a speciation rate that is dependent on the number of
species, with (an arbitrarily chosen) crown age of 10 time units and an expected
number of 6 tips for an extinction rate of 0.1. The carrying-capacity is set to 6.
The initial speciation rate λ0 is chosen such that the expected number of species
in a constant-rate BD model would be equal to the number of tips, which amounts
to λ0 = 0.63. Note that in the main example, a tree was generated with 5 tips, due
to stochasticity in the tree generation algorithm.

From this ’true tree’, a ’true alignment’ is simulated, using the JC nucleotide
substitution model and a strict clock model. The resulting alignment is shown at
the center-left of figure 5.1.

From the ’true alignment’ the generative inference model is run. Of course, it
cannot be the actual (DD) model. Instead, the default BEAST2 inference model is
used, which assumes a JC nucleotide substitution model, a strict clock model and
a Yule tree model. The resulting posterior trees are shown in the center-left panel
of figure 5.1.

From this ’generative true’ posterior (center-left panel in figure 5.1), the dif-
ference between each of its trees is compared to the ’true tree’ (top-left panel),
using the nLTT statistic, resulting in the error distribution shown in the bottom-
left panel of figure 5.1.

Based on the ’true alignment’ (center-left panel), the candidate model with
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the highest marginal likelihood is determined, from a set of 15 models. The set
of models consists of all combinations of all 4 nucleotides substitution models
(JC, HKY, TN, GTR), all 2 clock models (strict and relaxed log-normal) and 2
birth-death models (Yule and Birth-Death), except the inference model used as the
generative model (JC, strict clock, Yule). The inference model that had the highest
evidence (as shown in Table 5.8) was the inference model with a JC nucleotide
substitution model, an RLN clock model and a BD tree model. The resulting
posterior trees are shown in the second panel of the third row of posteriors in
figure 5.1.

From this ’best true’ posterior, the difference between each of its trees is com-
pared to the ’true tree’ (top-left panel), using the nLTT statistic, resulting in the
second error distribution in the bottom row of figure 5.1.

From the ’true tree’ (top-left) we generated a BD twin tree (top-right).
From this ’twin tree’, a ’twin alignment’ was simulated, using the JC nu-

cleotide substitution model and a strict clock model. The resulting alignment is
shown in the center-right panel of figure 5.1.

From the ’twin alignment’ the generative inference model is run as well. Also
here, the default BEAST2 inference model is used, which assumes a JC nucleotide
substitution model, a strict clock model and a Yule tree model. The resulting
posterior trees are shown in the third panel of the third row of figure 5.1. From this
’generative twin’ posterior, the difference between each of its trees is compared
to the ’twin tree’ (top-right panel), using the nLTT statistic, resulting in the error
distribution shown in the third panel of the bottom row of figure 5.1.

Based on the ’twin alignment’ (center-right panel), the candidate model with
the highest marginal likelihood is determined, from the same set of 15 candidate
models. The inference model that had the highest evidence (as shown in Table
5.9) was the inference model with a JC nucleotide substitution model, an RLN
clock model and a Yule tree model (Note that this is different from how the twin
tree was generated which was with a BD process and the alignment was simulated
with a JC substitution model and strict clock model ). However, the extinction
rate used in simulating the twin tree was practically 0, thus resembling a Yule
process. From the ’twin alignment’ this best candidate inference model is run.
The resulting posterior trees are shown in the fourth panel of the third row of
posteriors in figure 5.1.

From this ’best twin’ posterior (fourth in third row of figure 5.1), the difference
between each of its trees was compared to the ’twin tree’ (top-right panel), using
the nLTT statistic, resulting in the fourth error distribution in the bottom row of
figure 5.1.
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Figure 5.4: Full pirouette pipeline, including comparison to baseline error. The true tree
(top left) is used to simulate an alignment. From this alignment two posterior distributions
of trees are created: one using the generative model and another one using the inference
model with the highest marginal likelihood. For each distribution of trees, a distribution
of errors, measured with the nLTT statistic, between the posterior trees and the main trees
is drawn. From the true tree also a twin tree is created (right side of the figure) which
follows the same pipeline, leading to two additional error distributions to use as baseline
errors.

To assess if the results of the inference are meaningful one important param-
eter is the Effective Sample Size (ESS). This quantity describes how many inde-
pendent trees are sampled from the posterior distributions. For reliable results it is
good practice to have at least ESS = 200 (see https://beast.community/ess_
tutorial). In the following we present the ESS for the posterior distributions of
the 4 cases shown in Fig. 5.4.

The ESSes of the ’true’ pipeline for the generative model are shown in Table
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parameter ESS
posterior 10001
likelihood 10001
prior 9804
treeLikelihood 10001
TreeHeight 10001
YuleModel 9804
birthRate 9931

Table 5.4: ESSes for generative
model, true tree.

parameter ESS
posterior 9969
likelihood 9997
prior 9955
treeLikelihood 9997
TreeHeight 9762
YuleModel 9955
birthRate 9844

Table 5.5: ESSes for generative
model, twin tree.

5.4. From the estimated parameters, one can deduce that the JC nucleotide substi-
tution model was used (no estimated parameter needed), a strict clock model was
used (again, no parameter needed to be estimated) and a Yule tree prior is used
(’Yule model’ and ’birthRate’ are estimated). Note that although the actual true
tree is created by a DD process, the default and standard Yule tree model is used
as the closest standard tree model.

The ESSes of the ’twin’ pipeline for the generative model are shown in Table
5.5. Note that the generative inference model is re-used (which assumes a Yule
tree model) in the inference, where the twin tree is actually created using a BD
process, which is the default.

The ESSes of the ’true’ pipeline for the best candidate model are shown in
Table 5.6. From the names of the estimated parameters, it is clear that the best
candidate model has a JC nucleotide substitution model (no parameter needed
to be estimated) an RLN clock model (which can be inferred from the param-
eter ’rate.mean’) and a BD tree prior (’BirthDeath’, ’BDBirthRate’ and ’BD-
DeathRate’).

The ESSes of the ’twin’ pipeline for the best candidate model are shown in
Table 5.7.

From the names of the estimated parameters, it is clear that the best candidate
model for the twin tree is JC nucleotide substitution model (no parameter needed
to be estimated), an RLN clock model (which can be inferred from the parameter
’rate.mean’) and a Yule model (’YuleModel’, ’birthRate’). Note that there is a
mismatch between the actual process of how the twin tree and twin alignment
are generated, as the twin tree is generated by a BD process, and the alignment
is simulated using a JC nucleotide substitution model and a strict clock model.
Again we note that the extinction rate used to simulate the twin tree (estimated
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parameter ESS
posterior 8320
likelihood 10001
prior 2278
treeLikelihood 10001
TreeHeight 3239
ucldStdev 1027
rate.mean 1853
rate.variance 543
rate.coefficientOfVariation 1215
BirthDeath 7068
BDBirthRate 7615
BDDeathRate 6402

Table 5.6: ESSes for best candidate
model, true tree.

parameter ESS
posterior 9623
likelihood 10001
prior 2302
treeLikelihood 10001
TreeHeight 4513
ucldStdev 1414
rate.mean 2923
rate.variance 1560
rate.coefficientOfVariation 1625
YuleModel 7854
birthRate 9636

Table 5.7: ESSes for best candidate
model, twin tree.

from the true tree) was practically 0, so the BD process resembled a Yule process.
The marginal likelihood (or evidence) data for the model comparison per-

formed in the ’true’ pipeline is shown in Table 5.8. The best (that is, the one with
the highest model weight) candidate model assumes a JC nucleotide substitution
model, an RLN clock and a BD tree model.

The marginal likelihood (or evidence) data for model comparison performed
in the ’twin’ pipeline is shown in Table 5.9. The best (that is, the one with the high-
est model weight) candidate model assumes a JC nucleotide substitution model,
an RLN clock and a Yule tree model. Note that there is a mismatch between
the actual process of how the twin tree and twin alignment are generated, as the
twin tree is generated by a BD process, and the alignment is simulated using a
JC nucleotide substitution model and a strict clock model. The extinction rate in
simulating the BD process (estimated from the true tree) was, however, practically
0, so the BD process resembled a Yule process.
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5.8.11 Using a distribution of trees

This subsection extends the main example, by using multiple (instead of one)
trees. These trees are produced by running a DD tree simulation with the same
parameters as the main example.

Figure 5.5: Aggregate error distributions, similar to Fig. 5.3 for the main example, but
now for a collection of 100 replicate trees. For each setting (true generative, true best
candidate, twin generative and twin best candidate), the resulting errors from each repli-
cate pipeline have been merged into a single distribution. This took 2.7 days (wall clock
time) to compute.

The resulting error distributions are shown in Fig. 5.5. We present results
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for cases where (1) the generative model has been used or (2) the model with
highest evidence has been selected for the inference. From the plots we can see
that in both cases the two distributions (true and twin) are mostly overlapping,
but not everywhere. This suggests that the inference models that have been used
can to a reasonable extent capture in an accurate way the features of the diversity-
dependent tree prior used to simulate the original trees.

The code to reproduce Fig. 5.5 can be found at
https://github.com/richelbilderbeek/pirouette_example_28.
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5.8.12 The effect of the number of taxa

The main example uses 5 taxa. Here we show the same results as the main
example, except for a varying number of taxa. We did so, by setting the DD
model’s carrying capacity to the desired number of taxa.

Figure 5.6: Aggregate error distributions for 100 replicates. Here each true tree has 12
taxa. This took 6.0 days (wall clock time) to compute.
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Figure 5.7: Aggregate error distributions for 100 replicates. Here each true tree has 24
taxa. This took 9.8 days (wall clock time) to compute.
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Figure 5.8: Aggregate error distributions for 65 replicates. Here each true tree has 32
taxa. This took 8.0 days (wall clock time) to compute.
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Figure 5.9: Aggregate error distributions for 5 replicates. Here each true tree has 40
taxa. This took 0.83 days (wall clock time) to compute.
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Figure 5.10: Difference between median true error and median twin error for different
number of taxa.

We show in figures 5.5, 5.6, 5.7, 5.8 and 5.9 what are the errors obtained when
starting from phylogenies with, respectively, 5, 12, 24, 32 and 40 taxa. Again we
can see that in each case errors tend to be greater in the true distribution than in
the twin distribution, similar to the result of subsection 5.8.11. Collecting all the
data together we can see that errors tend to decrease as the number of taxa in the
considered phylogenies increase (see Fig. 5.10). The data point for 40 taxa not
following the trend could be due to the limited amount of simulated trees taken in
consideration due to time constraints.

The code to reproduce these figures can be found at
https://github.com/richelbilderbeek/pirouette_example_28

(5 taxa, main example), https://github.com/richelbilderbeek/
pirouette_example_32 (12 taxa), https://github.com/
richelbilderbeek/pirouette_example_33 (24 taxa), https:
//github.com/richelbilderbeek/pirouette_example_41 (32 taxa),
https://github.com/richelbilderbeek/pirouette_example_42 (40
taxa).
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5.8.13 The effect of DNA sequence length

The main example uses a DNA alignment length of 1000 nucleotides. Here,
we show the same results as the main example, except for a varying DNA align-
ment sequence length.

Figure 5.11: Aggregate error distributions for 100 replicates. Here each each alignment
has a sequence length of 500 nucleotides. This took 2.2 days (wall clock time) to compute.
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Figure 5.12: Aggregate error distributions for 100 replicates. Here each each alignment
has a sequence length of 1000 nucleotides. This is a replicate of Fig. 5.5. We put it here
to facilitate the comparison with the cases with different number of nucleotides.
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Figure 5.13: Aggregate error distributions for 100 replicates. Here each each alignment
has a sequence length of 2000 nucleotides. This took 4.4 days (wall clock time) to com-
pute.
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Figure 5.14: Difference between median true error and median twin error for different
sequence lengths.

From figures 5.11, 5.12 and 5.13 we can observe that the discrepancy between
the true and twin error distributions tends to become smaller as the number of
nucleotides increase (see also Fig. 5.14). This occurred for both the generative
and best candidate cases. This follows the expectation that a prior becomes less
important when more information becomes available.

The code to reproduce these figures can be found at
https://github.com/richelbilderbeek/pirouette_example_19

(500 nucleotides), https://github.com/richelbilderbeek/pirouette_
example_28 (1000 nucleotides, main example), and https://github.com/
richelbilderbeek/pirouette_example_34 (2000 nucleotides).
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5.8.14 The effect of assuming a Yule tree prior on a Yule tree

The main example uses a tree generated by a non-standard tree model. Here,
we show the same results, with the only difference that the tree used is generated
by simplest tree model (the Yule model), which we also assume as the (correct)
tree prior.

Figure 5.15: Aggregate error distributions for 100 replicates. Here each true tree is
generated by a Yule process. For the inference we used a Yule tree prior. This took 2.9
days (wall clock time) to compute.

This example shows a parameterization at the correct level for the simplest
case possible.
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As expected the twin and true distributions in Fig. 5.15 are extremely similar
for both the generative and the best candidate case.

The code to reproduce this figure can be found at
https://github.com/richelbilderbeek/pirouette_example_22.
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5.8.15 The effect of assuming a Yule tree prior on a BD tree

The main example uses a tree generated by a non-standard tree model. Here,
we show the same results, with the difference that the tree used is generated by
a birth-death (BD) tree model, where we assume it is generated by a Yule (or
pure-birth) model. This example thus shows the effect of underparameterization.

Figure 5.16: Aggregate error distributions for 100 replicates. Here each true tree is
generated by a BD process. For the inference we used instead a Yule tree prior. This took
2.7 days (wall clock time) to compute.

Because the two models are very similar to each other (the BD model can be
turned into a Yule model just by setting the extinction parameter to zero (Nee,
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May, and Harvey, 1994)) the median discrepancy is almost negligible. However,
with respect to the previous case (subsection 5.8.14), where a Yule tree prior was
used, the distributions here exhibit a greater difference. As we use only extant
trees, it is reasonable that the method is slightly weaker in distinguishing between
the Yule and BD models. It is unknown what the discriminatory power would be
when comparing trees with extinction events.

The code to reproduce this figure can be found at
https://github.com/richelbilderbeek/pirouette_example_26.
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5.8.16 The effect of DD trees at different degrees of likelihood

Here we show the results of a pirouette run on a dataset of multiple DD trees
that we selected for having a low, median and high likelihood. In this way, we
effectively selected for trees that are rare, uncommon and common respectively.

Figure 5.17: Aggregate error distributions for a distribution of trees, where the true trees
are DD with low likelihood.
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Figure 5.18: Aggregate error distributions for a distribution of trees, where the true trees
are DD with median likelihood.
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Figure 5.19: Aggregate error distributions for a distribution of trees, where the true trees
are DD with high likelihood.

Here the median errors are similar in the three settings and similar to the ones
relative to the full dataset of 5.8.11. We can also notice that in the case of median
likelihood, the twin median error appears to be lower than the true mean error.
This is usually a sign that the number of replicates (in this case 10) is too low to
allow us to draw precise conclusions from this test. We did not explore further
in this direction using more simulations because computational times turned to be
extremely high. The entire run took 120 hours in total.

The code to reproduce these figure can be found at https://github.com/
richelbilderbeek/pirouette_example_23.
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5.8.17 The effect of equal or equalized mutation rate in the twin
alignment

The main example uses a twin alignment that has the same number of substi-
tutions (as measured from the ancestral sequence) as the true alignment. Here, we
show the same results, with the difference that the twin alignment uses the same
mutation rate, yet is not guaranteed to have the same number of substitutions.

Figure 5.20: Aggregate error distributions for 100 replicates. similar to Fig. 5.5, but
here the number of substitutions is not imposed to be the same between true and twin
alignment. Instead, an equal mutation rate is used. This took 3.3 days (wall clock time)
to compute.

Comparing figures 5.20 and 5.5 we can see that the discrepancy between true
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and twin distributions tend to increase. This is probably due to the fact that letting
mutation rates induces a difference in the amount of information contained in the
alignments and this is reflected in the error distributions.

The code to reproduce this figure can be found at
https://github.com/richelbilderbeek/pirouette_example_18 and

https://github.com/richelbilderbeek/pirouette_example_28.

165

https://github.com/richelbilderbeek/pirouette_example_18
https://github.com/richelbilderbeek/pirouette_example_28


Bilderbeek, Laudanno and Etienne

5.8.18 The effect of mutation rate

The main example uses a mutation rate such that all nucleotides, on average,
mutate once over the history going from the ancestral sequence at the crown to
the alignments at the tips. This value equals ‘1.0 / crown age‘. In this way, the
alignment is expected to contain the maximum amount of information. Here, we
show the same results for different mutation rates.

The results for the different mutation rates are shown in Figs. 5.21 (0.25 /
crown age), 5.22 (0.50 / crown age), 5.23 (0.75 / crown age), 5.5 (1.00 / crown
age), 5.24 (1.25 / crown age), 5.25 (1.50 / crown age) and 5.26 (2.00 / crown age).
Fig. 5.27 summarizes all the other figures showing on the y-axis, for each value of
the mutation rate, the difference between the median of the true distribution and
the median of the twin distribution. We can observe a general positive trend as the
mutation rate increase, even though the value for 1.5 / crown age suggests to take
this result with caution. It is possible, however, that a more regular trend could be
observed increasing the number of simulations.

The code to reproduce these figures can be found at

• https://github.com/richelbilderbeek/pirouette_example_35 (for
0.25 / crown age),

• https://github.com/richelbilderbeek/pirouette_example_36 (for
0.50 / crown age),

• https://github.com/richelbilderbeek/pirouette_example_37 (for
0.75 / crown age),

• https://github.com/richelbilderbeek/pirouette_example_28 (for
1.00 / crown age, example reported in 5.8.11, see Fig. 5.5),

• https://github.com/richelbilderbeek/pirouette_example_38 (for
1.25 / crown age),

• https://github.com/richelbilderbeek/pirouette_example_39 (for
1.50 / crown age),

• https://github.com/richelbilderbeek/pirouette_example_40 (for
2.00 / crown age).
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Figure 5.21: Aggregate error distributions for 100 replicates, for the tree distribution
presented in 5.8.11 but with a per-nucleotide mutation rate of 0.25 / crown age. This took
1.8 days (wall clock time) to compute.
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Figure 5.22: Aggregate error distributions for 100 replicates, for the tree distribution
presented in 5.8.11 but with a per-nucleotide mutation rate of 0.50 / crown age. This took
2.2 days (wall clock time) to compute.
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Figure 5.23: Aggregate error distributions for 100 replicates, for the tree distribution
presented in 5.8.11 but with a per-nucleotide mutation rate of 0.75 / crown age. This took
2.5 days (wall clock time) to compute.
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Figure 5.24: Aggregate error distributions for 100 replicates, for the tree distribution
presented in 5.8.11 but with a per-nucleotide mutation rate of 1.25 / crown age. This took
2.9 days (wall clock time) to compute.
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Figure 5.25: Aggregate error distributions for 100 replicates, for the tree distribution
presented in 5.8.11 but with a per-nucleotide mutation rate of 1.50 / crown age. This took
3.0 days (wall clock time) to compute.

171



Bilderbeek, Laudanno and Etienne

Figure 5.26: Aggregate error distributions for 100 replicates, for the tree distribution
presented in 5.8.11 but with a per-nucleotide mutation rate of 2.0 / crown age. This is
done for 100 replicates. This took 3.0 days (wall clock time) to compute.
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Figure 5.27: Difference between median true error and median twin error for different
values of mutation rate.
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6.1. Modelling biology

Synthesis

Guybrush: At least I’ve learnt something from all of this.
Elaine: What’s that?
Guybrush: Never pay more than 20 bucks for a computer game.

– The Secret of Monkey Island

6.1 Modelling biology

Biology, from a broad perspective, is the study of life. Unsurprisingly, the
description of what life is entails a high degree of complexity. Our best chance to
overcome such complexity is to resort to the scientific method, which is the best
tool we have developed so far to collect knowledge about the world. According
to its dictates, hypotheses are tested with experiments to add new bricks to an
ordered structure of knowledge (or to remove some, if data suggests so). One
ordered way we can read biology is by means of nested compartments (Simon,
1991). A bottom-up description would start from very small components such as
carbon-based molecules like DNA and RNA. Genetic macro-molecules contain
heritable characters that compose the instruction manual of life. Through those
the basic blocks of organisms can be built: the cells. Each cell not only contains
genetic material but can also perform a variety of tasks, including response to
stress, communication with other cells, or production of energy. Ultimately, the
complex functioning of each cell aims to maintain homeostasis and reproduce.
In complex organisms cells can specialize to perform different tasks. In animals,
for example, bone cells are completely different from skin cells that, in turn, are
completely different from lung cells et cetera. Some of these cells are specialized
for reproduction.

Through reproduction an individual can pass on its genetic material even after
its death. The odds of this occurring depend on a variety of factors, like how the
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organism interacts with the environment, as well as individuals of its own and
other species. This is the essence of natural selection.

In a nutshell, this allows one to see how different compartments of biology
can create a description of life on different scales: from genetics, to cell biol-
ogy, to ecology, all the way to the evolutionary perspective. There are, of course,
more details contained across this continuum, but they are not essential for what
we want to present here. The epistemological approaches to each of these com-
partments focus on different elements and adopt different strategies. The study
of each compartment has to take into account phenomena occurring at the other
levels. So, for studying how the cell works it is essential to understand how genes
work in the nuclei of the cells, what proteins they code for, how these proteins
affect the cell and so forth. Likewise the physiology of an organism is dictated by
the behaviour of cells, which in turn take their cues from environmental signals–
individual cells sense stimuli from the environment and propagate signals to other
cells to form a collective behavior.

Despite the fact that the description at each level depends on the other lev-
els, the details of other levels can often be simplified as to reduce the burden of
unnecessary complexity.

The very first sentence in this thesis is "Why don’t you use an individual-
based model?". The answer falls somewhat in the need of avoiding unnecessary
complexity for the level we are working at. When studying the behaviour of a
gas we know that the gas itself is composed by molecules and that each of those
follows the laws of dynamics. However no physicist would ever solve a system
of 6.022× 1023 differential equations. The pragmatical approach, instead, is to
define macroscopic variables, such as temperature and pressure, to describe the
system as a whole. The study of these quantities, the thermodynamics, must take
into account the underlying particle dynamics but follows a different paradigm:
it is a matter of scale. Likewise, the field of macro-evolution, i.e., the study of
how organisms evolve beyond the single species level, cannot overlook important
concepts coming from ecology. At the same time, however, it needs to be for-
malized in a different way. The very concept of speciation rate is quite blurred.
It is a major simplification that assumes, for example, that all speciation events
occurring in a phylogeny could be considered as belonging to a homogeneous
category. We know that the factors that drive each speciation event could, in prin-
ciple, be completely different from other ones in the same phylogeny. However,
the extremely long times spanned by a macro-evolutionary process and the high
number of individuals involved in the process across the many generations de-
mand us to approach the problem from a simplified perspective. This allows us
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to obtain information that would be otherwise inaccessible, such as an estimate
of how many species went extinct during the diversification process or how traits
could influence the process.

6.2 Different paradigms

The focal point of the paradigm discussed so far is to assume that speciation
and extinction events could be seen as the birth and death events of a simplified
birth-death (BD) process. There is a great benefit obtained in doing so, as this
formalism is well established and has been already largely and successfully em-
ployed in many other fields of science such as physics, chemistry, economy et
cetera. What we pay in terms of oversimplification in the description of phenom-
ena is regained in terms of a greater depth of understanding.

One of the sentences that a theoretician hears more often is "All models are
wrong, but some are useful". This is because building a model always entails
some degree of compromise. In the words of Levins (1966) there are three main
characteristics that one should seek while building a model: generality, realism
and precision. Having them all would be the best scenario but it is usually impos-
sible, hence the necessity of a compromise. Levins, 1966 identifies three classes
of biological models, according to what characteristics one chooses to sacrifice.
When realism is sacrificed we incur in models usually based on set of differen-
tial equations, as in the famous case of the Lotka-Volterra model or in the case
of the models in this thesis. If a model is tailored on a certain phenomenon (e.g.,
a specific species or a specific set of genes) and constrained in a specific setting
(e.g., limited time frame, specific habitats) its predictions can become more re-
liable but limited in their space of applicability. The last option is to focus on
realism and generality sacrificing precision. The idea behind is to create models
able to detect macro-trends (e.g., identifying monotonic trends of some functions
or presence/absence of some signal).

The idea is that a single model alone is typically unable to describe the com-
plexity of biological phenomena but the combination of many models can help
overcome the shortcomings of each of them when taken separately.

6.3 Inference limitations in Birth Death models

For most of this thesis we rely on the framework originally introduced by
Nee, May, and Harvey (1994) to assign a likelihood to a phylogenetic tree based
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on the BD paradigm. The fundamental idea of the BD description is to describe
the process through the dynamics of the distribution for the number of species in
the phylogeny. This can be obtained by solving a system of ODEs (the P-equation
system) and its solution is a geometrical distribution with a modified zero term
(Kendall, 1948b). The fundamental idea by Nee, May, and Harvey (1994) is to
use this solution to assign a probability to each part of the phylogeny (we do so
by "breaking the tree"). The joint probability distribution is the likelihood of the
entire phylogeny.

Recently, Louca and Pennell (2020) mathematically proved that for BD mod-
els, time-calibrated phylogenies do not contain enough information to uniquely
determine speciation and extinction rates in case of constant or time-dependent
rates. They prove that all such models can be grouped in congruence classes char-
acterized by the same pulled diversification rate rp(t) = λ (t)−µ(t)+ 1

λ (t)
dλ (t)

dt .
Inference techniques are unable, unless provided by additional information (e.g.,
additional fossil data) to discriminate models in the same congruence class. How-
ever, such limitations seem, at the current stage, not to affect trait-based models (as
in the SSE approach, e.g., Maddison, Midford, and Otto, 2007; FitzJohn, 2010;
FitzJohn, 2012; Goldberg and Igić, 2012; Goldberg, Lancaster, and Ree, 2011;
Herrera-Alsina, Els, and Etienne, 2019), diversity-dependent models (as the one
presented in chapter 3) nor rate shift models (as the one presented in chapter 4).
In general, the history of science holds many examples in which two or more
models performed equivalently at explaining the data. The possibility of discrim-
inating between models inevitably depends on the quality of the available data.
There have been cases in which the controversies have been resolved as new and
more accurate data became available. One well-known example is the case of de-
velopment of the theory of general relativity. General relativity, in fact, has been
developed from sheer theoretical foundations by Albert Einstein in 1915. Until the
observation of the precession of Mercury’s orbit in 1919, Newton’s and Einstein’s
theories of gravity were equally capable of explaining the available data. Ein-
stein’s theory was in a better agreement than Newton’s with the electromagnetic
theory, but this alone cannot constitute a definitive proof without experimental ev-
idence. If this criterion was enough, in fact, we should also conclude that either
general relativity or quantum mechanics must be wrong, being the two theories
not compatible with each other. Despite the fact that BD-based models can still
prove to be a great resource to infer information from phylogenies, the result from
Louca and Pennell (2020) highlights that many models can deliver the same result
and an arbitrary choice of a model to use can produce results that are not actually
strictly derived from the data. Empiricists should, therefore, interpret results com-
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ing from these models cautiously keeping in mind that they cannot overcome the
problem of limited information present in the data.

6.3.1 Specific limitations of the Q-framework

The Q-framework variant of the BD models proved itself to be quite pow-
erful. In particular, it can be used to describe processes for which the standard
P-framework cannot be used. One notable example is the MBD model of chapter
3, which entails very complex interactions between species. First of all, unlike
the P-approach, the ODE set is usually impossible to integrate analytically. For
large systems the task might become impossible due to exceedingly long compu-
tation times. This was the case, for example, for the calculation of the conditional
probability of the MBD model. The mbd R package, in fact, features functions
to calculate such probabilities by integrating the Q-system. However we ended
up not using them for calculating the likelihood because of their relative slowness
when compared to the other methods. They were, however, very useful for test-
ing the consistency of the results obtained with the other methods. We performed
similar consistency tests also for the likelihood presented in chapter 4. Another
limitation is that the dependence on phylogenetic diversity (i.e., the dependence
on the phylogenetic branch length) cannot be modelled through the Q-approach.
This is due to the fact that phylogenetic diversity (Faith, 1992a; Faith, 1992b),
defined according to all the pairwise distances between species across the phy-
logeny, is intrinsically topology-dependent and the Q-framework always assumes
topologies to be equally probable (see chapter 2). Hence a complete description
is impossible (at least at the current stage).

Another possible application of the Q-framework is for a model with multiple
locations and diversity-dependence within each. Unfortunately, as already men-
tioned earlier, calculations can quickly become too cumbersome (as in the case
of Xu and Etienne, 2018, where the authors could resort only to a simulated ap-
proach). In fact, already for a model taking into account 2 locations (say, A and B
with AB meaning contemporary presence in both), the variable QkA,kB,kAB

mA,mB,mAB
would

require a three-dimensional ODE system, which can be computationally demand-
ing. Furthermore, for any combination of the (mA,mB,mAB) variables not only
standard (sympatric) speciation and extinction events should be considered, but
also contributions related to contractions (state changes such as (mA,mB,mAB)→
(mA +1,mB,mAB−1) or (mA,mB,mAB)→ (mA,mB +1,mAB−1)), allopatric spe-
ciation events ((mA,mB,mAB)→ (mA + 1,mB + 1,mAB− 1)) or migration events
((mA,mB,mAB)→ (mA−1,mB,mAB + 1)). The implementation of more locations
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would make the model even more intractable (e.g., a system with 3 locations
would already scale the system dimensionality up to 7). We cannot exclude that it
could possible to find a clever way of adapting the framework to a many locations
system, but it would certainly demand some particular attention to overcome the
computational challenges.

Another interesting question to ask, that we did not explore in chapter 2, is
whether the Q-framework could be expanded to also include trait-based diversi-
fication. Again, a brute force approach would probably increase the number of
required equations to an intractable level. We tried to explore it to some extent
(using the formalism presented in Eq. 6.4.4), showing some interesting analogies
between the Q-framework and the formalism usually used in trait models (SSE).
Again, we do not exclude the possibility that this could be done and it certainly is
something that we would like to study more in the future.

6.4 Future prospects

The BD approach is the backbone of chapters 2, 3 and 4. The same chapters
mention/use also the Q-framework, which is another way to adopt the birth-death
paradigm and it is useful to describe diversification process where rates depend
on the number of species present. Chapter 5, rather than presenting a new model,
presents a tool to estimate whether the introduction of a new model is needed, in
terms of the necessity of the implementation of its likelihood formula in a broader
Bayesian framework.

As the goal of each chapter is to introduce new models/tools, rather than their
applications, I will discuss the potential applications of such models/tools and
what benefits they can bring.

6.4.1 Applications of chapter 2

In this chapter we proved that the Q-framework yields results in agreement
with other models in the literature. This applies to any time-dependent rate model
as well as any implementation of ρ−sampling (i.e., where the observed extant
species are assumed to be a fraction ρ of the total number of species) and n−
sampling schemes (where n additional species are not reported in the phylogeny).
This provides strong support for the correctness of the framework. The conse-
quence is that the set of Q-framework’s ODEs can be used to create new models.
This allows building models where keeping track of the number of unseen species
(e.g., species going extinct before the present) along the process is crucial, as in
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(but not only) the diversity-dependent diversification model. One example of this
is the MBD model presented in chapter 3. However, many other applications are,
in principle, possible. This refers to all the possible cases in which the breaking-
the-tree hypothesis (as in Nee, May, and Harvey, 1994) does not hold. In other
words, this can be helpful to build models in which branches in the phylogeny are
interacting with each other in some way, of which one notable example is DAISIE
(Valente, Phillimore, and Etienne, 2015).

In chapter 2, to find the analytical solution, a pivotal step has been to identify
the factor c(z, t) = (µ(t)− zλ (t))(1− z). This factor appears in the equation
2.5.5 for the generating function G(z,s, t) = ∑n znPn(s, t) for the P-framework (a
function that summarizes the distribution Pn(s, t) of number of species in a process
starting at time s and ending at time t)

∂G(z,s, t)
∂ t

= c(z, t)
∂G(z,s, t)

∂ z
. (6.4.1)

The factor c(z, t) also occurs in the equation 2.5.2 for the generating function
Fk(z, t) = ∑m zmQk

m(t) of the Q-framework (using constant rates)

∂Fk(z, t)
∂ t

= c(z, t)
∂Fk(z, t)

∂ z
+ k

∂c(z, t)
∂ z

Fk(z, t). (6.4.2)

Interestingly enough, this factor also appears in the core equations for the SSE
models (see, for example, equations (10) and (11) in Rabosky, 2014)

dE(t)
dt

= c(E, t)

dD(t)
dt

=
∂c(E, t)

∂E
D. (6.4.3)

We can combine these equations to create another differential equation for the
variable ψk(t) = E(t)Dk(t)

dψk

dt
=

dE
dt

Dk + kDk−1 dD
dt

E

= c(E, t)Dk + kDk−1 ∂c(E, t)
∂E

DE

= c(E, t)
∂ψk

∂E
+ k

∂c(E, t)
∂E

ψk, (6.4.4)

which looks very similar in shape to 6.4.2. This suggests a formal link between the
Q-framework and the SSE-framework and it may, possibly, pave a way towards a
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trait-driven (as in SSE) diversity-dependent model. Unfortunately I did not have
the time to explore more in this direction. However, it is indeed interesting to
see how the two approaches, built from two totally different starting points, are
consistent to each other. In particular, it is worth noting that the interpretation for
the factor of 2 in ∂z c(z, t) = 2zλ −λ −µ originally given by Maddison, Midford,
and Otto (2007) (see panels c and d of Fig. 2 in the original article) provides an
explanation for the same factor appearing in the Q-equation from Etienne et al.
(2012) (see Eq.1.3.6).

We also tried to analytically solve the system of differential equations for the
model in the case of diversity-dependent rates. Despite the fact that this might
look like a small change with respect to the system with time-dependent rates, this
actually makes things much harder to deal with. The issue becomes evident when
transforming the infinite ODE system into a single partial differential equation
(PDE) for the generating function. In fact, when dealing with constant or time-
dependent rates this features only first order derivatives. Unfortunately this is no
longer true in the case of diversity-dependent rates λn = an+ b and µn = µ , for
which the transformed equation is

∂Fk

∂ t
= α(z)

∂ 2Fk

∂ z2 +βk(z)
∂Fk

∂ z
+ γk(z)Fk (6.4.5)

where

α(z) = az2(z−1)

βk(z) = [(3ak+ a+ b)z2− (2ak+ a+ b+ µ)z+ µ ]

γk(z) = k[2(ak+ b)− (ak+ b+ µ)]. (6.4.6)

In the case of eq. 6.4.3 we exploited the method of characteristics to find the
analytical solution for the system. For its diversity-dependent version, eq. 6.4.5,
its application resulted to be not as simple.

6.4.2 Applications of chapter 3

This chapter presents the building of a novel model, namely the Multiple-Birth
Death model (MBD). The MBD model presents one of the possible applications of
the Q-framework formalized in chapter 2. The framework was indeed necessary
because the model accounts for the possibility of an environmentally-driven large
scale event whose effects depend on the current number of species. In fact such
an event, when triggered, can induce a speciation on each of the lineages currently

184



6.4.2. Applications of chapter 3

present in the phylogeny. The rationale for its introduction is to build in the effects
of a species pump mechanism (Jetz, Rahbek, and Colwell, 2004) into the model.
The model is, in fact, specifically tailored to analyze phylogenies where the pace
of evolution is so high that standard models struggle to describe it.

There are two possible alternative strategies to model diversification driven by
a species pump. The first alternative strategy (A) is to use a specific model where
rates are time-dependent. In such a scenario having rates with localized peaks in
time could induce the effects of rapid bursts in speciation. A second strategy (B)
is to implement two different sets of rates: one for the standard diversification
regime and one to describe the intense bursts of speciation events. The second set
of rates would, in this context, act only in very short time windows.

Both approaches have some disadvantages. Alternative model A cannot repro-
duce one main characteristic of the species pump mechanism that is instead cap-
tured by the MBD model: the impact of such an event should become more power-
ful as more and more species populate the phylogeny. As a consequence, diversi-
fication in the MBD model is intrinsically diversity-dependent, because the effects
of the large-scale event are influenced by the current number of species in a non-
linear way. The same effect cannot be mimicked by any time-dependent model,
although one can come close (Pannetier et al., 2020). In traditional diversity-
dependence models, the probability of speciation decreases as species accumu-
late, leading to a lineages-through-time profile that flattens around the carrying
capacity value. In the MBD model this mechanism is reversed: as more species
accumulate, the effects of the large-scale events become greater and greater.

To implement alternative model B it would be necessary to define the mech-
anisms that activate and deactivate the regime of enhanced diversification in the
clade. The easiest way to do so is to define a system with two states: one regular
and one ephemeral with enhanced speciation potential. As in BiSSE (Maddison,
Midford, and Otto, 2007), this would require two rates for the state-change (such
as the q0,1 and q1,0 rates in BiSSE): one for the initiation and one to return to the
standard regime. To make sure that only rapid bursts of speciation are allowed, the
latter must be much higher than the former. Unlike BiSSE, such rates would not
affect only one lineage at the time, but the entire clade. This is due to the fact that
the state change must reflect the impact of a changing landscape on all species.

mimic the effect of an external environmental condition. In addition to these
two rates an enhanced speciation rate would be needed, leading to a model with
three additional parameters, compared to the standard BD model. The MBD
model instead only adds two additional rates (labelled as ν and q in chapter 3). As
a general rule, whenever possible, a model with less complexity should always be
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preferred to more complex alternatives. The rate q0,1 bears some resemblance to
rate ν in the MBD model, as both trigger speciation events. However, in alterna-
tive B the rate is a per-species rate and hence the speciation events induced by the
transition from state 0 to 1 will all take place in the same subclade, whereas the
speciation events in the MBD model take place across the entire phylogeny. Fur-
thermore, speciation events will continue to occur in alternative B until the state
changes back to 0, whereas in the MBD model only one burst of speciation events
will take place.

Despite the fact that the MBD likelihood inference proved to be effective on
simulated phylogenies (see Fig. 3.3), one main issue is that empirical phyloge-
nies with aligned speciation events are not currently available. This is due to the
fact that currently implemented tree priors in Bayesian phylogenetic tools, such
as BEAST2 (Bouckaert et al., 2019), MrBayes (Huelsenbeck and Ronquist, 2001)
or RevBayes (Höhna et al., 2016), do not feature multiple simultaneous speciation
events. However, BEAST2 allows for the implementation of novel third party tree
priors, so in principle it would be possible to develop and implement a new MBD
prior. Understanding whether such work is needed is one of the main reasons that
drove us to develop pirouette (see chapter 5). In chapter 3 instead we took an-
other approach. We developed a metric aimed to detect the distinctive features of
an MBD phylogeny. Because the greatest difference between MBD and BD phy-
logenies is the presence of aligned events, we needed a metric able to measure the
extent of the clustering of branching times. To do so we introduced the Distance
from the Nearest Branching Time (DNBT) metric. We successfully tested its ef-
fectiveness on datasets of simulated trees. Then, we used it to extract the signal
from the empirical phylogeny of lake Tanganyika endemic cichlids, detecting a
strong signal. At this point, the natural next step would be to develop a method to
apply the MBD likelihood inference to these phylogenies. We started to develop
an alternative approach that does not require any BEAST2 implementation. The
idea of the approach is based on calculating the likelihood of the alignment given
the MBD parameters P(DNA|θMBD), obtained by marginalizing over the space of
trees:

P(DNA|θMBD) = ∑
Ti∈T

P(DNA|Ti)P(Ti|θMBD)

∼ ∑
Tj∈TMBD

P(DNA|Tj), (6.4.7)

where P(DNA|Ti) is the tree likelihood calculated according to the Felsenstein’s
algorithm (Felsenstein, 1973) for a particular substitution model (e.g., JC69) and
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P(Ti|θMBD) is the MBD likelihood. A way to do it (as in the second line of eq.
6.4.7) is to sum over a representative sample of the MBD tree space generated by
those parameters. This sample can be generated by simulating the MBD process,
as described in chapter 3. With the likelihood P(DNA|θMBD) it would be possi-
ble to infer the MBD parameters directly from the alignment data. We have not
explored this possibility fully yet, because calculating this sum by Monte Carlo
sampling is computationally demanding. One of the challenges is that producing
phylogenies with exactly the observed number of species is not trivial. For this
we suggest to use the combined backward- and forward approach used by Etienne
et al. (2012) to compute the expected number of lineages conditional on the phy-
logeny. Another challenge is that the topology generated by a simulated MBD
process is rarely compatible with the observed DNA sequence alignments. We
can overcome this problem by taking topologies from a BEAST2 or RaxML (Ko-
zlov et al., 2019) analysis, and combining these with the branching times of the
MBD simulation, because all topologies are equally likely under the MBD pro-
cess, and hence the topology of the phylogeny does not contain any information
on the MBD process. Combining these ideas should be the next step of the project
and it would probably make the entire model finally available to empiricists.

6.4.3 Applications of chapter 4

In this chapter we mathematically prove that some of the current models in-
volving single-lineage rate shifts lead to an incorrect likelihood. We developed
the correct likelihood formula for such cases. When a lineage undergoes a single-
lineage rate shift, its diversification starts to occur at a different pace than other
lineages in the phylogeny. This occurs when such species obtain a competitive
advantage with respect to its competitors, due to the extinction of one or more
antagonists, a new environment becoming available or for the development of a
key innovation (Heard and Hauser, 1995; Etienne and Haegeman, 2012). The
regime shift could potentially occur either on an observable lineage (i.e., surviv-
ing to the present) or an unobservable one (i.e., going extinct before the present).
We provided likelihood formulas for both cases and proved how the combination
of the two for a dummy shift (where new rates are equal to the old ones) yields the
traditional Nee, May, and Harvey (1994) likelihood. Our formula works not only
for constant rates, but also for time-dependent and for diversity-dependent rates.
Furthermore we expanded the likelihood formula for the case in which multiple
single-lineage shifts are present in the phylogeny.

The first consequence of our work is that we provided a solution to the debate
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expressed by Moore et al. (2016) about the accuracy of estimations in BAMM
(Rabosky, 2014). They identify two major problems: (1) the choice of a Coales-
cent Poisson Process prior distribution for diversification parameters makes the
inference extremely sensitive to the prior and (2) the implemented likelihood is
fundamentally incorrect. In our work we address the latter. In particular they show
that the bias in the likelihood calculation is due an incorrect way of accounting for
shifts on extinct lineages. They also propose a numerical solution to approximate
the correct solution for the likelihood using Monte Carlo simulations. They use
them to expose the issue with likelihood calculation but the method is not suitable
for normal use in BAMM as it is too computationally intensive.

Our likelihood formula for unobserved rate shifts 4.2.22 provides an analyt-
ical solution to this problem, thus much faster than the one proposed by Moore
and colleagues. Furthermore, with the likelihood formula being correct, now it
is possible to perform hypothesis testing by comparing the marginal likelihoods
(which was another critical aspect of BAMM exposed by Moore et al.).

Our likelihood formula can be implemented not only in BAMM, but also in
MEDUSA (Alfaro et al., 2009) and other related multi-shift methods.

Another consequence is that the diversity-dependent model for key innova-
tions (Etienne and Haegeman, 2012) now correctly calculates the likelihood. This
has been already implemented in the R package DDD (Etienne and Haegeman,
2020).

As in chapter 2, the consequences of our work are not only limited to current
models but will apply to any future model that involves lineage-specific rate shifts.

Quite a few papers have used the incorrect likelihood on empirical phyloge-
nies, including papers of my co-authors (Etienne and Haegeman, 2012; Rabosky,
2014). The analyses in these papers should ideally be repeated to check whether
the conclusions they draw are still valid.

6.4.4 Applications of chapter 5

The R package pirouette has been actually developed to provide a general-
ized tool to realize two other projects. These projects have not been finished yet.
The goal of the first one was to establish whether the likelihood for the Protracted
Birth-Death (PBD) model was needed to be implemented as tree prior in BEAST2
(Drummond and Rambaut, 2007; Bouckaert et al., 2019).

The PBD model (Rosindell et al., 2010; Etienne and Rosindell, 2012; Lam-
bert, Morlon, and Etienne, 2015), as the name suggests, is a model where speci-
ation is not instantaneous. This is an approximation used in many other models
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but it does not reflect how the speciation process actually occurs. Within the PBD
framework, there are two stages to go through before realizing a proper specia-
tion: a first event, called speciation-initiation, produces an incipient species; later
on, a second stochastic event, the speciation-completion, transforms an incipient
species into an actual species. The model has been initially proposed to provide
an explanation to the observed phenomenon of the pull-of-the-present, which is
the pull that can be observed in the final part of a lineages-through-time plot.

The second project was to perform a pirouette analysis for the MBD model,
which is extensively explained in chapter 3. In that chapter we use the DNBT
statistics to provide a similar answer to the same question. Despite having ob-
tained some results for the MBD model using the pirouette approach, I decided
not to include them as a chapter of this thesis because I had concerns about the
correctness of the implementation as well as doubts on the effective capacity of the
standard metric in pirouette (the nLTT statistic, introduced by Janzen, Höhna,
and Etienne (2015)) to detect the major MBD characteristics that cannot be cap-
tured by the BD model. We believe that the implementation of the DNBT statistics
could be very promising in achieving this goal.

Apart from PBD and MBD, pirouette could be used to perform the same
analysis for several other similar models. One straightforward application would
be for models for which is relatively easy to write simulation routines but whose
likelihood would be very hard to develop. The simplest way to picture that is by
increasing the complexity of current models adding an additional element, e.g.,
by letting carrying capacities in diversity-dependent models depend on territory
ontogeny (Valente, Etienne, and Phillimore, 2014). Another possibility could be
to evaluate the performance of current BEAST2’s tree priors on phylogenies sim-
ulated according to individual based models. One could use a phylogeny obtained
starting from spatially explicit models, where speciation and extinction are de-
fined as local events (which could be subject to local diversity-dependence in
terms of local carrying capacities, as in Herrera-Alsina et al. (2018)). Alterna-
tively it is possible to build phylogenies from individual based models accounting
for complex interactions between individuals’ genotypes, phenotypes and the en-
vironment (Aguilée et al., 2018; Rangel et al., 2018). Besides individual-based
models, also combinations of current models can be explored. For example one
could try to add to current models some dependency on traits, as in the SSE mod-
els. Likelihood functions for such models would be extremely difficult to develop
but, in principle, a pirouette analysis could be used to prove that implementing
tree priors for these models are not really needed (or, conversely, that they are).

In summary, I hope that I have contributed both new insights and new tools
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that can further our understanding of patterns of macroevolutionary diversification
and the mechanisms that drive them.
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Chapter 7
Summary

This thesis provides new tools for extracting information on the process of di-
versification from a phylogenetic tree. To do so the standard approach is to employ
likelihood functions in order to estimate the best parameters for the diversification
models via likelihood maximization. The parameters for this kind of models usu-
ally represent the rates at which the various evolutionary events (e.g., speciations
or extinctions) can take place in the process. As presented in chapter 1 many diver-
sification models are already available. They can answer different questions and
therefore the parameters that are estimated in each case reflect several biological
aspects. Many of these methods rely on the solution of the so-called P-equation,
used in standard Birth-Death models (BD), presented in 1.3.2 and are applied ac-
cording to the Nee et al. framework (sometimes referred to as P-framework in
this thesis) using eqs. 1.3.3. Later in the same chapter we also presented the
so-called Q-framework 1.3.6. Such framework, originally developed to deal with
diversity-dependent diversification allows to keep track of species number along
the process. As a consequence this approach can accommodate a broader set of
problems, if expanded, as in Valente, Phillimore, and Etienne (2015).

In chapter 2 we studied the Q-framework in all cases in which it is also pos-
sible to apply the P-framework (n- and ρ- sampling schemes, constant rates and
time-dependent rates). In such cases, we analytically proved that the Q-framework
yield solutions that are equivalent to those provided by models already available
in the literature. Such a proof was needed, as the paper where the Q-framework
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was originally introduced only provided an heuristic justification obtained using
numerical methods. This is far from optimal and can only be considered true for
a finite number of parameter settings. Since the framework had the potential to
be expanded to new cases we needed stronger foundations. After providing addi-
tional analytical support for it, we used it in two different other chapters of this
thesis.

In chapter 3 we established the core equations for the Multiple-Births and
Death (MBD) model using the Q-framework. This model allows for explosive
bursts of simultaneous speciation events of which the intensity depends on the
current number of species. This is not a general model, but it is tailored specif-
ically to deal with crowded phylogenies. The focus is to study how the effect of
(cyclic) environmental changes can influence the phylogenetic history of a clade.
We showed that we can reliably retrieve the parameters with maximum likelihood
for a large range of simulated phylogenies (with known parameters). We also
studied whether the BD likelihood is adequate for capturing the characteristics of
an MBD process. We found that this is not trivial and developed a new metric, the
DNBT metric, that can distinguish between BD and MBD trees.

In chapter 4 the goal was not to build an entirely novel model. Instead we
focussed on improving some of the models already available in literature that ac-
count for the influence of a single lineage shift on phylogenetic likelihoods. This
is the case, for example, when a single lineage in the clade develops a key innova-
tion. If this occurs, such a lineage can escape from competition with other species
in the clade (as in Etienne and Haegeman, 2012), diversifying at a higher pace
with respect to the background. In this chapter we first identified critical aspects
of current models, then we presented the correct analytical expressions for the
likelihood in the case of a phylogeny featuring: (1) one observable lineage shift
with constant rates; (2) one observable rate shift with diversity-dependent rates;
(3) one unobservable lineage shift with constant rates; (4) multiple observable
rate shifts with constant rates; (5) multiple observable rate shifts with diversity-
dependent rates. We also proved that, when one rate shift is present, it is possible
to retrieve the original Nee et al. formula by combining the likelihoods for cases of
unobservable and observable shifts. This shows the consistency of our approach.

In chapter 5 we built a method to assess if the development of a new likeli-
hood model is necessary or if, instead, currently available inference models are
good enough. To do so we developed an R package called pirouette. Then,
from every phylogeny in the simulated distribution, pirouette will generate a
posterior distribution obtained using BEAST2 standard inference models. Finally,
the user can select an error statistic to estimate the error made by BEAST2 when
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trying to reconstruct a phylogeny with currently available tools. However, the so
obtained error distribution results from several other sources as well, of which a
major one is the huge stochasticity naturally involved in the process. To account
for that pirouette also runs a second, parallel, pipeline, which is almost identi-
cal to the original pipeline. The only difference is that this pipeline takes as input
a phylogeny created under a standard diversification model. We regard the output
of this parallel pipeline as the baseline error. If the two error distributions are
similar then the development of a new likelihood model (and its subsequent im-
plementation as tree prior in BEAST2) is not required. If they are very dissimilar,
one would need to develop a module for the corresponding tree prior.
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Chapter 8
Samenvatting

Deze thesis geeft nieuwe methoden om informatie over diversificatie uit een
fylogenetische boom te winnen. De gangbare aanpak bij het schatten van de beste
parameters voor diversificatie modellen is het gebruik van likelihood-functies en
likelihood-maximalisatie. De parameters binnen deze modellen vertegenwoordi-
gen de snelheden waarmee verschillende evolutionaire gebeurtenissen (e.g. speci-
aties en extincties) plaatsvinden gedurende het diversificatieproces. Zoals aange-
geven in hoofdstuk 1 bestaan er al veel diversificatie modellen. Deze modellen
kunnen verschillende vragen beantwoorden en om die reden weerspiegelen de
geschatte parameters dan ook verschillende biologische aspecten. Veel van deze
methoden maken gebruik van het oplossen van de zogenoemde P-vergelijking
zoals weergegeven in 1.3.2, die wordt gebruikt in gangbare birth-death mod-
ellen (BD), en worden toegepast binnen het Nee et al. framework (waaraan soms
wordt gerefereerd als het P-framework in deze thesis) via het gebruik van vergeli-
jking 1.3.3. Later hetzelfde hoofdstuk presenteren we ook het zogenoemde Q-
framework (1.3.6.) Dit framework, oorspronkelijk ontwikkeld om met diversiteit-
safhankelijke diversificatie om te gaan, stelt ons in staat om het aantal soorten te
volgen tijdens het diversificatie-proces. Een gevolg hiervan is dat deze aanpak,
wanneer uitgebreid, toegepast kan worden bij een breder scala aan problemen,
zoals in Valente, Phillimore, and Etienne (2015).

In hoofdstuk 2 hebben we het Q-framework bestudeerd in alle gevallen waarin
het ook mogelijk is om het P-framework toe te passen (n- en ρ-sampling schema’s,
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constante snelheden en tijdsafhankelijke snelheden). In deze gevallen bewijzen
we analytisch dat het Q-framework oplossingen biedt die equivalent zijn aan op-
lossingen die worden gegeven door in de literatuur beschikbare modellen. Der-
gelijk bewijs was nodig omdat het artikel waarin het Q-framework oorspronke-
lijk werd geïntroduceerd enkel een heuristische justificatie gaf, verkregen door
numerieke methoden. Dit is verre van optimaal en kan alleen als waar wor-
den beschouwd voor een eindig aantal parameter instellingen. Aangezien het
framework in potentie naar meer gevallen kon worden uitgebreid, hadden we een
sterkere basis nodig. Nadat we extra analytisch bewijs hadden verzameld, hebben
we het in twee andere hoofdstukken van deze thesis gebruikt.

In hoofdstuk 3 hebben we de kern vergelijkingen opgesteld voor het multiple-
births and death (MBD) model door gebruik te maken van het Q-framework.
Dit model staat explosieve spurts van simultane soortvormingsgebeurtenissen toe
waarvan de intensiteit afhankelijk is van het huidige aantal soorten. Dit is geen
algemeen model, maar een op maat gemaakt model specifiek bedoeld om met in-
gewikkelde, drukke fylogenieën om te gaan. De focus ligt hier op het bestuderen
hoe het effect van (cyclische) veranderingen in de omgeving invloed kan hebben
op de fylogenetische geschiedenis van een clade. We hebben laten zien dat we
op een betrouwbare manier de parameters met maximum likelihood kunnen schat-
ten van een breed scala aan gesimuleerde fylogenieën (met bekende parameters).
We hebben ook onderzocht of de BD likelihood adequaat is voor het verkrijgen
van de eigenschappen van een MBD proces. We vonden dat dit niet triviaal is en
ontwikkelden een nieuwe metriek, de DNBT metriek, die in staat is om BD- en
MBD- bomen van elkaar te onderscheiden.

In hoofdstuk 4 was het doel niet om een geheel nieuw model te bouwen. In
plaats daarvan hebben we gefocust op het verbeteren van sommige van de mod-
ellen uit de literatuur die de invloed van single lineage shifts op fylogenetische
likelihoods in acht nemen. Dit is bijvoorbeeld het geval wanneer één enkele lin-
eage een cruciale innovatie ontwikkelt. Wanneer dit gebeurt kan zo’n lineage
ontsnappen aan competitie van andere soorten uit dezelfde clade (zoals in Eti-
enne en Haegeman, 2012), waardoor het sneller kan diversifiëren ten opzichte
van de fylogenetische achtergrond. In dit hoofdstuk hebben we eerst cruciale as-
pecten van bestaande modellen geïdentificeerd, daarna presenteerden we de cor-
recte analytische expressies voor de likelihood in de gevallen waarbij zich in een
fylogenie: (1) één observeerbare lineage shift voordoet bij constante snelheden;
(2) één observeerbare snelheidsverandering voordoet met diversiteitsafhankelijke
snelheden; (3) één niet-observeerbare lineage shift voordoet bij constante snel-
heden; (4) meerdere observeerbare lineage shifts voordoen bij constante snel-
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heden; (5) meerdere observeerbare snelheidsveranderingen voordoen met diver-
siteitsafhankelijke snelheden. We bewijzen ook dat, wanneer één snelheidsveran-
dering aanwezig is, het mogelijk is om, door het combineren van likelihoods van
gevallen met observeerbare met gevallen met niet-observeerbare snelheidsveran-
deringen, de originele Nee et al. formule te verkrijgen. Dit demonstreert de con-
sistentie van onze aanpak.

In hoofdstuk 5 hebben we een methode geconstrueerd om te beoordelen of de
ontwikkeling van een nieuw likelihood model noodzakelijk is en daarmee of op dit
moment beschikbare inferentie modellen goed genoeg zijn. Hiervoor hebben wij
een R package ontwikkeld genaamd pirouette. pirouette gebruikt als input
een verdeling van gesimuleerde fylogenieën die worden gegenereerd onder het te
testen diversificatie model, waaraan we hier zullen refereren als het “generatieve”
model. Vervolgens genereert pirouette, uit elke fylogenie in de verdeling, een
posterior-verdeling. Deze posterior-verdeling wordt verkregen door gebruik te
maken van de standaard inferentie modellen uit BEAST2. Gebruikers kunnen nu
een fout statistiek selecteren om de fout te schatten die BEAST2 maakt tijdens de
reconstructie van een fylogenie met de nu beschikbare gereedschappen. Echter,
de verdeling van fouten die zo verkregen wordt heeft meerdere bronnen, waar-
van de gigantische, natuurlijke stochasticiteit die bij het proces betrokken is, een
voorname is. Om hier rekening mee te kunnen houden, doorloopt pirouette
ook een tweede, parallelle, pipeline die in alle bijna aspecten identiek is aan het
origineel. Het enige verschil is dat deze pipeline wordt doorlopen met als in-
put een fylogenie die gemaakt is onder een standaard diversificatie model. We
beschouwen de output van deze parallele pipeline als de baseline error. Wan-
neer de twee foutverdelingen gelijkend zijn, is de ontwikkeling van een nieuw
likelihood-model (en diens eventuele implementatie als boom prior in BEAST2)
onnodig. Als de foutverdelingen sterk verschillen moet men een nieuwe module
ontwikkelen voor de betreffende boom.
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