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APPROXIMATING THE PROBABILITY

OF CONDITIONING EVENTS IN

SPECIES DIVERSIFICATION MODELS

USING GENERALISED ADDITIVE

MODELS

Don’t have a fixed idea in your head. Use everything you’ve learned until now.

Masaaki Hatsumi

Richter F, Etienne RS, Wit EC. In preparation.
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ABSTRACT

In cosmology, the anthropic principle describes the argument that any calculation of the
probability of (intelligent) life in the universe has to take into account that the mere fact
of performing such calculation presupposes intelligent life. Although not as extreme, in
phylogenetic analyses similar considerations occur. For example, the probability of an
observed phylogenetic tree presupposes that this tree is not empty.

It is common practice, therefore, in likelihood-based methods of fitting a species diver-
sification model to an observed phylogenetic tree to condition the likelihood. Typical
conditioning events include survival of the process to the present, the age of the tree, the
number of species in the tree, or a combination of these. To condition a likelihood, the
probability of the condition event is needed as a function of the parameters. The calculation
of these probabilities is usually not trivial and often unfeasible.

Here, we present a general method that can be used to approximate the probability of any
conditioning event under any species diversification model from which it is possible to
obtain samples. This is crucial for inference in a large number of real-world scenarios. We
provide an example and compare our results with probabilities that are computed using
standard methods in cases in which analytic solutions are available. We find that our
method is fast and accurate.
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5.1. INTRODUCTION

Under ideal laboratory circumstances, a probabilistic experiment will have a set of
possible outcomes y ∈Y . If θ represents the parameters of the model that gives rise to
the outcome y , then maximum likelihood estimation would aim to find θ̂ = argmaxθ fθ(y).
However, if in the real experimental setting only values within C ⊂Y are possible, then
this should be taken into consideration when performing inference. In fact, C will act as a
conditioning event in the estimation, i.e., θ̂ = argmaxθ fθ(y |C ).

Conditioning as part of inference of the species diversification model is important
for the estimation of the speciation and extinction parameters from phylogenetic trees
(Etienne et al., 2016; Stadler, 2013). Several types of conditioning are commonly applied
in the literature, including conditioning on crown or stem age, i.e., assuming the process
started at the given age, conditioning on the survival of the clade to the present, i.e.,
that at least one or two species are found at the present for a tree with a stem or crown
age respectively, conditioning on the number of species observed at the present, i.e.,
the number of tips in the phylogenetic tree, or conditioning on having at least a certain
number species at the present. It has been argued that at least some conditioning is
needed to remove bias in estimates, but not too much to avoiding skewing the information
in the data (Etienne et al., 2016; Stadler, 2013). Here, we do not further discuss which
condition should be used when analysing phylogenetic data under different scenarios,
but we provide a general method that can be used for any condition.

To condition a likelihood function fθ(y) with parameters θ on a condition C satisfied
by our data y ∈C , we consider the conditional likelihood

fθ(y |C ) = fθ(y,C )

Pθ(C )
= fθ(y)

Pθ(C )

where Pθ(C ) is the probability of the condition C for the parameter combination θ. In this
chapter, we propose a method for estimating the probability of any conditioning event by
connecting our general simulation scheme for the diversification model with the theory
of generalised additive models (Hastie and Tibshirani, 1990).

5.2. MATERIAL AND METHODS

The mathematical problem we want to solve in this chapter can be describes as follows.
Assume that the species diversification is governed by a species diversification model
(SDM) with rates

λt = g1(x ′
tθ1), µt = g2(x ′

tθ2)

where λt and µt are the speciation and extinction rates at time t , gi are arbitrarily link
functions, xt is a vector of covariates or ecological variables of the diversification process
at time t , and θ = (θ1,θ2) are the parameters that relate the speciation and extinction
rates to these covariates. We want to calculate the probability that a tree with parameters
θ satisfies a condition C .

Our framework consists of two phases: (i) the simulation or data generation phase
and (ii) the GAM estimation phase, where an estimation of the probability of the desired
conditioning event as a function of the parameters is calculated.
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Conditioning the likelihood consists of calculating the probability that the desired
condition holds for a given SDM Mθ for any parameter combination. The functional
relationship between Pθ(C ) and θ may be complex, but we assume that Pθ(C ) is a contin-
uous function of θ, in a compact subspaceΘ0 ⊂ Θ. We also assume that simulating the
phylogenetic process according to the model Mθ is possible and fast.

5.2.1. SIMULATION

To perform non-parametric estimation of the probability of a condition we first gener-
ate the required data in a finite gridΘG = {θ1,θ2, ...,θM } ⊂Θ0 , where M can be determined
by the user, depending on the desired level of precision. We simulate one tree y at every
point of the grid. We then define the Dirac delta function δC that is equal to 1 at that point
if the tree y satisfies the desired condition C and a 0 if it does not satisfy this condition,
i.e.,

δC (y) =
{

1 if y ∈C ,

0 otherwise.

The key observation that makes our framework work is that

Pθ(C ) = Ey∼θ[δC (y)]

Our data is given by M pairs,

{(θ1,δC (y1)), ..., (θM ,δC (yM ))} (5.1)

Simulation of the phylogenetic trees is typically done in a straighforward manner using a
Gillespie-type algorithm (Gillespie, 1977), which was designed in the 1970s in the context
of chemical reactions. For simulations of the phylogenetic trees described in this thesis
this algorithm can be used. For a detailed study on simulation methods in macroevolution
see Huelsenbeck (1995).

5.2.2. ESTIMATION

In order to obtain the probability Pθ(C ) of satisfying the condition as function of the
parameters, we perform functional estimation using our simulated data. We assume that,
for a continuous function Pθ(C ) and a large value K , we can express

logit(Pθ(C )) ≈
K∑

j=1
β j b j (θ) (5.2)

where b1, ...,bK are basis functions. For the basis functions, we can use, for example,
univariate or bivariate cubic splines (Durrleman and Simon, 1989). In Figure 5.1 we see
an example of basis functions in one dimension.

Thus, given the data obtained in (5.1), we can calculate the log-likelihood of a logistic
regression in the generalized additive model setting,

`P (β|θ) =
M∑

i=1
`δC (yi )(β|θ)+Pen(β)
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Figure 5.1 | Set of basis functions in one dimension, {t , t 2, t 3, (t − 1.5)3, , (t − 3)3, (t − 5)3}. The set of linear
combination of them generate a large subset of continuous functions.

where Pen is typically some smoothness penalty and

`δC (yi )(β|θ) = log

([
gM ,β(θ)

1+ gM ,β(θ)

]δC (yi ) [ 1

1+ gM ,β(θ)

]1−δC (yi )
)

and

gM ,β(θ) =
M∑

j=1
β j b j (θ).

Using the standard maximum likelihood estimator (Wood and Wood, 2015)

β̂= argmax`P (β)

we can predict for all θ ∈Θ0 the probability of the conditioning event as

Pθ(C ) = egM ,β̂(θ)

1+egM ,β̂
, (5.3)

which is the desired probability.
Figure 5.2 contains a representation of the two phases of the method. First, we

simulate trees for a grid in the parameter space, and we record the binary variable that
indicates if the condition is satisfied or not. We then perform statistical inference to find
the continuous function that best represents the simulated data; the estimation step is a
standard generalized additive model fit (Hastie and Tibshirani, 1990). We end up with
an estimation of the probability of the condition as a function of the parameters. We can
make the estimation as accurate as we want by increasing the resolution of the grid.

5.3. APPLICATION

To check the feasibility of the method, we calculate the probability of survival of the
process generated by a linear diversity-dependent diversification model LDD (Etienne
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Figure 5.2 | Schematic representation of our framework to compute the conditional probability. Given a grid in
parameter space, we simulate one tree at every point and record a zero if the tree does not satisfy the condition
C and a one if it does satisfy condition C . With the values at every point of the grid we estimate the probability
surface. The estimated curve is an approximation of the desired probability function. The accuracy of this
estimation is expected to increase with the resolution of the grid.

et al., 2012a) introduced in the previous chapters, starting with one initial species. We
assume the speciation rate to be

λt ,s =λ0 −βN Nt ; λ0 > 0,βN > 0 (5.4)

and the extinction rate to be constant µt ,s =µ0.
The probability of survival of the diversification process at the present can be calcu-

lated directly using the DDD package in R. We will compare this solution with the estimated
solution obtained with our new method.

We approximate the function in the parameter grid where µ0 ∈ [0.1,0.5], λ0 ∈ [0.55,1.5]
and βN ∈ [−0.005,−0.0002]. For this we use the fit_gam_survival function in the R
package emphasis, which critically depends on the gam function of the mgcv package
(Wood and Wood, 2015). When fitting a Generalised Additive Model, it is required to
define the splines functions that should be used. In this application, we used univariate
and bivariate splines (Nürnberger and Zeilfelder, 2000). In Figure 5.3 we plot predictions
for 6 different grid resolutions in the simulation step. Each point corresponds to the
probability of survival at a different parameter value; in the x-axes we compute the
analytical solution of the probability and in the y-axes we plot the GAM approximation.
In green points corresponds to the estimations with bivariate splines and in blue points
are predictions using univariate splines, in most cases the choice of the type of spline
makes little difference. We observe that estimations are quite accurate, just being a bit off
in the borders of the parameter space.

In Table 5.1, we see the computational cost (in seconds) and the error in the predic-
tions. We calculate the error as the mean of the absolute difference between the analytical
and the predicted results, across all points in the grid. We see that the error decreases
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Figure 5.3 | Estimation of the survival probability for different values of the number of simulations M . The x-axis
represents the analytical results obtained with package DDD for various values of the parameters (µ0,λ0,β0) and
the y-axis corresponds to the predictions of the probability of survival with the method presented in this chapter.
The black thin line represents the relationship y = x. Panels contains predictions using univariate (green) and
bivariate (blue) splines for GAM estimation.

quite fast, at a small cost. 106 simulations are enough to get accurate predictions.
In Table 5.2, we have a summary of the fitted models when a resolution of 100×100×

100 was used in an hypercube for the simulation step. We see that for the first model all
parameters in the GAM are significant. We slightly prefer the bivariate model, but the
difference among them is small.

With the estimated parameters, we have a linear combination of univariate splines
that estimates the probability of survival of a tree governed by a LDD model. Figure 5.4
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Number of points Simulation time [sec] Estimation time [sec] Error
1000 0.6 0.3 0.035
8000 4.6 1.6 0.014

27000 15.5 4.7 0.008
125000 71.3 64.3 0.003
421875 237.3 149.3 0.002

1000000 581.8 446.5 0.002

Table 5.1 | Cost and estimation of the probability of condition with different number of simulations. Last column
contains the deviance of the predicted values in relation with the analytical values. Columns 2 and 3 reports the
cost (in seconds) to obtain the estimating function. The first columns contains the number of points utilised in
the simulation step.

shows a visualisation of the estimated probability of survival as a function of the first two
parameters.

Figure 5.4 | Survival probability surface obtained with our new method for the LDD example.

This illustrative example shows the capacity of this method to provide accurate pre-
dictions in a few minutes. The computing times reported in table 5.1 are obtained with a
standard laptop and with code that can be easily optimised (e.g. parallelised) to increase
efficiency.
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Bivariate Univariate
(Intercept) 0.94∗∗∗ 0.94∗∗∗

(0.00) (0.00)
EDF: s(µ0,λ0) 13.16∗∗∗

(17.30)
EDF: s(µ0,βN ) 10.59∗∗∗

(13.87)
EDF: s(λ0,βN ) 0.48∗∗∗

(27.00)
EDF: s(µ0) 6.25∗∗∗

(7.41)
EDF: s(βN ) 2.73

(3.40)
EDF: s(λ0) 4.12∗∗∗

(5.08)
AIC 1132386.62 1132701.08
BIC 1132684.69 1132867.76
Log Likelihood −566168.09 −566336.44
Deviance 1132336.17 1132672.87
Deviance explained 0.07 0.07
Dispersion 1.00 1.00
R2 0.09 0.09
GCV score 0.13 0.13
Num. obs. 1000000 1000000
Num. smooth terms 3 3
∗∗∗p < 0.001; ∗∗p < 0.01; ∗p < 0.05

Table 5.2 | Summary of estimated GAMs using univariate and bivariate basis splines.
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5.4. DISCUSSION

We have presented a methodology to estimate the probability of any condition or
outcome that can be simulated, given an arbitrary species diversification model. This
represents an application of the theory of generalised additive models in the context of
networks and trees.

As a proof of concept, we calculate the probability of survival of any species after
a fixed time for the species diversification process under a LDD model. We provide a
functional polynomial form that represents an estimation of the survival probability
of the process. We found that the method performs well at a low computational cost.
However, it is only tested so far in a three-parameter model. We did not explore how the
efficiency of the method decreases with an increase in parameters. For high dimensional
problems, where the diversification models depends on many covariates, adaptations to
high-dimensional GAM modelling is possible (Meier et al., 2009, e.g.).

We add two remarks

• The limits of the grid are important. In the example presented here predictions can
be used in the cube µ0 ∈ [0.1,0.5], λ0 ∈ [0.55,1.5] and βN ∈ [−0.005,−0.0002] only.
Extrapolations must be avoided.

• The estimation of the function is based on a smooth polynomial (splines) approx-
imation, so to have proper approximation we assume that the probability of the
condition is a smooth function, which is biologically sensible to assume.

In conclusion, we recommend using this method when conditioning a species diver-
sification process and the probability of the condition is not available, but simulation
of the process is possible. This method is complementary with the theory presented
throughout this thesis. In Chapters 2, 3 and 4 we have presented a likelihood approach in
different contexts for statistical inference, however, to keep the focus on the statistical
methodologies presented we did not consider any conditioning to the estimated like-
lihoods. The estimated probability can be incorporated in both the MCEM algorithm
presented in Chapters 2 and 3 and in the SGD algorithm presented in Chapter 4. In all
cases the condition probability have to be computed only once at the start of the statistical
inference routine, unless the MCEM or the SGD goes to parts of parameter space that
weren’t explored by the GAM; then a new simulation needs to be done including the new
explored parameter space.
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