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Foreword by General Chairs

It is with great pleasure that we welcome you to the post-proceedings of the 25th
International Conference on Pattern Recognition, ICPR2020 Virtual-Milano.
ICPR2020 stands on the shoulders of generations of pioneering pattern recognition
researchers. The first ICPR (then called IJCPR) convened in 1973 in Washington, DC,
USA, under the leadership of Dr. King-Sun Fu as the General Chair. Since that time,
the global community of pattern recognition researchers has continued to expand and
thrive, growing evermore vibrant and vital. The motto of this year’s conference was
Putting Artificial Intelligence to work on patterns. Indeed, the deep learning revolution
has its origins in the pattern recognition community – and the next generations of
revolutionary insights and ideas continue with those presented at this 25th ICPR. Thus,
it was our honor to help perpetuate this longstanding ICPR tradition to provide a lively
meeting place and open exchange for the latest pathbreaking work in pattern
recognition.

For the first time, the ICPR main conference employed a two-round review process
similar to journal submissions, with new papers allowed to be submitted in either the
first or the second round and papers submitted in the first round and not accepted
allowed to be revised and re-submitted for second round review. In the first round,
1554 new submissions were received, out of which 554 (35.6%) were accepted and 579
(37.2%) were encouraged to be revised and resubmitted. In the second round, 1696
submissions were received (496 revised and 1200 new), out of which 305 (61.4%)
of the revised submissions and 552 (46%) of the new submissions were accepted.
Overall, there were 3250 submissions in total, and 1411 were accepted, out of which
144 (4.4%) were included in the main conference program as orals and 1263 (38.8%)
as posters (4 papers were withdrawn after acceptance). We had the largest ICPR
conference ever, with the most submitted papers and the most selective acceptance
rates ever for ICPR, attesting both the increased interest in presenting research results at
ICPR and the high scientific quality of work accepted for presentation at the
conference.

We were honored to feature seven exceptional Keynotes in the program of the
ICPR2020 main conference: David Doermann (Professor at the University at Buffalo),
Pietro Perona (Professor at the California Institute of Technology and Amazon Fellow



at Amazon Web Services), Mihaela van der Schaar (Professor at the University of
Cambridge and a Turing Fellow at The Alan Turing Institute in London), Max Welling
(Professor at the University of Amsterdam and VP of Technologies at Qualcomm),
Ching Yee Suen (Professor at Concordia University) who was presented with the IAPR
2020 King-Sun Fu Prize, Maja Pantic (Professor at Imperial College UK and AI
Scientific Research Lead at Facebook Research) who was presented with the IAPR
2020 Maria Petrou Prize, and Abhinav Gupta (Professor at Carnegie Mellon University
and Research Manager at Facebook AI Research) who was presented with the IAPR
2020 J.K. Aggarwal Prize. Several best paper prizes were also announced and awarded,
including the Piero Zamperoni Award for the best paper authored by a student, the
BIRPA Best Industry Related Paper Award, and Best Paper Awards for each of the five
tracks of the ICPR2020 main conference.

The five tracks of the ICPR2020 main conference were: (1) Artificial Intelligence,
Machine Learning for Pattern Analysis, (2) Biometrics, Human Analysis and Behavior
Understanding, (3) Computer Vision, Robotics and Intelligent Systems, (4) Document
and Media Analysis, and (5) Image and Signal Processing. The best papers presented at
the main conference had the opportunity for publication in expanded format in journal
special issues of IET Biometrics (tracks 2 and 3), Computer Vision and Image
Understanding (tracks 1 and 2), Machine Vision and Applications (tracks 2 and 3),
Multimedia Tools and Applications (tracks 4 and 5), Pattern Recognition Letters
(tracks 1, 2, 3 and 4), or IEEE Trans. on Biometrics, Behavior, and Identity Science
(tracks 2 and 3).

In addition to the main conference, the ICPR2020 program offered workshops and
tutorials, along with a broad range of cutting-edge industrial demos, challenge sessions,
and panels. The virtual ICPR2020 conference was interactive, with real-time
live-streamed sessions, including live talks, poster presentations, exhibitions, demos,
Q&A, panels, meetups, and discussions – all hosted on the Underline virtual confer-
ence platform.

The ICPR2020 conference was originally scheduled to convene in Milano, which is
one of the most beautiful cities of Italy for art, culture, lifestyle – and more. The city
has so much to offer! With the need to go virtual, ICPR2020 included interactive
virtual tours of Milano during the conference coffee breaks, which we hoped would
introduce attendees to this wonderful city, and perhaps even entice them to visit Milano
once international travel becomes possible again.

The success of such a large conference would not have been possible without the
help of many people. We deeply appreciate the vision, commitment, and leadership
of the ICPR2020 Program Chairs: Kim Boyer, Brian C. Lovell, Marcello Pelillo, Nicu
Sebe, René Vidal, and Jingyi Yu. Our heartfelt gratitude also goes to the rest of the
main conference organizing team, including the Track and Area Chairs, who all gen-
erously devoted their precious time in conducting the review process and in preparing
the program, and the reviewers, who carefully evaluated the submitted papers and
provided invaluable feedback to the authors. This time their effort was considerably
higher given that many of them reviewed for both reviewing rounds. We also want to
acknowledge the efforts of the conference committee, including the Challenge Chairs,
Demo and Exhibit Chairs, Local Chairs, Financial Chairs, Publication Chair, Tutorial
Chairs, Web Chairs, Women in ICPR Chairs, and Workshop Chairs. Many thanks,
also, for the efforts of the dedicated staff who performed the crucially important work
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behind the scenes, including the members of the ICPR2020 Organizing Secretariat.
Finally, we are grateful to the conference sponsors for their generous support of the
ICPR2020 conference.

We hope everyone had an enjoyable and productive ICPR2020 conference.

Rita Cucchiara
Alberto Del Bimbo

Stan Sclaroff

Foreword by General Chairs vii



Preface

The 25th International Conference on Pattern Recognition Workshops (ICPRW 2020)
were held virtually in Milan, Italy and rescheduled to January 10 and January 11 of
2021 due to the Covid-19 pandemic. ICPRW 2020 included timely topics and appli-
cations of Computer Vision, Image and Sound Analysis, Pattern Recognition and
Artificial Intelligence. We received 49 workshop proposals and 46 of them have been
accepted, which is three times more than at ICPRW 2018. The workshop proceedings
cover a wide range of areas including Machine Learning (8), Pattern Analysis (5),
Healthcare (6), Human Behavior (5), Environment (5), Surveillance, Forensics and
Biometrics (6), Robotics and Egovision (4), Cultural Heritage and Document Analysis
(4), Retrieval (2), and Women at ICPR 2020 (1). Among them, 33 workshops are new
to ICPRW. Specifically, the ICPRW 2020 volumes contain the following workshops
(please refer to the corresponding workshop proceeding for details):

• CADL2020 – Workshop on Computational Aspects of Deep Learning.
• DLPR – Deep Learning for Pattern Recognition.
• EDL/AI – Explainable Deep Learning/AI.
• (Merged) IADS – Integrated Artificial Intelligence in Data Science, IWCR – IAPR

workshop on Cognitive Robotics.
• ManifLearn – Manifold Learning in Machine Learning, From Euclid to Riemann.
• MOI2QDN – Metrification & Optimization of Input Image Quality in Deep

Networks.
• IML – International Workshop on Industrial Machine Learning.
• MMDLCA – Multi-Modal Deep Learning: Challenges and Applications.
• IUC 2020 – Human and Vehicle Analysis for Intelligent Urban Computing.
• PATCAST – International Workshop on Pattern Forecasting.
• RRPR – Reproducible Research in Pattern Recognition.
• VAIB 2020 – Visual Observation and Analysis of Vertebrate and Insect Behavior.
• IMTA VII – Image Mining Theory & Applications.
• AIHA 2020 – Artificial Intelligence for Healthcare Applications.
• AIDP – Artificial Intelligence for Digital Pathology.
• (Merged) GOOD – Designing AI in support of Good Mental Health, CAIHA –

Computational and Affective Intelligence in Healthcare Applications for Vulnerable
Populations.

• CARE2020 – pattern recognition for positive teChnology And eldeRly wEllbeing.
• MADiMa 2020 – Multimedia Assisted Dietary Management.
• 3DHU 2020 – 3D Human Understanding.
• FBE2020 – Facial and Body Expressions, micro-expressions and behavior

recognition.
• HCAU 2020 – Deep Learning for Human-Centric Activity Understanding.
• MPRSS - 6th IAPR Workshop on Multimodal Pattern Recognition for Social Signal

Processing in Human Computer Interaction.



• CVAUI 2020 – Computer Vision for Analysis of Underwater Imagery.
• MAES – Machine Learning Advances Environmental Science.
• PRAConBE - Pattern Recognition and Automation in Construction & the Built

Environment.
• PRRS 2020 – Pattern Recognition in Remote Sensing.
• WAAMI - Workshop on Analysis of Aerial Motion Imagery.
• DEEPRETAIL 2020 - Workshop on Deep Understanding Shopper Behaviours and

Interactions in Intelligent Retail Environments 2020.
• MMForWild2020 – MultiMedia FORensics in the WILD 2020.
• FGVRID – Fine-Grained Visual Recognition and re-Identification.
• IWBDAF – Biometric Data Analysis and Forensics.
• RISS – Research & Innovation for Secure Societies.
• WMWB – TC4 Workshop on Mobile and Wearable Biometrics.
• EgoApp – Applications of Egocentric Vision.
• ETTAC 2020 – Eye Tracking Techniques, Applications and Challenges.
• PaMMO – Perception and Modelling for Manipulation of Objects.
• FAPER – Fine Art Pattern Extraction and Recognition.
• MANPU – coMics ANalysis, Processing and Understanding.
• PATRECH2020 – Pattern Recognition for Cultural Heritage.
• (Merged) CBIR – Content-Based Image Retrieval: where have we been, and where

are we going, TAILOR – Texture AnalysIs, cLassificatiOn and Retrieval, VIQA –

Video and Image Question Answering: building a bridge between visual content
analysis and reasoning on textual data.

• W4PR - Women at ICPR.

We would like to thank all members of the workshops’ Organizing Committee, the
reviewers, and the authors for making this event successful. We also appreciate the
support from all the invited speakers and participants. We wish to offer thanks in
particular to the ICPR main conference general chairs: Rita Cucchiara, Alberto Del
Bimbo, and Stan Sclaroff, and program chairs: Kim Boyer, Brian C. Lovell, Marcello
Pelillo, Nicu Sebe, Rene Vidal, and Jingyi Yu. Finally, we are grateful to the publisher,
Springer, for their cooperation in publishing the workshop proceedings in the series of
Lecture Notes in Computer Science.

December 2020 Giovanni Maria Farinella
Tao Mei
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Challenges

Competitions are effective means for rapidly solving problems and advancing the state
of the art. Organizers identify a problem of practical or scientific relevance and release
it to the community. In this way the whole community can contribute to the solution of
high-impact problems while having fun. This part of the proceedings compiles the best
of the competitions track of the 25th International Conference on Pattern Recognition
(ICPR).

Eight challenges were part of the track, covering a wide variety of fields and
applications, all of this within the scope of ICPR. In every challenge organizers
released data, and provided a platform for evaluation. The top-ranked participants were
invited to submit papers for this volume. Likewise, organizers themselves wrote articles
summarizing the design, organization and results of competitions. Submissions were
subject to a standard review process carried out by the organizers of each competition.
Papers associated with seven out the eight competitions are included in this volume,
thus making it a representative compilation of what happened in the ICPR challenges.

We are immensely grateful to the organizers and participants of the ICPR 2020
challenges for their efforts and dedication to make the competition track a success. We
hope the readers of this volume enjoy it as much as we have.

November 2020 Marco Bertini
Hugo Jair Escalante
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Workshop on 3D Human Understanding
(3DHU)

3DHU is a forum for researchers and practitioners working in the field of 3D vision.
The goal of this workshop was to bring together and unify research efforts in the field
of 3D human understanding, spanning a variety of both theoretical and applicative
topics.In the context of human analysis, there are several technical problems that are
still open and that this workshop aimed to address.

The significant recent advancements in research fields such as robotics, autono-
mous driving, or human-machine interaction strongly renewed the interest in under-
standing the 3D world. In this context, interpreting the behavior of humans represents a
crucial step towards the development of systems able to naturally blend into the real
world. Other than that, 3D data represents a richer source of information compared to
2D images or video sequences, andthe development of new affordable and accurate 3D
acquisition sensors is making the application of machine learningalgorithms possible in
real scenarios, further posing new challenges and practical issues.

The first edition of the International Workshop on 3D Human Understanding
(3DHU) was held in Milan, Italy, in conjunction with the 25th edition of the Inter-
national Conference on Pattern Recognition (ICPR). The format of the workshop
included two invited speakers and paper presentations.

We received 10 submissions for review. After a thorough and accurate peer review
process, 7 papers were accepted for presentation and publication in the proceedings. In
particular, 5 out of the 7 accepted papers were full-length papers. The review process
focused on the quality of the papers and their scientific soundness. In compliance with
the main conference protocol, we adopted a single-blind review policy, and each paper
was reviewed by a minimum of 2 independent, expert reviewers. After collecting the
reviews, final decisions were taken as the result of chairs’ discussion.

The accepted papers represented an interesting mix of contributions. They covered
a wide range of topics, spanning from 3D face recognition and re-identification, to
body shape and silhouette reconstruction from single images, 3D body pose estimation,
action recognition or pedestrian trajectory prediction in the context of autonomous
driving. Other significant contributions such as new datasets were also accepted.

The workshop program was completed by two invited talks, given by, respectively,
Prof. Anup Basu from the University of Alberta, and Dr. Federico Tombari, from the
Technische Universität of Munich.

A special issue related to the workshop topics has been organized in partnership
with MDPI Journal of Imaging.
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Abstract. In this work, we propose to use 3D facial landmarks for the
task of subject identification, over a range of expressed emotion. Land-
marks are detected, using a Temporal Deformable Shape Model and used
to train a Support Vector Machine (SVM), Random Forest (RF), and
Long Short-term Memory (LSTM) neural network for subject identifica-
tion. As we are interested in subject identification with large variations
in expression, we conducted experiments on 3 emotion-based databases,
namely the BU-4DFE, BP4D, and BP4D+ 3D/4D face databases. We
show that our proposed method outperforms current state of the art
methods for subject identification on BU-4DFE and BP4D. To the best
of our knowledge, this is the first work to investigate subject identifica-
tion on the BP4D+, resulting in a baseline for the community.

1 Introduction

Broadly, face recognition can be categorized as holistic, hybrid matching, or
feature-based [38]. Holistic approaches look at the global similarity of the face
such as a 3D morphable model (3DMM) [2]; hybrid matching make use of either
multiple methods [14] or multiple modalities [17]; feature-based methods look
at local features of the face to find similarities [40]. The work proposed in this
paper can be categorized as feature-based. Due to its non-intrusive nature and
wide applicability in security and defense related fields, face recognition has been
actively researched by many groups in recent decades.

Since some of the earlier methods for face recognition [31,37], to more recent
works within the past 10 years [7,35] 2D face recognition has been an actively
researched field. With the recent advances in deep neural networks, we have seen
significant jumps in performance [12,18,22,24,28,33]. Liu et al. [21] proposed the
angular softmax that allows convolutional neural networks (CNN) the ability to
learn angularly discriminative features. This was proposed to handle the problem
where face features are shown to have a smaller intra-class distance compared to
inter-class distance. Recently, Tuan et al. [30] proposed regressing 3D morphable
model shape and texture parameters from a 2D image using a CNN. Using
this approach, they were able to obtain a sufficient amount of training data

c© Springer Nature Switzerland AG 2021
A. Del Bimbo et al. (Eds.): ICPR 2020 Workshops, LNCS 12661, pp. 5–13, 2021.
https://doi.org/10.1007/978-3-030-68763-2_1

http://crossmark.crossref.org/dialog/?doi=10.1007/978-3-030-68763-2_1&domain=pdf
https://doi.org/10.1007/978-3-030-68763-2_1
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Fig. 1. Overview of proposed method. Example is showing an unseen 3D mesh model
of subject ‘F001’ from BP4D+ [39], who is correctly identified based on training a
LSTM [13] from 3D facial data detected from a TDSM.

for their network showing promising results. Zhu et al. [41] proposed a high-
fidelity pose and expression normalization method that made use of a 3DMM
to generate natural, frontal facing, neutral face images. Using this method, they
achieved promising results in both constrained and unconstrained environments
(i.e. wild settings). Although performance has been increasing and groups have
been actively working on 2D subject identification, there are still some challenges
such as pose and lighting. 3D faces can help to minimize these challenges [25],
and in recent years, this research has made significant strides [11,12,26] due to
the development of powerful, high-fidelity 3D sensors.

Echeagaray-Patron et al. [11] proposed a method for 3D face recognition
where conformal mapping is used to map the original face surfaces onto a Rie-
mannian manifold. From the conformal and isometric invariants that they com-
pute, comparisons are then made. This method was shown to have invariance
to both expression and pose. Lei et al. [20] proposed the Angular Radial Sig-
nature for 3D face recognition. This signature is extracted from the semi-rigid
regions of the face, followed by mid-level features being extracted from the sig-
nature by Kernel Principal Component Analysis. These features were then used
to train a support vector machine showing promising results when comparing
neutral vs. non-neutral faces. Berretti et al. [1] proposed the use of 3D Weighted
Walkthroughs with iso-geodesic facial strips for the task of 3D face recognition.
They achieved promising results on the FRGC v2.0 [23] and SHREC08 [10] 3D
facial datasets. Using multistage hybrid alignment algorithms and an annotated
face model, Kakadiaris et al. [15] used a deformable model framework to show
robustness to facial expressions when performing 3D face recognition.

Motivated by the above works, we propose to use 3D facial landmarks for
subject identification across large variations in expression. We track the facial
landmarks using a Temporal Deformable Shape Model (TDSM) [6]. See Fig. 1
for an overview of the proposed approach. The rest of the paper is organized as
follows. Section 2 gives a brief overview of the TDSM algorithm, Sect. 3 details
our experimental design and results, and we conclude in Sect. 4.
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2 Temporal Deformable Shape Model

The Temporal Deformable Shape Model (TDSM) models the shape variation of
3D facial data. Given a sequence of data (i.e. 4D), it also models the implicit
constraints on shape that are imposed (e.g. small changes in motion and shape).
To construct a TDSM, a training set of 3D facial landmarks is required. First,
the 3D facial landmarks are aligned using a modified version of Procrustes anal-
ysis [5]. Given a training set of size L 3D faces, where each face has N facial
landmarks (aligned with Procrustes analysis), a parameterized model S is con-
structed, S = F 1

1 , ..., F 1
N , ..., Fm

1 , ..., Fm
N . Fm

i is the ith landmarks of the mth 3D
face in the training set, where Fm

i = (xm
i , ym

i , zmi ) and 1 ≤ m ≤ L. From this
model, principal component analysis (PCA), is then applied to learn the modes
of variation, V, of the training data.

Given the parameterized model, S, and the modes of variation, V, to detect
3D facial landmarks, an offline weight vector, w, is constructed that allows for
new face shapes to be constructed, by a linear combination of landmarks as
S = s̄ + V w where s̄ is the average face shape. These constructed face shapes
are constrained to be within the range −2

√
λi ≤ wi ≤ 2

√
λi, where wi is the ith

weight in the range, and λi is the ith eigenvalue from PCA. This constraint is
imposed to make sure the new face shape is a 3D face.

To fit (i.e. detect landmarks) to a new input mesh, an offline table of weights
(w) is constructed with a uniform amount of variance. The Procrustes distance,
D, is then computed between each face shape (referred to as an instance of the
TDSM) and the new input mesh. The smallest distance is considered the best
detected landmarks. Note that this is not meant to be an exhaustive overview of
a TDSM, therefore we refer the reader to the original work [6] for more details.

3 Experimental Design and Results

Using a TDSM, we detected 83 facial landmarks on 3 publicly available 3D
emotion-based face databases: BU4DFE [34], BP4D [36], and BP4D+ [39]. From
these facial landmarks, we then conducted subject identification experiments,
where the landmarks are used as training data for 3 machine learning classifiers.
Using these 83 facial landmarks we have also reduced the dimensionality of the
3D faces from over 30,000 3D vertices, while still retaining important features for
subject identification. This allows us to reduce storage requirements, as well as
processing time of the 3D face, which can be limitations of 3D face recognition
[3,16]. An overview of the databases and the experimental design is detailed in
the following subsections.

3.1 3D Face Databases

One of the main goals of this work is to show subject identification across large
variations in expression. Considering this, we evaluated 3 large, state-of-the-art
3D emotion-based face databases with a total of 282 subjects across all 3.
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BU-4DFE [34]: Consists of 101 subjects displaying 6 prototypical facial expres-
sions plus neutral. The dataset has 58 females and 43 males, including a variety
of racial ancestries. The age range of the BU-4DFE is 18–45 years of age.

BP4D [36]: Consists of 41 subjects displaying 8 expressions plus neutral. It
consists of 23 females and 18 males; 11 Asian, 4 Hispanic, 6 African-American,
and 20 Euro-American ethnicities are represented. The age range of the BP4D
is 18–29 years of age. This database was developed to explore spatiotemporal
features in facial expressions. Due to its large variation in expression, it is a
natural fit for our subject identification study.

BP4D+ [39]: Consists of 140 subjects (82 females and 58 males) ages 18–66.
This data corpus consists of ethnic and racial ancestries that include African
American, Caucasian, and Asian each with highly varied emotions. These emo-
tions are elicited through tasks designed to elicit dynamic emotions in the
subjects such as disgust, sadness, pain, and surprise resulting in a challenging
dataset. Like the BP4D database, this dataset was also designed to study emo-
tion classification. Its diversity and number of subjects, as well as large variations
in expressions, make it a natural fit for our study.

3.2 Experimental Design

To conduct our experiments, we detected 83 facial landmarks on the 3D data
using a TDSM. Given 3D facial landmarks, we then translated them so that the
centroid of the face is located at the origin in 3D space to align the data. The
translated 3D facial features were then used for subject identification. Each of
the 3D facial landmarks (x, y, z coordinates) are inserted into a new feature vec-
tor. For all 83 landmarks, this gives us a feature vector of size 83×3 = 249. This
feature vector is used to train classifiers for subject identification. To ensure our
results were not classifier specific, we trained a support vector machine (SVM)
[32], random forest (RF) [4], and Long short-term memory (LSTM) neural net-
work [13]. Our network consists of one short-term memory layer with a look back
of two faces (estimated landmarks), followed by 0.5 dropout, and a fully con-
nected layer for classification. The softmax activation function was used, along
with the RMSprop [29] optimizer with a learning rate of 0.0001.

For each classifier, each subject’s identity was used as the class (each 3D face
is labeled with a subject id). Accurate results on an SVM, RF, and LSTM show
the robustness of the 3D facial landmarks to multiple machine learning classifiers.
We conducted one-to-many subjection identification, where all subjects were in
both the training and testing sets. These sets were split based on time (i.e.
different sections of the sequences available in the datasets) so consecutive (i.e.,
similar) frames did not appear in both sets.

3.3 Subject Identification Results

We achieved an average subject identification accuracy of 99.9%, on random for-
est and support vector machine, and 99.93% for an LSTM, across all databases.
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Table 1. Subject identification accuracies for the 3 tested datasets and classifiers.

BU4DFE BP4D BP4D+

SVM 99.9% 99.9% 99.9%

RF 100% 99.9% 99.8%

LSTM 100% 99.9% 99.9%

Table 2. Subject identification accuracies(percentage) for faces with simulated occlu-
sion. Key: TR: Top Right; TL: Top Left; LR: Lower Right; LL: Lower Left.

BP4D BP4D+

TR TL LR LL TR TL LR LL

RF 99.7 99.7 99.7 99.7 99.3 99.3 99.6 99.5

SVM 95.1 96.8 93.4 87.5 98.8 99.1 97.5 94.8

As can be seen in Table 1, an SVM, RF, and LSTM can accurately identify
subjects from the BU4DFE, BP4D, and BP4D+ datasets achieving a max accu-
racy of 100% on BU4DFE, and a minimum accuracy of 99.8% on BP4D+. All
three of the tested classifiers achieved consistent results across all three datasets,
showing these results are not classifier dependent. As each of the datasets con-
tain large variations in expression, these results show the detected 3D landmarks
have robustness to expression changes for the task of subject identification.

3.4 Subject Identification with Occluded Faces

Along with subject identification using all 83 landmarks, we also tested on a
smaller number of facial landmarks to simulate occluded faces. For these exper-
iments, we split the 3D facial landmarks (i.e. face) into 4 quadrants (Fig. 2)
and detected a smaller number of landmarks (top right: 23; top left:23; lower
right: 20; lower left: 17) using a TDSM. We then ran the same experiments for
each quadrant. As shown in Sect. 3, the results are not classifier specific, as the
random forest, SVM, and LSTM network have similar results. Due to this we
only used a random forest and support vector machine for these experiments.

When testing on simulated occluded faces on BU4DFE, both the random for-
est and SVM achieved 99.9% accuracy in all four quadrants, showing robustness
to occlusion. Testing on BP4D, the random forest achieved an average accuracy
of 99.7% across the four quadrants, and SVM achieved an average accuracy of
93.2% across the four quadrants. On BP4D+, random forest and SVM achieved
an average accuracy of 99.4% and 97.5%, respectively across the four quadrants.
These results detail the expressive power of the detected 3D facial landmarks to
reliably identify subjects under extreme conditions. See Table 2 for individual
quadrant accuracies for BP4D and BP4D+ (BU4DFE not shown as all quadrants
had same accuracy of 99.9% for both classifiers).
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Fig. 2. Detected landmarks (BP4D [36]) used for subject ID (original 3D mesh shown
only for display purposes). (a) 83 landmarks with texture (note: texture is shown for
display purposes only showing robustness to facial hair); (b) 83 landmarks; (c) top left
quadrant; (d) top right quadrant; (e) lower left quadrant; and (f) lower right quadrant.

Table 3. State-of-the-art comparisons.

Method BU4DFE BP4D

Proposed Method (RF) 100% 99.9%

Proposed Method (LSTM) 100% 99.9%

Proposed Method (SVM) 99.9% 99.9%

Sun et al. [27] 98.61% N/A

Fernandes et al. [19] 96.71% N/A

Canavan et al. [8] 92.7% 93.4%

3.5 Comparisons to State of the Art

We compared our proposed method to the current state of the art on BU-4DFE
[34] and BP4D [36] (see Table 3 for both). To the best of our knowledge this
is the first study to perform subject identification on BP4D+ [39]; therefore,
we did not have any works to compare against resulting in a baseline for the
community. In these comparisons, it is important to note that Canavan et al.
[8] used 1800 and 2400 frames from BU-4DFE and BP4D, respectively, for their
experiments. We used all data in both datasets (60402 and 367474 respectively).
The work from Sun et al. [27] also requires both spatial and temporal informa-
tion to achieve their results of 98.61%, and while our approach can incorporate
temporal information (e.g. LSTM), it can also identify a subject based on one
frame of data, which is useful when temporal information is not available.
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4 Conclusion

We have shown 3D facial landmarks can be used for subject identification across
large variations in expression. We validated our approach on three 3D emotion-
based face databases (BU4DFE [34], BP4D [36], and BP4D+ [39]), using a ran-
dom forest, support vector machine, and long short-term neural network. The
proposed method outperforms current state of the art on 2 publicly available 3D
face databases achieving a max identification accuracy of 100% on BU-4DFE and
99.9% on BP4D. To the best of our knowledge, this is the first work to report
subject identification results on the BP4D+. We have also shown the detected
landmarks can be used for subject identification in the presence of facial occlu-
sion (simulated). We will further investigate this robustness to expression and
occlusion in future work, by investigating other state-of-the-art 3D face emotion
datasets such as 4DFab [9], which was also designed with biometrics studies in
mind, as well as large variations in expression.

We are also interested in emotion-invariant multimodal subject identification.
In this paper, we have shown that 3D landmarks are invariant to large expression
changes for the task of subject identification. Since facial expressions are often
physiological responses to emotion, emotion-invariant identification can have a
broad range of applications such as medicine and healthcare (e.g., identifying
individuals despite expressions of pain). Multimodal approaches are generally
more accurate due to the fusion of heterogeneous data, each contributing iden-
tifying information. Considering this, we hypothesize a multimodal approach
will significantly advance research on emotion-invariant subject identification
while yielding new insight on the impact of emotion on novel modalities such
as smartphone sensor data (e.g., accelerometer and touch measurements) and
other unconstrained and transparently acquired data. Such approaches will be
valuable for continuous subject identification.
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Abstract. Nowadays Human Pose Estimation (HPE) represents one
of the main research themes in the field of computer vision. Despite
innovative methods and solutions introduced for frame processing algo-
rithms, the use of standard frame-based cameras still has several draw-
backs such as data redundancy and fixed frame-rate. The use of event-
based cameras guarantees higher temporal resolution with lower memory
and computational cost while preserving the significant information to
be processed and thus it represents a new solution for real-time applica-
tions. In this paper, the DHP19 dataset was employed, the first and, to
date, the only one with HPE data recorded from Dynamic Vision Sen-
sor (DVS) event-based cameras. Starting from the baseline single-input
single-output (SISO) Convolutional Neural Network (CNN) model pro-
posed in the literature, a novel multi-input multi-output (MIMO) CNN-
based architecture was proposed in order to model simultaneously two
different single camera views. Experimental results show that the pro-
posed MIMO approach outperforms the standard SISO model in terms
of accuracy and training time.

Keywords: Human Pose Estimation · Event cameras · Multi-Input
multi-Output convolutional neural network

1 Introduction

Human pose estimation (HPE) is a traditional computer vision challenge aim-
ing at generating 2D or 3D human skeleton from single or multiple view of one
or more subjects. This tasks need great computational capacity to achieve good
performance since big amount of data need to be processed. Standard approaches
rely on RGB [5] or RGB-D camera with several applications in different scenar-
ios including retail [18,19], people counting, person re-identification [11], clinical
c© Springer Nature Switzerland AG 2021
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monitoring [16] and rehabilitation [6,7]. Event cameras represent a great solu-
tion, guaranteeing high temporal resolution, high dynamic range and fewer stor-
age requirements [3]. These cameras, such as the Dynamic Vision Sensor (DVS),
reduce the amount of data recording only changes in pixel intensity values: this
produces asynchronous streams of events and it avoids the redundancy caused
by fixed and insignificant background information. Moreover, they also prevents
problems such as fixed frame rate which does not change if the registered object
is static or in movement, producing higher quality output. In this scenario, the
DVS 3D Human Pose dataset (DHP19) [4], the first DVS dataset for 3D human
pose estimation, could represent the benchmark for future works in real-time
context in which lightness and speed are crucial features. The aim of this work
is to explore the dataset by evolving the single-input single-output (SISO) app-
roach proposed in [4] with a novel multi-input multi-output (MIMO) Convolu-
tional Neural Network (CNN) model able to improve generalization performance
by simultaneously modeling two different views. In particular, the model learns
simultaneously the human pose from different views (cameras) thus leading to
the simultaneous HPE for each different camera. We introduce a detailed and
reproducible experimental setup procedure of our proposed model by tuning the
optimal hyperparameters and selecting the best confidence threshold strategy.
The main contribution of the work is the proposal of a MIMO strategy based on
CNN model that allows to (i) improve the generalization performance and (ii)
to reduce the computation effort in terms of training time1.

The paper is organized as follows: Sect. 2 provides a description of the
state-of-the-art about HPE task and CNN approaches applied to event cam-
eras datasets. Section 3 gives details on the DHP19 dataset, the preprocessing
steps applied and the proposed MIMO approach, which is the main core of this
work. In Sect. 4, a comparative evaluation of our approach with the state-of-
the-art is offered. Finally, in Sect. 5, discussion and conclusions about future
directions for this field of research are drawn.

2 Related Work

2.1 HPE Datasets

Until today, there are multiple existing datasets for 3D HPE recorded using
frame-based cameras. Between these, the most used are HumanEva [21],
Human3.6M [9] and MPI-INF-3DHP [15]. All of them include a whole-body
recording obtained with multiple cameras on different subjects, performing dif-
ferent movements. Moreover, they include ground-truth 3D pose recording from a
motion capture system. However, state-of-the-art contributions on HPE through
innovative datasets are not many. In literature, there are only two works related
to human gestures or body movements recorded through event-based cameras

1 The code to reproduce all results is available at the following link: https://github.
com/AlessandroManilii/3D HumanPoseEstimation event-based dataset.

https://github.com/AlessandroManilii/3D_HumanPoseEstimation_event-based_dataset
https://github.com/AlessandroManilii/3D_HumanPoseEstimation_event-based_dataset
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[2,8], but the only dataset built for HPE purpose with whole-body joints position
is the one introduced in [4] and described in Sect. 3.1.

2.2 CNN Architectures

In the literature, a wide use of CNN has been made to solve the HPE task based
on standard RBG images [17,22,23]. CNNs have been applied to the output
of event-based cameras only to solve classification problems as in [2,12,13] or
regression problems using independently different input and generating single
output in [14]. Differently from the state of the art work we formulate the HPE
using a MIMO strategy based on CNN models. As we shall see in the experi-
mental results, our model performs favorably with respect to the SISO strategy
proposed in [4].

3 Materials and Methods

DHP19 is the first human pose dataset with data collected from DVS event-based
cameras. This specific feature implies a more complex preprocessing step in order
to generate a standard frame from a sequence of events, but it introduces great
enhancements, i.e. avoiding redundancy and saving space for more information,
making the dataset more valuable. For the HPE task, the baseline approach is
the same described in [4], in which a single CNN is used for each camera to pre-
dict joints’ positions in 2D. Instead in the multi-view approach, two frames from
different cameras but related to the same time instant are given as input to the
network, and multiple outputs are returned as a couple of heatmaps representing
estimated 2D joints positions for the two frames. For both methods, the final 3D
pose estimation is inferred from 2D predictions using triangulation and know-
ing the position of the camera. A detailed description of the dataset contents,
the instruments used, the preprocessing steps and the network architectures is
provided below.

Fig. 1. a) Example frame generated from DVS events for subject 2, movement 9 of
DHP19 dataset and b) the relative joint labels obtained as described in Sect. 3.2.
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3.1 Dataset

DHP19 contains the records of 17 subjects, 12 females and 5 males who per-
form specific movements in a recording volume of 2× 2× 2 m3 in a therapy
environment. All 33 movements, grouped in 5 sessions, can be categorized in
upper-limb movements (1, 2, 5, 6, 15–20, 27–33), lower-limb movements (3, 4, 7,
8, 23–26), and whole-body movements, and they are performed by each subject
10 times consecutively. The subject position is represented through 13 labeled
joints positions corresponding to the head, both shoulder, both elbow, hands,
left/right hip, both knees and feet as can be seen in Fig. 1. In our experiments,
subjects 1–9 (52% of the dataset) were used as training set, subjects 10–12 (18%
of the dataset) as validation set and remaining subjects 13–17 (30%) as testing
set.

3.2 Preprocessing and Frame Generation

Data have been acquired with the simultaneous use of 4 Dynamic and Active
Pixel Vision Sensor (DAVIS) cameras [10], a complex version of standard DVS
with a resolution of 260× 344 pixels, and Vicon motion capture system for
ground-truth recording, made of 10 Bonita Motion Capture (BMC) infrared
(IR) cameras. An event e = (x, y, t, p, c) is made of: position (x, y) in pixel array,
time t in microsecond, polarity of the brightness change p and camera ID (0–3)
c. In order to make use of pre-existent frame-based deep learning algorithms
for event cameras, we applied the same preprocessing steps and transformed
event stream into frames as in [4]. For this purpose, a fixed amount of events
(about 7.5k per camera) are grouped in each frame, which is finally normalized
in the range [0,255]. Instead, labels are constructed knowing initial and final
event timestamps for each generated frame calculating the average position in
that time window. The last step consists of mapping the obtained 3D label posi-
tion into frame space, rounding to the nearest pixel, making use of projection
matrices for each camera view. The projected 2D labels represent the absolute
position in pixel space. Finally, a smoothing filter is applied on each heatmap
through Gaussian blurring with a sigma of 2 pixels.

3.3 Baseline: Single-Input Single-Output (SISO) Architecture

In this approach, a single CNN takes as input one frame at a time and so, for
each camera, a different output for the same time instant is obtained. Input
image is downsampled and then upsampled to produce a heatmap of the same
size: the output of the network is an array of shape (260, 344, 13), where the
13 heatmaps represent the probability for each joint to be in a certain position
among all 260× 344 (frame size) possibilities. The training points are a sequence
of frames picked up from a different subject, session, movement and from the
two cameras. To get the final prediction, the position corresponding to the max
value is taken and then compared with the label through mean squared error.
A detailed description of model architecture and methods used for training and
testing is provided in the following paragraphs.
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Model Architecture. CNN is organized in 18 convolutional layers as shown
in Table 1. Each layer is followed by Rectified Linear Unit (RELU) activation
and it has a variable number of 3× 3 filters from 16 to 64 contributing to a
total amount of about 220k trainable parameters. A bidimensional max-pooling
allows decreasing computational cost and affecting possible overfitting. In order
to reproduce the baseline results in [4], we implemented their architecture con-
sidering the same setting for each layer parameter (i.e. number of filters, kernel
size, strides, dilation rate).

Table 1. SISO model architecture

Layer Out dimension Stride Dilatation

(1) Conv2D (260, 344, 16) 1 1

MaxPooling2D (130, 172, 16) 1 1

(2) Conv2D (130, 172, 16) 1 1

(3) Conv2D (130, 172, 32) 1 1

(4) Conv2D (130, 172, 32) 1 1

MaxPooling2D (65, 86, 32) 1 1

(5) Conv2D (65, 86, 64) 1 2

(6) Conv2D (65, 86, 64) 1 2

(7) Conv2D (65, 86, 64) 1 2

(8) Conv2D (65, 86, 64) 1 2

(9) Conv2DTc (130, 172, 32) 2 1

(10) Conv2D (130, 172, 32) 1 2

(11) Conv2D (130, 172, 32) 1 2

(12) Conv2D (130, 172, 32) 1 2

(13) Conv2D (130, 172, 32) 1 2

(14) Conv2DTc (260, 344, 16) 2 1

(15) Conv2D (260, 344, 16) 1 1

(16) Conv2D (260, 344, 16) 1 1

(17) Conv2D (260, 344, 16) 1 1

(18) Conv2D (260, 344, 13) 1 1

3.4 Proposed Approach: Multiple-Input Multiple-Output (MIMO)
Architecture

In order to deeply adapt model architecture to the multi-view case-study, we
implemented a multi-input and multi-output (MIMO) CNN, which employs
shared layers. In particular, as shown in Fig. 2, the network takes as input two
frames of the same instant time respectively from cameras 2 and 3 and it outputs
13 heatmaps, one per joint, for each one as in single-input CNN. In single-input
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approach, the same layers were trained on both cameras and the batches are
made up of a casual sequence of frames picked up from a different subject, ses-
sion, movement. Differently, in this case, the not-shared layers are only trained
on a specific camera view, generating batches as a sequence of a couple of frames
always related to two different cameras and randomly put in sequence.

Input Layer
in: 260x344x1

out: 260x344x1

MaxPooling2D
in: 260x344x16

out: 130x172x16

Conv2D
in: 260x344x1

out: 260x344x16

Conv2D (x3)
in: 130x172x16

out: 130x172x32

MaxPooling2D
in: 130x172x32
out: 65x86x32

Concatenate
in: [65x86x32, 65x86x32}

out: 65x86x64

Conv2D (x4)
in: 65x86x64

out: 65x86x64

Conv2DTranspose
in: 65x86x64

out: 130x172x32

Conv2D (x4)
in: 130x172x32

out: 130x172x32

Conv2DTranspose
in: 130x172x32

out: 260x344x16

Conv2D (x3)
in: 260x344x16

out: 260x344x13

Fig. 2. Multi-Input Multi-Output (MIMO) model architecture.

Model Architecture. As shown in Fig. 2, CNN is constituted by two separate
single input heads and output tails that share a group of central layers. The
shared layers are the four convolutional layers (5–8) and the transposed convo-
lution one (9) indicated in Table 1. These layers are updated on frames of both
cameras while the others are only related to images from a specific cam. Where
the two branches are separated (Conv2DTranspose layer), the bank of filters are
duplicated. The increased number of layers due to this new configuration rises
the number of trainable parameters from 220k to 310k.

3.5 3D Human Pose Estimation

There are different approaches for reconstructing 3D HPE from 2D HPE belong-
ing to different multi-camera views [1,20]. The method we have chosen for 3D
triangulation is the same described in [4]. Firstly the model predicts 2D joints
position, then the triangulation method is applied to project the 2D prediction
on the 3D space knowing the position of the camera, as represented in Fig. 3.

3.6 Experimental Procedure

Training Setting. The SISO model was trained for 20 epochs using a batch
size of 64 and a variable learning rate of 10e-3 for the first 10 epochs, of
10e-4 from epoch 11 to 15 and of 10e-5 from 16 to 20. Mean Squared Error
(MSE) and RMSProp are used respectively as cost function and optimizer. The
training phase took about 80 h on an NVIDIA RTX-2080 Ti. As regards the
MIMO model, the training procedure and network parameters remain the same
described for SISO to perform a fair comparison between the two approaches,
except for the batch size equal to 32 in order to generate batches with the
same number of frame used for the single-input model. In this case, the training
time was about 70 h: this lower execution time with respect to the single-input
approach is due to the implementation of multi-input approach which, for each
couple of frames given in input, decrease the total amount of training points.
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Fig. 3. Ground-truth and prediction overlapping in 3D space.

Testing. After the preprocessing step, we tested the models on the same test
subjects (13–17) with and without confidence threshold in the range [0.1–0.5].
The confidence threshold mechanism works comparing the max value of the
heatmap with the set threshold for each joint and, in case the condition isn’t
satisfied, the last valid joint position is taken. This can lead to taking better
or worst prediction depending on which is the average max value in the output
heatmaps: this is the reason why using a higher confidence threshold does not
improve performance, as shown by the results in following paragraphs. We first
tested the model trained by [4] in order to reproduce their own results, then the
SISO and MIMO models trained from scratch.

Evaluation Metric. For evaluation purposes the mean per joint position error
(MPJPE) metric is used, expressed with the following formula:

MPJPE =
1
J

J∑

i

∥∥xi − x̂i

∥∥ (1)

where i represent a different joint at every iteration, ranging in the interval
[1,J], J is the number of joints, x is the ground-truth absolute position acquired
by the Vicon system and x̂ is the predicted absolute position.

4 Results

In Sect. 4.1 the validation results are reported, while in Sects. 4.2 and 4.3 we
reported the results related to 2D pose estimation and 3D pose estimation
respectively.
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4.1 Validation Results

Despite we use MSE as validation loss for both models, it’s more explanatory
to calculate MPJPE on the validation subjects in order to analyze how training
performance evolves during epochs. Figures 4 represents the trend of the MPJPE
through the 20 epochs respectively for the single-input model and the multi-
input model, calculated with the corresponding optimal confidence threshold
identified in the next sections. We can notice how both models converge and the
trend follows the learning rate scheduler.

Epochs Epochs

MPJPE MPJPE

Fig. 4. MPJPE trend for a) SISO model and b) MIMO model for camera 2 and camera
3 through the 20 epochs.

4.2 2D Pose Estimation

Table 2 shows the testing results in terms of MPJPE values for different con-
fidence thresholds for the pre-trained model introduced in [4] and the models
described in Sects. 3.3 and 3.4. The MPJPE are averaged over all the testing
subjects (subject 13, 14, 15, 16 and 17). The optimal threshold for 2D pose
estimation is calculated as a function of the average max of the predicted value
for each pixel. In fact, a higher threshold means that a large number of pre-
dictions are discarded and for each one of them this mechanism takes as an
actual prediction the last one (in terms of time) that has satisfied the thresh-
old’s condition. Hence, a higher confidence threshold means a higher probability
that the temporal gap between the current prediction and the last good one is
elevated. On the other hand, a lower confidence threshold may lead to a higher
sparsity of the heatmap values and to a higher uncertainty of the prediction. The
extracted SISO model results reveals a difference with respect to the baseline
results reported in [4]. For the baseline model, the best results correspond to
the confidence threshold equal to 0.3, with a relative improvement (compared to
no-confidence results) of 6% and 12% for cameras 2 and 3 respectively. Results
of the SISO model are worse compared to the baseline results, with an average



22 A. Manilii et al.

MPJPE increment of 30%. This may be due to a different set of training param-
eters or a different type of data normalization made by authors in [4]. However,
the MIMO model leads to an average improvement of the 2D HPE results of
3.5% compared to SISO model (referring to the value corresponding to the best
confidence threshold of each model).

Table 2. Summary table comparing MPJPE score on test subjects for the baseline
pre-trained model, the SISO model and the MIMO model, all trained on the two frontal
cameras (camera 2 and 3) and tested with various confidence thresholds. In bold the
best-selected confidence threshold used for 3D projection.

Conf. Thr None 0.01 0.1 0.3 0.4

Baseline

Cam 2 7.70 7.55 7.42 7.22 7.26

Cam 3 7.92 7.69 7.25 6.91 6.98

SISO

Cam 2 11.47 11.12 10.56 11.09 11.65

Cam 3 10.86 10.72 10.16 10.36 10,77

MIMO

Cam 2 10.49 10.40 11.82 14.85 16.54

Cam 3 9.64 9.58 10.51 13.75 15.93

4.3 3D Pose Estimation

Table 3 summarises the 3D pose estimation results. For all the models, the best
results are obtained for the second section (precisely movements 9–14, 21, 22),
which correspond to movements where the human shape is entirely visible in
the DVS frames. The pre-trained baseline model, with a confidence threshold
of 0.3, reaches the averaged MPJPE of 80,31 mm. The MIMO model obtains
an improvement (118.23 mm vs 115.48 mm respectively) of 2.5% in terms of 3D
MPJPE with respect to the standard SISO model.

The increased number of layers due to this new configuration rises the number
of trainable parameters from 220k (for a single network) to 308k. However, the
computation effort in terms of the training time of the MIMO is reduced by 10%
compared to the SISO model. This fact can be explained by the lower number
of training images (the half compared to SISO) required by MIMO for learning
simultaneously the pose from two different cameras instead of aggregating the
data acquired from the two cameras.
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Table 3. Averaged 3D MPJPE (in mm) of the 5 testing subject through the 5 sessions
for different CNNs. In bold the overall mean of the 3D MPJPE for each model.

\ Subj. 13 Subj. 14 Subj. 15 Subj. 16 Subj. 17 Subj. Mean

Baseline

Session 1 84,67 95,87 86,74 125,37 107,41 90,95

Session 2 40,69 53,29 48,65 72,88 79,43 66,43

Session 3 91,80 134,50 104,70 125,16 134,74 124,79

Session 4 77,57 101,05 105,97 92,53 99,63 80,53

Session 5 75,70 107,24 106,48 147,81 111,46 113,84

Session Mean 60,44 80,91 75,85 92,12 86,22 80,31

SISO

Session 1 175,96 190,79 166,43 202,26 175,70 150,09

Session 2 64,21 73,77 68,12 101,60 102,92 87,17

Session 3 162,35 186,77 171,70 214,22 182.45 209,74

Session 4 129,42 147,47 149,90 135.82 123.36 116,29

Session 5 147,47 198,07 177.16 240,46 180,28 198,40

Session Mean 95,27 121,50 116,74 136,84 116,08 118,23

MIMO

Session 1 147,02 168,42 179,63 173,78 263,26 165,38

Session 2 55,70 61,70 60,24 93,12 104,13 85,06

Session 3 149,17 166,00 150,37 216,58 191,38 183,94

Session 4 131,73 142,51 154,79 126,71 129,93 115,48

Session 5 144,58 161,27 124,75 224,25 177,62 174,22

Session Mean 96,90 101,78 107,61 127,60 126,65 115,48

5 Conclusions

In this work we improve the single-input single-output (SISO) approach proposed
in [4] with a novel multi-input multi-output (MIMO) Convolutional Neural Net-
works (CNN) model able to improve the generalization performance of HPE by
simultaneously modeling two different views of event cameras. Starting from the
experimental procedure presented in [4] we tried to reproduce their experimental
results implementing the same SISO CNN based model. However, the baseline
results extracted by [4] seems to be not fully reproducible. The incongruences
found between the SISO and baseline results on DHP19 dataset reported in the
paper may be due to several reasons. The more reasonable one regards the train-
ing hyperparameters, especially for SISO model in which CNN architecture has
not to be modified. For example, the setting of different batch size or learning
rate schedule, according to the evaluation metrics trend among epochs, could
lead to a difference in performance. Other reasons could be linked to the data
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generator mechanism, which may lead to a different training procedure, or to
another kind of output normalization.

Our Experimental results on the DHP19 dataset demonstrated how the novel
MIMO approach allows improving the generalization performance of 2D and 3D
HPE while reducing the computation effort in terms of training time. This can be
explained by considering that the two inputs (event camera views) given to the
model share the same discriminative features since they correspond to 2 different
points of view of the same instant of time. Thus the use of shared layers may
encourage this relatedness by increasing generalization performance, as well as
guaranteeing lower training time.

Future works could be related to exploring different training hyperparam-
eters, by also selecting the optimal number of shared layers. Finally, another
interesting future direction could be addressed to (i) extend the MIMO strategy
by converting the 2D CNN into 3D CNN for obtaining a direct 3D HPE (ii) to
impose kinematic constraints to refine the overall 3D HPE. Accordingly, recur-
rent 3D CNN can be investigated in order to learn spatio-temporal features by
modeling sequential temporal relationships among weights.
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based vision meets deep learning on steering prediction for self-driving cars. CoRR
abs/1804.01310 (2018), http://arxiv.org/abs/1804.01310

15. Mehta, D., Rhodin, H., Casas, D., Sotnychenko, O., Xu, W., Theobalt, C.: Monoc-
ular 3D human pose estimation using transfer learning and improved CNN super-
vision. CoRR abs/1611.09813 (2016), http://arxiv.org/abs/1611.09813

16. Moccia, S., Migliorelli, L., Carnielli, V., Frontoni, E.: Preterm infants’ pose estima-
tion with spatio-temporal features. IEEE Trans. Biomed. Eng. 67(8), 2370–2380
(2019)

17. Newell, A., Yang, K., Deng, J.: Stacked hourglass networks for human pose esti-
mation. In: Leibe, B., Matas, J., Sebe, N., Welling, M. (eds.) ECCV 2016. LNCS,
vol. 9912, pp. 483–499. Springer, Cham (2016). https://doi.org/10.1007/978-3-319-
46484-8 29

18. Paolanti, M., Romeo, L., Liciotti, D., Pietrini, R., Cenci, A., Frontoni, E., Zin-
garetti, P.: Person re-identification with RGB-D camera in top-view configuration
through multiple nearest neighbor classifiers and neighborhood component features
selection. Sensors 18(10), 3471 (2018)

19. Paolanti, M., Romeo, L., Martini, M., Mancini, A., Frontoni, E., Zingaretti, P.:
Robotic retail surveying by deep learning visual and textual data. Robot. Auton.
Syst. 118, 179–188 (2019)

20. Rhodin, H., Robertini, N., Casas, D., Richardt, C., Seidel, H., Theobalt, C.: Gen-
eral automatic human shape and motion capture using volumetric contour cues.
CoRR abs/1607.08659 (2016), http://arxiv.org/abs/1607.08659

21. Sigal, L., Balan, A., Black, M.J.: HumanEva: synchronized video and motion cap-
ture dataset and baseline algorithm for evaluation of articulated human motion.
Int. J. Comput. Vision 87(1), 4–27 (2010)

22. Sun, K., Xiao, B., Liu, D., Wang, J.: Deep high-resolution representation learning
for human pose estimation. In: Proceedings of the IEEE Conference on Computer
Vision and Pattern Recognition, pp. 5693–5703 (2019)

23. Toshev, A., Szegedy, C.: Deeppose: human pose estimation via deep neural net-
works. In: Proceedings of the IEEE Conference on Computer Vision and Pattern
Recognition, pp. 1653–1660 (2014)

https://doi.org/10.1007/978-3-319-56687-0_1
http://arxiv.org/abs/1804.01310
http://arxiv.org/abs/1611.09813
https://doi.org/10.1007/978-3-319-46484-8_29
https://doi.org/10.1007/978-3-319-46484-8_29
http://arxiv.org/abs/1607.08659


Image-Based Out-of-Distribution-
Detector Principles on Graph-Based

Input Data in Human Action Recognition

Jens Bayer1,2(B) , David Münch1,2 , and Michael Arens1,2

1 Fraunhofer Center for Machine Learning, Karlsruhe, Germany
2 Fraunhofer IOSB, Gutleuthausstraße 1, 76275 Ettlingen, Germany

jens.bayer@iosb.fraunhofer.de

Abstract. Living in a complex world like ours makes it unacceptable
that a practical implementation of a machine learning system assumes a
closed world. Therefore, it is necessary for such a learning-based system
in a real world environment, to be aware of its own capabilities and limits
and to be able to distinguish between confident and unconfident results of
the inference, especially if the sample cannot be explained by the underly-
ing distribution. This knowledge is particularly essential in safety-critical
environments and tasks e.g. self-driving cars or medical applications.
Towards this end, we transfer image-based Out-of-Distribution (OoD)-
methods to graph-based data and show the applicability in action recog-
nition.

The contribution of this work is (i) the examination of the portabil-
ity of recent image-based OoD-detectors for graph-based input data, (ii)
a Metric Learning-based approach to detect OoD-samples, and (iii) the
introduction of a novel semi-synthetic action recognition dataset.

The evaluation shows that image-based OoD-methods can be applied
to graph-based data. Additionally, there is a gap between the perfor-
mance on intraclass and intradataset results. First methods as the exam-
ined baseline or ODIN provide reasonable results. More sophisticated
network architectures – in contrast to their image-based application –
were surpassed in the intradataset comparison and even lead to less clas-
sification accuracy.

Keywords: Human action recognition · OoD-detection · GCN

1 Introduction

Modern deep convolutional neural networks are able to recognize objects in
images [30], segment areas pixel wise [15], and even generate realistic looking
photos [24,36]. Despite their superb capabilities in those areas, they are not
able to expose their own lack of knowledge. As some studies have found out,
the confidence of a network in its output is as high for irrelevant or non-human
understandable input data as for in-distribution input data [18,33,41]. As a
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result, there are numerous approaches [11,18,26,29,31] detecting so called out-
of-distribution (OoD) data.

To the best of our knowledge there are no OoD-detection methods explicitly
designed for use with graph-based data nor have the existing methods been
investigated on graph-based data. This work investigates the applicability of
OoD-detection methods on graph-based input data. To be more specific, graph-
based action recognition is examined. Since human skeleton graphs can be easily
generated from RGB images [6,35], depth data [34], and even RF-signals [46],
the representation of the dynamics of human actions can be captured without
the high computational cost of optical flow or problems regarding poor visual
conditions. The contribution of this work is: (i) the examination of the portability
of ODIN [29] and the confidence learning approach from [11], when using graph-
structured input data in an action recognition task. As a baseline, the softmax
output comparison proposed in [18] is used. Additionally, (ii) a Metric Learning-
based approach detecting OoD-samples is developed. (iii) To ensure to have a
controlled and repeatable evaluation environment, a novel semi-synthetic action
recognition dataset is also introduced.

In the following section an overview of related work on both graph-based
structured action recognition and OoD-detection is given. The baseline method
and the examined methods are explained in Sect. 3. The semi-synthetic dataset
and the quantitative evaluation are presented in Sect. 4.

2 Related Work

Both in action recognition and outlier detection there is a large number of related
work. We focus on skeleton-based action recognition as well as deep neural net-
work outlier detection approaches. However, additional information regarding
action recognition can be found in the surveys [28,37,44]. A good overview on
outlier detection is given by [3,21,47]. Recognizing actions based on image data
is one way to solve action recognition tasks. Another strategy uses skeleton data
which can be extracted by a 2D or 3D pose estimator such as Stacked Hourglass
Networks [32], PersonLab [35], or OpenPose [6]. The extracted landmarks can
be seen as human joints and form the nodes of a skeleton graph (Fig. 5). Based
upon a time series of this graph input data, there are several ways on how to
recognize an action.

On one hand, shallow methods [10,25,34] use handcrafted features of the
skeleton graphs to analyze and classify a given time series of graph input data.
On the other hand, deep learning models [12,39,40,45] are trained in an end-to-
end manner.

For the detection of OoD-samples, there are numerous detection methods
which [21] categorizes into statistical [1,9,16,22,27,38,42], machine learning [13,
14], and neural network [4,11,18,23,26,29,31] based methods.
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Fig. 1. A clear definition of OoD-data is mandatory. For example, values in the range
x = [47, 53] are explainable by the given distribution but significantly less common
then values in the range x = [−3, 3].

3 Out-of-Distribution Detectors

First, a clear definition of OoD-Samples is necessary. As shown in Fig. 1, the näıve
definition of OoD-Samples, saying that they are not explainable by an underlying
learned distribution, is somewhat difficult. Even if the values between 47 and 53
are explainable by the given distribution, the likelihood of having a sample in this
range is negligibly small. Therefore, in-distribution samples must be significantly
explainable by the learned distribution. Otherwise, they are out-of-distribution.

OoD-Samples can be categorized into three main types: novelties, anomalies
and outliers. Novelties are samples, sharing some common space with the trained
distribution, e.g. unseen classes. Anomalies are not related with the trained
distribution [31]. Credit card fraud or system failures are prominent examples of
anomalies of high interest [8]. Plain outliers are neither part of a new class nor
part of an anomaly. They simply lie on or beyond the decision borders for their
classes as a result of bad data or insufficient training.

The experimental setup of this work can be seen as novelty detection problem:
A predetermined single class is excluded during the training and only present
during the test phase. The predetermined class can be seen as the OoD-class
and should be detected by the system.

3.1 Baseline

The most basic way of detecting an OoD-sample is presented in [18]. Given a pre-
trained classifier which uses a softmax output layer, this method simply checks
the maximum softmax output against a predefined threshold. If the maximum is
greater than the threshold, the classification is continued. Otherwise, the input
is labeled as out-of-distribution.
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3.2 Out-of-DIstribution Detector for Neural Networks

Instead of using the default softmax output, ODIN [29] uses the tempered soft-
max [20]

σT (x)c =
e(xc/T)

∑
j∈C e(xj/T)

, c ∈ C (1)

during the test phase. The higher the temperature parameter T , the more equally
distributed is its output among all available classes C (see Fig. 2). As a result,
a high temperature parameter during the test phase forces the network to be
confident in its classification decision. Otherwise, the maximum softmax output
is oppressed by the resulting almost equal distributed class probabilities.

0 1 2 3 4
0.00

0.05

0.10

0.15

0.20

0.25

0.30
T=1

0 1 2 3 4
0.00

0.05

0.10

0.15

0.20

0.25

0.30
T=2

0 1 2 3 4
0.00

0.05

0.10

0.15

0.20

0.25

0.30
T=5

0 1 2 3 4
0.00

0.05

0.10

0.15

0.20

0.25

0.30
T=100

Fig. 2. Tempered softmax applied to the same input with different values for T . The
higher the temperature parameter, the more equally distributed is the output.

3.3 Learning Confidence for OoD Detection

A more sophisticated method is presented in [11] and changes the underlying
network architecture by adding a confidence branch. This branch enables the
network to output a degree of confidence γ for a given input instead of just
declaring an input sample as in- or out-of-distribution. As a result, the training
procedure changes as follows: The classification output o is interpolated with the
one-hot encoded ground truth y,

o′ = γ · o + (1 − γ) · y (2)
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where the degree of interpolation is the confidence of the network for the given
input. In order to prevent the network from always stating a low confidence and
therefore get a low classification loss, a weighted confidence loss

Lγ = −λ · log(γ) (3)

is added to the classification loss. The weight λ of the confidence loss is defined
by a budget parameter β and is adjusted whenever the weights are updated: If
the confidence loss is greater than β, λ is increased and the system is punished
more for low confidences. Otherwise, λ is decreased and the system is getting
punished less as a result of having a high confidence.

3.4 Metric Learning-Based Approach

Metric learning encourages samples with the same class to be close in an embed-
ding space while simultaneously ensuring a margin to samples with different
classes. A dense and pure region in the embedding space can therefore be seen
as a more safe and confident region in comparison to a sparse and mixed region.
Our approach follows this idea and enables the network to approximate the
density and pureness of regions in the embedding space. More precisely, the
underlying network changes in the following way: A Metric Learning layer (f(x)
in Fig. 3) is inserted between the base network and the classification layer.
Additionally, a branch for learning the confidence, by approximating either the
density or entropy in the learned manifold is added. The Metric Learning Layer
is trained with the contrastive loss [17]. Based on the resulting embeddings, the
classification branch is trained with the cross-entropy loss. The loss function of
the confidence branch depends on whether the density or entropy of the local
neighborhood of a sample should be approximated.

The local neighborhood

nB(x) = {y | d(f(x), f(y)) < m}, x, y ∈ B, m ∈ R
+ (4)

of a sample x in a batch B is given by all other samples in the batch where
the (Euclidean) distance d(., .) to the corresponding embedding is lower than a
predefined margin m.

Density Approximation. The density of the area around a given sample x

ρB(x) =
|nB(x)|

|B| (5)

is the number of elements in the local neighborhood, normalized by the batch
size. Using the calculated density as the ground truth, the network learns to
approximate the density but still lacks of the information about the pureness
of the area. In an unclear decision region, the network should be able to give
additional information, especially in terms of decision confidence. The entropy
addresses this issue.



Image-Based OoD-Detector Principles on Graph-Based Input Data in HAR 31

Entropy Approximation. The entropy (Eq. 6) and the Gini impurity (Eq. 7)
are both common criteria for the splits in a decision tree. Both are used to
measure the information gain or impurity for an optimal split and can be seen
as a metric for the purity of the local neighborhood nB(x).

H(Y ) = −
∑

c∈C
p(c | Y ) · log(p(c | Y )) (6)

G(Y ) =1 −
∑

c∈C
p(c | Y )2 (7)

where C is the set of all available classes and Y the given local neighborhood.
The approach is similar to the density approximation but requires a few tweaks
in the ground truth calculation. Since the entropy (Gini impurity) reaches its
maximum (minimum) if all samples belong to the same class, a weighting term
needs to take care of empty neighborhoods. This refers especially to neighbor-
hoods consisting only of the processed sample itself. The weighting term

ωB(x) =
(|nB(x)| − 1) · |B|
1 +

∑
z∈B |nB(z)| (8)

for a sample x weights neighborhoods according to their size. After applying the
weighting term, the resulting loss

LH =
1

|B| ·
∑

x∈B
|γ − ωB(x) · H(nB(x))| (9)

for the entropy approximation is the mean of the absolute differences between
the calculated ground truth values for the batch B and the networks confidence
output γ.
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Fig. 3. Metric Learning-based approach to detect in- and out-of-distribution samples.
The base network is extended by a Metric Learning layer (f(x)) as well as a confidence
layer.
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4 Evaluation

The following section first describes the pipeline and introduces the novel semi-
synthetic dataset. Afterwards the evaluation metrics are explained. Finally, the
results are presented in a quantitative way.

4.1 Pipeline

Figure 4 shows the basic pipeline of the system, which is basically the same as
the one presented in [45] except for the OoD-detector. Given a video input, single
frames are extracted and analyzed by a 2D pose estimator (e.g. OpenPose [6]).
The resulting sequence of skeleton data is then propagated through a graph
CNN (e.g. ST-GCN [45]) resulting in a regularized high-level representation of
the input data. Based on this extracted high-level representation, the OoD-
detectors are examined and the classification is done.

Video Input 2DPoseEstima-
tion (OpenPose)

GraphCNN
(ST-GCN)

ood-Detector

Fig. 4. Basic pipeline for all experiments. First, the video input is divided into single
frames. Those frames are then analyzed by an 2D pose estimator (e.g. OpenPose). The
resulting skeleton sequences are then propagated through a graph CNN (e.g. ST-GCN)
and finally analyzed by an OoD-detector.

4.2 Semi-synthetic Dataset

To obtain reproducible results, we introduce a novel semi-synthetic dataset. The
dataset provides a controllable environment and is based on skeleton data of the
CMU Graphics Lab Motion Capture Database [7]. This skeleton data is used
to animate a human 3D model [43]. The resulting sequences are rendered with
Blender [5] from 144 different camera settings. This can be seen as data augmen-
tation and enables a scale and viewpoint invariance of the network [2,19]. Each
rendered RGB image has a resolution of 640×480px, depth data in the form of a
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(a) (b)

Fig. 5. Available skeleton data in the novel semi-synthetic dataset: 18 node ground
truth data (a) and 25 node OpenPose generated data (b).

corresponding 640×480px 16bit-grayscale image (Fig. 6) and an 18 node ground
truth skeleton (Fig. 5). In addition, the 25 node skeletons, which were gener-
ated by OpenPose, are also part of the dataset. Currently, there are 32 different
classes of actions in 109 sequences.
To verify the results and be able to check on interdataset OoD-samples, the
NTU-RGB+D [39] dataset is used additionally. It contains 60 action classes,
presented in RGB videos with a resolution of 1920×1080px each, recorded from
three different viewpoints. In addition, the dataset contains the depth data for
each frame. Compared to the short basic actions of the novel synthetic dataset,
the NTU-RGB+D dataset contains more complex actions in which several per-
sons may be involved.

4.3 Metrics

There are four established metrics used for the comparison of the different
approaches [11,18,29]. The first one is the false positive rate (FPR) when the
true positive rate (TPR) is fixed at 0.95. The second one is the detection error
at the same fixed true positive rate. The area under the receiver-operator char-
acteristic (AUROC) and the area under the precision-recall curve (AUPR) are
the last two.

FPR at 0.95 TPR. The FPR at 0.95 TPR measures the false positive rate
when the true positive rate is fixed at 0.95.

Detection Error. The detection error

Pe = 1/2(1 − TPR + FPR) (10)
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(a) (b) (c)

Fig. 6. Example image of a sequence of the semi-synthetic dataset: The same image
as (a) RGB image, (b) depth image and (c) RGB image with a modified background.

measures the misclassification probability when the true positive rate is fixed at
0.95. We assume, that the occurrence of a positive and a negative sample has
the same probability in the test set.

AUROC. The receiver-operator characteristic compares the true positive rate
of a classifier with the corresponding false positive rate. The area under the
receiver-operator characteristic is a threshold independent metric, measuring
the overall performance of a classifier.

AUPR. Another threshold independent metric is the area under the precision-
recall curve. Unlike the AUROC, the AUPR is more sensitive to imbalanced
datasets which is a desirable feature when examining OoD-detectors. Since the
inlier and outliers can both be handled as positives in the AUPR calculation, a
AUPR-IN and AUPR-OUT score is given respectively.

4.4 Experimental Setup

This work distinguishes between an intraclass and intradataset OoD-detection.
For the intraclass case, only the semi-synthetic dataset is taken into account. For
each of the 32 different classes and each detector, a network is trained. In each
training, a single class represents the OoD-class and is excluded from the training
whilst the other 31 classes are in-distribution classes and included in the training.
For the intradataset case, the trained networks from the intraclass OoD-detection
were investigated on how good they distinguish between the 31 semi-synthetic
(inlier) classes and the NTU-RGB+D plus the selected semi-synthetic (outlier)
classes.

The data is split according to a stratified cross-validation into a test- and
training set in a ratio of 1:4. As data augmentation, the skeleton graphs are
modified by the following pipeline: First, the sequence is randomly cropped to a
sequence of 20 consecutive graphs. Then a Gaussian noise (μ = 0, σ = 0.005) is
added to the node values. After this, there is a 50% chance that nodes will be
set to zero (dropout) and a 50% chance that a vertical and horizontal mirroring
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is applied. The noise as well as the application of dropout and the mirroring is
fix for a whole sequence.

For the graph analysis, ST-GCN with the spatial configuration partitioning
strategy and random initialization has been chosen [45]. Adam was used as
optimizer with its default parameters except for the initial learning rate. Unless
otherwise stated out, the networks are trained over 100 epochs with a batch size
of 512 and an initial learning rate of 0.001 and shrinks all 30 epochs by a factor
of 10.

The evaluation follows the procedure described in [18]. First the test set
is separated into correctly and incorrectly classified examples. From the two
resulting groups, the AUROC and AUPR scores are calculated. Afterwards, the
confidence threshold is estimated in such a way, that the true positive rate of
the correctly classified examples drops to 0.95. Based on this threshold, the
FPR 95 and detection error is calculated. Since there are 32 different classes and
therefore 32 trained networks for a given method, the results are averaged and
the corresponding standard deviation is given.

Baseline and ODIN. The baseline method and ODIN do not require a modifi-
cation of the existing network and can therefore be examined without retraining.

Learning Confidence. The batch size is set to 512 and the budget parameter
is set to 0.3.

Metric Learning. The training of the Metric Learning approach is divided into
three parts. First the Metric Learning layer is trained. Based on the embedding,
the classifier and OoD-detector are trained, while the weights of the Metric
Learning layer are being held fixed. The Metric Learning layer is trained over
200 epochs. The learning rate shrinks every 80 epochs by a factor of 10. The
layer maps the input onto a 256 dimension output. The classification layer and
the confidence layer are then both separately trained over 50 epochs with an
initial learning rate of 0.0001 and a reduction every 20 epochs by a factor 10.

4.5 Results

In the following, the results are presented in quantitative terms. Since the base-
line and ODIN can be used without any modifications of the architecture, they
are additionally evaluated on the learning confidence and metric learning net-
works. The temperature parameter is displayed logarithmically on the x-axis.
The plotted curves are the mean values with the standard deviations for each of
the 32 trained networks. To give a hint where the value 0.95 resides, each of the
plots contain a dotted red line. Tables 1 and 2 provide results of the intraclass
and intradataset evaluation. For both tables, the up/down arrows indicate if a
higher or lower value is desired.
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Fig. 7. Baseline and ODIN Results: TPR and FPR for different temperature parame-
ters. At T = 100, the TPR is no longer fixed at 0.95, which leads to a better FPR but
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Fig. 8. Learning Confidence Results: It is noticeable, that the FPR as well as the TPR
increase for T = 2000, which is a strange behavior compared to the other plots.
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Fig. 9. Metric Learning Results: Density approximation. The intraclass and intra-
dataset FPR values for the density approach differ primarily in the standard deviation.
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Fig. 10. Metric Learning Results: Entropy approximation. As the density approxima-
tion, the FPR values of the entropy approach differ primarily in the standard deviation.
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Baseline and ODIN. The results for the baseline as well as ODIN are shown
in Fig. 7. The parameter T = 1 equals the baseline. In the intraclass OoD-
detection, the FPR reaches its minimum at a temperature parameter of T = 1.6.
For temperature parameter values above 100, the required TPR of 0.95 cannot
be guaranteed and are therefore not taken into account. Compared to the results
in [29], the curve has an unusual course for a rising temperature parameter in
the intraclass case. Instead of a lower FPR with a rising temperature parameter,
the FPR raises after T = 1.6. The curve of the intradataset, on the other hand,
shows a similar course as the results in [29].

Learning Confidence. Figure 8 shows the results of the confidence learning
approach. The intradataset ODIN curve vary heavily from the ones, depicted
in Fig. 7. It should also be noted, that for the intradataset case the method
performs significantly worse than ODIN, even if ODIN operates on the modified
network architecture. Another remarkable problem is, that the average accuracy
in Table 1 has dropped from 0.74 ± 0.03 (base architecture) down to 0.62 ± 0.09
(learning confidence).

Metric Learning. Our proposed density and entropy approximating Metric
Learning approaches were investigated and result in almost identical plots (Figs.
9, 10). The ODIN FPR curves of the metric learning results in the intraclass
case have some similarities with the intraclass curve of the base architecture:
The lowest FPR is reached at T = 1 and raises until The TPR curve drops at
T = 100. In comparison to the learning confidence approach and in terms of
the intraclass case, both Metric Learning approaches perform worse than the
learning confidence or ODIN. In terms of the intradataset case, they perform
better than the learning confidence approach but also have a higher variance.
The average accuracies of the density and entropy classifiers are 0.648±0.12 and
0.647 ± 0.12 and outperform the learning confidence ones (0.62 ± 0.09).

The experiments showed that the OoD-detector method ODIN outperforms
the more sophisticated confidence learning and the metric learning based meth-
ods. For the intraclass case, ODIN and the learning confidence approach are
comparable, but ODIN has a significant higher accuracy. For the intradataset
case, ODIN outperforms all other methods by far. The superiority of ODIN is of
particular interest as the confidence learning method outperforms ODIN in the
original paper in nearly every case. Our presented metric learning based methods
beat the confidence learning method only in the intradataset case.
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Table 1. Intraclass comparison: Training and test use the same dataset. A single class
is excluded from the training and serves as OoD-class in the test phase.

Method FPR 95 ↓ AUROC ↑ AUPR-IN ↑ AUPR-OUT ↑ ERR ↓ ACC ↑
Baseline 0.77 ± 0.10 0.77 ± 0.10 0.94 ± 0.08 0.30 ± 0.21 0.41 ± 0.05 0.74 ± 0.03

ODIN 0.76 ± 0.10 0.77 ± 0.10 0.94 ± 0.07 0.30 ± 0.21 0.41 ± 0.05 0.74 ± 0.03

Confidence 0.76 ± 0.22 0.76 ± 0.15 0.94 ± 0.08 0.35 ± 0.27 0.40 ± 0.11 0.62 ± 0.09

Density 0.81 ± 0.23 0.65 ± 0.23 0.89 ± 0.15 0.29 ± 0.27 0.43 ± 0.12 0.65 ± 0.12

Gini 0.80 ± 0.25 0.67 ± 0.23 0.89 ± 0.13 0.29 ± 0.27 0.43 ± 0.13 0.65 ± 0.12

Table 2. Intradataset comparison: Training on the semi-synthetic dataset, test on the
NTU-RGB+D dataset.

Method FPR 95↓ AUROC ↑ AUPR-IN ↑ AUPR-OUT ↑ ERR ↓ ACC ↑
Baseline 0.50 ± 0.06 0.88 ± 0.02 0.74 ± 0.05 0.95 ± 0.01 0.27 ± 0.03 0.74 ± 0.03

ODIN 0.26 ± 0.07 0.94 ± 0.02 0.85 ± 0.08 0.98 ± 0.00 0.15 ± 0.04 0.74 ± 0.03

Confidence 0.91 ± 0.08 0.53 ± 0.04 0.16 ± 0.03 0.88 ± 0.03 0.48 ± 0.04 0.62 ± 0.09

Density 0.84 ± 0.16 0.49 ± 0.18 0.25 ± 0.16 0.82 ± 0.10 0.45 ± 0.08 0.65 ± 0.12

Gini 0.83 ± 0.18 0.52 ± 0.18 0.26 ± 0.17 0.84 ± 0.10 0.44 ± 0.09 0.65 ± 0.12

5 Conclusion

The evaluation shows that OoD-methods can successfully be applied to graph-
based data. Their behavior is however different as on image-based data. In con-
clusion, we have shown with our novel semi-synthetic dataset, that applying
ODIN on graph-based data is currently the best OoD-method.

Our presented metric learning based method is able to embed high-level
features into a manifold and learns to approximate the density or entropy of
an embedded sample. To further increase the OoD-detection performance, it is
crucial to find a good embedding for in-distribution data and a training strategy,
that prepares the network for possible the out-of-distribution data.
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Abstract. This paper presents a novel method for 3D human pose and
shape estimation from images with sparse views, using joint points and
silhouettes, based on a parametric model. Firstly, the parametric model
is fitted to the joint points estimated by deep learning-based human pose
estimation. Then, we extract the correspondence between the paramet-
ric model of pose fitting and silhouettes in 2D and 3D space. A novel
energy function based on the correspondence is built and minimized to
fit a parametric model to the silhouettes. Our approach uses comprehen-
sive shape information because the energy function of silhouettes is built
from both 2D and 3D space. This also means that our method only needs
images from sparse views, which balances data used and the required
prior information. Results on synthetic data and real data demonstrate
the competitive performance of our approach on pose and shape estima-
tion of the human body.

Keywords: 3D human body · Joint points · Silhouettes · SMPL ·
Pose estimation · Shape estimation

1 Introduction

Estimation of 3D human body models from images is an important but chal-
lenging task in computer vision. In many practical fields, for instance, video
games, VR/AR, E-commerce and biomedical research, 3D human body models
are needed and play vital roles. However, the human body in real scenes nat-
urally exhibits many challenging properties, such as non-rigid motion, clothes
and occlusion. These factors make it difficult to accurately and efficiently esti-
mate the 3D human body model from images, and many approaches have been
proposed to obtain 3D human body models during the past decades.

Time-of-flight cameras, and other types of hardware solutions, can provide
depth information and have been one of the solutions to the reconstruction of 3D
human bodies [11,18,23,27,31]. More specifically, depth cameras are utilized to
capture RGB images and the corresponding depth images of the scenes. The 3D
meshes of each view can be computed from the RGB-D images and the complete
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3D model can be estimated by fusing the 3D meshes of each view. The process of
fusion is often implemented using the Iterated Closest Point (ICP) algorithm [11]
or other similar improved algorithms, which often are computation-consuming.
Since these methods only can handle rigid scenes well, research on dynamic
scenes has been explored [18,23,27,31]. However, compared to ordinary cameras,
the cameras with depth sensors are still expensive and calibration of the depth
camera can also be complicated.

With the development of deep learning architectures, 3D human body models
can be estimated by optimization- [1,5] or regression-based methods [12,13]. For
methods based on optimization, prior information, for example, human poses
and silhouettes can be estimated by deep neural networks. The 3D model can
then be obtained by fitting the parametric human body model to the prior
information. The regression-based methods use deep neural networks to directly
estimate the parameters of the given parametric human body model from images,
by training the deep neural networks [12,13,24]. Both approaches have been
explored extensively and have achieved good performance in 3D human body
reconstruction. However, regression-based methods require a large amount of
data to train the neural network. This often requires much work and it is difficult,
and sometimes expensive, to generate the dataset. Compared to regression-based
methods, the human pose estimation and semantic segmentation based on deep
neural networks have been well developed and many pre-trained models can
be utilized directly. This means that prior information in optimization-based
methods can be more easily estimated through deep neural networks. For these
reasons, our choice of method, proposed in this paper, is also optimization-based.

In this paper, the goal is to estimate the 3D human body from images. Since
this is a very complex problem and one single image can only provide limited
prior information, a number of images taken from different view-points are used
in our paper. The human pose estimation based on deep neural network [3] is
adopted to estimate the joint points of the human body in the multiple-view
images. The Skinned multi-person linear model (SMPL) [16], which is widely
used in the methods based on optimization, is the parametric human body model
also used in our paper. Then, an energy function is established based on the
predicted joint points and the SMPL. By minimizing the energy function, we can
achieve an estimated 3D human body model which has a pose consisted with the
observed images. Afterwards, the silhouettes are exploited to improve the shape
of the estimated human body model. Through building the correspondence edges
between the estimated human body model and the given silhouettes from 2D
and 3D space, the energy function for the silhouettes is constructed. The shape
parameters of the human body model are obtained by optimizing the energy
function. The final 3D human body model is generated by the estimated pose
and shape parameters after pose fitting and shape fitting. The experiments on
synthetic data and a public real dataset validate the performance of our method.

In summary, the contribution of our method consists of two parts. Firstly,
an improved energy function for silhouettes is constructed from 2D and 3D
perspectives to estimate the parameters of shape. Secondly, a small number of
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images (four in our experiments) from different views are applied in our method,
which balances the number of images and the prior information.

2 Related Work

In order to obtain 3D human body models from images, researchers have explored
a large number of methods from hardware and software during the past decades.
These work can be basically categorized according to whether a parametric
human body model is adopted in the methods. For the approaches which do
not depend on any parametric human body model, the 3D reconstruction of
the human body is mainly implemented from RGB-D images captured by depth
cameras. In contrast to the above methods, the approaches based on a parametric
human body model often attempt to estimate the pose and shape from common
RGB images. We call the two categories parametric model-free and parametric
model based methods, respectively.

Parametric model-free methods often reconstruct 3D human body models
from RGB-D images, which means that these methods often require depth cam-
eras. KinectFusion [11] was the typical work which used a Kinect depth cam-
era to reconstruct the 3D meshes of an indoor scene with static objects. How-
ever, KinectFusion was mainly aiming at reconstructing rigid objects rather than
dynamic scene like a moving human body. In order to tackle non-rigid reconstruc-
tion, DynamicFusion [18], VolumeDeform [10], KillingFusion [23] were proposed
over the next several years. These methods can handle reconstruction of non-
rigid and moving objects, but they typically only obtain good performance for
partial body or small slow moving objects. Yu et al. proposed BodyFusion [30]
and DoubleFusion [31] to reconstruct the whole 3D human body model for mov-
ing persons with high accuracy. One common thing in all of the above work is
that they utilize one single Kinect to recover the 3D human body model. In order
to improve the accuracy more, some methods based on multiple Kinects [6,29]
were proposed to reconstruct 3D geometry, which was more complicated to set
than single a Kinect. In addition, commercial depth [27] cameras have also been
used as a tool to reconstruct 3D models. The core idea of the parametric-model
free methods is that they utilized depth cameras to capture RGB-D images and
fused the meshes of each view to obtain the final 3D model. Although the work
has achieved good performance for 3D reconstruction of human body, cameras
with depth sensor are still inconvenient in many applications.

Parametric model based methods often tackle the problem through fitting
a parametric human body model to prior information of the given images. The
parametric human body model is often trained by a dataset and is defined as a
function of variables which can represent prior information like pose and shape.
The parametric models such as SCAPE [2] and SMPL [16] have been used in
many methods. Recently, an improved model called SMPL-X was proposed by
considering the motion of face and hands [19]. With the development of deep
learning, some methods exploited deep neural networks to regress the parameters
of the parametric model, hence we call them regression based methods. In [12],
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the pose and shape parameters of the SMPL model were estimated by training
a deep encoder network. In [24], the loss function of mesh was added to further
finetune the mesh of the 3D model. In [20], the pose and shape parameters were
separately trained in two pipelines to make the result better. Nikos et al. [13]
used the output of deep neural network to initialize the SMPL model and then
supervise the training process of deep neural networks through the SMPL model.
In [21], texture was utilized to capitalize on the appearance constancy of images
from different viewpoints. Although these methods have achieved competitive
results, collecting datasets for training is still cumbersome work and training
the network is also time-consuming. Another way to solve the problem is to fit
the parametric human body model to prior information through optimizing an
error function (optimization based methods). Early work [22] used SCAPE to
estimate the articulated pose and non-rigid shape. In [8], silhouettes and joint
points were manually obtained and the SCAPE model was fitted to the priori
clues to estimate the parameters of SCAPE. In [4,26], RGB-D images were
utilized to estimate the parameters of SCAPE model. Xu et al. [28] scanned
a template as the parametric model and used it to fit the prior information
through optimizing an energy function. Bogo et al. [5] proposed a method called
SMPLify in which the joint points were predicted by human pose estimation
based on a deep neural network, and then SMPL was fitted to the estimated joint
points. Moreover, silhouettes [1] and multiple images with different views [9,15]
were introduced as prior information for the SMPL model. Overall, optimization
based methods are often easier to implement, since it is unnecessary to create
datasets and to do training.

Fig. 1. The overview of our method.

3 Method

In this section we present a method to obtain a 3D human body model from
a small number of images taken from different view-points based on the SMPL
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model, using the joint points and silhouettes as input. The overview of the pro-
posed method is shown in Fig. 1.

3.1 Parametric Human Body Model

The parametric human body model in our method is called SMPL, and it is
learned from an aligned human body dataset [16]. SMPL is defined as a function
of pose θ ∈ R

3×24 and shape β ∈ R
1×10 of the human body. The output of the

function is a mesh with V = 6890 vertices and F = 13776 faces. This means
that we can generate different 3D human bodies as long as we can get proper
parameters of θ and β. There are 24 joint points in SMPL and each of them
is represented as the rotation vector in terms of the root point, i.e., the i-th
joint point is represented as θi ∈ R

3. The shape parameters β are the first 10
coefficients of the principle components of the training dataset.

3.2 Pose Fitting

In the following, we explain the pose fitting in our method between SMPL and
estimated joint points. For given multiple-view RGB images, the joint points
are predicted by a CNN-based human pose estimation method [3]. In order to
ensure the accuracy of human pose estimation, we firstly use Cornernet [14] to
detect the bounding box of the person, and then use the image with bounding
box into [3] to predict the joint points. Note that the order of the output of [3]
is different from the order of joints of SMPL. For given N images from different
views, the joint points are defined as J

(i)
2d , i = 0, ..., N − 1. For the SMPL model,

the joint points JS are in 3D space and JS is a function of pose θ and shape
β. Suppose that the camera transformation matrix is Πi = (Ri, ti) for the i-th
camera. The projected 2D joint points of the SMPL model on the image plane
can be represented as Πi(JS(θ,β)). Therefore, the energy function to fit the
SMPL model using joint points is defined as

E(θ,β,R, t) = Ejt(θ,β, R, t) + ωθEθ(θ) + ωβEβ(β), (1)

where Ejt is the joint points term and Eθ(θ), Eβ(β) are the regularization term
for θ,β. ωθ and ωβ are the weights of the regularization terms. R is {R1, R2, R3}
and t is {t1, t2, t3}. The joint points term Ejt measures the difference between
all of the joint points J

(i)
2d and Πi(JS(θ,β))

Ejt(θ,β,R, t) =
N−1∑

i=0

ρ
(
J
(i)
2d − Πi(JS(θ,β))

)
, (2)

where ρ is the Geman-McClure function [7] and is defined as ρ(x) = x2/(σ2+x2).
Here σ is a constant and it is set as 100. Geman-McClure function can better
deal with large noise and outliers. The regularization term for θ is defined as

Eθ(θ) = α
∑

i=55,58,15,12

exp(θi), (3)
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where α is a constant which is set as 10 and the 55th, 58th, 15th, and 12th
elements in θ are the joint points on the left and right elbows and knees. This
can avoid the arms and legs to exhibit strange bending. The regularization term
of β is defined as

Eβ(β) =
9∑

i=0

βi. (4)

The advantage of our method is that the camera parameters are also regarded as
variables. After the optimization, the rotation and translation of the cameras will
also be estimated. Therefore, through the minimization of the energy function,
the pose, shape parameters of the SMPL model and the camera parameters can
be obtained.

3.3 Shape Fitting

The following section will describe the progress of shape fitting in our method.
Since joint points mainly provide information about human pose in the first step,
the silhouettes are used in this part to improve the estimation of shape. Here
we assume that the silhouettes have been given. Now let us revisit the SMPL
model concerning the vertex position. As shown in [16], the vertex of SMPL is
transformed as

ti =
K∑

k=1

ωk,iG
′
k(θ, J(β)) (t̄ + BS(β) + BP (θ)) . (5)

Fig. 2. An example of
correspondence between
silhouette and SMPL
model in 2D and 3D
space. The left is the 3D
correspondence and the
right is the 2D correspon-
dance between SMPL
and silhouettes. The red
points are SMPL vertices
and the blue points are
the corresponding points
on silhouettes. (Color
figure online)

In addition, since the rotation R and translation t
of the camera are estimated after pose fitting, the posi-
tions of the cameras can be computed as c = −RT t.
Thus, we can define a ray from the camera c to the
vertex ti of the transformed SMPL model as r, as
shown in Fig. 2. Then, for the untransformed SMPL
model, the corresponding ray is

r′ =

[
K∑

k=1

ωk,iG
′
k(θ, J(β))

]−1

r − BP (θ). (6)

We would like to find the correspondence between r′

and the boundary points of the observed silhouette.
This ray can be decomposed using Plucker coordinates
(r′

m, r′
n). Given the silhouette of the image, we can

find the boundary points v of the silhouette and then
backproject v to V in the camera coordinates since
we have estimated the camera parameters. Then, the
distance from the points to the ray can be computed
as d = V × r′

n − r′
m. Those points and rays whose distance is smaller then a

threshold are regarded as corresponding pairs. These pairs are defined as a set
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P which is the correspondence in 3D space. On the other hand, the vertices of
SMPL model intersected by ray r′ can be projected to the image plan as v′ using
the camera parameters. The point set v and v′ are defined as Q, which is the
correspondence in 2D space. Figure 2 shows one example of the correspondence
on the SMPL vertices and the silhouettes in 2D and 3D space. We can see that
the correspondence in this case seems to be correct and can provide additional
information for the shape fitting. Overall, the energy function using silhouettes
is defined as

E(β) = Esilh(β) + Ereg(β). (7)

The silhouette term Esilh(β) is constructed by using the set P and Q and is
defined as

Esilh(β) =
∑

(V ,r)∈P

ρ(V × r′
n − r′

m) +
∑

(v ,v ′)∈Q

ρ(v − v′), (8)

where V ×r′
n is the cross product of V and r′

n, ρ is the Geman-McClure function
as (2). The first part of Esilh measures the difference of 3D points of backpro-
jected silhouette boundary and rays, while the second part shows the difference
of 2D silhouette points and projected SMPL vertices. Therefore, the silhouette
term considers the silhouette information from both 3D and 2D perspective in
contrast to the paper [1].

The regularization term is defined based on the SMPL model with zero pose,
i.e., θ = 0. This is because this part only focuses on the shape estimation. Then,
the SMPL model is computed as t(β,D) = t̄ + BSβ + D, where D is the offset
given by the SMPL model. The regularization term contains the Laplacian term
EL as well as the body model term EB and it is represented as in [1]

Ereg (β) = ωLEL + ωBEB , (9)

where ωL and ωB are the weights. The Laplacian term EL is defined as

EL =
N∑

i=1

||L(ti) − δi||2, (10)

where L is the Laplace operator and δi = L(ti(β, 0)). This term enforces smooth
deformation. The body model term EB is represented as

EB =
N∑

i=1

||ti(β,D) − ti(β, 0)||2. (11)

Through minimizing (7), the shape parameters can be estimated and the final
results are obtained.

3.4 Optimization

After building the energy functions based on joint points and silhouettes, we
need to optimize the energy functions. We have used Python to implement our
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optimization method. The energy functions in (1) and (7) are minimized by
Powell’s dogleg method which is provided in the Python modules called OpenDR
[17] and Chumpy. For four images with different views, it takes about 2 min to
obtain the final estimation of the 3D human body.

Table 1. The values of parameters for the optimization.

Synthtic dataset Real dataset

Pose fitting Shape fitting Pose fitting Shape fitting

k ωθ ωβ σ ωL ωB σ ωθ ωβ σ ωL ωB σ

1 91.0 100 100 6.5 0.9 0.05 91.0 100 100 6.5 0.9 0.08

2 91.0 50 100 5.25 0.75 0.03 91.0 50 100 5.25 0.75 0.04

3 47.4 10 100 4 0.6 0.01 47.4 10 100 4 0.6 0.03

4 4.78 5 100 4.78 5 100

The parameters used during the optimization are shown in Table 1. In the
following experiments, we mainly used a synthetic dataset and a real dataset to
evaluate our approach. Table 1 gives the parameters that we used in the exper-
iments for the two datasets. For pose fitting, we assume that the focal length
of the camera is known, but the translation and rotation of the camera are
unknown. We initialize the rotation matrix as the identity matrix. The transla-
tion vector is initialized according to the torso length of SMPL model and the
torso length of human body in the images. The weights ωθ and ωβ in the energy
function are decreased gradually after some iterations or when the value of the
energy function is smaller than a threshold. For the silhouettes based energy
function, we assume that the ground truth of the silhouettes are given. The
weights ωL, ωB and the parameter σ in Geman-McClure function are decreased
gradually after some iterations or when the value of the function is smaller than
a threshold.

4 Experiments

In this section, the experiments to evaluate our proposed method are presented.
We firstly introduced the datasets which were used in the experiments. Then, we
discussed the effect of joint points on pose fitting and the influence of silhouettes
on shape fitting, respectively. Besides, we also evaluated the pose fitting and
shape fitting on the final estimation. Finally, we compared our method to several
previous approaches on the datasets to validate the advantage of our approach.

4.1 Datasets

To evaluate our approach for a variety of poses and shapes, we generated a
synthetic dataset and also used a public real dataset. The synthetic dataset
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Fig. 3. Comparison of pose fitting and
shape fitting. From top to bottom: Orig-
inal images, results after pose fitting and
results after shape fitting. From left to
right: the 64th, 85th, 115th and 145th
frames.

Fig. 4. Quantitative comparison of IoU
of the pose fitting and shape fitting on
the Bouncing.

consisted of 50 male and 50 female 3D human bodies which were created by
the SMPL model. We set all the human bodies as “A” pose through giving the
same pose parameters of the SMPL model, while the shape of each human body
was different by varying the shape parameters of the SMPL model. For each 3D
human body, we used four cameras from different views to project the 3D model
into four 2D images. Since the 3D joint points of the SMPL model relied on the
pose and shape parameters, the ground truth of 2D joint points and silhouettes
can also be obtained when we projected the SMPL model.

The real dataset [25] consists of ten image sequences. Each sequence was
captured by eight cameras in an indoor scene. Four images which are taken by
the 2nd, 4th, 6th and 8th cameras are adopted in our experiments. Note that
there are two marches and squats in the dataset, so we evaluate the results of
march1 and squat2, i.e, the experiments are implemented based on eight image
sequences. We predicted the bounding box of the person through Cornernet
[14], and then estimated the joint points of the dataset through the method
in [3]. In terms of the silhouettes, the ground truth was given in this dataset.
However, the silhouettes can be extracted through threshold and filter since the
background can be easily removed. In practice, semantic segmentation can be
used for silhouettes extraction. Silhouette segmentation is not the key problem
in our method, So we directly use the ground truth of silhouettes as in [1].

The metric for quantitatively comparison is the intersection over union (IoU)
between the ground truth (GT) of silhouettes and the silhouettes of the estimated
human body model from multiple views. Note that the GT of silhouettes here
is used for computing the IoU, which has no relationship with the silhouettes
in the optimization. This is because the silhouettes for optimzation can use the
GT of silhouettes or be obtained by some other segmentation algorithms.



50 Z. Li et al.

4.2 Evaluation of Pose Fitting and Shape Fitting

We use the real data to evaluate the performance of pose fitting and shape fitting
on the final results. The qualitative and quantitative results of pose fitting and
shape fitting for Bouncing from the real dataset are shown in Fig. 3 and Fig. 4,
respectively. The results in Fig. 3 are the frames of 64, 85,115 and 145, which
is pointed out in Fig. 4. We can see that the human bodies after shape fitting
are better fitted to the original images. Even for the 145th frame which has the
lowest IoU due to the effect of pose fitting, the final human body is better than
the result only relying pose fitting. The IoU of silhouettes from four views of the
image sequence Bouncing are shown in Fig. 4. It is shown from the figure that
the IoU after silhouette fitting is higher than the IoU only using pose fitting for
most frames in the sequence. The mean IoU after shape fitting is 0.78, while the
mean IoU only using pose fitting is 0.74, which shows that shape fitting is a step
to improve the accuracy of human body reconstruction.

4.3 Comparison to Previous Approaches

In this section we evaluate our method on both the synthetic and real dataset.
We compared to three previous approaches: SMPLify [5], SMPLify4 [15] and
VideoAvatar [1]. Figure 5 qualitatively shows the comparison of two examples
from the synthetic data. The areas indicated by red rectangles show that our
method can better recover the shape of the human body model than the other
three methods. The estimated human body models (pink models) by our method
better fitted to the original human body models (white models). Especially for
VideoAvatar, since our method established the energy function of silhouettes in
2D and 3D space, the results using four images are better than VideoAvatar
which used 120 images from different view-points to obtain the 3D human body
model. Figure 6 shows the results of our method from the other three view-points
of the male and female model in Fig. 5. Although the areas indicated by read
circles are still not accurate enough, the results are satisfying.

Fig. 5. Two results on the synthetic data of one view. From left to right: the original
images, SMPLify [5], SMPLify4 [15], VideoAvatar [1] and our method. (Color figure
online)
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(a) Male (b) Female

Fig. 6. The results of the other three views obtained by our method. (Color figure
online)

Figure 7 shows the IoU of silhouette overlap of our methods compared to the
other three methods on the synthetic dataset. The IoU of silhouette overlap is
computed based on the silhouette of the projected 3D human body model and
the corresponding ground truth of silhouette. The IoU for SMPLify is calculated
based on one view-point, while the IoU of the other methods is based on four
view-points. Although the results of some samples for SMPLify are better, the
accuracy of our method is still higher than the results of the other three meth-
ods for the most samples in the dataset. Since SMPLify only adopts one image,
the optimization is not sensitive to the initialization, which is the reason that
the results of SMPLify on some samples are better. Compared to the SMPLify4
[15], our method introduced silhouette after the joint points optimization, and
thus, the results of our method are better on the synthetic dataset. In addi-
tion, for VideoAvatar [1] which also uses silhouettes, our results are still better.
The reason could be that the energy function of silhouette in VideoAvatar was
only built from 3D space. In VideoAvatar, the 3D model was acquired from
a video stream containing 120 frames from multiple viewpoints. By contrast,
the improved energy function of silhouettes in our method considers both 2D
and 3D, which ensures that our method have good performance only using four
images.

Fig. 7. The comparison of IoU of sil-
houette overlap between our method and
other methods on the synthetic dataset.

Fig. 8. The comparison of IoU of sil-
houette overlap between our method
and other methods on the Crane image
sequence in read dataset.
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In the following, we evaluate our method on the data [25]. Firstly, we show
the IoU of silhouette overlap for image sequence Crane in Fig. 8 by comparing to
SMPLify [5], SMPLify4 [15], VideoAvatar [1]. Note that the IoU of SMPLify is
also computed based on four images to reflect the accuracy of the 3D models. We
can see that our method obtains higher accuracy than the other three methods
for the most samples in this image sequence. Furthermore, Table 2 gives the
average of IoU of silhouettes overlap for the eight different actions in the dataset.
It shows that our method achieves the best performance comparing to other three
previous methods based on that the IoU of our method is the highest. The results
of SMPLify are worst, while the SMPLify4 and VideoAvatar have almost the
same performance and they are better than SMPLify. The results of Handstand
are not good because the pose estimation for the images in the sequence is not
good. The pretrained model in human pose estimation of [3] cannot achieve good
estimation for human body with handstand. Even in this case our results are
still the best comparing to other methods. Overall, our method has competitive
performance among these approaches according to Table 2.

Examples from Swing, Crane, Samba and Bouncing are shown in Fig. 9. The
figure gives the qualitative results of the three previous methods and our method
from one view. We can see from the figure that the shape of our method gives
a better fit to the original images, which can be seen from the parts that are
zoomed in. More specifically, the Bouncing results of SMPLify are not correct.
This is because using only a single RGB image gives a too high uncertainty
concerning the spatial information. Compared to SMPLify4 and VideoAvatar,
which are shown in the second and third columns in Fig. 9, the shapes of our
method provides a better fit to the original images. This demonstrates the effec-
tiveness to use the energy function based on silhouettes from 2D and 3D space.
Therefore, our method achieves a good estimation not only for the pose but also
for the shape of the human body. We also provide the results obtained by our
method from the other three views in Fig. 10. It demonstrates that the results

Table 2. The mean IoU of silhouette overlap of the 8 image sequence in the real
dataset.

Frames SMPLify [5] SMPLify4 [15] VideoAvatar [1] Ours

Swing 150 0.5649 0.7570 0.7573 0.7748

Crane 175 0.5558 0.7425 0.7296 0.7900

Bouncing 175 0.5660 0.7367 0.7337 0.7811

Jump 150 0.5664 0.7078 0.7035 0.7590

Samba 175 0.5255 0.7544 0.7559 0.7734

Handstand 175 0.5384 0.6131 0.6118 0.6504

March 250 0.5224 0.6930 0.6887 0.7227

Squat 250 0.5256 0.7316 0.7304 0.7726
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(a) Original (b) SMPLify (c) SMPLify4 (d) VideoAvatar (e) Proposed

Fig. 9. The results of Swing, Crane, Samba and Bouncing from top to down. The
original images and the results of SMPLify [5], SMPLify4 [15], VideoAvatar [1] and
proposed method are shown in (a), (b), (c), (d) and (e).

from other views are correct, which means that the 3D model estimated by our
method has better accuracy.

5 Conclusion

We propose a novel method for 3D human pose and shape estimation using joint
points and silhouettes based on SMPL model from four-view images. Our method
consists of two steps: joint points based fitting and silhouettes based fitting. The
joint points of the images were firstly predicted by deep learning-based human
pose estimation. Then, the pose and shape parameters of a SMPL model were
estimated by fitting the SMPL model to the joint points of the four images
simultaneously. Furthermore, we identified the corresponding points on the edge
of silhouettes and the SMPL model to build a novel energy function from 2D
and 3D space. The shape parameters of SMPL were improved by minimizing the
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novel energy function. Our method not only estimated the pose of the human
body, but also obtained better shape appearance of the human body (Fig. 9).

Fig. 10. The results of Swing,
Crane, Samba and Bouncing from
other three views obtained by our
method.

The experiments on synthetic and real
data indicate that our approach can obtain
better human body shape comparing to the
previous methods.

The limitation of our method is that we
strongly depend on the estimated joint points
and silhouettes, which may result in that
the estimation of pose and shape is not cor-
rect when the joint points or silhouettes are
not predicted correctly. In addition, the tex-
ture of the images is not mapped to the 3D
model, which makes the appearance not realis-
tic enough in some cases. Overall, our method
can be used in many practical fields such as
VR video games or biomedical research.
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Abstract. In this work, we use Recurrent Neural Networks (RNNs) in
form of Gated Recurrent Unit (GRU) networks to forecast trajectories
of vulnerable road users (VRUs), such as pedestrians and cyclists, in
road traffic utilizing the past trajectory and 3D poses as input. The 3D
poses represent the postures and movements of limbs and torso and con-
tain early indicators for the transition between motion types, e.g. wait,
start, move, and stop. VRUs often only become visible from the perspec-
tive of an approaching vehicle shortly before dangerous situations occur.
Therefore, a network architecture is required which is able to forecast
trajectories after short time periods and is able to improve the forecasts
in case of longer observations. This motivates us to use GRU networks,
which are able to use time series of varying duration as inputs, and to
investigate the effects of different observation periods on the forecasting
results. Our approach is able to make reasonable forecasts even for short
observation periods. The use of poses improves the forecasting accuracy,
especially for short observation periods compared to a solely head trajec-
tory based approach. Different motion types benefit to different extent
from the use of poses and longer observation periods.

Keywords: 3D human trajectory forecast · 3D body pose · Vulnerable
road users

1 Introduction

1.1 Motivation

In future, autonomous or partly automated systems such as automated vehi-
cles or robots will operate in areas shared with humans. In order to achieve
safe, efficient, and comfortable movements of autonomous systems, it is nec-
essary for them to understand and forecast human behavior. For example, an
autonomous vehicle must ensure the safety of vulnerable road users (VRUs),
but at the same time it should not stop each time a pedestrian is standing at
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the side of the road, which disrupts the traffic flow. Based on reliable trajec-
tory forecasts, autonomous vehicles can plan their own movements and initiate
countermeasures, such as emergency braking, in case of dangerous situations.
While many research studies use the motion state, i.e. positions or velocities,
for forecasting, it is shown in [19] and [8] that poses contain additional clues for
trajectory forecasting. To be able to forecast the trajectories after a short time
in case of suddenly appearing VRUs, we combine Gated Recurrent Unit (GRU)
networks with the use of poses. The GRU networks provide initial forecasts
after a short time period, which are then successively improved as the observa-
tion period of the VRUs increases. In contrast, other methods often require a
constant observation period, so that no trajectory forecast can be made until
the respective VRU has been observed for a sufficient time.

1.2 Related Work

Regarding pose estimation, there has been great research activity and progress in
recent years, mainly by using Convolutional Neural Networks (CNNs). However,
there are only few works with specific implementations for the transportation
domain. Kress et al. [11] adapted general methods for 2D and 3D pose estimation
of pedestrians and cyclists from a moving vehicle in urban traffic. Here, a 2D pose
describes the positions of several joints in the two-dimensional coordinate system
of an image, while 3D poses describe the joint positions in a three-dimensional
coordinate system including depth. The proposed system was evaluated on a
dataset recorded specifically for this purpose in realistic road traffic showing
advantages of the 3D pose estimation method compared to distance measure-
ments of single joints by means of a stereo camera. In [21], general 2D human
pose estimation methods were transferred to the intelligent vehicle domain and
evaluated on a newly introduced 2D pose dataset of VRUs.

Research using poses for trajectory forecasting and intention detection is still
limited. In this context, we define intention detection as classification of motion
behavior of VRUs in classes such as walking, standing, or crossing for pedes-
trians. Image based 2D poses are mainly utilized for intention detection. In [6]
and [4], pose based intention detection of pedestrians to cross the street is per-
formed with help of a Random Forest from a moving vehicle. This approach is
extended in [5] to recognize arm signals of cyclists. On the other hand, 3D poses
are used both for intention detection and trajectory forecasting. In [16], several
balanced Gaussian process dynamical models (GPDMs) were trained based on
3D poses for the motion types walk, stop, start, and wait of pedestrians. Trajec-
tory forecasting was performed with the most similar model for the respective
pedestrian behavior. However, the system was mainly trained and evaluated on
a dataset recorded indoors, which does not represent the diversity of real road
traffic. In [12], a method for pose based detection of starting intentions of cyclists
is presented. An additional use of 3D poses led to better results compared to
a solely head trajectory based approach. 3D poses are used for trajectory fore-
casting of pedestrians and cyclists in [13]. Once again, 3D poses improve the
trajectory forecasts especially for starting and stopping VRUs.
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Not much research has been dedicated to the effects of varying observation
periods on trajectory forecasting of VRUs. In [17], relatively long observation
periods were investigated and datasets focusing on human interactions instead of
traffic scenarios were used. According to [14], 2 s contain enough cues to predict
motions in road traffic. However, this refers to all kinds of agents and not specif-
ically to cyclists and pedestrians, while [10] focused on long-term forecasts. In
[13], three selected observation periods were handled by training three Multilayer
Perceptrons (MLPs) separately.

Recurrent Neural Networks (RNNs) are widely used for trajectory forecast-
ing of VRUs. For example, the authors of [1] forecasted the trajectories of
pedestrians in crowded spaces with help of a pooling based Long Short-Term
Memory (LSTM) network, which particularly considers their interactions. Pool
et al. [15] proposed an architecture based on GRUs for trajectory forecasting of
cyclists incorporating contextual features such as hand signals. However, RNNs
have not been used for trajectory forecasting of VRUs with entire 3D body poses.

1.3 Main Contributions and Outline of This Article

To the best of our knowledge, this is the first time GRUs are used in combination
with 3D body poses for trajectory forecasting of cyclists and pedestrians. We
focus on forecasting future trajectories based on different and especially short
observation periods of the VRU’s behavior while other methods often require
constant observation periods. This aspect is not sufficiently considered in existing
literature. In particular, we analyze the effects of short observation periods on
the forecast accuracy. This is motivated by the fact that VRUs in road traffic can
become visible from the perspective of an approaching vehicle only a short time
before potentially dangerous situations occur. This can be due to occlusions,
such as parked cars, especially in inner-city areas. In such a case, a forecast
must be made quickly in order to have sufficient time for reactions.

This work is structured as follows: In Sect. 2 we discuss our method. In
particular, we take a closer look at the used dataset (Sect. 2.1), our GRU
architecture (Sect. 2.2), and the training as well as the evaluation methodol-
ogy (Sect. 2.3). Next, we present our results in Sect. 3, before summarizing the
key findings and giving an outlook on future work (Sect. 4).

2 Method

2.1 Data Acquisition and Preprocessing

To our knowledge there is no public dataset available containing trajectories
and 3D poses of pedestrians and cyclists recorded in real road traffic. Therefore,
we created a dataset, which was recorded from a moving vehicle in inner-city
traffic covering a variety of roads, intersections, different seasons, times of the
day, and weather conditions. The dataset is not limited to a specific scenario
but covers actual road traffic. Some of the recorded VRUs were instructed to
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follow certain routes, while the remaining VRUs were uninstructed. The sensor
setup consists of a stereo camera with a resolution of 1024 × 544 px, a frame
rate of 25 fps, a base length of 21 cm, and a system for localizing the vehicle.
The head trajectories of the VRUs were measured by means of the stereo camera
and a Kalman tracker while compensating the vehicle’s own motion. Only VRUs
closer than 25 m to the vehicle were tracked. 2D poses were estimated in the
images with help of the CNN proposed in [2]. Afterwards, corresponding 3D
poses were reconstructed by the algorithm described in [20]. In order to give
an impression of the dataset, Fig. 1 shows exemplary images from our dataset
and the corresponding estimated 3D poses of a pedestrian in the images. The
3D poses are presented from different perspectives, which do not correspond to
the perspective of the respective image. A detailed description and evaluation
of the methodology used for trajectory measurement and pose estimation can
be found in [11] and [13]. The use of 3D poses instead of 2D poses or other
image-based methods is motivated by their independence from the perspective
of the recording camera. In particular, the 3D poses, in contrast to 2D poses,
allow the compensation of the vehicle’s own motion. The appearance of a VRU in
the image can change considerably both by motion of the VRU and the vehicle.
In contrast, 3D poses and the implicitly contained body orientations can be
transformed into an independent coordinate system if the vehicle’s motion is
known. This makes a trajectory forecast based on different observation periods
possible, since the underlying data refer to a single coordinate system. Therefore,
a comparison of our approach with solely image-based methods, which usually
require stationary cameras, is not feasible.

Fig. 1. Exemplary images (bottom) of our dataset taken from an approaching vehicle
and the estimated 3D poses (top) of the left person. For each image the 3D pose is
shown from above, perpendicular to the movement direction and from the front.

Figure 2 shows the distribution of the temporal lengths of the trajectories
recorded and tracked with help of the camera during driving in inner-city traffic
for cyclists and pedestrians. We define a trajectory as a continuous recording of
a motion sequence of a single person. The distribution illustrates the high num-
ber of short trajectories for both, cyclists and pedestrians. The distribution for
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cyclists also includes longer trajectories compared to pedestrians. One reason for
this is that cyclists share the road with cars and are, therefore, less frequently
affected by occlusions. On the other hand, the longer trajectories are caused by
cyclists riding in front of the vehicle. Of course, these records are influenced by
numerous factors, such as the detection range of the sensor, the quality of the
tracking system and the speed of the vehicle. However, we do not expect a funda-
mental change of the trajectory length due to these factors. Hence, we conclude
that the behavior of VRUs is mainly observed in form of short trajectories from
a vehicle in real road traffic and that we need to deal with them.
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Fig. 2. Distribution of the trajectory lengths of cyclists and pedestrians recorded during
driving in inner-city traffic.

During evaluation (Sect. 3.2) we investigate the effects of different observa-
tion periods as input data for the forecasting model ranging between 0.04 s and
0.96 s. Hence, in this work we never use longer observation periods than 0.96 s as
input for our trajectory forecasting models. For a fair evaluation of the effects of
different observation periods, we assure that the dataset is the same for all con-
sidered observation periods by only considering trajectories longer than 0.96 s.
As a result, the dataset consists of 1605 trajectories of cyclists and 2977 trajec-
tories of pedestrians including 3D poses corresponding to accumulated temporal
lengths of approximately 362 min and 161 min, respectively. The dataset may
contain several trajectories of the same person, e.g., if this person enters the
field of view of the sensor several times or is temporarily occluded by other
objects.

In Sect. 3.2, the trajectory forecasts are evaluated separately for the motion
types wait, start, move, and stop. At any time the VRU has one of the four motion
types. The transition between the motion types wait and start is defined by the
initial movement of the wheels for cyclists while for pedestrians the first heel off
is crucial. Accordingly, the transition between the motion types stop and wait is
determined by the last movement of the wheels and the heel strike of the dragged
foot. Both transitions were labelled manually, whereas the start and stop phases
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were determined by an algorithm according to the acceleration. The end of the
start phase and the beginning of the stop phase are detected if the acceleration
drops below a certain percentage of the maximum absolute acceleration of the
respective VRU. These empirically determined thresholds are 10% for cyclists
and 30% for pedestrians. Additionally, cyclists are evaluated according to the
manually labelled motion types turn left and turn right. Given the predominantly
short trajectories of pedestrians in our dataset, these motion types are difficult
to identify for pedestrians even for humans. Therefore, the trajectory forecasts
of pedestrians are not evaluated according to the motion types turn left and turn
right. None of the motion types are used during training. Instead, they are only
intended to provide a deeper insight during evaluation.

In the following we train different models for pedestrians and cyclists, in
each case using 80% of the trajectories for training and 20% for testing. The
training data are further divided into four equally sized folds for hyperparameter
optimization via cross-validation. The motion types are distributed as equally as
possible. To ensure rotational invariance, the trajectories of the training dataset
are rotated randomly and artificially duplicated by a factor of 3 through data
augmentation via repeated random rotation.

For trajectory forecasting at current time c we consider n past time steps
as input for our models. The motion type at the current time also deter-
mines to which motion type the forecast is assigned during evaluation. For
each input time ti with index i in [c − (n − 1), c] corresponding to the times
Ti = {−(p − 0.04 s), ...,−0.04 s, 0.00 s} with the observation period p we con-
catenate a feature vector Ii consisting of the head velocities vx,i and vy,i in
x and y direction of the ground plane, which are calculated by means of the
difference quotient of the head trajectory points, and the three-dimensional
coordinates of thirteen joint positions representing the 3D pose of the VRU.
The pose contains the head as well as shoulders, elbows, wrists, hips, knees
and feet each for the left and right side of the body (Fig. 1). The origin
of the coordinate system in x and y direction is in the head position of the
VRU and the z direction (height) of the hip is 0. All poses are further scaled
such that all hips have the same width. Summarizing, we use a feature vector
Ii = [vx,i, vy,i, xHead,i, yHead,i, zHead,i, ..., zLFoot,i] for each input time ti as input
for the forecasting models. Beforehand, the feature vectors are normalized over
all training samples using the statistical z-transformation. As baseline we also
train models using the head velocities excluding the poses as input and refer to
these models as solely head based.

2.2 Network Architecture

The network architecture is composed of multiple stacked layers of GRU cells [3]
and a fully connected output layer (fcn). The use of RNNs is primarily motivated
by their ability to process observation periods of varying lengths, a capability
many other methods do not provide and which is important for our application.
All GRU cells use Rectified Linear Unit (ReLU) as activation function. The
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number of GRU layers and the number of units in each GRU cell (dimensional-
ity of hidden and output states) are hyperparameters, which are selected during
hyperparameter optimization (Sect. 3.1). The feature vector Ii of the respec-
tive time serves as input for the first GRU layer. In order to combine multiple
feature vectors of an observation period, the network is unrolled through time
as shown in Fig. 3. The framed GRU cells and fcn layers share their trainable

Fig. 3. Network architecture, unrolled through time, which forecasts velocities for h
future time indices for each input time ti. The framed fcn layers as well as the GRU
cells share their trainable parameters.

parameters. The network outputs h forecasted velocities in x and y direction for
2.52 s (h = 63 time steps) into the future corresponding to the time horizons
tf ∈ Tf = {0.04 s, 0.08 s, ..., 2.25 s}. A forecast is produced for each input time ti.
During evaluation, observation periods of any duration can be fed into the net-
work where only the output at current time c matters. The network is trained by
backpropagation through time [18,22] and minimizing the loss function in Eq. 2,
which considers the forecasts for each input time ti. The core of the loss function
consists of the Mean Squared Error (MSE) (Eq. 1), which is calculated individ-
ually for the forecasts at each input time ti and each forecasted time horizon tf .
Thereby, M is the number of sequences and v̂x, v̂y, vx, and vy represent the
forecasted and ground truth velocities in the two directions, respectively. Since
the forecasted time horizons for each input time ti overlap each other, there
are multiple forecasts for one point in time indicated by the input time ti as
index of the forecasted v̂x and v̂y velocities. However, there is only one ground
truth velocity at any given time calculated by the sum of the negative input
time ti and forecasted time horizon tf . Forecasted velocities are only considered
in the error if there is a ground truth velocity available. This way, even short
trajectories can be utilized for training.
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MSEti,tf =
1
M

M∑

m=1

((
v̂x,m,ti,tf − vx,m,ti+tf

)2 +
(
v̂y,m,ti,tf − vy,m,ti+tf

)2)

(1)
The MSE is normalized and averaged over the forecasted time horizon tf and
subsequently averaged over all forecasts made for each input time ti (Eq. 2).
We favor the MSE of the velocities in the loss function over the physically inter-
pretable average Euclidean error (AEE) of positions used later during evaluation
because it is less prone to unstable gradients.

L =
1

|Ti|
∑

ti∈Ti

1
|Tf |

∑

tf∈Tf

MSEti,tf

tf
(2)

2.3 Evaluation Method

We evaluate the forecasts separately for different observation periods p ranging
from 0.04 s up to 0.96 s. Therefore, we use the AEE, which calculates the aver-
age Euclidean distance between forecasted and ground truth position for each
forecasted time horizon tf (Eq. 3). The forecasted positions are obtained by
integrating the forecasted velocities and adding the last known position of the
respective VRU.

AEEtf =
1
M

M∑

m=1

√(
x̂m,0,tf − xm,tf

)2 +
(
ŷm,0,tf − ym,tf

)2 (3)

Finally, we use the average specific AEE (ASAEE) [7] to evaluate the forecasts
over the entire forecast time horizon. This metric normalizes and averages the
AEE regarding the forecasted time horizon tf (Eq. 4).

ASAEE =
1

|Tf |
∑

tf∈Tf

AEEtf

tf
(4)

3 Experimental Results

3.1 Hyperparameter Optimization

In total, we train four networks for cyclists and pedestrians using poses and solely
the head velocities as inputs. We utilize adaptive moment estimation (Adam) [9]
as optimizer and perform parameter sweeps for hyperparameter optimization.
We conduct a four fold cross-validation and apply early stopping as regulariza-
tion technique. Table 1 shows the investigated hyperparameters. Each parameter
sweep is followed by a training of the network with the lowest value of the loss
function on the entire training dataset. The best configuration of each of the four
networks is used for the evaluation. Each of them has two GRU layers. However,
the number of units in each GRU cell differs. For the pose based method the
numbers of units are 100 and 150, while for the solely head based approach the
numbers are 100 both for cyclists and pedestrians, respectively.
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Table 1. The used parameters for the parameter sweeps.

Parameter Values

Number of GRU layers 2, 1

Number of units in each GRU cell 150, 100, 50, 25

3.2 Test Results

In the following, the forecast results of the best networks for the pose and solely
head based method are presented both for cyclists and pedestrians. All results
were obtained using the corresponding separate test dataset. The inference time
of our GRU networks using poses and an Nvidia Titan X (Pascal) over the entire
observation period of 0.96 s, i.e. 24 forecasts, is 17 ms. Furthermore, we compare
the results with the model from [13]. Therefore, the model, which also uses
3D poses, was trained on our dataset for the three observation periods 0.08 s,
0.52 s, and 0.96 s separately, as it is not able to handle different observation
periods. For these networks the inference time equals 0.8 ms. Table 2 shows the
forecast errors for cyclists in form of the ASAEE for the three observation periods
differentiated according to the motion types wait, start, move, stop, turn left, and
turn right. Furthermore, Figs. 4(a) and Fig. 4(b) illustrate the forecast errors of
our pose based and solely head based method over the observation period p.
The corresponding results for pedestrians are shown in Table 3, Fig. 5(a), and
Fig. 5(b). Apart from short observation periods, the largest forecast errors occur
for the motion types turn left, turn right, start and stop. This is reasonable,
since these types of movements are characterized by major changes in velocities
and directions. In contrast, the smallest errors occur for waiting cyclists and
pedestrians, as their positions remain the same.

Table 2. ASAEE in cm
s

for cyclists, structured by motion type, observation period p
and model.

p Model Wait Start Move Stop Turn left Turn right

0.08 s [13] 24.3 67.6 66.0 61.3 76.8 87.4

Head 21.4 78.4 72.6 62.1 95.9 105.1

Pose 23.8 67.4 65.6 62.4 79.6 88.7

0.52 s [13] 16.6 49.0 41.1 39.6 59.6 62.7

Head 12.6 56.8 41.8 45.0 64.9 79.2

Pose 16.1 46.0 38.4 41.3 56.2 58.6

0.96 s [13] 16.8 47.6 39.0 38.9 55.6 60.5

Head 12.6 52.9 39.6 42.0 59.1 72.1

Pose 16.1 44.1 37.0 40.1 54.1 56.5
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Fig. 4. ASAEE forecast error for cyclists over the observation period p separated
according to motion types.

Table 3. ASAEE in cm
s

for pedestrians, structured by motion type, observation
period p and model.

p Model Wait Start Move Stop

0.08 s [13] 60.2 60.1 61.9 58.6

Head 59.4 93.7 89.4 61.3

Pose 60.3 63.8 61.3 57.2

0.52 s [13] 39.0 51.6 48.0 47.9

Head 40.6 57.1 46.5 47.1

Pose 41.3 45.9 43.3 46.2

0.96 s [13] 35.6 54.7 46.7 45.2

Head 35.8 56.0 41.6 43.7

Pose 37.8 47.3 40.0 42.9

Fig. 5. ASAEE forecast error for pedestrians over the observation period p separated
according to motion types.
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Compared to the solely head based method, the use of poses leads to an
overall improvement in the forecast results. With an observation period of 0.96 s,
the error is reduced by 8.8 cm

s , 50. cm
s , and 15.6 cm

s for cyclists and the motion
types starting, turn left and turn right, while similar results are achieved for the
motion types move, stop, and wait. For starting pedestrians the error is reduced
by 8.7 cm

s by using poses. Altogether, the results for pedestrians and cyclists are
similar, except for the motion type wait.

As expected, the forecast accuracy deteriorates with shorter observation peri-
ods (Figs. 4(a), 4(b), 5(a) and 5(b)). However, the GRU still provides reasonable
forecasts. In particular, the forecast error increases slowly with decreasing obser-
vation period. All motion types benefit from longer observation periods.

For shorter observation periods, the forecasts profit from the additional infor-
mation provided by poses. For instance, with an observation period of 0.08 s the
poses reduce the error for moving, starting, and stopping pedestrians by 28.1
cm
s , 29.9 cm

s , and 4.1 cm
s , respectively. However, the error for waiting pedestri-

ans increases slightly by 1.0 cm
s . It is worth noting that the forecast error for

starting pedestrians increases not until the observation period is shorter than
0.40 s when using poses. For moving, starting, and turning cyclists, improvements
of 6.9 cm

s , 11.0 cm
s , and 16.3 cm

s are achieved. On the other hand, the error for
stopping and waiting cyclists increases by 0.2 cm

s and 2.4 cm
s . A deterioration

of the forecasts for cyclists by more than 5% on the entire test dataset is only
reached for observation periods shorter than 0.48 s (Fig. 4(a)). For pedestrians
this threshold is exceeded after 0.06 s (Fig. 5(a)).

Compared to the model from [13], our GRU network achieves slightly bet-
ter results for both cyclists and pedestrians. In addition, our model is able to
handle arbitrary observation periods and offers a first forecast already after an
observation period of 0.04 s.

To gain a deeper insight into the effects of different observation periods on
the forecasts, Fig. 6 and Fig. 7 show error ellipses for cyclists and pedestrians,
respectively. The ellipses represent the mean and the standard deviation of the
difference between forecasted and ground truth positions in longitudinal and
lateral direction. Therefore, the forecasts and ground truth trajectories were first
aligned based on the pose orientations of the VRUs. The forward directions are
indicated by arrows. Each ellipse shows the forecasting error of the pose based
method for a forecasted time horizon of 1.00 s for different observation periods.
From largest to smallest, the ellipses correspond to the observation periods 0.04 s,
0.16 s, 0.28 s, 0.40 s, 0.52 s, 0.64 s, 0.76 s, and 0.88 s. A positive deviation means
that the velocities are overestimated in the respective direction, while a negative
one corresponds to an underestimation of the velocities. First of all, it is again
apparent that the errors for longer observation periods differ only slightly and
only increase considerably for short observation periods. In addition, the figures
visualize the errors separately for the lateral and longitudinal direction, which
usually equals the direction of movement. Especially for cyclists, the error is
larger in longitudinal direction. Furthermore, an overestimation of the velocities
in longitudinal direction in case of stopping VRUs and an underestimation in case
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Fig. 6. Error ellipses for cyclists of the pose based method representing the mean and
standard deviation of the divergence between forecasted and ground truth positions
for a forecasted time horizon of 1.0 s. The positions have been aligned according to the
pose orientations and the forward directions are indicated by arrows. From largest to
smallest, the ellipses in each plot correspond to observation periods of 0.04 s, 0.16 s,
0.28 s, 0.40 s, 0.52 s, 0.64 s, 0.76 s, and 0.88 s.

of starting VRUs is apparent. This effect is intensified for shorter observation
periods. In contrast, the ellipses for waiting and moving VRUs are concentric
for longer observation periods. However, this changes with shorter observation
periods. The networks seem to have more and more difficulties to distinguish
between waiting and starting as well as between moving and stopping VRUs.
Accordingly, the forecasted velocities are too high for waiting and too low for
moving VRUs. The error ellipses of the motion types turn left and turn right
of cyclists indicate an underestimation of the change of direction. This effect
increases for shorter observation periods. The asymmetry to the longitudinal
axis of the error ellipses of the motion types wait and move of pedestrians
indicates a slight imbalance in the dataset.

Figure 8 shows examples of trajectory forecasts of a cyclist based on different
observation periods in order to give an impression of their influence. The head
trajectory of which a respective part is used as input for our GRU network is
shown in black, the ground truth trajectory in red and the forecasts are colorized
according to the observation period. The 3D poses which are also part of the
input are not shown. In total, the trajectories are forecasted 2.52 s into the future.
As can be seen, the forecast of both velocity and direction is difficult with an
observation period of 0.04 s. However, the forecasts improve considerably with
slightly longer observation periods and continue to improve. With an observation
period of 0.84 s, the forecast is accurate in direction and speed.
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Fig. 7. Error ellipses for pedestrians of the pose based method.
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Fig. 8. Exemplary trajectory forecasts of a turning cyclist based on poses and varying
observation periods. The various forecasts are based on different observation periods
and are colored accordingly using the color scale on the right. The input is represented
by the head trajectory (black) while the 3D poses are not shown. The ground truth
trajectory is plotted in red. Each time interval between two consecutive points is 0.08 s.
(Color figure online)

4 Conclusions and Future Work

In this article, we presented an approach for forecasting trajectories of cyclists
and pedestrians with help of a GRU network. In particular, we investigated the
effects of short observation periods on the forecasting results. We compared our
approach with a state-of-the-art method which also uses 3D poses. Our approach
reduced the forecasting error and is moreover capable of handling observation
periods of any duration so that an initial forecast can be made quickly after the
detection of the VRU. Furthermore, we investigated the effects of using 3D poses
compared to trajectory forecasting solely based on head velocities. Our approach
is able to make reasonable forecasts even with short observation periods which
is important for an application in real road traffic with numerous occlusions
and limited field of view. The use of poses improved the forecasting accuracy
especially for short observation periods. The results were evaluated separately
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for the motion types wait, start, move, stop, turn left, and turn right. The largest
forecast errors occur for the motion types start, stop, turn left, and turn right, as
these contain major changes in direction and speed. For very short observation
periods, it is difficult to distinguish between waiting and starting, and between
moving and stopping VRUs.

In future work we will extend our dataset including poses and investigate
different network architectures. Further, we will adapt the pose and GRU based
approach to detect the motion types of pedestrians and cyclists, such as mov-
ing, starting or bending in and investigate the effects of occluded poses on the
forecasting and detection results. This is crucial, as VRUs are often partially
occluded in road traffic. Finally, we aim to combine our approach with addi-
tional contextual information about the environment of the VRU to improve
trajectory forecasting. For example, this may include information on obstacles,
the course of roads or pavements, and zebra crossings.
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Abstract. In this paper, we propose 3DBodyTex.Pose, a dataset that
addresses the task of 3D human pose estimation in-the-wild. Generaliza-
tion to in-the-wild images remains limited due to the lack of adequate
datasets. Existent ones are usually collected in indoor controlled environ-
ments where motion capture systems are used to obtain the 3D ground-
truth annotations of humans. 3DBodyTex.Pose offers high quality and
rich data containing 405 different real subjects in various clothing and
poses, and 81k image samples with ground-truth 2D and 3D pose anno-
tations. These images are generated from 200 viewpoints among which
70 challenging extreme viewpoints. This data was created starting from
high resolution textured 3D body scans and by incorporating various
realistic backgrounds. Retraining a state-of-the-art 3D pose estimation
approach using data augmented with 3DBodyTex.Pose showed promis-
ing improvement in the overall performance, and a sensible decrease in
the per joint position error when testing on challenging viewpoints. The
3DBodyTex.Pose is expected to offer the research community with new
possibilities for generalizing 3D pose estimation from monocular in-the-
wild images.

Keywords: 3D human pose estimation · 3DBodyTex.Pose · Synthetic
data · In-the-wild

1 Introduction

In the past couple of years, human pose estimation has received a lot of attention
from the computer vision community. The goal is to estimate the 2D or 3D posi-
tion of the human body joints given an image containing a human subject. This
has a significant number of applications such as sports, healthcare solutions [3],
action recognition [3,6], and animations.

Due to the recent advances in Deep Neural Networks (DNN), the task of 2D
human pose estimation a great improvement in results [4,5,14]. This has been
mostly achieved thanks to the availability of large-scale datasets containing 2D
annotations of humans in many different conditions, e.g., in the wild [2]. In con-
trast, advances in the task of human pose estimation in 3D remains limited. The
c© Springer Nature Switzerland AG 2021
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Fig. 1. Examples of the 3D body scans used to generate in-the-wild images with 2D
and 3D annotations of humans.

main reasons are the ambiguity of recovering the 3D information from a single
image, in addition to the lack of large-scale datasets with 3D annotations of
humans, specifically considering in-the-wild conditions. Existent datasets with
3D annotations are usually collected in a controlled environment using Motion
Capture (MoCap) systems [9], or with depth maps [7,17]. Consequently, the
variations in background and camera viewpoints remain limited. In addition,
DNNs [28] trained on such datasets have difficulties generalizing well to environ-
ments where a lot of variation is present, e.g., scenarios in the wild.

Recently, many works focused on the challenging problem of 3D human pose
estimation in the wild [16,18,26,27]. These works differ significantly from each
other but share an important aspect. They are usually evaluated on the same
dataset that has been used for training. Thus, it is possible that these approaches
have been over-optimized for specific datasets, leading to a lack of generalization.
It becomes difficult to judge on the generalization, and more precisely for in-
the-wild scenarios where variations coming from the background and camera
viewpoints are always present.

In order to address the aforementioned challenge, this paper presents a new
dataset referred to as 3DBodyTex.Pose. It is an original dataset generated from
high-resolution textured 3D body scans, similar in quality to the ones con-
tained in the 3DBodyTex dataset introduced in [19] and later on presented in
the SHARP2020 challenge [20,21]. 3DBodyTex.Pose is dedicated to the task of
human pose estimation. Synthetic scenes are generated with ground-truth infor-
mation from real 3D body scans, with a large variation in subjects, clothing,
and poses (see Fig. 1). Realistic background is incorporated to the 3D envi-
ronment. Finally, 2D images are generated from different camera viewpoints,
including challenging ones, by virtually changing the camera location and ori-
entation. We distinguish extreme viewpoints as the cases where the camera is,
for example, placed on top of the subject. With the information contained in
3DBodyTex.Pose, it becomes possible to better generalize the problem of the
3D human pose estimation to in-the-wild images independently of the camera
viewpoint as shown experimentally on a state-of-the-art 3D pose estimation app-
roach [27]. In summary, the contributions of this work are:
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(1) 3DBodyTex.Pose, a synthetic dataset with 2D and 3D annotations of human
poses considering in-the-wild images, with realistic background and standard
to extreme camera viewpoints. This dataset will be publicly available for the
research community.
(2) Increasing the robustness of 3D human pose estimation algorithms, specif-
ically [27], with respect to challenging camera viewpoints thanks to data aug-
mentation with 3DBodyTex.Pose.

The rest of the paper is organized as follows: Sect. 2 describes the related
datasets for the 3D human pose estimation task. Section 3 provides details about
the proposed 3DBodyTex.Pose dataset and how it addresses the challenges of
in-the-wild images and extreme camera viewpoints. Then, Sect. 4 shows the con-
ducted experiments, and finally Sect. 5 concludes this work.

2 Related Datasets

Monocular 3D human pose estimation aims to estimate the 3D joint locations
from the human present in the image independently of the environment of the
scene. However, usually not all camera viewpoints are taken into consideration.
Consequently, the 3D human body joints are not well estimated for the cases
where the person is not fully visible or self-occluded. In order to use such images
for training, labels for the position of the 2D human joints are needed as ground-
truth information [2,10]. Labeling such images from extreme camera viewpoints
is an expensive and difficult task as it often requires manual annotation. To
overcome this issue, MoCap systems can be used for precisely labeling the data.
However, they are used in a controlled environment such as indoor scenarios.
The Human3.6M dataset [9] is widely used for the task of 3D human pose esti-
mation and it falls under this scenario. It contains 3.6M frames with 2D and
3D annotations of humans from 4 different camera viewpoints. The HumanEva-
I [23] and TotalCapture [24] datasets are also captured in indoor environments.
HumanEva-I contains 40k frames with 2D and 3D annotations from 7 different
camera viewpoints. TotalCapture contains approximately 1.9M frames consid-
ering 8 camera locations where the 3D annotations of humans were obtained by
fusing the MoCap with inertial measurement units. Also captured within a con-
trolled environment, the authors of [13] proposed the MPII-INF-3DHP dataset
for 3D human pose estimation which was recorded in a studio using a green
screen background to allow automatic segmentation and augmentation. Conse-
quently, the authors augment the data in terms of foreground and background,
where the clothing color is changed on a pixel basis, and for the background,
images sampled from the internet are used. Recently, von Marcard et al. [11]
proposed a dataset with 3D pose in outdoor scenarios recorded with a moving
camera. It contains more than 51k frames and 7 actors with a limited number
of clothing style.

An alternative proposed with SURREAL [25] and exploited in [15], is to gen-
erate realistic ground-truth data synthetically. SURREAL places a parametric
body model with varied pose and shape over a background image of a scene to
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Table 1. Comparison of datasets for the task of 3D human pose estimation. (�) indi-
cates that clothing was synthetically added to the dataset.

3DBodyTex. Pose (Ours) HumanEva-I Human3.6M MPII-INF–3DHP TotalCapture 3DPW SURREAL

# of subjects 405 4 11 8 5 7 n/a

# of samples 81k 40k ∼3.6M >1.3M ∼1.9M >51k ∼6.5M

Ground-truth pose 2D+3D 2D+3D 2D+3D 3D 3D 3D 2D+3D

Real people Yes Yes Yes Yes Yes Yes No

Background Indoor & outdoor Indoor Indoor Green screen Indoor Outdoor Indoor

Clothing Realistic Realistic Realistic Realistic(�) No Limited No

# of total camera viewpoints 200 7 4 14 8 n/a n/a

# of challenging viewpoints 70 0 0 3 0 n/a n/a

simulate a monocular acquisition. Ground-truth 2D and 3D poses are known
from the body model. To add realism, the body model is mapped with clothing
texture. A drawback of this approach is that the body shape lacks details.

The 3DBodyTex dataset [19] contains static 3D body scans from people
in close-fitting clothing, in varied poses and with ground-truth 3D pose. This
dataset is not meant for the task of 3D human pose estimation. However, it is
appealing for its realism: detailed shape and high-resolution texture information.
It has been exploited for 3D human body fitting [22] and it could also be used
to synthesize realistic monocular images from arbitrary viewpoints with ground-
truth 2D and 3D poses. The main drawback of this dataset is the fact that it
contains the same tight clothing with no variations.

3 Proposed 3DBodyTex.Pose Dataset

In contrast with 3DBodyTex, the new 3DBodyTex.Pose dataset contains 3D
body scans that are captured from 405 subjects in their own regular clothes.
From these 405 subjects, 204 are females and 201 are males. Having different
clothing style from different people adds more variation to the dataset when
considering in-the-wild scenarios. Figure 1 shows a couple of examples of 3D
body scans with different clothing. In this work, the goal is to use the 3D body
scans to synthesize realistic monocular images from arbitrary camera viewpoints
with its corresponding 2D and 3D ground-truth information for the task of 3D
human pose estimation. The principal characteristics of 3DBodyTex.Pose are
compared to state-of-the-art datasets in Table 1.

The 3DBodyTex.Pose dataset aims to address the challenges of in-the-wild
images and the extreme camera viewpoints. Given that the only input is the set
of 3D scans, we need to estimate the ground-truth 3D skeletons, to synthesize the
monocular images from challenging viewpoints and to simulate an in-the-wild
environment. These three stages are detailed below.

Ground-Truth 3D Joints. To estimate the ground-truth 3D skeleton, we fol-
low the automatic approach of 3DBodyTex [19] where body landmarks are first
detected in 2D views before being robustly aggregated into 3D positions. Hence,
for every 3D scan we have the corresponding 3D positions of the human body
joints that is henceforth used as the ground-truth 3D skeleton.
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Fig. 2. Extreme camera viewpoints images (top row) from a single 3D body scan. The
blue dots represent the camera locations for each camera viewpoint. Better visualized
in color. (Color figure online)

Challenging Viewpoints. We propose to change the location and orientation
of the camera in order to create monocular images where also extreme viewpoints
are considered, see Fig. 2. Considering a 3D body scan P ∈ R

3×K , where K is
the number of vertices of the mesh, the 3D skeleton with J joints S ∈ R

3×J , and
also the homogeneous projection matrix Mn for the camera position n, we can
back-project the 3D skeleton into the image In by

S̄n = Mn · S, (1)

where S̄n ∈ R
3×J represents the homogeneous coordinates of the projected 3D

skeleton into the image plane In, corresponding to a 2D skeleton. In this way,
we are able to generate all possible camera viewpoints around the subject and
easily obtain the corresponding 2D skeleton. In summary, each element of the
3DBodyTex.Pose is composed of image In, 2D skeleton S̄n, and 3D skeleton S in
the camera coordinate system.

In-the-Wild Environment. In order to address the challenge of the in-the-wild
images with ground-truth information for the task of 3D human pose estima-
tion, we further propose to embed the 3D scan in an environment with cube
mapping [8] which in turns adds a realistic background variation to the dataset.
An example texture cube is shown in Fig. 3(a). The six faces are mapped to a
cube surrounding the scene with the 3D body scan at the center, see Fig. 3(b).
Realistic textures cubes are obtained from [1].
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(a) (b)

Fig. 3. (a) Example of an unfolded cube projection of a 3D environment (extracted
from [1]). (b) Example of a 3D body scan added to the 3D environment of a realistic
scene.

To have variation in the data, for each image, we randomly draw a texture
cube, a camera viewpoint and a 3D scan. The proposed 3DBodyTex.Pose dataset
provides reliable ground-truth 2D and 3D annotations with realistic and varied
in-the-wild images while considering arbitrary camera viewpoints. Moreover, it
offers a relatively high number of subjects in comparison with state-of-the-art
3D pose datasets, refer to Table 1. It also offers richer body details in terms of
clothing, shape, and the realistic texture. Figure 4 shows the data generation
overview.

4 Experimental Evaluation

In what follows, we use the approach proposed by Zhou et al. [27] to showcase
the impact of the 3DBodyTex.Pose dataset in improving the performance of 3D
pose estimation in the wild. We note that, in a similar fashion, 3DBodyTex.Pose
can be used to enhance any other existent approach. Our goal is to share this
new dataset with the research community and encourage (re-)evaluating and (re-
)training existent and new 3D pose estimation approaches especially considering
in-the-wild scenarios with a special focus on extreme viewpoints.

4.1 Baseline 3D Pose Estimation Approach

The work in [27] aims to estimate 3D human poses in the wild. For that, the
authors proposed to couple together in-the-wild images with 2D annotations with
indoor images with 3D annotations in an end-to-end framework. The authors
provided the code for both training and testing the network.

The network proposed in [27] consists of two different modules: (1) 2D pose
estimation module; and (2) depth regression module. In the first module, the
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Fig. 4. Data generation overview. The 3D body scan is placed in the center of the cube
mapping environment. Different camera viewpoints (in red) are considered in order to
capture the scene from multiple angles. Better visualized in color. (Color figure online)

goal is to predict a set of J heat maps by minimizing the L2 distance between
the predicted and the ground-truth heat maps where only images with 2D anno-
tations were used (MPII dataset [2]). Secondly, the depth regression module
learns to predict the depth between the camera and the image plane by using
the images where 3D annotations are provided (Human3.6M dataset [9]). Also
within the second module, the authors proposed a geometric constraint which
serves as a regularization for depth prediction when the 3D annotations are not
available. At the end, the network is built in a way that both modules are trained
together.

4.2 Data Augmentation with 3DBodyTex.Pose

We propose to retrain the network presented in [27] by adding the 3DBody-
Tex.Pose data to the training set originally used in [27]. Specifically, 60k addi-
tional RGB images from 3DBodyTex.Pose and their corresponding 2D skeletons
were used to increase the variation coming from realistic background and camera
viewpoints.
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Table 2. Quantitative results of the MPJPE in millimeters on the Human3.6M dataset
following the same protocol as in [27]. The average column represents the average error
value of all actions in the validation set.

Methods Average (mm)

Zhou et al. [27] 64.9

Zhou et al. [27] ++ (Ours) 61.3

Martinez et al. [12] 62.9

Rogez et al. [18] 61.2

Yang et al. [26] 58.6

Table 3. Results of the MPJPE while testing on challenging camera viewpoints only.

Methods Average (mm)

Zhou et al. [27] 292

Zhou et al. [27] ++ (Ours) 267

We first follow the same evaluation protocol as in [27] by testing on the
Human3.6M dataset [9], and using the Mean Per Joint Position Error (MPJPE)
in millimeters (mm) as an evaluation metric between 3D skeletons. Table 2
shows the results of retraining [27] by augmenting with 3DBodyTex.Pose (Zhou
et al. [27] ++) along with other reported state-of-the-art results as a reference.
Without using 3DBodyTex.Pose, the average error between the estimated 3D
skeleton and the ground-truth annotation is 64.9 mm, and when retrained with
the addition of our proposed dataset, the error decreases to 61.3 mm. This result
is a very promising step towards the generalization of 3D human pose estimation
for in-the-wild images. Despite the fact that testing in Table 2 is on Human3.6M
(indoor scenes only), retraining with 3DBodyTex.Pose helps bring the perfor-
mance of [27] closer to the top performing approaches [18,26] and even beating
others, i.e., [12].

As one of the aims of this paper is to mitigate the effect of challenging cam-
era viewpoints, we tested the performance of [27] on a new testing set contain-
ing challenging viewpoints only. These were selected from the 3DBodyTex.Pose
dataset and reserved for testing only1. Table 3 shows that adding the 3DBody-
Tex.Pose to the training set in the network of [27] performs better when testing
with challenging viewpoints only. Note that the relative high values of the errors,
as compared to Table 2, are due to the fact that the depth regression module is
learned with the 3D ground-truth poses of the Human3.6M dataset only.

5 Conclusion

This paper introduced the 3DBodyTex.Pose dataset as a new original dataset to
support the research community in designing robust approaches for 3D human
1 Never seen during training.
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pose estimation in the wild, independently of the camera viewpoint. It contains
synthetic but realistic monocular images with 2D and 3D human pose anno-
tations, generated from diverse and high-quality textured 3D body scans. The
potential of this dataset was demonstrated by retraining a state-of-the-art 3D
human pose estimation approach. There is a significant improvement in per-
formance when augmented with 3DBodyTex.Pose. This opens the door to the
generalization of 3D human pose estimation to in-the-wild images. As future
work, we intend to increase the size of the dataset covering more camera view-
points and realistic backgrounds, and by adding different scaling factors with
respect to the camera location in order to increase the generalization over the
depth variation.
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Abstract. In this paper, we propose a new approach for 3D dynamic
face verification exploiting 3D facial deformations. First, 3D faces are
encoded into low-dimensional representations describing the local defor-
mations of the faces with respect to a mean face. Second, the encoded
versions of the 3D faces along a sequence are stacked into 2D arrays for
temporal modeling. The resulting 2D arrays are then fed to a triplet
loss network for dynamic sequence embedding. Finally, the outputs of
the triplet loss network are compared using cosine similarity measure for
face verification. By projecting the feature maps of the triplet loss net-
work into attention maps on the 3D face sequences, we are able to detect
the space-time patterns that contribute most to the pairwise similarity
between different 3D facial expressions of the same person. The evalua-
tion is conducted on the publicly available BU4D dataset which contains
dynamic 3D face sequences. Obtained results are promising with respect
to baseline methods.

Keywords: Dynamic 3D face recognition · Triplet loss · Convolutional
Neural Networks

1 Introduction

Automatic recognition of faces is a non-intrusive technology that, if performed
accurately, can open the door to many innovative applications and revolution-
ize the interactions of humans with infrastructures and services. However, the
aforementioned revolution can only be possible if users are allowed to be in
free motion and their faces to express their natural emotions in unconstrained
environments. Recently, the advances in 3D scanning technologies have made
the face recognition task more robust to head pose variations and illumina-
tion changes than standard 2D images [16]. There are, today, impressive 3D
face recognition software that work well. What they lack is the use of 3D face
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deformations due to facial expressions in a dynamic face recognition scenario.
Indeed, most of state-of-the-art approaches proposed to filter the facial expres-
sions out [2,9,10,12]. This could be a logical option, since it allows to obtain
neutral templates that can be efficiently matched with new queries. However,
this may lead to ignoring informative patterns that can be present in the facial
deformations. Indeed, recent studies in cognitive science have shown a strong
positive correlation between face emotion recognition and face identity recogni-
tion [8,18]. This means that for humans, both tasks share a common processing
mechanism. Taking this direction, the authors in [21] investigated the use of 3D
face deformations by extracting local 3D dynamic spatio-temporal features with
Hidden Markov Models (HMMs). Other ideas were presented in [1] where curva-
tures of 3D faces along sequences were mapped into subspaces using k-Singular
Value Decomposition (k-SVD) then analyzed in the Grassmann manifold for
face recognition. More recently, the authors in [7] proposed a new large-scale 3D
dynamic face dataset with various expressions and exploited dense shape defor-
mation for dynamic face recognition. This dataset has not yet been made public.
Their method was based on fitting a 3D morphable model and retaining only
the expression parameters which were used within a Long Short Term Memory
(LSTM) network for sequence classification. Their results indicated that the use
of dynamic expression sequences in a biometric scenario is worth investigating.
Despite their promising results, the aforementioned works included the 3D face
deformations in their analysis without expressing what makes them useful for
face recognition.

Fig. 1. Overview of the proposed approach

The aim of this work is to investigate the use of 3D face deformations for face
recognition. Specifically, we propose a new interpretable dynamic-based 3D face
verification approach exploiting local 3D face deformations. As a first step, a new
representation of static 3D faces is employed. Instead of considering global defor-
mations for 3D face representation as in previous works [7,10] through morphable
models, we use localised deformations. This is performed using Sparse Localised
deformation Components (SPLOCs) [14] which encode the local deformations of
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3D faces with respect to a mean face. Then, the proposed static representations
of 3D face frames are stacked into 2D arrays for temporal modeling of the 3D
face sequences. In addition, we propose a new embedding of the dynamic 3D
face sequences represented by the 2D arrays using a Triplet Loss (TL) network.
Despite its impressive performance in 2D face recognition [19], to the best of
our knowledge, this work is the first to use these networks for 3D face recogni-
tion. By coupling the proposed space-time representation using SPLOCs with
the proposed TL network, we are able to localise the relevant space-time pat-
terns for face recognition in the input 3D face sequences under different face
expressions. Experiments are conducted on a publicly available dataset showing
promising results. The rest of the paper is organized as follows: Sect. 2 presents
the proposed static 3D face representation based on localised deformation com-
ponents. The triplet loss embedding of the dynamic 3D face sequences and the
visualization of attention maps are explained in Sect. 3. In Sect. 4, we report the
obtained results for face verification. Finally, Sect. 5 concludes the paper.

2 Proposed Static 3D Face Representation

The first step of our approach is to find a static representation for each frame
of the 3D face sequences. Let us consider a set of m face meshes {Fi}mi=1.
Each of them is represented by n vertices [f1, f2, . . . , fn] where fi denotes
the 3D coordinates of the vertex i. We assume that all the 3D face meshes
are cropped, have the same number of vertices, and each vertex from each
3D face mesh has its corresponding vertex in all the other meshes. A mean
face F̃ =

[
f̃1, f̃2, . . . , f̃n

]
can be computed by averaging the vertices over all

meshes. By stacking the vertices of all meshes in a row-wise fashion then sub-
tracting the mean shape, we obtain a data matrix F ∈ R

m×3n. Our goal is
to find a lower-dimensional representation for each 3D face mesh Fi. A widely
used technique for this purpose in 3D face analysis is that of shape morphable
model [4,5], which linearly encodes each 3D face with respect to a specific
basis as follows, Fi = F̃ +

∑K
j=1 wijdj , where wij ∈ R denotes the weight of

the face mesh Fi along the deformation vector dj ∈ R
3n with respect to the

mean shape F̃ . In order to identify the deformation vectors and weights related
to the data stacked in F (from which the mean shape was subtracted), one
should find an approximate matrix factorisation of the form F = WD, where
D = [d1; d2; . . . ; dK ] ∈ R

K×3n is the deformation matrix with respect to the
mean face F̃ and W = [(w11, · · · , w1K); . . . ; (wm1, · · · , wmK)] ∈ R

m×K is the
weight matrix. A common technique for solving this problem is through Princi-
pal Component Analysis (PCA). PCA results in deformation vectors that involve
all original variables allowing the deformation of every vertex in each deformation
vector dj . This makes the deformation vectors scattered and not able to iden-
tify the local deformations of the data. We are interested in finding the most
informative local regions of the face for face recognition under different expres-
sions, hence it is more advantageous to deal with spatially localised deformations.



Space-Time Triplet Loss Network for Dynamic 3D Face Verification 85

The authors in [14] proposed such a method called SPLOCs for estimating spa-
tially localised deformation components using a variant of Sparse PCA. In their
work, the deformation vectors dj are sparse (i.e., some vertices are not deform-
ing in some deformation vectors). The matrix factorization problem is seen as a
joint regularized minimization,

argmin
W,D

‖F − WD‖F + R(D) s.t. 0 ≤ Wi,j ≤ 1, (1)

where ‖.‖F denotes the Frobeinus norm and R(D) is a regularization term on
D inducing sparsity on it. For more details about the regularization term and
the optimization, readers are referred to [14]. In what follows, we represent each
3D face mesh Fi ∈ R

3n by its weights wi ∈ R
K , where K denotes the number of

deformation components.

3 Dynamic 3D Face Embedding

For temporal modeling of the 3D face sequences, we propose to represent them
using 2D arrays by stacking in a row-wise fashion the weights of each frame
of the sequence. By doing so, a 3D face sequence SF = [F1, F2, . . . , Fs] is rep-
resented by a single 2D array of size s × K that can be assimilated to a gray
scale image, I = [w11w12 . . . w1K ;w21w22 . . . w2K ; . . . ;ws1ws2 . . . wsK ], where s
denotes the number of frames of the sequence SF and K the number of deforma-
tion components. The representation of the 3D facial sequences with 2D arrays
(images) opens the gate to the use of standard Convolutional Neural Networks
(CNNs) which have achieved impressive performance in image-based face recog-
nition [6,15,19]. An example of these CNNs is given by the TL network [19]. This
network is formed by three CNN branches sharing the same weights as depicted
in Fig. 1; one branch takes as input an anchor array Iia, the second takes as input
a positive array example Ii+ (i.e., array of the same person with different facial
expression), and the last one takes as input a negative example Ii− (i.e., array of
a different person). The TL aims to find an embedding φ such that the distance
between positive pairs and a specific margin is smaller than the distance between
negative pairs. The loss function to be minimized can be formulated as,

L =
nT∑
i=1

max(‖φ(Iia) − φ(Ii+)‖2 − ‖φ(Iia) − φ(Ii−)‖2 + α, 0) , (2)

where nT is the number of possible array triplets in the training set and α > 0 is
a margin that is enforced between positive and negative pairs. We use the online
triplet selection method called batch hard introduced in [11] where only the
hardest positive and the hardest negative samples within the batch are selected.
By coupling the SPLOCs representation with the proposed TL network, it would
be possible to localise the relevant space-time patterns for face recognition in the
input 3D face sequences under different face expressions. This could be achieved
by projecting the Feature Maps of the TL network into attention maps on the



86 A. Kacem et al.

input images produced by SPLOCs as explained earlier. Such process has already
been studied in [20] on standard RGB images within an image retrieval context,
where it was possible to highlight the regions of input images that contribute
most to pairwise similarity in a similarity network. By doing so, we are able to
locate the frames and the local deformation components that make two different
facial expressions belong to the same person. In order to reconstruct the attention
maps from the images produced by SPLOCs to the 3D face sequences, we weight
the magnitudes of the deformation components by the attention values mapped
in SPLOCs images and plot these magnitudes as color maps on the vertices of
the 3D face frames.

4 Experimental Results

4.1 Dataset and Experimental Setup

To evaluate the proposed method, we use the BU4D dataset [22] which was
designed for dynamic facial expression recognition. It contains 606 dynamic 3D
face sequences collected from 101 subjects, each of them conveying the six basic
facial expressions (i.e., happiness, fear, anger, disgust, sadness, and surprise).
We use this dataset for face recognition purpose since we are interested in iden-
tifying the relevant patterns of facial expressions for face identity recognition.
All the 3D faces are cropped, aligned, and put in correspondences with respect
to universal template (e.g., mean face) using the fitting method of Li et al., [13].
Furthermore, we divide the dataset into two splits in a subject-independent man-
ner by randomly selecting half of the subjects for training, and the remaining
subjects for testing. This results in two folds; in one fold, 306 3D face sequences
are considered for training and 294 3D face sequences for testing, in the other
fold, the training set and the testing set are switched. In order to generate the
2D arrays (i.e., images) from the 3D face sequences as stated in Sect. 3, the
number of deformation components K and the number of frames s should be
fixed in advance. We found out that using PCA and SPLOCs, 28 components
were enough to keep � 98% of the variance of the data. Regarding the number of
frames, we selected 28 frames from each 3D face sequence by keeping one frame
and skipping three from each sequence. The same procedure was conducted on
each training sequence by shifting two frames for data augmentation. By doing
so, we derived two 2D images from each 3D face sequence, each of them is of size
28 × 28. The architecture of the network used for evaluation consists of three
blocks. The first two blocks have two convolutional layers followed by a max-
pooling layer and the third one is formed by a convolutional layer and two fully
connected layers. The dimension of the output is 64. We use the Adam optimizer
for optimization and a batch size of 64. The margin α defined in Eq. (2) is set
to 1.5.

4.2 Face Verification Results

The used evaluation criteria of the verification performance are, the Area
Under Curve (AUC) of the ROC curve, the Equal Error Rate (EER), and
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Table 1. Comparison of the obtained results with baseline methods.

Method AUC (%) EER (%) TAR@1%FAR (%)

Fold 1 Fold 2 Fold 1 Fold 2 Fold 1 Fold 2

PCA + DTW 76.45 79.32 31.3 27.56 28.75 32.58

SPLOCs + DTW 78.65 80.81 27.18 23.6 31.56 34.38

PCA + TL 94.58 93.83 13.34 15.62 61.5 58.76

SPLOCs + TL 97.3 98.54 8.9 5.97 67.56 73.97

the True Acceptance Rate (TAR) at a False Acceptance Rate (FAR) of 1%
(TAR@1%FAR). For more details about these metrics, readers are referred
to [17]. Note that we use the cosine similarity measure on the output embed-
ding vectors of the triplet loss network to compare and match face sequences.
Using the experimental settings explained in the previous section, the AUC on
first fold is 97.3% and is slightly better on the second fold reaching 98.54%.
The (TAR@1%FAR) for the first fold is 67.56% and 73.97% for the second fold.
Finally, we found an EER of 8.9% on the first fold and 5.97% on the second one.

Comparison with Baseline Methods: In Table 1, we compare our method
with representative baseline methods. Firstly, we compare the obtained results
with SPLOCs and Triplet Loss (TL) to those obtained using SPLOCs and
Dynamic Time Warping (DTW) [3]. When using DTW, the SPLOCs weights
are seen as time-series and not converted into 2D arrays, hence the triplet loss
embedding is discarded. It can be observed that in this case the performance
dramatically decreases on the two folds with � 20% in terms of AUC and EER,
and more than 30% in terms of TAR@1%FAR. This result shows the importance
of the triplet loss embedding. Second, we compare the performance of the face
encoding step using SPLOCs with that of PCA which result in global deforma-
tion components. It can be observed in Table 1 that PCA with DTW results in
lower performance than SPLOCs with DTW. Using triplet loss embedding on
the 3D face encoded using PCA, the performance highly increases but remains
lower than the one using SPLOCs. This could be explained by the fact that
spatially localised components describe better the deformation of the 3D faces
with respect to the mean face and result in more discriminative representations.
To the best of our knowledge, only [21] and [1] have reported face recognition
results on the BU4D dataset. In these works, the authors did not report face
verification results but reported the recognition accuracy. In order to compare
with these methods, we trained the TL network on Fold 1 then fine-tuned it on
Fold 2 using one expression per subject by adding a softmax layer and finally
tested it on the remaining expressions of Fold 2. The same procedure was con-
ducted after switching the two folds. Using this protocol, we obtained an average
accuracy of 96.82% compared to 84.13% obtained by [1] and 94.87% reported
in [21].
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Visualization of the Attention of TL Network: In Fig. 2, we show five
frames corresponding to four facial expressions picked from two different persons
of the BU4D dataset. The two first rows correspond to person A, while the last
two rows correspond to a different person B. Using the visualization method
explained in Sect. 3, each facial expression is compared to another different facial
expression of the same person and the resulting attention maps are mapped using
color maps on the 3D face frames. Here, a blue color means that the attention
value is small while the red color denotes a high attention value. Unsurprisingly,
a high attention is observed on the nose tip and the chin in almost all the cases.
This could be explained by the fact that these parts are generally not subject
to strong motions when conveying facial expressions. In the first column, we
compare for the two persons the happiness expression with the sadness expression
and vice versa. We can observe that the attention of the network is different from
person A to person B when comparing the same expressions. This suggests that
the captured patterns are not specific to facial expressions but are more linked to
the identity of the persons. We can also see this behavior in the second column of
Fig. 2, where we compare other facial expressions. On one hand, when comparing
disgust to surprise for person A, we can observe low attention values around the
eyebrows and the cheeks, which is similar to the comparison of happiness to
sadness for person A. On the other hand, high attention values can be observed
around the eyebrows and the upper corners of the mouth when comparing fear to
surprise for person B, again similarly to the comparison of happiness and sadness
for person B. Note that we did not consider two deformation components that
showed artifacts due to fitting issues.

Fig. 2. Visualization of the attention of the TL network on the 3D face deformations.
Best viewed in color. (Color figure online)
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5 Conclusions and Future Works

In this paper, we proposed a novel method for dynamic 3D face verification. The
3D faces were encoded into low-dimensional vectors with respect to spatially
localised deformation components using SPLOCs. They are then used to train a
triplet loss network with the aim of learning a metric for face verification. Thanks
to the localised deformation components and the triplet loss network, we were
able to locate common space-time patterns within different facial expressions of
the same person. The proposed method was evaluated on a publicly available
dataset and showed promising results. As future works, we will apply the pro-
posed method on a large-scale dataset which should be more suitable for training
the triplet loss network. We will also combine the localised space-time patterns
with an expression-invariant method for a more robust recognition system.
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AIDP - Artificial Intelligence for Digital
Pathology



Preface

Since the introduction of slide scanners around the year 2000, whole-slide imaging has
become increasingly common, so moving modern pathology practice toward a digital
workflow. Digital Pathology carries out multiple advantages, including ease of slides
and cases sharing, organization of archived digitized slides, and extraction of complex
data in a highly reproducible fashion via specialized software. The emergence of
Artificial Intelligence in health care, the reduced costs of digital data, and the avail-
ability of usable digital images are now in alignment to provide exciting solutions for
Digital Pathology with good accuracy for diagnosis and predic-tion of the disease. In
particular, Machine Learning and other Artificial Intelligence derived methods raised
for image feature extraction, segmentation, classification, recognition, and clinical
outcomes prediction, promise to provide pathologists with a number of useful tools not
only from a diagnostic perspective (reducing/eliminating inter- and intra-observer
variations in diagnosis), but also for research applications (understanding the biological
mechanisms of the disease process). However, Digital Pathology has yet to fully benefit
from the vast amount of infor-mation virtual slides carry out, since whole-slide images
show challenging difficulty to be processed in their entirety from a computational point
of view. With this mis-sion, the workshop was aimed at sharing the innovative ideas
and AI algorithms in the field Digital Pathology, which had potential to solve still open
problems, to enhance pathology workflows and to improve patient outcomes. In recent
years, the increase of AI algorithms for Digital Pathology has resulted in a growing
number of work-shops at the main conferences on related topics. The main goal of the
1st International Workshop on Artificial Intelligence for Digital Pathology (AIDP) was
to exploit and to discuss the state-of-the-art on the possible roles of AI for the Digital
Pathology workflow, the limits of current AI techniques and new possible uses of AI
methods that have not yet been explored. Even if, there al-ready were conferences
devoting attention to Digital Pathology, the AIDP workshop was mostly focused on the
profitable connection between AI and Digital Pathology.

The format of the workshop included a keynote followed by technical presenta-
tions. All submitted papers have undergone to a single blind reviewing process by at
least two referees with an acceptance rate of 55%. The review process focused on the
qual-ity of the papers, their scientific novelty and applicability to existing pathology
work-flow. The organizers would like to thank the speakers who participated in the 1st
AIDP workshop and the program committee whose members made the workshop
possible with their rigorous and timely review process.

The 1st International Workshop on Artificial Intelligence for Digital Pathology was
held in conjunction with the 25th International Conference on Pattern Recognition
(ICPR 2020). The workshop consisted in a half-day event. Even if originally planned to
be held in Milan (Italy), it has been turned to a virtual event because of SARS-CoV-2
pandemia. After the opening by the organizers, the professor Nasir Rajpoot given his
invited talk, in which he presented his research results on digital pathology. Sub-
sequently, six oral presentations have been held by the authors of the accepted papers
on the main rolling themes in digital pathology.



This workshop aimed to be an international forum where not only researchers, but
also companies have had the opportunity to share a common vision on the state of the
art in the field of Digital Pathology. In particular, AIDP have had a dual purpose. On
one hand, to explore the potential that AI techniques like Machine Learning had to
improve pathology workflows. On the other hand, to understand how research out-
comes can be exploited to foster international cooperation projects and to develop new
tools to make available to pathologists.
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Noise Robust Training of Segmentation
Model Using Knowledge Distillation

Geetank Raipuria, Saikiran Bonthu, and Nitin Singhal(B)

AIRA MATRIX Pvt. Ltd., Mumbai, India
{geetank.raipuria,saikiran.bonthu,nitin.singhal}@airamatrix.com

Abstract. Deep Neural Networks are susceptible to label noise, which
can lead to poor generalization. Degradation of labels in a Histopathol-
ogy segmentation dataset can be especially caused due to the large inter-
observer variability between expert annotators. Thus, obtaining a clean
dataset may not be feasible. We address this by using Knowledge Distil-
lation as a learned Label Smoothening Regularizer which has a denoising
effect when training on a noisy dataset. To show the effectiveness of our
approach, an evaluation is performed on the Gleason Challenge dataset
which has high discordance between expert pathologists. Based on the
reported experiments, we show that the distilled model achieves signifi-
cant performance gain when training on the noisy dataset.

Keywords: Label-noise · Segmentation · Knowledge distillation ·
Transfer learning

1 Introduction

Deep Learning has seen successful applications in numerous domains, includ-
ing histopathology. The superior performance of these complex models comes
with the expensive cost of precisely annotating a large-sized dataset. Specifi-
cally, histopathology data is required to be annotated by expert pathologists
with numerous years of experience in the domain. However, even when anno-
tated by experts, the process is complex due to factors including complex cell
morphology, intra-class and inter-observer variability. A common issue occurs
with tissues with similar morphology that may get incorrectly annotated due to
a difference in expert opinion as well as human error. Inevitably, this leads to
corrupted annotations, especially for the segmentation which requires pixel-level
labels.

Deep learning models can learn corrupted labels in the data, infact deep learn-
ing models have shown to have sufficient capacity to memorize entire datasets
including random noise [1,2], leading to poor generalization. Furthermore, in
histopathology, tissue classes often have small inter-class variance, making deep
learning models even more susceptible to noise. This can lead to errors in the
diagnostic decision and impact patient care. To improve the model performance,
it is important to explore techniques that make them robust to data noise.
c© Springer Nature Switzerland AG 2021
A. Del Bimbo et al. (Eds.): ICPR 2020 Workshops, LNCS 12661, pp. 97–104, 2021.
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Label Smoothing Regularizer (LSR) has been shown to have a denoising effect
when training with corrupted labels [3], for object recognition task. This results
in a significant improvement in model performance. Furthermore, [4] demon-
strated that Knowledge Distillation (KD) [5] at high temperatures, which acts
as a learned LSR, achieves higher performance when training a student model
and is a better choice for model regularisation. We leverage these findings and
use KD as a learned LSR to improve model performance on a noisy segmentation
dataset.

We compare the performance of segmentation models trained with and with-
out distillation using a noisy dataset. Unlike the typical distillation setup for
model compression, our student model is a cumbersome network with a small
(Reverse-KD) or same network (Self-KD) as the teacher. Based on the experi-
ments, we show that distillation substantially improves the performance of the
model using both Reverse as well as Self KD, Reverse-KD performing marginally
better.

The contributions of this paper are as follows:

1. We use knowledge distillation for training a segmentation model on a noisy
dataset and achieve significant performance gain.

2. We show that Reverse-KD and Self-KD are effective in improving the perfor-
mance of a cumbersome model under noisy data.

2 Related Work

2.1 Noise Robust Training

Label noise in deep learning is a long-existing problem. A common approach
is to treat noisy samples differently from cleaner samples. This can be done by
reweighing the corrupted samples. [6] uses a meta-learning algorithm to assign
weights to samples in a mini-batch using their gradient directions. [7] itera-
tively learns noisy labels and discriminative features in a closed-loop, reweighing
the noisy samples. [8] uses a mentor network in a curriculum learning setup to
reweigh data samples for training a student network. [9] uses two concurrent
models that cross-trained by selectively feeding data to each other based on the
loss function. These are different from the proposed distillation approach as we
do not try to reweigh the samples rather smoothen the labels.

Another direction of work assumes having a small clean dataset in addition
to a larger noisy dataset. [10] distills knowledge learned from the clean dataset to
facilitate learning from a larger noisy dataset, guided by a knowledge graph. [11]
also uses a small clean dataset to relabel noisy data under a meta-reweighting
framework. However, in histopathology, noise is prevalent in the entire dataset
due to the nature of the data and annotation process. It is thus difficult to obtain
a cleaner set of data.

Adapting a loss function to improve generalization on a noisy dataset has
also been explored. [12] showed that the mean absolute value of error (MAE
loss), l1 norm between prediction and labels, is robust to data noise. However,
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MAE leads to increased training time and reduced accuracy [13]. [14] used a
combination of dice coefficient loss and MAE loss to improve performance on a
noisy dataset.

2.2 Knowledge Distillation

Knowledge Distillation (KD) is an effective way to transfer knowledge from an
ensemble or a large model into a smaller compressed model [5,15]. Distillation
works by providing additional supervision to the student model from the teacher
model. The supervision signal from the teacher helps the student model mimic
the behavior of the teacher model. KD has been effective for semantic segmen-
tation tasks [16,17] as well, to obtain a compressed efficient model.

Recent work [4] has shown in addition to transferring knowledge, KD acts as a
learned LSR by regularization of soft targets. Specifically, KD is a special case of
LSR such that the smoothening distribution is learned rather than being uniform
and predefined like in LSR. At higher temperatures, the distribution of the
teacher’s soft targets is similar to the uniform targets of LSR. Furthermore, [18]
has empirically shown KD is effective in improving learning under label noise
for image classification tasks. We exploit this relation between KD and LSR to
train a student model with noisy data, to achieve better generalization.

3 Method

We apply the KD technique to train a model using a noisy dataset. The teacher
model would provide learned Label Smoothening Regularization, which would
result in a denoising effect during the training of the student model.

The training setup consists of a student network and a teacher network.
In addition to multiclass cross-entropy loss, the student model is trained with
supervision from the teacher model such that the student model learns to mimic
the output class probabilities of the teacher. Following [5], we use Kullback–
Leibler (KL) divergence between the output class probabilities of teacher and
student models as the supervisory signal.

LKL =
1

wh

∑
KL(pSi ||pTi ), (1)

where w×h is the feature map size, pSi and pTi are the pixel class probabilities
of the student and teacher models.

The class probabilities are calculated using softmax function, given by the
following equation

pi =
exp(zi/τ)∑
exp(zi/τ)

(2)

where zi are class logits and τ is the temperature. Higher value of τ smoothens
the class probability distribution.
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The combined loss function for training is given by

L = LCE(S) + λLKL(S, T ) (3)

where LCE is the cross-entropy loss and λ is the parameter to weight the two
loss components.

Typically, KD is used for distilling knowledge from a large cumbersome model
to a smaller compressed model. However, such a setup is not suitable for this
work, as we intend to improve the performance of an existing cumbersome model.
Recently, [4] has shown a student model to effectively improve performance when
distilling knowledge from a teacher with the same architecture or even a smaller
teacher model. We follow this to train a state-of-the-art segmentation model
under Self-KD and Reverse-KD settings. We compare the performance of both
these distillation settings with the model trained without distillation on a noisy
dataset. Details of the teacher-student models are provided in Sect. 4.2.

4 Experiments

4.1 Datasets

Fig. 1. Gleason TMA Annotations by six pathologist showing high discordance.

The dataset consists of 244 H&E stained Tissue Micro Array (TMA) images,
collected from the Gleason 2019 MICCAI challenge [19]. The challenge dataset
aims to classify prostate TMA cores as one of the four classes - benign, grade
3, 4, and 5 Gleason patterns. Six expert pathologists independently reviewed
the images and provided pixel-level annotations. Importantly, annotations of all
six are provided along with the TMA images, to be used for training prediction
models.

However, there is high discordance in pixel-level annotations between six
pathologists, a sample annotation by six pathologists can be seen in Fig. 1. There
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Fig. 2. Comparison of methods for combining expert annotations, left: majority voting
annotation, right: STAPLE annotation

is not only disagreement between pathologists on marking the boundaries of
the class, but also on the presence of a class in the image itself. Furthermore,
erroneous categorization between Gleason patterns 4 and 5 is a common problem
in Prostate Gleason studies [20].

The annotations by the pathologists can be combined using two approaches,
majority voting and STAPLE algorithm based label fusion approach [21]. Major-
ity voting simply uses the most common annotation for each pixel, whereas
STAPLE uses the expectation-maximization algorithm to compute a probabilis-
tic estimate of the ground truth segmentation using a collection of annotations
from 6 pathologists. Figure 2 shows the ground truth annotation obtained using
both these approaches. Using either of these methods leads to corrupted labels
that are difficult to denoise.

We divide the dataset into 172 training images and 72 validation images
and apply the STAPLE algorithm based label fusion approach to effectively
generate ground truth annotations from 6 different pathologists. For training
the deep learning model, patches of size 1024× 1024 pixels were extracted from
(5120× 5120) TMA core images .

4.2 Implementation Details

We use DeepLabV3+ [22] with ResNet-101 [23] backbone as our student model.
Under self-distillation (Self-KD), the same model architecture is first trained
independently and then used to provide supervision to the student model.
Whereas, in the case of reverse-KD, we use a ResNet-101 encoder appended
with a 1× 1 convolution for pixel classification - teachersimple as teacher model,
Also, in teachersimple, instead of using max-pooling, dilated convolution is used
in the last two ResNet blocks. In both setups, the teacher model is trained using
cross-entropy loss.

Both the student and teacher models were trained using SGD, with cosine
learning rate decay and an initial learning rate of 0.007. The models are trained
with a batch size of 8, with an input image dimension of 1024× 1024. The models
are trained for 75 epochs. We find λ = 2 works well and balances the contribution
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of the two components of the student training. The temperature (τ) value of 5
was found to be the most effective for distillation.

The code was implemented in PyTorch, and the models are trained on a
Nvidia V100 GPU.

4.3 Evaluation

To we evaluate the performance of KD loss we compare the distilled model
with models trained on baseline Cross Entropy (CE) loss, Dice loss and Noise
Reducing Dice Loss (NR-Dice)[14]. Table 1 shows the evaluation results.

Table 1. Dice score on Gleason validation dataset

Background Begnin Grade 3 Grade 4 Grade 5 Mean

CE 92.04 83.14 78.26 76.62 56.37 77.29

Dice 92.10 83.59 78.93 76.88 58.44 77.98

NR-Dice 91.96 83.46 79.76 76.95 60.56 78.53

Self-KD 90.26 82.03 79.52 77.03 73.23 80.41

Reverse-KD 90.61 82.29 80.30 76.94 72.76 80.58

CE loss tends to fit noisy data as it focuses on low probability examples
which includes incorrectly classified noise labels. Similarly, Dice loss focuses on
non overlapping region between prediction and (noisy) ground truth making it
sensitive to noise. Dice loss obtains slightly better results than CE Loss due to
its robustness in dealing with imbalance in class distribution.

On the other hand, MAE loss calculates the absolute difference in probability
between the prediction and the ground truth. This allows it to treat all examples
more equally, making it more robust to data noise. NR-DICE combines both Dice
loss and MAE, resulting in improved model performance than CE loss as well
as Dice loss.

KD loss captures the information loss between the ground truth and the
predicted probability distribution at raised temperatures. Using higher temper-
atures causes the probabilities to smoothen out and reduces the emphasis on
a single class. This benefits generalization when training on noisy datasets as
the importance of the incorrect ground truth class is relatively reduced. Both
the distillation setups - Self-KD and Reverse-KD outperform the models trained
without KD loss, which shows its effectiveness.

It is interesting to see that Grade 4 and 5 especially show improvement as
the model improves robustness to noise. This can be explained by the fact that
label noise is known to be higher between the three grades compared to benign
vs cancerous [24], also ground truth miscategorization between Gleason patterns
of Grade 4 and 5 is common [20]. As a result, the noise robustness benefits Grade
4 and 5 classes more than Benign and Grade 3 classes.
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5 Conclusion

In this paper, we show the effectiveness of using knowledge distillation in improv-
ing the performance of a state-of-the-art segmentation model when training with
noisy data. Knowledge distillation acts as a learned label smoothening regularizer
to provide a denoising effect on training, which allows for better generalization
of the model. Furthermore, to train a cumbersome state-of-the-art model we use
self-distillation and reverse-distillation. We evaluate our proposed approach on
the Gleason Challenge dataset. Using both distillation setups, the model achieves
better performance than the model trained without distillation.
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Abstract. Training classification models in the medical domain is often
difficult due to data heterogeneity (related to acquisition procedures) and
due to the difficulty of getting sufficient amounts of annotations from spe-
cialized experts. It is particularly true in digital pathology, where models
do not generalize easily. This paper presents a novel approach for the gen-
eralization of models in conditions where heterogeneity is high and anno-
tations are few. The approach relies on a semi-supervised teacher/student
paradigm to different datasets and annotations. The paradigm combines
a small amount of strongly-annotated data, with a large amount of unla-
beled data, for training two Convolutional Neural Networks (CNN): the
teacher and the student model. The teacher model is trained with strong
labels and used to generate pseudo-labeled samples from the unlabeled
data. The student model is trained combining the pseudo-labeled samples
and a small amount of strongly-annotated data. The paradigm is evalu-
ated on the student model performance of Gleason pattern and Gleason
score classification in prostate cancer images and compared with a fully-
supervised learning approach for training the student model. In order
to evaluate the capability of the approach to generalize, the datasets
used are highly heterogeneous in visual characteristics and are collected
from two different medical institutions. The models, trained with the
teacher/student paradigm, show an improvement in performance above
the fully-supervised training. The models generalize better on both the
datasets, despite the inter-datasets heterogeneity, alleviating the overfit-
ting. The classification performance shows an improvement both in the
classification of Gleason pattern at patch level (κ = 0.6129 ± 0.0127
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from κ = 0.5608 ± 0.0308) and at in Gleason score classification, evalu-
ated at WSI-level κ = 0.4477 ± 0.0460 from κ = 0.2814 ± 0.1312).

Keywords: Digital pathology · Deep learning · Semi-supervision ·
Prostate cancer

1 Introduction

The lack of large datasets with local annotations and the highly-heterogeneous
data represents a critical challenge for developing machine learning algorithms
that generalize well in the digital pathology domain [8], despite the increas-
ing amount of datasets available with repositories such as TCGA (The Cancer
Genome Atlas).

Machine learning algorithms, particularly Convolutional Neural Networks
(CNNs), are the state-of-the-art for analyzing digital pathology images [23,35]
(such as whole slide images, WSIs, or tissue-micro-arrays, TMAs). CNN models
usually require large datasets with local annotations to train robust models [17]
that generalize well to unseen data [6]. The annotation of digital pathology
images is a time-consuming and expensive process that requires medical experts,
such as the pathologists. Therefore, only a small amount among the publicly
available datasets is locally annotated, e.g. the Camelyon dataset [22].

Despite the small amount of datasets that are locally annotated, an increas-
ing number of histopathological images datasets is available, e.g. The Cancer
Genome Atlas (TCGA)1. Most of these datasets come without local annotations
(strong annotations) of the region of interest for the diagnosis. Some of these
datasets are released with medical reports and some are unlabeled. The reports
include the final diagnosis, among other information, that can instead be used
as weak annotations for digital pathology images.

The amount of strongly-annotated data is much smaller than the unlabeled
and weakly-annotated data. This fact constitutes a challenge for training super-
vised CNN models in a fully-supervised fashion. Furthermore, histopathological
images that come from different sources are highly-heterogeneous, as a conse-
quence of the acquisition procedures applied to the samples. Hematoxylin and
eosin (H&E) represent the golden standard for staining the samples within a
WSI [10]. Although H&E is a standard, their preparation procedures are not
fully standardized, often leading to inter-dataset heterogeneity [19,37]. This het-
erogeneity leads to models that are more prone to overfit, compared with mod-
els trained in conditions where the inter-dataset heterogeneity is not present.
Therefore, many CNN models, trained to analyze histopathological images, face
a decrease in their performance when they are tested on data originated from a
different source, as shown in previous works [32,33].

Despite the lack of large datasets that are locally annotated and the highly-
heterogeneous data, new methods were proposed recently for training the models
1 https://www.cancer.gov/about-nci/organization/ccg/research/structural-

genomics/tcga. Retrieved 9th of March, 2020.

https://www.cancer.gov/about-nci/organization/ccg/research/structural-genomics/tcga
https://www.cancer.gov/about-nci/organization/ccg/research/structural-genomics/tcga
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with small datasets of local annotations, showing partial success, such as semi-
supervised learning [3,11,14,20,21,24,26,28,31,38], active learning [27,29,30,39]
and weakly supervised learning [1,4,6,18,25,32,36]. This paper represents a nov-
elty in a domain where there is a lack of large datasets with local annotations
and the data are highly heterogeneous. The semi-supervised teacher/student
paradigm [13,20,31,32] is applied to the digital pathology task of prostate can-
cer classification, using two datasets.

Table 1. State-of-the-art works for Gleason patterns and Gleason scoring deep learning
models. In Classes column, GP = Gleason patterns, GS = Gleason score, Low risk GS
= GS6 and GS7, High risk GS = GS8, GS9, GS10.

Reference Classes Results Dataset Annotations

Arvaniti [2] Benign, GP3, GP4, GP5 κ = 0.53 886 TMAs Strong

Ström [32] GP1, GP2, GP3, GP4, GP5 κ = 0.67 6682 WSIs Strong

Ström [32] Benign vs cancer AOC = 0.99 6682 WSIs Strong

This work Benign, GP3, GP4, GP5 κ = 0.61 886 TMAs Strong

301 WSIs Weak

Arvaniti [2] GS6, GS7, GS8, GS9, GS10 κ = 0.75 886 TMAs Strong

Arvaniti [1] GS6, GS7, GS8, GS9, GS10 AUC = 0.88 886 TMAs Strong

447 WSIs Weak

Jimenez-del-Toro [36] Low risk vs high risk ACC = 0.78 235 WSIs Weak

Otálora [25] GS6, GS7, GS8, GS9, GS10 κ = 0.44 341 WSIs Weak

Bulten [4] GS6, GS7, GS8, GS9, GS10 κ = 0.72 1243 WSIs Strong

Weak

Campanella [6] Benign vs cancer AUC = 0.98 24859 WSIs Weak

This work GS6, GS7, GS8, GS9, GS10 κ = 0.44 886 TMAs Strong

301 WSIs Weak

Prostate cancer (PCa) is the fourth most frequent cancer in the entire human
population2. Prostate cancer is diagnosed using the Gleason grading system,
which is based on two steps: first, the identification of Gleason patterns, second
the computation of the Gleason Score. The identification of Gleason patterns is
made to estimate the aggressiveness of cancer. The tissue structures in a sample
are distinguished in different Gleason patterns, according to their cell abnor-
mality and their gland deformation. The Gleason patterns range from 1 to 5.
According to the guidelines described by the Union for International Cancer
Control and the World Health Organization/International Society of Urological
Pathology, the Gleason score is computed by evaluating the most diffused pri-
mary and secondary patterns. Typically, malignant prostate cancer has a Glea-
son score ranged from 6 to 10. The recent advancements in the digital pathology
cancer prostate classification task are summarized in the Table 1.

2 https://www.wcrf.org/dietandcancer/cancer-trends/worldwide-cancer-data.
Retrieved 16th of March, 2020.

https://www.wcrf.org/dietandcancer/cancer-trends/worldwide-cancer-data
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In this paper, two highly-heterogeneous datasets are used for training the
models: a small strongly-labeled dataset with pixel-wise annotations and a large
unlabeled dataset of whole slide images. The strongly-annotated dataset is the
Tissue Micro-Arrays Zurich dataset (TMAZ). The non locally annotated dataset
is a cohort of The Cancer Genome Atlas PRostate ADenocarcinoma (TCGA-
PRAD).

The approach proposed follows the teacher/student paradigm and consists of
two models: a high-capacity model, called teacher model, and a smaller model,
called the student model. The teacher model generates pseudo-labeled examples
from the unlabeled data. The student model is trained combining the pseudo-
labeled examples and the strongly-annotated data.

The teacher and the student models are implemented using large pre-trained
models and following the paradigm constraints. The teacher model must be a
high-capacity model, while the student model must be efficient at test time. The
teacher model is a high-capacity ResNexT based model (22 million of param-
eters), pre-trained with a dataset of one billion natural images retrieved from
Instagram [38]. The model is trained with the strongly-annotated data and it
creates the pseudo-labeled examples annotating the unlabeled data. The stu-
dent model is a DenseNet121, pre-trained with ImageNet weights. The student
architecture is a small model, compared with the model used for implement-
ing the teacher. The model is trained first with the pseudo-labeled data and
then fine-tuned with the strongly-annotated data. The models’ performance
is compared with the fully-supervised learning of the student model, consid-
ered as the baseline. The teacher/student paradigm, as shown in the experi-
mental results, performs better than the fully-supervised CNN (trained only
with strongly-annotated data), both at the Gleason pattern level and at the
Gleason score level. The approach allows leveraging large unlabeled datasets
as a source of supervision for training CNN models in digital pathology. This
work is included in a bigger study on semi-supervised and semi-weakly super-
vised learning approaches, partly presented in Otálora et al. [26]. The difference
between the approaches regards the steps included in order to train the teacher
model: while the semi-weakly supervised learning approach previously described
includes additional training components based on weak labels from the WSI, the
semi-supervised approach described in this paper does not use any labels from
the WSI dataset.

2 Methods

2.1 Datasets

Two open-access datasets are adopted for the evaluation of the teacher/student
paradigm. They are highly heterogeneous, which makes them similar to real clin-
ical classification problems, and they are pre-processed with the same approach.
In both datasets, the images are pre-processed dividing them into patches and
removing the background regions. The images are divided into tiles of 750 ×
750 pixels, and then they are resized to 224 × 224 pixels to fit as input to the
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Fig. 1. Overview of the teacher/student training model. In step one, the teacher is
trained with strongly-annotated data. In step two, the teacher predicts the class prob-
abilities for the unlabeled data. In step three, the samples with the highest probabilities
are selected (pseudo-labeled data). In step four, the student model is trained using the
pseudo-labeled data. In step five, the student model is trained using the strongly-
annotated data.

chosen networks. Only the patches extracted from tissue regions are selected
(background regions are non-informative). The HistoQC tool [16] is used for
generating tissue masks of the images that come without local annotations so
that only patches that include tissue are extracted. The two datasets are the
tissue microarray dataset (TMAZ) released by Arvanity et al. [2] and a cohort
of the TCGA-PRAD dataset3. The TMAZ includes 886 prostate TMA core
images with pixel-wise annotations, made by pathologists. Each TMA core has
a size of 31002 pixels, scanned at 40x resolution (0.23 microns per pixel). The
arrays are scanned at the same medical center, the University Hospital of Zurich
(NanoZoomer-XR Digital slide scanner, Hamamatsu). The TMAZ includes four
classes: benign, Gleason pattern 3, Gleason pattern 4, Gleason pattern 5. It
is split into three partitions: the training partition is composed of 508 cores,
the validation partition is composed of 133 cores, and the test partition of 245
cores. The partitions of the dataset are shown in the left part of Table 2. From
each TMAZ core, 30 patches are randomly extracted. The number of patches
to extract is chosen considering the trade-off between the patch size and the
whole tissue covered within the TMA. The number of patches for each class is
summarized in Table 3.

TCGA-PRAD4 is a data repository including up to 490 tissue slides of dig-
itized prostactectomies (made up of 100′0002 pixels), preserved with paraffin
embeddings or frozen tissues, with no pixel-wise annotations. The cohort of
3 https://www.cancer.gov/about-nci/organization/ccg/research/structural-

genomics/tcga. Retrieved 9th of March, 2020.
4 https://portal.gdc.cancer.gov/projects/TCGA-PRAD. Retrieved March 1, 2020.

https://www.cancer.gov/about-nci/organization/ccg/research/structural-genomics/tcga
https://www.cancer.gov/about-nci/organization/ccg/research/structural-genomics/tcga
https://portal.gdc.cancer.gov/projects/TCGA-PRAD
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Table 2. Number of TMA cores in the TMAZ dataset (left) and WSIs in the TCGA-
PRAD dataset (right) for each Gleason score.

Class/Partition Train Valid Test Total class

Benign 61; – 42; – 12 ; – 115; –

GS6 158; 13 35; 20 79; 5 272; 38

GS7: 3 + 4 47; 42 14; 10 28; 6 89; 58

GS7: 4 + 3 18; 30 11; 14 23; 11 52; 55

GS8 119; 37 15; 12 84; 13 218; 62

GS9& GS10 105; 49 16; 28 19; 11 140; 88

Total 508; 171 133; 84 245; 46 886; 301

Table 3. Number of patches for each Gleason pattern in the TMAZ dataset.

Class/Partition Training Validation Test

Benign 1830 1260 127

GP3 5992 1352 1602

GP4 4472 831 2121

GP5 2766 457 387

Total 15060 3900 4237

the TCGA-PRAD dataset used in this work includes only 301 WSIs from the
original dataset, preserved only with paraffin embeddings sections. The WSIs
come without pixel-wise annotations and are paired with their primary and sec-
ondary Gleason pattern within the corresponding pathology report. The WSIs
in the cohort are collected from 20 medical centers. This large number of medi-
cal centers leads to a highly heterogeneous WSIs. The dataset is split into three
partitions (as shown in the right part of Table 2): the training set is composed of
171 WSIs, the validation set composed of 84 WSI, and the test set composed of
46 WSIs. In this paper, the TCGA-PRAD patches are annotated with pseudo-
labels by the teacher model. It predicts a probability vector for each of the
patches within the WSIs. The probability vectors are sorted in descending order
by the class probabilities and the top-ranked K patches are selected. Different
values of K are tested for the training partitions of pseudo-labeled data. They
vary between 1000 and 10’000 patches per class and they are explored increasing
the value of 1000 patches per class, between two consecutive K values. Therefore
1000 patches per class are included in the first subset and 2000 per class in the
second one. The validation and test partition include both 8000 patches (2000
samples for each class).
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2.2 Teacher/Student Paradigm

The presented semi-supervised learning approach is a pipeline based on
teacher/student paradigm [13,20]. Figure 1 shows an overview of the train-
ing schema. The paradigm includes two distinct CNNs, called respectively the
teacher model and the student model. The teacher model is a high-capacity neu-
ral network, trained to annotate pseudo-labeled examples from the unlabeled
data. The pseudo-labels are the labels predicted by a model, in this case, the
teacher model [20]. They are assigned considering the prediction vector and
selecting the class with the maximum predicted probability. The pseudo-labels
do not come from experts, therefore some of them match with the correct class
(relevant labels) and some of them do not (noisy labels) [14,38]. Noisy labels can
compromise the learning process [14]. The choice to use high-capacity models
permits to better separate noisy labels from relevant labels [14]. Furthermore,
high-capacity models can better leverage a large amount of data [38]. The teacher
model annotates unlabeled data with pseudo-labels that are used for training the
student model. The annotation process is made predicting the class probabili-
ties of unlabeled data [20]. The relevant samples are labeled with the highest
probabilities for separating them from noisy examples. The student model is a
smaller (compared to the teacher) neural network, trained using a combination of
pseudo-labeled and strongly-annotated data. The choice to use a smaller network
is made so that the model can be highly efficient at test time, but guaranteeing
performance comparable to the teacher [12].

The training schema is composed of a pipeline of operations that are sum-
marized here:

1. train the teacher with strongly-annotated data;
2. predict pseudo-labeled data;
3. select pseudo-labeled data;
4. train the student with pseudo-labeled data;
5. fine-tune the student with strongly-annotated data.

In the first step of the training schema, the teacher model is trained with
strongly-annotated data. Thus, it learns how to select relevant examples from
the unlabeled data. In the second step, the teacher annotates unseen data, gen-
erating a prediction vector of the class probabilities from a softmax layer. In
the third step, the teacher selects the pseudo-labeled samples to present to the
student model. The samples selected are the ones with the highest probability
of belonging to a class. The vectors are sorted in descending order by the class
probability. K samples per class are selected from the highest-ranked ones [38].
In this step, it is essential to minimize the number of noisy samples selected [14].
Therefore, the right K value must be selected. However, this value is not possible
to be identified a priori. In the fourth step, the student model is trained using
the pseudo-labeled data. In this step, it is possible to explore different K values.
Therefore, the model is trained with different subsets of pseudo-labeled data,
each one including a different number of pseudo-labels per class. Among these
models, the one that shows the best performance is the one trained with the
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subset with fewer noisy labels. Indeed, this subset includes the smallest number
of noisy labels, compared with the others. In the fifth step, the student model is
fine-tuned using the strongly-annotated data. The learning paradigm is tested
on the student model. The model is tested in two different steps of the pipeline
and it is compared with fully-supervised learning approach. Firstly, it is tested
after the training with only the pseudo-labeled data (Fig. 1, step 4). Secondly,
it is tested after the training with the pseudo-labeled and the fine-tuning with
the strongly annotated data (Fig. 1, step 5). In the fully-supervised learning
approach, the student model is trained only with strongly-annotated data.

2.3 Implementation

The teacher model is Resnext50 32x4d, while the student model is
DenseNet121 [15]. Both networks are implemented in PyTorch (version 1.1.0)
and trained on the Cartesius cluster infrastructure, provided by the SURFsara
HPC (High-Performance Computing) centre5, using Tesla K40m GPUs. Both
the architectures are trained with the same strategy to set the hyperparameters.
In order to avoid overfitting, class-wise data augmentation is applied during the
training, with a probabilistic rate. The strategy for training the models regards
the hyperparameters of the network, the weights used for initializing the mod-
els and the replacement of the last layer. Both models are trained ten different
times, in order to avoid the non-deterministic effects caused by the stochastic
gradient descent and the data augmentation pipeline. The average and standard
deviation of the models are reported. The teacher model used for annotating
the unlabeled data is the one that shows the best performance in the TMAZ
validation set among the ten repetitions. The student model, selected to be fine-
tuned with strongly annotated data, is the one that shows the best performance
on the TMAZ validation set among the ten repetitions. Each of these training
repetitions is trained for 15 epochs with a batch size of 32 samples. The hyper-
parameters adopted are the same for both models: they are optimized using
Adam optimizer with a learning rate of 0.001 and a decay rate of 10−6. Both
the models are initialized with pre-trained weights. The teacher model has the
initialized weights pre-trained with the YFCC100M dataset [34], which includes
almost 1 billion Instagram images [38]. The student model has the initialized
weights pre-trained with ImageNet images [9]. In both models, the architecture
is changed for adapting the problem to the number of classes. The last layer of
the original network architecture (1000 nodes) is changed with a new dense layer
of four nodes (the number of classes in this classification problem). A class-wise
data augmentation (CWDA) solution is applied during the training phase of the
CNNs. The class-wise data augmentation consists of three operations, applied in
order to avoid overfitting. The operations of the pipeline are rotation, flipping
and colour augmentation, implemented with the Albumentations open-source
library [5]. They are applied to the training images with a probability of 0.5 on
each batch. The unbalanced distribution of the classes, combined with the small

5 https://userinfo.surfsara.nl/systems/hpc-cloud. Retrieved 7th of February, 2020.

https://userinfo.surfsara.nl/systems/hpc-cloud
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amount of data, can lead to overfitting. Class-wise data augmentation (CWDA)
is applied to reduce the effect of unbalanced classes on training. It is implemented
by the GitHub open access repository of Ufoyn6.

3 Results

The models trained with the teacher/student paradigm perform better than
the one trained with the fully-supervised training. The performance is evalu-
ated with the weighted Cohen κ-score. The models are trained to classify the
Gleason patterns and the Gleason score of histopathological image patches. The
Gleason patterns are evaluated on images with annotations manually made by
a pathologist, while the Gleason score on the diagnosis included in the medical
report. The performance is evaluated on the student model and compared with
a fully-supervised learning approach.

Fig. 2. Results of the student model average performance, trained with the semi-
supervised approach, evaluated at the patch level, using the TMAZ test set. They
are measured by the κ-score as a function of the amount of pseudo-labeled data used
to train the student model.

The performance is measured by the weighted Cohen κ-score as a function
of the amount of pseudo-labeled examples (per class) used for training the stu-
dent model. The weighted Cohen κ-score is a metric for measuring agreement
between raters. The quadratically weighted κ is adopted for penalizing stronger
6 https://github.com/ufoym/imbalanced-dataset-sampler. Retrieved 6th of February,

2020.

https://github.com/ufoym/imbalanced-dataset-sampler
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Fig. 3. Results of the student model average performance, trained with the semi-
supervised approach, evaluated at the WSI level, using the TCGA-PRAD test set.
They are measured by the κ-score as a function of the amount of pseudo-labeled data
used to train the student model.

predictions far from their real class. The Gleason score classification is evaluated
at the WSI level, while Gleason pattern classification is evaluated at the patch-
level. The Gleason score is measured by the aggregation of Gleason patterns at
the patch level, using a majority voting system and the rules of the American
Urology Association7. In this paper, the majority voting system is applied only
on 1000 patches per WSI, selected with the Blue-ratio technique [7]. Blue-ratio
permits to avoid the extraction of patches with a small number of nuclei, such as
the ones that contain stroma or fat. The student models are tested also using the
Wilcoxon Rank-Sum test, in order to determine if they have the same probabilis-
tic distribution (null hypothesis) of the models trained with the fully-supervised
approach. The null hypothesis is tested positive when the p-value > 0.05, while
it is tested negative when the p-value < 0.05. Figures 2 and 3 show the perfor-
mance of the training/student semi-supervised paradigm. In both figures, three
curves are present. The blue curve represents the performance measured after
training the student model with pseudo-labeled data. The green curve repre-
sents the performance measured after training the model with pseudo-labeled
data and then fine-tuning it with strongly-annotated data. The dashed black
line represents the performance of the fully-supervised training of the student

7 https://www.auanet.org/education/auauniversity/education-products-and-
resources/pathology-for-urologists/prostate/adenocarcinoma/prostatic-
adenocarcinoma-gleason-grading-(modified-grading-by-isup). Retrieved 5th of
February, 2020.

https://www.auanet.org/education/auauniversity/education-products-and-resources/pathology-for-urologists/prostate/adenocarcinoma/prostatic-adenocarcinoma-gleason-grading-(modified-grading-by-isup)
https://www.auanet.org/education/auauniversity/education-products-and-resources/pathology-for-urologists/prostate/adenocarcinoma/prostatic-adenocarcinoma-gleason-grading-(modified-grading-by-isup)
https://www.auanet.org/education/auauniversity/education-products-and-resources/pathology-for-urologists/prostate/adenocarcinoma/prostatic-adenocarcinoma-gleason-grading-(modified-grading-by-isup)
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model. The classification performance of Gleason patterns in the TMAZ dataset
is presented in Fig. 2, while the classification performance of Gleason scores in
TCGA-PRAD is presented in Fig. 3. In Fig. 2, the performance is measured on
the TMAZ test set at the patch level. The baseline models (student model trained
only with strongly–annotated data) reached a κ = 0.5608 ± 0.0308. Each curve
has a peak value since the curves are not monotonically increasing. The perfor-
mance of the student model trained only with pseudo-labeled data (blue curve)
is below the baseline, for each one of the amounts of samples per class tested.
The peak value is κ = 0.4434 ± 0.0547, reached with the pseudo-labeled train-
ing partition with 9000 patches pseudo-labeled per class. The performance of
the student model trained with pseudo-labeled and fine-tuned with strongly-
annotated data (green curve) exceeds the baseline, for each one of the amounts
of pseudo-labeled data tested. The peak value is κ = 0.6129 ± 0.0127, reached
with the pseudo-labeled training partition with 8000 patches pseudo-labeled per
class. Therefore, the model trained with pseudo-labeled and fine-tuned with
strongly-annotated data exceeds the baseline by 0.052 in κ. The improvement
obtained is statistically significant (p-value = 0.005 for the peak value). In Fig. 3,
the performance is measured on the TCGA-PRAD test set at the WSI level.
The baseline models (student model trained only with strongly–annotated data)
reached a κ = 0.2814 ± 0.1312. Each curve has a peak value since the curves
are not monotonically increasing. The performance of the student model trained
only with pseudo-labeled data (blue curve) exceeds the baseline, for each one
of the amounts of pseudo-labeled data tested. The peak value is κ = 0.4478 ±
0.0460, reached with the pseudo-labeled training partition with 6000 patches
pseudo-labeled per class. The improvement obtained is statistically significant
(p-value = 0.012 for the peak value). The lowest performance exceeds the base-
line by 0.09 in κ, where the model is trained with 5000 pseudo-labeled samples
per class. The performance of the student model trained with pseudo-labeled
and fine-tuned with strongly-annotated data (green curve) exceeds the baseline,
only for a range (from 5000 to 8000) of pseudo-labeled samples per class tested.
The peak value is κ = 0.3438 ± 0.0924, reached with the pseudo-labeled training
partition with 5000 patches pseudo-labeled per class. The improvement obtained
is not statistically significant (p-value = 0.200 for the peak value). Therefore, the
baseline is exceeded by 0.062 in κ using the semi-supervised learning. The stu-
dent model trained with the semi-supervised approach, in both the steps of the
pipeline tested, exceed the baseline. The student model trained with pseudo-
labeled data exceeds the baseline by 0.166 in κ. The student model trained with
pseudo-labeled and fine-tuned with strongly-annotated data exceeds the baseline
by 0.062 in κ. The results are summarized in Table 4.
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Table 4. Performance measured for the semi-supervised approach, evaluated in
κ−score. If the result is statistically significant (compared with the baseline), an aster-
isk (*) is reported close to the value.

Dataset Fully-supervised Student pre-training Student fine-tuning

TMAZ 0.5608 ± 0.0308 0.4434 ± 0.0547 0.6129 ± 0.0127*

TCGA-PRAD 0.2814 ± 0.1312 0.4477 ± 0.0460* 0.3437 ± 0.0923

4 Discussion

The teacher/student paradigm permits to leverage on a large amount of the
unlabeled data for training a more robust CNN model and improving its perfor-
mance in Gleason grading and Gleason scoring classification. The performance
classification of the models trained with the paradigm is improved compared to
a fully-supervised training schema. A trade-off is identified between the num-
ber of pseudo-labeled samples used for training and the model’s classification
performance. The paradigm permits to face the heterogeneity between datasets,
limiting the overfitting. As expected, in both the Gleason grading and the Glea-
son scoring, the models trained combining pseudo-labels and strongly-annotated
data improve the performance, compared with the fully-supervised schema. This
is explainable considering that the amount of data used (combining pseudo-
labels and strongly-annotated) is increased. However, the metric curves are not
monotonically increasing. A peak value in kappa is identified for each of the
approaches tested. This peak value allows exploring the best P parameter for
the paradigm. P represents the amount of pseudo-labeled samples per class in a
subset. The subset that reaches the peak value has less noisy pseudo-labels, com-
pared with the other subsets. The higher the peak value, the fewer noisy labels
are included in pseudo-label samples. Therefore, the higher the peak value, the
higher is the performance. The paradigm can alleviate overfitting caused by het-
erogeneity between datasets, although models tend to adapt their weights to the
data with which they are trained (as it was expected). The results show that
a model, trained on a dataset, does not generalize well for a different dataset.
It is a consequence of the inter-dataset heterogeneity. This effect happens for
both the datasets. The student model trained with the TMAZ patches reaches
good results in its own set, but it fails to generalize in the TCGA-PRAD test
partition, where it obtains some of the worst results (dashed line on Fig. 3).
The student model, trained with the pseudo-labeled samples, reaches the best
results in TCGA-PRAD test set, but it fails to generalize in the TMAZ test
partition, where it reaches the worst results (blue curve in Fig. 2). The inter-
dataset heterogeneity is the reason why the student model, trained only with
pseudo-labeled data, performs better on TCGA-PRAD dataset, compared with
the same model trained combining pseudo-labeled and strongly-annotated data.
However, training the model combining the different data sources alleviates the
overfitting. On the TMAZ dataset, the model trained with both the dataset
obtains the best performance (κ = 0.6129 ± 0.0127), but it does not generalize
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well for the TCGA-PRAD dataset. The model’s performance is better than the
fully-supervised training of the student. However, the same model, trained only
with pseudo-labeled data, exceeds this performance by 0.096 in κ.

5 Conclusion

In this paper, the classification of prostate cancer tissue is tackled with a novel
approach, based on the semi-supervised teacher/student paradigm for train-
ing CNNs. It permits face data heterogeneity and alleviates the difficulty of
obtaining a sufficient amount of locally annotated data for training the mod-
els. The approach is compared with a fully-supervised CNN learning approach.
The teacher/student paradigm improves the performance of a CNN prostate
cancer classification at the patch level and the WSI level. Therefore, it is
possible to adopt it to leverage a large amount of unlabeled data and then
improve the fully supervised classification performance of CNNs. Furthermore,
the teacher/student paradigm permits to face the heterogeneity of the datasets
used for training the models. It permits to generalize better in datasets that
come from different medical sources, reducing the effects caused by the overfit-
ting. In the future works, the teacher/student paradigm will be tested on differ-
ent types of biopsy tissues, with larger values of K parameter and testing more
training steps and within the pipeline. The code and all the pre-trained mod-
els are made publicly available on Github (https://github.com/ilmaro8/Semi
Supervised Learning). The pseudo-labeled data are available from the corre-
sponding author on request.
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Abstract. Hematoxylin and Eosin (H&E) stained Whole Slide Images
(WSIs) are utilized for biopsy visualization-based diagnostic and prog-
nostic assessment of diseases. Variation in the H&E staining process
across different lab sites can lead to important variations in biopsy image
appearance. These variations introduce an undesirable bias when the
slides are examined by pathologists or used for training deep learning
models. Traditionally proposed stain normalization and color augmenta-
tion strategies can handle the human level bias. But deep learning models
can easily disentangle the linear transformation used in these approaches,
resulting in undesirable bias and lack of generalization. To handle these
limitations, we propose a Self-Attentive Adversarial Stain Normaliza-
tion (SAASN) approach for the normalization of multiple stain appear-
ances to a common domain. This unsupervised generative adversarial
approach includes self-attention mechanism for synthesizing images with
finer detail while preserving the structural consistency of the biopsy fea-
tures during translation. SAASN demonstrates consistent and superior
performance compared to other popular stain normalization techniques
on H&E stained duodenal biopsy image data.

Keywords: Stain normalization · Adversarial learning

1 Introduction

Histopathology involves staining patient biopsies for microscopic inspection to
identify visual evidence of diseases. The most widely used stain in histopathology
is the Hematoxylin and Eosin (H&E) stain [4]. Hematoxylin has a deep blue-
purple color and stains acidic structures such as nucleic acids (DNA in cell
nuclei). While Eosin is red-pink, and stains basic structures such as nonspecific
proteins in the cytoplasm and the stromal matrix. Staining is crucial as it enables
visualization of the microscopic structural features in the biopsy. The process
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of staining is followed by glass biopsy slide creation and eventually digitization
into Whole Slide Images (WSIs) using digital scanners.

Computer vision is becoming increasingly useful in the field of histology for
computed-aided diagnosis and discovering information about histopathological
microscopic cellular [13]. Tremendous potential has been shown for training deep
learning algorithms on these datasets for diagnosis and visual understanding of
diseases requiring histopathological assessment. Convolution Neural Networks
(CNNs) have been successfully reported for biopsy-based diagnosis of breast
cancer and enteropathies among others [15,33]. The performance and fairness of
such data-driven methods is dependent on the data used for training. Therefore,
it is imperative for the training data to be free of any bias that might skew
the models. A common source of such bias is significant stain color variation
among images. This is due to the discrepancies in the manufacturing protocol
and the raw materials of the staining chemicals [1] across different sites where
the biopsy slides are prepared. Multiple H&E stain distributions within the CNN
input data can lead to biased predictions where the results are influenced by
color differences rather than microscopic cellular features of interest for clinical
diagnostic interpretation. Additionally, it causes difficulty for a trained model
to make predictions on a biopsy WSI with a new stain appearance that is not
represented in the data used to train the model.

To overcome these issues, researchers have developed stain normalization
techniques to convert all input images to an equivalent color distribution. Some
of the most popular stain normalization techniques depend on a qualitatively
chosen target image that represents an ideal color appearance [10,16,28]. The
input (source) image is normalized to match the stain profile of the chosen target
image. The obvious downside to this approach is that the normalization is highly
dependent on the color distribution of a single image. Rather than using just one
target image to represent an entire stain distribution, an alternative approach
to consider an entire set of images that share the same stain distribution as
the target domain has been suggested [9,24]. A mapping function can then be
learned to translate images from a particular source domain to a target domain.
This problem can be modelled as an unsupervised image-to-image translation
task [14].

Recently, Generative Adversarial Networks (GANs) have been shown to
demonstrate exceptional results in unpaired image translation tasks [11,34,38].
However, the challenge posed by the stain normalization task is to ensure the
preservation of fine details and microscopic structural properties that are cru-
cial for the correct disease assessment. Additionally, since the biopsy slides can
be sourced from multiple sites, the framework needs to be capable of mapping
multiple stain distributions to a common target distribution.

In this paper, we propose a novel adversarial approach that can execute
many-to-one domain stain normalization. A custom loss function, structural
cycle-consistency loss, is designed to make sure that the structure of the image
is preserved during translation. Self-attention [19] is used to ensure that highly
detailed microscopic features can be synthesized in the image. Our approach
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and other leading stain normalization techniques are compared on duodenum
biopsy image data that was used to diagnose Celiac or Environmental Enteropa-
thy disease in children, and on MITOS-ATYPIA Challenge dataset consisting
of H&E stained WSI slides scanned by two scanners: Aperio Scanscope XT and
Hamamatsu Nanozoomer 2.0-HT. SAASN demonstrated superior performance
in preserving the structural integrity of images while transferring the stain dis-
tribution from one domain to the other.

2 Related Work

The earliest methods that attempted stain normalization were primarily simple
style transfer techniques. Histogram specification mapped the histogram statis-
tics of the target image with the histogram statistics of the source [3]. This
approach only works well if the target and source images have similar color
distributions. Forcing the normalization of the source image to match the his-
togram statistics of the target can create artifacts which can alter the structural
integrity. As demonstrated by Reinhard [21], color transfer with histogram spec-
ification can also be performed in a decorrelated CIELAB color space which is
designed to approximate the human visual system.

For H&E stained histology images, the presence of each stain or the lack
thereof at each pixel should represent the most appropriate color space. Con-
sidering this, researchers developed stain normalization methods that outper-
formed the histogram specification technique by leveraging stain separation.
These techniques start with converting an RGB image into Optical Density
(OD) as OD = log I0

I , where I0 is the total possible illumination intensity of the
image and I is the RGB image. Color Deconvolution (CD) is made easier in the
OD space, because the stains now have a linear relationship with the OD values.
The CD is typically expressed as OD = V S, where V is the matrix of stain
vectors and S is the stain density map. The stain density map can preserve the
cell structures of the source image, while the stain vectors are updated to reflect
the stain colors of the target image.

In Macenko [16], stain separation is computed using singular value decompo-
sition on the OD tuples. Planes are created from the two largest singular values
to represent H&E stains. One useful assumption with this approach is that the
color appearance matrix is non-negative, this is the case because a stain value of
zero would refer to the stain not being present at all. The approach by Vahadane
[28] also includes the non-negative assumption, as well as, a sparsity assump-
tions, which states that each pixel is characterized by an effective stain that
relates to a particular cell structure (nuclei cells, cytoplasm, etc.). Stain separa-
tion is generated with Sparse Non-negative Matrix Factorization (SNMF) where
the sparsity acts as a constraint to greatly reduce the solution space [23]. SNMF
is calculated using dictionary learning via the SPAMS package.

While Macenko and Vahadane are both unsupervised techniques, supervised
approaches to this problem have also been studied. Khan [10] applies a relevance
vector machine or a random forest model to classify each pixel as hematoxylin,
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eosin or background. The authors provide a pre-trained model for cases which
is only useful if the color distribution of new source images is close to the color
distribution of their training data. Training a new model would require a train-
ing set with pixel level annotations for each stain. After the stain separation, the
color of the target image is mapped with a non-linear spline. The non-linear map-
ping approach can lead to undesirable artifacts and this normalization approach
is more computationally costly than the unsupervised approaches.

Recently, techniques for stain normalization have progressed to include non-
linear approaches [2,9,10,24,36]. The StainGAN [24] approach applied the
CycleGAN framework for one-to-one domain stain transfers. In a one-to-one
stain transfer situation, the cycle-consistency loss is calculated by taking the
L1 distance between the cycled image and the ground truth. In a many-to-one
situation, the cycled image will likely have a different color appearance than the
original image. Therefore, a new loss function that focuses on image structure
and not the color differences is required.

Biopsy WSIs contain repetitive patterns across the image in the form of
recurring cell structures, stain gradients, and background alike. During trans-
lation, these spatial dependencies can be used to synthesize realistic images
with finer details. Self-attention [19] exhibits impressive capability in modelling
long-range dependencies in images. SAGAN [37] demonstrated the use of self-
attention mechanism into convolutional GANs to synthesize images in a class
conditional image generation task. We incorporate these advances in SAASN to
enable it to efficiently find spatial dependencies in different areas of the image.

3 Approach

The general objective of the proposed framework is to learn the mapping between
stain distributions represented by domains X and Y . Since the aim of the app-
roach is to normalize stain patterns across the entire dataset, one of these
domains can be considered as the target domain (say Y ). The task is then
to generate images that are indistinguishable the target domain images based
on stain differences. The stain normalization task desires translation of images
to a singular domain of stain distribution. This allows us to have multiple sub-
domains in domain X representing different stain patterns. The overall objective
then becomes to learn mapping functions GY X : X → Y and GXY : Y → X
given unpaired training samples {xk

i }Ni=1, xk
i ∈ X(k) ∈ X, k ∈ [1,K] where K

denotes the number of sub-domains in X and {yj}Mj=1, yj ∈ Y . The distribution
of the training dataset is denoted as x ∼ p (x | k) and y ∼ p (y). Additionally,
two discriminator functions DX and DY are used. DX is employed to distin-
guish mapped images GXY (yi) from xi while in a similar fashion DY is used
to distinguish GY X (xi) from yi. As illustrated in Fig. 1, the mapping function
GXY will map images from domain Y to a previously undefined sub-domain X̂
whose boundary is defined by the optimization function and the training data
distributions in domain X. The overall optimization function used to train the
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Fig. 1. (Left) H&E stained duodenal biopsy patches created from whole slide images
sourced from different locations. (Right) Visual example of a many-to-one stain trans-
fer network. Two different stains are present as inputs within X: X(1) and X(2). Both
of these domains are translated to Y with GXY . To complete the cycle, GY X returns
the image back to the X domain, but it can no longer be mapped directly to the input
sub-domains X(1) or X(2) from which it originated. Instead, the image is mapped back
to X̂ which is represents a new domain of stain appearance.

designed framework includes a combination of adversarial loss [5], cycle consis-
tency loss [38], identity loss [26], structural cycle consistency loss based on the
structural similarity index [32] and a discriminator boundary control factor.

Adversarial loss is used to ensure that the stain distribution of the gen-
erated images matches the distribution of the real (ground truth) images in
that domain. The objective for the mapping function GY X : X → Y and the
corresponding discriminator DY is defined as:

LY
adv = Ey∼p(y) [log DY (y)] + Ex∼p(x|k) [log (1 − DY (GY X(x)))] (1)

Here GY X tries to generate images that are indistinguishable from images in
domain Y and consequently fool the discriminator DY , i.e. the generator GY X

tries to minimize the given objective function while the discriminator DY tries
to maximize it. Similarly the objective for the reverse mapping function GXY :
Y → X is defined. The presence of multiple distinct stain distributions in the
domain X can make it challenging for the discriminator DX to learn the decision
boundary surrounding the domain X. This can especially pose a challenge when
there is an overlap or proximity in the stain distribution of one of the sub-
domains of X and the target domain Y in the high-dimensional space. Therefore,
to make sure that the decision boundary learned by DX does not include sections
of the target domain Y , a discriminator boundary control factor is added
to the optimization function as follows:

LX
adv =Ex∼p(x|k) [log DX(x)] + Ey∼p(y) [log (1 − DX(GXY (y)))]

+ Ey∼p(y) [log (1 − DX(y))]
(2)
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Cycle consistency loss [38] is implemented to reconcile with the unpaired
nature of the task. To overcome the lack of a ground truth image for a fake
image generated in a particular domain, the image is mapped back to its original
domain using the reverse mapping function. The reconstructed image is then
compared to the original source image to optimize the mapping function as
follows:

Lcyc = Ex∼p(x|k) [‖GXY (GY X(x)) − x‖1] +Ey∼p(y) [‖GY X(GXY (y)) − y‖1] (3)

Structural cycle consistency loss is added to the objective function to
alleviate the shortcomings of the cycle consistency loss for many-to-one transla-
tion. In a many-to-one situation, the cycled images are likely to have a distinct
color distribution than any of the sub-domains. Therefore minimizing the L1
distance between original and the cycled image alone is not an effective way to
ensure cycle consistency. We use a color agnostic structural dissimilarity loss
based on the Structural Similarity (SSIM) index [32] as follows:

Lscyc =
1 − SSIM (GXY (GY X (x)), x)

2
+

1 − SSIM (GY X(GXY (y)), y)
2

(4)

Additionally, to ensure that the the mapping learnt by the generator does
not result in the loss of biological artifacts, the structural dissimilarity loss is
also computed between the mapped and the original image:

Ldssim =
(1 − SSIM (GY X (x) , x))

2
+

(1 − SSIM (GXY (y) , y))
2

(5)

where

SSIM(a, b) =
(2μaμb + C1) + (2σab + C2)

(μ2
a + μ2

b + C1)(σ2
a + σ2

b + C2)
(6)

where μ, σ are the respective means and standard deviations of the windows (a
and b) of the fixed size N × N that strides over the input image. C1 and C2

are stabilizing factors that prevent the denominator from disappearing. These
measures are calculated for multiple corresponding windows of gray-scaled input
images and aggregated to get the final measure. Gray-scaled inputs are used to
focus on structural differences between images and not changes in color.

Identity loss [26] is utilized to regularize the generator and preserve the
overall composition of the image. The generators are rewarded if a near identity
mapping is produced when an image from the respective target domain is pro-
vided as an input image. In other words, when an image is fed into a generator of
its own domain, the generator should produce an image that is nearly identical
to the input. This is enforced by minimizing the L1 distance of the resulting
image with the input image as follows:

Lid = Ey∼p(y) [‖GY X(y) − y‖1] + Ex∼p(x|k) [‖GXY (x) − x‖1] (7)

The overall objective function then becomes:

L(GY X , GXY ,DX ,DY ) = LY
adv+LX

adv+α∗Lcyc+β∗Lscyc+γ∗Ldssim+δ∗Lid (8)
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Fig. 2. Left : Results when mapping was done from two sub-domains of X to Y . Patches
from both domains X(1) and X(2) are translated to domain Y using GY X . These
generated images are then translated back to a new domain defined by a GXY as
a combination of stain distributions of sub-domains of X. Patches on either end of
the second column are real images from domain Y and have been added to visually
show the performance of GY X . Right : Results when mapping was learnt using a single
domain in X to Y .

where parameters α, β, γ and δ manage the importance of different loss terms.
The parameters in the generators and the discriminators are tuned by solving
the above objective as:

G∗
Y X , G∗

XY = arg min
GY X ,GXY

max
DX ,DY

L(GY X , GXY ,DX ,DY ) (9)

In the following sections, we describe the implementation and compare our
results with other current state-of-the-art methods of color normalization with
both multiple (K = 2) and single (K = 1) sub-domains in X (Fig. 2).

4 Dataset and Implementation

4.1 Dataset

For this paper, the algorithm was evaluated on two datasets: 1) duodenal biopsy
patches were extracted from 465 high resolution WSIs from 150 H&E stained
duodenal biopsy slides (where each glass slide could have one or more biopsies).
The biopsies were from patients with Celiac Disease (CD) and Environmental
Enteropathy (EE). The biopsies were from children who underwent endoscopy
procedures at either Site 1 (Aga Khan University, Pakistan, 10 children, n =
34 WSIs), Site 2 (University Teaching Hospital, Zambia, 16 children, n = 19
WSIs), or Site 3 (University of Virginia Childrens Hospital, 63 children, n = 236
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WSIs; and 61 healthy children, n = 173 WSI). It was observed that there was
a significantly large stain variation between images originating from different
sites. While images from Site 1 were different tones of dark blue, images from
Site 3 were more pink with images from Site 2 lying somewhere in the middle of
this spectrum. Our approach and other competing methods were performed on
500 × 500 pixel patches generated from the images, which were further resized
to 256 × 256 pixel to marginally reduce the resolution. In the multi-sub-domain
setup, patches from Site 1 (sub-domain X(1)) and Site 2 (sub-domain X(2)) were
both considered to be in domain X and patches from Site 3 to be in domain Y .
While in single sub-domain training setup, patches from Site 1 were considered
to be in domain X and Site 3 to be in domain Y . For training both X and Y
had 16000 patches where X(1) contributed 10817 and X(2) 5183 patches. Testing
metrics were computed on 1500 patches in each sub-domain.

2) The algorithm was also evaluated on a publicly available MITOS-ATYPIA
14 challenge dataset1 to demonstrate performance on a one-to-one domain set-
up. Dataset consists of 1136 frames at x40 magnification which are stained with
standard H&E dyes. Same tissue section has been scanned by two slide scanners:
Aperio Scanscope XT and Hamamatsu Nanozoomer 2.0-HT. For evaluating the
model, 500 × 500 patches were generated from whole slide images of both scan-
ners resized to 256 × 256. 23000 patches were used for training the model and
9600 patches were used for evaluation. It was ensured distinct WSIs were used
for training and validation to avoid any type of bias and leak.

4.2 Network Architecture

The generator network is a modified U-Net [22] which has been shown to gen-
erate excellent results in image translation tasks [8]. U-Net is encoder-decoder
network [6] that uses skip connections between layers i and n − i where n is
the total number of layers in the network. In previous encoder-decoder architec-
tures [20,31,35]. The input is passed through a series of convolutional layers that
downsample the input until a bottleneck is reached after which the information
is upsampled to generate an output of the desired dimensions. Therefore, by
design all information passes through the bottleneck. In the stain normalization
task, input and output of the network share a lot of general information that
might get obscured through the flow of such a network. Skip connections in a
U-Net solve this problem by circumventing the bottleneck and concatenating the
output from the encoder layers to the input of the corresponding decoder layers.

The discriminator is a 4 block CNN, which eventually outputs the decision
for each image. Every convolutional block in both the generator and the dis-
criminator is a module consisting of a convolution-normalization-ReLU layers in
that order. Both instance [27] and batch [7] normalization were used; and batch
normalization was empirically chosen for the final network. The convolutional
layers have a kernel size of 4 and stride 2, with the exception of the last layer in
the discriminator which operates with stride 1.

1 https://mitos-atypia-14.grand-challenge.org/.

https://mitos-atypia-14.grand-challenge.org/
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Self-attention layers [19] were added after every convolutional block in
both the generator and the discriminator network. The self-attention mecha-
nism complements the convolutions by establishing and leveraging long range
dependencies across image regions. It help the generator synthesize images with
finer details in regions based on a different spatial region in the image. Addition-
ally the discriminator with self-attention layers is able to enforce more complex
structural constraints on input images while making a decision. As described in
SAGAN [37], a non-local network [30] was used to apply the self-attention com-
putation. The input features x ∈ R

C×N are transformed using three different
learnable functions q(x), k(x), v(x) analogous to query, key and value setup in
[29] as follows:

q(x) = Wqx; k(x) = Wkx; v(x) = Wvx (10)

where Wq ∈ R
C̄×C , Wk ∈ R

C̄×C , and Wv ∈ R
C̄×C . Also, C is the number of

channels, N = height ∗ width of the feature map from the previous layer and
C̄ is an adjustable parameter. For our model, C̄ was set as C/8. The attention
map is further calculated as:

αj,i = softmax(k(xi)T g(xj))

=
exp (k(xi)T g(xj))

∑N
i=1 exp (k(xi)T g(xj))

(11)

where αj,i represents the attention placed on location i while synthesizing loca-
tion j. The ouput o ∈ R

C×N is calculated as:

oj =
N∑

i=1

αj,iv(xi) (12)

The output o is then scaled and added to the initial input to give the final result,

yi = μoi + xi (13)

where μ is a learnable parameter that is initialized to 0.
Spectral normalization when applied on the layers of the discriminator

network has been shown to stabilize the training of a GAN [18]. Moreover, based
on the findings about the effect of a generator’s conditioning on its performance,
Zhang [37] argue that while training a self-attention based GAN, both the gener-
ator and the discriminator can benefit from using spectral normalization. There-
fore, a spectral normalization (with spectral norm of all weight layers as 1) was
added to all the networks.

4.3 Training Details

The parameter values of α = 10, β = 10, γ = 10 and δ = 0.1 were empirically
chosen after experimentation for the evaluation model. Across all experiments,
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Fig. 3. Visual comparison of performance in cases where Macenko and Vahadane tech-
niques struggle to properly transfer stain in each scenario. The target image only applies
to the Macenko and Vahadane techniques.

we used the Adam optimizer [12] with a learning rate of 0.0002 and batch size 16.
The model was trained for the first 50 epochs with a fixed learning rate and the
next 50 epochs while linearly decaying the learning rate to 0. Instead of updating
the discriminator with an image generated form the latest generator, a random
image selected from a buffer of 50 previously generated images was used to per-
form the update cycle [25]. Least-squares adversarial loss inspired from LSGAN
[17] was used instead of the described cross-entropy loss for some experiments.
The least-squares loss stabilized the training but there was no significant visual
difference in the results produced.

5 Results and Evaluation

To demonstrate the value of each introduced term in the designed loss function,
an ablation study was performed. A competitive version of StainGAN [24] was
also implemented based on the information given in the paper. It was observed
that the addition of self-attention layers helped the model to generate more
vibrant results that preserved medically significant artifacts. For instance, the red
blood cells in the second row of Fig. 4 get visually merged with the surrounding
cells when self-attention is not used. The ablation study shows that with the cycle
consistency loss alone the forward mapping function (GXY ) is suppressed from
providing a many-to-one mapping as the generated domain (X̂) from the inverse
function (GY X) will overlap more with the dominant domain in the training set.
Addition of the structural cycle consistency loss term alleviates this issue as it
is stain agnostic and a combination of the said losses gives a more compelling
result.
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Fig. 4. Visual and quantitative comparison of performance between StainGAN and
ablation study on SAASN. The numbers indicate the overall mean ± standard deviation
of the SSIM index for the transformation. All models were trained in a many-to-one
setup.

To evaluate the stain transfer, the Structural Similarity (SSIM) index is again
utilized. SSIM is calculated by comparing the normalized image with the origi-
nal. Both images are converted to gray-scale before beginning SSIM calculations.
Our approach is compared to two of the most popular unsupervised stain nor-
malization techniques, Macenko [16] and Vahadane [28]. The popular supervised
approach by Khan [10] could not be tested due to lack of pixel-level labeling
in our data. These results are compiled in Table 1 for duodenal biopsy dataset
and in Table 2 for MITOS-ATYPIA dataset. For the X(1) to Y and the X(2) to
Y stain transfers, the values for SAASN are higher than the other two normal-
ization techniques and the variance is significantly smaller. This demonstrates
that SAASN is not only better at preserving structure, but also consistently
transfers stain without major anomalies. The traditional approaches (Vahadane
and Macenko) approaches can struggle if the source has a much different stain
distribution than the target. This can lead to the stains appearing in the wrong
areas on the normalized image. SAASN is able to leverage information from
entire stain domains and therefore is not as affected by this issue. These results
demonstrate that SAASN can be trusted to produce consistent stain transfers
on a robust set of stain patterns in WSI patches.

In addition to assessing the structure-preserving ability of the stain normal-
ization methods, visual comparisons are essential to ensure that the stains have
transferred properly. In Fig. 3, results are displayed for the three stain transfers
in duodenal biopsy dataset. The images with the smallest L2-norm for com-
bined Macenko and Vahadane SSIM values were selected to demonstrate the
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Table 1. Mean ± Standard deviation of the SSIM index values for normalization across
domains. For StainGAN and SAASN all values are computed for a many-to-one setup
on the first dataset.

Method X(1) to Y X(2) to Y Y to X(1)

Vahadane 0.861 ± 0.108 0.919 ± 0.029 0.932 ± 0.033

Macenko 0.942 ± 0.033 0.934 ± 0.022 0.941 ± 0.020

StainGAN 0.927 ± 0.011 0.943 ± 0.027 0.929 ± 0.021

SAASN 0.977± 0.007 0.989± 0.002 0.981± 0.004

Fig. 5. Normalized Whole Slide Image using ours and traditional approaches. Macenko
was chosen because it performed better than Vahadane on our dataset. The target slide
for Macenko was empirically selected to give the best translation.

performance of SAASN. For X(1) to Y and X(2) to Y , the same target image
from domain Y is used. For Y to X(1), a target image from domain X(1) is
used. The three selected source images are similar in that they all have a large
majority of pixels containing connective tissue or background. The unsuper-
vised approaches can struggle executing color deconvolution on these types of
images. This is apparent in the Macenko and Vahadane normalizations shown in
Fig. 3. The stains are either inverted (hematoxylin-like color transferred to the

Table 2. Mean ± Standard deviation of the SSIM index values for normalization across
domains. For StainGAN and SAASN all values are computed for the one-to-one setup
on the second dataset.

Method Aperio to Hamamatsu Hamamatsu to Aperio

Vahadane 0.971 ± 0.031 0.955 ± 0.038

Macenko 0.968 ± 0.034 0.956 ± 0.039

StainGAN 0.967 ± 0.009 0.947 ± 0.032

SAASN 0.995± 0.001 0.996± 0.001
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background) or confusing connective tissue as an actual cell structure. Mean-
while, SAASN did not have difficulty identifying the connective tissue or back-
ground pixels in the source image.

A similar analysis was also performed using the highest L2-norm values.
These are the examples where the traditional methods performed the best2.
Vahadane and Macenko are able to maintain structure, but may not visually
match the target distribution or the proper background pixel color.

Stain normalization is crucial for bias-free visual examination of Whole Slide
Images (WSIs) and diagnosis by medical practitioners in control trial settings.
WSIs have very large dimensions and cannot be normalized without resizing to a
computationally tractable size which results in a significant loss in resolution. To
normalize WSIs, they must be split into patches, normalized and then stitched
back together. Traditional methods perform computations for transformation
independently on these patches. As a result, it is impossible to reconstruct a
WSI that has a consistent stain and is indistinguishable from an original image in
the target domain. As demonstrated in Fig. 5, for our method, since the trained
weights of the mapping function are constant during this transformation, the
reconstructed WSI could not be distinguished from original images and thus is
easier for medical professionals to hold diagnosis trails.

In order to a validate a successful translation three medical professionals,
including a board-certified pathologist, completed a blind review of 10 WSIs nor-
malized via traditional and our method as shown in Fig. 5. The pathologist con-
firmed that medically relevant cell types (polymorphonuclear neutrophils, epithe-
lial cells, eosinophils, lymphocytes, goblet cells, paneth cells, neuroendocrine
cells) were not lost during translation. The pathologist further observed that our
method was able to completely preserve the structure and the density of all of
these cell types which traditional methods only partially preserved. Specifically,
the eosinophilic granules in paneth cells, neuroendocrine cells and eosinophils
were not appreciated in traditionally stain normalized WSIs which made it diffi-
cult to differentiating these cells from each other. cifically, the eosinophilic gran-
ules in paneth cells, neuroendocrine cells and eosinophils were not appreciated
in traditionally stain normalized WSIs which made it difficult to differentiating
these cells from each other.

A Conclusions

The proposed framework is successful in effective translation of the stain appear-
ance of histopathological images while preserving the biological features in the
process. This setup was specifically designed to accommodate a many-to-one
stain transfer situation in which multiple stains are converted to a common
domain. SAASN is compared to other leading stain normalization techniques on
pathology images in both one-to-one and many-to-one setup. SAASN consis-
tently performed successful stain transfers even when the other techniques failed
2 Please refer to https://github.com/4m4n5/saasn-stain-normalization and additional

materials for implementation and additional results.

https://github.com/4m4n5/saasn-stain-normalization
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due to large variations between the source and target image stains and uncon-
ventional input image structures. Results also show that SAASN outperformed
traditional methods at preserving the cellular structures. We contend that the
proposed unsupervised image to image translation approach can be successfully
applied to general many-to-one image translation problems outside the medical
domain as well.

B Additional Results

We trained and tested the model in both a one-to-one (K = 1) and many-to-one
(K = 2) setup. In this section we demonstrate the model performance, on test
datasets, for visual inspection (Fig. 7, 8, 9 and 10).

Fig. 6. Visual comparison of performance in cases where Macenko and Vahadane tech-
niques perform very well according to a combined SSIM index. The target image only
applies to the Macenko and Vahadane techniques. The main results section included a
visual comparison of SAASN stain transfers with the worst performing Macenko and
Vahadane images based on SSIM. Alternatively, SAASN is also compared to the best
SSIM indexes for the other two techniques. Figure 6 displayed the top three images in
each stain transfer scenario based on the highest L2-norm of Macenko and Vahadane
SSIM results. For the X(1) to Y transfer, SAASN was the only technique that properly
maintained a whitish/gray background pixel color. For the X(2) to Y transfer, Macenko
appeared to create a new stain distribution that was not close to the desired target
image. All three normalizations performed well in the one-to-one transfer. The com-
parison in Fig. 6 demonstrates that SAASN can perform better at preserving structure
and properly transferring stain domains, because both areas are incorporated into the
network’s loss functions.
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Fig. 7. One-to-one (K = 1) model. Left: Translation from domain X(1) to Y and back
to domain X(1). Right: Translation from domain Y to X(1) and back to Y .



Self-attentive Adversarial Stain Normalization 135

Fig. 8. One-to-one (K = 1) model. Left: Translation from domain X(2) to Y and back
to domain X(2). Right: Translation from domain Y to X(2) and back to Y .
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Fig. 9. Many-to-one (K = 2) model. Left: Translation from domain X to Y and back
to domain X̂. Right: Translation from domain Y to X̂ and back to Y .
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Fig. 10. The model was also trained on Yosemite summer to winter dataset from the
CycleGAN paper. Left: Translation from winter to summer and back to winter. Right:
Translation from summer to winter and back to summer. The model was trained with
the same parameters as for the stain normalization task.
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Abstract. Multiple Instance Learning is a form of weakly supervised
learning in which the data is arranged in sets of instances called bags with
one label assigned per bag. The bag level class prediction is derived from
the multiple instances through application of a permutation invariant
pooling operator on instance predictions or embeddings. We present a
novel pooling operator called Certainty Pooling which incorporates
the model certainty into bag predictions resulting in a more robust and
explainable model. We compare our proposed method with other pooling
operators in controlled experiments with low evidence ratio bags based
on MNIST, as well as on a real life histopathology dataset - Camelyon16.
Our method outperforms other methods in both bag level and instance
level prediction, especially when only small training sets are available.
We discuss the rationale behind our approach and the reasons for its
superiority for these types of datasets.

Keywords: Deep learning · Multiple instance learning · Certainty ·
Digital pathology

1 Introduction

Multiple instance learning (MIL) is a form of weakly supervised learning where
training instances are arranged in sets called bags, and a label is provided for
the entire bag [2] while the labels of the individual instances in the bag are not
known. Weakly annotated data is especially common in medical imaging [10]
where an image is typically described by a single label (e.g. benign/malignant)
or a Region Of Interest (ROI) is roughly given.

We assume the case where a binary label is assigned to every bag in the dataset.
The most common binary MIL assumption, is that the bag label is positive if at
least one of the instances contains evidence for the label, and is negative if all of
the instances do not contain evidence for the label. More formally, every bag is
composed of a group of instances

{
x1, ..., xK

}
, where K is the size of the bag. K

can vary between the bags. A binary label Y ∈ {
0, 1

}
is associated with every

bag. The MIL assumption can then be written in this form:
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Y =
{

0, iff yk = 0, for k ∈ {
1 . . . K

}

1, otherwise

}
(1)

In MIL a pooling operator is typically applied to aggregate the instance
embeddings or predictions to create a bag output. Common choices for pooling
operators are max-pooling Eq. (2), or mean-pooling Eq. (3).

Zm = max
k∈{0...K}

(hkm), (2)

Zm =
1
K

K∑

k=1

hkm, (3)

where Zm is the bag level prediction, hkm is the instance prediction value and
k ∈ {0 . . . K} and m are the instance and bag indices respectively.

A more general formulation has been proposed in [6] by assigning every
instance a learned attention weight Eq. (4).

Zm = g(
K∑

k=1

akmekm), (4)

where Zm is the bag level prediction, g is the bag level classifier, ekm is the
instance embedding, akm is the instance attention value and k ∈ {0 . . . K} and
m are the instance and bag indices respectively.

Recently there has been increased usage of MIL on large datasets, especially
in the field of computational pathology [6,8,12]. In the MIL setting for com-
putational pathology, whole slide images (WSIs) are given a global label (e.g.
“Tumor” if tumor cells exist in this WSI and “Normal” otherwise.). Instances
are then extracted from the slides by sampling image tiles from the WSI with
or without overlap. Instances (tiles) are then grouped into bags where every bag
contains the tiles extracted from a specific slide and has that slide’s global label.

In some cases just a small portion of the instances contains evidence for the
global slide label, e.g. when the tumor is localized in a small part of the biopsy,
which is usually the case. The interpretability of MIL algorithms is based on
the ability to identify predictive instances in the bag [6]. In addition, the sizes
of the bags can be very large. For example, in the case of digital pathology,
some slides in full resolution can have tens of thousands of instances extracted
from them. These factors form a challenging MIL setting. As the bags grow
larger, the ability of the network to correctly classify the bag is diminished and
tightly linked to the selected pooling function. In the case of a low evidence
ratio bag (i.e. a bag with a small number of positive instances compared to the
total number of instances), if mean-pooling is used, a large negative instance
population in the bag will overshadow the positive instances and create a false
negative global bag level prediction. On the other hand, if max-pooling is used,
a single negative instance with a high prediction value can corrupt the resulting
global bag level prediction and create a false positive result. This is magnified by
the unstable nature of deep learning models, where a small change in the input
image can trigger a very different output [14]. Given this setting, a large bag that
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contains many visually similar looking instances, might result in very different
embeddings or predictions for each of them. Therefore pooling functions are a
key element in any MIL algorithm.

In this paper we propose a novel pooling strategy for MIL that addresses the
shortcomings of the current pooling functions and deals with the underperfor-
mance of MIL in the case of bags with low evidence ratio. We test and compare
our method against baseline pooling methods i.e. max and mean pooling, as
well as a state of the art MIL pooling method, namely Attention Pooling MIL.
We conduct the algorithm tests and comparisons on both a controlled MNIST
based dataset and a real life pathology image dataset - Camelyon16. Addition-
ally, we explore the effect of dataset size on performance metrics of different MIL
algorithms and evaluate performance on both datasets by examining bag level
prediction and instance level prediction.

2 Related Work

In the context of digital pathology, an example of a recent use-case of MIL
combined with deep learning for classification of prostate cancer Hematoxylin
& Eosin (H&E) stained WSIs is described in [1]. A huge dataset of 12,000
slides were extracted into 12,000 bags, with 1,000 instances per bag on aver-
age. Resnet18 pre-trained on Image Net was used to extract feature embeddings
for the instances. Then a classification neural network with fully connected lay-
ers was trained on these embeddings using the max pooling operator (selecting
the instance with the highest score for the cancer category).

The Attention Pooling MIL method [6] is a state of the art MIL algorithm
that uses a neural network to assign an attention weight score for every instance.
These weights can then be used to aggregate the embeddings of the instances
into a global slide embedding (by multiplying every embedding by its weight, and
then summing over all embeddings). In the MNIST based experiments presented
in [6], the bags used have an evidence ratio of 10%.

Measuring certainty in deep learning networks, by Monte-Carlo (MC)
dropout was introduced in [4]. In MC dropout, dropout is applied in test time,
and a forward pass is performed multiple times in order to capture the cer-
tainty of the model predictions. In [7] certainty was used for multi-task learning
by weighting individual task losses to create a global loss function. During the
training, tasks with lower certainty receive weaker gradients.

We propose an MIL approach that uses the MC-dropout Mean-STD method
for certainty calculation and generates weaker gradients during training for
instances the model is not sure about. To the best of our knowledge this is
the first work describing using certainty in the context of MIL algorithms.

3 Proposed Method

We formulate a new certainty based pooling function, which we call Certainty
Pooling, that aggregates over the bag instances using the certainty score of the
individual instances. We define Xk to be the vector of MC dropout predictions
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Fig. 1. Visual representation of the proposed method and model architecture.

for instance k. In Eq. 5 we define the instance certainty Ck as the inverse standard
deviation of Xk.

Ck = C(Xk) =
1

σ(Xk) + ε
, (5)

where σ is the standard deviation operator and ε is a small number that prevents
division by zero.

In Certainty Pooling Eq. (6), we define the global bag level prediction Zm as
the prediction value of the instance having the highest certainty weighted model
output.

Zm = hk∗m where k∗ = argmax(Ck · hkm), (6)

where k∗ is the index of the instance having the highest certainty weighted model
output.

Additionally, a visual representation of the proposed method and model
architecture is presented in Fig. 1.

4 Experiments

4.1 Low Evidence Ratio MNIST-Bags

The aim of this experiment is to test our method in a controlled dataset scenario
where the bag evidence ratio is known and to compare it with current baseline
and state of the art MIL methods. In order to make a fair comparison, we use
the MNIST-Bags dataset proposed in [6]. In this dataset, the bags are made of
instances that are MNIST digits, where the bags can have a varying size. Bags
containing the digit 9 are labeled as positive bags and bags without the digit 9
are labeled negative. In the originally proposed dataset bag evidence ratio was
10%, i.e. on average 10% of the instances in the positive bags are 9. With a
dataset size of 200 bags and the setting used in [6], both the Attention Pooling
MIL and our method achieve near 100% AUC.

In order to test and compare the behavior of the methods in low bag evidence
ratio scenarios we explore a similar but more challenging dataset in which the
evidence ratio is only 1%. We select a constant bag size of 100 instances and
define positivity in the same way. Positive bags contain exactly a single instance
9, and negative bags do not contain any instances of 9. We explore the effect
of the number of bags in the training set on the performance for the different
methods. We use a validation set of 1000 bags and test our models on a testing
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Fig. 2. Testing dataset bag prediction AUCs for models trained with different sizes of
low evidence ratio MNIST bag datasets. In all experiments we consider the average of
the top K = 10 runs.

dataset of 1000 bags. In all training and validation datasets, as well as in the
testing dataset, exactly one half of the bags are positive.

We use the same network architectures as defined in [6] and only replace the
attention network with the proposed certainty based calculation.

In order to account for the stochastic nature of deep neural network (DNN)
convergence, we repeat the experiment 20 times with different random seeds for
every algorithm and training set size, and take the average of the top K = 10
results. The best model is selected for each method based on its performance on
the validation dataset.

As a metric, we use the AUC value. We measure and compare the AUC of
the bag level prediction, as well as instance level prediction on the testing set
for the different sizes of training sets in each of the tested methods.

The performance of our method compared to the benchmark methods on a
low evidence ratio task with different sizes of training datasets is shown in Fig. 2.
The graph shows how our method outperforms classical pooling methods as well
as the benchmark Attention Pooling MIL method in most cases, and especially
in small dataset sizes.

Some insights regarding the nature of stochasticity of these methods can be
seen in Fig. 2. We find that the comparison between the Attention Pooling MIL
and the Certainty Pooling MIL results is especially revealing. One can observe
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that with a very low number of bags in training set (50–150) both methods are
rarely able to generate a good model for the testing set. In the interval between
200 and 300 training set bags Certainty Pooling seems to have more and higher
results compared to the other methods. With training set sizes of 350 to 500
bags, Attention Pooling MIL results become comparable and even slightly better
than Certainty Pooling. These observations could mean that in the case of low
evidence ratio datasets where not enough data is available, Certainty Pooling
can provide a better model where other methods encounter difficulties.

Instance level prediction AUC is a practical way to assess the performance
of the trained classifier on the instance level. This metric is calculated by using
the instance level labels and predictions. This enables a comparison at test time
of the different methods without dependence on the MIL pooling methods and
shows how well the MIL training was able to learn a meaningful representation
of the positive instances. In Fig. 3, we show the average instance prediction
AUC values for the top K = 10 models for all the test dataset instances based
on the instance level labels (e.g. label is positive if instance is the digit 9 and
negative otherwise). It can be observed that our method yields better results
in both instance level prediction as well as bag level prediction. Given that all
the compared methods were using the exact same network architecture, this
might imply that training with Certainty Pooling provides more meaningful
gradients during training and is therefore able to train a better instance level
model predictor.

In Fig. 4, we show an example visualization of the instance prediction values
assigned to different instances in selected bags for the Attention Pooling MIL
method and the Certainty Pooling method based on one of the conducted exper-
iments with a middle range training dataset size of 300 bags. For each method
we choose the model parameters based on the best validation score from all
experiments run on the selected dataset size. The first digit in each row is a 9
which is the positive instance, while the other instances are negative instances
presented in descending order of their prediction value. We can observe that the
differences between the prediction value for the positive and negative instances
are much larger with the Certainty Pooling MIL than the Attention Pooling MIL
algorithm, demonstrating the ability of our method to better train a classifier to
select key instances.

Figure 5 shows the distribution of instance predictive values for the entire
MNIST-Bags testing dataset for Certainty Pooling vs. Attention Pooling. The
graph further illustrates how for Certainty Pooling, the instance prediction values
for the negative and positive labels are much better separated than for Attention
Pooling. This clarifies the better instance prediction AUC values observed for
Certainty Pooling in comparison to the other methods, as can be seen in Fig. 3.
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Fig. 3. Average instance prediction AUC values for the top K = 10 models.

4.2 Camelyon16 Lymph Node Metastasis Detection Challenge

In this experiment we evaluate and compare our proposed method to other MIL
methods on a challenging real life dataset. The Camelyon16 dataset consists
of 400 H&E stained WSIs taken from sentinel lymph nodes, which are either
healthy or exhibit metastases of some form. In addition to the WSIs, the dataset
contains both slide level annotations, i.e. healthy or contains-metastases and
pixel level segmentation masks per slide denoting the metastases.

We use the 270 WSIs in the Camelyon16 training set for training and 130
WSIs from the Camelyon16 test set for testing our algorithm. We investigate the
effect of dataset sizes on algorithm performance in the real-life dataset paradigm,
we conduct multiple experiments, each with a different training set size. In order
to do this, we randomly select a fraction of the training dataset slides in 10%
increments between 50% and 100% and use only that selection for model training.
From the selected dataset slides we holdout 25% of the slides as a validation set,
and use only the global slide labels for training.

We extracted 256 × 256 non-overlapping tiles at 20× resolution which is the
working magnification used by clinical pathologists to review slides. Simple image
processing based tissue detection was applied to discard background (white)
tiles. The tiles in each slide were grouped into a bag, where every bag contains
only tiles from one specific WSI. In Histology applications, a step called stain
normalization is typically applied to normalize tissue staining in different slides



148 J. Gildenblat et al.

Fig. 4. Example instance level prediction values for Certainty Pooling MIL (left) and
Attention Pooling MIL (right). The positive instance followed by the highest value
instances in the bag ordered in descending order are presented and the value above
each image represents the prediction value for that instance.

[9,11]. We apply a simple stain normalization step, by normalizing the mean
and standard deviation of the LAB color space channels to be the same as in a
reference image from the Camelyon16 training set [13].

The resulting training/validation dataset contains roughly 4 million instances
(tiles) in 270 bags (slides). Similar to [1] we avoid learning directly on the instance
images because of the computational cost and instead we first extract 2048 length
features for every instance using Resnet50 [5] pre-trained on ImageNet.

The prediction network we used consists of 5 fully connected (FC) layers. The
first hidden layer has 1024 neurons, and every layer following has half the amount
of the previous. We introduce a dropout layer with 50% dropout after each
FC layer and ReLU activation. We set the learning rate to 0.01. For Attention
Pooling MIL we used the attention network architecture suggested in [6], but
increased the number of neurons to 1024 in the hidden layers, to fit the higher
complexity of this data. In all cases, an Adam optimizer was used with default
parameters.

Similar to [3], we randomly select 128 instances from every bag during train-
ing in each epoch as an augmentation strategy. We found this largely improved
results and prevented quick over-fitting on the training set. We train the different
models for 1000 epochs and selected a model that performed best on a held out
validation set. We test the selected model on the Camelyon16 test set tiled and
generated in a similar fashion. During testing, no instance sampling is performed
and the full bag is analysed. As described in the competition instructions, we
report the AUC metric on the Camelyon16 test set for the global labels.

In order to account for the stochastic nature of deep neural network (DNN)
convergence, we repeat each experiment 20 times with different random seeds
for every algorithm and training set size. We try to reduce the prohibitively
long duration of the multiple seed experiments by checking the validation set
AUC score, every 5 epochs and randomly sampling 20,000 tiles from each slide
in the validation set to compute the slide prediction. We run the training for
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Fig. 5. Distribution of instance level prediction values for Attention Pooling MIL (left)
and Certainty Pooling MIL (right) on the entire MNIST-Bags testing dataset.

1000 epochs and select the best model for each method based on its performance
on the validation dataset. The average of the top K = 10 results is presented in
Fig. 6. Our method achieves top bag level AUC results in all datapoints compared
to both the baseline MIL pooling methods and the benchmark Attention Pooling
MIL method.

Additionally we calculate the instance level prediction AUC for each method
by using the Camelyon16 WSI mask annotations to label each tile. Due to the
inherent huge imbalance of the instance labels, i.e. only 42 of the 137 slides
are positive, and among these slides less than 6% are positive instances. The
instance level prediction AUC is computed for each positive slide separately and
averaged across slides. instance level prediction AUC is defined only for positive
slides since only they contain both positive and negative tiles.

It is interesting to note that from the testing set, only 17 out of 42 positive
slides have an evidence ratio higher than 1% and only 7 above 5%, meaning the
majority of test set slides have an evidence ratio of much less than 1%.

The average top K = 10 instance level prediction AUC per method on the
testing set are displayed in Fig. 7. Our method achieves top instance AUC results
in all datapoints compared to both the baseline MIL pooling methods and the
benchmark Attention Pooling MIL method.

In Fig. 8 a gallery of top predicted instances for 5 positive (Tumor labeled)
slides from the Camelyon16 testing set are presented for Certainty Pooling MIL
and Attention-MIL. It is visible in the galleries that while Certainty Pooling
produces a classifier that retrieves only tumor labeled tiles in the top-10 tiles
per slide for the example slides, the Attention-MIL trained classifier does not
perform as well on the instance level.
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Fig. 6. Camelyeon16 testing set average top K = 10 global bag prediction AUCs for
different training dataset sizes.

Fig. 7. Camelyeon16 testing set average top K = 10 global instance prediction AUCs
for different training dataset sizes.
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Fig. 8. Example instance level prediction tiles for Certainty Pooling MIL (left) and
Attention Pooling MIL (right). The top instances sorted by predicted instance (tile)
value for 5 “Tumor” labeled slides. Above each tile the instance level label from the
Camelyon16 mask labels.

5 Conclusions

In this paper, we introduce a novel MIL pooling function based on network
certainty measures. Our method is based on calculation of the instance classifier
network certainty and then weighting instance predictions by their associated
certainty.

We test our methods on a “controlled” MNIST based dataset which is a
modification of the MNIST-Bags dataset that creates a very challenging setting,
which we call “Low Evidence Ratio MNIST-Bags”, as well as on the Camelyon16
“real-life” histology dataset which has over 4 million instances and a low evidence
ratio. Certainty Pooling improves both Bag Level Prediction and Instance Level
Prediction in both experiments.

We argue our method is able to train a more interpretable model in terms of
key instance retrieval. We demonstrate this by looking at top prediction instances
and show that our method presents more relevant instances with high value
prediction. Our method also improves results in MIL settings where the ratio
of instances containing evidence is low. As MIL is increasingly being applied on
challenging datasets with limited size, we believe the improvements presented can
have a real impact on the quality and interpretability of trained MIL networks.

We rationalize the approach of choosing certainty as a weighing factor for
the pooling operation as follows. First, we argue that the learned model tends to
be more certain about predictive instances than about non-predictive instances.
One possible explanation for this is that since non-predictive instances appear
both in positive and negative bags (e.g. digits 0–8 in MNIST and normal tissue
or background tiles in Camelyon16), they receive contradicting gradients during
training, causing a divergence in the network trained with Dropout layers. This
in turn creates fluctuations in the predicted instance value during inference with
Dropout and causes a large variance in the instance prediction values. We inter-
pret this variance as model uncertainty in the prediction of this instance and use
it to weigh the contribution of the instance on the bag prediction.
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We think it is natural to decrease the contribution of instances the model
is not sure about, especially in the scenario of large bags where there are many
opportunities for mistakes that can affect the bag prediction. When the instance
attention levels are directly learned as with Attention Pooling MIL, there is no
direct control over which instances will achieve high attention values.

Our method provides a simple way to dynamically weigh instances in an
explainable way without learning the weight via another neural network. By
doing this we believe our method bridges the gap between traditional mean and
max pooling operators and more advanced learned weighting mechanisms such
as attention.

Future work will include hyper-parameter optimizations, working image res-
olution and resolution combinations as well as investigation into the limits of
dataset sizes and evidence ratio for training certainty based MIL algorithms. We
also plan to investigate the advantages of more sophisticated color normalization
schemes in this scenario.
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Abstract. Free-text reporting has been the main approach in clinical
pathology practice for decades. Pathology reports are an essential infor-
mation source to guide the treatment of cancer patients and for can-
cer registries, which process high volumes of free-text reports annually.
Information coding and extraction are usually performed manually and
it is an expensive and time-consuming process, since reports vary widely
between institutions, usually contain noise and do not have a standard
structure. This paper presents strategies based on natural language pro-
cessing (NLP) models to classify noisy free-text pathology reports of high
and low-grade prostate cancer from the open-source repository TCGA
(The Cancer Genome Atlas). We used paragraph vectors to encode the
reports and compared them with n-grams and TF-IDF representations.
The best representation based on distributed bag of words of paragraph
vectors obtained an f1-score of 0.858 and an AUC of 0.854 using a logistic
regression classifier. We investigate the classifier’s more relevant words
in each case using the LIME interpretability tool, confirming the clas-
sifiers’ usefulness to select relevant diagnostic words. Our results show
the feasibility of using paragraph embeddings to represent and classify
pathology reports.

Keywords: Pathology reports · Natural language processing ·
Paragraph embeddings

1 Introduction

Pathologists examine tissue via a microscope or in a digital image looking for
specific cell and gland morphologies that resemble cancer or healthy tissue. After
careful examination, they summarize their findings in a free-text report, as shown
in Fig. 1. Pathology reports include a diagnosis or a score in a grading/staging
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system, despite being an inherently complex and uncertain process [13]. The out-
comes are often discussed in tumor boards or given to oncologists and referring
clinicians to decide on the best treatment options for the patient.

While free-text reporting has been the main approach in clinical practice
for decades (sometimes helped by speech recognition), structured reporting is
gaining importance in clinical practice, as it allows to improve quality parameters
in diagnostic practice, including timeliness, accuracy, completeness, conformance
with current agreed standards, consistency and clarity in communication. In
addition, structured approaches can be fundamental (e.g. for cancer registries)
for population-level quality monitoring, benchmarking, interventions and benefit
analyses in public health management [6].

Automatic analysis and classification of reports can allow to enhance the
practice of pathologists. First, it is a possible way to create structured reports
from free text ones, in order to standardize previously diagnosed cases for mon-
itoring, benchmarking and benefit analyses in public health management. Sec-
ond, it can allow to retrieve similar cases in proprietary databases [16], enabling
pathologists to navigate repositories of images for clinical decision support and
teaching. In such situations, the comparison with visually similar cases is fun-
damental to reduce the risk of misinterpretations in the diagnosis and provide
high quality teaching guidelines. Finally, it can allow faster preparation of multi-
center and population-level studies, which require a single agreed international
and evidence-based standard to ensure interoperability and comparability [6].

Manually extracting information from free-text pathology reports is an
expensive and time-consuming process since they vary widely between institu-
tions, usually contain noise and do not have a standard structure. Still, manual
extraction is the most common practice when structured reports are not avail-
able, since free-text reports are in most cases extremely noisy and the design and
creation of tools that automatically extract information from pathology reports
is not straightforward [3,12,18]. With the advent of digital pathology and struc-
tured reporting, there is an increasing interest in automatic analysis of pathology
reports [2,7,14,22,23].

Natural Language Processing (NLP) tools are used extensively to analyze
clinical health records automatically [7,11,23]. While there has been an increase
in the use of recurrent neural networks [7] and word2vec embeddings [17] to
represent the content of reports, the use of deep learning techniques has not yet
fully penetrated clinical NLP [21]. Particularly, with the recently proposed dis-
tributed representations of words and documents [8], and transformer networks
that have outperformed traditional NLP approaches in many NLP tasks and
benchmarks [19], the evidence on the applicability to clinical and pathology text
remains under-explored.
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Fig. 1. Snippets of three pathology reports from the TCGA-PRAD repository. The
variation in the diagnosis text makes it difficult to manually develop specified rules to
extract these important parts of the report automatically.

2 Related Work

There are machine learning and NLP approaches in the literature that classify
and extract clinical information from pathology reports [7] automatically. The
tasks’ performance varies widely and depends mainly on the database’s size and
how structured the reports are. In the work of Yala et al. [23], each of the
sentences in a large dataset of more than 90,000 breast cancer pathology reports
is represented with an n-gram. Each report is classified independently into 20
categories, with an average accuracy of 97%. In the work of Qiu et al. [14], the
authors use a CNN to automatically extract ICD-O-3 topographic codes from a
corpus of breast and lung cancer pathology reports, obtaining a micro-F score
of 0.811 and outperforming conventional NLP strategies. Gao et al. [7] used
hierarchical attention networks to model free-text pathology reports and extract
from them information, including primary tumor sites and histological grades,
obtaining macro F-scores of 0.852 and 0.708 respectively in a set of 942 pathology
reports. In the work of Alawad et al. [1], the authors used a multitask CNN for
classifying histological grade, type, laterality, and primary cancer site in a dataset
of 95231 pathology reports, achieving a macro-F measure of 0.766 in the grading
task. Similar studies usually lack an in-depth analysis of the classifier’s more
relevant words, besides reporting the model’s quantitative performance. This
paper investigates the use of paragraph vectors to represent and classify high and
low-grade prostate pathology reports. We encode the reports using distributed
representations of sentences and compare it to standard NLP techniques. Our
results show that our approach is better than conventional and TF-IDF by 0.23
in AUC, reaching an F-score of 0.858 and an AUC of 0.854. We also analyze
the more relevant words qualitatively for classifying the reports in each class,
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finding them similar to the words that pathologists use the diagnosis of Gleason
grading.

3 Methods

This section describes the pathology report corpus used, the pre-processing steps
and the classification approach. Figure 2 gives an overview of our approach used
to automatically classify pathology reports into high-grade vs. low-grade prostate
cancer.

Fig. 2. Our approach

3.1 Corpus

The approach described in this paper uses publicly available prostate adenocar-
cinoma clinical pathology reports from The Cancer Genome Atlas (TCGA) Pan-
Cancer dataset1. The clinical report corpus originally consisted of 4942 reports
out of which 404 non-empty reports were selected for further analysis. These
reports were varying in length (see Fig. 5), unstructured free-text (see Fig. 1)

1 https://portal.gdc.cancer.gov/projects/TCGA-PRAD.
2 http://www.cbioportal.org/study/clinicalData?id=prad tcga pan can atlas 2018.

https://portal.gdc.cancer.gov/projects/TCGA-PRAD
http://www.cbioportal.org/study/clinicalData?id=prad_tcga_pan_can_atlas_2018
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scanned copies of the original documents available as Portable Document For-
mat (PDF). An unstructured report in contrast to a structured report is not
divided into self-explanatory sections. The corpus documents were manually
labelled with two class labels: high-grade (Gleason Score > 7) and low-grade
(Gleason Score < 6,7) using the diagnosis information from them. This separa-
tion has clinically relevant patient stratification [10]. After manual classification,
171 reports were identified as high-grade prostate cancer and 233 reports were
identified as low-grade prostate cancer creating a slight class imbalance (refer
Fig. 5).

3.2 Corpus Preprocessing

Any text corpus requires thorough preprocessing before it can be used for any
downstream NLP task. Text preprocessing primarily includes 1) conversion of
immutable text documents to machine readable, 2) filtering of useless and noisy
parts from the data, and 3) removal of uninformative filler words. The following
preprocessing steps were performed before the feature extraction.

1. PDF to text: The PDF documents were converted into editable and searchable
text files using GOCR, an open-source optical character reader (OCR) data
suite3.

2. Fixed-pattern noise removal: Next, the most apparent noise elements fol-
lowing a known pattern, like a trail of hyphens (-), pipes (|), asterisks (*),
patient identifiers (for e.g., Patient ID: QUID : 70DD94DF - 1301 . 40FC-A52B
- 43E2229563E3), sample identifiers (for e.g., TCGA- ZG-A9NI - 91A-PR), and
HEX NULL characters (e.g. <0x0C>, <0x0F>) were automatically removed.
Fully automatic filtering can miss some noise. Denoising these documents was
an important preprocessing step.

3. Stop-word removal: The most frequent, noisy tokens were automatically
removed using a set of predefined English language stop-words provided by
NLTK (Natural Language ToolKit)4 along with the corpus-specific stop-words
and punctuation, listed in Table 1.

3.3 Data Augmentation

Class imbalance often reduces the classifier performance, so in the present
work it was addressed by oversampling through back-translation text augmenta-
tion technique. Augmentation and oversampling using back-translation process
involves augmenting the minority class by translating a document to a language
other than the source language and then translating it back to the source lan-
guage [20]. Here the documents were translated from the source language English

3 http://jocr.sourceforge.net/.
4 https://www.nltk.org/api/nltk.tokenize.html.

http://jocr.sourceforge.net/
https://www.nltk.org/api/nltk.tokenize.html
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Table 1. List of the additional corpus-specific stop-words removed from the pathology
reports.

Stop-words Punctuation

Report Reviewed Surgical ; # [] ‘

Electronically Approved Signed : () ? / &

Pathology Page Redacted , ! \ ”

to German and back using the Google translate python package5. German was
used as a target language for augmentation because it has a high lexical simi-
larity with English (a similarity coefficient of 0.60) thereby adding variability to
the oversampled text without altering its meaning [5].

The corpus was split into training and test sets. After splitting, the training
set was oversampled to equally learn both the classes during training. Table 2
gives a summary of the corpus used in our experiments.

Table 2. Number of reports per class after train-test split and oversampling.

Partition/Class Train Test

High-Grade 186 47

Low-Grade 186 34

3.4 Document Representation

In natural language classification problems, it is important to represent the text
documents in machine understandable form. Text representation or vectorization
methods convert text documents into fixed-length numeric vectors understood
by NLP systems. Two types of numeric representations were extracted from
the documents, each one encoding different levels of information. These text
representation methods were: I) Count-based vectors, and II) Semantic vectors.

Count Vectors: Count vectors encode text as word counts or frequency. Term
Frequency - Inverse Document Frequency (TF-IDF) is weighted, sparse, word
frequency encoding for numeric text representation. TF-IDF is a multiplication
between term frequency (TF) matrix and inverse document frequency (IDF)
matrix. Term frequency of a word W is defined as the word count of W for
the document D divided by the number of words N in D. IDF of a word W is
defined as logarithm of the total number of documents divided by the number
of documents containing W . tf-idf increases weight for the meaningful words in
the corpus and reduces the weight for filler words like a, an, the, in, if, etc [4].

5 https://pypi.org/project/googletrans/.

https://pypi.org/project/googletrans/
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Semantic Vectors: Count vectors not only lose the word order and seman-
tic information but also suffer high-dimensionality and sparsity. To take into
account semantics of the text, document-level, semantic, dense paragraph vec-
tors were extracted. Paragraph vectors are generated in an unsupervised manner
and learn a distributed representation for pieces of text along with distributed
representation for the individual words. These vectors learn to associate words
with document identifiers rather than with the other words in the context. This
work used two kinds of paragraph vectors: 1) a distributed memory model of
paragraph vectors (PV-DM) and 2) a distributed bag of words model of para-
graph vectors (PV-DBOW) [8]. PV-DM and PV-DBOW vectors were gener-
ated for the training documents on fly during the experiments using the gensim
functionality6.

3.5 Document Classification

After feature extraction for each document, L2 normalization for each feature
vector was computed. All the labelled documents were used to train and evaluate
multiple classifiers (Logistic Regression (LR), Support Vector Machines (SVMs)
with linear kernel and K-nearest neighbour (KNN)) in order to separate the
reports into high vs. low-grade prostate cancer. Grid search was used to explore
and identify best performing parameters for these classifiers and feature vector
combinations. The model performance was evaluated on an independent held-out
test set.

3.6 Experimental Setup

Twelve experiments were conducted each combining the above-mentioned feature
vector-classifier combination. Grid search was used to identify the best feature
vector, hyperparameters and classifier combination in the training set using ROC
AUC (Receiver Operating Curve; Area Under Curve) as a guiding metric. The
macro-F1 score, Precision, Recall and ROC AUC measures were used. Random
seed for the experiments was set to 42.

Hyperparameter Space for Count Vectors: The tf-idf vectors were extracted and
an n-gram space with n ranging from 1 to 10 was explored. Too frequently or
too infrequently appearing terms were controlled.

Hyperparameter Space for Semantic Vectors: For the semantic paragraph vec-
tors, vector dimensions of 100, 300, and 500 with window sizes 2, 3 and 5. The
paragraph vectors were trained for epochs 20, 30 and 50 along with the above
vector dimension and window size combination.

6 https://radimrehurek.com/gensim/models/doc2vec.html.

https://radimrehurek.com/gensim/models/doc2vec.html
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4 Results

Table 3 reports classification results for the best feature vector classifier com-
bination. Paragraph vectors capture better discriminatory information between
the classes compared to the count vectors as seen from the ROC AUC scores.
PV-DBOW - logistic regression has the best ROC AUC score of 85.4% com-
pared to the other feature vector classifier combinations. Compared to SVM
classifier combined with paragraph vectors, LR offers gains in precision by 2.6%,
while the recall values for both the classifiers remain identical (79.4%). Para-
graph vectors achieve this best ROC AUC score for the denoised, augmented
and class-balanced training documents, but training with noisy documents leads
to a massive drop in ROC AUC by 11.5%. Training these noisy documents
without any oversampling leads to a further drop in ROC AUC by 2.6%. The
confusion matrix for both the best performing feature vector - classifier combi-
nation is shown in Fig. 3. The hyperparamters for the best performing feature
vectors are shown in Table 4. For the tf-idf vectors, KNN classifier offers overall
better macro precision and recall compared to the other classifiers.

Table 3. The table shows the results for the best classifier-feature vector combination
(see Sect. 3.6).

Class “High-grade” Macro average

Feature-classifier Precision Recall F1 Precision Recall F1 ROC AUC

tf-idf-LR 0.630 0.500 0.554 0.657 0.644 0.645 0.645

tf-idf-SVM 0.655 0.559 0.603 0.683 0.683 0.675 0.673

tf-idf-KNN 0.739 0.500 0.596 0.723 0.686 0.689 0.686

PV-DBOW-KNN 0.826 0.559 0.667 0.784 0.737 0.743 0.737

PV-DBOW-SVM 0.844 0.794 0.818 0.850 0.844 0.847 0.843

PV-DBOW-LR

- Denoised oversampled 0.870 0.794 0.830 0.866 0.854 0.859 0.854

- noisy reports 0.847 0.579 0.688 0.767 0.739 0.732 0.739

- no oversampling 0.735 0.658 0.694 0.716 0.714 0.713 0.713

Table 4. The table shows the parameter settings used for the best feature vector-
classifier combination (refer Sect. 3.6).

Features Classifier Vector parameters

tf-idf KNN n-gram 10, max df 0.7, min df 0.0

PV-DBOW LR window size 5, vector dimension 300, Epochs 20
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Fig. 3. Confusion matrix for best count vector classifier combination vs. best semantic
vector classifier combination

5 Discussion and Analysis

The Corpus Characteristics: The corpus with pathology reports consisted of
highly variable length reports (Fig. 4). These are unstructured reports without
any explicit demarcation or order for different sections like patient history, diag-
nosis, conclusion and summary. Figure 5 shows a histogram of the number of
reports against report length measured in number of characters. The smallest
report had 485 characters while the longest one had 11440. Additionally, except
diagnosis section, not all reports were complete and comprehensive lacking one
or the other above mentioned sections. The reports originated from heteroge-
neous sources and were available in the PDF format. Upon conversion from
PDF to text format using open-source OCR software, further added to the noise
to the already heterogeneous corpus. All these issues made the preprocessing
and classification process rather challenging.

Fig. 4. The graph shows report length for
non-empty reports in terms of characters.

Fig. 5. Histogram showing class imbal-
ance in the corpus. “0” corresponds to
class low-grade prostate cancer and “1”
correspond to class high-grade prostate
cancer.
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Interpretation: Paragraph vectors (refer Paragraph 3.4) used in our work are rep-
resentations generated in unsupervised manner using shallow neural networks.
Such representations are not interpretable and are considered as black-box rep-
resentations. In order to inspect if the best performing paragraph vector repre-
sentations did capture relevant hints for classifying the documents into high vs.
low-grade prostate cancer, we used LIME (Local Interpretable Model-Agnostic
Explanations) [15]. LIME abstracts the behavior of a black-box system around
individual predicted instances in the form of interpretable natural language units
(bag of words) i.e. the words. It generates explanations by training a locally-
faithful interpretable linear model for individual predicted instances by tweak-
ing its feature values and observing the output. LIME was used to extract six
explanations for each class from the individual reports in the test set. Figures 6,
7, 8, and 9 show LIME explanations for the high-grade and low-grade prostate
cancer classes on the test instances.

Figure 6 shows a high-grade instance with LIME explanations for both the
classes. LIME picks up the numbers “4”, “5”, and “9” from the text which forms
the part of gleason score phrase. Total gleason grading score of “9” is one of the
strongest clues to classify the diagnosed prostate cancer into high-grade.

Fig. 6. LIME explanation for a high-grade report instance from the test set.

In Figure 7, we present a contradictory example where for a high-grade
prostate cancer report, LIME confidently picks up rather irrelevant terms (right,
left, prostatic, etc.) for the low-grade class instead.

Figure 8 shows low-grade instance with LIME explanations for the low-grade
class. One of the relevant explanation for classification into low-grade are the
numbers “3”, “4”, and “7”. These numbers form part of the total gleason score
term for low-grade prostate cancer. The model, however, does not pick any word
explanations from the class high-grade and also picks other irrelevant explana-
tions like the term “prosectomy” and “excision”.

Figure 9 shows a low-grade instance with several strong explanations. For the
class low-grade, several relevant clues are picked up; the tumor histologic grade
term “g3” and the numbers “3” and “4”. It can be noticed that these numbers
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Fig. 7. LIME explanation for a high-grade report instance from the test set.

Fig. 8. LIME explanation for a low-grade report instance from the corpus.

form part of the Gleason grade phrases and are present in the reports as “glea-
son grade 3 + 3”, “gleason grade 3 + 4”, “primary gleason grade 3”, “secondary
gleason grade 4” depicting an overall low-grade Gleason score.

From each example LIME explanation demonstrated here, it has to be noted
that the paragraph representation model picks several strong informative terms
for each class but also picks up many irrelevant words with high confidence and

Fig. 9. A strong LIME explanation for a low-grade report instance from the corpus.
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misses out on rather strong diagnosis information terms. LIME explanations
warrant further inspection with respect to the hyper-parameters like the number
of explanations generated, number of neighbouring samples used to generate
explanations, random seed used, and distance metric [9].

6 Conclusions and Future Work

We presented an approach for classification of noisy, heterogeneous pathology
reports corpus into high-grade prostate cancer and low-grade prostate cancer
using two levels of textual information. Semantic information proved to be more
discriminatory between the classes compared to the count information. These
pathology reports included unstructured complex information that is spread over
long segments of text. Our results and interpretability analysis suggest not only
the feasibility, but also reliability of using paragraph vectors to represent and
classify prostate pathology reports into high- vs. low-grade prostate cancer.

Each report consists of multiple tumor staging terms, clinical measurements,
prostrate tissue anatomy information and their combination with negation terms.
We hypothesize that this problem of extracting information from pathology
reports might be better suited as an entity recognition problem. Extracting
semantically inclined entities could help fine-grained classification of these rather
noisy, heterogeneous reports. The noisy and denoised prostrate cancer pathol-
ogy report corpus, the source code to reproduce our experiments and the python
notebook to explore interpretability analysis can be found on Github: https://
github.com/anjani-dhrangadhariya/pathology-report-classification.git.
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Abstract. Reproducibility of AI models on biomedical data still stays as
a major concern for their acceptance into the clinical practice. Initiatives
for reproducibility in the development of predictive biomarkers as the
MAQC Consortium already underlined the importance of appropriate
Data Analysis Plans (DAPs) to control for different types of bias, includ-
ing data leakage from the training to the test set. In the context of digital
pathology, the leakage typically lurks in weakly designed experiments not
accounting for the subjects in their data partitioning schemes. This issue
is then exacerbated when fractions or subregions of slides (i.e. “tiles”) are
considered. Despite this aspect is largely recognized by the community,
we argue that it is often overlooked. In this study, we assess the impact of
data leakage on the performance of machine learning models trained and
validated on multiple histology data collection. We prove that, even with
a properly designed DAP (10 × 5 repeated cross-validation), predictive
scores can be inflated up to 41% when tiles from the same subject are
used both in training and validation sets by deep learning models. We
replicate the experiments for 4 classification tasks on 3 histopathological
datasets, for a total of 374 subjects, 556 slides and more than 27, 000
tiles. Also, we discuss the effects of data leakage on transfer learning
strategies with models pre-trained on general-purpose datasets or off-
task digital pathology collections. Finally, we propose a solution that
automates the creation of leakage-free deep learning pipelines for digital
pathology based on histolab, a novel Python package for histology data
preprocessing. We validate the solution on two public datasets (TCGA
and GTEx).
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1 Introduction

Bioinformatics on high-throughput omics data has been plagued by uncount-
able issues with reproducibility since its early days; Ioannidis and colleagues [1]
found that almost 90% of papers in a leading journal in genetics were not repeat-
able due to methodological or clerical errors. Although the landscape seems to
have improved [2], and broad efforts have been spent across different biomedical
fields [3], computational reproducibility and replicability still fall short of the
ideal. Lack of reproducibility has been linked to inaccuracies in managing batch
effects [4,5], small sample sizes [6], or flaws in the experimental design such
as data normalization simultaneously performed on development and validation
data [7,8]. The MAQC-II project for reproducible biomarker development from
microarray data demonstrated, through a community-wide research effort, that
a well-designed Data Analysis Plan (DAP) is mandatory to avoid selection bias
flaws in the development of models for high-dimensional datasets [9].

Among the various types of selection bias that threaten the reproducibility
of machine learning algorithms, data leakage is possibly the most subtle one [10].
Data leakage refers to the use of information from outside the training dataset
during model training or selection [11]. A typical leakage occurs when data in the
training, validation and/or test sets share indirect information, leading to overly
optimistic results. For example, one of the preclinical sub-dataset in the MAQC-
II study consisted of microarray data from mice triplets. These triplets were
expected to have an almost identical response for each experimental condition,
and therefore they had to be kept together in DAP partitioning to circumvent
any possible leakage from training to internal validation data [9].

The goal of this study is to provide evidence that similar issues are still lurk-
ing in the grey areas of preprocessing, ready to emerge in the everyday practice
of machine learning for digital pathology. The BreaKHis [12] dataset, one of
the most popular histology collection of breast cancer samples, has been used
in more than 40 scientific papers to date [13], with reported results spanning a
broad range of performance. In a non-negligible number of these studies, over-
fitting effects due to data leakage are suspected to impact their outcomes.

Deep learning pipelines for histopathological data typically require Whole
Slide Images (WSIs) to be partitioned into multiple patches (also referred to as
“tiles” [14]) to augment the original training data, and to comply with mem-
ory constraints imposed by GPU hardware architectures. For example, a single
WSI of size 67, 727 × 47, 543 pixels can be partitioned in multiple 512 × 512
tiles, which are randomly extracted, and verified such that selected subregions
preserve enough tissue information. These tiles are then processed by data aug-
mentation operators (e.g. random rotation, flipping, or affine transformation) to
reduce the risk of overfitting. As a result, the number of multiple subimages origi-
nating from the very same histological specimen is significantly amplified [15,16],
consequently increasing the risk for data leakage. Protocols for data partitioning
(e.g. a repeated cross-validation DAP) are not naturally immune against repli-
cates, and so the source originating each tile should be considered to avoid any
risk of bias [17].
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In this work, we quantify the importance of adopting Patient-Wise split
procedures with a set of experiments on digital pathology datasets. All exper-
iments are based on DAPPER [18], a reproducible framework for predictive
digital pathology composed of a deep learning core (“backbone network”) as
feature encoder, and multiple task-related classification models, i.e. Random
Forest or Multi-Layer Perceptron Network (see Fig. 1). We test the impact of
various data partitioning strategies on the training of multiple backbone archi-
tectures, i.e. DenseNet [19], and ResNet models [20], fine-tuned to the histology
domain.

Our experiments confirm that train-test contamination (in terms of mod-
eling) is a serious concern that hinders the development of a dataset-agnostic
methodology, with impact similar to the lack of standard protocols in the acqui-
sition and storage of WSIs in digital pathology [21]. Thus, we present a protocol
to prevent data leakage during data preprocessing. The solution is based on
histolab, an open-source Python library designed as a reproducible and robust
environment for WSI preprocessing, available at https://github.com/histolab/
histolab. The novel approach is demonstrated on two public large scale datasets:
GTEx [22] (i.e. non-pathological tissues), and TCGA [23] (i.e. cancer tissues).

2 Data Description

We tested our experimental pipeline on three public datasets for image classi-
fication in digital pathology, namely GTEx [22], Heart Failure (HF) [24], and
BreaKHis [12]. Descriptive statistics of the datasets are reported in Table 1, and
Fig. 1.

The GTEx Dataset. The current release of GTEx (v8) includes a total of
15, 201 H&E-stained WSIs, retrieved with an Aperio scanner (20× native mag-
nification) and gathered from a cohort of 838 nondiseased donors1. In this work,
we consider a subset of 265 WSIs randomly selected from 11 histological classes,
for a total of 83 subjects. From this subset, we randomly selected a balanced
number of WSIs per tissue: adrenal gland (n = 24); bladder (n = 19); breast
(n = 26); liver (n = 26); lung (n = 21); ovary (n = 26); pancreas (n = 26);
prostate (n = 24); testis (n = 26); thyroid (n = 26); uterus (n = 21).

We implemented a data preprocessing pipeline to prepare the tile dataset
from the GTEx collection. First, the tissue region is automatically detected in
each WSI; this process combines the Otsu-threshold binarization method [25]
with the dilation and hole-filling morphological operations. A maximum of 100
tiles of size 512 × 512 is then randomly extracted from each slide. To ensure
that only high-informative images are used, tiles with tissue area that accounts
for less than the 85% of the whole patch are automatically rejected. At the end
of this step, a total of 26, 174 random tiles is extracted from the WSIs, each
available at different magnification levels (i.e., 20×, 10×, 5×). In this paper we
limit experiments and discussions to tiles at 5× magnification, with no loss of
generality.
1 https://gtexportal.org/home/releaseInfoPage.

https://github.com/histolab/histolab
https://github.com/histolab/histolab
https://gtexportal.org/home/releaseInfoPage
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Fig. 1. Experimental environment for evaluation of data leakage impact on machine
learning models in digital pathology. (A) Tile datasets are split into train/test set
following either the Tile-Wise or the Patient-Wise protocol; (B) the train set is used
to train a backbone network for feature extraction, using different transfer learning
strategies; (C) machine learning classifiers on the deep features are evaluated within
the Data Analysis Plan.

Table 1. Statistics of the datasets considered in this study.

Dataset Subjects WSIs WSIs per subject Tiles Tiles per subject

Min Max Median Min Max Median

GTEx 83 265 1 7 3 26, 174 1 700 300

HF 209 209 1 2, 299 11

BreaKHis 82 82 1 2, 013 9 62 21

The HF Dataset. The Heart Failure collection [24] originates from 209 H&E-
stained WSIs of the left ventricular tissue, each corresponding to a single subject.
The learning task is to distinguish images of heart failure (n = 94) from those of
non-heart failure (n = 115). Slides in the former class are categorized according
to the disease subtype: ischemic cardiomyopathy (n = 51); idiopathic dilated
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cardiomyopathy (n = 41); undocumented (n = 2). Subjects with no heart failure
are further grouped in: normal cardiovascular function (n = 41); non-HF and
no other pathology (n = 72); non-HF and other tissue pathology (n = 2).
WSIs in this dataset have been acquired with an Aperio ScanScope at 20×
native magnification, and then downsampled at 5× magnification by authors.
From each WSI, 11 non-overlapping patches of size 250 × 250 were randomly
extracted. The entire collection of 2, 299 tiles is publicly available on the Image
Data Resource Repository2 (IDR number: idr0042).

The BreaKHis Dataset. The BreakHis histopathological dataset [12] collects
7, 909 H&E-stained tiles (size 700 × 460) of malignant or benign breast tumour
biopsies. Tiles correspond to regions of interest manually selected by expert
pathologists from a cohort of 82 patients, and made available at different magni-
fication factors, i.e., 40×, 100×, 200×, 400×) [12]. To allow for a more extensive
comparison with the state of the art, only the 200× magnification factor will be
considered in this paper. The BreakHis dataset currently contains 4 histologi-
cal distinct subtypes of benign, and malignant tumours, respectively: Adenosis
(n = 444); Fibroadenoma (n = 1, 014); Tubular Adenoma (n = 453); Phyl-
lodes Tumor (n = 569); Ductal Carcinoma (n = 3, 451); Lobular Carcinoma
(n = 626); Mucinous Carcinoma (n = 792); Papillary Carcinoma (n = 560).
This dataset is used for two classification tasks: (BreaKHis-2) binary classifica-
tion of benign and malignant tumour samples; (BreaKHis-8) classification of the
8 distinct tumour subtypes.

3 Methods

The pipeline used in this work is based on the DAPPER framework for dig-
ital pathology [18], extended by (i) integrating specialised train-test splitting
protocols, i.e. Tile-Wise and Patient-Wise; (ii) extending the feature extractor
component with new backbone networks; (iii) applying two transfer learning
strategies for feature embedding. Figure 1 shows the three main blocks of the
experimental environment defined in this paper: (A) dataset partition in train
and test set; (B) feature extraction procedure with different transfer learning
strategies; (C) the DAP employed for machine learning models.

A. Dataset Partitioning Protocols. The tile dataset is partitioned in the
training set and test set, considering 80% and 20% split ratio for the two sets,
respectively. We compare two data partitioning protocols to investigate the
impact of a train-test contamination (Fig. 1A): in the Tile-Wise (TW) proto-
col, tiles are randomly split between the training and the test sets, regardless
of the original WSI. The Patient-Wise (PW) protocol splits the tile dataset
strictly ensuring that all tiles extracted from the same subject are found either
in the training or the test set. To avoid other sources of leakage due to class
2 http://idr.openmicroscopy.org/.

http://idr.openmicroscopy.org/
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imbalance [26], the two protocols are both combined with stratification of sam-
ples over the corresponding classes, and any class imbalance is accounted for by
weighting the error on generated predictions.

B. Deep Learning Models and Feature Extraction. The training set
is then used to train a deep neural network for feature extraction (Fig. 1B),
i.e. a “backbone” network whose aim is to learn a vector representation of
the data (features embedding). In this study, we consider two backbone archi-
tectures in the residual network (ResNet) family, namely ResNet-152 [20] and
DenseNet-201 [19]. Given that the DenseNet model has almost the double of
parameters3, and so a higher footprint in computational resources, diagnos-
tic experiments and transfer learning are performed only with the ResNet-152
model. Similarly to [16], and [18], we started from off-the-shelf version of the
models, pre-trained on ImageNet, and then fine-tuned to the digital pathology
domain using transfer learning. Specifically, we trained the whole network for 50
epochs with a learning rate η = 1e−5, and Adam optimizer [27], in combination
with the categorical cross-entropy loss. The β1 and β2 parameters of the opti-
mizer are respectively set to 0.9 and 0.999, with no regularization. To reduce
the risk of overfitting, we use train-time data augmentation, namely random
rotation and random flipping of the input tiles.

The impact of adopting a single or double-step transfer learning strategy in
combination with the Patient-Wise partitioning protocol is also investigated in
this study. Two sets of features embeddings (FE) are generated: FE1, backbone
model fine-tuned from ImageNet; FE2, backbone model sequentially fine-tuned
from ImageNet and GTEx.

C. Classification and Data Analysis Plan (DAP). The classification is
finally performed on the feature embedding within a DAP for machine learning
models (Fig. 1C). In this work, we compare the performance of two models: Ran-
dom Forest (RF) and Multi-Layer Perceptron Network (MLP). In particular, we
apply the 10× 5-fold CV schema proposed by the MAQC-II Consortium [9]. In
the DAP setting, the input datasets are the two separate training and test sets,
as resulted from the 80–20 train-test split protocol. The test set is kept com-
pletely unseen to the model, and only used for the final evaluation. The training
set further undergoes a 5-fold CV iterated 10 times with a different random
seed, resulting in 50 separated internal validation sets. These validation sets are
generated adopting the same protocols used in the previous train-test genera-
tion, namely Tile-Wise or Patient-Wise. The overall performance of the model
is evaluated across all the iterations, in terms of average Matthews Correlation
Coefficient (MCC) [28] and Accuracy (ACC), both with 95% Studentized boot-
strap confidence intervals (CI). Moreover, results have been reported both at
tile-level and at patient-level, in order to assess the ability of machine learning
models to generalise on unseen subjects (see Sect. 4).

3 DenseNet-201: ∼12M parameters; ResNet-152: ∼6M parameters.
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Fig. 2. Random Labels experimental settings. A) The labels of the extracted tiles are
randomly shuffled consistently with the original patient. B) The train/test split is then
performed either Patient-Wise or Tile-Wise.

As an additional caution to check for selection bias, the DAP integrates a
random labels schema (RLab) (Fig. 2). In this setting, the training labels are ran-
domly shuffled and presented as reference ground truth to the machine learning
models. In particular, we consistently randomize the labels for all the tiles of a
single subject, thus they would all share the same random label (Fig. 2A); then
we alternatively use the Patient-Wise (Fig. 2B1) or the Tile-Wise (Fig. 2B2)
splits within the DAP environment. Notice that an average MCC score close to
zero (MCC ≈ 0) indicates a protocol immune from sources of bias, including
data leakage; we focus on the RLab validation to emphasise evidence of data
leakage derived from the TW and the PW protocols.

Performance Metrics. Several patient-wise performance metrics have been
defined in the literature [12,24,29]. Two metrics are considered in this study:
(1) Winner-takes-all (WA), and (2) Patient Score (PS).

In the WA metric, the label associated to each patient corresponds to the
majority of the labels predicted for their tiles. With this strategy, standard
metrics based on the classification confusion matrix can be used as overall per-
formance indicators. In this paper, ACC is used for comparability with the PS
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metric. The PS metric is defined for each patient [12] as the ratio of the Nc

correctly classified tiles over the NP total number of tiles per patient, namely
PS = Nc

NP
. The overall performance is then calculated using the global recognition

rate (RR), defined as the average of all the PS scores for all patients:

RR =
∑

PS

|P |
In this paper, the WA metric and the PS metric are used for comparison of
patient-level results on the HF dataset and the BreaKHis dataset, respectively.

Fig. 3. Workflow of the proposed protocol against data leakage in digital pathology,
using the histolab software. The documentation of histolab is available at http://
histolab.readthedocs.io.

Preventing Data Leakage: The histolab Library. As a solution to the
data leakage pitfall, we have developed a protocol for image and tile splitting
based on histolab, an open source software recently developed for reproducible
WSI preprocessing in digital pathology. This library implements a tile extraction
procedure, whose reliability and quality result from robust design, and extensive
software testing. A high level interface for image transformation is also provided,
making histolab an easy-to-adopt tool for complex histopathological pipelines.

In order to intercept data leakage conditions, the protocol is designed to
create a data-leakage free collection (tile extraction with the Patient-Wise split)
that can be easily integrated in a deep learning workflow (Fig. 3). The protocol is

http://histolab.readthedocs.io
http://histolab.readthedocs.io
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Table 2. DAP results for each classifier head, using the Tile-Wise partitioning pro-
tocol, and the FE1 feature embedding with the ResNet-152 as backbone model. The
average cross validation metrics (MCCv and ACCv) with 95% CI are reported for each
classification task, along with metrics on the test set (MCCt and ACCt). The Others
column reports the highest accuracy achieved among the compared papers.

Dataset MLP RF MLP RF Others

MCCv MCCt MCCv MCCt ACCv ACCt ACCv ACCt ACCt

GTEx 0.999 0.998 0.999 0.997 0.999 0.999 0.999 0.998 –

(0.999, 0.999) (0.999, 0.999) (0.999, 0.999) (0.999, 0.999)

HF 0.959 0.956 0.956 0.960 0.980 0.978 0.978 0.980 –

(0.956, 0.963) (0.953, 0.959) (0.978, 0.982) (0.977, 0.980)

BreaKHis-2 0.989 0.988 0.990 0.994 0.995 0.994 0.996 0.997 0.993 [30]

(0.987, 0.991) (0.988, 0.992) (0.994, 0.996) (0.995, 0.997)

BreaKHis-8 0.945 0.922 0.929 0.921 0.959 0.940 0.946 0.940 0.985 [31]

(0.942, 0.949) (0.925, 0.932) (0.956, 0.962) (0.943, 0.949)

already customized for standardizing WSI preprocessing on GTEx and TCGA,
two large scale public repositories that are widely used in computational pathol-
ogy. The code can be also adapted to rebuild the training and test datasets from
GTEx used in this study, thus extending the HINT collection presented in [18].

4 Results

Data Leakage Effects on Classification Outcome. The results of the four
classification tasks using the ResNet-152 pre-trained on ImageNet as backbone
model (i.e. feature vectors FE1) are reported in Table 2 and Table 3, with the
Tile-Wise and the Patient-Wise partitioning protocols, respectively. The average
cross validation MCCv and ACCv with 95% CI are presented, along with results
on the test set (i.e. MCCt, and ACCt). State of the art results (i.e. Others) are
also reported for comparison, whenever available.

Table 3. DAP results for each classifier head, using the Patient-Wise partitioning
protocol, and the FE1 feature embedding with the ResNet-152 as backbone model.
The average cross validation metrics (MCCv and ACCv) with 95% CI are reported
for each classification task, along with metrics on the test set (MCCt and ACCt). The
Others column reports the highest accuracy achieved among the compared papers.

Dataset MLP RF MLP RF Others

MCCv MCCt MCCv MCCt ACCv ACCt ACCv ACCt ACCt

GTEx 0.998 0.998 0.997 0.997 0.998 0.998 0.997 0.997 –

(0.998, 0.998) (0.997, 0.997) (0.998, 0.998) (0.997, 0.998)

HF 0.852 0.856 0.848 0.833 0.927 0.915 0.924 0.915 0.932 [24]

(0.847, 0.858) (0.836, 0.860) (0.924, 0.929) (0.918, 0.930)

BreaKHis-2 0.695 0.801 0.709 0.863 0.870 0.924 0.876 0.946 0.973 [29]

(0.665, 0.724) (0.671, 0.746) (0.856, 0.882) (0.859, 0.892)

BreaKHis-8 0.561 0.541 0.594 0.471 0.679 0.644 0.701 0.600 0.973 [29]

(0.529, 0.594) (0.562, 0.631) (0.655, 0.703) (0.681, 0.732)
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As expected, estimates are more favourable for the TW protocol (Table 2)
with respect to the PW one (Table 3), both in validation and in test and con-
sistently for all the datasets. Moreover, the inflation of the Tile-Wise estimates
is amplified in the multi-class setting (see BreaKHis-2 vs BreaKHis-8). Notably,
these results are comparable with those in the literature, suggesting the evi-
dence of a data leakage for studies adopting the Tile-Wise splitting strategy.
Results on the GTEx dataset do not suggest significant differences using the
two protocols; however both MCC and ACC metrics lie in a very high range.
Analogous results (not reported here) were obtained using the DenseNet-201
backbone model, further confirming the generality of the derived conclusions.

Random Labels Detects Signal in the Tile-Wise split. A data leakage
effect is signalled for the Tile-Wise partitioning with a MCC consistently positive
in the RLab validation schema (Sect. 3). For instance, as for BreaKHis-2 coupled
with MLP, MCCRL= 0.354 (0.319, 0.392) in the Tile-Wise setting, to be com-
pared with MCCRL= −0.065 (−0.131, 0.001) using the Patient-Wise protocol.
Full MCCRL results considering 5 trials of the RLab test are reported in Table 4,
with corresponding ACCRL values also included for completeness. Notably, all
the tests using the Patient-Wise split perform as expected, i.e. with median
values near 0, whereas results of the Tile-Wise case exhibit a high variability,
especially for the BreaKHis-2 dataset (Fig. 4).

Table 4. Random Labels (RLab) results using the ResNet-152 as backbone model,
and Tile-Wise and Patient-Wise train-test split protocols. The average MCCRL and
ACCRL with 95% CI are reported.

Dataset MCCRL ACCRL

TW PW TW PW

HF 0.107 0.004 0.553 0.502

(0.078, 0.143) (–0.042, 0.048) (0.534, 0.570) (0.474, 0.530)

BreaKHis-2 0.354 –0.065 0.637 0.560

(0.319, 0.392) (–0.131, 0.001) (0.613, 0.662) (0.506, 0.626)

BreaKHis-8 0.234 0.013 0.318 0.097

(0.173, 0.341) (–0.042, 0.065) (0.215, 0.506) (0.056, 0.143)

Benefits of Domain-Specific Transfer Learning. The adoption of the
GTEx domain-specific dataset for transfer learning (Table 5) proves to be ben-
eficial over the use of ImageNet only (Table 3). Notably, the Patient-Wise par-
titioning protocol with the FE2 embedding have comparable performance with
FE1 and the inflated TW splitting (Table 2). However, minor improvements are
achieved on the BreaKHis-8 task, with results not reaching state of the art. It
must be observed that the BreaKHis dataset is highly imbalanced in the multi-
class task. As a countermeasure, authors in [34,35] adopted a balancing strategy
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Table 5. DAP results for each classifier head, using the Patient-Wise partitioning
protocol, and the FE2 feature embedding with ResNet-152 as backbone model. The
average cross validation MCCv and ACCv with 95% CI are reported, along with results
on the test set (i.e. MCCt, and ACCt). The Others column reports the highest accuracy
achieved among the compared papers.

Dataset MLP RF MLP RF Others

MCCv MCCt MCCv MCCt ACCv ACCt ACCv ACCt ACCt

HF 0.956 0.964 0.955 0.950 0.978 0.982 0.977 0.978 0.932 [24]

(0.952, 0.960) (0.943, 0.958) (0.976, 0.980) (0.975, 0.979)

BreaKHis-2 0.864 0.948 0.912 0.961 0.941 0.980 0.963 0.984 0.973 [29]

(0.839, 0.888) (0.892, 0.932) (0.930, 0.952) (0.955, 0.971)

BreaKHis-8 0.573 0.478 0.586 0.482 0.685 0.603 0.699 0.606 0.973 [29]

(0.539, 0.602) (0.552, 0.621) (0.661, 0.712) (0.675, 0.724)

during data augmentation, which we did not introduce here for comparability
with the other experiments.

To verify how much of previous domain-knowledge can be still re-used for the
original task, we devised an additional experiment on the GTEx dataset: on the
Feature Extractor component (i.e. Convolutional Layers) of the model trained
on GTEx and fine-tuned on BreakHis-2, we add back the MLP classifier of
the model trained on GTEx. Notably, this configuration recover high predictive
performance (i.e. MCCt = 0.983) on the classification task after only a single
epoch of full training on GTEx.

Fig. 4. MCCRL results on the test set. TW: Tile-Wise, PW: Patient-Wise.
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Table 6. Patient-level results for each classifier head, using the Patient-Wise and
Tile-Wise partitioning protocols, and the FE1 feature embedding with the ResNet-
152 backbone model. The average cross-validation Patient-level accuracy with 95% CI
(ACCv), and corresponding scores on the test set (ACCt), are reported. The Others
column reports the highest accuracy achieved among the compared papers.

Dataset Metric Partitioning protocol MLP RF Others

ACCv ACCt ACCv ACCt ACCt

HF WA TW 0.984 0.995 0.984 0.995 –

(0.982, 0.987) (0.981, 0.986)

PW 0.981 0.951 0.977 0.927 0.940 [24]

(0.975, 0.986) (0.971, 0.983)

BreaKHis-2 PS TW 0.995 0.997 0.997 0.998 0.872 [32]

(0.994, 0.996) (0.996, 0.998)

PW 0.864 0.885 0.883 0.893 0.976 [29]

(0.851, 0.877) (0.869, 0.898)

BreaKHis-8 PS TW 0.963 0.950 0.957 0.962 0.964 [33]

(0.960, 0.967) (0.955, 0.959)

PW 0.687 0.752 0.705 0.725 0.967 [29]

(0.667, 0.709) (0.685, 0.728)

Patient-Level Performance Analysis. We report patient-wise performance
using the ResNet-152 backbone model with either the FE1 feature embedding
and both Tile-Wise and Patient-Wise protocols (Table 6), or with the FE2 strat-
egy and the Patient-Wise split (Table 7).

Table 7. Patient-level results for each classifier head, with the Patient-Wise partition-
ing protocol and the FE2 feature embedding with the ResNet-152 model. The average
cross-validation Patient-level accuracy with 95% CI (ACCv) and corresponding scores
on the test set (ACCt) are reported. The Others column reports the highest accuracy
achieved among the compared papers.

Dataset Patient-level metric MLP RF Others

ACCv ACCt ACCv ACCt ACCv

HF WA 0.992 0.976 0.989 0.976 0.940 [24]

(0.989, 0.995) (0.984, 0.992)

BreaKHis-2 PS 0.941 0.971 0.958 0.991 0.976 [29]

(0.930, 0.951) (0.948, 0.968)

BreaKHis-8 PS 0.691 0.721 0.699 0.724 0.967 [29]

(0.669, 0.716) (0.676, 0.723)

5 Discussion

We report here a short description of the approach employed by comparable
studies on the same datasets considered in this work; we refer to a Patient-Wise
partitioning protocol when the authors clearly state the adoption of a train-test
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split consistent with the patient, or when the code is provided as reference. Notice
that the different accuracy scores obtained for deep learning models applied on
the same data can be explained by the adoption of diverse experimental protocols
(e.g. preprocessing, data augmentation, transfer learning methods).

Nirschl et al. [24] train a CNN on the HF dataset to distinguish patients
with or without heart failure. They systematically apply the Patient-Wise rule
for the initial train-test split (50–50) and for the training partition into three-
folds for cross-validation. Data augmentation strategies are also applied, includ-
ing random cropping, rotation, mirroring, and staining augmentation. As for the
BreaKHis dataset, Alom et al. [29] use a 70–30 Patient-Wise partitioning proto-
col to train a CNN with several (not specified) hidden layers, reporting average
results from 5-fold cross-validation. Further, the authors apply augmentation
strategies (i.e., rotation, shifting, flipping) to increase the dataset by a factor of
21× for each magnification level. The work of Han et al. [34] propose a novel
CNN adopting a Tile-Wise partition with the training set accounting for the 50%
of the dataset. Data augmentation (i.e. intensity variation, rotation, translation,
and flipping) is used to adjust for imbalanced classes. Jiang et al. [30] train two
different variants of the ResNet model to address the binary and the multi-class
task, for each magnification factor. They adopt a Tile-Wise partitioning protocol
for the train-test split, using 60% and 70% of the data in the training set for
BreaKHis-2 and BreaKHis-8, respectively. Data augmentation is also exploited
in the training process, and experiments are repeated 3 times.

Other authors employed a similar protocol to address the BreaKHis-8 task
by training a CNN pretrained on ImageNet: Nawaz et al. [33] implemented a
DenseNet-inspired model, while Nguyen et al. [36] choose a custom CNN model,
instead. Both studies use a Tile-Wise partition on the BreaKHis dataset (70–30
and 90–10, respectively), and do not apply any data augmentation. Xie et al. [32]
adapt a pre-trained ResNet-V2 to the binary and multiclass tasks of BreaKHis,
at different magnification factors, using a 70–30 Tile-Wise partition. Data aug-
mentation has been applied to balance the least represented class in BreaKHis-8.
Jannesary et al. [31] used a 90–10 Tile-Wise train-test split with data augmen-
tation (i.e. resizing, rotations, cropping and flipping) to fine-tune a ResNet-V1
for binary and multi-class prediction. Moreover, experiments in [31] were per-
formed combining images at different magnification factors in a unified dataset.
Finally, both [37] and [38] used a Tile-Wise train-test split for prediction of
malignant vs benign samples using a pre-trained CNN and [38] also employed
data augmentation (rotation and flipping).

6 Conclusions

Possibly even more than other areas of computational biology, digital pathology
faces the risk of data leakage. The first part of this study clearly demonstrates the
impact of weakly designed experiments with deep learning for digital pathology.
In particular, we found that the predictive performance estimates are inflated if
the DAP does not flawlessly concentrate the subject and/or the tissue specimen
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from which tiles are extracted either in the training or test datasets. Fortu-
nately, many studies already adopt the correct procedure [12,16,17,24,34,35].
However, we argue that this subtle form of selection bias still constitutes a threat
to reproducibility of AI models that may have affected a considerable number
of works. Indeed, a significant number of studies considered in this work do
not explicitly mention the patient-wise strategy [30–33,39,40]. We encourage
the community to adopt our code (https://github.com/histolab/histolab/tree/
master/examples) as a launchpad for reproducibility of AI pipelines in digital
pathology.
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Preface

AIHA is a forum of researchers working on artificial intelligence applications in
healthcare. Most of the medical data collected from healthcare systems are recorded in
digital format. The increased availability of these data has enabled a number of artificial
intelligence applications. Specifically, machine learning can generate insights to
improve the discovery of new therapeutics tools, to support diagnostic decisions, to
help in the rehabilitation process, to name a few. Researchers coupled with expert
clinicians can play an important role in turning complex medical data (e.g., genomic
data, online acquisitions of physicians, medical imagery, electrophysiological signals,
etc.) into actionable knowledge that ultimately improves patient care. In the last years,
these topics have drawn clinical and machine learning research which ultimately led to
practical and successful applications in healthcare. The scientific objective of the
workshop is to present the most recent advances in artificial intelligence techniques for
healthcare applications including, but not limited to, automatic diagnosis support
systems, automatic disease prediction, assisted surgery, and medical image analysis.

Due to the COVID-19 pandemic, the 2020 edition of the AIHA workshop was held
fully virtual in conjunction with the 25th Internal Conference of Pattern Recognition.
The format of the workshop includes oral and poster presentations of the accepted
papers, and a keynote held by Prof. Nico Karssemeijer, in which he gave a talk entitled
“AI Applications for Early Detection and Diagnosis of Breast Cancer”. In his pre-
sentation, an overview of the state of art was presented, focusing both on the tech-
nology and validation in clinical practice. The overview included a variety of
applications ranging from breast cancer risk assessment, early detection, and diagnosis
using a multi-modal approach.

This year we received 41 submissions for reviews. After an accurate and thorough
single-blind peer review process involving two reviewers for each submission, we
selected 32 papers for presentation at the workshop. The review process focused on the
quality of the papers, their scientific novelty, technical soundness, and relevance with
the topics of the workshop. The acceptance of the papers was the result of the work-
shop organizers’ discussion and agreement based on reviewers’ reports and their self-
assigned expertise rating. Due to the overall high quality of submissions, the accep-
tance rate was 78%. The accepted articles represent an interesting mix of (i) machine
and deep learning techniques for automatic disease diagnosis and prediction and
medical image segmentation and classification, (ii) computer vision techniques for
assisted surgery, pose estimation, and fall detection, (iii) electrophysiological signal
processing, and (iv) handwriting analysis for neurodegenerative diseases assessment.

We would like to thank the AIHA 2020 Program Committee, whose members
made the workshop possible with their rigorous and timely review process, and ICPR
2020 for hosting the workshop and our emerging community.
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Abstract. Deep learning has been revolutionizing multiple aspects of
our daily lives, thanks to its state-of-the-art results. However, the com-
plexity of its models and its associated difficulty to interpret its results
has prevented it from being widely adopted in healthcare systems. This
represents a missed opportunity, specially considering the growing vol-
umes of Electronic Health Record (EHR) data, as hospitals and clin-
ics increasingly collect information in digital databases. While there are
studies addressing artificial neural networks applied to this type of data,
the interpretability component tends to be approached lightly or even
disregarded. Here we demonstrate the superior capability of recurrent
neural network based models, outperforming multiple baselines with an
average of 0.94 test AUC, when predicting the use of non-invasive ventila-
tion by Amyotrophic Lateral Sclerosis (ALS) patients, while also present-
ing a comprehensive explainability solution. In order to interpret these
complex, recurrent algorithms, the robust SHAP package was adapted,
as well as a new instance importance score was defined, to highlight the
effect of feature values and time series samples in the output, respec-
tively. These concepts were then combined in a dashboard, which serves
as a proof of concept in terms of a AI-enhanced detailed analysis tool for
medical staff.
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network · EHR · Disease progression · Data visualization
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1 Introduction

Through deep learning models, academia and industry alike have disrupted a
wide variety of areas. However, compared to previous machine learning models,
these high-performing yet more complex deep learning models are less intuitive,
in terms of interpreting their outputs. This observation started a performance
and interpretability tradeoff, as while in some cases one might desire accuracy
above all, in other, more critical scenarios, it is also very important to validate
and understand how the model gets to each result.

One case where interpretability matters particularly is in healthcare. When
a decision can define recovery or deteriorating health, life or death, any error
can result in serious consequences. So, each decision must be carefully thought
of, neatly planned out and made with thorough understanding of the situation.
Medics cannot afford to just blindly trust an algorithm, no matter how good
it claims to be. This difficult interpretability of deep learning models is likely
why AI has not yet been massively integrated into healthcare systems world-
wide. Traditional machine learning models, with relatively low accuracy, do not
represent enough value, while deep learning cannot be trusted.

Towards reaching an AI approach that can be considered for integration in
a healthcare system, several steps need to be taken. This work hopes to push in
that direction, by contributing in key areas and showcasing the potential of it.
To do so, the main objectives have been defined as:

– Training machine learning models that excel in the prediction of disease pro-
gression, based on Electronic Health Records (EHR) data.

– Find or develop an adequate interpretability technique to allow for model
validation and output explainability.

– Create a prototype of a platform that can allow for intuitive interaction with
the trained models, gathering insights from it and interpreting its outcomes.

2 Related Work

Over the last few years, there has been an increasing number of papers pub-
lished on deep learning applied to EHR data [1,3,4,6,11–13]. These tend to
focus mostly on these models’ main advantage, the gain in performance. After
an initial study [4] proved the abilities of Recurrent Neural Networks (RNN) in
medical time series contexts, a slew of other papers started following the same
steps, with some variations to try to achieve state-of-the-art. However, despite
the critical case of healthcare, these studies do not usually give due priority to
interpretability of the models. For instance, in the DeepCare paper [11], they
present an interesting custom model, that is based on Long Short Term Memory
(LSTM) with incorporation of elapsed time between samples, as well as embed-
ding layers and an intriguing targeting of intervention data. Yet they do not
offer any explanation of the model’s outputs. Later, in 2018, a team at Google
AI developed a model ensemble, composed of RNNs, Time Aware Neural Net-
works and boosted decision trees, which achieved state-of-the-art results on the
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predictions of mortality, readmission, long stay and discharge diagnosis. While
they did not ignore the interpretability factor, the authors only interpreted part
of the model with its attention mechanism, which only allows to see what was
highlighted by the model, not more specifically how each data point impacted
the outcomes. A paper that put a more serious focus on output explanations
was the RETAIN [3] paper that managed to make a model where feature con-
tribution scores, i.e. how each feature impacts the output, could be calculated
analytically. Furthermore, in its follow up paper RetainVis [6], the authors pre-
sented a dashboard that showcased how medical staff could interact with these
analysis, see relevant instances in the patients’ time series, and gather insights
from the model. However, both of these papers’ interpretability approach relies
on a very specific and complex model architecture, which would not work for
other, potentially better performing models.

3 Background

3.1 Recurrent Neural Networks (RNN)

Recurrent Neural Networks [10] are the backbone of sequential or temporal clas-
sification and prediction problems and, as seen in the literature review, EHR
problems are no exception. The way it works is that, by receiving a sequential
input, each vector in the sequence is fed into a block of this neural network,
which is usually referred to as a cell. Then, this cell computes a vector ht, based
on the current input xt and the previous cell’s ht−1, and sends it to the next
cell, the one that gets the next vector in the input sequence. These h values are
called hidden memories, as they accumulate information from previous inputs.
From this hidden memories, an output can be calculated, using for instance a
Softmax activation function to obtain a classification probability, as seen in the
following equation: {

ht = σ(Uxt + Wht−1)
yt = Softmax(V ht)

(1)

It is also worth noting that multiple layers of RNN can be stacked on top
of each other, with the possibility of them having opposite directions, in terms
of the recurrent connection that traverses the input sequence, which creates a
bidirectional RNN.

3.2 Long Short-Term Memory (LSTM)

In order to fix the vanilla RNN’s problem with vanishing and exploding gradients,
research has been made on possible modifications of this recurrent architecture.
One of the most famous variations is the Long Short-Term Memory [5]. It solves
the gradient issues by creating what is sometimes referred to as a “gradient
highway”, a recurrent connection that avoids repeated multiplications by the
same weight matrix over and over again. Instead, in the LSTM, the hidden
memories are calculated through pointwise multiplications and additions, which
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change along the sequence according to the inputs, as seen in the following
equations: ⎧⎪⎪⎪⎪⎪⎪⎪⎪⎨

⎪⎪⎪⎪⎪⎪⎪⎪⎩

it = σ(Wiht−1 + Uixt)
ft = σ(Wfht−1 + Ufxt)
ot = σ(Woht−1 + Uoxt)
C̃t = tanh(Wght−1 + Ugxt)
Ct = σ(fg � Ct−1 + it � C̃t)
ht = tanh(Ct) � ot

(2)

3.3 LSTM with Varying Timestamps

We now know about RNN and LSTM models, which have the ability to hold
memory of previous instances, with longer memory in LSTM models, granting
them an advantage over other models when handling sequential data. However,
these models do not have any built-in procedure to tackle varying time differences
between samples. Time variation between samples can be particularly important,
as a sample very far away from the last one should take past information less
into account, several frequent samples can indicate a more severe status or the
presence in a certain type of medical unit, among others. So, we need to find a
way to include information of time variation between samples, from here on out
also referred to as Δt, in these recurrent models. To the models that include this
information somehow, we can classify as “Time Aware Models”.

A straightforward solution to this problem is to simply add a Δt feature to
the model. This technique requires minimal intervention in the models’ overall
structure, with just the addition of more weights regarding the Δt feature. Hope-
fully, in a well optimized model and with enough data, it will make the model
learn how to handle the time differences in the current prediction or regression
task.

Meanwhile, there has been research [2,11] to modify the LSTM architecture,
aiming to have a better integration of time variation between the samples of a
sequence. One of these modified versions is referred to in the paper of Inci M.
Baytas et al. [2] as MF1-LSTM, which stands for Modified Forget Gate LSTM.
After the usual calculations, it multiplies the forget gate’s output by g(Δt) such
as ft = g(Δt) ∗ ft. In this paper, we use g(Δt) = max

(
1, 1

Δt

)
, with normalized

Δt. The intention here was as to avoid attributing too much importance and
possibly even saturation-prone high values to samples that are very close in
time.

With a similar logic, there is the MF2-LSTM model type. Instead of scaling
the forget gate’s output, it directly alters its formula by introducing paramet-
ric time weight such as f = σ (Wfxt + Ufht−1 + QfqΔt + bf ). Similarly to the

original paper, we use qΔt =
(

Δt
15 ,

(
Δt
90

)2
,
(

Δt
180

)3)
, with unnormalized Δt, with

a notion of short, medium and long time differences.
Then there is T-LSTM, a model proposed in [2]. It preserves the original

LSTM structure, but adds more steps when defining the previous cell state ct.
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So now, it replaces LSTM’s direct connection of ct−1 with c∗
t−1, according to the

following equations: ⎧⎪⎪⎨
⎪⎪⎩

cS
t−1 = tanh (Wdct−1 + bd)

ĉS
t−1 = cS

t−1 ∗ g(Δt)
cT
t−1 = ct−1 − cS

t−1

c∗
t−1 = cT

t−1 + ĉS
t−1

(3)

3.4 SHAP Values

In 2017, Scott Lundberg and Su-In Lee published the paper “A Unified Approach
to Interpreting Model Predictions” [9]. As the title suggests, they proposed a new
method to interpret machine learning models that unifies previous ones. They
found out that many interpretability methods follow the same core logic: learn
a simpler explanation model from the original one, through a local linear model.

For each sample x that we want to interpret, using model f ’s output, we
train a linear model g, which locally approximates f on sample x. However, the
linear model g does not directly use x as input data. Rather, it converts it to
x′, which represents which features are activated (for instance, x′

i = 1 means
that we’re using feature i, while x′

i = 0 means that we’re “removing” feature i).
As such, and considering that we have M features and M + 1 model coefficients
(named φ), we get the following equation for the interpreter model:

g(z′) = φ0 +
M∑
i=1

φiz
′
i. (4)

And, having the mapping function hx that transforms x′ into x, the inter-
preter model should locally approximate model f by obeying to the following
rule, whenever we get close to x′ (i.e. z′ ≈ x′):

g(z′) ≈ f(hx(z′)), if z′ ≈ x′. (5)

Knowing that the sample x that we want to interpret naturally has all fea-
tures available (in other words, x′ is a vector of all ones), this local approximation
dictates that the sum of all φ should equal the model’s output for sample x:

M∑
i=0

φi = f(x). (6)

Each coefficient φ, being this a linear model, relates to each feature’s impor-
tance on the model. For instance, the bigger the absolute value of φi is, the
bigger the importance of feature i is on the model. Naturally, the sign of φ is
also relevant, as a positive φ corresponds to a positive impact on the model’s
output (the output value increases) and the opposite occurs for a negative φ. An
exception here is φ0, which assumes the average model output on all the data.

SHAP has multiple explainers, i.e. algorithms to estimate SHAP values. The
single most important SHAP explainer for this work, as it is currently the only
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one suited for interpreting recurrent neural networks, is the Kernel Explainer.
It relies in a linear model that locally approximates the original model as an
interpreter, and uses the simplified input x′. Furthermore, it does not assume
any specific model component or characteristics, which makes it model-agnostic.
The linear model’s loss function has a specific weighting πx(z′) that is applied
on the training samples, which fulfills SHAP properties and gives more value to
combinations of small and large numbers of active feature values.

Another particularly relevant estimator, considering its usability in one of
this work’s baseline models, is the Tree Explainer [7,8]. Following the same basic
structure of SHAP values, it optimizes part of the calculation for tree-based mod-
els such as decision trees, random forests and gradient boosted trees. Without
going into more details, considering its optimizations, the Tree Explainer can
do a complete calculation of SHAP values in a considerably faster way than the
model-agnostic Kernel Explainer.

4 Methodology

4.1 Data

The main dataset which this paper addresses is the Portuguese ALS dataset, a
collection of data from Amyotrophic Lateral Sclerosis (ALS) patients, collected
between 1995 and 2018 in the Translational Clinic Physiology Unit, Hospital de
Santa Maria, IMM, Lisbon. The dataset contained 1110 patients and a variety
of feature types, both static and temporal, categorical and numerical, and from
multiple topics, ranging from demographics and family history to genetic and
respiratory data. A particularly relevant column is the date of Non-Invasive
Ventilation (NIV), as it is the source from which we extract the label. The goal
is to predict the use of NIV anytime over the next 90 days.

4.2 Data Utils Package

Along the work done for this paper, a toolbox was developed, which encompassed
and standardized the core data science pipelines that were needed: the Data Utils
package. It is divided on multiple modules, each one addressing a different type of
tasks. These can be seen as separate core parts of a data science pipeline, ranging
from the usual data preprocessing to training neural networks. While it mostly
relies on well known best practises, such as normalization, model versioning and
hyperparameter tuning, there are also some less common intuitions builtin. One
of them is the embedding in a multivariate time series context.

Deep learning models cannot handle categorical features directly. So, we need
to find a way to convert them into a numerical representation, be it binary, inte-
ger or float. A straightforward solution is to apply one hot encoding, where each
category is converted into its own binary feature, which indicates if that cate-
gory is present in the sample or not. However, using embedding layers instead
can lead to better results. As such, a solution was developed inside Data Utils.
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The method relies on a pre-existing PyTorch function, which is the embedding
bag. It is essentially an embedding layer but with an averaging operation on top,
in case we have multiple categories to embed. It is however optimized for unidi-
mensional sequences. So, we first one hot encode the categorical features then,
for those that we want to embed, the embedding pipeline multiplies each one
hot encoded column with its index, counting only the columns that originated
from the same categorical feature. This way, we can feed sequences of keys to
the embedding bag, which it can encode and return the average of embeddings,
row by row. Inside Data Utils, the code then handles all the intermediate steps
required to integrate these lists of embeddings into the data and remove the
former one hot encoded columns.

4.3 Interpretability

The Kernel Explainer, a SHAP values estimator addressed in Sect. 3.4, is referred
to as being model-agnostic, being able to interpret any machine learning model.
However, this very advantage of being agnostic, with virtually no assumptions
regarding the model that it will explain, can be a disadvantage. Some specific
machine learning models, including RNNs, do need a special treatment, which is
not builtin. When applied to RNNs, the resulting sum of the SHAP coefficients
does not match with the model output, which breaks Eq. 6. This is due to the
fact that the Kernel Explainer always tries to explain each sample individually,
separate from all the others. As we are using a RNN, which accumulates memory
from previous instances in its hidden state, it will consider the samples as being
separate sequences of one single instance, eliminating the use of the model’s mem-
ory. In order to fix this issue, SHAP’s code had to be changed, so that it includes
the option to interpret recurrent models on multivariate sequences. There were
more subtle changes needed, but the core changes can be summarized by chang-
ing KernelSHAP’s iteration through data so as to preserve the model’s hidden
memory throughout the sequences. By going sequence by sequence, instead of
sample by sample, we can maintain the flow of the RNN-type model’s hidden
state. We can now recover the local accuracy property (Eq. 6), where the sum of
SHAP values equals the machine learning model’s output.

The typical KernelSHAP approach can be unpractical because of its slowness.
A computationally heavy part of the process is the iteration through multiple
combinations of samples from the background data, when training the interpreter
model. So, if we could reduce the number of samples used, we would be able to get
a speedup. Now the question is if we could represent the missing features by just
a single reference value. And a hint for the answer lies on of SHAP’s formulas, of
the marginal expectation fx(hx(z′)) ≈ f([zS , E[zS̄ ]]). If we are integrating over
samples to get the expected values of the missing features, it seems reasonable
to directly use the average values of those features as a reference value. And this
is even easier to do if, in the preprocessing phase, we normalized the data into
z-scores:

z =
x − μ

σ
. (7)
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This way, we just need to use an all zeroes vector as the sole background
sample, as zero represents each feature’s average value.

Similarly to the approach discussed in Sect. 4.2, the interpretability pipelines
were wrapped in methods inside a package, called Model Interpreter, so as to
facilitate and standardize its use. However, it does not only include the custom
SHAP approach mentioned before, but also adds a new process. In a multivari-
ate time series context, SHAP values only lead to feature importance, without
interpreting the relevance of instances, i.e. individual samples in a time series, as
a whole. An instance importance score was missing, so we needed to define one.
An initial approach comes rather naturally: just remove the instance of which
we want to get an importance score and see how it affects the final output. To
do this, we subtract the original output by the output of the sequence without
the respective instance. So, considering N as the index of the last instance of
the sequence, i as the index of the instance that we are analysing and S as the
set of instances in the sequence, we get the following formula:

occlusion score = outputNS − outputNS\i. (8)

When keeping track of something along time, such as a patient’s disease
progression, there tend to be certain moments where something new happens
that can have repercussions or be repeated in the following events. For instance,
if we were predicting the probability of worsening symptoms, we could have
a patient that starts very ill but, after successful treatment, gets completely
cured, with a low probability of getting sick again. If we were to only apply
the previous method of instance occlusion, all instances of the patient after the
treatment could receive similar scores, although it is clear that the moment that
he received the treatment is, in fact, the crucial one. In order to address this,
we can take into account the variation in the output brought in by the instance.
That is, we compare the output at the instance being analyzed (i) with the one
immediately before it (i − 1), like if we were calculating a derivative:

outvar score = outputiS − outputi−1
S . (9)

Of course, the occlusion score might still be relevant in many scenarios, so
the ideal solution is to combine both scores in a weighted sum. Considering the
more straightforward approach of occlusion, and some empirical analysis, the
weights were picked to be 0.7 for occlusion and 0.3 for output variation. And
since these changes in the output can be somewhat small, we should also apply
a nonlinear function on the result, so as to amplify high scores. For that, I have
chosen the tanh function, as it keeps everything in the range of −1 to 1, and
added a multiplier of 4 inside, so that a change of 25% points in the output gets
very close to the maximum score of 1. In summary, we can define the instance
importance score as:

inst score = tanh(4 × [w × occlusion score

+ (1 − w) × outvar score]).
(10)
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4.4 Dashboard

A dashboard was developed, composed of four major components: performance;
dataset overview; feature importance; detailed analysis. As Fig. 1 shows, its
homepage begins with two dropdown boxes, where the user is prompted to select
a dataset and a model to analyse. After both are selected, each component’s pre-
view card loads a subset of information, related to that part’s intent. At first
glance, we can already see in the homepage the current model’s accuracy, AUC
and F1 metrics on the test set of the chosen dataset, some demographics and
label balance information of the dataset, the model’s three most influential fea-
tures, an overview of four patients’ time series and the importance of each of
their samples. We can then click on any preview card’s “expand” button to go
into its associated page or use the dashboard’s banner to do so.

Fig. 1. The dashboard homepage, when selecting “ALS” as the dataset and “LSTM,
embedded” as the model.

Most of the pages serve somewhat self-contained information. In “Perfor-
mance” we can compare models by their architecture and metrics; “Dataset
overview” dives into the chosen dataset, showing information such as data size
and demographics; “Feature importance” displays aggregate SHAP values, which
paints a picture of how important each feature usually is for the model’s output.
Then, the “Detailed analysis” page connects all the ideas into a deeper visual-
ization experience. It contains several distinct yet interconnected cards, so let us
go one by one. Looking at Fig. 2, in the first card, we can see an instance impor-
tance plot. It is inspired by the RetainVis paper [6], which has its own dashboard
with a “patients list” segment, in which we can see each patient’s time series
and their clinical visits, colored according to their impact on the final output
(red indicates an positive impact in the output and blue indicates a negative
impact). The main difference here is that while in the “RetainVis” paper the
instance importance scores are calculated based on sums of attention values,
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which are incorporated on their specific model architecture, in here we use the
formula that was described in Sect. 4.3, which can be applied to any sequential
machine learning model. Through this graph, we can see all patients’ disease
progression, identify interesting samples and select one for further examination.
As one sample is hovered or click on in the instance importance plot, all of the
remaining page updates according to it. On the right, we can see an indication
of whether or not that sample’s patient used NIV in the end of his or her time
series, as well as the model’s final output predicting exactly this NIV usage. On
the left side of the page, we have a card that lists the patient’s most salient
feature values, according to their SHAP values. This can give a fast reveal of the
patient’s main characteristics and symptoms along its medical history. Mean-
while, in the middle of the page, we have a feature importance visualization,
which indicates how each feature value in the selected sample pushed the output
from the average, expected value to the sample’s output value. Once again, a red
color means that the feature value was responsible for an increase in the output,
while blue refers to a decrease. The size of the horizontal bar is equivalent to the
magnitude of that output change. On the bottom right corner of the page, we
have also a “Edit sample” button. By clicking on it, a new card emerges from
bellow, with a table that shows the selected sample’s values. With this table, we
can edit the sample as much as we want and, when we click on “Stop editing”,
the data and the whole page is updated.

Fig. 2. HAI dashboard’s detailed analysis page, where every patient’s time series can
be inspected. In this screenshot, the option to edit the selected sample is activated.
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4.5 Reproducibility

The models were trained in Google Cloud’s AI Platform, using n1-highmem-4
instances, with 4 vCPUs, 26 GB RAM and 1 NVIDIA Tesla T4 GPU.

In the list bellow you can find the links to the repositories and packages that
were developed during the study:

– Preprocessing and training on the Portuguese ALS dataset: https://github.
com/AndreCNF/FCUL ALS Disease Progression

– Preprocessing and training on the eICU dataset: https://github.com/
AndreCNF/eICU-mortality-prediction

– Data Utils package: https://github.com/AndreCNF/data-utils
– Model Interpreter package: https://github.com/AndreCNF/model-inter

preter
– Custom SHAP package: https://github.com/AndreCNF/shap
– HAI dashboard: https://github.com/AndreCNF/hai-dash

5 Results

5.1 Model Performance

Before diving into the results, it is important to note that all models were trained
using common hyperparameters. This setting, shown in Table 1, was determined
according to the best performing RNN model from an hyperparameter tuning
procedure. From the same model, which had an embedding layer that learned
its weights alongside it, the embedding layer was attached to all the models
that relied on embeddings, with this layer frozen to avoid further changes to it.
By fixing the main hyperparameters like this, we guarantee a fairer comparison
between the models, without interference from different parameters, which we do
not intend to analyse in detail. Additionally, all the deep learning based models
have a fully connected layer which transforms a sample’s hidden state, from its
recurrent cell, into the output score.

Table 1. Common model hyperparameters.

Hyperparameter Value

n hidden 653

n layers 2

p dropout 0.4250806721766345

embedding dima 7
a Only used when the model has an
embedding layer.

Another relevant detail to consider is that, as the models’ performance is
dependant on their initial random state, each model was trained three times, on

https://github.com/AndreCNF/FCUL_ALS_Disease_Progression
https://github.com/AndreCNF/FCUL_ALS_Disease_Progression
https://github.com/AndreCNF/eICU-mortality-prediction
https://github.com/AndreCNF/eICU-mortality-prediction
https://github.com/AndreCNF/data-utils
https://github.com/AndreCNF/model-interpreter
https://github.com/AndreCNF/model-interpreter
https://github.com/AndreCNF/shap
https://github.com/AndreCNF/hai-dash
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different random seeds, with the results presented on Table 2, showing the aver-
age and standard deviation across these experiments. With this approach, we can
reduce the “luck” element out of the randomness of model initialization, getting
a fairer comparison between the models based on their core characteristics.

The first observation that we might get from the results of Table 2, where
the models’ average test AUC are shown in a descending order, is how not only
are the intrinsically time-aware models MF1-LSTM, MF2-LSTM and T-LSTM
not in the top of the table, but they are in fact at the bottom, with some of the
worse performance. One of the reasons might be because of added parameters,
which for a small dataset such as the Portuguese ALS one, it might be too much
to allow for proper learning.

Although they do not reach the top of the ranking, logistic regression and
specially XGBoost have results comparable to unidirectional recurrent models,
which can be surprising as they only analyse sample by sample, without handling
the sequential nature of the data. This can be because the problem might be
somewhat easy to solve, perhaps due to a couple of features that have a strong
connection with the label, the NIV treatment (as we will see in the interpretation
results of Sect. 5.2).

Table 2. Model performance results, indicated through test AUC. The presented values
correspond to the average and standard deviation over three different trained models
for each type.

Model Avg. Test AUC Std. Test AUC

Bidir.a LSTM, Δtb 0.937 0.026

Bidir.a LSTM, embed 0.927 0.026

Bidir.a LSTM 0.916 0.016

Bidir.a LSTM, embed, Δtb 0.915 0.021

Bidir.a RNN, embed, Δtb 0.897 0.022

XGBoost 0.833 0.036

LSTM, embed, Δtb 0.822 0.035

RNN 0.797 0.015

LSTM 0.793 0.023

Logistic regression 0.782 0.003

MF1-LSTM 0.675 0.028

MF2-LSTM 0.669 0.024

T-LSTM 0.649 0.023
a Bidirectional recurrent model.
b Time aware model which uses elapsed time information as a
feature.

We can then see that the best performing models are all bidirectional. It
is more predictable, contrary to the previous observations, not only because of
other cases where bidirectionality was a key factor but also due to the clear
advantage in its logic. It has advantages such as being able to extract more
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insights from the added direction and, in a more subjective way, we can view it
as more similar to human behaviour, where we sometimes check a sequence of
events from the most recent one to the oldest.

Each artificial neural network can have several add-ons, as if pieces which
can be added or removed according to the desired behaviour. Comparing all the
models’ performances, between those that are equal except with the variation
of having or not a given component, we can see the average impact of each
component on Fig. 3. This plot really emphasizes the considerable benefit of
making a model be bidirectional, adding an average of more than 0.1 to the test
AUC. LSTMs also show an improvement over traditional RNNs, although not on
the scale that one would expect, considering the better handling of gradients as
explained in Sect. 3.2. Besides the previously mentioned hypothesis of dominant
features, the sequences are very short, averaging on just six samples per patient.
This way, there is less risk of vanishing or exploding gradients and so RNNs
could be good enough, without running into many memory issues. Meanwhile,
the time awareness (i.e. adding time variation between samples as a feature)
and embedding have an even smaller scale of effect, with the latter even having
a negative contribution to the performance, on average. The time difference
between instances adds more parameters to the model and, as the data has
short sequences and we suspect of features that have a strong correlation with
the label, it seems reasonable that it does not have a big payoff in the current use
case. Meanwhile, the embedding layer could also not be of particular relevance
as there is only one categorical feature and, once again, there is a subset of other
features which tend to outshine all the others.

Having all the flaws and surprises in consideration, it is still noteworthy to
see the impressive performance of the top models, sustained mainly by bidirec-
tional LSTMs, which reach almost the maximum possible value of test AUC
(which would be 1). There is no clear, specific winning combination, consid-
ering the standard deviation of the performances and the comparably small
difference between the average metrics, but it becomes clear the advantage of
recurrent neural networks, in particular those of type LSTM, and of these being
bidirectional.

5.2 Model Interpretation

Observing the feature importance plots, such as that of Fig. 4, it becomes clear
right away that, as suspected, there is a small subset of features that have a
large impact on the models’ output. For the LSTM and RNN models, features
3r and p10 have a contribution that, on average, is over two times larger than
the third most influential feature, with an increasing distance to the remaining
ones. On the XGBoost models, even just the 3r feature seems to be enough
to decide most predictions, with an average SHAP value that is several times
larger than that of all the other features. This might be the main reason why
the top performing models are so good and even most of the baselines have
considerable performance, since just one or two features are usually so decisive.
It is also interesting to observe that, being both 3r and p10 features related to
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Fig. 3. The average performance impact of each model component, indicated through
test AUC. These only apply to comparisons between LSTM and RNN models. As in
other plots, the red color indicates an increase, in this case of the test AUC metric,
while the blue color corresponds to a decrease. (Color figure online)

Fig. 4. Feature importance of model bidirectional LSTM, time aware.

respiratory symptoms, it makes sense that they have a high correlation with the
use of NIV, the label of this machine learning task, since it constitutes respiratory
support. Other features, such as the also respiratory symptoms related r and 2r,
motor capabilities related p7 and p5, and the patient’s age are also top impactful
features that are common to multiple models. These are not only subjectively
seen as a proxy to ALS disease progression, but also can be seen directly from
the data as clearly having different patterns depending on whether the patient
is on NIV or not.



Predictive Medicine Using Interpretable Recurrent Neural Networks 201

The similarities between the feature importance summary of different models,
including with the XGBoost which uses a more optimized version of SHAP, helps
to validate the robustness of the implemented feature importance approach. In
particular, it supports the custom SHAP version that was developed in this
paper, which made some adaptations to make it compatible with RNN-based
models.

6 Conclusions

This study’s accomplishments can be summarized in three parts:

– Performance: Deep learning models were trained to predict NIV in ALS
patients, with the top performing models surpassing the baseline by a signifi-
cant margin, i.e. over 0.1 increase in the average test AUC. This performance
boost was demonstrated to be mainly caused by the bidirectionality and use
of LSTM cells in the artificial neural networks.

– Interpretability: Kernel SHAP, a robust technique for the explanation of
model outputs, was adapted to RNN-based models, including possible vari-
ations, such as bidirectionality. This represents an important step to truly
make Kernel SHAP a model-agnostic method and towards the interpreta-
tion of recurrent models. There was also an introduction to a new instance
importance score, which allows us to interpret how each sample influenced a
sequence’s final output, based on its impact on the model’s outputs.

– Usability: A dashboard was developed, as a prototype of what a real health-
care solution could be like, integrating the concepts that this paper addresses.

This paper was focused on a relatively small and disease specific dataset. As
future work, given enough time and resources, it could be scaled up to larger,
more complex scenarios. With larger datasets, we could have a better test to
embedding and time variation concepts, as well as get a more interesting case
to compare deep learning sequential models to traditional ones. It would also
be more interesting to address such datasets that contain more treatment data.
With this kind of data, model interpretation, as it was performed in this paper,
could be more useful in the sense of optimizing the patients’ treatment.

Above all, without dismissing the progress so far and the usefulness of current
approaches, we should remain sceptic and continue to improve the interpretation
of models, in a time when machine learning keeps on entering our lives and we
are asked to trust the models.
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Abstract. The Swiss Monitoring of Adverse Drug Events (Swiss-
MADE) project is part of the SNSF-funded Smarter Health Care ini-
tiative, which aims at improving health services for the public. Its goal
is to use text mining on electronic patient reports to automatically
detect adverse drug events automatically in hospitalised elderly patients
who received anti-thrombotic drugs. The project is the first of its kind
in Switzerland: the data is provided by four hospitals from both the
German- and French-speaking part of Switzerland, all of which had not
previously released electronic patient records for research, making extrac-
tion and anonymisation of records one of the major challenges of the
project.

In this paper, we describe the part of the project concerned with the
de-identification and annotation of German data obtained from one of
the hospitals in the form of patient reports.

All of these reports are automatically de-identified using a dictionary-
based approach augmented with manually created rules, and then auto-
matically annotated. For this, we employ our entity recognition pipeline
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called OGER (OntoGene Entity Recognizer), also a dictionary-based
approach, augmented by an adapted transformer model to obtain state
of the art performance, to detect drug, disease and symptom mentions in
these reports. Furthermore, a subset of reports are manually annotated
for drugs and diagnoses by a medical expert, serving as a validation set
for the automatic annotations.

Keywords: Biomedical text mining · Entity recognition · Adverse
drug events

1 Introduction

Adverse drug events (ADE) are the second most frequent source of complica-
tions in hospitals. They increase patient morbidity and hospital costs, and in
many cases, could be easily prevented [8,14]. Elderly patients especially suffer
frequently from ADEs, and are more severely affected by them [11]. Given our
ageing population, the problem of preventable ADEs in older patients is partic-
ularly relevant nowadays.

Apart from other factors, ADEs can occur as a result of previously unknown
adverse interactions between drugs and diseases, or drugs and drugs; and inap-
propriate prescription [1]. Antithrombotic drugs are particularly widely used
in elderly patients to treat coronary problems and thrombosis, but have been
shown to be also associated with hemorrhages and thromboses, making them an
important subject for study.

In the SwissMADE project, electronic free text discharge summaries of
patients hospitalised for longer than 24 h between 2015 and 2016, aged 65 and
older, and who received at least one antithrombotic drug during their stay are
considered.

The data are obtained from four hospitals: the Lausanne University Hospital
(CHUV) and the Geneva University Hospitals (HUG) for the French speaking
part, and the Cantonal Hospital Baden (KSB) and University Hospital Zurich
(USZ) for the German speaking one. The extraction and processing of data was
performed separately and locally at each institution for the French and German
data, but following the same methodology. All data contain structured sections
as well as unstructured, free text sections which are mined using natural language
processing techniques.

We describe in this paper our work in de-identifying and processing, that is,
automatically and manually annotating, the reports extracted from USZ, which
is a set of 18 000 patient reports conforming to the criteria described above.

2 Methods

2.1 De-Identification

None of the hospitals had previously used electronic patient records for research.
The documents thus had to be extracted from the database of medical records,
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and de-identified, that is, to have all instances of information that could allow
the identification of the people or institution involved removed, in order to be
allowed to leave the hospitals for processing. This was particularly necessary
for the USZ data, which was not processed by the hospital itself, but by the
University of Zurich.

The American Health Insurance Portability and Accountability Act (HIPAA)
lays out a set of data items, called Personal Health Information (PHI), that
allow identification of patients, and thus need to be removed in de-identification;
and has become the de facto standard for this task. While machine learning
approaches for de-identification are promising, the legally critical nature of this
task favours dictionary-based approaches and approaches based on manual rules
on grounds of their easy comprehensibility and traceability [12].

At USZ, independently of the SwissMADE project, a separate de-
identification project was conducted with the goal to establish a pipeline that
de-identifies electronic records for research. The SwissMADE project served as
a first use case for this separate de-identification project.

The approach used by this separate de-identification project relies on three
parts:

1. Firstly, from the hospital database a list of names of all the patients, medical
staff and hospital units is generated and normalised. This list is then used as
a dictionary to find occurrences of PHI in the medical documents.

2. Secondly, using a set of manually annotated records, rules were manually
constructed to remove information such as street names, zip codes etc.

3. Thirdly, PHI which has been removed as described above is replaced by plau-
sible alternatives. This approach has the advantage of allowing PHI missed in
step 2 to hide in plain sight since in the final de-identified report PHI missed
in step 2 and PHI replaced in step 3 cannot be distinguished. For the replace-
ment, manually created rules are used that draw on the dictionary created in
step 1.

For comparison, at the KSB a similar approach was used based on previ-
ous work done by the University of Mainz, which also uses a combination of
dictionary and manually created rules [9].

2.2 Manual Annotation

For annotations of the reports, a schema and guidelines were created and val-
idated by all the project participants to ensure consistent annotations across
the entire project. While an initial schema covered a variety of entities, a first
annotation attempt on a small data set of discharge summaries across the dif-
ferent hospitals showed that the number of entities increased the complexity of
the annotation task dramatically. Therefore, the annotation schema has been
simplified and at this step, only two entities are manually annotated: potential
ADEs in relation to hemorrhagic and thromboembolic events, and drugs.
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From the data at USZ, a subset of 600 reports was selected and is being
manually annotated by medical experts according to the schema using GATE1,
an open source text processing software.

2.3 Automatic Annotation

The reports contain a structured section in which medical staff write their find-
ings in a standardised manner. However, this structured section does not always
perfectly match the diagnoses described in the free text. For this reason, the
structured sections’ diagnoses were aggregated across all reports, and used as a
dictionary in order to find as many variations of diagnoses and symptoms in all
reports using OGER.

For the drugs, the BioTermHub (BTH)2 was used to generate a dictionary.
The BTH queries various public repositories of drug lists such as RxNorm and
CTD to create a single, canonical dictionary [2].

Both dictionaries were used then by OGER3, our own dictionary-based entity
recognition pipeline to automatically annotate drugs and diagnoses in the free
text. Results are post-filtered using a machine learning algorithm for false posi-
tives, which frequently limit dictionary-based approaches’ performance [6].

Furthermore, a set of regular expression-based rules was created to extract
drug administrations as described in Sect. 2.7.

From these automatic annotations, their validity will be evaluated against
the manually created corpus; and statistically relevant co-occurrences will be
calculated at a later stage.

2.4 OGER and BioBERT

Finding occurrences of entities in free text and mapping them to canonical iden-
tifiers is usually performed in consecutive steps. Recently, however, we performed
those two steps simultaneously, and were able to show that it outperforms the
traditional approach [4]. We used the pre-trained language model BioBERT,
trained on almost 100 manually annotated medical articles (CRAFT corpus).
We evaluated this work on the CRAFT corpus, and obtained F1-scores between
0.74 and 0.92, depending on the type of entity.

OGER is a dictionary-based look-up tool using efficient fuzzy matching [6]
and uses a dictionary of relevant entities and their canonical ID. Its performance
replies on the dictionary’s quality and extent, which manually or automatically
curated ontologies such as CHEBI provide. It thus requires no training, and can
detect entities that an example-based system would miss if they are not present
in the training data, provided they are present in the dictionary.

1 https://gate.ac.uk/.
2 http://www.ontogene.org/resources/termdb.
3 https://pub.cl.uzh.ch/projects/ontogene/oger/.

https://gate.ac.uk/
http://www.ontogene.org/resources/termdb
https://pub.cl.uzh.ch/projects/ontogene/oger/
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2.5 BioBERT

The multi-layer transformer BERT is trained on Wikipedia and BookCorpus
[3] to predict probabilities of two sentences following each other and randomly
blacked out words, thus building a language model that may be fine-tuned for
various tasks, such as named entity recognition [7] and linking, or adapted for
different domains by training it further. In the case of BioBERT, BERT was
trained on PubMed articles, adapting it to biomedical applications [10,13].

We trained BioBERT on CRAFT, thus building an ID and span prediction
model. The ID model works like a classical named entity recogniser, but extends
the output tag set to all possible concept IDs. The span model outputs IOBES
labels (for Inside, Outside, Beginning, Ending and Single Elements), and the
entities found thus receive their IDs from OGER.

The ID model thus predicts spans and IDs directly, which would make using
other methods unnecessary. However, it only predicts concepts seen during train-
ing and doesn’t perform well in situations where a word has a meaning in both
the domain and general language (for example, I in hexokinase I ). The span
model and OGER help to compensate these drawbacks (Fig. 1).

Fig. 1. Overall structure of the general OGER and BioBERT pipeline

2.6 Harmonisation and Merging

When span or ID annotations of BioBERT and OGER conflict or overlap, our
previous research [5] revealed that the best strategy for merging is dependent
on the type of the entity. We use the strategies described there to decide on the
final output. If a span annotation from BioBERT is selected, the ID provided
by OGER is used as a label (see Sect. 2.5).

2.7 Drug Administration

For the extraction of drugs, a set of 35 manually created rules were created that
find in the free-text mentions of drugs and, in particular, their concentrations as
well as form of administration. These rules are regular expressions that mirror
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the way drug administrations are described. Due to the tools medical staff use to
write free-text reports, such drug administration mentions appear in a somewhat
standardised manner and can be found with relative ease. These rules are used
to augment the results obtained from OGER as described in Sect. 2.3 and can
be found online4.

3 Results

3.1 De-Identification

The dataset of 18 000 electronic patient discharge summaries that have been
extracted from USZ for the SwissMADE project have been de-identified and
evaluated on a test set of 400 manually de-identified reports (see Table 1).

Table 1. Recall and precision values over different categories of PHI for the pipeline
that deidentified the patient reports at USZ.

Type Recall Precision

Age 94.452 95.206

Contact 99.133 99.154

Date 99.139 98.576

Location 85.208 84.304

Name 98.991 90.818

Occupation 55.238 60.559

3.2 Lexico-Semantic Resources

From a test subset of the 18 000 discharge summaries’ structured sections, two
dictionaries have been created:

– A drug dictionary, listing 178 variations of drug names mapped to 132 unique
ATC codes.

– A symptoms dictionary, with 628 variations of diagnoses and symptoms
mapped to 201 unique ICD-10 codes.

3.3 Automatic Annotation

We generate dictionaries for finding symptoms and drugs from the structured
sections of the reports; but also augment the drugs dictionary from publicly avail-
able resources using our BioTerm Hub. These dictionaries are used by OGER as
described in Sect. 2.3. The manual annotation of the reports, however, requires

4 https://git.io/JTq6V.

https://git.io/JTq6V


The SwissMADE Project 209

medical expertise. Even though the data is anonymised, legal barriers make it
difficult to transfer the data to external project partners where such expertise is
available. Because of this, we must leave a thorough evaluation for the future.

The examples below, however, demonstrate how the annotated reports are
visualised; and how the annotations are stored. As Fig. 2 shows, annotations are
stored in an XML format that is obtained by converting GATE’s own format.
The annotations in that example represent the automatic output of the rules
described in Sect. 2.7.

Fig. 2. XML format to store both manual and automatic annotations. The figure above
shows an automatically annotated sample report.

The annotations can be easily visualised, as Fig. 3 shows. Note that in the
report shown there, the dates had been previously identified by the anonymi-
sation pipeline and replaced by plausible dates, while maintaining the distance
between the dates within the report. Likewise, clinics and locations (such as
Wald in the example) were automatically replaced by places from a list of likely
alternatives.

Fig. 3. Visualisation of annotations in the browser for various types. In this case, in
green are marked surgeries and interventions and their corresponding dates, in yellow
patient stays; in orange symptoms and in red measurements. This segment is the result
of an exploratory manual annotation including more types that were later discarded.

4 Discussion

SwissMADE served as a first project to pave the path in Switzerland for patient
record-based research, establishing collaboration between hospitals and research
groups as well as procedures for how to make available electronic patient records
to researchers.
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The detection of ADEs is a complex task both for the human annotators and
automatic systems. This is mainly due to the semantic ambiguities of the medical
concepts and the complexity of medical free-text data, but also due to the fact
that training of models and their evaluation relies on manual annotations, which
are time-consuming and costly to obtain.

Leveraging the vast amount of electronic patient records data bears the
promise to improve quality of such automatic annotations; and machine learning
approaches such as the one used in the OGER and BioBERT pipeline presented
here are the most propitious methods. Our research is one of the first forays into
how this can be done under Switzerland’s legal and multilingual circumstances,
and also points to the importance and difficulty of obtaining manual annotations
by experts to train and evaluate machine learning approaches.
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Abstract. The recent spread of COVID-19 put a strain on hospitals all
over the world. In this paper we address the problem of hospital overloads
and present a tool based on machine learning to predict the length of
stay of hospitalised patients affected by COVID-19. This tool was devel-
oped using Random Forests and Extra Trees regression algorithms and
was trained and tested on the data from more than 1000 hospitalised
patients from Northern Italy. These data contain demographics, several
laboratory test results and a score that evaluates the severity of the pul-
monary conditions. The experimental results show good performance for
the length of stay prediction and, in particular, for identifying which
patients will stay in hospital for a long period of time.

1 Introduction

In these days one of the primary challenges addressed by AI and machine learning
is to help hospitals and doctors in dealing with the spread of COVID-19, which
has lead to substantial impact in our society putting a strain on healthcare,
economy and societies around the world with more than 38 million cases at
October 2020. This challenge has been met on various different levels in the
last few months [8,26,29]. With our work, we want to address the problem of
hospital overloads and, for this reason, we focused on predicting the length of
stay (LOS) for hospitalised patients. This work was made possible thanks to a
strict collaboration with Spedali Civili di Brescia, one of the hospitals that had
more COVID-19 patients in Italy. Knowing in advance which patients will stay
in the hospital for a longer period of time can help doctors to manage resources
proactively and to avoid overloads as much as possible. Therefore, predicting the
length of stay can help the hospital in managing limited healthcare resources [26].

Our data include patients demographic information such as sex and age, ten
different laboratory tests values and an innovative score (designed and used in
Spedali Civili di Brescia [4]) for assessing the severity of the pulmonary condi-
tions and the progression of COVID-19 based on chest X-ray. Important data
c© Springer Nature Switzerland AG 2021
A. Del Bimbo et al. (Eds.): ICPR 2020 Workshops, LNCS 12661, pp. 212–226, 2021.
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such as patients medical treatments and comorbidities or regarding COVID-19
related symptoms could not be included in our models due to their unavailability.

Our previous work [8] was also based on patients hospitalised in Spedali Civili
di Brescia for predicting the mortality risk in different times during the hospi-
talisation and it obtained promising results. In this work, we present another
approach for predicting also the length of stay, with a particular focus on find-
ing which patients require an hospital bed for more than two weeks.

All our datasets are created using raw data from more than 1000 patients.
Given that we want to evaluate the patient conditions at different times during
his hospitalisation, we build different datasets that represent a “snapshot” of
the progression of the disease after a certain amount of days from the start of
the recovery. In our experiments we consider 2, 4, 6, and 8 days from the start
of the recovery. For each of these datasets we build a different model to pre-
dict the length of stay. This allows us to handle temporal dependencies between
each set and to provide a more accurate prediction over time. Moreover a sig-
nificant change in length of stay prediction could help doctors to understand
the effectiveness of certain treatments or the impact of certain events in specific
patients.

While building our dataset we have to deal with some issues related to the
real-world context from which the data are retrieved. These issues include miss-
ing and outdated values. In order to improve the performance of our models
we also added some custom features. To help doctors understand how many
patients will stay longer than 2 weeks in the hospital we also classified the pre-
diction results using a threshold that is set at 16 days from the admission date.

To solve our learning task we have tested several machine learning algorithms.
Algorithms based on ensembles of regression trees (Random Forest and Extra
Trees) obtain the best performance in terms of MAE over a test set of more
than 150 patients. Furthermore our models obtain good performance also for
identifying, in a binary classification task based on the LOS prediction, the
patients who are going to stay more than two weeks.

In the following, after discussing related work, we describe our data sets, we
present our prediction models and their experimental evaluation, and finally we
give conclusions and mention future work.

2 Related Work

Artificial Intelligence and Machine Learning can help dealing with COVID-19
in different aspects, such as evaluating in advance the most severe patients,
predicting the mortality risk, the length of stay or the need of intensive-care.
However, given that the pandemic outbreak has started only few months ago,
most works are still preliminary, and there isn’t a clear description of the devel-
oped techniques and of their results (often only pre-printed and not properly
peer-reviewed).

A preliminary study is presented in [13]. Given a set of only 53 patients with
mild symptoms and their lab tests, comorbidities and treatment, the authors
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train several machine learning models (Logistic Regression, Decision Trees, Ran-
dom Forests, Support Vector Machines, KNN) to predict if a patient will be sub-
ject to more sever symptoms, obtaining a prediction accuracy score of up to 0.8
using 10-fold cross validation. The generalisability and strength of these results
are questionable, given the very small set of considered patients. A more sound
analysis is shown in [28] that uses lab tests for predicting the mortality risk,
along with symptoms and comorbidities for 485 patients in the region of Wuhan,
China. After training a XGBoost algorithm and evaluating its performance, the
authors select the most important features and train a single decision tree which
can be used by the physicians as a simplified and understandable version of the
model.

Ensemble of decision trees are the main model used in our previous work
[8] (also based on patients hospitalised in Spedali Civili di Brescia) for predict-
ing the mortality risk at different times during the stay. This study monitors
the progression of COVID-19 considering lab tests and their trends in terms
of improvement, stable conditions or worsening and it introduces an innovative
technique for recognising the less reliable predictions made by the system.

The problem of predicting the length of stay for patients from a statistical
point of view is the focus of [3] and [15], two pre-printed works published in
the last months. The first one focuses on English patients data collected in the
national Surveillance System database (CHESS) and uses techniques such as
Accelerated Failure Time and Truncation Correction Method. The work in [15]
describes a tool made in Singapore that combines the length of stay prediction
with the fatality rate, the hospital capacity and other features for building a bed
resource plan in best-case, base-case and worst-case scenarios.

Machine learning techniques are used in [20] for predicting the length of
stay, alongside with a survival analysis, for a dataset made by more than 1,000
patients. The authors compare the results of traditional statistic methods with
Support Vector Machines and Gradient Boosting algorithms. Given the difficulty
to obtain complete data in an emergency situation, the authors also deal with
missing exams results and no comorbidities information.

Different AI and machine learning techniques have been developed for prog-
nosis and disease progression prediction in the context of diseases different from
COVID-19 [6,7,16–19,22–24,27]. The survey in [1] presents a review of statisti-
cal and ML systems for predicting the length of stay and the mortality risk for
hospitalised patients. In particular, the work by Harutyunyan et al. [10] covers
several clinical problems such as mortality risk, length of stay prediction and
possible decompensation and creates a multitask learning algorithm based on
LSTM neural networks.

An overview of the issues and challenges for applying ML in a critical-care
context is available in [14]. This work stresses the need to deal with corrupted
data, like missing values, imprecision, and errors that can increase the complexity
of prediction tasks.

Lab test findings and their variation over time are the main focus of the
work by Hyland et al. [12], which describes a system that processes these data
to generate an alarm predicting if a patient will have a circulatory failure 2 h in
advance.
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3 Available Data Sources

During the COVID-19 outbreak, from February to April 2020 in hospital Spedali
Civili di Brescia more than two thousand patients were hospitalised. During their
hospitalisation, the medical staff performed several exams to them in order to
monitor their conditions, checking the response to some treatments, verifying
the need to transfer a patient to the ICU, etc. We consider data from a total of
more than 1,000 hospitalised patients in April 2020; for each of these patients,
the specific data that were made available to us are:

Table 1. Lab tests performed during the hospitalisation. In the second column, we
show the range which is considered clinically normal for a specific exam. In the third
column, we show the median value extracted considering the lab test findings for our
set of patients.

Lab test Normal range Median value

C-Reactive Protein (PCR) ≤10 34.3

Lactate dehydrogenase (LDH) [80, 300] 280

Ferritin (Male) [30, 400] 1030

Ferritin (Female) [13, 150] 497

Troponin-T ≤14 19

White blood cell (WBC) [4, 11] 7.1

D-dimer ≤250 553

Fibrinogen [180, 430] 442

Lymphocite (over 18 years old patients) [20, 45] 1.0

Neutrophils/Lymphocites [0.8, 3.5] 4.9

Chest XRay-Score (RX) <7 8

– the age and sex;
– the values and dates of several lab tests (see Table 1);
– the scores (each one from 0 to 18), assigned by the physicians, assessing the

severity of the pulmonary conditions resulting from the X-ray exams [4];
– the values and dates of the throat-swab exams for COVID-19;
– the length of stay (LOS), calculated as the number of days between the date

of admission and the date of release. In Fig. 1 we show the distribution of the
LOS in our dataset. The median value is 14 days.

Table 1 specifies the considered lab tests, their normal range of values, and
their median values in our set of patients. We had no further information about
symptoms, their timing, comorbidities, generic health conditions or clinical treat-
ment. Moreover, we have no CT images or text reports associated with the X-ray
exams. The available information about whether a patient was or had been in
ICU was not clear enough to be used. Finally, of course, also the names of the
patient and of the involved medical staff names were not provided.
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3.1 Data Quality Issues

When applying machine learning to raw real-world data, there are some non-
trivial practical issues to deal with, such as the quality of the available data and
related aspects, that in biomedical applications are especially important given
the very sensitive domain [11].

Fig. 1. Length of stay distribution histogram in our dataset. On the x-axis, we indicate
the range of days of stay in hospital. On the y-axis, we indicate the fraction of patients.

In our case, the most important issue is that the lab tests and X-ray exams
are not performed at a regular frequency due, e.g., to the different kinds and tim-
ing of the relative procedures, the need of different resources (X-Ray machines,
lab equipment, technical staff, etc.), or to the different severity of the health
conditions of the patients. For example, in our data we see that a patient can be
tested for PCR everyday and not be subject to a Ferritin exam for two weeks.
This leads to the need of handling the issues missing values and outdated values.
When we consider a snapshot of a patient at a certain day, we have a missing
value for a lab test (or X-ray) feature if that test (X-ray) has not been per-
formed. We have an outdated value for a feature if the corresponding lab test
(X-ray) was performed several days earlier: since in the meanwhile the disease
has progressed, the findings of the lab test could be inconsistent with the current
conditions of the patient, and so they could mislead the prediction.

Data quality issues arise especially for those patients who were hospitalised
in the period of the highest emergency, when several hundreds of patients were
in the hospital at the same time causing a significant overload for the staff.

Moreover, the length of the hospitalisation period can sensibly differ from
one patient to another (from few days to two months), due to different reasons
including the novelty and the characteristics of the disease or the absence of an
effective treatment. Therefore, the number of performed lab tests and relative
findings significantly varies among the considered set of patients (from only three
to hundreds).
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4 Datasets for Training and Testing

In our previous work [8] we show our ability to recognise with good results the
patients at death risk, in this new study we concentrate our efforts for predicting
the length of stay (LOS). This allows to integrate the two systems in a single
tool that can provide both the predictions to the physicians. For building our
training and test sets, we use only the patients who were released alive.

The LOS prediction is done at different days of the patient hospitalisation,
according to the current patient conditions reflected by the available lab findings
and X-ray scores. In this section, we describe the specific extracted features and
the (training and testing) datasets that we built for this purpose.

4.1 Pre-processing and Feature Extraction

The issues presented in Sect. 3.1 compel us to a robust pre-processing phase with
the goal of extracting features in order to summarise the patients conditions and
process them by machine learning algorithms.

Given that we have no information about the survival or the decease of a
patient after a transfer (which can be due to limited availability of beds or ICU
places), we exclude also from our training and test set the 142 patients which were
admitted in Spedali Civili di Brescia and then transferred to another hospital.
However, the 74 patients who were transferred to a rehabilitation centre can be
considered not at risk of death; therefore we include them in our datasets and
consider the transferred patients as released alive.

Patient Snapshot and Feature Engineering. In order to provide a predic-
tion for a patient at different hospitalisation times, we introduced the concept
of patient snapshot to represent the patient health conditions at a given day.

In this snapshot, for each lab test of Table 1, we consider its most recent value.
In the ideal case, we should know the lab test findings at every day. However, as
explained in Sect. 3.1, in a real-world context the situation is very different. For
example, in our data if we consider to take a snapshot of a patient 14 days after
the admission into the hospital, we have cases with very recent values of PCR,
LDH or WBC (obtained one or a few days before), very old values for Fibrinogen
or Troponin-T (obtained the first day of the hospitalisation) and even no value
for Ferritin.

Given the difficulty to set a predefined threshold that separates recent and
old values of the lab tests (e.g., for Fibrinogen and Troponin-T), we choose to
always use the most recent value, even if it could be outdated. In order to allow
the learning algorithm to capture that a value may not be significant to represent
the current status of the patient (because too old), we introduce a feature called
ageing for each test finding. If a lab test has been performed at a day d0, and
the snapshot of a patient is taken at day d1, the ageing is defined as the number
of days between d1 and d0. If there is no available value for a lab test, its ageing
is considered a missing value.
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Monitoring the conditions of a patient means knowing not only the patient
status at a specific time, but also how the conditions evolve during the hospi-
talisation. For this purpose, we introduce a feature called trend that is defined
as follows. For each lab test, if there is no available value for a lab test or if the
patient has not performed the lab test at least two times, the trend is a missing
value Otherwise, we consider a set of points (d, v), where d is the date of the lab
test and v is its value and we calculate a simple linear regression, representing
the trend as a line y = ax + b. Our trend feature is the angular coefficient a. In
order to ensure the reliability of the calculated trend, we have to consider only
strongly correlated values by checking if the Pearson Correlation Coefficient of
the linear regression is above 0.7 in the case of positive trend or less then -0.7
in the case of negative trend. If the Pearson Coefficient doesn’t denote a strong
correlation, then we remove lab values from the trend calculation until it does.
This can be done in two ways:

– short trend: which is the coefficient of the linear regression computed start-
ing from the last exam and going backwards in time adding older exams until
the correlation constraint remains true;

– long trend: which is the coefficient of the linear regression firstly computed
with all the lab values and then progressively removing the the oldest ones
until the remaining values are in strong correlation.

To summarise, for each lab test in a patient snapshot, we have the most
recent finding and the relative ageing and trends, as well as the static features
age and sex.

4.2 Training and Test Sets Generation

In this section we describe how we generated the training and test sets for the
purpose of predicting, at different days from the start of the patient hospitalisa-
tion, the length of her/his stay.

First we used stratified sampling for selecting 80% of the patients for training
the models and 20% for testing them. Then, we created specific training and test
sets for each element in a sequence of times when the model is used to make the
prediction1:

– 2 days of hospitalisation. We include all the patients’ snapshots containing
the first values for each lab test conducted in the first two days after the
hospital admission. Note that if a patient has performed a lab test more than
once in the first two days, the snapshot will consider the oldest value. In fact,
the purpose of the model we want to build is to provide the prediction as
soon as possible, with the first information available. Furthermore, in these
snapshots the ageing and trend values are not included.

1 We chose 2, 4, 6, 8, 10 days after the hospitalisation but any other sequence could
be considered.
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– 4 days, 6 days and 8 days of hospitalisation. In these cases, the corre-
sponding snapshots also contain the ageing and trend features (both short
and long), and the lab values will be the most recent ones in the available
data.

It is important to observe, that while the datasets of the latter days will
contain more information about the single patients (more lab tests findings, less
missing values), the overall number of patients in the datasets decreases with the
prediction day increase. This is due to the fact that more patients are released
or die within longer periods of hospitalisation, and therefore such patients are
not included in the corresponding datasets. In Table 2 we report the number of
samples contained in training and testing set for each dataset.

Finally, note that the splitting between training and testing of the data is
done only once considering all patients. Thus if, for instance, a patient belongs to
the training set of 2 days, then he does not belong to the test set of the following
days.

5 Machine Learning Algorithms

In this section, we briefly describe the machine learning algorithms used in our
prognosis prediction system.

Table 2. Number of training and test samples for each considered snapshot

Training set Test set

2days 667 170

4days 637 160

6days 596 149

8days 524 132

5.1 Regression Algorithms

Decision Trees. Decision Trees [25] are one of the most popular learning meth-
ods for solving classification and regression tasks. In a decision tree, the root and
each internal node provides a condition for splitting the training samples into
two subsets depending on whether the condition holds for a sample or not. In our
context, for each numerical feature f , a candidate splitting condition is f ≤ C,
where C is called cut point. The final splitting condition is chosen by finding
the f and C values providing the best split according to one of some possible
measures like Mean Square Error (MSE) and Mean Absolute Error (MAE).

A subset of samples at a tree node can either be split again by further feature
conditions forming a new internal node, or form a leaf node with a specific
prediction value.
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Random Forests. Random Forests (RF) [5] is an ensemble learning method
[30] that builds a number of decision trees at training time. For building each
individual tree of the random forest, a randomly chosen subset of the data fea-
tures is used. While, in the standard implementation of random forests the final
prediction value is provided using the statistical mode of the class values pre-
dicted by each individual tree, in the well-known tool Scikit-Learn [21] that we
used for our system implementation, the output value is obtained by averaging
the values provided by all trees.

Extra Trees. Extremely Randomised Trees (Extra Trees or ET) [9] are another
ensemble learning method based on decision trees. The main differences between
Extra Trees and Random Forests are:

– In the original description of Extra Trees [9] each tree is built using the entire
training dataset. However in most implementations of Extra Trees, including
Scikit-Learn [21], the decision trees are built exactly as in Random Forests.

– In standard decision trees and Random Forests, the cut point is chosen by
first computing the optimal cut point for each feature, and then choosing the
best feature for branching the tree; while in Extra Trees, first we randomly
choose k features and then, for each chosen feature f , the algorithm randomly
selects a cut point Cf in the range of the possible f values. This generates
a set of k couples {(fi, Ci) | i = 1, . . . , k}. Then, the algorithm compares the
splits generated by each couple (e.g., under split test fi ≤ Ci) to select the
best one using a split quality measure such as the MAE or others.

5.2 Hyperparameter Search

Most machine learning algorithms have several hyperparameters to tune such
as, for instance, in a Random Forest the number of decision trees to create and
their maximum depth. Since in our application handling the missing values is an
important issue, we also used a hyperparameter that represents this with three
possible settings: a missing value is set to either the average value, the median
value or a special constant (-1).

In order to find the best performing configuration of the hyperparameters,
we used the Random Search optimisation approach [2], which consists of the
following main steps:

1. We divide our training sets into k folds, with either k = 10 or k = 5, depending
on the dimension of the considered dataset.

2. For each randomly selected combination of hyperparameters, we run the
learning algorithm in k-fold cross validation.

3. For each fold, we evaluate the performance of the algorithm with that con-
figuration using the RMSE.

4. The overall evaluation score of the k-fold cross validation for a configuration
of the parameters is obtained by averaging the scores obtained for each fold.

5. The hyperparameter configuration with the best overall score is selected.
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6 Experimental Evaluation and Discussion

In this section, we evaluate the performance the of the machine learning models
that we built. Our system is implemented using the Scikit-Learn [21] library for
Python, and the experimental tests were conducted using a Intel(R) Xeon(R)
Gold 6140M CPU @ 2.30 GHz. Regarding the training time, including the
hyperparameter search over 4096 random configurations and the optimisation
of the uncertainty threshold, for any specific dataset, the overall training time
is between 20 and 30 min.

The performance of the learning algorithms with the relative optimised
hyperparameters was evaluated using the test set in terms of Mean Absolute
Error (MAE). However, these metrics, taken as a single value, can be mislead-
ing. For example predicting 5 days instead of 10 produces the same MAE as
predicting 20 instead of 25. In a more practical point of view, we aim to create a
system which identifies which patients have a long stay and has a good exactness
for those who don’t. Then, for evaluating the prediction of the length of stay we
consider also how the system identifies the patients who are staying definitely
more than two weeks (16 days), independently from how many days he or she
has already spent in the hospital. We consider the prediction correct if the pre-
diction and the ground truth are both over or under a threshold thresholddays.
This threshold is calculated as:

thresholddays = 16 − number of days

For example, for the 2days dataset, the thresholddays is 14.
Predicting if a patient stays in the hospital more than two weeks can be seen

as a binary classification problem and we evaluate the performance of our models
in terms of Precision, Recall and F-Score, which are the most used evaluation
metrics for classification tasks.

Table 3. Detailed performance of our prediction models in terms of Mean Absolute
Error (MAE) over the test set. We also computed the error for the patients that stayed
less than a week (MAE 0-7), less than 2 weeks (MAE 7-14) and over 2 weeks (MAE ≥
14)

Dataset MAE MAE 0-7 MAE 7-14 MAE ≥ 14

2days 4.962 3.921 4.962 7.001

4days 4.479 3.453 4.728 7.156

6days 4.783 3.529 4.745 7.503

8days 4.115 3.647 4.609 7.447
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6.1 Results

Table 4. Precision (P), Recall (R) and F1-Score (F1) for the binary classification task
defined as identifying those patients who stays in the hospital more than two weeks.

Dataset P R F1

2days 80.0 75.2 75.7

4days 78.1 75.9 76.1

6days 79.3 78.2 78.2

8days 78.7 78.8 78.7

In Table 3 we show the results of the regression task for predicting the length
of stay in terms of Mean Absolute Error. For each dataset (at 2 days, after 4, 6
or 8 days) we want to evaluate our performance in terms of MAE for different
kinds of situations considering:

– the entire test set, i.e. all the patients (MAE);
– the patients whose conditions are improving and which are going to be

released in the following week (MAE 0-7);
– the patients who are going to stay at least for another week but no more than

two (MAE 7-14);
– the patients with more severe conditions and which are going to require at

least another two weeks of hospitalisation (MAE ≥ 14).

For all the considered datasets, the overall error is always between 4 and
5 days. The most problematic situation is clearly for the 2days dataset, which
means predicting the LOS only using the first data available. However, after
just a few days of hospitalisation we can see some improvements and the MAE
reaches 4.11 after 8 days.

This metric is clearly influenced by the presence of patients who stay in the
hospital for more than two weeks or even a month (see also Fig. 1). In these
cases, predicting the exact LOS after just a few days of hospitalisation is a very
complex task and MAE is over 7 for all the considered datasets. On the other
hand, for the patients who are going to be released between the next 7 and 14
days, we have a MAE between 4 and 5 days for each dataset. The best result
is obtained after 8 days (4.61), mainly because, after this amount of time, the
model can exploit more data for giving the prediction.

We have a significantly lower error for those patients who are going to be
released in the following week. For example, considering those patients who have
already stayed in the hospital for 4 days and they are going to be released in the
following week, we are able to predict their LOS with a MAE of 3.45. We have
similar results for the 6days and 8days datasets.

In Table 4 we show the results of the binary classification problem created for
recognising those patients who are going to stay more than 15 days as described
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Fig. 2. Confusion matrices at different days for the prediction of the length of stay
of our test set. For each matrix of 4 numbers, on the main diagonal we have the
correct predictions (under the threshold on the top-left corner, over the threshold on
the bottom-right corner, on the anti-diagonal we have the incorrect predictions.

in Sect. 6. The results for this task are quite promising, with a F1-Score always
higher than 75%.

Given that more time has passed from the admission date, the 6days and
8days datasets contain more thorough information. For this reason we can see
how F1-Score and Recall measures improve over time. In fact, the 8days dataset
has the best overall performances (P 78.8%, R 78.7% and F1 78.8%). Despite
the issues in dealing with partial information, 2days has the best performance
in terms of Precision (80.0%).

In Fig. 2, we show the confusion matrices for the binary classification task.
As you can see, we have some issues for not recognising patients with a LOS
over the threshold for the 2days and 4days datasets, with respectively 31 and
27 errors. However, these errors decrease in the other datasets, who can exploit
more data. In general, if the system predicts that a patient is staying more than
two weeks, its predictions is very reliable, with only 7 errors for the 2days dataset
and a maximum of 13 for 8days.

7 Conclusions and Future Work

We have presented a system for monitoring and evaluating the prognosis of
COVID-19 patients focusing on the prediction of their length of stay. We built
and engineered some datasets from lab test and X-ray data of more than 1000
patients in an hospital in Northern Italy that was severely hit by COVID-19. Our
predictive system uses Random Forest and Extra Trees and works at different
times during the hospitalisation.

The experimental results for our system are quite promising, with an overall
MAE always less than 5 days. In particular, we obtain the best results in terms
of mean absolute error for predicting the LOS for those patients who stays in the
hospital for a shorter period of time. Besides, our system has good performance
in recognising those patients who are going to need hospitalisation for more than
two weeks, with an F1-Score higher than 75% even after performing just a few
exams.

We also remind that these results are obtained without knowing any infor-
mation about clinical treatment or administration of drugs. Therefore, there is
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room for improvement. We are confident that having more information, such as
patient comorbidities, clinical treatments and administered drugs will help to
improve performance, reducing the regression error.

For future work we plan to extend our datasets with more information (both
additional features and patients) and to address other prediction tasks such as
the need of ICU beds and critical hospital resources. Moreover, we are analysing
the importance of the features used in our models, and we intend to investigate
additional learning techniques such as Recurrent Neural Networks for better
taking into account the progress of the disease.

Acknowledgements. The work of the first author has been supported by Fondazione
Garda Valley.
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Abstract. Immunotherapy is one of the most interesting and promising
cancer treatments. Encouraging results have confirmed the effectiveness
of immunotherapy drugs for treating tumors in terms of long-term sur-
vival and a significant reduction in toxicity compared to more traditional
chemotherapy approaches. However, the percentage of patients eligible
for immunotherapy is rather small, and this is likely related to the lim-
ited knowledge of physiological mechanisms by which certain subjects
respond to the treatment while others have no benefit. To address this
issue, the authors propose an innovative approach based on the use of
a non-linear cellular architecture with a deep downstream classifier for
selecting and properly augmenting 2D features from chest-abdomen CT
images toward improving outcome prediction. The proposed pipeline has
been designed to make it usable over an innovative embedded Point of
Care system. The authors report a case study of the proposed solution
applied to a specific type of aggressive tumor, namely Metastatic Urothe-
lial Carcinoma (mUC). The performance evaluation (overall accuracy
close to 93%) confirms the proposed approach effectiveness.
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1 Introduction

Immunotherapy is now considered the last frontier of the cancer treatment, and
it is based on the revolutionary concept of curing tumors as if they were an
infection, that is “arming” the patient’s immune system in such a way as to rec-
ognize cancer cells and destroy them [1,36]. Cancer cells are normally recognized
by the immune system, which triggers an attack by T lymphocytes. However,
this body defense mechanism is not always effective because cancer cells are able
to implement a whole series of escape strategies. One of these benefits from the
immune system’s self-regulation mechanism through a series of proteins that act
as “accelerators” or “brakes” on T cells [1,12,36,39]. A promising immunother-
apy strategy is based on the inhibition of “Immunological Checkpoints” (ICIs),
i.e., on the use of specific antibodies to re-enable the immune system (previously
disabled by the cancer cells) and thus increase the ability of T lymphocytes to
deal with tumors [1,12,36]. Specifically, in this contribution, we will focus on
ICIs-based immunotherapy treatments that act on the PD-1 receptor [12]. Sci-
entific studies have shown that cancer cells “defend” themselves from T lympho-
cytes using a molecule present on their membrane, called PD-L1, which binds to
the lymphocyte PD-1 receptor to disable the protective action of the T lympho-
cytes. The ICIs anti PD-1/PD-L1 immunoherapy treatment aims to inhibit the
action of PD-1/PD-L1 receptors that prevent T lymphocytes from recognizing
and destroying cancer cells [12,39]. In this work, we studied this mechanism in
the specific case of metastatic bladder cancer (specifically metastatic Urothelial
Carcinoma (mUC)) [39]. According to recent studies, urothelial carcinoma is one
of the most aggressive cancers involving the urinary system [1]. This carcinoma
causes about 165.000 death every year [16]. Several clinical trials confirmed that
platinum-based chemotherapy is the current gold standard for the treatment of
mUC [39]. However, the scientific community has investigated the dynamic of the
patient’s long-term survival rate with bladder cancer treated with chemotherapy
or immunotherapy through the so-called Progression-Free Survival (PFS) rate
[11]. Another relevant discriminative index is the Overall Survival (OS) rate,
a quantitative measure of the treatment effectiveness [11]. Regarding high-dose
chemotherapy treatment, the median OS ranges between 12 and 15 months for a
cisplatin-based regimen and about 9 months for a carboplatin-based regimen [32].
In both cases, significant toxicity is associated with chemotherapy treatments. In
this context, immunotherapy has emerged as a new standard of care considering
that ICIs drugs such as Atezolizumab and Pembrolizumab both showed a median
OS of more than 10 months in both cases, but with a significant reduction in
collateral effects compared to the chemotherapy treatments [5,28]. Despite the
effectiveness of immunotherapy compared to chemotherapy, only about 20%–
30% of patients have a positive response [2,27,33]. Therefore, the development
of discriminative bio-markers suitable to identify the patients who could benefit
from immunotherapy is the mainstream of the research activity herein described.
Recently, as predictive immunotherapy outcome bio-markers the scientific com-
munity has focused its research efforts on analyzing visual features from medical
images as well as PD-L1 expression level or such blood indexes as the neutrophil
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to lymphocytes ratio [4]. From imaging component, such clinical trials have
been increasingly linked to the Radiomics research field [4,18,23,37]. Radiomics
is a relatively new encompassing concept in the medical field that refers to the
quantitative analysis of large sets of biomedical multi-modal data for early dis-
ease prediction, treatment outcome estimation, etc. In this paper, we propose
an innovative and less invasive (by comparison to biopsies) pipeline based on a
deep learning algorithm for classifying visual features extracted from radiologi-
cal images (chest-abdomen CT-scan) of patients with a bladder cancer diagnosis.
Through this pipeline and using a specifically configured Cellular Non-Linear (or
Neural) Network (CNNs), CT cancer lesions will be properly identified and aug-
mented. Additionally, the overall pipeline was designed to be implemented over
an embedded hardware accelerated Point of Care.

2 Related Works

A fundamental step in predicting specific medical treatment outcomes is design-
ing a proper quantitative data processing pipeline of the disease in the metastatic
stage. To this end, several approaches based on Machine and Deep Learning solu-
tions have been proposed in scientific literature [18,20,37]. In [37], the authors
evaluated the performance of several Machine Learning (ML) algorithms to pre-
dict the mortality after a radical cystectomy in a large dataset of bladder can-
cer patients. The results have shown that the Regularized Extreme Learning
Machine outperformed other methods in terms of accuracy. Garapati et al. [18]
applied some of the most common ML algorithms (e.g., Linear Discriminant
Analysis (LDA), Support Vector Machine (SVM), Random Forest (RAF), etc.)
to analyze CT-scan urography of each recruited patient belonging to a clini-
cal study of 84 subjects. The reported evaluation confirmed that SVM achieved
impressive results [18]. Other ML methods (e.g., K-Nearest, AdaBoost, SVM,
etc.) have been proposed for bladder cancer disease estimation [20]. Specifically,
the method proposed in [20] described an interesting approach for predicting can-
cer recurrence and survival in recruited treated patients from multi-modal data
analysis (imaging, surgical findings, etc.). The reported results (Specificity and
Sensitivity higher than 70%) confirmed that the proposed algorithm provided
positive evidence about the effectiveness of the Radiomics applied in medical
oncology. With the massive amounts of multi-source medical data being collected
from clinical studies, the learning model paradigm has significantly changed, pro-
viding different and more efficient data processing approaches. Different solutions
for cancer image-lesion segmentation enabling 2D or 3D convolution networks
have been proposed in scientific literature [8,19,20,26,34]. The performance indi-
cators related to the segmentation stage of metastatic lesions from CT imaging
are significant and promising, although it refers to lesions of the same type
(visceral or lymphatic) [8,19,20,26,34]. Further interesting deep pipelines for
estimating the response to such cancer treatments based on quantitative data
analysis can be found in [7,22,38]. The Deep Learning architecture proposed in
[38] is a modified version of the AlexNet backbone [22]. The authors applied
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the proposed deep architecture to learn visual features from segmented CT
slices in order to assess the chemotherapic treatment. The experimental results
pointed out the effectiveness of the proposed deep network on estimating treat-
ment outcome [38]. In [7], the authors implemented a Deep Learning pipeline for
immunotherapy outcome prediction in bladder cancer subjects. The pipeline is
composed of two stages. Specifically, the first stage focused on CT-scans primary
cancer-lesion segmentation. The second block deals with treatment response pre-
diction through deep architecture. The performance is promising i.e., specificity
at 81% (DL-CNN) and sensitivity of 66.7% (RF-ROI) in a dataset of 82 patients
with bladder cancer [7]. In [30], the authors introduced a novel deep pipeline for
detecting immunotherapy outcomes using artificial intelligence technology. More
in detail, the authors implemented a deep classifier of visual features generated
by a stack of encoders. With an accuracy of 86.05%; Specificity of 89.29%, and
Sensitivity of 80.00%, the proposed pipeline showed promising results as embed-
ded systems for immunotherapy outcome prediction in bladder cancer patients.
The pipeline herein described outperforms the previous solution implemented
by the authors, confirming the progress in classification performance [30].

Fig. 1. The proposed immunotherapy treatment outcome prediction pipeline.

3 The Proposed Deep Network Framework

In Fig. 1, we reported the overall scheme of the proposed deep pipeline. The
system allows the prediction of the ICIs immunotherapy treatment outcome
of patients diagnosed with metastatic bladder cancer. The approach explores
radiomics applied to the quantitative analysis of selected chest-abdomen CT-
scan imaging cancer lesions. The selection of the CT-scan lesions is made by the
experienced oncologists/radiologists following the RECIST 1.1 guideline [14].
Unlike most of the scientific similar pipelines [7] the proposed approach works
both by analyzing primary lesion images (bladder) as well as through metastatic
lesion images (visceral or lymph-nodes). This feature makes the method herein
described particularly robust and efficient in the medical field. Firstly, the pro-
posed semi-automatic pipeline performs a bounding box segmentation of the
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CT lesion identified by the experienced physicians, which defines the Region of
Interest (ROI) to which the proposed predictive pipeline is applied. Those ROI
images have different biologically visual features as they have been extracted
from various body-sites of mUC metastasis (lungs, abdominal organs, bladder,
lymph nodes, etc.). This data variability makes this a challenging dataset and
makes it difficult to build a fully automatic semantic segmentation pipeline. The
segmented ROIs (CT lesions) will be further processed by ad-hoc configured and
extended 2D Cellular Non-Linear Network (2D-CNN), which generates a series
of augmented domain-agnostic features to be properly classified by downstream
2D Deep classifier (2D-DNN). The designed 2D-DNN will be able to discrimi-
nate augmented visual features for predicting correlated patients who potentially
show some response to immunotherapy treatment (CR: Complete response/PR:
Partial response/SD: Stable disease) by those who instead have a progression
of the disease (PD: progressive disease). Several 2D-DNN backbones have been
tested preferring deep architectures with medium-low complexity to make the
overall pipeline portable on embedded platforms based on STA1295 ASIL-B cer-
tified hardware architecture1. The following sections provide a detailed descrip-
tion of the proposed solution.

3.1 The Bounding Box Segmentation Block

This block performs a semi-automatic CT-scan lesion segmentation driven by
experienced oncologists/radiologists. Specifically, starting from the whole chest-
abdomen CT scan of each patient, the oncologist/radiologist manually selected a
target characteristic cancerous lesion according to RECIST revision 1.1 criteria
[14]. Nowadays, all CT scanner imaging software allows the automatic selection of
a ROI according to certain spatial, dimensional, or morphological criteria. After
this selection, a MxN bounding box ROI around (centered), the lesion is auto-
matically extracted by our proposed segmentation software. The dimensional
setup (M, N) can ranges, and it does not affect the overall pipeline performance
as the segmented lesion will be further re-scaled according to the input size of the
downstream 2D-DNN classifier. In our case, we have chosen to segment with a
64x64 bounding box ROI. Below is a brief reference to the RECIST 1.1 guideline
[14]. With the term RECIST, we refer to an official deterministic methodology
to evaluate the cancer treatment outcome in solid tumours [14]. The RECIST
criteria, as of interest in this research work, includes the following items:

– Measurable lesion (target lesion): a lesion that can be accurately measured
with longest diameter (in one dimension) ≥ 20 mm (CT scan imaging);

– A sum of the longest diameter (LD) for all CT image target lesions will be
computed and reported as the baseline for the follow-up evaluations.

The RECIST 1.1 guideline consequently specifies how to classify the patient’s
response to a specific cancer therapy:

1 https://www.st.com/en/automotive-infotainment-and-telematics/sta1295.html.

https://www.st.com/en/automotive-infotainment-and-telematics/sta1295.html
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– A patient shows a complete response (CR) to the medical treatment if all
identified target lesions disappear at the end-treatment CT imaging.

– A patient shows a partial response (PR) if the target lesions (LD sum) are
reduced by at least 30%.

– A patient shows a progressive disease (PD) if the LD sum increases by, at
least, 20%;

– A patient instead reports stable disease (SD) if no significant increase or
decrease is observed on the target lesions.

This work as well as the clinical trial to which it refers, provide results based
on RECIST 1.1 guideline [14].

3.2 The 2D-CNN Features Generative Model

This block performs further processing of the collected ROIs in order to lever-
age discriminating visual features. The proposed generative model is based on
properly configured and extended version of 2D Cellular Non-linear Networks
(CNNs). The Cellular Neural (or Nonlinear) Network (CNN) theory is briefly
outlined.

L.O Chua and L. Yang firstly proposed the first architecture of the CNN[10].
The CNN can be defined as high speed local interconnected computing array
of analog processors called “cells” [10]. The basic unit of CNN is the cell. The
CNN processing is configured through the instructions provided by the so-called
cloning templates [10]. Each cell of the CNN may be considered a dynamical
system arranged into a topological 2D or 3D structure. The CNN cells interact
with each other within its neighborhood configured by a heuristically ad-hoc
defined radius [10]. Each CNN cell has an input, a state, and an output, a
functional mapping of the state (usually through PieceWise Linear function).
Some stability results and consideration about the dynamics of the CNNs are
reported in [3,10]. We highlight that the used 2D-CNN is a transient-response
CNN. In these architectures, the transformation of the input data is performed
and time-limited at the transient stage, that is, in the phase in which each single
cell of the CNN dynamically evolves from the initial state along the trajectory
that converges to the CNN steady-state [3,10]. In this way we are able to extract
intermediate 2D-CNN transformation features of the input which will be used
as augmented generated features. In the CNN paradigm, we can hypothesize the
dependence between state, input, output, and neighborhood in different ways
considering that CNN is a “Universal Machine” [9,17]. Therefore, we proceed
with an extended mathematical representation of a generative model based on
CNNs. The CNN can be considered as a system of cells (or non-linear neurons)
defined on a normed-space SN (grid structure), which is a discrete subset of Rn

(generally n ≤ 3) with distance function d: SN → N (N is the set of positive
integer numbers). Cells are indexed in a space-set Li. Neighborhood function
Nr(.) of a k-th cell can be defined as follows:

Nr : Li → Lβ
i

Nr(k) = {l|d(i, j) ≤ r} (1)
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where β depends on r (neighborhood radius) and on space geometry of the
grid. The CNNs can be implemented as a single layer or multi-layers so that
the cell grid can be e.g., a planar array (with rectangular, square, octagonal
geometry) or a k-dimensional array (usually k ≥ 3), generally considered and
realized as a stack of k-dimensional arrays (layers). Therefore, CNN can be
represented as a time-continuous - space-discrete system whose dynamic is well
defined by the spatio-temporal evolution of the cells. The following mathematical
model defines the dynamic of an extended CNN cell:

∂xj/∂t = g[xj (t)]

+
∑

γ∈Nr(i)

ℵϑj
(xj |(t−τ,t], yγ |(t−τ,t]; p

A
j)

+
∑

γ∈Nr(j)

Bϕj
(xj |(t−τ,t], uγ |(t−τ,t]; p

B
j)

+
∑

γ∈Nr(j)

Cρj
(xj |(t−τ,t], xγ |(t−τ,t]; p

C
j)

+ Ij(t)

(2)

yj(t) = ψ(xj |t−τ,t) (3)

In Eq. 2, x, y, u, Ij denote cell state, output, input, and bias respectively while j
and γ are cell indices; g is a local instantaneous feedback function, Nr define the
neighborhood function while pA, pB and pC are arrays of ad-hoc configurable
parameters, notation z|T denotes the restriction of function z() to interval T of
its argument, ℵϑj

is the neighborhood feedback functional (one out of several
applicable, identified by index ϑj), and in the same way Bϕj

is the input func-
tional, Cρj

is the cell-state functional. The term Ij represents ad-hoc defined
bias. The function ψ defines the mathematical correlation between the state and
the output of the cell. Applying a linear re-mapping and extension of the model
reported in Eqs. (2)–(3), the following CNN cell generative dynamical model is
proposed:

C
dxij(t)

dt
= − 1

Rx
xij

+
∑

C(k,l)∈Nr(i,j)

A(i, j; k, l)ykl(t)

+
∑

C(k,l)∈Nr(i,j)

B(i, j; k, l)ukl(t)

+
∑

C(k,l)∈Nr(i,j)

C(i, j; k, l)xkl(t)

+
∑

C(k,l)∈Nr(i,j)

D(i, j; k, l)(yij(t), ykl(t))

+ I

1 ≤ i ≤ M, 1 ≤ j ≤ N

(4)



234 F. Rundo et al.

Fig. 2. The proposed 2D-CNN generative model

yij(t) =
1
2
(|xij(t) + 1| − |xij(t) − 1|) (5)

Nr(i, j) = {Cr(k, l); (max(|k − i|, |i − j|) ≤ r)}
(1 ≤ k ≤ M, 1 ≤ l ≤ N))

(6)

In Eqs. (4)-(6) the Nr(i, j) represents the neighborhood of each CNN cell C(i, j)
with radius r. The terms xij , yij , uij , and I defines the state, the output,
the input and the bias of the cell C(i, j) respectively. The terms A(i, j; k, l),
B(i, j; k, l), C(i, j; k, l), D(i, j; k, l) are the cloning templates which define the
CNN processing. Specifically, D(i, j; k, l) represents the extended non-linear
space-invariant cloning template applied to the proposed 2D-CNN model [29].
More details about CNN non-linear cloning templates in [29]. As described in
[9,17,24] through the cloning template configurations (matrix coefficients), a
specific CNN generative features model will be enabled. In Eqs. (4)–(6), the
spatial CNN dimension is defined by (M, N) setup. Rx is ad-hoc defined coeffi-
cient (correlated to the hardware implementation of the CNN cell), which was
set to 1. The workflow of the implemented CNN generative features model is
showed. We fed the input and the state of the 2D-CNN with the segmented ROI
lesion described in the previous section. According to the used downstream 2D-
DNN input size (MDxND), we perform a preliminary bi-cubic re-scaling of the
segmented ROI to MDxND size. Consequently, an MDxND 2D-grid CNN was
implemented. More in detail, each of the resized MDxND segmented ROI will be
fed in the input uij and state xij of MDxND 2D grid-CNN i.e., each input and
state of the CNN cells will be bound to the corresponding pixel of the selected
re-sized input visual lesion (i.e., gray level intensity as the CT input ROI lesion
is a single layer gray-level image). In Fig. 2, we report the described workflow.

Analytically, if we indicate with Lj(x, y) the j-th visual segmented resized
gray-level ROI image fed as input (uij) and state (xij) of the MDxND CNNs
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Fig. 3. A collection of the 2D-CNN generated features

grid, the image processing task driven by the configured generative model as
per Eqs. (4)–(6) will be performed. Therefore, for each designed setup Sm of
the cloning templates A(i, j; k, l), B(i, j; k, l), C(i, j; k, l), D(i, j; k, l), and bias I
(generative model), a specific visual feature fSm(x, y) of the input ROI Lj(x, y)
will be generated. After several tests, we decided to use m = 97 different genera-
tive models i.e., 97 different configurations of 3 x 3 cloning template matrices and
biases (1 x 1), in order to generate corresponding 97, augmented visual features
for each segmented resized ROI Lj(x, y). Through ad-hoc heuristically imple-
mented unsupervised approach aiming to minimize the loss of the downstream
2D-DNN Classifier (maximize the discrimination accuracy), we have selected the
generative models. Basically during the training, with a random-driven searching
algorithm, we selected the 3 x 3 cloning templates and bias configurations Sm,
which actually produced an improvement in the discriminatory performance of
the 2D-DNN classifier. The designed generative models (cloning templates and
biases) as well as the adopted transient configuration of the used 2D-CNN can
be downloaded from ad-hoc designed web page2. In Fig. 3 a collection of such
2D-CNN generated features is reported. The reported features are associated to
different CT cancer native lesion types i.e. visceral, lymph-nodes, etc.

3.3 The 2D-DNN Classifier with Decision System

This block aims to learn the 2D-CNN generated augmented features to properly
classify the patients eligible for immunotherapy treatment. Figure 4 shows the

2 https://iplab.dmi.unict.it/immunotherapy/.

https://iplab.dmi.unict.it/immunotherapy/
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underlying backbone of the proposed deep architecture. Different 2D deep clas-
sifiers were investigated to test the computational complexity over the imple-
mented embedded hardware Point of Care and determine those that provide
the best predictive performance. Specifically, the following 2D deep classifier
backboes have been validated: ResNet-18, VGG-19, Xception, MobileNetV2,
GoogleNet, AlexNet [25]. Finally a NasNetMobile based 2D Deep Classifier has
been tested [40]. For each patient, the RECIST 1.1 compliant target CT lesions
(ROIs) are selected by the introduced semi-automatic segmentation block. The
re-scaled ROIs are augmented through the proposed 2D-CNN generative engine.
The generated augmented features maps will then be classified by the 2D-DNN,
which provides a probability estimation of belonging to class 1 (CR/PR: com-
plete or partial response to immunotherapy treatment or SD: stable disease) or
class 2 (PD: progressive disease). As reported in Fig. 4 in the last block, there
is also a Decision System. This layer aims of collecting the classifications of the
single augmented visual 2D-CNN generated feature. As previously described, for
each patient, a set of m = 97 visual features will be generated by the 2D-CNN
generative model. Therefore, each of the feature images thus generated will be
classified by 2D-DNN as belonging to class 1 or 2. Consequently, it is needed to
know which is the main (statistically more representative) classification of the
generated features associated with the patient whose CT visual lesion they refer
to. The task of the Decision System, for each patient, is to determine the main
2D-DNN classification rate of the CNNs generated features. This predominant
classification will be the definitive classification of the patient. Analytically, the
Decision Layer will produce the following output:

Dk = ξc(CDNN (fSm)); CDNN (fSm) = {1, 2} (7)

Equation (7) shows the mathematical model of the Decision Layer. The func-
tion ξc will analyze the 2D-DNN classification CDNN rate of the fSm generated
features (m = 97) related to the k-th patient, determining the class (1 or 2)
that statistically is most represented. The output class of the Decision System
(ξc) becomes the definitive classification (immunotherapy outcome prediction)
related to the analyzed patient.

4 Experimental Results

We retrospectively analysed a dataset of 106 mUC cancer lesions (cases)
extracted from the chest-abdomen CT scans of trial-recruited patients with
histologically confirmed bladder cancer. Patients with multiple non-overlapped
RECIST-compliant lesions have been analysed for each target lesion detected
on CT examination. The recruited patients had histologically confirmed bladder
cancer (mUC) progressing after platinum-based chemotherapy and were treated
with a PD-L1 ICIs immunotherapy agent in the second-line setting. All patients
provided written informed consent to their participation in clinical trials covered
by IRB “Catania 1 Ethical Committee” Nr. D4191C00068 and MO29983. For
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Fig. 4. The proposed immunotherapy outcome deep predictor.

each recruited patient, a chest-abdomen CT-scan was performed (at the diag-
nostic phase) for disease staging. CT imaging was performed by using a GE
multi-slice (64 slices) CT scanner with a slice thickness of 2.5 mm; working cur-
rent in the range 10–700 mA; working voltage: 120 kV; pitch: 0.98. Clinical and
personal history data complemented each CT scan. The target of the proposed
pipeline is to examine the use of augmented CT image features at the time of
bladder cancer diagnosis to predict the outcome of the immunotherapy treat-
ment. Some statistical information about the recruited dataset is shown. About
30% of the patients were under the age of 60. 91% of patients were male, with
the remaining 9% female. About 33% of subjects had lymph node metastases,
while the remaining 67% had various visceral metastatic lesions. 43 cases (target
lesions) showed a complete/partial response or a disease stabilization following
immunotherapy treatment (CR/PR/SD: Class 1), while 63 cases experienced dis-
ease progression despite anti-PD-L1 drug treatment (PD: Class 2). The dataset
was splitted as follows: 76 target lesions (28 of Class 1 and 48 of Class 2) were
used for training and validation sessions, while the remaining 30 CT images (15
of Class 1 and 15 of Class 2) were used as test set. The lesions thus collected in
both training and testing were then augmented through the proposed generative
model based on 2D-CNN. Therefore, considering that for each CT image lesion
a generative engine of m = 97 CNN models setup (3 x 3 cloning templates and
1 x 1 biases) has been defined, the augmented dataset will be composed of a total
of 7372 (76 x 97) image features (2716 images of Class 1; 4656 images of Class 2)
for the training and validation set and 2910 image features (1455 images for each
class) for the test set. The proposed pipeline has been developed in MATLAB
rev. 2019b full toolboxes running on a server with Intel 16-Cores and NVIDIA
GeForce RTX 2080 GPU. We used Deep Learning and custom matCNN Matlab
toolboxes for implementing the proposed 2D-DNN and 2D-CNN generative mod-
els, respectively. The matCNN MATLAB library can be downloaded from this
web-page (See footnote 2). The initial boundary conditions, transient setup and
environment configuration are included in the matCNN materials downloadable
from the designed web page (See footnote 2). We used the following learning
parameters for all the tested 2D-DNN model backbones: a mini-batch size of
10, initial learning rate set to 3e-4, max epochs set to 900 and the stochastic
gradient descent with momentum (SGDM) algorithm as learning optimizer. We
have configured a 2D-CNN MdxNd grid according to the input image size of the
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Table 1. 2D-DNN Performance Benchmark - 2D-CNN Dataset Augmentation Model

2D-Deep classifier
backbone

Metrics

Accuracy Sensitivity Specificity Input size

ResNet-18 93.33% 93.33% 93.33% 224 × 224

VGG-19 93.33% 100.00% 86.66% 224 × 224

XCeption 86.66% 93.33% 80.00% 299 × 299

MobileNetV2 83.33% 100.00% 66.66% 224 × 224

GoogleNet 86.66% 86.66% 86.66% 224 × 224

AlexNet 83.33% 80.00% 86.66% 227 × 227

NasNetMobile 76.66% 80.00% 73.33% 224 × 224

Previous [30] 86.05% 80.00% 89.29% 40 × 40

tested 2D-DNN classifier, as reported in Table 1. We configured the 2D-CNN
with 3 x 3 cloning templates and 1 x 1 biases (97 different setups) downloadable
from this web-page (See footnote 2). Table 1 reports the overall performance of
the tested 2D-DNN architectures with 2D-CNN augmentation. To validate the
performance of the proposed pipeline, we used classical metrics such as Accu-
racy, Sensitivity and Specificity. We considered as “True Positive” the correct
classification of a patient who had shown a certain response to immunotherapy
treatment (complete response (CR), partial (PR) or stable disease (SD)) and had
been previously classified by our pipeline as belonging to Class 1. Conversely, we
considered as “True Negative” a patient who was previously classified as belong-
ing to Class 2 and then, following treatment, did not show any response to the
immunotherapy drug (i.e., the progression of the disease (PD)). The “False Nega-
tive” and “False Positive” values were computed accordingly. Table 1 represents
the results (in test set) in terms of accuracy, sensitivity and specificity, using
each selected 2D-DNN classifier with a CT image dataset augmented trough the
proposed 2D-CNN generative model. Although some architectures show 100% in
terms of sensitivity, the deep architectures showed acceptable performance even
in specificity are preferred. An interesting trade-off in classification performance
(accuracy, sensitivity, specificity) was obtained by ResNet-18 (Accuracy: 93.33%
Sensitivity: 93.33% and Specificity 93.33%) and VGG-19 (Accuracy: 93.33% Sen-
sitivity: 100.00% and Specificity 86.66%). All performance results are reported
in Table 1. Specifically, the values of accuracy, sensitivity and specificity refer
to the overall classification of the generated features performed by the Decision
System as reported in Eq. (7) (ξc output). Table 1 analysis confirms that despite
the reduced architectural complexity of the tested classifier backbones (due to
hardware limitation of the underlying embedded Point of Care), the overall pre-
diction performances are very promising.

The contribution of the 2D-CNN generative model is confirmed trough the
benchmarks reported in Table 2. We reports the comparison results of the
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Table 2. 2D-DNN Performance Benchmark - Classical Dataset Augmentation Method

Deep classifier backbone Metrics

Accuracy Sensitivity Specificity

ResNet-18 86, 66% 100.00% 78.66%

VGG-19 73.33% 86.66% 60.00%

3D-DenseNet 83.33% 86.66% 80.00%

ResNet-101 76.66% 80.00% 73.33%

most performer architectures reported in Table 1 (ResNet-18 and VGG-19) but
without 2D-CNN generative model and by using classic input augmentation
approaches [35]. The results in terms of overall performance were significantly
lower than the same architectures trained with a dataset augmented through 2D-
CNN. Although ResNet-18 grew in sensitivity compared to the same architecture
with the 2D-CNN generative model (100% compared to 93.33%), it considerably
under-performed in specificity (78.66% compared to 93.33%), thus limiting the
overall performance of the pipeline. VGG-19 also showed significantly lower per-
formance than the same with the upstream 2D-CNN generative model. Even the
comparison with more complex 3D and 2D architectures (3D-DenseNet [6] with
classification stage and 16 CT slices as input temporal depth and 2D ResNet-101)
tested without the use of the 2D-CNN generative model (see Table 2), confirmed
the valid contribution in performance of the 2D-CNN generative model.

5 Conclusion and Discussion

This study reports an innovative pipeline to investigate the use of augmented CT
image features for predicting ICIs immunotherapy treatment outcome in patients
with bladder cancer diagnosis. Many of the investigated scientific approaches
show limited performance and high invasiveness [21,36]. For these reasons, we
analyzed the challenge of finding a non-invasive image-based, highly discrimina-
tive predictive biomarker. As confirmed in [13], a novel mechanism of ICIs treat-
ment with immune and T cell activation leads to unusual patterns of response
on CT imaging. Therefore, a pipeline which learns image-features from chest-
abdomen CT of mUC-diagnosed patients was investigated. Additionally due to
the low availability of labeled clinical data, an extended 2D-CNN generative
model was validated. As confirmed by experimental results reported in Table 1
and 2, the proposed pipeline shows very promising performances both in terms of
accuracy, sensitivity and specificity. The improved performance stems from the
combination of a deep high-capability classifier and 2D-CNN augmented train-
ing set [15]. The proposed 2D-CNN augmentation pipeline enables the down-
stream 2D-DNN to perform a greater and deeper exploration of the segmented
RECIST 1.1 chest-abdomen CT image-lesions identifying a more discrimina-
tive visual patterns in originally limited clinical dataset. The proposed pipeline
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has been validated over all recruited RECIST 1.1 compliant lesions. This con-
firms that the method is not strongly influenced by the lesion selection made
by the radiologist/oncologist, i.e. by the experience of the involved physicians.
The implemented pipeline was designed for the embedded STA1295 platform
with OpenCV and YOCTO Linux O.S. (See footnote 1). Careful studies are
underway to equip the proposed pipeline with a fully automatic segmentation
block. We are investigating an enhanced GradCAM [31] driven algorithm which
embed RECIST 1.1 guideline allowing automatic CT ROIs segmentation based
on visual explainable features. Moreover, such enhanced adaptive Deep GAN
architecture was investigated as generative model.
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Abstract. Acute Lymphoblastic Leukemia (ALL) is one of the most
commonly occurring type of leukemia which poses a serious threat to
life. It severely affects White Blood Cells (WBCs) of the human body
that fight against any kind of infection or disease. Since, there are no
evident morphological changes and the signs are pretty similar to other
disorders, it becomes difficult to detect leukemia. Manual diagnosis of
leukemia is time-consuming and is even susceptible to errors. Thus, in
this paper, computer assisted diagnosis method has been implemented
to detect leukemia using deep learning models. Three models namely,
VGG11, ResNet18 and ShufflenetV2 have been trained and fine tuned
on ISBI 2019 C-NMC dataset. Finally an ensemble using weighted aver-
aging technique is formed and evaluated as per the criteria of binary
classification. The proposed method gave an overall accuracy of 87.52%
and F1-score of 87.40%. Thus, it outperforms most of the existing tech-
niques for the same dataset.

Keywords: Leukemia · White Blood Cells · Deep learning · Ensemble

1 Introduction

Leukemia, being a potentially deadly disease is known to cause thousands of
deaths as per the reports of National Cancer Institute [1]. It is majorly found
in adults over 55 years and children under 15 years of age every year. In United
States alone, 61,780 cases of leukemia were detected in 2019, accounting for 3.5%
of all cancer cases in the country. It is also ranked at 7th position amongst all
the cancers in India as per the reports of Global Cancer Observatory [2], listing
around 42,055 cases in 2019. Although exact cause for leukemia is not known,
plausible factors include smoking, genetic flaws, therapies involving contact with
radiations or some other certain chemicals. Symptoms of leukemia, such as,
loss in weight, migraine, pain in joints, absence of vitality and immunity loss
develop within few days after the original cells begin to die. Leukemia can be
comprehensively classified in two categories- lymphocytic (or “lymphoblastic”)
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and myelogenous (or “myeloid”) [3]. Under lymphocytic leukemia, cancer cells
develop in the marrow cells that grow up to form lymphocytes. Contrary to it,
malignant growth cells develop in the marrow cells that normally go on to form
Red Blood Cells (RBCs), platelets and different type of WBCs in myelogenous
leukemia. Both these categories can be further sub divided into two categories-
acute and chronic. While acute leukemia is characterised by fast growth of the
blast cells resulting in over-growth of immature cells, progress of cancer cells is
somewhat moderate in chronic leukemia and it causes overgrowth of matured
cells.

The initial stage of leukemia can be detected by a blood test that shows an
abnormal white cell count, followed by confirmatory bone marrow tests. Such
diagnostic treatments require highly specialized manpower and high-end sys-
tems for testing purposes. Thus, it becomes imperative to automate the process
of leukemia detection and diagnosis to overcome limitations of manual screen-
ing. Computer aided diagnostic tools help with the analysis of triage and can
reduce the clinical burden. In this paper, we propose the classification of micro-
scopic blood smear images into acute lymphoblastic leukemia (ALL) or normal
cell images. In order to achieve this objective, three pre-trained convolutional
neural networks (CNN), a class of deep learning (DL) models namely VGG11,
ResNet18 and ShufflenetV2 are deployed. These data-driven models can self dis-
cover patterns and attributes from the image data.

The organization of the paper is as follows. Related work which have been
previously worked upon is presented in Sect. 2. Section 3 focuses on the materials
required for the implementation and the steps of methodology adopted. Results
of the experiments conducted have been discussed in Sect. 4. The last section i.e.
Sect. 5 covers the conclusion and future scope of the research.

2 Prior Art

Extensive work has already been done on various datasets to detect ALL in
blood smear images. The process of detection of malignant cells can be broadly
classified in two ways: traditional machine learning and deep learning meth-
ods. Machine learning methods use semi-automated feature extraction method
in order to extract features of blast cells and its components. Scotti [4], who has
greatly contributed in this area, processed and classified ALL using morpholog-
ical features of images. Selection of the features play a vital role in determining
accuracy of the model as a whole. Classifiers such as linear Bayes (LB) normal
classifier, k-nearest neighbour (k-NN), Neural Networks (NNs). have been com-
pared to identify their capability for blast cells identification. NNs achieved the
least mean error of 0.0133% whereas LB took the least processing time.

Rawat [5] fed a total of 331 features (shape and texture) calculated using 420
images dataset to genetic algorithm. Then these features were experimented on
SVMs of varied kernels to detect the best possible kernel in order to differentiate
between normal, ALL and acute myeloid leukemia (AML). Gaussian radial basis
kernel (RBF) SVM achieved accuracy of 99.5%, nearly outperforming all the
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other kernels. Images of cells from ALL-IDB1 [6] were processed and segmented
to extract sub-images of cells by Putzu et al. in [7,8]. Chromatic and texture fea-
ture along with SVM were used for the purpose of binary classification. Results
were then validated by 10-fold cross validation to cross-check model’s accuracy,
which is approximated to 92%. Madhloom et al. [9] obtained 260 images of ALL
and normal cells from the medical centres. An extensive search was carried on
the feature selection process. Total of 30 features calculated were ranked using
Fisher’s Discrimination Ratio (FDR) based on the co-relation amongst features.
It was then followed by exhaustive search to select the best three features to
feed classifier. k-NN was applied on the feature set using Euclidean distance and
accuracy of 92.5% was achieved. However, authors suggested on using SVMs or
NN for superior results. Bhattacharjee et al. [10] compared artificial NN, k-NN
and SVM over the dataset along with the usage of cross validation. Since the
dataset was small, k-NN gave the optimised results in short span of time.

Fatma et al. [11] used feed-forward type of NN in which no cycle is directly
formed between the layers or neurons and information flows from one layer to
next layer only. Total number of images used were 50, out of which 38 were used
for training and 12 for testing. Although the overall process achieved accuracy
of 91%, author explained the need of larger image dataset to further improve
the results. Parvaresh et al. [12] utilised Discrete Wavelet Transform in order
to extract features from image dataset. It was followed by a heuristic algorithm
known as Chain Tabu in order to select the features which were dissimilar in
nature. Feature vector was thus passed to Multi-Layer Perceptron (MLP) for
classification. It includes group of neurons stacked vertically and layers in forward
direction. Interconnection between the layers helped to pass the information with
the help of ADAM optimiser in this case. An accuracy of 98.88% was obtained
using ALL-IDB2 [6], which consists of 260 images in total.

Apart from using these classifiers individually, Mohapatra et al. [13] used
combination of numerous algorithms to form their ensemble. Total of 44 features
which include shape, texture and color properties of cells were extracted. T-test,
a statistical approach was used to rank the importance of various features and
hence, select them. In order to take advantage of diverse architectures, bagging
method was employed for the ensemble and labels were generated by majority
voting principle. It was observed that ensemble of Naive Bayes, KNN, MLP and
SVM topped all the performance metrics in comparison with the independent
results.

After careful observation, it was noted that the machine learning algorithms
were applied on data-sets which had small number of images, typically in hun-
dreds. In order to learn more complex patterns in data-set and enhance the
learning process, deep learning models have a hand over machine learning algo-
rithms. Contrary to machine learning, deep learning methods perform end-to-end
feature extraction, selection and classification process [14]. Convolution Neural
Networks (CNN) have also shown quite impressive results in image recognition,
object detection and localization [15,16]. Thanh et al. [17] used ALL-IDB1 [6]
dataset and created their own CNN consisting of 7 layers. The initial five layers
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recognised and learnt the best features in the images. During this learning phase,
ReLU was used as an activation function. Last two helped in the classification
of images on the basis of feature vector learnt. It was also proved by the author
that CNN algorithms outperformed the methods which learn features manually
by achieving accuracy of 96.43%. Ghosh et al. [18] did not code from scratch and
utilised a pre-trained CNN called AlexNet. This network was used in the feature
extraction part and later layers were modified as per the ALL-IDB [6] dataset
used. Author claims accuracy of more than 97% for leukemia images which is
qualitatively better than the work issue prior to it. To the best of our knowledge
and analysis, ALL-IDB [6] has been used popularly in majority papers. This
dataset however, is not suitable for deep learning applications which require
huge amounts of labelled data to perform end-to-end tasks. Hence, our study
focuses on using the large-scale clinical dataset [19] to evaluate performance of
deep learning models in real.

3 Materials and Methods

3.1 Dataset

In this work, C-NMC dataset [19] is used which consists of total 15,135 RGB
images. These .bmp images have resolution of 450 × 450 pixels and labels are
provided in .csv format. The labels consist of data of 118 patients in general. Each
image consists of one cell with no background. This dataset is publically available
after ALL Challenge of ISBI took place in 2019 to classify acute leukemic images.
Furthermore, labels have been categorised into-Train, Pre-test and Final-test
categories.

3.2 Methodology

1. Pre-processing: The data-set utilised for the process is imbalanced in nature
as ratio of ALL and normal cell images is 2:1. Such a biased ratio will train
model in such a way that it will favour class with higher images. This can be
avoided in either of two ways- oversampling of less samples or undersampling
of abundant samples. In our research, oversampling was performed to approx-
imately balance ratio of both the classes. Another pre-processing technique
which is commonly seen useful in deep learning methods is data augmen-
tation. It helps the model to learn all the relevant features in images and
to classify them more robustly. Since model is trained on microscopic sin-
gle celled images, augmentation methods applied are vertical flips, horizontal
flips and random rotations only as in Fig. 1.

2. Network training: For the CNNs to train optimally, large amounts of anno-
tated data is needed. Under the scenarios where the availability of data is lim-
ited such as medical data, transfer learning strategy is applied. CNN models
which are pre-trained on huge image datasets, e.g ImageNet [20], are uti-
lized to learn the generic features and in-turn apply them to target images.
The method of using pre-trained weights is a good way of initialising weights
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Fig. 1. Data Augmentation (a) Original Image, (b) Horizontal Flip, (c) Vertical Flip,
(d) Random Rotate

and are known to perform better than random initializations. Hence, after the
data-set is prepared three popular pre-trained CNN models were fine-tuned.
First one is VGG11 [21], which is very popular sequential model. It consists of
total 11 layers out of which 7 are convolution layers and 5 are max pooling lay-
ers. These are followed by fully connected layers and sigmoid function in the
end. Second model used in the research is Shufflenet V2 [22]. It is extremely
light-weight model and is well known for its property of dealing with bottle-
necks. Also, the usage of point-wise group convolution in the network makes
it very efficient in detecting all the required features in an image. Last model
is known as ResNet 18 [23]. Unlike plain networks like VGG, it consists of
residual block also known as identity block. There are skip connections or a
shortcuts in between the networks which allow information to flow easily by
bypassing the data along with normal CNN flow.

After the models are selected, dataset is divided in the ratio 80:20 for train-
ing and testing. It is then fed to models individually. In addition to this, an
ensemble has been created using these architectures as in Fig. 2. It is a pro-
cess of combination of various models in order to improve results of overall
predictions. Weighted ensemble technique, which assigns weights to results
of each model has been applied in the study. Variety of weights were used
and optimised ranging from 0 to 1 for each of them. After larger number of
settings, chosen weights are 0.5, 0.4, 0.1 for ResNet18, VGG11 and ShuffleNet
V2 respectively.

Learning rate of value 0.0001 has been chosen and reduce on plateau learning
decay has been scheduled at 0.1. Binary cross-entropy loss as per Eq. (1) has
been used to optimise the gradients during training. Batch size is set to 16 so
that all the samples can fit into the memory available. Implementation of all
the models has been done in PyTorch, open source machine learning library
with the help of NVIDIA Tesla K80 GPU having 12 GB RAM.

Eentropy = −
N∑

n

[tnk ln ynk + (1 − tnk ) ln(1 − ynk )] (1)
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Fig. 2. Workflow illustrated

Table 1. Performance metrics of individual models and model ensemble.

Model Test
accuracy
(0-Hem)

Test
accuracy
(1-all)

Test
accuracy
(Overall)

Specificity Sensitivity F-score

Vgg11 76.08% 90.65% 85.59% 85.44% 85.59% 85.47%

Resnet18 78.24% 88.84% 85.16% 85.13% 85.16% 85.14%

ShuffleNetV2 70.52% 90.16% 83.34% 83.11% 83.34% 83.09%

Ensemble 78.55% 92.29% 87.52% 87.40% 87.52% 87.40%

4 Results and Discussion

Various performance metrics have been summarised in Table 1. Accuracy and
loss for all training and validation experiments have been represented graphically
in Fig. 4. It can be observed from the training graphs that all the respectively
networks have converged well. Also, the minimised validation loss proves that
hyper parameters have finely tuned.

For the purpose of testing, total of 1867 images were fed to the base networks
and ensemble network. Confusion matrices for all the networks were obtained and
are displayed in Fig. 3. Comparison between Receiver Operating Characteristic
(ROC) curves of all the architectures has been shown in Fig. 5. Curves which are

Table 2. Comparison of recent works on leukemia

Reference Accuracy Specificity Sensitivity F-score

Honnalgere et al. [24] – – – 80.79%

Shah et al. [25] 86.13% – – 83.12%

Ding et al. [26] – – 86.53% 86.74%

Kulhalli et al. [27] – – – 72%

Khan et al. [28] – – – 83.17%

Li et al. [29] – – 85% 84%

Proposed method 87.52% 87.40% 87.52% 87.40%
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Fig. 3. Confusion Matrix for (a) VGG11, (b) ResNet18, (c) ShuffleNetV2, (d) Ensemble

elevated more towards high left boundary are considered to be more well-defined
and accurate.

It illustrates that the respective fine-tuned models have converged efficiently.
Since, accuracy alone can not prove the viability of the model, various other met-
rics such as sensitivity, specificity and f1-score have been calculated for the same.
These help in analysing credibility of the results and in checking how well hyper-
parameters have been optimised. Values of sensitivity, specificity and f-score for
VGG11 are 85.59%, 85.44% and 85.47%. For ResNet18 and ShufflenetV2, values
for sensitivity, specificity and f-score are 85.16%, 85.13%, 85.14% and 83.34%,
83.11%, 83.09% respectively. The ensemble architecture shows an increment in
all these values when compared to base models. In order to compare the results
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Fig. 4. Train and validation accuracy of (a) VGG11, (b) ResNet18, (c) ShuffleNetV2,
Train and validation loss of (d) VGG11, (e) ResNet18, (f) ShuffleNetV2

Fig. 5. ROC curve for different architectures as mentioned in labels

of model in true sense, prior work on same data-set has been examined and sum-
marised in Table 2. By comparing the value of all the metrics, it can be inferred
that ensemble model increases the overall efficiency.

5 Conclusion

In this paper, a deep learning based ensemble method is proposed in order to
classify image dataset into normal and blast cells. The architecture structured
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three pre-trained models which were fine-tuned and fused together to make the
model more efficient and robust. The ensemble learning helps decrease the vari-
ance of various models by optimally combining results of individual models and
reduces sensitivity towards the training data. The most important part of the
ensemble is manually optimisation of various hyper-parameters in the model.
Although, this proposed method outperforms many of the state-of-art methods
for ISBI C-NMC dataset, yet performance is still not at par to be used prac-
tically. As a part of future work, ensemble model is intended to be improved.
Since, the accuracy is low for the class which has lower number of samples, it is
advised to focus on data balancing problem. Various techniques such as metric
learning or siamese network can be experimented with for the same. Other than
this, light weight models such as DenseNet, SqueezeNet will form a part of future
endeavours so that model can be deployed using less computational resources.
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Abstract. Medical images have been indispensable and useful tools for
supporting medical experts in making diagnostic decisions. However,
taken medical images especially throat and endoscopy images are nor-
mally hazy, lack of focus, or uneven illumination. Thus, these could diffi-
cult the diagnosis process for doctors. In this paper, we propose MIINet,
a novel image-to-image translation network for improving quality of med-
ical images by unsupervised translating low-quality images to the high-
quality clean version. Our MIINet is not only capable of generating high-
resolution clean images, but also preserving the attributes of original
images, making the diagnostic more favorable for doctors. Experiments
on dehazing 100 practical throat images show that our MIINet largely
improves the mean doctor opinion score (MDOS), which assesses the
quality and the reproducibility of the images from the baseline of 2.36
to 4.11, while dehazed images by CycleGAN got lower score of 3.83. The
MIINet is confirmed by three physicians to be satisfying in supporting
throat disease diagnostic from original low-quality images.

Keywords: Medical image improvement · Throat image diagnosis ·
Image-to-image translation · Generative adversarial networks

1 Introduction

Medical images provide a lot of useful information and visual insight into dif-
ferent hidden body organs. They are very effective for helping doctors in mak-
ing correct diagnoses or can be used as valuable reference resources for better
treatment. Moreover, with the rapid development of artificial intelligence (AI),
many breakthrough applications have been built on top of medical images data
[11,13,24,27,32].

However, obtaining medical images especially endoscopic or throat images
is never an easy task. In practice, those images normally contain noise, hazy,
uneven illumination, lack of focus, etc., due to many difficult shooting conditions
inside the body. Thus, these could greatly affect the medical diagnostic process.
c© Springer Nature Switzerland AG 2021
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Fig. 1. Two examples of throat images with undesirably quality (out of focus (left) or
hazy (right)).

Several studies applying machine learning techniques for diagnosing endoscopic
and throat images have been reported that their systems are highly sensitive to
the image conditions [1,14,15,29,30]. Poor image quality could easily lead to a
misdetection, making it a very challenging task.

We are developing a special camera device for supporting doctors in diagnosis
oral and throat diseases. We also experienced that the inside environment of
patient’s palate contains many negative factors that reduce the quality of images
such as the hazy caused by patient’s breath on camera or the lack of focus.
Figure 1 illustrates examples of throat images with undesirably quality and this
is an obstacle for doctors from making medical decisions. Therefore, a method
to improve the quality of medical image to support the diagnosis is essential.
We believe that this problem can be addressed by applying image dehazing
technique.

Recent works have been utilizing a deep learning method called convolu-
tional neural networks (CNNs) and shown tremendous success for recovering
image quality from very dense haze and noise. Those dehazing techniques can
be divided into two major approaches: the supervised approach [4,20,26,33,35]
and the unsupervised approach [9,10,16,34]. The former normally achieves com-
pelling results thanks to the modeling power of CNNs. However, they require
a large amount of paired ground-truth images for supervision which is almost
unavailable to obtain in reality. The latter offers more practical settings for image
dehazing by removing the need of paired label training data. They are all built on
the success of CycleGAN [37], which is a generative adversarial network (GAN)
[12] based image-to-image translation method. CycleGAN introduced the cycle-
consistency constraint that generated image from a domain should be identical
to its original form when transforming it back.

Despite their impressive results, there are two main problems of these methods
when applying to our practical throat images data. Firstly, supervised and several
unsupervised studies were still built based on the assumption that hazy images
(training data) have unique haze and are generated by the atmosphere scatter-
ing model [22,23]. For this reason, they may not be practical in scenarios when
the disturbance deviates from prior assumptions (e.g., when shooting environment
changed, such as differences in equipment, camera-setting or protocols). Secondly,
näıve CycleGAN is reported to not work well on high-resolution data [21] and it
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LQ image HQ image
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Fig. 2. The schematic of our MIINet. Given a low-quality input image, the image
dehazing module will transform it into a high-quality clean image. The image super-
resolution module then enlarges the clean image to obtain a high-resolution result.

does not generate sufficient resolution output for our purposes. We should note
that the literature [10] suggested to use the Laplacian upscaling for the output of
CycleGAN to obtain higher resolution results. However, the obtained images are
normally overly smooth and sometimes fails to accurately represent detailed struc-
tures. Therefore, these abovementioned problems will make it difficult for doc-
tors to diagnose through throat images. A framework that generates clean throat
images with high-resolution from original low-quality (LQ) images could be a great
tool for supporting doctors in making medical decisions.

In this paper, we propose a medical image improvement framework named
MIINet for helping doctors to make medical diagnostic decisions. Our MIINet
consists of two modules: the image dehazing module (IDM) and the image super-
resolution (ISR) module. The IDM is developed based on the CycleGAN [37]
model with the aims of translating images from LQ domain to high-quality
(HQ) domain. In this work, we introduce a new loss term based on the percep-
tual loss function [17] with the aims to preserve original input image attributes
such as structure, color, texture. This function is essential since that original
information is crucial in medical diagnosis. Besides the IDM, we introduce a
CNN-based image super-resolution (ISR) module to enlarge the output from
our IDM, obtaining high-resolution results. The ISR module acts as an optional
module when doctors need to enlarge images for more diagnosis details.

Our contributions can be summarized as follows:

– We propose the MIINet that improves the quality of practical LQ throat
images while preserving the structure of the involved areas.

– Our MIINet with the introduction of the ISR module is able to produce
high-resolution throat images, making the disease diagnosis more favorable
for doctors.

– The dehazed throat images obtained by our MIINet shows a significantly
higher of the mean doctor opinion score (MDOS) of 4.11 compared to the
original LQ images of 2.36, in assessing the quality and the reproducibility of
the images.

2 Proposed Method – MIINet

The proposed MIINet consists of two modules: (1) image dehazing module
(IDM), and (2) image super-resolution (ISR) module. Figure 2 shows the
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Real or
fake?

Fig. 3. Dataflow of the translation X→Y from low-quality image (domain X) to high-
quality image (domain Y ).

schematic of our framework. Given an input of original LQ throat image, our
IDM will calibrate and convert that image into a HQ clean image. Since the
output of our IDM is relatively small size, it will be fed to the ISR to enlarge
into higher resolution with 4× upscaling, this will help doctors to have a better
visual inspection.

2.1 The Image Dehazing Module – IDM

Our IDM is an improved version of CycleGAN [37] for unpaired throat image
improvement. It consists of a mapping function G : X→Y that translates image
from source domain (X) to target domain (Y ), and an invert mapping function
F : Y →X to enforce the cycle-consistency. Corresponding to two generators are
the two adversarial discriminators DX and DY , where DX is trying to discrimi-
nate the real image x ∈ X from the generated image F (y) with y ∈ Y . Similarly,
DY distinguishes the real image y from the generated image G(x). In this work,
we assume X is the LQ image domain while Y is the HQ image domain.

Figure 3 shows the dataflow of the translation from X→Y . Given a LQ image
x, the generator G will transform it into a HQ clean image x′. Then, the image
y ∈ Y and x′ are then fed into the discriminator DY . Note that the translation
Y →X is symmetric to the translation X→Y .

Based on the GAN literature [12], the adversarial losses for both mapping
functions G : X→Y and F : Y →X are Ladv(G,DY ) and Ladv(F,DX), respec-
tively. Where:

Ladv(G,DY ) = Ey∼pdata(y)[(DY (y) − 1)2] + Ex∼pdata(x)[(DY (x′))2], (1)

and

Ladv(F,DX) = Ex∼pdata(x)[(DX(x) − 1)2] + Ey∼pdata(y)[(DX(y′))2]. (2)
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Note here that x′ = G(x) and y′ = F (y). The cycle consistency loss Lcyc(G,F )
is formulated as follows:

Lcyc(G,F ) = Ex∼pdata(x)[|F (G(x)) − x|1] + Ey∼pdata(y)[|G(F (y)) − y|1]. (3)

As we mentioned before that preserving the original attributes of input
images (i.e., structure, texture, color) is crucial in medical diagnosis. There-
fore, we introduce a new loss term based on the perceptual loss Lpercep [17]. To
ensure that the attributes of original input and output are as similar as possible,
we minimize the L1 distance between the features extracted by a CNN model
of both input and generated image. Based on our preliminary experiments, we
use the 2nd pooling layer of the ImageNet [7] pre-trained VGG16 [28] model to
extract the features. The Lpercep will be defined as:

Lpercep(G,F ) = Ex∼pdata(x)[|φ(G(x)) − φ(x)|1] + (4)
Ey∼pdata(y)[|φ(F (y)) − φ(y)|1],

where φ(·) is the features extracted from the VGG16 model. Finally, our final
objective function can be summed up as:

L(G,F,DX ,DX) = Ladv(G,DY ) + Ladv(F,DX)+ (5)
λLcyc(G,F ) + βLpercep(G,F ),

where λ, β are the coefficient to control the balance of different loss terms.

2.2 The Image Super-Resolution Module - ISR

Our ISR module is a GAN-based single image super-resolution (SISR) model,
which aims to learn an end-to-end mapping function to recover a high-resolution
(HR) image from a single low-resolution (LR) image [8,19,31]. Many SISR mod-
els have also been proposed and widely used in many practical applications rang-
ing from medical imaging [6,36], security and surveillance [3], satellite imaging
[25], to agriculture [5].

In this work, we propose an SISR module namely throat image super-
resolution (ISR) for enlarging the resolution of the clean throat image output
from our IDM. Our ISR module is built based on an excellent SR model so-called
ESRGAN [31] which generates realistic perceptual quality results and achieved
impressive performances in many benchmarks [2]. Similar to ESRGAN, our ISR
module consists of two networks: a generator S which generates super-resolved
images from LR images and a discriminator DSR that discriminates the HR
image from the super-resolved ones. We use the architecture of the generator S,
the loss functions, and the hyperparameters as same as in ESRGAN literature.
For the discriminator DSR, we design our network to take the input of 224×224
instead of the original 128 × 128 as in ESRGAN since this setting helps our
model gains slightly better performance based on our preliminary experiments.
The two networks are then trained together in an alternating manner to solve
a minimax problem [12]. For more technical training details, please refer to the
original ESRGAN article [31].
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3 Experimental Results

3.1 Throat Image Dataset

In this work, we collected 1,600 throat images from over 160 patients in which
contain both ill-conditioned images and clean images. They were taken by a
special camera designed for throat diagnosis and each of which has the size of
1920 × 1080 pixels. Experts were asked to manually inspect and carefully select
200 images with hazy and lack of focus (see Fig. 1) as low-quality images and
we refer it as the “LQ Throat” dataset. Note that those images are the most
difficult cases for physicians to diagnose. From this “LQ Throat” dataset, 100
images are used for training and the others 100 are for testing. The rest 1,400
images are clean and high-quality. We refer it as the “HQ Throat” dataset.

3.2 Training the IDM

Since the number of images between the two datasets “LQ Throat” and “HQ
Throat” is quite different from each other. We randomly selected 100 images
from “HQ Throat” dataset (i.e., same amount as the “LQ Throat” test dataset)
to train our IDM. We then combined and applied different data augmentation
techniques such as horizontal flip, random scale, random resize on both datasets
beforehand. Since the IDM (or other image-to-image translation GAN models
such as CycleGAN) cannot handle high-resolution data due to the limitation
of available GPU memory, we resized input images to the size of 480 × 270
pixels before training. As a result, each dataset has 2,300 images after data
augmentation.

We applied the same training procedures as described in CycleGAN [37] to
train our MIINet. The Adam optimizer [18] was used to train the network. We
set the λ and β in Eq. (5) equal to 10.0 and 1.5, respectively. The training process
finished after 400 epochs. Please refer to [37] for more training details.

3.3 Training the ISR Module

In this paper, we built our ISR module for super-resolving the output from
the IDM. The scaling factor of ×4 was used for enlarging HR from LR throat
images. We used the “HQ Throat” dataset described in Sect. 3.1 to train our
ISR model. During the training, the HR images were obtained by randomly
cropping from training images with the size of 224 × 224. The LR images are
1/4× down-sampled from HR images using bicubic interpolation. We randomly
applied Gaussian blur to the LR images with the standard deviation σ = 5 as
we observed this helped our ISR module to generate better visual results. Note
here again that this ISR module acts as an optional module when doctors need
to enlarge images for more diagnosis details. Since the HR (clean) version of the
input LR throat images is unavailable, we do not report the numerical results
of our ISR module in this paper. The training details are the same as in the
ESRGAN literature [31] and was completed after 400 epochs.
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Fig. 4. Visual comparison among original LQ throat images, generated images by
CycleGAN and MIINet, and the HQ images evaluated with MDOS. The above HQ
images are unrelated with the rest of the images, and we evaluated them as a reference
in our experiment.

3.4 The Mean Doctor Opinion Score

Since there are no quantitative metrics for assessing the throat image quality for
diagnostic purposes, we introduce a new evaluation criteria called mean doctor
opinion score (MDOS) based on the mean opinion score to evaluate the quality
of throat images. Specifically, only experienced doctors were requested to give
the scores. We asked each doctor to assess a given image under two aspects:
the quality (i.e., how good is this image for diagnosis?) and the reproducibility
(i.e., how good is this image in preserving the structure, texture, color from the
original throat image?). We should note that scores for original LQ and HQ
throat images are given based on the quality aspect only.

We asked three specialized doctors to assign a score from 1 (bad quality) to
5 (excellent quality) to the throat images. The doctors rated three versions of



MIINet: Medical Image Improvement for Supporting Diagnosis 261

Table 1. The mean doctor opinion score (MDOS) results among original and generated
throat images (100 images each; ranging from 1 to 5; higher is better)

Original LQ CycleGAN
generated

(proposed) MIINet
generated

HQ

MDOS 2.36 ± 0.54 3.83 ± 0.62 4.11 ± 0.50 4.76 ± 0.20

Fig. 5. Line distributions of the mean doctor opinion score (MDOS) among original
LQ throat images, generated images by CycleGAN and MIINet, and the HQ images.
Each line represents the scores distribution from 100 images.

each image on 100 test images from the “LQ Throat” dataset (i.e., original LQ
throat images, generated images by CycleGAN and MIINet, respectively) and
an addition 100 HQ images. Each doctor thus rated 400 instances.

3.5 Results

For comparison purposes, we also trained a CycleGAN model and evaluated
its dehazed images. Comparisons of original LQ images, generated images by
CycleGAN and MIINet, and HQ images are shown in Fig. 4. Our proposed
MIINet successfully generates clean versions from original LQ images and have a
much better capability of preserving the original attributes (i.e., structure, color,
texture) than the CycleGAN model. Note here that the HQ images provided in
the examples have no association with the rest of the images, and we evaluated
them as a reference for a better intuitive understanding about the MDOS in our
experiment. Our MIINet also significantly improved the MDOS from the LQ
images and is better than CycleGAN as shown in Table 1 and Fig. 5.
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Original LQ CycleGAN generated MIINet generated

2.17 4.33 4.00

3.832.17 4.33

Fig. 6. Example of better visual results from CycleGAN than our MIINet.

4 Discussion

We confirm the effectiveness of our MIINet for supporting doctors in image-
based throat diagnosis by using the MDOS testing. From the results in Figs. 4,
5 and Table 1, it is clear that the original LQ images yield the lowest MDOS
since they are affected by negative factors such as hazy, uneven illumination,
lack of focus etc., making it difficult for doctors to make their decisions.

As for the result of CycleGAN, even it improves a much better visual quality
than original LQ images, there is a significant difference in scores distribution in
comparison with our MIINet (see Fig. 5) since the CycleGAN could not preserve
the original attributes (i.e., structure, color, texture) of LQ throat images. Visual
results from Fig. 4 show that CycleGAN either changes the color or generates
much different structure and shape from input images. This is because the origi-
nal CycleGAN only learns to generate images that look close to the samples from
the target domain but has no mechanisms to preserve those original attributes.
We should note that the color distribution of the “HQ Throat” dataset is quite
different from the “LQ Throat” dataset. Thus, CycleGAN generated outputs
that have similar color as the target domain. Keeping the similar structure and
color is very important for doctors to make their decisions and therefore, the
generated images from CycleGAN are not preferable.

From doctor’s feedback, generated images by MIINet are recommended to
support throat diagnosis. Thanks to the introduction of the perceptual loss, our
MIINet not only learns to generate compelling quality images but also helps
preserving the originality from inputs, significantly improved the MDOS from
original LQ images from 2.36 to 4.11.

Although our system has achieved a promising result, there are several cases
when CycleGAN generates slightly better visual focus images than our MIINet
as shown in Fig. 6. This is the trade-off of adding the perceptual loss into the
objective function of CycleGAN. MIINet is forced to keep the characteristics
of original inputs while CycleGAN has more freedom to generate close outputs
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to the “HQ Throat” dataset. Despite that fact, it is worth to mention that the
MDOS of MIINet generated images in most cases are higher than CycleGAN
since the original attributes have been preserved. For better medical decisions,
doctors recommend utilizing both results from CycleGAN and MIINet when
diagnosing throat images if necessary. Moreover, proposing more objective quan-
titative evaluations beside the MDOS metric for our framework could be useful
and we intend to develop it in future works.

5 Conclusion

In this paper, we proposed the medical image improvement method (MIINet) to
improve the quality of throat images for supporting in making medical diagnosis.
With the introduction of the simple but effective perceptual loss, our MIINet
largely improved the quality of original LQ throat images and achieved a promis-
ing result on the real-world throat images dataset. From the results, we believe
that our proposed MIINet method could be a useful tool for supporting doctors
in making medical decisions and has a potential impact on different types of
medical images.
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Abstract. The recent advances in algorithmic photo-editing and the
vulnerability of hospitals to cyberattacks raises the concern about the
tampering of medical images. This paper introduces a new large scale
dataset of tampered Computed Tomography (CT) scans generated by
different methods, LuNoTim-CT dataset, which can serve as the most
comprehensive testbed for comparative studies of data security in health-
care. We further propose a deep learning-based framework, Connec-
tionNet, to automatically detect if a medical image is tampered. The
proposed ConnectionNet is able to handle small tampered regions and
achieves promising results and can be used as the baseline for studies of
medical image tampering detection.

Keywords: Tamper detection · Healthcare data security · Medical
imaging · CT scans · Deep learning

1 Introduction

As a non-invasive process, medical imaging plays essential roles in diagnosis
and treatment of diseases by creating visual representations of the interior of
a body or the function of some organs or tissues such as the commonly used
Magnetic Resonance Imaging (MRI) and CT imaging. While machine learning
and artificial intelligence technologies are developed for many online applications
of medical imaging analysis [11,22], data security (i.e. vulnerability) becomes a
main concern [13]. Patients’ medical images can be accessed and manipulated
by attackers for multitude of reasons, including financial gain through holding
the real data ransom or through insurance fraud [15].

Image tampering can take on many forms. The simplest methods just per-
form copy-move tampering, resampling, sharpening, blurring, and compression.
More intricate methods use classical inpainting algorithms such as Navier-Stokes
inpainting, image melding, or patchmatch [3,5,7]. More recent deep learning-
based methods use Generative Adversarial Networks (GANs) to generate or
change the content of images with high visual realism [12,17]. All these methods
can be applied to medical images [10,15,20]. Unlike natural scene images which
contains rich texture and color information in high resolutions, most medical
c© Springer Nature Switzerland AG 2021
A. Del Bimbo et al. (Eds.): ICPR 2020 Workshops, LNCS 12661, pp. 266–277, 2021.
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images are gray scale with relatively low resolutions which makes the detection
of tampered images more challenging for human beings as well as for algorithms.

Some approaches have been proposed to detect non-medical tampered
images. Bayar and Stamm proposed a convolutional neural network (CNN) based
method to suppress the image content and emphasize the relationship of a pixel
with its neighbor [4]. Rao and Ni developed a CNN-based approach to guide
the network to detect copy-move tampering by initializing the first layer to only
contain high-pass filters [19]. Recently, a few GAN tampering detection methods
were reported. Marra et al. tested ideas from different areas of tampering detec-
tion [14]. Cozzolino et al. developed an encoder-decoder network with a latent
space that, during training, manually separated the untampered images from
the tampered images [6]. Wang et al. trained a ResNet-50 to predict whether an
image is forged or not [21].

For medical imaging, recently Mirsky et al. proposed a deep generative net-
work, CT-GAN, to generate tampered images by producing and inserting visu-
ally realistic patches into medical CT images [15]. These images have been
reviewed by radiologists in both an open and blind trial respectively and demon-
strated misdiagnosis [15]. Although there are some studies exploring medical
image tampering detection such as embedding extra information (watermark)
into images before transmission [2,8,16] as well as non-intrusive techniques to
detect image forgery [10,18,20], currently there is no existing method to detect
the more advanced and realistic tampered medical images generated by deep
learning methods.

This paper attempts to detect realistic tampered medical images in lung
cancer CT scans (see examples in Fig. 1.) To the best of our knowledge, this
is the first work to study how to prevent deep learning based medical image
tampering. The contributions of this paper are summarized in the following
three aspects: (1) We generate a large-scale dataset consisting of 7, 202 total
tampered CT scans with 356, 217 slices by different tampering methods including
copy-move forgery, classical inpainting, and deep inpainting. This dataset will
serve as the most comprehensive testbed for comparative studies of data security
in healthcare and directly benefit the research of the medical image analysis
community. We will release the dataset and annotations of the forged regions
through our research website; (2) We propose a novel framework, ConnectionNet,
to detect tampered images by effectively propagating fine-grained features to
the decision function; (3) Experimental results demonstrate that our proposed
ConnectionNet is effective at detecting tampered images generated by different
methods.

2 Tampered Medical Image Dataset Generation

Medical image tampering detection is a burgeoning field. However, researchers
create and conduct experiments on their own private datasets [10,20]. The CT-
GAN tampered dataset is generated by a GAN for testing and evaluation of
tampered images [15], but it is small and only contains 41 CT scans and 821 CT
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Fig. 1. Examples of our collected LuNoTim-CT dataset which contains tampered lung
cancer CT slices generated by three methods: Copy-move, classical inpainting, and
deep inpainting. The green patches are original while the red patches are tampered.
(a) copying outer lung tissue and moving it into the inner lung; (b) copying inner lung
tissue and moving it to another location in the inner lung; (c) removing a nodule by
navier-stokes inpainting; (d) removing a nodule by patchmatch inpainting; (e) adding
a nodule by deep inpainting; and (f) removing a nodule by deep inpainting. Note that
each tampered slice is only changed in one or more small regions. (Color figure online)

slices. To train deep learning-based tampered image detection methods, large-
scale datasets are needed for networks to capture the real distribution of the
data. Therefore, we have generated a large-scale dataset, LuNoTim-CT (Lung
Nodule Tampered Images), consisting of 7, 225 scans with 356, 217 CT slices
(see details in Table 1) which can serve as the most comprehensive testbed for
comparative studies of data security in healthcare. The LuNoTim-CT dataset
will be released through our research website1.

Our LuNoTim-CT dataset is generated based on the LIDC-IDRI dataset [1],
which contains 1, 020 lung CT scans with 883 of them having lung nodules.
The CTs in our dataset are tampered by three different tampering methods
including copy-move, classical inpainting, and deep inpainting by removing and
adding nodules from/to the original CT scans in the original LIDC-IDRI dataset.
For each tampered slice, only one tampering method is used at once while the
same CT scan can be tampered by different tampering methods at different
time. The scans that are excluded from the dataset are the ones where the
random process repeatedly led to unrealistic tamperings, either due to what
the random process decided or the output of the algorithms used. On average

1 http://media-lab.ccny.cuny.edu/wordpress/datecode.

http://media-lab.ccny.cuny.edu/wordpress/datecode
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about 50 slices are tampered per CT scan. There are no restrictions to how
many regions are tampered in one slice, however, tampered regions should not
overlap if there is more than one region. In particular, the copy-move tampering
method is employed to add tampered regions. The classical inpainting tampering
method is used to remove nodules in CT slices. The deep inpainting tampering
method is employed to do both adding and removing. It is worth noting that
only the slices with nodules present in the base LIDC-IDRI dataset can have
nodules removed, thus limiting the total number of slices with removals in our
database. For adding, there is no such limitation. Some examples of tampered
images generated by different methods in our dataset can be found in Fig. 1.

Fig. 2. The statistics of nodule size, number, and location in the LIDC-IDRI dataset
which are used as guidance to generate our tampered medical image LuNoTim-CT
dataset. Left: Nodule size (unit: pixels); Middle: Number of nodules per scan; Right:
Nodule location with distance in pixels.

Tampering Location and Size Selection. To generate realistic fake nodules
in lung CT scans, we first calculate the statistics of the nodule size, location,
and the number of successive slices a nodule appears in the LIDC-IDRI dataset
as shown in Fig. 2. There are on average 2 nodules per CT scan and each nodule
may appear on six slices. In addition, we observe that more nodules are located
closer to the boundary of the inner lung regions. Then guided by the distributions
of size and location, a diverse set of forged nodules are generated in three ways:
a) removing the existing nodules; b) randomly adding nodules; and c) randomly
moving normal tissue to different areas of the CT slice.
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Copy-Move Tampering (CMT). The copy-move tampering method copies
an area of an image and moves it to another area. In our LuNoTim-CT dataset,
two strategies of copy-move forgeries are performed: 1) moving an outer non-
nodule lung area to an inner lung region [see Fig. 1(a)]. As these tampered
regions are sufficiently different, it is possible to be observed by human eyes.
2) moving an inner non-nodule lung area to a different position of the inner
lung [see Fig. 1(b)]. Since the textures of inner lung regions are self-similar,
this type of tampering would be much harder to observe. In both strategies the
boundary between the copied patch and its neighborhood is not changed which
may presents edge artifacts. The average size of a patch that was copied and
moved is between 17 × 17 pixels. Note that these patches helps disassociate the
occurrence of tampering from those of lung nodules. The copy-move method
contributes 3, 823 scans (124, 367 tampered slices) where non-nodule areas are
changed.

Classical Inpainting Tampering (CIT). Inpainting algorithms are a class
of algorithms that fill in missing patches of an image. Two classical inpainting
algorithms are employed to generate tampered CT slices by removing lung nod-
ules: Navier-Stokes inpainting and PatchMatch guided inpainting. Navier-Stokes
inpainting is a physics based algorithm that uses ideas of flow from fluid dynam-
ics to propagate the gradient of image intensity smoothly into the inpainted area
[5] [see Fig. 1(c)]. PatchMatch inpainting uses a random algorithm to efficiently
find patches of images that are similar [3]. Patches with nodules are substituted
with similar patches without nodules [see Fig. 1(d)]. The average size of tam-
pered regions is 31 × 31. The two classical inpainting methods generated 1, 753
CT scans with 29, 132 tampered slices where nodules are removed.

Deep Inpainting Tampering (DIT). Deep inpainting uses deep neural net-
works to determine how a missing patch of an image should be filled. Compare
to copy-move and classical inpainting methods, deep inpainting generates more
realistic tampered regions which are harder to detect. In our paper, CT-GAN,
a method verified to cause misdiagnosis by radiologists, is employed to add and
remove nodules [15]. CT-GAN combines GAN with additive white gaussian noise
to blend the generated patch which is further blended by combining the GAN
generated cuboid with the original cuboid [15]. The average patch size for these
blending procedures is 50 × 50. Deep inpainting method contributes 758 scans
where nodules (77, 898 slices) are removed and 891 scans (124, 495 slices) where
nodules are added.

In order to verify that the generated dataset is similar to the original dataset
that it is based on, Principal Component Analysis (PCA) is applied to image
patches from both the generated LuNoTim-CT dataset and the original LIDC-
IDRI dataset. PCA aims to find the orthogonal vectors of the training data that
explains the most amount of variance between samples [9]. The PCA model was
trained using patches from both datasets with the goal of reducing a patch to
data along two orthogonal vectors. Then samples from different parts of the
LuNoTim-CT and the LIDC-IDRI datasets that were withheld during training
were inputted to the PCA model to visualize where in the reduced, two dimen-
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Table 1. Amount of CT scans and slices generated by different methods in our
LuNoTim-CT dataset. “CMT”: Copy-Move Tampering; “CIT”: Classical Inpainting
Tampering; and “DIT”: Deep Inpainting Tampering.

Tampering method Adding Removing

# CT scans # CT slices # CT scans # CT slices

CMT 3, 823 124, 692 – –

CIT – – 1, 753 29, 132

DIT 891 124, 495 758 77, 898

Total 4, 714 249, 187 2, 511 107, 030

sional space they would appear. The results shown in Fig. 3 show that there is
a high degree of overlap between the untampered and the tampered datasets.
The CT-GAN added portion of the dataset overlaps the most with the untam-
pered dataset, whereas the narrowest overlap comes from the Patchmatch and
Navier-Stokes portion of the dataset.

Fig. 3. The overlap of the untampered slices and the tampered slices is demonstrated
in two dimensions reduced by applying PCA. The highest degree of overlap is observed
for tampered CTs with added patches, whereas the narrowest overlap in the removal
part of the dataset.

3 Framework for Medical Tampering Detection

3.1 Architectures

A natural choice for the network F (x|θ) would be a classification network.
The vanilla VGG network makes predictions based on high-level features (fixed
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dimension vectors) which are extracted by hierarchical convolution layers. The
max-pooling layer and global average pooling layer helps the network to capture
high-level global features, but leaves low-level features ignored. However, detect-
ing tampering artifacts requires the network to identify tiny regions (size) from a
full size image. To augment the capability of capturing fine-grained features, as
shown in Fig. 4, we propose ConnectionNet to forward the fine-grained features
from shallow layers to the fully-connected layers to aid in prediction.

Fig. 4. The proposed framework of ConnectionNet for tampered medical image detec-
tion. The backbone of the network is VGG-11. Sn indicates a skip connection that
forwards the nth convolutional layer to a 1 × 1 convolution layer that is then sent to
an average pooling layer. These fine-grained features from these skip connections are
then appended to the output of the network’s average pooling layer.

3.2 Model Parameterization

Let D = {(X1, y1), (X2, y2), ..., (Xn, yn)} denotes training data of size N , and the
i-th datapoint (Xi, yi) indicate an image from the dataset and its corresponding
label represent whether it is tampered or not. The ConnectionNet, F (x|θ), takes
an input image x and predicts if it is tampered by optimizing the parameters of
the network θ using D. Cross-entropy loss is employed to optimize the network.
Given a medical image xi, the cross entropy loss is formulated as:

loss(xi|θ) := −
∑

i

(yi log(F (xi|θ)) + (1 − yi) log(1 − F (xi|θ))). (1)

Given a set of N training pairs D = {xi}N
i=0, the overall training loss function

is defined as:

loss(D) = min
θ

1
N

N∑

i=1

loss(xi|θ). (2)

4 Experiments and Results

4.1 Experimental Setup

The dataset was split in a 64%-16%-20% scheme for training, validation, and
testing, respectively. In our experiments, Stochastic Gradient Descent (SGD)
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optimizer is used with an initial learning rate of 0.001, a momentum of 0.9, and
weight decay of 0.0005. It is trained over 30 epochs using a batch size of 6, evenly
sampling from the tampered and untampered dataset. To thoroughly evaluate
the performance, we evaluated the models using different criteria including pre-
cision, accuracy, recall, and Area Under the Curve (AUC).

4.2 Ablation Study of Backbone Networks

Table 2. Using VGG as a backbone network results in better performance in all metrics
except AUC other than the ResNet backbone, therefore, it is adopted as the backbone
of our framework.

Backbone Input Accuracy Precision Recall F1 Score AUC

Baseline networks

VGG 512 × 512 Image 0.83 0.88 0.73 0.80 0.59

ResNet-18 512 × 512 Image 0.67 0.72 0.57 0.63 0.75

ResNet-50 512 × 512 Image 0.798 0.87 0.66 0.75 0.51

As shown in Table 2, for full resolution images (512 × 512), ResNet50 outper-
forms ResNet18 by more than 10% on the DIT portion of the dataset. The VGG
network achieves better performance than ResNet in all metrics including clas-
sification accuracy, precision, recall, and F1 score. In the ImageNet dataset, the
performance of VGG is 68.9% while the performance of ResNet is 76% which
is almost 7% higher than the VGG network. This observation indicates that
ResNet is more powerful on natural images, however, for medical image tamper-
ing detection, VGG significantly outperforms ResNet.

Different from natural image tampering, only one or more small regions are
tampered (usually about 50 × 50 pixels) in each image in our tampered medi-
cal image LuNoTim-CT dataset. To capture global features, the current main-
stream neural networks employ a max-pooling layer or stride convolution to
extract high-level invariant features. With these networks, the information of
the tampered region is overwhelmed in the global features. So we tested another
straightforward method by training and testing networks with patches cropped
from the images. As shown in Table 2, the patch-based method has a relatively
high accuracy from being able to identify untampered images, but has very low
precision and recall compared to the full resolution method. Thus, a patch-based
approach is not optimal in this situation.

4.3 Results of Our Framework

As shown in Table 3 by forwarding the features from the second-convolution
layer to the fully connected layer, the recall of the VGG-S2 network significantly
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improved by 7%. The VGG-S2S3S4 network greatly improves on the precision
(+8%) and AUC (+0.32) of the vanilla VGG network while also slightly increas-
ing the overall accuracy (+1%) and F1 score (+2%).

Table 3. The ConnectionNet model achieves a much higher AUC, precision, and recall,
depending on the amount and location of skip connections, all while maintaining a
similar accuracy to VGG.

Backbone Input Accuracy Precision Recall F1 score AUC

VGG 512 × 512 Image 0.83 0.88 0.73 0.80 0.59

VGG-S1 512 × 512 Image 0.79 0.84 0.72 0.77 0.87

VGG-S2 512 × 512 Image 0.82 0.81 0.83 0.82 0.91

VGG-S1S2 512 × 512 Image 0.81 0.82 0.80 0.81 0.90

VGG-S2S3S4 512 × 512 Image 0.84 0.96 0.72 0.82 0.91

4.4 Generalizability of the ConnectionNet

Table 4. All networks trained on the DIT portion of the dataset and tested on the
CMT, CIT, and DIT datasets generalize pretty well by keeping the same level accu-
racy, precision, and recall while increasing in the AUC metric. Varying ConnectionNet
networks outperform VGG in the different metrics used.

Backbone Input Accuracy Precision Recall F1 score AUC

VGG 512 × 512 Image 0.83 0.90 0.75 0.82 0.90

ResNet-18 512 × 512 Image 0.70 0.74 0.62 0.68 0.78

ResNet-50 512 × 512 Image 0.81 0.90 0.71 0.79 0.89

VGG-S1 512 × 512 Image 0.82 0.85 0.79 0.82 0.90

VGG-S2 512 × 512 Image 0.81 0.79 0.83 0.81 0.90

VGG-S1S2 512 × 512 Image 0.83 0.83 0.82 0.83 0.91

VGG-S2S3S4 512 × 512 Image 0.85 0.96 0.72 0.82 0.91

We further evaluate the generalizability of the proposed ConnectionNet on tam-
pered medical images generated by different methods. ConnectionNet is trained
only on the DIT portion of the dataset and tested on the three types of tam-
pered images including DIT, CMT, and CIT. As shown in Table 4, our proposed
method performs consistently well and improves on vanilla VGG by 2% in terms
of accuracy on a testing set that consists of three different tampering methods.
Compared to vanilla VGG, the recall of our VGG-S1S2 and the precision of
our VGG-S2S3S4 is significantly higher than other networks. The consistency
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of the VGG-S1S2 and VGG-S2S3S4 across the different datasets shows that the
proposed framework has strong generalization ability across different types of
tampering. Table 5 shows the results of the proposed framework and baselines
across each section of the dataset. We observe that the lowest accuracy and
recall occur when tumors are added to CT scans as opposed to when tumors are
removed from CT scans. This suggests that it is more difficult to spot when ele-
ments are added to a CT scan than when they are removed. As shown in Fig. 3,
the portion of the dataset where elements are added has a high degree of overlap
(less distinguishable) with the untampered portion of the dataset. On the other
hand, the removed portion of the dataset has a narrower range of overlap with
the untampered portion of the dataset (more distinguishable).

Table 5. Granular accuracy/recall results of each network on each section of the
dataset.

Backbone Untampered scans CT-GAN A CMT CT-GAN RPatchMatch Navier-Stokes R Overall

VGG 0.83/0.75 0.78/0.64 0.83/0.76 0.90/0.89 0.89/0.86 0.87/0.82 0.83/0.75

VGG-S1S2 0.88/0.72 0.75/0.65 0.78/0.69 0.89/0.85 0.85/0.80 0.91/0.88 0.84/0.72

VGG-S2S3S4 0.85/0.73 0.79/0.62 0.83/0.70 0.92/0.88 0.90/0.84 0.92/0.86 0.85/0.73

5 Conclusion

This paper tackles the important medical data security problem of how to detect
realistic tampered medical images generated by advanced deep learning meth-
ods. We have generated a large scale dataset of tampered chest CT scans and
proposed the ConnectionNet framework for detecting tampered CT slices. Our
ConnectionNet framework achieves better accuracy and a higher AUC score than
the vanilla VGG network. This demonstrates that propagating fine-grained fea-
tures to the decision function is an effective way to learn the small scale features
that helps to detect the removed patches. Our future work includes extending
the dataset to more different types of images in addition to CT scans, conduct-
ing independent evaluations by radiologists, and further improve the accuracy
of unauthorized alteration detection in medical images.
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Abstract. To date, deep learning has assisted in classifying embryos as early as
day 5 after insemination. We investigated whether deep neural networks could
successfully predict the destiny of each embryo (discard or transfer) at an even
earlier stage, namely at day 3.Wefirst assessedwhether the destiny of each embryo
could be derived from technician scores, using a simple regressionmodel.We then
explored whether a deep neural network could make accurate predictions using
images alone. We found that a simple 8-layer network was able to achieve 75.24%
accuracy of destiny prediction, outperforming deeper, state-of-the-art models that
reached 68.48% when applied to our middle slice images. Increasing focal points
from a single (middle slice) to three slices per image did not improve accuracy.
Instead, accounting for the “batch effect”, that is, predicting an embryo’s destiny
in relation to other embryos from the same batch, greatly improved accuracy, to a
level of 84.69% for unseen cases. Importantly, when analyzing cases of transferred
embryos, we found that our lean, deep neural network predictions were correlated
(0.65) with clinical outcomes.

Keywords: Deep learning · Visual expertise · Embryology

1 Introduction

In the context of in vitro fertilization, embryo assessment is used to determine the health
of each sample and ultimately the destiny of every embryo: to be transferred, discarded or
cryogenically preserved. Embryo assessment requires visual expertise, which is acquired
through visual learning over extensive training [1].

Embryo quality assessment is carried out over multiple days and stages. From a clini-
cal perspective, assessments that are carried out on day 3 are particularly important, since
this is when embryos are traditionally transferred [2]. At this stage, the cleavage stage,
the most relevant scoring dimensions are the number and size of cells (blastomeres)
and the degree of fragmentation (Fig. 1). These three variables are shown to be useful
predictors of embryo viability [3]. An ideal embryo at day 3 would have eight, equally-
sized blastomeres with less than 10% fragmentation (Fig. 1A) [4]. Embryos that divide
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slowly and fail to reach the 8-cell stage at day 3 (Fig. 1B) or divide too fast (Fig. 1C) are
likely to have reduced success in implantation [4]. In addition, the degree and pattern of
fragmentation, defined as anuclear, membrane-bound extra-cellular cytoplasmic struc-
tures, is negatively correlated with pregnancy and implantation (Fig. 1D) [5]. Unequally
sized blastomeres (referred to as asymmetry) may reflect an unequal partitioning of
proteins, mRNA and mitochondria during cell division, potentially impairing further
embryo development and leading to chromosomal aberrations (Fig. 1E) [6].

Fig. 1. Examples of Day 3 embryos. A) Ideal healthy embryo. B) and C) illustrate low and high
scores on number of blastomeres. D) High fragmentation. E) High asymmetry.

Previously, there have beenmultiple attempts at automatingmorphological scoring or
the classification of embryos. Recent studies have recruited deep convolutional neural
networks (CNNs) to grade the appearance characteristics of embryos [7] or predict
embryo quality [8, 9]. Iwata et al. [8] implemented a CNN to discriminate good- from
poor- quality embryos, using a limited dataset of only 118 embryos, 90 of which were
used for training, and 10 for validation. Each embryo was photographed using high-
resolution, time-lapsed images taken every 2 min, resulting in 2000 photographs per
embryo. Their network reached a validation accuracy of 80% on good-quality embryos
(4 out of 5). Kragh et al. [7] used time-lapse images of 8664 embryos to train a recurrent
neural network (RNN) to grade the inner cell mass and trophectoderm, two relevant
scoring dimensions at the blastocyst stage (day 5). First, they trained multiple CNNs
on static images, created by combining three grayscale microscopic images at different
focal depths into a single ‘rgb’ image. Then, these CNNs were incorporated into a
single RNN, which represented temporal information for each of the time-lapse image
sequences. As such, the network was trained on images at 3 different focal depths and
multiple different timepoints for each embryo. TheRNNcould predict the inner cellmass
and trophectoderm score with an accuracy of 71.9% and 76.4% respectively, whereas
embryologists scored 65.1%and73.8%. In addition, the network could predict pregnancy
outcome to the same level of accuracy as embryologists. To date, Khosravi et al. [9] have
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reported the highest prediction accuracy of any study so far, at 96.94%. They trained a
CNN using 12,001 images from 1674 embryos (good and poor quality) and evaluated
performance on 1930 images from 283 embryos, taking the majority vote for images
of the same embryo. The performance reported in this study is based on relatively easy
cases of high- and low-quality embryos at a day 5 blastocyst stage, excluding fair-quality
cases that are the most difficult to categorize.

In our study, we focused on assessing embryos at a day 3 stage, given its importance
from a clinical perspective [2]. In contrast to other studies, we had access to a much
larger dataset than has ever been previously published – stacked tiff images from 38,000
embryos, with each layer of the stack corresponding to a different focal depth plane.
We aimed to classify embryos of any quality at the cleavage stage (day 3). Specifically,
we addressed the following questions: a) What is the highest performance that can be
achieved by assessing samples in standalone fashion, using only technician scores? b)
How well does the state-of-the-art CNN model perform on our data, given only middle-
slice images from the stacked tiff images? c) What is the highest CNN performance
that we can achieve, by assessing samples in standalone fashion, using only the middle
slice of each embryo? d) Do multiple slices improve performance of our CNN? e)
Does the implementation of a CNN with multiple branches, one for each dimension
in the technician score, improve performance? f) Does performance improve if we no
longer assess images in a standalone fashion, and by howmuch? h) Do CNN predictions
correlate with real-world pregnancy outcomes, i.e. implantation rate?

2 Method

2.1 Images

The current study was approved by the Ethical Committee of UZ Leuven. We sourced
approximately 38,000 records with technician scores from hospital UZLeuven, where
each record corresponds to multiple images at varying focal depth of a single embryo.
These recordswere taken at day 3, when the destiny of each embryowas also determined.
Example images from our dataset are shown in Fig. 1. At this time period, the zygote
has not yet become a blastocyst, which usually occurs around day 5 and is typically the
stage that is used in automated systems for evaluating cell destiny.

Fig. 2. Cell destiny over full dataset. 20.72k embryos are discarded, 12.38k are transferred, and
5.08k are cryogenically frozen.

Our main aim in this first study was to predict the transfer versus discard decision for
each embryo. We first excluded all “freeze” decisions in our dataset. Then we randomly
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excluded part of the “discard” cases in order to ensure a balanced dataset (Fig. 2). Our
secondary aim was to investigate whether CNNs were able to predict technician scores,
and so potentially use this information for discard versus transfer decisions. In predicting
technician scores, we also excluded records with missing values. Ultimately, we used
20.30k embryos for training, 1.79k for testing and 1.79k for validation, resulting in an
85:7.5:7.5 split.

For each embryo, we had z-stack images in tiff format taken with Evidence software
(IHMedical). The embryos were imaged using a Zeiss Axiovert Observer Z1microscope
with 20x magnification. Hoffman modulation contrast (HMC) microscopy was used to
increase contrast. The images were taken with a CCD camera (Sony ICX285) with a
resolution of 1392 × 1040 for each slice in a z-stack. Given that the images were taken
over a time span of more than 5 years, the exact number of focal planes in the third
dimension (stack size) varied considerably from a single slice to 144 slices, with the
majority of cases falling somewhere in between. We investigated two different image
formats to present to the networks: 1. Only the middle slice of the stack and 2. a multi-
slice format. All images were resized and cropped to 256 × 256 pixels and stored in
jpg format. For the multi-slice images, we opted to select 3 slices (including the middle
transversal) and store these as a three-channel ‘rgb’ image, similar to themethod reported
in Kragh et al. [7]. Because the stack size varied per record, selecting consistent slice
indices across embryos would not result in the selection of slices with an equal distance
between them. Furthermore, the outer slices were low in structure and often contained
very little information due to blurring. Therefore, we aimed to include slices that would
maximize the combined information in the three-channel images. We calculated the
correlation between the middle slice and all other slices and averaged these correlations
across embryos with the same stack size (referred to as a ‘group’). Figure 3 shows that
these group-averaged correlations followed a peak-shaped distribution. Based on these
group-averaged curves, we computed the slice indices that determined which slices to
include for an embryo belonging to a certain group. First, we computed the value halfway
between the peak and asymptote for both tails. Second, we selected the slice index that
was closest to the halfway point for each tail. Lastly, we averaged these two indices for
the final slice selection, to ensure that slices were equidistant from the middle on both
sides of the curve.

To assess the viability of combining 3 focal point images as separate channels within
a single ‘rgb’ image, we also assessed performance when separating the 3 focal point
images into three separate images, resulting in a dataset 3 times as large. Thus, we
trained the networks on a dataset of 20.30k middle slice images, a dataset of 20.30k rgb
images and a larger dataset of 60.90k training images. This allowed for performance to
be compared across these different image formats.

2.2 State-of-the-Art CNN Model: STORK

The CNNmodel with the highest accuracy so far, in predicting embryo destiny, is named
STORK [9]. The model assesses embryos at the blastocyst stage (day 5), using records
with multiple (up to 7) focal points at different depths per embryo. Architecturally, the
main variant of STORK is an implementation of Google’s Inception v1 model [10].
STORK is trained using 12,001 images, of which 6000 are sourced from 877 good
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Fig. 3. Method to select 3 slices for the three-channel images, from the raw, multi-slice images.
Group-averaged curves are shown for stacks with 35 (left) or 143 (right) slices. Each data point
(blue open circle) represents the average correlation of a slice at a given index with the middle
slice, for stacks of the same size. Red lines indicate the average halfway point between the peak
and asymptotes of each curve. Blue lines connect the three selected values on the curve to the
three corresponding indices from one example embryo. (Color figure online)

quality embryos, and 6001 images are from 887 poor quality embryos. STORK then
classifies an image as “poor” or “good”, indicating the pregnancy likelihood.

The authors report that STORKwas able to reach 96.94% accuracy in its assessment
of easy cases (good and poor-quality embryos). In regard to difficult cases (fair quality
embryos), STORK classified these as 82% good quality (526 embryos) and 18% poor
quality (114 embryos). These STORK classifications showed a statistically significant
differencewhenmapped to pregnancy outcomes, with embryos classified as poor-quality
showing a lower likelihood of positive live birth (50.9%), compared to those classified
as good quality (61.4% positive live birth).

We trained the STORK architecture for 50k iterations (490 epochs), using the same
training regime as Khosravi et al. [9], on our dataset of day 3 embryos, to see how this
state-of-the-art model performs on classification at the cleavage stage.

2.3 Our CNN Models

We opted for a leaner approach, using relatively shallower networks, to predict embryo
destiny. We opted for two different architectures. The first network was the standard
Alexnet architecture [11], an 8 layer, serially connected architecture, with 5 convolu-
tional layers followed by 3 fully-connected ones (Fig. 4A). The output is the probability
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of a discard or transfer destiny. The second network is a branched network, with the
input feeding into three separate, parallel architectures. The output of each branch rep-
resents each of the three technician scores (number of blastomeres, fragmentation and
asymmetry). Each branch has 8 serially connected layers, with 5 convolutional fol-
lowed by 3 fully-connected (Fig. 4B). Both networks had a dropout rate of 0.4 in the
first two fully-connected layers (of each branch) and were trained for 250 epochs with
SGD as optimizer and MSE as loss function. The learning rate was set to 0.05 with a
decay of 0.001 and momentum of 0.9. In addition, we employed data augmentation,
such as rotations and brightness shifts, to account for strong variations in luminance
of the images in our dataset. Alternatively, we tried mean-centering the luminance of
our images, which yielded similar results. Because the data augmentation method does
not require image-preprocessing, we opted for this approach. Additionally, we explored
slight variations in network architecture (varying the number of filters per convolutional
layer), training regime (Adam as optimizer, cross-entropy as loss function) and datas-
plit (randomly dividing the train, validation and test set for different runs) and achieved
comparable results for all these variations. This suggests that our results are fairly robust.
The networks were implemented using the Keras framework with Tensorflow 2.0 [12].

2.4 Implantation Rate

The implantation rate was calculated per embryo score, on data acquired between 2010
and 2017 at the fertility center at UZLeuven. Calculations were based on all fresh single
embryo transfers within this time period. The implantation rate is defined as the number
of gestational sacs observed, divided by the number of embryos transferred (usually
expressed as a percentage) [13]. We included embryo scores with at least 50 transfers.
The total number of transfers used for this calculation was 4483.

3 Results

All our model implementations resulted in similar performance levels on training, val-
idation and test sets. Consequently, we report solely the test set performance, unless
stated otherwise.

3.1 Regression Model of Technician Scores for Standalone Cases

We first analyzed the relationship between cell destiny (transfer vs discard) and the
three technician scores of asymmetry, fragmentation and number of blastomeres. We
implemented a method akin to a regression model, by training a shallow neural network
with a single hidden layer (128 nodes) to predict the cell destiny, given the three scores as
input. Validation performance reached 82.96% and test performance reached 83.64%.
This provided us with a ceiling value of performance when assessing each embryo
individually, if a deep network would be able to glean all technician scores from the
images. Another interpretation of these results, is that 17.04% of decisions cannot be
explained by these 3 values alone.
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Fig. 4. Our CNN architectures, with convolutional layers (blue), maxpooling (red) and fully
connected (green).A. Simple 8-layer network (Alexnet) trained to predict the destiny of an embryo;
B. Branched network trained to predict the relevant scoring dimensions used to assess embryo-
quality at day 3. Input dimensions and filters are shown in italics and the number of filters or nodes
within a layer is shown below each layer representation. (Color figure online)
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Note that the technician scores of asymmetry, fragmentation and number of blas-
tomeres are not entirely independent. The number of cells is negatively correlated with
fragmentation (ρ=−0.38, p< .05), meaning that a higher number of cells in an embryo
is often accompanied by a lower degree of fragmentation. In addition, fragmentation is
positively correlated with asymmetry (ρ = 0.26, p < .05), meaning that the more frag-
ments, the more asymmetrical cells are within an embryo. Lastly, the number of cells
and asymmetry are not correlated with one another (ρ = −0.008, p = 0.21).

3.2 STORK Performance on Middle Slice and Multi-slice Images

We applied STORK [9] to our data, using only the middle slice of each record. In this
way, we were able to assess the robustness of a previously successful technique, that
can be considered as the state-of-the-art. To iterate the differences between our data
and that which has been used to train STORK, our images are not time-lapsed (only
a single snapshot is taken) and our data is taken at a day 3 instead of a day 5 stage.
So, it is unclear how this network architecture would perform on day 3 images that
have an important place in clinical practice. In addition, we trained on all images, not
only good- and poor-quality cases, and we did not perform any pre-processing. We
achieved 68.48% accuracy using the STORK architecture on our middle slice images.
This accuracy is averaged across 5 runs in which STORK was trained from scratch. The
standard deviation across these runs was 1.79, which gives an indication of the order of
magnitude that performance differences should have to consider them meaningful.

In addition to this attempt with middle-slice images, we also trained and tested
STORK on 3-focal point images, resulting in a test performance of 67.40%. When
separating the 3 focal point images into 3 separate images, and training on a dataset 3
times as large, performancewas at 66.58%and by incorporating themajority vote (aswas
done originally in STORK) performance rose slightly to 68.12%. These results indicate
that training on a dataset three times as large does not necessarily improve performance,
compared to using only the middle focal point.

3.3 CNN Performance on Middle Slice and Multi-slice Images in Standalone
Fashion

Using our simple implementation (8-layer CNN), we first assessed performance on mid-
dle slice images. The 8-layer CNN achieved 75.24% accuracy, with a standard deviation
of 1.31 over 5 runs. When combining multiple focal points into a multi-slice image,
performance was roughly equivalent, at 75.06%. When separating the three focal point
images into separate images, and training on a dataset three times as large, performance
was at 75.98%, and by incorporating a majority vote for each embryo, performance rose
slightly to 76.27%. Given these results, we see that performance based on the simplest
input implementation was not markedly improved bymore complex input formats, when
considering the standard deviation across multiple runs. Importantly, this performance
of an 8-layer CNN is much better than what we obtained with STORK, with on average
a 7% improvement (Fig. 5).
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Fig. 5. Performance comparison of the single-branch, 8-layer CNN and STORK. Results on the
left (Middle slice images,Multi-slice images) were obtained by training on 20.30k images. Results
on the right (3 separate images, Majority vote) were obtained by training on 60.90k images.

3.4 CNN Performance on Individual Technician Scores

We trained a multi-branch CNN to determine which features the network was capable
of learning, by testing predictions for each of the technician scores of fragmentation,
asymmetry and number of blastomeres. The output of each branch was i) a binary
predictionof the number of cells (7,8,9 vs less/more) ii) a ternary predictionof asymmetry
(0 vs 1 vs 2) iii) a binary prediction of fragmentation (0,1 vs > 1). These category
boundaries were chosen to maintain a relatively balanced dataset given the frequencies
of the different values. In each of these aforementioned output cases, the first value
indicates higher embryo viability compared to latter values.

The branched model predicted the number of cells at 76.48%, fragmentation at
84.07% and asymmetry at 41.69%, when training and testing on middle slice images.
This indicated that the model was able to predict two out of three technician scores fairly
well, but did not successfully predict asymmetry. Note that the asymmetry prediction
is still above chance, since the ternary decision for asymmetry means that chance level
is at 33.33%, versus 50% for the binary decisions related to fragmentation and cell
number. Overall, the performance of themulti-branchCNNon the individual dimensions
was not markedly better than performance of the leaner, single-branch architecture that
immediately predicted the transfer/discard decision, which motivated us to do further
tests with the single-branch, 8-layer CNN.

3.5 Batch Effect

Typically, there are multiple embryos collected from a single patient in the same pro-
cedure that are processed in parallel. We refer to such a set of embryos as a batch. The
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embryo that is judged to be themost viable in the batchwill be selected for transfer. There-
fore, batch context is highly relevant for the destiny of each embryo. Excellent embryos
may not be transferred, if the batch consists of many viable embryos. Alternatively,
relatively poor embryos may be transferred, if the batch consists of only poor-quality
embryos. Taking such batch information into account may improve performance, since
we would no longer assess images in a standalone fashion.

To investigate the batch effect, we paired together two images from the same batch
that had different destinies (i.e. one was transferred and one was discarded), and com-
pared predictions for each of these two cases using the 8-layer CNN. In other words, we
assessed how often the network predicted a ‘transfer’ outcome with a higher probability
for the first example in each pair. As such, predictions for each embryo were judged in a
relative context according to each pairing, rather than defining a transfer outcome based
on individual probabilities being greater than 0.5. Here we imposed a constraint for the
network tomake a binary decision, to allow for performance comparisonwith standalone
assessment. In our dataset, however, the batch size varied from a single embryo to 29
embryos.

Taking each of the held-out test images, these were paired with other test images (78
unique cases), validation images (169 cases) and training images (1829 cases), given
the restriction that a discarded embryo could only be paired with one that is transferred.
Training, validation and test performance all reached a similar level, indicating that
the network did not overfit to our training data. We therefore included pairs containing
training and validation images, in order to have a substantial number of pairs. For each
of these scenarios, the linear regression model we trained achieved 96.84% for test-
test pairs, 96.45% for test-val pairs and 96.06% for test-train pairs. The 8-layer CNN
achieved 82.28% accuracy for test-test pairs, 85.80% for test-val pairs and 84.86% for
test-train pairs. These results showamarked improvement compared to standalone image
assessment.

3.6 Performance on Easy Decisions

Not all outcome decisions are the same, in that some cases are more difficult than others.
There are cases where an embryo will clearly be transferred (e.g. has 8 blastomeres,
no asymmetry and no fragmentation), and cases where an embryo is clearly rejected
(contains less than 5 blastomeres). In addition, there aremany cases in between these two
extremes, where the decision is muchmore difficult. We sought to assess performance of
the 8-layer CNN for so called “easy” cases, in order to better determine how our model
performed against STORK’s reported performance of 96.94% accuracy. We selected
test images that would constitute obvious discard decisions, with cell count of less than
5, that would be considered to be of “poor-quality”. We also selected test images that
were obvious transfer decisions, having an ideal 8 cells with no fragmentation and no
asymmetry, being of “good-quality”. Note that this selection of easy cases is fairly
restricted, and that the inclusion criteria of easy cases by Khosravi et al. [9] are likely
to be different from ours. From our test image set, 344 images were obvious discard
cases and 71 were obvious transfer cases. Our 8-layer CNN implementation decides
95.93% discard for obvious discard cases and 85.92% transfer for obvious transfer
cases. The actual technician decision for these two easy sets was 92.73% discard and
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97.18% transfer. Averaging performance over all test cases, our model achieved 94.22%.
Figure 6 illustrates the 8-layer CNN results for these easy cases.

Fig. 6. The performance of an 8-layer CNN for “easy” cases in dark blue, expressed as the pro-
portion of discard decisions (left, less than 5 blastomeres) or transfer decisions (right, embryo has
8 cells with no fragmentation and no asymmetry). Error bars represent 95% confidence intervals.
The bars in light blue reflect the proportion of cases in which this expected decision was made by
the technician. (Color figure online)

3.7 Pregnancy Outcomes

We analyzed whether CNN predictions correlated with real-world pregnancy outcomes,
namely implantation rate. The implantation rate was based on clinical data of the same
fertility center for a range of score combinations (number of cells, fragmentation and
asymmetry). The result is shown in the figure below (Fig. 7.). Note that the majority of
predictions of the model were above 50% (with the exception of 3 cases), indicating a
bias towards a transfer result. This reflects real world outcomes, given that implantation
rates can only be computed for scoring combinations that have been transferred relatively
frequently, and therefore might constitute a clear transfer decision for both technicians
and the network. The correlation between the average model predictions per scoring
group and the implantation rate was R = 0,6451, accounting for an explained variance
of R2 = 4,4162. Due to the “restriction of range” phenomenon, the correlation reported
here is a lower estimate than the actual real correlation, when taking the entire dataset.
However, such a ‘real’ correlation could only be measured in an experiment in which
embryos of all possible score combinations would be transferred, which for obvious
reasons is not an ethical experiment as many score combinations would rarely result in
pregnancy.
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Fig. 7. Model prediction (% transfer decisions) vs implantation rate per scoring group. The cor-
relation between these two sets of values is 0.6451. The linear fit to these data points has an
explained variance (R2) of 0.4162.

4 Discussion and Conclusion

We successfully applied deep neural networks to classifying images of embryos taken
at the cleavage stage (day 3). Our findings suggest that (i) relatively simple deep nets
provide good performance for this task, (ii) it is important to incorporate the batch effect
(iii) some cases are harder than others to classify, both for the networks and for human
technicians, and (iv) predictions of the model are related to clinical implantation rates.

Automating embryo quality assessment using deep learning allows the computation
of scoring dimensions or embryo destiny based on images alone, omitting the need to
score each embryo by observation. This automated quality assessment is especially rele-
vant for IVF treatments, were the success rate and inter-observer reliability are relatively
low [1]. One could argue that simpler computer vision or image processing techniques
can be used to compute each of the three scoring variables. These can then be passed on
to the simple regression model we trained (see Sect. 3.1). This would probably result in
similar performance levels. That being said, deep learning is elegant because the whole
process is implemented in one architecture and the architecture is “off the shelf” rather
than adapted per application domain.

It is relevant to highlight that we obtained good performance with a relatively simple
deep net of only 8 layers. Using an architecture of this depth is relatively common in
several domains, since the publication of Krizhevsky et al. [11]. Obviously, there are
manymore advanced architectures available.While some include hundreds of layers, the
most relevant one to apply to the field of embryology was the inception v1 architecture
used by Khosravi et al. [9], which is also often used for medical image analysis [14, 15].
Somewhat surprisingly, this benchmark model did not perform as well as the simpler
8-layer network on day 3 embryos. It is not guaranteed that this is a mere consequence
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of network architecture. There are many choices that need to be made when training
such complex models with a high number of parameters. We adopted the same training
regime as Khosravi et al. to train STORKon our dataset, and did not further explore other
options (other than varying the learning rate). Further exploration of different training
regimes might yield better results. In addition, there were several differences between
our use of STORK and the original implementation (apart from the dataset). First, the
images in our dataset were not preprocessed and we did not exclude certain cases based
on predefined exclusion criteria (as opposed to the data used by Khosravi et al.). Second,
our dataset consisted of snapshot images, whereas the original STORK implementation
was trained on time-lapse image sequences. These differences might explain why our
implementation of STORK did not perform well. That being said, at the very least, we
can say that it is not trivial to achieve good results with more complex architectures.
When researchers find that simpler models do better, it is tempting to suggest that this is
due to the complexity of the problem. While a network that is too simple will not learn
the problem, a network with too many parameters will fail because some parameters
will remain underspecified given the amount of available training data [16]. Our dataset
of over 20k images is already very large relative to other published attempts. Therefore,
it might be better to not exaggerate the size and depth of a network. For our problem at
hand, an 8-layer network proved to be a good choice.

Given this architecture, we tried several variations in the format of our training data
(one versus multiple focal points) and decision structure (training on technician decision
or on the dimensions that underlie this decision). None of these variations mattered a
lot, which is why we provide most information on the simplest case, namely training
with single-slice images to predict the technician decision.

What mattered much more, was how we characterized performance. It is hard to
capture performance with one single number. Instead, we provided multiple measure-
ments of performance. The lowest performance we reported, of 75.24%, was obtained
when we attempted to predict the technician’s decision out of context and included all
possible test cases, hard as well as easy ones. As is evident, technicians reach their
decision based upon contextual information from a batch of embryos. In that context,
the decision, to transfer an embryo or discard it, depends on the quality of the other
embryos in that particular batch. When we incorporate this batch context, performance
rises from 75.24% to 84.65%. Comparing our results to others reported in the literature,
it is important to note that we considered all embryos in our dataset that were transferred
or discarded, whereas the 96.94% performance obtained by Khosravi et al. [9] omitted
fair-quality cases. Looking at network performance for extremely easy cases, we note
that these were associated with more extreme performance levels of our 8-layer network
implementation, suggesting that we might reach performance levels around 90% when
we restrict our dataset by excluding fair-quality embryos.

From amedical perspective, it is particularly relevant to implement deep learning for
embryo assessment at day 3, which is earlier than previous AI applications in the field.
Embryos are traditionally transferred on day 3, making this an important developmental
stage. Over the past decade there has been a move to transferring embryos in a later
stage, i.e. on day 5 or 6. However studies on obstetric and perinatal outcomes show
contradictory results on preterm delivery after extended embryo culture until day 5 or 6
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[17, 18]. Another disadvantage of extended cultures is that it might be accompanied with
increased costs. As such, automating embryo-quality assessment at an earlier stage of
developmentwouldbevaluable to reduce extended embryo culture. This shift to an earlier
stage leads to a very different set of relevant dimensions. While the relevant scoring
variables on day 5 (inner cell mass, trophectoderm) require mostly texture processing,
the scoring of day 3 embryos relies largely on holistic processing (counting the number
of blastomeres and judging their size). Several studies suggest that CNNsmight perform
better on texture processing compared to shape processing [19–22], making this shift
from day 5 to day 3 in automating embryo-quality a challenging task.

There are several avenues of work that are important to follow-up in order to resolve
remaining questions. There were many details and choices in our procedure that had not
been fully explored, such as, the exact CNN architecture used, the training parameters,
the choice of focal planes (see Fig. 3), and the possible inclusion of freeze decisions.
In addition, previous studies have used time-lapsed videos [7–9], which would allow
to directly compare the different stages in terms of ease of training, test performance,
and clinical relevance, as well as comparing the benefit of time-lapsed videos over using
individual time points. In such a project, it will be a challenge to obtain an image set with
multiple time points that is as large as our current dataset. For that reason, it will also be
important in the future to characterize how the performance of deep nets depends on the
size of the image set involved in training. A further question concerns the generalizability
of findings and traineddeepnets across clinical centers.Our image setwas obtained at one
clinical center using themicroscopes of one company, and from a clinical perspective it is
very important to follow up with training regimes using images frommultiple centers, in
the hopes of guaranteeing and improving generalization across centers. Our procedures
did not involve screening or selection of images based on image quality, so our findings
already represent performance under the presence of representative levels of noise. Still,
we did not incorporate variations in image quality and other image properties between
clinical sites. Lastly, given that there is low inter-and intra-observer reliability between
embryologists [1], obtaining scores from multiple embryologists for each embryo in the
dataset could further improve automated quality assessment [7, 9].
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Abstract. Polyps represent an early sign of the development of Colorec-
tal Cancer. The standard procedure for their detection consists of colono-
scopic examination of the gastrointestinal tract. However, the wide range
of polyp shapes and visual appearances, as well as the reduced quality of
this image modality, turn their automatic identification and segmenta-
tion with computational tools into a challenging computer vision task. In
this work, we present a new strategy for the delineation of gastrointesti-
nal polyps from endoscopic images based on a direct extension of common
encoder-decoder networks for semantic segmentation. In our approach,
two pretrained encoder-decoder networks are sequentially stacked: the
second network takes as input the concatenation of the original frame
and the initial prediction generated by the first network, which acts as an
attention mechanism enabling the second network to focus on interest-
ing areas within the image, thereby improving the quality of its predic-
tions. Quantitative evaluation carried out on several polyp segmentation
databases shows that double encoder-decoder networks clearly outper-
form their single encoder-decoder counterparts in all cases. In addition,
our best double encoder-decoder combination attains excellent segmen-
tation accuracy and reaches state-of-the-art performance results in all
the considered datasets, with a remarkable boost of accuracy on images
extracted from datasets not used for training.

Keywords: Polyp segmentation · Colonoscopy · Colorectal Cancer

1 Introduction

The large bowel within the human gastrointestinal tract can be affected by
different diseases, among which, Colorectal Cancer (CRC) is particularly con-
cerning. CRC represents the second most common cancer type in women and
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Fig. 1. Polyp visual aspects have a wide variety in terms of shape and color. Four differ-
ent polyps sampled from the different databases considered in this work: (a) Kvasir-Seg
[19], (b) CVC-ClinicDB [5], (c) CVC-ColonDB [4], (d) ETIS [29].

third most common for men [15]. Gastro-intestinal polyps are known precursors
of this type of cancer [34], being present in almost half of the patients over 50
undergoing screening colonoscopies [31]. This kind of lesions show a wide range
of shapes and visual appearances, as shown in Fig. 1, turning its identification
and segmentation into a challenging problem.

Treatment of CRC starts with the detection of colorectal paraneoplastic
lesions, performed during colonoscopy screenings. In this endoscopic procedure,
a flexible tube with a light camera mounted on its tip is introduced through
the rectum to find and sample (or resect) polyps from the colon. Early detec-
tion of CRC has been demonstrated to substantially increase 5-year survival
rates, with screening programs enabling even pre-symptomatic treatment [31].
Unfortunately, it is estimated that around 6–27% of polyps are missed during a
colonoscopic examination [1]. It has been recently shown in [25] that up to 80%
of missed lesions could be avoided with real-time computer-aided colonoscopic
image analysis and decision support systems. Therefore, computer-aided polyp
detection has been extensively explored as a complementary tool for colonoscopic
procedures to improve detection rates, enable early treatment, and increase sur-
vival rates.

The most relevant computer-aided tasks related to polyp analysis in endo-
scopic imaging are: 1. Polyp Detection: Deciding if polyps appear in an endo-
scopic frame [6]. 2. Polyp Classification: Assigning polyps to a range of sub-
categories or degrees of malignancy [7]. 3. Polyp Localization: finding the posi-
tion (usually in terms of a bounding box) of polyps within a frame [38]. 4.
Polyp Segmentation: delineating the exact polyp contour in a given endoscopic
frame [35].

This work is concerned with the task of polyp segmentation, which has
attracted much attention in recent years. Polyp segmentation is typically
achieved by means of encoder-decoder architectures composed a pair of Convolu-
tional Neural Networks (CNN). The main variation across different works is the
design of such architectures. For instance in [14] an encoder-decoder network con-
taining multi-resolution, multi-classification, and fusion sub-networks was pro-
posed, and in [32] several combinations of different encoder and decoder archi-
tectures were explored. In [12] an architecture in which there is a shared encoder
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Fig. 2. Pre-trained Double Encoder-Decoder Network for Polyp Segmentation. The
second network receives as input the original colonoscopic frame concatenated with
the prediction of the first network; we conjecture that this allows the second network
to better focus on interesting areas of the image, improving its segmentation accuracy.

and two mutually depending decoders that model polyp areas and boundaries
respectively is introduced, whereas in [22] ensembles of instance-segmentation
architectures like Mask-RCNN were studied, and in [11] parallel reverse atten-
tion layers are proposed to better capture the relationship between polyp areas
and their boundaries. Two-stage detection/segmentation pipelines, in which a
first an object detector roughly locates a polyp and then an encoder-decoder
CNN delineates its margins have also been explored, e.g. in [21]. Alternative loss
function have also been studied, e.g. in [32]. A recent review of these and other
approaches can be found in [31].

The approach proposed here consists of stacking two segmentation networks
in a sequential manner, where the second network receives as input the concate-
nation of the prediction from the first one with the original frame, as shown in
Fig. 2. This way, the output of the first network acts as an attention mechanism
that provides the second network with a map of interesting locations on which
the second network should focus. It should be noted that iterative segmentation
networks have been proposed in other contexts recently, such as the method by
Li et al. [23], which proposes stacking a large U-Net with N−1 smaller U-Nets
for the task of retinal vessel segmentation. The main difference compared with
our technique is that in [23] the subsequent small U-Nets do not process the
input image, but rather the candidate segmentation only. Also for retinal vessel
segmentation, the recent paper by Galdran et al. [13] makes use of two consec-
utive U-Nets, but their focus is on building compact models for a substantially
simpler task, not benefiting from using pre-trained CNN. The Double-UNet,
introduced in [18], holds also some similarities with our proposed approach, but
in their approach the output of the first network is multiplied by the input image
(instead of concatenated), potentially discarding useful information, which may
not be recovered, for the second network. In addition, the backbone encoder
for Double-Unet is a VGG-19 [30], which is currently not competitive with the
state-of-the-art classification networks that have been proposed in recent years.

In this work, we propose a framework for semantic segmentation based on the
sequential use of two encoder-decoder networks. Extensive experimental results
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with three different pre-trained encoders and decoders on a recently proposed
polyp segmentation dataset [19] show that our double encoder-decoder networks
provide a boost in performance over their single encoder-decoder in all cases.
In addition, results across different combinations of encoders show substantial
robustness and consistency. Our best model is re-trained on a common polyp
segmentation benchmark in order to enable comparison with the state-of-the-art,
attaining results that considerably improve upon several recent approaches, with
remarkable performance on three unseen datasets, where our approach achieves
a performance boost in terms of Dice score of 1.52%, 5,29%, and 12,07% when
compared to the second best considered method.

2 Methodology

2.1 Double Autoencoders

Dense semantic segmentation tasks that produce per-pixel predictions are typi-
cally approached with an encoder-decoder network [3,33,36]. In this context, the
encoder can be regarded as a feature extractor that downsamples spatial reso-
lution and increases the number of channels by learning convolutional filters.
After the image has been encoded into a low-dimensional representation, the
decoder upsamples this representation back to the original input size, thereby
generating a pixel-wise prediction. Typically, skip connections are added to map
information from the encoder to the decoder [27]. Double encoder-encoders are a
direct extension of encoder-decoder architectures in which two encoder-decoder
networks are sequentially combined. Denoting by x the input RGB image, E(1)

the first network, and E(2) the second network, in a double encoder-decoder, the
output E(1)(x) of the first network is provided to the second network together
with x so that it can act as an attention map that allows E(2) to focus on the
most interesting areas of the image:

E(x) = E(2)(x,E(1)(x)), (1)

where x and E(1)(x) are stacked so that the input to E(2) has four channels
instead of the three channels corresponding to the RGB components of x. This
is illustrated in Fig. 2. There are some choices to be made in this framework,
specifically about the structure of the encoder and decoder sub-networks within
E(1) and E(2). Note that E(1) and E(2) do not need to share the same archi-
tecture, although in this work we restrict ourselves to this case to simplify the
exposition. In the next two sections we describe different alternatives that we
will thoroughly explore in our experiments.

2.2 Pretrained Encoders

Double encoder-decoder networks contain two sub-networks E(1) and E(2), each
of which have an encoder branch that can be chosen as any Convolutional Neural
Network designed for classification purposes. Image representations obtained at
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the end of this branch are expected to be useful to classify objects within the
image and to segment objects when iteratively upscaled in the decoder branch.
In particular, it is favorable to select top-performer architectures that have been
shown to work well for natural image classification tasks, since we can then re-
use the weights of the decoder. This experimentally leads to faster convergence,
requires less training data and leads to better generalization. In this work we con-
sider three such architectures, which we briefly review below. These range from
more compact models to larger, more powerful architectures, to better illustrate
the benefits of double encoder-decoder networks under different scenarios.

MobileNet V2. MobileNet is a mobile architecture specifically designed to
maximize compactness, speed, and efficiency [28] to enable its deployment on
mobile devices. The main feature of this network is that it implements efficient
depthwise separable convolutions to reduce computational load. Later improved
versions of this architecture adopt “inverted residual” blocks on which shortcut
connections are established between “thin” activation volumes that contain less
features, considerably reducing memory constraints. In addition, interleaved non-
linearities within narrow layers of the network are avoided, which is shown to
further decrease computational demands.

Resnet34. Residual Network architectures (ResNets) were first introduced in
[16], and have since then become the default networks for Computer Vision
tasks, due to their excellent complexity versus performance trade-off. ResNets
popularized the notion of skip-connections, which were the main ingredient of
residual blocks: a series of convolutions are applied to the input of a particular
network layer, but a by-pass is added to the input so that information can flow
unaltered up to the output of the block. This improves the training process
of very deep networks, helping to avoid vanishing gradient problems. Although
large ResNet architectures with up to 152 layers have been proposed, as well
as improved versions like ResNext [37], we limit our experiments to a relatively
small ResNet variant, namely ResNet34. This provides a nice intermediate stage
in between the compactness of MobileNet and the complexity of Dual-Path-
Networks, which we describe next.

Dual-Path Networks. Dual Path Networks (DPNs) were presented in [10],
and they provide an hybrid design that merges different aspects of Residual
Networks and Densely Connected CNNs (DenseNets, [17]). As described above,
ResNets employ skip-connections within each single residual block to enable
better information flow. DenseNets in turn introduce these paths between all
residual blocks, concatenating input and output features from different net-
work levels. The authors analyze both architectures and discover that residuals
path implicitly favor features re-usage, but are limited in exploring new fea-
tures, whereas DenseNets are better at exploring new features but suffer from
heavy feature redundancy. This observation leads to the proposal of a combined
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architecture that is shown to outperform both ResNets and DenseNets in a vari-
ety of computer vision tasks.

2.3 Decoders

It is common in semantic segmentation architectures to decouple the design
of the encoder and the decoder, as this provides a better understanding of each
component [36]. In addition, it is usual to adopt pretrained encoders as described
above, which leaves some design freedom to focus on specific characteristics of
encoders that may allow for better reconstruction and upsampling techniques.
We review below the three encoder architectures that we will be using in our
experimental evaluation.

U-Net Decoder. We first adopt the encoder branch of the widely popular
U-Net architecture, one of the first CNNs designed for image segmentation, with
particular success in biomedical imaging [27]. U-Net was among the first archi-
tecture designs to introduce the idea of an encoding (downsampling) branch
followed by a decoding (upsampling) branch, with skip connections mapping
intermediate activation from one branch to the other. This was shown to improve
gradient flow during backpropagation and iterative weight updating, being also
useful for recovering high-resolution information from the downsampling branch
and adding it to the upsampling activations. The decoder branch of the U-Net
features transposed convolutions as the most distinctive characteristic.

DeepLab. The first version of this architecture was presented in [8], with the
main feature being that atrous convolution that were leveraged to gain control on
the resolution at which feature responses are computed by the network. Further
improvements have been introduced to this architecture later on, and in this
work we adopt DeepLab V3 [9], which differs form DeepLab V1 on that atrous
spatial pyramid pooling and batch-norm layers are adopted to increase long-
range information modeling and improve training efficiency.

Feature-Pyramid Networks. FPNs were introduced in [24]. The authors
proposed to build segmentation predictions not only in the last layer of the
decoder but also at intermediate layers. These predictions range from low to
high-resolution, and are combined into a single segmentation only at the end of
the forward pass, in order to compare it to the ground-truth. This multi-scale
approach is shown to effectively re-use information from all layers of the decoder,
and results in increased performance.

2.4 Training Details

All the models trained in this work follow the same protocol. We optimize net-
work weights to minimize the cross-entropy loss using standard Stochastic Gra-
dient Descent with a learning rate of l = 0.01 and a batch-size of 4. The learning
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Table 1. Description of each of the datasets considered in this paper. The first two
are employed for training purposes. We use the five of them to assess performance on
images similar/different to the training set.

Dataset Characteristics & Challenges

KVasir-Seg [19] Large scale (n = 1000), diverse, includes multi-polyp
cases
Varying resolution from 487 × 332 to 1920 × 1072
pixels

CVC-ClinicDB [5] n = 612 images of resolution 388 × 284 from 31
sequences
Different polyp categories and sizes, substantial
specularities

CVC-ColonDB [4] n = 300 images from 15 short sequences, 574 × 500
resolution
Great variability in types of polyp and appearances

ETIS-LaribPolypDB [29] n = 196 still images with a resolution of 1225 × 966
Contains 44 different polyps from 34 sequences

EndoScene [34] n = 912, combination of CVC-ColonDB + CVC-
ClinicDB
Images of varying resolutions, only part of the test
set used

rate is decayed following a cosine law from its initial value to l = 1e− 8 during
25 epochs, which defines a training cycle. We then repeat this process for 20
cycles, restarting the learning back at the beginning of each cycle. Images are
re-scaled to 640× 512, which respects the predominant rectangular aspect ratio
in most polyp segmentation datasets, and during training they are augmented
with standard techniques (random rotations, vertical/horizontal flipping, con-
trast/saturation/brightness changes). The mean Dice score is monitored on a
separate validation set and the best performing model is kept for testing pur-
poses. For testing, we generate four different versions of each image by horizon-
tal/vertical flipping, predict on each of them, and average the results.

3 Experimental Results

This section describes our experimental analysis on the performance of the pro-
posed approach to polyp segmentation. We first describe the data and the per-
formance metrics used to validate our technique. We then develop an analysis of
the accuracy of different combinations of encoders and decoders, comparing the
performance on the Kvasir dataset [19] of a standard encoder-decoder network
with that of its double encoder-decoder counterpart. Next we re-train the best
model in a large-scale experiment and comprehensively analyze its performance
when compared to other recent polyp segmentation methods on five different
databases.
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3.1 Data and Evaluation Metrics

It is certainly complicated to compare different approaches for polyp segmen-
tation, as no clear evaluation protocol has emerged from the literature. This
would involve clearly defining training and test subsets from the different pub-
licly available datasets, as well as defining proper evaluation metrics.

In order to provide a fair comparison, we propose the following experimental
setup. For the first set of experiments, we consider the KVasir-seg database [19],
which we split into 90% training and 10% test images. In this dataset, we carry
out ablation experiments to find out which is the best encoder-decoder com-
bination, and to demonstrate that double encoder-decoders offer superior per-
formance. For the second part of this section, where we compare our approach
against the state-of-the-art in a large-scale experiment, we follow closely the data
source definitions provided in [11]. This involves up to five different databases
that are described in Table 1. The considered training set is the union of two
subsets of KVasir-seg [19] and CVC-Clinic-DB [5], containing 90% of the data.
From this training set, a validation set is separated before training is carried
out. To evaluate the performance of our models, we use the remaining 10% of
both datasets as test sets, which allow us to assess performance when test data
is similar to training data. In addition, we use the three other datasets shown in
Table 1 to assess performance on data that comes from a different source: CVC-
ColonDB [4], ETIS-LaribDB [29], EndoScene [34]. Note that the training/test
splits are exactly the same1 as in [11]. In particular, we only use the part of the
EndoScene test set that does not belong to CVC-ClinicDB, which is used for
training, referred to as CVC-300 below. All other performance results are also
extracted from [11], which ensures a correct comparison of all approaches.

Regarding performance metrics, a consensus has not been reached yet in the
literature [32]. We therefore follow the recommendation in [19] and compute Dice
and Intersection over Union (IoU) scores on each binary prediction of a given test
set, and report their averages across all images. Note that this is different from
[11], where the probabilistic (grayscale) predictions are used to derive an overall
Dice and IoU score: if predictions are considered to be discretized in 8-bits, for
each threshold in a predefined range {0, 1, ..., 255} a score is computed. Then the
mean score is kept for each image, and the average of these is reported as the final
performance. This is different from conventional performance metrics reported in
other papers, and we prefer to follow the simpler approach of employing binary
predictions to compute a single Dice and IoU score, as the binary segmentation
is the most relevant outcome of a polyp segmentation pipeline, and it does not
appear to be suitable to test a method on thresholds that are never going to
be used in clinical practice. Nevertheless, as in [11], in order to also assess the
quality of the probabilistic predictions, we report Mean Absolute Error computed
as the average of the absolute value of pixelwise differences between the binary
ground-truth and the grayscale predicted segmentation.

1 All data, training/test splits, and results of other compared methods were directly
downloaded from https://github.com/DengPingFan/PraNet.

https://github.com/DengPingFan/PraNet
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Table 2. Performance analysis of different combinations of pretrained encoders and
decoders on the Kvasir databaset. Bold numbers indicate performance improvements
of double encoder-decoders upon their single encoder-decoder counterparts.

Decoder → U-Net [27] DeepLab [9] FP-Net [24]

Encoder ↓ DICE IOU MAE DICE IOU MAE DICE IOU MAE

MobileNet [28] 88.59 82.87 3.65 88.87 82.88 3.79 89.15 83.14 3.61

MobileNet×2 88.80 83.24 3.68 90.23 84.80 3.59 90.73 85.53 3.17

Perf. Diff. +0.21 +0.37 +0.03 +1.36 +1.96 −0.20 +1.58 +2.39 −0.44

Resnet34 [16] 89.72 84.28 3.24 89.26 83.66 3.31 89.90 84.76 3.00

Resnet34×2 90.13 84.77 3.09 90.39 85.30 3.12 90.70 85.55 3.01

Perf. Diff. +0.41 +0.49 −0.15 +1.13 +1.64 −0.19 +0.80 +0.79 +0.01

DPN [10] 89.72 83.91 3.19 90.23 84.83 3.25 89.96 84.61 3.04

DPN×2 90.21 85.10 3.25 91.21 86.16 2.84 91.97 87.05 2.65

Perf. Diff. +0.49 +1.19 +0.06 +0.98 +1.33 −0.39 +2.01 +2.44 −0.39

In order to generate binary segmentations from probabilistic predictions and
calculate Dice/IOU scores, we use a simple adaptive thresholding algorithm [26],
which is a popular approach in polyp segmentation [2], followed by morphological
hole filling. The same binarization scheme is applied to the grayscale predictions
of the compare methods, which were provided by the authors of [11].

3.2 Autoencoders vs. Double Autoencoders

We first train each of the combinations of pretrained encoders and decoders
that we described in Sects. 2.2 and 2.3 on the K-Vasir dataset. Our aim with
this set of experiments is to investigate if using double encoder-decoders brings
performance improvements.

Table 2 reports the results of our experiments with different encoders and
decoders. The main pattern arising is that double encoder-decoders do provide a
performance boost in every considered case. Although the improvement is vary-
ing, there is no single case in which single encoder-decoder networks outperform
their doubled counterparts. In addition, we can see that Feature-Pyramid net-
works (FP-Net) are the best decoder for this particular problem, surpassing the
performance of U-Net and DeepLab for whichever considered encoder network.
For the particular case of FP-Net encoders, it is also interesting to note that the
lightweight MobileNet encoder achieves a better performance when compared to
the heavier ResNet34 encoder. It is also worth noting that Dual Path Networks
(DPN) stand out as the best pretrained encoder for all the considered decoders.
In the remaining of this section, we select the DPN+FP-Net combination, and
evaluate the performance of a double encoder-decoder network against other
recent polyp segmentation techniques.
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Table 3. Performance of the best double encoder-decoder model (DPN68×2) compared
to other approaches on the test set of the KVasir-Seg and CVC-Clinic databases. Models
were learned on the combination of the training set of both datasets.

KVasir CVC-Clinic

DICE IOU MAE DICE IOU MAE

U-Net/MICCAI’15 [27] 83.00 75.91 5.47 84.39 77.70 1.92

ResUNet-mod [20] 79.09 42.87 – 77.88 45.45 –

ResUNet++ [20] 81.33 79.27 – 79.55 79.62 –

SFA/MICCAI’19 [12] 73.10 61.87 7.54 70.61 61.26 4.16

U-Net++/TMI’20 [39] 83.21 75.60 14.95 81.20 74.67 7.97

PraNet/MICCAI’20 [11] 90.37 84.79 2.96 90.72 85.89 0.93

DPN68×2 91.70 86.74 2.68 91.61 86.65 1.42

3.3 Comparison with Recent Techniques

In this section we re-train the best double encoder-decoder network (referred
to as DPN68× 2) on the dataset employed in [11] following the same train/test
split. This training set derived from the Kvasir and CVC-Clinic databases is
used to optimize the double DPN68× 2 architecture, and we conduct two types
of experiments. First, we test the resulting model on data similar to the training
distribution by computing performance (separately) on the KVasir and the CVC-
Clinic test sets. Second, we use the ColonDB and ETIS databases, which contain
relatively dissimilar colonoscopic frames, to assess the generalization ability of
our approach. Following [11], we also include in this experiment the CVC-300
database, although this dataset contains part of the test set of CVC-Clinic, and
it represents therefore an easier problem.

In both cases, we compare the performance of our technique with a) two
popular medical image segmentation architectures, namely U-Net [27] and its
extensions U-Net++ [39], and b) three architectures specifically developed for
polyp segmentation techniques, ResUnet++ [20], SFA [12], and PraNet [11].

Results of the first of our experiments are reported in Table 3. It can be
seen that the DPN68×2 architecture improves the performance of all other
approaches, achieving top performance by a wide margin with respect to most
considered methods. The second best approach is the recently introduced PraNet
CNN, which attains a performance relatively close to the one of DPN68×2,
although still slightly inferior.

It is however on our second experiment that reveals most remarkable perfor-
mance differences between our approach and PraNet and the other considered
techniques. The results displayed in Table 4 show that the generalization capa-
bility of our DPN68× 2 model is much larger than previous approaches: when
compared to the second best model (again PraNet), it attains an increase 5.29 in
DICE score in the CVC-ColonDB and 12.07 Dice score in the ETIS databases.
This margin is even larger for other methods, which clearly signals to DPN68×2
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being substantially more competitive when using unseen data that is far away
from the training distribution. On the CVC-300 database, which is more similar
to the training data, DPN68×2 still surpasses all other methods, although with
a smaller difference.

Table 4. Performance of the best double encoder-decoder model (DPN68×2) compared
to other approaches on the ColonDB, ETIS, and CVC-300 databases.

ColonDB ETIS CVC-300

DICE IOU MAE DICE IOU MAE DICE IOU MAE

U-Net/MICCAI’15 53.91 46.28 5.86 44.02 36.72 3.62 73.99 65.30 2.21

SFA/MICCAI’19 45.90 33.83 7.46 29.88 21.82 4.55 46.90 32.95 6.51

U-Net++/TMI’20 51.73 43.37 7.42 48.05 40.15 4.52 74.79 65.89 3.36

PraNet/MICCAI’20 72.42 65.11 4.31 64.12 57.98 3.11 87.63 80.35 0.99

DPN68×2 77.71 69.81 3.97 76.19 68.43 1.68 89.15 82.56 0.90

Fig. 3. (a), (e): Polyps extracted from the Kvasir-Seg and CVC-Clinic databases. Seg-
mentations produced by (b), (f): PraNet, (c), (g): DPN68×2. (d), (h): Ground-truth

3.4 Qualitative Analysis

In this section, we visually analyze some of the segmentation results obtained
on the different test data when compared with other approaches.

Figure 3 shows two challenging cases of polyps extracted from the Kvasir
and CVC-Clinic databases (test set associated to the training set), while Fig. 4
displays two polyps extracted from the test set of ColonDB and ETIS (dissimilar
data). We also show the results produced by the second best technique, PraNet.

In the Kvasir example, it can be appreciated that DPN68×2 succeeds to
properly segment the polyp appearing in the center of the frame in Fig. (3a),
whereas PraNet is probably confused by the specularities present in the image



304 A. Galdran et al.

Fig. 4. (a), (e): Polyps extracted from the CVC-ColonDB and ETIS databases. Seg-
mentations produced by (b), (f): PraNet, (c), (g): DPN68×2. (d), (h): Ground-truth

and oversegments this example, as shown in Figs. (3b) and (3c). As for the
CVC-Clinic example in Fig. (3e), the polyp appearing to the left of the frame
is reasonably segmented by both methods. However, the confounding artifact
above the polyp due to optical blurring is wrongly segmented by PraNet as part
of the anomaly, as seen in (Fig. 3f); DPN68×2 is also slightly confused, but it
assigns much less probability to the pixels pixels related to the blurring artifact
in Fig. (3g).

A challenging example extracted from the CVC-ColonDB is shown in the
top row of Fig. 4. This low-contrast frame leads to a wrong prediction in the
PraNet case shown in Fig. (4b), whereas the DPN68×2 model has no trouble in
accurately delineating the borders of the polyp in Fig. (4c). Finally, an example
from the ETIS database is shown in the bottom row of Fig. 4. This is a hardly
visible polyp, and PraNet erroneously locates it to the right of the image, while
DPN68×2, even if producing some oversegmenting, avoids this confusion.

4 Discussion and Conclusion

In this work we have analyzed double decoder-encoder networks for the task of
polyp segmentation on endoscopic images. The encoder of the first network gen-
erates an attention map that indicates the second network the most interesting
areas of the image. Double encoder-decoders leverage state-of-the-art encoder
pretrained large natural image databases. We have shown that they provide
a clear advantage over their single encoder-decoder counterparts. Comprehen-
sive experimental results also show that a double encoder-decoder with a DPN
encoder and a FP-Net decoder attains state-of-the-art on common benchmarks,
with particularly good results on data that is visually dissimilar to the training
images. Future steps involve the investigation of more efficient combination of
the two building blocks of double encoder-decoders. It is reasonable to expect
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that smaller networks can already generate a suitable attention map that can
be employed by the second network to achieve similar results at a reduced com-
putational load.

References

1. Ahn, S.B., Han, D.S., Bae, J.H., Byun, T.J., Kim, J.P., Eun, C.S.: The miss rate for
colorectal adenoma determined by quality-adjusted, back-to-back colonoscopies.
Gut and Liver 6(1), 64–70 (2012)

2. Akbari, M., et al.: Polyp segmentation in colonoscopy images using fully convolu-
tional network. In: 2018 40th Annual International Conference of the IEEE Engi-
neering in Medicine and Biology Society (EMBC), pp. 69–72, July 2018. ISSN:
1558–4615

3. Badrinarayanan, V., Kendall, A., Cipolla, R.: SegNet: a deep convolutional
encoder-decoder architecture for image segmentation. IEEE Trans. Pattern Anal.
Mach. Intell. 39(12), 2481–2495 (2017)

4. Bernal, J., Sánchez, J., Vilariño, F.: Towards automatic polyp detection with a
polyp appearance model. Pattern Recogn. 45(9), 3166–3182 (2012)
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Abstract. Accurate assessment of diabetic foot ulcers (DFU) is pri-
mordial to provide an efficient treatment and to prevent amputation.
Traditional DFU assessment methods used by clinicians are based on
visual examination of the ulcer by estimating the surface and analyzing
tissue conditions. These manual methods are subjective and make direct
contact with the wound, resulting in high variability and risk of infec-
tion. In this research work, we propose a novel smartphone-based skin
telemonitoring system to support medical diagnoses and decisions during
DFU tissues examination. The database contains 219 images, for effec-
tive tissue identification and annotation of the ground truth, a graphi-
cal interface based on superpixel segmentation method has been used.
Our method performs DFU assessment in an end-to-end style comprising
automatic ulcer segmentation and tissue classification. The classification
task is performed at a patch-level, superpixels extracted with SLIC are
used as input for the training of the deep neural network. State-of-the-art
deep learning models for semantic segmentation have been used to per-
form tissue differentiation within the ulcer area into three classes (Necro-
sis, Granulation and Slough) and have been compared to the proposed
method. The proposed superpixel-based method outperforms classic fully
convolutional network models while improving significantly the perfor-
mance on all the metrics. Accuracy and DICE index are improved from
84.55% to 92.68% and from 54.31% to 75.74% respectively for FCN-
32. The results reveal robust tissue classification effectiveness and the
potential of our system to monitor DFU healing over time.

Keywords: Deep learning · Fully convolutional networks · Superpixel
segmentation · Diabetic foot ulcer · Tissue classification · Slic

1 Introduction

Diabetes is a chronic disease characterized by abnormally high levels of glucose
in the blood. At present, almost half a billion people worldwide suffers from
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diabetes. Poorly managed diabetes leads to several complications including car-
diovascular disease, kidney disease, eye complications, nephropathy, lower limb
ulcers, etc. Diabetic foot ulcers (DFU) are the most chronic and severe compli-
cation of diabetes associated with neurological disorders and peripheral vascular
disease leading to millions of amputations every year. A lower limb is lost to
amputation every 30 s somewhere in the world due to diabetes [4]. This diabetes
related complication has a significant impact on individuals’ life quality and
imposes a high social and economic cost. However, if an appropriate manage-
ment of these ulcers is achieved, lower limbs amputation can be delayed or pre-
vented altogether. Diabetic foot ulcers should be regularly checked by healthcare
professionals for clinical care and to evaluate the healing progress. In standard
clinical practice, the examination of ulcers is mainly based on physical measure-
ments and visual assessment of the skin tissues [5]. Manual methods rely on the
use of a simple ruler to measure ulcer perimeter (length and width), an outline
over a transparent sheet to calculate the surface area and physiological serum
for volume estimation [14]. Moreover, these methods are invasive and in direct
contact with the wound bed which carries high risk of infection. On the other
hand, analyzing color and proportion of the tissues help to determine the heal-
ing progress of the ulcer and provide quantitative measurement without contact.
Within the ulcer boundaries, visual inspection is based on red-yellow-black color
evaluation model corresponding respectively to the different tissues: granulation,
slough and necrosis [30] (see Fig. 1).

The principal objective of this work is to develop an automatic smartphone-
based system for ulcer segmentation and tissue identification. This work is part
of the STANDUP project [1] which aims to prevent diabetic foot ulceration in
an early stage and to monitor in an efficient way the ulcer healing over time. In
order to provide a robust tissue classification, we propose a novel superpixel-
based approach for automatic tissue analysis using deep learning methods.

Fig. 1. The wound healing continuum (WHC) [13]
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The final system can serve as effective tool to support medical diagnoses and
decisions during DFU examination to ensure an accurate management of lower
limb lesions. Moreover, this methodology is applicable to other wound conditions
such as pressure injuries, surgical and traumatic wounds, venous ulcers, etc.

2 Related Work

In recent years, the use of smartphones and imaging technology in daily clinical
practice, especially towards wound and DFU assessment has increased consid-
erably. Clinicians can obtain additional information about the wound charac-
teristics from digital image processing to improve diagnostic accuracy. Several
image processing studies have addressed wound segmentation using different
approaches. Mainly, these methods are based on supervised traditional machine
learning (ML) especially SVM classifiers. ML algorithms require handcrafted fea-
tures extracted from images using different texture and color descriptors followed
by SVM [26,29]. Nevertheless, descriptors can be influenced by image resolution
and require a color correction step using a reference pattern inserted in the field
of view. Although their performance, ML methods are not robust enough due
to their reliance on the handcrafted features. Recent approaches involve more
sophisticated methods such as deep learning. Including convolutional neural net-
works (CNN) for classification or fully convolutional neural networks (FCN) for
semantic segmentation. The training of these networks requires the use of a large
labeled dataset. In [25], Wang et al. proposed a new deep learning architecture
based on en-coder-decoder to perform wound segmentation using 650 images
from NYU database [22]. On a different approach, Goyal et al. [11] developed
a new DL model called DFUNet to classify DFU sub-images into normal and
abnormal skin using 397 images. The proposed network DFUNet outperforms
GoogLeNet in all the evaluation metrics. In a recent work [12], the same authors
used a two-tier transfer learning model combining R-CNN with Inception-V2 to
localize DFU with a precision of 91.8%.

Regarding tissue classification, most of the methods found in the literature
use traditional machine learning algorithms. Mukherjee et al. [16] performed
wound tissue classification using five color and ten textural features followed
by a 3rd polynomial kernel SVM. In a different approach, Hazem et al. [28]
proposed a multi-view tissue classification using 3D model and SVM. Due to
the lack of annotated images in the biomedical field and especially for chronic
wounds (CW), few studies have been conducted using DL methods for wound
tissue classification. In [10], the authors used 30 wound images to perform tissue
segmentation using the fully convolutional net-work U-net designed for small
medical image databases [20]. The network was initialized with a pre-trained
VGG-16 [8]. The results show an accuracy of 94% and 96% after a color space
reduction. Zahia et al. [31] presented an approach to handle small datasets in DL
through patch-level tissue classification. Their approach was based on partition-
ing 22 images into small 5× 5 patches that have been used to train the proposed
convolutional network. The achieved performance was relatively high with an
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accuracy of 92.01%. Similarly, Nejati et al. [17] performed tissue classification
on a patch-level but with combining ML and DL methods. The dataset contains
350 images partitioned into 20× 20 patches. AlexNet has been used for feature
extraction and SVM to classify each patch into the corresponding tissue class.

Unlike existing approaches using square patches, we used homogeneous super-
pixels instead. Superpixels have more perceptual meaning since pixels belong-
ing to a given superpixel share similar tissue properties. In a recent work [7],
Blanco et al. proposed a superpixel-driven method called QTDU using the CNN
ResNet for dermatological wounds tissue classification. The method, outper-
formed different machine learning approaches. In contrast, our premise is to
perform superpixel-based diabetic foot ulcer tissue classification at pixel-level
using fully convolutional neural networks for a more accurate and precise tissue
identification.

Fig. 2. Some images from ESCALE database (a) and corresponding ground-truth (b).

3 Proposed Method

Our approach is divided into two steps: first, the automatic extraction of the ulcer
area eliminates all background elements that may threaten the classification.
This ulcer segmentation is useful for perimeter and surface assessment based on
a pattern included in the field of view for fixing the image scale factor. Secondly,
tissue classification is performed to identify the different tissues within the ulcer
area after superpixel extraction.

3.1 Image Acquisition and Data Annotation

A database of diabetic foot ulcer images has been constituted in two hospi-
tal centers, Hospital Nacional Dos de Mayo (Lima, Peru) and CHRO Hospital
(Orleans, France). The acquisition protocol consists on capturing free-handedly
a set of images using a smartphone camera while framing the ulcer area from
a point of view as frontal as possible. Chronic wound images from ESCALE
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database [27] were also added to the training set. The images are with different
resolutions, acquired using different cameras and under different illumination
conditions. The whole database comprises 219 images with variety of types of
chronic wounds including leg ulcers, diabetic ulcers, bed sores, etc. The database
has been labeled by medical experts into three main types of tissues using the
graphical interface proposed in [18] based on the red-yellow-black usual model.
Figure 2 shows some examples of wound images multi-class annotation.

Fig. 3. Diabetic foot ulcer segmentation framework

3.2 Ulcer Segmentation and Superpixels Extraction

The first stage of our method is ROI extraction. This step is meant to extract
the ulcer area from healthy skin and to eliminate background elements. The
background removal aims to highlight the tissues features inside the wound bed
in order to simplify the classification task. The segmentation was performed
using U-net, which achieved an accuracy of 94.96% and a Dice score of 97.25%
[19]. To refine the segmentation results, we combined different morphological
operations (i.e., erosion, dilation, opening, and closing) [24]. Then, the non-
ulcer region has been represented by a white background in the original images
and corresponding ground-truth. Mainly, the wound area especially for DFUs
represents less than 30% in most images. Hence, using the entire image as input
for the training of the network is unnecessary. Therefore, we cropped the ROI
in all images and their annotations to focus the training on the wound area only
(see Fig. 3).
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To extract superpixels from the segmented wound, we adopted simple linear
iterative clustering (SLIC) [2] which relies on k-means method to generate an
efficient image partition into homogeneous clusters by combining (R,G,B,X,Y)
five-dimensional color and image plane space. Superpixel extraction from the
ROI was provided using the zero-parameter version of the SLIC algorithm called
SLICO. Instead of using the same compactness parameter initialized by the user
for all superpixels in the image, this method adaptively changes the compactness
parameter for each superpixel depending on its texture [3]. The result is regularly
shaped superpixels regardless of the texture while conserving a high computa-
tional efficiency. The obtained superpixel segmentation map is then applied to
the ground truth image in order to generate the annotation label of each sub-
image. After superpixels split, only the ones corresponding to a single tissue
and their corresponding label were conserved and all totally white superpixels
were removed for an efficient training. Finally, the superpixels were cropped and
resized to 224× 224 resolution (see Fig. 4).

Fig. 4. Superpixel extraction from the segmented DFU image using SLIC

3.3 Superpixel-Based Tissue Classification

Our objective is to classify DFU tissue at a pixel level into three main classes
combining deep neural networks and superpixels. The segmentation was per-
formed using the state-of-the-art deep neural networks for semantic segmenta-
tion called as Fully Convolutional Neural Networks. These networks replace the
fully connected layers in the classification models with convolutional layers which
allow a pixel-wise prediction. A class label is assigned to each pixel of the image.
The typical architecture for semantic segmentation is encoder-decoder and it
consists of an encoder network followed by the corresponding decoder. U-Net
[20], SegNet [6] and FCN-Net [15] are the most used algorithms for semantic
segmentation in the field of medical images. U-Net proposed by Ronneberger et
al. is specially designed for small databases segmentation and produces precise
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segmentation using few images for training. SegNet is an encoder-decoder net-
work identical to the convolutional layers in VGG16 [23] adapted for semantic
segmentation, the encoder network is considerably reduced which make it com-
putationally efficient. FCN-32, FCN-16, and FCN-8 are the three main variants
of FCN-Net based on a pre-trained VGG16 network as encoder. FCN-32 is same
as VGG16 in which fully connected layer of VGG16 is replaced by a 1× 1 con-
volution. FCN-16 and FCN-8 additionally work on low-level features by adding
decoder layers to the network in order to produce more precise segmentation.

The generated superpixels with SLIC were used as input to feed these fully
convolutional neural network models. (Figure 5) illustrates the proposed frame-
work based on an FCN-32 architecture. In the model training, we adopted a
large-scale dataset with over 5000 wound superpixel and corresponding ground
truth without any data augmentation. The output of the proposed method is a
semantic segmentation of each superpixel. The model evaluation for DFU tissue
classification of an entire image is done into three steps. Initially, the ulcer is seg-
mented and split into superpixels similarly as presented in the previous section.
Then, the generated superpixels and their corresponding labels are cropped and
resized. Secondly, each superpixel will be given to the trained network for pre-
diction to get the segmentation map. Thirdly, a class label will be assigned to
each superpixel depending on its dominant color (red, yellow or black). The
non-tissue superpixels such as bones will be classified as unknown and repre-
sented by a white color. Finally, an output image will be reconstructed based
on the superpixel classification and the final result is a segmentation map of the
different tissues inside the wound bed.

Fig. 5. Overview of the proposed fully convolutional network architecture based on
super-pixels

4 Results

4.1 Performance Metrics

We evaluated the performance of the proposed method at pixel level using the
most common metrics in the field of medical image segmentation. These met-
rics are accuracy, sensitivity, specificity, precision, and dice similarity coefficient
(DICE) [9]. The formulas are defined respectively as the following:

Accuracy =
TP + TN

TP + FP + TN + FN
(1)
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Sensitivity =
TP

TP + FN
(2)

Specificity =
TN

TN + FP
(3)

Precision =
TP

TP + FP
(4)

DICE =
2TP

2TP + FP + FN
(5)

Where TP, FP, TN and FN stand for the number of the true positive, false
positive, true negative and false negative classified pixels.

Table 1. Number of superpixels for the training and testing set

Training Testing

Granulation 2872 762

Slough 1897 594

Necrosis 463 155

Unknown 24 19

4.2 Experimental Results

The database containing the generated superpixels and their labels was divided
into training and testing set. The partition percentage was around 75% for the
training, and 25% for the testing as shown in (Table 1). The evaluation aimed
at quantifying the improvement of the of state-of-the-art FCNs using the pro-
posed superpixel based approach (Spx) in comparison to their classic version
and determining the most suitable network to perform tissue identification of
diabetic foot ulcers. Accordingly, The different models have been trained on the
same chronic wound database and tested using only DFU images. The methods
were implemented in Keras with TensorFlow backend using the stochastic gra-
dient descent (SGD) optimizer [21], a learning rate of 0.01 and a batch-size of
32. The FCN methods were trained for 200 epochs while the Superpixel-based
ones were trained for 50 epochs due to computational resources limitation and
memory constraint.

Table 2 lists the segmentation results of all the tested methods regarding the
accuracy, sensitivity, specificity, precision and DICE. The proposed superpixel-
based approach outperformed all the state-of-the-art methods. It shows a higher
performance for all the computed metrics. As we can see, the results were con-
siderably improved by the usage of superpixels instead of the whole image as
training set. This demonstrates the effectiveness of combining SLIC superpixels
and FCN as it is capable of performing a more precise semantic segmentation of
tissues.
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Table 2. Tissue segmentation results of FCNs vs. Spx-based FCNs

Accuracy Sensitivity Specificity Precision DICE

SegNet 58.6% 36.4% 82.2% 43.7% 33.2%

Spx-SegNet 79.2% 65.9% 93.3% 72.2% 67.1%

UNet 69.56% 55.1% 87.6% 68.7% 57.5%

Spx-UNet 80.75% 68.3% 94% 74.8% 69.2%

FCN8 69.37% 61% 90% 63% 60.3%

Spx- FCN8 81.92% 74.5% 93.6% 78.7% 73.7%

FCN16 72% 57.7% 90.6% 62.9% 56.1%

Spx- FCN16 83.67% 75.4% 94.2% 76.9% 75.5%

FCN32 84.55% 54.68% 89.32% 62.08% 54.31%

Spx- FCN32 92.68% 74.53% 94.39% 78.07% 75.74%

Table 3. Classification results for each tissue using the proposed Spx-FCN32 method

Sensitivity Specificity Precision DICE

Necrosis 51.55% 99.01% 70.94% 59.71%

Slough 84.63% 91.89% 71.48% 77.50%

Granulation 69.68% 95.81% 76.01% 72.71%

To choose the most suitable network, we selected the best performances of
Table 2. Spx-FCN16 and Spx-FCN32 achieved the best results for all the com-
puted metrics, SPX-FCN32 was slightly better than Spx-FCN16 regarding Sen-
sitivity, Specificity, precision and DICE and it achieved a higher accuracy. A
fusion of superpixels and FCN-32 improved accuracy by 8.13% to reach 92.68%
and led to a high DICE score of 75.74% instead of 54.31%. Figure 6 shows some
examples of DFU tissue segmentation output for both approaches. We also inves-
tigated how the method performed on each tissue type. Detailed classification
results for necrotic, granulation, and slough tissues using the superpixel-based
FCN-32 variant can be seen on Table 3. The results on specific tissue types
indicate that necrotic class performance is inferior when compared to slough
or granulation tissue. Necrosis appears to be the most difficult to be identified
by the network. This could be justified by the number of superpixels per class
during the training phase which lead to wrong pixel classification of this tissue.
Necrosis represents only 9% of the training set comparing to 54% for granulation
and 36% for slough. Therefore, the performance results for non-necrotic classes
is reliable and reflect a significant improvement in wound tissue segmentation.
Unlike the existing methods in literature which deal with slough tissue due to
the different textures related to it, our method is capable of segment it with the
highest DICE score of 77.5%.
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Moreover, by observing the qualitative results (see Fig. 6), we can clearly
notice that the method based on superpixels produces an accurate segmentation
with a very high precision regarding the three classes (Granulation, Necrosis
and Slough). The tissue segmentation precision was significantly improved using
superpixels instead of the entire image to train the FCN-32 network. In addition,

Fig. 6. DFU tissue segmentation results: (a) original image, (b) segmented image, (c)
output of FCN-32, (d) output of the proposed Spx-FCN32, and (e) Ground truth.
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the identification of non-tissue pixels corresponding to bones inside the ulcer area
(see Fig. 6, sample 6), is a statement of our method robustness.

5 Conclusion

We presented a novel approach for automatic diabetic foot ulcer segmentation
and tissue classification. The proposed classification method was performed by a
superpixel-based semantic segmentation using fully convolutional networks. The
experimental tests show that the proposed image segmentation method exhibits
higher performance than the existing state-of-the-art FCN methods regarding
all the metrics and demonstrate the robustness of our method especially for
slough and granulation tissue. Furthermore, we intend to expand our database
by acquiring new high-quality wound images with different tissue types in order
to improve tissue identification for all classes especially necrotic one. In addition,
our system is embedded into a smartphone with add-on temperature sensor.
Assessing the wound temperature can help to localize sign of deep inflamma-
tion and infection and to identify the DFU type (neuroischemic or neuropathic)
as well. The proposed system could be used by clinicians during diabetic foot
examination for an accurate and complete assessment from ulcer delineation,
surface and temperature measurements to tissue area identification and analy-
sis. This system can be extended to the assessment of chronic wounds such as
burn wounds, pressure injuries, etc.
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Abstract. While in developed countries routine dental consultations
are often covered by insurance, access to prophylactic dental examina-
tions is often expensive in developing countries. Therefore, sufficient oral
health prevention, particularly early caries detection, is not accessible to
many people in these countries, yet. This observation is, however, con-
trary to the accessibility of smartphone technology, as smartphones have
become available and affordable in most countries. Their technology can
be utilized for low-cost initial caries inspection to determine the necessity
for a subsequent dental examination. In this paper we address the spe-
cific problem of caries detection in smartphone images. Fully supervised
methods usually require tedious location annotations, whereas weakly
supervised approaches manage to address the detection task with less
complex labels. To this end, we propose a weakly supervised caries detec-
tion strategy with local constraints and investigate its caries localization
capabilities compared to a superior fully supervised Faster R-CNN app-
roach as upper baseline. Our proposed strategy shows promising initial
results on our in-house smartphone caries data set.

Keywords: Caries detection · Caries detection in smartphone
images · Weakly supervised detection · Local constraints

1 Introduction

1.1 Medical Motivation

There are many infectious diseases that are responsible for the decay of tooth
enamel. Dental caries is considered as one of those diseases that create cavi-
ties and even affect inner tooth layers such as dentin and fuels further decay

c© Springer Nature Switzerland AG 2021
A. Del Bimbo et al. (Eds.): ICPR 2020 Workshops, LNCS 12661, pp. 321–336, 2021.
https://doi.org/10.1007/978-3-030-68763-2_24

http://crossmark.crossref.org/dialog/?doi=10.1007/978-3-030-68763-2_24&domain=pdf
https://doi.org/10.1007/978-3-030-68763-2_24


322 D. D. Pham et al.

of the tooth pulp [9]. In more serious cases bacteria may infect periodontal lig-
ament, bone or gum cells, which results in dental abscess. A patient infected
from caries feels pain, when the affected area comes in contact with hot, cold
or sweet substances. Nearly 90% of adults, and 60–90% of school children, have
had cavities before.1 That this infection is not limited to adults can be observed
in France for instance, as one-third of children with age less than 6 years to
50% of children with age less than 12 years are found infected with this disease.
Similar trends are observed in Canada [2]. Malnutrition and inadequate eating
habits during weaning in young kids cause ‘early childhood caries’. The dis-
ease shows its dominant effect on children, especially from developing countries.
The limited or non-existent access to precautionary oral screenings for children
with low socio-economic background is also considered a public health problem,
as early detection of caries certainly limits the progress of this disease [28,29].
Dental caries is a global oral health problem which can be effectively prevented
and controlled through a combination of individual, community and professional
efforts. The global distribution of dental caries has shown distinctive variations
[34]. The low ratio of skilled dentist to affected patients (1:12500) is a major
motivation towards the introduction of technological aspects in the detection
of caries [5]. Computer aided tools not only assist the dentists in accelerating
the caries detection and diagnosis process, but may also be helpful in reduc-
ing human errors. Existing technical systems for the detection of tooth decay
are based on standardized imaging techniques, such as X-Ray. Access to the
technology required for this is not common, especially in developing countries.
However, smartphone technology has become available and affordable in most
countries [23]. This technology can be utilized for affordable initial caries inspec-
tion to determine the necessity for a subsequent dental examination. Therefore,
this work investigates the possibility of caries localization in smartphone images
with both fully supervised and weakly supervised object detection methods.

1.2 Technical Motivation

Fully supervised object detection methods usually require the exact locations
of the object of interest’s bounding box for training. Therefore, a bounding
box annotation is required for each caries occurrence. Establishing these fully
informative annotations (FIA) is often tedious and costly, particularly for large
data sets, in which the target object may appear multiple times within one
image. Weak supervision on the other hand poses a more time-efficient but more
challenging option to address object detection with less informative annotations.
To this end, we consider image-level annotations (ILA), in which only the image
label but no information about the caries location is available. Furthermore, we
also consider mouth region annotations (MRA), in which a bounding box of the
mouth region is given additionally to the ILAs, as weak annotations. Although
information about exact locations and the number of occurrences within each
image is nevertheless missing, these are still time-efficient to produce. These

1 https://www.nidcr.nih.gov/research/data-statistics/dental-caries.
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MRAs are represented as binary rectangular masks. In total we compare three
approaches using Convolutional Neural Networks (CNNs): one fully supervised
method with FIAs and two weakly supervised strategies with ILAs and MRAs,
respectively. Particulary, we use Ren et al.’s Faster R-CNN [26] for the fully
supervised case with FIAs. For the weakly supervised cases we train a CNN
classifier with the ILAs and MRAs, respectively, and leverage the activation
maps within the CNN to locate possible caries occurrences. This is a challenging
task as the caries regions may appear at multiple and different locations, different
scales and under a variety of viewpoints.

1.3 Contributions

In this paper we make the following contributions. Firstly, we apply deep learn-
ing strategies on the use case of caries detection in smartphone images to foster
an increased usage of recent research developments in real world health appli-
cations. For this we propose a weakly supervised caries detection pipeline and
furthermore demonstrate the efficacy of adding location constraints to the weak
supervision. Finally, we compare a fully supervised approach to our weakly super-
vised methods on our in-house data set which is collection of colour images of
dental tooth caries.

The remainder of the paper is structured as follows. Section 2 discusses the
related work and Sect. 3 deals with the methodology. Section 4 describes the
experiments, while Sect. 5 discusses the results. Section 6 concludes the paper
with suggestions for future work.

2 Related Work

Primarily, the detection of dental caries has been a visual process, principally
based on visual-tactile examination and radio-graphic examination [33]. Using
these methods, caries can only be diagnosed by a dental health professional.
Due to the asymptomatic initiation and progression of the dental caries, patients
often fail to consult a dentist in time, resulting in dental caries progression to
an irreversible loss of the dental hard tissue [17]. Ali et al. [1] and Choi et al. [6]
make use of neural networks to automatically detect caries areas within X-ray
images. Casalegno et al. [4] make use of near-infrared transillumination imaging
instead of X-ray to extract caries regions by means of a U-Net like [27] deep
learning architecture. Kositbowornchai et al. [18] also train a neural network to
detect artificial dental caries using images from a charged coupled device (CCD)
camera and intra-oral digital radiography. For their evaluation only teeth with
artificial caries are considered, which usually have different properties than nat-
urally affected ones. Similar to our contribution, Datta et al. [7] use RGB images
to detect caries regions, however, by means of traditional image processing meth-
ods, i.e. image enhancement, transforming the images into HIS color space and
clustering in this color space. In contrast to our case. their images were cap-
tured with a specialized camera for the oral cavity and allows similar lighting
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conditions and viewpoints across the data set. Saravanan et al. [30] propose a
strategy to detect dental caries in its early stage using histogram and power spec-
tral analysis. In this method, the detection of tooth cavities is done based on the
region of concentration of pixels with regard to the histogram and based on the
magnitude values with regard to the spectrum. Zhang et al. [36] and Liang et al.
[20] propose deep learning-based localization systems for cavity detection and
integrate theirs systems into smartphone applications. Liu et al. [22] explore the
applicability of in-home dental healthcare by presenting a complete IoT system,
in which deep learning is used for object localization. Most of these contributions
have in common, that either full supervision or traditional unsupervised image
processing is applied to detect the caries region.

Regarding weakly supervised methods related work can be generally catego-
rized into multiple instance learning (MIL) based methods [3,35], CNN based
approaches [24] and a combination of both [19]. In MIL based approaches, an
image is usually considered to be a bag of instances, where the object locations
represent the instances. The aim is usually to alternatively learn a discrimina-
tive representation by means of the image-level annotation, which is then used
to detect positive object instances in positive images. In this paper, however,
we mainly focus on a solely CNN based approach for weakly supervised object
detection, that makes use of insights in the field of explainability of classification
CNNs. We particularly make use of so called class activation maps (CAMs).

3 Methods

3.1 Fully Supervised Object Detection

For the fully supervised scenario with fully informative annotations (FIAs) of
the caries’ bounding boxes within each image, we make use of a variant of region
based convolutional neural networks (R-CNNs), as first proposed by Girshick
et al. in 2014 [14]. The basic idea is to propose regions of interest (RoIs), i.e.
possible object regions within the input image (e.g. by selective search), which
are then classified by a CNN to predict the class labels (including background)
for the proposed RoIs. The concept of R-CNNs builds the foundation of various
subsequent object detection algorithms.

Faster R-CNN. For our use case of caries detection in smartphone images, we
make use of Ren et al.’s Faster R-CNN approach [26]. It is based on Girshick’s
work on Fast R-CNN [13], an improvement of the initial R-CNN proposal [14].
In contrast to these initial R-CNN iterations, Ren et al. formulate an end-to-end
strategy, in which the region proposal is carried out by a CNN. The general
pipeline is depicted in Fig. 1. First the input image is processed by a pre-trained
CNN, e.g. by Simonyan and Zisserman’s VGG-16 [32] or He et al.’s ResNet-50
[16], to extract the image’s latent features with their last convolutional layer.
Then, a region proposal network (RPN) processes the feature map stack to
propose possible RoIs. For this the RPN learns to classify whether so called
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Fig. 1. Scheme of the Faster R-CNN architecture, as proposed by Ren et al. [26]

anchors, i.e. bounding boxes with specific size and aspect ratio for each image
position, are possible object regions or not. Additionally, the RPN learns to refine
the anchor boundaries. Since the proposed regions of the RPN may be of different
size, a RoI pooling layer transforms the proposed regions to a uniform size. A
RoI pooling layer is able to reduce a region of arbitrary size to a pre-defined size
by using as many pools on the input region as the pre-defined size suggests. The
uniformly sized RoIs are then passed to the R-CNN to be classified. A particular
advantage of the Faster R-CNN approach is the end-to-end architecture and the
network’s capability to locate even small objects, such as caries cavities.

3.2 Weakly Supervised Localization

For the weakly supervised case we only utilize image-level annotations (ILAs) to
predict possible caries locations within the input image. We propose using Zhou
et al.’s class activations mappings (CAMs) [37], which were originally introduced
to visually inspect and explain the decision processes of specifically designed
classification CNNs. Since training classification CNNs only requires ILAs, this
strategy is applicable for this scenario. The basic idea of CAMs is to inspect
the influence of each feature map and their activations after the CNN’s last
convolutional layer. To do so Zhou et al. require the CNN to contain a global
average pooling (GAP) layer, followed by a fully connected (FC) layer after the
last convolutional layer. According to the weights of the FC, it is then possible to
retrieve the importance of each feature map after the CNN’s last convolutional
layer. The weighted sum of these feature maps results in a CAM for each class,
visualizing which regions of the image were responsible for the class assignment.
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For the caries localization task, we treat the activated regions of the CAM as
possible caries locations.

Gradient-Weighted Class Activation Mapping. We propose using a more
general extension of CAMs, presented in Selvaraju et al.’s work on gradient-
weighted class activation mappings (Grad-CAMs) [31]. Let Fk denote the
k-th feature map of a feature map stack, with k ∈ {0, 1, . . . ,K}, where K + 1
denotes the number of feature maps in that stack. The general idea is that the
partial derivative of the model output yc for a class c with respect to a feature
map’s pixel position (i, j), i.e. ∂yc

∂Fk(i,j)
, corresponds to the local influence for the

class assignment to c. Therefore, the global average over the partial derivatives
of yc with respect to all pixel positions of a feature map Fk determines the
approximated influence of Fk on the class assignment of class c to the input
image, i.e.:

αc
k :=

1
WH

∑

i

∑

j

∂yc

∂Fk(i, j)
, (1)

where W,H denote width and height of Fk, respectively. Selvaraju et al. [31]
propose computing the Grad-CAM for a class c by means of the weighted sum
over all feature maps, where the weights are determined by the influence in Eq. 1,
followed by a ReLU activation, i.e.:

Ac
Grad−CAM := ReLU

(
∑

k

αc
kFk

)
. (2)

The ReLU activation helps to only consider regions, which have a positive impact
on the assignment to the class c.

Proposed Caries Detection Pipeline. As Grad-CAMs offer the possibility to
visualize the image regions, which are responsible for the class prediction, we pro-
pose extracting these regions as possible caries areas. First we train a ResNet-50
[16] classifier, pretrained on ImageNet [8] to differentiate between caries and non-
caries images. Then we calculate the class activation map Acaries

Grad−CAM for the
caries class. Figure 2 depicts the subsequent generation of bounding boxes, based
on the Grad-CAM pipeline. We apply Otsu thresholding [25] on Acaries

Grad−CAM

to generate a binary mask, that only keeps relevant activation positions. By
point-wise multiplication (Hadamard product) we isolate the relevant activation
locations. Afterwards we apply Gaussian blurring as pre-processing, to smooth
the activation landscape for a subsequent extraction of local maxima. These
are used as seed points for a random walk algorithm to segment the remaining
image following Grady’s contribution [15]. Based on the segmentation results the
bounding box limits for predicted caries locationas can finally be established.
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Fig. 2. Bounding box extraction process from Grad-CAM. (1) Grad-CAM, (2) mask
after Otsu thresholding, (3) Hadamard product, (4) smoothed by Gaussian blur, (5)
extraction of local maxima, (6) random walk segmentation, (7) extracted bounding
boxes

Fig. 3. Scheme of proposed weakly supervised pipeline with local constraints. The
extension with additional local constraints only differs from the original proposal during
training, as depicted by the blue background. (Color figure online)

Extension with Location Constraints. To improve the localization capabil-
ities of the proposed pipeline, we additionally consider annotations of the mouth
region (MRAs), as these are fast and easy to produce. These auxiliary loca-
tion constraints are injected into the classification network only during training
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by extending the classification loss function by a localization constraint term
Lconstraint. Let M denote a binary mask, indicating the mouth region. Then the
localization constraint term for class c is defined as

Lconstraint :=
∑

(i,j)

Ac
Grad−CAM (i, j) · (1 − M(i, j)), (3)

punishing any activation outside the mouth area. The pipeline and its difference
to the originally proposed procedure are depicted in Fig. 3. While in our original
proposal the Grad-CAM is only computed during inference, in the extension
the current Grad-CAM and the location constraints are also taken into account
during training.

3.3 Implementation

For the Faster R-CNN implementation we use the Tensorflow Object Detection
API.2 We use ResNet-50 [16], pre-trained on ImageNet [8] with an input size
of 1024 × 1024 as the base network for feature extraction. The RPN is empiri-
cally configured for anchors with scales of 0.25, 0.5, 1.0, 2.0 and aspect ratios of
0.5, 1.0, 2.0, resulting in 12 different anchor variations per location. For training
we use a batch size of 16 and employ a momentum optimizer with cosine learning
rate decay, initialized with a base rate of 0.1. Due to the given implementation
we set a maximal number of training iteration steps of 15000 instead of set-
ting a maximal number of epochs. The proposed weakly supervised methods are
implemented in Tensorflow 2.0. We train the model with a batch size of 8 for
maximally 100 epochs, employing the RMSprop optimizer with a learning rate
of 0.001 and early-stopping.

4 Experiments

4.1 Data

For the experiments we used our in-house data set where annotations were done
by the Department of Paedodontics and Preventive Dentistry. It consists of 387
smartphone images of the oral cavity, from which 220 are of patients with caries
and 167 images show healthy teeth. From the 220 caries images, for 93 images the
exact caries locations were annotated with bounding boxes (FIAs), whereas the
remaining images only have image-level annotations (ILAs). The mouth region
annotations (MRAs) were created for all 387 images. For image collection, a
OnePlus 7 pro smartphone composite camera3 system was used, consisting of
three different (48, 16, 8) mega pixels cameras. All images were taken while con-
sidering the normal picture taking behavior of a user. For example, the camera
is focused on the tooth cavities (if apparent) and pictures are taken in zoom

2 https://github.com/tensorflow/models/tree/master/research/object detection.
3 https://oneplus.com/de/7pro#/specs.

https://github.com/tensorflow/models/tree/master/research/object_detection
https://oneplus.com/de/7pro#/specs
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out mode. For both patients with healthy and patients with caries affected teeth
the camera focus was set on the oral cavity. The patients were asked to keep
still to avoid blurry images. Depending on the exposure of the patient to natu-
ral light, we also used artificial light of the smartphone to increase visibility if
necessary. The field of view and the perspective of the images vary, depending
on the position of the carious lesions.

4.2 Evaluation

The evaluation was conducted in a hold-out manner, in which we divided the
data set into non-overlapping training, validation and testing set with a ratio of
approximately 60 : 20 : 20. The training set is used for training, the validation
set for monitoring and the testing set for the evaluation. First we present our
classification results to inspect the performance of the base classifiers for the
classification task. Then we investigate the caries localization performances. It
needs to be noted that for training the Faster R-CNN approach we could only
apply caries images with FIAs (and all non-caries images without location infor-
mation), which have also been divided in the aforementioned ratio. Therefore,
we used all testing images for the classification evaluation, whereas only testing
images with FIAs (and all non-caries testing images) were considered for the
object detection evaluation. The Faster R-CNN system is used as a baseline to
estimate the upper bound for the localization task, as it is to be expected that a
fully supervised system yields better results than weakly supervised approaches.
In the following we will denote the weakly supervised caried detection method
as WSCDM and its extension with local constraints as WSCDM-LC. Both
systems are trained with ILAs and WSCDM-LC additionally with MRAs.

Classification Performance. Since the weakly supervised strategy is based
on a base classificaton CNN, it is crucial to analyse whether the base classi-
fier yields reasonable results. To evaluate the classification performance of the
ResNet-50 base networks, that were trained with and without local constraints,
we make use of the metrics precision, recall and the F1-Score. Also, in order to
draw comparisons between the classification capabilities of the proposed weakly
supervised systems and the fully supervised object detection approach, we inter-
preted images with caries location predictions of Faster R-CNN as positives,
whereas images without any predictions as negatives. Table 1 shows the achieved
results of the three systems on the unseen testing set in comparison.

It is noticeable that both WSCDMs achieve a precision of 1, which means
that both systems have predicted zero false positives on the test data set. This
implicates a general low false positive rate for the ResNet-50 classifiers. However,
Faster R-CNN yields the highest recall, which is favorable in terms of clinical
applicability, as this implicates the lowest false negative rates, thus less prone
to oversee caries images. Regarding F1-Score it is observable that WSCDM-LC
obtains the best results.
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Table 1. Achieved classification results regarding precision, recall, and F1-Score of
fully and weakly supervised systems on test set.

Metric Faster R-CNN WSCDM WSCDM-LC

Precision 0.61 1.00 1.00

Recall 0.90 0.76 0.86

F1-score 0.73 0.86 0.92

Localization Performance. For a comparison of the localization capabilities,
we employ the mean average precision (mAP) as performance metric. To discuss
the mAP, we first need to consider the computation of the precision-recall curve.

We assume any bounding box prediction that has an intersection over union
(IoU) with a ground truth annotation over 0.5 as a true positive, and any pre-
diction, that achieves a maximal IoU of below 0.5 with any available ground
truth bounding box as a false positive. We iterate over all predictions of the
network, ranked by network confidence, and calculate precision and recall based
on the already considered predictions. For the first iteration, a very low recall
value is expected, as the number of true positives only yields a small fraction of
all possible positives within the test data set. For precision, however, we would
either get 1 or 0, as all of the predictions so far (i.e. the first and highest ranked
prediction) are either correct or not. While the recall value can only rise or stay
the same with each additionally considered prediction, the precision value rises
with correct and decreases with wrong additional predictions.

For each network prediction we get a precision-recall pair, which can be visu-
alized in a precision-recall curve. Usually the precision values of each recall level
are adapted in a way, that the resulting curve is monotonically decreasing with
ascending recall. This is accomplished by using the maximally achieved precision
in all higher recall levels. The resulting precision-recall curves of our experiments
are shown in Fig. 4. The average precision (AP) basically approximates the area
under the curve. Since this procedure can be done for multiple classes, the mAP
is often defined to be the mean AP over all classes. However, the precise defi-
nition and also the calculation of AP is often dependent on the context. In this
work we refer to the mAP definitions of the Pascal VOC [10–12] and COCO
challenges [21]. Table 2 shows the various achieved mAP values for each system.
For the COCO definition the values after @ denote the considered IoU thresh-
old(s). It is observable that the fully supervised Faster R-CNN achieves the best
results across all considered mAP definitions. It is also notable that except for
the Pascal VOC2007 case the location constraint extension yields better results
than the original WSCDM for the remaining mAP definitions.

5 Discussion

The results of our conducted experiments show, that the baseline fully super-
vised Faster R-CNN approach yields the best caries localization results on our
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Fig. 4. Precision-Recall-Curves for IoU level of 0.5

Table 2. Detection results of caries locations on test set regarding Pascal VOC 2007
& 2012 and COCO mAP.

Faster R-CNN WSCDM WSCDM-LC

Pascal VOC 2007 .55 .43 .43

2012 .53 .41 .45

COCO @[.5 : .05 : .95] .46 .29 .34

@.5 .53 .42 .45

@.75 .51 .38 .45

test data set. This outcome was to be expected, as the annotations contain more
complex information than the image-level and mouth region annotations. How-
ever, our proposed weakly supervised strategies nevertheless achieve promising
detection results, although the gap to the fully supervised Faster R-CNN upper
baseline can only be partially reduced by our proposed additional location con-
straint. Figure 5 shows the location predictions of the systems for exemplary
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caries: 100.00% caries: 100.00%

caries: 99.89% caries: 100.00%

caries: 0.10% caries: 96.44%

caries: 100.00% caries: 100.00%

caries: 50.20% caries: 100.00%

caries: 6.04% caries: 0.05%

Faster R-CNN

caries: 0.00%

WSCDM

caries: 0.00%

WSCDM-LC

Fig. 5. Example predictions on test set. Ground truth bounding box in green, predic-
tions in white. First row image was cropped to keep patient’s anonymity. (Color figure
online)
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test images. The predicted bounding boxes are depicted as white, whereas the
ground truth bounding boxes are shown in green. The activations maps of the
weakly supervised systems is overlayed and the confidence of the base classifiers
of the weakly supervised systems is depicted in the upper left corner. In the first
row it is observable, that surprisingly the location prior during training seems
to help in differentiating different instances, which WSCDM fails to achieve.
The additional coarse location information, possibly fosters some reallocation of
made available network resources. Rows 2–4 depict example images, in which
WSCDM-LC show more intuitive activation maps focused within the mouth
region, whereas in these cases WSCDM shows multiple activations in non-caries
regions. This indicates a superior detection performance of WSCDM-LC com-
pared to WSCDM, underlined by most mAP results in Table 2. In particular, row
3 shows an image, for which the base classifier of the WSCDM predicts a false
negative, whereas the semantically more meaningful activation map of WSCDM-
LC seems to help in an improved classification, which is also suggested in the
overall superior classification results in Table 1. However, although row 1 sug-
gests that the location constraint helps in differentiating adjacent instances, row
4 shows a drawback of the additional location constraint. For strong activations
our bounding box extraction strategy captures a larger area, as the neighbor-
hood of a strong activation usually also shows strong activations. In this case
the strong activation results in a bounding box prediction, that is larger than
the desired ground truth. Row 5 shows an example test image, in which all sys-
tems, including Faster R-CNN, yield a false positive prediction in the bottom left
area. A closer inspection shows, that all 3 systems have detected a caries region,
which was not annotated in the ground truth data, as the predicted region is
labeled as caries in the dentist’s mirror, but not on the actual tooth. The last
two rows show difficult examples, in which the base classifiers of the weakly
supervised systems both predict false negatives. Therefore no bounding boxes
are generated. However, when inspecting the activation maps, it is still notewor-
thy, that WSCDM-LC shows more intuitive activation locations than WSCDM.
Furthermore, it is noteworthy for the last row, that (although miss-classifying)
WSCDM-LC shows clear activations in very difficult caries areas, which even
Faster R-CNN fails to detect. Overall, it is notable that although expensive
FIAs result in most convincing detection results using a fully supervised system
like Faster R-CNN, affordable ILAs also result in promising detection results
with a weakly supervised Grad-CAM based strategy. These can be improved by
means of location constraints such as MRAs, which are also easy and fast to
acquire. Since CAMs have been mostly used for visually inspecting classifica-
tion networks, that are often trained on images containing only one object, it is
a promising observation, that nevertheless multiple instances of the same class
can be located, and that incorporation of MRAs even helps in differentiating
adjacent instances.
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6 Conclusion

In this paper we apply both fully supervised and weakly supervised deep learning
strategies to detect caries regions in smartphone camera images. For the weakly
supervised case we propose a Grad-CAM based approach, in which the activation
maps are used to locate the caries areas. We furthermore extend this pipeline by
incorporating location priors in terms of additional mouth region annotations
during training. On our in-house data set we demonstrate that both fully super-
vised and weakly supervised methods show promising detection results, although
the gap between these approaches can only be partly reduced by means of mouth
region annotations. Interestingly, the additional location constraints not only
focus the activations within the mouth region, but also help in better classifi-
cation of the base network and they seem to improve differentiation between
adjacent instances. In the future we aim to extend and improve our smartphone
caries in-house data set. We expect to increase the number and variability of
training samples and intend to create location annotations, that also differen-
tiate between different caries severity stages, that may be more challenging to
detect and classify. We aim to publish this multi-label data set in the near future.

References

1. Ali, R.B., Ejbali, R., Zaied, M.: Detection and classification of dental caries in X-
ray images using deep neural networks. In: International Conference on Software
Engineering Advances (ICSEA), p. 236 (2016)

2. Badet, C., Richard, B.: Étude clinique de la carie. EMC - Dentisterie 1(1), 40–48
(2004). https://doi.org/10.1016/j.emcden.2003.11.003, http://www.sciencedirect.
com/science/article/pii/S1762566103000096

3. Bilen, H., Pedersoli, M., Tuytelaars, T.: Weakly supervised detection with posterior
regularization. In: Proceedings of the British Machine Vision Conference. BMVA
Press (2014).https://doi.org/10.5244/C.28.52

4. Casalegno, F., et al.: Caries detection with near-infrared transillumination using
deep learning. J. Dent. Res. 98(11), 1227–1233 (2019)

5. Chen, T.C., Hsu, T.C.: A gas based approach for mining breast cancer pattern.
Expert Syst. Appl. 30(4), 674–681 (2006). 10.1016/j.eswa.2005.07.013, http://
www.sciencedirect.com/science/article/pii/S0957417405001557

6. Choi, J., Eun, H., Kim, C.: Boosting proximal dental caries detection via combi-
nation of variational methods and convolutional neural network. J. Sign. Process.
Syst. 90(1), 87–97 (2018)

7. Datta, S., Chaki, N.: Detection of dental caries lesion at early stage based on image
analysis technique. In: 2015 IEEE International Conference on Computer Graphics,
Vision and Information Security (CGVIS). IEEE, November 2015. https://doi.org/
10.1109/cgvis.2015.7449899

8. Deng, J., Dong, W., Socher, R., Li, L.J., Li, K., Fei-Fei, L.: ImageNet: a large-scale
hierarchical image database. In: CVPR09 (2009)

9. Diniz, M.B., de Almeida Rodrigues, J., Lussi, A.: Traditional and novel caries
detection methods. In: Li, M.Y. (ed.) Contemporary Approach to Dental Caries,
chap. 6. IntechOpen, Rijeka (2012).https://doi.org/10.5772/38209

https://doi.org/10.1016/j.emcden.2003.11.003
http://www.sciencedirect.com/science/article/pii/S1762566103000096
http://www.sciencedirect.com/science/article/pii/S1762566103000096
https://doi.org/10.5244/C.28.52
http://www.sciencedirect.com/science/article/pii/S0957417405001557
http://www.sciencedirect.com/science/article/pii/S0957417405001557
https://doi.org/10.1109/cgvis.2015.7449899
https://doi.org/10.1109/cgvis.2015.7449899
https://doi.org/10.5772/38209


Fully vs. Weakly Supervised Caries Localization 335

10. Everingham, M., Van Gool, L., Williams, C.K.I., Winn, J., Zisserman, A.: The
PASCAL Visual Object Classes Challenge 2012 (VOC2012) Results. http://www.
pascal-network.org/challenges/VOC/voc2012/workshop/index.html, May 2012

11. Everingham, M., Gool, L.V., Williams, C.K.I., Winn, J., Zisserman, A.: The Pascal
visual object classes (VOC) challenge. Int. J. Comput. Vis. 88(2), 303–338 (2009).
https://doi.org/10.1007/s11263-009-0275-4

12. Everingham, M., Van Gool, L., Williams, C.K., Winn, J., Zisserman, A.: The
PASCAL visual object classes challenge 2007 (VOC2007) results (2007)

13. Girshick, R.: Fast R-CNN. In: Proceedings of the IEEE International Conference
on Computer Vision, pp. 1440–1448 (2015)

14. Girshick, R., Donahue, J., Darrell, T., Malik, J.: Rich feature hierarchies for accu-
rate object detection and semantic segmentation. In: Proceedings of the IEEE
Conference on Computer Vision and Pattern Recognition, pp. 580–587 (2014)

15. Grady, L.: Random walks for image segmentation. IEEE Trans. Pattern Anal.
Mach. Intell. 28(11), 1768–1783 (2006)

16. He, K., Zhang, X., Ren, S., Sun, J.: Deep residual learning for image recognition.
In: 2016 IEEE Conference on Computer Vision and Pattern Recognition (CVPR),
pp. 770–778 (2016)

17. Hummel, R., Akveld, N., Bruers, J., van der Sanden, W., Su, N., van der
Heijden, G.: Caries progression rates revisited: a systematic review. J. Dental
Res. 98(7), 746–754 (2019). https://doi.org/10.1177/0022034519847953, http://
journals.sagepub.com/doi/10.1177/0022034519847953

18. Kositbowornchai, S., Siriteptawee, S., Plermkamon, S., Bureerat, S., Chetchotsak,
D.: An artificial neural network for detection of simulated dental caries. Int. J.
Comput. Assist. Radiol. Surg. 1(2), 91–96 (2006). https://doi.org/10.1007/s11548-
006-0040-x

19. Li, D., Huang, J.B., Li, Y., Wang, S., Yang, M.H.: Weakly supervised object local-
ization with progressive domain adaptation. In: Proceedings of the IEEE Confer-
ence on Computer Vision and Pattern Recognition (CVPR), June 2016

20. Liang, Y., et al.: OralCam: enabling self-examination and awareness of oral health
using a smartphone camera. In: Proceedings of the 2020 CHI Conference on Human
Factors in Computing Systems, pp. 1–13 (2020)

21. Lin, T.Y., et al.: Microsoft COCO: common objects in context. In: Fleet, D.,
Pajdla, T., Schiele, B., Tuytelaars, T. (eds.) ECCV 2014. LNCS, vol. 8693, pp.
740–755. Springer, Cham (2014). https://doi.org/10.1007/978-3-319-10602-1 48

22. Liu, L., Xu, J., Huan, Y., Zou, Z., Yeh, S.C., Zheng, L.R.: A smart dental health-
IoT platform based on intelligent hardware, deep learning, and mobile terminal.
IEEE J. Biomed. Health Inform. 24(3), 898–906 (2019)

23. Mayes, J., White, A., Byrne, M., Mogg, J.: How smartphone technology is changing
healthcare in developing countries. J. Global Health Columbia Univ. 6(2), 36–38
(2016)

24. Oquab, M., Bottou, L., Laptev, I., Sivic, J.: Is object localization for free?-weakly-
supervised learning with convolutional neural networks. In: Proceedings of the
IEEE Conference on Computer Vision and Pattern Recognition, pp. 685–694 (2015)

25. Otsu, N.: A threshold selection method from gray-level histograms. IEEE Trans.
Syst. Man Cybern. 9(1), 62–66 (1979)

26. Ren, S., He, K., Girshick, R., Sun, J.: Faster R-CNN: towards real-time object
detection with region proposal networks. In: Advances in Neural Information Pro-
cessing Systems, pp. 91–99 (2015)

http://www.pascal-network.org/challenges/VOC/voc2012/workshop/index.html
http://www.pascal-network.org/challenges/VOC/voc2012/workshop/index.html
https://doi.org/10.1007/s11263-009-0275-4
https://doi.org/10.1177/0022034519847953
http://journals.sagepub.com/doi/10.1177/0022034519847953
http://journals.sagepub.com/doi/10.1177/0022034519847953
https://doi.org/10.1007/s11548-006-0040-x
https://doi.org/10.1007/s11548-006-0040-x
https://doi.org/10.1007/978-3-319-10602-1_48


336 D. D. Pham et al.

27. Ronneberger, O., Fischer, P., Brox, T.: U-Net: convolutional networks for biomed-
ical image segmentation. In: Navab, N., Hornegger, J., Wells, W.M., Frangi, A.F.
(eds.) MICCAI 2015. LNCS, vol. 9351, pp. 234–241. Springer, Cham (2015).
https://doi.org/10.1007/978-3-319-24574-4 28

28. Rosenblatt, A., Zarzar, P.: Breast-feeding and early childhood caries: an assess-
ment among Brazilian infants. Int. J. Paediat. Dent./Br. Paedodontic Soc. Int.
Assoc. Dentistry Child. 14, 439–45 (2004). https://doi.org/10.1111/j.1365-263X.
2004.00569.x

29. Reisine, S., Douglass, J.M.: Psychosocial and behavioral issues in early childhood
caries. Community Dent Oral Epidemiol (1998). https://doi.org/10.1111/j.1600-
0528.1998.tb02092.x

30. Saravanan, T., Raj, M., Gopalakrishnan, K.: Identification of early caries in human
tooth using histogram and power spectral analysis. Middle - East J. Sci. Res. 20,
871–875 (2014). https://doi.org/10.5829/idosi.mejsr.2014.20.07.226

31. Selvaraju, R.R., Cogswell, M., Das, A., Vedantam, R., Parikh, D., Batra, D.: Grad-
CAM: visual explanations from deep networks via gradient-based localization. In:
Proceedings of the IEEE International Conference on Computer Vision, pp. 618–
626 (2017)

32. Simonyan, K., Zisserman, A.: Very deep convolutional networks for large-scale
image recognition. In: International Conference on Learning Representations
(2015)

33. Srilatha, A., Doshi, D., Kulkarni, S., Reddy, M., Bharathi, V.: Advanced diagnostic
aids in dental caries - a review. J. Glob. Oral Health 2, 118–127 (2020). https://
doi.org/10.25259/JGOH 61 2019

34. Baelum, V., van Palenstein Helderman, W., Hugoson, A., Yee, R., Fejerskov, O.: A
global perspective on changes in the burden of caries and periodontitis: implications
for dentistry. J. Oral Rehabil., 872–940 (2007). https://doi.org/10.1111/j.1365-
2842.2007.01799.x

35. Wan, F., Liu, C., Ke, W., Ji, X., Jiao, J., Ye, Q.: C-MIL: continuation multiple
instance learning for weakly supervised object detection. In: Proceedings of the
IEEE Conference on Computer Vision and Pattern Recognition, pp. 2199–2208
(2019)

36. Zhang, Y., et al.: A smartphone-based system for real-time early childhood caries
diagnosis. In: Hu, Y., et al. (eds.) ASMUS/PIPPI-2020. LNCS, vol. 12437, pp.
233–242. Springer, Cham (2020). https://doi.org/10.1007/978-3-030-60334-2 23

37. Zhou, B., Khosla, A., Lapedriza, A., Oliva, A., Torralba, A.: Learning deep fea-
tures for discriminative localization. In: Proceedings of the IEEE Conference on
Computer Vision and Pattern Recognition, pp. 2921–2929 (2016)

https://doi.org/10.1007/978-3-319-24574-4_28
https://doi.org/10.1111/j.1365-263X.2004.00569.x
https://doi.org/10.1111/j.1365-263X.2004.00569.x
https://doi.org/10.1111/j.1600-0528.1998.tb02092.x
https://doi.org/10.1111/j.1600-0528.1998.tb02092.x
https://doi.org/10.5829/idosi.mejsr.2014.20.07.226
https://doi.org/10.25259/JGOH_61_2019
https://doi.org/10.25259/JGOH_61_2019
https://doi.org/10.1111/j.1365-2842.2007.01799.x
https://doi.org/10.1111/j.1365-2842.2007.01799.x
https://doi.org/10.1007/978-3-030-60334-2_23


Organ Segmentation with Recursive Data
Augmentation for Deep Models

Muhammad Usman Akbar1,2(B), Muhammad Abubakar Yamin1,2,
Vittorio Murino1,3,4, and Diego Sona1,5

1 Pattern Analysis and Computer Vision, Istituto Italiano di Tecnologia,
Genova, Italy

muhammad.akbar@iit.it
2 Department of Electrical, Electronics and Telecommunication Engineering,
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Abstract. The precise segmentation of organs from computed tomog-
raphy is a fundamental and pivotal task for correct diagnosis and proper
treatment of diseases. Neural network models are widely explored for
their promising performance in the segmentation of medical images. How-
ever, the small dimension of available datasets is affecting the biomed-
ical imaging domain significantly and has a huge impact in training of
deep learning models. In this paper we try to address this issue by iter-
atively augmenting the dataset with auxiliary task-based information.
This is obtained by introducing a recursive training approach, where a
new set of segmented images is generated at each iteration and then con-
catenated with the original input data as organ attention maps. In the
experimental evaluation two different datasets were tested and the results
produced from the proposed approach have shown significant improve-
ments in organ segmentation as compared to a standard non-recursive
approach.

Keywords: Deep learning · Recursive training · Diverse features ·
Organ segmentation

1 Introduction

Computed tomography (CT) is a widely used medical imaging technique to
examine the human body, because it contains a great amount of detailed informa-
tion. For example, in abdomen imaging, multiple organs can be easily detected,
including liver, kidney, spleen, galbladder, different kind of hard and soft tissues,
vascular structures and many more. Automatic segmentation of organs and other
parts in human body is a crucial component in the design of a computer-aided
diagnosis system. Despite intensive studies on semi-automatic and automatic
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methods, segmentation is still considered a challenge that needs to be addressed
before any deployment of these methodologies in a clinical environments. Many
state-of-the-art methods have been introduced for organ segmentation in CT
scans, which include thresholding of pixel values, region-based methods, graph
cut, etc. Recently, deep learning models have shown exceptional performance
with semantic segmentation [5]. Hence, deep-learning models have a significant
potential to revolutionize medical imaging as well. A vast number of deep learn-
ing methodologies are being developed specifically for biomedical imaging to
perform classification [3,10], organ and lesions detection [8,9,11] and segmenta-
tion of organs [6,12]. Recently, Convolution Neural Networks have been proved
to be more effective in segmenting bladder and several digestive organs [15] as
compared to the old traditional methodologies.

As there are a lot of benefits there are challenges as well. An important chal-
lenge in this domain is the lack of datasets large enough to allow proper training
of these models. A common approach to address this issue is data augmentation,
which consists in the introduction of new data derived from various transforma-
tion of the original data. A completely different approach has been introduced
with the concept of auto context learning [13], where auxiliary information is
introduced enriching the original data. A similar approach has been used in [1]
and [2], where additional preliminary solution to a task is used to simplify the
problem and boost the model performance where the problem is more complex.

In a similar way, we propose a recursive pipeline that improves the segmenta-
tion of the input image recursively. During the training phase the original dataset
is recursively augmented with auxiliary preliminary segmentation at each itera-
tion and the newly augmented data is added to the pool of training data. Here,
the auxiliary data is the segmentation produced by the model in the previous
iteration which is concatenated as a second channel. This new enriched data
is added to the original dataset to refine segmentation in the next iteration
increasing the number of samples at each iteration, during training. Adding this
auxiliary information to the original data has shown multiple benefits which
include better accuracy and fast learning.

2 Dataset

To evaluate the proposed solution we used two publicly available dataset.
The first dataset is CHAOS1, which contains CT scans from 20 subjects and
the ground truth for liver segmentation is available. The second dataset is of
abdomen images in SYNAPSE2 [7], which consists of CT scans of 30 healthy
subjects along with ground truth for segmentation of 13 different classes cor-
responding to different abdomen organs are available. Pre-processing was per-
formed on both datasets to make them optimal for the deep model. Gray values
were truncated between −350 and 350. The volumes were then clipped to focus
on the abdomen only and re-sampled to size 256 x 256. The two datasets were
1 https://chaos.grand-challenge.org/Data/.
2 https://www.synapse.org/#!Synapse:syn3193805/wiki/217789.

https://chaos.grand-challenge.org/Data/
https://www.synapse.org/#!Synapse:syn3193805/wiki/217789
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used separately in such a way that training, validation and test subject were
always the same across trials for a fair comparison.

3 Proposed Methodology

Fig. 1. Flow Diagram of the proposed pipeline and in depth representation of Data
manager.

In this paper we propose a pipeline that uses a recursive approach when pro-
cessing the data. The idea is inspired from auto context learning [13] where the
proposed methodology first learns a classifier on local image patches and then
the probability maps learned by the classifier are used as context information, in
addition to the original image patches, to train a new classifier iterating towards
the final prediction.

Inspired by the above approach, we propose an iterative approach where
we train the model iterating over a growing dataset. After each fitting of the
model, the original input images are augmented concatenating to each image the
produced segmentation as a second channel. In the next iteration, the training
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data is composed of all the previous dataset augmented with the newly enriched
images, thus increasing the size of dataset at each iteration. The process, which is
represented in Fig. 1, continues until the model does not improve the performance
anymore. This makes the dataset grow linearly at each iteration, introducing
small variability in the data distribution, which helps the model concentrate
more where the problem is more difficult.

More specifically, the model input is made by two channels. One channel con-
tains the image that need to be segmented. The second channel instead contains
the additional information that in our case is the segmentation determined by
the model in the previous iteration. In the first iteration (iteration 0) the second
channel contains the replica of the first channel. The advantage of such app-
roach is that at each iteration the model is provided with a refined information
on the task. Attaching a segmentation map to the image is like providing a sort
of attention information on where the objects are [1,14]. This allows the model
to concentrate the learning on most ambiguous fine grain information, which
usually is located near the objects’ contour.

The training process continues until the accuracy of the computed predictions
on the entire training set stabilise and there is no more improvement. The same
number of iterations is then used when deployed on the test dataset.

The proposed pipeline is shown in Fig. 1, where it can be seen that, before
being processed by the deep model, input images are manipulated by the Data
Manager. It pairs the image with a second channel containing the auxiliary
information. During training the generated pair is dynamically added to the
training dataset.

4 Experimental Setup

The main advantage of the proposed approach is that it is very general and inde-
pendent of the used model. Indeed, any model performing image segmentation
can be used in the proposed framework. Since the input is augmented without
changing its original structure, the same architecture with the same structure is
used for all iterations.

In all our experiments we used FC-DenseNet103 [4]. This model has tran-
sition down and transition up layers. Feature maps are extracted in the dense
block of transition down layer. It uses pre-activation layers, where ReLU, con-
volution, max pooling and Batch normalization are performed on the input slice
of 256 x 256. Up-sampling is performed in transition up layer where input is up
sampled and concatenated with the skip connections and finally segmentation
is computed using soft-max layer. It is to note here that the pipeline is trained
and evaluated in iterations and this same model explained above is used in all
the iterations and no changes have been made in the structure of the model.

The model was trained from scratch in all iterations, in order to better fit the
model to the new augmented data. All experiments were performed with cross-
validation. In particular, CHAOS dataset was divided into a training set with
14 subjects, a validation set with 2 subjects and 4 subject were used for testing
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purpose. In a similar way, SYNAPSE dataset was divided into 24 subjects used
for training, 2 subjects for validation and 4 subjects for testing purpose. The test
and validation data were never mixed up with the training data to avoid biases.
For evaluation purpose, we used Dice score in Eq. (1) to measure accuracy of
segmented organs in all iteration so to observe the evolution of segmentation
performance.

DSC =
2|X ∩ Y |
|X| + |Y | (1)

5 Results and Discussion

The results for CHAOS dataset with a single organ segmentation task are shown
in Table 1. Even if the task is easy, still, at each iteration the Performance of
the model slightly increases. The results for SYNAPSE dataset with a multi-
organ segmentation task can be observed in Table 2. In this dataset organs have
different sizes and the results show that the proposed methodology was helpful in
increasing the accuracy of the model for all organs. This is particularly evident
for small organs which are usually more difficult to detect and segment. The
dice score for only three iterations are shown for both dataset because after
third iteration the results are stable and there is no evident increase in the
accuracy. It is to be noted that the results shown in both tables are the average
dice score for the respective test subjects.

Table 1. Results for CHAOS dataset. Average Dice score computed with cross-
validation over all subjects. The first three iterations are shown.

Class I-1 I-2 I-3

Liver 0.9670 0.9710 0.9714

In all our experiments we noted that the first iteration takes most of the
time for training and then all following iterations require much less time and
they converge in fewer epochs. This because the auxiliary information, which
acts as an “organs attention mask” simplifies the task, suggesting to the later
models in the loop where the organs are. These models just need to learn how to
do a better identification of correct contours, improving the segmentation perfor-
mance. From another perspective, iterating the data augmentation we create a
sequence of specialized machines that learn how to extract the best information
from the preceding machines.
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Table 2. Results for SYNAPSE dataset. Average cross-validation Dice score computed
over all subjects

Class I-1 I-2 I-3

Spleen 0.9938 0.9939 0.9939

R. Kidney 0.8463 0.8675 0.8689

L. Kidney 0.8767 0.8878 0.8906

Gallbladder 0.8467 0.8647 0.8698

Esophagus 0.2847 0.3257 0.3259

Liver 0.9337 0.9444 0.9471

Stomach 0.5808 0.5884 0.5896

Aorta 0.7612 0.7866 0.7889

Inferior Vena Cava 0.8468 0.8554 0.8557

Portal & Splenic Veins 0.7123 0.7124 0.7248

Pancreas 0.3368 0.4148 0.5029

R. Adrenal Gland 0.4186 0.4736 0.4912

L. Adrenal Gland 0.3977 0.4331 0.4381

6 Conclusion

In this paper we have proposed a pipeline that can be built around any segmen-
tation model, which aim is to improve the segmentation performance. The pro-
posed framework, repeatedly process the input data concatenated with the seg-
mentation obtained from last trained version of the model. This newly enriched
data is then added to the training dataset in a data augmentation framework.
This allows to iteratively refine the segmentation, processing the data from the
rough representation of segmented organs to the fine grain details of organs’
contours.

The proposed framework was tested on two different datasets for the task of
organ segmentation from CT scans. In both experiments the results have shown
that the approach systematically improves the performance of a plain model.
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Abstract. Pollen grain micrograph classification has multiple applica-
tions in medicine and biology. Automatic pollen grain image classification
can alleviate the problems of manual categorisation such as subjectivity
and time constraints. While a number of computer-based methods have
been introduced in the literature to perform this task, classification per-
formance needs to be improved for these methods to be useful in practice.

In this paper, we present an ensemble approach for pollen grain
microscopic image classification into four categories: Corylus Avellana
well-developed pollen grain, Corylus Avellana anomalous pollen grain,
Alnus well-developed pollen grain, and non-pollen (debris) instances.
In our approach, we develop a classification strategy that is based on
fusion of four state-of-the-art fine-tuned convolutional neural networks,
namely EfficientNetB0, EfficientNetB1, EfficientNetB2 and SeResNeXt-
50 deep models. These models are trained with images of three fixed
sizes (224 × 224, 240 × 240, and 260 × 260 pixels) and their prediction
probability vectors are then fused in an ensemble method to form a final
classification vector for a given pollen grain image.

Our proposed method is shown to yield excellent classification per-
formance, obtaining an accuracy of 94.48% and a weighted F1-score of
94.54% on the ICPR 2020 Pollen Grain Classification Challenge training
dataset based on five-fold cross-validation. Evaluated on the test set of
the challenge, our approach achieves a very competitive performance in
comparison to the top ranked approaches with an accuracy and weighted
F1-score of 96.28% and 96.30%, respectively.
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1 Introduction

Palynology is the scientific study of pollen grains which are produced by plants
for the purpose of reproduction. Nowadays, pollen grain classification is a valu-
able tool for various applied sciences including systematics and forensics [16].
In the medical context, pollens are among the most common triggers of sea-
sonal allergies. Allergic diseases have become a major public health problem.
The World Health Organization (WHO) estimates that worldwide 400 million
people suffer from allergic rhinitis [7]. In Europe, the prevalence of pollen allergy
in the general population is about 40% [11]. Clinicians and patients may be able
to anticipate the onset of pollen-related allergy symptoms by monitoring pollen
levels [2].

The performance of any pollen counter (human or machine) depends on two
key tasks: finding the pollen grains by discriminating pollen from non-pollen,
and pollen grain classification. Traditionally, pollen grain classification involves
observation and discrimination of features by a highly qualified palynologist.
While this is an accurate and effective method, it takes considerable amounts
of time and resources [36]. Therefore, automatic recognition of pollen species by
means of computer vision is of major importance in modern palynology [18].

Automatic computer-based pollen grain image classification methods have
been proposed in several studies with the aim of reducing human interaction in
the analysis procedure [18]. Similar to other image classification tasks, machine
learning-based approaches have shown a better performance for pollen grain
image classification compared to conventional techniques [1,33].

Most of the classical approaches for pollen grain image classification make use
of feature extraction and subsequent training of a classifier such as a multi-layer
perceptron or a support vector machine. Well-known image features used for
this task include morphological features [40], texture features [12] and hybrid
features [4]. However, due to the similar morphological appearance of pollen
grains and various artefacts that may present, deriving well-working hand-crafted
features is a challenging task.

Deep learning approaches and more specifically convolutional neural networks
(CNNs) [24] allow for a more suitable solution for distinguishing different types of
pollen grains compared to earlier approaches. These deep models can be trained
end-to-end without the use of hand-crafted features and can be applied directly
on raw or pre-processed images [1,9,15,33].

Since the number of labelled pollen grain images in publicly available datasets
is too small to train a CNN from scratch, transfer learning can be employed. Here,
pre-trained CNNs can be used as optimised deep feature extractors or they can
be fine-tuned to solve the classification task. Standard pre-trained CNNs such
as AlexNet [22] or VGGNet [35] have been used for these purposes [1,30,33,34].
However, the performance of such approaches still needs to be improved to be
useful for practical applications.

In this paper, we present an ensemble method for multi-class pollen grain
microscopic image classification. Based on our earlier work on various medical
image classification tasks and recent advances in transfer learning [25,27,28,42],
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we develop a classification method which exploits four state-of-the-art pre-
trained CNNs fine-tuned with pollen grain images at three different image reso-
lutions. We then fuse the prediction vectors from different models in an ensemble
strategy to form the final classification vector. Evaluated on the training set and
the test set of the ICPR 2020 Pollen Grain Classification Challenge1, our pro-
posed method provides excellent classification performance, achieving weighted
F1-scores of 94.54% and 96.30% on the challenge training and test set, respec-
tively.

2 Materials and Methods

2.1 Dataset

While a number of earlier datasets exist for pollen grain image classification,
such as the POLEN23E dataset [33] or the dataset from Ranzato et al. [32],
which contain 805 and 1,429 pollen grain images, respectively, in this paper,
we use the ICPR 2020 Pollen Grain Classification Challenge dataset2, which is
one the biggest publicly available datasets for this task [1]. It contains 11,279
microscopic training image of size 84 × 84 pixels in RGB format. The images
belong to one of four classes, namely Corylus Avellana well-developed pollen
grain (normal pollen), Corylus Avellana anomalous pollen grains (anomalous
pollen), Alnus well-developed pollen grains (Alnus), and non-pollen (debris),
example of which are shown in Fig. 1. There are 1,566 normal pollen images,
773 anomalous pollen images, 8,216 Alnus images, and 724 debris images. In
addition to the raw images, segmentation masks of the pollen grains are also
provided by the challenge organisers, but we do not make use of these. A test set
of 1,991 images (without segmentation masks) has also been released but labels
for these images are kept private by the challenge organisers.

2.2 Pre-processing

We apply two pre-processing steps. First, we subtract the mean intensity RGB
values of the ImageNet dataset [10] from all training and test images. Then we
resize all images to a fixed size of 260 × 260 pixels.

2.3 Pre-trained CNNs

There are a number of well-established pre-trained CNNs that can be employed
for fine-tuning. Recently developed deep neural networks that are widely used for
various transfer learning applications include but are not limited to residual net-
works and their derivatives such as ResNeXt or wide ResNet [17,41], DenseNets
with various depths such as Densenet-121 or DenseNet-169 [20], squeeze and exci-
tation networks that can be also combined with other models such as SeResNeXt
1 https://iplab.dmi.unict.it/pollenclassificationchallenge.
2 https://iplab.dmi.unict.it/pollenclassificationchallenge/train.zip.

https://iplab.dmi.unict.it/pollenclassificationchallenge
https://iplab.dmi.unict.it/pollenclassificationchallenge/train.zip
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Fig. 1. Example images from the ICPR 2020 Pollen Grain Classification Challenge.

or SeResNet [19], GoogLeNet and its derivatives such as Inception [37,38] and
EfficientNet [39] models which yield state-of-the-art performance on ImageNet
classification tasks. As mentioned above, some earlier pre-trained CNNs such as
AlexNet and VGGNet have already been used for pollen grain image classifica-
tion. However, their performance can be improved by employing more advanced
architectures which for other tasks have shown superiority over AlexNet and
VGGNet.

In our approach, we exploit four recently developed yet already well-
established pre-trained CNNs from the EfficientNet [39] and SeResNeXt [19]
families as they have shown excellent performance in, for example, classification
of skin lesions and ophthalmological image classification [27,29,42].

The backbone model of the SeResNeXt network is ResNet. ResNet models
consist of special building blocks, called residual blocks, that alleviate the van-
ishing gradient problem by connecting the input and output of each residual
block. Thus, the network depth can be increased to yield a better classifica-
tion performance with deeper models. ResNet-50, ResNet-101, and ResNet-152
are the three most used variations, while ResNeXt is a modified architecture
whose residual blocks are wider compared to ResNet through multiple parallel
pathways similar to the inception module in the GoogLeNet family. SeResNeXt
incorporates the squeeze and excitation blocks from [19] into the model, while
SeResNeXt-50 and SeResNeXt-101 are the best-known models of the family.
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Fig. 2. Overview of the fine-tuning approach. The backbone model is either Efficient-
NetB0, EfficientNetB1, EfficientNetB2 or SeResNeXt-50.

In general, by solving the vanishing gradient issue by some techniques such
as skip or dense connections, the performance of a CNN can be improved by
increasing the network depth, width, or input image resolution. In the design of
many former CNNs such as ResNet or wide ResNet, only one aspect of the model
is increased which leads to a better classification performance (e.g., DenseNet-
169 outperforms DenseNet-121 as it is deeper). In contrast, in the EfficientNet
architecture, all three aspects of the models are increased systematically and by
a constant factor. This leads to eight different architectures, EfficientNetB0 to
EfficientNetB7, that have various depths, widths and pre-defined input image
sizes (from 224 × 224 to 600 × 600 pixels) while being computationally less
expensive compared to other well-known CNNs.

We use three variations of EfficientNet, namely EfficientNetB0, Efficient-
NetB1, and EfficientNetB2, as well as the SeResNeXt-50 model for fine-tuning.
We choose the shallower versions of the EfficientNet family networks to pre-
vent over-fitting to the limited training data available. All four utilised networks
are initially trained on natural images with image sizes between 224 × 224 to
260 × 260 pixels

2.4 Fine-Tuning

We apply a similar approach for fine-tuning the networks as in our work on skin
lesion classification [26–28]. The general scheme for fine-tuning the pre-trained
networks is depicted in Fig. 2.

First, fully connected (FC) layers of the original networks are removed. Then,
we apply two blocks of batch normalisation, drop out layers (with a drop factor
of 0.3) and FC layers (with 64 and 4 nodes in the first block and second block,
respectively). We train the models with three different images sizes, namely
224×224, 240×240, and 260×260 pixels. For the two smaller sizes (i.e. 224×224
and 240×240 pixel images), random cropping within the 260×260 pixel images is
performed during training and testing. We use a global average pooling layer just
before the first batch normalisation layer to prevent dimensionality mismatch for
different image sizes.

The weights of the newly added FC layers are initialised using the Xavier
method [14] and the weight factors are kept ten times larger compared to all
other learnable weights in the models. We fine-tune the network with the Adam
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Fig. 3. Overview of the proposed ensemble strategy.

optimiser [21] with an initial learning rate of 0.001. We halve the learning rate
after every seven epochs and train the networks in total for 40 epochs. To deal
with the imbalanced dataset set, we use a weighted focal loss function [23] with
weights of 7.20, 14.59, 1.37, and 15.57 for the normal pollen, anomalous pollen,
Alnus pollen, and debris, respectively.

As in [27], we use various augmentation techniques in the training and testing
phases to prevent over-fitting. For training augmentation, we use random crop-
ping (for the models trained with 224×224 and 240×240 pixels images), adaptive
histogram equalisation (with a probability of 0.1), random cut-out (with a prob-
ability of 0.1), random brightness and contrast shifts (with a probability of 0.4),
random horizontal and vertical flipping (with a probability of 0.5), and random
rotations (0, 90, 180 and 270 degrees, with a probability of 0.5).

In the inference phase, we use 25-folds test time augmentation with the
same augmentation methods as described for training. We monitor the predic-
tion probability vectors for each augmented image. If the maximum value in a
prediction vector is below 0.5, we disregard that prediction vector and take the
average over the rest of the prediction vectors for a specific test image.



350 A. Mahbod et al.

2.5 Fusion

To improve the classification performance, we employ an ensemble strategy as
shown in Fig. 3.

In our fusion scheme, first, the results from the five folds for each image size
and for each network are fused. Then, the results from three different image
sizes for a specific model architecture are combined and finally the classifica-
tion probability vectors of the four model architectures (i.e., EfficientNetB0,
EfficientNetB0, EfficientNetB0, and SeResNeXt-50) are fused to form the final
classification prediction. From the final prediction for each image, we chose the
element with maximum probability to determine the image class. Fusion of multi-
ple models is performed by taking the average over their classification prediction
vectors.

2.6 Evaluation

As evaluation measures, we use accuracy, balanced accuracy [3], which is defined
as the average recall over all classes, and the weighted F1 score [5], which is
calculated as the F1 score for each class weighted by its number of true samples.
The latter is also the main evaluation measure that is used in the ICPR challenge.

2.7 Implementation

We use the Keras3 (version 2.3.1) and Tensorflow4 (version 1.14) deep learning
frameworks for algorithm development and employ the implementation available
at5 and6 to extract the backbone pre-trained models. All experiments are con-
ducted using a single workstation with an Intel Core i7-8700 3.20 GHz CPU, 32
GB of RAM and a Titian V Nvidia GPU card with 12 GB of installed memory.

3 Results

Since the ground truth of the test data is kept private by the challenge organisers,
in developing our model and for showing the effectiveness of the our ensemble
approach, we use five-fold cross-validation (5CV) based on the ICPR challenge
training data. That is, the training data is split into five folds and four of these
are used for training while the fifth is utilised for testing. This is repeated five
times so that each test fold is used once and the obtained results are averaged.

Table 1 shows the 5CV results for each network architecture and each input
image size.

The results in Table 2 give the performance of the classification models
obtained by fusing networks trained at the three different image sizes. The final
row in Table 2 shows the final fusion performance, derived from fusion of 12 (3
image sizes × 4 architectures) sub-models.
3 https://keras.io/.
4 https://www.tensorflow.org/.
5 https://github.com/qubvel/classification models.
6 https://github.com/qubvel/efficientnet.

https://keras.io/
https://www.tensorflow.org/
https://github.com/qubvel/classification_models
https://github.com/qubvel/efficientnet
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Table 1. 5CV results [%] based on different input crop sizes and different network
architectures.

Network Image size Accuracy Balanced accuracy Weighted F1

EfficientNetB0 224 × 224 92.48 92.20 92.66

EfficientNetB0 240 × 240 91.96 92.22 92.18

EfficientNetB0 260 × 260 93.07 92.18 93.20

EfficientNetB1 224 × 224 93.01 92.11 93.16

EfficientNetB1 240 × 240 94.06 92.68 94.13

EfficientNetB1 260 × 260 93.20 92.60 93.34

EfficientNetB2 224 × 224 92.74 92.03 92.91

EfficientNetB2 240 × 240 92.68 92.38 92.84

EfficientNetB2 260 × 260 93.18 92.17 93.31

SeResNeXt-50 224 × 224 92.00 91.84 92.20

SeResNeXt-50 240 × 240 92.40 91.81 92.57

SeResNeXt-50 260 × 260 91.50 91.49 91.74

Table 2. 5CV results [%] based on network fusion with different input image sizes and
fusion of all architectures.

Network Image size Accuracy Balanced accuracy Weighted F1

EfficientNetB0 All sizes 93.35 92.75 93.47

EfficientNetB1 All sizes 94.26 92.83 94.34

EfficientNetB2 All sizes 93.61 92.52 93.72

SeResNeXt-50 All sizes 93.45 92.38 93.56

All networks All sizes 94.48 93.22 94.54

We also compare the obtained results with other state-of-the-art classifica-
tion models for pollen grain images. In particular, we compare with the results
reported in [1] where both classical feature extraction-based methods and deep
learning models were evaluated. The investigated techniques include histogram
of oriented gradients (HOG) [8] and local binary pattern (LBP) [31] features,
and multi-layer perceptron (MLP) [13] and support vector machine (SVM) [6]
classifiers, while the explored deep learning models include AlexNet [22] and
VGG [35].

The results are listed in Table 3. It should be noted that the results in [1]
are obtained based on a fixed split into 85% training data and 15% test data
and that this split is not publicly available. In contrast, we perform 5CV to
evaluate our method, and thus use slightly less training data while ensuring that
all available data is used once for testing.

Examples of correctly and incorrectly classified images from the training data
(by the full fusion approach) are shown in Fig. 4 and Fig. 5, respectively.
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As the final experiment, we extend our fusion approach to combine the output
of all 5CV results in the ensemble strategy to investigate the performance of
the model for the 1,991 test images of the ICPR challenge. Hence, instead of
combining 12 sub-models, we fuse the results of all 60 sub-models (5CV × 3
image sizes × 4 architectures). The results for this (evaluated by the challenge
organisers) and comparison to the top three performers of the ICPR challenge
are shown in Table 4.

Table 3. Comparison to other state-of-the-art methods from [1] based on the ICPR
2020 Pollen Grain Classification Challenge training data.

Approach type Features/Model Accuracy Weighted F1

Classical machine learning HOG features + RBF SVM 86.58 85.66

Classical machine learning HOG features + MLP 84.93 84.31

Classical machine learning LBP features + MLP 80.02 77.64

Deep learning AlexNet + augmentation 89.63 88.97

Deep learning Small VGG + augmentation 89.73 89.14

Deep learning Our approach 94.48 94.54

normal pollen anomalous pollen Alnus

Alnus debris debris

Fig. 4. Examples of correctly classified images.

4 Discussion

The results in Table 1 show that all networks deliver very good classification
performance, while EfficientNetB1 is slightly superior compared to the rest and
SeResNeXt-50 is slightly worse.
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Looking at Table 2, we can see that fusing the results from different image
sizes improves the classification performance for all four models. The perfor-
mance is further slightly improved when the results from different model archi-
tectures are also fused (final row of Table 2).

The comparison between our proposed method and other state-of-the-art
techniques in Table 3 demonstrates a clear superiority of our approach over the
other classification models. While, as mentioned, the training/test configuration
we employ is somewhat different from that of the other methods, it represents
arguably a harder test, yet as the results in the table clearly indicate we achieve
significantly better results both in terms of accuracy and weighted F1 score. In
addition, the techniques reported in [1] utilise the segmentation masks (which
are only available for the training dataset of the challenge) to obtain segmented
images. In contrast, our approach uses only the raw images as input and is
segmentationless.

Finally, the results in Table 4 shows the performance of our proposed method
on the actual test data of the ICPR challenge. By comparing the 5CV results
(last row of Table 3) and the challenge results (last row of Table 4), performance

normal pollen (debris) anomalous pollen (Alnus)

Alnus (normal pollen) debris (Alnus)

Fig. 5. Examples of incorrectly classified images. The ground truth class is mentioned
first and the predicted class in (brackets).

Table 4. Results on ICPR Challenge test data of our extended fusion approach and
the top three performers of the challenge.

Method/Team Accuracy Weighted F1

Zhangbaochang 97.53 97.51

Fang Chao 97.34 97.30

Penghui Gui 97.29 97.26

Our approach 96.28 96.30
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improvement in both accuracy and weighted F1 score can be observed. Com-
pared to the top performers of the ICPR challenge our approach delivers very
competitive performance with slightly inferior results (by 1.25% and 1.21% in
terms of accuracy and weighted F1 score, respectively). Further details of the
test set results can be found on the challenge website7. Note that the details of
the other approaches have not been disclosed at the time of writing this paper.

5 Conclusions

In this paper, we have proposed an effective approach to classify pollen grain
microscopic images to four pollen grain types. We exploit several fine-tuned con-
volutional neural networks at various image sizes and combine them in a simple
yet effective fusion framework. Our approach does not require segmentation and
we have demonstrated excellent classification results on the challenge’s train-
ing and test data sets. The performance can be potentially further improved by
incorporating other network architectures or other image resolutions or by more
sophisticated ensembling methods.
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Abstract. For tumor delineation in Positron Emission Tomography (PET)
images, it is of utmost importance to devise efficient and operator-independent
segmentation methods capable of reconstructing the 3D tumor shape.

In this paper, we present a fully 3D automatic system for the brain tumor
delineation in PET images. In previous work, we proposed a 2D segmentation
system based on a two-steps approach. The first step automatically identified
the slice enclosing the maximum tracer uptake in the whole tumor volume and
generated a rough contour surrounding the tumor itself. Such contour was then
used to initialize the second step, where the 3D shape of the tumor was obtained
by separately segmenting 2D slices. In this paper, wemigrate our system into fully
3D. In particular, the segmentation in the second step is performed by evolving an
active surface directly in the 3D space. The key points of such advancement are that
it performs the shape reconstruction on the whole stack of slices simultaneously,
leveraging useful cross-slice information. Additionally, it does not require any
specific stopping condition, as the active surface naturally reaches a stable topology
once convergence is achieved.

Performance of this approach is evaluated on the same dataset discussed in our
previous work to assess if any benefit is achieved migrating the system from 2D
to 3D. Results confirm an improvement in performance in term of dice similarity
coefficient (89.89%), and Hausdorff distance (1.11 voxel).

Keywords: Active surface · Automatic 3D segmentation · Positron Emission
Tomography

1 Introduction

PositronEmissionTomography (PET) is a crucialmethodology towards precise radiation
therapy treatment planning also to identify the most aggressive areas within the tumour.
In the era of “dose painting”, PET conveys valuable guidance for targeting tumours more
efficiently, escalating the radiation dose. Additionally, radiomics feature extraction from
PET imaging depends on a reliable tumour volume segmentation [1–4]. It is a necessary
prerequisite for obtaining accurate and reproducible PET parameters associated with the
cancer tissue [5, 6]. Nevertheless, delineating the volume of the tumour in PET images
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is still considered a challenging task [7, 8]. Despite manual segmentation is a common
choice in the clinical practice, it is time-consuming and dependent on the expertise and
clinical specialization of the physician. Concerning computer-aided segmentations, sev-
eral automatic or semi-automatic algorithms have been proposed so far [9–16]. Among
them, active contours (AC) [17–19] leverage a silhouette initially placed around the
tumour, which deforms and moves to fit the tumour boundaries. Such iterative evolution
of the contour is obtained by minimizing a real-valued multi-parameter energy function.
The lower the energy, the better the segmentation. In our recent study [20], we devised
an algorithm for the semi-automatic tumour segmentation that became fully automatic
in the case of brain lesions [21]. In the specific, 11C-labeled Methionine (MET) PET
imaging shows great sensitivity and specificity in the discrimination between healthy
versus brain cancer tissues. In this way, PET conveys complementary information to the
anatomical information derived fromMagnetic Resonance Imaging (MRI) or Computer-
izedTomography (CT) [22, 23], and under favourable conditions, itmay even outperform
them [24]. Starting from our 2D study [21], we implement a fully 3D automatic sys-
tem. In the previous study, the system performed the segmentation by individuating an
operator-independent rough contour surrounding the tumour. This initial contour (mask)
was located on an automatically selected PET slice. Once the initial mask was identified,
it was sent to an enhanced local active contour segmentation algorithm. In the specific,
it was leveraged a slice-by-slice marching algorithm coupled with a suitable stopping
condition, while segmentation on single slices was achieved through the active contour.
The main motivation to previous work was to obtain efficient, repeatable and real-time
PET segmentations. Another technical aspect is worthy of note: in PET images, the
planar resolution is greater than the vertical one and this physical aspect could introduce
an artificial preferential direction in the segmentation. For these reasons, the slice-by-
slice marching approach represented an efficient simplification moving an important
step toward 3D segmentation. Nevertheless, the slice-by-slice marching approach does
not consider what is happening in the PET slices above and below. This approach is
efficient as long as the tumour section changes continuously between slices. In other
cases, to remove this limitation, a fully 3D implementation is recommended [25].

For this reason, we propose a segmentation based on the evolution of a 3D active
surface (i.e. truly 3D). Summarizing, we have 1) created a new 3D initialization process,
2) replaced the slice-marching active contour with the evolution of an active surface,
3) reformulated the energy functional of the active surface to work efficiently in 3D. In
the last step, the energy function is adapted to PET imaging field and designed in such
a way that its minimum corresponds to the best possible segmentation. To assess the
performance of the system and to verify its suitability as medical decision tool in clinical
practice, we considered the same patient dataset of our previous work [21] by comparing
the gold standards, provided by three physicians, and the contours corresponding to
the intersection of the active surface with the PET slices. As a final note, while in
our previous study we demonstrated that the proposed approach was very efficient on
phantom experiments and performed better than several other state-of-the-art methods,
the present paper aims to show the improved performance obtainedmigrating the system
from2D into 3D.As suchwedeemedunnecessary the validationonphantomexperiments
and comparison with other methods.
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2 Materials and Methods

2.1 Patient Dataset and PET Protocol Acquisition

In [21], we performed an investigation on phantom experiments, demonstrating that
the algorithm was extremely accurate. The only place where we expect some room for
improvement is the clinical cases. Consequently, in this study, performance evaluation
was performed considering the only real clinical cases. In the specific, ten patients
with brain metastases have been retrospectively considered. Patients were referred to
diagnostic PET/CT scan before radiotherapy treatment (Gamma-Knife treatment) within
the same department using the same equipment. Tumour segmentation was performed
off-line without influencing the treatment protocol or patient management. No sensitive
patient data were accessed. As such, the institutional hospital medical ethics review
board approved the study protocol and all patients involved were properly informed
re-leased their written consent.

Patients fasted 4 h before the PET examination and successively were intravenously
injected with MET. The PET oncological protocol started 10 min after the injection and
it concerned the only brain area. Acquisitions were performed using the Discovery 690
PET/CT scanner (General Electric Medical Systems, Milwaukee, WI, USA). The PET
protocol included a SCOUT scan at 40mA, a CT scan at 140 keV and 150mA (10 s), and
3D PET scans. The 3D ordered subset expectation maximization algorithm was used to
PET image reconstruction. Each PET image consisted of 256 × 256 voxels with a grid
spacing of 1.17 mm3 and thickness of 3.27 mm3. Consequently, the size of each voxel
was 1.17 × 1.17 × 3.27 mm3.

2.2 Overview of the Proposed System

The present system inherits several features from the system described in our previous
work [21]. In this section, we highlight the key novelty aspects introduced. In previous
work, the first step was the automatic identification of the optimal starting 2D mask
surrounding the tumour using the region growing method. This mask was used as input
for the subsequent steps of the system, where the segmentation process was performed
combining a local region-based active contour algorithm, appropriately modified to
support PET images. In the specific, PET images were pre-processed into standardized
uptake value (SUV) images to normalize the voxel activity and to take into account the
functional aspects of the disease.AmongPETquantification parameters, SUV is themost
widely used in clinical routine. The obtained mask was then propagated to the adjacent
slices using a slice-by-slice marching approach. Propagation was performed in parallel
both upward and downward until a suitable stopping condition was met (automatic
detectionof the tumour-free slice). Finally, a user-independent three-dimensional volume
was obtained. The 3D shape corresponded to the assembly of all the contours produced
on every slice. Details can be found in [21].

The present system inherits the same pre-segmentation design (from PET images to
SUV images) while the fine segmentation is achieved evolving one whole active surface
which intersects and segments all PET slices at once, replacing the slice-marching active
contour. To initialize the 3D algorithm a 3D shape is required, instead of the 2D mask
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of the previous work. To generate a suitable initial shape, the 2D mask is transformed
in an ellipsoid enclosing the tumour. It is worthy of note that a regular surface, such as
the ellipsoid, used as starting condition helps the stability of the evolution of the active
surface. Also, we reformulate the energy function to work efficiently in the 3D space.
Figure 1 compares the 2D system proposed in [21] and the new 3D implementation
discussed here to highlight differences and improvements. A more detailed explanation
is reported in the following sections.

Fig. 1. A comparison of the two-step PET segmentation algorithm from our previous work (A)
and the new implementation introduced here (B). The new implementation substitutes the slice-
wise active contour and the slice-by-slice marching approach (blocks d, e, f, g, h, and i,) with
a fully 3D shape evolution (blocks d1, e1, and f1). In this way, cross-slice information that was
previously overlooked is now fully leveraged. The block ‘e’ was modified to provide a 3D shape
as initialization (block e1). Further, the shape evolution can run to convergence (i.e. to a stable
shape) without the need of an artificial stopping condition (block h).
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Ellipsoid Identification. To obtain a fully automatic segmentation, the initial 3D mask
enclosing the tumourmust be obtainedwithout any operator intervention. Con-sequently,
the system identifies the PET slice containing the maximum SUV in the whole PET
volumeby taking advantage of the great sensitivity and specificity of theMET radiotracer
in the discrimination between healthy and tumour tissues [26]. Once the current slice
with maximum SUV has been identified, an automatic procedure identifies the mask
surrounding the tumour. The voxel containing the maximum SUV is used as target seed
for a rough 2D segmentation based on the region growing method [21]. It is noteworthy
that this method is used only to obtain a rough estimate of the tumour contour. Starting
from this 2D rough segmentation, the major axes of the contour are used to obtain an
ellipsoid which contains the tumour. This 3D shape is fed into the next logical block
of the system where the delineation takes place through the fully 3D active surface
methodology.

The Fully 3D Active Surface. Starting from the model proposed by Lankton et al. [17]
where the local active contour was applied via independent segmentation of 2D slices,
we designed a procedure which achieves the simultaneous segmentation of all PET slices
by evolving a single surface within the corresponding 3D space. The ellipsoid obtained
by the pre-segmentation step is used as input and evolved to minimize the energy ‘E’
and consequently to fit the tumour silhouette.

The functional energy E is defined as:

E =
∫
S

(∫
Rin

χl(x, s)(SUV (x) − ul(s))
2dx +

∫
Rout

χl(x, s)(SUV (x) − vl(s))
2dx

)
dS

where:

• S is the active surface (3D) and dS is the surface area measure
• s is the surface parameter (2D)
• x is a point within the 3D volume and dx the volume measure
• Rin and Rout are the 3D regions inside and outside the surface respectively
• χl(x, s) is the indicator functionof a local neighbourhood around the surface pointS(s).

We choose these neighbourhoods to be spheres of radius l centred around each point
of the surface S. Note that the functionχl(x, s) evaluates to 1 in a local neighbourhood
around each surface point S(s) and 0 elsewhere.

χl(x, s) =
{
1 when x ∈ l − ball(C(s));
0 otherwise;

• ul(s) and vl(s) are the local mean SUVs within the intersections of this local
neighbourhood with the volumes Rin and Rout inside and outside the surface
respectively.

ul(s) = SI1(s)

VI1(s)
, vl(s) = SE1(s)

VE1(s)



362 A. Comelli and A. Stefano

SIl(s) =
∫
Rin

χl(x, s)SUV (x)dx, SEl(s) =
∫
Rout

χl(x, s)SUV (x)dx

VIl(s) =
∫
Rin

χl(x, s)dx,VEl(s) =
∫
Rout

χl(x, s)dx

The shape of the surface S then divides each such local region into interior local points
and exterior local points following the surface’s segmentation of the SUV. The local
means are specified in terms SI1(s), SE1(s), VI1(s), and VE1(s) which represent the local
sums of SUVs and the volumes of their respective portions of the local neighbourhood
χl(x, s) inside and outside the curve (within Rin and Rout). More precisely, the local
interior region may be expressed as Rin ∩ χl(x, s) and the local exterior region as Rout

∩ χl(x, s).

2.3 Performance Evaluation

In PET images, the only valid ground truth can be obtained using histopathology analysis
[7]. Obviously, after radiotherapy, such as Gamma Knife, the actual gold-standard is
impossible to retrieve. Consequently, we use manual delineations performed by three
clinicians with different expertise as a substitute for ground truth. Nevertheless, manual
segmentations performed by different operators are different. For this reason, we used
the software STAPLES [27] to generate a consolidated reference for each clinical case,
starting from the three different segmentations, and to evaluate the performance of the
proposed system.

We used performance parameters widely used for shape comparison in biomedical
imaging studies [12]:

• The dice similarity coefficient (DSC) to measure the spatial overlap between the
reference volume and the segmented one. it ranges between 0% (no overlapping) and
100% (perfect overlapping):

DSC = 2 × TP

2 × TP + FP + FN
× 100% (1)

The overlap between the two contours were measured according to true positive (TP),
false positive (FP), true negative (TN) and false negative (FN) voxels.

• The Hausdorff distance (HD) to measure the most mismatched pair of voxels, one
belonging to the boundary of the reference volume and the other belonging to the
segmented boundary:

HD = max{h(A,B), h(B,A)} (2)

where h(A,B) is the directed Hausdorff distance:

h(A,B) = maxa∈A

⎧⎨
⎩minb∈B

√√√√ n∑
k=1

(ak − bk)
2

⎫⎬
⎭ (3)
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These parameters take into account the similarity of the contours at each slice
providing an evaluation of the similarity of the overall 3D shape to the gold standard.

3 Results

Toassess the performance of the implemented 3Dsystem, 10 clinical cases of oncological
patients with brain metastases were considered. We compared the gold standards (see
Sect. 2.3) with the contours obtained by intersecting the active surface with the planes
defined by the PET slices. For each clinical case, we computed DSC and HD, and we
compared them with the corresponding results of the previous study [21]. The following
Table 1 gives the performance evaluation for the patient dataset. The 3D system showed
a mean DSC of 89.89 ± 2.60%, and the 2D system of 88.35 ± 2.37%. Despite a 1.54%
improvement of the DSC, a statistically significant difference (at 95%) was not obtained,
probably due to small number of patients.

Table 1. Performance evaluation comparison between 2D [21] and 3D systems.

2D 3D

Brain cancer DSC HD DSC HD

#1 91.70% 0.62 92.90% 0.53

#2 85.50% 1.54 85.90% 2.28

#3 84.70% 1.91 87.90% 1.01

#4 85.20% 2.37 89.70% 1.14

#5 89.40% 0.79 91.40% 0.46

#6 90.00% 1.40 91.20% 1.10

#7 87.10% 1.54 88.70% 0.98

#8 91.70% 1.54 92.10% 1.63

#9 88.70% 1.81 87.20% 1.39

#10 89.50% 0.66 91.90% 0.55

Mean 88.35% 1.42 89.89% 1.11

± std 2.60% 0.57 2.37% 0.56

± CI (95%) 1.61% 0.36 1.47% 0.35

± CV 2.94% 0.41 2.64% 0.51

Figure 2 reports the qualitative comparison between 2D and 3D segmentations and
the gold-standard.
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Fig. 2. An example showing the difference between the segmentations based on the active surface
and the slice-marching approach is proposed. In (a) segmentations based on slice-marching (red
contours) and the gold standards (yellow contours) are superimposed. Surfaces are rendered with
a certain degree of transparency to emphasize volume intersections. In the same way, the proposed
active surface segmentation (green contours) and the gold standard (yellow contours) are shown
in (b). (For interpretation of the references to color in this figure legend, the reader is referred to
the web version of this article.) (Color figure online)

4 Discussions

Inclusion of PET imaging in the treatment of oncological patients can convey several
benefits. In the specific, functional volume identification is a crucial step toward person-
alizedmedicine. For this reason,manyPET segmentation algorithms have been proposed
[9–11, 16, 28]. In this study, we upgraded our previous 2D system based on the active
contour and slice-marching [21] to fully 3D system based on the active surface. Some
aspects are worthy of note.

First, the present study describes a modification to our previous study to leverage
a 3D shape evolution capable of segmenting the PET slices all at once, and therefore
capable of leveraging additional cross-slice information that was not used at all before.
Moving toward fully 3D, some adaptations of the pre-segmentation algorithm were
mandatory. We implemented a simple and fast solution for the initialization purpose,
based on geometric considerations, identifying an ellipsoid following the main axes of
2Dmask surrounding the tumour to roughly including the most of the high uptake tissue.
The ellipsoid provided a reasonable and reliable initialization despite its simplicity.

Second, a significant benefit of the active surface over the slice marching approach
is that it does not require any stopping condition [21], as the tumour boundaries are
naturally managed in the vertical direction as well (i.e. the direction perpendicular to the
PET slices).
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Third, the previous system [21] was already efficient on phantom experiments. Now,
we expect an improvement in the clinical data side. Consequently, in this study, the per-
formance comparisons are performed considering the only real clinical dataset making
the use of phantoms unnecessary to the purposes of this study. The quantitative valida-
tion was not just to test the performance of the model itself, but to assess if the migration
into 3D yielded a practical benefit. Similarly, while in the previous work, the slice-by-
slice marching approach showed better performance than several other state-of-the-art
methods (i.e. the original local active contour method [17], the region growing method
re-implemented by us [29], the original enhanced random walks method described in
[30], and the fuzzy C-means clustering method re-implemented by us [31]), the present
paper aims to demonstrate the improved performance obtained migrating the system
from 2D to 3D. As such we deemed unnecessary a thorough comparison with other
state-of-the-art methods. The desired improvements were confirmed in terms of DSC,
and HD values motivating the investment made in terms of time in revamping an exist-
ing 2D segmentation system into a fully 3D system. The 3D approach not only removes
some limitations of the 2D system but it also improves the segmentation. Furthermore,
in terms of computational complexity, the difference between the two approaches was
minimal with a segmentation time < 1 s for both implementations.

Finally, the inclusion of machine learning components [32–35] and anatomical
information from MRI or CT images will be reserved for future developments.
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Abstract. Loss functions are error metrics that quantify the difference
between a prediction and its corresponding ground truth. Fundamen-
tally, they define a functional landscape for traversal by gradient descent.
Although numerous loss functions have been proposed to date in order
to handle various machine learning problems, little attention has been
given to enhancing these functions to better traverse the loss landscape.
In this paper, we simultaneously and significantly mitigate two promi-
nent problems in medical image segmentation namely: i) class imbalance
between foreground and background pixels and ii) poor loss function con-
vergence. To this end, we propose an Adaptive Logarithmic Loss (ALL)
function. We compare this loss function with the existing state-of-the-
art on the ISIC 2018 dataset, the nuclei segmentation dataset as well
as the DRIVE retinal vessel segmentation dataset. We measure the per-
formance of our methodology on benchmark metrics and demonstrate
state-of-the-art performance. More generally, we show that our system
can be used as a framework for better training of deep neural networks.

Keywords: Semantic segmentation · Class imbalance · Loss
functions · U-Net · FocusNet

1 Introduction

With advances in technology, deep convolutional networks have become a fast
and accurate means to carry out semantic segmentation tasks. They are widely
used in most applications in 2D and 3D medical image analysis. The networks
effectively learn to label a binary mask as 0, for every background pixel and
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Fig. 1. The plot shows the value of the derivative of our loss against the value of the
Dice Loss that it optimizes. It can be seen that for smaller values of the loss metric,
a larger loss is backpropagated. γ is fixed empirically based on initial experiments to
any value on the x-axis.

as 1 for the foreground. Historically, the Binary Cross Entropy loss emerged as
the loss function of choice for this per-pixel labelling task. It generally works
well for classification and segmentation tasks, as long as the labels for all classes
are balanced. If one class dominates over the other, the imbalance results in
the network predicting all outputs to be the dominant class, due to convergence
to a non optimal local minimum. Some recently proposed loss functions such
as the dice loss and the Focal Loss [7] tackle this problem by weighting some
outputs more than others. Other losses such as the Generalized Cross Entropy
Loss [11] have been shown to be robust to noisy labels. General evaluations of
these losses is done by calculating the overall overlap between the ground truth
and the prediction. The most basic form of such a metric is the Jaccard Index.
In contrast, the Dice Index assigns a higher weight to the true positives, and
is given by the formula: DI = 2|G∩P |

|G|+|P | where G is the ground truth mask and
P is the predicted mask. Due to its high weight on the true positives, DI is
also widely used as a loss function. The Tversky Index [9] is another proposed
metric, that adds further weight to the false positives and false negatives to
get better predictions. These similarity metrics are generally converted to loss
functions by optimizing over a sum of their class-wise difference from the optimal
value. Their general form is L =

∑
c(1 − M) where the metric, M , can be the

Jaccard, Dice or the Tversky Index. The subscript indicates a summation over
the number of classes, c. Although many loss functions have also been proposed
[5,10,12] as weighted combinations of these losses, none of the existing losses
in medical image segmentation explicitly account for both class imbalance, as
well as network convergence, even though methods to tackle such problems exist
in other computer vision applications [4]. In this paper, we propose to enhance



370 C. Kaul et al.

the properties of the Dice Loss using our methodology. We conduct an extensive
hyperparameter search for our loss and empirically show that our technique
leads to better convergence of the dice loss under even less optimal settings of
the hyperparameters. We compare with state-of-the-art for the same problems,
and show performance gains over them. We use the U-Net [8], and FocusNet [6]
architectures to compare results. Our enhancement experiments with the Dice
Loss due to its popularity in medical image segmentation tasks, but in theory, any
loss function could be used here. The rest of the paper is organized as follows. In
Sect. 2, we discuss our loss function. Section 3 describes our evaluation. Results
are presented in Sect. 4 and we conclude with Sect. 5.

2 Adaptive Logarithmic Loss

We motivate the need for our loss based on the properties a good loss function
should possess. Once a loss function computes the error between the label and
the ground truth values, the error is backpropagated though a network in order
to make it learn. This fundamental task is generally conducted well by all loss
functions, though some tend to converge faster than the others. Empirically,
Tversky Loss converges in lesser epochs compared to the earlier proposed losses
such as CE or the Jaccard Loss. A good loss function should not take too long
to converge. It is an added bonus if it speeds up convergence. Secondly, a loss
function should be able to adapt to the loss landscape closer to convergence.
Keeping these points in mind, we construct a loss function that can both, con-
verge at a faster rate, as well as adaptively refine its landscape when closer to
convergence. The formula for this adaptive loss is given by,

ALL(x) =
{

ω ln(1 + |DL|
ε ) |DL| < γ

|DL| − C otherwise
(1)

where C = γ − ω ln(1 + (γ
ε ) is used to make the loss function differentiable

and smooth at |DL| = γ and DL is the computed dice loss. γ, ω and ε are
hypermarameters of this loss function. Further, as the dice loss lies between
[0, 1], we experiment with values of γ that are [0, 1] to find the optimal threshold
to shift to a smoother log based loss for convergence close to the minima. As log
is a monotonic function, it smoothens the convergence. The derivative of this loss
can be computed via the chain rule. It is visually shown in Fig. 1. Differentiating
a function of a function results in the product of two derivatives. This results in,
[ALL(DL(·))]′ = ALL′(DL) × DL′(·), where the plot of ALL′(DL) is shown
in Fig. 1. Hence, given any loss as input to our adaptive function, it’s derivative
will be multiplied by a smooth differentiable function that would in turn remove
any discontinuities. After experimentation, we observed negligible computational
overhead compared to other loss functions for computing our loss. We found the
optimal values for the hyperparameters to be, γ = 0.1, ω = 10.0 and ε = 0.5.
The loss is mainly sensitive to the value of γ, while ω and ε can be kept constant
(as we observed little change in the value of the loss across these two parameters
once they had been optimally set).
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Table 1. Optimizing the values of ω and ε over the corresponding Jaccard Index (%).
Values are averages of 3 runs. Experiments conducted with constant γ = 0.1. JI with
baseline Dice Loss = 71.36. Results obtained using FocusNet.

ε ω

6 8 10 12 14 16

0.3 81.43 81.48 81.51 81.59 81.90 81.67

0.5 81.97 81.57 82.43 82.24 81.58 81.07

1.0 81.78 82.11 81.84 81.73 82.21 81.96

2.0 81.75 81.99 82.18 81.58 81.71 81.63

Table 2. Optimizing the values of γ over the Jaccard Index (%). Values are averages
of 3 runs. Experiments conducted with constant values of ω = 10, ε = 0.5. JI with
baseline Dice Loss = 71.36. Results obtained using FocusNet.

γ 0.08 0.10 0.12 0.15 0.20 0.30

JI 81.60 82.43 81.54 81.51 80.85 80.97

3 Evaluation

The experiments for our methodology are conducted with two architectures. We
use the benchmark U-Net [8] and the attention based FocusNet [6]. A generic
U-Net is enhanced with batch normalization, dropout and strided downsampling
to improve on it’s performance. The FocusNet architecture used is exactly the
same as proposed in [6]. We use 3 datasets that exhibit varying class imbalance
for our experiments, to study the effect of our loss on them. The ISIC 2018
skin cancer segmentation dataset [3], the data science bowl 2018 cell nuclei seg-
mentation dataset, and the DRIVE retinal vessel segmentation dataset [2] are
used. We do not apply any pre-processing excepting resizing the images to a
constant size and scaling the pixel values between [0, 1]. For the DRIVE dataset,
we extract 200,000 small patches from the images (mostly within the field of
view, along with some edge cases) to construct our dataset. The images for the
ISIC 2018 dataset were resized to 192 × 256, keeping with the aspect ratio of
the training set. The images for the cell nuclei segmentation task were resized
to 128 × 128. The patches extracted from the DRIVE dataset were of the size
48 × 48. The data for all experiments is divided into a 80:20 split. To keep the
evaluation fair, we do not use any augmentation strategies as different augmen-
tations can effect performances differently. We apply a grid search style strategy
to find the optimal hyperparameters of our loss, where we first run some initial
tests to see the behaviour of the loss given some hyperparameters, and then tune
them. Initially, we set γ = 0.1 and tuned the values of ω and ε to their optimal
settings. Then, we use the empirically estimated ω and ε to find the optimal
value for γ. The values obtained are shown in Table 1 and 2. From the tables we
can see that the loss is not affected a lot by changes in ω or ε, but even small
changes in γ can cause significant changes in the loss value. This is graphically
verified via the derivative of the loss in Fig. 1 where we can see that for small
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values of γ, the penalty for getting a prediction wrong is a lot larger. All exper-
iments were run using Keras with a TensorFlow backend. Adam with a learning
rate of 1e−4 was used. A constant batch size of 16 was used throughout. Our
implementation of the loss will be available on GitHub. The experiments were
run for a maximum of 50 epochs. To evaluate the performance of our loss, we
compute the intersection over union (IoU) overlap, recall, specificity, F-measure
and the area under the receiver operator characteristics curve (AUC-ROC) of
the corresponding network predictions trained on various loss functions.

(a) Skin cancer segmentation ROC. (b) Cell nuclei segmentation ROC.

Fig. 2. Our loss has a better Area Under the ROC curve than the baseline in both
cases. When the imbalance is higher (Fig. 2b), our loss provides a much more robust
and significant Area Under the ROC curve than the baseline, demonstrating a superior
convergence. The curves are plotted for the best performing models for our experiments
on the tasks.

4 Results

We compare the performance of our loss (Table 3) with the Jaccard Loss (JL),
Dice Loss (DL), Tversky Loss (TL) [9], Focal Loss (FL) [7] and the Combo
Loss (CL) [10]. The ISIC 2018 dataset shows the least imbalance and hence
the results are fairly even for this dataset, though our loss does manage to get
the best in class IoU. This is also exhibited in Fig. 2a where we plot the ROC
curves. FocusNet with the ALL gets the best area under the curve. We also
compared FocusNet trained with the ALL against the recently proposed Focal
Tversky Loss [1] for the ISIC 2018 dataset. We used the same train-test split
as their implementation based on their open sourced GitHub code and averaged
our results over 3 runs. Our loss outperforms their architecture trained on their
loss by 1.53% on the Dice Index. We also report a better precision and recall
than their methodology. The results for this experiment are shown in Table 4.
The nuclei segmentation dataset exhibits more class imbalance, and in such
a case our loss shows significantly superior performance compared to all the
other losses. We get significant gains over the baseline AUC as shown in Fig. 2b.
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Table 3. Segmentation results for the three datasets. All values in the ISIC 2018
experiments, Data Science Bowl and the DRIVE retinal blood vessel segmentation
datasets are averaged over 5, 3 and 2 runs respectively to average out the effects of
random weight initialization as much as possible. The values reported are all in %.
Here, [8] and [6] are the U-Net and the FocusNet architectures respectively, with the
relevant loss function. TNR is the True Negative Rate (Specificity).

Method ISIC 2018 Data science bowl 2018 DRIVE

Recall TNR Jaccard Recall TNR Jaccard F1 Recall Jaccard

[8] (JI) 78.62 85.21 72.96 76.27 81.29 73.64 78.46 73.28 65.37

[8] (DL) 76.12 83.74 69.34 74.92 82.85 64.57 78.94 74.10 67.79

[8] (TL) 80.82 86.98 74.18 79.21 85.81 77.72 79.89 74.47 66.18

[8] (FL) 83.76 89.85 79.17 78.27 86.88 78.82 80.07 75.65 68.96

[8] (CL) 82.19 87.96 75.87 77.34 85.63 78.24 79.26 74.33 67.42

[8] (ALL) 83.56 88.47 77.69 79.88 87.27 79.71 81.41 75.83 69.23

[6] (JI) 80.13 86.17 72.28 77.12 84.19 74.97 77.87 73.28 64.67

[6] (DL) 80.78 85.81 71.92 78.37 84.92 77.82 77.86 73.98 64.71

[6] (TL) 84.86 90.62 77.63 79.64 88.27 77.28 81.31 74.19 68.66

[6] (FL) 86.19 93.95 82.78 79.26 89.17 78.73 81.28 76.89 69.57

[6] (CL) 84.82 86,19 78.63 80.65 87.34 79.35 78.64 74.18 68.34

[6] (ALL) 86.62 92.78 82.84 82.51 90.86 81.37 82.17 76.13 70.96

Table 4. Experiments run for the ISIC 2018 dataset training-validation-test split in
[1]. Our reported values (in %) are averaged over 3 runs. ‘M’ denotes Multi Scale Input.
‘D’ denotes deep supervision.

Method Dice Precision Recall

U-Net (FTL) 82.92 79.74 92.61

Att-U-Net+M+D (FTL) 85.61 85.82 89.71

FocusNet (ALL) 87.14 88.11 90.47

FocusNet with just the Dice Loss suffers from poor convergence and does not
get competitive results. We do not compare the DRIVE dataset by the AUC
or accuracy as these metrics are fairly saturated for this dataset and do not
offer any statistically significant insights. It is interesting to note that we do
get an improved F-measure score and the best in class IoU, which given the
large number of patches extracted, is statistically significant. Overall, our loss
shows significantly better performance than the baseline Dice Loss for all three
datasets, which means that it manages to optimize the loss to a significantly
better minimum on the loss landscape leading to a more optimal solution. In
all cases, the trend shown by our loss is to converge to within delta of the
optimal solution and then refine the convergences using the adaptive strategy.
Without the adaptive strategy, our loss often gets stuck in local minimum, which
reiterates the importance of having such a piece-wise continuous loss. The other
loss functions (especially Dice Loss) exhibit slightly unstable convergence. We
observed that our loss mostly converged faster than JL, DL, TL and CL. FL
convergence is at par with our loss, while TL converges more smoothly. We verify
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Fig. 3. Comparing the influence of different loss functions on FocusNet. The plot shows
the validation Jaccard Index on the ISIC 2018 dataset vs the number of epochs.

this visually by plotting the behaviour of the losses against the number of epochs
(see Fig. 3). Compared to the other losses, we observed no extra computational
overhead and the need to tune just one hyperparameter during training. This
coupled with a better handling of class imbalance makes our loss a superior
choice for such class of problems.

5 Conclusion

In this paper, we proposed an enhanced loss function that potentially constructs
a loss landscape that is easier to traverse via backpropagation. We tested our
approach on 3 datasets that show varied class imbalance. As the imbalance in
the data increases, our loss provides a more robust solution (along with better
convergence) to this prominent problem compared to other state-of-the-art loss
functions. We base our conclusions on carefully constructed evaluation metrics
for each task that show significantly superior performance in favour of our loss
compared to the baseline.
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Abstract. Cone-beam computed tomography (CBCT) is widely used
in clinical diagnosis of vertical root fractures (VRFs) which presents as
crack on the teeth. However, manually checking the VRFs from a larger
number of CBCT images is time-consuming and error-prone. Although
the Convolutional Neural Networks (CNN) have achieved unprecedented
progress in natural image recognition, end-to-end CNN is unsuitable to
identify VRFs due to crack appears to be multi-scales and their complex
relationships with surroundings tissues. We proposed a novel Feature
Pyramids Attention Convolutional Neural Network (FPA-CNN), which
incorporates saliency mask and multi-scale feature to boost the classifi-
cation performance. Saliency map is viewed as spatial probability map
where a person might look first to make a discriminative conclusion.
Therefore it plays a role of high-level hint to guide the network focus-
ing on the discriminative region. Experimental results demonstrate that
our proposed FPA-CNN overcomes the challenge arised from multi-scale
crack and complex contextual relationships.

Keywords: Vertical root fractures · Attention · Weakly supervised

1 Introduction

Cone-beam computed tomography (CBCT) is the most sensitive imaging tech-
nique with the lowest medical exposure in diagnosing incomplete vertical root
fracture (VRFs) among the common radiological examinations [19]. The early
detection of VRFs is important to prevent extensive and additional damages to
the periodontal tissues and also unnecessary treatment and costs [25]. Unfor-
tunately, clinical examination provides limited information for VRF detection
and is based on unspecific signs and symptoms [3]. The radiologic evaluation of
VRFs may be improved by the use of tridimensional imaging such as cone-beam
computed tomographic (CBCT) imaging [4,21].
c© Springer Nature Switzerland AG 2021
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Fig. 1. The CBCT image samples. The co-occurrences of multi-scale crack in differ-
ent regions makes the classification difficult to CNNs. The red circles denote the VRFs
region, while the green circles denote the healthy tissue that is prone to be identified
as VRFs. (a) is located in cross area between upper and lower jaw, which shows that
there are many cracks which should not be identified as VRFs. (b) and (c) show that
there exist confused cracks in various scales. (Color figure online)

Manually checking the existence of the VRFs from CBCT images one by
one is time-consuming and error-prone. Hence, it is practically meaningful to
develop an automatic method for checking the VRFs via CBCT images. Deep
Convolutional Neural Network (CNN) is a special type of Neural Networks. CNN
have proven to be useful models for tackling a wide range of visual tasks such
as classification [13,30], Segmentation [20,26] and Objection Detection [24]. The
powerful learning capability of CNN is due to the use of hierarchical feature
extraction layers which obtain semantics from input images.

The challenge of identifying VRFs in CBCT images is arised from multi-
scale cracks and complex contextual relationships. As shown in Fig. 1. Crack in
neighbouring teeth and rows of teeth is similar to the real VRFs in a range of
scales. Therefore, high spatial resolution and strong semantic information are
required to achieve this challenge. However, the spatial resolution and semantic
information compete with each other. Hence, the traditional end-to-end CNN is
unsuitable for this problem.

Most successful CNNs perform outstandingly under the supervised learn-
ing framework, which require ground-truth labels to be given for a big train-
ing data. The pixel-level, region-level and image-level ground-truth are fed into
the CNNs to process Segmentation, Detection, and classification model building
respectively. Recently, weakly supervised learning has made big progress. These
works use low-level ground-truth at train stage, and predict the high-level label,
e.g. Additional informations such priori knowledge, reasonable constraint, and



378 Z. Xu et al.

partial labels are exploited for achieving the goal. Among the these researches
about weakly supervised learning, many works indicate that CNN trained for
classification using image-level label has the power of locating. This means CNN
implicitly learns how to extract the discriminate region for classification task.
This is also the reason why these weakly supervised learning CNN should initial-
ize from a well trained classification CNN instead of initializing it from scratch.
As mentioned above, the classification CNN designed for nature image recog-
nition can not work normally on this problem. Well trained classification CNN
implies high-level knowledge. In reverse, can some high-level hint help training
a good classification CNN?

In this paper, we exploit the coarse image saliency in guiding the CNN to
learning the feature of VRFs. We build some coarse image saliency in which there
are pixels labelled as seed. After that, a level-set method are applied to generate
a more reasonable image saliency from seed pixels. Then, these image saliency
actor as high-level hint, which guides the region based attention module to learn-
ing the saliency features. Finally, the saliency is used as soft attention probability
mask to let the classification submodule focusing on discriminative regions. All
in all, We proposed a Feature Pyramids Attention Convolutional Neural Net-
work (FPA-CNN) which incorporates saliency mask to boost the classification
performance in our challenging dataset.

The rest of paper is organized as follows. We first review some related works,
and clarify the difference from ours in Sect. 2. And then we introduce database
used in our study, later present the FPA-CNN in Sect. 3. In Sect. 4, we evaluate
the performance of our method by comparing with several state-of- the-art CNN
architecture.

2 Relate Work

2.1 VRFs Recognition

In literature, the neural network is introduced for detecting vertical root fracture
in ex-Vivo [12]. They use extracted premolars with no carious lesions as study
object and the adjacent anatomic structures are ignored. Johari [10] takes almost
the same routine with additional denoising method. The main difference between
their work and ours are that all the CBCT images in our dataset are captured
in-vivo. So our images contains the whole jaw and are affected by artifacts.
What’s more, the difference between individuals can not be ignored. In contrast
to FPA-CNN, their work focus on images which contains only one tooth. As far
as we know, these has not been exploiting by preview works.

2.2 CNN Based Image Classification

Starting with LeNet-5 [14] and AlexNet [13], convolutional neural networks
(CNN) have typically a standard structure, stacked convolutional layers are fol-
lowed by one or more fully-connected layers. There are many state-of-the-art



Exploiting Saliency in Attention Based Convolutional Neural Network 379

CNN perform well on nature images. [28] and [6] boost the CNN classification
capability using deeper hierarchical layers and the shortcut structures. [9,29,30]
make a tradeoff on width and depth of the network. And features from various
receptive field are fused to get better discriminate feature. Hu et al. [7] propose
a mechanism that allows the network to perform feature recalibration, which
can learn global information to selectively emphasise informative features and
suppress less useful ones. Huang et al. [8] connects each layer to every other layer
in a feed-forward fashion, which result in significant improvements at the cost
of more graphic memory at training stage.

Although large scaled CNN requires a great amount of data, we can transfer
the CNN pretrained on large dataset to a domain which has a small amount of
data. Our FPA-CNN use a pretrained resnet50 as our basic networks to extract
the shared features for next feature pyramids module and region based attention
module.

2.3 Weakly Supervised Learning

Weakly Supervised Learning in CNN. Weakly supervised learning is an
umbrella term covering a variety of studies that attempt to construct predictive
models by learning with weak supervision [34]. Here we focus on a specified
situation where region-level or pixel-level information are implicitly learnt using
image-level labels. Zhou et al. [33] indicate classification CNN is able to localize
the discriminative image regions on a variety of tasks despite not being trained
for them. This localization ability can even be improved by using global average
pooling layer, global max pooling layer [32], or log-sum-exp pooling layer [23].
Recently, Zhu et al. [35] designs a network module, Soft Proposal(SP), which
can be plugged into any standard convolutional architecture to introduce the
nearly cost-free object proposal.

This sounds free ability of classification CNN make many weakly supervised
learning possible. Ahn et al. [1] learning instance segmentation with image-level
class labels as supervision. They combine the localization ability of classification
CNN and traditional image processing methods to generates pseudo instance
segmentation labels of training images. Then the pseudo instance segmentation
are used to train a fully supervised model. Joon et al. [22] add extra information
called ‘seed’ into the processing of generating pseudo. Furthermore they use the
region proposed by well trained classification CNN as a binary mask segmenting
the one object a person is most likely to look first. Image saliency has multiple
connotations. Binary mask is just one kind of definition. In this paper, we view
image saliency as a spatial probability map of where a person might look first
to make a discriminative conclusion, which is similar to [31].

Propagating Labels. Inspired by [31], we define image saliency as a spatial
probability map of most discriminative region. The saliency map can be gener-
ated by classification CNN in a weakly supervised method mentioned as above,
or it can also be labeled by human which is also called ‘seed’. One simple way
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to propagate the label from known pixel to unknown pixel is to merge the pixel
into super pixel. This process is very similar with clustering algorithm, and the
‘distance’ is defined as the similarity between pixels. [2,5,27] can take full use of
neighbouring information around the pixel to group pixels. There are many works
combining the CNN and information propagated on image saliency [16,22,35].
However these works only take the information around the label into account.

In this paper we utilize the active contour model [11], also called snakes to
propagate the information from the local seed to the whole image, which consid-
ers the global information in image. Early active contour models are formulated
in terms of a dynamic parametric contour C(s, t) : [0, 1] × [0,∞] → R2 with a
spatial parameter s in [0, 1] which parameterizes the points in the contour, and
a temporal variable t ∈ [0,∞]. The active contour model given in a level set for-
mulation is called an implicit active contour or geometric active contour model,
which is able to handle topological changes, such as splitting and merging, in a
natural and efficient way. So we take distance regularized level set (DRLS) [15]
method as our information propagation method. The details will be explained
in next section.

3 Materials and Method

3.1 VRFs DataSets

The data is collected randomly from patients in cooperative stomatological hos-
pital, which guaranteeing the practical usage of final models driven by it. The
data desensitization is also applied for privacy protection. The dataset was con-
sist of 9219 CBCT images coming from 37 subjects. There are about 250 images
per subject, which generated by scanning in vertical directions. Among those,
there are only 1868 positive instance, in which there exist VRFs. By the time
we trained the networks, and is growing bigger. We aim to label at least 5k pos-
itive instance regardless of the negative quantity. Patients are in sitting position
and keep the mandible parallel with ground during the scanning. All image is
collected by a NewTom VG with 110kv of X-ray tube voltage, and 0.125mm of
reconstructed resolution. Traditional techniques of image enhancement such as
Gaussian filter and histogram equalization are applied to highlight the fractures
for next labelling work.

At the labelling stage, dentists label each image that exists VRFs as positive
instance. What’s more, there are about 18 subjects have the scribble on the
teeth. These scribble indicating the image saliency, i.e. the spatial probability
map of most discriminative region. Most important of all, these scribble is easily
obtained and can be done by non-professional person. Three typical types of weak
supervision [34]: incomplete supervision, where only a subset of training data is
given with labels; inexact supervision, where the training data are given with
only coarse-grained labels; and inaccurate supervision, where the given labels
are not always ground-truth. Scribble labels used in our datasets play a role
of incomplete supervision. That means the scribble only indicating the partial
discriminative region, so the level-set is applied to propagate the information
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Fig. 2. The information propagation and subjects difference. (a) the red regions
are labeled manually, indicating the discriminative regions. However, only partial of
regions are labeled. So the level-set are applied to propagate the information from
the known regions to unknowns. The yellow arrows show the directions of information
propagation (b) shows the results generate image saliency. Notice that all the teeth
have been marked by the generate labels, which will guide the network to checking
the existence of VRFs. Comparing to Fig. 1 this fig also shows the differences between
the subjects (The contrast of images from different subject varies), which increase the
difficulty of VRFs recognition. (Color figure online)

from local to global. What’s more, there are only 50% of images have scribbled
labels, which can also be viewed as incomplete supervision. So regularized level
set is applied to propagate information from the partial labels to global images.
These generated saliency plays a role as high-level hint in our FPA-CNN to
guides the networks choose the right discriminative regions. Figure 2 shows this
process of the labeling and the generated saliency map in our dataset.

3.2 Feature Pyramids Attention Convolutional Neural Network

In order to incorporate the generated saliency and recognize the various scales
of VRFs. We propose a novel classification network FPA-CNN. There are two
important modules. One of which is feature pyramids module, the other is soft
attention module. ResNets [6] are adopted as our backbone, on which the mod-
ules are attached. The FPA-CNN structure can be seen in Fig. 3.

Feature Pyramids Module. The feature pyramids [17] are a basic module
in recognition systems for detecting objects at different scales. As mentioned
above, The co-occurrences of crack in different scales requires network has well
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Fig. 3. FPN-CNN overview. ResNets are adopted as backbone, on which the feature
pyramids module and attention module are attached. At last the processed feature
maps are fed into classification net.

perception in multi spatial resolution. So we add Feature pyramids module to
our backbone network to get a feature extracter that can handle the various
scales of VRFs.

There are two significant information flow in feature pyramids. The bottom-
up pathway is the feedforward computation of the backbone ConvNet, which
computes a feature hierarchy. Specifically, for ResNets there five residual block.
Denoting the output of these residual blocks as C1, C2, C3, C4, C5 for conv1,
conv2, conv3, conv4, and conv5 outputs, which have strides of 2, 4, 8, 16, 32 pix-
els with respect to the input image. However, only C2, C3, C4, C5 are used to
generate the final feature maps, in consideration of graphic memory (C1′s fea-
ture map consumes a lot).

The topdown pathway fuses the low-level features and high-level features.
The low-level features have strong spatially resolution, while the high-level fea-
tures have strong semantically information. The high-level feature maps is then
merged with the corresponding low-level map (which undergoes a 1×1 convolu-
tional layer to reduce channel dimensions) by upsampling followed by element-
wise addition. Additional 3×3 convolution is applied on each merged map to
generate the final feature map set P2, P3, P4, P5. This set of fusion feature maps
makes perception in multi resolution possible. The details of feature pyramids
module is shown in Fig. 4.

Saliency Driven Attention. VRFs can been view as cracks in teeth. In the
mean while, there are a large number of regions seem look crack, e.g. the regions
between teeth and healthy tissue (green circles in Fig. 1 picture (b)) Attention
module helps later classifier overcoming these confusing regions.
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Fig. 4. Feature pyramids module. The fusion feature maps makes perception in
multi resolution possible.

Attention module is actually a small network. It uses the feature maps C5 as
its’s input features. It’s output is spatial probability map of where a person might
look first to make a discriminative conclusion, that is the image saliency. C5

undergoes a 3 × 3 convolutional layer to get the context information around the
pixels, then followed by a 1×1 convolutional layer to reduce channel dimensions.

The final outputs has two channels presenting the degree of confidence that
the region should be a discriminative area. A spatial probability map A1 is
obtained by Softmax layer regularizing the outputs. This A1 indicates the most
discriminative regions on which the classification decision should be made.

Features Aggregation. The classification subnet combines the outputs from
feature pyramids module and attention module. The attention output A1 is
applied to each features in P2, P3, P4, P5 by element-wise multiplication. Upsam-
pling is applied if the size of two features dismatch in shape. In A1 Those discrim-
inative regions have a higher weights, so the multiplication of A1 and Pn where
n ∈ 2, 3, 4, 5 is actually a soft attention which emphasize the focus regions and
reserve the less importance regions. And we denote the results of multiplication
as P ′

2, P
′
3, P

′
4, P

′
5 Then a ROI max pooling [24], also called adaptive max pooling,

is applied to each feature map in P ′
2, P

′
3, P

′
4, P

′
5 to get the same features shape

in regardless of inputs size. Finally, The results of pooling are concatenated and
flatted before sent to the full connected layer. This is shown in Fig. 5.

Joint Training. FPA-CNN has two kinds of loss items. Attention loss measures
difference between the generated discriminative regions from level-set and those
from attention net. Due to there are only 50% images have supervision informa-
tion from level-set method, the attention loss is optional. Classification loss is
the main loss, which guides the FPA-CNN to learning the proper information.
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Fig. 5. Attention module and classification. The attention module generates the
image saliency, which is used on the inputs of classification net as soft attention.

What’s more, the classification loss can affect the attention module, thus the
generated image saliency mainly incorporates the classification information and
the supervision image saliency for attention module only play a role of assistant
at the very begin of trainning.

4 Experiments

we compare our FPA-CNN with ResNets [6], InceptionV3 [30] by calculating the
Area Under Curve (AUC) of Precision-Recall (PR) Curve. The reason why we
choose PR curve is that we only care about identifying the VRFs. Even if the
image do not contains the VRFs, there is no promise that other symptom do not
exist. Therefor PR curve is a good choice due to it focus itself on single class.
First of all, we present some experimental setting. The learning rate and weights
decay are 10−5 and 10−2 respectively for next experiments. Stochastic Gradient
Descent with momentum 0.9 is applied as our optimizer. What’s more, we train
each networks until the classification loss value on testing dataset doesn’t descend
for 5 epoch to avoid over-fitting. As for the spliting of dataset, we split the
dataset into training part and testing part in two way. The one is splitting at
image level which is a general way in nature image domain, the other is splitting
at subject level which considers the differences between subjects and the image
similarity from same subject. Due to the images from the same subject are
actually continuous in spatially, splitting at image level will implicitly introduce
the information of training dataset to testing. When there comes a new subject,
the network fail. Splitting at subject level is suitable for this special dataset.
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Fig. 6. Network Precision-Recall curve

In the next experiments, we pick 33 subjects from 37 as training data and the
remains used as testing data.

Another key points is that dataset is unbalance, so the image containing the
VRFs is in the minority. In order to elimination arised from the imbalance data,
we choose the weighted cross entropy and focal loss [18] as our classification
loss. The positive and negative have the coefficients of 0.9 and 0.1 respectively
in weighted cross entropy. And the hyperparameter γ in focal loss is 2, which is
a relatively moderate. Table 1 shows this two kinds of loss function. We observe
that the weighted cross entropy performs better than focal loss, therefore we
adopt the weighted CE loss as out standard function loss for next experiments.

Figure 7 shows the network PR curve on test dataset. A-CNN’s structure is
the similar to FPA-CNN except features pyramids module. Although Resnet50
and InceptionV3 seem to have a little discriminative capability, the 26% is almost
reaching the positive rate in test dataset. This result indicates that Resnet50
and InceptionV3 has almost no discriminative capability on test dataset. A-CNN
makes a big progress with the help of region proposal attention module. However
this discriminative capability stay in a narrow interval, and there is a steep
drop in PR curve. The FPA-CNN gain a relative wider range of discriminative
probability, due to the feature pyramids module provides a multi-scale adaptive
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Fig. 7. Attention regions for classification decision

features. Then we compare the focusing regions of network, Fig. 6 shows the
saliency image of discrimination, from which we find a possible explanation of the
poor performance of Resnet50 and InceptionV3. In contrast to original version,
our FPA-CNN focus on the suitable regions which enhances the useful features
as well as reduces the misleading information introduced by backgrounds.

Table 1. The AUC results on different loss function

Method Base Focal Loss Weighted CE

Resnet50 0.327 0.332 0.365

InceptionV3 0.315 0.323 0.334

FPA-CNN 0.565 0.573 0.592
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Abstract. A key step of the diagnosis of Idiopathic Pulmonary Fibro-
sis (IPF) is the examination of high-resolution computed tomography
images (HRCT). IPF exhibits a typical radiological pattern, named Usual
Interstitial Pneumoniae (UIP) pattern, which can be detected in non-
invasive HRCT investigations, thus avoiding surgical lung biopsy. Unfor-
tunately, the visual recognition and quantification of UIP pattern can be
challenging even for experienced radiologists due to the poor inter and
intra-reader agreement.

This study aimed to develop a tool for the semantic segmentation
and the quantification of UIP pattern in patients with IPF using a
deep-learning method based on a Convolutional Neural Network (CNN),
called UIP-net. The proposed CNN, based on an encoder-decoder archi-
tecture, takes as input a thoracic HRCT image and outputs a binary
mask for the automatic discrimination between UIP pattern and healthy
lung parenchyma. To train and evaluate the CNN, a dataset of 5000
images, derived by 20 CT scans of different patients, was used. The net-
work performance yielded 96.7% BF-score and 85.9% sensitivity. Once
trained and tested, the UIP-net was used to obtain the segmentations of
other 60 CT scans of different patients to estimate the volume of lungs
affected by the UIP pattern. The measurements were compared with
those obtained using the reference software for the automatic detection
of UIP pattern, named Computer Aided Lungs Informatics for Pathol-
ogy Evaluation and Rating (CALIPER), through the Bland-Altman plot.
The network performance assessed in terms of both BF-score and sensi-
tivity on the test-set and resulting from the comparison with CALIPER
demonstrated that CNNs have the potential to reliably detect and quan-
tify pulmonary disease in order to evaluate its progression and become
a supportive tool for radiologists.
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Pulmonary Fibrosis
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1 Introduction

The term Interstitial Lung Diseases (ILDs) refers to a large group of lung dis-
orders, most of which cause scars of the interstitium, usually referred to as
pulmonary fibrosis. Fibrosis reduces the ability of the air sacs to capture and
carry oxygen into the bloodstream, leading to a progressive loss of the ability to
breathe. Although ILDs are rare if taken individually, together they represent
the most frequent cause of non-obstructive chronic lung disease. The Idiopatic
Pulmonary Fibrosis (IPF) is a chronic, progressive fibrosing interstitial pneumo-
nia, which is classified among the ILDs with the poorest prognosis [1]. The high
variability and unpredictability of IPF course have traditionally made its clini-
cal management hard. The recent introduction of antifibrotic drugs has opened
novel therapeutic options for mild to moderate IPF [2]. In this respect, treat-
ment decisions highly rely on the assessment and quantification of IPF impact
on the interstitium and its progression over time. High-Resolution Computed
Tomography (HRCT) has demonstrated to have a key role in this frame, as it
represents a non-invasive diagnostic modality to evaluate and quantify the extent
of lung interstitium interested by IPF [3]. In fact, IPF shows a typical radiolog-
ical pattern, called Usual Interstitial Pneumonia (UIP) pattern, whose presence
is usually assessed by radiologists to diagnose IPF. The HRCT features that
characterize the UIP pattern are the presence and positioning of specific lung
parenchymal anomalies, known as honeycombing, ground-glass opacification and
fine reticulation [4]. These anomalies appear in the HRCT scans with specific
textural characteristics that are detected via a visual inspection of the imaging
data. Assessing the diffusion of these anomalies is instrumental to understand
the impact of IPF and to monitor its evolution over time. Quantitative and reli-
able approaches are in high demand in this respect, as the visual examination
by radiologists suffers, by its nature, of poor reproducibility [5].

To overcome this issue, much research is being conducted to develop new
techniques for automatic detection of lung diseases that may support radiologists
during the diagnostic pathway, particularly in HRCT image analysis.

CALIPER (Computer Aided Lung Informatics for Pathology Evaluation and
Rating) is a software tool developed by the Biomedical Imaging Resource Labo-
ratory at the Mayo Clinic for the automatic detection and quantification of CT
anomalies in HRCT images of ILDs [10]. CALIPER uses histogram signatures to
characterize and quantify parenchymal disease on HRCT and it was developed
using pathologically confirmed imaging data evaluated by expert radiologist con-
sensus. It is currently considered as the most viable instrument by radiologists.
Nevertheless, it is not an open-source tool and its performance varies based on
the acquisition context, thus on CT scanners and protocols and on the spatial
kernel used by the image reconstruction algorithm.

This study aims to provide a tool for UIP pattern recognition based on a
low-cost and real-time Machine Learning (ML) method to obtain UIP-pattern
volume measurements based on a different approach than CALIPER, in the
attempt to eventually overcome the aforementioned limits. The method relies on
a fully-convolutional neural network (CNN), called UIP-net, which takes as input
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a lung HRCT image and returns the corresponding binary map discriminating
disease and normal tissue. This preliminary work firstly investigates whether
CALIPER might be reproduced, to open the way to further investigation on
many different scenarios (e.g., using UIP-net on images acquired by different
scanners and reconstructed with different spatial kernels), possibly leveraging
an unsupervised approach towards more generalizable results.

The paper is organized as follows: Sect. 2 describes the state of the art in the
field of ML techniques applied to the detect UIP pattern and IPF biomarkers
from lung HRCT scans; in Sect. 3 the UIP-net, that is the CNN here proposed
for the detection of UIP patterns, is presented; then, in Sect. 4 the experimen-
tal setup and results provided by the UIP-net are described. Finally, Sect. 5
concludes the paper.

2 State of the Art

Modern CT scanners allow for assessing anatomical and physiological proper-
ties providing high-definition volumetric images with an excellent spatial and
temporal resolution. Computerized algorithm for HRCT image analysis, namely
quantitative CT (QCT), gives a non-invasive mean for direct visualization, char-
acterization and quantification of anatomic structures in order to obtain rapid
and reproducible digital IPF biomarkers [6]. Indeed, several studies showed that
QCT may overcome the issue of the inter-observer variability and could provide
more consistent prognostic indexes. Furthermore, QCT may allow to extract CT
features that are not visually recognisable and to objectively keep track of the
disease progression [7]. The most relevant QCT methods for the assessment of
ILD in patients with IPF are based on densitometric and local histogram analysis
and textural analysis.

CT histogram provides a distribution of X-ray attenuation allowing the cal-
culation of mean value, skewness and kurtosis that may give a measure of the
extent of fibrosis. For example, both kurtosis and skewness showed correlation
with functional test such as Forced Vital Capacity (FVC) [8]. It was demon-
strated also that mean value, skewness and kurtosis are correlated with survival
in patient with ILDs [9]. However, this approach is not sufficient to quantify
the extent of every single interstitial lung abnormalities in patient with IPF,
therefore more sophisticated textural analysis have been implemented.

Texture analysis consists in the quantitative description of the structural
arrangement of pixels of different intensities and their relationship to the sur-
rounding environment. Given the heterogeneity of lung parenchyma both in
healthy subjects and in the presence of IPF, a correct interpretation of HRTC
images may rely on texture analysis.

CALIPER (Computer-Aided Lung Informatics for Pathology Evaluation and
Rating) can be considered as the most performing method based on texture
analysis for IPF pattern visualization. This tool integrates a texture matching
method with the analysis of histogram features of voxels for the automated lung
parenchymal characterization and quantification of pulmonary disease on HRCT
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images. This process automatically labels each pixel as belonging to one of seven
specific parenchymal patterns: normal, ground-glass opacity (GGO), reticular
density, honeycombing, and mild, moderate, or severe low-attenuation areas (see
Fig. 1). It has been demonstrated that compared to visual scoring, CALIPER
results are strongly correlated with functional tests [11], overall survival and
decline of pulmonary capacity [12,13].

Fig. 1. HRCT image of UIP with CALIPER characterization. Top: Reticulation,
groundglass opacity with a honeycomb cyst in the left lower lobe. Bottom: Color over-
lay image highlighting parenchymal patterns characterized by CALIPER: normal lung
(light and dark green), ground-glass opacity (yellow), reticulation (orange), and hon-
eycombing (red). (Color figure online)

2.1 Deep Learning and Convolutional Neural Networks

The discussed methods, based on histogram and texture analysis, involve hand-
crafted features, that means manually engineered features, which are fed to
machine learning classifiers to locally recognize patterns in lung tissue. More
recently, advanced AI techniques, such as Deep Learning, outperformed such
methods by adopting learned features, that are automatically obtained from the
layers of the neural network thus overcoming the issues related to human bias.

Deep learning has achieved impressive results in several medical image clas-
sification tasks but only few methods have been proposed for IPF radiological
pattern classification through Convolutional Neural Networks (CNNs).

Walsh et al. used a pre-trained Neural Network (NN) for the discrimination
of UIP and not-UIP patterns, with training data labelled by expert radiologists
[14]. Anthimopoulos et al. designed and tested a CNN for the classification of
7 anomalies within 2-D patches of HRCT images: healthy, GGO, micronodules,
consolidation, reticulation, honeycombing, combination of GGO and reticulation
[15], as shown in Fig. 2. The proposed CNN reached an accuracy of 85% showing
the potential of CNNs in IPF pattern recognition. Also Kim et al. developed a
CNN for the classification of lung tissue in 2-D images; in this specific case, CNN
outperformed a Support Vector Machine classification algorithm [16].

Several studies focused on the development of deep neural networks also for
segmentation tasks. Anthimopoulos et al. designed a network that outperformed
the traditional classification methods with less computational power and few
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segmentation errors [14,16,17]. Agarwala et al. pre-trained a P-net using daily
photographs and after a fine-tuning, the parameters of the network have been
modified in order to optimize the performance on thoracic HRCT images includ-
ing only ILD manifestations [18]. The network had good capacity in detecting
fibrosis and emphysema even if the number of labelled patches used as training
data was exiguous. Although the reported deep neural networks provided good
results, they were not able to overcome the issues related to texture recogni-
tion of UIP patterns in HRCT images. The work reported in this paper aimed
to design a CNN for the detection of UIP patterns preserving texture details
during image processing. The network, named UIP-net, exploits the descriptive
capability of neural networks to improve the diagnostic accuracy compared to
the existing methods for quantitative image analysis of IPF. The network has
been trained and tested on a dataset of 5000 images. In addition, according to
the opinion of an expert radiologist, it provided acceptable results compared to
CALIPER.

Fig. 2. Healthy tissue and typical ILD patterns from left to right: healthy, GGO,
micronodules, consolidation, reticulation, honeycombing, combination of GGO and
reticulation [15].

3 Data and Methods

3.1 Data

For the training and test of UIP-net, 20 HRCT volumetric scans of patients
with IPF from the 2nd Radiology Unit database of Pisa University Hospital
were used. Each scan had about 250 slices with 512 × 512 pixels per slice, thus
the dataset had a total of about 5000 images. The scans were acquired using the
same CT scan (Siemens Sensation 64) and acquisition protocol. Each slice had
the same pixel spacing of 0.7 mm.

First of all, CT scans were processed by CALIPER in order to obtain the
ground truth. CALIPER provided colour images with the segmentation of the
areas corresponding to the parenchymal anomalies characteristic of the UIP
pattern: yellow for Ground Glass Opacity (GGO), orange for reticulation and red
for honeycombing, as shown in Fig. 1. The colour images returned by CALIPER
were imported in Matlab R©(version R2019b) for obtaining the corresponding
binary masks. These masks had pixels values equals to 0 or 1 if belonging to
normal tissue or to UIP patterns, respectively. They represented the desired
outputs of UIP-net: that means, UIP-net was trained to provide a binary mask
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for each gray-level input image with pixels equals to 0 or 1 if belonging to normal
tissue or disease, respectively.

In order to test the usefulness of UIP net in quantifying the volume of the
disease, another 60 CT scans of different patients and acquired with the same
scanner were used. Also these scans had gray-scale slices with 512 × 512 pixels
per slice.

3.2 Methods

Data Pre-processing. In order to reduce the computational complexity of
training and improve the speed of convergence of the model, the original images
were pre-processed using Matlab R©.

Nonetheless, no filtering was applied for preserving the intensity difference
of adjacent pixels. On the other hand, to optimize the amount of data to
be analyzed, the number of nonzero pixels was decreased through a Fuzzy c-
means (FCM) algorithm. Two clusters were defined: the background (with the
abdomen) and the foreground (i.e., the lungs). Pixels with a probability greater
than 70% to belong to background were set to zero, those with a probability
greater than 70% to belong to foreground were kept unchanged. After that,
both the images and the ground truth were cropped for reducing the size of the
Field of View (FOV). Thus, pre-processed images had 492 × 492 pixels with
nonzero values only within the lungs (see Fig. 3).

Fig. 3. On the left: an example of pre-processed cropped image with non-zeros pixels
only within the lungs. On the right: an example of the ground truth obtained from
CALIPER.

UIP-Net Architecture. First, in order to design the optimal architecture of
UIP-net, the problem was carefully analyzed and the requirements of the model
were defined:

1. Since UIP patterns are characterized by typical textural features, the network
should preserve the excellent image quality, in term of spatial resolution and
bit depth, and be able to capture texture details;

2. The network should reduce data loss during training;
3. The network should be trainable and provide good results even:

(a) with few examples because big datasets are not always available;
(b) with few computational resources to make the network an accessible tool.
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On the basis of these assumptions, UIP-net was inspired by [19] and designed
with an Encoder-Decoder structure as in Fig. 4. With respect to [19], the design
of UIP-net architecture provides for:

1. the suppression of batch-normalization and pooling layers in order to prevent
an excessive loss of information;

2. fewer layers to reduce the number of operations performed on the images;
3. the introduction of the tanh activation function for the last layer (instead of

the softmax), in order to improve the speed of convergence of the model and
make the network stable against sudden changes of the input.

Fig. 4. UIP-net architecture.

The input layer of the UIP-net takes a 492 × 492 image and is followed by
three convolutional layers and three de-convolutional layers. The size of receptive
field was set to 3 × 3 for each layer, except for the first and the last one that
have 5 × 5 kernel, in order to capture characteristic local structure of texture.
Each convolutional layer doubles the number of features maps outputted. Thus,
the first, the second and the third layers return 32, 64 and 128 features maps,
respectively. On the other hand, two of the three de-convolutional layers produce
64 and 32 feature maps, while the third one keeps the same number of features
maps, changing only the size of images. The last convolutional layer, finally,
merges all the features maps into one with 492 × 492 pixels. Therefore, the out-
put layer returns a binary mask with the segmentation of UIP patterns detected
in the input image, keeping the same size. Each layer has a ReLU activation
function, except the last one which, as mentioned above, has tanh activation.

Since no pooling was carried out between the convolutional layers to prevent
loss of information, the stride was set to 2 in order to halve the size of the image
after each layer. The padding was set to k−1

2 with k equal to the size of kernel
(i.e 5 × 5 for the first and last layers, 3 × 3 for the others).
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Training Method. The UIP-net was trained by minimising the binary cross-
entropy using Adam optimizer.

After some experiments, it was proved that the network works well with
default values, namely the learning rate equal to 0.001, the exponential decay
rates for the moving average of the gradient equal to 0.9, and the squared gra-
dient equal to 0.999.

Furthermore, Dice score monitored the network performances during train-
ing, comparing the segmentation made by UIP-net (S) with the ground truth
(G), according to Eq. 1.

D =
2S ∩ G|
|S| + |G| (1)

Finally, the weight updates were performed in mini-batches and the number
of samples per batch was set to 10.

4 Experimental Setup and Results

4.1 Experimental Setup

The number of HRCT scans available for the training set was set to 13. Since
each scan had about 215 slices, the training set consisted of about 3200 examples.
Nevertheless, in order to avoid overfitting, it was necessary to establish how many
images were strictly necessary.

Also the number of the epochs was set in order to stop training once the
model performance stops improving on a validation set.

Thus, the validation set used for the fine tuning of the hyper-parameters was
made up of 30% the examples, randomly extracted from the training set at each
epoch.

A total of 20 trainings were carried-out:

1. 200, 400, 800, 1600, 3200 samples were fed to UIP-net for the same number
of epochs;

2. UIP-net was trained for 50, 100, 150, 200 epochs keeping unchanged the
number of examples.

Loss function and Dice score were monitored during training in order to choose
both the correct number of examples and epochs.

As shown in Fig. 5, the best model was the one trained by 800 samples for
50 epochs, with a binary cross-entropy on training and validation set of 0.14 and
0.097 respectively, and a Dice score of 0.81 and 0.78, respectively.

For this model, a 5-fold cross validation scheme was adopted to ensure the
validity of the results. On average over all folds, the number of slices was 640
images for training and 160 for testing, while Dice score was 76.19% with a
deviation standard of 3.54%.

The discussed method was implemented using Keras and TensorFlow frame-
work and coded in Python 3.7.
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Fig. 5. Loss function (top) and Dice score (bottom) during training.

4.2 Results

The performances of the network were evaluated on the test set, consisting of
7 HRCT scans, with 1800 images in total. A quantitative performance analysis
was performed, followed by qualitative assessment according to the opinion of
an expert radiologist on the predicted segmentation (see Fig. 6).

Finally, 60 HRCT scans were used to compute the volume of UIP pattern
detected by the UIP-net. The measurements were then compared with those
obtained with CALIPER.

Fig. 6. On the left: original input image with ground truth overlapped (yellow). On
the right: original input image with predicted segmentation of UIP-patterns overlapped
(red). The predicted segmentations outputted by the network were assessed both quan-
titatively and qualitatively. (Color figure online)
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Quantitative Analysis. The quantitative evaluation measures were: Dice and
Boundary F1 (BF) contour matching score (BF-score), sensitivity and specificity.

BF score is a metric that tends to correlate better with human qualitative
assessment than Dice score. It measures how close the predicted boundary of
an object matches the ground truth boundary. The BF score is defined as the
harmonic mean of the precision (P) and recall (R) values calculated within a
distance error tolerance (typically 0.75% of the image diagonal [20]) to decide
whether a point on the predicted boundary has a match on the ground truth
boundary or not. BF-score can be defined through P and R according to the
following Eq. (2):

BF =
2PR

(P + R)
(2)

Sensitivity and specificity could be defined on the basis of true/false positive
and true/false negative, as shown in Eq. (3) and (4).

Sensitivity =
TP

(TP + FN)
(3)

Specificity =
TN

(TN + FP )
(4)

In Table 1 evaluation measures on the test set are shown, with maximum
values highlighted in green and minimum in red, while in Table 2 mean value
and standard deviation of all HRCT scans of the test set are shown.

Table 1. Quantitative evaluation measures on test set.

P1 P2 P3 P4 P5 P6 P7

Dice 74.94% 73.3% 61.58% 59.4% 58.4% 57% 56.65%

BF-score 78.96% 72.9% 81.16% 78.68% 81.32% 75% 83.73%

Sens 83.52% 83.51% 84.57% 74.46% 80.39% 74% 77.03%

Spec 98.75% 98.33% 97.98% 98.7% 99% 99% 98.17%

Table 2. Mean value and standard deviation of evaluation measures

Dice BF-score Sensitivity Specificity

Mean value 63.1% 78.8% 79.6% 98.5%

Standard deviation 7% 3% 4.4% 0.4%
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Qualitative Assessment. For a more comprehensive evaluation process, the
performance of UIP-net was assessed through a qualitative visual analysis of the
predicted segmentation performed by an expert radiologist. This showed that,
compared to the ground truth (see Fig. 7):

1. UIP-net detected some patterns missed by CALIPER expecially where the
amount of diseased tissue is high (see Fig. 7);

2. UIP-net detected lung disease in the intestine and labelled vessels and airways
as lung tissue. On the contrary, CALIPER manages to discriminate both
vessels and airways.

Fig. 7. On the left: the ground truth. On the right: UIP-net predicted segmentations.
At the top: in the blue boxes, there are pixels detected by UIP-net but ignored by
CALIPER. At the bottom: on the left, the arrows point to the vessels segmented by
CALIPER, but ignored by UIP-net; on the right, the red box highlights the intestine
mistakenly segmented by UIP-net. (Color figure online)

In order to evaluate how the discussed issues affect the quantitative measures
of the performance of UIP-net, a post-processing step was carried-out.

Firstly, false detections in the intestine were removed using the method pro-
posed by Ross et al. [21] that allows to obtain masks containing only lungs.
Briefly, this involves initial gray level thresholding using Otsu’s method followed
by morphological closing to fill in high attenuating areas within the lung field. In
order to properly label airways outside the lung field, component region growing
was applied. Once the region of the trachea is determined, an initial thresh-
old and seed location are selected to initialize the region growing algorithm to
extract the airway tree. The obtained masks contain lungs without airways but
with vessels. Thus, in order to extract vessels from lungs, the method proposed
by Sato et al. [22] was used. This involves 3-D line enhancement filtering with
which accomplishes the following:

1. Recovery of line structures of various width, especially thin structures;
2. Removal of the effects of non-linear structures and of noise and artifacts.
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Both methods were implemented using 3-D Slicer software and Chest Imaging
Platform (CIP) framework. Once binary masks of the whole lungs and vessels
were obtained, they were combined in order to get another one with only lungs
which allowed to keep only segmented pixels belonging to lungs, thus removing
those belonging to vessels and intestine (see Fig. 8).

Fig. 8. On the top: predicted segmentations of UIP-net before (left) and after (right)
post-processing. On the bottom: ground truth (left) compared to predicted segmenta-
tion of UIP-net after post-processing (right).

The same quantitative evaluation measures described in Sect. 4.2 were then
computed (see Table 3 with maximum values highlighted in green and minimum
in red).

Table 3. Quantitative evaluation measures after post-processing.

P1 P2 P3 P4 P5 P6 P7

Dice 84.43% 77.4% 65.77% 62.28% 75.43% 60.1% 64.58%

BF-score 96.07% 96.1% 96.71% 91% 93.6% 89.2% 94.14%

Sens 75% 84% 85.87% 76.3% 80.7% 75% 78.1%

Spec 100% 98.33% 98.66% 99.2% 99.3% 99% 98.87%

In Table 4 mean values with standard deviations of evaluation measures
before post-processing and after post-processing are compared.

Volume Estimation and Comparison with CALIPER. In order to eval-
uate the reliability of UIP-net in quantifying the volume of diseased tissue in
the lungs, 60 HRCT scans were used. The scans were provided as input to the
network to segment the UIP pattern. The segmentations were then imported in
3D-Slicer and, through CIP framework, the measures of volume of diseased tis-
sue in each scan (in cm3) were computed. The comparison with those estimated
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Table 4. Mean value and standard deviation of evaluation measures before and after
post-processing

Dice BF-score Sensitivity Specificity

Before post-processing 63.10% ± 7% 78.8% ± 3% 79% ± 4.4% 98.5% ± 0.4%

After post-processing 70% ± 9% 93.8 ± 2.8% 79.2 ± 4.4% 99 ± 0.5%

by CALIPER was done through the Bland-Altman plot (see Table 5 and Fig. 9)
since it provides a visual representation of the agreement between two different
methods.

The difference between UIP-net and CALIPER were acceptable: in Fig. 9 can
be seen that most measures fall in the range between the lower and the upper
Limit Of Agreement (LOA).

Table 5. Mean value (bias) and standard deviation of raw differences calculated
between the measurements of volume obtained with UIP-net and CALIPER. Lower
and Upper Limit of Agreement (LOA) were mean ± 1.96 × standard deviation. Bias,
lower LOA and upper LOA are shown on Bland-Altman plot as dashed lines.

Raw differences (cm3) Lower LOA Upper LOA

UIP pattern volume 69.18041 ± 584.6433 −1076.72 1215.081

Fig. 9. Bland-Altman Plot. Average and raw differences between UIP-net and
CALIPER measurements (x-axis and y-axis respectively). The dashed lines indicate
the lower and the upper LOA.
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4.3 Discussion

Quantitative analysis of predicted segmentation of UIP-net and volume estimates
followed by comparisons with CALIPER highlighted some aspects.

First of all, the lower values of Dice score, which was less correlated with human
visual opinion than the others evaluation measures, could be due to the inhomo-
geneities of ILD. Indeed, Dice score works best with the segmentation of compact
diseases like nodules, but ILD is mostly uneven within the lungs (Fig. 10).

On the other hand, BF-score was always consistent with visual assessment
and took higher values than Dice score. At last, although specificity had always
highest values, it is not clear if such measure is accurate. As mentioned above,
IPF is heterogeneously distributed within the lungs and tends to be present
mostly in the middle and lower lung fields, so the many null pixels of apical
slices of the same scan, might unbalance the measures (Fig. 10). On the contrary,
sensitivity can be taken as a reference measure and it had similar values to BF-
score.

Fig. 10. On the top: an example of sparsity of the segmentation. On the bottom: an
example of images with null pixels which unbalance the value of specificity. Original
image (left), ground truth (center), predicted segmentation (right).

Overall, the UIP-net demonstrated good performance metrics and these
results are encouraging. BF-score after post-processing reached a maximum of
83.73%. The post-processing results demonstrated that the misclassification of
vessels and intenstine mostly affected the performance. In fact, all the computed
indices increase: Dice score increases of 7%, while BF-score increases of 15%
reaching a maximum of 96.71%. Thus, finer pre-processing can solve the issue.

Another consequence of a wrong pre-processing can be seen in Fig. 11: some
pixels belonging to the abdomen were mistaken for belonging to the lungs and
appear on the final image given as input to UIP-net. Consequenlty, UIP-net
analyze them and find the disease. This fact is reflected on the outliers in red of
Fig. 9 which represent the increased amount of diseased tissue detected.
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Fig. 11. Original image after an incorrect pre-processing (left): the abdomen are mis-
taken for lungs by the clustering algorithm. Segmentation mask outputted by UIP-net
on the right.

5 Conclusion

In this work, a CNN named UIP-net was proposed for the detection of UIP
patterns in HRCT images. A novel architecture was designed in order to preserve
fine details of the texture, thus taking advantage of the excellent quality of the
images, both in term of spatial resolution and bit depth.

Future works will consist in:

1. Validating the current version of the UIP-net on additional data.
2. Modifying the network in order to:

– take into account the 3-D nature of the UIP pattern;
– provide a differential characterization of UIP patterns (e.g. to discriminate

between honeycombing and GGO).
3. Improving the generalizability and reliability of the CNN testing it on images

belonging to different acquisition contexts. In this work, only images acquired
with the same scanner and reconstructed with B60 kernel were involved.

4. Investigating unsupervised and label-independent learning, to boost UIP-
net’s performance and generalization ability on data not human-annotated.

5. Using the UIP-net to detect also HRCT manifestations of other diseases, first
of all those produced by Covid-19.
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Abstract. Recent work on the classification of microscopic skin lesions does not
consider how the presence of skin hair may affect diagnosis. In this work, we
investigate how deep-learning models can handle a varying amount of skin hair
during their predictions.We present an automated processing pipeline that tests the
performance of the classification model. We conclude that, under realistic condi-
tions, modern day classification models are robust to the presence of skin hair and
we investigate three architectural choices (Resnet50, InceptionV3, Densenet121)
that make them so.

Keywords: Dermatology · Imaging · Hair detection · Skin lesion · Melanoma ·
Deep learning · Augmentations

1 Introduction

Skin cancer is the most common cancer in the U.S. [1], and, the number of treated
adults has increased over time, from 3.4 million in the 2002–2006 period to 4.9 million
in the 2007–2011 period [2]. Usually, screening and diagnosis are primarily carried by
clinical visual inspection and, if necessary, by biopsy. There is an urge to automate and
facilitate this procedure with image-based screening since early detection is crucial for
treatment options [3]. Deep convolutional neural networks (CNN) have demonstrated
great potential for solving various vision tasks [4] and recently reached dermatologists
performance in suspicious skin lesions classification [5]. To support early diagnosis,
effective and computationally efficient models can be deployed on smartphone devices
to enable a first level of patient-driven screening. In this setting, the models have to deal
with much less controlled conditions than in a laboratory environment. In this paper,
we investigate the effect that a varying amount of skin hair have on the classification
accuracy of deep learning classifiers. We present an automated testing pipeline that,
while currently focused on testing for the impact of skin hair, we plan to extend to other
type of unforeseen circumstances, e.g., different camera models, light conditions and
resolutions.
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Fig. 1. Eight skin hair annotation samples, each showing the original image (upper half) and the
annotated version (lower half).

To perform such analysis, we first segment skin hair in images depicting small skin
patches. These patches often contain skin lesions and we evaluate whether the learned
segmentation helps to improve the robustness of the skin lesion classification. This work
is motivated by the need to create and validate a screening approach that does not require
removing skin hair. If feasible, such an approach has several benefits in a professional
healthcare setting, it can improve patient comfort, save time in the screening procedure,
and improve diagnosis since the presence of hair can help differentiate skin lesions [6].
Moreover, it can allow the development of a first round of user-driven screening on, for
example, smartphone devices.

The contribution of this paper is twofold; we first present an approach for the seg-
mentation of hairs in existing skin image patches. This segmentation approach gives us
realistic hair patterns that can be used to test for the robustness of skin lesions classi-
fiers. Our second contribution is a set of image augmentation strategies, based on our
first contribution, that form a testing pipeline for the robustness of skin lesions classi-
fiers. More specifically, for the first contribution we have developed an algorithm for
the hair segmentation based on the state-of-the-art architecture for biomedical segmen-
tation U-NET [7]. Since we needed data for training, which was difficult to find in
open source datasets, we contributed to the enrichment of the public benchmark dataset
HAM10000 [8] by annotating skin hair. Figure 1 shows eight examples out of 75 anno-
tated images, nowpublished at https://doi.org/10.4121/uuid:9ed94e25-8b74-4807-b84a-

https://doi.org/10.4121/uuid:9ed94e25-8b74-4807-b84a-2c54ec9d96f0
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2c54ec9d96f0. Note that the resolution of each image is of 600 × 450 pixels, highlight-
ing the challenge of such a manual segmentation and the benefit that our segmentation
network can provide to the research community.

Fig. 2. Top left is the input hair image. Top center the segmentation of hair. Top right an input
image to be classified as nevi or melanoma. The bottom row shows the hair with their original
color, transplanting hair with random pattern color and finally masking flat squares of equal area.
We excluded scaling, sheer and rotation for visualization purposes.

As second contribution, we evaluate a new testing pipeline, relying on realistic image
augmentations strategies, see Fig. 2, for the skin condition classification task. We first
consider a basic augmentation strategy with small rotation, sheer and scaling. Our main
contribution, however, is to build on top of our segmentation approach, by adding realistic
hair obtained from different skin images. In this approach, hereinafter referred to as
“virtual hair transplantation”,we tested the addition of hair patterns in different positions,
orientations and color.We test our method on the binary classification task of nevi versus
melanomawith respectively 4522 and 12875 images taken from the datasets HAM10000
[8], BCN20000 [9] and MSK [10].

2 Related Work for Hair Detection

Multiple techniques are available to check and find hair on the human body. Most of
them are relatively old, relying on the manual counting and traditional image processing
techniques. The manual counting by visual inspection with a naked eye or lens is the
oldest, but still in use in many professional practices. The accuracy of this technique is

https://doi.org/10.4121/uuid:9ed94e25-8b74-4807-b84a-2c54ec9d96f0
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naturally susceptible to loss of the instant local attentionby the expert,which is influenced
by tiredness, random gaze trajectory, and other psychophysical factors. Second, there
are automatic systems present on the market like Chowis [11]. While Chowis mention
the use of AI, they do not disclose the actual methods used in the products.

Other approaches relying on the traditional image processing have been used in the
prior art to provide hair segmentation. Hoffmann [12] presents an automated system to
detect hair loss and hair thinning conditions. Vallotton and Thomas [13] developed an
approach for measuring body hair. They iteratively merge small line segments to account
for curly variations. They only addressed cases in which the hairs are darker than the
skin, though their algorithm can be easily modified to predict the opposite. In [14, 15],
Shih and Lin proposed an unsupervised approach to count hair. The authors mainly used
traditional computer vision techniques to detect lines. This approach, while good in a
controlled image acquisition environment, suffers from different light conditions and
perspective distortions. Besides, a slight change in the acquiring device implies the need
for re-tuning the numerous parameters of the computer vision algorithm. Lim et al. [16],
developed an automatic hair counting system to evaluate laser hair removal. They also
validated their performance in clinical trials. They collected images from the thighs of
five volunteers with Fitzpatrick skin type III–IV. Their percentage error was <5% in
each subject.

All thementioned techniquesmaywork on a dataset, but they are not easily generaliz-
able and not easy to replicate, for example, when considering different skin types or hair
colour. Since we were not aware of prior art on the use of neural networks for hair detec-
tion, we experimented with U-NET architecture which is widely used for biomedical
image segmentation [17]. We did not try any other segmentation techniques or archi-
tecture since U-NET provided good hair segmentation sufficient for the virtual “hair
transplantation” augmentation. Note that several hair segmentation techniques based on
deep learning exist but are not focused on segmenting the individual hair but rather on
the segmentation and color detection from frontal face pictures.

3 Methods

In this section, we define the methodologies for the hair segmentation problem and for
the skin lesion augmentations used to solve the binary lesion classification task.

3.1 Hair Segmentation

We have randomly selected 75 images to annotate from dataset [8] where we have first
deleted all duplicates lesions. The implementation and definition of U-NET are taken
from [18]. For the training of the network, we used the popular dice loss [19] (which is
equal to 1 – dice coefficient) where we included a ‘smooth’ normalization parameter S
= 0.0001 in the definition of the dice coefficient DSC, as presented in [20]:

dice loss (A, B) = 1 − DSC = 1 − 2|A ∩ B| + S

|A| + |B| + S
,
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where A is the binary ground truth annotation and B is the binarized prediction. We
used the Jaccard index as the primary measure to evaluate the performance of similarity
between binary label A and predicted segmentation map B:

J (A,B) = |A ∩ B|
|A ∪ B| .

For each training strategy, the last transformation in the data generator is a spatial
reduction with random crops of 128 × 128, which also removes, in the case of rotated
images, the black margins. The input resolution of each image for this task is 600 ×
450. After training, we generate the hair segmentation mask y for all skin lesions x in
the combined datasets D.

3.2 Augmentations

Using the hair segmentationmask, the hair can be copy-pasted fromone image to another.
Later, we make use of this mask in our testing pipeline to add hair from another image
in the classification mask. Given an image x in the dataset D, we defined four different
augmentation strategies to test for the skin lesion classification task.

The first strategy A is simply the identity or no augmentation, where the input image
remains the same.The second is the basic augmentation strategy, denoted in the following
by F where the input image x is randomly rotated by an angle θ ∈ [−20,+20], scaled by
a factor between 0.8 and 1.2 and undergo a shear transform with parameter (0.05, 0.05).
The three later strategies always add to F. Strategy H adds the transform that transplants
hairs from image xH with the corresponding hair mask yH , where the image uniformly
sampled from the dataset D.We define the strategy J as replacing xH with xR an image of
the same size containing only random pixels. Finally, we define strategy K which adds,
after augmentation F, a square containing random pixels with the size e = sqrt

(∑
yH

)

where yH is the hair segmentation mask of randomly chosen images from dataset D, so
that the area of the square equals the total area of the segmentation mask. The above
transformations can be notated as:

A: x = x

F : x = F(x)

H : x = F(x(1 − yH ) + xHyH )

J : x = F(x(1 − yH ) + xRyH )

K : x = F(x(1 − yK ) + xRyK )

where xR is the image consisting of the random pixel values of the same size as x,
and all multiplications are considered pixel-wise. We have to note that before applying
the transplantation, we rotate the input image xH (xR) by random θ ∈ [−180,+180] to
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get the rotation augmentation. One can see that the hair augmentation strategy ‘H’, when
compared to J and K, is a smooth and soft way to perform a natural augmentation of the
skin background in the skin lesion dataset. Moreover, this makes the prediction more
robust to hair presence, as we will see below. The average area covered by hair is low
and that less than 10% of images are covered by more than 5% of hair.

3.3 Skin Lesion Classification

As network architecture, we selected the state of the art Resnet50 [21] (achieves der-
matologist level performance in [22]), InceptionV3 [23] (achieves dermatologist level
performance in [6]), and Densenet [24] (best performing according to [25]). All the net-
work are pre-trained on ImageNet [26] and fine-tuned for the skin lesion classification
task. For the training with strategy H, in the augmentation phase as a hair source, we
considered all input images. Figure 3 shows the distribution of the relative hair density
in the test set. The hot pixels sum per image is computed as the sum of the segmentation
before applying the binary threshold. We can see that the average area covered by hair
is low and that less than 10% of images are covered by more than 5% of hair.

Fig. 3. Average distribution of hot pixels highlighting hair in the ten-fold train, validation and
test set (images with resolution 224 × 224). On the y-axis the number of images and on the x-axis
the number of hot pixels. Both axes are in log scale.

We train all the networks for 100 epochs using the Adam optimizer [27] and learning
rate 1e−4. For each combination of strategy and architecture, we randomly split D in
train, validation and test set with each containing respectively 80%, 10%, and 10% of
the images. We repeat all procedure 10 times to reach the final test set error.
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Fig. 4. Examples of images with relative predicted hair. On top the label and the number of hot
pixels in the 224 × 224 resized version of the input image.
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Table 1. Test set accuracy metrics for the three different architectures and the four different
augmentations plus no augmentation A. The standard deviation is the result of 10 iterations of the
experiment. The total number of images in the set is 1740 with 516 average hot hair pixels.

Resnet50 InceptionV3 Densenet121

A 0.8855 ± 0.0061 0.9016 ± 0.0093 0.9052 ± 0.0078

F 0.9155 ± 0.0096 0.9259 ± 0.0064 0.9175 ± 0.0083

H 0.9161 ± 0.0090 0.9233 ± 0.0070 0.9224 ± 0.0066

J 0.9147 ± 0.0091 0.9220 ± 0.0074 0.9238 ± 0.0079

K 0.9172 ± 0.0058 0.9217 ± 0.0050 0.9228 ± 0.0086

4 Results

In this section, we present the results for the two described problems: the preliminary
task of hair segmentation and the evaluation of skin classification when applying the
different augmentation techniques.

4.1 Hair Segmentation

Due to the limited dataset size, 75 annotated images, the hair segmentation task was
relatively fast to accomplish but still resulting in a sufficient basis for the added augmen-
tations. The parameters used for training are learning rate 0.01, epochs 500, batch size
8. The test set includes 12 images, and the resolution for testing is the original one. The
trained U-NET achieves Jaccard value 0.51 with a discrete recall of 0.66 and accuracy
0.98. Therefore, the visual inspection, see Fig. 4, offers promising results as a start-
ing point to carry on the following skin classification analysis using hair augmentation.
Cross-validation and a bigger dataset would be a possible next step to consolidate the
hair segmentation results.

4.2 Skin Lesion Classification

The results presented in Table 1, overall shows the hair augmentation H does not essen-
tially improve the performance of the models. Table 1 presents the average accuracy of
ten repetitions of the experiment as introduced in the relative method section. In par-
ticular, H is not underperforming compare to the base F and the other color and shape
pattern J, K. But when considering Densenet121 we see that H, J and K have positive
regularization effect since they improve the accuracy compared to the baseline F. Apart
from this difference, all three models show similar accuracies, with Resnet50 behind by
only 1%

In Table 2, 3, we present the accuracy when considering only images with moderate
and densely crowded skin hair presence. We believe that the increase in overall accuracy
across compared to Table 1 is random. Even though the standard deviation increases,
due to the lower number of images selected, the overall accuracy does not decrease when
augmenting the images.
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Table 2. Same as Table 1 but considering only moderate to densely crowded hair images. Only
images containing minimum 1500 hot hair pixels (average 3412 ± 79) with 153 ± 9 images in
total.

Resnet50 InceptionV3 Densenet121

A 0.8953 ± 0.0176 0.9017 ± 0.0158 0.9161 ± 0.0161

F 0.9238 ± 0.0088 0.9323 ± 0.0112 0.9325 ± 0.0191

H 0.9264 ± 0.0089 0.9271 ± 0.0123 0.9298 ± 0.0187

J 0.9223 ± 0.0165 0.9258 ± 0.0244 0.9334 ± 0.0152

K 0.9297 ± 0.0140 0.9299 ± 0.0173 0.9353 ± 0.0109

Table 3. Same as Table 1 but considering only densely crowded hair images. Only images
containing minimum 4000 hot hair pixels (average is 6011 ± 240) with 42 ± 6 images in total.

Resnet50 InceptionV3 Densenet121

A 0.9199 ± 0.0261 0.9053 ± 0.0239 0.9315 ± 0.0281

F 0.9370 ± 0.0345 0.9557 ± 0.0310 0.9413 ± 0.0267

H 0.9510 ± 0.0294 0.9360 ± 0.0302 0.9398 ± 0.0334

J 0.9309 ± 0.0284 0.9232 ± 0.0398 0.9385 ± 0.0301

K 0.9408 ± 0.0264 0.9305 ± 0.0353 0.9355 ± 0.0379

5 Conclusions and Future Work

The results show that the presence of hair in skin images has little effect on the prediction
of skin lesions. A practical consequence of this discovery can lead towards improving
patient comfort and efficiency of screening, while opening the door to the investigation
of a first-level screening performed by the user on mobile devices. We also show that
the problem of hair segmentation on the skin images can be solved easily and robustly
with deep learning.

For future work, we suggest to consider for the virtual ‘hair transplantation’ only
images with sufficient hair density and consider improving the quality of the hair inpaint-
ing with skin color normalization which can reduce the visibility of the generated arte-
facts, or consider inpainting techniques based on the Generative Adversarial Networks,
see [28, 29]. Finally, the proposed augmentation strategy of virtual ‘hair transplantation’
can be evaluated versus a more straightforward strategy where the real hairs are replaced
with the random line patterns of the same area.
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Abstract. Dynamic Contrast Enhanced Magnetic Resonance Imaging
(DCE-MRI) is a popular tool for the diagnosis of breast lesions due to
its effectiveness, especially in a high risk population. Accurate lesion
segmentation is an important step for subsequent analysis, especially for
computer aided diagnosis systems. However, manual breast lesion seg-
mentation of (4D) MRI is time consuming, requires experience, and it
is prone to interobserver and intraobserver variability. This work pro-
poses a deep learning (DL) framework for segmenting breast lesions in
DCE-MRI using a 3D patch based U-Net architecture. We perform differ-
ent experiments to analyse the effects of class imbalance, different patch
sizes, optimizers and loss functions in a cross-validation fashion using
46 images from a subset of a challenging and publicly available dataset
not reported to date, that is the TCGA-BRCA. We also compare the
proposed U-Net framework with another state-of-the-art approach used
for breast lesion segmentation in DCE-MRI, and report better segmen-
tation accuracy with the proposed framework. The results presented in
this work have the potential to become a publicly available benchmark
for this task.

Keywords: Breast Cancer · DCE-MRI · Breast lesions segmentation ·
3D U-Net

1 Introduction

The spread of Breast Cancer (BC) is one of the main health challenges in the
world. According to the American Cancer Society (ACS), BC is the most com-
mon cancer among women in the US (excluding skin cancer) and the second
cause of cancer deaths (after lung cancer) [6]. Despite that, BC death rate has
dropped by 40% from 1989 to 2017 and is continuously decreasing [6], which can
be attributed to the early detection and the expanding access to high-quality
prevention and treatment services, particularly imaging modalities.

Although mammography (and digital breast tomosynthesis) is widely avail-
able as the main screening modality due to its high sensitivity and specificity in
the screening population, other modalities such as ultrasound and MRI are an
important complement to mammography in specific circumstances, such as high
risk or younger women [12].
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Dynamic contrast enhanced (DCE) MRI is one of the mostly used MRI tech-
niques to diagnose BC as it visualizes both physiological tissue characteristics
and anatomical structures. This MRI technique aims to observe and quantify the
contrast enhancement over time. Hence, one scan is acquired before the admin-
istration of a contrast agent and one or more scans are acquired afterwards
(usually 3 to 5 volumes referred to as post-contrast volumes). The degree of
contrast enhancement depends on vascular characteristics such as concentration
of blood vessels and their permeability, which are related to cancer tissues.

Nevertheless, the analysis of 4D volumes of DCE-MRI data is time consuming
and requires experienced radiologists. Many image analysis methods have been
developed to automatically extract features and help to interpret DCE-MRI
scans. The extraction of these features requires the lesions to be accurately seg-
mented first. Therefore, the accurate segmentation of breast lesions in DCE-MRI
is a critically significant task for automated BC analysis, diagnosis and treat-
ment follow-up [15]. Manual segmentation is time-consuming and error-prone,
hence automating this task could help radiologists to reduce their workload and
to improve diagnosis accuracy. In that sense, automatic breast lesion segmenta-
tion based on DCE-MRI remains a challenging problem and an active area of
research.

In this work we propose an automated segmentation method for breast lesions
in DCE-MRI using a ROI guided, 3D patch based U-Net framework. The con-
tribution of this work is the analysis of different aspects such as class imbalance,
patch sizes, optimizers and loss functions in a U-Net framework. We use 46
images from a subset of a challenging and publicly available dataset, that is
the TCGA-BRCA [4], which has not reported to date for lesion segmentation.
We have compared our proposed U-Net framework with more complex recent
methods such as hierarchical U-Nets [15] showing better results of the proposed
method with the TCGA-BRCA dataset. The results presented in this work have
the potential to become a publicly available benchmark for this task.

The remainder of this paper is structured as follows: Sect. 2 outlines some
related works in the literature. In Sect. 3 we introduce our proposed method.
Section 4 reports and discusses the results we obtained. Finally, in Sect. 5 we
present our conclusions and future work.

2 State of the Art

Several automatic segmentation methods have been proposed to replace manual
segmentation. Most of the existing studies on DCE-MRI adopt a semi-supervised
approach to overcome the challenge of identifying breast lesions from confound-
ing organs or vessels [15]. In those methods, the lesion regions had to first be
manually defined by a radiologist in order to make the automatic segmentation
task easier [13,17].

Supervised approaches include both traditional machine learning and deep
learning (DL) approaches. With respect to the traditional machine learning
approaches, many studies propose a similar framework based on selecting a set
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of meaningful features which are then used in the segmentation model [8]. In DL
based approaches (unlike traditional approaches), feature extraction and model
training are both treated as one learning framework and the segmentation task
is performed in an end-to-end manner. These approaches have recently achieved
state-of-the-art performance in medical imaging analysis. However, there are
very few works addressing breast lesion segmentation in DCE-MRI using DL
methods. In these works, SegNet [1] and U-Net [11] models were mostly used,
with U-Net being more popular. For instance, Chen et al. proposed a stacking
of three parallel ConvLSTM networks (to extract temporal and 3D features)
over a 4-layer U-Net to perform the segmentation [3]. In [16] both 2D and 3D
U-Net frameworks were proposed and evaluated using binary cross-entropy as
a loss function. The 3D U-Net performed slightly better in terms of dice coeffi-
cient and yielded less false positives. However, the slices used in this study were
selected only from the second-post contrast scan. Moreover, the U-Net models
were fed by images of lesion bounding boxes instead of the full size of the MRI.

In [7] the authors proposed two DL approaches by using both SegNet and
U-Net. The binary cross entropy loss function was also used. In this study, U-
Net outperformed SegNet. One of the limitations of this study is that 2D slices
were used as inputs instead of 3D volumes which is a clear limitation as lesion
segmentation is regarded as a 3D segmentation problem. Another limitation of
this study is that the ground truth labels were provided by only one radiologist,
an evaluation which could be affected by reader variability.

In [10] the authors proposed U-Net method exploiting the well-known Three
Time Points approach (3TP). The 3TP approach was proposed by Degani et al.
who showed that breast lesion analysis can be improved by focusing on just three
well defined temporal acquisitions (t0 = pre-contrast, t1 = 2 min after contrast
agent injection, t2 = 6 min after contrast agent injection) [5]. In [10], images
acquired at the three specific time points were fed to the network in order to
take into account the DCE-MRI fundamental characteristics. Segmentation was
performed slice-by-slice, considering the three temporal acquisitions of the same
slice as channels within the image and using a dice based loss function.

Despite the promising results in existing works, the problems of both class
imbalance and confounding regions are rarely taken into account in most of the
existing DL based methods [15]. In that sense Zhang et al. proposed a mask-
guided hierarchical learning (MHL) framework using U-Net [15]. First, the pre-
contrast volumes were used as input to a U-Net model to generate 3D breast
masks as the region of interest (ROI), so that confounding regions from input
DCE-MRI were removed. Then a two-stage U-Net model was used to perform
coarse-to-fine segmentation. In the first stage the post-contrast volumes and the
difference volumes (between post-contrast and pre-contrast) were used along
with the generated breast masks as inputs to a first stage U-Net to generate
over-segmented lesion-like regions. Also, to handle the class-imbalance problem, a
dice-sensitivity-like loss function was proposed. In the second stage, an additional
U-Net was used to refine the segmentation results of the previous stage, using a
dice-like loss function and a reinforcement sampling strategy.
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3 Materials and Methods

We propose an automated method for segmenting breast lesions in DCE-MRI
based on a 3D patch based U-Net. In order to tackle the problems of class imbal-
ance and confounding regions, we performed balanced patch sampling restricted
by an automatically extracted ROI to ensure that the two classes are equally
distributed in the training set and to avoid having patches from confounding
regions. Moreover, different aspects have been investigated, such as the optimiz-
ers, loss functions and patch sizes.

3.1 Data

The dataset used in this work is a subset of the TCGA-BRCA collection, which
was collected by the TCGA Breast Phenotype Research Group and made avail-
able in The Cancer Imaging Archive (TCIA) [4]. The data subset we used consists
of 46 cases (with the Tissue Source Site code BH) all of them diagnosed with
BC (breast invasive carcinoma). Scans were acquired at the University of Pitts-
burgh Medical Center (1999–2004) prior to any treatment. MRIs were acquired
using a standard double breast coil on a 1.5T GE whole body MRI system (GE
Medical Systems, Milwaukee, Wisconsin, USA). The imaging protocols included
one pre-contrast and four to six post-contrast volumes obtained using a T1-
weighted 3D spoiled gradient echo sequence with a gadolinium-based contrast
agent (Omniscan; Nycomed-Amersham, Princeton, NJ). Typical in-plane reso-
lution was 0.53–0.86 mm, and typical spacing between slices was 2–3 mm.

Each breast MRI examination was independently reviewed by three expert
board-certified breast radiologists and each primary breast lesion was then auto-
matically segmented in 3D.

It is important to mention that most of the cases had multiple lesions accord-
ing to the reviewer radiologists, however the Ground Truth (GT) was obtained
only from the primary lesion since the purpose of the TCGA/TCIA study was
to map the radiomics (phenotypes) of the primary lesion to the corresponding
clinical, histopathology, and genomics data.

3.2 Pre-processing

Prior to feeding input volumes to the network, the following pre-processing steps
were performed:

– ROI masks generation in order to exclude confounding organs. This was per-
formed using a simple landmark detection method in which we detected the
skin-air boundary between the two breasts and then excluded non-breast part
of the volume that lies beyond the detected landmark.

– Zero padding with padding width equal to half of the patch size.
– Zero-mean unit-variance intensity normalization.
– Balanced patch extraction in order to tackle the class imbalance problem.
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ROI Masks Generation. As mentioned earlier, confounding background such
as vessel structures and organs in DCE-MRI makes the task of breast lesion
segmentation more challenging. Therefore, it is important to generate a region
of interest (ROI) that includes the breast only. Based on the fact that breasts
have regular morphological shapes and relatively fixed position on MRI images,
we detected a landmark at the breast-air boundary between the two breasts and
then excluded parts of the volume that lie beyond the detected landmark. This
was done by first obtaining the voxels at the intersection line of mid-sagittal
and mid-transverse planes (located between two breasts) and then detecting the
local maxima of intensities across those voxels. Then local maxima were filtered
(using empirically chosen values of height and distance between each two local
maxima) such that the location of the first detected local maximum (anterior to
posterior direction) corresponds to the required landmark slice. Figure 1(a) to
(c) illustrates the steps followed to detect the required landmark. Accordingly,
the remaining part (coronal slices) starting from few slices (empirically chosen)
after that landmark were set to zero while other parts were set to one in order to
generate the 3D binary mask, Fig. 1(d) shows the generated ROI mask overlaid
on an example case.

Fig. 1. Illustration of ROI mask generation method. (a) 3D representation of breast
with mid-sagittal and mid-transverse planes intersection. (b) Intersection line in a 2D
example slice. (c) Detection of breast-air boundary landmark. (d) Obtained ROI mask
overlaid on an example slice.

Patch Sampling. A common approach to extract patches from images is uni-
form sampling, in which patches are extracted from all parts of an image uni-
formly with a certain step between each two consecutive patches. However, in the
context of lesion segmentation the number of voxels in the lesion region (positive
class) is much smaller than that in the background (negative class). This leads
to a very common issue of class imbalance where only a small number of the
extracted patches will be taken from the lesion class and hence yielding a poor
performance of the network. This common issue has been addressed in several
studies on lesion segmentation of different organs [2,14]. In our work, we utilized
a ROI restricted balanced sampling technique in which negative and positive
patches were equally extracted. Additionally, negative patches were extracted
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only within the ROI we generated to avoid extracting patches from region of
confounding organs and to make sure they are located within the breast region.

3.3 Segmentation Algorithm

In this work we adopt a 3D U-Net architecture. U-Net is an encoder-
decoder architecture originally designed for biomedical electron microscopy (EM)
images multi-class pixel-wise semantic segmentation [11,18]. The architecture we
deployed is illustrated in Fig. 2. Every level in the contracting path consists of:

– (3×3×3) convolution with zero-padding = 1 in order to maintain the output
shapes.

– Rectified Linear Unit (ReLU) activation.
– (2 × 2 × 2) max-pooling with stride = 2 for down-sampling.

Then they are followed by a latent level which consists of a (3×3×3) convolution
with zero-padding = 1 followed by a rectified Linear Unit (ReLU) activation.
Similarly, every level in the expanding path consists of:

– (2 × 2 × 2) up-convolution with stride = 2.
– Concatenation with feature-map from the corresponding level of the contract-

ing path.
– (3×3×3) convolution with zero-padding = 1 in order to maintain the output

shapes.
– Rectified Linear Unit (ReLU) activation.

Finally, there is a (1 × 1 × 1) output convolution layer with two output
channels followed by a softmax layer that returns probabilities for each class.

Unless otherwise stated in the experiments, the framework is based on using a
binary cross-entropy loss function, AdaDelta optimizer and a probability thresh-
old of 0.5 to generate the final segmentation. Moreover, three input volumes were
fed to the U-Net: pre-contrast, last post-contrast and the subtraction between
them (i.e. post− pre). A total of 4,000 balanced patches of the size (32, 32, 32)
were extracted with a sampling step of (32, 32, 32).

4 Results and Discussion

Different experiments were performed in order to evaluate different aspects of our
algorithm such as thresholds, optimizers, loss functions and patch sizes. Addi-
tionally, we compared the performance of our proposed architecture to another
U-Net based architecture, that is a two hierarchical U-Nets method proposed
in [15]. All experiments were performed using 5 fold cross-validation across the
provided 46 cases in order to obtained lesion segmentation results for each of
the 46 cases. In each fold 20 epochs were performed. Dataset was splitted such
that in each fold 9 cases were used for testing (10 cases in the last fold) and
the remaining cases were shuffled and divided into 80% for training and 20% for
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Fig. 2. The deployed 3D U-Net architecture.

evaluation. As evaluation criteria, we used the commonly used Dice Similarity
Coefficient (DSC) described in Eq. 1.

DSC =
2TP

2TP + FP + FN
(1)

where TP, FP and FN refer to True Positive, False Positive and False Negative
respectively. However, since the annotations provided (GT) have only the main
lesion segmented for each case and most cases were denoted by radiologists as
having multiple lesions (multi-centric or multi-focal), the obtained DSC values
might not adequately evaluate the performance of the algorithm because other
(non-primary) lesions could be incorrectly considered as FPs (even though they
are correctly detected by our algorithm). Therefore we computed a second dice
which evaluates how good the main lesion was segmented, regardless of the
presence of any other lesions (secondary lesions). To do this, we first detected
the largest three connected components (CCs) in the obtained segmentation.
Then we obtained the distances between their centroids and centroid of the
lesion in the GT. Finally we kept only the nearest CC to the segmented lesion
in GT. In all experiments discussed in the following subsections DSC1 denotes
the normal dice (without post-processing) and DSC2 denotes the dice of main
lesions only. However, it is important to mention that GT is never used for
performing post-processing. This was used just to obtain a better indication of
the performance considering the problematic (incomplete) GT we had and that
secondary lesions will be miss-classified as FPs.
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4.1 Experiment 1: Threshold

Thresholding is needed in order to binarize the output probability map and
generate a segmented volume. We studied the effect of different thresholds on
both the overall dice (DSC1) and the main lesion dice (DSC2), as shown in
Table 1.

Table 1. DSC values (mean±std) obtained using different thresholds.

Threshold DSC1 DSC2

0.9 0.490± 0.273 0.545± 0.288

0.5 0.508±0.275 0.576± 0.291

0.4 0.500± 0.271 0.569± 0.301

0.3 0.499± 0.271 0.573± 0.302

0.2 0.032± 0.120 0.581±0.295

As we can see from Table 1, the threshold parameter is not particularly
critical, since robust results were obtained along a large threshold range (0.3 to
0.9). Even though main lesions were segmented well when using lower threshold
values (0.2) and a higher value of DSC2 was obtained, this resulted in low value
of DSC1 caused by the high FPs. Therefore, a threshold value of 0.5 was used in
our proposed algorithm as well as in all experiments discussed in the following
subsections.

4.2 Experiment 2: Optimizer

Experiments were performed to compare the performance of AdaDelta optimizer
to another optimizer (Adam). These two optimizers are extensively used as they
are adaptive, which means no tuning of the learning rate is required (unlike in
gradient descent’s algorithms). Tuning the learning rate is not a trivial task and
highly affects the speed and performance. In both optimizers a fixed number of
previous gradients are used during training and hence the problem of vanishing
learning rate is avoided. The difference between them is that in AdaDelta the
sum of gradients is recursively defined as a decaying average of past squared
gradients while in Adam it is defined as an exponentially decaying average of
past gradients (similar to momentum).

Table 2 shows the obtained results. Adam optimizer is reported as the one
with faster convergence and better performance in most cases, however as we
can see from Table 2, in our case better results were obtained using AdaDelta
optimizer.



DL Based Segmentation of Breast Lesions in DCE-MRI 425

Table 2. DSC values (mean±std) obtained using two different optimizers.

Optimizer DSC1 DSC2

AdaDelta 0.508±0.275 0.576±0.291

Adam 0.367± 0.289 0.552± 0.302

4.3 Experiment 3: Loss Function

In the existing literature, several loss functions have been proposed for lesion seg-
mentation tasks. Binary cross-entropy loss is one of the most commonly used.
It evaluates the class predictions for each voxel individually and then averages
over all voxels, being all voxels and labels of equal importance in the training
process. However, in the case of unbalanced labels this could bias the training
towards the dominant class. This problem is a typical issue in lesion segmen-
tation as voxels in the background (negative class) outnumber voxels in lesion
regions (positive class). Other loss functions have been proposed to overcome
this issue. for instance, Long et al. proposed a weighted cross entropy loss by
weighting each class in order to avoid the class imbalance issue [9]. Ronneberger
et al. proposed a loss weighting scheme for each pixel such that higher weight is
assigned to pixels at the contour of segmented objects [11]. Zhang et al. proposed
the dice-sensitivity-like loss defined as a combination of dice and sensitivity [15].
Dice coefficient, unlike other measurements (such as the traditional overall accu-
racy, mean squared error, or cross-entropy) highly focuses on the lesion class and
penalizes the missed voxels as well as false positives. Sensitivity adds an addi-
tional bias towards detection of lesion (positive) voxels and therefore addresses
the issue of imbalance by shifting the focus toward the minority class (lesion
voxels). However, this could also lead to an increase of false positive detections,
as stated in [15].

Here we compare the performance of the cross-entropy loss function with
other loss functions: Dice loss (defined as 1 − DSC), a combination (summa-
tion) of both dice and binary cross-entropy and finally the dice-sensitivity loss
proposed in [15]. Table 3 shows the obtained results, where the best DSC was
obtained using the cross-entropy loss. Although one would expect segmentation
related loss functions (e.g. Dice loss) to obtain better results as in [15], our
experiments show that more generic losses (i.e cross-entropy) outperforms the
other losses. These results will be further investigated in the future using larger
number of cases.

4.4 Experiment 4: Patch Size

Several studies have been published to investigate the effect of the patch size in
patch based neural networks, showing that larger patches may improve the seg-
mentation results in terms of robustness (i.e. finding difficult lesions), as the net-
work can capture more contextual information. However, larger patches involve
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Table 3. DSC values (mean±std) obtained using different loss functions.

Loss function DSC1 DSC2

Cross entropy 0.508±0.275 0.576±0.291

Dice 0.470± 0.294 0.505± 0.309

Dice+cross entropy 0.472± 0.309 0.521± 0.313

Dice sensitivity 0.471± 0.314 0.524± 0.336

longer computational times especially for training time and potentially less accu-
rate segmented contours. Accordingly, we compared the performance of four dif-
ferent patch sizes: (32, 32, 32), (32, 32, 16), (16, 16, 16), and (16, 16, 8). The
obtained results are reported in Table 4.

Table 4. DSC values (mean±std) obtained using different patch sizes.

Patch size DSC1 DSC2

(32, 32, 32) 0.508± 0.275 0.576± 0.291

(32, 32, 16) 0.511±0.266 0.608± 0.273

(16, 16, 16) 0.474± 0.263 0.630± 0.276

(16, 16, 8) 0.398± 0.250 0.643±0.276

Several observations can be made from Table 4. Patch sizes of (32, 32, 32)
and (32, 32, 16) performed better in terms of general dice (DSC1), with average
dice values of 0.508 and 0.511 respectively. The slightly better performance when
using patch size of (32, 32, 16) compared to (32, 32, 32) can be attributed to
the pixel size of our scans, which is larger across the axial dimension (2 mm)
compared to coronal and sagittal (ranging from 0.5078 mm to 0.7813 mm). We
can also observe that in terms of segmenting the main lesion only (i.e. values of
DSC2), the patch sizes (16, 16, 8) and (16, 16, 16) performed better. However
the general dice (DSC1) was lower in this case which indicates that more FPs
were detected. This might be explained by the fact that many cases had small
lesions which were better segmented using smaller patch size and the contours
of other lesions in general were segmented better, but this caused more FPs to
be also detected. Finally, and taking into account both dice scores, both patch
sizes of (32, 32, 16) and (16, 16, 16) can be considered as having a good overall
performance.

4.5 Implementation Details

The proposed architecture was implemented in Python 3.7.4 using the Pytorch
1.4.0 machine learning framework. All python scripts were executed on Ubuntu
on a 256 GB RAM server with a Nvidia GeForce RTX 2080 GPU.



DL Based Segmentation of Breast Lesions in DCE-MRI 427

4.6 Discussion

In this subsection we compare results obtained using our proposed framework
with another approach that is based on Zhang et al. work. In that other approach
we used two hierarchical U-Net stages in which we used dice-sensitivity loss in
the first stage and dice loss in the second stage, as proposed by Zhang et al.
[15]. It is important to note that we used our proposed basic U-Net architecture

Table 5. DSC values (mean±std) obtained using different U-Net based approaches.

Network Patch size DSC1 DSC2

Basic U-Net (32, 32, 32) 0.508±0.275 0.576± 0.291

Basic U-Net (16, 16, 16) 0.474± 0.263 0.630±0.276

Two hierarchical U-Nets (32, 32, 32) 0.482± 0.294 0.581± 0.301

Fig. 3. Obtained segmentations of two example cases using basic U-Net with two dif-
ferent patch sizes compared to using a two hierarchical U-Nets approach. (a) is case
A0E0 and (b) is case A18I. GT is represented in red and obtained segmentation is
represented in white. (Color figure online)
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(proposed in Sect. 3.3) for both stages as well as our proposed pre-processing
steps (proposed in Sect. 3.2) instead of the pre-processing and U-Net architecture
proposed in [15]. The obtained results are reported in Table 5.

As observed from Table 5, results obtained using our proposed approach
(basic U-Net) were comparable to those obtained using the other approach (two
hierarchical U-Nets). As we can see, using a basic U-Net with patch size of (32,
32, 32) outperformed the other method in terms of general mean dice (DSC1)
that is 0.508 compared to 0.482, while in terms of segmenting main lesions
(DSC2) the performance was slightly lower with a mean dice of 0.576 compared
to 0.581. Hence, in general the two performances were comparable. On the other
hand, using a basic U-Net with patch size of (16, 16, 16) outperformed the other
method in terms of segmenting main lesions achieving a mean dice (DSC2) of
0.630 compared to 0.581 which indicates substantial improvement. However, it
achieved a slightly lower general dice (DSC1) which indicates more FPs. There-
fore, our results prove that using a basic U-Net with a binary cross-entropy loss
function and investigating the optimal configuration of other aspects (such as
patch size, optimizer, etc.) have the potential to outperform other more complex
approaches from state-of-the-art methods.

Figure 3 shows qualitative and quantitative results obtained for two example
cases using both our proposed architecture (with both patch sizes of 32, 32, 32
and 16, 16, 16) and the two hierarchical U-Nets approach. As we can see in both
Fig. 3(a) and Fig. 3(b), basic U-Net with the smaller patch size shows improved
segmentation of small, irregular and low enhanced lesions. However, it detected
more FPs in some cases as we can see in Fig. 3(b).

5 Conclusions and Future Works

In this work an automated method has been proposed for segmenting breast
lesions in DCE-MRI. Our proposed method is a 3D patch based U-Net framework
in which we perform a ROI restricted, balanced patch extraction in order to
address both the class imbalance and confounding regions problems. Differently
from most existing works on this topic, 3D segmentation was performed instead
of 2D. Additionally we utilized two temporal volumes (pre-contrast and last post-
contrast) along with the difference between them as inputs. Moreover, different
patch sizes, optimizers, loss functions were investigated in order to find the
configuration that yields the best results.

Experiments were performed on 46 cases and DSC was used to evaluate the
obtained segmentation. We obtained promising results considering the complex
dataset used and the fact that GT of only main lesions were provided. We com-
pare results of our proposed method to another method from a recent study, and
results showed better performance of our proposed method on the dataset we
used.

Further improvements could be achieved by incorporating larger dataset with
a complete annotation for those cases with multiple lesions. Moreover, further
investigation of the inputs and utilizing information from more temporal volumes
could also potentially alleviate the results.
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Finally, the deployment of architectures other than the simple U-Net such as
a deeper or modified architecture could also improve the performance.
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Abstract. Falling is among the most damaging events for elderly peo-
ple, which sometimes may end with significant injuries. Due to fear of
falling, many elderly people choose to stay more at home in order to feel
safer. In this work, we propose a new fall detection and recognition app-
roach, which analyses egocentric videos collected by wearable cameras
through a computer vision/machine learning pipeline. More specifically,
we conduct a case study with one volunteer who collected video data
from two cameras; one attached to the chest and the other one attached
to the waist. A total of 776 videos were collected describing four types of
falls and nine kinds of non-falls. Our method works as follows: extracts
several uniformly distributed frames from the videos, uses a pre-trained
ConvNet model to describe each frame by a feature vector, followed by
feature fusion and a classification model. Our proposed model demon-
strates its suitability for the detection and recognition of falls from the
data captured by the two cameras together. For this case study, we detect
all falls with only one false positive, and reach a balanced accuracy of
93% in the recognition of the 13 types of activities. Similar results are
obtained for videos of the two cameras when considered separately. More-
over, we observe better performance of videos collected in indoor scenes.

Keywords: Fall detection · Fall recognition · Wearable camera ·
Egocentric vision · Health monitoring · Well-being

1 Introduction

Owing to improved quality of life and advancement of medical technologies,
there is a trend of extending life expectancy, resulting in an increasing elderly
population across the world [1]. From the data given by the Department of
Economic and Social Affairs Population Dynamics of the United Nations, it can
be observed that the world population older than 60 years old almost doubled,
from 8.0% to 13.5% between 1950 and 2020 [1]. This expectation indicates that
the aging population process will accelerate in the next decades. Previous reports
from the World Health Organization (WHO) have shown that falling is the
second reason for unintentional injury death. It has defined fall as an event,
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which results in a person coming to rest unintentionally on the ground or floor
or other lower level. Reports show that 28% to 35% of people older than 65
have suffered at least one fall [2]. Moreover, falling is even more severe among
people older than 70, which accounts to 32% to 42% of the population in that
age group.

Fig. 1. (a) Illustration of the two body locations (chest and waist) that we use to collect
data. (b) Examples of frames extracted from different collected activities of falls and
non-falls considered in this work. The 13 abbreviations represent the type of activities
which are described in Sect. 3. The ‘-C’ indicates that the images were collected from
the camera attached to the chest.

In [3] it was identified that fear of falling is an independent risk factor for
reduced quality of life, activity restriction, loss of independence and fall-risk.
Moreover, falls among the elderly have also an economic impact on society.
Although there are various challenges in terms of fall detection, such as user
acceptance, the rarity of actual data, and concerns about violation of privacy [4],
there is an increasing interest in the development of more effective fall detection
systems.

In this work, we study the detection and recognition of human falls through
the analysis of egocentric videos collected by wearable cameras, something that
goes one step forward beyond the literature. The decision of using wearable cam-
eras stems out from the broader topic of visual lifelogging, which has attracted
a lot of interest, mainly in terms of creating visual diaries of the life of peo-
ple [5]. Egocentric images captured by wearable cameras show an objective and
first-person view description of the activities that the user experiences daily. An
example is the quantification of social interaction on daily basis [6]. In contrast
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to other wearable devices, the visual information captured by images/videos
offer to gather context information that we believe is helpful when studying and
understanding such event. Our proposed model is a conceptually simple pipeline
with a lightweight and effective algorithm. Here we conduct a case study with
data collected from one volunteer and address three research questions: a) Can
falls be detected and recognized from egocentric visual data? b) Which is the
best location of the wearable device, between the chest and the waist? c) Does an
indoor or outdoor environment affect the performance of our proposed approach
for fall detection?

In order to address the above questions, we collect two data sets from one
male student volunteer, one from a camera attached to his chest and the other
set from a camera attached to his waist. The data sets contain examples from
four types of falls and nine kinds of non-fall events.

The contributions of this work are three-fold. On one hand, we demonstrate
that video segments contain sufficient information to detect falls and the specific
type of fall. On the other hand, we propose a computer vision/machine learn-
ing pipeline that is effective for fall detection and recognition. Furthermore, we
contribute and make publicly available the new data set of 776 videos collected
by one individual.

The rest of the paper is organized as follows. In Sect. 2, we give an account
of related works. Section 3 reports the details of the data set that we collected.
We describe our proposed model for fall detection and recognition in Sect. 4. In
Sect. 5 and Sect. 6 we present the experimental results and discussion, respec-
tively. Finally, we draw conclusions in Sect. 7.

2 Related Works

The literature of fall detection techniques is abundant. In our recent work, we
give an overview of the challenges and recently proposed methods [7]. In that
survey, among others, we identified that typical sensors used for fall detection are
usually divided into three categories, namely wearable, visual, and ambient. Here
we focus on the literature that concerns fixed visual sensors, regular wearable
sensors and wearable cameras.

2.1 Fall Detection by Fixed Visual Sensors

Fall detection by fixed visual sensors have been widely explored. For instance,
a sensor network was organised in a retirement residential home in Columbia,
Missouri, to acquire real falls of the elderly. The sensing network was active for
3339 days and continuously collected daily activities of 16 elderly. During such a
long period, however, only 9 falls were recorded [8,9] leading to an insufficiently
representative data set for fall detection research purposes.

In order to counter for the difficulty to collect real falls, research reported
in [10] hired stunt actors to simulate various falls and non-falls activities. Other
attempts included the hiring of middle-age [11] and young [12,13] volunteers
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for that purpose. The performance of systems relying on fixed RGB cameras
heavily depends on environmental conditions, such as changes in illumination.
Moreover, fixed RGB cameras tend to cause a higher false alarm rate of deliberate
actions such as lying on the floor, sleeping or sitting down abruptly, because they
share similar movements to real falls. While the collection of daily activities can
lead to effective methods, it is restricted to controlled environments, such as
cameras monitoring living rooms or other parts of an indoor place. This can be
problematic when aiming to detect falls in the outdoors. Wearable sensors thus
play an important role for capturing every moment.

2.2 Fall Detection by Wearable Devices

In order to address the challenges mentioned above, non-vision wearable devices,
such as accelerometers, gyroscopes, pressure sensors, and ECG, have also been
investigated. One can distinguish an anomaly through the detection of critical
physiological variations of the concerned individual. Because of the advantages
of mobility and portability, wearable sensors have received popularity and have
become among the prominent types of sensors used in this field. Wearable non-
visual sensors, however, cannot distinguish the type of fall nor the exact location
within an indoor area, information that can be very useful to paramedics.

2.3 Fall Detection by Wearable Cameras

In [14] wearable cameras embedded in spectacles were proposed for the classifica-
tion of daily activities. Also, in [15], more than 100 h of video data were collected
from 20 persons performing in total 18 activities using a GoPro. The authors
used different representations as features and trained SVM classification models.
They suggested that real-world activities of daily living recognition are all about
the objects being interacted with and obtained a classification accuracy of 77%.
Visual wearable devices worn as necklaces have shown their potential for the
description of behavioural patterns [5].

The study in [16] used multiple data sets designed for egocentric actions and
activity recognition. The authors combined motion compensation, trajectory
selection, Fisher encoding and finally used a SVM for classification. The authors
identified three key components for performance: motion compensation, object
features over foreground regions and the use of an attention point to guide feature
extraction. The research reported in [17] collected over 600 events of falls, sitting,
and lying down by wearable cameras attached to the waist. A method based on
the Histogram of Gradients was proposed and achieved 91% fall detection rate.

A Microsoft LifeCam camera attached to the waist was used in [18,19] for
collecting a data set with fall and non-fall events. A hierarchy classification
model to recognize different types of falls and non-falls was applied in [18].
Firstly, a modified histograms of edge orientations and edge strengths were used
to distinguish falls from non-falls. If a given even resulted in a non-fall event,
optical flow was subsequently calculated to specifically determine which of the
non-fall events occurred. Moreover, they tested the algorithm in a smart platform
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Fig. 2. (a) Number of samples per each activity. The abbreviations are given in full
in Sect. 3 and Appendix. The suffixes “ W” and “ C” refer to the waist and chest,
respectively, according to where the camera was attached. (b) Distributions of the
duration of the collected clips for the 13 types of falls, which shows the averaged,
maximum, minimum seconds of duration for each category of events. The abbreviations
are described in Table 1.

embedded camera, which features a microprocessor and a wireless transmission
module, and achieved 87.84% accuracy for the detection of falls.

In [19] it was proposed a modified version of the histogram of oriented gradi-
ents (HOG) approach together with the gradient local binary patterns (GLBP).
It turned out that the GLBP feature is more descriptive and discriminative than
the other approaches investigated in their research. With their approach the
authors achieved an accuracy of 93.78% for indoor falls and 89.8% for outdoor
falls. The study in [20,21] proposed a fall detection system including a portable
camera, a communication module, and an embedded processor. Their algorithm
was based on HOG combined with optical flow and reported up to a sensitivity
of 95%. The few studies which applied wearable cameras, either deployed web
cameras [20,21] or GoPros [15], which are not very convenient portable devices.

Fall detection studies, especially those that use vision-based approaches, have
been shifting to machine/deep learning during the past years. Previous works
indicated the suitability of deep learning to fall detection [22–24]. In this work,
we advance further and analyze the appropriateness of a supervised approach
for the recognition of falls from a first-person view, i.e. through the analysis of
egocentric photo-streams collected by wearable cameras.

3 Data Set

We collect a new data set from one volunteer for testing our hypothesis with
the evaluation of our method described below. The collection of events is
recorded with two Onreal G1 wearable cameras. OnReal G1 is a portable mini
action camera with dimensions 420× 420× 200 mm that captures videos with a
resolution of up to 1080P and 30 fps. For this case study, the male student par-
ticipant was asked to record fall- and non-fall related events by wearing both



436 X. Wang et al.

cameras attached to the chest area of his t-shirts and to his belt in the waist
area as shown in Fig. 1a. Events were collected in indoor and outdoor scenes.
Indoor scenes consist of events recorded in the volunteer’s bedroom, living room,
and kitchen, while outdoor scenes are represented by events in parks and city
streets.

In particular, the volunteer collected a total of 776 events from both cameras
together. They include four types of falls and nine types of non-falls. In order
to simulate real scenarios, the volunteer starts each recording while walking
or standing. The volunteer was instructed to wait for several seconds before
stopping the recording of an event. Table 1 contains the description of all types
of falls and non-falls that we consider in this study, with the fourth column
showing the instructions given to the volunteer.

Table 1. Description of the collected fall- and non-fall events. The last column indicates
the instructions given to the volunteer.

No. Name Symbol Description

Falls 1 Front-falls FF From a standing position falling
forward to the floor with arm
protection and lying down

2 Backward-falls BF From a standing position falling
backwards and lying on the floor

3 Lateral-falls LF From a standing position falling in the
right-lateral and left-lateral direction
ending lying on the floor

4 Downside-falls DF From a standing position following a
vertical trajectory ending lying on the
floor

Non-falls 5 Lying LD From a standing position lying on the
bed and keeping the position for
several seconds

6 Rising-up RU From lying to sitting or standing

7 Sitting-down SD From a standing position to sitting on
a sofa or a chair

8 Bending Be From a standing position to bending in
any direction from the waist

9 Stumbling Stu From a standing position momentarily
losing balance; almost falling

10 Squatting Sq From a standing position bending low
on the knees and standing up again

11 Walking Wa Walking naturally

12 Standing Sta Standing with natural movement

13 Sitting Si Maintaining a sitting position
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In Fig. 1b, we can observe examples of collected fall- and non-fall events.
Each row is composed of sample frames equally spaced in time of a collected
video. Most of the falls last 10–20 s as shown in Fig. 2b. Figure 2a shows the
distribution of the number of examples per class that the volunteer collected.
Due to some errors in data recording, we ended up with few differences between
the number videos collected from the chest and waist in most of the classes. To
the best of our knowledge, this represents the first public fall data set collected
by egocentric cameras1.

4 Method

In this section, we depict our proposed pipeline for fall detection and recognition
from egocentric videos. In Fig. 3 we illustrate our proposed pipeline that consists
of extraction of frames, feature extraction and fusion, and classification model.
We elaborate on these components below.

Fig. 3. Flowchart depicting our proposed approach. The model is learned through the
training pipeline indicated with the solid arrows, and evaluated via the test pipeline
as specified by the dashed arrows. Both pipelines take video clips as input.

4.1 Extraction of Frames

Instead of using all frames from the recorded videos we only extract a subset of
frames equally spaced in time. This decision is motivated by our overarching goal
of having a lightweight system that can be effective with few frames, and thus
using as little computational resources as possible. For this work, an adapted
frame rate is calculated to extract 10 frames from each video. Moreover, in order
to keep computational power to a minimum, we do not do any preprocessing
operations to the extracted frames.

1 The data set can be downloaded from https://doi.org/10.34894/3DV8BF.

https://doi.org/10.34894/3DV8BF
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4.2 Feature Extraction

The extracted frames are described using a global representation of the scene.
To do so, we extract the 2048-element feature vector from the fully connected
layer of a ConvNet. More specifically, we rely on the residual network of 50
layers called ResNet50 [25], which is pre-trained on the ImageNet data set. The
alternative of training a neural network from scratch or training a classification
model with handcrafted features is not yet possible due to the limited amount
of collected data.

It is to be highlighted that the deep residual network and its variants have
been widely proven to be one of the most groundbreaking ConvNets. It can
achieve compelling performance because of the strong representational capacity
even for deep networks with many layers. The performance of some computer
vision tasks have been improved dramatically by such ConvNets, as for instance
shown in [25].

4.3 Fusion of Features and Classification Model

Each event is then described by concatenating the 2048-element feature vectors
of the ten frames into one long vector of 20,480 elements. We perform an abla-
tion study and evaluate different kinds of classifiers, including Linear SVM [26],
Nearest Neighbors [27], Decision Tree [28], and a Neural Network [29] for fall
detection and recognition in this case study.

5 Experiments and Results

5.1 Experimental Design

In order to address the proposed research questions we conduct three different
experiments. On one side, we evaluate the performance for the different classifiers
for the task of (1) fall detection, (2) the determination of the best location
to attach the camera, and (3) performance comparison of indoor and outdoor
environments. We carry out all experiments with a 10-fold cross validation and
report average performance measurements.

5.2 Performance Measurements

For each experiment we first determine the confusion matrix and then quantify
the performance in terms of macro weighted recall, precision, and F1-score, along
with the balanced-accuracy and accuracy.

5.3 Results

In Table 2 we show the results of the first experiment that evaluates different
classifiers and that uses the whole data set composed of 776 falls collected by
both cameras in a 10-fold cross validation.
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Table 2. Results of different classifiers for the entire data set of 13 classes.

Classifier Weighted
recall

Weighted
precision

Weighted
F1-score

Balanced
accuracy

Accuracy

Linear SVM 0.93
(±0.04)

0.93
(±0.06)

0.92
(±0.05)

0.93
(±0.04)

0.94 (±0.03)

3-NN 0.88
(±0.06)

0.87
(±0.09)

0.87
(±0.07)

0.88
(±0.06)

0.90 (±0.05)

Decision tree 0.34
(±0.06)

0.33
(±0.06)

0.32
(±0.05)

0.34
(±0.06)

0.46 (±0.08)

Neural network 0.93
(±0.06)

0.90
(±0.09)

0.91
(±0.10)

0.89
(±0.15)

0.93 (±0.05)

Fig. 4. The aggregated and normalized confusion matrix of the results obtained with
the linear SVM.

As can observed, the SVM classifier with a linear kernel achieves the best per-
formance in terms of weighted F1-score and balanced-accuracy. Figure 4 shows
the normalised and aggregated confusion matrix across the 10 experiments of
the 10-fold cross validation using SVM for the classification of the 13 concerned
events. The lowest performance is achieved for two non-fall events, namely bend-
ing and squatting-down. When we consider the application as a two-class prob-
lem (fall or non-fall) we detect all falls with one false positive in the 10-fold
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cross-validation setting with the linear SVM classifier. Based on the fact that
the SVM classifier yielded the best results above, in the following we evaluate
the experiments that concern the location (chest and waist) and environment
(indoor and outdoor) using only this classifier.

In the second experiment we treated the videos from the chest- and waist-
attached cameras as two separate data sets, for which we report the results with
the linear SVM in Table 3. The results show that the location where the wearable
camera is attached does not influence the performance.

Table 3. Performance for the 13-class classification task for each of the two camera
locations – waist and chest – and the linear SVM as classifier.

Location Weighted
recall

Weighted
precision

Weighted
F1-score

Balanced accuracy Accuracy

Chest 0.94
(±0.06)

0.93
(±0.08)

0.93
(±0.06)

0.94 (±0.06) 0.95 (±0.04)

Waist 0.95
(±0.07)

0.93
(±0.11)

0.94
(±0.09)

0.95 (±0.07) 0.96 (±0.06)

Finally, the influence of different environments, indoor and outdoor, is stud-
ied in the third experiment. To this end, falls and non-falls are collected in both
indoor (e.g. bedroom, living room, kitchen, and office), and outdoor environ-
ments (e.g. park, street, and the University campus) in order to cover as many
realistic locations as possible. The obtained results shown in Table 4 indicate
that falls collected in indoor environments are more accurately classified than
their counterparts.

Table 4. Performance for the 13-class classification task of our model when analysing
falls recorded in indoor and outdoor environments and the linear SVM as classifier.

Environment Weighted
recall

Weighted
precision

Weighted
F1-score

Balanced accuracy Accuracy

Indoor 0.95
(±0.08)

0.94
(±0.10)

0.94
(±0.09)

0.95 (±0.08) 0.96 (±0.05)

Outdoor 0.91
(±0.13)

0.89
(±0.15)

0.89
(±0.14)

0.91 (±0.13) 0.96 (±0.07)

6 Discussion

From the results of our case study, it seems that the proposed approach by wear-
able cameras is able to recognise fall- and non-fall events effectively. Besides the
effectiveness of this approach, the main advantage of wearable cameras is that
they are light and portable and therefore events of interest can be detected and
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recognized everywhere, not only in controlled indoor environments. Moreover,
egocentric visual data has a broader potential use beyond the fall/non-fall prob-
lem that we consider here. For instance, such content can be investigated to
model the detection of early signs of mobility and cognitive problems in the
elderly.

The results also indicate that there is comparable performance on the data
collected from the chest and from the waist. Our initial hypothesis was that the
camera attached to the waist would suffer from occlusions, especially for cer-
tain activities, such as sitting, bending, downside falls, and squatting-down. The
occlusions in such occasions could cause dark frames, that negatively impact the
classification of events. However, the obtained results indicate that the location
of the camera does not affect the detection and recognition of the fall. This can
be due to the fact that the volunteer paid attention and collected good quality
videos from both locations. This might not be the most realistic scenario, but
allows the analysis and study of the effect of the location of the camera.

Moreover, the results reveal that the type of environment affect slightly
the performance of the proposed methodology. Indoor events are more easily
recognized than the ones collected outdoors. The reason for such a result is
still debatable. With further experiments that we plan to conduct on a bigger
data set from several participants we will be in a position to draw more robust
conclusions.

So far this work is a case study with the data of one volunteer. As a natural
follow-up, we plan to extend our data set with multiple volunteers so that we
will evaluate the generalization ability across different users. Moreover, we aim
to investigate the fusion of non-visual sensors, such as accelerometers, with the
wearable cameras we used in this study. In that work, we will investigate a two-
tier approach where first we will use the accelerometer to detect an event and
then we use the egocentric frames to recognize the exact type of event.

7 Conclusions

We propose a novel approach for fall detection and recognition with wearable
egocentric cameras. Here we conducted a case study with the data collected by
two cameras from one volunteer, one attached to his chest and the other to his
waist.

For the total of 776 events collected by both cameras together, with the
proposed approach we detected all falls with only one false positive across the
10-fold cross validation. When we attempted to specifically label the events with
four types of falls and nine types of non-falls we achieved a balanced accuracy of
93% with 10-fold cross validation. In particular, when the images of both cameras
were treated as two separate data sets, it turned out that the location of camera
does not influence the performance in this case study. Better performance was,
however, achieved for indoor activities.
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Abstract. For many practical problems and applications, it is not fea-
sible to create a vast and accurately labeled dataset, which restricts
the application of deep learning in many areas. Semi-supervised learn-
ing algorithms intend to improve performance by also leveraging unla-
beled data. This is very valuable for 2D-pose estimation task where data
labeling requires substantial time and is subject to noise. This work
aims to investigate if semi-supervised learning techniques can achieve
acceptable performance level that makes using these algorithms during
training justifiable. To this end, a lightweight network architecture is
introduced and mean teacher, virtual adversarial training and pseudo-
labeling algorithms are evaluated on 2D-pose estimation for surgical
instruments. For the applicability of pseudo-labelling algorithm, we pro-
pose a novel confidence measure, total variation. Experimental results
show that utilization of semi-supervised learning improves the perfor-
mance on unseen geometries drastically while maintaining high accu-
racy for seen geometries. For RMIT benchmark, our lightweight architec-
ture outperforms state-of-the-art with supervised learning. For Endovis
benchmark, pseudo-labelling algorithm improves the supervised baseline
achieving the new state-of-the-art performance.

Keywords: 2D pose estimation · Surgical instruments · Convolutional
neural networks

1 Introduction

It has been shown that deep learning algorithms can achieve human- or super-
human- level performance on variety of tasks by utilizing large amounts of labeled
data. However, these achievements come at a cost: Creating these massive anno-
tated datasets usually require a great deal of time investment, sometimes also
expertise and is prone to human errors. For many practical problems and appli-
cations, it is not feasible to create such a vast and accurately labeled dataset,
which restricts the application of deep learning in many areas.
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A possible solution to this problem may be semi-supervised learning (SSL).
Unlike supervised learning algorithms, which require all the examples to be
labeled, SSL algorithms can improve performance by also leveraging unlabeled
data. SSL algorithms generally enable the learning system to learn the structure
of the data.

This work investigates if the need for labels can be reduced by using semi-
supervised learning in 2D-pose estimation setting. To the best of our knowledge,
so far, there has not been any investigation of the usage and performance of
SSL for surgical instrument tracking, where data labeling requires substantial
time, and therefore, amount of unlabeled data is large compared to the labeled
ones. However, this poses some fundamental challenges. In particular for 2D-pose
estimation where there is no proposed method to measure the confidence of the
network outputs. This is a big setback for the pseudo-labeling method where a
confidence threshold is utilized to select samples where the network is certain
of the answer. This study introduces total variation as a confidence measure for
2D-pose estimation task to enable the usage of pseudo-labeling.

In this work, we have applied 2D-pose estimation on surgical instruments.
For this purpose, a lightweight deep attention based network architecture is pro-
posed. On this architecture, three SSL algorithms are investigated: Mean teacher,
virtual adversarial training and pseudo-labeling. Detailed experimental analysis
is conducted on single-instrument Retinal Microsurgery Instrument Tracking
(RMIT) dataset and multi-instrument EndoVis challenge dataset. As there is
no unlabeled data for RMIT dataset, hyper parameter search is done using
supervised learning. For this dataset, proposed network architecture achieves
superior performance compared to state-of-the-art. For Endovis dataset, super-
vised learning is taken as baseline and SSL algorithms are benchmarked, where
pseudo-labelling algorithm outperforms the previous state-of-the-art results.

2 Related Work

Operations Requiring Surgical Tools. Retinal microsurgery is a very chal-
lenging field for surgeons. In a typical vitreoretinal surgery, the surgeon has to
manipulate retinal layers that are very delicate and less than 10µm thick [9].
A surgical precision in the order of tens of microns is required for this opera-
tion. Furthermore, the resistance applied by the retinal tissue to the instruments
is exceedingly small [9], which limits the haptic feedback. Therefore, it is very
difficult to estimate the precise location of the instruments. However, knowing
where exactly the instruments are can provide vital information which can help
avoid injuries inside the eye, e.g. broken blood vessel.

Another category of surgery that can benefit from knowing exact instrument
location is robotic laparoscopic surgery. Laparoscopy is a surgical procedure
which examines the organs inside the abdomen to check for signs of disease. Dur-
ing laparoscopic surgery, small incisions are made in the wall of the abdomen
and a laparoscope (a thin, lighted tube) is inserted into one of the incisions.
During robotic laparoscopic surgery, surgeons receive visual information about
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the instruments using the cameras embedded on the robotic device [21]. Uti-
lizing this information, the robotic master handles are used to move the robot
to the desired position. Since the surgeons are limited to the visual informa-
tion collected by a rod-like instrument where left and right channels are closely
embedded, estimating the depth and precise locations of instruments are very
challenging. Therefore, a real-time knowledge of the instruments’ position with
respect to anatomical structures is a key component to improve the assistive or
autonomous capabilities of surgical robots [4].

Approaches for Surgical Tool Pose Estimation. Recent developments in
computer vision have resulted in advanced approaches for vision-based track-
ing of surgical tools. The work prior to deep-learning era relies on handcrafted
features, such as Haar wavelets [22], gradient [14,29] or color features [19,31].
These approaches are not robust enough for real life scenarios due to strong
illumination changes and motion blur that occur during surgeries.

With the surge of deep learning the focus has shifted towards instru-
ment localization and/or segmentation through CNNs. However, most of these
approaches focus only on segmentation of the image, localization of keypoints
on the instrument tip or bounding box detection [6,7,11,16,17]. The method
proposed by I. Laina and N. Rieke et al. [11] focuses on the interdependency
between instrument segmentation and tip localization. This is the first attempt
to combine these two tasks into one pipeline. By jointly optimizing for these two
objectives, they improve the state of the art by a clear margin. The reported
network runtime for this work is 56 ms on Nvidia TITAN X. The major short-
coming of this work is that it cannot represent the full pose of the instrument or
include articulation. In response to these challenges, Du et al. [4] provide the first
work on articulated pose estimation for surgical instruments. They base their
approach on the methods proposed by [1,2] which consist of two stages. First,
joints and joint connections are segmented, and then these are refined to come
up with the final output heatmaps. These heatmaps represent the confidence of
the network about the presence of a joint or joint connection at any given pixel
location. Final pose of the instrument is inferred using bipartite graph matching
after non-maximum suppression as post-processing step. They report a network
runtime of 24 ms and post-processing runtime of 89 ms on Nvidia TITAN X GPU.
Although their approach provides good generalization performance, the biggest
challenge remains to be achieving real time performance while maintaining low
localization error.

3 Methodology

In this section, we initially give the details of the network architecture. Then
we explain the proposed confidence measure, total variation, which is needed for
pseudo-labeling algorithm. Finally, we mention the training details.
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Fig. 1. The modified U-Net architecture which is used in all experiments. For visual
clarity, the downsample, attention based upsample and attention blocks are illustrated
in Fig. 2 (a), Fig. 2 (b) and Fig. 3, respectively.

3.1 Network Architecture

For surgical tool pose estimation, a modified U-Net [15] architecture is used,
where each joint location is found via a separate heatmap output channel. Our
architecture makes use of attention mechanism intensively. Accordingly we have
named our architecture DAU-Net referring to Deep Attention based U-Net.
DAU-Net diverges from U-Net in the following regards: Downsampling oper-
ation is applied for 3 times, ReLU activation function is replaced with RLReLU
activation [27], 2D attention module is added to upsampling blocks at each con-
catenation point, group normalization [26] is used before each activation function
in the main network, whereas it is omitted in the attention module. The final
output maps are generated using a 1×1 convolution to scale the output channels
to the number of joints and joint associations of interest.

The final model that is used for all experiments is illustrated in Fig. 1. The
details of downsample and attention based upsample blocks are also illustrated in
Fig. 2(a) and Fig. 2(b), respectively. Skip connections are applied from downsam-
ple block (before maxpooling) to attention based upsample blocks after decon-
volution.

2D Attention Mechanism for Pose Estimation. Girshick et al. [8] have
shown that by cropping relevant locations from feature maps, we can detect
bounding boxes and classify the corresponding object. The biggest drawback
of this method is that we need bounding box annotations to learn the correct
answers.

To eliminate the need for bounding box annotations, 2D attention module
turns on/off elements in the feature maps. The turn on/off effect is achieved
by elementwise multiplication after sigmoid activation. In other words, for each
element in the feature map, the attention mechanism tries to decide if this ele-
ment contains information about the joints and/or connections between joints.



448 M. Kayhan et al.

Fig. 2. Architectures of downsample (a) and
attention based upsample (b) blocks. Each con-
volution and deconvolution is followed by group
normalization and RLReLU activation. ⊗ stands
for elementwise multiplication.

Fig. 3. Attention mechanism
applied in Fig. 2, where ⊗ refers to
elementwise multiplication. Out-
put of the attention mechanism
has 1 channel with input volume
size and it is broadcasted across
channels during elementwise
multiplication.

This leads to a drastic reduction in search space for the network because only
relevant elements are propagated further. The applied attention architecture is
depicted in Fig. 3. A visualization of the learned attention maps and the corre-
sponding images can be seen in Fig. 4. As can be seen, the attention mechanism
successfully concentrates on the important parts of the input image.

3.2 Post-processing

For single instrument localization only the joint probability maps are predicted,
whereas for multi-instrument localization the connection probability maps are
predicted as well. The following procedure is used to retrieve the final joint
locations.

Fig. 4. Visualization of the attention mechanism for multi-instrument case.
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For single instrument detection, Gaussian filter is applied to the output,
and then, for each channel of the output the pixel location that contains the
maximum value is found.

For multiple instrument detection, Gaussian filter is applied to the joint
probability maps which is followed by thresholded non-maximum suppression
to retrieve the joint candidates. Then, if total variation measure of the output
maps are below a certain threshold high-boost filter is applied to the connection
probability maps. Finally, line integral [2,4] is utilized to find joint pairs and the
instrument is parsed.

3.3 Total Variation as a Confidence Measure for Pose Estimation

In mathematics, total variation is a measure that describes the local and global
structure of functions [18]. Furthermore, in the context of image processing, it
is often assumed that signals with high total variation have excessive detail.
Following this notion, this study proposes total variation of probability maps as
a way of assessing the confidence of the inferred pose estimates.

Formally, the anisotropic version of total variation is shown as

V (y) =
∑

c

∑

ij

|yi+1,j,c − yi,j,c| + |yi,j+1,c − yi,j,c|

for multi-channel images [18]. As can be seen in the above given formulation,
total variation is the sum of the local discrete gradients in x and y direction.
In other words, images with high total variation have large value differences
between neighboring pixels. This is often assumed to be noise and irrelevant
information, and therefore, total variation denoising [25] has been proposed to
eliminate the noise from the images. However, in the context of CNN based 2D
pose estimation, the global structure of the output maps match the instrument
location because during training MSE objective is minimized. Exploiting this
information, total variation of output maps can be used to evaluate the local
properties of the output maps. As it can be seen in the autoencoder literature
[24], two images may have low MSE but look quite different because MSE does
not necessarily address the sharpness of the image. In this study, by using total
variation, the sharpness of the output maps is evaluated. In other words, if an
output map has low total variation, this translates to a flat output distribution
which represents a low confidence prediction. Thus, total variance measure can
be used as a post-processing step to evaluate the quality of predictions and
if necessary, enable a decision mechanism which can be used to evaluate the
need for further processing. Furthermore, this measure complements the pseudo-
labeling method for pose estimation because this method requires a confidence
threshold to be used effectively.
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3.4 Training Details

Learning: Throughout the training Adam solver is used with default parame-
ters [10]. The training lasted 50k iterations. Following Du et al. [4], input resolu-
tion is set to 288×384 pixels and 256×320 pixels for RMIT and EndoVis datasets
respectively. DAU-Net kernels are initialized from a truncated Gaussian distri-
bution and kernels in attention module is initialized using Xavier initialization.
Target labels are created by heatmaps, where each joint annotation corresponds
to a 2D Gaussian density map centred at the labelled point location and the
annotation for joint association corresponds to a Gaussian distribution along
the joint pair center line. Following Du et al. [4], the standard deviation of 20
pixels is used for Gaussian distributions.

Regularization: The network is regularized using dropout [20] with dropping
rate of 30% and 10% for RMIT and EndoVis, respectively. Also, noisy labels are
applied by sampling a random variable uniformly between −0.01 and 0.01, and
adding to each pixel of the target heatmap.

Augmentation: Since both datasets contain very limited data, heavy data aug-
mentation is used to avoid overfitting. For RMIT dataset, random flipping, ran-
dom translation (5 px), random rotation (10◦), Gaussian noise, random bright-
ness, random contrast, random saturation, histogram equalization, random blur-
ring, pepper noise, salt noise, speckle noise and random erasing [30] are used. For
EndoVis dataset, random flipping, random translation (5 px), random rotation
(20◦), random swapping are used.

Random Swapping Data Augmentation: EndoVis dataset contains very limited
annotated samples. Furthermore, a large fraction of these samples consist of
frames where only a single instrument is visible. This makes it very difficult to
learn models with good generalization across single and multi-instrument cases.
To deal with this issue, Random Swapping is introduced as a data augmentation
strategy.

Inspired from [3,5], Random Swapping is a method that uses keypoint annota-
tion to generate semantically meaningful mixtures of images and simulate occlu-
sion. In this study, the clasper annotations are used to split the frames into 2
parts. Afterwards another image is sampled from the training set and again a
split is formed depending on the clasper annotation. Finally, two cropped parts
from these two training images are fused together. If the sum of the crop sizes do
not correspond to the original frame size, the final image is either zero-padded
from the middle or cropped from the edges. The same operations are performed
on the target heatmaps as well to generate labels for training. An illustration of
the output images can be seen in Fig. 5.
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Fig. 5. The resulting frames from random swapping is depicted in the figure. To make
it visually more comprehensible, parts that come from different images are visualized
using BGR and RGB color formats respectively.

Implementation: The whole training setup and network is implemented using
Tensorflow. For reproduciblity of results, we make our code publicly available1.

4 Experiments

In this section, we share the obtained results from our experiments on two pub-
licly available datasets: RMIT2 and Endovis3. First, RMIT dataset is used to
develop the deep attention U-Net (DAU-Net) model. Since RMIT dataset does
not contain any unlabeled samples we do not investigate semi-supervised learn-
ing on this dataset. Next, EndoVis dataset is utilized to evaluate the performance
of the developed network architecture. Furthermore, the unlabeled training data
is used to evaluate the effectiveness of mean teacher, virtual adversarial learning
and pseudo labeling algorithms.

4.1 Datasets

RMIT Dataset: Retinal Microsurgery Instrument Tracking (RMIT) dataset
consists of three surgical sequences which are recorded during in vivo retinal
microsurgery where only a single instrument is visible during recording. The
original frames extracted from the videos have a resolution of 640 × 480 pixels.
Following Du et al. [4], the dataset was split into training and test datasets where
the training set consists of the first halves of each sequence and rest of the data
was used for testing. A detailed distribution of the data can be seen in Table 1.
For most of the frames 4 keypoints (tip1 - tip2 - shaft - end) are annotated. An
example annotation can be seen in Fig. 6(a).

Endovis Dataset: EndoVis challenge dataset is a multi-instrument dataset
that contains 6 video sequences from endoscopic surgeries where in fraction of

1 https://github.com/mertkayhan/SSL-2D-Pose.
2 https://sites.google.com/site/sznitr/code-and-datasets.
3 https://endovissub-instrument.grand-challenge.org.

https://github.com/mertkayhan/SSL-2D-Pose
https://sites.google.com/site/sznitr/code-and-datasets
https://endovissub-instrument.grand-challenge.org
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Table 1. The distribution of the data across different sequences for RMIT and Endovis
datasets. Each row contains number of labeled images/number of total images for
corresponding sequence. It should be noted that Sequence 5 and 6 are only present in
the test set for Endovis Dataset.

EndoVis dataset RMIT dataset

Training Testing Training Testing

Seq 1 210/1107 80/370 201/201 201/201

Seq 2 240/1125 76/375 111/111 111/111

Seq 3 252/1124 76/375 265/271 266/276

Seq 4 238/1123 76/375 – –

Seq 5 – 301/1500 – –

Seq 6 – 301/1500 – –

Total 940/4479 910/4495 577/583 578/588

Fig. 6. Example training labels for RMIT (a) and Endovis (b) datasets. For RMIT
dataset, the tips (cyan, blue), shaft (green) and end (red) of the instrument are anno-
tated. For Endovis dataset, the claspers (red, blue), head (green), shaft (yellow) and
end (cyan) joints are annotated. (Color figure online)

the sequences, 2 instruments are present in the frame. The training set consists
of four 45 s ex vivo video sequences of surgeries whereas the test set consists of
four 15 s video sequences which are complementary to the training set as well as
two additional 1 min recorded interventions. A detailed distribution of the data
can be seen in Table 1. The frame resolution for each of the videos is 720 × 576
pixels. Since the sparse annotations proposed by Du et al. [4] are used, as done
by Du et al., the entire training set is used for training which differs from the
leave-one-surgery-out training strategy requirement of the original challenge. For
semi-supervised learning, the unlabeled training data is used as well. Du et al.
construct a high quality multi-joint annotation which consists of Left Clasper,
Right Clasper, Head, Shaft and End joint positions. An example annotation can
be seen in Fig. 6(b).
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Table 2. A compact summary of the results obtained by varying one component at a
time to find the right architecture and training pipeline for RMIT dataset. Augmenta-
tion refers to only geometric transformations while heavy augmentation also includes
color space transformations.

Pixel error rates (MAE)

Shaft Tip 1 Tip 2 Avr

U-Net + augmentation 5.9 7.12 5.57 6.2

U-Net + augmentation + attention 3.79 6.67 4.72 5.06

U-Net + heavy augmentation + attention 3.73 5.98 4.12 4.61

U-Net + heavy augmentation + attention +
L2 regularization

4.72 6.63 4.98 5.44

U-Net + heavy augmentation + attention +
dropout

3.81 5.71 4.4 4.64

U-Net + heavy augmentation + attention +
dropout + noisy labels

3.19 5.59 4.23 4.34

U-Net + heavy augmentation + attention +
dropout + noisy labels + lrelu

3.1 6.59 4.49 4.73

U-Net + heavy augmentation + attention +
dropout + noisy labels + rlrelu

2.8 4.82 4.17 3.93

4.2 Results Using RMIT Dataset

For the experiments shown in Table 2, the network is trained on the groundtruth
bounding boxes to enable faster experimentation and simulate an object detec-
tion based localization system. Bounding boxes are extracted using 3-point anno-
tation as shown in Fig. 6(a) excluding end point. A resolution of 128 × 128 is
used for all experiments. In Table 2, the pixel error rate corresponds to mean
absolute error since the groundtruth bounding boxes are used for training which
eliminates the possibility of false detection.

First, a vanilla U-Net is trained using only the geometric augmentations. It
is observed that the network produces very coarse output maps which lead to
high pixel error. In response to this observation, attention mechanism is intro-
duced to help the network to concentrate on the important parts of the image.
Following this modification, it is observed that the network trains a lot faster
and produces more finegrained outputs. However, it is also observed that the
network is highly prone to overfitting, and therefore, more data augmentation
is introduced to deal with this. Even with the additional augmentation, it is
observed that the network overfits, thus, regularization is added in the following
experiments. It can be seen that dropout yields superior performance compared
to L2 regularization, and therefore, dropout with 30% drop rate is used in the
following experiments. Because increasing the drop rate does not increase the
generalization performance, more creative ways of regularizing the network are
investigated. It is observed that the combination of heavy data augmentation and
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Table 3. Comparison of DAU-Net-64-3 with the state of the art for 4-point annotation
and end-to-end training on RMIT dataset.

Precision/recall/pixel error (RMSE)

DAU-Net-64-3 Du et al. [4]

Tip1 96/96/4.44 99.13/99.13/5.26

Tip2 98.3/98.3/5.13 97.58/97.58/4.61

Shaft 99.5/99.5/4.01 94.12/94.12/4.93

End 92.4/92.4/5.68 86.51/86.51/4.68

Avr 96.6/96.6/4.82 94.3/94.3/4.87

noise injection to the labels simulates new data points more convincingly and
leads to a better generalization performance. The structure of the injected noise
is described in Subsect. 3.4. Finally, an investigation over the activation functions
is conducted to see if generalization performance can be improved. It is observed
that RLReLU activation function [27] improves the generalization performance
furthermore. All in all, one can see that by increasing the input and network
level stochasticity (random data augmentation, dropout and RLReLU), the gen-
eralization performance is improved drastically. This model is used throughout
this study and represented by DAU-Net-<base feature maps>-<depth> which
corresponds to DAU-Net-32-3 in this case.

In order to make a fair comparison with state-of-the-art, the proposed system
is scaled up and trained on 4-point annotations in end to end manner. Except
increasing the number of trainable parameters, no other modifications are made
and same input resolution as Du et al. [4] is used. As can be seen in Table 3, DAU-
Net-64-3 improves the state of the art while using fewer parameters (∼2.1M) for
a detection threshold of 15 pixels on the original frame. It should be noted that
in Table 3, the pixel error does not correspond to mean absolute error but to
root mean squared error computed for the detected joints.

Table 4. A compact summary of the results obtained by varying one component at a
time to find the right amount of regularization and data augmentation strategies for
EndoVis dataset.

Experiments (Test set loss (MSE))

Avr. loss

30% dropout 0.002337

Dilated Conv 0.003029

10% dropout 0.002357

Random Swap 0.002288

Elastic Disp. 0.002302
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4.3 Results Using Endovis Dataset

For all the experiments given in Table 4, DAU-Net-64-3 is used because it was
shown to deliver very accurate pose estimates for single instrument cases. The
main idea of these experiments is to test the performance on multi-instrument
cases and measure the effectiveness of semi-supervised learning in 2D-pose esti-
mation setting. Since finding the exact poses of multiple instruments require a
post-processing procedure based on thresholded non-maximum suppression and
graph matching, test set loss is compared to find models with better performance.

First, the network is trained with the exact setup from the previous section.
However, it is observed that the generalization performance is not very good.
At the beginning it is speculated that this is caused by the larger receptive field
requirement for the EndoVis dataset. Therefore, dilated convolutions with dila-
tion rate 2 are introduced. As can be seen in the Table 4, this does not improve
the performance. After analysing the output maps, it is observed that network
produces flat outputs to minimize MSE which is interpreted as underfitting.
In response to that, dropout rate is reduced to 10%. Furthermore, the color
space augmentations are removed because in EndoVis the lighting does not vary
between sequences. Next, random swapping data augmentation is introduced to
generate more data. Introduction of random swapping reduced the test set error
below 0.0023. Afterwards, to see the effectiveness of random swap, it is removed
from the augmentation pipeline and elastic displacement is introduced. However,
this model performs slightly worse.

Table 5 shows the precision, recall, f1-scores and the RMSE of the network for
seen and unseen instruments. As can be seen, the network delivers very accurate
pose estimates for seen instruments compared to unseen instruments since the
network has difficulty extrapolating to an unknown geometry. Except for the
left clasper, it can be seen that the detected joints are mostly within the 20
pixel threshold, whereas for left clasper, detections are not very accurate. After
analysing the output maps, it is seen that the network produces low confidence
predictions which get thresholded away. It is speculated that this is the main
reason for the low recall for most of the joints. To counter that, our proposed total
variation confidence measure is utilized. More information about this method can
be found in Sect. 3.3. Using the steps given in Sect. 3.2, an improvement from
73.9 to 76.1 in average f1-score is observed. A detailed report of the results with
this new post-processing pipeline can be seen in Table 6.

After establishing the right data augmentation strategies and post-processing
pipeline, the unlabeled training data is utilized in semi-supervised learning con-
text to see if further performance improvement is possible. To this end, mean
teacher [23], pseudo-labeling [28] and VAT [12] algorithms are implemented and
evaluated. It should be noted that for pseudo-labeling, the confidence thresh-
old is set to be above 1000 total variation for multi-instrument cases and above
400 total variation for single instrument cases. For the mean teacher algorithm,
α = 0.95 is used for EMA. For VAT, the distance metric to compute the virtual
adversarial loss is chosen to be MSE. In Table 7, ξ represents the maximum con-
sistency coefficient for the mean teacher algorithm and ε is the magnitude of the
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Table 5. Performance of the supervised baseline on the seen and unseen instruments
after post-processing.

Keypoint Sequence 1–4 (Seen instruments) Sequence 5–6 (Unseen instruments)

Precision Recall F1-score Pixel error

(RMSE)

Precision Recall F1-score Pixel error

(RMSE)

Left clasper 95.6 100 97.8 4.44 58.0 83.5 68.5 8.13

Right clasper 99.7 100 99.9 2.83 90.7 63.5 74.7 5.85

Head 99.7 100 99.9 4.23 95.1 65.1 77.3 4.92

Shaft 100 100 100 2.86 99.4 66.1 79.4 8.11

End 100 100 100 5.93 91.9 56.1 69.7 7.13

Avr 99.1 100 99.5 4.06 87.0 68.7 73.9 6.83

Table 6. Performance of the supervised baseline on the unseen instruments with the
modified post-processing which utilizes total variation measure.

Sequence 5–6 (Unseen instruments)

Precision Recall F1-score Pixel error (RMSE)

Left clasper 61.6 90.2 73.2 7.89

Right clasper 86.0 75.8 74.7 6.31

Head 83.4 67.9 74.9 5.32

Shaft 94.8 71.5 81.5 8.25

End 90.3 64.0 74.9 7.70

Avr 82.8 72.2 76.1 7.09

virtual adversarial noise. The maximum consistency coefficient is reached after
20k iterations for mean teacher algorithm, whereas there is no ramp-up for VAT
as it was the case for the original paper as well [12]. The sigmoid schedule that
was used by Oliver et al. [13] is utilized for these experiments to determine the
value of ξ throughout the training. As can be seen in Table 7, 3 candidates with
lower test set loss is selected for post-processing to enable a thorough comparison
of the algorithms.

As can be seen on Table 8, semi-supervised learning methods consistently
improve the ability to extrapolate to unseen geometries while maintaining high
accuracy for seen instruments. It is observed that the network trained with
pseudo-labeling method is more consistent across seen and unseen instruments,
and therefore, this model has been selected as the final semi-supervised model.
Furthermore, in Table 9, a comparison of the supervised baseline, final semi-
supervised model and state of the art in terms of f1-score and root mean squared
pixel error provided. It should be noted that following Du et al. [4], for all the
experiments a pixel threshold of 20 pixels on the original frame is used. Table 9
shows that semi-supervised learning improves the supervised baseline in average
f1-score and pixel error. Plus, the state of the art is improved in terms of average
f1-score and pixel error while only using ∼2.1M trainable parameters which
goes to show the usefulness of semi-supervised learning and the strength of the
designed network architecture. The runtime of DAU-Net-64-3 is measured as 35
ms on Nvidia TITAN X GPU.
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Table 7. An overview of the experiments and the respective test set losses. Test set
loss is used to only find the better performing hyperparameters but not to compare
algorithms.

Experiments (Test set loss (MSE))

SSL Algorithms Avr. loss

VAT (ε = 1) 0.002319

VAT (ε = 0.1) 0.002295

VAT (ε = 10) 0.002361

Pseudo-labeling 0.002335

Mean teacher (ξ = 1) 0.002428

Mean teacher (ξ = 0.1) 0.002335

Table 8. An exhaustive comparison of different semi-supervised learning algorithms
for seen and unseen instruments.

Keypoint F1-score/pixel error (RMSE)

Sequence 1–4 (Seen instruments) Sequence 5–6 (Unseen instruments)

VAT Pseudo-labeling Mean teacher VAT Pseudo-labeling Mean teacher

Left clasper 95.6/4.48 96.1/3.97 95.8/5.34 74.8/9.43 77.8/7.57 80.5/8.87

Right clasper 98.8/2.94 97.9/2.22 95.6/6.99 82.5/6.15 68.8/6.39 71.0/6.28

Head 99.7/3.43 100/3.54 97.1/3.58 72.0/4.50 81.3/4.89 71.5/5.15

Shaft 100/3.61 100/3.28 96.0/2.90 81.4/7.98 87.2/8.24 88.9/9.48

End 100/5.24 99.9/6.05 99.1/5.23 83.0/8.25 82.3/8.40 85.6/8.66

Avr 98.8/3.94 98.8/3.81 96.7/4.81 78.7/7.26 79.5/7.10 79.5/7.69

Table 9. A comparison of f1-score and root mean squared pixel error for the supervised
baseline, selected semi-supervised model and the state of the art.

All sequences (F1-score/pixel error (RMSE))

Supervised Pseudo-labeling Du et al. [4]

Left clasper 80.6/6.67 82.8/6.63 86.4/5.03

Right clasper 81.7/5.58 76.2/5.39 85.7/5.40

Head 80.9/5.19 85.6/4.56 76.3/6.55

Shaft 85.2/7.25 90.1/7.32 91.0/8.63

End 81.4/7.26 86.4/7.84 77.3/9.17

Avr 82.0/6.39 84.2/6.35 83.3/6.96

5 Conclusion

This study encompasses an evaluation of semi-supervised learning for 2D-pose
estimation for surgical instruments where data labeling is prone to human errors
and requires a lot of time investment. All in all, it is observed that utilization
of the attention mechanism improves the performance drastically and eliminates
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the need for a 2-stage pipeline that consists of detection and refinement. Further-
more, it has been shown that semi-supervised learning improves the performance
for unseen instruments while maintaining high accuracy for seen ones. More
specifically, it is recognized that the combination of pseudo-labeling and total
variation is more consistent and easier to use, whereas VAT and mean teacher
algorithms require extensive hyperparameter search and additional computa-
tional overhead during training. Furthermore, the introduced confidence mea-
sure, total variation, is shown to be very useful in many aspects. Our experiments
indicate that the utilization of total variation as a post-processing step and/or as
a part of pseudo-labeling algorithm can yield serious performance improvement.
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Abstract. Spine surgery is nowadays performed for a great number
of spine pathologies; it is estimated that 4.83 million surgeries are car-
ried out globally each year. This prevalence led to an evolution of spine
surgery into an extremely specialized field, so that traditional open inter-
ventions to the spine were integrated and often replaced by minimally
invasive approaches. Despite the several benefits associated to robotic
minimally invasive surgeries (RMIS), loss of depth perception, reduced
field of view and consequent difficulty in intraoperative identification of
relevant anatomical structures are still unsolved issues. For these rea-
sons, Augmented Reality (AR) was introduced to support the surgeon
in surgical applications. However, even though the irruption of AR has
promised breakthrough changes in surgery, its adoption was slower than
expected as there are still usability hurdles. The objective of this work is
to introduce a client software with marker-based optical tracking capa-
bilities, included into a client-server architecture that uses protocols to
enable real-time streaming over the network, providing desktop render-
ing power to the head mounted display (HMD). Results relative to the
tracking are promising (Specificity = 0.98 ± 0.03; Precision = 0.94 ± 0.04;
Dice = 0.80 ± 0.07) as well as real-time communication, which was suc-
cessfully set.

Keywords: Augmented Reality · Marker tracking · Spine surgery

1 Introduction

The incidence of spinal disorders has undergone a huge increase in the last few
years, reaching epidemic extensions. It is estimated that globally 4.83 million
spinal operations are annually performed [6]. This growing trend was related to
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the aging population, greater disease prevalence, improved diagnostic modali-
ties, development of new surgical techniques, and an increased number of spine
surgeons [15]. Over the past few decades, spine surgery has become an extremely
specialized field; highly complex procedures are more and more performed, across
all age groups, and often through minimally invasive approaches [19]. Traditional
open interventions to the spine, although familiar to surgeons, are associated
with morbidity, increased blood loss, increased postoperative pain, longer recov-
ery time, and impaired spinal functions. Thus, less invasive techniques that can
provide equivalent or better outcomes compared with conventional spine surgery,
while limiting approach-related surgical morbidity, are desirable [16].

Minimally invasive surgeries (MIS) procedures are characterized by small
surgical incisions, minimal disruption of musculature, intraoperative monitoring
and imaging modalities. The use of small surgical incisions was associated with
less surgical-related morbidity, better long-term postoperative outcomes, and
decreased costs mostly due to shorter postoperative hospital stays [20]. Under
this scenario, surgical robots emerged during the 90s [10] and from then, pro-
gresses to optimize the use of robotic technology were made. Robotic minimally
invasive surgeries (RMIS) in fact, increase surgeons ability with tremor compen-
sation, allowing the use of more sophisticated control strategies (e.g., virtual fix-
ture) [12]. Nevertheless, as spine surgeons are familiar with the patient anatomy
when it can be directly visualized and MIS generally limits the area of surgical
interest, certain key anatomic landmarks can be lost [17]. Moreover, RMIS is
associated with reduced field of view and consequent difficulty in intraoperative
identification of relevant anatomical structures. For these reasons, RMIS is more
technically demanding; however operative times and complications are reduced
as the surgeon becomes more experienced with the technique [11].

A solution for these problems can be found in augmented reality (AR), an
imaging technology which provides digital contents that augment information
directly on the real world. AR creates opportunities for new medical treatments:
in fact, various imaging methods can be used to guide surgical instruments
through the body without the physician direct sight [5]. Thanks to AR, sen-
sitive structures placed in the surgical field can be identified in the pre-operative
plan, and their intra-operative position can be retrieved in order to avoid the
interaction of the robot with these structures [1]. Moreover, AR enables the sur-
geon direct sight on the surgical area, without the need to switch between screen
and patient, and it is associated with increased safety and accuracy, and reduced
amount of intraoperative radiation (as it happens when using fluoroscopy) [23].

Although AR is not a new technology and it has made progresses in the past
years, with considerable benefits for both patient care and surgical performance,
its adoption in the surgical field is still impeded by a set of technological bar-
riers regarding handling, feasibility, hardware limitations, and the high cost of
the instruments, which reduces the possibility of a wider development of this
surgery [21]. One of the greatest limitations of AR is the low frame rate achieved
by the head mounted display (HMD). Another problem is the need of real-time
patient motion tracking, which is required to accurately position the instruments.
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This is usually solved by positioning markers on the patient body or on the robot
end-effector, whose position in space is measured by tracking devices. The marker
to be placed is printed and then attached to the patient skin or to the robot end-
effector. In the first case it is fixed using any kind of existing bio-compatible trans-
parent tape or glue, paying attention to the placement of the marker in a smooth
and planar site; in the second one, it is attached to the robot and then covered with
a sterile transparent foil. The marker usually does not affect the intervention but
problems could arise due to occlusion, which can occur if the marker is partially
covered, and the augmented scene is suppressed or visualized on top of real objects
(e.g. surgical instruments or surgeon hands) [7].

Multiple tracking technologies were proposed but they are characterized by
different drawbacks: optical tracking requires direct line of sight between a set
of stereo cameras and the markers -which is difficult to achieve in a crowded
operating room (OR)- while electromagnetic tracking precision is reduced by the
proximity of metallic objects. Optical tracking normally achieves tracking errors
of several millimeters [22], which is not sufficient for high-precision interventions
such as spine surgery. However, previous studies made with electromechanical
tracking show the potential to achieve tracking errors < 1 mm, which is a great
improvement over existing technology [2].

In this work, a marker-based optical tracking is proposed, in which two-
dimensional open source markers were used. It was tested and evaluated with
different metrics and then integrated in a client-server architecture, on which
computationally intensive tasks are performed on remote servers, leaving the
wearable devices in charge of rendering the final frames transmitted as a video
stream.

2 Methods

2.1 Marker System Selection

For the client software implementation, open-source libraries were used as a
starting point for the development of a marker detection and tracking algo-
rithm and for the integration of this algorithm on the HoloLens 11. The marker
tracking algorithm was developed taking as reference OpenCV2, an open source
Computer Vision library, which offers infrastructures for real time applications.
In OpenCV the ArUco module, based on the ArUco library [8,13], was used to
implement the tracker application. ArUco library was chosen among the many
fiducial marker detection systems available, as it is the most popular and reliable
one. In fact, ArUco is robust and able to detect and correct binary code errors,
it is characterized by a good performance at a wide range of marker orienta-
tions and great adaptability to non-uniform illumination conditions [13,14]. The
algorithm and the libraries were mainly implemented in C++.

1 https://docs.microsoft.com/it-it/hololens/.
2 https://opencv.org/.

https://docs.microsoft.com/it-it/hololens/
https://opencv.org/
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Fig. 1. Phases of ArUco marker tracking.

Experimental Design: The marker tracking algorithm was firstly tested on a
desktop application acquiring video of markers with a smartphone, later Adobe
After Effect [4] was used to simulate an intraoperative scenario and finally it
was adapted to be used as Universal Windows Platform (UWP) application for
HoloLens in the context of server-client communication. The diagram in Fig. 1
shows the phases of the tracking algorithm based on fiducial bitonal markers.
ArUco markers are synthetic square markers composed by a black border and
an inner binary matrix which determines their identifier (ID). The marker black
border facilitates its fast detection in the image and the binary codification
allows its identification and the application of error detection and correction
techniques [8].

The marker size defines the dimension of the internal matrix (such as, a
marker size of 4 × 4 is composed by 16 bits); markers can be found rotated
in the environment, as the detection process is able to determine the original
rotation, so that each corner is identified unequivocally. A dictionary of markers
is the set of markers that are considered in a specific application, it is the list
of binary codifications of each of its markers. The marker ID is the marker
index within the dictionary it belongs to [7]. Starting from an image containing
ArUco markers, the detection process must return a list of detected markers.
Each detected marker includes the position of its four corners in the image (in
their original order) and the ID of the marker. In this work a 4 × 4 dictionary
was used.

Calibration of the System: Camera calibration is the process of obtaining
intrinsic and extrinsic camera parameters which allows to determine where a 3D
point in the space projects in the camera sensor (pose estimation). In this work
the OpenCV routine was used [3,24]. OpenCV uses the pinhole camera model
in which a scene view is formed by projecting 3D points into the image plane
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through a perspective transformation. The camera parameters can be divided
into intrinsics and extrinsics. Intrinsic parameters include focal length of the
camera lens in both axes, optical center of the sensor and distortion coefficients.
The calibration was done by targeting the camera on a known structure, a flat
pattern of alternating black and white squares (chessboard) [24].

By viewing this structure from various angles, it is possible to obtain the
(relative) location and orientation of the camera for each image in addition to
the intrinsic parameters of the camera. To provide multiple views, the board
was rotated and translated while keeping the camera fixed to acquire the images
(80 images of a 9 × 6 chessboard with square dimension of 24 mm). At the end
of the calibration process, results were saved into an XML file (which contains
intrinsics and extrinsics parameters, and camera matrix), and it was used in the
routine to estimate the pose and to track ArUco markers.

2.2 Server-Client Communication

Once obtained a working desktop application it was adapted to be used
with HoloLens 1 and included in the client-server architecture. DirectX3 and
WebRTC4 (Web Real-Time Communications) were used to deliver desktop
rendering power to HoloLens, so that the entire computation is done on the
server side and HoloLens becomes a viewer. The proposed visualization archi-
tecture includes three interconnected applications, running at the same time:
the HoloLens Client, the Windows Desktop Server, and a Signaling Server which
manages the communication and connection between the first two. This architec-
ture was built on the 3DStreamingToolkit5 which uses the WebRTC protocols, as
well as the NVEncode hardware encoding library from NVIDIA6. The hardware
architecture used to establish the communication includes three components: a
router, a desktop Windows server (hosting the rendering server and the signal-
ing server7), and the HoloLens 1 running the DirectX HoloLens Client. A local
network was used for communication as it enables control, reliability, transmis-
sion speed and latency. The peers interact with the signaling server to share the
handshakes and start a direct peer-to-peer transmission. After this, data are sent
directly between client and server.

2.3 Evaluation Protocol

The following metrics were used to qualitatively analyze the marker-based optical
tracking system:

– Localization accuracy of the marker pose: it is important, in spine surgery,
to test how accurately the position and orientation of the marker were deter-
mined by the localization algorithm.

3 https://docs.microsoft.com/it-it/windows/mixedreality/.
4 https://webrtc.org/.
5 https://3dstreamingtoolkit.github.io/docs-3dstk/.
6 https://www.nvidia.com/.
7 https://github.com/anastasiiazolochevska/signaling-server.

https://docs.microsoft.com/it-it/windows/mixedreality/
https://webrtc.org/
https://3dstreamingtoolkit.github.io/docs-3dstk/
https://www.nvidia.com/
https://github.com/anastasiiazolochevska/signaling-server
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– Runtime performance: to measure how long it takes to process a frame is an
important parameter to consider: in fact, the algorithm being part of a real
time application needs to have a fast processing time. A timer was integrated
in the algorithms to get the time the system needs to process one frame. The
running time was measured at a distance of 40 cm between the marker and
the camera, a marker size of 4 cm and a static scene with constant lighting
conditions. Furthermore, to ensure consistent results, the measurements were
performed several times and finally the average of the detection rate for 100
frames was determined.

– Robustness: to test how the system behaves in different environment condi-
tions. It is important to consider the environment in which a marker system
is used, in fact parameters as illumination conditions and partial occlusion of
the marker play an important role [9]. For these tests, a marker grid was used.
The detection rate was first determined with three different light conditions,
from low to strong light (typical condition in an OR). Moreover, in the OR it
is often required to cover the marker with a protective transparent foil, which
can lead to light reflection and therefore to partial masking of the marker. To
simulate this scenario the marker grid was coated firstly with a transparent
smooth foil, and then with a transparent crumpled foil.

All these metrics were evaluated by recording a set of videos containing a variable
number of markers (1 to 35), with a Huawei P20 camera, using an image resolu-
tion of 1080×1920 pixels. All tests were performed using an Intel Core i5-7200U
2.50 GHz x 4-core processor with 12 GB RAM running Windows10 (10.0.18363).

The correct detection of markers is a critical aspect that must be analyzed
to verify that the proposed algorithm is able to obviate redundant information
present in the scene, extracting exclusively marker information. To assess the
quality of the tracked marker pose, it is necessary to know the marker pose
as ground truth. The ground truth used was extracted from the thresholding
process involved in the detection of the marker. Then indexes were calculated
in MATLAB 2018a8: multiple frames containing the marker in gray scale were
analyzed and compared with a mask. The mask was created using the function
roipoly, which creates an interactive polygon tool associated with the image
displayed in the current figure and returns the mask as a binary image, setting
pixels inside the Region Of Interest to 1 and pixels outside to 0. The segmented
image is then confronted with the ground truth.

The quality of the proposed algorithm was assessed calculating the following
spatial overlap-based metrics:

Accuracy: assesses the extent to which a binary segmentation method correctly
identifies or excludes a condition. It is defined by: Accuracy = TP +TN

TP+FP+TN+FN ,
where TP, TN, FP, FN mean true positive, true negative, false positive and
false negative, respectively.

8 https://www.mathworks.com/products/matlab.html.

https://www.mathworks.com/products/matlab.html
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Fig. 2. Boxplot of the different metrics used to evaluate the localization accuracy of
the pose estimation.

Sensitivity: also known as True Positive Rate (TPR) or Recall, defines the
portion of positive voxels in the ground truth which are also identified as positive
by the evaluated segmentation. It is defined by: Sensitivity = TP

TP+FN .

Specificity: or True Negative Rate (TNR), measures the portion of negative
voxels (background) in the ground truth segmentation that are also identified as
negative by the evaluated segmentation. It is defined by: Specificity = TN

TN+FP .

Precision: or Positive Predictive Value (PPV ), is not usually used in validation
of medical images, but it is used to calculate the F-Measure. It is defined by:
Precision = TP

TP+FP .

F1-Measure: Fβ-Measure is a balance between precision and recall. Fβ-
Measure is defined by: FMSβ = (β2+1) · PPV · TPR

β2 · PPV +TPR . When β = 1.0 (precision
and recall are equally important), it becomes F1-Measure (FMS1 ). It is also
known as harmonic mean, and it is defined by: FMS = 2 · PPV · TPR

PPV +TPR .

MCC: or Matthew Correlation Coefficient, is used to assess performances, has
a range of -1 (completely wrong binary classifier) to 1 (completely right binary
classifier). It is defined by: MCC = TP · TN − FP · FN√

(TP+FP ) (TP+FN) (TN+FP ) (TN+FN)
.

Dice: or Dice Similarity Index, evaluates the similarity between prediction and
ground truth, by measuring the TP found and penalizing the FP found. It is
defined by: Dice = 2 · TP

2 · TP + FP + FN .



468 F. P. Villani et al.

Jaccard: the Jaccard index or Jaccard similarity coefficient, evaluates the sim-
ilarity and diversity of sample sets. It has a relation with Dice, and it is defined
by: Jaccard = TP

TP + FP + FN .

3 Results

3.1 Localization Accuracy of the Pose Estimation

The establishment of how accurately the position and orientation of the marker
is performed by the localization algorithm is particularly important. It was found
that augmenting the distance between the marker and the camera the accuracy
decreases, while with a fixed distance accuracy improves with increasing marker
size. For these reasons all the tests were performed at a distance of 40–60 cm
from the sensor to the marker, using a marker size of 3–5 cm.

Fig. 3. Detection of an ArUco marker grid under three different light conditions. From
left: low light, medium light and bright light.

Table 1. Average time of detection and pose estimation.

Process Runtime: 1 marker ( ms
frame

) Runtime: 5 × 4 grid ( ms
frame

)

Marker detection 224.74 502.68

Pose estimation 231.07 552.65

The performance was assessed through several spatial overlap-based metrics
calculated on individual frames from video sensor data. All the items were indi-
vidually tested to verify the presence of a match between the frame under test
and the ground truth, for each video frame. The performance on each individ-
ual frame was then averaged over the total to develop performance scores. The
statistics of the computed performance measures are reported in Fig. 2 which
shows the relative boxplots; while mean values and standard deviation (SD) are
listed in Table 2.
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Table 2. Mean value and standard deviation of the metrics used to evaluate the
localization accuracy of the pose estimation.

Metric Mean SD

Accuracy 0.94 ±0.04

Sensitivity 0.70 ±0.10

Specificity 0.98 ±0.03

Precision 0.94 ±0.07

F1 0.80 ±0.07

MCC 0.78 ±0.08

Dice 0.80 ±0.07

Jaccard 0.67 ±0.10

Fig. 4. Samples of the detection of ArUco marker grid covered with largely smooth foil
(left) and covered with a crumple-rich foil (right).

Specificity which indicates the ability to correctly generate a negative result
when the marker is not present in the scene (high TNR) has shown the highest
value among the indexes.

3.2 Runtime

Results of the experiments done to determine the time required to process a
frame to detect and estimate the pose of a single marker of size 4 cm and of 20
markers arranged on a 5 × 4 grid, at a camera distance of 40 cm in a stationary
scene with constant illumination conditions, are presented in Table 1.

3.3 Robustness to External Influences

The detection rates of the markers for each of the following conditions were cal-
culated dividing the number of markers correctly identified by the total number
of markers in the grid. Figure 3 shows a picture of the camera detecting the
marker grid at the three different light conditions (dark, medium and bright),
while Fig. 4 shows the influence of covering on marker detection. Detection rates
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of each trial are shown in Table 3. Even with medium lighting the detection of
ArUco is possible with 42.7% in almost half of all images, while with a very low
lighting the rate decreases at 3.5%.

Table 3. Detection rates under different lighting and covering conditions.

Condition Detection rate

Low light 3.5%

Medium light 42.7%

Bright light 100%

Smooth foil 98%

Crumpled foil 47%

Fig. 5. Localization accuracy metrics. (a) Boxplot of the metrics used to evaluate the
marker detection ability in condition of medium light. (b) Boxplot of the metrics used
to evaluate the marker detection ability in presence of a crumpled covering foil.

Results obtained covering the marker grids with transparent foils to simulate
the sterile coating of the OR are dependent on the degree of crumpling: the
higher the folds, the stronger the generated light reflection and the lower the
detection rate.

In Fig. 5 the boxplot of metrics used to evaluate the localization accuracy in
presence of dark light and in presence of a crumpled foil covering the marker are
shown. Significant differences were observed in Dice index and the Sensitivity
values if compared with the ones of the detection performance in optimal condi-
tions. Reduced marker detection rates in these conditions can be also observed
in the reduction of these values. Accuracy and Specificity have similar values
both in the optimal condition and in case of external disturbances.
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3.4 Communication and 3D Visualization

Communication was successfully set between the rendering server and two differ-
ent DirectX clients (desktop and HoloLens). Once launched the signaling server,
the rendering server and the client were connected to it and started to exchange
information.

As a first trial to test the communication, a spinning cube was remotely ren-
dered and visualized on a desktop client in the 3DStreamingToolkit environment.
Then, the same desktop client was used to receive a rendered frame implemented
on a VTK server. These tests were conducted on a computer receiving the frames
from a remote host running both signaling and rendering servers; 60 frames per
second (FPS) were obtained almost all the time.

Later, communication with the HoloLens client was verified. The client was
developed in Visual Studio 2017 as UWP application and then deployed on
HoloLens. An application that renders the model of a vertebra developed on a
Unity rendering server was transmitted and effectively visualized on HoloLens
as can be seen in Fig. 6.

Fig. 6. Picture of the HoloLens client showing the model of a vertebra that was previ-
ously remotely rendered on a Unity server and then transmitted to the headset through
3DStreamingToolkit communication architecture.

4 Discussion

Results of spatial overlap-based metrics are promising: among the indexes Speci-
ficity shows the highest value (mean = 0.98 ± 0.03), thus the algorithm rarely
gives positive results in absence of marker. This is most likely due to the small
dimension of the marker and so to the small portion occupied in the scene, which
leads to the identification of a lot of TN. This finding is further strengthened by
the result of the FPR as function of the marker size in the image, which resulted
to be zero in all cases tested.

Accuracy (mean = 0.94 ± 0.04) and Precision (mean = 0.94 ± 0.07) have the
highest values after Specificity. Accuracy is a measure of the system performance



472 F. P. Villani et al.

in relation to both correctly detecting and correctly rejecting targets, so a high
value can be interpreted as the capability of the algorithm to consider only TP,
rejecting FP. This is also confirmed by the high resultant value of Precision,
which is the fraction of detected items that are correct, and the high value of
the F1-measure (mean = 0.80 ± 0.07) which gives an estimate of the accuracy of
the system under test.

The Dice coefficient is the most used statistical metric in validating seg-
mentations. Besides the direct comparison between manual and ground truth
segmentations, usually the Dice is used to measure reproducibility (repeatabil-
ity) and accuracy of manual segmentations and the spatial overlap accuracy [25].
Results show a high value of the Dice coefficient (mean = 0.80 ± 0.07), suggesting
that the outcomes match the ground truth with a high extent, thus the marker
is detected in the correct position. The F1-measure is mathematically equivalent
to Dice [18], in fact their resultant values are the same.

The MCC index shows how the manually segmented image is correlated
with the annotated ground truth. The promising resultant value of the index
(mean = 0.79 ± 0.08) indicates the consistency and capability of the proposed
algorithm in correctly identifying, tracking and estimating the pose of markers
in the scene.

In this study, the optimal size of the marker was determined based on the
detection rate, resulting in a marker dimension of 3–5 cm at a distance of 40–60
cm from the sensor. It was also observed that the dimension of the marker and
the distance from the camera influence the computation speed: the higher is the
marker size and the smaller is the distance from the camera, the faster is the
detection. This finding is in accordance with the literature [13].

Regarding the runtime, the obtained results (224.74 ms for single marker
detection and 231.07 ms for pose estimation) were found to be a bit higher than in
the literature [7]. However, as the selection of the camera influences the runtime
of the marker detection, the obtained runtime is supposed to be influenced by
the used hardware (both camera and computer used to process the frames). It
was also observed that increasing the number of markers in the scene the runtime
increases.

About findings on the capability of the algorithm to correctly identify mark-
ers in worse conditions like partial occlusion, results show that noise resilience
decreases (detection rate = 47%) when covering the markers with a crumpled
foil: this is due to the higher reflection that is generated, thus the inability of
the algorithm to find the corners of the markers and estimate their IDs. While
for the illumination criteria, detection rate decrease up to 3.5%, suggesting the
inability of the algorithm to detect markers in condition of reduced illumination.
Results from the boxplots of metrics used to evaluate the algorithm performance
in these conditions show that the match with the ground truth is low (Dice), so
the marker is often detected in the wrong position. On the other hand, Accuracy
and Specificity have similar values both in the optimal condition and in case of
external disturbances, and this is due to the fact that even with worse conditions
a smaller percentage of markers is correctly identified.
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Results related to the communication and 3D visualization are still partial.
If on one side the communication between the rendering server and the DirectX
clients was successfully set, on the other side the client needs to be completed
integrating the tracking algorithm to send information regarding the marker pose
to the robot, in order for the server to read the last transform messages coming
from the glasses and tracker, and to upload its position. To do so, the tracking
applications already adapted for this work need to be fused together to obtain
a final one capable to access the camera frame and use the OpenCV libraries.

5 Conclusion

This paper is part of a project which was developed starting from the idea
to provide assistance to the surgeon during spine surgery, by visualizing the
area of interest using an AR device. More practically, the proposed system will
help the surgeon both to develop pre-operative plans (to study the patient’s
anatomy through different imaging techniques used to generate the AR scene
to be visualized on the HMD and overlaid on specific anatomical sites) and to
visualize patient structures without cutting or disrupting tissues, to perform
low-risk surgeries, and minimize side effects and operational time.

To reach this goal a marker tracking algorithm was developed to detect ArUco
markers attached to the patient’s skin or to the robot end effector to track move-
ments. ArUco markers characteristics (reliability, robustness, ability to detect
and correct errors, good performance, adaptability to non-uniform illumination
conditions) led to the choice of this system among the many available [13].

To use the developed algorithm directly on HoloLens and integrate it in an
AR application, it was included in a system which permits real time communi-
cation between server and client through the WebRTC protocol. The HoloLens
in this architecture was used as client to receive frames remotely rendered on
a desktop server, via a signaling server. The use of remote rendering allows the
offloading of heavy GPU tasks from the HoloLens client, increasing the possibil-
ity to achieve a real-time framerate of 30 FPS.

At present the client-server system is still at an early stage, the integration
of the tracking algorithm directly on the headset system is essential to trans-
mit the marker pose to the robot allowing it to adjust its position accordingly.
Nevertheless, the current state of the application provides an evidence that this
architecture and current materials may be implemented with positive outcomes.
In fact, with current tools, the tested application shows the 3DStreamingToolkit
desktop client receiving the rendered frame, with 60 FPS obtained almost all the
time. This result is promising as the final goal for the use of AR in the surgical
world is the achievement of a real-time framerate of 30 FPS at least.

As a next step, deep learning techniques could also be included in the marker
tracking to improve the detection process and provide better performances for
pose estimation. However, to avoid delays and keep the real-time characteristics
needed for this system, this step should be offloaded on the server side.
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To conclude, it is acknowledged that additional research is required to
improve the proposed architecture so that, once attained the required adjust-
ments, the presented system has the potential to be used in the medical field.
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Abstract. Assessing the physical condition in rehabilitation scenarios
is a challenging problem, since it involves Human Activity Recogni-
tion (HAR) and kinematic analysis methods. In addition, the difficulties
increase in unconstrained rehabilitation scenarios, which are much closer
to the real use cases. In particular, our aim is to design an upper-limb
assessment pipeline for stroke patients using smartwatches. We focus
on the HAR task, as it is the first part of the assessing pipeline. Our
main target is to automatically detect and recognize four key move-
ments inspired by the Fugl-Meyer assessment scale, which are performed
in both constrained and unconstrained scenarios. In addition to the appli-
cation protocol and dataset, we propose two detection and classification
baseline methods. We believe that the proposed framework, dataset and
baseline results will serve to foster this research field.

Keywords: Human activity recognition · Stroke rehabilitation ·
Fugl-Meyer assessment · Gesture spotting · Smartwatches

1 Introduction

Neuromuscular diseases (e.g. multiple sclerosis, Parkinson’s disease) and strokes
(cerebrovascular accident) involve a loss in the motor control system. In the
particular case of stroke patients, the rehabilitation stage is crucial for mini-
mizing, as much as possible, their deficits or motor disabilities towards their
social reintegration. During the rehabilitation process, which mainly consists in
drug therapy and rehabilitation exercises, the patient’s neuromotor condition
and progress must be evaluated. But above all, a continuous and accurate esti-
mation is necessary during the early rehabilitation stages (e.g. first weeks) so
that the neurologist can monitor the patient’s improvement and adapt the reha-
bilitation therapy (e.g. modify the medication doses) before the patient’s motor
c© Springer Nature Switzerland AG 2021
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impairment becomes irreversible (the most notable progress is usually achieved
during the first weeks). Unfortunately, the probability that the patient fully
recovers the upper-limb mobility is very low (<15%) [1].

Monitoring the patient’s neuromotor conditions involves Human Activity
Recognition (HAR) tasks, preferably in a continuous unconstrained scenario.
Methods for HAR use input data from video images [2] or from time series sig-
nals acquired with on-body sensors [3]. In the last fourteen years, most HAR
systems have either focused on entire action recognition within a constrained
scenario [4,5] or repetitive movements in an unconstrained scenario [6]. HAR in
a constrained scenario refers to recognizing an action among a set of, solely, well
defined actions (namely, target actions), in terms of action’s content and perfor-
mance style. Contrary, HAR in an unconstrained scenario means recognizing an
action in a melange of well defined actions (like in a constrained scenarios) that
are performed together with other actions either loosely defined or not defined
at all (namely, non-target actions).

An action in HAR is a composition of body movements. In that sense,
actions split into two categories: Actions with repetitive movements (e.g. walk-
ing/running are actions that involve the lifting foot movement repetitively), and
actions with non-repetitive movements (e.g. grabbing something). Although it
is difficult to segment actions and therefore recognize them in an unconstrained
scenario, it is even more difficult when the (target) actions to recognize are
compound of non-repetitive movements. The main reason is that the repetition
can serve as context (like objects vs background in an image), hence, the clas-
sification and segmentation are context-aware. However, that context is absent
in non-repetitive movements scenarios. This is the case of the upper-limb move-
ments used for the Fugl-Meyer assessment (FMA) [7], one of the most frequently
used metric scales for stroke patients.

Therefore, our motivation is to design an upper-limb assessment framework
for stroke patients. This work has been developed in the context of the 3D kine-
matics for remote patient monitoring (RPM3D) project1. The main goal of this
project is to derive an objective estimator of the improvement of the patients’
motor abilities during rehabilitation through the analysis of the 3D movements
captured with smartwatches (worldwide affordable and non-intrusive technol-
ogy). On the basis of the context of our study and the target population, we
opted for “non-intrusive” sensors. Our choice went to Apple Watch Series 4,
which is an FDA-cleared class 2 medical device and less expensive than exist-
ing high-end clinical devices. Moreover, in order to deploy a real assessment on
the stroke patient’s stated amid the rehabilitation process, we have designed an
unconstrained data experimentation scenario, similar to the real conditions out-
side of a lab or therapy rooms, towards a continuous (24/7) patient monitoring.

Within this general objective in mind, in this paper we focus on the first part
of this pipeline. We have simulated in the lab the gesture capture with smart-
watch and the subsequent analysis conditions for stroke patients. This framework
is exportable to 24/7 patient monitoring in daily life conditions. Thus, the first

1 http://dag.cvc.uab.es/patientmonitoring/.

http://dag.cvc.uab.es/patientmonitoring/
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contribution of this work is the design of an evaluation protocol based on the
Fugl-Meyer scale for constrained and unconstrained scenarios with non-repetitive
movements. It consists of a set of target actions acquired from the movements of
a study population. We got inspired from the FMA to outline the well defined
target actions, to which we appended a set of loose (non-target) defined actions.
In this way we simulate a real use case scenario, in which the patient wears
the smartwatch all day (so, continuous recording). The dataset contains samples
from healthy subjects and stroke patients and has been manually annotated.
The dataset will be made available for public use to foster the HAR research for
stroke rehabilitation purposes.

The second contribution of this work consists of an Activity Recognition
Chain (ARC) for detecting and classifying gestures in the constrained and uncon-
strained FMA inspired scenario. Since the input data recorded by the sensors
is a continuous time series data, actions must be detected as subsequences. We
propose two segmentation approaches: in the first one, namely action segmen-
tation, the subsequence covers the entire action, whereas in the second one,
namely gesture spotting, the subsequence only covers a part of it (the gesture).
We also propose two classification methods: the first one is based on Support
Vector Machines (SVM), whereas the second is based on Convolutional Neu-
ral Networks (CNN). These methods can serve as baseline results. The correct
detection and segmentation of these subsequences is important, so that they can
be properly analyzed by the kinematic model [8], estimating the improvement
of the neuromotor control system of the patient.

The rest of this paper is organized as follows. In Sect. 2 we overview the
existing methods related to our work. Section 3 describes the experimentation
protocol, based on the Fugl-Meyer Assessment. Section 4 describes our method-
ology in detail, including the data capturing, preprocessing and the gesture spot-
ting. Section 5 shows the experimental baseline results, and Sect. 6 draws the
conclusions and future work.

2 State of the Art

Efficient methods for HAR have to tackle with the traditional pattern recogni-
tion problems, namely intraclass variability (performance differences within the
same individual) and interclass similarities (performance similarities between
individuals) [9]. When gesture spotting is faced, the NULL class problem arises.
When the objective is to spot a certain number of prototype (target) activities in
the input signal, the rest of non-spotted (non-target) activities fall in the NULL
class. The diversity in the NULL class makes it difficult to model. Moreover,
there are specific issues related to the nature of the activity recognition problem
and the data itself, for instance, the loose definition of a physical activity, the
data labelling or the experiment design and setup [10].

Clarkson Patrick [11] approached the feasibility of computationally structur-
ing human daily activities, based on the raw sponsors’ data. In addition, they
addressed the challenging task of structures’ similarity, perplexity, prediction and
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classification. The picked sensors aim to reproduce the natural insect senses: the
eyes (two cameras), the hearing (microphone) and gyros for orientation. As an
extension of this work, a first algorithm that explores the efficiency of human
activity recognition algorithm deployed with five biaxial accelerometers was pro-
posed in [12]. Following the above cited works, HAR witnessed an enhance in
the number contributions, mainly focusing on the segmentation and recognition
tasks.

The signal segmentation is applied before the recognition step. This segmen-
tation step is often addressed while designing the experimentation scenario. For
example, for facilitating the ground-truthing and labelling process, users were
asked to stand still for five seconds in [13]. Other works use Discrete wavelet
transforms to segment the data [14] and split the input signal into approxi-
mations. One of the most perpetual approaches to face annotation scarcity in
HAR is sliding windows [15–17]. A small sliding window can discard crucial
information, while larger ones can contain action transactions. Thus, ascertain-
ing the sliding window size is a vital step for bettering off an ARC. In another
work [18], Convolutional Neural Networks (CNN) are employed to attribute each
label timestep, instead of labeling an entire sliding window [15].

Concerning the recognition task, several methods were proposed. The Sup-
port Vector Machine’s (SVM) efficiency and ease incited its wide use in HAR
applications [19–21]. SVM performs the classification task via separating classes
by linear decision border (hyperplane) in the feature space [22]. In tandem, sparse
signal representations have also been popular in HAR [23,24]. Other statistical
learning algorithms were broadly used, like Random forest [25,26]. In the inter-
est of extracting more robust and scalable features to improve the recognition
task, deep learning was introduced to HAR [27,28].

Clearly, one of the HAR field applications is health [6,29], inter alia Neurore-
habilitation. Cognate to our work study case, in [5] an ARC was implemented
to track long-term tremor activities and the treatment effect. In [30] authors
provided a proof-of-principle regarding the identification of a set of daily life
activities within stroke patients. In [31], inertial sensors from high-end clinical
devices were used for evaluating the functional improvement of stroke patients
(in lieu of relying on diaries and self-questionnaire which does not bespeak the
patient’s real condition). Anyway, the above methods present several limitations:
in [6,29], the data was collected from perfectly healthy subjects, while in [31] the
work’s aim was to classify the movements into purposeful and non-purposeful
solely movements rather than recognizing them.

In summary, and from the state of the art review, we observe that there
is still the need to design suitable HAR approaches for Neurorehabilitation in
unconstrained and continuous scenarios using affordable and consumer electronic
devices such as smartwatches.

3 Experimentation Protocol

This section is devoted to describe our experimental setup. As explained earlier,
we are focusing in non-repetitive actions inspired by the Fugl-Meyer Assessment
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scale, an index to assess the sensorimotor impairment (i.e. the motor function-
ing, balance, sensation and joint functioning) in stroke patients. Concretely, we
have defined four target (or key) movements Mi based on the following joint
movements:

– Movement M1: shoulder extension/flexion.
– Movement M2: shoulder abduction/abduction.
– Movement M3: external/internal shoulder rotation.
– Movement M4: elbow flexion/extension

Fig. 1. Target (key) movements based on the Fugl-Meyer Assessment. a) Movement 1;
b) Movement 2; c) Movement 3; d) Movement 4.

These movements are illustrated in Fig. 1. In order to analyze the perfor-
mance of the detection and classification methods, we have recorded these move-
ments both in constrained and unconstrained scenarios. Thus, we designed two
scenarios, namely L1 and L2, as follows:

– Scenario L1: It is a constrained scenario which consists in performing the same
type of target movement in a sequence, but alternating the arm (left, right
or both). Thus, the user performs the movement Mi, i ∈ [1, 4], as follows:
1. Perform movement Mi with the dominant hand;
2. Perform movement Mi with the non-dominant hand;
3. Perform movement Mi with both hands, simultaneously;

Between each movement, the user is asked to rest calm for 5 s.
– Scenario L2: It is an unconstrained scenario, in which the user is perform-

ing target Mi movements in between of longer sequences of non-target Rj

movements. It requires carrying out a movement Mi, i ∈ [1, 4], along with a
movement Rj , j ∈ [1, 19]. The movements Rj have a loose definition in terms
of the action content and the performing style (so they could be seen as
background/noise), although they are common daily life activities. Examples
of these kind of non-target but realistic movements include: eating, pour-
ing water into a glass, drinking, brushing your teeth, aiming to an object
with your arm, getting up, sitting on a chair, applauding, scratching the
ear/shoulder, etc. In order to mimic real world conditions, we randomly alter-
nate between target/key Mi movements and non-target Rj ones.

As it can be noted, the scenario L2 is more difficult than the L1 one because
the sequence of movements is completely random (both the target and non-target
ones), so the system can not benefit from information on previous actions.
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4 Methodology

The first step of our ARC consists in the data capturing using two smartwatches,
one wrist each. This data is recorded in the smartwatch and sent to the mobile
phone and the cloud service. The following step consists in the preprocessing and
segmentation. The action is classified either as a whole (sliding window), or only
analyzing the relevant trimmed parts. The classification task is accomplished via
an SVM or a CNN model. All these steps are described next.

4.1 Data Capture and Preprocessing

The data collection consists of recording sequences of movements while wearing
two Apple Watch 4 (series 4), one on the left wrist and another one on the right
wrist. We record data in both arms because stroke patients usually have one
side of the body more affected than the other. The user-generated acceleration
(without gravity) for all three axes of the device, unbiased gyroscope (rotation
rate), magnetometer, altitude (Euler angles) and temporal information data have
been recorded 100 Hz sampling rate and labelled in the smartwatch’s internal
memory. Once the data has been recorded, it is transmitted to the mobile phone
and the cloud service.

We have developed an application for the smartwatch, as shown in Fig. 2,
that allows selecting the recording time and the user’s number. Once the user is
ready to start recording, he/she can tap the corresponding button. When the two
smartwatches are synchronized, they emit an audio and visual signal to inform
that the recording has started. In this way, the activities and the data captured
by the two watches are aligned and synchronized.

Fig. 2. Developed smartwatch application for data capturing.

Once the data is recorded, we load the data from the different sensors. In case
of using the raw data from the IMU (accelerometer, gyroscope, magnetometer
and attitude), the angular acceleration has to be transformed to linear one using
quaternions (for instance with the AHRS algorithm2), obtaining also the Euler

2 https://x-io.co.uk/open-source-imu-and-ahrs-algorithms/.

https://x-io.co.uk/open-source-imu-and-ahrs-algorithms/
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angles. Since the Apple Watch also gives the linear acceleration, we do not need
to convert the angular to linear acceleration. Thus, we only have to preprocess
the acceleration to minimize the sensor drift, which often leads to inaccurate
measures.

4.2 Data Labelling

We have manually labeled the captured data for training the classification and
gesture spotting approach. Thus, we isolate all movements and label them with
the corresponding movement (Mi and Rj). In this way, with the groundtruth
timestamps from the user recordings, we can get the exact positions of the target
movements and the time where the user was resting calm.

4.3 Segmentation

The segmentation step aims to obtain the subsequences that are candidates of
being a target movement. These subsequences will be later classifed, whereas the
rest of the sequence will be discarded. In order to detect a target movement, we
explored two options: considering the entire action or only a part of it (gesture).
Since L1 is a constraint scenario, it is easier to segmented because users make a
pause between movements. Contrary, L2 is an unconstrained continuous stream
signal, so it is more difficult to automatically segment given that L2 was designed
to simulate real life conditions. Consequently, the segmentation is held differently
in each scenario, as described next.

Scenario L1. In the constrained continuous scenario L1, we use the following
segmentation options:

– Action segmentation. In this case, the sequences in L1 are segmented thanks
to the very short rest time between the sequence of target movements. So,
whenever an inappreciable movement is recorded by the sensors, the sequence
is segmented.

– Gesture spotting. In order to speed-up the detection and classification time,
we propose gesture spotting. Since the peak of the signal is widely employed
as a classification feature in activity recognition [32,33], we also explore this
possibility. Thus, instead of classifying the entire action, we only segment the
relevant parts of the action. In our case, the relevant part is the positive peak
and a small part of the motionless linear acceleration signal before and after
that peak, as shown in Fig. 3.

Scenario L2. In the unconstrained continuous scenario L2, we opt for these
two segmentation options:

– Action segmentation with Non-overlapping Sliding windows. Sliding win-
dows have been traditionally used to exhaustively analyse sequential data,
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although they imply a high computational cost. Sliding windows are com-
monly used [15] in two forms: overlapping or non-overlapping windows. After
various experiments, we experienced that non-overlapping windows are prefer-
able. The optimal “size” of the sliding window had been experimentally set
using the training data.

– Gesture spotting. In this scenario we also try to speed-up the detection using
gesture spotting. Thus, as in L1, we segment the part around the positive
peak of the sliding window, as shown in Fig. 3.

Fig. 3. Gesture Spotting illustration. The peak is shown in a vertical red line. The
relevant part is the region covered by the rectangular bounding box shown in black
color. (Color figure online)

4.4 Classification

Given the particularities and the few available labelled data, we have explored
two different classification methods. The first one is a classical machine learning
approach (SVMs), whereas the second one is a deep learning model (CNN).

Support Vector Machines (SVM). This first choice is motivated by the
fact that SVM perform well in small datasets [34]. In addition, it has also been
reported that SVMs are frequently used in classification medical task: decision-
making, estimation of drug synergy, therapy synergy [35]. As explained in Sect.
2, Support Vector Machines have been typically used in HAR because of their
efficiency in data classification and classes separation. The Apple Watch provides
the following information: acceleration, rotation, yaw, pitch, roll. For classifica-
tion, we do take into account all the provided sensors’ information. In our case,
we have evaluated different sets of feature vectors, and we have experimentally
found that the most suitable minimalist feature set is the mean, the minimum,
the maximum and the standard variation of a window.
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Convolutional Neural Networks (CNN). The typical signal classification
pipelines usually start with a pre-processing step, and subsequently, a feature
extraction stage. Obviously, a good choice of the feature descriptors is important
to avoid omitting relevant signal features that could affect the classification.
So, to palliate the above mentioned issue, and contrary to the SVMs approach
described above that uses a defined feature vector set, we alternatively opt to use
the preprocessed raw signal as the input of the Convolutional Neural Networks
model. In this classification model, we use all the time points of the window or
gesture as input.

We propose a CNN model inspired from EEGNet [36], a compact CNN archi-
tecture intended to classify and interpret electroencephalography-based brain
computer interfaces. The original architecture has been modified (concretely,
the convolution dimensions) because the signal nature is different, both in terms
of frequency and length. The input of in EEG is defined by (C,T), being C the
number of channels and T the number of time points. Both C and T change in
our case, since the recording frequency 100 Hz 128 Hz and the number of chan-
nels is 12. Accordingly, the first filter convolution size is set to be half of the
sampling rate (50 in our case). In the first part of the architecture, two convolu-
tions are carried out, in sequence. Next, we have a wise separable convolution,
so that we reduce the number of parameters and computations while scaling up
representational efficiency. Finally, the resulted features are passed to a softmax
for the final classification. The proposed architecture is shown in Fig. 4.

Fig. 4. CNN-based model classification architecture.

5 Results

In this section we describe the dataset and discuss the experimental results.
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5.1 Dataset

The dataset is collected using the Apple Watch integrate sensors. We have
recorded 25 healthy subjects and 4 patients in the L1 and L2 scenarios described
before. The healthy population’s age distribution is shown in Fig. 5a). The gen-
der percentages are 48% women, 52% men. Concerning the patients, there are
3 men and 1 woman. The patients’ age distribution is shown in Fig. 5b). This
amount and distribution of users (in terms of age and gender) aims to provide
enough variation in the performing style of each movement, and thus, ease the
training of the classification algorithms.

Fig. 5. Population statistics of healthy individuals (a) and patients (b).

In scenario L1, each user is recorded multiple times while performing each
one of the four key target movements [M1....M4]. Afterwards, the user performs
three L2 sessions. An L2 session consists of a random sequence of target Mi and
non-target Rj actions. Obviously, all sessions are different since the sequence
movements is randomly selected. This means that no user repeats the same
sequence of movements.

The dataset will be available the project’s website3.

5.2 Results

The baseline results are presented in this subsection. For the CNN classifier,
we randomly split our data into 60% for training, 20% for validation and 20%
for testing. In the case of the SVM classifier, we use the same 20% for testing,
whereas the remaining 80% is used for training (no validation set).

The performance results of the two approaches are shown in Table 1. Con-
cerning the evaluation of healthy individuals’ data, we observe that, in general,
the SVM classifier obtains better results. The SVM classifier reaches an accuracy
of 84% in L1. However, the random sequences and the size of the NULL class
in the L2 scenario makes it hard to achieve similar classification results, so the
SVM accuracy decreases to 61%. The CNN classifier obtains lower results than
3 Dataset available at http://dag.cvc.uab.es/patientmonitoring/.

http://dag.cvc.uab.es/patientmonitoring/
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Table 1. Classification accuracies of the SVM and CNN-based classifiers in the test
set. The higher the value, the better.

Scenario Healthy subjects Patients

Action segm. Gesture spotting Action segm. Gesture spotting

SVM CNN SVM CNN SVM SVM

L1 84% 65% 55% 60% 56% 41%

L2 61% 59% 51% 53% 41% 35%

the SVM classifier. We believe that the small size of the dataset plays a major
role in the lessening of the performance, because deep learning methods usually
need more training data than classical machine learning approaches. As in the
SVM classifier, the CNN’s accuracy is slightly lower in the L2 scenario.

Regarding gesture spotting, we observe that classifying the entire action using
sliding windows obtains better accuracies. However, the classification via gesture
spotting highly reduces both the number of signals and also the length of the
signal to evaluate. This suggests that it is more suitable for real-time applications
running in smartwatches. Anyway, it must be noted that when classifying via
gesture spotting, the results obtained by the SVM and CNN classifiers are quite
similar, with a difference of 5 points in the L1 scenario (55% versus 60%) and
only 2 points in the L2 scenario (51% versus 53%).

Concerning the evaluation of the patients’ data, and given the few amount
of training data and the results obtained with healthy subjects, here we only
present the results related to the SVMs classifiers. We can notice a decrease in
classification accuracy by more than 20%, in scenario L1, compared to healthy
individuals. The gesture spotting reaches only 35% in the L2 scenario. The main
reason behind this performance decrease is the fact that the patients experience
hemiparesis (weakness of one side of the body), so the target movements are
poorly performed. In consequence, it is extremely difficult to detect these target
movements in the affected arm, especially in the first weeks of rehabilitation.

These results suggest that, given the difficulties in spotting the target move-
ments in the impaired arm in patients, whenever the movements are symmetric
(performed by the two arms at the same time), the gesture spotting might be
based on the healthy arm solely.

6 Conclusion

In this work we have proposed an upper-limb assessment framework for assessing
the neuromotor status of stroke patients. This application protocol is particu-
larly designed for unconstrained scenarios and based on non-repetitive move-
ments inspired on the Fugl-Meyer scale, with the aim to simulate more realistic
evaluation scenarios. We have constructed an experimental database consisting
of gesture recordings of healthy subjects and stroke patients, with the corre-
sponding ground truth. In addition of this protocol and dataset, we have also
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proposed an Activity Recognition baseline (SVMs and CNNs). We do expect
that this protocol, dataset and baseline results will foster the research in the
rehabilitation assessment field.

Future work will focus on exploring data augmentation techniques for increas-
ing the few available training data as well as transfer learning techniques for
benefiting from similar HAR datasets. In the near future, we plan to integrate
the spotting method in the full motor assessment pipeline, so that the automatic
segmentation of the target movements will be the input of the kinematic analysis
algorithm.
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28. Ordóñez, F., Roggen, D.: Deep convolutional and lstm recurrent neural networks
for multimodal wearable activity recognition. Sensors 16(1), 115 (2016)

29. Tian, Y., Zhang, J., Chen, L., Geng, Y., Wang, X.: Selective ensemble based on
extreme learning machine for sensor-based human activity recognition. Sensors
19(16), 3468 (2019)

30. Ryanne, J.M., et al.: Recognizing complex upper extremity activities using body
worn sensors. PLoS One 10(3), e0118642 (2015)

31. Butt, A.H., et al.: Assessment of purposeful movements for post-stroke patients in
activites of daily living with wearable sensor device. In: IEEE Conference on Com-
putational Intelligence in Bioinformatics and Computational Biology (CIBCB), pp.
1–8 (2019)

32. Rosati, S., Balestra, G., Knaflitz, M.: Comparison of different sets of features for
human activity recognition by wearable sensors. Sensors 18(122), 4189 (2018)

33. Pires, I.M., et al.: Pattern recognition techniques for the identification of activities
of daily living using mobile device accelerometer. Electronics 9(3), 509 (2017)

34. Cervantes, J., Garcia-Lamont, F., Rodŕıguez, L., Lopez, A.: A comprehensive sur-
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Abstract. Patients with epilepsy suffer from recurrently occurring seizures. To
improve diagnosis and treatment as well as to increase patients’ safety and quality
of life, it is of great interest to develop reliable methods for automated seizure
detection. In this work, we evaluate a first trial of a multimodal approach com-
bining 3D acceleration and heart rate data acquired with a mobile In-Ear sensor
as part of the project EPItect. For the detection of tonic–clonic seizures (TCS),
we train different classification models (Naïve Bayes, K-Nearest-Neighbor, linear
Support Vector Machine and Adaboost.M1) and evaluate cost-sensitive learning
as a measure to address the problem of highly imbalanced data. To assess the
performance of our multimodal approach, we compare it to a unimodal approach,
which only uses the acceleration data. Experiments show that our method leads to
a higher sensitivity, lower detection latency and lower false alarm rate compared
to the unimodal method.

Keywords: Multimodal seizure detection · Classification · Imbalanced data ·
Cost-sensitive learning · Heart rate data · 3D acceleration data · Tonic–clonic
seizures · In-Ear sensor · EPItect

1 Introduction

Epilepsy is one of the most common neurological diseases: 0.4–1% of the world’s
population is affected [1, 2]. One of the disease’s symptoms is the recurrent occurrence of
epileptic seizures. Automated detection of these seizures could be beneficial in twoways:
as a tool for seizure documentation, it could improve diagnosis and thereby treatment
for patients, which highly depends on accurate information about the seizures that occur
[3]. As a tool for alarming, it could notify caregivers when a seizure occurs. This way,
severe injuries or even sudden unexpected death in epilepsy (SUDEP) could be prevented
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[2, 4, 5]. The gold standard used in clinical practice for seizure detection, a combination
of video and electroencephalography (Video-EEG), is not practicable for the usage at
patients’ homes [6, 7]. Therefore, research aims at developing a mobile solution using
other biomarkers for detection.

Fig. 1. In-Ear sensor,
developed by cosinuss°,
Copyright cosinuss°.

Within the project EPItect, an In-Ear sensor (see Fig. 1),
developed by cosinuss°, forms the basis for mobile seizure
detection. It is capable of measuring 3D acceleration and tem-
perature. Additionally, it uses photoplethysmography (PPG) to
calculate the patient’s heart rate.

Since the different forms of epileptic seizures can vary
greatly in the accompanying symptoms, research generally
focuses on one specific seizure type or a group of similar types
[8]. This work focuses on the detection of tonic–clonic seizures
(TCS), since these are associatedwith a comparatively high risk
of injuries, SUDEP and other complications [9]. As the name
suggests, a TCS consists of tonic contractions of the whole
body (stiffening of all muscles) followed by clonic convulsions
(jerking movements of all limbs and head). TCS usually last
for 1–2 min (mostly up to 30 s for the tonic phase and 30–60 s for the clonic phase).
However, if a TCS does not stop after 5 min, or if spontaneous breathing after cessation
of the TCS fails, the patient needs medical attention as soon as possible [6, 10–12].

Preliminary work within the EPItect project used the acquired 3D acceleration data
for classification of TCS [13], exploiting that these seizures lead to a stereotypical pattern
in the 3D acceleration signal [14–16]. The K-Nearest Neighbor algorithm used obtained
a sensitivity of 65.1%. One possibility to improve these results is to add another modality
[5, 8]. Heart rate (HR) is especially promising sincemost of the heart rate changes caused
by epileptic seizures occur at the start of a seizure [17]. Within the acceleration signal,
the tonic phase is not as prominent as the clonic phase [16], hindering the detection of
the TCS’ start.

In this work, we present a multimodal approach, combining acceleration and HR
data acquired by the In-Ear sensor. To evaluate this effect, we compare our method to
an equivalent unimodal method, which only uses acceleration data. Additionally, we
examine the influence of cost-sensitive learning, to evaluate its potential to improve
results in this scenario of highly imbalanced data.

The paper is organized as follows: Sect. 2 presents the related works on seizure
detection based on acceleration and HR data; Sect. 3 explains our method for detection
of TCS; Sect. 4 presents our experimental results and a discussion. Finally, we draw a
conclusion and outline future work in Section 5.

2 Related Work

Recently, the research on seizure detection with mobile devices has increased signifi-
cantly. Pearl et al. [8] provide a literature review of seizure detection devices and their
effectiveness for different seizure types. Movement is seen as one of the main pillars for
the automated detection of seizures with predominant motor component like TCS [5, 6,
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15, 16, 18]. In addition, the monitoring of autonomic dysfunctions (via cardiac, respira-
tory or other autonomic body signals), in particular with view to preventing SUDEP, is
also considered relevant [5, 6, 18]. Various studies have also shown that a higher sensi-
tivity and a lower false alarm rate can be achieved when several modalities are combined
[4, 5]. Combining acceleration (as a modality for movement) and HR (as a modality for
autonomic dysfunctions) is regarded to be promising [5, 8, 15, 18]. However, there are
little efforts using these modalities in combination so far.

Van Andel et al. [19] have developed a system for the detection of nocturnal motor
seizures (including TCS) based on 3D acceleration and ECG-based HR data. They
acquired data using a shimmer bracelet from 23 patients who had 86 motor seizures in
a total measurement time of 402 h. The system achieved a sensitivity of 71% to 87%
with a false alarm rate of 2.3 to 5.7 per night (8 h). In a further approach, the same
research group [20] used 3D acceleration with PPG-based heart rate acquired with a
wristband on the upper arm (night watch). They recorded data from 28 patients in 1,826
nights who had 809 seizures. However, no Video-EEG was used as reference standard,
but video recordings and reports (e.g. nursing reports). Overall, the median sensitivity
per participant was 86% (95% confidence interval 77%–93%) with a false alarm rate of
0.03 per night (95% confidence interval 0.01–0.05).

For a broader review of non-EEG seizure detection, including works using 3D accel-
eration alone or in combination with other modalities and works using heart rate, see
the literature review of Van de Vel et al. [5].

Despite the high number of publications regarding automated seizure detection,
design and reporting of the corresponding studies differ greatly, e.g. regarding the day-
time of data acquisition (day/night), patient groups, seizure types, reference standard
(Video-EEG/no Video-EEG) and evaluation metrics. In addition, the definitions of true
positives and false positives (false alarms), which build the basis for the different evalu-
ation metrics that are used, can be very different or even unknown. For example, in [19],
a detection counts as true positive if it occurs within 5 min before and after a seizure
and false positives are counted as one false positive if they are less than 5 min apart. In
[20], a detection counts as true positive if it occurs within 3 min before and 5 min after
the start of a seizure and false positives are counted as one if they are less than 3 min
apart. This makes the determination of the state of the art and a comparison of results
very difficult. To improve this situation, Beniczky and Ryvlin [21] defined standards for
testing and clinical validation of seizure detection devices.

Notwithstanding of all research recently published, there is still a need to improve
seizure detection and to combine it with a device that patients accept for usage in their
daily life.Ourwork contributes to seizure detection researchwith amultimodal approach,
combining 3D acceleration and heart rate acquired with a novel In-Ear sensor. Different
to the approaches mentioned above that combine these two modalities, we use Machine
Learning methods for seizure detection. Additionally, we investigate the impact of cost-
sensitive learning in this scenario of highly imbalanced data.
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3 Method

3.1 Data Preparation

Data Acquisition. The data was acquired from epilepsy patients at the University Hos-
pital Bonn (Germany) after informed consent (Ethikkommission der Medizinischen
Fakultät der Rheinischen Friedrich-Wilhelms-Universität Bonn, No. 355/16). Theywere
under continuous Video-EEG monitoring, which the physicians of the Department of
Epileptology used to label start and end of every seizure that occurred during their stay.
In addition, the patients were wearing the In-Ear sensor. It measures 3D acceleration
(ACC) with a sampling rate of approximately 50 Hz. Additionally, it calculates the heart
rate (HR) once per second based on the previous 6 s of PPG-signal. The device also
provides a quality indicator for the calculated HR. Figure 2 and 3 show an example of
ACC and HRmeasurements taken during a TCS within the EPItect project, showing the
stereotypical pattern caused by this seizure type.

Data Preprocessing. Before feature calculation, we used the device’s HR quality indi-
cator to remove low quality HR data. Afterwards, we adjusted both ACC and HR data
to a consistent sampling rate and interpolated missing values. In addition, the ACC data
was filtered with a first order low-pass filter with a cut-off frequency of 0.5 Hz (as in
[22]), splitting this data into parts of high and low frequencies. We calculated features
using a sliding window of 10 s length and 50% overlap. Aside from standard statistical
features (like mean and variance of the values within one window), we chose features
from the literature used for the detection of TCS (from [7, 20, 23–27]). Additionally,
we chose features used for the detection of tonic seizures in literature (from [22]) to
increase the detection capabilities regarding the seizure’s first phase and features used
in activity recognition for better differentiation between seizure and similar non-seizure
activities (from [28, 29]). We also considered experiences made at the University Hos-
pital Bonn with seizure detection based on HR data, which include the calculation of
features based on broader window sizes in addition to the 10-s-window. Thus, for each
sample, some HR features are calculated based on a window of one minute and five
minutes before and after the center of the 10-s-window. This is possible, since we only
worked on retrospective data with a focus on documentation purposes for this first trial.
For an alarming system, of course no data “from the future” could be used. In total,
we obtained 208 ACC features and 110 HR features. Result of the feature calculation
process is one feature vector (sample) per window. This gets the label “TCS” if at least
5 s (50%) of the window belong to a TCS and “no-TCS” otherwise.

3.2 Learning Process

For the learning process, we split the acquired data into three datasets: a training, a
validation and a test set. To be representative for the whole dataset, each subset contains
approximately 1/3 of the data, 1/3 of the TCS and 1/3 of the other seizures included
in the dataset. Since the TCS greatly differ in length (between one minute and nine
minutes), we also ensure that each subset contains 1/3 of the feature vectors labeled as
TCS. Since we want the resulting model to generalize about different patients, the data
of each patient is only contained in one of these sets.
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Afterwards, we use feature selection and extraction methods based on the training
set for the removal of features without a merit and the reduction of the resulting amount
of features. On these features, we train different learning schemes (for both the unimodal
and the multimodal approach): Naïve Bayes (NB), K-Nearest Neighbor (KNN), Support
Vector Machines (SVM) and AdaBoost.M1 based on Decision Stumps (ABM1). These
schemes are evaluated in different parameter combinations using the validation set.
For each learning scheme, we choose the best parameter combination (see paragraph
‘Determination of the “best model”’ below) and train it again on the combined training
and validation set. The final evaluation is conducted using the remaining test set.

Fig. 2. Raw data of 3D acceleration recorded during the EPItect project using the In-Ear sensor
(see Fig. 1). The y-axis represents the acceleration (acc_) of the x-, y-, and z- axes in gravity
units, while the x-axis depicts the time of the recording. Within the two black vertical lines is the
recording of a TCS (the same as in Fig. 3), showing the stereotypical pattern of this seizure type
as it can be found in the literature [14, 16]

Fig. 3. Raw heart rate calculated using the PPG signal recorded during the EPItect project using
the In-Ear sensor (see Fig. 1). The y-axis represents the heart rate in beats per minute (bpm), while
the x-axis depicts the time of the recording. Within the two black vertical lines is the recording of
a TCS (the same as in Fig. 2), showing the typical pattern of heart rate often found at the start of
TCS (also see [6]). Since for the heart rate, features using sliding windows of maximal 5 min are
used, there are 5 min plotted before and after the seizure

The Problem of Imbalanced Data. Since most classification algorithms internally
assume the class ratio to be balanced, they tend to deliver suboptimal results if it is not.
That is because the learning process if often guided bymetrics like accuracy, which leads
to a tendency to predict the majority class (the class for that more examples are given) to
minimize the overall error. This is especially problematic if the cost for misclassification
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of the minority class (the class for that less examples are given) is higher than the cost for
misclassification of the majority class. Cost-sensitive learning is an approach to include
the costs of the different types of misclassifications into the learning process, which
leads to a classifier that minimizes the overall costs instead of the overall error [30, 31,
31].

To evaluate if cost-sensitive learning can improve results in this scenario of highly
imbalanced data, we add a cost-sensitive variant for each parameter combination of each
learning scheme to the parameter optimization process.

Evaluation Metrics. Comparisons of different approaches to seizure detection are quite
difficult because of the big differences in study design and reports [5, 16, 21]. To address
this problem, Beniczky and Ryvlin [21] developed a standard for testing and clinical
validation of seizure detection devices. For clarity of results and better comparability
with future works, we use the evaluation metrics recommended by them:

• Sensitivity: Number of all detected TCS / Number of all TCS.
• False Alarm Rate: Number of false alarms per 24 h.
• Mean Detection Latency: Mean of the time from seizure onset to the detection time
over all TCS.

In our work, a TCS counts as detected if at least one of the corresponding windows is
correctly classified as “TCS”.We use the first of these windows to calculate the detection
latency. To determine the number of false alarms, we divide the samples labeled with
“no-TCS” into segments with the median of the duration of TCS (2 min) defining the
length of these segments. For the calculation of false alarms, the “no-TCS” segments
that include at least one window classified as “TCS” are counted. This approach is taken
from the work of Bender et al. [25].

For a more detailed insight into the detection abilities of our (final) algorithm, we
calculate additional parameters based on the samples themselves:

• Positive Predictive Value (PPV): Number of samples correctly classified as TCS /
Number of samples classified as TCS

• Mean Sensitivity over all TCS based on the first 1/3 of the samples belonging to a
seizure (Sens first 1/3)

• Mean Sensitivity over all TCS based on the last 2/3 of the samples belonging to a
seizure (Sens last 2/3)

The split of the samples belonging to a seizure serves as an estimation of the tonic
and clonic phase respectively, used because no labels for these are given. Since usually
the tonic phase is much shorter than the clonic phase, we assume that it is located within
the first 1/3 of a TCS, while the last 2/3 mainly consists of the clonic phase.

Determination of the “Best Model”. Naturally, for seizure detection, it is desirable to
achieve a sensitivity as high as possible, while keeping false alarm rate and detection
latency as low as possible. We define a set of rules to determine the “best model” of
a learning scheme for our application as follows: first, we look at all the models that
achieve a mean detection latency below 30 s, the maximal latency that is considered as
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adequate by Beniczky and Ryvlin [21]. Of those models, we only regard the one / those
with the highest sensitivity. Of the remaining models, we chose the one with the lowest
false alarm rate.

4 Experiments

In this section, we describe our experiments, including the dataset used and the steps
performed. Additionally, we present and discuss the experimental results.

4.1 Dataset

The data used within the experiments only contains measurements from 17 patients who
had at least one TCS during the EPItect study. The corresponding recording time per
patient varies between 5 and 250 h (mean: 80 h). These recordings contain 23 TCS
(1–3 per patient) and 22 other seizures. In total, there are 2,059 h of measurements of
which approximately 1 h belongs to TCS. This data leads to 966,978 samples labeled as
“no-TCS” and 736 labeled as “TCS”.

4.2 Experimental Setup

For the experiments, the open source software Weka [32] was used in version 3.8.3.
We used the feature selection method GainRatioAttributeEval and the filter Prin-

cipalComponents for feature extraction. In the end, 27 features remain for the uni-
modal method and 44 for the multimodal method. For classification, we use the Weka
classifiers NaiveBayes (no hyperparameters), IBk (for KNN, hyperparameter “KNN”
was optimized), SGD (for SVM, hyperparameters “Epochs” and “learningRate” were
optimized) and AdaBoostM1 (hyperparameter “numIterations” was optimized).

To add cost-sensitive learning as an additional hyperparameter to optimize for each
classifier, we use Weka’s CostSensitiveClassifier. For most of the learning schemes,
misclassification costs are integrated directly into the learning process. Therefore, the
CostSensitiveClassifier reweights each sample depending on the corresponding costs of
misclassification. ForKNN, since there is no actual learning process, the costs are applied
during the classification process: it returns the class with the lowest misclassification
costs. Since no misclassification costs are known for this domain, we start with the
imbalance ratio between “TCS” and “no-TCS” data for this first trial (as is recommended
as a starting point by [30]). This way, the misclassification costs for the class “no-TCS”
is set to 1 and the misclassification costs for the class “TCS” is set to 1,300 (966,978 /
736 ≈ 1,300).

We use a separate script to get our chosen evaluation metrics from the classification
result (“TCS” or “no-TCS”) of each sample, since these are not available in Weka.

4.3 Results

Influence of Cost-Sensitive Learning. Table 1 contains an excerpt of the parameter
optimization of the multimodal ABM1 with Decision Stumps, which (as an example)
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shows the influence of cost-sensitive learning to the results. Without it, sensitivity is
relatively low (under 60%, not more than 3 of 7 TCS are detected), latency is pretty high
(mostly around 2 min) while the false alarm rate is very low (below 1 false alarm per
24 h). Using cost-sensitive learning, sensitivity is very high (100%, all 7 seizures are
detected, nomatter howmany iterationswere performed) with a latencymuch lower than
without cost-sensitive learning. On the contrary, false alarm rate goes up very strongly,
leading to 34 to 175 false alarms per 24 h. We observe the same effect for SVM and
KNN, while the influence on NB is very low.

Table 1. Excerpt of parameter optimization of multimodal AdaBoost.M1 with DecisionStumps

Cost-sensitive #Iterations Sens Latency
[s]

FA/24 h

No 50 0.286 37 < 1

100 0.429 128 < 1

500 0.571 111 < 1

1,000 0.571 132 < 1

5,000 0.571 142 < 1

Yes 50 1 24 175

100 1 27 142

500 1 38 98

1,000 1 88 69

5,000 1 138 34

Model Evaluation. Table 2 shows the results of the unimodal method, while Table
3 shows those of the multimodal method. Each table contains one line for each of the
learning schemes (with the chosen “best” parameter combination) and the value for each
performance metric (as explained in Sect. “3.2 Learning process”). The TCS related
sensitivity is left out since all the methods were able to detect all TCS included in the
test set. Additionally, there is one line describing the mean of the performance metrics
over all learning schemes.

The mean detection latency of the unimodal results varies between 17 s (SVM) and
22 s (KNN) with a mean of 20 s. False alarm rate varies between 180 FA/24 h (NB) and
516 FA/24 h (SVM) with a mean of 359 FA/24 h. The mean sensitivity based on the first
third of the TCS is generally lower than the mean sensitivity based on the last two-thirds:
While the first varies between 0.551 (NB) and 0.815 (SVM) with a mean of 0.681, the
second varies between 0.809 (NB) and 0.983 (SVM) with a mean of 0.913. The window
related PPV is overall very low with values between 0.002 (SVM) and 0.012 (NB) with
a mean of 0.008.

On the contrary, the mean detection latency of the multimodal methods varies
between 8 s (KNN) and 19 s (ABM1) with a mean of 13 s. The false alarm rate varies
between 138 FA/24 h (NB and KNN) and 348 (SVM) with a mean of 192. Again, the



498 J. Henze et al.

Table 2. Results of the unimodal approach

Unimodal Seizure related Window related

Latency [s] FA/
24 h

Sens first 1/3 Sens last 2/3 PPV

NB 21 180 0.551 0.809 0.012

KNN 22 398 0.650 0.938 0.006

SVM 17 516 0.815 0.983 0.002

ABM1 21 341 0.709 0.953 0.009

Ø 20 359 0.681 0.913 0.008

Table 3. Results of the multimodal approach

Multimodal Seizure related Window related

Latency [s] FA/
24 h

Sens first 1/3 Sens last 2/3 PPV

NB 10 138 0.919 0.922 0.025

KNN 8 138 0.812 0.895 0.017

SVM 14 348 0.869 0.914 0.004

ABM1 19 142 0.823 0.934 0.019

Ø 13 192 0.856 0.91 0.016

mean sensitivity based on the first third of the TCS is generally lower than the mean
sensitivity based on the last two-thirds: While the first varies between 0.812 (KNN) and
0.919 (NB) with a mean of 0.856, the second varies between 0.895 (KNN) and 0.934
(ABM1) with a mean of 0.91. The window related PPV is, again, overall very low with
values between 0.004 (SVM) and 0.025 (NB) with a mean of 0.016.

4.4 Discussion

While both the unimodal and the multimodal approach can detect all the TCS within the
test set (leading to a sensitivity of 100%), values of the other performance metrics differ
between the two approaches. The mean detection latency is lower on average (13 s vs.
20 s) over all learning schemes for the multimodal approach. Additionally, it is lower for
the multimodal variant of each learning model compared to its unimodal variant (e.g.
10 s vs. 21 s for NB). The same effect applies to the false alarm rate: It is lower in average
over all learning models (192 FA/24 h vs. 359 FA/24 h) and lower for the multimodal
variant of eachmodel compared to its unimodal variant (e.g. 138 FA/24 h vs. 180 FA/24 h
for NB). The comparison of the mean sensitivity on the first third of the TCS and the last
two-thirds shows the same effect for both unimodal andmultimodal result: It is higher on
the last two-thirds for each of the learning models and variants. This indicates that all the
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models perform better detecting the clonic compared to the tonic phase of a TCS. While
the mean sensitivity on the last two-thirds is very similar between all models (around
0.91 in average), the sensitivity on the first third is clearly higher for the multimodal
methods. On average, it reaches a value of 0.856 compared to 0.681, indicating that
the multimodal approach allows a better detection of samples belonging to the tonic
phase of the seizure. Again, the value is also better for the multimodal variant of each
learning model compared to its unimodal variant (e.g. 0.919 vs. 0.551 for NB). While
the PPV approximately doubles its value from the unimodal to the multimodal methods,
it is still very low, matching the corresponding false alarm rate. These results show that
the multimodal approach outperforms the unimodal one. It allows better detection of
TCS with a lower false alarm rate. As best method, we see the multimodal Naïve Bayes,
which uses cost-sensitive learning and reaches a sensitivity of 100%, a mean detection
latency of 10 s and a false alarm rate of 138 FA/24 h.

While these results are promising regarding sensitivity and detection latency, the
false alarm rate is still much too high (the PPV is much too low) for real life applica-
tions. One reason for the very high false alarm rate lies in the focus on the evaluation
criteria sensitivity and detection latency inducted by the rules defined in ‘3.2 Learn-
ing process’ in the paragraph ‘Determination of the “best model”’. Therefore, in most
of the cases, a cost-sensitive variant of the learning scheme is chosen which improves
detection (higher sensitivity and lower detection latency) but increases false alarm rate
greatly. Since no appropriate cost values are known from the domain, the initial cost for
misclassification of TCS samples was set to a very high value of 1,300 (in comparison to
1 for the misclassification of non-TCS samples), matching the class ratio of “non-TCS”
and “TCS”. Further experiments with varying cost values could reveal better fitting cost
values that lead to a lower false alarm rate, while keeping sensitivity and mean detection
latency within an appropriate range.

Another factor that probably influences the results is the availability of the HR
data and its quality. In total, nearly 1/3 of the HR data was removed due to low quality.
Especially during TCS, the HR data was oftenmissing or of a quality below the threshold
that led to removal. Since not all of the removed data could be interpolated, the frequency
domain features calculated for the HR contained too many missing values to be useful.
Since the calculation of the HR data is based on PPG measurements, it is of great
importance that the sensor sits in the right position all the time. Due to the strong
movements during a TCS, the sensor can get out of place, though, leading to missing
HR values or low quality of those calculated. Since the experiments showed that a
combination of acceleration and HR data from the In-Ear sensor leads to better results
than the unimodal approach, even with the quality problems of HR data, improving
availability and quality of HR data via adaptations in the technical setting might lead to
better results.

A direct comparison of these results to the works from van Andel et al. (see “2
RelatedWork”) is not advisable. While we focused on the detection of TCS during 24 h,
they work on the nightly (8 h) detection of motor [19] and various kinds of seizures
of major concern to the patient’s safety [20] respectively. Also, the patient groups are
different: They use data from patients in a residential care setting, while we use data
from patients who visit the University Hospital Bonn for diagnosis purposes. They also
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do not report about the detection latency. As already outlined, this shows how difficult
it is to compare different approaches to seizure detection.

5 Conclusion and Future Work

In this work, we developed a multimodal approach for the detection of TCS based on
3D acceleration and heart rate data acquired with an In-Ear sensor. We found that our
proposed method achieves high sensitivity in combination with a low detection latency.
Experiments show that it outperforms a comparable unimodal approach, which only
uses the 3D acceleration data, in terms of sensitivity, mean detection latency and false
alarm rate. However, the false alarm rate produced by the method is still too high for
a device usable in patient’s daily life. Therefore, future work should focus on lowering
the false alarm rate.

The high sensitivity and lowmean detection latency partly result from the application
of cost-sensitive learning, which also leads to the high false alarm rate. Thus, further
approaches should consider a broader range of cost values to find out if this way, a similar
sensitivity and mean detection latency can be reached with a reasonable false alarm rate.
Another starting point is the data base used for the feature calculation. Improvements in
the technical setting might lead to a better availability and quality of the heart rate data,
which might in conclusion improve the seizure detection. Also, the addition of further
modalities, like a mobile version of EEG, could help to improve the results. Future work
should also include other seizure types (which might also increase the amount of seizure
data available to the algorithm and provide a better class ratio between “seizure” and
“no-seizure”) and potentially real-time processing. It is expected that the algorithm has
to be adapted iteratively since the models are based on data from patients sitting or lying
at the hospital. In addition, it should be examined whether individualizing the models
for certain patients (groups) achieves better results.

The promising multimodal approach will be pursued in a follow-up project. It is
planned to consider additional modalities in the In-Ear sensor, such as a mobile EEG,
and to follow up on experiments with cost-sensitive learning and/or other approaches to
the handling of highly imbalanced data.
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Abstract. Heart diseases are still among the main causes of death in
the world population. The use of tools able to discriminate early this type
of problem, even by non-specialized medical personnel on an outpatient
basis, would put a decrease in health pressure on hospital centers and a
better patient prognosis. This paper focuses on the problem of cardiac
akinesis, a condition attributable to a very large number of patholo-
gies, and a possible serious complication for SARS-Covid19 patients. In
particular, we considered echocardiographic images of both akinetic and
healthy patients. The dataset, containing echocardiograms of around 700
patients, has been supplied by Sacco hospital of Milan (Italy). We imple-
mented a modified ResNet34 architecture and we tested the model under
various combinations of parameters. The final best performing model was
able to achieve a F1-score of 0.91 in the binary classification Akinetic vs.
Normokinetic.

Keywords: Deep learning · CNN · Echocardiography · Cardiac
akinesis

1 Introduction

The heart is one of the main organs of our body. It is considered a discon-
tinuous volumetric pump whose functional cycle consists of a relaxation phase
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(diastolic), responsible for filling the ventricle, and a contraction phase (systolic),
during which the blood is expelled from the ventricles. Thanks to the contrac-
tion of the heart muscle, generated by a change in the electrical potential of
the myocyte membrane (autorhythmic contraction, nervous command indepen-
dent), it helps the blood flow (cardiac output) and its propagation in all systems
by providing oxygenation essential for the biochemical processes underlying the
main physiological activities. This aspect must be kept in mind in a holistic and
systemic vision of the main diseases and pathologies of the human organism. The
vital importance of the heart explains the numerous studies in the cardiology
field, and the continuous search for innovative diagnostic techniques in the aim
of an ever through knowledge of the organ.

Today, the most commonly used diagnostic tools for the discrimination of
cardiac pathologies are: electrocardiogram; coronary angiography and cardiac
characterization; electron beam computed tomography (EBCT); MR cardio and
echocardiography. The present study focuses on two-dimensional transthoracic
echocardiography, one of the most widespread and widely used instruments in
the medical environment. It is a non-invasive test which allows to quickly have
a complete view of the organ in all its parts and to simultaneously study the
heart (anatomical and physiological) and the flow of blood through the valves
by means of ultrasound. Thanks to the use of ultrasound probes positioned on
the chest wall, it is in fact possible to obtain a tomogram of the mediastinum
(middle and lower) within a fan chart (30–90◦) that circumscribes the area under
examination [17].

Through this examination it is possible to obtain a large amount of infor-
mation, and a qualitative and quantitative evaluation (ventricular function as
well as structural pathologies of heart): heart valve diseases; movements of the
heart walls and its anomalies; congenital heart diseases and myocardial dam-
ages in diseases with high social interest and with a significant incidence of the
population (e.g., arterial hypertension, myocardial infarction, diabetes).

Our analysis focused on the detection of alterations in the movement of the
heart muscle (binary akinetic vs normokinetic discrimination). Cardiac akine-
sia refers to the absence of deformation of the myocardium visible as a lack of
myocardial thickening. This condition is attributable to a very large number
of pathologies including coronaropathy, cardiomyopathy and myocarditis. The
last ones are inflammatory condition in response to pathogenic agents includ-
ing virus agents. In recent 2020 SARS-Covid19 pandemia, myocarditis has been
described as possible complication of the infection, capable of worsening the
prognosis of patients. The presence of dyspnea and asthenia, often preceded by
a febrile episode, together with the finding of repolarization anomalies on electro-
cardiographic examination and elevated enzymatic values of troponin (enzyme
released by myocyte necrosis) guide the Clinician in suspecting myocarditis. The
echocardiographic examination is in this case the first and most used diagnostic
imaging method for the evaluation of possible involvement of the myocardium,
highlighted precisely as a diffuse or segmental alteration of the contractility of
the left ventricle. Furthermore, a pre-existing heart disease in the patient affected
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by SARS-Covid19 infection has been shown to be a negative prognostic risk fac-
tor. For this reason, the echocardiographic evaluation of the myocardial function
and the rapid recognition of its alteration are extremely important in the clinical
management of the patient [2].

To reach this goal, we used a modified ResNet34 architecture, adapted to
the specific characteristic of echocardiography images. As dataset we used a
series of echocardiograms of healthy and akinetic patients supplied by Luigi
Sacco Hospital of Milan (Italy). We tested various combinations of parameters
obtaining promising results. The best performing model was able to reach 0.91
as F1-score.

The paper is structured as follow: Sect. 2 provides a brief overview of pre-
vious works related to the automatic analysis of the echocardiograms; Sect. 3
describes the dataset and the proposed approach; Sect. 4 presents and discusses
the experimental results; finally, Sect. 5 draws the conclusions and proposes
possible future steps.

2 Related Works

Cardiovascular image analysis is a widely studied topic. In the last years, the
rapid growth of machine learning and deep learning techniques lead to new
solutions to automatically analyze different kinds of cardiac images, obtained,
for example, by magnetic resonance, tomography or echocardiography [1,6,11].
Focusing in particular on echocardiograms, many machine learning and deep
learning studies have been conducted to date [3]. Madani et al. designed a CNN
able to classify 15 standard echocardiographic views [12], then, they extended
their work to identify left ventricular hypertrophy testing both a supervised
and a semi-supervised network [13]. Other alternative solutions for the prob-
lem of echocardiographic views classification include the ad-hoc deep learning
model proposed by Kununose et al. [8], and the knowledge distillation approach
adopted by Vaselli et al., who started from three commonly used CNNs (VGG-16,
DenseNet, and Resnet) to train an accurate lightweight deep learning model [18].

Ghorbani et al. introduced EchoNet, a deep learning model able to identify
local cardiac structures, estimate cardiac function, and predict systemic phe-
notypes [4]. Leclerc et al., instead, studied the problem of segmentation of 2D
echocardiographic images comparing the performances of various deep learning
and non-deep learning methods [9]. Other researchers focused on more specific
tasks, such as detecting the cardiac phase using a combination of CNNs and
RNNs [16], discriminate between the hypertrophic cardiomyopathy (HCM) and
the physiological hypertrophy seen in athletes [14], or detecting regional wall
motion abnormalities (RWMAs) [7].

An overview of the most recent applications of machine and deep learning
applied to the analysis of echocardiograms can be found in [19].
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3 Proposed Method

3.1 Dataset

The dataset contains 732 echocardiograms of patients with age ranging from 30
to 90 years and with a sex distribution of 33% female. Each echocardiogram is
composed by different frames, ranging from 23 to 291 (see Fig. 1). We selected a
minimum number of frames, set to 40, for being able to capture at least one full
cardiac cycle, as suggested by doctors. After this first selection, we dropped 54
clips ending with a dataset of 678 observation. For each observation we had the
label Akinetic or Normokinetic, target of our analysis, for a total of 199 Akinetic
and 479 Normokinetic samples.

Fig. 1. Distribution of frames by class.

Each echocardiogram had additional information (such as patient personal
data, the date of the exam or machine specifications) hard printed on each frame.
Thus, we created a heuristic algorithm to automatically remove these unwanted
parts of the image and maintain only the area that changes over time. Firstly,
we identify the interest region, i.e., the central triangular shape, by using the
difference of consecutive frames: in this way the static objects in the frame are
cancelled out whilst the moving parts are kept. Then, we span a vertical scanner
to record the minimum and maximum y-value and we evaluate the resulting
convex hull that identifies the mask. The procedure is repeated for all consecutive
pairs of frames and the final mask is obtained as average of all masks. A sample
of image cleaning is reported in Fig. 2.
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Fig. 2. Example of frame cleaning.

3.2 Network Specifications

For the classification task we used a modified ResNet34 [5] architecture. Firstly,
given the binary nature of the task, we substituted the last fully connected
Softmax layer with a Sigmoid output layer. Then, due to the characteristics of
echocardiographic images, we decided to input the frames of each clip as separate
channels of a single image. Thus, we changed the standard 3-channel input layer
of ResNet34 with a n-channel one, where n is the number of frames. We tested
different values of n from 40 to 100 and different frames sampling approaches
from each clip. In particular, we tried to take:

(a) first n frames.
(b) n equally spaced frames.
(c) first n consecutive frames difference, resulting in n − 1 channels;
(d) n equally spaced consecutive frames difference.

Approach (a) with n = 50 performed best. Moreover, given the unbalanced
nature of our dataset, we trained four different versions of the model using all
combinations of Binary Cross-Entropy Loss versus Focal Loss [10] and target
labels with 1 (Akinetic) and 0 (Normokinetic) versus inverted labels.

In order to have robust predictions we cross-validated our models with a 5-
fold stratified (on target label) approach, thus, each model version consisted of 5
fold-models, trained on a 4-fold training set Ti,k and tested on 1-fold validation
set Vi,k for i-th model version (i ∈ [1, 4]), and k-th fold (k ∈ [1, 5]). The predicted
probabilities of each validation fold Vi,·, that match the full dataset, were used
to feed a 2nd-level learner with four inputs from each model version resulting in
a staking of models. The 2nd-level learner was trained with a 5-fold stratified
approach but with a different random seed from the one used to generate the
CNN folds, thus, the learner resulted in five fold-models with T 2nd

k and V 2nd
k

analogous train and validation sets. The training procedure is showed in Fig. 3.
As the stacked model produces five probabilities from each fold-model, an

aggregation function is needed to get a single probability, to be converted into the
final output label. We tested three different aggregation functions: (i) average,
(ii) median and (iii) majority vote. For the first two cases, the average and the
median of the probabilities are evaluated and then converted into a label, given
a certain threshold th. For majority vote, instead, all the probabilities are firstly
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Fig. 3. Training procedure of proposed method

converted into a label given the same th and then, the most frequent one is taken
as final outcome. The threshold th has been selected by testing different values,
from 0 to 1 by 0.01, for all folds and maximizing the resulting average F1-score.
The prediction procedure is showed in Fig. 4.

4 Experimental Results

As described in Sect. 3.2, we trained four different versions of our modified
ResNet34 architecture. Each model has been trained with a batch size of 32
using a Stochastic Gradient Descent (SGD) optimizer with 0.9 momentum and
0.0001 weight decay and with a learning rate scheduler every 34 iterations for
each epoch with a γ decay of 0.9. In order to avoid convergence problems, we
used regularization clipping gradient norm to 1. We used accuracy on predicted
label and loss value as early stopping criteria. Each model training lasted 20 min
for 25 epochs for all the five folds on a workstation with two NVidia GeForce
GTX 1080 Ti using PyTorch framework.
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Fig. 4. Prediction procedure of proposed method

Results after 25 epochs of training can be found in Tables 1 (train fold) and 2
(validation fold), where accuracy (ACC), F1-score for both classes and Matthews
correlation coefficient (MCC) are reported. Average confusion matrix for train
and validation folds are showed in Fig. 5 for the best performing model, i.e.,
the one with BCE loss and no inverted class. Figures 6 shows how the predicted
probabilities, used as input of 2nd-level learner, are polarized. We can notice
that most of the probabilities are correctly distributed, whilst the remaining
ones leave room for improvement for the 2nd-level learner.

For the 2nd-level learner we tested the following classifiers: the three sim-
ple averaging methods described in Sect. 3.2 (average, majority vote and

Table 1. Training performance of the four version of ResNet34 model. Akinetic (AK)
and Normokinetic (NK). Best result highlighted in green.

Loss Inv. Class ACC F1 (AK) F1 (NK) MCC

BCE no 0.99 ± 0.01 0.99 ± 0.03 0.99 ± 0.01 0.98 ± 0.04

BCE yes 0.98 ± 0.01 0.98 ± 0.02 0.98 ± 0.03 0.98 ± 0.03

FocLos no 0.97 ± 0.01 0.97 ± 0.03 0.97 ± 0.02 0.98 ± 0.03

FocLos yes 0.98 ± 0.02 0.98 ± 0.02 0.98 ± 0.01 0.98 ± 0.03
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Table 2. Validation performance of the four version of ResNet34 model. Akinetic (AK)
and Normokinetic (NK). Best result highlighted in green.

Loss Inv. Class ACC F1 (AK) F1 (NK) MCC

BCE no 0.88 ± 0.02 0.77 ± 0.05 0.92 ± 0.01 0.70 ± 0.06

BCE yes 0.87 ± 0.01 0.78 ± 0.02 0.91 ± 0.01 0.70 ± 0.03

FocLos no 0.86 ± 0.03 0.76 ± 0.06 0.91 ± 0.02 0.67 ± 0.07

FocLos yes 0.87 ± 0.02 0.76 ± 0.05 0.91 ± 0.02 0.68 ± 0.06

Fig. 5. Average confusion matrix for train and validation folds for model with BCE
loss and no inverted class.

Fig. 6. Predicted probabilities using BCE and Focal loss, with and without inverted
class.

median), Ordinary Logistic Regression, Polynomial Regression, Elastic Net
Regression, Elastic Net Linear Perceptron, Passive-Aggressive encoder, K-
Neighbors, Support-Vector Machine (SVM), Random Forest, Gradient Boosting
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(GBM) and Multi-layer Perceptron (MLP). All classifiers hyperparameters were
tuned with 5-fold stratified cross-validation with average validation F1-score as
performance metric. Moreover, before converting the predicted probabilities to
class labels, different thresholds, from 0 to 1 by 0.01, were tested in order to opti-
mize the same metric. Results of tuned models can be found in Table 3. We can
notice the improvement with respect to the best performing ResNet34 used alone.
In particular, Gradient Boosting performed best, increasing the F1-score of 4%.
Average confusion matrix for train and validation folds are showed in Fig. 7 for
GBM model.

Fig. 7. Average confusion matrix for train and validation folds for GBM model.

Table 3. Training performance for 2nd-level learner and corresponding binary thresh-
old maximizing average F1-score on validation set. Highlighted in green the best result.

Learner Avg Valid F1-score Binary threshold

ResNet34 - BCE 0.877 0.50

Average 0.902 0.36

Majority vote 0.903 0.18

Median 0.902 0.26

GBM 0.910 0.42

Random Forest 0.898 0.66

KNeighbors 0.904 0.29

SVM 0.902 0.29

Passive-aggressive 0.897 0.50

ENet-perceptron 0.882 0.50

Polynomial Regression 0.877 0.66

Logistic Regression 0.896 0.56

Elastic Net Regression 0.902 0.50

MLP 0.904 0.35
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Finally, we visualized the activation functions of the last convolution layer
before the fully-connected one by the mean of heatmaps in order to identify which
part of the image the network was focusing on. We used an approach similar
to Grad-CAM [15], where the gradient value of each channel is averaged and
then passed through a ReLU function. We decided to exponentially scale both
positive and negative values into a [−1, 1] range. Figure 8 shows the obtained
heatmaps for some samples of both classes. You can see how the network mainly
focuses on the same parts of the frame, regardless of the predicted class. A
majority of positive values (in purple) leads to an Akinetic prediction, while a
majority of negative values (in yellow) to a Normokinetic one. Obviously, the
areas highlighted are those deemed more meaningful by the model, and not a
detection of the exact positions of akinetic and normokinetic regions of the heart,
that will be demanded to a future extension of the work.

Fig. 8. Examples of activation functions heatmaps for both classes. First frame only
is displayed.
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5 Conclusions

In this work we have presented a study about the use of deep learning tech-
niques for the automatic discrimination between akinetic and healthy patients.
We implemented a modified ResNet34 architecture and we tested the model on
a dataset composed by 678 echocardiograms, achieving a F1-score of 0.91.

The creation of a binary discrimination model for the early diagnosis of heart
diseases is a fundamental starting point and a first step towards a completely new
approach to medical diagnosis. Today, heart diseases are still among the main
causes of death in the world population. Thus, the use of tools able to discrim-
inate early this type of problems, even by non-specialized medical personnel on
an outpatient basis, would put a decrease in health pressure on hospital centers
and a better patient prognosis. This type of approach also opens up interesting
prospects in the research of new therapies and drugs thanks to a more in-depth
knowledge of the disease, prediction of risk levels and patient predisposition to
possible complications and decentralization of care with better home care.

Next steps will include additional tests (when new data will be made avail-
able by the hospital) to further evaluate the effectiveness of our approach. A
comparison with other state-of-the art classification methods will be considered,
too. Regarding the structure of the network, we will also consider the use of addi-
tional CNN architectures as input of 2nd-level learner and (given the sequential
nature of the clips) the introduction of recurrent and attention layers. To date,
the focus has shifted to different new data related to the patients under exam-
ination (blood gas analysis, blood tests, lung ultrasounds), which will be the
basis for training future models; the interaction between the different types of
models will lead to a deeper understanding of the pathology and physiology of
the human organism.
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Abstract. The right matching of patients to an intended treatment is routinely
performed by doctor and physicians in healthcare. Improving doctor’s ability to
choose the right treatment can greatly speed up patient’s recovery. In a clinical
study on Disorders of Consciousness patients in Minimal Consciousness State
(MCS) have gone through transcranial Electrical Stimulation (tES) therapy to
increase consciousness level. We have carried out the study of MCS patient’s
response to tES therapy using as input the EEG data collected before the interven-
tion. Different Machine Learning approaches have been applied to the Relative
Band Power features extracted from the EEG. We aimed to predict tES treatment
outcome from this EEG data of 17 patients, where 4 of the patients sustainably
showed further signs of consciousness after treatment. We have been able to cor-
rectly classify with 95% accuracy the response of patients to tES therapy. In this
paper we present the methodology as well as a comparative evaluation of the dif-
ferent employed classification approaches. Hereby we demonstrate the feasibility
of implementing a novel informed Decision Support System (DSS) based on this
methodological approach for the correct prediction of patients’ response to tES
therapy in MCS.

Keywords: Artificial intelligence ·Machine learning · Decision support systems

1 Introduction

Non-Invasive Brain Stimulation - NIBS (Vosskuhl et al. 2018), which employ the appli-
cation of electromagnetic stimulation to modulate brain activity, has become a field of
increasing importance in research and clinical applications. NIBS is gaining relevance
on the treatment of neurological and psychiatric diseases (Kuo et al. 2014; Lefaucheur
et al. 2017), for which pharmacological treatments have demonstrated difficult to achieve
optimal performance either in terms of efficacy or side effects.
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There is an increasing understanding that patients do not homogeneously respond to
treatments, especially in neurology and mental health (Wu et al. 2020). Hence, one of
the roles of neuroimaging biomarkers is the prediction of treatment outcome as recently
proposed (Woo et al. 2017). In the case of NIBS-based treatments, personal biophys-
ical characteristics of brain tissue are responsible among other factors for the subject
variability in the response to treatments. Given the influence of tissue biophysical charac-
teristics in electrophysiological recordings, we hypothesize that electroencephalography
(EEG) recordings of patients are able to characterize the potential response to treatments
based on both invasive, as recently shown in (Scangos et al. 2019), and non-invasive
stimulation. An analogous rationale is followed in a recent opinion paper, where the
employment of EEG in the prediction of NIBS response is proposed in the concrete case
of stroke rehabilitation (Ovadia-Caro et al. 2019). This last paper not only advocates for
the utilization of EEG but moreover of machine learning techniques for the prediction
of NIBS outcomes in stroke rehabilitation. In a previous study with healthy subjects
(Hordacre et al. 2017) found out that functional connectivity as measured on EEG could
be used as a predictor of the neuroplastic response to transcranial Electrical Stimulation
(tES), which constitutes a particular NIBSmodality. The statement is based on objective
response characterization of tES response through motor evoked potentials but not on
spontaneous EEG as we propose herein. It is worth mentioning that this line of research
is currently being investigated in some clinical trials1,2.

We have recently investigated the treatment of Disorders of Consciousness based on
transcranial direct current stimulation (tDCS), a form of tES (Martens et al. 2020). In
this study only a small percentage ofMinimal Conscious State (MCS) patients positively
responded to the therapeutic intervention. Clinical partners at the University of Liege
required to optimize the work on tES in the case of DOC patients because of the enor-
mous costs associated with their treatment. Hence, they requested whether it would be
possible to apply any type of analysis technique to avoid long treatments with patients
who would have a low probability of success. In a recent multisite study these same
clinical partners have analyzed markers in different modalities that can facilitate such a
forecast on clinical recovery in this type of patients (Estraneo et al. 2020).We aim to pre-
dict treatment outcome in patients suffering from DOC based on spontaneous EEG, an
easy-to-use and cost-effective brain monitoring technique, whose features can therefore
enormously facilitate its clinical translation. We propose in this paper the application
of Machine Learning techniques on spontaneous EEG data for the prediction of tES
treatment outcome, which we are convinced constitutes a development of great value
for supporting decisions in the DOC clinical domain.

The paper is organized as follows. Section 1 introduces the context, the description
of the experiment and the interest of our study, explains the data set, the methods and the
metrics that were employed in this study. Section 2 presents the results obtained for the
prediction of responder patients to non-invasive brain stimulation and the discussion.
Section 3 present the conclusions and future work.

1 https://clinicaltrials.gov/ct2/show/NCT03293316.
2 https://ichgcp.net/clinical-trials-registry/NCT03221413.

https://clinicaltrials.gov/ct2/show/NCT03293316
https://ichgcp.net/clinical-trials-registry/NCT03221413
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1.1 Methods

Wehave used anEEGdataset collected by theComaScienceGroup inLiege that includes
data from Disorders of Consciousness (DOC) patients with their corresponding Coma
Recovery Scale-Revised (CRS-R) scores (Martens et al. 2020). Specifically, forty-six
patients were included in a randomized double-blind sham-controlled crossover study
(17 UnresponsiveWakefulness Syndrome - UWS, 23Minimally Conscious State - MCS
and 6 emerged from MCS). All patients received multifocal active or sham transcranial
direct current stimulation (tDCS) for 20 min using 4 anodes and 4 cathodes in a fronto-
parietal montage (see Fig. 5) with 1 mA per electrode. The resting-state EEG signals
of 42 out of 46 patients were acquired before and after the stimulation, during 10 min.
We have focused this study on MCS patients who went through the tDCS intervention
since no UWS patient recovered any sign of consciousness. Below we describe the data
subset used in this study:

• 21 MCS patients, who went through tDCS and sham.
• From these, data from 4 patients were discarded due to the bad quality of the EEG
recordings.

• From the 17 remaining patients, 4 patients showed an improvement in consciousness
signs after receiving tES.

For this study, we only used the resting state EEG data acquired before each stim-
ulation session, as our goal is to predict the treatment response based on data acquired
before the therapeutic intervention in order to simulate the operational conditions of
such a system. The physicians, who followed up the patients after tDCS was applied,
provided the labels as well as indicated if a patient was a responder or non-responder
to tDCS, i.e. if they show respectively an increase or a decrease in their CRS-R scores
after stimulation. As already commented, given the small sample size of the available
artefact-free EEG data, we have additionally used bootstrapping for data augmentation.
We compare in the following the performance of both methodologies.

Data Analysis Pipeline. The acquired EEG signals go through a standard processing
pipeline. The signals were demeaned and detrended as well as re-referenced to the com-
mon average. They were initially band-pass filtered into the delta (1–4 Hz), theta (4–8
Hz), alpha (8–13 Hz), low beta (13–23 Hz) and high beta (23–35 Hz) bands using an
IIR Butterworth filter. The data were segmented into 5-sec epochs with 50% overlap.
Epochs with amplitude larger than 75 µV as well as epochs where the maximum value
was below 10 µV were considered artefacts and excluded from further analysis.

Relative band power (RBP) features were extracted and used as input features of the
classifiers. RBP is computed as the power per band divided by the total power in the
broadband (1–35 Hz). In order to better understand the discrimination capability of the
extracted features, we have visualized our feature space by applying different visual-
ization techniques. First we use the well-known histograms and scatter plots of feature
pairs (see Fig. 1). Furthermore, we have applied Principal Component Analysis (PCA)
(Wold et al. 1987) and t-distributed Stochastic Neighbor Embedding (TSNE) (Maaten
and Hinton 2008) to project the feature space in a two-dimensional plot. TSNE provided
a better visualization, probably because it considers the distances between the points
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in the original space within the projection procedure. TSNE presents some parameters.
We concretely evaluated different perplexity parameters and fixed a perplexity value of
40 with 1000 thousand iterations and with a fixed seed value. Figure 2 shows the EEG
epoch plots with the dimensionality projection performed with TSNE. Alternatively, we
have used as feature vector the projection of the RBP values through the TSNE, i.e. we
also explored the use of TSNE components as input features to our classifiers as TSNE
can capture much of the local structure of the high-dimensional data.

Fig. 1. Distributions of the most relevant RBP features for responder (orange) vs. Non-responder
(blue) patients. These features were selected after checking the most relevant algorithm features
found by the RF classifier. (Color figure online)

Data Pre-processing and Augmentation. The ULG data set presents a very reduced
amount of artefact-free data due to the existence of numerous nursery interventions
during data collection. Moreover, several epochs present a signal level of extreme low
amplitude due to bad electrode contacts. On the other hand, the data set in highly unbal-
anced, i.e. presents a larger number of epochs corresponding to non-responding patients
than these of positively responding patients. In order to tackle these problems, we have
used Bootstrapping for data augmentation. Bootstrapping is a simple Monte-Carlo-
based resampling technique used to approximate a probability distribution. It can be
implemented by constructing a particular number of resamples with replacement of the
observed data set (and of equal size to the observed dataset) (Efron and Tibshirani 1994).
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Fig. 2. Projection of RBP features extracted from EEG epochs using TSNE. Responder (green)
vs. Non-responder (red) patients. (Color figure online)

Machine Learning Classifier Training. The Support Vector Machine (SVM) and the
Random Forest (RF) algorithms were selected for solving the classification problem
described herein. An SVM is a discriminative classifier formally defined by a separating
hyperplane in a projection of the feature space of larger dimensionality than the original
one implemented by means of kernel functions (Cortes and Vapnik 1995). The main
advantage of this projection is the transformation of non-linear classification problems
into linear ones. Given the distribution of the feature points in the TSNE-projected fea-
ture space, which presents a circular area of one of the classes surrounded by the samples
of the other one (see Fig. 2), we thought the SVM methodology may be a good choice
for solving the classification problem.

Random forest (RF) is a classification ensemble formed by decision tree predictors
such that the structure of each tree depends on the values of a randomly sampled subset
of the overall data set. The generalization error of RF converges to a limit as the number
of trees in the forest becomes large. The generalization error of a forest of tree classifiers
depends on the strength of the individual trees in the forest and the correlation between
them (Breiman 2001). This methodology has been selected given the existence of asso-
ciated techniques that facilitate its interpretability, an important feature for applications
in the clinical domain (El Shawi et al. 2019).

Cross-Validation Scheme and Performance Measures for Model Evaluation. Given the
small sample size of our data set, we validate our model using a leave one subject out
cross validation (LOSOCV) scheme, i.e. leaving the epochs of one of the patients for test
and training the algorithm with the data of the remaining ones. This validation scheme
allows us both to estimate the generalization capability of the algorithm with a small
data set and to mimic the operational conditions of a potential system for predicting
the treatment outcome in a de novo patient, whose data had not been included in the
existing data set. The average of the performance measures calculated over each of the
subjects left out as test data set is calculated and delivered as performance measure of
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the predicting system. Cross-validation with leave one out can also be carried out with
random grid search, which has provided very close to optimal results as demonstrated
by (Bergstra and Bengio 2012).

We use the AUC-ROC at epoch level and the accuracy of the classifier at patient
level to measure its performance. Hence, we have calculated the AUC-ROC on the EEG
epochs in the test set. Additionally, we calculated the accuracy of correctly classifying
each of the patients (using the majority voting for all of the patient epochs), which
delivers the performance metric in operational conditions. This is important given the
enormous variability in the number of epochs among the different patients, a fact that
may be easily reproduce in operational conditions. Given the epoch fusion algorithm,
i.e. majority voting, we can’t evaluate the performance at patient level through the AUC-
ROC, which requires real-valued scores and not categorical ones as the ones delivered
by majority voting.

2 Results

We present in the following sections the performance using the available data set and the
one through bootstrapping.Moreover, we present the analysis of outperforming features,
which can be used by clinicians to interpret classification results.

2.1 Pre-EEG (Stimulation and Sham)

Using the RBP features previously described, the RF classifier achieved an AUC-ROC
of 80% classifying EEG epochs and an accuracy of 76% for the right classification of
the patients (Fig. 3), whereas the SVM perform with the same accuracy (76%) at subject
level. This performance figures have been achieved by classifying the feature space
projected through TSNEwith both applied classification approaches, which outperforms
the classification of the non-projected RBP features. Given the size of the data set, our
SVM classifier presents some overfitting at epoch level, i.e. it has a very high value of the
AUC-ROC99%. The dissimilarity in performance at epoch and subject level is explained
by the fact that subjects with the smaller number of epochs, which do not therefore affect
a lot the epoch level performance metric, are the ones that make decrease the overall
subject level accuracy because they present worse performance of right classification
than subjects with more data.

It is worth mentioning that the variability of the number of epochs for each patient
and the number of patients for each class made the training data set unbalanced, i.e.
the training set presents more samples of the non-responder class than smaples of the
responder one. While the SVM classifier offers a methodological parameter to correct
for this unbalance, the RF does not. Bootstrapping has therefore been applied in order to
balance the dataset besides augmenting the number of EEG epochs of each patient. It is
worthmentioning that bootstrappingwas applied at subject level to keep the inter-subject
variability.

The RF classifiers trained with RBP features provided very valuable information
regarding the decision flow of the algorithm and the importance of the input features.
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Fig. 3. RF achieved an AUC-ROC of 80% for the classification of EEG Epochs using TSNE
components. The subject classification accuracy was of 76%.

RF is a decision tree ensemble. Hence, it is possible to visualize the classification flow
in each of the trees that form the ensemble. An example of such a visualization is given
in Fig. 4.

Fig. 4. RF decision flow with most relevant features for the classification of responders (yellow)
vs. Non-responders (green). The labels of the feature used in each level for decision is given with
its distribution histograms at each node of the tree. (Color figure online)

Feature importance was calculated using the Gini index in the random forest. the
Gini index uses information gain to provide a measure of quality of the split between
the two target classes. The average of the Gini index across the forest of trees provides
therefore a global measure of feature importance that can be used to rank them. In the
context of translational neuroscience, feature importance of a ML classifier such as RF,
provides additional information that can help in the decision analysis for each patient
within a clinical setting (Fig. 4 and 5). The feature importance provides a methodology
to understand the inference logic behind themodel as commented in (Woo et al. 2017). In
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Fig. 5. RF most relevant features for the classification of responders with tDCS montage and
target areas as ranked by the average Gini Index over the tree.

case of the MCS patients taken into account in this study, the bar plot in Fig. 5 allows to
identify low beta power in frontal and parietal areas, and low alpha in parietal-occipital
area as the main contributors to response to tDCS. In this context it is worth mention-
ing that the localization of these features overlaps with the position of the stimulation
electrodes, which offers a plausible explanation of the relevance of the specific feature
locations (see tDCS montage and target areas in Fig. 5).

2.2 Pre-EEG (Stimulation and Sham) Augmented with Bootstrap

As previously explained, we have used Bootstrapping for both increasing the sample
size of the epoch data set and balancing the number of positive and negative samples in
it. We did not create any new subjects in order to keep the inter-subject variability stable,
but instead we augmented the number of epochs of the subjects to balance the number
of epochs for the patients of each class included in the training set.

Fig. 6. SVM achieved an AUC-ROC of 82% classifying of EEG epochs using TSNE components
with an accuracy of 94% for subject classification.
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With the Bootstrapped dataset our SVM classifier achieved an AUC-ROC of 82%
and an accuracy of 94% (see Fig. 6) for the right classification at patient level. This
provides the best performance of our classifiers as it provides the largest accuracy for
patient prediction of treatment outcome.

2.3 Discussion

Table 1 summarises the performance metrics of the classifiers in the different analyzed
set-ups of the classification system.

Table 1. Summarized performance results for the prediction of tCS treatment outcome in MCS
patients. Outperforming classifier in bold. Bold italics indicate overfitting of the classification
system.

Data set Method Features AUC ACC
subject

Original RF RBP 0.88 0.64

RF TSNE 0.80 0.76

SVM RBP 0.84 0.59

SVM TSNE 0.99 0.76

Bootstrap RF RBP 0.76 0.58

RF TSNE 0.82 0.67

SVM RBP 0.82 0.53

SVM TSNE 0.82 0.94

As it can be observed, the classification approach based on the TSNE projection of
RBP EEG features, bootstrapping for epoch sample size augmentation and balancing,
and a SVMclassifier outperforms the other tested approaches in the prediction of positive
responding MCS patients. Although we have not applied any interpretability technique
for the SVM (which in spite of its difficulty we aim to realize in the future) our fea-
ture analysis on RF elucidates oscillatory rhythms in the alpha and beta bands localized
close to the electrical stimulation positions as the ones most relevant for the classifica-
tion performance. This confirms that brain state as characterized by electrophysiological
markers are good information cues for the prediction of stimulation response. A similar
rationale has been reported in (Bočková and Rektor 2019) in the context of Deep Brain
Stimulation and Parkinson’s’ Disease, where electrophysiological markers in the stim-
ulation area, i.e. sub-thalamic nucleus, are conferred predictive value of the stimulation
outcome.

We do not have a clear hypothesis for the predominance of the alpha and beta bands
over other bands in the prediction performance. However, it is worth pointing out, that
patients with UWS, who present a lower consciousness level than patients with MCS
and do not respond to the tDCS therapeutic intervention at all, present in general lower
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power in alpha and beta bands than patients with MCS. We would need further analysis,
which we will attain in the future, to formulate a more elaborated rationale on the link
between the two observed facts. Moreover this further analysis will be realized with a
larger data set than the one used herein.

One justified criticism of the results presented herein is the fact that TSNE projection
is not trainable, i.e. we have to run the TSNE on the training and the test data sets.
Although in principle TSNE has been proposed to learn a non-parametric mapping, i.e.
it is not possible to embed validation samples in a learned projection, recent works in
the literature propose to use a multivariate regressor to minimize the TSNE loss function
in order to overcome this problem (van der Maaten 2009). We plan to apply such a
methodology in the future to allow the translation of our predictive approach based on
the TSNE projection into operational conditions. It is noteworthy though that avoiding
the usage of the TSNEprojection the current system achieves a performance of 0.88AUC
at epoch level and 64% patient level accuracy with a RF classifying the RBP features
without bootstrapping (see Table 1). With this purpose it may be worth as well further
extending the methodologies for balancing the original data set.

3 Conclusions

We have proven the efficacy and the feasibility of usingML algorithms for the prediction
ofMCSpatient response to tCS therapies.With the current available data from17patients
our outperforming classifier achieved 82% of the AUC-ROC at epoch level and accuracy
of 94% at patient level, i.e. only one out of 17MCS patients did not get a right prediction
on the outcome of the tES intervention. The use of bootstrapping has improved the results
of the classifiers as it avoided the classifier to specialize on the class with the largest
number of epochs, i.e. the non-responder class.

We believe that the use of such models could be improved with a larger sample
size in terms of subjects, a goal which is fortunately hindered by the small prevalence
of Disorders of Consciousness (DOC). The further development of such a Decision
Support System (DSS) will increase the available information for a clinician to select the
right treatment for DOC patients. Besides being able to identify MCS patient response
to tCS therapies, the classifiers provided a good insight into the interpretation of the
most relevant features selected by the models. As shown, model feature importance is
a useful resource for providing not only model explainability, but also identification
of EEG markers of consciousness sign recovery. In the case of MCS patients we have
identified low beta in frontal and parietal areas, and alpha in the parietal-occipital area
as the most important features. Interesting enough these areas correspond to the brain
stimulation targets.

We have applied machine learning in a very innovative application that provides
clinicians with a Decision Support System (DSS) to predict tES outcome. The developed
system accurately predicts the outcome in 16/17 patients. The clinical usage of such a
DSS system could save clinicians time and allow patients to skip a tedious therapeutic
intervention when its success probability is very low. The innovation potential of such an
application goes far beyond the treatment of DOC patients as we plan to further develop
in the mid-term and constitutes a very interesting application field for machine learning
approaches.
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Abstract. Brain-Computer Interfaces (BCI) based on motor imagery
translate mental motor images recognized from the electroencephalo-
gram (EEG) to control commands. EEG patterns of different imagina-
tion tasks, e.g. hand and foot movements, are effectively classified with
machine learning techniques using band power features. Recently, also
Convolutional Neural Networks (CNNs) that learn both effective features
and classifiers simultaneously from raw EEG data have been applied.
However, CNNs have two major drawbacks: (i) they have a very large
number of parameters, which thus requires a very large number of train-
ing examples; and (ii) they are not designed to explicitly learn features
in the frequency domain. To overcome these limitations, in this work we
introduce Sinc-EEGNet, a lightweight CNN architecture that combines
learnable band-pass and depthwise convolutional filters. Experimental
results obtained on the publicly available BCI Competition IV Dataset
2a show that our approach outperforms reference methods in terms of
classification accuracy.

Keywords: Motor imagery · Brain computer interface · Convolutional
neural networks

1 Introduction

A Brain-Computer Interface (BCI) translates brain signals into messages or com-
mands for an interactive task. This enables a wide range of applications from
clinic to industry for both patients and healthy users, such as rehabilitation
devices for stroke patients [22], controllable wheelchairs and prostheses [35], new
gaming input devices [8], to name a few. Among different brain activity monitor-
ing modalities, noninvasive approaches based on electroencephalography (EEG)
use multiple electrodes placed on the skull surface to record the activity of cere-
bral cortical neurons [5] and are widely used in many BCI studies thanks to
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their ease of implementation, reduced costs and high availability [20]. The most
popular EEG signals used to control BCI systems are P300 evoked potentials,
steady-state visual evoked potentials (SSVEP) and motor imagery (MI) which
is the focus of our work. Specifically, MI refers to the imagination of moving
certain body parts without actual movement [28]. Different MI tasks result into
discriminable patterns observed from the oscillatory activities in the sensorimo-
tor cortex region of the brain [21]. Imagination of left hand, right hand, foot and
tongue movements are the most investigated MI tasks in the BCI literature [15].

Handcrafted feature extraction methods coupled with conventional classi-
fiers like Linear Discriminant Analysis (LDA), Support Vector Machines (SVM),
Bayesian classifiers, and Nearest Neighbor classifiers have been used in a number
of studies for MI task recognition [15]. A widely used approach is to extract and
combine band power features from different channel(electrode) signals to capture
connectivity patterns among different regions of the sensorimotor cortex and,
ultimately, their interaction and engagement with each other. This is thought to
play a fundamental role in accomplishing movement imaginations [14]. Common
spatial patterns (CSP) were introduced to this end in [23] and received a large
share of research in the field [4,16,25,26,34], but their effectiveness depended
on subject-specific frequency bands. This problem was alleviated by the popular
filter bank CSP (FBCSP) [1] that decomposes the EEG into multiple frequency
pass bands prior to spatial filtering, feature selection and classification. This
method also won the BCI Competition IV [33] for 4-class motor imagery recog-
nition (Dataset 2a) and was since used as a reference method for comparison.

Given their effectiveness in other fields [9,29], deep learning methods, and
in particular Convolutional Neural Networks (CNNs) [13], have the potential
to learn both effective features and classifiers simultaneously from raw EEG
data. Several studies have recently explored deep learning for MI classification
[12,17,27,31,32]. Notably, [27] showed that their Shallow ConvNet (one tempo-
ral convolution, one spatial convolution, squaring and mean pooling) could out-
perform their Deep ConvNet (temporal convolution, spatial convolution, then
three layers of standard convolution) as well as FBCSP. A similar result was
achieved by [12] with EEGNet, a compact lightweight network (one temporal
convolution, one depthwise convolution, one separable convolution, and a fully
connected layer) that compared favorably with Deep ConvNet and performed on
par with Shallow ConvNet. These results indicate that shallow networks having
a small number of parameters are beneficial for MI applications that are char-
acterized by very small numbers of training examples because of the difficulty
in performing millions or even thousands of mental commands during training
sessions.

In this paper we propose Sinc-EEGNet, a 4-layer CNN architecture that
combines the benefits of both EEG frequency band decomposition of classical
methods, such as FBCSP, and automatic feature learning and extraction of
lightweight CNN models, such as EEGNet. In particular, the first convolutional
layer of our network is restricted to use parameterized sinc functions that imple-
ment band pass filters. The subsequent depthwise and separable convolution
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Fig. 1. An overview of the proposed Sinc-EEGNet architecture.

layers learn a spatial filter and combine the features from the different frequency
bands previously selected, which are then inputted to the final classification
layer. An overview of the proposed architecture is shown in Fig. 1.

2 Sinc Layer

A standard CNN convolution layer applied on a one-dimensional discrete time-
domain signal s[t] performs convolutions with F one-dimensional filters h1, ..., hF

each having K learnable weights. Conversely, the Sinc layer performs convolu-
tions with F predefined functions g1, ..., gF each implementing a learnable band-
pass filter G as the difference between two low-pass filters in the frequency
domain:

G[f ] = rect

(
f

2f2

)
− rect

(
f

2f1

)
(1)

where f1 and f2 > f1 are the learnable low and high cutoff frequencies. Using
the inverse Fourier transform, the time-domain filter g is obtained as:

g[t] = 2f2sinc(2πf2t) − 2f1sinc(2πf1t) (2)

where the sinc function is defined as sinc(x) = sin(x)/x. The cutoff frequencies
are initialized by sampling from a Gaussian distribution with mean and variance
equal to fs/4, where fs represents the sampling frequency of the input signal.
The constraint f2 > f1 is implemented by using in Eq. 2 the following cutoff
frequencies fabs

1 and fabs
2 :

fabs
1 = |f1| (3)

fabs
2 = f1 + |f2 − f1|. (4)

Because of the discrete approximation of g, the resulting bandpass filter is non-
ideal and may present ripples in the passband and limited attenuation in the
stopband. To alleviate this problem, we multiply g with the popular Hamming
window w [18] defined as:

w[t] = 0.54 − 0.46 · cos
(

2πt

L

)
(5)
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where L is the number of discrete samples used to approximate g. The sinc
convolutional layer transforming the input signal s[t] into the band-decomposed
output signal o1, ..., oF is then defined by:

oi[t] = s[t] ∗ (gi[t] · w[t]) . (6)

3 The Sinc-EEGNet Architecture

The proposed Sinc-EEGNet is a combination and adaptation of the Sinc convo-
lution layer originally proposed by [24] for speech recognition with SincNet, and
EEGNet [12] for what concerns the spatial filtering implemented with depthwise
convolution. Specifically, the architecture of Sinc-EEGNet (see Fig. 1 and Table
1) consists of four blocks described as follows:

1. Sinc Convolution. The first block takes in input a signal having C channels
and T time samples, and performs convolution with F1 sinc filters having
L time samples. Compared to the first standard convolution layer used in
other CNN architectures such as EEGNet, here the sinc filters are explicitly
designed to learn the optimal band decomposition for the MI classification
task and, when the CNN is trained with data from a single BCI user, this will
reflect the peculiarities of the EEG oscillatory activity of that user. Another
advantage is the reduced number of parameters, from K ×F1 of the standard
convolution to 2 × F1 of the sinc convolution. This also implies faster con-
vergence and better generalization capabilities especially when using small
training sets as in the case of MI applications. Computational efficiency also
is improved since the filters are symmetric, thus the convolution can be per-
formed on one side of the filter and inheriting the result for the other half.

2. Depthwise Convolution. Similarly to EEGNet [12], we use a Depthwise Con-
volution layer [6] of size (C, 1) to learn D spatial filters for each of the F1

inputted feature maps across the channel dimension, for a total of F2 = D×F1

filters. Combined with the first layer that performs optimal band decompo-
sition, this two-step sequence can be considered a ‘learnable’ version of the
well known FBCSP [1] approach.

3. Separable Convolution. Similarly to EEGNet, we summarize each feature map
individually using a Depthwise Convolution of size (1, 16), and then merge
the outputs using F2 (1, 1) Pointwise Convolutions. This allows optimal com-
bination of the information within and across feature maps.

4. Classification. The last layer is a fully connected layer that receives the flat-
tened features from the previous layer and maps them to 4 decision classes
(left hand, right hand, foot, tongue).

At the end of blocks 1–3 we apply Average Pooling of size (1, 4) for dimen-
sionality reduction, Layer Normalization [2], Dropout regularization [30], and
CELU activation [3]. Layer Normalization, as opposed to Batch Normalization
[10] used in other architectures (EEGNet, Deep ConvNet, Shallow ConvNet),
calculates the mean and variance across channels instead than batches. This
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Table 1. Sinc-EEGNet architecture, where C = number of channels, T = number of
time points, L = number of sinc samples, F1 = number of temporal filters, D = number
of spatial filters, F2 = number of pointwise filters, and N = number of classes.

Block Layer Filters Size Params Output Activation

1 Input (C, T )

Reshape (1, C, T )

Sinc convolution F1 (1, L) 2 × F1 (F1, C, T )

Average pooling (1, 4) (F1, C,
T
4
)

Layer normalization 2 × F1 (F1, C,
T
4
) CELU

Dropout (F1, C,
T
4
)

2 Depthwise convolution D × F1 (C, 1) C ×D × F1 (D × F1, 1,
T
4
)

Average pooling (1, 4) (D × F1, 1,
T
16

)

Layer normalization 2 ×D × F1 (D × F1, 1,
T
16

) CELU

Dropout (D × F1, 1,
T
16

)

3 Depthwise convolution D × F1 (1, 16) 16 ×D × F1 (D × F1, 1,
T
16

)

Layer normalization 2 ×D × F1 (D × F1, 1,
T
16

) CELU

Dropout (D × F1, 1,
T
16

)

Pointwise convolution F2 (1, 1) F2 × (D × F1) (F2, 1,
T
16

)

Average pooling (1, 4) (F2, 1,
T
64

)

Layer normalization 2 × F2 (F2, 1,
T
64

) CELU

Dropout (F2, 1,
T
64

)

4 Flatten F2 × T
64

Fully connected N × F2 × T
64

N Softmax

is especially useful for BCI datasets characterized by a high number of chan-
nels(electrodes) and small batch sizes resulting from the scarcity of training
data. As to the CELU activation, it is an improvement over the ELU activation
[7] used in other architectures (EEGNet, Deep ConvNet, Shallow ConvNet) since
its derivative does not diverge and it contains both the linear transfer function
and ReLU [19] activation as special cases.

4 Experiments

The EEG data used in this study comes from the BCI Competition IV Dataset
2A [33]. The data consists of four classes of imagined movements of left and right
hands, feet and tongue recorded from 9 subjects during two separate sessions,
each composed by 288 trials. The EEG data were originally recorded using C =
22 Ag/AgCl electrodes(channels), sampled 250 Hz and bandpass filtered between
0.5 and 100 Hz. We applied a further bandpass filtering to suppress frequencies
64 Hz and resampled the timeseries 128 Hz as in [12]. Z-score standardization
was used to normalize the signals within each trial.
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Table 2. Comparison of classification accuracies between our method and reference
methods on the BCI Competition IV-2A.

Method Accuracy

FBCSP 68.0%

Deep ConvNet 70.9%

Shallow ConvNet 73.7%

Sinc-EEGNet 75.39%

EEG data were splitted for training and testing according to three different
paradigms:

1. Competition-based. The training and test sets were the same as indicated in
the BCI Competition. This allowed to compare our method with reference
methods from the literature that reported their results using the same data
split, namely FBSCP [1], Deep ConvNet [27], and Shallow ConvNet [27] as
well as all other participants to the original challenge.

2. Within-subject. For each subject, a dedicated experiment was performed using
only data from that subject from the BCI Competition training and test sets.

3. Cross-subject. For each subject, a dedicated experiment was performed using
only data from other subjects from the BCI Competition training set, and
only data from that subject from the BCI Competition test set.

In all the experiments, we performed a four-class classification using accuracy
as the summary measure. In the within- and cross-subject experiments, we also
trained and tested an EEGNet with F1 = 8 and D = 2, which was the best
performing CNN reported in [12]. As to our Sinc-EEGNet, we chose D = 2
for a fair comparison with EEGNet, but we set F1 = 32 since our Sinc layer is
specifically designed for frequency band decomposition and thus can benefit from
learning a wide variety of bandpass filters. This can be seen in Fig. 2 that shows
32 distinct filters learnt by Sinc-EEGNet in the competition-based experiment.
The number of samples L used to discretize the sinc functions was set to 64 that
resulted from a trade-off between approximation precision and computational
complexity.

All the CNNs were trained using backpropagation and Adam optimizer [11]
with weight updates that proceeded in batches of 20 samples for 100 epochs.
The base learning rate was set to 10−3. Momentum and weight decay were set
respectively to 0.9 and 2× 10−2. Following [12], for the Dropout layers we chose
p = 0.5 for within-subject experiments, and p = 0.25 for competition-based and
cross-subject experiments that used more training data and thus required less
regularization. The loss function was categorical cross-entropy.

5 Results

The comparison between Sinc-EEGNet and the reference methods from the lit-
erature on the competition-based data split are reported in Table 2. Remarkably,
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Fig. 2. The 32 sinc filters learnt by Sinc-EEGNet on the BCI Competition IV Dataset
2A.
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Sinc-EEGNet outperforms all other methods in terms of accuracy and sets a new
state-of-the-art on the BCI Competition IV-2A with an accuracy of 75.39% that
improves FBCSP by 17.39%. As to the within- and cross-subject experiments,
EEGNet yielded an average accuracy of 60.99% and 58.75%, respectively, and
Sinc-EEGNet of 70.56% and 58.98%, respectively. Also in this case, our method
exhibited superior performance, with an improvement of almost 10% accuracy
in the more practically adopted within-subject classification.

6 Conclusions

In this work we proposed Sinc-EEGNet, a lightweight convolutional neural net-
work for EEG-BCI-based motor imagery classification that learns optimal band
decomposition and spatial filtering, mimicking the behavior of the well-known
FBCSP but learning the filters directly from the raw EEG data. Our method out-
performed reference methods from the literature, including FBCSP and EEG-
Net, on the publicly available BCI Competition IV-2A dataset. To the best of
our knowledge, this is the first work that validated the use of learnable band-
pass filters in the first layer of a CNN for EEG signal classification. Future
work will investigate alternative frequency filters, such as Difference of Gaussian
(DoG) filter, that are less subject to discrete approximation issues, and architec-
ture variants that explore different spatial filtering and feature map combination
approaches.
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Abstract. Neurodegenerative disease assessment with handwriting has been
shown to be effective. In this exploratory analysis, several features are extracted
and tested on different tasks of the novel HAND-UNIBA dataset. Results show
what are the most important kinematic features and the most significant tasks for
neurodegenerative disease assessment through handwriting.
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1 Introduction

Neurodegenerative diseases such as Alzheimer disease (AD) and Parkinson’s disease
(PD) are the most common neurodegenerative disorders.

These diseases are characterized by a progressive decline of cognitive, functional
and behavioural areas of the brain [1, 2]. At moment, several behavioural biometrics
techniques can be used for assessing neurodegenerative diseases, such as speech [4],
showing promising accuracies in binary classification (healthy/unhealthy). It is important
to state that these techniques are non-invasive.

Another non-invasive technique which has been well studied in neurodegenerative
diseases assessment is handwriting. Nonetheless, it is well known that handwriting prob-
lems are related to themajority of neurodegenerative diseases and their severity, so hand-
writing changes are considered an important biomarker [1, 2]. On its own, handwriting,
is a complex activity entailing kinesthetic, cognitive and perceptual-motor related tasks
[4], whose are used for the evaluation of several neurodegenerative diseases such as PD
and AD [3, 5–7, 20–22].

Here, handwriting acquisition is performed online: a tablet is used to acquire the x, y
coordinates, as well as azimuth, pressure, altitude, in air movements and the timestamps
of each acquisition.

Thus, the acquired trait is a sequence {S(n)}n=0, 1,…,N, where S(n) is the signal value
sampled at time n�t of the writing process (0 ≤ n ≤ N), �t being the sampling period
(in this experiments the sampling frequency is strictly set to 200 Hz).
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In this paper, a subset of a novel dataset, called HAND-UNIBA dataset, has been
used for assessing neurodegenerative diseases trough handwriting. In this paper, 8 dif-
ferent tasks are presented and classical features, as well as velocity-based features are
investigated. Some of these features include the Maxwell-Boltzmann distribution and
transform based features.

This is a preliminary study on this dataset and accuracies are reported only on a
subset of tasks of this dataset, as it is currently under development.

The paper is organized as follows. Section 2 sketches classic velocity-based features,
Sect. 3 illustrates additional kinematic-based features. In Sect. 4 experiments and results
are presented. Section 5 sketches conclusions and future remarks.

2 Classic Velocity-Based Features

Neurodegenerative diseases show some important motor deficits such as bradykine-
sia (slowness of movement), akinesia (impairment of voluntary activity), micrographia
(reduction in writing size), and rigidity and tremor [2].

In order tomodel these symptoms, velocity-based features have shown to be effective
when writing meanders, circle, star, sentence/name, spirals as well as on copying tasks
[3, 8–10] and [12].

Other tasks, such as meanders, horizontal, straight forward and backward slanted
lines, circles drawing and sentence writing have demonstrated to model the Tremor/Jerk
[11, 12] and [13].

Here, the velocity is meant as the derivative of the displacement. Tremor/Jerk is
evaluated in terms of Number of Changes in Velocity (NCV) and/or in Acceleration
(NCA) and/or as the derivative of the acceleration signal. Since the result are vectors of
values, statistical parameters such as mean, median, standard deviation, 1st percentile,
99th percentile are used to synthetize the previously computed features.

3 Additional Kinematic-Based Features

The Selected Kinematic Based Features Are the Maxwell Boltzmann Distribution and
the Discrete Fourier Transformation.

3.1 Maxwell-Boltzmann Distribution

Maxwell-Boltzmann distribution has been already used to model handwriting velocity
profiles and handwritten digit recognition [14].

The Maxwell-Boltzmann distribution used in this work, is used for determining a
set of parameters according to the following formula:

mbj = v2j e
−v2j .

Where mbj means Maxwell-boltxman at time j and v is the velocity profile.
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3.2 Discrete Transformations

TheDiscrete Fourier Transform (DFT)was used for computing the coefficients necessary
to represent the velocity profile of the handwritten pattern. [15] It is expected that healthy
control subjects have different coefficients with respect to patients with some form of
neurodegenerative disease.

For sake of completeness, the real cepstrum of the velocity profile is computed using
the following formulation:

rcep = IDFT
{
log

[∣∣DFT
(
vj

)∣∣]},

The Inverse Discrete Fourier Transform (IDFT) is the spectrum containing harmonics
whosemagnitude is inversely proportional to the frequency. [16] The natural logarithmof
the spectrum allows to re-organize the frequencies by re-organizing the dynamic range.
In this way, components with low variations, are approximated close to 0. Intuitively,
if the velocity profile is composed by an underling periodic pattern (tremor, jerks), this
pattern is represented as various, but repeated peaks in the cepstrumat higher frequencies.

In addition to the Inverse Discrete Fourier Transform, the Discrete Cosine Transform
was also implied.

4 Experiment

The raw data was captured by the device by using the x and y coordinates of the pen
position and their timestamps, pen inclination (tilt-x and tilt-y) and pen pressure. Finally,
also the so-called button status was captured, which is a binary variable evaluating 0 for
pen-up state (in-air movement) and 1 for pen-down state (on-surface movement). All
the features have the same length, varying from execution to execution. Therefore, the
execution of a task can be described by a matrix X = (x, y, p, t, tilt_x, tilt_y, b), where
each column is a vector of length N, where M equals to the number of sampled points.

The tasks are presented in Table 2. For the check copying task, the user is asked to
copy a check as shown in Fig. 1.

Other tasks are matrices, where the user is asked to find and mark one or more
predefined numbers as shown in Fig. 2.

It is clear that the trail test in Fig. 3 is made by someone with a neurodegenerative
disease.

Specifically, the subset used in this study is composed by 42 subjects in total: 21 sub-
jects with a neurodegenerative disease in mild, assessed, severe or very severe state and
21 healthy control subjects. Age and sex of the subjects, in this first exploratory analysis,
is not kept into consideration. The choice of these task was driven by the fact that no
other authors used these new tasks, and an initial accuracy investigation was required.
Patients suffering of neurodegenerative disease were assessed by neurologists and psy-
chologists using standardized medical tests. The tablet used is a Wacom mobile studio
pro with pen support and Microsoft Windows 10. This tablet has a pen and matte screen
surface that gives similar user experience of writing with pen and paper.
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Table 1. Features

Feature name Description

Position Position in terms of s (x,y)

Button Status Movement in the air: b(t) = 0
Movement on the pad: b(t) = 1

Pressure Pressure of the pen on the pad

Azimuth Angle between the pen and the vertical plane on the pad

Altitude Angle between the pen and the pad plane

Displacement
di

⎧
⎨

⎩

2
√(

xi+1 − xi
)2 + (

yi+1 − yi
)2

, 1 ≤ i ≤ n − 1

dn − dn−1, i = n

Velocity
vi =

⎧
⎨

⎩

di
ti+1−ti

, 1 ≤ i ≤ n − 1

vn − vn−1, i = n

Acceleration
ai =

⎧
⎨

⎩

vi
ti+1−ti

, 1 ≤ i ≤ n − 1

an − an−1, i = n

Jerk
ji =

⎧
⎨

⎩

ai
ti+1−ti

, 1 ≤ i ≤ n − 1

jn − jn−1, i = n

x/y displacement Displacement in the x/y direction

x/y velocity Velocity in the x/y direction

x/y acceleration Acceleration in the x/y direction

x/y jerk Jerk in the horizontal/vertical direction

NCV Number of Changes in Velocity, NCV has been also
normalized to writing duration

NCA Number of Changes in Acceleration, NCA has been also
normalized to writing duration

Kinematic Features

Maxwell Boltzmann
mbj = v2j e

−v2j

IDFT Real Cepstrum rcep = IDFT
{
log

[∣∣DFT
(
vj

)∣∣]}

Discrete Cosine Transform
F(u) =

(
2
N

) 1
2
N−1∑

i=0
�(i) · cos[ π·u

2.N (2i + 1)
]
f (i)

Features extracted were standardized (z-scored). In addition, Random Forest [17]
ensemble learning algorithm with ordered feature importance was used as feature selec-
tion criteria [18] with a pre-pruning parameter of maximum tree depth of 10 and 50
trees, in order to prevent overfitting and balance accuracies.
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Fig. 1. check copying task performed by a patient with dementia.

Fig. 2. Matrix M3 task.

Fig. 3. Trail test 2 mixing numbers and letters, the patient is requested to connect numbers and
letters respecting the order in an alternate fashion.
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Table 2. Tasks.

Task name Task description

Check Check copying

M1 Matrix 1

M2 Matrix 2

M3 Matrix 3

Tmt1 Trail 1 (connecting path)

Tmt2 Trail 2 (connecting path)

Tmtt1 Trail test 1 (connecting path)

Tmtt2 Trail test 2 (connecting path)

For classification purposes, the Random Forest [17] algorithm was used. Its maxi-
mum depth was 10 and the number of trees was defined dynamically by inspecting the
validation curve. An example can be seen in Fig. 4, the number of trees (estimators) used
for this specific task is 5, but this depends on the task. Accuracies reported are based
on randomized (shuffled) 10-Fold cross validation, where the entire procedure has been
repeated ten times, until each fold is used as test set.

Thus, Random Forest algorithm was used in first instance for selecting the most
important features and then for performing the final classification in 10-Fold cross
validation fashion.

Fig. 4. Validation curve for all tasks classification, the green area represent validation standard
deviation. (Color figure online)
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Table 1 summarizes the features adopted used in this work. As mentioned earlier,
for each feature, mean, median, standard deviation, 1st percentile and 99th percentile
are used to synthetize the previously computed features. In this work, all the features
reported in Table 1 have been implemented and represent the baseline on tasks on Table
2 with the amount of data currently analysed.

Table 3. Accuracy performances.

Task name Accuracy Standard deviation

Check copying 85.33% 10.4%

M1 67.69% 14.3%

M2 70.20% 12.5%

M3 70.38% 7.3%

Tmt1 79.91% 8.5%

Tmt2 72.62% 10.7%

Tmtt1 77.39% 9.4%

Tmtt2 85.83% 8.8%

All tasks 92.33% 7.4%

Selected tasks (check & tmtt2) 89.66% 6.5%

Performances on various tasks are shown in Table 3. In 10-Fold cross validation,
and with data currently available, trail test 2(connecting path with medium/high diffi-
culty) shown in Fig. 3 seems to be a prominent biomarker for neurodegenerative disease
assessment, followed by Check copying task shown in Fig. 1.

The difference between Trail (1 and 2) and Trail Test, is that trail is simpler, and the
patient should connect paths of number in order. Instead in Trail Tests, patient is required
to connect paths in order but alternating numbers and letters. Doing so, the patient stores
in two memory chunks (instead of one) the actuals character and number. This process
brings evidence of attention and memory in one single task, thus it is more complete but
difficult to bring to completion in case of severe disease.

Thus, the most important tasks, among the analysed here, are check copying and the
trail tasks. Both, evaluates the way to proceed in visual and spatial research, investigating
the attentional skills of the subject and his ability to quickly switch from a numeric to
an alphabetic stimulus and space management [19].

Merging, for each patient, all features from all tasks and paddingwith zeroes the tasks
that were not performed by the analysed subject, increased the accuracy considerably.
In this case, merging all tasks the accuracy is 92.33%, instead using only check and
tmtt2 tasks the overall accuracy is 89.66%. This result confirms our hypothesis of using
ensemble of tasks. This is because an ensemble of tasks could help finding certain
patterns not raised when using one single task alone, especially for tasks that are widely
used in medicine for assessing certain type of neurodegenerative disease.
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Fig. 5. Feature importance for check task

Ranking, for each task, the top 5 most important features using the Random Forest
algorithm using Gini Index as internal metric and as reported in Fig. 5 and 6, it is
possible to see that both the Discrete Cosine Transformation, as well as the Discrete
Fourier Transformation on the displacement and acceleration of the y coordinate as well
as the acceleration on both axis are among the top features in all the tasks. This finding
reinforces oncemore that velocity-based features play a crucial role in detecting subjects
with some kind of neurodegenerative disease from an online handwriting perspective.

Although the work proposed show solid background in terms of signal processing
and accuracies in performing healthy/unhealthy classification, the main limitation of this
work relies in the amount of data analyzed at moment. The dataset HAND-UNIBA will
offer a wide higher range of subjects with various kinds of neurodegenerative disease
and in various severity stages kept in 2 sessions with at least 6 months of distance from
the first session for the same subject.
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Fig. 6. Feature importance for tmtt2 task.

5 Conclusions

In this work, classic and kinematic based features have been employed to classify
healthy/unhealthy subjects belonging to the new HAND-UNIBA dataset. This is an
exploratory analysis on a subset of tasks of this dataset. Despite its numerosity, the
results on this new dataset are encouraging and in line with other works on different
datasets [15].

In future, new tasks will be evaluated and new features will be integratedwith the aim
to, not only perform binary classification healthy/unhealthy, but also predict the disease
se-verity level and, since the dataset supports multiple sessions for same patients, also
infer if the severity has increased with time or, if when some medication is taken, its
severity has slowed down.
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Abstract. The prevalence of Autism Spectrum Disorder (ASD) in the
United States has increased by 178% from 2000 to 2016. However, due
to the lack of well-trained specialists and the time-consuming diagnostic
process, many children are not able to be promptly diagnosed. Recently,
several research have taken steps to explore automatic video-based ASD
detection systems with the help of machine learning and deep learn-
ing models, such as support vector machine (SVM) and long short-term
memory (LSTM) model. However, the models mentioned above could
not extract effective features directly from raw videos. In this study, we
aim to take advantages of 3D convolution-based deep learning models to
aid video-based ASD detection. We explore three representative 3D con-
volutional neural networks (CNNs), including C3D, I3D and 3D ResNet.
In addition, a new 3D convolutional model, called 3D ResNeSt, is also
proposed based on ResNeSt. We evaluate these models on an ASD detec-
tion dataset. The experimental results show that, on average, all of the
four 3D convolutional models can obtain competitive results when com-
pared to the baseline using LSTM model. Our proposed 3D ResNeSt
model achieves the best performance, which improves the average detec-
tion accuracy from 0.72 to 0.85.
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1 Introduction

Autism Spectrum Disorder (ASD) is a developmental disorder, which could
impair communication abilities and cause psychological and physical abnormal-
ities. Recent research has shown that the prevalence of ASD was 18.5 per 1,000
(1 in 54) children aged 8 years across all 11 sites of the United States in 2016,
while the prevalence was 6.7 per 1000 (1 in 150) in 2000, which indicates that
the prevalence has increased by 178% in 16 years [12]. However, due to the lack
of well-trained specialists and the time-consuming diagnostic process, many chil-
dren cannot be diagnosed as early as possible. It is essential for children with
ASD to receive early diagnosis since the importance of timely treatment for this
kind of disease.

Machine learning and deep learning methods have achieved remarkable
progress in many areas, such as image classification [4,10,15,16] and action recog-
nition [1,3,8,13,19,20]. Recently, several research have taken steps to explore
automatic video-based ASD detection systems with the help of these methods.
Tariq et al. [17] adopted support vector machine (SVM) and logistic regres-
sion (LR) to identify possible ASD subjects by feeding them behavioral features
assessed by non-expert raters from home videos. Zunino et al. [23] proposed
an automated objective method using LSTM [5] model to discriminate between
ASD and typically developing (TD) subjects. However, these models could not
accept raw videos directly to extract effective features from both spatial and
temporal dimensions.

In this study, we aim to take advantages of deep learning models to aid
video-based ASD detection and achieve higher detection accuracy. In particular,
we mainly consider 3D convolutional models, which can accept raw videos as
input to extract effective features from both spatial and temporal dimensions.
In our study, we explore three representative 3D convolutional neural networks,
including C3D [19], 3D ResNet [3] and I3D [1]. In addition, we also propose
a new 3D convolutional model by inflating all the 2D convolution and pooling
kernels in the ResNeSt [22] model into 3D kernels, which is called 3D ResNeSt.
These models are evaluted on the ASD detection dataset proposed in [23], which
contains video clips of 40 subjects performing reach-to-grasp action with four
different intentions, and to the best of our knowledge, this is the only publicly
available video-based ASD detection dataset. Similar to [23], we adopt leave-
one-out cross-validation strategy to evaluate and compare the performance of
these 3D convolutional models. Our experimental results show that, on average,
all of the four 3D convolutional models can achieve higher accuracy than [23],
which means 3D convolutional models are indeed more suitable for this video-
based ASD detection task. Our proposed 3D ResNeSt model outperforms the
other three 3D CNNs when considering accuracy, f1 score and AUC. The average
detection accuracy is improved from 0.72 to 0.85.

In summary, this paper has two major contributions: (1) We explore three
representative 3D CNNs for ASD detection and the experimental results show
that 3D convolutional models are more suitable for video-based ASD detection
task. (2) A new 3D convolutional model is proposed based on ResNeSt, which
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achieves the best performance on the ASD detection dataset proposed in [23].
The average detection accuracy is improved from 0.72 to 0.85.

2 Related Work

2.1 ASD Detection

The conventional diagnostic process of ASD needs well-trained specialists and it
is also time-consuming. To reduce dependence on well-trained specialists, Tariq
et al. [17] adopted machine learning models to identify possible ASD subjects
by feeding them behavioral features assessed by non-expert raters from home
videos. Zunino et al. [23] applied LSTM network to process video clips of children
performing the same action to discriminate between ASD and TD subjects.
Different from the methods mentioned above, Tian et al. [18] proposed a model
called Temporal Pyramid Network to detect ASD typical actions and determine
if repetitive behaviors appeared in videos to identify ASD and TD children. Liang
et al. [11] proposed an unsupervised online learning model for ASD classification,
which makes the classification system more scalable. Sun et al. [14] proposed
a spatial attentional bilinear 3D convolutional network with LSTM model for
fine-grained video analysis, which has achieved significant improvement on one
class of the ASD detection dataset proposed in [23]. Besides video-based ASD
detection methods, visual attention data are also proved to be able to provide
effective features for ASD detection. Jiang et al. [9] analyzed the difference of eye
fixations between ASD and TD subjects when viewing images and adopted deep
learning model to extract features to distinguish between ASD and TD subjects.
Chen et al. [2] presented a novel framework for automated and quantitative
screening of ASD, a photo-taking task was introduced that subjects were asked
to freely explore the environment and take some photos of the scene they are
interested in. Then these photos were combined with the data collected in image-
viewing task to train the ASD screening models.

In this study, we mainly focus on 3D convolutional models for video-based
ASD detection task.

2.2 3D Convolutional Neural Networks (CNN)

3D CNN model was proposed for action recognition tasks, which can accept raw
videos as input and has the advantage of extracting effective features from both
spatial and temporal dimensions [8]. Based on 3D convolution operation, Tran
et al. [19] proposed a deep 3D CNN model called C3D, which contains eight 3D
convolution, five max-pooling, two fully connected layers and a softmax output
layer, and it has achieved impressive results on action recognition tasks. The
inception architecture was introduced in [15], which adopts 1 × 1 convolutions
to reduce the parameters of neural networks without a significant performance
penalty. Based on [15], Carreira et al. [1] proposed a new 3D convolutional model
called Inflated 3D ConvNet (I3D) by inflating all the filters and pooling kernels
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of the model proposed in [15]. Residual learning framework has been proved to be
able to achieve excellent performance when training very deep neural networks
[4]. Inspired by [4], Hara et al. [3] proposed a deeper 3D convolutional model
by changing the 2D convolution operation of the ResNet [4] model into 3D
convolution operation and achieved better performance than relatively shallow
networks.

In our experiments, we explore three 3D convolutional neural networks,
including C3D [19], 3D ResNet [3] and I3D [1]. In addition, we also propose
a new 3D convolutional model based on ResNeSt [22]. The structure and imple-
mentation details of these models will be shown in Sect. 3 and 4.

3 3D CNN for ASD

The abnormal behaviors linked to ASD can be well recorded in videos. As 3D
CNNs can accept raw videos as input and have the advantage of extracting
effective features from both spatial and temporal dimensions, it is a good choice
to apply 3D CNNs for video-based ASD detection task. The overall detection
procedure of our method is shown in Fig. 1. As depicted in Fig. 1, when given a
video, Gaussian smoothing is applied to each frame first, and then we will ran-
domly sample 16 consecutive frames n times from the video. Specifically, during
the training process, n is 1, and during the validation process, n is 10. These
clips are then fed to 3D convolutional models. The outputs of these clips will be
averaged to form the final result. In this study, we consider three representative
3D CNNs in our experiments, including C3D [19], 3D ResNet [3] and I3D [1].
Recently, a new variant of ResNet model, called ResNeSt, was proposed in [22],
which achieves impressive results in object detection, instance segmentation and
semantic segmentation tasks. Based on ResNeSt model, we propose a new 3D
convolutional model called 3D ResNeSt. We will introduce the detailed structure
of these models in the following subsections.

Fig. 1. The detection procedure of our method.
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Fig. 2. The structure of the models used in our experiments. a) C3D model, b) 3D
Inception module, c) 3D ResNet block, d) 3D ResNeSt block of our proposed model,
all kernels of the convolution and the polling operation in the ResNeSt [22] block are
inflated from N × N to N × N × N

3.1 C3D

C3D model was proposed in [19], which contains eight 3D convolution, five
max-pooling, two fully connected layers and a softmax output layer, and it has
achieved impressive results on action recognition tasks. In our experiments, we
make a small change to the original model. A batch normalization layer is added
after all the convolution and fully connected layers, which could solve the inter-
nal covariate shift problem and accelerate the training process [7]. The overview
of the C3D model structure is shown in Fig. 2. a), and the batch normalization
layer is added explicitly in Fig. 2. a) to distinguish from the original C3D model.

3.2 I3D

Compared to 2D CNNs, 3D CNNs always have more parameters due to the
additional kernel dimension, which makes the model harder to train. To handle
this problem, Carreira et al. [1] proposed the I3D model by inflating all the
filters and pooling kernels of the model proposed in [15]. Figure 2. b) shows the
crucial architecture of I3D called 3D Inception Module, 1 × 1 × 1 convolutions
are applied before the expensive 3 × 3 × 3 convolutions, which reduces the
number of parameters and allows the model to increase in both width and depth
without getting into computational difficulties. In our paper, as the size of the
input frames are set to 16 × 112 × 112 (time × height × width), we implemented
a small variation of I3D model, the kernel size of the first convolution layer is
changed from 7 × 7 × 7 to 3 × 3 × 3 with a stride of 2 × 1 × 1, the kernel
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size of the last average pooling layer is changed from 2 × 7 × 7 to 2 × 5 × 5
with a stride of 1 × 1 × 1, and the last convolution layer is replaced with 2 fully
connected layers to get the final outputs.

3.3 3D ResNet

Residual learning framework, which introduces shortcut connections that bypass
a signal from one layer to the next, has been proved to be able to achieve
excellent performance when training very deep neural networks [4]. Inspired by
[4], Hara et al. [3] proposed a deeper 3D convolutional model by changing the 2D
convolution operation of the ResNet [4] model into 3D convolution operation and
achieved better performance than relatively shallow networks. The 3D ResNet
model has various versions with different total layers. Due to the time consuming
training process, in this study, we only consider the 50-layers model. Figure 2.
c) shows the residual block of the 50-layers 3D ResNet model, which contains
three convolution layers, including two 1 × 1 × 1 and one 3 × 3 × 3 convolution
layers.

3.4 The Proposed 3D ResNeSt

Multi-path representation, group convolution and channel-attention mechanism
have been proved to be successful in many computer vision tasks [6,15,21].
Inspired by these methods, Zhang et al. [22] proposed the ResNeSt model, which
generalizes the channel-wise attention into feature-map group representation.
Based on ResNeSt, we propose a new 3D convolutional model called 3D ResNeSt.
Figure 2. d) shows the key block of the proposed model. Our model preserves
the structure of ResNeSt. Outputs from previous layer are divided into several
cardinal groups and finer-grained splits when fed to the 3D ResNeSt blocks.
We also adopt the split attention operation to aggregate all the splits in each
cardinal group like [22]. In our experiments, the number of cardinal groups and
splits are set to 1 and 2 respectively, which has been proved to be a good trade-
off between speed, accuracy and memory usage in [22]. All the kernels of the
convolution and the polling operation are inflated from N × N to N × N × N,
except the kernel of the optional average pooling layer, the kernel of this layer is
inflated from 3 × 3 to 1 × 3 × 3. To ensure comparability, we also only consider
50-layers 3D ResNeSt model in this study.

3.5 Dataset

The ASD detection dataset [23] used in our experiments is down-
loaded from https://pavis.iit.it/datasets/autism-spectrum-disorder-detection-
dataset with the authors’ authorization. This dataset contains video clips of 40
subjects performing reach-to-grasp action with four different intentions. Among
the 40 subjects, 20 are ASD children without accompanying intellectual impair-
ment and 20 are TD children. The reach-to-grasp action mentioned above refers

https://pavis.iit.it/datasets/autism-spectrum-disorder-detection-dataset
https://pavis.iit.it/datasets/autism-spectrum-disorder-detection-dataset
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Fig. 3. Sample frames from the dataset after applying Gaussian smoothing.

to grasping an object (a bottle), all subjects are asked to perform the same
action with four intentions, including 1) to place it into a box (grasp-to-place),
2) to pour some water into a glass (grasp-to-pour), 3) to pass the bottle to a
co-actor, who would then place the bottle into the box (pass-to-place), 4) to pass
the bottle to a co-actor, who would then pour some water (pass-to-pour). And
for short, we use class1, class2, class3, class4 to represent the above four classes
of reach-to-grasp actions respectively.

3.6 Data Preprocessing

Similar to [23], we apply Gaussian smoothing over all the frames to reduce details
of visual appearance. The original resolution of the video frames is 1280 × 720
pixels. However, some frames may contain subjects’ head or body. In order to
remove this information, the right part of all the frames are cropped a width
of 150 pixels, and then the resolution of the remaining parts of these frames
becomes 1130 × 720 pixels. Figure 3 shows some sample frames from the dataset
after applying Gaussian smoothing.

Table 1. Setup of learning rate and learning rate decay of the four 3D convolutional
models.

C3D I3D 3D ResNet 3D ResNeSt

Base learning rate 0.0001

Epoch of learning rate decay 80 90 100 90
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Table 2. Performance of the models used in our experiments and the LSTM model
used in [23] evaluated on the ASD detection dataset.

[23] C3D I3D 3D ResNet 3D ResNeSt

Class1 Accuracy 0.67 0.69 0.74 0.79 0.77

F1 0.65 0.67 0.74 0.80 0.74

Sensitivity 0.63 0.63 0.74 0.84 0.68

Specificity 0.70 0.75 0.75 0.75 0.85

AUC 0.74 0.82 0.79 0.84 0.79

Class2 Accuracy 0.77 0.72 0.72 0.69 0.79

F1 0.77 0.69 0.69 0.68 0.76

Sensitivity 0.79 0.63 0.63 0.68 0.68

Specificity 0.75 0.80 0.80 0.70 0.90

AUC 0.86 0.79 0.80 0.79 0.84

Class3 Accuracy 0.69 0.79 0.85 0.79 0.85

F1 0.67 0.79 0.83 0.79 0.82

Sensitivity 0.63 0.79 0.79 0.79 0.74

Specificity 0.75 0.80 0.90 0.80 0.95

AUC 0.76 0.89 0.88 0.86 0.91

Class4 Accuracy 0.59 0.77 0.74 0.77 0.82

F1 0.53 0.71 0.74 0.78 0.81

Sensitivity 0.47 0.58 0.74 0.84 0.79

Specificity 0.70 0.95 0.75 0.70 0.85

AUC 0.75 0.84 0.87 0.86 0.90

Average Accuracy 0.72 0.79 0.79 0.79 0.85

F1 0.70 0.76 0.78 0.80 0.82

Sensitivity 0.68 0.68 0.74 0.84 0.74

Specificity 0.75 0.90 0.85 0.75 0.95

AUC 0.84 0.87 0.88 0.86 0.90

4 Experiments and Results

4.1 Implementation Details

As the ASD detection dataset only contains 40 subjects, for better evaluating
and comparing the performance of these 3D convolutional models, we also adopt
leave-one-out cross-validation strategy like [23], which is more challenging than
the usual cross-validation strategy. The four classes of videos in the ASD detec-
tion dataset are processed separately, which means we will perform leave-one-
out cross-validation procedure on the four different classes of videos respectively.
This leads to a total number of 160 models to be trained when evaluate one 3D
Convolutional model on this dataset, which is very time consuming. All of our
models are trained on a single GPU. We adopt adaptive moment estimation
(Adam) to optimize our model. The cropped frames are resized to 112 × 112
pixels to form the input. The base learning rate of these models is all 0.0001 and
is divided by 10 after specific epochs (shown in Table 1).
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Table 3. Leave-one-out cross-validation results compared with the results reported in
[23]. In the average column, probabilities greater than 0.5 are highlighted in bold.

Class1 Class2 Class3 Class4 Average

[23] 3D ResNeSt [23] 3D ResNeSt [23] 3D ResNeSt [23] 3D ResNeSt [23] 3D ResNeSt

ASD 1 0.67 0.68 0.80 1.00 0.73 0.49 0.27 0.05 0.62 0.55

2 0.09 0.94 1.00 1.00 0.08 0.75 0.92 0.98 0.52 0.92

3 – – – – – – – – – –

4 0.83 0.72 0.64 0.52 0.00 0.92 0.08 0.01 0.39 0.54

5 0.17 0.71 0.67 0.24 1.00 0.93 0.45 0.92 0.57 0.70

6 0.00 0.29 1.00 0.71 0.08 0.67 0.08 0.97 0.29 0.66

7 0.25 0.32 0.00 0.49 0.83 0.36 0.08 0.22 0.29 0.35

8 0.08 0.01 0.08 0.00 0.42 0.00 0.25 0.68 0.21 0.17

9 0.92 1.00 1.00 0.99 1.00 1.00 1.00 1.00 0.98 1.00

10 0.92 0.99 1.00 0.98 0.58 1.00 1.00 1.00 0.88 0.99

11 1.00 1.00 0.92 1.00 1.00 1.00 1.00 0.99 0.98 1.00

12 1.00 0.98 1.00 0.99 0.92 1.00 0.42 1.00 0.84 0.99

13 1.00 0.94 0.83 0.98 0.83 0.90 1.00 1.00 0.92 0.96

14 1.00 1.00 0.75 1.00 1.00 1.00 0.50 1.00 0.81 1.00

15 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

16 0.33 0.07 0.42 0.27 0.17 0.12 0.45 0.57 0.34 0.26

17 0.17 0.06 0.00 0.16 0.09 0.81 0.17 0.75 0.11 0.44

18 1.00 0.03 1.00 0.13 0.83 0.44 1.00 0.38 0.96 0.24

19 0.91 1.00 1.00 1.00 0.50 1.00 1.00 1.00 0.85 1.00

20 0.75 1.00 1.00 1.00 1.00 1.00 0.92 1.00 0.92 1.00

TD 21 0.90 1.00 0.75 0.76 0.55 0.56 0.58 0.84 0.70 0.79

22 0.33 0.92 0.50 0.69 0.67 0.53 0.08 0.56 0.40 0.67

23 0.42 0.56 0.75 0.67 0.00 0.64 0.00 0.62 0.29 0.62

24 0.58 0.53 0.40 0.82 0.36 0.40 0.42 0.97 0.44 0.68

25 0.64 0.67 0.92 0.92 0.83 0.88 0.50 0.93 0.72 0.85

26 1.00 0.76 1.00 0.79 1.00 0.75 0.83 0.44 0.96 0.68

27 0.91 0.83 0.75 0.94 1.00 0.70 1.00 0.42 0.92 0.72

28 0.67 0.23 1.00 0.57 1.00 0.89 0.92 0.65 0.90 0.59

29 0.67 1.00 0.33 1.00 1.00 1.00 0.92 1.00 0.73 1.00

30 1.00 1.00 0.75 1.00 0.83 1.00 0.50 1.00 0.77 1.00

31 0.92 0.96 0.83 0.94 1.00 0.99 0.92 1.00 0.92 0.97

32 0.75 0.98 0.92 0.96 0.91 1.00 1.00 0.99 0.90 0.98

33 0.33 1.00 1.00 1.00 0.92 1.00 0.75 1.00 0.75 1.00

34 0.50 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.88 1.00

35 1.00 1.00 1.00 1.00 1.00 0.98 1.00 1.00 1.00 0.99

36 0.45 0.00 0.25 0.00 0.08 0.51 0.67 0.04 0.36 0.14

37 0.82 0.82 1.00 0.78 0.82 0.64 0.20 0.75 0.71 0.75

38 0.18 0.89 0.50 0.83 0.36 0.98 0.83 0.97 0.47 0.92

39 0.64 0.23 0.67 0.91 0.45 0.96 1.00 0.98 0.69 0.77

40 1.00 0.56 1.00 0.07 0.83 0.95 1.00 0.95 0.96 0.63

Accuracy (p > 0.5) 0.67 0.77 0.77 0.79 0.69 0.85 0.59 0.82 0.72 0.85

4.2 Experimental Results

As mentioned above, in our experiments, the four classes of videos in the ASD
detection dataset are separately processed and these 3D convolutional models
perform leave-one-out cross-validation on the four classes of videos respectively.
In this paper, we mainly consider the average performance on all classes, and as
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[14] only report the results of one class, we did not include [14] in our compar-
ison. As for the average performance, [23] is currently state-of-the-art method.
Therefore, we mainly compare our results with [23]. We use detection accuracy,
f1 score, sensitivity, specificity, and area under the receiver operating character-
istic curve (AUROC/AUC) as the metrics to evaluate our models. We report
the ASD detection performances measured by these metrics in Table 2. As [23]
did not contain the results of these metrics, we use the data reported in [23] to
calculate them. As for the average results of these metrics, we first calculate the
average ASD and TD probabilities of the leave-one-out cross-validation results
on the four classes, and then use the average probabilities to calculate these
metrics. From Table 2, we can find that, on average, all of the four 3D convolu-
tional models can achieve higher accuracy and f1 score than [23], which means
3D convolutional models are indeed more suitable for this task. Our proposed
3D ResNeSt model achieves the best performance when considering accuracy,
f1 score and AUC and the average detection accuracy is improved from 0.72 to
0.85. If we explore the results class by class, we can draw the following con-
clusions. For class1, the 3D ResNet model is the best choice among the five
models, which acquires the highest f1 score, accuracy and AUC. For class2, [23]
may be more suitable for this class of videos, as it achieves the highest f1 score
and AUC, although the 3D ResNeSt model achieves higher accuracy. For class3
and class4, our proposed model is the best choice among the five models, which
achieves much better performance than [23]. The detection accuracy of class3 is
improved from 0.69 to 0.85 and class4 is improved from 0.59 to 0.82.

In order to make a more detailed comparison between our proposed 3D
ResNeSt model that achieves the best performance in our experiments and the
published research in [23], we report the leave-one-out cross-validation results in
Table 3. Each line in Table 3 refers to the outputs of a different subject left out.
The first half (subject 1–20) represents the results with ASD subjects left out
and the rest with TD ones left out (subject 21–40). For subject 1–20, the value
in cell represents the probability of being predicted as ASD, and for subject
21–40, it represents the probability of being predicted as TD. From Table 3, we
can find that, on average, [23] and our model both achieve better performance in
TD group than in ASD group, which means both achieve higher specificity than
sensitivity. Similar to [23], some subjects could be perfectly classified with our
model in all classes of the ASD detection dataset, like subject 14, 15, 19 and 20
in the ASD group and subject 29, 30, 33 and 34 in the TD group. However, for
some subjects, our model could not classify them in any class of the dataset, like
subject 7 and 18 in the ASD group. Globally, our proposed 3D ResNeSt model
achieves much better performance than [23].

To further evaluate the performance of our model, we report the average
detection accuracy of the 3D ResNeSt model and the LSTM model used in [23]
when the threshold varies from 0.5 to 0.95 with a step of 0.05 in Fig. 4. We can
find that when the threshold is greater than 0.7, our model is much more robust
than [23], and even when the threshold is 0.95, our model still can achieve an
accuracy of 0.41, while the accuracy of LSTM model has reduced to 0.18.
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Fig. 4. Average detection accuracy acquired by 3D ResNeSt and LSTM [23] with
different threshold.

5 Conclusion

In this paper, we explore three representative 3D CNNs for ASD detection task,
including C3D, I3D and 3D ResNet, our experimental results show that 3D con-
volutional models are more suitable for video-based ASD detection task. And we
also proposed a new 3D convolutional model based on ResNeSt, which achieves
the best performance on the ASD detection dataset reported in [23]. However,
when compared to other action recognition tasks, the ASD detection dataset is
still too small. If we want better evaluation of these models, we still need larger
datasets. Meanwhile, we should also take computational efficiency into consid-
eration when video datasets become larger. In addition, we did not explore how
these models make predictions, as for the future work, studying on how deep
learning models make predictions may provide more meaningful information for
diagnosis of ASD.
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Abstract. Nowadays, the treatments of neurodegenerative diseases are
increasingly sophisticated, mainly thanks to innovations in the medical
field. As the effectiveness of care, strategies is enhanced by the early diag-
nosis, in recent years there has been an increasing interest in developing
reliable, non-invasive, easy to administer, and cheap diagnostics tools to
support clinicians in the diagnostic processes. Among others, Alzheimer’s
disease (AD) has received special attention in that it is a severe and pro-
gressive neurodegenerative disease that heavily influence the patient’s
quality of life, as well as the social costs for proper care. In this context,
a large variety of methods have been proposed that exploit handwrit-
ing and drawing tasks to discriminate between healthy subjects and AD
patients. Most, if not all, of these methods adopt a single machine learn-
ing technique to achieve the final classification. We propose to tackle
the problem by adopting a multi-classifier approach envisaging as many
classifiers as the number of tasks, each of whom produces a binary out-
put. The outputs of the classifiers are eventually combined by a majority
vote to achieve the final decision. Experiments on a dataset involving 175
subjects executing 25 different handwriting and drawing tasks and 6 dif-
ferent machine learning techniques selected among the most used ones
in the literature show that the best results are achieved by selecting the
subset of tasks on which each classifier perform best and then combining
the outputs of the classifier on each task, achieving an overall accuracy
of 91% with a sensitivity of 83% and a specificity of 100%. Moreover,
this strategy reduces the meantime to complete the test from 25 minutes
to less than 10.
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1 Introduction

Neurodegenerative diseases (NDs) affect millions of people worldwide, and
among them, Alzheimer’s and Parkinson’s diseases are the most common ones.
Both are age-related, and therefore the increment of the lifespan due to the con-
tinuous improvement in the medical field will make their impact on both individ-
uals and society even greater. In particular, Alzheimer’s disease produces a slow
and progressive decline in mental functions such as memory, thought, judgment,
and learning ability. In the early stages of the disease, the sole or predominant
symptom is the episodic memory impairment that is indicative of ventromedial
temporal lobe dysfunction [1]. After that, it is followed by progressive amnesia
and deterioration in other cognitive domains, expressing pathological involve-
ment of more widespread neural systems. Individuals affected by Alzheimer’s
patients lose the ability to handle themselves, and with the evolution of the
disease, they become dependent on caregivers. Although there is currently no
cure for NDs, an early diagnosis strongly improves the available treatments’
effectiveness.

In this context, the scientific community has shown an increasing interest
in developing and adopting AI methodologies for supporting both the diagnosis
and the treatments of these diseases. Several methods have been proposed for
the early diagnosis of both Parkinson’s and Alzheimer’s disease [2]. One of the
approaches exploits biomarkers useful for characterising the specific neurodegen-
erative disorder. Clinical, imaging, biochemical, and genetic are four categories
of biomarkers that have been suggested for the early diagnosis of neurodegener-
ative diseases. However, by exploiting different predicting values of biomarkers,
few of them have been found useful for this purpose [3,4]. Olfactory dysfunction
[5], and α-synuclein biopsy [6] could be biomarkers useful with the early diag-
nosis, but they need further revisions to be exploited [7,8]. Additionally, other
studies have proposed that combining different biomarkers could yield improve-
ments in formulating an early diagnosis of the neurodegenerative disease [4,8].
Another approach exploits the deterioration of motor processes involved in hand-
writing and drawing in subjects affected by neurodegenerative diseases [9–14].
With respect to the previous approach, the handwriting analysis might provide a
cheap and non-invasive method for evaluating the disease progression [15]. More-
over, it has been observed that the application of machine learning methods to
motor function has shown promise in decreasing the time taken to perform clin-
ical assessments [2]. The methods proposed in the literature adopts a variety
of tasks, features and classifiers to discriminate between healthy subjects and
AD patients. Still, they all adopt a single machine learning method to build the
classifier.

Departing from state of the art, we introduce a multi classifier approach for
discriminating between healthy subjects and AD patients. We propose a different
architecture of the multi classifier system by type of classifiers to be combined,
as well as their number. As machine learning tools to build the classifiers, we
adopt the Random Forest, the Logistic Regression, the k-Nearest Neighbor, the
Linear Discriminant Analysis, the Gaussian Naive Bayes, and the Support Vector
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Machine with linear kernel, as they are representative of the methods adopted
in the literature for automatic diagnosis of NDs.

The paper is organised as follows. In Sect. 2, we discuss previous works
specifically designed to deal with AD patients, highlighting the features and
the tool adopted to build the classifier and report the main findings. In Sect. 3,
we describe the architectures of the multi classifier system we have designed
and in Sect. 4 illustrate the results of several experiments that we performed to
evaluate the effectiveness of the proposed architectures. Finally, conclusions and
future research directions are discussed in Sect. 5.

2 Related Work

One of the early attempts to look at handwriting for discriminating AD and
patients affected by Mild Cognitive Impairment (MCI) from healthy controls
is reported in [16], where kinematic measures of the handwriting process across
different functional tasks are exploited for the purpose. The authors asked partic-
ipants to perform five functional writing tasks: copying a phone number, copying
a grocery list (five words), copying the details of a check into the appropriate
places, copying the alphabet sequence, and copying a paragraph (107 characters).
They performed evaluations on 31 persons with MCI, 22 with mild Alzheimer’s
disease, and 41 healthy controls made functional tasks while using a comput-
erised system. By complementing kinematic measures with cognitive function-
ing tests, and adopting a discriminant analysis for the classification, the authors
achieved 72% accuracy.

More recently, in [17], handwritten signatures are exploited for the early
diagnosis of AD. The authors used Plamondon’s Sigma Normal model to map
patients’ signatures by extracting twelve features. In particular, features depicted
the maximum speed of the signing divided by the time of writing, the number
of Log-Normal divided by the time, and the number of peaks of the speed/time
graph. Authors have used CART, bagging CART, and SVM with the linear
kernel to classify Alzheimer patients, and the best performance was obtained
by the bagging CART, whose achieved accuracy, sensitivity, and specificity were
96.7%, 96.5% and 96.8% respectively.

The target of the work reported in [18] was to discriminate AD patients,
MCI patients, and control subjects by comparing their handwriting kinematics.
Authors have adopted a protocol consisting of copying a sentence, writing a dic-
tated sentence and an own sentence, coping two and-three dimensions drawings,
and executing the clock drawing test. By using discriminant analysis as a classi-
fication algorithm, they have analysed the most discriminating features and the
best-distinguished groups for the same task, and figured out that discriminatory
features depended on the type of group to be discriminated, and some tasks,
such as the clock drawing test, allowed some groups, e.g. AD vs MCI, to be well
discriminated.

In [19], an approach for characterising early Alzheimer’s is proposed. Authors
exploit the loop velocity trajectory (full dynamics) in an unsupervised way,
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through a temporal clustering based on K medoids by discovering clusters that
give new insights on the problem. Classification is performed by utilising a
Bayesian formalism that aggregates the clusters’ contributions by probabilisti-
cally combining the discriminative power of each. Authors extrapolate informa-
tion from a dataset consisting of two cognitive profiles, 27 early-stage Alzheimer’s
disease, and 27 healthy persons. They report an overall accuracy of 74% with a
specificity of 72.2% and a sensitivity of 75.6% as the best performance.

In [20], preliminary results concerning the evaluation of an experimental
handwriting protocol (including the copy of words, letters and sentence) are pre-
sented. Authors aim to evaluate the kinematic properties of the movements per-
formed during the handwriting activity. In particular, they exploit data related
to the on-air features, data concerning the on paper features, and the overall
data for training two different classifiers: the Random Forest and the Decision
Tree. Authors evaluate obtained results in terms of accuracy by reaching an
overall score greater than 70% in classifying AD patients.

In [21], authors extended the work presented in [20]. In particular, they
improve their analysis by introducing other additional experiments by exploiting
different classifiers: The random Forest, the Decision tree, the Neural Network,
and the Support Vector Machine. They compare obtained results by showing
that on-air features have the greatest weight in the classification of patients by
contributing to increase the Recognition Rate of the classification phase.

In [22], results concerning the analysis of two copy tasks of regular words
and non-words are presented. Authors aim to investigate kinematic and pres-
sure properties of handwriting by extracting some standard features proposed
in the literature for evaluating the discriminative power of non-words task in
discriminating AD patients. They perform experimental result by using two
classification methods: the Random Forest and the Decision Tree. In particu-
lar, authors evaluate obtained results in term of accuracy by reaching an overall
score greater than 80% in discriminating AD patients exploiting Random Forest
over non-words task.

Finally, in [23], five representative tasks used in neuropsychological tests,
namely spontaneous writing, trail marking test with numbers and characters,
crossed pentagons, and clock drawing, were investigated for extracting mean-
ingful features to classify AD and mild cognitive impairment subjects (MCI).
Data were collected from 71 senior, including MCI, AD, and control subjects.
Using a three-class classification model based on a generalised linear model with
a logit link function and combining the features of multiple tasks, they obtain
an overall accuracy of 74.6%.

3 The Multi Classifier Architecture

While there is a general agreement on which aspects of handwriting execution
are mostly affected by AD and the features to be used for capturing them, the
tasks that the subjects have to execute during the test are still an open and
challenging issue. The methods proposed in the literature range from requiring
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the execution of simple tasks, e.g. drawing a spiral or writing a few letters or
bigrams, to more complex ones involving many different tasks to execute. In this
study, we adopted the protocol proposed in [24], as it adopts a set of 25 tasks,
including most of those used in previous studies, as well as tasks that have been
derived from recent findings in neuroscience and motor control of handwriting.
This choice will allow us to evaluate the performance of the proposed system by
varying both the machine learning tool adopted to build the basic classifiers and
the tasks to be considered, as it is described later in this Section.

As different tasks can elicit different handwriting alterations, the approach
followed in previous work is that of merging the features extracted form each
task into a unique representation that is eventually used by the machine learning
tool to build the classifier, as depicted in Fig. 1).

Fig. 1. Single classifier working on features set obtained by merging each task features
value.

On the contrary, we propose to merge the output of many classifiers, each
processing the features obtained from the samples resulting from the execution
of a single task, as depicted in Fig. 2.

Fig. 2. Combined classifications for each handwriting task.

This general architecture has been implemented in different ways. In the
first case, each classifier is built by using one of the machine learning tools we
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have considered, leading to 6 implementations. In the second case, we select the
top-performing classifiers for each task among those provided by the machine
learning tools, leading to 1 implementation, which will be indicated from now
on with BestForTask. Eventually, in the third case, for each machine learning
tool, we sorted the tasks in descending order according to the accuracy exhibited
by the classifier. By computing the cumulative accuracy incrementally, we were
able to select the subset of tasks corresponding to the best performance for each
type of classifier, leading to 6 more implementations, each one with a different
number of classifiers to be combined. In all the implementations, the outputs of
the classifier are combined by using the majority vote.

4 Experimental Results

In this Section, we report the results of the experiments we have designed to
evaluate the performance of the different implementations of the multi classifier
architecture we have developed. To provide a baseline for assessing the improve-
ment, we report preliminarily the single classifiers’ performance working on the
feature vector obtained by merging all features of all 25 tasks.

4.1 Implementation Details

We adopt different machine learning tools for building the classifier that either
has been adopted in previous works or exhibited good performance on a wide
range of classification problems. As mentioned in the Introduction, we have cho-
sen Random Forest [25], Logistic Regression [26], K-Nearest Neighbor (KNN)
[27], Linear Discriminant Analysis (LDA) [28], Gaussian Naive Bayes [29], and
Support Vector Machine (SVM) [30]. The architecture implementations have
been written in Python, using the functionality of the Scikit-Learn library. The
tuning of the various classifiers’ parameters has been performed following a
grid search approach, and then classifiers have been trained using 5-fold cross-
validation.

4.2 Dataset

The dataset consists of 175 subjects, of which 89 affected by Alzheimer’s disease
and 86 healthy control subjects. The two populations show similar mean values
and standard deviations for age, sex and years of education. To carry out the
experiments, the dataset was divided into a training set composed of 80% of the
data and a test set containing the remaining 20%. The features computed on
each sample resulting from the execution of the tasks are summarised in Table 1.

4.3 Tasks Characterisation

The tasks are grouped into four categories, in increasing order of difficulty:
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Table 1. Features set used in the experiment. Features are grouped in on-paper and
on-air depending on whether they are extracted when the pen touches the paper or not.
Feature names terminating with P denote the former, while those terminating with A
denote the latter

Feature Name Description

Total time TT Total time required to perform the entire task

Air time AT Time spent near the sheet, with the tip of the
pen not in contact with the sheet

Paper time PT Time spent on the sheet, with the tip of the pen
in contact with the sheet

Mean speed on-paper MSP Average speed recorded on paper

Mean speed in-air MSA Average of the speeds recorded near the sheet

Mean acceleration on-paper MAP Average of accelerations recorded on paper

Mean acceleration in-air MAA Average of the accelerations recorded near the
sheet

Mean jerk on-paper MJP Average of the jerk recorded on the sheet

Mean jerk in-air MJA Average of the jerk recorded near the sheet

Pressure mean PM Average of the pressure levels exerted on the
sheet

Pressure var PV Variance of pressure levels exerted on the sheet

GMRT on-paper GMRTP Generalization of the Mean Relative Tremor
defined in [31] computed on in-air movements.
It considers the top left corner of the sheet as
the center for the computation

GMRT in-air GMRTA Generalization of the Mean Relative Tremor
defined in [31] computed on on-paper
movements. It considers the top left corner of
the sheet as the center for the computation

Mean GMRT GMRT Average of GMRTP and GMRTA

Pendowns number PWN The number of pendowns

Max X extension XE Maximum extension recorded along the X axis

Max Y extension YE Maximum extension recorded along the Y axis

Dispersion index DI It measures the dispersion of the drawing on the
sheet; a fully covered sheet will correspond to
an index equal to one while a completely empty
sheet will have an index equal to zero

– Graphic tasks; for testing the skill in writing elementary traits, joining points,
and drawing simple figures.

– Copy and Reverse Copy tasks; aimed at evaluating the ability in replaying
elaborate graphic gestures, such as letters, words, and numbers.

– Memory tasks; its purpose is to test the variation of the graphic section,
keeping in memory a word, a letter, a graphic gesture, or a motor plan.

– Dictation; it tests the patient’s ability to use the working memory during the
variation of writing tasks.
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The 25 handwriting tasks used in the experiments described below are described
in detail in [24].

4.4 Baseline Evaluation Session

In the preliminary experiment, we evaluated the performance of the six imple-
mentations of the baseline classifiers, classifiers using as feature the union of the
features computed from the execution of each of the 25 tasks. Table 2 shows the
accuracy achieved by each classifier, and Table 3 the corresponding confusion
matrices. All together, the data reported in the tables show that the Gaussian
NB outperforms the others in terms of accuracy, sensitivity and specificity.

Table 2. Accuracy of the baseline classifiers.

Random forest Logistic regression KNN LDA Gaussian NB SVM

Accuracy 80.00% 68.57% 51.43% 62.86% 85.71% 68.57%

Table 3. Confusion matrices of the baseline classifiers.

Random forest Logistic regression KNN

Actual Predicted Predicted Predicted

H P H P H P

H 12 5 H 11 6 H 14 3

P 2 16 P 5 13 P 14 4

LDA Gaussian NB SVM

Actual Predicted Predicted Predicted

H P H P H P

H 12 5 H 14 3 H 11 6

P 8 10 P 2 16 P 5 13

4.5 The Basic Classifiers

The basic classifiers to be combined were obtained by using the features extracted
from each task to build as many classifiers as the number of tasks. Table 4 shows
the accuracy achieved by each classifier on each task.

4.6 Combining All

To obtain a single classification label for each subject, the output of the basic
classifiers were combined by using a majority vote [32]. We considered two differ-
ent ways for combining them. The first one combines the outputs of the 25 basic
classifiers produced by a given machine learning tool, while the second combines
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Table 4. Accuracy achieved by the classifiers on each task. The best performance
achieved on each task is highlighted in bold.

Random forest Logistic regression KNN LDA Gaussian NB SVM

Task 1 63% 57% 51% 58% 66% 60%

Task 2 63% 69% 63% 69% 63% 74%

Task 3 69% 66% 71% 71% 71% 63%

Task 4 66% 71% 66% 63% 71% 66%

Task 5 71% 71% 60% 71% 74% 66%

Task 6 63% 66% 69% 69% 60% 66%

Task 7 74% 71% 51% 69% 71% 71%

Task 8 60% 60% 60% 60% 66% 66%

Task 9 69% 57% 54% 57% 71% 60%

Task 10 63% 60% 51% 60% 60% 54%

Task 11 66% 66% 54% 57% 69% 60%

Task 12 57% 57% 60% 57% 57% 54%

Task 13 54% 54% 43% 49% 57% 60%

Task 14 63% 51% 60% 54% 54% 57%

Task 15 74% 71% 66% 66% 69% 66%

Task 16 57% 63% 54% 60% 63% 71%

Task 17 71% 66% 60% 69% 51% 66%

Task 18 57% 57% 43% 60% 60% 60%

Task 19 74% 74% 77% 69% 57% 71%

Task 20 69% 69% 54% 69% 60% 69%

Task 21 77% 69% 57% 66% 63% 60%

Task 22 60% 66% 74% 54% 66% 57%

Task 23 71% 71% 57% 60% 71% 71%

Task 24 60% 66% 60% 57% 69% 66%

Task 25 66% 71% 66% 77% 71% 63%

Table 5. Accuracy achieved by combining all the basic classifiers.

Random forest Logistic regression KNN LDA Gaussian NB SVM BestForTask

Accuracy 82.86% 74.29% 74.29% 74.29% 71.43% 68.57% 85.71%

the outputs of the 25 top performing basic classifiers for each task, leading to
seven multiclassifier systems. In the following, we will denote the first 6 systems
by the acronym of the machine learning tool adopt to build the single task classi-
fiers, while will refer to the last implementation as the BestForTask one. Table 5
reports the results achieved by the seven multiclassifier systems in terms of accu-
racy, and Table 6 lists the confusion matrices. From Table 5 we can see that the
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BestForTask multiclassifier overperforms the others in terms of accuracy, and
the RF multiclassifier is the best among all the other ones. The confusion matri-
ces of Table 6, moreover, show that the BestForTask multiclassifier achieves the
same specificity of the RF multiclassifier, but better sensitivity. This represents
a critical point as the primary objective is precisely that of detecting patients
as early as possible, as mentioned in the Introduction.

By comparing the results in Table 5 and Table 2 it is possible to notice that
the BestForTask multiclassifier achieves the same accuracy as the Gaussian NB
classifier, better specificity and worse sensitivity. For the same reason as before,
the former performs better than the latter.

4.7 Combining the Best

To improve the overall multiclassifier performance, we have combined only the
best classifiers, as it follows. We sorted the tasks in descending order depending
on the accuracy achieved by the basic classifiers on that task. Starting with the
top performing task, the remaining tasks are considered and the correspond-
ing basic classifiers added to the set of classifiers to be combined. The results
obtained in terms of accuracy were recorded as the number of tasks considered
increases.

Table 6. Confusion matrices achieved by combining all the basic classifiers.

Random Forest Logistic Regression KNN

predicted predicted predicted

H P H P H P

actual H 16 1 H 15 2 H 15 2

P 5 13 P 7 11 P 7 11

LDA Gaussian NB SVM

predicted predicted predicted

H P H P H P

actual H 16 1 H 16 1 H 16 1

P 8 10 P 9 9 P 10 8

BestForTask

predicted

H P

actual H 16 1

P 4 14

Table 7 reports the best accuracy achievable, the number of selected tasks and
the average total time to execute them, while Table 8 shows the corresponding
confusion matrices. Figure 3 shows, for each multiclassifier, how the accuracy
varies as the number of classifier increases.
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Table 7. Accuracy, total time and number of selected tasks of the multiclassifier com-
bining the top basic classifiers.

Random forest Logistic regression KNN LDA Gaussian NB SVM Best for task

Accuracy 91.43% 88.57% 85.71% 85.71% 77.14% 80.00% 88.57%

Time 09:20 10:26 04:59 15:32 02:23 17:38 07:54

Number of tasks 9 7 5 13 3 17 7

Table 8. Confusion matrices of the multiclassifier combining the top basic classifiers.

Random Forest Logistic Regression KNN

predicted predicted predicted

H P H P H P

actual H 17 0 H 15 2 H 16 1

P 3 15 P 2 16 P 4 14

LDA Gaussian NB SVM

predicted predicted predicted

H P H P H P

actual H 17 0 H 16 1 H 16 1

P 5 13 P 7 11 P 6 12

BestForTask

predicted

H P

actual H 16 1

P 3 15

Finally, similarly to the procedure reported in Subsect. 4.4, for each machine
learning model, we have merged the features extracted from the respective top-
performing tasks as reported in Table 7 into a single feature vector and used it
to train and test a single classifier. Table 9 reports the accuracy achieved by each
classifier while Table 10 reports confusion matrices.

The experimental results reported in the tables above show that when a sin-
gle classifier is used, providing the classifier with the features extracted from the
subset of tasks leading to the top performance is beneficial for all the machine
learning tool, except that in the case of Random Forest and Gaussian NB, whose
accuracy drops, and with the KNN showing the largest improvement. They also
show that combining as many classifiers as the number of tasks leads to a sub-
stantial improvement of the accuracy with respect to a single classifier for all the
machine learning tool. On the contrary, when as many classifiers as the number
of tasks on which the classifiers achieve the top performance are combined, better
performances are achieved with respect to the single classifier for all the machine
learning tool, with the only exception of the Gaussian NB, but in this case, the
drop is less than 10%. The implementation of the multi classifier envisaging as
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fi

ti

Fig. 3. Accuracy achieved by incrementally combining the basic classifiers. The ordered
tasks are shown on the abscissa, while the average total time required to execute the
tasks is shown on the upper part. Red bars are placed every 5 min of the average total
time. (Color figure online)
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Table 9. Accuracy achieved using a single classifier merging the features from the best
tasks.

Random forest Logistic regression KNN LDA Gaussian NB SVM

Accuracy 77.14% 71.43% 71.43% 68.57% 74.29% 71.43%

Table 10. Confusion matrices using a single classifier merging the features from the
best tasks.

Random forest Logistic regression KNN

Actual Predicted Predicted Predicted

H P H P H P

H 11 6 H 12 5 H 13 4

P 2 16 P 5 13 P 6 12

LDA Gaussian NB SVM

Actual Predicted Predicted Predicted

H P H P H P

H 12 5 H 14 3 H 13 4

P 6 12 P 6 12 P 6 12

many classifiers as the number of tasks leads to the top accuracy when, for each
task, the top-performing classifiers is included in the pool. On the contrary, this
is not true in case the number of classifiers equals the number of tasks to be con-
sidered for achieving the top performance, where the Random Forest performs
slightly better in terms of accuracy and specificity.

5 Conclusions

Handwriting activity can be an innovative way of characterising the peculiarities
of neurodegenerative diseases. It can be exploited to extrapolate features useful
to train machine learning models to help the physicians in early diagnosing and
monitoring the effects of the treatments, pursuing patient-centred care aimed at
improving the patient’s quality of life and the social cost of their impairments.

In this work, departing from the current trends in the field, we have proposed
a multi classifier system for discriminating between AD patients and healthy
controls by using the samples produced during the execution of handwriting and
drawing tasks. We have proposed different implementations of the multi classifier
system, varying the machine learning tool adopted to build the basic classifiers
and adopting different strategies to build the pool of classifiers to be combined.

The experimental results, obtained on a dataset including 175 subjects, have
shown that combining many classifiers leads to better performance with respect
to a single classifier and that selecting the number of classifiers to be included in
the pool depending on their performance on each task, leads to the top perfor-
mance, with an accuracy bigger the 91%, a specificity of 100% and a sensitivity
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bigger than 83% when the Random Forest is adopted to build the basics classi-
fiers. Moreover, reducing the number of tasks to be performed by the subjects
also leads to reduce more than 50% the time required to perform the test. We
believe that the combination of the performance with the short time needed to
execute the test, may favour the introduction of the test by physicians, particu-
larly family doctors and neurologists, for both an early diagnosis and continuous
monitoring of the effects of the treatments.

Eventually, we did not report any comparison with the performance presented
in [16–19,23] as they have been obtained on different datasets, so that a direct
comparison is meaningless. Simialry, the experiments reported in [20–22] use
the same dataset, but different features/classifiers and just a few tasks set. We
believe that the lack of large and publicly available datasets is one of the reasons
why there has been much less research on AD with respect to other NDs, as for
instance PD for whom there are a few datasets publicly available. However, their
size is small in terms of both the number of subjects who contributed to the data
collection and the number of collected samples. For this reason, we have started
to collect samples from patients suffering from other NDs, as PD and MCI, and
our next step will be that of completing the procedure to make our dataset
publicly available. From a technical point of view, we plan to investigate the role
played by the size of the training set on the performance we have reported before,
searching for the smallest size needed to achieve satisfactory performance.
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Abstract. The development of deep learning provides powerful support for dis-
ease classification of neuroimaging data. However, in the classification of neu-
roimaging data based on deep learning methods, the spatial information cannot be
fully utilized. In this paper, we propose a lightweight 3D spatial attention mod-
ule with adaptive receptive fields, which allows neurons to adaptively adjust the
receptive field size according tomultiple scales of input information. The attention
module can fuse spatial informationof different scales onmultiple branches, so that
3D spatial information of neuroimaging data can be fully utilized. A 3D-ResNet18
based on our proposed attentionmodule is trained to diagnose Alzheimer’s disease
(AD).Experiments are conductedon521 subjects (254of patientswithADand267
of normal controls) from Alzheimer’s Disease National Initiative (ADNI) dataset
of 3D structural MRI brain scans. Experimental results show the effectiveness and
efficiency of our proposed approach for AD classification.

Keywords: Alzheimer’s disease · Deep learning · Attention mechanism ·
Receptive field

1 Introduction

Alzheimer’s disease (AD) is an irreversible progressive neurodegenerative disorder that
is the most common form of dementia in elderly person worldwide [1]. The disease
slowly destroys memory, reduces thinking ability and leads to difficulty in communi-
cation and performing daily activities such as speaking and walking. There are approx-
imately 47 million people with dementia world-widely. As the problem of population
aging is getting worse, this number is expected to rise to 75 million people globally by
2030 and estimated to triple by 2050 [2]. In addition, the cost of taking care for patients
with AD is expected to increase dramatically, seriously affecting the quality of life of
patients and their families and social development [3]. Therefore, effective and accurate
diagnosis of AD is highly demanded.

The traditional machine learning methods have been widely used in the study of
neuroimaging data. In the past decade, a large number of studies on AD classification
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have used traditional machine learning algorithms, such as support vector machine,
decision tree or random forest, to classifyADmedical images [4–7]. Classification based
on traditional machine learning methods requires complex data pre-processing, such as
feature extraction, feature selection and dimensionality reduction [8]. The classification
accuracy of this method depends strongly on effective pre-processing, and the pre-
processing work consumes a lot of manpower and material resources [1, 8].

With the advent of artificial intelligence technology, there are several studies using
deep learning for the AD classification. The difference between using deep learning
methods and traditional machine learning methods for AD classification is that deep
learning methods require little or no data pre-processing, and can automatically extract
features of 3D spatial information from neuroimaging data, so it is a more objective
method with less error [8, 9]. Korolev et al. [10] showed how similar performance
can be achieved skipping these feature extraction steps with the residual and plain 3D
convolutional neural network architectures. Yang et al. [11] developed three approaches
for producing visual explanations from 3D-convolution neural networks (CNNs) for
Alzheimer’s disease classification. Jin et al. [12] proposed a 3D-ResNet architecture
based on single-branch spatial attention to diagnose AD and explore potential biological
markers. Although the previous studies based on deep learning method achieve great
classification performance, they still cannot make full use of the 3D spatial information
of neuroimaging data.

Inspired by the attention mechanism, we propose a lightweight 3D spatial attention
module with adaptive receptive fields, which allows each neuron to adaptively adjust
the size of receptive fields by weighted fusion of multi-scale information from different
branches, and fully utilize the 3D spatial information of the neuroimaging data. We
examine the performance of a 3D residual neural network (ResNet) [13] based on our
attention module for AD diagnosis using brain MRI data. Our attention module can
increase accuracy onAD classification at a small extra computational cost. The proposed
approach provides technical support for the automatic diagnosis of AD disease, and can
also be applied to other diseases classifications where MRI data is available.

In summary, the main contributions of this paper are as follows:

1. We propose a lightweight 3D spatial attention module with adaptive receptive
fields, which fuse the weighted multi-scale information frommultiple branches with
different kernel sizes and fully utilize the information in 3D space;

2. We introduce dilated convolution into the proposed attention module, which can be
computationally lightweight and impose only a slightly increase in parameter and
computational cost;

3. We conduct a series of experiment using 3D-ResNet based on our 3D spatial atten-
tion module for AD classification and achieve competitive performance with low
complexity.
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2 Related Work

2.1 Deep Learning Methods for AD Classification

CNNs are the most successful deep learning methods for image analysis and have been
designed to better utilize spatial information by taking images as input [1]. In AD clas-
sification using deep learning methods, researchers used to train 2D CNNs for AD
classification [14, 15, 16]. With the development of convolutional neural networks, 3D
CNNs have been proposed, which can capture 3D information from the 3D volume of
a brain scan and has shown better performance compared with 2D CNNs [17]. Korolev
et al. [10] proposed a residual and plain CNN for classification of brain MRI scans
without manual feature generation. Yang et al. [11] proposed three efficient approaches
for generating visual explanations from 3D CNNs for AD classification. These previous
studies have shown the advantages of capturing 3D information. Therefore, we also use
3D CNNs for AD classification in this paper.

2.2 Attention Mechanism

Attention mechanism, first introduced for machine translation [18], has now become an
essential component of deep learning. In recent years, the benefits of attention mecha-
nism have been shown in many practical applications, such as image recognition [19,
20], image segmentation [21, 22] and natural language processing [23]. Wang et al.
[24] proposed a residual attention network to generate attention-aware features. SENet
[19] adaptively recalibrated channel-wise feature responses to boost the representational
power of the network, and won first place on ILSVRC 2017. CBAM [25] further intro-
duced spatial attention mechanism to achieve considerable performance improvement
with low computational complexity. SKNet [20] brought an effective lightweight chan-
nel attention mechanism, which was the first to explicitly focus on the adaptive receptive
field size of neurons. In addition, there are also a number of studies for attention mech-
anism [26, 27]. All of the above methods on attention mechanism is based on 2D image
datasets. Different from the mentioned research, our approach aims at spatial attention
in 3D space.

Based on the idea in [12], we propose a 3D spatial attention module for AD classifi-
cation. Our approach differs from exiting methods in that: (i) our method uses multiple
branches to fuseweightedmulti-scales information. (ii) we propose a 3D spatial attention
module to perform accurate AD accuracy classification with low computational cost.

2.3 Dilated Convolution

Dilated convolution was originally developed in an algorithm for wavelet decomposition
[28, 29], which can extract dense feature in networks by inserting “holes” between pixels
in convolutional kernels to increase image resolution. Dilated convolution is also used
to enlarge receptive field without loss of coverage. For example, a 3× 3× 3 convolution
with dilation 2 can approximately over the receptive field of a 5 × 5 × 5 convolution,
while using less parameters and memory. Wang et al. [30] used a decomposition of
dilated convolution to improve the performance of dense prediction tasks. Yu et al. [31]
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utilized dilated convolution to design a new network structure that reliably increases
accuracy when combined into exiting semantic segmentation system. In other tasks,
such as machine translation [32], audio generation [33] and object detection [34], dilated
convolutions are employed to replace standard convolutions to enlarge the receptivefields
of outputs.

3 Method

3.1 3D Spatial Attention Module with Adaptive Receptive Fields

To enable the network to obtain more 3D spatial information from neuroimaging data,
we propose a lightweight spatial attention module with adaptive receptive fields, as
illustrated in Fig. 1, where a two-branch case is shown. In this example, there are only two
branches with two different kernels, but it is convenient to extend to multiple branches
cases. Each branch of the attention module distributes weights to feature map through
convolution operations with different kernel sizes, and then fuse the weighted attention
map of each branch, which allows neurons to adaptively adjust receptive field size, so
that the 3D spatial information of neuroimaging data can be fully utilized.

Convolution
 feature maps X

Sigmoid

Attention-aware
feature maps

1x1x1 
Conv

Attention map

α

β

3x3x3
2-dilated Conv

Attention map

Fig. 1. Diagram of attention module.

For any given feature map X ∈ R
C ′×H ′×W ′×D′

, by default we first conduct two
transformations ˜F : X → Ũ ∈ R

C×H×W×D and F
∧

: X → U
∧

∈ R
C×H×W×D with

kernel size 1 and 5, respectively. Both ˜F and F
∧

are composed of convolutions and
reduce the channel C of feature map to 1. For efficiency, the conventional convolution
with a 5 × 5 × 5 kernel is replaced by the dilated convolution with 3 × 3 × 3 kernel
and dilation size 2. To allow neurons to adaptively adjust their receptive field size, the
attention module fuses the weighted information of different scales from each branch.
In the processing of weighted fusion, the weight distributed by attention module to the
multi-scale information of each branch is obtained during end-to-end training. Further,
the fused information is nonlinearly activated by the activation function, and the final
feature map Vi,c is obtained through attention weights on various convolutions with
different kernels:

Vi,c = σ(α · Ũi + β · Ûi) ∗ Xi,c (1)
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where i denotes the spatial position of the voxel in H , W and D dimensions, σ is
the Sigmoid function, α and β is the weight distributed to attsention maps Ũ and Û,
respectively. Similar to 3D SENet, in the case of single-branch, by default we conduct
transformation: ˜F :X → ˜U ∈ R

C×H×W×D with kernel size 1. The final feature map
Vi,c is obtained through the attention weight:

Vi,c = σ(Ũi) ∗ Xi,c (2)

Experiments in this papermainly use single-branch and two-branch attentionmodule,
so we provide formulas for the single-branch case and the two-branch case. It can be
easily extended to situations with more branches by extending (1).

We integrate the attention module with each ResBlock in 3D-ResNet18 network for
ADclassification, as shown inFig. 2. Table 1 shows the architecture of 3D-ResNet18with
the single-branch attention module and the two-branch attention module. After end-to-
end training, the attention module in the network distributes weights to voxels by fusing
information from different branches with different kernels, which can automatically
extract features and improve the classification performance of the network. The network
can be used not only for AD classification, but also for 3D neuroimaging data of other
brain diseases.

Table 1. Architecture of 3D-ResNet18 with attention module.

Layers Single-branch Two-branch

Conv 3D 7 × 7× 7, 64, stride 1,2,2

Maxpool 3D 3 × 3 × 3, stride 2

Residual Block_1
⎡

⎢

⎢

⎣

3 × 3 × 3, 64

3 × 3 × 3, 64

5 × 5 × 5, 64

⎤

⎥

⎥

⎦

× 2

⎡

⎢

⎢

⎣

3 × 3 × 3, 64

3 × 3 × 3, 64

1 × 1 × 1 5 × 5 × 5, 64

⎤

⎥

⎥

⎦

× 2

Residual Block_2
⎡

⎢

⎢

⎣

3 × 3 × 3, 128

3 × 3 × 3, 128

5 × 5 × 5, 128

⎤

⎥

⎥

⎦

× 2

⎡

⎢

⎢

⎣

3 × 3 × 3, 128

3 × 3 × 3, 128

1 × 1 × 1 5 × 5 × 5, 128

⎤

⎥

⎥

⎦

× 2

Residual Block_3
⎡

⎢

⎢

⎣

3 × 3 × 3, 256

3 × 3 × 3, 256

5 × 5 × 5, 256

⎤

⎥

⎥

⎦

× 2

⎡

⎢

⎢

⎣

3 × 3 × 3, 256

3 × 3 × 3, 256

1 × 1 × 1 5 × 5 × 5, 256

⎤

⎥

⎥

⎦

× 2

Residual Block_4
⎡

⎢

⎢

⎣

3 × 3 × 3, 512

3 × 3 × 3, 512

5 × 5 × 5, 512

⎤

⎥

⎥

⎦

× 2

⎡

⎢

⎢

⎣

3 × 3 × 3, 512

3 × 3 × 3, 512

1 × 1 × 1 5 × 5 × 5, 512

⎤

⎥

⎥

⎦

× 2

Avgpool, 2-d fc, Softmax
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Fig. 2. Attention module integrated with ResBlock.

3.2 Data and Preprocessing

The T1 structural MRI scans from the Alzheimer’s Disease Neuroimaging Initiative
(ADNI, https://adni.loni.usc.edu/) are used to examine the performance of our approach.
Since each subject may have more than one MRI scan in ADNI dataset, we only use
the earliest MRI scan associated with each subject to avoid the possibility of informa-
tion leakage between the training and testing dataset. As a result, the dataset includes
521 subjects, of which 254 patients with AD (119 females, age: 75.35 ± 7.75, MMSE:
23.58 ± 2.58) and 267 normal controls (NCs) (133 females, age: 75.48 ± 5.6, MMSE:
29.04 ± 1.14).

In our experiment, to investigate valuable information about regional changes in
gray matter for network model, structural MRI images were all preprocessed with the
standard steps in the Cat12 toolbox (https://www.neuro.uni-jena.de/cat/index.html). All
images were preprocessed with bias-correction, skull-stripping, segmentation to gray
matter (GM), white matter (WM) and cerebrospinal fluid (CSF), registration toMontreal
Neurological Institute (MNI) space using affine transformation (global scaling) and non-
linear warping (local volume change) and modulation. The gray matter images were
resliced to 2 mm cubic size resulting in a volume size of 91 × 109 × 91, as shown in
Fig. 3.

Fig. 3. Example of image after preprocessing.

3.3 Experiment Setup

To get better and more objective classification performance, we run stratified 5-fold
cross-validations with 5 different fold splits each time. The evaluation metrics include

https://adni.loni.usc.edu/
https://www.neuro.uni-jena.de/cat/index.html
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effectiveness (accuracy, sensitivity and specificity) and efficiency (network parameters,
floating point operations per second (FLOPs)). The parameters of networks are optimized
by Adam with cosine annealing learning rate decay. The initial learning rate is set to
3e−4 and batch size is 8. All models are trained within 70 epochs from scratch on a
TITAN V GPU.

4 Result and Discussion

4.1 Comparisons Using Different Single-Branch Cases

In this section, we evaluate effect of kernel size on the single-branch attention module.
We compare 3D-ResNet18model and four 3D-ResNet18models based on single-branch
attention module with different kernels by setting kernel size to be 1 × 1 × 1, 3 × 3 ×
3, 5 × 5 × 5 and 7 × 7 × 7, respectively.

The results are given inTable 2, #. Param.Denotes the number of network parameters.
We can observe that, all four 3D-ResNet18 models based on single-branch attention
module improve accuracy and sensitivity performance over 3D-ResNet18, demonstrates
that the single-branch attention module can further improve the discriminative ability of
network. As the convolutional kernel size in attention module increases, the complexity
of the network model also increases. Remarkably, the 3D-ResNet18 based on single-
branch attention module with kernel of 1 shares almost the same model complexity with
3D-ResNet18, while achieving 0.3% gains in accuracy, which demonstrates efficiency
of the former model. As shown in Fig. 4, single-branch attention module with kernel
size of 5 × 5 × 5 and 7 × 7 × 7 outperform the one with kernel size of 1 × 1 × 1
and 3 × 3 × 3, and it obtains best result 92.11% at kernel size of 5 × 5 × 5 for 3D-
ResNet18. The reason is that the convolution of larger receptive field is more sensitive
to obtain the important lesion information about AD. It is shown that the network based
on single-branch attention module can capture information in 3D space, and improve
the performance of AD classification.

Table 2. Comparisons of using different single-branch cases.

Method Kernel Accuracy Sensitivity Specificity #. Param FLOPs

3D-ResNet18 0.9154 ±
0.0160

0.8831 ±
0.0416

0.9426 ±
0.0211

33.16M 29.15G

Single-branch 1 × 1 × 1 0.9184 ±
0.0262

0.9107 ±
0.0386

0.9224 ±
0.0472

33.16M 29.16G

Single-branch 3 × 3 × 3 0.9188 ±
0.0215

0.8988 ±
0.0512

0.9350 ±
0.0434

33.21M 29.29G

Single-branch 5 × 5 × 5 0.9211 ±
0.0171

0.9120 ±
0.0477

0.9262 ±
0.0452

33.40M 29.79G

Single-branch 7 × 7 × 7 0.9192 ±
0.0176

0.9057 ±
0.0444

0.9301 ±
0.2852

33.82M 30.91G
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Fig. 4. Results of 3D-ResNet18 based on single-branch attention module with various numbers
of kernel size.

4.2 Comparisons Using Different Two-Branch Cases

We compare five 3D-ResNet18models based on different two-branch attentionmodules.
The dilation rate is crucial to control the receptive field size. Since the 3D-ResNet18
based on single-branch attentionmodulewith kernel of 1× 1× 1 has better classification
performancewith lowmodel complexity, we compare the 3D-ResNet18with two-branch
cases attention module and fix the setting 1× 1× 1 kernel size in the first branch. Under
the constraint of similar model complexity, we can increase the dilation rate to enlarge
receptive field of the second branch. The five 3D-ResNet18 models based on two-branch
attention module with different kernel by setting kernel size to be 3× 3× 3 with dilation
rate 3, 3 × 3 × 3 with dilation rate 2, 3 × 3 × 3 with dilation rate 1, 5 × 5 × 5 with
dilation rate 1 and 7 × 7 × 7 with dilation rate 1 in the second branch, respectively.
The receptive field of the second branch of kernel size 3 × 3 × 3 with dilation rate 3 is
equal to the one with kernel size 7 × 7 × 7 with dilation rate 1, and the receptive field
of kernel size 3 × 3 × 3 with dilation rate 2 equals to the one of kernel size 5 × 5 × 5
with dilation rate 1.

The results are given in Table 3, D denotes dilation rate. We can observe that, com-
paring with 3D-ResNet18 with two-branch attention module of kernel size 7 × 7 × 7
with dilation rate 1, the 3D-ResNet18 with two-branch attention module of kernel size 3
× 3 × 3 with dilation rate 3 obtains competitive classification performance with lower
model complexity. We also note that 3D-ResNet18 with two-branch attention module of
kernel size 3 × 3 × 3 with dilation rate 2 achieves best classification accuracy 92.72%
and better or comparable performance than the one of kernel size 5× 5× 5 with dilation
rate 1 with fewer parameters. We note that the 3D-ResNet18 with two-branch attention
module of kernel size 7× 7× 7 and the one of kernel size 5× 5× 5 outperform the one
of kernel size 3 × 3 × 3 with dilation rate 1. This indicates the potential of sensitivity
of larger receptive field kernel to important information for AD classification.

As shown in Fig. 5 andTable 3,we empirically find that the series of 3× 3× 3 kernels
with various dilation rates is moderately superior to the corresponding counterparts with
the same receptive field in both performance and model complexity.
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Table 3. Comparisons of using different two-branch cases.

Settings Accuracy Sensitivity Specificity #. Param FLOPs Resulted
kernelKernel D

3 × 3 × 3 3 0.9264 ±
0.0190

0.9094 ±
0.0469

0.9338 ±
0.0380

33.21M 29.30G 7 × 7 × 7

3 × 3 × 3 2 0.9272 ±
0.0215

0.9055 ±
0.0345

0.9449 ±
0.0354

33.21M 29.30G 5 × 5 × 5

3 × 3 × 3 1 0.9240 ±
0.0217

0.8951 ±
0.0414

0.9486 ±
0.0262

33.21M 29.30G 3 × 3 × 3

5 × 5 × 5 1 0.9254 ±
0.0176

0.9015 ±
0.0349

0.9364 ±
0.0297

33.40M 29.80G 5 × 5 × 5

7 × 7 × 7 1 0.9261 ±
0.0150

0.9096 ±
0.0389

0.9258 ±
0.0386

33.82M 30.91G 7 × 7 × 7

0.918
0.919
0.920
0.921
0.922
0.923
0.924
0.925
0.926
0.927
0.928
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cu
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conv

Fig. 5. Results of 3D-ResNet18 based on two-branch attention module with various number of
kernel size.

4.3 Comparisons Using Different Single-Branch and Two-Branch Cases

Then we compare the above four 3D-ResNet18 models with single-branch attention
module and the above five 3D-ResNet18 models with two-branch attention module. The
latter one all consistently improve accuracy performance over the former one. Remark-
ably, the two-branch case of kernel size 3 × 3 × 3 with dilation rate 2 obtains 1.18%
absolute improvement over the baseline and outperforms the single-branch of kernel size
5× 5× 5 by above 0.61%, although the former has fewer parameters. This demonstrates
that our attention module is very efficient and shows the superiority of adaptive fusion
for multiple branches.

4.4 Comparisons with Related Studies

We compare the proposed approach in this paper with related studies. As presented in
Table 4, these recent AD classification studies all use deep learning methods based on
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MRI neuroimaging data, and they all use datasets from ADNI and different data pro-
cessing methods. Comparing with the previous studies, the proposed approach achieves
better performance. It shows that our approach is efficient and can capture valuable
information of brain areas for AD classification.

Table 4. Performance comparison with previous related work.

Methods Sample Size Accuracy

Yang et al. [11] 47 AD, 56 NC 0.794

Aderghal et al.
[16]

188 AD, 228 NC 0.914

Korolev et al.
[10]

50 AD, 61 NC 0.800

Suk et al. [35] 186 AD, 226 NC 0.903

Huang et al.
[36]

288 AD, 272 NC 0.911

Jin et al. [12] 227 AD, 205 NC 0.921

The proposed 254 AD, 257 NC 0.927

5 Conclusion

In this paper,wepropose a lightweight 3Dspatial attentionmodule,which allowsneurons
to adaptively adjust the size of receptive fields by weighted fusion of multi-scale infor-
mation from different branches. Experimental results demonstrate that the 3D-ReNet18
with our proposed attention module can improve the performance of AD classification
based on theMRI neuroimaging data.We show that the proposed approach achieves bet-
ter performance than previous studies. It should also be noted that our attention module
can be combined into other 3D networks and can be easily transferred to classification
of other brain diseases based on MRI neuroimaging data.
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Abstract. Cognitive impairments affect areas such as memory, learn-
ing, concentration, or decision making and range from mild to severe.
Impairments of this kind can be indicators of neurodegenerative diseases
such as Alzheimer’s, that affect millions of people worldwide and whose
incidence is expected to increase in the near future. Handwriting is one of
the daily activities affected by this kind of impairment, and its anomalies
are already used for the diagnosis of neurodegenerative diseases, such as,
for example, micrographia in Parkinson’s patients. Classifier combina-
tion methods have proved to be an effective tool for increasing the per-
formance in pattern recognition applications. The rationale of this app-
roach follows from the observation that appropriately diverse classifiers,
especially when trained on different types of data, tend to make uncorre-
lated errors. In this paper, we present a study in which the responses of
different classifiers, trained on data from graphic tasks, have been com-
bined to predict cognitive impairments. The proposed system has been
trained and tested on a dataset containing handwritten traits extracted
from some simple graphic tasks, e.g. joining two points or drawing cir-
cles. The results confirmed that a simple combination rule, such as the
majority vote rule, performs better than single classifiers.

Keywords: Handwriting · Classifier combination · Cognitive
impairments

1 Introduction

Cognitive impairment is when individuals have cognitive deficits that are greater
than those that would be statistically expected for their age and education,
but which do not significantly interfere with their daily activities. It is seen
as the transition state between normal aging and dementia and often it may
evolve into dementia [11]. The amnestic subtype of cognitive impairments has a
high risk of progression to Alzheimer’s disease (AD). For this reason, identifying
this kind of impairments can help to an early diagnosis of AD, which is crucial
c© Springer Nature Switzerland AG 2021
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in slowing its progression as well as alleviating its symptoms. To date, brain
imaging, cerebrospinal fluid tests and cognitive tests such as the Minimental
State Examination (MMSE) or Montreal Cognitive Assessment (MOCA) test
may be performed to determine whether the person’s cognitive impairment is
due to Alzheimer’s.

Handwriting is among the perceptive-motor skills affected by cognitive
impairments [13,22–24], and spatial disorganization and poor control of move-
ments cause it to be altered in patients with AD [17]. Some aspects of the writing
process are more vulnerable than others and, for example, dysgraphia may be
a diagnostic sign of Parkinson’s disease. For this reason, many medical studies
have been done to investigate how cognitive impairments affect handwriting.
Typically these studies use statistical tools, e.g. ANOVA and T-test analysis, to
investigate the relationship between the disease under investigation and each of
the features used to characterize the handwriting [16,20,25,31]. More recently,
with the aim of developing tools to support an early diagnosis of this kind of
impairment, machine learning based algorithms have been used to determine the
complex interactions that may co-exist between these features and the diseases
to be diagnosed [1,2,18,19,26]. The statistical studies mentioned-above typi-
cally involve a few dozens participants. These numbers are sufficient to achieve
statically significant results for the tools used in those studies, but may limit
the effectiveness of classification algorithms, such as neural networks, SVMs and
decision trees [12,29]. To try to overcome this problem, in [7] we have proposed
a protocol consisting of twenty-five handwriting tasks. These tasks require the
participants to, for example, copy letters, words, or even a paragraph as well
as to draw simple shapes. The protocol was used to acquire data from about
one hundred eighty participants, equally split between cognitively impaired and
a healthy control group. Preliminary results obtained from this data, by using
widely used and well-known classifiers like, for example, decision trees or SVM,
can be found in [3–5].

Ensemble techniques have been widely and successfully used in the last few
years to improve the performance of classification algorithms [8–10]. They try to
combine the responses provided by a set of classifiers in such a way that improves
the overall classification accuracy. Such techniques rely on a procedure for the
selection or the training of a set of sufficiently diverse classifiers, as well as a
voting mechanism, to combine the responses provided by the learned classifiers.
If the classifiers are sufficiently diverse, then the majority vote rule ensures an
improvement of the performance achieved by the single classifiers making up the
whole.

In this paper, we present an ensemble-based approach. The responses pro-
vided by a set of classifiers trained on the data from the graphic tasks of the pro-
tocol mentioned above are combined using the majority vote rule, with the aim of
predicting the cognitive status of the participant performing the tasks. In order
to reduce classification errors, our combination rule implements a reject option:
the classifier responses with probability below a fixed threshold are ignored and
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do not contribute to the voting providing the final response for a given partici-
pant. Only graphic tasks were chosen as:

– From the literature we know that brain damages due to ND dementia (e.g.,
brain atrophy, neuronal loss, cellular or synaptic dysfunction) may cause
both cognitive and motor dysfunctions or affect the performance of previ-
ously learned motor skills [21]. The analysis of the changes in learned move-
ments caused by MCI and AD facilitates the understanding of brain-body
functional relationships and allows the identification of patterns of sensory-
motor dysfunctions associated with MCI and AD. In [30], for example, the
authors observe unique movement characteristics that are related to cogni-
tive aging (motor speed, smoothness, coordination, timing, and profiles of
movement trajectory, velocity, or acceleration). In a point-to-point task, the
controls and MCI were significantly faster and smoother than AD patients.
Also Schroter et al. [25] found that from graphic tasks, kinematic results
of circular and quick handwriting movements performed by AD and MCI
patients, and control groups, show greater variability in movement velocity
of AD and MCI. Furthermore, graphical tasks are excellent candidates for
use with deep learning techniques [6].

– In our previous studies we analyzed the influence of a subset of copy tasks in
the diagnosis of AD [4,5]. Moreover, in [3], we tested the cognitive deterio-
ration from mild to moderate AD, starting from the meaning of two regular
words, two non-regular words and two non words. This paper can help com-
plete the picture of the different cognitive aspects underlying the different
types of tasks compromised by AD.

The paper is organized as follows: Sect. 2 illustrates the tasks used to acquire
handwriting of the participants involved in this study, and Sect. 3 details the
data used and features extracted. Section 4 describes the proposed approach,
whereas Sect. 5 reports the experimental results. Finally, concluding remarks
are discussed in Sect. 6.

2 The Tasks

As mentioned in the Introduction, in this study we analyzed the handwriting of
subjects performing some graphic tasks to predict their cognitive status. The six
tasks used are detailed in below (Fig. 1 shows examples of tasks performed by
participants in the experiments).

The first two tasks consist of joining two points 3cm apart with a straight
continuous horizontal (task #1) or vertical (task #2) line four times. This kind
of tasks investigate elementary motor functions [31]. Horizontal movements, pri-
marily require movements of the wrist joint. Vertical movements however require
fine finger movements. In addition, drawing a single continuous line four times
requires the execution of long-term motor planning, which is a typically com-
promised function in individuals with cognitive impairments.
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(a) Task 1 (b) Task 2

(c) Task 3 (d) Task 4

(e) Task 5 (f) Task 6

Fig. 1. Examples of tasks performed by a subject involved in the experiments. Green
lines represent the in-air traits. (Color figure online)

The third and fourth tasks consist of retracing a 3cm (task #3) or 6 cm (task
#4) wide circle four times. These tasks highlight the continuity of the line by
repeatedly retracing a circular shape of various dimensions. The continuity and
distance from the background shape to be traced are indicative of cognitive dete-
rioration. These tasks make it possible to check the automaticity of movements
and the regularity and coordination of the sequence of movements [25].

The fifth task, consists of retracing a complex form specifically devised to
test the subject’s motor control skills. This task investigates the alteration of the
handwritten traits independent of any letter, word or related semantic usage. The
handwriting movements needed to retrace the shape requires a constant motor
remodulation. The shape consists of a continuous line with different curvature
radii with the aim of testing both fine control and long-term motor motion
planning [14,15].
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Table 1. Feature list.

# Name Description

1 Peak vertical velocity Maximum value of vertical velocity among the
points of the stroke

2 Peak vertical acceleration Maximum value of vertical acceleration among
the points of the stroke

3 Average absolute velocity Average absolute velocity computed across all
the samples of the stroke

4 Normalized y jerk Dimensionless as it is normalized for stroke
duration and size

5 Normalized jerk Dimensionless as it is normalized for stroke
duration and size

6 Pen pressure Average pen pressure computed over the points
of the stroke

7 #strokes Total number of strokes of the task

8 Age Subject’s age

9 Instruction Subject’s education level, expressed in years

Finally, the sixth task is the well-known Clock drawing test: the subject is
asked to draw a clock face, included the numbers and then to draw the hands
at five past eleven. The clock-drawing test (CDT) is used to screen for cognitive
impairments and dementia. It is also used to assess subjects’ spatial dysfunction
and lack of attention. It was originally used to evaluate visuo-constructive abili-
ties but it has been shown that abnormal clock drawing occurs in other cognitive
impairments. The test requires verbal understanding and, memory and spatially
coded knowledge, in addition to constructive skills [27]. Moreover, in [28] the
authors found that the CDT is highly sensitive to mild Alzheimer’s disease.

3 Data Collection and Feature Extraction

The data used in this study were collected from one hundred and eighty-one sub-
jects, ninety cognitively impaired and ninety-one healthy controls. They were
recruited with the support of the Alzheimer unit of the geriatric ward at the
“Federico II” hospital in Naples (Italy). As cutoff criteria, physicians took into
account clinical tests such as PET, TAC and enzymatic analyses as well as stan-
dard cognitive tests (MMSE and MOCA). We also acquired people educational
level, age, and type of job. Finally, we ensured that the participants were not
using psychotropic drugs or any other drug that could influence their cognitive
abilities.

The data were collected using the Wacom bamboo folio graphic tablet. This
records both the on-paper and in-air pen movements used to write on A4 white
paper arranged on the tablet. The in-air movements are acquired when the pen
is lifted from the sheet, but remains within a distance of three centimeters.
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Table 2. Values of the classifier parameters used in the experiments. Note that as
for the number of hidden neurons of the NN we applied, it derives from the following
formula: (#features + #classes)/2.

Classifier Parameter Value

DT Confidence factor 0.25

Minimum #instances per leaf 2

NN Learning rate 0.3

Momentum 0.2

Hidden Neurons 6

Epochs 500

SVM Kernel RBF

C 1.0

γ 0.5

The handwritten traces acquired were processed using the MovAlyzer tool1.
This tool segments the traces acquired into elementary strokes by using two types
of segmentation points: (i) pen-up/pen-down; (ii) zero-crossing of the vertical
velocity. The first represents points in which the pen is lifted from/resting on
the sheet, whereas the second represent direction changes along the vertical axis.
From each stroke we extracted the features listed in Table 1. We computed the
values of each of the first six features shown in Table 1 by averaging the strokes
of that task, per participant, per task. At the end of this process we obtained a
data file containing one hundred and eighty one samples, each consisting of nine
numerical values plus the label (healthy or cognitively impaired), for each task.

4 The Proposed Approach

Once the features described above were extracted and the data available for
each task, our system was built by training a classifier for each task and then
combining the responses provided to get a final prediction, according to the
majority vote rule. This rule, given a set of responses for a given participant,
gave the highest number of occurrences among those in the set as a final predic-
tion. The basic idea of this approach is that the combination of the responses
provided by several classifiers, each trained on the data from one of the six tasks
used, provides a final prediction for the cognitive state of the participant that
is better than that provided by each of the single classifiers. This idea is based
on the assumption that the single classifier errors are uncorrelated. Therefore,
the errors of the single classifiers present in the set of responses provided for a
given participant, can be canceled out by the correct responses of the remaining
classifiers.

1 https://neuroscript.net/movalyzer.php.

https://neuroscript.net/movalyzer.php
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Table 3. Decision tree results, expressed in percentages. For each category (healthy,
patient and average) the best result achieved is in bold.

Features Thresh. Healthy Patients Average Rejected

All 0.5 82.9 72.8 77.9 10

0.6 84.7 75.6 80.2 11

0.7 90.5 76.6 83.6 12

0.8 91.0 76.9 84.0 14

0.9 91.8 77.6 84.7 15

On Air 0.5 75.5 73.8 74.7 10

0.6 77.0 74.1 75.6 12

0.7 78.3 77.9 78.1 12

0.8 81.7 78.0 79.9 17

0.9 81.9 78.6 80.3 19

On paper 0.5 86.0 75.1 80.6 12

0.6 87.0 75.2 81.1 12

0.7 88.0 75.6 81.8 13

0.8 88.3 81.1 84.7 14

0.9 90.1 81.9 86.0 15

In the proposed system, for each task, a person is classified as cognitively
impaired or normal. The trained classifiers also provide a reliability value (the
probability of belonging to the aforementioned classes). The higher the proba-
bility, the more reliable the prediction. This value is taken into account by the
majority vote rule: responses that have a reliability (probability) lower than a
pre-set threshold Tr are ignored.

The proposed system also takes into account missing predictions (due to
data loss because of communication problems between the tablet and the PC or
incapacity of the participant to perform the task) from one or more tasks for a
given participant.

5 Experiments and Results

We tested our approach on three types of feature, the on-paper and in-air features
mentioned above as well as those computed without distinguishing between in-air
and on-paper traits. In practice, for each task, these features were extracted by
averaging both in-air and on-paper traits, allowing us to merge the information
contained in these in-air and on-paper features. These features will be described
in the following as “all”.

We used three well-known and widely-used classification algorithms, namely
Decision Tree (DT), Neural Networks (NN), and Support Vector Machines
(SVM). The values of the parameters used in the experiments are shown in
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Table 4. Neural network results, expressed in percentages. For each category (healthy,
patient and average) the best result achieved is in bold.

Features Thresh. Healthy Patients Average Rejected

All 0.5 75.5 74.5 75.0 11

0.6 76.2 75 75.6 12

0.7 79.8 77.2 78.5 15

0.8 81.9 77.5 79.7 17

0.9 83.1 80.2 81.7 21

On air 0.5 69.6 67.9 68.8 10

0.6 71.3 70.1 70.7 12

0.7 72 74.3 72.0 14

0.8 73.2 75 72.9 17

0.9 76.9 75.6 76.3 22

On paper 0.5 75.3 70.8 73.1 8

0.6 77.3 73.6 75.5 10

0.7 78 74.1 76.1 15

0.8 78.2 75 76.6 18

0.9 80.4 76 76.6 24

Table 2. The classification results reported below have been computed by using
the five-fold cross-validation strategy.

The classification results are detailed in Tables 3, 4 and 5. These tables report
the accuracy achieved by the three classifiers used as a function of the threshold
value used to ignore the response provided by a single classifier (see Sect. 4).
These results have been computed separately for control-group participants and
patients: the aim of any system for medical diagnosis is to minimize misclassifi-
cation errors for persons affected by the pathology in question. The tables also
report the percentage of participants rejected, i.e. those for whom no response
was given by the single classifiers, because the associated probabilities were below
the fixed threshold or missing. From the tables we can observe that, as expected,
the threshold significantly affects the classification performance of both cate-
gories, with higher threshold values achieving a better performance. This sug-
gests that the training data allowed a good estimation of the class probabilities.
Furthermore, the rejection rate was never too high for all the classifiers and fea-
ture categories, especially for the higher threshold values. Indeed, the highest
rejection rate was 24% (NN, on paper, thresh=0.9), whereas in most cases these
rates are below 15%.

To summarize to results shown in the mentioned above tables, Table 6 shows
the best performance achieved for each threshold value. From it we can observe
that DT and SVM always outperformed NN, with SVM always achieving the
best performance for the patient category. As concerns the healthy controls, DT
always achieved the best performance, except for threshold 0.9, where SVM was
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Table 5. SVM results, expressed in percentages. For each category (healthy, patient
and average) the best result achieved is in bold.

Features Thresh. Healthy Patients Average Rejected

All 0.5 71.9 71.5 71.7 13

0.6 75.2 72.9 74.1 15

0.7 82.8 75.1 79.0 18

0.8 84.5 76.3 80.4 20

0.9 85 79.2 82.1 23

On air 0.5 79.7 76.5 78.1 10

0.6 81.1 78 79.6 12

0.7 86.2 78 82.1 15

0.8 89.5 81.3 85.4 19

0.9 95 85.8 90.4 21

On paper 0.5 76.7 76 76.4 13

0.6 77 78.3 77.7 15

0.7 85.9 82.5 84.2 15

0.8 89.6 86 87.8 18

0.9 90.3 87.3 88.8 21

Table 6. Summary results. P and A stands for “on paper” and “on air”, respectively.

Thresh. Healthy Patient Average

Acc. Feat. Class. Acc. Feat. Class. Acc. Feat. Class.

0.5 86.0 P DT 76.5 A SVM 80.6 P DT

0.6 87.0 P DT 78.3 P SVM 81.1 P DT

0.7 90.5 All DT 82.5 P SVM 84.2 P SVM

0.8 91.0 All DT 86.0 P SVM 87.8 P SVM

0.9 95.0 A SVM 87.3 P SVM 90.4 A SVM

able to classify correctly 95% of the accepted participants. Regarding the aver-
age performances SVM outperformed DT for threshold values greater than 0.6,
meaning that, on average, high probability values of SVM imply more reliable
responses than those provided by DT and NN. Finally, from the table we can
also observe that on paper features achieve the best performance in ten out of
the fifteen cases analyzed. This suggests that these features are the most suitable
to distinguish handwritten traits of healthy people from those of the cognitively
impaired.

To test the effectiveness of our approach (the combination of the responses
provided by the classifiers trained on the single tasks), we compared our results
with those achieved by the single tasks only. These results are shown in Table 7.
From the table we can observe that our approach outperformed the single clas-
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Table 7. Single task results, expressed in percentages. For each classifier and feature
category the best result achieved is in bold.

Features Task Classifier

DT NN SVM

All 1 69.3 63.7 69.8

2 63.0 65.2 69.6

3 65.6 53.3 60.6

4 59.1 61.9 64.1

5 64.1 62.4 68.0

6 64.6 64.6 62.4

On Air 1 69.6 62.4 68.1

2 64.1 62.3 62.4

3 68.5 54.1 61.9

4 60.8 57.5 60.8

5 66.8 64.1 66.9

6 64.6 62.4 63.0

On paper 1 62.4 61.9 60.8

2 66.3 68.0 63.0

3 61.3 57.5 59.1

4 60.2 63.0 63.5

5 63.5 63.0 65.7

6 66.9 58.0 62.4

sifiers for each feature category and classifier. Furthermore, this improvement is
visible right from the lowest threshold value.

6 Conclusions

Cognitive impairments are one the first signs of neurodegenerative diseases such
as Alzheimer’s and Parkinson’s. The prevalence of these kind of diseases is
expected to increase worldwide in the near future, and as such, the availabil-
ity of tools for their early diagnosis is crucial.

In this paper, we have presented a novel approach for the prediction of cog-
nitive impairments through the analysis of handwriting movements. To this end,
we first trained a set of classifiers on data representing the movements of people
while performing simple tasks like joining two points or retracing circles. The
responses provided by these classifiers were combined according to majority vote
rule. We also implemented a reject option to reduce the classification error rates.

In the experiments performed we tested our approach by using three classi-
fiers (decision trees, neural networks, and SVM). To assess how the implemented
reject option affected the classification performance and the rejection rate, we
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analyzed the overall accuracy as a function of the threshold value used to ignore
the response provided by a single classifier. The results confirmed that the data
allowed a good estimation of the class probabilities, thus allowing the reject
option to improve the classification performance of our system. The reject rates
were never too high, even for the higher threshold values. These results also
proved that: (i) decision trees and SVM always outperform neural networks; (ii)
the simple majority vote rule allows a significant improvement of the results
achieved by the single classifiers.

Future work will focus on investigating two aspects. Firstly, other categories
of tasks such as copy tasks: copying simple letters or words which requires dif-
ferent skills from the graphic tasks considered here. Secondly, we will investigate
stacked classification techniques for implementing the combination rule: these
techniques are based on the idea that effective combination rules can be obtained
by a second-level classifier, trained on the set of responses provided by the single
classifiers making up the ensemble.

Acknowledgements. This work was supported by MIUR (Minister for Education,
University and Research), Law 232/216, Department of Excellence.
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Preface

Deep Learning has been the most significant breakthrough in the past 10 years: it has
radically changed the research methodology towards a data-oriented approach, in
which learning involves all steps of the prediction pipeline. In this context, opti-
mization and careful design of neural architectures play an increasingly important role
which directly affects the research pace, the effectiveness of state-of-the-art models and
their applicability in production scale.

The ICPR workshop on “Computational Aspects of Deep Learning” (CADL)
collects research works that focus on the development of optimized deep neural net-
work architectures and on the optimization of existing ones, also onto highly scalable
systems. This includes the training on large-scale or highly-dimensional datasets, the
design of novel architectures and operators for increasing the efficacy or the efficiency
in feature extraction and classification, the optimization of hyperparameters to enhance
model’s performance, solutions for training in multi-node systems such as HPC
clusters.

The workshop targets any research field related to pattern recognition, ranging from
computer vision to natural language processing and multimedia, in which data and
computationally intensive architectures are needed to solve key research issues. The
workshop favors positive criticism on the current data-intensive trends in machine
learning and encourages new perspectives and solutions on the matter. The collected
papers address computationally intensive scenarios from the point of view of archi-
tectural design, data processing, operator design, training strategies, distributed and
large-scale training.

The first edition of the International Workshop on Computational Aspects of Deep
Learning (CADL 2020) was organized within the 25th International Conference on
Pattern Recognition (ICPR2020), and was established in cooperation with NVIDIA AI
Technology Center. The format of the workshop included keynotes from researchers,
industry and supercomputing centers, followed by technical presentations. This year we
received 19 submissions for reviews: after an accurate and thorough peer-review and
single-blind process, we selected 10 papers for presentation at the workshop. Each
paper was reviewed by three reviewers, and the review process focused on the quality
of the papers, their scientific novelty and applicability to existing problems and
frameworks. The acceptance rate was 52.6%. The accepted articles represent an
interesting mix of techniques and solutions to address data-intensive problems and
contain novel architectural and methodological proposals for modeling and training
large-scale Deep Learning algorithms.
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WaveTF: A Fast 2D Wavelet Transform
for Machine Learning in Keras

Francesco Versaci(B)
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Abstract. The wavelet transform is a powerful tool for performing mul-
tiscale analysis and it is a key subroutine in countless applications, from
image processing to astronomy. Recently, it has extended its range of
users to include the ever growing machine learning community. For a
wavelet library to be efficiently adopted in this context, it needs to
provide transformations which can be integrated seamlessly in already
existing machine learning workflows and neural networks, being able to
leverage the same libraries and run on the same hardware (e.g., CPU vs
GPU) as the rest of the machine learning pipeline, without impacting
training and evaluation performance. In this paper we present WaveTF,
a wavelet library available as a Keras layer, which leverages TensorFlow
to exploit GPU parallelism and can be used to enrich already existing
machine learning workflows. To demonstrate its efficiency we compare its
raw performance against other alternative libraries and finally measure
the overhead it causes to the learning process when it is integrated in an
already existing Convolutional Neural Network.

Keywords: Discrete wavelet transforms · Machine learning · Neural
networks

1 Introduction

The wavelet transform [18] is a powerful tool for multiscale analysis. It produces a
mix of time/spatial and frequency data and has countless applications in many
areas of science, including image compression, medical imaging, finance, geo-
physics, and astronomy [2]. Recently, the wavelet transform has also been applied
to machine learning, for instance to extract the feature set to be used by a stan-
dard learning workflow [3,16] and to enhance Convolutional Neural Networks
(CNNs) [4,12,15,21]. For many of these applications, and machine learning in
particular, parallel execution on GPGPU accelerators is of critical importance to
ensure the tractability of real-world problems. Therefore, a library that provides
wavelet transform functionality for this context must efficiently integrate into
existing computational pipelines, mitigating the loss of performance due to the
cost of exchanging data between memories in different phases of the computation
– e.g., if our pipeline runs on a GPU we would like to execute the wavelet on
c© Springer Nature Switzerland AG 2021
A. Del Bimbo et al. (Eds.): ICPR 2020 Workshops, LNCS 12661, pp. 605–618, 2021.
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the same device, without the need to repeatedly move data between the GPU
and the main memory.

In this work we present WaveTF, a library providing a fast 1D and 2D
wavelet implementation that provides scalable parallel execution on CPU and
GPU devices. WaveTF enables full GPU execution of computational pipelines
including wavelet transforms. The library is built on top of the popular Tensor-
Flow framework and is exposed as a Keras layer, making it easy to integrate
into existing Python workflows based on these widely adopted frameworks. Our
evaluation shows that WaveTF improves upon the state of the art by providing
faster routines and by adding only a negligible overhead to machine learning
applications.

The rest of this manuscript is structured as follows. In Sect. 2 we provide a
description of wavelet transforms, followed by a discussion of the related work
in Sect. 3. Section 4 describes the implementation of the WaveTF library, while
an evaluation of its performance is presented in Sect. 5. Finally, Sect. 6 points
the reader to the software and Sect. 7 concludes the manuscript.

2 Background

2.1 Wavelet Transform

Wavelet transforms are a family of invertible signal transformations that, given
an input signal evolving in time, produce an output which mixes time and fre-
quency information [8]. This paper will only focus on discrete transformations.

Haar Transform. The simplest wavelet transform is the Haar transform,
which, given in input a signal x = (x0, . . . , xn−1) (with n even) produces as
output

H(x) := (l0, . . . , ln
2 −1, h0, . . . , hn

2 −1) = (l(x), h(x)) ,

where

li :=
x2i + x2i+1√

2
, hi :=

x2i − x2i+1√
2

, (1)

with li and hi containing low and high frequency components localized at times
2i and 2i + 1 of the original signal. Note that when the input size is not even,
the signal must be extended using some form of padding. The wavelet transform
is often iterated on the low components to carry out a multiscale analysis:

Hd(x) :=
(
Hd−1(l(x)), h(x)

)
, with H0(x) := x . (2)
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Daubechies Wavelet. The Haar transform can be extended so that li and hi

are linear functions of more than two terms, as done by the following Daubechies-
N = 2 (DB2) transform (see [7] for details):

li = λ0x2i−1 + λ1x2i + λ2x2i+1 + λ3x2i+2 ,

hi = μ0x2i−1 + μ1x2i + μ2x2i+1 + μ3x2i+2 ,

where
λ0 = 1+

√
3

2
√
2

λ1 = 3+
√
3

2
√
2

λ2 = 3−√
3

2
√
2

λ3 = 1−√
3

2
√
2

μ0 = λ3 μ1 = −λ2 μ2 = λ1 μ3 = −λ0 ,
(3)

and vectors λ := (λ0, λ1, λ2, λ3) and μ := (μ0, μ1, μ2, μ3) being orthonormal.
When working with larger kernels (4 × 2 in this case, where Haar was 2× 2)

the border of the signal must always be extended with padding to be able to
invert the transformation.

Multidimensional Transform. The wavelet transform is extended to multi-
dimensional signals by executing it orderly in all the dimensions. For instance,
in the two-dimensional case the input is a matrix and the output is obtained
by first transforming the rows and then the columns; it is thus formed by 4
matrices (conventionally called LL, LH, HL, and HH), containing the low and
high components for the horizontal and vertical directions (an example can be
seen in Fig. 1). As with the 1D case, the multidimensional transformations can
also be iterated for perform a multilevel analysis (see Fig. 2). When the input
is a multichannel image (e.g., RGB or HSV), transformations are performed
independently for each channel.

WaveTF supports batched, multichannel inputs, i.e., for the two-dimensional
case it accepts a tensor of shape [batch size, dim x, dim y, channels], and returns
a tensor of shape [batch size, new x, new y, 4×channels].

Fig. 1. The four components (LL, LH, HL and HH) of a two-dimensional Daubechies-
N = 2 wavelet transform. LH, HL and HH have been contrasted to emphasize their
structure.
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LH0

HL0 HH0

LH1

HL1 HH1

LH2

HL2 HH2

LL2

Fig. 2. Recursive structure of a 2D multilevel wavelet transform: each new level is
obtained by transforming the LL component of the previous level (which can be pre-
served or discarded, as in this case).

2.2 TensorFlow and Keras

TensorFlow [1] is a powerful framework for efficiently manipulating multidimen-
sional arrays (i.e., tensors) in parallel, and it provides APIs for Python, C++,
Java and JavaScript. It has been developed as a fast and scalable framework for
machine learning, and for this purpose it is complemented by the higher level
Keras library [6]. However, TensorFlow offers many powerful algebraic routines
which can be used independently of the application and its Python API can be
seen as a parallel, GPU-enabled version of NumPy [23], with which it shares
many similarities in the syntax and names of its methods. Note that Tensor-
Flow supports a wide variety of computing hardware: it can run on multiple
CPUs, GPUs and also on specialized ASICs known as TPUs [13], which are now
available for end-users as part of the Google Cloud infrastructure.

We have chosen to implement WaveTF leveraging TensorFlow’s rich API
and scalability, so that it can easily exploit available parallelism, be easily and
efficiently integrated with other programs that use TensorFlow and Keras and
provide its functions to the growing machine learning community.

3 Related Work

In this section we briefly describe three alternative wavelet libraries available
for Python and published as open source software: PyWavelets, pypwt and TF-
Wavelets. In Sect. 5.1 we will compare their raw performance to our library.

3.1 PyWavelets

PyWavelets [14] is probably the most widely used Python library for wavelet
transforms. Its core routines are written in C and made available to Python
through Cython. It supports 1D and 2D transformations and provides over 100
built-in wavelet kernels and 9 signal extension modes. Unlike WaveTF, it is a
sequential library and runs exclusively on CPUs.
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3.2 pypwt

pypwt [20] is a Python wrapper of PDWT, which in turn is a C++ wavelet
transform library, written using the parallel CUDA platform and running on
NVIDIA GPUs. It implements 1D and 2D transforms (though it does not support
batched 2D transforms) supports 72 wavelet kernels and adopts periodic padding
for signal extension.

3.3 TF-Wavelets

TF-Wavelets [10,17] is a Python wavelet implementation which, like WaveTF,
leverages the TensorFlow framework. It features two wavelet kernels (Haar and
DB2) and implements periodic padding for signal extension. It is the library
more conceptually similar to ours, allowing, for instance, both input and output
to reside in GPU memory, and it is thus the best match for a raw performance
comparison against WaveTF. However, it lacks support of batched, multichannel,
2D transforms, which are typically required for machine learning applications in
Keras. As a consequence, it does not provide a network layer for that framework.

4 Implementation

WaveTF is written in Python using the TensorFlow API. It exposes its func-
tions via a Keras layer which can either be called directly or can be plugged
easily into already existing neural networks. The library currently implements
the Haar (Eq. (1)) and DB2 (Eq. (3)) wavelet kernels – which are the two most
commonly used ones. To handle border effects, anti-symmetric-reflect padding
(known as asym in MATLAB) has been implemented, which extends the signal
by preserving its first-order finite difference at the border. WaveTF supports
both 32- and 64-bit floats transparently at runtime.

4.1 Direct Transform

In order to efficiently implement the wavelet transform in TensorFlow we first
reshape it as a matrix operation. Let us consider, as an example, the 1D DB2
transform with input size n, where n is a multiple of 4. The original formulation
of the transform presented in Sect. 2.1 can be rewritten as a matrix multiplication
in the following form:

⎛

⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎝

l0 h0

l1 h1

l2 h2

l3 h3

...
...

ln
2 −1 hn

2 −1

⎞

⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎠

=

⎛

⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎝

2x0 − x1 x0 x1 x2

x1 x2 x3 x4

x3 x4 x5 x6

x5 x6 x7 x8

...
...

...
...

xn−3 xn−2 xn−1 2xn−1 − xn−2

⎞

⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎠

⎛

⎜
⎜
⎝

λ0 μ0

λ1 μ1

λ2 μ2

λ3 μ3

⎞

⎟
⎟
⎠ .
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In order to generate the data matrix above we need to group the data vector by
4 and interleave it with a copy of itself, shifted left by two (plus some constant
operations for the padding at the border). This operation can be implemented
with the reshape, concat and stack methods provided by TensorFlow. Alter-
natively, the specialized conv1d method can be employed instead of the standard
matrix multiplication, somewhat simplifying the data rearrangement. We have
implemented both the variants and we have seen that the convolution one is
faster in all considered cases, except for the 1D-Haar transform (for which we
have thus adopted the matrix multiplication algorithm).

Note that when n is not a multiple of 4, the border values are arranged
slightly differently, but the procedural steps remain the same.

4.2 Inverse Transform

In this section we show how to properly invert the DB2 wavelet transform, taking
into account the border effects while keeping the padding as small as possible.
This is done both to justify the exact algorithmic steps we adopted and to offer
a future reference for alternative implementations by other authors. To the best
of our knowledge the following derivation, at this level of detail, is original,
though it is likely that it might be already present, at least implicitly, in the
vast literature on Wavelet transform.

To better understand how to properly handle the border effect when com-
puting the inverse, let us reshape the transformation above in a slightly different
way: i.e., as w = Wx = KPx, with K being the n × (n + 2) kernel matrix and
P the (n + 2) × n (anti-symmetric-reflect) padding matrix:

⎛

⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎝

l0
h0

l1
h1

...
ln
2 −1

hn
2 −1

⎞

⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎠

︸ ︷︷ ︸
w

=

⎛

⎜
⎜
⎜
⎜
⎜
⎝

λ0 λ1 λ2 λ3

μ0 μ1 μ2 μ3

λ0 λ1 λ2 λ3

μ0 μ1 μ2 μ3

. . . . . . . . . . . .

⎞

⎟
⎟
⎟
⎟
⎟
⎠

︸ ︷︷ ︸
K

⎛

⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎝

2 −1
1

1
. . .

1
1

−1 2

⎞

⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎠

︸ ︷︷ ︸
P

⎛

⎜
⎜
⎜
⎝

x0

x1

...
xn−1

⎞

⎟
⎟
⎟
⎠

︸ ︷︷ ︸
x

.

We can then decompose K, P and W in (non-square) blocks (with each block
shape shown between parentheses):

K =

⎛

⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎝

K00 K01 0
(4×3) (4×n−4) (4×3)

0 K11 0
(n−8×3) (n−8×n−4) (n−8×3)

0 K21 K22

(4×3) (4×n−4) (4×3)

⎞

⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎠

, P =

⎛

⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎝

P00 0 0
(3×2) (3×n−4) (3×2)

0 In−4 0
(n−4×2) (n−4×n−4) (n−4×2)

0 0 P22

(3×2) (3×n−4) (3×2)

⎞

⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎠

,
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W = KP =

⎛

⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎝

K00P00 K01 0
(4×2) (4×n−4) (4×2)

0 K11 0
(n−8×2) (n−8×n−4) (n−8×2)

0 K21 K22P22

(4×2) (4×n−4) (4×2)

⎞

⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎠

.

To invert W we first note that K11 has orthonormal rows and thus admits its
transpose as a right inverse: K11K

t
11 = In−4. Furthermore, W00 := K00P00 and

W22 := K22P22 have linearly independent columns and thus admit a (Moore–
Penrose) left inverse: W+

00W00 = W+
22W22 = I2. Finally, because of the choice of

coefficients in Eq. (3), we have

W+
00K01 = Kt

01W00 = W+
22K21 = Kt

21W22 = 0 ,

Kt
01K01 + Kt

11K11 + Kt
21K21 = In−4 .

We can now verify that W is inverted by

W−1 =

⎛

⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎝

W+
00 0 0

(2×4) (2×n−8) (2×4)

Kt
01 Kt

11 Kt
21

(n−4×4) (n−4×n−8) (n−4×4)

0 0 W+
22

(2×4) (2×n−8) (2×4)

⎞

⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎠

,

and that we can compute its non-border elements similarly to the direct trans-
form case:

⎛

⎜
⎜
⎜
⎝

x1 x2

x3 x4

...
...

xn−3 xn−2

⎞

⎟
⎟
⎟
⎠

=

⎛

⎜
⎜
⎜
⎜
⎜
⎝

l0 h0 l1 h1

l1 h1 l2 h2

...
...

...
...

ln
2 −3 hn

2 −3 ln
2 −2 hn

2 −2

ln
2 −2 hn

2 −2 ln
2 −1 hn

2 −1

⎞

⎟
⎟
⎟
⎟
⎟
⎠

⎛

⎜
⎜
⎝

λ2 λ3

μ2 μ3

λ0 λ1

μ0 μ1

⎞

⎟
⎟
⎠

and its border values as:

(
x0

x1

)
= W+

00

⎛

⎜
⎜
⎝

l0
h0

l1
h1

⎞

⎟
⎟
⎠ ,

(
xn−2

xn−1

)
= W+

22

⎛

⎜
⎜
⎝

ln
2 −2

hn
2 −2

ln
2 −1

hn
2 −1

⎞

⎟
⎟
⎠ .

4.3 Correctness

In addition to the formal derivation given above, we have tested our implemen-
tation for consistency against PyWavelets, and we have composed direct and
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inverse transforms to verify that they result in an identity map (up to numerical
precision errors). The randomized test code is included with the source code and
is runnable with the pytest framework [19].

Note that, contrary to PyWavelets, WaveTF always uses a minimal padding
when transforming: e.g., WaveTF’s output for an input vector of size 10 is a
2× 5 matrix, whereas PyWavelets produces a 2 × 6 matrix when using the DB2
kernel and a 2 × 5 one when using the Haar kernel.

Table 1. Hardware configuration of the test machine.

CPU Intel(R) Xeon(R) CPU E5-2650 v4 @ 2.20 GHz (24 SMT cores)

RAM 250 GiB

GPU GeForce RTX 2080 Ti (11 GB GDDR6)

Table 2. Versions of the software used in this work.

Package Version Source

WaveTF 0.1 https://github.com/crs4/WaveTF

PyWavelets 1.1.1 https://github.com/PyWavelets/pywt

pypwt d225e09 https://github.com/pierrepaleo/pypwt

TF-Wavelets ac4f357 https://github.com/UiO-CS/tf-wavelets

TensorFlow 2.1.0 https://www.tensorflow.org/install

CUDA V10.1.243 https://developer.nvidia.com/cuda-downloads

NVIDIA driver 435.21 https://www.nvidia.com/Download/Find.aspx

5 Performance Results

The performance of WaveTF has been tested in two ways:

– By executing raw signal transforms, leaving the output data available for the
user either in RAM or in the GPU memory;

– As a Keras layer, integrated in a simple neural network for a training task.

In the first test, we also computed the same transformations with the
PyWavelets, pypwt and TF-Wavelets libraries to compare their performance
to WaveTF’s.

In order to better exploit the computation power provided by the GPU [5],
the tests have been run with single-precision floating-point types: np.float32
for PyWavelets, tf.float32 for WaveTF and TF-Wavelets, and pypwt compiled
to use 32-bit floats.

The hardware and software used in the tests are detailed in Tables 1 and 2.

https://github.com/crs4/WaveTF
https://github.com/PyWavelets/pywt
https://github.com/pierrepaleo/pypwt
https://github.com/UiO-CS/tf-wavelets
https://www.tensorflow.org/install
https://developer.nvidia.com/cuda-downloads
https://www.nvidia.com/Download/Find.aspx
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5.1 Raw Transformation

PyWavelets operates in RAM and pypwt uses RAM for input and output but
runs its computation in the GPU. On the other hand, WaveTF and TF-Wavelets
operate on TensorFlow tensors which, when GPUs are available and used, reside
in the GPU memory. We expect to see this difference reflect on the runtimes,
because of the overhead of moving data between GPU and RAM.

We have recorded the wall clock time of one- and two-dimensional Haar
and DB2 wavelet transforms using WaveTF, PyWavelets and pypwt and TF-
Wavelets. For WaveTF, we have measured both the time required when leaving
the data in the GPU memory and when input and output are required to be in
main memory. For TF-Wavelets we have instead focused on the fastest case of
working only on GPU memory, to offer a fair comparison for WaveTF. The test
procedure for the one-dimensional case is as follows:

– A random array of n elements is created, with n ranging from 5 · 106 to 108,
– For the non-batched case the array is used as is (i.e., shape = [n]), for the

batched case it is reshaped to [b, n/b], with b = 100,
– The transform, on the same input array, is executed from a minimum of

500 up to a maximum of 10000 times for smaller data size; the total time is
measured and the time per iteration is recorded.

For the two-dimensional case, the input matrix is chosen to be as square as
possible given the target total size of n elements, i.e., shape = [�√n�, �√n�].

Note that we have not measured the time to execute a single transformation,
but instead the time to execute many of them grouped together (up to 10000),
because the single execution time when working in GPU memory would have
been completely overshadowed by the setup time required for the library calls.
The standard deviations for these grouped measures are all well below 1%, so
they are not shown in the plots.

Table 3. Runtimes, for the largest tested size, i.e., 108 elements, normalized against
WaveTF.

Operation WaveTF TF-Wavelets PyWavelets pypwt

1D Haar 1 2.98 74.81 73.55

1D DB2 1 1.58 42.91 36.04

1D Haar, batched 1 3.21 73.69 72.37

1D DB2, batched 1 1.62 39.85 33.63

2D Haar 1 2.58 45.59 14.30

2D DB2 1 2.30 44.61 12.27

2D Haar, batched 1 n.a 42.55 n.a.

2D DB2, batched 1 n.a 41.08 n.a
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Discussion. As can be seen from the data in Fig. 3 and Table 3, there is a
huge gap in performance between PyWavelets and pypwt and the TensorFlow
programs. The performance of PyWavelets is explained by the fact that it is a
serial program and that it does not exploit the parallelism available in the GPU.
pypwt, on the other hand, does use the GPU but incurs a big overhead caused by
the data movement between GPU and main memory – as demonstrated by the
similar performance achieved by WaveTF when it is forced to have both input
and output in RAM.

When working directly in GPU memory WaveTF and TF-Wavelets have a big
performance advantage over the other evaluated libraries, with WaveTF being
about 70x faster than PyWavelets and pypwt on 1D Haar and 30–40x on 1D DB2.
For the 2D cases WaveTF has a speedup greater than 40x over PyWavelets and
a 12–14x one over pypwt. This test scenario mirrors the common situation in
TensorFlow-based machine learning workflows using wavelet transforms.

The speedup of WaveTF against TF-Wavelets is still quite impressive, con-
sidered that both libraries adopt the same general strategy, and it ranges from
1.6x up to 3.2x. This improvement is mainly due to a careful algorithmic imple-
mentation as to avoid redundant computations.

5.2 Machine Learning

In this section we quantify the overhead of integrating WaveTF in machine
learning workflows. For this purpose we consider a classification problem on a
standard image dataset solved by a simple CNN. In our experiment we mea-
sure the training and evaluation times before and after enriching the CNN with
wavelet layers.

For this test we have adopted the Imagenette2-320 dataset [11] – a subset of
10 classes from ImageNet [22] – consisting of 9469 training and 3925 validation
RGB images. For the classification task we used a basic CNN network featuring
5 levels of convolution, followed by downscaling which halves the spatial feature
dimensions at each level (i.e., 320 × 320 → 160 × 160 → 80 × 80 → 40 × 40
→ 20 × 20). To enrich this network with the wavelet transform, each newly
downscaled layer is concatenated with the corresponding level from the output
of WaveTF (see Fig. 4), launched iteratively as shown in Eq. (2). This approach
has been used, e.g., for improving texture classification [9].

Since the objective of our experiment is only to quantify the computational
overhead of adding wavelet features via WaveTF to the network, we disabled
all forms of data augmentation for the training – these procedures would add
their own considerable overhead which would confound our results. To compute
the training overhead, we measured the wall clock time required to train the
model for 20 epochs, with and without enriching the network with the wavelet
features. We repeated this training process 20 times (after a first, unmeasured
run, used to set the memory buffering to a stationary state). On the other hand,
to measure the overhead incurred in evaluation we used the trained network to
evaluate all the images in the dataset and repeated the process 20 times.
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Fig. 3. Runtime of wavelet transforms: WaveTF vs. PyWavelets vs. pypwt vs. TF-
Wavelets – Wall time of execution, for Haar and Daubechies-N = 2 kernels, one- and
two-dimensional, batched and non-batched. For WaveTF we show two runtimes: i)
when working directly in GPU memory, ii) when input and output are required to be
in RAM. Standard deviation is below 1% in all cases.
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INPUT

Convolution
+ Down-Scale

F0
0 · · · F0

k0−1

Concatenate

LL0 LH0 HL0 HH0

Convolution
+ Down-Scale

F1
0 · · · F1

k1−1

Concatenate

LL1 LH1 HL1 HH1

· · ·

Fig. 4. The first steps of a wavelet-enriched CNN: after down-scaling at level l, the kl
output features (F 0

l , . . . , F
kl−1
l ) are concatenated with the wavelet components (LLl,

LHl, HLl, HHl,) at the corresponding level of scale, before the following convolution is
performed.

Table 4. Running times (with standard deviation) of a 5-level CNN on the Imagenette
dataset, with and without enriching the network with wavelet features computed by
the WaveTF Keras layer.

Operation Baseline With wavelet Overhead

Training time [s] 1581 ± 18 1593 ± 14 <1%

Evaluation time [s] 78.5 ± 0.5 78.7 ± 0.8 <1%

Discussion. As can be seen from the results shown in Table 4, the overhead of
adding wavelet features to the existing 5-level CNN is below 1%, both in training
and evaluation, thus allowing its use at an almost negligible cost.

6 Software Availability

WaveTF is released under the open source Apache License Version 2.0. Its source
code is available for download from the GitHub platform, together with accom-
panying documentation and some usage examples, which also include the CNN
used in this paper. The link to the GitHub repository is shown in Table 2.

7 Conclusion and Future Work

In this work we have presented an efficient wavelet library which leverages Ten-
sorFlow and Keras to exploit GPU parallelism and allows for easy integration
in already existing machine learning workflows. Since the wavelet transform is
characterized by high parallelism and low computational complexity (time com-
plexity being O(n) for an input of size n), minimizing communication is pivotal
to achieve good performance, and in this work we have shown how to do it by
limiting the transfer between GPU and memory whenever is possible.



WaveTF: A Fast 2D Wavelet Transform for Machine Learning in Keras 617

In future we plan to extend the library to include other popular wavelet
kernels and padding extensions, as well as extending it to 3D signals.

Acknowledgments. I’d like to thank G. Busonera and L. Pireddu for reviewing the
draft and S. Leo for his suggestions on structuring the Python code. This work has
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Abstract. Fitting neural networks often resorts to stochastic (or simi-
lar) gradient descent which is a noise-tolerant (and efficient) resolution of
a gradient descent dynamics. It outputs a sequence of networks param-
eters, which sequence evolves during the training steps. The gradient
descent is the limit, when the learning rate is small and the batch size is
infinite, of this set of increasingly optimal network parameters obtained
during training. In this contribution, we investigate instead the conver-
gence in the Generative Adversarial Networks used in machine learning.
We study the limit of small learning rate, and show that, similar to sin-
gle network training, the GAN learning dynamics tend, for vanishing
learning rate to some limit dynamics. This leads us to consider evolution
equations in metric spaces (which is the natural framework for evolving
probability laws) that we call dual flows. We give formal definitions of
solutions and prove the convergence. The theory is then applied to spe-
cific instances of GANs and we discuss how this insight helps understand
and mitigate the mode collapse.

Keywords: GAN · Metric flow · Generative network

1 Introduction

Deep generative models are of high interest and used in many applications of
deep learning. Among them, the GANs have been one of the most efficient in
terms of practical results. The GANs and their convergence are the object of
a huge quantity of research papers (4′861 arxiv results mid-October 2020 for
“generative adversarial network”, 26′110 Google Scholar results). Nevertheless,
only very few works concern the behavior of solutions in the general framework
of metric spaces or the meaning to be given to the learning trajectory in the
limit of a small learning rate. On the other hand, the GANs are known to
exhibit unstable convergence behavior (see [17]) and several procedures have
been proposed to cure this drawback, among which [4,8,11,18,29]. In order to
contribute to a fundamental understanding of the objects involved, we give in
this work a rigorous definition of the concept of solution of the evolution equation
c© Springer Nature Switzerland AG 2021
A. Del Bimbo et al. (Eds.): ICPR 2020 Workshops, LNCS 12661, pp. 619–634, 2021.
https://doi.org/10.1007/978-3-030-68763-2_47
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associated to a GAN that we call a dual metric flow. We identify the hypothesis
that guarantee that the discrete solutions converge, when the learning rate τ
tends to 0, to a dual metric flow and apply this insight to understand and
mitigate the mode collapse phenomena. Finally we give examples that show
that the dual flows correspond indeed to procedures used in GAN practice.

1.1 Motivation: W-GANs

The goal of (deep) generative models such as the GANs is to generate new data
from some (unknown) distribution given a list of samples drawn from that dis-
tribution. To simplify the presentation, we suppose that the distribution to be
learned is a set of images. Two objects are important in a GAN: the Genera-
tor and the Discriminator; both are deep networks with fixed, but rich enough,
architecture capable of representing a very large class of transformations. For
instance, in a Wasserstein-GAN (see [4]), the training has the following form
(see Fig. 1 for an illustration): after initializing (randomly) both the Genera-
tor and the Discriminator, the Discriminator is trained first. It takes as input
images generated by the Generator (with label “fake”) and images from the real
database with label “true”. It is trained for (one or possibly several) steps in
order to achieve good discrimination efficiency between the “fake” and “real”
labels. In the next step the discriminator is kept constant and the generator is
trained in order to create images which, when run through the (fixed) discrimi-
nator obtain as much labels “real” as possible. Then the procedure is repeated
till convergence.

L
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Generator

Real images

Discriminator

L
at
en

t
sp

ac
e

Generator

Real images

Discriminator

Fig. 1. Illustration of the dynamics of a GAN. Color code: in green the part that is
active (under training) and in grey the part that is fixed. Left: the discriminator is
active. Right: the generator is active. This is repeated till convergence. (Color figure
online)

A very natural question is whether such a procedure can converge to a sat-
isfactory solution i.e., if the Generator samples from the right distribution and
the Discriminator is able to tell with high precision the quality of any sample.
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The answer is not always yes, as illustrated by the following simple situation:
consider a target distribution which is a Dirac mass centered in some constant
xr. The generator is described by a vector of two real parameters x ∈ R

2 and the
discriminator y has the same format. In the framework of integral probability
metrics (see [26]) used in GANs, this simple situation has the following transcrip-
tion: if the current parameter of the generator is xn then the next parameter
yn+1 of the discriminator will be updated to maximize the distance from xn to
xr, i.e. yn+1 = yn + τ(xn − xr), where τ is the learning rate. The generator
itself will take into account this new discriminator and will move towards the
unknown value xr by taking a step: xn+1 = xn − τyn+1, where τ is the learning
rate. These equations can be also written as

yn+1 − yn

τ
= xn − xr

xn+1 − xn

τ
= yn+1. (1)

When τ → 0 the limit evolution will be

y′(t) = x(t) − xr

x′(t) = y(t). (2)

However, except for very special initial conditions, the system (2) does not have
the property that x(t) → xr because x(t) will have a periodic evolution around
xr, see Fig. 2.

Fig. 2. Illustration of the oscillations dynamics of a GAN, see Eq. (2).

Prompted by this example we aim to analyze in this paper the intrinsic
constraints coming from the GAN training in the form of an alternative adversary
evolution. More precisely, given the discrete Generator/Discriminator dynamics
(similar to Eq. (1)) we want to write the equivalent limit Eq. (2).

To do so, we suppose that the architectures of the Generator and Discrimina-
tor networks are rich enough so that the Generator can reach with satisfactory
precision any target distribution μr and the discriminator can realize any map-
ping that separates an arbitrary pair of distinct distributions in the integral
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probability metrics sense, i.e. for any distinct distributions the Discriminator
can propose a mapping whose averages under the two distributions are different.
Of course this is an ideal setting but we take this view in order to better distin-
guish the effects due to network architectures from those intrinsically included
in the GAN convergence protocol.

Let us now introduce the mathematical objects involved in the GAN training.
The Generator is a mapping from a given distribution (e.g. the multi-dimensional
Gaussian distribution) on some base space (called Latent space) to the space of
objects of interest, denoted Ω; for instance in Fig. 1 Ω are images). Thus in
general the Generator can construct probability distributions on Ω; denote by
P1(Ω) the set of all probability laws on Ω with finite first order moment. This
set can be given the structure of a metric space by introducing a distance; many
distances exists and have been used but a popular choice, used by W-GANs is
the 1-Wasserstein distance (see [3] for a definition) denoted dW,1. Thus formally
we work in the metric space (P1(Ω), dW,1).

On the other hand the Discriminator constructs a Lipschitz mapping to label
the generated samples as fake or real. Mathematically the object is a Lipschitz
function � : Ω → R. The Discriminator works best when the average Eμ(�) is as
different as possible from the average Eμr

(�). Again, � lives in a metric space Y
(as opposed to a Hilbert space) with the distance being the Lipschitz distance.

The GAN update of the Generator will move μn (n indexes now the learning
steps) to some μn+1 along the gradient of the mapping μ �→ Eμ(�)−Eμr

(�) (to be
minimized, here � being the current Discriminator state). In practice the update
is performed with a stochastic descent algorithm (that we take in this work
to be the SGD). We will not inquire about the stochastic oscillations but only
consider the average state. In full rigor the update rule is difficult to write in the
formal, metric space setting: for instance, for the Generator update, the intuitive
formula would be μn+1 = μn − τ∇μ [Eμn

(�n+1) − Eμr
(�n+1)]. This formulation

has several problems: first the space of probability laws is not a vector space
thus the addition and substractions operator are not well defined. Secondly, the
differential structure on the same space is not straightforward to manipulate,
i.e., ∇μ is not easy to work with. For these reasons, we will replace the real
dynamics with another, close, one and we model the update by the requirement
that μn+1 is the minimizer of

μ �→ dX (μn, μ)2

2τ
+ [Eμ(�) − Eμr

(�)] . (3)

The intuitive justification for this formula (very classic in metric space evolution
Eqs. [3]) is the following: in a Hilbert space, dX (μn, μ)2 = ‖μn − μ‖2 and taking
a general functional F (μ) in (3) (here F (μ) = Eμ(�) − Eμr

(�)) the critical point
equations derived from (3) can be written as μn+1 = μn − τ∇F (μn+1) which
is an implicit gradient descent of step τ starting from μn. The advantage of
the implicit formulation is that μn+1 defined through (3) can be written for any
abstract objects in a metric space (only dX (μn, μ)2 and F (·) are required). Same
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model is used for the Discriminator update steps; all this leads us to consider
the main discrete equation that will model the GAN training dynamics1

�n+1 = argmin�∈Y
d(�, �n)2

2τ
− [Eμn

(�) − Eμr
(�)] (4)

μn+1 = argminμ∈X
d(μ, μn)2

2τ
+ [Eμ(�n+1) − Eμr

(�n+1)] , (5)

with τ > 0 the learning rate and X ,Y two metric spaces. The goal of this paper
is to clarify whether, when τ → 0, the discrete curves (μn)n≥0, (�n)n≥0, converge
to some limit continuous curves; we also want to give a formal definition of the
dynamics satisfied by the limit curves.

The GAN protocol described above is not the only one used in the literature.
Many other procedures aim to improve convergence, generation quality, comput-
ing speed, etc. For instance in [11] the authors add a penalty on the gradient in
order to make convergence better and the new type of GAN is called WGAN-GP.
A full zoology of GAN versions appeared: the Deep Convolutional Generative
Adversarial Network (DCGAN, [23]) use deep convolution networks which are
better adapted to images, the Coupled GANs proposal (coGAN [20]) uses two
generators and two discriminators in order to improve convergence and genera-
tion properties, Progressive Growing Generative Adversarial Network (Progres-
sive GAN [15]) improve the generation quality by gradually increasing image
resolution (size), Style-Based Generative Adversarial Network (StyleGAN, [16])
better control the Latent space distribution and are able to generate content
with given characteristics; other contributions include Cycle-Consistent Genera-
tive Adversarial Network (CycleGAN, [30]), Big Generative Adversarial Network
(BigGAN, [6]), Pix2Pix [12], and the research is still advancing.

In [9] the authors use even more abstract objects which lead to a loss func-
tional called “Wasserstein of Wasserstein loss”; that is, the most basic objects
that are here the images (with our notations elements ω ∈ Ω) are not given
the usual Euclidian distance, but instead are immersed in a metric space and
the Wasserstein distance dW,1(ω1, ω2) is used to measure the distance (dissimi-
larity) between two (elementary) images ω1, ω2 ∈ Ω. The Wasserstein distance
dW,1(μ1, μ2) is then used a second time in order to discriminate between proba-
bility laws μ1, μ2 ∈ P1(Ω).

Similar abstraction for the ground distance are to be found in [1] that present
Banach space GANs.

All these examples enforce even more the need for an abstract formulation
of GAN convergence, that we give below. Finally, see also [13] for implicit pro-
cedures relevant to GANs.

1 See Lemma 1 in appendix for information on the relationship between explicit and
implicit numerical schemes.
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1.2 Mathematical Setting

We consider X , Y two (Polish geodesic) metric spaces (see [7] for an introduction
to metric spaces) and C(·, ·) : X × Y → R × R a functional (that will stand for
the loss functional). Note that C(·, ·) is vector valued, we will denote by Cx(·, ·)
and Cy(·, ·) its components. Note that in a GAN we will have

C(�, μ) = (Cx(�, μ), Cy(�, μ))
= (−Eμ(�) + Eμr

(�),Eμ(�) − Eμr
(�)). (6)

We investigate the equation:

∂t

(
xt

yt

)
+

(∇xCx(xt, yt)
∇yCy(xt, yt)

)
= 0,

(
x0

y0

)
=

(
x̄
ȳ

)
. (7)

Such an equation will be called a dual flow. The discrete version is defined
by the recurrence:

xτ
0 = x̄, xτ

k+1 ∈ argminx∈X
d(x, xτ

k)2

2τ
+ Cx(x, yτ

k), k ≥ 0. (8)

yτ
0 = ȳ, yτ

k+1 ∈ argminy∈Y
d(y, yτ

k)2

2τ
+ Cy(xτ

k+1, y), k ≥ 0. (9)

These numerical schemes are a distant cousin of some other evolution on
metric spaces, namely the evolution flows, see [5,27]).

From the theoretical point of view, these results are not available with pre-
vious techniques from [2,10,10,19,21,22,24]).

2 Theoretical Results

2.1 Motivation and Literature Review

Note that when Cx is independent of the second argument, i.e.,

Cx(x, y) = E(x), (10)

the relation (8) becomes the celebrated implicit Euler-type scheme of Jordan,
Kinderlehrer and Otto [14] for the definition of gradient flows in metric spaces

∂tyt + ∇E(yt) = 0, y0 = ȳ, (11)

and received considerable attention (see [3,25,28] for instance). However, the
situation when E has dependence on other variables has not been treated to
the same extent and the related contributions involve gradient flows of time
dependent functionals E(t, u) with a known dependence on time (see [10,19,21,
22,24]). Of course, formally one can set E(t, u) = C(u, yt), and hope to analyze
the (xt, yt) dynamics in this way. This is not possible for technical reasons (see
for instance the discussion in [27]); in particular doing so supposes the knowledge
of the dynamics yt (which is not available) and moreover the dynamics may not
be differentiable with respect to time (but remains absolute continuous).
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2.2 Basic Reminders

The absence of a vector operations in a metric space does no allow to develop fully
a differential calculus and requires adaptation of notions of derivative. Accord-
ingly the definition of evolution equations have to use alternative properties.

We recall below the main ideas of such an alternative formulation (see [2])
for the particular case (10)–(11); suppose for a moment that X is an Euclidian
space and E a smooth (C1 or above) function; then:

d

dt
E(xt) = 〈∇E(xt), x′

t〉 ≥ − |∇E(xt)| · |x′
t|

≥ −1
2

|x′
t|2 − 1

2
|∇E|2 (xt),

or equivalently,

d

dt
E(xt) +

1
2

|x′
t|2 +

1
2

|∇E|2 (xt) ≥ 0 ∀t, (12)

with equality only if x is solution of (11). Therefore asking that

d

dt
E(xt) +

1
2

|x′
t|2 +

1
2

|∇E|2 (xt) ≤ 0 ∀t, (13)

is an equivalent characterization of (11) (more precisely called the EDI formu-
lation). Its integral form is:

∀ 0 ≤ a ≤ b :

E(xb) − E(xa) +
∫ b

a

(
1
2

|x′
t|2 +

1
2

|∇E|2 (xt)
)

dt ≤ 0. (14)

The advantage of formulation (14) is that it only uses quantities that can be
defined in a metric space (see below for definition of |x′

t| and |∇E|). The corre-
sponding computation for a bi-variate functional C is:

∀ 0 ≤ a ≤ b :
∫ b

a

(
d

dt
Cx(xt, ν)

∣∣∣
ν=yt

)
dt

+
∫ b

a

(
1
2

|x′
t|2 +

1
2

|∇1Cx|2 (xt, yt)
)

dt

+
∫ b

a

(
d

dt
Cy(ν, yt)

∣∣∣
ν=xt

)
dt

+
∫ b

a

(
1
2

|y′
t|2 +

1
2

|∇2Cy|2 (xt, yt)
)

dt ≤ 0. (15)

However this formulation poses specific problems as in general the solution
(xt, yt)t≥0 is only absolutely continuous (with respect to time) while, for instance,

the manipulation of the term d
dtCx(xt, ν)

∣∣∣
ν=yt

requires additional assumptions.

This will be made precise later.
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2.3 Definition of (EDI Style) Equilibrium Flows

Let us recall the following definition:

Definition 1. A curve x : [0, T ] → (X , d) is called absolutely continuous if there
exists f ∈ L1(0, T ) such that

d(xt1 , xt2) ≤
∫ t2

t1

f(t)dt, ∀t1 < t2, t1, t2 ∈ [0, T ]. (16)

For an absolutely continuous curve (xt)t∈[0,T ] the metric derivative of x at r
defined by

|x′
r| = lim

h→0

d(xr+h, xr)
|h| , (17)

exists a.e., belongs to L1(0, T ) and is the smallest L1 function that verifies (16).
We suppose from now on that C satisfies the assumption:

(A1) There exists C1 < ∞ such that Cx(y, x), Cy(y, x) ≥ −C1, ∀x, y ∈ X ×Y.

For any α, β ∈ R, α ≤ β, we denote by S(α, β) the set of divisions of the
interval [α, β]. Let z = (x, y) = (xt, yt)t∈[0,T ] be an absolutely continuous curve
in X × Y; define for 0 ≤ a ≤ b ≤ T and a division Δ = {a = t0 < t1 < ...tNΔ

=
b} ∈ S(a, b):

Υ x(Δ; z, a, b) =
∑

k

Cx(xtk+1 , ytk
) − Cx(xtk

, ytk
). (18)

Υ x(z, a, b) = lim inf
Δ∈S(a,b), |Δ|→0

Υ x(Δ; z, a, b). (19)

Similar definitions are introduced for Υ y(z, a, b) (summing the variations of
Cy along the curve z). Furthermore we denote

Υ (Δ; z, a, b) = Υ x(Δ; z, a, b) + Υ y(Δ; z, a, b). (20)

Remark 1. When X is e.g., Euclidian and under regularity assumptions on C it
is easy to check that Υ x(x, a, b) =

∫ b

a
d
dtCx(xt, ν)

∣∣∣
ν=yt

dt and the same for Υ y.

We are now ready to state the formal definition of a solution of (7) in the
abstract setting of metric spaces. The particular flavor we use is the so-called
“EDI” solution, see [3] for details.

Definition 2 (EDI equilibrium flow). An absolutely continuous curve
z = (xt, yt)t∈[0,T ] is called an EDI-equlibrium flow starting from (x̄, ȳ) if
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limt→0(xt, yt) = (x̄, ȳ) and:

∀s ≥ 0, Υ (z, 0, s) +
1
2

∫ s

0

|x′
r|2 + |y′

r|2 dr

+
1
2

∫ s

0

|∇1Cx|2 (xr, yr) + |∇2Cy|2 (xr, yr) dr ≤ 0, (21)

a.e. t > 0, ∀s ≥ t, Υ (x, t, s) +
1
2

∫ s

t

|x′
r|2 + |y′

r|2 dr

+
1
2

∫ s

t

|∇1C|2 (xr, xr) + |∇2Cy|2 (xr, yr) dr ≤ 0,

(22)

where the slope |∇1Cx| (x, y) of Cx(·, ·) with respect to the first argument evaluated
at (x, y) is:

|∇1Cx| (x, y) = lim sup
u→x

(Cx(x, y) − Cx(u, y))+

d(x, u)
, (23)

and similarly for |∇2Cy| (x, y).

Remark 2. For the particular case of a Hilbert space the definition above coin-
cides with the usual definition of an evolution Eq. (7).

2.4 Convergence of Numerical Schemes

Let us denote

Mx(x, y, τ) = argminu∈X
d(u, x)2

2τ
+ Cx(u, y) (24)

My(x, y, τ) = argminu∈Y
d(u, y)2

2τ
+ Cy(x, u). (25)

With this definition the numerical scheme in Eqs. (8)–(9) can be written as

xτ
k+1 ∈ Mx(xτ

k, yτ
k , τ), yτ

k+1 ∈ My(xτ
k+1, y

τ
k , τ). (26)

The goal of this contribution is to investigate whether when τ → 0 the set
{(xτ

k, yτ
k), k ≥ 1} converges to a solution of (7) as defined in (21)–(22).

In order to work with meaningful objects, we introduce the following assump-
tion which is the analogue of [2, Assumption 4.8 page 67]:

(A2) There exists τ̄ > 0 such that for any τ ≤ τ̄ and (x, y) ∈ X × Y:

Mx(x, y, τ) = ∅,My(x, y, τ) = ∅. (27)
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Assuming that assumption (A2) is satisfied, we can define the interpolation
à la de Giorgi which is a curve t ∈ [0, T ] �→ (xτ

t , yτ
t ) such that (xτ

0 , y
τ
0 ) = (x̄, ȳ)

and ∀t ∈]kτ, (k + 1)τ ]:

xτ
t ∈ Mx(xτ

kτ , yτ
kτ , t − kτ), yτ

t ∈ My(xτ
(k+1)τ , yτ

kτ , t − kτ). (28)

We will need some additional hypothesis:

(A3) For any c ∈ R, r > 0 and (x, y) ∈ X × Y the sets {u ∈ X |Cx(u, y) ≤
c, d(u, x) ≤ r} and {u ∈ Y|Cy(x, u) ≤ c, d(u, u) ≤ r} are both compact.

(A4) The slopes |∇1Cx| and |∇2Cy| are lower semicontinuous.
(A5) The function Cx is Lipschitz with respect to the second argument and Cy

is Lipschitz with respect to the first argument.
(A6) For any absolutely continuous curve z = (xt, yt)t∈[a,b]:

Υ (x, a, b) ≤ lim inf
|Δn| → 0

zn = (xn, yn) → z

supn

∫ b

a
|ẋn(t)| + |ẏn(t)| dt < ∞

Υ (Δn; zn, a, b), (29)

where the convergence of the curves zn to z is in the uniform (on compacts)
norm.

(A7) There exists CL < ∞ such that for any x, y, u, w:

|Cx(u, v) + Cx(u, y) − Cx(w, v) − Cx(w, y)| ≤ CLd(u,w)d(v, y). (30)

and the same for Cy(u, v).

Remark 3. The assumption (A7) implies (A6) (see [27, Lemma 2]).

With these provisions, the properties of the curves obtained by the numerical
scheme (8) are detailed in the Theorem 1.

Theorem 1. Let C satisfying assumptions (A1) , (A2), (A3), (A4), (A5) and
(A6) . Then the set of curves {(xτ

t , yτ
t )t∈[0,T ]; τ ≤ τ̄} defined in (28) is relatively

compact in the set of curves in X × Y with local uniform convergence and any
limit curve is an EDI equilibrium flow in the sense of Definition 2.

Proof. The proof is somehow technical but is a adaptation of the proof of The-
orem 1 in [27]: first we show that the map τ �→ d(xτ ,x)2

2τ + Cx(xτ , y) is locally
Lipshitz. Then the discrete identity is obtained as in [27, formula (32)] and then
estimations similar to [27, formulas (35) and (36)] allow to conclude.

Similar results hold for the convex case (see [27, Theorem 2]).
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3 Applications

Using Lemma 1 we conclude that if in some circumstances there are ways to use
explicit numerical schemes (like for GANs), the convergence is also ensured for
the explicit schemes, once the implicit ones converge.

Let us now inquire what are the consequences of the theoretical results for
WGAN training. Because the Discriminator is trained first one can consider
the variable x to be the Discriminator network parameters that will result in
a Lipschitz function � = �(x) and y to be the Generator parameters that will
generate a distribution μ = μ(y). Functions Cx and Cy are given by (6) thus in
particular Cx = −Cy. With these notations we can apply the Theorem 1 and
obtain that, in the limit of a vanishing learning rate, the WGAN training will
tend to some evolution curve, both in the space X ×Y of parameters, but also in
the space of the distributions (where μ belongs) and Lipschitz function (where
� belongs).

As a further application, we can investigate the conditions under which the
GAN training give rise to a mode collapse. The discussion below is not a math-
ematical proof but oriented towards a practical understanding. A mode collapse
describes, e.g.., the situation when a strong Discriminator pushes the Genera-
tor to only produce a limited number of samples with a loss in diversity. With
our notations, this means that the evolution (xt, yt) will be close to a constant
(x∞, y∞) but the corresponding distribution μ(y∞) is far from μr but can be
expressed (at least approximately) as a finite sum of Dirac masses

∑A
a=1 paδia

where ia ∈ Ω are given images. Using the insight from Lemma 2 and under
assumption that the generator network is locally injective (i.e., does not gener-
ate redundant probability laws) the point μ(y∞) is a critical point of the loss
function. But, denoting l∞ the Lipschitz function corresponding to the Discrim-
inator network, the loss function for the Generator will be Eμ(�∞) − Eμr

(�∞)
and the loss of the Discriminator will be � �→ Eμr

(�) − Eμ∞(�). For such a loss
function, the information that μ is a sum of Dirac masses and also a critical
point of μ �→ Eμ(�∞)−Eμr

(�∞) implies that moving (in the space of probability
laws endowed with the 1-Wasserstein metric) towards any other Dirac mass does
not change (decrease) the loss value (to the first order). Therefore the images ia
in the support of the measure μ are necessarily of lowest possible loss value i.e.,
if the discriminator is good enough, are members of the original “real” image
values (in mathematical terms are members of the support of μr). On the other
hand, if the dynamics of the Discriminator is also blocked in some point �∞,
this means again that, to the first order, Eμ∞(�) − Eμr

(�) cannot be increased
locally when � is slightly perturbed around �∞. Or, since μ and μr are different
we obtain a contradiction. Therefore the mode collapse is not a legitimate limit
dynamics. We can therefore conclude that if mode collapse happens this is due
to a too large time step, to a not strong enough Generator architecture or to
numerical traps that can be removed by perturbating slightly the dynamics.



630 G. Turinici

4 Discussion and Conclusion

When averaging out the steps of a SGD one obtains the gradient flow of the
loss functional. The question that we ask in this paper is what is obtained when
one averages out the generator-discriminator dynamics encountered in GANs.
To answer the question we notice that in GANs the ground metric is not always
of L2 type but can be arbitrary (Wasserstein metric as in [9], Banach norm as
in [1], etc.). Thus we re-formulate the question: when the learning rate becomes
smaller and smaller, is there any limit for the curves obtained during the GAN
training ? Does this correspond to a dynamical system? We first give sufficient
conditions for this convergence in general metric space when the learning pro-
cess is composed of implicit steps. On the other side we recall that under mild
conditions explicit and implicit steps will be arbitrary close thus converge to
the same limit. Therefore the dynamics of GAN training will in general follow
the solution of a evolution equation whose details are given explicitly in Eq. (7).
The knowledge of such a fact can help better understand the GAN optimization
dynamics and the mode collapse phenomena.

Acknowledgements

1 Explicit and Implicit Numerical Schemes in Hilbert Spaces

We recall below a standard result on the relationship between explicit and
implicit numerical schemes in Hilbert spaces.

Lemma 1. Let H be a Hilbert space, f : H → R a bounded Lipschitz function
with Lipschitz constant L and two numerical schemes defined by the recurrences:

xE
n+1 = xE

n + τf(xE
n ), xE

0 = x̄ (31)

xI
n+1 = xI

n + τf(xI
n+1), xI

0 = x̄ (32)

Then for τ small enough:

1. the implicit scheme (32) has a unique solution for any step n ≥ 0.
2. let T = Nτ for some fixed N , then ‖xI

N − xE
N‖ ≤ Cτ , with the constant C

depending only on f , x̄ and T .

Remark 4. Note that point 2 implies in particular that if, for τ → 0, the implicit
curves (xI

n)n≥0 converge to some limit curve then the explicit curves (xE
n )n≥0

converge to the same. However in order to avoid technicalities we will not state
precisely what the full curves are and what kind of convergence is obtained.

Proof. Point 1 is obtained by a Picard procedure after observing that the map-
ping x �→ xE

n + τf(x) is a contraction for τ small enough. For the point 2 we
make use of the Lipschitz constant of f :

‖xI
n+1 − xE

n+1‖ ≤ ‖xI
n − xE

n ‖ + τL‖xI
n+1 − xE

n ‖
≤ ‖xI

n − xE
n ‖ + τL

(‖xI
n − xE

n ‖ + τf(xI
n+1)

)
(33)
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Thus, denoting by Cf an upper bound on f :

‖xI
n+1 − xE

n+1‖ ≤ (1 + τL)‖xI
n − xE

n ‖ + τ2 LCf . (34)

If suffices now to use the discrete version of the Gronwall lemma to obtain
‖xI

n+1 − xE
n+1‖ ≤ eτL(n + 1)τ2LCf , and the conclusion follows from:

‖xI
N − xE

N‖ ≤ τeτLTLCf . (35)

2 Critical Points of Gradient Flows on Intermediary Spaces

We investigate in this section a simple situation of a gradient flow of a composed
function. Suppose thus an initial space Xp = R

n (for a GAN the neural network
parameter space), an object space Xo = R

m (for a GAN this will be the space
of probability measures where μ belongs and that of Lipschitz functions where �
belongs). Consider also two functions g : Xp → Xo, f : Xo → R and the gradient
flow:

x′
t = −∇x(f ◦ g)(xt), (36)

where for any function we denote by ∇ its differential; for instance ∇of(o) is the
gradient of f at the point o, taken as a row vector, ∇xg(x) is the m×n Jacobian
matrix of g at x (entry i, j being ∂gi/∂xj).

This dynamics in parameter space Xp defines a dynamics ot = g(xt) in the
object space Xo. We want to investigate the relationship between the dynamics
xt and ot when the evolution (36) ends up in a stationary point i.e., stalls at
some given point x∞ ∈ Xp and o∞ = g(x∞) ∈ Xo.

Lemma 2. Suppose that the functions f and g are of C1 class (i.e. with con-
tinuous derivatives). Then:

1. denoting ot = g(xt) the dynamics in parameter space can also be written

x′
t = −(∇of)(ot) · (∇xg)(xt). (37)

2. the dynamic in object space Xo is:

o′
t = −(∇of)(ot) · (∇xg)(xt) · (∇xg)(xt)T . (38)

In particular the dynamics in object space is not in general a gradient flow
(but will be when (∇xg) · (∇xg)T = Id).
Suppose now that the dynamics (36) is such that for some t ≥ t1 we have
xt = x∞. Then:

3. o∞ = g(x∞) is a critical point of f (i.e., ∇of(o∞) = 0) as soon as ∇og
T is

locally injective around o∞ (which implies that g is locally injective around
o∞).
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Proof. Formulas (37) and (38) are derived from (36) using the chain rule. Sup-
pose now x∞ is a critical stationary point of the dynamics (36). This of course
implies that ot = g(xt) will also be constant but is not enough to conclude
that o∞ is a critical point of f . But, since the time derivative x′

t in the evo-
lution equation is zero for the constant dynamics xt = x∞, we have that
(∇of)(o∞) · (∇xg)(x∞) = 0, which, when (∇xg)T (x∞) is injective will imply
that (∇of)(o∞) = 0. �

Note that by the rank theorem the local injectivity of (∇xg)T (x∞) and of g
are related.
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Abstract. Named entity recognition (NER) is a widely applicable nat-
ural language processing task and building block of question answering,
topic modeling, information retrieval, etc. In the medical domain, NER
plays a crucial role by extracting meaningful chunks from clinical notes
and reports, which are then fed to downstream tasks like assertion sta-
tus detection, entity resolution, relation extraction, and de-identification.
Reimplementing a Bi-LSTM-CNN-Char deep learning architecture on
top of Apache Spark, we present a single trainable NER model that
obtains new state-of-the-art results on seven public biomedical bench-
marks without using heavy contextual embeddings like BERT. This
includes improving BC4CHEMD to 93.72% (4.1% gain), Species800 to
80.91% (4.6% gain), and JNLPBA to 81.29% (5.2% gain). In addition,
this model is freely available within a production-grade code base as
part of the open-source Spark NLP library; can scale up for training and
inference in any Spark cluster; has GPU support and libraries for popu-
lar programming languages such as Python, R, Scala and Java; and can
be extended to support other human languages with no code changes.

Keywords: Named entity recognition · Apache Spark · Biomedical
NLP · Deep learning

1 Introduction

Electronic health records (EHRs) are the primary source of information for clin-
icians tracking the care of their patients. Information fed into these systems may
be found in structured fields for which values are inputted electronically (e.g.
laboratory test orders or results) [21] but most of the time information in these
records is unstructured making it largely inaccessible for statistical analysis [25].
These records include information such as the reason for administering drugs,
previous disorders of the patient or the outcome of past treatments, and they are
the largest source of empirical data in biomedical research, allowing for major
scientific findings in highly relevant disorders such as cancer and Alzheimer’s
disease [30]. Unlocking this information can bring a significant advancement to
biomedical research.

The widespread adoption of EHRs and the growing wealth of digitized infor-
mation sources about patients are opening new doors to uncover previously
c© Springer Nature Switzerland AG 2021
A. Del Bimbo et al. (Eds.): ICPR 2020 Workshops, LNCS 12661, pp. 635–646, 2021.
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unidentified associations and accelerating knowledge discovery via state-of-the-
art Machine Learning (ML) algorithms and new statistical methods. Due to
innate obstacles in extracting information from unstructured text data and the
high level of preciseness dictated in healthcare domain, manual abstraction has
been prevalent in the industry. As the manual abstraction is highly expensive,
time consuming and error prone process, there has been a growing trend in nat-
ural language processing (NLP) applications in clinical and biomedical domain
to automate the abstraction process as well as making the EHR data available
through high-performant and fail-safe pipelines.

As the key ingredient of any NLP system, named entity recognition (NER)
is regarded as the first building block of question answering, topic modelling,
information retrieval, etc. [42]. In the medical domain, NER plays the most
crucial role by giving out the first meaningful chunks of a clinical note, and
then feeding them as an input to the subsequent downstream tasks such as
clinical assertion status [39], clinical entity resolvers [37] and de-identification
of the sensitive data [38]. However, segmentation of clinical and drug entities is
considered to be a difficult task in biomedical NER systems because of complex
orthographic structures of named entities [22].

ML methods formulate the clinical NER task as a sequence labeling problem
that aims to find the best label sequence (e.g., BIO format labels) for a given
input sequence (individual words from clinical text) [41]. Many top-ranked NER
systems applied the Conditional Random Fields (CRFs) model [18], which is
the most popular solution among conventional ML algorithms. A typical state-
of-the-art clinical NER system usually utilizes features from different linguistic
levels, including orthographic information (e.g., capitalization of letters, prefix
and suffix), syntactic information (e.g. POS tags), word n-grams, word embed-
dings, and semantic information (e.g., the UMLS concept unique identifier) [41].
These features are usually utilized in LSTM [14] based neural network frame-
works [7,15,23] and gained popularity among researchers due to their effective-
ness of modeling the sequential patterns.

In the last few months, pretraining large neural language models and rich
contextual embeddings, such as BERT [8] and ELMO [31], have also led to
impressive gains on NER systems and many clinical variants of BERT models
such as BioBert [19], ClinicalBert [2], BlueBert [28], SciBert [5] and Pubmed-
Bert [12] have been crafted to address biomedical and clinical NER tasks with
state-of-the-art results. However, since these methods require significant compu-
tational resources during both pretraining and getting prediction, using them in
production is impractical under the restricted computational resources compared
to classical pretrained embeddings (e.g. Glove). A recent study [4] empirically
shows that classical pretrained embeddings can match contextual embeddings
on industry-scale data, and often perform within 5 to 10% accuracy (absolute)
on benchmark tasks.

Despite the growing interest and all these ground breaking advances in NER
systems, easy to use production ready models and tools are scarce and it is
one of the major obstacles for clinical NLP researchers to implement the lat-
est algorithms into their workflow and start using immediately. On the other
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hand, NLP tool kits specialized for processing biomedical and clinical text, such
as MetaMap [3] and cTAKES [35] typically do not make use of new research
innovations such as word representations or neural networks discussed above,
hence producing less accurate results [26,44]. In the last year, two new libraries,
Stanza [44] and SciSpacy [26] took the stage to find a solution to the issues
discussed above and released Python-based, de facto language of data science,
production grade libraries. Both libraries offer out of the box clinical and biomed-
ical pretrained NER models utilizing state-of-the-art deep learning frameworks
mentioned above. However, none of these libraries or tools can scale up in clusters
in terms of distributed data processing principles and do not support in-memory
distributed data processing solutions such as Spark.

In this study, we show through extensive experiments that our NER module
in Spark NLP library, one of the most widely used NLP libraries in industry,
exceeds the biomedical NER benchmarks reported by Stanza in 7 out of 8 bench-
mark datasets and in every dataset reported by SciSpacy. Using the modified
version of the well known BiLSTM-CNN-Char NER architecture [7] into Spark
environment, Spark NLP’s NER module can also be extended to other spoken
languages with zero code changes and can scale up in Spark clusters.

The specific novel contributions of this paper are the following:

– Delivering the first production-grade scalable NER model implementation.
– Delivering a state-of-the-art NER model that exceeds the biomedical NER

benchmarks reported by Stanza and SciSpaCy.
– Comparing the effectiveness of domain specific clinical word embeddings with

general purpose GloVe embeddings inside the same NER architecture.
– Explaining the NER model implementation in Spark NLP which is the only

NLP library that can scale up in Spark clusters while supporting popular
programming languages (Python, R, Scala and Java).

The remainder of the paper is organized as follows: Sect. 2 introduces Spark
NLP and explains the NER model framework implemented in Spark NLP.
Section 3 elaborates the implementation details, datasets and settings for our
experiments and presents results for Spark NLP, Stanza and SciSpacy on the
same benchmark datasets. Section 4 concludes this paper by pointing out key
points and future directions.

2 NER Model Implementation in Spark NLP

The deep neural network architecture for NER model in Spark NLP is BiLSTM-
CNN-Char framework, a slightly modified version of the architecture proposed
by Chiu et al. [7]. It is a neural network architecture that automatically detects
word and character-level features using a hybrid bidirectional LSTM and CNN
architecture, eliminating the need for most feature engineering steps.

In the original framework, the CNN extracts a fixed length feature vector
from character-level features. For each word, these vectors are concatenated and
fed to the BLSTM network and then to the output layers. They employed a
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stacked bi-directional recurrent neural network with long short-term memory
units to transform word features into named entity tag scores. The extracted
features of each word are fed into a forward LSTM network and a backward
LSTM network. The output of each network at each time step is decoded by a
linear layer and a log-softmax layer into log-probabilities for each tag category.
These two vectors are then simply added together to produce the final output [7].
The detailed architecture of the proposed framework in the original paper is
illustrated at Fig. 1. In sum, 50-dimensional pretrained word embeddings is used
for word features, 25-dimension character embeddings is used for char features,
and capitalization features (allCaps, upperInitial, lowercase, mixedCaps, noinfo)
are used for case features. They also made use of lexicons as a form of external
knowledge as proposed in [34].

Fig. 1. Overview of the original BiLSTM-CNN-Char architecture [7].

In Spark NLP, we modified this framework as follows:

– [13] compared the performance of LSTM-CRF approach on 33 data sets
covering five different entity classes with that of best-of-class NER tools and
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an entity-agnostic CRF implementation. On average, F1-score of LSTM-CRF
is 5% above that of the baselines, using WikiPubMed-PMC word embeddings.
Using a similar neural network architecture, we trained our own biomedical
word embeddings with skip-gram model on PubMed abstracts and case stud-
ies, as described in [24], for learning distributed representations of words using
contextual information. The trained word embeddings has 200-dimensions
and a vocabulary size of 2.2 million. In order to compare the effectiveness of
this embeddings, we also used 300-dimension pretrained GloVe embeddings
with 6 billion tokens, trained on Wikipedia and Gigaword-5 dataset [29]. Both
embeddings are ported into Spark through an annotator concept specifically
designed for Spark NLP. The average word coverage of our implementation
of domain specific word embeddings (we call it Spark-Biomedical embeddings
in this study) is 99.5% and the coverage of Glove6B embeddings is 96.1% on
the biomedical datasets used in this study (see Table 1).

– Even though better results were reported by [11] through robust lexical fea-
tures, after experimenting with different parameters and components, we
decided to remove lexical features in order to reduce the complexity and
relied on pretrained biomedical embeddings, casing features and char fea-
tures through CNN. As sentences are represented through 2 nested sequences
(words & chars), a CNN is applied in a way that each character is embedded
in a character embedding matrix, of dimension 25. Then, a 1D Convolution
layer processes the sequence of embedded char vectors, followed by a Max-
Pooling operation. This way, each word gets a vector representation. We used
25 filters and kernel size of 3. It is worth to mention that char features are
proved to be highly useful in NER models and had provided a level of immu-
nity to typos and spelling errors.

– We built a modified version of the framework [7] in Tensorflow (TF) and
used LSTMBlockFusedCell. This is an extremely efficient LSTM implemen-
tation based on [43], that uses a single TF operation for the entire LSTM.
Our experiments show that it is both faster and more memory-efficient than
LSTMBlockCell. Then we implemented this framework in Scala using Ten-
sorFlow API. This setup is ported into Spark and let the driver node run the
entire training using all the available cores on the driver node. We also added
CuDA version of each TF component to be able to train our models on GPU
when available.

Due to architectural design choices by Tensorflow implementation in JVM at
the time of writing this paper, distributing the model training over the worker
nodes in the cluster was not viable and effective, and putting the burden of
entire training process on the driver node mandated some limitations in terms
of training speed and computational resources. Nevertheless, being able to get
predictions on scale from voluminous data with state-of-the-art accuracy would
overwhelm the aforementioned disadvantage.
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Table 1. Word embeddings coverage ratios on biomedical datasets. Our domain specific
embeddings have near-perfect word coverages. The average word coverage of our imple-
mentation of domain specific word embeddings (we call it Spark-Biomedical Embed-
dings in this study) is 99.5% and the average word coverage of Glove6B embeddings is
96.1% on the biomedical datasets used in this study)

Dataset Spark-Biomedical Embeddings Spark-Glove6B Embeddings

Training set Test set Training set Test set

NBCI-disease 99.700 99.695 96.703 96.710

BC5CDR 99.171 99.106 96.059 95.795

BC4CHEMD 99.571 99.551 96.409 96.434

Linnaeus 99.162 99.181 96.801 96.867

Species800 99.350 99.345 95.909 96.258

JNLPBA 99.530 99.496 92.566 92.690

AnatEM 99.580 99.623 96.992 96.945

BioNLP-CG 99.859 99.814 97.750 96.663

3 Implementation Details and Experimental Results

In this section, we describe the datasets, evaluation metrics, and provide an
overview of experimental setup.

3.1 Datasets

In this study, we trained individual NER models on 8 publicly available
biomedical NER datasets provided by [40]: AnatEM [32], BC5CDR [20],
BC4CHEMD [17], BioNLP13CG [33], JNLPBA [16], Linnaeus [10], NCBI-
Disease [9] and S800 [27]. These models cover a wide variety of entity types
in domains ranging from anatomical analysis to genetics and cellular biology.
For the sake of brevity, we didn’t include details about the nature of the data
sets and readers can refer to cited papers for more information. We trained sev-
eral other clinical and biomedical NER models in Spark NLP, but we just report
metrics on these 8 biomedical data sets as Stanza and SciSpacy also reported
their benchmarks on these data sets that are freely available without any restric-
tions.

3.2 Overview of Experimental Setup

Biomedical NER datasets provided by [40] are already in BIO and BIOES
schemes for encoding entity annotations as token tags. IOB (or BIO) stands
for Begin, Inside and Outside. Words tagged with O are outside of named enti-
ties and the I-XXX tag is used for words inside a named entity of type XXX.
Whenever two entities of type XXX are immediately next to each other, the
first word of the second entity will be tagged B-XXX to highlight that it starts



Biomedical Named Entity Recognition at Scale 641

another entity. On the other hand, BIOES (also known as BIOLU) is a little bit
sophisticated annotation method that distinguishes between the end of a named
entity and single entities. BIOES stands for Begin, Inside, Outside, End, Single.
In this scheme, for example, a word describing a gene entity is tagged with “B-
Gene” if it is at the beginning of the entity, “I-Gene” if it is in the middle of the
entity, and “E-Gene” if it is at the end of the entity. Single-word gene entities
are tagged with “S-Gene”. All other words not describing entities of interest are
tagged as ‘O’.

BIOES scheme was also used in the original implementation of our
NER architecture and considerable performance improvements over BIO are
reported [7]. [34] also showed that the minimal BIO scheme was more difficult
to learn than the BIOES scheme, which explicitly marks boundary tokens. How-
ever, we experienced various performance issues when we used BIOES schema
(converging very fast in the early epochs but then fail to generalize further and
stuck at local minima), and then decided to use BIO scheme.

In terms of hyperparameter tuning, we run experiments by tuning the hyper-
paramaters with the following parameter ranges through Random Search [6] and
found out that the following parameters would produce the best results (figures
within the parenthesis represent the parameter ranges tested):

– LSTM state size: 200 (200, 250)
– Dropout rate: 0.5 (0.3, 0.7)
– Batch size: 8 (4, 256)
– Learning rate: 0.001 (0.01, 0.0003)
– Epoch: 10–15 (10, 100)
– Optimizer: Adam
– Learning rate decay coefficient (po) (real learning rate = lr/(1 + po *
epoch) (36): 0.005 (0.001, 0.01))

3.3 Experiment Results

We run our experiments on Colab1 server provided by Google (2vCPU @
2.2 GHz, 13 GB RAM) and used Apache Spark in local mode (no cluster). We
present our results at Table 2 and Fig. 2. As the only NLP library that scales
up for training and inference in any Spark cluster, Spark NLP NER architec-
ture obtains new state-of-the-art results on seven public biomedical benchmarks
without using heavy contextual embeddings like BERT. This includes improv-
ing BC4CHEMD to 93.72% (4.1% gain), Species800 to 80.91% (4.6% gain),
and JNLPBA to 81.29% (5.2% gain). Given that Stanza already claims that its
NER performance is on par with or superior to the strong performance achieved
by BioBERT, our proposed NER model can get better results despite using
considerably more compact model. Moreover, this model is available within a
production-grade code base as part of the open-source Spark NLP library and
a new NER model can be trained with a single line of code as presented in
Appendix A.
1 https://colab.research.google.com/.

https://colab.research.google.com/
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Table 2. NER performance across different datasets in the biomedical domain. All
scores reported are micro-averaged test F1 excluding O’s. Stanza results are from the
paper reported in [44], SciSpaCy results are from the scispacy-medium models reported
in [26]. The official training and validation sets are merged and used for training and
then the models are evaluated on the original test sets. For reproducibility purposes,
we use the preprocessed versions of these datasets provided by [40] and also used by
Stanza. Spark-x prefix in the table indicates our implementation. Bold scores represent
the best scores in the respective row.

Dataset Entities Spark - Biomedical Spark - GloVe 6B Stanza SciSpacy

NBCI-disease Disease 89.13 87.19 87.49 81.65

BC5CDR Chemical, disease 89.73 88.32 88.08 83.92

BC4CHEMD Chemical 93.72 92.32 89.65 84.55

Linnaeus Species 86.26 85.51 88.27 81.74

Species800 Species 80.91 79.22 76.35 74.06

JNLPBA 5 types in cellular 81.29 79.78 76.09 73.21

AnatEM Anatomy 89.13 87.74 88.18 84.14

BioNLP13-CG 16 types in cancer genetics 85.58 84.3 84.34 77.6

Fig. 2. NER performance across different biomedical benchmark datasets. Our imple-
mentation of NER model with domain specific embeddings exceeds Stanza in 7 out of
8 datasets and exceeds SciSpacy in all the benchmarks. The same implementation with
general purpose GloVe embeddings is also better than SciSpacy in every dataset and
exceeds Stanza in 4 out of 8 datasets.

As you can see on the leaderboard given at Table 3, our NER model with
pretrained biomedical embeddings produces better results than Stanza in 7 out
of 8 biomedical datasets and exceeds SciSpacy in all the benchmarks. It is also
surprising to see that our NER model with GloVe6B embeddings, despite being a
general purpose embeddings, can also exceed Stanza’s (also using domain specific
embeddings, CharLM - character-level language model [1]) benchmarks in half
of the benchmarks and again exceeds SciSpacy in all the benchmarks.



Biomedical Named Entity Recognition at Scale 643

Table 3. Biomedical NER benchmarks leaderboard. Spark-x prefix indicates our imple-
mentation.

Dataset Best 2nd best 3rd best

Model Score Model Score Model Score

NBCI-disease Spark-Biomedical 89.13 Stanza 87.49 Spark-GloVe6B 87.19

BC5CDR Spark-Biomedical 89.73 Spark-GloVe6B 88.32 Stanza 88.08

BC4CHEMD Spark-Biomedical 93.72 Spark-GloVe6B 92.32 Stanza 89.65

Linnaeus Stanza 88.27 Spark-Biomedical 86.26 Spark-GloVe6B 85.51

Species800 Spark-Biomedical 81.29 Spark-GloVe6B 79.78 Stanza 76.09

AnatEM Spark-Biomedical 89.13 Stanza 88.18 Spark-GloVe6B 87.74

BioNLP-CG Spark-Biomedical 85.58 Stanza 84.34 Spark-GloVe6B 84.3

4 Conclusion

Despite the growing interest and ground breaking advances in NLP research
and NER systems, easy to use production ready models and tools are scarce
in Biomedical domain and it is one of the major obstacles for clinical NLP
researchers to implement the latest algorithms into their workflow and start
using immediately.

In this study, we show through extensive experiments that NER module
in Spark NLP library, one of the most widely used NLP libraries in indus-
try, exceeds the biomedical NER benchmarks reported by Stanza in 7 out of
8 benchmark datasets and in every dataset reported by SciSpacy without using
heavy contextual embeddings like BERT. Using the modified version of the well
known BiLSTM-CNN-Char NER architecture [7] into Spark environment, we
also presented that even with a general purpose GloVe embeddings (GloVe6B)
and with no lexical features, we were able to achieve state-of-the-art results
in biomedical domain and produces better results than Stanza in 4 out of 8
benchmark datasets. Given that Stanza also uses domain specific clinical embed-
dings, exceeding its benchmarks with general purpose embeddings is also another
important observation.

Spark NLP’s NER module can also be extended to other spoken languages
with zero code changes and can scale up in Spark clusters. In addition, this
model is available within a production-grade code base as part of the Spark
NLP library; can scale up for training and inference in any Spark cluster; has
GPU support and libraries for popular programming languages such as Python,
R, Scala and Java; and is already extended to support other human languages
with no code changes.
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A Appendices

from pyspark.ml import Pipeline
import sparknlp
from sparknlp.training import CoNLL
from sparknlp.annotator import *

spark = sparknlp.start()

training_data = CoNLL().readDataset(spark, ’BC5CDR_train.conll’)

word_embedder = WordEmbeddings.pretrained(’wikiner_6B_300’, ’xx’
) \

.setInputCols(["sentence",’token’])\

.setOutputCol("embeddings")

nerTagger = NerDLApproach()\
.setInputCols(["sentence", "token", "embeddings"])\
.setLabelColumn("label")\
.setOutputCol("ner")\
.setMaxEpochs(10)\
.setDropout(0.5)\
.setLr(0.001)\
.setPo(0.005)\
.setBatchSize(8)\
.setValidationSplit(0.2)\

pipeline = Pipeline(
stages = [
word_embedder,
nerTagger

])

ner_model = pipeline.fit(training_data)
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Abstract. We present in this paper a fast and efficient multi-task fully
convolutional neural network (FCNN). The proposed architecture uses
a multi-resolution Pyramid of Densely connected Dilated Convolution
(PyraD-DCNN). Our design also implements optimized convolutional
building blocks that enable large dimensional representation with a low
computational cost. Besides its ability to perform semantic image seg-
mentation by itself as an auto-encoder, it may also be coupled with a
signal encoder to build an end-to-end signal-to-sequence system without
the help of recurrent layers (RNN). In the current work, we present the
PyraD-DCNN through an application on Optical Character Recognition
task and how it holds the comparison with Bidirectional Long Short-
Term Memory (BLSTM) RNN. The pyramid-like structure using dilated
kernels provides short and long term context management without recur-
rence. Thus we managed to improve inference time on CPU up to three
times faster on our own datasets compared to a classical CNN-LSTM,
with slight accuracy improvements in addition to faster training cycles
(up to 24 times faster). Furthermore, the lightness of this structure makes
it naturally adapted to mobile applications without any accuracy loss.

Keywords: OCR · FCNN · Dilated convolutions · Multi-resolution
pyramid · RNN · Deep learning

1 Introduction

Offline text recognition consists in transcribing printed or handwritten text lines
into a string. It is a challenging task due to the high variability of writing
styles and backgrounds. The systems that provide state-of-the-art performance
on those tasks are usually hybrid neural networks built as a stack of two sys-
tems: an optical features extractor, based on convolutional layers (CNN), and a
sequence modelling part, based on recurrent neural networks (RNN) that pro-
duces a sequence of characters probabilities, interpreted by a Connectionist Tem-
poral Classification heuristic [10]. Grounded on the analogy between the time
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axis and the reading axis of text lines, the RNN models have led to great accuracy
improvements [11,12] with the trade-off that they are not easily parallelizable.

In order to design OCR models for embedded systems, such as smartphones,
neural networks need to be minimized in terms of weights and computational
cost. For this specific context, traditional CNN-BLSTM seems inappropriate as
each BLSTM neuron has the same cost as 4 dense neurons and the recurrence
means sequential computing through the text-line axis. These constraints have
consequently motivated research to get rid of RNN by replacing them with CNN.

A simple straight CNN could be a trivial solution to get rid of recurrence
layers to manage short strings of characters as a multi-class classification prob-
lem. A first approach consists in providing the network with as many outputs as
the longest string it may encounter [9]. While providing a straight and efficient
way to build OCR system, it does not scale well to larger contexts as it requires
to train specific weights for each output. A generalization of this approach con-
sists in building a CNN with variable length outputs through a sliding shared
output layer. Given an estimated or known number of characters to recognize,
the system squeeze the input image so that the reduction operators in the OCR
produce the expected number of outputs [16,18]. The downside of this solution
is its need to build a second system: the estimator of the sequence length.

Gated Convolutional Neural Networks (GCNN) based models [2] replicate
the attention mechanism observed in LSTMs [3]. Attention heat-maps are gen-
erated through convolutions and help the network to focus on the right features
at the right moment. The GCNN has shown good ability to provide the atten-
tion mechanism when used in the optical features extraction part, but failed to
convince when implemented without any RNN layers as output layers[6].

On the other hand, Recurrent Convolutional Neural Networks (RCNN)
implement a recurrence mechanism by sharing weights among a batch of stacked
convolutional layers, thus these convolutional layers get their own outputs as
inputs. The recurrence depth is consequently limited by the depth of the network
itself instead of the input length. Such convolutional layers are called Recurrent
Convolution Layers (RCL)[14].

Mixed together, GCNN and RCNN give the GRCNN [19]. The attention
modelling provided by GCNN allows a more intelligent management of recursive
connections in the RCL by filtering non pertinent contextual features. It has
been designed as an analogue to the Gated Recurrent Units (GRU) which are
themselves a simplification of the LSTM layers. Unfortunately, the GRCNN
presented by Wang and Hu [19] still use BLSTM layers for sequence modelling
and so convey the same disadvantages.

Breaking with the aforementioned designs, our model implements a Pyramid
of Densely connected Dilated Convolutional Neural Network (PyraD-DCNN) as
the sequence modeller instead of recurrent layers. This design aims to replicate
the ability of LSTM layers to manage long and short term spatial dependencies
while minimizing the footprint of the sequence modeling. An ablation study is
conducted to validate our design choices compared a similar shaped CNN-LSTM
as a benchmark. It has been shown that: a) dilated convolutions provide long
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term dependencies, demonstrated empirically by large accuracy improvements;
b) skip connections are required to train an architecture this deep and perform
better than residual connections; c) combining a downscale and an upscale cas-
cade of dilated convolutions performs better than any other combination.

The paper is organized as follows. In Sect. 2 we present related works from
other fields that mostly inspired this work. Section 3 details the main architec-
tural principles that guided the design of the PyraD-DCNN and its full speci-
fication. Section 4 exposes the experiments held to validate our design choices,
and Sect. 5 compiles the results. Finally, Sect. 6 concludes this paper.

2 Related Work

Optical Character Recognition (OCR) of text lines is the task of transcribing an
input image into a string of characters. It is at the crossroad between pure 2D
signal processing such as image semantic segmentation, and sequence processing
such as language modelisation. Recent works in both fields shared a common
denominator: the use of dilated convolution neural networks (DCNN).

Semantic image segmentation consists in labelling images at the pixel level, it
requires large contextual information and precise generative layers to precisely
identify objects in natural scenes. It is in this context that DCNN have been
first introduced as a mean to expand observational windows on the convolutions
while keeping a high resolution on the processed features [20]. Its high versatility
allowed it to be used in broader applications and with wide variations such as:
the aggregated multicolumn DCNN in [7] for counting objects in real scenes,
where convolutions with various dilation factor are stacked in parallel branches
to analyze the features on multiple scales at once; the 3D Dilated Multi Fiber
Network for real-time brain tumor segmentation [5], it takes the same approach
of parallelization on two levels: the 3D dilated convolutions are mounted in
parallel in blocks which are nested in parallel “fibers”; or more closely to the
OCR field of research, the text detection system in [17] where a stack of dilated
convolutions provides a precise heatmap of handwritten text line locations in a
scanned document.

In Sequence Processing, DCNN have also been widely used, as for modelling
DNA sequence in [13], here convolutions are applied on the sequence axis, which
make them be 1D-DCNN layers. As well as for text classification in [15], dilated
convolutions has shown good ability to manage very large sequences. To further
demonstrate its effectiveness, a generic evaluation of DCNN for sequence mod-
elling is proposed in [1], they propose a residual dilated convolution block for
time series management and evaluate it on a large range of tasks with success.

Inspired by both fields we also found great insights in [8] on how to properly
manage dilated networks to build a coherent multiresolution approach. Their
work on cellular automaton demonstrated the need of progressive merge lay-
ers when building a pyramid of dilated networks to avoid non-desired artifacts
produced by the inherent dilations subsampling.

Finally, a similar approach to ours but in Voice Activity Detection [4] uses
Gated Residual Dilated Convolutions instead of our Densely connected Dilated
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Convolutions or in the self-supervised dense DCNN for image despeckling in [21],
which follows a very similar design. The main difference relies on the use of skip
connections and bottlenecks layers, there they are used to reconstruct a signif-
icant depth of abstractions from reduced inputs, whereas here the bottlenecks
are used to reduce the outputs of the densely connected stack of DCNN.

3 PyraD-DCNN Model

3.1 Design Principles

Dilated Convolutions. Sequence modeling is generally processed with the
use of LSTM recurrent networks. Such artificial networks provide Long and
Short Term context management through recurrent connections and memory
gates, see Fig. 1a. On the other hand, convolutions naturally work with forward
and backward context but are limited by the size of their kernels (also called
vanilla convolutional layers) (Fig. 1b). The introduction of dilated kernels in
convolutional layers (also called atrous convolutions) allowed processing of very
large windows with relatively shallow stacks of convolutional layers (Fig. 1c).

Fig. 1. A graphical comparison of BLSTM, CNN an DCNN fieldviews’ width.

The receptive field of dilated 1D-convolution stack can be computed by:

R = 1 +
n∑

i=0

(ki − 1) ∗ di
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with n the number of layers, di and ki respectively the dilation factor and the
width of the kernel applied at the ith layer. It is easily generalizable to 2D or 3D
kernels by elevating the result R to its square R2 or cube R3. In our case, the
kernel is 1D of width 3, which gives the simplified formula of:

R′ = 1 + 2 ∗
n∑

i=0

di

Multi-Resolution Pyramid with Dilated Networks. A dilated kernel is
equivalent to a vanilla kernel enlarged with 0-value spacing between the weights.
It can also be seen as the application of dense convolutional kernels on every
subset of features that a pooling operator would give from a feature map when
sliding the starting point, the different colored nodes highlight this effect in Fig. 2.
Hence, the neighbouring outputs of a dilated networks are decorrelated as they
are produced from different sets of pooled features. This particular aspect has
been demonstrated to produce non-desired artifacts and has been solved with
the use of fusion layers [8].

Fig. 2. Sub-networks in a multi-resolution pyramid

Similarly to [8], we designed our multi-resolution pyramid of dilated convolu-
tions to be symmetrical. Thus we stack dilated convolutions in increasing order
of dilation (1-2-4), then in decreasing order (4-2-1) for them to operate smooth
fusion of the highly dilated features produced in the first half. We expect this
design to help produce accurate and robust features by making the best use of
the DCNN.

Skip Connections. Skip connections consist in forwarding the concatenation
of the input and the output of a layer, see Fig. 3. It allows the following layers to
work with both features which represent different level of abstraction or different
widths of visual field. Such networks are said to be densely connected.
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Without skip connections our pyramid of dilated convolutions is forced to
manage larger and larger observational windows. On the other hand making
the pyramid densely connected allows it to compose features using the different
upstream steps of dilation. We hypothesize that it helps to manage both short
and long term dependencies, the core ability of LSTM-RNN.

Bottlenecks. The counterpart of using skip connections is that it incremen-
tally increases the number of channels as we stack skipped layers of artificial
neurons. The growing number of features may cause the network to require an
unaffordable number of weights. To address this matter, dilated convolutions
blocks are built as follows: a) a 1 × 1 convolutional layer (Pointwise) operates
as a bottleneck on the input features by reducing the number of channels to
a fixed number, the conv depth; b) a 1 × 3 dilated channelwise convolutional
that produces the spatial analysis of the signal, here a row; c) a ReLU layer as
activation; and d) a dropout layer. Figure 3 presents the Dilated Convolutional
Block (DCB).

Fig. 3. A skipped optimized Dilated Convolution Block with dilation i (DCB-i)

To furtherly limit the channels expansion, bottlenecks are also introduced in
the middle and at the end of the multi-resolution pyramid. These layers compress
the features down to a fixed number of channels, the feature depth.

3.2 Overall Architecture

This section details the overall architecture of the PyraD-DCNN, which is com-
posed of: 1) an Optical Feature Extractor that produces a vector of features
out of two-dimensional image; 2) a Sequence Modeller network that transcribes
optical features into character probabilities; and 3) a Connectionist Temporal
Classifier for character alignment.

Optical Feature Extractor. Two Vanilla convolution layers are used with
3 × 3 kernels, each followed by a MaxPooling layer of kernel and stride 2 × 2 to
reduce height and width dimensions by a factor of 4. LReLU activation with an
alpha parameter set to 0.3, batch normalization and dropout are also applied at
the output of each convolution. The dropout rate has been searched empirically
to give best accuracy with the proposed PyraD-DCNN architecture. Finally,
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the features are reshaped so that height dimensions are merged into channels
dimension which are then reduced to match the feature depth using a Bottleneck
layer, see Sect. 3.1 (Table 1).

Table 1. Details of the optical feature extractor

Layer Hyper-parameter

Convolution 3 × 3 channels = 32

MaxPool 2 × 2

LReLU alpha = 0.3

DropOut probability = 0.05

BatchNorm

Convolution 3 × 3 channels = 64

MaxPool 2 × 2

LReLU alpha = 0.3

DropOut probability = 0.05

BatchNorm

Reshape merge channels with height

Bottleneck Convolution 1 × 1 channels = feature depth

ReLU

PyraD-DCNN Sequence Modeler. Following our design principles, the
multi-resolution pyramid is built symmetrically using three dilation stages with
two Dilated Convolution Blocks (DCB-i, see Fig. 1c) at each. Thus, the receptive
field at the end of the pyramid covers up to 57 optical features, which, as the
OFE reduces input dimensions by a factor of 4, gives an observational window
over 200 pixels wide. This may represent up to 25 characters in our datasets.
The full architecture of the PyraD-DCNN module is observable in Fig. 5.

CTC. As the last layer, a Connectionist Temporal Classification (CTC) method
is used to interpret the output per-frame predictions and compute a loss that
bridges the spatially aligned prediction to its dense label sequence.

4 Experiments

4.1 Data

Text field images from various European identity documents are extracted to
compose two data-sets, Small-ID and Big-ID. Six main categories of fields are
considered: dates (in the DD MM YYYY format), document numbers (composed



654 J. Jouanne et al.

of letters and digits mixed together), names (usually in capital characters with
diacritics), genders (single letter F or M), nationalities (a 2 or 3 letter code) and
addresses (a mix of digits, letters and punctuation), see Fig. 4. Each data-set
is split as follows: 60% for training, 20% for validation and the last 20% for
evaluation. No data augmentation has been used in this work.

Fig. 4. Examples of challenging text sequences found in the dataset

Both perfect match rate (accuracy) and character error rate (CER) are con-
sidered. The trained model from the training epoch that produces the best accu-
racy on the validation set is kept and then evaluated on the test set.

A Small Data Set (Small-ID) is created from Portuguese and Spanish docu-
ments. Eight accented letters and four punctuation characters are considered, for
a total of fifty classes including digits and blank space. Totaling 40 000 samples,
this data-set is a good candidate for rapid comparison of various architectures
as it is easy to fit and fast to train.

A Big Data Set (Big-ID) is composed of 600,000 images of text fields from
Belgium, French, German, Polish, Portuguese, Romanian and Spanish docu-
ments. It is used for advanced comparison of the PyraD-DCNN against its bench-
mark competitors. It has 115 different characters to classify and a much larger
variability in field formats, fonts and backgrounds.

4.2 Implementation Details

The architecture described in Sect. 3.2 is used. The input images are gray-scale,
resized to 32 pixels in height, and padded to 800 pixels in width. The output
features have 144 frames with depth related to the dataset characters dictionary.
The batch size is set to 16 and the training is stopped at the 50th epoch. At
each epoch the network is tested against the validation set, the best of them in
term of accuracy is then evaluated on a test set to get the final scores.

Dropout in the Optical Feature Extractor is set to 0.5 and in the Sequence
Modeler to 0.2. We use the SGD algorithm to regress the loss. Learning rate
evolves between a minimum value of 0.0001 and a maximum of 0.01 using a
periodic triangular profile.
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4.3 Ablation Study

To validate the design choices of our PyraD-DCNN we explore different families
of derived architectures for the sequence modeling part. All of them share the
same Optical Feature Extractor (OFE, Sect. 3.2) and have the same output
layer, the stepwise dense layer, that provides output character probabilities. The
different architectures of sequence modeler are represented in Fig. 5 and 6.

Benchmark is provided by a BLSTM network using a stack of two BLSTM
layers with 128 neurons each way to provide Sequence Modeling.

Pyramid Height is chosen through comparison to shallower and deeper net-
works. The ShallowPyraD-DCNN implements dilated convolutions up to a factor
of 2 while the DeepPyraD-DCNN increases dilation to 8.

Variable Dilation Factor in convolutions is tested against a flat model that
only has standard convolutional kernels (1-Flat-DCNN), another flat model with
dilated convolutions by a factor of 2 (2-Flat-DCNN), and one last model with
dilated factor of 4 (4-Flat-DCNN), as shown in Fig. 5. All of these models have
exactly the same number of weights as our PyraD-DCNN and the same bottle-
neck pointwise convolutions.

Up-Down Architecture of the stacked dilated convolutions is compared to dif-
ferent approaches: a) a simple up-way stack of dilated convolutions (Up-DCNN);
b) its inverse, a down-way pyramid (Down-DCNN); c) a doubled up-way stack of
dilated convolutions with a bottleneck in between (UpUp-DCNN); d) again the
reverse is also evaluated (DownDown-DCNN); e) and finally a reverse pyramid
of stacked dilated convolutions (DownUp-DCNN) is also considered.

Bottleneck Pointwise Convolutions’ positions and amounts are validated
against three PyraD-DCNN derived models: a) one with none of them (Free
PyraD-DCNN); b) another one with a bottleneck after each pair of convolutional
blocks that share the same dilation factor (Block PyraD-DCNN); c) and one with
a bottleneck after each skip connections (Full PyraD-DCNN). All the introduced
bottlenecks squeeze the features to the same number of channels.

Skip connections in the PyraD-DCNN are compared to a straight stack of
dilated convolutions (Straight-DCNN) and an equivalent network using residual
connections (PyraR-DCNN). Both of these last two networks do not implement
bottleneck pointwise convolutions, as they are not required to avoid channels’
depth over-growth.

5 Results

5.1 Experiment on Small-ID

In Sect. 4.3 we proposed evaluating a set of different networks to validate our
design choices. They all have been evaluated on the Small-ID dataset with a lim-
ited number of neurons. The feature depth is set to 64 and the channels depth
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Fig. 5. Architectures of the different PyraD-DCNN based sequence modellers

Fig. 6. Architectures of PyraR-DCNN and the Pyra-DCNN sequence modellers.
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to 32. With 50 different characters to learn, the networks have to deal with
low representativeness margins. In these conditions, the differences between the
models are accentuated.

The results obtained on SmallID shown in Table 2 lead to several observa-
tions:

1. training time is greatly reduced on GPU using fully convolutional networks
such as the PyraD-DCNN compared to classical BLSTM-RNN;

2. PyraD-DCNN achieves competitive scores on accuracy and CER while divid-
ing inference time by three on CPU;

3. dilation depth, from the Shallow to the Deep PyraD-DCNN has a positive
impact on the results but increases the number of weights and, slightly, the
computation cost;

4. Flat designs, especially with dilated kernels (2-Flat-DCNN and 4-Flat-
DCNN), failed to reach good performance which confirms the need to use
different levels of dilation;

5. the use of skip or residual connections is confirmed to be an improvement
above standard Pyra-DCNN ;

6. while UpUp and DownDown DCNN seem to be possible alternatives to
PyraD-DCNN, the Down-Up failed to achieve good performances.

This first experiment has shown that the use of densely connected dilated
convolutional layers is competitive in terms of training and inference time com-
pared to RNN while maintaining comparable accuracy on the OCR task. Still,
the legitimity of the PyraD-DCNN specifically is not fully established, which is
why we proceeded to another experiment on a larger dataset: the Big-ID.

5.2 Experiment on Big-ID

For the Big-ID experiment, features depth and channels depth have been dou-
bled up to 128 and 64 respectively, as this task is expected to be harder (the
networks now have to learn 115 characters). Furthermore, with 15 times more
samples the models have much more time to converge. This tougher task has
been chosen to break the tie between the best candidates given by Small-ID.

This time the training of the BLSTM network has been early-stopped due
to over-time. The results given in Table 3 show that: 1) on large datasets the
training time of BLSTM-RNN is prohibitive compared to FCNN; 2) enlarging
the network to enable more complex tasks had a lower impact on CPU inference
time for the DCNN networks than for the RNN; and 3) the Up-Down design of
the PyraD-DCNN is superior to others excepted the UpUp and DownDown.

5.3 Discussion

While Up-Down design of the PyraD-DCNN has not been proved to be obviously
superior to others approaches such as Up-Up architecture, it has the benefit to
be closely related to auto-encoder like the U-Net, where the symmetry between
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Table 2. Results of experiment on Small-ID

Model Accuracy
(%)

CER Inference
time on CPU
(in ms/U)

Number of
weights
(×1000)

Training
time on
GPU

PyraD-DCNN 97.3 0.39 11 144 41min

LSTM-64 97.4 0.36 30 120 16 h

Deep PyraD-DCNN 97.6 0.36 12 187 46 min

Shallow PyraD-DCNN 97.0 0.44 11 109 38 min

PyraR-DCNN 97.1 0.43 11 106 48 min

Pyra-DCNN 92.0 1,11 11 106 1 hour

1-Flat-DCNN 97.0 0.44 11 144 55 min

2-Flat-DCNN 96.4 0.55 11 144 36 min

4-Flat-DCNN 94.2 0.64 11 144 35 min

Free PyraD-DCNN 97.0 0.42 11 177 42 min

Block PyraD-DCNN 97.3 0.39 11 136 43 min

Full PyraD-DCNN 97.0 0.41 12 154 46 min

Reverse PyraD-DCNN 96.7 0.45 11 144 42 min

Up-DCNN 96.8 0.46 11 99 33 min

UpUp-DCNN 97.2 0.41 11 144 42 min

Down-DCNN 96.8 0.46 11 99 33 min

DownDown-DCNN 97.5 0.36 11 144 42 min

Table 3. Results of experiment on Big-ID. *The BLSTM network has been stopped
after 10 epochs and 50 h of training.

Model Accuracy
(%)

CER Inference time
(in ms on
CPU)

Number
of weights
(×1000)

Training
time on GPU

PyraD-DCNN 94.65 0.81 13 454 13 h 20

LSTM-128 94.20 0.84 44 360 50 h*

Deep PyraD-DCNN 94.99 0.74 14 627 14 h 50 m

Shallow PyraD-DCNN 93.97 0.91 12 109 12 h 10 m

PyraR-DCNN 92.83 1.11 13 300 16 h 20 m

1-Flat-DCNN 93.68.0 0.97 13 454 20 h 30 m

Block PyraD-DCNN 93.82 0.95 12 421 13 h 30 m

UpUp-DCNN 94.51 0.82 13 454 13 h 40 m

DownDown-DCNN 94.37 0.85 13 454 13 h 20 m
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down-sampling and up-sampling is one of the core design principles. Thus, this
network is also compatible with other tasks such as described in Sect. 2 using
1D to 3D dilated convolutional layers.

To give an example we conducted an experiment on document localization
using a PyraD-DCNN with 2D kernels. It is trained to locate the borders of a
document as well as inner segments that should help identifying vanishing points
and out of field borders. Has shown on Fig. 7 the network achieves to produce
quite good but perfectible results on the task, which tends to support that our
design is effectively an auto-encoder that can be used as a sequence modeller.

Fig. 7. Examples of results obtained on document localization using a PyraD- DCNN

6 Conclusion

In this paper, we have shown that using a dilated convolutions based auto-
encoder network: the PyraD-DCNN, it is possible to replace traditional BLSTM-
RNN layers in some OCR systems. The proposed architecture is easy to tune by
expanding the layers width or adding dilation steps thus making it a versatile
network. Using only convolutional layers allows for much shorter training time to
get to comparable, if not better, results than with RNN. Furthermore, it is also
lightweight and more computational efficient on CPU which opens opportunities
for mobile applications. Finally, we can notice that the network can be applied to
a wide range of fields using 2D or even 3D kernels such as for end-to-end scene
text detection and recognition, sound processing or video processing. Future
works may be focused on evaluating the PyraD-DCNN design on public datasets
such as RIMES or IAM datasets for handwritten text recognition to settle a
stronger benchmark.
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Abstract. While deep neural networks (DNNs) have proven to be effi-
cient for numerous tasks, they come at a high memory and computation
cost, thus making them impractical on resource-limited devices. How-
ever, these networks are known to contain a large number of parameters.
Recent research has shown that their structure can be more compact
without compromising their performance.

In this paper, we present a sparsity-inducing regularization term based
on the ratio l1/l2 pseudo-norm defined on the filter coefficients. By defin-
ing this pseudo-norm appropriately for the different filter kernels, and
removing irrelevant filters, the number of kernels in each layer can be
drastically reduced leading to very compact Deep Convolutional Neural
Networks (DCNN) structures. Unlike numerous existing methods, our
approach does not require an iterative retraining process and, using this
regularization term, directly produces a sparse model during the training
process. Furthermore, our approach is also much easier and simpler to
implement than existing methods. Experimental results on MNIST and
CIFAR-10 show that our approach significantly reduces the number of
filters of classical models such as LeNet and VGG while reaching the
same or even better accuracy than the baseline models. Moreover, the
trade-off between the sparsity and the accuracy is compared to other loss
regularization terms based on the l1 or l2 norm as well as the SSL [1],
NISP [2] and GAL [3] methods and shows that our approach is outper-
forming them.

Keywords: Deep learning · Compression · Neural networks ·
Architecture

1 Introduction

Since the advent of Deep Neural Networks (DNNs) and especially Deep Con-
volutional Neural Networks (DCNNs) and their massively parallelized imple-
mentations [4,5], deep learning based methods have achieved state-of-the-art
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performance in numerous visual tasks such as face recognition, semantic seg-
mentation, object classification and detection, etc. [4,6–9]. Accompanied with
the high performance, also high computation capabilities and large memory
resources are needed as these models usually contain millions of parameters.
These issues prevent them from running on resource-limited devices such as
smartphones or embedded devices. Network compression is a common approach
in this context, i.e. to reduce the inherent redundancy in the parameters and
thus in the computation.

Numerous methods have been developed to obtain compact DNNs. Since a
large number of these networks are built upon convolutional layers and since
the convolution operations are the most computationally demanding, we are
focusing on the reduction of these layers. A simple reduction strategy consists
in removing non-relevant filters using pruning methods. For example, Li et al.
[10] proposed to remove filters that are identified as having a small effect on the
output accuracy. Another approach by Luo et al. [11] is evaluating information
at the filter level using statistical and optimization methods.

Our approach is motivated and inspired by (1) previous works demonstrating
the redundancy among the weights of a DCNN [12]; (2) numerous sparsity meth-
ods proposed in the literature [13] and (3) the fact that these sparsity methods
have rarely been used to remove unimportant weights during training [1]. We
therefore propose a new strategy, based on l1/l2-norm, to obtain a subset of
kernels with all weights equal to zero (such as that the associated filters can be
removed). The main idea is to express the filter reduction problem by introduc-
ing sparsity on a set of pseudo-norms computed on each kernel but not directly
on the kernels actual values. Figure 1 illustrates the general idea of our method.
Each kernel of the network is transformed to a single value using a pseudo-norm.
All these values are concatenated into a global vector (its size being the number
of filters) called kernel norm vector. Our global kernel-sparsity is defined by the
sparsity on this vector and is estimated by a l1/l2-norm ratio. Since a kernel
with all weights equal to zero produces a pseudo-norm of zero, the number of
filters can be reduced by enforcing sparsity on the kernel norm vector. In this
paper, we propose the l1/l2-norm for two reasons: (1) the so-called l1/l2-norm is
a simple group norm to implement and (2) the use of the l1-norm can increase
the performance, interpretability and sparsity of a model [14–16] combined with
the l2-norm allows to converge to stable solution and maintain sparsity at a good
level.

We propose a l1/l2-norm computed on the global vector (vector of kernel
pseudo-norms) such that adding this sparsity term to minimize to the global
loss will reduce the number of (non-zero) filters of a DCNN. Compared to other
approaches, our method presents several advantages:

1. All steps are done during training, i.e. no additional fine-tuning operations
are needed.

2. Our method being based on simple l1 and l2 norms, is straightforward to
implement and compute compared to other methods that remove weights
during training.
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Fig. 1. Visual representation of our method and the computation of the kernel norm
vector using a pseudo-norm.

3. As we are keeping track of the evolution of the network at every step during
training, it is possible to choose the best model based on a trade-off between
compression and accuracy.

In the following, we will first present existing work related to network pruning
and weight sparsity, in Sect. 2. In Sect. 3, we describe our l1/l2 pseudo-norm
method. Finally, in Sect. 4, we show experimental results of our method with
LeNet and VGG network architectures trained on the MNIST and CIFAR-10
datasets. We demonstrate that our method is able to significantly improve the
sparsity among convolutional layers in these DCNNs without significant drops
in accuracy.

2 Related Work

Many studies have been done on DNN compression. Knowledge distillation
[17,18] tackles the problem of transferring the encoded information from a big-
ger model into a smaller one. Lowering numerical precision is also an extensive
field [19–21]. Many works, are focused on designing compressed and optimal
models architectures. SqueezeNet [22] and MobileNets [23] both propose struc-
tures of convolutional layers to improve memory and computation time. Some
Neural Architecture Search (NAS) [24–26] methods use reinforcement learning
and genetic algorithms to search the best possible networks designs for a given
task. Depending on the size of the search space, finding an optimized model with
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these methods can be enormously time-consuming. However, the most promis-
ing approaches try to reduce the model redundancy and among them: parame-
ter quantization [27,28] and network pruning [10,11,29–31]. Our method can be
classified in this last category.

2.1 Network Pruning

Pruning methods are aiming to remove unimportant parameters of a neural net-
work. Han et al. [27,29] proposed to prune parameters of AlexNet and VGG with
connection pruning by setting a threshold and removing any parameters under
it. As opposed to our method, most of the reduction is done on fully connected
layers and not on convolutional layers. However, compression of convolutional
layers is essential nowadays as new DNNs are mostly DCNNs with fewer fully
connected layers e.g., only 3.99% parameters of Resnet [9]. Closer to our app-
roach, structured pruning methods are removing directly structured parts e.g.,
kernels or layers, to compress CNNs. Li et al. [10] used l1-norm to remove filters.
He et al. [32] used a LASSO regression based channel selection to prune filters.
Channel pruning methods are preferred on widely-used DCNNs. For example,
the selection of unimportant feature maps can be done using l1-regularization
[33].

These past few years, numerous networks compression algorithms using prun-
ing methods and achieving state-of-the-art results have emerged. Yu et al. [2]
proposed a neurons importance score propagation (NISP) method based on the
response of the final layers to evaluate the pruning impact of the prior layers.
Zhuang et al. [34] developed discrimination-aware losses in order to determine
the most useful channels in intermediate layers. Some methods such as Filter
Pruning Via Geometric Median (FPGM) [35] are not focused on pruning filters
with less importance but only by evaluating their redundancy. Similarly, Lin
et al. [3] tackled the problem of redundant structures by proposing a generative
adversarial learning method (GAL) (not only to remove filters, but also branches
and blocks).

Still, standard pruning methods usually construct non structured and irreg-
ular connectivity in a network, leading to irregular memory access. In most
of these approaches, the DNN is trained first. Then each parameter is evalu-
ated to understand if it brings information to the network. If not, the param-
eter is removed. Therefore, a fine-tuning needs to be performed afterwards to
restore the model accuracy. These steps take time. Most of them are done offline
and need costly reiterations of decomposing and fine-tuning to find an optimal
weight approximation maintaining high accuracy and high compression rate.
Unlike these methods, our approach is able to directly increase the sparsity of
the network during training, identifying which kernels to prune without any
considerable extra computational overhead.
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2.2 Weight Sparsity

An important factor for the compression of a model is its sparsity i.e. the number
of parameters set to zero. However, this sparsity must be structured in order to
be memory-efficient and time-efficient. Liu et al. [36] obtained a sparsity of 90%
on AlexNet with only 2% accuracy loss using sparse decomposition and a sparse
matrix multiplication algorithm. This method also employed group Lasso [37],
an efficient regularization to learn sparse structures. It is also used by Wen et al.
[1] to regularize the structure of a DNN at different levels (i.e. filters, channels,
filter shapes and layer depth). This approach leads to DNNs with reduced com-
putational cost and efficient acceleration due to the structured sparsity induced
by the method. We propose to use a different type of regularization based on
the norm ratio l1/lq [13,38]. It allows to dynamically maximize the sparsity of
a model with one hyper-parameter (q) without additional iterations and severe
drops in accuracy while being straightforward to implement.

3 Training with Kernel-Sparsity

We mainly focus on inducing sparsity on convolutional layers to regularize and
compress the structure of DCNNs during the training steps. We propose a generic
method to regularize DCNNs using the l1/l2 pseudo-norm.

3.1 Kernel-Sparsity Regularization

Let N be a DCNN with L convolutional layers. We define W l,k as the kth ∈
{1, ..N l

k} 3d-tensor (kernel) associated with the lth convolutional layer. Thus,
a weight of kernel k in the convolutional layer l is defined as: and W l,k

w,h,c ∈
R

N l
w,N l

h,N
l
c the (width, height, channel) weight of kernel k of layer l.
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c}

is the channel index of the kth kernel matrix in the convolutional layer l. The key
idea is to express sparsity on pseudo-norms of kernels. Let nl

k be the pseudo-norm
defined by the l1-norm of the flattened kernel W l,k:

nl
k

.=
N l

w∑

w=1

N l
h∑

h=1

N l
c∑

c=1

|W l,k
w,h,c|
N l

k

(2)

The vector �N l concatenates, for layer l, the N l
k norms nl

k:

�N l .=
N l

k�

k=1

nl
k (3)



Learning Sparse Filters in DCNN with a l1/l2 Pseudo-Norm 667

We introduce kernel-sparsity for a layer as a value linked to the number of
kernels of this layer with all weights equal to zeros. Therefore, the kernel-sparsity
of layer l can be linked with the number of values of the vector �N l equal to zero.
Global kernel-sparsity can be expressed from the concatenation of vectors �N l for
each layer:

�N
.=

L�

l=1

�N l (4)

For better understanding, we visualize these operations in Fig. 2. In order
to normalize the value of N, each of its component is divided by the number of
values (or norms) that it contains. Finally, the global kernel-sparsity is defined
by the sparsity of �N and can be estimated by a l1/l2 ratio function:

Ls
.=

�N1

�N2

(5)

Minimizing this term will encourage zero-valued coefficients (numerator), cor-
responding to the different kernels, while keeping the remaining coefficients at
large values (denominator), thus producing convolution layers with few non-zero
kernels.

3.2 Training with Kernel-Sparsity Regularization

Let LN be the loss function that is minimized to find the optimal weight con-
figuration for a given task (e.g. cross entropy). We propose to simply add the
kernel-sparsity regularization term weighted by the coefficient λ ∈ R:

Lall = LN + λLs . (6)

We will discuss how to set an appropriate values of λ in the experimental section.

Fig. 2. Visualization of the computation of the kernels pseudo-norm and how the global
kernel norm vector �N is obtained.
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3.3 Setting Kernels to Zero

Our method induces sparsity in a DCNN, i.e. the pseudo-norm regularization
pushes some kernels to have only zero-valued coefficients. However, in practice,
during optimization, the actual values of these kernels will not be exactly zero
but very small. Thus, to compress the network effectively, our approach identifies
these kernels during training and forces them to be zero in order to remove them.

More specifically, the algorithm works as follows: each pseudo-norm of the
kernels is contained in the global kernel pseudo-norm vector �N . Thus, at each
epoch, we normalize the values of �N so that

∑K
i=1

�Ni = 1. Sorting these vectors
in ascending order will allow us to objectively determine which pseudo-norms
are the smallest. We then define a percentage (or a threshold) under which the
cumulative sum of these sorted values is judged too small to be kept, i.e. the cor-
responding filters are considered unimportant and set to zero. Once the weights
of a kernel are set to zero, they are keeping this value until the end of the train-
ing, and these parameters are no longer updated. This ensures that the potential
errors and imprecision introduced by removing these kernels can be compensated
by the remaining kernels during the training converging to a stable solution with
high accuracy.

To summarize, our approach consists of two steps at each epoch:

1. The l1/l2 pseudo-norm is computed on each kernel of the model and is inte-
grated to the loss function. Thus the training stage is minimizing the loss
function and inducing sparsity at the kernel level, pushing some weights to
have a near zero value.

2. Sort kernels according to their ascending normalized pseudo-norm and com-
pute a cumulative sum vector from the sorted normalized pseudo-norm vec-
tor. The kernels participating to the cumulative sum under a threshold t are
removed. This set of operations aims at keeping kernels that produce more
than t% of the global norm.

4 Experiments

We evaluated the performance of the l1/l2 pseudo-norm on two classification
models (LeNet and VGG) and two datasets: MNIST and CIFAR-10. Our method
is implemented in Pytorch, running on various Nvidia GPUs using CUDA.
The weights of the networks are initialized randomly and hyper-parameters are
selected manually for optimal results. The chosen λ value is the one allowing the
model to have an accuracy close to its baseline accuracy while sparsifying the
most the kernels norms. In all the experiments, the threshold under which the
kernels are removed by evaluating the cumulative sum of the smallest norms is
set to 1%. We found that this value was the best trade-off between a converging
accuracy of the models and a slow removal of the kernels during the training
phase.
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Fig. 3. Evolution of the 20 kernels of the first convolutional layer of LeNet and the
global kernel-sparsity regularization term Ls during a training on the MNIST dataset.
For a better visualization, each kernel is flatten from 3 dimensions to 2 dimensions.

4.1 Experiments on LeNet

In the experiments with LeNet [39], we investigate the effectiveness of the l1/l2
pseudo-norm on the MNIST and CIFAR-10 datasets. In order to compare our
results with state-of-the-art methods such as SSL [1], NISP [2] and GAL [3], we
decide to chose the LeNet model implemented by Caffe. All these methods are
using evaluation and regression at different level i.e Lasso-group regression at
different level of a convolutional layer in the SSL method, which makes it more
complex to implement than our method. There is no data augmentation for the
training on both datasets.

LeNet on MNIST : As previously described, the l1/l2 pseudo-norm is applied
on the filters of a DCNN to penalize them. Hence our method is inducing sparsity
among the filters of the convolutional layers in LeNet. To visualize the effect on
our approach on the kernels, Fig. 3 shows the evolution of the kernels of the
first convolutional layer of LeNet during a training on MNIST with our kernel-
sparsity regularization. We see that the kernel-sparsity term Ls is decreasing
epoch after epoch and that the number of filters in the layer is also decreasing
with it. The complete evolution of the kernel-sparsity Ls can be seen on Fig. 4.
Ls being computed on the pseudo-norm of the kernels and kernels weights being
set to zero over time: this result shows the effectiveness of our method.

Table 1 summarizes the results on MNIST of different methods. In the best
case scenario that we have tested, the l1/l2 pseudo-norm with a λ value set to 0.5
is able to achieve an accuracy better than the baseline by 0.2%. Furthermore the
number of filters is dropping drastically in both convolutional layers respectively
from 20 to 5 and from 50 to 18. Compared to the other state-of-the-art methods,
the l1/l2 pseudo-norm is able to achieve a better accuracy while penalizing more
filters too. We also compare our method to the l1-norm and l2-norm. During our
evaluations, both of these norms were able to reach a higher level of sparsity by
setting to zero more kernels. However they were never able to reach the same or
a better level of accuracy than the baseline.

To visualize the effect of our method on the parameters, we show the learned
filters of the first convolutional layer in Fig. 5. For λ = 0.5 and for different level
of sparsity, it can be seen that the number of remaining filters can be set to only 2
or 4. Furthermore between the baseline and our method, the accuracy is the same
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Fig. 4. Evolution of the cross-entropy loss function LN and the global kernel-sparsity
regularization term Ls during training with λ = 0.5. Evaluations are done on LeNet on
the MNIST dataset. Vertical lines show which epochs were taken to construct Fig. 3.

Fig. 5. Learned filters of the first convolutional of LeNet on MNIST. Top is LeNet
baseline, middle and bottom are l1/l2-norm with λ = 0.5 and different level of sparsity.

or is increased. This shows that there is effectively a large amount of redundancy
between filters and that most of them are not required. Moreover, compared to
the baseline, it seems that the remaining filters are more structured, with more
regular patterns. This assumption seems especially true when only two filters are
remaining. Thus, we arrive at the same conclusion than [1]: the baseline has a
high freedom in the parameter space and our method is able to obtain the same
accuracy by optimizing the filters into more regularized patterns.

LeNet on CIFAR-10 : In order to test the l1/l2 pseudo-norm and visualize its
effect on a more difficult classification task than MNIST, we decided to use the
CIFAR-10 dataset with the same LeNet model. The results are summarized in
Table 2. The baseline LeNet is not performing as well on CIFAR-10 than it is
performing on MNIST, i.e. the classification accuracy is only around 70%. As a
result, the accuracy of our approach also drops but the l1/l2 pseudo-norm is still
able to perform well on this model, even for this classification task. With a λ
value set to 0.7, we are able to decrease the number of filters in the first and the
second convolutional layers respectively from 20 to 10 and from 50 to 25, which
means that half of the filters of LeNet are removed. With this configuration,
our method performs 1.7% worse than the baseline. We were able to remove
up to 80% of the filters in our experiments, but the resulting accuracy was too
low to be interesting (more than 20% behind the baseline). Hence, more filters
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Table 1. Results after penalizing unimportant filters in LeNet on MNIST. Baseline
is the simple LeNet Caffe model. l1 and l2 are the best results found by using the l1-
norm and l2-norm regularization on the kernels. SSL, NISP and GAL are the pruning
methods respectively from [1–3]. l1/l2 is our method with λ = 0.5.

Method λ Error Conv1 filter #
(Sparsity)

Conv2 filter #
(Sparsity)

Total sparsity

Baseline – 0.9% 20 50 0%

l1 0.5 1.2% 4
(80%)

5
(90%)

87.1%

l2 0.5 1.2% 3
(85%)

5
(90%)

88.6%

SSL 1 – 0.8% 5
(75%)

19
(62%)

65.7%

SSL 2 – 1.0% 3
(85%)

12
(76%)

78.6%

NISP – 0.8% 10
(50%)

25
(50%)

50.0%

GAL – 1.0% 2
(90%)

15
(70%)

75.7%

l1/l2 0.5 0.7% 5
(75%)

18
(64%)

67.1%

are needed in order to classify correctly the CIFAR-10 dataset compared to the
MNIST dataset. The best trade-off between filters and accuracy that we found
was still with a value of λ set to 0.7. In both convolutional layers, the number
of filters is dropping respectively from 20 to 14 and from 50 to 30. This means
that our method is able to zero out more than a third of the filters with only a
drop of 0.9% in accuracy. Compared to the l1-norm and the l2-norm, the l1/l2
pseudo-norm also shows good results. Indeed, both the l1-norm and l2-norm
where unable to reach the same level of accuracy and setting to zero as many
filters as the l1/l2 pseudo-norm can do.

As previously done with the MNIST dataset, we visualize the learned filters
of the first convolutional layer in Fig. 6. From this visualization, we can draw
the same conclusion than with the MNIST dataset. The more we are removing
filters, the more the remaining ones seems to have a defined structure, as opposed
to the baseline where each of the filters seems blurry. It is even more remarkable
when we let our algorithm run until only a couple of filters are remaining. Even
if the model does not reach a satisfactory accuracy, the two remaining filters
have learned remarkable patterns. Thus, the l1/l2 pseudo-norm is still able to
smooth a high freedom of parameter space into fewer filters with more regularized
patterns.
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Fig. 6. Learned filters of the first convolutional layer of LeNet on CIFAR-10. Top is
LeNet baseline, middle and bottom are l1/l2-norm with λ = 0.7 and different level of
sparsity.

Table 2. Results after penalizing unimportant filters in LeNet on CIFAR-10. Baseline is
the simple LeNet Caffe model. l1/l2 is our method with different coefficient of regulation
λ = 0.7.

Method λ Error Conv1 filter #
(Sparsity)

Conv2 filter #
(Sparsity)

Total sparsity

Baseline - 28.4% 20 50 0%

l1 0.7 35.4% 7
(65%)

14
(72%)

70.0%

l2 0.7 29.8% 12
(40%)

24
(52%)

48.6%

l1/l2 0.7 30.1% 10
(50%)

25
(50%)

50.0%

l1/l2 0.7 29.3% 14
(30%)

30
(40%)

37.1%

4.2 VGG on CIFAR10

To demonstrate the generalization of our method on larger DNNs, we evaluate
the performance of our method on the well-known VGG [6], a deeper model than
LeNet, with several convolutional layers. A VGG model can have different sizes,
notably depending on the number of layers. We chose the VGG11 model with
a total of 8 convolutional layers. We implemented it using Pytorch, running on
various Nvidia GPUs using CUDA. The model is trained without data augmen-
tation and evaluated on the CIFAR-10 dataset. In this experiment, the kernels
pseudo-norms are not normalized on the full network, which explains why the λ
values are smaller than the ones used with LeNet.

With LeNet, the l1/l2 pseudo-norm method was applied on only 2 convolu-
tional layers, with 50 filters at most in the second convolutional layer. In VGG11
our method is applied on 8 different convolutional layers with a number of filters
set to 64 in the first convolutional layer and a maximum of 512 filters in the
last four convolutional layers. The results are shown in Table 3. The baseline
model, with all the filters and a classical loss function (cross-entropy), obtains
an error of 17.6% on the test dataset. Using the l1/l2 pseudo-norm with a λ
set to 0.005, the model achieves a classification accuracy roughly 1% inferior to
the baseline. However the number of filters is vastly reduced. Moreover, it seems
that the deeper we go in the network, the more the proportion of filter sets to
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zero is important. For example, the second convolutional layer has around 10%
of its filters set to zero while the last convolutional layer has over 65% of filters
set to zero. Thus we could deduce that the last convolutional layers keep less
important information for the model than the first ones or that there is more
redundancy in the last layers. However, the first convolutional layer seems to
be an exception as approximately half of its filters can be removed. We suppose
that the shapes learned in the first layer are not decisive for the model and can
be balanced by the following layers and the more defined shapes that they have
assimilated.

By decreasing the λ coefficient to 0.001, we confirm the results that the last
convolutional layers seem to contain more filters with non decisive or redundant
information than the first ones. Indeed, only the last two layers have filters
set to zero. But more importantly, the removal of a few filters in the last two
convolutional layers leads to a classification error of only 16.8%, which is 0.8%
less than the baseline. Thus, our method, by only removing a few filters, is able
to achieve a better accuracy than the baseline model. Compared to the l1-norm
and the l2-norm, the l1/l2 pseudo-norm is also performing well. The l1-norm
is able to zero out numerous filters but is unable to achieve a correct level of
accuracy, always performing worse than the baseline or our approach. Nearly
the same conclusions can be drawn from the l2-norm. Under certain conditions,
the l2-norm is able to zero out slightly more filters than our method in the
last convolution layers. However, the models are not able to obtain a satisfying
accuracy, always around 1% behind the baseline.

In order to conclude this study, we visualize in Fig. 7 the evolution of the
accuracy of the model against the number of kernel set to zero in the first and
second convolutional layers for different coefficient of regularization λ. When
λ = 0, the l1/l2 pseudo-norm is not taken into account, resulting into the base-
line model. The order that the filters are set to zero is determined by the filters

Table 3. Results after penalizing unimportant filters in VGG11 on CIFAR-10. Base-
line is the VGG11 network baseline. l1/l2 is our method with different coefficient of
regulation λ.

Method λ Error Conv1 to conv 8 filter
#

Total sparsity

Baseline - 17.6% 64 - 128 - 256 - 256 -
512 - 512 - 512 - 512

0%

l1 0.0001 19.3% 52 - 128 - 255 - 256 -
175 - 147 - 97 - 123

55.2%

l2 0.005 18.2% 64 - 128 - 256 - 256 -
511 - 474 - 434 - 299

12%

l1/l2 0.005 18.8% 35 - 115 - 238 - 176 -
354 - 195 - 190 - 175

46.3%

l1/l2 0.001 16.8% 64 - 128 - 256 - 256 -
512 - 512 - 510 - 380

5%
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pseudo-norm arranged by ascending order. These tests are done at a single con-
volutional layer level. Meaning that during training, the only filters that are
evaluated and set to zero are the ones belonging to the studied layer. The other
layers are remaining untouched. We visualize that for both layers, we are able
to set numerous filters to zero without a noticeable decrease of the accuracy,
even when our method is not active. This result shows that there is unimportant
information in the layer and that it is possible to remove it, even if there are no
methods that are defined to emphasize this phenomenon. With the implemen-
tation of the l1/l2 pseudo-norm (λ > 0), we see that (1) more kernels are set
to zero before the beginning of the accuracy drop compared to the baseline and
(2) a greater λ value means that more kernels are zeroed-out but at the price of
an inferior accuracy. Based on these conclusions, our method is increasing the
sparsity of the filters within a layer, shifting information between them in order
to centralize the information. However this sparsity has its limits. The more we
force it (with a significant λ value), the more we increase the chances to lose
important information that could be never recovered.
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(a) First convolutional layer of VGG11
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(b) Second convolutional layer of VGG11

Fig. 7. Visualization of the effect of setting kernels to zero in the first two convolutional
layers of VGG11 against the accuracy of the network. Each line represents a different
value for the coefficient of regulation λ of the l1/l2 pseudo-norm method.

5 Conclusion

In this work, we proposed a new regularization approach for inducing kernel
sparsity in DCNNs based on the l1/l2 pseudo-norm. This method reorganizes
the weights of the convolutional layers in order to learn more compact structures
during training. These compact DCNNs can reach almost the same accuracy as
the original models and in some cases even perform better. Our experiments
have demonstrated the benefits of our approach and its generalization to deep
structures: it is straightforward to implement, it operates during the training
process and it is possible to choose between the compactness and the accuracy
of the model. So far, we have only applied our method to classification problems.
To go beyond, in the future, the method needs to be applied on deeper models
such as Resnet [9] and bigger datasets. Autoencoders, fully convolutional net-
works and segmentation problems are also an important focus. Furthermore, it
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would be interesting to generalize the l1/l2-norm to the l1/lq-norm to study its
properties in more detail and improve on different model structures and learning
problems.
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Abstract. StyleGAN2 is a Tensorflow-based Generative Adversarial
Network (GAN) framework that represents the state-of-the-art in gen-
erative image modelling. The current release of StyleGAN2 implements
multi-GPU training via Tensorflow’s device contexts which limits data
parallelism to a single node. In this work, a data-parallel multi-node
training capability is implemented in StyleGAN2 via Horovod which
enables harnessing the compute capability of larger cluster architectures.
We demonstrate that the new Horovod-based communication outper-
forms the previous context approach on a single node. Furthermore, we
demonstrate that the multi-node training does not compromise the accu-
racy of StyleGAN2 for a constant effective batch size. Finally, we report
strong and weak scaling of the new implementation up to 64 NVIDIA
Tesla A100 GPUs distributed across eight NVIDIA DGX A100 nodes,
demonstrating the utility of the approach at scale.

Keywords: GAN · StyleGAN2 · GPU · Massively parallel
architectures · Multi-node training

1 Introduction

The emergence of deep learning has directly led to tremendous improvements
in generative modeling. In recent years, generative methods, such as generative
adversarial networks (GAN) [1–5], variational-autoencoders (VAE) [6–8], autore-
gressive models [9,10], and likelihood-based models [11,12], have been applied
to a wide range of tasks from image generation to drug discovery. GANs, in par-
ticular, have been at the forefront in the efforts to generate high-quality images
that are indistinguishable from real images. However, the success of GANs is
not only limited to generation of high-fidelity images – they have been success-
fully applied in image-to-image translation [13–16], super-resolution [17–19], and
video synthesis [20].

Typical GAN architectures contain a large number of learnable parameters
and they need to be trained with large data sets, which makes the process compu-
tationally very expensive and time-consuming. Moreover, despite recent advances
in GAN research [2,4,21–24], almost every aspect of the GAN training, such as
model architecture, loss function, optimizer, is sensitive to hyperparameter and
c© Springer Nature Switzerland AG 2021
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design choices [3]. One way to decrease training time and ease design experi-
mentation with GANs is to scale up the process to harness more GPUs. In this
paper, we present a multi-node training extension to the state-of-the-art gener-
ative image modelling framework StyleGAN2. This work has relevance to both
production and research applications as it can significantly decrease turnaround
time of GAN training.

The paper is structured as follows. Section 2 provides an overview of our
multi-node StyleGAN2 implementation and details the modifications introduced
to the original StyleGAN2 codebase. In Sect. 3, the new multi-node implemen-
tation is validated and its performance is measured against the original imple-
mentation. Section 4 presents strong and weak scaling studies to demonstrate
the utility of the approach at scale. Finally, conclusions are drawn in Sect. 5.

2 Multi-node Training via Horovod

GAN training consist of alternately optimizing a generator network, whose task
is to generate images from a noise input, and a discriminator network, whose
task is to recognize reals from generated images in order to guide the generator
in producing more realistic images.

The original StyleGAN2 training program is launched as a single process
where all available GPU devices are visible to the host. In the program, GPUs
receive a copy of the networks and the optimizers to train the model in parallel.
Parallel operations are designated to the individual GPUs using Tensorflow’s
device contexts. The common gradients for the global model update are averaged
using Tensorflow’s nccl ops.all sum method which outsources the reduction to
the NVIDIA Collective Communications Library (NCCL) to leverage very fast
NVLink interconnects. The majority of earlier work on StyleGAN2 have been
undertaken using an NVIDIA DGX node with eight GPUs.

We implemented the multi-node training capability for StyleGAN2 using
Horovod [25]. Horovod is a distributed deep learning training framework whose
foundations are in Message Passing Interface (MPI). In contrast to the original
StyleGAN2 context-based parallelism, the new Horovod-based implementation
leverages parallel processes to distribute workloads. This makes the approach
completely agnostic to the underlying system architecture. In this section, we
detail the changes to the original StyleGAN2 to allow multi-node training via
Horovod.

2.1 Process Parallelism

A setup of a single GPU per process is adopted. After importing Horovod, par-
allel processes can by launched using Horovod’s initializer, as shown in Fig. 1.
Processes can be bound to unique GPU devices by setting the CUDA VISIBLE
DEVICES environment variable as the local rank in the run training.py mod-
ule. Horovod’s helper functions hvd.rank and hvd.local rank return the ID of
a process globally and within a node, respectively.
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import horovod . t en so r f l ow as hvd

hvd . i n i t ( )
os . env i ron [ ’CUDA VISIBLE DEVICES ’ ] = str ( hvd . l o c a l r a nk ( ) )
run (∗∗vars ( args ) )

Fig. 1. Initialising Horovod processes and binding them to unique GPU devices.

dset = t f . data . TFRecordDataset ( t f r f i l e , compress ion type=’ ’ ,
b u f f e r s i z e=buffer mb<<20)

i f s e l f . sha rd ing :
dset = dset . shard ( num shards=hvd . s i z e ( ) , index=hvd . rank ( ) )

Fig. 2. TFRecord dataset sharding.

Since GANs heavily build upon random number generators to draw sam-
ples from the latent space, it is important to initialise all processes with a
unique random seed. In StyleGAN2, this can be done by perturbing the default
seed with the global rank IDs in the run training.py module as tf config
={’rnd.np random seed’: 1000 + hvd.rank()}. Note that different random
seeds also affect random initialisers, causing differences in the initial states
across ranks. Before the start of the training process in the training loop.py
module, all global variables must be broadcasted from the root rank (0) using
hvd.broadcast global variables(0) to ensure that training starts from the
same initial state.

2.2 Data Sharding

Sharding is a term used to describe the process where the input dataset is split
into smaller partitions to ensure that all parallel copies train with unique data.
By default, StyleGAN2 uses the TFRecord binary format to load the data from
disk and the data loader can automatically split the data for multiple GPUs
within a single process. However, as we now deal with multiple processes, and
hence also with multiple copies of the data loader, we need to explicitly tell each
process to use its own shard. Figure 2 illustrates the sharding implementation
in the dataset.py module, where the dset.shard(num shards=hvd.size(),
index=hvd.rank()) takes every nth sample into the process-specific shard, with
n being the global rank.

2.3 Gradient Averaging

A common practice with Horovod is to use a distributed optimizer class which
abstracts all communication. StyleGAN2 uses a custom optimizer class and
therefore the communication was implemented using Horovod’s reduction prim-
itive wrappers. Specifically, gradients can be summed using hvd.allreduce
(grad, average=False) in the apply updates method in the optimizer.py
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module, which replaces the nccl ops.all sum method. In contrast to the orig-
inal nccl ops.all sum method which takes all device arrays as an input argu-
ment, hvd.allreduce takes only the unique tensor available to the process.
This makes communication completely agnostic to the system configuration as
Horovod formulates the reduction pattern using the local and global rank hierar-
chy. The default allreduce operator is based on the ring-allreduce approach that
is bandwidth optimal [25]. After the reduction operation has been executed, the
model updates occur efficiently per device.

To ensure that Horovod is performing the reduction operations efficiently
using NCCL, using a clean containerised environment is recommended. In
this work, we run the nvcr.io/nvidia/tensorflow:20.08-tf1-py3 container
cloned from the NVIDIA NGC registry which contains Horovod.

2.4 Multi-node Metrics

StyleGAN2 uses Fréchet Inception Distance (FID) [23] metric to assess the qual-
ity of generated images. Multi-node acceleration for the computation of this
metric in the frechet inception distance.py module was enabled as follows.

First, the Inception network [26] activations for the real images need to be
computed only once and therefore it is unnecessary to distribute this one-off task.
These activations are stored as a pickled Python object onto disk during the
first metric evaluation step. It is important to consider that the activations are
computed using the entire dataset, not the process-specific data shards. Second,
all processes load the pickled object as well as the Inception network to compute
the activations for synthetic images. Third, all processes take part in generation
of synthetic images using rank-specific random seeds. Subsequently, these are run
through the Inception network and the activation results from all processes are
gathered using hvd.allgather. Finally, the FID metric between the activations
of real and synthetic images is computed using NumPy on the CPU.

3 Validation

Three training runs were performed to validate that:

– New implementation does not deteriorate single-node performance.
– New implementation does not compromise the quality of the generated

images.

We used StyleGAN2 configuration-f and Flickr-Faces-HQ (FFHQ) dataset, in
256 × 256 resolution, to train our models. FFHQ is a dataset of human faces,
containing 70,000 unique images. StyleGAN2 constructs the network and sets the
hyperparameters automatically based on the given configuration identifier. For
StyleGAN2 configuration details, see [5]. Table 1 describes the run configurations
and reports their performance in wall-time seconds per thousand images. An
effective batch size (batchsize × number of nodes) of 32 was used throughout
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Table 1. Run configurations and their performance in wall-time seconds per thousand
images.

Case NGPU Performance (s/kimgs)

Standard single-node 4 30.8

New single-node 4 28.5

New multi-node 16 9.3

the study. All cases were run on CSC’s Puhti-AI cluster, each node containing
four NVIDIA Tesla V100 GPUs connected via NVLink. The nodes are connected
with Mellanox HDR100 InfiniBand links. From the performance numbers, it can
be seen that Horovod-based training outperforms the standard device context-
based implementation by a factor 1.08x on a single node. Using four nodes
the speed-up factor relative to the standard single-node implementation goes as
high as 3.3x. Figure 3 shows the FID metric, computed using 50,000 real and
generated images, for the 4 GPU single-node and 16 GPU multi-node setting.
The models were trained until 25 × 106 real images had been processed. The
multi-node implementation does not have any negative effect on the training
dynamics and the model convergences to a level comparable to that of standard
StyleGAN2 [5].

Figure 3b shows synthetic images generated using the multi-node-trained
model. These images do not show any signs of quality issues relative to the
standard single-node implementation. On the whole, the evolution of the FID50k
metric and visual quality of the images demonstrate that multi-node training
with the new Horovod-based implementation does not compromise the accuracy
of StyleGAN2.

0.0 0.5 1.0 1.5 2.0 2.5
Imgs ×107

101

102

FI
D
50
k

New multi-node
Standard single-node

)b()a(

Fig. 3. (a) Evolution of FID for the new multi-node StyleGAN2 case, together with
reference data obtained with single-node StyleGAN2. (b) Images generated using the
model that was trained with 16 GPUs across four nodes.
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Fig. 4. (a) Strong scaling up 32 GPUs on NVIDIA DGX A100 nodes, using an effective
batch size of 64. (b) Weak scaling up 64 GPUs on NVIDIA DGX A100 nodes, using
an effective batch size of 64 × the number of nodes.

4 Scaling Tests

In addition to the validation tests, strong and weak scaling of the multi-node
StyleGAN2 implementation was studied using state-of-the-art hardware. All
results presented in this section were run on NVIDIA’s Selene supercomputer
with DGX A100 nodes, each containing eight NVIDIA Tesla A100 GPUs. We
used StyleGAN2 configuration-f and FFHQ dataset, in 256 × 256 resolution, to
train the models for strong and weak scaling tests.

4.1 Strong Scaling

The strong scaling study was undertaken with a constant effective batch size of
64. Keeping the effective batch size constant ensures that increasing the GPU
and node count does not have adverse effects on training dynamics. Figure 4a
shows the strong scaling up 32 GPUs distributed across four nodes. We can see
that parallel efficiency decreases with the GPU count since the batch size per
GPU decreases. In this case, 63% parallel efficiency is retained at 32 GPUs which
is still substantial, considering that the batch size per GPU is as low as two. By
quadrupling the GPU count one can speed-up the training process by more than
2.5x.

4.2 Weak Scaling

The weak scaling study was undertaken with an effective batch size of 64 ×
the number of nodes. Scaling the batch size with the number of nodes allows
significantly more images to be processed in parallel. Figure 4b shows the weak
scaling up to 64 GPUs across eight nodes. In this case, the scaling is nearly
linear and 98% parallel efficiency is retained at 64 GPUs. However, increasing
the effective batch size can change the underlying training dynamics and cause
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instabilities. In [3], it was shown that GANs can benefit from large batch sizes
when stabilization techniques such as spectral normalisation [24] and R1 gradient
penalty [27] for the discriminator are being are used. Training dynamics in the
context of very large batch sizes has been identified as an avenue for future work.

5 Conclusion

Typical GAN architectures contain a large number of learnable parameters and
they need to be trained with large data sets, which makes the process compu-
tationally very expensive and time-consuming. We implemented a data-parallel
multi-node training capability to StyleGAN2 via Horovod to allow effective util-
isation of larger system architectures. We demonstrated that the new Horovod-
based multi-node implementation can outperform the previous device context-
based multi-GPU implementation approach on a single node. Furthermore, we
demonstrated that multi-node training does not compromise the accuracy of
StyleGAN2 for a constant effective batch size. Finally, we reported strong and
weak scaling of the new implementation on NVIDIA Tesla A100 GPUs. In a
weak scaling sense i.e. keeping the effective batch size constant, the implementa-
tion achieves 63% parallel efficiency up to 32 GPUs. In a strong scaling sense i.e.
scaling the batch size with the number of nodes, the implementation achieves
more than 98% parallel efficiency up to 64 GPUs. On the whole, these results
demonstrate the utility of the new multi-node training approach at scale.
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Lehtinen and Tero Karras for help with the StyleGAN2 codebase, and CSC – IT Center
for Science for the GPU resources on Puhti-AI via project ID 2002415.
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Abstract. This work addresses the problem of multi-task object detec-
tion in an efficient, generic but at the same time simple way, following
the recent and highly promising studies in the computer vision field,
and more specifically the Region-based Convolutional Neural Network
(R-CNN) approach. A flow-enhanced methodology for object detection
is proposed, by adding a new branch to predict an object-level flow
field. Following a scheme grounded on neuroscience, a pseudo-temporal
motion stream is integrated in parallel to the classification, bounding box
regression and segmentation mask prediction branches of Mask R-CNN.
Extensive experiments and thorough comparative evaluation provide a
detailed analysis of the problem at hand and demonstrate the added
value of the involved object-level flow branch. The overall proposed app-
roach achieves improved performance in the six currently broadest and
most challenging publicly available semantic urban scene understanding
datasets, surpassing the region-based baseline method.

Keywords: Flow field · Object detection · Deep learning

1 Introduction

Object detection and recognition is a fundamental task for the human visual
system. It has been proved that the human brain uses multiple object proper-
ties to achieve the required recognition performance. Appearance features such
as shape, structure, color, and texture comprise essential information for this
purpose. Therefore, most object representation methods have concentrated on
single frame cues for recognition.

However, the vast majority of objects are not stationary. The motion charac-
teristics of an object constitute a unique signature that can be used for recogni-
tion of the object. Intuitively, exploiting the motion characteristics of an object
can improve our object recognition capabilities. The role of motion information
in object recognition has been already examined by a number of studies [15].
Both rigid and non-rigid motion, have been studied for their role in different
tasks.
c© Springer Nature Switzerland AG 2021
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As it has been highlighted, object recognition involves a number of heteroge-
neous modalities, namely appearance, shape and motion. Specialized neural net-
works have been developed to model each one of them. However, these modalities
are strongly interconnected and it has been shown in the literature that employ-
ing a multi-target learning technique to address them all in parallel can have
important advantages. It drastically reduces the overhead between the networks
and it allows the network to generalize better.

Given the lack of motion information in single frames, only appearance-
related features have been employed until now in multi-target learning meth-
ods. The shape of an object has been shown to be correlated with its motion
characteristics. This is further confirmed by recent literature that has shown it is
possible to predict the flow of an object [8] from a single frame. This pseudo-flow
information can be used as a substitute for the actual motion information.

In this paper, a neuroscience-inspired scheme is proposed to improve object
detection by introducing to the Mask R-CNN architecture an additional pseudo-
temporal stream (branch) for motion prediction from still images. An object-
level flow field is incorporated in the object recognition process. In particular,
the proposed pseudo-temporal information is effectively incorporated into the
proposed detection framework by penalizing the global loss computation with an
optical flow loss factor. For this purpose, a dense pseudo-flow estimation branch
is added that achieves satisfactory motion prediction accuracy at a relatively low
computational cost, since the latter is applied solely at the RoI level. Specifically,
the resulting network detects object bounding boxes with instance segmentation
masks and estimates the object flow predictions for each candidate object.

The remainder of the paper is organized as follows: Related work is reviewed
in Sect. 2. The proposed approach is detailed in Sect. 3. Experimental results are
discussed in Sect. 4 and conclusions are drawn in Sect. 5.

2 Related Work

Over the past few years, a broad number of techniques have been proposed,
targeting object detection from still images or videos, while combining and inte-
grating different approaches. This section analyses the different methodologies
available in the literature for object detection from still images and videos, focus-
ing on Deep Learning (DL) techniques. DL methods can be roughly divided in
a) region-based and b) regression-based ones, depending on the number of pro-
cessing steps/phases they employ.

2.1 Region-Based Methods

Current region-based methods perform detection by carrying out a classification
on different regions, sub-windows or patches extracted from the image. This
is the most popular category of methods, where the aim is to produce region
proposals at first and then classifying each proposal into different object cat-
egories [3,10–13,28]. Most of the approaches vary on the type of methodology
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used for choosing the regions, trying to find the balance between an exhaus-
tive search and a fixed number of region proposals. One of the first attempts
to utilize Convolutional Neural Networks (CNNs) in object detection was the
Region-based CNN (R-CNN) [11] in which a number of class-agnostic candidate
regions are proposed and fed to a CNN to extract a fixed-length feature descrip-
tor for each region. Thereafter, a unique linear Support Vector Machine (SVM)
for each class classifies these regions based on their extracted descriptors. In
[13], a Spatial Pyramid Pooling (SPP) layer is introduced, in order to remove
the fixed-size constraint of the network. The latter computes a convolutional fea-
ture map from the entire image only once and then pools features in arbitrary
regions to generate fixed-length representations for training the detectors.

Built upon R-CNN success, the Fast R-CNN [10] targets the inefficiency of
having to pass each of the candidate regions individually through the CNN by
forward passing the input image to the network once, generating its feature map
and applying Region of Interest (RoI) pooling for each of the candidate regions to
extract their feature representations. Based on the previously mentioned meth-
ods, Faster R-CNN [28] introduced a trainable mechanism for the purpose of
proposing candidate regions called Regional Proposal Network (RPN). Given a
number of uniformly generated anchors across the image, the RPN distinguishes
them between foreground and background before passing the former to the clas-
sifier. Moreover, Mask R-CNN [12] extended the Faster R-CNN by adding an
extra head for segmentation and replaced the RoI-pooling with RoI-align result-
ing in higher accuracy predictions. In [20], T.-Y. Lin et al . proposed Feature
Pyramid Networks (FPN) on the basis of Faster R-CNN. The latter presented a
top-down architecture with lateral connections for building high-level semantics
at all scales. Later, a variety of improvements have been proposed, including
Region-based Fully Convolutional Networks (R-FCNs) [3] and Light-head R-
CNN [19].

In contrast to previous Region-based detectors, such as Fast/Faster R-CNN
[10,28], that apply a costly per-region sub-network hundreds of times, the pro-
posed Region-based detector in [3] is fully convolutional with almost all compu-
tations shared on the entire image, while also improves speed by reducing the
amount of work needed for each RoI. The latter introduces position-sensitive
score maps to address a dilemma between translation-invariance in image clas-
sification and translation-variance in object detection. Additional classifiers are
added in [1] aiming at progressively increasing the Intersection over Union’s
(IoU) of the proposed regions with the ground truth objects which results in
improved predictions.

2.2 Regression-Based Methods

In contrary to the R-CNN family methods where region proposal and region
classification are done by discrete modules, in one-stage methods the regions
are generated and classified in a single forward pass. Methods belonging at this
category try to map directly from image pixels to bounding box coordinates and
class probabilities [6,14,23,25–27]. In particular, Liu et al . [23] describe a method
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FlowNet Im2Flow

Fig. 1. Optical flow estimation architectures: a) FlowNet architecture: including the
refinement part, is trained in an end-to-end manner, b) Im2Flow architecture: an
encoder-decoder model that infers flow given a single image

for detecting objects in images, using a single deep neural network. The approach,
named Single shot multi-box detector (SSD), discretizes the output space of
bounding boxes into a set of default boxes over different aspect ratios and scales
per feature map location. At prediction time, the network generates scores for the
presence of each object category in each default box and produces adjustments to
the box to better match the object shape. Additionally, the network combines
predictions from multiple feature maps with different resolutions to naturally
handle objects of various sizes. In [25], a CNN-based technique is proposed,
which models the problem of object detection as an iterative search in a multi-
scale grid-space of all possible bounding boxes.

The You Only Look Once (YOLO) [26] and the SSD [23] algorithms are the
most representative one-stage/regression object detection approaches. Later, R.
Joseph has made a series of improvements on the basis of YOLO and has pro-
posed its v2 and v3 editions [27], which further improve the detection accuracy
while keeps a very high detection speed. Moreover, an approach for introducing
addition context into the SSD model is described in [6], where a state-of-the-art
feature extractor (Residual-101 [14]) is combined with the aforementioned detec-
tion framework [23]. The proposed SSD+Residual-101 architecture is augmented
with a set of deconvolution layers in order to introduce additional large-scale
context in object detection.

Although this category of methods offers faster performance compared to
the RPN based one, they are limited in terms of prediction accuracy due to
the high imbalance between positive and negative regions fed to the classifier
(the positive and negative terms refer to the presence and the absence of ground
truth object, respectively). Lin et al . [21] addresses the imbalance by having the
ambiguous regions contribute more in the loss calculation, thus valuing the hard
examples more than the easily classified ones. To this end, the authors introduced
a novel loss function named ‘focal loss’ by reshaping the standard cross-entropy
loss so that the detector will put more focus on hard misclassified examples
during training. Focal Loss enables the one-stage detectors to achieve comparable
accuracy of two-stage detectors while maintaining a very high detection speed.
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2.3 Flow-Based Object Detection

Optical flow techniques have been applied to video-based object detection tasks
over the years, as the incorporation of temporal information in the object detec-
tion task can improve the feature quality and recognition accuracy. The major-
ity of them incorporate optical flow vectors obtained after applying an Optical
Flow algorithm in the visual analysis loop for marking the detected object in
the video frame. In [17], a DL framework, called Tube-CNN (T-CNN), which
incorporates temporal and contextual information from tubelets/boxes obtained
in videos is presented, by propagating detection results across adjacent frames
according to pre-computed optical flows. Zhu et al . [31] propose a flow-guided
feature aggregation, an accurate and end-to-end learning framework for video
object detection, which leverages temporal coherence on feature-level. The later
enhances the visual features by employing an optical flow network to estimate
the motions between the nearby frames and the reference frame. Recently, a
unified approach is introduced, which is based on the principle of multi-frame
end-to-end learning of features and cross-frame motion. It belongs to the cate-
gory of feature-level methods, and introduces a Spatially-adaptive Partial Feature
Updating to fix the inaccurate feature propagation caused by inaccurate optical
flow.

From the above analysis, it can be deduced that despite the fact that optical
flow features have been extensively applied in video object detection task, the
current study is the first study, to the best of authors knowledge, that addresses
the problem of object detection from still images, by incorporating object flow
predictions of each detected object. In addition, object detection-related lit-
erature has in principle concentrated on appearance and contextual informa-
tion analysis, while the respective pseudo-temporal information has not been
examined yet, i.e. leaving great potential for further performance improvement
unexplored.

3 Flow R-CNN

Objects inherently have motion characteristics, the capturing and encoding of
which could be of paramount importance for achieving robust detection per-
formance. According to recent neuroscience reports [18,24], the cerebral cortex
can predict the path of a moving object (visual motion), even in cases where
the object is traveling faster than the brains’ visual processing rate, in order
to adapt human behavior to surrounding objects moving in real-time. Neuro-
scientists conclude that there is a specific part, called the Medial Superior Tem-
poral (MST) area, in the cerebral cortex, which lies in the dorsal/parietal stream
of the visual area of the primate brain where the whole visual processing takes
place. The MST cooperates with the Middle Temporal (MT) area, in order to
estimate the motion field of each moving object in a scene. In other words, that
specific part is responsible for estimating the final or close to the final location
of a moving object. Therefore, it is evident that the human brain can reveal the
implied motion using a single still image. Given a single static image, the brain’s
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ventral stream interprets the instantaneous semantic content, and at the same
time the dorsal stream predicts what is going to happen based on scene spa-
tial configuration, e.g . the ventral stream detects a car, while the dorsal stream
anticipates that the car is moving forward. In this section, Flow R-CNN is thor-
oughly presented, including a detailed analysis of the new object-based motion
branch.

3.1 Object-Based Motion Analysis

CNNs have been extensively employed for optical flow estimation, achieving
a huge improvement in prediction quality. In the current study, the literature
approach of [5] is selected (Fig. 1a), where the information included in a pair
of successive images is first spatially compressed in a contractive part of the
CNN and then refined in an expanding part. However, for small displacement,
FlowNet is not reliable. Thus, the authors proposed an extension of their previous
model, called FlowNetSD [16], where they replaced several network parameters
including kernel size and window stride of selected layers. Despite the very good
results of these methods, they pose an impermeable constraint, as they require a
pair of images as input to obtain satisfactory results. On the contrary, inspired by
the aforementioned neuro-scientific notion of visual dynamics, Gao et al . have
introduced an encoder-decoder CNN (refer to Fig. 1b) equipped with a novel
optical flow encoding scheme that is able to translate a single static image into
an accurate flow field. Their main idea is to learn a motion prior over short-term
dynamics from a large set of videos and transfer the learned motion from videos
to static images to infer their motion. The current study adopts the findings of
Gao et al . [8] for object-level flow estimation.

Fig. 2. An example of a computed flow field given a static image. The flow field color
coding can be found in [16]. Smaller vectors are lighter and color represents the direction
(Color figure online)

3.2 Mask R-CNN

The baseline of this work is Mask R-CNN that belongs, as briefly stated in
Sect. 2, to the Region-based/two-stage approaches. The latter is equipped with
an RPN mechanism in the first stage in order to propose candidate RoIs. In
the second stage, another part of the network takes the proposed RoIs and
locates the relevant areas of the feature map by utilizing a RoI-Align layer.
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The extracted features are further processed in parallel to perform classification,
bounding box regression and instance-level semantic segmentation. Both stages
are connected to the backbone. Backbone could be any Convolution network,
but usually, Residual Neural Network (ResNet) or Very Deep Convolutional
Networks (VGG) are used to extract raw images.

3.3 Proposed Architecture

In the current work, the proposed approach mimics the visual perception proce-
dures that take place in the human brain, following an appropriate deep neuro-
physiologically grounded architecture. The primary visual cortex is emulated
by the backbone of the network (the encoder part), generating high-level feature
representations, while the dorsal (‘where’) and ventral (‘what’) stream are incar-
nated by the flow-estimation, denoted as OF , and object classification, denoted
as CL, branches respectively, predicting object categories with each respective
motion in a collaborative way.

The introduced Flow R-CNN exhibits the following advantageous charac-
teristics: a) it enhances the two-stage detector by introducing an additional
pseudo-temporal stream, and b) it incorporates the aforementioned stream in
a multi-task learning process. In particular, the current study adopts the find-
ings of Gao et al . [8] while moving their concept one step further, utilizing
the pseudo-temporal object-level motion patterns combined with the appear-
ance/contextual information to distinguish objects in still images. To this end,
an object detection architecture is designed that takes into account the implied
movement estimation.

The proposed Flow R-CNN model is built upon the Mask R-CNN model, esti-
mating a per RoI flow field given a single static in image an Im2Flow inspired
branch (OF ). As a feature extractor (encoder) the ResNet-50 variant is selected
for its simplicity and relatively short training time. In the decoder, the three
existing branches of the baseline model (object classification, bounding box pre-
diction, and mask prediction) remain intact and a 4th sub-network (OF ) is inte-
grated to the RoI head, in an end-to-end manner, to estimate a flow field for each
predicted region proposal. The flow branch is inspired by the encoder-decoder
logic of the Im2Flow model, where a motion prior-learned from videos in the
form of a two-dimensional vector, taken from several urban scene understand-
ing datasets, is transferred to images, bridging the still-image detection with
video object motion understanding. In particular, a deep network is trained to
learn a motion prior from a large set of unlabeled videos, and then transfer the
learned motion from videos to static images to hallucinate their motion. Then,
given a static image, the system translates the observed RGB image into a flow
map, encoding the inferred motion for the static image. By encoding motion
as a 3-channel image makes its usage efficient, convenient, and suitable for the
framework.

Prior to the application of the proposed Flow R-CNN, optical flow estimation
is realized for each dataset described in Sect. 4. More specifically, videos from
several datasets were used to model the motion patterns of objects and people in
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Fig. 3. Overall Flow R-CNN architecture: a composite region-based object detection
model, the backbone of the network is used for the image encoding, while the object-
level flow estimation branch is used to infer the optical flow field. Sketched part of the
network, i.e. the segmentation branch, remains intact during training.

the scene, then embed the resulting knowledge into a representation for individ-
ual images (i.e. a two dimensional vector as can be seen in Fig. 2). Finally, the
proposed Flow R-CNN combines, in a way, the appearance information from the
static image and the predicted motion dynamics from the introduced 4th branch
in order to improve the detection accuracy. A graphical representation of the
developed Flow R-CNN model is illustrated in Fig. 3. It needs to be highlighted
that in the current implementation a modified version of the Im2Flow was used,
where the encoder part was replaced by a region-based model backbone (ResNet)
and the decoder part with the object-level flow estimation branch (OF ). The
developed CNN part of the OF branch consists of one convolutional layer, which
models the correlations among the RoI features, an average pooling layer, and
two fully connected layers, denoted as FC, for computing the respective flow
field. Experimentation with additional configurations, regarding the number of
convolutional and fully connected layers (as well as their parameterization), did
not lead to improved recognition performance.

In the training phase, a multi-task loss Ltotal is defined on each sampled
proposal, as shown in (1). The classification loss Lclass, the bounding-box loss
Lbbox and the instance segmentation loss Lseg are identical to the ones define in
Mask R-CNN model.

Ltotal = Lclass + Lbbox + Lseg + Lof (1)

For each RoI, an additional object-level flow loss Lof is computed to supervise
the per-object motion by penalizing the predicted m x m x 2 optical flow output.
This requires optical flow data for every image in the database, and in some cases,
the authors of this study have extracted such info using state-of-the-art optical
flow estimators [16]. The predicted object-level flow fields were compared with
the cropped and resized region from the ground truth motion fields, penalized
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with an l1 loss function. It is assumed that the loss of the optical flow estimation
branch enhances the learning process of the composite model while retaining key
parts of the baseline model unaffected.

4 Experimental Results

4.1 Object Detection Datasets

Major research efforts have been made in the field of computer vision to under-
stand the complex urban scenarios. The respective progress is bonded with the
availability of vast amounts of annotated training data (e.g . cars, bicycles, pedes-
trians etc.) under varying conditions. In this section, experimental results, as well
as comparative evaluation from the application of the proposed object detection
method, are presented. For the evaluation, the ‘KITTI’ [9], ‘V-KITTI’ [7], ‘Vis-
drone’ [30], ‘Cityscapes’ [2], ‘Berkeley Deep Drive’ [29] as well as the ‘UDacity’
[4] datasets were used.

– KITTI dataset [9]: The KITTI object detection benchmark consists of 7481
training images and 7518 test images, comprising a total of 80.256 labeled
objects. All images are color and the goal of the challenge is to detect objects
from three common urban categories, namely Car, Pedestrian, and Cyclist.
For evaluation, an Average Precision (AP) is computed.

– V-KITTI dataset [7]: The Virtual KITTI dataset contains 50 photo-
realistic high-resolution synthetic videos for a total of approximately 21.000
frames, generated from 5 different virtual worlds in urban settings under dif-
ferent imaging and weather condition. These worlds were created using the
Unity game engine and a novel real-to-virtual cloning method. These photo-
realistic synthetic videos are automatically, exactly, and fully annotated for
2D and 3D multi-object tracking and at the pixel level with category, instance,
flow, and depth labels. For the particular task of object detection the V-
KITTI contains detailed class annotation for the objects of interest (Car,
Van).

– Visdrone dataset [30]: The Visdrone benchmark dataset consists of 288
video clips formed by 261.908 frames and 10.209 static images, captured by
various drone-mounted cameras, covering a wide range of aspects including
location, environment (urban and country), objects, and density (sparse and
crowded scenes). The dataset was collected using various drone platforms, in
different scenarios, and under various weather and lighting conditions. From
those only 8.559 images are used for the object detection task, with more
than 540k bounding boxes in ten predefined categories, such as Pedestrians,
Cars, Bicycles, and Tricycles. The dataset is further divided into training,
validation and testing sets, having 6.471, 548 and 1580 images, respectively.

– Cityscapes dataset [2]: The Cityscapes dataset contains a diverse set of
stereo video sequences recorded in street scenes from 50 different cities, with
high-quality pixel-level annotations of 5.000 frames in addition to a larger set
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of 20.000 weakly annotated frames. A number of 30 visual classes for annota-
tion were defined, which are further grouped into eight categories: flat, con-
struction, nature, vehicle, sky, object, human, and void. However, instance-
level labeling is available only for humans and vehicles (Person, Rider, Car,
Truck, Bus, Train, Motorcycle, and Bicycle). Around 3000 images are used
for the training, 500 for the validation, as well as 1500 images with annotation
being held for benchmarking purposes.

– Berkeley Deep Drive (BDD) dataset [29]: The BDD dataset is a new
driving dataset comprised of over 100K videos with diverse kinds of anno-
tations including image-level tagging, object bounding boxes, drivable areas,
lane markings, and full-frame instance segmentation. The dataset possesses
geographic, environmental, and weather diversity, which is useful for training
models so that they are less likely to be surprised by new conditions. The lat-
ter contains 10 object categories (bus, traffic light, traffic sign, person, bike,
truck, motor, car, train, and rider) spread over 100.000 images with over
1.8M object instance labeled bounding boxes, making it suitable for robust
object detection and semantic instance segmentation. The dataset is divided
further into 3 domains, namely ‘clear weather’, ‘city street’ and ‘daytime’.
The current study selects only the ‘city street’ as a training domain which
has a number of around 36.000 images in the training set.

– Udacity dataset [4]: The UDacity dataset contains over 600K urban objects
in a variety of outdoor urban videos involving Pedestrians, Cars, Bicycles
and other objects moving in the scene. It has been divided into two groups:
traffic objects and traffic signs. Part of the data was collected using an HD
camera mounted in a vehicle. Around 375.000 annotated traffic objects for
100k images are used for training purposes. The train/validation and test
splits are 40%, 40% and 20%, respectively.

4.2 Experimental Environment

In order to define the experimental protocol a set of parameters should be ini-
tialized as follows:

– The R-CNN part of the model was pre-trained using the COCO [22] dataset,
while for the fine-tuning, the training and validation sets from each dataset
were used.

– The ResNet-50 variant is selected for its simplicity and relatively short train-
ing time.

– Images were resized such that their scale (longer edge) is 512 pixels.
– The RPN anchors span 5 scales and 3 aspect ratios, and the IoU threshold of

positive and negative anchors was 0.7 and 0.3 respectively.
– As in Mask R-CNN, a RoI was considered positive if it has IoU with a ground-

truth bounding box of at least 0.5, otherwise it was discarded as negative.



Flow R-CNN: Flow-Enhanced Object Detection 695

Fig. 4. Object detection results obtained from the application of the Mask R-CNN (a)
and Flow R-CNN (b) models to the supported datasets [4,29,30]

– The optical flow loss Lof was defined only on positive RoIs. During training, a
set of 64 samples was selected for each input image, while at test time the pro-
posal number was set 300 followed by an Non-Maximum Suppression (NMS)
mechanism. The NMS process was performed twice, at the RPN results as
well as at the predicted classes (class-specific NMS).

– The training phase is divided into two stages: a) only the flow branch being
trained, b) all layers from ResNet stage 4 and up being fine-tuned.

– The ‘Keras 2’ deep learning framework with ‘Tensorflow’ backend was used
for experimentation on two Nvidia GeForce GTX TITAN X GPUs. Ubuntu
18.04.

– The model was trained using Stochastic Gradient Decent (SGD) algorithm,
utilizing batches of 2 images with learning rate (lr), initially set equal to 1e−3.

– Momentum was set to 0.9 and weight decay to 0.0001.

4.3 Comparative Evaluation

In Tables 1, 2, 3, 4, 5 and 6, quantitative object detection results are given in
the form of the mean Average Precision (mAP), i.e. computes the average pre-
cision value for recall value over 0 to 1. The current study follows the evaluation
protocol defined by COCO challenge and adopts the primary challenge metric
mAP that computes mAP over all classes and over 10 IoU thresholds. Averaging
over the 10 IoU thresholds rather than only considering one general threshold
of mAP IoU=.5 tends to reward models that are better at precise localization.
For providing a better insight, indicative object detection results obtained by
the application of the proposed approach against the baseline one are presented
in Fig. 4. It can be observed that the proposed scheme exhibits improved recog-
nition performance (especially in the case of moving cars) over the baseline in
varying urban scenarios (night-view, top-view, car-view).
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Table 1. Comparative results on KITTI dataset

Easy mask Flow Moderate mask Flow Hard mask Flow

Car 0.893 0.905 0.843 0.849 0.733 0.736

Pedestrian 0.804 0.812 0.672 0.677 0.619 0.622

Cyclist 0.739 0.746 0.635 0.638 0.554 0.556

mAP 0.812 0.821 0.717 0.721 0.635 0.638

Table 2. Comparative results on V-KITTI dataset

Class Mask R-CNN Flow R-CNN

Car 0.932 0.958

Van 0.917 0.940

mAP 0.924 0.949

From the first group (Table 1) of the provided results (i.e. KITTI dataset),
it can be seen that the introduced Flow R-CNN model slightly improved the
results of the respective Mask R-CNN model in all categories (Car, Pedestrian,
Cyclist) as well as in every application scenario (Easy, moderate, hard). However,
there was a significant improvement for the ‘Car’ category, about 1.2%, that
supports the initial claim. The latter demonstrates the increased discrimination
capabilities of the flow information stream. The same applies to the V-KITTI
experiments (Table 2), where the proposed architecture surpasses the baseline
by a large margin (over 2% improvement).

Table 3. Comparative results on visdrone dataset

Class Mask R-CNN Flow R-CNN

Pedestrian 0.205 0.223

People 0.071 0.064

Bicycle 0.029 0.033

Car 0.406 0.428

Van 0.208 0.232

Truck 0.148 0.181

Tricycle 0.132 0.148

Awn 0.091 0.085

Bus 0.216 0.253

Motor 0.153 0.151

mAP 0.166 0.180
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Concerning the Visdrone experiments (Table 3), it can be observed that the
introduced scheme perform reasonably well in categories where the motion is
evident (‘Car’, ‘Van’, ‘Track’, etc.), while fails to recognize those that have
complex structure or cover small portion of the image due to camera positioning
(e.g . based on drone footage).

Table 4. Comparative results on cityscapes dataset

Class Mask R-CNN Flow R-CNN

Person 0.345 0.364

Rider 0.271 0.307

Car 0.488 0.505

Truck 0.296 0.306

Bus 0.401 0.387

Train 0.302 0.252

Motorcycle 0.237 0.256

Bicycle 0.182 0.204

mAP 0.315 0.323

The exhibited results of the Cityscapes dataset (Table 4) suggest that incor-
porating the flow stream into the learning process of an R-CNN architecture
may have a positive impact in the detection and recognition of moving objects,
such as ‘Cars’, ‘Motorcycles’ and ‘Trucks’, by 1.7%, 1.9% and 1%, respectively.
Moreover, regarding the BDD experiments (Table 5) the influence of the motion
branch to the R-CNN scheme is evident in the presented results, as most classes
have superior recognition performance, whereas a slight increase is reported for

Table 5. Comparative results on BDD dataset

Class Mask R-CNN Flow R-CNN

Bike 0.383 0.391

Bus 0.481 0.489

Car 0.732 0.746

Motor 0.194 0.198

Person 0.531 0.537

Rider 0.349 0.352

Traffic-light 0.479 0.473

Traffic-sign 0.558 0.547

Truck 0.506 0.514

mAP 0.421 0.424
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the overall mAP (0.3%), as static objects (‘traffic-light’ and ‘traffic-sign’) over-
shade the performance. Udacity dataset (Table 6) has quite similar content and
category types to the previous one, and due to the lack of optical flow training
data for this group, as Udacity is composed of still images, it was decided to
transfer the acquired knowledge from the previous set (i.e. the BDD). This lim-
itation has led the model to fail in most cases, except in the case of cars, that
hold a significant portion of the dataset, demonstrating the need for data but
also highlighting the cumulative capabilities that the introduced model offers
to the moving objects. An evaluation of the proposed Flow R-CNN in six dif-
ferent datasets using various backbones is shown in Table 7. It can be observed
that the introduced model achieves improved performance in all datasets using
deeper ResNet architectures, while also benefiting from advanced schemes such
as the FPN-variant; highlighting the generalizability of the proposed design. It
should be noted that given the initialization of the R-CNN part with a dataset
comprised of static images, it further affects the overall result.

Table 6. Comparative results on udacity dataset

Class Mask R-CNN Flow R-CNN

Bike 0.625 0.629

Bus 0.949 0.951

Car 0.724 0.736

Motorbike 0.738 0.736

Person 0.747 0.752

Traffic-light 0.502 0.498

Traffic-sign 0.701 0.696

mAP 0.712 0.714

Table 7. Comparative results on six datasets using different backbone architectures

Backbone KITTI V-KITTI Visdrone Cityscapes BDD Udacity

ResNet-50 0.724 0.949 0.180 0.323 0.424 0.714

ResNet-101 0.731 0.956 0.185 0.329 0.430 0.720

ResNet-50-FPN 0.735 0.961 0.194 0.334 0.432 0.725

ResNet-101-FPN 0.742 0.967 0.207 0.340 0.438 0.731

5 Conclusions

In this paper, the problem of multi-task object detection using DL techniques
was investigated following the recent and highly promising studies in the com-
puter vision field, and more specifically the R-CNN approach. A methodology
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for incorporation of pseudo-temporal information in Region-based CNN object
detection schemes was presented, in contrast to the vast majority of literature
methods that rely only on the use of appearance information and semantic
knowledge. Additionally, following a neuro-scientifically grounded scheme, the
pseudo-temporal stream was integrated parallel to the classification, bound-
ing box regression and segmentation mask prediction branches of Mask R-
CNN, and it was effectively incorporated into the learning process by penalizing
the global loss computation with an optical flow loss factor. Extensive exper-
iments and thorough comparative evaluation were reported, which provide a
detailed analysis of the problem at hand and demonstrate the added value of the
involved instance-level motion branch. The overall proposed approach achieved
improved performance in the six currently broadest and most challenging pub-
licly available semantic urban scene understanding datasets, surpassing the base-
line method. Future work includes the investigation of re-adjusting the proposed
pseudo-temporal branch utilizing a more sophisticated optical flow estimation
methodology.

Acknowledgment. The work presented in this paper was supported by the European
Commission under contract H2020-787061 ANITA.

References

1. Cai, Z., Vasconcelos, N.: Cascade R-CNN: high quality object detection and
instance segmentation. IEEE Trans. Pattern Anal. Mach. Intell. (2019). https://
doi.org/10.1109/TPAMI.2019.2956516

2. Cordts, M., et al.: The cityscapes dataset for semantic urban scene understanding.
In: Proceedings of the IEEE Conference on CVPR, pp. 3213–3223 (2016)

3. Dai, J., Li, Y., He, K., Sun, J.: R-fcn: object detection via region-based fully
convolutional networks. In: Advances in NIPS, pp. 379–387 (2016)

4. Dominguez-Sanchez, A., Cazorla, M., Orts-Escolano, S.: A new dataset and per-
formance evaluation of a region-based CNN for urban object detection. Electronics
7(11), 301 (2018)

5. Dosovitskiy, A., et al.: Flownet: Learning optical flow with convolutional networks.
In: The IEEE ICCV (December 2015)

6. Fu, C.Y., Liu, W., Ranga, A., Tyagi, A., Berg, A.C.: Dssd: Deconvolutional single
shot detector. arXiv preprint arXiv:1701.06659 (2017)

7. Gaidon, A., Wang, Q., Cabon, Y., Vig, E.: Virtual worlds as proxy for multi-object
tracking analysis. In: Proceedings of the IEEE conference on CVPR, pp. 4340–4349
(2016)

8. Gao, R., Xiong, B., Grauman, K.: Im2flow: motion hallucination from static images
for action recognition. In: Proceedings of the IEEE Conference on CVPR, pp. 5937–
5947 (2018)

9. Geiger, A., Lenz, P., Stiller, C., Urtasun, R.: Vision meets robotics: the kitti
dataset. IJRR 32(11), 1231–1237 (2013)

10. Girshick, R.: Fast R-CNN object detection with caffe. Microsoft Research (2015)
11. Girshick, R., Donahue, J., Darrell, T., Malik, J.: Rich feature hierarchies for accu-

rate object detection and semantic segmentation. In: Proceedings of the IEEE
conference on CVPR, pp. 580–587 (2014)

https://doi.org/10.1109/TPAMI.2019.2956516
https://doi.org/10.1109/TPAMI.2019.2956516
http://arxiv.org/abs/1701.06659


700 A. Psaltis et al.

12. He, K., Gkioxari, G., Dollar, P., Girshick, R.: Mask R-CNN. In: The IEEE ICCV
(October 2017)

13. He, K., Zhang, X., Ren, S., Sun, J.: Spatial pyramid pooling in deep convolutional
networks for visual recognition. IEEE Trans. PAMI 37(9), 1904–1916 (2015)

14. He, K., Zhang, X., Ren, S., Sun, J.: Deep residual learning for image recognition.
In: Proceedings of the IEEE conference on CVPR, pp. 770–778 (2016)

15. Hill, H., Johnston, A.: Categorizing sex and identity from the biological motion of
faces. Current Biol. 11(11), 880–885 (2001)

16. Ilg, E., Mayer, N., Saikia, T., Keuper, M., Dosovitskiy, A., Brox, T.: Flownet 2.0:
evolution of optical flow estimation with deep networks. In: Proceedings of the
IEEE Conference on CVPR, pp. 2462–2470 (2017)

17. Kang, K., et al.: T-cnn: Tubelets with convolutional neural networks for object
detection from videos. IEEE Trans. CSVT 28(10), 2896–2907 (2017)

18. Kourtzi, Z., Kanwisher, N.: Activation in human mt/mst by static images with
implied motion. J. Cogn. Neurosci. 12(1), 48–55 (2000)

19. Li, Z., Peng, C., Yu, G., Zhang, X., Deng, Y., Sun, J.: Light-head R-CNN: In
defense of two-stage object detector. arXiv preprint arXiv:1711.07264 (2017)

20. Lin, T.Y., Dollár, P., Girshick, R., He, K., Hariharan, B., Belongie, S.: Feature
pyramid networks for object detection. In: Proceedings of the IEEE conference on
CVPR, pp. 2117–2125 (2017)

21. Lin, T.Y., Goyal, P., Girshick, R., He, K., Dollár, P.: Focal loss for dense object
detection. In: Proceedings of the IEEE ICCV, pp. 2980–2988 (2017)

22. Lin, T.Y., et al.: Microsoft COCO: common objects in context. In: Fleet, D.,
Pajdla, T., Schiele, B., Tuytelaars, T. (eds.) ECCV 2014. LNCS, vol. 8693, pp.
740–755. Springer, Cham (2014). https://doi.org/10.1007/978-3-319-10602-1 48

23. Liu, W., et al.: SSD: single shot multiBox detector. In: Leibe, B., Matas, J., Sebe,
N., Welling, M. (eds.) ECCV 2016. LNCS, vol. 9905, pp. 21–37. Springer, Cham
(2016). https://doi.org/10.1007/978-3-319-46448-0 2

24. Maus, G.W., Ward, J., Nijhawan, R., Whitney, D.: The perceived position of mov-
ing objects: transcranial magnetic stimulation of area mt+ reduces the flash-lag
effect. Cereb. Cortex 23(1), 241–247 (2013)

25. Najibi, M., Rastegari, M., Davis, L.S.: G-CNN: an iterative grid based object
detector. In: The IEEE Conference on CVPR (June 2016)

26. Redmon, J., Divvala, S., Girshick, R., Farhadi, A.: You only look once: unified,
real-time object detection. In: Proceedings of the IEEE Conference on CVPR, pp.
779–788 (2016)

27. Redmon, J., Farhadi, A.: Yolo9000: better, faster, stronger. In: Proceedings of the
IEEE conference on CVPR, pp. 7263–7271 (2017)

28. Ren, S., He, K., Girshick, R., Sun, J.: Faster R-CNN: Towards real-time object
detection with region proposal networks. In: Advances in NIPS, pp. 91–99 (2015)

29. Yu, F., et al.: Bdd100k: A diverse driving video database with scalable annotation
tooling. arXiv preprint arXiv:1805.04687 (2018)

30. Zhu, P., et al.: Visdrone-vdt2018: the vision meets drone video detection and track-
ing challenge results. In: Proceedings of the ECCV (2018)

31. Zhu, X., Wang, Y., Dai, J., Yuan, L., Wei, Y.: Flow-guided feature aggregation for
video object detection. In: The IEEE ICCV (October 2017)

http://arxiv.org/abs/1711.07264
https://doi.org/10.1007/978-3-319-10602-1_48
https://doi.org/10.1007/978-3-319-46448-0_2
http://arxiv.org/abs/1805.04687


Compressed Video Action Recognition
Using Motion Vector Representation

Chenghui Zhou1, Xiaolei Chen2, Pei Sun2, Guanwen Zhang1(B), and Wei Zhou1

1 School of Electronics and Information, Northwestern Polytechnical University,
Xi’an, China

{guanwen.zh,zhouwei}@nwpu.edu.cn
2 CNPC Logging Co., Ltd., Xi’an, China

Abstract. Action recognition is an important task for video under-
standing. Due to expensive time consumption, the conventional
approaches employing the optical flow are difficult to be used for real-
time purpose. Recently, the Motion Vector (MV), which can be directly
extracted from the compressed video, has been introduced for action
recognition. In this paper, we propose a novel approach by utilizing
motion vector representation for action recognition. On the one hand, we
use the motion vector information to select key information sequences
for recognition. On the other hand, we further use the motion vector to
formulate the representation of the selected sequences. We evaluate the
proposed approach on UCF101 and HMDB51 datasets. The experimen-
tal results demonstrate that the proposed approach is able to achieve
competitive recognition performance, and is able to maintain a 461.5 fps
end-to-end processing rate at the same time.

Keywords: Action recognition · Motion vector · Real-time

1 Introduction

The video action recognition is an important area in computer vision for under-
standing real-world video data, and it has received much attention in recent years
due to the rapid growth of deployed smart devices. Generally, the performance
of action recognition greatly depends on whether the temporal information of
the entire video can be fully utilized. The state-of-the-art deep learning methods
for action recognition use convolutional neural networks (CNNs) on the basis
of the pre-computed optical flow features. Those methods densely sample the
video frames in a short time range and optical flow to characterize the temporal
information [13,15].

However, optical flows computation is still inefficient and costs over 90% of
the whole run-time both at training and testing phases because of the dense
estimation between pixels. Besides, those methods are lack of the capability to
incorporate long-range temporal information. Since the videos have very low
information density, the video data is supposed to be compressed to meet the
c© Springer Nature Switzerland AG 2021
A. Del Bimbo et al. (Eds.): ICPR 2020 Workshops, LNCS 12661, pp. 701–713, 2021.
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Fig. 1. Visualization of the motion vector and optical flow. Although motion vector
contains some noise, it still represents motion information similar to optical flow to a
certain content.

limit requests of bandwidth and storage media before transmission and storage.
The video encoding algorithms and implementations, such as MPEG [10], H.264
[24], and H.256 [2] standards, have been built-in the smart devices. In video
encoding, one similar criterion as that of the optical flow for describing tempo-
ral information of video is the Motion Vector (as shown in Fig. 1). Motion vector
is designed to represent the motion information of two consecutive frames. It is
able to represent local motion patterns of image blocks, and is able to remove the
redundant content. Compared with optical flow, the motion vector has already
been calculated on the smart devices, and saved in the video stream. Therefore,
utilizing the motion vector as the feature representation for action recognition
will be much more efficient and faster compared with that of the video decom-
pression and optical flow computation for optical flow. DTMV-CNN [26] has
explored to use motion vector as temporal information to train the deep neu-
ral network. This work apply distillation to transfer knowledge from an optical
flow network to a motion vector network. However, unlike our approach, it still
densely sample the video frames in a short time range and optical flow to char-
acterize the temporal information and has risks of missing key information in
video. Meanwhile, it still requires optical flow as an additional supervision.

In this paper, we propose a novel approach for compressed video action recog-
nition using motion vector representation. On the one hand, we formulate the
motion information on the basis of motion vector to describe motion intensity.
The sequences with high motion intensity indicate the sequences with more infor-
mation, which are selected as key information sequences. On the other hand, we
introduce a two-stream deep convolutional neural network (CNN) to perform
feature learning on the basis of motion vector. The network consists of a spatial
and a temporal CNN, which are finial fused as an end-to-end manner for action
recognition. We evaluate the proposed method on UCF101 [17] and HMDB51
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Fig. 2. Overview of our approach. A video, according to its motion vector features,
is divided into L sequences. During these sequences, the key sequences contain the
most abundant characterization information. Accurate and efficient video-level action
prediction can be achieved by extracting the high performance representation of key
sequence and designing a reasonable fusion function.

[9] datasets. The experimental results demonstrate that the proposed method
significantly outperforms the-state-of-art methods on the two datasets.

2 Related Works

Action recognition has been widely studied in recent years. Extracting and apply-
ing discriminative features from videos is the most important step in action
recognition. The research can be roughly divided into two groups: deeply-learned
features and temporal sampling strategy.

Deeply-Learned Features. The latest developments in deep neural networks
have greatly improved the effect of video understanding. A lot of studies designed
effective CNN architectures to extract deep features for action recognition
[15,19–21]. Zisserman et al. proposed two-stream architecture that exploits two
CNNs to model RGB and optical flow respectively [15]. This method achieved
excellent performance in recognition accuracy. Zhang et al. developed the deeply
transferred motion vector CNN, which applied distillation to transfer knowledge
from an optical flow network to a motion vector network [26]. Wang et al. pro-
posed a two-stream 3D CNN fusion technology, which uses spatial-temporal
pyramid pools (STPP) and LSTM models to extract multi-size descriptions and
learn the global representation of each input video [23]. Several works [6,12]
tried to use recurrent neural networks (RNNs) to model the temporal evolu-
tion of frame features for action recognition. Almost all these methods need to
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extract the extra temporal features such as optical flow, that results in intro-
ducing excessive computational cost. Different from those methods, we leverage
motion vector as the temporal feature, which can be extracted directly from
standard compressed video with very low computational cost.

Temporal Sampling Strategy. Many research works have been devoted to
modeling the long-temporal sampling structure for action recognition [5,7]. Fer-
nando et al. postulated that a function, which is capable of ordering the frames of
a video temporally, would capture well the evolution of the appearance within the
video via a ranking machine [7]. Shi et al. proposed a long-term motion descriptor
called sequential Deep Trajectory Descriptor (sDTD), which was introduced into
a three-stream framework so as to identify actions from a video sequence [14].
Song et al. introduced a simple yet effective temporal-spatial mapping (TSM)
for capturing the temporal evolution of the frames by jointly analyzing all the
frames of a video [16]. Zhu et al. presented a CNN architecture that implic-
itly captured motion information between adjacent frames, which only took raw
video frames as input and directly predicted action classes without explicitly
computing optical flow [27]. However, those methods would be time consuming
when applied to long video sequences and have risks of missing key information
in video. In order to tackle this issue, we propose a key information sequence
detection algorithm and a sparse temporal sampling strategy to enable learning
key motion information efficiently.

3 Proposed Approach

The proposed approach exploits motion vectors to learn temporal information for
action recognition. Due to the dependency of motion vectors and interference of
camera movement, the motion vector can not be used directly as input for feature
learning. We first select the key information sequences based on output motion
vector and then formulate the motion information by decoupling the dependency
and camera movement. The motion vector representation is finally learning by
using a two-stream CNN. As discussed in above sections, the motion vectors
have already been calculated and saved in video stream, which will introduce no
extra computation. The proposed method can achieve extremely fast processing
speed. The overview of the proposed method is summarized in Fig. 2.

3.1 Motion Vector

Motion vectors are criterion of the degree of contents intensity. It is designed for
describing macro blocks movement between two successive frames. The video
compression algorithms or implementation generally utilize motion vectors to
leverage the redundancy of similar contents in videos. Those algorithms exploit
a famous search algorithm “Three Step Search” [11] to achieve great balance
between search times and preferable result. If there exists displacement (i, j) that
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makes Mean Absolute Difference (MAD) get minimal value, this displacement
is the motion vector of current block (MVblock) as:

MADblock(i, j) =
1

MN

M∑

m=1

N∑

n=1

|fc(m,n) − fc+1(m + i, n + j)| , (1)

where (i, j) is displacement, M and N are the height and width of a block. In
Eq. 1, the fc(m,n) is the pixel value of point (m,n).

The video frames are split into I-frames (intra-coded frames), P-frames (pre-
dictive frames), and B-frames (bi-directional frames) as in H.264 or H.265 stan-
dard. The I-frames are coded using only information from the current frame.
The P-frames and B-frame are referring to other frames, and they only encode
the changed content parts. For each P-frame, only the change corresponding to
the reference frame is stored.

3.2 Key Information Selection

Due to the continuity of action, the effective information density of video is very
sparse. We have designed a new key information sequence selection algorithm
based on motion vectors to extract key information sequences.

We exploit motion vector as an objective criteria to detect key information
sequences in video. The core part of the key information selection algorithm is
locating active parts of motion vector curve. The sum of motion vector blocks
in a frame indicates how fast the content changes as:

MVa =
N∑

t=0

MVt, (2)

where, N is the total number of macro blocks in a frame and MVa is the sum of
all motion vectors value within the frame a. Due to the consideration of camera
movement, we exploit a normalized metric as:

MV r
a =

MVa

max(MVframes)
, (3)

In Eq. 3, MVframes is a matrix containing MV values of all frames within current
video and the MV r

a is a normalized result of frame a, which can offset the
adverse effects of background movement to a certain extent. In order to detect
the boundary of the key information sequence in the video, we use the absolute
value of the motion vector difference between two consecutive frames to evaluate
the degree of fluctuation. The residual of MV can be represented as:

MV residual =
∣∣MV r

a − MV r
a+1

∣∣ , (4)

where MV r
a and MV r

a+1 represents the normalized motion vector of frame a and
next frame. MV residual represents the degree of fluctuation of motion state at
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Fig. 3. Visualization of the key information sequence selection algorithm.

two continuous frames. We use MV residual as a measure rather than MVframe

because MVframe is just a representation of the speed at which video con-
tent changes. If there is a continuous high MVframe value without significant
difference, no fluctuation will occur. In order to ensure motion integrity and
reduce redundancy, we locate the key information sequence boundary by match-
ing the pattern of weakly continuous high MV residual values. As shown in Fig. 3,
weakly continuous patterns allow the appearance of continuous frames with low
MV residual, in which the length is less than k. In this manner, we can divide a
video into several sequences based on motion vector and its residual. We assume
that when the number of consecutive low MV residual exceeds the threshold k,
the current region is the segmentation edge of the key sequence.

3.3 Motion Vector Representation

During video coding, motion vectors are mainly composed of two factors: the
object motion and camera motion. Moving objects usually attract more visual
attention than background. It is thus necessary to remove the interference caused
by camera movement. Furthermore, it has been pointed out in [25] that the
motion vectors in P-frames do not contain the full information and have strong
interdependence, because the reference frame of P-frame may be a P-frame again.
In order to relieve those problems, we firstly propose a voting algorithm based
on the motion angle to remove the camera motion. In video coding, macro block
is the basic coding unit, which has sizes ranging from 8 × 8 to 16 × 16. In other
words, the splitting depth is 1 (= 8 × 8 block size) and 0 (= 16 × 16 block size)
[18]. Generally speaking, the split depth of background is always smaller than
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object. To this end, the background region Rb can roughly be calculated as:

Rb = {(x, y)‖Dxy <
1

|N |
∑

(x′ ,y′ )∈N

Dx′y′ }, (5)

here Dxy is the split depth at location (x, y) in current frame. |N | is the total
number of macro blocks. As for camera motion, assuming that Mx,y is the two-
dimensional motion vector of pixel (x, y) and the dominant camera motion Mc

in this frame can be determined via voting all motion vectors angles in the
background Rb as:

max hist(
⋃

x,y∈Rb

A(Mx,y)), (6)

here A(Mx,y) is the azimuth for MVs and hist(.) is the azimuth histogram
of all MV s. Considering that the motion vector is a two-dimensional vector,
we can calculate the angle of the motion vector in the Cartesian coordinate
system through a trigonometric function. In this paper, 12 bins with equal angle
width (360

◦
12 = 30◦) are applied for the histogram A(Mx,y), radius r(Mx,y) for

the camera motion needs to be calculated via averaging over all MVs from the
selected bin of A(Mx,y). Hence, the camera motion of each frame can be achieved
upon A(Mx,y) and r(Mx,y). Secondly, in order to break the dependency between
consecutive P-frames, we accumulate the motion vectors and residual. According
to statistics, the first P-frame after the I-frame often contains the most complete
motion structure information, so we use the first P-frame closest to the current
frame as the basis of the entire time stream. Let Rf−1 = Lf − Mf be reference
location in previous frame. Lf and Mf represents the location and motion vector
of a pixel at current frame respectively. The location traced back to frame l is
formed as:

Rl = Lf − Mf − ... − Ml, (7)

Then the corrected motion vector CP at current P-frame are

C(t)
P = L

(t)
P − T (t)

P first + M
(t)
P first, (8)

here L
(t)
P is the location of pixel t in current P-frame and T (t)

P first is the location

traced back to the first P-frame. M (t)
P first represents the motion vector informa-

tion in the first P-frame. This corrected approach can be efficiently implemented
by simple recursive algorithm in linear time.

3.4 Baseline Model

Our baseline module is based on the classical two-stream structure and uses
motion vectors to capture temporal information. We adopt the cross modality
pre-training and partial BN [22] to mitigate the risk of over-fitting. In terms
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Fig. 4. Confusion matrix for MVR-AR based on high performance motion vectors of
101 classes on UCF101 (split1).

of network architecture, we use Resnet-50 which is pre-trained in ImageNet [4]
to formulate spatial and temporal networks. As shown in experiments, it could
achieve a good balance between recognition speed and accuracy.

We design a multi-input network model. As for the spatial stream CNN, we
randomly sampled one frame of RGB image as feature for network learning in
sequences with relatively low motion intensity. In the critical stage of the action,
because the motion information is more abundant, we sample two frames for
the feature learning. The design of such a sampling strategy helps the network
to better learn the key parts of the motion in the video, and only needs four
frames to learn the action. We obtain 10 stacked motion vectors in the x and
y directions respectively as the temporal features by removing camera motion,
decoupling between P-frames, as well as gaussian filtering.

As explained in [22], the fusion function of the network has a crucial impact
on the recognition results. In this paper, we utilize average fusion without any
other supervision. As shown in the experiments, the baseline model can still
achieve competitive results.
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4 Experiments

In this section, we first introduce the test datasets and the implementation details
of experimental. Then we validate that high performance motion vector can be
a good replacement for optical flow for action recognition. At the same time, we
also experimentally demonstrate that key information sequences can improve
the recognition accuracy of network (Table 2).

Table 1. Improved recognition accuracy when replacing original motion vectors with
improved motion vectors on ucf-101 [17] and hmdb-51 [9]. r-mv: original motion vectors.
h-mv: high performance motion vectors. ‘+’ represents the fusion scores of models. K
is the number of key information sequences.

K = 3 RGB R-MV H-MV R-MV+RGB H-MV+RGB

UCF-101

Average 82.2 73.5 76.0 90.5 91.8

HMDB-51

Average 50.6 34.9 37.1 58.2 58.4

Table 2. Compared result of the algorithm of key information sequence and average
segmentation. kis: key information selection.

K = 3 RGB R-MV H-MV R-MV+RGB H-MV+RGB

UCF-101

Average 81.2 73.5 76.0 89.5 90.8

KIS 82.8 75.8 77.6 91.2 92.1

HMDB-51

Average 50.6 34.9 37.1 58.2 58.4

KIS 51.8 36.9 38.0 59.6 60.3

4.1 Datasets and Experimental Details

We evaluate our method Motion Vector Representation based Action Recogni-
tion (MVR-AR) on two action recognition datasets, UCF101 [17] and HMDB51
[9]. The UCF101 dataset contains 101 action classes and 13,320 video clips.
HMDB51 contains 6,766 videos from 51 action categories. Each dataset has 3
training/testing splits for evaluation. Unless otherwise stated, we report the aver-
age effect of the 3 testing splits. During testing, we uniformly sample 25 RGB
frames or motion vectors stacks from the action videos following [22]. Meanwhile,
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Table 3. The speed of extracting motion and vector optical flow under the same video
resolution.

Dataset Spatial-resolution TV-L1 Flow(GPU)(FPS) (RTX 1080 Ti) High performance MV(CPU)(FPS)

UCF101 320 * 240 28.2 676.7

HMDB51 320 * 240 28.2 676.7

we crop 4 corners and 1 center, and their horizontal flipping from the sampled
frames. We use average pooling before Softmax to aggregate the predictions of
different crops and snippets. For the fusion of spatial and temporal stream net-
works, we take a weighted average of them. We give more credits to the temporal
stream by setting its weight as 1.5 and that of spatial stream as 1. As for train-
ing details, our models are pre-trained on the ImageNet [4] and fine-tuned using
Adam [8] with a batch size of 64. For spatial networks, the initial learning rate
is set to 0.001. The learning rate is divided by 10 at epoch 25, epoch 50 respec-
tively. There are total 60 epochs for the training phase. For temporal network,
the initial learning rate is set to 0.001. The learning rate is divided by 10 at
epoch 180, epoch 270 respectively. And there are total 300 epochs for the train-
ing phase. For data augmentation, we apply color jittering, random cropping to
224 × 224 and horizontal flipping for training set during training. To speed up
training, we employ a data-parallel strategy with multiple GPUs, implemented
with our modified version of PyTorch. The whole training time on UCF101 is
around 1.5 h for spatial network and 6 h for temporal network with 2 GeForce
RTX 1080 Ti.

4.2 Accuracy and Efficiency

In this section, we study the benefits of motion vectors representation and key
sequences selection for action recognition. Table 1 shows the experimental results
of our algorithm on these two datasets. When motion vector is combined with
RGB, the algorithm results are more ideal, and the accuracy on the UCF101
and HMDB51 datasets is increased by 18.3% and 23.5%, respectively.

And then, we experimentally verified the improvement of the key informa-
tion sequence selection compared with the average division. In order to achieve a
balance in recognition accuracy and efficiency, we divide the video into 3 as indi-
cated in [22]. Differently, we sparsely sample features within the key information
sequence selection.

The proposed method is very efficient because all features can be directly
extracted from the video stream. We calculated the time required to generate the
motion vector and optical flow. The comparison results are shown in Table 3. The
computation speed of motion vectors is 676 FPS on CPU, while the computation
speed of optical flows is only 28.2 FPS on GPU.

We compare the performance of our proposed method with several state-of-
the art methods. The results are summarized in Table 4. The proposed method
has a greater performance in recognition rate. Compared with the DTMV +
RGB-CNN algorithm [26], which uses motion vector as the temporal feature



Compressed Video Action Recognition Using Motion Vector Representation 711

Table 4. Comparison of speed and accuracy with state-of-the-art on ucf101.

UCF-101 Accuracy FPS1

MDI + RGB [1] 76.9% <131

C3D(1 net)(GPU) [19] 82.3% 313.9

DTMV + RGB-CNN [26] 86.4% 390

Two-stream CNNs(GPU) [15] 88.0% 14.3

Two-stream I3D (RGB + Flow) [3] 93.4% < 14

TSN (RGB + Optical Flow) (GPU) [22] 94.0% 14

TSN (RGB + RGBDiff) (GPU) [22] 91.0% 340

MVR-AR (RGB + Motion Vector) 92.1% 461.5
1 The comparison results in the table are extracted from the orig-
inal papers

and relies on additional supervision from an optical flow, MVR-AR still outper-
forms 5.8%. The main difference between DTMV + RGB-CNN and MVR-AR
is the different sampling strategy. DTMV + RGB-CNN algorithm based clas-
sical two-stream network chooses the dense sampling strategy in a short time
range to characterize the temporal information with the risks of missing key
information in video. However, MVR-AR utilizes sparse sampling strategy in
key information sequences and has a great capacity to incorporate long-range
temporal information.

Compared with other optical flow based algorithms [3,15,22], our proposed
method is about 14 times faster.

4.3 Ablation Studies

We first analyze the parameter sensitivity. There is one important parameter
in our approach: the threshold k used to locate the key information sequence
boundary. Considering the frames-per-second(fps) of videos is 24, we test three
different parameter settings by setting k to 6, 12, 18. The accuracy of temporal
CNN on UCF101 grows up from 75.6% to 75.8% when k 6 to 12 and goes down
to 75.5% at k 18. According to this study, we set k = 12 in all experiments.

4.4 Visualizations

We show the confusion matrix for MVR-AR on UCF101 in Fig. 4. It can be
shown that MVR-AR performs well in most videos for Human action category
like Billiards and CleanAndJerk. However, MVR-AR performs worse in class
HeadMassage and Hammering. For HeadMassage, MVR-AR always mis-
classifies into Hammering. It is possible that the action in HeadMassage is
similar to the one in Hammering.
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5 Conclusions

In this paper, we propose to train deep networks directly on compressed video
representation. We use motion vectors to replace the optical flows as temporal
features. Motion vectors can be extracted directly from video without extra
calculation and represent the true and interesting signal. However, due to the
dependency of motion vectors and interference from camera movement, training
CNNs with motion vectors directly is extremely challenging. In order to mitigate
this issue, we propose high performance motion vectors for network learning. At
the same time, in order to reduce the high temporal redundancy and capture
the key information in video, we propose a key information sequence detection
algorithm to extract key sequences in the video for network learning. In general,
our network has very good performance in recognition accuracy and efficiency
and has very good practical application potential.

References

1. Bilen, H., Fernando, B., Gavves, E., Vedaldi, A., Gould, S.: Dynamic image net-
works for action recognition. In: Proceedings of the IEEE Conference on Computer
Vision and Pattern Recognition, pp. 3034–3042 (2016)

2. Bross, B., Han, W.J., Ohm, J.R., Sullivan, G.J., Wang, Y.K., Wiegand, T.: High
efficiency video coding (hevc) text specification draft 10 (for fdis & final call).
Joint Collaborative Team on Video Coding (JCT-VC) of ITU-T SG16 WP3 and
ISO/IEC JTC1/SC29/WG11, JCTVCL1003. v34 (2013)

3. Carreira, J., Zisserman, A.: Quo vadis, action recognition? a new model and the
kinetics dataset. In: proceedings of the IEEE Conference on Computer Vision and
Pattern Recognition, pp. 6299–6308 (2017)

4. Deng, J., Dong, W., Socher, R., Li, L.J., Li, K., Fei-Fei, L.: Imagenet: a large-scale
hierarchical image database. In: 2009 IEEE Conference on Computer Vision and
Pattern Recognition, pp. 248–255. IEEE (2009)

5. Diba, A., Sharma, V., Van Gool, L.: Deep temporal linear encoding networks. In:
Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition,
pp. 2329–2338 (2017)

6. Du, Y., Wang, W., Wang, L.: Hierarchical recurrent neural network for skeleton
based action recognition. In: Proceedings of the IEEE Conference on Computer
Vision and Pattern Recognition, pp. 1110–1118 (2015)

7. Fernando, B., Gavves, E., Oramas, J.M., Ghodrati, A., Tuytelaars, T.: Modeling
video evolution for action recognition. In: Proceedings of the IEEE Conference on
Computer Vision and Pattern Recognition, pp. 5378–5387 (2015)

8. Kingma, D.P., Ba, J.: Adam: a method for stochastic optimization. arXiv preprint
arXiv:1412.6980 (2014)

9. Kuehne, H., Jhuang, H., Garrote, E., Poggio, T., Serre, T.: HMDB: a large video
database for human motion recognition. In: 2011 International Conference on Com-
puter Vision, pp. 2556–2563. IEEE (2011)

10. Le Gall, D.: Mpeg: a video compression standard for multimedia applications.
Commun. ACM 34(4), 46–58 (1991)

11. Li, R., Zeng, B., Liou, M.L.: A new three-step search algorithm for block motion
estimation. IEEE Trans. Circ. Syst. Video Technol 4(4), 438–442 (1994)

http://arxiv.org/abs/1412.6980


Compressed Video Action Recognition Using Motion Vector Representation 713

12. Liu, J., Shahroudy, A., Xu, D., Wang, G.: Spatio-temporal LSTM with trust gates
for 3D human action recognition. In: Leibe, B., Matas, J., Sebe, N., Welling, M.
(eds.) ECCV 2016. LNCS, vol. 9907, pp. 816–833. Springer, Cham (2016). https://
doi.org/10.1007/978-3-319-46487-9 50

13. Lu, T., Ai, S., Jiang, Y., Xiong, Y., Min, F.: Deep optical flow feature
fusion based on 3D convolutional networks for video action recognition. In:
2018 IEEE SmartWorld, Ubiquitous Intelligence & Computing, Advanced &
Trusted Computing, Scalable Computing & Communications, Cloud & Big
Data Computing, Internet of People and Smart City Innovation (Smart-
World/SCALCOM/UIC/ATC/CBDCom/IOP/SCI), pp. 1077–1080. IEEE (2018)

14. Shi, Y., Tian, Y., Wang, Y., Huang, T.: Sequential deep trajectory descriptor for
action recognition with three-stream CNN. IEEE Trans. Multimedia 19(7), 1510–
1520 (2017)

15. Simonyan, K., Zisserman, A.: Two-stream convolutional networks for action recog-
nition in videos. In: Advances in Neural Information Processing Systems, pp. 568–
576 (2014)

16. Song, X., Lan, C., Zeng, W., Xing, J., Sun, X., Yang, J.: Temporal-spatial mapping
for action recognition. IEEE Trans. Circ. Syst. Video Technol. 30, 748–759 (2019)

17. Soomro, K., Zamir, A., Shah, M.: Ucf101-action recognition data set (2017)
18. Sullivan, G.J., Baker, R.L.: Efficient quadtree coding of images and video. In:

Proceedings ICASSP 91: 1991 International Conference on Acoustics, Speech, and
Signal Processing (2002)

19. Tran, D., Bourdev, L., Fergus, R., Torresani, L., Paluri, M.: Learning spatiotem-
poral features with 3D convolutional networks. In: Proceedings of the IEEE Inter-
national Conference on Computer Vision, pp. 4489–4497 (2015)

20. Tran, D., Ray, J., Shou, Z., Chang, S.F., Paluri, M.: Convnet architecture search
for spatiotemporal feature learning. arXiv preprint arXiv:1708.05038 (2017)

21. Varol, G., Laptev, I., Schmid, C.: Long-term temporal convolutions for action
recognition. IEEE Trans. Pattern Anal. Mach. Intell. 40(6), 1510–1517 (2017)

22. Wang, L., et al.: Temporal segment networks: towards good practices for deep
action recognition. In: Leibe, B., Matas, J., Sebe, N., Welling, M. (eds.) ECCV
2016. LNCS, vol. 9912, pp. 20–36. Springer, Cham (2016). https://doi.org/10.1007/
978-3-319-46484-8 2

23. Wang, X., Gao, L., Wang, P., Sun, X., Liu, X.: Two-stream 3-D convnet fusion for
action recognition in videos with arbitrary size and length. IEEE Trans. Multime-
dia 20(3), 634–644 (2017)

24. Wiegand, T., Sullivan, G.J., Bjontegaard, G., Luthra, A.: Overview of the h.
264/avc video coding standard. IEEE Trans. Circ. Syst. Video Technol. 13(7),
560–576 (2003)

25. Wu, C.Y., Zaheer, M., Hu, H., Manmatha, R., Smola, A.J., Krähenbühl, P.: Com-
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Abstract. In recent years, the advancement of convolutional neural net-
work (CNN) topologies have been constantly evolving at an increas-
ingly fast pace, with current novel proposals like Inception, ResNet,
MobileNet, etc., pushing the performance results on available bench-
marks, and optimizing towards smaller models with lower number of
trainable parameters capable of achieving comparable results to the
known state of the art. To this day, most of these novel approaches
either rely on the use of pooling layers or the use of strided convolutions
as one of the main building blocks of a CNN, i.e., the traditional max
pooling and average pooling layers, as a way to reduce spatial dimen-
sionality of features progressively through the network and focusing on
obtain a value that not necessarily contains valuable information of the
position of the object of interest. The selection between these two lay-
ers is typically based on the experience of the Neural Network architect,
were several training procedures have to be evaluated to guarantee the
best accuracy. In this work, we introduce the concept of the region pool-
ing learning, in which an optimal pooling behavior is learned through
training. Additionally, the knowledge of the region pooling layers can
be leveraged by deeper layers. The region pooling layer could learn to
behave as a max-pooling or an average-pooling, or it might learn to pool
the most convenient value based on training. The experimental results
presented in this work over two available image datasets suggest that the
use of the region pooling layer improves the performance of a Resnet18
CNN network, outperforming in some cases a typical ResNet110 CNN.

Keywords: Feature pooling · Convolutional neural network · Image
classification

1 Introduction

Neural network topologies are mainly composed of a coding step, that outputs
features with desirable properties by passing an input image through a set of
convolutional layers, together with a pooling step that transforms the features
of the previous step into a more compact representation. Pooling helps to reduce
the amount of computations and provides invariance to image transformations,
while preserving relevant details robust to noise and clutter [2].

Typically, there are two commonly used pooling operations. The first one
is the average pooling, where the idea of this operator is to perform a local
c© Springer Nature Switzerland AG 2021
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averaging and a sub-sampling, reducing the resolution of the feature maps and
adding some level of invariance to distortions and translations [14]. The second
one is the max pooling, that operates in a similar way as the average pooling,
but instead it uses the maximum value in the neighborhood to sub-sample the
feature map.

New types of topologies focused on object recognition tasks [9,20,22] have
succeeded in the production of better features representations during the coding
steps; these features can be then pooled by a kernel that operates in a local
spatial neighborhood or use strided convolutions that can reduce the dimension
of the output features. The issue with these approaches is that the neighborhoods
could contain heterogeneous vectors that may result in a considerable loss of
information [1], limiting the generalization of the network.

The focus of this work is to define a smart pooling kernel able to define by
itself a region at a sub-pixel precision, in which it can apply its own pooling
operation, minimizing the loss of information.

To better describe the introduction of the smart pooling layer, we organized
this manuscript as follows: Sect. 2 describes the related work in regards to novel
proposed pooling operations; Sect. 3 explains in detail the methodology followed
in our experimentation; Sect. 4 presents how the training of the smart pool layer
is done; and Sect. 5 presents the results obtained and the conclusions observed,
respectively.

2 Related Work

There has been some recent proposals around the use of different pooling lay-
ers. Some of these use attention mechanisms in order to compute the pooling
operation; an example of this is presented in Natural Language Processing appli-
cations [19], where the pooling methodology is focused on an answer selection
problem, where given a Question q of size M , and a Candidate Answer a of
size L, the algorithm passes each input through a convolutional neural network
(CNN) that outputs a feature map QεRc×M and AεRc×L respectively. After
this process, a Matrix G is defined as G = tanh(QTUA), where UεRc×c is the
matrix of parameters to be learned; the matrix G now contains a soft alignment
between the hidden vectors of q and a. Taking into account this, a column-wise
and a row-wise max pooling is applied, resulting in gq and ga that are used to
compute rq = Q ∗ softmax(gq) and ra = Q ∗ softmax(ga) that are the pooled
vectors.

Other works proposing different pooling operations are described in frac-
tional max pooling [6]. In the reported work, given a 2 × 2 pooling operation,
the disjoint nature of the pooling regions can limit the generalization of the
network. Additionally, as this layer reduces very quickly the size of the feature
maps by a factor of 2, stacks of back to back convolutional layers are used to
build deeper networks [20]. This method proposes the reduction factor α of the
pooling between 1 < α2, and at the same time adding randomness to the pool-
ing process. The max pooling process can be seen as Pi,j ⊂ {1, 2, . . . , Nin}2
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for each (i, j)ε{1, . . . , Nout}2, where Pi,j is the pooling region, Nin and Nout

are the height of the input and output matrix respectively, and the maximum
value is used in each region Pi,j . This methodology generates a square grid in
the input feature map, and using two increasing series of integers (ai)Nout

i=0 and
(bi)Nout

i=0 starting at 1 and ending with Nin, the pooling regions are defined by
Pi,j = [ai−1, ai − 1] × [bj−1, bj − 1].

In the CoordConv approach [16] the authors propose to concatenate extra
channels to the input features with shape h × w × c, where h,w and c are the
height, width and number channels, resulting in new feature maps with shape
h × w × c + n, where n corresponds to the number of channels added, in their
most basic version the added channels correspond to the i and j coordinates,
respectively, although it could have a third channel for an r coordinate, where

r =
√

(i − h/2)2 + (j − w/2). Thus the number of parameters in each Coord-
Conv layer will contain (c + d) × c′ × k2. Although this approach was able to
achieve good results in Generative Modeling tasks, it was not able to significantly
improve the Top-5 accuracy in the ImageNet [4] challenge using a ResNet50
topology.

The Global Second-order Pooling (GSoP) [3] techniques have shown success-
ful results in different tasks, such as object recognition, object detection and
video classification, one of the ways to extract second-order features using pool-
ing layers is by computing a covariance matrix XᵀX, then applying a tangent
space mapping using the matrix logarithm which can be computed using singular
value decomposition, thus this layer has the form Xl+1 = log(XᵀX+εI) [11], this
layer, although only used at the last convolutional layer, it has shown promis-
ing results [15] and the idea of using it at earlier layers has been borded in [5],
where they not only introduce GSoP at the last convolutional layer but also into
intermediate layers of deep convolutional networks.

3 Region Pooling Learning

The idea behind the Region Pooling Learning or smart pooling approach pro-
posed in this work is the usage of a neural network, as described in Fig. 3, that
takes a sub-image as the input and generates the coordinates (x, y) at the net-
work’s output. This output represent the location of the most representative
pixel from the image to be pooled. It is important to remark that the x and
y coordinates are floating point values that allow for sub-pixel precision, with
these coordinates a weighted average is applied in the same way the texture
sampler works in a GPU. The details of implemented procedure will be covered
in this section.

In the first stage, the input image I with size (Wi,Hi) is cropped removing
the last Wi mod wk columns and the last Hi mod hk rows, where (wk, hk)
represent the size of the pooling kernel. Removing these columns and rows, the
dimension of the output image is given by the ratio of the sizes as:
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dx = (Wi − δx)/wk (1)
dy = (Hi − δy)/hk (2)

where δx = Wi mod wk, and δy = Hi mod hk, representing the residual
columns and rows, respectively. An illustration of this can be observed in Fig. 1.

Fig. 1. The input image is cropped, removing rows and columns that allows the entire
division in the ratio of Wi/wk.

In order to process the cropped image, every sub-image will be batched,
generating a one-dimensional array of images of (wk, hk). The length of this
array is given by dx × dy as shows Fig. 2.

Fig. 2. The cropped image is sliced in an array of sub-images, where each sub-image
has the size of the pooling kernel, and the stride is equal to the size of the kernel.

Finally, every image in the generated batch is evaluated by a small neural
network composed by four layers: two convolutional layers of 8 filters with sizes
of 5 × 1; one fully connected layer of 20 units fed by 1-dimensional kernels from
the output of the first convolutional layers; and the output layer with 2 units
in order to generate the x and y coordinates, thus the output of this network
will be of size (dx × dy, 2). These coordinates are scaled to the size of the kernel
wk and hk respectively, and represent the location of the pooled pixel in the
sub-image coordinate frame.
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Fig. 3. The smart pooling sub neural network, designed to provide the (x, y) coordi-
nates for pooling a sample from the input image.

Since these values are floating point type, one simple idea could be to take the
nearest value to the pixel, but this ignores all the other pixels in the sub-image,
and does not weight their contribution, instead we use the bilinear interpolation.

4 Experiments and Results

In order to test the concept of the region pooling learning in CNNs, three sets of
experiments were implemented. The first one is a toy example that shows that
our proposed pooling method can behave as Max Pooling or Average Pooling,
the second one consists of training a CNN over the CIFAR-10 dataset, and the
third one is a CNN over the ImageNet dataset. All the implementations use the
PyTorch framework.

4.1 Average-Max Pooling Behavior

The first task we considered in order to show that our layer can act as max-
pooling or average-pooling was to learn to behave as these poolings methods,
here a training dataset composed of random matrices was used, during these
tests the smart pooling layer had 16 neurons in its first convolution layer and 8
neurons in the second convolutional layer. For the max-pooling task, only two
layers were used, a max-pooling layer with a 3 × 3 kernel size, serving as the
target output, and the smart pooling layer, which was trained for 3 epochs,
where datasets of 50,000 30 × 30 matrices with a range of [0, 1] were randomly
generated. An initial learning rate of 0.1, divided by 10 each epoch and weight
decay of 0.0001 using Stochastic Gradient Descent (SGD), our method was able
to predict the x, y coordinates of the maximum value with a 95% of accuracy
over a 1000 30× 30 random matrices. For the mean-pooling task a similar setup
was employed, with the difference that the mean pooling layer produced the
target output, the results showed that our layer had a maximum pixel difference
of 0.06 between the predicted and the target output, the output of this task can
be seen in Fig. 4.
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As the purpose of our method is not to imitate the max or average pooling.
Instead, is to compute the coordinates of the pixel that best represents the kernel,
and in order to reduce the computation requirements, the number of neurons
was reduced resulting in the topology depicted in Fig. 3.

Target mean pooling Predicted mean pooling

Fig. 4. Result of the smart pooling layer trained as mean pooling.

4.2 CIFAR-10

The CIFAR-10 [13] is a public data set that consists of 60,000 32 × 32 color
images in 10 classes, with 6,000 images per class. There are 50,000 training
images and 10,000 test images in the official release. In this context, the CIFAR-
10 has been widely used for testing and benchmarking the state of the art models
with the use of traditional pooling layers.

For this work, we modified ResNet18 [9] and PyramidNet [7] replacing their
pooling method with the smart pooling layer, in this use case, only the global
average pooling layer was replaced with our approach, for the ResNet18 topology
a batch size of 128 was used, a weight initialization as in [8], a weight decay of
0.0001, a momentum of 0.9, an initial learning rate of 0.1 that is divided by 10
at 25 and 50 epochs, and terminating the training at 75 epochs. The training
rule used during the experiments was SGD.

The ResNet18 topology is described in Table 1, it is important to highlight
that there are two ResNet versions, the one that has up to 1.7M of parameters,
that is described in Table 1, and the other version that has more than 11M
of parameters and uses a similar topology as described in Table 4, with the
difference that the first convolutional layer has a kernel size of 3 × 3, a stride of
1 and the last layer has an output size of 10.
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In the case of the PyramidNet topology, it was trained for 300 epochs, depths
of 110 and 18 were considered, an alpha = 84, the training settings were the same
as in [7].

Table 1. ResNet18* topology with a smart pooling layer added, trained over CIFAR-10

Name Output size ResNet-18

Conv1 32 × 32 × 16 3 × 3, 16 stride 1

Conv2 32 × 32 × 16

[
3 × 3, 16

3 × 3, 16

]
× 2

Conv3 16 × 16 × 32

[
3 × 3, 32

3 × 3, 32

]
× 2

Conv4 8 × 8 × 64

[
3 × 3, 64

3 × 3, 64

]
× 2

Smart pooling 1 × 1 × 64 8 × 8 (Fig. 3)

Fully connected 10 64 × 10

We have observed that the new versions of the topologies over-performed the
originals, and in the case of ResNet18 topology (0.27M) achieves higher accuracy
than the ResNet110 (44.5M parameters) with a marginal increment in the num-
ber of trainable parameters this represents 164X less number of parameters, and
results in a model with better accuracy. These experimental results are detailed
in Table 2, where there is also a comparison with other methods.

In order to compare against the related work described before, some of the
latest topologies used for CIFAR-10 pattern recognition problem are included
(limiting our analysis to those having less than 2.5M number of trainable param-
eters). Our intention is not to outperform the accuracy of these topologies.
Instead, the idea is to achieve similar results with a significantly smaller model.
This approach can potentially enable us to target an efficient implementation
into embedded systems. Table 3 shows a summary of results from the smallest
models recently reported for the CIFAR-10 classification problem.

While there is no simple way to determine the efficiency of a NN, our target
is the highest accuracy with the least amount of memory as shown in Table 3.
Comparing with All-CNN [21] our solution represents a 6X memory reduction
with an improvement in accuracy; comparing with MobileNetV2, we have 11X
compression with 2% increase in accuracy.

4.3 ImageNet

ImageNet is an image database organized according to the WordNet hierarchy,
in which each node of the hierarchy is depicted by hundreds and thousands
of images [17]. This dataset contains 1.2 million of images approximately. For
this experiment, an image size of 224 × 224 was used and our neural network
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Table 2. Results for different reported topologies with smart pooling and with other
methods

Neural network Depth #Parameters Accuracy%

ResNet18 18 0.27M 91.25

ResNet18 + CoordConv 18 0.27M + 4288 91.91

ResNet18 + GSoP 18 0.27M + 24384 92.68

ResNet56 56 0.85M 93.03

ResNet110 110 1.7M 93.57

ResNet18 18 11M 93.02

ResNet56 50 25.6M 93.62

ResNet110 100 44.5M 93.75

ResNet18 + Smart pooling 18 0.27M + 3310 94.08

PyramidNet-18 + CoordConv 18 0.21M + 4288 90.49

PyramidNet-18 + GSoP 18 0.21M + 24384 91.4

PyramidNet-18 18 0.21M 91.48

PyramidNet-18 + Smart pooling 18 0.21M + 4095 92.17

PyramidNet-110 + GSoP 18 3.9M + 49629 95.2

PyramidNet-110 + CoordConv 18 3.9M + 6205 95.55

PyramidNet-110 110 3.9M 95.81

PyramidNet-110 + Smart pooling 18 3.9M + 4095 95.96

Table 3. CIFAR-10 Classification error vs Number of parameters

Neural network Depth #Parameters Error%

All-CNN [21] 9 1.3M 7.25

MobileNetV2 [18] 54 2.24M 7.22

SqueezeNet [10] 14 1.2M* 6.23

ShuffleNet 8G [23] 10 0.91M 7.71

ShuffleNet 1G [23] 10 0.24M 8.56

ResNet18 [12] 20 0.27M 8.75

Smart pooling 20 0.2M 5.92

topology was based on ResNet18 [9], replacing the average pooling layer with
the smart pooling layer as described in the Table 4. The weight initialization is
as in [8]. We used a batch size of 128, a learning rate that starts from 0.1 and
is divided by 10 every 30 epochs and stopped at 90 epochs. A weight decay of
0.0001 was used and a momentum of 0.9, with SGD as training rule, yielding a
1.57% improvement for the top-1 error, these results are detailed in Table 5.
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Table 4. ResNet18* topology with a smart pooling layer added, trained over ImageNet

Name Output size ResNet-18

Conv1 112 × 112 × 64 7 × 7,64 stride 2

Conv2 56 × 56 × 64

[
3 × 3, 64

3 × 3, 64

]
× 2

Conv3 28 × 28 × 128

[
3 × 3, 128

3 × 3, 128

]
× 2

Conv4 14 × 14 × 256

[
3 × 3, 256

3 × 3, 256

]
× 2

Conv5 7 × 7 × 512

[
3 × 3, 512

3 × 3, 512

]
× 2

Smart pooling 1 × 1 × 512 7 × 7 (Fig. 3)

Fully connected 1000 512 × 1000

Table 5. Accuracy results for ResNet18* with smart pooling vs reported ResNet
topologies for ImageNet

Neural network #Param Top1% Top5%

ResNet18 11M 69.76 89.08

ResNet50 25.6M 76.15 92.87

ResNet101 44.5M 77.37 93.56

ResNet18* 11M 71.33 90.07

5 Conclusion

When implementing CNN, the most simple and widely used operations for fea-
ture compression are the pooling layers. Not many works scrutinize their per-
formance since their main objective is to perform a sub-sampling of the input
images into a smaller spatial representation. Typical pooling layers do not have
any additional tunable parameters, and the decision of their usage, e.g. between
max pooling or average pooling, is heuristically set by the neural network archi-
tect. There is not a strict definition on which one of these layers will yield better
results, so traditionally the model is trained two times, one for each type of
pooling layer, selecting at the end the model with better performance. In our
proposal, the pooling layers can adjust their behaviour, automating the process
of selecting the best pooling factor. The smart pooling layer learns how to imi-
tate the max or the average pooling, but beyond this behavior, it learns new
pooling strategies to improve the accuracy, defining the pooling location (x, y)
on the fly based on the input image. The smart pool layer enables sub-pixel pre-
cision for pooling, creating CNN models 164X more efficient in terms of accuracy
Vs memory. The usage of this smart pooling layer resulted in a ResNet18 with
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270K number of trainable parameters, over-performing a Resnet110 with 44.5
Million parameters, i.e. 94.08% Vs 93.75%, over the CIFAR-10 dataset. Similar
behavior was seen in a more challenging task, which is the ImageNet dataset,
where the replacement of a traditional pooling layer for the proposed method
improved the accuracy in a 1.57%.
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Abstract. This work proposes a second-order methodology that mini-
mizes the global loss error over a neural network (NN) training process
of fully connected layers, based on the usage of vertical and horizon-
tal tangent parabolas to the error derivative. This methodology expands
the search area of zero-crossings in the error derivative function with-
out restrictions, therefore quantifying the need for a larger or a smaller
number of neurons in a given fully connected layer in order to optimally
converge to the solution of a given training database. During training,
the number of neurons in a layer converges to the number of roots of the
derivative of the error function, e.g. when two neurons converge to the
same root, both will merge into a single neuron; additionally, every neu-
ron improves its position to better cover the training data distribution,
or otherwise, it will be split into two neurons of needed, depending on
its derivative function on each training iteration. The proposed routine
removes neurons that are not in the error’s minimum value neighbor-
hood, reducing computational costs and therefore optimizing the model
architecture, since it adjusts the NN topology embedded in the same
training process, without the cost of having to train multiple topologies
over an exhaustive trial-and-error approach.

Keywords: Topology optimization · Kernel surface bifurcating
methods

1 Introduction

In fundamental math, the root of a real valued function f is a member x in the
domain of f such that f(x) vanishes at x, i.e., x is a solution of the equation
f(x) = 0. There are many approaches to find the roots. The main goal of those
methods is to find the roots using a lower number of iterations. Some methods
like [6,8] and [5] require the user to specify the initial interval where the root
is located. Some others like [7] need to start with an initial point close to the
root in order to efficiently converge. In general these methods only provide one
root; to compute all existing roots, it is needed to run the methodology multiple

c© Springer Nature Switzerland AG 2021
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times staring with different intervals or different initialization. Here a second-
order method to find the existing roots of a function, based on the usage of
vertical and horizontal tangent parabolas is proposed. This method expands the
area of search, creating more possible threads and finding more local roots. The
proposed methodology requires less number of iterations to converge in a wider
range of functions and starting points. Additionally, it can be used to find the
roots of a function, but it can also be used to find the maxima and minima values
of a function if its derivative is available, which is the application this work is
focused on, basically finding the minimal error that a Radial Basis Function
(RBF) neural network produces on the evaluation of the database, by finding
the roots of its error derivative. The weights on the hidden layer will be located
or moved towards its closes singular point (root in the NN error derivative).

2 Related Work

In machine learning, a topology is defined by specifying the number of layers, the
number of neurons on each layer, the type of layers, etc. such values are know
as hyper-parameters. This work focus in just one of those hyper-parameters:
the number of neurons in a hidden layer. The typical procedure is to define the
number of neurons manually, and to use a trial-and-error process with multiple
trainings, until the user obtains a satisfactory balance between the number of
neurons and the expected accuracy performance.

Some existing techniques like AutoML, try to automatically tune the hyper-
parameters with applications like Talos (Hyperparameter Scanning for Keras
and Tensorflow [3]), HyperAS (the Keras + Hyperopt: A very simple wrap-
per for convenient hyper-parameter optimization [1]), Auto-keras: An efficient
neural architecture search system [11], Auto-PyTorch: Automatic architecture
search and hyperparameter optimization for PyTorch [13]. Performing multiple
trainings through brute force, until the combination of hyper-parameters that
yields the best performance is found. There are some improvements on the naive
search for instance NASNet—Neural Architecture Search Network [17], but the
computational cost is high using 500GPUs.

Another technique is to use genetic algorithms. In this method, every model
represents an element of the population and new models are generated combining
the previous generations, and for each combination a new training is performed in
order to identify the best topologies in the new population. For instance DEvol
(DeepEvolution) is a basic proof of concept for genetic architecture search in
Keras [2] and [10].

Another more related technique was introduced in [9] with a growing neural
gas network learns topologies. In which an incremental network model is intro-
duced which is able to learn the important topological relations in a given set of
input vectors by means of a simple Hebb-like learning rule. Our work follows a
different method to grow the topology (Fig. 1).
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Fig. 1. Vertical and horizontal tangent parabolas

3 Method

Our method is based on the horizontal and vertical tangent parabola, because
the roots of the tangent vertical parabola approximate the location of the func-
tion roots, then before describing the general algorithm, the method we use to
compute the horizontal and vertical parabola will be described.

3.1 Horizontal Tangent Parabola (HTP)

The General equation of the x-axis aligned parabola is given by:

x = hh + ph(y − kh)2 (1)

where (hh, kh) ∈ � is the vertex of the parabola and ph is proportional to
the focal length. This parabola is tangent to the function f only if satisfies
y(a) = f(a), y(a)′ = f ′(a) and y(a)′ = f ′(a). Then the values of hh, kh, ph
should be computed in terms of f, f ′and f ′′ in order to generate the Horizontal
tangent parabola. Using the derivative horizontal parabola (1)

1 = 2ph(y − k)y′ (2)

While second derivative gives

0 = 2ph(y − k)y′′ + 2ph(y′)2 (3)

Solving for kh in the Eq. 3

kh = y +
y′2

y′′ (4)

Replacing Eq. 4 in 2

ph = − y′′

2y′3 (5)
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Fig. 2. The method finds the roots of a function based on different ratios of the function
and its first and second derivative (r1, r2 and r3). The algorithm selects a candidate
from a set of candidates L and generates one or two new candidates (x1 and x2). The
new candidates are added to L at its last position n (and n + 1 when two point are
generated). The candidates that are found to be roots are added to R.

Finally, replacing Eq. 4 and Eq. 5 in 1

hh = x +
y′

2y′′ (6)

It means, for a function f the horizontal tangent parabola at point a is given by

hh = a +
f ′(a)

2f ′′(a)
, kh = f(a) +

f ′(a)2

f ′′(a)
, ph = − f ′′(a)

2f ′(a)3
(7)

Replacing those values on 1 the HTP gets defined.
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Fig. 3. Different iterations to find the roots of an example root using the methodology.
Here it starts with x0, generating x1 (a root) and x2. x2 is not a root but it helps to
generate x3, in the next iteration it finds another root and also x4, x4 helps to find the
root x6 and so on.

3.2 Vertical Tangent Parabola (VTP)

Following the same methodology used for the horizontal parabola, the general
equation of the y-axis aligned parabola is given by:

y = kv + pv(x − hv)2 (8)

Computing the first and second derivative:

y′ = 2pv(x − hv) (9)

y′′ = 2pv (10)

From the Eq. 10 the value of p is used to get h from 9.

hv = x − y′

y′′ (11)

Replacing the 11 and 10 in 8 the value of kv is determined by

kv = y − y′2

2y′′ (12)

In summary the vertical tangent parabola to the function f at point a

hv = a − f ′(a)
f ′′(a)

, kv = f(a) − f ′(a)2

2f ′′(a)
, pv =

f ′′(a)
2

(13)

Then, replacing all those coefficients in the Eq. 8 the VTP is given by:

y = f(a) − f ′(a)2

2f ′′(a)
+

f ′′(a)
2

(
x − a +

f ′(a)
f ′′(a)

)2

(14)
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Once the vertical parabola is defined, its roots R1 and R2 can be computed
doing:

R1 =
(

a − f ′ (a)
f ′′ (a)

)
−

√(
f ′ (a)
f ′′ (a)

)2

− 2
f (a)
f ′′ (a)

(15)

R2 =
(

a − f ′ (a)
f ′′ (a)

)
+

√(
f ′ (a)
f ′′ (a)

)2

− 2
f (a)
f ′′ (a)

(16)

Since the VTP approximates f at a, at least one of its roots R1 or R2

approximates one of the roots of f , then the next value of a could be R1 or
R2 or both creating two threads for root finding. It is clear that the function
f not always has roots. There are many conditions in which the VTP does not
intersects the x-axis, in this case the next value for a should be a vertex of
the VTP, it means that an+1 = hv. There are some function like y = tanh(x)
where the newton method fails, but also for that function if the initial point a
is far form the root, it means that a > π, then the VTP will produce roots even
farther, here is where the HTP takes place. If the |f ′(a)| < ε and |f ′′(a)| < ε the
next value of a should be the vertex of the HTP an+1 = hh. A detailed diagram
of the algorithm is shown in Fig. 2 and explained in the next section.

Fig. 4. 7 iterations performed in an example function to successfully find all roots.

3.3 Algorithm

The algorithm proposed in this paper is multi-threaded, it requires at least an
initial value (a thread) to start the exploration of the local function. The method
is based in the derivative ratios r1, r2, r3 generated by the derivatives of the
function f(x), defined as:

r1 =
f(a)
f ′(a)

, r2 =
f(a)
f ′′(a)

, r3 =
f ′(a)
f ′′(a)

(17)
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Fig. 5. Illustration of the 8 iterations of our method used to obtain the roots of the
tanh function.

Depending on the values of f ′(a) and f ′′(a) there are four different scenarios
as described in the flow diagram in 2.

Each thread (initial value) generates a refinement of the one or two new
candidates to continue the exploration. In the flow diagram in 2, if r23 < 2r2 ,
then the square root is considered zero. In this case, only a candidate point is
generated with x1 = a − r3.

To prove the feasibility of our method, we provide the next results obtained
from different examples.

3.4 Example 1

As an initial illustration of the method, consider the following function:

f(x) = 5x5 + 2x4 − 15x3 + 6x + 1 (18)

The graphs of Fig. 3 and the diagram of Fig. 4 show the sequence of values
calculated by each thread during the iterations of our method. In this case,
the longest thread performed seven iterations, where the algorithm was able
to successfully find all roots of the example function. The algorithm can be
stopped once it finds the first root, or after a specified number of iterations. For
this function in this scenario the method used 7 iterations to find 5 roots. This is
less than 5 iterations per root in average. In general our method will not be able
to find all roots, but if the initial point is close to the root it will converge to
the closest root. As Fig. 3 shows at every iteration the algorithm could generate
up to two new points for each candidate, some times one of the new candidates
is actually the root and sometimes it returns back to a previously analyzed point
(Fig. 5).

3.5 Example 2

For this example, the function f(x) = tanh(x) is used. In this case, the Newton-
Raphson method diverges while the bisections method requires to have a priory
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two point in opposite side of the root. In contrast, our method does converge
requiring only 8 iterations to obtain the roots of tanh.

In this experiment the method combined the horizontal and vertical parabola
in order to find the root. The only limitation identified of the algorithm is present
when the initial point or thread is in the proximity of a local minimum without
roots; in this particular case, the methodology will converge to the local mini-
mum. This is not unique to our methodology, since all other numerical methods
used to obtain the roots of a function suffer from the same limitation. However,
if other initial points are tested, our system is expected to reach all the possible
roots in less iterations than other numerical methods.

We have shown that our method finds in a efficient way the roots of a function,
but how it connects with the training of a neural network? Basically because the
all error minimization methods moves the weights of a given neural network
trying to find a local global or minima for a given topology in a database, and
the minimum value (combinations of weights) is actually a root in the error
derivative of the function defined by the model in an specific dataset. In the
following section a small example will be used in order to better explain the
idea.

4 Training a Radial Basis Function NN

For our experiments, we used a Radial Basis Function (RBF) NN, but any other
type of network can be used. The following diagram shows the basic architecture
in which the number of neurons in the hidden layer is k. Our method will increase
and decrease the number of neurons depending of the number of roots detected
in the derivative of the error function.

Fig. 6. Radial Basis Function neural network topology
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Radial basis function based fully connected layers (in Fig. 6), μ represents
the centroid of the hyper-spheroid (a Gaussian for 2D), w represents the weights
of the output layer, a represents the outputs from the Gaussian neurons and o
is the output of the final layer. For This network the total error is given by:

E =
1
2

N∑
i=1

(di − oi) (19)

where oi is given by:

oi =
k∑
j

wjaij (20)

And aij is defined as:

aij = e− ∑D
l=1(xil−µjl)

2
(21)

Then, the error E partial derivative is:

f(μil) =
∂E

∂μjl
= 2

N∑
i=1

(di − oi) wjaij (xil − μjl) (22)

Since we define our function as the derivative of the error:

f(μil) =
∂E

∂μjl
(23)

Then, the derivative is denoted as:

f ′(μjl) =
N∑
i=1

(
f(μjl)2

(di − oi)
2 + 2p (xil − μjl) − f(μjl)

xil − μjl

)

And f ′′ (μjl) =
2f (µjl) f

′ (µjl) (di − oi) + 4f (µjl)
2 wjaj (xil − µjl)

(di − oi)
3 + s

Where S is:

s =
3∑

n=0

(xil − μjl)
(1−n)

Vn (24)

And:

V = [2f ′ (ujl) ,−2f (ujl) ,−f ′ (ujl) ,−f (ujl)] (25)

Now we can compute the ratios in the Eq. 17 that allow us to follow the algo-
rithm described in 2 to find the roots of the derivative of the error function.
The roots found are proportional to the number of neurons needed by the NN
to solve the problem. Instead of showing the performance of the algorithm high-
lighting the accuracy, our experiments were designed to visualize internally the
motion of the neurons and the reduction of them across the time, a couple of
two dimensional experiments were used, the method scales two high dimensions,
but the visualization in a two dimensional scenario is much easier.
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5 Experiments

The following set of experiments highlight the adaptation of the NN topology
functionality, by reducing the number of neurons; these are not intended to show
accuracy performances.

5.1 Interpolation of a 2D Surface

The scenarios consist on a set of features in a 2D space for visualization purposes;
the number of randomly initialized neurons is set intentionally high for the task
(60 neurons which are more than needed to solve the problem). The experiments
were selected to be simple in the first test scenario as shown in Fig. 7, where we
have a set of points (ones) surrounded by points zeroes. The system started with
sixty units and ended with only seven and correctly classifying all the patterns. In
the second test scenario, as shown in Fig. 8 the NN is trained to classify between
the red dots and the black dots (see plots below). White circles represent each 2D
RBF neuron distribution. As can be seen in the sequence of plots, the number of
neurons decreases while the NN is being trained and the error decreases, based
on merging the neurons on the same E′ root. In this test after (b) we added data
on the fly and the network continues refining and removing units and adjusting
the position of each one as Fig. 8 shows.

Fig. 7. Evolution of the network size (number of units in the hidden layer) across
iterations all units that converge to the same value are merged producing a reduction
in the number of units.
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Fig. 8. a) Initial state with 60 units, b) End of removing mos of the unneeded units,
c) adding extra data to force the system to Adapt, d) Final solution with only one
unneeded unit.

5.2 Learning the Kernel Surface

Our proposed approach can be used efficiently in deep learning, based on the
fact that every filter is represented by a two dimensional surface. Traditional
convolutional kernels present n2 degrees of freedom, but the surfaces generated
on the filters can be approximated in most of the cases with less parameters
(saving memory), e.g. a Sobel filter with only two Gaussians. In this section, a
RBF neural network with 2 inputs and 1 output will be used per convolutional
Kernel. During the training, the RBF adjust its weights to generate the surface
of the filter, and reduce or increase the number of units used for this purpose (to
better approximate the filter); each of the units in the RBF have only 3 degrees
of freedom having as limit eight units per kernel. This restriction is defined by
eight units representing 24 degrees of freedom or trainable parameters, which
represents one less parameter than the ones present in a 5x5 filter, and the
purpose is to compress the number of parameters. In this way, the total number
of weights in a layer becomes dynamic and does not depend on the size of the
kernel, but instead it depends on the complexity of the required filter. In order
to test our approach, we trained a basic Sobel filter used as an example.

The popular Sobel filter, represented by the 1st derivative of a Gaussian filter
(DoG), is approximated by using the difference of two Gaussians. This derivate
filter is identical to the well-known Sobel filter (used normally for edge detection
in classic image processing) multiplied by a factor of –1. Likewise, it is typically
used to detect the sharp borders or edges of the image by removing the low
frequency components, i.e. passing only the high frequency components.

The mask of this filter is given by the equation:

∂G(x, y)
∂x

= xe− x2+y2

2σ2 (26)

The shape of this filter on the frequency domain is also a Sobel-like function.
The Fig. 9 summarizes its shape in 2D along with the numerical representation
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Fig. 9. Derivative of Gaussian (DOG) filter, its mask and the effect on the input image.

of the mask (Fig. 9, top right) and the effect it produces on an input image (Fig. 9
bottom right). During the training, the Gaussians move to interpolate the filter;
originally, this filter is generated by the difference of two filters, but with our
approach, we used more Gaussians to interpolate a sampled area, shown in this
work only for illustration purposes (Fig. 10).

Fig. 10. Filter surface generated by the RBF NN.

5.3 Application in Convolutional Neural Networks

In order to benchmark our approach in a real use case scenario, the MNIST
dataset was used to train a convolutional neural network (CNN) to classify
handwritten numbers from 0 to 9. The MNIST is a public dataset that consists of
60,000 28×28 gray scale images in group into 10 classes (handwritten numbers),
with 6000 images per class [15]. There are 50,000 training images and 10,000
test images provided in the official dataset split. The topology used in this work
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as the baseline for comparison comprises 6 convolutional filters in the first layer,
10 convolutional units in the second layer, 15 in the third layer, and a fully
connected layer with 240 inputs and 10 outputs for classification. The number of
parameters per layer is: 150, 1,500, 3,750, and 2,400, respectively, for a total of
7,800 parameters (ignoring biases). It can be noted that the biggest number of
parameters are in the third convolutional layer; for this experiment, we replaced
this third layer with our proposed methodology and allow each kernel inside
this layer to define its resources and optimize the number of parameters needed
without scarifying the accuracy of the CNN.

Once trained, the CNN resulted in only 1,350 parameters in the third con-
volutional layer, instead of the 3,750 present in the original baseline. In terms
of performance, the accuracy drooped from 99.31% to 99.20%, i.e a small reduc-
tion when considering the 2.7X compression in the number of parameters for
the tested layer (results shown in Table 1).

Table 1. MNIST Accuracy vs Memory

Neural network #Parameters Accuracy

LeNet [4] 431K 99.4%

LetNet5 [16] 64K 99.24%

50-50-200-10NN [12] 226K 99.51%

Best Practices [14] 132.5K 99.5%

6-10-15-10 7.8K 99.31%

Our method 5.4K 99.20%

6 Conclusions

This work presents a novel methodology to train a NN by not only adjusting
it weights, but also automatically adjusting the number of neurons inside a
fully connected layer during the training process. This is achievable by means of
quadratic functions (e.g. the tangent vertical and Horizontal parabola).

By implementing this methodology, we demonstrate that it is possible to con-
verge faster and more robustly to the roots of the derivative of the error function.
At each of the roots found, a neuron is located, and when two neurons converge
into the same root, these get merged into one neuron to avoid redundancy. This
constitutes the base mechanism to optimize the number of neurons needed by
the final NN topology. In the same fashion, if the algorithm detects the pres-
ence of a large number of roots, it is possible to generate additional neurons by
splitting the existing ones in the layer (similar to the biological behavior found
in the mitosis process). These two processes guarantee the optimal number of
neurons will be obtained at the end of the training stage.

This work constitutes a mean to help encounter the optimal topology of a
NN model in order to save computing resources during training, and guarantee
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an expected performance when deployed into an inference engine. For this work,
we placed special attention to the visualization of the method as a way to show
the performance benefits.

Our experiments on the MNIST dataset show a 2.7X compression of the num-
ber of parameters in the tested convolutional layer, resulting in a drop impact of
0.1% in the accuracy. Our technique gets the optimal topology in a single train-
ing, as compared to other commonly available techniques, e.g. the AutoML, that
require a large number of trainings, typically around 22,000GPU hours.
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