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Abstract. Automated Service Composition is one of the “grand chal-
lenges” in the area of Service-Oriented Computing. Mike Papazoglou was
not only one of the first researchers who identified the importance of the
problem, but was also one of the first proposers of formulating it as an
AI planning problem. Unfortunately, classical planning algorithms were
not sufficient and a number of extensions were needed, e.g., to support
extended (rich) goal languages to capture the user intentions, to plan
under uncertainty caused by the non-deterministic nature of services;
issues that where formulated (and, partially addressed) by Mike, being
one of his key contributions to the service community.

In this chapter, we look at the development of the original vision
of automated service composition as AI planning, going from planning
with extended (rich) goals, further developing into composition under
uncertainty, extending it to other domains (and reformulating the service
composition as composition of sensors and actuators), and then showing
possible alternative techniques for highly scalable service composition at
the expense of the richness of the domain representation.

Keywords: Automated service composition · AI planning · Constraint
satisfaction · Internet of Things

1 Introduction

Service-Oriented Architectures (SOA) are a modern approach for developing
software, where individual, loosely-coupled software components (called services)
are accessed via platform-independent APIs [1]. The developed application is
then defined by its services and a separate wiring logic for combining them [10].
Often such logic is also defined in a platform-independent language, such as
BPEL or BPMN [26]. The process code is typically written in the same way as
traditional software–by manually typing code. However, considering the high-
level nature of the process languages, such abstractions are good candidates for
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a computer-aided composition, where users define “important” properties of the
desired composition, and the rest–actual process code generation–can be done
in an automated way. Mike Papazoglou was one of the pioneers in emphasising
the importance of automated service composition [28] and AI Planning [2,27]
being one of the possible solutions for realisation of the idea in practice.

Several approaches inspired by work in the AI planning community have been
proposed in order to move towards compositions characterised by a higher degree
of automation and adaptability to different user needs and changing environmen-
tal conditions, e.g., [6,24,29,31]. Planning has been described as the process of
“choosing and organising actions by anticipating their expected outcomes”, with
the aim to achieve some well-defined goal [15]. Certain analogies with the prob-
lem of service composition can be drawn: the functionalities offered by services
can be modelled as actions, with preconditions/inputs and effects/outputs, and
the goal reflects the request of the user.

In this chapter, we provide an overview of one of the research lines that origi-
nated from automated service composition. First, we look at automated planing
for extended goals under uncertainty [19], then we apply it to the domain of smart
homes [20] and smart offices [14], and, finally, extend the underlying methods of
constraint satisfaction to exploit the nature of the problem structure typical for
automated service composition in the domain of large scale smart environments.
The methods and techniques have also transformed over the years. Initially,
services and their operations are uniform and represented as actions in the AI
planning problem. To model uncertainty, some service operations are modelled as
non-deterministic actions, with unknown outcome. To represent active domain
exploration, some services are defined as “knowledge-gathering”, which are then
used to collect the information about the world state. The “knowledge gather-
ing” and “planning” are then executed repeatedly, leading to the interleaving of
planning and execution. In the domain of smart homes and smart offices, a clear
distinctions is made between knowledge gathering (sensors) and actions altering
the world (actuators). The values of sensors can be read at any time and do not
require a separate planning phase. For domains where dependencies between
services are not as important, the service composition can be simplified, and
planning can concentrate on identifying a small set of actions based on changes
in the environment that are then all applied simultaneously during execution.
While simplifying the service composition reduces the richness of the domain
description language, it allows for automated service composition in large scale
domains consisting of many thousands of services (which is typical for smart
building and smart city applications).

The rest of the chapter is organised as follows. Section 2 discusses the use of
planning for automated service composition. Section 3 presents an approach to
automated service composition with extended goals and uncertainty based on
encoding a planning problem as a constraint satisfaction problem. An example
application of automated service composition in a smart home is provided in
Sect. 4. In Sect. 5, we show a different approach to automated service composi-
tion, where the services are explicitly modelled as either sensors or actuators, and
relations between different services are defined by the constraint rules. Finally,
the conclusions are drawn in Sect. 6.
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2 Planning for Automated Service Composition

2.1 Expressing User Goals

There are several ways in which the goal can be formulated, and different goal
languages vary in the expressivity they support and the flexibility they allow
with respect to the possible sequences of actions that can lead to the desired
outcome. Different approaches have been adopted in this respect: some build on
goal specifications that express in a declarative way the objective to be achieved
(e.g. [29,30]) and others prescribe some form of a procedural template, either
in the form of Hierarchical Task Network methods, e.g., [3], as a Golog pro-
gram, e.g., [31], or as a target state automaton, e.g., [8]. The main shortcoming
of the latter line of work is that by dictating the possible connections between
the Web service operations, they restrict the applicability of the domain to only
some predefined set of anticipated user behaviours. Unlike these approaches, a
declarative goal specifies what has to be achieved and leaves it to the automated
planner to compute the how. Such a domain-independent approach fits well with
the loosely-coupled nature of services that can be combined in many different
ways to serve a variety of objectives. The idea is to maintain a generic and
modular repository that comprises a number of atomic service operations, from
booking flights to arranging appointments with a doctor, and leave it to the
planner to automatically generate the composition which satisfies the desired
goal and abides to certain constraints that ensure the prevention of undesirable
situations. At the same time, the goal language should be expressive enough to
capture complex goals that go beyond the mere statement of properties that
should hold in the final state, being able to support conditions over state traver-
sals, maintainability properties, and distinguishing between the desire to observe
the environment and the desire to change it. What is needed is a rich declarative
language for expressing extended goals, without requiring from the user to be
aware of the particularities and underlying inter-dependencies of the available
services.

2.2 Dealing with Uncertainty

Service environments are characterised by a high degree of uncertainty in mul-
tiple levels. Firstly, there is uncertainty about the initial state, i.e., certain vari-
ables may be unknown and certain services have to be invoked in order to get
to know their value. In fact, marketplaces consisting of services publicly avail-
able on the Web are usually dominated by services that are data sources [31],
which in a planning context are modelled as sensing operators (also referred to
as knowledge-gathering or observational operators). A successful plan may be
conditioned on the outcomes of such actions, e.g., the user may want to go ahead
with buying a book from amazon.com if it costs less than a maximum price. In a
domain-independent setting, the planning agent is required to plan for sensing;
the planner should be able to identify which knowledge it lacks for satisfying
the goal, and reason about how to find it. The planner should also proactively

http://amazon.com/
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take care of the data flow entailed by a service composition, i.e., the way in
which values returned by observation actions are used by subsequent actions.
For example, a user may want to mail a parcel to someone whose address he
does not already know. The plan should thus first consult a white pages service,
and then give the order for posting by passing the right address value to the
respective input parameter. For data intensive service domains, determining the
parameters of an action can be just as difficult as determining which actions
belong to the plan.

Besides the uncertainty due to the different possible outputs of sensing
actions, non-determinism about the results of an action’s execution may also
stem from runtime contingencies. Service environments are unpredictable and
a service invocation may behave in unexpected ways: it may return a failure,
not respond at all, or even act in a way different from the one prescribed by
its description. To add to the volatility of service environments, the activity of
exogenous agents may also change the dynamics of the domain in unintentional
ways. For example, considering a smart home environment and a partially exe-
cuted composition which involves the steering of a hoover, if an external actor
puts an obstacle in the hoover’s way in the middle of execution, the composition
may fail unless decisions about how to move are revised. Moreover, in many ser-
vice environments, dynamicity also applies to the availability of information and
services; e.g., the services offered by a mobile phone may appear and disappear
depending on the location of the phone. Thus, the problem of uncertainty is
directly related to the interaction between planning and execution. With a few
notable exceptions [3,7,22], context dynamicity has largely been overlooked by
existing planning approaches to WSC.

3 The RuGPlanner

The RuGPlanner [19] has been proposed as a solution to address the special
requirements put forward by service domains and has been used in different
domains, including Web services [18], the environment of a smart home [9,20,21],
and for the dynamic repair of business processes [4,5]. The RuGPlanner’s under-
lying approach is based on translating the domain and the goal into a Constraint
Satisfaction Problem (CSP) and applying a state of the art constraint solver to
compute a solution-plan. Planning as CSP fits well with many aspects that are
of particular concern for service domains. CSP formalisms are expressive, since
constraints in the context of a multi-valued encoding allow us to naturally go
beyond logical formulas, and use arithmetic formulas in preconditions and effects
without sacrificing efficiency. Describing the world in terms of variables which
may range over a domain of possible values is particularly convenient for rep-
resenting “under-defined” states: the range of the allowed values depends on
the current knowledge of the agent and is narrowed down by the application of
action effects. With such an encoding, states at which variables are not restricted
to a specific value, represent sets of states, thus naturally encompassing uncer-
tainty. Moreover, such an encoding is well suited to most standard Web service
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description languages, such as WSDL1, which are based on state variables rather
than predicates; complex goals can also be expressed in the form of constraints.
Finally, plans can include parallel actions, which are particularly useful at exe-
cution time.

To deal with uncertainty and the possible mismatch between offline planning
and actual execution results, our proposal relies on continual planning: upcom-
ing plan steps anticipated offline can be revised as execution proceeds in the face
of inconsistencies that stem either from the newly sensed information, erroneous
service behaviour or the actions of exogenous agents. We describe this alternating
sequence of offline planning and online execution as orchestration, a well-known
concept in the Service-Oriented Computing community which denotes how the
execution of a composition is managed. In a service infrastructure, the orches-
tration engine is a central coordinator which interacts with the component Web
services in accordance with the composite process specifications. We reserve a
similar role for an orchestration component that interacts with the environment,
informs the planner about the data it has collected, and decides when to switch
from planning to execution and vice versa. Depending on the situation, re-using
parts of the existing plan may speed up the process of plan revision. Moreover,
a non-blocking strategy is adopted with respect to waiting for the response of
sensing actions, so that the framework can go on with the planning and execu-
tion of actions that do not depend on the expected response. Continual planning
can be nicely incorporated into CSPs. In fact, dynamic constraint solving allows
for the efficient addition and removal of constraints. This enables the planner
to constantly incorporate new facts about the environment or remove obsolete
ones, check for possible inconsistencies, and react accordingly.

In general, under conditions of uncertainty about the initial state, the search
space is no longer the set of states of the domain, but its power set. The plan-
ner can resort to sensing operations to acquire all the knowledge it misses and
which is necessary to fulfil a goal. Sensing operations return exactly one outcome
amongst a (possibly very large) set of deterministic choices. In that respect, a
plan computed online represents a traversal between sets of states rather than
complete descriptions of states, and has only the potential to achieve the goal,
if there is some state sequence that could arise from the plan’s execution and
satisfies the goal. Such a plan is usually referred to as weak [11]. Finding such a
context-dependent plan is a much simpler task than computing a strong contin-
gent plan with conditional branches which would satisfy the goal in all possible
state sequences that could arise from observational effects. Postponing the com-
putation of alternative contingent branches until more information is acquired
from the environment is a more feasible approach for Web service scenarios
that involve many numeric variables and output-to-input mappings, and being
optimistic is likely to pay off. Thus, all sources of non-determinism, where the
actual behaviour of actions at execution time contradicts the expected effects as
modelled in the planning domain or external agents alter the world in unantic-
ipated ways, are left to be treated by interleaving planning with execution and
performing continual planning.

1 www.w3.org/TR/wsdl.

www.w3.org/TR/wsdl
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3.1 Representing the Planning Domain and Encoding it as a
Constraint Satisfaction Problem

To deal with incomplete knowledge and sensing, the planning domain description
is enriched with a knowledge-level representation to model observational actions
(sensing effects). Conditional effects are also provided. Moreover, the planning
formalism accommodates for numeric functions and effects beyond mere assign-
ments, such as increase/decrease. Another characteristic of the planning schema
is that input arguments to actions may range over numeric-valued domains just
as all other variables. Since the planning problem is translated into a CSP, the
supported variable domains (integer, real, lower and upper bounds) depend on
the underlying constraint solver that is used. The planning domain accommo-
dated by the RuGPlanner is described briefly in Definition 1 (for the complete
consistent definition see [19]).

Definition 1 (Planning Domain). A Planning Domain is a tuple PD =
〈Var ,Par ,Act〉, where:

– Var is a set of variables ranging over a finite domain.
– Par is a set of variables that play the role of input parameters to members of

Act ranging over a finite domain.
– A is the set of actions. An action a ∈ Act is a quadruple

a = (id(a), in(a), precond(a), effects(a)), where:
– id(a) is a unique identifier
– in(a) ⊂ Par are the input parameters of a
– precond(a) is a propositional formula over Var ∪ Par
– effects(a) is a conjunction of effects. An effect may refer to assigning to

a variable some value or some other variable; increasing or decreasing a
variable by some constant; sensing a variable, i.e. observing its current
(unknown) value; an “invalidate” effect that states that a variable becomes
unknown; or a conditional effect that is applied at the next state only if a
proposition holds at the current state.

Following a common practice in many planning approaches, we consider a
bounded planning problem, i.e., we restrict our target to finding a plan of length
at most k for an a priori given integer k. In the following, we explain how the
service domain is encoded into a CSP, for some given integer k. The process is
similar to the one described in [16] (alternative encodings based on the planning
graph are proposed in [13]). Considering a planning domain PD, the aim is to
encode it into a CSP = 〈X,D, C〉, where X is a finite set of variables, D is the
set of finite domains of the variables in X, and C a finite set of constraints,
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i.e. propositions that restrict the allowable values of variables in X. First, the
variables X are derived as follows: for each variable x ∈ V ∪ Par ranging over
Dx, and for each 0≤ i ≤ k , we define a CSP variable x[i] in CSP with domain
Dx. Actions are also represented as variables: for each action a ∈ Act and for
each 0 ≤ i ≤ k−1 a boolean variable a[i ] is defined. This way the computed
plan can include parallel actions, a fact that may save time at execution. After
deriving the CSP state variables X, the actions’ preconditions and effects are
also encoded into constraints as described in [19]. On top of the domain descrip-
tion, restrictions referring to the initial state are expressed in the form of a
conjunction of propositions. A strong requirement that all variables involved in
the preconditions should be known is also added as part of the precondition
constraints, to ensure that the preconditions hold for all possible assignments
to variables consistent with their allowed domain at a given state. Frame axiom
constraints are also generated, which guarantee that variables cannot change
between subsequent states, unless some action that affects them takes place.

The set of constraints that comprise CSP are further extended by additional
constraints that constitute the goal (see Sect. 3.2), yielding the planning problem
in the form of a CSP that is passed to a standard constraint solver. It should
be noted that due to the handling of the sensing effects, which allows the offline
solver to assume the existence of “convenient” values for unknown variables, the
planner generates an optimistic plan. This means that the offline plan anticipates
that all knowledge-gathering actions return information that is in accordance
with the user’s requirements, and all actions are executed successfully. During
execution this optimistic initial plan may be revised, as described in Sect. 3.3.

3.2 Goal Language

Until now, we have described the representation and encoding into a CSP of the
planning domain and the initial state. In the following, we present the syntax
and semantics of the goal, and show how this can be translated into a set of
constraints which together with the constraints formulating the planning domain
and initial state constitute the final CSP which is passed to the constraint solver.

The goal language supported by the RuGPlanner equips the user with potent
constructs for expressing complex goals, beyond the mere statement of properties
that should hold in the final state. Conditions over state traversals, maintainabil-
ity properties, and distinguishing between the wish to observe the environment
and the wish to change it are some of the features this language supports. These
aspects are expressed in a declarative way, so that the user does not have to
know about the operational details of the available operations and how they can
be combined. The basic goal operators have been first presented in [17], while
many constructs of its formalisation resemble the syntax presented in [23].
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Goal Syntax. The goal syntax is defined as follows:
goal ::=

∧
i(condition-goali | condition or not-goali

| subgoali)
condition-goal ::= (subgoal) under_condition goal
condition or not-goal ::= (subgoal) under_condition_or_not goal
subgoal ::= final (props) |

achieve(props) |
achieve-maint (props) |
all_states (props) |
find_out-maint (props) |
find_out (props)

where props is a propositional formula as the precond(a) defined in Definition 1,
with var ,var1 , . . . , varn ∈ (Var ∪ Par). All variables and parameters not spec-
ified in the goal (or the initial state constraints) are assumed to be undefined
(i.e., their respective knowledge-level variables are set to false).

The final subgoal is satisfied if props holds at the last state, while achieve
requires that props should be true at some state over the state traversal. The
maint annotation adds the requirement that once the respective propositions
become true at some state, they should remain true in all subsequent states
until the final one. all_states imposes that props should be true at all states,
and is usually applied on input parameters whose values are set by the user.
The find_out type of subgoals enforces a hands-off requirement on the vari-
ables the respective propositions involve, i.e., the planner tries to satisfy the
propositions at some state without allowing any world-altering effect on these
variables before that state. find_out-maint ensures that the involved vari-
ables should remain intact at all states of the plan. For instance, the goal
find_out(account balance > 100 ) will be satisfied if the sensed value of the vari-
able account balance is greater than 100, without allowing any action to alter
the value of the variable before the sensing action. On the other hand, if the goal
is achieve(account balance > 100 ), the planner will do everything possible in
order to fulfil the proposition, e.g., it might invoke a pay in action that increases
the account balance by some amount.

Subgoals can be further on combined through the condition goal constructs,
which impose some conditions that should be assured before the fulfilment of the
subsequent subgoal. subgoal0 under_condition goal1 is satisfied if subgoal0 is
satisfied for the first time at some state s and goali is satisfied in the state
sequence preceding s. under_condition thus imposes a before-then relation
between goals over the state traversal, and is particularly useful in cases where
the user would like to go ahead with altering some variable, only if its sensed
value satisfies some property beforehand. under_condition_or_not allows the
expression of what can be seen as some kind of soft requirements: subgoal0
under_condition_or_not goal1 will also be fulfilled if goal1 is not satisfiable;
if it is, however, then subgoal0 has to be as well. It should be mentioned that
the under_condition_or_not structure works as intended only if the variables
involved in goal1 are known at planning time. The formal semantics of the goal
language is provided in [19].
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Example Goals. The following presents three simple example goals to demon-
strate the use of some basic constructs supported by the goal language:

Goal 1
achieve-maint(bookedConcert = TRUE ) under_condition

(find_out-maint(temperature > 0 ))

Goal 2
achieve-maint(bookedHotel = TRUE ) ∧ (
achieve-maint(bookedConcert = TRUE )
under_condition_or_not (find_out-maint(temperature > 0 )))

Goal 3∧
iachieve(robotLocation = roomi)

Goal 1 is accomplished if s is the first state at which bookedConcert = TRUE
is satisfied, and find_out-maint(temperature > 0 ) is satisfied in the state
sequence preceding s (in this example, the maintainability requirement imposed
by SPSVERBc15SPSVERBc3 is in practice redundant because there is no way
to change the weather). If temperature < 0 , then Goal 1 fails. On the other hand,
Goal 2 ensures that bookedConcert= TRUE will be satisfied if the temperature
is not below zero, while if it is, then only bookedHotel = TRUE will be looked
after. Goal 3 expresses that a robot should visit all rooms in a house, leaving
the order of visits to be computed by the planner depending on the structure of
the house.

3.3 Orchestration: Interweaving Plan Synthesis with Execution

The suitability of the RuGPlanner for dynamic service environments lies in the
idea of delaying the computation of alternative plans until these plans are called
for by the new information acquired during execution. Continual planning is
performed, so that the upcoming plan steps anticipated offline can be revised as
execution progresses, in face of inconsistencies that arise either from the newly
acquired information, from services’ inconsistent behaviours or from the actions
of exogenous agents that interfere with the plan. In such a setting, the goal is
considered to have been accomplished, if all individual actions in this sequence
of updated plans are successfully executed. We call the process that starts from
an initial plan and moves on by interweaving action invocations with plan revi-
sions an orchestration. Orchestration is performed by applying gradual modifi-
cations to the CSP instance which models the planning domain, the goal and
the constantly changing contextual state. The modifications correspond to the
incorporation of new facts about the state of the world or the removal of obsolete
ones, to refinements of the sequence of actions included in the already computed
plan, or to useful information about the behaviour of services that is collected
by inspecting how they operate. The orchestration algorithm is characterised by
the following traits:
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– It exploits the high degree of parallelism in the plan, by performing concur-
rent invocations and handling the responses in a non-blocking way. Since the
execution time of some service operations may be very long, the orchestra-
tor is able to continue planning and proceed to the execution of subsequent
actions if this is allowed by the domain and goal restrictions, while waiting
for the response of a service invocation.

– It provides the means to recover from failure responses and timeouts. Other
arbitrary service outcomes that contradict its expected behaviour can also be
tolerated under the assumption of a consistent and timely publish-subscribe
mechanism.

– It can cope with possible discrepancies due to the activity of exogenous agents,
which may act in parallel with the plan execution and interfere with it.

– It seeks to keep a balance between the effort spent in computing a new plan
from scratch and in refining an existing one.

– It takes care of the data flow by instantiating numeric-valued input param-
eters to the actually sensed output parameters. This is performed through
plan refinement, by considering the history of known facts in the form of
constraints and the goal requirements.

More information about the orchestration algorithm used by the RuGPlanner
can be found in [19].

4 Application: Automated Service Composition in a
Smart Home

Pervasive computing environments such as our future homes are the prototypical
example of a dynamic, complex system where Service-Oriented Computing tech-
niques will play an important role. Ubiquitous computing technologies can be
used to assist people to accomplish their desired tasks, increase their safety and
feeling of comfort, and enhance the level of independence of people with func-
tional disabilities by enabling them to access and control their household devices.
This vision of homes which exhibit a high degree of intelligence brings a num-
ber of fresh challenges, including support for interoperation, dynamic discovery,
sensing of the current execution context, and dynamic coordination of the several
smart artefacts. A Service-Oriented Architecture, where smart components are
exposed as services, can contribute towards addressing these challenges, and fits
naturally in dynamic environments, where the location, connectivity, and avail-
ability of a large number of autonomous and heterogeneous objects constantly
change during the home’s life cycle.

To satisfy the wishes of the user and guarantee their comfort and safety,
the house has to be able to exhibit quite complex functionalities rather than
just triggering some single service or a predesigned sequence of fixed services. A
trivial operation such as turning on a light in a corridor can be achieved with
a switch or a passive infrared sensor. However, the coordination of the home so
as to effectively deal with a gas leak detection is far more demanding, especially
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when considering the many possible contextual states the house and the user
can be in, each of which may require several possible handlings to achieve the
same ultimate safety goal. Moreover, developing rigid solutions that are tailored
to a specific home instance and user needs is not an efficient approach, given the
considerable effort that is required to adapt them for new customers.

In order for smart homes to exhibit a genuinely intelligent behaviour, the
ability to compute compositions of individual devices automatically and dynam-
ically is paramount. In this context, the application of appropriate AI planning
techniques can address challenges put forward by dynamic domestic settings,
offering a high degree of customisability to different home instances and user
needs and being able to perform complex reasoning about contextual informa-
tion rather than relying on hardwired sets of service instances. The application
of the RuGPlanner in smart home environments [9,20,21,32] has been partic-
ularly promising, being able to effectively address challenges related to dealing
with numeric values, extended goals, and dynamicity considering an evolving set
of elements typical of the Internet of Things.

4.1 A Motivating Example

Let us consider a home inhabitant who is a disabled person who can move around
on an electric wheel-chair, while a nurse pays a visit for some hours every day. A
location component keeps track of the location of the users to the level of some
predefined areas. Let us see how a home equipped with a service composition
architecture that makes use of the RuGPlanner would behave.

At 8 pm the waking-up goal prescribed by the user is automatically triggered:
the alarm clock rings, the curtains in the bedroom are opened, the lights may
be turned on depending on the amount of daylight detected by a natural light
sensor, and the motorised bed is elevated. After taking a shower, the user wants
to move to the sitting room and watch some TV. Such a goal dictates that the TV
is set to the user’s channel of preference, the lights are adjusted depending on the
indication of the natural light sensor, and the curtains are also shut accordingly.
The air-conditioner is turned on if the temperature sensor in the living room
indicates that the temperature is too high, while the necessary doors are opened
to facilitate the user moving to the sitting room. At noon, the user goes to the
kitchen to prepare something to eat. While being there, the smoke detector in
the kitchen identifies a potentially dangerous smoke leak—but fortunately not
due to fire. As a result, a predefined home goal for dealing with this situation is
automatically triggered: after having ensured that the user has safely moved out
of the kitchen (let’s say to the adjacent sitting room), the door leading to the
kitchen is closed to isolate the smoke in a single room. The ventilator is turned
on and the kitchen window is also opened, so that the foul air is expelled, while
an alarm notification appears on the TV screen. While waiting in the sitting
room, the user wants to move back to the kitchen, but only after having been
assured that the environment there is safe, and the smoke has been eliminated.
This wish implies resorting to sensing to identify the current situation in the
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kitchen. Let’s assume that after some time the smoke is eliminated, causing the
alarm on the TV and the ventilator to automatically turn off.

Later in the afternoon, while the user is taking a bath, and the nurse has gone
out for some shopping, a fall is identified by the fall detector attached to him,
and an emergency goal is automatically triggered: the health centre is notified
and an informative message is sent to the nurse’s mobile phone, while the robot
is moved to the bathroom in case the user wants to ask for some additional
assistance. Given that the fall has not caused any serious trouble, the nurse
finds the user lying in his bed reading a book, and after some time he decides
that it’s time for going to sleep. He thus issues a goal that prepares the bedroom
conditions for sleeping, which involves setting the alarm clock to some preferred
wake-up time, lowering the motorised bed position, turning off the lights, and
closing the curtains.

The aforementioned scenarios assume that no contingencies occur during exe-
cution, and that all service invocations complete successfully. What if, however,
a service is out of order, and responds with a failure or if a timeout occurs?
In such cases, the system will first try to reinvoke the erroneous service, and if
again a failure or timeout is observed, it will perform replanning. Let us assume,
for example, that, when executing the plan that prepares the living room for
watching TV, the automatic turning on operation of the TV service responds
with a failure. Assuming that the robot assistant is also endowed with the capa-
bility of turning on the TV by manually pressing the button on the device, the
composition engine will compute an alternative plan which involves moving the
robot in front of the TV so that it can switch it on.

5 Service Composition for Large-Scale Domains

Smart environments such as smart buildings and, at a larger scale, smart cities
combine a set of services, primarily consisting of sensors and actuators, to enable
automatic control of various processes within the environment with the goal of
maintaining a certain desired state of the environment while respecting the pref-
erences of individual users. The highly dynamic nature of these types of prob-
lems requires powerful reasoning capabilities, making planning, represented as a
constraint satisfaction problem, particularly suitable for modelling them. A rep-
resentation of the environment consists of uncontrollable variables, whose values
cannot be controlled directly but can only be observed through the continuous
stream of data provided by the sensors, and variables whose state can be con-
trolled directly, which correspond to the actuators. The values of the controllable
variables are determined based on the current state of the environment and the
rules governing the environment, thereby performing certain actions within the
environment, which may influence the state of the uncontrollable variables, to
reach or maintain the desired state. The order in which actions are performed
is, unlike many traditional planning problems, often of less importance, because
most of the actions do not directly depend on other actions but rather on the
state of the environment.
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Fig. 1. The deployment of a small-scale smart building system in the Bernoulliborg of
the University of Groningen.

Building automation systems are a typical example of smart environments.
Sensors installed in the building provide information about the current state
of the environment, including the light level and temperature in different parts
of the building and occupancy information. Using this information, the system
controls processes within the building such as lighting, heating and ventilation
as well as individual workstations and appliances. The aim of the system is
to provide the occupants of the building with a comfortable place to work by
satisfying the preferences of the occupants, such as the desired temperature in
a room, while, for example, minimising the energy consumption of the building.
Energy savings can be realised by switching off appliances when they are no
longer in use or lighting when no occupancy is detected. Integration with a smart
grid may additionally allow the building to reduce the overall operational cost by
buying energy at times that the prices are lower. The GreenMind project, which
presents an architecture and case study of a smart building system, exemplifies
the realisation of a small-scale smart building system deployed across several
offices [25]. The deployment, shown in Fig. 1, consists of various sensors and
actuators to control the power consumption of workstations and other appliances
based on the presence of occupants to minimise the energy consumption of the
building. As demonstrated by this project, such smart building systems can save
a substantial amount of energy, even at a small scale.

The exponential complexity of constraints satisfaction problems makes cre-
ating planning problems for large-scale domains such as these difficult because it
is not possible to find a solution to the problem in a reasonable amount of time.
A reduction of the complexity can be achieved by transforming the constraints
into a different representation in which a function of some sensors implies a state
of the actuators that must be satisfied [12]. This representation uses the fact
that the values of variables corresponding to sensors cannot be changed directly,
and introduces a notion of activeness for the constraints. Constraints that are
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inactive for a particular state of the environment can be removed from the prob-
lem, reducing both the computational complexity and, more importantly, the
dependencies between different parts of the problem.

Some large-scale domains also have an inherently localised structure. For a
smart building, for example, the rooms of the building may serve as a natural
boundary for many of the constraints, causing the preferences of any particular
occupant to be mostly confined to their office or workspace within the building.
As a result, these constraints form small clusters, or islands, of more densely
connected constraints, with only some constraints crossing the boundary of such
an island. This structure can be made an explicit part of the problem by refor-
mulating the problem as a CSP consisting of sparsely interconnected islands of
constraints, where islands correspond to the parts of the problem that are more
densely connected and bridges represent the sparse dependencies between them.

Definition 2. Let P = 〈I,B〉 be a CSP consisting of a set of islands I and
a set of bridges B. The set of islands I = {I1, . . . , In} consists of independent
CSPs Ii ∈ I = (Xi,Di, Ci). Islands are completely independent, meaning that
Ii, Ij ∈ I, i 	= j : Xi ∩ Xj = ∅ ∧ Ci ∩ Cj = ∅. The bridges B ⊆ {Bij | i, j ∈
{1, . . . , n} ∧ i 	= j} connect islands together, where a single bridge Bij ∈ B =
(SBij

, rBij
) is a constraint between two islands Ii, Ij ∈ I with SBij

⊆ Xi ∪ Xj.

For a problem of this type, inactive constraints have the potential to partition
the problem into several independent subproblems: when some of the constraints
corresponding to the bridges become inactive, the dependencies between the
islands are removed, resulting in one or more independent subproblems. For
each of these problems, a solution can be constructed independently, which can
ultimately be combined into a single solution to the complete problem. Previous
solutions can also be reused when the state of the environment changes. If a part
of the problem remains independent despite the changes in the environment, its
solution remains unchanged, making it unnecessary to repeat the search process.
The parts of the problem that are affected by the changes in the environment
may have to be adjusted, but, as for the complete problem, the previous solution
can be used as a starting point for the search, potentially reducing the search
time considerably.

6 Conclusion

In this chapter we looked at one of the research directions which originated from
a joint work of one of the authors of the paper and Mike Papazoglou. The goal
of this chapter was to show how a vision of Mike and the idea of automated
service composition has developed over the years, how it has been adjusted and
applied to different domains, and how it is still actively developed.

In this work, we first looked into the problem of automated service compo-
sition, specifically a composition of services according to a rich (extended) goal
language. Traditional planning approaches assume a simple propositional for-
mula representing a set of goal states. With the extended goals you can define
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more complex properties of the desired plan: order of actions, properties that
need to be maintained in all visited states, etc. In practical applications you
may not know all the information in advance, for example, the customer may
define the shipment address only after he selected and confirmed the products
he plans to buy. To model such incomplete information, a new method of inter-
leaving planning and execution was developed, with uncertainty being explicitly
modelled via knowledge-gathering actions.

When applied to a domain of Internet of Things, and specifically to smart
homes and smart offices, additional assumptions have been made: instead of uni-
form services, the domain is described via explicit sensors and actuators explicitly
representing the state of the domain and active world-altering actions. Unfor-
tunately, solving planning problems for such domains is very difficult due to
the computational complexity of the planning algorithms and typical sizes of
the domains. Luckily, the structure of the domains allows for a reduction of the
complexity, as many world state changes do not necessarily influence the whole
domain: often local state changes would imply local planning and actuation.
Constraints that are inactive for a particular state of the environment can then
be removed from the problem, reducing both the computational complexity and,
more importantly, the dependencies between different parts of the problem.
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