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3. Introduction to Causal Graph Theory 

 

 

3.1. Introduction 

 

In the previous chapter, I have argued that empirical evidence can contribute 

to at least one aspect of the debate between rationalism and sentimentalism: 

Process positions, which are about whether our sensitivity to morally 

relevant considerations depends on rational or affective capacities. 

 Now that we have established this, we can go on to the second 

question posed in the introduction: How to compare the empirical support of 

rationalist and sentimentalist positions? Many different process positions 

are argued for on the basis of empirical evidence, while it is unclear how they 

compare on empirical support and what empirical data is needed in order to 

make such a comparison. As I will argue in the next chapter, rationalist and 

sentimentalist process positions can be interpreted as positions about the 

causes of the capacity for moral judgment. Therefore, they can be compared 

with each other by representing them as causal models. While this is the 

case, moral psychologists often use empirical evidence that involves 

associations, and it is not immediately clear whether such associations 

support or refute causal models. For instance, many studies of psychopathy 

involve the association between a psychopathy score and performance on a 

moral, rational or affective task. So, to infer what evidence supports or refute 

a process position, we both need a way to represent them as a causal model 

and infer what associations are entailed by it. Causal graph theory can help 

us with both. 

 Causal graph theory, mainly developed by Judea Pearl (2009) and 

Peter Spirtes, Clark N. Glymour and Richard Scheines (2000), is used to 
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infer causal structure and estimate causal impact on the basis of 

observational data, by representing causal theories as causal models (Shalizi, 

2018, p. 511; Spirtes et al., 2000, pp. 3, 4). I will use this theory in 

subsequent chapters. In the next chapter, I will make clearer what rationalist 

and sentimentalist theories entail by representing them as causal models. In 

chapters 5 and 6, I will use causal graph theory to infer what empirical data 

supports or refutes a specific causal model. 

 This chapter serves as an introduction to causal graph theory. First, I 

will elaborate on important probabilistic concepts and on the terminology 

used to describe graphs. Then, I will explain the probabilistic foundation of 

causal graph theory: Bayesian networks. After that, causal models will be 

introduced. In the final two sections, I will elaborate on the two main uses of 

causal graph theory: (1) to identify and estimate the causal effect of one 

variable on another by using only associational data and (2) to discover the 

set of causal structures that is consistent with a body of data (Shalizi, 2018, 

p. 511; Spirtes et al., 2000, pp. 3, 4). 

 

 

3.2. Central concepts from probability theory 

 

The causal models used in causal graph theory can be understood as 

Bayesian networks that are given a causal interpretation plus a formalism 

that characterizes interventions (Pearl, 2009, pp. 21 - 26). Bayesian 

networks are a kind of model that uses graphs to represent probabilistic 

relations between variables. While the graphs of causal models represent 

causal relations between variables, these relations also entail the 

probabilistic relations found in Bayesian networks. Therefore, I first have to 
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explain central probabilistic concepts before elaborating on Bayesian 

networks and causal models. 

Random variables are variables whose values represent outcomes 

of a random phenomenon (Moore, McCabe, & Craig, 2009, p. 259), such as 

flipping a coin. Each outcome (for discrete random variables, which have a 

finite number of outcomes) or set of outcomes (for continuous random 

variables, which have an infinite number of outcomes within an interval) is 

assigned a probability according to a probability distribution. These 

probabilities sum up to one, since it is certain that the variable will be 

assigned one value from the range of all possible values. For instance, a 

random variable, such as X, can stand for a coin flip. A coin flip has two 

outcomes: heads and tails. We can assign values to these outcomes, such as 0 

for heads and 1 for tails. If the coin is fair, both of these values have a 

probability of a half. In that case, the probability distribution of X is P(X = 0) 

= P(X = 1) = 0.5.11 These probabilities sum up to one, since the outcome of a 

coin flip can only be either heads or tails. If I use an expression such as ‘X = 

x’, then the upper case letter signifies a random variable, and the lower case 

letter signifies the particular value of the variable. So, X = x stands for 

random variable X having the value x. In the case X stands for a coin flip, x is 

either 0 or 1. 

Up until now, we have considered just one fair coin. Now, suppose we 

have two. In that case, we have two random variables, X and Y, each 

representing the flip of a different fair coin. Just as every value of a random 

variable has a probability according to a probability distribution, every 

combination of values of a set of random variables has a joint probability 

                                                

11 The probability distribution can only be described in this way for discrete random 

variables. For continuous random variables, the probability distribution needs to be 

described by a probability density function. This is because the probability of a 

continuous variable to have any specific value is zero. 
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according to a joint probability distribution. The joint probability is the 

probability that a set of variables takes on a specific combination of values. 

For instance, the joint probability of both fair coins falling on heads is a 

quarter (P(X = 0 & Y = 0) = 0.25). The joint probability distribution of a 

set of variables is the distribution of probabilities over all combinations of 

values that a set of variables can take. If we add up the probability for all 

these combinations, we again get a probability of one. For two fair coins, 

there are four possibilities: (X=0, Y=0), (X=1, Y=0), (X=0, Y=1), (X=1, Y=1). 

Each of these possibilities has a probability of a quarter and so sum up to 

one. 

 In this example, whether the one coin lands heads or tails does not 

affect how the other coin lands. In other words, X and Y are independent of, 

or unassociated with, each other. This means that knowing how one coin 

lands does not give us any information about how the other coin will land. 

The probability of X = x occurring, given that we know that Y = y, can be 

written as P(X = x | Y = y). In this case, P(X = x | Y = y) = P(X = x): The 

probability of X taking on the value of x stays the same, regardless of 

whether we know that the value of Y is y. In other words, the value of X does 

not give us information about the value of Y and vice versa. Since this 

independence relation does not depend on a third variable, we can specify 

further that the two variables are unconditionally independent. 

Unconditional independence can be formally defined in the following way: 

 

Unconditional independence: X is unconditionally independent of Y if and 

only if the probability of X = x given Y = y is the same as the probability of X = x 

alone (P(X = x | Y = y) = P(X = x)) whenever P(Y = y) > 0 and the probability of 

Y = y given X = x is the same as the probability of Y = y alone (P(Y = y | X = x) = 

P(Y = y)) whenever P(X = x) > 0 for all combinations of x and y. 
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 On the other hand, two variables can be dependent on, or associated 

with, each other. To illustrate, suppose we have two variables: number of 

alcoholic drinks consumed (CON) and exhibiting drunken behavior (BEH). 

BEH has as its values ‘exhibiting drunken behavior’ (1) and ‘not exhibiting 

drunken behavior’ (0). Presumably, knowing the value of CON gives us 

information about the probability of BEH being 1 or 0. In other words, given 

that we know that CON = con, the probability of BEH = beh changes: P(BEH 

= beh | CON = con) ≠ P(BEH = beh). So, the probability of BEH depends on 

the value of CON (and vice versa). Since this dependence relation does not 

rely on a third variable, we can say that the two variables are unconditionally 

dependent. Unconditional dependence can be defined more formally in this 

way: 

 

Unconditional dependence: X is unconditionally dependent on Y if and only 

if the probability of X = x given Y = y is different from the probability of X = x 

alone (P(X = x | Y = y) ≠ P(X = x)) when P(Y = y) > 0, and the probability of Y = 

y given X = x is different from the probability of Y = y alone (P(Y = y | X = x) ≠ 

P(Y = y)) when P(X = x) > 0, for at least one combination of x and y. 

 

 I will use ‘correlation’, ‘association’ and ‘dependency’ as synonyms of 

each other. However, the term ‘correlation’ is often used to refer to 

specifically linear correlation, which is different in that it not only specifies 

that two variables are associated with each other, but also that they are 

associated with each other in a linear way. For instance, in one introductory 

textbook on statistics, correlation is defined as follows: “The correlation 

measures the direction and strength of the linear relationship between two 

quantitative variables” (Moore et al., 2009, p. 102). If X is linearly correlated 

with Y, then higher values of X tend to go with either higher values of Y (in 

the case of positive correlation) or lower values of Y (in the case of negative 
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correlation). Correlation in the general sense, on the other hand, does not 

necessarily entail this kind of relation. To avoid confusion, I will use 

‘correlation’ to refer to association in general and ‘linear correlation’ when 

two variables are associated with each other in a linear manner.   

 As I have said, X and Y are unconditionally independent if and only if 

they are independent given no other variables, and they are unconditionally 

dependent if and only if they are dependent given no other variables. 

However, X and Y can also be conditionally independent or dependent given 

a third set of variables, Z. In the case of conditional independence, once we 

know the value of Z, the value of X does not give us any additional 

information about the value of Y and vice versa (Pearl, 2009, p. 11). This can 

be denoted by X ⫫ Y | Z, where ‘⫫’ stands for ‘independent of’. In the case of 

conditional dependence, once we know the value of Z, the value of X does 

give us additional information about the value of Y and vice versa. This is 

denoted by X /⫫ Y | Z, where ‘/⫫’ stands for ‘is dependent on’. 

 

Conditional Independence: Two variables, X and Y, are conditionally 

independent given a third set of variables Z (X ⫫ Y | Z) if and only if the 

probability of X = x given Z = z is the same as the probability of X = x given Z = z 

and Y = y (P(X = x | Z = z) = P(X = x | Z = z & Y = y)) whenever P(Z = z & Y = y) 

> 0, and the probability of Y = y given Z = z is the same as the probability of Y = 

y given Z = z and X = x (P(Y = y | Z = z) = P(Y = y | Z = z & X = x)) whenever P(Z 

= z & X = x) > 0 for all combinations of x, y and z. 

 

Conditional Dependence: Two variables, X and Y, are conditionally 

dependent given a third set of variables Z (X /⫫ Y | Z) if and only if the 

probability of X = x given Z = z differs from the probability of X = x given Z = z 

and Y = y (P(X = x | Z = z) ≠ P(X = x | Z = z & Y = y)) when P(Z = z & Y = y) > 0, 

and the probability of Y = y given Z = z differs from the probability of Y = y given 
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Z = z and X = x (P(Y = y | Z = z) ≠ P(Y = y | Z = z & X = x)) when P(Z = z & X = x) 

> 0, for at least one combination of x, y and z. 

 

 The concepts of conditional independence and conditional 

dependence can be made clearer with two examples. First, take three 

variables: number of alcoholic drinks consumed (CON), blood alcohol level 

(BAL) and exhibiting drunken behavior (BEH). As we have seen, CON is 

unconditionally dependent on BEH (CON /⫫ BEH): if we do not have 

information about other variables, then information about alcohol 

consumption gives us information about the probability of drunken 

behavior. However, once we have information about blood-alcohol level, 

alcohol consumption does not give us any additional information about the 

probability of drunken behavior. In that case, while CON and BEH are 

unconditionally dependent on each other, they are conditionally 

independent of each other given BAL: CON ⫫ BEH | BAL. 

The opposite can also happen: two variables can be unconditionally 

independent but conditionally dependent given a third variable. For 

instance, suppose that research output (R) and quality of teaching (T) are 

independent of each other while both give information about whether 

someone gets hired for an academic position (AP). In that case, T and R 

become dependent on each other once we know AP: while R ⫫ T, R /⫫ T | AP. 

To put it more intuitively: If we know that someone got hired for an 

academic position but is not a good teacher, then it becomes likelier that she 

gets a lot of papers published, so R gives us information about T (and vice 

versa) once we know AP. 

As we will see, Bayesian networks represent dependency and 

independency relations between variables. Causal models use this to connect 

causation to association. So, first, we will examine Bayesian networks. 
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3.3. Bayesian networks 

 

Since causal models are Bayesian networks given a causal interpretation plus 

a formalism that characterizes interventions, we first need to examine what 

Bayesian networks are. Bayesian networks represent a joint probability 

distribution with a DAG that satisfies the Markov assumption. In this 

section, I will explain what this exactly means. 

First, I need to introduce some terminology to describe graphs. 

Graphs consist of two elements: variables and directed edges (Morgan & 

Winship, 2015, pp. 79, 80). A directed edge is an arrow that points from 

one variable to another.12 A path between X and Y is a sequence of edges 

that connects X and Y, regardless of the direction of those edges. For 

instance, both X  Z  Y and X  Z  Y are paths between X and Y. 

However, only the latter count as a directed path from X to Y: a path from 

X to Y where all edges point in the same direction, with an arrow out of X 

and an arrow into Y. If there is a directed edge from X to Y, X  Y, then X is 

a parent of Y and Y a child of X. If there is a directed path from X to Y, then 

X is an ancestor of Y and Y a descendant of X. A cycle is a directed path 

that begins and ends at the same variable. Bayesian networks use a specific 

kind of graph, namely Directed Acyclic Graphs (DAGs). A graph is a 

DAG if and only if (1) all of its edges are directed edges and (2) it does not 

contain cycles. 

                                                

12 It is more accurate to say that graphs consist of vertices that correspond to 

variables, and that directed edges are a specific relation between variables that can 

be graphically represented as an arrow (Spirtes et al., 2000, pp. 7, 8). I omit this 

because it is adds unnecessary complexity given our current purposes. 
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Bayesian networks use DAGs to represent dependency and 

independency relations between variables. To be more specific, the graphs in 

Bayesian networks represent conditional independencies between variables 

according to the Markov assumption (Pearl, 2009, p. 19): 

 

Markov assumption: Every variable, given its parents, is independent of 

every other variable except its descendants.  

 

Figure 1. Four graphs consisting of the variables alcohol consumption (CON), 

blood-alcohol level (BAL) and drunken behavior (BEH). If CON is independent 

of BEH given BAL (CON ⫫ BEH | BAL), then Figures 1a, 1b and 1c satisfy the 

Markov assumption. If CON is unconditionally independent of BEH but 

becomes dependent on BEH given BAL (CON ⫫ BEH and CON /⫫ BEH | BAL), 

only Figure 1d satisfies the Markov assumption. 

 

Figure 1c. A fork from BAL to CON 

and BEH.  

 

BAL 

CON BEH 

Figure 1d. A collider structure; BAL 

is the collider. 

 

BAL 

BEH CON 

 
BAL BEH CON 

Figure 1b. A chain from BEH to 

CON. 

 

Figure 1a. A chain from CON to BEH. 

BAL BEH CON 
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So, a Bayesian network consists of a graph that satisfies the Markov 

assumption. This can be made clearer with the following example. In the 

alcohol example, we have seen that alcohol consumption (CON) is 

independent of exhibiting drunken behavior (BEH), given blood alcohol level 

(BAL): CON ⫫ BEH | BAL. To satisfy the Markov assumption, the graph 

must represent this conditional independence relation. This can be done in 

three ways, shown in Figures 1a, 1b and 1c. The structures in Figure 1a and 1b 

are called chains, while the structure in Figure 1c is called a fork. More 

generally, chains such as X  Z  Y, X  Z  Y, and forks such as X  Z 

 Y entail that X ⫫ Y | Z given the Markov assumption. 

On the other hand, the structure shown in Figure 1d does not satisfy 

the Markov assumption. Such a structure is called a collider structure, which 

would entail both that CON ⫫ BEH and CON /⫫ BEH | BAL. Both are not the 

case in our example. More generally, a collider structure X  Z  Y, 

where Z is the collider, entails that X and Y are unconditionally 

independent but become conditionally dependent given Z. The academic 

position example described above satisfies the conditions for a collider 

structure: Research output (R) and teaching quality (T) are unconditionally 

independent but become dependent once we know whether someone got 

hired for an academic position (AP). Because of this probabilistic footprint, 

we can identify collider structures on the basis of observational data, as we 

will see later. 

A Bayesian network uses a DAG that satisfies the Markov assumption 

to represent a joint probability distribution. Such a representation allows us 

to calculate joint probabilities in a more efficient way than usual. More 

specifically, any joint probability of the set of variables in a Bayesian network 

can be obtained by (1) calculating the conditional probability of every 

variable taking on its value, given that its parents take on their values, and 



Introduction to Causal Graph Theory 69 
 

 

then (2) multiplying these probabilities with each other (Pearl, 2009, p. 15, 

16). Put more formally, if we have variables X1,…,Xn, and if PA(Xi) stands for 

the set of parents of Xi, ���� =  �� & … & �� =  ��� = ∏ ���� = ��|����� =�
���). So, using the alcohol example, suppose that we have the following 

structure: CON  BAL  BEH. In this structure, CON has no parents, BAL 

has one parent (CON) and BEH has one (BAL). Therefore, this structure 

represents a probability distribution that can be factorized in the following 

way: P(BEH = beh & BAL = bal & Con = con) = P(BEH = beh | BAL = bal) * 

P(BAL = bal | CON = con) * P(CON = con). This is more efficient than 

calculating joint probabilities for a set of variables that are dependent on 

each other in the usual way, which requires calculating for each variable the 

probability that the variable has a specific value given that the preceding 

variables have their specific values (Pearl, 2009, p. 14). For the alcohol 

example, this would require calculating the following: P(BEH = beh & BAL = 

bal & Con = con) = P(BEH = beh) * P(BAL = bal | BEH = beh) * P(CON = 

con | Beh = beh & BAL = bal). 

 So in short, a Bayesian network is a representation of a joint 

probability distribution consisting of a DAG that satisfies the Markov 

assumption. Which probabilistic relations are represented by a specific 

Bayesian network can be inferred by using a rule called d-separation. As we 

will see later, given some assumptions, d-separation can be used in causal 

models to infer which associations are entailed by causal relations, providing 

a connection between association and causation. Therefore, we can use d-

separation to infer what kinds of empirical data will support or refute 

rationalist and sentimentalist positions. X and Y are independent given Z if X 

and Y are d-separated by Z. d-separation is defined in the following way 

(Pearl, 2009, pp. 16, 17): 
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d-Separation: X and Y are d-separated by Z if and only if every path between X 

and Y is blocked by Z.  

A path is blocked when either  

(1) the path contains at least one fork (i  m  j) or chain (i  m  j or i  m 

 j) where m is in Z, or 

(2) the path contains at least one collider structure (i  m  j) where m and any 

of its descendants are not in Z. 

 

d-Separation gives us an easy way to determine whether X is relevant 

for predicting the value of Y, given knowledge of a set of other variables Z. If 

X and Y are d-separated given Z, then X is independent of Y given Z, in 

which case X is irrelevant for predicting the value of Y given Z. To illustrate 

this with the alcohol example, if CON  BAL  BEH is the case, then 

information about CON only gives us only information about BEH insofar it 

gives us information about BAL, since CON is d-separated from BEH given 

BAL. In other words, once we know the value of BAL, the flow of information 

from CON to BEH is blocked, and information about CON has become 

irrelevant. 

However, the converse is not true: if X and Y are d-connected given Z, 

then that does not necessarily mean that X is dependent on Y given Z, and 

consequently, it does not necessarily mean that X is relevant for predicting 

the value of Y given Z. This is because Bayesian networks entail at least, but 

not always exactly, every independence fact that can be found by d-

separation (Pearl, 2009, p. 18). Consequently, if X and Y are d-connected 

given Z, then we do not know whether X and Y are dependent or 

independent given Z. This is because variables could be related to each other 

in a way that leads to additional independencies. 

 To summarize, Bayesian networks represent a joint probability 

distribution with a DAG that satisfies the Markov assumption. d-separation 



Introduction to Causal Graph Theory 71 
 

 

can be used to determine which variables are irrelevant for predicting the 

value of another variable, given a set of other variables. However, d-

separation cannot tell us with certainty which variables are relevant given a 

set of other variables. In the next section, we bridge the gap between 

Bayesian networks and causal models. 

 

 

3.4. Causal models 

 

Causal models are Bayesian networks that are given a causal interpretation 

and use a formalism to characterize interventions. In the next chapter, I will 

argue that rationalist and sentimentalist positions can be represented as 

causal models. Moreover, I will show in chapter 5 that d-separation can at 

least be used in simple cases to infer which kinds of empirical data are 

needed to support or refute rationalist and sentimentalist positions.  

 In causal models, directed edges are used to represent direct causal 

relations. The parents of a variable are its direct causes, while the children 

of that variable are its direct effects. The central idea is that the value of a 

variable can be changed by changing the value of its direct causes, even when 

the value of all other variables stays the same (Woodward, 2003, p. 55). 

First, I will explain what Bayesian networks and causal models have in 

common, before pointing out their differences. 

 Causal models use DAGs and the same kind of joint probability 

distribution as Bayesian networks. That is, if the causal model has variables 

X1,…,Xn, then ���� =  �� & … & �� =  ��� = ∏ ���� = ��|����� = ���� . 

Moreover, causal models satisfy their own version of the Markov 

assumption, the causal Markov assumption (Scheines, 1997, p. 187, 188): 
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Causal Markov assumption: Every variable, given its direct causes, is 

independent of every other variable except its effects. 

  

In other words, the causal Markov assumption states that causal relations 

entail probabilistic relations that satisfy the Markov assumption. The 

intuition behind this can be made clearer with the alcohol example. Last 

time, we found that alcohol consumption (CON) does not give us additional 

information about our probability to exhibit drunken behavior (BEH), given 

that we already know our blood alcohol level (BAL): CON ⫫ BEH | BAL. If we 

suppose that the true causal structure is shown in Figure 1a, there is a simple 

explanation for this independence fact: alcohol consumption only affects 

drunken behavior via blood-alcohol level. Therefore, CON can only give us 

information about BEH insofar it gives us information about BAL, entailing 

the independence fact. The structures shown in Figures 1b and 1c entail the 

same independence fact but do not provide the right causal structure. Figure 

1b entails that drunken behavior, not alcohol consumption, causes your 

blood-alcohol level to rise. However, changing only the value of BEH, by 

pretending to be drunk for example, will not lead to changes in the value of 

BAL. This excludes the causal structure shown in Figure 1b. Figure 1c entails 

that a rising blood-alcohol level causes both more alcohol consumption and 

more drunken behavior. Yet, changing only the value of BAL, by 

intravenously injecting alcohol for instance, will lead to changes in BEH but 

not in CON. This excludes Figure 1c. 

 Since causal models satisfy the causal Markov assumption, d-

separation facts entail independence facts in the same way as in Bayesian 

networks. That is, d-separation entails at least but not all the independence 

facts for a given causal model, and therefore, while d-separation facts entail 

independence facts, d-connection facts do not necessarily entail dependence 

facts. The following example from Hesslow illustrates why (1976, p. 291): 
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Birth control pills (B) affect the chance of developing thrombosis (T) in two 

ways (see Figure 2). First, they directly increase the probability of 

thrombosis as a side-effect. Second, they indirectly decrease the probability 

of thrombosis by decreasing the probability of pregnancy (P). Thus, these 

two paths have opposite effects. Suppose that they exactly cancel each other 

out. Due to the d-connection between birth control pills and thrombosis, we 

would expect that birth control pills and thrombosis would be dependent if 

we look at the causal structure. However, since the two causal paths have 

exactly the opposite effect on thrombosis, they cancel each other out, 

creating an independency that is not due to causal structure. Since we cannot 

find such independencies by using d-separation, d-separation does not entail 

all independency facts. 

 Faithfulness is the assumption that all independencies are due to 

causal structure, which eliminates cases like the thrombosis example from 

consideration (Scheines, 1997, p. 194): 

 

Faithfulness: All independencies are entailed by the causal Markov 

assumption. 

 

Figure 2. Example from Hesslow (1976). Birth 

control pills (B) are a cause of thrombosis (T) in 

two ways: They directly increase the chance of T as 

a side-effect, and they indirectly decrease the 

chance of T by decreasing the chance of pregnancy 

(P).  

 

B 

 

 

T 
P 

 

+ 

+ 

- 
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By assuming faithfulness, d-connection facts entail dependence facts (and 

vice versa), and d-separation facts entail independence facts (and vice versa). 

There are two main justifications for assuming faithfulness. First, 

independencies due to violations of faithfulness are very unlikely to happen 

(Spirtes et al., 2000, pp. 41, 42). Second, assuming faithfulness is common in 

scientific practice, where explanations in terms of causal structures are 

preferred over explanations in terms of coincidence (Scheines, 1997, p. 194). 

For the rest of this chapter, I will assume faithfulness. 

 Assuming faithfulness will make a big difference. Without 

faithfulness, we can only say that the associational data should be consistent 

with the d-separation facts of a causal model. However, this makes a direct 

comparison between causal model representations of rationalist and 

sentimentalist positions much more difficult. If we want to compare causal 

models on empirical support, they must have the same variables, and the 

variables will be either d-connected or d-separated. So, causal models will 

differ from one another in that, for the same relation between variables, one 

will entail a d-connection fact and the other a d-separation fact. However, if 

we do not assume faithfulness, d-connection entails independence, but d-

separation can entail either independence or dependence. Therefore, to 

evaluate empirical support, we can only test whether d-separated variables 

are independent of each other, but this independence fact is compatible with 

the same variables being d-connected. So, empirical support for one model 

does not lower the empirical support for the other, making direct 

comparisons more difficult. Worse still, the fewer d-separation facts a causal 

model has, the fewer tests we can do, and causal models without any d-

separation facts cannot be tested at all.  

 If we do assume faithfulness, then d-separation entails 

independency, and d-connection entails dependency. This means that 
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finding an independency is evidence against all models that entail a d-

connection for the same pair of variables, which makes a comparison of 

empirical support much easier. Moreover, since d-connection facts can be 

tested against the empirical data, it does not matter anymore how many d-

separation facts a causal model has.  

 So, in terms of probabilistic relations, causal models and Bayesian 

networks have a lot in common. However, causal models not only show us 

conditional independence relations between variables; it also includes a 

formalism which characterizes what would happen if we would actively 

intervene to change the values of these variables. Such a formalism is 

possible because causal models represent causal relations instead of 

associations. If X is associated with Y, then passively observing the value of X 

will give us information about the value of Y (and vice versa). In contrast, if 

X causes Y, then the value of Y changes if we would actively intervene by 

setting X to a specific value (but not vice versa). This can be illustrated with 

the following example (Eberhardt, 2009, p. 914). The reading of a barometer 

(B) gives us information about the likelihood of storms (S). However, while 

the two are associated, the barometer does not cause storms: If we would 

change the dial of the barometer ourselves, then that would not change the 

likelihood of storms. This is because the association between the two is 

explained by a common cause: atmospheric pressure (P). Therefore, if we 

would change the atmospheric pressure, then that would also change both 

the reading of a barometer and the likelihood of storms. 

 So, causal relations tell us what happens to other variables if we 

actively intervene to set a variable to a specific value, while associations tell 

us which variables we should observe to predict the value of another 

variable. What sets causal models apart from Bayesian networks is that the 

former formalizes this idea, thereby providing a way to connect association 
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to causation. This formalization can be done in different ways, one being the 

do()-operator. do(X = x) stands for what Pearl (2009, p. 70) calls an 

‘atomic intervention’: an intervention where we force X to have the value x, 

regardless of how X is normally caused. This yields a new model, where all 

the arrows into X are broken and X has x as its value, which entails a 

different joint probability distribution (Pearl, 2009, p. 22, 23). If the 

probability distribution of a variable has changed in this new model, then 

that has to be because of the effect of setting X to x. So, if the probability 

distribution of Y has changed due to an atomic intervention on X, then X has 

a causal effect on Y (Shalizi, 2018, p. 505). More generally, the causal 

effect of X on Y can be formalized as the probability distribution P(Y | do(X 

= x)) (Pearl, 2009, p. 70). We can also calculate the average effect of do(X 

= x) on Y, by multiplying each value of Y with the probability of Y having that 

value given do(X = x): �[�|���� = ��] = ∑ � ∗  ��� = �|���� = ���  (Shalizi, 

2018, pp. 534, 535). Here, E[Y|do(X=x)] stands for the expected value (or 

average) of Y given do(X=x). The average treatment effect, which is the 

difference in average effect of X on Y when setting X to two different levels, 

such as do(X=1) and do(X=0), can also be calculated: E[Y|do(X=1)] – 

E[Y|do(X=0)] (Shalizi, 2018, p. 536). 

 The barometer example can illustrate the characterization of causal 

effects in terms of the do()-operator. Suppose that atmospheric pressure (P) 

is a common cause of both the stance of a barometer (B) and storms (S): B  

P  S. If we want to know whether B is a cause of S, we could force the dial 

of the barometer to be on, say, 980 or 1040 by rotating it ourselves. This 

intervention would amount to breaking the arrow from P to B: the dial is at 

980 or 1040 regardless of atmospheric pressure. Such an intervention would 

not affect the probability of storms, or, put more formally, P(S = 1 | do(B = 

980)) = P(S = 1 | do(B = 1040)). If we did this for all values of B, we would 
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find that P(S | do(B = b)) = P(S). Since setting B to different values does not 

change the probability distribution of S, B has no causal effect on S. 

 To summarize, causal models are Bayesian networks that are given a 

causal interpretation. They connect association to causation by using the 

causal Markov assumption. Moreover, they use a formalization, such as the 

do()-operator, to distinguish between actively changing a variable and 

merely observing its value. 

 Causal graph theory uses causal models to solve three kinds of 

problems, all having to do with causal inference. Comparing rationalist and 

sentimentalist positions may involve all three of these problems. I will 

introduce these problems here and elaborate on them in the next two 

sections. First, if we know the true causal model, causal graph theory can be 

used to solve identification problems: determining whether it is possible 

to estimate the causal effect of X on Y by conditioning on a set of variables Z. 

One example of an identification problem is whether we can infer, on the 

basis of associational data, the causal effect of correctly functioning rational 

and affective capacities on the capacity for moral judgment. Second, if a 

causal effect is identifiable, causal graph theory can be used to solve 

estimation problems: actually estimating the causal effect of X on Y on 

the basis of associational data (Shalizi, 2018, p. 534). If we can identify 

causal effects from associations between moral, affective and rational tasks, 

it is even possible to measure the strength of these causal effects. Finally, 

causal graph theory can be used to solve discovery problems: problems 

where we have a set of possible causal structures, and we have to infer which 

ones are best supported by associational data (Spirtes et al., 2000, p. 71). 

This is useful for determining which psychological capacities are direct 

causes of the capacity for moral judgment and which are indirect causes. 

This is important, since direct causes contribute to the capacity for moral 
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judgment regardless of the functioning of all other capacities, while indirect 

causes do not. In the next section, I will elaborate on identification and 

estimation problems. In section 6, I will discuss discovery problems. 

 

 

3.5. Identification and estimation problems 

 

As I will argue in chapter 4, one interpretation the debate between 

rationalism and sentimentalism in causal terms is in terms of causal impact: 

whether rational or affective capacities have a larger causal impact on the 

capacity for moral judgment. However, much of the evidence that moral 

psychologists appeal to is associational. For instance, much of the research 

about psychopathy measures associations between psychopathy score and 

performance on moral, affective and rational tasks. It would be useful if we 

could determine whether causal effects could be inferred from this data and 

if we could estimate the magnitude of these causal effects. These are two 

issues that causal graph theory allows us to solve: identification and 

estimation problems. 

 The most straightforward way to estimate the causal effect of X on Y, 

P(Y | do(X = x)), is by means of an experiment. In an experiment, people are 

assigned to different groups. X is manipulated to have different values in 

different groups, and Y is measured. To avoid confounding influences on Y 

(differences between groups that are not due to X but nonetheless affect Y), 

subjects are randomly selected from the population of interest and randomly 

assigned to the different groups. If this is done right, and if the sample size is 

large enough, the differences in Y must be due to setting X to different 

values. In other words, the distribution P(Y | X = x) obtained from the 

experiment is the same as P(Y | do(X = x)) (Shalizi, 2018, p. 513). 
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However, if we do not have experimental data, we have to estimate 

P(Y | do(X = x)) from associational data. To do this, we first have to 

determine whether it is possible to distinguish the causal effect from non-

causal influences using only associational data, which is called an 

identification analysis (Elwert, 2013, p. 247). To identify the causal effect of 

X on Y, we need to determine a set of variables that, once we control on 

them, will allow us to estimate the causal effect on the basis of the 

association between X and Y. The causal effect is identifiable if we can 

determine such a set.  

There are three kinds of potential obstacles that arise in identifying 

the causal effect between X and Y (Elwert, 2013, pp. 250, 251). If we would 

just use the association between X and Y, we run the risk of overestimating 

the causal effect. This is because the association between X and Y can 

(partially) be due to a common cause. To illustrate, suppose that the true 

causal structure is X  Z  Y. Then, if we would control on Z, we would find 

that there is no causal effect at all: The association between X and Y is 

completely due to Z being the common cause of both of them. So, we need to 

control for all common causes. However, controlling variables may also lead 

to under- or overestimating the causal effect, because of two further 

obstacles. First, suppose the causal model is the following chain: X  Z  Y. 

Then controlling on Z would sever the association between X and Y even 

though they are causally related, which would lead to an underestimation of 

the causal effect. Second, conditioning on a collider (Z in X  Z  Y) would 

create a spurious association between the two causes of the collider, which 

would lead to an overestimation of the causal effect. In those two cases, we 

should not control on Z. 

So, to determine whether a causal effect is identifiable, we need to 

determine a set of control variables while taking account of the above three 
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obstacles. A general rule for determining such a set is called the adjustment 

criterion (Elwert, 2013, p. 257): 

   

Adjustment criterion: To satisfy the adjustment criterion for identifying the 

causal effect of X on Y by controlling on a set Z, the following conditions must be 

satisfied:  

(1) Z blocks all paths from X to Y that are not directed, and 

(2) no variable in Z is part of or descends from a directed path from X to Y. 

 

Just like d-separation, a path is blocked if either (1) the path contains at least 

one fork (i  m  j) or chain (i  m  j or i  m  j) where m is in Z, or 

(2) the path contains at least one collider structure (i  m  j) where m and 

any of its descendants are not in Z. 

Satisfying the adjustment criterion avoids the three obstacles in the 

following way. If criterion (1) is satisfied, then all non-causal paths that go 

from X to Y will be blocked. If criterion (2) is satisfied, then we do not 

control variables that are part of a causal path from X to Y. Moreover, non-

causal paths from X to Y that involve descendants of a directed path from X 

to Y will always involve colliders (otherwise, it would create cycles) and will, 

therefore, be blocked already (Elwert, 2013, p. 259). 

The adjustment criterion entails narrower rules that are easier to use. 

A popular one is the back-door criterion (Elwert, 2013, p. 259): 

 

Back-door criterion: To satisfy the back-door criterion for identifying the 

causal effect of X on Y by controlling on a set Z, the following conditions must be 

satisfied: 

(1) No variable in Z is a descendant of X, and 

(2) Z blocks all backdoor paths from X to Y, where a backdoor path is a path that 

has an arrow into X. 
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 The rationale for criterion (1) is as follows. A descendant of X will 

either be (a) part of a causal path from X to Y, (b) a collider in a non-causal 

path from X to Y or (c) harmless. Therefore, we should not condition on any 

descendant of X. If criterion (2) is satisfied, then all paths from X to Y that 

involve a common cause will be blocked either because we control on a 

variable in that path or because it contains a collider. 

 If the adjustment or back-door criterion is met, formulas can be used 

to calculate the causal effect of X on Y by controlling for Z. The intuition 

behind these formulas is roughly the following. We want to know how X and 

Y are associated for every group whose values of Z are the same. That way, 

we ‘fix’ the control variables at a certain value in each group, in which case 

they cannot influence the relation between X and Y. What remains is the 

actual causal effect of setting X to a particular value. 

 First, I will discuss calculating the causal effect. As I have said, this 

can be formalized as the probability distribution P(Y = y | do(X = x)). This 

can be calculated by using the following formula (Elwert, 2013, p. 258):  

 

��� = ������ = ��� =  � ��� = �│� =  � & ! = "���! = "�
#

 

 

In other words, to calculate the probability that Y has the value y, given that 

we would intervene to change the value of X to x, we have to do the 

following. First, for every possible combination of values of Z, which is the 

set of control variables, we need to calculate the probability of Y = y given X 

= x and Z having that combination of values, multiplied by the probability of 

Z having that combination of values. After calculating that probability for 

every combination of values of Z, we need to sum these probabilities.  
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To illustrate how the formula is used to calculate P(Y = y | do(X = x)), 

suppose that alcohol consumption (CON) causes blood-alcohol-level (BAL), 

and BAL causes drunken behavior (BEH): CON  BAL  BEH. I will now 

introduce a fourth variable: experience of peer pressure (PP). PP can take on 

a value from 0 (not at all) to 5 (extreme). Further, suppose that PP has two 

effects: (1) more alcohol consumption, PP  CON, and (2) pretending to be 

drunk, PP  BEH. In that case, PP is a common cause of both CON and BEH 

(see Figure 3). Suppose further that we want to estimate the causal effect of 

CON on BEH on the basis of observational data. In that case, to satisfy the 

back-door criterion, we need to control on PP, because it is part of a path 

from CON to BEH with an arrow into CON. So, to calculate P(BEH = beh | 

do(CON = con)) on the basis of observational data, we need to calculate, for 

every value of PP, P(BEH = beh | CON = con & PP = pp) multiplied by P(PP 

= pp), then sum these probabilities. 

  We can also calculate the average effect (Shalizi, 2018, pp. 534, 535). 

As I have said, the average effect of do(X = x) on Y, E[Y|do(X = x)], is the 

Figure 3. Causal model where alcohol 

consumption (CON) causes blood-alcohol level 

(BAL), and BAL causes drunken behavior 

(BEH). Moreover, peer pressure (PP) is a 

common cause of both CON and BEH. 

 

PP 

 

BAL BEH 

 

CON 
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average value of Y given that we intervene to change the value of X to x. This 

can be calculated by using the following formula: 

 

�[�|���� = ��] = � �$�│� = � & ! = "%��! = "�,
#

 

where �$�│� = � & ! = "% =  � ���� = �|� = � & ! = "�
�

 

 

Calculating the average effect involves three steps. (1) Calculate 

�[�|� = �, ! = "] for a particular combination of values for Z. This is the 

average value of Y given X = x (the intervention) and Z = z (the control 

variables taking on a particular combination of values). To calculate this we 

need to use the following formula: ∑ ���� = �|� = �, ! = "�� �. According to 

it, multiply every value of y with the probability of Y taking on that value, 

given X = x and Z = z, and sum these probabilities. (2) Multiply 

�[�|� = �, ! = "] with the probability of Z taking on the particular 

combination of values. (3) Repeat steps 1 and 2 for every possible 

combination of values of Z and sum them up. This will get us the average 

value of Y given that we intervene to change the value of X to x, 

�[�|���� = ��].  
We can also calculate the average treatment effect, which is the 

difference between (1) the average value of Y when we intervene to set the 

value of X to 1 and (2) the average value of Y when we intervene to set the 

value of X to 0. To calculate this, we need to calculate the difference between 

the average effect for do(X = 1) and do(x = 0) (Elwert, 2013, p. 258):  
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�[�|���� = 1�] − �[�|���� = 0�] = 

 � �$�│� = 1 & ! = "%��! = "� −
#

� �[�|� = 0 & ! = "]��! = "�
#

 

 

If there are many variables in Z, calculating ��� = ������ = ��� =
 ∑ ��� = �│� =  � & ! = "���! = "�#  may be impractical. One way to solve 

this is to assume that variables are related to each other in a particular way, 

such as in a linear manner (Elwert, 2013, pp. 258, 259). Whether this is 

possible depends on further statistical assumptions. Another shortcut is 

possible if we have a large sample and rely on the law of large numbers 

(Shalizi, 2018, p. 535). 

 So, by determining the set of variables we need to control for, it is 

possible to estimate the causal effect by only using associational data. To do 

this, we need to know how variables are causally related to each other. If we 

do not know this, then we can still use associational data to determine which 

causal models are consistent with it. In other words, associational data can 

be used to solve discovery problems, which is the subject of the next section. 

 

 

3.6. Discovery problems 

 

Another causal interpretation of the debate between rationalism and 

sentimentalism that I will examine in the next chapter is in terms of causal 

structure: whether the capacity for moral judgment is directly caused by 

rational or affective capacities. After all, a direct cause contributes to the 

functioning of the capacity for moral judgment regardless of the functioning 

of all other capacities; such causes arguably have a fundamental or essential 

role in moral judgment. We may therefore want to know what the causal 
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structure of the capacity for moral judgment is. Moreover, for the causal 

impact approach, we also need to know the causal structure. Fortunately, 

causal graph theory also provides the tools needed to infer which causal 

structures are compatible with a set of associational data, or in other words, 

to solve discovery problems. 

 I will first explain how causal graph theory connects dependencies 

and independencies to causal structure. Then, I will elaborate on two 

systematic approaches to solving discovery problems: hypothesis testing and 

algorithms. Finally, I will expand on some outstanding issues.  

 

3.6.1. Constraining the set of possible causal structures with associations 

and experiments 

 

Causal graph theory uses a set of assumptions that enable us to constrain the 

set of possible causal structures, given a body of associational data. 

Assuming the causal Markov assumption, dependence facts entail d-

connection facts that the DAG of the causal model must satisfy (Scheines, 

1997, p. 194). Additionally, if we also assume faithfulness, then it is also the 

case that independence facts entail d-separation facts. Otherwise, 

independence facts may be due to coincidence rather than due to causal 

structure. For instance, in the thrombosis example, birth control pills (B) 

have two separate causal effects on thrombosis (T) that exactly cancel each 

other out (see Figure 2). In that case, we find an independency between B 

and T while they are not d-separated. In short, assuming the causal Markov 

assumption and faithfulness, both dependencies and independencies 

constrain the set of possible causal structures. 

 However, even if we assume faithfulness, there are usually a lot of 

causal structures compatible with a given set of dependencies and 
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independencies. This is because, while the true causal model satisfies the 

causal Markov assumption, we may not have measured all common causes, 

in which case the set of variables we have observed do not satisfy the causal 

Markov assumption. Consequently, every dependency between two variables 

may be completely or partially due to unmeasured common causes, 

increasing the set of possible causal structures considerably (Eberhardt, 

2009, pp. 920, 921). These possibilities are taken out of consideration when 

we assume causal sufficiency: 

 

Causal sufficiency: There are no unmeasured common causes.  

 

This assumption is much harder to justify than the causal Markov and 

faithfulness assumptions, since there is almost never a way of knowing 

whether it is met. 

 Besides faithfulness and causal sufficiency, the set of possible causal 

structures can be further reduced by using background knowledge, such as 

information about time order (Scheines, 1997, p. 198). For instance, for the 

alcohol example (see Figure 1), we know that alcohol consumption (CON) 

precedes an increase in blood alcohol level (BAL). This knowledge excludes 

all models that postulate a CON  BAL relation. 

 For the sake of simplicity, I will assume causal sufficiency for now, in 

addition to the causal Markov assumption and faithfulness. The set of causal 

structures compatible with a given set of dependencies and independencies 

under these assumptions is called a Markov equivalence class. The 

graphs in such a class cannot be distinguished on the basis of associational 

data alone; instead, we need to do experiments (Shalizi, 2018, pp. 549, 550). 

Causal models are in the same Markov equivalence class if they have (1) the 
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same edges between variables (regardless of the direction of those edges) 

and (2) the same collider structures (Pearl, 2009, p. 19).  

 For instance, suppose we have three variables: X, Y and Z (see Figure 

4). Suppose we find that X and Y are independent given Z (X ⫫ Y | Z) and no 

other independencies. The Markov equivalence class for this combination 

consists of three graphs: Figures 4a, 4b and 4c. On the other hand, suppose 

we find that X and Y are unconditionally independent of each other (X ⫫ Y) 

and no other independencies, which means that X and Y are dependent on 

Figure 4. Four graphs consisting of the variables X, Y and Z. Figures 4a, 4b and 

4c entail the same dependencies and independencies and so form a Markov 

equivalence class. Figure 4d entails a unique combination of dependencies and 

independencies. Therefore, it is the sole member of its own Markov equivalence 

class. 

 

Figure 4d. A collider structure; Z 

is the collider. 

 

  Z 

  X   Y 

 
Z   X   Y 

Figure 4b. A chain from Y to X. Figure 4a. A chain from X to Y. 

 
Z X Y 

Figure 4c. A fork from Z to X and Y.  
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each other given Z (X /⫫ Y | Z). In that case, the Markov equivalence class 

only consists of only one graph, and so a unique causal structure is 

determined: Figure 4d. This means that collider structures can be discovered 

on the basis of associational data alone. 

 Experimental data can distinguish graphs in a Markov equivalence 

class, since they provide information about the direction of a causal effect. 

Suppose that either Figure 4a, 4b or 4c is the true causal model, and that we 

do an experiment where we manipulate X and observe Y. In that case, all 

arrows into X are broken, which means that each remaining path between X 

and Y is either a causal path or involves a collider structure. Since colliders 

block associations, an association between X and Y after manipulating X 

establishes a directed path from X to Y, in which case Figure 4a must be the 

true causal model. On the other hand, if we find out that X is independent of 

Y, then X has no directed path to Y, which means that Figure 4a cannot be 

the true causal model. So, experiments can be used to determine whether 

there is a directed path between variables and so constrain the set of possible 

causal models in this way. 

 To summarize, assuming the causal Markov assumption, faithfulness 

and causal sufficiency, we can identify the set of causal models compatible 

with a given set of dependencies and independencies. Doing experiments 

constrains the set of causal models further. Now, I will elaborate on two 

main ways to solve discovery problems on the basis of associational data. 

 

3.6.2. Systematic approaches to solving discovery problems: hypothesis 

testing and algorithms 

 

In the case of discovery problems, we have a body of associational data, but 

we do not yet know what dependencies and independencies they entail; we 
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have to test for them. However, the more tests we do, the greater the chance 

that at least one of these tests will give us an erroneous result. Therefore, we 

need to systematically test for dependencies and independencies in the most 

efficient way possible. There are two different ways to do this. 

 First, if we only consider a small number of causal structures and we 

want to determine the set that has the best empirical support given 

associational data, then we can use a hypothesis testing approach 

(Shalizi, 2018, pp. 547, 548). I will use something like the hypothesis-testing 

method in chapter 5, to compare the empirical support of causal model 

representations of the positions of Nichols (2004; 2002) and Maibom 

(2005). This method has four steps: (1) determine the set of independencies 

entailed by each causal model by using d-separation, (2) take the 

independencies that are the same across all models out of consideration, (3) 

test whether the rest of the independencies are consistent with the 

associational data and (4) reject those models that have independencies that 

are not supported by the data.13 

 To illustrate this, take the following example. Suppose that two 

parties agree that alcohol consumption (CON) causes a higher blood-alcohol 

level (BAL), which causes a greater likelihood for exhibiting drunken 

behavior (BEH): CON  BAL  BEH. However, according to one group (the 

two-causers), CON also has an effect on BEH independent of its effect on 

BAL: The more alcohol you consume, the more inclined you are to believe 

that you are drunk, resulting in a higher likelihood to exhibit drunken 

behavior (CON  BEH connection). On the other hand, the one-causers 

                                                

13 The hypothesis testing method can be made even more efficient, however. If X and 

Y are found to be independent, then we can delete the edge between X and Y, 

assuming faithfulness (Shalizi, 2018, p. 551). Further, if X and Y are not connected to 

each other via a third variable, then they cannot be a part of a collider structure. If 

that is the case, then other independency tests between the same two variables can 

be skipped since they cannot give us any additional information. 
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believe that CON does not affect BEH in this way (CON and BEH not directly 

connected; see Figure 5). 

 We can compare the empirical support of the two models by using 

the hypothesis testing approach. First, we need to determine which 

independence relations are entailed by the two causal structures by using d-

separation. The two-cause model entails no independencies, since all 

variables are directly connected to each other. However, the one-cause 

model entails one conditional independency: CON ⫫ BEH | BAL. Then, we 

need to set aside the independencies that are the same across the two 

models. In this case, there are none. Next, we test whether CON ⫫ BEH | 

BAL should be rejected using the available observational data. If that is the 

case, then the two-cause model is supported over the one-cause model. 

However, if we use data derived from a sample, then it does not necessarily 

mean that the one-cause model is supported over the two-cause model if the 

independency is not rejected. I will elaborate on this in the next sub-section. 

 The hypothesis testing method is only practical if there are only a 

small number of models we want to take into consideration, such as a few 

rationalist and sentimentalist models. However, it is unfeasible if we want to 

Figure 5. Causal model where alcohol consumption (CON) causes blood-

alcohol level (BAL), and BAL causes drunken behavior (BEH). However, 

according to the one-causers (left), CON does not cause BEH, while 

according to the two-causers (right), it does. 
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consider a large number of models. Furthermore, it is also impractical for 

determining the complete set of causal structures that is compatible with a 

given set of associational data, taking also possibilities into account that are 

not, as of yet, part of any currently existing theory. In such cases, the second 

approach to discovery problems works better: using algorithms. Algorithms 

will be relevant in chapter 6, when I discuss how these can be used to 

compare the empirical support of a process positions against many others or 

even all possible positions. 

  Algorithms take as input associational data, a set of assumptions and 

background knowledge, and they output the set of causal structures that are 

consistent with the input. To explain how, I need to specify three ways in 

which dependencies and independencies give us information about causal 

structure (Shalizi, 2018, pp. 551, 552). First, if two variables are independent 

of each other, then that means that there is no edge between that pair, 

regardless of whether the independency is unconditional or conditional. 

Second, if there are three variables, X, Y and Z, and there is an edge between 

X and Y, an edge between Y and Z, and no edge between X and Z, then we 

have an X – Y – Z structure. In that case, if X and Z are dependent given Y 

and every combination of other variables in the graph (including none of 

them), then we have identified a collider: an X Y  Z structure. Third, 

edges can be oriented so they are consistent with other colliders and the fact 

that DAGs contain no cycles. For instance, if there is an X  Y – Z structure 

after we have identified all colliders, then that triplet cannot be a collider 

itself. Therefore, it must be an X  Y  Z structure.  

 In short, independencies and dependencies are used (1) to delete 

edges and (2) to identify colliders, which allow us (3) to orient other edges to 

be consistent with the identified colliders and acyclicity. The SGS-

algorithm uses these three elements to systematically determine which 
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causal structures are consistent with a given set of associational data (Shalizi, 

2018, p. 552). First, it starts with a complete graph: a graph where all 

variables are connected to all other variables with undirected edges (lines 

instead of arrows, signifying that we do not know what causes what). Second, 

for every pair of variables, it tests whether it is independent given the empty 

set and all other possible combinations of the remaining variables, until one 

test turns out positive. In the case of a positive test, it deletes the edge. Third, 

it identifies colliders by, for every X – Y – Z structure, testing whether X and 

Z is dependent given Y and every combination of other variables in the graph 

(including the empty set). Fourth, after testing for colliders, it deduces the 

orientation of other edges in the graph based on the identified colliders and 

acyclicity. 

 The SGS-algorithm is very inefficient; it does many more 

independency tests than are needed (Shalizi, 2018, pp. 553, 554). The 

successor of the SGS-algorithm, the PC-algorithm, is more efficient in two 

ways. First, it does the independency tests in the second step in a systematic 

way and conditions only on variables that are directly connected to the pair 

of variables in question (Shalizi, 2018, pp. 553, 554). More specifically, the 

algorithm first tests for each pair of variables whether they are 

unconditionally independent. After that, for those pairs that are still directly 

connected to each other, it tests whether they are conditionally independent 

given a third variable that is directly connected to either of the pair. Then, it 

tests whether the leftover pairs are conditionally independent given a third 

and fourth variable that are connected to either of the pair, and so on. 

Second, because of how the second step is done, the PC-algorithm does not 

have to test for conditional independencies to identify colliders in the third 

step; it only needs the d-separation facts found in the second step (Spirtes et 

al., 2000, p. 85). Besides the SGS- and PC-algorithms, there are others (see, 
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for instance, Glymour, Zhang and Spirtes (2019) for a recent review). For 

instance, in chapter 6, I will discuss the FCI-algorithm, which does not 

require the assumption of causal sufficiency. 

 To summarize, both the SGS- and PC-algorithm take a set of 

assumptions, a body of associational data and background knowledge as 

input. Then, they delete edges, identify colliders, and orient edges to be 

consistent with those colliders and acyclicity. The output is a set of causal 

models that is compatible with the input. Using those algorithms, we can 

infer a complete set of possible causal models given a set of associational 

data, while the hypothesis testing method can only determine which theory 

has better empirical support. However, like the hypothesis testing method, 

algorithms can be used to evaluate the empirical support of theories: any 

theory inconsistent with the output of an algorithm is undermined by the 

associational data. 

 

3.6.3. Outstanding issues: statistical inference and multiple datasets 

 

Although there is much more to say about how causal graph theory can be 

used to solve discovery problems, I will examine two further topics. First, I 

need to elaborate on statistical inference: The associational data that we use 

is derived from a sample of the population, while we need to test whether 

independencies or dependencies between variables are likely to hold in the 

population itself. We need to know how to do that before we can evaluate the 

empirical support of rationalist and sentimentalist process positions. 

 Fortunately, both approaches are compatible with all statistical tests 

for independency. The test we should use depends on whether the variables 

have discrete or continuous values, how the values of the variables are 

distributed and how variables are related to each other. In the case that the 
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values of variables are continuous, normally distributed (in a bell-shaped 

curve) and linearly related to each other, we can test conditional 

independencies by testing for vanishing partial correlations (Spirtes et al., 

2000, pp. 93, 94). A partial correlation between X and Y, given Z (rXY.Z), is 

the correlation between X and Y that remains after removing that part of the 

correlation that is due to the correlation of both with Z. Testing for vanishing 

partial correlations amounts to testing for H0: rXY.Z = 0 against Ha: rXY.Z ≠ 0. 

For discrete variables, a chi-squared test could be used, which involves 

comparing the observed data with the data you would expect if X and Y are 

independent given Z (Spirtes et al., 2000, pp. 94, 95). All these tests result in 

a p-value, indicating the probability of finding the observed result or more 

extreme given that, in the population, X and Y are independent given Z. 

Since we have to rely on sample data, errors can be made: A test 

could indicate that variables are dependent on each other while they are 

independent or the other way around. For the hypothesis testing approach, 

such errors could lead us to faulty conclusions about which causal models 

are empirically supported. For algorithms, errors can lead to more errors 

along the way. For instance, if the PC-algorithm deletes an edge by mistake, 

then that could lead to other edges not being deleted or edges not being 

oriented (Spirtes et al., 2000, p. 87). It can also mistakenly identify or fail to 

identify colliders, which can cause further errors in orienting other edges 

(Spirtes et al., 2000, p. 83). 

 It would be helpful to have a way to reduce the possibility of such 

errors. Setting a significance level (α) is one such possibility. This is the level 

the p-value must be under in order to reject the hypothesis that X and Y are 

independent given Z. Conventionally, α = 0.05, in which case the chance is 

less than 5% to find the result or more extreme given that the variables are 

actually independent. Even then, there are two remaining problems. First, if 
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we cannot reject the null-hypothesis that X and Y are independent given Z, 

this does not automatically mean that we can accept that they are 

independent either (Hitchcock, 2019). This means that we can only test 

whether dependencies in a causal model are empirically supported, not 

independencies. Nevertheless, alternative approaches are being developed 

that allow us to accept such hypotheses. Second, it is inadvisable to use 

conventional significance levels such as α = 0.05, since solving discovery 

problems involves doing a lot of tests, which means that the chance of error 

accumulates (Malinsky & Danks, 2018, p. 7).  

For the hypothesis testing approach, the second problem can be 

solved because we know the number of tests that must be done. More 

specifically, the number of tests is the number of probabilistic relations that 

differ across models. Therefore, we can alter the significance level such that 

the chance of at least one error will be under 5%. One way to do this is to 

apply the Bonferroni correction: dividing the significance level of each 

individual test by the number of tests that will be done. 

This solution cannot be applied to algorithms, since the number of 

tests that will be done cannot be known beforehand: It depends on what the 

algorithm will do, which in turn depends on the actual causal structure 

(Spirtes et al., 2000, p. 96). There are two common approaches to this 

problem (Malinsky & Danks, 2018, p. 7). First, we could only report those 

results that stay the same over a large range of significance levels and other 

parameter settings of the algorithm. Second, we could use a method to 

systematically determine which significance level and other parameter 

settings will result in the best score for model fit and use that (see, for 

example, Maathuis, Kalisch & Bühlmann (2009), pp. 3144, 3145). 

There are still two, unfortunately unsolvable, problems on the 

statistical side. First, for both the hypothesis testing and algorithmic method, 
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we cannot know the probability that the procedure will result in the true 

model. For the hypothesis testing method, we have no way of knowing 

whether we have included the true model as a hypothesis. For algorithms, it 

is known that the procedure will converge to the true model the more data 

we have, but it is not possible to measure the probability for an erroneous 

result unless we make further assumptions about the true causal model 

(Shalizi, 2018, p. 559). The reason for this result, which holds for any 

procedure for discovering causal structure, is that the chance of such an 

error depends on the strength of association between variables, which can be 

extremely weak.  

This creates a second problem. Because the dependencies between 

variables can be very small, the probabilistic differences between the true 

model and a wrong one can be very small too (Shalizi, 2018, p. 559). In that 

case, we would need extremely large amounts of data to differentiate the two. 

Otherwise, we are likely to make an error. Since we cannot know the strength 

of the dependencies beforehand, we cannot know how much data we need to 

discover the true causal structure. So, to reduce the chance of making 

mistakes, we should procure as big a dataset as possible, which leads to the 

second main issue I will examine: combining multiple datasets. 

 What to do if we have multiple datasets? If there are multiple studies 

done about the same subject, then combining their datasets would 

potentially lead to more information about causal structure. If we have at 

least one dataset that measures all variables, then we can combine p-values 

for the same independency tests done across multiple datasets by using 

Fisher’s method (Tillman & Eberhardt, 2014, pp. 50, 51). The PC-algorithm 

can be adapted this way, leading to more accurate results. If we have 

multiple datasets and none of them measure all variables, pairs of variables 

that are not jointly measured cannot be tested for independence, leading to a 
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much larger set of possible causal models (Tillman & Eberhardt, 2014, p. 

52). In that case, a completely different algorithm needs to be used, such as 

the Integration of Overlapping Datasets (IOD) algorithm developed by 

Robert E. Tillman and Peter Spirtes (2011; Tillman & Eberhardt, 2014, pp. 

53, 54). Very roughly, the IOD-algorithm works by inferring from multiple 

datasets which criteria causal models should satisfy, and the algorithm then 

determines for which causal models these criteria hold. 

 Finally, associational data and experimental data can be combined. 

As we have seen, experiments that manipulate X and measure Y can 

determine whether there are directed paths between X and Y. Therefore, it is 

good news that certain algorithms can accommodate data from such 

experiments. For instance, an algorithm by Antti Hyttinen, Frederick 

Eberhardt and Patrik O. Hoyer (2013) uses as input both observational and 

experimental data, deduces d-separation and d-connection relations from 

each dataset, checks for each edge whether it can be oriented or removed, 

and outputs the status of each edge in all possible causal structures (Tillman 

& Eberhardt, 2014, pp. 58 - 60).  

 

 

3.7. Conclusion  

 

In this chapter, I have provided an overview of the core aspects of causal 

graph theory. First, I elaborated on the central probabilistic and graphical 

concepts. Bayesian networks connect the two, by representing a joint 

probability distribution with a DAG that satisfies the Markov assumption. 

Causal models entail the same probabilistic relations but represent causal 

relations between variables. Therefore, they satisfy the causal Markov 

assumption. Another difference is that causal models incorporate the idea 
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that, if X has a causal relation with Y, setting X to different values leads to 

different probability distributions of Y. One formalization of this idea is the 

do()-operator.  

 If we know the causal model, we can use criteria such as the back-

door criterion to identify the set of control variables in order to estimate the 

causal effect of X on Y, P(Y = y | do(X = x)), on the basis of associations. If 

we do not know the causal model, associational data can be used to infer the 

set of causal models that are consistent with that data. In other words, it can 

solve discovery problems. With the causal Markov assumption, dependency 

facts give us information about causal structure. However, if we assume 

faithfulness, both dependency and independency facts tell us something 

about causal structure. Causal inference can be further strengthened by 

assuming that there are no unmeasured common causes (causal sufficiency). 

Besides that, background knowledge can be used. 

 There are two systematic approaches to discovery problems. First, 

there is the hypothesis testing approach, which tests the independency facts 

that differ between models and reject those models that are inconsistent with 

these tests. This is only feasible if there are a small number of models and if 

we are willing to take all possibilities out of consideration that are not part of 

any currently existing theory. Second, there is the algorithmic approach, 

which starts with the complete graph and uses data to delete edges, identify 

colliders, and orient other edges to be consistent with those colliders and 

acyclicity, resulting in a set of all possible causal models. Such an approach 

also takes atheoretical possibilities into consideration but may do more tests 

than the hypothesis testing method. Finally, the two approaches can be 

combined, by rejecting all theories that are incompatible with the output of 

an algorithm.   
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 Next, we will apply the tools of causal graph theory. In chapter 4, I 

will argue that the debate between process rationalism and sentimentalism 

can be interpreted in causal terms. To be more specific, it can be causally 

interpreted in two ways: in terms of causal impact and in terms of causal 

structure. I will also show how rationalist and sentimentalist positions can 

be represented as causal models. In chapter 5, I will show one simple way 

how rationalist and sentimentalist positions can be compared on empirical 

support by using causal graph theory. I will illustrate this by comparing 

causal model representations of the sentimentalist position of Nichols 

(2004; 2002) and the rationalist position of Maibom (2005), which already 

leads to important results. Then, in chapter 6, I will sketch out how causal 

graph theory could be used to compare the empirical support of a process 

position against a large number of other process positions and even all 

possible positions. Moreover, I will examine the possibility of evaluating 

process rationalism and sentimentalism in a general sense. 
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