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5. Evaluating Empirical Support 

 

 

5.1. Introduction 

 

To make progress in the debate between rationalism and sentimentalism on 

the basis of empirical evidence, we need a way to assess the empirical 

support of rationalist and sentimentalist process positions. In the last 

chapter, we made the first step towards developing such a method by 

representing theories of moral judgment as causal models. In this chapter, I 

will examine the relation between process positions and empirical evidence. 

Besides that, I will develop one simple way to use causal graph theory in 

order to compare a small number of theories on empirical support. This 

method is derived from the hypothesis-testing method I expanded on in 

section 6.2 of chapter 3. I will illustrate this method by applying it to the 

positions of Shaun Nichols (2004; 2002) and Heidi L. Maibom (2005).  

This will show an important result: For even these relatively 

straightforward positions, more evidence is needed to compare them on 

empirical support. More specifically, more data is needed on how 

performance on rational, affective and moral tasks are related to one 

another. The same holds for almost any other rationalist and sentimentalist 

position, since they are either more sophisticated or entail a structure that is 

similar to the causal model representations of Nichols (2004; 2002) or 

Maibom (2005). All in all, even a fairly simple application of causal graph 

theory already leads to conclusions about how to make progress in the 

debate. 

 This chapter is structured as follows. First, I will examine how 

empirical evidence can support or refute process positions. Then, I will 
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examine which kinds of the available empirical evidence will be relevant for 

process positions. I will argue that there is one kind that is especially 

relevant: empirical evidence about psychopathy. However, such research 

yields data about associations between a psychopathy score and performance 

on a specific task. This raises the following question: How can associational 

data support or refute causal claims between rational, affective and moral 

capacities? I answer this question by using causal graph theory (Pearl, 2009; 

Spirtes et al., 2000). Then, I apply something like the hypothesis-testing 

method to the positions of Nichols (2004; 2002) and Maibom (2005), which 

results in the conclusion that more empirical data is needed to compare even 

these relatively straightforward positions, and all other process positions, on 

empirical support. 

  

 

5.2. Connecting process positions to empirical evidence 

 

I argued in the previous chapter that process positions can be interpreted as 

causal claims. To evaluate the empirical support of these claims, we first 

need to determine how to measure the capacity for moral judgment, rational 

capacities, and affective capacities. Then, we need to establish causal 

relations between the capacity for moral judgment on the one hand, and 

rational and affective capacities on the other. This will be enough to evaluate 

strong process positions, since they claim that the capacity for moral 

judgment is caused by only rational or only affective capacities. However, 

weak process positions claim that the capacity for moral judgment is caused 

by both kinds of capacity while one is more important than the other. As we 

have seen in the previous chapter, this can be spelled out in two ways: causal 
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impact and causal structure. Therefore, I will also show how to evaluate the 

empirical support of process positions under both these interpretations. 

 

5.2.1. Measuring capacities 

 

First, I will discuss how to measure the capacity for moral judgment. In 

chapter 2, I argued that the capacity for moral judgment can be spelled out 

as the capacity to be sensitive to morally relevant considerations. Which 

considerations are relevant depends on the process position we are 

considering. 

For process positions about ordinary moral judgment, morally 

relevant considerations are those that most of us use when we make moral 

judgments. To know which considerations these are, we need to conduct 

research about which kinds of information in moral scenarios will lead us to 

change our moral judgment. An example of such research is a series of 

experiments conducted by Fiery Cushman (2008, pp. 356, 357). In these 

experiments, subjects had to read eight different scenarios. Each scenario 

had eight different versions, so different subjects got different versions of the 

same scenario. In experiment 1, these versions differed in whether the 

perpetrator (1) believed the act was harmful, (2) desired harm and (3) 

actually caused harm. Each scenario the subjects read had a unique 

combination of these factors (Cushman, 2008, pp. 357, 358). Subjects had to 

judge the wrongness of the described act on a scale from “Not at all” to “Very 

much” (Cushman, 2008, p. 358). These results were used to determine the 

extent to which differences in judgments of wrongness can be accounted for 

by the three factors. It was found that belief is responsible for 62% of the 

variation in judgments of wrongness; desire is responsible for 21%; and 

actually causing the harm is responsible for 3% (Cushman, 2008, p. 358).  
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So, our moral judgments of wrongness are heavily affected by 

whether the perpetrator believed that an act was harmful. Someone whose 

moral judgments are not affected by that is therefore incapable of ordinary 

moral judgment. As said in section 4.2 of chapter 2, this suggests the 

following way to determine whether someone is capable of ordinary moral 

judgments. First, determine what kinds of information most of us use when 

making moral judgment. Then, the capacity for ordinary moral judgment can 

be measured by determining whether someone’s moral judgments are 

affected by these kinds of information. 

What about the capacity for ideal moral judgment? In that case, we 

do not conduct research to determine which considerations are morally 

relevant. Instead, we need to consult the normative theory assumed by the 

process position in question. For example, a Kantian process position would 

involve the idea that our moral judgments are sensitive to whether the act 

under consideration is consistent with the Categorical Imperative. Therefore, 

to measure whether someone has the capacity for ideal moral judgment in a 

Kantian sense, we need to measure whether someone judges acts 

inconsistent with the Categorical Imperative to be far more wrong than acts 

that are consistent with it. 

So, to measure the capacity for moral judgment, we need to measure 

whether moral judgments are affected by specific kinds of morally relevant 

considerations. For ordinary process positions, these are considerations 

most of us use when making moral judgments. For ideal process positions, 

these are considerations that we should use according to the specific 

normative theory that process position assumes. As said in section 4.2 of 

chapter 2, there could be considerations, such as harm or violation of rights, 

that are deemed morally relevant by both ordinary process positions and the 

majority of ideal process positions. In that case, by measuring whether 
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subjects are sensitive to these kinds of considerations, we can compare the 

empirical support of those positions. 

What about measuring rational and affective capacities? To measure 

those, tasks need to be developed that use those capacities. Then, we can 

determine whether someone has that capacity based on her performance on 

that task. For instance, in Blair et al. (1997, pp. 194, 195), the capacity for 

affective response is measured by determining the difference in physiological 

response (hand sweat) when viewing distressing images compared to neutral 

ones. It was found that this difference is significantly smaller for those with a 

high psychopathy score than those with a low score (Blair et al., 1997, p. 195). 

To illustrate further, a possible way to measure the rational capacity for 

practical reasoning is by adopting a gambling task that is used in Blair, 

Colledge and Mitchell (2001, p. 503). In this task, subjects have to choose 

from four decks. Two decks are associated with big gains and losses, leading 

to losses in the long run. The other two are associated with small gains and 

losses, leading to small gains in the long run. It turns out that children 

scoring high on psychopathy tended to stick with the losing decks (Blair et 

al., 2001, pp. 504, 505). 

However, we need to be very cautious when using tasks to measure 

rational and affective capacities. Using such tasks assumes that they measure 

the capacity they are meant to measure, which may not always be the case. 

For instance, difference in performance in the gambling task may be caused 

by a difference in practical reasoning. However, it can also be caused by a 

difference in the functioning of an affective capacity. For instance, those who 

perform worse may lack fear and take big risks for this reason while those 

who perform better may be risk-averse, regardless of whether taking that 

risk is a smart choice. So, it will often be difficult to say whether the 

performance on a task indicates rational or affective deficits, since this 
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requires assuming a theory about the causes of task performance. For the 

sake of simplicity, however, I will assume that tasks measure what they 

intend to measure. 

 

5.2.2. Establishing causal relations between psychological capacities and 

the capacity for moral judgment 

 

Now that I have discussed how we can measure the capacity for moral 

judgment on the one hand and rational and affective capacities on the other, 

we can now ask the question how to establish a causal relation between the 

two. As we have seen in chapter 3, the best way to do this is by means of an 

experiment. In our case, we have to manipulate the functioning of rational 

and affective capacities and measure whether someone is sensitive to morally 

relevant considerations after this manipulation. Whether strong process 

positions are supported or refuted depends on whether only rational or only 

affective capacities have an effect on being sensitive to morally relevant 

considerations. 

 This raises the question of whether we can manipulate the 

functioning of rational and affective capacities. One possible way to 

manipulate rational capacities is to conduct cognitive load experiments: 

experiments where people have to do a distracting secondary task. Such a 

manipulation can be seen as a manipulation on rational capacities, if we 

assume that all those capacities require conscious effort to use and are not 

engaged automatically. If that is the case, all rational capacities are engaged 

by the distracting task, so we cannot fully make use of those capacities when 

making moral judgments. Therefore, if we are insensitive to morally relevant 

considerations in such circumstances, then being sensitive to such 

considerations would require rational capacities. 
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Manipulating affective capacities, on the other hand, is more difficult. 

Affective capacities involve the capacity to have emotions and to empathize 

with others, which we do automatically. If this is correct, then cognitive load 

experiments will not manipulate affective capacities. We could manipulate 

the emotions of subjects directly, but this will not give us the information we 

want: whether emotional capacities cause us to take morally relevant 

considerations into account. For instance, if we would manipulate someone 

to feel disgust when seeing the word ‘often’ (such as in Wheatley & Haidt, 

2005), we ensure that disgust will track a morally irrelevant property, while 

it may track morally relevant considerations without such manipulations. 

Therefore, we need to manipulate the capacity of subjects to feel emotions, 

not just those emotions themselves. To do this, we need a way to prevent 

subjects to manifest the emotional dispositions they normally would have. In 

other words, we need to prevent that they would automatically have affective 

reactions in situations that normally would elicit those reactions. As far as I 

know, there are no manipulations of this sort. Therefore, while we can 

establish causal relations between rational capacities and the capacity for 

moral judgment by doing experiments, it seems that we cannot do the same 

for affective capacities. 

 If we are unable to perform an experiment, we have to rely on 

associations between variables. We cannot definitively establish causal 

relations on the basis of associational data for two reasons: (1) in most cases, 

associations cannot establish causal direction and (2) associations can be 

due to common causes. However, we can, under some assumptions, establish 

whether causal claims are consistent with the associational data by using 

causal graph theory. In section 4, I will explain how this exactly works. 

 So, the ideal way to establish causal relations is by doing 

experiments. Whether this can be done depends on whether we can 
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manipulate rational and affective capacities. While cognitive load 

experiments are a way to manipulate rational capacities, it is unclear how to 

manipulate affective capacities. Another way to support or refute causal 

claims is use associational data, which I will elaborate on in section 4.  

 Evaluating whether rational or affective capacities cause the capacity 

for moral judgment is enough to support or refute strong process positions, 

since they claim that the capacity for moral judgment is caused by only 

rational or only affective capacities. A variant of strong process rationalism is 

supported if only rational and no affective capacities cause the capacity for 

moral judgment. A version of strong process sentimentalism is supported if 

it is the other way around. If there is evidence that both kinds of capacity 

cause the capacity for moral judgment, all strong process positions are 

refuted. Since this seems a likely possibility, we can consider strong process 

positions to be unrealistic. 

 On the other hand, weak process positions claim that both rational 

and affective capacities cause the capacity for moral judgment. Therefore, to 

evaluate these positions, it is not enough to establish whether rational or 

affective capacities cause the capacity for moral judgment. Instead, we need 

to evaluate the relative causal importance of rational and affective capacities. 

 

5.2.3. Establishing relative causal importance: causal impact and causal 

structure 

 

As said in the previous chapter, weak process rationalism claims that 

rational capacities are more important for the capacity for moral judgment 

than affective capacities, while weak process sentimentalism claims that 

affective capacities are more important. As we have seen in section 5 of the 
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previous chapter, claims of relative importance can be spelled out in causal 

terms in two ways: causal impact and causal structure. 

 If we take the causal impact approach, we need to establish whether 

rational or affective capacities have a larger causal impact on the capacity for 

moral judgment. For positions that only have one rational and one affective 

capacity, this involves comparing the causal effect of each. This can be done 

by conducting experiments, but as I have said, it is unclear how to 

manipulate affective capacities. We can also use associational data to 

estimate causal effect. In section 5 of chapter 3, I showed that this requires 

knowledge about causal structure. Unfortunately, we do not currently know 

the causal relations between rational, affective and moral capacities. 

For process positions with multiple rational or affective capacities, 

establishing causal impact is even more difficult. In that case, we need to 

avoid counting the same causal impact multiple times. One way to do so is as 

follows. First, we have to determine which rational and affective capacities 

play a role, according to a process position. Then, we need to conduct two 

experiments. In both, we manipulate capacities in such a manner that they 

are dysfunctional in one group and functional in the other. In the first one, 

we manipulate all rational capacities and measure their impact on the 

capacity for moral judgment. In the second, we manipulate all affective 

capacities. If the causal impact of the first experiment is bigger, than the 

position is supported if it is rationalist but refuted if it is sentimentalist. If 

the causal impact of the second experiment is bigger, it is the other way 

around. Unfortunately, this is unfeasible in practice. As I have said, there are 

no ways to manipulate affective capacities, at least as far as I know. Even if 

that would be possible, manipulating multiple rational and affective 

capacities at once will be very difficult to accomplish. 
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 An alternative is possible if we know the causal structure of rational, 

affective and moral capacities and have data about the associations between 

these capacities. In that case, we can control variables to ensure that we do 

not count the causal impact of psychological capacities multiple times 

(besides excluding non-causal influences). However, as I have said, we do 

not have this knowledge currently. 

  We can evaluate weak process positions if we take the causal 

structure approach, in which case we need to evaluate whether the causal 

structure of a process position is consistent with the empirical evidence. 

Conducting experiments can help us establish whether there is a directed 

path between a rational or affective capacity and the capacity for moral 

judgment. Moreover, as we will see in section 4, we can use causal graph 

theory to infer, under specific conditions, what associations are entailed by a 

causal model representation of a process position. We can evaluate whether 

these associations are consistent with the empirical evidence. If it is 

consistent, a weak process position is supported; otherwise, it is refuted. 

 So, without knowledge about causal structure, we cannot establish 

the relative causal impact of rational and affective capacities on the capacity 

for moral judgment. Therefore, we cannot take the causal impact approach. 

However, if we take the causal structure approach, evaluating weak process 

positions is possible, by evaluating whether a causal structure is consistent 

with the empirical data. Therefore, in the remainder of the dissertation, I will 

take the causal structure approach.   

 To summarize this section, I have examined how process positions 

can be evaluated on the basis of empirical evidence. Empirical evidence is 

relevant for these positions if it contains data on the relation between, on the 

one hand, being sensitive to a specific morally relevant consideration and, on 

the other hand, the functioning of rational and affective capacities. To 
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evaluate strong process positions, we need to determine whether rational or 

affective capacities cause the capacity for moral judgment. This can be done 

by conducting experiments or by checking whether these positions are 

consistent with the associational data. To evaluate weak process positions, 

more is needed: we need to determine whether rational or affective 

capacities are more important for the capacity for moral judgment. One way 

to do this is to establish the causal impact of rational and affective capacities. 

However, this requires either knowledge about causal structure or 

manipulating rational and affective capacities; both requirements are very 

difficult to meet. However, the causal structure approach is a feasible 

alternative. We can evaluate whether the causal model representation of a 

process position is consistent with the associational and experimental data. 

This is the approach I will take. Now we have established what empirical 

data we need, we can compare that with the current available research to 

establish if it is relevant. I will argue that at least one kind of research is: 

research about psychopathy. 

 

 

5.3. Which kinds of available empirical evidence are relevant for 

process positions? 

 

Let us look at the different kinds of evidence that are mentioned in section 4 

of the introduction. First up are disgust experiments: experiments that 

involve manipulating disgust and measuring the effect of this manipulation 

on the severity of particular moral judgments. Unfortunately, these 

experiments are irrelevant for our current purposes. The reason is that 

disgust is elicited in ways that do not latch onto morally relevant properties. 

For instance, disgust is elicited by hypnosis (Wheatley & Haidt, 2005), a foul 
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smell (Schnall, Haidt, Clore, & Jordan, 2008, experiment 1) or a disgusting 

room (Schnall et al., 2008, experiment 2). Since these manipulations have 

nothing to do with the scenarios that the subjects have to judge, they distort 

rather than aid moral judgments. This is also exactly why rationalists tend to 

reject these studies: If subjects knew they made their moral judgment on the 

basis of hypnosis or because they were in a foul-smelling room, they would 

either adapt or retract their judgment (Jones, 2006, pp. 48, 49; Sauer, 

2012b, pp. 106, 107). If they would not, they are not making moral 

judgments at all, since they are not sensitive to morally relevant 

considerations. To determine whether being sensitive to morally relevant 

considerations depends on being capable of disgust, we need to manipulate 

subjects so they become incapable of disgust, and then examine whether 

someone is still sensitive to specific moral considerations when making 

moral judgments. Besides that, it seems that manipulations of disgust have 

little to no effect on our moral judgments (Landy & Goodwin, 2015; see also 

May, 2014). All in all, disgust experiments cannot be used to support or 

refute process positions. 

 Second, we have dumbfounding experiments: experiments where 

disgusting acts are described in ways that counter the main reasons against 

those acts. For instance, one of the scenarios describes a consensual 

incestuous act between a brother and sister while both are using birth 

control and promise to keep it a secret (Haidt, Björklund, & Murphy, 2000, 

p. 15). Subjects judged this as wrong but could not point out why; a 

phenomenon called dumbfounding (Haidt et al., 2000, p. 10). Such 

experiments may show that there are situations where we have a feeling that 

something is wrong but are unable to back it up with reasons. That is an 

interesting phenomenon, but this does not tell us whether sensitivity to 

morally relevant considerations depends on reason or affect – at least not 
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without speculating a lot – so they cannot really be used to support or refute 

process rationalism and sentimentalism. This is because, while we may not 

be able to consciously back our moral judgments up with reasons, we may 

still be unconsciously sensitive to morally relevant considerations because of 

rational or affective capacities. 

 A third source of evidence is neuroimaging evidence: Evidence that 

making certain kinds of moral judgments is associated with the activation of 

specific brain areas. For instance, there is evidence that consequentialist 

judgments (kill one to save five others) is associated with activity of the 

dorsolateral prefrontal cortex, which is associated with controlled cognition 

(Greene, Nystrom, Engell, Darley, & Cohen, 2004, p. 392). Such research is 

interesting and suggestive but very hard to draw actual conclusions from. 

First, as mentioned in the introduction, there is the problem of reverse 

inference (Poldrack, 2006). Even if consequentialist moral judgment and 

controlled cognition tasks activate the same areas, we still do not know 

whether they make use of the same cognitive process. Only to the extent that 

both tasks activate selectively that brain area and not others, this inference is 

justified. 

Nevertheless, even if we know that consequentialist moral judgment 

engages controlled cognitive processes, we do not know how these processes 

are involved and even whether they affect moral judgment at all. More 

specifically, we do not know on the basis of such evidence whether we are 

able to make consequentialist moral judgments without these processes. In 

other words, we know that these brain areas are activated when making 

consequentialist moral judgments, but we do not know what will happen 

when those brain areas cannot be activated. We want to know that being 

sensitive to morally relevant considerations depends on these processes, not 

whether they are merely associated. So, it does not show whether being 



142 Chapter 5 

 

sensitive to morally relevant considerations depends on reason or affect, 

which is the kind of evidence that affects process positions. 

 More interesting for our current purposes are cognitive load 

experiments. As I have said, such experiments can be used to establish 

whether rational capacities cause the capacity for moral judgment. 

Unfortunately, most, if not all, such experiments measure whether people 

make consequentialist (kill one to save five others) or deontological 

judgments (not killing one to save five others) under cognitive load. The fact 

that people make different moral judgments under cognitive load suggests 

that subjects use different kinds of considerations in such circumstances, but 

we also need to determine which considerations these are and how they are 

weighed differently. So, experiments where people have to, for example, 

distinguish between moral and conventional transgressions while under 

cognitive load would be very useful for our current purposes, but such 

studies are currently unavailable. 

 The final kind of empirical evidence mentioned in the introduction is 

experiments where elements between scenarios are changed and the effect of 

these changes on moral judgments measured. We have already seen an 

example in the previous section: the series of experiments conducted by 

Cushman (2008). This is very useful research to determine which 

considerations most of us are sensitive to when making moral judgments 

and thus what our capacity for ordinary moral judgment involves. However, 

on its own, such evidence cannot tell us whether the capacity for moral 

judgment depends on rational or affective capacities. So, we cannot use it for 

our present purposes. 

 What remains is empirical research that relates differences between 

groups of people to differences in performance on moral, affective and 

rational tasks. This includes research that compares people with and without 
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psychopathy. Research about psychopathy is one of the most often appealed 

to by moral psychologists; see, for instance, Damm (2010), Maibom (2005), 

Maiese (2014), Nichols (2002) and Vujošević (2015).  

Studies about psychopathy can generally be described as follows. 

First, subjects are divided into a psychopathy and non-psychopathy group 

based on their score on a measure for psychopathy, usually the Psychopathy 

Checklist-Revised (PCL – R). Then, subjects perform a specific task, and 

their performance is measured. After the data is collected, it is calculated 

whether there is a statistically significant difference in the performance 

between the psychopathy and the non-psychopathy groups. 

This kind of research potentially can show us whether sensitivity to 

morally relevant considerations depends on rational or affective capacities. 

The tasks people with a high and low psychopathy score are compared to can 

be divided into moral, affective and rational. Subjects’ performance on moral 

tasks tells us whether they are sensitive to morally relevant considerations. 

For instance, if they have trouble in distinguishing between moral and 

conventional transgressions, then they are potentially insensitive to 

information about harm and violation of rights. Then, we can examine 

whether this lowered performance depends on a lower performance on 

rational tasks, indicating deficient rational capacities, or affective tasks, 

indicating deficient affective capacities. This way, we may discover whether 

being sensitive to morally relevant considerations, such as harm and 

violation of rights, is caused by rational or affective capacities. 

However, there is a big problem: It is a big step from evidence of an 

association between psychopathy score and performance on a task to claims 

about the causes of the capacity for moral judgment. Research about 

psychopathy does not show that psychopathy causes a difference in task 

performance. Instead, it merely shows associations between the two. This is 
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because psychopathic tendencies are not directly manipulated, so these 

studies are observational rather than experimental. Therefore, we need to 

connect causal claims to associational data. In the next section, I will discuss 

how this can be done. 

 

 

5.4. Connecting causal models to associational data 

 

So, on the one hand, we have data about the association between 

psychopathy score and performance on specific tasks. On the other, we have 

theories about the causes of the capacity for moral judgment. Causal graph 

theory (Pearl, 2009; Spirtes et al., 2000), which I have introduced in chapter 

3, can be used to connect association and causation. Using this theory, we 

can infer the probabilistic relations entailed by causal model representations 

of theories of moral judgment. 

 To do so, we have to make three assumptions; these are explained in 

chapter 3. Two of them are the following: 

 

Causal Markov assumption: Every variable, given its direct causes, is 

independent of every other variable except its effects. 

      

Faithfulness: All independencies are entailed by the causal Markov 

assumption. 

 

Together, the causal Markov assumption and Faithfulness entail that we can 

infer precisely what probabilistic relations are entailed by each causal model. 

However, even when assuming the causal Markov assumption and 

Faithfulness, there is still a problem. It may be that current theories of moral 

judgment do not involve every psychological capacity that is relevant for the 
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capacity for moral judgment. Therefore, we must consider that every relation 

between variables may be partially or completely due to common causes 

(Eberhardt, 2009, pp. 920, 921). In that case, we must not only consider 

causal model representations of theories of moral judgment but also all the 

ways unmeasured common causes may be involved in these causal models. 

We do not consider these possibilities if we assume causal sufficiency:  

 

Causal sufficiency: There are no unmeasured common causes.  

 

Causal sufficiency cannot be justified in this case: There is no way to know 

whether we have measured all psychological capacities relevant for the 

capacity for moral judgment. Nevertheless, I will assume it for now. By 

making this assumption, the method I will use to compare process positions 

will have an important limitation. While this method can be used to compare 

theories of moral judgment on empirical support, it cannot determine the 

support of these theories more generally, since we may have missed a 

common cause that could invalidate the theory in question. I will deal with 

this problem in the next chapter. 

 Taking these three assumptions together, we can infer which 

probabilistic relations are entailed by causal model representations of 

theories of moral judgment. As outlined in chapter 3, we can use a criterion 

called d-separation to make this inference (Pearl, 2009, p. 16, 17): 

 

d-Separation: X and Y are d-separated by Z if every path between X and Y is 

blocked by Z.  

A path is blocked when either  

(1) the path contains at least one fork (i  m  j) or chain (i  m  j or i  m 

 j) where m is in Z, or 
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(2) the path contains at least one collider (i  m  j) where m and any of its 

descendants are not in Z. 

 

Given the three assumptions, if X and Y are d-separated given Z, then the 

two variables are probabilistically independent given Z. Otherwise, they are 

probabilistically dependent given Z. 

 To summarize, theories of moral judgment involve causal relations, 

while they are often supported with associational data. To connect 

association to causation, I have used three assumptions from causal graph 

theory: the causal Markov assumption, faithfulness and causal sufficiency. 

Assuming all three, we can infer the probabilistic relations entailed by causal 

model representations of theories of moral judgment by using d-separation. 

 With this, we can develop a simple method to compare a few process 

positions on the basis of associational data, which I will call the entailment-

testing method. First, we need to represent theories of moral judgment as 

causal models. Then, we need to infer the set of probabilistic relations these 

models entail, by determining whether these relations are d-separated or d-

connected. The third step is to test the probabilistic relations against the 

empirical evidence. Finally, we determine which theory has the best 

supported set of probabilistic relations or what further research is yet to be 

done to establish this. I will illustrate how this exactly works by applying it to 

the positions of Nichols (2004; 2002) and Maibom (2005). 

 

 

5.5. Comparing the empirical support of Nichols and Maibom 

 

In this section, I will apply the entailment-testing method to compare the 

strong and weak interpretations of Nichols (2004; 2002) and the position of 

Maibom (2005). As I will now show, we can compare these three positions 



Evaluating Empirical Support 147 
  

 

on empirical support with the method briefly described above. However, if 

the number of process positions is much higher, or the models describing 

them much more sophisticated, then we need algorithms. In the next 

chapter, I will describe how that works. 

 We already represented the positions of Nichols (2004; 2002) and 

Maibom (2005) in the previous chapter; these representations are shown in 

Figure 1, 2 and 3. For now, I will use the capacity for affective response (AAR) 

as a substitute for affective capacities in general (A) in the model of Maibom 

(2005). However, it is important to note that the more affective capacities 

are tested for the model of Maibom (2005), the better it is supported. 

Moreover, I will assume that Nichols and Maibom defend the same kind of 

Figure 2. A causal model fitting a 

weak process position interpretation 

of Nichols (2004;2002). Both the 

capacity for affective response (AAR) 

and the capacity for reasoning (RPR) 

cause the capacity for moral 

judgment (M).  

 

AAR 

 

 

M 

RPR 

 

Figure 3. A causal model fitting the 

position of Maibom (2005). The rational 

capacity for practical reasoning (RPR) 

causes the capacity for moral judgment 

(M), while affective capacities (A) cause 

RPR.  

 

RPR 

  

M A 

 

Figure 1. A causal model fitting a strong process 

position interpretation of Nichols (2002). The 

capacity for affective response (AAR) directly 

causes the capacity for moral judgment (M), 

while rational capacities (R) cause neither.  
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position, although as I have argued in chapter 2, Nichols (2004; 2002) 

seems to defend an ordinary process position and Maibom (2005) an ideal 

process position, assuming a Kantian normative theory. 

 Now, we need to determine the set of probabilistic relations between 

variables. The theories of Nichols (2004; 2002) and Maibom (2005) involve 

three variables: the capacity for affective response (AAR), the capacity for 

practical reasoning (RPR) and the capacity for moral judgment (M). This 

means that there are six different relations to consider: (1) AAR and M, (2)  

RPR and M, (3) AAR and RPR, (4) AAR and M, given RPR, (5) RPR and M, given 

AAR, and (6) AAR and RPR, given M. Using d-separation, we can infer that the 

strong interpretation of Nichols (2002) entails the following probabilistic 

independencies: RPR ⫫ M, AAR ⫫ RPR, RPR ⫫ M | AAR  and AAR ⫫ RPR | M. In 

other words, relations (2), (3), (5) and (6) are independent while the rest are 

dependent. The probabilistic independencies are due to the fact that there is 

no path from RPR to the other variables; the probabilistic dependencies are 

due to an edge between AAR and M. 

It is important to note that, in this case, the unconditional 

probabilistic relations entail the conditional ones, so it is redundant to test 

for these conditional relations. If RPR is unconditionally independent of both 

AAR and M, then there is no path from RPR to those capacities. In that case, 

RPR is also independent of AAR and M given other variables. So, RPR  

⫫ M and AAR ⫫ RPR entail RPR ⫫ M | AAR and AAR ⫫ RPR | M. Besides that, 

since RPR is unrelated to both AAR and M, it cannot block an association 

between the two. So, if there is also an association between AAR and M, then 

that entails that they are still associated given RPR. 

So, the strong interpretation of Nichols (2002) entails three non-

redundant probabilistic relations: RPR ⫫ M, AAR ⫫ RPR and a correlation 

between AAR and M. The weak interpretation of Nichols, on the other hand,  
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entails that all relations are probabilistically dependent except one: AAR ⫫ 

RPR. This is because all variables are connected, while only the path from AAR 

to RPR can be blocked (and is in fact blocked in the unconditional case, 

because of a collider). The causal model representation of Maibom (2005) 

also only entails one probabilistic independence fact for the same reason: 

AAR ⫫ M | RPR. The probabilistic relations entailed by the three causal models 

are shown in Table 1. Now, we are able to determine whether these causal 

models are supported or refuted by the empirical data. 

To assess the empirical support of the three causal models, we first 

need to determine which probabilistic relations differ across models. This 

 Strong Nichols 

(2002) 

Weak Nichols  

(2004; 2002) 

Maibom (2005) 

AAR and M Dependent Dependent Dependent 

RPR and M Independent Dependent Dependent 

AAR and RPR Independent Independent Dependent 

AAR and M, 

given RPR 

Dependent Dependent Independent 

RPR and M, 

given AAR 

Independent Dependent Dependent 

AAR and RPR, 

given M 

Independent Dependent Dependent 

Table 1. Table detailing all probabilistic relations between the capacity for affective 

response (AAR), the capacity for practical reasoning (RPR) and the capacity for 

moral judgment (M) entailed by the strong and weak causal model interpretations 

of the position of Nichols (2004;2002), denoted by Strong Nichols (2004; 2002) 

and Weak Nichols (2002) respectively, and the causal model representation of 

Maibom (2005). Bold entries denote probabilistic relations that differ from the 

other two models. Entries that are crossed out involve probabilistic relations that 

can be disregarded. 
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can be done by examining Table 1: Every probabilistic relation of a causal 

model that differs from the other two is shown in bold. The strong 

interpretation of Nichols (2002) differs from the other two models in that it 

entails RPR ⫫ M. Testing this relation can thus determine whether the strong 

interpretation has better empirical support than the other two models. If that 

is not the case, then the weak interpretation of Nichols (2004; 2002) and the 

causal model representation of Maibom (2005) remain. While the former 

entails AAR ⫫ RPR, the latter entails AAR ⫫ M | RPR. Thus, we should test these 

two independencies to determine which of these two models has better 

empirical support. 

 In short, the strong interpretation of Nichols (2002) is supported if 

we do not find evidence against RPR ⫫ M, the weak interpretation of Nichols 

(2004; 2002) is supported if we find evidence against AAR ⫫ M | RPR, and the 

position of Maibom (2005) is supported if we find evidence against RPR ⫫ 

AAR. To evaluate these conditional independence relations, we need to 

consider the empirical studies that Nichols and Maibom use to substantiate 

their positions and determine whether that evidence supports one causal 

model over the others. On basis of section 3, I will focus on empirical 

evidence about psychopathy. 

 Nichols (2002, pp. 294, 295) makes the case that psychopathy score 

and performance on moral tasks are correlated, since people with a high 

psychopathy score make a different distinction between conventional and 

moral transgressions than people with a low psychopathy score (Blair, 1995, 

pp. 15 - 18).17 Moreover, psychopathy score and performance on affective 

                                                

17 However, two recent studies found no relation between psychopathy score and 

performance on a modified moral/conventional task. In this task, subjects were told 

that half of the transgressions had been judged to be morally wrong, and the subjects 

had to choose which items that were (Aharoni et al., 2012, pp. 488, 489; Aharoni et 

al., 2014, pp. 177 - 179). 
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tasks are correlated, according to Nichols (2002, pp. 299, 300), since 

another study shows that people with a high psychopathy score have a 

reduced physiological response to images of people in distress (Blair et al., 

1997, p. 195). He concludes that the psychopathic moral deficit and affective 

deficit are related (Nichols, 2002, pp. 300, 301), implying that there is a 

correlation between performance on moral tasks and performance on 

affective tasks. 

However, Maibom (2005) argues that psychopathy is also associated 

with reduced performance on rational tasks, not just affective ones. For 

instance, Maibom (2005, pp. 242, 243) cites a study that found that, in a 

gambling task, people with a high psychopathy score tended to take more 

risks, leading to lower gains in the long run, compared to people with a low 

psychopathy score (Blair et al., 2001, pp. 504, 505). Maibom (2005, p. 248) 

concludes from this study, and others like it, that the psychopathic moral 

deficit is related to rational deficits, which entails a correlation between 

performance on moral tasks and performance on rational tasks. 

Both Nichols (2002) and Maibom (2005) combine (1) studies that 

show an association between performance on rational or affective tasks and 

psychopathy score and (2) studies that show an association between 

performance on moral tasks and psychopathy score to reach the conclusion 

that (3) there is an association between performance on rational or affective 

tasks and moral tasks. This is a common strategy in the literature, but (1) 

and (2) do not necessarily entail (3). To give an example, both being drunk 

and amount of driving experience are correlated with number of driving 

accidents, but this does not necessarily entail an association between being 

drunk and amount of driving experience; people who are drunk do not 

necessarily have more or less driving experience than those who are not. To 

elaborate further, take the Pearson correlation, which is the most common 
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measure for the strength of linear association between two quantitative 

variables. Except if the squared Pearson correlations of (1) and (2) sum up to 

more than one, we cannot even be sure whether (3) is positively correlated 

(Langford, Schwertman, & Owens, 2001, p. 323). This requires either (a) that 

both (1) and (2) have an identical correlation of at least 0.707 or (b) that one 

of them has an even larger correlation. Finding correlations of this 

magnitude would be extremely unusual in a field like psychology. 

 As we have seen, to compare the three positions on empirical 

support, we need to test RPR ⫫ M, AAR ⫫ M | RPR and RPR ⫫ AAR. To test RPR ⫫ 

M and RPR ⫫ AAR, we need data about how performance on two kinds of tasks 

are related to one another. To test RPR ⫫ M, we need to know how 

performance on a task measuring practical reasoning is related to 

performance on a task measuring moral judgment; to test RPR ⫫ AAR, we need 

to know how performance on a task measuring practical reasoning is related 

to performance on a task measuring affective response. However, currently 

available research about psychopathy measure associations between 

psychopathy score and performance on only one rational, affective or moral 

task. Therefore, we are unable to compare even these three straightforward 

theories on empirical support. Since all process positions entail associations 

between the functioning of rational, affective and moral capacities, we 

currently cannot evaluate them either. 

 Even if the inference that Nichols (2002) and Maibom (2005) make 

is correct, then we can evaluate whether RPR ⫫ M and RPR ⫫ AAR is supported 

but not AAR ⫫ M | RPR or any other kind of conditional independency.18 To 

                                                

18 While Nichols (2002) and Maibom (2005) do not argue for it, we can use the same 

reasoning they use to argue for an association between RPR and AAR. Research shows 

a correlation between (1) a rational task and psychopathy score and (2) an affective 

task and psychopathy score; therefore, there is an association between (3) rational 

tasks and affective tasks. So, we should refute RPR ⫫ AAR. 



Evaluating Empirical Support 153 
  

 

evaluate conditional independencies, we need to test whether two variables 

are still associated with each other if we control for a third set of variables. 

This requires data about how performance on rational, affective and moral 

tasks are related to one another. This is a problem for any process position 

that entails indirect causal relations; they all will need data on conditional 

independencies in order to support or refute them. This will be a large class 

of theories, because many suspect that both rational and affective capacities 

affect the capacity for moral judgment in some way. 

So, using the entailment-testing method reveals lacunas in the debate 

that were previously hidden. Even when applied to relatively straightforward 

models such as that of Maibom (2005) and the strong and weak 

interpretations of Nichols (2004; 2002), the entailment-testing method 

leads to important conclusions about what kind of empirical data needs to be 

collected in order to make progress in the debate between rationalism and 

sentimentalism. To be more specific, it shows that we need studies that 

examine how performance on rational, affective and moral tasks are related 

to one another. 

For instance, to differentiate the models of Maibom and the weak 

interpretation of Nichols, a study could be designed where subjects do three 

tasks: a task that measures practical reasoning, a task that measures affective 

response and a task that measures the capacity for moral judgment. If 

performance on affective tasks is related to performance on rational tasks, 

then the theory of Nichols should be rejected in favor of that of Maibom. If 

performance on a task measuring affective response is related to 

performance on moral tasks, given performance on rational tasks, then we 

should reject the theory of Maibom in favor of that of Nichols. Besides that, 

we need experiments that examine the causal impact of rational and affective 

capacities on the capacity for moral judgment.  
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Experimental data would provide an alternative way to compare the 

positions on empirical support. For instance, Nichols (2004; 2002) entails 

that the capacity for affective response has a very large causal effect on the 

capacity for moral judgment, in the sense that without the capacity for 

affective response, we would not be capable of moral judgment. On the other 

hand, Maibom (2005) entails that practical reasoning has a very large effect 

on the capacity for moral judgment. So, if could evaluate these claims by 

doing experiments, we could also compare them on empirical support. 

However, while we can manipulate whether someone is capable of moral 

reasoning by making them do a distracting second task, it is unclear how to 

manipulate the capacity for affective response.  

 

 

5.6. Conclusion 

 

In this chapter, I have examined how to evaluate process positions on 

empirical support. To do this, we require data on the relation between being 

sensitive to specific moral considerations and the functioning of affective and 

rational capacities. There is at least one kind of research that fits the bill: 

research about psychopathy. Then, I have used causal graph theory to 

compare three relatively straightforward process positions on empirical 

support: the positions of Nichols (2004; 2002) and Maibom (2005). I have 

inferred which probabilistic relations the causal model representations of 

Nichols and Maibom entail and compared this with the empirical data they 

appeal to. It turns out that we need more data to compare even these 

relatively straightforward positions. To be more specific, we need data on 

how performance on affective, rational and moral tasks is related to each 

other. Since process positions entail associations between the functioning of 
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affective, rational and moral capacities, the same result holds for any process 

position. So, even simple applications of causal graph theory already yield 

important results. 

However, even if we have collected such data, there is still a lingering 

problem. There are many other theories of moral judgment proposed besides 

that of Nichols (2002) and Maibom (2005). Considering all possible theories 

of moral judgment increases the number of theories even further, especially 

if we consider the possibility of unmeasured common causes and thus reject 

the assumption of causal sufficiency. So, even if we establish that the theory 

of Nichols or Maibom should be rejected, an enormous number of 

alternatives still remain. This raises the following question: How to evaluate 

the empirical support of rationalism and sentimentalism more generally? I 

will attempt to answer this question in the next chapter. 
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