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6. Higher-Level Evaluations of Empirical 

Support 

 

 

6.1. Introduction 

 

Up until now, I have used the entailment-testing method to compare the 

empirical support of two process positions: The sentimentalist theory of 

Nichols (2004; 2002) and the rationalist theory of Maibom (2005). 

However, there are many other rationalist and sentimentalist process 

positions besides those two, which also need to be assessed on empirical 

support. Moreover, we may want to evaluate the empirical support of process 

rationalism and sentimentalism in general, instead of evaluating particular 

theories. This raises the following question: How to evaluate the empirical 

support of theories of moral judgment more generally? 

 This question can be divided in two sub-questions. Each will be 

discussed in a separate section. First: How to compare the empirical support 

of a specific theory of moral judgment against many others or even all 

possible theories? Second: Can we evaluate the empirical support of process 

rationalism and sentimentalism on a level that is more general than that of 

specific theories? I will sketch out provisional answers to these two questions 

and point out the limitations of them. In future research, these tentative 

solutions may be developed in a way that avoids these limitations. 

Regardless, it turns out that to evaluate process rationalism and 

sentimentalism more generally, much remains to be done. 
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6.2. Comparing the empirical support of one process position 

against others 

 

As I have said, there are many other theories of moral judgment besides 

those of Nichols (2004; 2002) and Maibom (2005). Each of these other 

theories has its own causal structure and psychological capacities it deems 

important for moral judgment. This raises the question how to evaluate a 

large number of them on empirical support. Moreover, it may be that the 

correct theory of moral judgment has not been proposed yet. Therefore, we 

should also compare the empirical support of process positions against all 

possible theories. In this section, I will examine these two issues in turn. 

 

6.2.1. Comparing one process position against many other existing theories 

 

There are at least two ways to compare the empirical support of a process 

position against that of many others. First, the entailment-testing method 

can be used. As we have seen in the previous chapter, this method involves 

four steps: (1) represent theories of moral judgment as causal models, (2) 

infer the set of probabilistic relations entailed by each causal model, (3) use 

empirical data to statistically test probabilistic relations that differ across 

models and (4) determine which theory has the best supported set of 

probabilistic relations or what further research is yet to be done to establish 

this. Second, we can use an algorithm for causal discovery, such as the PC-

algorithm (Spirtes et al., 2000, pp. 84 - 87). As described in section 6.2 of 

chapter 3, such an algorithm takes a set of associational data as input, tests 

for conditional independencies as effectively as possible, detects colliders 

and deduces the orientation of edges by using the identified colliders and the 

assumption of acyclicity. The algorithm then provides as output all causal 
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relations that are compatible with the data. With it, we can reject all theories 

that are inconsistent with this output. To illustrate these two methods, I will 

apply them to a set of three process positions. As before, I will use A and R 

without a subscript to denote affective and rational capacities in general, 

while those with a subscript denote particular affective and rational 

capacities. 

The causal model representations of the three theories that I will use 

are shown in Figure 1. Two are familiar from the previous chapter: the 

Figure 1. Causal models for three different process positions. 

 

Figure 1a. A causal model fitting the 

position of Nichols (2004; 2002). 

Both the capacity for affective 

response (AAR) and reasoning (RPR) 

cause the capacity for moral 

judgment (M). 

 

 

RPR 

M 

AAR 

Figure 1c. Causal model fitting the 

position of Vujošević (2015). Conscience 

(RC) causes the capacity for moral 

judgment (M) both directly and 

indirectly via moral emotions (AME). 

 

AME 

M RC 

 
RPR M A 

Figure 1b. Causal model fitting the 

position of Maibom (2005). The 

capacity for practical reasoning 

(RPR) causes the capacity for 

moral judgment (M), while 

affective capacities (A) cause RPR.  
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theories of Nichols (2004; 2002) and Maibom (2005). According to the 

causal model that fits the position of Nichols, both the capacity for affective 

response (AAR) and the capacity for practical reasoning (RPR) directly cause 

the capacity for moral judgment (M; see Figure 1a). The position of Maibom, 

meanwhile, is compatible with a causal model where affective capacities (A) 

cause the capacity for practical reasoning (RPR), while RPR causes the capacity 

for moral judgment (M; see figure 1b). 

 Besides those two, I will introduce another model. As we have seen in 

section 5.2 of chapter 4, Marijana Vujošević (2015, p. 1220) argues that the 

capacity for moral judgment depends on the rational capacity of conscience. 

Her theory is compatible with a causal model where the rational capacity of 

conscience (RC) causes the capacity for moral judgment (M) both directly 

and indirectly by triggering moral feelings and emotions (AME; see Figure 1c). 

 So, now we have the three causal models shown in Figure 1, each 

proposing a different causal structure and putting forward different 

psychological variables. The entailment-testing method involves inferring 

what probabilistic relations are different across models and testing these 

relations against the empirical data. Fortunately, in this case, each model has 

at least one probabilistic relation that sets them apart from the others. As we 

have seen in the previous chapter, there is one main difference between the 

models of Nichols (2004; 2002) and Maibom (2005). More specifically, the 

model of Nichols entails an independency between practical reasoning and 

affective response (RPR ⫫ AAR), while the model of Maibom entails that 

affective capacities are independent of the capacity for moral judgment, 

given the capacity for practical reasoning (A ⫫ M | RPR). The model 

compatible with the position of Vujošević (2015) is unique in that there is an 

edge between every pair of variables. This means that this model entails no 

independencies. 
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 To compare these three models on empirical support, we need a 

dataset with at least measurements of AAR, AME and RPR. To evaluate the 

model of Nichols (2004; 2002), we need to test for RPR ⫫ AAR. For Maibom 

(2005), we need to test A ⫫ M | RPR. Since A stands for affective capacities in 

general, we need to test this for every affective capacity we have measured 

(in this case AAR and AME). If there is a dependency between moral emotions 

and the capacity for moral judgment, given practical reasoning, then this 

would support the model of Vujošević (2015), since it entails that AME and M 

is associated with each other given any combination of other psychological 

capacities. So, to distinguish the three models on empirical support, we 

should do at least do three tests: RPR ⫫ AAR, AAR ⫫ M | RPR and AME ⫫ M | RPR. 

 An alternative is to use causal discovery algorithms. The algorithm 

takes as an input a set of associations between variables and outputs the set 

of causal relations that are compatible with that data. We can reject all 

theories that are inconsistent with this output. To illustrate this with the set 

of three theories in Figure 1, suppose that we have a dataset that has 

measurements of AAR, AME, Rc, RPR and M. Suppose further that we run the 

algorithm, and that its output is the model shown in Figure 2. In that case, 

we can reject all theories except that of Maibom (2005). The model of 

Figure 2. Possible output of the PC-algorithm, using a dataset 

with the following variables: affective response (AAR), conscience 

(RC), moral emotions (AME), practical reasoning (RPR), and the 

capacity for moral judgment (M). A line means that the direction 

of causal effect is unknown. 

 

RC 

 

M 

 

RPR AME AAR 
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Nichols (2004; 2002) claims that there is a direct causal relation between 

AAR and M, which is inconsistent with the output: AAR indirectly causes the 

capacity for moral judgment at most. In the model of Vujošević (2015), RC 

causes M both directly and indirectly via AME, neither of which is consistent 

with the output: RC only indirectly affects M via another rational capacity, 

namely RPR. So, the only model that is compatible with the output is that of 

Maibom (2005). 

 So, to evaluate a large number of process positions, either an 

entailment-testing approach or causal discovery algorithms could be used. 

Both methods can be in principle be used to evaluate rationalist and 

sentimentalist models, so long as they do not belong in the same Markov 

equivalence class. As I have said in section 6.1 of chapter 3, this is only the 

case if the two models (1) have the same edges between variables (regardless 

of the direction of those edges) and (2) have the same collider structures 

(Pearl, 2009, p. 19). In the rare case multiple models do share the same 

Markov equivalence class, we need to conduct experiments to compare the 

empirical support of these models. 

 While both the entailment-testing method and the algorithmic 

approach can in theory be used to compare the empirical support of a great 

number of rationalist and sentimentalist theories, there are some practical 

difficulties. First, we want the chance of errors to be as low as possible, 

because otherwise, we would reject theories of moral judgment that actually 

should not be rejected. However, the more models we need to evaluate, the 

more tests need to be done and the more data we need to reliably compare 

these models. Second, both approaches require a dataset that includes 

measurements of all or almost all variables. This would mean that we need to 

conduct a study that measures (almost) every variable for every subject, 

which means that subjects need to perform an unfeasible number of tasks. 
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 Each of the two approaches can be adapted to deal with these 

problems. For the entailment-testing approach, we could evaluate smaller 

sets of theories, rejecting those that are inconsistent with the data. Then, we 

could compare the non-rejected theories with each other, repeating this 

process until we have only one or a few theories left. To illustrate, we could 

compare the models of Nichols (2004; 2002) and Maibom (2005), which 

would require measurements of only three variables. If we find that only the 

model of Nichols is consistent with the data, then we could compare that 

model with that of Vujošević (2015), and so on until there is one model left. 

One important limitation of this solution is the risk that we may mistakenly 

reject a model on the basis of a faulty statistical test, which may lead to 

further errors down the line. As for the algorithmic approach: In section 6.3 

of chapter 3, I discussed the IOD-algorithm that can combine associational 

datasets with overlapping variables (Tillman & Spirtes, 2011) and another 

algorithm that can combine both associational and experimental datasets 

(Hyttinen et al., 2013; see also Tillman & Eberhardt, 2014). Both solutions 

allow us to use multiple datasets, which means we do not have to measure all 

variables for all subjects. Nevertheless, both approaches still require a large 

amount of data in order to reduce the chance of error. 

 So, by adapting the entailment-testing method or by using special 

algorithms, we can compare the empirical support of a large number of 

existing theories about moral judgment. However, this assumes that one of 

those theories is correct, which we do not know. The capacity for moral 

judgment may crucially depend on a psychological capacity we have not yet 

measured. So, if we want to be completely thorough, we do not only want to 

evaluate the empirical support of theories of moral judgment compared to 

other existing theories but also to all possible theories. This is the issue that I 

will now examine. 
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6.2.2. Comparing one process position against all possible ones  

 

It is possible that none of the currently proposed theories of moral judgment 

is correct. We cannot directly observe what psychological capacities we have 

and how they are related to the capacity for moral judgment. Instead, this 

needs to be inferred from how we act, think and feel. It is therefore likely 

that there are psychological capacities that we have not yet conceived of. 

Moreover, even if we have conceived of all psychological capacities, we may 

not have conceived of all the plausible ways those psychological capacities 

could be related to the capacity for moral judgment. This means that we need 

to compare the empirical support of theories of moral judgment against all 

possible theories, not just all theories that are currently put forward. 

 Take the following example. Suppose we find overwhelming empirical 

support for the position of Maibom (2005) compared to other proposed 

theories. This means that we find, among other things, a correlation between 

RPR and M given A for many different kinds of affective capacities. Moreover, 

it means that all other theories are eliminated because they entail 

probabilistic relations that are inconsistent with the empirical data. For 

instance, it means that we rejected the model of Nichols (2004; 2002) since 

it turns out that AAR is independent of M given RPR. Yet, this does not show 

that the theory of Maibom (2005) is correct, because there may be 

psychological capacities we have not measured. For this reason, there may be 

an additional affective capacity, A2. This capacity could play either one of 

these roles: 

 

(1) A2 could be a common cause of RPR and M (resulting in a 

RPR  A2  M model). 
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(2) A2 could be the direct cause of M, making RPR an indirect 

cause (resulting in a RPR  A2  M model). 

(3) A2 could be another direct cause of M, independent of RPR.  

 

In all these cases, the process rationalist position of Maibom would be 

undermined in favor of either a sentimentalist theory or a theory that 

combines rationalism and sentimentalism. Therefore, even if the position of 

Maibom (2005) would have the best empirical support out of all theories 

that are currently put forward, the empirical evidence is also compatible with 

alternatives that are not yet proposed. 

 Can evidence be collected that speak against alternatives (1) – (3)? 

One way of making alternatives (1) and (2) less plausible is to measure as 

many psychological capacities as possible and determine whether there is 

still an association between RPR and M given these capacities. If we know that 

the association between RPR and M still holds given ten different affective 

capacities, then we have more empirical evidence against possibilities (1) and 

(2). However, since we do not know whether we have measured all causes of 

moral judgment, we cannot completely rule out alternatives (1) – (3). 

 There are at least two systematic ways to deal with alternative (1), 

unmeasured common causes. First, we can use a causal discovery algorithm 

that allows for latent (unmeasured) variables, such as the FCI-algorithm 

(Spirtes et al., 2000, pp. 142 - 145). I will not describe how this algorithm 

exactly works, since it is very intricate. However, it uses similar principles to 

the PC-algorithm: It deletes edges by testing for independencies and orients 

edges by detecting colliders (Glymour et al., 2019, p. 5). However, it differs 

from the PC-algorithm in that it does not assume that edges must be 

oriented in one way or the other, since it takes the possibility of unmeasured 

common causes into account. 
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 In some circumstances, the FCI-algorithm can detect the presence or 

exclude the possibility of unmeasured common causes. This depends on the 

true causal structure. Clark Glymour, Kun Zhang and Peter Spirtes (2019, p. 

5) use the following example where an unmeasured common cause is 

detected. Suppose the true causal structure is X  Y  U  Z  W.19 

Suppose further that U is an unmeasured variable. In this case, the algorithm 

would detect that (a) X, Y and Z, and (b) Y, Z and W constitute a collider 

structure, which entails X  Y  Z and Y  Z  W. Therefore, it detects 

both a Y  Z and a Y  Z relation, which can only be the case if there is an 

unmeasured common cause between Y and Z (if we assume that there are no 

cycles). That the algorithm can also exclude the possibility of unmeasured 

common causes can be illustrated with the following (Glymour et al., 2019, p. 

5). Suppose that X and Y both cause Z, while Z causes W (see Figure 3). In 

that case, the algorithm detects that X, Z and Y constitute a collider 

structure, which entails X  Z  Y. Moreover, it also detects a conditional 

independence between X and W given Z. This can only be the case if there 

                                                

19 In Glymour, Zhang and Spirtes (2019, p.5) the true causal model is represented as 

X  Y  U  Z  W instead. However, this cannot be the true model, since they 

claim the model entails that Y and W are unconditionally independent. This can only 

be the case if there is a collider between Y and W. 

Figure 3. Causal model where both 

X and Y cause Z, while Z causes W. 

 

Y 

 

Z W 

 

X 
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are no unmeasured common causes between W and Z. Otherwise, Z would 

be a collider in one the paths between X and W, in which case the conditional 

independence would not follow. 

 So, algorithms that take latent variables into account can exclude or 

detect the possibility of unmeasured common causes in some circumstances. 

Applied to the model of Maibom (2005), the possibility of a common cause 

between RPR and M can be excluded if we have measured at least two causes 

of RPR. In that case, RPR and those causes constitute a collider structure, 

which can be detected and used together with information about conditional 

independencies to deduce the presence of common causes between RPR and 

M. 

 Another way to deal with alternative (1) is to conduct experiments, 

which can exclude the possibility that an association between two variables is 

completely due to unmeasured common causes. As a bonus, this would also 

let us know whether a psychological capacity has a large causal impact on the 

capacity for moral judgment. This is important, since if a psychological 

capacity has a negligible impact, then it cannot be used to support process 

positions. Moreover, as we have seen, one way to distinguish between 

process rationalism and sentimentalism is on the basis of the causal impact 

of rational and affective capacities on the capacity for moral judgment. 

 In an experiment, subjects are assigned to different groups. Groups 

differ in the value of an experimental variable because of a manipulation, 

and an outcome variable is measured. If subjects are randomly selected from 

the population and randomly assigned to different groups, then the 

difference in outcome has to be caused by the difference in the value of the 

experimental variable, not by any common causes between the experimental 

variable and outcome. So, a difference in outcome between groups indicates 

that the experimental variable is a cause of the outcome, which excludes the 
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possibility that the association between the two variables is completely due 

to unmeasured common causes. However, it could still be the case that there 

is a common cause between the two variables at the same time, so 

experiments cannot completely rule alternative (1) out. This is different from 

the FCI-algorithm, which can exclude common causes between variables in 

some circumstances. 

 So, both the FCI-algorithm and experiments can be used to deal with 

common causes (alternative (1)). However, that leaves us with alternatives 

(2) and (3). (2) is the possibility that RPR is the cause of another psychological 

capacity, which is the actual direct cause of M. I have mentioned a way to 

mitigate this possibility in the beginning: testing for an association between 

RPR and M given A for as many affective capacities as possible. However, we 

cannot ever be sure whether we have measured all relevant psychological 

capacities, and so we cannot ever exclude this possibility in this manner. 

 The same can be said for alternative (3): the possibility that there are 

other direct causes of M that are independent of RPR . Here, too, we must 

measure as many affective capacities as possible. However, now we must 

determine whether these affective capacities are associated with the capacity 

for moral judgment, given rational capacities. If the association holds, then 

there is evidence for a direct relation between that affective capacity and the 

capacity for moral judgment. Moreover, we could use the FCI-algorithm and 

experiments to exclude the possibility that this association is due to a 

common cause, which would further support the case for an additional direct 

cause. Nevertheless, there is always the possibility that there is another 

unmeasured psychological capacity that is a direct cause of the capacity for 

moral judgment, so we cannot ever exclude this possibility either. 

 To summarize, we have to consider all possible theories of moral 

judgment, not only those that are currently put forward. To do this, we need 
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to take account of all the ways unmeasured psychological capacities may play 

a role: (1) as common causes, (2) as the actual direct cause of the capacity for 

moral judgment, which would make another psychological capacity an 

indirect cause, and (3) as an additional direct cause. The FCI-algorithm can 

in some cases exclude (1), and experiments can exclude the possibility that 

an association is solely due to common causes. The possibility of (2) and (3) 

can be mitigated but never be ruled out. The only way to decrease the 

likelihood for these alternatives is to measure as many psychological 

capacities as possible. This means that alternative theories always remain a 

live possibility. On the one hand, this shows that we cannot be certain that a 

process rationalist or process sentimentalist position is the correct one, given 

the empirical evidence. On the other hand, causal graph theory can be used 

to rule out at least some alternatives and to map out all the possibilities. 

Moreover, further development in causal graph theory may lead to more 

comprehensive ways to rule out alternatives. That way, causal graph theory 

can help us to both estimate and make progress in the debate between 

rationalism and sentimentalism. 

 

 

6.3. Evaluating the empirical support for process rationalism and 

sentimentalism 

 

So far, I have compared the empirical support of specific theories of moral 

judgment. However, in order to make progress in the debate between 

process rationalism and sentimentalism, we may want to evaluate the 

empirical support for process rationalism and sentimentalism in general. 

There are at least two ways to do this. 
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One way would be to use the causal impact approach on a more 

general level than that of individual theories. In other words, we can 

compare the causal impact of all rational and all affective capacities on the 

capacity for moral judgment and determine which kind of capacity has more 

impact. If manipulating the functioning of rational capacities has a bigger 

effect on the functioning of the capacity for moral judgment than 

manipulating the functioning of affective capacities, than process rationalism 

is supported. For process sentimentalism, it is the other way around. As we 

have seen, this would require us to either (1) have a way to manipulate both 

rational and affective capacities or (2) know the true causal structure of the 

capacity for moral judgment and its causes. 

 Another potential way to evaluate the empirical support of 

rationalism and sentimentalism in general is by evaluating the set of general 

causal models entailed by process rationalism and sentimentalism. As I have 

said in section 5.2 of chapter 4, rationalist and sentimentalist process 

positions can be distinguished from each other in three steps. First, 

determine the set of rational and affective capacities that the capacity for 

moral judgment depends on, in the sense that, without those capacities, we 

would be incapable of moral judgment. Second, determine whether the 

capacity for moral judgment is directly caused by only rational or only 

affective capacities. If it is directly caused by both kinds of capacities, we 

need to undertake a third step: determine whether these direct causes 

ultimately depend on only rational or affective capacities. 
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 While this method can be used to identify whether a specific theory is 

rationalist or sentimentalist, it can also be used to infer a set of general 

causal models entailed by process rationalism and sentimentalism (see 

Figure 4). In these general causal models, R and A are not specified; instead, 

it can be any rational or affective capacity that could have the place indicated 

Figure 4. The four types of causal graph that comprise part of the general set 

of causal models for process positions. Three types (Figure 4a, 4c and 4d) also 

have rationalist variants (where the A’s are replaced by R’s and the R’s are 

replaced by A’s), yielding seven models in total. 

 

Figure 4b. Causal model of a 

hybrid position. Both a rational 

(R) and an affective (A) capacity 

cause the capacity for moral 

judgment (M). 

 

R 
M 

A 

Figure 4a. Causal model of a 

sentimentalist process position. 

Affective capacities (A) directly cause 

the capacity for moral judgment (M), 

while rational capacities (R) only 

indirectly cause M via A. 

 A M R 

Figure 4c. Causal model of a 

sentimentalist process position. Both 

an affective (A) and a rational (R) 

capacity cause the capacity for moral 

judgment (M). Additionally, A also 

causes R. 

 

R 

M 

A 

Figure 4d. A causal model of a 

sentimentalist process position. 

One affective capacity (A2) causes a 

different affective capacity (A1) and 

a rational capacity (R). A1 and R 

are, in turn, direct causes of M.  

 

R 

M A2 

A1 
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in the causal model. There can also be different sets of psychological 

capacities, such as R1, R2,… and A1, A2,…, each specifying a different mutually 

exclusive set of rational or affective capacities that have the same causal 

relations with other psychological capacities and the capacity for moral 

judgment. 

 We can infer the set of general causal models that would support 

rationalism or sentimentalism by using the method I proposed in section 5.2 

in chapter 4. First, causal models that entail that only affective capacities 

directly cause the capacity for moral judgment are sentimentalist (Figure 

4a), while those that entail that only rational capacities directly cause the 

capacity for moral judgment are rationalist. This corresponds to the second 

step of distinguishing rationalist and sentimentalist causal models.  

However, if rational and affective capacities are both direct causes of 

the capacity for moral judgment, then we need to determine whether these 

direct causes depend on only affective or only rational capacities. This is the 

case for at least two general kinds of causal models. First, it could be that the 

affective direct cause causes the rational direct cause (Figure 4c) or the other 

way around. Second, it could be that both direct causes are caused by 

another affective capacity in the case of a sentimentalist position (see Figure 

4d) or another rational capacity in the case of a rationalist position. Taken 

together, process sentimentalism and rationalism each entails at least three 

general causal models.20 For sentimentalism, these are the models seen in 

Figure 4a, 4c and 4d. If we swap A and R in Figure 4a, 4c and 4d, we get the 

three general causal models entailed by process rationalism. However, it 

                                                

20 Other general models are possible. For instance, another sentimentalist general 

model is one where the capacity for moral judgment (M) is directly caused by both 

an affective (A1) and a rational capacity (R). However, the rational capacity is also 

indirectly caused by another affective capacity (A2). In that case, M ultimately 

depends on A, so the position is process sentimentalist. 
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could also be that the direct causes do not ultimately depend on only 

affective or only rational capacities (Figure 4b). In that case, we have a 

hybrid position, which is neither process rationalist nor process 

sentimentalist. 

 So, process rationalism and sentimentalism each entails at least three 

different general causal models, while another general causal model is 

entailed by hybrid positions. Most of these general causal models entail their 

own associations.21 We can evaluate these general causal models in at least 

two ways. First, we can evaluate specific theories of moral judgment and 

then examine which general model fits the theory that has the best empirical 

support. For instance, suppose that the causal model compatible with the 

position of Maibom (2005) has the best empirical support, which states that 

affective capacities (A) cause the capacity for practical reasoning (RPR), and 

RPR causes the capacity for moral judgment (M). This fits the rationalist 

variant of the model shown in Figure 4a. 

 An alternative method to evaluate general causal models is more 

rigorous. First, run the FCI-algorithm, using a dataset with as many 

measurements of psychological capacities as possible, along with 

measurements of the capacity for moral judgment. Consult the output to 

                                                

21 The sentimentalist model represented in Figure 4a entails that R is independent of 

M, given A. The sentimentalist model represented in Figure 4d entails that A2 is 

independent of M given R and A1. For process rationalism, A and R are swapped for 

these two kinds of models. However, a model like Figure 4c entails that there are no 

independencies at all. This means that the rationalist and sentimentalist version of 

Figure 4c entails exactly the same set of associations and so cannot be distinguished 

on the basis of them. Finally, hybrid positions entail that (1) R is not independent of 

M, given A; (2) A is not independent of M, given R; (3) A and R is (a) unconditionally 

independent of each other and (b) dependent on each other given M. So, unless A, R 

and M are all directly related to each other (like in Figure 4c), rationalist, 

sentimentalist, and hybrid positions can in principle be distinguished from each 

other based on associational data. 
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determine those psychological capacities that (1) share an edge with the 

capacity for moral judgment and (2) for which no common cause between 

the two is detected. These capacities are Possible Direct Causes (PDCs). If 

the set of PDCs consist of only affective capacities, then process 

sentimentalism is supported over process rationalism; if it only consists of 

rational capacities, then process rationalism is supported. However, if the set 

of PDCs consist of both rational and affective capacities, then we need to 

check whether the output of the FCI-algorithm is consistent with models like 

that of Figure 4b, 4c and 4d (among other ones). For instance, if there are no 

affective non-PDCs that share an edge with a PDC, then sentimentalist 

variants of models like that of Figure 4d can be ruled out. If there are no 

edges between PDCs, then both rationalist and sentimentalist variants of 

models like Figure 4c can be excluded, and so on. 

In short, there are at least two methods to evaluate general causal 

models. First, we can evaluate specific theories of moral judgment. Second, 

we can measure as many psychological capacities as possible, use the FCI-

algorithm and compare its output with general causal models to determine 

whether it is consistent with process rationalism, sentimentalism and hybrid 

positions in general.  

However, for both methods, we can only say something about the 

plausibility of the general causal models given the psychological capacities 

we have measured. Even if we rejected one or more of these general models 

given our current dataset, there may still be other unmeasured psychological 

capacities that may vindicate them. Furthermore, we also need data on 

causal impact. After all, only psychological capacities that have a large 

impact on the capacity for moral judgment can support rationalism or 

sentimentalism. Finally, there are some practical limitations. Distinguishing 

general rationalist and sentimentalist models on empirical support requires 
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doing many independence tests and many measurements of different 

rational and affective capacities. Therefore, it requires an enormous amount 

of data. As discussed previously, one way to mitigate this problem is to use 

an algorithm that can combine datasets. 

To summarize, two possible methods to evaluate the plausibility of 

process rationalism and sentimentalism is to compare (1) the direct causal 

impact of rational and affective capacities and (2) the causal structures 

entailed by the two positions. While these methods work in principle, there 

are important limitations. Both require very large amounts of data about all 

psychological capacities that are relevant for the capacity for moral 

judgment. Both also require knowledge about causal impact, which requires 

either knowledge about causal structure or a way to manipulate both rational 

and affective capacities. So, much work remains to be done before we can 

determine the empirical support of process rationalism and sentimentalism 

in general with any confidence. 

 

 

6.4. Conclusion 

 

In this chapter, I have considered potential ways to evaluate the empirical 

support of process rationalism and sentimentalism on a more general level. I 

have done so in two ways. First, I have considered how to evaluate a theory 

of moral judgment against other theories. I have identified at least two 

potential ways to evaluate a theory against a large number of other existing 

theories: an entailment-testing approach or an algorithmic approach. 

However, to be comprehensive, we need to compare a theory of moral 

judgment with all possible theories, which means dealing with unmeasured 

psychological capacities. Some algorithms can, in specific circumstances, 
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exclude or detect whether there are unmeasured common causes. Moreover, 

experiments can exclude the possibility that an association between two 

variables is solely due to common causes. However, unmeasured 

psychological capacities can play a role in two other ways: (1) as the actual 

direct cause of the capacity for moral judgment, making another 

psychological capacity an indirect cause, and (2) as an additional direct 

cause. To mitigate these possibilities, we can only measure as many 

psychological capacities as possible to lower the chance of them. In any case, 

causal graph theory can be used to map out all possible alternatives and 

therefore to make progress.  

Second, we may ask whether we can evaluate rationalism and 

sentimentalism on a more general level than that of specific theories. I have 

examined two ways in which this can be done. First, we can compare the 

direct causal impact of rational and affective capacities on the capacity for 

moral judgment. Second, we can infer the set of general causal structures 

entailed by process rationalism and process sentimentalism and test these 

structures against the empirical data. To be reliable, both of these methods 

require knowledge about the true causal structure or require that we have 

measured all psychological capacities. While we cannot know for certain 

whether these conditions are met, we can be more confident the more we 

know about the causes of moral judgment. So, while I have shown that 

evaluating the empirical support of rationalism and sentimentalism in 

general is possible to a certain extent, much work is yet to be done before we 

can do it in practice. However, it is important to keep in mind that all these 

solutions are tentative. Further research may yield methods that are more 

feasible. 
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