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Preface

Welcome to the proceedings of the 19th International Conference on Computer
Analysis of Images and Patterns (CAIP 2021), which took place during September
28–30, 2021. The CAIP series of biennial international conferences is devoted to all
aspects of computer vision, image analysis and processing, pattern recognition, and
related fields. Previous conferences were held in Salerno, Ystad, Valletta, York,
Seville, Münster, Vienna, and Paris, amongst other places. Due to the ongoing
COVID-19 pandemic, CAIP 2021 was held as a virtual conference, but the organizing
committee were dedicated to offering the best possible online experience.

The scientific program of the conference consisted of plenary lectures and con-
tributed papers presented in a single track. A total of 129 papers were submitted to
CAIP 2021, which were reviewed in a single-blind process with at least two reviewers
per paper. A total of 87 papers were accepted. The program featured the presentation
of these papers organized into the following 15 sessions:

Session 1: 3D Vision I
Session 2: 3D Vision II
Session 3: Biomedical Image and Pattern Analysis I: Segmentation
Session 4: Biomedical Image and Pattern Analysis II: Segmentation and

Classification
Session 5: Biomedical Image and Pattern Analysis III: Disease Diagnosis
Session 6: Deep Learning I: Classification
Session 7: Deep Learning II: Classification
Session 8: Deep Learning III: Image Processing and Analysis
Session 9: Machine Learning for Image and Pattern Analysis
Session 10: Feature Extraction
Session 11: Object Recognition
Session 12: Face and Gesture
Session 13: Guess the Age Contest
Session 14: Biometrics, Cryptography and Security
Session 15: Segmentation and Image Restoration

CAIP 2021 featured a contest on “Guess the Age: Age Estimation From Facial
Images with Deep Convolutional Neural Networks” organized by Antonio Greco,
University of Salerno, Italy. In addition, the CAIP 2021 program included distin-
guished plenary and keynote speakers from academia and industry who shared their
insights and accomplishments as well as their vision for the future of the field.
Moreover, CAIP 2021 included three tutorials as follows:

Tutorial 1: Discovering Patterns in the Road from Genotype to Phenotype
Tutorial 2: Video Summarization for Unpaired Videos
Tutorial 3: Large Scale Video Analytics.



We want to express our deepest appreciation to all the members of the CAIP 2021
organizing committee and Technical Program Committee, as well as all the reviewers,
for their dedication and hard work in creating an excellent scientific program. We want
to thank all the authors who submitted their papers to CAIP 2021, and all of those who
presented and shared their work. Finally, we would like thank all the participants for
taking part in the conference.

We hope that you enjoyed this exciting and memorable event, and we look forward
to meeting in person at the next CAIP!

October 2021 Constantinos Pattichis
Andreas Lanitis

Nicolas Tsapatsoulis
Andreas Panayides
Theo Theocharides

Mario Vento
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Abstract. Profilometry based on structured light is one of the most popular
methods for 3D reconstruction. It is widely used when high-precision and dense
models, for a variety of different objects, are required. User-friendly procedures
encode the scene in horizontal and vertical directions, which allows a unique
description of points in the scene. The resulting encoding, can be used to auto-
calibrate the devices used. Thus, any consumer or industrial cameras or projectors
can be supported and the procedure is not limited to pre-calibrated setups. This
approach is extremely flexible, but requires a large number of camera acquisi-
tions of the scene with multiple patterns projected. This paper presents a new
approach that encodes the scene simultaneously in horizontal and vertical direc-
tions using sinusoidal fringe patterns. This allows to almost halve the number of
recorded images, making the approach attractive again for many practical appli-
cations with time aspects.

Keywords: Structured light · Reconstruction · Profilometry · Surface encoding

1 Introduction

In the past decades, a multitude of different approaches for the creation of 3D recon-
structions have been established. Basically, the procedures can be divided into active
and passive procedures, which either directly affect the scene or not. In applications that
require highly accurate and dense reconstructions of a wide variety of different objects,
structured light approaches have become a preferred choice in industry. These methods
usually illuminate the scene with specific patterns, e.g. stripes, pseudo-random-dots,
etc. and use their interaction with the scene to estimate depth information. Particularly
interesting are fringe projection strategies, where multiple horizontal and vertical sinu-
soidal patterns are projected onto the scene, in order to encode it in two directions. For
cameras, capturing the fringe images, this enables the calculation of dense and robust
correspondences (see [3]). This approach also works for un-structured and un-textured
surfaces, where most passive methods fail due to the absence of necessary features.
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Depending on the required accuracy, the frequency of the projected fringes is increased
several times in order to successively improve the quality of the encoding. The high
number of camera shots required, leads to a considerable expenditure of time in data
acquisition, which is the main weakness of the method. To speed up the procedure,
often, only one dimension is encoded with structured light and matches are found by
intersection with corresponding epipolar lines. Unfortunately, this method is limited to
calibrated devices, which means that replacing a camera, lens, changing the settings or
moving a device leads to the considerable effort of re-calibration. Furthermore, accu-
racy often suffers, especially when lens distortions are taken into account. The method
presented here, allows auto-calibrations due to the two-dimensional encoding, which
makes it significantly more versatile and convenient to use.

According to the state of the art, the phase shifting method is the basis of most struc-
tured light methods, due to its texture-invariance. Thereby, sinusoidal fringe patterns
with equidistantly shifted phases are projected onto the scene. A superposed phase,
which can be calculated from at least three shifted patterns, encodes the scene pixel by
pixel in the shifted direction. Doing this, both in horizontal and vertical direction, results
in a minimum of 6 captured images. Even more acquisitions are necessary if further
refinement steps with higher frequencies are performed. The patterns are sinusoidally
modulated in the direction to be encoded and constantly continued in the decoded direc-
tion. Therefore, one dimension of the patterns does not carry any information, which
is certainly a waste. In the following, more detailed investigations on the phase shift-
ing algorithm and the harmonic addition theorem are carried out. Especially, findings
with regard to the resulting amplitude of the phase superposition will encourage us to
combine the horizontal and vertical stripe patterns in order to encode both directions
simultaneously. The horizontal and vertical phases are then extracted from the com-
bined patterns by a per pixel strategy, making the whole procedure scene-independent.

2 Related Work

Extensive research has been carried out in the field of structured light reconstruction.
Various strategies, assuming pre-calibrated setups, have been reviewed and compared
by Salvi et al. [9] and more recently by Zanuttigh et al. [14]. The emerging state of the
art, based on the phase shifting algorithm, has been reviewed by Servin et al. in [11]. In
the mean time, new approaches, like the Fourier-based regularized method of Legarda-
Saenz and Espinosa-Romero [6], were developed which, however, could not compete
with the state of the art.

Based on the phase shifting method, Mirdehghan et al. [7] recently presented a
procedure to generate optimal scene-dependent projection patterns and thus to control
the quality of the results. Zhang and Yau presented in [17] a system with two cameras
that offers many quality advantages in contrast to standard setups with one camera and
one projector. Based on this setup, the devices can be automatically calibrated without
any user interaction, as demonstrated in [1] and [2].

Unfortunately, the recording time is the great weakness of the structured light
method. One way to shorten the required acquisition time is to distribute several pat-
terns among the different color channels of the cameras and projectors used [5,15].
These approaches work in theory but suffer from color cross-talk between cameras and
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projector and a very accurate color calibration is required. In particular, the object color
influences the type and strength of the cross-talk. This leads to difficulties in implement-
ing the procedures in practice and even then, one has to expect large quality losses.

To reduce the number of acquisitions required, Guan et al. [4] and Sansoni and
Redaelli [10] combine patterns of different frequencies into individual patterns. Several
fringes are encoded by carrier waves and additively combined. Afterwards they are sep-
arated by filter methods. These methods work in theory, but have a poor applicability in
practice. The frequencies of the carrier waves must be stable in the image to enable an
appropriate extraction. Nevertheless, they made it possible for the first time to provide
information in the decoded direction of the patterns. Based on this idea, Yang et al. [13]
further improved this approach, and created special patterns based on co-prime frequent
sine waves that can be more robustly separated by a Garbor filter. Recent advances in
real-time measurement with structured light have been detailed and analyzed by Zhang
in [16]. Finally, Wang and Yang [12] recently introduced a one-shot approach based on
binary stripe patterns, from which the phase can be directly approximated and inter-
polated. However, the approach assumes the stripes to be continuously visible in the
scene, which cannot be guaranteed for general scenarios.

All in all, the problem of combining multiple patterns has already been mentioned,
but has not been solved satisfactorily, yet. In particular, the combination of horizontal
and vertical patterns has not yet been addressed, before.

3 Mathematical Investigation

In order to develop a new projection pattern, that allows to simultaneously recover the
horizontal and vertical phases, we first examine the standard case more closely. This
investigation will provide new insights into the amplitude of the superposition of the
illuminated scene. These findings will finally enable a subsequent separation of the
phase directions from the combined patterns.

3.1 Background: Sinusoidal Phase Shifting Method

Basis of the presented work is the sinusoidal phase shifting method. Thereby, pat-
terns are modulated by sine or cosine (convention-dependent) signals and equidistantly
shifted at least three times over the periodic domain. The patterns are projected onto
the scene and captured by the cameras. Superposition of the resulting images allows
to encoded the scene texture-invariant. Horizontal and vertical directions are treated by
separate sets of patterns, each modulated by a sine/cosine in the respective direction
and continued constantly in the other direction. Horizontal and vertical sets of patterns
PH

n and PV
n with frequencies FH and FV that are shifted n = 1, ..., N times, can be

explicitly generated as:

PH
n (i, j):= cos

(
2πj

width
FH +

2π(n − 1)

N

)
, PV

n (i, j):= cos

(
2πi

height
FV +

2π(n − 1)

N

)
(1)

Thereby, i = 1, ..., height and j = 1, ..., width denote the image pixels. The first row
of Fig. 1 shows an exemplary set of horizontal (a) and vertical (b) patterns with N = 3
and FH = FV = 1. In both cases, the patterns are shown to the left, and the projection
of the patterns onto an exemplary scene is shown to the right.
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(a) Horizontal phase recovery (b) Vertical phase recovery (c) Amplitudes

Fig. 1. Example of the phase shifting algorithm for encoding a scene by phase recovery via har-
monic addition theorem. The top rows of (a) and (b) show sets of horizontal and vertical fringe
patterns and the resulting scene after projection. The bottom rows show the phase images com-
puted by Eq. (3). (c) shows the amplitude of the superposition (Eq. (4)) (top) and the one given
by the scaled texture as introduced in Lemma 1 (bottom).

Harmonic Addition Theorem. Structured light approaches with sinusoidal patterns
are based on practical application of the harmonic addition theorem (see [8]). It states
that any superposition of cosines with same phase is again a cosine with the same phase:

N∑

n=1

In cos(δn) = A cos(Φ) (2)

with Φ = atan2
(∑

In sin(δn),
∑

In cos(δn)
)

(3)

and A2 =
N∑

n=1

N∑

m=1

InIm cos(δn − δm) , (4)

where δn, δm denote the equidistant phase shifts, Φ the phase to be recovered and A
the amplitude of the superposition. atan2 denotes the two-dimensional arcustangens
function taking into account the quadrants of the input.

Recovering the Phases in the Scene. Projecting patterns from Eq. (1) to a scene
I results in images IH

n and IV
n for the different phase shifts n = 1, ..., N . Applying

Eq. (3), the horizontal and vertical phases ΦH and ΦV can then be computed by:

ΦH = atan2
(∑

IH
n sin(δn),

∑
IH
n cos(δn)

)

ΦV = atan2
(∑

IV
n sin(δn),

∑
IV
n cos(δn)

)
(5)

The second rows of Fig. 1 (a) and (b) show the recovered phases computed for the
patterns and the scene. Using this information, the scene points are uniquely encoded
by their horizontal and vertical phase values. This allows robust and dense matches
between the different camera views and the projector to be achieved. Amplitude A is
not needed here and therefore not treated further in literature. For the method that is
developed in this work, A plays an important role and is therefore further investigated.
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3.2 Amplitude of Superposition

From illuminated images In, amplitude A is given by Eq. (4), which can be directly
expressed in terms of a captured texture image I of the scene:

Lemma 1. A captured scene In, illuminated by fringe patterns Pn = sin(x+δn), with
an arbitrary number of equidistant shifts n = 1, ..., N ≥ 2, can be superposed to

N∑

n=1

In cos(δn) =
N

4
I cos(Φ) , (6)

where Φ denotes the phase angle and I the fully illuminated scene.

Figure 1 (c) shows the amplitudes of the example scene computed by Eq. (4) (top)
and from scaled texture as in Lemma 1 (bottom). Apart from artifacts caused by clip-
ping (due to limited dynamic range of the cameras) and gamma corrections of the
devices, these are identical. The lemma can be proved straight forward using proper-
ties of trigonometric functions and the harmonic addition theorem.

3.3 Combined Patterns

We are now going to introduce additively combined patterns and setup a mathematical
problem with the newly gathered information about the amplitude. Solving this problem
enables the recovery of horizontal and vertical phase values simultaneously.

Let the combined patterns PC
n be defined as

PC
n :=

1
2
(PH

n + PV
n ) for n = 1, ..., N. (7)

Thereby, two-dimensional sinusoidal patterns result as visualized in Fig. 2 (a, left) and
projected to the scene (b, left). The shifting direction naturally becomes the diagonal.
The task in the following is to extract the horizontal as well as the vertical phase simul-
taneously from images of the scene, illuminated by these patterns.

Assuming the optimal case, where cameras and projector linearly respond and do
not perform any gamma correction or internal post-processing, a captured scene is pro-
portional to the sum of the separately illuminated scenes IH and IV :

IC = PC � I

2
=

1
2
(PH + PV ) � I

2
=

1
2
(IH + IV ), (8)

where � denotes pixel-wise multiplication of the patterns and the scene appearance I .

(a) Ideal phases computed from patterns (b) Scene phases from camera images

Fig. 2. Combined sinusoidal patterns, computed by Eq. (7) and projected onto the scene. The
horizontal and vertical phases, to be recovered, are shown to the right.



8 T. Fetzer et al.

Problem Formulation. With Lemma 1 and Eq. (8), we directly get the basic properties
to set up the problem to be solved, in order to extract the phase information:

2
N∑

n=1

IC
n cos(δn) =

N

4
I cos(ΦH) +

N

4
I cos(ΦV )

2
N∑

n=1

IC
n sin(δn) =

N

4
I sin(ΦH) +

N

4
I sin(ΦV ) (9)

This gives us two equations of two phase values, that have to be recovered from the
superpositions per pixel. In the following section we treat the problem strictly mathe-
matically, before we apply it again to the real world.

3.4 Mathematical Solution to the Problem

Given the following system of equations:

a cos(x) + a cos(y) = b

a sin(x) + a sin(y) = c (10)

with measured data a, b, c, we want to compute optimal values x, y solving both equa-
tions. Using addition theorems of trigonometric functions and dividing leads to:

2a cos(
x

2
+

y

2
) cos(

x

2
− y

2
) = b

2a sin(
x

2
+

y

2
) cos(

x

2
− y

2
) = c

⇒ x + y = 2arctan
(c

b

)
(11)

Therefore, we can decouple the equations of (11). Both are leading to the same equation:

2ab cos(z) + 2ac sin(z) = b2 + c2 z ∈ {x, y} (12)

Using harmonic addition theorem, four explicit solutions for this equation can be
derived, where the two feasible ones are given by

x/y = 2arctan

(
2ac ± √

(b2 + c2)(4a2 − b2 − c2)
b2 + 2ab + c2

)
. (13)

4 Application to Real World

The left column of Fig. 3 shows the results of Eq. (13) applied to the system (9) that
models the real process. If there is a significant influence of ambient light, it may be
necessary to subtract an ambient image from the captured images.

With the proposed procedure, phase values ΦH and ΦV can be recovered robustly.
Unfortunately, due to the symmetric additive superposition of the phases in the whole
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(a) Basic level of synthetic data set
(FH = 1, FV = 1)

(b) Higher level of synthetic data set
(FH = 11, FV = 6)

(c) Basic level of real captured data set
(FH = 1, FV = 1)

(d) Higher level of real data set
(FH = 11, FV = 6)

Fig. 3. Results of the algorithm applied to synthetic and real data for different frequencies. For
each set the two rows show the horizontal and the vertical phase. The left two columns show the
results of formula (13) before and after the comparison step. The third column shows the phase
after the swapping step. The ground truth is depicted in the right column. The colorbar indicates
the color coding in the range of [−π, π].

procedure we do not have any information about which of the two phase values corre-
sponds to the horizontal and which to the vertical one. These interchanges can occur
at pixel level due to the pixel-wise approach. However, due to the natural continuity of
the phases, these interchanges usually occur fragmentary. This can be seen in the first
columns of the different examples of Fig. 3 for different frequencies, for both the syn-
thetic and the real case. Note that application directly to the patterns is meaningful for
any synthetic scene, through the scene-independent pixel-wise approach.

The first errors can be corrected by simple comparison (comparison step), which
sorts the values to fragments, lifting the swaps from pixel to region level:

ΦH = max{ΦH , ΦV } , ΦV = min{ΦH , ΦV } (14)

The second columns of Fig. 3 (a, b, c, d) show the effect to the respective scenes.

4.1 Swapping Step

After this step, still many values are swapped (see Fig. 3). A gradient based strategy
could be used to sort them, which would not be per-pixel and therefore scene dependent.

A common procedure, to obtain reconstructions of high accuracy, is the projection
of several levels of fringe images with increasing frequencies. It is assumed that sepa-
rate horizontal and vertical fringe images recorded at frequency 1 were projected in the
first level, so that basic phases are available. In order to get a more applicable swap-
ping procedure, that is per-pixel and stable in difficult situations (e.g. discontinuities
in the phase) this can be done during the phase unwrapping of the higher level phases.
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We present a simple pixel-wise unwrapping strategy, that can be used to perform the
swapping step simultaneously by checking for consistency with the recorded images.

Per Pixel Unwrapping Using Predicted Phase. Assume we have computed a wrapped
phase Φ̂ from fringes with some frequency F and a predicted phase Φ0 of a previous
level, that is not wrapped. A refined phase Φ can be computed by unwrapping Φ̂ using
information from Φ0. In a perfect world the following equation would hold true:

F · Φ = Φ̂ + k · 2π, k ∈ Z≥0 (15)

In a scenario with carefully increased frequencies, one can at least assume that there are
no jumps larger than π from one level to the next one, which means

Φ̂ + k · 2π − F · Φ0 ≤ π ⇒ k =
⌊

F · Φ0 − Φ̂ + π

2π

⌋
(16)

with floor rounding �·�. Therefore, Φ̂ can be explicitly unwrapped to Φ by:

Φ =
Φ̂

F
+

2π
F

⌊
F · Φ0 − Φ̂ + π

2π

⌋
(17)

Per Pixel Swapping. Using the per pixel unwrapping, we can perform the unwrapping
step as well on the phase combination (ΦH , ΦV ) as on the swapped one (ΦV , ΦH). The
consistency towards captured fringe images can be described by a suitable error like:

En(ΦH , ΦV ) =
∣∣( cos(FHΦH + δn) + cos(FV ΦV + δn) + 2

)
I − 4IC

n

∣∣.

Since we can assume the refined phases to improve after every unwrapping step, the
accumulated consistency error of all captured images should decrease. Therefore, the
combination with lower consistency error can be chosen to complete the swapping.

Table 1. Median errors for different levels
of the proposed method with combined pat-
terns and separate patterns, applied to the
example data.

Level 1 2 3 4

Combined patterns

Median error of ΦH 0.0514 0.0149 0.0066 0.0028

Median error of ΦV 0.0587 0.0390 0.0124 0.0055

Captured images 6 9 12 15

Separate patterns

Median error of ΦH 0.0514 0.0110 0.0052 0.0019

Median error of ΦV 0.0587 0.0278 0.0093 0.0034

Captured images 6 12 18 24

Fig. 4. Behavior of the median phase error
with respect to the images that have to be
captured.



Simult. Bi-direct. Structured Light Encoding for Prac. Uncalib. Profilometry 11

5 Evaluation

In order to evaluate the behavior of the procedure, we have drawn the median pixel error
of the calculated phases to the ground truth after several levels in Table 1, as well for the
proposed approach with combined patterns as for the separate approach. As expected,
the error of the combined phases in each level is slightly higher than the separate proce-
dure with separately computed horizontal and vertical phases. However, less recordings
were necessary. Considering the accuracy in relation to the image captures used, even
with a two-stage procedure and the 12 shots usually required for this, the combined
procedure can take another level and double the accuracy of the calculated phases (see
Fig. 4). Figure 5 shows the final phases, computed by the proposed approach, in com-
parison to the ground truth. It should be noted that the gamma correction of the devices
used (especially the projector) strongly influences the quality of later reconstructions,
since it violates the assumed linearity condition from Eq. (8). We have applied inverse
gamma correction to the projected patterns with a roughly determined gamma value to
compensate for this and can therefore demonstrate real results. Nevertheless, the use
of industrial projectors without gamma correction or precise gamma calibration of the
consumer device used, would significantly improve the quality of the reconstructions.
Finally, the calibration results of two other setups and scenes, directly computed from
the received point correspondences are visualized in Fig. 5 (d).

(a) Ground truth and ΦH computed (b) Ground truth and ΦV computed

(c) Reconstructed point clouds (d) Auto-calibrations received from the correspondences

Fig. 5. Ground truth phases of the exemplary scene (a, b, left) in comparison to the recovered
phases (a, b, right). The triangulated point clouds from ground truth (left) and simultaneously
recovered phase (right) are shown in (c). Auto-calibrations from point correspondences of two
additional scenes are visualized in (d).
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6 Conclusions

A new method has been introduced, which allows to perform sinusoidal structured light
encoding in horizontal and vertical directions, at the same time. Thereby, the recording
time is effectively halved. This procedure especially allows to auto-calibrate arbitrary
setups directly from the achieved point correspondences. Extensive mathematical inves-
tigations were carried out, which yield important new findings in the field of applied
harmonic addition theorem. Overall, a method was developed, which can determine the
horizontal and vertical phase values from the combined captured patterns pixel-wise,
making it scene-independent and therefore applicable to a wide variety of scenarios.
The applicability to real scenes besides artificial ones was demonstrated as well. The
results are highly interesting both mathematically and from a computer vision point of
view, as they open up new possibilities in the field.
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Abstract. Point cloud registration is an important task in computer
vision, computer graphics, robotics, odometry and many other disci-
plines. The problem has been studied for a long time and many different
approaches have been established. In the case of existing rough initial-
izations, the ICP approach is still widely used as the state of the art.
Often only the pairwise problem is treated. In case of many applica-
tions, especially in 3D reconstruction, closed rotations of sequences of
partial reconstructions have to be registered. We show that there are
considerable advantages if ICP iterations are performed jointly instead
of the usual pairwise approach (Pulli’s approach). Without the need for
increased computational effort, lower alignment errors are achieved, drift
is avoided and calibration errors are uniformly distributed over all scans.
The joint approach is further extended into a global version, which not
only considers one-sided adjacent scans, but updates symmetrically in
both directions. The result is an approach that leads to a much smoother
and more stable convergence, which moreover enables a stable stopping
criterion to be applied. This makes the procedure fully automatic and
therefore superior to most other methods, that often tremble close to the
optimum and have to be terminated manually. We present a complete
procedure, which in addition addresses the issue of automatic outlier
detection in order to solve the investigated problem data independently
without any user interaction.

Keywords: Point cloud registration · Automatic alignment · Drift
reduction

1 Introduction

The task of point cloud registration is to align two point sets so that they
resemble each other as closely as possible in as many regions as possible. To make
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this problem well-defined, it must be assumed that the point clouds represent the
same scene or at least that sufficiently large parts of the point clouds represent
overlapping parts of the scene. Otherwise, no matching areas can be identified
and the problem cannot be solved.

A distinction is made between rigid and non-rigid registration. For the rigid
case, two point clouds are aligned only by rotation and translation (in some
cases also scaling). The appearance and proportions are fully preserved. In con-
trast, in the non-rigid registration, deformable objects are aligned by non-linear
transformations.

In classical computer vision and robotics, rigid alignment is by far the most
common case and has been extensively studied. For this purpose, methods have
been established, which simultaneously detect point correspondences and align
them iteratively. In particular the method Iterative Closest Point (ICP) [3,18]
has to be named, which has been successfully applied for decades and that will
also form the basis of our procedure.

A special case, which occurs in many practical applications, is given by a
sequence of point clouds, which partially overlap pairwise and whose last point
cloud closes up with the first one. In this case, it is no longer a matter of several
pairwise registration problems but a global overdetermined registration prob-
lem. This is because each point cloud has two neighbors (last and next one)
with whom it must be aligned. In the case of real data, such as the partial
reconstructions of a 3D scanner, pairwise sequential alignment would usually
lead to a drift, i.e. a large gap or too much overlap between the last and first
position. This drift occurs when the partial alignment errors and possible cal-
ibration errors in the partial reconstructions add up to a large error. To avoid
such drift, it is common to apply Pulli’s procedure [11], which involves aligning
and merging opposite pairs of adjacent point clouds. The resulting merged larger
point clouds are then further treated together. In this way, the error is not con-
centrated between two scans and the drift is distributed over a larger number of
scans.

In this work we will show that there are nevertheless better ways with much
better properties to solve the global alignment problem in a stable way and
to actually distribute the drift evenly without higher computational effort. We
will show that a joint iteration of the pairwise registrations distributes the drift
uniformly and achieves lower alignment errors than the state of the art. Fur-
thermore, we present how the standard procedure can be extended into a global
procedure by symmetrically registering each scan with the next and last scan in
the sequence. This results in a global approach that leads to a much smoother
convergence, which allows the reliable use of automatic stopping criteria. In con-
trast, standard procedures usually begin to tremble near the minimum, which
often requires a manual termination of the iterations. Finally, a practical app-
roach to the automatic detection of outliers is presented. This is to provide a
complete stable solution to the problem without any user interaction. To allow
maximum reproducibility, the entire procedure is attached as pseudo-code at the
end of the paper.
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2 Related Work

The problem of point cloud registration has been well studied for several decades.
Explicit methods for rigidly aligning given point correspondences from two data
sets have already been developed in the last century [2,15]. They are based on
the singular value decomposition and are still the basis of the modern state of
the art. In [1] these methods are robustified by additional weights, based on the
certainty of the correspondences and in [5] they are extensively evaluated and
compared with other approaches.

For many applications, there is more than two views to be aligned. In
order to treat multiple point clouds jointly, an extension of the orthogonal pro-
crustes problem has been introduced in [13]. In [14] the orthogonal constraints
are relaxed and the jointly obtained solutions are projected to the space of
the orthogonal matrices afterwards. [10] transferred the problem into a simple
semidefinite programming in order to ease solving. These methods are no longer
explicit and require higher computational effort. In the context of point cloud
alignment performed in the upcoming task, the given correspondences are erro-
neous approximations and change from iteration to iteration. Therefore, a higher
accuracy to the costs of additional internal iterations is not reasonable.

Usually, no exact point correspondences are available. A famous principle
proven in practice is Iterative Closest Point [3,11,18], which iteratively selects
the closest points of the data sets as correspondences and calculates infinitesimal
updates accordingly. There are also variants that take the normals of the point
clouds into account [6,8] and thus improve the alignment for badly sampled and
very smooth objects.

In order to accelerate convergence of the methods, the point clouds are either
adeptly sampled [6,12] and outliers efficiently detected and rejected [4,12,17] or
the iteration updates extrapolated like in [16]. There are also methods to accel-
erate by a multi-resolution approach [7] or recently by Anderson acceleration [9].

3 Background: Rigid Point Cloud Alignment

The most common algorithm for rigidly aligning point clouds is Iterative Closest
Point. Thereby, the closest points of two point sets are chosen as correspondences
and optimally aligned with each other. Afterwards, new correspondences are
chosen, based on the improved alignment. Iteratively, the alignment of the point
clouds is improved. For given point correspondences there is a closed form of
the optimal rotation matrix and the translation vector for the pairwise case
(Procrustes Analysis). Since this is also the basis of the method presented in the
following and in order to make the paper independently, we will briefly present
the procedure for the pairwise case and then show how the method is applied to
a full turn according to the current state of the art.
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3.1 Orthogonal Procrustes Problem

Assume two sets of point clouds P = {p0, ...,pN−1} and P ′ = {p′
0, ...,p

′
N−1}

consisting of matching point pairs pn ↔ p′
n, for n = 0, ..., N − 1 are given. The

task is to find an optimal rotation matrix R and translation vector t in order to
align points pn from P by Rpn + t to points p′

n from P ′. Therefore, the sum of
Euclidean distances between all point pairs is minimized:

argmin
R, t

N−1∑

n=0

‖p′
n − Rpn − t‖22 (1)

Setting the derivative of (1) with respect to translation vector t equal to zero
leads to the minimizing t of the energy:

t =
1
N

N−1∑

n=0

p′
n − R

1
N

N−1∑

n=0

pn = µP ′ − RµP (2)

Thereby µP and µP ′ denote the centroids of the point clouds computed by the
mean of the point sets. Inserting Eq. (2) into the problem formulation (1) decou-
ples the problem. It is equivalent to aligning point clouds with zero centroids by
optimal rotation only:

argmin
R

N−1∑

n=0

‖q′
n − Rqn‖22,

with qn = pn − µP

and q′
n = p′

n − µP ′
(3)

Calculating the norm explicitly and replacing the remaining scalar product by
the trace formulation leads to the following formulation of the problem, that can
be solved in terms of the singular value decomposition of matrix H. The validity
of this optimizer can be shown by application of Cauchy-Schwartz Inequality.

argmax
R

Tr
(
R

N−1∑

n=0

qnq′T
n

)
= argmax

R
Tr(RH) → R = VUT, with H = UΛVT

(4)

Weighted Case. When working with real data it is usual to apply certainty
weights wn ≥ 0 with

∑N−1
n=0 wn = 1 with respect to the point pairs to the

alignment error (1) in order to robustify the approach. The problem is solved
similarly to the unweighted case using weighted versions of the centroids and
matrix H (see Algorithm 1).

3.2 Iterative Closest Point (ICP)

Usually, no point correspondences are available between two point clouds. In
the procedure of ICP, these are approximately chosen in each iteration as the
nearest points between the data sets and infinitesimal updates are calculated
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by Orthogonal Procrustes Analysis. Since it is a least-squares formulation, it is
important to assess the quality of the correspondence. For this purpose, outliers,
i.e. points that obviously have no matches in the other data set, are rejected.
All other points are weighted according to their quality, which is often done by
the point-to-point distance. Sampling rates and methods can also have a strong
influence on performance and should not be disregarded.

Initialization. For this procedure to work, an initial alignment is urgently
required. This prevents the procedure from getting stuck in a local minimum.
Based on feature points in the object, be it from texture or geometry, usually a
few matches can be found which allow a rough alignment of the point clouds as
initialization. Based on this initial registration, the ICP algorithm has proven
over a long period of time to be a good choice for refining the alignment.

3.3 Full Turn Registration: Pulli’s Approach

In a variety of practical applications, full turns of overlapping partial recon-
structions are captured as depicted in Fig. 1. Usually, the last scan overlaps with
the first one and therefore completes the reconstruction process. In sequential
pairwise registrations of the scans, a drift error between the last and the first
position often occurs. To avoid or at least reduce this drift error, Pulli’s approach
[11] has always been the undisputed state of the art. One after the other, scans
are registered and merged with their neighbors. These merged point clouds are
then registered again until the whole object is composed. In fact, the error is
distributed more evenly than in the naive approach and is not added up to a
single gap, but it is far from uniform. While the first registration procedures only
contain the local alignment errors, the last step combines the alignment errors
of several sub-alignments and possible calibration errors.

Fig. 1. Partial scans of a
full turn and the aligned
point cloud (middle).
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Fig. 2. Alignment errors of the proposed joint
sequential (left) and global (right) ICP variants. Red
stars mark automatic stopping points of the global
method. (Color figure online)
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4 Joint Rigid Point Cloud Alignment

In the following, the alignment problem of a full rotation of scans is formulated
as common optimization problem. We assume that two successive scans have at
least some overlap and that the last scan closes up to the first one, thus well
defining the problem.

Joint Minimization Problem. Let be given a full turn consisting of S scans
{S0, ...,SS−1}, where the last position SS−1 is assumed to be overlapping with
the first one S0. Between two subsequent scans, say scan s and scan s + 1,
we assume to have N point matches each, given by p(s,s+1)

n ↔ p(s+1,s)
n , for

n = 0, ..., N − 1. The objective error function, that has to be minimized is then
given by

argmin
R(s), t(s)

S−1∑

s=0

N−1∑

n=0

‖R(s+1)p(s+1,s)
n + t(s+1) − R(s)p(s,s+1)

n − t(s)‖22. (5)

Note that we assume a periodic arrangement, so that the scans’ indices are
treated modulo S, which means S ≡ 0. Setting the partial derivative with respect
to any translation vector t(s) equal to zero, we get:

2t(s) − t(s−1) − t(s+1) = R(s−1)µs−1,s + R(s+1)µs+1,s − R(s)(µs,s−1 + µs,s+1)
(6)

which is sufficiently fulfilled for

t(s+1) − t(s) = R(s)µs,s+1 − R(s+1)µs+1,s. (7)

Therefore, the objective function (5) can be decoupled to:

argmin
R(s)

S−1∑

s=0

N−1∑

n=0

‖R(s+1)(p(s+1,s)
n − µs+1,s) − R(s)(p(s,s+1)

n − µs,s+1)‖22 (8)

= argmin
R(s)

S−1∑

s=0

N−1∑

n=0

‖R(s+1)q(s+1,s)
n − R(s)q(s,s+1)

n ‖22 (9)

Joint Sequential ICP. Solving the terms of the joint minimization problem (9)
sequentially for one s after the other by simply applying the standard strategy
(4) leads to the pairwise approach with joint iterations. Iteratively, closest points
between each neighboring pair are chosen and alignment updates by Orthogonal
Procrustes Problem (4) are applied to each pair. This procedure already avoids
drift and the errors are uniformly distributed without additional computational
effort.
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Joint Global ICP. In order to derive a global formulation, that does not only take
pairwise point clouds into account, but also treats the global arrangement infor-
mation, we are minimizing functional (9) with respect to each R(s) while fixing
the others. This is equivalent to solving the following optimization problem:

argmax
R(s)

S−1∑

s=0

Tr(R(s)Hs,s+1R(s+1)T)

=argmax
R(s)

Tr(R(s)(Hs,s+1R(s+1)T + HT
s,s−1R

(s−1)T

︸ ︷︷ ︸
Hs

) (10)

This is a form of a symmetric alignment update of scan SS towards last and
next adjacent scans SS−1 and SS+1. The problem can be solved similar to (4)
using singular value decomposition and does not require special treatment.

Efficient Point Matching. To efficiently find the nearest points between two
point clouds, the use of k-d-trees has been established for a long time. Building
them means a not inconsiderable effort, but once they are created, the nearest
points can be found in logarithmic time. A special feature is, that for each point
cloud of a scan only one tree has to be set up, which can be further used after
transformation by applying the inverse transformation to the input points, as
shown in Algorithm 1. Especially in the iterative application to large point sets,
this means an enormous time saving.

5 Outlier Rejection

In order to achieve an automatic procedure that can be applied to a possibly
large number of configurations, outliers must be reliably detected in every set of
correspondences. Standard procedures, such as rejecting the 10% of correspon-
dence with largest point-to-point distances in each iteration, are widely used,
but rely on a well-chosen value. In order to be independent of a fixed value, we
have carried out investigations on a large number of data sets.

The task is to separate a set of N point correspondences into two subsets.
The separation should divide the outliers as well as possible from the eligible
correspondences. Let D = {d0, ..., dN−1} be the set of point-to-point distances of
respective correspondences, sorted in a descending order (d0 ≥ d1 ≥ ... ≥ dN−1).
Tests on approximately 25000 different point sets and configurations have shown
that a good partition

D = Doutliers ∪ Dinliers = {d0, ..., dt} ∪ {dt+1, ..., dN−1} (11)

is achieved at a split point t ∈ {0, ..., N − 1} if the coefficients of variation of
both subsets is equal or as close as possible. Therefore, t can be successively
increased until the following equation holds approximately true:

1
t+1

∑t
n=0 d

2
n

(
1

t+1

∑t
n=0 dn

)2 =
1

N−t

∑N−1−1
n=t+1 d2n

(
1

N−t−1

∑N−1
n=t+1 dn

)2 (12)
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Fig. 3. Outlier rejection strategy (12) applied to the point clouds shown in Fig. 4 bot-
tom right. The lines result from point-to-point distances of matches sorted in descend-
ing order. The red segments visualize the detected subset of outliers. (Color figure
online)

Fig. 3 shows the behavior of the rejection strategy for the point sets that are
evaluated in the upcoming section (see Fig. 4, bottom right). Each reconstruction
consists of eight partial scans as it usually comes up from 3D scanners. Between
each adjacent pair of scans, matches are computed and outliers are detected by
the proposed strategy. Each of the subplots in Fig. 3 shows the 8 curves which
result from sorting 1000 matches between each of the 8 point pairs. The red
segments visualize the detected set of outliers. For better visualization the plots
are given in a logarithmic scale and normalized.

6 Evaluation

For perfect artificial data or uniformly added noise, all alignment strategies work
satisfactorily. The situation is different for the real use case of recorded data.
In the following we evaluate the considered ICP methods for registration of full
turns on a number of sample data sets as they appear from typical 3D scanners.
For five independent objects (Buddha, Totem, Industry, Elephant, Bird), full
rotations of eight partial reconstructions each were created. In order to fully align
them, the registration methods must be able to deal with both, local alignment
errors of the partial point clouds and calibration errors that can have an impact
on the overall fit. The standard procedures were compared to the presented joint
ICP variants. Figure 4 bottom right shows the resulting aligned point clouds of
the Joint Global ICP approach to represent the objects under investigation.

The plots in Fig. 4 show the convergence behaviour of the alignment strategies
for increasing numbers of iterations. Both methods that were proposed converge
to significantly lower errors than the trivial sequential pairwise alignment (black
line) and Pulli’s drift preventing procedure (red line) which reflects the current
state of the art. Although both, the Joint Sequential ICP and the Joint Global
ICP converge to the same optimum, the alignment error of the sequential vari-
ant occasionally alternates depending on the data (see Totem). In contrast, the
global approach converges completely smoothly and evenly, which leads to a
more stable convergence in general.
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Fig. 4. Convergence behavior for five independent data sets. Alignment error of the
naive pairwise approach is given by the black line (contains drift error). State of the art
is given by Pulli’s approach (red line). Jointly iterating approaches converge to much
lower errors. While the sequential procedure (blue) may alternate depending on the
data, the global approach (green) converges smoothly (Color figure online).

6.1 Stopping Criterion

The smooth convergence behaviour of the presented global ICP variant provides
a considerable advantage over all previous ICP methods. Most of them alternate
during the procedure, due to iteratively updated point correspondences, which
increases the chance of getting stuck in local minima.

Moreover, the error often starts to alternate around the minimum. Most
papers write “we iterate until the alignment error does not reasonable improve
any more” without further information. Standard stopping criteria for conver-
gence do not hold in most situations, since the differences between two subse-
quent iterations may not fall under a given threshold. This is the reason why
in many practical implementations the alignment does continue and start to
tremble until it is manually stopped.

Figure 2 shows the behavior of the weighted alignment errors for the investi-
gated data sets. Left plot shows the behavior for the Joint Sequential ICP and
right plot for Joint Global ICP. A simple smooth stopping strategy like check-
ing for improvements of the alignment within the last few iterations enables
the stable automatic termination of the procedure after a reasonable number of
iterations. The stopping points are visualized by the stars in Fig. 2.
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Algorithm 1: Joint Global ICP for Full Turn Alignment

Input: Initially aligned partial point clouds P0, ..., PS−1 of scans S′, ...,SS−1.

Initialize parameters R(s) = I, t(s) = 0 for all partial scans Ss, s = 0, ..., S − 1.

Setup a k-d-tree Ts for each point cloud Ps.

Sample point clouds Ps to a size of N elements.

for i = 0, 1, 2, ... do

for s = 0, ..., S − 1 do

Search in k-d-trees of adjacent scans for correspondences:

Ts−1

(
R(s−1)T(R(s)Ps + t(s) − t(s−1))

)
→ P (s,s−1)

Ts+1

(
R(s+1)T(R(s)Ps + t(s) − t(s+1))

)
→ P (s,s+1)

Reject outliers as introduced in Sec. 5.

Weight correspondences with respect to point distances.

Subtract centroids from point sets:

µs,s−1 =

N−1∑

n=0

wnp
s,s−1
n → Q(s,s−1) = P (s,s−1) − µs,s−1

µs,s+1 =

N−1∑

n=0

wnp
s,s+1
n → Q(s,s+1) = P (s,s+1) − µs,s+1

end

for s = 0, ..., S − 1 do

Set up symmetric system matrices:

Hs,s−1 =

N−1∑

n=0

wnq
(s,s−1)
n q(s−1,s)

n

T
, Hs,s+1 =

N−1∑

n=0

wnq
(s,s+1)
n q(s+1,s)

n

T

→ Hs = Hs,s+1R
(s+1)T + HT

s,s−1R
(s−1)T

Compute SVD Hs = UsΛsV
T
s and compose updated rotation

R(s) = VsU
T
s .

end

for s = 0, ..., S − 1 do

Update translation vectors t(s) by Eq. 6.

end

Compute weighted alignment error and check for improvement withing the
last say
10 iterations. If no improvement break.

end

Output: Optimal transformations R(s), t(s).
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7 Conclusion

In this paper we presented a procedure that aligns complete closed turns of par-
tial point clouds jointly in a global manner. Not only pairwise adjacent point
clouds are considered but also corrected symmetrically to all neighbors. The
usual, widely spread ICP procedure can be applied in a slightly adapted way.
By iterating the subproblems jointly, alignment and calibration errors are evenly
distributed over all scans and drift is prevented. The global approach leads to a
smooth convergence behaviour, which enables the credible application of auto-
matic stopping criteria. Together with an introduced outlier rejection strategy,
this results in an extremely stable automatic procedure that generates better
results than the previous state of the art. This is moreover achieved without any
user interaction or additional computational effort. To ease reproduction, the
procedure is finally attached as pseudo-code.
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Abstract. In practical applications where high-precision reconstructions are
required, whether for quality control or damage assessment, structured light
reconstruction is often the method of choice. It allows to achieve dense point cor-
respondences over the entire scene independently of any object texture. The opti-
mal matches between images with respect to an encoded surface point are usually
not on pixel but on sub-pixel level. Common matching techniques that look for
pixel-to-pixel correspondences between camera and projector often lead to noisy
results that must be subsequently smoothed. The method presented here allows to
find optimal sub-pixel positions for each projector pixel in a single pass and thus
requires minimal computational effort. For this purpose, the quadrilateral regions
containing the sub-pixels are extracted. The convexity of these quads and their
consistency in terms of topological properties can be guaranteed during runtime.
Subsequently, an explicit formulation of the optimal sub-pixel position within
each quad is derived, using bilinear interpolation, and the permanent existence
of a valid solution is proven. In this way, an easy-to-use procedure arises that
matches any number of cameras in a structured light setup with high accuracy and
low complexity. Due to the ensured topological properties, exceptionally smooth,
highly precise, uniformly sampled matches with almost no outliers are achieved.
The point correspondences obtained do not only have an enormously positive
effect on the accuracy of reconstructed point clouds and resulting meshes, but are
also extremely valuable for auto-calibrations calculated from them.

Keywords: Structured light · Matching · Sub-pixel · Linear · Consistent

1 Introduction

Structured light enables the determination of precise and dense point correspondences
between a camera and a projector view. No features are required, making it applicable
to a wide range of different object types. Often, sinusoidal patterns are projected to
encode the scene in two directions. With the help of the deformed patterns, horizontal
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(a) Camera 1

(b) Horizontal phases

(c) Vertical phases (d) Camera 2

Fig. 1. Illustration of projector-driven match-
ing of two cameras and a projector. Red lines
visualize the encoding of a point by its phases.
(Color figure online)

Fig. 2. Resulting point clouds of FPDM
with (b, c) and without (a) TCC and in addi-
tion with ECC (c).

and vertical phase images are calculated for each camera view, that theoretically lead
to a direct correspondence between each projector pixel and its position in the camera
image. From these point correspondences, cameras and projector can be calibrated and
a dense point cloud can be triangulated using the obtained camera matrices.

In theory, a setup consisting of a projector as active device, holding the perfect
phase, and a camera is sufficient for depth estimation. However, in many practical
arrangements, several cameras, at least two, are used in addition to the projector. This
is due to a much cleaner projective behavior of high quality cameras compared to most
projectors. Since higher quality lenses are available, usually less distortions are caused.
Also, most industrial cameras allow gamma correction to be disabled, which has a sig-
nificant impact on assumptions in computer vision applications. Since this is not pos-
sible with affordable projectors, it is of considerable advantage to triangulate the point
cloud with the camera information only. To cover the general case of any number of
cameras, in this paper the situation with two cameras and one projector is considered.
Thus, the procedure can be trivially extended to an arbitrary number of cameras.

The idea of projector-driven matching is to find suitable correspondences in the
camera images for each projector pixel. In this way, the camera positions are transitively
matched via the projector pixels. Figure 1 illustrates this procedure. (a) and (d) show the
texture images of the two camera views. (b) and (c) show the corresponding horizontal
and vertical phase images of the cameras and in the center of the projector. The red lines
illustrate the unique encoding process of a pixel through the two phases. In the exact
execution of dense matching a number of difficulties arises:

– Phase images are discrete samples of continuous functions. Therefore, there is usu-
ally no exact pixel-to-pixel mapping. Instead, it is very likely that matches lie
between certain camera pixels.

– The topology of the pixels remains locally preserved during the projection process.
Thus, certain conditions can be defined which must be fulfilled by the phases and
met during the matching process in order to avoid noisy results.

– Matching is only a sub-step in 3D reconstruction and auto-calibration and should
therefore be fast. The trivial procedure of searching optimal matches between all
images is not practical at all. The procedure would be of quadratic complexity in
terms of resolution, and with increasing camera resolutions this is very poor.
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In the following, we develop a procedure that is extremely fast and can match any
number of devices stably and consistently with sub-pixel accuracy. Each image pixel
must be passed through exactly once resulting in a linear complexity.

2 Related Work

Matching is one of the main components in the field of 3D reconstruction. The goal is
to find point correspondences as dense and precise as possible across the entire scene.
Standard approaches search for suitable candidates along the epipolar lines and eval-
uate them according to their neighbors using suitable region descriptors [7]. This is a
common approach, but requires a calibrated setup and can fail in many cases, as in
uniform areas of the scene. If it is, in contrast, possible to create very precise matches
without prior calibration information (e.g. [6]), modern auto-calibration methods, such
as [4,5] allow to perform an exact calibration of the system directly from these matches,
which makes such a computer vision system much more user-friendly and flexible. It
also makes it suitable for a variety of other applications where pre-calibration is not
possible, extremely tedious or problematic, since the setup may de-calibrate over time.

Common matching procedures without pre-calibration are based on SIFT features
[8], which provide robust matches if sufficient object texture is available. Also, there are
methods that do not only include appearance but also object geometry into the search
[9]. However, both of them most likely fail in the case of very smooth uniform objects,
which limits the applicability. To reconstruct untextured objects the structured light app-
roach is a common tool. In [11] the authors use structured light information to handle
large disparities in binocular matching. Similarly, in [12] the wrapped phase is used to
refine the stereo matches. [14] shows how to get accurate dense matches using only
the reconstructed phase. [3] introduces a sub-pixel matching for unsynchronized struc-
tured light, while for each match an energy is minimized by gradient descent. Matching
based on peak calculation [1,15] also achieves sub-pixel accuracy but requires higher
computational effort than the method presented.

In [2] a deep learning approach for structured light matching was proposed recently.
It uses a Siamese network trained on a synthetic data set that expects rectified images,
which is not suitable for arbitrary uncalibrated systems and auto-calibration. Also in
[10] structured light and deep learning are combined to achieve good and exact matches.
In [13] matching is even skipped and depth is directly calculated using deep learning.

3 Fast Projector Driven Matching (FPDM)

The task of fast projector-driven matching is to find corresponding positions in the
camera phases for each integer projector pixel. Since this is usually not again an integer
position, it must be estimated with sub-pixel accuracy. Figure 3 (a) illustrates this for
the projector in the middle and camera images left and right. Everything at the sub-
pixel level can only be described by the pixels in its environment, since no smaller
information is available in an image. In order to compute the sub-pixel matches, it is
therefore necessary to find integer camera pixels that span a quadrilateral (Fig. 3, green
pixels) that encloses the optimal sub-pixel match as closely as possible. From this quad,



Fast Projector-Driven Structured Light Matching in Sub-pixel Accuracy 29

the sub-pixel match can then be interpolated in a subsequent step. The quadrilateral
does not necessarily have to be square or rectangular, but should at least be convex.
This constraint is fulfilled in the general case and only violated at regions with depth
discontinuities. It ensures that the enclosed area can be described smoothly through its
corners. In addition, there are certain consistency characteristics that should be met.

3.1 Matching Integer Pixel Quads

In a first step, best possible convex quads enclosing the sub-pixel match for each projec-
tor pixel are found in each camera image. Each camera pixel should only be processed
once in order to maintain linear complexity. Therefore, for each projector pixel, we store
the four corner points whose quadrilateral contains the optimal camera correspondence.
An array four times the size of the projector resolution is needed as a buffer. Note that
the projector image can be selected in any resolution as it is completely imaginary. The
resulting density of the point cloud can be precisely controlled in this way. Practice has
shown that the projector resolution should be selected in approximately the same order
as the camera resolutions, since usually both cover about the same area of the scene.

In the following we assume horizontal and vertical phase images ΦH and ΦV of
a camera with values in the interval [0, 1]. The phases run from left to right and from
bottom to top according to the common coordinate axes. Similarly, the optimal projector
phases run from 0 to 1 at a selected resolution (wP , hP ). This is depicted in Fig. 1.

For each camera pixel (x, y), the theoretical corresponding position in the projec-
tor image is uniquely given by the vertical and horizontal phase values ΦH(x, y) and
ΦV (x, y). Therefore, a camera pixel (x, y) would theoretically match projector pixel

(x̂P , ŷP ) =
(
ΦH(x, y)wP ,ΦV (x, y)hP

)
, (1)

which is not an integer value, as sought. Nevertheless, it is an approximate position and
likely a lower and upper corner of the next integer projector pixels, which is the basic
idea of the presented fast (linear) method.

For each integer projector pixel (xP , yP ) the vertices of the spanned matching quad
in the camera image are noted as indicated in Fig. 4 (right). So (x00, y00), (x10, y10),
(x01, y01) and (x11, y11) denote the pixels of the quad around sub-pixel match (x̂, ŷ)
with respect to (xP , yP ). Using the notations �·� and �·� for floor and ceil integer round-
ing, a camera pixel (x, y)would be a feasible corner point of four adjacent quadrilaterals
containing sub-pixel camera matches with respect to four projector pixels. Thereby, it
would be exactly one bottom left, one bottom right, one top left and one top right corner
of the four corresponding quadrilaterals. The buffers for the projector pixels are filled
by traversing the image and assigning each image pixel as:

(x, y) −→

(�x̂P �00, �ŷP �00
)

(�x̂P �10, �ŷP �10
)

(�x̂P �01, �ŷP �01
)

(�x̂P �11, �ŷP �11
)

(2)

Since phases in arbitrary real scenes are usually sampled non-uniformly, it may be pos-
sible that several camera pixels are feasible corner points of a specific quadrilateral.
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Using the example of a lower left corner point, the quality of the corner point can be
calculated by its distance to the optimal sub-pixel value:

E =
∣
∣
∣x̂P − �x̂P �00

∣
∣
∣ +

∣
∣
∣ŷP − �ŷP �00

∣
∣
∣ (3)

If a corner point is already occupied when running through the image, it is only replaced
if this error is less than that of the previously stored pixel. This ensures that the enclosing
quadrilateral becomes minimal.

Fig. 3. (a) Visualization of optimal sub-pixel matches (red) between projector (center) and two
cameras (left and right). Example of a corner point update (b) (Consistency properties stay ful-
filled). Quad, that would be removed by diagonal check (b). (Color figure online)

3.2 Topological Consistency Check (TCC)

An important property of a projection is that the topology of the projected points
remains consistent. Therefore, also surface points that have been encoded using struc-
tured light must remain consistent in the corresponding phase images. Some tests are
introduced, that enforce the topology preservation property. Most importantly, they
remain valid for non-minimal quads, allowing their application on non-final temporal
stores of corner points. This way, incorrect and noisy phase values are excluded from
matching, resulting in smoother and more accurate matches with way less outliers.

Before saving any image pixel to a corner point (x00, y00), (x10, y10), (x01, y01) or
(x11, y11) with respect to a projector pixel (xP , yP ), it is ensured that a lower left pixel
in the camera phase is also a lower left pixel in the projector phase and so on. In this
way, many faulty matches can be detected and avoided. Moreover, it ensures that the
resulting quads are convex. The following simple checks have to be fulfilled:

(x01, y01)
x01≤x11−−−−−−→ (x11, y11)

y
0
0
≤
y
0
1

−−
−−

−−
→

y
1
0
≤
y
1
1

−−
−−

−−
→

(x00, y00)
x00≤x10−−−−−−→ (x10, y10)

(4)

The tests are applied to the pixels during the storing process while looping through
the images. Naturally, therefore, during the storing process, one vertex is checked for
consistency with respect to other vertices that are not final and that may be part of non-
minimal representations of a quad around a sub-pixel match. As already mentioned
these tests are also valid for non-minimal quads as long as they do not represent severe
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outliers, which moreover would simply lead to finding no match for the projector rather
than an outlier. Figure 3 (b) illustrates an update of a corner point to a closer representa-
tion. It is easy to see that the convexity properties are fulfilled throughout by all points,
while converging to the minimal representation.

Diagonal Check for Weak Quads. Theoretically, the quadrilaterals can take a wide
variety of shapes and still satisfy the desired topology and convexity. But the more
unusual the shape, the worse its content is determined by bilinear interpolation. An
additional optional test avoids unnatural quads by checking the diagonal values:

|x00 − x11| + |y00 − y11| < τ, |x10 − x01| + |y10 − y01| < τ (5)

The quads should not be of arbitrary size just because they might theoretically be fea-
sible. Usually they will not provide an accurate measurement if the corners are above a
certain distance, which can be generously set to τ = 5 pixels for most applications.

For illustration, Fig. 3(c) shows an example of an unfavorable quad that would be
removed. Note that this check should only be done after the entire quad matching,
otherwise some quads may be removed due to non-minimal representations that may
have improved over time.

Epipolar Consistency Check (ECC). In many practical scenarios a rough calibration of
the setup is already available. This can be extremely advantageous and easily involved
into the scheme. In this case a camera point should only be mapped to a corner if the
symmetric epipolar error is below a certain threshold.
In order to illustrate the effect of the checks on calculated matches, Fig. 2 shows the
resulting point cloud of FPDM without (a) and with TCC (b). There are significantly
fewer outliers, resulting in less flying points. (c) shows how the matches can be further
improved by ECC by avoiding faulty assignments, especially in discontinuities of the
scene. False matches can also occur due to incorrect but permissible phase regions,
caused by (inter-)reflections.

4 Bilinear Sub-pixel Matching

After the quad matching, for each permissible projector pixel a consistent convex
quadrilateral is given per camera image. Under certain assumptions it is possible to
determine the sub-pixel position of the optimal match from the corners of the quad and
their phase values. The optimal sub-pixel position is calculated in the unit patch using
bilinear interpolation assumption and then mapped to the convex region as shown in
Fig. 4.

4.1 Sub-pixel Position in Unit Patch

Given a unitary patch, with horizontal phase values φH00, φH10, φH01 and φH11 of
the corner points as depicted in Fig. 4, the bilinear interpolated value φH(x̃, ỹ) for any
position (x̃, ỹ) ∈ [0, 1]2 is given by
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φH(x̃, ỹ) = a0 + a1x̃ + a2ỹ + a3x̃ỹ,

a0 = φH00

a1 = φH10 − φH00

a2 = φH01 − φH00

a3 = φH11 + φH00 − φH10 − φH01

(6)

and analoguesly for the vertical phase by φV (x̃, ỹ) = b0 + b1x̃ + b2ỹ + b3x̃ỹ. Figure 5
(a) illustrates how two bilinearly interpolated phases on the unit patch can look like.
Task is to find the optimal sub-pixel position inside the patch meeting the phase val-
ues (φ̂H , φ̂V ). The patch that interpolates the horizontal phase values defines a two-
dimensional curve on which the value φ̂H is assumed. The same applies to the patch of
the vertical phase values, which describes a curve for φ̂V . Such curves are visualized
by red lines in Fig. 5(a) and in a top view (b). The intersection of the curves within the
patch is the optimal position of the sought sub-pixel match and marked by green dots.

In order to find optimal positions x̃ ∈ [0, 1] and ỹ ∈ [0, 1] at which the bilinear inter-
polated patches meet the sought values φ̂H and φ̂V we explicitly solve:

φ̂H = a0 + a1x̃ + a2ỹ + a3x̃ỹ

φ̂V = b0 + b1x̃ + b2ỹ + b3x̃ỹ
→ x̃ =

{
− v

2u ±
√(

v
2u

)2 − w
u , u �= 0

−w
v , u = 0

(7)

with
u = b1a3 − b3a1

v = b1a2 + (b0 − φ̂V )a3 − b2a1 − b3(a0 − φ̂H)
w = (b0 − φ̂V )a2 − b2(a0 − φ̂H)

The vertical position ỹ can then be computed from Eq. (7). Note that the properties of
the quads received in Sect. 3 ensure the existence of intersection within each patch.

Existence of Solution. The interpolated value φ̂H is by construction achieved inside the
patch and moreover the following holds true due to the consistency checks:

φH00, φH01 ≤ φ̂H ≤ φH10, φH11 (8)

Of course for any convex combination with ỹ ∈ [0, 1], we also have:

(1 − ỹ)φH00 + ỹφH01 ≤ φ̂H ≤ (1 − ỹ)φH10 + ỹφH11 (9)

Therefore the curve, defined by the first equation of (7), that maps feasible positions x̃
to any value ỹ ∈ [0, 1] has the following property:

x̃ =
φ̂H − a0 − a2ỹ

a1 + a3ỹ
=

=(i)≥0 (9),
︷ ︸︸ ︷
φ̂H − (1 − ỹ)φH00 − ỹφH01

(1 − ỹ)(φH10 − φH00︸ ︷︷ ︸
>0 (8)

) + ỹ(φH11 − φH01︸ ︷︷ ︸
>0 (8)

)

︸ ︷︷ ︸
=(ii)>0 (9)

≥ 0 (10)
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Thereby, we neglect the situation in which all corner points carry the same value. In this
case division by zero would not be defined. Nevertheless, in this case an optimal integer
pixel match exists and interpolation is not necessary.

Additionally, the denominator (ii) in this fraction is greater or equal than the numer-
ator (i), which limits the fraction to 1:

(ii) − (i) = (1 − ỹ)φH10 + ỹφH11 − φ̂H

(9)
≥ 0 (11)

Similar for the vertical phase we obtain for the curves of Eq. (7) the properties:

x̃ =
φ̂H − a0 − a2ỹ

a1 + a3ỹ
∈ [0, 1] for ỹ ∈ [0, 1], ỹ =

φ̂V − b0 − b1x̃

b2 + b3x̃
∈ [0, 1] for x̃ ∈ [0, 1]

Therefore, the curves are defined for all ỹ, x̃ ∈ [0, 1] and map to values x̃, ỹ ∈ [0, 1].
This proves that the continuous curves describe continuous connections between the top
and bottom of the patch (for x̃ ∈ [0, 1]) and from left side to right side (for ỹ ∈ [0, 1])
that both run inside the patch. These curves must therefore intersect at least once within
the patch. This guarantees a solution, which can be explicitly computed by solving the
resulting quadratic Eq. (7) and choosing the feasible one inside the patch. ��

Fig. 4. Procedure of bilinear sub-pixel match-
ing. The position is computed in the unit patch
and mapped to the convex quad.

Fig. 5. Unit patch with interpol. phases (a).
Red curves are possible solutions, the inter-
section (green) solves the problem. (Color
figure online)

4.2 Mapping to Convex Quad

In general, the corner points around a sub-pixel match will not span a square region.
However, for convex quads, the method can be applied by assuming an additional bilin-
ear interpolation scheme. With corresponding corner points in the image given by

(x01, y01) ↔ (0, 1) (x11, y11) ↔ (1, 1)
(x00, y00) ↔ (0, 0) (x10, y10) ↔ (1, 0) (12)

a point (x̃, ỹ) ∈ [0, 1]2 in the unit square can be mapped to the convex quadrilateral by:

(
x̂
ŷ

)
=

(
x00 x10 x01 x11

y00 y10 y01 y11

)
⎛

⎜
⎜
⎝

1 −1 −1 1
0 1 0 −1
0 0 1 −1
0 0 0 1

⎞

⎟
⎟
⎠

⎛

⎜
⎜
⎝

1
x̃
ỹ
x̃ỹ

⎞

⎟
⎟
⎠ (13)
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5 Results

Figure 6 shows the reconstructed point clouds of different scenes as a qualitative illus-
tration of the reconstructions obtained. For each scene, the left reconstruction shows the
result of the matches obtained with best-pixel correspondences. The right point cloud
shows the result of the Fast Projector Driven Consistent Sub-Pixel Matching (FPCSM)
presented in this work. For (a–d) the images on the far right show in addition the back-
projections of the points onto the projector image, with in- and outliers marked in green
and red. The reconstructions are significantly smoother and contain almost no outliers.
Of particular note is the Monkey data, which was taken from a highly specular metal-
lic brushed monkey statue, which clearly shows the influence and improvements of the
consistency checks. Of course there are methods to smooth out noisy results and to
remove flying points in post processings, but the method presented here removes out-
liers during the matching process without any additional computational effort. Also,
in contrast to smoothing, erroneous measures are removed and not smeared over the
entire point cloud. Especially, if the correspondences are used for auto-calibration pro-
cedures this can be a huge advantage. Figure 7 (b) and (c) shows the enlargement of two
regions in the reconstructed Buddha statue (a). Due to the optimal sub-pixel matching,
the surface is much more uniformly sampled and less noisy. Especially for subsequent
meshing and highly precise depth measurement this may have a significant influence.

(a) Buddha dataset (b) Monkey dataset

(c) Totem dataset

(d) Bird dataset

(e) Scene dataset

Fig. 6. Results of FPCSM (right) applied to exemplary scenes in comparison to point clouds
obtained by standard best-pixel matching (left). Each set shows the point clouds and for (a–d)
their backprojection to the projector image with labeled in- and outliers.
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Fig. 7. Reconstr. point clouds using best-
pixel matches (b) and FPCSM (c).

Table 1. Median backprojection errors for
best-pixel matching and FPCSM.

Set Best-pixel matches FPCSM matches

Cam 1 Cam 2 Cam 1 Cam 2

Buddha 0.35447 0.35486 0.25326 0.25401

Bird 0.37116 0.37248 0.26199 0.26130

Totem 0.32996 0.33831 0.25896 0.26139

Monkey 0.37887 0.37552 0.27757 0.27818

Scene 0.26731 0.27925 0.17088 0.17866

Finally, Table 1 shows the reduction of the median backprojection errors on the cam-
era images from which they were triangulated. The median error was chosen to avoid
overweighting extreme outliers of the standard approach without consistency checks.

6 Conclusions

In this work a matching strategy has been presented which generates high-precision
correspondences for structured light systems with any number of cameras. The matches
are estimated in sub-pixel accuracy. Therefore, an explicit formula has been derived,
which provides matches under the assumption of bilinearly interpolated patches. The
existence of such matches has been mathematically investigated and proven. An impor-
tant contribution is that this is achieved with linear complexity, while simultaneously
ensuring topological consistency over the views. This results in high quality matches
with nearly no outliers, that are uniformly sampled over the scene. Overall, a method
has been developed which reaches extremely high accuracy with extremely low (linear)
computational effort, that may be applicable to many active reconstruction applications.
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Abstract. Generating novel views from a single input is a challenging
task that requires the prediction of occluded and non-visible content.
Nevertheless, it is an interesting and active area of research due to its
several applications such as entertainment. In this work, we propose an
end-to-end architecture for monocular view synthesis based on the lay-
ered scene inference (LSI) method. The LSI uses layered depth images
that can represent complex scenes with a reduced number of layers. To
improve the LSI predictions, we develop two new strategies: (i) a pyra-
midal architecture that learns LDI predictions for different resolutions of
the input and (ii) an image outpainting for filling the missing informa-
tion at the LDI borders. We evaluate our method on the KITTI dataset,
and show that the proposed versions outperform the baseline.

Keywords: Monocular view synthesis · Layered depth image ·
Pyramidal network · Image outpainting

1 Introduction

The monocular view synthesis aims to produce images from different viewpoints
of the scene using a single image as input. Either implicitly or explicitly, this
task involves interpreting complex structures in the scene through texture and
depth, and filling the content that is not visible in the original viewpoint.

This problem can benefit several other tasks, such as augmented reality
systems. A very interesting application is the generation of parallax motion
effect [8,12,21], in which a sequence of new views can be created from a single
source view. When we see the entire sequence, the objects close to the observer
must have a higher perceived velocity than the farther deep objects.
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Recent work has used deep architectures to predict different representations
such as 3D meshes [9] or point clouds [20]. Two other approaches have been
widely explored to represent 3D scenes in complex images: multiplane image
(MPI) [4,10,15,17,22] and layered depth images (LDI) [2,3,14,18]. According
to Shih et al. [14], MPI may produce artifacts on sloped surfaces and contain
redundant information across its layers. Moreover, the high number of layers
typically used in MPIs leads to a high computational cost. For this reason, here
we explore LDI for a compact representation of the scene.

LDI represents a 3D scene by a layered representation. It was originally
proposed for image-based rendering [13] and defined as “a view of the scene from
a single input camera view, but with multiple pixels along each line of sight”.
As observed by the authors, the size of the LDI grows linearly with the observed
depth complexity in the scene. Each layer of the LDI consists of a 4-channel
image, in which the first three channels are the RGB information, and the last
one is the corresponding disparity map. The first layer represents the visible
content from the original viewpoint and, so its RGB channels correspond to the
input image. From the second layer onwards, the LDI stores the information
that was occluded in the first layer.

Some recent work aims to calculate new views from calibrated stereo
images [4,15,22]. An even challenging approach is the prediction of new views
from a single view [3,10,12,17,18]. Most of these works use deep networks to
solve intermediate tasks, but do not build a deep end-to-end model for the final
task (new view generation). An exception is the layered scene inference (LSI)
method [18], in which LDIs are calculated by an end-to-end network from either
monocular or stereo-based datasets. This type of strategy has the advantage
that intermediate tasks can benefit from the final supervision, which allows the
network to find the representation that best minimizes the final loss function.

In this work, we propose a set of incremental strategies based on LSI [18] to
improve the LDI prediction through deep end-to-end networks. More specifically,
we focus on (a) reducing the distortions present at the rendition boundaries and
(b) improving the overall rendering quality (similarity with the ground-truth). To
address these issues, we propose and analyze the use of (i) an outpainting method
to extrapolate the boundaries of the LDI and (ii) a pyramidal architecture, which
learns how to compute LDIs at multiple resolutions.

2 Proposed Method

In this section, we present our method and compare it with the baseline LSI [18].
Both methods are illustrated in Fig. 1. The baseline uses an encoder-decoder
architecture, the DispNet [11], to predict LDI from an RGB source image. Then
a differentiable rendering is applied to compute the target image.

LSI [18] was trained with a set of N inputs (Ins , Int ,Kn
s ,Kn

t , Rn, tn)Nn=1.
Images Ins and Int are respectively the source image and an arbitrarily sam-
pled target, both from the same scene. Matrices Kn

s and Kn
t define the intrinsic

parameters of the cameras that captured the two images. Finally, the matrices
Rn and tn describe the relative rotation and translation between both cameras.
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Fig. 1. Overview of the baseline and our proposed method.

An LDI representation with L layers is created from each source image Ins . It
can be described as (I l,Dl)Ll=1, where I l e Dl are images that represent respec-
tively the texture and disparity of each pixel from Ins for the l-th layer. The
disparity maps must satisfy the condition Dl(p) ≤ Dl+1(p), that is, the dispar-
ity of the same pixel cannot be greater in a deeper layer. The reason for this
condition is that, if the texture of an object took many layers to become visible,
it is farther away from the camera or covered by many objects. Therefore, it
should have a smaller disparity (greater depth).

From the input camera parameters and a predicted LDI, the LSI can project
the source on the target and compute the rendered texture using a differentiable
soft z-buffering. Then, the network is supervised by a set of five loss functions: (i)
the view synthesis loss Lvs that compares the rendered and ground-truth targets;
(ii) the ‘min-view synthesis’ loss Lm-vs used to improve the background layers
contribution; (iii) the source consistency loss Lsc given by the L2 norm weighted
by the disparity map; (iv) the depth monotonicity loss Linc that ensures a non-
increasing disparity; and (v) the smoothness loss Lsm given by the L1 norm of
the second-order spatial derivatives of the predicted disparity maps. The loss
functions Lvs and Lm-vs are based on a mask M defined to ignore the image
boundaries, since these pixels may be out of the field of view in the source image
and, therefore, the network does not have the required information for a reliable
prediction of them. This aspect will be further discussed in Subsect. 2.1.

From these five loss functions, the final objective function Lfinal is defined as

Lfinal = λvsLvs + λm-vsLm-vs + λscLsc + λincLinc + λsmLsm, (1)

where λx defines the weight of each loss function Lx.
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Our method introduces two new strategies in the baseline (Fig. 1): (i) the
outpainting network, detailed in Subsect. 2.1, that extrapolates the input image
borders and (ii) the pyramidal approach (Subsect. 2.2), in which we use the
prediction from the immediately lower scale to support the current prediction.
The pipeline in each level is similar to the LSI, except for the outpainting step.
As the original, our network is trained in an end-to-end fashion.

2.1 Outpainting

As previously mentioned, the baseline uses loss functions that ignore the tar-
get image boundaries. This may lead to a poor prediction in that region. To
circumvent this, we extrapolate the source image so that the LDI has extra
information at the image borders. These extra pixels will be used in rendering
the new images, allowing complete supervision of the target image. Other works
in the literature have already used outpainting as a strategy to extrapolate the
field of view of the representation to be rendered [14].

Input Cropped 
Image

Outpainting
Network

Extrapolated
Image

Pre-training

Encoder-Decoder
CNN

Predicted 
LDI

Cropped 
Image

Pre-trained
Outpainting

Network

Source
Image

Training

Target Image
(RGB)

Differentiable
Rendering

Fig. 2. Overview of the outpainting strategy.

For the outpainting, we use an encoder-decoder network recently pro-
posed [19], which is trained with pixel-wise and adversarial losses. Initially, the
outpainting network is pre-trained separately, instead of training the model from
scratch along with the LDI predictor. After the pre-training, we use the weights
of the outpainting network in the equivalent layers of ours, which is then trained
keeping the outpainting layers frozen. This process is illustrated in Fig. 2.

The leftmost image in the pre-training figure is the original one. During the
pre-training, we crop their boundaries removing some pixels and the network
extrapolates the cropped image, producing a new image with the same resolu-
tion as the original one. In the training, the input images are also cropped and
extrapolated by the pre-trained model. This new boundary added to the source
gives extra information to render the target. Thus, although the target still has
half the input size (i.e., cropped image size), it is built from a broader field of
view thanks to the extrapolation. For this reason, we modify the loss functions
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Lvs and Lm-vs to consider the entire images in the supervision, which are now
described as

Lvs = ‖It − Īt‖1, Lm-vs =
∑

pt

min
l

‖It(pt) − Ī lt(pt)‖1, (2)

where It and Īt are the original and predicted target image, and Ī lt is the pre-
dicted image using only the l-th layer. To train the outpainting network, we use
the loss Lsc defined in Eq. 3, where Is is the ground-truth image for outpainting,
Do() is the discriminator loss for the extrapolated image Ios , and the λo is a
constant weight. In the LSI network, we use the entire images as inputs without
the cropping step.

Lo
sc =

∑

ps

‖Is(ps) − Ios (ps)‖2 + λoDo(Is, Ios ). (3)

2.2 Pyramidal Network Architecture

Our second proposal is the use of a pyramidal architecture. Pyramidal architec-
tures [6] have been successfully used in diverse types of related problems, such as
depth estimation [1] and optical flow estimation [16]. This architecture predicts
a low resolution LDI and uses this prediction to compute the LDI at the next
highest resolution. Figure 3 presents a diagram of this strategy. The architecture
adopted for this task was inspired by the pyramidal PWC-Net [16] proposed for
optical flow prediction.
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Fig. 3. Representation of the pyramidal architecture.

As seen in the figure, we built a pyramid of features extracted from the input
image. It uses a convolutional network with learnable weights, that are learned
in the end-to-end training. According to Sun et al. [16], the main advantage of
the learnable feature pyramid over an image pyramid is that the former is robust
to shadows and lighting changes.

The network predicts an LDI representation for each level using the respec-
tive feature as input. To feed the encoder-decoder CNN, this feature is concate-
nated with the last LDI. The last LDI is bilinearly interpolated to match the
feature size. A residual connection combines every representation into a single
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one. Therefore, the network learns the complement of the LDI at each level. The
only exception is the first level of the pyramid, in which we do not use either
the concatenation or the residual connection, since no LDI representation is yet
available. The prediction of the LDI in each level uses a coarse-to-fine strategy.
After computing the coarse LDI (as the complement of the last LDI), it feeds
another CNN in order to predict the fine LDI.

The architecture illustrated in Fig. 3 is an end-to-end trained network, includ-
ing the layers responsible for the construction of the feature pyramid and the
encoder-decoder CNN. The new final loss function comprising all pyramid levels
is described as

Lfinal =
∑M

m λvsLm
vs + λm-vsLm

m-vs + λscLm
sc + λincLm

inc + λsmLm
sm

M
(4)

where M is the number of pyramid levels and Lm
x is the loss components calcu-

lated specifically for the m-th pyramid level.

3 Results

In this section, we show and discuss our results using the raw KITTI [5], which
contains videos captured by a recording platform equipped with stereo cameras
and other sensors that provide diverse information such as geographic coordi-
nates. The reader may refer to the dataset paper for further details about the
cameras and recording setup. As in the LSI [18], we randomly pick the right or
left image as the source and the other one as the target. We use 33 sequences and
multiple image pairs from each sequence, resulting in 22600 samples for training
and 888 for validation.

Our method was implemented using PyTorch for deep learning, based on
the TensorFlow LSI implementation provided by Tulsiani et al. [18]. The results
of the reimplementation were very similar to the ones reported by the authors.
The lambda weights of Eqs. 1 and 4 were 1, 1, 25, 25 and 0.65, respectively.
The higher weights were assigned to Lsc and Linc to correct the discrepancy
among the losses. For the outpainting-based versions, the λsm was set to 1.
We performed a standard data augmentation, with brightness, contrast, and
saturation adjustment. The images were normalized in the range of [0, 1] and
resized to 512 × 256 pixels. The entire network was trained for 40 epochs. The
initial learning rate was set to 1e−3 for LSI and 2e−5 for the pyramidal network.
The learning rate scheduler multiplies it by 0.1 at every 20 epochs.

The PyTorch implementation of the outpainting network was provided by
Hoorick [7]. The outpainting pre-training was done using the same training sam-
ples as the entire network. The training loss was given in Eq. 3. It was trained
for 130 epochs. The value of λo was set to 0.001, 0.005, 0.015 and 0.040, in the
epochs 1, 10, 30 and 60, respectively

Table 1 presents the results of the different versions of our method com-
pared to the baseline using the pixel-wise L1 error and the Structural Similarity
(SSIM) metric. In addition to the traditional L1 error, we also show I-L1 and
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O-L1, which consider only inner (I-L1) or outer (O-L1) pixels to compute the
metric. For them, we considered a border of 10% in each side, based on the
mask M used in the original LSI. Similarly, we also compare the methods using
inner- and outer-SSIM. In the table, LSI, LSI+IO and PyLSI refer respectively
to the PyTorch baseline, the LSI with the image outpainting network and the
pyramidal LSI. Besides the sequential combination of outpainting and pyrami-
dal strategy presented in Fig. 1 referred to as SeqLSI, we also tested a parallel
version (ParLSI) with an offline late fusion. This fusion blends the rendering of
two methods (Figs. 2 and 3). The inner and outer pixels of the final rendering are
directly computed from the rendering of the pyramidal and the outpainting net-
works, respectively. To avoid discontinuities, we used a blending mask smoothed
by a Gaussian filter.

Table 1. L1 ↓ error and SSIM ↑ on the validation set of the KITTI dataset.

1-layer LDI

Version L1 I-L1 O-L1

LSI [18] 0.0613 0.0539 0.0746
LSI+IO 0.0533 0.0512 0.0571
PyLSI 0.0482 0.0396 0.0643

SeqLSI 0.0547 0.0547 0.0588
ParLSI 0.0458 0.0421 0.0604

Version SSIM I-SSIM O-SSIM

LSI [18] 0.7289 0.7584 0.5507
LSI+IO 0.7208 0.7388 0.6217
PyLSI 0.7567 0.7724 0.5946

SeqLSI 0.7037 0.7195 0.6145
ParLSI 0.7798 0.8047 0.6309

2-layer LDI

Version L1 I-L1 O-L1

LSI [18] 0.0609 0.0552 0.0710
LSI+IO 0.0670 0.0655 0.0696
PyLSI 0.0597 0.0549 0.0686

SeqLSI 0.0599 0.0582 0.0629
ParLSI 0.0606 0.0596 0.0646

Version SSIM I-SSIM O-SSIM

LSI [18] 0.7223 0.7499 0.5489
LSI+IO 0.7034 0.7208 0.6168
PyLSI 0.7424 0.7575 0.5810

SeqLSI 0.7528 0.7711 0.6556
ParLSI 0.7687 0.7931 0.6350

We can see from Table 1 that the PyLSI outperformed the baseline LSI in
all cases. This is more evident in the 1-layer LDI, where the I-L1, for instance,
reaches 0.0396, a 26% drop compared to the LSI. Although the 2-layer PyLSI
has also improved the LSI, it was not so intense as in the 1-layer, leading to a
decrease of only 0.5% in I-L1. As expected, the LSI+IO achieved good results
in outer pixels, where the LSI has its worst results. In the 1-layer LDI, the O-L1

was closer to the other metrics and presented a drop of about 23% compared to
the LSI. The O-SSIM was increased by around 13%.

The numerical results of the 1-layer SeqLSI were not as good as those achieved
by the isolated versions in inner pixels (PyLSI) and outer pixels (LSI+IO),
although it did outperform the baseline in most cases. However, the 2-layer ver-
sion obtained better SSIM values in all regions of the image. On the other hand,
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1-layer ParLSI achieved the best results for L1 and all SSIM values, whereas the
2-layer version obtained the best results on SSIM.

Figure 4 presents a comparison between the results of LSI and PyLSI. Sub-
figs. 4a and 4b show the new views of LSI and PyLSI, respectively, stacked with
the target image on the RGB channels. On these stacked images, we expect val-
ues close to gray when the prediction is good and close to green or purple when
it is not. Finally, Subfigs. 4c and 4d present a zoomed region of the disparity and
stacked images of the LSI and the PyLSI, respectively.

(a) stacked view - LSI (b) stacked view - PyLSI

(c) LSI (d) PyLSI

Fig. 4. Comparison between LSI (L1 = 0.0683) and PyLSI results (L1 = 0.0328).

On an overview of the stacked images, we can see that the PyLSI version has
values closer to gray, even in more homogeneous regions, such as the sky. This
shows that the intensities and colors of the PyLSI prediction are closer to the
ground-truth than the LSI prediction. In addition, as we can see in the zoomed
images, the PyLSI disparity in the car is better defined, which leads to better
alignment at the prediction.

Figure 5 presents another example for all versions. Comparing the views ren-
dered by LSI and PyLSI, we can see an improvement in the image boundaries.
However, as there is no extrapolation and supervision on these regions, they are
not reliable and lead to distortions in the objects (highlighted). The outpainting
improves these distortions but generates some artifacts in the three versions that
include it (LSI+IO, SeqLSI and ParLSI). These artifacts could be removed using
a more recent and advanced outpainting network. Despite the artifact, the best
visual result is achieved by SeqLSI.



Pyramidal Layered Scene Inference with Image Outpainting 45

(a) target image (b) new view - LSI
O-L1 = 0.1095, I-L1 = 0.0484

(c) new view - PyLSI
O-L1 = 0.0982, I-L1 = 0.0356

(d) new view - LSI+IO
O-L1 = 0.0933, I-L1 = 0.0331

(e) new view - SeqLSI
O-L1 = 0.0915, I-L1 = 0.0361

(f) new view - ParLSI
O-L1 = 0.0913, I-L1 = 0.0288

Fig. 5. Example of results for all versions.

4 Conclusions

In this work, we presented a new method for monocular view synthesis based
on LSI. Our method is composed of an initial outpainting step and a pyramidal
strategy. The main goal of the outpainting network was to increase the original
field of view and improve the prediction in the boundaries of the new view. The
pyramidal strategy was employed to improve the overall quality by generating
a new view for different resolutions of the input. We tested the two strategies
separately (LSI+IO and PyLSI), and combined them sequentially (SeqLSI) and
in parallel (ParLSI). We compared them with the baseline using the pixel-wise
L1 and SSIM metrics. For both, we considered three versions (traditional, inner
and outer averages) in order to evaluate the effectiveness of the methods in
different parts of the images. Our results suggested that the pyramidal strategy
achieved superior results with the inner metrics, whereas the outpainting tended
to perform better at the boundaries. ParLSI achieved the best results in most
cases, especially with SSIM, but, in our visual inspection, the SeqLSI generated
images with superior quality. We observed some artifacts in the outpainting-
based versions that can be avoided using a more advanced network in the future.

References

1. Chen, X., Chen, X., Zha, Z.J.: Structure-aware residual pyramid network for
monocular depth estimation. In: International Joint Conference on Artificial Intel-
ligence (2019)

2. Dhamo, H., Navab, N., Tombari, F.: Object-driven multi-layer scene decomposition
from a single image. In: IEEE/CVF International Conference on Computer Vision
(2019)

3. Dhamo, H., Tateno, K., Laina, I., Navab, N., Tombari, F.: Peeking behind objects:
layered depth prediction from a single image. Pattern Recognit. Lett. (2019)



46 M. R. Souza et al.

4. Flynn, J., et al.: DeepView: view synthesis with learned gradient descent. In: IEEE
Conference on Computer Vision and Pattern Recognition (2019)

5. Geiger, A., Lenz, P., Stiller, C., Urtasun, R.: Vision meets robotics: the KITTI
dataset. Int. J. Robot. Res. (2013)

6. Han, D., Kim, J., Kim, J.: Deep pyramidal residual networks. In: IEEE Conference
on Computer Vision and Pattern Recognition (2017)

7. Hoorick, B.V.: Image Outpainting and Harmonization using GANs - PyTorch
Implementation (2020). https://github.com/basilevh/image-outpainting

8. Layton, O.W., Fajen, B.R.: Computational mechanisms for perceptual stability
using disparity and motion parallax. J. Neurosci. (2020)

9. Liu, S., Li, T., Chen, W., Li, H.: Soft rasterizer: a differentiable renderer for image-
based 3D reasoning. In: IEEE International Conference on Computer Vision (2019)

10. Luvizon, D.C., et al.: Adaptive multiplane image generation from a single internet
picture. In: Winter Conference on Applications of Computer Vision (2021)

11. Mayer, N., et al.: A large dataset to train convolutional networks for disparity,
optical flow, and scene flow estimation. In: IEEE Conference on Computer Vision
and Pattern Recognition (2016)

12. Pinto, A., et al.: Parallax motion effect generation through instance segmentation
and depth estimation. In: International Conference on Image Processing. IEEE
(2020)

13. Shade, J., Gortler, S., He, L.w., Szeliski, R.: Layered depth images. In: 25th Annual
Conference on Computer Graphics and Interactive Techniques (1998)

14. Shih, M.L., Su, S.Y., Kopf, J., Huang, J.B.: 3D photography using context-aware
layered depth inpainting. In: IEEE Conference on Computer Vision and Pattern
Recognition (2020)

15. Srinivasan, P.P., Tucker, R., Barron, J.T., Ramamoorthi, R., Ng, R., Snavely,
N.: Pushing the boundaries of view extrapolation with multiplane images. In:
IEEE/CVF Conference on Computer Vision and Pattern Recognition (2019)

16. Sun, D., Yang, X., Liu, M.Y., Kautz, J.: PWC-Net: CNNs for optical flow using
pyramid, warping, and cost volume. In: IEEE Conference on Computer Vision and
Pattern Recognition (2018)

17. Tucker, R., Snavely, N.: Single-view view synthesis with multiplane images. In:
IEEE Conference on Computer Vision and Pattern Recognition (2020)

18. Tulsiani, S., Tucker, R., Snavely, N.: Layer-structured 3D scene inference via view
synthesis. In: Ferrari, V., Hebert, M., Sminchisescu, C., Weiss, Y. (eds.) ECCV
2018. LNCS, vol. 11211, pp. 311–327. Springer, Cham (2018). https://doi.org/10.
1007/978-3-030-01234-2 19

19. Van Hoorick, B.: Image outpainting and harmonization using generative adversarial
networks. arXiv preprint arXiv:1912.10960 (2019)

20. Wiles, O., Gkioxari, G., Szeliski, R., Johnson, J.: SynSin: end-to-end view synthesis
from a single image. In: Conference on Computer Vision and Pattern Recognition
(2020)

21. Zhang, M., Zhang, Y., Piao, Y., Liu, J., Ji, X., Zhang, Y.: Parallax based motion
estimation in integral imaging. In: Digital Holography and Three-Dimensional
Imaging. Optical Society of America (2019)

22. Zhou, T., Tucker, R., Flynn, J., Fyffe, G., Snavely, N.: Stereo magnification: learn-
ing view synthesis using multiplane images. ACM Trans. Graph. (2018)

https://github.com/basilevh/image-outpainting
https://doi.org/10.1007/978-3-030-01234-2_19
https://doi.org/10.1007/978-3-030-01234-2_19
http://arxiv.org/abs/1912.10960


Out of the Box: Embodied Navigation
in the Real World

Roberto Bigazzi(B), Federico Landi, Marcella Cornia, Silvia Cascianelli,
Lorenzo Baraldi, and Rita Cucchiara

University of Modena and Reggio Emilia, Modena, Italy
{roberto.bigazzi,federico.landi,marcella.cornia,silvia.cascianelli,

lorenzo.baraldi,rita.cucchiara}@unimore.it

Abstract. The research field of Embodied AI has witnessed substantial
progress in visual navigation and exploration thanks to powerful simulat-
ing platforms and the availability of 3D data of indoor and photorealistic
environments. These two factors have opened the doors to a new gener-
ation of intelligent agents capable of achieving nearly perfect PointGoal
Navigation. However, such architectures are commonly trained with mil-
lions, if not billions, of frames and tested in simulation. Together with
great enthusiasm, these results yield a question: how many researchers
will effectively benefit from these advances? In this work, we detail how
to transfer the knowledge acquired in simulation into the real world. To
that end, we describe the architectural discrepancies that damage the
Sim2Real adaptation ability of models trained on the Habitat simulator
and propose a novel solution tailored towards the deployment in real-
world scenarios. We then deploy our models on a LoCoBot, a Low-Cost
Robot equipped with a single Intel RealSense camera. Different from
previous work, our testing scene is unavailable to the agent in simula-
tion. The environment is also inaccessible to the agent beforehand, so
it cannot count on scene-specific semantic priors. In this way, we repro-
duce a setting in which a research group (potentially from other fields)
needs to employ the agent visual navigation capabilities as-a-Service. Our
experiments indicate that it is possible to achieve satisfying results when
deploying the obtained model in the real world. Our code and models
are available at https://github.com/aimagelab/LoCoNav.

Keywords: Embodied AI · Sim2Real · Visual navigation

1 Introduction

Embodied AI has recently attracted a lot of attention from the vision and learn-
ing communities. This ambitious research field strives for the creation of intelli-
gent agents that can interact with the surrounding environment. Smart interac-
tions, however, require fine-grained perception and effective planning abilities.
For this reason, current research focuses on the creation of rich and complex
architectures that are trained in simulation with a large amount of data. Thanks
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to powerful simulating platforms [7,15,19], the Embodied AI community could
achieve nearly perfect results on the PointGoal Navigation task (PointNav) [18].
However, current research is still in the first mile of the race for the creation of
intelligent and autonomous agents. Naturally, the next milestones involve bridg-
ing the gap between simulated platforms (in which the training takes place) and
the real world [8]. In this work, we aim to design a robot that can navigate in
unknown, real-world environments [2].

We ask ourselves a simple research question: can the agent transfer the skills
acquired in simulation to a more realistic setting? To answer this question, we
devise a new experimental setup in which models learned in simulation are
deployed on a LoCoBot [10]. Previous work on Sim2Real adaptability from the
Habitat simulator [15] has focused on a setting where the real-world environment
was matched with a corresponding simulated environment to test the Sim2Real
metric gap. To that end, Kadian et al. [8] carry on a 3D acquisition of the envi-
ronment specifically built for robotic experiments. Here, we assume a setting
in which the final user cannot count on the technology/expertise required to
make a 3D scan. This experimental setup is more challenging for the agent, as
it cannot count on semantic priors on the environment acquired in simulation.
Moreover, while [8] employs large boxes as obstacles, our testing scene contains
real-life objects with complicated shapes such as desks, office chairs, and doors.

Our agent builds on a recent model proposed by Ramakrishnan et al. [12] for
the PointNav task. As a first step, we research the optimal setup to train the agent
in simulation. We find out that default options (tailored for simulated tasks) are
not optimal for real-world deployment: for instance, the simulated agents often
exploit imperfections in the simulator physics to slide along the walls. As a conse-
quence, deployed agents tend to get stuck when trying to replicate the same sliding
dynamic. By enforcing a more strict interaction with the environment, it is possi-
ble to avoid such shortcomings in the locomotor policy. Secondly, we employ the
software library PyRobot [11] to create a transparent interface with the LoCoBot:
thanks to PyRobot, the code used in simulation can be seamlessly deployed on the
real-world agent by changing only a few lines of code. Finally, we test the naviga-
tion capabilities of the trained model on a real scene: we create a set of navigation
episodes in which goals are defined using relative coordinates. While previous tests
weremainlymade in robot-friendly scenarios (often consisting of a single room),we
test our model, which we call LoCoNav, in a more realistic environment with multi-
ple rooms and typical office furniture (Fig. 1). Thanks to our experiments, we show
that models trained in simulation can adapt to real unseen environments. By mak-
ing our code and models publicly available, we hope to motivate further research
on Sim2Real adaptability and deployment in the real world of agents trained on
the Habitat simulator.

2 Related Work

There is a broad area of recent research that focuses on designing autonomous
agents with different abilities. Among these, a vast line of work concentrates on
embodied exploration and navigation [3,5,9,12,13]. In this setting, the agent’s
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Fig. 1. We deploy a state-of-art navigation architecture on a LoCoBot and test it in a
realistic, office-like environment. Our model exploits egocentric and global occupancy
maps to plan a route towards the goal.

goal is to explore a new environment in the shortest amount of time. Architec-
tures trained for this task usually employ reinforcement learning to maximize
coverage (the area seen during a single episode) [3], surprisal [1], or a reward
based on the novelty of explored areas [13]. Usually, this is done by creating
internal map representations to keep track of the exploration progress and at
the same time help the agent plan for future destinations [3,5,12]. The main
advantage of these approaches is their ability to adapt to downstream tasks,
such as PointGoal [12] or ObjectGoal [4] navigation. In PointGoal navigation,
the target destination is specified using relative coordinates w.r.t. the agent’s ini-
tial position and heading [15]. Using simulation and impressive computational
power, Wijmans et al. [18] achieve nearly perfect results. However, their model is
trained using 2.5 billion frames and requires experience acquired over more than
half a year of GPU time. Unfortunately, models tend to learn simulator-specific
tricks to circumvent navigation difficulties [8]. Since such shortcuts do not work
in the real world, there is a significant Sim2Real performance gap.

Recent work has studied how to deploy models trained on simulation to the
real world [7,8,14]. In their work, Kadian et al. [8] make a 3D acquisition of
a real-world scene and study the Sim2Real gap for various setups and metrics.
However, their environment is very simple as obstacles are large boxes, the floor
has an even and regular surface in order to facilitate the actuation system, and
there are no doors or other navigation bottlenecks. In this work, instead, we focus
on a more realistic type of environment: obstacles are represented by common
office furniture such as desks, chairs, cupboards; the floor is uneven as there are
gaps between floor tiles that make actuation noisy and very position-dependent,
and there are multiple rooms that must be accessed through doorways.

3 Real-World Navigation with Habitat

In this section, we describe our out-of-the-box navigation robot. First, we describe
the baseline architecture and its training procedure that takes place in the Habi-
tat simulator [15]. Then we present our LoCoNav agent, which builds upon the
baseline and implements various modules to enable real-world navigation.
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3.1 Baseline Architecture

We draw inspiration from the occupancy anticipation agent [12] to design our
baseline architecture. The model consists of three main parts: a mapper, a pose
estimator, and a hierarchical policy, that we describe in the following.

Mapper. The mapper is responsible for producing an occupancy map of the
environment, which is then employed by the agent as an auxiliary representation
during navigation. We use two different types of map at each time step t: the
agent-centric map vt that depicts the portion of the environment immediately
in front of the agent, and the global map mt that captures the area of the
environment already visited by the agent. The global map of the environment mt

is blank at t = 0 and it is built in an incremental way. Each map has two channels,
identifying the free/occupied and the explored/unexplored space, respectively;
each pixel contains the state of a 5 cm × 5 cm area. The mapper module takes
as input the RGB and depth observations (ort , o

d
t ) at time t and produces the

agent-centric map vt ∈ [0, 1]2×V ×V . The RGB observation is encoded to a feature
representation ōrt with the first two layers of a pretrained ResNet-18 followed by
a three-layered CNN. Instead, the depth observation is used to create a point-
cloud and reprojected to form a preliminary map ōdt . The resulting agent-centric
map vt is computed by combining ōrt and ōdt with a U-Net. Then, vt is registered
to the global map mt ∈ [0, 1]2×W×W , with W > V , using the agent’s position
and heading in the environment (xt, yt, θt).

Pose Estimator. While the agent navigates towards the goal, the interactions
with the environment are subject to noise and errors, so that, for instance,
the action go forward 25 cm might not result in a real displacement of 25 cm.
That could happen for a variety of reasons: bumping into an obstacle, slipping
on the terrain, or simple actuation noise. The pose estimator is responsible of
avoiding such positioning mistakes and keeps track of the agent pose in the
environment at each time step t. This module computes the relative displacement
(Δxt,Δyt,Δθt) caused by the action selected by the agent at time t. It takes
as input the RGB-D observations (ort , o

d
t ) and (ort−1, o

d
t−1) retrieved at time t

and t − 1, and the egocentric maps vt and vt−1. Each modality is considered
separately to obtain a first estimate of the displacement:

gi = W1max(W2 � +b2, 0) + b1, (1)

The final output of the pose estimator is the weighted sum of the three displace-
ment vectors gi:

(Δxt,Δyt,Δθt) =
2∑

i=0

αi · gi, αi = softmax(MLPi([ōrt , ō
d
t , v̄t])), (2)

where MLP is a three-layered fully-connected network, (ōrt , ōdt , v̄t) are the inputs
encoded by a CNN and [·, ·, ·] denotes tensor concatenation. The estimated pose
of the agent at time t is given by (xt, yt, θt) = (xt−1, yt−1, θt−1)+(Δxt,Δyt,Δθt).
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Hierarchical Policy. Following a current trend in Embodied AI [3,5,12], we
employ a hierarchical policy in our baseline navigator. The highest-level com-
ponent of our policy is the global policy. The global policy selects a long-term
goal on the global map, that we call global goal. The input of the global policy
at time t is a 4-channel enriched global map m+

t ∈ [0, 1]4×W×W obtained as
the concatenation of the global map mt with a spatial representation of visited
states and a one-hot representation of the agent position at time t. Finally, we
compute an 8-channel input of shape G × G for the global policy. To that end,
we concatenate a cropped and a max-pooled version of m+

t . The global policy
outputs a probability distribution over the G × G action space. The global goal
is sampled from this distribution and is then converted to (x, y) coordinates on
the global map. A new global goal is sampled every N time steps during training
and is set to the navigation goal during deployment and test. The middle-level
component of our hierarchical policy is the planner. After the global goal is set,
an A* planner decodes the next local goal within 0.25 m from the agent and on
the trajectory towards the global goal. A new local goal is sampled if at least
one of the following three conditions verifies: a new global goal is sampled by the
global policy, the previous local goal is reached, or the local goal is known to be
in an occupied area. Finally, the local policy performs the low-level navigation
and decodes the series of actions to perform. The actions available to the agents
are go forwards 25 cm and turn 15◦. The local policy samples an atomic action
at at each time step t.

3.2 Training in Simulation

The baseline architecture described in the previous lines is trained in simulation
using Habitat [15] and 3D scans from the Gibson dataset of spaces [19]. The
mapper is trained with a binary cross-entropy loss using the ground-truth occu-
pancy maps of the environment, obtained as described in [12]. The navigation
policy is trained using reinforcement learning. We choose PPO [16] as training
algorithm. The global policy receives a reward signal equal to the increase in
terms of anticipated map accuracy [12]:

Rglob
t = Accuracy(mt, m̂) − Accuracy(mt−1, m̂), (3)

where mt and mt−1 represent the global occupancy maps computed at time t
and t − 1 respectively, and m̂ ∈ [0, 1]2×W×W is the ground-truth global map.
The map accuracy is defined as:

Accuracy(m, m̂) =
W 2∑

i=1

2∑

j=1

1[mij = m̂ij ], (4)

where 1[·] is an indicator function that returns one if the condition [·] is true and
zero otherwise. The local policy is trained using a reward that encourages the
decrease in the euclidean distance between the agent and the local goal while
penalizing collisions with obstacles:
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rlocalt = dt − dt−1 − α ∗ bumpt, (5)

where dt and dt−1 are the euclidean distances to the local goal at times t and t−1,
bumpt ∈ {0, 1} identifies a collision at time t and α regulates the contributions
of the collision penalty. The training procedure described in this section exploits
the experience collected throughout 6.5 million exploration frames.

3.3 LoCoNav: Adapting for Real World

The baseline architecture described above is trained in simulation and achieves
state-of-art results on embodied exploration and navigation [12]. The reality,
however, poses some major challenges that need to be addressed to achieve
good real-world performances. For instance, uneven ground might give rise to
errors and noise in the actuation phase. To overcome this and other discrepancies
between simulated and real environments, we design LoCoNav: an agent that
leverages the availability of powerful simulating platforms during training but is
tailored for real-world use. In this section, we describe the main characteristics
of the LoCoNav design. We deploy our architecture on a LoCoBot [10] and use
PyRobot [11] for seamless code integration.

Prevent your Agent from Learning Tricks. All simulations are imperfect.
One of the main objectives when training an agent for real-world use in simula-
tion is to prevent it from learning simulator-specific tricks instead of the basic
navigation skills. During training, we observed that the agent tends to hit the
obstacles instead of avoiding them. This behavior is given by the fact that the
simulator allows the agent to slide towards its direction even if it is in contact
with an obstacle as if there were no friction at all. Unfortunately, this ideal situ-
ation does not fit the real world, as the agent needs to actively rotate and head
towards a free direction every time it bumps into an obstacle. To replicate the
realistic sticky behavior of surfaces, we check the bumpt flag before every step.
If a collision is detected, we prevent the agent from moving forward. As a result,
our final agent is more cautious about any form of collision.

Sensor and Actuation Noise. Another important discrepancy between sim-
ulation and real-world is the difference in the sensor and actuation systems.
Luckily, the Habitat simulator allows for great customization of input-output
dynamics, thus being very convenient for our goal. In order to train a model that
is more resilient to the camera noise, we apply a Gaussian Noise Model on the
RGB observations and a Redwood Noise Model [6] on the depth observations.
Unfortunately, the LoCoBot RealSense camera still presents various artifacts
and regions with missing depth values. For that reason, we need to restore the
observation retrieved from the depth camera before using it in our architecture.
To that end, we apply the hole filling algorithm described in [17], followed by
the application of a median filter.
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Table 1. List of hyperparameters changes for Sim2Real transfer.

Height RGB FoV Depth FoV Depth range Obst. height thresh.

Default for simulation 1.25 H: 90, V: 90 H: 90, V: 90 [0.0, 10.0] [0.2, 1.5]

LoCoNav (ours) 0.60 H: 70, V: 90 H: 57, V: 86 [0.0, 5.00] [0.3, 0.6]

Regarding the actuation noise, we find out that the use of the incremental
pose estimator (employed in the occupancy anticipation model and described
in our baseline architecture) is not optimal, especially when combined with the
actuation noise typical of real-world scenarios. Luckily, we can count on more
precise and reliable information coming from the LoCoBot actuation system.
By checking the actual rotation of each wheel at every time step, the robot can
update its position step by step. We adapt the odometry sensor of the LoCoBot
platform to be compliant with our architecture. To that end, the pose returned by
the sensor is converted by resetting it with respect to its state at the beginning
of the episode. We name χ0 = (x0, y0, θ0) the coordinate triplet given by the
odometry sensor at t = 0. We then define:

A =
(
R0 t0
0 1

)
=

⎛

⎝
cos θ0 − sin θ0 x0

sin θ0 cos θ0 y0
0 0 1

⎞

⎠ . (6)

Let us define xt as the augmented position vector (xt, yt, 1) containing the agent
position at each step t. We compute the relative position of the robot as:

x̃t = A−1xt, θ̃t = θt − θ0 (7)

where x̃t = (x̃t, ỹt, 1) contains the agent position after the conversion to episode
coordinates. The relative position and heading is given by χ̃t = (x̃t, ỹt, θ̃t). Note
that, for t = 0, χ̃0 = (x̃0, ỹ0, θ̃0) = (0, 0, 0).

Hyperparameters. Finally, we noticed that typical hyperparameters employed
in simulation do not match the real robot characteristics. For instance, the cam-
era height is set to 1.25 m in previous works, but the RealSense camera on the
LoCoBot is placed only 0.6 m from the floor. During the adaptation to the real-
world robot, we change some hyperparameters to align the observation charac-
teristics of the simulated and the real world and to match real robot constraints.
These parameters are listed in Table 1.

4 Experiments

Testing Setup. We run multiple episodes in the real environment, in which
the agent needs to navigate from a starting point A to a destination B. The
goal is specified by using relative coordinates (in meters) with respect to the
agent’s starting position and heading. Although the agent knows the position
of its destination, it has no prior knowledge of the surrounding environment.
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Because of this, it cannot immediately plan a direct route to the goal and must
check for obstacles and walls before stepping ahead. After each run, we reset the
agent memory so that it cannot retain any information from previous episodes.
We design five different navigation episodes that take place in three different
office rooms and the corridor connecting them (Fig. 2a). For each episode, we
run different trials with different configurations: obstacles are added/moved, or
people are sitting/standing in the room. In total, we run 50 different experiments,
resulting in more than 10 h of real-world testing.

(a)

Path Length(m) Time(s) # Step

A 3.80 124 23
B 6.75 239 45
C 5.95 223 43
D 6.55 217 42
E 4.20 227 33

(b)

Fig. 2. Layout of the navigation episodes (a). Path-specific information, as obtained
with human supervision (b).

Evaluation Protocol. An episode is considered successful if the agent sends
a specific stop signal within 0.2 m from the goal. This threshold corresponds
to the radius of the robot base. For every navigation episode, we also track the
number of steps and the time required to reach the goal. Since the absolute
number of steps is not comparable among different episodes, we ask human
users to control the LoCoBot and complete each navigation path via a remote
interface (we report human performance in Fig. 2b). We then normalize these
measures using this information so that results close to 1.00 indicate human-like
performances. We provide absolute and normalized length and time for each
episode, as well as the popular SPL metric (Success rate weighted by inverse
Path Length). We employ a slightly modified version of the SPL, in which the
normalization is made basing on the number of steps and not on the effective
path length to penalize purposeless rotations. Additionally, we set a boolean flag
for each episode that signals whether the robot has bumped into an obstacle,
and we report the average Bump Rate (BR). We also report the Hard Failure
Rate (HFR) as the fraction of episodes terminated if the agent gets stuck and
cannot proceed, or if the episode length exceeds the limit of 300 steps.

Real-world Navigation. In this experiment, we test our robot on five different
realistic navigation paths (Fig. 2a). We report the numerical results for these
experiments in Table 2, and we plot the main metrics in Fig. 3 to allow for a
better visualization of navigation results across different episodes. When a path
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Table 2. Navigation results. Numbers after ± denote the standard error of the mean.

Path SR ↑ SPL ↑ HFR ↓ BR ↓ Abs. steps Norm. steps ↑ Abs. time Norm. time ↑
A 1.0 0.718 0.0 0.30 32.70 ± 1.73 0.717 ± 0.033 176.11 ± 10.39 0.718 ± 0.031

B 0.8 0.711 0.10 0.22 51.67 ± 1.72 0.880 ± 0.027 273.70 ± 8.24 0.879 ± 0.030

C 0.5 0.205 0.10 0.78 123.44 ± 10.66 0.374 ± 0.034 631.15 ± 50.09 0.372 ± 0.036

D 0.5 0.318 0.10 0.89 65.67 ± 3.90 0.645 ± 0.037 344.00 ± 20.08 0.657 ± 0.038

E 0.2 0.060 0.40 1.00 135.17 ± 29.97 0.290 ± 0.049 722.76 ± 162.01 0.38 ± 0.066

Overall 0.6 0.402 0.14 0.60 – 0.608 ± 0.036 – 0.617 ± 0.034

Fig. 3. Comparison of the main navigation metrics on different episodes.

is contained in a single room (A), the agent achieves optimal results, as it always
stops within the success threshold from the goal. The number of steps is slightly
higher than the minimum required by the episode (33 instead of 23), but this
overhead is necessary as the agent must rotate and “look around” to build a
decent map of the surrounding before planning a route to the goal. Paths that
involve going outside the room and navigating different spaces (B, C, D, E) are
fairly complicated, but the agent can generally terminate the episode without
hard failures. When the shortest path to the goal leads to a wall or a dead-end,
the agent needs to find an alternative way to circumvent this obstacle (e.g. a
door). This leads to a higher episode length because the robot must dedicate
some time to general exploration of the surroundings. Finally, we find out that
the most challenging scenario for our LoCoNav is when reaching the goal requires
to get out of a room and then enter a door immediately after, on the same side
of the corridor (as in E). Since the robot sticks to the shortest path, the low
parallax prevents it from identifying the second door correctly. Even in these
cases, a bit of general exploration helps to solve the problem.

Discussion and Failure Cases. Overall, our experimental setup provides a
challenging test-bed for real-world robots. We find out that failures are due to
two main issues. First, when the agent must navigate to a different room, it
has no access to a map representing the general layout of the environment. This
prevents the robot from computing a general plan to reach the long-term goal
and forces it to explore the environment before proceeding. If a map was given
to the agent, this problem would have been greatly alleviated. A second problem
arises when the goal is close in terms (x, y) coordinates but is physically placed
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in an adjacent room. To solve this problem, one could decompose the navigation
between rooms in a multi-goal problem where neighboring nodes are closer. In
this way, it is possible to reduce a complex navigation episode in simpler sub-
episodes (like A or B), in which our agent has proved to be successful.

5 Conclusion

We have presented LoCoNav, an out-of-the-box architecture for embodied nav-
igation in the real world. Our model takes advantage of two main elements:
state-of-art simulating platforms, together with a large number of 3D spaces,
for efficient and fast training, and a series of techniques specifically designed
for real-world deployment. Experiments are conducted in reality on challenging
navigation paths and in a realistic office-like environment. Results demonstrate
the validity of our approach and encourage further research in this direction.
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Abstract. Securing multimedia content and preventing it from being
maliciously manipulated has developed at a rapid pace, and researchers
have been studying the traitor tracing as an appropriate solution. This
approach consists in retrieving back the actors who contributed to the
construction of an illegal release of a multimedia product. It includes
two major steps which are the fingerprinting step and the tracing one.
The fingerprinting step relies on the watermarking technique whereas
the efficiency of the tracing scheme depends on several requirements:
the robustness of the watermarking technique, the type of the media
content, and even the computational complexity. In this paper, we pro-
pose a new collusion-secure fingerprinting scheme for 3D videos. It has
essentially a twofold purpose: at a first step, we propose to embed the
watermark in the video copy by applying a standard Least Significant
Bit (LSB) substitution to all the frames of both the 2D video and the
depth map components in order to ensure simultaneously and indepen-
dently the protection of these two parts. In the second step, we apply the
tracing process whose target is the identification of eventual colluders by
extracting the hidden identifier from the suspicious video and analyse
it. Experimental assessments show that the proposed scheme provides
interesting results in terms of speed and tracing accuracy constraints.

Keywords: Collusion-secure · Fingerprinting · 3D video · LSB ·
Tardos · Traitors tracing

1 Introduction

The availability of the Internet and the evolution of the digital era facilitate
the sharing of the content media. Unfortunately, the emerging digital technol-
ogy is obliquely the origin of several unauthorized manipulations of digital con-
tent: multiple copies, illegal re-distributions and arbitrary modifications. Indeed,
sharing, copying and redistributing illegally the content of a media may lead
to a dangerous phenomenon, well-known as the digital piracy. Consequently, it
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becomes crucial to protect any distributed media by preventing illegal use of
shared release and detecting eventually malicious users. Henceforth, the digital
rights management systems (DRM) have involved a set of measures to control
the use of digital content [1]. One key approach is the digital fingerprinting app-
roach which involves the presence of a watermarking technique to embed the
identifier of the media copy and a tracing algorithm to retrieve malicious users.
Indeed, the watermark embedding in the media content step has to respect some
requirements: it should make the copyright infringement harder without altering
its quality [2]. On the other hand, one media content that is attracting interest
and is increasingly under threat is 3D video content. This type of media can be
classified into two major categories according to the adapted on their archiving
format: the side by side videos composed of right and left views taken by two
cameras with the same characteristics, and the Depth-Image-Based Rendering
videos (DIBR) based on respectively 2D video frames and their corresponding
depth maps. Most of stored videos use the 3D-DIBR format because of its less
storage and transmission bandwidth costs compared to the first category.

In this context, we focus our work on DIBR-based 3D videos, and our main
contribution is to propose a robust watermarking scheme to protect both the
two components of the 3D video and a suitable tracing technique to identify the
illegal users in case of collusion attacks.

The paper is arranged as follows. Section 2 reviews the related work in mul-
timedia tracing systems. Section 3 provides an overview of the general tracing
system. In Sect. 4 we detail the different steps of the proposed tracing frame-
work. In Sect. 5 we present the different experimental assessments we carry out
to validate the performance of the proposed approach. Finally, we summarize
with a conclusion and future work in Sect. 6.

2 Related Work

Handling a great number of shared videos and surviving different types of unau-
thorized manipulations present crucial challenges of the majority of fingerprint-
ing schemes. In this context, several techniques were proposed in the literature.
This section is divided in two sections. Section 2.1 focus on the watermarking
techniques suitable for 3D videos while Sect. 2.2 is reserved to the tracing tech-
niques.

2.1 Overview on the Existing 3D Video Watermarking Techniques

Several watermarking schemes were suggested for DIBR-based videos [3,4].
Mainly, these schemes are divided into three classes according to the watermark
embedding positions: 2D video frame-based watermarking, the depth map-based
watermarking and the third one is an hybrid scheme. Among the 2D video frame-
based watermarking proposed schemes in the literature, a scheme proposed by
[5] consists in constructing the Depth Perceptual Region of Interest (DP-ROI) by
extracting some relevant characteristics as gray contour regions, the foreground,
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and the depth-edge, to improve the embedding strength. According to [6], the
main weakness of 2D frames-based watermarking schemes to address is tied to
the generated distortions. To cope with that issue, the depth-map-based water-
marking schemes were proposed. The particularity of this kind of approach is
that watermarks are embedded into the depth maps, which guarantees that no
distortions can be seen on the synthesized 3D videos [7]. A great deal of research
has been carried out on depth-map schemes, ranging from the Unseen Visible
(UVW) schemes [8]; where watermarks are embedded after estimating computa-
tions and are perceptible only in few views, to the Unseen Extractable (UEW)
schemes; where watermarks are hidden once DC quantization is performed. Simi-
larly, it has been noticed [7] that depth-map based watermarking schemes do not
respond to the requirements of DRM for of DIBR-based 3D videos. Consequently,
the third family of watermarking schemes based on embedding watermarks in
both 2D frames and depth maps were proposed. Among these techniques, the
zero-watermarking schemes were suggested where the watermark is not embed-
ded in the signal host. The main steps of this type of watermarking schemes are
the copyright registration step and its identification step [9]. In [7], the main con-
tribution is to improve the traditional zero-watermarking schemes to be suitable
for DIBR-based 3D videos. Although, it proposed to protect both 2D frames
and depth map to ensure efficient robustness and good imperceptibility, its per-
formance is reduced noticeably for high watermark bandwidth. In [10], a new
SVM-based zero-watermarking technique for DIBR-based 3D videos is proposed,
it has proven good results of robustness and transparency but its does not make
any trace in the video copy which makes its tracing process harder.

2.2 The Tracing Traitor: A Brief Review

In the literature, several fingerprinting techniques have been proposed to improve
codes to ameliorate their detection rates with fair lengths, for a large number of
users and pirates [11]. A massive research was investigated on the Tardos tracing
process [12] which has proposed a good trade-off between the code length and
the tracing rates [13]. In this context, several researchers focus on optimizing
Tardos accusation’s functions to ameliorate its robustness against the collusion
attacks [14–21]. In other fingerprinting schemes, the target was to find a good
trade-off between the tracing code and the watermarking technique to provide a
tracing scheme able to resist to different types of collusion attacks [10,22]. But
the robustness of these schemes was checked only against the averaging collusion
attacks for a small number of users. In this paper, we propose a good trade-off
between the adapted watermarking scheme and the Tardos-based tracing process
that provides good tracing results for several collusion attacks.

3 The General Tracing System

The tracing system is the whole system that ensures the protection of the deliv-
ered media in a multimedia distribution platform. The tracing system consists
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of three essential steps: the copyright registration step, collusion attacks and the
copyright identification step [23].

3.1 The Copyright Registration Step

This step is closely tied to the users of platform. It includes the generation,
by the media holder, of a unique fingerprint codeword, I ∈ {1, · · · ,m} to each
media release buyer. Moreover, the fingerprint, or identifier should be unique
and should identify the media owner in order to protect the digital content from
any unauthorized treatment [24]. The second part in the copyright registration
step consists in embedding the fingerprint using a watermarking technique. In
advance of each sale of the media release, a fingerprint is affected to the customer
and embedded in the media by using a robust watermark embedding process.
Henceforth, to have an efficient tracing process, it is crucial to have a robust
fingerprint generation scheme and subsequently a robust watermark technique.

3.2 The Collusion Attacks

These attacks [25] consist in the eventual attacks that can be operated by dishon-
est users to generate a suspicious copy in order to redistribute it. The efficiency
of the tracing scheme and its accusation accuracy depends on its robustness
against these types of attacks.

3.3 The Copyright Identification Step

Once the suspicious copy is detected, the copyright identification process aims to
detect the embedded fingerprint by using the appropriate watermark extraction
process. The extracted fingerprint is then used in the last step to retrieve back
at least one of colluders who have cooperate in constructing the suspicious copy.

4 The Proposed Traitor Tracing Framework

In this section, we present the proposed traitor tracing framework which is using
an LSB-based watermarking technique for 3D DIBR-based videos. We detail each
step of the system separately.

4.1 The Proposed Copyright Registration Step

As mentioned previously, the main target of the proposed tracing scheme is to
provide an efficient tracing scheme for 3D-DIBR-based videos. To cope with
that issue, we propose to use a traditional Least Significant Bits watermarking
approach with a high imperceptibility. As depicted in Fig. 1, a preprocessing
operation is made. We propose to split respectively the 2D frames and the depth
maps to k components. Then, to protect the 2D video or the depth, we must
protect all their corresponding frames. Hence, we must integrate the identifier
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Fig. 1. The copyright registration scheme.

code in each frame of both of them by applying a LSB embedding approach. We
remind that a LSB substitution [26] is a simple approach to embed a secret key
in an image. A LSB technique embeds each bit of the identifier code (IC) in one
pixel of the image (Im). As an example, in case of image size equal to N × M
and an identifier code of L size, we must choose one pixel from P pixels:

P =
N × M

L
. (1)

For each P pixel of the frames, we choose randomly one pixel to embed the
corresponding bit of the identifier code and this position is saved to be used in
the identification phase. The embedding position of the bit is different from P
pixels to others and from frames to others. After embedding the identifier in
each frame, the video is reconstructed.

4.2 The Proposed Copyright Identification Scheme

The fingerprint extraction step is the reverse process of its fingerprint embedding
step as shown in Fig. 2. The input of this step can be a fingerprinted 3D video, or
an intentional modified fingerprinted one. Hence, the LSB technique is applied on
each component of both 2D video frames and depth maps to extract respectively
the corresponding embedded identifier. As a result of the LSB technique, we have
k codewords extracted from the k 2D video frames and the k other codewords
extracted from the depth maps frames. Then, by using a correlation coefficient,
we conserve one codeword among the k extracted ones from the 2D video frames
and another one among the codeword extracted from the depth maps.
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Fig. 2. The copyright identification scheme.

The coefficient correlation used to compare two codes X,Y which have the
same length m:

r =
∑m

i=1 xiyi − 2X̄Ȳ
√∑m

i=1(xi − X̄)2 − ∑m
i=1(yi − Ȳ )2

. (2)

In the last step of the copyright identification scheme, we apply the collusion-
secure fingerprinting code to both the two detected identifiers. We propose in
our approach to use the well-known Tardos [12] as a tracing code.

Step 1: Select the suspicious video (Vs)
Step 2: Split the video in 2D video (V2d) and Depth map (VD)
Step 3: Split V2d to 25 frames and similarly to VD

Step 4: For 1 to 25 frames of V2d: Extract the identifier code (IC) from the
corresponding bits

Step 5: Keep one (IC) from the 25 codes extracted from V2d by using the
coefficient correlation

Steps 6 and 7: Same processing of Step 4 and 5 with VD

Step 8: Apply the Tardos code to (IC) extracted from V2d and VD.

5 Experimental Results

In this section, we evaluate firstly the robustness of the proposed LSB-based
watermarking scheme. Then, we evaluate the efficiency of its tracing process
against different collusion attacks. The tested database contains 150 different
3D video clips with a total amount of 3750 different video frames collected from
the database [27]. Others 2D video clips are selected from different movies, with
their corresponding depth maps calibrated using the technique in [28]. Each
video of the database contains respectively 100 frames of size 320 × 180 × 25.
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5.1 The Watermarking Results

In this section, we evaluate the robustness and the imperceptibility of the pro-
posed scheme.

Imperceptibility Results. It is important to evaluate the imperceptibility
of the watermarking scheme to show its out-performance. In this context, we
compute the Peak signal to noise ratio (PSNR):

PSNR = 10 log
2552

1
M×N

∑M
i=1

∑N
j=1 I(i, j)I ′(i, j)

. (3)

Table 1. PSNR VALUES.

Length m= 9817 7000 5000 4096

PSNR (dB) 71.56 74.79 78.34 80,25

Table 1 presents the different PSNR values depending on the watermark
length embedded in the 3D video. The high rates of PSNR show that the pro-
posed scheme guarantees an efficient imperceptibility of the embedded water-
marks.

Robustness to Signal Processing Attacks. To evaluate the robustness of
the proposed scheme against collusion attacks, we calculate the Normalized Cor-
relations (NC) criterion an the Bit Correction Rate (BCR) between the original
and the recovered watermarks with the same length L. Higher NC and higher
BCR indicate stronger watermarking rebustness.

NC2d =
∑

W2d(i)W
′
2d(i)

√∑
W2d(i)2

√∑
W

′
2d(i)2

, (4)

BCR(W,W
′
) = 1 − 1

2

n∑

k=1

∣
∣
∣Wk − W

′
k

∣
∣
∣ , (5)

where 1 ≤ i ≤ L and 1 ≤ k ≤ L.

5.2 The Tracing Results

In this section, we present the tracing results against different collusion attacks.
In order to prove the performance of the proposed system in terms of tracing
rates, we compare the number of recovered colluders in three cases: using only
2D videos in a first case, only the depth maps in the second case and both 2D
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Table 2. NC AND BCR VALUES.

NC BCR

2D frames Depth map 2D frames Depth map

Resize 1/4 0.6 0.48 0.75 0.75

Resize 1/25 0.63 0.45 0.75 0.75

Gaussien 0.05 0.96 0.87 0.98 0.93

Salt 0.01 0.98 0.99 0.99 0.99

Salt 0.05 0.96 0.97 0.98 0.98

Average 9 0.6 0.47 0.75 0.75

Average 15 0.6 0.47 0.74 0.75

Brightness +30% 0.5 0.5 0.74 0.75

Rotation3◦ 0.56 0.47 0.75 0.76

Translate [5, 10] 0.6 0.48 0.75 0.74

video frames and theirs depth maps in a third case. Then, we take respectively
the number of users to n = 50, the collusion size to c = 6, the false positive
probability to ε1 = 10−6 and the fingerprinting length to m. Table 3, present
very good detection rates of the colluders respectively with m = 9817, m =
7000, m = 5000 and m = 4096 Table 2.

Table 3. Majority, average, All-one and All-zero attack.

Majority Attack
Length m= 9817 7000 5000 4096

Nb accused users 10 6 8 8
2D Video

Nb pirates 6 6 6 6
Nb accused users 7 19 6 9

Depth
Nb pirates 6 6 6 6

Nb accused users 6 7 6 6
Our approach

Nb pirates 6 6 6 6

Average Attack
Length m= 9817 7000 5000 4096

Nb accused users 6 6 13 11
2D Video

Nb pirates 6 6 6 6
Nb accused users 11 13 6 6

Depth
Nb pirates 6 6 6 6

Nb accused users 6 6 6 6
Our approach

Nb pirates 6 6 6 6

All-one Attack
Length m= 9817 7000 5000 4096

Nb accused users 11 15 24 10
2D Video

Nb pirates 2 3 4 3
Nb accused users 9 2 6 8

Depth
Nb pirates 5 2 2 4

Nb accused users 2 2 5 2
Our approach

Nb pirates 2 2 2 2

All-zero Attack
Length m= 9817 7000 5000 4096

Nb accused users 3 15 6 10
2D Video

Nb pirates 2 1 2 4
Nb accused users 15 7 1 12

Depth
Nb pirates 4 1 1 3

Nb accused users 3 2 1 2
Our approach

Nb pirates 2 1 1 2

The experimental results prove the good and the accuracy tracing per-
formance of our system against Majority vote, Average, All-one and All-zero
attacks. With Majority vote and Average attacks, we can detect all the col-
luders but with All-one and All-zero attacks, we detect only nearly 50% of the
colluders. As seen in Table 3 the proposed technique allows to reduce efficiently
the number of false accused users.
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6 Conclusions and Future Work

3D videos which are shared on the Internet or P2P networks are susceptible to
be manipulated illegally. Henceforth, it becomes interesting for researchers to
provide suitable measures to protect this type of videos and to try to detect
any infringement actor. In this context, some previous works focus on propos-
ing watermarking techniques that embed fingerprints in the 2D video or in the
depth map components, and has proven limitations for the watermarking effi-
ciency. In our work, we propose a tracing system which is based firstly on a
LSB-based watermarking technique that embeds the identifier of each user in
his appropriate copy, then we used this code to achieve a Tardos-based process
to retrieve back eventual colluders responsible of the suspicious copies. Regard-
ing the experimental assessments, the proposed scheme has provided very good
watermarking and tracing results for different types of collusion attacks.

As a future work, we propose to test this tracing system for 3D video games
that are subject to countless hacking attempts.
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Abstract. The octagonal C4C8 grid is a tessellation of the plane into
regular octagons and squares. It is one of the eight semiregular grids,
which have been receiving an increasing amount of research attention as
a viable alternative to the traditional square grid.

We present an integer-valued combinatorial coordinate system for the
vertices in the C4C8(R) grid. We review the existing coordinate systems
for this grid proposed in the literature and we provide formulas for the
conversion between this coordinate system and the existing ones, includ-
ing the Cartesian coordinates. Adjacency relation between the vertices
can be easily obtained from their coordinates through simple integer
arithmetics.

Keywords: Discrete geometry · Combinatorial image analysis ·
Nontraditional grids · Octagonal C4C8(R) grid · 4.8.8 semiregular
grid · Truncated square (8, 8, 4) grid · Khalimsky grid · Combinatorial
coordinate system

1 Introduction

Non-traditional 2D and 3D grids have been recognized in many application
domains, ranging from topological image analysis [9–11,18,19] to discrete geom-
etry [5,12,26], as a viable alternative to the traditional square and cubic grids.
A convenient coordinate system for these grids eases addressing and navigating
the grid elements.

The octagonal C4C8 grid is a tessellation of the plane into squares and regular
octagons, usually considered in one of two orientations. The rhomboidal C4C8(R)
grid (called also the truncated square (8, 8, 4) grid [13]), which we consider here,
has squares (rhombi) with sides parallel to the lines y = ±x (see Fig. 1). Its
dual, where polygons correspond to vertices and vice versa, is the Khalimsky
grid [20]. The square C4C8(S) grid is equal to C4C8(R) rotated by π/4, i.e.,
it has the squares with axes-parallel sides. The C4C8 grid is one of the eight
semiregular grids in the plane (the 4.8.8 grid), composed of regular polygons,
such that the circular order of polygons is the same around each vertex [6,7]. The
C4C8 grid is one of the central and most commonly studied families of chemical
c© Springer Nature Switzerland AG 2021
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graphs, and many coordinate systems have been proposed both for C4C8(S)
[1,2,4,8,14,16,17,28] and for C4C8(R) [3,15,23–25,27] grids.

(a) (b)

Fig. 1. (a) A rectangular part of the C4C8(R) grid (the 4.8.8 semiregular grid) and
(b) overlay with the dual Khalimsky grid (in dashed green). (Color figure online)

We present an integer-valued combinatorial coordinate system for the vertices
in the C4C8(R) grid, in which each vertex is uniquely and unambiguously rep-
resented through two integer coordinates. This coordinate system has recently
been used to addresses the pixels (which are triangles) in the dual Khalimsky
(tetrakis square) grid [24]. We show how the adjacency relation between the
vertices can be obtained from their coordinate values. We review the relevant
literature and we provide a conversion between these combinatorial coordinates
for the vertices and their coordinates in the other known coordinate systems
[3,15,25,27], as well as their Cartesian coordinates. Unlike this, most of the exist-
ing coordinate systems use more than two coordinates [15,23,25,27], or they use
two coordinates which are not integer-valued [27] or have the axes which are
asymmetric with respect to the grid [3]. This coordinate system enables easy
computation of the graph distance between the grid vertices [24], defined as the
length of the shortest paths connecting them. Distance is a basic ingredient of
many graph descriptors, widely used for interconnection, social, chemical and
other types of graphs. Our future aim will be to extend the distance formula [24]
to tubes and tori (rectangular parts of the grid with identified pairs of parallel
sides), and to use it for the computation of distance-based graph indices.

Throughout the paper, sgn(a), a ∈ R, denotes the sign function (equal to 0
if a = 0, equal to 1 or −1 if a > or a < 0, respectively), [a], a ∈ R, denotes the
integer part of a, (m)/n, m ∈ Z, n ∈ N, denotes the remainder of m modulo n
and (k, l)/n = ((k)/n, (l)/n), k, l ∈ Z, n ∈ N.

2 Related Work

The intense research of the C4C8(R) grid resulted in several coordinate systems
(indexing or labeling schemes) for its vertices, using two [3,27], three [15,23,25]
or four [27] coordinates, which may not all be integer-valued.
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Fig. 2. (a) The 2-valued labelling by Ashrafi and Loghman [3]. (b) Four linearly
dependent vectors e1, e2, e3, e4 and two linearly independent orthogonal vectors a1, a2

proposed by Taghizadeh et al. [27].

2.1 The 2-Valued Labelling by Ashrafi and Loghman [3]

The vertices lying on the same Euclidean horizontal line have the same coordi-
nate u ∈ Z, those on the same vertical line have the same v ∈ Z (see Fig. 2 (a)).
The origin (u, v) = (0, 0) is asymetric with respect to the grid, and is located
inside one of the octagons. Intuitively, the labels u and v are the indexes of the
rows and columns containing the vertices in the C4C8(R) grid.

2.2 The 4-Valued Coordinate System by Taghizadeh et al. [27]

Each vertex in the C4C8(R) grid can be expressed through four linearly depen-
dent vectors e1 = (1, 0), e2 = (−√

2/2,−√
2/2), e3 = (−√

2/2,
√

2/2) and
e4 = (0, 1) (see Fig. 2 (b)) as

(α, β, γ, δ) = αe0 + βe1 + γe2 + δe3, where α + β + δ, α + γ − δ ∈ {0, 1}.

The graph distance between any two vertices P1(α1, β1, γ1, δ1) and P2(α2, β2,
γ2, δ2) in the grid is equal to their d1 (taxicab) distance

d(P1, P2) = |α2 − α1| + |β2 − β1| + |γ2 − γ1| + |δ2 − δ1|

(i.e., to the sum of the absolute values of the differences of their coordinates).

2.3 The 2-Valued Coordinate System by Taghizadeh et al. [27]

An alternative 2-valued coordinate system expresses each vertex in the C4C8(R)
grid through two orthogonal linearly independent vectors a1 = e1 − e2 − e3 =
(1+

√
2, 0) and a2 = e2−e3−e4 = (0,−1−√

2) (see Fig. 2 (b)). Only one quarter
of grid vertices have integer coordinates.
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Fig. 3. The 3-valued coordinate system by (a) Siddiqui et al. [25] and Naeem et al.
[23] and (b) by Heydari and Taeri [15].

2.4 The 3-Valued Coordinate System by Siddiqui et al. [25] and
Naeem et al. [23]

Each vertex has a label of the form lji , l ∈ {a, b, c, d}, i, j ∈ Z. For the right, left,
upper and lower vertex of each rhombus, l is equal to a, b, c and d, respectively.
Two endpoints of each horizontal and each vertical line have the same index i.
For each rhombus, its left vertex has the index i smaller by 1 than the remaining
three vertices, which all have the same index i. For each octahedron, the two
rightmost vertices have the index i greater by 1 than the remaining six vertices,
which all have the same i (see Fig. 3 (a)). The index j behaves similarly.

2.5 The 3-Valued Coordinate System by Heydari and Taeri [15]

Each vertex has a 3-valued labelling li,j , l ∈ {x, y, z, w}, i, j ∈ Z. The label
l is equal to x, y, z and w for the upper, left, right and lower vertex of each
rhombus, and i and j are the indices of the row and column containing the
rhombus, respectively (see Fig. 3 (b)).

The graph distance between two vertices is obtained from

d(ak,t, br,0) =

⎧
⎨

⎩

3(k − t) + t + α, 0 ≤ t < k − r <
[
p+1
2

]
or ak,t ∈ {yt,t, wt,t}

3t + (k − t) + α, k − r < t ≤ p <
[
p+1
2

]
or ak,t ∈ {zt,t, xt,t}

,

where 0 ≤ r ≤ k and α = d(ar,0, br,0).

3 The Combinatorial Coordinate System

We present the combinatorial coordinate system, we describe the connection
between combinatorial and Cartesian coordinates for each vertex and we explain
how the three neighbors of each vertex can be retrieved from its coordinates.
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3.1 Definition

In the combinatorial coordinate system, each vertex has two integer coordinates
(p, q). They are obtained from its Cartesian coordinates in the deformed C4C8(R)
grid, in which each oblique edge has been scaled by the factor

√
2, i.e., each

oblique edge has length
√

2 (instead of 1), and its projections on coordinate axes
have length 1 (instead of

√
2/2). The length of the horizontal and vertical edges

remains 1 (see Fig. 4 (a)). All vertices on the same (Euclidean) vertical line have
the same first coordinate p, and those on the same horizontal line have the same
second coordinate q (see Fig. 4 (b)). The origin (0, 0) is at the center of one
rhombus.
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Fig. 4. (a) The combinatorial coordinates for the vertices in the C4C8(R) grid. (b)
Vertical lines p = i and horizontal lines q = j, i, j ∈ Z.

The left and right vertex of each rhombus have the first coordinate p equal to
2 and 1 (mod 3), respectively, and their second coordinate q is equal to 0 (mod
3). The upper and lower vertex have the q coordinate equal to 1 and 2 (mod 3),
respectively, and their p coordinate is equal to 0 (mod 3). For each vertex, one
of the two coordinates is equal to 0 (mod 3), and the other is equal to 1 or 2
(mod 3). Thus, the possible coordinate values (mod 3) are (0, 1), (0, 2), (1, 0),
(2, 0).

3.2 Connection with the Cartesian Coordinates

Proposition 1. The Cartesian coordinates (x, y) of a vertex T with combina-
torial coordinates T = (p, q) are given by

x =
√

2
2

(

p −
[
p + 1

3

])

+
[
p + 1

3

]

, y =
√

2
2

(

q −
[
q + 1

3

])

+
[
q + 1

3

]

.

Proof. Each interval [k, k + 1], k ∈ Z on the p axis is covered by orthogonal
projections of either horizontal or oblique edges, depending on k: for (k)/3 = 1,
the interval is covered by projections of horizontal edges, otherwise (for (k)/3 = 0
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or 2) of oblique ones (see Fig. 4 (b)). The number of intervals in [0, p], p ≥ 0,
covered by horizontal edges is equal to [(p + 1)/3]. For p ≤ 0, this number is
−[(p + 1)/3]. The remaining intervals are covered by oblique edges. Thus,

x =
√

2
2

(

p −
[
p + 1

3

])

+
[
p + 1

3

]

.

A similar reasoning applies to q and y.

Proposition 2. The combinatorial coordinates (p, q) of a vertex T with Carte-
sian coordinates T = (x, y) are given by

p =
∑

k∈{−1,0,1}
γk(x)( 3x+k

1+
√
2

+ k), γk(x) = (1 − sgn( x+k
1+

√
2

− [ x+k
1+

√
2
]))

q =
∑

k∈{−1,0,1}
γk(y)( 3y+k

1+
√
2

+ k), γk(y) = (1 − sgn( y+k

1+
√
2

− [ y+k

1+
√
2
]))

Proof. For each vertex T = (x, y) in the Cartesian coordinates, one of x, x−√
2/2

or x+
√

2/2 is equal to I(1+
√

2) for some integer I, and γ0 = 1 (γ1 = γ−1 = 0),
γ1 = 1 (γ0 = γ−1 = 0) or γ−1 = 1 (γ0 = γ1 = 0), respectively. A similar analysis
holds for y. The two equations can be equivalently written as

p =

⎧
⎨

⎩

3I x = I(1 +
√

2),
3I + 1 x = I(1 +

√
2) +

√
2/2,

3I − 1 x = I(1 +
√

2) − √
2/2,

q =

⎧
⎨

⎩

3J y = J(1 +
√

2),
3J + 1 y = J(1 +

√
2) +

√
2/2,

3J − 1 y = J(1 +
√

2) − √
2/2,

thus proving the claim.

3.3 Neighbors

Proposition 3. The neighbors N1, N2, N3 of a vertex T = (p, q) are

{N1, N2, N3} =

⎧
⎪⎪⎨

⎪⎪⎩

{(p + 1, q), (p − 1, q − 1), (p − 1, q + 1)} (p, q)/3 = (1, 0)
{(p − 1, q), (p + 1, q + 1), (p + 1, q − 1)} (p, q)/3 = (2, 0)
{(p, q + 1), (p + 1, q − 1), (p − 1, q − 1)} (p, q)/3 = (0, 1)
{(p, q − 1), (p − 1, q + 1), (p + 1, q + 1)} (p, q)/3 = (0, 2)

Proof. Each vertex T = (p, q) has two diagonal and one horizontal or vertical
neighbor. If (p)/3 = 1, the horizontal neighbor is to the right of T , and the
diagonal neighbors are to the left (they have the smaller first coordinate than
T ). If (p)/3 = 2, the horizontal neighbor is to the left, and the diagonal neighbors
are to the right. If (q)/3 = 1, the vertical neighbor is above T , and the diagonal
ones are below. If (q)/3 = 2, the vertical neighbor is below and the diagonal ones
are above. This analysis proves the claim.

4 Conversion to/from Existing Coordinate Systems

We provide conversion formulas between the presented and existing coordinate
systems, and we illustrate them in Fig. 5 with a point T (with p = 3, q = 5)
shown with respect to these systems.
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O

T

A

B

C

Fig. 5. The origins O (green) of the presented coordinate system, A (red) of the
coordinate system by Ashrafi and Loghman [3], B (blue) of the system by Taghizadeh
et al. [27], C (orange) of the systems by Siddiqui et al. [25] and Naeem et al. [23] and
Heydari and Taeri [15] and the point T (violet). (Color figure online)

4.1 The 2-Valued Labelling by Ashrafi and Loghman [3]

If we take the origin A of this coordinate system to be at the point (p, q) =
(−2, 2), then

u = −q + 2
v = p + 2

p = v − 2
q = −u + 2

For example, for the point T with p = 3, q = 5, we have that u = −3, v = 5.

4.2 The 4-Valued Coordinate System by Taghizadeh et al. [27]

Taking the origin B of the 4-coordinate system to be at the point (p, q) = (1, 0),
we have that

p = α − β − γ + 1, q = −β + γ + δ

and

α =
[
p + 1

3

]

β =
1
2

([
p + 1

3

]

+
[
q + 1

3
− p − q + 1

])

γ =
1
2

([
p + 1

3

]

−
[
q + 1

3

]

− p + q + 1
)

δ =
[
q + 1

3

]

.

For the point T with p = 3, q = 5, we have that α = 1, β = −2, γ = 1, δ = 2.

4.3 The 3-Valued Coordinate System by Siddiqui et al. [25] and
Naeem et al. [23]

If we take the point B with (p, q) = (1, 0) to be at the point lji = a1
1, then

l =

⎧
⎪⎪⎨

⎪⎪⎩

a, (p)/3 = 1
b, (p)/3 = 2
c, (q)/3 = 1
d, (q)/3 = 2

, i =
[p

3

]
+ 1, j =

[q

3

]
+ 1.
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and

p =

⎧
⎨

⎩

3i − 2, l = a
3i − 1, l = b
3i − 3, l = c, d

q =

⎧
⎨

⎩

3j − 3, l = a, b
3j − 2, l = c
3j − 1, l = d.

For the point T with p = 3, q = 5, we have that l = d, i = 2, j = 2.

4.4 The 3-Valued Coordinate System by Heydari and Taeri [15]

If we take the point C with (p, q) = (0, 1) to be at the point z0,0, then

p =

⎧
⎨

⎩

3i, l = x,w
3i − 1, l = y
3i + 1, l = z

q =

⎧
⎨

⎩

−3j, l = y, z
−3j + 1, l = x
−3j − 1, l = w

and

l =

⎧
⎪⎪⎨

⎪⎪⎩

x, (q)/3 = 1
y, (p)/3 = 2
z, (p)/3 = 1
w, (q)/3 = 2

i =
[
p+1
3

]
j = − [

q+1
3

]
.

For p = 3, q = 5, we have that l = w, i = 1, j = −2.

5 Discussion

We presented a combinatorial coordinate system for the vertices in the C4C8(R)
grid. This work parallels or recent work on the C4C8(S) grid [8]. An equiva-
lent coordinate system (with the q-axis pointing down instead of up) has been
recently proposed for the pixels (triangles) in the dual Khalimsky grid [24] and
used for computing distance directly from coordinate values. The advantage of
this coordinate system is that it is intuitively pleasing, it uses only two coordi-
nates instead of three [27] or four [15], and it is symmetric with respect to the
grid. Our future aim will be to extend this coordinate system and the distance
formula [24] to C4C8(R) tubes and tori.

Computing distances is of great interest in mathematical chemistry, as many
numerical graph descriptors, reflecting physical and chemical properties of the
molecule modeled by the graph, are distance-based. Such indices have also found
applications in other types of networks, like interconnection or social networks.
Distance is ubiquitous in discrete geometry as well. The 2-valued Cartesian coor-
dinate system for the vertices in the dual of the C4C8(R) grid (for the Khalim-
sky grid), i.e., for the pixels (octagons and squares) in the C4C8(R) grid, has
been used in the study of weighted distances and digital discs in this grid [22].
Recently, a 6-values coordinate system and distance formula have been developed
for another non-traditional grid, the Cairo pattern [21], which is the dual of the
3.3.4.3.4 semiregular grid. We plan to define combinatorial coordinate systems
and derive distance formulas also on other types of grids.
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Abstract. Speech recognition is very challenging in student learning
environments that are characterized by significant cross-talk and back-
ground noise. To address this problem, we present a bilingual speech
recognition system that uses an interactive video analysis system to esti-
mate the 3D speaker geometry for realistic audio simulations. We demon-
strate the use of our system in generating a complex audio dataset that
contains significant cross-talk and background noise that approximate
real-life classroom recordings. We then test our proposed system with
real-life recordings.

In terms of the distance of the speakers from the microphone, our
interactive video analysis system obtained a better average error rate of
10.83% compared to 33.12% for a baseline approach. Our proposed sys-
tem gave an accuracy of 27.92% that is 1.5% better than Google Speech-
to-text on the same dataset. In terms of 9 important keywords, our app-
roach gave an average sensitivity of 38% compared to 24% for Google
Speech-to-text, while both methods maintained high average specificity
of 90% and 92%.

On average, sensitivity improved from 24% to 38% for our proposed
approach. On the other hand, specificity remained high for both methods
(90% to 92%).

Keywords: Speech recognition · Projection geometry · Bilingual ·
Video processing.

1 Introduction

Human activity recognition can strongly benefit from the combined use of audio
and video data. More recently, audio processing has been used to identify visual
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Fig. 1. Example setup of a typical AOLME group interaction. Blue dots mark the
speaker position and the Yellow dot is assumed to be at the center of the table (marked
by red). Cross-talk is expected among speakers S0 to S3, background noise is also
captured by the microphone (green dots in the back). Under the picture, we depict a
sample of a transcript from the current session. Keywords can be identified like “zero”,
“one”, “computer” and “three” . (Color figure online)

events [4,9]. For our paper, we want to investigate the use of video data to
reconstruct the speaker geometry in 3D and then use this information to develop
a speaker recognition system. Our approach addresses the strong need to develop
a speech recognition system that can help transcribe student conversations from
video recordings of collaborative learning environments.

We present an example in Fig. 1. In this example, a small group of students
is sitting around the table, using the keyboard to program the Raspberry Pi.
The video has been recorded as part of the Advancing Out-of-School Learning in
Mathematics and Engineering (AOLME) after-school program [3]. The speech
recognition problem requires that we recognize what each of the students is say-
ing as shown in the transcription of Fig. 1. More specifically, the speaker geom-
etry requires that we identify the 3D locations of the speakers (S0, S1, S2, S3)
with respect to the omnidirectional microphone placed on the center of the table.
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In Fig. 1, we also see several other speakers talking in the background (refer to
green dots). The students speak in both Spanish and English.

Student speech recognition in this environment is very challenging due to
cross-talk, background noise, and the use of multiple languages. Current deep
learning systems are hence ineffective in such environments. To address the issue,
we use the estimated 3D speaker geometry and video audio transcriptions to
generate a large, acoustic model based audio dataset that can be used to train a
bilingual speech recognition system for this collaborative learning environment.
As we demonstrate in this paper, although we train on synthetic datasets, we
are still able to match and slightly exceed state-of-the-art systems.

The current paper significantly extends our previous research on analyzing
such videos. More specifically, prior research has been focused on face and back
of the head detection in [12–16], face recognition was also targeted in [18]. Fur-
thermore, authors in [6] provided an early approach to context-based activity
detection using deep learning. The research on video activity detection was signif-
icantly extended in [7]. The object detection system developed by [17] will be the
baseline system for estimating 3D speaker geometry from the AOLME videos.
For completeness, we will also explain the approach in [17] in our methodology.

The paper uses video object detection and projective geometry to locate
the 3D speaker geometry from still video frames. The 3D speaker geometry is
input to Pyroomacoustics [10] to simulate how the speakers will be recorded
by the omnidirectional microphone located on the center of the table. We use
the audio transcriptions with the AWS text-to-speech system to generate the
ground truth audio datasets for training our speech recognition system. The
proposed approach obtained a 27.92% recognition rate on Spanish words that
was slightly better than Google Speech-to-text [1] at 26.12%. In addition, the
Bilingual Keyword Classifier obtained an average of 38% sensitivity on Spanish
Keywords.

The rest of the paper is organized as follows. We define the 3D speaker
geometry problem in Sect. 2. We then describe the underlying methods in Sect. 3.
Results are given in Sect. 4. We then provide concluding remarks in Sect. 5.

2 3D Speaker Geometry Estimation

We use projective geometry to estimate 3D coordinates from still image frames.
Our basic assumption is to use cross-ratios along the projections of 3D lines to
estimate 3D distances. We begin by assuming the basic concept and showing
how to apply cross-ratios to define the problem for our videos.

We illustrate the concept of cross-ratios in Fig. 2 [2]. The basic assumption
is that we know the actual physical distances between three consecutive, co-
linear points A,B,C. In our example, let these distances be AB and BC. Then,
to estimate the distance to another point D along the same line, we use the
cross-ratio R defined by [2]:

R =
AC

CB

/
AD

DB
=

AC ·BD

BC ·AD =
(AB + BC) · (BC + CD)
BC · (AB + BC + CD)

(1)
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Fig. 2. Physical distance estimation using cross-ratios.

where CD is the physical distance to be estimated. To estimate CD from equa-
tion (1), we first estimate the ratio R using pixel ratios of AD/DB. Then, we
substitute the value for R and solve for CD.

To estimate the 3D locations of the speakers using cross-ratios, we will first
need to estimate distances along 3D planes where our colinear points lie. In
our example of Fig. 2, we assume that we know the physical dimensions of the
keyboard (given as distance AC). Then, we estimate the midpoint B of the
keyboard. We then assume that the keyboard is parallel to the sides of the table
(1 to 2 or 3 to 4), and estimate the distance CD to the edge of the table using
cross-ratios. Unfortunately, we cannot use the side of the keyboard to estimate
the width of table that is depicted as a near-horizontal line in Fig. 1. This is
because the keyboard side, compared against the table width is too small, and
estimation can be very inaccurate.

We define all of the points that are needed to estimate the 3D speaker geome-
try in Fig. 3. Here, we estimate all physical distances along with the table defined
by points 1, 2, 3, 4 using cross-ratios. The basic idea is to define a 2D grid on the
the table that is defined through the intersection of lines parallel to the key-
board (points 5, 6, 7, 8) and the computer monitor (9, 10, 11, 12, 13). Here, we
assume monitor points 8, 9, 10 lie on the table to eliminate the need to map
these points to the table surface. These lines are also assumed to be parallel to
the corresponding sides of the table.



Bilingual Speech Recognition by Estimating Speaker Geometry 83

Fig. 3. Speaker geometry estimation setup.

Since the table is not always fully visible, we also extend the estimated depth
of the table (points 1 to 2) by 5% to account for mild occlusion. Here, we note
that the size of the table is needed because we assume that the microphone is
located in the center of the table.

Similarly, we define 3D planes associated with each speaker (assumed to be
about 4 in. away from the table edge) and assume that the mouths and hands
lie on the same 3D plane that is orthogonal to the table. In terms of object
recognition, we require hand detection, head detection as depicted in Fig. 3(b).

We refer to [5] as a base for the assumptions at building the system of projec-
tions of parallel lines. We plan to test at the real scenario from AOLME videos
(around 1000 h).
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3 Methodology

We summarize our methodology in Fig. 4. Our 3D speaker geometry estimation
requires detection of keyboard, hands and monitor. We based the detection on
[17] with added post processing to detect necessary features to establish 3D
geometry. We provide more details on our object detection methods in Sect. 3.1.

Through the use of an interactive system, the users select specific frames,
select the table corners and corners from the detected keyboard and monitor.
Then, out system uses cross-ratios to reconstruct the 3D speaker geometry as
summarized in Sect. 2. As shown in the bottom branch of Fig. 4(a), the AOLME
transcripts are pre-processed to serve as input to the speech synthesis module.
We then use the reconstructed 3D geometry and the synthesized dialogues to pro-
vide an acoustic-based generation of the audio dataset. We input the 3D speaker
and microphone geometry, and synthesized speech into our acoustic simulation
framework based on Pyroomacoustics [10]. The result is the acoustics-based sim-
ulated dataset for training our bilingual speech recognition system.

The speech recognition system is shown in Fig. 4(b). The system is trained
using the generated audio dataset. We provide more details of our speech recog-
nition system in Sect. 3.2.

3.1 Object Detection

As shown in Fig. 3, we require detection of the keyboard and monitor in order
to estimate the location of the speakers with respect to the table. Furthermore,
to estimate the 3D locations of the speaker’s mouths, we also assume that their
hands and mouths are on the same 3D plane and further require hand and head
detection. Here, we are only interested in hands that are located near the table
as shown in Fig. 3.

We next summarize the methods that we will use to detect each object. For
head detection, we use the latest version of YOLO [8] pre-trained on the crowd
human data set for head detection [11]. To restrict head detection within the
current student group, we use a minimum area threshold that successfully rejects
smaller faces of people outside the group. For detecting hands, monitors, and
keyboards, we use faster R-CNN pre-trained on the COCO dataset. The results
of faster R-CNN are post-processed using clustering, time-projections (adding
detections through time), and small area removal to remove distant hands (see
[17] for details). Among the hand detections, we then manually select hands
that lie on the table. Furthermore, we manually select the edges of the Table,
the monitor, and the keyboard.

We assume that we can learn the scales, number of pixels per inch for each
speaker using manual measurements during training. Later, we will look at esti-
mating the scales for each image. Here, we note that our assumption is very
restrictive. It does not account for strong scale variations when the speakers
move to new positions not reflected in the training set.
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(a) Acoustics-based dataset generator based on 3D speaker geometry.

(b) Speech recognition system.

Fig. 4. Bilingual speech recognition system using 3D speaker geometry estimated from
the video dataset.

3.2 Speech Recognition System

We summarize the speech recognition system in Fig. 4(b). The acoustic-based
generated dataset is used to train a phoneme-based recognition network com-
posed of a 2D CNN (a single layer of 8 filters of size 3×3 with stride=2) processing
Mel-spectrograms, a two-layer bi-directional GRUs with 64 units per layer, and
a fully connected layer with an output for each phoneme. The system generates
a sequence of phonemes characters that are post-processed by a bilingual word
classifier based on minimum distance.

4 Results

We first summarize results from 3D speaker geometry estimation using a baseline
approach and our proposed methods. We then summarize our results for speech
recognition system using the 3D speaker geometry.
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Table 1. Results for 3D speaker geometry estimation. The error is given as a percent-
age of the distance to the microphone. All distances are given in inches.

Speaker Ground truth Our method Baseline

Estimation Error Estimation Error

S0 36.70 34.16 6.92% 19.74 46.21%

S1 35.59 41.27 15.96% 24.32 31.67%

S2 42.12 43.88 4.18% 27.79 34.02%

S3 34.99 29.29 16.29% 27.79 20.58%

Average 37.35 37.15 10.84% 24.91 33.12%

We define a baseline approach that does not require projective geometry
or any object detection method. Assuming the keyboard and table corners are
given, we assume that speakers sit around the table, equidistant from each other.

Our proposed approach performed significantly better. We present a sum-
mary of our estimates for Fig. 3 in Table 1. Our error ranges from 7% to 16%.
The largest source of error comes from our estimation of the scale for each speaker
(number of pixels per inch). As mentioned earlier, in future work, we will work
on estimating the scale directly from each image. Overall, our interactive system
gave a reduced error of 10.84% compared to 33.12% for the baseline method.
In terms of the AOLME dataset, we present an example of object detection in
Fig. 5. Overall we note that our proposed approach required the combination
of different object detections from different video frames to establish the 3D
speaker geometry.

Fig. 5. Object detection for 3D speaker geometry estimation. We use blue bound-
ing boxes for head detection, orange bounding boxes for hand detection, and purple
bounding boxes for keyboard detection.
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Table 2. Keyword recognition results. Here, we note that our system does not recog-
nize accents.

Keywords Our system Google Speech-to-Text

Sensitivity Specificity Sensitivity Specificity

uno 0.50 0.95 0.13 1.00

dos 0.24 0.91 0.06 1.00

tres 0.63 0.92 0.00 1.00

cuatro 0.30 0.99 0.00 1.00

cinco 0.25 0.99 0.23 1.00

cero 0.36 0.93 0.00 1.00

computadora 0.25 0.99 0.25 1.00

numero 0.27 0.97 0.45 1.00

Others 0.65 0.67 1.00 0.13

Average 0.38 0.92 0.24 0.90

The output of 3D speaker geometry system is the complex simulated audio
dataset, used to train the speech recognition system. The training dataset was
generated using audio transcriptions of 720 min extracted from 54 video ses-
sions, and a typical AOLME 3D speaker geometry. For testing, we selected 517
sentences from unseen video sessions. We then assessed the character error rate
for recognizing the 517 sentences. For this test, our proposed approach gave an
accuracy of 27.92% compared to 26.12% by Google speech-to-text.

We also present comparative results for the recognition of 9 Spanish keywords
that were used in the number representations lessons. We summarize our results
in terms of sensitivity and specificity as given in Table 2. From the results, it
is clear that Google Speech-to-text fails to detect any instances of tres, cuatro,
and cero. Overall, Google Speech-to-text is insensitive to the target keywords,
it is prone to discard noisy samples as ‘Others’. By comparison, our proposed
method is much better at detecting our targeted keywords because it will try to
classify even the noisy samples. On average, sensitivity improved from 24% to
38% for our proposed approach. On the other hand, specificity remained high
for both methods (90% to 92%).

Our proposed approach produces more false positives and fewer false neg-
atives than Google Speech-to-text. Hence, in terms of using our method, we
note that the users would have to reject our false positive detections. On the
other hand, Google Speech-to-text requires noise-free examples and fails to detect
important AOLME type keywords (e.g., tres, cuatro, and cero).

5 Conclusions and Future Work

We presented an interactive system for estimating 3D speaker geometries from a
single-camera video recording. We then used a typical 3D speaker geometry based
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on AOLME videos to generate a complex, acoustics-based, simulated dataset
based on 11.66 h of audio dataset. Then, when tested on actual audio datasets,
the proposed system slightly outperformed Google Speech-to-text. Ultimately, the
detection of meaningful keywords can be used by educational researchers to iden-
tify moments of interest for further analysis.

For future work, we are currently developing multi-objective optimization
methods for improving our sensitivity while maintaining high specificity.
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Abstract. The misuse and overuse of antibiotics lead to antibiotic resis-
tance becoming a serious problem and a threat to world health. Bacteria
developing resistance results in more dangerous infections and a more
difficult treatment. To monitor the antibiotic pollution of environmental
waters, different detection methods have been developed, however these
are normally complex, costly and time-consuming. In a previous work,
we developed a method based on digital colorimetry, using smartphone
cameras to acquire sample images and color correction to ensure color
constancy between images. A reference chart with 24 colors, with known
ground truth values, is included in the photographs in order to color cor-
rect the images using least squares minimization. Then, the color of the
sample is detected and correlated to antibiotic concentration. Although
achieving promising results, the method was too sensitive to contrasting
illumination conditions, with high standard deviations in these cases.
Here, we test different methods for improving the stability and precision
of the previous algorithm. By using only the 13 patches closest to the
color of the targets and more parameters for the least squares minimiza-
tion, better results were achieved, with an improvement of up to 83.33%
relative to the baseline. By improving the color constancy, a more pre-
cise, less influenced by extreme conditions, estimation of sulfonamides is
possible, using a practical and cost-efficient method.

Keywords: Digital colorimetry · Color correction · Image processing

1 Introduction

Bacteria with antibiotic resistance is an increasingly serious problem for world
health. Antibiotics misuse is resulting in environmental waters being polluted
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with them, causing bacteria that are exposed to this pollution to develop resis-
tance to antibiotics and spread antibiotic resistance genes [1]. Therefore, infec-
tions become much more dangerous, with treatments not being as effective due
to an increase in treatment time, risk of the spread of the infection and, ulti-
mately, risk of death1. This pollution needs to be monitored and various detec-
tion methods have been developed. High performance liquid chromatography
(HPLC) tandem mass spectrometry or other detectors, electrophoresis with dif-
ferent detectors, immunoassays, and colorimetry are the most commonly used
techniques [2]. These are costly and challenging to deploy on a large scale, mak-
ing them difficult to use in monitoring programs. However, analytical chemistry
based on computer vision is starting to be explored for this purpose. Using smart-
phones [3], which are readily available, these monitoring methods are cheaper
and more practical.

Colorimetry is a technique for detecting a compound in a solution and deter-
mining its concentration by analyzing its color. A spectrophotometer (device
for measuring absorbance of ultra violet or visible light in a given wavelength)
is normally used to quantify the color of a sample. Recently, ways to digitally
analyze the color of a sample from a photograph have been researched, which
is called digital colorimetry. Although these methods are faster, they are less
precise due to different cameras capturing photographs of the same target with
different color values, and different illuminations also affecting these values. A
color correction step is needed to minimize these differences, which is a challeng-
ing problem, due to approximations and assumptions color correction methods
use, which can fail if certain conditions are not met [4].

Smartphone use in environmental applications has been proposed for pollu-
tion monitoring. For example, air pollution exposure, taking into account tempo-
ral and spatial variation of population in an area, was monitored using wireless
and mobile devices. By detecting when and where people are present, patterns
of activity were established utiizing connections to the cellular network. Thus,
estimating population-weighted exposure to fine particulate matter is made pos-
sible. This was implemented in New York City, USA [5]. Furthermore, in the
state of Oregon, USA, an application was proposed to calculate health risks at
a smartphones location, considering levels of fine and coarse particulate matter
and ozone concentrations [6].

Combining the use of smartphones and chemistry is an under exploited area
for environmental monitoring, although some methods have been proposed. For
example, an application for determining pH and nitrite concentration using a
low-cost paper-based microfluidic device and a photograph was proposed. The
application detects seven sensing areas with reagents that exhibit color when
a sample is placed. The acquisition of the photograph is done under controlled
illumination conditions and using the flash of the smartphone as lighting. Then,
an image processing algorithm lowers the influence of the light source and the
seven colored sensing areas are detected using a multi-detection algorithm. There
is no mention of application on the field [3]. Another example is a portable

1 https://www.who.int/drugresistance/documents/surveillancereport/en/.

https://www.who.int/drugresistance/documents/surveillancereport/en/
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system for detecting chromium (III) ion based on ELISA protocol and using a
smartphone readout, although there was no field analysis [7].

It is, therefore, important to keep innovating and develop cheaper, faster and
more practical methods for monitoring antibiotic pollution, that can be used on
the field, as it is a growing and serious problem worldwide.

2 Previous Work

In a previous work [8], we proposed a new approach for antibiotic pollution mon-
itoring, using digital colorimetry in conjunction with smartphones for an accessi-
ble and mobile application. The study focused on the estimation of sulfonamides
(a family of antibiotics) concentration in contaminated water samples. The color
of the sample was corrected using a reference target, so that there is color con-
stancy between images with different illuminations and from different devices. To
estimate the concentration of sulfonamides, a calibration curve is used, correlating
concentrations to a color value. We found that the a∗ color value from the CIELab
color space and the hue (H) color value from the HSV color space provided the
best correlation between color and sulfonamide concentrations [8].

For [8], a dataset with photographs of the x-rite ColorChecker Passport next
to a sample of contaminated water was prepared in a laboratory setting, with
the color chart used as the reference for the color correction and the target
being the sample. Figure 1 is an example of a photograph from this dataset and
Fig. 2 shows the colors the samples assume depending on the concentration of
sulfonamides.

Fig. 1. Example photograph from dataset of [8].

Although we achieved good results, we still detected a high standard devia-
tion between color corrected images, especially when more contrasting illumina-
tion conditions were present. Therefore, we wanted to explore other variations of
our color correction method to minimize the influence of different illuminations,
providing a more stable color correction even in extreme conditions. Besides,
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Fig. 2. Examples of samples of varying sulfonamide concentrations, from 0 µg/L (left)
to 150 µg/L (right).

we wanted to validate this approach by testing independently of the samples.
Using water samples might contribute to more variance in the results, since it’s
preparation in a laboratory is more prone to human error. To do this, we used
different patches from the x-rite ColorChecker Passport as the targets, instead
of the samples.

3 Methodology

The objective of this work is to improve upon the color correction algorithm
of [8]. Color correction is needed to ensure color is consistent between photo-
graphs under different illuminations or from different devices. In [8], color cor-
rection is done using the classic color chart of an x-rite ColorChecker Passport,
which is a reference chart with 24 patches of different colors arranged in a 6
by 4 grid, with known ground truth values. With a least squares method, we
minimize the difference between the detected color of the 24 patches and the
ground truth. Other works have demonstrated different approaches such as:

– Using only 13 of the 24 color chart patches: Alsam and Finlayson
showed that color correction with only 13 patches is comparable to using the
24 patches [9];

– Using more parameters in the least squares minimization: In [10], it
is shown that more parameters in the least squares minimization for the color
correction leads to better results.

Inspired by these two works, we hypothesize that choosing the 13 patches clos-
est to the color of the target and using more parameters in the least squares
minimization will improve upon our previous work.

3.1 Data

For this work, a database was built with 24 photographs (see Fig. 3 for examples)
of the x-rite ColorChecker Passport in various illumination conditions:

– inside with different white lights,
– inside with different yellow lights,
– inside by the window,
– outside in the sun,
– outside in the shade.
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These new images provide more contrasting conditions of illumination when
compared to the first dataset that was captured in a laboratory setting, making
the color correction more challenging, but more prepared for real world use. To
further simulate practical use, the photographs were captured free hand, with
the only restriction being encompassing the reference and target color patches
from above, as close to 90◦ possible.

Fig. 3. Example photographs from the new dataset. Taken inside with a white light
(left), inside with a yellow light (middle) and outside in the sun (right). (Color figure
online)

In [8], the target of the color correction was the sample of contaminated
water. Here, the targets are the 8 colored patches (red, orange, yellow, green,
cyan, blue, violet and magenta) in the page opposite of the classic color chart
that is used for the color correction, see Fig. 4.

Fig. 4. Example of the 8 targets of the color correction (top) and the 24 patches used
as reference for the color correction (bottom). (Color figure online)
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3.2 Color Correction

A color correction matrix Mcc is used to transform the original image I, resulting
in a color corrected image Icc, as shown in Eq. (1).

Icc = MccI (1)

Mcc is found by solving the following minimization problem:

Mcc = arg min
T

‖CXY Z − MccCRGB‖2 (2)

Mcc is calculated using a least-squares method to find the difference between
the measured RGB values of the color chart patches, CRGB , in each image and
the corresponding ground truth XYZ values, CXY Z , see Eq. (3). Transforming
the image using Mcc will result in a color corrected image in the XYZ color
space, which is a device independent color space.

Mcc = (CT
RGBCRGB)−1CT

RGBCXY Z (3)

For a 3 × 3 color correction matrix and using all color chart patches, CRGB

and CXY Z are both the same size, 24 × 3 matrices. Each line represents a patch
RGB or XYZ value. In [8], all 24 patches were used to find Mcc, and for this
work, we compare it with using only 13 patches, making CRGB and CXY Z 13×3
matrices.

13 Patches. To choose the 13 patches, the RGB values of each patch are
assumed as a 3-dimensional coordinate and the euclidean distance between each
of the 24 patches and the RGB value of each of the 8 target colors is calculated,
and the 13 closest patches are chosen. Eq. (4) shows how each distance D is
calculated, with PR,PG and PB being the RGB values of each patch and TR, TG

and TB the RGB values of the targets. Figure 5 shows the 13 patches chosen for
each target.

D =
√

(PR − TR)2 + (PG − TG)2 + (PB − TB)2 (4)

Polynomial Extensions. More complex least squares minimization can be
done by adding polynomial terms to CRGB , making it a 24 × N or 13 × N
matrix, with N depending on the number of parameters added. In this work,
the more commonly used {R,G,B} (P1) is tested along with the polynomial
extension (P2) and the root-polynomial extension (P3). The terms for these
extensions are shown in Eq. (6) and (7), respectively.

P1 = {R,G,B} (5)

P2 = {R,G,B,R2, G2, B2, RG,GB,RB} (6)
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Fig. 5. Selected patches for each of the 8 targets. Each target indicated on the top
left, and the black dots indicating the 13 chosen patches from the 24 color chart (Color
figure online)

P3 = {R,G,B,
√
RG,

√
GB,

√
RB} (7)

Other polynomial terms were tested, however the results were consistently
worse than these three and, therefore, discarded from this study.

The baseline method employing all 24 patches of the color chart and with
CRGB = {R,G,B} is compared with the use of only the 13 closest patches to
the target and the polynomial and root-polynomial extensions.

Metrics. The metric used to compare the results is the standard deviation (Std)
of the target values between images. Lower values meaning that the colors of the
targets in different color corrected images are closer to each other.

4 Results

In [8], we found that the color components that can best differentiate sulfon-
amides concentrations are the a* component from the CIELab color space and
the hue (H) from the HSV color space, therefore the results are focused on these
two values.

Tables 1 and 2 showcase the Std of the target values when using 24 or 13
patches and different polynomial terms, P1 being {R,G,B}, P2 the polyno-
mial extension {R,G,B,R2, G2, B2, RG,GB,RB} and P3 the root-polynomial
extension {R,G,B,

√
RG,

√
GB,

√
RB}.
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Table 1 shows that, for a*, 13 patches usually provide better results, with only
the orange, yellow and violet patches having the best result with 24 patches. The
polynomial extension P2 with 13 patches has the lowest average, with a 2.56%
improvement over the baseline (P1 with 24 patches). The Std for this method
shows a 32.01% improvement relative to the baseline. Table 2 shows that for H,
the results are similar, with 13 patches providing lower standard deviations, with
the exception of the Red target. On average the best case for H is the simplest,
P1 with 13 patches. Compared to the baseline, the average improves by 18.58%,
while the Std improves by 59.85%. These results prove that the new methods
are more stable, as the Std is significantly lower than in the baseline.

Table 1. Standard deviations of the a* color value for each of the target patches

a* Patches Red Orange Yellow Green Cyan Blue Violet Magenta Average (Std)

P1 24 2.632 0.613 0.915 0.830 1.100 1.205 0.825 1.242 1.170(0.628)

13 2.554 1.035 0.987 0.558 0.675 0.947 1.329 1.721 1.226(0.648)

P2 24 1.477 1.309 1.275 1.196 1.417 2.046 0.651 0.919 1.286(0.410)

13 1.111 0.803 1.382 1.606 0.884 1.848 0.696 0.791 1.140(0.427)

P3 24 3.552 1.135 1.031 0.826 0.916 1.271 1.007 1.640 1.422(0.896)

13 0.905 1.614 1.046 1.751 0.785 1.912 0.936 0.863 1.227(0.454)

Table 2. Standard deviations of the H color value for each of the target patches

H Patches Red Orange Yellow Green Cyan Blue Violet Magenta Average (Std)

P1 24 0.635 0.947 0.552 1.628 0.439 0.758 1.259 0.759 0.872(0.396)

13 0.880 0.796 0.547 0.716 0.436 0.640 0.788 0.880 0.710(0.159)

P2 24 0.550 0.530 0.562 0.869 0.741 1.233 0.708 0.818 0.751(0.232)

13 0.627 0.427 0.651 1.812 0.435 0.900 0.544 0.534 0.741(0.458)

P3 24 1.265 0.639 0.548 1.021 0.507 0.934 1.518 0.800 0.904(0.356)

13 0.561 0.569 0.513 1.532 0.436 1.105 0.611 0.494 0.728(0.386)

With these results, it is clear that using the 13 patches closest to the target’s
RGB values produces a more precise color correction, with less variation between
the targets in different photographs. However, the best polynomial extension
varies for each color target, making it a case by case selection.

In our case, the real world samples can vary in color from yellow to a dark
magenta, almost red, in the highest sulfonamides concentrations (Fig. 2). We
decided to study the results with only the closest targets to our samples. Using
the euclidean distance shown in Eq. (4), we calculated the distance of the 8
targets to random samples (with concentrations 0 µg/L, 20 µg/L, 50 µg/L and
100 µg/L) and found the closest targets to our real world application to be the
red, orange, yellow, violet and magenta patches. Tables 3 and 4 show the results
focused on these 5 targets.



98 P. H. Carvalho et al.

Table 3. Standard deviations of the a* color value for the red, yellow, violet and
magenta target patches

a* Patches Red Orange Yellow Violet Magenta Average (Std)

P1 24 2.632 0.613 0.915 0.825 1.242 1.245(0.807)

13 2.554 1.035 0.987 1.329 1.721 1.525(0.645)

P2 24 1.477 1.309 1.275 0.651 0.919 1.126(0.335)

13 1.111 0.803 1.382 0.696 0.791 0.956(0.284)

P3 24 3.552 1.135 1.031 1.007 1.640 1.673(1.081)

13 0.905 1.614 1.046 0.936 0.863 1.073(0.310)

Table 4. Standard deviations of the H color value for the red, yellow, violet and
magenta target patches

H Patches Red Orange Yellow Violet Magenta Average (Std)

P1 24 0.635 0.947 0.552 1.259 0.759 0.830(0.282)

13 0.880 0.796 0.547 0.788 0.880 0.778(0.136)

P2 24 0.550 0.530 0.562 0.708 0.818 0.634(0.125)

13 0.627 0.427 0.651 0.544 0.534 0.557(0.088)

P3 24 1.265 0.639 0.548 1.518 0.800 0.954(0.419)

13 0.561 0.569 0.513 0.611 0.494 0.550(0.047)

For the a* color value, the polynomial extension P2 with 13 patches gives
the lower average, while, for the H color value, the root-polynomial extension
P3 with 13 patches is the lowest. In this case, the improvement for a* is 23.21%
on average and 64.81% on the Std. As for H, we can see a decrease of 33.73%
on average and 83.33% for the Std. These improvements are proof that these
methods are more stable, meaning less influenced by contrasting illumination
conditions.

Thus, for our application, the best setup for color correction depends on
which color value provides the best correlation between color and sulfonamides
concentration.

5 Conclusions

Promising results were achieved in this work, with a lower standard deviation
between different color corrected images compared to previous work. Confirming
that, with fewer but more relevant patches, the color correction has more resolu-
tion in the targets color range. This improvement means that smaller differences
in sulfonamides concentration can be detected, making digital colorimetry a
more reliable method for monitoring environmental water pollution. As for the
polynomial expansions, the results are not as straight forward, with each choice
(P1, P2 and P3) being the best for different targets. This makes it a case by
case decision on which to use, depending on the real world application.
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In the future, tests with contaminated water will be conducted to confirm
that this new method can better differentiate sulfonamides concentrations.
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Abstract. Accurate disparity estimation with regard to rectified stereo
image pairs is essential for many computer vision tasks. Current deep
learning-based stereo networks generally construct single-scale cost vol-
ume to regularize and regress the disparity. However, these methods do
not take advantage of multi-scale context information, leading to the
limited performance of disparity prediction in ill-posed regions. In this
paper, we propose a novel stereo network named HPA-Net, which pro-
vides an efficient representation of context information and lower error
rates in ill-posed regions. First, we propose a hierarchical aggregation
module to fuse context information from multi-scale cost volumes into
an integrated cost volume. Then, we apply the integrated cost volume
to the proposed parallel aggregation module, which utilizes several 3D
dilated convolutions simultaneously to capture global and local clues of
context information for disparity regressions. Experimental results show
that our proposed HPA-Net achieves state-of-the-art stereo matching
performances on KITTI datasets.

Keywords: Stereo macthing · Context information · Aggregation

1 Introduction

Stereo matching has been extensively studied because it is one of the core tech-
nologies in computer vision. Stereo matching is indispensable for many appli-
cations such as autonomous driving, robotic navigation, and 3D reconstruction.
Given two rectified images, the task of stereo matching is to compute the dispar-
ity of each pixel. Recently, many end-to-end neural networks have been developed
for stereo matching and have achieved impressive accuracy on several datasets.

According to the seminal work [1], a traditional stereo matching algorithm
typically consists of four steps: matching cost computation, cost aggregation,
disparity regression, and disparity refinement. Matching cost computation leads
to the cost volume construction. Cost volume plays a significant role in convo-
lution neural networks based stereo matching methods. Cost volume contains
numerous context information of the left and right images. Multi-scale context
c© Springer Nature Switzerland AG 2021
N. Tsapatsoulis et al. (Eds.): CAIP 2021, LNCS 13052, pp. 100–109, 2021.
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Fig. 1. KITTI datasets results comparison. HPA-Net outperforms published methods
on KITTI 2015 (Left) and KITTI 2012 dataset (Right) in terms of error rates (D1-all
in KITTI 2015 and Out-Noc in KITTI 2012) and running time.

information has been proven to be essential for stereo matching tasks, especially
in some ill-posed regions. Leveraging useful context information from multi-scale
architecture is a challenging problem. To deal with the problem, many different
methods have been proposed. DispNet [2] utilizes dot products to compute a cor-
relation volume from the left and right image features. GCNet [3] concatenates
the left and shifted right features, resulting in a 4D concatenation volume. Gwc-
Net [4] splits the features into groups and computes the correlation maps group
by group and then all the correlation maps are packed into a 4D matching cost
volume. However, these methods mentioned above only consist of a single-scale
cost volume and lose much context information especially in ill-posed regions.
Moreover, underutilization of context information may result in wrong predic-
tions in ill-posed regions or losing global consistency. Thus, how to construct
and process cost volume properly for the improvement of stereo matching is a
challenging task.

In this paper, we propose a novel hierarchical and parallel aggregation net-
work (HPA-Net) to effectively exploit and integrate multi-scale context infor-
mation in stereo matching. We introduce a hierarchical method, extracting the
cross-scale features from multi-scale cost volumes, to improve the network’s abil-
ity to understand multi-level contexts. Moreover, we design a parallel aggregation
module with dilated convolutions for cost volume filtering, which improves the
utilization of global context information. Therefore, the local and global clues
can propagate and integrate effectively in HPA-Net, making a highly reliable
prediction.

In summary, our main contributions are threefold:

– We propose a novel stereo matching network named HPA-Net. The proposed
hierarchical aggregation (HA) module exploits multi-scale cost volumes to
propagate context across different scales and obtains an efficient representa-
tion of context information.

– We propose a 3D parallel aggregation (PA) module in cost filtering to learn
global and local context information for effective disparity regression.
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Fig. 2. The pipeline of the proposed HPA-Net. The whole network consists of four
parts: feature extraction, hierarchical aggregation (HA) network, parallel aggregation
(PA) network and disparity regression.

– Extensive experiments show that our model significantly improves the state-
of-the-art performance of stereo matching on the KITTI datasets (as shown
in Fig. 1).

2 Related Work

2.1 Deep Neural Networks for Stereo Matching

In recent years, deep neural networks have seen great success in stereo matching
tasks [5,6]. Zbontar and LeCun [7] introduced a Siamese network to compare
two image patches. Pang et al. [8] proposed a cascaded CNN architecture by
first obtaining an initial disparity map, and then employing residual learning
for refinement purposes. Mayer et al. [2] demonstrated an end-to-end disparity
estimation neural network with a correlation layer for stereo cost volume con-
struction. Kendall et al. [3] introduced a method of filtering 4D costs using a 3D
cost filtering approach and using the soft argmax process to regress depth. Chang
et al. [9] improved upon [3] by utilizing a SPP module to consider global context
information by aggregating context at different scales and locations to form a
cost volume, and it stacked multiple hourglass networks with 3D convolutions to
regress the disparity. Guo et al. [4] adopted two complementary cost volumes, a
concatenation volume and a group-wise correlation volume, to provide efficient
representations for measuring feature similarities. One network related to our
work is [10], which utilized pyramid cost volumes for disparity estimation.

2.2 Multi-scale Information

Multi-scale information has been used in many learning-based computer vision
applications. Zhao et al. [11] embed the multi-scale features of scenes to improve
semantic segmentation. Sun et al. [12] used multi-scale features to compute
optical flow with a single branch. Gu et al. [13] cascaded cost volumes in a
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Fig. 3. Architecture of the Hierarchical Aggregation (HA) Network. Multi-scale cost
volumes are aggregated hierarchically by 3D convolutions, 3D deconvolutions and con-
catenations.

coarse-to-fine manner for multi-view stereos and stereo matching. Yang et al.
[14] demonstrated that building a cost volume pyramid instead of constructing
a cost volume at a fixed resolution leads to better reconstruction results. [15]
was presented as a robust, unified descriptor network with a large context region
and receptive field. We share a similar idea with the abovementioned methods
in that we exploit multi-scale cost volumes and aggregate context information
by using a compact and efficient network.

3 Proposed Method

3.1 Network Architecture

The architecture of our proposed HPA-Net is shown in Fig. 2. Our network can be
mainly divided into four modules: feature extraction, Hierarchical Aggregation
(HA) Network, Parallel Aggregation (PA) Network and disparity regression.

The feature extraction process starts with a shared-weight Siamese network
that takes a pair of images as inputs. Following the ResNet-like [16] network
proposed in GwcNet [4], we first use three convolution layers with 3×3 kernels
and 4 residual blocks with 2 dilated blocks. Two convolution layers with a stride
of 2 are included to obtain a 1/4 scale feature map. Additionally, three other
downsampling blocks with strides of 2 are successively employed to obtain lower
resolution feature maps with 1/8, 1/16, and 1/32 scales. To construct the con-
catenated cost volume, we use two more convolution layers to regularize the four
scaled feature maps. Specifically, each of our convolutions is followed by a batch
normalization layer and a ReLU activation layer except for the last convolution.
The rest modules are described in later sections.

3.2 Hierarchical Aggregation (HA) Network

Recent works [4] and [9] have shown that using a group-wise correlation volume
combined with a concatenation volume can improve the network performance.
Given the concatenation volume Vconcat and group-wise correlation volume Vgwc,
the combination volume is computed as:
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3D Dilated Conv3D Conv

Output
Module 

Fig. 4. Architecture of the Parallel Aggregation (PA) module. Four parallel convolu-
tions with different dilation rates are exploited to aggregate context information.

Vi,combine = <Vi,concat, Vi,gwc> (1)

where <,> is the concatenation operator, i denotes the i-th scale, and i = 1
corresponds to the largest scale (1/4 of the original image size). The multi-scale
cost volumes have sizes of Ci × α(D × H × W ) with α = 1/4, 1/8, 1/16, and
1/32 respectively. The channels Ci from the highest to the lowest scale are 32,
64, 128, and 128. A short summary of the HA module is as follows:

V ′
i =

{↓< Vi, V
′
i−1 >, i = 2, 3, 4

↑< V ′
i+1, Vi >, i = 1, 2, 3 (2)

where ↓ and ↑ represent the downsampling and upsampling convolution layers,
respectively. V ′ represents the downsampled or upsampled cost volume.

As shown in Fig. 3, the 1/4 combination volume (V1) is first downsampled
to 1/8 scale (V ′

1) by a 3D convolution with a stride of 2. The 1/8 combination
volume (V ′

1) is concatenated with the original 1/8 volume (V2) to form a new
1/8 scale volume (V ′

2). Then a 1 × 1 × 1 convolution is employed to halve the
channels of the new volume to the corresponding channels of that scale. During
the downsampling procedure, the four volumes are hierarchically aggregated
until the lowest scale (1/32) is obtained. Vice versa is a breeze. Cooperating with
the other three larger-scale volumes and the concatenation operation, the new
lowest-scale volume (1/32) is hierarchically aggregated to the highest scale (1/4).
3D deconvolutions with strides of 2 are employed to upsample the corresponding
cost volume.

After the hierarchical aggregation module, multi-scale cost volumes with four
different scales are aggregated into a 1/4 size volume for disparity regression in
a later step.

3.3 Parallel Aggregation (PA) Network

We propose a Parallel Aggregation Network to aggregate the cost volume from
the former network. The Parallel Aggregation Network consists of three cas-
caded parallel aggregation (PA) modules. Details about the PA module are
shown in Fig. 4.
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Table 1. Ablation study for network architecture settings on Scene Flow dataset. The
effectiveness of HA and PA modules are evaluated.

Model Scene Flow (EPE) 3px (%)

base 0.79015 3.368

base + HA 0.75391 3.257

base + PA 0.75399 3.238

base + HA + PA 0.74262 3.131

To learn additional context information, we first use a 3D convolution with a
stride of 2 followed by another 3D convolution to reduce the feature size to 1/8.
Then, four parallel dilated convolutions with increasing dilation rates, output
four feature maps of the same size. After the concatenation, the four feature
maps are combined together and then fed into two 3D convolutions that later
one is a deconvolution with a stride of 2. The final 1/4 size feature map is
processed by an output module to predict the disparity map.

3.4 Output Module and Loss Function

For each output module, we use two stacked 3D convolutions and an upsampling
operator to generate a 1-channel 4D volume. Then the 1-channle 4D volume is
converted into a probability volume with softmax along the disparity dimen-
sion. For each pixel, the regressed disparity d̃ is defined as a weighted softmax
function:

d̃ =
Dmax∑
d=0

d × σ (−cd) (3)

where cd is the predicted cost and Dmax is the maximum dispatiry. The predicted
disparity maps from five output modules are denoted as d̃1, d̃2, d̃3, d̃4, d̃5, and
the loss function is defined as:

L =
j=5∑
j=1

λj · SmoothL1

(
d̃j − d∗

)
(4)

in which

SmoothL1(x) =
{

0.5x2, if |x| < 1
|x| − 0.5, otherwise (5)

where the λj denotes the coefficient of the j-th disparity map and d∗ represents
the ground truth disparity map.

4 Experimental Results

4.1 Datasets and Evaluation Metrics

The proposed method is trained and tested on several benchmark datasets,
including Scene Flow, KITTI 2012, and KITTI 2015.
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Table 2. Ablation study for the dilation rates in PA module.

Model d1 d2 d3 d4 Scene Flow (EPE)

base 1 1 1 1 0.75391

HPA-Net* 1 4 8 – 0.74825

HPA-Net 1 2 3 4 0.76211

HPA-Net 1 2 4 8 0.74579

HPA-Net 1 4 8 16 0.74305

HPA-Net 1 4 16 32 0.74262

Scene Flow is a large synthetic dataset that consists of dense ground
truth disparity maps for 35454 training and 4370 testing stereo pairs of size
H×W=540×960. We use the ‘finalpass’ version of the Scene Flow datasets.

KITTI 2015 and KITTI 2012 are two real-world datasets with street views
captured from a driving car. KITTI 2015 provides 200 training and 200 testing
image pairs. KITTI 2012 provides 194 training and 195 testing image pairs.
All image sizes are H×W=376×1240. All the training image pairs are provided
with sparse ground-truth disparity maps. For both datasets, we use 180 training
image pairs as a training set and the rest as a validation set.

The performance of our method is measured using two standard metrics:(1)
EPE: End-Point-Error, the average difference between the predicted disparity
and the true disparity. (2) 3px: The percentage of pixels for which the estimation
error is 3 pixels larger than the ground-truth disparity.

4.2 Implementation Details

The proposed HPA-Net is implemented using the PyTorch framework and
trained using the Adam optimizer (β1 = 0.9, β2 = 0.999). We train the net-
works with 2 Nvidia GTX 2080Ti GPUs, and the batch size is fixed to 4. The
coefficients of the five outputs are set as λ1 = 0.5, λ2 = 0.5, λ3 = 0.5, λ4 = 0.7,
and λ5 = 1.0. For the Scene Flow dataset, we train our network from scratch
over 16 epochs. The initial learning rate is 0.001 and is downscaled by 2 after
epochs 10, 12, and 14. Then, we fine-tune our pretrained model on KITTI 2015
and KITTI 2012 for another 300 epochs. The learning rate begins at 0.001 and
is downscaled by 10 after 200 epochs. During training, we randomly crop the
images to size H × W = 256 × 512. The maximum disparity (Dmax) is set to
192. Furthermore, we extend the training process to 20 epochs for Scene Flow,
and we use another 400 epochs for KITTI to obtain the best test results for the
KITTI submission.

4.3 Ablation Studies

In this section, we conduct several ablation studies on the Scene Flow dataset
to evaluate the key components in the HPA-Net.
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Table 3. KITTI 2015 test set results. “All” denotes all regions and “Noc” denotes non
occluded regions. D1-bg, D1-fg, and D1-all denote that the pixels in the background,
foreground, and all areas, respectively.

Methods All (%) Noc (%) Runtime (s)

D1-bg D1-fg D1-all D1-bg D1-fg D1-all

GC-Net [3] 2.21 6.16 2.87 2.02 5.58 2.61 0.9

PSMNet [9] 1.86 4.62 2.32 1.71 4.31 2.14 0.41

GwcNet-g [4] 1.74 3.93 2.11 1.61 3.49 1.92 0.32

SSPCVNet [10] 1.75 3.89 2.11 1.61 3.4 1.91 0.9

CSN [13] 1.59 4.03 2.00 1.43 3.55 1.78 0.6

AcfNet [17] 1.51 3.80 1.89 1.36 3.49 1.72 0.48

HPA-Net (Ours) 1.50 3.31 1.80 1.37 2.99 1.63 0.42

Ablation Study for the HA and PA Modules. To evaluate HPA-Net, we
conduct experiments with several settings. We first propose a base model as
our baseline. In the “base” model, the hierarchical aggregation (HA) module is
removed, and the dilation rates in the parallel aggregation (PA) module are all
set as 1. It needs to be emphasized that we use four PA modules in “base + PA”
to achieve parameters that are comparable to those in other settings. As listed in
Table 1, the models with either the HA or PA module work better than the base
model and reduce the end-point-error by 0.03624 and 0.03616, respectively. This
indicates that our proposed hierarchical and parallel aggregation module can
significantly improve estimation accuracy. By combining the HA and PA modules
together, our model yields the best results with the lowest EPE and 3PE, at
0.74262 and 3.131%, respectively. These remarkable improvements are mainly
due to the fact that our proposed HA and PA modules aggregate global and
local context information effectively, thus obtaining an optimal understanding
ability for our network.

Ablation Study for the Dilation Rates in PA Module. The proposed PA
module helps optimize the learning accuracy with four parallel dilated convolu-
tion layers. We experiment by setting the four dilation rates between 1 and 32,
and the results are shown in Table 2. We first use four normal convolution layers
without dilation as a baseline for comparison purposes, in which d1 ∼ d4 = 1.
The parallel aggregation module with four dilated convolutions can achieve bet-
ter results than the module with only three (denoted as HPA-Net*). The results
show that a setting with d1 ∼ d4 = 1, 4, 16, 32 yields the best performance, which
is a 0.74262 EPE on the Scene Flow dataset. This demonstrates that a PA mod-
ule with relatively large dilation rates can capture more context information
than a module with small dilation rates.

4.4 KITTI Datasets Results

We evaluate our method on both the KITTI 2015 and KITTI 2012 datasets. For
the KITTI 2015 dataset, the three columns D1-bg, D1-fg, and D1-all indicate
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Table 4. KITTI 2012 test set results. “Noc” denotes non-occluded regions and “All”
denotes all regions, in which the 2, 3, 4, and 5 pixel errors are evaluated.

Methods >2px (%) >3px (%) >4px(%) >5px (%) Mean Error Runtime (s)

Noc All Noc All Noc All Noc All Noc All

GC-Net [3] 2.71 3.46 1.77 2.30 1.36 1.77 1.12 1.46 0.6 0.7 0.9

PSMNet [9] 2.44 3.01 1.49 1.89 1.12 1.42 0.90 1.15 0.5 0.6 0.41

GwcNet-gc [4] 2.16 2.71 1.32 1.70 0.99 1.27 0.80 1.03 0.5 0.5 0.32

SSPCVNet [10] 2.47 3.09 1.47 1.90 1.08 1.41 0.87 1.14 0.5 0.6 0.9

AMNet [18] 2.12 2.71 1.32 1.73 0.99 1.31 0.80 1.06 0.5 0.5 0.9

HPA-Net (ours) 2.03 2.57 1.25 1.64 0.94 1.23 0.76 0.99 0.4 0.5 0.42

Left Image Ours AcfNet GwcNet

Fig. 5. Two testing results from KITTI 2015 test set. For each left input image in
the first column, the predicted disparity (above) and corresponding error map (below),
obtained by HPA-Net (ours), AcfNet [17], and GwcNet [4], are presented.

the pixels in the background, foreground, and all areas, respectively. For the
KITTI 2012 dataset, “Noc” indicates non-occluded regions and “All” indicates
all regions, in which the 2, 3, 4, and 5 pixel errors are evaluated.

5 Conclusion

Recent studies attempt to exploit multi-scale cost volumes to improve stereo
matching performance. Nevertheless, it is challenging to learn much context
information for accurate disparity estimation. In this paper, we have proposed
HPA-Net, a novel stereo matching network that contains two main modules:
Hierarchical Aggregation (HA) Network and Parallel Aggregation (PA) Network.
The HA module fuses cross-scale context information from multi-scale cost vol-
umes to build up an integrated cost volume. The PA module utilizes four parallel
dilated convolutions with increasing dilation rates to capture global and local
clues of context information. The ablation study demonstrates the effectiveness
of the two proposed modules. Comprehensive experiments on Scene Flow, KITTI
2015, and KITTI 2012 datasets show that our proposed HPA-Net significantly
improves the disparity prediction accuracy. The visualization results demon-
strate that the HPA-Net can reduce estimation errors in the ill-posed regions.
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Abstract. Efficient yet accurate extraction of depth from stereo image
pairs is required by systems with low power resources, such as robotics
and embedded systems. State-of-the-art stereo matching methods based
on convolutional neural networks require intensive computations on
GPUs and are difficult to deploy on embedded systems. In this paper,
we propose MTStereo2.0, an improved version of the MTStereo stereo
matching method, which includes a more robust context-driven cost func-
tion, better detection of incorrect matches and the computation of dis-
parity at pixel level. MTStereo provides accurate sparse and semi-dense
depth estimation and does not require intensive GPU computations. We
tested it on several benchmark data sets, namely KITTI 2015, Driving,
FlyingThings3D, Middlebury 2014, Monkaa and the TrimBot2020 gar-
den data sets, and achieved competitive accuracy. The code is available
at https://github.com/rbrandt1/MaxTreeS.

Keywords: Stereo matching · Max-Tree

1 Introduction

Estimation of scene depth from stereo image pairs is deployed as a building
block in various high level computer vision applications [8] in which the three-
dimensional structure of a scene is recovered by matching corresponding pixels.

The similarity of two pixels is quantitatively computed by amatching cost func-
tion, e.g. absolute image gradient or gray-level difference [27]. Substantial match-
ing ambiguity can be caused by repetitive patterns and uniformly colored regions.
Hence, costs are aggregated over neighbor pixels to strengthen the robustness of
the matching. For instance, color similarity and proximity were used for weighted
cost aggregation in [37] and [39], while the strength of image boundaries in [3].
Early methods performed exhaustive matching search [27], which requires many
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computations. Later approaches reduced the disparity search-range by comput-
ing a coarse disparity map first and then refining it iteratively [10]. Image pyra-
mids were also used to reduce disparity search range in [17,29]. A coarse disparity
map is estimated considering the full disparity range. Then, increasingly higher-
resolution disparity maps are constructed whereby the disparity search range is
dictated by the coarser map. To increase efficiency and reduce ambiguity, match-
ing (hierarchically structured) image regions instead of individual pixels was pro-
posed [1,6,30].

Recent approaches use convolutional neural networks (CNNs) to compute
aggregated matching costs. One of the first CNN-based methods deployed a
siamese network [38], which works with small patch inputs. Increasing the recep-
tive field while maintaining details in estimated disparity maps was investi-
gated [4]. Pairs of siamese networks, each receiving as input a pair of patches at
different scales were used and the matching cost was computed as the inner prod-
uct between their responses. Although CNN-based methods are very accurate,
they need power-consuming dedicated hardware (GPUs) to compute the many
convolutions. This limits their usability on embedded or power-constrained sys-
tems. This applies, for instance, to battery-powered robots or drones, for which
depth estimation has to trade-off between accuracy and computational efficiency.
Furthermore, for robot navigation and obstacle avoidance, the very high accu-
racy and density of estimation achieved by CNNs are not strictly necessary.

We present a stereo matching method, named MTStereo 2.0, that balances
efficiency with effectiveness, making it appropriate for devices where limited
computational and energy resources are available. The MTStereo 1.0 algorithm,
that we proposed in [2], exploits contrast information of objects in a hierarchi-
cal fashion to efficiently and effectively perform stereo matching. It constructs
a hierarchical representation of image scan-lines using Max-Trees [24], and per-
forms disparity estimation via tree matching cost computation that takes into
account contextual image structural information. The MTStereo 2.0 algorithm
that we propose improves on the 1.0 version as it a) deploys a more robust cost
function, b) performs more thorough incorrect match detection, c) computes
disparity maps with pixel-level rather than node-level precision. We carried out
an extensive experimental benchmark on several data sets, namely the KITTI,
Driving, FlyingThings3D, Middlebury, Monkaa and TrimBot2020 data sets.

2 MTStereo 2.0

The matching procedure performed by our method is shown in Fig. 1. Matching
the finest structures directly results in non-efficient yet precise stereo matching,
while matching coarse structures results in disparity maps that lack precision but
can be efficiently obtained. To tackle this trade-off and efficiently perform precise
stereo matching, our method matches increasingly finer regions in an iterative
manner, and only compares regions contained in earlier matched coarser ones.
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Fig. 1. A (left column) pair of stereo images and their (middle column) version resulted
by edge-detection (darker regions contain more contrast). The Max-Tree representa-
tions of the horizontal scan-lines highlighted in the middle column are illustrated in
the right column: MTstereo 2.0 computes the disparity for coarse structure first (nodes
represented by darker bars) and increasingly matches only finer structures (with lighter
color) contained in earlier matched coarser ones.

Fig. 2. Outputs after intermedate algorithm stages: (a) pre-processed image of Mid-
dlebury training data set, (b) coarse-to-fine matching (c) outlier removal, (d) reliable
node extrapolation, (e) guided pixel matching, (f) outlier removal.

2.1 Steps Performed by MTStereo 2.0

MTStereo 2.0 is composed of the following steps: pre-processing, Max-Tree con-
struction, cost volume computation, cost aggregation, consistency check, dispar-
ity map computation, confidence check and map refinement.

Pre-processing. We process the input rectified image pair images with a
median filter for noise removal. Subsequently, we detect edges by a horizontal
and a vertical Sobel operator, and average their absolute response images pixel-
wise. We perform contrast-stretch and color quantization on the inverted image,
see an example in Fig. 2a. We compute a 1D Max-Tree for each scan-line of
the pre-processed images. A parameter q controls the number of colors for color
quantization and influences the size of the constructed trees. Shallower trees are
less expensive to match, but represent less precisely the image structures.

Max-Tree Construction. The coarse-to-fine matching is facilitated by a hier-
archical representation of both images in a rectified stereo pair: we compute 1D
Max-Trees on the scan-lines of the images using the algorithm in [33]. We store
regions with less contrast being contained in regions with more contrast [30].
The Max-Tree, proposed by [24], allows storing the hierarchy of connected com-
ponents resulting from different thresholds and is efficiently constructed. A 1D
connected component set contains the 1-valued pixels for which no 0-valued pixel
exists in between any of the pixels in the binary image resulting from applying
a threshold t to a 1D gray-scale image (i.e. a scan-line).
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Cost Volume. We construct a cost volume by computing the cost of matching
each pixel in the left image with those in the right image at all possible disparity
levels. We compute the weighted-average of the absolute difference of the pixel
gray-level, horizontal Sobel, and vertical Sobel values. We process each slide of
the cost volume with a Gaussian blur operator, which smooths the estimation. A
parameter ωcv controls the size of the Gaussian blur kernel (ωcv×ωcv). MTStereo
1.0 does not make use of a smoothed cost volume and does not consider gray-level
difference in the cost computation.

Matching Cost Aggregation. We then use the cost volume and tree struc-
tures for matching of regions in image pairs: nodes that correspond to coarse
image structures are matched first, followed by finer structures. Only the finest
nodes and their descendants are matched, the width of which is greater than ωα

and less than ωβ (see [2] for details).
We define the matching cost as a context cost and an intensity cost. The

context cost is the average relative difference between the area of corresponding
ancestors of a node pair. Given a node pair (n1, n2), we define that its ances-
tors (n3, n4), where n3 is an ancestor of n1 and n4 is an ancestor of n2, can be
matched if in the Max-Trees the number of nodes between n3 and n1, and n4

and n2 is equal. We define the intensity cost as the average of the cost volume
matching costs at aligned pixels part of the two nodes. Given a node pair, we
compute the matching cost at the location of the left node’s left (right) endpoint
and disparity between the left (right) endpoints of both nodes, as well as at lin-
early interpolated disparity and pixel values in between the two endpoints. This
definition of intensity cost is more robust than that of MTStereo 1.0. Parameter
α controls the relative weight of the intensity cost (α) and context cost (1 − α).

Let Py = (nL,y, nR,y) denote a pair of nodes, respectively in the left and right
image, both at row y. Matching cost is aggregated over their node neighborhood.
We define the neighborhood of Py as the nodes with the same coarseness level as
Py that have similar x-coordinates and are in scan-lines next to each other in the
original image. Two nodes have the same coarseness level when the distance (i.e.
the difference in tree level) between the leaf nodes with the greatest level out
of the leaf nodes which are descendants of the nodes, and the nodes themselves
are equal. Recursively, node pair Py+1 is part of the neighborhood of Py, if both
nL,y+1 crosses the x-coordinate of the center of node nL,y, nR,y+1 crosses the
x-coordinate of the center of node nR,y, and both nL,y+1, and nR,y+1 have a
y-coordinate which is one lower or higher than that of (nL,y and nR,y). At most,
the ωγ nodes above and below a node pair are included in the neighborhood
of Py. In the coarse-to-fine matching procedure, we compute a disparity search
range for each node in each iteration. Given a node pair that has likely been
correctly matched in a previous iteration, only descendants of this node pair are
matched in subsequent iterations. Nodes are considered likely correctly matched
when they pass a left-right consistency check [9] and a confidence check (peak-
ratio used in [36]). The confidence check, not used in MTStereo 1.0, provides
more accurate disparity maps as it filters out ambiguous/incorrect matches.
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Disparity Map. The coarse to fine matching procedure results in a list of
matched node pairs. For each of the finest nodes, we compute the disparity at the
left and right endpoints of matched nodes by linear interpolation, see Fig. 2b for
an example disparity map. We detect and remove outliers, when in the (2 ·21)×
(2 · 21) local neighborhood the number of pixels with a disparity difference that
exceeds their x-offset surpasses the number of pixels with a disparity difference
less than or equal to their x-offset (see Fig. 2c for a post-processed map).

We densify sparse disparity maps by computing the median disparity values
of neighbor nodes across scan-lines. This procedure fills-in some missing dispar-
ity values and smooths out eventual remaining outliers. Furthermore, as in the
tree disparity values are computed only for the left- and rightmost nodes, our
densification process also includes the linear interpolation of the disparity values
of the pixels within the node, thus obtain the disparity of an entire 1D region.
Inside-node interpolation is only performed by the semi-dense variant. A dis-
parity map after reliable node extrapolation is illustrated in Fig. 2d. Different
from MTStereo 1.0, we perform pixel-level matching to recover surface shape.
Disparity search range for pixels is set such that only disparities which differ at
most a fraction ωω from the previously computed disparity value are considered.
The matching cost of pixel pairs is derived from the constructed cost volume.

Confidence Check and Map Refinement. We perform a confidence check
on the estimated pixel disparities, which evaluates the relative difference between
the matching cost of the best match and that of the second-best match. If this
difference is more than ωΠ the check is passed. Areas which contain more texture
are more likely to pass the confidence check. We obtain the final disparity map
by removing outliers. A disparity map after noise removal is shown in Fig. 2f.

3 Experiments

We evaluated MTStereo 2.0 on the following benchmarks: Middlebury 2014 [26],
Kitti 2015 [19], Trimbot2020 Synthetic Garden [23] and Real Garden [25] (test
sets used by [23]), Driving (cleanpass, fast, 35mm focallength subset), Monkaa
(cleanpass subset), and Flying Things 3D [18] (cleanpass, test set - stereo pairs
excluded by [18] were excluded in our experiments as well). Marked results were
taken from the online Kitti1 and Middlebury2 leaderboard. For Middlebury,
accuracy results were weighted by the official weights, while average density
results were not weighted. We used full-size images for our experiments. We ran
our algorithm on an Intel R© CoreTM i7-2600K CPU @3.40GHz. We used 4 cores.

3.1 Evaluation

We computed standard metrics for the concerned benchmarks, allowing direct
comparison with existing methods:
1 http://www.cvlibs.net/datasets/kitti/eval scene flow.php?benchmark=stereo.
2 https://vision.middlebury.edu/stereo/.

http://www.cvlibs.net/datasets/kitti/eval_scene_flow.php?benchmark=stereo
https://vision.middlebury.edu/stereo/
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Table 1. Results on the Middlebury training and test set in avgerr(Density), compared
with those of other methods, taken from the online leaderboard. Results of MTStereo
2.0 are bold. ∗ Result was computed on downsized input image pairs.

Middlebury 2014 (train set)

MotionStereo [31] SGM [11] Sparse SNCC [7] LPSM [34] SDR [35] Cens5 [13] LS-ELAS [15]

1.72∗(46%) 2.06(58%) 2.35(3%) 3.25∗(62%) 4.22∗(100%) 4.32∗(100%) 4.32∗(67%) 4.35(61%)

ELAS [10] SLCCF SED [22] Semi-Dense MANE [32] SRM [21] SGBM1 [12] REAF [5]

4.94(73%) 5.27∗(100%) 5.38(1%) 6.51(24%) 6.59∗(67%) 6.92∗(100%) 7.83∗(78%) 8.49∗(100%)

Middlebury 2014 (test set)

SGM [11] MotionStereo [31] SNCC [7] Cens5 [13] SDR [35] SLCCF MANE [32] LS-ELAS [15]

2.50(50%) 3.30∗(38%) 3.96∗(55%) 5.31∗(61%) 6.16∗(100%) 6.36∗(100%) 8.70∗(61%) 9.10(49%)

LPSM [34] Sparse SRM [21] ELAS [10] TSGO [20] SED [22] ELAS RVC [10] SGBM1 [12]

9.29∗(100%) 9.36(3%) 10.40∗(100%) 10.6(66%) 11.00(100%) 12.3(2%) 13.40∗(100%) 14.20∗(73%)

– avgerr: average absolute disparity error (in pixels) among all pixels of which
both a disparity value was in the ground truth and estimated disparity map.

– D-all-est: the percentage of stereo disparity outliers (the disparity error is
≥3px and ≥5% of the true disparity) among all pixels of which both a dis-
parity value was in the ground truth and estimated disparity map.

– Density: the rounded percentage of pixels with a disparity prediction with
respect to the total number of pixels in the reference image.

We defined a single set of parameters that contributes to achieving robust
performance across the different benchmark data sets. The number of color quan-
tization levels q was set to 16 (8) for sparse (semi-dense) disparity maps. The
weight α of the context cost relative to that of the gradient cost was set to 0.8.
The minimum (or maximum) width of nodes to be matched ωα (or ωβ) was set
to 0 (or 1/2 of the image width). Matched node levels S was set to {1, 0}. The
maximum neighborhood size ωγ was set to 10. The size of the Gaussian kernel
used to aggregate the cost volume ωcv was 21. The minimum confidence ωΠ was
set to 12 during coarse-to-fine matching. In guided pixel refinement, ωΠ was set
to 12% (4%) for sparse (semi-dense) disparity maps. ωω was set to 15%.

3.2 Results and Comparison

In Table 1, we report the error achieved by our method on the Middlebury train-
ing and test data, as well as those of other methods that have low average exe-
cution times and do not run on a GPU. The lower (higher) the avgerr (Density)
values, the better the performance. In Table 2, we report the results achieved by
our method on the other considered benchmark data sets, as well as those of
other methods that do not formulate the stereo matching as a learning problem
(upper part) and those that deploy neural networks to tackle disparity esti-
mation (lower part). Both the sparse and semi-dense versions of our method
achieved better or comparable accuracy than those of many existing methods.
The results on the Middlebury training data set show, for example, the avgerr
in sparse disparity maps produced by MTStereo 2.0 is lower than that of all
other listed methods except MotionStereo and SGM. Also, the avgerr on the
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Table 2. Results in avgerr, except Kitti Test which is expressed in D-all-est. Average
prediction Density is reported in brackets. Entries without density specification are
100% dense. “-SD” denotes Semi-Dense. +: Result was taken from benchmark website.
d: Result was computed on downsized input images. g: Generalization study result.
∗: Result was (possibly) computed on a different set of images than we used for evalua-
tion. t: Result was (possibly) computed using a different metric computation approach.

Middlebury Kitti 2015 Real garden Synth garden Driving Monkaa Flying things

Train Test Train Test

MTS2-Sparse 2.35+(3) 9.36+(3) 1.35(4) 7.83+(4) 3.08(5) 5.22(6) 5.36(3) 3.83(4) 1.7(6)

MTS2-SD 6.51(24) – 2.24(25) – 3.72(20) 7.04(19) 7.38(15) 6.54(25) 2.61(30)

MTS1-Sparse 5.47+(2) 15.5+(2) 1.58(2) 8.92+(3) 2.48(2) 7.32(2) 8.8(1) 7.22(3) 3.03(4)

MTS1-SD 17.47(57) – 4.47(44) – 3.78(18) 12.8(14) 16.2(38) 15.41(40) 6.93(58)

SGBM1 [12] 7.83+(67) 16.3+(63) 1.45(84) – 2.61(89) 4.77(92) 16.06(70) 11.37(81) 5.14(86)

SGBM2 [12] 8.92+d(83) 15.9+d(77) 1.27(82) 5.86+(90) 2.16(90) 4.67(90) 15.72(64) 10.5(78) 4.58(85)

ELAS ROB [10] 10.5+d 13.4+d 1.49(99) 9.67+ 2.06 7.02 11.71 17.75 7.46

FPGA Stereo [14] – – – – 2.94 [23] 11.41 [23] – – –

DispNet [18] – – 0.68 [18] 4.34+ 1.35 [23] 6.28 [23] 15.62∗ [18] 5.78 [18] 1.68 [18]

EdgeStereo [28] 2.00+ 3.72+ 2.07g [28] 2.08+ – – – – 0.74∗t [28]

iResNet [16] – – 1.21g [28] 2.44 [28] – – – – 0.95∗t [28]

Kitti training data set of MTStereo 2.0 sparse is lower than that of all other
listed methods except DispNet, iResNet, and SGBM2. Furthermore, the avgerr
of disparity maps produced by MTStereo 2.0 sparse is lower than all other non-
learning based methods when evaluated on Driving, Monkaa, and Flying Things
3D. MTStereo 2.0 sparse produced more accurate disparity maps than some of
the listed CNN based methods on the Kitti2015 training, Synthetic garden, Driv-
ing, and Monkaa data sets. The density of the disparity maps of MTStereo2.0 is
lower than CNN-based methods. However, it can be regulated by manipulating
the parameters that trade-off accuracy and density. These results indicate that
MTStereo2.0 estimates very precisely the depth of regions for which a robust
match in the max-trees is found, and can be used as an unsupervised matching
strategy to serve as prior for more sophisticated methods.

The results of MTStereo 2.0 sparse and semi-dense are generally more accu-
rate than those of their counterpart based on MTStereo 1.0. The cases where
MTStereo 2.0 produces more accurate and dense disparity maps than MTStereo
1.0 (e.g. for the sparse variants when evaluated on the Middlebury, Kitti2015,
Synth garden, and Driving data sets) suggest that MTStereo 2.0 is a more robust
method than MTStereo 1.0.

In Fig. 3, we show example images from the Middlebury, Trimbot2020 Syn-
thetic Garden, Monkaa, and Flying Things 3D data sets, with corresponding
ground truth depth images, our semi-dense and sparse depth reconstruction.
One can notice that our method can robustly extract depth information also
in image regions with little texture, whose depth ambiguity can be successfully
handled by MTStereo2.0. For example, the depth of the gray cubes in the Fly-
ing Things example is reasonably well estimated although the cube surfaces are
rendered with little texture. When the parameter ωΠ is set to a low value, an
assumption is made that regions with little texture are flat. The dis-ambiguous
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Fig. 3. Example images from the Middlebury, Trimbot2020 Synthetic Garden, Monkaa,
and Flying Things 3D data sets, with corresponding ground truth images, our semi-
dense and sparse reconstruction. Black disparity map pixels have no assignment. Mor-
phological dilatation was applied to sparse outputs for visualization purposes.

disparity values at the left and right side edges of regions with little or no tex-
ture are then linearly interpolated within the region. When the assumption is
not correct, such as between the tree branches in the MTStereo semi-dense dis-
parity map of the Synth Garden example, the parameter ωΠ can be increased
such that no disparity values are estimated in ambiguous regions. Edge blurring
artifacts are frequently filtered out, as can be seen for the edges of the pipes in
the first row or those of the tree in the second row of Fig. 3. The disparity maps
produced by MTStereo2.0 tend to have very few outliers.

The methodological improvements of MTStereo2.0 with respect to version 1.0
increase the computation intensity of the method, which requires a longer time
to process the images. The processing times of MTStereo 2.0 are generally longer
than those of other methods listed in this paper. However, the efficiency of our
implementation (publicly available) can likely be increased through code-level
optimization, e.g. of our cost volume construction and coarse-to-fine matching
procedures that take up to about 70% of the processing time.

4 Conclusions

We proposed a stereo matching method, MTStereo 2.0, for systems with limited
computational and energy resources that require efficient and accurate depth
estimation. It improves on its predecessor MTStereo 1.0 as it: a) deploys a more
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robust cost function, b) performs more thorough detection of incorrect matches,
c) computes disparity maps with pixel-level rather than node-level precision.

MTStereo 2.0 produces disparity maps which are generally more accurate
than those produced by MTStereo 1.0, and does not require intensive GPU
computations like methods based on CNNs. It can thus run on devices with low-
power resources. Our method achieves competitive results on several benchmark
data sets: Middlebury 2014, KITTI 2015, Driving, FlyingThings3D, Monkaa,
and the TrimBot2020 garden data sets.
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Abstract. Glaucoma is the second leading cause of irreversible vision
loss. Early diagnosis and treatment can, however, slow the progression
of the disease. Specialists making this diagnosis rely on several tests and
examinations such as visual field tests and examinations of retinal images
and optical coherence tomography images. One of the regions examined
by specialists when checking for retinal conditions is the optic nerve head
region, which is the brightest region in retinal images. Within this region,
the ratio between the cup and the disc can be used when diagnosing for
glaucoma. Calculating the cup–disc ratio requires the segmentation of
both the disc and the cup from retinal images. In a previous paper, a
method for segmenting the disc was proposed. Here another deep learning
model, H-OCS, is proposed for segmenting the cup from retinal images.
A customized InceptionV3 model with transfer learning and image aug-
mentation is used. Additionally, the output of H-OCS is refined and
enhanced using a series of post-processing steps. H-OCS is tested on six
publicly available datasets: RimOneV3, Drishti, Messidor, Refuge, Riga,
and Magrebia and several ablation studies are conducted to evaluate the
effectiveness of the proposed approach. Additionally, the performance of
H-OCS is compare with other studies. An overall average accuracy of
97.86%, DC of 88.37%, Sensitivity of 89.09% and IoU of 79.66% was
achieved.

Keywords: Cup · Deep learning · Inception · Segmentation · Retinal
image · Transfer learning · Loss function

1 Introduction

Glaucoma is the world’s second leading cause of irreversible vision loss after
cataracts [4]. The optic nerve head (ONH) is one of the most important anatomi-
cal features where glaucomatous conditions may be diagnosed. The ONH is most
often damaged due to elevated intraocular pressure. To assess the damage an
specialists need to locate the disc and cup and estimate the ratio between them
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as one of the indicators to assess the damage to the ONH. An abnormal cup–
disc ratio (CDR), calculated by dividing the cup diameter over the disc diameter,
indicates the possibility of having glaucoma.

Several deep learning approaches have been developed for segmenting the
optic cup which is further then used to calculate the CDR as one of the measure
for glaucoma detection. Examples are ensemble learning CNNs [20], a two staged
model [14], a fully connected deep learning model [15], patch based network [7],
and multi scale input/output models [3].

Most studies have tended to test their approaches on non-diverse datasets,
and hence they face the issue of domain shift: that is, their models may not
perform well on images from a variety of sources. Another limitation is related
to the imbalance between the cup and the background. Such a limitation can be
handled by using a proper loss function that penalizes an incorrect classification
more severely for a pixel related to the object to be segmented rather than a
pixel from the background.

In this work, we propose an approach for cup segmentation from retinal
images while taking into consideration the challenges listed above. A deep learn-
ing model for cup segmentation from retinal images using the InceptionV3 model
is proposed. This model is similar to the one used for segmenting the vessels [13].
As there are insufficient annotated cup datasets for deep learning, the idea of
using transfer learning (TL) and image augmentation (IA) is adopted. Instead
of using random weights to initialize the model, weights trained on millions
of images for semantic segmentation from the ImageNet dataset [10] are used.
These weights are then fine-tuned to match the optic cup. Additionally, a series of
post-processing steps to improve the output of the proposed model are adopted.
H-OCS was tested on six publicly available datasets.

2 Proposed Method

The goal is to segment the optic cup given the disc region from the retinal
image. To achieve this, the disc region is first extracted and then feed to the
model. H-OCS is a deep learning model with an architecture similar t the one
developed by Ronneberger et al. [9]. A customized InceptionV3 model is used as
the encoder. In this section, architecture of the model, pre-processing steps, data
augmentation, model initialization, and post-processing steps are discussed.

2.1 Region of Interest Extraction

To segment the cup, the optic disc is first located and then the disc region is
cropped using the approach developed by Sarhan et al. [11], which has been
shown to be effective in segmenting discs from diverse datasets. Once the disc is
located, the disc region, including a surrounding a region, is extracted as shown
in Fig. 1. The segmented optic disc is mapped back to the original image and a
sub-image based on the center of the predicted optic disc is cropped. The images
are then resized to 224 × 224 pixels and normalized so that all pixel values are
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within the range (0,1). Finally, the images undergo binary thresholding. Hence,
the region to be analyzed is reduced to be only the disc region as shown in Fig. 1.
The cup labels are adjusted using the same process as used for the original retinal
image so that the ground truth of the cup is aligned with the ROI.

Fig. 1. Region of interest extraction from a retinal image.

2.2 Network Architecture

The challenges in segmenting the cup as opposed to segmenting the disc are now
discussed. First, the model used for the segmenting disc region was tested while
retraining it on images with the cup ground truth. The model did not perform
well, however, mainly because of the variations in the cup and how fuzzy it is
when blood vessels are present. Hence, it was decided to use a deeper network,
namely the InceptionV3 network, for H-OCS. The network utilized is similar to
the one utilized by Sarhan et al. [13].

The InceptionV3 model was adopted as the encoder while customized the
normalization, and reducing the convolutional layers. The architecture of H-
OCS is presented in Fig. 2. The original architecture of the InceptionV3 model
requires four instances of block C to be presented in block A (marked as 3 in
Block A in Fig. 2) but only three was used here. Another change was that, while
in the original architecture, block B is required to have four instances of block
C, but here five were used instead (marked as 3 in Block B in Fig. 2). The final
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concatenation layer and other layers as shown in Fig. 2 were used to construct
our encoder. A drop-out was added at the end with a factor of 0.3, and a sigmoid
activation was used. The rectified linear used is used as the activation method
for all convolutional layers [13]. Max pooling layers are also utilized to reduce
the spatial of the feature maps.

H-OCS is initially fed with a prepossessed image of size 224 × 224. Instead
of using the whole image, the disc region referred to as the region of interest
is extract, and fed to H-OCS after applying a set of pre-processing steps. Five
Skip connections are then utilized to transfer the features from some layers in
the encoder to the decoder as shown in Fig. 2. After the skip layers have been
selected, upsampling and concatenation is done so that the output image will
have a 224 × 224 dimensions. Short connections from early to later layers are
useful in preserving high-level information about the positioning of the cup.

Fig. 2. Architecture of the model adopted for cup segmentation.

2.3 Loss Function

The binary cross entropy (BCE) loss function is one of the common loss functions
for semantic segmentation. However, this loss function does not perform well
when the data are imbalanced, as they are in this case. The output will be biased
toward the background, resulting in improper cup segmentation. That is, the
output may suggest a misleading result of 90% accuracy. Accurate cup segmen-
tation therefore requires additional processing. This problem was avoided using
the Jaccard distance, which measures the dissimilarity between two datasets. In
order to check if the model had improved or not on the value returned from the
loss function during the training of the network it was run using the validation
data. The Jaccard loss function defined as:
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Lj = 1 − |Yd ∩ Ŷd|
|Yd ∪ Ŷd|

= 1 −
∑

d∈Yd
(1 ∧ ŷd)

|Yd| +
∑

b∈Yb
(0 ∨ ŷb)

(1)

is used where Yd represents the ground truth of the cup, Yb the ground truth of
the background, Ŷd represents the predicted pixels of the cup and Ŷb represents
the background pixels. The cardinalities of the cup Yd are |Yd| and the cardinality
background |Yb| is |Ŷb| and ŷd ∈ Ŷd and ŷb ∈ Ŷb. The values of ŷd and ŷb will
always be between 0 and 1 since they are both probabilities. This loss function
can now be approximated as shown in Eq. 2. The result is then updated by
Eq. 3 where j represents the jth pixel in the input image and ŷj represents the
predicted value for that pixel.

L̃j = 1 −
∑

d∈Yd
min(1, ŷd)

|Yd| +
∑

b∈Yb
max(0, ŷb)

= 1 −
∑

d∈Yd
ŷd

|Yd| +
∑

b∈Yb
ŷb

(2)

Ljyi{− 1
|Yd| +

∑
b∈Yb

ŷb
for i ∈ Yd −

∑
d∈Yd

ŷd

|Yd| +
∑

b∈Yb
ŷb

for i ∈ Yb (3)

2.4 Transfer Learning

To overcome this problem related to insufficient images for training, an approach
referred to as transfer learning is used. This approach can alleviate the issues
caused by insufficient training data by using weights generated by training on
millions of images. In this study, the weights generated when training the Incep-
tionV3 model on the ImageNet dataset are adopted which contains around 14
million labeled images.

Using TL reduces the problem of over-fitting caused by training on a lim-
ited number of images and improves the overall performance of the model. The
weights of the encoder network component are initialized using the ImageNet
weights, and other layers are randomly initialized using a Gaussian distribution.
H-OCS is then trained using a mini-batch gradient to tune the weights of the
whole network.

In addition to transfer learning, we applied random augmentation to each
image. We randomly applied one or combination of the following: shifting ver-
tically and/or horizontally, rotation within a range of 360 ◦C, flipping vertically
and/or horizontally. We tested the evaluation effectiveness of data augmentation
with and without transfer learning.

2.5 Postprocessing

To handle the issue of false positives and smooth the boundaries of the predicted
cup, some image postprocessing steps are performed. The first step is to remove
small regions in the image that were clearly not related to the cup. This step
is implemented by applying contour edge detection, in which all contours are
first detected and then sorted from largest to smallest. The cup is the largest
contour, and hence all other regions are removed.
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Fig. 3. Predicted cup and the resulting ellipse fitted image.

The next step involves smoothing the boundaries of the predicted cup using
least square ellipse fitting [5]. The least square fitting approach identifies the
smallest circle that can traverse all given points. Given Eq. 4, where A, B, C,
D, E, and F are the coefficients of the ellipse and B2 − 4AC < 0, generate an
ellipse by minimizing the square of the euclidean distance of the points to the
ellipsoid plane. As the cup may have an ellipsoid shape, this approach helped
in smoothing the boundaries of the cup and improve the results [12]. Figure 3
shows the cup predicted by H-OCS and how the prediction would be adjusted
after applying ellipse fitting. It can also be seen how the DC has increased from
the original predicted image to the one in which ellipse fitting has been applied.

Ax2 + Bxy + Cy2 + Dx + Ey + F = 0 (4)

3 Experimental Analysis

The H-OCS model was evaluated on six datasets. Cups of different sizes, orien-
tations, and resolutions were fed to the model. In this section, the datasets and
the experiments are discussed and the performance of the model is compared
with those of other approaches.

3.1 Datasets

To verify the robustness of H-OCS, it was tested on six publicly available
datasets. Table 1 provides an overview of these datasets along with the machines
used to capture these images. These datasets contain information regarding mul-
tiple retinal conditions: namely, glaucoma and diabetic retinopathy. Moreover,
retinal images that belong to these datasets were acquired at different angles
and resolutions, as can be seen in Fig. 4. For datasets that contained multiple
annotations the average of the tracings were used when training and evaluating
H-OCS, which is the common technique used in such scenarios [8,16].
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Table 1. Dataset properties and machines used to capture their images.

Dataset Images Dimensions Machine

Train Test

Drishti-GS [16] 50 51 2049*1757 –

Refuge [6] 400 400 2124*2056 Zeiss Visucam 500

RimOneV3 [8] 128 31 1072*712 Nidek AFC-210

BinRushed [2] 147 35 2376*1584 Canon CR2 non-mydriatic

Magrebia [2] 52 11 2743*1936 Topcon TRC 50DX mydriatic

Messidor [2] 365 92 2240*1488 Topcon TRC NW6 non-mydriatic

In total 1,142 images were used for training and 620 were used for testing.
To test H-OCS, the data had to be split into training and testing portions. The
model could only see the training images, and the performance was checked by
evaluating the model’s predictions on the test images and comparing it to labels.
Doing so makes it fair to compare H-OCS with other approaches, as they would
test their approach on the same test images used here. However, not all datasets
are split in this manner. For the Drishti and Refugee dataset, [6,16], they were
already split into training and testing datasets. However, this was not the case
with the RimOneV3, Magrabia, Riga, and Messidor datasets [2,8]. Hence, the
same split approach as proposed by [11] was used. Following the same split
approach allows other researchers to compare their approaches by standardizing
the set of test images.

3.2 Implementation Details

H-OCS was implemented on a linux machine with a NVIDIA GeForce RTX 2080
with 8 GB dedicated memory. When training, we have utilized the NAdam opti-
mizer with learning rate set to 0.0001 and 8 images per batch. During training,
the H-OCS checkpoints would save the model whenever a decrease in the loss
value has occurred on the validation dataset. While training, the training and
validation sets were split by 80% and 20% respectively. These sets were selected
randomly at each epoch. Four evaluation methods were then utilized to evalu-
ate and compare the approach: namely, accuracy (Acc), dice coefficient (DC),
sensitivity (Sen), intersection over union (IOU).
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Fig. 4. A sample image from each dataset used in our study. The first row shows the
actual retinal image. The second shows the related cup ground truth and the third row
shows the post processed segmented cup using the mode. The dataset name of which
each image belongs to is written on the top.

3.3 Effectiveness of TL and IA

To test the impact of using TL and IA when training H-OCS, a series of exper-
iments were conducted and then evaluated using the test images from all the
datasets. In this section, the overall performance, is discussed, not the perfor-
mance on each dataset.

Four experiments were conducted to test the effectiveness of TL and IA. In
the first experiment, H-OCS was trained on the data without using TL and IA
and initialized the model with random weights. The second experiment did not
use TL but did use IA. The third and fourth experiments both used TL, and H-
OCS was initialized with weights from imagenet trained on image segmentation
using millions of images. One of these final two experiments was run with IA
and one without. The results from each of these experiments are presented in
Table 2.

Table 2. Performance of the proposed approach with and without using TL and/or
IA.

Experiment Acc DC Sen IoU

No TL and No IA 96.36 82.00 86.91 71.57

No TL and IA 97.40 87.11 89.58 78.11

TL with No IA 97.80 87.15 89.09 78.30

TL with IA 97.86 88.37 89.09 79.66
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The least accurate results were obtained when TL and IA were not used.
H-OCS only required 474 epochs to complete the training, however, with each
epoch requiring 66 s. With IA and no TL, 1,014 epochs were required to complete
the training. When using TL with and without IA, the models required 760
and 638 epochs, respectively, to finish training. The most accurate results were
achieved using TL and IA together, especially for DC and IoU values, which
reflect how precisely the cup is segmented. Moreover, using TL and IA together
was slightly faster than when not using TL with IA when training the model.
Although adding IA to the training results increased the number of epochs until
convergence, it yielded more accurate results than if it were not used.

3.4 Effectiveness of Loss Functions

Three experiments were conducted to test which loss function would achieve
the most accurate results. First, H-OCS was trained using the BCE loss func-
tion alone, which is a built-in loss function in the Keras library. It was then
trained using only the Jaccard loss function. Finally, H-OCS was trained using
a combination of both loss functions. The results are shown in Table 3.

Table 3. Performance of the proposed approach when using the BCE and/or Jaccard
loss functions.

Loss Function Acc DC Sen IoU

BCE 95.19 79.06 97.26 66.46

Jaccard+BCE 97.04 87.54 86.82 78.56

Jaccard 97.86 88.37 89.09 79.66

Using the Jaccard loss function alone yielded more accurate results than using
BCE and Jaccard combined. This was due to the morphological appearance of
the cup, which is not the same as the disc [11]. Additionally, using BCE alone, the
model always overestimated the cup region, which was not the case using Jaccard
alone. Combining both loss functions yielded a very similar performance to using
Jaccard alone. However, combining both functions helped our model to converge
faster, taking only 530 epochs compared to 759 using Jaccard alone. Using BCE
alone required only 318 epochs. Throughout the rest of the experiments only the
Jaccard loss function was used.

3.5 Comparison with Other Approaches

To evaluate H-OCS, it was compared with approaches which were tested on
some of the same datasets as used here, as shown in Table 4. Unfortunately,
these approaches did not evaluate using all available datasets and hence when
comparing results were split per dataset to be able to do a fair comparison. An
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Table 4. Performance of the proposed approach when compared with other approaches
when using similar datasets.

Method Dataset Performance Time(s)

Acc DC Sen IoU

StackUNet [14] Drishti - 89.00 - 80.00 2∗−
RimOneV3 - 84.00 - 73.00

Depth Estimation Network [15] Drishti - 84.80 - - 2∗−
RimOneV3 - 87.60 - -

pOsal [17] Drishti - 85.80 - - 3∗0.08
RimOneV3 - 78.70 - -

Refuge - 87.50 - -

ResNet34 [18] Drishti - 88.77 - 80.42 2∗−
RimOneV3 - 84.45 - 74.29

Attention UNET [19] Drishti 99.53 87.93 87.65 78.46 2∗0.33
RimOneV3 99.69 83.97 81.33 72.37

M-Net [3] Refuge - 84.39 - 73.00 -

GlaucoNet [7] Drishti - 89.99 - 82.29 2∗−
RimOneV3 - 85.07 - 74.01

FBLS [1] Drishti - 88.00 - - -

Drishti 96.70 90.05 87.34 82.29 0.08

RimOneV3 97.78 88.13 89.25 79.24 0.17

Proposed Approach Refuge 97.11 86.57 92.09 76.75 0.03

Riga 98.11 86.56 87.07 76.62 0.11

Magrabia 97.32 87.27 89.65 78.04 0.35

Messidor 97.95 88.67 87.21 80.03 0.05

overall average accuracy of 97.86%, DC of 88.37%, Sensitivity of 89.09% and IoU
of 79.66% was achieved. This approach outperformed other approaches tested
on some of the online publicly available datasets as shown in Table 4 except two
approaches for some of the dataset they used. Further, a prediction time was
achieved that is the best among the current state of the art approaches with
average segmentation time is 0.05 s.

Using the Refuge dataset, we achieved higher results than those reported
by Fu et al. [3] although the results were slightly lower than those reported by
Wang et al. [17] who reported 87.5% for DC in comparison to the 88.57% attained
here. For the Drishti-GS and RimOneV3 datasets, this model outperformed other
approaches in precisely segmenting the cup. However, Zhao et al. [19] the authors
achieved slightly higher accuracy, but H-OCS achieved better in DC, sensitivity,
and IoU, indicating that H-OCS performs better in precisely segmenting the cup.
Wang et al. [17] achieved an average segmentation time of 0.08 s when using the
Drishti, Refuge, and RimOneV3 datasets. On these three datasets, an average
segmentation time of 0.04 s was achieved.
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The dataset of images provided by Almazroa et al. [2] are so new that to
our knowledge no studies have been published using these images. Thus, the
performance of H-OCS cannot be compared to those datasets with that of any
other model. To ensure the continuity of this research and allow researchers to
perform fair comparisons to H-OCS, all the test images use will be published in
the supporting material. In general, H-OCS demonstrated high performance in
segmenting the cup from images obtained from different sources with different
cup angles and resolutions.

4 Conclusion

In this study, we proposed H-OCS, a deep learning-based approach for cup seg-
mentation. We showed the effectiveness of H-OCS when combined with TL, IA,
and the Jaccard loss function. Additionally, H-OCS involved a series of post-
processing steps that improved the precision of the segmented cup. H-OCS out-
performs other approaches to cup segmentation and it achieve state of the art
performance on cup segmentation when compared to other approaches. An over-
all average accuracy of 97.86%, DC of 88.37%, Sensitivity of 89.09% and IoU of
79.66% with an average segmentation time of 0.05 s was achieved with H-OCS.

In the future, we would like to expand our approach to include measurement
of the CDR, which can be used as an indicator when diagnosing glaucoma. The
CDR alone, however, is not sufficient to diagnose glaucoma. In some cases, the
patient may have a low CDR but still have glaucoma. Thus, we would like to
combine measurement of the CDR with analysis of the disc region.
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Abstract. With a critical need for faster and more accurate diagno-
sis in medical image analysis, artificial intelligence plays a critical role.
Precise artery segmentation and faster diagnosis in retinal blood vessel
segmentation can be beneficial for the early detection of acute diseases
such as diabetic retinopathy and glaucoma. Recent advancements in deep
learning have led to some exciting improvements in the field of medical
image segmentation. However, one common problem faced by such meth-
ods is the limited availability of labelled data to train a suitable deep
learning model. The publicly available dataset for retinal vessel segmen-
tation contains less than 50 images. On the other hand, deep learning
is a data-hungry process. We propose a method to generate synthetic
images to augment the training needs of the deep learning model. Specif-
ically, we propose a blending and enhancement-based strategy to learn a
conditional generative adversarial model. The network synthesizes high-
quality fundus images used along with the real images to learn a convo-
lutional neural network-based segmentation model. Experimental eval-
uation shows that the proposed synthetic generation method improves
segmentation performance on the real test images of the vascular extrac-
tion (DRIVE) dataset achieving 97.01% segmentation accuracy.

Keywords: Retinal vessel segmentation · Image synthesis · Medical
image segmentation · Generative adversarial networks · Convolutional
neural network

1 Introduction

Diabetic retinopathy, glaucoma, and other retinal diseases rely heavily on retinal
blood vessels for diagnosis and treatment [1]. The automated segmentation of
medical images is a significant step for collecting valuable information that can
help doctors diagnose. For instance, it can be used to segment retinal vessels so
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that their structure can be interpreted and their width calculated, which can
help diagnose retinal diseases [2]. Manual inspection by medical practitioners is
a tedious and painful task, and until complex tests like MRI (magnetic reso-
nance imaging) scans are not performed, which can be proven costly [3]. Despite
this, the mechanism is nevertheless hampered by a scarcity of datasets. Fluores-
cein angiography [4] is the standard method for photographing blood vessels. A
dye is injected into the bloodstream, which then travels through the blood ves-
sels, exposing them and being photographed later. This procedure appears to be
painless and straightforward, but it has several negative consequences, including
breathing difficulties, laryngeal swelling, nausea, fainting and cardiac arrest [5].
Vessel segmentation is an important medical imaging problem. However, since
CNN needs a large number of images to produce an appropriate model, dataset
scarcity is a significant challenge. Traditionally, Chaudhuri et al. [6] accomplished
this aim by using the Gaussian curve to estimate the grey-level characterizations
of the retinal vessel and the Otsu-thresholding method to segment the vessels.
Zana and Klein [7] came up with a vessel segmentation approach based on math-
ematical structure. Li et al. [8] proposed a cross-modality learning approach in
deep learning techniques that learns from a copy of a retinal image and its cor-
responding vessel map. Several exciting CNN-based approaches have been pro-
posed recently [9–13]. Our proposed approach addresses the issue of restricted
dataset availability by employing a blending and enhancement-based synthetic
image generation technique to increase the size of the original dataset. Specifi-
cally, a retinal fundus image is synthetically generated from an original image by
combining ground truth and mask from publicly accessible datasets to develop an
improved blended image. Further, we train a CNN-based segmentation model to
retrieve segmented vessel images. The major highlights of the proposed approach
are: (1) it employs a blending, and enhancement-based strategy for producing
synthetic images resulting in high-quality images, (2) experiments show that
training the CNN model with a mixture of blended-enhanced synthetic images
and original images improves performance on the real test images of the vascular
extraction (DRIVE) dataset achieving 97.01% segmentation accuracy.

2 Proposed Method

The overview of the proposed method is in Fig. 1. The proposed method
addresses the issue of the very low amount of training data by producing high-
quality synthetic fundus images. To achieve this, we propose a blending and
enhancement based technique (step 1) to generate a synthetic image using a
conditional generative adversarial network (step 2). The synthetic images, along
with the original images, are further used to learn a CNN-based segmentation
model (step 3). Our synthetic image generation approach uses image-to-image
translation GAN [14]. A detailed explanation of the process is provided in the
following subsections.
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Fig. 1. Oveview of our proposed method

2.1 Datasets

Our method is put to the test on two benchmark datasets covering a wide range
of cylindrical organized images, including retinal blood vessels and the optic
disc. They are DRIVE [15] and CHASE-DB1 [16], respectively. Both DRIVE
and CHASE-DB1 contain 20 training examples and 20 testing images of size
584 × 565 and 999 × 965, respectively. Official FoV masks for the test images
are included in the DRIVE dataset. On the other hand, the CHASE-DB1 dataset
does not provide such masks with the fundus images. For adequate evaluation,
we generate the FoV masks for CHASE-DB1 using simple binary thresholding
of the red channel of the colour fundus image. Images manually segmented by
trained human observers are included in the datasets and serve as ground truth
during testing. We employ three alternative rotation angles: 90, 180, and 270 ◦C.
As a result, there are three actual image variations and three synthetic image
variations for a total of 160 images to train the segmentation network.

2.2 Blending and Enhancement-Based Strategy

Before synthesizing a high-quality image using Conditional GAN (cGAN), we
use a unique blending and enhanced step as shown in Fig. 1 (step 1). First, we
apply contrast enhancement to the segmented ground truth of retinal fundus
images. Then, we perform a blending operation on a pair of contrast-enhanced
ground truth images and masks of the retinal fundus images. This generates
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an output image based on a blending ratio, which defines the influence of each
image. Thus, it creates a linear combinatorial composite blended image as shown
in Fig. 1 (step 2). Blending operation is defined as follows [17],

Q(i, j) = X × P1(i, j) + (1 − X) × P2(i, j) (1)

where, P1 and P2 are input images, whereas X denotes blending ratio. Based
on some preliminary experiments, R is fixed at 0.3. The improvement of the
contrast performed on the ground truth image allows it to be more reflective
and distinctive from the mask, which acts as a foreground. Some preliminary
experiments with and without the blending operation suggested that the image
blending operation increased the visibility of the perimeter around the genera-
tor input image by severing the black pixel values, which helped eliminate the
distortion and conceal the colours around the edges.

2.3 GAN Synthesization

The blended image is used to synthesize images using an image-to-image cGAN,
an established image-to-image translation method. It has been widely used for
several applications, including texture transfer of clothing to 3D human mod-
els [18] and generating animations for a cartoon character [19]. However, unlike
traditional GAN, which uses a random noise vector, the parameters of a cGAN
are learned from an observed image. Similar to a traditional GAN architecture,
the generator and discriminator act as adversaries. The work of the discrimi-
nator remains unchanged, which is to work in opposition to the generator and
maximize the loss. The loss function of discriminator is defined as [14],

LcGAN (G,D) = Ex,y[log D(x, y)] + Ex,z[log(1 − D(x,G(x, z))] (2)

On the other hand, to minimize the loss and blurring generator, it uses L1 loss
multiplied by lambda value which acts as a regularizer [20]. Equation 3 shows
the generator function.

LL1(G) = Ex,y,z [‖y − G(x, z)‖1] (3)

Equation 4 can summarize the overall process of the cGAN, which learns the
mapping from the contrast-enhanced input image (z) and ground truth fundus
image (x) to synthesized image (y)

G∗ = arg min
G

max
D

LcGAN (G,D) + λLL1(G) (4)

As shown in Fig. 1, step 2, the process begins with a combined blended image
that includes a segmented vessel and a masked image. The ground truth is the
fundus Image, which corresponds to the same vessel and mask. cGAN generates
a synthesized image from the blended image and the original fundus image,
respectively.

Image-to-Image cGAN maps a high-resolution input to a high-resolution out-
put, with the underlying structure of both being similar. Based on these inputs
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and output aligned parameters, an encoder-decoder [21] network in the shape
of a UNet [22] network was formed, consisting of a sequential layer comprised
of convolution layers (conv2D & conv2D Transpose), batch normalization layer
(BN) [23], and activation layer (ReLU & leaky ReLU) [24] and skip-connections
to bypass data across the bottleneck layer in the case of a generator. A simple
decreasing order sequential layer-based model was used to evaluate real and fake
in the discriminator, followed by binary cross-entropy loss [25]. The network was
trained using the Adam optimizer [26] with a learning rate of 2e−4 and β1 = 0.5
and a batch size of 1. The synthesized images (1024 × 1024) are resized to the
original image size for adaptability during CNN training.

2.4 CNN-Based Segmentation

During this stage, the augmented images are fed into the convolutional neu-
ral network. This study employed a network with a spatial attention module-
based [27] encoder-decoder network with a specific layer like DropBlock [28] to
minimize overfitting and a spatial attention module [29] that leverages an inter-
spatial relationship between features to build a spatial attention map. Binary
cross-entropy loss functions are used to reduce the distance between the ground
truth and expected outputs in the semantic segmentation task. We trained the
model for 100 epochs using the Adam optimizer with a learning rate of 1e − 3
and a kernel size of 20.

3 Experimental Evaluation

The proposed method’s efficacy was assessed using two main criteria: qualitative
and quantitative performance using two publicly available datasets. Qualitative
results visually compare various methods and the images produced by their per-
formance on test datasets. The findings are discussed quantitatively in terms
of parametric values, which are measured pixel-wise test accuracy between pre-
dicted and ground truth image, sensitivity (SN), specificity (SP), and AUC Score.
We compared our improved approach with several state-of-the-art methods. The
sample segmentation results are shown in Figs. 2 and 3. The current state-of-
the-art approach has limitations when it comes to capturing light-colored blood
vessels. The proposed approach is marginally better at detecting some portions
of retinal vessels, as seen in Figs. 3 (a) and (b). The quantitative results confirm
this as discussed in the following subsections.

3.1 Qualitative Result

The qualitative findings demonstrate how our synthetically generated images
influence segmentation as compared to training the segmentation network, i.e.,
RSAN [27] using only original images. The comparison is shown using colour-
coded vessel segments that are illuminated, with the colour codes illustrated in
Table 1. Figure 2 (a–e) shows images from the DRIVE [15] dataset, from left to
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Fig. 2. The qualitative segmentation results of a sample test image from the
DRIVE [15] and CHASE-DB1 [16] dataset. (a) and (f) original input image; (b) and
(g) inverted ground truth image; (c) and (h) RSAN-segmented image; (d) and (i) and
proposed method-segmented image; and (e) and (j) color coded difference between seg-
mented images obtained using RSAN [27] and proposed method as colour-coded in
Table 1.

right: original image, human perception-based ground reality, RSAN [27] seg-
mented image, proposed system segmented image, and the difference between
highlighted colour-coded image vessels (the zoomed version shown in Fig. 3 (a)).
As seen in the zoomed version for CHASE-DB1 [16] dataset (Fig. 3 (b)), our
methods trained model, based on a mixture of synthesised and original images,
detects certain parts of vessels better RSAN-based [27] approach.

Fig. 3. Zoomed version of color coded difference between segmented images obtained
using RSAN [27] and proposed method as colour-coded in Table 1 for DRIVE [15] and
CHASE-DB1 [16] dataset.
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Table 1. Comparison of ground truth, RSAN [27], and proposed system for vessel
segmentation using a confusion matrix

Type Ground truth RSAN Proposed Color

FN → TP Vessel Background Vessel Red

FP → TN Background Vessel Background Green

TP → FN Vessel Vessel Background Blue

TN → FP Background Background Vessel Yellow

Table 2. Comparison of proposed method with the state-of-the-art Methods for
DRIVE [15] dataset

Method Test Acc (%) SP (%) SN(%) AUC (%)

DRIU [10] 91.35% 90.88% 94.54% 97.84%

VGN [13] 92.71% 93.82% 92.55% 98.02%

Yan et al. (2019) 95.38% 98.20% 76.31% 97.50%

DU-Net [31] 95.66% 98.00% 79.63% 98.02%

Iter-Net [32] 95.73% 98.38% 77.35% 98.16%

RSAN [27] 96.91% 98.39% 81.49% 98.55%

AGN-Net [33] 96.92% 98.48% 81.00% 98.56%

SA-UNet [30] 96.98% 98.40% 82.12% 98.64%

Proposed Method 97.01% 98.60% 80.44% 98.62%

3.2 Quantitative Result

The proposed approach is compared to existing methods for related problems in
the DRIVE and CHASE [16] datasets in quantitative results in Tables 2 and 3.
Table 2 shows that the proposed approach outperforms all other methods of test
accuracy and specificity. DRIU [10] achieves the highest sensitivity, and SA-
UNET [30] is achieving the highest AUC score for the DRIVE [15] Dataset.
Although the proposed approach provides lower sensitivity, it provides second-
best AUC Score. Similarly, Table 3 shows that the proposed method achieves
the highest specificity when applied to the CHASE dataset. SA-Unet [30], on
the other hand, has the highest test accuracy and AUC ranking. In terms of
sensitivity, VGN [13] is at the top of the list.
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Table 3. Comparison of proposed method with the state-of-the-art Methods for
CHASE-DB1 [16] dataset

Method Test Acc (%) SP (%) SN(%) AUC (%)

DRIU [10] 93.39% 93.32% 94.11% 98.10%

VGN [13] 93.73% 93.64% 94.63% 98.30%

Yan et al. (2019) 96.07% 98.06% 76.41% 97.76%

DU-Net [31] 96.10% 97.52% 81.55% 98.04%

Iter-Net [32] 96.50% 98.23% 79.70% 98.51%

RSAN [27] 97.22% 97.83% 88.07% 98.92%

AGN-Net [33] 97.43% 98.48% 81.86% 98.63%

SA-UNet [30] 97.55% 98.35% 85.73% 99.05%

Proposed Method 97.28% 98.55% 78.34% 98.21%

4 Conclusion

This paper defines a method for improving the capability of any CNN model for
vessel segmentation from fundus images considering the practical scenario of the
very low amount of labelled training data (20 original images). When compared
to the state-of-the-art process, the findings are encouraging. First, we devised a
novel method for creating an input image for GAN-based synthesis of the orig-
inal image by combining image enhancement and blending. This result helped
to constrain the perimeter of the produced synthetic image and displayed more
highlighted light vessels more dynamically. When using the DRIVE dataset [15],
our cGAN-based synthesis takes just 90 min to generate 20 synthetic images.
We used an Nvidia GTX 1060 with 6GB memory and a Ryzen 5 3600 processor
with 32GB RAM, indicating that synthesizing requires significantly less comput-
ing power. Furthermore, the CNN model’s result demonstrated state-of-the-art
accuracy on the DRIVE dataset [15] when compared against several recently pro-
posed methods. Future research will focus on devising methods for synthesising
high-quality, high-definition images using similar methods like pix2pixHD [34],
which uses an image translational cGAN approach.
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Abstract. Segmentation of cardiac magnetic resonance images (cMRI) remains
a challenging task in the field of scientific research due to its significance in the
medical assessment of cardiovascular diseases. Ensuring accurate segmentation
of the heart structures, mainly the left ventricle cavity, serves to extract important
information and has a major impact on the quantitative analysis of the heart func-
tion which helps to conduct the proper diagnosis of doctors. The present paper
introduces a simple and efficient U-shaped convolutional neural network aiming
to accurately segment the LV from cMR images. We applied our architecture for
Left Ventricle (LV) segmentation on cardiac MR images (cMRI), from the Auto-
matedCardiacDiagnosisChallenge (ACDC).Obtained results are promising. This
simple model based on CNN has significantly fewer parameters rendering it less
demanding in terms of computation. Nevertheless, it has provided accurate seg-
mentation. The tested method achieved LV Dice scores of 0.958 at end-systolic
time (ES) and 0.979 at end-diastolic time (ED), which yields a mean Dice score
of 0.968 on the ACDC dataset.

Keywords: cMRI Segmentation · CNN · U-Net · Dense net · Convolutions

1 Introduction

Cardiovascular diseases represent the leading cause of death according to the World
Health Organization. Therefore, they have become a major healthcare issue over past
years worldwide. There are different cardiac imaging techniques for viewing the heart
structures that help in making the right diagnosis of these diseases. One of them is
Cardiovascular magnetic resonance imaging (cMRI) which represents the current gold
standard reference for assessing cardiac function [1]. Indeed, the accurate segmentation
of the left ventricle (LV) from these cardiac images is required to retrieve information
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on ventricular function, such as left ventricular end-systolic volume (LVESV), the left
ventricle end-diastolic volume (LVEDV) and the left ventricle ejection fraction (LVEF)
[2]. Consequently, major advances have been made in the field of cardiac image seg-
mentation aiming to evaluate the heart function and establish the right diagnosis and
treatment of cardiac diseases.

Before the advent of deep learning, a wealth of techniques had been developed to
segment and evaluate the heart function from cardiovascular images including level
sets, dynamic programming, active contour, graph cuts, and atlas registration [1, 3,
4]. These early approaches required significant manual intervention by the expert in
order to achieve their goals. These first techniques may show promising results on
limited datasets, but they generally tend to underperform on large variable datasets.
In contrast, deep learning based approaches have proven to be able to overcome these
limitations by automatically discovering intricate features from data for object detection
and segmentation.

Convolutional neural networks (CNN), which were first introduce by Yann LeCun
et al. in 1998 [5], are currently the most widely used techniques in the field of biomedical
image classification and segmentation. U-Net [6], which is one of the most remarkable
extensions of FCN [7] and therefore of CNN, has proven to be a gold-standard in the
field of biomedical segmentation while achieving the highest accuracy [8]. U-Net has
received much attention with the field of cardiovascular analysis in the last two years
and therefore, several U-shaped architectures have been proposed in the literature for
fully automated segmentation of the LV from cine MRI [9–14].

In this paper, we propose a fully automatic deep learning approach for left ventricle
LV segmentation in cineMRI. Our proposed method is a U-Net-based architecture using
Dense connections [15] in order to achieve fewer parameters while ensuring higher accu-
racy. This paper is organized as follows. A brief overview of related works is introduced
in the next section. Then, the proposedmethod is presented in Sect. 3. Next, experimental
results are provided in Sect. 4. And finally the conclusion and future work are drawn.

2 Related Works

U-Net [6], such asSegNet [16] andPspNet [17], is an encoder-decoder-based architecture
that uses skip connections between encoder and decoder blocks. This skip connection
consists of concatenating the high-level feature maps from the decoder and the low-level
feature maps from the corresponding encoder which have the same spatial resolution
(see Fig. 1). In the original U-Net, the encoder is down-sampled in total of 4 times,
symmetrically to the decoder which is also up-sampled 4 times. This symmetry enables
the model to restore the same size as the input image.

WenjunYan et al. [12] proposed a U-net-based method (OF-net) that integrates tem-
poral information from cine MRI into LV segmentation. They incorporated an optical
flow (OF)field to capture the cardiacmotion towards adding temporal dimension. For this
to happen, they used Res-Blocks [18] incrementing, thereby, the number of parameters
and so the execution time.

Isensee et al. [11] used a 3D-U-Net inspired architectures for the segmentation of
the left and the right ventricles at the end-systolic and the end diastolic time. Zhang
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Fig. 1. An illustration of the original U-Net architecture towards LVC segmentation

et al. [19] also combined U-net with SE-Net model in order to reweight the channels of
the feature map by giving higher weight to the relevant information and lower weight
to the disabled one. Many approaches regarding U-Net have led to good results in LV
segmentation from cMR images.

3 Proposed Method

3.1 Dataset

The dataset we adopted in this work is that of The Automated Cardiac Diagnosis Chal-
lenge (ACDC). It contains short-axis cMR images alongwith their corresponding ground
truth images of Left Ventricle LV, LV myocardium, and Right Ventricle RV for 100
patients. TheACDCdataset results from clinical examinations acquired at the University
Hospital of Dijon France [20].

The100 patients of the ACDC dataset constitute a total number of 1902 labeled
images at both end-systole (ES) and end-diastole (ED) time. In order to enable the
evaluation of our method, we divided the labeled data into 80% and 20% which makes
1700 images for the training and 202 for the test. The giving dataset was divided into
five subgroups according to the patient’s pathology: 20 normal patients, 20 patients with
previous myocardial infarction, 20 patients with dilated cardiomyopathy, 20 patients
with hypertrophic cardiomyopathy and 20 patients with abnormal right ventricle. The
training-test split we have just proposed maintains this subdivision, which means that
the 202 test images are composed of four patients from each of these five subgroups.
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It is to mention that the standard cMRI acquisition provides 8 to 12 slices from base to
apex for each patient.

3.2 Preprocessing

The dataset given by the ACDC challenge has a wide variety of dimensions in the
short-axis plane, ranging from 154 × 224 to 428 × 512. Therefore, we resized all the
dataset to 256 × 224. In addition, the images present a wide range of pixel intensities,
which might affect the performance of the segmentation model. To address this issue,
we subtracted the mean value from each pixel and divided the result by the standard
deviation thus ensuring the data normalization. In addition, as we are interested on
segmenting the left ventricle, we applied a simple threshold on the ground truth images
to keep only the LV cavity. We finally applied CLAHE [21] Contrast Limited Adaptive
HistogramEqualization to enhance the local contrast of the images, which leads to better
computational analysis.

3.3 Architecture

In this study we aim to achieve higher accuracy while considerably reducing the number
of trainable parameters. For this to happen, we propose a U-shaped model using Dense
Blocks for LV segmentation from cMR images. Our architecture is shown in the figure
below (Fig. 2).

Fig. 2. Illustration of the proposed Dense U-Net

As with U-Net, our architecture is down-sampled then up-sampled symmetrically 4
times. In the first level, the input images are fed into two successive 3 × 3 unpadded
convolutions using Exponential Linear Unit (ELU) and followed by a 2× 2max pooling
operation with stride 2 for down-sampling.
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The next levels are composed of Dense Blocks followed by Transition layers (same
depth) that are down-sampled in the contraction path and up-sampled in the symmetric
expandingpath.EachDenseBlock consists of four consecutive convolution layers having
the same resolution, each followedbybatchnormalization (BN),Exponential LinearUnit
(ELU) and a dropout layer of 0.2. The output of each convolution in the dense block
is concatenated with the input of the following convolutions. The structure of a Dense
Block followed by a Transition-Down is illustrated in the figure below (Fig. 3).

Fig. 3. Illustration of the Dense Block and the Transition-Down

In the contracting path, the filter size of the first dense block starts with 16 and is
been duplicated after each down-sampling operation, whilst ensuring symmetry with the
expanding path.

Eventually, to obtain the final binary segmentation, the resulting feature maps from
the last 3 × 3 convolution layer of the proposed architecture, are agglomerated and
averaged by employing a 1 × 1 convolution with a sigmoid activation to predict the
probability of each output class. In our case, the number of classes is 1, indicating the
LV (left Ventricle).

3.4 Post-processing

The resulting masks are resized to their initial dimensions. And no further post-
processing is applied to the resulting segmented images.

3.5 Evaluation Metrics

Several metrics were used in order to evaluate the performance of our method, including
accuracy, sensitivity, specificity and dice coefficient. To obtain these metrics, we first
need to go through the computation of true Positive (TP), True Negative (TN), False
Positive (FP) and False Negative (FN).

Accuracy = (TN + TP)/(TN + TP + FN + FP) (1)

Sensitivity = TP/(TP + FN ) (2)

Specificity = TN/(TN + FP) (3)

Dice coefficient = 2TP/(2TP + FP + FN ) (4)
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4 Experiments and Results

The model was trained using binary cross-entropy as loss function and Adam [22]
optimizer with its default parameters, starting with its default learning rate which is set
to 0.001. We adopted the “reduce learning rate on the plateau” strategy with the aim of
automatically reducing the learning rate. The learning rate was reduced by a constant
factor of 0.1 when the loss metric has reached a plateau on the validation set, which
varied the learning rate from 0.001 to 1e − 6 over 32 epochs. For model evaluation, we
have split the training data into validation and train and tracked binary cross entropy loss
and Dice coefficient over the iterations (see Fig. 4). The percentage of the data that was
held over validation is 10%.

Fig. 4. Visualization of the proposed model history with training and validation

Table 1 presents the evaluation results of the two models (U-Net and the proposed
U-shaped densely connected Convolutions) on the previously described test data (202
test images). Both Models were trained using the same preprocessing, the same post-
processing and the same hyper parameters including loss function, batch size, learning
rate and number of epochs. The U-Net architecture used in this comparison is detailed
in the first figure (see Fig. 1).

Table 1. Comparison of LV segmentation performance in terms of Accuracy, Sensitivity,
Specificity and Dice coefficient at the end-systolic (ES) and the end-diastolic (ED) time

Method Accuracy Sensitivity Specificity Dice Parameters

ES ED ES ED ES ED ES ED

U-Net 0.98 0.98 0.73 0.81 0.97 0.98 0.79 0.81 31M

Proposed method 0.99 0.99 0.97 0.98 0.99 0.99 0.95 0.97 3M

The large margin of difference between the proposed networks and U-Net could be
explained by the use of dense blocks in the lower levels ofU-Netwhich enables extracting
abundant local features via densely connected convolutional layers. This has played a
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crucial role in improving the quality of the segmentation especially when dealing with
basal and apical slices (see Fig. 5), in cMRI images, that are found to perform poorly
with U-Net and other existing methods in the literature. Basal and apical slices have
always been challenging in the literature when it comes to left ventricular segmentation.
It is worth mentioning that this improvement is achieved despite a reduced number of
trainable parameters that is divided by 10 when compared with with U-Net.

As it may be observed, the number of trainable parameters has decreased from 31
million parameters with U-Net to only 3 million parameters with the proposed method.
Our model is less computationally intensive and therefore helps to gain in terms of time.

Image GT U-Net Proposed Net GT vs U-Net GT vs Proposed Net

Fig. 5. Qualitative segmentation results of U-Net and the proposed model on the ACDC dataset.
The experimental results show that the proposed Dense-U-shaped-Net yields better segmentation
masks than the original U-Net especially when dealing with basal and apical slices. The ground
truth (GT) is delined in green color with both comparisons.

Even thoughwe established our test on 20%of theACDC training data,we conducted
a comparison with existing state-of-the-art methods set for the left ventricle (LV). Table
2 shows that our approach outperforms other existing methods.
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Table 2. Comparison of LV segmentation performance of the proposed method with the state of
the art in terms of Dice coefficient at the end-systolic (ES) and the end-diastolic (ED) time

Method Dice

ES ED

Isensee et al. [11] 0.93 0.96

Simantiris et al. [14] 0.92 0.96

Proposed Method 0.95 0.97

5 Conclusion

In this paper, a simple efficient method for segmenting LV cMR images is proposed.
Experimental results on the ACDC dataset show that our U-shaped method with densely
connected Convolutions has proven its ability to enhance the performance of cardiac
MRI segmentation compared to other existing methods. The use of dense blocks enables
the model extracting abundant features, which led to achieve impressive performance.
This improvement is provided with reduced number of trainable parameters compared
with other existing approaches that make it less time consuming. The obtained results
demonstrated the effectiveness of our proposed method in performing precise LV seg-
mentation, which may help establishing an early diagnosis of heart diseases. Further
studies could include combining dilated convolutions and dense connections to learn
features at different scales.
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Abstract. In this paper, we propose variants of deep learning methods
to segment head and operculum of the zebrafish larvae in microscopy
images. In the first approach, we used a three-class model to jointly
segment head and operculum area of zebrafish larvae from background.
In the second, two-step, approach, we first trained binary segmentation
model to segment head area from the background followed by another
binary model to segment the operculum area within cropped head area
thereby minimizing the class imbalance problem. Both of our approaches
use a modified, simpler, U-Net architecture, and we also evaluate different
loss functions to tackle the class imbalance problem. We systematically
compare all these variants using various performance metrics. Data and
open-source code are available at https://uliege.cytomine.org.

Keywords: Image segmentation · Deep learning · Zebrafish images

1 Introduction

Biomedical research heavily uses Zebrafish (Danio rerio) as a model to study
developmental processes. In the earlier stages of their lifecycle, zebrafish embryos
and larvae are translucent, which greatly facilitates monitoring of their develop-
mental organs such as operculum and vertebral column using microscopy tech-
niques [3,5,10]. Biomedical researchers also rely on microscopy to study the
effects of various chemical compounds on the developing parts of the fish model
in toxicological studies [1]. Such analyses often involve segmenting different cat-
egories of regions of interest (ROI) within images in order to quantify their mor-
phological changes. For example, the analysis of Head and Operculum (a series
of bone) regions of Zebrafish larvae and the quantification of the operculum-
to-head ratio is considered as a good marker of increased bone formation and
c© Springer Nature Switzerland AG 2021
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mineralization and it is a validated method to screen for bioactive compounds
which have effects on bones [7,12]. It also gives an additional information on
the possible toxicity of a compound at the organism level. However, the visual
examination and area quantification are a bottleneck and prevent applying such
a workflow at high throughput.

In this paper, supervised deep learning strategies are proposed and evaluated
to segment head and operculum regions, as evaluation of such approaches has not
been proposed previously. We describe image acquisition settings, our dataset,
and our methods in Sect. 2, and we present our results in Sect. 3.

2 Methodology

In the section, we describe image acquisition procedure and dataset description
followed by two deep learning strategies and provide more details about con-
volutional neural network (CNN) architectures that have been used to segment
head and operculum areas.

2.1 Image Acquisition and Dataset Description

Zebrafish larvae stained with alizarin red S were imaged using a MZ 7.5 fluores-
cence stereomicroscope (Leica, Wetzlar, Germany) equipped with a green light
filter (λex= 530–560 nm and λem = 580 nm) and a black-and-white F-View II
camera (Olympus, Hamburg, Germany). Images were acquired using the follow-
ing parameters: exposure time 1 s, gamma 1.00, image format 1376× 1032 pixels,
binning 1× 1. For morphometric analysis, color channels of the RGB images were
split. Red channel (8-bit) images were used for further analyses.

We follow a supervised deep learning approach that requires original images
and corresponding head and operculum ground-truth masks to design and val-
idate the approach. Our dataset consists of 8-bit single channel (red channel)
fluorescence images of zebrafish larvea at 6 days post fertilization (dpf). Red
channel fluorescence images were first transformed into greyscale images (with
contrast and brightness enhancement) to ease the manual annotations by experts
of head and operculum areas. Manual annotations (illustrated in Fig. 1) consist
of contours of head area and operculum area as the main objective is to com-
pute the operculum-to-head ratios for different experimental conditions. A total
of 2293 zebrafish images of 1376× 1032 resolution have been collected and manu-
ally annotated over a period of one year. The dataset consists of 28 different sets
of experiments using 5 different compounds, to analyse their effect on the opercu-
lum of the zebrafish larvea. Each set has been acquired with the same acquisition
settings. Manual annotations were imported into Cytomine open-source software
[9] to centralize data and ease binary masks creation to be further used as inputs
of deep learning algorithms.

2.2 Two Deep Learning Strategies

One-Step Segmentation with a Three-Class Model. Following this strat-
egy, original size images without cropping are used. Since typical CNN networks
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require input images of small size (see below), original sized images are first
downsized to the size required by the network, keeping their original aspect ratio
to avoid any kind of distortions in the predictions, while upsizing the predicted
masks. Since our images are rectangular but network require square images, we
padded the rectangular images with zeros to make them square. A three-class
output segmentation model is then trained to segment both head and operculum
from background areas as illustrated in Fig. 1 (top).

Two-Step Segmentation with Two Binary Models. In this approach, a
first binary segmentation model is trained to segment the head from the back-
ground in original full images downsized appropriately (as in the three-class
approach). A second binary segmentation model is trained to segment the oper-
culum area using resized cropped images (rectangular box around the head). At
prediction phase, the first model is applied to segment the head, then a rect-
angular bounding box is automatically extracted. Using these box coordinates,
we apply the second model to the resized cropped images (around the head)
to segment the operculum area. The two-step approach is illustrated in Fig. 1
(bottom).

2.3 U-Net Implementation

For both approaches, the U-Net architecture [11] has been adapted to segment
areas of the zebrafish larvea. The main idea of U-Net is its two parts: the con-
volution (encoder) or contracting operations, and deconvolutional (decoder) or
expanding operations. In the first part, convolutional operations are applied
in successive layers with the max pooling operations at the end of each layer,
thereby contracting the input resolution. In the second part, an expanding res-
olution path is adopted using upsampling or deconvolutional layers. The first
part is considered as a traditional stack of convolutional and max pooling layers
to capture context information within the image. In the second part, deconvolu-
tional operations are applied along a symmetric expanding path to capture the
precise localized information. One more important thing about this architecture
is its symmetric concatenation of the previous activations from the first part to
the activations of the second part.

As preliminary results with the original U-Net architecture on the training
set were unsatisfactory (including a tendency to predict only the majority class,
i.e. the background), we implemented some modifications in U-Net architecture
including the input size and output size of the network and number of layers
and filters. Figure 2 shows our “modified U-Net” network architecture.

In our experiments, we used two versions of modified U-Net, one that accepts
512× 512 images as input and another that accepts 256× 256 images. In both
the cases, the output size of the masks is same as the input size whereas in
[11], authors used 572× 572 inputs and 388× 388 outputs. The reason behind
using two variants of the network is to assess whether using less parameters
will negatively impact recognition performance. Using smaller networks indeed
reduces execution times which can be useful in real-time applications. With
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Fig. 1. (a) One-step segmentation approach with three classes: head (yellow contour),
operculum (pink contour), background. (b) Two-step binary segmentation approach
with a first binary model (head vs background) followed by a second binary model
(operculum vs other). (Color figure online)

the small size variant of the U-Net architecture (with 256× 256 input size), we
used fewer filters in each convolutional block as compared to the larger network
thereby reducing the network size and the number of parameters by 5 folds. For
better optimization, we used “Adam” [6] optimizer and batch normalization in
each convolutional block before max pooling. Adam uses gradient descent with
momentum combined with an adaptive learning rate using exponential mov-
ing averages, which makes it more computationally and memory efficient than
“Stochastic Gradient Descent” used in the original U-Net paper. During train-
ing, we also used data augmentation (random flips and rotations, brightness, and
contrast changes). We implemented these networks in Python using Tensorflow
and Keras [2].
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Fig. 2. Modified U-Net architecture used in experiments for 512× 512 sized images.

2.4 Experimental Protocol

We first split the dataset into 2105 images for training and 188 images for final
evaluation. To assess variability, the set of 2105 images is split into five equally
sized folds. Each fold is used in turn as the validation set and the remaining folds
as the training set. Five models are trained independently on each training set
for 1000 epochs and the five best models on their corresponding validation set
across the epochs are finally retained as the final models. In addition, we used
early stopping, which forces the training to stop when there is no improvement
in the training loss for 100 consecutive epochs. We report below the average
performance and standard deviation of these five models estimated on the test
set.

2.5 Model Training with Different Loss Functions

In both approaches, we used deep learning based semantic segmentation app-
roach in which a model predicts the class of every pixel in the image (dense
predictions). In such a setting, we are faced with a problem of class imbalance
as less than 2% of the image area is occupied by operculum region while around
90% is background region. In such situation, the contribution of the majority
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class (in our case, the background) in the loss during training is more important
than that of the minority class, which biases the model in favor of the majority
class while ignoring minority class. While the two-step approach tends to reduce
this phenomenon (by cropping then predicting operculum only within the head
region), a certain class imbalance still persists. Therefore, for both approaches
we propose to evaluate different loss functions during training to handle class
imbalance. Namely, we evaluated the Cross Entropy Loss, Dice Loss, Tversky
Loss, Focal Loss and Jaccard Loss [8].

3 Results and Discussion

Tables 1 and 3 show the results of the first (three-class segmentation) app-
roach whereas Tables 2 and 4 of the second (two-step binary class segmentation)
approach using 256× 256 input size and 512× 512 input size networks, respec-
tively. In both the variants, we report several performance metrics that take
into account class imbalance, namely Precision, Recall, F1 Score and Dice score,
computed at the pixel level and averaged over the 5 models. To get a single
score with which to compare the models, the Dice score is further averaged over
head and operculum. Its standard deviation over the 5 models is also provided
to assess variability.

Table 1. Segmentation results with the one-step, three-class approach using different
loss functions for input size 256.

Avg. scores with three-class output based segmentation

Loss function Class Precision Recall F1 Score Dice Score± Std

Cross Entropy Head 0.9806 0.9796 0.9801 0.9412± 0.0043

Operculum 0.8780 0.9263 0.9014

Tversky loss Head 0.9779 0.9806 0.9792 0.9470± 0.0017

Operculum 0.9086 0.9190 0.9136

Dice loss Head 0.9819 0.9806 0.9813 0.9462± 0.0024

Operculum 0.9120 0.9092 0.9106

Jaccard Loss Head 0.9678 0.9789 0.9733 0.49± 0.0002

Operculum 0.0 0.0 0.0

Focal loss Head 0.9820 0.9798 0.9809 0.9442± 0.0046

Operculum 0.9060 0.9076 0.9066

In the three-class approach, the Tversky Loss seems to better cope with
the strong class imbalance in both 512× 512 and 256× 256 settings. The worst
performer in the three-class approach is Jaccard loss as it only predicts the
majority class (90% background) and no operculum area. This loss leads however
to good predictions with the two-step binary approach in both input size settings.
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Table 2. Segmentation results with the two-step, binary approach using different loss
functions for input size 256.

Avg. scores with two binary-class output based segmentation

Loss function Class Precision Recall F1 Score Dice Score± Std

Cross Entropy Head 0.9832 0.9805 0.9819 0.9540± 0.0015

Operculum 0.9196 0.9340 0.9267

Tversky loss Head 0.9824 0.9806 0.9815 0.9524± 0.0024

Operculum 0.9104 0.9374 0.9237

Dice loss Head 0.9828 0.9826 0.9827 0.9511± 0.0046

Operculum 0.9175 0.9276 0.9225

Jaccard Loss Head 0.9782 0.9826 0.9804 0.9513± 0.0012

Operculum 0.9124 0.9355 0.9238

Focal loss Head 0.9835 0.9815 0.9825 0.9516± 0.0018

Operculum 0.9213 0.9261 0.9236

Table 3. Segmentation results with the one-step, three-class approach using different
loss functions for input size 512.

Avg. scores with three-class output based segmentation

Loss function Class Precision Recall F1 Score Dice Score± Std

Cross Entropy Head 0.9815 0.9747 0.9781 0.9358± 0.0064

Operculum 0.8992 0.8934 0.8953

Tversky loss Head 0.9812 0.9789 0.9800 0.95± 0.0011

Operculum 0.9090 0.9308 0.9196

Dice loss Head 0.9822 0.9744 0.9783 0.9428± 0.0043

Operculum 0.9085 0.9066 0.9074

Jaccard Loss Head 0.9678 0.9789 0.9733 0.49± 0.0002

Operculum 0.0 0.0 0.0

Focal loss Head 0.9817 0.9768 0.9792 0.9364± 0.007

Operculum 0.9078 0.8846 0.8946

In the two-step binary segmentation approach, all losses are very close except
cross entropy in 512× 512 setting. Overall, the two-step approach for 512× 512
inputs with Jaccard loss has a slight edge over other losses. We believe that the
improved performance of the two-step approach is due to the fact that the second
segmentation model works with a cropped, head-focused, dataset. Because of the
cropping, the class imbalance is not as severe and the operculum image is not
downscaled as much as with the three-class approach. Predictions are thus more
precise and less influenced by the class imbalance. Regarding the two input sizes,
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Table 4. Segmentation results with the two-step, binary approach, using different loss
functions for input size 512.

Avg. scores with two binary-class output based segmentation

Loss function Class Precision Recall F1 Score Dice Score± Std

Cross Entropy Head 0.9840 0.9780 0.9810 0.9189± 0.0159

Operculum 0.9114 0.8428 0.8747

Tversky loss Head 0.9832 0.9785 0.9808 0.9505± 0.0024

Operculum 0.9223 0.9245 0.9234

Dice loss Head 0.9828 0.9797 0.9812 0.9424± 0.0057

Operculum 0.9256 0.8947 0.9097

Jaccard Loss Head 0.9818 0.99796 0.9807 0.9516± 0.002

Operculum 0.9178 0.9311 0.9244

Focal loss Head 0.9841 0.9732 0.9786 0.9490± 0.0031

Operculum 0.9207 0.9227 0.9217

Fig. 3. Sample predictions with best performer on test images with three class (top
row) and two-step binary class (last two rows). From the first to third column: input
Image, true mask, predicted mask.

we see that they lead to almost identical performance in terms of Dice Score.
Sample predictions from the best performing models are shown in Fig. 3.
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3.1 Robustness to Image Acquisition with Another Microscope

In practice, microscopes with different acquisition settings might be used over-
time by biomedical researchers which raises the issue of robustness of segmenta-
tion models to such variabilities, an issue known as domain shift [4]. As a first
step towards robustness evaluation, we applied our best two-step binary app-
roach on additional, unlabeled, images acquired with another microscope namely
Leica MZ10F fluorescence stereomicroscope equipped with a green fluorescence
filter (λex = 546/10 nm), a barrier filter (λem = 590 nm) and a DFC7000T cam-
era (Leica, Wetzlar, Germany) with a different output image size (1920× 1440).
When run on these unprocessed new images, we observe that the performance
of our model declines, as illustrated by Fig. 4 (first row). We hypothesized that
this is due to the fact that, in the new microscope setting, ROIs (fish head and
operculum) are larger in proportion to the size of the full image as compared to
ROIs in the original training images. To address this issue, we applied a very
simple pre-processing step to reduce the scale proportion of ROIs in the image.
First, we downscaled the new images to the resolution of the original images
(i.e., from 1920× 1440 down to 1376× 1032) keeping the same aspect ratio. We
then centered the resulting 1376× 1032 image into a 1920× 1440 image, filling
the new pixels with zeros. Figure 4 (second row) illustrates the positive effect of
this pre-processing on the prediction. Note that downscaling further the image
in the first step does not seem to affect the performance. We hypothesized that
this is due to the use of pooling layers that makes network features somewhat
scale invariant (in the direction of a decrease of resolution at least). In practice,
this scale calibration step would require a human expert to manually draw a
rectangle around the head within a single image when a new microscope is used
to initiate the automatic rescaling for the whole set of new images (so that the

Fig. 4. Robustness evaluation: Predictions from best model using two-step binary class
approach on a new image acquired with another microscope before pre-processing (first
row), and after pre-processing (second row).



Deep Learning for Zebrafish Head and Operculum Segmentation 163

bounding box is rescaled down to the average size of the head in the learning
set images). We consider this manual intervention to be acceptable.

4 Conclusions

We have evaluated deep learning based semantic segmentation variants on a new
dataset of more than two thousands fluorescent microscopy images of Zebrafish
larvae where the goal is to quantify operculum-to-head ratio. The dataset and
prediction code compatible with Cytomine open-source web platform [9] is avail-
able to foster further research and to enable biomedical experts to routinely use
our developments and proofread predictions. We plan to use such developments
as the basis of large-scale morphological studies where the effects of different con-
centrations of many compounds on bone formation and mineralization will be
evaluated thoroughly using various statistics (such as operculum-to-head ratio)
derived from predicted masks. In the future, it may be necessary to investigate
more advanced approaches for other image variations due to change of acquisition
setting but ours was sufficient on the new microscope used by our collaborators.
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Abstract. Current methods of assessing the quality of a surgically
repaired cleft lip rely on humans scoring photographs. This is only prac-
tical for research purposes due to the resources necessary and is not used
in routine audit. It has poor validity due to human subjectivity and thus
low inter-rater reliability. An automatic method for aesthetic outcome
assessment of cleft lip repair is required. The appearance and shape of
the lips constitute the region of interest for analysis. The mouth border-
line and corner points are detected using a bilateral semantic network for
real-time segmentation. The bisector of the line linking the mouth cor-
ners is estimated as the vertical symmetric axis. By splitting the mouth
blob into two parts, they are analyzed for similarity and a numeric score
ranging from 1 to 5 is then generated. Pearson correlation coefficient
between automatically generated scores and human-assigned ones serves
as a validation metric. A correlation of about 40% indicates a good agree-
ment between human and computer-based assessments. However, better
automatic scoring correlation of 95.9% exists between the automatically
detected mouth regions and those manually drawn by human experts, the
third ground truth set in scenario two. Our method has the potential to
automate an outcome estimation of the aesthetics of cleft lip repair with
human bias reduced, easy implementation and computational efficiency.

Keywords: Cleft lip · Aesthetic assessment · Segmentation ·
Symmetry · Structural similarity · Correlation coefficient

1 Introduction

Cleft lip (CL) is one of the most common maxillofacial congenital deformities
affecting about 1 in 500 Asians, 1 in 1000 Caucasians and 1 in 2500 Africans [1].
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Children with this condition face socio-economic challenges, including high costs
for treatment and care (specialized feeding bottles and multiple surgeries), social
integration with speech, hearing, and dental problems and potential rejection due
to poor facial appearance [2].

Treatment of cleft lip and nose deformity is by surgical repair, usually when
the child is 3 to 6 months old and again in early childhood and adolescence
to revise or improve the facial appearance [3,4]. An attractive, symmetric and
normal appearance of the lip repair is a primary purpose, since people with
symmetric faces are more socially acceptable, more confident and have better
educational and employment opportunities in life [5]. Current audit practice is
to take standard 2D colour photographs to allow an evaluation of the aesthetic
appearance of the lip when the child is five years old. But in practice, they are
rarely evaluated unless the child is in a research project. Whilst other outcome
measures such as mid facial growth, speech, hearing, dental and psychological
well-being, which all have internationally accepted and validated outcome mea-
sures which are used for audit and research. If there was a validated, efficient
outcome measure for the appearance of the lip, it would allow an effective eval-
uation of the surgical result, be a tool for comparisons of the techniques and
protocols of care, and patient/parent satisfaction.

Predominantly, outcome assessment following CL repair is done through qual-
itative analysis of facial images of the patient. Whilst lip closure is necessary for
normal eating, drinking and speaking, the facial beauty aspect is also a pri-
mary outcome of the procedure, and is referred to as facial aesthetics (facial
appearance). Aesthetic outcome assessment is a research field, that has attracted
attention because it has few objective measures. The different approaches for aes-
thetic outcome assessment are largely indirect in nature, although direct clinical
assessment through physical expert observation of the patients is also possible.

Experts create a score of the facial aesthetics based on visualization of images
presented to them, either as hard copies, projected on a screen or increasingly
through a digital platform. This results in a descriptive qualitative assessment.
The Asher-McDade method uses a five-point Likert scale [6] and has been widely
used internationally. The image is described as either “Excellent”, “Very Good”
“Good”, “Fair” or “Poor” as each individual expert or lay person may decide. A
semi-automatic method, SymNose, was developed to improve objective scoring in
[7]. Analyse It Doc (A.I.D.) [8] is an analysis software with modules for subjective
and objective assessment/evaluation of aesthetic outcomes. These approaches
are still subjective and rely on an emotive interpretation of what is “good” by
different human subjects [9].

Given the advancement of computer vision and deep learning technology,
this study advances the notion that minimizes human involvement in aesthetic
outcome assessment, it will increase the objectivity and validity of any score
derived [10]. This study leverages on the fact that digital aesthetic images contain
a lot of useful information that can be used in aesthetic assessment research.
Such information can be extracted and analyzed to support automatic aesthetic
outcome assessment. This study proposes an automatic approach for aesthetic
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outcome assessment following CL surgery, based on low level features of the lips
and mouth region. Our approach uses lip aesthetic assessment method based on
the mouth boundary following successful lips segmentation, proven by ground
truth.

2 Method

The method has the following main components/steps in the pipeline: mouth
detection, symmetrical axis determination, similarity measurement, and numer-
ical score estimation. Mouth detection is vital for clear determination of the
visual features of lips, vermilion lines and mouth corners within a given image.

2.1 Dataset and Tools

The data set has 4 classes of 25 facial images, which have been anonymized
for ethical reasons to reveal only the nose and mouth/lips. In addition, it was
also intended that human assessors are not biased by any other facial features.
The first class of 25 images constitute the raw data for aesthetic assessment.
The other 3 classes (dubbed as GT1, GT2, and GT3) are ground truth (GT)
whose mouth/lip region boundary was already manually drawn by three different
human experts respectively using the open source ImageJ software. The 3 ground
truths serve as validation for the segmentation approach and the assessment
prediction mechanism discussed in this paper. Human numeric scores (HNS) were
generated through a subjective aesthetic assessment process aided by statistical
coding of assessor’s description of the individual images in the raw dataset.

Using our method, all the images of the 4 classes are automatically assessed
and a numeric score is then generated. These scores are named AENS, short form
for automatically estimated numeric score, with a name prefix of the respective
data set, for example, GT1-AENS, and so forth.

The implementation programming language is Python 3.7. The supporting
libraries are OpenCV, Matplotlib, PyTorch and Keras.

2.2 Feature Description and Detection

All the images have been anonymized for ethical and other reasons stated previ-
ously, implying that some facial features are not available for detection, and thus
only limited features can be identified. Our focus is on the features of the mouth
region, starting with segmentation. The anatomy of the human mouth region
consists of the following key parts: the vermillion border (upper and lower), oral
commissures (left and right) and the philtra ridges (left and right, separated by
philtrum) [11].

Ideals of facial beauty indicate that the mouth region should be in the lower
third of a given facial image [4]. Because the skin color and the lips may be
indistinguishable, contrast enhancement and selection of suitable color transform
is inevitable. To mitigate this, the segmentation method we used considers the
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Fig. 1. An example for boundary extraction, rotation, and symmetry axis detection of
a cropped mouth lip image. Top row - left: mouth corners are at different elevations
from the horizontal axis. Top row - right: After anticlockwise rotation mouth corners
are at the same elevation. Bottom row shows the symmetric axis (black and white).

semantics of individual pixels, first discussed in 1987 [12]. While traditional
techniques which perform segmentation as a binarization task usually under-
perform at medical imagery analysis tasks [13], the deep learning based semantic
segmentation method [14] has been employed in this study. Even so, residues such
as scars, open mouth and runny nose still influence the segmentation outcome.

Semantic segmentation enhances edge detection by creating a sharper con-
trast between the surrounding skin and the mouth region, hence facilitating
shape identification and feature extraction. The ideal mouth region mainly con-
sists of soft tissue features defined below.

– PRL and PRR are philtra ridges identified as one of the upper most extreme
pixels on the left-hand and right-hand sides of the philtrum, found along the
mouth boundary.

– OCL and OCR are the left-hand and right-hand side mouth corners identified
as the most extreme pixels on the left-hand and right-hand sides, located along
the mouth boundary.

– V BU and V BB are a list of pixels constituting the upper and lower mouth
region boundaries, stretching between OCL and OCR.

V BU = {u1, u2, ..., un} (1)
V BB = {b1, b2, ..., bm} (2)

where ui and bj are pixels in a given 2D grayscale image I.
– The mouth boundary B is a combined list of V BB and V BU . Collectively, it is

also known as the longest non-nested detected contour in the face, represented
in Eq. 3 as

B = V BU ∪ V BB (3)

where V BU ∩V BB = {OCL, OCR}, PRL, PRR ⊂ V BU and OCL, OCR ∈ B.
– The linking line of OCL and OCR is not always parallel to the horizontal axis

of the image. Its orientation angle θ to the horizontal axis dictates the magni-
tude of the rotational transformation (Fig. 1). if θ < 0, rotate anticlockwise;
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otherwise, rotate clockwise. Such orientation may influence how human sub-
jects visualise and assign the numerical score to a given facial image, to be
investigated in Sect. 3 below.

2.3 Symmetrical Axis Detection and Measurement

Several approaches have been previously used in general detection of symmetry.
Related methods are discussed in [10]. However, those techniques utilized many
more local and invariant object features with higher contrasts. This study utilizes
basic lip and mouth features instead, similar to the perception of human asses-
sors. The midpoint D given in Eq. 4 is a position where the vertical symmetric
axis is plotted through in the image plane.

D = (OCL + OCR)/2. (4)

A vertical straight line plotted through D and crossing the lower and upper
mouth boundaries ensures slicing the mouth region into two shapes, left-side
shape, shl and right-side shape, shr. The evenness or variance is computed and
categorized using the structural similarity measure, S [15]. S is an aggregated
rational number ranging between −1 and 1 for color images or 0 and 1 for binary
images. We consider shl and shr as independent and unique shapes over which
to compute S. S is an aggregate of luminance l, contrast c, and structure s,
adapted from [15] and expressed in Eq. 5 below as:

S(shl, shr) = [l(shl, shr)α · c(shl, shr)β · s(shl, shr)γ ] (5)

where α = 1, β = 1 and γ = 1 for easy implementation. Since the dimensions
of shl and shr should be similar, shr is vertically flipped along the vertically
plotted symmetric axis. Setting the different statistical parameters of l, c and s
as described in [15] gives the usable form of the parameter S in Eq. 6 below as:

S(shl, shr) =
(2μshl

μshr
+ C1)(2σshlshr

+ C2)
(μ2

shl
+ μ2

shr
+ C1)(σ2

shl
+ σ2

shr
+ C2)

(6)

where μshl
, σshl

, μshr
, and σshr

are the mean and standard deviation of pixels
in shapes shl and shr respectively, σshlshr

is the standard deviation of the pixels
in shl and shr, C1 = (k1L)2, C2 = (k2L)2, k1 = 0.01, k2 = 0.03, L = 2p − 1 and
p is the number of bits per pixel.

2.4 Conversion of Similarity Measure to a Numeric Score

The structural similarity S is computed and converted to a numeric score in the
range of 1 and 5, where 1 = “excellent”, 2 = “Very good”, 3 = “Good”, 4 = “Fair”
and 5 “Poor”. The transformation f(S) should fulfill the following boundary
and monotonicity conditions: f(0) = 5, f(1) = 1, and f(S) is monotonically
decreasing. Therefore, f(S) is thus the finally AENS. The following three models
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(Eqs. 7, 8 and 9) are designed and selected for a comparative study about what
relationship is between S and AENS.

f(S) = 5 − 4S (7)
f(S) = 5 − 4S3 (8)
f(S) = 1/(0.2 + 0.8S2) (9)

Three scenarios are also considered in Fig. 2 for the generation of shl and shr

for further comparative studies how the two shapes should be defined:

– Scenario 1: Parameters calculated over the entire mouth blob.
– Scenario 2: Parameters calculated over the entire mouth boundary only.
– Scenario 3: Parameters calculated over the upper lip blob only.

Fig. 2. Different scenarios for parameter calculation. Top: entire mouth region blob
(upper and lower lips) has been split into right and left blobs, shl and shr. shr has
been flipped. Middle: Scenario 2 with the boundaries defined with different thicknesses
of 1 and 3 pixels respectively; Bottom: Scenario 3.

3 Experimental Results

In this section, we present both the qualitative and quantitative experimental
results of the proposed automated programmed rating (PR) method compared
with the others when applicable.

3.1 Image Segmentation

Facial images were segmented using the bilateral real-time semantic network
(SN) [14]. Traditional approaches such as threshold-based segmentation (such
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as Otsu and moment preservation) and clustering method (K-means (KM) and
mean shift (MS)) usually produce unsatisfactory results. A comparative study
between the MS (spatial bandwidth = 20, color bandwidth = 7), KM (k = 3) and
SN is presented in Fig. 3 where the performance is measured in F1-score in
percentage: the higher the better. Clustering-based approaches yielded worse
outputs with discontinuous areas and boundaries. Gaussian blurring, morphing
and dilation were usually used to mitigate such issues. The segmented mouth
region (our RoI) is found in the bottom third of the facial image. Standardization
with a bounding box was also used to reduce the background from the image as
seen in Fig. 1.

Fig. 3. Segmentation results of images using different techniques.

3.2 Evaluation of Aesthetic Assessment

After computing S based on Scenarios 1, 2, and 3 and converting it to an aes-
thetic numeric score, our method was evaluated using Pearson correlation coef-
ficient against HNS: the higher the better. Table 1 shows that the orientation
standardization is helpful to improve the AENS using the bounding box. This
shows that the mouth orientation may affect how the human subjects perceive
and thus assign numerical scores to given images.

The performance metrics of our method are presented in Fig. 4 over 3 sce-
narios, 3 models, and 2 options of the symmetric axis crossing position, D and
D2:

D2 = d(OCL + OCR)/2 (10)

where shift factor d by 5% inward being most effective, considering that the
mouth corners may not be accurately detected due to imaging noise and shadows.

It can be seen that the correlation between HNS and PR − AENS is con-
sidered most significant because it is a test directly made between human and
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Table 1. AENS before and after standardization of mouth orientation in Scenario 1.

Category Range Average

Before After Before After

PR 0.24 < S < 0.82 0.55 < S < 0.89 0.60 0.79

GT1 0.30 < S < 0.84 0.49 < S < 0.83 0.60 0.72

GT2 0.28 < S < 0.84 0.39 < S < 0.86 0.60 0.69

GT3 0.35 < S < 0.82 0.51 < S < 0.88 0.64 0.72

Fig. 4. Correlation coefficient results for different scenarios over different transforma-
tion models. Odd row: symmetric axis plotted at D; Even row: symmetric axis plotted
at D2. Top two rows: Scenario 1; Middle two rows: Scenario 2; Bottom two rows:
Scenario 3.
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fully automated computer-based assessment. The highest score is about 40% in
Fig. 4 Table D in Scenario 1 and the lowest is about 15% in Table F , due to
inconsistency for human subjects to assign scores from one image to another.
Overall, shifting the mouth corners inward improves the most significant corre-
lation across the three models. However, the model in Eq. 8 is the most robust,
implying that the mapping from shape similarity measurements to their aes-
thetic scores is non-linear. In sharp contrast, correlation between PR − AENS
and either GT1 −AENS, GT2 −AENS or GT3 −AENS is significantly higher,
as high as 94% in Table F in Scenario 1. This implies that the automatic seg-
mentation of the mouth regions is accurate, compared to human manually drawn
ones.

In Scenario 2, the most significant correlation is about 31%, Table B. There
is little difference in the various correlations over different setups, indicating that
the mouth boundaries may not be as predictive as expected. This is somewhat
contradictory to the practice that focuses on the vermilion lines and thus requires
further investigation. Scenario 3 has produced the lowest correlation value in the
category of PR−AENS and either GT1−AENS, GT2−AENS or GT3−AENS
on record of as low as 38% in Table D. This indicates that the determination of
the RoI is still challenging.

However, determining the symmetric axis using fewer features is a potential
limitation of the proposed method, future research studies utilizing deep learning
techniques such as transfer learning will target improving results. Additionally,
the benchmark for the validity of our approach is based on a single method,
spearheaded by human experts.

4 Conclusion

This paper proposed an automatic assessment approach that utilizes lips and
mouth features. These features are considered appealing to humans and can be
distinguishable to support aesthetics judgement. These include oral commissures
and the vermillion border. Once the mouth region has been detected using the
bilateral network segmentation method and split through the midpoint of the
horizontal line linking the mouth corners, the two ensued blobs are analyzed for
evenness or difference. To this end, the widely used structural similarity measure
[15] was employed. The measure is a rational number, that was then converted
non-linearly to a numeric score in the range of 1 and 5, like the Asher-McDade
five-point Likert Scale used by human experts. A numerical similarity compu-
tation following a symmetric axis computation is a better objective aesthetics
assessment of the repaired lips compared to the qualitative measures proposed
in [7,8] and [9]. The experimental results show that the automatically estimated
scores have relatively low correlation coefficients with human assigned ones but
have high correlation coefficients with those estimated from the human manually
drawn mouth regions.

It is also noted that inward shift of the mouth corners by 5% improves the
accuracy of the midpoint D2 and offers an alternative for a symmetric axis
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position to combat the challenging nature in identifying the mouth corners with
improved aesthetics assessment scores. Further research will investigate more
accurate estimation of the symmetrical axis and difference measurement between
the two sides of the mouth regions.
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rior (A/P) photos of 5-year-old children from the Cleft Care UK (CCUK). This publi-
cation presents data derived from the Cleft Care UK Resource (an independent study
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Abstract. The protein secondary structure prediction is an important
task with many applications, such as local folding analysis, tertiary struc-
ture prediction, and function classification. Driven by the recent success
of multi-modal classifiers, new studies have been conducted using this
type of method in other domains, for instance, biology and health care. In
this work, we investigate the ensemble of three different classifiers for pro-
tein secondary structure prediction. Each classifier of our method deals
with a transformation of the original data into a specific domain, such as
image classification, natural language processing, and time series tasks.
As a result, each classifier achieved competitive results compared to the
literature, and the ensemble of the three different classifiers obtained
77.9% and 73.3% of Q8 accuracy on the CB6133 and CB513 datasets,
surpassing state-of-the-art approaches in both scenarios.

Keywords: Deep learning · Protein secondary structure prediction ·
Multi-modal classification

1 Introduction

Proteins are responsible for several activities in the cells of living beings, such as
immune response and defense systems, being heavily studied on biology. They
are formed by basic units called amino acids, which, due to the peptide bonds
between them, form a sequence of amino acids, known as protein primary struc-
ture. With the iterations between the atoms of the amino acids that form the
chain, the protein folds, creating three-dimensional structures.

The three-dimensional structures of proteins are divided into local structures,
that is, three-dimensional structures that each of the amino acids forms, called
secondary structures [19], and the global folding of the protein, called tertiary
structure [8]. The analysis of three-dimensional structures of the protein, mainly
tertiary structure, has a great impact in the discovery of possible applications,
such as the functions that each protein has and in the development of drugs,
such as in the advances in the fight against the pandemic of COVID-19 (SARS-
CoV-2) [7]. Even with advances in the direct prediction of tertiary structure from
the primary structure [21], this remains an open task, and the main purpose of
c© Springer Nature Switzerland AG 2021
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analyzing the global folding of the protein is to first understand the secondary
structures.

The sequencing of amino acids that form proteins became faster and cheaper
with recent advances in technology. However, determining three-dimensional
structures, such as secondary structures, remains costly, mainly due to the lab-
oratory methods employed. In this sense, computational strategies can be used
to predict and reduce costs when analyzing this type of structure.

The prediction of secondary structures consists of determining which of the
8 possible three-dimensional structures a given amino acid belongs: “B” (residue
in isolated beta bridge), “E” (extended strand), “G” (3-helix), “H” (alpha helix),
“I” (5-helix), “L” (loop), “S” (bend), and “T” (hydrogen-bonded turn) [18]. This
type of prediction is known as Q8 classification.

Early studies approached the protein secondary structure prediction problem
by analyzing of local structures, that is, focusing on the prediction from nearby
structures [14]. However, new approaches were observed after 2010s, where new
methods that use deep learning techniques emerged, mainly with recurrent net-
works [22], convolutional networks [16,20], and both types of architectures [6,10].
With the recent advances in machine learning and deep learning, many efforts
have been made using multi-modal classification, that is, classifiers that utilize
and combine different modalities of data to make predictions. Moreover, some
methods in the literature employ this approach in biological and health care
tasks [9,12,24].

In this work, we investigate the ensemble of Convolutional Neural Networks
(CNN), Bidirectional Encoder Representations from Transformers (BERT), and
Inception Recurrent Networks (IRN) for protein secondary structure prediction.
Each classifier examines this task as a single view, that is, CNN predicts the
secondary structure using images, BERT classifies the structures as natural lan-
guage processing task, and IRN predicts the structures as time series data. The
main contributions of our work are (i) our method is, to the extend of our knowl-
edge, the first classifier that considers the protein secondary structure prediction
task as a multi-modal task, and (ii) we explore and present an ensemble of classi-
fiers with different properties (image classification, natural language processing,
and time series tasks) that can deal with complementary characteristics of the
data, surpassing state-of-the-art approaches on CB6133 and CB513 datasets.

The remainder of the paper is organized as follows. In Sect. 2, we describe
our method for protein secondary structure prediction. In Sect. 3, we present the
dataset used and the evaluation metric. In Sect. 4, we report and discuss the
experimental results of our method. In Sect. 5, we present our final remarks and
some directions for future work.

2 Methodology

In this section, we explain our multi-modal classifier for protein secondary struc-
ture prediction, which we called Multi-Modal Ensemble Classifier (MMEC).1

1 https://github.com/gabrielbianchin/MMEC.

https://github.com/gabrielbianchin/MMEC
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Our method is divided into Convolutional Neural Networks (CNN), Bidirectional
Encoder Representations from Transformers (BERT), and Inception Recurrent
Network (IRN). Furthermore, we detail our ensemble method to combine the
three different classifiers.

2.1 Convolutional Neural Networks

Position-Specific Score Matrix (PSSM) have been the standard features in the
last 20 years, as well as the sequence of the amino acids, for protein secondary
structure prediction task. Jones [14] proposed the first method in the litera-
ture that employed such characteristic for this task, showing that it may help
the prediction and can achieve better results than only using the amino acid
sequence.

PSSM features are calculated using PSI-BLAST [1]. It generates X × L fea-
tures matrix per protein, that is, X corresponding to the number of possible
amino acids, typically 21, depending on the dataset, and L is the length of the
sequence. In the end, each amino acid of the sequence has X features, showing
the score for each possible amino acid, in the same position of the sequence,
based on similar proteins of a search dataset. The standard dataset used to gen-
erate this information is UniRef90 [25]. The resulting values for the matrix range
from 0 to 1.

Considering the data representation similarities between protein secondary
structure prediction solvers and image classifiers, we investigate the transforma-
tion of PSSM features into images. We create images using the sliding window
technique. That is, we generate images from local parts of the sequence to pre-
dict the central information of the image, with each feature of each amino acid
corresponding to a row in the image.

As PSSM features extract exactly 21 values for each amino acid, we use this
information to create and evaluate different image configurations, ranging from
images with dimensions 11 × 21 up to 189 × 21. The best results were obtained
with images of dimensions 21 × 21, 63 × 63, 105 × 105, and 147 × 147. As
the minimum image input in the networks is 32 × 32, the 21 × 21 image was
resized to 63 × 63. In the images, the first dimension corresponds to the sliding
window size, that is, in a 21 × 21 image, there are 10 amino acid features before
and after the central amino acid features. For the second dimension, the PSSM
information is replicated to fill the image. That is, in a 63 × 63 image, each
value of each amino acid is triplicated to generate the specific image. For the
padding in the beginning and end of the protein, we use symmetric zero-padding
to normalize the sizes of all proteins.

We apply standard Convolutional Neural Network (CNN) architectures from
the literature in recent years. The best results for protein secondary structure
prediction task were achieved by EfficientNetB7 architecture [27], so we use
this network in our classifier. With the four configuration predictions, that is,
where each EfficientNetB7 evaluates different dimensions of images, we build the
ensemble between them using the method presented in Sect. 2.5. The final result
is considered as the final prediction of the CNN-based classifier.
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All EfficientNetB7 configurations were trained by 50 epochs, early stopping
and reduced learning rate on plateau techniques, learning rate equal to 10−3,
and Adam optimizer [15].

2.2 BERT

With the recent success of BERT in Natural Language Processing (NLP)
tasks [5], such as sentiment analysis and named-entity recognition, many
researches have been done to use this method in other domains. Elnaggar et al. [7]
trained BERT on the BFD dataset [23], with more than 2 billion proteins, and
provided this trained BERT for the community.

In the protein secondary structure prediction task, each amino acid, or token,
has a secondary structure, or entity, related, therefore, this task can be consid-
ered as named-entity recognition. Moreover, as the sequence can be broken into
parts, the sentiment analysis of each part, in this case, the prediction of the
secondary structure of the central amino acid, can be used as a sliding window
classifier.

In this context, we investigate the ensemble of BERT for this task. We evalu-
ate different configurations of BERT, that is, original BERT [5], and the BERT
trained on the BFD dataset [7], called BERT-prot, for name-entity recognition
and sentiment analysis scenarios. The best results were achieved using BERT-
prot for named-entity recognition task along with five BERT-prot fine-tuned
for sliding window prediction. The window sizes employed were 21 (that is, 10
amino acids before and after the analyzed amino acid), 41, 61, 81, and 101. For
the padding in the sliding window classifiers, we evaluate different configurations
and the best results were obtained by repeating the first and the last amino acid
of the sequence. For name-entity recognition and sliding window approaches,
each BERT-prot-based classifier has a softmax layer to present the predictions.

After the prediction of BERT-prot for name-entity recognition task and for
sliding window classification task, we ensemble them using the method presented
in Sect. 2.5. The result of the ensemble was considered as the final prediction of
BERT-based classifier.

All the BERT classifiers used only the amino acid sequence and they were
fine-tuned by 5 epochs using ktrain [17], learning rate equal to 10−5, and Adam
optimizer [15].

2.3 Inception Recurrent Networks

In the protein secondary structure prediction task, each amino acid depends on
the information of predecessors and successors amino acids of the sequence. With
that, time series classifiers, such as convolutional and recurrent networks, can
achieve good results on this type of data.

When considering convolutional networks, shallow layers can extract local
information and deeper layer extracts global information, losing close interac-
tions between amino acids. Concerning the recurrent networks, the prediction
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accuracy is intrinsically associated with the capability of the model to access
information from predecessors and successors in each chain step, so bidirectional
layers can obtain better results.

We create a classifier using the time series properties for protein secondary
structure prediction. Our classifier is composed of convolutional layers fol-
lowed by bidirectional recurrent layers. For the convolutional part, we employ
Inception-v4 blocks [26], changing the two-dimensional convolutions to one-
dimensional convolutions. We choose this architecture since it can deal with
local information, from the shallow layers, passing this information until the
deep layers. For bidirectional recurrent layers, we apply GRU memory mod-
ules [3]. As our method has inception blocks and recurrent layers, we called it
Inception Recurrent Networks (IRN).

We evaluate different configurations of this classifier, that is, the type of
Inception-v4 block, the number of stacked blocks, the number of bidirectional
recurrent layers, and the number of neurons per bidirectional layer. The top-5
configurations use type B blocks (3 to 7 stacked blocks), with 3 bidirectional
recurrent layers, and 100 neurons per layer. The output layer of each configura-
tion is a softmax activation function. Finally, we ensemble the five configurations
through the method described in Sect. 2.5. The result of the ensemble was con-
sidered as the final prediction of the IRN-based classifier.

In this classifier, we use both amino acid sequence information and PSSM
features. Similarly to CNN-based classifier, we employ symmetric zero-padding
to normalize the sizes of all proteins. Moreover, we trained each one of IRNs
per 50 epochs, early stopping and reduced learning rate on plateau techniques,
learning rate equal to 10−3, and Adam optimizer [15].

2.4 Multi-Modal Ensemble Classifier

With the predictions made by CNN, BERT, and IRN classifiers, we build the
ensemble among them using the Genetic Algorithm (GA) described in Sect. 2.5.
Figure 1 illustrates our multi-modal method.

2.5 Genetic Algorithm

We apply Genetic Algorithm (GA) [11] to ensemble the CNN-based, BERT-
based, and IRN-based classifiers, as well as the ensemble between them to form
the MMEC classifier. We evaluate combining the predictions obtained by the
classifiers using multiple algorithms: Random Forests, Support Vector Machines,
Multilayer Perceptrons, and GA. The best results were obtained with GA.

The optimization process uses the probabilistic prediction from the predictors
and it finds weights for each class of each classifier. The weights were found
through the predictions in the validation set.

We performed a global search that uses the standard implementation of this
algorithm, followed by a local search. In the global search, the algorithm starts
with 2,000 individuals with weights ranging from 0 to 1. Then, the top-100
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Fig. 1. Pipeline of the proposed Multi-Modal Ensemble Classifier (MMEC).

individuals are selected to be the parents of the next generation. With these
parents, 900 individuals are generated through crossover and, with the parents
plus the 900 new individuals, the algorithm generates more 1,000 individuals
through mutation. This process is carried out for 1,000 iterations or until there
are no improvements for 50 iterations.

After the global search, the algorithm starts the local search. The process
begins by selecting the top-100 individuals and generates more 100 individuals
through mutation. This process is carried out for 1,000 iterations or until there
are no improvements for 50 iterations. In the end, the best individual is chosen
as the weights for the ensemble.

3 Datasets and Evaluation Metric

In this section, we present the datasets and the evaluation metric.

3.1 Datasets

We use the CB6133 and CB513 datasets to train, validate and test our method.
On both datasets, the PSSM features were generated via UniRef90 [25].

The CB6133 dataset [28] contains 6,133 proteins with less than 30% of simi-
larity between them. In this dataset, all proteins have 21 features from the amino
acid sequence in one-hot encoding, and 21 features from the Position-Specific-
Score Matrix (PSSM), with values that range from 0 to 1. We split this dataset
into 5,600 proteins for training, 256 proteins for validation, and 272 proteins for
testing, as employed in many methods available in the literature. The classes of
secondary structures are unbalanced.

A filtered version of the CB6133 database was applied for training and val-
idating the proposed method when the CB513 dataset was applied for testing.
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The filtered version has proteins with less than 25% of similarity with proteins
from the CB513 dataset. We split the filtered CB6133 into 5,278 proteins for
training and 256 proteins for validation.

The CB513 dataset [4] has 513 proteins and, for each protein, there are 21
features from the amino acid sequence form, and 21 features from the PSSM, as
in the CB6133 dataset. This dataset was employed only for testing the proposed
method. The classes of secondary structure are unbalanced.

3.2 Evaluation Metric

We apply the Q8 accuracy metric to evaluate our solution, as shown in Eq. 1.
This is the standard metric employed by the methods in the literature to assess
the correctness of the classifiers.

Q8 Accuracy =

∑

x∈{B, E, G, H, I, L, S, T}
correct prediction in x

∑

x∈{B, E, G, H, I, L, S, T}
residues in x

(1)

4 Experimental Evaluation

In this section, we present the experimental evaluation of our method on the
CB6133 and CB513 datasets.

4.1 CB6133

In our first experiment on the CB6133, we evaluated the Q8 accuracy of each
classifier, that is, CNN, BERT, and IRN, as well as the ensemble among them
(MMEC). Table 1 presents the Q8 accuracy of each classifier and the ensemble.
The results show that the ensemble achieved the best results compared to each
classifier individually.

Table 1. Comparison of Q8 Accuracy of each classifier and the ensemble on the test
set of CB6133 and CB513 datasets.

Method Q8 Accuracy (%)

CB6133 CB513

MMEC 77.9 73.3

BERT 75.8 70.2

IRN 75.3 71.2

CNN 72.5 69.8

Then, we compared our method with the literature. Table 2 shows the Q8
accuracy of our classifier and the methods available in the literature. According
to the results, MMEC surpassed the state-of-the-art approaches on the CB6133
dataset.
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Table 2. Comparison of Q8 Accuracy on the CB6133 test set.

Method Q8 Accuracy (%)

MMEC 77.9

PS8-Net [20] 76.9

Ensemble of Methods [6] 76.3

Ensemble of Classifiers [19] 75.8

2DConv-BLSTM [10] 75.7

biRNN-CRF [13] 74.8

Ensemble of RNN and RF [18] 73.4

4.2 CB513

Similar to what we did for CB6133, we first evaluated each classifier and the
Multi-Modal Ensemble Classifier (MMEC) on the test set of CB513. Table 1
presents the results, demonstrating that MMEC achieved superior results com-
pared to each classifier individually.

We then compared our method with the literature. Table 3 shows the results
achieved by MMEC and the methods in the literature. Our method obtained
73.3% of Q8 accuracy, surpassing the state-of-the-art approaches.

Table 3. Comparison of Q8 Accuracy on the CB513 dataset.

Method Q8 Accuracy (%)

MMEC 73.3

PS8-Net [20] 71.9

Conditioned CNN [2] 71.4

Ensemble of Classifiers [19] 71.2

biRNN-CRF [13] 70.9

Ensemble of Methods [6] 70.7

2DConv-BLSTM [10] 70.2

Ensemble of RNN and RF [18] 68.9

5 Conclusions and Future Work

Protein secondary structure prediction plays an important role in the analysis
of protein characteristics and possible applications. As this type of task can be
adapted to different domains, so multi-modal classifiers can be employed.

In this work, we present and discuss a method composed of convolutional
neural networks-based, BERT-based, and inception recurrent networks-based
classifiers to make the protein secondary structure prediction based on different
views of the same task. Our method, Multi-Modal Ensemble Classifier (MMEC),
surpasses state-of-the-art approaches on both CB6133 and CB513 datasets.
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As directions for future work, we can highlight the use of techniques for data
augmentation from image classification, natural language processing, and time
series tasks. Finally, other ensemble methods, such as using deep features, have
the potential to achieve good results.

Acknowledgments. The authors would like to thank FAPESP (grants #2015/11937-
9, #2017/12646-3, #2017/16246-0, #2017/12646-3 and #2019/20875-8), CNPq
(grants #304380/2018-0 and #309330/2018-1) and CAPES for their financial support.

References

1. Altschul, S.F., et al.: Gapped BLAST and PSI-BLAST: a new generation of protein
database search programs. Nucleic Acids Res. 25(17), 3389–3402 (1997)

2. Busia, A., Jaitly, N.: Next-step conditioned deep convolutional neural networks
improve protein secondary structure prediction. arXiv:1702.03865 (2017)

3. Cho, K., et al.: Learning phrase representations using RNN encoder-decoder for
statistical machine translation. arXiv:1406.1078 (2014)

4. Cuff, J.A., Barton, G.J.: Evaluation and improvement of multiple sequence meth-
ods for protein secondary structure prediction. Proteins: Struct. Funct. Bioinform.
34(4), 508–519 (1999)

5. Devlin, J., Chang, M.W., Lee, K., Toutanova, K.: BERT: pre-training of deep
bidirectional transformers for language understanding. arXiv:1810.04805 (2018)

6. Drori, I., et al.: High quality prediction of protein Q8 secondary structure by diverse
neural network architectures. arXiv:1811.07143 (2018)

7. Elnaggar, A., et al.: ProtTrans: towards cracking the language of life’s code through
self-supervised deep learning and high performance computing. arXiv:2007.06225
(2020)

8. Fout, A., Byrd, J., Shariat, B., Ben-Hur, A.: Protein interface prediction using
graph convolutional networks. In: Advances in Neural Information Processing Sys-
tems (NIPS), pp. 6530–6539. Curran Associates, Inc. (2017)
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Abstract. In an effort to ease the job of pathologists while examin-
ing Hematoxylin and Eosin stained breast tissue, this study presents a
deep learning-based classifier of nuclear pleomorphism according to the
Nottingham grading scale. We show that high classification accuracy is
attainable without pre-segmenting the cell nuclei. The data used in the
experiments was acquired from our partner teaching hospital. It consists
of image patches that were extracted from whole slide images. Using the
labeled data, we compared the performance of three state-of-the-art con-
volutional neural networks and tested the trained model on the unseen
testing data. Our experiments revealed that the densely connected archi-
tecture (DenseNet) outperforms the residual network (ResNet) and the
dual path networks (DPN) in terms of accuracy and F1 score. Specifi-
cally, we reached an overall validation accuracy and F1 score of over 0.96
and 0.94 respectively.

Keywords: Cancer · Nuclear pleomorhism · Deep learning ·
Classification · Histopathology

1 Introduction

Over the past decade, there has been tremendous progress in the development
and application of deep learning algorithms to medical diagnosis, prognosis, and
treatment. According to Jiang et al. [7], the data type that has been most con-
sidered is diagnostic imaging. This should not come as a surprise since most
high-mortality-rate diseases such as cancer, are diagnosed by examining vari-
ous imaging modalities. Naturally, the attention of researchers and practitioners
alike is driven towards these diseases.

For neural networks training, where the amount of data significantly impacts
the performance of the model, the number of training samples must be maxi-
mized. When Krizhevsky et al. [9] won the ImageNet LSVRC–2010 contest, the
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a b c d

Fig. 1. H&E stained breast tissue image patches showing sample Nottingham scale
nuclear pleomorphism scores. a: normal, b: Score 1, c: Score 2, d: Score 3.

potential of Convolutional Neural Networks (CNNs) for image classification was
uncovered and has since been extended to the domain of digital pathology. The
study by Cireşan et al. [2] is the earliest seminal work where the authors proposed
using CNN for pixel-level classification of histopathology images. Since then, var-
ious CNN-based methods have been developed and/or adapted to histopathology
image classification tasks [10,15].

Tumors are scored based on some grading scale. For instance the Gleason
score [4] and the Nottingham score [12] are widely accepted for prostate cancer
and breast cancer respectively. Figure 1 shows a sample of non-tumoral breast
tissue and one of each nuclear pleomorphism score (according to the Nottingham
grading scale). The description of each score can be found in the CAP protocol
[14]. Assigning a nuclear pleomorphism score to a region of interest denotes
taking shape, chromatin distribution and size of nucleolus into account. This
process is tedious, time-consuming, and may lead to visual fatigue. As a result,
the likelihood of assigning erroneous or inconsistent scores is high. Therefore,
the need for automating the scoring process cannot be over-emphasized.

In this work, we focus on the automatic assignment of nuclear pleomorphism
scores on H&E stained histopathology breast tissue images using CNN. A novelty
of our work is that it avoids hand-crafting features and pre-segmentation of
nuclei. We rather propose an end-to-end solution which is independent of error-
prone pre-processing steps. This study seeks to speed-up the job of pathologists
while maintaining consistency and a high degree of accuracy.

1.1 Related Work

In an attempt to automate the way pathologists perform nuclear pleomorphism
classification, Cosatto et al. [3] began by segmenting nuclei while ignoring those
whose segmentation results were significantly floored. Then, using hand crafted
features which expressed nuclei shape and texture, a Support Vector Machines
(SVM) classifier was applied to assign the final pleomorphism score. The authors
report that the segmentation of nuclei is likely to perform poorly or fail in certain
conditions.

In a more recent study [11], the author employs a collection of neural networks
to achieve the goal of automatic nuclear pleomorphism scoring according to the
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Nottingham grading system. Similar to [3], nuclei were segmented prior to the
final classification, albeit in a more rigorous approach. A cascade of CNNs were
used in an attempt to overcome the aforementioned pitfalls. Nevertheless, the
authors report that the results had shortcomings especially in detecting nuclei
borders.

While the aforementioned studies have reported impressive results, they
depend on the results of nuclear segmentation for the success. This could lead
to inaccuracies accruing from loss of information. To the best of our knowledge,
a method that is independent of nuclear segmentation as a pre-processing step
is yet to be reported.

2 Data and Materials

The data used in our experiments consists of whole slide images (WSI) of H&E
stained breast tissue which were collected from patients who had been diagnosed
with breast cancer. The WSIs were scanned with a 3D HISTECH digital slide
scanner at a ×20 magnification.

At the time this study was conducted, we had collected 86 WSI of which 24
have been classified by two experienced raters whose inter-rater Cohen Kappa
score is 0.96. 1200 × 200 (pixels) sized patches were extracted from the slides.
Each patch was then classified by the expert raters as normal or one of the three
scores of the Nottingham grading scale of nuclear pleomorphism. The distribu-
tion of classes in our data-set is outlined in Table 1. To increase the number of
samples and to train a more robust model, we performed a three-fold augmen-
tation. Specifically, images from the training set were horizontally and vertically
flipped then rotated 270◦ counter-clockwise. Finally, the data was split (in a
stratified manner) 85% and 15% for training and validation respectively. After
training, the model was tested with unseen images from the pool of WSIs.

3 Methods

At the core of our automatic nuclear pleomorphism classification system is a
DenseNet [6] model which has been pre-trained on the 1000-class Imagenet data-
set. The DenseNet architecture was introduced in 2017 and has out-performed

Table 1. The distribution of classes in the training and validation data-set

Grade Quantity (before augmentation)

Normal 7768

Score 1 40

Score 2 7868

Score 3 7607

Total 23283
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Fig. 2. A 5-layer dense block with a growth rate of k = 4. Each layer takes all preceding
feature-maps as input [6].

other state-of-the-art CNN architectures on image classification tasks since then.
Briefly, the DenseNet architecture connects each layer to every other layer in a
feed-forward manner as shown in Fig. 2. As a result, unlike traditional convolu-
tional networks with L connections and L layers, DenseNet architectures have
L(L + 1)/2 direct connections. It is an extension of the residual blocks concept
introduced by ResNet [5], a detailed comparison of the two architectures can be
found in [1]. We compared the performance of the DenseNet with the well-known
ResNet and the Dual Path Network (DPN).

3.1 Model Training

In this work, we perform transfer learning. Specifically, we modified the final layer
of the network, such that the number of neurons corresponds to the number of
classes in our data-set, i.e. four neurons. In addition to fine-tuning the pre-trained
weights of the model, a number of strategies and parameters were adopted during
the training process. The networks were trained with images of size 244 × 244
and data augmentation was not applied.

Optimizer: We employ the Nesterov-type momentum-accelerated stochastic
gradient descent (SGD) algorithm [13]. An initial learning rate of 10 × 10−4

and a momentum of 0.9 were used at the parameter-update step. An adaptive
learning rate scheduler known as “reduce learning rate on plateau” was used to
avoid sub-optimal performance.

Loss Function: We use the multi-class cross-entropy loss function to compute
the loss of the model since we are dealing with a four-class problem. This loss is
expressed in Eq. 1.
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−
M∑

c=1

yo,c log(po,c) (1)

where M is the number of classes, y is the binary indicator (0 or 1) if class label
c is the correct classification for observation o, and p is the predicted probability
observation o is of class c.

Dealing with Class Imbalance: As seen in Table 1, samples from the Score
1 class are under-represented. To mitigate the effect of this imbalance, we per-
formed an inverse class count wherein the minority class is assigned a higher
weight. This forces the model to appropriately classify the minority samples.
Accordingly, Eq. 1 may be re-formulated as:

wo(−
M∑

c=1

yo,c log(po,c)) (2)

where w is the class weight of observation o.
This technique, as inspired by King et al. [8], heuristically balances the classes

at the loss calculation stage.
For each architecture, the batch size and the initial learning rate were opti-

mized with the validation loss as a criterion. A summary of the training hyper-
parameters is presented in Table 2.

4 Experimental Set-Up

The experiments performed in this work were carried out on a Dell PC equipped
with an NVIDEA GEFORCE RTX 2080 Ti GPU and 32 GB memory. The
following metrics were monitored: the mean loss, mean accuracy, per class mean
true positive rate (TPR),

TPR =
TP

TP + FN
(3)

where TP = number of true positives and FN = number of false negatives.
Per class mean positive predictive value (PPV),

PPV =
TP

TP + FP
(4)

where FP = the number of false positives.

Table 2. Summary of hyperparameters used in training

Hyperparameter Value

Batch size [4, 8, 10, 12, 16]

Optimizer SGD

Momentum 0.9

Initial learning rate 1 × 10−5, 1.25 × 10−4, 1 × 10−3

Learning rate scheduler Reduce on plateau
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Per class F1 score which is the harmonic mean of PPV and TPR

F1 = 2
TPR × PPV

TPR + PPV
(5)
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DPN DenseNet ResNet

Fig. 3. Validation loss curves for DenseNet, DPN and ResNet. The best obtained losses
are highlighted with larger data point sizes

5 Results

We present results of the classification capability of the DenseNet architecture
and compare it with the performance of a ResNet and DPN. The results are
expressed in terms of the learning curves as well as the statistical measures
presented in Sect. 4. A 5-fold cross validation was performed to obtain the mean
F1 score and mean accuracy of each network.

5.1 Validation Results

The graphs shown in Figs. 3 and 4 depict the learning progression of the respec-
tive architectures. Note that early stopping was triggered if the validation loss
did not improve for 10 consecutive epochs. A high and low accuracy and loss,
respectively, is desirable. The mean validation accuracy curves for the three net-
work architectures are shown in Fig. 4. In Table 3 we present the mean accuracy
and F1 scores obtained after cross validating each model.
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5.2 Test Results

The confusion matrix obtained after running inference on the test data-set is
depicted in Fig. 5. From the confusion matrix, we obtained test accuracy and
F1 score of 0.81 and 0.65 respectively. In Fig. 6 we present a more detailed test
result showing the per class metrics obtained by the trained DenseNet model.
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Fig. 4. Validation accuracy curves for DenseNet, DPN and ResNet.

6 Discussion

The DenseNet (loss ≈ 0.13) architecture yielded the lowest validation loss, fol-
lowed closely by the DPN architecture (loss ≈ 0.14). Clearly, the feature reuse
property of the DenseNet architecture is advantageous for accurately classifying
H&E image patches into nuclear pleomorphism classes. As the DPN is a hybrid
network, it owes its performance to the superiority of DenseNet but is degraded
by the ResNet.

Table 3. The mean validation F1 scores and accuracy scores of the respective models.
The best values are bold-faced

Trained model Mean F1 score Mean accuracy

ResNet 0.89 0.94

DPN 0.90 0.95

DenseNet 0.94 0.96
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Overall, the DPN achieves a slightly higher validation accuracy than the
DenseNet, albeit at a later epoch. Nevertheless, in an imbalanced data scenario,
accuracy could be a misleading measure of performance. With a higher F1 score
(Table 3), the DenseNet clearly outperforms the ResNet and the DPN. It would

Predicted

normal score_1 score_2 score_3

normal 324 1 0 0

score_1 0 1 2 2

score_2 104 34 1097 160

score_3 48 5 228 1137

A
ct
ua
l

Fig. 5. Confusion matrix for the test data-set

Fig. 6. The precision, recall, and F1 score after performing inference on the test data.
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seem that for this classification problem, the DenseNet is better at handling class
imbalance.

Although the overall test accuracy of the DenseNet was lower than the val-
idation accuracy, a value over 0.75 is considered to be good. The relatively low
F1 score of ≈0.65 can be attributed to the confusions especially between Score
2 and Score 3 and the relatively few samples present in the Score 1 class as
seen in the confusion matrix of Fig. 5. While we acknowledge this seemingly low
performance of the model on the minority class, we assert the Score 1 class is
known to be extremely rare and is seldom encountered in practice.

7 Conclusion

This work has focused on the automatic classification of H&E stained breast
tissue into nuclear pleomorphism scores based on the Nottingham grading scale.
We validated three state-of-the-art CNNs and showed that the DenseNet outper-
forms its counterparts by reaching a validation accuracy of over 0.95 and a test
accuracy of over 0.80. The performance of the model on each class gave insight
into the lower F1 score obtained for the test set.

We acknowledge the severe class imbalance inherent in the dataset but assert
that this reflects the scenario in practice. Therefore, we re-iterate that the aim
of the study is to develop a system that will assist pathologists with decision
making in terms of nuclear pleomorphism scoring.

As there exist numerous hyperparameters that can be fine-tuned while train-
ing modern neural networks, our future outlook is in that direction. This could
be a daunting process that requires time and heavy compute. To that end, we
continue to fine-tune our model while acquiring more data to make it more
robust.
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Abstract. Histopathology studies the tissues to provide evidence of a
disease, type and grade. Usually, the interpretation of these tissue spec-
imens is performed under a microscope by human experts, but since the
advent of digital pathology, the slides are digitised, shared and viewed
remotely, facilitating diagnosis, prognosis and treatment planning. Fur-
thermore, digital slides can be analysed automatically with computer
vision methods to provide diagnostic support, reduce subjectivity and
improve efficiency. This field has attracted many researchers in recent
years who mainly focused on the analysis of cells morphology on Hema-
toxylin & Eosin stained samples. In this work, instead, we focused on
the analysis of reticulin fibres from silver stained images. This task has
been addressed rarely in the literature, mainly due to the total absence
of public data sets, but it is beneficial to assess the presence of fibrotic
degeneration. One of them is myelofibrosis, characterised by an excess of
fibrous tissue. Here we propose an automated method to grade myelofi-
brosis from image patches. We evaluated different Convolutional Neural
Networks for this purpose, and the obtained results demonstrate that
myelofibrosis can be identified and graded automatically.

Keywords: Digital pathology · Silver staining · Myelofibrosis
grading · Image classification · Convolutional neural networks

1 Introduction

Histopathology is the study of the microscopic structure of cells and tissues of
organisms. It provides direct and reliable data that can be used as evidence
of a disease or pathologic process along with its type and grade. Millions of
tissue biopsies are performed annually in order to study the tissue structures;
not only the cell morphology but also an extracellular matrix is assessed, as the
distribution, shape and density of collagen and reticulin fibres are critical clues
to healthcare providers in many diseases [8]. The biopsy samples first undergo
tissue processing steps. Later, tissue sections are mounted on slides and directly
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observed under a microscope for analysis or digitised through a digital scanner at
various levels of magnification, such as 10×, 20×, 40×, 100×, etc. The analysis of
tissue specimens is performed after a staining procedure, mainly Hematoxylin &
Eosin (H&E) [30], that highlights the different tissue components with different
colours [3]. The H&E is the most used stains since it allows the easy extraction
of important features related to the cell population. On the contrary, the silver
staining has been consolidated to emphasise and analyse reticulin fibres [10],
like their number, density and thickness are very useful to assess the fibrotic
degeneration dynamics [17].

Since the advent of histopathology and still today, the interpretation of these
stained tissue specimens and the assessment of aberrant phenotypes has been
performed under a microscope by human experts, [3,5]. The advent of digital
pathology [1] has revolutionised modern histopathology: slides are digitised using
scanners, shared and viewed remotely, facilitating diagnosis, prognosis and treat-
ment planning [32]. Nevertheless, this task requires a substantial manual effort
for pathologists, especially if the analysis consists of extracting statistics from
whole slide images (WSIs), whose sizes can go up to 100k × 100k pixels while
areas of interest are usually tiny (compared to the WSI size). In addition, about
80% of the biopsies are found to be benign, meaning that pathologists are spend-
ing much time searching for the diseased tissue that otherwise could be used for
the treatment of patients [4]. Furthermore, the pathologist’s analysis is sub-
jective, and his level of expertise and tiredness can significantly influence the
diagnosis. On the contrary, in this field, accuracy and efficiency are crucial.

The growing need for automatic techniques has attracted the attention of
many researchers in this field, which who have applied many computer vision
methods to develop Computer-Aided Diagnosis (CAD) systems, able to provide
accurate and computationally efficient methods for the analysis of tissue samples
[12,22,36]. CAD systems try to mimic the pathologist’s work [14], but they can
reduce subjectivity and the error rates and improve the efficiency for pathologists
compared with manual examinations [15].

This paper focuses on analysing silver-stained images, which is a very chal-
lenging task due to chromatic stain variability, non-homogenous background,
and differences in tissue morphology and stain density [13,35]. We focused on
this challenging task during our work in the recent HistoDSSP project,1 aimed at
designing and implementing a prototype of Decision Support System for Pathol-
ogists (DSSP) to be integrated into a Laboratory Information System (LIS).

Despite the considerable effort spent so far by the research community and
the high performances obtained in many CAD systems, especially those based on
Convolutional Neural Networks (CNNs) [2,7,28,35], the task of automatic anal-
ysis of silver-stained images has been addressed rarely, and very few works are
present in the literature [20,25,29]. Moreover, none of them addressed the anal-
ysis of reticulin fibres, but they focused only on other steps of the silver-stained
image analysis process. This is, however, a necessary step since an increased

1 Histopathology Decision Support Systems for Pathologists (HistoDSSP) based on
whole slide imaging analysis.
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number or density of reticulin fibre is regarded as an adverse prognostic factor
in myeloproliferative neoplasms, such as polycythemia vera, essential thrombo-
cythemia, and primary myelofibrosis [6].

In this work, we focused on myelofibrosis, which is characterised by the pro-
gressive, disordered replacement of bone marrow tissue with an excess of fibrous
tissue produced by fibroblasts. In the initial phase, the marrow may be hyper-
cellular and have few areas of fibrosis, but in the advanced phase, it will be
hypo-cellular and diffusely fibrotic. The bone marrow fibrosis can be graded fol-
lowing a standard scheme included in the updated World Health Organisation
classification system of tumours of the hematopoietic and lymphoid tissues for
the purpose of grading primary myelofibrosis [31]. It consists of a qualitative
(reticulin or collagen) and quantitative evaluation of bone marrow fibrosis. It
distinguishes four increasing categories, ranging from MF-0, which corresponds
to normal bone marrow, to MF-3, in which coarse bundles of collagen fibrosis
are identifiable with significant overlaps.

With the aim of automatically analysing the quantity and distribution of
reticulin fibres in each image, we empirically investigated different CNNs archi-
tectures, demonstrating that myelofibrosis can be identified and graded auto-
matically from silver-stained images.

The remainder of our paper is organised as follows. In Sect. 2 we review
some related work dealing with silver-stained image analysis and the challenges
and the open issues in this field. The data set of silver-stained images and the
CNNs used in this work are detailed in Sect. 3.1. In Sect. 4 we show in detail the
performed experimental evaluation and the obtained results. Finally, conclusions
and perspectives are drawn in Sect. 5.

2 Related Work and Open Issues

Very few works have been devoted so far to the automatic analysis of silver-
stained images, mainly due to the total absence of public data sets for this task,
which instead could be very attractive to the scientific community in this field.
Furthermore, the presence of annotated training images would have favoured
the comparisons, and the investigation of more sophisticated computer vision
approaches, especially the ones based on supervised methods such as CNNs
[9], that have recently demonstrated state-of-the-art performances on many
histopathology support systems [2,7,28,35].

Among the existing works in the literature dealing with the analysis of reti-
culin fibres, none of them proposed a fully automatic procedure. Indeed, all the
existing methods exploit image processing algorithms already present in com-
mercial software, even embedded in the digital scanners used to acquire the
slides [20,25,29]. One of these works focused on the selection of the Regions Of
Interest (ROI) from the slides [25], by using a two-step approach. In the first
step, the Aperio Image-Scope software2 was used to draw a large ROI excluding

2 https://www.leicabiosystems.com/digital-pathology/manage/aperio-imagescope/.

https://www.leicabiosystems.com/digital-pathology/manage/aperio-imagescope/
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Fig. 1. Example of chromatic issues on WSI acquired during the HistoDSSP project:
four slide portions (top) and four corresponding ROIs (bottom).

bone, large interstitial spaces or scanning artefact areas. In the second step, a
different software was used to randomly select ten uniformly distributed smaller
ROIs from the larger ROI, avoiding the areas of bone. The other methods in
the literature focused on the analysis of reticulin fibres, instead [20,29]. Both
methods are based on colour deconvolution, aimed either at assessing the total
occupancy area of reticulin fibres regardless of their morphological features or
distribution [29] or at analysing their shape and quantity after a segmentation
process based on thresholding [20].

However, the use of colour deconvolution analysis is limited by the huge
staining variability present in WSI, mainly caused by the silver impregnation
that does not yield monochromatic reticulin fibres. For this reason, the auto-
matic analysis of silver-stained images is a challenging task since the images
can be acquired in different laboratories, using different staining protocols and
different digital microscopes or scanners that add a further variability in opti-
cal image quality [20,21,24]. An example of such a chromatic issue is shown in
Fig. 1, where four slide portions and four corresponding ROIs are compared. As
it can be observed, the chromatic variability between the different WSI is very
high, and sometimes this variability appears even in the same slide, as in the
right-most one of Fig. 1. This work aims at proving that, even with the issues
mentioned above, myelofibrosis can be identified and graded automatically from
silver-stained images.

3 Materials and Methods

In this section, we firstly describe the used data set. Then, we describe the
methods evaluated in this work to analyse and grade the silver-stained images.
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3.1 Data Set

During the HistoDSSP project, we have collected almost 500 slides from the
Laboratory of Pathological Anatomy of the Brotzu hospital in Cagliari, Sardinia,
Italy, where they have been stained with standard techniques, mainly H&E,
Silver and Trichrome staining [23], and different immunostaining techniques [18]
(antibody-based methods to detect specific proteins). Slides were digitised using
a Leica Aperio T2 WS Scanner at 20× magnification. From the digitised WSIs,
we created our data set by extracting the ones stained with silver staining,
56 in total. The pathologists have labelled all the images with the associated
degree of fibrosis. In detail, 16 slides with MF0, 26 with MF1, 2 with MF2 and
2 with MF3. We extracted a variable number of images from each slide that
mainly depend on the quantity of tissue present in a slide and the ratio between
compact bone and trabecular bone areas. We used a semi-automated sliding-
windows procedure to extract the images, which select patches of size 512 ×
512 from the tissue regions only. All the extracted images have been checked to
discard those that present compact bone regions or cutting artefacts.

We have extracted a total number of 648 images; some samples are shown
at the bottom of Fig. 1. In order to perform a fair comparison, we split the
obtained data set into three parts, maintaining the proportions between the
various classes. Indeed, in order to have a sufficient number of samples for the
training process while preserving a sufficient number of samples for performance
evaluation, we first split the data set into two equal parts, namely training and
testing set. Then we further split the original training set into a training and
a validation set, with about 80% and 20% of images, respectively. Even in this
split, we have tried to keep intact the proportions between the various classes.
Further details on the composition of the training, validation and testing sets
can be found in Table 1. Unfortunately, we cannot share the data set yet, as the
HistoDSSP project is still ongoing, but we plan to make publicly available all
the sets of images used in this work, or even a more extensive set.

Table 1. Data set partitions and proportions.

Label Total Training set Validation set Testing set

All 648 261 63 324

MF-0 194 79 18 97

MF-1 394 159 38 197

MF-2 36 14 4 18

MF-3 24 9 3 12
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3.2 Image Classification

For this task, we evaluated different well known CNN architectures that are:
AlexNet, VGG-19, ResNet-50 and ResNet-152. They were all pre-trained on a
well-known data set of natural images (ImageNet [16]) and adapted to medical
image tasks, following an established procedure for transfer learning, and fine-
tuning of CNN models [26]. AlexNet [16] and the VGG-19 [27] are very simple
architectures, but, at the same time, are the most used for transfer learning and
fine-tuning [26], since they gained popularity for their excellent performances in
many classification tasks [16]. They are quite similar except for the number of
layers 8 for AlexNet and 19 for VGG-19. Instead, the two ResNet architectures
are much deeper: 50 and 152 layers for ResNet-50 ResNet-152, respectively. Nev-
ertheless, being based on residual learning, they are easier to optimise and, with
respect to other architectures, gain accuracy from their considerably increased
depth while still having a lower complexity [11]. Indeed, ResNet architectures
have been successfully used in different classification tasks involving medical
images [19,33,34]. Each of the mentioned architecture has been used to build a
new multi-class network using a common transfer learning procedure [26]. We
preserved all the CNN layers of the original architectures except for the last
fully-connected one, that we replaced with a new layer, which has been freshly
initialised and set up in order to accommodate the new object categories that
are 4, from MF-0 to MF-3. For each architecture, the fine-tuning process has
been carried out for 100 epochs with a learning rate of 0.001, decreased by a
factor of 0.1 every 30 epochs.

4 Experimental Evaluation

This section evaluates the effectiveness of the methods mentioned above by per-
forming a series of experiments. In the following, we first describe the experi-
mental set-up and finally the obtained results.

4.1 Experimental Set-Up

As it can be noted from Table 1 the four classes are considerably unbalanced. The
class with the highest number of samples is MF1, which is the most common,
while MF2 and MF3 present very few samples. For this reason, during CNN
training, we used a weighted random sampling procedure. The weight values are
obtained from the ratio between the total number of images and the number
of images per class. Hence, the greater the number of images in a class, the
lower its weight. This procedure guarantee that each batch contains a balanced
number of images from each class, but at the same time, due to the data set
imbalance, an image of the minority class could be drawn several times in a
single epoch. Thus, to avoid over-fitting, we combined the mentioned sampling
with an online data transformation procedure that exploits random padding,
random cropping, as well as vertical and horizontal flipping with a probability of
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50%. Finally, to fulfil the input layer requirements, the images have been resized
to 224 × 224. We conducted all the experiments on a single machine with the
following configuration: Intel(R) Core(TM) i9-8950HK @ 2.90 GHz CPU with 32
GB RAM and NVIDIA GTX1050 Ti 4 GB GPU. To evaluate the classification
performance, we used four common metrics that are Accuracy (A), Precision
(P), Recall (R) and F1-score (F1). They all range over the interval [0, 1]. For
two-class problems they are computed according to the Eqs. (1), (2),(3) and (4):

A =
TP + TN

TP + FP + TN + FN
(1) P =

TP

TP + FP
(2)

R =
TP

TP + FN
(3) F =

2RP

R + P
(4)

where TP (True Positive) indicates the number of images correctly classified as
positives, FP (False Positive) provides the number of negative images wrongly
classified as positives, TN (True Negative) indicates the number of images cor-
rectly classified as negatives and FN (False Negative) gives the number of pos-
itive images wrongly classified as negatives. In our four-class problem, we used
the above measures to compute the per-class performances, and then, to obtain
a single performance measure, we compute the weighted average.

4.2 Results

Table 2 shows the results obtained by all the above mentioned CNN architecture
on the testing set. As it can be observed, almost all the tested CNN architectures
reached excellent performances. Just AlexNet does not benefit from the used
balancing procedure since each testing sample is predicted as belonging to MF-
1, which is the majority class. The other architectures instead present excellent
results, in particular VGG-19, which curiously is the one that by design is most
similar to AlexNet. Hence the reason behind these results is mainly related to
the difference in depth between the two networks. This is also confirmed by the
excellent results obtained by the two ResNet, even if, we cannot attribute all the
credit to the greater depth, since these two networks differ from AlexNet also
in terms of design. However, focusing on comparing the two ResNets, which are
the same in terms of design, we can see that the deeper network performs better
even in this case. In general, the obtained results are encouraging, demonstrating
that myelofibrosis can be identified and graded automatically using CNNs from
silver-stained images since that three models out of four obtained an F1 value
greater than 93%. Obviously, these results must be consolidated on a larger set of
images, but they are still an excellent starting point for creating a real diagnostic
support system.
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Table 2. A, P, R and F1 performances obtained by AlexNet, VGG-19, ResNet-50 and
ResNet152.

CNN MF A P R F1

AlexNet MF-0 0.711 0.000 0.000 0.000

MF-1 0.655 0.655 1.000 0.792

MF-2 0.962 0.000 0.000 0.000

MF-3 0.982 0.000 0.000 0.000

Avg 0.655 0.430 0.655 0.519

VGG-19 MF-0 0.974 0.933 0.980 0.956

MF-1 0.958 0.991 0.944 0.967

MF-2 0.984 0.714 0.962 0.820

MF-3 0.997 0.857 1.000 0.923

Avg 0.956 0.961 0.956 0.957

ResNet-50 MF-0 0.934 0.820 0.990 0.897

MF-1 0.928 0.995 0.895 0.943

MF-2 1.000 1.000 1.000 1.000

MF-3 0.994 0.750 1.000 0.857

Avg 0.928 0.940 0.928 0.930

ResNet-152 MF-0 0.953 0.881 0.970 0.923

MF-1 0.945 0.986 0.929 0.956

MF-2 0.991 0.812 1.000 0.897

MF-3 1.000 1.000 1.000 1.000

Avg 0.945 0.949 0.945 0.945

5 Conclusions

In this work, we proposed an automated approach for myelofibrosis grading from
silver-stained images. Myelofibrosis is characterised by an excess of fibrous tissue
that can be detected through reticulin fibres analysis. This analysis has been
addressed rarely in the literature and, mostly, none of the proposed methods
presents a fully automatic procedure. Here instead, we proposed an automated
method based on CNNs. We evaluated four different CNN architectures with
different design and depth to assess their effectiveness in this task. The obtained
results demonstrated that myelofibrosis could be identified and graded automat-
ically using CNNs from silver-stained images. Indeed three models out of four
obtained an F1 value greater than 93%, with the highest value obtained by the
VGG-19 that obtained 95.7%. These results are really encouraging, but being
obtained with a small number of images cannot represent real-world variability.
For this reason, our ongoing work includes the acquisition of other WSI, pos-
sibly treated in different hospitals or clinics, since it is necessary to evaluate
the performance of this method with a larger set of images. Further research
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could address the development of other steps for the analysis of WSI, such as
automatic tissue segmentation and patch extraction.
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Abstract. With an increasing number of celiac disease diagnoses and
the increasing number of misdiagnoses, automated approaches are valu-
able to aid pathologists in efficiently diagnosing this disease. Histopatho-
logical analysis of intestinal biopsy is considered the gold standard for
diagnosis. Convolutional neural networks have achieved promising results
for various image processing tasks. A common challenge in medical imag-
ing analysis is obtaining a large number of samples, impeding the full
potential of deep learning. In this paper, we propose a classification
pipeline to train deep convolutional neural networks to accurately diag-
nosis celiac disease using models trained with a small number of samples.
To show the utility of this approach, we compared it to a typical classifi-
cation pipeline. The results indicate the superiority of our classification
pipeline in distinguishing celiac disease from normal tissue with precision,
recall, and accuracy of 0.941, 0.889, and 0.893, respectively. Although we
showed the utility of the proposed pipeline for celiac diagnosis, it can also
be used for other applications utilizing histopathological imaging.

Keywords: Small sample sizes · Histopathological classification ·
Convolutional neural networks · Deep learning

1 Introduction

Celiac disease (CD) is a chronic autoimmune disease that occurs in genetically
predisposed individuals in whom the ingestion of gluten leads to damage of the
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small bowel. CD is a clinicopathological diagnosis where the evaluation of his-
tomorphology is considered the gold standard in confirming the diagnosis and
evaluating its severity. Histologically, CD is characterized by villous blunting and
intraepithelial lymphocytosis [1]. CD that goes undiagnosed and untreated can
result in severe malnutrition and other health-related consequences such as the
development of other autoimmune disorders [2]. Given the morbidity of CD and
the number of conditions with high histopathological overlap, it is important
to have a method of detection capable of distinguishing features specific to CD.
Artificial intelligence techniques using deep learning methods and machine learn-
ing have emerged as a technology that can be used for computer-aided diagnosis
with increased efficiency and reproducibility and could become a valuable tool
at the point of clinical care [3,4].

Gold-standard diagnostic confirmation of suspected CD is achieved by biop-
sying the small intestine. To confirm CD, pathologists use histopathological slides
to review samples of the tissue taken from the intestinal biopsy [5]. Biopsied
specimens can be viewed on a single or multiple tissue histopathology slides.
Histopathology slides provide a more comprehensive view of disease and its
effect on tissues since the preparation process preserves the underlying tissue
architecture. As such, some disease characteristics may be deduced only from a
histopathology image. After reviewing these histopathology slides, a pathologist
makes a final decision about the condition under study. However, this process
suffers from a high inter- and intra-observer variability due to the subjective
nature of diagnosis made by pathologists [6–8]. Also, the recent increase in the
number of incorrect detection of CD [9] highlights the need for a quantitative
assessment of pathology slides.

Convolutional neural networks (CNNs) are machine learning models com-
monly used for analyzing images and have shown promising results in medical
imaging applications [4]. A common approach used for image classification is to
use a well-established architecture such as ResNet [10] with its classifier replaced
with one that matches the number of classes in the underlying task. Figure 1
illustrates such a model. A common challenge in medical imaging studies using
deep learning approaches is to acquire a sufficient number of samples for model
development. In a recent work, Wei et al. using square patches of the whole slide
images as inputs, trained a ResNet model to classify samples originated from
normal, celiac disease, and nonspecific duodenitis [11]. This model was devel-
oped using a large number of samples (1230 slides from 1048 patients) in order
to make an accurate distinction between each biopsy class. Often developing such
a large medical dataset is impractical due to the limited access to and the high
cost of medical expertise required for data labeling, the time-consuming nature
of medical data labeling, or in some cases due to the rarity of the disease under
study or even ethical concerns. This highlights the need for developing meth-
ods that could achieve comparable levels of performance with relatively smaller
sample sizes.

In this study, we propose a deep learning-based pipeline to train and deploy
a classification model for diagnosing CD from whole slide imaging of intestinal
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Fig. 1. In a typical convolutional neural network classifier, an image is used as input
and the network aims to produce the accurate class label for that image. During model
training, network weights are updated to decrease the error made by the model when
applied to the images used for model training.

biopsies. We show this pipeline outperforms a typical supervised deep learning
approach, which is commonly used for image classification tasks. Although, we
use CD diagnosis to showcase the utility of the proposed pipeline, this pipeline
is not limited to CD, and it can be used for other whole slide pathology image
classification tasks as well. The pipeline could potentially be utilized as a useful
approach for deployment in clinical settings in contexts where developing large-
scale pathology datasets is impractical.

2 Materials and Methods

The primary aim of this study was to use histopathological images of biopsied
specimens to develop diagnostic models for CD. In this section, we describe the
data and methodology for developing deep learning-based classification models.
The proposed pipeline synthesized images that are composed of randomly chosen
subsets of tissue segments extracted from whole slide images. These tissue seg-
ments are then transformed and randomly placed on a blank canvas and used as
inputs for model training. This approach allows us to increase both the number
of available samples for training and the diversity of the data used for model
development. The proposed pipeline synthesizes several images for each patient.
Therefore, to be able to use the trained model for predicting unseen cases, an
aggregation function is used to make patient-level predictions. We compared our
pipeline with a typical classification pipeline in which each slide image is resized
and used as a single input for the model. The source code for the proposed
pipeline is available upon request.

2.1 Data

This study was approved by the Research Ethics Board of the Research Insti-
tute of the McGill University Health Center (Protocol Number: 2021-6924).
We retrieved 426 histological slides from a single institute, the McGill Uni-
versity Health Center’s Department of Pathology. The glass slides were digi-
talized using Aperio’s ScanScope XT, for adult patients undergoing a duodenal
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biopsy to assess for the presence or absence of CD between 2016 and 2019, inclu-
sively. The formalin-fixed, paraffin-embedded tissue samples were processed and
stained with hematoxylin and eosin following a single, standardized tissue pro-
cessing procedure. All cases were reviewed and considered for inclusion in our
primary dataset. Excluded from this pool of subjects were those cases showing
Helicobacter Pylori infection as demonstrated by a positive Giemsa stain on a
concomitant gastric biopsy [10–13], features of peptic duodenitis, or any other
significant pathological abnormality other than features associated with CD, i.e.
intraepithelial lymphocytosis, villous blunting, or duodenal crypt hyperplasia.
The pathological distribution of the samples according to the Marsh classifica-
tion scheme can be summarized as follows:

– Histotype 1 (174 slides, representing 163 subjects): normal duodenal mucosa,
including cases signed out as “no significant pathological abnormality,”
and/or “no evidence of celiac disease.”

– Histotype 2 (104 slides, 91 subjects): intraepithelial lymphocytosis, no villous
atrophy, including cases signed out as “intraepithelial lymphocytosis without
villous atrophy,” and/or “cannot rule out celiac disease.”

– Histotype 3 (138 slides, 106 subjects): intraepithelial lymphocytosis, subto-
tal villous atrophy, including cases signed out as “intraepithelial lymphocy-
tosis with subtotal/mild/moderate/focal/patchy/partial/some villous atro-
phy,” and/or “suggestive of celiac disease in the right clinical context.”

– Histotype 4 (109 slides, 66 subjects): intraepithelial lymphocytosis, com-
plete villous atrophy, including cases signed out as “intraepithelial lym-
phocytosis with complete/total/severe/diffuse/near-complete/moderately to
severe/marked/widespread and obvious villous atrophy,” and/or “diagnosis
of celiac disease in the right clinical context.”

To design a CD diagnosis system, a binary classification model was developed.
As the presence or absence of CD for the samples with histotype 2 is ambigu-
ous, these samples were excluded from our analysis. Histotype 1 was used as
a normal—“disease-free”—control group, and histotypes 3 and 4 were grouped
together to represent those patients showing pathological evidence at least “sug-
gestive of celiac disease in the right clinical context.”

2.2 Methodology

In this section, we describe the proposed methodology for developing CD classi-
fication models.

Image Assembler. We develop Image Assembler (IA) as an approach to pro-
grammatically synthesize a large number of examples by assembling tissue seg-
ments from each slide while mitigating the lack of segment-level labels. Figure 2,
illustrates a schematic view of IA that takes a slide from a patient as input and
synthesizes a collection of images, which will later be used for model develop-
ment. The label assigned to the synthesized images is set to be the same as their
corresponding patient label.
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Randomly select k segments from the n segments on the slide

Apply an image transformation such as rotation and flip to each segment

Place segments on a canvas so that they do not overlap 

 A synthesized image

Slide image Gray-scaling Smoothing Binary thresholding

Fig. 2. Image Assembler procedure. A foreground mask is created by converting the
slide image to grayscale, followed by Gaussian and average smoothing, and applying
OTSU thresholding. The detected foreground tissue segments are then used to synthe-
size several images for each slide/patient.

In order to create a mask for the foreground, first, we convert the slide image
from RGB to grayscale. Then, to reduce noise, we apply a Gaussian smoothing
followed by an average smoothing filter to each grayscale image. Next, an OTSU
thresholding approach is used to provide a binary mask for segments. Disjoint
foreground components, i.e. segments, are then detected and used as a mask
for each segment. These masks will then be used to assemble a non-overlapping
collage of k segments for synthesizing an image (see Fig. 3).

For a slide with n segments, both sampling with replacement and sampling
without replacement can be used to choose k segments. The former results in n
choose k distinct combinations of k segments with the condition that k is less
than or equal to n. The latter results in nk outcomes. For example, given n = 12
and k = 4, sampling without replacement results in 495 distinct sets of segments,
and the sampling with replacement leads to 124 = 20736 outcomes. Note that
even when the sets of segments are not disjoint, the resulting synthesized images
could be distinct due to the random placement of segments and the transforma-
tions applied to each segment randomly. This makes IA capable of synthesizing
a large-scale and diverse set of images for model training. The transformations
used by IA include random rotation, vertical flip, and horizontal flip.

Model Training and Evaluation. We randomly assigned patients to 3 dis-
joint sets: training (60%), testing (20%), and validation (20%), where the data for
each patient was only assigned to one of these sets. For each slide (corresponding
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Fig. 3. Image Assembler synthesizes a set of examples from each slide by first selecting
a random subset of segments on the slide, then applying some transformations such
as rotation and flipping to each selected segment, and finally placing the transformed
segments on a blank canvas randomly.

to a patient), IA was run to synthesize m images. A ResNet-50 architecture, pre-
trained on ImageNet, with cross entropy loss was used for all experiments [10].
The classifier layer of the ResNet model was replaced to match the number of
classes (2 classes here). It should be noted that the proposed approaches are inde-
pendent of the deep learning model architecture. To deal with the imbalanced
nature of the data (174 normal and 247 diseased samples), an oversampling app-
roach using sampling with replacement was used [12]. To be consistent for the
sake of comparison, the same set of hyperparameters was used for all models
including a learning rate of 0.0001, momentum of 0.95, weight decay of 0.005,
and a batch size of 16. All models were trained for 100 epochs and the model
with the highest F1 score was selected as the best model. We used Albumenta-
tions package version 0.4.5 for image augmentation [13]. All experiments were
conducted using Python 3.7 and PyTorch version 1.6 on a Titan RTX GPU
machine.

As IA synthesizes m images from each slide, an aggregation function is
required to achieve a consensus prediction for each patient, in the evaluation
and test phases. Figure 4 depicts the aggregation step used to make a consen-
sus prediction for each patient. As the aggregation function, we use a vote of
majority among the predictions made for the m images generated from each
slide. For all experiments, a value of m = 101 was used. The value of m is a
hyperparameter for the model. We hypothesize that the proposed approach will
lead to improving the classification performance. Also, we used values of k = 1
(single segment) and k = 4.
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Model

Aggregation

Model Model Model Model Model

Prediction

Fig. 4. Since we generate n images from each slide, we need to aggregate the n resulting
predictions. In this paper, we used a vote of majority approach as the aggregation
function. Note that the same model is used for generating these n predictions.

3 Results

In this section, we present the results of three main experiments: (1) a typical
CNN-based classification model where each slide image is resized and used as
a single input for the model; (2) a binary classification model developed using
the proposed pipeline with IA where k = 1; and (3) the binary classification
developed using the proposed pipeline with IA where k = 4. Table 1 shows the
model performance in these three scenarios. We use precision, recall (sensitivity),
and accuracy as performance indicators.

Table 1. Model performance metrics using whole slide images (Approach 1) and images
constructed using Image Assembler with k = 1 (Approach 2) and k = 4 (Approach 3).

Approach Precision Recall Accuracy

1 0.833 0.833 0.786

2 0.917 0.815 0.831

3 0.941 0.889 0.893

Using IA improved all three performance metrics compared to using the orig-
inal whole slide images for model construction. Using subsets of four segments
(k = 4) to assemble additional samples resulted in the best precision, recall
(sensitivity), and accuracy of 0.941, 0.889, and 0.893, respectively. Using single
segments to construct additional samples also outperformed whole slide images.
However, IA with k = 4 achieved better results in all performance metrics in
comparison to the single segment approach.
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4 Discussion

In this study, we proposed a deep learning-based pipeline for CD classification.
Due to the small number of samples available when using whole slide images as
input examples for model training, even after applying a comprehensive image
augmentation pipeline, the model performance is lower than the segment-level
approaches. Further, we showed that the number of segments used to generate
the samples for model building substantially impacts classification performance.
We expected that utilizing single segments to build models would result in lower
model performance due to the increased risk of mislabelling samples compared
to using a collection of larger number of segments (i.e. larger values of k) from
a single patient. This also highlights the drawback of building models using
histopathological biopsies using small patches of whole slide images as attempted
in previous studies [11]. These results indicate that our approach improves upon
the methodology typically used to classify histopathological images.

Although we performed a binary classification of CD versus healthy tis-
sue, there are different histopathological classes of CD [14,15] as described in
Sect. 2.1. Further works could be focused on exploring whether there are impor-
tant morphological characteristics in the tissue segments representing a particu-
lar class of CD. This information could be used to automatically and efficiently
identify different CD classes, which could impact treatment plans or make it
possible to identify early or mild cases.

One limitation of our approach is that IA can be computationally intensive in
comparison to using the whole slide images depending on how many images are
assembled from different segments. However, the number of images assembled
in this study (101) is a hyperparameter value, and it can be changed depending
on the available data and compute power. Also, hyperparameter tuning can be
done to find the optimal values for m and k in IA to achieve the highest model
performance while meeting the computational requirements for a deployment
setting.

This study also only utilized image resolution with width and height between
3000 to 4000 pixels; however, higher resolution images are available and can be
leveraged to further improve the model performance. We suggest utilizing these
high resolution images with the proposed pipeline for future research. In cases
where such high resolution images are not available due to the technology used
for imaging, this pipeline is still capable of generating high performing models.

5 Conclusion

In this work, we proposed a deep learning-based pipeline to diagnose CD from
whole slide images of histopathological intestinal biopsies. Deep learning has
shown promise in various medical applications; however, a small number of
training examples can hinder developing deep learning models in the medical
domain. The proposed approach in this paper makes it possible to synthesize a
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large number of samples for model training and leads to improving model per-
formance in contexts where acquiring a large number of histopathological images
is impractical.

The developed models for CD classification achieved high performance, as
indicated by their high precision, recall, and accuracy in differentiating CD tis-
sues from normal tissues. Although we showed the utility of the proposed app-
roach in this paper using a CD classification, the proposed methodology has the
potential to be applied to other pathological conditions.
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Abstract. The paper examines the possibilities of using synthetic HEp-
2 cell images as a means of data augmentation. The common problem
of biomedical datasets is the shortage of annotated samples required for
the training of deep learning techniques. Traditional approaches based on
image rotation and mirroring have their limitations, and alternative tech-
niques based on generative adversarial networks (GANs) are currently
being explored. Instead of looking solely at a single dataset or the cre-
ation of a recognition model with applicability for multiple datasets, this
study focuses on the transferability of synthetic HEp-2 samples among
publicly available datasets. The paper offers a workflow where the quality
of synthetic samples is confirmed via an independent fine-tuned neural
network. The subsequent combination of synthetic samples with original
images outperforms traditional augmentation approaches and leads to
state-of-the-art performance on both publicly available HEp-2 cell image
datasets employed in this study.

Keywords: Transfer learning · Generative adversarial network · Deep
learning · DCGAN · HEp-2 cell images

1 Introduction

Clinicians commonly use the anti-nuclear antibody test to diagnose connective
tissue diseases like systemic lupus erythematosus and rheumatoid arthritis [14,
22]. The gold standard for performing this test is the indirect immunofluorescence
(IIF) protocol using human epithelial type 2 (HEp-2) cells [9,14]. The evaluation
of the IIF test is done mainly by humans, and therefore, it is a subjective method
too dependent on the physician’s experience. Usually, multiple specialists need to
analyse specimen images and make a decision about their staining patterns. This
leads to low reproducibility and significant inter-laboratory differences. Thus,
computer-aided systems aim to assist physicians with the diagnosis by automatic
classification of HEp-2 images.

Nowadays, automated recognition is almost exclusively done via deep neural
networks [6]. These networks are a powerful tool for image classification, but
they require a large number of training samples [13]. In practice, it is difficult
c© Springer Nature Switzerland AG 2021
N. Tsapatsoulis et al. (Eds.): CAIP 2021, LNCS 13052, pp. 215–225, 2021.
https://doi.org/10.1007/978-3-030-89128-2_21
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to collect and annotate large biomedical image databases due to the lack of
physicians’ time and the cost of imaging devices. Therefore, it is a common
practice to increase the number of training samples by various methods of so-
called image augmentation. For biomedical samples like HEp-2 cell images, the
mirroring operation and the rotation around the central image point are the
most often used techniques.

However, these approaches do not produce new samples, only manipulate
the ones that already exist. As an alternative, generative adversarial networks
(GANs) [7] have proven to be an efficient tool for the unsupervised generation
of new synthetic images with realistic visual appearance [13]. In this study, a
deep convolutional GAN (DCGAN) [17] is employed to examine the application
of synthetic samples between datasets. The question to be answered is if it is
possible to take generated samples trained on one public HEp-2 dataset and use
them as a form of image augmentation for another one. Could these synthetic
images increase the classification accuracy and outperform the traditional forms
of augmentation? There are multiple issues to be addressed, and this paper
offers a clear workflow that leads to the state-of-the-art results on both employed
datasets achieved by incorporating synthetic samples.

In the next section, the current HEp-2 image recognition methods are pre-
sented together with a brief introduction to GAN methods. Subsequently, two
public datasets used in this study are introduced, followed by the proposed
workflow in the methodology part of the paper. The last sections are dedicated
to the evaluation and discussion of experiments and results, where the overall
effectiveness of the suggested methods is presented.

2 Related Work

The automated methods for IIF image analysis have been a topic of a special
thematic issue of Pattern Recognition Letters [8]. Multiple techniques, includ-
ing those examining a multi-process system based on an ensemble of fifteen
support vector machines [4] and the role of Gaussian Scale Space theory as a
preprocessing approach [16], were introduced. Bayramoglu et al. [2] studied the
influence of several preprocessing techniques on HEp-2 image classification, and
more recently, Gao et al. [6] analysed the impact of hyper-parameter settings of
the proposed fully-connected convolutional neural network on the classification
accuracy. Deep residual networks were intensively studied by multiple authors
[10,18,23], which led to the use of ResNet-50 architecture also in this study.

When looking specifically at the methods published for the SNPHEp-2
dataset that is also used in this study, William et al. [22] employed a system
comprised of a dual-region codebook-based descriptor combined with the nearest
convex hull classifier. Yang et al. [24] used learning filters from image statistics,
where they trained a filter bank from unlabelled cell images by using independent
component analysis. Faraki et al. [5] observed that HEp-2 cells can be efficiently
described by symmetric positive definite matrices which lie on a Riemannian
manifold and utilised them for classification.
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Table 1. The number of samples in both public datasets used in this study before any
form of augmentation.

Ce Sp Ho Nu Nm Go

ICPR2014 (i)ntermediate Training 953 961 985 1,164 885 262

Validation 136 137 140 166 126 37

Testing 274 276 282 334 254 76

(p)ositive Training 965 1,020 761 653 659 245

Validation 137 145 108 93 94 34

Testing 276 292 218 188 190 70

Ce Co Fi Ho Nu

SNPHEp-2 Training 156 172 200 177 200

Testing 191 192 200 196 200

More recently, Bajić et al. [1] incorporated texture information extracted by
αLBP-maps, which enabled them to create a very efficient model that was tested
on three datasets. The SNPHEp-2 dataset was also used by Vununu et al. [19];
however, some of their reported results were extracted for a different dataset.

Generative adversarial networks were introduced in 2014 [7], and since then,
they have been successfully used for biomedical imaging tasks, including image
synthesis and classification [25], and medical segmentation [3]. For HEp-2 images,
the first application of GANs was demonstrated in 2019 [13]. This work uses
a similar model; however, the focus is on the transferability of synthetic images
between datasets. Multiple improvements are suggested, including the double-
check process of generated samples, where a separate network confirmed the true
category of images.

3 Datasets

Two publicly available datasets were employed in this study. The first one is
known as the ICPR2014 dataset [9]. It utilises 419 unique positive sera extracted
from 419 randomly selected patients to form 13,596 pre-segmented cell images
in total. The dataset recognises two cell fluorescence intensity levels, namely pos-
itive (p) and intermediate (i). These intensity levels were rarely utilised before
by automated methods, but in this study, they increase the intra-class compact-
ness. All released cell samples form the original training set, while the original
test set is not publicly available. Therefore, the public part of the dataset was
randomly divided into 80 % for training (including 10 % for validation) and 20 %
for independent testing. This approach was also chosen in other published stud-
ies [1,6]. The ICPR2014 dataset consists of six categories, namely Centromere
(Ce), Speckled (Sp) (a combination of Coarse and Fine Speckled), Homogeneous
(Ho), Nucleolar (Nu), Nuclear Membrane (Nm), and Golgi (Go).

The second dataset is known as SNPHEp-2 [22] and it contains 1884 cell
images from 40 specimens. The cell images were pre-segmented and divided into
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Fig. 1. The first four rows show example samples from the ICPR2014 dataset and the
bottom rows show samples from SNPHEp-2 after application of both enhancement
methods.

five categories by their authors. These categories are Centromere (Ce), Coarse
Speckled (Co), Fine Speckled (Fi), Homogeneous (Ho), and Nucleolar (Nu).
SNPHEp-2 was partitioned by its authors into training (905 cell images) and
testing (979 cell images) part. Table 1 summarizes both available datasets, and
visual illustrations of samples are provided in Fig. 1.

4 Proposed Method

The simplified version of the employed workflow used in this study is in Fig. 2. In
the first step, DCGANs needed to be trained in order to produce new artificial
samples from each class. This network architecture was chosen because it was
demonstrated by Radford et al. [17] to be stable for images of size 64× 64 pixels,
which is the approximate size of the HEp-2 samples used in this study. Since
the ICPR2014 dataset has large intra-class variance, the distinction between p
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Fig. 2. Illustration of the simplified pipeline used in this study.

and i intensity level samples helps to keep the classes more compact. Previous
studies showed that when both levels are mixed together, the network produces
realistically looking samples, but the effect on the classification performance is
only marginal [13].

In order to train the generative models, the training part of the positive
intensity level samples from the ICPR2014 dataset was resampled using bicubic
interpolation, and two contrast adjustment methods were applied to create two
separate versions of the samples. The first one converts the RGB input image
into the HSV colour space and applies the contrast-limited adaptive histogram
equalization [26] on the value (V) channel. This method operates on small regions
in the image and computes histograms corresponding to distinct image sections.
Subsequently, it uses them to redistribute the lightness values of the image. The
enhanced HSV image is then converted back into the RGB colour space. This
method will be further referred to as the adaptive method.

The second method first derives a complement image of the original RGB
input and then applies a dehazing algorithm [15]. The algorithm was originally
designed to reduce the atmospheric haze, and it is based on the observation that
unhazy images contain pixels that have low signal in colour channels, which is
also the case for HEp-2 image samples. In the end, a complement image of the
dehazed one was derived in order to convert the values back to the original range.
This method will be further referred to as the complement method. The visual
illustration of both methods applied on HEp-2 images is in Fig. 1.

For the application of DCGAN to augment HEp-2 images, an individual
model was trained for each of the six p classes from ICPR2014 dataset in both
the adaptive and complement version. However, as can be seen from Table 1,
the training part of this dataset is relatively small, especially after excluding i
intensity level samples. Therefore, in the training of DCGANs, each sample was
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rotated by 90◦, 180◦, and 270◦, which together with the mirroring operation
results in seven additional unique samples derived out of each original one. All
generative models were trained using mini-batch stochastic gradient descent with
a mini-batch size of 128. The weights were initialized from a zero-centred normal
distribution with a standard deviation of 2× 10−2, the learning rate was set to
2× 10−4 and the models were trained for 300 epochs. For the record, the same
approach was also tested with i intensity level samples; however, the subsequent
classification performance was significantly lower. Therefore, this study presents
only results derived from p intensity level samples.

After the individual DCGANs were trained, it was possible to generate an
unlimited number of synthetic samples for each category. However, while the vast
majority of the generated samples was of the highest quality, some samples still
had artefacts and a high level of noise. Therefore, an additional automated qual-
ity mechanism was employed. A pre-trained ResNet-50 model was fine-tuned
using a transfer learning approach on the same training data as used for the
DCGANs. The synthetic samples generated by DCGAN were accepted only if
they were correctly categorised by this fine-tuned ResNet-50 model. In prac-
tice, it means that they went through a double-check process, where their true
category was confirmed by a separate network.

The last question towards the transferability of synthetic samples between
datasets is the class compatibility. Three classes, namely Ce, Ho, and Nu can be
used directly, but the Sp class needs to be further divided into Co and Fi classes
since SNPHEp-2 distinguishes between them. For this purpose, another separate
fine-tuned ResNet-50 model was trained exclusively on training the Co and Fi
samples from SNPHEp-2. This model categorises synthetic input Sp samples
into either the Co or Fi category. A similar approach was already employed to
solve the class compatibility problem [1].

At the end, it was necessary to fuse the results from both the adaptive and
complement method. Wetzer et al. [20] performed a comparison of fusion strate-
gies and suggested to use a linear SVM on concatenated output probabilities.
Later it was shown that multiplication of corresponding softmax probabilities
can be more efficient [12]. Therefore, it is used here for each adaptive and com-
plement version of the test image.

5 Evaluation and Discussion

In the evaluation part, two different models pre-trained in ImageNet were
employed, namely ResNet-50 and GoogLeNet. Fine-tuning, also known as trans-
fer learning, was applied to adjust them for HEp-2 image recognition. This
implies that in both models, their last three layers were replaced with a fully-
connected layer, a softmax layer, and a classification layer, which classifies images
directly to categories of HEp-2 images. The stochastic gradient descent with a
momentum optimiser, an initial learning rate of 0.001, and a mini-batch size of
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Table 2. ICPR2014 dataset results including the comparison with other methods.

Method OA MCA

Gao et al. [6] 97.2 % 96.8 %

Bajić et al. [1] 98.1 % 96.0 %

Shen et al. [18] 98.8 % 98.6 %

Li et al. [11] 98.9 % 98.5 %

Tested models No augm Traditional Synthetic

OA MCA OA MCA OA MCA

GoogLeNet6 97.39 % 97.36 % 98.72 % 98.73% 98.42 % 98.46 %

GoogLeNet12strict 95.64 % 95.24 % 97.73 % 98.36% 97.80 % 98.37 %

GoogLeNet12relax 97.55 % 97.60 % 98.86 % 99.01% 98.79 % 98.87 %

ResNet-506 97.06 % 97.06 % 98.60 % 98.71% 98.57 % 98.69 %

ResNet-5012strict 95.24 % 95.39 % 97.77 % 97.98% 97.84 % 98.15 %

ResNet-5012relax 97.18 % 97.18 % 98.83 % 98.92% 98.94% 99.01%

8 images were utilised. Both architectures were trained for 30 epochs, and the
convergence was controlled using the validation dataset. The final performance
of each model reported in this study was derived using the independent test
dataset. All tests were performed using Matlab R2020a.

Before the synthetic samples were applied for the SNPHEp-2 dataset, they were
first tested on their original ICPR2014 dataset. For comparison purposes and to
demonstrate the effect of compact classes on the quality of generated synthetic
samples, two different scenarios were employed. In the first one, p and i intensity
level samples were merged together to form six classes, as it was done in previous
studies. In the second scenario, p and i samples were considered separately, which
led to the formation of twelve classes during the training. In this case, the evalua-
tion was done under so-called strict and relaxed condition. In the strict condition,
the intensity level is controlled strictly for all classes. For example, centromere p
sample classified as centromere i and vice versa is considered a misclassification.
In the relaxed condition, only the true class is important; therefore, the previous
example will be considered as a correct class classification. This relaxed condition
is compatible with previously published studies on six classes.

For the ICPR2014 dataset, the evaluation of the classification performance
was done via the overall accuracy (OA) defined as the overall correct classifica-
tion rate of all images and via the mean class accuracy (MCA) calculated as the
mean of all individual class accuracies. The training was performed without any
data augmentation (no augm), with traditional augmentation as it was described
for the training of DCGANs (traditional), and with the inclusion of synthetic sam-
ples (synthetic), where their number matched the number of traditional samples.
Results for the ICPR2014 dataset are summarized in Table 2, and it is observable
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Table 3. SNPHEp-2 results including the comparison with other methods.

Method Overall accuracy

Faraki et al. [5] 74.7 %

Yang et al. [24] 82.1 %

Wiliam et al. [21] 82.5 %

Bajić et al. [1] 83.0 %

Tested models No augm Augm 90◦ Augm 30◦ Synthetic 2× synthetic

GoogLeNet 71.50 % 74.67 % 77.94 % 77.63 % 83.45 %

ResNet-50 80.08 % 80.18 % 76.92 % 83.76% 78.14 %

that both models show high performance on this dataset even without any aug-
mentation. This can be attributed to model architectures as well as to data pre-
processing and post-processing steps, including the merging of adaptive and com-
plement branches. However, both traditional and synthetic augmentation brought
a slight increase in accuracy values. Especially for ResNet-50, the inclusion of syn-
thetic samples outperformed all previously published methods.

The transferability of synthetic samples for classification purposes was tested
on the SNPHEp-2 dataset. The results are summarised and compared to the
state-of-the-art methods in Table 3. Here, the training of both models was first
conducted without any data augmentation (no augm) and with a traditional
augmentation using a 90◦ step in rotation (augm 90◦) and a 30◦ step (augm
30◦) that resulted in 3× more training samples in comparison to augm 90◦.
For GoogLeNet architecture, an increase in overall accuracy was measured when
more samples were utilised. For ResNet-50, this traditional form of augmentation
led to minimal increase or even a decrease in performance. It is a demonstration
that the increase in dataset size does not automatically lead to higher accuracy.

The remaining two columns display the results with synthetic images from the
ICPR2014 dataset. The number of images in the first one (synthetic) matches the
number of the images in augm 90◦, while the second one (2 × synthetic) uses dou-
ble the amount of synthetic samples. A similar pattern in the results is observ-
able, where more samples lead to an increase in performance for GoogLeNet.
Moreover, the 2 × synthetic variant significantly outperforms traditional aug-
mentation. For ResNet-50, the synthetic variant outperforms all other results,
including all published state-of-the-art methods. However, introducing more gen-
erated samples with 2 × synthetic is not efficient, which confirms the observation
with traditional augmentation. Figure 3 provides the confusion matrices for high-
lighted top-performing models on both datasets.
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Fig. 3. Confusion matrices for the top performing ResNet-50 models highlighted in
Table 2 for the ICPR2014 dataset (left) and in Table 3 for the SNPHEp-2 dataset
(right). Presented values are in %.

6 Conclusion

In this paper, an efficient novel workflow for the generation of synthetic images
with a focus on transferability between datasets is introduced. The paper demon-
strates the limitations of traditional augmentation methods and offers an alter-
native approach based on synthetic samples that went through a double-check
process. Two image texture enhancement methods are employed to highlight and
better capture the inter-class variability. The evaluation was performed on two
different public HEp-2 datasets, and the paper demonstrates that the inclusion of
synthetic samples leads to increased classification performance on both of them.
It was also shown that the presented workflow creates synthetic samples that are
applicable also between datasets. There is a high potential in GANs as alterna-
tives to traditional augmentation methods also for other medical and biomedical
domains where large annotated datasets are missing. The future exploration of
GAN-related approaches is therefore highly relevant in these domains.
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Abstract. Oral cancer disproportionately affects low- and middle-
income countries, where a lack of access to appropriate medical care
contributes towards late disease presentation. Using artificial intelligence
to facilitate the automated identification of high-risk oral lesions can
improve patient survival rates. With image classification using oral cavity
images and other forms of medical images, the information to be classified
can often be extremely localized. To address this problem, we propose
the use of convolutional neural networks with trainable soft attention.
Further to this, we incorporate the use of localization loss to penalize the
difference between attention maps and clinically annotated mask. This
effectively allows clinicians to help guide soft attention. Improvements
to the baseline were made, with an accuracy of 0.8333 and a ROC AUC
of 0.8632, which equates to increases of 0.0245 and 0.0394, respectively.
This accuracy corresponds to a sensitivity of 0.8469 and a specificity of
0.8208. Perhaps of more importance, is a model that demonstrates bet-
ter capability at paying attention to the lesions in its decision making.
Furthermore, visualizing resulting attention maps can help to strengthen
clinical confidence in AI decision making.
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1 Introduction

Oral cancer has a major impact on global health, with an estimated 177,384
deaths in 2018 [1]. It is most prevalent in low- and middle-income countries
(LMICs), where a lack of access to appropriate medical care contributes towards
late disease presentation, and as a result survival rates are low. However, oral
cancer presents unique opportunities, with oral lesions called oral potentially
malignant disorders (OPMDs) preceding oral cancer for many patients. These
lesions are visible for early detection and close monitoring without the need for
invasive procedures.

Telemedicine can aid early diagnosis. The use of mobile phones has been field
tested in a rural community [2], enabling two-way communication between pri-
mary healthcare practitioners and specialists located off-site. Integration of arti-
ficial intelligence (AI) into such approaches to facilitate the automated identifi-
cation of high-risk oral lesions, will reduce the pressure on the limited number of
specialists.

Currently, deep convolutional neural networks (CNN) provide the state-of-the-
art results for many computer vision tasks. For medical image classification, the
information to be classified can often be extremely localized. Therefore, the train-
able attention mechanism can play a big role in medical image analysis, highlight-
ing areas of interest whilst suppressing irrelevant parts of the image. This replicates
the ability of clinicians to know where to look when making decisions.

Object detection equates to a type of hard attention and has been used to
classify lesions in mammograms [3]. Hard attention can be effective, but in some
cases may lead to loss of useful information when outside of the cropped region.
Trainable soft attention offers the suppression of irrelevant background informa-
tion without the need for cropped regions. It was introduced in machine trans-
lation [4] and later in image captioning. Jetley [5] demonstrated an increase in
CNN image classification performance with the use of multi-scale soft attention.
Pesce [6] interestingly improved the detection of chest radiographs containing
pulmonary lesions, by penalizing differences in the soft attention maps and a
subset of clinically annotated masks.

We first propose to adapt the multi-scale soft attention model derived by
Jetley [5] for the novel application of attention for the early detection of oral
cancer. Further to this, we incorporate multiple task learning, with the use of
localization loss and classification loss. This adaptation is inspired by Pesce [6],
with the localization loss quantifying the difference between soft attention maps
and clinically annotated data; thus, effectively allowing clinicians to help guide
soft attention. Instead of the attention maps indirectly driving the attention
mechanism [6], our attention maps directly weight the feature vectors [5]. Whist
an increase in image classification performance is the primary target, providing
a model that reliably pays attention to the lesions in its decision making is of
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importance. Model interpretability to support clinical confidence in AI decision
making can be aided by visualizing attention maps, with clinical confidence
strengthened when attention demonstrates clinical guidance.

2 Related Work

The following reported studies, related to oral cancer, were CNN based. Aubre-
ville [7] used InceptionV3 [8] to classify laser endomicroscopy images as clinically
normal and carcinogenic. Halicek [9] used InceptionV4 for cancer detection from
histology slides of excised tissue from the head and neck (included the oral cav-
ity). Uthoff [10] used pairs of autofluorescence and white light mobile phone
captured images as inputs to a VGG model [11] to perform suspicious vs. not
suspicious classification. These reported studies utilized images obtained using
specialized clinical procedures and advanced imaging systems.

Of more relevance to screening in LMICs are methods applied to standard
oral cavity images. Welikala [12] explored/compared image classification and
object detection to automate the early detection of oral cancer. Image classifica-
tion was shown to be the more viable approach, whilst object detection struggled
due to the indistinct nature of lesion boundaries. A study [13] demonstrated that
simpler CNN architectures are more suitable when fine-tuning on an oral lesion
dataset of limited size, VGG-19 [11] performed the best for the classification of
referral vs. non-referral. Shamim [14] used VGG-19 for benign vs. pre-cancerous
classification and Jubair [15] used a lightweight CNN for benign vs. suspicious
classifications; both restricted to tongue lesions only.

3 Materials

A library of well-annotated images of oral lesions is currently being built. Accom-
panied by metadata of age, gender, and smoking, alcohol, and betel quid chewing
status. Lesions in the images have been annotated with bounding boxes and each
box has been assigned multiple labels that include lesion type, morphology, site,
referral decision etc. At this initial phase of construction, the dataset included
2155 images. Each image has been separately annotated by 3–7 clinicians.

For this study we were only concerned with the bounding boxes and their
referral decision labels. The annotations from multiple clinicians were combined
with a novel strategy proposed by [12]. The annotated lesion’s referral decision
label was used as a single image label and if an image contained multiple anno-
tated lesions then that with the highest referral decision severity was used. There
were five classes in total, although the data was simplified to ‘non-referral’ vs.
‘referral’ as this would be the first step towards translation into clinical practice.
The dataset was split into training, validation, and test sets (see Table 1).
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Table 1. Image numbers according to class and set type.

Class Training Validation Testing Total

Non-referral 949 125 106 1180

Referral 795 82 98 975

Total 1744 207 204 2155

Fig. 1. Attention introduced at layer 12 and 15 of VGG-19.

4 Method

4.1 Attention Network

We adapted a soft trainable attention model proposed by Jetley [5], based on
defining a compatibility score between local and global features. The intuition
was that the compatibility score is intended to have a high value when the image
patch described by the local features contained parts of the dominant image
category. Therefore, a compatibility score assumed the role of attention values
and was used to create a weighted combination of local features for performing
image classification. This was a multi-scale approach achieved by leveraging local
features from different intermediate stages of the CNN.

We implemented this approach using VGG-19 (reliable and outperforms
newer architectures [13]), see Fig. 1. The softmax classification layer was reduced
to 2 neurons (‘non-referral’ vs. ‘referral’) and the prior fully connected layers were
reduced to 512 neurons. Transfer learning was used to address the limited amount
of data, with the VGG-19 model pre-trained on the ImageNet dataset [16]. We
only fine-tuned from layer 12 and up to help avoid overfitting [13]. The attention
mechanism was introduced at convolutional layers 12 and 15 (most effective),
limited to fine-tuned layers.

Consider the local feature vector li,j which was the output activations at
the spatial location (i, j) of n × n spatial locations at a specific convolutional
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layer. Consider the global feature vector g which was normally fed into the final
classification layer of the original VGG architecture.

The alignment model from [4] was re-purposed to calculate a compatibility
score, defined as

ci,j = f(li,j + g) (1)

where vectors li,j and g were of equal dimensions (i.e. 1× 512) and the function
learnt using a single fully connected mapping to output a scalar compatibility
score.

The compatibility scores were then normalized by a softmax operation to
produce attention weights, defined as

ai,j =
exp(ci,j)∑n

i=1

∑n
j=1 exp(ci,j)

(2)

Attention weights were then used to produce a single vector, defined as

ga =
n∑

i=1

n∑

j=1

ai,j li,j (3)

which was a weighted sum of the li,j vectors. The ga vector now replaced g as
the global descriptor for the image.

This process was done separately for layers 12 and 15 (prior to max pooling),
with 28× 28 and 14× 14 spatial locations, respectively. The resultant two vectors
(g12a and g15a ) were then concatenated into a single vector and passed through a
softmax classification layer to produce class predictions.

4.2 Guided Attention

As standard, we minimized the classification loss (with cross entropy) of

Lcls = − 1
M

M∑

m=1

S∑

s=1

ys,mlog(ŷs,m) (4)

where ys,m is the label from the one-hot class vector, ŷs,m is the class probability
from the prediction, S is the number of classes, and M is the number of images.

In addition to this, we also minimized attention based localization error,
see Fig. 2. If an image contained lesions, their bounding box annotations were
converted to a binary mask, ones indicated pixels that belong to a lesion. The
binary mask was then resized to the size of the attention map (either 28× 28
or 14× 14) for comparison. The attention map was rescaled to the range [0, 1]
using division by the maximum value of the map, to make it comparable to the
binary mask. A pixel-wise mean square error was computed for attention based
localization loss, which was then applied for all images that contained bounding
boxes, defined as

Lloc = − 1
M1

M1∑

m=1

1
n2

n∑

i=1

n∑

j=1

[bi,j,m − a′
i,j,m]2 (5)
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Fig. 2. Illustration of how the loss terms were calculated. MSE = mean square error,
CE = cross entropy. Loss terms calculated across batch of images.

where b represents the binary masks, a′ represents the rescaled attention maps,
n represents both the height and width of the binary masks and attention maps,
and M1 is the number of images that contained bounding boxes. This quantified
the difference between the binary masks and attention maps.

The network was then trained end-to-end to minimize a linear combination
of classification loss and attention based localization loss, defined as

L = λ1Lcls + λ2L
12
loc + λ3L

15
loc (6)

where attention based localization loss was calculated for the attention maps
of convolutional layers 12 and 15. Empirically derived balancing parameters (λ)
were used to weight the loss terms, with values of λ1 = 1.0, λ2 = 2.5, λ3 = 2.5.

4.3 Technical Details

Backpropagation and stochastic gradient descent (SGD) with momentum
was used for training. Images were rescaled to 224× 224 pixels. Flipping,
scaling, translation, and rotation were used to augment the training data
(images/masks).

SGD mini-batch size was 128 images. Classification loss was class weighted to
correct for the slight imbalance in the training data. We used a learning rate of
0.001, a momentum of 0.9, and a weight decay of 0.01. Batch normalization and a
dropout of 0.5 were used on the first two fully connected layers. The network was
trained for 100 epochs until convergence. The model was built on the training
set and hyperparameters were derived from performance on the validation set.

A Nvidia GeForce RTX 2080 Ti graphics card with 11 GB memory was used
for training. This implementation used Keras and TensorFlow.
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5 Results

Evaluation was performed on the test set, for the binary image classification task
of ‘referral’ vs. ‘non-referral’. We compared the performance of VGG with atten-
tion and VGG with clinically guided attention to the standard VGG (baseline);
see Table 2. As the classes were approximately balanced in the test set, we used
accuracy as a metric. For each approach, a confidence score threshold that pro-
duced the best operating point defined by the accuracy was selected. In addition,
the ROC AUC is also provided to summarize the performance across different
thresholds. The clinically guided attention model performed the best, with an
accuracy of 0.8333 and a ROC AUC of 0.8632. This accuracy corresponds to a
sensitivity of 0.8469, a specificity of 0.8208, a precision of 0.8137, and a recall of
0.8469. The precision-recall and ROC curves are provided in Fig. 3.

Table 2. Image classification results.

Model Accuracy ROC AUC

Standard VGG 0.8088 0.8238

VGG with attention 0.8186 0.8498

VGG with clinically guided attention 0.8333 0.8632

Fig. 3. Precision-Recall curve (AUC = 0.8367) and ROC curve (AUC = 0.8632) for
the clinically guided attention model.

Outputs from the three approaches are provided in Fig. 4 to enable a com-
parison of class predictions and attention maps. Figure 5 expands on further
outputs of just the clinically guided attention model, providing a comparison of
attention maps from layers 12 and 15.
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Fig. 4. Output comparison of the three models. Top row: input images, clinically anno-
tated bounding boxes overlaid for visualization, class label (left to right) = [‘referral’,
‘referral’, ‘referral’]. Second row: Standard VGG, no trainable attention so Grad-CAM
used for attention maps, class specific, predicted class and probability (left to right) =
[‘referral’ 0.846, ‘referral’ 0.969, ‘non-referral’ 0.773]. Third row: VGG with attention,
layer 15 attention maps, predicted class and probability (left to right) = [‘referral’
0.901, ‘referral’ 0.991, ‘non-referral’ 0.536]. Bottom row: VGG with clinically guided
attention, layer 15 attention maps, predicted class and probability (left to right) =
[‘referral’ 0.739, ‘referral’ 0.990, ‘referral’ 0.662].
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Fig. 5. Correct and incorrect outputs for the clinically guided attention model. Top
row: input images, clinically annotated bounding boxes overlaid for visualization, class
label (left to right) = [‘referral’, ‘non-referral’, ‘non-referral’, ‘referral’, ‘non-referral’,
‘referral’]. Middle row: layer 12 attention maps. Bottom row: layer 15 attention maps.
Predicted class and probability (left to right) = [‘referral’ 0.738, ‘non-referral’ 0.836,
‘non-referral’ 0.929, ‘non-referral’ 0.687, ‘referral’ 0.820, ‘non-referral’ 0.881].

6 Discussion and Conclusion

In this paper, we have demonstrated the performance of multi-scale trainable soft
attention which has been clinically guided for the image classification of ‘referral’
vs. ‘non-referral’ with respect to oral cancer. The proposed model achieved an
accuracy of 0.8333 and a ROC AUC of 0.8632, which is an improvement of
0.0245 and 0.0394 on the baseline model, and 0.0147 and 0.0134 on the model
with attention (not clinically guided), respectively.

In image classification, the decision making process may not always use the
most relevant parts of the images. This is evident from output examples of the
baseline model shown in the second row of Fig. 4, on occasions making deci-
sions without even focussing on the lesions. The attention mechanism offers a
much more targeted approach, highlighting areas of interest whilst suppressing
irrelevant parts of the image. This is demonstrated in last two rows of Fig. 4,
showing the outputs for the two attention models, with lesions being more clearly
highlighted. The bottom row does appear superior, with a greater coverage of
the lesions, showing that attention benefits from clinical guidance, which also
resulted in a higher classification performance.

Multi-scale attention allows complementary focus on different parts of the
image at different scales, whilst still receiving clinician guidance on the general
region of the lesion. Attention maps from layer 12 appear to attend to part
details of lesions/surrounding area and those from layer 15 on whole lesions,
apparent from Fig. 5. Incorrect classifications are shown in the last 3 columns of
Fig. 5, where localization still performs well (apart from the last column).
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Related work reported values of 0.8500 and 0.8875 [10], 0.866 and 0.900 [7],
0.89 and 0.97 [14], and 0.867 and 0.845 [15], for sensitivity and specificity, respec-
tively. Whilst we provide a comparative study of models in Table 2, currently,
direct comparisons to related work can be difficult to make because their datasets
and consequently their methodologies are designed to tackle different challenges.
To drive competition, we aim to release a publicly available dataset.

Performances need to improve before translation into clinical practice. The
future plan is to build a larger dataset (only a subset requires annotated bound-
ing boxes), which is key to deep learning in order to improve results. A larger test
set will be in place, whereby the generalizability of the model can be properly
tested. An alternative is nested k-fold cross validation (keeping model selection
in mind). We plan to make use of the metadata as input, and for models to
output several of the other clinically assigned labels to gain further benefits of
multi-task learning. High quality data will be promoted by putting constraints
on what is acceptable and models will be built with a larger input image size.

In conclusion, this paper has demonstrated the use of trainable soft atten-
tion for the early detection of oral cancer, with improved performances when
that attention was clinically guided. Importantly, the model demonstrates an
improved ability to pay attention to the lesions in its decision making. In addition
to post-hoc attention maps, trainable attention maps aid model interpretabil-
ity, helping to strengthen clinical confidence in AI decision making, particularly
when maps demonstrate clinical guidance on where to look.

Acknowledgments. We would like to thank the Medical Research Council for pro-
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Abstract. Cholangiocarcinoma (CCA) is the second most common liver
malignancy and the incidence and mortality rates of this disease are
worldwide increasing. This paper deals with the problem of Intrahepatic
Cholangiocarcinoma (IH-CCA) classification using Computed Tomogra-
phy (CT) images. Precisely, a radiomics-based approach is proposed by
exploiting abdominal volumetric CT data in order to differentiate large
bile duct from small bile duct IH-CCA. The developed method relies
on the investigation of intrinsic discriminative properties of CT scans
according to feature selection methods. The effectiveness of the proposed
method is proved by enrolling in the study a total of 26 patients, includ-
ing 16 patients with large bile duct and 10 with small bile duct patho-
logical disease, respectively. The conducted tests have shown that our
approach is a baseline to provide an efficient classification process with
a low computational cost in order to facilitate clinical decision-making
procedures.

Keywords: Cholangiocarcinoma (CCA) · Classification · Feature
extraction · Computed Tomography (CT) images

1 Introduction

Cholangiocarcinoma (CCA) represents a fatal cancer of the biliary epithelium,
arising both within the liver and the extrahepatic bile ducts. According to its
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origin, it is framed into Intrahepatic Cholangiocarcinoma (IH-CCA) and Extra-
hepatic Cholangiocarcinoma (EH-CCA), respectively [10,15]. Globally, CCA is
the second most common hepatic malignancy: in particular, recent studies have
shown that the incidence and mortality rates of the IH-CCA disease are world-
wide increasing [13]. IH-CCAs are pathologically classifiable into conventional
IH-CCAs (bile duct IH-CCA), bile ductular IH-CCAs, intraductal neoplasms and
several rare variants which are usually diagnosed due to a combination of clinical
presentation, laboratory analysis, and radiologic evaluation [5,6]. In particular,
Magnetic Resonance Imaging (MRI) and Computed Tomography (CT) are fre-
quently utilized to obtain useful radiologic information. Although the mentioned
existing diagnostic modalities, the histopathological examination is required for
a definitive diagnosis in the great majority of patients [4]. In this respect, to
avoid this invasive method, advanced methods of image processing and image
texture analysis may represent a useful way to increase the obtainable radiologic
information from medical images by considering the inter-relationships of pix-
els and the values they could assume, providing then, additional and important
information within the frame of IH-CCA pathological condition. As a matter of
fact, during the past few decades, artificial intelligence technologies are gaining a
great achievement with respect to medical image analysis, with the goal to assist
clinicians detecting different diseases, due to the possibility to extract quantita-
tive features from image examinations [18]: recent studies have focused on these
methodologies in order to provide an effective and automatic way to diagnose
also the CCAs disease. In particular, the authors of [9] validate a radiomic model
where several features were extracted from CT scans in order to predict the
clinical outcome of intrahepatic cholangiocarcinoma; likewise, in [16], radiomics
signatures are evaluated starting from ultrasound medicine images in order to
develop a CCA classification system. Additionally, the authors of [19] investigate
a radiomics-based model for preoperative differentiation of hepatocellular and
cholangiocarcinoma (CH-CCA) and intrahepatic cholangiocarcinoma (IH-CCA).

Following the line of reason of these works, in this paper a radiomics-based
methodology is proposed and investigated, in order to classify conventional IH-
CCAs into small bile duct and large bile duct types. The analyses conducted
on challenging CT data have shown the effectiveness of the proposed method
providing a baseline classification process characterized by a low computational
cost.

The paper is organized as follows: Sect. 2 introduces the problem statement
together with the details of the proposed feature selection and extraction algo-
rithms. The classification capabilities of the proposed technique are assessed in
Sect. 3 where the classification results related to CT images are shown. Finally,
Sect. 4 gives some conclusions and some hints for possible future studies.

2 Proposed Classification Algorithm

This section describes an automatic method focused on the exploitation of intrin-
sic discriminative properties of abdominal CT images in order to differentiate



Small and Large Bile Ducts Intrahepatic Cholangiocarcinoma Classification 239

Fig. 1. Block scheme of the proposed CT images feature extraction algorithm.

liver pathologies. Precisely, the proposed solution framed within the context of
a radiomics-based approach as a result of which effective classification models
can be built. Synthetically, the proposed classification algorithm is pictorially
represented in Fig. 1 and it is described in the following lines.

2.1 Tumor Segmentation

In the framework of automatic classification of human lesions, the segmenta-
tion process represents a preliminary step of paramount importance in order to
achieve accurate classification results [1]. As a matter of fact, tumor segmenta-
tion aims to basically separate the pixels corresponding to the diseased tissue
from the surrounding anatomy in order to avoid erroneous classification due
to the overall anatomy of the patients being observed. For such a purpose, in
the proposed study, the volume of interest (VOI) of each CT acquisition has
been manually contoured by a radiologist, using the 3D Slicer platform, an open
source software package for medical images visualization and computation.

2.2 Feature Extraction

In the attempt to differentiate small from large bile duct IH-CCAs, a feature
extraction approach is investigated by exploiting volumetric CT data [12]. In
particular, given each patient VOI, several quantitative parameters based on
conventional indices (n = 7), first order statistical measures (n = 6), indices
from shape (n = 4) and texture analysis (n = 32) are extracted, resulting in a
total of 49 radiomics features. Basically, conventional indices reflects native val-
ues extracted from the CT images such as quartile, mean, maximum and mini-
mum measures; first order statistical measures consist of the moments up to the



240 C. Losquadro et al.

fourth-order of each VOI histogram; the indices from shape return some proper-
ties of the VOI (e.g., sphericity, compacity, number of voxel) and finally textural
features are derived studying the arrangements of voxel inside the images start-
ing from the computation of the Grey Level Co-occurrence Matrix (GLCM),
the Neighborhood Grey-Level Different Matrix (NGLDM), the Grey-Level Run
Length Matrix (GLRLM) and the Grey-Level Zone Length Matrix (GLZLM)
[2,3,8,17].

Hence, each VOI is represented by several quantities which construct the
so-called feature vector indicated with F 0 in Fig. 1.

2.3 Feature Selection

The feature selection step is considered an important step within a radiomics
approach because it helps to reduce the dimensionality of the problem, the risk
to overfitting and it allows to select the most informative set of descriptors to
meet the classification purpose. In particular, in this study, two feature selection
methods are compared:

– Principal Component Analysis (PCA), consisting in a feature transformation
techniques to reduce the dimensionality of the data by transforming data into
new features [7].

– Relief-Based Algorithm (RBA), consisting in a filter type feature selection
algorithm which measures feature importance based on the characteristics of
features, i.e., information, distance, similarity, and statistical measures [11].
In particular, after this selection procedure, three GLZLM features (Long-
Zone Emphasis, Long-Zone High Gray-level Emphasis, Long-Zone Low Gray-
level Emphasis), one GLCM feature (Correlation) and one shape index (Voxel
Count) were selected for the following classification process.

Before each feature selection step, the feature vector, F 0, is normalized thanks
to the following linear rescaling:

F =
F 0 − μF0

σF0

(1)

meaning μF0 as the mean and σF0 as the standard deviation of the feature
vector F 0. This is done to avoid that a very strong feature value could polarize
the performance of the proposed method.

3 Performance Evaluation

This section shows the classification capabilities of the suggested approach in
terms of small versus large IH-CCA VOIs discrimination through the compar-
ison of the feature selection methods described in Subsect. 2.3. Therefore, the
description of the patients dataset is first provided, followed by the details of the
classification procedure together with the discussion of the obtained results.
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3.1 Patients Dataset

The analyses are performed on patients affected with either large and small bile
duct IH-CCA, which are included in the dataset herein exploited and that has
been gathered from the “Humanitas Research Hospital” in Milan. In particular,
our dataset contains the examinations of both large and small IH-CCA affected
people, acquired using a GE Healthcare EVO CT scanner and stored in a 512×
512 DICOM format. For the purpose of this study, a total of 26 patients are
enrolled in the study, including respectively 16 large IH-CCA and 10 small IH-
CCA examinations. Table 1 summarizes the patients population details in terms
of their sex and age (expressed as mean and standard deviation (SD), namely,
±SD).

Table 1. Sex and age details of patients enrolled in the study.

Large IH-CCA Small IH-CCA
Sex Male 9 5

Female 7 5
Age y (±SD) 69.0± 8.51 66.0± 11.65

3.2 Classification Procedure and Results

The effectiveness of the devised methodology in discriminating small and large
bile ducts pathology is described below.

The classification process is performed dividing the dataset into two non-
overlapped groups: the training set, composed by about the 70% of the available
data and the test set, composed by the remainder 30% having foresight to exclude
all the data involved during the training phase. Furthermore, since the aim of this
work is to show the effectiveness of the proposed radiomics-extraction method,
we compare several classifiers, precisely the k-nearest neighbour (k-NN, note
that in this work the parameter k set equal to 5), the support vector machine
(SVM) and the decision tree (DT) because of their low computational burden.

Then, to demonstrate the effectiveness of the proposed algorithm, the classifi-
cation accuracy, namely Acc, is used as figure of merit, whose analytic expression
is given by

Acc =
TP + TN

TP + FP + TN + FN
, (2)

where TP is the total number of true positives, FP is the total number of false
positives, TN is the total number of true negatives, and finally FN represents
the total number of false negatives.



242 C. Losquadro et al.

However, to provide a statistical characterization of the entire classification
method, the average classification accuracy, Ācc, is estimated due to a standard
Monte Carlo approach. More precisely, for each independent Monte Carlo trial a
different selection of the training and test sets is randomly chosen for each class
(i.e., large IH-CCA and small IH-CCA). This process reiterates N number of
times, and in this study N is set equal to 100, the training and test procedures
by independent random extractions.

Figure 2 shows the classification results in terms of Ācc of PCA and Relief
algorithms according to the use of three different classifiers. From Fig. 2 it is evi-
dent that the Relief method and the use of SVM classifier is capable of ensuring
the maximum Ācc reaching the 69.67% of average correct classification.

In addition, the classification accuracy obtained in the best case (that is
the best one extracted from the 100 different experimental cases) is highlighted
according to the confusion matrices depicted in Fig. 3. In particular, the PCA
and Relief algorithms allow to reach the maximum accuracy of 88.89% by the
use of k-NN and SVM respectively with a very low computational cost.

Finally, the promising results of the proposed method could be surely
improved considering for instance the investigation of additional features or the
application of neural networks [14].

Fig. 2. Ācc (%) reached through the PCA and Relief algorithms respectively by k-NN,
SVM and DT classifiers.
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(a) (b)

Fig. 3. Confusion matrices, actual class versus predicted class. Subplots refer to (a)
confusion matrix of PCA with k-NN classifier, and (b) confusion matrix of Relief algo-
rithm with SVM classifier.

4 Conclusions

This paper has proposed a radiomics extraction procedure to discriminate large
from small bile ducts IH-CCA patients. The proposed method has dealt with
the exploitation of existing intrinsic discriminative properties of the acquired
abdominal CT images. In particular, radiomics features have been extracted
starting from patients VOIs and then selected comparing two feature selection
methods. The extracted features have finally constituted the input to several
classifiers ensuring promising correct classification results.

Possible future research works related to this study might consider a larger
sample size dataset, the use of other features to be line-up to those explored in
this paper as well as the test of neural networks with the aim to improve the
recognition capabilities.

Aknowledgments. Medical datasets were acquired at “Humanitas Research Hospi-
tal” in Milan (Italy) with the explicit consent of all patients for research purposes.
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Abstract. Breast cancer brain metastasis (BCBM) still remains a major clini-
cal challenge. Current systemic treatments are often inadequate while diagno-
sis involves time-consuming series of neuro-imaging acquisitions and dangerous
invasive biopsies. Automated image analysis systems for the identification, pre-
diction and follow up of BCBM are therefore required. This review discusses the
advancements in the automated MRI brain metastasis (BM) image analysis using
radiomic features based classification. Seven BM segmentation studies, and three
BCBM identification studies were considered eligible. The latter studies were
based on either manual or semi-automated segmentation methods. Almost every
fully automated BM segmentation method presented in the literature, reported a
maximum dice similarity score (DSC) of 84%, but they resulted in a poor BM
segmentation for brain areas less than 5 mm (0.06 ml). The multi-class predic-
tion of BCBM approach, which is more representative for clinical applicability, is
based on imaging features and resulted in an area under the curve (AUC) of 60%.
Therefore, the need still exists for the development of automated image analysis
methods for the identification, follow up and prediction of BCBM. The potential
clinical usage of above methods entails further multi-center studies with compre-
hensive clinical data and multi-class modeling with vast and varying primary and
metastatic brain tumors.
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1 Introduction

This paper provides a literature review of the individual procedures that lead to a fully
automated image analysis for the characterization of breast cancer brain metastasis
(BCBM) in magnetic resonance images and these are presented in Tables 1 and 2.

Around 80% of the brain metastases (BM) originate from lung, breast, renal cell
carcinomas, melanoma and gastrointestinal tract adenocarcinomas. The estimated inci-
dence rate of BCBMvaries among studies and is reported to be as high as 30% in autopsy
studies [1]. The development of BCBM leads to a low quality of life and a debilitating
symptomatology, while few patients live more than one year [2]. Recent studies sug-
gested that, along with systemic therapy, surgery and radiation, BM patients’ treatment
should also be based on their overall performance status as well as the primary tumor
site, its molecular subtype, the number, location and the size of the BM [2, 3].

More specifically, the diagnosis of BCBM is currently performed based on clini-
cal information, magnetic resonance imaging (MRI) modalities and histopathological
examination to help discriminate BCBM from primary brain tumors. A summary of fully
automated brain metastasis segmentation studies reported in the literature is presented
in Table 1. However, conventional assessment of BM using MRI remains descriptive,
subjective and mostly qualitative [4]. The evaluation with regards to tumor location and
artefacts, among other features, often results in large inter- and intra-reader variabili-
ties. This in turn leads to insufficient diagnostic power, additional imaging, and invasive
biopsies [5]. Even though biopsy is considered today as the gold standard for cancer
diagnosis [6], it poses several challenges such as low sensitivity and specificity, risk
during the biopsy procedure, and relatively long waiting times for the biopsy results.

To support the diagnostic decisions of medical experts, for the past 15 years, a
great wealth of literature has been ever more focusing on radiomics features. In Table
2 a summary of BCBM identification methods using radiomic image features analysis,
reported in the literature, is presented. More specifically, in oncology, using the big data
approach, a large number of quantitative features [4, 5, 7–9] were extracted from digital
medical images based on intensity, shape, size, volume and texture. These features in
conjunction with clinical data and genomic assays can be correlated with the disease
prediction and/or evolution, thus offering a rich source of biomarkers. To this end, image
texture analysis, is able to characterize tissues with intrinsic heterogeneous properties,
which are usually imperceptible to the human eye. This can be applied to differentiate
primary tumors from BCBM and contribute to a more focused primary cancer and
subtype detection, thus narrowing down required diagnostic procedures and accelerating
therapy initiation [5].

The objective of the current review, was to provide a literature review on the advance-
ments in the automated MRI brain metastasis (BM) image analysis using radiomic
features based classification, and furthermore to propose a methodology of radiomics
image analysis for the BCBM for prediction and follow up of the evolution of the
disease. This methodology involves image acquisition, preprocessing, segmentation of
tumors, features extraction, features selection, classification and decision making. Brain
tumor segmentation is usually performed either manually by an expert clinician, semi-
automatically or fully automatically (using machine learning (ML) and deep learning
(DL) approaches) [10] (see also Table 1). Due to the different image acquisition protocols
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used,MRI images need to be preprocessed before the automated tumor segmentation and
features analysis in order to alleviate differences occurring between different acquisitions
time-points as well as prior to features extraction in order to improve texture discrimina-
tion [9]. Even though DLmethods yielded good results in brain tumor segmentation (see
also Table 1), their applicability to different datasets in daily clinical practice is still a
major challenge. Furthermore, the sensitivity of commonly used radiomic features to the
intra- and inter-observer variations of manual and semi-automated segmentations was
considerable to 2/3 of the tested features according to studies using MRI phantoms [7].
Lastly, features can be calculated in many ways, therefore the adherence to the Image
Biomarker Standardization Initiative (IBSI) guidelines is recommended [11].

2 Literature Review

For contacting the present review, the PubMed and IEEE Explore databases were
searched using the following keywords: MRI, brain metastasis/-es, and segmentation.
Out of the 37 conference and journal papers found, 7 papers were selected, which investi-
gated automated segmentation in brain MRI images. Furthermore, PubMed and Google
Scholar were queried using the keywords: MRI, differentiate | classify | discriminate
| identify | predict, brain metastases, breast cancer | breast tumor. Out of the 73 pub-
lications found, only the three were devoted to the classification and/or prediction of
BCBM and these were selected for the present review. Only the most recent works of
each research group were included. The structure of the paper is as follows. In Sect. 2.1
an overview of BM segmentation along with the used preprocessing techniques is doc-
umented. Section 2.2 covers the process of BM differentiation based on their primary
site origin including BC.

2.1 Image Preprocessing and Brain Metastasis Segmentation

Preprocessing. The images acquired from MRI scanners need to go through different
preprocessing steps before being ready for segmentation. Initially, the brain MRI image
scans are registered to the same anatomical template [12–15] in order to transform
different sets of data into one coordinate system. Images are then resampled to the
specific resolutions 0.82 × 0.82 × 1.02 mm3 [12], 0.50 × 0.50 × 1.50 mm3 [13],
0.89 × 0.89 × 0.89 mm3 [14], then the brain is extracted (skull-stripping) [14–16] and
the faces are masked out for anonymization [12, 15]. Then, various combinations of
techniques are applied on the MRI images, including bias field correction (BFC) in
order to correct the inhomogeneities induced from the scanner’s magnetic field [12],
z-score normalization (ZSN) to transform intensity distributions to (μ,σ) = (0,1) [12–
14, 17], as well as intensity saturation (SI) and intensity range histogram normalization
(IRN) (e.g. value 0 to 1) as it was shown in [18, 19]. In order to increase the number
of images, which were usually provided for most of the studies presented in Table1,
new artificial training data were generated such as: random flipping, rotation, intensity
scaling, gamma correction (see also Table 1), as well as flipping during inference time
(test-time augmentation - TTA) [12, 14, 16]. The majority of the studies performed
whole tumor segmentation (WT) [14, 18], whereas in some other studies the proposed
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methods were trained separately on the necrotic (NCR) and enhancing tumor (ET) sub
regions [12], tumor core (TC) and edema (ED) [13].

Segmentation. Liu et al. [16], used post-contrast T1-weighted scans (T1c) and modi-
fied the DeepMedic (DM) method [20], by introducing a second sub-path for the local
features using larger convolution filters of 53 voxels as compared to the 33 filter size of
the DeepMedic local sub-path. To deal with false positives (FPs), predicted segments
were discarded if their sphericity (measure of the resemblance of a structure to a sphere)
is smaller than a predefined threshold. Charron et al. [12], implemented the original
DeepMedic method which was initially trained on gliomas. The team optimized the
number of epochs (30) and the patch (243 voxels) and batch size (10), to best perform
on BMs. Training with 3D T1c, 2D T1-weighted (T1), 2D Fluid-Attenuated Inversion
Recovery (FLAIR) and removing <4 mm3 predictions yielded the best results in terms
of a DSC (79%) and FPs (4.4). The 3D T1c and 2D FLAIR training, removal of<4 mm3

predictions and segmenting NCR and ET separately yielded the best results in terms of
sensitivity (98% vs 93%). The addition of virtual patients did not significantly improve
the performance. Bousabarah et al. [14], demonstrated an ensemble of a conventional
U-net [21] (cU-net), a U-net with a weighted multi-scale loss function [22], and a pre-
trained cU-net further trained only with BMs<0.4 ml. Ensembling by summation (Net-
SUM) prevails in sensitivity compared to ensembling by majority voting (NetMV) (0.82
over 0.77), having though much larger false positive rate (0.35 over 0.08). The DSC of
NetSUM and NetMV were comparable (0.70 and 0.71 respectively). Consequently, the
metrics above indicate a more balanced performance by NetMV. Jalalifar et al. [13],
proposed two independent one-class Support Vector Machines (OC-SVMs) [23], to seg-
ment TC and ED with 2D T1c and FLAIR respectively. In each slice, a 5× 5 test image
patch was compared to all the patch pairs to classify its central pixel. To remove FPs,
the predictions were refined by dilation, erosion and connected region analysis (CRA).
Despite the satisfying results, the dataset is very small. Xue et al. [18], cascaded two 3D
Fully Convolutional Networks (FCNs) [24] for bounding box detection and then finer
segmentation. The FCNs were trained with a single dataset (largest in this review), and
tested with two separate ones. Zhou et al. [17], used 3-slice tall T1 spoiled gradient echo
images and cascaded two FCNs, similarly with Xue et al. [18]. The team experimented
among DenseNets [25] and ResNets [26], with various number of layers, a VGG16 [27]
and a conventional U-net [21], with the latter yielding the best performance (DSC =
81%, sensitivity= 88%, positive predictive value - PPV= 58%, FPs= 3). For compar-
ison, Zhou et al. [17] vs Xue et al. [18] showed a DSC of 0.87 vs 0.84 for BMs >6 mm
and >5 mm, respectively. Grøvik et al. [15], trained and tested their FCN on 3D T1c
inversion recovery fast spoiled gradient echo, T1 and T1c fast spin echo and FLAIR
scans from two hospitals separately. The team used a modified DeepLab V3 method
[28], which uses atrous (dilated) convolutions, inputting 5 2D slices per modality. They
simulated a dataset omission by stochastically dropping out 0–3modalities. For compar-
ison, the original DeepLab V3 network, which was tested without the dropout strategy,
vs the Grøvik et al. [15] method showed, calculated on a voxel basis, an AUC of 98.9%
both, a DSC of 77.4% vs 79.5%, an intersection over union (IoU) of 49.3% vs 56.1%,
a sensitivity of 63.1% vs 67.1%, a PPV of 72.2% vs 79.0%, and 26.3 vs 12.3 FPs per
patient, respectively.
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2.2 Prediction of Brain Metastasis: Breast Cancer Origin

Preprocessing. It is also beneficial to perform an independent preprocessing of the
original images in order to enhance texture discrimination. Ortiz-Ramón et al. [9], nor-
malized the image intensities by clipping in the range (μ,±3σ), isotropically resampled
and experimented with different numbers of quantization levels. H. Kniep et al. [5], reg-
istered the images to the same anatomical space, isotropically resampled and corrected
for field bias. Béresová et al. [8], did not use any preprocessing.

Features Extraction. Ortiz-Ramón et al. [9], usedT1-weighted inversion recovery fast-
spoiled gradient-echo (T1 IR-SPGR) scans of the same MRI settings and extracted 43
rotation-invariant texture features (TF) based on histogram, gray-level co-occurrence
matrix (GLCM), gray-level run-length matrix, gray-level size-zone matrix and neigh-
borhood gray-tone differencematrix, to discriminate between BMs originating fromBC,
lung cancer (LC) and melanoma (MM). Each feature was computed in 2D brain image
slices and 3D stacks using 5 different quantization levels of intensity (number of gray
levels - NGL), yielding 10 datasets. H. Kniep et al. [5], used T1, T1c and FLAIR scans
of different protocols and resolutions to extract 17 shape, 18 first-order, and 56 TF from
the segmented brain lesions, with the latter two categories being also calculated on the
basis of 8 wavelet decompositions, totaling up to 1423 features. Béresová et al., [8] used
T1c brain images and upon them generated local binary pattern (LBP) maps in order to
extract from both images and maps, 7 histogram- and 5 GLCM-based features so as to
discriminate BMs originating from BC vs BMs from LC.

Classification and Prediction. Ortiz-Ramón et al. [9], fed a random forest method
(RF) with each feature dataset in a nested cross-validation manner to classify brain
metastases by their primary site of origin using a radiomics approach based on texture
analysis. In each iteration, a model was tested with different subsets of the top-ranked
TF. The resulted TF were ranked based on their corresponding p-values and separately
on their significance as RF variables. Differentiation of BMs originating from BC vs
LC achieved an AUC of 96%, using 4 features and 32 NGL. On the other hand, with
the multi-class strategy, BCBM was correctly classified achieving an accuracy of about
59% in total. BM originating from BC vs MM gave poorer results (AUC = 60%).
H. Kniep et al. [5], also used an RF, to classify 10 randomly permuted 5-fold cross-
validation imaging feature sets. BMs originating from BC, were predicted against small
(SCLC) and non-small cell lung cancer (NSCLC), MM and gastrointestinal cancer (GC)
(AUC = 61%, p < 0.05). The prediction utilized also the age and sex of the patients
alone (AUC = 73%, p-value < 0.01) as well as in conjunction with the image features
(AUC = 78%, p < 0.001). For comparison, two neuroradiologists classified BCBM,
however with non-significant differences of sensitivities as opposed to the RF classifier.
Béresová et al. [8] did not use any unseen testing set for prediction. The team reported
statistically significant differentiations (p < 0.004) using the TF contrast, correlation,
energy, homogeneity, and entropy. The TF were extracted from the axial 2D (and slice-
weighted converted 3D), LBP brain maps. Entropy and energy were calculated on the
true 3D LBP maps and on the other hand contrast and correlation were calculated on the
2D T1c images (BM area > 19.35 cm2), which also indicated statistically significant
differences (p < 0.05 and < 0.004 respectively).
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3 Discussion

The task of the automated brain tumor segmentation has been significantly standardized
with the contribution of the public NIH Cancer Imaging Archive (TCIA) [29] and the
BraTS benchmark [10]. However, regarding brain tumors, both TCIA and BraTS only
included gliomas, which constitute to a type of primary brain tumor generally much
larger than BMs. Therefore, BM segmentation studies rely on private datasets, thus
limiting a widespread experimentation from different research groups.

Segmentations of BM< 0.06 ml (with a diameter size of about 5 mm), were found to
be inadequate. Considering data variety and results, the most generalizable BM segmen-
tation studies presented in the literature were single-modal. More specifically, the study
by Zhou et al. [17], used the most BMs in a test set, BMs with diameter of 1–52 mm,
and resulted in a DSC of 84%, and a PPV of 58% per patient. In another multi-center
study, Xue et al. [18], used the most patients in a test set, and reported a 100% detection
accuracy for BMs > 5 mm.

Differentiation of the primary tumor site using imaging features has a long way to
go until its clinical applicability. It was shown in [5], that the imaging features are only
complementary to the larger predictive power of age and sex data in BCBM. In [9],
it was documented that only fair results (AUC = 60%) could be achieved, for BC in
multi-class prediction mainly due to misclassifications of BC with MM.

In order to detect new robust imaging texture features, we intend to propose an inte-
grated fully automated segmentation and features analysis system, which will cover both
the segmentation, features extraction and classification and decision making procedures.
We will utilize therefore a number of techniques as also posed in the literature review
presented in this study (see also Tables 1 and 2), whichwill include image preprocessing,
image segmentation, and features extraction. We also intent to use capsule-based net-
works for segmentation [30] and classification [31], and a new class of features based on
amplitudemodulation-frequencymodulation (AM-FM)methods as it was also proposed
in [19].

In general, in order to achieve a BCBM identification through imaging features to
be generalizable and reproducible, standardized high-resolution images from multiple
centers and comprehensive integration of clinical data are required. Ideally, studies must
cover a vast variety of brain lesions, including primary tumors (e.g. glioblastomas) and
BMs varying in size, shape, location and origin, including all the different primary sites
in addition to BC and different BC subtypes.
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Abstract. This work proposes and evaluates a semi-automated integrated seg-
mentation system for multiple sclerosis (MS) lesions in fluid-attenuated inversion
recovery (FLAIR) brain magnetic resonance images (MRI). The proposed system
uses an adaptive two-dimensional (2D) full convolutional neural network (CNN)
and is applied to each MRI brain slice separately. The system is based on a U-Net
architecture and allows manual error corrections by the user. This task produces
continuing additional improvements to the accuracy of the segmentation system,
which can be adapted and reconfigured interactively based on the data entered by
the user of the system. The system was evaluated based on the ISBI dataset, on
20 MRI brain images acquired from 5 MS subjects who repeated their examina-
tions in four consecutive time points (TP1-TP4). Manual lesion delineations were
provided by two different experts. A Dice Similarity Coefficient (DSC) of 0.76
was achieved using the proposed system which is the highest achieved also by
another system. A higher DSC of 0.82 was achieved when the proposed system
was evaluated on TP4 images only. A larger dataset will be analyzed in the future,
and new measurement metrics will be suggested.

Keywords: MRI ·Multiple sclerosis · Semi-automated lesion segmentation ·
Convolutional Neural Networks · U-Net

1 Introduction

Multiple Sclerosis (MS) is a chronic, autoimmune, and demyelinating disease of great
clinical importance affecting the human central nervous system (CNS). It gradually
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changes the brain’s white matter (BWM) texture, morphology, and structure due to
myelin sheath damage [1]. The increase in the subjects’ disability in conducting everyday
tasks is an important consequence of this chronic condition [2], which rises as the number
of BWM lesions increases [1, 2]. The identification and follow up of theMS lesions may
quantify the progression of the MS disease [3] and follow up its evolution over time [4].
Segmentation of brain MRI lesions is usually manually performed by experts, which is
time consuming and suffers from intra and inter-observer variability [5–7].

A number of semi-automated or automated MS lesion segmentation methods have
been proposed in the literature for brainMRI (see alsoTable 1),whichwere applied on the
ISBI dataset [8]. These were based on Random Forest [9, 10] and Convolutional Neural
Networks (CNN) [11–13]. It was also mentioned in [5], that for accurately deriving MS
diagnostic criteria, spatial information from the MS lesions is required. Furthermore,
automated segmentationmay provide an additional tool for following up the appearance,
evolution, and development of new brain MS lesions [6]. Accurate segmentation of MS
lesions is necessary for the quantitative evaluation of the disease, which is of great value
in analyzing disease progression and treatment options.

The first attempts for segmenting MS brain lesions were made by Wicks et al. [5],
using a semi-automated segmentation method based on manually selected thresholding.
Recently,machine learning approaches forMS lesion segmentationwere proposedwhich
were based on manual feature extraction and classification [7, 10]. More specifically,
Cabezas et al. [7] introduced a fully semi-automated method, for the segmentation of
MS brain lesions in MRI images, using a discriminative classification algorithm based
on the Gentle boost classifier. In another study, Maier et al. [10], proposed a random
forests classification method, combined with local context intensity features to segment
MS lesions in multi-spectral MRI images.

During the last decade, deep learning methods based on CNN, demonstrated excep-
tional image segmentation performance.More specifically, Afzal et al. [14], proposed an
unsupervised2Dpatch-wiseCNNmethod for the segmentationof brainMRI lesions.The
method incorporated three different routines of MRI images, namely T1, T2 and fluid-
attenuated inversion recovery (FLAIR). Suthirth et al. [15], proposed a 3D voxel-wise
CNN model using multi-channel 3D patches in MRI volumes as input. By combining
the methods presented in [14, 15]. Aslani et al. [13] proposed a CNNmodel that includes
a multi-branch down-sampling path.

This facilitated the network to encode information from multiple modalities sepa-
rately, where multiscale feature fusion blocks were proposed to combine feature maps
from different modalities at different network stages. In the above studies the best Dice
Similarity Coefficient (DSC) achieved was 0.76. A high DSC score of 0.86 was recently
published by Narayana et al. [16] on brain MRI T2 MS lesion segmentation on 1008
subjects based on the U-net architecture.

The objective of the present study was to propose and evaluate an adaptive semi-
automated integrated system forMS lesions segmentation in FLAIR, brainMRI images.
The system, which is presented in Fig. 1, is based on an adaptive 2D full U-net CNN [11]
and avails a functionality for manual segmentation corrections, which can be performed
by the user of the system. The corrections are taken into consideration by the system
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Table 1. MS lesion manual delineations (MD) and semi-automated segmentation methods pro-
posed in the literature based on CNN, applied on the ISBI dataset [8] (N = 5 × 4 Time points =
20 MRI images). The dice coefficient (DSC), the true positive rate (TPR), and the false positive
rate (FPR) are shown.

Author Year Method TPR FPR DSC TPR FPR DSC

Validation on R1 Validation on R2

MD1 R1 -/- -/- -/- 0.65 0.17 0.73

MD2 R2 0.83 0.36 0.73/- -/- -/- -/-

Jesson [9] 2015 RF 0.61/- 0.135/- 0.70/- 0.501/- 0.127/- 0.68/-

Oskar
[10]

2015 RF 0.53/0.56 0.49/0.49 0.70/0.70 0.38/0.39 0.44/0.44 0.66/.066

Olaf [11] 2015 U-Net 0.69 /0.7 0.27/0.23 0.71/0.70 0.70/0.70 0.27/0.21 0.69/0.71

Brosch
[12]

2016 3D CNN 0.75/0.78 0.55/0.65 0.68/0.63 0.63/0.69 0.53/0.62 0.64/0.66

Aslani
[13]

2019 MB
Res-Net

0.67/0.7 0.12/0.2 0.76/0.76 0.54/0.57 0.12/0.19 0.70/0.71

Proposed
system

2021 U-Net
(MECM)

0.745/- 0.22/- 0.76/- -/- -/-

R1: Rater 1, R2: Rater 2, MD1, MD2: Manual delineation for R1 (-/) and R2 (/-), DSC: Dice
similarity coefficient, TPR: Lesion true positive rate, FPR: Lesion false positive rate, RF: Random
forest, CNN:Convolutional neural network,MB-Res-Net:Multi BranchRes-Net,MECM:Manual
Error Correction Module (see Subsect. 2.5).

Fig. 1. Flow diagram of the CNN MRI lesion segmentation system proposed in this work.
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and are used as an input to the next training procedure of the CNN in order to improve
the final segmentation.

2 Materials and Methods

2.1 Acquisition of Brain MRI Images

Table 2 presents the demographics for the subjects investigated in this study obtained
from the ISBIDataset [8]. Blindedmanual segmentations were provided by two different
experts with 4 and 10 years of clinical experience, respectively. Each MRI acquisition
consistent of 181 longitudinal slices and acquired with a 3 T MRI scanner (Philips
Medical System, Best, The Netherlands), using four different types of MRI sequence
scans (T1, T2, Proton density (PD) and FLAIR). The dataset provided two versions
of MRI images, an original and a denoised image using a bias correction filter and a
nonuniform intensity normalization (N4) algorithm [17], skull stripped [18], and dura
stripped [19]. The inversion time (T1) was 835 ms, the time echo (TE) was 68 ms, and
the field of view consisted of a 181 × 217 pixels window and a voxel size of 0.82 ×
0.82 × 2.2 mm3.

Table 2. MS Patient demographics of the ISBI dataset [8] used in this study (N = 5).

Data set N (M/F) Timepoints Age at baseline

Mean(±SD) [Years] Mean(±SD) [Years]

RR
PP

4 (1/3)
1 (0/1)

4.5(±0.50)
4.0

40.0(±7.55)
57.9

Total training
Total slices

5 (1/4)
3822

4.4(±0.55) 43.5(±10.3)

MS: Multiple Sclerosis, RR: Relapsing Remitting, PP: Primary Progressive, M/F: Male/Female.

2.2 Image Pre-processing

Before automated lesion segmentation the MRI images were uniformly intensity nor-
malized [20] using MinMaxScaler method from Sklearn library, setting minimum and
maximum pixels intensities values from 0 to 1 respectively. Images were then rescaled
from 181 × 217 pixels size to a fixed size of 256 × 256 pixels, which corresponds to
the input size of the first CNN layer. The image size was selected through experimen-
tation that showed best segmentation results. During each training iteration, a number
of randomly deformed transformations of the training images was implemented using
ImageDataGenerator method of Keras library, enabling horizontal, vertical flipping and
shifting image, combinedwith a random rotation (in range of 0o–180o) and center scaling
transformations(in range of a scaling factor 0.8–1.2) [21].
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2.3 CNN Model Architecture (U-Net)

A CNN based U-Net model [11] was used to implement the proposed segmentation
system as presented in Fig. 1. Its overall architecture is illustrated in Fig. 2. The U-Net
model provides the ability of pixel-wise predictions by keeping the exact size of the
input image. The model consists of six consecutive down-sampled blocks followed by
six consecutive up-sampled blocks. For the activation function, a rectified linear unit
(RELU) for nonlinearity was used, and a kernel size of 3× 3 pixels was selected across
the network. All down-sampling convolutions had a 2 × 2 max pooling operation with
a stride of two for down-sampling where the image size was kept constant by using the
same padding.

Fig. 2. U-Net model [11] architecture of the proposed MRI lesion segmentation system.

2.4 Image Post-processing

AGaussian filter for filtering additive noise was applied on theMRI images with a kernel
size of 7 × 7 pixels. The kernel size was empirically derived through experimentation,
selected through a training procedure. The Gaussian filter decreases additive noise and
removes small false-positive regions [22]. Additionally, a threshold of 0.43 was applied,
after image denoising. The threshold value was defined so that the maximum DSC was
achieved and the value was estimated through experimentation.

2.5 Proposed CNN System

The proposed CNN integrated system is illustrated in Fig. 1, having a progressive evo-
lution through the training process. More specifically, a manual error correction module
was incorporated in Fig. 1. This improves the model’s segmentation accuracy by incor-
porating the user’s input. The training procedure is not executed at once, but it is repeated
at regular intervals making the training process part of the automated segmentation pro-
cess (see also Fig. 1). Each time new MRI data are entered as an input to the system
(i.e. at each time point (TP)), the expert can perform manual corrections, which help in
improving the output segmentation of the proposed CNNmodel. Themanually corrected
images are included in the training data.
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2.6 Software Implementation

The proposed system, was implemented in Python language1 using the Tensor Flow2

method, backend through the Kera’s3 application programming interface. The system
was tested on an Intel computer with a 6-core CPU, a processor with a frequency of
3.6 GHz, and a RAM workstation capacity of 32 GB. It was also necessary to define
certain hyper-parameters of the model through the training procedures, which were
needed for the model’s smooth tuning. All models used in this work were trained for
500 iterations (epochs).

2.7 Evaluation Metrics

To evaluate the performance, the following evaluation metrics were used:

1. The TPR, is calculated when the expert detects a lesion (when a lesion is present),
and the semi-automated computerized method identifies it as so [23]:

TPR = TP

TP + FN
(1)

where TP denotes the number of similar pixels estimated for themanual and the semi-
automated segmentation, and FN denotes the number of pixels that were estimated
true by the user but not by the prosed segmentation method.

2. The FPR, is calculated when the expert detects no lesion and the semi-automated
method incorrectly detects that there is a lesion present [23]:

FPR = FP

FP + TN
(2)

where FP denotes the number of pixels that incorrectly overlaps the manual and
the semi-automated segmentation masks.

3. The DSC, which is used to compare the agreement between the manual and the
semi-automated segmentations is defined as follows [24]:

DSC = 2× TP

2× TP + FP + FN
(3)

4. The Precision is considered as the false discovery rate or lesions false positive rate
(FPR) between the automatically segmented lesions and the manually annotated
lesions and is expressed as precision as follows [25]:

Precision = TP

TP + FP
(4)

1 https://www.python.org/;
2 https://www.tensorflow.org/.
3 https://keras.io/.

https://www.python.org/
https://www.tensorflow.org/
https://keras.io/
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3 Experimental Results

3.1 Manual and Semi-automated Lesions Segmentation on Brain MRI Images

Figure 3a) illustrates manual (performed by R1), while Fig. 3b) shows the semi-
automated lesion segmentations (performed by the proposed semi-automated seg-
mentation system), of brain MRI FLAIR images for an MS subject (subject 3), at
TP4.

Fig. 3. a) Manual (red color) and b) semi-automated (blue color) segmentations on brain MRI
FLAIR image for slice 83 (horizontal plane, from bottom to the top), from the ISBI dataset. (Color
figure online)

3.2 Evaluation of the Proposed System

Table 3 presents a comparison of the proposed system based on TPR, FPR, DSC and
Precision when compared to a full standard U-Net CNN method (excluding the module
presented in Subsect. 2.5), trained with images of time points TP1-TP3 (N = 19) and
evaluated on the last timepoint (TP4) [11] (N = 1) with a cross validation procedure
repeated for five times (for the TP4 images).

Table 3. Comparison of the proposed segmentation system vs a U-Net CNN architecture
evaluated on the last time-point TP4

Method type TPR FPR DSC Precision

U-Net 0.65 0.24 0.69 0.76

Proposed system 0.81 0.17 0.82 0.83

TPR: True positive rate, FPR: False positive rate, DSC: Dice similarity coefficient.

The performance of the system proposed in this work was also investigated based
on the DSC. Manual corrections on the lesion segmentations performed by the user
were inputted back into the system (see also Fig. 1), so that the system is adapted
to the new data. More specifically, the improvement of DSC is shown in Fig. 4 over
the four different timepoints (TP1-TP4). It is shown that by incorporating the manual
correction, DSC improved considerably. Furthermore, the slope (0.0525) of the DSC
can be estimated, which might be used to assess the DSC rate improvement.
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Fig. 4. Improvement of theDSCusing the proposed segmentation system (manual error correction
module) for each TP.

4 Discussion

The objective of the present study was to propose and evaluate an adaptive semi-
automated integrated segmentation system for MS lesions segmentation in FLAIR brain
MRI images. The system, which was compared with other CNN segmentation methods,
presented in Table 1, was based on an adaptive 2D full U-net CNN [11] and avails a func-
tionality for manual segmentation correction which is performed by the user of system.
The corrections were taken into consideration by the system and were used as an input to
the next training procedure of the CNN in order to improve the final segmentation. The
proposed system achieved a higher DSC score when compared to previously proposed
deep learning network approaches in [11, 12] but a similar performance to [13] (see also
Table 1).

The incorporation of the manual error corrections which is implemented as a new
feature in the proposed segmentation system, produces gradual improvements to the
systemwhichwere presented in Fig. 4.More specifically, the diagram of Fig. 4 illustrates
an increase of the DSC score at TP1 = 0.65 to TP4 = 0.82. Table 3 also showed that the
proposed system performed better to previous segmentation methods presented in Table
1 in terms of all evaluation metrics used in this study (TPR, FPR, DSC and Precision)
when evaluated only at TP4.An excellentDSC score equal to 0.86was recently published
by Narayana et al. [16] on brainMRI T2 MS lesion segmentation on 1008 subjects based
on the U-net architecture.

5 Concluding Remarks

A classic U-Net network architecture has been presented in this work for the semi-
automated segmentation of MS lesions in MRI images. A DSC of 0.76 was achieved
using the proposed system which is the highest achieved also by another system. A
higher DSC of 0.82 was achieved when the proposed system was evaluated on TP4
images only. Manual segmentation error corrections performed by the expert using the
system were taken into consideration in order to improve the system’s segmentation
performance. Ongoing work includes the integration of lesion segmentation into a three-
dimensional reconstructed brain MRI system [26] where lesion texture analysis in the
form of rule display [27] will be incorporated. Furthermore, the proposed system needs
to be evaluated in a larger number of subjects.
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Abstract. In the course of a human brain acquisition, which is acquired by a
magnetic resonance imager (MRI), two-dimensional (2D) slices of the brain are
captured. These have to be aligned and reconstructed to a three-dimensional (3D)
volume, which will better assist the doctor in following up the development of the
disease. In this study, a 3D reconstruction integrated system for MRI brain multi-
ple sclerosis (MS) lesion visualization is proposed. Brain MRI images from 5MS
subjects were acquired at four diffident consecutive time points (TP1-TP4) with an
interval of 6–12 months. MS lesions were manually segmented by an expert neu-
rologist and semi-automatically by a system and reconstructed in a brain volume.
The proposed system assists the doctor in following up theMS disease progression
and provides support to better manage the disease. The proposed system includes
a 5-stage investigation (pre-processing, lesion segmentation, 3D reconstruction,
volume estimation andmethod evaluation), as well as amodule for the quantitative
evaluation of the method. Twenty MRI images of the brain were used to evaluate
the proposed system. Results show that the 3D reconstruction method proposed in
this work, can be used to differentiate brain tissues and recognize MS lesions by
providing improved 3D visualization. These preliminary results provide evidence
that the proposed system could be applied in the future in clinical practice given
that it is further evaluated on more subjects.

Keywords: Magnetic resonance imaging · Multiple sclerosis · 3D lesions
reconstruction · Integrated system

1 Introduction

Brain image acquisitions are gradually becomingmore andmore information-rich thanks
to the increasing resolution and versatility of brain imaging methods [1, 2]. Multiple
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Sclerosis (MS) is a chronic central nervous system disease that results in loss of sensory
andmotor function [2]. It is one of themost commondiseases that affects the neurological
abilities of young adults [1]. Neurological disabilities affect the immune system and
induce inflammation to the neurons, demyelination, and axonal damage [1].

Three-Dimensional (3D) visualization of brain magnetic resonance images (MRI),
has been a developing part ofmedical imaging formany years and the literature surround-
ing it, is growing rapidly ever since. It aims in providing experts with both qualitative
and quantitative information on the subject of study and help comprehend it in its full
dimensionality [3]. Despite the massive research that has been carried out in 3D visu-
alization in MRI, there are only a few other studies found in the current literature, that
focused on the 3D reconstruction and visualization of the brain in MS subjects [4–6].
More specifically, in [4] the spherical harmonics method was used to estimate the 3D
shape of the MS lesions and to determine the lesions’ volume. In [5], the 3D Slicer tool
was introduced, which was used to reconstruct brain MRI images and lesions. Further-
more, in order to estimate the loss of brain volume over time and asses the evolution of
the MS disease, the FreeSurfer [7] and MIPAV [8] software tools were used. It was also
recently proposed [6], that 3D texture analysis and 3D lesion visualization may be useful
in following up the progression and development of the MS disease. Furthermore, in
[6], researchers used the isosurface rendering method and texture mapping techniques to
reconstruct theMRI images and estimated also the volume of the lesions in two different
time points (TP1-TP2).

The objective of this work is to propose and evaluate a 3D reconstruction integrated
system for brainMS lesions visualization, which will be able to reconstruct 2DMRIMS
acquisitions into a 3D volume. The system is composed out of the following functions: 1)
Brain and lesions re-slicing and visualization in three different planes (sagittal, coronal,
transverse); 2) Visualization and comparison of four different brain MRI acquisition
time points (TP1-TP4); 3) Comparison of the manual and the automated [9] lesion
segmentations, which are embedded into a 3D volume; 4) Volume estimation [mm3]
of each lesion; 5) Approximation for the total volume of all lesions at TP1 to TP4; 6)
Comparison and quantification of the MS disease; and 7) Follow up the development of
the MS disease.

To the best of our knowledge, there are no other studies reported in the current
literature, where 3D reconstruction of brain images and lesions from MS subjects at
TP1-TP4 was developed, validated, or investigated.

2 Material and Methods

The 3D reconstruction integrated system proposed in this work was developed using
the VisPy python library [10], which is used for interactive and high-level visualization.
The system is also combined with a simple user interface developed with PyQT5 and
other supplementary libraries and tools [11–13]. Figure 1 illustrates the flow diagram
depicting the steps followed for reconstructing the 3D brainMRI images andMS lesions
into a 3D volume, which will be described below.
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2.1 Acquisition of Brain MRI Images

The brain MRI images used in this work were available from the International Sympo-
sium on Biomedical Imaging (ISBI) 2015 contest [14] which provided 19 participants
with four different MRI scan sequences (T1-weighted (T1w), magnetization prepared
rapid gradient echo (PDw), T2-weighted (T2w) and T2w fluid attenuated inversion recov-
ery (T2w FLAIR)) [14]. In this work only T2w FLAIR images were used (Nr = 5). A
3.0 T MRI scanner was used to generate the images with an inversion recovery time of
823 ms, an echo time of 68 ms, and a voxel size of 0.82 × 0.82 × 2.2 mm3 [14]. The
MRI images were inhomogeneity corrected using the N4 method, a non-uniform inten-
sity normalization [15] and then rigidly registered using a baseline (TP1) as described
in [14]. In addition, additive noise filtering was applied using skull [16] and dura [17]
strippedmasks [14]. Finally, an inhomogeneity correctionN4was performed once again.

The entire dataset consisted of 19 subjects out of which only the five were used in
this study (Nr = 5, Age = 43.5 ± 10.3 (mean ± std) years old)). The four of them had
brain acquisitions from four consecutive time points (T1-T4) and one of them from five
consecutive time points (T1-T5) separated by an average acquisition time of one year
[14]. The MRI brain scans consisted of 181 longitudinal slices of size 217 × 181 pixels.
Manual blinded delineations were performed by two raters (R1, R2) with four and ten
years of clinical experience in manual delineation respectively [14].

2.2 MRI MS Lesion Preprocessing and Semi-automated Segmentation

Before the automated lesion segmentation [9] theMRI images were intensity normalized
between 0 and 4095 as shown in (1) (see also Fig. 1, Step 3). The lesion segmentation
was performed using a Convolutional Neural Network (CNN) U-Net system [9]. A
CNN architecture that is symmetric and it uses an encoder and a decoder to extract
spatial features from the images and to construct segmentation maps [18]. A basic CNN
architecture repeats a sequence of two 3 × 3 convolution networks followed by a max-
pooling operation with a pooling size of 2 × 2 and a stride of two [18]. The detailed
architecture and additional information for the CNNmodel and the MRI lesion segmen-
tation is documented in [9]. The model in [18] is also embedded in the tool proposed in
this work, giving the opportunity to the user to segment new MRI scans.

2.3 Image Normalization and Contour Lesion Generation

The originalMRI image intensities were histogram normalized (see Fig. 1, step 3), using
the MinMaxScaler function from Scikit-Image library, to map the intensity values in the
range of 0 and 255 as follows:

Ni = Xi−min(X)
max(X)−min(X)

∗ (T − D) + D (1)

where Xi andNi are the intensity and the normalized intensity of each pixel respectively,
and X the entire image array, T is the new maximum intensity and D the new minimum
intensity.
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The segmented lesions estimated by the system in [9] were in a form of a binary
array mask that can be used to estimate the lesions contour coordinates. The contour
coordinates were estimated using the OpenCV’s method findContours [12] (see Fig. 1,
step 4), where a list with the (x, y) coordinates of all the contour points were provided.
The coordinates were then saved in a dictionary using their slice number as the key.

2.4 3D Lesion Volume Estimation

In the next step, the segmented masks were given to the SciPy module which labels all
the connected components of the array according to a 3 × 3 × 3 pixels cube structuring
element filled with ones1 (see Fig. 1, step 5). The labeling method assumes that all the
pixels with zero intensities form the background of the image and are not included in the
lesions mask. The structuring element estimates the outline of the lesions by assuming
connecting components and labels. After iterating through all the segmented masks, the
labeling method returns an array of the same shape as the input array and an integer.
The returned array is labeled with all the connected pixels having the same integer as
the label, and the integer returned is the number of 3D lesions found in the masks. To
estimate each lesion’s volume the NumPy method count nonzero is called for each of
the above estimated labels (see also Fig. 1, step 5).

2.5 3D Reconstruction

Prior to the 3D reconstruction, the user loads the json file, which contains the data for
visualization (see Fig. 1, step 6). The proposed system then automatically draws the
lesion contours on the original MRI brain images, using the OpenCV method drawCon-
tours [12] (see Fig. 1, step 7). Adding on, the tool automaticallymultiplies the segmented
masks with the original images. This operation isolates the lesions and provides sepa-
rate visualization (see also Figs. 2c) and 2d)). In the following, the OpenGL, NumPy
and VisPy libraries were used to improve interactive 3D visualization [10]. VisPy offers
the ability to render the MS lesion volumes with the direct volume rendering (DVR)
translucent method. DVR renders the lesions volume by casting virtual rays through the
volume and projecting the result as a 2D image on a plane. It retains the interior of the
volume unchanged and provides spatial information between different structures [19].
This is a key factor for the visualization and the validity as indicated in [1, 2, 20]. The
Vertex shader (see Fig. 1, step 9), is a code written in GLSL2 programming language
that is used to calculate the position of the vertices on the screen. It is also used to
calculate how the virtual rays will transfer through the volume and decides which parts
of the volume are visible and have to be drawn. The fragment shader (see Fig. 1, step
10), assigns the color of each pixel and its opacity, it is also written in GLSL. VisPy
additionally, offers the ability to modify the volume by changing the shaders or attaching
codes in the shaders [10], and to re-slice the brain volume (see Fig. 1, step 13). All of the
above tool properties offer the ability to the user to remove and replace slices in three

1 https://docs.scipy.org/doc/scipy/reference/tutorial/ndimage.html.
2 GLSL stand for OpenGL Shading Language it is a programming language similar to C and it
runs directly on the graphics processor unit.

https://docs.scipy.org/doc/scipy/reference/tutorial/ndimage.html
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different directions (coronal, sagittal, transverse). Furthermore, VisPy’s canvas supply
basic interactive keys such as rotation, zooming, and changing the center of rotation.

Eventually, one of the challenges of 3D reconstruction is to maintain the texture of
theMRI image. In order to visualize the texture of theMRI as representative as possible,
a GLSL code is attached on the fragment shader (see Fig. 1, step 11), which changes
the colormap and the opacity of each pixel. Specifically, a color map of RGBA values
using the image intensities was generated in such a way so that the brain volume can be
illustrated in original colors. As a result, the pixels with zero intensity (black color) are
fully transparent, while as the pixel intensity gets higher, the transparency of the pixels
is depressed.

Fig. 1. Flow diagram of the proposed 3D reconstruction system in MRI brain images showing
all processing steps. Given that MS lesions are whiter in a FLAIR image this results in MS lesion
volumes that are more opaque and bright than other brain tissues.
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2.6 Evaluation Metrics

The following evaluation metrics were used to assess the proposed 3D reconstruction
method: a) Lesion load (L), b) Volume (V), c) The correlation coefficient, and d) The
t-test p-value. Furthermore, the average difference of the total number of lesions (LAD)
and the total volume (VAD) in mm3 between the two different raters and the automated
system [9] for all time points (TP1–TP4) were calculated as follows:

LADj,k =
∑∣

∣Lj(TPi) − Lk(TPi)
∣
∣

∑
TP

(2)

VADj,k =
∑∣

∣Vj(TPi) − Vk(TPi)
∣
∣

∑
TP

(3)

where L and V are the total lesion volume and the number of lesions respectively, j and
k represent R1 or R2 or the semi-automated segmentation system and TPi the time point
of the given subject under evaluation.

3 Results

Figure 2 illustrates the 3D brain reconstruction from an MS patient aged 43.5 years in
two consecutive time points (TP1, TP2), in the left and right columns, in Figs. 2a) and 2b)
respectively. In Figs. 2c) and 2d) re-slicing of the brain in three different directions after
rotation (−34.0 x-axis, −39.5 y-axis) is shown. The rotations were performed to better
visualize the interior of the brain. Figures 2e) and 2f) show the 3D reconstructed lesions
for TP1 and TP2 after the extraction of the lesions (Number of lesions at TP1/TP2: 35/44,
Volume [mm3]: 31746/33382). It is noted that the 3D reconstructed lesions shown in
Figs. 2e) and 2f) can be rotated and re-sliced according to the expert’s input.

Table 1 presents a comparison of all MS lesions investigated in this study based on
the number of segmented lesions and volume performed by the two experts versus the
semi-automated system proposed in [9], for all subjects investigated (Nr = 5) at TP1–
TP5. The upper part of Table 1 tabulates the mean (± std) of the number of lesions and
the total lesion volume (mm3) for different time points (TP1-TP5) for the segmentations
performed by R1 and R2 and the semi-automated CNNU-Net model. Themiddle section
of Table 1 shows the correlation coefficient and the t test p-value of lesion segmentations
and volume per time point. The t test p-value indicates the level of statically significance
difference between manual and automated segmentations. Lastly, the lower section of
Table 1, indicates the average difference of lesion load and the total lesion volume in
mm3 between R1 vs R2, R1 vs the semi-automated system, andR2 vs the semi-automated
system for each different TP.
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TP1 TP2

a) b) 

c) d) 

e) f) 

Fig. 2. MRIbrain 3D reconstruction of anMS subject at TP1 andTP2 in the left and right columns,
respectively. b) Re-slicing of the 3D reconstructed brain in 3 different planes (coronal, sagittal,
transverse) (Number of slices shown/out of a total number of slices: 152/256, 165/256, 116/181).
e), f) 3D reconstruction of the MRI MS lesions (Total number of MS lesions (TP1/TP2): 35/44.
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4 Discussion

The objective of this work was to provide MS clinicians, a tool that can be used to
estimate, follow up and compare MS lesions progression, by reconstructing 2D MRI
scans into a 3D volume. The tool can reconstruct and visualize up to four different TPs,
which can be resliced, rotated and switched between showing the entire brain or the
lesions. Also, the tool provides an estimation of the lesion load at each TP, as well as an
estimation of each lesion’s volume in mm3. The results presented in this study, showed
that the proposed 3D reconstruction method can be used to differentiate brain tissue
and distinguish MS lesions by providing an improved 3D visualization. The method
preserves the texture of the original MRI scans to an acceptable level (see also Fig. 2).
It can also be observed from the upper part of Table 1 that lesion load varies between
different TPs. More specifically the std for the mean number of lesions and the lesions
volume varies a lot between R1, R2 vs the automated system. As opposed to mean and
std, Pearson correlation between R1 and R2 (see middle part of Table 1), shows a good
correlation of above 0.5 for generally all different TPs. For the TP1 correlation is very
high (ρ = 0.91), regarding the number of lesions. The correlation coefficient for the
number of lesions between R1 and R2 and the automated system at TP1 and TP2 is 0.86
and 0.81, respectively.

Different methods were proposed in the current literature for the 3D reconstruction
of MS brain lesions and or quantification estimation. More specifically, in [4] a method
for estimating the shape and volume of MS lesions was presented. The 3D surface shape
of the MS lesions was approximated by 2D contours, using the spherical harmonics
method. The volume estimation was finally calculated by virtually slicing the 3D lesion,
summing the areas of each slice, and multiplying them by the virtual slice thickness.
Cordovez M. et al. [5], visually and quantitatively compared two different time points
in 11 MS patients using the FreeSurfer [7] and MIPAV [8] software. The 3D slicer was
used for the brain reconstruction, where a good 3D visualization of the lesions was
achieved. A study for the 3D reconstruction of MSMRI brain scans was proposed in [6],
where the surface of the brain was reconstructed using the isosurface method combined
with texture mapping. In all of the above-mentioned studies, the drawbacks in the 3D
reconstructions are twofold. More specifically, the texture and the interior of the MRI
scans was not maintained, and none of the studies mentioned interactive visualizations
such as re-slicing of the brain. In addition, no other studies were found in the literature
where brain visualization at four different time points, as it was proposed in this study, for
comparing the evolution of the MS disease were investigated. The software proposed
in this study will be available to download at https://drive.google.com/drive/folders/
1z7595UBTcsOzY7Hp9kCYsJ6tnHYQEfDM?usp=sharing. A number of other studies
were also reported recently for the reconstruction of MRI using deep neural networks
[22, 23]. In [22] a deep neural network was proposed for 4D reconstruction of the artic
flow MRI data, while in [23] a deep neural recurrent network was presented to reduce
MRI image acquisition time and improve the MRI reconstruction.

https://drive.google.com/drive/folders/1z7595UBTcsOzY7Hp9kCYsJ6tnHYQEfDM%3Fusp%3Dsharing
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5 Conclusions and Future Trends

The preliminary results presented in this study, provide evidence that the proposed 3D
reconstruction system could be applied in the future in clinical practice. It was shown
that the system may provide reliable, quantitative information for the neurologists for
following up the evolution of theMSdisease [21]. However, results reported in this study,
(number of lesions and lesions volume [mm3]), should be further validated in a future
work in a larger number of subjects, as well as compared with additional studies from
the literature. Moreover, lesion texture analysis needs to be incorporated in the proposed
system in the form of rule display [24], aiding the neurologists to better understand the
MS pathogenesis as it was shown in [21].

References

1. Karussis, D.: The diagnosis of multiple sclerosis and the various related demyelinating
syndromes: a critical review. J. Autoimmun. 48–49, 134–142 (2014)

2. Dobson, R., Giovannoni, G.: Multiple sclerosis–a review. Eur. J. Neurol. 26(1), 27–40 (2019)
3. Eickhoff, S.B., Yeo, B.T.T., Genon, S.: Imaging-based parcellations of the human brain. Nat.

Rev. Neurosci. 19(11), 672–686 (2018)
4. Goldberg-Zimring, D., Azhari, H., Miron, S., Achiron, A.: 3-D surface reconstruction of

multiple sclerosis lesions using spherical harmonics. Magn. Reson. Med. 46(4), 756–766
(2001)

5. Cordovez, M.J., Gálvez, G.M., Rojas, C.G., Bravo, C.C., Cerda, E.C.: Use of lesion volumes
and loads for monitoring patients with multiple sclerosis. Local experience and literature
review. Rev. Chil. Radiol. 19(4), 156–164 (2013)

6. Loizou, C.P., Papacharalambous, C., Samaras, G., Kyriacou, E., et al.: brain image and
lesions registration and 3d reconstruction in dicom mri images. In: Proceedings of 30th IEEE
Symposium Computer Based Medical Systems, pp. 419–422 (2017)

7. Fischl, B.: FreeSurfer. Neuroimage 62(2), 774–781 (2012)
8. McAuliffe, M.J., Lalonde, F.M., McGarry, D., Gandler, W., et al.: Medical image process-

ing, analysis & visualization in clinical research. In: Proceedings of 14th IEEE Symposium
Computer Based Medical System, pp. 381–388 (2001)

9. Georgiou, A., Loizou, C.P., Nicolaou A., Pantzaris M., Pattichis, C.S.: An adaptive semi-
automated integrated system for multiple sclerosis lesion segmentation in longitudinal mri
scans based on a convolutional neural network. In Proceedings of Computer Analysis of
Images and Patterns, 19th International Conference, CAIP 2021, This volume, (2021)

10. Campagnola, L., Klein, A., Larson, E., Rossant, C., et al.: VisPy: harnessing the GPU for fast,
high-level visualization. In: Proceedings of 14th Python in Science Conference, pp. 93–99.
HAL, Texas (2015)

11. Harris, C.R., Millman, K.J., van der Walt, S.J., Gommers, R., et al.: Array programming with
NumPy. Nature 585(7825), 357–362 (2020)

12. Kaehler, A., Bradski, G.: Learning OpenCV3: Computer Vision in C++ with the OpenCV
library. Sebastopol (2016)

13. Virtanen, P., et al.: SciPy 1.0: Fundamental algorithms for scientific computing in Python.
Nat. Methods 17(3), 261–272 (2020). https://doi.org/10.1038/s41592-019-0686-2

14. Carass, A., Roy, S., Jog, A., Cuzzocreo, J.L., et al.: Longitudinal multiple sclerosis lesion
segmentation: resource and challenge. Neuroimage 148, 77–102 (2017)

15. Tustison, N.J., Avants, B.B., Cook, P.A., Zheng, Y., et al.: N4ITK: improved N3 bias
correction. IEEE Trans. Med. Imag. 29(6), 1310–1320 (2010)

https://doi.org/10.1038/s41592-019-0686-2


276 C. Gregoriou et al.

16. Shiee, N., Bazin, P.-L., Cuzzocreo, J.L., Ye, C., et al.: Reconstruction of the human cerebral
cortex robust to white matter lesions: method & validation. Hum. Brain Mapp. 35(7), 3385–
3401 (2014)

17. Carass, A., Wheeler, M.B., Cuzzocreo, J., Bazin, P.L., et al.: A joint registration and seg-
mentation approach to skull stripping. In: Proceedings of 4th IEEE International Symposium
Biomedical Imaging, pp. 656–659 (2007)

18. Ibtehaz, N., Rahman, M.S.: MultiResUNet: rethinking the U-Net architecture for multimodal
biomedical image segmentation. Neur. Networks 121, 74–87 (2020)

19. Dougherty, G. (ed.): Medical Image Processing. Springer, New York (2011). https://doi.org/
10.1007/978-1-4419-9779-1

20. Filippi,M., Rocca,M.A., Ciccarelli, O., De Stefano, N., et al.:MRI criteria for the diagnosis of
multiple sclerosis: MAGNIMS consensus guidelines. Lancet Neurol. 15(3), 292–303 (2016)

21. Loizou, C.P., Pantzaris, M., Pattichis, C.S.: Normal appearing brain white matter changes in
relapsing multiple sclerosis: texture image and classification analysis in serial MRI scans.
Magn. Reson. Imaging 73, 192–202 (2020)

22. Vishnevskiy, V., Walheim, J., Korke, S.: Deep variational network for rapid 4D flow MRI
reconstruction. Nat. Mach. Intell. 2(4), 228–235 (2020)

23. Zhou, B., Zhou, K.S.: DuDoRNet: learning a dual-domain recurrent network for fast MRI
reconstructionwith deep T1 prior. In: Proceedings of the IEEE/CVFConference onComputer
Vision and Pattern Recognition, pp. 4273–4282 (2020)

24. Nicolaou A., Loizou, C.P., Pantzaris M., Kakas A., Pattichis, C.S.: Rule extraction in the
assessment of brain MRI lesions in multiple sclerosis: preliminary findings. In Proceeding of
Computer Analysis of Images and Patterns, 19th International Conference, CAIP 2021, This
volume, (2021)

https://doi.org/10.1007/978-1-4419-9779-1


Rule Extraction in the Assessment of Brain MRI
Lesions in Multiple Sclerosis: Preliminary

Findings

Andria Nicolaou1(B) , Christos P. Loizou2 , Marios Pantzaris3 ,
Antonis Kakas1 , and Constantinos S. Pattichis1

1 Department of Computer Science, University of Cyprus, Nicosia, Cyprus
{nicolaou.andria,antonis,pattichi}@ucy.ac.cy

2 Department of Electrical Engineering, Computer Engineering and Informatics,
Cyprus University of Technology, Limassol, Cyprus

christos.loizou@cut.ac.cy
3 Cyprus School of Molecular Medicine, Cyprus Institute of Neurology and Genetics,

Nicosia, Cyprus
pantzari@cing.ac.cy

Abstract. Various artificial intelligence (AI) algorithmshavebeenproposed in the
literature, that are used as medical assistants in clinical diagnostic tasks. Explain-
ability methods are lighting the black-box nature of these algorithms. The objec-
tive of this study was the extraction of rules for the assessment of brain magnetic
resonance imaging (MRI) lesions in Multiple Sclerosis (MS) subjects based on
texture features. Rule extraction of lesion features was used to explain and pro-
vide information on the disease diagnosis and progression. A dataset of 38 subjects
diagnosed with a clinically isolated syndrome (CIS) of MS and MRI detectable
brain lesions were scanned twice with an interval of 6–12 months. MS lesions
were manually segmented by an experienced neurologist. Features were extracted
from the segmented MS lesions and were correlated with the expanded disability
status scale (EDSS) ten years after the initial diagnosis in order to quantify future
disability progression. The subjects were separated into two different groups, G1:
EDSS ≤ 3.5 and G2: EDSS > 3.5. Classification models were implemented on
the KNIME analytics platform using decision trees (DT), to estimate the models
with high accuracy and extract the best rules. The results of this study show the
effectiveness of rule extraction as it can differentiate MS subjects with benign
course of the disease (G1: EDSS ≤ 3.5) and subjects with advanced accumulating
disability (G2: EDSS > 3.5) using texture features. Further work is currently in
progress to incorporate argumentation modeling to enable rule combination as
well as better explainability. The proposed methodology should also be evaluated
on more subjects.
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1 Introduction

Multiple Sclerosis (MS) is a chronic autoimmune disease of the central nervous system
(CNS), damaging tissues of the brain and spinal cord [1]. The pathological characteristics
ofMS are perivenular inflammatory lesions, leading to demyelinating plaques [2]. As the
clinical outcome differs within patients, expert neurologists perform visual MS lesion
evaluation based on clinical, imaging, and laboratory evidence, following theMcDonald
criteria, to diagnose the disease [3, 4]. Magnetic resonance imaging (MRI) plays a
fundamental role in the diagnosis of MS as it allows structural damage to be quantified
in the patients’ tissue and to be followed in time [1]. In addition, MRI can be used to
provide additional information about treatment options. Texture feature analysis extracts
quantitative data from an image based on mathematical computations. The texture of
images refers to the appearance, structure, and arrangement of the parts of an object
within the image. Mathematical parameters may be computed from the distribution of
pixels that could characterize the underlying structure of the objects shown in the MRI
image [5].

Several researchers have studied the textural characteristics of lesions in MS. More
specifically, in [6], it was shown that texture analysis characterizes MS activity and
progression, and can be further tested as a potential tool for evaluating treatment benefits
for MS patients. In [7], an MRI texture analysis protocol with fixed imaging sequence
and anatomical levels of interest was proposed as a robust quantitative clinical means
for evaluating MS lesions. Furthermore, in [8] it was shown that texture features may
provide some prognostic evidence regarding the future disability of patients. In another
study [9], texture features provided complementary information for following up the
development of the MS disease. Finally, in [10] it was suggested that texture features
extracted from MS lesions may differentiate chronic active from chronic stable lesions.

Deep learning methods [11] have been very effective for medical diagnosis, but the
black-box nature of the algorithms has restricted their clinical use. However, explain-
ability studies aim to illustrate specific features that could influence the decision of a
model [11]. Recent medical research [12] proposed explainable artificial intelligence
(XAI) systems, which target to be transparent, and to provide understandable decisions.
In [13], an explainable model for basic brain tumor detection using convolutional neural
networks onMRI sliceswas implemented.Moreover, in [14], explainable assessments of
Alzheimer’s disease were extracted using machine learning on brain MRI imaging data,
whereas in [15] an explainable AI model for stroke prediction using integrating machine
learning with symbolic reasoning was built. However, to the best of our knowledge, no
study investigated MS lesion imaging explainability assessment.

The objective of this study was the extraction of explainable information in the form
of rules for the assessment of brain MRI lesions and their interrelation to disability in
MS subjects based on texture features. Machine learning models were developed using
a decision tree (DT) classifier, in order to determine the models with high accuracy and
extract the best lesion texture features’ rules. These rulesmay then be used to differentiate
subjects with benign course of the disease and subjects with advanced accumulating
disability. The patient’s images were acquired and analyzed at the initial stage of the
disease (Time0) and after 6–12 months (Time6–12). The lesion feature findings were
correlated with the expanded disability status scale (EDSS), which is used for evaluating
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the degree of neurologic impairment in MS and ranges from 0 (normal) to 10 (death due
to MS) [16].

2 Materials and Methods

The flow diagram of Fig. 1 illustrates the different processing steps for rule extraction
investigated in this study, for the assessment of brainMRI lesions inMS subjects. Further
analysis for each step is given herein below.

Fig. 1. Flow diagram for the assessment of brain MRI lesions in MS and rule extraction.

2.1 Study Group and MRI Acquisition

A dataset of 38 subjects (17 males, and 21 females) with a clinically isolated syndrome
(CIS) of MS and MRI detectable brain lesions were scanned twice with an interval
of 6–12 months. The transverse MR images used for analysis were obtained using a
T2-weighted turbo spin-echo pulse sequence (repetition time = 4408 ms, echo time
= 100 ms, echo spacing = 10.8 ms). The reconstructed image had a slice thickness
of 5 mm and a field of view of 230 mm with a pixel resolution of 2.226 pixels per
mm. Standardized planning procedures were followed during each MRI examination.
The MRI images were acquired using a 1.5 T whole-body Philips ACS NT MR imager
(Philips Medical Systems, Best, the Netherlands). A built-in quadrature radiofrequency
body coil and a quadrature radiofrequency head coil were used for proton excitation and
signal detection respectively. MRI acquisition information was also given in [8, 9].

An expert MS neurologist (co-author, M. Pantzaris), performed the clinical eval-
uation, referred subjects for a baseline MRI (at Time0), and followed them for over
ten years. All patients were subjected to an EDSS evaluation, ten years after the initial
diagnosis to quantify future disability progression. The subjects were separated into two
different groups (i.e. G1: EDSS ≤ 3.5 and G2: EDSS> 3.5). The reason for selecting an
EDSS cutoff point of 3.5 is that for EDSS > 3.5, the physician can assess neurological
signs, meaning that the patient starts accumulating disability. Thus, any patient having
an EDSS ≤ 3.5 at ten years after the initial MRI scan can be regarded as having a rather
benign course of the disease.

2.2 Intensity Normalization and Manual Lesion Delineation

Before the manual lesion segmentation, all MRI images were intensity normalized
between the grayscale values of 0 and 255 as documented in [8, 9] where all addi-
tional details about the algorithm may be found. A normalization algorithm adjusted
distributions of each follow up scan (Time6–12), to match those of the chosen baseline
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(Time0) scan in order to improve image compatibility, reduce partial volume effects and
facilitate MR image comparability between serial MR scans [17], such as those obtained
from the MS group of this work. Before features extraction, the MS lesions were visu-
ally identified and manually segmented by a neurologist (co-author M. Pantzaris) using
a software tool developed by our group [8].

The expert neurologist manually delineated the brain lesions by selecting consecu-
tive points at the visually defined borders between the lesions and the adjacent normal-
appearing white matter (NAWM) on the acquired transverse T2W sections. For the
purpose of intensity normalization, the neurologist manually segmented cerebrovascu-
lar fluid (CSF) areas as well as areas with air (sinuses) from all MS brain scans. All
MRI-detectable brain lesions were identified and segmented by an experiencedMS neu-
rologist. Manual segmentation by the MS expert was performed in a blinded manner
without the possibility of identifying the subject, the time-point of the exam, or the
clinical findings. The selected points and delineations were saved to be used for texture
feature extraction and analysis.

2.3 Texture Feature Extraction

Texture features were extracted from all manually segmented MS lesions, detected from
brain MRI scans, and were then estimated by averaging the corresponding values for
all lesions for each group of patients (G1, G2). The following groups of features were
extracted [8, 9]: 5 Statistical Features (SF), 12 Spatial Gray Level Dependence Matrices
(SGLDM), 4 Gy Level Difference Statistics (GLDS), 5 Neighborhood Gray Tone Dif-
ference Matrix (NGTDM), 4 Statistical Feature Matrix (SFM), 6 Laws Texture Energy
Measures (LTEM), 4 Fractal Dimension Texture Analysis (FDTA), 2 Fourier Power
Spectrum (FPS), and 5 Shape Parameters (SP).

2.4 Classification Analysis

Texture classification modeling was used to predict EDSS score at year 10. Models to
predict subjects with EDSS ≤ 3.5 (G1) versus those with EDSS > 3.5 (G2) based on
texture features, and lesion images were developed. The classification analysis perfor-
mance metrics documented in this study were based on the evaluation set. Overfitting
of data by cross-validation was avoided. The classification models were implemented
on the KNIME analytics platform using decision trees (DT). Specifically, the Decision
Tree Learner node was used for the model training and the Decision Tree Predictor node
for the model evaluation [18, 19]. The synthetic minority over-sampling technique was
applied during the model training, using the SMOTE node, to improve the performance
of the model and avoid overfitting. SMOTE creates new samples for the minority group
of the model (G2) with the same statistical properties [18]. The Parameter Optimization
nodes were also added, to check the minimum numbers of records per node in the DT
and return the one with high accuracy [19].

As shown in Table 1, the initial dataset of 38 subjects was separated into the two
aforementioned groups (G1, G2). In order to build the proposed models, data were
split into a training and an evaluation group, using 80% for the training and 20% for the
evaluation step. Each model was run for both 10-fold and 20-fold cross-validation sense.
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Applying the over-sampling technique on the training set, G1 and G2 were generated
having the same number of subjects. Thus, the models were trained by 54 subjects and
evaluated by 4 subjects in each iteration.

Table 1. MS subject distribution for training and evaluation of the classification models.

Subject/
Data sets

All G1−EDSS ≤ 3.5 G2−EDSS > 3.5

Initial 38 29 9

Training 34 27 7

Over-sample training 54 27 27

Evaluation 4 2 2

2.5 Rule Extraction

The extraction of the lesion texture features’ rules was achieved using the Decision Tree
to Ruleset KNIME node which converts the DT to a set of rules [14]. For each rule, the
following evaluation metrics [20] were used:

Accuracy = TP + TN

TP + FP + TN + FN
(1)

Sensitivity = TP

TP + FN
(2)

Specificity = TN

TN + FP
(3)

Precision = TP

TP + FP
(4)

Recall = TP

TP + TN
(5)

where TP and TN denote the number of positive and negative instances that are correctly
classified, and FP and FN indicate the number of misclassified negative and positive
instances, respectively [20].

3 Results

The models were trained and evaluated for all the lesion texture features at the initial
stage of the disease (Time0) as well as at Time0 + Time6–12.

Table 2 illustrates the results of the evaluation metrics for the model classification. It
is shown that the texture feature groups can be used to differentiate subjects with benign
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course of the disease (EDSS ≤ 3.5) and subjects with advanced accumulating disability
(EDSS > 3.5). At Time0 (see left part of Table 2), the texture feature groups GLDS,
NGTDM, LTEM, FPS, and SP may be used to separate subjects into the two different
groups (G1 vs G2). When including all lesions at Time0 and Time6–12 (see right part of
Table 2), the texture feature groups SF, GLDS, NGTDM, LTEM, FPS, and SP may be
used to separate subjects into the two different groups (G1 vs G2). The selection of the
texture feature groups was achieved using models with an accuracy ≥ 0.65.

Table 3. Summary findings of the rules extracted for the proposed models with Accuracy ≥ 0.65
based on Table 2.

Time0 Time0 + Time6–12

Feature
groups

G1-EDSS ≤ 3.5 G2-EDSS > 3.5 G1-EDSS ≤ 3.5 G2-EDSS > 3.5

SF – – – Median6–12 ≤105 >105

GLDS Mean >6.779 ≤6.779 Mean0 >6.687 ≤6.687

Angular
second
Moment

≤0.070 >0.070 – – –

NGTDM Strength ≤27284 >27284 Strength0 ≤27284 >27284

– – – Coarsness0 ≤12.72 >12.72

LTEM SS >175 ≤175 LL0 ≤44319 >44319

LL ≤43719 >43719 – – –

FPS Radial
Sum

≤1808 >1808 Radial Sum6–12 ≤1346 >1346

SP Perimeter
[mm]

≤61 >61 Perimeter6–12 [mm] ≤53 >53

– – – Area6–12 [mm2] ≤208 >208

SF: Statistical Features, GLDS: Gray Level Difference Statistics, NGTDM: Neighborhood Gray
Tone Difference Matrix, LTEM: Laws Texture Energy Measures, FPS: Fourier Power Spectrum,
SP: Shape Parameters, SS: texture energy from SS kernel, LL: texture energy from LL kernel.

Table 3 indicates the summary findings of the rules that were extracted from the
proposed models (see also Table 2). It is shown from Table 3 that when evaluating and
selecting the models with an accuracy ≥ 0.65, this may provide the best rules to assess
the brain MRI lesion texture features in MS. It is worth mentioning that some of the
texture features, e.g. Strength of the NGTDM group, are strong enough to differentiate
subjects into the two different groups (G1 vsG2), as both at Time0 and Time0 +Time6–12
have exactly the same rule.

4 Discussion

The objective of this study was the extraction of explainable information in the form
of rules for the assessment of brain MRI lesions and their interrelation to disability in
MS subjects based on texture features. Classification models were developed using DT,
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to estimate the models with high accuracy and extract the best lesion texture features’
rules that can be used to differentiate subjects with a benign course (EDSS ≤ 3.5) of the
disease and subjects with an advanced accumulating disability (EDSS > 3.5).

The main findings of this study can be summarized as follows:

1) Some texture feature groups (e.g. GLDS, LTEM, FPS) at Time0 can achieve very
good accuracy, with no additional increase in accuracy observed when combining
features at Time0 + Time6–12 (see also Table 2).

2) Simple rules including even one texture feature group (e.g. FPS) can achieve an
accuracy that is greater than 0.7 (see also Table 3).

To the best of our knowledge, we found no other studies reported in the literature
where rules were extracted for the assessment of brainMRI lesions inMS subjects based
on lesions’ texture features. There were a few other studies reported in the literature,
where texture feature analysis on MS brain MRI lesions was investigated for assessing
the evolution of the disease.More specifically, in [7] a texture analysis protocol classified
theMS plaques fromwhite matter and normal-appearing white matter. It was shown that
the MRI texture analysis protocol with fixed imaging sequence and anatomical levels
of interest, is a robust quantitative clinical means for evaluating MS lesions. In [8],
several texture features of MRI brain white matter andMS lesions were extracted. It was
shown that these may be used to differentiate between brain lesions normal white matter
and normal-appearing white matter, that lead to minimal (EDSS ≤ 2) and mild clinical
signs (EDSS > 2). Moreover, in [9], classification models were implemented to notice
the normal-appearing white matter changes in relapsing MS using texture features. It
was shown in [10] that MS texture features extracted from MPRAGE images indicate
higher intralesional heterogeneity, however, they demonstrate only a fair accuracy to
differentiate chronic active from chronic stable MS lesions. Further similarities of this
study with the study in [10], can be found in texture features and classification analysis.

A number of recent studies proposed the use of XAI in the medical domain. In
[14], rule extraction was implemented to explain the assessment of Alzheimer’s disease
(AD) based on MRI hippocampus and entorhinal cortex texture analysis using decision
trees and random forests integrated with argumentation modeling, achieving an overall
accuracy of 77% and 74%, respectively. Similarly, in [15], rule extraction using random
forests, followed by argumentationmodelingwere used to build an explainable AImodel
for stroke risk prediction based on carotid ultrasound imaging plaque texture, shape, and
stenosis features. The best models achieved an overall accuracy of 78% in differentiating
asymptomatic versus symptomatic subjects.

5 Conclusion

MS lesion texture features extracted from brain MRI scans can be analyzed to provide
explainable information in the form of rules for the diagnosis and differentiation of the
disease progression. The main findings of this study can be summarized as follows: (i)
some texture feature groups (e.g. GLDS, LTEM, FPS) at Time0 can achieve very good
accuracy, and (ii) simple rules including even one texture feature group (e.g. FPS) can
achieve an accuracy that is greater than 0.7.
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Future work will incorporate an argumentation-based reasoning framework to build
XAI modeling as it was demonstrated in [14, 15]. It is expected that this new model will
provide further information on MS diagnosis and progression. Moreover, future work
will include the integration of lesion texture rule display together with a visualization of
the three-dimensional reconstructed brain MRI [21] where MS lesions were segmented
based on a semi-automated Convolutional Neural Network system [22]. Furthermore, a
larger number of subjects is required to improve the validation of results and establish
the clinical use of the proposed system.
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Abstract. Image analysis in the medical field aims to offer tools for the
diagnosis and detection of life-threatening illness. This study means to
propose a novel content-based image retrieval system oriented to medical
diagnosis. In particular, we exploit several classic and deep image descrip-
tors together with different similarity measures on three different data
set, containing computed tomography and magnetic resonance images.
Experiments show that feature selection can bring benefit if applied
to deep and texture features, contrary to what observed for invariant
moments. Moreover, the cityblock distance emerged to be quite suitable
overall in this domain, although some other distances also exhibit satis-
fying robustness.

Keywords: Biomedical image retrieval · CBIR · Hand-crafted
features · Deep features

1 Introduction

Image retrieval faces the problem of searching for semantically related or iden-
tical images in an extensive image gallery by analysing their visual content,
provided a query image that represents a specific scenario. In particular, it is a
long-standing research topic in the computer vision environment [1] and several
authors tried to propose their own Content-Based Image Retrieval (CBIR) sys-
tems in order to face the depicted issue. Considering the ever-increasing amount
and availability of image and video files, it became paramount to develop appro-
priate information systems that can effectively handle such huge data sets with
the most suitable relevance scores for the tasks [2], also considering how image
searching has become one of the most convenient techniques. We can broadly
group CBIR techniques based on the level of retrieval, i.e. instance level and cat-
egory level. In the first case, the system receives a query image of a specific object
or scene to locate images of the same typology [3]. On the contrary, category-
level image retrieval aims to find images of the same class as the query one [4].
c© Springer Nature Switzerland AG 2021
N. Tsapatsoulis et al. (Eds.): CAIP 2021, LNCS 13052, pp. 287–297, 2021.
https://doi.org/10.1007/978-3-030-89128-2_28

http://crossmark.crossref.org/dialog/?doi=10.1007/978-3-030-89128-2_28&domain=pdf
http://orcid.org/0000-0001-5361-8793
http://orcid.org/0000-0002-6571-3816
http://orcid.org/0000-0003-4641-0307
https://doi.org/10.1007/978-3-030-89128-2_28


288 L. Putzu et al.

In both cases, the image features are the basis for CBIR, representing specific
properties of the images. They can be either global for the entire image or local
for a reduced group of pixels. There exist several possible CBIR applications [5]
and medical image search [6] is one of them. In this paper, we focus on how
to exploit several classic and deep image descriptors to propose a new medical
diagnosis-related CBIR system in such a way that a pathologist can input an
unseen query image to obtain similar images e.g. belonging to a specific disease.
On the contrary, several works focus on retrieval based solely on visual similarity,
without considering whether an image represents a particular pathology [7–9].
Concretely, we performed several evaluations on a lung Computed Tomogra-
phy (CT) data set and two brain Magnetic Resonance (MR) data sets. We also
pinpoint that we used deep features without explicitly training or fine-tuning
new learners. Our contribution is fourfold: i) we examined and compared sev-
eral image descriptors to face a category-level image retrieval problem, oriented
to medical diagnosis; ii) we tested several similarity measures to discover the
most appropriate for this task; iii) we investigated the extent to which feature
selection may be beneficial to lead to an increase in retrieval performance; iv)
we combined heterogeneous features to discover if it can improve the produced
retrieval results.

The remainder of this work is organised as follows. Section 2 discusses the role
of image retrieval and its applications in the medical field, while the components
of our image retrieval system are described in Sect. 3. In Sect. 4 we illustrate
our experimental evaluation, including the used data set and the experimental
setup. The results are presented and discussed in Sect. 5, and finally, in Sect. 6
we draw the conclusions and directions for future works.

2 Related Works

Image analysis and processing in the medical image field aim to offer tools
for diagnosis, lesion detection, or early detection of life-threatening illness. In
addition to them, several authors also investigate CBIR systems because they
can have impactful clinical applications. A considerable number of works on
medical image retrieval concerns radiographic images, such as mammograms,
plain X-rays, CT, Positron Emission Tomography (PET), and MR images. In
this field, traditional features, e.g., shape [5], invariant moments [10] and tex-
ture [11], or Scale-Invariant Feature Transform (SIFT) are highly representa-
tive and used [12], especially before the Convolutional Neural Network (CNN)
AlexNet outbreak [13]. Since 2012, in fact, also deep learning has impacted image
retrieval applications due to its powerful feature representations [14].

Speaking about CT and MR, Ma et al. [15] proposed a CBIR system for
CT images built on SVM classifier trained with low-level features, including
the bag-of-visual-words (BoVW) based on the HOG, wavelet features, Local
Binary Pattern (LBP) and histogram of CT values. Kumar et al. [9] proposed
the use of Zernike moments for CT and MR images retrieval and compared its
performance with standard benchmark approaches, like LBP and derivates. The
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authors in [16,17] proposed region-based CBIR systems and new distance metric
methods. In particular, the first one takes into account different region of interest
(ROI) patches from every single MR image. Its purpose is to extract discrimina-
tive BoVW features from the key regions of the images to distinguish among the
different categories. The second one also works on ROIs of MR with tumours.
Moreover, the authors proposed a margin information descriptor (MID) to char-
acterise intensity variation of the tumour or surrounding region and perform a
brain category retrieval task.

Concerning the deep features, the authors in [8] proposed to detect irrelevant
image blocks in each medical image class via analysing the error histogram of an
autoencoder to reduce the dimensionality of the features for image retrieval. At
the same time, Mbilinyi et al. [18] analysed the effectiveness of the deep features
extracted in retrieving similar medical images by examining different CNNs pre-
trained on natural images and CNNs fine-tuned and fully-trained from scratch
on medical images, from a collection with different medical image modalities.

In this scenario, we also pinpoint the extensive use of radiography, particu-
larly chest X-rays (CXR), for COVID-19 patient triaging, diagnosing, and mon-
itoring to face the public health crisis of the novel coronavirus disease 2019
(COVID-19) pandemic. In particular, a recent effort in this sense has been
realised by Zhong et al. [19]. They proposed a metric learning-based CBIR model
for analysing CXR images, founded on Resnet50 [20] as the backbone architec-
ture for the feature extraction.

3 Our Image Retrieval System

This section describes the components used to create our image retrieval system:
feature extraction, feature selection, and image ranking.

3.1 Feature Extraction

We evaluated different feature sets that we grouped in three important classes:
invariant moments, texture features and deep features.

As Invariant Moments we computed the Hu, Zernike, Legendre and Cheby-
shev moments. Hu moments [21] are invariant to scale, translation and rota-
tion changes. Legendre moments are orthogonal moments first introduced by
Teague [22]. Also, Zernike moments are orthogonal to each other and repre-
sent image properties without redundancy [23]. Chebyshev moments are derived
from Chebyshev polynomials and can extract global features in an image by
varying moment order [24]. Here we extracted moments of first (Chebyshev 1)
and second kind (Chebyshev 2). The order of the moments is equal to 5 for
all the mentioned invariant moments. A higher-order would have decreased sys-
tem performance, adding features representative of irrelevant details or noise
[24]. As Texture Features, we computed the rotation invariant Gray Level
Co-occurrence Matrix (GLCM) features as proposed in [25] and the rotation
invariant LBP features [26]. In both cases we focused in fine textures, thus we
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computed four GLCMs with d = 1 and θ = [0◦, 45◦, 90◦, 135◦] and the LBP map
in the neighbourhood identified by r and n equal to 1 and 8 respectively. From
the GLCMs we extracted thirteen features [27] and converted into rotationally
invariant ones Harri (for more details see [25]). The LBP map is converted into
a rotationally invariant one, and its histogram is used as a feature vector LBPri

[26]. Finally, we extracted the CNN features from four different well-known
network architectures: AlexNet, Vgg19Net, ResNet50 and GoogleNet. AlexNet
[28] and Vgg19 [29] are the shallowest among the tested architectures, being
composed of 8 and 19 layers, respectively. In both cases, we extracted the fea-
tures from the second last fully connected layer (fc7) for a feature vector of
size h = 4096. ResNet50 [20] and GoogleNet [30] are much more deeper, being
composed of 50 and 100. In both cases, we extracted the features from the one
fully connected layer for a feature vector of size h = 1000. We extracted fea-
tures directly from the CNNs without a fine-tuning process [31], since they have
already learnt a sufficient representational power and generalisation ability to
perform different visual recognition tasks [31,32].

3.2 Feature Selection

The feature selection step has been implemented with the ReliefF [33] algorithm.
It returns a vector containing all the k selected features sorted according to their
relevance. ReliefF algorithm penalises the features that differentiate neighbours
of the same class or group neighbours of different classes and rewards features
that group neighbours of the same class or differentiate neighbours of different
classes.

3.3 Image Ranking

To rank the images according to the similarity to a given query, we evaluated
several distance measures: Euclidean, cityblock, Chebyshev, cosine, correlation,
Spearman, Canberra [34], D1 [35], χ2, and KLDiv (Kullback-Leibler or Jensen-
Shannon divergence) [36]. Given two images, Ii and Ij , and their respective
feature vectors, Fi and Fj , of size L, the distance Dij between them can be
calculated using the mentioned metrics as listed in Table 1. Obviously, being
based on distances, the images are ranked in ascending order, from the least to
the most distant to a given query.

4 Experimental Evaluation

This section describes the experimental evaluation carried out to assess the per-
formances of our system for MR and CT medical image retrieval. In the following,
we first describe the data set used and then the experimental set-up.
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Table 1. Equations of the considered distance measures.
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4.1 Data Sets

We now describe the three benchmark data sets, illustrated in Fig. 1.
Emphysema-CT (EMP) [37] is a CT database created to diagnose dis-

eases related to emphysema. The images data set has been created by selecting
168 square patches (size 61× 61) that the physicians have manually annotated
into three main categories: Normal Tissue (NT - 59 observations), Centri Lob-
ular Emphysema (CLE - 50) and Para Septal Emphysema (PSE - 59). Brain-
Tumor-MRI (BRAIN) [38] is a brain MR database containing different images
section from 233 patients. Here, we used the axial sections subset containing
870 images (size 512× 512), including 143 meningiomas, 436 gliomas, and 291
pituitary tumours. OASIS-MRI (OASIS) [39] also contains brain MRI data
but collected to study the Clinical Dementia Rating (CDR). Again we focused
on the axial section images only, for a total of 436 images, divided into 336 rep-
resenting cognitively healthy individuals and 100 with subtypes of dementia (70
with very mild, 28 with mild, and 2 with moderate).

4.2 Experimental Setup

To make the experiments repeatable and objective, we automated the retrieval
process by considering the images belonging to the same class of the query
image as being relevant. Although in real cases the users/physicians would
like to examine a reduced number of images k, we used the following values;
k = 1, 10, 20, 50, 100 to make an exhaustive comparison, however. In addition,
to obtain the best parameters in terms of feature set and similarity measure,
we performed a number of queries equal to the size of the data set, n. Thus,
iteratively, we extracted an image from the data set and used it as a query Q on
the remaining n − 1 data set images. Finally, we evaluated the retrieval perfor-
mances using tree well known metrics, that are: Precision (P), Recall (R) and
mean Average Precision (mAP) (for more details see [31]).
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(a) Emphysema-CT

(b) Brain-Tumor-MRI

(c) OASIS-MRI

Fig. 1. Illustrations of the data sets classes. From left to right, (a) shows NT, CLE and
PSE; in (b): meningioma, glioma and pituitary tumours. Finally, (c) represents four
classes of dementia: absent, very mild, mild and moderate.

5 Results

We performed several experiments with the previously mentioned data sets,
mainly devoted to evaluating the performances of the image retrieval sys-
tem exploiting different feature sets. However, firstly we performed an analy-
sis focused on the similarity measures and the percentage of feature selected.
In Fig. 2 we report the mAP trends of each similarity distance against feature
selection percentage. It appears clearly how the globally more performing sim-
ilarity measure is the cityblock, although some others also exhibit satisfactory
robustness. Also, it is quite evident that the best selection amount is 20% for
both texture and deep features, while, in general, the invariant moments do not
benefit from feature selection.

Once established the appropriate distance measure and the selection per-
centage for each descriptor, we performed an accurate comparison between sin-
gle descriptors and combinations of heterogeneous descriptors to assess their
retrieval performances. For the sake of brevity, in Table 2 we reported the per-
formances obtained on each data set by single descriptors (one for each category)
and the combination of descriptors that brought to the best results. As it can
be observed, with few exceptions (particularly for the invariant moments), the
best performing features are almost the same for all the tested data set. In
particular, HARri appears for every data set, and ResNet50 features appear
both individually for two out of three data sets and among the best feature
combination for all the data sets. On the contrary, for the invariant moments’
category, none descriptor outperformed the others, but rather, for each data
set, a different descriptor appear on top, even though with performance close to
the others. For what concerns values, we observe that there is not a clear gap
between the different descriptors. For Emphysema-CT, only the deep features
outperform the others significantly, while in the other cases, the performance
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Fig. 2. mAP trends with different percentages of feature selection. On the left, we
compare different similarity measures averaged for all the descriptors. On the right, we
report every single descriptor computed with the cityblock measure.

values are almost comparable, especially for the mAP value. Nevertheless, for
small k values, the deep features, even more in combination with other features,
show their effectiveness, making them the most suitable for a retrieval system
for diagnosis support. These results confirm what reported in [18], i.e. that deep
features extracted from ResNet50 produce excellent performances in this task,
even though, in contrast to [18], we did not perform any fine-tuning strategy on
the used data sets.

Unfortunately, we can make few comparisons with the state-of-the-art since
most of the existing system focused on retrieving organs/sections rather than
diseases. Others instead used a more complex pipeline that exploits a semi-
automated patch extraction or image segmentation to extract the features from
the region of interest only [16,17]. However, our approach proved to be compet-
itive, even if less structured and more generic than other works. Indeed, when
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Table 2. Performances in terms of P and R for different window sizes, and mAP. We
report the best descriptor for each category, and the best combination.

Windows size

1 10 20 50 100

Descriptor P R P R P R P R P R mAP

EMP Zernike 64.3 1.2 60.8 11.1 60.0 21.9 56.4 51.4 47.6 86.6 59.6

HARri(20%) 64.3 1.2 56.3 10.2 56.7 20.5 54.3 49.2 45.6 83.0 55.9

ResNet50(20%) 76.2 1.4 73.0 13.3 70.0 25.6 62.0 56.6 49.1 89.2 67.1

Chebyshev 1-LBPri-ResNet50 80.4 1.5 78.4 14.3 75.2 27.6 63.6 58.2 49.2 89.4 69.6

BRAIN Legendre 94.0 0.3 88.5 2.9 87.1 5.7 85.1 13.7 82.8 26.3 78.6

HARri(20%) 90.9 0.3 86.7 2.8 84.5 5.4 80.9 12.7 76.9 23.8 72.5

ResNet50(20%) 95.5 0.3 89.8 3.0 88.0 5.9 85.2 14.1 83.0 26.9 79.1

Chebyshev 1-ResNet50 98.6 0.3 92.0 3.1 90.2 6.0 87.8 14.4 85.4 27.5 81.9

OASIS Chebyshev 2 72.9 0.3 73.4 3.0 72.6 6.2 72.1 15.2 71.9 29.9 72.7

HARri(20%) 67.9 0.3 69.1 2.8 69.6 5.9 69.6 14.9 69.7 29.4 70.8

AlexNet(20%) 77.3 0.3 74.5 3.1 74.2 6.0 73.9 15.1 73.4 29.6 73.3

Chebyshev 1-ResNet50 76.4 0.3 74.9 3.1 74.6 6.3 74.2 16.1 73.9 31.3 73.8

tested on Brain-Tumour-MRI it allows achieving better P values for small k (92%
against 87.5% [16] and 89.3% [17] for k = 10) with a just slight loss in terms
of mAP (81.9% against 91.0% [16] and 87.3% [17]). Last of all, when tested on
Emphysema-CT, our approach allows achieving better P and mAP values com-
pared to [9] that achieve a P value of 44.8 for k = 100 (our 59.2) and an mAP
value of 60.2 (our 69.6).

6 Conclusions

In this work, we designed a CBIR system oriented to medical diagnosis, specifi-
cally CT and MR image retrieval. We evaluated different descriptors, including
hand-crafted (invariant moments and texture) and deep features. It is important
to notice that we used deep features without explicitly training or fine-tuning
new learners, which make our system not specific for a single target. We also
exploited a feature selection step to evaluate which features are more informa-
tive or present redundant data or noise. After a systematic evaluation of three
image data sets, which included: i) comparison of different distance measures,
ii) investigation of different percentage of feature selection, iii) comparison of
single descriptors, and iv) combination of heterogeneous descriptors, we deter-
mined the optimal components for our CBIR system. In particular, we defined
the appropriate distance measure, the cityblock, and the appropriate selection
percentage for each descriptor, in the quantity of 20% for deep and texture fea-
tures and 100% (none selection) for invariant moments. Finally, we established
the most performing single descriptor and combination of descriptors, that in
both cases include deep features, specifically from ResNet50. Indeed the obtained
results demonstrated the effectiveness of such descriptors, even compared with
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other state-of-the-art approaches exploiting a more complex pipeline. As future
work, we plan to extend our study to analyse different medical images, such as
microscopic or X-ray images. We also aim to explore distance metric learning
methods to further improve our proposed CBIR system. An additional extension
of the proposed method could be a patch-based image representation in order
to handle large images with mainly normal tissue regions.
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known Haar and Schauder wavelets called Haar-Schauder multiwavelet.
A multiwavelet entropy is then proposed in order to optimize and eval-
uate the order/disorder of the reconstructed signals. Finally, an exper-
imentation step is carried on ECG and EMG biosignals to validate the
proposed approaches.

Keywords: Biosignals · ECG · EMG · Wavelet · Mutliwavelet ·
Entropy

1 Introduction

The term biosignal is often used to refer to bioelectrical signals. The usual under-
standing is to refer only to time-varying signals, although spatial parameter
variations (e.g. the nucleotide sequence determining the genetic code) are some-
times subsumedas well. Thus, among the best-known bioelectrical signals are:
Electrocardiogram (ECG) and Electromyogram (EMG). The ECG signal is a
quick exam that takes only a few minutes, it is painless and non-invasive. How-
ever, its interpretation remains complex and requires methodical analysis and
clinical experience. EMG signal describes the muscle electrical signals. It is some-
times referred to a myoelectric activity. In fact, muscle tissue conducts electrical
potentials similar to the nerves way.

These very specific signals constitute an important source of information
for practitioners. They are graphic representation of the functional behavior of
several organs (such as the heart or the brain). However, the amount of data pro-
duced makes their interpretation rather cumbersome and requires considerable
time and experience.
c© Springer Nature Switzerland AG 2021
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Therefore, it is important to find a process to model these biosignals. The
obtained biosignal models should be faithful to the initial signal, compact and
relevant in order to facilitate their interpretation and help practitioners to make
a precise diagnosis based on numerical parameters.

Classical techniques, in general, analyse the signal over long periods thus
they are not adequate to model impulse events. High variability and the neces-
sity to combine features temporally well localized with others well localized in
frequency remain the most important challenges in biomedical signal modeling
([1,3,4]). Wavelet transform provides the ability to localize the information in
the time/frequency plane ([2,16]).

Multiwavelets’ concept is introduced to more ameliorate wavelet tools and to
achieve more efficiency a multi camera wavelet system. Theoretically speaking, it
is possible to build multiwavelets that have simultaneously desirable properties
such as orthogonality, compact support and symmetry [7,10,12]. In almost all
these existing studies, there is quietly one way to construct them.

In this work, we aim to propose a recently developed optimized modeling
process for biosignals in order to reconstruct them via a compact set of repre-
sentative parameters. One of our aims is to develop a concrete modeling pro-
cess based on multiwavelets defined from two single wavelets such as Haar and
Schauder.

The main problem of signal reconstruction is the non-possibility to fix a priory
optimal reconstruction order. The abstraction of Shannon entropy as a measure
of randomness provides a framework for calculating the minimum amount of
data required to describe an image without loss of information ([18]). Ruppert-
Felsot et al. [17] and [8] provided a clear description of entropy as a tool for
searching a basis in discrete wavelet packets that carries substantial information
about the turbulent flow fields. The wavelet entropy proposed there provided a
measure of the homogeneity of the spectral distribution of a signal from discrete
wavelet transform.

In this paper, we propose a multiwavelet associated entropy inspired from
Shannon entropy to define in a precise way the end of the modeling process of
biomedical signals with Haar-Schauder (HSCH) multiwavelets.

The results of the reconstruction method, based on Haar-Schauder multi-
wavelet and optimized by HSCH entropy, are compared with those obtained by
the classical Haar and Schauder wavelets.

This paper is organized as follow. A theoretical description of the proposed
method based on a new modeling process of biomedical signals using HSCH mul-
tiwavelet associated entropy is provided in Sect. 2. In Sect. 3, experimentations
are conducted especially on ECG and EMG signals to prove the effectiveness of
the proposed theory. We conclude afterward.

2 HSCH Multiwavelet Modeling and Associated Entropy

The proposed method in the present paper is based on a combination of two
different scaling functions (Haar and Schauder). The generated multiscale func-
tion is a new multiwavelet called HSCH multiwavelet. Its first component is the
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Haar scaling function ϕ1 = χ[0 1[, which describes well the piece-wise constant
signals. The second one is the Schauder scaling function ϕ2 = (1 − |x|)χ[−1 1[

which is more adapted to linear-wise signals. The choice of these basic wavelets
is motivated by their closeness to discrete signals, which are usually represented
as piece-wise linear functions, and their histograms which look like Haar wavelet
series. Furthermore, Haar and Schauder wavelets have several interesting fea-
tures ([14]). They are both compactly supported, so as the associated multi-
wavelet. They are both explicit and their computational applications are fast and
easy. In fact, computing HSCH multiwavelet coefficients may be performed by
recursive averaging and differentiating coefficients. Haar and Schauder’s nonzero
recursion coefficients are reduced (2 or 3) and adequate for any type of signals.
HSCH multiscaling function has exactly three nonzero low-pass filter elements
Hk, k = −1, 0, 1 and thus three nonzero elements for the associated high-pass
filter Hk, k = −1, 0, 1. The computation of these filters is easy and provided
in [19,20]. The HSCH multiscaling function is simply and explicitly the vector

valued-function ΦHSCH =
(

ϕ1 ϕ2

)T

.

The next concept to be applied here is the well-known entropy measure. The
stating idea is due to Shannon entropy which measures the uncertainty of a
random process [18], and which is classically defined by

S = −
L∑

i=1

pi ln(pi), (1)

where pi is the probability of occurrence of the i − th event.
The evolution of the signal during the reconstruction process can be consid-

ered as being a phenomenon whose stability can be determined by a stationary
value of a quantity proposed in this article as a multiwavelet variant of the
entropy, and which will be called multiwavelet entropy (MWEnt). This is based
on the multiwavelet decomposition of signals into multiwavelet series.

The decomposition of the signal S at the level J using HSCH multiwavelet
will be obtained by [11,20]

SJ
HSCH =

∑
k

AHSCH
J,k ΦJ,k +

J∑
j=0

∑
k

DHSCH
j,k Ψj,k, (2)

where AHSCH
J,k is the approximation coefficient of the signal at the level J and

the position k, and DHSCH
j,k is the detail coefficient of the signal at the level j and

the position k. However, it is important to determine in a precise and efficient
way the optimal order J which makes it possible to have a reconstructed signal
that is compact and faithful to the initial signal S. This is one motivation to
introduce the concept of MWEnt. In fact, a stabilization of the value of MWEnt
over several iterations of the reconstruction process allows to deduce an optimal
order of a stable reconstruction. Indeed, as the entropy in its general definition
as well as mathematical meaning is a type of dimension, so it should be somehow
a global measure of invariance for our reconstruction process.
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A special expression of entropy by means of multiwavelets is proposed. For
a signal S, the multiwavelet entropy will be as follows (see also [19,20]). For J
fixed as level, we denote the J-level MwEnt or simple the J-MwEnt,

MwEnt(J) = −
J∑

j=0

pmw
j log(pmw

j ), L ∈ N (3)

where pmw
j is the j-proportion of multiwavelet energy at the level j expressed

by means of the multiwavelet coefficients

pmw
j =

MwEnrj
MWEnrtot

, (4)

where the MwEnrj is the energy at the level j defined by means of the multi-
wavelet approximation coefficients contributing at the level j as

MWEj =
∑
k

‖AHSCH
j,k ‖2 (5)

and where MwEnrtot is the total energy of the signal,

MwEnrtot =
∑
j,k

‖AHSCH
j,k ‖2. (6)

The norms ‖AHSCH
j,k ‖ used above are the usual matrix norms. The proposed

reconstruction process in the present paper is an iterative one. It is based on
HSCH multiwavelets modeling ([19,20]). At each iteration, multiwavelet associ-
ated entropy is applied in order to reach an optimal reconstruction order. The
organigram in Fig. 1 illustrates the proposed method.

Applying HSCH multiwavelet in the processing resides for a level J of decom-
position a number of positions k such that 0 ≤ k ≤ 10.2J . In this case the
decomposition of ECG and EMG for a level J is

SJ
HSCH = ASHSCH

J +
J∑

j=0

DSHSCH
j , (7)

where ASHSCH
J is the projection of the signal on the approximation space

V HSCH
J corresponding to the HSCH multiscaling function, and the DSHSCH

j

are respectively the projections of the signal on the detail spaces WHSCH
j rela-

tive to HSCH multiwavelets respectively.
To illustrate the closeness of SJ

HSCH to the original signal S, we computed
a Normalized Average Quadratic Error defined on a grid of N points as

ErJ =

N∑
i=1

(S(i) − SJ
HSCH(i))2

N∑
i=1

S2(i)

. (8)
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Fig. 1. Biosignal modeling steps using the MwEnt.

3 Experimentations

In order to validate the proposed approach, we applied the new multiwavelet for
the decomposition of the well known ECG and EMG signals. In this experimental
part, a reconstruction process is developed. Next, the multiwavelet entropy is
computed to evaluate the most appropriate reconstruction order for each signal
considered. The ECG and EMG signals used in this section are obtained from
the physionet MIT-BIH Arrhythmia database ([9]).

3.1 Biosignal Reconstruction

In this section, we start with a comparison between results obtained on the ECG
signal and ones obtained by classical simple Haar and Schauder wavelets. Then
we continue by exposing experimentation on EMG biosignal.

ECG Signal Reconstruction. Figure 2 illustrates an example of an ECG
signal. We propose to apply first a reconstruction process based on single Haar
and Schauder wavelets. Then, the proposed HSCH multiwavelet method is used
in order to evaluate the contribution of the new method compared to the classical
ones.

Figure 3 illustrates the decomposition of the ECG signal by means of Haar
wavelet, Schauder wavelet and HSCH multiwavelet for different levels. This
makes it possible to visualize the evolution of the reconstruction process accord-
ing to the classical methods due to Haar wavelet and schauder wavelet transform,
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Fig. 2. Initial ECG biosignal.

Fig. 3. Reconsruction of the ECG signal by Haar wavelet, Schauder wavelet and HSCH
multi-wavelet

then according to the proposed method based on HSCH multiwavelet transform.
We notice that, for the three methods, the reconstructed signal fits more and
more the original one as the level J increases. However, the difference in recon-
struction resides in the precision of the reconstructed signal compared with the
initial signal. In this direction, the HSCH multiwavelet method shows a recon-
structed signal more closer to the initial one regarding classical methods for the
same order J .

Table 1 shows the estimations of the Normalised Average Quadratic Error
between the real ECG signal and the reconstructed one obtained by the use
of Haar wavelet, Schauder wavelet and HSCH multiwavelet decomposition at
different levels.

We notice the improvement of the error as the level J increases even if
the increase is not as fast for both wavelet transforms. However, classical Haar
wavelet presents values of NAQE greater than the multiwavelet even the same
level J . Numerical tests show that the level J = 4 is the best one for HSCH
multiwavelet method. For J > 4, we noticed that perturbations yield a small
increase in the NAQE.

Figure 4 illustrates different curves that represent the evolution of the value
of NAQE as a function of the reconstruction level for Haar wavelet, Schauder
wavelet ans HSCH multiwavelet. It is clear that the curve resulting from the
multiwavelet method is clearly closer than the other curves, which shows that
the reconstructed signal with HSCH multiwavelet is more faithful to the initial
signal.
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Table 1. Relative Error estimates for ECG signal.

Level J = 1 J = 2 J = 3 J = 4

H-wavelet 0.0012 8.7 10−4 5.46 10−4 5.01 10−4

Sch-wavelet 0.0014 8.95 10−4 6.18 10−4 3.7 10−4

HSCH multiwavelet 9.8 10−4 7.4 10−4 4.37 10−4 1.09 10−4

Fig. 4. Error estimates against the approximation level J for the ECG signal.

EMG Signal Reconstruction. We now propose to apply our HSCH multi-
wavelet for EMG biosignals to prove that such reconstruction process can be
generalized to other types of biosignals.

Fig. 5. Original EMG signal.

Figure 6 represents the evolution of the reconstructed signal as a function of
the reconstruction order J . It is clear that the more the value of J increases, the
more the reconstructed signal approaches the initial signal.

Table 2 shows the variation of the NAQE error according to the level of
reconstruction. The optimum error is reached for the level J = 6.
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Fig. 6. EMG reconstructed with Haar-Schauder Multiwavelet.

Table 2. NAQE estimates for EMG with HSCH multiwavelet.

J 1–2 3 4 5 6

ErJ 10−2 2.08 10−4 1.68 10−4 1.7 10−5 4.69 10−7

3.2 Multiwavelet Entropy

We now propose to apply our multiwavelets entropy ([19,20]) for the ECG and
EMG signals to prove that such entropy may be an automatic black box allowing
to reach the optimal reconstruction level fastly and accurately.

Assessment of the multiwavelet entropy allows to determine in a precise way
the optimal level of reconstruction. Indeed, as entropy in its general form and
definition as well as mathematical/physical meaning is a type of dimension. So,
it should be a somehow global measure of invariance for the studied system. Its
value should therefore be stationary or quietly constant as the multiresolution
level increases.

Figure 7 illustrates the variation of the multiwavelet entropy according to the
order of reconstruction for ECG and EMG signals shown in Fig. 2 and 5.

It is clear that the value of MWEnt becomes stationary for the three signals
at a very precise value. This value defines the stabilization of the reconstructed
signal. The optimal order is thus obtained.

In Table 3 the values of MWEnt are presented during the reconstruction
process. This proves the stabilization of this value as soon as the optimal order
is reached for the different types of signals.
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Fig. 7. Variation of MWEnt: (a) MWEnt for ECG signal, (b) MWEnt for EMG signal.

Table 3. MWEnt for ECG and EMG signals using HSCH multiwavelet.

J 1 2 3 4 5 6

MWEnt for ECG 0.21 0.27 0.30 0.31 0.31 0.31

MWEnt for EMG 0.17 0.25 0.27 0.29 0.296 0.299

4 Conclusion

The present paper proposes to apply a new concept of wavelet/multiwavelet
entropy for biosignals reconstruction. Haar-Schauder multiwavelets have been
examined for the purpose of biomedical signal reconstruction such as ECG and
EMG. Next, a modified variant of Shannon entropy, based on multiwavelet
decomposition, has been acted in order to obtain the optimal reconstruction
order in a precise and efficient way. This processing optimized the reconstruc-
tion process by determining in advance the number of iterations required for the
reconstruction. An experimental step is carried out using the physionet MIT-
BIH Arrhythmia database. A comparison between classical Haar and Schauder
single wavelets and the proposed HSCH multiwavelet shows better results with
more precise and faithful reconstructed models for the last one. Several perspec-
tives can be envisaged such as the application of the MwEnt to more complex
signals and proposing other types of multiwavelets which could be more efficient
in reconstruction. Some recent constructions of efficient wavelets/multiwavelets
have been developed in [5,6] and have been also tested for biomedical purposes.
These may be starting steps for an eventual future works by applying generally
the concept of Clifford algebras in computer science.
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Abstract. In tasks such as tracking, time-series data inevitably carry
missing observations. While traditional tracking approaches can handle
missing observations, recurrent neural networks (RNNs) are designed
to receive input data in every step. Furthermore, current solutions for
RNNs, like omitting the missing data or data imputation, are not suf-
ficient to account for the resulting increased uncertainty. Towards this
end, this paper introduces an RNN-based approach that provides a full
temporal filtering cycle for motion state estimation. The Kalman filter
inspired approach enables to deal with missing observations and outliers.
For providing a full temporal filtering cycle, a basic RNN is extended
to take observations and the associated belief about its accuracy into
account for updating the current state. An RNN prediction model, which
generates a parametrized distribution to capture the predicted states, is
combined with an RNN update model, which relies on the prediction
model output and the current observation. By providing the model with
masking information, binary-encoded missing events, the model can over-
come limitations of standard techniques for dealing with missing input
values. The model abilities are demonstrated on synthetic data reflecting
prototypical pedestrian tracking scenarios.

Keywords: Recurrent Neural Networks (RNNs) · Trajectory data ·
Missing input data · Outliers · Filtering

1 Introduction and Related Work

One important task for autonomous systems is estimating pedestrians’ motion
states based on observations. After the success of RNNs in a variety of sequence
processing tasks, like speech recognition [9,13] and caption generation [11,36],
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these models are also successfully applied to pedestrian trajectory prediction
(see for example [1,15,17,33]). While tracking approaches based on Bayesian
formalization explicitly model the increase in the prediction uncertainty when
an observation is missing, RNN-based models are designed to receive input data
in every step. The two main ways to address missing values in time series are
data imputation and omitting the missing data [31]. Data imputation means
to substitute the missing values with methods like interpolation [20] or spline
fitting [10]. Nonetheless, various imputation methods estimate better missing
data, which results in a process where imputation and prediction models are
separated [8]. Since the model does not effectively explore the missing pattern,
only suboptimal results are achieved. The simplest omitting strategy is to remove
samples in which a value is missing. This may work for training but cannot be
applied during inference. Alternatively, and in particular for RNNs, the problem
can be modeled with marked missing values. A missing value can be masked
and explicitly excluded, or the model can be encouraged to learn that a specific
value represents the missing observation [7].

Most approaches are for healthcare applications [35] or in the field of speech
recognition [24]. More recently, Che et al.[8] customized an RNN model to incor-
porate the patterns of missingness for time series classification. Also, for clas-
sifying time series, Lipton et al. [22] treated the pattern of missing data as a
feature to diagnose clinical data collected from a pediatric intensive care unit.

This paper introduces an RNN-based full temporal filtering cycle for motion
state estimation to better deal with missing observations. The approach is
intended to serve as a module for single object motion filtering in a multi-
object deep learning trajectory prediction pipeline. In trajectory prediction
applications, deep learning-based approaches are increasingly replacing classic
approaches due to their ability to better capture contextual cues from the static
(e.g. obstacles) or dynamic environment (e.g. other objects in the scene) [29].
Although there exist variants relying on generative adversarial networks (GANs)
[2,14], temporal convolution networks (TCNs) [3,23], and transformers [12,30],
for encoding object motion, the most popular basis is RNNs. The proposed app-
roach can partly be adapted to the other deep learning approaches but is then
essentially limited to the additional masking information. It should be noted
that due to the positional encoding and the attention mechanism applied in
transformers, these models can deal with missing observations by exploiting the
remaining observations [12]. The positional encoding extends to unseen lengths,
but it is primarily designed for a fixed input length. Thus, it is not clear how well
this approach generalizes to variable input lengths, and our proposed approach
is designed for varying input lengths. For a comprehensive overview of current
deep learning-based approaches for trajectory prediction, the reader is referred
to these surveys [19,27,29].

For providing a full temporal filtering cycle, two RNNs are combined to recur-
sively infer the prior and posterior motion states. Thereby, an RNN update model
(Update-RNN) relies on the output of an RNN prediction model (Prediction-
RNN) in addition to the current observation for inferring the current state. The
Prediction-RNN generated a parametrized distribution to capture future states
and their prediction uncertainties. Both networks are additionally provided with
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masking information to enable the networks to learn a representation for miss-
ing observations. Thereby, the Prediction-RNN can capture the increased uncer-
tainty when observations are missing, and the Update-RNN can learn to trust
in the prior states in these situations. The evaluation is done on synthetically
generated data reflecting prototypical pedestrian tracking scenarios.

In the following, a brief formalization of the problem and a description of
the RNN-based Prediction-Update-Cycle are provided in Sect. 2. The achieved
results are presented in Sect. 3. Finally, a conclusion is given in Sect. 4.

2 RNN-based Prediction-Update-Cycle

The goal is to devise a model that can successfully infer motion states of tracked
objects and deal with missing observations. In the context of RNNs, trajectory
prediction is formally stated as the problem of inferring trajectories of objects
(e.g. pedestrians), conditioned on their track history. Given an input sequence Z
of consecutive observed positions �zk = (xk, yk) at time step k along a trajectory,

the task is to filter the current position �̂z
k

= (xk, yk) and to generate predictions
for future positions {�zk+1, �zk+2, . . .}. Almost all deep-learning-based trajectory
prediction models conditioned solely on positions ignore that the observed posi-
tional data includes uncertainties [12]. Conditioning is done under the assump-
tion that a noise-free, full input trajectory is provided. We combine two RNNs
in a Kalman filter-like Prediction-Update cycle to deal with the included uncer-
tainties in the observations.

Prediction-RNN

in: �̂x
′k;+ · mk, mk

out: �̂x
′k;−, Σ̂k;−

Update-RNN

in: �̂x
′k;−, Σ̂k;−,

�zk · mk, mk

out: �̂x
′k;+, Σ̂k;+

observations �zk &
binary-coded missing

information mk

Fig. 1. Visualization of the proposed RNN-based prediction-update cycle. The Update-

RNN estimates the unknown system state �̂x
′k

from the observations �zk and estimated

prior state �̂x
′k−1

or rather �̂x
′k;−

provided by the Prediction-RNN.

Prediction Network: The Prediction-RNN generates the distribution over
the next position �zk+1, the density of the predicted state p−((�z = �x′)k+1) �
p(�x′k+1|�z0:k). Compared to Bayesian filtering, �x′k is not the full dynamical state
�xk, but the state �zk can be interpreted as observable state by mapping the RNN
state �h to the observation space [5]. For generating the distribution p−(·) over the
next positions, the model parametrizes a mixture density network (MDN) [6].
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For reflecting the increased prediction uncertainty in case of a missing observa-
tion, which would result in a changed possible position distribution, we propose
to extend the input sequence with masking information in the form of a binary-
coded indicator variable mk ∈ {0, 1}, which marks an observation as missing.
The binary-coded masking is used to incorporate a replacement value as missing.
In the case of dealing with missing last kmiss observation, the model generates
a distribution over the 1+kmiss next steps. In practice, only conditioned on the
information from the k−kmiss observed time steps. The model can be trained by
maximizing the likelihood of the data given the output Gaussian mixture param-
eters. The loss function Lpred of the Prediction-RNN using one mixture com-

ponent is given by Lpred(Z ′) =
∑K

k=1 − log
{

N (�zk+1+kmiss |�x′k, Σk)
}

. Thus, for
kmiss = 0 this is the default loss for a next step prediction RNN-MDN. Z ′ is the
combination of estimated states by the Update-RNN multiplied with the mask-

ing information and concatenation of the masking information {�̂x
′k · mk,mk}.

Although the Update-RNN estimates the current state �x′k for every time step,
the estimates are replaced with the missing placeholder for conditioning. Note
that the Prediction-RNN is not used for long-term prediction but for providing

the Update-RNN with a prior state with uncertainty �̂x
′k;−

, Σ̂k;− together with
observations. Since RNNs are only capable of generating conditional predictions
for one time step at a time, we can create a next step prediction with increased
uncertainty using the missing placeholders. With an embedding of the inputs,
the Prediction-RNN can be defined as follows:

�ekpred = EMB(�̂x
′k;+ · mk,mk; �Θepred),

�hk
pred = RNN(�hk−1

pred, �e
k
pred; �ΘRNNpred),

�̂z
k+1+kmiss

, Σ̂k+1+kmiss = MLP(�hk
pred; �ΘMLPpred)

�̂x
′k;−

, Σ̂k;− = �̂z
k+1+kmiss

, Σ̂k+1+kmiss (1)

Here, RNN(·) is the recurrent network, �h the hidden state of the RNN,
MLP(·) the multilayer perceptron, and EMB(·) an embedding layer. �Θ repre-
sents the parameters (weights and biases) of the MLP, EMB or respectively
RNN.

Update Network: The Update-RNN is used for generating the posterior
p+(�x

′k). The posterior is the probability distribution over �x
′k conditioned on

all past observations �z0:k. It is important to note, that the �̂x
′k;+

, Σ̂k;+ and

�̂x
′k;−

, Σ̂k;− depend on the whole history of inputs in contrast to the Markov
assumption of the Kalman filter. In case of a missing observation, the corre-
sponding �zk is replaced with a placeholder value by multiplying with the mask-
ing value mk. Here, we used zero as placeholder values for missing. Besides
the observations, the output of the Prediction-RNN is also used as input for the
Update-RNN. Although a division is not defined for matrices (Kalman gain mul-
tiplies prior uncertainty with the inverse observation uncertainty), we can think
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of the Kalman gain as a ratio that controls the influence of a new observation on
the updated (posterior) state estimate. Following a Kalman filter, the Update-
RNN learns to weight both inputs in order to generate the parameter of an MDN
for representing the posterior. The weighting factors K (Kpred = (1−Kobs)) can
therefore be seen as a pseudo-Kalman gain. The Update-RNN with an embed-
ding of the inputs is given by:

�ekup = EMB(�̂x
′k;−

, Σ̂k;−,�̃z
k · mk,mk; �Θeup),

�hk
up = RNN(�hk−1

up , �ekup; �ΘRNNup),

�̂z
k

= Kpred · �̂x
′k;−

+ Kobs · �̃zk, Σ̂k = MLP(�hk
up; �ΘMLPup)

�̂x
′k;+

, Σ̂k;+ = �̂z
k
,Σ̂k (2)

Here, �̃z
k

is an actual, noisy observation, a realization of �zk despite the inputs
of an RNN being deterministic. The pseudo-Kalman gain can be realized with
every activation function keeping the output between zero and one, switching
between trusting the prior or the current observations. Here, K is generated
with a softplus activation function. The Update-RNN can learn when to rely on
predictions instead of observations due to provided prediction uncertainty and
the masking information. Similar to Kalman filtering, the information of both
RNN is exchanged iteratively. The Update-RNN is trained by minimizing the
filtering loss Lup in the form of the negative log-likelihood of the ground truth
current position under the filtered position. By combining both models, we get
a full Prediction-Update cycle to filter noisy observations and handle missing
observations from variable input sequences. In Fig. 1 the RNN-based Prediction-
Update cycle is visualized.

3 Data Generation and Evaluation

This section consists of a brief evaluation of the proposed Prediction-Update-
RNN cycle. The evaluation is concerned with verifying the approach’s over-
all viability in situations with missing observations and outliers from tracking
maneuvering pedestrians. For initial results, synthetic generated data is used due
to the fact that current pedestrian trajectory data sets do not consider aspects
like motion smoothness (see for example TrajNet++ [19], UCY [21], ETH [26],
SDD [28]) despite RNNs can generalize to deal with noisy inputs. Further, prob-
lems such as limited training samples are avoided. Although using synthetic
data, we make use of a real-world dataset with maneuvering pedestrians to cap-
ture similar conditions (Daimler Path Prediction dataset [32]). For generating
synthetic trajectories of a basic maneuvering pedestrian on a ground plane, ran-
dom agents are sampled from a Gaussian distribution according to a preferred
pedestrian walking speed [34] (N (1, 38m/s, (0.37m/s)2)). The frame rate is set to
16fps. During a single trajectory simulation, the agents can perform a turning
maneuver. The heading change is sampled from a uniform distribution between
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Table 1. Results for a comparison between the proposed RNN-based Prediction-
Update cycle compared to two variants of RNN-MDNs (1to1 and encoder). The dis-
placement error is shown for different observation noise levels and for varying proba-
bilities of outliers and missing observations.

Fully observed Bermiss(0.0, 1.0)

No outlier Beroutl(0.0, 1.0) With outlier (Beroutl(0.1, 0.9);σoutl = 0.5)

Approach σw = 0.01 σw = 0.05 σw = 0.01 σw = 0.05

ADE/m σADE/m ADE/m σADE/m ADE/m σADE/m ADE/m σADE/m

Prediction-Update-RNN 0.011 0.012 0.051 0.027 0.038 0.097 0.083 0.106

RNN-(1to1)-MDN 0.018 0.039 0.053 0.064 0.076 0.084 0.094 0.096

RNN-(encoder)-MDN 0.028 0.016 0.067 0.035 0.112 0.214 0.135 0.196

Missing observations Bermiss(0.1, 0.9)

No outlier Beroutl(0.0, 1.0) With outlier (Beroutl(0.1, 0.9);σoutl = 0.5)

Approach σw = 0.01 σw = 0.05 σw = 0.01 σw = 0.05

ADE/m σADE/m ADE/m σADE/m ADE/m σADE/m ADE/m σADE/m

Prediction-Update-RNN 0.021 0.057 0.060 0.058 0.039 0.096 0.090 0.114

RNN-(1to1)-MDN (imputation) 0.031 0.056 0.065 0.080 0.087 0.110 0.101 0.120

RNN-(encoder)-MDN (imputation) 0.040 0.029 0.069 0.037 0.104 0.194 0.138 0.195

45◦ and 100◦. The duration of the turning event is sampled from a Gaussian
distribution based on the mean sojourn time estimated from the ground truth
sequences (N (1.83s, (0.29s)2)). The positional observation noise is assumed to
follow a bimodal Gaussian mixture model for considering outliers. The outlier
observation noise is set to σoutl = 0.5m and the standard observation noise is
varied (σw = 0.05m and σw = 0.01m). Outlier and missing events are drawn
from a Bernoulli distribution Ber(·, ·).
Implementation Details: The models have been implemented using Pytorch
[25]. The Prediction-RNN is pre-trained for 100 epochs on noise-free trajectory
data and then for 100 epochs on noisy trajectory data. After that, both models
are jointly trained for 400 epochs. In the joint training, the estimated states
are iteratively exchanged over the sequence length, whereas in pre-training, the
Prediction-RNN is conditioned directly on the observations. For training, the
ADAM optimizer [18] with a learning rate of 0.001 is used. As RNN variant, the
long short-term memory (LSTM) [16] is utilized. Both models use an embedding
dimension and a hidden state dimension of 64.

Results and Analysis: For every experiment, 1000 noisy trajectories are syn-
thetically generated with a ratio of using 80% for training and 20% for evaluation.
The results are summarized in Table 1. For comparison, the average displace-
ment error (ADE) is calculated as the average L2 distance between the estimated
positions and the ground truth positions. Further, the probability of a missing
observation and outlier are varied (Ber(0.0, 1.0) and Ber(0.1, 0.9)). As reference
models, a one-to-one RNN-MDN (RNN-(1to1)-MDN), which estimates the true
positions stepwise, and an RNN-encoder with an MDN on top (RNN-(encoder)-
MDN), which first fully observes the input sequence, are used to generalize from
the noisy inputs. The sequence length varies between 8 and 20 time steps. In
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case observations are missing, the reference models receive the predictions from
the Prediction-RNN for data imputation. Compared to linear interpolation, a
better performance is achieved in the experiments and better comparability to
the Prediction-Update cycle is guaranteed. These results show that the pro-
posed Prediction-Update-RNN can better handle outliers and missing observa-
tions. Even in the experiments without outliers, the achieved result is better.
Due to provided binary-coded masking patterns, the approach learns to ignore
the placeholder inputs and to fully trust the predictions. Missing observations
lead to increasing prediction uncertainties. Thus the model corrects the position
estimates by relying more strongly on the new observations. These effects are
visualized in Fig. 2 and 3.
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Fig. 2. Visualization of the pseudo-Kalmam gain for low observation noise sequences.
The weighting towards trusting the prediction is visualized with dark yellow and
towards observations with dark blue. Time steps with missing observations are high-
lighted with a yellow background. (Color figure online)

Figure 2 shows the pseudo-Kalman gain for a low observation noise sequence.
The weighting towards trusting the prediction is visualized with dark yellow
(Kpred = (1 − Kobs)) and correspondingly Kobs with dark blue. Following this
color scheme, time steps with missing observations are highlighted with a dark
yellow background. It is clearly visible how the approach relies only on the
predicted position to estimate the posterior position when the observation is
replaced with a placeholder value. The ability of the Prediction-RNN to capture
the increased prediction uncertainty when observations are missing is depicted
in Fig. 3 for an example trajectory of the ETH dataset [26]. The ground truth
trajectory for conditioning is shown in green. Missing observations are marked
with a cross. The covariance ellipses capture the 3σ area around the predicted
position. The predicted position varies reasonably around the prediction from
the fully observed trajectory. Besides demonstrating the Prediction-RNN ability,
this example shows the noise present in the ground truth data. Since RNNs can
generalize to produce smooth trajectories, neglecting such noise levels in order to
focus on prediction comparison, seems, on the one hand, to be reasonable. On the
other hand, evaluating the filtering performance by not considering the noise or
discretization artifacts in the underlying trajectories data is not adequate. Fur-
ther, the position estimation error naturally influences prediction performance
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Fig. 3. Example predictions for two trajectories from the ETH dataset [26]. The pre-
diction uncertainties with a missing observation are visualized in red. The standard
predictions, with providing of the current observation, are shown in blue. (Color figure
online)

because the position estimate often serves as the reference point for long-term
prediction. Since classic recursive Bayesian filters have inspired the presented
Prediction-Update-RNN, it is clear that such approaches have an in-built con-
cept to deal with missing observation. However, deep learning-based approaches
are increasingly replacing classic approaches due to their ability to capture bet-
ter contextual cues from the static or dynamic environment [29]. Moreover, in
order to deal with outliers, classic approaches require strategies such as gating.
Gating is a hard decision made about which observations are considered valid.
The Prediction-Update-RNN learns a conditioned decision on the influence of
new observations instead of relying on a fixed gating threshold. For a compar-
ison of deep learning-based approaches with several Kalman filter variants for
capturing pedestrian maneuvers based on fully observed trajectories, the reader
is referred to the following works [4,5].

4 Conclusion

In this paper, an RNN-based Prediction-Update cycle has been presented. The
model enables improved handling of missing observations and outliers present
in time-series data. The model abilities were shown on synthetic data reflecting
prototypical pedestrian maneuvers. By iteratively exchanging the estimates of
two separated RNNs and providing a binary-coded missing pattern, the model
can learn to trust the prior estimates or rely more strongly on the current
observations. Whereas data imputation only fills missing values, the proposed
Prediction-Update-RNN provides information about the included uncertainties
in the filling values. Compared to RNN-based reference models using data impu-
tation, the model achieved better performance in terms of the average displace-
ment error in the experiments.
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17. Hug, R., Becker, S., Hübner, W., Arens, M.: On the reliability of LSTM-MDL
models for pedestrian trajectory prediction. In: Chen, L., Ben Amor, B., Ghorbel,
F. (eds.) RFMI 2017. CCIS, vol. 842, pp. 20–34. Springer, Cham (2019). https://
doi.org/10.1007/978-3-030-19816-9 2

https://doi.org/10.1007/978-3-030-11015-4_13
https://doi.org/10.1007/978-3-030-11015-4_13
https://doi.org/10.1007/978-3-030-20205-7_32
https://doi.org/10.1007/978-3-030-20205-7_32
https://doi.org/10.1007/978-3-030-19816-9_2
https://doi.org/10.1007/978-3-030-19816-9_2


320 S. Becker et al.

18. Kingma, D., Ba, J.: Adam: a method for stochastic optimization. In: International
Conference on Learning Representations (ICLR) (2015)

19. Kothari, P., Kreiss, S., Alahi, A.: Human trajectory forecasting in crowds: a deep
learning perspective. IEEE Transactions on Intelligent Transportation Systems,
pp. 1–15 (2021)

20. Kreindler, D., Lumsden, C.J.: The effects of the irregular sample and missing data
in time series analysis. Nonlinear Dyn. Psychol. Life Sci. 10(2), 187–214 (2006)

21. Lerner, A., Chrysanthou, Y., Lischinski, D.: Crowds by example. computer graphic.
Forum 26(3), 655–664 (2007)

22. Lipton, Z.C., Kale, D., Wetzel, R.: Directly modeling missing data in sequences
with Rnns: improved classification of clinical time series. In: Proceedings of the
1st Machine Learning for Healthcare Conference, vol. 56, pp. 253–270. PMLR,
Children’s Hospital LA, Los Angeles, CA, USA (2016)

23. Nikhil, N., Morris, B.T.: Convolutional neural network for trajectory prediction.
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Abstract. Class imbalance is an inherent problem in many machine
learning classification tasks. This often leads to learned models that
are unusable for any practical purpose. In this study, we explore an
unsupervised approach to address class imbalance by leveraging trans-
fer learning from pre-trained image classification models. To this end,
an encoder-based Generative Adversarial Network (eGAN) is proposed
which modifies the generator of a GAN by introducing an encoder mod-
ule and adopts the GAN loss function to directly classify the major-
ity and minority class. To the best of our knowledge, this is the first
work to tackle this problem using GAN-based loss function rather
than augmenting the dataset with synthesized fake images. Our app-
roach eliminates the epistemic uncertainty in the model predictions,
as P (minority) and P (majority) need not sum up to 1. The impact
of transfer learning and combinations of different pre-trained image
classification models at the generator and the discriminator level is
also explored. Best result of 0.69 F1-score was obtained on CIFAR-
10 classification task with an enforced imbalance ratio of 1:2500. Our
implementation code is available at - https://github.com/demolakstate/
eGAN addressing class imbalance with transfer learning on GAN.git.

Keywords: Class imbalance · Transfer learning · GAN · Nash
equilibrium

1 Introduction

A dataset is considered imbalanced when there is a significant, or in some cases,
extreme disproportion between the number of samples of the different classes
in the dataset. The class or classes with large number of samples are called the
majority, while the class with few examples are denoted as the minority. In many
cases, the machine learning model is required to correctly classify the minor-
ity class while minimizing the misclassification of the majority class. However,
the skewness in the data often leads machine learning classification methods to
favour the majority class.

Class imbalance problem in computer vision is normally approached either at
the data level or algorithm level. Using data augmentation, a class with a small
number of samples can be expanded into a class with a much larger number of
c© Springer Nature Switzerland AG 2021
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samples. Earlier data augmentation was achieved simply by transforming images
via scaling, cropping, flipping, padding, rotation, brightness, contrast, saturation
level etc. [15]. Now-a-days, synthetic images can also be generated using gener-
ative models such as VAE, GAN [4,8]. As a result, a humongous image dataset
can be created from the images of the minority class.

At the algorithm level, the objective function is tweaked to heavily penalize
the network for mis-classifying the minority class [10,13]. The most popular is
cost-sensitive approach. Here, the classifier is modified to incorporate varying
penalty for each of considered groups of examples. By assigning a higher cost to
the less represented set of samples its importance is boosted during training.

Transfer learning has been known to help improve the performance of
machine learning models [14]. By fine-tuning varying number of layers in the
pre-trained image classification model, the pre-trained model can serve as a fea-
ture extractor, while adding a classifier head for more specific feature learning
for the current task.

In this work, we compared the performance of various pre-trained image clas-
sification models for the task of unsupervised image classification with varying
imbalance ratios. Our architecture, named eGAN, is developed to serve as a
basis for this comparison. Using GAN [4], we reparameterise the task of the
discriminator as a classifier which outputs a positive score for majority samples
and a negative score for the minority ones. We integrate an encoder module to
the GAN network that encodes the minority samples into a latent code from
which the generator learns. While most GAN-based architectures focus on the
output of the generator, in our proposed approach, as we intuitively adapted the
vanilla GAN network and the corresponding loss function to directly classify the
majority and the minority class, we are more concerned about the performance
of the discriminator.

2 Related Work

There have been a lot of work in the last few decades to address class imbal-
ance. Earlier approaches include deliberate undersampling of the majority class
or oversampling of the minority class by mere copying [3]. However, for image
data the earlier approach leads to loss of useful data information while the latter
approach causes overfitting [11]. Data augmentation via rotation, scaling, crop-
ping etc. can be considered as a variant of oversampling which copy the same
data, however with little modification [15]. VAE and GAN enables the genera-
tion of completely new data [4,8]. In recent years, GAN-based approaches have
gained much popularity than others and a good number of variants of vanilla
GAN have been proposed to address class imbalance [1,12,16].

In [6], an ensemble method was proposed based on advanced generative adver-
sarial network to generate new samples for the minority class to restore balance.
Our opinion is that the computational demand of such approach is enormous,
and many low-income countries of the world do not have access to such com-
putation power. Deep Cascading (DC) with a long sequence of decision trees
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could help to handle unbalanced data [2]. A DC is a sequence of n classifiers
where each sample x passes to the next classifier only if the current one classifies
it as positive according to a high-sensitivity decision threshold. However, this
works well with foreground-background imbalance unlike the classification task.
Transfer learning with GAN was used to generate images from limited data in
[14]. Their result showed that knowledge from pre-trained networks can ensure
faster convergence and significantly improve the quality of generated images.

3 Methodology and Experimental Design

In this section, we discuss our proposed approach and the various testbeds that
were used in our experiments.

3.1 Addressing Class Imbalance with eGAN

The proposed architecture is based on adaptation of existing Deep Convolutional
Generative Adversarial Network (DCGAN)[12] by incorporating an encoder
module. This module encodes minority samples in latent space needed by the
generator G to generate minority samples that are capable of fooling the discrim-
inator D. On the other hand, the discriminator D is fed with data samples drawn
from majority distribution and the generated output of the generator G. D and
G are simultaneously optimized through the following two-player minimax game
with value function V(G,D) in 1.

min

G
max

D V (D,G) = EXma∼Pma
[logD(Xma)] + EXmi∼Pmi

[log(1 − D(G(Xmi)))]
(1)

where Xma and Xmi are majority and minority sample distributions respectively.
Over the course of iteration, the discriminator D is optimized to assign a

negative score to the minority data distribution and a positive score to the
majority data distribution. This enables the discriminator D to act as a classifier.

Encoder-Generator Module. Our latent space is composed of 128 units vec-
tor. Rather than feeding the generator with random noise as is typical of most
GAN implementation, we added an encoder module that forces the generator
to learn from known distribution (minority distribution). The encoder part con-
sists of the pre-trained DenseNet121 followed by global average pooling layer
and latent dimension space. The generator part has two transposed convolu-
tional layers. We use LeakyRelu activation function with alpha set to 0.2; batch
normalization and Sigmoid function at the final layer.

Discriminator Module. The pre-trained discriminator has 7,038,529 param-
eters out of which only 39,937 are trainable. A layer of global average pooling
follows the pre-trained DenseNet121. We use a dropout of 0.2 followed by the
final one unit dense layer. The overall architecture of our encoder-based gener-
ative adversarial network is shown in Fig. 1.
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Fig. 1. Encoder-based Generative Adversarial Network (eGAN) architecture

3.2 Selection of Pre-trained Image Classification Weights

We perform experiments on VGG16, VGG19, EfficientNetB2, ResNet101 and
DenseNet121 pre-trained classification models on ImageNet dataset. Here, we
fine-tuned only top five layers at each of the pre-trained models. Table 1 shows
the maximum precision, recall and F1-score obtained on CIFAR-100 with ima-
balance ratio 1:50 by using different combinations of pre-trained models.

Table 1. Comparative analysis of different pre-trained models configuration on Gen-
erator and Discriminator using CIFAR-100 dataset

Discriminator Generator Precision Recall F1

pre-trained pre-trained

ResNet101 VGG19 0.72 1.0 0.78

VGG19 ResNet101 0.73 1.0 0.69

EfficientNetB2 VGG19 1.0 0.22 0.32

VGG19 EfficientNetB2 0.7 0.86 0.71

ResNet101 VGG16 1.0 0.17 0.27

DenseNet121 [5] was used for pretraining our eGAN. After experimenting
different pre-trained architectures and different layers of fine-tuning, we obtained
best result with fine-tuning only top 5-layer out of 427 layers of DenseNet121.

3.3 Dataset

Several commonly used datasets were used in this study. In order to model the
real-world scenario of heavy imbalance, we used only few samples of the minority
class as input to the encoder module. Detail overview is shown in Table 2.

The CIFAR-10 dataset [9] consists of 60,000 32 × 32 colour images in 10
classes, with 6000 images per class. There are 50,000 training images and 10,000
test images. Here we use airplane as minority and automobile as majority.
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Table 2. CIFAR-10 and CIFAR-100 dataset overview - CIFAR-100 in parenthesis

Class imbalance # Training # Training # Testing # Testing

ratio minor major minor major

1:2500 2(-) 5000(-) 1000(-) 1000(-)

1:1000 5(-) 5000(-) 1000(-) 1000(-)

1:500 10(1) 5000(500) 1000(100) 1000(100)

1:50 100(10) 5000(500) 1000(100) 1000(100)

1:1 500(500) 500(500) 1000(100) 1000(100)
∗1:1 −(1) −(1) −(100) −(100)

CIFAR-100 [9] is similar to CIFAR-10, except it has 100 classes containing
600 images each. Each class has 500 training images and 100 testing images.
The 100 classes in the CIFAR-100 are grouped into 20 superclasses. Each image
comes with a “fine” label (the class in which it belongs) and a “coarse” label (the
superclass). We also use the pneumonia subset of Stanford CheXpert dataset [7]
for experimenting on an inherent imbalanced dataset. The dataset contains 4576
and 167407 minority and majority samples, respectively.

4 Results and Discussion

All discriminator scores that are less than zero are classified as minority, other-
wise they are classified as majority class. Table 1 shows the result obtained by
combining various pre-trained models. Adam optimizer with a learning rate of
1e-4 was used to train all models for 100 epochs.

As can be seen in Fig. 2, the model achieved a Nash equilibrium on test data
at around 10 epochs. Here, we perform inference on test data at every epoch
and plot the number of samples correctly classified. Five layers of DenseNet121
were fine-tuned at each generator and discriminator module, while 422 layers’
weight were kept fixed. At Nash, the discriminator correctly classified roughly
700/1000 of each of the minority and majority test data. This result convinces us
that transfer learning with GAN can be used to overcome the challenge of highly
imbalanced dataset, owing to the fact that we train only with 10 samples of the
minority class and 5000 samples of the majority class. Similar performance is
observed in CIFAR-100 with imbalance ratio 1:50.

Without pre-training the discriminator, the effect of the high imbalance in
the training set is revealed, as the discriminator is skewed towards the majority
class in the training set, thereby missing all the minority samples in the test data.
This can be seen in Fig. 3 on CIFAR-100. This behaviour pattern is observed
on CIFAR-10 as well. We experiment with no pre-training at all, neither in the
discriminator nor generator, and observed exact same pattern. Therefore, we
can safely conclude that the use of transfer learning helps unsupervised image
classification in a highly imbalanced domain.

Training can be stopped as soon as Nash equilibrium is reached, as this
point gives the model best performance on the minority and majority class.
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Fig. 2. eGAN’s average precision (top left), average recall (top right), average F1-score
(bottom left), and average performance (bottom right) on CIFAR-10 test dataset using
DenseNet121.

An acceptable threshold can also be set for the absolute difference of the num-
ber of correctly classified samples of both classes. For instance, if the | cor-
rectly classified minority - correctly classified majority | ≤ 20. The precision,
recall and F1-score curves on CIFAR-10 averaged over five folds at different
imbalance ratios are shown in Fig. 2.

We observed that at the early training epochs, typically between 1 and 40
epochs, the generator tries to achieve its objective of fooling the discriminator
by generating samples from the majority class fed into the discriminator. That
results in more of the minority samples being mis-classified as the discriminator
“knows” the distribution of the majority too well. A drastic change occurs when
the generator start generating samples from latent vector, which can fool the
discriminator as seen in generator and discriminator loss shown in Fig. 4.

4.1 Imbalance Ratios

To eliminate bias in model performance, we conducted 5-fold-cross-validation on
the minority samples and average the result.
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Fig. 3. Performance of eGAN on CIFAR-100 test data using DenseNet121. Only the
generator network is pre-trained

Fig. 4. Discriminator and Generator loss.

Class Ratio of 1:2500. We experiment on CIFAR-10 dataset by deliberately
using an unbalanced subset of the training set. At the 4th epoch, our model
correctly identifies 257 minority and 821 majority samples out of 1000 each. At
epoch 5, a sharp change occurred that led to 821 minority samples being cor-
rectly classified, while only correctly classifying 233 majority samples as shown
in Table 3. We also observed that at epoch 72 the performance of the network on
the majority and minority classes reached a nash equilibrium with a threshold
difference of less than or equal to 20.

Class Ratio of 1:1000. At epoch 81 on CIFAR-10 dataset, nash equilibrium
was reached. At this epoch, 532 and 525 minority and majority test data respec-
tively were correctly classified. We observed that the classifier had another major
shift between epoch 5 and 6. At epoch 5, best result was obtained. The network
was able to classify 863 majority tests and 585 minority tests correctly out of the
1000 samples. At epoch 6, 634 majority and 810 minority tests were classified
correctly as swown in Table 4. Maximum precision, F1-score and recall of 0.88,
0.74 and 0.99 were obtained at epochs 3, 6 and 37, respectively.
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Table 3. Confusion matrix of imbalance ratio 1:2500

Predicted minority Predicted majority

Actually minority 821 179

Actually majority 767 233

Table 4. Confusion matrix of imbalance ratio 1:1000

Predicted minority Predicted majority

Actually minority 810 190

Actually majority 366 634

Class Ratio of 1:500. Both CIFAR-10 and CIFAR-100 were used to experi-
ment imbalance ratio 1:500. On CIFAR-10, maximum precision, recall and F1-
score on averaging 5-fold-cross-validation are 0.75, 0.95 and 0.70 respectively as
shown in Table 5. The maximum precision is slightly lower on CIFAR-100 with
0.60. However, the recall and F1-score which are 0.96 and 0.68 are roughly the
same.

Class Ratio of 1:50. We demonstrate our model performance on imbalance
ratio 1:50 using CIFAR-100 and CIFAR-10. For CIFAR-100, a sudden change
occurred between epoch 69 and 70 as follows majority: 57, minority: 59; and
majority: 55, minority: 59. A nash equilibrium is attained at epoch 68, with 56
correctly classified minority as well as majority class. At epoch 97 maximum
F1-score and recall of 0.66 and 0.77 were obtained respectively, while maximum
precision of 0.6 was obtained at epoch 74.

Table 5. Maximum precision, recall and F1-score on CIFAR-10 and CIFAR-100 (avg.
5-fold) - CIFAR-100 in parenthesis

Ratio Precision Recall F1

1:2500 0.72(-) 0.94(-) 0.69(-)

1:1000 0.72(-) 0.96(-) 0.69(-)

1:500 0.75(0.60) 0.95(0.96) 0.70(0.68)

1:50 0.78(0.7) 0.97(0.86) 0.69(0.71)

1:1 0.82(0.72) 0.98(1.0) 0.72(0.78)
∗1:1 −(0.53) −(0.86) −(0.63)

Class Ratio of 1:1. We use CIFAR-100 to demonstrate the performance of
eGAN on a balanced dataset. We notice that the experimental performance
follow the same pattern as imbalanced dataset. Training starts with mostly all
the majority correctly classified and all the minority mis-classified. At epoch 48,
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Table 6. Precision, recall and F1-score on pneumonia subset of CheXpert dataset

#Training #Testing

Model Minor Major Minor Major Imbalance ratio Precision Recall F1

EGAN 30 1080 1000 1000 1:36 0.51 0.97 0.67

Baseline 30 1080 1000 1000 1:36 0.5 1.0 0.67

a nash equilibrium (with threshold less than or equal to 5) is achieved, with 76
and 71 of minority and majority correctly classified respectively. The maximum
F1-score of 0.78 is reached at epoch 53 as shown in Table 5. Instead of using 500
samples each of minority and majority class, by training on a single instance of
minority and majority sample (∗1:1) of CIFAR-100, we obtained an F1-score of
0.63. This demonstrates the impact of transfer learning on the training.

Class Ratio of 1:36. For pneumonia subset of CheXpert dataset with imbal-
ance ratio 1:36, the best performed model achieves 0.51, 0.97, and 0.67 precision,
recall, and F1-score respectively. The results shown in Table 6 is evaluated on
1000 of each minority and majority test set. As can be seen in the table, our
approach did not beat the baseline classification model because this task is more
of an anomaly detection task rather than a classification problem. Also, the pre-
trained image classification model source dataset (i.e. ImageNet) is different from
the medical domain. Exploring more variants of complex GAN architectures like
BigGAN, StyleGAN and ProGAN could possibly help.

5 Conclusion

In this work, we demonstrates the capability of a GAN-based unsupervised tech-
nique to address class imbalance using pre-trained models. We conducts exper-
iment with varying levels of imbalance ratios in the training dataset. Instead
of synthesizing artificial images with the generator for data augmentation, we
employ the discriminator as a classifier and formulate the loss function accord-
ingly. Experimental results reveal that transfer learning plays a significant role in
the model performance. The performance measure of interest plays a significant
role in deciding the trained model from which epoch to deploy in production
as the model at different epochs favour different evaluation metrics for example
sensitivity. Future work will focus on the usage of this approach for anomaly
detection task where the distinguishing features between normal (majority) and
abnormal (minority) are less profound. Our work can be further explored in
object detection tasks in case of imbalance between foreground and background.
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Abstract. This paper attempts to address the issue of smart farming
application, which targets discriminating distinct cocoa bean categories.
In smart farming application, one critical issue is how to distinguish lit-
tle difference among all categories. Our proposed scheme is designed to
construct a more robust representation to better leverage textual infor-
mation. The key concept is to adaptively accumulate contextual repre-
sentations to obtain the contextual channel attention. Specifically, we
introduce a contextual memory cell to progressively select the contex-
tual channel-wise statistics. The accumulated contextual statistics are
then used to explore the channel-wise relationship which implicitly cor-
relates contextual channel states. Accordingly, we propose the progres-
sive contextual excitation (PCE) module employing channel-attention-
based architecture to simultaneously correlate the contextual channel-
wise relationships. The progressive manner via the contextual memory
cell demonstrates efficiently to guide high-level representation by keep-
ing more detailed information, which benefits to discriminate small vari-
ations in tackling the smart farming application task. We evaluate our
model on the cocoa beans dataset which comprises fine-grained cocoa
bean categories. The experiments show a significant boost compared with
existing approaches.

Keywords: Deep learning · Progressive contextual excitation · Smart
farming

1 Introduction

Image classification serves as an active research topic in computer vision tasks.
Benefited from the effectiveness of convolutional neural networks (CNNs), a
significant improvement has been demonstrated in a wide range of vision-
related works. With rapid development in information technology, an artificial-
intelligence-based (AI-based) method has been applied to the area of agriculture
on a large scale. Several researchers [3,8,10,11,15,18,21,22] attempt to optimize
the farming process with an AI-based strategy in the smart farming applica-
tion (SFA). Wayan et al. [18] propose to improve the classification rate of cocoa
beans based on a support vector machine equipped with image processing tech-
nology. Tan et al. [15] propose an electronic-nose-based system to assist farmers
c© Springer Nature Switzerland AG 2021
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MoldyFermented WholeBeans

MoldyFermented WholeBeans

MoldyFermented WholeBeans

Class Activation Map (PCE)

Input Image

Class Activation Map (ResNet)

Fig. 1. Progressive Contextual Excitation (PCE): The proposed PCE module progres-
sively leverages contextual representations to excite high-level representation. Specifi-
cally, PCE selects the contextual representations to obtain channel attention, enabling
high-level representation to involve rich detailed information from low-level represen-
tations, which benefits to discriminates small variations.

to determine the fermentation rate and quality of cocoa beans. Adhitya et al. [2]
improve the classification rate of cocoa beans with the additional gray level co-
occurrence matrix (GLCM) textural features. These approaches [2,18] attempt
to enhance the feature representations for the smart farming application task.
However, the task of smart farming application faces a more challenging issue as
little difference presented among distinct categories shown in Fig. 1. We adopt
a ResNet-based model [7] to serve as our baseline and apply it to the SFA task.
While, the ResNet-based model is unable to discriminate the little difference
shown in the second row of Fig. 1. Inspired by the squeeze-and-excitation mecha-
nism [9], we focus on the exploration of contextual channel-wise statistics through
multi-level representations. In this paper, we propose a Progressive Contextual
Excitation (PCE) model to adaptively accumulate multi-level representations
via a gate mechanism. A contextual representation containing rich information
is then retrieved. We then explore the channel-wise relationship with the accumu-
lated contextual representation to obtain the channel attention, which is called
contextual channel attention. Therefore, a high-level representation is guided by
the contextual channel attention to keep rich detailed information. Consequently,
we show a significant improvement by exploiting contextual channel attention
in our experiments. Figure 2 illustrates our smart farming application model,
called as Progressive Contextual Excitation (PCE). The main contributions of
our model tackling to smart farming application task as follows:
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1. We introduce a contextual memory cell by exploiting multi-level representa-
tions to obtain contextual channel-wise statistics to address the SFA task.

2. We suggest enriching the high-level representation guided by contextual rep-
resentations concerning contextual channel-wise attention which involves rich
detailed information for effectively discriminating fine-grained categories.

3. The experiments demonstrate that our method achieves superior performance
in comparison to other approaches on the cocoa bean dataset adopted in [2].

2 Related Work

Feature Representation. A robust feature representation is vital for the image
classification task [7,13,14]. VGGNet [13] increases network depth to retrieve a
powerful representation. Inception network [14] considers multi-scale contexts to
strengthen the representations. ResNet [7] manipulates the identity-based con-
nections to construct a deeper network for obtaining more robust representations.
Adhitya et al. [2] incorporate the textural feature of the gray level co-occurrence
matrix (GLCM) [6] into an off-the-shelf network to tackle the smart farming
application task. This paper adopts the ResNet [7] as the visual extractor to
retrieve the visual representations and further leverages contextual representa-
tions.

Attention Mechanism. The attention mechanism has demonstrated significant
advance in many fields, such as vision related tasks [5,9,16] and language-
processing tasks [4,17]. These methods indicates the attention mechanism as
a useful method to explore element-wise relationship [17] or channel-wise rela-
tionship [9]. With the powerful feature enhancement strategy, the attention
mechanism has been successfully applied in the image captioning [19], image
question answering [20], and referring image segmentation [12] task. Vaswani
et al. [17] adopt the self-attention mechanism to explore the data relationship
for adjusting the representations. Hu et al. [9] manipulate the channel-wise rela-
tionship to enhance the features within a deep network. In this paper, we pro-
pose to accumulate contextual representations and further explore the channel-
wise relationship with the accumulated information. Hence, the obtained channel
attention incorporates multi-level cues to better guide the high-level representa-
tion keep detailed information. The proposed progressive contextual excitation
(PCE) model correlates the channel-wise statistics among multi-level represen-
tations and achieves significant improvement compared to other approaches in
addressing the smart farming application task.

3 Method

This section illustrates the proposed key components of our approach to tackle
the smart farming application task. Figure 2 sketches the overall scheme of the
proposed Progressive Contextual Excitation (PCE) model. Our model is based
on a visual extractor, where we adopt ResNet-50 [7] as the backbone, to tackle
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Fig. 2. The framework of our PCE model. Given an input image, we employ a visual
encoder to extract the visual representations. The PCE model accumulates multi-level
representations through a gating selection mechanism. We further explore the channel-
wise relationship with the accumulated information concerning contextual representa-
tions. Next, the contextual channel attention is obtained via a linear transformation.
Therefore, high-level representation leverages the contextual channel attention for bet-
ter discriminating fine-grained categories.

the SFA task. Given an image belonging to one of the cocoa bean categories,
we aim to predict a correct class. As expected, a classifier discriminates distinct
cocoa bean types based on visual representations. Here, we illustrate the work-
flow of our model. The first process begins with a visual extractor to generate
contextual representations. To efficiently leverage context information, a PCE
model is employed to progressively select contextual features through a gate
mechanism. One linear transformation layer is employed to obtain contextual
channel attention followed by a sigmoid operation. We then multiply high-level
representation with the contextual channel attention. Finally, a linear transfor-
mation layer can efficiently determine the belonging category although a small
variation exists.

3.1 Feature Extraction

We employ the ResNet-50 [7] as our visual extractor. Given an image I ∈
R

HI×W I×3, we extract the multi-level representations
{
Fl

}4

l=1
via the extrac-

tor’s four different layers. For a representation in a lower level, the spatial
semantics comprise rich detailed information. A high-level representation con-
tains abstract information that enables the network to discriminate distinct
object types.

3.2 Progressive Contextual Excitation

Our proposed Progressive Contextual Excitation (PCE) aims to obtain channel
attention from multi-level cues for guiding high-level representation to keep more
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detailed information. The PCE mechanism is inspired by squeeze-and-excitation
mechanism [9]. Figure 2 outlines the process of our proposed PCE model. To
detail the PCE workflow, we first define the basic linear transformation of φ by

φ(x) = xW + b , (1)

where x, W, b separately denote the input feature, projection matrix, and bias.

Contextual Memory Cell. Consider a visual representation F l ∈ R
hl×wl×cl

that hl, wl, and cl denotes the height, width, and the number of channels at
lth layer, where the exact dimension of each representation is shown in Table 1.
We employ a global-average-pooling mechanism to obtain channel-wise statistics
f l ∈ R

cl . Next, we adopt a memory cell to adaptively select input information
and integrate the contextual channel-wise statistics. The memory cell Ψ can be
defined by

il = σ(φ(f l) + φ(ml−1)) , (2)

ol = σ(φ(f l) + φ(ml−1)) , (3)

sl = tanh(φ(f l) + φ(il · ml−1)) , (4)

ml = ol · ml−1 + (1 − ol) · sl , (5)

where f l, il, ol, sl, σ, tanh, ml indicate the channel-wise statistics, input gate,
output gate, candidate state, sigmoid activation function, hyperbolic tangent
function, and memorized cue, respectively. Here, the memorized cue ml incor-
porates contextual channel-wise representations to involve fine-grained visual
information.

Contextual Channel Attention. Consider the final contextual channel-wise
representations m3 ∈ R

c4/r in Fig. 2 that the dimension of m3 is c4 divided
by a reduction factor r, where c4 = 2048 and r is set to 16 empirically. We
explore contextual channel-wise dependence through a linear transformation to
learn the channel-wise relationship. The contextual channel attention v is thus
determined by v = σ(φ(m3)), where v ∈ R

c4 . Next, we define the contextual
attended representation concerning the contextual channel-wise statistics as

F̂j = F4
j · vj , (6)

where F4
j and vj represent the high-level representation and contextual channel

attention at the j th channel. The contextual attended representation F̂ concerns
low-level visual representations which involve fine-grained information and serves
as the input to the following linear transformation for determining the category.
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4 Experiments

4.1 Dataset

The cocoa beans dataset [1] is an available benchmark for fine-grained cocoa
bean classification and smart farming application task. The dataset contains 7482
images comprising the following categories: (1) whole beans indicate a cocoa bean
without any fracture covered by a whole seed coat; (2) beans fractions contain
fractions less than half of the whole cocoa bean. (3) skin-damaged beans lack part
of bean shell which the corresponding size is less than half of the whole cocoa
bean. (4) fermented beans indicate a cocoa bean after curing process including
washed or dried procedure serves as the final product. (5) unfermented beans
comprise more than half of observable sliced grayish chips’ surface. (6) moldy
beans contain visible mold and fungus inside. We randomly divide the dataset
into 75% for training, 15% as validation split, and the rest 10% for testing split.

4.2 Implementation Details

We adopt ResNet-50 [7] as our visual encoder to obtain multi-level visual rep-
resentations. The visual encoder is trained from scratch without using any pre-
trained weight of other datasets. The input image is resized to 224 × 224 pixels
through the bilinear interpolation. We use the SGD optimizer to train our model
with a batch size of 128. The learning rate is set to 1e−2 initially and decayed
by 5e−4. Table 1 represents the exact dimension for each representation at the
lth layer.

Table 1. The dimensions of multi-level representations. Each visual representation
is applied by the global average pooling (GAP) to obtain the channel-wise statistics.
Subsequently, we adopt a linear transformation φ to coordinate the shape of contextual
channel-wise statistics. The dimension is sequenced by height×width× channel. The
symbol φ in (6) denotes the linear transformation.

Representation Dimension GAP φ Projected dimension

F1 256 × 56 × 56 Yes Yes 2048

F2 512 × 28 × 28 Yes Yes 2048

F3 1024 × 14 × 14 Yes Yes 2048

F4 2048 × 7 × 7 No No -
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4.3 Comparison with Other Approaches

Table 2 compares our approach with other methods on the cocoa beans test-
ing splits with the top-1 accuracy metric. The accuracy metric is defined as

TP+TN
TP+TN+FP+FN , where TP , TN , FP , and FN separately represent true pos-
itive, true negative, false positive, and false negative. The comparison shows
that our approach achieves a better performance with a significant improvement
at least of 3.38%. Without any post-processing of the gray level co-occurrence
matrix (GLCM) [6], our model still achieves superior performance compared
to Adhitya’s model [2]. Concerning the involvement of contextual channel-wise
statistics, our proposed PCE outperforms the ResNet-50 based model, which
means that high-level visual representation considering contextual representa-
tions to leverage detailed information is beneficial for discriminating the fine-
grained cocoa beans categories.

Table 2. Results on the cocoa beans testing split. The notation “*” indicates the model
applying GLCM [6] for post-processing to enhance the visual features.

Model Post-processing Top-1 Accu

Adhitya’s model [2] (SVM) No 59.14

Adhitya’s model [2] (XGBoost) No 56.99

Adhitya’s model [2] (SVM*) Yes 61.04

Adhitya’s model [2] (XGBoost*) Yes 65.08

ResNet-50 No 82.71

PCE No 86.09

4.4 Visualization

To elaborate the effectiveness of our proposed PCE model, we employ the class
activation mapping (CAM) [23] mechanism to analyze the spatial regions being
focused during the fine-grained category prediction. We visualize the two types of
cocoa beans, namely fermented beans and whole beans on the first row and second
row in Fig. 3, respectively. The second column indicates the class activation
mapping generated from the ResNet-50 model. The third column shows the
result of our PCE model. With our contextual channel-wise attention, the model
concentrates more on the accurate spatial regions compared to the ResNet-50.
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Fig. 3. Class Activation Mapping (CAM). The first row visualizes the CAM from the
ResNet-50 and our proposed PCE model on the fermented beans category. And the
second row shows the results of the type of the whole beans. Our model (the third
column) captures more precise spatial regions compared to the ResNet-50 model. We
attribute the effectiveness to the advantage of our contextual channel-wise attention
which efficiently distinguishes fine-grained categories.

5 Conclusion

We have demonstrated the effectiveness of our PCE model and further boost the
performance to tackle the task of the smart farming application with fine-grained
categories. The proposed PCE model correlates the contextual channel-wise
statistics. Furthermore, the contextual channel attention enables the high-level
representation to efficiently manipulate detailed information for discriminating
categories with small variations. As a result, our model significantly improves the
performance compared with other approaches on the cocoa beans benchmark.
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Abstract. Pollen classification is an important task in many fields,
including allergology, archaeobotany and biodiversity conservation. How-
ever, the visual classification of pollen grains is a major challenge due
to the difficulty in identifying the subtle variations between the sub-
categories of objects. The pollen image analysis process is often time-
consuming and require expert evaluations. Even simple tasks, such as
image classification or segmentation requires significant efforts from
experts in aerobiology. Hence, there is a strong need to develop automatic
solutions for microscopy image analysis. These considerations underline
the effort to study and develop new efficient algorithms. With the grow-
ing interest in Deep Learning (DL), much research efforts have been
spent to the development of several approaches to accomplish this task.
Hence, this study covers the application of effective Deep Learning meth-
ods in combination with Fine-Grained Visual Classification (FGVC)
approaches, comparing them with other Deep Learning-based methods
from the state-of-art. All experiments were conducted using the dataset
Pollen13K, composed of more than 13,000 pollen objects subdivided in
4 classes. The results of experiments confirmed the effectiveness of our
proposed pipeline that reached over 97% in terms of accuracy and F1-
score.

Keywords: Pollen classification · Fine-grained visualization · Machine
learning

1 Introduction

With the rapid development of technologies in the field of Artificial Intelligence
(AI), image data analysis has attracted much research attention over the last few
years. In particular, typical problems in Computer Vision and Machine Learn-
ing field are related to image classification tasks. Indeed, image classification
embraces several issues including discriminative feature extraction. The rapid
emergence in developing such innovative pipeline to solve image classification
has led to the spread of AI methods for extracting features from images. In this
regard, Deep Learning (DL) approaches, provided a remarkable contribution.
In fact, the main advantage of DL methods is the capacity to automatically
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learn meaning features from high volume of data, rather than traditional ML
solutions which involve the design of hand crafted features. The most valuable
techniques include the use of neural networks such as AlexNet [13], ResNet [10],
EfficientNet [17], which achieved effective results in a large variety of classifica-
tion problems. In this work, we proposed an effective pipeline to perform image
classification, making use of promising solutions which have reached state-of-
art results in wide range of applications. Specifically, this study investigated
the problem of classifying pollen grains having similar appearance. The dataset
used for the experiments is Pollen13K1 [2], composed of more than 13,000 pollen
objects. In particular, the Pollen13K dataset includes 5 categories of objects.
However, we considered the 4 classes and the train/test data splitting used dur-
ing the International Pollen Grain Classification Challenge 2020. The dataset is
publicly available, however, due to the nature of the competition, details about
the employed methods are missing [3]. The classification of pollen objects has
become a hot research topic in the field of aerobiology. Hence, the automation of
pollen classification that could operate largely independently of a human oper-
ator would be of great benefit. Motivated by these considerations, we defined
an innovative pipeline to improve pollen grains classification by using a Fine-
Grained Visual Classification (FGVC) based approach [6]. The methods consists
of a progressive training step and the application of a jigsaw patches generator
in order to extract information from images at different granularity. We also
implemented a Test-Time Augmentation (TTA) method to improve object clas-
sification predictions.

The paper is organised as follows. In Sect. 2, we report the most interesting
work regarding image classification, outlining the most promising approaches to
solve this task. In Sect. 3, we report the pipeline used to classify pollen images,
detailing the approaches for improving classification predictions. Section 4 details
the experiments, giving an overview of the methods used, comparing them to
other state-of-the-art methods. Section 5 reports the experiments details regard-
ing other DL approaches used to perform a benchmarking evaluation. In Sect. 6,
we discuss the results of the experiments. Finally, Sect. 7 outlines the conclusions.

2 Related Works

In recent years, there has been a growing interest in implementing effective
methods for object classification. In this regard, we provide a brief survey of the
recent advances in Deep Learning, outlining the most significant contributions
to solving image classification, these approaches can be summarized into three
categories, reported as follows.

Training Data Augmentation. A number of data augmentation strategies
have been proposed over the years [15]. The most used techniques encompass
the application of simple geometric transformations, such as horizontal flipping,

1 more details are available on the dataset website: https://iplab.dmi.unict.it/
pollengraindataset/dataset.

https://iplab.dmi.unict.it/pollengraindataset/dataset
https://iplab.dmi.unict.it/pollengraindataset/dataset
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color space augmentations, and random cropping, devoting to increasing the
amount of training data for neural networks [13]. Recent works have shown that
forming new artificial samples by combining two or more images from training
data can lead to significant improvements in the performance of neural net-
works. Modern works include approaches such as MixUp [21], CutMix [20], and
CutOcclusion [9]. In [21], the authors propose an innovative approach for creat-
ing a new example by performing a weighted linear interpolation of two existing
images. In [20], the authors implemented a method to encourage the model to
focus on less prominent parts of an image. The strategy is based on replacing a
region from an image with patches from another one. The added patches further
improve localization capability of the model by identifying the object considering
a partial view. Penghui et al. [9] define a novel method for data training augmen-
tation forcing the neural network to pay more attention to the surrounding area
of a given object by including an occlusion region into an image. Specifically,
the proposed approach was designed for the classification of pollen grains. In
particular, the authors demonstrated that the most discriminating parts rely on
the surrounding area of pollen object. Therefore, they introduced black patches
around the center point of image in order to force the network to learn informa-
tion from pollen wall and aperture area.

Fine-Grained Visual Classification. In recent years, the most promising
solutions were devoted to the analysis of the granularity of images. Although
neural networks such as AlexNet [13], ResNet [18], etc. have achieved remark-
able results in image classification task, these models often fail to discriminate
objects presenting a limited intra-class variation. For this reason, the key for
improvement is represented by FGVC-based approaches. For example, Chen
et al. [5], defined a method to “destruct” and “reconstruct” images. With regard
to the “destruction” stage, the authors subdivided input images into k patches.
Then, they shuffled them in order to create a new sample. For “construction”,
the authors implemented a region alignment mechanism to force the model to
restore the spatial layout of image regions. The main advantage of this method
is the capability of the model to pay more attention on local parts of the images
than global features.

Tricks for Improving Classification Predictions. One of the most used
techniques for improving class predictions is Test Time Augmentation (TTA).
This approach has been applied to several works including [16], where the authors
proposed a test augmentation by applying horizontal flipping to input images,
and [12], where the authors propose a test time augmentation method based on
dynamically selecting transformations according to the loss function. Basically,
the idea behind TTA method is based on performing a data augmentation on
the test set in order to create different variants of the same image and perform
the prediction on them. In general, a system of soft voting is implemented to
determine which prediction is the most voted in order to assign a certain label.
Several works propose the average of the resulting predictions or the sum of the
probabilities to determine the confidence of the model.
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Fig. 1. The overall pipeline. (a) Input data consisting of pollen grains from Pollen13K
and augmented dataset with Cut Occlusion. (b) Training performed using progres-
sive multi-granularity strategy. (c) Test-time augmentation. (d) Average calculation of
predictions. (e) Max value of each predictions. (f) Predicted label.

3 Method and Materials

3.1 CutOcclusion: Training Data Augmentation

In [9], data augmentation is performed by operating Cut Occlusion strategy. As
mentioned previously, the strategy was shown to be effective for pollen object
classification. Inspired by the results of Penghui et al. [9], we reproduce the Cut
Occlusion strategy in order to create new instances of the training data. The
main advantage of this approach consists in avoiding some parts of the images
by means of black patches in order to help the model to extract discriminative
features from pollen wall. This strategy can bring substantial improvements for
the pollen classification task, where extracting discriminative features from aper-
ture area of pollen grain instance seems to be more important than concentrating
on the center area of the pollen object.

3.2 Pipeline

In Fig. 1, the full pipeline is depicted. The architecture design was firstly intro-
duced in [6], which tackles the image classification task by introducing a novel
approach based on Progressive Multi-Granularity training strategy (PMG). As
discussed, pollen objects, from the Pollen13K dataset, belonging to different
classes, present a similar appearance. In addition, objects in the same category
could report a varying appearance. Therefore, applying a fine-grained visual clas-
sification approach, taking advantage of local features information, could lead
to remarkable improvements. The framework consists of two main components:
(a) a progressive training method to add new layers during training process in
order to extract discriminative features from images with different granularities.
Hence, the process starts at low stage and progressively include new layers. (b)
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a jigsaw patches generator [19] to capture local information from images. In [6],
the authors used ResNet50 as backbone. In our study, we use ResNet101 [10] as
feature extractor. For each layer L of the feature extractor, a new convolution
layer is added taking as input the feature maps from the output of intermediate
layers that is transformed into a vector representation. Then, classification mod-
ules are added to calculate the probability distribution between classes. Finally,
the outputs of the last levels are concatenated.

Progressive Training. This technique allows to train the model starting from
the low stage and then adding new layers. The advantage of this technique con-
sists in forcing the model to learn discriminative information from local details
rather than focusing on global information. The loss cross entropy function LCE

is applied to the output of each stage and the output of the concatenated fea-
tures.

Jigsaw Puzzle Generator. To train the PMG model, we define a set of jigsaw
puzzle permutations. This approach has been widely employed to find the multi-
granularities of the images during training stage. Given an image x, it can be
subdivided into k patches. Then, the patches are shuffled randomly and merged
together into a new image x’.

3.3 Test Time Augmentation.

In order to boost the prediction accuracy, we implemented a strategy called
Test Time Augmentation (TTA), which consists of applying data augmentation
techniques to the test set in order to improve the prediction of a given class of
objects. For this reason, we create several variants of the same image, applying
a horizontal or vertical flip, standard color augmentation, or other geometric
transformations. We computed a prediction for each of these images. Then, we
average these predictions and calculate the max value in order to obtain which
prediction has the highest confidence score. Finally, we computed the predicted
class for the analysed object. By applying this strategy, we avoid the uncertain of
the model by averaging the predictions and averaging the error. In this context,
we created 5 different variants for each single image of the test set by applying a
horizontal flip, a vertical flip and a random rotation. The rotation angle ranges
from −90◦ to 90◦. In addition, as in the training set, we performed an image
resize of 550 × 550 pixels and a centre crop of 448 × 448 pixels. Moreover we
normalized data setting with a mean and a standard deviation of 0.5.

4 Dataset

The dataset Pollen13K [2] is composed of 13, 416 objects divided into 5 cat-
egories, respectively: Coryllus Avellana (well-developed), Coryllus Avellana
(anomalous), Alnus, Cuprissaceae, and Debris. However, considering the small
number of observations related to Cupressaceae class (43), we did not include
them in the dataset used for the experiments. Hence, the dataset is composed
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of images depicting one pollen type among the 4 mentioned categories, these
patches have been manually labelled by experts in the field of aerobiology. The
dataset includes: (1) 84 × 84 RGB images for each segmented object, for each
of the four categories; (2) binary masks for single object segmentation (84 × 84
resolution); (3) segmented versions of the patches obtained by applying the seg-
mentation mask and padding the background with all green pixels (84 × 84
resolution).

5 Experiments

To evaluate the performance of the proposed pipeline, rigorous experiments are
performed on two image datasets: Pollen13K [2] and Augmented Pollen13K.
We implemented the proposed approaches as well as several state-of-the-art
approaches on these datasets. The experimental settings are given in the fol-
lowing subsections.

Proposed Pipeline: CutOcclusion + PMG + TTA. In order to boost the
predictions, we performed dataset augmentation by using Cut Occlusion strat-
egy [9]. We inserted occlusions around the center of pollen area. In particular,
we created 4 different variants for each image of the training set. With regard
to PMG method [6], all experiments were conducted using PyTorch [14] over a
cluster of GPU NVIDIA R© T4. We employed ResNet101 [10] as backbone. All
setting are indicated in [6], where S = 3, α = 1, and β = 2. In addition, the
input images were resized to 550×550 pixels and randomly cropped by 448×448
pixels. A random horizontal flipping is applied for data augmentation for train-
ing data. We use Stochastic Gradient Descent (SGD) [11] optimizer and batch
normalization as the regularizer. We train the model for 100 epochs. The batch
size was set to 16. Moreover, we used a weight decay of 0.0005 and a momentum
of 0.9. Finally, we performed TTA algorithm to improve the performance of our
proposed pipeline.

Other Approaches. We use the Pytorch [14] Deep Learning library for per-
forming the experiments related to other advanced DL networks: ResNet101 and
Residual Attention Network (ResAttNet). We resized input images by 256×256
pixels. A 224 × 224 center crop is sampled from an augment image, applying
geometric transformations. The network is trained using Stochastic Gradient
Descent (SGD) with a momentum of 0.9. We set initial learning rate to 0.0001,
decaying learning rate by a factor of 0.1 every 7 epochs. We set the number of
epochs to 100. All the experiments use a batch size of 16. With regard to the
methods based on CutMix strategy [20], we set hyperparameters values to β =
1.0 and cutmix probability to 0.5.

WRS Method. In this study, we evaluate the performance of the aforemen-
tioned algorithms using the Pollen13K dataset [2]. To the best of our knowledge,
it represents the public dataset with the largest number of pollen objects, with
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Table 1. Comparison between DL approaches. On the top part of the table, we reported
evaluation results without applying TTA. On the bottom part of the table, we reported
results by applying TTA method.

Method Accuracy F1 (weighted) F1 (macro)

WRS + ResNet101 92.667 % 92.899 % 88.233 %

WRS + ResAttNet 83.776 % 84.497 % 77.627 %

WRS + CutMix + ResNet101 93.922 % 94.046 % 90.097 %

PMG [6] 96.384 % 96.349 % 93.585 %

Method + TTA Accuracy F1 (weighted) F1 (macro)

WRS + ResNet101 + TTA 94.626 % 94.702 % 91.266 %

WRS + ResAttNet + TTA 83.626 % 84.748 % 80.416 %

WRS + CutMix + ResNet101 + TTA 95.228 % 95.280 % 92.581 %

CutOcclusion + PMG + TTA (Proposed) 97.087 % 97.050 % 94.726 %

more than 13, 000 objects. However, the Pollen13K dataset consists of imbal-
anced classes since the largest class consists of the objects from class Alnus
(8, 216 objects in the train set). Other classes include a total number of objects
less than 1, 600. Motivated by these issues, we provided an effective solution
by implementing the Weighted Random Sampler (WRS) function to deal with
imbalanced dataset and preventing overfitting problems. Hence, one of the pro-
posed solution is to oversample minority classes [4]. By applying this technique,
we balanced batches of data. As a result, during training time, the model will
not concentrate significantly on one class over another and risks of overfitting
are reduced. Basically, the WRS method uses the array of weights which corre-
sponds to weights given to each class. The goal is to assign a higher weight to the
minor class, providing a more robust classification. Finally, we evaluate the per-
formance of each classifier by also using the weighted and macro F1 score, which
represent two more reliable performance metrics than accuracy. The weighted
F1 score function calculates the F1 metrics for each class, and their average
weighted by support (i.e., the number of true instances for each class). The F1
macro score computes the F1 for each label and returns the average.

6 Results and Discussion

This section presents the results obtained for a pool of Deep Learning algorithms,
providing also a benchmarking evaluation of the performance of the techniques
herein proposed for pollen grains classification. In Table 1, results show that
PMG [6] method lead to a boost of the prediction accuracy than other meth-
ods. The main advantage of this approach include the analysis of images with
different granularities. Basically, it forces each stage of the network to focus
on local features rather than concentrating on global information. Furthermore,
a jigsaw generator perform an image splitting into several patches during the
training phase, providing discriminative information at the specific granularity
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level. Although the method based on Residual Attention Network (ResAttNet)
produces remarkable results, it fails to outperform the other proposed meth-
ods. In both cases, we observed that the CutMix-based approach leads to better
classification results than the pre-trained model (ResNet101) without using this
strategy as data augmentation. According to these results, the method that
yields to good results, both in terms of accuracy and F1 scores, is the approach
based on progressive training and the use of jigsaw generator, i.e., PMG. With
the attempt to further improve performance of the PMG model, we defined a
data augmentation technique, based on Cut Occlusion, and a Test Time Aug-
mentation to achieve higher accuracy during inference. The proposed pipeline
yield to better results than other methods, confirming the effectiveness of the
proposed framework. This strategy tends to improve the classification results and
obtain results consistent with state-of-the-art. We reported the achieved results
in Table 1. As observed, the TTA strategy provides reliable results in terms of
accuracy and F1-score (weighted and macro) than other methods where this
strategy was not applied to. With regard to ResAttNet, the accuracy value is
decreased compared to the value from previous experiment. Instead, the F1-score
metrics improve their value. In general, we observe that Deep Learning methods
in combination with TTA strategy yields to better results than methods not
using Test Time Augmentation strategy.

Misclassification: In Fig. 2, we report some examples of misclassification
obtained by the standard PMG [6] algorithm without using training augmen-
tation and TTA approach. As observed, the standard PMG approach [6] mis-
classifies objects of class 1 with objects of class 3 and vice versa. In fact, the
object from these classes present similar characteristics, leading to a challenging
image classification task. Furthermore, objects belonging to class 4 are indicated
as class 3 objects. Probably, it depends on the presence of other objects within
the image which fools the model, forcing it to extract their features and leading
to a misclassification. However, the implementation of Cut Occlusion strategy
allows us to avoid these objects, encouraging the network to focus on the object
depicted at the center of the image, reporting better classification predictions.

Comparisons with Previous Studies. We also reported comparison between
our proposed approach and previous studies for the classification of pollen grains.
Fang et al. [7] propose a blending strategy consisting of a Destruction and Con-
struction Learning architecture [5] and DenseNAS [8] output vectors to be used
as the input of a Random Forest Classifier, which performs the final classifi-
cation. Penghui Gui et al. [9] generated a number of images by applying the
cut occlusion approach. The trained model is based on ResNet101. In our pre-
vious study [1], we investigated the performance of several Machine Learning
approaches, such as AlexNet, SmallerVGGNet, etc. Fang et al. [7] leads to the
best results in terms of accuracy (97.539) and F1-score (97.510), whereas Penghui
Gui et al. achieved an accuracy of 97.290 and an F1-score of 97.260. Our previ-
ous method [1] achieved an accuracy of 89.730 % and an F1-score of 89.140%.
In our experiments by using the proposed pipeline, we achieved an accuracy of
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Fig. 2. Example of bad classification performed by PMG. These objects are classified
accurately by PMG with training augmentation and TTA.

97.087 % and an F1-score (weighted) of 97.050 %, providing results similar to [7]
and [9]. We also performed cross-validation, achieving good results in terms of
accuracy (96.5%) and F1-score (96%). Although the experiments suggest that
the algorithm we proposed provides better results, an accurate validation was
not performed. On the contrary, our 3-fold cross-validation method has proved
to provide more robust results.

7 Conclusions

In this paper, we tackled the problem of the classification of pollen grains by
designing an innovative pipeline, consisting of a progressive training strategy
and a jigsaw generator to extract information about image granularity. We fur-
ther applied a data augmentation method to input images of the training set by
forming 4 variants of each image. In addition, a Test Time Augmentation (TTA)
method was implemented by applying simple geometric transformations to test
images, creating 5 variants of each image in order to provide better classifica-
tion results. The results show that our proposed pipeline has obtained a robust
and consistent results with respect to state-of-the-art methods for image classi-
fication. One explanation of the performance improvement of the pipeline could
depend on the dataset augmentation for both train and test which generally
leads to a better generalization of the model, improving also its performance.

8 Future Works

As future development, we plan to collect more data with the aim of improving
the effectiveness of the proposed approach. Specifically, we will address further
application in the aerobiology field with special focus to designing more advanced
DL pipelines to perform pollen object classification.
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Abstract. Style transfer is the process that aims to recreate a given
image (target image) with the style of another image (style image). In
this work, a new style transfer scheme is proposed that uses a single-
image super resolution (SISR) network to increase the resolution of the
given target image as well as the style image and perform the transfor-
mation process using the pre-trained VGG19 model. The Combination
of perceptual loss and total variation loss is used which results in more
photo-realistic output. With the change in content weight, the output
image contains different semantic information and precise structure of
the target image resulting in visually distinguishable results. The gener-
ated outputs can be altered accordingly by the user from artistic style to
photo-realistic style by changing the weights. Detailed experimentation
is done with different target image and style image pairs. The subjective
quality of the stylised images is measured. Experimental results show
that the quality of the generated image is better than the state of the
art existing schemes. This proposed scheme preserves more information
from the target image and creates less distortion for all combinations of
different types of images. For more effective comparison, the contour of
the stylizing images are extracted and also similarity is measured. This
experiment shows that the result images have contour closer to the tar-
get images, also measured similarity is found maximum which indicates
more preservation of semantic information than other existing schemes.

Keywords: Style transfer · SISR · NST · Artistic style ·
Photorealistic style

1 Introduction

Humans had been allured by the art of painting from the very beginning of
civilization. Vincent van Gogh, Pablo Picasso and Leonardo da Vinci are few
among many who enriched the art form with their unique style and skill. They
are mastered in this artistic skill to make different visual representations by fus-
ing the target and the styled representation together. Since 1990 [7], the theories
after the appealing artworks had not only fascinated the artist but also many
eminent researchers. Redrawing a painting with a particular style needs an expe-
rienced artist as well as a lot of time. Studies were made to explore techniques to
automatically render images into synthetic artforms. A recent computer vision
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technique, known as Style transfer [7], was used for the reconstruction of the
target image with the style of another image. Input target and style images are
blended into a reconstructed output image. This output includes the content
of the target image, which seems to be “painted” with the style of the styled
image. Some of the applications of style transfer include Photo and video edi-
tors, Commercial paintings, Gaming, VR and many more. At first, researchers
started with Supervised Learning methods which employ input (Style and target
pair images) to output mapping [9,17,19]. But the problem is, performance does
not increase with the increase in data, also to create/find such a huge image
pair dataset is impractical. Recently, Neural Style Transfer (NST) [7] has given
a new direction to the problem at hand. In NST based approaches, neural net-
works extract statistical features of images (both target image and style image)
related to content and style. Style features of the input image are changed with
the help of features from the style image. With this upgraded approach, only one
style reference is sufficient rather than using a pair of target and style images.
NST can render both artistic and photorealistic images with varying amounts of
content information. In the context of style transfer, we try to accomplish two
competing objectives i.e. achieving transformation in local features and preserv-
ing geometric features simultaneously. Another challenge is the scene complexity
of the real world while considering realism.

Thus, our goal is to synthesize styles in an image that can be made appli-
cable to any input images creating artistic or photorealistic stylized images. In
this proposed work, a new pipeline is proposed which can render the output
image both in artistic style and photorealistic style by varying the amount of
content information. The network must produce results with better visual qual-
ity, preserve more information from the target image, create less distortion for
all combinations of different types of images, and distinguishable outputs with
different weights.

2 Related Work

Since the success of deep learning based approaches, computer vision applications
had progressed with rapid speed. The domain NST also had drawn a notable
amount of attention. Although visual effect and performance had been drastically
improvised, still the existing algorithms are insufficient to map the true visual
interpretation among the target image and stylized image.

In the year 2015, Gatys et al. [7] introduced a pipeline that includes a pre-
trained VGG-19 architecture on ImageNet to extract the features representing
semantic content and style. Capturing the artistic style of a painting with a
scalable deep network and its construction was investigated in 2016 by Vincent
Dumoulin et al. [5]. Some other works proposed like Park et al. [16] introduced
a completely unique style-attentional network (SANet) which blends the local
style properties based on the semantic spatial distribution of the target image.
Nicholas Kolkin et al. [11] proposed a Style Transfer by Relaxed Optimal Trans-
port and Self-Similarity that allows user-specific point-to-point for better visual
output.
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Li et al. [14] analyzed the system of transfer network and divided it into three
major steps i.e. style transfer, image reconstruction, and increasing resolution.
They generated a super-resolution style transfer network (SRSTN) and used it
for output image. Chang et al.[3] and Dmytro Kotovenko et al. [12] presented two
different networks, spatial relation-augmented VGG (SRVGG) and content-and
style-aware stylization network respectively. They both mainly focused on paint-
ings. Along with this, Dmytro Kotovenko et al. also presented a normalization
layer for high resolution image synthesis. Assembling self-attention mechanism
[22] into a style-agnostic reconstruction autoencoder framework and introduced
multi-scale style swap and a flexible stroke fusion plan to adaptively blend many
style patterns into the output image.

Huan Wang et al. [21] presented a contemporary knowledge distillation
method (Collaborative Distillation) using encoder-decoder based neural style
transfer. Another work by Chiu et al. [4], where the authors proposed a frame-
work of an autoencoder and bottleneck feature transformation. Li et al. [13] used
the shape of the transformation matrix theoretically and presented an arbitrary
style transfer method to learn the transformation matrix with a feed-forward
network.

Works such as [1,2,23] made in the field of photo-realistic style transfer are
worth noting. The authors used a wavelet based approach, a high-resolution
daytime translation (HiDT) model and a two-staged method respectively. Gao,
Wei, et al. [6] in 2020, introduced a video multi-style transfer (VMST) frame-
work. They used a combination of four different loss functions i.e. Perceptual
loss, Total variation loss and other two to solve the temporal flickering issue.
Another work by Yihuai et al. [15] in which medical image transformation prob-
lems is considered. They proposed a method using CycleGAN with a mixture of
perceptual loss and total variation loss function.

3 Proposed Scheme

It is observed that maintaining the curves and structures of the target image
after performing the style transfer seems to be a challenging task. To address this
problem, the proposed pipeline consists of a three-folded contribution as shown
in Fig. 1. Firstly, with SISR the content details are amplified. Secondly, with the
traditional style transfer [7] adaptive content weights are introduced. Thus these
adaptive weights can be tuned as per requirements. Finally, reconstruction of
the output stylized image is done by fusing perceptual loss function and total
variation loss function.

3.1 SISR Network

In CNN, it has been observed that higher layer feature maps represent the global
content/semantic of the target image more closely than lower layers. But the
higher layer features of the image are not suitable to capture the minute details
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Fig. 1. Schematic diagram

and local structures. As we know that smoothing or low pass filtering opera-
tion is analogous to downsampling. Conversely, we can assume that finding a
super resolution of an image will strengthen its high-frequency component or
semantic contents. So, the use of a SISR before extracting semantic features will
help in capturing global semantics along with local structures. This SISR net-
work is inspired from the paper [20]. The task of this network is to convert the
input images to high-resolution images. The network has two beneficial outcomes
in comparison to other networks. Firstly, both high and low-resolution subnets
are connected in parallel, unlike conventional networks where the connection is
in series. Secondly, it performs repeated multi-scale fusion with low-resolution
representations of the same depth and indistinguishable levels to enhance high-
resolution representation. This network involves the fusion between different fea-
ture maps and we concatenate these feature maps received just like the inception
module. This enables high-resolution subnets to possess both high-resolution and
low-resolution feature maps information.

3.2 Style Transfer Network

This image style transfer approach uses the traditional pre-trained VGG-19
architecture on ImageNet [18] to extract the feature and texture image that
represent semantic target and style images respectively as shown in Fig. 2. The
super resolution images are fed to the network. Given input images representing
a set of filtered images at each processing step in the VGG-19 network. The
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count of various filters grows with the network hierarchy. Also, the dimension-
ality reduction of the filtered images is done using a downsampling mechanism
(e.g. pooling). The information can be visualised at every processing layer of
the network. In [8] authors have experimented with the extraction of content
features from different layers of the VGG-Network and concluded that using the
‘Conv4 1’ layer for the content feature extraction preserves more high-level con-
tents. On top of that, an upgraded feature space has been built that records the
style of an input image. The characterization of style finds correlations between
various features at all the layers of the VGG-19 such as creating images that
match with the design of a given style image with excluding meaningful content
of the scene. The feature map of each layer and the pixel values are multiplied
and resulted in a correlation matrix. Finally, correlational matrices of all layers
are combined to form the style feature. After getting both the ingredients (i.e.
semantic features and texture style features), the output image is generated. An
adaptive content weight (Cw) and style weight (Sw) are introduced to alter the
outputs from artistic to photo-realistic images. The network is checked for all
possible combinations of different types of images.

Fig. 2. Style transformation network

3.3 Loss Function

In style transfer, to achieve a good result correct choice of loss function[10]
is essential. In our proposed work, we have used total variation loss [6] along
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with content loss and style loss to generate a better visual experience. It is
very important for the target image and the output image to have the similar
semantics. For content loss, Euclidean distance is used as shown by the Eq. 1.

lφ,i
c (y, ŷ) =

1
Ci,Hi,Wi

||φi(ŷ) − φi(y)||2 (1)

Here, ŷ is the styled output image and y is the target image. As i is the convo-
lutional layer, so φi(y) is the feature map of size shape Ci ×Hi ×Wi. The style
loss is calculated as the squared L-2 norm of the difference between the Gram
matrices of the output image and style image. Mathematically, Gram Matrix is
computed by the given Equation-2.

Gφ
i (y)c,ĉ =

1
Ci,Hi,Wi

Hi∑

h=1

Wi∑

w=1

φi(y)h,w,cφi(y)h,w,ĉ (2)

The style loss equation where Gφ
i (y) and Gφ

i (ŷ) is the gram matrix of style
image and output image respectively as shown below:

lφ,i
s (y, ŷ) = ||Gφ

i (y) − Gφ
i (ŷ)||2 (3)

Total variation loss is a measure of variation of an image with respect to
its spatial variation. It also prevents excessive contrast and encourages the spa-
tial denoising in the stylized image. The total variation loss is calculated in one
dimension array as lφ,i

TV (y) shown below can be easily generalized to two dimen-
sional images where β is generally taken as 1 or 2 as number of dimensions of
the image.

lφ,i
TV (y) =

∑
|yi+1 − yi|β (4)

Total Loss = lφ,i
c (y, ŷ)︸ ︷︷ ︸

Content Loss

+ lφ,i
s (y, ŷ)︸ ︷︷ ︸
Style Loss

+ lφ,i
TV (y)
︸ ︷︷ ︸

Total variation loss

(5)

Style image ys and target image yc is taken in the i-th layer to perform
feature mapping, texture extraction and style reconstruction. Here Cw is the
content weight and Sw is the style weight and λR is the parameter of Regularizer
which plays a critical role in smoothing process. TVw weight is the total variation
weight in the total variation loss function which is half the content loss in next
iterations in the training. If TVw loss is very high then resultant image generated
will be of poor quality. The output image ŷ that is generated during the style
transfer [15] in the shown Equation-6.

ŷ = argminCwlφ,i
c (y, yc) + Swlφ,i

s (y, ys) + TVwl
φ,i
TV (y) + λRlR(y) (6)
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4 Experiments

4.1 Experimental Setup

The whole experiment is carried out with NVIDIA Geforce GTX 1650 Max-
Q GPU. The input and output images are of size (500,500) and containing 3
channels. We start our experiment by setting up SISR and pre-trained VGG19
architecture followed by perceptual loss and total variation loss evaluation.

4.2 Results

In the proposed scheme, the SISR network increases the resolution of the con-
tent and style image so that more detailed feature and texture images can be
extracted during style transfer with the VGG19 network. It is found that our
result preserves the finer structure and creates less distortion when compared
with other existing approaches. The resultant image has a more uniform color
distribution, which makes it more realistic than others. The proposed scheme is
tested in all combinations with different types of images, night-to-day and vice
versa with varied range (as shown in Table 1) of content weight keeping style
weight constant shown in Figs. 3 and 4.

Target Style Cw=0.5

Cw=10 Cw=70 Cw=100

Fig. 3. Result of image style transfer using SISR

The regeneration of the stylized image is done by updating the parameters
by backpropagation until the total loss becomes minimal. An empirical study
is conducted to compare the best visual effects. 20 volunteers had been invited
from different departments to rate the successful output images. They were asked
to rate the generated images from 1 to 5 according to the visual quality of the
images. The lowest and highest quality are represented by 1 and 5 respectively.
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Target Style Cw=10 Cw=100

Target Style Cw=10 Cw=100

Target Style Cw=10 Cw=100

Fig. 4. Results of image style transfer using SISR

Table 1. Results with different weights

Result Content weight(Cw) Style weight(Sw)

Artistic 0.5–10 1

Photorealistic 70–100 1

In the case of artistic images, this method produces a result similar to the distor-
tion of the painting but better than the existing methods. Below are the Table 2
of mean opinion scores of this scheme with other’s results. For more efficient
comparisons as shown in Fig. 5, contour extracted for the stylizing images with
image graying followed by sobel operator and similarity measure is done. This
experiment shows that resultant images have contour closer to the target image
and with maximum similarity.

Table 2. MOS comparison of artistic image and photorealistic image with other’s
results

Criteria Gayts’s [8] Artistic result Li’s [14] Photorealistic result

Style information 26.65% 39.04% 46.83% 45.3%

Content information 10.83% 55.96% 25.42% 66.89%

Visual effect 15.20% 73.66% 20.27% 80.81%
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Target Style Gatys’s [8] Artistic Li’s [14] Realistic

Fig. 5. Comparison result with other approach using grayscale and contour images

4.3 Conclusion

The traditional NST algorithm along with the SISR network achieves good
results in both artistic and photo-realistic style with a finer structure and less
distortion. The reconstruction of the output stylized image by the combination
of the perceptual and total variation loss function results in distinguishable out-
puts with different weights. An empirical study is conducted to evaluate the
approach. It has been inferred from experimental results that the stylized out-
put image has better visual effects in comparison to other models. The contour
of stylised images and target images are compared. This experiment shows that
the resultant images have contour closer to the target images and indicates more
preservation of semantic information.
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Abstract. Video anomaly detection is becoming of increased interest as
surveillance is becoming more widespread. We propose an object-centric
method with memory augmentation (ObjMemAE) for video anomaly
detection. Recently, object-centric approaches is seen at the top of the
leaderboards, where we take the novel approach of combining an object-
centric approach with memory augmentation using a long term memory
bank storing prototypical objects. The memory module also allows the
use of additional object-centric features. The proposed method is shown
to outperform the baseline by 4.5%, with an AUC score of 98.3% on the
UCSD-Ped2 dataset achieving state-of-the-art.

Keywords: Anomaly detection · Object-centric · Memory
augmentation · Autoencoder · Unsupervised learning

1 Introduction

The need for intelligent video analysis is in increasing demand as video surveil-
lance is becoming increasingly widespread with an expected growth. Manually
looking through vast amount of video is tedious, time consuming, and human
observers are known to be error prone and subject to fatigue. A sought-after fea-
ture of intelligent video analysis is to only extract sequences of interest, defined
as rare cases which deviates from the norm, also known as anomaly or abnor-
mality detection.

In this work we target the surveillance application specified by a single scene,
where behavioural patterns are to be learned for each unique scene. What is to
be considered normal in one scene, might be considered abnormal in another. A
typical approach to video anomaly detection is based on a reconstruction idea
where a model is trained on normal data only, to learn to reconstruct the input.
In the test case of an unseen anomalous input the system will not be able to
accurately reconstruct the input, resulting in a high reconstruction error that
can be used to determine between regularity and abnormality.

We further focus on object-centric methods [4,23] and datasets, as these
have shown promising results recently both in terms of accuracy and localization
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ability. Object-centric methods employ a generic pre-trained object detector to
the full frames. This intuitively helps the reconstruction based methods by not
having to reconstruct the entire frame, but focus on the objects of interest which
form the majority of anomalies, at least for the current datasets used in the
research community. To further aid the unsupervised anomaly detection we also
take the approach of utilizing a memory module [1,14] storing the prototypical
events, helping to learn whats normal. Using an object-centric approach also
opens up the ability to use object-centric features, which is yet to be exploited
by these recent object-centric anomaly detection methods.

The main contributions are of this work are twofold:

– Introducing memory augmentation into object-centric anomaly detection.
– Query of object-centric features through a memory module.

2 Related Work

For an overview of the anomaly detection field we refer to two recent surveys
[6,17].

2.1 Reconstruction, Prediction and Hybrid Approaches

Reconstruction based approaches seek to learn normalcy, where the expectation
is that anomalous activity will have a large reconstruction error, comparing the
input with its reconstruction. This approach has shown promise due to the era
of deep learning and specifically the convolutional autoencoder (CAE) and the
generative adversarial network (GAN) [2]. Hasan et al. [3] is the first example of
applying CAE to compare hand-crafted features Histograms of Oriented Gradi-
ents and Histograms of Optical Flows, showing the potential of learned repre-
sentations. A similar approach is seen using GANs [13,18]. A special comparison
approach was seen by Ravanbakhsh et al. [18], not calculating the reconstruction
error on the pixel level, but instead applied a pre-trained AlexNet trained on
ImageNet for a semantic difference.

A variation of the reconstruction based approach is the prediction based app-
roach, arguing anomalous actions are naturally harder to predict. This approach
was pioneered by Liu et al. [8], using a sliding time window to predict the future
frame. The future prediction is compared to the actual input in the same manner
as with reconstruction.

2.2 Memory Augmentation

Memory augmentation have previously been used in similar computer vision
fields to anomaly detection, such as the work done by Wu et al. [21], augmenting
3D CNNs with long-term feature banks and testing its use on spatial-temporal
action localization, action classification and video classification tasks. Specifically
for anomaly detection, Gong et al. [1] where the first to test their memory
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augmented 3D Conv-AE. Here a memory bank of 2000 items is used as the
authors show diminishing returns for a larger bank on the UCSD-Ped2 dataset.
Yang et al. [22] extended this framework to multiple scales, resizing the input
to different scales, with each their decoder. Features are fused using a multi-
scale attention fuser before the final reconstructing using a single decoder. Park
et al. [14] also used a similar approach proposing both a prediction based method
using the U-Net architecture [19], and a reconstruction method using the same
U-Net without the skip connections. As input for the decoder they not only use
the memory updated features, but also but also concatenate the original decoded
features. The memory bank only consist of 10 items, but is also updating during
testing to account for drift.

2.3 Object-Centric Anomaly Detection

For state-of-the-art performance we look towards object-centric methods i.e.
methods utilizing pre-trained object detectors to reconstruct detected objects
instead of the traditional full frame. Firstly introduced by Ionesc et al. [4] using
a single-shot object detector based on feature pyramid network together with
three autoencoders for appearance and motion features. The latent features of
the autoencoders are used in a k-means clustering from which support vector
machine binary classifiers are trained. In Yu et al. [23] the object detector is
being assisted by a motion based background subtraction to combat the “closed
world” problem of unknown classes of the detector. Spatial-temporal cubes are
constructed and using visual cloze test to sequential leave one out of the collec-
tion for the reconstruction.

3 ObjMemAE Method

The proposed system, object-centric autoencoder with memory augmentation
(ObjMemAE), is depicted in Fig. 1 and described in detail the following sec-
tions. A pre-trained object detector is used on the full frames, where each
detected object serves as input to an autoencoder to get a reconstruction. The
autoencoder contains a memory module storing the features of prototypical
detections. Additional object-centric features are extracted for each detection
for an improved reconstruction. The reconstruction is compared to the original
detection to get the reconstruction error, which is used as the anomaly score.

3.1 Object Detection

For object detection, the Scaled-YOLOv4-CSP [20] is applied using a COCO [7]
pre-trained model. The COCO dataset consists of 80 classes, where only a few
are deemed relevant to the surveillance setting, hence only the following classes
are used: person, bicycle, car, motorcycle, airplane, bus, train and truck. To
filter out small and noisy detections a confidence threshold of 0.3 is used for
both training and testing.



Object-Centric Anomaly Detection Using Memory Augmentation 365

Fig. 1. Overview of the ObjMemAE framework. A pre-trained object detector is used,
where objects are input to an encoder functioning as a bottleneck. The latent features
are concatenated with object centric features and updated by a query into the mem-
ory module of normal objects. Lastly the updated features are decoded into the final
reconstruction, where the reconstruction error functions as a mean of anomaly score.

3.2 Autoencoder: Encoder - Memory Module - Decoder

Each detection is used as a crop, converted to grayscale, resized to 64 × 64 pixels,
and lastly normalized. The object detections are stacked into temporal cubes
serving as input to the 3D convolution autoencoder with an encoder-memory
module-decoder structure, similar to the architecture proposed in [1], with the
two difference being the reduced stacking of 8 frames for improved runtime at
marginal loss of accuracy compared to the original 16 frames, and the additional
object centric features. Temporal cubes are formed by stacking 8 frames sur-
rounding the detection to decode the spatial-temporal information. The encoder
performs 3D convolutions in a bottleneck resulting in a compressed representa-
tion. The autoencoder use the same architecture as Gong et al. [1], consisting
of 3 layers of 3D convolutions with batch normalization and leaky ReLu activa-
tions, and mirrored for the decoders deconvolution to obtain the original input
dimensions. The decoded features queries into the memory module updating the
features towards the stored features learned during training on normal data only.
During testing, in case of an anomalous input, the encoded memory updated
features towards normalcy will intuitively result in a larger reconstruction error.
The memory module will store 2000 prototypical object detections, each with
a feature length consisting of the encoded representation and the additional
object-centric features. The object-centric features are based on the detections,
and includes the class output and confidence score from the object detector;
the position of the bounding box related to the full image; and the ratio of the
bounding box before resizing. The object-centric features are concatenated with
the decoding features as input to the memory module, to give a stronger query
when updating the features. The object-centric features are removed before the
decoding reconstruction.

3.3 Anomaly Score

To obtain the anomaly score for a frame we calculate the anomaly score for each
of the detections in the frame, and using the max score as the frame score. The
anomaly score is based on the reconstruction error between the detection input
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and the reconstruction from the autoencoder. During training we minimize the
L2-norm Mean Squared Error (MSE) as seen in Eq. 1.

MSE(x, x̂) =‖ x − x̂ ‖22 (1)

During testing we tried several loss functions including MSE, Peak Signal to
Noise Ratio (PSNR) and found the custom loss function, see Eq. 2, to yield
slightly better results.

SPLoss(x, x̂) =
√∑

‖ x − x̂ ‖2 (2)

The frame anomaly scores over time for an entire sequence is especially noisy
for the object-centric methods. Hence we apply Gaussian filtering as in Ioenescu
et al. [4], to get a smooth signal as seen in Fig. 3.

4 Experiments

4.1 Dataset

The experiments are conducted on the UCSD-Ped2 [12] anomaly detection
dataset. We exclude UCSD-Ped1 due to lower usage in the field, and the lower
image resolution of only 238 × 158 pixels. UCSD-Ped2 have a resolution of
360 × 240 pixels and consists of 16 training and 12 test videos, corresponding
to 2550 training frames and 2010 test frames.

4.2 Evaluation Metric

Ground truth is used to calculate the frame level area under the curve (AUC).
AUC in the literature is calculated in two different ways: by averaging the score
for each video (macro), or if all videos are concatenated and then computing
the AUC (micro). Note the macro AUC is only calculated and averaged over
scenes where both normal and anomalous frames occur, hence only evaluated
on 8 scenes for the UCSD-ped2 dataset. We argue micro AUC is the one to be
used as this best reflects the real use case of an anomaly detection system, as
this corresponds to setting only one threshold for the system for all scenes, to
determine between regular and abnormal frames. For the remainder of the paper
AUC refers to micro AUC.

4.3 Implementation Details

The framework is implemented in PyTorch [15]. The model is trained for 80
epochs using a batch size of 64 and the Adam optimizer [5] with a multistep
scheme starting with a learning rate of 1e-3 and lowering to 1e-4 after 40 epochs.
The model is trained in less than two hours on a NVIDIA GTX 2080TI with
pre-computed detections.
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5 Results and Discussion

5.1 Quantitative Results

The AUC score for our proposed method is listed in Table 1, and compared to
various state-of-the-art methods evaluated on the UCSD-Ped2 dataset. Here it is
shown the proposed object-centric memory augmented framework with object-
centric features is able to achieve state-of-the-art performance on the UCSD-
Ped2 dataset with its anomalous objects typically found in a surveillance scene.

Table 1. Comparing against state-of-the-art. AUC scores is listed in %.

Input Year Publ. Method UCSD-Ped2

Micro Macro

Full frame 2017 ICME [10] ConvLSTM-AE 88.1

2016 CVPR [3] Conv-AE 90.0

2017 CVPR [11] Sparse coding revisit 92.2

2017 ICIP [18] GAN 93.5

2020 WACV [16] Siamese network 94.0

2019 ICCV [1] MemAE 94.1

2018 CVPR [8] Future Frame Prediction 95.4

2020 CVPR [14] MNAD-recon. 90.2

2020 CVPR [14] MNAD-pred. 97.0

Object-centric 2020 ACM [23] VEC-A 96.9

2020 ACM [23] VEC-AM 97.3

2019 CVPR [4] Object-centric auto-encoders 97.8

ObjMemAE (ours) 98.3 99.6

5.2 Ablation Study

We compare the results of the original proposed framework MemAE [1] with our
object-centric counter part using various combination of object features. Table 2
shows the transition from the original full frame methods to the object-centric
methods with a lower AUC score. The object-centric method allows the use of
object-centric features, where the best results is achieved using a combination of
bounding box and class information for a AUC score of 98.3% on the UCSD-Ped2
dataset, which is a state-of-the-art result.

5.3 Qualitative Results

A few reconstruction examples are shown in Fig. 2, confirming the principle
in being unable to accurately reconstruct anomalous objects. A success and a
failure cases is shown in Figs. 3 and 4, respectively. In the success case, the
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Table 2. Ablation study on UCSD-Ped2 of the various combinations of object centric
features. LF: latent features from the decoder. bbox: bounding box top left position
and width and height. conf: confidence score. Ratio: ratio of the width and height of
the bounding box.

Method Input Stack Memory AUC

[1] AE conv3d Frames 16 N/A 91.7

[1] MemAE conv3d Frames 16 LF 94.1

MemAE conv3d Objects 8 LF+bbox 98.0

MemAE conv3d Objects 8 LF+class 96.5

MemAE conv3d Objects 8 LF+conf 95.5

MemAE conv3d Objects 8 LF+ratio 98.2

MemAE conv3d Objects 8 LF+bbox+class 98.3

MemAE conv3d Objects 8 LF+conf+ratio 97.5

MemAE conv3d Objects 8 LF+bbox+class+conf+ratio 96.5

Fig. 2. Reconstruction examples showing a larger reconstruction error for anomalous
objects not found in the training data, such as bike and cars.

Fig. 3. Success case of the proposed method on USCD-Ped 4 of a car entring the scene.
Left: Input full frame with objects represented by bounding boxes color coded with the
reconstruction error from blue (low error) to red (high error). Right: full scene overview
with anomalous frames marked in red. (Color figure online)
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entering car is successfully early identified by a spike in the anomaly score, while
in the failure case, the skater is missed. Two approaches can be found to improve
on special cases as the skater. The first being extending the object detector to
include skateboards. This is less general and challenged by the low resolution
of surveillance footage. Another approach is looking at the temporal aspects of
the skater being slightly faster than the surrounding pedestrians. The proposed
method utilizes 3D convolutions on 8 consecutive frames, but stronger temporal
features is needed to pick up on these subtle differences in velocity.

Fig. 4. Failure case of the proposed method on USCD-Ped 12 missing the skater marked
with an arrow. Left: Input full frame with objects represented by bounding boxes color
coded with the reconstruction error from blue (low error) to red (high error). Right:
full scene overview with anomalous frames marked in red. (Color figure online)

This method was also tested on the Avenue dataset [9]. In this case no
improvements over the baseline was found with proposed object-centric method
with object-centric features. This is expected as our method focuses on objects
and their features, while anomalies in the Avenue dataset are more related to
behaviours such as running and dancing. For a better performance on such a
dataset focusing on temporal information is needed and is therefore considered
as future work.

6 Conclusion

We propose an object-centric anomaly detection framework utilizing memory
augmentation. The object-centric approach allows the autoencoder to focus on
reconstructing the objects of interest instead of the entire frame, while the mem-
ory module aids in storing whats normal in the unsupervised setting. Further-
more, object-centric features are added for an improved reconstruction. The
method is tested on UCSD-Ped2 anomaly detection dataset, achieving state-of-
the-art performance with an AUC of 98.3%. Future work include incorporating
additional temporal features to combat anomaly detection datasets focusing on
temporal anomalies.
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Abstract. Optical character recognition (OCR) refers to the task of
recognizing the characters or text from digital document images. OCR
is a widely researched area for the past many years due to its applica-
tions in various fields. It helps in the natural language processing of the
documents, convert the document text to speech, semantic analysis of
the text, searching in the documents etc. Multilingual OCR works with
documents having more than one language. Different OCR models have
been created and optimized for a particular language. However, while
dealing with multiple languages or translation of documents, one needs
to detect the language of the document first and then give it as input to
a model-specific to that language. Most of the researched work in this
area focuses on identifying scripts, but considering that the Convolu-
tional Neural Network (CNN) can learn appropriate features, our work
focuses on language detection using learned features. We use a hier-
archical based method in which a binary classification followed by the
multiclass classification is used to improve detection accuracy. Largely,
the current approaches do not use hierarchy and hence fail to identify the
language correctly. The proposed hierarchical approach is used to detect
six Indian languages namely: Tamil, Telugu, Kannada, Hindi, Marathi,
Gujarati, using the CNN from printed documents based on the text con-
tent in a page. Experiments are performed on scanned government docu-
ments, and results indicate that the proposed approach performs better
than the other similar methods. Advantage of our approach is that it is
based on features extracted from the entire page rather than the words
or characters, and it can also be applied to handwritten documents.

Keywords: Document analysis · Optical character recognition · Script
language identification · Convolutional neural network · Language
classification · Indian languages

1 Introduction

Language detection in documents contains two wide research areas where one
research is to identify multiple languages/scripts contained inside a single doc-
ument page, and another is the classification of multiple documents written in
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different languages/scripts. Script detection task can be carried out in different
ways on printed documents. Two of the common approaches that are used for
script identification are: handcrafted feature based methods and deep learning
based approaches. Both these approaches extract features at four different levels
as per the classification requirements that correspond to page-level, text-block
level, word-level and character-level.

Feature-based methods extract different types of features from segmented
images, and these features are then given to classification methods for identifi-
cation. The features include both global and local. Local features contain sta-
tistical, structural or geometric, and template matching features whereas global
features contain gradient features and wavelet transform like features [23]. Major
work in this area is on feature extraction using various filters and then apply-
ing classification techniques to classify the scripts. These extracted features are
flattened out and stacked together to create a complete feature vector. Some of
the classification techniques include Support Vector Machine (SVM), Gaussian
Mixture Model (GMM) based classification, decision tree, linear discriminant
based classification etc. Though, these methods work fine and have achieved
good accuracy, when it comes to particular language detection rather than just
script detection, they are not effective. They classify two different languages of
the same script as belonging to the same class.

Self learned feature extraction methods based on deep learning techniques
perform better in classification. These models are now being experimented in
different type of document analysis tasks, including script identification. The
benefit of using these approaches is that we do not need to pre-decide what
types of features we need to extract for the selected set of languages.

The paper structure is as follows. In the following Sect. 1.1, we explain the
literature survey on different approaches. Section 2 explains the proposed app-
roach and the architecture of the CNN used. Section 3 contains experimental
results that has details of the dataset used and the performance of the proposed
approach. Section 4 concludes the paper with a summary of the work, drawbacks
and possible future work.

1.1 Literature Review

Much of the literature of script identification on indic scripts is word or text
line level classification. These methods segment lines or words from the pages
and train models according to it. For these experiments, less document pages
are required because words or lines segmented from those will be much higher in
numbers. The line and word level methods are useful for multi script classifica-
tion. Chanda et al. [3] classified English, Devanagari and Bangla scripts with two
stage feature extraction. In the first stage, 64-dimensional chain-code histogram
features were extracted and in the second stage 400-dimensional gradient fea-
tures were extracted. These features were classified using SVM with Gaussian
kernel. Singh et al. [20] classified Bangla, Devanagari, Gurumukhi, Malayalam,
Oriya, Telugu and the Roman handwritten scripts with 82 features designed
using elliptical and polygonal methods at page level. They used Multi Layer



374 S. Shah and M. V. Joshi

Perceptron (MLP) as classifier. In [5], Thai and English scripts were classified
using character level features, overlapping information of components, topologi-
cal features and water reservoir based features. The authors in [15], used struc-
tural and mathematical morphological features to detect the script by making
use of a simple logistic regression. They used page level detection of printed doc-
uments with Bangla, Urdu, Oriya, Gujarati, Telugu, Kannada and Malayalam
scripts. Line based detection by extracting stroke based features for English and
Devanagari scripts was performed by Pal and Chaudhuri [17]. Chanda et al.
[4] used structural features, topological features and water reservoir based fea-
tures with SVM classifier for the classification of Sinhala, Tamil, English scripts
at the word-level. Note that all these approaches require proper feature selec-
tion for classification. For example, considering the Gujarati language, one can
extract curve and stroke-based features. In the Hindi language, we can extract
the horizontal profile based features. Hence, the selection of features varies with
requirements and the input data. Instead of this, deep learning based approaches
use the neural network such as CNN or combination of convolutional models
with Recurrent Neural Networks (RNN), Long Short-Term Memory Networks
(LSTM) etc. [8] to self learn the features and then classify using these learnt
features. In the approaches based on CNN, features are obtained by comput-
ing weighted average at every pixel in a convolution operation. Hence, it avoids
the task of manual feature selection for classification. These methods have given
comparable accuracy with previous approaches.

Shi et al. [19] classified Arabic, Chinese, Thai and other languages with the
CNN at word level. Rashid et al. [18] did bilingual classification of printed docu-
ments containing Greek and Latin languages using the CNN at connected com-
ponent level. Naz et al. [14] classified Urdu script using multidimensional LSTM
network at line level. Bhunia et al. [2] applied attention based convolutional-
LSTM network on publicly available script identification datasets. Few papers
Fujii et al. [9], Mei et al. [10] used RNN for the classification of multiple scripts.
Lu et al. [13] extracted global and local features of natural scene image using
the CNN models and used adaboost algorithm to combine both the features
for classification. All these methods focus on script identification and do not
distinguish between languages, whereas our research focuses on language iden-
tification. Most of these methods are not based on hierarchy whereas we have
applied hierarchy based two level classification.

2 Proposed Approach

In this work, we propose a hierarchical classification approach to classify six lan-
guages Gujarati, Hindi, Marathi, Tamil, Telugu and Kannada, using the Convo-
lutional Neural Networks (CNN) on printed documents.
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Fig. 1. Language identification using hierarchical approach

Given the documents as images, we first perform preprocessing on images to
remove color distortion and resize the images to meet the input shape require-
ment of the CNN models. As the input dataset contains corrupted old document
images, it is necessary to remove colour distortions to achieve better perfor-
mance. The proposed approach is illustrated by the block schematic as shown in
Fig. 1. The model takes printed documents of six different languages as input,
pre-processes the input and performs classification using two level classification
approach. In the first level, it classifies input images into two classes having sig-
nificant dissimilarities in writing styles, i.e., South Indian languages and Gujarati
and languages with Devanagari script. After this primary classification, categori-
cal classification of each language is done with the CNN in the second level. Both
use the same CNN model architecture for classification. CNN extracts features
in convolutional layers and the final dense layers contribute to classification. It
may be mentioned here that the time taken by the CNN for training and test-
ing is less when compared to that taken by proper manual feature extraction
approaches.

2.1 Preprocessing

The collected dataset for the experiments contains the scanned government doc-
uments, both old and new. Old documents often have noise in them, and as
seen in Fig. 3, they also are corrupted in colour. Due to these, the first step as
preprocessing is to minimize the noise and do binarize images. All the document
images are converted to have two pixel levels i.e., black and white using Otsu’s
global thresholding method [16]. After this step, all the images are resized to
300 × 300, which represents input for training the CNNs. Figure 2 shows the
output after applying binarization to an old document image.
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Fig. 2. One of the images in the dataset. (a) Original image, (b) Binarized image after
preprocessing step.

2.2 Convolutional Neural Network Model

The CNN architectures used in the first and second stage are similar with few
differences. As already mentioned, all input images are resized to have the same
size, and every image has only two color levels (binary). The CNN includes three-
layers of a layer-set in which two of them are convolutional layers, followed by
a maxpool layer. Two convolutional layers follow these starting three layers-set,
for feature extraction. The last two layers constitute dense layers, and the output
layer contains sigmoid activation function in the first level of binary classification.
In the second level, the output layer has softmax activation function since it
outputs more than two classes. Loss for both the models is calculated with the
cross entropy function. The dense layers accept a flattened feature map of length
150 as input and perform classification. We consider auxiliary loss [22] to improve
the accuracy by assuring the proper weight update.

3 Experimental Results

Two types of experiments were carried out on the selected dataset where one
was to classify using the non-hierarchical model, and the other was using a
hierarchical model. The results of both the experiments are discussed in Sect. 3.2.

3.1 Dataset

The dataset used for these experiments contains images of Marathi, Gujarati,
Hindi, Tamil, Telugu, and Kannada languages. 300 images of each language are
considered for experiments. All the documents used for experiments are printed
documents. All the pages are scanned constitutional law document pages avail-
able free on the internet [1] and total 1800 pages are considered for the exper-
iments. Each document page contains regional language with few non-regional
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language words in them, as most of the government documents are printed in
regional languages with few non-regional or English words, numbers in it. Exam-
ple of dataset document images are shown in Fig. 3.

Fig. 3. Dataset document images. (a) Telugu, (b) Tamil, (c) Kannada, (d) Marathi,
(e) Hindi, (f) Gujarati.

3.2 Performance of the Proposed Approach

The dataset is split into training and testing with 70:30 ratio. For both the
levels, Adam optimizer [12] is used for obtaining the convergence by using a
learning rate of 0.00001. All CNNs are trained for 100 epochs and input training
data is further split into training and validation data with the ratio of 80:20.
Following Table 1 shows the output accuracy of different separate models and
overall accuracy.

General CNN model is a direct classification of six languages with a single
CNN architecture, same as our 2nd level CNNs. This refers to classifying all six
languages using a single CNN architecture i.e., non-hierarchical. This gives an
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Table 1. Accuracy measures of different models.

Model description Accuracy (in %)

General CNN (Non-hierarchical) 94.66

1st level CNN Model (For binary classification) 98.94

Overall accuracy 98.5

accuracy of 94.66%, whereas the hierarchical approach gives an overall accuracy
of 98.5%, which proves higher performance of the hierarchical model over the
non-hierarchical general model.

The above results show that the CNN achieves excellent performance by self-
updating weights to fit the data. It even fits and classifies Hindi and Marathi
languages. Although, both the languages have similar writing styles and use
the same script, still it extracts the features and correctly classifies between
these two language documents. The model achieves this accuracy even if docu-
ment contains few words or numbers of other non regional languages. Our model
gives better accuracy when compared to similar previous approaches as shown in
Table 2 for page level/text-block level classification for printed documents. Note
that the classification done by [15] achieves greater accuracy but the model is
based on script identification and hence fails to classify similar script languages.

Table 2. Comparison with similar approaches.

Method Script/Language set Accuracy (in %)

Spitz et al. [21] Latin-based 23 languages 90

Dhandra et al. [7] English, Hindi, Kannada, Urdu 97

Joshi et al. [11] Gujarati, Devanagari, Kannad, Tamil
and six other Indian scripts

97.11

Proposed approach Hindi, Gujarati, Marathi, Tamil and
two other south Indian languages

98.5

Obaidullah et al. [15] Bangla, Devnagari, Roman, Gujarati
and six other Indian scripts

98.9

We would like to mention here that we cannot compare our results with some
of those currently existing methods because our model classifies languages using
the CNN, whereas most of the work published focuses on scripts identification
[23,24]. All the previous works consider Hindi and Marathi as a single class as
Devanagari, but here our model classifies both as different languages although
they have similar script. The CNN model at page-level, classifies Marathi and
Hindi with proper features extraction. We cannot compare our model with few
hierarchical models similar to us [6] as their works are based mainly at line
or word level which means one has to segment out the words separately and
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perform feature extraction prior to classification. In our approach, the CNN
integrates both the tasks and achieves good performance. Few automated models
also cannot be compared as they classify at the line or word level [8].

4 Conclusion

Experiments show that CNNs are very powerful models that can easily extract
features from an image, can be trained to fit the training set and, easily and
accurately they can perform classification. Although, we have used printed doc-
uments, it can also be applied to handwritten documents. It is better to go
hierarchical by first classifying based on script or similarities in scripts and
then perform individual language classification. Further, the classification can
be improved combining page-level and line-level or line-level and word-level to
increase the accuracy on texts with similar scripts, i.e., Hindi and Marathi.

If we want to translate government documents from one language to another,
we must first identify the language. Current approaches and OCR models rec-
ognize characters based on scripts, but in this case, we need to do language
detection at Natural Language Processing (NLP) level if we want to translate
the languages. Rather than doing this, one can directly use the CNN to achieve
language detection at the page level. However, the accuracy of the models may
suffer if we go for more refined classification i.e., word level or line level, since in
this case we fail to capture the global characteristics of similar script languages.
Our model also suffers in detecting multiple language texts in a single page as
it is not doing multiscript classification, which is a drawback of our model.
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Abstract. In recent years, the need to exploit digitized document data
has been increasing. In this paper, we address the problem of parsing
digitized Vietnamese paper documents. The digitized Vietnamese doc-
uments are mainly in the form of scanned images with diverse layouts
and special characters introducing many challenges. To this end, we first
collect the UIT-DODV dataset, a novel Vietnamese document image
dataset that includes scientific papers in Vietnamese derived from differ-
ent scientific conferences. We compile both images that were converted
from PDF and scanned by a smartphone in addition a physical scan-
ner that poses many new challenges. Additionally, we further leverage
the state-of-the-art object detector along with the fused loss function
to efficiently parse the Vietnamese paper documents. Extensive exper-
iments conducted on the UIT-DODV dataset provide a comprehensive
evaluation and insightful analysis.

Keywords: Object detection · Page object detection · Deep learning ·
Convolutional neural network

1 Introduction

The COVID19 pandemic has been changing our lives, which requires us to have
a proactive approach toward accessing future technologies for manufacturing
processes. With digital transformation, paper documents are also gradually con-
verted and replaced by electronic documents for storage on the Cloud Stor-
age, convenient for accessing and searching. The paper documents are stored in
images or PDF files format depending on each organization, which leads to many
challenges to extract necessary information. This requires a good enough detector
model as the foundation for extracting information tasks. The problem’s input is
a document image with objects on a possible page: Caption, Table, Figure, and
Formula. The output is an image containing the position of the objects expressed
by bounding boxes and their labels (as shown in Fig. 1).
c© Springer Nature Switzerland AG 2021
N. Tsapatsoulis et al. (Eds.): CAIP 2021, LNCS 13052, pp. 382–392, 2021.
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http://crossmark.crossref.org/dialog/?doi=10.1007/978-3-030-89128-2_37&domain=pdf
https://doi.org/10.1007/978-3-030-89128-2_37


Parsing Digitized Vietnamese Paper Documents 383

Fig. 1. The problem of detecting objects in Vietnamese document images. The input
(left) is the document image. The output (right) is the formula position (yellow), figure
(blue), caption (red), table (green). [View better in colored version] (Color figure online)

Most of datasets for object detection on the document page are only con-
verted from PDF, Latex, Word documents. In recent years, with smartphone
development, documents are stored in image format using scan apps. Therefore,
in this paper, we have introduced the UIT-DODV dataset, including images from
PDF and scanned from both scanner and smartphone with more challenges and
more practical, suitable for present and future trends. The first reason for choos-
ing the Vietnamese scientific documents is the lack of current datasets. Secondly,
the semantic complexity is also a more challenging part of the dataset, promis-
ing cause complex problem for the “state of the art” (SOTA) method. We hope
that our dataset will play an important role in future works such as OCR (Opti-
cal Character Recognition), VQA (Visual Question Answering) on Vietnamese
documents. The main contributions to this paper include:

– To the best of our knowledge, UIT-DODV1 is the first Vietnamese scientific
documents dataset.

– We explored the performance of four SOTA models: CascadeTabNet, Faster-
RCNN, YOLOv4, YOLOv4x-mish to evaluate challenges encountering from
the dataset.

– We proposed a fused loss function for this task. We believe this work is a
cornerstone for the development of future algorithms for the given problem.

1 UIT-DODV published at https://uit-together.github.io/datasets/.

https://uit-together.github.io/datasets/
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2 Related Work

2.1 Existing Datasets

Marmot consists of 2,000 pages in PDF format used for the table detection
task. TableBank [9] contains more than 278,000 images with more than 47,000
table objects. PubLayNet [17] included 358,353 images from research papers
and scientific papers in the medical fields. cTDaR 2019 [4] is a dataset used in
the ICDAR2019 competition. The details of the datasets mentioned above are
described in Table 1.

Table 1. The statistic of publicly available datasets.

Dataset Images Categories Coverage Source Year

Marmot5 2,000 Table Chinese,
English

Founder
Apabi Library
and Citeseer
website

2012

TableBank [9] 417,234 Table English,
Chinese,
Japanese,
Arabic

Miscellaneous 2019

PublayNet
[17]

358,353 Title, Text,
List, Table,
Figure

Medical PubMed
Central

2019

cTDaR2019
Modern
Dataset [4]

840 Table Printed
documents

Miscellaneous 2019

UIT-DODV
(Ours)

2,394 Table,
Figure,
Formula,
Caption

Vietnames
research
papers

National
Conference,
Can Tho
University

2021

5https://www.icst.pku.edu.cn/cpdp/sjzy/index.htm

2.2 Parsing Digitized Paper Documents Problem

Traditional Approaches: Traditional methods mainly consist of shape-based
methods [6] and texture-based [3,14]. In 2002, Cesarini et al. [2], proposed to
detect horizontal and vertical lines, then defining the area surrounded by these
lines. Gatos et al. [5] improved it by adding intersection detection in 2005. Over-
all, the traditional detection methods made significant progress.

https://www.icst.pku.edu.cn/cpdp/sjzy/index.htm
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Deep Learning Approaches: Li et al. [10] used the layout analysis meth-
ods to identify some candidate tablespaces, then applied a conditional random
field (CRF) and CNN to classify. Vo et al. [16] combined the region proposals
from Fast-RCNN and Faster-RCNN before applying bounding box regression to
boost performance. Later, Huang et al. [7] proposed a method of object detec-
tion table based on YOLOv3. Sun et al. [15] proposed a method by combining
Faster R-CNN [13] and corner locating. Recently, Prasad et al. [12] proposed
CascadeTabNet that based on Cascade Mask R-CNN HRNet.

3 UIT-DODV Dataset

3.1 Dataset Collection

We collected the data from the scientific paper available on the website of Can
Tho University (CTU). In addition, we used the physical scanner and the scan-
ning app on smartphone to scan the hard-copy of National Conference “Selected
issues of Information Technology and Communications” held organized by the
Institute of Information Technology (Vietnam Academy of Science and Technol-
ogy) and universities, from the following publications:

– The XXI edition with the topic “Internet of Things” was held from July
27–28, 2018, at Hong Duc University, Thanh Hoa Province.

– The XXII edition with the topic “Transforming the number of socio-economic
operating in the Industry 4.0” was held from June 28 to 29, 2019, at Thai
Binh University, Thai Binh Province.

The images in UIT-DODV are created by converting paper documents to
digital images, using document conversion program, physical scanners and scan-
ning app on smartphone. The purpose of collecting data from multiple sources
is to create diversity for data in terms of layout, presentation form and data
domain is also expanded with scanned images instead of just using the trans-
ferred image convert from PDF. After collecting the desired data, we proceeded
to label attachments. Instead of tagging the data from where, we used the pre-
train model from the PAA [8] method to predict the bounding box for the object
before manually editing those objects. Figure 2 visualizes some exemplary sam-
ples in our dataset.
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Fig. 2. Exemplary samples in UIT-DODV dataset.

3.2 Category Selection

We followed other image-based document datasets to select the categories. In
particular, the first selected object is Table - appearing in most published
datasets. Figure is the simplest and most effective way to turn complex ideas
into a concise form, which can be a statistical graph that helps visualize the
results of research. Shapes include natural sceneries, graphs, charts, layout
designs, block diagrams, or maps. Likewise, Formula is equally important to
describe relationships between concepts and objects concretely and efficiently.
The formulas are usually numbered and may occupy several text lines. In addi-
tion, the formula object that contains equations and non-math text in a math
region leads to the challenge of this object. Besides, with the desire to build a
dataset that can be used for many different tasks such as OCR or VQA, we chose
to add a new label, Caption - presenting a brief and yet complete explanation
of the figure or table. The caption for a figure usually appears below the graphic;
for a table, above.

Fig. 3. Statistical of experimental data.
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3.3 Dataset Description

UIT-DODV is the first Vietnamese document image dataset, including 2,394
images with four classes: Table, Figure, Caption, Formula. UIT-DODV converted
1,696 images from PDF with size 1,654 × 2,338, 247 images scanned from the
physical scanner and expanded with 451 images scanned from the smartphone.

UIT-DODV has the following highlights: (1) Variety of images: images
in our dataset are of two types, with images converted from PDF as complete
documents and images. Scan images often have lower resolutions depending on
the scanning angle as well as the lighting conditions that can cause the document
page to be blurred, distorted, skewed, or obscured. (2) Variety of layout: data
collected from other scientific conferences/journals, a common feature of these
conferences/journals is that they often use their templates (typically document
pages can represent document pages in the form of one column or two columns).
(3) The challenge comes from data classes: with the simultaneous use of
two formula objects (Formula) and Caption creates a challenge for our dataset
as well. As in building detection models for these objects. The vast majority of
a document page is represented as text, so spotting these objects quickly is very
difficult.

4 Computational Model

4.1 Object Detector

Faster-RCNN [13] Faster R-CNN is revamped from its precursors R-CNN
and Fast R-CNN and achieves near real-time speeds when skipping the time
spent on regional suggestions with Selective Search (SS). Faster R-CNN used
pre-trained models to create feature maps. By using attention mechanism as
discussed in [11], the feature is fed to the Region proposal network (RPN) to
find the proposed regions, from there generating anchor boxes, anchor boxes
continue to be classified. Finally, Non-maximum suppression (NMS) algorithm
filters out overlapping anchors.

CascadeTabNet [12] is a new approach that uses a single CNN. The CNN
HRNetV2p W32 backbone is responsible for converting the input image into a
feature map. “RPN Head” (Dense Head) predicts preliminary object propos-
als for this feature map. “BBox Heads” takes RoI features as input and con-
ducts RoI-wise predictions. The output for each section includes two predictions,
classification score, and box regression points. “Mask Head” predicts masks for
objects. CascadeTabNet uses Cascade R-CNN’s late-stage segmentation branch-
ing strategy. “Bbox Heads” performed object detection then complemented with
segmentation masks implemented by “Mask Head” for all detected objects.

YOLOv4 [1] is proposed by Bochkovskiy, Wang, and Liao, which is consid-
ered the best version in the YOLO family in both accuracy and speed. Thanks
to combining CSPNet architecture with Darknet-53 (YOLOv3) for the backbone
and adding 2 SPP and PANet modules. At the same time, the BoF and BoS
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techniques are utilized to help YOLOv4 achieve an AP score of 43.5% on the
COCO dataset with an execution speed of 65 FPS.

YOLOv4x-mish is a different version with some changes from YOLOv4.
The YOLOv4x-mish change first CSPDarknet stage of backbone to original
Darknet-53 balances speed and accuracy. A CSP-ize PAN block replaces a PAN
architecture in the neck, decreasing about 40% in computational volume. In
this CSPPAN block, the SPP model stays the same as YOLOv4 to increase
the receptive field. In the Head section, YOLOv4x-mish change activation func-
tion Leaky ReLU to Mish is a non-monotonic activation function, which helps
improve accuracy for the model prediction.

4.2 Loss Function

The idea behind CE loss is to penalize the wrong predictions more than to reward
the right predictions. The cross-entropy loss function is defined as follows.

LCE(pt) = −log(pt) (1)

where pt is the probability for the class t. Recently, the focal loss (FL) was
proposed as an version of CE loss that handles the class imbalance problem by
assigning more weights to hard or easily misclassified examples. The focal loss
function is defined as:

LFL(pt) = −α(1 − pt)γ log(pt), (2)

where α is a balanced form for Focal Loss, defaults to 0.25; the gamma (γ) for
calculating the modulating factor, defaults to 2.0.

In this work, we argue that each loss function has its own advantages and
drawbacks. In the given problem of parsing digitized Vietnamese paper docu-
ments, we propose combining different loss functions in order to further improve
the performance. Here, the fused loss function is defined as below.

Lfused(pt) = λLCE(pt) + (1 − λ)LFL(pt), (3)

where the effect of each individual loss function is decided by the weight λ. In
our implementation, we set λ as 0.6 to emphasize the cross entropy loss.

Table 2. Experimental results of different object detection methods with default con-
figuration. The best performance is marked in boldface.

Method Table Figure Formula Caption AP50 AP75 AP

Faster-RCNN 91.60 79.70 45.60 57.70 86.20 76.20 68.70

CascadeTabNet 95.70 83.40 48.10 67.40 89.00 80.20 73.60

YOLOv4 84.20 78.00 40.20 60.80 90.20 75.20 65.80

YOLOv4x mish 82.00 75.70 45.20 61.30 90.70 77.70 66.10
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Table 3. Experimental results of different loss functions. The best performance is
marked in boldface.

Method Cls Loss Table Figure Formula Caption AP50 AP75 AP

Faster R-CNN Cross-entropy 91.60 79.70 45.60 57.70 86.20 76.20 68.70

Faster R-CNN Focal 91.60 79.30 37.60 64.30 87.90 74.50 68.20

Faster R-CNN Fused loss function 92.40 79.70 45.50 66.40 89.00 77.90 71.00

CascadeTabNet Cross-entropy 95.70 83.40 48.10 67.40 89.00 80.20 73.60

CascadeTabNet Focal 95.50 82.40 44.20 65.20 87.80 77.60 71.80

CascadeTabNet Fused loss function 94.30 83.00 47.50 73.30 89.10 81.60 74.50

5 Experimental Results and Discussion

5.1 Experimental Setting

We divided the dataset into three subsets: training (1,440), validation (234),
and testing (720) set, as shown in Fig. 3. The entire experiment was conducted
on a GeForce RTX 2080 Ti GPU with 11019MiB. Both Faster R-CNN and
CascadeTabNet are trained on MMDetection framework V2.10.0. For Faster
R-CNN, we trained on 24 epochs with default configure using backbone X-101-
64x4d-FPN and CascadeTabNet with configuration provided by Prasad et al.2.
For YOLOv4 and YOLOv4x-mish, we implemented it on the Darknet framework.
The mAP is used to evaluate the model’s performance.

5.2 Analysis Results

The best weights on the validation set are used to evaluate the testing set and
reported in Table 2. We found that the two-stage methods gave high accuracy
for object detection. CascadeTabNet gave the best results when achieved AP75

and mAP is 80.20%, 73.60% respectively. Faster-RCNN gives quite good results
in object detection. However, it still missed Caption - the object that accounts
for the largest distribution of the dataset with AP is 57.70%, that lower than
the other three methods. The two one-stage methods gave the best results on
AP50. However, when increasing the IoU threshold to 0.75, the score for YOLOv4
(75.20%) and YOLOv4x-mish (77.70%) were lower than that of the two-stage
methods. After visualizing the result shown in Fig. 4, we notice that YOLOv4,
YOLOv4x-mish have difficulty creating a perfect bounding box compared to the
two two-stage methods. The Table and Figure objects also create a challenge
to distinguish, and there are also many cases of overlapping bounding boxes.
We further conducted the experiment on different loss functions for the top-2
methods, i.e., Faster-RCNN and CascadeTabNet. As shown in Table 3, the fused
loss function yields the best performance in terms of AP. The fused loss function
also achieves the best performance in the “Caption” semantic class. This clearly
demonstrates the need of using the fused loss function in the problem of parsing
digitized Vietnamese paper documents.
2 https://github.com/DevashishPrasad/CascadeTabNet.

https://github.com/DevashishPrasad/CascadeTabNet
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Fig. 4. Visualize results for the four object detection methods with four classes: formula
(yellow), caption (red), table (green), figure (blue) [View better in colored version]
(Color figure online)
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6 Conclusion and Future Work

In this paper, we have introduced the first Vietnamese scientific document image
dataset - UIT-DODV - with four critical objects of a research paper: Table,
Figure, Caption, and Formula with a total of 2, 394 images. We conducted exper-
iments on SOTA object detection methods: Faster-RCNN, YOLOv4, YOLOv4x-
mish, and a method was applied on the table detection problem - CascadeTab-
Net. Based on the preliminary experimental results, we proposed a fused loss
function. The final result with CascadeTabNet achieved the highest mAP result
with 74.50% with a fused loss function. In the future, we plan to build a mobile
application that identifies elements in an image document page. In addition, we
continue to expand the UIT-DODV dataset in both quantity and diversity in
the structure of the documents to serve larger problems in the document image
understanding field such as OCR or VQA.
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Abstract. Fine-Grained classification models can expressly focus on the rele-
vant details useful to distinguish highly similar classes typically when the intra-
class variance is high and the inter-class variance is low given a dataset. Most of
these models use part annotations as bounding box, location part, text attributes
to enhance the performance of classification and other models use sophisticated
techniques to extract an attention map automatically. We assume that part-based
approaches as the automatic cropping method suffers from a missing representa-
tion of local features, which are fundamental to distinguish similar objects. While
Fine-Grained classification endeavours to recognize the leaf of a graph, humans
recognize an object trying also to make a semantic association. In this paper,
we use the semantic association structured as a hierarchy (taxonomy) as super-
vised signals and used them in an end-to-end deep neural network model termed
as EnGraf-Net. Extensive experiments on three well-known datasets: Cifar-100,
CUB-200-2011 and FGVC-Aircraft prove the superiority of EnGraf-Net over
many Fine-Grained models and it is competitive with the most recent best models
without using any cropping technique or manual annotations.

Keywords: Fine-grained classification · Hierarchical classification

1 Introduction

In Neuroscience, pattern separation is a process defined as the capability to discrimi-
nate a set of similar patterns into less-similar sets of outputs patterns. In [28], the authors
show the evidence of the capability of the pattern separation in the Dentate Gyrus (DG)
neurons and the pattern completion (a complementary process of pattern separation) in
the CA3 neurons. DG and CA3 area of the hippocampus have been long hypothesized
to be responsible for these processes and [7,27,28] provides strong empirical support
for this functional dissociation. In [29], entitled CA3 Sees the Big Picture while Dentate
Gyrus Splits Hairs, the authors support the same idea and provide furthermore result to
this conclusion. Again, in [25], theoretical models suggest the DG performs pattern sep-
aration of cortical inputs before sending its differentiated outputs to CA3. Indeed, DG is
ideally located to do this, receiving signals via the major projection from the entorhinal
cortex (EC), the perforant path (PP), and sending signals to CA3. These results provide
vigorous support for long-standing hypotheses attributing each hippocampal sub-region
c© Springer Nature Switzerland AG 2021
N. Tsapatsoulis et al. (Eds.): CAIP 2021, LNCS 13052, pp. 393–402, 2021.
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with distinct roles in neural information processing and set the stage for exciting new
research [25]. The deep learning models separate the main signal (e.g. images, sounds,
text) in small signals using convolutional operation useful to improve the discrimination
ability in the pattern recognition task. Recently, some works are considering forcing
the pattern separation process using the semantic association (e.g. hierarchical struc-
ture) that comes from the hierarchy abstraction or by manual/automatic text annotation
extracted for each image to achieve better performance of a deep learning model. Many
of them apply sophisticated methods to extract specific crops on images in order to
get more high discriminative features [13,36,38,42,43] instead to consider all manual
annotations from a dataset to get them. In Computer Vision (e.g. Fine-Grained clas-
sification) implies a hierarchy organization structure composed by different levels of
abstraction and it can be represented by a graph, in which all nodes closer to the root
represents the abstract concept and as deep as we go far from the node root we find finer-
grained abstraction. Also, humans use hierarchical information to recognize a specific
object when it is unknown, therefore the categories hierarchy provides a rich semantic
correlation among different categories across many levels of abstraction. In the learn-
ing process, this guidance can have a regulating effect on semantic space and can lead
an algorithm to get better discriminative features for the fine-grained recognition task.
In [4], the authors designed a model which considers different granularity levels and
proves the usefulness to consider this information to enhance the capability of the main
model. Again, in [17], the authors use hierarchical annotation taken by Word-Net to
build an end-to-end model to focus on final classification jointly with the hierarchical
classification task. They use a simple multi-layer perceptron considering 3 levels of
abstraction demonstrating the capability of a model to solve both recognition tasks. The
idea to feature fusion considering a multi-scale model was introduced in [20]. Recent
works as [12,21] brings to light new interesting architecture to feature fusion at dif-
ferent levels of a deep model. These approaches use the lateral connections of a deep
model to carry out fusion operations and combine them widely. In our approach, we
use the semantic association as a hierarchical supervised signal to improve the ability
of pattern recognition. In Fine-Grained classification, the focus of the most recent deep
models is to generate an attention map that contains high discriminative feature such
that they can outperform the results in the classification. However, the spatial informa-
tion (e.g. all regions that contain the environment of the object itself) can also contain
useful features to help the pattern recognition ability by models. In [24], observations
of five species of Warbler proves that species divide up the resources of a community in
such a way that each species is limited by a different factor, such for example the tree
partition. Authors show the tree partitioning where at a certain percentage it is possible
to find a species in a specific location of the trees. The environment (spatial information)
in which the objects can be found is very important and must be considered by mod-
ern deep learning models. In our proposal, we do not avoid spatial information using
cropping technique, but we consider all information without using any specific region
location. In this paper, leveraging by the action makes by DG in our brain we simu-
late the pattern separation ability of DG neurons using a supervised approach through
the semantic association extracted from the hierarchical information of the datasets.
We force the pattern separation in a deep model in order to get discriminative features
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useful to recognize the hierarchy of the objects and distinguish very similar objects. The
scientific contribution of this work is concluded as follows:

1. We introduce a Multiple Granularity Branch Network with Fine-Coarse graft
grained for Fine-Grained classification task. Our model termed as EnGraf-Net, uses
the hierarchical semantic associations from the datasets to force the pattern separa-
tion and improve the discrimination capability of a deep learning model.

2. We conduct experiments on Cifar-100, CUB200-2011 and FGVC-Aircraft datasets
and demonstrating the effectiveness of our proposal over the baselines and proves
to compete with the most recent algorithms compared. We investigating also in
the contribution of each components using the Resnet family models conducting
ablative studies. We released the code and all experimental reports at [16].

1.1 Related Work

NTS-Net [38] introduces a self-supervised mechanism to locate informative regions
without using the bounding box and part annotations. Many works as [11,15,33,37],
take advantage of fine-grained human annotations, like the location of some details
of images. However, human annotations are expensive and far away from the deep
learning concept where every single concept has to be automatic. NTS-Net [38] uses
a mechanism to localize informative regions automatically (Navigator) and a Teacher
module that evaluates the probability to belong to the ground-truth class using these
regions extracted by the Navigator module. Finally, a Scrutinizer module uses these
regions to make fine-grained classifications. The model takes the top-M informative
regions with the highest score got and these last can represent a weakness of NTS-Net
because of the fixed number of regions taken. In [14], authors developed a localization
module integrated into an end-to-end setup that generates an attention map and then
is used to predict the bounding box of the discriminative regions. The main model is
composed of three main modules. The first twomodules termed as AttNet and AffNet has
the goal to perform the localization using a combined max-pooling method that merges
the vertical/horizontal transformation. Finally, the last model represents the baseline
useful to the make classification. In [13], similar to Affnet, a method was proposed
to search relevant images regions introducing a module trained to build an attention
map and a Global K-Max pooling function useful to find a single feature vector that
describes the image. The final model requires multiple separate training runs instead to
have an end-to-end model. In [43], authors proposed an attentive pairwise interaction
network for Fine-grained classification based on the idea that humans often compare
pairs of images jointly to recognize subtle differences between similar objects. Their
method uses two paired images as input and cross-entropy (CE) loss function with a
score ranking regularization. In this paper, we compare us with the most recent models
who obtain excellent performance in Fine-Grained classification task and we conduct
extensive ablation studies analyzing the performance of our proposal.

2 Methodology

The hippocampus and related structures have the capability to minimizes the sets over-
lap between similar patterns (pattern separation) and to reconstruct complete stored



396 R. La Grassa et al.

Fig. 1. a) Schematic diagram of our EnGraf-Net b) Schematic diagram of the regions of the hip-
pocampus. The figure shows the feedforward pathway from the entorhinal cortex to the DG and
the CA3 neurons. The EC, DG and CA3 blocks are very similar to ours blocks. We simulate
the process of the pattern separation by DG and the others connection (EC, DG, CA3) with our
proposed approach.

representations from partial patterns that are part of the stored representation (pat-
tern completion). In Fig. 1(b) we show the main pathway diagram of the hippocampus
regions and the structure similarity than our proposed approach (see Fig. 1(a)). Observ-
ing the nature of this process, we try to simulate the pattern separation/completion as
a module engrafted into a branch of a convolutional neural network and analyze the
performance model in Fine-Grained classification task. We force a branch through a
graft to obtain two supervised patterns that come from the truth of the fine labels and
the coarse labels (pattern separation) and finally, we concatenate these patterns into one
going towards the next steps of EnGraft-Net (pattern completion). Instead to use man-
ual/automatic annotation comes from images as supervised truth, we extract the seman-
tic association that comes from the hierarchy of the entire datasets used. A semantic
association is a process that quantifies the strength of the semantic connection between
textual units, taking into account different kinds of relationships and it is an indispens-
able section of various applications having a spot with a huge number of fields, for
instance, Cognitive Psychology and Computer Science. When a semantic association
is organized as hierarchical structure, it is called Taxonomy. We use the Taxonomy of
datasets and use the semantic association (class, superclass) as supervised signals use-
ful to compute the loss functions used and we use a combination of different patterns
comes from different branches to enhance the discriminative power and increase the
main performance of the model. More precisely, given yK be the fine-grained label
from a dataset, we build upon yK label the superclasses label yK−1. Each image x
is annotated using different granularity yK−1, yK and CK−1, CK is the number of the
class categories considered. Our goal is to correct classify images x across two different
types of granularity using an end-to-end model and CE loss functions.

2.1 Network Architecture

EnGraf-Net is based on Resnet family networks. We use a multi-branch approach (see
Fig. 1) where the first two branches have the goal to find discriminative features using
two types of supervised signals: all labeled classes of fine grained and all labeled super-
class of coarse grained extracted by the semantic annotation of a the dataset. The third
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Fig. 2. An overview of our proposed EnGraf-Net model. It employs two branches to extract fea-
tures at different grain and a third branch network where we engraft a sub-network useful to apply
the pattern separation process.

branch is responsible to make the pattern separation/completion through both super-
vised signals (fine/coarse grained labels). We can choose different type of grafting. The
graft block is composed by a convolutional layer, batch normalization and relu activa-
tion function. Then, we use an adaptive max pooling with output 1× 1 and finally after
a flatten operation of the output we have a fully connected layer, where yK−1 represents
the hierarchy class labels used. We concatenate all signals from different branches and
use fully connect layers where the last loss function is applied. Depending on which
model of Resnet we select the total numbers of parameters of EnGraf-Net is increased.

2.2 Loss Functions

In the training process we use CE as loss function in the form:

Lxent = − 1
m

m∑

i=1

log
eW

T
yi

xi+byi

∑n
j=1 e

WT
j xi+bj

, (1)

whereWyi is the weight associated to class y of i-th instance, xi are the deep feature of
i-th instance and b is the bias term to class y of i-th instance.
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Table 1. Experimental results

(a) CUB-200-2011

Method Top-1

Prior Work
Resnet-50 84.5
PN-DCN [1](BMVA 14) 85.4
DT-RAM [19](ICCV 17) 86.0
MC-Loss [3](Trans. Img Proc. 20) 87.3
MaxEnt [10](NeurIPS 18) 86.5
MA-CNN [39](ICCV 17) 86.5
KERL [6](IJCAI 18) 87.0
AP-CNN 1 st. [9](Trans. Img Proc. 21) 87.2
NTS-Net [38](ICCV 18) 87.5
DBTNet-50 [40](NeurIPS 19) 87.5
Cross-X [22](ICCV 19) 87.7
TASN [42](CVPR 19) 87.9
HSE [5](ACM-MM 18) 88.1
DBTNet-101 [40](NeurIPS 19) 88.1
CDL [36](ACM-MM 19) 88.4
AP-CNN 2 st. [9](Trans. Img Proc. 21) 88.4
Elope [13](WACV 20) 88.5
API-Net [43](AAAI 20) 88.6

Our Results
EnGraf-Net50 (G=4, H=1) 87.94
EnGraf-Net101 (G=4, H=1) 88.00
EnGraf-Net152 (G=4, H=1) 88.31

(b) FGVC-Aircraft

Method Top-1

Prior Work
Kernel-Act [2](ICCV 17) 88.3
MaxEnt [10](NeurIPS 18) 89.8
MA-CNN [39](ICCV 17) 89.9
PA-CNN [41](Trans. Img Proc. 19) 91.0
DBTNet-50 [40](NeurIPS 19) 91.2
NTS-Net [38](ICCV 18) 91.4
iSQRT-COV [18](CVPR 18) 91.4
DBTNet-101 [40](NeurIPS 19) 91.6
DFL-CNN [35](CVPR 18) 92.0
SEF [23](IEEE Sign. Proc. Lett. 20) 92.1
AP-CNN 1 st [9](Trans. Img Proc. 21) 92.2
Cross-X [22](ICCV 19) 92.7
S3Ns [8](ICCV 19) 92.8
MC-Loss [3](Trans. Img Proc. 20) 92.9
EfficientNet-B7 [31](ICML 19) 92.9
API-Net [43](AAAI 20) 93.4
Elope [13](WACV 20) 93.5
AP-CNN 2 st [9](Trans. Img Proc. 21) 94.1

Our Results
EnGraf-Net50 (G=4, H=1) 92.14
EnGraf-Net101 (G=4, H=1) 93.34

(c) Hierarchy classification

CUB AIR
Method acc coarse-fine acc coarse-fine

EnGraf-Net50 92.32-87.94 95.44-92.14
EnGraf-Net101 92.70-88.00 96.10-93.34

(d) Cifar-100

Method top-1

Resnet-18 72.43
Two-Branch 72.95
Graft 73.85
EnGraf-net18 (G=2, H=1) 75.52
EnGraf-net18 (G=3, H=1) 75.13
EnGraf-net18 (G=4, H=1) 75.85
EnGraf-net18 (G=5, H=1) 75.41

(e) Cifar-100

Method top-1 Ours top-1

Resnet-18 72.43 EnGraf-net18 75.85
Resnet-50 75.42 EnGraf-net50 77.27
Resnet-101 75.49 EnGraf-net101 77.13

Considering the network proposed (see Fig. 2) we compute multiple CE loss in a
different part of our proposal (FC0, FC1, FC2, FC3, FC4) where each of them jointly
with supervised signals is used in the learning process with Stochastic Gradient Descen-
dent method to achieve the global minima (or a good approximation of it). To summa-
rize our total loss function, we use the following formulation:

L =Lxent(FC0, y
K) + Lxent(FC1, y

K) (2)

+ Lxent(FC2, y
K−1) + Lxent(FC3, y

K) + Lxent(FC4, y
K−1)

The cardinality of the classes y considered in EnGraf-Net is different in FC2, FC4

than FC0, FC1, FC3 due to the supervised signals selected (it depends on the datasets
and by how many hierarchy annotations we consider).
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3 Experiments

We conduct experiments on three well-known datasets: Cifar-100, CUB-200-2011 and
FGVC-Aircraft and we investigate our performance model using the Resnet family
comparing our proposal with the relative baselines and with some most recent archi-
tectures proposed in the literature (Table (1a) and Table (1b)). We conduct an abla-
tion study on Resnet-18 using different type of graft and with some variations of it
(Table (1d) and Table (1e)). We use Cifar100 dataset as a toy dataset to analyze the
behaviour of our proposal. It contains 50,000 images 32 × 32 of training and 10,000
test images, labelled over 100 fine-grained classes. We use 20 coarse-grained classes as
yK−1 semantic association in our hierarchical extraction. All other experiments have
been performed on challenging Fine-Grained image classification benchmark datasets.
CUB-200-2011 [32] contains 11788 images of 200 species of birds split in 5994 and
5794 images for train and test respectively. In addition, we use 122 class labelled as gen-
era of the species as supervised signals. FGVC-Aircraft [26] contains 10, 000 images
of airplanes annotated with the model, specifically splitted in 6667 and 3333 for train
and test set. This dataset is organised in four-level hierarchy. In addition to 100 classes
(fine-labels) we use 70 classes (family) as superclass labelled. In all our experiments
we use different pre-preprocessing data (see our code [16]). We report the upper-bound
computational time of 19:43 h in CUB-200-2011 over 150 epochs using a learning rate
optimizer (SGD in all our experiments) of 0.001 and batch-size 20 using an EnGraf-
Net152.

3.1 Results

In Table (1a) and Table (1b) we report the comparison results between the proposed
model and other existing models on the two widely used fine-grained classification
benchmark. We measure the top-1 accuracy in each experiment demonstrating the
improvements across both datasets used. We obtained 88.31% and 93.34% respectively
on CUB-200-2011 and FGVC-Aircraft datasets overcoming the best models used of
fine-grained task and being very competitive with the most recent algorithms designed
for this specific task (e.g. API-Net). We investigated on Cifar-100 dataset analyzing the
performance of our proposal using different graft (Table (1d)). In this last we achieve
the best performance using a graft = 4 than the other type of graft applied in our
experiments and overcome the performance than the baseline Resnet-18, two-branch
or using only a branch with a simple graft. Starting to this assumption, we applied a
graft = 4 for all experiment reported in Tables 1(a,b,c,e). In Table (1c) we report
the accuracy from coarse and fine classes demonstrating the capability of our model to
solve both tasks in a unique model end-to-end.

3.2 Visualization Analysis

In literature many techniques to visualize the class activation map has been pro-
posed [30,34]. Gradient-weighted Class Activation mapping (Grad-CAM) is widely
used because it can be applied in the pretrained models highlighting the discriminative
regions of the images. These approaches are useful to analyze the behaviour of the main
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(a) fine-branch (b) coarse-branch (c) graft-branch

Fig. 3. Visualization of the attentions regions captured by EnGraf-Net50 in 3 types of layers
(columns) and 3 different images (rows) of CUB. Using semantic association of the taxonomy,
our method has the capability to detect subtle differences and spatial discriminative information
without using part annotations. The third column show the effectiveness to focus the attention to
other regions usually not considered in fine-grained models.

model and make it more transparent and understandable. In Fig. 3, we use Grad-CAM
approach to visualize the attention map build by our model applying it on three different
types of layers of our model. We emphasize that the three features obtained from these
layers are combined using a concatenation function and feed into a fully connected layer
where we make the final classification. In Fig. 3, we show the activation map build by
the branch guided by the supervised signal that represents the class label (1st column),
the branch guided by the supervised signal that represents the yK−1 class (2nd column)
and at last, the branch responsible to make the graft using both supervised signals (3rd
column). The discriminative regions usually considered in a fine-grained model belong
in the object (1st column), however we force the model to find other discriminative
regions from different area of images (3rd column) as the environment information or
other useful details. It is extremely curious to observe the different highlighted regions
from the graft branch (3rd column) than the others. The exploration of new discrimi-
native regions (spatial information) using our approach is detected and combined with
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the regions from the others branch to increase the performance of the baselines without
using any annotations (e.g. bounding box, location parts).

4 Conclusions

In this paper, we simulate the pattern separation/completion process follow the
behaviour of the hippocampus brain circuit. We explore a way to fine-grained classifica-
tion using only semantic association without the requirement to use bounding-box/part
annotations or sophisticated cropping techniques. We conduct experiments along the
Resnet models demonstrating that our proposed model can easily be integrated into
recent convolutional neural networks. Experiments in CUB-200-2011, FGVC-Aircraft
and Cifar-100 have demonstrated the effectiveness of proposed model across many
models designed for fine-grained task overcoming the performance of them and to be
competitive with the most recent models.
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Abstract. Active learning aims to select samples to be annotated that
yield the largest performance improvement for the learning algorithm.
Many methods approach this problem by measuring the informativeness
of samples and do this based on the certainty of the network predic-
tions for samples. However, it is well-known that neural networks are
overly confident about their prediction and are therefore an untrust-
worthy source to assess sample informativeness. In this paper, we pro-
pose a new informativeness-based active learning method. Our measure
is derived from the learning dynamics of a neural network. More pre-
cisely we track the label assignment of the unlabeled data pool during
the training of the algorithm. We capture the learning dynamics with
a metric called label-dispersion, which is low when the network consis-
tently assigns the same label to the sample during the training of the
network and high when the assigned label changes frequently. We show
that label-dispersion is a promising predictor of the uncertainty of the
network, and show on two benchmark datasets that an active learning
algorithm based on label-dispersion obtains excellent results.

Keywords: Active learning · Deep learning · Image classification

1 Introduction

Deep learning methods obtain excellent results for many tasks where large anno-
tated dataset are available [14]. However, collecting annotations is both time and
labor expensive. Active Learning(AL) methods [22] aim to tackle this problem
by reducing the required annotation effort. The key idea behind active learning
is that a machine learning model can achieve a satisfactory performance with a
subset of the training samples if it is allowed to choose which samples to label.
In AL, the model is trained on a small initial set of labeled data called initial
label pool. An acquisition function selects the samples to be annotated by an
external oracle. The newly labeled samples are added to the labeled pool and
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the model is retrained on the updated training set. This process is repeated until
the labeling budget is exhausted.

One of the main groups of approaches for active learning use the network
uncertainty, as contained in its prediction, to select data for labelling [5,22,
25]. However, it is known that neural networks are overly confident about their
predictions; making wrong predictions with high certainty [19]. In this paper, we
present a new approach to active learning. Our method is based on recent work of
Toneva et al. [24], who study the learning dynamics during the training process of
a neural network. They track for each training sample the transitions from being
classified correctly to incorrectly (or vice-versa) over the course of learning. Based
on these learning dynamics, they characterize a sample of being ‘forgettable’
(if its class label changes from subsequent presentation) or ‘unforgettable’ (if
the class label assigned is consistent during subsequent presentations). Their
method is only applicable for labeled data (and therefore not applicable to active
learning) and was applied to show that redundant (forgettable) training data
could be removed without hurting network performance.

Inspired by this work, we propose a new uncertainty-based active learning
method which is based on the learning dynamics of a neural network. With
learning dynamics, we refer to the variations in the predictions of the neural
network during training. Specifically, we keep track of the model predictions on
every unlabeled sample during the various epochs of training. Based on the vari-
ations of the predicted label of samples, we propose a new active learning metric
called label-dispersion. This way, we can indirectly estimate the uncertainty of
the model based on the unlabeled samples. We will directly use this metric as
the acquisition function to select the samples to be labeled in the active learning
cycles. Other than the forgetfulness measure proposed in [24], we do not require
any label information.

Experimental results show that label-dispersion better resemble the true
uncertainty of the neural networks, i.e. samples with low dispersion were found
to have a correct label prediction, whereas those with high dispersion often had a
wrong prediction. Furthermore, in experiments on two standard datasets (CIFAR
10 and CIFAR 100) we show that our method outperforms the state-of-the-art
methods in active learning.

2 Related Work

The most important aspect for an active learner is the strategy used to query the
next sample to be annotated. These strategies have been successfully applied to
a series of traditional computer vision tasks, such as image classification [9,11],
object detection [1,2], image retrieval [31], remote sensing [6], and regression
[13].

Pool based methods are grouped into three main query strategies rely-
ing mostly on heuristics: informativeness [4,10,29], representativeness [21], and
hybrid [12,28], a comprehensive survey of these frameworks and a detailed dis-
cussion can be found in [22].
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Fig. 1. Comparison between the dispersion and confidence scores. We show
four examples images together with the predicted label for the last five epochs of
training. The last predicted label is the network prediction when training is finished.
We also report the prediction confidence and our label-dispersion measure. (a) Shows
an example which is consistently and correctly classified as car. The confidence of model
is 0.99 and the consistent predictions every epoch result in low dispersion score of 0.01.
(b–d) present examples on which the model is highly confident despite a wrong final
prediction and constant changes of predictions across the last epochs. This network
uncertainty is much better reflected by the high label-dispersion scores.

Informativeness-Based Methods: Among all the aforementioned strategies,
the informativeness-based approaches are the most successful ones, with uncer-
tainty being the most used selection criteria in both bayesian [10] and non-
bayesian frameworks [29]. In [15,30], the authors employed a loss module to
learn the loss of a target model and select the images based on their output
loss. More recently, query-synthesizing approaches have used generative models
to generate informative samples [17,18,32].

Representativeness-Based Methods: In [23] the authors rely on selecting
few examples by increasing diversity in a given batch. The Core-set technique
was shown to be an effective representation learning method for large scale image
classification tasks [21] and was theoretically proven to work best when the num-
ber of classes is small. However, as the number of classes grows, its performance
deteriorates. Moreover, for high-dimensional data, using distance-based represen-
tation methods, like Core-set, is ineffective because in high-dimensions p-norms
suffer from the curse of dimensionality which is referred to as the distance con-
centration phenomenon in the computational learning literature [7].

Hybrid Methods: Methods that aim to combine uncertainty and representa-
tiveness use a two-step process to select the points with high uncertainty as of the
most representative points in a batch [16]. A weakly supervised learning strat-
egy was introduced in [25] that trains the model with pseudo labels obtained
for instances with high confidence in predictions. While most of the hybrid
approaches are based on a two-step process, in [26] they propose a method to
select the samples in a single step, based on a generative adversarial framework.
An image selector acts as an acquisition function to find a subset of representa-
tive samples which also have high uncertainty.
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3 Active Learning for Image Classification

We describe here the general process of active learning for the image classification
task. Given a large pool of unlabeled data U and an annotation budget B, the
goal of active learning is to select a subset of B samples to be annotated as
to maximize the performance of an image classification model. Active learning
methods generally proceed sequentially by splitting the budget in several cycles.
Here we consider the batch-mode variant [21], which annotates multiple samples
per cycle, since this is the only feasible option for CNN training. At the beginning
of each cycle, the model is trained on the initial labeled set of samples. After
training, the model is used to select a new set of samples to be annotated at the
end of the cycle via an acquisition function. The selected samples are added to
the labeled set DL for the next cycle and the process is repeated until the total
annotation budget is spent.

3.1 Label-Dispersion Acquisition Function

In this section, we present a new acquisition function for active learning. The
acquisition function is the most crucial component and the main difference
between active learning methods in the literature. In general, an acquisition func-
tion receives a sample and outputs a score indicating how valuable the sample
is for training the current model. Most of informativeness-based active learning
approaches consider to assess the certainty of the network on the unlabeled data
pool which is obtained after training on the labeled data [5,22,25].

In contrast, we propose to track the labels of the unlabeled samples during
the course of training. We hypothesize that if the network frequently changes
the assigned label, it is unsure about the sample, therefore the sample is an
appropriate candidate to be labeled. In Fig. 1 we depict the main idea behind our
method and compare it to network confidence. While the confidence score is used
to assign the label based on the certainty of the last epoch, the dispersion uses the
prediction over all epochs in order to assess the certainty. The first example shows
the case of a correct label prediction when both confidence score and dispersion
agree. However, in the other three examples, we depict situations where the
system predicts the wrong label with high certainty. However, a large dispersion
value (i.e. high uncertainty) is the indication of an erroneous prediction.

This idea is based on the concept of forgettable samples recently introduced
by [24]. [24] states that there exist a large number of unforgettable samples that
are never forgotten once learnt. It is shown that they can be omitted from the
training set while the generalization performance is maintained. Therefore it
suffices to learn the forgettable samples in the train set. However to identify for-
gettable samples the ground-truth labels is needed. Since we do not have access
to the labels in active learning, we propose to use a measure called the label-
dispersion. The dispersion of a nominal variable is calculated as the proportion
of predicted class labels that are not the modal class prediction [8]. It estimates
the uncertainty of the model by measuring the changes in the predicted class as
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Fig. 2. Active learning framework using Dispersion. Active learning cycles start
with initial labeled pool. The model trained on labeled pool is used to output the
predictions and compute dispersion for each sample. The samples with highest dis-
persion are queried for labeling and added to labeled set. This cycle repeats until the
annotation budget is exhausted.

following:

Dispersion(x) := 1 − fx
T
, (1)

with
fx =

∑

t

1[yt = c∗],

c∗ = arg max
c=1,...,C

∑

t

1[yt = c],
(2)

where fx is the number of predictions falling into the modal class for sample
x and C is the number of classes. Larger values for dispersion means more
uncertainty in model outputs. Similar to forgettable samples, we are interested
in samples for which the model doesn’t persistently output the same class.

Figure 2 presents the active learning framework with our acquisition func-
tion. During the training of a network at regular intervals we will save the label
predictions for all samples in the unlabeled pool (green block in Fig. 2). In prac-
tice, we will perform this operation at every epoch. These saved label predictions
allow us to compute the label-dispersion with Eq. 1. We then select the samples
with highest dispersion to be annotated and continue to the next active learning
cycle until the total label budget is used.

3.2 Informativeness Analysis

To assess the informativeness of methods, we compute the scores assigned to
the unlabeled samples and sort the samples accordingly. Then we select several
portions of the most informative samples (according to their score) and run the
model to infer their labels. We argue that annotating the correctly classified
samples would not provide much information for the model because the model
already knows their label. In contrast, the model can learn from misclassified
samples if labeled. We use the accuracy to implicitly measure the informativeness
of unlabeled samples. The lower the accuracy, the more informative the samples
will be if labeled. Figure 3 shows the accuracy of model on the unlabeled samples
queried by each method. The model used in this analysis is trained on the initial
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Fig. 3. Informativeness analysis of AL methods on CIFAR10(a) and
CIFAR100(b) datasets. The model is used to infer the label of samples selected by
AL methods before labeling and the accuracy is measured. For any amount of unlabeled
samples, dispersion offers samples with lower accuracy and hence more informative for
the model.

labeled set. The accuracy of samples selected randomly remains almost constant
regardless of the amount of unlabeled samples. In this analysis, the oracle method
by definition uses groundtruth and queries samples that the model misclassified
and therefore the accuracy of the model is zero. Among the active learning
methods, on both CIFAR10 and CIFAR100 datasets, and for any amount of
unlabeled samples, dispersion queries misclassified samples the most, showing
that high dispersion correlates well with network uncertainty. These samples
can potentially increase the performance of the model if labeled.

4 Experimental Results

4.1 Experimental Setup

We start with model trained on initial labeled set from scratch and employ
Resnet-18 as the model architecture. The initial labeled set consists of 10%
of train dataset that is selected randomly once for all the methods. At each
cycle, we use the model with the corresponding acquisition function to select
b samples, which are then labeled and added to DL. We continue for 4 cycles
until the total budget is completely exhausted. In all experiments, the budget
per cycle is 5% and total budget is 30% of the entire dataset. Eventually for
each cycle, we evaluate the model on the test set. To evaluate our method,
we use CIFAR10 and CIFAR100 [14] datasets with 50K images for training
and 10K for test. CIFAR10 and CIFAR100 have 10 and 100 object categories
respectively and image size of 32× 32. During training, we apply a standard
augmentation scheme including random crop from zero-padded images, random
horizontal flip, and image normalization using the channel mean and standard
deviation estimated over the training set.
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Dispersion is computed from the most probable class in the output of the
model. During training we do an inference on the unlabeled pool at every epoch
and save the model predictions. Based on these predictions we compute the
label-dispersion for each sample specifically.

Implementation Details. Our method is implemented in PyTorch [20]. We
trained all models with the momentum optimizer with value 0.9 and the initial
learning rates 0.02. We train for 100 epochs and reduce the learning rate by
a factor of 5 once after 60 epochs and again at 80 epochs. Finally, to obtain
more stable results we repeat the experiments 3 times and report the mean and
standard deviation in our results.

Baselines. We compare our method with several informative and representative-
based approaches. Random sampling: selects an arbitrary subset of samples from
all unlabeled samples. BALD [10]: method chooses samples that are expected to
maximise the information gained about the model parameters. In particular, it
select samples that maximise the mutual information between predictions and
model posterior via dropout technique. Margin sampling [3]: uses the difference
between the two classes with the highest scores as a measure of proximity to the
decision boundary. KCenterGreedy [21]: is a greedy approximation of KCenter
problem also known as min-max facility location problem [27]. Samples having
maximum distance from their nearest labeled samples in the embedding space
are queried for labeling. CoreSet [21]: finds samples as the 2-Opt greedy solution
of Kcenter problem in the form of Mixed Integer Programming (MIP) problem.
VAAL [23]: learns a latent space using a Variational Autoencoder (VAE) and an
adversarial network trained to discriminate between unlabeled and labeled data.
The unlabeled samples which the discriminator classifies with lowest certainty
as belonging to the labeled pool are considered to be the most representative
and queried for labeling. Oracle method: An acquisition function using ground-
truth that selects samples that the model miss-classified. In order to study the
potential of active learning, we evaluate oracle-based acquisition function. Note
this is not a useful active learning function in practice, as we would not have
access to the ground-truth annotations in a real scenario. In order to make a
fair comparison with the baselines, we used their official code and adapted them
into our code to ensure an identical setting.

4.2 Results

Results on CIFAR10: A comparison with several active learning methods,
including both informativeness and representativeness, is provided in Fig. 4. As
can be seen in Fig. 4(a) dispersion outperforms the other methods across all the
cycles on CIFAR10, only the BALD-Dropout method obtains similar results
at 30%. The active learning gain of dispersion against Random sampling is
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Fig. 4. Performance evaluation. Results for several active learning methods on
CIFAR10 (a) and CIFAR100 (b) datasets. All curves are average of 3 runs.

around 7.5% at cycle 4, equivalent to annotating 4000 samples less. The informa-
tive methods such as Margin Sampling and BALD lie above the representative
methods including KCenterGreedy, CoreSet, VAAL and Random highlighting
the importance of informativeness on CIFAR10 where the number of classes is
limited and each class is well-represented by many samples.

Results on CIFAR100: Figure 4(b) shows the performance of active learning
methods on CIFAR100. As can be seen, the methods are closer and the over-
all performance of Dispersion, Margin sampling and CoreSet are comparable.
However, the addition of labeled samples at cycle 3 and 4 makes the disper-
sion superior in performance to others. The smaller gap between the informative
based methods and Random emphasizes the importance of representativeness
on CIFAR100 dataset which has more diverse classes that are underrepresented
with few samples in small budget size.

Additionally, Table 1 illustrates the full performance of models that are
trained on the entire datasets. Dispersion manages to attain almost 97% and
82% of full performance on CIFAR10 and CIFAR100 respectively by using only
30% of the data, which is a significant reduction in the labeling effort.
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Table 1. Active learning results. Performance of AL methods using 30% of dataset
both in absolute performance and relative to using all data.

Methods CIFAR 10 CIFAR 100

Acc. Rel. Acc. Rel.

All data 93.61 100% 74.61 100%

Dispersion 90.74 96.93% 60.66 81.97%

Margin sampling [3] 90.44 96.61% 59.78 80.78%

BALD [10] 90.66 96.85% 59.54 80.46%

KCenterGreedy [21] 89.57 95.69% 59.64 80.59%

CoreSet [21] 89.45 95.56% 59.87 80.91%

VAAL [23] 87.88 93.88% 58.42 78.95%

Random sampling 87.65 93.63% 58.47 79.02%

5 Conclusion

We proposed an informativeness-based active learning algorithm based on the
learning dynamics of neural networks. We introduced the label-dispersion met-
ric, which measures label-consistency during the training process. We showed
that this measure obtains excellent results when used for active learning on a
variety of benchmark datasets. For future work, we are interested in exploring
label-dispersion for other research fields such as out-of-distribution detection and
within the context of lifelong learning.
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Abstract. In the last years, deep learning models have achieved
remarkable generalization capability on computer vision tasks, obtain-
ing excellent results in fine-grained classification problems. Sophisticated
approaches based-on discriminative feature learning via patches have
been proposed in the literature, boosting the model performances and
achieving the state-of-the-art over well-known datasets. Cross-Entropy
(CE) loss function is commonly used to enhance the discriminative power
of the deep learned features, encouraging the separability between the
classes. However, observing the activation map generated by these mod-
els in the hidden layer, we realize that many image regions with low dis-
criminative content have a high activation response and this could lead
to misclassifications. To address this problem, we propose a loss function
called Gaussian Mixture Centers (GMC) loss, leveraging on the idea that
data follow multiple unimodal distributions. We aim to reduce variances
considering many centers per class, using the information from the hid-
den layers of a deep model, and decreasing the high response from the
unnecessary areas of images detected along the baselines. Using jointly
CE and GMC loss, we improve the learning generalization model over-
coming the performance of the baselines in several use cases. We show
the effectiveness of our approach by carrying out experiments over CUB-
200-2011, FGVC-Aircraft, Stanford-Dogs benchmarks, and considering
the most recent Convolutional Neural Network (CNN).

Keywords: Fine-grained image classification · Loss function

1 Introduction

Weakly supervised Fine-Grained Image Recognition (WFGIR) centers around dis-
covering specific fine details under definite classes and granularity, starting only
from class image labels. Firstly, due to the nature of the Fine-Grained dataset, the
appearances of the classes can be the same, and how to distinguish the subtle dif-
ferences between them is of imperative significance. Secondly, WFGIR task uses
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(a) baseline (b) GMC loss

Fig. 1. Activation map generated by Grad-CAM algorithm show the high neurons
response in unnecessary areas from the 3rd hidden layers (a). In (b) we show the
attenuation of the neurons response in such regions. We highlight the captions inside
the images corresponding to the class activation of the most three outputs from the
last layer with the relative class index.

only image-level class annotations, becoming more complex to recognize the sub-
tle changes between different classes. Two main approaches are present in Fine-
Grained task, one of which aims to find the local regions in the instance using
heuristic schemes as in [25]. The second tries to automatically find the discrimina-
tive regions using a sophisticated learning method [38,42]. The works mentioned
before focus on the search regions containing subtle details of images, and they are
useful to improve the recognition task. Using visualization techniques, we detect a
high activation response by neuron groups into low discriminative location of the
hidden layers (see Fig. 1 (a)). We decrease the high response of the activation in
such regions (see Fig. 1 (b)) via appropriate loss function based on Gaussian Mix-
ture Models (namely, GMC loss). Loss functions are considered the key during
the training, where SGD moves in the error surface to find global minima through
gradient evaluation and back-propagation procedure [18]. In literature, there exist
many loss functions based-on CE loss applied in the last layers of a main Neural
Network Model [6,8,9,21,27]. Recently, works as [11,12,26,41], leverage on Center
Loss (CL) [37] approaches, achieve remarkable results using the second last layer
as argument to their loss function, especially in computer vision task [32,33]. As
the CL function is minimized, the variance of the data distribution is reduced to
a single point (class center), see Fig. 2 (a). However, observing the features dis-
tribution space using the second last layer as an argument, the main effect is to
increase the class separability and stretch the distribution by variance enlarge-
ment. This effect can bring overlaps for datasets containing many classes and this
leads to misclassification. In [15,17], the authors propose a loss function where the
error for each instance is adjusted by the values of the involved function. These
approaches bring to light new interesting results overcoming the baseline CE loss
performance models. In [31], the authors propose Large-margin Gaussian Mixture
(L-GM) loss that leverages on the assumption that the deep features follow a Gaus-
sian Mixture distribution. They use a single component to represent a class (one
Gaussian peak), so they use a unimodal Gaussian approach. Here, we use multi-
ple components shaped by GMM (see Fig. 2(b)) for each class of the batch, and use
many centers of these Gaussian peaks as convergence points. Different by [31] we do
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not use density function to establish the main error, but compute Euclidean-type
distance between multiple Gaussian components for each class. In addition, we use
a pointer to extract the distribution of the features of the hidden layers pointed,
and use them as argument for our proposal.

Fig. 2. (a), (b) Shows the differences between CL task and our proposal. Leveraging on
the data distribution pointer p, we extract the Gaussian peak using an unsupervised
clustering model (GMM). We compute suitable distance of each instance from the
nearest centers. (c) Shows the contribution scheme in a Resnet-50 model.

2 Related Works

We recall three main categories of approaches for the Fine-Grained classification.

Manual Object Parts Localization. Bounding box/part annotations are used
to enhance the discriminative power via useful details in the local regions of
images. Although these methodologies increase the pattern recognition, they
suffer from two issues: the manual annotations step is time-consuming, and the
need for experts to create each dataset (e.g., Birds dataset).

Discriminative Feature Learning via Patches. Sophisticated approaches
are used to extract discriminative patches from images in automatic step and
unsupervised or weakly supervised manner [10,38]. A clear example is described
by [38], where the model uses a Resnet as backbone jointly with the Navigator-
Teacher-Scrutinizer whose goal is in localizing informative regions without the
need of bounding-box/part annotations, and in isolating information regions
with low information contents. However, the number of patches is fixed by a con-
straint. Works [7,35,40] produce attention-map based on a correlation between
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regions or considering the maximum response maps per classes to localize dis-
criminative regions in images.

Pairwise Learning. These methods focus on the relationship between image
pairs. Works as [9,12] use couple up to quadruplet instances [5] to improve the
pattern recognition task. So, they get interesting results in different fields as
person re-identification problems. A novel contribution is given in [42], where
the features for couples of images are mixed via an interaction mechanism based
on residual attentions. The motivation originates from the fact that humans
are able to recognize an object by observing details of other images. [9,27] show
beneficial for the discrimination in the final layer, that is obtained using the data
distribution in the hidden layer as an argument for the Soft Nearest Neighbour
loss. The main idea is to try to converge couples of instances, and as the loss
is minimized the class features learned distribution are not necessarily collapsed
to a single point as in CL function but can generate many clusters of the same
class.

Discussion. All previous models aim to find discriminative details from high-
level feature maps directly, ignoring other useful information from all not selected
patches. To the best of our knowledge, we are the first to discover significant
results for fine-grained classification through loss function, without adding new
parameters or using the multi-branches methodology. Our contributions can be
summarized as follow:

1. We introduce a novel loss function called GMC loss. We analyze and investi-
gate its behaviour by highlighting its characteristics.

2. We prove the effectiveness of our proposal by using three well-known bench-
marks: CUB-200-2011, FGVC-Aircraft and Stanford Dog datasets.

3. We investigate the generalization ability on Resnet family models and report
remarkable results against the baseline comparisons. We release all pretrained
models and experimental results.

3 Gaussian Mixture Models

A Mixture Model (MM) is a parametric probabilistic representation of data
samples that combines (linearly) certain probabilistic components. A Gaussian
Mixture Model (GMM) is a particular MM where the basic distributions are
Gaussian functions. GMM is a useful key to catch the presence of sub-populations
within an overall population, as it does not require the identification of the sub-
population of interest. GMM allows to learn, unsupervised, the sub-populations
automatically. We recall the basic formula of a GMM as follows:

f(x) =
N∑

i=1

φifi(x) =
N∑

i=1

φi
1

σi

√
2π

e
− 1

2

(
x−μi

σi

)2

, (1)

that is a weighted sum of N Gaussian distributions fi. Here the weights φi

(i = 1, · · · , N) satisfy the convex combination constraint
∑N

i=1 φi = 1, φi ≥ 0.
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The GMM is determined by the weight set {φi}i=1,··· ,N and the parameter set
{(μi, σ

2
i )}i=1,··· ,N (that is, the couple (mean, variance) of each Gaussian com-

ponent). Whenever the parameter set is learned by a machine learning model,
fi(x) (i = 1, · · · , N) gives us an a-posteriori estimate of the component probabil-
ities over the studied data samples. We expect that a GMM has more than two
components, to avoid that the combination in Eq. 1 reduces to a single Gaus-
sian distribution. Indeed, if there is more than one “peak” in the distribution
of the observed data sample (say, multimodal distribution), then a single Gaus-
sian distribution (that is, a well-known example of unimodal distribution) leads
generally to a poor fit. Then, to overcome this lack, GMM combines several uni-
modal Gaussian distributions to improve the fitting performance. For additional
information on theoretical aspects and convergence properties of both MM and
GMM, we refer to the book [29]. It is worth mentioning that even if the idea
behind GMM arises naturally from the classical unimodal Gaussian model, it
exhibits a source of mathematical difficulties. Precisely, we know that a crucial
characteristic of a GMM is the number of its local maxima (that is generally
different from the number of involved Gaussian functions, hence the number
of above mentioned peaks). Indeed, it is not known if this number is (always)
finite for a pure GMM, and this fact affects the convergence performances of
the model (see, for example, [13]). This is an open problem, but there are some
recent interesting bounds in the literature (see [1]).

4 Gaussian Mixture Centers Loss

We introduce our mathematical representation of generalized LC as follows:

LGMC =
1
m

m∑

i=1

‖xi − Ωα
cyi

‖2
2, (2)

with
‖xi − Ωα

cyi
‖2
2 = min

μ∈Ωα
cyi

‖μ − xi‖2
2, (3)

where Ωα
cyi

denotes the set of peaks given by a GMM for each batch i, and α

means the number of Gaussian components (up to N , and greater than one).
We recall that Eq. 3 means the distance between the instance xi and the set
of peaks Ωα

cyi
. That is, for each value α in the suitable range, we determine

a corresponding decomposition into α Gaussian components, each one of them
characterized by its own peak. Finally, via the minimization process (recall the
projection method), we associate a single instance to the closer peak among all
the peaks of unimodal Gaussian distributions. The above LGMC is jontly used
with a CE Loss of the form:

Lxent = − 1
m

m∑

i=1

log
eW T

yi
xi+byi

∑n
j=1 eW T

j xi+bj
, (4)
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where Wyi is the weight associated to class y of i-th instance, xi is the deep
feature of i-th instance and b is the bias term to class y of i-th instance. Sum-
marizing, our total loss function is given as follows:

L = λ LGMC + Lxent, (5)

where the parameter λ is used to balance the effects of the two loss functions.

4.1 Scheme

In Fig. 2(c) we show an overview of our proposal loss function and the interaction
with the used backbone Resnet-X. A variable p plays as a pointer to link the
data distribution of the hidden layers. Each input contains B ×P ×H ×W data,
where B is the number of images selected per class, P are the planes extracted by
the hidden layer pointed by p and H,W are the sizes of the planes. We apply a
flatten operation to H ×W to extract a vector, given as input to GMM. For each
B images per class, we obtain a data distribution to B×P . We also estimate the
K components using GMM, and extract K Gaussian peaks for each class of the
dataset. We compute the total error by Eq. 2. Potentially, one can use different
values of p and apply the GMC loss using different data distribution.

5 Experiments

5.1 Datasets and Implementation Details

To evaluate our algorithm, we focus on the benchmark datasets: CUB [30], FGVC-
Aircraft [24], Stanford Dogs [14]. CUB is composed of 200 classes and contains
11, 788 annotated images splitted into 5994 of train and 5794 of test sets. FGVC-
Aircraft contains 6667 images of train and 3333 of test sets. Stanford dogs is com-
posed by 200 classes and 20, 580 images splitted in 12, 000 of train and 8580 of
test sets. All of them are subject to different images preprocessing as reported in
our code [16]. We resized the images to 448 × 448 and use the Resnet family as
backbone. We also use a Stochastic Gradient Descent (SGD) with momentum 0.9,
learning rate 0.001 multiplied by 0.1 each 30 epochs until to 100 maximum epochs.
We adopt a batch size of 12 and use a balancing value of b = 3 images per class and
batch. We impose λ = 0.001 and change linearly the number of Gaussian Mixture
Components over epochs from 20 to 30 per class.

5.2 Ablation Experiments

In Table 1(d) we provide a detailed ablation analysis using different pointer p.
We conduct all ablation studies on CUB and FGVC-Aircraft with the ResNet-
50 as backbone. In all experiments, we overcome the accuracy of the baseline
with our proposal along with all pointers considered (1st column). In Tables 1
(a, b, c) we conduct experiments on Stanford-Dogs, CUB and FGVC-Aircraft
with Resnet-50, Resnet-101, Resnet-152 as backbones and we compare our GMC
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loss function selecting prior work on the Fine-Grained recent classification mod-
els. In each table, we give the gain Δ as a percentage variation of our best
accuracy and for each accuracy model reported (rows). We again emphasize
that many models extend the used backbones, by introducing other parame-
ters and applying techniques for attention map. Against, we achieve remarkable
results overcoming many recent models or obtaining very competitive results via
only loss function addition. We do not use any extra data augmentation and
we use the backbone without variation. In Stanford-Dogs we overcome all prior
papers that use best CNN. We make available our best models trained and all
experiments ([16]).

Table 1. We compare the gain (Δ) of our GMC loss (best result) to other fine-grained
models. We emphasize that some models extend the used backbone and apply some
techniques to create attention map. We overcome or achieve competitive results without
extending the model, but using only GMC + CE loss function.

(a) CUB-200-2011

Method Top-1 Δ

Prior Work
M-CNN [36] 84.2% +3.82
Resnet-50 [20] 84.5% +3.52
PN-DCN [2] 85.4% +2.62
MaxEnt [8] 86.5% +1.52
KERL [4] 87.0% +1.02
ResNet-101 87.2% +0.78
NTS-Net [38] 87.5% +0.52
TASN [40] 87.9% +0.12
CDL [35] 88.4% -0.38

Our Results
GMC (Resnet-50) 87.35%
GMC (ResNet-101) 87.66%
GMC (ResNet-152) 88.02%

(b) FGVC-Aircraft

Method Top-1 Δ

Prior Work
Kernel-Act [3] 88.3% +3.57
MaxEnt [8] 89.8% +2.07
iSQRT-COV [19] 90.0% +1.87
ResNet-50 90.3% +1.57
PA-CNN [39] 91.0% +0.87
NTS-Net [38] 91.4% +0.47
DFL-CNN [34] 92.0% -0.13
SEF [22] 92.1% -0.23
S3Ns [7] 92.8% -0.93

Our Results
GMC (ResNet-50) 91.72%
GMC (ResNet-101) 91.57%
GMC (ResNet-152) 91.87%

(c) Stanford Dogs

Method Top-1 Δ

Prior Work
MaxEnt [8] 83.6% +7.0
DB [28] 87.7% +2.9
API-Net (Resnet-50) [42] 88.3% +2.3
SEF [22] 88.8% +1.8
CrossX [23] 88.9% +1.7
API-Net (Resnet-101) [42] 90.3% +0.3

Our Results
GMC loss (Resnet-50) 89.50%
GMC loss (Resnet-101) 90.60%

(d) Analysis

Method Backbone CUB AIR

Baseline Resnet-50 84.50% 90.30%
Our (p = 2) Resnet-50 87.18% 91.57%
Our (p = 3) Resnet-50 87.35% 91.33%
Our (p = 2, 3) Resnet-50 87.12% 91.72%
Our (p = 4) Resnet-50 87.21% 91.18%
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Fig. 3. Activation map using Grad-CAM algorithm shows the high neurons response in
unnecessary areas from the 3rd and 2nd hidden layers (1st row). In 2nd row we show
the attenuation of the neurons response in such regions. We highlight the captions
inside the images corresponding to the class activation of the most three outputs from
the last layer with the relative class index. In 3rd column we show only the activation
map without the image in background.

5.3 Visualization Analysis

The minimization of the loss function in Eq. 5 allows us to improve the dis-
criminative capability of the approach/model, and hence it plays a crucial role
in the learning process. We use a well-known algorithm for data visualization
termed Grad-CAM to explore and highlight all the regions with a high response
by neurons responsible for these areas. In Fig. 3 we show 2 images from CUB
dataset with their relative activation map generated by Grad-CAM in specific
layers under consideration. In this experiment, we used a Resnet-152 with our
loss function and a pointer p = 3 (after the 3rd layer from the baseline used).
The 3rd column represents only the activation map created using the data distri-
bution from the third layer and back-propagating the error in this layer follow-
ing the step given by Grad-CAM algorithm. The different colour represents the
importance relative by the activation of the neuron group focused on the various
regions of the images (blue colour identify high attention and red dark colour
very low attention). We emphasize the capability of the model trained using our
loss function to decrease the attention in some regions that are not discrimi-
native (see Fig. 3 1st column, in the 1st and 2nd rows). Instead, observing the
attention map from the same baseline used without our approach, the model is
not able to reduce the attention in many regions unnecessary to increase the dis-
crimination power. So, GMC loss also serves to regularize the main attention of
a model to decrease activation response by groups of neurons closely correlated
on the image regions from the hidden layers, using the data distribution that
comes from it.
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6 Conclusions

Our new GMC loss together with CE loss, lead us to improve the generalization
capability of a deep model over various datasets (CUB, FGVC-Aircraft, Stanford
Dogs), with different data distribution from all Resnet family models. We prove
by experiments, the effectiveness of our approach in using the data distribution
of the hidden layers selected in the neural network, and leveraging on a set of
Gaussian centers we exceed the performance of itself. GMC loss function could
be applied in many neural classification models. Future work will analyze its
behaviour, via a clustering dynamic approach to find the number of components
of the distribution. We release the code, experiments and pretrained models [16].
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Abstract. Hate speech is about making insults or stereotypes towards
a person or a group of people based on its characteristics such as origin,
race, gender, religion, and more. Thus, hate speech can be classified using
machine learning and deep learning methods, and it gives a distinguished
output from one class to another. Also, every day tons of data are get-
ting accumulated from social media. However, the single deep learning
model cannot provide the diversified feature for text classification due
to data characteristics. Therefore, this paper proposes two methods for
hate speech classification. Initially, a majority voting classifier with three
deep learning hybrid models is presented. Finally, a multi-channel con-
volutional neural network with a bi-directional gated recurrent unit and
capsule network is introduced. The proposed approach helps in improv-
ing the classification accuracy and ground truth information by reduc-
ing ambiguity. The proposed models are verified using six different data
sets. The experimental outcomes demonstrate that the proposed meth-
ods achieve adequate results for hate speech classification.

Keywords: Bi-directional gated recurrent unit · Capsule network ·
Convolutional neural network · COVID-19 · Hate speech · Lockdown ·
COVID-19 vaccination · Farmer bill · US election

1 Introduction

Social media has been growing exponentially, and it is gaining popularity every
day. Social networking sites offer a platform for every user to express their emo-
tions and share comments that are visible on the Internet [6,12]. There are several
advantages of social media where people can connect and help business to grows
faster and rapidly. But, it has disadvantages as well; this technology increases
cyberhate and hateful content, which are published and propagated very fast.
The use of social media has increased recently, and consequently, cyberhate inci-
dents have risen. Therefore, it has drawn the attention of researchers in hate
speech analysis [6,11,12]. Literature informs that the individuals with negative
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thoughts are biased towards some community, minority groups, women, or selves
[11]. Thus, these hateful messages directly impact respect or financial loss or both
for the victim and their family [11]. Such cyberhate propaganda, racist messag-
ing, and comments on social networking sites are usually activated when certain
events are triggered [1,6,11,12].

The motivation of hate speech analysis is to detect and identify the reaction
of the people towards others. In the past decade, the use of hate speech on
social media has increased, and, as an effect, it becomes a popular research area
for the internet domain. In 2019, Alorainy et al. have proposed a feature set
algorithm to detect hate speech effectively. It focuses on feature set selection in
which necessary features are getting selected for the embedding approach [1].
After that, Basak et al. have created and developed a web-based application
(block shame) to identify and mitigate online public shaming. The application
can silence and block the spammer, which defined shaming in six types: abusive,
comparison, passing judgments to a user, sarcasm/jokes, and whataboutery. The
pre-trained support vector machine (SVM) concept has been introduced to attain
better results and simultaneously reduce computational time [2]. The multi-task
mutual deep learning approach based on RNN has been proposed for the small
datasets [8]. The use of complex attention mechanisms with multi-task learning
has manifested the better classification of human sentiment. The MANDOLA,
a web application, has several benefits for classifying hatred speech over social
media [13]. It uses 3-layer stacked ensemble master-slave classifier. It has been
constructed with two classifiers: a slave (CNN, deep neural network, Hybrid
CNN-RNN) and one as a master (logistic regression and Linear SVM). It gives
better results but requires high computational time [13]. Sequeira et al. in [14]
have classified drug abuse tweets using sentence embedding with long short-
term memory (LSTM), RNN, region-based CNN, and TextCNN. The proposed
paradigm identifies the ambiguity in the sentence for more reliable classification.
Recently, researchers and developers are employing the autoencoder (AE) for the
detection of hate speech. Thus, deep learning AE-based hate speech detection
has been performed to handle ambiguous data to enhance performance [17].

Many countries have laws towards hate speech, and the world’s largest
democracy India also has rules and regulations towards hate speech1. As per
Sects. 153(A) and 295(A) of Indian law, hate speech by a word spoken or writ-
ten is punishable with imprisonment. It may cause the detention of three years,
or a fine, or both [3]. Thus, it motivates us to detect and block hate speech over
social media. Besides, hate speech leads to violent riots, protests and anti-social
events [11].

Based on the above discussion, detection and classification problems are
addressed using intelligent approaches extensively through machine learning
methods, becoming a powerful approach [6,11,12]. The deep learning models also
perform well to understand the semantics meaning using recurrent neural net-
work (RNN). It improves the accuracy and predicts well better than the machine
learning model when data is significant [9]. Thus, majority voting-based multiple

1 https://lawcommissionofindia.nic.in/reports/Report267.pdf.

https://lawcommissionofindia.nic.in/reports/Report267.pdf


426 V. Shah et al.

Table 1. Political and COVID-19 datasets description for hate speech analysis.

Dataset US election
2020

India farmer
bill

COVID-19 Lockdown
2020

Lockdown
2021

COVID-19
vaccination

DS1 DS2 DS3 DS4 DS5 DS6

Total tweets 13000 46317 142163 16045 61757 76753

Hate 5000 2049 4898 412 6757 15062

Non-hate 8000 44268 137265 15633 55000 61691

% of hate 38.46 4.42 3.44 2.56 10.94 19.62

hybrid ensembles of deep learning models and multi-channel convolutional neural
network (CNN) with a bi-directional gated recurrent unit (Bi-GRU) and capsule
network (CapsNet) is proposed in this paper for predicting and improving accu-
racy. The majority voting approach typically aims to perform voting on models
which detect the ground truth of words. Also, it helps in identifying the actual
meanings of sentences when a single model could not predict desired results. The
multiple models predict the different outcomes, and based on voting, it assists
in evaluating more efficiently. The second proposed method is a multi-channel
CNN-Bi-GRU with CapsNet (MCCB-CapsNet) that elicits the features from
MC-CNN and Bi-GRU model layers. The subsequent CapsNet layer performs
dynamic feature routing for a better understanding of features. It identifies the
actual ground truth of the word, which helps the model for effective prediction
(Table 1)

2 Materials and Methods

2.1 Dataset Description and Construction

This section explains the dataset collection process and the information to detect
and classify hate speech under various circumstances. In addition, the latest
trending issues in the world are considered for the development of the dataset.

It is essential to understand that collecting the dataset based on an event is
the most crucial part of hate speech analysis [15]. Therefore, we have analyzed
six datasets, which comprise two political datasets; one US election 2020 and
the second Indian Farms Bill 2020. It has collected from Twitter2. The Indian
farmer bill data set is collected based on hashtag farmer protest and farmer bill
from Twitter. The other datasets belong to COVID-19. The COVID-19 data
set is an open-source dataset3. The fourth data set is the lockdown data set for
the year 2020. It has been developed by separating lockdown tweets from the
Indian COVID-19 data set. Next, the dataset was gathered from Twitter for the
lockdown 2021 from the world. The final dataset is the COVID-19 vaccination

2 https://developer.twitter.com/en.
3 https://www.kaggle.com/abhaydhiman/covid19-sentiments.

https://developer.twitter.com/en
https://www.kaggle.com/abhaydhiman/covid19-sentiments
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Fig. 1. (a) Proposed method 1: deep voting classifier and (b) proposed method 2:
multi-channel CNN-Bi-GRU with CapsNet for hate speech classification.

dataset and developed from Twitter and an open-source dataset4,5,6 to identify
the hate speech and rumors spread over social media. It is worth noting that
these raw data sets contain lots of unwanted noise, and it is not required to
detect and classify hate speech.

Initially, data is cleaned and processed. After that, lemmatization is applied
to the dataset for labeling the dataset into hate and non-hate-related tweets.
Next, the hate-related profanity and swear words are collected from PyPI7.
Then, the identified high-intensity words considered to be hatred words, we
applied them to the unlabelled dataset to get a labeled dataset. Finally, we have
developed the labeled dataset for hate speech classification.

2.2 Proposed Model Architecture and Experimental Setup

This section shares a detailed explanation of the proposed method for hate speech
analysis. This paper presents two novel approaches, The first approach deep
voting classifier based on an ensemble of hybrid models, as shown in Fig. 1(b).
The second proposed method is a multi-channel CNN-Bi-GRU with CapsNet
(MCCB-CapsNet), as shown in Fig. 1(a). The two approaches are explored to
identify the distinct feature set for classification. Based on this motive, various
classifiers are adopted to distinctly express the input data, which creates the
novel feature set. The proposed deep voting approach is beneficial when a single
method shows bias towards a particular class. Thus, the proposed method is
utilized to derive a generalized fit from the individual models. Hence, a voting
classifier attains a decent performance in comparison to a particular approach.

The text classification builds a large dimensional corpus because each unique
word is considered a feature. Thus, the proposed ensemble deep voting model is
designed on hybrid deep learning models and performs majority class selection

4 https://www.kaggle.com/kaushiksuresh147/covidvaccine-tweets.
5 https://www.kaggle.com/gpreda/all-covid19-vaccines-tweets.
6 https://www.kaggle.com/neonian/vaccination-tweets.
7 https://pypi.org/.

https://www.kaggle.com/kaushiksuresh147/covidvaccine-tweets
https://www.kaggle.com/gpreda/all-covid19-vaccines-tweets
https://www.kaggle.com/neonian/vaccination-tweets
https://pypi.org/
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Fig. 2. Base hybrid model architectures used for proposed ensemble deep voting clas-
sifier.

voting on those model’s results. We have implemented a deep voting classifier for
the binary classification dataset. We have used three hybrid models in the pro-
posed work and operated a majority voting for a classification. The hybrid model
consists of one sequential and two parallel architectures. They are encapsulated
with multi-channel CNN, Bi-GRU, and an attention mechanism. Single-channel
CNN for text data classification [4] elicits unique feature information. To obtain
multiple features, we have introduced multi-channel CNN. Multi-channel CNN
algorithms produce localized word features. Also, we have defined the various
hyperparameters for three discrete convolutional channels to obtain the differ-
ent granularities of the sentence [4,7]. These three base architectures are consist
of an input layer that extracts the input features from the datasets and then
transmits them to the next subsequent embedding layer. Each text has con-
verted into input features using the keras tokenizer and the One-hot encoding
method. This process generates input features where each possible value for that
feature has mapped to a new column. The embedding layer consists of a word
vector that transforms each word into a word vector matrix. We defined each
feature’s vector length as 40. This word vector output is forwarded to three
multi-channel convolution layers with kernel window sizes of 3, 4, and 5. Also,
these channels consist of 100 filters with a dropout ratio of 0.4, which eventually
removes the irrelevant features. As a result, these various channels obtain the
diversified feature information from the sentence. Additionally, we have used the
‘same’ padding method to have the output shape similar to inputs. The ReLU
activation function is employed in the base CNN architecture, which considers
the only activated neurons for faster prediction.
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Moreover, we have used GRU, which was developed by Cho et al. in [5]. In
contrast to LSTM, GRU requires only two gates, i.e., update and reset gate
[4,16]. These two gates accumulate the information and simultaneously deter-
mine the hidden ground truth of the words. The update gate operated to pass the
relevant information at a particular time t. The reset gate drops the irrelevant
information and sends only those required for the training phase [7]. This func-
tion of GRU accumulated the past information, which is necessary to understand
for actual semantic meaning of the sentence in text classification. We have used
GRU with 100 connected units and the attention layer. The sigmoid activation
function is utilized as the final activation function. Additionally, we have used
the word attention mechanism in each deep learning hybrid model to select the
necessary features by assigning weights to actual word features operated to cat-
egorize hate speech. The attention mechanism works on the concept of encoder
and decoder with query and key values [4].

Furthermore, we have implemented a deep voting classifier for the binary
classification dataset. One of the proposed voting model models is a sequential
model multi-channel CNN-Bi-GRU-Attention (MCCBA) in which multi-channel
CNN is connected to Bi-GRU in sequential, and after that, the attention model is
employed to classify hate speech. Also, two parallel models are proposed in the
voting model. They are multi-channel CNN-Attention + Bi-GRU (MCCAB),
multi-channel CNN-Attention + Bi-GRU-Attention (MCCABA) as shown in
Fig. 2. We have selected the three deep learning models, voting based on each
tweet of the three hybrid models and calculating the accuracy.

The second proposed MCCB-CapsNet method helps when a single channel
CNN extracts the single feature. The CapsNet for text classification uses single-
channel CNN and performs dynamic routing depending on the features selects
from the embedding layer. So, the CapsNet is legged for large and complex
datasets and unable to understand the ground truth of the word when a single-
CNN and large feature matrix are applied. So we have used the multi-channel
CNN and Bi-GRU for vital feature selection and, those features pass to the
CapsNet for dynamic routing for better performance. In this dynamic routing,
the output of the child capsule is weighted. Besides, the inner product of the
results of the parent capsule is taken. Then, the output is passed to the parent
who has the same capsule. Once we get the ground truth of each feature word,
it is easy for the CapsNet to perform dynamic routing to overcome the issue of a
large-scale feature set, where a single channel does not identify the relationship
between words in a sentence. We have implemented an MCCB-CapsNet method
for all six datasets. The embedding layer consists of a word vector that converts
each word into a word vector matrix, Twitter for glove8 has been used for word
embedding method this converts 100 vector-matrix. We defined the vector length
of each feature as 100. This word vector forwarded to multi-channel convolution
layers contains three channels with a kernel window size of 3, 4, and 5. A CapsNet
detects the characteristics and also identifies the contextual significance of each
feature and how they relate to each other [10]. We have utilized ten numbers of

8 https://nlp.stanford.edu/projects/glove/.

https://nlp.stanford.edu/projects/glove/
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capsules, and each capsule determines lower-level features, activation parameters
and it calculates the likelihood of that features. Also, the dimension of each
capsule is set as 16. Furthermore, each capsule performs the five times dynamic
routing, replaces the neuron scalar output with a vector output. The vector
output calculated as follow

vj =
||sj ||2

1 + ||sj ||2
sj

||sj || (1)

Where vj is the vector output of capsule j and sj is a total input. For all except
the first layer of capsules, the total input to a capsule sj is a weighted sum
over all “prediction vectors” ûj|i. Each ûj|i of capsules in the layer produces
the output ui of a capsule by multiplying a weight matrix Wij and coupling
coefficient cij . This iterative dynamic routing process assists in enhancing the
prediction.

sj =
∑

i

cijûj|i , ûj|i = Wijui (2)

The coupling coefficients between capsule i and all the capsules in the layer
above sum to 1. It is determined by a “routing softmax” whose initial logits
bij are the log prior probabilities that capsule i should be coupled to capsule j,
as shown in Eq. 2. Where j ∈ [1, k], and k is the number of classes. We have
performed our experiment with 50 Epochs and a batch size of 64.

3 Results and Discussion

The results are discussed in this section for the proposed ensemble hybrid deep
learning voting classifier and MCCB-CapsNet. It is essential to verify the capa-
bility of the proposed system under various datasets with different conditions.
Thus, the effectiveness of both the voting classifier and MCCB-CapsNet pro-
posed models is evaluated using six datasets for hate speech analysis. Also,
the proposed method is compared with the different state-of-art methods and
fuzzy logic. It has been observed that the proposed methods perform better
than machine learning models and fuzzy logic when classifying hate speech. The
results are comprised of training and testing performance along with F-Score.
Also, the proposed method is compared with the different machine learning and
deep learning-based paradigms and fuzzy logic [11].

Table 2 indicates that all fuzzy classifiers’ training and the testing accuracy is
around 80.0% for DS1. But, for the individual deep learning model, performance
ranges from 88.0% to 94.0%. This deviation in the result is observed due to the
deep learning model’s different capability to express the input data. The CNN
attains a decent performance of 94.35% among the other competitive deep learn-
ing model. Also, the training accuracy of the proposed model and individual deep
learning model is around 98.0%. But, the proposed model on the DS1 provides a
performance between 94.0% to 95.0%. The most favorable result is achieved for
the ensemble voting classifier, and it is 94.23%, and MCCB-CapsNet achieved
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Table 2. Comparison of hate speech classifiers performance using political and COVID-
19 dataset.

Methods Tr (%) Te (%) F1 Tr (%) Te (%) F1 Tr (%) Te (%) F1 Tr (%) Te (%) F1 Tr (%) Te (%) F1 Tr (%) Te (%) F1

DS1 DS2 DS3 DS4 DS5 DS6

SVM 77.76 77.02 0.82 95.57 95.57 0.97 96.55 96.55 0.98 97.49 97.27 0.98 89.29 88.5 0.93 84.93 85.19 0.91

Naive Bayes 70.09 70.89 0.75 82.36 82.10 0.89 83.94 83.80 0.91 86.41 85.62 0.92 77.89 77.53 0.86 76.32 74.90 0.84

Decision tree 100.0 65.46 0.71 100.0 90.96 0.95 100.0 93.27 0.96 100.0 93.80 0.96 100.0 82.7 0.90 100.0 75.56 0.84

Gradient boosting tree 83.25 76.33 0.81 95.98 95.61 0.97 96.74 96.55 0.98 98.37 96.88 0.98 90.88 89.36 0.94 85.30 84.19 0.90

DNN 80.39 77.94 0.82 95.76 95.74 0.97 96.76 96.68 0.98 97.49 97.27 0.98 92.12 91.06 0.95 89.42 88.93 0.93

Fuzzy min norm 80.03 79.95 0.81 60.22 60.81 0.74 79.67 79.74 0.88 85.43 84.36 0.91 81.99 81.81 0.88 88.59 88.55 0.92

Fuzzy Prod norm 80.03 79.95 0.81 60.22 60.81 0.74 79.67 79.74 0.88 85.43 84.36 0.91 81.99 81.81 0.88 88.59 88.55 0.92

Fuzzy lukasiewicz norm 80.03 79.95 0.81 60.22 60.81 0.74 79.67 79.74 0.88 85.43 84.36 0.91 81.99 81.81 0.88 88.59 88.55 0.92

Fuzzy Yager norm 80.03 79.95 0.81 60.22 60.81 0.74 79.67 79.74 0.88 85.43 84.36 0.91 81.99 81.81 0.88 88.59 88.55 0.92

Fuzzy fusion 80.03 79.95 0.81 60.22 60.81 0.74 79.67 79.74 0.88 85.43 84.36 0.91 81.99 81.81 0.88 88.59 88.55 0.92

Fusion fuzzy KNN 87.30 83.84 0.90 99.05 99.01 0.99 95.05 97.42 0.98 96.47 95.53 0.98 90.22 90.05 0.94 80.58 79.54 0.88

LSTM 98.02 88.71 0.91 99.88 99.35 0.99 99.97 99.80 0.99 98.26 97.34 0.98 99.39 99.13 0.99 99.89 99.30 0.99

Bi-LSTM 99.78 88.51 0.90 99.84 98.90 0.99 99.96 99.76 0.99 97.49 97.27 0.98 99.89 99.82 0.99 99.93 99.31 0.99

CNN 99.31 94.35 0.95 99.88 98.95 0.99 99.97 99.72 0.99 97.94 97.27 0.98 99.92 99.10 0.99 99.90 99.42 0.99

MulC-CNN 99.38 93.35 0.94 99.68 97.09 0.98 99.96 99.61 0.99 99.63 97.34 0.98 99.92 99.01 0.99 99.90 99.37 0.99

GRU 99.23 91.69 0.93 99.92 99.31 0.99 99.97 99.73 0.99 99.88 98.52 0.99 99.93 99.09 0.99 99.91 99.33 0.99

Bi-GRU 99.14 91.41 0.92 99.93 99.41 0.99 99.98 99.84 0.99 99.88 98.56 0.99 99.92 99.12 0.99 99.89 99.37 0.99

MCCBA (1) 99.42 94.25 0.94 99.94 99.39 0.99 99.98 99.88 0.99 99.84 98.15 0.99 99.94 99.47 0.99 99.93 99.56 0.99

MCCAB (2) 99.43 93.64 0.94 99.94 99.36 0.99 99.99 99.88 0.99 99.89 98.23 0.99 99.93 99.23 0.99 99.90 99.25 0.99

MCCABA (3) 99.47 93.82 0.94 99.94 99.22 0.99 99.98 99.87 0.99 99.88 98.33 0.99 99.95 99.29 0.99 99.91 99.47 0.99

Ensemble voting (1+2+3) 99.52 94.23 0.95 99.94 99.46 0.99 99.99 99.89 0.99 99.88 98.33 0.99 99.95 99.93 0.99 99.92 99.55 0.99

MCCB-CapsNet 99.54 94.46 0.95 99.89 99.11 0.99 99.84 99.34 0.99 99.82 98.73 0.99 99.74 97.79 0.98 99.71 98.49 0.99

Tr: Training accuracy, Te: Testing accuarcy, F1: F1-score

94.46% with an F-score of 0.95. Further, the difference in the accuracy compared
to the state-of-art models is scaled approximately from 0.01% to 5.0%. While
testing accuracy, the difference of the state-of-art models with the proposed vot-
ing classifier is around 0.02% in the US election dataset. Similarly, nearby 99.0%
and 98.0% training and testing performance is accomplished by individual deep
learning models. However, a decent performance of 98.33% is demonstrated by
the proposed ensemble voting classifier, and MCCB-CapsNet achieved 99.73%
performance. The training accuracy is more than 99.5% for various the proposed
architecture, and the testing accuracy is more than 98.1%. Figure 3 shows the
confusion matrix for the proposed deep voting classifier and MCCB-CapsNet,
respectively. Similar, observations are noted for other datasets.

The proposed method discovered the performance of more than 99.0% for
the various proposed architecture. However, the best accuracy of 99.44% and
99.88% is attained by the ensemble voting classifier on the DS2 and DS3 dataset,
respectively. The Fuzzy logic classifiers report the worst performance of around
60.0% and 79.0% on the DS2 and DS3 dataset. The best performance of 99.93%
and 99.55% is achieved for the ensemble voting classifier with an F-score of
0.99 on the DS5 and DS6 datasets. Similarly, MCCB-CapsNet gains 97.79% and
98.49%, with an F-score of 0.98 and 0.99 for DS5 and DS6 datasets. For both
the proposed architectures, the training accuracy is more than 99.5%. It is also
observed that the voting classifier provides satisfactory results compared to the
individual fuzzy and deep learning models. In addition, nearby 99.0% training
and testing performance is accomplished by individual deep learning models.
However, Fuzzy logic performance ranges between 79.0% and 90.0% for both
the DS5 and DS6 datasets. Table 2 shows that the machine learning and fuzzy
logic norms are not performing well than the deep learning state-of-art models
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Fig. 3. Confusion matrix for DS6 (a) voting model and (b) MCCB-CapsNet model.
MCCB-CapsNet model on DS6 with (c) accuracy and (d) loss function.

on both categories of datasets, i.e., small and large immense datasets. Figures 3
notify the training and validation learning curve graph for loss and accuracy,
which helped better performance improvement judgments. Similar, observations
are noted for other datasets. Overall, the outcomes show that the proposed deep
voting strategy can efficiently deal with the text uncertainty effect, defeating the
constraints of using a single deep learning method.

4 Conclusion

This research paper presents two methods, the deep voting classifier method and
multi-channel CNN-Bi-GRU with capsule network for hate speech text classifi-
cation. A voting method is proposed for different sizes of hate speech datasets
with multiple hybrid deep learning models. An introduction of the attention
mechanism in the proposed work focuses on vital words that increase accuracy.
The attention mechanism helps to perform better than other baseline models.
The second proposed multi-channel CNN-Bi-GRU with capsule network model
focuses on the features and performs the dynamic routing between capsules,
presenting better results than other baseline models. Both models reduce the
problem of overfitting and work well with small-scale as well as large datasets.
Dynamic routing has excellent capabilities while working with multi-channel
CNN with a large-scale feature set compares to traditional, cutting-edge state-
of-art methods. This research only used text tweets written in English, but it
could be further extended to include tweets written in other languages such as
Hindi, German, Japanese, Spanish, and others. Besides, this research can be
expanded by hate speech detection through multimedia like image and video
hate speech detection.

Our future work will focus on multiple hybrid models with small and large-
scale data sets to better understand feature heterogeneity. The optimization
algorithms using different techniques with different data sets can be explored
for hate speech detection work, check with the other hybrid state-of-art models
with ensemble techniques, and examine accuracy.
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Abstract. Deployed image classification pipelines are typically depen-
dent on the images captured in real-world environments. This means
that images might be affected by different sources of perturbations (e.g.
sensor noise in low-light environments). The main challenge arises by
the fact that image quality directly impacts the reliability and consis-
tency of classification tasks. This challenge has, hence, attracted wide
interest within the computer vision communities. We propose a transfor-
mation step that attempts to enhance the generalization ability of CNN
models in the presence of unseen noise in the test set. Concretely, the
delineation maps of given images are determined using the CORF push-
pull inhibition operator. Such an operation transforms an input image
into a space that is more robust to noise before being processed by a
CNN. We evaluated our approach on the Fashion MNIST data set with
an AlexNet model. It turned out that the proposed CORF-augmented
pipeline achieved comparable results on noise-free images to those of
a conventional AlexNet classification model without CORF delineation
maps, but it consistently achieved significantly superior performance on
test images perturbed with different levels of Gaussian and uniform noise.

Keywords: CORF · Push-pull · Inhibition · Robustness ·
Perturbations · Noise suppression · CNN

1 Introduction

In most real-world image classification tasks, there is no control over the environ-
ment within which the images are captured. This means that such images might
be affected by different types and severity of perturbations (e.g. sensor noise in
low-light environments), which may differ from what was present in the training
data. Noise is often dynamic and can change over time. Depending on the con-
ditions, noise can suddenly increase due to events in the visual field, which may
lead to perturbations in the image affecting the image quality. Examples include
adversarial attacks that with very subtle changes to the input images may, for
instance, confuse neural networks to classify a panda as a gibbon [8].
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Image quality directly impacts the reliability and consistency of classification
tasks [15]. This challenge has attracted wide interest within the image processing
and computer vision communities [5]. Image quality can be affected by a host
of factors, such as image compression, during encoding and decoding of images
into different formats, resizing, and recoloring, among others. Such methods can
also be used as an attack to fool the trained classifier [18]. A common approach
to make models more robust to such attacks involves data augmentation during
model learning. While data augmentation is effective, its robustness becomes
limited when the trained models are deployed into environments where the test
images contain noise different than what was present during training.

We hypothesize that giving more importance to the global perceptual con-
tours of a scene will contribute to an image classification solution that is more
robust to different types of image noise. To test this hypothesis we use the CORF
contour delineation operator with push-pull inhibition, which has been shown
to effectively suppress texture and high-frequency noise while delineating the
salient contours [3]. We evaluate this transformation tool with respect to differ-
ent levels of additive perturbations on the Fashion MNIST data set [24] when
coupled with the breakthrough network AlexNet [13].

The details of the proposed transformation are presented in Sect. 3.2. Here,
we compare two pipelines; a) one that uses the original and noise-free images
for training; and b) one that first processes the images with the CORF operator
before being fed to the CNN. In order to mimic the real-world scenario where
noisy images can be given at the time of model deployment, we evaluate the two
pipelines with images consisting of different types and severity of additive noise.

The rest of the paper is organized as follows. In Sect. 2 we present the related
works followed by our proposed method in Sect. 3. Experiments and results are
reported in Sect. 4, and in Sect. 5 we discuss certain aspects of our work. Finally,
we draw our conclusions in Sect. 6.

2 Related Works

Dodge and Karma [7] analyzed how image quality affects the performance of state-
of-the-art deep learning models. They trained a network on noise-free images to
classify noisy, blurred, and compressed images. From their results, they concluded
that image classification is directly proportional to image quality.

In machine/deep learning, this problem can be viewed from the distributions
of the training and test data. Ideally, the distributions of the training and test
data must be similar for a fair evaluation of the models. In practice, however, the
distribution of the test data often deviates from that of the training. In order to
account for this unpredictability and make the models more robust, augmented
versions of the input data are added to the training set. Data augmentation
is among the several techniques used to enhance generalization. Some other
popularly used techniques are dropout [20], parameter weight regularization [17],
and batch normalization [12], among others. While these techniques are effective,
they may not be able to handle deviation in the test set distribution caused due



436 G. S. Bennabhaktula et al.

to noise. In order to address this limitation, we propose a transformation step
that attempts to enhance the generalization ability of the CNN models in the
presence of unseen noise in the test set.

Our hypothesis states that training a model with contour maps of the salient
objects instead of the original content results in a classification model that is
more robust to unseen noise. This hypothesis requires a robust contour delin-
eation operator that suppresses image noise as much as possible. For this pur-
pose, we use the CORF (Combination of Receptive Fields) operator with push-
pull inhibition [3]. It is inspired by the early stages of the mammalian visual
system [11], and consists of a system of difference-of-Gaussians (DoG) operators
with linearly aligned center-surround areas of support. The output of the opera-
tor is an AND-type aggregation of the involved DoG responses. This arrangement
is based on the speculation of Hubel and Wiesel [11] that an orientation-selective
simple cell is activated when all the afferent LGN cells with center-surround
receptive fields are triggered. By means of experiments, it was demonstrated
that the CORF model shares more properties with simple cells than the Gabor
function model [1]. It is also more effective in contour detection. This operator
has later been augmented with two types of inhibition phenomena, namely push-
pull [3,21] and surround suppression [14]. It turns out that such inhibition is very
effective in suppressing image noise, essentially random strokes and texture that
do not belong to the perceptual objects in a given scene.

3 Methods

3.1 Overview

The overall idea is to transform the given images with the CORF contour oper-
ator before classification by a CNN model as depicted in Fig. 1.

Fig. 1. The proposed application pipeline.

We evaluate the impact on the generalization that the CORF contour oper-
ator has on the concerned classification model. Therefore, we compare two
pipelines, namely CORF-free and CORF-augmented. The former is the conven-
tional pipeline that uses the given images as input to the CNN. The latter first
delineates the salient contours from the given images by the CORF operator and
then uses the resulting contour maps as input to the CNN. Figure 2 illustrates
the training and test pipelines of the two approaches.
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Fig. 2. (Top) Training and (bottom) test pipelines. The solid and dashed arrows indi-
cate the CORF-free and the CORF-augmented approaches, respectively.

3.2 CORF Operator with Push-Pull Inhibition

The CORF operator is a computational model of orientation-selective simple
cells of the mammalian brain [1]. In comparison to the linear Gabor function
model, CORF is nonlinear and it achieves more properties of real simple cells;
contrast invariant orientation tuning and cross-orientation suppression [3]. The
nonlinearity and these two properties result in a CORF operator that is more
effective in contour detection than the Gabor function model. The configuration
of a model is trainable and its implementation has been found effective in other
computer vision [2,9] and signal processing [16] applications.

Figure 3 depicts the structure of a CORF model that is selective for horizontal
edges. The circles represent center-on and center-off DoG functions whose output
is combined by geometric mean. The standard deviations of the DoG functions
and the spacing between their areas of support are hyperparameters of the CORF
model used to tune its selectivity. A CORF operator selective for a different
orientation can be configured by rotating the alignment of the areas of support
of the DoG functions. A rotation-tolerant response can then be achieved by
taking the maximum response across all CORF operators selective for different
orientations.

Fig. 3. A CORF computational model of a simple cell that is selective for horizontal
edges of the type shown with the white-to-black stimulus behind the circles. The circles
indicate the afferent center-on and center-off DoG functions.
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Fig. 4. CORF model with push-pull inhibition. It consists of two sub models, namely
push and pull, with the same topology but of opposite selectivity. Their output is then
combined with a linear function.

Later, Azzopardi et al. [3] proposed a push-pull CORF model of a simple
cell with anti-phase inhibition, which takes as input the response of two CORF
models of the type proposed in [1] but with opposing selectivity of luminance
contrast. The output of a push-pull CORF model is then the difference between
the response of an excitatory (push) CORF model that is stimulated by the pat-
tern of interest and a (weighted) response of the inhibitory (pull) CORF model
that is stimulated by the same pattern of interest but of opposite luminance
contrast. Figure 4 illustrates the structure of the CORF model augmented with
push-pull inhibition. For further technical details, we refer the reader to [3].

In Fig. 5 we illustrate the response maps of the push-pull CORF operator to
examples of noise-free and noisy Fashion MNIST images. They demonstrate the
operator is very little affected even with high Gaussian noise.

Fig. 5. Robustness of the push-pull CORF delineation operator to Gaussian noise.
(Top) Two examples from the Fashion MNIST data set with and without additive
Gaussian noise (σ = 0.05). (Bottom) The corresponding CORF contour maps. The
Fashion MNIST images of size 28× 28 pixels are resized to 227× 227 pixels before the
addition of noise.
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3.3 AlexNet

We use the AlexNet architecture for our experiments, which was the winning
entry in ILSVRC 2012, and was inspired by the Le-Net-5 model introduced in
1998 [26]. AlexNet consists of 8 layers including 5 convolutional layers, 3 fully
connected layers, where the final one is the output layer. In order to process
grayscale images, the input dimensions of the network are modified to 227×227×
1 pixels from the actual size of 227×227×3 pixels. The convolutional layers are
followed by batch normalization. In our work, batch normalization was used after
every convolutional layer which is different from [13], where batch normalization
was used only after the first two convolutional layers. The first, second, and the
final convolutional layers are followed by a MaxPool layer of size 3 × 3 pixels
with a stride of 2. The first two fully-connected layers consist of 4096 units, each
of which is followed by a dropout layer with a factor of 0.5. The number of units
in the final fully connected layer is lowered from the original 1000 to 10 classes,
the class size of the Fashion MNIST data set. ReLU activations are used in all
the convolutional and the fully connected layers, which make training faster in
comparison to tanh units [13]. The architecture of the AlexNet is depicted in
Fig. 6 and for a detailed overview, we refer the reader to [13].

Fig. 6. An illustration of the AlexNet architecture with 5 convolutional (Conv) and 3
fully connected (FC) layers where all the Conv layers are followed by batch normaliza-
tion (BN).

Sophisticated networks, such as VGG-16 [19] and ResNet-151 [10] have shown
to improve the accuracy on ImageNet [6], when compared to AlexNet. However,
when it comes to choosing a convolutional network for the relatively simple
Fashion MNIST data set [24], we prefer to use AlexNet. This decision is moti-
vated by the fact that the design of AlexNet is simple and it is efficient in terms
of time complexity. Due to its simple architectural design and relatively fewer
parameters, AlexNet was also found to generalize better when compared to more
sophisticated networks [10,19]. Although we use AlexNet in our experiments, in
principle, the proposed approach is can be augmented to any CNN.
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3.4 Image Perturbations

In the evaluation phase, we experiment with two types of additive noise: Gaus-
sian and uniform. Additive Gaussian noise is part of almost any signal [4], which
makes it ideal for mimicking real-life scenarios. An image perturbed with Gaus-
sian noise Îg is generated by adding a random value to each pixel (x, y), drawn
from a normal distribution N , with a zero mean and a given standard deviation
σ to a given image I:

Îg(x, y) = I(x, y) + N (0, σ) (1)

An image perturbed with additive uniform noise Îu is created by adding
random values drawn from a uniform distribution U , with values between 0 and
1, multiplied by a given weighting value η:

Îu(x, y) = I(x, y) + η · U(0, 1) (2)

4 Experiments and Results

4.1 Data Set

We use the Fashion MNIST data set of Zalando’s fashion article images [24]. It
has a training and a test set of 60,000 and 10,000 examples, respectively. Each
sample is a gray-scale image of 28×28 pixels and belongs to one of the 10 classes
as shown in Fig. 7. Since AlexNet accepts images with a size of 227× 227 pixels,
we resize the images with bi-linear interpolation to these dimensions.

In order to fine-tune the hyper-parameters, we randomly selected a subset
of 10, 000 examples in a stratified manner from the training set and used it as a
validation set. This resulted in a data set split consisting of 50, 000 images for
training, 10, 000 for validation, and 10, 000 for testing.

T-shirt Trousers Pullover Dress Coat

Sandal Shirt Sneaker Bag Ankle boot

Fig. 7. An example of each of the 10 classes in the Fashion MNIST data set.



Image Classification More Robust with CORF Push-Pull Inhibition 441

Fig. 8. Training and validation loss without perturbations.

4.2 Experiments

In our experiments, we compare a CORF-free pipeline against the proposed
CORF-augmented pipeline. The hyperparameters of AlexNet used in both
pipelines are the same. We used the categorical cross-entropy loss along with
the Adam optimizer to train the models, and a batch size of 32. We used an
initial learning rate of 0.001 that was decayed at the end of every epoch using an
exponential method with a decay rate of 0.96. In order to avoid overfitting, we
use a stopping criterium that stops training when the validation accuracy does
not improve for three consecutive epochs. This criterium is met at the 12th and
13th epoch for the CORF-free and CORF-augmented approaches, respectively.
From a training point of view, the two pipelines have very similar convergence
patterns, depicted in Fig. 8.

The aforementioned pipelines are implemented as follows: CORF-free uses
the original Fashion MNIST grayscale images and is used as the baseline.
Whereas the CORF-augmented pipeline first transforms the given images into
CORF contour maps1 before processing them for classification purposes. Both
pipelines are trained with noise-free images and are evaluated with the given
test set perturbed by Gaussian and uniform noise of increasing severity.

Figure 9 shows the performance of the CORF-free and the CORF-augmented
models to different levels of Gaussian and uniform noise.

5 Discussion

The results of our experiments confirm our hypothesis on the Fashion MNIST
data set, in that an AlexNet trained with CORF contour maps is more robust

1 The CORF parameters are set as follows. The afferent DoG functions have a standard
deviation σ = 5. As suggested in [1] for σ = 5, we use two parallel sets of ten center-
on and ten center-off collinear DoG functions, whose distances from the center are
34, 18, 9, 5, and 3 pixels. The two parallel sets of center-on and center-off DoG
functions are separated by β = 4.0 pixels and the inhibition factor α = 5.
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Fig. 9. Test accuracy for different levels of Gaussian and uniform additive noise.

to unseen additive noise than its counterpart trained with the original grayscale
images. As a matter of fact, the proposed CORF-augmented approach outper-
forms that of the conventional CORF-free pipeline consistently for different lev-
els of noise. For the maximum severity of noise that we test with, the CORF-
augmented approach achieves an accuracy of 0.8209 and 0.5874 and reduces the
error rate by 48.36 and 35.09 percent for Gaussian and uniform noise, respec-
tively.

Notable is the fact that for noise-free images both pipelines achieve compara-
ble results. The improved robustness, therefore, does not influence the baseline
data. To the best of our knowledge, our work is the first to investigate the robust-
ness of CNN-based image classification with CORF push-pull contour maps. In
[22] the authors investigated an embedded approach of the push-pull mechanism
in CNN models, but it does not involve contour maps as we propose here.

In this preliminary study we investigate only two types of additive noise. Our
method, however, has the potential to work on a variety of image corruptions,
which we will investigate in future. The conducted experiments only use AlexNet
and the Fashion MNIST data set. In future, this work may be extended by
investigating other CNNs, such as ZFNet [25], Inception [23] or ResNet [10], other
data sets, as well as other types of noise and adversarial attacks. Furthermore,
we speculate that using a multi-channel approach to train CNNs can further
improve the robustness. The channels may, for instance, include the original
color channels of a given image along with CORF response maps with different
inhibition strengths.

6 Conclusion

In this work, we show that the proposed pipeline that uses the CORF delineation
operator with push-pull inhibition is a promising approach to increase the gener-
alization ability of CNNs. Our experiments included an AlexNet architecture and
the Fashion MNIST data set. The proposed CORF-augmented pipeline exhibits
substantially higher generalization ability for additive Gaussian and uniform
noise than a conventional AlexNet without the CORF transformation step.
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15. Nazaré, Tiago, S., Da Costa, G.B.P., Contato, W.A.., Ponti, M.: Deep convolutional
neural networks and noisy images. In: Mendoza, M., Velast́ın, S. (eds.) CIARP
2017. LNCS, vol. 10657, pp. 416–424. Springer, Cham (2018). https://doi.org/10.
1007/978-3-319-75193-1 50

16. Neocleous, A., Azzopardi, G., Schizas, C.N., Petkov, N.: Filter-based approach
for ornamentation detection and recognition in singing folk music. In: Azzopardi,
G., Petkov, N. (eds.) CAIP 2015. LNCS, vol. 9256, pp. 558–569. Springer, Cham
(2015). https://doi.org/10.1007/978-3-319-23192-1 47

https://doi.org/10.1109/TPAMI.2012.106
http://arxiv.org/abs/1609.02781
http://arxiv.org/abs/1412.6572
https://doi.org/10.1007/978-3-319-23117-4_30
https://doi.org/10.1007/978-3-319-23117-4_30
https://doi.org/10.1007/978-3-319-75193-1_50
https://doi.org/10.1007/978-3-319-75193-1_50
https://doi.org/10.1007/978-3-319-23192-1_47


444 G. S. Bennabhaktula et al.

17. Ng, A.Y.: Feature selection, l 1 vs. l 2 regularization, and rotational invariance. In:
Proceedings of the Twenty-First International Conference on Machine Learning,
p. 78 (2004)

18. Shamsabadi, A.S., Sanchez-Matilla, R., Cavallaro, A.: Colorfool: Semantic adver-
sarial colorization. In: Proceedings of the IEEE/CVF Conference on Computer
Vision and Pattern Recognition (CVPR) (2020)

19. Simonyan, K., Zisserman, A.: Very deep convolutional networks for large-scale
image recognition. arXiv preprint arXiv:1409.1556 (2014)

20. Srivastava, N., Hinton, G., Krizhevsky, A., Sutskever, I., Salakhutdinov, R.:
Dropout: a simple way to prevent neural networks from overfitting. J. Mach. Learn.
Res. 15(1), 1929–1958 (2014)

21. Strisciuglio, N., Azzopardi, G., Petkov, N.: Robust inhibition-augmented operator
for delineation of curvilinear structures. IEEE Trans. Image Process. 28(12), 5852–
5866 (2019). https://doi.org/10.1109/TIP.2019.2922096

22. Strisciuglio, N., Lopez-Antequera, M., Petkov, N.: Enhanced robustness of convo-
lutional networks with a push-pull inhibition layer. Neural Comput. Appl, pp. 1–15
(2020)

23. Szegedy, C., et al.: Going deeper with convolutions. In: Proceedings of the IEEE
Conference on Computer Vision and Pattern Recognition, pp. 1–9 (2015)

24. Xiao, H., Rasul, K., Vollgraf, R.: Fashion-mnist: a novel image dataset for bench-
marking machine learning algorithms. arXiv preprint arXiv:1708.07747 (2017)

25. Zeiler, M.D., Fergus, R.: Visualizing and understanding convolutional networks.
In: Fleet, D., Pajdla, T., Schiele, B., Tuytelaars, T. (eds.) ECCV 2014. LNCS,
vol. 8689, pp. 818–833. Springer, Cham (2014). https://doi.org/10.1007/978-3-319-
10590-1 53

26. Zhai, J., Shen, W., Singh, I., Wanyama, T., Gao, Z.: A review of the evolution of
deep learning architectures and comparison of their performances for histopatho-
logic cancer detection. Proc. Manuf. 46, 683–689 (2020)

http://arxiv.org/abs/1409.1556
https://doi.org/10.1109/TIP.2019.2922096
http://arxiv.org/abs/1708.07747
https://doi.org/10.1007/978-3-319-10590-1_53
https://doi.org/10.1007/978-3-319-10590-1_53


Fast Hand Detection in Collaborative
Learning Environments

Sravani Teeparthi1(B), Venkatesh Jatla1, Marios S. Pattichis1,
Sylvia Celedón-Pattichis2, and Carlos LópezLeiva2
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Abstract. Long-term object detection requires the integration of frame-
based results over several seconds. For non-deformable objects, long-term
detection is often addressed using object detection followed by video
tracking. Unfortunately, tracking is inapplicable to objects that undergo
dramatic changes in appearance from frame to frame. As a related exam-
ple, we study hand detection over long video recordings in collabora-
tive learning environments. More specifically, we develop long-term hand
detection methods that can deal with partial occlusions and dramatic
changes in appearance.

Our approach integrates object-detection, followed by time projec-
tions, clustering, and small region removal to provide effective hand
detection over long videos. The hand detector achieved average preci-
sion (AP) of 72% at 0.5 intersection over union (IoU). The detection
results were improved to 81% by using our optimized approach for data
augmentation. The method runs at 4.7× the real-time with AP of 81%
at 0.5 intersection over the union. Our method reduced the number of
false-positive hand detections by 80% by improving IoU ratios from 0.2
to 0.5. The overall hand detection system runs at 4× real-time.

Keywords: Hand detection · Video analysis · Data augmentation

1 Introduction

We study the problem of developing a robust method for detecting student hands
in collaborative learning environment [3]. Here, we define a collaborative learning
environment as a small group of students working together in a single table as
shown in Fig. 1. Our goal is to recognize writing and typing activities over the
detected hand regions. We will then use the writing and typing activities to
assess student participation.

This material is based upon work supported by the National Science Foundation under
the AOLME project (Grant No. 1613637), the AOLME Video Analysis project (Grant
No. 1842220), and the ESTRELLA project (Grant No. 1949230). Any opinions or
findings of this paper reflect the views of the authors. They do not necessarily reflect
the views of NSF.
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(a) Sample video frame showing fully visi-
ble hands, occluded hands, and hands be-
longing to other groups.

(b) Sample video frame occuring 2 sec-
onds after the frame in (a). On the lower-
left, a new set of hands appears.

Fig. 1. Hand detection in collaborative learning environments. The problem is
restricted to detecting student hands that are nearer to the camera. We use green
bounding boxes to identify unobstructed hands that need to be detected. We use yellow
bounding boxes to identify occluded hands that need to be detected through projection
methods. We use red bounding boxes to identify hands that belong to groups that are
associated with hands outside our group of interest. We use a white bounding box in
(b) to highlight the appearance of a hand that was fully occluded in (a). (Color figure
online)

For robust detection, we require that our hand detection results are con-
sistent throughout the video, implying that we need to deal with occlusions.
Furthermore, we need to reject hands that belong to students that belong to
other groups, as opposed to the collaborative group that is closer to the camera
(see Fig. 1). Since our ultimate goal is to apply our methods to about 1,000 h of
digital videos, we also require that our methods are fast.

We also recognize the dynamic aspects of the hand detection problem. First,
it is clear that we need to associate hands with different people and that there
is a need to deal with the fact that hands can disappear from view due to
occlusion (see Fig. 1). Second, we note that the same hands assume very different
appearances throughout the video and that there is a need to associate their
variations with a single instance.

We summarize some earlier research on the same problem in the M.Sc. thesis
by C.J. Darsey [4]. In her thesis, the author studied the problem of accurate
hand segmentation over a limited dataset. The dataset consisted of 15 video
clips of a maximum duration of 99 seconds. While the methods were successful
over a limited video dataset, it is important to note that we are dramatically
extending this prior research to long-term detection of hand regions over long
video segments. Thus, unlike [4], the current paper also deals with occlusion,
rejecting hands outside the group, and associating hand regions with different
students. We also have an earlier attempt to detect hands using deep learning in
[6]. The current paper dramatically extends this prior research that was focused
on very short video datasets without considering occlusion, appearance issues,
and associating hands with different people. We also note that head detection
and person recognition has been studied in [14,15,19] and [17]. Human activity
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classification over cropped regions was studied in [5], [16] and [8]. In addition,
we note that speech recognition using speaker geometry is studied in [18].

The current paper uses transfer learning from deep learning methods to pro-
vide initial hand detection results. For this initial step, we tested several well-
known methods. We tested Faster R-CNN [13], YOLO [11], and SSD [9]. We
then decided to adopt Faster R-CNN as our baseline model due to the fact
that it is more widely supported within human activity recognition systems. We
then build our system by post-processing the results from Faster R-CNN. More
specifically, we project the results over short video segments to address occlu-
sion and then develop a clustering approach and small area removal to identify
the students within the current collaborative group, which are not addressed by
traditional hand tracking methods (e.g., [12]). Our approach yields significant
improvements over the standard use of Faster R-CNN.

The rest of the paper is organized into three additional sections. We summa-
rize the methodology in Sect. 2. We then present results in Sect. 3 and provide
concluding remarks in Sect. 4.

2 Methodology

We summarize our methodology into two sections. First, we present a summary
of our hand detection method. Second, we present an optimal data augmentation
approach to extend our ground truth dataset.

2.1 Hand Detection Method

We present a block diagram and the corresponding pseudo-code of our approach
in Fig. 2. We begin with a deep-learning method that detects hands at the rate
of one frame per second. The output of the hand detection method is assumed
to be 1 over pixel regions that represent hand regions, and 0 over other regions.
Then, we take the projection of the detected regions every 12 s. The projected
images {PI1, PI2, ..., PI�n/12�} can hold a maximum of 12 that represents hand
detection over all images, and a minimum of 0 that represents the lack of any
hands detected over any image.

To account for occlusion, appearance, and disappearance, we apply a clus-
tering method over the projected image. Several other standard clustering were
investigated during the training process (e.g., Otsu, Li, mean, min, etc. [10]).
We found that ISODATA [1] performed best. ISODATA is an iterative method
that uses Euclidean distance to determine the clusters.

We illustrate the proposed approach in Fig. 3. We show hand detections,
obtained after non-maximum suppression [2], and clusters using time projections
respectively in Figs. 3a and 3b. Following this, we were able to reject out of group
hand clusters with high confidence based on a cluster area constraint [7] as shown
in Fig. 3d. The final clusters are then shown in Fig. 3e.
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function DetectHands(w∗, V, ath)
� Input:
� w∗ represents a pre-trained single-frame hand detector.
� V represents a short Video segment of fixed n seconds duration.
� ath represents a minimum area requirement.
� Output:
� H contains the detected hand regions for each 12-second video segment.

BI ← w∗(V) � detect hands at the rate of one frame per second.
H ← {} � initialize H to store hand detections.
for each 12-second video segment i: do

Project the detected hand regions using:
PIi ← ∑

s BIs
Cluster the projected hand regions using:

CIi ← Cluster(PIi)
Remove small hand regions of far-away groups:

Hi ← AreaThreshold(CIi, ath)
H ← Append(H, Hi)

end for
return H

end function

Fig. 2. Proposed hand detection method using time-projections, clustering, and small
region removal

2.2 Optimal Data Augmentation

For robust detection, developed an optimization method for augmenting the
dataset. Our goal here is to significantly extend the hand dataset for different
scenarios.

The hand detection dataset was created by extracting frames from 44 differ-
ent collaborative learning sessions. These sessions were selected across 3 years
providing a diverse dataset. We labeled every hand instance for a total of 4,548
instances. We partition the dataset into training, validation, and testing samples
as given in Table 1.

The ground truth images span multiple video sessions. For training, we sam-
pled hands from 33 video sessions. For validation, we sampled hands from another
four video sessions. For testing, we used another set of 7 complete video sessions.
Video sessions were collected over three years. Video sessions were forty-five to
one hour and fifteen minutes long. The training dataset described in Table 1 was
carefully selected to have diversity with 350 samples.
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(a) Hand detections using Faster R-CNN. (b) Hand detection projections for 12 sec-
onds.

(c) Binary image showing clusters (d) Green boxes showing valid clusters after
removing small clusters.

(e) Hand detections using our method.

Fig. 3. Hand detection images that demonstrate the proposed approach. (Color figure
online)

Table 1. Dataset for training, validation, and testing. The training, validation, and
testing examples come from different video sessions.

# Sessions # Images # Hand instances

Training 33 305 1803

Validation 4 100 714

Testing 7 313 2031

Total 44 718 4,548
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Table 2. Optimal augmentation parameter value ranges.

Method Optimal range

Shear [−3◦, 3◦]

Rotate [−7◦, 7◦]

Translate [−20, 20]

We develop a separable optimization approach that starts with deter-
mining the maximum range of angles for shear, rotation, and pixels to
be translated. To establish the maximum range of values to consider for
shear and rotation, we calculate validation accuracy at multiple angles: θ ∈
{1◦, 2◦, 4◦, 8◦, 16◦, 32◦}. The maximum range is determined based on the largest
angle that results in a significant decrease in validation accuracy. Let [−θ∗

r ,
θ∗
r ], [−θ∗

s , θ∗
s ] denote the optimal ranges for rotation and shear, respectively.

Similarly, we evaluate validation accuracy at multiple horizontal translations:
τ ∈ {1, 2, 4, 8, 16, 32, 64, 128, 256, 512, 800}, and compute the maximum interval:
[−τ∗, τ∗]. We summarized augmentation methods, along with their respective
optimal ranges in Table 2.

In addition to determining the best parameter values for each augmentation
method, we also optimize the probability, p, for applying data augmentation.
For example, for p = 1, data augmentation is always applied. We compute the
optimal data augmentation probability p∗ as described in Fig. 4.

3 Results

We present the results in two sections. We first present improvement in hand
detection by using optimal data augmentation method described in Sect. 2.2.

1: for each p ∈ {0, 0.25, 0.5, 0.75, 1} do
2: for each image in training do
3: Apply random horizontal flips with p probability.
4: Apply random scaling of {0.8,1.2} with p probability.
5: Apply random shear angle sampled from {−θ∗

s , ..., θ∗
s} with p probability.

6: Apply random rotation angle sampled from {−θ∗
r , ..., θ∗

r}
7: with prbability p.
8: Apply random horizontal translation with pixels
9: uniformly sampled from {−τ∗, ..., τ∗} with p probability.
10: end for
11: Train the model with the augmented data.
12: Record validation accuracies.
13: end for
14: Select optimal probability (p∗) that has the highest validation accuracy

Fig. 4. Pseudocode for finding the optimal probability for data augmentation.
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Table 3. Hand detection validation and testing average precision. From the table, it
is clear that p of 0.5 gave the best performance.

Data split Model Probability of applying each data augmentation

0 0.25 0.5 0.75 1.0

Val Best 0.77 0.86 0.86 0.85 0.84

Last 0.76 0.85 0.86 0.84 0.82

Test Best 0.75 0.80 0.80 0.79 0.78

Last 0.71 0.80 0.81 0.78 0.76

Table 4. Reduction in number of hand detections for each test session.

Session # Hand detections Median IoU

Faster RCNN Ours Faster RCNN Ours Reduction

C1L1P-C, Mar30 55,914 9,804 0.22 0.38 82.5%

C1L1P-C, Apr13 34,665 8,028 0.18 0.45 76.8%

C1L1P-E, Mar02 50,312 9,968 0.15 0.46 80.0%

C2L1P-B, Feb23 48,073 9,924 0.22 0.47 79.3%

C2L1P-D, Mar08 31,875 7,724 0.27 0.40 75.7%

C3L1P-C, Apr11 36,757 9,536 0.23 0.43 74.0%

C3L1P-D, Mar19 57,319 9,536 0.23 0.54 83.3%

We then present the final detention results that demonstrate that our method
reduced the number of false positive regions by 78.8% without sacrificing any
true positive detections.

We used an Intel Xeon 4208 CPU @ 2.10 GHz server, having 128 GB DDR4
RAM and an NVIDIA RTX 5000 GPU for all the experiments. For training
Faster R-CNN, we used the recommended learning rate of 0.001 for 12 epochs
with a mini-batch size of 2 images. We can train the model in less than 13 min.

3.1 Results for Optimal Data Augmentation

Table 2 provides the optimal maximum range angles for shear, rotation, and
pixels to be translated for hand detection. We applied the optimal augmentation
values at different probabilities as summarized in Table 3. From this table, it is
clear that 0.5 probability provided the best performance.

3.2 Hand Detection Results

We summarize our results in Table 4. Compared to Faster R-CNN, our approach
reduced the number of false positives by 80% while improving IoU ratios from
0.2 to 0.5. Overall, our hand detector achieved average precision (AP) of 72% at
0.5 intersection over union (IoU). The detection results were improved to 81%
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by using our optimized approach for data augmentation. Our method runs at
4.7× the real-time.

We present results against Faster R-CNN in Fig. 5. Overall, we can see that
our approach results in a significant reduction in the number of detected hand
regions. In some instances, our approach produces two overlapping hand regions
that are associated with the same student.

(a) Initial hand regions detected using Faster
RCNN.

(b) Ours.

(c) Initial hand regions detected using Faster
RCNN.

(d) Ours.

(e) Initial hand regions detected using Faster
RCNN with significant hand movements.

(f) Ours.

Fig. 5. Comparison between Faster RCNN (left column) and our proposed approach
(right column).

4 Conclusion

We presented a fast and robust method for detecting hands in collaborative learn-
ing environments. Our method performed significantly better than the standard
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use of Faster R-CNN. In future work, the detected proposal regions will be used
for the accurate detection of writing and typing activities which can inform
educational researchers identify moments of interest in collaborative learning
environments.
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Abstract. Providing fine-grained and accurate segmentation maps of
indoor scenes is a challenging task with relevant applications in the fields
of augmented reality, image retrieval, and personalized robotics. While
most of the recent literature on semantic segmentation has focused on
outdoor scenarios, the generation of accurate indoor segmentation maps
has been partially under-investigated. With the goal of increasing the
accuracy of semantic segmentation in indoor scenarios, we focus on the
analysis of boundary-level objectives, which foster the generation of fine-
grained boundaries between different semantic classes and which have
never been explored in the case of indoor segmentation. In particular,
we test and devise variants of both the Boundary and Active Boundary
losses, two recent proposals which deal with the prediction of semantic
boundaries. Through experiments on the NYUDv2 dataset, we quantify
the role of such losses in terms of accuracy and quality of boundary
prediction and demonstrate the accuracy gain of the proposed variants.

Keywords: Indoor scene understanding · Segmentation · Boundary
losses

1 Introduction

The automatic understanding of indoor scenes is a core Computer Vision task
that aims at providing detailed information about the objects in a scene, such
as their type and how they interact with each other [27]. Such a level of under-
standing can have a high impact in many applications, ranging from augmented
reality to image retrieval and the navigation of mobile robots in indoor spaces.

One of the core subtask of indoor scene parsing is performing a semantic
segmentation over the input image, which can be either a plain RGB image
or include depth information depending on the sensor of choice. While most
of the recent indoor understanding literature has focused on the usage of
RGBD data [6,8,14], and while most of the semantic segmentation literature
has adopted outdoor datasets [9,17,21,26], some applications require to focus
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on RGB data in indoor scenarios. Examples include the understanding of pho-
tos taken from users for augmented reality applications, the processing of pic-
tures taken from the web and social networks, and every application in which
employing a depth camera is unfeasible.

In such contexts, providing accurate and fine-grained pixel-wise classification
is of great importance. Recently, the research on semantic segmentation models
has focused on the introduction of fully convolutional networks [4,15] which
leverage convolutional layers and downsampling operations to achieve a large
receptive field, while upsampling operations are employed to increase the output
resolution. Although this protocol is necessary to encode contextual information
and deal with objects at large scales, it inevitably leads to feature smoothing
across object boundaries. Thus, the segmentation results might be blurred and
lack fine object boundary details – a defect that can be particularly detrimental
in the case of indoor applications.

With the aim of improving the quality of semantic segmentation in indoor
scenarios, in this paper we investigate the incorporation of boundary-aware losses
when training semantic segmentation architectures. Starting from two recently
proposed classes of loss functions, namely the Boundary loss [11] and the Active
Boundary loss [20], we analyze their role and propose variations that can increase
the overall quality of the segmentation. Experimentally, we assess the role of
boundary-aware losses and of the proposed strategies on the NYUDv2 dataset
for indoor semantic segmentation, employing an RGB-only setting. We quantify
and show, through quantitative and qualitative experiments, the role of both
losses in the case of indoor scene segmentation and the appropriateness of the
proposed variants.

2 Related Work

Localizing semantic boundaries or exploiting boundary information to improve
the semantic segmentation has been the focus of several previous studies [1,23].
Gated-SCNN [19], for instance, designs a two-stream network to exploit the dual-
ity between the segmentation predictions and the boundary predictions, integrat-
ing shape information. Other works [3,5,10], instead, learn pairwise pixel-level
affinity and monitor information flow across boundaries to preserve feature dis-
parity for semantic boundaries and feature similarity for interior pixels.

While most of these methods [5,10,19] depend on the segmentation model
and require re-training, extensive studies [13,25] have proposed post-processing
techniques to improve boundary details of segmentation results. DenseCRF [13]
considers fully connected CRF models defined at the pixel level to improve seg-
mentation accuracy around boundaries. SegFix [25], instead, proposes a model-
agnostic method to refine segmentation maps, by training a separate network to
transfer the label of interior pixels to boundary pixels. PointRend [12] presents
a rendering approach to refine boundary information by performing point-based
predictions at selected locations based on an iterative subdivision algorithm.

Boundary loss (BL) [11] and Active Boundary loss (ABL) [20], finally, pro-
pose a model-agnostic end-to-end trainable approach to tackle the problem of
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Fig. 1. We analyze two loss functions for improving boundary-level predictions in
semantic segmentation: (a) a Boundary loss which weights pixels predictions according
to their distance to semantic boundaries; (b) an Active Boundary loss which promotes
the alignment between predicted and ground truth boundaries. Best seen in color.
(Color figure online)

semantic segmentation at boundaries. BL promotes the refinement of the seman-
tic boundaries by optimizing the sum of the linear combinations of the regional
probability predictions and their distance transforms. ABL monitors the changes
in the boundaries of the segmentation predictions and encourages the alignment
between predicted boundaries and ground-truth boundaries, leveraging the dis-
tance transform of the prediction maps to regularize the network behavior.

Despite the empirical success of boundary-aware approaches in improving
segmentation precision, there are still substantial segmentation errors at object
boundaries. In this work, we investigate the reciprocal dependency between
semantic segmentation and boundary-level objectives to increase the accuracy
of semantic segmentation performance.

3 Method

Motivated by the need of providing a more precise segmentation along bound-
aries in the case of indoor scene segmentation, we investigate the usage of loss
functions that explicitly model the prediction of semantic boundaries. In partic-
ular, we draw inspiration from the Boundary loss [11] and the Active Boundary
loss [20], two loss functions that mitigate the problem of boundary segmentation
error. We propose novel variations of both of them, with the aim of improving
their results, and compare the results obtained (Fig. 1).

Hereafter, we consider a segmentation setting characterized by C classes and
input image resolution H × W . P ∈ R

C×H×W , instead, will be used to indicate
the class probability map predicted by the network. Thorough the rest of the
section, given a tensor with spatial support Z, the notation Zi will be employed
to denote the value(s) stored at the i-th spatial location of Z, thus employing a
“flattened” indexing of the two spatial dimensions.
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3.1 Boundary Loss

The Boundary loss, originally proposed by Kervadec et al. [11], conceptually cal-
culates an integral over the points between regions which capture the proximity
of two shapes. As such, it allows the incorporation of a weighting term between
the estimated and expected pixels along a semantic boundary. The loss is defined
as a weighted average of predicted probabilities over the entire image, as follows:

BL =
1
N

N∑

i

PiD
ᵀ
i , (1)

where N is the number of pixels of the input image and D ∈ R
C×H×W is a

distance map that does the actual probability weighting. Noticeably, negative
values in Di ∈ R

C will increase the probability of predicting a given class in a
pixel, while positive values will discourage the network from predicting a given
class in a spatial location.

Given a one-hot ground-truth tensor G ∈ {0, 1}C×H×W , the distance map
can be calculated by means of the distance transform operator, which computes
for each positive pixel its distance to the closest zero-valued pixel on the same
channel, i.e. the closest pixel which does not belong to a given class. In the
original formulation [11], the distance map was defined as follows:

Di = −Dist(Gi) � Gi + Dist(1 − Gi) � (1 − Gi) (2)

where � indicates the Hadamard element-wise product and Dist(·) is the distance
transform1. As it can be observed, pixels that belong to a class are given a
negative weight, thus promoting the prediction of high probability values for
that class – while pixels that do not belong to a class are given a positive weight,
thus discouraging the network from predicting the same class. When considering
the magnitude of the weights, instead, it can be seen that pixels far from the
boundaries, for which the Dist(·) function produces high values, play a larger role
in determining the loss in this formulation – while pixels close to the boundary
are given less importance. In other words, the network is encouraged to give
correct predictions in regions that do not lie close to the boundaries between
classes and is allowed to be less precise in boundary regions.

With the aim of increasing the quality of predictions at the boundary level, we
propose and investigate two variations of the Boundary loss, which correspond
to the following distance maps:

D+
i = −Gi + Dist(1 − Gi) � (1 − Gi), (3)

D−
i = −Dist(Gi) � Gi + (1 − Gi). (4)

As it can be observed, in the two proposed variants the distance map values are
replaced with constant values which are independent of the distance from the
1 In our implementation,we employ thendimage.morphology.distance transform edt

function from the scipy Python package.
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boundary. This is done in the case of pixels that do not belong to the target
class (i.e., negative pixels) for D−

i , and in the case of pixels that belong to the
target class (i.e., positive pixels) for D+

i , respectively. In this manner, greater
importance is given to boundary pixels, compared to the original formulation.

3.2 Active Boundary Loss

The Active Boundary loss is instead formulated as a differentiable direction
vector prediction problem, which gradually promotes the alignment between
predicted boundaries (which in the following will be named, for brevity, PBs) and
ground truth boundaries (for brevity again, GTBs). The pipeline for computing
the loss can be conceptually divided into two phases.

Phase 1. During this phase, we compute the PBs starting from the probability
map predicted by the network and devise a target direction map Dg which will
be employed to align PBs with GTBs.
Specifically, boundary pixels of the predicted boundary map are recovered
through the computation of the Kullback–Leibler (KL) divergence between the
probabilities predicted for adjacent pixels. The i-th pixel of the PB is defined as

PBi =
{

1 if ∃KL(Pi||Pj) > ε, j ∈ N2(i);
0 otherwise, (5)

where N2(·) indicates the 2-neighborhood of a pixel, corresponding to the off-
set {{1, 0}, {0, 1}} (i.e., the pixels to the right and below the current pixel).
The threshold value ε is calculated dynamically to ensure that the number of
boundary pixels in PB is less than 1/100 of the area of the input image.

The pixels of GTBs are, accordingly, determined by applying Eq. 5 to the
one-hot ground-truth tensor and replacing the KL divergence with a simpler
equality condition on the class labels between the pixels in N2(·).

As a second point, we compute a target direction map containing offset vec-
tors which will encourage pixels on the PBs to move towards pixels of the GTBs.
In the original version of the Active Boundary loss, the offset was encoded as a
one-hot vector. In our version, we encode the coordinate of the offset vector as
a progressive index indicating its position within the 8-neighborhood of a pixel,
ranging from 0 (i.e. offset {−1,−1} or top-left corner) to 8 (i.e. offset {1, 1}
or bottom-right corner) following the row-major order, and excluding index 4
which is associated with the central pixel itself.

Formally, the target direction map Dg ∈ R
H×W is computed by considering

the offset direction which would move a pixel closer to a GTB, i.e.:

Dg
i = arg minj Mi+Δj

, j ∈ {0, 1, ..., 7}, (6)

where M = Dist(GTBs) is the result of the distance transform applied to GTBs
and Δj represents the j-th element in the set of directions Δ = {{−1,−1},
{0,−1}, {1,−1}, {−1, 0}, {1, 0}, {−1, 1}, {0, 1}, {1, 1}}.
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Phase 2. By using the KL divergence between the predictions for a pixel i
and those for one of its neighbor pixels j as logits in a cross-entropy loss, the
predicted boundary at pixel i is pushed towards the pixel j in a probabilistic
way. The purpose is to increase the KL divergence between the class probability
distribution of i and j while reducing the KL divergence between i and its 8-
neighborhood pixels. To this aim, a predicted direction map Dp ∈ R

8×H×W is
computed as follows:

Dp
i =

{
eKL(Pi,Pi+Δk

)

∑7
h=0 eKL(Pi,Pi+Δh

)
, k ∈ {0, 1, ..., 7}

}
, (7)

Employing the predicted and the target direction map, the Active Boundary loss
can be defined as a weighted cross-entropy (CE) loss, as follows:

ABL =

(
∑

i

Λ(Mi) · CE(Dp
i ,Dg

i ) · PBi

)
· 1∑

i PBi
(8)

Through the weight function Λ(x) = min(x,θ)
θ , the distance of the pixel i from

the nearest boundary of GTBs is used as weight to penalize its divergence from
the GTBs. The hyper-parameter θ is empirically set to 20.

Managing Collisions. Noticeably, collisions between offset vectors of neigh-
boring pixels are possible, especially in the case of complex boundary shapes. To
address this problem, the original formulation of the Active Boundary loss [20]
suggests detaching the gradient flow for all non-boundary pixels. As a result, the
gradient is calculated only for the pixels on the predicted boundaries, ignoring
all the other pixels.

To overcome any conflicts, we adopted an equivalent strategy. In our imple-
mentation, we multiply the result of the weighted cross-entropy loss by the pre-
dicted boundary map PB, so that the only pixels that contribute to the loss
calculation are the boundary pixels. The final value is the average calculated by
dividing the sum of the weighted and masked values of the cross-entropy by the
number of predicted boundary pixels.

Finally, the Active Boundary loss is regularized through label smooth-
ing [18], to prevent the network from taking over-confident decisions. During
label smoothing, the highest probability of the one-hot target distribution is set
at 0.8, while the rest of the distribution is set to 0.2/7. Both values have been
empirically determined during our preliminary experiments.

Alternative Distances. In the original formulation of the Active Boundary
loss, the KL divergence is used to measure the distance between two probability
distributions when identifying the predicted boundaries and when computing
the predicted direction map.

As the KL divergence has the disadvantage of being asymmetrical, we propose
and explore two variants of Active Boundary loss in which we replace the KL
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divergence with the Jensen-Shannon (JS) divergence and Bhattacharyya (BC)
distance, both of which are also symmetrical. In particular, the Jensen-Shannon
divergence provides a smoothed and normalized version of KL divergence.

4 Experiments

4.1 Dataset

We conduct our analyses on the image segmentation dataset NYU-Depth V2 [16],
which provides densely annotated images of indoor environments. Specifically,
the NYU-Depth V2 dataset consists of 1449 RGB-D frames showing interior
scenes, acquired through the Microsoft Kinect sensor and with a size of 640×480.
Since the distortion of the images has been corrected, they showcase a thin white
border which we remove by cropping the original images to a size of 608 × 448
pixels. We use the segmentation labels provided in [6], in which all labels were
mapped to 40 classes. We employ the standard training/test split with 795 and
654 images, respectively, and train our models on RGB images only.

In NYU-Depth V2, ground-truth labels are given as semantic regions, rather
than pixel-level segmentation. This occasionally results in thin strips of unla-
beled pixels between two adjacent regions and creates an issue when evaluating
segmentation results at boundary level. To remedy the issue, we pre-processed
the ground truth to remove small unlabeled regions through the median filtering
strategy proposed in [22]. Overall, the NYUDv2 is a challenging dataset due to
difficult lighting conditions and cluttered scenes.

4.2 Implementation Details and Evaluation Protocol

We train our semantic segmentation models using two loss functions Lbl and
Labl, both consisting of the traditional cross-entropy and IoU losses, which are
paired with the considered boundary-level losses:

Lbl = CE + IoU + wa BL,

Labl = CE + IoU + wb ABL. (9)

Here, CE is the cross-entropy loss and IoU refers to the lovász-softmax loss [2],
a surrogate IoU loss. While the CE loss focuses on per-pixel classification, the
lovász-softmax loss prevents small objects from being ignored. The weights wa

and wb regulate the contribution of BL and ABL to the final loss, respectively.
In particular, our experimental results are obtained by setting wa to 1 both for
the original version of BL and its proposed variants, while wb is set to 1.5 in
the case of the original version of ABL and to 2 for the two proposed variants
implementing the JS divergence and BC distance.

In all experiments, we employ a DeepLabV3 [4] with ResNet-50 [7] as our
default backbone architecture. Following the training protocol of [24], we use
random scaling, crop, left-right flipping, and brightness jittering during data
augmentation. We use a plain SGD optimizer, with an initial learning rate of
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Table 1. Quantitative results on the NYUDv2 dataset, when training with the Bound-
ary loss and the proposed variations.

Loss function Pixel accuracy Mean accuracy Mean IoU

CE 65.02 53.01 38.84

CE + IoU 65.33 54.43 39.60

CE + IoU + BL 65.20 55.14 39.39

CE + IoU + BL− 65.36 54.47 39.79

CE + IoU + BL+ 65.53 55.09 39.90

Image Ground Truth CE+IoU CE+IoU+BL CE+IoU+BL+

Fig. 2. Qualitative comparison between boundary loss functions

0.005 and weight decay equal to 0.0005. Training is performed with a mini-batch
size of 4 and conducted for 200 training epochs. The learning rate is divided by
10 after 60, 80, 100, and 150 epochs.

4.3 Quantitative Evaluation

Table 1 reports the results obtained on the NYUDv2 dataset when training
with the Boundary loss, and with the proposed variations, in terms of mean
intersection-over-union, pixel accuracy, and mean accuracy [15]. As it can be
seen, the combination of cross-entropy loss and IoU loss leads to improved results
in terms of all metrics, proving that this combination is useful in the domain of
indoor segmentation.

When turning to the evaluation of the losses based on BL, we first notice that
the combination of cross-entropy, IoU, and Boundary loss leads to an improve-
ment in terms of mean accuracy and to a decrease in pixel accuracy and mean
IoU, highlighting that the original loss struggles to improve the results. The usage
of the two proposed variations of the distance maps (D+ and D− – indicated in
Table 1, respectively, as BL+ and BL−), helps to recover this quantitative loss,
leading to improved results in terms of accuracy and mean IoU. Figure 2 reports
some qualitative samples, comparing the predictions obtained with CE + IoU
and those with CE + IoU + BL and CE + IoU + BL+.
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Table 2. Quantitative results on the NYUDv2 dataset, when training with the Active
Boundary loss and the proposed variations.

Loss function Pixel accuracy Mean accuracy Mean IoU

CE 65.02 53.01 38.84

CE + IoU 65.33 54.43 39.60

CE + IoU + ABLKL 65.54 54.45 39.87

CE + IoU + ABLJS 65.31 54.66 39.72

CE + IoU + ABLBC 65.40 54.39 39.67

Image Ground Truth CE+IoU CE+IoU+ABL

Fig. 3. Qualitative comparison between active boundary loss functions

In Table 2, instead, we turn to the evaluation of the Active Boundary loss, and
its proposed variations. Firstly, we notice that in this case the ABL, in its original
formulation, does not show a loss in performance when compared with the CE +
IoU baseline. Indeed, a CE + IoU + ABL setting, with the original KL-divergence
as a distance measure, leads to an improvement in terms of pixel accuracy, mean
accuracy, and mean IoU. Further, applying the JS divergence in place of the KD
divergence increases the performance in terms of mean accuracy. Overall, this
highlights that the Active Boundary loss can be a reasonable choice in indoor
settings to improve the quality of predictions at boundary level. Finally, in Fig. 3
we show qualitative samples comparing the results obtained when employing the
CE + IoU baselines, in comparison with the ABL loss.

5 Conclusion

We considered the usage of boundary loss functions when training segmentation
models in indoor scenarios. To this end, we have considered two recently pro-
posed boundary-level objectives, i.e. the Boundary loss, and the Active Bound-
ary loss, quantified their role, and proposed variants for both of them. Through
quantitative and qualitative experiments on the NYUDv2 dataset, we have
shown that ABL and our proposed variation of the Boundary loss can improve
segmentation results at the boundary level.
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Abstract. In the recent era, deep learning has become a crucial tech-
nique for the detection of various forms of skin lesions. Indeed, Convo-
lutional neural networks (CNN) have became the state-of-the-art choice
for feature extraction. In this paper, we investigate the efficiency of three
state-of-the-art pre-trained convolutional neural networks (CNN) archi-
tectures as feature extractors along with four machine learning classifiers
to perform the classification of skin lesions on the PH2 dataset. In this
research, we find out that a DenseNet201 combined with Cubic SVM
achieved the best results in accuracy: 99% and 95% for 2 and 3 classes,
respectively. The results also show that the suggested method is compet-
itive with other approaches on the PH2 dataset.

Keywords: Feature extraction · Classification · Skin lesion ·
Convolutional neural networks

1 Introduction

Cancer is considered one of the leading causes of death in the world. It is esti-
mated that the number of people diagnosed with cancer will double in the next
few decades. Fortunately, some cancers have a high chance of cure through early
detection, appropriate treatment, and care in the early stages. Skin lesions are
an abnormal change in the tissue either on the surface of the skin or under the
skin. Skin lesion usually grows in an irregular way beyond their usual boundaries
as compared to the surrounding tissue. Is is primarily caused by excessive expo-
sure to ultraviolet radiation. Skin lesions can be classified into two categories:
benign skin tumors such as nevus, or malignant tumors such as melanoma that
is the least common but the most harmful form of skin cancer. Until the last few
years, computer-aided diagnosis was used for the early detection of skin cancer
from dermoscopy images. It was based on handcrafted features extraction, such
as statistical pixel-level features, shape features, texture features, and relational
features from the images in order to train classical machine learning models for
c© Springer Nature Switzerland AG 2021
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distinguishing the lesion from the surrounding healthy skin. Currently, such a
computer-aided diagnosis is still a challenging task. Most of researchers are now
investigating deep learning techniques. It is expected that they will in the next
future be able to reach a performance similar to those of dermatologists, directly
from dermoscopic images. Indeed, in recent years there have been many success-
ful applications of machine learning techniques (ANN, SVM, KNN) as well as
deep learning approaches and in particular of Convolutional Neural Networks
(CNNs) such as AlexNet, VGGNet, ResNet, DenseNet, GoogleNet, Inception,
EffcientNets. Several contributions have been proposed recently in terms of new
models that have made significant improvements in the detection and the clas-
sifications of skin lesions. Hopefully, such new techniques will help to improve
patient survival rates.

In this paper, we investigate the efficiency of various commonly pre-trained
convolutional neural networks architectures as feature extractors with various
machine learning classifiers to perform the classification for dermoscopic images
from the PH2 dataset.

The rest of the paper is structured as follows. Section 2 presents some studies
on the application of CNN for melanoma diagnosis on the PH2 dataset. Section 3
describes the dataset used, the various pretrained CNN used as feature extractor,
the machine learning classifiers, and the evaluation metrics. Section 4 describes
expriments and discusses of the obtained results. Last Section provides the con-
clusion of this study.

2 Related Works

Several automated recognition methods for skin lesion images have been pro-
posed in the last decade. In particular, recent classification approaches of skin
lesions have been dominated by CNN approaches. In this section, we review some
studies on the application of CNN for melanoma diagnosis on the PH2 dataset.

Ozkan et al. [1] proposed a study on skin lesions classification based on der-
moscopic images to classify images of the PH2 datasets into three classes: normal,
abnormal, and melanoma. They used four different machine learning classifiers:
ANN, SVM, KNN, and Decision Tree. The achieved accuracies were 92.50%,
89.50%, 82.00%, and 90.00% for ANN, SVM, KNN, and DT, respectively.

Ghasem et al. [2] proposed two-hybrid approaches to combine four hetero-
geneous classifiers KNN, SVM, ENN, and MLP. Their first approach was the
Structure-Based on Stacking (SBS), while the other was the Hierarchical Struc-
ture Based on Stacking (HSBS). The authors have considered a preprocessing
step, a segmentation step for analyzing the lesion area and have applied differ-
ent feature extraction methods based on the shape, color, and texture. Finally,
a classification step is used either SBS or HSBS by combining the different clas-
sifiers. The evaluation was based on the PH2 dermoscopic images with different
selected features. The achieved accuracy was 96.7% for the HSBS method and
98.5% for SBS.
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Ann et al. [3] used a deep learning approach to classify skin lesions in der-
moscopic images. First, the authors preprocess the images to remove unwanted
artifacts, such as hairs, using morphological operators and an inpainting algo-
rithm. They classify the images using a CNN AlexNet architecture, and finally,
tested the classifier using both preprocessed and unprocessed images from the
PH2 dataset. The obtained accuracy for the two classes was 93%, while the
accuracy for the three classes was 67.5% with preprocessed images.

Singh et al. [4] proposed an approach for the skin lesions classification using
a segmentation step by a thresholding method and the ABCD rule for feature
extraction. Finally, a SVM classifier is used to make a decision. The proposed
system achieved an accuracy of 92.5% on the PH2 data set.

Filali et al. [5] proposed a skin lesion classification system based on a
fusion of handcrafted features (shape, skeleton, color, and texture) and features
extracted from deep learning architectures (VggNet16, ResNet18, AlexNet, and
GoogLeNet). They used a Support Vector Machine (SVM) classifier to make a
final decision. Their approach achieved an accuracy of 98% on the PH2 dataset.

Sanket et al. [6] proposed a skin lesion diagnosis system. The authors begin
with a processing step using median and Wiener filters to remove noise, followed
by a segmentation step using a watershed and morphological filters. After that, a
feature extracting step is performed using the Grey Level Co-occurrence Matrix
(GLCM), color and geometrical features. Finally, the classification is performed
using KNN, SVM, and an ensemble method. They achieved an accuracy of 92%
on the PH2 dataset.

Khalid et al. [7] proposed a skin lesions classification framework based on
fine-tuning a pre-trained deep learning network AlexNet. They replaced the last
layer with a softmax to classify the lesion on three different classes from the PH2
dataset and achieved an accuracy of 98.61%.

3 Methodology and Materials

The process we propose is made up of four successive parts. The first component
is the input of dermoscopic images. The second is the feature extraction part
with three commonly pre-trained convolutional neural networks (CNN) archi-
tectures. From the obtained features, two databases are created: learning and
test databases. The third component of the system is the learning step by a set
of classifiers where each one is performed individually. Finally, the last is the
validation step from the test dataset.

In addition, as shown in Fig. 1, there are two kinds of extracted features with
the skin lesions dataset:

1. Extracted features using the original dataset.
2. Extracted features with an augmented dataset using data augmentation tech-

niques (will be detailed later).
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Fig. 1. Proposed method’s flowchart.

3.1 PH2 Dataset

The Portuguese dermatological service of the Pedro Hispano Hospital and the
University of Porto have collaborated to establish the PH2 database [15]. There
are 200 dermoscopic images in the PH2 database, with 80 common nevus, 80
atypical nevus, and 40 melanomas. These are 8-bit RGB color images with a
768 × 560 pixels. The images can be obtained online from Hospital Pedro His-
pano (https://www.fc.up.pt/addi/ph2%20database.html) and some are shown
in Fig. 2.

Fig. 2. Example of PH2 skin images.

3.2 Convolutional Neural Networks

The convolutional neural networks (CNN) are a special type of neural networks,
that possesses several convolutional layers to extract learned features directly
from images in a hierarchical manner, and they can be used for classification
tasks. Recently, CNN have been used to improve the performance in many dif-
ferent applications with various architectures such as LeNet, AlexNet, VGGNet,
ResNet, DenseNet, GoogLeNet among others. Such CNN architectures can be
used as pre-trained architectures that were initially trained on large datasets. In
this section, we present a brief overview of such pre-trained CNNs that can be
used as extractors of features for skin lesion images.

https://www.fc.up.pt/addi/ph2%20database.html
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ResNet. ResNet [12] introduces residual blocks that include skip-connection
between layers where each layer feeds into the next layer and directly into the
layers about 2–3 hops away. ResNet architecture contains a 3 × 3 convolution
filter, global average pooling, and max-pooling layers, residual blocks, batch
normalization layers followed by a fully connected layer, and softmax for the
classification. ResNet architecture has several variations with a different number
of layers such as ResNet18, ResNet34, ResNet50, ResNet101, and ResNet152.

DenseNet. DenseNet architecture [13] uses shortcut connections composed of
a dense block linked by transition layers. Each dense block contains convolution
layers where each layer is connected to all preceding other layers. All the feature
maps from previous layers are passed to all subsequent layers of the same block.
DenseNet architecture contains a convolution filter, global average pooling, max-
pooling layers, transition layers, dense blocks followed by fully connected layers,
and softmax for the classification. DenseNet architecture proposes several vari-
ations with a different number of layers such as DensNet-121, DensNet-169,
DensNet-201, and DensNet-246.

EfficientNet. EfficientNet architecture [14] is based on the principle of scal-
ing the different dimensions such as depth, width, and image resolution of the
network at the same time uniformly by using a fixed compound coefficient. Effi-
cientNet is considered as a family of eight different CNN models: EfficientNet-B0
to B7. The EfficientNet-B0 represents the baseline version with an input size of
224 × 224, and it is based on the inverted bottleneck residual and squeeze-and-
excitation blocks.

3.3 Classifiers

Accurate automated classification of a skin lesion in its early stages saves effort,
time, and human life. The purpose of our study will be to find the most accurate
classifier from several machines learning classifiers for skin lesion classification.
This section provides a summary of four machine learning classifiers that will be
employed for the classification of skin lesions: Artificial neural network, Support
Vector Machines, K-Nearest Neighbor, and Random Forest.

Artificial Neural Network. ANN are described as compound systems made
up of at least two layers of neurons, an input layer, and an output layer, usually
including hidden layers [8]. Each layer contains a large number of artificial neu-
rons that constitute an interconnected network in a weighted way. Each neuron
in the network receives digital information as signals from neighboring neurons,
and each of these values is assigned a particular “weight” representative of the
strength of the connection.
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Support Vector Machines. SVMs algorithm plots the feature’s value at a
point in a high-dimensional space [9]. Then, it performs classification by finding
the hyperplane, that determines a an hyperplane that can classify the data and
differentiates the space into two zones. The set of points near the hyperplane is
referred to as the Support Vectors.

K-Nearest Neighbor. KNN is a nonparametric method associated with only
one parameter that represents the number K of nearest neighbors and a training
data set [10]. The principle of the KNN model consists of choosing the K data
points closest to the point under study in order to predict its class.

Random Forest. RF [11] consists in constructing and training multitude of
decision trees in parallel on slightly different data subsets with random variables.

3.4 Evaluation Metrics

In order to evaluate the performance of our classifiers and to compare the differ-
ent results of different scenarios, we used four evaluation metrics. These measures
are accuracy, sensitivity, specificity, and precision.

Accuracy =
TP + TN

TP + FP + TN + FN
(1)

Sensitivity =
TP

TP + FN
(2)

Specificity =
TN

TN + FP
(3)

Precision =
TP

TP + FP
(4)

Where TP , TN , FP , FN , and refer to true positive, true negative, false positive
and false negative respectively.

4 Experimental Results and Discussion

In our study for a melanoma diagnosis, two scenarios of experiments are proposed
using the PH2 dataset:

– Classification of skin lesions into two types of lesions: melanoma or non-
melanoma

– Classification of skin lesions into three types: melanoma, atypical nevus, or
common nevus
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Table 1. Summary of results for melanoma or non-melanoma

DenseNet201 ResNet50 EfficientB0

Acc. % Sens. % Spec. % Prec. % Acc. % Sens. % Spec. % Prec. % Acc. % Sens. % Spec. % Prec. %

SVM 99 99 99 99 97.5 83.33 83.33 98.68 92.5 65.31 65.31 72.36

KNN 97.5 98.64 98.64 87.5 95 81.98 91.98 91.98 97.5 98.64 98.64 87.5

ANN 95 96.96 96.96 88.88 95 97.36 97.36 75.00 87.50 78.12 78.12 81.16

RF 99 99 99 99 97.5 83.33 83.33 98.68 95 97.29 97.29 80

Fig. 3. Accuracy according to DenseNet201, ResnNet50, and EfficientB0 with four
classifiers for melanoma or non-melanoma .

For both scenarios DenseNet201, ResNet50, EfficientB0 pre-trained CNN
models are used as feature extractors, and ANN, SVM, KNN, RF classifiers used
for classification. The latter are compared one to the other on the PH2 dataset.
As previously mentioned, the PH2 dataset contains a total of 200 images that
we divided into two parts.

– 80% of the dataset (160 images) is used for training
– 20% of the dataset (40 images) is used for testing the effectiveness of the

models.

For the second scenario concerning the classification into three classes, a data
augmentation techniques are included with the following augmentations: rota-
tions, zooming, shearing, flips (top-bottom, left right), skew-left-right, contrast
enhancement. All experiments were performed with the same training dataset
and tested with the same test set.

Table 1 and Fig. 3 depict the performance results obtained for classifying
PH2 dataset in two classes: melanoma or non-melanoma with DenseNet201,
ResNet50, EfficientB0 CNN extractor and ANN, SVM, KNN, RF classifiers.

Table 2 and Fig. 4 depict the performance results obtained for classifying PH2
dataset in 3 classes: melanoma, atypical nevus or common nevus without aug-
mentation with DenseNet201, ResNet50, EfficientB0 CNN extractor and ANN,
SVM, KNN, RF classifiers.

Table 3 and Fig. 5 depicts the performance results obtained for classifying
PH2 dataset in 3 classes: melanoma, atypical nevus or common nevus with aug-
mentation with DenseNet201, ResNet50, EfficientB0 CNN extractor and ANN,
SVM, KNN, RF classifiers.



Skin Lesion Classification Using CNNs 473

Table 2. Summary of results for melanoma, atypical nevus or common nevus without
augmentation

DenseNet201 ResNet50 EfficientB0

Acc. % Sens. % Spec. % Prec. % Acc. % Sens. % Spec. % Prec. % Acc. % Sens. % Spec. % Prec. %

SVM 62.50 62.77 78.38 73.19 60.00 60.20 77.16 71.44 62.50 40.09 76.82 60.45

KNN 70.00 70.37 81.48 75.91 60.00 57.06 75.59 61.11 62.50 41.14 76.20 62.19

ANN 70 72.80 83.33 72.87 60.00 28.57 74.04 34.43 50.00 30.51 72.17 57.44

RF 57.50 58.69 75.30 69.59 70.00 44.75 82.09 76.50 70.00 47.78 82.38 67.35

Fig. 4. Accuracy according to DenseNet201, ResnNet50, and EfficientB0 with four
classifiers for melanoma, atypical nevus or common nevus without augmentation.

Table 3. Summary of results for melanoma, atypical nevus or common nevus with
augmentation.

DenseNet201 ResNet50 EfficientB0

Acc. % Sens. % Spec. % Prec. % Acc. % Sens. % Spec. % Prec. % Acc. % Sens. % Spec. % Prec. %

SVM 95 96.67 97.22 96.29 87.50 91.25 92.77 91.02 90.00 92.91 94.16 92.59

KNN 87.50 91.25 93.51 86.31 82.50 80 90.37 77.14 82.50 87.50 89.72 87.30

ANN 92.50 87.77 93.88 92.50 95.00 96.29 96.00 96.66 85.00 88.88 90.90 89.16

RF 85.00 88.75 91.57 83.57 82.50 87.50 90.92 79.39 82.50 87.50 90.04 82.47

Fig. 5. Accuracy according to DenseNet201, ResnNet50, and EfficientB0 with four
classifiers for melanoma, atypical nevus or common nevus with augmentation.
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Table 4. Results of the proposed approach compared to various approaches for PH2
dataset

Authors No. of classes Method Accuracy

Ghasem et al. [2] 2 SBS 98.50%

Ghasem et al. [2] 2 HSBS 96.70%

Ann et al. [3] 2 AlexNet 93.00%

Filali et al. [5] 2 SVM 98.00%

Sanket et al. [6] 2 SVM 92.00%

Proposed work 2 DenseNet201+SVM 99.00%

Table 5. Results of the proposed approach compared to various approaches for PH2
dataset

Authors No. of classes Method Accuracy

Ozkan et al. [1] 3 MLP 92.50%

Ann et al. [3] 3 AlexNet 67.50%

Singh et al. [4] 3 SVM 92.50%

Khalid et al. [7] 3 AlexNet 98.61%

Proposed work 3 DenseNet201+SVM 95.00%

Through the evaluation and results obtained from Tables 1, 2 and 3, we find
that the DenseNet201 model achieved the best results as compared to other CNN
models. On the other side, the cubic SVM classifier achieved the best results as
compared to others classifiers ANN, KNN, RF. Through Figs. 3, 4 and 5, we
notice that data augmentation considerably improves the results of classification
for three classes. From Tables 1, Table 2 and Table 3, the statistics show that
SVM classifiers perform the highest accuracy of 99% for melanoma and non-
melanoma detection while 95% for melanoma, atypical nevus, or common nevus
with augmentation combined with DenseNet architecture.

Table 4 and Table 5 depict the comparison of the proposed approach with the
state-of-the-art models in terms of accuracy for the PH2 dataset. As it can be
seen our proposed approach is competitive with the state-of-the-art.

5 Conclusion

In order to take advantage of deep learning models’ ability to extract features
from skin lesion images, several experiments were conducted with convolutional
neural networks (CNN) architectures combined with various classifiers. In this
work, we have proposed to use DenseNet201, ResnNet50, EfficientB0 pre-trained
CNN architectures as feature extractors and the Artificial neural network (ANN),
Support Vector Machines (SVM), K-Nearest Neighbor (KNN), Random Forest
(RF) as classifiers to evaluate the classification of skin lesions from PH2 datasets
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with 2 or 3 classes. The results found show that the DenseNet201 model com-
bined with the SVM classifier gives the better score for two classes with an
accuracy of 99%, moreover for three classes with 95%, which is competitive with
the actual state-of-the-art.

Acknowledgement. This work was completed as part of the Hubert Curien Part-
nership (PHC) TASSILI cooperation program between France and Algeria under the
project code 19MDU212.
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Abstract. Within the field of instance segmentation, most of the state-
of-the-art deep learning networks rely nowadays on cascade architectures
[1], where multiple object detectors are trained sequentially, re-sampling
the ground truth at each step. This offers a solution to the problem of
exponentially vanishing positive samples. However, it also translates into
an increase in network complexity in terms of the number of parameters.
To address this issue, we propose Recursively Refined R-CNN (R3-CNN)
which avoids duplicates by introducing a loop mechanism instead. At the
same time, it achieves a quality boost using a recursive re-sampling tech-
nique, where a specific IoU quality is utilized in each recursion to even-
tually equally cover the positive spectrum. Our experiments highlight
the specific encoding of the loop mechanism in the weights, requiring its
usage at inference time. The R3-CNN architecture is able to surpass the
recently proposed HTC [4] model, while reducing the number of parame-
ters significantly. Experiments on COCO minival 2017 dataset show per-
formance boost independently from the utilized baseline model. The code
is available online at https://github.com/IMPLabUniPr/mmdetection/
tree/r3 cnn.

Keywords: Instance segmentation · Object detection · Roi
rebalancing · Deep learning

1 Introduction

Computer vision is a field of continuous experimentation, where new and bet-
ter performing algorithms are developed every day and are able to operate in
environments with increasingly extreme conditions. In particular, object detec-
tion, and instance segmentation as its narrower extension, offers complex chal-
lenges which are utilized in various applications, including medical diagnostics
[3], autonomous driving [11], visual product search [14], and many others. All
these applications demand high-performing systems in terms of prediction qual-
ity, as well as low memory usage. Therefore, a desirable architecture is as light
as possible regarding the parameter count since it reduces the search space and
enhances generalization, while retaining high-quality detection and segmentation
performance.
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However, often these two goals are conflicting. The R3-CNN architecture
and the corresponding training mechanism that we propose present a trade-off
between these two conflicting goals. We show that our model is able to obtain
the same performance of complex networks (such as HTC [4]) with a network as
light as Mask R-CNN [9].

The accuracy of instance segmentation systems is strongly based on the con-
cept of intersection over union (IoU), which is used to identify the detection
precision with respect to the ground truth. The higher this value is, the more
accurate and the less noisy the predictions are. However, by increasing the IoU
threshold, a problem called exponentially vanishing positive samples [1] (EVPS)
is also introduced, meaning that it can give rise to the problem of good proposals
scarcity compared to low-quality ones. This usually leads to a training that is
excessively biased towards low-quality predictions. In order to solve this issue,
Cascade R-CNN [1] first, and its descendant HTC later, introduced a cascade
mechanism where multiple object detectors are trained sequentially in order to
take advantage of the previous one and to increase the prediction quality gradu-
ally. This means that each stage performs two tasks: first, the detector is training
itself, and, then, it is also devoted to identifying the region proposals for sub-
sequent stages. Unfortunately, this also translates into an increase in network
complexity in terms of the number of parameters.

In this work, we propose a new way to balance positive samples by exploit-
ing the re-sampling technique, introduced by the cascade models. Our proposed
technique generates new proposals with a pre-selected IoU quality in order to
equally cover all IoU values. We carry out an extensive ablation study and com-
pare our results with the state of the art in order to demonstrate the advantages
of the proposed solution and its applicability to different existing architectures.

The main contributions of this paper are the following:

– An effective solution to deal with the EVPS problem with a single-detector
model, rebalancing the proposals with respect to the IoU thresholds through a
recursive re-sampling mechanism. This mechanism has the goal of eventually
feeding the network with an equal distribution of samples.

– An exhaustive ablation study on all the components of our R3-CNN architec-
ture in order to evaluate how the performance is affected by each component.

– Our R3-CNN is introduced into major state-of-the-art models to demonstrate
that it boosts the performance independently from the baseline model used.

2 Related Works

Multi-stage Detection/Instance Segmentation. The early works on object
detection and instance segmentation were based on the assumption that single-
stage end-to-end networks are sufficient to recognize and segment the objects.
For instance, YOLO network [19] optimizes localization and classification in one
step. Starting with the R-CNN network [8], the idea of a two-stage architecture
was introduced, where, in the first stage, a network called RPN (Region Pro-
posal Network) analyzes the whole image and identifies the regions where the
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probability of finding an object is high. In the second stage, another network
performs a more refined analysis on each single region. After this seminal work,
others have further refined this idea. The Cascade R-CNN architecture [1] uses
multiple bounding-box heads connected sequentially, where each one refines the
proposals produced by the previous one. The minimum IoU required for positive
examples is increased at each stage, taking into account a different set of propos-
als. Other studies [22,23,25] introduced a similar cascade concept, but applied
to the RPN network, where multiple RPNs are sequenced and the results from
the previous stage are fed into the next stage. Our work is inspired by HTC
network [4], which introduces a particular cascade operation also on the mask
extraction modules. However, all these multi-stage networks are quite complex
in terms of the number of parameters.

IoU distribution imbalance. Authors in [17] describe the problem as a skewed
IoU distribution observed in bounding boxes used in training and evaluation. In
[21], the authors highlight the significant imbalance between background and
foreground RoI examples and present a hard example mining algorithm to easily
select the most significant ones. While in their case the aim is balancing the
background (negative) and the foreground (positive) RoIs, in our work the pri-
mary goal is to balance RoIs across the entire positive spectrum of the IoU. In
[18], an IoU-balanced sampling technique is proposed to mine hard examples.
However, the sampling always takes place on the results of the RPN which, as
we will see, is not very optimized to provide high-quality RoIs. In our case, we
apply re-sampling to the detector itself, which has, on average, a much higher
probability of returning more significant RoIs. In [6], the sources of false positives
are analyzed and an extra independent classification head is introduced to be
plugged into the original architecture to reduce hard false positives. In [26], the
authors introduce a new IoU-prediction branch which supports classification and
localization. They propose to manually generate samples around ground truths
instead of using RPN for localization and IoU prediction branches in training.
In [1,4], overfitting due to EVPS problem for large thresholds is addressed using
multiple detectors connected sequentially. They re-sample the ground truth in a
sequential manner to progressively improve hypothesis quality. Unlike them, we
tackle the problem with a single detector and a single segmentation head. In [16],
they offer an interpretation similar to ours about the fact that IoU imbalance
has an adverse effect on performance. However, while they use an algorithm to
systematically generate the RoIs with the chosen quality, we rely only on the
capabilities of the detector itself.

3 Recursively Refined R-CNN

In this section, first we briefly introduce the idea behind multi-stage processing.
Then we describe our R3-CNN architecture with its evolution from a sequential
to a recursive pipeline, which offers a change of perspective on training.

As shown in Fig. 1 (a), the HTC (Hybrid Task Cascade) multi-stage archi-
tecture [4] mainly follows the idea that a single detector is unlikely to be able to
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Fig. 1. Network design. (a) HTC: a multi-stage network which trains each head in a
cascade fashion. (b) R3-CNN: our architecture which introduces a loop mechanism to
self-train the heads.

train uniformly on all quality levels of IoU. The cascade architecture tries to solve
the EVPS problem by training multiple regressors connected sequentially, each
of which is specialized in a predetermined and growing IoU minimum threshold.
Each regressor performs a conversion of its localization results into a new list of
proposals for the following regressor. Although this type of architecture clearly
improves the overall performance, it also introduces a considerable number of
new parameters into the network. In fact, with respect to its predecessor Mask
R-CNN, the number of detection and segmentation modules triples. To reduce
the complexity of cascade networks and to address the EVPS problem, we design
a lighter architecture with single detection and mask heads uniformly trained
on all IoU levels. Authors in [1] underlined the cost-sensitive learning problem
[7,15], where the optimization of different IoU thresholds requires various loss
functions. Inspired by this study, we address the problem using multiple selec-
tive training, which focuses on a specific IoU quality in each step and recursively
feeds them into the detector. The intuition is that the detector training and its
ability to return an adequate number of proposals of a certain quality level will
happen at the same time.

In Fig. 1 (b), the new R3-CNN architecture along with our training paradigm
are shown. In this loop (recursive) architecture, the detector and the RoI pooling
modules are connected in a cycle. As in HTC, the first set of RoI proposals
is provided by the RPN. After that, the RoI pooler crops and converts them
to fixed-size feature maps, which are used to train the B1 block. Then, with
an appropriate IoU threshold, the ground truth re-sampling takes place by the
B1 block to generate a new proposal set. The result is then used both in the
segmentation module M1 and as the new input for the pooler which closes the
loop. By the IoU threshold manipulation, the network can force the detection to
extract those RoIs with IoU quality levels which are typically missed. The cycle
continues three times (3x loop) to guarantee the rebalancing of RoI levels.

Figure 2 (a) shows the generated RoI distribution for each IoU level in Mask
R-CNN as well as the EVPS problem. The distribution of the rebalanced samples
by our model, on the other hand, can be seen in Fig. 2 (b) and (c). For the latter,
it is worth emphasizing some important details emerging from these graphs: (i)
Considering only the first loop trend, R3-CNN looks quite similar to Mask R-
CNN; (ii) Conversely, considering the sum of the first two loops, our distribution
looks much more balanced; (iii) The third loop significantly increases the number
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Fig. 2. The IoU histogram of training samples for Mask R-CNN with a 3x schedule
(36 epochs) (a), and R3-CNN where each loop uses different IoU thresholds [0.5, 0.6,
0.7], decreasingly (b) and increasingly (c). Better seen in color. (Color figure online)

of high-quality RoIs. Despite the fact that our architecture contains a single
detector, its behavior shows a unique and well-defined trend in terms of RoI
distribution within different loops. We believe this is the reason why R3-CNN
outperforms Mask R-CNN. It is able to mimic the Cascade R-CNN behavior in
the RoI distribution (as also shown in [1]), achieved by HTC, but using only a
single detector and significantly fewer parameters.

For a given loop t, let us define h as the sole classifier and f as the sole
regressor which is trained for a selected IoU threshold ut, with ut > ut−1, by
minimizing the loss function of Cascade R-CNN [1]:

L(xt, g) = Lcls

(
h

(
xt

)
, yt

)
+ λ

[
yt � 1

]
Lloc

(
f

(
xt, bt

)
, g

)
(1)

where xt represents the input features of the t-th loop, bt = f
(
xt−1, bt−1

)
is the

new sampled set of proposals coming from the previous loop (with b0 coming
from the RPN), g is the ground truth, and λ is a positive coefficient. yt represents
the label of xt given the IoU threshold ut, the proposals bt and the ground truth
label gy with the following equation:

yt =

{
gy if IoU (bt, g) � ut

0 otherwise
(2)

At inference time, the same loop procedure is applied and all the predictions
are merged together by computing the mean of the classification values. As it
will be shown in the experiments, using loops also at inference (or evaluation)
time is not optional, meaning that the loop mechanism is intrinsic to the weights
of the network.

4 Experiments

4.1 Dataset and Evaluation Metrics

Dataset. As the majority of recent literature on instance segmentation, we
perform our tests on the MS COCO 2017 dataset [13]. The training dataset
consists of more than 117,000 images and 80 different classes of objects.
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Evaluation Metrics. We used the same evaluation functions offered by the
python pycocotools software package. All the evaluation phases have been per-
formed on the COCO minival 2017 validation dataset, which contains 5000
images. We report the Average Precision (AP) with different IoU thresholds
for both bounding box and segmentation tasks. The main metric (AP ) is com-
puted with IoUs from 0.5 to 0.95. Others include AP50 and AP75 with 0.5 and
0.75 minimum IoU thresholds, and APs, APm and APl for small, medium and
large objects, respectively.

4.2 Implementation Details

To perform a fair comparison, we obtain all the reported results by training
the networks with the same hardware and, when possible, the same software
configuration. When available, the original code released by the authors or the
corresponding implementation in MMDetection [5] framework were used. Our
code is also developed within this framework. In the case of HTC, we did not
consider the semantic segmentation branch.

We performed a distributed training on 2 servers, each equipped with 2 x 16
IBM POWER9 cores, 256 GB of memory and 4 x NVIDIA Volta V100 GPUs
with Nvlink 2.0 and 16 GB of memory. Each training consists of 12 epochs with
Stochastic Gradient Descent (SGD) optimization algorithm, an initial learning
rate of 0.02, a weight decay of 0.0001, and a momentum of 0.9. The learning rate
decays at epochs 8 and 11. We used batch size of 2 for each GPU. We fixed the
long edge and short edge of the images to 1333 and 800, maintaining the aspect
ratio. ResNet 50 [10] was used as the backbone. If not specified differently, the
number of loops in training and evaluation are the same.

4.3 Analysis of R3-CNN

Description. In this part, we demonstrate the potentiality offered by a naive
three-stage loop compared to Mask R-CNN and the original three-stage cascade
HTC. To have a fair comparison, we select the optimal configuration for the HTC
network as baseline and also apply it to training our R3-CNN. In the advanced
version, we replace fully-connected layers from detection head with lightweight
convolutions with kernel 7×7 and a Non-Local block [24] with incremented kernel
size of 7 × 7 to better exploit information. We also build a brand new branch
using only convolutions and Non-Local blocks to include a new learning task to
improve segmentation as described in [12]. Since our naive version has slightly
fewer parameters than Mask R-CNN, it is also insightful to compare it with our
model. Finally, we also want to demonstrate the following important claim: it
does not matter the way or order with which the IoU thresholds are changed
(either incrementally or decrementally), since in both cases a more balanced IoU
distribution is achieved (see Fig. 2).

Results. In Table 1, we report speed in evaluation and memory usage in training,
distinguishing between memory usage of the entire training process and model
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Table 1. Comparing trainable parameters with the bounding box and segmentation
average precision. K: thousand. Column Lt: number of stages. Speed is image per
second. TS: Training strategies. Inc: progressively increasing and Dec: decreasing IoU
quality through loops.

# Model # Params TS Lt H BAP SAP Speed Mem. usage Model size

1 Mask (1x) 44,170K – 1 1 38.2 34.7 11.5 4.4 GB 339 MB

2 Mask (3x) 44,170K – 1 1 39.2 35.5 5.4 4.4 GB 339 MB

3 HTC 77,230K Inc 3 3 41.7 36.9 5.4 6.8 GB 591 MB

4 R3-CNN (naive) 43,912K Inc 3 1 40.9 36.8 5.5 5.9 GB 337 MB

5 R3-CNN (naive) 43,912K Dec 3 1 40.4 36.7 5.5 5.9 GB 337 MB

6 R3-CNN (advanced) 50,072K Inc 3 1 42.0 38.2 1.0 6.8 GB 384 MB

size (proportional to the number of parameters). Comparing the naive version
(row #4) with HTC (row #3), it can be seen that our model has significantly
fewer parameters and is more memory efficient. While the segmentation precision
(SAP ) is practically the same, there is a slight loss in BAP . Also, the speed of
naive is slightly better than HTC. Regarding the advanced version (row #6),
it surpasses the HTC accuracy in both tasks, while saving a significant number
of parameters and using the same amount of memory in training. The only
disadvantage is the reduced speed due to Non-Local blocks.

Compared to Mask R-CNN (row #1), the naive R3-CNN has the same com-
plexity, but achieves a much higher precision in both tasks. To further investigate
how well our recursive mechanism works, we also compare it with Mask R-CNN
trained with triple number of epochs (row #2). While more training helps Mask
R-CNN produce a higher precision, it is still outperformed by naive R3-CNN.
This demonstrates that our loop mechanism is not simply another way of train-
ing the network for more epochs, but that it represents a different and more
effective training strategy. This can be explained by the fact that while in Mask
R-CNN the RoI proposals are always provided by the RPN, in our case they
are provided by the detection head which generates higher quality and more
balanced RoIs (see Fig. 2).

Finally, to show that the order of changes in IoU threshold is not crucial to
performance, in rows #4 and #5, we report a comparison between increasing and
decreasing IoU thresholds through loops. Although there is a slight degradation
of precision using the decreasing training strategy, it is almost negligible due to
a more balanced IoU distribution achieved in both cases, but skewed to high-
quality RoIs in the first case and low-quality in the latter.

4.4 Ablation Study on the Evaluation Phase

Description. In this subsection we focus on how the results are affected by the
number of cycles in the evaluation phase. We consider the naive version men-
tioned above as pre-trained model, which consists of three loops in the training
and evaluation phases.
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Table 2. Impact of evaluation loops Le

in a 3-loop and one-head-per-type R3-
CNN model. Row #4 is the naive R3-
CNN in Table 1.

# Model Lt H Le BAP SAP

1 Mask 1 1 1 38.2 34.7

2 R3-CNN 3 1 1 37.9 35.4

3 3 1 2 40.5 36.6

4 3 1 3 40.9 36.8

5 3 1 4 40.9 36.7

6 3 1 5 40.9 36.7

Table 3. Impact of the number of
training loops in a one-head-per-type
R3-CNN model. Row #4 is the naive
R3-CNN in Table 1.

# Model Lt H BAP SAP

1 Mask 1 1 38.2 34.7

2 R3-CNN 1 1 37.7 34.7

3 2 1 40.4 36.4

4 3 1 40.9 36.8

5 4 1 40.9 36.8

Results. From Table 2, it is evident that the loop mechanism is of paramount
importance for the evaluation phase too. In fact, when we train the network
with the 3x loops and then evaluate it with one loop, it performs even worse
than Mask R-CNN (row #2). On the contrary, with two loops, the result is sig-
nificantly better (row #3). It also underperforms the three-loop evaluation only
slightly (row #4). Therefore, this version could be considered a good compro-
mise between execution time and detection quality. From four loops onward, the
performance tends to remain almost stable. This is consistent with our initial
hypothesis of a link between evaluation and the loop mechanism, and confirms
that in order to have higher performance with more than three loops in the
evaluation, we also need to increase the number of loops in the training phase.

4.5 Ablation Study on the Training Phase

Description. In this experiment, the network is trained with a number of loops
varying from 1 to 4. The number of loops for the evaluation changes accordingly.

Results. The comparative results are reported in Table 3. The precision of the
single loop (row #2) is comparable to Mask R-CNN, and not much different
from the above-mentioned model with one-loop evaluation (row #2 of Table 2).
This connection with the previous experiment suggests that the detector is
strictly optimized on the corresponding sample distribution. The performance
is improved by the training strategies with two and three loops, though signifi-
cantly by the former and only slightly over that by the latter. Regarding more
than 3 loops (row #5), the improvement is negligible.

4.6 Extensions on R3-CNN

Description. Our final experiments show that R3-CNN model can be plugged
in seamlessly to several state-of-the-art architectures for instance segmentation,
consistently improving their performance, which demonstrates its generalizabil-
ity. In this experiment, we select our best-performing version previously called
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Table 4. Performance of the state-of-the-art models with and without R3-CNN model.
Bold values are best results, red ones are second-best values.

Bounding box (object detection) Mask (instance segmentation)

# Method AP AP50 AP75 APs APm APl AP AP50 AP75 APs APm APl

1 Mask 37.3 58.9 40.4 21.7 41.1 48.2 34.1 55.5 36.1 18.0 37.6 46.7

2 HTC 41.7 60.4 45.2 24.0 44.8 54.7 36.9 57.6 39.9 19.8 39.8 50.1

3 R3-CNN-L 42.0 61.0 46.3 24.5 45.2 55.7 38.2 58.0 41.4 20.4 41.0 52.8

4 GRoIE 38.6 59.4 42.1 22.5 42.0 50.5 35.8 56.5 38.4 19.2 39.0 48.7

5 R3-CNN-L+GRoIE 42.0 61.2 45.6 24.4 45.2 55.7 39.1 58.8 42.3 20.7 42.1 54.3

6 GC-Net 40.5 62.0 44.0 23.8 44.4 52.7 36.4 58.7 38.5 19.7 40.2 49.1

7 HTC+GC-Net 43.9 63.1 47.7 26.2 47.7 57.6 38.7 60.4 41.7 21.6 42.2 52.5

8 R3-CNN-L+GC-Net 44.3 64.1 48.4 27.0 47.1 58.9 40.2 61.1 43.5 22.6 42.8 56.0

9 DCN 41.9 62.9 45.9 24.2 45.5 55.5 37.6 60.0 40.0 20.2 40.8 51.6

10 HTC+DCN 44.7 63.8 48.6 26.5 48.2 60.2 39.4 61.2 42.3 21.9 42.7 54.9

11 R3-CNN-L+DCN 44.8 64.3 48.9 26.6 48.3 59.6 40.4 61.3 44.0 22.3 43.6 56.1

advanced (see Table 1 row #6) and renamed R3-CNN-L model. The experiment
tested different state-of-the-art models, namely GRoIE [20], GC-net [2], DCN
[27], with and without the R3-CNN-L version. When compatible, we also merged
the original model with HTC as baseline. For example, HTC+GC-Net is com-
posed of both HTC and GC-Net merged together.

Results. The results are summarized in Table 4, where best results for each com-
parison are reported in bold, while the second best is in red. From the table we
can see that almost all the best and second-best scores belong to R3-CNN archi-
tectures, both in object detection and instance segmentation. However, there
are two cases in which this does not happen. The first one is the combination of
GC-Net and HTC which outperforms R3-CNN-L in APm by 0.6% (row #7), and
the other one is the combination of DCN and HTC which outperforms R3-CNN-
L in APl by the same amount (row #10). Apart from these rare cases, these
experiments confirm that the proposed R3-CNN consistently brings benefits to
existing object detection and instance segmentation models, in terms of both
precision and reduced number of parameters.

5 Conclusions

In this paper, we introduced the R3-CNN architecture to address the issue of
exponentially vanishing positive samples in training by rebalancing the training
proposals with respect to the IoU thresholds, through a recursive re-sampling
mechanism in a single detector architecture. We demonstrated that a good train-
ing needs to take into account the diversity of IoU quality of the RoIs used to
learn, more than aiming to have only high quality RoIs. Our extensive set of
experiments and ablation studies provide a comprehensive understanding of the
benefits and limitations of the proposed models. R3-CNN offers a good flexibility
to use intermediate versions between the naive version and HTC, permitting to
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play with the number of loops, depending if we privilege precision, number of
parameters or speed. Overall, the proposed R3-CNN architecture demonstrates
its usefulness when used in conjunction with several state-of-the-art models,
achieving considerable improvements over the existing models.
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Abstract. Kernel machines are a powerful class of methods for classifi-
cation and regression. Making kernel machines fast and scalable to large
data, however, is still a challenging problem due to the need of stor-
ing and operating on the Gram matrix. In this paper we propose a novel
approach to sample condensation for kernel machines, preferably without
impairing the classification performance. To our best knowledge, there
is no previous work with the same goal reported in the literature. For
this purpose we make use of the neural network interpretation of kernel
machines. Explainable AI techniques, in particular the Layer-wise Rel-
evance Propagation method, are used to measure the relevance (impor-
tance) of training samples. Given this relevance measure, a decremental
strategy is proposed for sample condensation. Experimental results on
three data sets show that our approach is able to achieve the goal of
substantial reduction of the number of training samples.

1 Introduction

A fundamental result of learning theory is the family of representer theorems
[7], which lead to the powerful kernel machines. Although trained to have zero
classification error, kernel machines generalize well to unseen test data [4]. Com-
pared to deep neural networks (DNN), they can be interpreted as two-layer NNs.
Despite the simplicity, however, kernel machines turned out to be a good alterna-
tive to DNNs, capable of matching and even surpassing their performance while
utilizing less computational resources in training [8,9].

Making kernel machines fast and scalable to large data is still a challenging
problem. A major limiting factor is the need of saving all training samples, com-
puting the corresponding Gram matrix, and solving the related linear equation
system (see Sect. 2). In this paper we thus consider the problem of condensing the
training samples, preferably without impairing the classification performance.
Based on the interpretation of kernel machines as two-layer neural networks, we
make use of explainable AI techniques [15], in particular Layer-wise Relevance
Propagation (LRP) [14], as a means to measure the relevance (importance) of
training samples. A decremental strategy is proposed to use this measure for
sample condensation.
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Sample condensation has been studied in other contexts, where the whole
training set has to be saved and used for classification. Starting from the pioneer
work [6], more advanced techniques have been proposed to boost the performance
of nearest neighbor based classifiers [2,12]. In addition, nearest neighbor conden-
sation has been applied to speed up the training of support vector machines [1]
and convolutional neural networks [12].

The remainder of the paper is organized as follows. In Sect. 2 we introduce
the fundamentals of kernel machines and discuss the need of sample condensa-
tion, thus motivating our work. Our sample condensation method is described
in Sect. 3. Experimental results are reported in Sect. 4. Finally, Sect. 5 concludes
the paper.

2 Kernel Machines

Kernels are an efficient way to compute the similarity of two samples in a higher
dimensional space. In this section we introduce a technique to fully interpolate
the training data using kernel functions, known as kernel machines. Let X =
{x1, x2, . . . , xn} ⊂ Ωn be a set of n training samples with their corresponding
targets Y = {y1, y2, . . . , yn} ⊂ T n in the target space. A function f : Ω → T
interpolates this data iif

f(xi) = yi, ∀i ∈ 1, . . . , n (1)

Representer Theorem [7]. Let k : Ω ×Ω → R be a positive definite kernel, X
and Y a set of training samples and targets as defined above, and g : [0,∞) → R

a strictly monotonically increasing function for regulation. We define E as an
error function that calculates the loss l of f on the whole sample set with

E(X,Y ) = E((x1, y1), ..., (xn, yn)) =
1
n

n∑

i=1

l(f(xi), yi) + g(‖f‖) (2)

Then, the function f∗ that minimizes E, f∗ = argminf{E(X,Y )}, has the form

f∗(z) =
n∑

i=1

αik(z, xi) with αi ∈ R (3)

We now can use f∗ from Eq. (3) to interpolate our training data. Note that
the only learnable parameters are α = (α1, . . . , αn). Learning α is equivalent to
solving the system of linear equations

K(α∗
1, ..., α

∗
n)T = (y1, ..., yn)T (4)

where K ∈ R
n×n is the Gram matrix with elements Kij = k(xi, xj). Since

the kernel function k is assumed to be positive definite, the Gram matrix K is
invertible. Therefore, we can find the optimal α∗ to construct f∗ by

(α∗
1, ..., α

∗
n)T = K−1(y1, ..., yn)T (5)
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After learning, the kernel machine then uses the interpolating function from
Eq. (3) to make prediction for test samples. In this work we focus on classification
problems. In this case f(z) is encoded as a one-hot vector f(z) = (f1(z), . . . ft(z))
with t ∈ N being the number of output classes. When predicting a test sample
z, the output vector f(z) is not a one-hot vector, in fact not even a probability
vector, in general. The class which gets the highest output value is considered as
the predicted class. If needed, e.g. for the purpose of classifier combination, the
output vector f(z) can also be converted into a probability vector by applying
the softmax function.

The practical usability of kernel machines strongly depends on the size n of
training set. Solving the optimal α∗ in (5) in a naive manner requires compu-
tation of order O(n3) and is thus not feasible for many applications. Recently,
a highly efficient solver EigenPro has been developed [13] to enable significant
speedup for training on GPUs.

Sample condensation is another way of efficiency boosting, which is required
even when using high-performance solvers like EigenPro. After training, the
testing using (3) still needs the whole set of training samples, which is similar
to the situation with nearest neighbor based classifiers. In complex domains
like strings and graphs the kernel computation may be costly [3,11,18] so that
the need of considerably reducing the number of samples remains. Even in case
of easy-to-compute kernel functions, it can be typically expected that not all
training samples are relevant to the classification. This observation has been
made before, e.g. when working with nearest neighbor based classifiers [2,12].
Thus, there is a general need of sample condensation for kernel machines. In this
work we propose a novel approach tailored to sample condensation for kernel
machines. To our best knowledge, there is no previous work with the same goal
reported in the literature.

3 Sample Condensation Method

We make use of the neural network interpretation of kernel machines and apply
the Layer-wise Relevance Propagation method to measure the relevance of train-
ing samples. Given the relevance estimation of training samples, a decremental
strategy is then applied to select the most relevant samples out of a training set.

3.1 LRP for Relevance Measure of Kernel Machine

The kernel machine (3) can be seen as a network with one hidden layer. Let
z be the test sample to which the target f(z) should be computed. Given a
training sample xi out of the training set X ⊂ Ωn, we denote αit as the trained
weight between xi and the value in the output ft(z). Figure 1 shows the network
architecture of a kernel machine. The input z is represented by a single input
neuron. Each training sample is represented by a single neuron in the hidden layer
and connected to the input by a special connection applying the kernel function.
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Fig. 1. Neural network representation of a kernel machine.

Each output class is represented by a neuron in the output layer, connected by
the individually learned weight αit.

The recent research on explainable AI has spawned many techniques, e.g. for
studying the influence of hyper-parameters on training deep neural networks [5]
and interpreting the behavior of neural networks [15]. In particular, it is possi-
ble to estimate the relevance of features (also hidden neurons) to the network
decision. We apply such relevance estimation, concretely Layer-wise Relevance
Propagation (LRP) [14], to determine the relevance of training samples.

Overall, the relevance estimation in our proposed approach consists of two
steps. In the first phase the optimal α∗ in (3) is computed, by means of a highly
efficient solver like EigenPro [13] if needed. In the second phase a set of validation
samples is used to estimate the relevance of training samples, which builds the
foundation for sample condensation described in Sect. 3.

We apply LRP to propagate the relevance back from the output layer to
the hidden layer and so assign each training sample a relevance measure. The
formula to compute the relevance of a neuron xi with connection to neurons xt

on a given validation sample z is given by

R(xi, z) =
∑

t

xiw
+
it∑

i′ xi′w+
i′t

· R(xt) (6)

where w+ = max(w, 0). Since xt is in the output layer, its relevance is the target
itself R(xt) = ft(z). The weight wit between the neurons representing xi and
xt is given by the weight of the kernel machine wit = αit. The activation on
the neuron representing xi is given by the kernel function k(z, xi). We thus can
express the relevance R(xi, z) of a training sample xi to the output f(z) on a
given validation sample z by

R(xi, z) =
∑

t

k(xi, z)α+
it∑

i′ k(xi′ , z)α+
i′t

· ft(z) (7)

The target vector f(z) is a one-hot vector in our case, i.e. the value in the vector
corresponding to the correct target class t∗ is 1 and all others are 0. Therefore,
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we do not need to apply the outer sum but only calculate it for t∗ since all other
elements in the sum would be 0, which leads to

R(xi, z) =
k(xi, z)α+

it∗∑
i′ k(xi′ , z)α+

i′t∗
(8)

Equation (8) only focuses on the relevance of one validation sample z. To
get a good estimation of the general relevance of a training sample xi, we split
the training set X ⊂ Ωn in two distinct subsets Xtrain and Xval with X =
Xtrain ∪ Xval, Xtrain ∩ Xval = ∅. We train a kernel machine only using the
set Xtrain. For each training sample xi ∈ Xtrain we then add all relevances on
validation samples xj ∈ Xval

R(xi) =
∑

xj∈Xval

R(xi, xj) =
∑

xj∈Xval

k(xi, xj)α+
it∗∑

i′ k(xi′ , xj)α+
i′t∗

(9)

3.2 Relevance-Based Sample Condensation

Given the relevance estimation of training samples, we first sort the training
samples by the relevance measure. A decremental strategy is then applied to
select the most relevant samples out of a training set Xtrain by slowly eliminating
the least relevant samples until only m (< n) samples are left.

The idea is to select the m samples with the highest relevance scores. A prob-
lem with this simple approach is a proper choice of the parameter m. If m is
chosen too small, the selected samples will not suffice to reach a model of good
accuracy. On the other hand, if m is chosen too big, the selection is sub-optimal
since the same accuracy could be reached with fewer samples. Therefore, we
define a parameter μ that expresses the minimum share of the original score (on
the whole training set) that we like to retain. This means that for the whole
training set Xtrain, the selected samples Xselectedm

⊂ Xtrain, and a score mea-
sure s, e.g. the accuracy, the following should apply

s(Xselectedm
) ≥ s(Xtrain) · μ (10)

We assume that the evolution of the score is approximately monotonously rising,
i.e. the score is in general higher for greater m, but may have small local noise,
which is however small enough to be ignorable. Later in Sect. 4 we will show that
the score indeed is of such a form.

A possible way to find m samples that represent the data best is to drop the
Δ least relevant samples in each step. We train a new kernel machine in each step
with the remaining samples and re-calculate the relevances with this machine.
In general, we hope that in each step there is less redundancy. For example, a
medium relevant sample can become more relevant in the next iterations, when
other samples that are similar to it are dropped out. In each iteration, we thus
train a kernel machine and drop the least relevant Δ samples regarding to the
validation set. The algorithm is depicted in Algorithm 1. Due to the fact that a
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Algorithm 1. Decremental sample condensation
1: procedure Decremental selection(

. Xtrain, Ytrain, Xval, Yval, Xtest, Ytest, k, Δ, μ)
2: model = train km(Xtrain, Ytrain, k)
3: score = test km(model, Xtest, Ytest, k)
4:
5: scorei = score
6: while scorei > score ∗ μ do
7: relevances = get relevances(

. model.α, Xtrain, Xval, Yval, k)
8: Xtrain = argsort(Xtrain, relevances) � Sort by the relevances
9: Ytrain = argsort(Ytrain, relevances)

10:
11: Xtrain = Xtrain[1 : −Δ] � drop the last m elements
12: Ytrain = Ytrain[1 : −Δ]
13:
14: model = train km(Xtrain, Ytrain, k)
15: scorei = test km(model, Xtest, Ytest, k)
16: end while
17: return Xtrain, Ytrain, scorei
18: end procedure

new kernel machine is computed in each iteration and its weight vector is used
in the next iteration, the runtime therefore is always of order O(ntrain

Δ ).
Another way to find m samples that represent the data best is to start at

the other side of the set, i.e. add the Δ most relevant samples in each step.
This incremental strategy, however, turns put not to be competitive against the
decremental strategy [17] and is thus not further discussed in this paper.

4 Experimental Validation

4.1 Data Sets

For our purposes, we have chosen three data sets for image classification that
are broadly used and well studied. The MNIST data set contains 60,000 hand-
written digits (graylevel images are of 28 × 28 pixels) for training and 10,000
handwritten digits for testing, written by 250 different people. The MNIST-
Fashion data set has the same structure as the original MNIST data set (i.e.
60,000 training images and 10,000 test images, all of size 28 × 28). It contains
images of clothes of 10 different classes (t-shirt/top, trouser, pullover, dress, coat,
sandal, shirt, sneaker, bag, ankle boot). The CIFAR-10 data set is formed by
selecting and labeling proper images out of the 80 million tiny images data set.
It contains 50,000 training images plus 10,000 designated test images, each being
a 32× 32 RGB-image and labeled with one of the ten classes (airplane, automo-
bile, bird, cat, deer, dog, frog, horse, ship, truck). The objects in the images were
captured from different view points and from different distances, which leads to
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(a) MNIST (b) MNIST-Fashion (c) CIFAR-10

Fig. 2. Accuracy with selected training samples for the three data sets.

Table 1. Required number of samples to reach a certain accuracy level.

Data set μ Approach

Decremental Random

MNIST 0.998 2,500 26,000

0.999 3,000 35,200

MNIST-Fashion 0.98 8,400 14,200

0.99 9,700 22,900

CIFAR-10 0.98 16,600 25,600

0.99 21,600 33,900

more variety in the data set compared to the other two data sets. For all three
data sets, 90% is of the training data is really used as training data while the
remainder 10% serves as validation data for relevance estimation.

The state-of-the-art classification results on these data sets can be found in
[10,16,20], respectively. It is important to emphasize that it is not our goal to
beat these results. Instead, we use them to study the ability of our approach to
sample condensation without impairing the classification performance of kernel
machines. The power of kernel machines themselves as classifier has already been
demonstrated in the literature [4,9].

4.2 Results

Since convolutional neural networks (CNN) are powerful in feature learning, we
train a CNN with all the samples and resort to using the learned features from
the convolutional layers as input to a kernel machine. In all our experiments
we use the Laplacian kernel k(x1, x2) = exp

(
− ||x1−x2||

2σ

)
with a bandwidth

σ = 7. We chose the bandwidth σ = 7 since the experiments only show minor
improvements with larger bandwidths.

In Fig. 2 we show the performance of our approach on the three test sets
(the step size is set to Δ = 100). For comparison purpose, we also show the
performance of the same number of randomly selected samples. We marked the
original accuracy with the whole test set and μ = 99% and μ = 98% of this
accuracy as stop criterion described in the algorithm. Note that for the MNIST
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Fig. 3. Runtime with decremental approach on MNIST.

Table 2. Comparison of the accuracies of CNN trained using the selected samples.

Data set Number of samples Selected samples Random samples

MNIST 2,500 0.9799 0.9580

3,000 0.9831 0.9654

MNIST-Fashion 8,400 0.8067 0.8698

9,700 0.8449 0.8779

CIFAR-10 16,600 0.7191 0.7436

21,600 0.8146 0.8108

set we alternately chose μ = 99.9% and μ = 99.8% since the accuracy for this set
was still high even with only 2,500 of 60,000 samples left. The required number
of samples to reach a certain accuracy is shown in Table 1.

When decreasing the number of samples (i.e. reading the figures from right
to left), the accuracy of the randomly selected samples considerably decreases,
while the accuracy of the samples selected with our approach only decreased
slowly (CIFAR-10) or stays static (MNIST and MNIST-Fashion). For MNIST-
Fashion, reducing the samples even increases the accuracy slightly.

To produce the data for the decremental approach in Fig. 2 we reduced the
training set down to 2,000 samples. This took 7.9 h for the two MNIST data
sets and 11.6 h for CIFAR-10 because the feature vectors contain more elements
here. Note that the runtime is recorded on a computer with 16 GB memory
and Nvidia GTX 760. As an example, Fig. 3 shows the accumulated runtime in
dependency to the number of samples left on the MNIST data set.

We now investigate if the selected samples have a higher expressiveness in
general or if it is limited only to our special experiment with kernel machines.
Therefore, we only use the individual selected samples to train the original CNN
and compare the accuracy of the resulting model to the accuracy with a model
trained of the same number of randomly selected features. Table 2 shows the
result of this comparison for the samples selected with our approach. We can see
that the selected samples do not seem to have a higher expressiveness in general.
Only for the MNIST data set, where we managed to select very few samples, the
accuracy of the selected samples is higher. On the other data sets, the accuracy
is mostly the same or slightly worse.

Overall, our LRP-based sample condensation technique can reduce the num-
ber of training samples while still preserving the high accuracy of kernel machines.
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As input for these studies we have chosen the output of the convolutional (feature
learning) part of a CNN, which was trained once with the whole data set. In the
comparison shown in Table 2, the CNN, especially its convolutional part, was only
trained with the remaining, selected samples of the previous experiments. Since
we could not show that the selected samples do lead to greater accuracy than ran-
domly selected ones, we come to the following conclusion: The convolutional (fea-
ture learning) part of a CNN really benefits from a large base of training samples,
whereas for the fully connected (classification) part a smaller base on training sam-
ples is sufficient.

It is important to mention that achieving a general higher expressiveness
of the selected training samples is not the goal of this work. In fact, it cannot
necessarily be expected since our approach is tailored to kernel machines. Our
goal is to reduce the number of training samples to store for model inference and
classification of unseen patterns, which is clearly achieved. We could reduce both
the size of the model and the complexity of computation for kernel machines.
To maintain 99% (99.9% for MNIST) of the original accuracy, we could reduce
the number of training samples to 5% of the original training set for an easier
task like MNIST and 43% for a more complex task like CIFAR-10.

5 Conclusion

This work intends to achieve substantial reduction of training data to store for
model inference and classification of unseen patterns for kernel machines. Based
on the neural network interpretation of kernel machines, we apply explainable AI
techniques, in particular the Layer-wise Relevance Propagation method, to mea-
sure the relevance (importance) of training samples. A decremental strategy has
been proposed for sample condensation. Our experimental results demonstrated
the ability of our approach to considerably condense the training set without
impairing the classification performance. Currently, we apply a rather straight-
forward decremental strategy for the condensation purpose. More sophisticated
techniques can be studied in future. For instance, the concept of sparse repre-
sentations [19] may be an option to model the importance of training samples.

To our best knowledge, our work is the first contribution to sample con-
densation tailored to kernel machines. As such it contributes to making kernel
machines fast and scalable to large data. In addition, it also represents a novel
application of explainable AI techniques.

Acknowledgment. This work was partly supported by the EU Horizon 2020 RISE
Project ULTRACEPT under Grant 778062.
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