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Chapter �

The complex dynamics of
opinions in online social media

This chapter includes sections of joint work with Michael Mäs that appeared in Data Science under the title
’The Complex Link Between Filter Bubbles and Opinion Polarization’ (in press).

�



In this chapter I introduce the main themes of this dissertation on opinion dynamics in
online social media. In particular, I argue that the complexity perspective can contribute
critical insights into the social dynamics in these social environments. The chapters of this
thesis are all linked to the complexity perspective in some way, and their (inter)relations
are discussed. I conclude with some general remarks about and limitations of the chapters.
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�.� Prologue
It is almost midnight as the subway line bound westwards stops at station Coolhaven
and opens its doors to let Nina in. The cabin is a little busier than usual, but has
not been really busy anymore for a while now. Over a year has passed since the first
COVID-19 case was discovered in Tilburg, not too far from here, and quite radically
changed Nina’s daily life and commute. She looks around and decides to take a seat
opposite of an older Dutch man. He is wearing his facemask like a chin-diaper, slowly
eating a kebab from a franchise chain located a few stops earlier. The man briefly
looks up, but returns quickly to his original position as Nina sits down. His eyes rest
on the phone in the palm of his right hand. She follows his example, pulling her new
eco-friendly Fairphone from her vegan-friendly ‘eat beans not beings’ tote bag and
unlocking it in one fluent motion.

Nina’s social media feed is filled with comments and articles about last week’s
election. Disappointed by the result, she hadn’t paid so much attention to the backlash
that followed. The defeat of the political left had puzzled her. In the weeks leading
up to the election, she felt that the left had gained momentum. Combating climate
change would be the undeniable top-priority of politicians in the next term, and
for almost everyone she knows, a thirst for more diversity in the parliament drove
their vote for inclusive and progressive politics. Four years of Trump in the white
house had certainly a↵ected even Dutch politics. People saw what happened, right?
They saw the havoc created by the world’s first Twitter-president, whose term ended
so dramatically with a violent attack on the Capitol. She would have never guessed
that the Netherlands would take such a strong turn to the right. Didn’t they see that
the climate commercials of Sigrid Kaag’s D66 were just a cheap trick to lure leftist
yuppies into voting for what is actually a center-right party?

After a cinematographic showreel of incidents with mask-refusers, former late-
night talk show host Robert Jensen opens today’s episode of his vlog with a recap of
the election. His disbelief is visible in his eyes. “I have enjoyed that evening. I had a
good laugh. I have seen, even more clearly, how they play the game, and how they
cheat it.” Ben looks up from his phone to the woman who is sitting down opposite
of him and takes another bite of his kebab. “This result is fake”, Jensen continues,
“because there is no way that this result could be real.”. His fringe online show for
‘the unheard voices in the Netherlands’ was recently banned from YouTube, but still
attracts a sizeable audience through his own platform

Ben was similarly perplexed by the outcome. Twenty-four seats for a party led by
Sigrid Kaag, a woman who was, until a few months ago, virtually unknown in Dutch
politics. Yet, she had been around the block in Europe, and had occupied a range of
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positions in the UN. Someone with strong links to the political elite who made such
an unlikely victory? It all seemed a little too suspicious for Ben.

A couple months before the election, Ben had started a hashtag criticizing Kaag
after he’d seen her talking about the EU on national TV. The hashtag had taken on,
and he received plenty of positive responses to it. His twitter following doubled in
size. Getting noticed on social media gave him a sense of pride. Now, even national
print media reported about the hashtag. On moments, he felt like an influencer, and
noticed that the more extreme stu↵ he posted, the more engagement he received. A
few times he was lucky with a scoop that he retweeted from some automated accounts
he followed. Their messages seemed a bit gushy at first, but found a positive reception
among Ben’s fans.

The train comes to a bumpy stop as it approaches station Marconiplein.
“Mathenesseweg, Spangen, Castle. Doors open to your left.” The two strangers
have been sitting opposite of each other this entire time. Silent. Absorbed in their
own world that is being projected to them by their phone. Focused on the reality that
social media created for them.

Online, they would never meet. Their tweets hidden by the di↵erent hashtags
to which they link. Their messages never shared by the contacts in the handful
of degrees that separate them. The content they consume invisible, through the
algorithmic filter that refines their browsing experience.

But what if they talked? Nina could have addressed Ben’s incorrect mask use.
She would have corrected him, and an annoyed Ben would have started a heated
discussion about the nonsense of wearing masks at all. Nina noticed the kebab,
judging his meat-eating habits and ignorance to the climate crisis. She makes a
pretentious remark underlining her wokeness, pissing o↵ Ben who doesn’t even
consider the argument given by this wet-eared millennial. They might have tweeted
about the experience with this political alien they just met. Their experiences would
travel through their online social networks and trigger small changes in the views of
their likeminded friends.

Or perhaps they would have just talked. They would have found common ground
in their shared resentment of Kaag, or maybe they would have discussed a recent
sports match, the weather, a joke. They shared a smile, largely hidden by the mask,
but exposed by the crow’s feet in the corners of their eyes. They would see that the
other party isn’t so bad and that we are all just trying to make sense of the world in
our own ways, building on very di↵erent experiences, but with our heart in the right
place.
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�.� Opinion dynamics in online social media
Online social media have changed the way we interact with and create an
understanding of our social environment. The environment that, however slow
or fast, shapes our views on the world, and defines the opinions we hold. This
dissertation is concerned with these changes and contributes to the understanding
of its causes and consequences, using a complexity approach and applying methods
ranging from formal modelling to field experiments. Specifically, I focus on how
the dynamics of opinions in large populations are a↵ected by certain technological
innovations we see in online social media, such as personalization algorithms or the
spreading of misinformation by malicious social bots.

Pundits and scholars have frequently voiced concern about rising polarization
and opinion fragmentation in Western societies (e.g. Abramowitz & Saunders,
2008; Vachudova, 2019; Pew Research Center, 2017; Finkel et al., 2020). Growing
polarization—a high degree of di↵erences between internally coherent groups of
a certain ideology, groups of elites or sets of voters (McCoy, Rahman, & Somer,
2018)—is a phenomenon that a number of democracies have faced in recent years.
The U.S. elections of 2016 and 2020, Brexit, and the rise of right-wing populism in
many countries have demonstrated that elections leave many voices unheard. Stark
contrast of opinions between winners and losers of these political battles do not
only indicate rising polarization, they also leave both sides disillusioned, which, in
turn, increases support for diverging forms of political activism (Maher, Igou, & van
Tilburg, 2018). Moreover, the discontent of the unheard appears to grow, as does
the bewilderment between groups in public debate (Iyengar, Lelkes, Levendusky,
Malhotra, & Westwood, 2019).

The culprit is easily found as polarization rose in tandem with changing media
consumption habits due to the growing popularity of the web. Particularly, online
social networking websites changed the patterns of information di↵usion, creating
human and algorithmic informational filters, that lead to exposure bubbles and
opinional echo chambers. Can we hold social media accountable for political
polarization?

Understanding how communication in online social media a↵ects processes of
opinion formation has merit for three reasons. First, there are concerns about the
impact of online communication on polarization (Bail et al., 2018). Online social
media are used as an arena for informational warfare aimed at creating division
and disagreement (DiResta et al., 2018). Brexit, the U.S. elections of 2016, the 2020
black lives matter protests, the revolutionary movements in the Arab spring, the
2019-20 Hong Kong protests, and the 2021 U.S. Capitol attack, to name a few, have
all been marked as events where social media played an important role (Zhuravskaya,
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Petrova, & Enikolopov, 2020; Munn, 2021; Howard et al., 2011). With perceptions of
polarization in the U.S. steadily on the rise, worries exist that the digital revolution
a↵ected levels of polarization (Allcott, Braghieri, Eichmeyer, & Gentzkow, 2020). By
now, CEOs of Twitter and Facebook have testified several times in the U.S. senate
about social media’s responsibility in the protection of democracy (Kang, 2020).
Correlational evidence of rising popularity of social media platforms and political
polarization, however, is not enough to prove that social media actually have a causal
role in the emergence of polarization. Rigorous work aimed at understanding the
mechanisms (Hedström & Ylikoski, 2010) that bring about polarization can fill this
void.

Second, online social media provide us with an interesting lens to view human
behavior, and, in particular, the place where purposive individual behavior may have
unexpected drawbacks at the macro-level (Ruths & Pfe↵er, 2014; Edelmann, Wol↵,
Montagne, & Bail, 2020). The technologies that a↵ect opinion dynamics are here,
whether we like it or not. The short history of the Internet has produced a handful
of platforms where people discuss politics and share and consume news-related
content. Poor system design may create backlashes that cause mass retreat of a certain
service, but new ones will quickly fill the vacant spot. Whether it is Facebook, Twitter,
MySpace, Gab, TikTok, Instagram, or Weibo, all social media platforms create a user
experience that depends on similar technologies. Understanding how the individual
technologies and their interactions shape the behavior of users is a lens through which
we can learn about social behaviors in general (Lazer et al., 2020). The good intentions
of social media companies may serve individual needs, whilst still creating negative
consequences for society as a whole. It is therefore an epitome of the problem of
unintended consequences of purposive social action (Merton, 1936).

Thirdly, the online information ecosystem is a malleable system. Problems created
algorithmically, will often have algorithmic solutions as well. Sociologists tend to
be reluctant to engineer social systems that have emerged historically. What is
more, designing feasible, non-invasive, evidence-based interventions to solve social
problems is a di�cult task. The Internet, however, is a fully engineered system.
Online, society appears more adaptive and the rules that govern its interaction more
versatile.

How communication via social media a↵ects the process of opinion formation
is not so obvious. The random encounter between Nina and Ben, described at the
start of this section, happens in the subway everyday, yet becomes very improbable in
online ecosystems. On the one hand, friendship-based and algorithmically fenced-o↵
online social media favor connections between similar people. On the other hand,
the set of possible encounters is incomparably large and extends factors beyond the
number of people that could even fit into the subway train. At the start of the digital
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revolution, the Internet received praise for its potential to break barriers and connect
people globally (Hauben & Hauben, 1997). Nowadays, social media platforms are
criticised for their propensity to sort people into bubbles of their own; ostracizing
and extremizing communities of individuals that would not have connected so easily
o✏ine.

Likewise, too little is known about whether online encounters between individuals
with di↵erent opinions generate mutual understanding and opinion convergence or
not. In particular, will the likelihood that interaction leads to a positive encounter,
in which parties create understanding for, and maybe adjust their opinions ever so
slightly towards each other, be a↵ected by whether this encounter takes place online
or o✏ine? The mere fact of having a computer mediate the communication could
help to find consensus by removing cues that cause stigmatization (e.g. the tote bag
and the kebab in the meeting described in the prologue) (Postmes, Spears, Sakhel,
& de Groot, 2001). Yet, reducing the other party to a name and avatar may make it
easier to dehumanize the opponent in an argument. Perhaps social desirability and
conflict aversion ease face-to-face communication, or maybe the absence of social
identity markers online will remove incentives to (dis-)align opinions with the out- or
in-group. Are these incentives di↵erent in on- and o✏ine contexts and does this a↵ect
how people are influenced by and spread new information? How do they actually
respond to political argumentation? And what spill-over e↵ects do these responses
have on our friends, and the friends of our friends?

Finally, the context in which these encounters take place may be a substantial
element in defining the topic, communication structure, and appropriate response
of an interaction. Whilst it may be technically possible to upload your performance
of the choreography to Katy Perry’s latest song to LinkedIn, people seem to rarely
use LinkedIn to share such content. Your LinkedIn contacts would probably be
equally confused about an invitation to a work-life balance seminar posted on TikTok.
Platforms structure interactions in more ways than just through (unwritten) social
rules about expected behavior on a platform. Technological options available to
facilitate interaction can meaningfully change behavior too. Messages on some
platforms are restricted in size, medium (text, image, video or spoken word), or
topic. Platforms also vary in their operationalization of a connection. Some require
reciprocated contacts, others allow users to accumulate massive followings. Other
platforms do not even require one-to-one connections, but allow people to connect
to themes or topics. Structure of interaction is also important. Are interactions
supposed to happen between individuals or in a whole group? What if, instead of
talking to each other, Nina had to speak to the whole train and convince everyone of
her views all at once, similar to sending a message to all her contacts on social media?
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She might convince almost everyone, but create a lot of aversion from the ones who
disagree.

Understanding opinion dynamics in systems of autonomous but interdependent
individuals calls for much more than an understanding of meeting opportunities,
e↵ects and structure of the interactions. Polarization is a phenomenon that manifests
at the macro-level and should therefore be understood as the result of the many
interactions in the social system as a whole. Sometimes these behaviors aggregate to
the macro-level with simple rules, like counting the number of votes in an election.
But sometimes, the aggregation from the micro to the macro is more complex than
adding up votes. When the behavior of an individual is not only dependent on
the desires and preferences of that single individual, but also on the availability
of information and behavior in an agent’s (local) environment, the system overall
can appear unpredictable or chaotic (Mäs, 2018). The choice of Nina and Ben to
engage in their online realities is probably not motivated by a wish to extremize and
polarize. Yet, the repeated interactions with recommended posts from likeminded
friends who share convincing content could put them in the situation where they do.
Moreover, their friends who are consuming, digesting and producing information on
a continuous basis as well will create an impossible chicken-and-egg situation about
the relationship between polarization and ideological segregation (Keijzer & Mäs, in
press). The high degree of interdependence between actors in social media limits our
ability to reason about the dynamics of the system as a whole by studying individuals
in it as if they were independent from each other. Such systems can be studied using
the lens of complexity: the study of emergent behaviors in systems of interdependent
components (Page, 2015).

Models of social influence have been developed to understand opinion dynamics
in complex systems (Flache et al., 2017). The literature of mathematical and
computational models is rich and diverse, but little is known about the interrelations
of, and empirical motivations for certain formalizations (Flache et al., 2017; Edmonds
et al., 2019). In this young field, a plethora of models has been developed to describe
similar processes or macro phenomena. While empirical research is the only method
that will allow one to identify which explanations and models have verisimilitude
(Popper, 2005), empirical research always departs from theory. Comparison of
alternative theoretical explanations of a given phenomenon is needed to identify
those aspects where competing theories di↵er. Empirical evidence can then serve to
exclude problematic explanations (Carley, 2019; Keuschnigg, Lovsjö, & Hedström,
2017; Sobkowicz, 2009). For the sake of theory formation, insights in generalizability
of documented mechanisms through model comparison is a useful frontier to be
explored (Flache et al., 2017; Squazzoni, 2012). By learningmore about our theoretical
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models, we collectively build a body of knowledge (Axtell, Axelrod, Epstein, & Cohen,
1996).

This dissertation aims to contribute to filling that void. The chapters in this
book explore the empirical basis of formal models, exploit their power to develop
a theory of online communication, present explanations for polarization and the
di↵usion of beliefs at the level of the entities that constitute them, and touch on the
generalizibility and validity of those explanations.

In this chapter, I will discuss further why and how the complexity perspective
contributes to our understanding of opinion dynamics in online social media
(Section 1.3) and what methods researchers typically employ to achieve that goal
(Section 1.4). The studies included in this dissertation all revolve around complexity
in online social media in some way, but their relation may not be obvious at first.
In my discussion of the complexity approach—the common denominator in all
contributions—I will therefore highlight the significance of each chapter to the
overarching research problem. First, however, it is important to define some central
concepts of this dissertation. What do we mean when we talk about social media,
and what parts of it are interesting for social scientists to understand? Also, what
is polarization exactly, and why would we need to improve communication tools to
prevent it?

�.�.� Social Media
It did not take long for developers of very early versions of what is now called
the Internet, to take note of its potential disruptive e↵ects in the democratization of
knowledge. For some, the project started as an ideological one. Decentralization of the
production and distribution of information would remove information monopolies
and the competitive advantage of (with)holding knowledge. Freedom of information
would create opportunities for anyone to contribute to and benefit from the collective
body of knowledge (Hauben & Hauben, 1997). In relation to politics and opinion
formation, free access to the same information should simplify discussions and have
a positive impact on a population’s ability to create consensus. The web would act as
the public sphere in modern societies: a place for public discussion and the resolution
of disputes (Gimmler, 2001).

Fast forward fifty years and we see that social media platforms have emerged
on the web that fulfill the role of information democratizers. Broadly, we can
define social media as “[...] a group of Internet-based applications that build on
the ideological and technological foundations of Web 2.0, and that allow the creation
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and exchange of User Generated Content.” (Kaplan & Haenlein, 2010, 61).1 Social
media are platforms that, according to this definition, solely provide the digital
infrastructure and technology needed to add (publicly available) information to the
web, and disseminate that information to a set of contacts. Due to the broadness
of this definition, social media includes more than just social networking websites
(e.g. Facebook or Twitter) that have popularized the term. Kaplan & Haenlein
(2010) distinguish platforms by the degree to which they o↵er opportunities for self-
presentation or demand self-disclosure—the means through which people present
themselves and their attitudes, according to Go↵man’s influential theory of symbolic
interactionism (1959). On one end, we might find Instagram, a social networking
website of which the users post images or videos that are commonly representations
of the users themselves. On the other end, there is websites likeWikipedia. Wikipedia
demands unambiguous contributions substantiated with external sources, leaving
very little room for self-expression.

In this dissertation, I focus on social media that allow for at least some degree of
self-disclosure for the simple reason that self-expression is a necessary condition for
the spreading of behaviors or beliefs.

Exploring the relationship between online social media and opinion formation
empirically is a di�cult task. Using observational data, it is not obvious how we can
unravel the mechanisms that bring about the patterns we see on a system’s global level.
Observations about the net e↵ect of social media use on all sorts of political outcomes,
for example, is at risk of misattribution of causality based on spurious correlations (e.g.
through omission of confounding factors) or fail to discriminate between competing
or complementary explanations (for a review on such e↵ects, see Zhuravskaya et
al., 2020). For example, for a recent publication in a popular scientific journal,
a team of researchers gathered the dissemination trajectories of over 100 million
pieces of information on four di↵erent social media platforms (Cinelli, de Francisci
Morales, Galeazzi, Quattrociocchi, & Starnini, 2021). They attempted to assess the
degree to which information spreads not freely but in politically homogeneous echo
chambers. The authors argue that, due to the variation in platform design of social
media, comparative analysis, highlighting the di↵erences of the four platforms is
needed (Cinelli et al., 2021). The lack of systematic comparisons criticized by Cinelli
et al. makes it problematic to attribute observed di↵erences to the design of the
platform alone. The platforms vary on too many dimensions like target audience,
communication structure, algorithmic design, etcetera, all at once, prohibiting the

1The definition coined by Kaplan & Haenlein mentions Web 2.0—a commonly used term to describe
the shift to a user-centered web. Its predecessor was an internet that was substantively more centralized.
The first set of popular websites were mostly big publishing companies that simply used the Internet as
an extension of their service. A burst of technological innovation in both hardware and software made it
considerably easier for users to build websites, and make their own voice heard.
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establishment of valid statistical relationships. Let there be no confusion about the
value of studies that test and monitor population-level e↵ects of social media. They
explore new scientific territory and signal or soften concern about potential harm.
For sociologists, however, social media present just another social sphere in which we
can learn about social behavior. By combining rigorous theoretical work and clever
empirical design, we can exploit the opportunities of digital interaction to contribute
to scientific knowledge (Lazer et al., 2009; Salganik, 2018; Flache, Mäs, & Keijzer, in
press). If we want to learn about the way in which opinion formation is a↵ected by
social media, we need to disentangle the features that social media have that alter
communication, and make comparisons between systems with and without those
features.

One feature of social media that is worth investigating because of its attracted
concern in recent years is personalization technology (Keijzer & Mäs, in press; Pariser,
2011; Bruns, 2019). Personalization algorithms are the rules or processes that decide
what a social media user is exposed to when entering the platform. At any point in
time, the information available to each user is sorted and presented to the user based
on recency, and on previously expressed preferences, behavior on the platform, or
behavior of others who are similar to the given user (Papakyriakopoulos, Serrano,
& Hegelich, 2020). While Nina and Ben, from the prologue of this chapter, meet in
physical settings, personalization technology is likely to prevent their encounters in
online settings. Perhaps unknowingly, they find themselves in niches of the Internet
where information is shown based on their previously signaled interests.

The goal of personalization algorithms is not to deceive users by hiding
information, but to show information that increases user engagement. Despite
the user-level benefits generated by personalization technology, there is growing
concern about unintended negative consequences. For many users, the web is an
important source for information on political, social, and cultural topics (Smith &
Anderson, 2018). Criticizing personalization in this context, observers of the web
warned that users are less exposed to content that challenges their own political
opinions. Being insulated from competing views, you get “stuck in a static, ever-
narrowing version of yourself – an endless you-loop” (Pariser, 2011). Users of online
social networks complained that their online communities have turned into cocoons
consisting exclusively of likeminded friends, which makes online communication
increasingly boring (Pariser, 2011). In other words, personalization intensifies what
sociologists labeled homophily, the tendency to interact with relatively similar others
(Lazarsfeld & Merton, 1954; McPherson, Smith-Lovin, & Cook, 2001). The conjecture
that personalization technology is responsible for the creation of echo chambers,
where opinion di↵erences between chambers are intensified, has been labeled the
personalization-polarization hypothesis (Keijzer & Mäs, in press).
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On the level of the individual too, online social networking websites also create
meaningful di↵erences for the di↵usion of beliefs and opinions. They provide a
context in which they act and react slightly di↵erently. Research on computer-
mediated interaction, for instance, has shown that people are more open to messages
they are exposed to in the absence of stereotyping the sender of the message based
on social information (Postmes et al., 2001; Postmes & Spears, 2002). The tote bag,
fairphone and appearance of Nina quickly planted an image in the mind of Ben,
probably making him less open to her arguments. Computer-mediated interaction
research suggests that he would be more willing to listen to the same argument in the
anonymity of simple, online, text-based communication.

Finally, individuals respond di↵erently to the context they find themselves in
online. Most obviously, by posting content that fits the medium, like posting work
related information on LinkedIn and selfies on Instagram, but worry exist that
reactivity does not stop there. The relative success of emotional or extreme content
creates incentives to post this kind of information (Munger, 2020; Munger & Phillips,
2020). Deceptive strategies to push the success of content is so common nowadays,
they received their own well-known term: clickbait. What is more, reactivity to the
platform can also happen in local neighborhoods, where posting or remaining silent
about discussion topics depends on network positions (Gaisbauer, Pournaki, Banisch,
& Olbrich, 2021). After launching his mean hashtag, Ben found himself in a bubble
where many people responded positively to his post, stimulating Ben to continue on
this path.

�.�.� Polarization
Political polarization is a broadly used term that is not free from ambiguity. Various
technical definitions and operationalizations exist in the literature (Bramson et al.,
2016). The term polarization can be used to refer to a static distribution of opinions,
as well as to a dynamic process of growing di↵erences (DiMaggio, Evans, & Bryson,
1996). As a static concept, it refers to the existence of two or more groups that are
internally homogeneous and externally heterogeneous (Esteban & Ray, 1994). In other
words, a polarized distribution of opinions exhibits a clustered pattern where there is
substantial agreement within and disagreement between clusters. Polarization as a
dynamic concept indicates a trend towards such a distribution.

Technical definitions aside, polarization is probably best described not only as the
degree to which opinion di↵erences exist, but also by the amount of agreement that
exist within opinion groups on a broader range of topics (McCoy et al., 2018). Though
collective decision making can benefit from diversity (Habermas, 1998b), some argue
that the U.S. and some European societies have reached levels of polarization at which
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social fragmentation is undesirably high (Klein, 2020). This fragmentation could
threaten social cohesion and political stability (Baldassarri & Gelman, 2008; McCoy
et al., 2018).

Where traditional, uni-dimensional measurements of polarization fail to capture
emerging cleavages between opinion groups in society, other indicators of increasing
opinion di↵erences are needed. Some capture polarization of the political elite or
the discourse in the media (Hetherington, 2009; Wilson, Parker, & Feinberg, 2020).
Polarization, surely, must trickle down from influential broadcasters and talking
heads, onto the audience they reach with their messages (Druckman, Peterson, &
Slothuus, 2013; Slothuus & Bisgaard, 2020). Others leave measurements of opinions
altogether, and focus on feelings of a↵ection towards someone of a di↵erent party
(Iyengar et al., 2019) or identity (Hobolt, Leeper, & Tilley, 2020), or on political
e↵ects of polarized societies such as voting for radical parties or engaging in political
protests (Zhuravskaya et al., 2020). Yet a di↵erent approach uses the coherence
between positions on multiple opinion items to measure ideological segregation
(Baldassarri & Goldberg, 2014; DellaPosta, 2020; Keijzer & Mepham, 2021). Its
logic is simple: the more alignment of attitudes within clusters, the less common
understanding there will be between opinion clusters.

Empirical findings on the level of polarization in Western societies are mixed
(Gentzkow & Shapiro, 2011; Pew Research Center, 2017). Studies that focused on
unidimensional measures of polarization on a range of topics in the U.S. in the second
half of the twentieth century show no sign of increasing polarization (Evans, 2003;
DiMaggio et al., 1996). Among the elites in the U.S., polarization is growing, and
spills over onto the general public, not so much in attitudes (Fiorina & Abrams,
2008), but clearly in a↵ective polarization (Banda & Cluverius, 2018). With regards
to a↵ective polarization in general, there appears to be an increase in the U.S. in the
past decades (Iyengar & Hahn, 2009; Iyengar et al., 2019), but trends are less clear in
Europe (Boxell, Gentzkow, & Shapiro, 2020; Dekker & Den Ridder, 2019; Hobolt et
al., 2020). Europe is, however, struck by increasing support for radical and populist
parties (Winkler, 2019).

Theories pointing to potential drivers of polarization are abundant. For instance,
growing inequality can lead to polarization because the have-nots are more likely
to vote radical (Inglehart & Norris, 2016; Winkler, 2019), conceivably triggered by
processes of relative deprivation (Rooduijn & Burgoon, 2018). Perhaps, over time,
Nina and Ben will think more and more di↵erently when they see that society is
not fairly rewarding them for their own e↵orts, reducing their trust in the political
center. Maybe their views will just follow those of opinion leaders. A party’s attitude
positions typically correlate with the positions of their voters, and appear to be able
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to e↵ectively pull their voters towards a new position when they need to (Slothuus &
Bisgaard, 2020).

Polarization can also emerge from the bottom up. Many mechanisms exist that
can produce polarization from a series of interactions at the micro-level without
necessarily being intended by the actors (Flache et al., 2017). I will discuss these
explanations in detail in Section 1.3.1, but want to stress the importance of homophily
here. As noted by the 44th President of the United States, Barack Obama, in his
farewell address: “For too many of us, it’s become safer to retreat into our own
bubbles, whether in our neighborhoods or on college campuses, or places of worship,
or especially our social media feeds, surrounded by people who look like us and share
the same political outlook and never challenge our assumptions. The rise of naked
partisanship, and increasing economic and regional stratification, the splintering
of our media into a channel for every taste—all this makes this great sorting seem
natural, even inevitable. And increasingly, we become so secure in our bubbles that
we start accepting only information, whether it’s true or not, that fits our opinions,
instead of basing our opinions on the evidence that is out there.” (2017). Homophily is
the tendency of individuals to interact with likeminded others (Lazarsfeld & Merton,
1954; McPherson et al., 2001). Most micro-level explanations of emergent polarization
at the macro-level rely on homophily in some way. Homophily could determine
openness to interaction (De↵uant, Neau, Amblard, & Weisbuch, 2000; Hegselmann &
Krause, 2002), impact the e↵ectiveness of the interaction (Jager & Amblard, 2005),
dictate the direction of the opinion shift (Baldassarri & Bearman, 2007; Takács,
Flache, & Mäs, 2016), or provide social cues about expected coherence of beliefs
(Goldberg & Stein, 2018). Personalization algorithms contribute to this homophily
principle in the same way, by promoting interactions based on similarity (Pariser,
2011; Bakshy, Messing, & Adamic, 2015; Keijzer & Mäs, in press). Former president
Obama connects the increase in homophily to a tendency to accept information that
fits our beliefs. Ideological segregation, as indicator of polarization, would thus be
a direct consequence of exposure to our personalized social media feeds. Whether
strongly homophilous systems can actually be linked to increasing polarization
through promotion of interactions between individuals who hold similar beliefs, is a
recurring theme in the chapters of this dissertation.

�.� A complexity perspective
The study of opinion dynamics in online social media is the ideal-typical research
problem for a complexity perspective, as it is concerned with two defining ingredients
of complexity. First, a complex system consists by definition of multiple levels of
analysis (Mäs, 2018). In online social media, there is the level of the individual user
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who consumes, shares, adjusts, and generates content; there is the local level, the
immediate informational neighborhoods in which individuals reside; and there is
the collective level, the network of users. To explain the relationship between the
dominance of social media platforms and polarization—a collective phenomenon
emerging from the actions of many individuals—we need to learn how actors respond
to and a↵ect the context they are in. The research problem then becomes an archetypal
question about the micro-macro link (Squazzoni, 2008). This conception of our
research problem relates a famous argument by Coleman (1990) who argued that
macro-level propositions should be derived from the micro-level actions of the units
that make up the system. The micro-macro link is concerned with the way in which
all action of individuals combine or aggregate to create a (by the micro-level entities
unanticipated) macro-level phenomenon (Raub, Buskens, & van Assen, 2011). The
second defining ingredient of a complex system are interdependencies between the
entities on the micro-level. On the web, users do not act in isolation but they share
information, respond to each other, and exert influence on each other’s opinions. In
fact, concern about social media related to individual filter bubbles or e↵ects of echo
chambers should be seen as concern about a change in the macro-level structure of
interdependencies between users on polarization.

The complexity approach is quintessentially sociological. Sociology—the
study of societal phenomena—deals with the problem of unintended, macro-level
consequences of individual actions (Merton, 1936; Hedström, 2005). Understanding
social systems where such unanticipated outcomes obtain is particularly challenging,
as the units that comprise them act inconsistently, make errors, and have limited
capacity of foreseeing the consequences of their actions (Merton, 1936). What is
more, actors are reactive to the actions of others, and, in turn, alter the conditions
for those others. In systems where the impact of such interdependencies exceeds the
predictability of individual responses, the e↵ects of individual error and behavioral
inconsistencies are amplified, making the system hard to predict (Van de Rijt, 2019;
De Matos Fernandes & Keijzer, 2020).

Sociological research that has to deal with emergent phenomena—collective
patterns that are a consequence of the behavior of the individual-level entities but that
are external to the behavioral patterns of these individual-level actors—is ubiquitous
(Page, 2015). For instance, Schelling and Sakoda famously demonstrated that cities
can segregate into black and white districts even when all inhabitants are tolerant
to the presence of members of another ethnicity in their proximity (Schelling, 1971;
Sakoda, 1971). In their models, agents accept to live in neighborhoods where their
own ethnic group is in the minority. They leave their homes only when, for example,
more than seventy percent of their neighbors belong to the other ethnic group. Cities
segregate, despite this high degree of tolerance, because agents do not act in isolation.
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Whenever an agent moves, it a↵ects its old and new neighborhood, making its own
group less represented in its old and more represented in its new neighborhood.
These changes in the composition of its neighborhoods might convince its old and
new neighbors who used to be satisfied with their neighborhood’s composition, to
also move away. Thus, every moving has the potential to spark chains of reaction that
intensify the ethnic homogeneity of neighborhoods and foster di↵erences between
neighborhoods to a degree that is not intended by the individuals that give rise to
this pattern.

Also opinion polarization can emerge from hard-to-predict processes of influence
among interdependent individuals (Dandekar, Goel, & Lee, 2013; Mäs & Flache, 2013).
Theories of individual opinion formation do not assume that people intend to live in
a polarized world or that the use of online social media increases their motivation to
intensify opinion di↵erences to other users. In contrast, these models assume that
users seek to be positively influenced by their communication partners. Yet, one
possible mechanisms generating polarization is that their tendency to communicate
with similar others creates a loop of influence and selection through which they
reinforce their opinions until they find themselves with rather extreme opinions
(Sunstein, 2002a; Dandekar et al., 2013). Thus, polarization can be an unintended
consequence of exclusive communication among similar others.

While complexity science appears to contribute a critical perspective on
opinion dynamics in online social media, the public and scholarly debate about
personalization largely ignores the complexity of online communication. More than
just a missed opportunity, the unawareness of this perspective in the literature
can lead to inappropriate extrapolation of individual behavioral observation or
misinterpretation of macro-level relationships. Complex systems are particularly
vulnerable to such threats for two reasons. First, a typical characteristic of many
complex systems is their capacity to trigger cascades of behavior. Seemingly innocent
actions of individuals a↵ect the conditions of the individuals that depend upon
them, who, in turn, alter the conditions of others around them. If Ben and Nina did
talk, their agreement might spill over to both their networks. They may tell others
about their encounters, or change their social media presence. The small changes
they make can trigger others to behave di↵erently, who trigger others, who trigger
others. In fact, theoretical as well as empirical research demonstrates this point,
and shows that complex social systems of opinions or coordination can be in a state
where even rare and random events can alter collective outcomes (Macy & Tsvetkova,
2015; Mäs & Helbing, 2020). The segregation models by Schelling and Sakoda, for
instance, generate higher segregation when small amounts of randomness are added
to the behavior of the agents. That is, it is added that also agents who are satisfied
with their neighborhood may move and that the agents who are dissatisfied happen
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to refrain from moving. It turns out that this randomness increases segregation,
because every random moving by an agent has the potential to motivate further
moving decisions by its old and new neighbors, potentially sparking a new cascade
of segregation-increasing moving sequences (Van de Rijt, Siegel, & Macy, 2009).

A second characteristic of complex systems is that dynamics can be highly
nonlinear. A typical example of a nonlinear dynamic on the web is the phenomenon
that sometimes information goes viral (Weng, Menczer, & Ahn, 2013; Goel, Anderson,
Hofman, & Watts, 2016). In such an event, content is suddenly shared by a huge
number of users and di↵uses through the network at exponential rates, creating
bursts of attention that are notoriously hard to predict (Goel et al., 2016). There
is also a debate about the linearity of the e↵ect of personalization. In their study
of Facebook users, Bakshy, Messing, and Adamic (2015) found that the homophily
generated by Facebook’s personalization algorithms is considerably smaller than the
homophily resulting from users’ own tendency to select content that supports their
political orientation. We could dismiss the e↵ect as a negligibly small change, but
in a complex system this may not be true (Lazer, 2015; Mäs & Bischofberger, 2015).
Increasing the temperature of water by one degree, for instance, usually does not
have meaningful consequences, but it can trigger of a transition from liquid to gas
when the temperature increases from 99 to 100 degrees Celsius. Likewise, it has been
demonstrated theoretically that homophily can have a nonlinear e↵ect on systems’
tendencies towards polarization (Mäs & Bischofberger, 2015). A slight increase in the
already high degree of homophily on the web may be enough to tip the system over,
and cause polarization. This is because algorithmically increasing homophily has an
e↵ect on many users. What is more, even when only a few users were directly a↵ected
by personalization algorithms, the change in the information diet of these users will
indirectly a↵ect the information diet of their friends and the friends of their friends.

Here, I argue that in order to employ the complexity perspective, empirical and
theoretical work needs to consider where and when emergent phenomenon may arise
by recognizing the processes that may be triggered in the system. This is best achieved
by analysis and reasoning at three levels of the system: the individual, the local and
the global level. In the upcoming sections, I show how these three levels are relevant
for understanding opinion formation, and discuss how the individual studies of this
dissertation fit into that framework. Table 1.1 summarizes the three levels of analysis.

�.�.� Individual level
The level of analysis that has certainly received most attention in the literature is the
individual level. It is concerned with all processes that act within the sender and the
receiver of communication in online social-networks. That is, it is focused on who is
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Table 1.1 Levels of analysis on the personalization-polarization hypothesis

Level of analysis Definition

Individual

The individual level relates to aspects of communication
that a↵ect how individual states change in response to
changes in the local environment as perceived by the
individual.

Local
The local level relates to aspects of communication that
a↵ect who is when encountering content emitted by whom.

Global

The global level relates to the structural characteristics
of the communication network, elements that a↵ect
the parts of the system universally, and invariable
conceptualizations of system components.

emitting what content, to whom, and when. In addition, it matters who is exposing
themselves when to online content and how this content a↵ects the opinions of the
target of communication.

Models of opinion dynamics demonstrate that alternative assumptions about how
users update their opinions can lead to markedly di↵erent conclusions about whether
communication through online social media increases or decreases polarization
(Flache & Macy, 2011b; Flache et al., 2017; Mäs & Bischofberger, 2015). In particular,
reinforcement models (Mäs & Flache, 2013; Dandekar et al., 2013; Banisch & Olbrich,
2019) and negative influence models (Macy, Kitts, Flache, & Benard, 2003; Flache &
Mäs, 2008; Salzarulo, 2006) imply competing predictions about the conditions under
which polarization emerges in systems with a high degree of personalization.

The central assumption of reinforcement models is that individuals with opinions
leaning towards one of the poles of the opinion scale will develop more extreme
views after communication with likeminded individuals (Myers, 1978; Sunstein,
2002a; Dandekar et al., 2013). Following the well-documented group polarization
phenomenon (Myers, 1978), modelers proposed the Persuasive-Argument Theory,
a psychological theory assuming that humans communicate arguments underlying
their opinions (Mäs & Flache, 2013). Individuals may hold a nuanced opinion
themselves, but can only convey arguments that support or oppose an issue. During
communication with likeminded individuals, users of online social networks will
be mainly exposed to arguments in line with their own opinions. This, it is argued,
reinforces their views and, thus, leads to more extreme opinions. Communication
with users holding opposing opinions, in contrast, leads to opinion shifts in the
opposite directions, as users are exposed to arguments challenging their opinions.
The reinforcement of opinions also follows from biased-assimilation theory (Dandekar
et al., 2013) and reinforcement-learning theory (Banisch & Olbrich, 2019).
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Reinforcement of opinions is a central assumption underlying the personalization-
polarization hypothesis (Pariser, 2011; Mäs & Bischofberger, 2015; Keijzer & Mäs, in
press). As personalization of online services increases the exposure to likeminded
users and content that is in line with one’s own views, web users with opinions leaning
towards the left end of the opinion spectrum would develop more leftist opinions
and users with rightist opinions shift further towards the right. On the global level,
this aggregates to increasing levels of opinion polarization.

Models assuming negative influence (sometimes called rejection or repulsion
models) on the other hand, make alternative micro-assumptions and imply markedly
di↵erent macro-predictions (Macy et al., 2003; Jager & Amblard, 2005; Salzarulo,
2006; Mark, 2003). Similar to the reinforcement models, negative influence models
also assume that most of the time individuals tend to growmore similar to likeminded
individuals. These models typically assume that users convey their position on an
opinion continuum rather than exchanging arguments as is assumed by reinforcement
models. Furthermore, it is added that individuals tend to dislike communication
partners holding very distant views. Seeking to increase dissimilarity to persons they
dislike, individuals adjust their opinions away from their communication partner
to decrease cognitive dissonance (Festinger, 1964), or to signal their possession of a
certain social identity (Tajfel & Turner, 1986).

Negative influence models contradict the personalization-polarization hypothesis
(Mäs & Bischofberger, 2015). As personalization leads to fewer encounters between
users who hold opposing views, rejection of distant opinions is an increasingly
unlikely event. Over time, users who hold the most extreme opinions engage in
interactions with communication partners who are similar, but a bit less extreme,
little by little pulling even the most extreme agents towards consensus. Negative
influence models thus predict that an increase in web personalization will decrease
opinion diversity over time. Closely related arguments have been made for e↵ects of
network or spatial segregation (Flache & Macy, 2011a; Feliciani, Flache, & Mäs, 2020;
Flache, 2019), whose e↵ects are akin to personalization technology.

In a nutshell, depending on whether one assumes negative influence models or
reinforcement models, one will come to the conclusion that personalization either
decreases or increases polarization. Thus, empirical research is needed to identify the
most plausible combination of micro-assumptions (for a given context), calibrated to
the behavior that individuals display.

Chapter 2 is concerned with responses to argumentation in online interaction. I
investigate how the perceived distance to a sender moderates how individuals adjust their
opinion after exposure to an argument. The inverse predictions that negative influence
and reinforcement models make under weak and strong levels of personalization
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are demonstrated in Figure 2.1 of Chapter 2, and motivate the design of a formal
framework for distinguishing between positive and negative influence.

Empirically, previous attempts to find whether a threshold for negative influence
exists often ran into (one of) two important methodological problems. First of all,
many studies used students samples or set the topic of discussion to a fictional
or strongly uncontroversial discussion topic. In both cases, the expected opinion
distribution on the outset has little variance, resulting in small pre-interaction opinion
distances. Undersampling of dyads with larger opinion distances—precisely the
dyads where we would expect negative influence to occur—leads to less power to
find negative influence. I avoided those issues by sampling politically interested
individuals on Facebook, and exposed them to topics where I expected them to be
opinionated already. Secondly, most statistical models do not account for censoring
at the extremes. While the formal models I use to model negative influence do model
negative influence as a process where individuals can feel repulsion that pushes them
beyond the extreme of the opinion bound, our statistical models have not followed
suit. Using Bayesian models for the censored data I account for the bounded nature
of opinion measurement.2

I then recruited over four hundred respondents on Facebook for two experiments
and exposed them to arguments about two political topics. I find that, on average,
argument exchanges lead to opinion shifts that increase agreement, though e↵ects
of the stimuli are small. When confronted with an opinion that was considered by
the respondent to be very far from the respondent’s own opinion, the respondents
did sometimes adjust their opinion negatively. In other words, their opinion became
more extreme, increasing distance to the opinion of the sender of the message. What
is more, these negative shifts occurred more frequently when they perceived the
sender to be of a di↵erent political orientation or when the sender used language
that signaled moral values of the political opposites. This suggests that if there was
little personalization technology preventing interactions between users who disagree,
online social media might be a much more hostile place.

Opinion shifts in response to argumentation are surely not the only interesting
aspect to be understood at the individual level. In recent years, there has been plenty
of work done on the individual level of politics and social media such as, for example,
e↵ects of informational overload on acceptance of misinformation (Pennycook & Rand,
2019), aggravation and outrage (Crockett, 2017), friendship formation and political
disagreement (Yang, Barnidge, & Rojas, 2017), and moralization of discussion topics
(Mooijman, Hoover, Lin, Ji, & Dehghani, 2018). Though they fall outside of the scope
of this dissertation, I would like to note here that the insights from these valuable
contributions would—where they do not do so already—benefit from adopting a

2Appendix A.1 includes an in-depth analysis of both issues.
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complexity perspective. Just like the dynamics of opinion change, the individual
decisions create externalities that a↵ect the decision of others. Whether it would
be spreading misinformation, moral sentiment, or outrage, or whether it is direct
modification of the friendship network, these individual decisions will interact with
each other and with processes at the local and global level of the system.

�.�.� Local level
The local level of observation is concerned with all mechanisms that govern the
sharing of information in individuals’ direct network neighborhoods. In the context
of online social networks, this refers mainly to the technical implementation of
communication and personalization. Unlike individual-level factors, local-level
aspects are external to the individual sender or receiver. That is, these technical
aspects do not a↵ect how senders of communication emit online content and how
receivers respond to communication. Local-level aspects change who is when
encountering online content emitted by another user. It turns out that even seemingly
small technical aspects can have strong e↵ects on collective opinion dynamics and
can change the e↵ects of personalization technology.

Chapter 3 of this dissertation shows how a minor variation on a local-level
characteristic of opinion dynamics models has major implications for the system as
a whole. The chapter was motivated by an interest in how technological decisions on
structure of communication a↵ect the dynamics of the spreading of beliefs. Implementing
a di↵erent communication rule, or regime, illustrates how local-level factors might
interfere with the e↵ects of personalization technology on polarization dynamics.

On many online social media platforms users emit messages to all of their
friends or followers at the same time. This so-called one-to-many communication
di↵ers from the one-to-one communication implemented in most opinion-dynamics
models developed for o✏ine contexts (Flache & Macy, 2011a; Keijzer & Mäs, 2021).
Intuitively, the di↵erence between one-to-one and one-to-many communication may
seem to be trivial. At first glance, a one-to-many communication-event is not much
more than a sequence of one-to-one communication events. Yet, modeling work
drawing on and extending Axelrod’s seminal model for the dissemination of culture
(1997) demonstrated that one-to-many communication fosters opinion fragmentation
and social isolation in opinion systems (Keijzer, Mäs, & Flache, 2018). One-to-
many communication is only one aspect, but its strong and counter-intuitive e↵ects
illustrate that even seemingly innocent local aspects can have substantial e↵ects on
the polarization dynamics.

The one-to-many e↵ect obtains because it introduces negative consequences of
disagreement. These negative consequences are at the core of the argument that is
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formalized and analyzed in Chapter 3. When agents interact on a one-to-one basis,
any decision not to accept influence of a sending agent does not change the state of
the system, hence the between-agent dissimilarity remains unchanged for all pairs
of agents in the model. One-to-many interaction, on the other hand, makes agents
who do not accept the message more dissimilar from those contacts who do accept
the message.

Consider the example from the prologue. If Nina were to speak up to Ben, to
try to get him to wear his mask properly, a dismissive response would not alter his
(experienced) social distance from the others in the metro carriage. However, if Nina
stood up and announced to everyone who would hear her that people should wear
their mask, she introduces a (small) division between those who accept the message
and those who would not. This externality may still seem like a small change, but
its e↵ect amplifies in complex systems. The combination of the emergence of small
divisions between and ample positive influence within clusters can transform these
small divisions into large cleavages over time.

I analyzed the simplest, four-actor case using Markov Chain analysis, and proved
formally that isolation is substantially more likely under one-to-many communication.
Simulation work demonstrated robust di↵erences between one-to-one and one-to-
many communication also in much bigger networks, in particular in networks
characterized by high transitivity and high node degrees (Keijzer et al., 2018). One-
to-many communication increases the chances that individual agents are isolated and
that multiple internally homogeneous but mutually distinct subgroups form.

Another mechanism that nicely demonstrates a local-level mechanism is the
strength-of-weak-bots e↵ect described in Chapter 4. In this chapter, I attempted to
explain the contradiction that social bots appear to be e↵ective on the global-level while
the direct e↵ects on the sparse contacts they have seem feeble. Social bots—automated
social media accounts devised to influence opinion dynamics—have been identified
as a threat to democracy in digitalizing societies (Ruths, 2019). Empirical studies
show a strong presence of bots (Williams et al., 2020), and considerable e↵ectiveness
on, for example, the spreading of misinformation (Vosoughi, Roy, & Aral, 2018). Yet,
bot accounts tend to di↵er from human accounts in important ways (Ferrara, Varol,
Davis, Menczer, & Flammini, 2016). Most importantly, their connectedness to human
social media users is limited (González-Bailón & De Domenico, 2020), as is their
direct e↵ect on individual beliefs (Bail et al., 2019).

The social influence literature o↵ers an interesting explanation for the bot
e↵ectiveness puzzle (Hegselmann & Krause, 2015; Keijzer & Mäs, 2021). Again, using
Axelrod’s model for the dissemination of culture, I demonstrate in Chapter 4 that
bots are more e↵ective when they are less active and weakly connected. By adding
a bot agent—an agent who cannot be influenced, but stubbornly sends the same
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messages—to a simple social-influence model, I could measure the e↵ectiveness of
the bot as the share of agents who grew similar to the bot in equilibrium. The analyses
expose a mechanism that highlights the significance of indirect social influence. The
strong bot, it turned out, is very e↵ective at convincing a small cluster of contacts
who already agreed with the bot quite a bit, and pulls them close rapidly. Once this
cluster is formed, there is little interaction possible between the agents who reside in
that cluster, and their contacts who do not. The weak bot, on the other hand, slowly
nudges his contacts, leaving opportunities for them to propagate the bot’s message to
their indirect contacts, who propagate it even further.

Both examples demonstrate that a simple change to theoretical models of opinion
dynamics a↵ecting local-level dynamics can have serious e↵ects on the whole system,
without introducing additional assumptions on agent-heterogeneity or behavioral
complexity. By no means do these explanations eliminate the need for explanations on
the individual or global-level. Existing explanations for the spreading of bot-infused
content or isolation and extremization are not invalidated by the work here. Rather,
the strength-of-weak-bots e↵ect and isolation from one-to-many communication
are parsimonious relational alternatives to some of the explanations known to date
(DellaPosta, Shi, & Macy, 2015). What is more, they may interact with processes at
the individual or global level. For example, individual di↵erences in likelihood to
accept misinformation will a↵ect bot e↵ectiveness, particularly when more gullible
users are clustered in the network (Aral & Walker, 2012; Pennycook & Rand, 2020).
Both e↵ects also interact in interesting ways with global level characteristics, as I will
sketch in the next section and show in more detail in Chapters 3 and 5.

�.�.� Global level
The global level refers to all structural elements of the communication network as
a whole. Global level characteristics are characteristics that do not vary between
individuals, or between local neighborhoods in the network, but describe peculiarities
of a certain complete social system or describe commonly shared beliefs about the
state of the world more generally. With regards to opinion systems in online social
media, they may reflect system design decisions, such as the decision to implement
undirectional ties (like on Facebook), directional ties (Twitter), or no ties at all
(Reddit), but they can also reflect our beliefs about what is discussed (e.g., a rich
cultural profile or a uni-dimensional opinion).

In Chapter 5, I present a comparison of metric and nominal opinion models by
evaluating the robustness of the one-to-many communication mechanism to our
beliefs about the nature of opinion models. I wondered whether the e↵ects of one-
to-many communication on consensus formation generalize to other opinion dynamics
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models. Models of social influence can be categorized into models where agents hold
nominal or metric beliefs (Flache et al., 2017). Some argue that metric models are
more appropriate for modeling opinions, as they naturally order agents on a (left-
right) continuum (Lorenz, 2007), express a degree of trust in a considered opinion
(Chatterjee & Seneta, 1977), or represent some belief about an unknown quantity or
probability (DeGroot, 1974). Agents can favor or oppose a certain political solution,
and those preferences can be expressed in degrees of conviction. Models with nominal
opinions cannot order agents in that way. They are better suited for situations where
agents can di↵er, but the extent of their di↵erence cannot be expressed numerically
(Flache & Macy, 2006), for example, when something could either be true or not true,
or when multiple solutions for a problem exist and individuals can only propose one.
There is no obvious reason to favor the nominal over the metric conceptualization,
or vice versa. It may just be that some models are more appropriate for the study
of some systems, and others for others. In some cases, whether an opinion space is
nominal or metric could be imposed by global-level institutional features, such as
di↵erences between voting systems. Many voting systems allow only a single choice
out of a distinct set of options and can hence be considered ‘nominal’. Some others
allow ‘metric’ expression of support by ranking options (e.g. positional voting, as it
is, for example, used for jurors in Eurovision Song Contest), or ask voters to express
their degree of approval for a list of options (e.g., score voting).

The analyses show that the e↵ects of one-to-many communication observed
in the nominal opinion world generalize to models with metric opinions, though
some interesting di↵erences exist between the models. For example, the metric
models showed much less agreement between agents in equilibrium, overall, and
the proportion of runs that end in complete consensus was negatively related to
the size of the network. A surprising result, considering that scaling has the exact
opposite e↵ect in nominal opinion models with one-to-one communication, such
as the model for the di↵usion of culture (Axelrod, 1997; Flache, Macy, & Takács,
2006). In Axelrod’s model, the size of the network is directly related to the degree of
diversity on the outset, as well as to the number of interactions that need to take place
before reaching equilibrium. Both of these factors increase the probability that, at
some point, a trait will propagate through the whole network, convincing many along
the way and making them ever so slightly more similar. These increases in similarity,
then, manifest in equilibrium as increased likelihoods to converge to a single culture
(Flache et al., 2006).3 The metric, bounded confidence models do not exhibit the same
kind of behavior. Bounded confidence models are models with a continuous opinion
dimension, where interaction only occurs when the opinion di↵erence between agents

3An interesting exception to this regularity occurs in models with many-to-one influence, where the
relationship between network size and consensus flips around (Flache & Macy, 2011a).
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is smaller than a confidence bound value. There, opinion changes propagate only
locally, until they reach the sharp boundaries that divide clusters of di↵erent opinions.
Scaling, it seems, has less pronounced e↵ects in metric opinion models with bounded
confidence thresholds. The one-to-many communication e↵ects observed in nominal
models, thus, do not replicate unconditionally. The assumptions I make at the global
level about the cultural profile of agents, as well as about the size of the network or
complexity of the opinion profile under study, interact with the expectations from
one-to-one versus one-to-many communication.

Another global-level aspect that creates interesting interactions with e↵ects at
other levels is personalization technology. As discussed earlier in this chapter, the
algorithmic sorting of relevant information that is so distinctive of online social media
could be seen as a global-level characteristic, adding another layer of homophily
to the system (Geschke, Lorenz, & Holtz, 2019). We’ve already discussed how
personalization technology may prevent the emergence of polarization through
avoidance of negative influence ties, but its impact on systems of social influence does
not stop there. For example, the strength-of-weak-bots e↵ect generally disappears
with strong homophily (Flache et al., in press). As higher between-agent similarity
is required for agents to interact successfully, the bot’s ability to persuade large
populations through indirect social influence gradually disappears.

Structural elements of the system may interact with individual or local-level
processes as well. For instance, in Chapter 3 I argue that the amount of clustering
in the network is positively related to the strength of the one-to-many e↵ects. Here,
clustering is defined as a global-level characteristic that expresses the proportion
of closed triads over all connected groups of three nodes. Colloquially, transitivity
expresses the probability for each node to have two of their friends sharing a tie as
well. Since isolation occurs as a negative externality of rejection in social influence
situations where others around you do accept a message, the amount of transitivity
locally explains the degree to which an agent who rejects a message experiences
alienation from their social environment (Keijzer & Mäs, in press). Clustering in
online social media happens partly as bottom-up process—reflecting the clustering of
real-world social networks—and partly by design. The latter explains why di↵erences
exist in the amount of clustering on di↵erent types of social media (Malik & Lee,
2020), opening the door to fruitful between-platform comparisons.

The examples in this section illustrate interactions that may occur between global-
level, and individual and local-level processes. They highlight the relevance of
thinking about contextual factors that serve as necessary requirement for, or have
a direct e↵ect relationship with the proposed mechanism, even when the ability
to test those relationships empirically is limited. Empirical studies of global-level
phenomena such as, for example, social media use, fall short of the counterfactuals
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needed to study global-level aspects directly. Causal inference is rarely possible with
observational data. The studied di↵erences between various causes that appear ‘in
the wild’ are typically not completely at random. That is to say that between cause
and e↵ect there is often an (unobserved) confounder explaining variance in both.
The inferred relationship then remains one where we can only identify causes of
e↵ects rather than e↵ects of causes (Pearl, 2015). For that reason, studying the e↵ects
of particular features of social media on global-level outcomes is a hard problem.
We simply do not have multiple versions of Facebook that vary in the degree to
which their users create transitive ties. In those cases, theoretical explorations using,
for example, agent-based modeling could be helpful. I will discuss this, and other
methods for studying opinion dynamics, in the next section.

�.� Methods for studying opinion dynamics
The popularity of the world wide web did not only attract the attention of social
research for its profound e↵ects on social life, but also for its ability to record and
trace social behavior that is normally hard to observe. The relatively new field of
computational social science now flourishes, exploiting the possibilities o↵ered by
“data with an unprecedented breadth and depth and scale” (Lazer et al., 2009). Not
only can social scientists nowadays use online settings to easily scale up traditional
research methods like experiments or surveys, they can also profit from digital traces
of human behavior through existing databases (Lazer et al., 2020).

The data-driven approaches in computational social science will yield most
scientific fruit when combined with rigorous approaches to theory construction
(Flache et al., in press). To understand human behavior, a purely empirical approach
can sometimes be problematic. Secondary observational data obtained on the web is
vulnerable to incompleteness, nonrepresentativity, system drift (i.e., changes in user
population or to a platform’s design over time), or algorithmic confounding (Salganik,
2018; Goldthorpe, 2021). Establishing causality in complex systems—a hard problem
in empirical social science anyway—can become tricky when not all variables are
controlled by the researcher.

Where empirical analysis falls short, formal modeling can provide insight by
formulating competing expectations derived from multiple internally coherent and
logically consistent explanations. Traditionally, theory building in sociology is done
using inductive—starting from the observation and generalizing to an internally
coherent theory—or deductive methods—through falsification of existing theory.
Formal modeling for the social sciences o↵ers a third approach: theory construction
using generative models (Epstein, 1999). Formal modeling tools are used to provide
parsimonious explanations that start from actors who are responsive to other actors
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around them as well as to the environment or greater social context in which they
are situated. They allow the formulation of relational alternatives to factor-based
explanations (DellaPosta et al., 2015; Macy & Willer, 2002). Researchers build
theories inductively, focusing on the mechanisms that bring about a certain macro-
level regularity, and provide hypotheses that can falsify or discriminate models
deductively.

Agent-based models (ABMs) are a tool well suited to studying complex systems
of interdependent actors (Squazzoni, 2012; Macy & Flache, 2009). ABMs are
computer simulations centered around autonomous, interdependent, heterogeneous,
and embedded agents (Macy & Flache, 2009). These agents have both a social and
a cognitive structure (Gilbert & Troitzsch, 2005). Stripped to the bare necessities
for the process under study, ABMs are typically used as a simple representation
of humans in a social and institutional context. Rather than focusing on society-
level factor explanation, ABMs are inherently actor-based (Macy & Willer, 2002).
Following the method of decreasing abstraction (Lindenberg, 1992), the field of
agent-based modeling collectively attempts to create increasingly realistic models
of social behavior, while keeping touch with the mechanisms through which certain
social outcomes can be generated (Epstein, 1999).

Creating common ground in a field that knows a great diversity in model
variations is challenging. Models of social influence processes have been around
since as early as the 1950s (some early contributions include French, 1956; Harary,
1959; Abelson, 1964). The field generated rich insights into complex systems, but
building on each other’s insights has not been easy. To be able to compare findings,
researchers need to align their models precisely (Axtell et al., 1996). The process
of aligning models requires the researcher to keep all the elements between a well-
understood model and the novel extension the researcher wishes to study unchanged,
except the extension of interest. This is easier said than done, as there are many
degrees of freedom when programming, and it may not at all be obvious when a
small di↵erence of assumptions matters and why. Yet, model comparison of aligned
models has been identified as a major frontier in social-influence modeling research
(Flache et al., 2017). In a recent review of the field, prominent social simulation
researchers stated that “modelers need to identify the critical assumptions and
predictions of their models, and need to compare these assumptions as well as
their formal implementation to existing models.” (Flache et al., 2017).

Chapter 5 introduces a novel piece of software specifically designed for the
creation and systematic comparison of ABMs of social influence. The discrete-
event framework for social-influence modeling, or defSim for short, is a Python-
based software package that can be used to design, replicate and compare models
(Laukemper, Keijzer, & Bakker, 2019). The software is designed based on seven
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principles that all discrete-event models of social influence follow, and has been
implemented using principles of modular programming (Martin, 2003; Gamma,
Helm, Johnson, & Vlissides, 1995). Assumptions that adhere to the principles
formulated in defSim can be mixed and matched to create hybrid models to assess the
generalizability of insights generated by those models, and to validate and calibrate
models against empirical data.

To enrich and calibrate models of collective behavior, running experiments on the
behavior of individuals—the primary source of agency in research on micro-macro
problems—can be a fruitful avenue. Experiments to observe individual behavior
in isolation (in lab-like settings) or in the field (using field experiments) are tools
at the disposal of those who aim to establish clean, causal relationships. Chapter 2
takes on the challenge of analyzing the behavior of individuals in isolation using a
lab-on-the-web experiment. I introduce a novel design that combines the strengths of
lab-experiments—with pre- and post-treatment measurement and full control over
the stimuli—and field experiments—by recruiting our respondents on social media.
The results from the experiment were then fed into the individual behavioral part of
a simple ABM. This model illustrates how polarization or consensus emerges from
the interplay of personalization technology and repeated interactions of social media
users.

�.� Conclusion & outlook
In this chapter I have laid out the social and scientific relevance of the thesis overall,
and defined the core concepts used throughout the book. We have seen that social
media a↵ects the dynamics of opinions and beliefs in various ways, and I have
argued that truly understanding the problem demands the disentanglement of those
processes one by one. Moreover, understanding the processes in the system as a
whole, requires a multilevel approach—looking at the individual, local and global
level of complex systems—and awareness of all mechanisms at play in the system at
once.

In the chapters that follow, I will zoom into specific research questions around
the central theme of the thesis, but I would like to address their main conclusions
and limitations, in short, here.

In Chapter 2, I present a framework for modeling opinion shifts dependent on
the receiver’s perceived opinion distance to the sender of a message. This framework
can be used to distinguish between various notions of influence responses, and is
translated to a statistical model using Bayesian models for the analysis of censored
data to account for the bounded nature of opinion scales. In two experiments with
Facebook users, I find that perceived distance indeed a↵ects the opinion shifts
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reported by the respondents. The estimated model is a direct representation of
the models used in ABM research on social influence, and can, hence, be used to
empirically calibrate those models directly. Those estimates indicate that negative
influence—adjustment of the opinion away from the source of influence—is plausible,
though the magnitude of the experimental e↵ects overall is small.

The two experiments prompt an array of questions for future research. For
example, what contextual factors trigger negative influence? Or how does the choice
of topic moderate the shape of the influence function? The chapter introduced a
statistical method for the analyses of response functions, which leaves a degree of
uncertainty in the obtained results. More applications of the same method in other
contexts will contribute towards the understanding of the method, as well as towards
the understanding of the substantive questions raised about social influence on
political topics. A more detailed and precise representation of the cognition of actors
involved in opinion exchange, will benefit mathematical modeling work of opinion
dynamics too, as the method employed here maps precisely onto the behavioral rules
of agents in common representations of opinion formation in agent-based modeling.
Furthermore, the calibration of such models to network structures of online social
media will yield ABMs that would be able to generate hypotheses about macro-
level consequences, testable with observational data from social media platforms
themselves. Lastly, with regard to the discrimination of negative influence and
reinforcement models, the development of an experimental scenario where the model
from Chapter 2 and the persuasive argument variation are compared empirically can
be considered low-hanging fruit. Following the framework I proposed here, such a
comparison is possible, and would provide an important contribution to the modeling
literature.

Chapter 3 is concerned with understanding an important di↵erence between
communication in online versus o✏ine social networks. The simple addition
of communicating to all network neighbors at once—resembling the sharing of
information so typical of many social media websites—rather than the conventional
one-to-one interaction procedure, dramatically changes the dynamics of models of
social influence. Using Markov-chain analysis, a proof is provided for the heightened
propensity of one-to-many communication to generate isolation and polarization.
Agent-based social simulations are used to show that those results persist in larger
populations. Furthermore, the generalizibility of those results to models of metric
opinions is established in Chapter 5.

Although the proposed one-to-many e↵ects show a high degree of internal validity
and generalizability, whether they occur in the wild is an open question. Most
likely, the strict isolation we observe in the model’s equilibria is not an observable
outcome in real life. However, a small tendency to alienate contacts who disagree
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with an emerging consensus in their local neighborhood would be possible to observe
experimentally, and could have profound e↵ects on social fragmentation in online
social media in the long run. Experimental tests of repeated opinion exchange under
both communication regimes would strengthen confidence in the conjecture that the
one-to-many e↵ect is a force to consider in online communication.

Another local-level phenomenon of interest to the dynamics of opinions in online
social media is the presence of social bots, discussed in Chapter 4. Social bots—
automated social media accounts that try to influence public debate—have attracted
concern from pundits and scholars due to their overwhelming online presence. Yet,
their direct e↵ects on the few contacts they have appears to be limited. I show in this
chapter that bots can actually be more e↵ective when their direct influence is small, as
this, seemingly paradoxically, gives their connections more opportunity to influence
those who do not receive messages from the bot directly. The strength-of-weak-bots
e↵ect highlights the importance of the complexity approach, as the direct e↵ects of
the bot are strictly at odds with its e↵ectiveness in the long run through indirect
influence.

The strength-of-weak-bots e↵ect is an interesting, counter-intuitive perspective on
the spreading of misinformation, but its purely theoretical nature demands empirical
validation. The use of large-scale digital trace data on spreading of information
in systems tainted with malicious bots might allow for comparative research that
could test the proposed mechanism. What is more, the assumptions about openness
to influence from bots related to the perceived distance to the bot, could be
tested in experimental settings too. For example, verification of the assumption
that individuals accept information from bots and from human connections at a
comparable rate would strengthen the conclusions from the theoretical exploration
in Chapter 4.

Finally, besides presenting a discussion and test of the generalization for the one-
to-many e↵ect, the main contribution of Chapter 5 is the presentation of foundational
principles of social-influence models, and an accompanying software tool to create
and explore such models. This chapter answers the call from social simulation
researchers for a holistic view on the literature, and a deeper understanding of the
literature’s insights through rigorous comparison and empirical calibration of models.
The chapter discusses the motivation for and principles of those models. The main
functionality of the entirely open-source software package is discussed.

Though the software is functional, available, and provides a rich set of models and
assumptions to choose from, there are many ambitions for future development. What
is more, there are plenty of social-influence models conceivable that do not strictly
follow the seven principles outlined in Chapter 5 (e.g. models that use synchronous
updating). For those communities that use agent-based modeling to understand
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complex systems other than opinion systems, I hope the software and the underlying
motivations can be of inspiration in the pursuit of a common body of knowledge.

A deeper understanding of the way social media shape our beliefs and opinions
can yield important insights for developers of those systems, as well as to responsible
authorities that wish to intervene. Translating scientific findings to practical
applications is generally not social science’s strongest suit. In malleable systems
like the Internet, however, the possibilities to intervene or nudge are abundant and
are typically not perceived as unethical social engineering. What is more, the formal
models that produced predictions about the facets of social media used in the past,
can also be exploited to provide predictions about interventions or techniques that
stakeholders wish to introduce. A rich and calibrated but parsimonious model of
online social media can, thus, be used as an ex ante crash-test model of online social
media.

The study of opinion dynamics on the Internet is an exciting field for
sociologists. The availability of fine-grained social behavioral data and popularity of
computational social science techniques open up possibilities for rigorous testing of
sociological theory and statistical modeling of social mechanisms (Flache et al., in
press). Used in conjunction with rigorous theorizing, the cocktail of rich data and
advanced technical abilities can be very fruitful (Keuschnigg et al., 2017; Molina &
Garip, 2019). Sociology is a field that can be characterized by a low-degree of scientific
agreement (Goldthorpe, 2021), through lack of a truly shared body of knowledge.
An optimist might claim, however, that the Internet could be to sociologists what
the telescope was to astronomers (Watts, 2011). Let’s hope that we can exploit its
possibilities such that, at least among sociologists, the Internet helps us to find
common ground.
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Online social media have been held responsible for rising polarization in recent decades.
Personalization algorithms, allegedly, trap social media users in filter bubbles where
they are exposed to content emitted by like-minded individuals. This, it is argued,
creates echo-chambers intensifying the political beliefs of users. Although this theory
has received considerable scholarly and public attention, there is limited empirical
evidence supporting critical assumptions of this theory. In this study, we present a
general theoretical framework of how individuals adjust their views when they are socially
influenced by others. Studying the model, we demonstrate that alternative assumptions
about social influence generate competing predictions about whether personalization
increases or decreases polarization. Next, we tested empirically which assumptions
best describe the opinion shifts of 471 respondents recruited on Facebook and exposed
experimentally to arguments in a within-subject design. We find support for the
moderated positive influence hypothesis and weak negative influence. Finally, we show
that the model, calibrated with the empirical data, suggests that bubble bursting may be
without immediate harm in systems of open and equal communication.
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�.� Introduction
The growing popularity of online social networking services in recent years sparked
a heated debate about the impact of online communication services on public debate.
Techno-optimists, on the one hand, expected that the web will create a public sphere
for democratic deliberation. In this digital political arena, all participants contribute
equally the public discourse. Ultimately, this new-age public sphere would aid
collective decision making and facilitate democratic decision making (Habermas,
1998b; Gimmler, 2001). On the other hand, there is increasing concern that web
users are communicating in echo chambers which expose them to online content
supporting their own opinions exclusively (Sunstein, 2002a; Pariser, 2011; Anspach,
2017). Such segregated communication networks, scholars and pundits warned, can
contribute to processes of opinion polarization. It has been criticized that these
processes have contributed to recent political events such as Brexit, the election of
Donald Trump, and the rise of populism in European countries (Allcott & Gentzkow,
2017; Lazer et al., 2018).

While these competing contributions to the debate di↵er in their predictions about
the outcomes of online communication processes, they share a critical assumption:
web users’ opinions are influenced by web content shared by their contacts or
friends. There are, however, various competing theories of how exposure to online
content changes users¥opinions (Mäs & Bischofberger, 2015). Furthermore, empirical
research on social influence has been conducted predominantly in o✏ine settings, yet
computer-mediated interaction di↵ers in important ways from o✏ine face-to-face
communication (Keijzer et al., 2018; Postmes et al., 2001). As a consequence, research
still leaves us in great uncertainty about the e↵ects of online communication on
users¥opinions and collective opinion dynamics on the web. Accordingly, the present
study tested competing assumptions about social influence in online settings and
studied the e↵ects of empirically observed patterns of social influence on opinion
dynamics in personalized social networks.

The lack of understanding of how users adjust their opinions online is problematic
for two reasons. Firstly, responding to the public attention to potentially polarizing
e↵ects of filter bubbles, various initiatives have been employed to pop filter bubbles
(Bozdag & van den Hoven, 2015). There are, for instance, tools that allow you to
track your political bias of consumed web content (e.g. Bobble, OpinionSpace).
Other initiatives intend to create connections between people of di↵erent political
orientation (e.g. MyCountryTalks, Echo Chamber Club).

All these initiatives—albeit well intended—have the potential to foster rather
than decrease opinion polarization, since interaction between users who disagree too
much may motivate them to intensify opinion di↵erence. This negative form of social
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influence is a central assumption in prominent theories of intergroup relations (Tajfel
& Turner, 1986), social di↵erentiation (Bourdieu, 1984; Mark, 1998), and opinion
polarization (Macy et al., 2003; Salzarulo, 2006) and found empirical support in
empirical research (Bail et al., 2018). Secondly, the web is characterized by a lack
of central governance, leaving important decisions about the design of our digital
communication infrastructure completely to the web companies. Trying to immunize
their services from criticism, these companies can cherry-pick those assumptions
about social influence that imply that their services do not a↵ect opinion dynamics
in undesired ways. In a 2018 interview, Twitter CEO Jack Dorsey appeared to be
on the side of the bubble bursters, stating “I think Twitter does contribute to filter
bubbles. And I think that’s wrong of us. I think we need to fix it.” (Thompson,
2018). Around the same time, the CEO of the more personalized platform Facebook,
Mark Zuckerberg, expressed disbelief in the merit of connecting people with distant
positions as “[...] some of the most obvious ideas, like showing people an article from
the opposite perspective, actually deepen polarization by framing other perspectives
as foreign” (Zuckerberg, 2017). Both CEOs may be right, but the reality is that we
currently do not know. In order to understand how polarization emerges from a
complex system of individuals selectively linked to exert influence upon each other,
we need to understand the influence events themselves: the micro-foundations of
polarization.

We aim to contribute to the body of empirical knowledge on attitude change and
persuasion. The domain has a long-standing tradition of experimental research, but
its findings are not always consistent (Petty, Wegener, & Fabrigar, 1997; Wood, 2000).
What is more, contextual factors for the interactions under study and feedback loops
between selection of information and influence will a↵ect predictions at both the
micro- and macro-level. The present study di↵ers in three aspects from existing
empirical tests of social-influence assumptions.

First, we tailored our empirical study to the context of personalized social
networks, acknowledging that social media users may respond to information
di↵erently than individuals that are not active on the web. While many existing
studies were based on convenience samples or general population samples, we
recruited participants on the social media platform Facebook. Likewise, the issues
that our participants were confronted with were carefully chosen to balance how
much individuals care about the discussed topic and how open they were to new
information. Second, the method of analysis is selected to link the theory to the
empirical test explicitly. This may seem obvious, but is a relatively hard problem to
solve due to the complex nature of modeling opinion shifts on bounded scales using
perceived distances to new information. We lay out a rigorous formal framework
for a so-called opinion response function (López-Pintado & Watts, 2008)—describing
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how the direction and magnitude of opinion change after exposure is a↵ected by the
opinions of the receiver and the source held prior to the interaction—that integrates
the most prominent assumptions from the social-influence literature and statistically
test our pre-registered hypotheses with Bayesian models for censored data. Third, the
findings of our vignette experiment are contextualized using an agent-based model
(ABM), in order to draw conclusions about macro-level outcomes resulting from the
observed micro-level patterns of social influence.

In the next section, we introduce the research problem with an agent-based model
(ABM) illustrating the complexity of the link between filter bubbles and opinion
polarization. Section 2.3 discusses the various micro-foundations of social influence
which are thereafter integrated into one formal model and translated to hypotheses
in Section 2.4. Sections 2.5 and 2.6 discuss the method and results of two survey
experiments we ran, testing individual responses in an isolated, single-argument
exchange. We investigate the implications of these findings for the conjecture that
filter bubbles promote polarization in Section 2.7. The chapter concludes with a
discussion of the study’s findings and an outlook on future research in Section 2.8.

�.� Social influence in filter bubbles
Online media environments have become an integral part of people’s day-to-day
information diets. With this trend has come an increased fear for the algorithms that
govern public life on the Internet. What information are users exposed to? What
information is withheld from them? And how do design choices of online media
platforms developers impact browsing experiences?

Worry over the impact of personalization algorithms on social media platforms
like Facebook, Twitter or YouTube has been translated in to the personalization-
polarization hypothesis. Algorithmic filtering of information in line with a user’s
interests and opinions would create a preference bubble in the space of all available
information. The user, centered in their own bubble, sees only content supporting
their interests, products close to their desires, and opinions close to their beliefs.
Here, a dangerous feedback-loop may arise as the environments that create users¥
worldview take the very same individual worldview as their input in deciding
what to expose the user to. The personalization-polarization hypothesis takes this
idea one step further still, by conjecturing that this feedback-loop will lead to
ever-increasing confidence in our own worldview, or even radicalization through
diminishing exposure to diverse and balanced information (Pariser, 2011; Bruns,
2019; Keijzer & Mäs, in press).

Models of social-influence dynamics in networks have demonstrated that
alternative assumptions about how individuals adjust their opinions after exposure
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to online content generate markedly di↵erent assumptions about the emergence of
opinion polarization (Mäs & Bischofberger, 2015). Though there are many subtly
di↵erent models of social influence, they can roughly be categorized into two families:
models of assimilative influence, and models with repulsive influence (Flache et
al., 2017).1 Both families know a long tradition in the literature, theoretically and
empirically, and are also not necessarily mutually exclusive.2 Where the models do
di↵er, is when it comes to their predictions on what will happen to opinion dynamics
at the macro-level when information environments for the individual parts that make
up this environment become more and more homogeneous.

To illustrate the di↵erence between models of assimilative and models of repulsive
influence, consider the following simple agent-based model.3 Fifty agents with a
random opinion between 0 and 1 communicate with and influence each other by
communicating their opinion positions. At any point in time, an agent is randomly
chosen from the entire population and marked as the receiver of communication,
much like logging onto a social media website. Now, the sending agent is picked by
the personalization algorithm. To do so, we create a bubble around the receiving
agent, and consider only a number of the agents most similar to the receiver as viable
candidates. From the set of agents in the bubble, a sending agent is picked who
sends her opinion position to the receiver. The receiver updates her current opinion
position, taking the di↵erence to the initial agent into account. If sender and receiver
agree, the receiver will be open to influence and adjust her opinion in the direction of
the sender¥s opinions. The more sender and receiver disagree, however, the less the
receiver will be open to influence. When the two disagree too much, the receiver will
even be repelled by the sender¥s opinion and adjust her own view away from the
sender¥s view. This process of opinion exchanges between agents is repeated until
all agents completely agree on the discussed topic or are unable to exert influence on
each other any further.

Using this model, we can try to find out what the e↵ect of di↵erent bubble sizes
is on the likelihood to end up in a polarized state. What is more, we can vary the
maximum acceptable opinion di↵erence between the updating agent and the source
of information, before influence turns from positive to negative. This will give us a
good intuition about the relationship between filter bubbles and negative influence.
The opinion of the receiving agent after interaction is a function of the opinion
di↵erence to the sender, guided by parameter that varies the maximum acceptable
di↵erence. As the opinion di↵erence at which negative influence is triggered becomes

1Here, we consider the third category of Flache et al. (2017)—similarity-biased influence—a higher-
order category as both models of assimilative and repulsive influence can include similarity-bias.

2We will go into great detail on their backgrounds and empirical basis in Section 2.3
3The model is presented formally in Section 2.4.
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Figure 2.1 Polarization in- and outside of filter bubbles as a function of the minimal distance at which
negative influence occurs. All data points correspond to 10 runs with 50 agents, run for 1,000 steps.
Bubble-sizes are 10 (small) and 40 (large)

smaller, more interactions will result in interaction events where agents distance
themselves from each other.

The counter-intuitive outcome of 320 independent simulation runs of the model
described by three measures of polarization (Bramson et al., 2016) is shown in
Figure 2.1.4 The plots illustrate that the size of the bubble has a considerable impact
on the expected outcome of the whole system. When bubbles are small (i.e. agents
live in a highly personalized information system), varying the negative influence
threshold hardly a↵ects the spread and dispersion of opinion positions. Agents
converge to one position with the neighbors in their own bubble, and the bubbles
co-exist relatively closely to each other on the scale. Only when negative influence
is triggered already by relatively small disagreement, and thus occurs at a high rate,
the figure shows that the opinions start to cover larger shares of the spectrum. In
the mid-range of negative influence values we see that the rise in spread of opinions
precedes the rise in dispersion. This suggests that there is within-bubble convergence
of opinions, but the rare between-bubble interactions of agents (e.g. in the early
stages of the run), result in negative influence, pushing the bubbles apart slightly.
At the extreme, negative influence interactions overpower the dynamics of within-
bubble convergence, and two clusters are formed at the poles of the opinion scale.
The di↵erence between the two most extreme opinions is maximal (indicated by the
maximum value of spread), and coverage drops slightly, meaning that there are less
opinion positions occupied in the middle range of the scale.

When agents live in very large bubbles and can communicate with about 80
percent of all other agents, there is a much more distinct pattern. When the negative

4Spread reports the distance between the minimum and maximum observed opinion in the graph.
Dispersion refers to the absolute average deviation from the mean. Coverage considers the distribution of
agent positions over the entire spectrum by reporting the proportion of unique positions on the opinion
scale as covered by the agents.
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influence threshold is high, interacting with distant others is relatively harmless.
Ultimately, agents find consensus, even with those agents who have not (always) been
in their bubble. As the threshold for negative influence lowers, there is a point at
which the agents find a radically di↵erent equilibrium: bi-polarization. In between
these two equilibria is a phase that could be characterized as diversity—illustrated by
the spiking values of coverage—but the transition between the two extremes happens
much faster that in the small bubble case.

The small simulation experiment conveys an important insight. While small
filter bubbles are often considered problematic, our results illustrate that social
media without personalization may not always help to prevent polarization. In fact,
removing personalization completely might lead to more negative-influence events
and, as a consequence, growing polarization. To find out when and under what
conditions filter bubbles contribute to polarization, we need to know more about how
opinion disagreement a↵ects how individuals adjust their opinions after interaction.
In the next section we review the literature for the various ways in which people
might respond to others’ opinions.

�.� Micro-foundations of social influence
Assumptions about how and why individuals are influenced by others are abundant
in the scientific literature. Here, we address the most prominent assumptions and
related empirical tests, categorizing them by tendencies of assimilation (Section 2.3.1)
and distancing (Section 2.3.2). Section 2.3.3 discusses social distance as moderator
of influence in either direction through the alignment of beliefs with in-group
members. Thereafter, these ideas are integrated and formalized into a single model
for interpersonal influence (Section 2.4).

�.�.� Assimilation
When discussing a political issue, individuals communicate information, potentially
exerting positive influence (or assimilative influence) upon each other. According
to early models of social influence, after communication of opinion position or
arguments, interaction partners are expected to move closer to each other in an
opinion dimension or space (French, 1956; Friedkin & Johnsen, 2011). There are
many explanations why people display such behavior (for a review, see Wood, 2000).
For example, social exchange theory posits that people are reward seeking, and
are sensitive to positive reinforcements that arise from complying to the opinion
position of the interaction partner (Homans, 1958; Blau, 1964). This reward seeking
behavior can arise from either learning, operant conditioning like in social learning
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theory (Homans, 1958; Akers, Krohn, Lanza-Kaduce, & Radosevich, 1979), or
forward-looking rational behavior (Blau, 1964), but prompts (partial) assimilation
either way. The positive reinforcements from compliance appear in the form of
between-individual social cues or as within-individual rewards for resolving cognitive
dissonance (Festinger, 1964; Groeber, Lorenz, & Schweitzer, 2014).5

Others have stressed the importance of uncertainty about the individual’s initially
held belief (Koslin, Stoops, & Loh, 1967; Bikhchandani, Hirshleifer, & Welch, 1992).
Individuals learn from the exchanged information in social interaction and feel
that they are approaching true judgement, hence adjusting their opinion towards
a given argument. The more uncertain an individual is about their position in the
opinion spectrum, the more one will rely upon social cues (Denrell, 2008). These cues
may, in turn, co-vary with the attractiveness of the source based on ex-ante opinion
di↵erence or knowledgeability/status of the interaction partner (Koslin et al., 1967;
Bikhchandani et al., 1992). Initially held beliefs thus feed back into the individual
inclination to adopt the other’s position (Byrne, 1961). This hypothesis is known as
the moderated positive influence hypothesis: the larger the ex ante opinion di↵erence
between a source and a receiver, the smaller the portion of disagreement that the
receiving party wants to minimize (Takács et al., 2016).

Various studies reported empirical support for assimilative influence (for reviews,
see Falk & Scholz, 2018; Cialdini & Goldstein, 2004; Wood, 2000). Tests of the
moderated positive influence hypothesis are scarcer and also yielded mixed results
(Koslin et al., 1967; Takács et al., 2016).

Bridging the micro-macro gap in attempts to grasp opinion dynamics and cultural
clustering, we observe in many modern societies scholars, wondered “If people tend
to become more alike in their beliefs, attitudes, and behavior when they interact,
why do not all such di↵erences eventually disappear?” (Axelrod, 1997, pp. 203).
For models assuming only assimilative influence between nodes integrated in a well-
connected graph, consensus is the only attainable outcome (French, 1956; Harary,
1959; Abelson, 1964; DeGroot, 1974; Friedkin & Johnsen, 2011). Therefore, many
micro-level assumptions have been developed that impede or alter interpersonal
influence. Generally, they fall apart in mechanisms of distancing (discussed in
Section 2.3.2), and of bounded confidence.

Bounded confidence is the notion that people tend to accept information that
is more or less in line with their initially held belief, and ignore information that
deviates too much from their own view. It finds its theoretical basis most prominently
in social judgment theory (Sherif & Hovland, 1961) and the idea of confirmation bias

5The resolved dissonance stems from a triadic closure principle between the actors A and B, involved in
the social exchange, and opinion C. If A likes B and B holds opinion C, then A can minimize cognitive
dissonance by also adopting opinion C.
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(Nickerson, 1998). Like moderated positive influence, the probability of accepting an
argument decreases with opinion di↵erence on the outset, but these theories assume a
(strict) maximally tolerated opinion di↵erence. Once the foreign opinion falls into the
distant latitude of non-commitment, the receiver’s opinion remains unchanged (Perlo↵,
1993). This idea has been operationalized predominantly as a strict threshold after
which there is no influence possible (Hegselmann & Krause, 2002; De↵uant et al.,
2000), but versions of this model with smooth, arguably more realistic, non-linear
influence decrements have been proposed as well (De↵uant, Amblard, & Weisbuch,
2004; Kurahashi-Nakamura, Mäs, & Lorenz, 2016).

Along a similar vein, the biased assimilation (or motivated reasoning, group
polarization) literature presumes that strengthening of initially held beliefs can
occur when like-minded individuals interact (Janis, 1972; Myers & Lamm, 1976).
Drawing on dual process theory, motivated reasoning conjectures that arguments
are processed by an implicit, unconscious process that favors congruency in the
direction of argumentation, neglecting contradictory information (Kunda, 1990).
Furthermore, when individuals exchange arguments around a more or less similar
(extreme) opinion position, they grow more and more convinced of this position. As a
result, individuals do not simply average their opinions, but they exceed the average
position of the arguments towards the extreme of the opinion scale (Myers & Lamm,
1976; Myers, 1978; Dandekar et al., 2013; Mäs & Flache, 2013), positively influencing
each other, yet distancing from too dissimilar opinion clusters.

The group polarization principle—which presumes some form of biased
assimilation—is empirically well documented (Myers & Lamm, 1976; Myers, 1978;
Park, 2000). The key limitation—in comparison to biased assimilation—is that most
studies that test the group polarization phenomenon stick to large groups and allow
free discussion of a topic, thereby allowing many instances of intractable social
interaction. Biased assimilation after a simple argument exchange on the dyadic level
is rarely tested.

Even though the discussed theories are based on di↵erent psychological
mechanisms, the behavioral prediction is the same when individuals perceive the
communicated arguments as advocating a position on the extreme of the opinion
scale. They are therefore subsumed into the mechanism of conditional assimilation
in Section 2.4.

�.�.� Distancing
In addition to the proposed mechanisms of assimilative influence, it has been argued
that under certain circumstances discussants may increase their opinion distance.
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We discuss here the most prominent distancing mechanism: negative influence (or
rejection/repulsion).6

When two discussants hold opinions that are too dissimilar, interaction may
result in divergence rather than assimilation or stability. This mechanism is know
as negative influence (Macy et al., 2003). Along similar lines as the arguments
for bounded confidence, it has been reasoned that an individual may encounter
arguments that are so di↵erent from their ex ante opinion such that the argument
falls in their latitude of rejection (Sherif & Hovland, 1961; Perlo↵, 1993; Jager &
Amblard, 2005). One will not only reject the given argument, but values it so low
that it is taken as indicative for the validity of the initially held belief, strengthening
commitment to this belief.

Empirical evidence for negative influence is not unequivocal since some studies do
(e.g. Berscheid, 1966; Liu & Srivastava, 2015; Bail et al., 2018) and others do not (e.g.
Lemaine, 1975; Van Knippenberg, De Vries, & Van Knippenberg, 1990; Takács et al.,
2016) find support for distancing e↵ects from interactions between strongly dissimilar
discussants. A couple of (methodological) issues have been raised that might explain
this inconsistency (an extensive discussion of the critique can be found in Krizan
& Baron, 2007). Some studies do not allow for separating positive from negative
influence, either because they use an in-group/out-group block design (Lemaine,
1975; Hogg, Turner, & Davidson, 1990)7 or because they use a statistical method not
suitable for explicitly testing the negative influence hypothesis (Levendusky, 2013;
Takács et al., 2016).8 Negative influence should only occur amongst very dissimilar
discussants, so studies that use convenience samples of, for example, college students
might not observe negative influence because of a lack of opinion heterogeneity in
homogeneous populations. Lastly, what issue is chosen for the manipulation could
also bias the results. Issues that the respondents find too trivial could be unable to
trigger negative influence because the respondent simply does not care enough.9 On
the other hand, issues that respondents are highly engaged in might not be suited to
measure influence at all, since the respondent experiences a high level of certainty

6One alternative assumption worth mentioning is ‘striving for uniqueness’ (Imho↵ & Erb, 2009; Mäs,
Flache, & Helbing, 2010). It has been observed that individuals tend to alter their opinion position when
they feel that their opinion is too similar to too many others (Imho↵ & Erb, 2009). This may well be an
additional reason for people to diverge from a given argument, but the design of our experiment is not
suited to account for such e↵ects.

7Studies that use such a block design might underestimate negative influence e↵ects because they do
not take into account the variance in in-group identification, as well as experienced opinion di↵erences,
but test for di↵erences in net influence between two blocks (Krizan & Baron, 2007).

8Simple linear regression estimation does not capture subtle opinion shifts due to left and right
censoring of the opinion scale. This issue is discussed in section 2.4 where we include truncation of the
scale into our theoretical and statistical model.

9Studies that look at interpersonal influence on political topics with strong (party) identification seem
to capture negative influence quite systematically (Levendusky, 2013; Liu & Srivastava, 2015) whereas
studies that use more trivial topics do not (Takács et al., 2016; Mäs & Flache, 2013).
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about their initial opinion. Recent studies on political polarization in the context of
online social networks however did provide indications for divergence resulting from
argument exchange between people that identify with dissimilar political parties
(conservatives and republicans) in the US (Bail et al., 2018; Anspach, 2017).

But not only studies that did not find negative influence are prone to
methodological biases. Berger and Heath (2008) showed that conformity as well
as nonconformity to an outgroup may occur as a result of social desirability, but
leaves the actual ‘private’ opinion untouched. Moreover, opinion shifts may be
observed in an immediate pretest-posttest design, but are not always long-lasting or
stable (Mazen & Leventhal, 1972).

�.�.� Alignment
Observing opinion shifts away from an information source does not imply that people
are influenced by the position of their interaction partner on the given topic directly.
There is an alternative flow of influence, that uses the interaction partner as a signal
about the state of opinion coherency in the world. This line of reasoning argues that
opinion shifts in either direction result from a tendency to align (dis-align) with
in-group (out-group) members (e.g. Baldassarri & Gelman, 2008; Banisch & Olbrich,
2019).

People generally strive for coherence in terms of beliefs, preferences and opinions
and in doing so strive to belong to a distinct social group (Bourdieu, 1984). Adapting
behavior and beliefs, a social mimicry, has been identified as mechanism through
which individuals aim to a�liate oneself with certain others or social groups (Cialdini
& Goldstein, 2004). We therefore expect a stronger tendency to conform to, or diverge
from, the opinion of the sending actor once the social group that the sending actor
belongs to is known.

In online settings, identity signals may disappear, alleviating discussions from
argument attribution to social identities and distancing from a source through a
mechanism of alignment. The web is an environment celebrated for liberating
interactions from clear group or status signals (Postmes et al., 2001). On forums
or open social media platforms, identity signals are often reduced to merely a
(nick)name and perhaps a profile picture. The content of the argument can be
judged independently of prejudice about the sender’s beliefs or credibility.

However, there is a powerful tool in argumentation that signals identity through
argument wording: the moral foundations of political argumentation (Haidt, 2007).
In the absence of a ground truth, political opinions form based on judgements rooted
in intuition and reasoning (Graham et al., 2013). Between individuals, however, there
is considerable heterogeneity when it comes to the particular moral foundation they
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regard as most important and will use to source their convictions (Graham, Haidt,
& Nosek, 2009). Moral foundations theory (or five foundations theory of intuitive
ethics) distinguishes five dimensions along which people tend to argue: harm/care,
fairness/reciprocity, ingroup/loyalty, authority/respect, and purity/sanctity (Haidt,
2007). The relative importance that people tend to attribute to each of these
dimensions correlates with the omnipresent single dimensional representation of
political position ranging from left-progressive to right-conservative (Graham et
al., 2009). In an attempt to explain opinion di↵erences between conservatives and
liberals in the United States, Graham et al. (2009, p. 1040) conclude that “[...] liberal
morality was primarily concerned with harm and fairness, whereas conservative
moral concerns were distributed more evenly across all five foundations.”

If we want to understand opinion dynamics through mechanisms of alignment,
moral foundations theory could be a viable candidate to do just that. Given the same
argument, people from di↵erent political ideologies may still increase their opinion
distance on a given topic. What is more, in exchanges between two individuals, the
moral root of an argument may serve as an identity signal of the sender and elicit a
response of opinion alignment.

�.� Integrated model of social influence
If one wants to link the macroscopic outcomes of polarization or consensus formation
to their micro-level causes covered in Section 2.3, they need to be integrated into a
single testable formal model. This study is not the first to formulate such a model,
nor is it unique in its aim to test opinion adjustment. Opinion adjustment responses
triggered by argument exchange have been tested empirically in previous research.
Theoretical work covering the micro-macro link behavior produced by various
assumptions of social influence has appeared in the literature as well. Connecting
the two, through explicit formal representation of the micro-foundations and a direct
connection to an empirically calibrated ABM for continuous opinions is, to the best
of our knowledge, unique.

Establishing a connection between (formal) theory and empirical reality is not an
easy task for two reasons. First, the fact that opinions are limited to maximums
on both sides of a continuous opinion scale creates non-linearity or even non-
monotonicity that is hard to account for elegantly. In fact, this is perhaps where the
theoretical ideal type deviates from the crude empirical reality. Does extremity of
beliefs truly have a maximum? Do people who place themselves on a maximum of an
opinion scale hold the most extreme opinion possible? Here, we assume that they do
not, and model the opinion shifts even beyond the scale’s measurable boundaries.
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The second issue with calibrating formal models of opinion change on empirical
data has to do with the distance that the receiver in an exchange perceives to the source
of influence. This distance is a function of the self-perceived opinion position and
the receiver-perceived position of the sender, and, given some hybrid of the ideas in
the literature overview, should regulate the influence direction as experienced by the
receiver. To complicate matters even more, both positions remain subject to censoring
because of the aforementioned point. Such rich data is near impossible to find in the
field, and thus all positions need to be gathered through asking respondents directly.
Because self-assessment will produce considerable measurement error, the statistical
test needs to be suitable for testing small e↵ects from complex response functions.

�.�.� The model
To test the ideas from Section 2.3, we propose a parsimonious formal model that
integrates the main ideas in a response function that can discriminate between certain
assumptions by varying a single parameter. The model is inspired by Flache (2018a),
but variations on the same idea have appeared elsewhere in the social simulation
literature as well (e.g. Mäs, Flache, & Kitts, 2014; Jager & Amblard, 2005; Flache,
2018b). The model deviates from its predecessors in its capacity to free the influence
weight and threshold for negative influence, as we will see later in this section.

Consider a population of N agents, in which each individual i at timepoint t holds
an opinion oi,t in the opinion spectrum [0,1]. When presented with the opinion oj of
any alter or source j , i forms the new, updated opinion oi,t+1:

oi,t+1 = oit +�oit = oit +↵wijt(oj � oit) (2.1)

Where ↵ is the rate of opinion change (i.e. the persuasiveness of the presented
argument) expected to be 0  ↵  1, and thus assumed to be intrinsic to the argument
independent of perceived distance to that opinion. The direction and strength of
the opinion shift is determined by the weight function wijt . The weight is separated
from the argument’s intrinsic persuasiveness. Thus, we can vary its persuasiveness
independently from a term that reduces the strength of influence with increasing
opinion distance. To create a model that is able to transition smoothly between
pure assimilative, moderated positive, and negative influence, the following weight
function is introduced:

wijt = 1�� |oj � oit | (2.2)

Equation 2.2 defines the influence weight as a monotone function of opinion
distance. The moderating e↵ect of opinion distance is captured by � , that, in principle,
can be any real number. It is likely, however, that the value in real life settings is
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Figure 2.2 Weight function and expected post-stimulus opinion as a function of pre-stimulus opinion,
for di↵erent values of � , and ↵=1. oj is set to 0

positive and in the single digit range, indicating a reduction of influence strength
with opinion distance. Figure 2.2a shows how di↵erent values of � a↵ect the influence
weight as a function of initial opinion distance, assuming oj = 0 and ↵ = 1. To test
for the type of social influence, � o↵ers a straightforward interpretation. When � = 0,
there is only positive influence—the expected opinion shift is proportional to the size
of disagreement at the outset. This encompasses, for example, dynamics of averaging
(when ↵ = 0.5) and copying (when ↵ = 1). When 0 < � < 1 we speak of moderated
positive influence—the expected opinion shift is weaker the larger the a priori opinion
di↵erence. When � > 1 we can observe moderated positive and negative influence. In
this case, the expected opinion shift is weaker the larger the opinion di↵erence, until
the critical value of 1/� , where after social influence becomes negative.

Finally, oi,t+1 is truncated such that it does not exceed the opinion bound [0,1]:

oi,t+1 =

8>>>>><>>>>>:

1, if oi,t+1 � 1

0, if oi,t+1  0

oi,t+1 otherwise

(2.3)

This is a necessary step for two reasons. First, non-truncation could create
runaway dynamics where the agents who diverge become inaccessible early on in the
process. Second, and perhaps more importantly, there is a clear relation to opinion
measurement. When opinions are measured (e.g. in a survey) or inferred (e.g. from
text analysis) they will have to be expressed on a bounded scale. As such we cannot
observe a strong persuasive ‘pull’ when opinions are similar, nor a strong ‘push’ when
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opinions are (almost) maximally di↵erent.10 Figure 2.2b shows the predicted opinion
o at time t = t +1 as a function of oit , for di↵erent values of �.

�.�.� Model extensions for social influence and moral founda-
tions

Equation 2.1 expressed the minimal model for describing within-individual opinion
change. It is possible to extend this model for individual heterogeneity in responses
as a result of some characteristic of the individual or stimulus. When extending the
model, it is important to decide what part of Equation 2.1 is a↵ected by the added
information: the persuasiveness of the argument or the shape of the weight function
for opinion distance. Let’s illustrate this by using two di↵erent examples: modeling
social influence and moral foundations.

As argued in Section 2.3.1, individuals might be more inclined to adjust their
opinion towards the source j when i perceives j as close on the social distance
dimension.11 This idea is operationalized in Equation 2.4, as a term that a↵ects
the influence weight wijt through separation of the parameter � into �0 (for the
general e↵ect of distance) and �1 (for the e↵ect of out-group influence). A negative
�1 term lifts the slope of the influence function upwards, making individuals more
susceptible for influence from in-group members regardless of their a priori opinion
di↵erence. In other words, individuals will consider the social distance to the source
in the shape of the response function, but not in the persuasiveness of the argument.
The weight function—using the agent characteristic for group membership e 2 {0,1}—
thus becomes:

wijt = 1��0|oj � oit |+�1(1� |ei � ej |)|oj � oit | (2.4)

The moral foundations literature indicates that arguments built on certain moral
foundations are more persuasive for some than for others. In particular, individuals
who identify as politically more liberal are more responsive to arguments rooted
in fairness and harm. To model the di↵erence in perceived persuasiveness of the
argument, we separate the persuasiveness parameter into a general term (↵0), and
one that uses the agent’s group membership e (↵1):

oi,t+1 = oit +↵0wijt(oj � oit) +↵1(1� |ei � ej |)wijt(oj � oit) (2.5)

10This of course does not mean that such a shift does not occur on the individual’s latent opinion
dimension. The bounded opinion scale, however, makes it unobservable.
11Group membership can be operationalized as a dichotomous variable that captures whether i and j

belong to the same group ei = ej 2 {0,1}. More general one could think of e as being a vector of positions
on some dimension that captures social distance. In that case, distance is captured with a single value
|ei � ej | 2 [0,1].
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Equation 2.5 uses the same weight term twice, but for both levels of persuasiveness
as modeled by ↵0 and ↵1.

�.�.� Hypotheses
The classification of behavioral responses from the micro-foundations discussed
in Section 2.3, and the subsequent integration of those foundations into a single
formal model in Section 2.4 allows the formulation of a series of hypotheses that
describe the shape of the response function. In other words, the values of ↵ and
� as described in our model are all we need to di↵erentiate between the types of
influence experienced by the actors subject to influence. For models that separate the
values of our parameters for di↵erent groups (e.g. when ↵ is split into ↵0 and ↵1), the
hypotheses refer to the combined value for the respective group. All but Hypothesis
4 have been pre-registered with the Open Science Framework.

H1 Individuals decrease distance between their own opinion and the opinion of the
source of influence, such that ↵ > 0 and � � 0 (positive influence)

H2 An individual’s distance between their own opinion and the opinion of the source
moderates the degree of social influence such that � > 0 (moderated influence)

H3 If an individual’s distance between their own opinion and the opinion of the
source is su�ciently large, influence is negative, such that � > 1 (positive and
negative influence)

H4 Argument persuasiveness is increased by alignment of the moral foundation of
the given argument with ideological orientation, such that � for arguments of a
moral foundation aligned with an individual’s political ideology is larger (moral
foundations)12

H5 If an individual belongs to the same opinion cluster as the source, the individual
proves more receptive to the message, such that ↵ is larger in interactions with
others who are perceived to be ideologically closer (social influence)

12Method and argumentation were explicitly pre-registered, but the hypothesis was not.
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�.� Method

�.�.� Study � - standardized arguments and moral foundations
Using targeted advertisement on Facebook we recruited 199 participants who reside
in the Netherlands and have a particular interest in politics.13 There are two major
advantages of this approach. Firstly, we seek to sample a high number of pairs
with a high pre-interaction opinion di↵erence. Negative influence is pivotal to
the predictions of society level polarization models, but proved hard to observe
empirically. In order to find out whether negative influence actually occurs we need
to look at those interactions where we most expect it. A random draw from the
general population would have to be huge in order to find a su�cient number of pairs
where negative influence can be tested (see the power analysis in Appendix A.1), and
would create an unacceptable amount of redundancy and burden on the side of the
respondents. Targeting social media users who have expressed interest in politics
will likely over-sample opinionated individuals. Furthermore, actors with strong
opinions are also expected to have a more profound impact in the network at large
(De↵uant, Amblard, Weisbuch, & Faure, 2002). Secondly, sampling through Facebook
ensures a high level of ecological validity. In the Netherlands, 10.8 million people
actively use Facebook (of which 7.6 milion people pay a visit to the platform on a
daily basis), which amounts to about 63% of the Dutch population (Newcom, 2018).
Sampling through Facebook thus ensures high applicability of our findings to actual
participants of discussions in online social networks.

We aimed to measure and influence the respondents’ opinions on two topics:
government spending on development aid, and tax-deals between the government
and multinationals. These topics were chosen for various reasons. Opinion directions
on both topics are generally aligned with political identity, but are not too divisive
such that they prohibit opinion shifts in either direction. Moreover, government
spending on development aid is a topic for which pro and contra arguments can be
formulated for either political position and the arguments for tax-deals can be varied
along both leftist and rightist moral foundations.

For each topic, two short texts were constructed of between 100 and 200 words:
one arguing in favor and one arguing against government action on that topic. Each
argument was infused with words from the moral foundations dictionary (Graham et
al., 2013) that should appeal more to either liberals or conservatives. The arguments
were posted to Facebook, and screenshots of those arguments were shown to the
participants. Participants were randomly assigned to one of four conditions: pro

13Facebook’s targeted advertisement feature allows sampling for individual’s interests as inferred from
their liked pages and platform usage behavior. The total number of users who fit these criteria and could
potentially be targeted was 320,000.
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or contra argument with liberal-appealing moral foundations, or a pro or contra
argument infused with words from the conservative-appealing moral foundations
dictionary. All stimuli are described in Appendix A.2.

To measure the respondent’s stance on the two topics, we included a measure of
self-reported opinion following the question: ‘what is your stance on [government
spending on development aid / tax-deals with multinationals]?’ Answers were
recorded using a slider scale ranging from strongly against to strongly in favor. The
respondent’s opinion was measured before and after the stimulus. To mitigate e↵ects
of social desirability bias, we gave the respondents a short task in between the first
measurement and the stimulus. To test for lasting e↵ects of opinion change, we
administered an additional short survey roughly one week after the first survey and
using the same opinion measure.

�.�.� Study � - peer-influence and social distance
The arguments in Study 1 were constructed by us, whichmay a↵ect how believable the
arguments appear to the respondents. Furthermore, we could not vary social distance
either, as the whole study was executed without deception. We therefore asked all
our respondents from Study 1 to express their opinion as a short Facebookpost-like
statement. These statements—in combination with the expressed party-identification
of the respondent—were then used to act as stimuli for participants in Study 2. In
order to measure the perceived social distance between the sender and receiver of
the argument, we asked the receivers to indicate where they believe the sender of
the argument would place themselves on an ideological identification scale, between
‘Very leftists’ and ‘Very rightist’. Social distance was calculated by taking the absolute
di↵erence of self-reported ideological identification of the receiver and perceived
ideological identification of the sender.

The same sampling procedure was used as in Study 1. This time, a subset of the
respondents was routed to a control condition in one of the two topics, to quantify the
accuracy of the opinion measures. In total, 272 respondents took part in the survey.
We did not administer a second survey testing for lasting e↵ects.

�.�.� Data
Two diverse sets of respondents were obtained in two recruitment periods in February
and October of 2020. The age distribution is strongly bimodal, with most respondents
being either between 45 and 75 years old, or below 30. Only a few participants
were aged between 30 and 45. In both studies, slightly more females than males
participated (56.4 percent in Study 1 and 62.9 percent in Study 2), and participants
were predominantly highly educated. Participants indicate to be rather active on



�� Chapter �. Micro-foundations

social media, with 166 minutes spent on social media per day on average in the sample
for Study 1 and 149 minutes in Study 2. There was considerable variance in self-
reported ideology in both studies, and diversity in terms of party preferences. Both
samples contain supporters of 12 di↵erent parties, but the most popular party in both
samples is the social-democrat green party GroenLinks. Voters of that party are rather
over-represented compared to the relative sizes of the electorates among the general
public. It is unclear whether this over-representation is caused by this particular
group being more active on social media, participation in our study appealing to
particular people, or some arbitrary decision in the advertising market algorithm. It
is likely to be the result of the combination of all of those factors.

The demographic characteristics of two samples deviate slightly but noticeably.
The respondents in Study 2 are much older (48 and 56 years old on average;
t(298.2) = �4.249, p < .001), and spend seemingly but not significantly less time
on social media (t(264.48) = 1.353, p = 0.177). Their political preferences are
comparable, but Study 2 contains even more individuals who consider themselves
leftist than Study 1 (t(334.94) = 2.361, p = 0.019). Because the two samples were
gathered with the same recruitment procedure, the between-sample di↵erences have
a relative interpretation. One interpretation of the di↵erences is that they may
reflect actual changes in the population. For example, they could reflect a change
in popularity of Facebook among certain groups or a change in the attitudes of
the Dutch electorate. Given the short amount of time between administering the
two samples, the relative under-representation of young participants is unlikely
to be a consequence of decreased popularity of the platform. A more probable
explanation is that the algorithm governing which users saw the ad introduced bias
and homogenized the potential audience. The di↵erences between the two samples
is not problematic to the extent that it prohibits meaningful analyses here, but the
introduction of bias illustrates a larger problem that may a↵ect studies using data
gathered in similar ways. The advertisement exposure optimization algorithm can
introduce an unobserved homogeneity bias in the sample.

When conducting survey experiments online, data quality is a concern. To check
whether respondents filled in the survey and paid attention to the texts and directions
included in them we monitored the time they spent in the survey in general, and
on the pages with the stimuli in particular. We also included a quiz at the end
of the survey that assessed whether they paid su�cient attention and asked the
respondents about their enjoyment of the survey. Using a combination of all measures
for engagement—timing, enjoyment and the attention quiz—we formulated five
criteria for exclusion of responses. We excluded everyone who (1) completed the
survey in less than eight minutes, (2) indicated that they did not enjoy the survey,
(3) answered two out of four questions incorrectly, (4) first-clicked something in less
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Table 2.1 Descriptive statistics of the cleaned and pooled samples used in the analysis

N Mean St. Dev. Density
Study 1

Opinion before stimulus (oi1) 311 0.462 0.321

Opinion after stimulus (oi2) 311 0.442 0.313

Opinion one week after stimulus (oi3) 124 0.475 0.334

Left-right identification (ei ) 311 0.389 0.248

Perceived opinion source (oj ) 311 0.578 0.372

Perceived LR identification (ej ) 311 0.451 0.294
Study 2

Opinion before stimulus (oi1) 306 0.439 0.355

Opinion after stimulus (oi2) 306 0.432 0.337

Left-right identification (ei ) 306 0.328 0.249

Perceived opinion source (oj ) 306 0.465 0.362

Perceived LR identification (ej ) 306 0.420 0.288

Note: For all variables Min = 0 and Max = 1

than three seconds or more than two minutes on the page of the first stimulus or (5)
on the page of the second and last stimulus. In total, 35 (Study 1) and 42 (Study 2)
respondents met one of those criteria and were omitted from the final dataset.

Descriptive statistics of the cleaned sample, for the variables used in the analysis
of Study 1 and 2, are given in Table 2.1.

�.�.� Statistical approach
Studies that aim to find repulsive influence at large opinion di↵erences have to deal
with a pesky problem: censoring of opinions at the extreme ends of the scale. Theories
of negative influence almost exclusively presuppose that negative influence is more
likely to occur as opinion di↵erences or perceived dissimilarity of the subject to the
source is larger. Yet, the empirical reality of opinion measurement will prevent such
events from happening. The larger the opinion di↵erences become, the more likely
a receiver of an argument already is at an extreme end of an opinion scale or will
have little room to move before reaching the end. Where our theory predicts that
individuals will want to move away from a source, the measurement instrument
prevents them to do so.

We assume here that extreme opinions after interaction oi,t+1 2 {0,1} may be
expressions of a latent opinion dimension that extends beyond the opinion bounds.
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As such, we consider those opinions as censored, and allow our predictive model to
assume values outside the spectrum.14

The model is estimated using Bayesian methods for statistical inference. The
advantage of using Bayesian estimation that it allows us to model the complex
relationships between the two opinions of our subject and the perceived position
of the source. Furthermore, we expect that the e↵ect of a single argument might
not be strong, while measurement error from using continuous opinion scales is
likely to be large. These two factors combined will make it hard to estimate robust
e↵ects. Bayesian estimation gives us a better lens to look at noisy data, as studying the
posterior distribution of parameter estimates conveys information about the accuracy
and robustness of the e↵ects.

To estimate the best fit for the model given by Equation 2.1 using empirical data,
the terms ↵ and � need to be separated so they can be estimated independently.
Combining equations 2.1 and 2.2 we can observe that

oi2 = oi1 +↵(1�� |oj � oi1|)(oj � oi1)
= oi1 +↵(oj � oi1)��↵|oj � oi1|(oj � oi1)

(2.6)

Let now

� := � ⇥↵ (2.7)

Then, Equation 2.6 can be written as

oi2 = oi1 +↵(oj � oi1)� �|oj � oi1|(oj � oi1) (2.8)

The term � thus captures the e↵ect of � dependent on the observed distance
between the stimulus oj and pre-stimulus opinion of the respondent oi1. We estimate
a model where the opinion after the influence event oi2 is drawn from a normal
distribution with a mean µoi2 and a standard deviation of 1/�2:

µoi2 = oi1 +↵(oj � oi1)
� �|oi1 � oj |(oj � oi1)

oi2 ⇠N (µoi2 ,1/�
2)

(2.9)

Retrieving � is done by taking � = �
↵ , which gives us a direct interpretation for

the shape of the response function. The value of � can be interpreted by itself as the
shape of the response function to foreign information, and as such, is comparable
across interactions with arguments of varying persuasive strength.

14This does not a↵ect the model fit, as the log likelihood of the predictive model is calculated after
constraining the fitted value within the {0,1} range.
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To study the e↵ect of varying levels of persuasiveness of an argument by the
infusion of di↵erent moral foundations and their appeal to subjects with di↵erent
ideological identity, we extend the model by adding terms that a↵ect only values of
↵—the ‘strength’ of the experienced opinion shift. To account for the main e↵ects
of respondent ideology, the main e↵ect of moral foundation of the argument, and
the interaction e↵ect of ideology and moral foundation, we have to add three extra
terms to the model. The parameter �moral yields the persuasiveness main e↵ect
of arguments of leftist (0 = harm and fairness) or rightist (1 = loyalty, authority
and purity) moral foundations of the argument. Second, �right represents the main
e↵ect of rightist political ideology of the respondent. Finally, the interaction term
�moral⇥right captures the e↵ect of rightist respondent ideology and rightist moral
foundation. After estimating the general model, we thus estimate a more elaborate
version that takes heterogeneity on the argument characteristics into account:

µoi2 = oi1 +↵(oj � oi1)
� �distance |oi1 � oj |(oj � oi1)
+ �moralmj (oj � oi1)
+ �rightri (oj � oi1)
+ �moral⇥rightmjri (oj � oi1)

oi2 ⇠N (µoi2 ,�)

(2.10)

Wheremj 2 {0,1} is the moral foundation of argument j and ri 2 [0,1] is the degree
to which the subject identifies as politically right-wing.

Analogous to the implementation of factors that impact the persuasiveness of
arguments, the alignment e↵ects that are believed to a↵ect the shape of the response
function alone are modeled as e↵ects that change the value of � for di↵erent groups
in the data. We thus add a term �id to the model, to capture the di↵erences in the
main �distance parameter for a respondent’s perceived distance to the source:15

µoi2 = oi1 +↵(oj � oi1)
� �distance |oi1 � oj |(oj � oi1)
+ �id |ri � rj ||oj � oi1|(oj � oi1)

oi2 ⇠N (µoi2 ,�)

(2.11)

15This model is derived from Equation 2.5, by substituting the terms for the weight function wijt as
given by Equation 2.4, and replacing the parameters ↵ ⇥�0 and ↵ ⇥�1 with corresponding parameters �id
and �distance .
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Where ri 2 [0,1] is, again, the degree to which the respondent identifies as
politically right-wing and rj 2 [0,1] is the perception of the ideological identification
of the source of the argument.

Within studies, the data are pooled to maximize statistical power. Although
we could have chosen to account for nesting within subject or topic, the intra-class
correlations are su�ciently low to justify the simpler approach (ICCsubject = 0.129 and
ICCtopic = 0.246 for Study 1, and ICCsubject = 0.020 and ICCtopic = 0.082 for Study 2).
All analyses have been replicated using the topics separately too, accounting for the
nested structure, without any noteworthy di↵erences.

Throughout the modeling, we took conservative priors for all e↵ects with a
mean of zero and a standard deviation tuned to the amount of variance in the data.
These priors are e↵ectively the null hypothesis, enabling hypothesis testing through
falsifying the null in a Bayesian framework (Baig, 2020).

The estimation procedure is implemented in R 4.0.3 using the runjags package
(Denwood, 2016). To assess the goodness of fit for each of the models we estimate
log-likelihood values of all responses. In obtaining log-likelihoods, we have to take
the truncation of our dependent variable into account. We do so, by considering the
likelihood that an observation is censored within the log-likelihood function.

LL =
P(x|�)

P(0  x  1|�) (2.12)

The posterior distribution of all log-likelihood values can be used to estimate the
goodness of fit statistics that indicate whether the model is appropriate, and compare
model performance across nested models. We estimate the Watanabe–Akaike (or
‘widely applicable’) information criterion (WAIC) and the expected log pointwise
predictive density (elpd) of the Leave One Out cross-validation procedure (LOO)
(Vehtari, Gelman, & Gabry, 2017).

�.� Results

�.�.� Study �
The respondents in Study 1 received wordy arguments infused with words from the
moral foundations dictionary belonging to either the foundations harm and fairness,
or to loyalty, authority and purity. The recruitment procedure aimed to recruit people
with strong opinions, leading to large opinion di↵erences and su�cient opinion
change. Figure 2.3 shows us that this approach is not unsuccessful. The (perceived)
opinion distance to stimulus is a bipolar distribution that is slightly right skewed.16

16Keep in mind that the distribution of the (perceived) distance to stimulus is the product of two
distributions and hence not expected to be uniform when constructed completely at random.
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Figure 2.3 Observed absolute value of opinion change (|oi,t=2 � oi,t=1|) and loess curve by distance to
stimulus. Shape indicates whether the observation at time t=2 is censored

There appears to be su�cient variance to model the e↵ect of distance. The amount
of opinion change is 13 percent on average, but distributed with considerable right
skew. The di↵erence between the indicated opinion before and after the stimulus
appears to increase slightly at larger distances to the stimulus.

The first model is fit with the pooled data from the argument exchange on
development aid and tax deals is one where only the general e↵ect of argument
distance (�distance) is considered (see Table 2.2, Model 1). The ↵ parameter gives
an estimate of what one could call the persuasiveness of an argument. At most, the
predicted opinion shifts in either direction are about 22% of the distance between
the opinion position of the receiver before the argument and the perceived position
of the argument. The actual observed shift will depend on the perceived distance
between the own position and the position of the argument, as modeled by the
�distance parameter. According to the simple model 1, the distance at which the
receiver is una↵ected by the argument is at 1

(�/↵) =
1

(0.221/0.276) ⇡ 80% of the opinion
range. Opinion di↵erences beyond that point may result in negative opinion shifts
/ distancing. This means that only interactions between individuals with rather
extreme opinions would result in opinion adjustments away from the sender.
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Table 2.2 Posterior distribution and model fit for Bayesian weighted linear influence models with
stimulus morality and ideological identification

Model 0 Model 1 Model 2
Estimate SD Estimate SD Estimate SD

↵ 0.041 0.036 0.209 0.103 0.533 0.131
�distance 0.259 0.152 0.265 0.143
�moral -0.437 0.116
�right -0.652 0.176
�moral⇥right 0.843 0.238
� 0.212 0.011 0.216 0.012 -0.203 0.010
elpdLOO 143.402 23.428 143.282 24.266 147.872 23.300
WAIC -286.835 46.845 -286.623 48.509 -295.809 46.590
N 311 311 311

Model 1 averages all responses, but the set-up of Study 1 allows to di↵erentiate
persuasiveness of an argument as a function of moral foundation of the arguments
in relation to the ideological identification of the respondent. As discussed in
Section 2.3.3, arguments can be used to signal why it is important to support a
position, extending beyond a simple piece of ‘objective’ information. By appealing
to one of five moral foundations, they present reasons to support a certain position
in relation to a value system that the receiver supports. Previous work showed that
ideologically leftist individuals are more likely to respond to arguments that appeal to
the dimensions harm and fairness. Model 2 is used to test precisely this claim, as we
would expect that in this response model, the moral foundation of an argument will
a↵ect the perceived persuasiveness. The single ↵ term for argument persuasiveness
is therefore supplemented with three extra terms: rightist-appealing morality of the
argument (�moral ), respondent’s placement on the left-right spectrum (�right), and an
interaction of the two former terms (�moral⇥right).

The goodness of fit statistics from Model 2 in Table 2.2 indicate that the model is
an improvement upon the first. Furthermore, the estimates point rather convincingly
in the direction that moral foundations indeed matter for the subject’s response to
an argument. The general persuasiveness of the argument increased substantially,
and the �s that define individual responses follow suit.17 The unadjusted value of ↵
indicates the persuasiveness of an argument with leftist moral foundations (i.e., that
appeal to harm and fairness) for someone who identifies as very leftist.18 In relation
to the distance term, we see that those individuals are predicted to always adjust their

17We included the general, or un-interacted terms of the infused moral foundation and the ideological
identification of the respondents to account for any di↵erences that may exist based on those parameters
alone, which would spill over into the interacted term of moral foundation with ideological identification.
18Keep in mind that we experimentally manipulated the moral foundation of an argument to avoid

systematic co-variance of perceived distance to an argument and moral foundation.
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Figure 2.4 Predicted argument response function by political orientation and alignment of moral
foundation. Opinion shifts are predicted relative to an argument oj = 0

opinion towards the argument (because ↵ > �distance), even if their initial distance is
maximally large.

For rightist individuals, the e↵ects are somewhat harder to interpret based on
the table alone. Figure 2.4 aids the interpretation by plotting the predicted response
functions based on the estimates from Model 2 in Table 2.2.19 Respondents who
identify as politically right-wing display a pattern that is remarkably similar to their
left-wing counterparts. When the moral foundation of the argument is aligned with
their ideological orientation, the predicted opinion shift remains positive regardless
of the distance to the stimulus. When the same argument is presented, but infused
with moral foundations that do not align with the ideological identification of the
respondent, the opinion is adjusted away from the source. For respondents identifying
as maximally right-wing, presented with an argument infused with words that appeal
to the harm and fairness foundations from the moral foundations dictionary, the
model predicts that they will always move away from the source, regardless of the
amount of agreement with the argument pre-interaction.

One explanation for the relatively large e↵ects of moral foundations is that they
a↵ect the perceived position of the argument. If the infusion of aligned moral
foundation actually means that the same argument is perceived as closer to the
receiver, their co-variance could bias the results of the model overall. A simple
way to test this is by means of a Kolmogorov–Smirnov (KS) test for the equality
of two continuous distributions. We check whether the perceived opinion distance

19The four groups plotted there are created by taking the predicted responses after exposure to an
argument oj = 0 for individuals at the extreme ends of ideological orientation.
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(|oj�oi,t=1|)—operationalized as the absolute di↵erence between the expressed opinion
at t = 1 and the perceived opinion of the sender of the argument—di↵ers between
respondents whose ideological identification is or is not aligned with the moral
foundations infused in the argument. Alignment is decided based on a strict cuto↵
of the ideological identification continuum at the midpoint of the scale. That is, the
respondents are binned into politically left- or right-wing oriented groups.

Though there is a small numerical di↵erence between perceived distance and
the alignment of the moral foundation with ideological identification, the KS-test
does not consider this di↵erence significant (D(311) = 0.080, p = 0.709). Hence,
the remarkably strong e↵ects of moral foundation infusion cannot be accounted for
through spill-over e↵ects from perceived distance. Rather, it seems as though the
morally charged arguments actually provide a signal to the respondents to adjust
their opinion away from or towards the source.

In the evaluation of a model fit to censored data, it is wise to look at the amount
of censoring that is observed and predicted. What is more, the coincidence of the two
gives us an indication of the goodness of fit.

Before stimulus, at t = 1, 59 respondents (19 percent) placed themselves at the
end of the opinion spectrum. This number was reduced to 52 (17 percent) after
receiving the stimulus. In light of the results from the statistical models, this fits
the expectation that most interactions will lead to distance minimization. Model 2
from Table 2.2, though, is slightly more optimistic and predicts that 14 people would
place themselves on one of the extreme ends of the scale. Out of those 14, only
one respondent is incorrectly placed on an extreme. Considering all responses, the
predictive accuracy for placing an observation on an extreme end of the opinion scale
at t = 2 is 87 percent.

Based on the low number of censored observations, and the reasonably high
accuracy in predicting censoring, censoring does not appear to introduce a
problematic bias that would render the results unreliable.

Measured right after confrontation with the stimulus, the change in opinion as
reported by the respondents is, unsurprisingly, small. But will these e↵ects be short
lived too? To test for lasting e↵ects of opinion change, we invited the participants
of Study 1 to take part in a survey a week after the first where they were asked to
complete the very same opinion measures again.20. For this group, we fit two sets
of models: (1) a replication of the models reported earlier (in Table 2.2) to check for
respondent selectivity in the follow-up survey, and (2) models where the opinion at
time t = 3 (the follow-up survey) is predicted with their opinion before stimulus and
the perceived position of the stimulus.

20The response rate to this survey was 39.7 percent (N = 62)
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Table 2.3 Posterior distribution and model fit for lagged Bayesian weighted linear influence models with
stimulus morality and ideological identification. The opinion at t=3 (one week after stimulus) is predicted
with measurements from t=1 (before stimulus)

Model 0 Model 1 Model 2
Estimate SD Estimate SD Estimate SD

↵ 0.024 0.072 0.482 0.221 0.574 0.287
�distance 0.663 0.321 0.449 0.379
�moral -0.216 0.214
�right -0.256 0.197
�moral⇥right 0.079 0.280
� 0.247 0.023 0.255 0.025 0.086 0.243
elpdLOO 48.683 11.172 49.225 12.251 45.520 11.607
WAIC -97.404 22.329 -98.535 24.465 -91.585 23.007
N 124 124 124

The first set of models (reported in Appendix A.4) reveal no major di↵erences
between the group that did and the group that did not participate in the follow-
up survey. The smaller sample size a↵ected statistical power of the model, so the
standard deviations of the estimates are slightly larger, but directionality of the e↵ects
remains unchanged.

The models testing for lasting change, however, reveal a remarkable pattern.
As we see in Table 2.3, the change in opinion appears to have grown not shrunk,
if anything, during the one week incubation period. What is more, the e↵ects of
argument morality, and its appeal to respondents of certain ideological identity, are
no longer meaningful additions to the model, as suggested by the goodness-of-fit
statistics. Model 1, the model with argument persuasiveness dependent on perceived
distance to the argument, is the preferred model by comparison of the elpdLOO and
WAIC statistics. This model predicts that respondents will want to halve the distance
(at most), and that the persuasiveness of the argument is moderated by distance to
the argument. The negative influence threshold is expected to lie at 72.9 percent
di↵erence, comparable to the threshold in the non-lagged model 1 of Table 2.2.

All the evidence taken together here, we believe there is su�cient support
for opinion distance minimization (Hypothesis 1) and the moderating role of
opinion distance (Hypothesis 2). We find weak evidence in support of distancing
(Hypothesis 3), but not enough to refute the null hypothesis in that case. The
influential role of moral foundations of argumentation is clear, and in line with
Hypothesis 4. The lasting e↵ects of (social) influence were perhaps themost surprising
in Study 1. It appears that influence e↵ects may amplify over time, though the
mechanism responsible for that e↵ect remains unknown.



�� Chapter �. Micro-foundations

�.�.� Study �
Study 2 moved away from the artificial arguments used previously, and used
participant-provided arguments as stimuli instead. The objective was to alleviate
the respondents from suspicion that the arguments might be fake, used to provoke
a certain response, and hence would trigger answers based on social desirability.21

What is more, the arguments provided by the previous respondents can be used to
more accurately measure receiver perceived social distance to the sender.

As a first sanity check for the magnitude of expected opinion shifts, we can
determine whether any opinion change was induced by the arguments by comparing
the average opinion shift among subjects that did and did not receive a stimulus.
About a third of the respondents were routed to a control condition where they
did not receive an argument on one of the two topics. A KS-test for the equality
of continuous distributions reveals no discernible di↵erence between the control
and experimental conditions (D=0.087, p=0.393). In absolute terms, the amount
of variation observed in the experimental condition is not distinguishable from the
amount of measurement error or unsystematic variance produced by the repeated
measurement. That is unfortunate, as a discriminatory di↵erence would provide
confidence in our manipulation, but not insurmountable. The response function
that we’ll test against the data has at least two points at which we predict no
change compared to a control conditions (the extreme values) and a third point
of neutral response to the stimulus that may exist on the opinion distance scale:
the negative influence threshold. The non-linearity of the response function thus
prohibits drawing strong conclusions from a simple analysis of variance between the
experimental and control groups.

Inspecting the di↵erences in observed opinion change is aided further by plotting
the observed shifts by perceived distance to the stimulus. Figure 2.5 presents such
a plot. The distributions of distance to the stimulus and opinion change are, again,
skewed in the expected direction, but the amount of change is clearly less than in
Study 1. The average amount of opinion change seems to be slightly higher than in
the control group (average given with dashed line) for values between 0 and 1, and
dips towards both ends of the distance scale.22

The lack of variation in opinion change between the two conditions provides a
first indication that the manipulation might not have been e↵ective, but for a more

21Please note that both studies were carried out without any form of deception, in line with the code of
the IRB that approved this research.
22This should not be taken as proof for any discernible di↵erence between the control and experimental

group. Pure measurement error is expected to reveal a similar pattern, as observations towards the
boundaries of the scale have less room for variation. Visual inspection of the amount of opinion change by
opinions at t = 1 appears to be in line with that expectation.



�.�. Results ��

0.00

0.25

0.50

0.75

1.00

0.00 0.25 0.50 0.75 1.00
Distance to stimulus

O
p

in
io

n
 c

h
a

n
g

e

Observation at t=2 is censored NOT censored

Figure 2.5 Observed absolute value of opinion change (|oi,t=2 � oi,t=1|) and loess curve by distance to
stimulus. Shape indicates whether the observation at time t=2 is censored, the dashed line presents the
average opinion shift in the control group (Ncontrol = 165)

conclusive analysis we turn to the Bayesian weighted linear influence models for
censored data.

The baseline model in Table 2.4 shows no basic tendency towards distance
minimization and a considerable amount of variation around the drawn estimate.

Themore complexmodel 1, however, does not appear to improve our fit to the data
all toomuch. Though the average estimates in the posterior distribution take on values
that seem comparable to the fitted models from Study 1, their whole distributions
have substantial variation around these estimates. The evidence for successful
manipulation and distance minimization is too weak to support Hypothesis 1 (↵ > 0
and � � 0).

At this point, fitting a model where the distance parameter �distance is further
adjusted for perceived ideological distance between the respondent and the author
of the stimulus is not likely to result in a much better fit than the previous models.
We see from model 2 in Table 2.4 that this is indeed the case. The model is a
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Table 2.4 Posterior distribution and model fit for Bayesian weighted linear influence models with
perceived ideological identification di↵erence

Model 0 Model 1 Model 2
Estimate SD Estimate SD Estimate SD

↵ -0.042 0.051 0.176 0.136 0.179 0.138
�distance 0.356 0.212 0.441 0.238
�id -0.192 0.256
� 0.230 0.012 0.232 0.012 0.233 0.013
elpdLOO 149.714 24.856 149.493 25.804 146.943 27.180
WAIC -299.472 49.697 -299.066 51.575 -294.646 54.044
N 306 306 306

slight improvement upon Model 1 and 2, but the estimates remain small and
indistinguishable from zero.23

In sum, the analyses presented here did not strengthen our belief in the results
from Study 1. Rather, they paint the picture of weak to no influence measured
immediately after the stimulus. It appears that the respondents were not persuaded
by the more realistic stimuli, but rather remain una↵ected by the short arguments of
their peers.

�.� A calibrated model of social influence in filter
bubbles

The two studies described in the previous section have given us a first impression of
individual response functions to argumentation in online social media. Using this
information about the micro-foundations of influence in filter bubbles, we turn to the
model described in Section 2.2.24

How does the size of the filter bubble in online social media relate to opinion
polarization in a micro-level validated model of social influence? To answer this
question, we take the estimates from Model 1 in Study 1 (Table 2.2) and plug those
into an ABM of N = 50 agents with an initially random opinion oi0 2 [0,1], put on a
complete graph. At each point in time, a random agent is drawn from the population,
who interacts with a random neighbor inside their filter bubble. The bubble is defined
as the subset of agents with the closest opinion to the focal agent.

Rather than fixing the persuasiveness of the argument (i.e., ↵) and the distance
parameter (i.e., �) at their mean observed estimates, we use the observed uncertainty

23The marginal improvement in model fit as indicated by the elpdLOO criterion should not be over-
interpreted in this case. The model remains a weak fit, and the elpd as goodness-of-fit criterion is does not
discriminate based on model complexity (Gronau & Wagenmakers, 2019).
24All code is publicly available at github.com/marijnkeijzer/filterBubbles

https://www.github.com/marijnkeijzer/filterBubbles
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Figure 2.6 A calibrated model of polarization as a function of the size of the filter bubble in which agents
communicate. All data points correspond to 10 runs with 50 agents, run for 1,000 steps

about the estimates by drawing from the posterior distribution. At each interaction,
we take two independent draws from the distribution and model the opinion change
with Equations 2.1, 2.2 and 2.3.

The results from 10,000 independent runs present a clear negative relationship
between bubble size and opinion polarization, as summarized by the three indicators
of polarization shown in Figure 2.6. The larger the set of possible interaction partners,
the stronger the tendency towards convergence between agents. The few negative
influence events that are likely to occur—particularly when filter bubbles are large—
between agents with larger disagreement, are too few to overpower the tendency
towards convergence in this model.

Interestingly, the stable degree of coverage and the diminishing marginal
di↵erence of spread towards the high end of the x-axis, are indicative of su�cient
variation in opinion responses to create an oscillating dynamic of coherent diversity.
Because the values of argument persuasiveness and shape of the response function
are continuously drawn from unbounded distributions, the model does not have
absorbing states by definition.25 On average, the attraction of similar others will
be strong enough to create clusters of coherent opinions, but the noise introduced
by sampling from the distributions causes small deviations from the within-bubble
consensus opinion.

�.� Discussion
This study sought to explain the complex link between informational filter bubbles
and opinion polarization through investigation of the micro-foundations of social

25Strictly speaking, one equilibrium does exist: where all opinions of all agents are equal. In that case,
opinion change—based on the opinion di↵erence between sender and source—will always be equal to 0,
regardless of the values of ↵ and � .
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influence. Using a model of interpersonal influence and algorithmic selection of
interaction partners, we showed that well-intentioned attempts to pop the filter
bubble may have counterproductive e↵ects, and that these e↵ects critically depend on
the shape of individuals’ response functions to novel information. An integration of
ideas from the social-influence literature yielded a formal model of such individual
responses. This model was then tested in two vignette experiments, building on
the persuasive power of moral foundations for argumentation and perceived social
distance. The amount of opinion change was marginal, but the Bayesian models for
censored data still provided support for moderated positive influence and indicative
evidence of negative influence at large opinion distances. The results were fed back
into the agent-based model, and showed that the amount of negative influence is
su�ciently low to avoid polarization in a filter bubble-free world.

Perhaps most surprising in the empirical side of the study were the results from
the lagged model. Initially, testing for lasting e↵ects was done to check how much the
e↵ect diminishes over time. Will any trace of the stimulus still be left after a week?
Would people actually change their mind from a single argument? Remarkably, the
e↵ect did not disappear after a week. If anything, the e↵ect seems to have gotten
stronger. Surely, this strengthens our confidence in the method. At the time of the
third measurement, respondents are less likely to remember their answers from one
week ago, alleviating concerns about reactivity e↵ects. What is more, the e↵ect of
the stimulus persisted, or even strengthened over time. But while the absence of
any hypotheses on long-term opinion change e↵ects in this study prevents us from
drawing strong conclusions, we believe that the unexpected finding is an interesting
one, and might provide an avenue for future research. Not the least because these
results reflect the results from Bail et al. (2018), who found that exposure over a longer
period to tweets from supporters of the opposite party increased opinion distance.
Rather than direct negative influence, it could be that the e↵ect was mediated through
motivated reasoning or cognitive dissonance minimization. In other words, the
stimulus gave the respondents some food for thought, and that simply some more
time was needed to internalize the argument. Perhaps, alerting the respondents to
the political themes discussed during the experiment alone was enough to trigger a
chain of events, strengthening their opinion in the end.

Relatively large e↵ects were found for the persuasive power of moral foundations.
For the same argument, the infusion of adjectives from the moral foundations
dictionary—signalling a certain moral foundation—strongly increased the persuasive
power of an argument for people to whom the moral foundation is resonant.
Alignment alone was enough to predict only positive influence for subjects whose
ideological identification aligns with assumed preferred moral foundation and high
occurrence of negative influence when perfectly dis-aligned. Interestingly, though,
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the e↵ects largely disappeared towards the measurement of opinion change one
week after exposure to the vignette. The results reflect that the vignettes might have
induced moralization of a topic in the short term, which is known to trigger attitude
extremization (Cli↵ord, 2019).

The novel experimental design and method of analysis was not without
imperfections that provide interesting avenues for future research. First and foremost,
the problem of censoring on opinion scales that this study touched upon is a problem
that is not simple to solve, but is ubiquitous in survey research. Out of all studies
that investigated negative influence, only few observe such distancing e↵ects, yet all
are troubled by the boundedness of opinion scales. Here, we attempted to solve the
censoring problem for the dependent variable—the opinion after exposure to the
stimulus—but ignored that this problem exists in the measurement of pre-stimulus
opinion and perception of the opinion of the argument’s sender too. Future research
would benefit broadly from a generalized version of a model that can account for the
boundedness in a robust way.

Second, as with any (field) experiment, there are concerns about sample
representativity and reactivity e↵ects. Though our sample was collected on Facebook,
with maximization of the ecological validity as a primary focus, the di↵erences
between the samples for Study 1 and 2 gave rise to the idea that the advertisement
optimization algorithm may have biased our results. In a twist of irony, our study on
biases through algorithmic selection may have been biased by algorithmic selection
as well. It is conceivable that for short running ads like ours, the engagement with
the advertisement of particular people early on in the process, triggers a cascade of
recommendations to similar others. Between the two samples, we quantify those
di↵erences, but the lack of population data for the platform makes it harder to judge
the representativity of the two samples overall. Nevertheless, there are no reasons
to suspect that the within-individual relationships studied in this paper would be
driven by idiosyncrasies of the samples obtained. The potential for reactivity does
challenge those types of e↵ects. Ambiguity about the desired response, and the
stability of the results in the lagged model, however, challenge the critique that
results are simply artefacts of the context. This research would benefit from future
e↵orts at investigating the population of politically engaged and active social media
users, as well as from a comparison of their response functions to other individuals
and contexts.

The empirically calibrated ABM showed that popping the filter bubble can benefit
consensus formation, but there are a few caveats that prohibit extrapolation to social
media right away. First, the model assumed a uniform opinion distribution on the
outset, which may present an over-optimistic perspective on consensus formation.
The behavior of opinion systems with a di↵erent point of departure—for example,
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frommore polarized distributions—may in fact be quite di↵erent (Kacperski & Hołyst,
1996). Second, assuming an equal likelihood for an agent to be selected for influence
is a critical assumption, and driver of consensus. It is no secret that in reality those
with stronger opinions are actually more likely to vocalize than others. In particular
these interactions are prone to lead to opinion distancing, and could spark cascades
of opinion shifts in the general population towards global polarization. Lastly, the
assumed independence of the distributions of ↵ and � from each other, but also from
the individual may a↵ect the dynamics of the model as well. Here, we assumed that
these values were dependent on a particular interaction. Perhaps the agent hears
a particularly compelling argument, or the interaction is more pleasant than usual.
One could, however, assume that these are dependent on the individual as well.
Some people may be more receptive to influence than others. Stable heterogeneity
between individuals could generate individuals with a particular stubbornness that
triggers cascades of distancing from the population mean and deepen polarization.
A variation on the experiment introduced here, that uses repeated measurements of
within-individual responses on a variety of topics, would grant the statistical power
required to reliably model those di↵erences in a multilevel framework (similar to
Takács et al., 2016).

This study opened up various potentially fruitful avenues for future research.
While we have focused on the weighted linear influence function in online social
media with social alignment factors, there are more conceivable response functions,
moderating factors or contextual conditions that deserve investigation. In our view,
short term polarization through moralization and the cognitive processes triggered
by information that challenges one’s view are two directions for psychological
science to pursue understanding of the personalization-polarization hypothesis.
For computational social scientists, a clean comparison of the bounded confidence
paradigm to the weighted linear influence model presented here may be fruitful.
A formal implementation of the bounded confidence model in our framework is
possible (see Appendix A.3), but statistical comparison was not valid.

Overall, the study presented here provided a perspective on the micro-macro
problem in research on opinion dynamics in online social media. The ABM showed
that the personalization-polarization hypothesis cannot be understood by looking
at the individual parts or characteristics of the system as a whole. Rather, we
need a combination of rigorous theory and empirical data analysis to understand
the problem. This study was one attempt to do just that. We hope that the
dialogue between platform designers and computational social science continues to
collaboratively build resilient social media platforms that live up to the virtues of
democratic deliberation on the web.
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Communication in online social
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Online social networks play an increasingly important role in communication between
friends, colleagues, business partners, and family members. This development sparked
public and scholarly debate about how these new platforms a↵ect dynamics of cultural
diversity. Formal models of cultural dissemination are powerful tools to study dynamics
of cultural diversity but they are based on assumptions that represent traditional dyadic,
face-to-face communication, rather than communication in online social networks. Unlike
in models of face-to-face communication—where actors update their cultural traits after
being influenced by one of their network contacts—communication in online social
networks often follows a one-to-many structure, in that users emit messages directly to a
large number of network contacts. Using analytical tools and agent-based simulation, we
show that this seemingly subtle di↵erence can have profound implications for emergent
dynamics of cultural dissemination. In particular, we show that within the framework
of our model online communication fosters cultural diversity to a larger degree than
o✏ine communication and it increases chances that individuals and subgroups become
culturally isolated from their network contacts.
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�.� Introduction
A major premise of the Internet was that it would create a public sphere that fosters
democratic deliberation and consensus formation (Habermas, 1998a; Gimmler, 2001;
Benkler, 2016). Yet, there is increasing concern that the Internet actually reinforces
processes of opinion polarization through users’ tendencies to interact with like-
minded individuals (McPherson et al., 2001) as well as through personalization
algorithms installed in search engines and online social networks (Pariser, 2011;
Bakshy et al., 2015). These psychological and computational homophily biases
fragment online debate into virtual echo chambers (Sunstein, 2002b). Formal
models of social influence in networks are powerful tools for understanding whether
and under what conditions communication in social networks fosters processes of
consensus formation or opinion polarization (Flache et al., 2017). However, existing
models have been tailored to model o✏ine rather than online communication. Here,
we show that taking into account that online communication is characterized by ‘one-
to-many’ communication rather than ‘one-to-one’ communication drastically changes
the predictions of one of the most prominent models developed (Axelrod, 1997).
Specifically, we show that the one-to-many communication regime characteristic
for online communication fosters the emergence of isolated individuals and the
formation internally homogeneous but mutually dissimilar subgroups.

Scholars have long recognized that online communication di↵ers in important
ways from its o✏ine counterpart (see e.g. Flache, 2004; S.-S. Wong & Burton,
2000), but existing research focused on di↵erences that a↵ect within-individual
processes and largely ignored the complexity arising from the communication between
individuals. A classical finding from social psychology, for instance, is that computer-
mediated communication is much less a↵ected by individuals’ physical appearance
(e.g. age, gender, ethnicity), which frees individuals from the social roles associated
with memberships in high or low status groups (Postmes & Spears, 2002). This, it
is argued, increases the relative impact that members of low-status groups have
on collective dynamics, decreasing inter-group conflict and fostering consensus
formation (Postmes & Spears, 2002; Schumann, Klein, Douglas, & Hewstone, 2017).
Likewise, research showed that online communication allows shy individuals to
overcome the communication barriers that socially isolate them in o✏ine settings
(Roberts, Smith, & Pollock, 2000).

In contrast to the existing research, we focus on the complexity arising from
the interaction between individuals, rather than on within-individual processes. To
this end, we study Axelrod’s prominent formal model of communication that was
developed for o✏ine social networks (and uses the one-to-one communication rule),
keeping all assumptions about individual behavior unchanged but implementing
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communication between actors in a way that captures typical forms of online
communication (one-to-many). With analytical tools and simulation, we demonstrate
that this change in model assumptions drastically changes model predictions and
leads to conclusions that challenge insights from research on within-individual
processes. Contrary to the sketched finding that computer-mediated communication
fosters the emergence of consensus (Postmes & Spears, 2002; Schumann et al., 2017),
we find that the online communication regime fosters the emergence of mutually
disagreeing subgroups in our simulations. Likewise, while social-psychological
research found that online communication allows some individuals to overcome
social isolation (Roberts et al., 2000), we demonstrate that online communication
increases the chances that individuals get socially isolated. We derive these results
using an approach that is very di↵erent from the social-psychological research. While
these studies explored how online communication changes the way individuals
behave and respond to each other, our work demonstrates that di↵erences between
online and o✏ine communication arise through merely a di↵erent communication
structure. In complexity terms, we find that the “whole” changes not because the
“parts” have changed but because the interdependencies between the “parts” are
slightly di↵erent.

Axelrod’s model of the dissemination of culture is one of the most prominent
models of consensus formation and the emergence of dissimilar subgroups. It is also
a typical representative of models implementing o✏ine communication. Axelrod
proposed the model to address what he perceived as a fundamental puzzle in research
on social influence, asking “If people tend to become more alike in their beliefs,
attitudes, and behavior when they interact, why do not all such di↵erences eventually
disappear?” (1997, 203). Axelrod then showed with an agent-based model how
assimilation at the micro-level of individual interactions can be reconciled with
cultural di↵erentiation at the level of society as a whole. Like most contributions
to the literature, Axelrod’s model represents individuals as nodes in a network
that are described by a set of cultural traits representing individuals’ cultural
preferences (like preferences for styles of music, literature, or dress). Furthermore,
Axelrod implemented a so-called “one-to-one” communication regime where in
a social encounter one agent always communicates one cultural trait to one of
its network contacts. This one-to-one communication regime mimics the face-to-
face communication present in many o✏ine contexts, but it di↵ers from a form of
communication that is ubiquitous on the Internet and that we label “one-to-many”
communication. When Internet users blog or post content on online social networks,
for instance, they communicate content to multiple online contacts at once rather
than to just one of them.
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(a) t = 0 (b) t = 1, one-to-one (c) t = 1, one-to-many

Figure 3.1 Illustration of the intuition that one-to-many communication fosters isolation. Nodes have
three characteristics (color, shape, and letter) that are open to influence. The number of traits shared by
two nodes and, thus, the probability that a sender exerts influence on the receiver, is shown by the number
of lines connecting the nodes. Panel a shows the initial setup before the top-left agent communicated
his shape trait either under the one-to-one communication regime (Panel b) or the one-to-many regime
(Panel c).

This chapter was motivated by the following intuition about the complexity
arising from one-to-many communication. Consider, for illustration, the network of
four actors depicted in Figure 3.1a. All actors are described by three cultural traits:
shape (circle or square), color (black or white), and letter (A or B). The number of
lines connecting the nodes represent the number of cultural traits the respective
two nodes have in common. Implementing homophily (Lazarsfeld & Merton, 1954;
Carley, 1991; McPherson et al., 2001), Axelrod assumed that trait overlap increases
the likelihood that nodes will adopt a trait from their neighbor. Suppose that the
top-left agent (in Figure 3.1a) communicates his shape trait under the two di↵erent
communication regimes. Under the one-to-one communication regime assumed in
Axelrod’s model, this agent communicates his trait to one of the two agents with
whom he already shares the letter and color traits. Assume that the top-right agent is
selected for interaction and this agent accepted the trait. Figure 3.1b visualizes this
situation, showing the increased cultural similarity between receiver and sender. As a
side e↵ect, the top-right agent lost overlap with the bottom-left agent, but the overall
network remains connected. Figure 3.1c shows that a di↵erent outcome arises when
agents communicate under the one-to-many regime. The same agent (top-left agent)
communicates his shape trait, but let’s assume now all actors with whom he has
nonzero cultural overlap adopt the communicated trait. This has two consequences
that we study in this chapter. First, a culturally homogeneous cluster forms, because
after the communication three actors hold identical cultural traits. Communication
did not only increase similarity between the sender and the receivers of the message,
but it also preserved the similarity between the nodes who adopted the trait. Under
the one-to-one regime, in contrast, the two nodes on the right-hand side turned less
similar to each other. Second, the bottom-left agent no longer shares any trait with
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the other agents, ending up culturally isolated. The fact that the bottom-left agent
was not influenced by the top-left agent did not only exclude that they grew more
similar, but it also increased the dissimilarity between the bottom-left agent and the
other two agents, as they did adopt the cultural trait communicated by the top-left
agent. Counter-intuitively, this stylized example suggests that cluster formation and
cultural isolation are more likely under the one-to-many communication regime, even
though there are more instances of social influence than under Axelrod’s one-to-one
regime.

The intuition illustrated in Figure 3.1 requires a formal analysis for two
reasons. First, under the online one-to-many communication regime, the sender
transmitted a trait to multiple network contacts, while there was only a single act of
communication under the one-to-one regime. It remains unclear whether repeated
one-to-one communication could account for this apparent di↵erence between the
communication regimes or not. Second, the figure focuses on a tiny population with a
simple network structure, leaving open whether one-to-many communication fosters
isolation also when larger numbers of agents communicate simultaneously.

In order to test the validity of our intuition, we implemented a one-to-many
communication regime in Axelrod’s model of cultural dissemination, keeping
unchanged all other model assumptions (thus, keeping our model ‘fully aligned’;
Axtell et al., 1996). That is, we included that actors simultaneously communicate
a trait to their whole network at once. Subsequently, the alters decide individually
whether to adopt or reject the trait according to the rules specified in the original
Axelrod model. We compared the predictions of the new model with predictions
of Axelrod’s original model, using analytical as well as computational tools. First,
we compared the two models’ predictions for very small but analytically tractable
social networks, conducting a Markov-chain analysis, and find that indeed one-to-
many communication increases the chances that individuals become isolated. Second,
using computational methods, we show that our conclusions also hold for bigger
populations, variations in the structure of the underlying social network and higher
cultural complexity in terms of the number of cultural traits and features. Moreover,
we find that medium sized clusters emerge under one-to-many communication at a
low, but consistent rate.

�.� Literature
Axelrod’s model of the dissemination of culture provides a prominent explanation of
the emergence, di↵usion, and stability of distinct cultural profiles. In this literature,
an individual’s culture is defined as the set of their personal characteristic (e.g.
opinions, beliefs, and cultural behavior) that are susceptible to social influence
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(Axelrod, 1997, 206-7). Cultural dynamics unfold from the conjunction of two
social forces, the selection of culturally similar communication partners and the
social influence resulting from communication. As social influence increases cultural
similarity between communication partners, it creates in conjunction with selection a
positive feed-back loop that results in the emergence of cultural clusters that grow
internally increasingly similar, and, as a consequence, mutually dissimilar. Distinct
cultural clusters remain stable when the cultural overlap between clusters drops to
zero, which rules out subsequent communication according to the selection principle.
Axelrod’s model shares this critical assumption with many alternative models, such as
the prominent models of bounded confidence (Hegselmann & Krause, 2002; De↵uant
et al., 2000), as summarized in a recent literature review by Flache et al. (2017).

Many contributions have extended Axelrod’s work (Xia, Wang, & Xuan, 2011),
testing the sensitivity of his predictions to adjustments in model assumptions about,
for instance, the impact of mass media (González-Avella, Cosenza, & Tucci, 2005),
institutions (Ulloa, Kacperski, & Sancho, 2016), and the scale of the cultural features
(Stivala, Robins, Kashima, & Kirley, 2014; Huckfeldt, Johnson, & Sprague, 2004;
Flache et al., 2006). An important advancement was the introduction of noise in the
process of communication-partner selection and social influence (Klemm, Eguı́luz,
Toral, & San Miguel, 2003b, 2003a; Huckfeldt et al., 2004; Mäs et al., 2010). It turned
out that allowing agents to sometimes deviate from Axelrod’s assumptions with a
small probability can cause the system to inevitably move towards monoculture, i.e.
perfect cultural homogeneity. Model predictions are more robust, however, when
agents are assumed to interact only with network contacts that share multiple cultural
traits (De Sanctis & Galla, 2009; Flache et al., 2006), when network ties to contacts
that are culturally too dissimilar are dissolved (Centola, González-Avella, Eguı́luz,
& San Miguel, 2007), or when agents are allowed to form institutions bottom-up
that, in turn, influence the agents top-down (Ulloa et al., 2016). Recently, Battiston,
Nicosia, Latora, and Miguel (2017) conceptualized exchange discussion networks
as a multiplex system in which di↵erent topics are discussed among di↵erent peers.
Multiple dissemination of culture models are layered on top of each other, creating
distinct and robust clusters of cultural identities.

Another extension to the model that can explain the persistence of cultural
diversity despite random deviations is so-called “multilateral social influence” (Flache
& Macy, 2011a), a form of social influence that is similar to the concept of “complex
contagion” from the literature on the di↵usion in social networks (Centola & Macy,
2007). Unlike Axelrod, who modeled influence as a dyadic, one-to-one process where
an agent adopts a cultural trait from a network contact, Flache and Macy (2011a)
assumed that agents always consider the cultural traits of multiple network contacts
when they reconsider their cultural profile and adopt the trait that dominates in
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their neighborhood. This “many-to-one” form of cultural communication makes
predictions much more robust to noise and is the reverse of the “one-to-many”
communication regime that we study here. That is, while Flache and Macy assumed
that an agent is always influenced by multiple network contacts, we consider that an
individual agents exerts influence on multiple contacts.

Modelers have also incorporated assumptions about one-to-many communication
in existing models (Lim, Lee, Zo, & Ciganek, 2014; Pulick, Korth, Grim, & Jung, 2016).
However, while there are social-influence models that implement communication
regimes similar to the one-to-many communication that we study, the literature
lacks an analysis of whether and under what conditions one-to-many communication
generates di↵erent cultural dynamics than one-to-one communication. Thus, unlike
earlier contributions, we implement one-to-many communication in Axelrod’s model
keeping all other model assumptions unchanged. Next, we compare predictions of
the new model with the predictions of the original approach.

�.� Model
The aim of the present analysis is to test our intuition that one-to-many
communication generates more isolation than one-to-one communication. To this end,
we compare the predictions of Axelrod’s prominent model of cultural dissemination,
which assumed one-to-one communication, with a novel extension of the same model
that captures one-to-many communication. Like in the original Axelrod model we
generate populations of N agents. Every agent has a cultural profile; a vector Ci with
F nominal features with Q possible traits. Features represent cultural attributes that
are open to social influence, and traits refer to the distinctive content of a feature for
a given agent. Formally:

Ci = (qi1, qi2, ..., qiF ), qix 2 {0,1, ...,Q � 1}

Axelrod’s used a very abstract representation of agents’ cultural characteristics.
Features can represent something as basic as the person’s favorite song, or something
as complex and multidimensional as the person’s music taste. Likewise, it can model
the person’s view on abortion or their much more complex preference for a specific
political party which may be a function of their view on abortion and many other
aspects. In Section 3.4.2 we study how the dynamics emerging from one-to-one and
one-to-many communication are a↵ected by cultural complexity measured in terms
of the number of features and traits per feature.

Table 3.1 summarizes and compares the two variants of Axelrod’s model. At
every time step t, an agent i is selected at random from the population. This agent
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Table 3.1 Basic assumptions of the dissemination of culture model with one-to-one communication and
our implementation with one-to-many communication.

One-to-one communication One-to-many communication
1. Select active agent
i

Every time step t pick an agent i
from the population1

Every time step t pick an agent i
from the population

2. Select communica-
tion partner

Pick a neighbor j of agent i (not needed)

3. Select communi-
cated trait

Pick a feature f on which i and j
di↵er (qif , qjf )

Pick a feature f on which i and at
least one neighbor j di↵er (qif , qjf ,
for any j)

4. Homophilous
social influence

With a probability pij equal to the
proportion of traits that i and j share
(qif = qjf over F), let j adopt trait
qif from i

With a probability pij equal to the
proportion of traits that i and j share
(qif = qjf over F), let each neighbor
j adopt trait qif from i

is the source of influence. Second, in the original model, one of i’s neighbors is
selected for communication with i, a step that is not necessary under one-to-many
communication where i communicates with all of its neighbors who are open to
influence and not yet culturally identical. In Step 3, one of the cultural features on
which there is not yet consensus between agent i and its neighbors is selected. In
Axelrod’s original model, this translates into the exclusion of all features where i
and j hold the same trait. In the variant with one-to-many communication, however,
one of the features where i disagrees with at least one of its neighbors is picked.
Unlike in Axelrod’s model with one-to-one communication, this implies that i might
transmit a trait to one of its neighbors j that j already adopted, making this dyadic
communication ine↵ective. However, similar to Axelrod’s model, the variant with
one-to-many communication also excludes that a feature is chosen in which cultural
change is impossible, as there must be at least one neighbor who disagrees with i on
the selected cultural dimension. Step 4 implements social influence and is, therefore,
the part where one-to-one and one-to-many communication are implemented. In
Axelrod’s original model, actor j adopts the selected trait with a probability equal to
the overall cultural overlap between i and j . For instance, when i and j hold the same
trait on half of the features, then the chance that j will adopt the trait chosen in Step
3 is 50 percent. This implements homophily, the notion that individuals tend to be
influenced by like-minded communication partners. Empirical research showed that
homophily is a strong force both online and o✏ine (McPherson et al., 2001; Boutyline
& Willer, 2017; Del Vicario et al., 2016). The same principle is implemented in the
new version of the model but here every neighbor of j adopts the selected trait with
a probability equal to the pairwise cultural similarity between i and the respective
neighbor j .
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�.� Comparison of communication regimes
We compared the models with two di↵erent methods. First, we studied small
populations of only four agents, each having only three dichotomous cultural features.
The simplicity of this setup allowed us to conduct a detailed analysis and provide
an analytical proof using a Markov-chain analysis. Second, we conducted agent-
based simulations in order to test whether the conclusions from the Markov-chain
analysis also hold in more complex settings with more agents, higher numbers of
cultural traits and features, di↵erent neighborhood sizes, and more complex network
structures. Using a larger population size in the second analysis also allowed us to
address what Axelrod was primarily interested in, cultural diversity. More precisely,
we could test in the second analysis how the communication regime a↵ects the degree
of and conditions for cultural clustering, the co-existence of local consensus and
global diversity highlighted by Axelrod’s original analysis.

�.�.� Markov-chain analysis
To be able to compare the two models with analytical tools, we first analyzed a setting
that is very simple but where the intuition outlined above, nevertheless, suggests that
predictions of the two model variants di↵er. According to the described intuition,
isolation in the one-to-many model might arise when an actor j is not influenced
by a network neighbor i, but their joint neighbors are influenced. Clusters form
because an actor j exerts the same influence on multiple network contacts. Testing
this intuition requires a network consisting of sender i, receiver j , and at least two
other receivers k and l, that is fully connected. Furthermore, we set the number F
of cultural features to 3, as this creates su�cient variation in probability that agents
influence each other. If two agents do not share a trait on any of the three features,
their communication probability pij = 0. If they share 1 trait, then pij = 1/3. If they
share 2 traits, then pij = 2/3; and if they share all traits, pij = 1. Finally, we assumed
that all three features are dichotomous (Q = 2).

The system with N = 4, F = 3 and Q = 2 has a finite number of cultural
configurations. A cultural configuration is a mapping that assigns to each of the F
features of each of the N agents a value from the set of possible trait values (0 or 1).
The total number of possible configurations is QFN = 212 = 4096.

The dynamics of this system can be fully represented as a Markov chain that
assigns to every ordered pair of cultural configurations a probability to move from
one configuration to the other within one iteration of the simulation of the model.
With 4096 configurations this Markov model of the system is prohibitively large
for an exhaustive analyses. However, we can partition the set of all configurations
into subsets, called classes hereafter, which have the property that for every ordered
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pair of configurations X and Y of which X falls into class S1 and Y falls into class
S2, the transition probability from X to Y is the same. Analyzing the dynamics of
the Markov Chain constituted by these classes and transition probabilities between
them is equivalent to analyzing the Markov Chain of all configurations. As we will
show, we can reduce the system to a number of classes that is small enough to derive
analytically the probabilities that cultural isolation arises from a random start under
one-to-one and one-to-many communication, respectively.

To arrive at a partition of the configurations into classes, we first observe that each
feature f is always in exactly one of three di↵erent states:

Consensus All agents adopt the same trait on feature f . According to Rule 3 of both
models, any future communication changing this feature is excluded because
consensus has been reached.

1-3 split One agent adopted trait q, while the three others have q0 .

2-2 split Two agents share trait q, while the other two agents adopted q0 .

A first classification of configurations can be obtained from distinguishing
configurations that have a di↵erent distribution of states over the three features.
All configurations that have the same number of features in the states C (consensus),
13 (1-3 split), or 22 (2-2 split) fall into the same semi-class. The number of distinct
semi-classes can be obtained from computing the number of possible outcomes if for
every feature its state is drawn randomly and independently with replacement from
the three possible values C, 13 or 12. Thus, for the case where a feature can be in
r = 3 di↵erent states, and there are n = 3 features constituting a cultural vector, this
number is given as the number of unordered permutations for a set when sampling
with replacement as follows:

(r +n� 1)!
r!(n� 1)! =

(3 + 3� 1)!
3!(3� 1)! = 10

However, a semi-class can consist of several classes, thus the number of classes is
larger than 10. The reason is that transition probabilities from a configuration
containing features with more than one 1-3 split or 2-2 split may be di↵erent,
depending on whether the splits separate the set of agents along the same lines,
or are asymmetrical. We distinguish three degrees of symmetry within the semi-
classes with more than one non-consensus feature, and assign the labels: symmetrical
(s), semi-symmetrical (ss) or non-symmetrical (ns).2

2Non-consensus features of the same type are symmetrical if the agents who agree on one feature also
agree on the other. If there are three non-consensus features of the same type and only two features are
aligned, we label this class semi-symmetrical. In principal, the alignment on features of di↵erent types
does not matter for state classification, with the exception of the 13-13-22 semi-class where the two 1-3
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Figure 3.2 Example states of the 13-13-13 classes, traits on features (rows) by agents (columns)

For example, the 13-13-13 semi-class (i.e. all three features contain a ‘1-3 split’)
falls apart into three di↵erent classes: symmetrical, semi-symmetrical, and non-
symmetrical, of which examples are shown in Figure 3.2. Even though the three
configurations are part of the same semi-class, they have very di↵erent probabilities
of communication and transition into another class. The symmetrical 13-13-13 class
(13-13-13s) is an absorbing state of the dynamic and is characterized by one cluster
of three culturally identical agents and one isolate. The isolated agent in this class
is di↵erent from the same three others on all three features, and thus no further
communication is possible. The configurations 13-13-13ss and 13-13-13ns shown in
Figure 3.2 instead allow for communication between some, or all agents. An overview
of all classes and the proportion of states that fall into each class is included in
table B.1 in appendix B.1.

For both model variants, one can identify a partition into a small number of
classes of configurations and calculate for every pair of classes the probability that the
corresponding transition occurs within one iteration. Figures 3.3a and 3.3b visualize
the transition probabilities for both models variants. In the figures, nodes are colored
according whether they represent an absorbing class (black), a class from which
consensus is the only reachable equilibrium (grey)3 or whether more equilibria are
still reachable (white). Edge color corresponds to the probability that the system
moves from one state to another with darker edges indicating higher transition
probability. Recursive paths (self-loops) are not shown.

Both model variants have three possible absorbing classes, these are classes that
once selected by the dynamics will never be left again: the consensus class (C-C-C), the
isolation class (13-13-13s), and the polarization class (22-22-22s). Consensus is stable
since social influence will never lead to changes in agents’ features. Isolation and
polarization are group split states, they are stable because actors are either perfectly
similar or perfectly dissimilar from their neighbors. In both cases, communication

split features are not symmetrical. Here we label the class semi-symmetrical if the outliers on the 1-3 split
features are members of the same group on the 2-2 split feature, and non-symmetrical if they are not.

3Consensus is inevitable in these classes because there is at least one feature on which the agents have
reached consensus. As a consequence all pairs of neighbors will always exert influence on each other with
a positive probability. This will eventually generate consensus. Likewise, it is not possible that a state of
consensus on one or more features can be left.



(a) One-to-one

(b) One-to-many

Figure 3.3 Markov chains for the one-to-one and one-to-many communication regimes in the N = 4,
F = 3, Q = 2 model. Nodes represent classes and the directed edges are colored according to between-class
transition probabilities. Black nodes are absorbing classes, grey nodes are classes from which consensus
is the only reachable equilibrium, and white nodes indicate that from there multiple equilibria are still
reachable.
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Table 3.2 Stationary distributions for the N=4, F=3, Q=2 model with two communication regimes

Communication regime
Class One-to-one One-to-many
C-C-C (consensus) .801 .713
22-22-22s (polarization) .064 .073
13-13-13s (isolation) .135 .215

will never lead to changes in the cultural features. As can be seen in the transition
diagram, as well as in the transition matrix’ diagonal, these are the only classes that
are “sinks” with an out-degree of zero in the Markov graph. Given that from every
other class there is path towards at least one of the absorbing classes, we know that
in the long run the system must end up in one of the absorbing classes.

Figure 3.3 illustrates how isolation can more readily emerge under one-to-many
communication. For example, once the system has reached a configuration in which
one agent is “almost isolated, but still agrees with the three others on one single
feature (13-13-22s, upper-right corners of Figures 3.3a and 3.3b), it is under one-
to-many communication three times as likely that this agent will end up isolated
after the next influence than it is under one-to-one communication.4 More generally,
using the Markov chain convergence theorem, one can calculate for each of the three
absorbing classes the probability to be reached under both communication regimes,
given the initial distribution of configurations. This requires a row vector q of the
initial distribution of states, and the transition matrix T . The stationary distribution
p⇤ is then given by:

p⇤ = qT1

Table 3.2 reports the stationary distributions for both model variants given a
uniform probability of initializing the system in any of its 4096 configurations. These
results support our intuition that isolation is a more likely outcome of the dynamics
of cultural influence under the one-to-many communication regime than under the
one-to-one communication regime. More precisely, we find that the probability
of the outcome of cultural isolation is about 1.6 times higher under one-to-many
communication (.215 vs. .135). We also observe that one-to-many communication
reduces the likelihood of consensus to emerge and thus increases the likelihood that
cultural diversity persists despite social influence. Next, we turn to exploring how
one-to-many communication a↵ects the likelihood and persistence of isolation and
cultural clustering in larger populations.

4The transition probabilities for going from the 13-13-22s to the 13-13-13s class are: p = .33 under
one-to-many communication, and p = .11 under one-to-one communication.
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�.�.� Isolation and cultural clustering in bigger networks
The Markov-chain analysis supported our intuition that isolation and polarization
are more prevalent in the one-to-many communication regime. However, with only
4 agents, we cannot distinguish polarization (separation in exactly two culturally
opposed subgroups) from cultural clustering into a larger number of distinct local
clusters. To test whether and under which conditions, our analytical finding is
robust and generalizes to cultural clustering also in larger networks we conducted
computational experiments with bigger populations, always starting from a random
initial assignment of traits and 1,000 independent replications per experimental
condition. All simulations were executed until dynamics had reached an equilibrium.

In the following subsections, we first compare one-to-one and one-to-many
communication in three di↵erent network configurations. First, we focused on a
regular torus network, as this is the framework that Axelrod used (Section 3.4.2).
Second, we compared the two communication regimes in ring networks with di↵erent
degrees of network transitivity, in order to test whether the micro-level intuition
illustrated in Figure 3.1 is indeed responsible for the macro di↵erences that we
observe in bigger populations (Section 3.4.2). Using the ring networks, we also varied
the size of the agents’ neighborhoods to test whether or not cultural clustering and
isolation persist when individual’s communication networks grow bigger under one-
to-many communication (Section 3.4.2). Next, we studied spatial random graphs, as
these networks have been argued to mimic human social networks better than torus
networks and ring networks (Section 3.4.2). Subsequently, we describe ideal-typical
simulation runs under one-to-one and one-to-many communication to illustrate
di↵erences (Section 3.4.2) and replicate our main findings for populations consisting
of agents with more features (F) and a higher number Q of possible traits per feature.

Population size e�ects

There are at least two reasons for increasing the number of agents in the model. First,
already Axelrod found that monoculture (perfect cultural consensus) is virtually
unavailable once population size exceeds a critical threshold (Axelrod, 1997, pp.
214-5), because dynamics last longer in bigger populations. This increases chances
that two subgroups A and B that have grown maximally dissimilar at some moment
restart communication because one of them adopted a trait from a third subgroup C
that increased cultural similarity between A and B. This finding raises the question
whether the di↵erences between the two communication regimes persist when bigger
populations are assumed. Second, the aim of the present analysis is to contribute to
the development of a valid representation of online communication, a setting where
huge numbers of individuals interact.
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Figure 3.4 E↵ect of population size N on the share of runs with at least one isolate (in black), and share
of runs characterized by monoculture (grey) in a torus network with F = 3, Q = 2, 1,000 replications per
condition, measured at equilibrium

Manipulating the communication regime whilst keeping all remaining
characteristics of Axelrod’s model unchanged, we first compared the two models in
the same cellular-world structure that Axelrod assumed in his seminal work and that
many follow-up studies adopted (e.g. Axelrod, 1997; Flache & Macy, 2011a; Klemm
et al., 2003b). That is, we assumed that N agents are distributed over a wrapped
square lattice (a torus) such that every agent occupies one cell. All agents are linked to
their neighbors in the so-called Moore neighborhood, and can thus interact with eight
other agents.5 The first simulation experiment focused on populations characterized
by a torus network and agents with three cultural features with two possible traits. To
study population-size e↵ects, we created populations with m2 =N agents and varied
m between 2 and 10. In Appendix B.2, we show that our findings are robust when m
is increased to 30 which translates into populations of 900 agents.

Figure 3.4 compares the two communication regimes in terms of the share of runs
that ended with at least one isolated agent. An isolate is defined as an agent that
is maximally di↵erent from all of its network contacts. The black lines show that
isolation still occurs under one-to-many communication even in larger populations,
while isolation virtually disappears in the one-to-one regime. Under the one-to-many
regime, isolation is most likely in very small populations, but once population size
exceeds 36, the model with one-to-many communication generates a constant share

5Axelrod first used the smaller “Von Neumann” neighborhoods, but also tested the robustness of his
results with a “Moore” neighborhood identical to the one we employ.
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of about 12 percent of the runs that are characterized by isolation. This finding was
confirmed by simulations with populations of 900 agents (m = 30; see appendix B.2).

Figure 3.4 furthermore shows that the proportion of runs that end in monoculture
(see the grey lines) decreases with N under one-to-many communication, while the
share of runs generating monoculture increases in population size under the original
model. Axelrod already found that the original model implies more monoculture
in larger populations (1997), a result that generalizes to various extensions of the
model (e.g. Klemm et al., 2003b; Centola et al., 2007). Axelrod deemed this a
counter-intuitive finding, confronting it with contradictory empirical evidence from
a study of language diversity on islands in the South Pacific, which found that there
is more language diversity on larger islands. Our results here suggest that one-to-one
communication plays an important role in the generation of Axelod’s counter-intuitive
finding. In his original model, dynamics generate monoculture in big populations
because whenever a culturally homogeneous region begins to form, the emerging
local consensus can be disrupted by a single communication event of one member of
the region with an outside source of influence. In large populations, these disruptions
are more likely, simply because dynamics last longer than in small populations. Such
outside influences are also possible under one-to-many communication. However, the
main di↵erence is that one-to-many communication o↵ers many more possibilities
how a ‘deviant’ is reached by influences from members inside of the emergent
region to which the deviant belongs. In Axelrod’s original model, the algorithm
always randomly picks two communication partners i and j (see Steps 1 and 2 in
Table 3.1), which implies that the chance that a deviant j is influenced back by a
neighbor who belongs to the cultural region is only 1/8 in a population with Moore
neighborhoods. With our implementation of one-to-many communication, j will
always be targeted by i, as i exerts influence on all neighbors. This greatly increases
the robustness of cultural regions. Further support for this interpretation is given by
similar findings that Flache et al. (2017) obtained with a model assumingmany-to-one
communication.

To test whether one-to-many communication does not only foster isolation but
also the formation of clusters, Figure 3.5 shows how population size a↵ects the
relative frequency of clusters of di↵erent sizes. Even though clusters of size one
and size N are consistently the most likely to be generated by the model, there is a
remarkable di↵erence between the two communication regimes. Under one-to-one
communication, the occurrences of ‘medium sized’ clusters (those larger than one
and smaller than N ) diminishes as N increases, whereas one-to-many communication
does generate clusters of all di↵erent sizes at all levels of N . In the simulation runs
with N = 100 for example, we found that with one-to-one communication 1.2%
of the replication runs end with at least one isolate and 1.6% of the runs generate
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Figure 3.6 Homogeneity after convergence in a torus network with F = 3 and Q = 2 by population size N
and communication regime. Boxplots are shown in black and averages are indicated with dots connected
by a line. 1,000 replications per condition.

medium sized clusters. Under one-to-many interaction the proportion of runs with
at least one isolate rises to 7.7% and medium sized clusters appear in equilibrium
for 49.4% of the runs. Moreover, these medium sized clusters seem to emerge at a
similar rate. Any given cluster size between 2 and 99 has an average probability of
exactly 1.00% (SD = 0.46%) to appear in a given run (compared to 0.02% under one-
to-one interaction). This demonstrates how one-to-many communication stabilizes
cultural diversity and clustering. Both communication regimes typically generate
cluster-size distributions with peaks at both ends of the scale (at cluster size one orN ).
Independent of population size, however, one-to-one communication generates more
monoculture, less isolation, and less clustering than one-to-many communication.

Figure 3.6 informs about the e↵ect of the communication regime on the relative
size of the biggest subgroup in the population (Smax/N ), a standard outcome measure
in the literature. The figure shows that the few runs with bigger populations under
the one-to-one regime that did not end in monoculture were always characterized
by one very big cluster. Under one-to-many communication the size of the biggest
subgroups can be much smaller, in contrast.

E�ects of network transitivity on cultural diversity

Figure 3.1 illustrates a key element in our reasoning why one-to-many communication
fosters both isolation and clustering. According to our intuitive argument, one-to-
many communication generates isolation and cluster formation when an agent is not
adopting a trait from a network contact but their joint network contacts do adopt the
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trait and, therefore, grow similar to each other and dissimilar to the agent who was
not influenced. Such a series of events can only occur, however, when the sender and
the agent that becomes isolated have common friends. In other words, a high degree
of transitivity in the sense that many network triads are closed (actor a is connected
to b, b is connected to c, and c is connected to a) can be expected to contribute to both
cultural clustering and isolation and amplify the di↵erence between the regimes. To
test whether transitivity is indeed responsible for the di↵erences between the two
communication regimes, we compared populations characterized by di↵erent degrees
of network transitivity.

We replicated parts of the analyses presented in the previous section,
manipulating the degree of transitivity in the population’s social network.6

In this simulation experiment, we focused on populations of 100 agents (N = 100)
holding three features (F = 3) that could adopt two traits (Q = 2). To manipulate
the average transitivity in the network, we created symmetric ring networks where
agents were connected to the four closest neighbors to the right and to the left
(Watts & Strogatz, 1998). In the resulting network all agents had the same degree
(k = 8), just as in the simulations with the torus network. Furthermore, the network
was characterized by a very high degree of transitivity, as connected agents tend
to be connected to the same nodes (transitivity in this network is 0.64). Next, we
rewired network links following the algorithm proposed by Maslov and Sneppen
(2002), which decreases network transitivity while preserving the degree distribution.
The Maslov-Sneppen rewiring algorithm first picks two edges A$ B and C $ D,
making sure that A < {C,D} and B < {C,D}, and that A = D and B = C. If any of
these conditions is not met, a new pair of edges is picked. Otherwise, the algorithm
removes the links A$ B and C$D, and adds A$D and B$ C. This procedure is
repeated until the algorithm has successfully rewired a share R of the total number of
edges in the graph. We studied the two communication regimes for di↵erent shares R
of Maslov-Sneppen rewiring, namely R = {10�i/10}10i=�30. Figure 3.7 visualizes how the
share of rewired links translates into network transitivity. Transitivity is defined as
the share of closed triplets in the network, or formally,

Transitivity =
3⇥number of closed triangles

number of triplets

Figure 3.8 depicts the association between transitivity and the relative size of the
biggest subgroup in the population our experiment yields. The box plots show that
under the one-to-one communication regime, network transitivity is not meaningfully

6Besides manipulating transitivity, the implemented method also creates between-node heterogeneity
in their network centrality, and decreases the average path length in the graph. This might, in turn, a↵ect
the dynamics of our model. However, due to the inherit interrelatedness of network descriptives there is
no way to manipulate transitivity without changing other aspects of the network structure.
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Figure 3.7 Average transitivity by share of Maslov-Sneppen Rewiring. Observed in Watts-Strogatz graph
with k = 8 for N = 100, 100 replications per condition.

Figure 3.8 Homogeneity after convergence in a Watts-Strogatz network with N = 100, F = 3 and Q = 2 by
degree of transitivity and communication regime. Boxplots are shown in black with bin width set to 0.037
and a loess curve is shown with a dotted line. We ran 100 replications per experimental condition, but, as
Figure 3.7 shows, networks with transitivity values between .15 and 0.5 appear less frequent in our data.
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Figure 3.9 E↵ect of degree k on the share of runs with at least one isolate (in black), and share of runs
characterized by monoculture (grey) in a Watts-Strogatz graph withN = 49, F = 3,Q = 2, 1,000 replications
per condition

related to the outcome measure. In contrast, the bottom panel of the figure shows
a strong association under the one-to-many communication regime. This supports
our conjecture that one-to-many communication fosters cultural clustering only in
networks characterized by a su�cient amount of transitivity. Note that the scatter
plots on the very left and on the very right of the figure represent more simulation
runs, as the used rewiring algorithm generates more networks with very high and
very low transitivity (see Figure 3.7).

Varying neighborhood size

So far, we have studied networks where all agents had a degree (k) of eight, because
this resonates with Axelrod’s work. However, we also tested whether one-to-many
communication fosters cultural isolation also when agents have more than eight
network contacts. To this end, we studied populations of 49 agents interacting in ring
networks as described in Section 3.4.2. Agents were described by three features and
two traits per feature. To study e↵ects of agents’ degree, we varied the number k of
neighbors from 2 to 48 in steps of 2, conducting 1,000 independent replications per
condition. Thus, under k = 2 the network was a perfect ring where every agent had
one neighbor to the left and one two the right. Under k = 4, agents were connected to
the two closest neighbors to the right and to the left, and so on. A degree of k = 48
implemented a complete graph.

Figure 3.9 informs about how agents’ degree a↵ected how often we observed
cultural isolation or monoculture under the two communication regimes. In
line with Axelrod’s work, the solid lines show that under the classical one-to-
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Figure 3.10 E↵ect of degree on relative size of the biggest cultural cluster in a Watts-Strogatz graph with
N = 49, F = 3 and Q = 2 by degree and communication regime. Boxplots are shown in black. Averages are
shown with dots connected by a line. 1,000 replications per condition.

one communication dynamics tend to generate monoculture when agents have
bigger neighborhoods. The figure shows only a small di↵erence between the
two communication regimes in very sparse networks (k = 2), which supports our
conjecture from Section 3.4.2 that network transitivity is a necessary requirement
for generating more cultural clustering under one-to-many communication. A ring
network with k = 2 is a periodic line network with zero triplets. As a consequence,
rejecting a trait communicated by a neighbor does not make agents more dissimilar
from their other neighbor, which implies that the mechanism responsible for isolation
under one-to-many communication (see Figure 3.1) is not activated.

In contrast, Figure 3.9 shows stark di↵erences between the two communication
regimes when agents have bigger network neighborhoods. Unlike Axelrod’s original
model, the model with one-to-many communication predicts that monoculture is less
likely when degree is increased. As k increases, also the number of closed triads in
the network rises, which sets into motion the isolation mechanism. As a consequence,
the proportion of runs ending in monoculture drops to about 0.65 under one-to-many
communication. In about half of the simulation runs with a high degree that did not
end in monoculture there was at least one isolate.

Figure 3.10 illustrates how degree a↵ected the relative size of the biggest cultural
cluster in the network. Under one-to-many communication, the average size of the
largest cluster decreases as degree rises from 2 to 8. However, the average cluster
size rises again when degree is increased further. Nevertheless, even under very high
degree, there remains a noticeable di↵erence between one-to-one and one-to-many
communication. We believe that the non-monotone e↵ect of degree under the one-
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to-many regime results from the interplay of two processes. On the one hand, a
higher degree increases the proportion of closed triads in the network, fostering the
extent to which one-to-many communication can produce cultural clustering and
isolates. On the other hand, a higher degree also increases the share of the population
to which an agent is directly exposed to. The larger this share, the less likely it is
that an agent disagrees with all network neighbors. The resulting cultural influence
pushes the population towards more consensus, as already demonstrated by Axelrod.
The combination of both processes generates a dynamic in which cultural clustering
peaks at a degree of about 6, with lower levels of cultural clustering observed at both
lower and higher degrees.

Spatial Random Graphs

Considering that both torus networks and the rewired ring-networks are somewhat
artificial network topologies, we also studied spatial random graphs, as these
networks have been argued to mimic the structure of human social networks (Grow,
Flache, & Wittek, 2017). In particular, spatial random graphs exhibit many features
of real social networks such as low tie density, short average geodesic distance,
a high level of transitivity, a positively skewed actor-degree distribution, and a
community structure (L. H. Wong, Pattison, & Robins, 2006). We conducted a third
simulation experiment to test whether the di↵erences between one-to-many and one-
to-one communication found with the torus networks also appear under these less
controlled but more realistic conditions. Like in the previous simulation experiment,
we assumed that agents are described by three features (F = 3) that could adopt two
traits (Q = 2). We manipulated population size in the same way as in Section 3.4.2
and conducted 1,000 independent runs per experimental condition.

We initialized the network in two steps. First, all agents were randomly assigned
two real numbers from the set [0,5] that defined their position on a 5 ⇥ 5 plane.
Subsequently, we looped over all agents creating k ties probabilistically with agents
with whom they did not share a tie yet. Whether a tie between i and j was created
depended on the Euclidean distance between the two agents on the plane (dij ) and
the parameter y that controls the strength of the relationship between distance and
the probability to form a tie. We set k = 8 such that each agent had a neighborhood
of at least eight neighbors7. The probability that a tie was formed depended on the
value of f (y,dij ), proportional to the sum of this function over all possible j’s, where

f (y,dij ) = exp(�y[dij ])

7Every i formed eight ties, but a j that already possessed eight ties was not excluded from the set of i’s
potential neighbors.
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Figure 3.11 E↵ect of population size N on the share of runs with at least one isolate (in black), and share
of runs characterized by monoculture (grey) in a spatial random graph with F = 3, Q = 2, 1,000 replications
per condition

Figure 3.12 Homogeneity after convergence in a spatial random graph with F = 3 and Q = 2 by number
of agents and communication regime. Boxplots are shown in black and averages indicated with dots
connected by a line. 1,000 replications per condition.
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The resulting social networks are characterized by a transitivity value of 0.523,
on average, which is slightly more transitive than the torus graph with Moore
neighborhoods (transitivity is 0.429) that we studied in Section 3.4.2. Figure 3.11
visualizes how population size a↵ected the share of runs ending in monoculture (grey
lines) and the share of runs where the population comprised of at least one isolated
agent in equilibrium (black lines). Figure 3.12 shows how the relative size of the
biggest cultural subgroup was a↵ected by population size and the communication
regime. Both figures are markedly similar to the two corresponding figures for the
torus networks, showing that our earlier findings are corroborated also when a more
realistic network structure is assumed.

Typical simulation runs

Figure 3.13 shows one typical simulation run for each communication regime. Under
Axelrod’s original one-to-one regime (Figure 3.13a) one can see that the culture that
eventually dominates does not di↵use from one strong cluster. In all snapshots the
dominant culture is present in all regions of the network. For the lion’s share of the
total body of simulation events, about 1/3 of all attempted communication events
result in a change of culture by an agent. In the last stage (between Snapshots 3 and
4), this rate drops to approximately 1/7 as the dominant cluster assimilates the last
deviants.

The typical dynamics under one-to-many communication di↵er, as Figure 3.13b
demonstrates. Between the outset and the second snapshot, the dynamics generate
three-clusters, each located in a distinct region. This happens at a high rate of about
1 cultural adjustment per simulation event.8 As a population with three cultural
subgroups can never be stable under Q = 2, dynamics continue until two cultural
groups remain. The rate of s/t drops to 1/5 until converging to a situation with a
majority cluster (N = 78), one minority cluster (N = 21) and one isolate. The isolate
(located at the bottom right of the graph) has been locked inside the majority cluster
from a very early stage, and remains isolated from communication with other clusters
throughout the rest of the run.

Cultural complexity

The main innovation of Axelrod’s model was to show how cultural diversity can
emerge and persist despite relentless pressures on individuals to assimilate to cultural

8It is not possible to compare these rates between communication regimes without post-processing. As
a sender’s whole neighborhood (of 8 or more agents) can be influenced in a single simulation event in the
one-to-many model, a conservative approximation could be made by dividing the number of successful
communication events over the number of iterations times 8. However, only the neighbors for whom
0 < similarityij < 1 can be influenced, and this number varies locally as well as over time.



(a) One-to-one (b) One-to-many

Figure 3.13 Typical runs under the two communication regimes for spatial random graphs with N = 100,
F = 3, and Q = 2. Every distinct combination of traits is visualized with its own unique shade of grey.
The top graphs shows the initial setup and the bottom graphs show the two populations in equilibrium.
The remaining graphs visualize the distribution of cultural traits after 33% and 66% of the number of
simulation events needed to reach equilibrium. t is the number of simulation events, and s is the number
of events where an agent adjusted its set of cultural traits.
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influence. Axelrod and many follow up-studies also demonstrated how in the
framework of this model, stable cultural clustering is a feasible outcome only in
a particular sweet spot in the parameter space in which the cultural space is not
too complex, meaning that neither F nor Q are too large. If the cultural space
consists of too many di↵erent features (F), this increases the chances that neighboring
agents happen to agree on at least one of them by random chance, exacerbating the
emergence of cultural boundaries and thus promoting monoculture. If there are
too many di↵erent traits per feature (Q), it is unlikely that two neighboring agents
happen to have the same trait at the outset, which precludes interaction between
them and entails cultural anomie (Axelrod, 1997; Klemm et al., 2003b).

We wanted to know whether our model can replicate these fundamental results
of Axelrod’s model under both communication regimes, to establish that besides
the di↵erences we have shown, the two communication regimes generate consistent
behavior. For the region where cultural clustering is feasible according to Axelrod’s
model, we wanted to know whether the larger degree of cultural isolation and cultural
clustering for the one-to-many regime generalizes to a broader range of parameter
values for F and Q than those we have used hitherto. For this purpose, we compared
the two communication regimes under di↵erent assumptions about the complexity of
the cultural space.

Figures 3.14 and 3.15 identify the region in which cultural clustering occurs both
for Axelrod’s original model and for the model with one-to-many communication.
Our results show that clear di↵erences between the communication regimes occur
throughout the region in which Axelrod’s original model navigates in between anomie
and monoculture. In this region, the one-to-many regime produces more cultural
isolation and more cultural clustering than one-to-one particularly when both the
number of features is small (F = 3 or F = 5) and the number of traits is small or
intermediate (depending on F). With high F or high Q, the behavior known from
Axelrod’s original model is replicated also by the one-to-many version. In this
region, the forces pushing towards monoculture or isolation largely overwhelm the
distinct e↵ects of the communication regime and strongly reduce the di↵erences
between them. Nevertheless, even in those conditions we find a consistent but
very small di↵erence in the expected direction: more cultural clustering and more
isolates under the one-to-many regime. This supports our observation that one-
to-many communication generates di↵erent influence dynamics than one-to-one
communication in those areas of the parameter space where cultural diversity can be
sustained at all under Axelrod’s model.
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Figure 3.14 E↵ect of the number of features (F) and traits per features (Q) on the share of runs with at
least one isolated agent in equilibrium (in black) and the share of runs ending with perfect monoculture
(grey). All simulations with a torus network with N = 49 agents and 100 replications per condition.

Figure 3.15 E↵ect of the number of features (F) and traits per features (Q) on the relative size of the
biggest cultural cluster in the population. All simulations with a torus network withN = 49 agents. Results
are averaged over 100 replications per condition.
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�.� Discussion
Public debate about the role that online social networks, personalization algorithms,
and fake news played in recent political events such as Brexit and the election
of Donald Trump demonstrate that there is a need for a valid model of influence
dynamics in online contexts. While the literature already provides a rich arsenal
of formal models, our analyses demonstrated that it can be misleading to readily
adopt models developed for communication dynamics in o✏ine worlds to the
analysis of online contexts. In particular, we compared one-to-one communication, a
communication regime implemented in many models of o✏ine communication, with
one-to-many communication which seems to be a more plausible representation of
communication in online contexts such as blogs and online social networks likeTwitter
and Facebook. We reasoned that one-to-many communication fosters isolation and
the emergence of cultural clusters, because an agent who happens to not be influenced
by a message received from a network contact does not only fail to grow more similar
to the source of the message. In addition, the agent also growsmore dissimilar to those
contacts of the sender who were influenced by the message and adopted the trait of the
source. Building on Axelrod’s cultural-dissemination model (1997), we implemented
one-to-many communication where a sender emits one message across his entire local
network rather than just a single network contact. We started with a Markov-chain
analysis of a simple but tractable part of the parameter space (N = 4, F = 3, Q = 2)
and found support for our conjecture that one-to-many communication fosters the
emergence of isolated individuals as well as polarization. Next, we conducted a
series of simulation experiments to demonstrate (1) that one-to-many communication
fosters the isolation also in bigger populations, (2) that network clustering fosters the
emergence of isolated individuals and cultural clusters, and (3) that these findings
hold for network topologies that mimic the structure of real social networks.

These findings add a new perspective to research on di↵erences between online
and o✏ine communication. Earlier research was inspired by a psychological
perspective and found that individuals are not a↵ected by the physical appearance of
their communication partners when communication is mediated by a computer
(Postmes & Spears, 2002; Schumann et al., 2017). As a consequence, when
communicating online, individuals neglect the social roles associated with
memberships in high or low status groups, which decreases inter-group conflict
and fosters consensus formation. In contrast to this within-individual perspective, we
focused on between-individuals e↵ects, showing that di↵erences between online
and o✏ine communication may not only arise from the fact that individuals
behave di↵erently when they communicate online or o✏ine. We demonstrated that
di↵erences between online and o✏ine communication can arise from di↵erences in
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communication structure, because in many online settings individuals communicate
to multiple receivers at the same time. This di↵erence in the way communication
is structured in many online settings turned out to foster cultural isolation and
clustering rather than consensus formation.

While our results support our conjecture that assuming one-to-one communi-
cation in models of online settings can lead to false conclusions, there is reason to
expect that also the model that we studied may still deviate in critical ways from
communication in real online settings. Future theoretical work should, therefore,
explore further to what extent existing models can capture important features of
online communication and which further model developments are needed for that
purpose. We propose three possible directions.

First, a potentially important di↵erence between Axelrod’s model and our
extension on the one hand, and Internet communication on the other hand is that
online network ties are flexible. On the one hand, intuition and earlier modeling
work suggests that making networks dynamic will foster cultural diversity, as isolated
agents and subgroups will cut o↵ ties to their dissimilar network neighbors (Centola
et al., 2007). This should further decrease chances that isolates are influenced by
former contacts. On the other hand, the Internet makes it easy to identify and connect
to like-minded individuals even when they are geographically very distant (Sunstein,
2002b). This might allow isolated individuals and subgroups to join clusters that still
communicate with individuals that are similar to their former connections and, thus,
act as a bridge over the cultural divide. Given these competing intuitions, future
research is needed to explore the conditions under which dynamic networks foster
isolation under the one-to-many communication regime.

Second, future theoretical research should explore populations that are more
heterogeneous. For instance, empirical research showed that the degree distribution
of the Facebook graph is skewed (Ugander, Karrer, Backstrom, & Marlow, 2011,
4), which suggests that some users may be more e↵ective than others in spreading
cultural attributes across the graph (Bakshy, Hofman, Mason, & Watts, 2011). Future
research should, therefore, study how variation in neighborhood sizes a↵ect cultural
dynamics. Furthermore, Internet users di↵er in their online activity. Research showed,
for instance, that on Facebook politically active users emit more online content than
users who are not politically engaged (Hampton, Goulet, Marlow, & Rainie, 2012).
It is an open question, how these forms of heterogeneity a↵ect isolation dynamics
under the one-to-many communication regime.

A third important direction for future research is the study of one-to-many
communication with alternative models of social influence. Unlike Axelrod’s model,
many alternative approaches represent cultural attributes on a continuous scale
and not as distinct categories (Flache et al., 2017). Many political opinions, for
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instance, tend to vary between extremes and are, thus, better described by metric
scales. Models of continuous opinion dynamics can also capture more complex social-
influence processes, such as gradual opinion-adjustments (Friedkin & Johnsen, 2011),
negative influence exerted by too dissimilar sources (Macy et al., 2003), and the
reinforcement of opinions when two actors communicate persuasive arguments
that support each others’ views (Mäs & Flache, 2013). Future research should
explore whether and under what conditions assuming one-to-many communication
alters the predictions of these models. We expect that the mechanism responsible
for isolation and clustering under the one-to-many regime is activated in models
assuming continuous cultural attributes as well. If an actor refuses to be influenced by
a communication partner, he does not only refuse to grow more similar to this actor.
In addition, the actors grows more dissimilar to those joint network contacts that
were influenced and, therefore, were pulled closer to the sources of communication.

Another important avenue of future research is to empirically test our theoretical
prediction that one-to-many communication fosters isolation and cluster formation.
We propose a three-step design that resembles the structure of the theoretical
analysis in this chapter. First, we propose to study the minimal case that we
explored with analytical tools in a computerized laboratory environment, with
four human subjects discussing their stance on three binary issues. In this setting,
one can manipulate whether subjects communicate in pairs (one-to-one) or emit
messages to all participants at once (one-to-many). With this experimental design
one can also test our theoretical prediction against the finding from the psychological
literature that computer-mediated communication fosters consensus formation in
demographically diverse groups. In particular, it would be interesting to test whether
the integrating e↵ect of computer-mediated communication is stronger or weaker
when communication is implemented according to the one-to-one or to the one-to-
many regime. Second, laboratory experiments are also a fruitful approach to compare
the two communication regimes in bigger populations. Our theoretical analyses
suggest that these experiments should focus on social networks characterized by high
clustering and settings with relatively small cultural complexity, as the di↵erences
between the two regimes were strongest under these conditions. Third, one might
try to test macro-predictions in the field, comparing influence dynamics in online
communities with di↵erent local network structures. Contrary to intuition, our
results suggest that the chances that individuals turn culturally isolated are higher
when their local network is characterized by high transitivity.

There is strong public and scholarly interest on the e↵ects of communication in
online worlds. On the one hand, our results illustrate that the formal analysis of
abstract models can contribute to exploring the complexity of online communication
systems. On the other hand, our findings also show the that pundits, experts,



�.�. Discussion ���

scholars, political decision makers, and also developers of online communication
systems need to be very careful when reasoning about the consequences of online
communication. Being based on modeling work and empirical studies focused on
o✏ine settings, the current scientific state-of-the-art does not yet allow drawing
reliable conclusions about the e↵ects of online communication on societal processes
of consensus formation and opinion polarization.
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Some fear that social bots, automated accounts on online social networks, propagate
falsehoods that can harm public opinion formation and democratic decision-making.
Empirical research, however, resulted in puzzling findings. On the one hand, the content
emitted by bots tends to spread very quickly in the networks. On the other hand, it turned
out that bots’ ability to contact human users tends to be very limited. Here we analyze an
agent-based model of social influence in networks explaining this inconsistency. We show
that bots may be successful in spreading falsehoods not despite their limited direct impact
on human users, but because of this limitation. Our model suggests that bots with limited
direct impact on humans may be more and not less e↵ective in spreading their views in
the social network, because their direct contacts keep exerting influence on users that
the bot does not reach directly. Highly active and well-connected bots, in contrast, may
have a strong impact on their direct contacts, but these contacts grow too dissimilar from
their network neighbors to further spread the bot’s content. To demonstrate this e↵ect, we
included bots in Axelrod’s seminal model of the dissemination of cultures and conducted
simulation experiments demonstrating the strength of weak bots. A series of sensitivity
analyses show that the finding is robust, in particular when the model is tailored to the
context of online social networks. We discuss implications for future empirical research
and developers of approaches to detect bots and misinformation.
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�.� Introduction
Since the 2016 US presidential election, there is growing attention for an ancient
political weapon: misinformation. Pundits and scholars fear that stakeholders
attempt to manipulate news media, particularly in the realm of online social
media platforms. While multidisciplinary research has generated much insight
into attackers’ approaches to influence news media, users’ perception of manipulated
content, and its di↵usion in online social networks, there is also a growing body of
seemingly contradictory findings. With a taste for irony, Ruths (Ruths, 2019) recently
pointed out that “the field of research on misinformation has come to resemble the very
thing it studies”.

Social bots—automated social-media accounts programmed to influence users’
opinions and public discussions—have been identified as a key approach to spreading
misinformation in networks. Estimates show that, in the months leading up to the
2016 US presidential election, over 400,000 bots were active in political discussions
on Twitter, accounting for a fifth of the total number of tweets in this period (Bessi
& Ferrara, 2016). A number of these bots focused on spreading misinformation—
statements or articles that contain factually incorrect information (Vosoughi et al.,
2018; Ruths, 2019). Platforms that produce misinformation often use social bot
accounts to amplify the early spreading of content (Shao et al., 2018). The US Senate
Intelligence Committee concluded that the Russian government deployed social bots
to spread false information to influence the election outcome (DiResta et al., 2018).

Responding to prominent calls for empirical research into the impact of bots
on opinion formation and public debate (e.g. Lazer et al., 2018; Gentzkow, 2017),
empirical researchers found two seemingly inconsistent empirical patterns (e.g. Shao
et al., 2018; Vosoughi et al., 2018; Grinberg, Joseph, Friedland, Swire-Thompson, &
Lazer, 2019; Bail et al., 2019). On the one hand, it turned out that bots tend to be
well connected to each other, but only to a few human users (e.g. Shao et al., 2018;
Beskow & Carley, 2018), and that bots’ direct influence on those human users seems
limited (Bail et al., 2019; González-Bailón & De Domenico, 2020). On the other hand,
bots’ messages tend to propagate through social media platforms quickly and easily
(e.g. Vosoughi et al., 2018), reaching, and potentially influencing a large portion of
social media users. How is it possible that bots are only weakly embedded in the
social network, yet they have a disproportionately large impact on opinion dynamics
in the network?

Explanations solving this puzzle have been sought in characteristics of
social-network users, properties of misinformation, and characteristics of the
communication context. For instance, it was found that misinformation is accepted
more readily by individuals scoring low on analytic thinking tests, suggesting that
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fake news spreads very fast in parts of the network where users tend to credulously
accept new information (Pennycook & Rand, 2020). Likewise, it has been argued that
fake news spreads quickly in a network once it has entered because it tends to be
negative, shocking, and emotional. This motivates users to engage with fake news and
share it with other users (Brady, Wills, Jost, Tucker, & Van Bavel, 2017). Some may
even buy into an unbelievable story because it fits their partisan preoccupation (Guess,
Nagler, & Tucker, 2019), or because individuals communicate faster, more sloppily,
and less considerately on online social networks than in other communication contexts
(Pennycook & Rand, 2019).

While these individual-level explanations certainly contribute an important
part to solving the puzzle why bot-emitted fake news seems to have a significant
impact on public discourse despite bots’ low network embeddedness, they neglect
the complexity arising from the interaction of actors on the local-level of social
networks (Keijzer & Mäs, in press). In a social network, the impact of a node on its
neighbors may be small, but each neighbor is exerting influence on another set of
nodes, potentially sparking chain reactions that can spiral into large e↵ects on the
network as a whole. Counter-intuitively, modeling work on opinion dynamics in social
networks even suggests that actors exerting relatively weak influence on their direct
network neighbors can actually have a bigger impact on the distribution of opinions
in the overall network (Hegselmann & Krause, 2015; Mathias, Huet, & De↵uant,
2016). This suggests that bots may not be influential despite their low embeddedness
but because of their limited influence on their direct network neighbors.

The social mechanism generating this counter-intuitive e↵ect is straightforward.
Consider a bot emitting content to a group of users who consider the bot a reliable
source. Influenced by the bot’s content, these users will adjust their beliefs, growing
more similar to the views advocated by the bot. As a consequence, these users distance
themselves from those who are not directly exposed to the bot’s extreme beliefs. These
increased opinion di↵erences, in turn, will decrease the influence that friends of the
bot can exert on their friends. If the bot continues to “pull” its connections towards
its position, their friends may refuse to be influenced any longer. Thus, while the bot
had a strong influence on its direct contacts, it failed to exert indirect influence on its
friends’ friends, their friends, and so on. Consider, in contrast, a bot exerting only
weak influence on its direct contacts and managing to pull their opinions only slowly
into its direction. These users will remain able to influence their friends, pulling
them also slowly but gradually into the direction of the bot’s opinion. This process
may take longer, but eventually the bot will not only have manipulated the beliefs of
its direct network neighbors but also to a larger extent those of its indirect contacts.
In other words, limited influence on directly connected users may foster the influence
on indirectly connected network users.
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In this study, we demonstrate the counter-intuitive e↵ectiveness of seemingly
ine↵ective bots in a series of computer simulations with an agent-based model. In
an agent-based model, researchers build an artificial world and make assumptions
about the behavior of individual actors (called “agents”) and how they interact with
their environment (Macy & Flache, 2009). In particular, agent-based models make
it possible to study the complexity arising when agents respond to each other, and
chains of reaction lead to complicated phenomena that would have remained hidden
without a formal analysis of the model. In an agent-based model of an online social
network, for instance, one specifies how users and bots create and share content, and
how they adjust their opinions after exposure to content they receive. Next, analytical
or computational methods are used to study the dynamics that these assumptions
generate. Here, we study a simple model of an online social network of human users
and a bot, building on Axelrod’s famous model of cultural dissemination (Axelrod,
1997). This model is particularly well suited for the study of social bots and their
e↵ect in online social networks, as it can capture how content emitted by an agent
can di↵use through a network.

Our analyses also revealed a surprising bot-e↵ect. We found that highly active
bots do not only fail to influence their indirect contacts but also influence fewer of
their direct network neighbors than bots with a low rate of activity. We argue that this
e↵ect emerges because bot’s direct contacts may adopt bot content but can likely drop
it when their friends fail to reinforce it. Because strong bot’s friends fail to convince
their friends of the bot messages, this a�rmation is missing.

The remainder of this chapter is organized as follows. In the next section
(Section 4.2), we reflect on the current state of the literature on the automated
spreading of misinformation. Subsequently (in Section 4.3), we describe a formal
model of social influence and the dissemination of beliefs in networks (Axelrod, 1997).
We present the results from a series of simulation experiments (in Section 4.4) and
reflect on the main findings and implications for science and policy (in Section 4.5).

This chapter yields two main take-away messages for engineers of social media
platforms, policymakers, and scientists concerned with automated spreading of
misinformation: (1) The number of bots trying to influence public debate and the
number of messages they emit may not be as important as it seems. Bots that appear
to have only limited impact on directly connected users can have a stronger impact
on the collective opinion dynamics because they exert stronger indirect influence on
the friends of their friends. (2) Detecting influential bots programmed to manipulate
opinion formation and online debate may even be harder than researchers expect.
State-of-the-art bot detection algorithms claim to achieve impressive detection rates
around 90 percent (e.g. Varol, Ferrara, Davis, Menczer, & Flammini, 2017; Bessi &
Ferrara, 2016). However, the most ingeniously engineered bots are likely the ones
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who are harder to detect, and as those may have a powerful impact on the spreading
of falsehood, our attempts to detect these accounts or fact check their content could
come in vain.

�.� Background
Whether and how social bots are involved in the spreading of misinformation in
online social networks has received plenty of scholarly attention in the past years
(Ruths, 2019). Researchers consistently observe that social bots, automated social
media accounts developed to manipulate processes of opinion formation and online
debate, are omnipresent (Ruths, 2019; Lazer et al., 2018).

There are several ways in which bots can be and have been used to manipulate
the information environments in online social media. Boosting (the credibility of)
information and building a false community through deployment of social bots are
two forms of social network maneuvers identified by the field of social cybersecurity
(Beskow & Carley, 2019). Their presence may not intend to infiltrate into human
networks and convince others per se, but could be directed at creating a sense of
conflict and divide public debate (Starbird, 2019). Typically, social cyber warfare
tactics can be categorized as directed manipulating the network or the information,
and as creating a positive or negative impact (following the BEND model from
Beskow & Carley, 2019). Bots are a means to that end. For example, in 2016, the
Russian Internet Research Agency (IRA) used bot accounts on Twitter to strategically
misinform the U.S. population during the first surge of #blacklivesmatter protests
(Starbird, Arif, & Wilson, 2019); a network manipulation intervention to boost the
credibility of a group as well as an information tactic to distort the ongoing discussion.
They have also been used to create conflict and increasing hate speech (Uyheng &
Carley, 2020). Use of bot accounts has not been limited to disturbing social order
abroad, however. During the Syrian civil war, the Syrian government used bots to
boost the credibility of an intricate cross-platform information-network intended
to neutralize an opposition movement known as the ‘white helmets’ (Starbird et al.,
2019). The absence of a clear motivation for the use of bots leaves research in the dark
about the strategical element of bot implementations, for example in recent debates
about climate change and COVID-19 (Uyheng & Carley, 2020; Tyagi, Babcock, Carley,
& Sicker, 2020).

Some empirical work suggests that bots form a threat to opinion formation in
online social networks. An analysis of 14 million messages related to 400 thousand
news articles on Twitter found that a disproportionate number of tweets promoting
low credibility sources came from accounts that were likely automated (Shao et
al., 2018). It seems as though integration into the human Twitter sphere is not a
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necessary requirement for the success of the information they intend to spread. In
fact, the networks of actively engaged accounts in debates on Twitter are structured
rather di↵erently than human networks (Beskow & Carley, 2018; Nied, Stewart,
Spiro, & Starbird, 2017). While bots mostly tweet amongst themselves, it has also
been observed that they play a crucial role in the early amplification of information
spreading (Shao et al., 2018). The information they emit appears to be very appealing
to users. A randomized field experiment showed a considerably larger reach for
misinformation on online social media (Vosoughi et al., 2018). Fake news proves
particularly potent in the fast media consumption environments that are social media
platforms, where users make limited cognitive capacity available when evaluating
the validity of information they encounter (Pennycook & Rand, 2019). Users may be
likely to pass on content that is negative, shocking, and emotional (Brady et al., 2017),
or fits their currently held beliefs (Guess et al., 2019).

Other researchers concluded that the influence of bots is largely overstated. An
analysis of registered voters on Twitter showed that a mere 0.1% accounted for 80% of
sharing from fake news sources, and 1% of individuals included in the data accounted
for 80% of fake news exposures (Grinberg et al., 2019). Recently, others were able
to assess opinion influence directly and found that the IRA failed to exert direct
influence in their sample (Bail et al., 2019).1

While the finding that bots can emit their content only to a small number of human
users is an important empirical observation, it may be misleading to conclude that
bots have only limited influence on opinion formation in the social network. Online
social networks are complex systems with millions of users emitting, evaluating,
adjusting, and responding to vast amounts of content (e.g. Keijzer & Mäs, in press).
In such systems, even seemingly small events can spark chain reactions that have
a huge impact on the system as a whole (e.g. Mäs, 2018). Predicting such chains
of reaction and their outcomes is highly challenging. For instance, it turns out that
no one influencer or message characteristic can be used to predict the reach of a
message (Bakshy et al., 2015). In his call to action, Ruths (Ruths, 2019) argued that
this re-sharing of ideas is a “key blind spot” in the field, and claims that “there is a
serious need for a better understanding of how fake-news stories transform into rumors and
to what extent these rumors can amplify beliefs and infiltrate other communities” (Ruths,
2019).

Ruth’s proposal seems to be that beliefs can travel through a network beyond the
direct influence of the account, post, or tweet that seeded it. Ultimately, the warning
for rumors expresses a fear of a rapid rise of uncontrollable interpersonal influence
between individuals that did not even see the original post. This idea aligns with

1We note that this analysis includes only 12 users linked to IRA accounts, and took place a year after
the election these accounts aimed to disturb.



��� Chapter �. Bots

earlier work on the bounded confidence model, showing that radicals and opinion
leaders can be successful at persuading a full population through indirect influence
pathways (Hegselmann & Krause, 2015; Mathias et al., 2016). Subtle and gentle
persuasion through limited and well-timed interaction events persuades smaller
fractions of a population at a time, allowing for more influential interactions between
the bot’s direct and indirect contacts. Over time, indirect influence then allows the
bot to attract larger shares of the total population.

Intuitively, one would expect that more connected and more active bots are also
more successful at propagating their beliefs. Counter this intuition, we argue that
the opposite may be true, in that bots communicating infrequently and only to a few
human users may actually be more successful in spreading their beliefs. Here, we put
these competing intuitions to the test, analyzing their validity with an agent-based
model. In particular, we investigate the conjectures that (1) weakly connected bots
are not necessarily less e↵ective at propagating falsehoods and that (2) social bots
are more e↵ective when they are emitting content infrequently. We refer to these
conjectures as the strength-of-weak-bots e↵ects.

The name of the strength-of-weak-bots e↵ects reminds one of Granovetter’s
famous strength-of-weak-ties argument (1973). He argued that humans often
profit more from weak network-ties rather than from their very close, strong social
relationships, because weak ties connect them to more diverse individuals and,
thus, provide access to information that strong ties fail to provide. On the one
hand, the strength-of-weak-bots e↵ect resembles Granovetter’s notion in that a
seemingly weak aspect turns out to actually be a strength. On the other hand, unlike
Granovetter, who was interested in conditions under which individuals can acquire
information, we evaluate bots in terms of how far they manage to spread their content.
A second important di↵erence is that Granovetter analyzed individual benefits in
static networks, whereas we take an interest in the collective outcome obtained
due to a dynamic interaction network.2 The strength of weak bots, in contrast,
emerges because weak bots have a di↵erent impact on the di↵usion dynamics in the
network. Third, seemingly weak bots are strong, because their contacts do not grow
too dissimilar to their own contacts and, thus, keep su�ciently strong ties to these
friends and manage to spread bot content. Thus, weak bots are strong because they
maintain strong ties between the bot contacts and their friends.

2Note that we make a distinction here between the opportunity network—all links that an agent
possesses on which interactions could take place—and the interaction network—the network of links on
which the probability of interaction is non-zero.
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�.� Model
In order to demonstrate the e↵ectiveness of seemingly ine↵ective bots, we build upon
Axelrod’s model for the dissemination of culture (Axelrod, 1997), one of the most
influential models of social influence in networks (Flache et al., 2017). In this model,
agents are described by a set of features and exert influence on the feature set of
their network neighbors. In his seminal paper, Axelrod studied the conditions under
which repeated social influence leads to the emergence of consensus or polarized
feature distributions with subgroups disagreeing on the features. This model has
been widely adopted and has already been used to derive testable hypotheses about
various phenomena, including the polarization of political opinions (Macy et al.,
2003), mass media influence (Ulloa et al., 2016), or opinion dynamics in online social
networks (Keijzer et al., 2018). Here, we adopt Axelrod’s model and add a bot who
holds a fixed set of features and communicates them to users connected to the bot.
We test whether the number of ties our simulated bots have to users and the activity
of the bots in terms of the relative frequency of emitted messages a↵ect the number
of agents adopting features introduced by the bot. We keep all model assumptions
that are not related to bot behavior unchanged, as Axelrod’s model is very well
understood, an aspect that makes it easier to demonstrate why the model generates
the counter-intuitive e↵ects of bots (Axtell et al., 1996).

Our implementation of bots resembles earlier work by social-influence modelers
studying the e↵ects of charismatic leaders and extremists on opinion dynamics
with the bounded-confidence model (Hegselmann & Krause, 2015; Mathias et al.,
2016). For two reasons, however, we study e↵ects in Axelrod’s modeling framework
rather than the bounded-confidence model. First, studying a di↵erent modeling
framework allows us to explore the robustness of earlier findings to changes in model
assumptions and to test whether earlier findings might hinge on characteristics of the
modeling framework. Second, we deem Axelrod’s framework more suitable for the
study of bots in online social networks. In the bounded-confidence model, agents are
described by opinions measured on a continuous scale. When an extremist or a bot
exerts influence on an agent, this agent’s opinion shifts closer to the opinion of the bot.
Subsequently, the agent can influence other agents’ opinions. As the agent’s opinion
shifted towards the bot, the bot exerts an indirect influence on these other agents, but
this influence is moderated by the agent. In the context of online social networks,
however, bots emit content that users can share with their contacts. As a consequence,
the content sent by the bot is di↵using in the network without mediation. In contrast
to the bounded-confidence model, this di↵usion is directly represented in Axelrod’s
model where bots communicate beliefs that agents can adopt and forward to their
contacts.
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Adopting Axelrod’s model, we generated N agents who each hold F beliefs about
the world.3 These beliefs are nominal characteristics with Q possible traits per belief.
For instance, one of the F belief dimensions could represent di↵erent theories of the
origin of COVID-19. The traits could represent (1) that the coronavirus has a zoonotic
origin, (2) that it has been genetically engineered in a CIA weapon program, or (3)
that it has been stolen from a Canadian virus research laboratory. At the outset of a
simulation run, all agent beliefs are initialized to a random value q 2 {0, ...,Q} drawn
with equal probability (1/Q). All agents’ beliefs are stored in the matrix C:

C =

8>>>>>>><>>>>>>>:

q11 q12 · · · q1F
q21 q22 · · · q2F
...

...
. . .

...
qN1 qN2 · · · qNF

9>>>>>>>=>>>>>>>;

Agent-based models of social influence typically represent the beliefs of agents
as (a set of) nominal variables, continuous variables, or a combination of the two
(Flache et al., 2017). In many occasions, nominal and continuous implementations
do not substantively change the model dynamics (Flache et al., 2017). Here, we
opt for a vector with nominal variables, because it makes the influence of the bot
easily traceable in equilibrium. If we observe a trait in an agent’s feature vector
that was owned by none of the agents except the bot at the outset, we know that
the bot successfully influenced this agent’s beliefs. To test whether the choice for
representing beliefs as nominal traits substantively changed model dynamics, one
can compare our results, at least qualitatively, to the results of Hegselmann and
Krause, who implemented a similar model with a continuous opinion dimension
(Hegselmann & Krause, 2015).

In our model, agents are represented as nodes in a network with undirected
network links.4 A link between two agents represents their opportunity to interact
and communicate beliefs. That is, connected agents send and receive messages
communicating their beliefs to each other. In our simulations, we studied ring
networks. That is, we arranged agents on a ring and created network ties between
every node and the k closest neighboring nodes on the ring. The resulting network is
characterized by a high degree of clustering, as there are many so-called “triplets”,
sets of three connected agents. This mimics a central characteristic of online social
networks, where friends of friends tend to be friends.5

3Axelrod referred to these beliefs as “features”.
4In Section 4.4.4 we investigate whether networks with directed links produce dynamics similar to

undirected networks.
5Originally, Axelrod studied a cellular automaton. Here, we opt for ring networks with a higher degree

of clustering, as this allowed us to also study the e↵ects of network structure on the strength of weak bots.
The e↵ects of this modeling choice are tested and discussed in the sensitivity analyses of Section 4.4.4.
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The model’s dynamics are broken down into a sequence of discrete events t. At
each event, an agent i is randomly picked for emitting a message to one of its links j .
Also agent j is picked randomly from the set of network neighbors of agent i. Next,
agent i sends a message to j , communicating a belief where the two agents disagree.
With a probability ps equal to the overall belief similarity between i and j , agent
j adopts the belief communicated in the message. With this assumption, Axelrod
implemented homophily, the notion that individuals tend to interact mainly with
likeminded others. Homophily is a strong force in human behavior (McPherson et
al., 2001; Lazarsfeld & Merton, 1954; Carley, 1991) and is reinforced by personalized
recommender systems installed in online social networks (Pariser, 2011; Bruns,
2019; Keijzer & Mäs, in press). These systems rank incoming messages emitted by
likeminded users higher and, thus, increase chances that users are reading these
messages. Formally, the probability that agent j adopts the communicated belief

equals the normalized inverted Hamming distance, or ps = 1� ]{f :qif ,qjf ,f =1,. . . ,F}
F .

To model the presence of a bot in the network, we added one additional bot-agent
to each simulated network, who held F randomly picked beliefs. These beliefs were
fixed to implement that the bot cannot be influenced by its contacts. What is more,
one of the bot’s beliefs adopted a value outside of the [1,Q] range, which represents
that the bot agent is communicating a foreign belief.6 The remaining Q � 1 beliefs
adopted values that also other agents could have adopted. Otherwise, the bot would
be maximally di↵erent from the remaining agents and, thus, unable to exert influence
on others. The degree to which the foreign belief is adopted by the remaining agents
in the network is the central outcome variable of our analyses. Conceptually, the bots
in this model are exactly the same as the other agents except that their belief vector is
immutable, and that the rate at which they’re activated and emit content may vary.

We connected the bot-agent to a random subset of agents, unless specified
otherwise (see Section 4.4.4). Parameter pC allows influencing the proportion of
agents who were connected to the bot and could, thus, receive messages from the bot.
This parameter controls the bot connectedness. Also, we added a parameter controlling
the bot activity, the probability pA that in a simulation event the bot was emitting a
message to one of its contacts. Experimental manipulation of the two parameters
pA and pC allow us to test whether the model generates the counter-intuitive e↵ect
proposed above. That is, we tested whether a larger share of agents adopted the
foreign belief when the bot agent had a low connectedness pC and a low activity pA.

Algorithm 4.1 details the steps of a simulation run. The model was implemented
in python, using defSim, a software package specifically designed for discrete

6This a↵ects the ex-ante average similarity between the bot and its neighbors. Instead of adjusting for
this di↵erence, we chose to keep this assumption, as the estimated e↵ect sizes of bot influence remain on
the conservative side.
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Algorithm 4.1 Pseudo-code for a simulation run of the agent-based model

1 initialize F ⇥N matrix C with random draws from [1, ...,Q]
2 initialize ring network and connect agents to k nearest neighbors
3 create bot agent with q = {�1,1,1}
4 create links between bot and a random set of agents of size pCN
5 set iteration = 0
6 while not all differences between neighbors are 0 or 1:
7 if random float < pA:
8 agent i = bot
9 else:
10 agent i = one of [1, ...,N ]
11 agent j = one of neighbors of agent i
12 draw f = one of [1, ...,F]
13 if random float < ps:
14 agent j copies trait qf of agent i

event social-influence modeling (Laukemper et al., 2019, introduced in detail in
Chapter 5).7

The model generates two main classes of equilibria, states where further sending
and receiving of messages cannot change agents’ beliefs. First, the population can
develop a belief consensus in that all agents hold the exact same beliefs, a state
that Axelrod referred to as “monoculture”. Since the bot’s beliefs are fixed, either
all agents in the population adopted all F beliefs of the bot or none of the agents
considers any of the bot beliefs. If the cultural profile of the agents would partially
overlap with the bot’s profile, there must be a positive probability of interaction with
the bot, hence we would not be in equilibrium. Second, it is possible that the network
falls apart into mutually di↵erent but internally homogeneous segments. Within a
segment, belief communication does not generate any change because agents already
hold the same beliefs. Between the segments, there is no further communication of
beliefs as connected agents belonging to two di↵erent segments consider di↵erent
beliefs and, therefore, fail to further communicate beliefs. Axelrod called this a state
of “polarization”. The agents in one of the segments may have adopted all beliefs of
the bot. All remaining segments containing agents with a network link to an agent
in this segment, however, have to di↵er on all F belief dimensions. There may be
segments in the network that have adopted only a subset of the bot’s beliefs. However,
no agent in such a segment has a direct network link to the bot or the segment that
has adopted all bot beliefs.

7All code and data used is available at github.com/marijnkeijzer/weakbots

https://github.com/marijnkeijzer/weakbots/
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Figure 4.1 E↵ectiveness of bots depending on connectedness and activity in equilibrium. Panel A shows
the share of agents who adopted the bot belief in the whole population. Panel B depicts the share of agents
directly connected the bot who adopted the bot belief and Panel C shows share of agents without a direct
link to the bot who adopted the bot belief. Colors correspond to average shares of whole population in
equilibrium over 25 independent simulation runs. Darker cells identify higher shares. Exact values are
reported in the supplementary material.

�.� Results

�.�.� Equilibrium analysis
The central research question of this analysis is how network connectedness and
messaging activity of social bots relate to their e↵ectiveness in influencing the
distribution of beliefs in the population. To answer this question, we conducted
a simulation experiment, varying bot connectedness pC and bot activity pA from 0.05
to 0.95 in steps of 0.1. For each of the 100 experimental conditions, we conducted 25
independent simulation runs, assuming N = 144, k = 12, F = 3, Q = 3 in all runs. The
main outcome variable is the e↵ectiveness of the bot, measured as the share of agents
having adopted the foreign bot-belief (qbot,1) in equilibrium. In Section 4.4.2, we also
address the dynamics leading to equilibrium.

Figure 4.1 informs about the share of agents having adopted the bot-belief in
the whole population (left panel), among the bot’s direct network neighbors (center
panel), and among the agents who are not directly connected to the bot (right panel).
Each cell in the heatmaps visualizes the average share observed in the 25 simulations
per experimental condition. Darker shades visualize higher average bot e↵ectiveness.

Panel A of Figure 4.1 clearly refutes the naive intuition that more active and
connected bots are more harmful. On average, fewer, and not more, agents adopted
the bot-belief when the bot was more active as well as more embedded in the network.

The story of this seemingly counter-intuitive link between bot connectedness and
e↵ectiveness is a story of indirect influence. By persuading its direct contacts, bots
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exert indirect influence on agents connected to one or more of the bot’s direct contacts.
Panels B and C of Figure 4.1 show that connectedness did make the bots more e↵ective
in convincing its direct neighbors (e.g., moving from 5% to 73% average share at
pA = .15), but at the cost of reducing the proportion of indirect contacts reached
with the belief (from 79% to 4%). Note that bot connectedness increases the absolute
number of neighbors adopting the belief (a simple consequence of opportunity),
but decreases the share of persuaded direct neighbors. What is more, the increase
in the absolute number of persuaded bot neighbors does not compensate for the
much stronger negative e↵ect of connectedness on bot e↵ectiveness among indirect
neighbors, composing a net negative e↵ect. This finding is in line with Conjecture
1, formulated in Section 4.2: highly connected bots are not stronger than weakly
connected bots.

Bot activity pA appears to have similar e↵ects as pC (see Panel A of Figure 4.1),
but its link to direct and indirect influence is somewhat less obvious. Panels B and C
of Figure 4.1 do show a moderate negative e↵ect at most levels of bot connectedness,
but the transition is less clear than in the former case. Most notably, the e↵ect of
increasing activity on the bot’s direct contacts is most pronounced at high levels of
connectedness (e.g. from 84% to 55% at pC = .95). Under this condition, a less active
bot is more e↵ective at persuading its direct contacts through indirect influence. It
allows for relatively more interaction between the other agents, leading to a higher
share of dissemination of its unique trait in equilibrium. As such, a spillover e↵ect
of indirect influence leads to the surprising finding that more active bots are less
e↵ective at persuading even their direct contacts. This supersedes Conjecture 2,
formulated in Section 4.2.

In simulation runs with a highly connected and very active bot, the population can
quickly fall apart into segments consisting of agents who are either very similar or
very dissimilar to the bot. As most interaction between non-bot agents happens
inside of the segments, each segment grows increasingly homogeneous. As a
consequence, communication between segments breaks down. When the bot, however,
communicates its beliefs less actively, these segments do not form, and there is more
communication between agents. In these communication events, bot beliefs can
di↵use in the network and can reach agents who had grown too dissimilar to the bot
already. Through indirect influence the bot now reaches even those agents who were
too dissimilar at the outset to be influenced by the bot directly.

The variance of bot e↵ectiveness within each experimental condition of the
simulation experiment revealed another interesting pattern (figures are provided
in the supplementary materials). We observed that the darker cells in all panels of
Figure 4.1 correspond to a more substantial variance in the outcomes of simulation
runs. This is not trivial, since averages in those cells are closer to the maximum,
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Figure 4.2 Model dynamics in three typical runs; one with a highly active and weakly connected bot
(panel A), one with a moderately active and highly connected bot (panel B), and one with a moderately
active and weakly connected bot (panel C). ‘High’ pC or pA = 1/6, ‘low’ pC or pA = 2/3. Sub-panels a show
trajectories of share agents who have adopted the bot trait in the whole population (solid grey), among the
bot’s direct network neighbors (dotted) and indirect network contacts (dashed). Sub-panels b show the
same information, but in absolute numbers of agents. Sub-panels c show the cumulative distribution of
successful influence events (solid grey) by non-bot agents (dotted) and by the bot (dashed).

and hence one would expect variances to decrease. Higher variance means that it is
harder to predict the trajectory of a piece of (mis)information, which resonates with
the empirical pattern that the content of weakly connected bots occasionally happens
to successfully penetrate public debate.

�.�.� Analysis of model dynamics
To illustrate the model’s dynamics, we describe in this section ideal-typical simulation
runs with weak and strong bots. In Figure 4.2 we show trajectories of runs with a
bot who is highly active and weakly connected (Panels A), weakly active and highly
connected (Panels B), and one with a weakly active and weakly connected bot (Panels
C).8 Panels in the top row show the share of agents who have adopted the belief
unique to the bot (Panels a), and panels in the bottom row show the absolute number
of agents who adopted the trait (Panels b) and the cumulative distribution of belief
change inflicted by the bot and the other agents.9

8The combination high activity and high connectedness is presented in the supplementary material for
concision.

9Note that the time scale is hard to compare across the three runs, as high activity implies that a
larger share of the simulation events was used by the bot rather than for communication between agents.
Furthermore, an increased connectedness implies that it will take the bot a higher number of simulation
events to reach all of its network neighbors because only one of them can be reached per event.
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Panels A.a and A.b of Figure 4.2 show typical dynamics generated by a
highly active social bot with low connectedness. Since this bot was very actively
communicating to a relatively small number of direct neighbors, the bot trait
was spreading very successfully amongst the direct neighbors. Agents indirectly
connected to the bot, however, adopted the belief at a much slower pace. Panel A.c,
where the number of successful interactions is plotted over time, shows that after
the first phase, in which the bot convinced its direct contacts, fewer interactions
were successful (see dotted line). This indicates that agents unconnected to the bot
refused to be influenced by bot neighbors because they had grown too dissimilar. The
remaining successful interactions happened between agents who were not connected
to the bot or direct neighbors of the bot who had adopted bot beliefs. Dynamics
reached equilibrium when these agents developed a local consensus.

Panels B of Figure 4.2 describe a typical run with low bot activity and high
bot connectivity. Thus, this bot had many network neighbors but communicated
infrequently. Compared to the run shown in Panels A, this bot did a bad job in
convincing its direct network contacts, which is not surprising as the bot was not very
active. As a consequence, it is also not surprising that this bot influenced relatively
few indirectly connected agents. The problem was that many bot neighbors did not
adopt the bot’s beliefs and, at some moment, grew too dissimilar to interact with the
bot. As a consequence, the bot did not communicate successfully any longer (see
dashed line in Panel B.c). The direct and indirect neighbors of the bot who had not
adopted the bot beliefs developed a consensus on beliefs that the bot did not share.

The bot shown in Panels C was set at low activity and low connectedness, but in
these typical runs is clearly the most successful of the three. This bot managed to
steadily increase the share of direct neighbors who adopted the bot trait. However,
the low bot activity made sure that the bot’s neighbors did not adopt all bot beliefs
and, thus, always kept beliefs shared with their other neighbors. As a consequence,
the bot’s direct neighbors managed to communicate bot beliefs to their contacts.

�.�.� Statistical analysis of relationships
Figure 4.1 showed that both bot activity and bot connectedness made the bot less
successful. The figure, however, does not reveal the precise strength of the e↵ects
and whether they might strengthen or weaken each other. To explore in more detail
the e↵ects of bot activity and bot connectedness on the share of agents who adopted
the bot belief in equilibrium, we conducted a regression analysis of the data from the
main simulation experiment described in Section 4.4.1 (Grow, 2017).10

10Agent-based models do not require statistical analysis since the indicators are not estimations
underlying data generating processes, but reflect actual realizations of an artificial process. Nevertheless,
regression analysis allows one to describe parameters’ e↵ects and their interdependencies with great
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Table 4.1 Ordinary least squares regression model on the di↵usion of the bot trait in equilibrium.

Model 1 Model 2 Model 3
Parameters
Intercept 0.918 1.050 0.991
Connectedness -0.191 -0.476 -0.357
Activity -0.234 -0.737 -0.618
Connectedness2 0.285 0.285
Activity2 0.503 0.503
Connectedness ⇥ Activity -0.238
Fit statistics
R2 0.335 0.413 0.430
AIC -3407 -3717 -3789

Table 4.1 shows the results from three regression models, with the share of the
population who had adopted the bot belief in equilibrium as the dependent variable.
All regression coe�cients are statistically significant, showing that we conducted
a su�cient number of replications per experimental treatment condition. Model 1
contains only the intercept and the two main e↵ects of the experimental treatments.
Model 2 adds squared terms, and Model 3, in addition, contains an interaction
e↵ect. All regression models indeed display the negative relationship between bot
connectedness, bot activity, and bot e↵ectiveness, supporting the strength-of-weak-
bots e↵ect again.

Furthermore, Model 2 suggests that this negative e↵ect of both connectedness
and activation is reduced as they move closer to 1, implying non-linear relationships.
Their interaction, however, strengthens both e↵ects as Model 3 shows. The Akaike
Information Criterion (AIC)—ametric for model selection given the same data—of the
models suggest that the most expansive one fits best. However, the improvement from
Model 3 upon Model 2 is marginal, shown by the small improvement in explained
variance between the models. Moreover, the results from all models should be
taken with a grain of salt, as we have seen that the variance between all levels
of the independent variables di↵ers substantively, violating the homoscedasticity
assumption.

�.�.� Sensitivity analyses
While Axerod’s model is a fruitful point of departure for the study of bot e↵ects,
Axelrod made a series of assumptions that do not resonate with the context of online
social networks. In order to test the robustness of our results to changes in potentially

precision (Grow, 2017). In particular, a regression model can uncover the relative e↵ects of the parameters
of interest, provide insights into model sensitivity, and present complex relationships in a familiar, easy to
interpret manner.
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important model assumptions, we conducted a series of sensitivity analyses. However,
not every model assumption that seems to deviate from reality has the potential
to a↵ect model predictions about bot e↵ectiveness. Accordingly, we focused our
sensitivity tests on assumptions where earlier work with Axelrod’s model found
e↵ects on the dynamics of consensus formation and polarization and tested whether
or not these assumptions also a↵ect the strength of weak bots. In particular, we
explored model assumptions about the communication regime, network structure,
and node heterogeneity.

One-to-one vs. one-to-many communication

So far, we adopted Axelrod’s original model of the dissemination of culture as
closely as possible. While this makes our findings directly comparable to earlier
work, a possible downside of our approach is that some of Axelrod’s assumptions
may be problematic when applied to the context of online social networks. Our
earlier work (Keijzer et al., 2018), for instance, has shown that model dynamics
can change drastically when the model is tailored to the communication regime of
online social networks. While Axelrod used one-to-one communication between
agents, communication in online social networks is better described by a one-to-
many regime, because users of these systems tend to share messages with all of their
connections at the same time. We showed that communicating to many neighbors
at once generates more cultural polarization (Keijzer et al., 2018). We tested here
whether the strength-of-weak-bots e↵ect is a↵ected by changing the communication
regime from a one-to-one to a one-to-many world. To this end, we conducted a
second simulation experiment, where we compared the two communication regimes.
We kept bot connectedness constant at pC = 1/3 (48 of 144 agents), and varied bot
activity: pA = x/144 for x 2 {1,2,3,6,12,24,48,96}. All code used and more detailed
results are available in the supplementary material.

Figure 4.3 shows that we found very similar results for both communication
regimes, suggesting that our findings are robust to changes in the communication
regime. If anything, the e↵ect is even more pronounced under one-to-many
communication.

The e�ect of network clustering

So far, we conducted all analyses with networks that are characterized by high
network clustering. In these networks, agents tend to be connected to agents who
are also directly linked, representing the notion that “friends of friends tend to be
friends”. While empirical research showed that online social networks tend to be
highly clustered (Ugander et al., 2011), it is also known that network clustering
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Figure 4.3 Comparison of communication regimes in terms of bot e↵ectiveness. Lines show share of
agents who adopted the bot belief in the whole population (Panel A), amongst agents with a direct link
to the bot (Panel B), and amongst agents without a direct link to the bot (Panel C), averaged over 25
independent simulation runs per condition. Error bars depict the 95% confidence interval. Note that the
lower end of the y-axis is cut at .40 for visual clarity.

has a strong e↵ect on the di↵usion of traits in the network (e.g. Albert, Jeong, &
Barabási, 2000; Centola & Macy, 2007). When, as assumed in Axelrod’s model, agents
adopt a trait after having been exposed to it by a single source (so-called ‘simple
contagion’), network clustering hampers di↵usion, as in clustered networks many
ties are redundant for the di↵usion. That is, these ties create connections between
nodes that are not contributing to the di↵usion because other ties have established a
connection already. This suggests that network clustering makes it more di�cult for
bots to spread beliefs, ceteris paribus. However, the redundancies present in highly
clustered networks might also decrease the weakness of strong bots, since each of
them provides bots with an additional path to the neighbors of their neighbors. As a
consequence, the strength-of-weak-bots e↵ect may be weaker in clustered networks.

In order to test this conjecture, we conducted additional simulations,
experimentally manipulating the number of network ties that were randomly rewired.
That is, we generated the described ring networks and randomly rewired a share
of the ties. We rewired a share pR 2 {0, .01, .02, .04, .08, .16, .32, .64,1}. The lowest
rewiring probability (pR = 0) generates the same ring networks as studied above.
When the highest value (pR = 1) is implemented, all network ties of the ring network
are replaced by a link between two randomly picked agents. Bot connectedness was
set to pC = 1/3 and bot activity was either low (pA = 1/24) or high (pA = 1/3).

Figure 4.4 reveals two main findings. First, when more links had been rewired
(that is, clustering is decreased), more agents adopted the bot-belief. This replicates
the mentioned e↵ect that network clustering hampers the di↵usion of traits in
networks. Second, the black lines are consistently below the grey lines, which shows
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Figure 4.4 E↵ect of network clustering on bot e↵ectiveness measured as the share of agents who adopted
the bot belief in the whole population (Panel A), amongst agents with a direct link to the bot (Panel B),
and amongst agents without a direct link to the bot (Panel C), averaged over 25 independent simulation
runs per condition. Error bars depict the 95% confidence interval. Higher shares of rewired network ties
translate into weaker network clustering. Note that the lower end of the y-axis is cut at .40 for visual clarity

that increased bot activity makes bots less e↵ective in convincing direct and indirect
network contacts. This e↵ect is found for all studied network structures, independent
of their degree of clustering. Thus, the strength-of-weak-bots e↵ect is robust to
changes in network clustering.

Lattice networks

So far, we focused our analysis on a very simple network structure, a ring network.
While this network structure shares essential characteristics with real networks (in
particular, high clustering), it also has characteristics that may a↵ect the di↵usion
of beliefs in a network. On a ring network, in particular, a belief can di↵use only in
two directions on the network, clockwise and counter-clockwise. To test whether our
findings may depend on this aspect, we tested whether results change when a lattice
network is implemented. On a lattice network, agents are not arranged on a circle
and connected to the closest k neighbors. Instead, agents are arranged on a grid. As
a consequence, agents do not only have ties to the right and the left, but they have
connections in all directions. As a consequence, a belief can also spread into a higher
number of directions, which could amplify the di↵usion of false beliefs. It is unclear
whether this a↵ects the e↵ectiveness of bots.

To test whether our findings hinge on the assumption of ring networks, we
implemented the lattice-network structure that Axelrod also assumed in his seminal
paper (Axelrod, 1997). There were no boundary conditions. In addition, we varied the
size of agents’ neighborhood between the typical “Moore” neighborhood (where each
agent is connected to 8 of its nearest neighbors in a square), and the “Von Neumann”
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Figure 4.5 Replication of the strength-of-weak-bots e↵ect on lattice networks. Lines show share of agents
who adopted the bot belief in the whole population (Panel A), amongst agents with a direct link to the bot
(Panel B), and amongst agents without a direct link to the bot (Panel C), averaged over 25 independent
simulation runs per condition. Error bars depict the 95% confidence interval. Note that the lower end of
the y-axis is cut at .40 for visual clarity

neighborhood (where each agent links to 4 agents on the adjacent squares). We set
pC = 1/3, and pA = x/144 for x 2 {1,2,3,6,12,24,48,96}. The bots were implemented
in the same way as described above, being linked to a random share of one third of
the population.

Figure 4.5 shows for both lattice networks that bot activity decreased the bot’s
e↵ect on the whole population, its direct network neighbors, and all agents indirectly
connected to the bot. Thus, we found the same patterns as in the ring networks,
showing that these findings are robust. The e↵ect’s di↵erence between the two
neighborhood conditions turned out to be very small. Only in the condition with a
minimal bot activity, there is a consistent and significant di↵erence between the two
conditions. Future research is needed to explain this observation.

Directed networks

While many online social media platforms were originally designed as peer-to-peer
platforms with non-directed links between users, there are nowadays plenty of
platforms where users establish directed relationships. Most notably, on Twitter
and Instagram users form directed connections when they “follow” another account.
Such directed connections are often reciprocated, but in particular nodes with high
numbers of followers fail to reciprocate. The notion that link directionality could
impact the dynamics of beliefs in influence networks is not new (French, 1956), but it
is hard to anticipate whether the strength-of-weak-bots e↵ect is a↵ected by network
directionality. On the one hand, the social mechanism that makes weak bots strong
(weak bots’ friends remain su�ciently similar to their friends to spread the bot’s
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message) should not depend on whether links are directed or not. On the other hand,
directed links might weaken the e↵ect, all other things being equal. When a user
received a bot trait from an account she follows, she cannot communicate the trait
back to the account, which increases the chance that the person drops the trait at a
later point in time.

Comparing dynamics in directed and undirected networks is challenging, because
it is not possible to generate a directed and an undirected network without changing
other potentially critical characteristics of the network. One could, for instance, start
from a directed network and turn one undirected link into two directed ties. The
resulting network would be identical and dynamics would not change. Erasing one
of the directed links would imply a change in the network, but it would also alter
the degree distribution in the network. Likewise, keeping the link and rewiring it
would increase the number of incoming ties for one other node, also changing the
degree distribution. As a consequence, it is di�cult to attribute di↵erences between
bot e↵ects observed in directed and undirected networks to directionality, because
also other characteristics of the network have changed.

Thus, rather than comparing bot e↵ects in directed and undirected networks, we
tested whether it is possible to replicate our main findings in an undirected network.
To this end, we generated a series of spatial random graphs (L. H. Wong et al., 2006)
with 144 nodes, each with an outdegree of 12 (k = 12). This network generator
does allow modeling directed ties, whilst keeping network clustering and the degree
distribution comparable to the networks studied above. Spatial random graphs are
considered realistic representations of human social networks because they share
important characteristics such as a high level of clustering, low tie density, short
average geodesic distance, and a community structure. The networks we created
have an observed average reciprocity value of 81% and transitivity value of 61%.
We conducted a simulation experiment, studying four treatments with high and low
bot connectedness, as well as high and low bot activity (pC and pA 2 { 112 , 12 }) and
conducted 25 independent replications per treatment. Figure 4.6 reveals that the
strength-of-weak-bots e↵ects is also present in directed networks.

Unbalanced degree distributions

There is anecdotal evidence suggesting that so-called “influencers”, human users with
a high number of followers, can amplify the spreading of fake news-stories through
successive posting (Van Gool & Van de Ven, 2020). So far, however, our analyses
focused on networks where all human users have the same degree (number of network
ties). Therefore, we tested whether our findings also obtain in networks where degree
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Figure 4.6 Replication of the strength-of-weak-bots e↵ects on directed networks. Dots show share of
agents who adopted the bot belief in the whole population (grey dots), amongst agents with a direct link to
the bot (dots connected by dotted line), and amongst agents without a direct link to the bot (dots connected
by dashed line), averaged over 25 independent simulation runs per condition. Error bars depict the 95%
confidence interval. Note that the lower end of the y-axis is cut at .40 for visual clarity

varies and whether human influencers might interact with the strength-of-weak-bots
e↵ect.

To this end, we implemented the spatial random graphs used in the previous
section, but this time we assigned each agent an outdegree ki drawn from a Poisson
distribution with an average of 12. What is more, we devised a quasi-experimental
test for three competing scenarios. That is, we connected the bot to the proportion
pC of (i) those other agents who had the highest outdegree in the network (the
influencers), (ii) those other agents who had the lowest outdegree in the network,
or (iii) randomly picked agents. In this way, we tested whether influencers have the
potential to aid bots that fail to reach larger shares of human users. For each of the
three competing scenarios, we ran a simulation experiment with four conditions of
high and low bot connectedness and low bot activity (pC and pA 2 { 112 , 12 }). All twelve
distinct conditions were replicated 25 times.

Figure 4.7 confirms the pattern that we observed earlier. When the bot is connected
to a random subset of the population (Panels A of Figure 4.7), its activity and
connectivity rates are both negatively related to the proportion of the population
that adopted the bot’s unique trait. Using the other bot connection procedures does
not seem to disturb the strength-of-weak-bots e↵ect at high rates of connectivity.
There (see the upper panels of Figure 4.7), the e↵ect of bot activity is very similar to
the random matching procedure. Remarkably, the bot is as e↵ective at persuading
the population at large when it is linked to the least well connected half of the
population, as when it is linked to the best connected half of all agents. At lower
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Figure 4.7 Replication of the strength-of-weak-bots e↵ects on networks where nodes have di↵erent
numbers of network links. Dots show share of agents who adopted the bot belief in the whole population
(grey dots), amongst agents with a direct link to the bot (dots connected by dotted line), and amongst
agents without a direct link to the bot (dots connectee by dashed line), averaged over 25 independent
simulation runs per condition. Error bars depict the 95% confidence interval. Panel A shows scenario
where the bot is connected to a random set of agents. In Panel B, the bot is connected to influencers, agents
with many followers. In Panel C, the bot is connected to the agents with the smallest number of followers.
Note that the lower end of the y-axis is cut at .40 for visual clarity
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levels of connectivity, however, we do see an interesting qualitative di↵erence of
the e↵ect of bot activity. When the bot is connected to the agents with the highest
outdegree, it seems slightly more apt to persuade all others in the network than the
bots in the random matching situation. Nevertheless, the (small) negative e↵ect of
bot activity appears to remain. When the bot is connected to the one twelfth share
of agents with the lowest outdegree, the relationship between bot activity and bot
e↵ectiveness is flipped. A bot trying to influence a group of agents in the periphery
of the network, with only a small number of contacts, can still e↵ectively influence
the population at large. What is more, the di↵erence may be small, but the bot is
more e↵ective at persuading the larger population than when it would be connected
to the one twelfth share of agents with the highest outdegree. An explanation for
this surprising finding could be that agents with a low outdegree are likely to be
embedded in peripheral parts of the network with a high degree of local clustering.
The spatial random graph favors the creation of ties with agents that are close, to
achieve clustered graphs with a community structure. Those smaller subsets may
be excellent breeding grounds for ideological similarity because they o↵er more
opportunity for reinforcement than fragmented graphs.

�.� Summary and discussion
Social bots have been identified as a potential threat to public opinion formation
and democratic decision-making. Empirical research on bots has led to seemingly
inconsistent results, showing that, on the one hand, bots tend to have contact to a
small number of human users and that, on the other hand, the content that bots
spread can reach and influence large parts of online social networks. In this chapter,
we proposed a theoretical explanation reconciling these seemingly contradictory
findings, arguing that bots do not e↵ectively spread (false) beliefs despite but because
of their limited e↵ectiveness in convincing directly connected users. Bots with
direct influence on a small number of users and limited activity can exert a stronger
influence on the whole population, because their direct contacts are influenced slowly
and, therefore, keep communicating with their network neighbors. As a consequence,
a seemingly weak bot can exert indirect influence on a larger share of the population,
and its messages reach more users.

Using an agent-based model of social influence, we show that weakly connected
and moderately active bots are more e↵ective in spreading beliefs in the network at
large. In a series of simulation experiments, we observed that a higher share of agents
adopted beliefs communicated by a bot when the bot was exerting direct influence on
fewer agents and when the bot was emitting the belief infrequently. As expected, we
found that agents who were not directly connected to the bot adopted the bot’s belief
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with a smaller likelihood when the bot was more active. Unexpectedly, however, we
found that the bots’ direct network neighbors also adopted the belief with a lower
probability when the bot was more active. We argue that this unexpected finding also
results from the complexity of the social-influence dynamic. When the bot’s belief is
not adopted by the neighbors of a bot’s direct contact, then these neighbors will not
remind the direct neighbor of the belief when they drop it. We tested the sensitivity
of the strength-of-weak-bots e↵ect to changes in central model assumptions. It turned
out that the e↵ect is robust when one implements one-to-many rather than one-to-one
communication, when networks with di↵erent degrees of clustering are attacked
by the bot, when lattice rather than ring networks are studied, and when networks
contain unreciprocated ties. What is more, we modeled networks with variable degree
distributions and tested whether bots would be more successful if they linked to
the most influential nodes. Not only does the strength-of-weak-bots e↵ect prevail in
those situations, the bot turned out to be even less e↵ective than bots linked to niche
communities.

This study o↵ers twomain insights for policy makers and engineers of social media
platforms. First, the strength-of-weak-bots e↵ect suggests that sparsely connected
bots are not innocent and may even have a stronger e↵ect than well-connected
bots. Likewise, the seemingly powerful e↵ects of well-connected and active bots
and other social network users may be more limited than expected. To be able to
evaluate the potential impact of bots on public opinion formation and democratic
decision-making, it is important to quantify bots’ ability to reach also indirectly
connected users. Second, our findings echo a warning of potential overconfidence
in bot-detection e↵orts to date. While weak bots may be particularly e↵ective, their
detection is likely to be more di�cult as they emit fewer signals revealing that they
are automated (Assenmacher et al., 2020; Kollanyi, 2016).

The strength-of-weak-bots e↵ect has implications for future research. On the
one hand, the e↵ect turns out to be robust, having been replicated under various
conditions, and with both Axelrod’s dissemination-of-culture model and the bounded-
confidence model (Hegselmann & Krause, 2015). This strong robustness suggests that
the strength-of-weak-bots e↵ect is not an artifact generated by a specific model under
certain conditions, but may also be active in real online social media. On the other
hand, it is still a largely untested hypothesis. This study served as an illustration of a
theoretical mechanism in complex networks, and aimed to carefully assess its internal
validity by means of robustness testing. Yet, while it can explain findings of earlier
empirical research that appeared inconsistent from the perspective of other theories,
direct tests of the e↵ect are missing. The extent to which the strength-of-weak-bots
e↵ect is observable and of significant impact on the dissemination of (mis)information
in online social media platforms remains an open question.
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The strength-of-weak-bots e↵ect, in addition, suggests that existing empirical
research may have focused too much on bots’ direct contexts (Bail et al., 2019). While
we did observe the e↵ect also amongst bots direct contacts, the main strength of weak
bots unfolds in their ability to reach users who are not directly connected, an aspect
that deserves more empirical research.

In addition, empirical research is needed to test the unexpected model prediction
that even the bot’s direct network neighbors are eventually less a↵ected by the bot
when the bot is highly active. We argued that a possible explanation for this finding
is that the bot’s direct neighbors may happen to drop the bot-emitted belief and may
then not be reminded by their neighbors, because the belief never reached them. We
recommend studying the sharing of bot content amongst human users empirically to
test this explanation.

While this chapter is motivated by the debate about the e↵ectiveness of bots
emitting false information, Hegselmann and Krause pointed to equally intriguing
model implications for the dissemination of true beliefs (Hegselmann & Krause, 2015).
Assume that the bot in our model is not a malicious program spreading falsehoods,
but reality sending signals to agents seeking to identify the truth. These could be
scientists who conduct studies and receive signals about the truth (Balietti, Mäs, &
Helbing, 2015). “However, if the truth seekers are ‘too good’ and converge too fast in
the direction of the truth, they may leave behind them – and often far distant from
the truth – major fractions of their not truth-seeking fellow citizens.” (Balietti et
al., 2015, :505). This suggests that future empirical research should not focus only
on false information emitted by bots. According to the model, the counter-intuitive
e↵ects of communication activity and connectedness should be present also in the
context of other forms of information and human users.

Seemingly weak bots can be strong because of the intermediate role of the bot’s
direct contacts. The model generates this e↵ect without specific assumptions about
characteristics of bots, content, users, or the communication context (Pennycook &
Rand, 2020; Brady et al., 2017; Guess et al., 2019; Pennycook & Rand, 2019). From
a methodological perspective, this is very insightful, as it shows that the strength-
of-weak-bots e↵ect is an independent explanation. However, we do not argue that
these other aspects are not relevant in real online social networks. As a consequence,
when applied to real social networks, the empirical question emerges how strong the
strength-of-weak-bots e↵ect is relative to other factors. Empirical research answering
this question is urgently needed. Furthermore, while we have spent most e↵ort on
understanding the mechanism and testing its robustness, there is still a lot unknown
about the ways in which the strength-of-weak-bots e↵ect can amplify or weaken other
concurrent mechanisms. For example, a recent agent-based model that focused on
social bot e↵ects on the behavioral inclinations of agents to voice their opinions found
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that only a small number of bots is needed to create a spiral-of-silence that leads to
over-representation of a (niche) opinion in a discussion network (Ross et al., 2019).
Taking the opinion positions and willingness to express these opinions into account
at once, may amplify both the strength-of-weak-bots and spiral of silence e↵ects.

Since the aim of the present analysis was to demonstrate a theoretical mechanism,
we abstracted from many potentially important aspects. The straightforward
operationalization of bot agents fails to capture many of the clever strategic elements
for the use of bots in the manipulation of information and the manipulation of
information networks (as described in more detail, in Beskow & Carley, 2019). Bots
can be used strategically to amplify or collect information, can act as imposters of
opinion leaders, can strategically bridge and connect groups, or simply create chaos
in online debates (Beskow & Carley, 2019). Most importantly, bots can be used to
strategically counter the e↵ects of social-influence processes towards consensus. The
current version of our model did not assume any heterogeneity in strategic behavior
between human and bot-agents. The robustness of the strength-of-weak-bots e↵ects
to strategic choices of target, timing and topic are a fruitful way forward for the
social-influence perspective in social bot research. For the validity of the strength-
of-weak-bots e↵ect, it is important to reflect on how additional complexity in model
assumptions would a↵ect the mechanism of e↵ective persuasion through indirect
contact.

Additional to the formalization of bot strategies, there are other elements that
deserve validation through critical argumentation and alternative formalization. Bot
behavior, content characteristics, network structure, or interpersonal influence can,
of course, be formally captured in alternative ways. While we tested the robustness
of some of our assumptions already in this chapter, more work in this direction is
needed. Earlier extensions of Axelrod’s model demonstrated, for instance, that noise
(e.g. Klemm et al., 2003b), social (or ‘many-to-one’) influence (Flache & Macy, 2011a),
or ‘globalization’ through increased interaction range in larger networks (Greig, 2002)
have the potential to change model predictions. More modeling work testing whether
these aspects increase or decrease the strength-of-weak-bots e↵ect is needed. This
work will help develop testable hypotheses about the conditions under which bots
are weak or strong and which parts of a social network graph are most resistant to
bot attacks.
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Model alignment and code sharing are essential next steps to advance our understanding
of agent-based models, and build common ground within strands of literature. The
rich literature on social-influence models has brought forth valuable insights into the
dynamics of community belief formation and opinion exchange. Yet, the vast number of
slight variations in model assumptions and conceptualizations make it hard to readily
compare outcomes across models.

Here, we argue why and how a general simulation framework could help to achieve the
goal of harmonizing the agent-based modeling literature, and introduce one such example
of modeling software to inspire others. We present a framework for discrete-event social-
influence modeling in Python called defSim. This framework is designed with a focus on
modularity, extendability, scalability, and simplicity. As such, it is a multi-purpose tool,
well-suited for extensive simulation experiments, model comparison, replication, and
teaching. This chapter elaborates defSim’s principles, software architectural foundations,
and current functionality, and demonstrates how model comparison with defSim can be
achieved by studying di↵erent communication regimes in metric and nominal opinion
models. Specifically, we study the emergence of isolation and fragmentation in models
with one-to-many communication, a communication regime omnipresent in online social
media. Finally, we provide research directions that follow naturally from the creation of
this framework and call on our colleagues to exploit the possibilities of, criticize, comment
on, and contribute to the modeling framework.

https://github.com/defSim/defSim/
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�.� Introduction
Understanding opinion dynamics and the mechanisms behind opinion formation has
been a major challenge in a multitude of scientific domains such as political science,
sociology, psychology, network science, mathematics and computer science for many
years (for reviews, see e.g. Flache et al., 2017; Castellano, Fortunato, & Loreto, 2009;
Iyengar et al., 2019). In fear of increasingly polarized political climates within socially
segregated societies, the yearly number of publications related to opinion dynamics
has risen steeply in the past 25 years (see Figure 5.1). Studying opinions in social
systems is notoriously di�cult due to the interdependencies between individuals,
as well as their embeddedness in society at large where politicians, pundits and
collective events all factor into the observed opinion distributions (Macy & Willer,
2002). We may study individual reasoning, ponder argument-topic graphs or even
examine large-scale longitudinal survey data, but rarely do we fully grasp the causal
mechanisms that bring about polarization, ideological fragmentation or consensus
(Keijzer & Mäs, in press). Agent-based models (ABMs) are a tool well suited to
do exactly this. They allow the researcher to examine the internal validity of a
theoretical argument, when the proposed process is embedded in a system that
exhibits properties of a complex system (Edmonds et al., 2019). In other words, we
can use ABMs as a means to understand macro-outcomes that result from many
stochastic micro-level interactions constrained by and possibly interacting with a
meso-level interaction structure (Macy & Flache, 2009).

In this chapter, we introduce defSim—the discrete event framework for social-
influence models (Laukemper et al., 2019). defSim is a fully open source Python
package that allows researchers, teachers and students to e�ciently code and run
social-influence models. defSim is mainly a simulation framework, but also contains a
repository of pre-programmed, classic social-influence models. The software package
can be useful to anyone who wants to model collective dynamics of social-influence
processes on opinions, attitudes or beliefs and wishes to (1) sketch a quick idea in
a few lines of code, (2) scale-up their code to run quickly in parallel on their own
computer or a High-Performance Computing (HPC) cluster, (3) seek a simulation
tool with easy to read syntax to introduce others (e.g.,students) to simulation-based
research.

This simulation framework answers the call from a group of prominent modelers
who identified the theoretical integration of social-influence models as one of the two
main frontiers in opinion dynamics research (Flache et al., 2017). To create common
ground “[...] modelers need to identify the critical assumptions and predictions
of their models, and need to compare these assumptions as well as their formal
implementation to existing models.” (Flache et al., 2017, § 3.3). To advance our

https://github.com/defSim/defSim/
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Figure 5.1 Share of publications on opinion dynamics by year (1995-2019). Retrieved through a topic
search on “opinion dynamics” in the Web of Science database on May 4th, 2020, and normalized over the
total number of publications listed in Web of Science per year.

understanding of the interplay of theoretical mechanisms within di↵erent modeling
paradigms, it is critical to align models (Axtell et al., 1996). The software presented
here is designed with this goal in mind. We identified seven basic principles of
social-influence models and used modular programming techniques to reflect those
principles in the software design.

We demonstrate the framework’s capacity to compare models, by studying the
generalization of a mechanism relevant for models of opinion dynamics in online
social media. Online social media play a significant role in the exchange of ideas
and opinions nowadays, and some have warned for its ability to polarize and
segregate groups of di↵erent ideological basis (Pariser, 2011). Chapter 3 proposed
an explanation for increased isolation and fragmentation online that rests purely
on a di↵erence in how communication is structured. Online communication is
characterized by one-to-many communication—users sending messages (e.g.,posts,
stories or tweets) to all of their contacts at once. This seemingly small di↵erence
of communication regime, has profound impact on system dynamics. Yet, to the
best of our knowledge, communication regimes are understudied in the ABM
literature, where the overwhelming majority of discrete-event models use one-to-
one communication. Here, we study to what extent the mechanism from Chapter 3
generalizes, by comparing the e↵ects of one-to-many and one-to-one communication
across two prominent models of opinion dynamics: the (nominal) model for the
dissemination of culture (Axelrod, 1997) and the (metric) bounded confidence model
(Hegselmann & Krause, 2002; De↵uant et al., 2000).

The chapter is structured as follows. First, we elaborate on the need for a joint
simulation framework (in Section 5.2), and explain the principles, structure and
architecture of defSim (Section 5.3). Then, we demonstrate the desirability of a
general modeling framework through a comparison of one-to-many influence e↵ects



�.�. Background ���

in nominal and metric opinion models (Section 5.4). We conclude with a discussion
of the results and of our perspectives on advancing defSim—and social-influence
models in general—in the future (Section 5.5).

�.� Background

�.�.� Versatility vs. usability
When it comes to coding an ABM, finding the optimum between versatility and
usability of software applications is somewhat of a balancing act. As model code
becomes more complex, it becomes increasingly di�cult to understand what exactly
is going on in the code, and how all its moving parts are interacting. There are
excellent high-level programming languages or applications that make the creation of
complex models easy through simple graphical interfaces, like, for example, NetLogo
(Wilensky, 1999). Such software is very well suited for teaching purposes, but is
outperformed by lower level programming languages in terms of computing power,
ease of collaborating with others through, for example, distributed version control
software, and code sharing in general. On the other end are low-level programming
languages that may be very versatile, but require much more e↵ort from secondary
users to understand, check, and expand code. Likewise, the degree of specificity of a
coding language or software package for particular research problems or modeling
domains creates a similar trade-o↵. The smaller the domain, the easier it is to exploit
the benefits of using predefined software functionality tailored specifically for models
in that domain. Again, this usability for a particular application comes at the cost of
versatility of the software for other domains.

Modular programming o↵ers a flexible solution to the problem of finding the right
optimum between versatility and usability for a given project. Simulation models
can often be broken down into sequences of (repeating) events. Those events can
then be transformed into modules that make up the building blocks of a simulation
model. If the objects passed between the modules are the same regardless of the
realization of the module, then modules can be freely replaced to create unique
simulation models. Models that use pre-programmed modules are very easy to run
and understand, making them well suited for teaching about social-influence models
to people without much programming experience. However, projects that require
a novel implementation of one model or a complete reordering of the presumed
sequence can use the modules included in the modular package to keep their code
as simple as possible, and hence understandable for others. For the desired level of
flexibility, there is a matching level of modularity.
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�.�.� Model alignment
Whatever a researcher’s modeling purpose and modeling strategy may be, building
ABMs that o↵er reasonable representations of society while remaining informative
and intelligible is challenging (Edmonds et al., 2019). On the one hand, we want to
mimic the phenomenon of interest as best as we can; underlining that the studied
mechanisms are responsible for the state of the system we wish to explain. On the
other hand, complex models with many parameters and mechanisms are not easily
interpretable, and may run the risk of not rigorously establishing causality within
the proposed model.

A proper strategy for building a rich model of any social process, that does
remain comprehensible, is by extending and adding to already existing models.
Researchers may employ the TAPAS principle: to Take A Previous model and Add
Something (Frenken, 2006). This relieves the researcher of the burden to understand
all model elements, allowing to focus most e↵ort on the novel extension. Furthermore,
the baseline model should replicate the original finding, integrating replication
into the standard workflow of innovative research. Though it may not be the
most exposed part of scientific research, replication is fundamental to the model’s
internal validation and verification of model dynamics (Squazzoni, 2012). Rigorous
extensions of the literature are obtained by complete alignment of models (Axtell et
al., 1996). Axtell (pp. 124) convincingly puts forward that “[a]lignment is essential to
support two hallmarks of cumulative disciplinary research: critical experiment and
subsumption. If we cannot determine whether or not two models produce equivalent
results in equivalent conditions, we cannot reject one model in favor of another that
fits data better; nor are we able to say that one model is a special case of another
more general one—as we do when saying Einstein’s treatment of gravity subsumes
Newton’s.”

The social-influence literature has embarked on this journey. Basic social-influence
models have been developed by some, and others have extended those models with
a variety of di↵erent concepts. Yet, to satisfy Axtell’s criterion of alignment, an
extension should not merely be loosely based on a foundational model. Rather,
all elements that are not essential to the extension should match the foundational
model exactly. Here lies a major challenge for the agent-based modeling community in
general, and the opinion dynamics modelers in particular. Currently, few publications
make their code publicly available. A 2017 review of 2367 articles indexed in
Web of Science, retrieved with the search term “agent-based model*”, showed that
only 10% of these publications had made their code publicly available (Janssen,
2017). Generally, publications that do not provide the source code will include
a representation of the model in another form, for example as a text description,
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formal description, or pseudo-code. However, translating such a conceptual model
into a concrete implemented model is not as straightforward as it may seem (Rand
& Wilensky, 2006). In the absence of source code, the researcher who wishes to
replicate an established model may run into problems when small errors creep into
the code (see e.g., Van de Rijt et al., 2009, who discovered an error in a highly visible
publication) or when the informal description of what the model should do does not
match the formal implementation (see e.g.,the failed replication and discussion of
another highly visible publication by Will & Hegselmann, 2008; Will, 2009). Even
when the researcher is not explicitly mistaken “[c]omputer programs may imply
assumptions we did not want to implement [...]. Rigourous replication can detect
such problems and furthermore uncover the assumptions that lead to published
results.” (Will, 2009).

Adopting a shared framework for simulation as a community can help prevent,
detect, and clarify such episodes. Communicating model assumptions, code sharing,
and avoiding small mistakes is much easier if one can refer to a piece of software
freely available online. Versioning and issue discussions, furthermore, help to identify
and debate critical choices in the design process and their motivations.

�.� A social-influence modeling framework for
Python

defSim is a Python-based software package that presents the user with a discrete event
framework for social-influence models. In this section we lay out the most important
principles on which defSim is built (from Paragraph 5.3.1 onwards), address the
core of the software architecture design choices (from Paragraph 5.3.2), and provide
concise descriptions of the package contents, starting at Paragraph 5.3.3.

�.�.� Principles
defSim accommodates agent-based modeling of social influence and is intended to
be as flexible as possible in that domain. To make the wide array of implemented
assumptions mutually compatible, we have to follow a few basic principles that all
social-influence models implemented in defSim v0.1 should adhere to. It is very
well possible that future versions of defSim will be able to extend these principles,
increasing defSim’s versatility. Furthermore, the modular use of defSim allows the
user to exchange and extend the current principles on their own account as well.

Models are agent-based. Agents (or nodes) are the acting units in the models.
We typically think of agents as humans, but this does not have to be true. ABMs have
been employed in many di↵erent fields, from biology to computer science, and from
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sociology to mathematics. Although defSim is tailored to social-influence models on
beliefs and attitudes, many of its principles and insights will apply in other fields too.

Agents have features. Agents possess F features that may be subject to influence,
govern receptiveness to influence, or both. These features can be continuous or
categorical. Continuous features represent the metric view on opinions oiF 2 [0,1]
(as used in e.g., De↵uant et al., 2000; Hegselmann & Krause, 2002; Lorenz, 2007).
Categorical features may represent attitudes or general non-ordinal features with Q
traits: oiF 2 {0,1, ...,Q�1} (as used in e.g., Axelrod, 1997). By convention, automatically
generated features are labeled f 01, f 02, and so forth.

Agents live on a physical network. Agents are connected to each other through
some pre-defined network. Agents are only able to interact when they are connected
through a link (or edge). The shape of the network can be randomly generated
based on some network generation principle (e.g.,one of the functions available in
NetworkX), user defined through provision of an edgelist, or trivial by defining a
complete graph. Furthermore, the network does not have to be static, but may change
over time.

Agents live on an attribute distance network. Most influence functions will
take the attribute distance between agents into account. attribute distance is a
function of the overlap of a set of features between two agents who share a link
in the physical network. Their attribute distance is thus a feature of the links in
the physical network (denoted ‘dist’ in defSim). The implication of modeling their
attribute distances this way, is that a attribute distance network emerges on top of the
physical opportunity network. When both networks are utilized, this mimics the real
world phenomenon that people might meet many others, but only a subset of these
others are considered influential for shaping an individual’s beliefs and attitudes.

Time is divided into discrete events. In each simulation run, there is an
initialization phase and a simulation phase. In the simulation phase, communication
occurs between agents as a series of communication events between (a) focal agent(s)
and (a) receiving agent(s). The focal and receiving agents are typically chosen at
random.

Communication is structured by a regime. The communication regime governs
who is influencing whom at each time step. Most discrete time stochastic influence
models have assumed one-to-one communication for its simplicity, but this is not a
trivial assumption. Over the years, models have been developed that use many-to-one
(Flache & Macy, 2011a) or one-to-many influence (Keijzer et al., 2018). Note that even
though the agents involved in the exchange are labeled ‘focal’ and ‘receiving’, this
does not mean that influence is necessarily uni-lateral because influence functions
can include mutual influence.
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Agents exert influence on each other. When agents are selected to interact at
a time step, they exert influence on each other. The sending agent(s) will attempt
to change a feature of the receiving agent(s). Typically, the success and/or strength
of influence are determined by the attribute distance between agents, but this is
ultimately up to the influence function picked or programmed by the user.

�.�.� Software architecture
The framework is created in a way that combines multiple exchangeable components.
Therefore, interfaces that prescribe input, output and behavior of each component
need to be defined. Each component can then have multiple realizations that all
implement the same interface. To achieve this we employ an interdependency design
known as the factory method pattern (Gamma et al., 1995). This pattern helps in
situations where a client (i.e. a method or class) expects a concrete implementation
of an interface, but which implementation is used is variable. The factory method
is implemented and made responsible for instantiating the implementations of the
interface. The client can then request a specific instantiation from the factory method
with the help of an identifier that determines which implementation is chosen. The
factory method returns the concrete implementation according to the value of the
identifier to the client, who can then use that object just like any other object. In
defSim, the interfaces of the objects are defined via Python’s abstract base classes
(ABCs).

This pattern decouples the use of an object from its definition and creation. The
client does not care how the object is created, and does not need to change if the object
changes, as long as the object still satisfies the interface. If another implementation of
the interface is developed, that implementation only needs to be added to the factory
method. This simplifies maintenance of the code base.

Furthermore, we chose to create modules that are concerned with only a small,
specialized part of the simulation run, following the interface-segregation principle
(ISP) (Martin, 2003). This principle prescribes keeping interfaces as small as possible,
creating so called role interfaces that just define one method. This avoids situations
in which the change of one part of an interface forces each of its clients to change as
well, even though they might not even be addressed by that change.

�.�.� Modules
The package consists of a set of modules that together make up a simulation run.
The modules are categorized by their role in the simulation run, e.g.,initializing the
run, simulating model behavior, or computing/transforming the graph. Between
the modules, we pass the network in which the agents live and all their feature
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and attribute distance information contained in a NetworkX graph object (Hagberg,
Schult, & Swart, 2008). Minimizing the information that is passed between modules
makes it easier to maintain compatibility of di↵erent modules.

Here, we describe the role of the di↵erent modules, and refer to the realizations
available in defSim v0.1. For a more in-depth description of the di↵erent realizations
of the modules, see the software documentation.1

network init The task of the network init component is to create the NetworkX
graph object around which the rest of the simulation revolves. It contains two
main functions for producing the network: generate network and read network.
generate network can generate three commonly used graphs (ring, spatial random
graph, and square lattice), but will also accept the name of any of the 130 graph
generators in the NetworkX graph generator library. The function read network will
produce a network from a user-defined adjacency matrix or edgelist.

agents init The agents init component is responsible for initializing agent
attributes. Currently, there are methods implemented that initialize F number
of continuous agent features (all oiF 2 [0,1]) or F number of categorical features,
all with Q number of traits. For continuous features, methods are available to
generate correlations between multiple features and to create similarity to network
neighbors based on one feature. The module contains the ABC AttributesInitializer.
Implementations of the AttributesInitializer could be used to set all kinds of mutable
attributes (e.g.,opinions, attitudes) and immutable attributes (e.g.,demographic
information). Combinations of categorical and continuous attributes are possible, but
require an appropriate dissimilarity calculator.2

network evolution sim The network evolution component contains Network-
Modifiers which can be used to alter the structure of the physical network (e.g.,by
adding or removing ties between agents). The network modifiers are applied after
agent initialization and can thus use agent attributes as criteria for network changes.
Currently, the network evolution sim component contains the NetworkModifier ABC
and the MaslovSneppenModifier which applies Maslov-Sneppen rewiring (Maslov &
Sneppen, 2002).

focal agent sim The focal agent sim component is the first component involved
in the simulation process, and its only responsibility is to pick the focal agent.
Currently, only random selection is implemented, where any one of the agents
is selected with a uniform probability. The select agent method from the ABC
FocalAgentSelector takes the NetworkX graph and a list containing the (sub)set
of agent labels from which you want to sample, and returns the index of the chosen
agent. Depending on the communication regime, the selected agent can either be

1Available at defsim.github.io/defSim
2In the current version there is no DissimilarityCalculator that supports a mixture of both types.

https://networkx.github.io/documentation/stable/reference/generators.html
https://defSim.github.io/defSim/
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the source (under one-to-one and one-to-many) or target (under many-to-one) of
influence.

neighbor selector sim This component is responsible for choosing the
communication partner(s) of the focal agent. Most notably, homophily—a tendency
to more likely interact with similar others—has a central role in many social-influence
models (Carley, 1991; Hegselmann & Krause, 2002). In the current version it
is possible to either select the neighbor(s) randomly or based on their proximity
in social distance based on a homophily threshold.3 The ABC NeighborSelector
defines the select neighbors method that receives the index of the focal agent and
the communication regime under which the agents operate, and returns the indices
of the selected agents in a list.

influence sim The influence component is responsible for exerting influence
between the set of agents chosen for interaction by changing their opinion or belief
profile according to some updating rule. It certainly has the most important task
in the process and the most extensive interface. Currently, there are four di↵erent
influence functions contained in the component: bounded confidence (following
e.g. De↵uant et al., 2000), similarity adoption (following Axelrod, 1997), weighted
linear influence (inspired by e.g. Jager & Amblard, 2005; Mäs et al., 2014), and
persuasion (following the implicit argument exchange implementation by Feliciani
et al., 2020). The module contains the InfluenceOperator as an abstract base class
which defines the spread influencemethod. This method receives the indices of the
focal agent and selected neighbor(s), a list of mutable attributes, the communication
regime, a dissimilarity calculator that will be used to update changed distances, and
a key-worded argument (kwargs) dictionary for potential parameters of the concrete
influence function.

dissimiliarity component The dissimilarity component is concerned with
calculating the overlap between agents and storing their dissimilarity in the edge
attribute ‘dist’. defSim version 0.1 includes Hamming distance (commonly used for
categorical attributes), normalized Manhattan distance, and normalized Euclidean
distance (used for continuous attributes). The method select calculator creates an
instance of one of the calculators, that can then be used to calculate dissimilarity
between agents during initialization and updating altered distances during the
simulation. The ABC DissimilarityCalculator defines two methods: one for calculating
the dissimilarity networkwide (i.e. between all pairs of agents), and one for calculating
the dissimilarity between two agents. Calculating the dissimilarity is computationally
expensive, so its use should be reduced wherever possible.

3Note that homophily can also be implemented in the influence sim component. Where one implements
homophily is not trivial, but ultimately depends on the conceptualization of homophily that the user
pursues.
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tools The tools component includes all modules that support the simulation in
some way. The NetworkDistanceUpdater contains the function update dissimilarity
which receives a list of nodes and a dissimilarity calculator, and then uses that
calculator to recalculate the dissimilarity between the agents in the list and all of their
neighbors. This function is usually called by the InfluenceOperator after the feature
vectors of one or multiple agents changed.4 Furthermore, the module contains
the check dissimilarity function which can be deployed to check if the simulation
reached an equilibrium. This function is called by the Simulation class to check for
convergence. The module CreateOutputTable handles the generation of output for the
user. In principle, it measures and returns the output at the end of the simulation
run, but the user is allowed to record anything at every (or any) iteration as well. The
method create output table takes a list of realizations of output measures included in
defSim and/or user-written instances of the ABC. Each output is generated at the end
of every simulation run. If simulations run as part of an experiment, the output from
the individual simulations is combined into a single output table when the experiment
has completed. The module ClusterExecutionScript is called by the Experiment class
when the user wishes to run a large simulation on a high-performance computing
cluster which uses the SLURM resource management system (Yoo, Jette, & Grondona,
2003). This module generates scripts which can be used to distribute simulation runs
across available nodes and cores. Use of such a computing cluster can significantly
reduce the time required for large-scale simulation studies. Finally, the module
ConvergenceChecks implements several convergence checks along with the ABC from
which these are derived. The convergence checks are called at an adjustable interval
during the simulation run to determine whether the simulation has converged.

�.�.� Simulation and Experiment classes
defSim is a package that consists of multiple separate modules, which makes the
package highly flexible and adaptive. Most users, however, will at some point use
the functions from one of two classes that handle calling all the modules for you:
the Experiment and Simulation classes. With these classes, defSim users can run a
complex social-influence simulation using only two lines of code:

1 my_simulation = defSim.Simulation()
2 my_results = my_simulation.run()

These lines create (line 1) and execute (line 2) a Simulation object, using all of
its default values. Unaltered, they generate one run of the experiment from Axelrod
(1997) with 49 agents on a lattice network who each have five beliefs with three

4This way, we minimize calling this computationally expensive method, by calling it only when updates
are actually required instead of after each interaction.
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possible traits for each feature. An experiment object—a set of simulation runs
replicated a desired number of times—can be called in the same way, changing the
call to the Simulation class to the Experiment class.

The Simulation class calls all modules at the right time, checks convergence, and
returns the output once the convergence criterion is satisfied. A visual representation
of what a simulation run looks like is given in Figure 5.2. All arguments that the user
wishes to pass to the modules are given as keyword arguments or dictionaries. For
transparency, we added the function return values that returns the settings (default
and user-given) of the Simulation object.

The Experiment functions as a wrapper around the Simulation class. It takes the
same arguments, but the user can supply lists of values that will be combined to form
the fully crossed set of unique conditions. Alternatively, the Experiment function
will also accept a batch of simulation run objects for more complex co-variation
of parameters. In addition to specifying the conditions, the user also supplies a
value for the number of repetitions. Each unique condition is then run the desired
number of times. Furthermore, the method run from this class contains the option
to automatically distribute the runs over multiple processing cores, considerably
lowering the execution time.

�.�.� User-written extensions
defSim’s architecture was specifically designed for the user to go beyond the package’s
default settings. Though the package might be interesting for hands-on teaching
about social-influence models, most users will at some point like to model their own
deviation from the literature. There are two ways to do this: by writing realizations of
defSim’s ABCs, or by using defSim’s modules independently throughout your code.

Writing realizations of the abstract base classes is fairly straightforward. The
ABC prescribes what it needs as input and output within that component, and by
inheriting from the ABC, Python recognizes your own module as an integral part
of the software. The user is then able to pass their realization to the Simulation
or Experiment function directly. Furthermore, by publishing your realization, you
contribute to the body of replicable, open source social-influence models, and create
easy access to - and attention for your work. Simple tutorials of how to write your
own realization of an ABC are available on the defSim Github wiki.5 defSim also
comes with a test suite. Any new addition should ideally also add to this test suite, to
check its expected behavior and compatibility with existing modules.

The second way is by using defSim components independently throughout your
code. This method is suitable for experienced Python and NetworkX users. Using

5The developers wiki can be found at https://github.com/defSim/defSim/wiki

https://github.com/defSim/defSim/wiki
https://github.com/defSim/defSim/wiki
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Figure 5.2 defSim modules involved in the flow of a simulation run
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components of defSim this way simplifies your code and could be useful when quickly
sketching a novel idea.

�.� defSim in action: One-to-many communication in
discrete event social-influence models

To illustrate the usefulness of a general simulation framework for social-influence
models, we replicate the findings from Chapter 3 and test their generalizability
through a comparison of two fundamentally di↵erent opinion models. The
mechanism relates to an assumption that the overwhelming majority of discrete
event social-influence models make: communication between agents happens on a
one-to-one basis. The implications of this assumption, as argued in Chapter 3, are
more impactful than the modeling tradition had (implicitly) assumed as the choice of
communication regime can play a pivotal role in the emergence of fragmentation and
isolation. We discuss the roots of this assumption and translate the model—originally
implemented aligned with Axelrod’s model for the dissemination of culture (1997)
that operationalizes opinions as categorical features—to the family of models that
use continuous opinions: the bounded confidence model (De↵uant et al., 2000;
Hegselmann & Krause, 2002). A discussion and analysis of the similarities between
the two conceptualizations of belief systems contributes to much needed knowledge
about the conditions under which mechanism within the two systems generalize
(Flache et al., 2017).

�.�.� Communication regimes in social-influence models
Modelers of social-influence processes have to make important choices about when
communication happens between which agents precisely. We label the di↵erent
variations communication regimes. Traditionally, social-influence models have used
simultaneous updating (e.g. French, 1956; Friedkin & Johnsen, 2011; Hegselmann
& Krause, 2002). In models with simultaneous updating, the agents update their
opinion in response to all available information in their network at once.

In an attempt to explicitly model the interaction events in which influence occurs,
discrete event social-influence models appeared that use sequential updates between
sets of agents (Axelrod, 1997; De↵uant et al., 2000). Modeling communication events
that happen by chance e↵ectively adds stochasticity to the model, making them less
easily tractable, but—arguably—more realistic. Creating meaningful agent-based
models is a balancing act between simplicity and accuracy. To create a more accurate
representation of social-influence dynamics, models with sequential updating open
the door to event-based mechanisms and explanations.
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Naturally, agent-based models that exploit the simplest operationalization of the
units involved in influence events focused on modeling interactions on the dyad. The
logic is straightforward: at each point in time, two agents meet and exchange opinions.
The significance of this largely undisputed assumption is not obvious at first. After
all, it seems reasonable to reduce even the largest group interaction to a series of
one-to-one communication events. Rigorous analysis of an alternative to one-to-one
communication, however, showed that the interpersonal influence assumption has
profound implications for model dynamics. Diversity equilibria in Axelrod’s model
are prone to collapse rather quickly when even the smallest amount of perturbation
noise—idiosyncratic switching of beliefs—or interaction noise—incidental partner
choice errors—is added. Communication regime appears to be the root to the fragility
of diversity states in Axelrod’s nominal model (Flache & Macy, 2011a). Flache and
Macy (2011a) show that by switching from interpersonal to social influence, Axelrod’s
core mechanism of ‘global diversity through local convergence’ becomes considerably
more robust to both kinds of noise, as well as to scaling e↵ects. The model can
be seen as the ABM interpretation of models with simultaneous updating, because
those models already (implicitly) assumed that an individual’s opinion is a↵ected by
all available information in that individual’s local network (French, 1956; Harary,
1959; Abelson, 1964). Influence in Axelrod’s model, according to Flache and Macy,
could be modeled socially as a preference to adopt the modal trait on a given feature
in the subset of ‘influential neighbors’ for any individual. At each timestep in the
model, a many-to-one interaction occurs where all agents connected to the receiving
agent are assigned to the set of influential neighbors with a probability equal to the
share of common traits on all features between the agents. Essentially, this maps the
procedure of Axelrod’s homophily-based influence onto the desired social influence
condition.

�.�.� Interaction in online social media: the one-to-many
regime

Chapter 3 highlighted the critical role of interaction regimes as a seemingly innocent
micro-level assumption for macro-level phenomena in the context of online social
media. The point of departure for this model is the observation that communication
in online social media is naturally structured in a way much di↵erent from the
interpersonal communication typical for o✏ine settings. Online, messages are spread
to many people at once, through posting on a public profile as status updates or
tweets, or by talking to followers of a certain topic, for example, through hashtags or
community postings. Surely, if we want to apply the models from the social-influence
tradition to understand the di↵erences between online and o✏ine communication,
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analyzing the micro-assumption of interpersonal influence will be a good place to
start.

Chapter 3 investigated how one-to-many communication a↵ects social-influence
dynamics of cultural di↵usion in Axelrod’s seminal model (1997). At each point in
time, an agent is chosen to send a message reflecting its opinion position or belief to all
the agents in their local network. Those agents adopt the message with a probability
equal to their similarity. One might think that all this e↵ectively does is speed up
the model convergence. The one-to-many interaction event, in fact, is merely a series
of one-to-one interactions from the same sender. However, the circumstance that
the sender of the message emits to an entire section of the network at once creates
an externality for those agents who happen to not accept the message: they are at
higher risk to become an outlier in their network than in the case of one-to-one
communication. In turn, these outliers more quickly lose the similarity necessary
for communication to their direct contacts and isolate more easily. Castellano et
al. already observed that interaction in Axelrod’s model can result in increasing
dissimilarity, and that “[...] when the number of neighbors is larger than 2, each
interaction can, somewhat paradoxically, result in an increase of the general level of
disorder in the system.” (2009, 614). One-to-many interaction speeds up this process
locally, contributing to the emergence of stable diversity globally.

For small networks, Chapter 3 provided a mathematical proof of increased
likelihood of cultural isolation for some agents under one-to-many communication,
using Markov chain analysis. For larger networks, this method is not feasible, but
agent-based simulation showed that the communication regime’s tendency to produce
isolation, and considerably less convergence to a single cultural profile overall, persist.

The core argument presented in Chapter 3 is more general than the model which
was eventually implemented. It can be broken down into a few simple propositions:

1. Online social networks are characterized by one-to-many communication,
whereas o✏ine interaction is characterized by one-to-one communication

2. The extent to which an individual is influenced by a communicated message
depends on their similarity to the sender

3. By reaching many individuals at once, one-to-many communication makes
influenced individuals more similar to each other while simultaneously
increasing their dissimilarity to others who are not influenced

The general argument makes no reference to specific network structures or types
of attributes to which the argument applies. Chapter 3 explored several variants of
the model, both to investigate substantive questions and to assess the robustness of
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their results. Fundamentally, however, these extensions remain within the framework
of Axelrod’s model of cultural dissemination.

�.�.� Models
Nominal model

Chapter 3 studied the emergence of consensus, clustering and isolation under one-
to-many communication by building on Axelrod’s seminal model for the di↵usion
of culture (1997). The similarity-adoption (SA) model with nominal opinions was
precisely aligned, to ensure that its results are directly comparable to Axelrod’s initial
model, as well as to all later contributions that have built upon it.6

In the initialization stage, N agents are generated and put on an L⇥L grid where
each agent is connected to its eight nearest neighbors (i.e. Moore neighborhood).
Agents on the edges or corners of the grid are connected to the agents on the opposing
side of the grid, creating a torus-like network structure. This final step makes sure
that every agent has the same number of contacts, and, more importantly, that no
agent has di↵erent structural network positions in, for example, terms of centrality or
path length to other agents. Each agent is initialized with a cultural profile C, a vector
of length F features with Q possible traits. These features represent topics for beliefs
for which the held trait is an expression of a specific belief. In the original publication,
the cultural profile C is interpreted as a set of beliefs or tastes. For example, C could
consist of F topics like favorite book, music preference or fashion style, for which
each agent holds one of Q tastes. Culture, according to Axelrod, has to be interpreted
broadly here, as C could represent “[...] things over which people influence each
other [...]” (Axelrod, 1997, 204). In the opinion dynamics literature, the vector is
considered to represent a set of (political) beliefs like whether or not a social issue f
demands governmental action or which qf out of Q policies would be most e↵ective.

In the simulation stage, a series of discrete steps is executed until the whole system
is in equilibrium. At each timestep t, an agent is picked at random, to act as the
agent who will try to influence its neighbor(s). Under Axelrod’s rules, an interaction

6The model deviated in three ways, and all deviations were checked for whether they meaningfully
impacted the model dynamics. First, Moore instead of Von Neumann neighborhoods were used, because
Von Neumann neighborhoods are not transitive. Second, the originally used square lattice was replaced
with a lattice that has no agents on the sides and corners of the lattice with fewer neighbors. All agents
residing on the sides of the network are linked to the agents on the other side, creating a torus-like
network. This change avoids irregularities that result from the fact that agents on the boundaries have
fewer neighbors than other agents, and thus improves the parsimony of the model. Thirdly, in the original
model, the agent who will be the receiving party in the interpersonal influence event is picked first,
whereafter one of its neighbors is picked to exert influence. Keijzer et al. reverse this chain of events and
pick the sending agent first. In networks where all agents have the same degree, both implementations are
equal. In networks with uneven degree distributions, however, the procedure of picking the sending agent
first ensures that every agent is picked to send a message with the same probability.
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partner j is picked from the set of neighbors of i and a feature F is elected for possible
influence on which i and j hold di↵erent traits. Then, with a probability equal to
their proportional similarity, j adopts the trait qif . This implements the homophily
principle, the principle that more similar agents are more likely to interact (Carley,
1991; McPherson et al., 2001). One-to-many influence works in precisely the same
way, except now all neighbors of the sending agent i are immediately selected for
interaction and adopt the trait qif with a probability equal to their proportional
cultural overlap with i. The formalization of this procedure is described in Table 3.1
in Chapter 3.

From nominal to metric models

As discussed Section 5.3.1, the opinions of agents in social-influence models are
typically modeled as a set of either nominal (i.e. categorial or qualitative) ormetric (i.e.
continuous or quantitative) features. Conceptually, there is no strong reason to favor
one operationalization over the other to represent opinions. In the social-influence
literature, opinions are viewed as an umbrella term that covers any kind of belief,
attitude, view, conviction or judgement held by an individual (Flache et al., 2017). A
nominal opinion could, for example, represent which of a series of policy alternatives
an individual finds most fitting, or which of musical style they prefer to listen to.
The metric opinion, on the other hand, could denote the degree to which one thinks
a specific policy measure is suitable, or to what extent someone likes jazz. Some
have also argued that nominal opinions are merely simplifications of the underlying
continuous scale (Nowak, Szamrej, & Latané, 1990).

Direct comparisons of nominal and metric models for opinion dynamics are
scarce (though some valuable contributions do exist De Sanctis & Galla, 2009; Flache,
2018b; Flache et al., 2006), and with good reason. Direct comparisons are not
so straightforward as one might think. A strictly aligned and direct comparison
to Axelrod’s model with metric features in connected graphs knows only one
equilibrium: consensus. When randomly distributing agents on some opinion
dimension, it is extremely unlikely that even the most dissimilar agents will have
non-zero overlap; therefore they will ultimately converge in their opinions, however
long it may take. To create disorder in the system, one has to introduce (a fair amount
of) noise (De Sanctis & Galla, 2009) or a similarity threshold (Flache, 2018b; Flache et
al., 2006), much like the bounded confidence model for discrete event social-influence
models (De↵uant et al., 2000).
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Metric model

Here, we aspire to compare the e↵ects of one-to-many interaction that were derived in
the Axelrod framework to e↵ects in an otherwise comparable model using continuous
opinion spaces. We start with a seminal model for continuous opinions: the bounded
confidence (BC) model (De↵uant et al., 2000; Hegselmann & Krause, 2002). We try
to stick as closely to the initialization and simulation procedures in the SA model
explained above. The implementation of BC deviates from Axelrod’s model in three
ways: the opinion profile possessed by the agents, the operationalization of the
homophily principle, and the e↵ect of successful interaction.

In the BC model, the cultural profile C that agents possess is replaced with an
opinion vector C that contains F opinions o, each with a value oif 2 [0,1]. The starting
values are drawn from a continuous uniform distribution.

The homophily principle is a core assumption in both SA and BC models, but
operationalized somewhat di↵erently. With BC, rather than letting the success of
the interaction depend on the similarity between the agents, we define a threshold, a
minimum degree of similarity, for interaction. By convention, the confidence bound
✏ is defined as the maximal allowed dissimilarity and is, thus, the inversion of the
interaction probability from the categorical model pij = 1 � ✏. The dissimilarity
on which the confidence bound operates is—much like in SA—a function of agent
similarity on all features, such that

dij =
1
F

FX

f =1

|oif � ojf | (5.1)

When agents are paired for interaction, a sending agent j influences a receiver
i. With SA, successful influence leads to adoption of the given trait by i. BC adds
the option of smoothing the adoption with an influence weight. The convergence
rate µ 2 [0,1] sets the proportion of the distance that the receiving agent will move
towards the opinion of sending agent i, such that

o,if =

8>><>>:
oif +µ(oif � ojf ), if dij  ✏

oif , if dij > ✏
(5.2)

Conceptually, there are two obvious ways in which SA with F = 3 and Q = 2 can be
operationalized in the metric model. One could argue that the number of dimensions
should stay the same, and the convergence rate should be set to 1, matching the
complete adoption like in SA. This operationalization would match the categorical
model closely, but at the expense of granularity in the starting values. The continuity
of the opinion scale is more or less ignored by the influence function, because any
successful interaction results in one of the two agents abandoning their position.
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With pure assimilation, the number of unique opinion positions on the continuum
will strictly decrease over time.

A second scenario worth investigating is the unidimensional opinion case, well
understood in the BC tradition. Considering the impact of successful communication
on the agent-similarity matrix, we can observe that in the nominal model with
F = 3, every successful interaction increases the similarity with 1/3 of the total
potential distance. The equivalent in the BC world with F = 1 would be to set the
convergence rate parameter µ to 1/3. The downside to this operationalization is that
the convergence rate in the BC model is not proportional to the total possible distance
between agents, but, rather, proportional to the existing dissimilarity between two
given agents. Where successful interaction between two agents with a dissimilarity
score of 1/3 in SA would result in completely similar agents, the BC model results in
a dissimilarity between the agents of 2/9.

Finally, we need to define a confidence bound for both scenarios. In the SA model,
there is no explicit confidence bound. However, implicitly, this confidence bound
exists at (F � 1)/F. Beyond this point, agents share less than one trait on a feature,
so pij drops to zero. A confidence bound of 2/3 is, however, not a viable option as
the tendency towards monoculture overpowers any other dynamic, and di↵erences
that may exist between conditions do not manifest in equilibrium. We define the
confidence bound in both BC models to be half the value of the implicit confidence
bound in SA, setting it to 1/3.

Software implementation

Replicating the experiment from Chapter 3, and translating its main findings to
categorical opinion spaces, can be done using the default functionalities of defSim.
The code to create and run the bounded confidence experiment with F = 3 is
presented in Algorithm 5.1. The code to replicate the analysis from Chapter 3,
and the replication in the metric opinion space with F = 1 are available in a dedicated
repository.7

�.�.� Analysis
For each condition we ran 1,000 independent realizations of the simulation model
and stopped when they reached an equilibrium. The SA model was considered to
be in equilibrium when all agents that share a connection have either completely
identical or completely dissimilar cultural profiles. When the entire model is in
that state, no further interactions are possible. The BC model is in equilibrium
when all connections link agents with approximately equal opinions (a threshold

7The repository can be found at github.com/marijnkeijzer/o2mNominalMetric

https://github.com/marijnkeijzer/o2mNominalMetric
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Algorithm 5.1 Code for the bounded confidence model with F = 3. All parameters that are called in the
execution of the experiment are specified, even when they are not required by the Experiment function as
they have functional default values.

1 experiment_bc_3f = ds.Experiment(
2 seed = 314,
3 influence_function = "bounded_confidence",
4 attributes_initializer = "random_continuous",
5 attribute_parameters = {"num_features": 3},
6 dissimilarity_measure = "manhattan",
7 topology = "grid",
8 network_parameters={
9 "num_agents": [4, 9, 16, 25, 36, 49, 64, 81, 100],
10 "neighborhood": "moore"
11 },
12 influence_parameters={
13 "confidence_level": 1/3,
14 "convergence_rate": 1
15 },
16 communication_regime = ["one-to-one", "one-to-many"],
17 max_iterations = 100000,
18 stop_condition = "strict_convergence",
19 stop_condition_parameters = {
20 "convergence_dissimilarity_maximum": 1/3,
21 "convergence_dissimilarity_minimum": 0.01,
22 "cluster_dissimilarity_threshold": 1/3
23 },
24 output_realizations = ["Basic", "Isolates"],
25 repetitions = 1000
26 )
27 results = experiment_bc_3f.run()

for maximally allowed dissimilarity of 0.01 was chosen), or with opinions that fall
outside of the confidence bound, in which case there is no further influence possible
either.

Following the approach from Chapter 3, the outcomes of the runs are described
by whether they ended in monoculture and whether a run produced at least one
isolate. SA of opinion dynamics tend towards monoculture when the size of the
population is increased. However, one-to-many interaction has proven to be robust to
this general tendency, primarily by creating isolates—agents that do not possess any
overlap with their connections that would allow them to successfully interact. These
two descriptive statistics therefore indicate whether this tendency persists in models
with continuous opinions. What is more, their di↵erence can be interpreted as the
proportion of runs that created one or more clusters of any size between 1 and N .8

8This is not to say that such clusters cannot exist in runs with at least one isolate as well. A thorough
analysis of cluster sizes in Chapter 3, however, showed that clusters of size 1 (i.e. isolates) are between ten
to a hundred times more likely to occur in such models than any other particular size.
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Figure 5.3 Share of runs that end in monoculture by communication regime and size of the network
for each of the three models. Each datapoint represents 1,000 independent realizations of the simulation
model, error bars indicate 95% confidence interval

Figure 5.3 describes the equilibria in terms of proportion of monoculture in the
three models of interest. The first panel clearly replicates the results from Chapter 3.
In small networks, communicating to all neighbors at once decreases the tendency to
converge to a single, shared opinion profile. As the size of the network is increased,
convergence becomes increasingly likely with one-to-one interaction—an observation
that dates back to the original rendition of the model by Axelrod (1997)—but less
likely with one-to-many communication. This resonates, too, with the findings
of Flache and Macy (2011a), who find that many-to-one influence produces more
diversity in larger populations. In one-to-many influence, most of the runs without
monoculture will produce resilient clusters of sizes between one and N , with no
noticeable probability peak at any point, but a relatively large number of runs will
end with at least one isolate. The first panel of Figure 5.4 shows that between 10 and
15 percent of the runs with one-to-many interaction produce one or more isolates,
where the share of the runs with an isolate in the SA with one-to-one influence is
close to zero as the size of the grid is increased.

Looking at the two BC models, there are a few noteworthy di↵erences and
similarities. To start with the latter, the tendency of one-to-many communication to
produce lower numbers of runs that end in monoculture appears to replicate. The
likely explanation for this is that those agents who are not influenced by a sending
agent will be quicker to lose active links—links that connect agents with a similarity
score within the confidence bound—to mutual contacts.

It is also apparent that the di↵erences between the communication regimes
manifest in di↵erent ways. First of all, the proportion of monoculture in metric
models is considerably lower than in nominal models. To understand why that is the
case, consider two agents that are connected through an inactive link. In the nominal
model, any change in their opinion profile will reactivate this link, without exceptions.



��� Chapter �. defSim

After all, complete dissimilarity is a unique configuration when Q = 2. In the BC
model, reactivation of the link is rarer because it is possible that opinion changes
are not large enough to move the agents into each other’s confidence bound. This
only happens when one of the two agents is influenced by an agent whose opinion
is, of course, within the confidence bound of the other, and who incurs an opinion
shift large enough to pull the opinion of the receiving agent into neighboring agents’
confidence bounds.

Secondly, the size of the network has a less clear e↵ect on the probability of
ending up in monoculture. In the nominal model with one-to-one communication,
it is known that the size of the grid generally increases the amount of homogeneity.
Since any successful interaction in the nominal model leads to distance minimization
between the agents, anything that increases the amount of interaction will lead to
homogeneity overall (Castellano et al., 2009). As the size of the network increases,
clusters that are in the process of creating stable boundaries locally, run the risk of
encountering a di↵erent trait propagating as a wave through the network, loosening
the boundaries and creating the possibility of convergence between previously stable
dissimilar clusters. With one-to-one interaction this risk is high and increases with
network size, because the time period is much longer in which clusters are not fully
crystallized out yet and are thus susceptible for adopting “foreign” traits, compared
to one-to-many interaction. With one-to-many interaction, the quick stabilization
of clusters instead limits their size so that larger networks can contain more clusters
and are less prone to develop monoculture.

The metric model exhibits a more complex relation between the communication
regime and the e↵ect of network size. Panels b and c of Figure 5.3 show that the
share of runs ending in monoculture increases with network size in at least a part
of the parameter space also under many-to-one communication, and it decreases in
another part of the parameter space under both communication regimes when F = 1.
Explicating the reasons for this more complex link in detail goes beyond the scope
of this chapter. We suspect that there are two key di↵erences between the BC and
the SA model when it comes to the robustness of emergent clusters, which jointly
generate the complex pattern of e↵ects in the BC models. First, as discussed before,
the reactivation of links through encounter with foreign traits is a rarer circumstance
in the metric opinion space of the BC model. Second, once a link is reactivated in the
BC model, the linked agents influence each other with certainty regardless of their
exact similarity, while in the SA model this influence remains a probabilistic event.
While the first di↵erence tends to make clusters more resistant against encountering
more outside influences in larger networks, the second di↵erence works towards
making clusters less resistant under this condition. In the conditions we inspected,
we found that the interplay of these processes adds up to the e↵ects of increasing the
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Figure 5.4 Share of runs that end with one or more isolates by communication regime and size of the
network for each of the three models. Each datapoint represents 1,000 independent realizations of the
simulation model, error bars indicate 95% confidence interval

size of the network being less pronounced in both metric models compared to SA.
Most importantly for our question, the di↵erences between the two communication
regimes do appear consistent and stable across di↵erent network sizes, albeit much
smaller than in the nominal world.

When we zoom into the number of runs with an isolate shown in Figure 5.4—a
special case of the non-monoculture equilibrium—a couple of interesting di↵erences
appear between the nominal model and the metric models in general, and between
the metric models themselves. In models with continuous opinion dimensions, the
number of isolates is higher in all conditions. Again, this is likely the result of the
fact that reactivation of inactive bonds is less prevalent in metric models. Once local
clusters have converged to a consensus, any isolated agent will remain detached.

The pattern of between-communication-regime di↵erences and size of the grid
appears similar in the categorical and the continuous world with F = 3. This is,
however, not at all the case for the unidimensional metric opinion model where
no between-regime di↵erence is found. Moreover, the number of isolates increases
linearly with the number of agents. The decreasing likelihood of monoculture and an
increasing probability of finding any isolates in equilibrium underlines the idea that
the unidimensional model is much less a↵ected by the size of the grid. The dynamics
of opinion formation will unfold at a local scale, and the regions a↵ect each other
less.

The apparent decreasing tendency towards monoculture in the metric model
with F = 1 and the convergence of the number of isolates in the metric model with
F = 3 suggest that di↵erences may not persist in larger populations. To that end,
we quadrupled the size of the network and simulated until convergence. For each
condition, one hundred independent realizations were run with networks of size
N = 202 and their equilibria are described in Figure 5.5.
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(a)monoculture (b) isolation

Figure 5.5 Share of runs that end in monoculture (panel a) and share of runs that end with one or more
isolates (panel b) by communication regime for each of the three models. Each datapoint represents 50
independent realizations of the simulation model, error bars indicate 95% confidence interval

In larger networks, the di↵erences with regards to the likelihood of monoculture
for the two communication regimes persist. In the metric model with F = 1,
monoculture becomes so unlikely, that the agents in all but one run in the one-
to-one condition did not converge to a single opinion. As a consequence, the number
of runs that produce at least one isolate is close to one in either condition. The
metric model with F = 3 does exhibit between-communication regime di↵erences
that are closer to the nominal model, though the di↵erences in proportion of runs
that produce isolates is marginal.

We have discussed possible explanations for the di↵erences found between
the three models of interest that rest on local level processes. However, there
is a noteworthy di↵erence on the global level that could a↵ect the trajectories of
convergence: a similarity bias on the outset in metric opinion models. All three
models were initialized with random values on the one or three features held by the
agents. However, the similarity distributions created by those random initializations
for metric and nominal models is quite di↵erent. In the nominal model with F = 3
and Q = 2, the opinion profile of the agents can be in one of eight states. The
between-agent similarity, as a consequence, will always be 0, 1/3, 2/3 or 1. Initialized
randomly, the similarity distribution will have an average of 1/2, where the similarity
states of 1/3 and 2/3 are both three times more likely than the extremes 0 and 1. In
the metric world, however, random initialization will provide agents with an opinion
distance that is 1/3 on average, and, thus, biased towards smaller similarity distances.
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Figure 5.6 The distribution of similarity scores in the three scenarios of interest

The similarity distribution generated in fact, is one where similarity at the outset
is linearly and monotonically decreasing with a median of approximately 1/3. The
similarity distribution of the metric model in higher dimensions is the product of
this distribution and, as F increases, will look more and more like a truncated normal
distribution with a median of around 1/3. The distributions generated by the three
models of interest are shown in Figure 5.6.

These di↵erences in the similarity distributions might explain why the proportions
of runs that end in monoculture are considerably lower, and isolation higher in metric
models of opinion dynamics studied here. While one might expect that smaller
opinion distances on the outset equates to more convergence overall, we have to
consider the outliers too. As the size of the network increases, the likelihood that
there are agents who do not share su�cient overlap with their neighbors will increase.
However, because the average similarity is lower in metric models, the neighbors
of the initially isolated agents are more likely to overlap with their neighbors, as
compared to the nominal model. The probability that they integrate into the opinion
cluster(s) that surround them is, thus, lower.

�.� Discussion
This chapter introduced defSim—the discrete event framework for social-influence
models—answering the literature’s call to build common ground through alignment
of models, and open sharing of model implementations. The past decades have
produced a bulk of theory and models for social-influence models of opinion
dynamics, but ”[i]ronically, however, there seems to be too little influence between
social-influence modelers to create the dynamic necessary to develop scholarly
consensus on what are core model ingredients, in which implications models really
di↵er and where they don’t, and how models can be compared.” (Flache et al., 2017,
§ 3.3).
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The joint simulation framework we presented here is built on a set of seven
principles. That is, the models in defSim (1) are agent-based, contain agents that (2)
posses features and live on a (3) physical and a (4) attribute distance network and (5)
exert influence on each other, (6) divide time into a series of discrete events, and (7)
structure communication by a regime. It is designed using a factory method pattern,
and implements adaptable abstract base classes for all the included modules. Here,
we have mentioned and briefly explained all the elements included in defSim v0.1.

Version 0.1 as presented today is not complete. As others have done in
this literature, we too dream of a rich model that is able to accurately identify
important characteristics of complex systems, and produce hypotheses to enhance our
understanding of opinion dynamics. To achieve that goal, building upon each other’s
implementations of assumptions is critical. If not within defSim, then in another
joint simulation framework. We welcome all comments, criticism, and contributions
to defSim on GitHub. GitHub o↵ers a structure for open collaborations in software
development. Current implementation of various assumptions can be discussed in
openly in issue threads, users can contribute their own model extensions as forks of
the latest version of defSim, and directions in which to develop the framework can be
suggested as projects.

Using a joint simulation framework has some obvious advantages when it comes to
reproducibility and extendability of a commonmodel, but there are downsides to such
an approach too. First, concentrating e↵orts by ‘putting our eggs in one basket’ may
make the risk of error smaller, but their consequences much larger. We advise anyone
who is interested in seriously modeling a phenomenon to replicate their findings
themselves using a di↵erent programming language. Whether you use defSim or not,
it is always good practice to reprogram your model as a means of checking your code.
Second, alignment and adoption of a shared set of model principles may make it easy
to overlook implicitly included or excluded assumptions. To that end, a thorough
theoretical and/or empirical motivation, and a clear description of the conceptual
model are crucial to any social-influence model extension.

While creating defSim, we noticed that some seemingly incompatible modeling
paradigms are actually implicitly compatible (they are unintentionally docked). Agent-
based models of social influence are grounded in di↵erent scientific traditions
and have therefore adopted a variety of names and labels for qualitatively similar
assumptions. The principles on which defSim is built (listed in Section 5.3.1) are
general enough to include many other variations of social-influence models than the
ones we explicitly refer to now. Docking models that are traditionally unassociated
and collecting those associations in the software’s documentation will create a rich
repository for those who wish to learn about modeling opinion dynamics.
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Where some models may prove implicitly compatible through docking, other
seemingly similar models can prove di�cult to compare. Direct comparison may,
though, provide important insights into the generalizibility of known mechanisms
at play in one of them. By exposing whether these mechanisms replicate, we gain a
deeper understanding of social-influence models in the broader sense.

An interesting example of a model that is implicitly compatible is the construct
model (Dipple, Kowalchuck, Altman, & Carley, 2021). This model was designed based
on the idea that perceptions of social reality are obtained through cycles of frame-
development and information-gathering (Carley, 1986). Personal views are based on
facts that are either known or unknown to individuals who interact and exchange
facts with the probability proportional to their relative shared basis of knowledge
(Carley, 1991). Though the purest form of the construct model is technically a
dissemination model, the model has a high degree of implicit compatibility with
discrete-event social-influence models for it is based on principles of influence as a
function of social distance.9

Section 5.4 showed model comparison in action using defSim. We aimed to
replicate the findings of Chapter 3 and investigate their generalizability in the
framework of the prominent bounded confidence model for metric opinions. The
communication structure in agent-based models of opinion dynamics is a hitherto
understudied topic that can have decisive impact on the equilibria that come
about. Moreover, one-to-many communication, we have argued, is a more accurate
representation of communication in online social media, a topic that attracted
attention in the opinion dynamics literature in recent years. Here, we have shown
that, under certain circumstances, the mechanism of isolation and clustering through
rapid convergence under one-to-many influence is a general mechanism that a↵ects
the dynamics regardless of the measurement scale of opinions. We have seen that the
emission of messages to all network neighbors at once in the bounded confidence
model, leads to less consensus, and—in small and medium sized networks—more
opinion isolation.

The concurrent aim of this analysis was to provide an example of what the
simulation software defSim can do, and how to implement a rather rich comparison
with a concise piece of code. This comparison only scratched the surface of software
capabilities, and what interesting comparisons can be made between the traditions

9Relating the construct model to the models used in this chapter, it is perhaps most similar to the
bounded confidence model from Section 5.4 that used three features and a convergence rate of 1. This
transformation of the BC model creates a model where only two values for each feature remain, in
equilibrium. The two major di↵erences between the construct model and that peculiar version of the BC
model is that in construct (1) social distance is hamming and (2) social distance is calculated only based on
the amount of shared facts about the world and not based on the amount of unknown facts. In other words,
only one of two possible values of any given belief feature is used to calculate dissimilarity to interaction
partners.
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of nominal and metric models of opinion dynamics. Future work on comparison
of SA and BC models could yield a more thorough understanding regarding the
generalizability of the rich body of knowledge in both modeling traditions.

In the realm of social-influence models, there are many viable candidates for
inclusion into the defSim framework. Any visible and interesting addition to the
literature will benefit from increased validity through replication or from accessibility
through distribution in the package. Some fruitful next steps here could be to
integrate recent ideas like the addition of gossip (De↵uant, Bertazzi, & Huet, 2018),
emergent coherent belief-structures (Goldberg & Stein, 2018; Banisch & Olbrich,
2019; Van der Maas, Dalege, &Waldorp, 2020), co-development of belief and physical
networks (Dykstra, Elsenbroich, Jager, Renardel de Lavalette, & Verbrugge, 2013;
Dykstra, Jager, Elsenbroich, Verbrugge, & Renardel de Lavalette, 2015; Edmonds,
2020), action-opinion inference (Tang & Chorus, 2019), weighted median influence
(Mei, Bullo, Chen, & Dörfler, 2019), the triple filter bubble (Geschke et al., 2019), or
the co-evolution of intergroup attitudes and contact (Flache, 2018a).

The growing repository of influence functions, communication regimes and agent
initializers presents some future directions for research that could be considered
low-hanging fruit. Many unique and interesting combinations of assumptions
can be explored using defSim ‘out of the box’ (i.e. with a low degree of
modularity). For example, two early implementations of models in defSim explored
the e↵ects of increased personalization in online social networks (Keijzer & Mäs,
in press) and the e↵ectiveness of social bots in the spreading of misinformation
(Chapter 4). Furthermore, researchers could use low modularity defSim to explore
well-understood, one-to-one-based models in their compatibility with many-to-one
(Flache & Macy, 2011a) or one-to-many (Keijzer et al., 2018) influence regimes.

Technological advancement has put social simulation researchers’ ambition of
building complex and rich models within reach. The combination of growing
computational power, expanding knowledge of well-grounded models, and increased
attention to simulation-based research promises a bright future for the discipline.
Now more than ever before, we need to work transparently, fast, and rigorously,
to create a firm base of knowledge and worthy policy insights. Joint simulation
frameworks that are openly shared and maintained by the community are key in
achieving those goals. Let’s hope that gradually our field will adapt to its time and
indeed will prove to be buoyant in the age of open science.
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A.� Power analysis
This power analysis is concerned with pre-testing the estimation method, and
assessing its sensitivity to changes in the actual data-generating mechanism and
(measurement) error. In order to retrieve the data-generating mechanism, we use the
Bayesian model from Section 2.5, and predict the post-treatment opinion oit+1. We
inspect whether the estimated � value (�̂) is correct and inspect the accuracy of the
fit on the individual level by looking at correctly predicted proportions of negative
influence.

Method
The procedure for testing the performance of our model is as follows. First, we
generate a vector containing N pre-stimulus opinions drawn from a beta distribution.
Then, we generate a post-stimulus (after exposure to oj opinion vector based on the
theoretical model from Section 2.4, with the addition of some (measurement) error
drawn from a normal distribution with a mean of zero and a standard deviation of ✏.
With these two vectors, we can fit the general weighted linear influence model. This
process is repeated 100 times for each combination of parameters, and the means of
the posterior distributions are stored and analyzed.

There are six factors that we wish to look into. Each of the factors is
varied independently, and set at a reasonable value during other simulations, for
computational e�ciency. The factors and their default values are:

b1 & b2 = .5; parameters of the beta distribution that a↵ect the shape of the
distribution from which pre-stimulus opinions are drawn. For b1 = b2 < 1,
the distribution is bipolar; for b1 = b2 = 1 the distribution is uniform; for
b1 = b2 > 1 it is normal; and for b1 , b2 it is asymmetrical.

N = 150; the length of the opinion vector.

↵ = 0.5; persuasiveness of the stimulus.

� = 1.5; parameter that determines the shape of the response function curve.

✏ = 0.1; standard deviation of the error added to the opinion shift.

oj = 0; position of the stimulus argument.

Results
Figure A.2 presents the predicted � and ↵ values that were retrieved from a simulation
with ten times more replications, but with all parameters at their default values. This
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Figure A.1 Heatmap of retrieved �̂ values (central parameter in the weighted linear influence model)
and ↵ values (argument persuasiveness) in 1,000 replications of the condition with all parameters set at
their default values. Darker areas represent more observations. Actual values of � and ↵ are shown by the
dashed lines.

shows us how likely the model–in the scenario at hand–is to over- or underestimate.
Though both values are predicted reasonably well, the model overestimates � slightly,
and compensates by matching those values with a higher ↵ value.

Figure A.2 presents the estimated gamma value from the power analysis. The
main takeaways are that the model performs slightly better with bipolar opinion
distributions, does not require very large amounts of respondents, predicts fairly well
also with low (but not too low) persuasiveness, and with extreme stimuli.

The accuracy of the model prediction in general and in predicting the direction of
opinion shift is given in Figure A.3. There are some interesting lessons to be learned
from these analyses. For example, the predictive accuracy may rise when opinion
distributions are more normal (less bipolar), but at the expense of considerable loss
of predictive accuracy of negative influence shifts. The shape of the weighted linear
influence curve, � , has an eye-catching e↵ect as well: the predictive accuracy of
negative influence shifts is very low around the threshold for negative influence, until
it bumps up again at higher values.
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Figure A.2 Retrieved �̂ values (central parameter in the weighted linear influence model) in six separate
experiments where one parameter was varied independently. Each boxplot represents 100 replications.
The dotted line is the actual � value that generated the data.
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Figure A.3 Accuracy of the estimator in six separate experiments where one parameter was varied
independently. Each symbol represents the mean value of 100 replications.
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A.� Stimuli study �
Here we list the arguments used in Study 1, their directions in favor or against the
topic at hand, and the moral foundation they appeal to.

Developmental aid arguments

Pro Harm & Fairness (liberal)

Ik kwam dit artikel tegen over de ontwikkelingshulp die wij als Nederland aan
derdewereldlanden verlenen, en daar wil ik toch wat over kwijt. Ik denk altijd, of
je geboren wordt in een rijk of arm land is zo willekeurig: om nou te zeggen dat het
rechtvaardig is dat wij hier in Nederland wonen en het goed hebben terwijl anderen
toevallig in een land zijn geboren waarin levensomstandigheden slecht zijn... Ik vind dat
we best wat empathie mogen hebben voor de mensen in derde wereldlanden, want dat
zijn stuk voor stuk ook gewoon mensen als jij en ik. Met alle oorlogen en wreedheden in
Afrika mogen we best hun lijden wat verzachten door steun te bieden waar we kunnen.
Ik vind het echt heel erg als we zouden zeggen “zoek het zelf maar uit”.

Pro Loyalty, Purity & Authority (conservative)

Ik kwam dit artikel tegen over de ontwikkelingshulp die wij als Nederland aan
derdewereldlanden verlenen, en daar wil ik toch wat over kwijt. Ik denk altijd, of
je geboren wordt in een rijk of arm land is zo willekeurig, een beetje bescheidenheid
met onze Westerse welvaart lijkt me wel op z’n plaats. Onschuldige kinderen, toevallig
geboren in een derde wereldland verdienen van ons best wat respect en onze solidariteit.
Sterker nog, met alle economische en politiek onrust die de Westerse landen ook hebben
veroorzaakt vind ik het onze plicht om mensen in derde wereldlanden, mensen zoals jij
en ik met toevallig een ander moederland, een klein beetje te helpen door steun te bieden
waar we kunnen.

Contra Harm & Fairness (liberal)

Ik kwam dit artikel tegen over de ontwikkelingshulp die wij als Nederland aan
derdewereldlanden verlenen, en daar wil ik toch wat over kwijt. Ik denk altijd, geld voor
ontwikkelingshulp gaat voor een groot deel helemaal niet naar typische arme Afrikaanse
landen, maar komt voornamelijk in de handen van wrede en brute politieke regimes. Uit
cijfers van de OESO (de bron op dit gebied) blijkt dat 16 procent van de ontwikkelingshulp
uit de EU zelfs naar Turkije gaat. Turkije! Dat lijkt me uit balans met de doelen van
ontwikkelingshulp. Als we het hele ambtelijke en politieke apparaat gebruiken om
belastinggeld tussen overheden te verschuiven blijft er zo veel geld aan ‘de strijkstok’
hangen. Het is veel rechtvaardiger als op eigen initiatief bedenken welke projecten ze
willen steunen, een onpartijdige ‘bottom-up’ aanpak zegmaar. Dat mensen dat willen
doen zie je toch uit de acties die veel geld opleveren als er ergens een natuurramp is. Op
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die manier moeten goede doelen met elkaar concurreren, wat in de regel een eerlijker,
e�ciënter systeem oplevert.

Contra Loyalty, Purity & Authority (conservative)

Ik kwam dit artikel tegen over de ontwikkelingshulp die wij als Nederland aan
derdewereldlanden verlenen, en daar wil ik toch wat over kwijt. Ik denk altijd, geld voor
ontwikkelingshulp gaat voor een groot deel helemaal niet naar typische arme Afrikaanse
landen, maar komt voornamelijk in de handen van bedriegers en slechte politieke regimes.
Walgelijk. Uit cijfers van de OESO (dé bron op dit gebied) blijkt bijvoorbeeld dat 16
procent van de ontwikkelingshulp uit de EU zelfs naar Turkije gaat. Turkije! Dat gaat
voor mij voorbij aan het pure idee van ontwikkelingshulp. Als we het hele ambtelijke en
politieke apparaat gebruiken om gemeenschapsgeld naar het buitenland te verschuiven
blijft veel geld aan ‘de strijkstok’ hangen. Mensen kunnen veel beter op eigen initiatief
samen met een collectief bedenken welke projecten ze willen steunen, een ‘bottom-
up’ aanpak zegmaar. Dat mensen dat willen doen zie je toch uit de acties die veel geld
opleveren als er ergens een natuurramp is. Op die manier moeten goede doelen met elkaar
concurreren, wat in de regel meer controle voor ons, maar ook een beter en e�ciënter
systeem oplevert.

Tax deals arguments

Pro Harm & Fairness (liberal)

Wow, wat een goed stuk over de deals die de belastingdienst de afgelopen jaren met
multinationals sluit. Er is misschien wel veel negatieve publiciteit over deze maatregelen,
maar dit soort afspraken zijn volkomen legaal en gerechtvaardigd. Dit is vaak ook de
enige manier om dit soort grote bedrijven überhaupt in Nederland te houden of te krijgen.
Als de Nederlandse belastingdienst hier niet slim op in springt zoals ze nu doen, dan doet
een ander land het wel en lopen wij juist miljoenen belastinggeld mis. Daarnaast zijn deze
afspraken juist eerlijk omdat juist die bedrijven al zo veel bijdragen. Voor multinationals is
een korting van een paar procent echt een hele hoop geld, maar ze dragen ook waanzinnig
veel bij aan de schatkist. De grootste verdieners kunnen natuurlijk wel iets meer afdragen,
maar dat doen ze sowieso al. Ik vind dat bedrijven die zo veel bijdragen financieel, maar
ook zorg dragen voor werkgelegenheid wat voordeel krijgen en niet gestraft wordt met
torenhoge belastingpercentages.

Pro Loyalty, Purity & Authority (conservative)

Wow, wat een goed stuk over de deals die de belastingdienst de afgelopen jaren met
multinationals sluit. Er is misschien wel veel negatieve publiciteit over deze maatregelen,
maar belastingafspraken zijn volkomen juridisch integer. Daarnaast is dit de enige manier
om dit soort grote bedrijven überhaupt in Nederland te houden of te krijgen. Binnen het
wettelijk kader doet de Nederlandse belastingdienst alles om gerespecteerde bedrijven
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hier te houden. Als ze dat niet doen, dan doet een ander land het wel en lopen wij juist
miljoenen belastinggeld mis. Ik heb vaak het idee dat de media dit graag verdraaien.
Voor multinationals is een korting van een paar procent echt een hele hoop geld, maar
ze dragen ook al waanzinnig veel bij aan de schatkist. In absolute bedragen veel meer
dan kleine bedrijven natuurlijk. Ik vind het eigenlijk wel zuiver dat goed economisch
ondernemerschap niet gestraft wordt met torenhoge belastingpercentages.

Contra Harm & Fairness (liberal)

Wow, wat een goed stuk over de deals die de belastingdienst de afgelopen jaren met
multinationals sluit. Dit soort afspraken vind ik maar schimmig en onrechtvaardig.
We hebben belastingregels toch niet in het parlement, democratisch opgesteld om ze
vervolgens door vriendjespolitiek van onze eigen bestuursorganen teniet te doen? Als
wij dit soort oneerlijke afspraken maken met grote bedrijven lopen we daarnaast ook
nog een hele hoop belastinggeld mis. Het spelen met marges winst en royalties leidt
misschien wel tot kleine percentuele verschillen, maar die procenten gaan over hele grote
bedragen. Eigenlijk is het gewoon een verkapte donatie aan de superrijken en speelt het
zo ongelijkheid in de kaart.

Contra Loyalty, Purity & Authority (conservative)

Wow, wat een goed stuk over de deals die de belastingdienst de afgelopen jaren met
multinationals sluit. Dit soort afspraken vind ik maar schimmig en onwettig. We hebben
belastingregels toch niet in het parlement democratisch opgesteld om ze vervolgens in
achterkamertjes van onze eigen bestuursorganen teniet te doen? Dit soort afspraken
maken met grote bedrijven gaan in tegen het gemeenschappelijk belang, want we lopen
we een hele hoop belastinggeld mis. Het spelen met marges winst en royalties leidt
misschien wel tot kleine percentuele verschillen, maar die procenten gaan over hele grote
bedragen. Eigenlijk is het gewoon een verkapte donatie aan de superrijken en dat is
onzuiver en bedrieglijk.

A.� Alternative model inspired by Bounded Confi-
dence

Bounded confidence builds upon the idea that receptivity to foreign opinions
decreases with opinion distance (De↵uant et al., 2000; Hegselmann & Krause, 2002).
When opinions are too di↵erent at the outset, individuals ‘do not bother’ to exchange
arguments (De↵uant et al., 2000). Often, it is formalized as a (moderated) positive
influence model with a sharp threshold called a confidence level (or confidence
threshold). If the opinion di↵erence |oj � oi | exceeds this threshold, social influence is
prohibited.
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Figure A.4 Weight function and expected post-stimulus opinion of the non-linear model as a function of
pre-stimulus opinion, for di↵erent values of �’s and ↵=1. oj is set to 0

Even though the assumption of a strict threshold for influence is useful in
simulation studies, it has been criticized for a lack of realism and artificiality in
its implementation of the attraction paradigm (Kurahashi-Nakamura et al., 2016).
Formal models of assimilative social influence using a continuous opinion dimension
have a strong tendency to move to consensus. Without this sharp confidence level,
any structural constraint (e.g. an interaction network graph) or third-party e↵ects
(e.g. media influence or exogenous shocks), these models are inadequate at producing
(stable) diversity (Flache et al., 2017). We adopt the same qualitative assumption, but
model decreasing confidence as gradual decay of exerted influence.

wijt = 1� |oj � oit |� (A.1)

Equation A.1 introduces the weight function for bounded confidence referenced
in the base influence function of Equation 2.1. To grasp the idea of bounded confidence,
the influence weight function is adapted slightly from the weighted linear influence
weight function introduced in Equation 2.2. As shown in Figure A.4, � still defines
the shape of the curve, but influence will never become negative. For values of � > 1,
the decrease of the influence weight ‘slows down’ with opinion di↵erence, and for
values of � < 1 the decrease of the influence weight grows as |oj � oi |! 1.

Similar to the extension for social influence in the weighted linear influence model
(Equation 2.5), we can extend the model here to include this term as well:

wijt = 1� |oj � oit |� + ⌘(1� |ei � ej |)|oj � oit | (A.2)
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A.� Reference model for lagged opinion change
model

Table A.1 Posterior distribution and model fit for Bayesian weighted linear influence models with
stimulus morality and ideological identification, with respondents who participated in both waves

Model 0 Model 1 Model 2
Estimate SD Estimate SD Estimate SD

↵ 0.086 0.061 0.264 0.185 0.363 0.237
�distance 0.255 0.251 0.215 0.306
�moral -0.142 0.187
�right -0.179 0.180
�moral⇥right 0.154 0.236
� 0.224 0.021 0.228 0.020 0.077 0.222
elpdLOO 53.143 13.445 52.636 13.447 48.108 13.082
WAIC -106.344 26.858 -105.378 26.838 -96.400 26.093
N 124 124 124

The models in Table A.1 present the estimates from the analysis with a subset
of the data in study 1, namely those respondents who participated in the follow-up
survey. The models are thus nested in those presented in Table 2.2, and are presented
here as it needs to be used as the reference model when interpreting the models from
Table 2.3.
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B.� Classes in the N=�, F=�, Q=�model
Table B.1 provides a list of all possible classes of states the system can be in, and the
absolute number and relative share of all states included in that class.

Table B.1 Classes and their number of configurations for the N = 4, F = 3, Q = 2 model

Class Number of states
included in the class

Share of states included
in the class

C-C-C (consensus) 8 .002
22-C-C 72 .018
22-22-Cs 72 .018
22-22-Cns 144 .035
22-22-22s (polarization) 24 .006
22-22-22ss 144 .035
22-22-22ns 48 .012
13-C-C 96 .023
13-13-Cs 96 .023
13-13-Cns 288 .070
13-13-13s (isolation) 32 .008
13-13-13ss 288 .070
13-13-13ns 192 .047
13-22-C 576 .141
13-13-22s 288 .070
13-13-22ssa 288 .070
13-13-22nsb 576 .141
13-22-22s 288 .070
13-22-22ns 576 .141
Total 4,096 1.000
a the outliers on the 1-3 split features are members of the same group on the 2-2 split
feature; b the outliers on the 1-3 split features are members of di↵erent groups on the
2-2 split feature

B.� Replication with large populations
In Section 3.4.2, we studied the e↵ect of population size, conducting simulations
with populations of up to 100 agents. In addition, we analyzed populations of 900
agents (30⇥30 grid), conducting 100 independent replications per communication
regime. Under the one-to-one interaction regime all replications ended in complete
homogeneity. Under the one-to-many interaction regime only 23 replications ended
in monoculture, of the remaining 77 replication runs 26 generated at least one isolate.

Figures B.1 and B.2 compare model outcomes under the one-to-one and the
one-to-many communication regimes. Both figures show that the results found
with smaller population are obtained also in substantially bigger networks: one-to-
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Figure B.1 Homogeneity after convergence in a torus network with N = 900, F = 3 and Q = 2 by
communication regime. Boxplots are shown in black. 100 replications per condition.

Figure B.2 Density and rug plot of clustersizes after convergence in a torus network with N = 900, F = 3
and Q = 2 by communication regime. 100 replications per condition.

many communication generates more cultural isolation and diversity than one-to-one
communication.





Propositions

1. Opinion dynamics in online social media result from a complex social process
that cannot be understood by studying only the individual parts of the system
in isolation.

2. Personalization algorithms may curb instead of induce political polarization in
online social media, because they prevent exposure of certain opinions to the
individual user that would trigger repulsive influence in that user.

3. Research on social influence should carefully consider the bounds of opinion
scales in both theory construction and measurement.

4. The property of social media to immediately broadcast messages to a user’s
complete set of contacts (one-to-many communication) contributes to cultural
isolation and opinion polarization in the network at large.

5. The isolating e↵ects of one-to-many communication are particularly strong in
clustered networks.

6. Research on the role of social bots in the spreading of (mis)information
underestimates the e↵ect of bots when focusing attention on bot’s influence
only on its followers whilst ignoring users who are indirectly connected to the
bot.

7. Low activity rates of social bots and weak connectivity to human social media
users are poor indicators for social bots’ abilities to influence public debate.

8. Comparison of competing agent-based models through model alignment and
a gradual increase of model complexity is critical for the advancement of
theoretical knowledge.

9. Rigorous formal modeling of complex systems is instrumental in helping
computational social science leverage the full potential of large-scale
observational data on human behavior.

10. Intuition is not a very good guide for predicting what even a very simple dynamic
model will produce. –Robert Axelrod

11. Oslo has more than one airport.
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Nederlandse samenvatting

In de media en onder wetenschappers is er de afgelopen jaren veel aandacht voor
politieke polarisatie omdat zij besluitvorming bemoeilijkt en zo een bedreiging vormt
voor de democratie. Met politieke polarisatie wordt het proces bedoelt van sterker
wordende verschillen tussen politiek-ideologische groepen die juist onderling steeds
meer standpunten delen. De toename van polarisatie gelijktijdig met de opkomst van
sociale media voor het consumeren van nieuws en opinie doet vermoeden dat het vele
gebruik van sociale media mogelijk de oorzaak is van toenemende polarisatie. Op
sociale media leggen mensen veelal contacten met gelijkgestemden, en worden zij —
al dan niet door de personalisatiealgoritmen die de meest ‘relevante’ informatie
voor de gebruiker filteren — vaker blootgesteld aan informatie die past bij het
eigen wereldbeeld. Ook vormen sociale media een aantrekkelijk platform voor
partijen die middels onware of misleidende informatie de publieke opinie proberen te
beı̈nvloeden. In dit proefschrift wordt aan de hand van theoretische agent-gebaseerde
computersimulatiemodellen en experimentele studies de relatie tussen het gebruik
van sociale media en polarisatie onderzocht. Alle hoofdstukken benadrukken het
belang van het benaderen van meningsuitwisseling in sociale systemen als een
complex systeem. Complexe systemen kenmerken zich door sterke onderlinge
afhankelijkheid van actoren die onder invloed van hun omgeving handelen en, op
hun beurt, de omgeving voor anderen vormgeven.

Hoofdstuk 1 poneert de probleemstelling en schetst het bredere kader van dit
proefschrift. Ik leg het belang van onderzoek naar polarisatie uit, en beschrijf
de relatie tussen polarisatie en de opkomst van sociale media in de afgelopen
decennia. In het bijzonder schenk ik aandacht aan de meerwaarde die de
conceptualisering van systemen van opinie-dynamieken als complex systeem toevoegt
aan het wetenschappelijke debat. Om goed te kunnen begrijpen hoe zaken als
personalisatiealgoritmen, kwaadwillende geautomatiseerde sociale media-accounts
of online communicatieregels bijdragen aan polarisatie, dienen onderzoekers zich
bewust te zijn van de relatie tussen het onderzochte fenomeen en de manieren
waarop het door andere mechanismen in online sociale media wordt beı̈nvloed. Met

���



��� Nederlandse samenvatting

andere woorden, het trekken van conclusies over oorzakelijke verbanden vergt een
holistische kijk op het informatie- en communicatiesysteem. Ik introduceer een kader
voor de conceptualisering van sociale media als complex systeem, en onderscheid
drie verschillende niveaus: het individuele, het lokale en het globale niveau. Met
het individuele niveau worden alle aspecten bedoeld die betrekking hebben op hoe
een individu reageert op veranderingen in haar lokale omgeving zoals waargenomen
door het individu. Het lokale niveau omvat aspecten van communicatie die bepalen
wie wanneer van wie welke informatie ontvangt. Op het globale niveau vinden
we universeel geldende elementen van het systeem, alsook alle onveranderlijke
conceptualiseringen van componenten in het systeem. Het hoofdstuk behandelt
voorbeelden van noemenswaardige processen op elk van deze niveaus, licht uit hoe
deze processen met elkaar interacteren, en bespreekt hoe elk van de vier andere
hoofdstukken in dit proefschrift in het kader past. Ik sluit af met enkele algemene
conclusies en suggesties voor toekomstig onderzoek.

In Hoofdstuk 2 stel ik de vraag hoe denkbeelden van individuen worden beı̈nvloed
door argumenten van anderen, en hoe de mate van beı̈nvloeding verschilt op basis van
ervaren sociale afstand tussen bron en de ontvanger. Gemotiveerd door het actuele
debat over personalisatiealgoritmen en polarisatie laat ik in de probleemstelling zien
dat zogeheten ‘filterbubbels’ niet altijd verantwoordelijk zijn voor meer fragmentatie
en polarisatie. Essentieel voor die voorspelling zijn aannames over de manier waarop
mensen reageren op sterk afwijkende meningen. In het bijzonder is de mate van
negatieve beı̈nvloeding — het fenomeen dat meningsverschillen worden vergroot
door uitwisseling van argumenten — belangrijk voor de mate van polarisatie op
het globale niveau. Verschillende ideeën over sociale beı̈nvloeding die aan positieve
en negatieve beı̈nvloeding ten grondslag kunnen liggen worden in dit hoofdstuk
besproken en formeel geı̈ntegreerd in een zogeheten invloeds-respons functie. In
twee online surveyexperimenten onder politiek-geı̈nteresseerde Facebookgebruikers
heb ik vervolgens onderzocht hoe socialemediagebruikers reageren op argumenten die
dichtbij en veraf van hun oorspronkelijke mening staan. De e↵ecten van zo’n enkele
uitwisseling van argumenten zijn klein, maar lijken erop te wijzen dat negatieve
beı̈nvloeding na grote meningsverschillen inderdaad mogelijk is, duidend op een
preventief e↵ect van personalisatiealgoritmen op de mate van polarisatie onder
socialemediagebruikers. In het bijzonder zijn respondenten erg ontvankelijk voor
argumenten die gekaderd zijn als argumenten gebaseerd op morele fundamenten
die dat individu aantrekkelijk vindt. De filterbubbel dient zo dus een contra-
intuı̈tief doel: hij maakt contact tussen mensen met uiteenlopende mening minder
waarschijnlijk en vergroot daardoor sociale segregatie, maar voorkomt ook negatieve
interacties die polarisatie juist zouden kunnen vergroten.
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Hoofdstuk 3 behandelt een sociaal mechanisme dat fragmentatie en isolatie kan
verklaren, passend bij het lokale niveau van sociale media als complex systeem. Een
belangrijke manier waarop communicatie via sociale media verschilt van andere
vormen van communicatie is dat zij typisch niet gestructureerd is als één-op-één,
maar als één-op-veel communicatie. Via status updates, posts of tweets sturen
gebruikers berichten vaak niet naar een specifieke ontvanger, maar naar al zijn of haar
contacten op het platform. Computersimulatiemodellen van sociale beı̈nvloeding die
we gebruiken om dit soort processen te bestuderen gaan veelal uit van een één-op-één
communicatieregime. De simpele verandering van communicatieregel kan daardoor
bijdragen aan de toepassing van zulke theoretische modellen op opinie-dynamieken
in online omgevingen. Middels een analyse van de Markovketen in een klein model
met slechts vier agenten bewijs ik dat deze simpele aanname in agent-gebaseerde
modellen grote e↵ecten kan hebben op de hoeveelheid sociale isolatie en fragmentatie
die ze genereert in equilibrium. In een reeks van computerexperimenten laat ik
zien dat dit e↵ect niet exclusief in dit kleine model ontstaat, maar ook geldt voor
modellen met grotere groepen agenten, complexere meningen en verschillende typen
netwerken.

De afgelopen jaren groeit de onrust over bots — geautomatiseerde sociale media-
accounts — die gestuurd door kwaadwillende partijen desinformatie verspreiden
op social media. Bots zijn alomtegenwoordig op sociale media en desinformatie
lijkt soms succesvol door te dringen in het publieke debat, maar tegelijkertijd
zien wetenschappers dat sociale bots eigenlijk helemaal niet veel contact hebben
met echte accounts. Een verklaring voor deze ogenschijnlijke tegenstelling op
basis van indirecte sociale beı̈nvloeding onderzoek ik in Hoofdstuk 4 middels
een agent-gebaseerd model. Ik laat zien dat met een paar basale aannames uit
de sociale beı̈nvloedingsliteratuur kan worden aangetoond dat bots die minder
vaak contact hebben en überhaupt met een kleiner deel van het netwerk in contact
staan juist e↵ectiever zijn in het beı̈nvloeden van het gehele netwerk. De afstand
tussen socialemediagebruikers en kwaadwillende bots kan dus een gevoel van
schijnveiligheid geven over de mate waarin bots het publieke debat beı̈nvloeden.
Het strength-of-weak-bots e↵ect blijkt robuust onder allerhande aannames die het
model realistischer maken. Dit theoretische model heeft interessante implicaties voor
beleidsmakers en ontwerpers van sociale mediaplatforms. Zo zou de bestrijding van
een wildgroei aan geautomatiseerde sociale media-accounts minder e↵ectief kunnen
zijn tegen desinformatie dan gehoopt en zullen pogingen om de verspreiding van
desinformatie te stoppen zich moeten concentreren op de indirecte contacten van de
bot.

In Hoofdstuk 5 presenteer ik computersoftware die ik ontwikkelde voor het
simuleren van sociale beı̈nvloedingsprocessen en laat ik zien hoe deze software



��� Nederlandse samenvatting

gebruikt kan worden voor het vergelijken van theoretische modellen. Het
leeuwendeel van dit proefschrift gebruikte zulk soort agent-gebaseerde modellen
van sociale beı̈nvloeding. Op meerdere punten betoog ik dat deze literatuur in
brede zin gebaat is bij het integreren en generaliseren van haar bevindingen. Op
praktisch niveau is er behoefte aan hulpmiddelen om die theoretische integratie
vorm te geven. Hoofdstuk 5 presenteert zo’n hulpmiddel in de vorm van software
voor de ontwikkeling en integratie van agent-gebaseerde modellen van sociale
beı̈nvloeding met discrete gebeurtenissen; defSim. Dit softwarepakket is geschreven
in python en is door haar modulaire vormgeving bij uitstek geschikt voor het
combineren van verschillende aannames en het vergelijken van theoretische modellen
in computersimulaties. Dit laatste wordt in het hoofdstuk direct tot uitdrukking
gebracht middels een vergelijking van het één-op-veel e↵ect (uit Hoofdstuk 3) in
modellen met continue en discrete opinies. Ik laat zien dat het e↵ect van verandering
van communicatieregime niet een e↵ect is dat enkel van belang is voor modellen van
discrete opinies, maar ook optreedt onder andere aannames en condities en daarmee
in zekere mate te generaliseren is.

De hoofdstukken in dit proefschrift hebben allen een facet uitgelicht van sociale
beı̈nvloeding op sociale media dat bijdraagt om het grotere thema van online
ideologische segregatie en haarmogelijk negatieve e↵ecten te begrijpen. Om antwoord
te kunnen geven op de vraag of sociale media uiteindelijk een negatief of positief e↵ect
op politieke polarisatie hebben is echter veel meer onderzoek nodig. De hoofstukken
laten tezamen zien dat het bij onderzoek naar het ontstaan van polarisatie in complexe
systemen belangrijk is om het gehele systeem in ogenschouw te nemen. Emergente
verschijnselen als polarisatie op macroniveau ontstaan soms vanuit het samenspel van
uitvergrote kleine endogene e↵ecten en moeilijk voorspelbare gebeurtenissen, en zijn
daardoor empirisch lastig testbaar. Ik hoop dat de inzichten uit dit proefschrift haar
invloed zullen hebben in het onderzoeksveld naar sociale beı̈nvloeding op sociale
media, waarvan de toekomst middels een combinatie van theoretisch modeleren en
empirisch valideren rooskleurig aandoet.
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Thanks to the Zürich connection—Kieran, Timon—and the ladz who haven’t been
mentioned in any other role yet—Ben, Sam, Alex—for the nice adventures in the past
years.

Finally, of all the discoveries in my o�ce, you might be the greatest. Marion,
thank you for your love and support.

– Toulouse, December 2021



ICS Dissertation Series

The ICS series presents dissertations of the Interuniversity Center for Social Science
Theory and Methodology. Each of these studies aims at integrating explicit theory
formation with state of the art empirical research or at the development of advanced
methods for empirical research. The ICS was founded in 1986 as a cooperative
e↵ort of the universities of Groningen and Utrecht. Since 1992, the ICS expanded to
the University of Nijmegen and since 2017 to the University of Amsterdam (UvA).
Most of the projects are financed by the participating universities or by the Dutch
Research Council (NWO). The international composition of the ICS graduate students
is mirrored in the increasing international orientation of the projects and thus of the
ICS series itself.

[1] Kees van Liere (1990), “Lastige Leerlingen. Een empirisch onderzoek naar sociale oorzaken van
probleemgedrag op basisscholen.” Amsterdam: Thesis Publishers

[2] Marco van Leeuwen (1990), “Bijstand in Amsterdam, ca. 1800 - 1850. Armenzorg als beheersings en
overlevingsstrategie.” ICS-dissertation, Utrecht

[3] Ineke Maas (1990), “Deelname aan podiumkunsten via de podia, de media en actieve beoefening.
Substitutie of leere↵ecten?” Amsterdam: Thesis Publishers

[4] Marjolein Broese van Groenou (1991), “Gescheiden Netwerken. De relaties met vrienden en verwanten
na echtscheiding” Amsterdam: Thesis Publishers

[5] Jan van den Bos (1991), “Dutch EC Policy Making. A Model Guided Approach to Coordination and
Negotiation.” Amsterdam: Thesis Publishers

[6] Karin Sanders (1991), “Vrouwelijke Pioniers. Vrouwen en mannen met een ’mannelijke’ hogere
beroepsopleiding aan het begin van hun loopbaan.” Amsterdam: Thesis Publishers

[7] Sjerp de Vries (1991), “Egoism, Altruism, and Social Justice. Theory and Experiments on Cooperation in
Social Dilemmas.” Amsterdam: Thesis Publishers

[8] Ronald Batenburg (1991), “Automatisering in bedrijf.” Amsterdam: Thesis Publishers
[9] Rudi Wielers (1991), “Selectie en allocatie op de arbeidsmarkt. Een uitwerking voor de informele en

geı̈nstitutionaliseerde kinderopvang.” Amsterdam: Thesis Publishers
[10] Gert Westert (1991), “Verschillen in ziekenhuisgebruik.” ICS-dissertation, Groningen
[11] Hanneke Hermsen (1992), “Votes and Policy Preferences. Equilibria in Party Systems.” Amsterdam:

Thesis Publishers
[12] Cora Maas (1992), “Probleemleerlingen in het basisonderwijs” Amsterdam: Thesis Publishers
[13] Ed Boxman (1992), “Contacten en carrière. Een empirisch theoretisch onderzoek naar de relatie tussen

sociale netwerken en arbeidsmarktposities” Amsterdam: Thesis Publishers

���



��� ICS Dissertation Series

[14] Conny Taes (1992), “Kijken naar banen. Een onderzoek naar de inschatting van arbeidsmarktkansen bij
schoolverlaters uit het middelbaar beroepsonderwijs.” Amsterdam: Thesis Publishers

[15] Peter van Roozendaal (1992), “Cabinets in Multi Party Democracies. The E↵ect of Dominant and
Central Parties on Cabinet Composition and Durability.” Amsterdam: Thesis Publishers

[16] Marcel van Dam (1992), “Regio zonder regie. Verschillen in en e↵ectiviteit van gemeentelijk
arbeidsmarktbeleid.” Amsterdam: Thesis Publishers

[17] Tanja van der Lippe (1993), “Arbeidsverdeling tussen mannen en vrouwen.” Amsterdam: Thesis
Publishers
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