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The Effects of Flagging
Propaganda Sources on
News Sharing: Quasi-
Experimental Evidence
from Twitter

Fan Liang1 , Qinfeng Zhu2 ,
and Gabriel Miao Li3

Abstract
While research on flagging misinformation and disinformation has received much
attention, we know very little about how the flagging of propaganda sources could
affect news sharing on social media. Using a quasi-experimental design, we test the
effect of source flagging on people’s actual sharing behaviors. By analyzing tweets
(N= 49,126) posted by 30 China’s media accounts before and after Twitter’s practice
of labeling state-affiliated media, we reveal the corrective role that flagging plays in
preventing people’s sharing of information from propaganda sources. The findings sug-
gest that the corrective effect occurs immediately after these accounts are labeled as
state-affiliated media and it leads to a long-term reduction in news sharing, particularly
for political content. The results contribute to the understanding of how flagging
efforts affect user engagement in real-world conversations and highlight that the effect
of corrective measures takes place in a dynamic process.
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Introduction

The widespread growth of mis/disinformation and propaganda on social media has
raised growing concerns that such information disorder and warfare can manipulate
public opinion and disrupt democratic processes (Bimber and Gil de Zúñiga, 2020;
Woolley and Howard, 2018). In response, social media platforms have taken multiple
actions to regulate content and users for the purpose of limiting the diffusion of mis/
disinformation and propaganda. A common approach is to flag potentially false,
deceiving, or manipulative messages in the hope that the warning label would be
able to deter users from believing and sharing such information online (Bode and
Vraga, 2015; Mena, 2019). For example, Facebook has implemented the “Related
Articles” feature offering additional information to dubious posts; Twitter and
YouTube have also added labels to misleading content.

Current research on the effectiveness of flagging and fact-checking yields mixed
findings (Walter et al., 2020). While some studies show that flagging can reduce
people’s misperceptions and alter their attitudes (Amazeen et al., 2018; Bode and
Vraga, 2015), others suggest that flagging is often ineffective or even backfired
(Nyhan and Reifler, 2010). This study aims to reconcile the inconsistent findings by
focusing on Twitter’s introduction of labeling state-affiliated accounts. On August 6,
2020, Twitter announced that it would add labels to “accounts that are controlled by
certain official representatives of governments, state-affiliated media entities”
(Twitter, n.d.). The label appears on the profile pages of flagged accounts and on the
tweets posted and shared by these accounts (Figure 1). Twitter’s practice provides a

Figure 1. The example of source flagging on Twitter.
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quasi-experimental opportunity to test the effect of flagging information sources and to
identify the boundary conditions that account for the discrepancy in previous research.

Moreover, Twitter’s practice of labeling state-affiliated media allows us to examine
whether and how flagging could curb information sharing in the real-world setting.
Previous studies focused predominantly on the psychological mechanisms of correc-
tions or the intention of information sharing (e.g., Mena, 2019), little is known
about the effect of counteracting measures on actual behaviors (Margolin et al.,
2018). However, information sharing is a social process in which people interact
with others and participate in politics, and it is a key component of online expression
and self-presentation (Kraft et al., 2020). In fact, sharing is central to the problem of
information warfare (Woolley and Howard, 2018). Therefore, we expand existing
research by exploring the effect of flagging on actual sharing behavior.

In this study, we focus on propaganda sources to test the behavioral effect of flag-
ging. While there is considerable research on flagging misinformation and disinforma-
tion, relatively little research addresses the effect of flagging propaganda sources
(Nassetta and Gross, 2020). Propaganda is defined as “a deliberate, systematic
attempt to shape perceptions, manipulate cognition, and direct behavior to achieve a
response that furthers the desired intent of the propagandist” (Jowett and O’Donnell
2014: 7). It is one of the major means for persuading and manipulating the public
(Lasswell, 1938). More recently, some political actors have purposefully weaponized
social media to disseminate propaganda around the world (Woolley and Howard,
2018). Various tactics have been adopted, ranging from state-sponsored trolling
aiming to mislead people to public diplomacy carried out by state-funded media focus-
ing on soft power. While the former has raised alarms since the 2016 U.S. presidential
election, the latter receives less attention probably because it is not overtly fake.
Nevertheless, it is a common and effective way for foreign countries to instill in the
public certain emotions and attitudes (Jowett and O’Donnell, 2014).

China is arguably one of the most active players in deploying propaganda. In addi-
tion to updating domestic propaganda apparatus, the Chinese government launched
“media going-out” policy in the early 2000s, seeking to reshape its national image
and affect foreign public. Rather than focusing on trolling and disinformation, state-
owned media like Xinhua and CCTV (China Central Television) strategically
employ platforms such as Twitter and Facebook to compete with mainstream
Western media and frame China’s policies in a favorable light (Huang and Wang,
2020; Liang, 2019). Notably, China has devoted significant resources to improve
foreign propaganda after Xi Jinping came to power in 2012. For example, the govern-
ment rebranded CCTV’s international broadcasting under the name CGTN (China
Global Television Network) in 2016. Xi further announced that China’s media
should “tell China’s story well, spread China’s voice well” (AP, 2016). It is thus impor-
tant to explore whether Twitter’s flagging can be effective in counteracting China’s
foreign propaganda endeavors.

In this study, we examine the corrective role that flagging could play in preventing
people’s sharing of information from propaganda sources. In doing so, this study con-
tributes to the scholarship in the following ways. First, we situate our study in the
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emerging literature on flagging and the long-standing propaganda research, thereby
expanding the emphasis of existing research from flagging messages to labeling informa-
tion sources. Second, we provide substantive evidence concerning how flagging could
affect user engagement in the natural setting. Third, the quasi-experimental design
used in this study offers new directions for studying the flagging effect over time.

The Effects of Flagging in Social Media

Empirical studies have presented inconsistent findings regarding the effect of flagging
and fact-checking. For example, Amazeen et al. (2018) reported that attaching a truth
scale to a message could correct false beliefs. However, others suggest that flagging
might have limited or backfire effects (Nyhan and Reifler, 2010). We argue that the
discrepancies may be partly due to research designs and gaps. First, most existing
studies rely on online experiments so participants are exposed to mock news with
flagged messages. As such, the results usually lack external validity, making it difficult
to generate conclusive findings. Second, previous studies mainly examine the effect of
flagging on perceptions and attitudes, but changes in perceptions and attitudes are not
always manifested in behaviors. Recent studies exploring the flagging effect on sharing
behaviors still rely on self-reported data (Chung and Kim, 2020; Mena, 2019). Finally,
prior studies have focused mainly on the flagging of content rather than sources. Yet,
the well-established persuasion literature has revealed that information sources play a
crucial role in information processing and decision-making (Sundar, 2008). It is thus
unclear whether attaching labels to social media accounts could affect users, since
these labels signal that the information sources are questionable in terms of motive,
impartiality, and credibility (Nassetta and Gross, 2020).

We intend to fill these research gaps by focusing on the effect of source flagging on
people’s actual sharing behaviors. Based on existing theories and evidence, we propose
two competing expectations: corrective effect and backfire effect. That is, flagging can
be effective in deterring people from news sharing. Alternatively, people could resist
flagging since labeling state-affiliated media might conflict with their existing beliefs.

Corrective Effect of Source Flagging

There are three reasons to expect that source flagging could generate corrective effect
that reduces news sharing. First, flagging often functions as heuristic cues that help
people process information and make judgments. Ample research has shown that
people rely largely on heuristic cues for information processing (Chaiken, 1980;
Sundar, 2008). Cues affect people’s evaluation of the attributes of a message and
the traits of a communicator. Importantly, they are effective tools of persuasion, par-
ticularly for low-involvement individuals (Chaiken, 1980) and in the online environ-
ment (Sundar, 2008). Thus, source flagging could be effective in reducing news
sharing because they reveal the affiliations of media accounts and challenge the cred-
ibility and/or neutrality of these sources. Recent research shows that people are less
likely to share news provided by fake sources (Bauer and von Hohenberg, 2020).
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Second, source flagging could also be effective due to the third-person effects, that
is, people tend to perceive media messages to have a stronger effect on others than on
themselves. Recent research has found that increased third-person perception would
diminish people’s intentions to share fake news (Chung and Kim, 2020). This mech-
anism could apply to foreign propaganda as well, since the goal of propaganda is to
persuade people and direct their behavior (Jowett and O’Donnell, 2014; Lasswell,
1938). In other words, users might not engage with flagged accounts, as they think
that other users are more susceptible to propaganda sources than themselves.

Third, people share news to express themselves and manage self-presentation (Kraft
et al., 2020). Therefore, users would naturally avoid sharing information from flagged
sources since this could damage their online reputation. This may be particularly
salient given that propaganda from authoritarian countries strongly connotes manipu-
lation and deception (Nassetta and Gross, 2020). Taken together, we propose the fol-
lowing hypothesis :

H1a: The presence of source flagging will decrease news sharing on social media.

Backfire Effect of Source Flagging

In contrast, source flagging could generate backfire effect that increases news sharing.
One explanation is motivated resistance (Nyhan et al., 2020). People often have preex-
isting beliefs and knowledge. Exposure to flagging messages might have undesired
effects if corrections are counter-attitudinal (Hameleers and van der Meer, 2020).
For example, Nyhan and Reifler (2010) found that fact-checking failed to change atti-
tudes among the most committed participants and increased misperceptions instead.
Second, the continued influence effect and familiarity effect could also mitigate flag-
ging efforts (Lewandowsky et al., 2012). Previous research suggests that flagging
and fact-checking could make people more likely to rely on false content for inferential
reasoning, as these messages are more familiar and accessible (Lewandowsky et al.,
2012). Consequently, exposure to flagging can lead to corrections backfiring and
strengthen individuals’ existing misperceptions.

In the current study, those who frequently share news from propaganda accounts
might already know the affiliations of these sources or have favorable attitude
towards China. As such, they might not be deterred by the flagging anyhow. It is
also likely that they are motivated to share content from these flagged sources deliber-
ately, in order to declare and defend their beliefs and ideologies. Thus, we expect:

H1b: The presence of source flagging will increase news sharing on social media.

The Effect of Source Flagging Over Time

Existing studies rely largely on one-time stimuli to measure the effect of flagging. In
reality, however, people are repeatedly exposed to flagging labels on social media.
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While flagging might have an immediate effect, changes in people’s behaviors could
also happen gradually with repeated exposure, which cannot be captured by single-
session experiments. Furthermore, the long-term effect of flagging on user behavior
remains unknown. Flagging could produce lasting effects that permanently discourage
news sharing. Alternatively, it could generate short-term effects that would diminish
over time. We thus ask:

RQ1: Does source flagging have an immediate effect or delayed effect on news
sharing?
RQ2: Does source flagging have a long-term effect on news sharing?

The Role of Content Features

News sharing is not solely influenced by sources. News value research holds that news
selection and sharing are also a function of content features like sentiments and topics
(Trilling et al., 2017). For example, controversial and positive content are more likely
to be shared on social media (Kraft et al., 2020). This study considers two content
factors: China-related news and political news.

First, Twitter’s flagging might have differential effects for China- and
non-China-related news. Recent research has found that China-related content received
more likes and retweets on Twitter and Facebook (Huang and Wang, 2020; Liang,
2019). With the presence of source flagging, we could expect users to be more
aware that China-related messages are tailored for conveying ideologies and persuad-
ing audiences. Thus, users are less likely to share China-related news if source flagging
has corrective effect, because such labels debunk the operations of propaganda. On the
other hand, prior research finds that people could hold on to existing beliefs when
facing flagging (Lewandowsky et al., 2012). The use of propaganda labels could
further motivate users, particularly those who have found China favorable, to share
China-related news. Hence, we hypothesize:

H2: The effects of source flagging on news sharing will be stronger for
China-related news than non-China-related news.

Similar effects could be observed in political news as well, since this is the main
arena where state propaganda endeavors operate and compete (Jowett and
O’Donnell, 2014). It is likely that users are less willing to share political news pro-
duced by flagged sources, as flagging corrects their perceptions of information
sources (Nassetta and Gross, 2020). We could also expect people who are familiar
with these accounts to share political news more frequently, as they intend to defend
their perspectives or restate their pre-existing beliefs and attitudes. We thus propose:

H3: The effects of source flagging on news sharing will be stronger for political
news than non-political news.
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Method

Data

To test the flagging effect, we first compiled a list of Twitter accounts operated by
China’s media outlets and then selected those that are: 1) verified by Twitter, and 2)
actively producing English news. This yielded 30 flagged accounts1: 24 are
state-supported media and the remaining six are market-based outlets (Table A1 in
Supplementary Information file). Next, we relied on Twitter’s application program-
ming interface (API) to collect data from these accounts. We gathered data in a consec-
utive 60-day period: 20 days before Twitter introduced flagging and 40 days after the
introduction. We decided to do so because time series data are often influenced by his-
torical and social contexts, thus collecting data over a long time period could introduce
time-varying confounders (Box-Steffensmeier et al., 2014). In contrast, using a short
period might not have enough observations. Based on the consideration, we used 20
days prior to the event as the pre-intervention period (W1 July 17 – August 5, 2020)
and 20 days after the event as the post-intervention (W2 August 6 – August 25). We
further included additional 20 days to estimate the long-term effect (W3 August 26
– September 14). This offered adequate observations and meantime limited possible
impacts of time-varying confounders.

Moreover, we actively monitored news during the period using LexisNexis and
Google to evaluate possible confounders (Table A2 in Supplementary Information
file). We considered a China-related event to be time-varying if it occurred between
July 17 and August 25 and involved unexpected international disputes, and such
events could disrupt public life and international politics. While the tensions
between the U.S. and China intensified in 2020, we believe this is not a major event
affecting people’s attitudes toward China between July and August 2020. The
reason for this is that the U.S. had blamed China for the COVID-19 outbreak in
January 2020 and it has had geopolitical conflicts with China (e.g., the trade war)
since 2018. As such, we claimed that historical confounding was relatively constant
during the short period. This largely excluded the possibility that the fluctuations in
news sharing were caused by breaking news or major events relating to China.
Overall, the dataset consists of a total of 49,126 tweets: 16,715 in W1, 16,381 in
W2, and 16,030 in W3 (Table A1). Results of Wilcoxon Signed-Rank Tests show
that there are no significant differences in terms of the number of tweets between
W1 and W2 (V= 130, p= .37), W2 and W3 (V= 120, p= .60), and W1 and W3
(V = 119, p= .63).

Measures

News Sharing. To capture sharing behavior, we focused on the number of likes and
retweets. These two metrics have been used to measure user engagement and the pop-
ularity of tweets. On Twitter, both likes and retweets indicate news sharing since users
can see tweets liked or retweeted by their friends on timelines. We combined these two
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into an index of daily news sharing (r= .71, M= 77.82, Mdn= 8.14, SD= 281.72).
Given that the measure was highly skewed, we conducted a log-transformation of
the index (M= 2.51, SD= 1.66).

Time Variables. To estimate the flagging effect, we created three time-related variables.
First, T represents a consecutive variable indicating time in days from the beginning of
our observation (1= July 17, 2= July 18, 3= July 19…). The second variable I is a
binary variable indicating the presence of flagging (0= pre-intervention, 1= post-
intervention). It estimates whether flagging immediately influences the level of news
sharing. Finally, another time variable T2 is zero for pre-intervention observations
and begins consecutively counting post-intervention observations (1=August 6, 2=
August 7…). This variable estimates whether flagging gradually affects the trend of
news sharing.

Content Features. We performed dictionary-based methods to construct content vari-
ables. This approach uses the frequency of keywords to identify concepts and
classes in texts. For China-related tweets, we compiled a list of keywords relating to
China (e.g., Chinese), Chinese places (e.g., Shanghai, Beijing), Chinese politicians
(e.g., Xi Jinping), Chinese firms (e.g., Alibaba, Tencent), and Chinese celebrities.
We then applied this dictionary to classify tweets related to China (0= non-China, 1
=China). We further aggregated the data to calculate daily proportions of
China-related news (M= .71, SD= .24). Following previous research (Kraft et al.,
2020), we created a dictionary to identify political content and then calculated daily
proportions of political news (M= .08, SD= .11).

Control Variables. We controlled for three content variables: news sentiment,
COVID-19 news, and the number of tweets. It has been found that people are less
inspired to share news containing negative sentiment (Kraft et al., 2020) or pandemic
news (Sharma et al., 2017). For news sentiment, we employed Lexicoder Sentiment
Dictionary developed by Young and Soroka (2012). This dictionary contains 3,430
positive sentiment words and 5,718 negative sentiment words, allowing researchers
to analyze the sentiment of textual data. We first calculated the sentiment score for
each tweet and then aggregated daily news sentiment (M= .25, SD= .68). Next, we
created a dictionary relating to COVID-19 (e.g., COVID-19, coronavirus) and
applied it to calculate the daily proportions of pandemic news (M= .19, SD= .16).
We also counted the number of tweets posted every day (M= 29.88, SD= 36.27).

Furthermore, we performed manual coding to validate the dictionaries. The first
author developed a codebook for four content variables (i.e., China-related news,
Covid-related news, political news, and sentiment) and then selected 100 random
samples from the dataset. Other authors separately coded these samples (Table A3
in Supplementary Information file). Next, we compared human coding with dictionar-
ies by calculating the intercoder reliability: China-related tweets (Krippendorff’s alpha
= 0.85), Covid-related tweets (Krippendorff’s alpha= 0.86), political tweets
(Krippendorff’s alpha= 0.72), and sentiment (Krippendorff’s alpha= 0.56).
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Account-Level variable. We include an account-level factor in the analysis: the number
of followers of each account (M= 1,268,312,Mdn= 236,000). This variable measures
the popularity of media accounts and is often positively related to news sharing. We
conducted a log-transformation of this variable (M= 12.37, SD= 2.09).

Analysis

We use time series analysis to test hypotheses and explore research questions, and the
unit of analysis is daily-aggregated observations. Compared with cross-sectional
designs, time series techniques enable researchers to examine temporal dynamics
and social processes over time (Box-Steffensmeier et al., 2014). In this study, a
simple comparison of the before-and-after mean values would be insufficient, since
time series data may have trends over time. Thus, we adopt interrupted time series
(ITS) technique to examine the flagging effect.

In a typical ITS design, data are collected at multiple instances before and after the
introduction of an intervention (Campbell and Ross, 1968). The intervention, or interrup-
tion, could be an event or public policy. In the current study, the intervention is Twitter’s
use of source flagging starting on August 6. The pre-intervention observations are used
as the baseline to estimate counterfactual observations for the post-intervention
(Campbell and Ross, 1968). Thus, ITS can test whether the outcome observed in the
post-intervention period is significantly different from that observed before the interven-
tion, which allows us to infer that the observed change could be due to the intervention
(Ramsay et al., 2003). It is more informative than traditional before-after designs.
Another advantage is that ITS accounts for potential biases in time series data, including
autocorrelation, seasonality, secular trends, and random fluctuations. ITS is hence con-
sidered the strongest quasi-experimental design, allowing researchers to test causal infer-
ences when randomized trials are impractical (Shin, 2017).

There are two intervention effects in ITS: the change in the level and that in the trend
(Ramsay et al., 2003; Shin, 2017). To test the level change, we rely on the dichotomous
variable I. This allows us to compare the values of the outcome variable at which the
estimated level of the pre-intervention series and that of the post-intervention series
cross the intervention. This variable also helps estimate whether the intervention has
an immediate effect. A significantly negative result would suggest a sudden drop in
the outcome after the intervention. To explore the trend change, we rely on the variable
T2 to compare the estimated slopes of the pre- and post-intervention periods. T2 also
tests whether the intervention has delayed an effect. A significantly negative result
would mean a gradual decline in the outcome value.

Results

Time Series Diagnostics

The first step in time series analysis is to understand the structure of data (Shin, 2017).
Time series data often involve three components: seasonality, trend, and white noise
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(Box-Steffensmeier et al., 2014). Since we are mainly interested in the change of news
sharing, we first estimate and deseasonalize our outcome variable. Seasonality refers to
regular fluctuations that consistently occur over time, it should be estimated and
removed from the data (Shin, 2017). To do so, we examine the PACF (partial autocor-
relation function) of news sharing for each media account. The results suggest that this
variable does not have seasonality, meaning that news sharing does not consistently
repeat at the same frequency over time (Figure A1 in Supplementary Information
file). Next, we estimate the autocorrelation of the outcome variable, because time
series variables often correlate with themselves across time (Box-Steffensmeier
et al., 2014). To test the first-order autocorrelation, we conduct Ljung-Box test and
Durbin-Watson test (Table A4 in Supplementary Information file). We also employ
ACF (autocorrelation function) to identify the high-order autocorrelation (Figure A2
in Supplementary Information file). The results show that, while some media accounts
have first-order autocorrelation, most of them do not show high-order autocorrelation.
This means that news sharing does not correlate with itself over time.

Hypothesis Testing

We use mixed-effects models to take into account the differences between accounts.
We start with model comparisons to determine whether there are variations in news
sharing across these accounts. We fit a fixed intercept null model (i.e., OLS regression)
containing no predictors and a random intercept null model. Analyses of variance tests
of the differences between likelihood-ratio test of these two models show that a random
intercept-only model is a better fit for the data, χ2= 2139.4, p < .001. The random
intercept-only model suggests that the majority of the variance in news sharing is
attributed to account-level differences, ICC (intraclass correlation coefficient)= .882.

Table 1 shows the results of mixed-effects models. H1a predicts that flagging will
reduce news sharing, whereas H1b expects a backfire effect. Model 2 reveals a signifi-
cantly negative effect of flagging on the level of news sharing, b= -.17, p < .01. Yet, we
do not find significant increases in the level of and trend of news sharing. Thus, H1a is
supported whereas H1b is rejected. In addition, H2 expects that the effect of source
flagging on news sharing will be stronger for China-related news than
non-China-related news, and H3 proposes that the effect will be stronger for political
news than non-political content. To test these two hypotheses, we run additional
models including interaction terms. Models 3 and Model 5 show that there are no inter-
action effects between China-related news and flagging. Thus, H2 is rejected.
Moreover, we find negative interaction effects of political news and trend change on
news sharing, b= -.13, p < .05 and b= -.12, p < .05, respectively. H3 is hence
supported.

RQ1 explores whether source flagging has an immediate effect or delayed effect on
news sharing. Table 1 shows significant results for the level (I ), meaning that sourcing
flagging immediately decreases news sharing. Further, we find no significant differ-
ences in the trend (T2), suggesting that news sharing does not gradually change.
However, we find that source flagging negatively affects the sharing of political
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Table 1. Linear Mixed-Effects Models Predicting News Sharing.

Model 1 Model 2 Model 3 Model 4 Model 5

Fixed effects
Intercept 2.57 ***

(0.29)
−3.95 **

(1.16)
−3.49 **

(0.98)
−3.21 **

(0.96)
−3.48 ***

(0.96)
Time (T ) 0.00 (0.00) 0.00 (0.00) 0.02 (0.01) 0.00 (0.01) 0.02 (0.01)
Level change (I ) −0.16 *

(0.07)
−0.17 **

(0.07)
−0.23 (0.19) −0.21 *

(0.08)
−0.34 (0.21)

Trend change
(T2)

−0.01
(0.01)

0.00 (0.01) −0.03 (0.02) 0.01(0.01) 0.00 (0.02)

Sentiment 0.04 (0.04) 0.04 (0.04) 0.04 (0.04) 0.04 (0.03)
Daily news −0.04 *

(0.01)
−0.00 **

(0.00)
−0.00 *
(0.00)

−0.00 **
(0.00)

China’s news 0.07 (0.13) 0.49 * (0.20) 0.08 (0.13) 0.47 * (0.20)
Political news −0.27 (0.22) −0.25 (0.22) −0.50 (0.54) −0.26 (0.54)
COVID-19 news -0.42 **

(0.14)
-0.40 **
(0.14)

-0.43 **
(0.14)

-0.42 **
(0.14)

Followers 0.54 ***
(0.09)

0.48 ***
(0.08)

0.48 ***
(0.08)

0.48 ***
(0.07)

Time×China
news

-0.03 (0.02) -0.03 (0.02)

Level×China
news

0.10 (0.24) 0.19 (0.25)

Trend×China
news

0.03 (0.02) 0.02 (0.02)

Time× Political
news

0.04 (0.04) 0.02 (0.04)

Level× Political
news

0.37 (0.60) 0.42 (0.61)

Trend× Political
news

-0.13 * (0.60) -0.12 *
(0.60)

Variance of random effects
Level 2: τ20=
Var(U0j)

1.22 1.13 1.32 1.33 1.33

Level 1: δ2=
Var(Rij)

0.32 0.31 0.29 0.29 0.29

N (Level 1 units) 1,097 1,097 1,097 1,097 1,097
N (Level 2 units) 30 30 30 30 30
AIC 2027.49 2001.88 1980.35 1979.29 1979.70
BIC 2057.49 2061.89 2080.35 2079.30 2094.71

Note. Unstandardized coefficients with standard errors in parentheses. Full maximum likelihood estimation.
AIC=Akaike Information Criterion. BIC= Bayesian Information Criterion. * p < .05, ** p < .01, *** p < .001.
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news, showing a delayed effect on reducing the diffusion of political content. This
offers mixed findings for RQ1, indicating that source flagging effect is overall imme-
diate, but when it comes to political news the effect might be delayed. Moreover, RQ2
addresses whether flagging has a long-term effect on news sharing. We combine W2
and W3 data as post-intervention observations and run additional models. The
results suggest that flagging significantly reduces the level of news sharing, b= -.18,
p < .01.

To better understand the effects of source flagging over time, we visualize the
change of news sharing in Figure 2. We distinguish pre- and post-intervention by
using two colors. Obviously, Figure 2 shows that the level of news sharing experienced
a significant drop after August 6 when Twitter announced its flagging policy (pre-
intervention M= 2.61, Mdn= 2.57, post-intervention M= 2.42, Mdn= 2.40).
Moreover, the slope of news sharing did not dramatically increase or decrease in W2.

Furthermore, Figure 3 visualizes the change of news sharing across these flagged
accounts. We find that 24 media accounts experienced the decrease of news sharing
in W2. For example, @CGTNOfficial, @XinhuaTravel, and @PDChina lost around
23 to 56 percent of news sharing after the intervention. Interestingly, we also find
that six media outlets received more sharing after the intervention (@caixin, @cgtna-
merica, @China__Focus, @thepapercn, @SixthTone, and @yicaichina). While
@cgtnamerica and @China_Focus are state-owned media, the other four are operated
by commercial media. For @cgtnamerica, @China_Focus, and @SixthTone, the
increase in news sharing is mainly driven by peaks in W2. We find that their news
sharing also declined when removing extreme values. For the other three accounts,

Figure 2. The effect of source flagging on news sharing. Notes. The Y-axis is news sharing and
the X-axis is the dates between July 17 and August 25, 2020. The purple line and blue line are
estimated averages in pre-intervention and post-intervention, respectively. The black dotted
line indicates the outcome variable would have been expected had if there has no intervention.
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the increase is partially due to the fact that they received limited sharing (less than ten
likes or retweets per day), so some popular tweets posted in W2 boost news sharing.

Robustness Checks

We conduct additional tests to address the robustness of our conclusions when consid-
ering different specifications and alternative explanations. We begin with the consid-
eration of time periods. We estimate the flagging effect using three different periods:
seven days before and after the intervention, ten days, and fifteen days. We find con-
sistent results that source flagging significantly reduces the level of news sharing
(Table A6 in Supplementary Information file).

Second, we consider the effect for influential media outlets, as some accounts do not
receive substantial user engagement. To do so, we focus on accounts that receive at
least twenty news sharing per day in either W1 or W2. This yielded thirteen accounts3.
Consistent with our findings, source flagging significantly limits the level of news
sharing in the short term, b= -.29, p < .05, and the long term, b= -.29, p < .05
(Table A7 in Supplementary Information file).

Third, we separate the number of likes and retweets. The results suggest that the
presence of flagging has a significant effect on the level of liking and that of retweeting,
b= -.19, p < .01 and b= -.14, p < .05, respectively. Source flagging also has a long-
term impact on decreasing both liking and retweeting (Table A8 in Supplementary
Information file).

Figure 3. The change of news sharing across accounts. Notes. The bar chart shows the
proportional change of news sharing in W2 compared with W1, calculated by subtracting the
difference of daily values between W1 and W2 and divided by W1 values. Red bars show
reductions in news sharing, whereas blue bars indicate increases.
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Fourth, we consider the possible impact of outliers (i.e., tweets with extremely high
sharing) by excluding the top 5% and top 10% of popular tweets in the analysis. We
find that flagging significantly declines the level of news sharing (Table A9 in
Supplementary Information file).

Fifth, we estimate the possibility that propaganda labels might have distinct effects
if some sources already indicate their affiliations. For example, Xinhua and China
Daily clearly identify their connections with China in usernames, so people can
easily recognize their affiliations without propaganda labels. In contrast, CGTN does
not indicate their affiliations in their accounts (@CGTNOfficial) and usernames
(CGTN), hence people might not know it is Chinese media before the intervention.
Thus, we distinguish these accounts into two categories (16 do not indicate their affil-
iations whereas 14 show affiliations). We find that source flagging has significant
effects on the level of news sharing for media accounts that do not illustrate their affil-
iations, b= -.22, p < .05. (Table A10 in Supplementary Information file).

Sixth, we address plausible counterfactual conditions by testing the flagging effect
on non-equivalent outcomes. That is, we explore variables that are not expected to
respond to the intervention. We consider four non-equivalent variables: news senti-
ment, the number of tweets, China-related news, and political news. We expect that
flagging would not affect these variables, as China’s media need to follow official pol-
icies and should not significantly change their coverage in response to the intervention.
The results reveal no significant changes for these four variables (Table A11 in
Supplementary Information file).

Seventh, we consider another counterfactual scenario by examining media accounts
that are not labeled but post similar content. We select Hong Kong’s South China
Morning Post (SCMP) as the example, as it also focuses on China but is not flagged
by Twitter. Our expectation is that SCMP’s news sharing should not significantly
change after August 6. We estimate the effect using an OLS model. The results reveal
no significant differences in the level, b= .22, p= .45, and trend, b= .02, p= .50.

Eighth, we estimate the flagging effect for China’s media that publish content in
Chinese. In fact, People’s Daily and China News Service also operate Twitter accounts
publishing tweets in Chinese. These two are also labeled by Twitter. However, we
expect that flagging Chinese-language accounts would not affect their news sharing,
since those who speak Chinese should already know that these accounts are state-
affiliated media. We find no significant differences in the level (b= .00, p= .64) and
trend (b= -.01, p= .46) for People’s Daily. The model for China News Service also
receives no significant results for the level and trend, b= -.03, p= .81 and b= -.01,
p= .30, respectively.

Finally, we adopt regression discontinuity design (RDD) to test the flagging effect.
We first consider August 6 as the cutoff point and divide the data into the control group
(pre-intervention) and treatment group (post-intervention). We use R package ‘rdro-
bust’ to determine the bandwidth and choose 7.613 as the optimal bandwidth. Then
we test RDD effect using a subset of the data based on the optimal bandwidth (N=
448). The result suggests a significant flagging effect (Table A12 in Supplementary
Information file). We also consider alternative cutoff points (five days before and
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after August 6) and find no significant results, b= -.02, p= .35 (August 1) and b= -.01,
p= .33 (August 11).

Discussion

Facing the challenge of information warfare, social media platforms have taken multiple
measures to warn users and facilitate access to credible content. Using a quasi-experimental
design, this study provides insights into how the flagging of propaganda sources could
affect information sharing on social media.We find that labeling accounts as state-affiliated
media immediately lowers the level of news sharing and further leads to a long-term reduc-
tion, particularly for political content. Our study makes the following contributions. First,
we test two behavioral effects (corrective effect vs. backfire effect) and two types of
changes (levels vs. trends). Using a real-world intervention, we find strong evidence of cor-
rective effect. That is, the use of source flagging is effective in discouraging users from
sharing information created by flagged accounts. Meanwhile, we do not find the presence
of backfire effect. The findings advance our understanding of flagging in the context of
labeling information sources and foreign propaganda.

There are two possible explanations: source verifications and online presence. First,
it is possible that many users did not know that these accounts were state-affiliated
before the intervention. Twitter’s flagging hence authenticates state-affiliated accounts
and triggers heuristic-based judgments. In other words, source flagging could forewarn
users of the propaganda nature of these sources, which debunks flagged accounts and
further diminishes news sharing (Nassetta and Gross, 2020). Second, some users might
already know that these accounts are China’s media, but the introduction of source
flagging deters them from engaging with these accounts. This is partly because
sharing tweets created by flagged accounts could damage one’s online reputation, as
social media users tend to express themselves and manage online presence through
information sharing (Kraft et al., 2020).

Moreover, this study reveals that source flagging is more effective in dissuading
people from sharing political content. Since political content is the main arena of pro-
paganda, this finding suggests that flagging has the potential to restrict the diffusion of
political news created by propaganda sources. However, we find no evidence that the
flagging effect differs between China-related news and non-China-related news. As
China’s foreign propaganda emphasizes “telling China’s story” and “spreading
China’s voice”, it aims to compete with Western media in shaping not only the
image of China, but also the public discourse of international affairs. Our findings
point out that Twitter’s flagging evenly dampens these two strategies.

Notably, while robustness tests show that the presence of flagging reduces both
likes and retweets, these two metrics have different implications. People often have
favorable attitudes toward or support the messages when they like a tweet, but retweet-
ing does not always imply endorsement as people would retweet information to express
dissent. Therefore, our findings suggest that flagging could affect different types of
user engagement. One explanation is that flagging debunks propaganda sources,
causing people to engage less, regardless of whether they favor China’s media. This
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also means that source flagging could affect various types of news sharing in a long-
term period. Future research could explore the differences between likes and retweets.

In addition, this study benefits from a quasi-experimental design which allows us to esti-
mate causal inference in the real-world setting. The ITS analysis provides new tools for
studying the flagging effect, as previous literature rarely investigates when flagging works
and how long the effect lasts. We argue that flagging could affect people’s behavior in
two ways: immediate change and gradual change across time. Our findings reveal the imme-
diate effect on overall news sharing, as well as the delayed effect on the sharing of political
information. This further propounds that source flagging could have different types of effects,
and researchers thus need to consider flagging as social dynamics rather than static processes.
Moreover, we also find that source flagging could have a long-term impact on news sharing,
suggesting that the observed effect of flagging is not a result of novelty. Instead, source flag-
ging has the potential to consistently affect user behavior over time.

Furthermore, we demonstrate that flagging does not uniformly deter news sharing
across media accounts. This corroborates previous findings that the effect of flagging
is socially and politically contingent (Margolin et al., 2018). While most accounts lost
news sharing after being flagged, some received more likes and retweets after the inter-
vention. One explanation is that these accounts adopt different strategies for spreading
propaganda. For example, CGTN portrays itself as an international news media and
hides its affiliation with China in its profile. Therefore, users might not know CGTN
is state-affiliated before the intervention. China Daily, by contrast, clearly identifies its
connections with China in its profile, so people can recognize its affiliations without flag-
ging. Another possibility is that source flagging would only deter certain groups of
people (e.g., those who do not hold favorable attitudes toward China) from sharing
news, but could not affect those who already have favorable attitudes toward China.

While our study examines flagging effects on China’s media, it also contributes to a
better understanding of how source flagging functions in general. In fact, Twitter has
flagged media accounts in other countries such as Russia, Cuba, Iran, and Saudi
Arabia (Twitter, n.d.). The findings and methods presented in this study could be
further applied to explore other countries’ cases. We argue that corrective effect is the
main outcome of source flagging, particularly for non-democratic countries. As discussed,
this is because flagging labels provide cues for information processing and decision-
making, thereby debunking the nature of propaganda sources. Moreover, people might
be less likely to engage with flagged sources because this could damage their online pres-
ence. Therefore, the findings that source flagging reduces news sharing could offer direc-
tions for studies focusing on other countries. However, the intervention might have
different effects in other countries. For instance, Twitter has also labeled state media in
Spain, Germany, and Italy. Yet, our findings might not be replicated in these cases due
to the difference in political and media systems. Moreover, Twitter flags individual
accounts including foreign ministers, official spokespeople, and state media journalists.
Source flagging could generate distinct effects on these accounts.

The present study also has practical implications for social media, fact-checkers,
and policymakers. Our finding that that source flagging produces immediately correc-
tive effect provides evidence-based support for the use of flagging labels on social
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media. While this study focuses on China, the results are encouraging in light of the
growing concerns about the effectiveness of corrective measures counteracting the
operation of foreign propaganda in particular and information warfare in general.
Nevertheless, we also observe that Twitter’s flagging does not have the same impact
across flagged accounts. It thus suggests that flagging should not be considered as a
panacea for platform governance. In order to improve the corrective measures,
social media platforms need to develop multiple tools for offering credible content
and consider tailor designing their corrective measures.

We note that our study has several limitations. First, the psychological mechanisms
underlying people’s reactions to source flagging are still unclear. Previous studies have
found that the presence of labels could influence how people evaluate the information
and the evaluation further leads to behavioral changes (Chung and Kim, 2020; Mena,
2019). It is possible that the introduction of flagging labels reduces people’s percep-
tions of source credibility, and the declined perception further discourages user engage-
ment with flagged accounts. Thus, further research could examine how people assess
flagged sources. Second, we collect pre-intervention data after August 6, and it is pos-
sible that some tweets might be deleted by these accounts or Twitter. Moreover, our
analysis does not explore retweets. Future research could explore how users react to
retweets and source flagging. Third, due to the nature of the study, we cannot
exclude the possibility that other exogenous factors and events could be at play,
such as the changed structures and patterns of user engagement on Twitter. Finally,
we focus on one platform and one country’s media. As mentioned, Twitter labels
other countries’ state-affiliated media, and Facebook and YouTube also introduce
similar measures. Therefore, future research could benefit by examining the effect of
source flagging across platforms and countries.

Overall, our study contributes to the growing body of scholarship about the effect of
flagging on social media. The evidence presented here suggests that the introduction of
source flagging is effective in reducing the level of news sharing, and such corrective
effect does not disappear in the long-term period. This study thus provides insights into
the scholarship on the effect of source flagging in the online environment.
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Notes

1. This is not an exclusive list of China’s media on Twitter. Media accounts that publish news
in other languages or do not actively produce content are not included in this study.

2. We also run fixed-effect models and find a negative effect of flagging on the level of news
sharing, b = -.30, p < .05, and non-significant results for trend changes (Table A5 in
Supplementary Information file).

3. They include:@XinhuaTrave,@PDChinaLif,@ipandacom,@PDChinaSports,@ChinaScience,
@PDChina, @ChinaDaily, @XHNews, @globaltimesnews, @CGTNOfficial,
@PDChinaBusiness, @CCTV, @cgtnamerica.
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