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Chapter 2

Problem Definitions and Methods

A support system for the classification of neurodegenerative diseases requires
understanding the domain, its complexity, and the technology and process-

ing techniques needed to extract measurements of metabolic change in the brain.
Therefore, this chapter introduces the concepts used and studied in this thesis, both
from a machine learning and neuroimaging perspective. Section 2.1 introduces the
neurodegenerative disorders of interest and explains why it is vital to distinguish
them. Section 2.2, discusses the technology to extract metabolic activity measure-
ments from the brain, i.e., the positron emission tomography (PET) scanner. An in-
tegral part of the data processing in this thesis is the scaled subprofile model (SSM)
method combined with principal component analysis (PCA) which extracts disease-
specific patterns of metabolic activity, see Section 2.3. Finally, in Section 2.4 we dis-
cuss several classification techniques used throughout this thesis.

2.1 Neurodegenerative Diseases

Neurodegenerative diseases are currently incurable. They are characterized by pro-
gressive loss of function of nerve cells in specific brain regions or peripheral ner-
vous systems, ultimately resulting in the patient’s death. These disorders are caused
by an accumulation of abnormal proteins throughout the brain. Each neurodegen-
erative disorder is associated with a pathological specific cascade of protein pro-
duction or breakdown. Since these abnormal protein pathways occur in particu-
lar brain regions, this results in disease-specific patterns of brain damage. At the
same time, neurodegenerative disorders can share clinical and pathophysiological
features since different protein pathology may occur in the same neuronal systems.
A single patient may therefore have signs and symptoms of multiple disorders. In
addition, the patient’s complaints might be unclear or not severe enough. As a result
of the complex clinical presentations, neurodegenerative diseases pose several chal-
lenges in clinical practice, and a classic clinical syndrome may only become evident
at later disease stages.

Consequently, there is a need to diagnose neurodegenerative disorders as early
as possible. On the one hand, patients and families wish to be informed about what
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is happening to them. Diagnosis is especially critical for patients with clinical alarm
signs who do not develop brain degeneration but recover. On the other hand, man-
agement of these brain diseases depends on which condition, in the end, will be
likely. Unfortunately, at this moment, there is no single diagnostic test that can help
the clinician at an early stage to differentiate between different neurodegenerative
disorders in vivo. A definitive diagnosis can be made by microscopic examination
of the brain tissue, but this is not feasible during life. The diagnosis, therefore, cur-
rently relies on the experience of the treating physician. Even for experienced neu-
rologists, diagnosing patients in an early disease stage can be challenging. A correct
early diagnosis is also essential to have a chance to treat patients, once a protective
treatment becomes available, successfully. At the end phases of neurodegenerative
diseases, too many nerve cells will have disappeared to recover function.

The following subsections provide an overview of the neurodegenerative disor-
ders present within the data analyzed in this thesis. Each disease has its section to
describe the disorder’s cardinal (clinical) symptoms, pathophysiology, and under-
line the difficulties of distinguishing between them.

2.1.1 Parkinson’s Disease

Parkinson’s disease (PD) is a progressive neurodegenerative disease that affects 94
per 100,000 people and over 6 million people worldwide [14]. Parkinson’s dis-
ease (PD) presents the most common form of parkinsonism, a clinical syndrome that
presents with any combination of bradykinesia (slowness of movement), rest tremor,
rigidity, and postural and gait instability [15, 16]. PD is probably caused by a mis-
folded protein called α-synuclein, which forms aggregates within the cell bodies
(Lewy bodies) that accumulate and spread throughout the brain. However, stud-
ies have shown that PD pathology is more complex than Lewy bodies alone [17].
This lack of specificity of the pathological findings raises the possibility that PD may
not be a specific disease entity but rather a clinically prototypical syndrome with
different clinical subtypes and pathogenic causes [18, 19]. Consequently, the dis-
ease is widely considered a complex disorder with various heterogeneous clinical
features that include neuropsychiatric and nonmotor symptoms, frequently present
before the onset of the motor symptoms mentioned above [15, 17]. These symptoms,
among others, include cognitive dysfunction and dementia, psychosis and halluci-
nations, sleep disturbances, and rapid eye movement sleep behavior disorder (RBD)
[15, 17].

PD can be straightforward to diagnose when a complete and typical clinical pic-
ture has developed. However, in an early disease stage, when symptoms are mild or
when a patient has atypical symptoms, it can be challenging to differentiate between
PD and other neurodegenerative diseases that cause rigidity and bradykinesia. Ex-
amples are multiple system atrophy (MSA), progressive supranuclear palsy (PSP),
and corticobasal degeneration (CBD). These conditions are often misdiagnosed as
PD at first, but have different pathophysiology, require different treatment, and have
a poorer prognosis. Clinicopathologic studies have shown that the clinical diagnosis
of PD is inaccurate in approximately 20-25% of patients who were diagnosed dur-
ing life to have PD. When specialists provide the diagnosis, the accuracy improves
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[20] and may rise to 90%. However, this can only be accomplished when the patient
reaches a disease phase that provides sufficient signs and symptoms after years.

2.1.2 Alzheimer’s Disease

Dementia is a syndrome that leads to deterioration in cognitive function, i.e., the
ability to process thought beyond what might be expected from the usual conse-
quences of biological aging. An estimated 24 million people worldwide have de-
mentia, of which the majority are thought to have Alzheimer’s disease (AD) [21, 22].
The cardinal symptoms related to Alzheimer’s disease (AD) are memory impair-
ment, impairment of judgment and problem-solving capabilities, behavioral and
psychologic problems, and other impairments in the cognitive domain, e.g., visu-
ospatial functions and language [22].

At present, AD can only be definitively diagnosed post mortem [21]. The two
core pathological indications of AD are amyloid plaques and neurofibrillary tangles
[21]. Amyloid plaques are a collection of specific proteins (beta-amyloid) that are
toxic and trigger neuronal dysfunction and the death of brain cells. The neurofibril-
lary tangles are a built-up of the tau-protein inside the neurons. These tangles block
the neuronal transport system, which harms the communication between neurons.
Research is ongoing to understand better how and at what stage of the disease the
proteins influence the progression of AD. Clinically, only a probable AD diagnosis is
possible, requiring a detailed history of the type and course of symptoms by the pa-
tient and his family [21]. Together with clinical tests, good sensitivity and specificity
(>80%) can be reached for distinguishing patients with AD from patients without
dementia [21]. However, the ability to discriminate between AD and other demen-
tias is less accurate (23-88%) [21, 23].

The most common neurodegenerative dementia after AD is dementia with Lewy
bodies (DLB) and frontotemporal dementia (FTD). Furthermore, PD patients can
develop dementia at a later stage in the disease evolution. The pathology of Parkin-
son’s disease dementia (PDD) is still poorly understood and shows mixed signs of
PD and AD [15]. Complicating the diagnosis of dementia in PD is DLB which is pri-
marily determined by the presence of dementia but also has parkinsonian features
[15].

2.1.3 Dementia with Lewy Bodies

Dementia with Lewy bodies (DLB), once thought to be rare, is now considered one
of the most common causes of degenerative dementia. DLB affects approximately 5
percent of the general population and accounts for 30 percent of all dementia cases
[24].

Neuropathology shows widespread neocortical and limbic Lewy body degener-
ation in addition to brainstem Lewy body disease [16]. Lewy pathology consists of
abnormal aggregates of α-synuclein protein, called Lewy bodies and Lewy neurites
[17].

DLB is associated with nonspecific pathological changes to the brain that over-
lap with other neurodegenerative diseases such as PD dementia and AD [16, 24].
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In addition to dementia, distinctive clinical features include visual hallucinations,
parkinsonism, cognitive fluctuations, dysautonomia, sleep disorders such as RBD,
and neuroleptic sensitivity. Autopsy confirmed studies have shown that clinical di-
agnostic criteria perform with decent specificity but low sensitivity [24].

2.1.4 Rapid Eye Movement Sleep Behavior Disorder

Rapid eye movement sleep behavior disorder (RBD) is a sleep condition (parasom-
nia) recognized by dream-enactment behaviors [25]. It can be definitively diag-
nosed with polysomnography, a sleep study in which several physiological aspects
of sleep, such as brain and muscle activity, are registered. RBD prevalence is ap-
proximately 0.5-1% of the general population or, in absolute numbers, about 35 to 70
million expected patients worldwide [25, 26]. RBD can occur as part of neurodegen-
erative disease, for instance, PD or MSA, but RBD may also present itself without
signs and symptoms of one of these diseases and is labeled as idiopathic rapid eye
movement sleep behavior disorder (iRBD).

IRBD might be an ideal group of patients to study the earliest stages of PD. In
spontaneously occurring cases, longitudinal studies have shown that >80% of pa-
tients initially diagnosed with iRBD developed PD, DLB, or incidentally MSA in
the following decades [27–31]. Patients with iRBD, by definition, have not yet devel-
oped the typical so-called motor symptoms associated with these conditions: muscle
stiffness and slowness of movement. These patients provide a unique opportunity
to study the early (prodromal) stages of neurodegeneration [32].

2.2 Positron Emission Tomography

In Section 2.1, we mentioned that neurodegenerative disorders develop very slowly,
and patients’ initial complaints can often be too vague or not severe enough for clin-
ical tests to differentiate between the various diseases. Clinical testing includes neu-
rocognitive examinations and neuroimaging scans using computerized tomography
(CT) or magnetic resonance imaging (MRI). The commonly used scans in clinical
practice aim to demonstrate or exclude anatomical (structural) pathological changes,
and if these are present, those scans fulfill their role well. However, pathological
anatomical brain changes are usually seen late in the development of these diseases.
Therefore, methods that can show functional changes in a patient’s brain at an early
stage of the disease’s evolution are necessary to make a difference.

Positron emission tomography (PET) scanning, specifically when using the [18F]
fluorodeoxyglucose (FDG) tracer, has played an essential supporting role in the dif-
ferential diagnosis of neurodegenerative diseases [15, 22, 24]. A fundamental prop-
erty of the brain lies at the basis of this procedure. The brain uses only glucose
as the source of the cellular energy that the nerve cells in the brain need to per-
form and maintain their function. Native glucose is generally broken down by the
cells through the glycolysis and mitochondrial oxidative systems, thereby generat-
ing the energy-rich universal biological substance ATP (adenosine triphosphate). If
the nerve cells are lost or are diseased, they need less energy and thus consume less
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2.2. Positron Emission Tomography

Figure 2.1: Example FDG-PET data projected on the mni152 standard space image
after initial processing and spatial normalization. The actual volume is much larger
(>200.000 voxels) than the arbitrary axial slices of the brain depicted here. Areas
with a higher glucose concentration are more active, resulting in more gamma rays
(white) than less active areas (dark red). The subjects "nose" is pointing to the top
of the page and the brain is shown according to the radiological convention, i.e., the
right half of the brain is depicted on the left and vice versa.

glucose. Therefore, the overall glucose consumption in any particular brain region
reflects the locally averaged functional state of the brain.

To detect glucose uptake in the body, one can use the radiotracer FDG, injected
intravenously in a small (tracer) amount. This glucose variant behaves like native
glucose but is radiolabeled with the positron-emitting radio-isotope [18F]. The emit-
ted positron (carrying a positive load) travels a short (1 mm) distance before con-
tacting an electron (carrying a negative load) from the surrounding matter. When
the positron contacts the electron, the masses of both particles are annihilated, and
two gamma rays at almost a perfect 180◦ angle are emitted. The gamma rays have
very high energy and thus leave the body easily without too much absorption; thus,
one only needs a small isotope concentration to get a detectable signal, without sub-
stantial radiation risk [13]. Sensitive detectors positioned around the body detect the
gamma rays. If two detectors activate simultaneously, then the place of origin lies
along the line of coincidence. The combinations of activations are stored and later
used to reconstruct the activity distribution throughout the brain. These proper-
ties of FDG combined with the proper detection system, normalization procedures,
and physical corrections result in the accurate quantification and localization of the
metabolic activity per voxel [13]. Figure 2.1 provides an example of an FDG-positron
emission tomography (PET) pet scan that in total contains over 200.000 voxels.

Comparing the changes in activity per voxel between healthy and ill people can
be challenging. The difference in activity, i.e., the change in glucose uptake patterns,
can be subtle due to the brain’s high degree of connectivity and fixed neuronal in-
terconnections between thousands of regions. Furthermore, this often cannot be de-
tected by visual inspection. Fortunately, methods, such as the one described in the
next section, have shown that patterns of altered glucose use exist, specific to each
neurodegenerative disease [33, 34]
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Figure 2.2: The illustration shows the computation steps involved in the
SSM/principal component analysis (PCA) method, as explained in the text. The
gray blocks denote the key variables, such as the subject residual profiles obtained
after the voxel centering and the group invariant sub-profiles resulting from the PCA
by singular value decomposition. Finally, the subject scores quantify the expression
of the group invariant sub-profiles based on each subject’s residual profile.

2.3 Scaled Sub-Profile Model / Principal Component Analysis

The scaled subprofile model (SSM) [33, 34] is a data-driven, spatial covariance
method based on principal component analysis (PCA) to assess subject-by-region
effects in functional brain profiles from FDG-PET data [33, 35]. The method was
conceived as a response to several attempts to use traditional statistical techniques,
e.g., t-tests, analysis of variance (ANOVA), and others [33] to define group-specific
regional cerebral metabolic rates of glucose (rCMRglu) patterns. These traditional
approaches have had limited success in the face of small between-group differences
and large intersubject variability [33, 34]. The scaled subprofile model (SSM) was
created to overcome these approaches’ conceptual and methodological problems,
improve interpretation, and more accurately define the metabolic consequences of
neuro-psychological stimulation and neurologic diseases [33, 34].

The SSM/PCA, visually represented in Figure 2.2 can characterize the regional
covariance structures by preprocessing the measured voxel values, after which a
PCA is applied to identify the principal components, i.e., the metabolic covariance
patterns, also known as the group invariant sub-profiles (GIS). The GISs are deter-
mined on the data from what we call the space-defining reference group, see Fig-
ure 2.3. Subsequently, the GISs are used to compute the subject expression scores
of unseen data. The space-defining reference group contains healthy controls and
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space-defining reference group

FDG-PET
data

training group

SSM/PCA

subject
expression

 scores

step 1.

step 2.

Figure 2.3: Illustration of how the FDG-PET scans are divided and the SSM/PCA
is applied. The transformation is shown in Figure 2.2 is computed based on the
space-defining reference group in step 1. (mask, voxel centering, group residual
sub-profile) and applied to an unseen disjoint group in step 2. to obtain the subject
expression scores used for further analysis.

a disease-specific patient subgroup, e.g., typical Parkinson’s patients, to get a con-
trollable reference space including the variation between healthy controls (HCs) and
PD (Chapter 5). However, one can extend this approach by including many disease
groups to obtain a reference space that encapsulates the variance between multiple
neurodegenerative diseases (Chapter 4). After obtaining the GIS, one can calculate
the subjects’ expression scores (Section 2.3.4) for unseen patients. The amount that
each of the GIS contribute to a subject’s cerebral metabolic rate is quantified by the
expression scores, which vary from subject to subject. This variability in subject ex-
pression scores has been shown to have high discriminative power in several cases
[36–39].

The following subsections provide a more detailed description of the relevant
computational steps involved in the SSM/PCA method, following a similar process
described in [40].

2.3.1 Preprocessing Steps

Human brains have different shapes and sizes but generally have the same anatomy
and function, located in similar areas [13]. A standard space helps to identify and
compare those structures and functions [13]. The SSM/PCA, therefore, requires
the data to be spatially normalized, such that there is a direct correspondence be-
tween voxel coordinates. Multiple methods exist to accomplish the normalization.
In general, a spatial normalization warps images of different subjects into a com-
mon three-dimensional space [13]. The FDG-PET data used in this thesis have been
spatially normalized to a reference FDG-PET template [41] in Montreal Neurological
Institute (MNI) brain space using SPM5 software (Wellcome Department of Imaging
Neuroscience, Institute of Neurology, London, UK)1. This was accomplished with
the normalization algorithm provided by SPM5, that employs a 12-parameter affine
transformation followed by non-linear deformation.

The first step of the SSM/PCA method is to compute a gray matter mask on the
space-defining reference group to assure that the same (number of) voxels are used

1https://www.fil.ion.ucl.ac.uk/spm/doc/
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Figure 2.3: Illustration of how the FDG-PET scans are divided and the SSM/PCA
is applied. The transformation is shown in Figure 2.2 is computed based on the
space-defining reference group in step 1. (mask, voxel centering, group residual
sub-profile) and applied to an unseen disjoint group in step 2. to obtain the subject
expression scores used for further analysis.

a disease-specific patient subgroup, e.g., typical Parkinson’s patients, to get a con-
trollable reference space including the variation between healthy controls (HCs) and
PD (Chapter 5). However, one can extend this approach by including many disease
groups to obtain a reference space that encapsulates the variance between multiple
neurodegenerative diseases (Chapter 4). After obtaining the GIS, one can calculate
the subjects’ expression scores (Section 2.3.4) for unseen patients. The amount that
each of the GIS contribute to a subject’s cerebral metabolic rate is quantified by the
expression scores, which vary from subject to subject. This variability in subject ex-
pression scores has been shown to have high discriminative power in several cases
[36–39].

The following subsections provide a more detailed description of the relevant
computational steps involved in the SSM/PCA method, following a similar process
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2.3.1 Preprocessing Steps
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compare those structures and functions [13]. The SSM/PCA, therefore, requires
the data to be spatially normalized, such that there is a direct correspondence be-
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In general, a spatial normalization warps images of different subjects into a com-
mon three-dimensional space [13]. The FDG-PET data used in this thesis have been
spatially normalized to a reference FDG-PET template [41] in Montreal Neurological
Institute (MNI) brain space using SPM5 software (Wellcome Department of Imaging
Neuroscience, Institute of Neurology, London, UK)1. This was accomplished with
the normalization algorithm provided by SPM5, that employs a 12-parameter affine
transformation followed by non-linear deformation.

The first step of the SSM/PCA method is to compute a gray matter mask on the
space-defining reference group to assure that the same (number of) voxels are used

1https://www.fil.ion.ucl.ac.uk/spm/doc/
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Figure 2.4: Example of a mask determined on the space-defining reference group,
projected on the mni152 standard space image. A voxel can take two values; a one
(black) indicating it should be used in further computation, i.e., no reference images
had an activity count lower than 35% of its overall maximum in that location, and
zero otherwise. The subjects "nose" is pointing to the top of the page and the brain
is shown according to the radiological convention, i.e., the right half of the brain is
depicted on the left and vice versa.

for subsequent computations of the subject scores, as is illustrated Figure 2.2 and
Figure 2.3. The FDG-PET scans do not only contain measurements of the regions of
interest. A gray matter mask is computed to remove low-values, noise-related arti-
facts, and the areas not involving brain activity, e.g., the skull and part of the eyes.
Initially, a set of individual masks are created by computing, per subject, the maxi-
mum voxel value and marking each voxel with a one if it is above 35% of this max-
imum and with zero otherwise. These individual masks are then multiplicatively
combined to create a single mask (see Figure 2.4) that will include only non-zero
voxels within the regions of interest for all subjects.

Note that working with spatially normalized data is one of the potential prob-
lems of the process in practice. The normalization method and dimensions of the
PET data always need to be the same. A possible solution would be to summarize
the activity by anatomical regions, enabling the SSM/PCA to work with consistent
and conceivably normalized activity values. This would still require spatially nor-
malization procedures, but they do not all need to be the same. Consequently, this
method would summarize information based on pre-decided (anatomical) regions
and move away from a more data-driven approach, which might not be beneficial.

2.3.2 Subject Residual Profiles

In order to compute the subject residual profile (SRP) each volume (a single scan) is
reshaped into a one-dimensional vector (N × 1) and concatenated to form a ma-
trix with each row representing a subject. As is shown Figure 2.2, the data are
logarithmically transformed, after which each subject is centered with its respec-
tive mean value. By centering logarithmically transformed data, subject-dependent
global scaling effects are reduced. These effects may be caused by, e.g., differences
in dosage and measuring parameters [40] or age-related effects. Finally, the subject
residual profiles result from column (voxel) centering the data by subtracting the
group mean profile (GMP), i.e., the mean voxel values computed over the healthy
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Figure 2.5: Example of a SRP, projected on the mni152 standard space image. The
final centering step is based on the average activity of the healthy control group.
Therefore, positive values mean higher metabolic activity than the healthy controls’
average, and a negative value means a lower activity. The subjects "nose" is pointing
to the top of the page and the brain is shown according to the radiological conven-
tion, i.e., the right half of the brain is depicted on the left and vice versa.

controls (see Figure 2.5). Consequently, the sign of the SRP values indicates if a sub-
ject has a higher (positive) or lower (negative) cerebral metabolic rate compared to
the healthy controls’ average. Alternatively, one could choose to use the entire ref-
erence group, i.e., the disease group in combination with the HCs, to compute the
GMP. Even in the case of a single disease group, e.g., PD, the interpretation of the
SRP would then depend on the PD group’s attributes as well, decreasing the ease of
interpretation.

2.3.3 Group Invariant Sub-Profiles

In general, the goal of PCA is to find a set of orthonormal basis vectors for a given
data matrix, such that the variance of the data projected onto these basis vectors
is maximized. These vectors are the same as the eigenvectors (also known as the
principal components) of the covariance matrix ranked in the order of corresponding
eigenvalues, as provided by the eigendecomposition [42]. The numerically stable
generalization of the eigendecomposition that can provide these eigenvectors is the
singular value decomposition (SVD).

In the context of the SSM/PCA method, the principal components or eigenvec-
tors are referred to as the group invariant sub-profiles (GIS). The GISs correspond
to the orthonormal eigenvectors obtained from the singular value decomposition
(SVD) of the SRP voxel by the voxel covariance matrix [40]. The details of perform-
ing this procedure are described in [40, 43].

The GISs (N × P) are computed on the space-defining reference group. Each gis is
a linear combination of the input voxels left after applying the mask; thus, each GIS
contains Ncoefficients. The number of GISs is limited by the number of subjects in
the reference group resulting in PGIS. Traditionally, the different GISs are combined
into a single disease-related pattern discussed in Section 2.3.5. However, unlike the
traditional way of using SSM/PCA, we do not combine any of the GIS beforehand.
Instead, we use all GISs with non-zero eigenvalue to compute the expression of all
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Figure 2.6: Example of three GISs, each projected on the mni152 standard space
image. Each subsequent GIS captures less variance in the data than the prior GIS.
Values indicate the contribution of each of the voxels along the direction of a GIS
from the space-defining reference group. The subjects "nose" is pointing to the top
of the page and the brain is shown according to the radiological convention, i.e., the
right half of the brain is depicted on the left and vice versa.

of them for each subject. This serves as input to the machine learning methods used
in the following chapters. An example of GISs can be found in Figure 2.6.

2.3.4 Subject Expression Scores

The forward application of SSM/PCA, also known as the topographic profile rating
[44] provides an unseen subject’s expression scores, i.e., the projection of an unseen
SRP on the space spanned by the GISs of the space-defining reference group. The
group of unseen subjects is simulated by dividing the patients into two, as shown in
Figure 2.3. The training group’s data goes through the same set of transformations
as the space-defining reference group (see Figure 2.2). However, the mask, GMP,
and GIS are not computed again. Instead, these properties stay fixed based on the
space-defining reference group. In this way, the same (number of) voxels are used
for the computation, and the expression scores of new subjects can be interpreted
against a verified reference space.

A vector of subject scores (x) of size P × 1 quantifies the amount that each of the
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GIS patterns contributes to the subject’s cerebral metabolic rate and is computed as:

x = G⊤r, (2.1)

where G is a N × P matrix containing the GIS patterns of the space-defining reference
group, and r is the residual profile (N × 1) of a subject (SRP). The superscript ⊤ is the
transpose operator. As the matrix G is orthonormal, multiplying by the transpose of
the GIS matrix can be used to reverse the operation and get back the approximate
SRP:

r̃ = Gx. (2.2)

This reconstruction is not exact as the PCA is limited to the number of subjects in the
reference group; see Section 2.3.3. The transformation in Equation (2.2) is especially
important, as it enables the visualization described in Section 5.1.3.

2.3.5 Disease-Related Patterns

The SSM/PCA method is often combined with a procedure to obtain a single
disease-related pattern instead of multiple expression scores [40, 45]. Depending
on the disease group, one can obtain different disease-related patterns. For exam-
ple, using a cohort containing healthy control subjects and PD patients results in the
Parkinson’s disease-related pattern (PDRP). Similarly, replacing the PD patients with
Alzheimer’s patients results in the Alzheimer’s disease-related pattern (ADRP).

As described in Section 2.3.3, the SSM produces a series of GISs or principal com-
ponents. These GISs can be used to compute a set of subject scores quantifying
the expression of each of the GIS. The data of the space-defining reference group
is used to find the disease-related patterns and goes through the same procedures
as described in Section 2.3 with the addition of the following procedure. In order
to find the pattern that best discriminates the disease group from the healthy con-
trol subjects, each subject’s expression of the specified GIS is entered into a logistic
regression model as the independent variable. The group membership is the de-
pendent variable. An initial selection of the GISs is made by taking the first GISs
that cumulatively account for 50% of the variance. This arbitrary threshold assumes
most disease-related variance is contained within these first GIS and the rest contain
noise or other not disease-related variance. A forward stepwise regression follows,
which selects components based on their (indivual) goodness of fit as indicated by
their p-value following (multiple) logistic regression in combination with some pre-
determined thresholds. This results in multiple logistic regressions models with dif-
ferent sets of input parameters. The Akaike information criterion [46] is used to
determine the best model. The procedure results in the model that uses a combina-
tion of the least possible parameters whilst it discriminates between the groups the
best. The coefficients of the best model are used to construct a linear combination of
the GIS, called the disease-related pattern.
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Figure 2.6: Example of three GISs, each projected on the mni152 standard space
image. Each subsequent GIS captures less variance in the data than the prior GIS.
Values indicate the contribution of each of the voxels along the direction of a GIS
from the space-defining reference group. The subjects "nose" is pointing to the top
of the page and the brain is shown according to the radiological convention, i.e., the
right half of the brain is depicted on the left and vice versa.
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2.4 Machine Learning Methods

This section provides a summary of the relevant machine learning methods used
in this thesis. The machine learning algorithms, cross-validation, and grid-search
procedures are applied to the subject expression scores of the training group data as
illustrated in Figure 2.3, the space-defining reference group is thus created only once
and is not part of the cross-validation.

2.4.1 Support Vector Machine

The support vector machine (SVM) is a supervised learning algorithm introduced by
Cortes and Vapnik [47]. In addition to linear classification, the support vector ma-
chine (SVM) is well known for performing non-linear classification using the kernel
trick, implicitly mapping the input into a higher-dimensional space. When given
a set of training examples belonging to one of two classes, the SVM algorithm con-
structs a model assigning a new sample to one of those two categories. Moreover,
the SVM optimizes the margin between data of the two classes, resulting in the op-
timal hyperplane separating the data. Due to its general popularity, the SVM has
been used in Chapter 5 to analyze the performance of several binary classification
problems.

2.4.2 Learning Vector Quantization

Learning vector quantization (LVQ), introduced by [8], is a set of classification algo-
rithms that attempts to find typical data patterns representing the categories within
a dataset. These prototypes are constructed during the training phase of the algo-
rithms. During this supervised procedure, the outcomes or labels of the training
data need to be known. After training, an unseen data pattern is classified by com-
puting the distance, e.g., the euclidean distance, between an unseen subject and all
prototypes. This distance can be interpreted as the similarity between two data pat-
terns. The label of the novel pattern is then determined using the nearest prototype
classification (NPC) scheme, i.e., the pattern is assigned the label of the prototype,
which is closest to that pattern.

Learning vector quantization (LVQ) is a highly appreciated method because the
model it produces is interpretable and can therefore be used to better understand the
data compared to the SVM introduced by [47]. Furthermore, in contrast to the SVM,
LVQ can naturally deal with multi-class classification problems without the need for
ensemble methods. In a way, LVQ compresses the data to only a few prototypes.
This aspect makes it attractive in terms of classification speed.

Several variations of LVQ exist with multiple implementations in different pro-
gramming languages. Chapter 3 provides more details about some of these variants
and for this thesis developed Python implementation.
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2.5 Summary and Outlook

In this chapter, we have described the neurodegenerative disease contained within
the datasets in this thesis (Section 2.1). We have briefly described the neuropatho-
logical and clinical symptoms and discussed that differential diagnosis is essential
and complex based on clinical assessment alone. Therefore, we look at a type of
functional brain imaging, i.e., FDG-PET, that measures a subject’s metabolic rate,
which is strongly correlated with its cognitive activity (Section 2.2). The data are
divided into two main groups (Figure 2.3). The space-defining reference group con-
tains typical healthy controls combined with one (Chapters 5 and 6) or multiple dis-
orders (Chapter 4), i.e., PD, AD or both. The reference group is used to obtain a
set of principal components, also known as GISs, from the SSM/PCA method (Sec-
tion 2.3). These GISs are often combined into a single disease-related pattern that
optimally discriminates between the diagnoses to obtain a single expression score
(Section 2.3.5). In comparison, we focus on using the expression scores of each of the
GIS and show how we can use LVQ to create visually interpretable (Sections 3.1.2
and 5.1.3) diagnostic systems using data from the “training” group that is trans-
formed using the GISs of the reference group. Based on findings that the multi-
center data (Chapter 5) contains center-dependent variation, we introduce a correc-
tion method (Chapter 6) enabling LVQ to ignore these differences during training.
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Chapter 3

(Scikit) Learning Vector Quantization
and its Application in Biomedicine

Abstract

The scikit-learning vector quantization (sklvq) package is an open-source
Python implementation of a set of learning vector quantization (LVQ) algorithms.
In addition to providing the core functionality for the generalized learning vector
quantization (GLVQ), generalized matrix learning vector quantization (GMLVQ),
and localized generalized matrix learning vector quantization (LGMLVQ) algo-
rithms, sklvq is distinctive by emphasizing its modular and customizable design.
Not only resulting in a feature-rich implementation for users but enabling easy
extensions of the algorithms for researchers. The theory behind this design is de-
scribed in the first part of this chapter. Additionally, sklvq is publicly available
on Github (under the BSD license) to facilitate adoption and inspire future con-
tributions and can be installed through the Python package index (PyPI). Next
to being well-covered by automated testing to ensure code quality, sklvq is ac-
companied by detailed online documentation. The documentation covers usage
examples and provides an in-depth API, including theory and scientific refer-
ences. In the second part of this chapter, we show the usefulness of, in particular,
GMLVQ with an application in biomedicine; classifying adrenocortical tumors
and comparing two types of steroid measuring technologies.

LVQ has, since its introduction by Kohonen [8], become an essential family of
supervised learning algorithms. In the training phase, the algorithms determine

prototypes that represent the classes in the presented data. Predictions about novel
samples are made based on the receptive fields of the prototypes. In other words, a
novel sample is classified by computing its distance to all prototypes and assigning
it to the label of the closest one. The computation of the prototypes and the definition
of their receptive fields can be achieved in different ways. A comprehensive review
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