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Abstract. The P̄ANDA experiment at the future facility FAIR will provide valuable data
for our present understanding of the strong interaction. In preparation for the experiments,
large-scale simulations for design and feasibility studies are performed exploiting a new software
framework, P̄andaROOT , which is based on FairROOT and the Virtual Monte Carlo interface,
and which runs on a large-scale computing GRID environment exploiting the AliEn2 middleware.
In this paper, an overview is given of the P̄ANDA experiment with the emphasis on the various
developments which are pursuit to provide a user and developer friendly computing environment
for the P̄ANDA collaboration.

1. The P̄ANDA physics program
The physics program of the P̄ANDA (anti-Proton ANnihilation at DArmstadt) collaboration [1]
will address various questions related to the strong interactions by employing a multi-purpose
detector system at the High Energy Storage Ring for anti-protons (HESR) of the upcoming
Facility for Anti-proton and Ion Research (FAIR) [2]. Together with a general purpose
spectrometer, a rich and diversified hadron-physics program will be carried out.

The experiment is being designed to fully exploit the extraordinary physics potential
arising from the availability of high-intensity, cooled antiproton beams. The aim of the rich
experimental program is to improve our knowledge of the strong interaction and of hadron
structure. Significant progress beyond the present understanding of the field is expected thanks
to improvements in statistics and precision of the data.

Many measurements are foreseen in P̄ANDA , namely:

• QCD bound states.
The study of QCD bound states is of fundamental importance for a better, quantitative
understanding of QCD. Particle spectra can be computed within the framework of
non-relativistic potential models, effective field theories and Lattice QCD. Precision
measurements are needed to distinguish between the different approaches and identify
the relevant degrees of freedom. The measurements to be carried out in P̄ANDA include
charmonium, D-meson, and baryon spectroscopy. In addition to that, P̄ANDA will look
for exotic states such as gluonic hadrons (hybrids and glueballs), multiquark and molecular
states.

• Non-perturbative QCD dynamics.
In the quark picture, hyperon pair production either involves the creation of a quark-
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antiquark pair or the knock out of such pairs out of the nucleon sea. Hence, the creation
mechanism of quark-antiquark pairs and their arrangement to hadrons can be studied by
measuring the reactions of the type pp → Y Y , where Y denotes a hyperon. By comparing
several reactions involving different quark flavors the OZI rule, and its possible violation,
can be tested for different levels of disconnected quark-line diagrams separately.

• Study of hadrons in nuclear matter.
The study of medium modifications of hadrons embedded in hadronic matter is aimed at
understanding the origin of hadron masses in the context of spontaneous chiral symmetry
breaking in QCD and its partial restoration in a hadronic environment. So far, experiments
have been focused on the light quark sector. The high-intensity anti-proton beam of up to
15 GeV/c will allow an extension of this program to the charm sector both for hadrons with
hidden and open charm. The in-medium masses of these states are expected to be affected
primarily by the gluon condensate.

• Hypernuclear physics.
Hypernuclei are systems in which up or down quarks are replaced by strange quarks. In this
way, a new quantum number, strangeness, is introduced into the nucleus. Although single
and double Λ-hypernuclei were discovered many decades ago, only 6 double Λ-hypernuclei
are presently known. The availability of anti-proton beams at FAIR will allow efficient
production of hypernuclei with more than one strange hadron, making P̄ANDA competitive
with planned dedicated facilities. This will open new perspectives for nuclear structure
spectroscopy and for studying the forces between hyperons and nucleons.

• Electromagnetic processes.
In addition to the spectroscopic studies described above, P̄ANDA will be able to
investigate the structure of the nucleon using electromagnetic processes, such as Deeply
Virtual Compton Scattering (DCVS) and the process p̄p → e+e−, which will allow the
determination of the electromagnetic form factors of the proton in the timelike region over
an extended q2 region.

• Electroweak physics.
With the high-intensity antiproton beam available at HESR a large number of D-mesons
can be produced. This gives the possibility to observe rare weak decays of these mesons
allowing to study electroweak physics by probing predictions of the Standard Model and
searching for enhancements introduced by processes beyond the Standard Model.

2. The P̄ANDA detector
The experiment will run with a maximum instantaneous luminosity of L = 2 × 1032 cm−2s−1.
Given the total pp cross section of approximately 50mb in the P̄ANDA energy range, this will
correspond to a maximum interaction rate of 107 s−1. The cross sections for the physics processes
of interest range from a few pb to a few tens of µb. Typical particle multiplicities will be of the
order of 5.

To carry out the physics program discussed above, the P̄ANDA detector must fulfill a number
of requirements: it must provide (nearly) full solid angle coverage, it must be able to handle
high rates (2× 107 annihilations/s) with good particle identification and momentum resolution
for γ, e, µ, π, K and p. Additional requirements include vertex reconstruction capability, a
pointlike interaction region, efficient lepton identification and excellent calorimetry (both in
terms of resolution and of sensitivity to low-energy showers). Figure 1 gives an artistic view of
the various components of the P̄ANDA detector.

The physics program of P̄ANDA and the development of its detector are carried out by an
international collaboration which, during writing of this paper, consists of about 450 physicists
of 52 institutions distributed over 17 countries.
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Figure 1. An artistic view of the P̄ANDA detector. The various subdetectors are indicated.

3. Computing challenges and opportunities
The broad physics program together with a large and geographically distributed
P̄ANDA community, imposes challenges for the design and deployment of a computing infras-
tructure that is suited to serve the requirements of being flexible, fast in response, and robust.
The high interaction rates will result in data sizes of PBytes/year and computing power in the
order of GSI2k. Furthermore, for the online computing, real-time feature extraction and event
filtering are foreseen for which optimized algorithms in speed and accuracy are mandatory. Also
on the short term, a well-functioning computing environment will be essential for carrying out
the R&D program for the detector design studies and for the physics performance studies. A
progress status report of benchmark simulations can be found at Ref. [3].

The P̄ANDA experiment has the advantage of making use the ongoing computing-related
developments for the LHC experiments at CERN. In particular, the presently tested GRID
middleware and infrastructure and the extensive and well-tested arsenal of available software
tools from existing and near-future experiments are being exploited for the development of the
P̄ANDA computing environment.

The first version of the P̄ANDA computing model has recently been submitted to external
referees and will soon appear online. This document provides a detailed description of the
requirements for the computing environment for the P̄ANDA experiment.

4. Simulation and analysis framework
The P̄ANDA collaboration is presently developing a next generation simulation and analysis
framework, which is being used for design and feasibility studies. This new software
infrastructure, called P̄andaROOT , is designed to optimize the accessibility for beginning users
and developers, to increase the flexibility to cope with future developments, and to enhance
synergy with other nuclear and high-energy physics experiments. The core services for the
detector simulation and offline analysis are provided by the FairROOT framework [4, 5], which
is based on the object-oriented data analysis framework, ROOT [6], and the Virtual Monte Carlo
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(VMC) interface [7].
FairROOT enables the integration of a detailed magnetic field map, runtime and conditional

parameter handling with an interface to an Oracle database, the usage of a large set of event
generators, presently EvtGen, DPM, UrQMD, and Pluto, and, since recently, a graphical tool
to display reconstructed or Monte Carlo based hits and tracks. Furthermore, a modular design
of the framework is guaranteed via a task mechanism. With this, the developer can setup
simulation, reconstruction, and analysis algorithms in well-separated and exchangeable tasks,
which the user can exploit to compare different algorithms and methods for his or her application.
Figure 2 depicts the building blocks of the FairROOT framework.
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Figure 2. An illustration of the building blocks of FairROOT. The framework inherits the
functionalities of ROOT and Virtual Monte Carlo. The core elements of FairROOT are indicated
in the green box in the middle of the figure. The two boxes at the bottom of the figure represent
the ingredients of the CbmROOT and P̄andaROOT branches and both are based on FairROOT.

5. P̄andaROOT
The P̄andaROOT framework provides a platform for simulation, reconstruction and analysis. It
is presently based upon ROOT 5.24 [6] and once or twice per year migraded with the most up-to-
date ROOT release. It was developed since 2006 by about 20 programmers/developers. During
writing of this paper, it comprises of '500.000 lines of C++ code and partially C and FORTRAN
code (e.g. for the transport codes). It is compatible for about '20 different Linux and Mac OS
platforms for 32-bit and 64-bit configurations. In addition, the software is continuously tested
on P̄andaGRID via dedicated data challenges which are planned twice per year.

A model of the P̄ANDA detector has been implemented in the framework as '43,000
geometry volumes. Volumes can be defined in xml, Geant4 or ROOT format. Detailed magnetic
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field maps have been generated using TOSCA and implemented into P̄andaROOT using a grid
size of 4 cm in the solenoid and dipole field region. For the muon detector region a finer grid size
of 1.5 cm was chosen. The magnetic field strengths are added e.g. in the overlap intermediate
region between the solenoid and the dipole field.

Transport engines for the simulation of physical processes inside detector volumes (such
as the energy loss, multiple straggling, Čerenkov radiation, etc.) are presently Geant 3.21,
Geant 4.9.2 [8], and Fluka [9]. The transport engines are interfaced through VMC 2.6,
and thus they can be switched by changing just one command inside a ROOT macro.
Different cutoff parameters can be adapted by the user in configuration files in a dedicated
P̄andaROOT configuration directory. The response of the detectors in P̄ANDA also have been
parameterized to allow for a fast, but less precise, simulation without the need to use the time-
consuming transport models. Once or twice per year, the P̄andaROOT trunk version is made
compatible with the most up-to-date stable releases of Geant4 and VMC.

The digitization and reconstruction algorithms of the individual subdetectors are in a mature
development stage. In addition to the response modeled by the transport models, also electronic
effects are taken into account in most detectors, such as noise, analog-to-digital conversions,
pulse and signal shapes, etc. Various pattern recognition algorithms are being used for track and
cluster finding. For example, for track finding in the solenoid field region, conformal mapping [10]
and Riemann sphere [11] algorithms have been implemented. For the region of the dipole field,
a ”kick-plane” algorithm was developed. A Kalman filter has been deployed to optimize the
momentum resolution of charged tracks in the track fitting procedure. For the high-level analysis,
the Rho [12] framework has been employed and enriched with kinematic fitting routines based
upon the KFitter [13] package.

The P̄andaROOT framework is designed to run on a large variety of computing platforms.
This has the advantage that the software can be employed easily on a GRID environment.

6. Large scale and high-performance computing
The unprecedented amount of computing resources, that is needed to store and process the
data generated by the P̄ANDA experiment, will likely not be consolidated in a single computing
center but requires a distributed computing infrastructure. Furthermore, P̄ANDA has a broad
user community spread geographically over the whole world. It is, therefore, more natural, both
as a substantial financial investment as well as to cover the needs for expert human resources,
that the resources are spread over the computing facilities of the institutes and universities
participating in the experiment.

The P̄ANDA collaboration is presently expanding and maintaining an AliEn2 GRID
network [14], P̄andaGRID , in synergy with the Alice collaboration and with the
P̄andaROOT developments. The aim is to provide a robust and scalable ”super-batch
farm” connecting many individual batch farms of the various P̄ANDA institutions and
other GRID infrastructures. P̄andaGRID provides a management framework for pooling
computing resources from within the collaboration. As a consequence of the alliances and
close collaborations with other experiments (currently Alice and CBM), also resources from
other GRIDs can be used based on a mutual and fair exchange of resources. The core
computing components of P̄andaGRID are located in Glasgow, providing state-of the art central
services, significant data storage and computing power locally. For the upcoming years, the
P̄andaGRID infrastructure will be exploited to conduct large-scale simulations for feasibility
studies and detector design as well as for distributed user analyses. Complete simulation and
analysis chains have been carried out successfully on P̄andaGRID for various design studies.

Besides the “static and massive” submission of jobs via a “super-batch facility” as provided
by the GRID middleware, the P̄ANDA collaboration is presently looking into the possibilities for
an interactive approach for parallelization for the high-end user analysis as well. A promising
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approach has been provided by the Parallel ROOT Facility, PROOF [6], which is presently
being evaluated in combination with the simulation and analysis framework of P̄ANDA ,
P̄andaROOT , and P̄andaGRID .

For GRID and parallel applications, events should be “separable”, e.g. can be treated
independently. This is not always the case, for instance, a fitting analysis for partial-wave studies
requires a different approach. Similarly, feature extraction or track fitting for online computing
requires alternative approaches as well. For these applications, shared-memory systems could
become advantageous to exploit. For example, cost effective graphic cards (GPUs) for “massive
thread-oriented” applications are becoming very attractive. Also, many multi-core CPUs using a
shared-memory architecture are already on the market with the trend to increase the number of
cores significantly in course of time. During writing of this document, R&D is being performed
on NVidia graphic cards [15] and its general purpose extension, GPGPU. This work is reported
elsewhere in these conference proceedings. Furthermore, high-performance computing standards
such as OpenMP [16] and MPI [17] are presently being evaluated.
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