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Abstract. In the development life cycle of an information system (IS) - from
initial user wishes up to a running IS - an intermediate mathematical model is
very useful, both as a clear and unambiguous capture of the user wishes
regarding the functional requirements as well as a formal model of the system to
be built. Based on decades of experience, we tackle the problem to develop a
suitable, practical modelling method for formal, declarative, and
implementation-independent specifications of information systems that can
serve as a clear, unambiguous capture of the user wishes regarding the func-
tional requirements. The theory should integrate data and transactions in a
uniform way, because data and transactions are closely related. The theory
should also be suitable for incremental and agile development, where we must
quickly determine where, what, and how to change when necessary.
The notion of an information machine turns out to be very suitable for this

goal. Several related notions will be defined. We introduce a general structure of
transactions which includes a generic rollback, taking consistency into account.
Several notions are generalizations of notions from database theory, such as
transaction, query, and view.
We also explore some common practical structures for states and transactions

in an information machine because they can become rather subtle in practice. In
particular, transactions can be very subtle and complicated, also because they
can be ‘rolled back’ and/or can be ‘compound’. Our formal, declarative speci-
fications of transactions must (and do) account for that. Fortunately, many of the
transactions in practice have more or less the same form. We study and formally
define several of such common transaction patterns in a declarative way.
We first sketch a development path for functional requirements which is

straightforward. In order to handle the inherent complexity of development, the
path enables ‘stepwise clarification’, ‘stepwise specification’, and traceability. It
gradually goes from the informal natural language and way of thinking of users
to a formal model (with inputs, outputs, procedures, parameters, etc.).
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1 Introduction

In the development life cycle of an information system - from initial user wishes up to a
running information system - an intermediate mathematical model can be very useful,
both as a clear, unambiguous capture of the user wishes regarding the functional
requirements, as well as a formal specification of the system to be built (where it can aid
implementation). Such a semantic model should include data as well as transactions, in
an integrated way, because data and transactions are closely related to each other.
Ideally, it should provide a declarative semantics. However, the problem is that there is
currently no suitable, practical theory about formal, implementation-independent
specifications of information systems that can serve as a clear, unambiguous capture of
the user wishes regarding the functional requirements, a theory that also integrates data
and transactions in a uniform way. During (and beyond) development it should also be
easy to make changes in the design (i.e., ease of design change). In this paper we tackle
that problem by developing such a formal, integrated, declarative, implementation-
independent semantic model, one that is usable in practice as well. We gradually
developed our theory based on many and quite diverse field cases over decades of
interaction between theory development and practical experience.

Comparison with Related Approaches
We compare our work with some related approaches, i.e., to approaches, not so much
to each and every paper within such an approach.

Much work has been done on the implementation of transactions (transaction
processing, algorithms, concurrency control, recovery, coordination of distributed
transactions, ACID-properties, etc.); see the comprehensive [1] for instance. This is
indeed a difficult topic. However, our paper is about (declarative) specifications of
transactions, i.e., specifying the transactions the user would need. It also takes care of
the consistency of transactions w.r.t. constraints and it is more general than only in case
of databases.

One approach to the specification of transactions is by operational semantics, see
[2] for example. Operational semantics is already looking forward to implementations,
e.g., looking at execution models, order of execution, intermediate states, paralleliza-
tion, etc. However, this is not a user concern. E.g., for a user there are only two relevant
states in case of a transaction: the state before the transaction and the state after the
transaction. That is exactly what our specification approach is doing.

Another approach is to introduce an intermediate logical language for the specifi-
cation of transactions, as in [3] for instance. We don’t want (nor need) to do that,
because we quite directly go from the natural language of the user, say English or
Dutch, to a mathematical model (as an intermediate stage towards implementation):
The initial user wishes can be elaborated in use cases [4, 5] and then reflected in system
sequence diagrams [6], from where we can go directly to the mathematical model.

There are several approaches to bridge the gap between business processes and
software specifications, e.g. [22], but they hardly treat data and transactions in an
integrated and detailed way. However, the devil is usually in those details…
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What still lacks is a formal, purely declarative, and implementation-independent
model for transactions with a clear semantics, treating data and transactions in an
integrated and detailed way, one which is also applicable and useful in practice.

Our contribution consists of a mathematical model for transactions which is formal,
declarative, and implementation-independent. Moreover, we introduce and formally
define several common transaction patterns. The model is an intermediary which
decouples user aspects from implementation aspects and facilitates design changes. The
model bridges/reduces the gap between user requirements and software specifications.

Overview of the Paper
Section 2 sketches how the just mentioned development path for functional require-
ments can work, also in an incremental or agile development environment.

The notion of information machine (IM) turns out to be very suitable for
implementation-independent, declarative formal specifications of information systems
which also integrate data and transactions [7]. This central notion will be introduced in
Sect. 3. Essentially, an IM determines a set of possible inputs and a set of possible
states, and for each input-state combination it determines the corresponding output and
next state. It provides a formal, implementation-independent representation of the user
wishes and the system (to be) developed. So, it includes the possible inputs and outputs
and the relation between them, as well as the possible states and possible state tran-
sitions. An IM is developed from a usage/user point of view, not from an implemen-
tation point of view.

On the other hand, the IM forms a solid basis for a correct implementation. For an
implementation in an imperative system, it mentions the procedures/methods with their
parameters (and their types), it indicates the desirable data structures and additional
constraints (to be guarded by the system to be developed), and specifies the postcon-
ditions per transaction (for the state and for the output). For an implementation in a
declarative (e.g., relational) system, it mentions the (stored) procedures with their
parameters (and their types), indicates the desirable data structures and additional
(database) constraints, and contains the specifications for the declarative statements
needed (e.g., within SQL-procedures).

Several IM-related notions will be introduced in the subsequent sections. They are
often generalizations of notions from database theory, as presented in [8–10] for
example. Section 4 extends the database notions transaction, query, and view to IMs.

The definition of an information machine determines the output and the next state
upon an input in a given state. This also implicitly determines the sequence of outputs
and the sequence of state changes upon a sequence of inputs, as made explicit in
Sect. 5.

In a few cases, a state can be very simple, for instance an integer (e.g., indicating a
temperature) or even a Boolean (e.g., for a light switch). However, in practical situa-
tions a state must represent the values of many components. In that case, a state could
be a function that assigns to each component the corresponding value. Such a com-
ponent value, in its turn, could be a set for instance. In Sect. 6 we explore some
common structures for states in an information machine, including database states.
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Sections 7 and 8 introduce a general structure of transactions, including generic
rollbacks, taking consistency into account. Section 7 first introduces some useful
auxiliary notions.

Many of the common transactions in practice have more or less the same form.
Section 9 defines several such common transaction patterns, also for the well-known
functions Create, Update, and Delete, transactions that are generally applicable to data
in a system. Section 9 also treats transaction patterns in (simple and complex) cases of
‘counters’ and ‘next’ numbers.

Finally, everything will be illustrated in Sect. 10, that presents an example of an
information machine. Although the example is relatively small, it illustrates many
subtle and/or complex points, e.g., system-generated (and system-managed) numbers,
integrity checking to be done by the system, cascading and non-cascading deletes,
compound transactions, and also differentiated output messages. Section 10 also
demonstrates how a design change could work in our approach, from initial user
request down to the information machine (and even the software). Section 10 illustrates
the traceability, extendibility, and scalability of the approach as well.

2 Some Preliminary Notions

We will sketch a development path for individual functional requirements. It is an
adapted version of the one in [7, 11], where its use in the complete development life
cycle is explained in more detail. The origin of a functional requirement does not
matter (e.g., whether domain-imposed or user-defined).

The development path for functional requirements is straightforward and starts with
the notion of simple user wishes and then goes from parameterized (or full) user wishes
via use cases and their system sequence diagrams to an information machine (model
synthesis) and finally to a realization, an information system.

We explain the notions of user wish, use case, and system sequence diagram in the
current section and the notion of information machine in the next section. The real-
ization in an information system is beyond the scope of the current paper, but we refer
to Chapter 9 of [8] for a transformation to SQL-based systems.

Informally, a simple user wish is a (short) expression in natural language,
expressing a ‘wish’ of a (future) user which the system should be able to fulfil. E.g., for
a student registration system a wish could simply be to ‘Register a student’. So, a
simple user wish is not yet very specific. Simple user wishes might originate from
requirements elicitation, business process modelling, and/or enterprise modelling, for
instance.

A parameterized user wish, the next ‘clarification’ step, is a simple user wish
extended with the relevant parameters, e.g., the wish to ‘Register a student with a given
name, gender, and phone number’. So, a parameterized user wish (UW) is a more
detailed ‘specification’:

Parameterized UW ¼ SimpleUW þ relevant parameters
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In practice, determining the set of relevant parameters of a user wish might not be
simple. For instance, what to register about a student? Several stakeholders might have
a say in it. Moreover, in an incremental or agile development approach, the parameter
set might gradually grow. Apart from that, the set of necessary parameters might
change over time.

A use case (UC) is a sequence of sentences in natural language describing the
sequence of steps in a typical usage of the system [4, 5], say to realize a parameterized
UW. A use case roughly corresponds to an elementary business process, a building
block in business process engineering [12].

User wishes and use cases are all expressed in the natural language of the user (say
English or Dutch). So, it is feasible for users (and/or domain experts) themselves to
write the user wishes and use cases and/or at least validate them, maybe with the help
of some (business) analyst.

A system sequence diagram (SSD) of a UC is a schematic representation
emphasizing the interaction between the primary actor (user), the system (as a black
box), and other actors (if any), including the messages (with their parameters) between
them [12]. An SSD (a kind of stylised UC) makes the prospective inputs, state changes,
and outputs of the system more explicit. An SSD clarifies the work still to be done by
the developer. In principle, there should be a correspondence between the steps in the
SSD and those in the UC. Given the desirable correspondence between the SSD and the
underlying UC, an SSD can be checked against that UC together with the users. SSDs
are often drawn as UML - diagrams [12]. We simply denote a basic step in an SSD as:

<Actor1> ! <Actor2> : <Message>
meaning: <Actor1> sends <Message> to <Actor2>

Suppose that in our example the system also has to provide the student number for
the new student, then the SSD for our sample parameterized UW could look as follows:

1. User ! System: RegisterStudent(<name>, <gender>, <phone number>);
2. System ! System: use the next unused student number as the new student number;
3. System ! System: register the name, gender, phone number, and student number;
4. System ! User: “Assigned student number is” <student number>;
5. System ! System: increase the next unused student number by 1

So, the SSD makes the prospective inputs, state changes, and outputs of the system
explicit.

A simple user wish often has the form: <(action) verb> a <noun (phrase)>, as
pointed out in [11]. For example: ‘Register a student’. A parameterized UW often has
the form: <(action) verb> a <noun (phrase)> with a given <parameter list>. For
example: ‘Register a student with a given name, gender, and phone number’.

If a denotes the action verb and b the noun phrase in the user wish, the first step in
the SSD can be chosen as: User ! System: ab(<parameter list>), as in our SSD-
example. Hence, the first step of the SSD follows directly from the parameterized user
wish.
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3 Information Machines

An information machine (IM) is a 5-tuple (I, O, S, G, T) consisting of:

• a set I (of inputs), called its input space
• a set O (of outputs), called its output space
• a set S (of states), called its state space
• an output function G: I � S ! O,

mapping pairs of an input and a state to the corresponding output

• a transition function T: I � S ! S,

mapping pairs of an input and a state to the corresponding next state

The above notation ‘f: X ! Y’ means that f is a function with domain X and its
range being a subset of Y. The working of an IM, shown as a ‘black box’ (with i 2 I
and s 2 S):

In words: Upon input i, the IM produces output G(i,s) and its internal state s
changes into T(i,s). Both the output and the new state depend on the input as well as on
the internal state.

We could have chosen for other (but equivalent) forms for G and T, e.g.:

T : I ! S ! Sð Þ and G : I ! S ! Oð Þ ðA1Þ

If F is a function then we sometimes write Fx instead of F(x), especially if F(x) itself
is a function again. In case of (A1), each input i 2 I leads to a function Ti (called a
transaction) that assigns a ‘new’ state to an ‘old’ state, and to a function Gi that assigns
an output to an ‘old’ state (in some cases Gi is called a query, see Sect. 4).

The state space of an IM reflects the static aspects. It shows structure of (the data
about) the entities and how they are related to each other. The transactions of an IM
(together with the use cases) reflect the dynamic aspects. The transactions describe the
possible state changes. Transactions often follow from the use cases. Rules and reg-
ulations are (partly) reflected in the UCs and in the constraints expressed in the state
space of the IM (via keys, foreign keys, data formats, check digits, etc.). See Sect. 10
for an illustrative example.

The SSD-steps of the form User ! System:<Message> indicate that <Mes-
sage> will become an input for the IM. The input space of the IM contains all those
potential messages.

Our notion of information machine is equivalent to the notion of data machine in
[13]. An IM can also be considered as a – not necessarily finite – Mealy machine
without a special start state; cf. [14, 15]. (For a quick lookup we added a Wikipedia link
too.)
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4 Extending Database Terminology

When we use the above form (A1) for G and T of an information machine M then:

Gi is called a query within M , for i the state always stays the same;

i:e:; Ti sð Þ ¼ s for each s 2 S

i; Gið Þ is called a view within M , Gi is a query within M

Ti is called a transaction within M

So, a view is a ‘named query’, where i is the view name and Gi is the view
definition.

Strictly speaking, a concrete input i can (and often will) include parameter values,
in which case we are inclined to call the part without parameters the name of the view:
For example, ‘RegisterStudent(J. Brown, M, 0612345678)’ would officially be the
view name whereas we are inclined to call ‘RegisterStudent’ the view name.

5 Sequences of Inputs and Corresponding Outputs

If an information machine receives a sequence of inputs then the information machine
goes through a sequence of states and produces a sequence of outputs.

In general, each next state is the result of applying the transition function to the pair
of the previous state and the received input, and each next output is the result of
applying the output function to that same combination of the previous state and the
received input.

Formally: If an information machine (I, O, S, G, T) receives a sequence <i1; i2; …;
in> of inputs and initially is in state s0, then the IM goes through the sequence <s1; s2;
…; sn> of states and produces the sequence <o1; o2; …; on> of outputs where, for all k
from 1 up to n, state sk is defined as T(ik, sk-1) and output ok is defined as G(ik, sk−1).

6 On the Structure of States in an Information Machine

(a) Sometimes a state can be very simple, for example an integer, e.g., when it only
has to represent the current temperature (say, in Celsius). The state space could
then simply be [−273 …), say. Or the state could only be a Boolean (e.g., for a
light switch).

(b) Usually, however, a state has to represent the values of many components. Then a
state could be modelled as a function that assigns to each component the corre-
sponding value. For instance, if each state has to represent two temperatures, say
one for inside and one for outside, then a state could be a function over the set of
components {Inside, Outside}, assigning a temperature to each of the 2
components.
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In general, if L is a set (of ‘component labels’) then S is called a state space
over L iff S is a set of functions over L (i.e., each state is a function over L). In that

case, an element of L is called a component of S (and of each s 2 S).
(c) A state often represents several sets, e.g., a set representing students, a set rep-

resenting lecturers, a set representing courses, etc. Then we might model a state as
a function that assigns such sets to certain components; e.g., s(STUD) might
represent the set of students in state s. An element of such a set, e.g., t 2 s(STUD)
representing an individual student, often is modelled as a function as well, a
function that assigns to each relevant property its value for that element, e.g.,
t(NUMBER) representing the student number.

(d) This brings us to explain database universes, which are special kinds of state
spaces.

If A is a set (of ‘attribute names’) then T is called a table over A iff T is a set of
functions each with domain A. We call A the heading of T. The elements of T are
usually called tuples and the elements of A are usually called attributes.

If F is a set-valued function (assigning to each ‘table name’ a set of corre-
sponding ‘attribute names’) then s is called a database state over F iff s is a
function over dom(F) and s(E) is a table over F(E), for each E 2 dom(F).

S is called a database universe over F iff S is a set of database states over F.
We then call F the database skeleton of S. In other words, the database skeleton
is the function that assigns to each relevant ‘table name’ the set of corresponding
‘attribute names’.

Often the state space of an IM is a database universe, with the ‘table names’ as
the components. All the notions under (d) are explained in detail in [8], for
instance.

7 The General Structure of Singular Transactions

Before we treat the structure of transactions in more detail, we need some auxiliary
notions.

State changes usually concern only one or a few components at a time, leaving all
the other parts of a state s unchanged. Therefore, we introduce s h g, the modification of
a function s by a function g. If s and g are functions, then we define the function s h g
over dom sð Þ [ dom gð Þ for each x 2 dom sð Þ [ dom gð Þ as follows:

s θ g (x)  = / s(x) for x ∈ dom(s) – dom(g)
\ g(x) for x ∈ dom(g)

We call s h g the modification of s by g (or, looking the other way around, the
extension of g with s). Note that the ‘modifying’ function g ‘overrules’ s in s h g.
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Singular changes (and rollback)
If an intended state change concerns only one component, we call it a singular
transaction. In that case we have to specify which component it is and, for each state,
what the new value for that component has to be. Therefore, for a state space S over a
component set L, an individual component E 2 L, and a function h over S (with h(s)
representing the new E-value for each s 2 S), we define the function Main1(S, E, h),
called the maintenance of E according to h over S, for each s 2 S as:

Main1(S, E, h) (s)  = / s θ {(E; h(s))} if it is in S 
\ s otherwise

In other words, the function Main1(S, E, h) assigns to each s 2 S the new state in
which h(s) is the (new) value for the component E and where the value for every other
component stays the same, provided that s h {(E; h(s))}, the new state, is ‘allowed’, i.e.,
is in S; otherwise, the state stays the same. (This is related to the notion of rollback; see
[9, 10, 16].)

Note that Main1(S, E, h): S ! S, i.e., Main1(S, E, h) is a function from S into S
again. Hence, Main1(S, E, h) always specifies an allowed state! This is related to the
notion of Consistency, one of the so-called ACID properties [9, 10, 17, 18]. Many of
the well-known standard transaction classes are of this form, as we will show in
Sect. 9.

8 The General Structure of Compound Transactions

We note that in the above case, i.e., where the state change concerns only one com-
ponent, gs = {(E; h(s))} is the modifying function, assigning h(s) to E.

We can generalize this to a state change that concerns several components: Let S be
a state space over a component set L, L′ � L, and g be a function over S such that for
each s 2 S, gs is a function over L′ (where gs(E) is the new E-value for each E 2 L′ and
each s 2 S). Then we define the function Main(S, g), the (compound) transaction (or
compound maintenance) according to g, over S for each s 2 S as follows:

Main(S, g) (s)  = / s θ gs if s θ gs ∈ S 
\ s otherwise

In other words, the functionMain(S, g) assigns to each s 2 S the new state s h gs, in
which gs(E) is the (new) value for component E for each E 2 dom(gs) and the value for
every other component stays the same, provided that this new state is ‘allowed’, i.e., is
in S; otherwise, the state stays the same, i.e., stays s. This is related to the notion of
rollback [9, 10, 16].
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Note that Main(S, g): S ! S, i.e., Main(S, g) is a transaction from S into S again.
Hence, Main(S, g) always specifies an allowed state! Again, this is related to the ACID-
notion of Consistency [9, 10, 17, 18]. Section 10 contains examples of compound
transactions.

We note that Main is a generalization of the special case Main1:

Main1(S, E, h) = Main(S, g), where gs = {(E; h(s))}for each s 2 S

9 Common Patterns for Singular Transactions in an IM

Now we are ready to concretely define several common ‘transaction patterns’, which all
have the form Main1(S, E, h). In those cases we only have to specify the part h(s).

We start with the well-known and ubiquitous basic functions that generally apply to
data in a system, known as CRUD (Create, Read, Update, and Delete); see [19, 20]:
One can add data to the system (Create), only ‘look at’ data in the system (Read),
change data in the system (Update), or remove data from the system (Delete). Read
indicates a query (where the state always stays the same) while Create, Update, and
Delete indicate state changes.

For each of these three kinds of maintenance operations (Create, Update, and
Delete) we will distinguish 4 situations, i.e., whether the operation applies to: (1) an
individual element, (2) a cohesive set of elements (‘all-or-nothing’), (3) several ele-
ments in arbitrary order, and (4) several elements in a specific order. See Sect. 9.1 for
Create, Sect. 9.2 for Delete, Sect. 9.3 for Update. Sections 9.1–9.3 consider a com-
ponent E of S for which s(E) is a set (for each state s 2 S).

9.1 Create

9.1.1 Create Element
A Create (e.g., Create Course) might indicate a situation where an element t has to be
added to the set s(E). In that case, h(s) = s(E) [ {t}. Section 10 contains two such
examples, ‘Create Course’ and ‘Create Course Registration’.

In some cases, the system itself must generate one or more parts of t, e.g., an order
number and/or an order date. Those system-generated values should probably also be
part of the output given back to the user, because otherwise the user wouldn’t know
that generated value. Section 10 contains an example with a system-generated value
(Create Student).

We note that t might depend on s (e.g., because of a state-dependent ‘next’ order
number).

9.1.2 Create a Cohesive Set of Elements
A Create might also indicate a situation where a set of elements has to be added as a
whole to the set s(E), e.g., Create the set of order lines belonging to a certain order. If V
represents that set then h(s) = s(E) [ V. We note that this is an ‘all-or-nothing’
addition, as follows from the definition of Main1(S, E, h). This is related to Atomicity,
one of the ACID properties; see [9, 10, 17, 18]. We note that V might depend on state s.
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9.1.3 Create Several Elements Individually
A Create might also be used when several elements have to be added to s(E) indi-
vidually (and independently from each other), e.g., Create the new students of last
week. This can be treated as a sequence of individual applications of Sect. 9.1.1 (Create
element). See Sect. 5 for sequences of inputs. We note that an individual element can
either be added, if that particular element is allowed (at that moment), or that it can be
refused. So, in general a subset of the original set will be added. The end result might
depend on the order in which the elements are added; for instance, when a ‘next unused
(student) number’ has to be assigned to each individual element or when there is a
maximum for the size of s(E).

The added elements might depend on state s (e.g., their generated student numbers).

9.1.4 Create Elements in a Specific Order
A Create might also be used in a situation where several elements have to be added to
s(E) but in a specific order, for instance, ‘Add (and process) the recent ticket requests,
in order of request time’. Here, the order in which the elements have to be added is
given (and relevant), in contrast to Sect. 9.1.3. This is again a sequence of individual
applications of Sect. 9.1.1 (Create element). See Sect. 5 for sequences of inputs. We
note that an individual element can either be added, if that element is allowed (at that
moment), or that it can be refused. So, in general a subset of the original set will be
added. We note that the added elements might depend on state s (e.g., those generated
(next) ticket numbers).

9.2 Delete

9.2.1 Delete Element
A Delete (e.g., Delete Student) might indicate a situation where one element t has to be
deleted from the set s(E). In that case, h(s) = s(E) – {t}. The user wish ‘Delete Course
Registration’ in Sect. 10 is a clear example.

We note that t might depend on s (e.g., when the ‘most recent’ element has to be
deleted).

9.2.2 Delete a Cohesive Set of Elements
A Delete might also indicate a situation where a set of elements has to be deleted as a
whole from the set s(E), for instance Delete the set of order lines belonging to a certain
order. If V represents that set then h(s) = s(E) – V. In the case of the order lines, the set
V might be something of the form {t | t is an order line belonging to order x}. We note
that this is an ‘all-or-nothing’ deletion, which simply follows from the definition of
Main1(S, E, h). For example, the user wish ‘Delete Student’ in Sect. 10 not only leads
to the deletion of a single student but also to the deletion of a set of elements (i.e.,
course registrations).

Like in Sect. 9.1.2, this is related to the ACID-notion of Atomicity [9, 10, 17, 18].
V might depend on state s (for instance, if V must be the set of order lines of the ‘latest’
order of a certain client).

Formally speaking, Sect. 9.2.1 is a special case of Sect. 9.2.2, namely where
V = {t}.

124 B. de Brock



9.2.3 Delete Several Elements Individually
A Delete might also be used when several elements have to be deleted from s(E)
individually (and independently from each other), e.g., Delete the members who notified
that they want to cancel their membership. This can be treated as a sequence of
individual applications of Sect. 9.2.1 (Delete element). See Sect. 5 for sequences of
inputs. We note that an individual element can either be deleted, if that is allowed (at
that moment), or that it can be refused (e.g., because that member didn’t pay all his
debts yet). So, in general a subset of the original set will be deleted. The end result
might depend on the order in which the elements are deleted, for instance, when there is
a minimum for the size of s(E).

We note that the deletions might depend on the original state s (e.g., Delete the 3
lowest study results of student 1234).

9.2.4 Delete Elements in a Specific Order
A Delete might also be used in a situation where several elements have to be deleted
from s(E) in a specific order, e.g., ‘Handle and then delete all recent ticket requests, in
order of request time’. Here the order in which the elements have to be deleted is given
(and relevant), in contrast to Sect. 9.2.3. This is again a sequence of individual
applications of Sect. 9.2.1 (Delete element). See Sect. 5 for sequences of inputs. We
note that an individual element can either be deleted, if that is applicable (at that
moment), or not. So, in general a subset of the original set will be deleted.

We note that the end result might depend on the original state s (e.g., Delete the
lowest result, 10 times in a row).

9.3 Update

The CRUD-function Update is about modifications of (parts of) some existing elements
within a set. This CRUD-function is much subtler than the functions Create and Delete.

9.3.1 Update Element
This is a special case of the next one, Sect. 9.3.2, namely if it concerns only 1 element
(e.g., only Student with student number 1234). The two updates in Sect. 10 are of this
form.

We note that the end result might depend on state s.

9.3.2 Update a Cohesive Set of Elements
If s(E) is a set of which some elements have to be updated and all its elements are
functions over an argument set (or attribute set) A, then we need to indicate for which
elements in s(E) which arguments in A must be changed in what way. E.g., we might
want to update for each master course the number of expected students (indicated by
the argument NES) and the work load (indicated by the argument WL), say by +10%
and by +5% respectively.

This can be modelled by a function f over a subset of s(E), i.e., the set of elements
to be changed, where for each t 2 dom(f), ft represents the altered fragment of t. In our
example, if E = Courses then f might be a function over {t | t 2 s(Courses) and
t(Level) = ‘Master’}, the set of elements to be changed, and ft, representing the altered
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fragment of t, can be the function over {NES, WL} defined by ft(NES) = 1.1 * t(NES)
and ft(WL) = 1.05 * t(WL).

In other words, dom(f) indicates which elements must be changed; and for each t 2
dom(f) the function ft indicates which arguments of t have to be changed in what way.
The last part rephrased again: to each argument b to be changed, ft assigns its new value
ft(b). So, t will be replaced by t h ft (yes indeed, the modification of t by ft).

For h(s) this means: h(s) = (s(E) – dom(f)) [ {t h ft | t 2 dom(f)}, or, maybe
clearer:

h(s) = { t | t ∈ s(E) and t ∉ dom(f) }  ∪
{ t θ ft | t ∈ dom(f) }

the set of unchanged elements of s(E) ∪
the set of changed elements of s(E)

For our example this results in:

h(s) = { t | t ∈ s(Courses) and t(Level) ≠ ‘Master’ } ∪
 { t θ ft | t ∈ s(Courses) and t(Level) = ‘Master’ }

the unchanged elements of s(Courses) 
∪ the changed elements of s(Courses)

where ft is defined over {NES, WL} by: ft(NES) = 1.1 * t(NES) and ft(WL) = 1.05 *
t(WL).

We note that this pattern is an ‘all-or-nothing update’, similar to the ‘all-or-nothing
addition’ in Sect. 9.1.2 and the ‘all-or-nothing deletion’ in Sect. 9.2.2. Like in
Sect. 9.1.2 and Sect. 9.2.2, this is related to the ACID-notion of Atomicity, see [9, 10,
17, 18].

We note that the end result might depend on the original state s.

9.3.3 Update Several Elements Individually
This can be treated as a sequence of individual applications of Sect. 9.3.1 (Update
element). See Sect. 5 for sequences of inputs. We note that an individual element can
either be updated, if that is allowed (at that moment), or that the update can be refused.
So, in general a subset of the original set will be updated. The end result might depend
on the order in which the elements are updated. The end result might also depend on
the original state s.

9.3.4 Update Elements in a Specific Order
This one is similar to Sect. 9.3.3 but here the order in which the elements have to be
updated is given (and relevant), in contrast to Sect. 9.3.3. This is again a sequence of
individual applications of Sect. 9.3.1 (Update element). See Sect. 5 for sequences of
inputs. We note that an individual element can either be updated, if that is allowed (at
that moment), or that it can be refused. So, in general a subset of the original set will be
updated.

We note that the end result might depend on the original state s.
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9.4 Increase, Decrease, and ‘Next’ Number

This section treats the operations Increase and Decrease in case of a (simple or
complex) ‘counter’. Here, s(E) is a number (for each state s 2 S). Also, the notion of
‘next’ number will be discussed in this section.

An Increase (e.g., Increase next order number) might indicate a situation where, for
a certain component E of S (a ‘counter’ component), s(E) is an integer in each state s 2
S, and where s(E) has to be increased by 1. Then h(s) could simply be s(E) +1.

If the value always has to be divisible by 11 for instance (as a rudimentary vali-
dation check) then, upon an Increase, h(s) could be s(E) +11, which is the next number
divisible by 11 (assuming that s(E) was already divisible by 11). Section 10 gives such
an example.

For a simple Decrease, h(s) could simply be s(E) – 1. More general, when there is a
reason to be able to decrease by a number other than 1 (e.g., Decrease the number of
open requests by n), then h(s) could be s(E) – n.

In several applications the ‘next’ number is not simply 1 higher (or 11 higher, as in
the just mentioned example) but that ‘next’ number has to be computed in a special way,
because it has to satisfy some complicated validation check (e.g., an 11-test). Examples
are bank account numbers (such as the IBAN), credit card numbers, International
Standard Book Numbers (ISBN), Universal Product Codes (UPC), European Article
Numbers (EAN), bar codes, maybe patient identification numbers, fiscal identification
numbers, etc. In such cases, h(s) can have the form OurNextNumber(s(E)), where
OurNextNumber(s(E)) will be the ‘next’ number after s(E) that satisfies that complicated
validation check.

10 An Illustrative Example of an Information Machine

We want to specify an information machine representing students and courses. Stu-
dents have a name, an address, a gender, and a system-generated student number.
Student numbers consist of (at least) 6 digits and are divisible by 11 (as a simple
validation check). The system should manage those generated numbers. Courses have a
unique Course ID (of at most 7 characters) and also a unique Course name. Students
and courses can be created, updated, and deleted. Moreover, (known) students can be
registered – and de-registered – for (known) courses. Upon deletion of a student, all
his/her course registrations must be deleted as well (cascading delete). The system
must be initialized to an ‘empty’ state, with suitable start values. We ignore the many
possible Reads (i.e., queries) one could think of. For any possible Read, where the state
always stays the same, we simply have T(i,s) = s.

On the next pages we will specify a suitable information machine in the form of a
‘quick reference guide’ consisting of 4 tables:

Table 1 specifies the input space, derived from a set of 9 user wishes that
implicitly follow from the first paragraph in this section. The input space is the union of
9 subsets. In the specification, N indicates the set of natural numbers, Str the set of
character strings (over a certain alphabet), and Str(7) the set of character strings of at
most 7 characters.
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Table 2 specifies the state space. Using the terminology from Sect. 6(b), it is a
state space over {NUSN, STUD, CRS, REG}, where NUSN stands for Next Unused
Student Number, STUD represents the set of students, CRS the set of courses, and
REG the set of course registrations. Table 2 also specifies the attributes, their sets of
possible values, and their additional constraints. We chose Str as the value set (‘type’)
for Address, just to keep the model simple here. In a practical model, Address could
(and should) have a substructure (say with street + house number, postal code + city,
and country), with further constraints on the possible values (e.g., format constraints for
the postal code). Something similar might hold for the types of some other attributes
(e.g., only particular letter-digit formats for Course IDs).

The table also mentions some provable properties (though there is no space here to
give the formal proofs). These properties (‘invariants’) hold in each state of our IM,
after correct initialization. They are consequences of how the specified machine works.

Table 3 specifies the transition function, using the constructions from Sects. 7, 8,
and 9 for the specification of the transactions. CS(x,a,e), DS(n), and Initialize are
compound transactions and, DS(n) is also a cascading delete [9, 10, 21].

Table 4 specifies the output function. Some inputs might encounter constraints that
were formulated in the state space, e.g., (foreign) key constraints (see the CC-, CR-, DC-,
and UC-inputs). In those cases, we distinguished different kinds of output. (We note that
we could have differentiated the outputs for CC andCR further by a refined case analysis.)

Ease of Design Change
During development it should be easy to make changes in the design. With the ‘quick
reference guide’ on the next two pages we can quickly find where, what, and how we
have to change things when needed. E.g., let’s consider the proposed change:

In the case of an attempt to delete a course for which there are still registrations, we would also
like to know how many students, or even which students are still registered.

Hence, we have to look up the user wish Delete Course (in Table 1). So the input is
DC(c). Then look at the output function (in Table 4), under DC(c), in particular the
case ‘otherwise’. That output should change into, e.g.:

“There are still ” N “ registrations for this course; the state stayed the same” or even
“The state stayed the same: There are still ” N “ registrations for this course, notably: ”
ft j t 2 s REGð Þs ffl STUDð Þ and t CIDð Þ ¼ cg

with N ¼ ft j t 2 s REGð Þ and t CIDð Þ ¼ cgj j , i.e., the number of registrations for
course c, and with ‘ffl’ representing the natural join.

Thanks to the demonstrated traceability, the necessary change (and the appropriate
place) in the software follows directly from this.

In the next 4 tables we subsequently specify the input space (derived from the
parameterized UWs mentioned there), the state space, the transition function, and the
output function of the IM. To save space we use abbreviations like CS, CC, etc. for
CreateStudent, etc. There are 9 kinds of input: 1 for initialization, 3 sets of Creates, 3
sets of Deletes, and 2 sets of Updates. All this is clearly traceable, extendable, and
scalable: Each newly introduced input leads to one new row in 3 of the 4 the tables.
(The effect on the state space table might be different.) As explained earlier, the
specifications form a solid basis for a correct implementation.
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11 Results and Conclusions

To be able to proceed from initial user wishes to a running information system in a
direct and straightforward way, we developed a practical theory on formal,
implementation-independent specifications of information systems triggered by such
initial user wishes. Our theory also integrates data and transactions in a uniform way.

First we sketched a straightforward development path for functional requirements.
In order to handle the complexity, the development path enables ‘stepwise clarification’
and ‘stepwise specification’ as well as traceability. Subsequently we introduced an
intermediate mathematical model that can constitute a clear, unambiguous capture of
the user wishes regarding the functional requirements on the one hand, and a formal
model of the system (to be) built on the other hand. It constitutes an intermediate stage
between the natural language of the user (say English or Dutch) and the language of the
system (say Java or SQL). The notion of an information machine, together with its
related notions, turned out to be very useful for that purpose.

A significant contribution of the paper is the introduction and definition of a general
structure of transactions which has a clear semantics and which includes a generic
rollback, taking consistency into account (Sects. 7 and 8).

Another contribution is the introduction and formal (declarative) specification of
several common transaction patterns. These include the well-known functions Create,
Update, and Delete, transactions that are generally applicable to data in a system. We
also treated transaction patterns for (simple and complex) ‘counters’ and ‘next’ num-
bers (Sect. 9).

Section 10 illustrated the practical applicability with an example of an IM that
contains several subtle and/or complicated points, e.g., compound transactions, cas-
cading and non-cascading deletes, system-generated (and system-managed) numbers,
specifications of the integrity checks to be executed by the system, and differentiated
output messages. Section 10 also illustrated the traceability, extendibility and scala-
bility of the approach. Recently we also successfully used the approach in the devel-
opment of a system meant to support participatory budgeting (30–40 user wishes, with
a lot of external interaction), and in the past we even developed a data-dictionary
system (meta-database) along these lines.

The theory can be considered as a generalization of the more familiar database
theory. Thanks to its extendibility and scalability, the approach is well applicable in
incremental and agile development environments as well, where (quickly changing)
specifications of the (growing) information machine might result from newly intro-
duced user wishes.

12 Future Work

Until now we only worked out patterns of singular transactions (in Sect. 9), but we
also want to develop a general theory on patterns of compound transactions (although
Sect. 10 already contained a few examples of compound transactions).
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In Sect. 10 we also gave an example of a so-called cascading delete or cascading
rollback [9], but we want to develop a more general theory on cascading deletes (e.g.,
along the lines of [21]). In general, cascading deletes are compound transactions too.

Until now we supposed that the output of a system (as reaction on an input) will
always (and only) be sent to the user triggering that input. However, in practice such a
one-to-one interaction between user and system is not always the case. For instance, as
reaction on an input (e.g., from a human user or a sensor) the system might send
messages (e.g., e-mails) to several other recipients or send a command to another
system (interacting systems). We will extend our theory to include these kinds of
interactions too.

We did not yet consider dynamic constraints, i.e., constraints on state transitions
(when moving from one state to another) but we want to extend our theory to include
dynamic constraints as well. In the future we also want to study the relationship with
work flows.
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