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2
On the Betti of the Universe, and her

persistence

— Pratyush Pranav—

Every passing hour brings the Solar System forty three thousand miles closer to Globular
Cluster M13 in Hercules and still there are some misfits who insist that there is no such
thing as progress.

– Kurt Vonnegut, The Sirens of Titan
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2.1 Introduction
The Megaparsec scale distribution of matter revealed by galaxy surveys features a
complex network of interconnected filamentary galaxy associations. This network,
which has become known as the Cosmic Web (Bond et al. 1996), contains structures
from a few megaparsecs up to tens and even hundreds of megaparsecs of size. The
cosmic mass distribution displays a wispy web-like spatial arrangement consisting
of dense compact clusters, elongated filaments, and sheet-like walls, amidst large
near-empty voids, with similar patterns existing at earlier epochs, albeit over smaller
scales. The multi-scale nature of this mass distribution, marked by substructure over
a wide range of scales and densities, has been clearly demonstrated. Its appearance
has been most dramatically illustrated by the recently produced maps of the nearby
cosmos, the 2dFGRS, the SDSS, and the 2MASS redshift surveys (Colless et al. 2003;
Tegmark et al. 2004; Huchra et al. 2005).

The vast Megaparsec Cosmic Web is one of the most striking examples of com-
plex geometric patterns found in nature, and certainly the largest in terms of sheer
size. Computer simulations suggest that the observed cellular patterns are a promi-
nent and natural aspect of cosmic structure formation. These structures form via the
mechanism of gravitational instability (Peebles 1980), which is the standard paradigm
for the emergence of structure in our Universe (Springel et al. 2005). According to the
gravitational instability scenario, cosmic structure grows from tiny primordial density
and velocity perturbations. The evidence provided by the temperature fluctuations
in the cosmic microwave background (Smoot et al. 1992; Bennett et al. 2003; Spergel
et al. 2007; Komatsu et al. 2010; Planck Collaboration et al. 2013b) suggests that the
character of the perturbation field is that of a homogeneous and isotropic spatial
Gaussian process. Theories of the early universe predict such primordial Gaussian
perturbations in the gravitational potential, as they are a natural product of an early
inflationary phase of our Universe.

Since dark matter is the dominant component of the cosmic matter distribution,
its nature is of utmost importance in determining the direction that structure for-
mation in the Universe takes. Depending on whether the dark matter is cold or
hot, structure formation proceeds via either the bottom-up (Peebles 1980) or the top-
down mechanism(Zel’dovich 1970). In the bottom up scenario, the smallerer objects
like galaxies and groups of galaxies are the the first to form. Subsequently, they
merge to form larger and larger structures. In the top-down scenario, the large scale
structures are the first ones to form. Subsequently, the matter inside them fragments
or coagulates to form smaller structures. The primordial Gaussian density field is
probabilistically characterized by its power spectrum. The presence of dark matter
modifies the form of the primordial spectrum at a later epoch through a transfer
function which depends upon the nature of dark matter. This happens because of
coupling of fourier modes in the non-linear regime of gravitational amplification.
Observational measurements of the power spectrum of matter distribution in the
Universe indicate that the bottom-up scenario is the favored one (Planck Collabora-
tion et al. 2013a; Tegmark et al. 2004; Komatsu et al. 2009).

It has remained a major challenge to characterize the structure, geometry, and
topology of the Cosmic Web. The overwhelming complexity of both the individual
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structures as well as their connectivity, the lack of structural symmetries, the intrinsic
multi-scale nature of the web, and the wide range of densities in the cosmic matter
distribution has prevented the use of simple and straightforward instruments. Many
attempts to describe and quantify, let alone identify, the features and components of
the Cosmic Web have therefore been of a rather heuristic nature. Measures like the
two-point correlation function, which has been the mainstay of many cosmological
studies over the past forty years (Peebles 1980), are not sensitive to the spatial com-
plexity of patterns in the mass and galaxy distribution.

A key aspect of the complexity of the Cosmic Web is the connectivity of the var-
ious structural components. Topology is the branch of mathematics that addresses
issues of shape and connectivity. The first cosmological studies that focused on topo-
logical characteristics of the cosmic mass distribution evaluated and analyzed the
genus and the Euler characteristic of the cosmic mass distribution. Gott and col-
laborators (Gott et al. 1986; Hamilton et al. 1986) studied the genus as a function of
density threshold. Later, more discriminative topological information became avail-
able with the introduction of Minkowski functionals (Mecke et al. 1994; Schmalzing
& Buchert 1997). However, nearly without exception these studies had a largely
heuristic character, driven mainly by the urge to find additional useful measures for
discriminating between different cosmologies.

There is ample motivation to extend topological studies beyond just discrimi-
nating between various cosmologies. For example, an interesting aspect that could
have an answer through topological studies is the delineation of signals of primor-
dial non-Gaussianities from the non-Gaussianities developing due to gravitational
amplification in the later non-linear epochs (Dominik & Shandarin 1992). Similarly,
questions on if one can differentiate between signals coming from various elements
of the cosmic web based on their topological characteristics is an important one. Per-
haps one of the most motivating facts for developing the topological characterization
of the cosmic matter distribution beyond the existing techniques is the recognition
that the matter distribution is distinctly hierarchical in nature. In view of this, a for-
malism capable of expressing topology in a hierarchical fashion is an interesting and
powerful alternative to the existing methods.

For a more profound understanding of the topological structure of the cosmic
mass distribution, we have to relate the topological measures to the underlying sin-
gularity and connectivity characteristics. There is a wealth of information to be
gained from a systematic analysis of the singularity structure of a field. This is be-
cause the singularities, or the critical points, determine the overall topological struc-
ture of the field. The basis of this is rooted in Morse theory (Milnor 1963), which
seeks to study the change in topological properties of a manifold through a scalar
function defined on it. With a slight twist, this change in topology can be expressed
in a hierarchical nested fashion, as is achieved in the formalism of persistence (Edels-
brunner et al. 2002; Edelsbrunner & Harer 2010). Informally, this relates to the birth
and death of a topological hole, the dimensions of which are determined by the index
of the critical point associated with its birth and death. See Chapter 1, Section 1.6.3
and Appendix A for a detailed exposition on the procedure.

A more formal definition of topological holes is through algebraic topology, specif-
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ically called Homology. The rank of the p-dimensional homology group Hp, denoted
by the Betti number βp (Betti 1871), counts the number of independent p-dimensional
cycles in a manifold. These cycles bound the holes of the manifold. For a detailed
exposition on holes and homology, refer to Appendix A.

However, Betti numbers attach the same weight to all topological holes. This
is not desirable : in the context of cosmological data sets, almost all data is dis-
cretely sampled – particles in N-body simulations and discrete galaxies in observa-
tions. This introduces erroneous topology at the smallest scales, arising from dis-
crete sampling. Persistence deals with this by formalizing topology as a hierarchical
concept. In this formalism, one records the creation (birth) and destruction(death)
of topological holes, as one sweeps from the highest to the lowest function values.
The topological holes form and destroy only when crossing the critical points of the
function. The absolute difference in the function value between the death and birth
of topological holes quantifies its life-span or persistence. While the definition and
the meaning of ”noise” is case specific, in general, low-persistence holes are more
likely to be topological noise, while high-persistence holes quantify real signals.

The goal of this chapter is to introduce concepts derived from homology, Morse
theory and persistence and analyze heuristic models that mimic certain aspects of
the mass distribution in the Universe. To this end we introduce the concept of in-
tensity maps as an empirical description of persistence diagrams. The ensemble av-
erage of persistence diagrams emanating from realizations of stochastic processes
converge over many realizations to a stable function. The intensity maps also reveal
the hidden structures in the the persistence diagrams, which is not apparent in the
scatter plot representation. Specifically, they are able to highlight specific features of
the mass distributions in the models by virtue of being able to differentiate between
topological signals coming from different structural components, as for example in
the Voronoi evolution models (van de Weygaert 1991). They are also able to resolve
the levels of hierarchies in fractal distributions remarkably well, as for example in
the Soneira-Peebles model (Soneira & Peebles 1978).

In order to explore and understand what a topological description through per-
sistence and homology has to offer, we analyze a few different heuristic models of
mass distribution in the Universe in this chapter. We briefly discuss the topological
concepts essential to the analysis, relegating a detailed description to Appendix A.
In Section 2.4, we seek to analyze the topology of random, featureless distributions,
taking up the particular case of Poisson distributed particles through persistence in-
tensity maps and the Betti numbers. In Section 2.5, we analyze the topology of the
pure Voronoi element models. These models are characterized by the presence of
either a cluster-like, filament-like or wall-like distributions, resembling the different
morphological elements of the cosmic web (Bond et al. 1996). Section 2.6 analyzes the
topology of the multi-scale fractal Soneira-Peebles model (Soneira & Peebles 1978).
The analysis of this model is motivated by the fact that it can be tuned to match the
observed angular distribution of galaxies in the sky. In Section 2.7, we analyze the
topology of the heuristic Voronoi evolution models. The models seek to mimic the
evolution of mass distribution in the Universe, gradually progressing from a stage
where most of the matter is confined to the field, to a stage where most of the matter
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is confined to clusters and filaments. Section 2.8 presents an exposition on a poten-
tial method to separate the contribution of shot noise, arising from discrete sampling,
from the real topological signals. Finally, in Section 2.9, we analyze the topological
characteristic of a single Voronoi evolution model, where the density is computed
through different prescriptions. To this end, we construct the density fields from the
underlying discrete particle distribution using the Delaunay Tessellation Field Es-
timator (DTFE) (van de Weygaert & Schaap 2009a), and the density computed on a
regular grid using Smoothed Particle Hydrodynamics (SPH) (Hernquist & Katz 1989;
Monaghan 2005). This is motivated by the urge to understand how the different den-
sity estimators affect the topological characteristics of the model. We conclude the
chapter in Section 2.10.

2.2 Models

In this study, we seek to analyze the homology of cosmological density fields. The
mass distribution in the Universe is described by the density perturbation field,

δ(~x, t) =
ρ(~x, t)− ρu(t)

ρu(t)
, (2.1)

which describes the fractional over- or underdensity at position ~x with respect to the
universal mean cosmological density ρu(t). By the definition above, δ ≥ 1.

The models used in the topological analysis are heuristic, but representative of
the certain aspects of the cosmic mass distribution. We begin by analyzing the topol-
ogy of the featureless Poisson distribution. This analysis is motivated by an urge to
understand the topological characteristics of the imprints that the ubiquitous shot-
noise leaves on the cosmological data sets. Thereafter, we move on to the analysis
of Single element Voronoi models, to enhance our understanding on the topologi-
cal characteristics of the various morphological elements of the cosmic web (refer
to Appendix D for the details of the model). The characteristics of hierarchical dis-
tributions are analyzed through the multi-scale Soneira-Peebles model (refer to Ap-
pendix E for the details of the model). Finally, we analyze the Voronoi evolution
models (described in Appendix D) in a bid to understand the topological properties
of dynamically evolving mass distributions, in keeping with the fact that that mass
distribution in the Universe evolves from a rather featureless distribution at the ear-
lier epochs to a distribution with distinct morphological features at the present epoch
in the cosmic timeline.

2.2.1 Level sets, superlevel sets and filtration

When assessing the mass distribution by a continuous density field, f (x), a common
practice is to study the sublevel or superlevel sets of the mean square fluctuation
smoothed on a given scale Rs, which is given by

σ2(Rs) =
∫

d3 kW2(kR)P(k), (2.2)
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Figure 2.1 Density rendering of the superlevel set of the pure filamentary models. From top to bottom:
three snapshots for growing superlevel sets.

where W(x) is the smoothing kernel. The superlevel sets of this field are defined as
the regions

Mν = {x ∈M | fs(x) ∈ ( fν, ∞]} (2.3)

= f−1
s (−∞, fν]. (2.4)

In other words, they are the regions where the smoothed density is greater than or
equal to the threshold value fν = νσ0, with σ0 the dispersion of the density field. A
typical example of superlevel sets of a density field is that shown in figure 2.1.

When addressing the topology of a mass or point distribution, a rich source of
information is the topological structure of a filtration. Given a space M, a filtration is
a nested sequence of subspaces:

∅ = M0 ⊆M1 ⊆ . . . ⊆Mm = M. (2.5)

The nature of the filtration depends, amongst others, on the representation of the
mass distribution. It is the evolving topology as we pass through the filtration se-
quence which represents a rich source of information on the topological complexity
of the field.

Figure 2.1 provides a telling illustration of a density-defined filtration of a web-
like spatial pattern. It concerns a model of the cosmic web consisting exclusively of
filaments (see appendix D for a detailed description). It shows a sequence of three
growing superlevel sets of the weblike density field, along a sequence of decreas-
ing density threshold. The top panel corresponds to the highest density threshold.
It reveals the high density regions that outline the underlying skeleton. The addi-
tional panels reveal complementary information on the manner in which matter has
distributed itself over the various structural components, revealing how the lower
density mass elements connect up and fill in the interstitial regions of the network.
The illustration shows how the sequence of filtration steps establish the connectivity
of the cosmic mass distribution, and entails its topological structure.
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2.2.2 Piecewise Linear scalar fields.
In many practical circumstances, whether it concerns the spatial distribution of galax-
ies in redshift surveys or particles in cosmological N-body simulations, we are deal-
ing with data sets consisting of discrete particle positions. There are various ways in
which the topology of such a discrete particle data set can be analyzed. One option
is to define a filtration on the point distribution itself. The most direct way to achieve
this is that via a simplicial complex generated by the point distribution. Well-known
examples are that of the alpha-complex (Edelsbrunner & Mücke 1994; Edelsbrunner
& Harer 2010) and the Cech complex (see Edelsbrunner & Harer 2010), invoking the
distance function and a corresponding distance parameter to define the filtration.

In our study we follow a different approach. The topological analysis in our
study is based on a density value-based filtration of a piecewise linear density field.
The latter is computed from the discrete particle distribution itself. The filtration
consists of density value superlevel or sublevel sets.

The determination of a piecewise linear density field from a discrete particle dis-
tribution involves a few key steps. The first step involves an estimate of the density
at each of the sample points. Usually, the particles define the point sample, but in
principle one may define alternatives. The second step involves the determination
of a triangulation on the basis of the point sample. In each triangle m (2D) or tetra-
hedron m (3D) of the triangulation, the gradient ∇̂ f

∣∣
m can be uniquely determined

from the D + 1 vertices.
For a sample of N points, with density value estimates f (~xj) (j = 1, . . . , N), the

density value f̂ (~x) at location ~x is uniquely determined from the density gradient
∇̂ f
∣∣
m of the triangle/tetrahedron m in which it is located, and the density value at

one of its vertices, ~xi),

f̂ (~x) = f̂ (~xi) + ∇̂ f
∣∣
m · (~x−~xi) . (2.6)

One key element of a procedure to construct a linear piecewise density field is
the nature of the estimate of the density at each sample point. A second key element
is the nature of the triangulation. In most of our results, we use the Delaunay Tes-
sellation Field Estimator, DTFE (Schaap & van de Weygaert 2001; van de Weygaert
& Schaap 2009b; Cautun & van de Weygaert 2011). It is based on local density es-
timates determined from the volume of the corresponding contiguous Voronoi cell
or star, and the use of the Delaunay tessellation as triangular interpolation mesh. A
summary of the technical details of DTFE can be found in appendix F.0.6.

2.3 Topology

In this section, we introduce the topological concepts we use to analyze particle dis-
tributions, through a running example. We relegate the formal definition of these
concepts to the Appendix A. The main new methods for cosmological applications
are Betti numbers and persistence, which we will relate to the more traditional no-
tions of Minkowski functional, Euler characteristic, and genus.
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Figure 2.2 A solid double-torus with a bubble.

2.3.1 Running example
Let M be a solid double-torus with an empty bubble, that is: a double-donut with
a small void inside; see Figure 2.2. Its boundary, denoted as ∂M consists of two
surfaces: a double-torus on the outside and a sphere bounding the bubble.

The Minkowski functionals are the volume of M, the area, the total mean curvature,
and the total Gaussian curvature of ∂M. These are geometric properties, but they are
not independent of the purely topological concepts we will introduce next.

The Euler characteristic is the alternating sum of simplex numbers needed to tri-
angulate a manifold. Applied to ∂M, the number of vertices minus the number of
edges plus the number of triangles needed to triangulate the double-torus gives −2,
and for the sphere we get +2. It follows that the Euler characteristic of ∂M is χ = 0.
There are many other 2-dimensional manifolds that have the same Euler character-
istic, the torus being one, the union of two tori being another.

The Gauss-Bonnet Theorem relates the Euler characteristic with the total Gaus-
sian curvature, stating that for a connected surface, the latter is equal to 2πχ. Indeed,
the total Gaussian curvature of the sphere is 4π, no matter how large it is, and the
Euler characteristic of the same is 2. The genus of ∂M is 2, namely 2 for the double-
torus plus 0 for the sphere. For a connected surface, the genus equals 1 minus half
the Euler characteristic. More generally, the genus of a 2-manifold that is the union
of disjoint surfaces is therefore

g = ∑
i

gi = ∑
i

(
1− χi

2

)
= #components−

(χ

2

)
, (2.7)
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where we write χi and gi for the Euler characteristic and the genus of the i-th com-
ponent. The reader may check that this relation holds for ∂M. We get a refinement
of the concepts by introducing Betti numbers. Formally, they are ranks of homology
groups, one for each dimension (more on homology and homology groups later).
We have

β0 = #components,
β1 = #independent loops, (2.8)
β2 = #independent closed surfaces.

For ∂M, we have β0 = 2, β1 = 4, β2 = 2. Indeed, we have two components and two
closed surfaces: the double-torus and the sphere. To see the four loops, draw one
around each hole of the double-torus and another one around each handle. We get
the Euler characteristic by taking the alternating sum: χ = β0 − β1 + β2, which for
∂M gives 0, as required.

Suppose now that M is the portion of the Universe at which the local density ex-
ceeds some threshold, ν. What if we decrease ν by some small but positive amount?
Decreasing the threshold enlarges the portion at which the density threshold is ex-
ceeded. It may be that the bubble fills up. Assuming that nothing else changes, ∂M

is now a double-torus, with β0 = 1, β1 = 4, β = 1. The sphere and the bubble have
gone.

There is a wealth of information in this game of birth and death that unfolds
when we continuously decrease the density threshold. Harvesting this information
is perhaps the most important new idea this paper brings to the study of the cosmic
web. A formal description of this process requires the homology groups, of which
the Betti numbers are the ranks, and the maps between these groups that are in-
duced by the inclusions of one body in the next. The reader who is not inclined to
learn about these algebraic concepts can still follow the text and the results in this
paper, basing her intuition on the closely related but more intuitive birth and death
game we see in Morse theory (refer to Appendix A.4, for an exposition on birth and
death of topological holes and the connection to Morse theory). It suffices to mention
that the a compact representation of the topological changes across the whole range
of function values on a manifold is captured by the persistence diagrams (Edelsbrun-
ner & Harer 2010). It is a collection of dots in R2, where the dots have the same units
as the scalar function defined on the manifold. The usual practice is to represent
the birth value of a feature on the horizontal axis, and the corresponding value of
density threshold for death on the vertical axis. There are 0−, . . . , (d− 1)− dimen-
sional diagrams for a d-dimensional manifold. We use the persistence diagrams to
arrive at the concept of intensity function and intensity maps as empirical probabilistic
description of persistence homology. This is a novel contribution of this thesis, and
we describe it next.
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2.3.2 Persistence intensity function and intensity maps
This chapter concerns itself with the topology of stochastic point processes, and den-
sity field computed on them. In the context of the Universe, both the cosmic mi-
crowave background and the density distribution in the Universe are examples of
spatial stochastic processes. It is a universal property of stochastic processes that the
expectation value of the quantities defined on them converge over many realizations.
Our conjecture is that this must also be true for the birth-death events, as reflected
in the persistence diagrams, if averaged over many realizations. While a rigorous
attempt at deriving a probabilistic and statistical description of persistence topology
is beyond the scope of this chapter, we provide an empirical description and test, as
proof of the hypothesis, by introducing the intensity maps.

We are interested in the statistical description of persistence diagrams, as an av-
erage over many realization, of the stochastic process f . To this end, we construct
the intensity maps, which is the function p : R2 → R in the mean density-persistence
plane, whose integral over every region R ⊂ R2 is the expected number of points in
R, 〈Ntot〉. Note that 〈Ntot〉 is a representative of the total intensity of the map. We dis-
cretize the intensity map into a number of regular grid-cells in the plane, and define
the intensity function, for the grid-cell (i,j) as

Iij =
〈Nij〉
〈Ntot〉

. (2.9)

The total intensity of the maps is proportional to the average number of total dots
in the persistence diagrams. For each grid cell, the intensity function represents the
fraction of the total intensity of the map. Since the intensity in each bin is normal-
ized by the total intensity of the map, the integral of the intensity function over R2

always evaluates to 1, irrespective of the model in question. In the limit of the size
of the grid-cells going to zero, the discretized intensity function approximates the
probability density function. At this point, we only have empirical evidence that if
f arises from a stochastic process and is is tame (all the derivatives well defined),
the intensity maps are well defined . As we will show shortly, the intensity function
and intensity maps are highly sensitive to the parameters of the model, and capture
local variations in topology across the whole range of function value. As such, we
propose their use to characterize and discriminate between various models.

Our preferred visual presentation of a diagram is averaged over a number of
realizations of the same random experiment; see Figure 2.7, which shows the plots
for the data generated as described in Section 2.4. To construct it, we superimpose
the diagrams of the different realizations, we discretize R2 using a grid of 100-by-100
squares, and we form the histogram by counting the points in each square. The result
is a real-valued function on the plane, which we denote as the averaged persistence
diagram or the intensity map of the diagram.

2.3.3 Running example : persistence homology of a triangle
In this section, we illustrate the construction of filtration and the concept of boundary
matrix. The reduced boundary matrix encodes the persistence diagram. We take a
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triangle as our input simplicial complex.

Filtration

We assume there is a function defined on the simplices that constitute the triangle.
The function is such that it induces an ordering of the simplices, from the lowest to
the highest dimension. Figure 2.3 depicts such an ordering and the order in which
the simplices appear in the filtration. We examine the filtration now, while simulta-
neously keeping track of the birth and death events.

First the vertex 〈1〉 appears in the filtration. This corresponds to the birth of a 0-
dimensional hole, or an isolated object. Subsequently, vertices 〈2〉 and 〈3〉 appear, in
that order, taking the number of isolated objects to 3. order. Thereafter, the edge 〈4〉
appears, merging the vertices 〈1〉 and 〈2〉 into a single component. We have a death
of a 0-dimensional hole here. According to elder rule, the component that forms
early lives, and the younger component dies. In other words: the edge 〈4〉 kills the
vertex 〈2〉, and {〈2〉, 〈4〉} form a birth-death persistence pair in the corresponding
to a 0-dimensional hole. Thereafter comes edge 〈5〉, merging the vertex 〈3〉 with
the connected component 〈1〉 (note that, since 〈2〉 is dead, the connected component
resulting from the merger of 〈1〉 and 〈2〉 has the same index as 〈1〉).

The first topological hole in 1-dimension is born when the edge 〈6〉 appears in
the filtration. this completes the triangle, forming a loop. This 1-dimensional hole
dies when the face of the triangle appears in the final phase of the filtration, patching
up the loop that had formed due to the introduction of the edge 〈6〉. In other words,
{〈6〉, 〈7〉} form a birth-death persistence pair in 1-dimension.

In summary, there are three birth-death pairs in the filtration of the triangle : two
corresponding to isolated components – {〈2〉, 〈4〉} & {〈3〉,〈5〉}, and one correspond-
ing to the loop – {〈6〉, 〈7〉}.

From the point of view of need to construct the boundary matrix, we also enu-
merate the simplices and their boundaries here. The boundary of the edges con-
stitutes of the vertices – for example, the boundary of the edge 〈4〉 consists of the
vertices 〈1〉 and 〈2〉. The boundary of the triangular face 〈7〉 consists of the edges
〈4〉, 〈5〉 and 〈6〉.

Boundary matrix and its reduction

We construct the boundary matrix, ∂ of the filtration of the triangle (refer to Ap-
pendix B.5 for a detailed account on boundary matrices and the algorithm for com-
puting persistence). Since the number of simplices in the filtration is 7 (3 vertices, 3
edges, and 1 face), the size of the boundary matrix is 7× 7. If the simplex i is in the
boundary of the simplex j, the (i, j)-th element of the matrix is 1. All other elements
are 0. We reduce the boundary matrix to R, using Algorithm 2, to the form detailed
in Appendix B.5. Figure 2.4 illustrates this operation in the form of the matrix multi-
plication notation R = ∂ · V, where R and ∂ are the reduced matrix and the original
boundary matrix respectively. One may verify that the shaded entries in the ∂ ma-
trix of Figure 2.4 indeed correspond to the simplices of the triangle, and its boundary
(Figure 2.3 and Section 2.3.3).
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Figure 2.3 Figure illustrating the order in which the simplices of the triangle appear in the filtration.

Figure 2.4 Figure illustrating reduction of the boundary matrix. R is the reduced matrix, ∂ is the original
boundary matrix and V is the matrix whose column jencode the columns of ∂ that add up to give the
column j of R. The shaded entries in the matrices denote 1. All other entries are zero.

Persistence diagrams

It is easy to read off the persistence diagrams from the reduced matrix R. In Fig-
ure 2.4, the matrix R is the reduced matrix corresponding to the persistence ho-
mology computation of the filtration of a triangle. The shaded entries in this ma-
trix have a value 1. Moreover, the entries in a deeper shade of pink denote the
lowest row of a column whose entry is 1. The lowest 1’s indicate the birth-death
persistence pair. In this example, the lowest 1 entry indices correspond to the set
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Figure 2.5 Persistence diagrams corresponding to the birth-death pairs in the filtration of a triangle. Left
panel presents the 0-dimensional persistence diagram, corresponding to birth-death or merger events of
isolated objects. Right panel presents the 1-dimensional persistence diagram, corresponding to birth-
death events of loops.

(i, j) = {(2, 4), (3, 5)&(6, 7)}. The first entry in the pair is the index of the simplex
that gives birth to a topological hole. The second entry is the index of the simplex that
kills that particular topological hole. One can verify that the indices of these pairs in-
deed correspond to the birth-death pairs, as enumerated in Section 2.3.3. Figure 2.5
presents the information of birth-death pairs in the filtration of a triangle in the form
of persistence diagrams.

2.3.4 Points of caution.
The methods employed in this paper are perhaps on the more sophisticated end
of the spectrum of cosmic web analyzes. It is therefore important to make sure that
each step is rational and reliable, and the results are not contaminated by side-effects.
There are indeed a few subtleties we need to keep in mind, and we list them here to
avoid possible pit-falls.

– PERIODIC TILING. Instead of the 3-dimensional Euclidean space as a model of
the Universe, we use the 3-torus, which has non-trivial homology, with Betti
numbers β0 = 1, β1 = 3, β2 = 3, and β3 = 1. These numbers interfere with
our statistical analysis of the topology of superlevel sets, but they are barely
noticeable in the midst of usually thousands for ranks we observe.

– DENSITY FIELD ESTIMATION. Among the many possible density field estima-
tors, we rely mostly on the DTFE as it naturally adapts to the particle distribu-
tion. It has the side-effect of forming high density spikes above particles that
are completely and tightly surrounded by others.
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– SYMBOLIC PERTURBATION AND SUPERLEVEL SETS. We use the technical tools
of symbolically perturbing the density values at the vertices, and retracting
each superlevel set to the full subcomplex above the threshold. Both techniques
simplify the computation but have otherwise no effect. In particular, they give
precisely the same persistence diagrams and intensity plots.

– INTENSITY PLOTS. The averaged diagrams are meant to approximate the un-
derlying distribution from which the persistence diagrams are sampled. We
have no proof that they exist, other than the visual evidence that the diagrams
for statistically similar particle distributions appear similar. We draw these
plots by counting points within each square of a 100-by-100 grid, which im-
plies that small shifts of the grid would give (slightly) different plots.

– PERTURBATIONS AND STABILITY. Recalling the Stability Theorem for persis-
tence diagrams (Cohen-Steiner et al. 2007), we note an ε-perturbation of the
density function can lead to the addition or removal of points at distance at
most ε from the horizontal axis. As a consequence, the intensity plots may
change an arbitrary amount near the horizontal axis, but not at a distance larger
than ε.

2.4 Random Topology
Random processes play a crucial role in many aspects of life. In this paper, the analy-
sis of random data provides a baseline for comparison, training the eye to pay atten-
tion to features that are not accidental, caused by inevitable random configurations
in the data. We create this baseline by picking particles in space uniformly at ran-
dom.

2.4.1 Poisson process.
Recall that our model of the Universe is the 3-dimensional cube with opposite faces
glued to each other to create a periodic tiling of space. We call this the 3-torus model,
denoting it by X. We choose the length unit such that each edge is 200h−1Mpc long.
Within this cube, we pick n = 500, 000 particles in a Poisson process1. For practical
purposes, the particles are thus chosen from a uniform distribution over the 3-torus.
This forms a reasonable approximation of a Poisson process.

2.4.2 Graphs of Betti numbers.
To get a feeling for the DTF estimator of the particle sample, we compute the Betti
numbers of the superlevel sets. Writing $ : X → R for the estimated density func-
tion, we plot the p-th Betti number of $−1[ν, ∞) as a function of ν, for p = 0, 1, 2.
Drawing ν decreasing from left to right, we superimpose the graphs of the Betti num-
ber functions for ease of comparison; see Figure 2.6. We observe that the graph of β0
peaks first, at a density threshold of ν ≈ 0.04. As expected, the graph of β1 peaks

1The Poisson process depends on a parameter λ that determines the expected number of particles. We
slightly rig the process such that the number of chosen particles is precisely the expected number.
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Figure 2.6 Left: The three Betti numbers of the superlevel sets of a density function on the 3-torus. The
threshold, ν, decreases from left to right, and the numbers of components, tunnels, and voids increase
from bottom to top. Generating 500, 000 particles in a Poisson process, we get the density with the DTF
estimator as explained in Appendix F.0.6. The graphs are averaged over ten realizations. Right: the same
graphs in log-log scale.

second, at ν ≈ 0.015, and the graph of β2 peaks last, at ν ≈ 0.007. This suggests that
loops are formed preferably by merging clusters into filaments, as opposed to grow-
ing horns that eventually meet. Similarly, voids are formed preferably by merging
clusters and filaments into walls that eventually meet to completely enclose junks of
empty space. In addition to the clear order, we observe that each of the three graphs
has a clean shape with a clearly defined single mode. These properties are indicative
of the data following a single, well-defined distribution. Indeed, the graphs resemble
that of the Poisson distribution – a single early mode and an exponentially decaying
tail – which is plausible since the DTF estimator is sensitive to and preserves the local
density of the particles.

Figure 2.7 From left to right: the intensity plots of the persistence diagrams for dimensions 0, 1, 2,
averaged over ten realizations. The sum of the logarithms of birth- plus death-values decreases from left
to right, while the logarithm of the persistence increases from bottom to top.
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2.4.3 Averaged persistence diagrams.
As explained in Appendix B.5, persistence diagrams contain strictly more informa-
tion than the graphs of the Betti numbers. Figure 2.7 shows the intensity plot of the
density function, $ : X→ R, again in log-log scale. To compare these plots with the
curves in Figure 2.6 on the right, we observe that the number of birth-death pairs,
(νb, νd), with νb ≥ ν > νd gives the Betti numbers for the superlevel set for threshold
ν.2 Since we draw the diagrams as intensity plots, we need to compare the integral
over the V-shaped region anchored at the point (log ν + log ν, 0) with the Betti num-
ber at log ν. When doing this, note that the horizontal axes in Figure 2.6 are labeled
with values of ν, while the horizontal axes in Figure 2.7 are labeled with twice the
logarithm to the base 10 of ν.

Similar to the graphs in Figure 2.6, the diagrams of β0, β1, β2 are ordered along
the horizontal axis. In addition, the persistence, which we see as the vertical distance
from the horizontal axis, decreases from β0 to β1, and then again from β1 to β2. This
is a reflection of the DTF estimator, which tends to form spikes of high density at
clusters. The height of these spikes is measured by the persistence of dots in the
diagram of β0, and these spikes are visible even after taking the logarithm of the
density. In contrast, the depth of voids is measured by the persistence of the dots
in the diagram of β2, which is much milder, as seen in Figure 2.7. Finally, we point
out the characteristic “pointed hat” shape of the diagrams, and more specifically the
sideways leaning tips for β0 and β2.These shapes seem related to heavily studied but
difficult questions in percolation theory, and in particular to threshold phenomena,
which are characteristic of this field.

2.4.4 Scaling Relations of Poisson Topology
In order to probe the scaling relations of various quantities for the Poisson distri-
bution, we construct realizations with different mean inter-particle separation λ =
0.0625, 0.125 and 0.25. Keeping the box size same, this amounts to an increased num-
ber of particles with decreasing λ. Figure 2.9 plots the Betti numbers for realizations
with different λ, where the horizontal axis (corresponding to level set value) is scaled
with the variance of density, which is computed at each particle position. The βis for
different λ’s have the same peak positions after scaling. Peak positions are well sep-
arated, denoting that topology is predominantly either “cluster-like”, “sponge-like”
or “cheese-like” at different level set values. β0 peaks at ν ≈ 1.8, β1 at ν ≈ 0.6 and
β2 at ν ≈ 0.3. The coincidence of peak-positions suggest a functional form of Betti
numbers as a function of level set.

In addition to the scaling of peak positions with normalized level set values, the
peak amplitudes and the location of the peak amplitude of βi also scale with λ. This
scaling is shown in the top-left and top-right panels of Figure 2.8. Peak amplitudes
of β0, β1 and β2 scale linearly with λ, with different slopes. β1, the number of loops
rises the sharpest with λ, with a slope of m = 0.08902, followed by β0 (m = 0.05036)
and β2 (m = 0.00989). The non-normalized (with respect to variance) peak positions
on the horizontal axis also scale with λ. However, the trend is not the same as the

2This relation may be violated by the 8 = 1+ 3+ 3+ 1 essential homology classes of the 3-torus, which
are not drawn in our diagrams. Their number is too small to be notices in our figures.
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Figure 2.8 Scaling relations for different quantities for the poisson distribution. The quantities on
the vertical axis (except the bottom-right panel) are per-unit-volume. Top-left panel : Scaling of peak-
amplitude of β0, β1 and β2 with the parameter of distribution λ. Top-right: scaling of normalized (with
the standard deviation) peak-position (on the horizontal axis) with λ. Bottom-left: scaling of number of
simplices with lambda. This can be translated to the scaling of number of simplices with the number of
particles in the box. Bottom-right : scaling of time required to compute persistence with the number of
simplices. The quantities on vertical axis scale linearly with quantities on horizontal axis in the top-left,
top-right and bottom-left panel. The scaling in bottom-right panel has a power-law form. the slope of
scaring is doted by “m” in the first three panels. In the fourth panel, m is the index of the power-law
distribution.

peak amplitudes. In this domain, ν0, the peak position for β0 rises the sharpest with
increasing λ, with a slope of m = 0.57749, followed by ν1 (m = 0.2299) and ν2
(m = 0.11004), in that order.

The number of simplices per unit volume also scales linearly with λ and has a
slope of m = 29.07. This is presented in the bottom-left panel of Figure 2.8. Bottom-
right panel of Figure 2.8, presents the scaling of time required to compute persistence
for the poisson distribution with respect to the number of simplices in the triangu-
lation. The time required to compute persistence seems to follow a power-law with
respect to the number of simplices. We fit a power-law of the form f (x) = axb where
b is the index of the power-law. The fitted curve to the data points gives the value of
the index b = 2.
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Figure 2.9 Betti numbers for poisson distribution with λ, the parameter of distribution varying. For
each realization, the levelset values on the horizontal axis are normalized by the standard deviation of
that particular realization. In the representation of normalized horizontal axis, the peak positions for real-
izations with different λ are coincident. The lowest peak-amplitude corresponds to λ = 0.0625, followed
by λ = 0.125&0.25 respectively.

2.5 Single-Scale Topology

In this section, we consider a random process that produces particle distributions
near the elements of a fixed Voronoi diagram. While heuristic in nature, these dis-
tributions mimic the structural patterns observed in the Universe: the clusters, fila-
ments, and walls in the Cosmic Web.

In these Voronoi clustering models, outlined in appendix D, a geometrically fixed
Voronoi tessellation defined by a small set of nuclei is complemented with a heuris-
tic prescription for the location of particles or model galaxies within the tessellation
(van de Weygaert & Icke 1989; van de Weygaert 1991; Weygaert 2007). We distin-
guish two classes of Voronoi models: the pure Voronoi element models and the Voronoi
evolution models. Both are obtained by moving an initially random distribution of N
particles toward the faces, lines, and nodes of the Voronoi tessellation. They do this
by a heuristic and user-specified mixture of projections onto the various geometric
components of the tessellation. The Voronoi evolution models accomplish this via
a gradual motion of the galaxies from their initial, random locations towards the
boundaries of the cells.
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Figure 2.10 Top row, from left to right: particle distribution in the three pure Voronoi element models
corresponding to clusters, filaments, and walls. Each data set consists of 262, 144 particles inside a periodic
box of side length 200h−1Mpc. Bottom row, from left to right : density rendering of the same.

2.5.1 Pure Voronoi element models.

Recall that a Voronoi diagram in space has four types of elements: vertices, edges,
faces, and cells. Constructing and fixing a diagram for only 32 nuclei within a pe-
riodic box with sides of length 200h−1Mpc, we consider three random processes
that generate particles near the vertices, edges, and faces. With each realization,
we get 262, 144 particles distributed uniformly along and with a Gaussian spread
of 1h−1Mpc around the elements of the Voronoi skeleton; see Figure 2.10 and ap-
pendix D for a detailed description of the models. The first process generates the
particles in clusters around the vertices, the second forms filaments along the edges,
and the third creates walls following the faces. Since each process focuses on the ele-
ments of a single dimension, we call the resulting distributions pure Voronoi element
models.

2.5.2 Graphs of Betti numbers.

We begin our analysis by looking at the Betti numbers of the superlevel sets of the
estimated density field. Figure 2.11 shows the numbers as functions of the threshold.
All results are averaged over eight realizations. The number of particles being the
same in all three models, the average matter density in the clusters is higher than
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Figure 2.11 The Betti numbers of the superlevel sets of the density function for pure Voronoi element
models as functions of the threshold. From left to right: β0 β1, β2.

along the filaments, which in turn is higher than inside the walls. This is reflected
by the graphs of β0, in which the density threshold of the maximum is highest for
clusters, between the extremes for filaments, and lowest for walls. The value at the
maximum (the number of components) follows a reverse trend.

Note the prominent shoulder in the graph of β0 for clusters, which we do not see
in the graphs for filaments and voids. The shoulder is a reflection of the merging
process, which first consolidates the particles into clusters and second merges the
clusters into one connected whole. We thus observe a transition from intra-cluster
to inter-cluster merging, with the parameters of the shoulder identifying the den-
sity values at which this transition happens. In the filament and wall models, we
have a single connected component as soon as all filaments and walls have been
consolidated, which explains the absence of shoulders. Nevertheless, we observe a
transition from a focus on intra- to inter-structural connectivity as a function of the
density threshold. Indeed, the graph for β1 has a shoulder, both for clusters and for
filaments, and the explanation is similar.

Continuing the trend, the graph for β2 has two clear modes for clusters and fil-
aments, and a hint of two modes for voids. A comparison with the intensity plots
shows that this hint is a fluke, and while the separation into two populations of voids
is real, it is not visible in the graph. More about this shortly. Returning to the graphs
of β2, we note that the left modes reflect the consolidation of the particles sampling
the Voronoi elements, and the second modes reflect the filling up of the global, inter-
structural voids. We see that the ordering of the left modes from clusters to filaments
to walls is reversed for the right modes, remembering that β2 for walls does not dis-
tinguish between the two populations and combines the left and right modes into
one. The reversal of order makes geometric sense, since we are talking about the
same voids in all three models, but these voids are shallower and appear at lower
density values for clusters than for filaments, and more so for walls.

2.5.3 Averaged persistence diagrams.
The intensity plots for the pure Voronoi element models display features the graphs
of the Betti numbers fail to capture, primarily because the plots distinguish between
significant and insignificant features. For example, each realization of the filament
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Figure 2.12 The averaged persistence diagrams of the density functions for pure Voronoi element mod-
els. From top to bottom, we show the intensity for clusters, filaments, walls, and from left to right for
classes of dimension 0, 1, 2.

model has a large number of tiny loops inside the filaments, but also a smaller num-
ber of larger loops that are carried by the filaments themselves. The 1-st averaged
persistence diagram distinguishes between these two populations.

More generally, Figure 2.12 shows the intensity plots of all diagrams for all pure
Voronoi element models: from top to bottom for clusters, filaments, voids, and from
left to right for β0, β1, β2. To a first degree of approximation, all diagrams contain
a red and green high-intensity region and a blue low-intensity region. For the six
diagrams in the upper-right triangle of the 3-by-3 array, the second region forms
a island, by which we mean a hill that is completely surrounded by a ring of zero
intensity. As before, the high-intensity regions reflect the intra-structural consolida-
tion, while the low-intensity regions consist of points that represent large topological
structures each carried by several clusters, filaments, or walls. For components, the
two populations are clearly separated in the upper-left diagram for clusters.

Similar to the graphs, we see no separation into the two populations of compo-
nents in the diagrams for filaments and walls. For loops, the two populations are
most clearly separated in the center diagram of Figure 2.12, which plots the inten-
sity for filaments. The two populations of loops are less clearly separated in the top
diagram for clusters, and not at all separated in the bottom diagram for walls. Nev-
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ertheless, that plot has a tongue suggesting a population of loops emigrating from
the bulk. The geometric interpretation of this phenomenon is that the walls meet in
filaments, which are therefore more densely sampled, so that global loops can form
before the walls are completely filled.

For voids, the separation into two populations is clearly visible in all three di-
agrams; see the third column in Figure 2.12. Most noteworthy is the separation in
the bottom diagram, in which the two populations have roughly the same mean age
but very different persistence. Such populations cannot be separated by V-shapes,
which is the reason the function of Betti numbers is oblivious to this difference.

2.6 Multi-Scale Topology
One of the major features of the matter distribution at large scales is the presence of
a hierarchy of substructures, with a large dynamic range in density and spatial scale.
As a result, we see a multi-scale distribution, with interesting features at every scale.

2.6.1 the Soneira-Peebles model.
Soneira-Peebles is a random process with adjustable parameters that generates a
fractal distribution of particles (Soneira & Peebles 1978). Both the two-point cor-
relation function and the fractal dimension of these particle sets are well understood
analytically; see Appendix E. The parameters can be chosen such that the correlation
function of the particle distribution mimics that of the galaxies in the sky. It is used to
explain the clustering statistics of the galaxy distribution, taking into account the fact
that they display strong self-similarity. The placement of the particles is controlled
by three parameters, each responsible for tuning a different aspect of the hierarchy:

η: the height, equal to the number of levels minus 1;

ζ: the concentration, equal to the ratio between consecutive radii;

ψ: the branching factor, equal to the number of children.

We start the construction with a unit sphere at level 0, inside which we place the
centers of ψ level-1 spheres, each with radius 1/ζ at random positions. The next
iteration places the centers of ψ level-2 spheres with radius 1/ζ2 inside each level-1
sphere. We continue the process until we reach level η, with a total of ψη spheres of
radius 1/ζη . Finally, we pick a particle at the center of each level-η sphere. Figure
2.13 shows three sample distributions with fixed height and branching factor, but
with varying concentration.

2.6.2 Graphs of Betti numbers.
We study particle distributions generated with height η = 6, branching factor ψ = 9,
and three different concentrations, ζ = 5.0, 7.0, 9.0. For each parameter triplet, we
average the results over eight realizations. Figure 2.14 shows the Betti numbers as
functions of the threshold defining the superlevel set of the density functions defined
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Figure 2.13 Particle distributions generated with the Soneira-Peebles process. Fixing the height to η = 6
and the branching factor to ψ = 9, we vary the concentration from left to right as ζ = 5.0, 7.0, 9.0. there
are 69 particles in each data set. Due to the high concentration factor, the number of particles may seem
smaller than that, but it is not. Zooming into a particular region shows similar structure at higher levels
of hierarchy. Density rendering of the distribution is not feasible due to high concentration.

Figure 2.14 From left to right: the 0-th, 1-st, 2-nd Betti numbers of the superlevel sets of the density
function for the Soneira-Peebles particle distributions plotted on a logarithmic scale. Fixing the height to
η = 5 and the branching factor to ψ = 9, we vary the concentration as ζ = 5.0, 7.0, 9.0.

by the particle distributions. Evidence of modularity3 is present in the curves for all
chosen values of ζ. For β0, it manifests itself as ripples on the right side of the mode,
when the number of components decreases after reaching a maximum. For β1 and
β2, the evidence can be seen in the number of modes. Higher concentration results in
a more clearly defined modular distribution. Indeed, the number of distinct ripples
in the graphs for β0 is the largest for ζ = 9.0, while they are barely visible for ζ = 5.0.

The peak amplitude for β0 is the same for all three distributions. The reason may
be trivial, namely the fact that η and ψ are the same for all three experiments, im-
plying that all data sets contain the same number of particles, namely ψη . However,
the peaks occur at different density thresholds, reflecting the varying local density of
the distributions generated for different concentrations. Indeed, more concentrated
particle distributions have higher density peaks, and as a result we see the mode at

3The term “modularity” is used for particle distributions with distinguishable levels in the hierarchy.
A modular distribution is hierarchical in nature.
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Figure 2.15 From left to right: the 0-, 1-, 2-dimensional persistence diagrams of the density functions
obtained from the Soneira-Peebles particle distributions. Fixing the height to η = 5 and the branching
factor to ψ = 9, we vary the concentration from top to bottom as ζ = 5.0, 7.0, 9.0.

higher thresholds. We observe the same trend in the curves for β1, and even for β2,
although the latter curves a much rougher, reflecting overall smaller numbers and
more noise. The number of levels in the hierarchy is reflected in the number of rip-
ples, which is most clear for the graph of β1. We see five distinct ripples, while the
number of levels in the distribution is six. It seems that the lowest level has too few
components to be visible in the graphs. While the graphs of β2 are noisy, they also
exhibit a similar ripple structure.

2.6.3 Averaged persistence diagrams.
The intensity plots of the particle distributions described above are shown in Figure
2.15, for ζ = 5.0, 7.0, 9.0 from top to bottom, and for dimension 0, 1, 2 from left to
right. The features in the diagrams show a clear transition as a function of the con-
centration, with evidence of modularity present in all diagrams. In particular, we
notice hills in the intensity, which we define as the neighborhood of a local maxi-
mum away from the horizontal axis. Note that these are different from tongues in the
intensity plots, which are regions right below the local persistence maxima.

Hills seem rather unusual features as the intensity usually decreases monoton-
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ically from bottom to top. For the 0-dimensional diagrams, we notice an increase
in the number of hills when we increase the concentration: there is a single hill for
ζ = 5.0, we see the hint of a second hill for ζ = 7.0, and there are three clear hills
for ζ = 9.0. In words, we get progressively more evidence for modularity as the
concentration increases, which is hardly surprising. Interestingly, the hills come in
sequence, from bottom to top, so that later hills represent birth-death pairs of higher
persistence. Furthermore, the intensity of the hills decreases from bottom to top.
This makes sense since lower levels in the construction contain fewer clusters with
lower persistence. Indeed, the highest level in the hierarchy generates the densest
regions with the largest number of particles. Physically this means that many tiny
clusters form at high density thresholds. These clusters are short lived, and as we go
down from the highest level, a large number of tiny clusters merge together to form
fewer but larger clusters. These larger clusters are of higher persistence and corre-
spond to the low-intensity, high-persistence hills in the diagrams. The bias of the
higher persistence hills towards the lower density values, is interesting, as it coun-
ters the higher density leaning pointy hat shape we see for the uniformly distributed
particles; see Figure 2.7.

Progressively better defined modularity as a function of increased concentration
is also evident in the 1-dimensional intensity plots. Here, we see tongues that cor-
respond to the hills in the 0-dimensional plots. Larger concentration corresponds to
smaller filling rate, which results in bigger patches of empty space. This is reflected
in the 2-dimensional intensity plots, which record the information for the voids or
empty regions: we see three or perhaps four grainy tongues, which are fuzzy for
ζ = 5.0, and progressively better defined for ζ = 7.0 and 9.0.

2.7 Dynamic Topology
In this section, we consider particle distributions that change configuration over
time, similar to the matter in the Cosmos. Under the influence of gravity, the rela-
tively uniform distribution at early epochs accumulates in the potential wells, evolv-
ing into galaxies arranged in clusters, filaments and walls.

2.7.1 Voronoi evolution models.
Starting with a random distribution of particles over the entire volume, Voronoi evo-
lution generates a time-series of particle distributions driven by slow drifts from
higher- to lower-dimensional elements of an underlying Voronoi diagram. Their
construction is described in some detail in appendix D.

We have sampled this time-series at three moments in time, called stages, and we
show the results for these, emphasizing the continuous change that becomes visible
by comparing the graphs and diagrams. To parametrize the stages, we keep track of
the percentage of particles that lie in the interior of cells, faces, edges, and vertices of
the Voronoi diagram; see Table 2.1. Stage 1 is the least evolved particle distribution,
With the highest percentage of particles in cells, while Stage 3 is the most evolved
distribution, with the highest percentage at and around the vertices. Figure 2.16
shows the three stages as point clouds, going from left to right in the evolution.
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Figure 2.16 Snap-shots in the Voronoi evolution time-series. Top row, from left to right: particle distri-
bution at the least, medium, most evolved stage. Bottom row, from left to right: volume rendering of the
same.

Figure 2.17 The graphs of the Betti numbers computed for the suoerlevel sets of the density function of
evolving particle distributions. From left to right: β0, β1, β2 at different stages of the evolution. Stages 1,
2, 3 progress from least, to medium, to most evolved.

cell wall filament cluster
Stage 1 49.93% 38.52% 10.46% 1.08%
Stage 2 5.03% 23.50% 41.26% 30.22%
Stage 3 2.00% 14.72% 39.81% 43.47%

Table 2.1 The relative abundance of particles in each structural element throughout the course of evolu-
tion. Stage 1 is the least evolved, with almost half the particles residing in cells, while Stage 3 is the most
evolved, with almost half the particles residing in clusters.
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2.7.2 Graphs of Betti numbers
We show the Betti numbers as functions of the threshold defining the superlevel
set in Figure 2.17. The graphs are significantly different from the ones we see for
the single-scale Voronoi models in Figure 2.11. The graphs for β0 show a gradual
transition from two to four peaks. The four peaks in Stage 3 reflect the fact that
we have a non-trivial number of particles populating each of the four morphological
features (clusters, filaments, walls, and the space in between) so that each population
contributes its own peak to the graph. As before, the contributions are ordered from
left to right as the clusters are densest and merge first, and so on. In contrast to Stage
3, Stage 1 has most particles near the walls and in the space between them, so that
there are only two significant contributions to the graph.

A similar trend is also seen in the graphs for β1. The particle distribution gets
progressively more segregated into the morphological features, each with its own
density, which explains the clear four peaks we see for Stage 3. The signal we get
from β2 is different while consistent with our explanation. We see one peak at Stage
1 and two peaks each at Stages 2 and 3. As before, the difference is between intra-
and inter-structural consolidation, and the second peak barely exists in Stage 1, at
which time a large fraction of the particles populates the space between the walls.

2.7.3 Averaged persistence diagrams
The evolution of the particle distribution is well visible in the averaged persistence
diagrams, which we show separated for the three stages and the different dimen-
sions in Figure 2.18. Each intensity plot is obtained by averaging eight realizations.
While the evolution flows from top to bottom, we show the results for the compo-
nents, loops, and voids from left to right.

Recall that Stage 1 is dominated by particles distribution near the walls and in
the space between the walls. Corresponding to the two peaks of the graph for β0, we
see two tongues in the upper-left intensity plot, which shows the averaged diagram
for the components. Note that the tongue with higher intensity is on the right hand
side, where the mean age is smaller. Indeed, the density in the space between the
walls is smaller while the population there is larger. Two things happen when we
go from Stage 1 to Stage 3: the number of tongues increases to four, and the order
of the tongues by intensity is reversed. Similar to the graphs of the Betti numbers,
we attribute the four tongues at Stage 3 to a clean segregation of the particles into
four morphological elements. The change in order is of course due to the trend to
put larger populations of particles into lower-dimensional elements. We point out
that the two phenomena are related to each other. The percentage of particles in
a morphological component dictates its average density, which, in turn, drives the
segregation.

Note also the formation of a low-intensity island in the intensity plots, which
breaks from the bulk and migrates towards high persistence values as the model
evolves. We see this phenomenon in all three dimensions. The underlying reason is
that the cells deplete of particles during the evolution, and the created empty space
favors the appearance of inter-structural consolidation – a manifestation of the struc-
ture of the underlying Voronoi skeleton itself – which is represented by the islands.
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Figure 2.18 The averaged persistence diagrams of the density function for the Voronoi evolution mod-
els. From top to bottom, we show the intensity plots for least, medium, most evolved stages, and from
left to right for classes of dimension 0, 1, 2.

2.8 Persistence Based Noise Estimation.
The density field arising out of the matter distribution in the Universe is a contin-
uous smooth field. However, the current methods employed by us to study the
Universe are based on discrete techniques, almost without exception, both in cosmo-
logical simulations and observations. Simulations are n-body experiments that use
discrete particles to model the Universe, while closer home observationally, we rely
on galaxies as the luminous tracers of the baryonic matter. These galaxies are as-
sumed to be embedded in dark matter, and hence assumed to trace the dark matter
distribution as well. Because of this discrete sampling of density field in simulations
and observations alike, there is an inherent noise in the measurement of quantities.

We expound on a method that employs the concept of persistence to set a bench-
mark for noise, and thereby segregate noisy structures from significant ones. We use
the single component Voronoi models to test the credibility of noise-estimation. For
these models, we can estimate the volume occupied by the structural elements in the
box. We also know the number of sample points used to construct these models, a-
priori. Though in our construction of the models, the points are sampled around the
voronoi elements with a finite thickness, and the sampling density follows a Gaus-
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Model # particles Threshold Volume Edge Length of
Occupancy Poisson Box

Cluster 262,144 1 78,914.6 43
Filament 262,144 1 371449.5 72

Wall 262,144 1 1525370.2 115

Table 2.2 Parameters for determining the poisson distribution for noise estimation for the single com-
ponent voronoi models. Volume is estimated by extrapolating density to a regular grid cell using volume-
weighted DTFE, and adding the volumes with grid cells with density threshold above 1. Column 1 de-
notes the model investigated, column 2 the corresponding number of particles. Column 4 is the volume
occupied by the structural elements. Column 2 and 4 are used to estimate column 5, the edge-length of
the Poisson-distributed box with the same number of particles and volume occupancy as the model in
question.

sian profile, we assume that they are uniformly sampled in the given thickened ele-
ment. We will demonstrate shortly that this assumption has no significant negative
repercussions on the detection of significant structures.

The recipe for noise estimation is the following : for a given number of particles
and volume occupancy, we construct a box with same the same volume and number
of particles, where the particles are poisson distributed. This is in essence equiva-
lent to constructing a poisson distribution with the same mean inter-particle sepa-
ration as inside the structural elements of the voronoi model. The parameters for
construction are presented in Table 2.2. The Poisson distribution has a characteristic
persistence diagram for a given mean inter-particle separation. We set the maximum
persistence, or the height of the persistence diagram for this poisson distribution as
the persistence threshold of the noisy structures for the respective models in ques-
tion.

Figure 2.19 presents the persistence diagrams for 0−, 1− and 2− dimensions (in
red) superposed with the respective diagrams for the poisson distribution (in blue).
The black line denotes the persistence threshold for noise as determined from the
poisson distribution. For the 0− dimensional diagrams, we notice that there are sig-
nificant number of dots above the persistence threshold for clusters, while this is not
the case for filaments and walls. This is because for the filament and the wall models,
by the time we cross the persistence threshold, the structure has consolidated into a
single connected component. For the cluster model, however we still have many iso-
lated objects, which are the clusters themselves. In 1− dimension, there is a forma-
tion of loops which have higher persistence than the noise threshold for all the three
models. For the cluster model, it arises out of the inter-connectivity of individual
clusters as we decrease the superlevel set. For filaments and walls this is a manifes-
tation of the loops formed by the particle distribution, a significant number of which
are contributed from the loops formed by the edges of the underlying voronoi skele-
ton. In 2− dimensions, we notice that there are very few persistent dots above the
noise threshold. This is because the mass-weighted DTFE heavily under-samples the
void regions (as opposed to cluster, filament and wall regions, where the sampling
density is high). To get a better estimate of structures in the voids, we propose the
use of volume-weighted DTFE. We also notice that the dots in the main island for the
voronoi models have a wider spread along the horizontal axis compared to the pois-
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Figure 2.19 Persistence diagram for single component Voronoi models (in red) superposed with the
corresponding diagrams of appropriately constructed poisson distribution (in blue). Top to bottom: dia-
grams for clusters, filaments and walls respectively. Left to right: 0−, 1− and 2−dimensional diagrams.
We set a the benchmark for noise threshold at the maximum persistence of the diagram for poisson dis-
tribution, which is at approximately τ = 0.5 for all the models.

Figure 2.20 Persistent Betti numbers in 1 dimension, as derived from the Poisson-benchmarked dia-
grams in Figure 2.20. Left to right: clusters, filaments and walls respectively. The curves corresponding
to τ = 0.5 count the loops which are exactly above the poisson threshold. The curves corresponding to
τ = 0 count all the loops which are above zero-persistence threshold – in other words, the original Betti
numbers.
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son distribution. This is due to the fact that that the dots are not Poisson-sampled
around the elements, but rather follow a Gaussian profile. However, this seems to
have little effect on the maximum persistence of noisy structures, which is what we
predicted above.

2.8.1 Persistent Betti Numbers.
Using the persistence diagrams, we can correct for noise in the Betti number graphs
as well. The persistent Betti numbers for a level ν get contributions from all the cy-
cles which are born before ν, die after ν and have a persistence larger than a given
threshold.

Figure 2.20 plots the persistent Betti number curves for panels that have signifi-
cant number of cycles above the persistence threshold in Figure 2.19: 0−dimensional
structures (isolated objects) for clusters, and 1−dimensional structures (loops) for
clusters, filaments and walls. The curve in black denotes the regular Betti number
curve, counting all the structures at a given threshold, without employing persis-
tence for filtering them. The rest of the curves are for cycles above different persis-
tence threshold as determined from the persistence diagram in Figure 2.19.

Denoting τ as persistence, for the 0-dimensional diagrams in cluster model we
fix the threshold at τ = 2. For the 1-dimensional diagrams for clusters, filaments
and walls, we fix the threshold at τ = 0.5. We notice a complete suppression of the
prominent peaks at high density thresholds for the first three panels in Figure 2.20.
As we had explained in 2.5, these peaks correspond to noisy structures, and are
corrected for, once we take into account the persistence threshold for noise. For
clusters, the persistent Betti numbers for τ = 2 in 0-dimension start appearing at
density value of around 0.01 and peak at around 0.001 before they start dropping
for yet lower density thresholds. At their maximum, we count above a 100 clusters
above noise threshold. For the 1− dimensional persistent Betti numbers, setting the
persistence threshold at τ = 0.5 as determined from the diagrams, we count about a
100 loops for clusters and filaments. The number is significantly higher for walls.

2.9 Density estimators: comparison
Within the computational pipeline outlined in Appendix B, we have encountered the
issue of density field representation. This involves the choice for both the density
field estimator as well as the field sampling. For a full appraisal of the potential of
persistent homology in the analysis of the cosmic web, we need to understand the
sensitivity of persistence diagrams and Betti number curves to the density estimator
and field sampling.

The most widely used choice of density estimation is the kernel density estima-
tor. It has specifically been used to compute persistent homology of superlevel sets
of manifolds, in the context of defining confidence intervals for delineating noise
from real signal (Fasy et al. 2013). Bobrowski et al. (2014) apply the kernel density
estimator to introduce a consistent estimator for homology, that involves inferring
the homology structure of manifolds from noisy data. Kernel density estimates have
also been used to study the possibility of inferring the geometric inference of a point
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Figure 2.21 The averaged 0-dimensional persistence diagrams for the superlevel sets of the density
functions estimated from point sets generated according to the Voronoi evolution model. From left to
right: the intensity plots for the density estimated according to the mass-weighted DTFE, the volume-
weighted DTFE, and the SPH method.

cloud (Chazal et al. 2011) by using the kernel distance (Phillips et al. 2013), instead
of distance to a measure (Chazal et al. 2009; Chazal et al. 2011).

In this chapter, we use the DTFE technique to estimate density. It is an impor-
tant exercise to investigate the effects of the choice of different density estimators on
the computational results presented in this chapter. In view of this, in this section,
we compare the resulting persistence diagrams for three different recipes of density
estimation. The first procedure involves field estimation using the DTFE technique
on the raw input point cloud. The second method produces an image on regularly
sampled grid points. The third procedure that we test is the standard kernel density
estimator. A brief account of the technical details o the different density estimators
is provided in Appendix F.

The tests are based on eight model realizations, each of them corresponding to
the most developed stage of the Voronoi evolution model (see table 2.1). It suffices
to pick up 0-dimensional intensity plots as a representative example.

2.9.1 Density field sampling strategies
The first comparison is between a computational pipeline built on the raw DTFE
density field sampling strategy and that based on DTFE image sampling of the den-
sity field on a regular grid. The raw DTFE sampling strategy operates on the basis
of the DTFE Delaunay triangulation and the density field estimates at its vertices.
The DTFE image sampling strategy samples the density fields on a regular grid, and
subsequently processes the 3-D image for extracting its persistent topology.

The first two frames of figure 2.21 show the resulting intensity plots for the raw
DTFE sampling strategy (lefthand frame) and the image DTFE sampling (central
frame). The two plots share several important features. Each plot consists of two re-
gions: a low-intensity, high-persistence island and a high-intensity, low-persistence
mainland that is structured into several tongues. The island reflects the underlying
Voronoi skeleton in which high-density clusters persist over a large range of scales.

The range is more pronounced for the raw DTFE sampling than for the image
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DTFE sampling. It is reassuring that the basic information conveyed by the three
plots is qualitatively the same and thus independent of the particular density esti-
mator used to construct the function under study.

On the next finer scale, we observe a differently structured mainland in each
of the plots. For the raw DTFE sampling, we see four clearly delineated tongues,
the fourth one with lowest mean age smaller than the first three. For the image
DTFE sampling, we still see three tongues, although smaller now, and the fourth has
disappeared.

We explain these differences by the effective smoothing that differentiates the
image DTFE sampling strategy from that of the raw DTFE sampling method. In-
deed, the latter picks up the structural details of all four morphological components:
clusters, filaments, walls, and cells. The smoothing of the image DTFE sampling
is apparently strong enough to remove any traces of the fourth tongue whose high
mean density identifies it as the one that used to belong to the cluster morphology.

2.9.2 Density field estimator: DTFE vs. SPH

The second comparison is between a computational procedure defined on the basis
of the SPH density estimates, yielding a 3D image representation of the density field
on a regular grid, and that based on DTFE density estimates, specifically the image
DTFE method. SPH or kernel density estimate has been the standard method of
density estimate across various disciplines(Monaghan 2005; Fasy et al. 2013; Phillips
et al. 2013; Bobrowski et al. 2014).

The righthand frame of figure 2.21 depicts the dimension 0 persistence intensity
diagram based on the SPH density estimate. We observe the same trends as seen
in the central diagram, that corresponding to the image DTFE sampling. It displays
the same three small tongues, with a trace of a fourth tongue with very high mean
density. The latter is likely an artifact of the partially deteriorated clusters. There is
not a trace of a fourth tongue seen in the raw DTFE sampling method persistence
diagram at low density values, that represent the clusters.

There are some minor differences between the SPH and DTFE persistence dia-
grams. For instance, SPH density estimates may appear to correspond to walls of a
lower persistence than those found in the DTFE density fields.

2.9.3 Summary

Overall, the tests indicate the use of different field sampling strategies or field es-
timators do not introduce or remove features in the persistence diagrams. Overall,
the three frames in figure 2.21 display the same characteristics, although there are
also differences. The impact of differences in the density estimator, DTFE or SPH, is
considerably smaller than that of the sampling strategy. This appears mainly to be a
result of the effective smoothing involved with the field representation on a regular
grid in the image DTFE sampling and the SPH method. By contrast, the raw DTFE
sampling retains all aspects of the density field traced by the discrete point sample.
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2.10 Conclusions and Discussion
This chapter introduces the use of tools emanating from Morse theory, homology
and persistence homology for the topological analysis of the mass distribution in the
Cosmos. The focus is on the analysis of heuristic models that mimic certain aspects
of the cosmic mass distribution. This is motivated from the angle to understand
and expose the connection between the salient features of the models vis-a-vis their
manifestation in the topological characteristics.

In Section 2.4, we analyze the topology of random, featureless distributions, tak-
ing up the particular case of poisson distributed particles, through persistence and
Betti numbers. In the process, we characterize the topology of shot-noise as a bench-
mark, paving the way for a method to estimate the contribution of signals arising due
to the presence of shot noise in generic distributions with real features (Section 2.8).

In Section 2.5, we analyze the topology of the pure Voronoi element models.
These models are characterized by the presence of exclusively cluster-like, filament-
like or wall-like distributions, resembling the different morphologies as seen in the
cosmic web (Bond et al. 1996). We show that dominating presence of different mor-
phologies is reflected in the features of the intensity maps (averaged persistence di-
agrams) in different dimensions. Specifically, clustered distributions are character-
ized by high persistent isolated clouds in 0-dimensional diagrams, loopy distribu-
tions characterizing highly filamentary distributions are reflected in a similar high
persistence cloud in the 1-dimensional intensity maps, while predominantly wall-
like distributions denoting the presence of well formed voids are characterized by
isolated high persistence clouds in the 2-dimensional intensity maps.

Section 2.6 analyzes the topology of the multi-scale fractal Soneira-Peebles model
(Soneira & Peebles 1978). We demonstrate therein that the levels of hierarchy are well
manifested in the intensity maps as well as the graphs of Betti numbers.

In Section 2.7, we analyze the topology of the heuristic Voronoi evolution models.
The models seek to mimic the evolution of mass distribution in the Universe, grad-
ually progressing from a stage where most of the matter is confined to the field, to a
stage where most of the matter is confined to clusters and filaments. We demonstrate
that the topological characteristics of the different morphologies present in the dis-
tribution – clusters, filaments and walls – are well segregated in the intensity maps
and the graphs of Betti numbers.

In Section 2.9, we analyze the topological characteristics of a single Voronoi evo-
lution model, where the density is computed through different prescriptions, specif-
ically the density computed using DTFE (van de Weygaert & Schaap 2009b) on the
raw particle distribution, density computed on a regular grid using DTFE, and den-
sity computed on a regular grid using SPH (Hernquist & Katz 1989; Monaghan 2005).
We demonstrate that the significant topological properties of the model are retrieved
irrespective of the density estimator in use.

We conclude, based on our preliminary investigations on heuristic models, that
the intensity maps and Betti numbers are excellent indicators of the presence of mul-
tiple morphologies as well as the presence of hierarchies in the distribution. In ad-
dition, we can design methods based on these prescriptions to segregate topological
noise from real signals. The topological methods are also fairly robust in extracting
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the real signals irrespective of the choice of density estimators. We, therefore propose
their use as a new standard in the characterization of the cosmic mass distribution.




