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Chapter 1

Introduction

Rental products are a common phenomenon in our society. Renting fulfills demand

for products that are typically expensive to purchase and required for a limited period

of time. There is a large variety of products that can be rented, such as cars, bikes,

movies, books, tools, clothing, and jewelry. Customers can retrieve these products

from a local facility of a rental company or have them delivered at their home address.

For most products, a per-rental cost has to be paid which varies with the choice of

product and the duration of the rental period. Other products, such as books and

movies, are typically rented out on a subscription basis. By paying a monthly fee,

customers have the right to select any title from an available collection.

While traditionally items are rented from a rental company, nowadays consumers

also rent items from each other. Consumers seem to become less interested in physi-

cally owning products. Via online channels, consumers start networks in which prod-

uct usage is shared. Prime examples are sharing of apartments, cars, and tools.

Sharing allows the available resources to be utilized better, the environmental impact

to be lower, and can also provide opportunities for social networking. The cost for

customers of renting through these new channels is also lower than through traditional

channels. With sharing initiatives becoming increasingly prevalent in practice, it is

safe to say that renting is as popular as ever.

Rental companies often face complex inventory problems, especially if comprising

of multiple rental locations. For example, decisions have to be made how to deal

with customers’ demand if all products are currently rented out at a certain location.
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Possible options are letting the customer wait until another customer returns the

product, or having the product shipped from another location which has it on stock.

For the shipment option, a logistical system to transport the products has to be in

place.

In the light of the societal importance of rental products and the involved chal-

lenges in inventory management, the goal of this thesis is to develop new methods

for controlling inventory and organizing logistical processes in multi-location rental

systems. In specific, we consider rental systems which allow shipments of rental items

between locations in response to demand. We analyze various types of rental systems

and focus on optimizing the stock levels and logistical operations for these different

types of systems.

This introduction is organized as follows. We characterize the inventory control

problems of multi-location rental systems in §1.1. In §1.2 we discuss an important

practical motivation for writing this thesis: the public library system in the Nether-

lands. In §1.3 we review academic literature on rental systems. Finally, in §1.4 we

provide an outline for the chapters in this thesis and discuss the academic and prac-

tical contribution of each chapter.

1.1 Inventory Control for Rental Systems

In this thesis we deal with the inventory control of multi-location rental systems, i.e.,

rental systems that have multiple local facilities from which customers can rent items.

From an inventory control perspective, it is useful to characterize rental systems by

the possibilities for stock transfer between locations. If no stock can be transferred

between locations, then each location has its own inventory, so the inventory control

of a location can be considered in isolation. Customers enter the location, rent a

certain product, and return it at the same location after the rental period. Typical

challenges arising in this setting are determining the amount of inventory to hold

for each product type, and rationing rental items in case some customer types have

priority over others.

If stock transfer is possible, it typically occurs in the following two ways. The first

way is stock transfer by customers. For example, customers in a car rental system may

rent a car from one location and return it to another location after the rental period.

Some locations end up with a surplus while others have a shortage. Such inventory
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imbalance is typically resolved by periodically repositioning rental inventory between

the locations. The second way is stock transfer by carrying out shipments. For

specialized expensive tools or small rental products such as books, unfulfilled demand

may be met by carrying out shipments from locations which still have available items.

These shipments can also lead to inventory imbalance, so in this setting it may also

be necessary to reposition inventory. However, one of the advantages of a system with

shipments is the possibility to choose shipping and receiving locations, which may be

employed to reduce the imbalance.

We focus on this second type of stock transfer with shipments. These shipments

lead to logistical challenges on strategic, tactical, and operational levels. On a strate-

gic level, the main challenge is the design of the network for shipments. Possible

options include shipping directly from rental location to rental location or shipping

from one or more dedicated storage depots. Given the choice for a network design, on

a tactical level the challenge is to determine the amount of rental stock in the system

as a whole and at each location individually. On an operational level the challenge is

to make cost-efficient day-to-day decisions for fulfilling demands by shipments. These

decisions concern the determination of shipping and receiving locations, as well as

the repositioning of returning rented items. Various trade-offs have to be made. For

example, a choice for high rental stock levels at each location may lead to relatively

low costs for shipments and unmet demand at the expense of significant holding costs.

A policy in which stock is always balanced perfectly over the locations may lead to

low costs for unmet demand at the expense of high transportation costs. In this thesis

we address several of the challenges mentioned above. For different network designs,

we investigate the relevant trade-offs on tactical and operational levels.

1.2 The Public Library System in the Netherlands

An important motivation for writing this thesis is the public library system in the

Netherlands. This is a rental system of tremendous size, with over a thousand loca-

tions. First we provide background about this public library system and its societal

and financial challenges. After that, we discuss the logistical processes of public li-

braries and the various network designs that are used in practice.
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1.2.1 Historical and Current Trends

We now give a short historical background about the public libraries in the Nether-

lands and discuss various statistics and trends that are of importance to understand

the current situation, see also Bibliotheekmonitor (2015) and Leesmonitor (2015).

In the 19th century, people visited public reading rooms to read and study. It

is believed that by the end of the 19th century there were close to thousand of such

rooms. The first public library that allowed people to borrow books was founded

in Dordrecht in 1899. Starting in 1921, the national government and municipalities

started with a temporary program to subsidize public libraries. Since then, several

laws have been passed in the parliament that established and strengthened the role of

public libraries as an institution for the provision of reading material and information.

Over time, this has supported the increase in the number of public libraries from 31

in 1920 to a peak of 1165 in 1990. This number decreased to 1070 in 2000, and

decreased further to 810 in 2013. However, some of the libraries that were closed in

the last decade have been replaced by so-called service points with small collections

and limited opening hours. As of 2013 there are 225 service points. In the period

2010-2012, 8% of the library organizations closed down one or more library facilities.

It has to be noted that the closing down of libraries may lead to significant cancellation

of subscriptions (Baardman et al., 2012). Cancellation rates are particularly high for

the elderly who often do not have the mobility and the means to travel to a distant

library.

In terms of membership numbers, there was a peak of 4.59 million members in

1994. In the period from 2000 to 2013 this number has steadily declined from 4.31 to

3.86 million. Due to efforts to promote reading for children at schools, the number

of children with a membership has increased in this period from 2.05 to 2.23 million.

Hence, the decrease can be attributed completely to a decline in the number of adult

members, which in this same period has decreased with 29% from 2.26 million to 1.62

million. In addition, the yearly number of loaned items has almost halved from 155

million to 84 million.

This clear decrease in the number of public libraries, members, and loaned items

in the last two decades can be attributed to various trends. First and foremost,

the availability of digital sources has significantly reduced the demand for books.

Information that previously required consultation of books can now readily be found

on the internet. In addition, many books are available electronically (Van der Velde
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& Ernst, 2009). In 2013, the relative share of e-books in the total book sales was 23%

in the United States, 18% in the United Kingdom, and 5% in Germany (Robehmed,

2015). Evidently, these numbers are expected to only increase further. Companies

are setting up new initiatives for e-books similar to online video and music streaming

services such as Netflix and Spotify. Customers are then able to read a selection of

e-books for a fixed monthly fee. In addition to the above trends, reading has become

less popular as leisure activity, because computers, smartphones, and tablets provide

alternative sources of entertainment that compete with reading.

A second development is the economic situation. The municipalities provide the

majority of the funding for public libraries. In 2013, the percentage funded by the

municipalities was 76.8%. In response to the global crisis of 2008, the national gov-

ernment has gradually reduced the funding to municipalities and in turn the munic-

ipalities have been forced to cut budgets for public libraries. In the period 2000 to

2010, the income of public libraries increased with approximately 20 million Euros

per year. This contrasts with the period 2010 to 2012, in which the income reduced

from 610 million to 606 million Euros. Many budget cuts have taken place since 2012;

however, no general statistics have been published for this period, yet. For budget

cuts on an international level, see Rowlands & Nicholas (2010). Most of the library

expenditures are due to costs for personnel (47.9%), buildings (23.9%) and media

rights (13.1%). The remaining 15.1% include costs for administration and other ex-

penditures, including costs for transportation. Similar figures are found for public

libraries in the United States (Davis, 2010).

1.2.2 Challenges and Undertaken Efforts

The trends discussed above may in the long run threaten the existence of the public

libraries as an institution. In order to counter this, various digitalization efforts

have been undertaken over the years to modernize the public libraries. The online

presence is increased to better fit the demands of the client-base. For example, most

library organizations allow clients access an online catalog that shows the collection

of items and their availability. Items in the catalog can often be ordered online. Since

2013, a nationwide catalog known as the ‘Nationale Bibliotheek Catalogus’ is under

development that shows availability of books in all member libraries and which is

slowly being adopted by more library organizations (Bibliotheekblad, 2015). These

developments make it easier for clients to access books from other libraries, and
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increase the variety of the offered collection.

Despite these efforts, the decrease in demand for printed books in a digitalized

world is expected to continue; hence in the future libraries are required less and

less for physical storage of books. Sullivan (2003) claims that the most important

feature of public libraries will be to serve as a meeting place. However, because

especially elderly people prefer printed books over e-books, in the coming one or

two decades it is expected there will still be considerable demand for printed books.

For this transitional period, the structure of the library network is gradually being

adapted. The network is moving in a direction with a focus on central libraries, with

the smaller satellite libraries being closed down. In order to keep serving clients in

remote areas, cost-efficient strategies have to be developed to fulfill demand. Another

important aspect is determining how to adapt the collection to demand that decreases

over time. In this thesis we focus on cost-efficient demand fulfillment strategies for

various network designs and consider the effect of decreasing demand on the choice

of collection.

In the short run, the budget cuts demand a more efficient use of resources. Some

of this efficiency is reached through increased cooperation. In the last decade, various

library organizations have merged. Other efforts include collaboratively building book

collections within provinces of the Netherlands so that fewer items are needed in total

and they are divided better between the existing libraries.

1.2.3 Interlibrary Loans

An important service that public libraries offer to their clients is the possibility of

interlibrary loans (ILL). That is, clients can request items to be shipped from another

library. The process is often as follows. Clients are able to place reservations for

items that are unavailable at their regular library. If the library possesses the item,

but it is currently borrowed by another client, the item will be reserved for the client.

Once the item has returned, the client receives a message that the item is ready

for pick-up. Typically, the number of reservations per item per library is limited to

one. If the library does not possess the item, the librarian can issue an ILL request

to have it shipped from another library. In most cases the ILL request is shipped

from a library within the same municipality. If the item is unavailable within the

municipality, it is requested from a library elsewhere, preferably in the province.

Within the municipality, clients can often use the ILL service for free, but between
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municipalities the client may have to pay a fee ranging between 0 and 5 euros. The

goal of the fee is typically not to fully cover the costs of ILL, but to encourage a

limited use of the ILL option. Another practical alternative is to provide clients with

an e-book, however this is not often used at the moment.

Though not available in the same detail as membership numbers, some numbers

are available about the usage of ILL in the Netherlands. The organization of so-

called Plusbibliotheken, having 15 facilities with specialized research collections, has

reported their ILL numbers for 2012 (Plusbibliotheken, 2015). The organization had

250,000 ILL requests from various university and public libraries. 210,000 of these

requests were solved within the province, whereas 40,000 items were shipped between

provinces. The shared catalog, as discussed in §1.2.2, may lead to an increase in ILL

usage. As a consequence, costs for transportation may increase.

1.2.4 Network Designs

Currently, library organizations use several network designs for shipping and reposi-

tioning requested items. The design typically depends on the level at which the ILL

request takes place, i.e., on the municipal, regional, or national level. Cooperation

is typically very high at the municipal level because of small distances and shared

funding. We can roughly distinguish between the following network designs.

• Standard single-echelon system with fixed ownership: all libraries are equipped

for shipping ILL requests and are located in the same echelon. After the re-

quested item is returned, the item is shipped back to its original library. This

is the most commonly used system, applied in many municipalities, but also

between the various university libraries in the Netherlands.

• Standard single-echelon system with floating: all libraries are equipped for ship-

ping ILL requests and are located in the same echelon. Returned items remain

at the library of the request. Hence, items ‘float’ through the system depending

on the demand. This system is common for organizations with several libraries

in large cities, for instance Utrecht.

• System with shipments from a support depot: there is a support depot dedicated

to shipment of ILL requests. Requested items are shipped from the support

depot to libraries on a certain route, while at the same time returned items
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are picked up. The shipments may also be outsourced to a third party logistics

company. This type of system exists within municipalities and provinces. On a

national level, public libraries can place requests for rare books at the central

facility of the Royal Library.

• Cross-docking system: there is a facility dedicated to cross-docking of ILL re-

quests. Requested items are first shipped to a cross-dock, sorted, and then

shipped to the requesting libraries. This system is used within the province of

Drenthe.

The above categorization of network designs forms a simplification of reality, since

libraries may use several of these systems simultaneously. Variations are also possible

with multiple centralized facilities and alternative shipment policies. For example, in

the province of Friesland an alternative cross-docking policy is applied, with items

picked up early in the route being sorted on the truck and delivered to libraries later

in the route.

Clearly, each choice of network design requires different policies for shipments and

repositioning. As there is a significant number of shipment requests, we believe there

is a benefit in carrying out these operations as efficiently as possible. Similar to the

public libraries, rental companies may use the above network designs to deal with

shipment requests. One of the important questions that we try to answer in this

thesis is therefore how to efficiently coordinate the shipments and repositioning of

items in various network designs.

1.3 Literature on Rental Systems

Even though rental businesses are common in practice, the available research on

this topic is comparatively limited (Jain et al., 2015). This may come as a surprise

since rental systems feature various relevant and complex problems which include,

but are not limited to, optimizing the number of rental items, the repositioning of

stock after returns, and the replacement of broken items. We start by giving a short

overview of problems considered in settings with a single location, after which we

discuss contributions in settings with multiple locations.
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1.3.1 Single-location Rental Systems

The main branch of literature on rental systems considers single location systems

with a generic type of rental product. An early contribution is due to Tainiter (1964),

who formulated a stochastic model to optimize the number of rental items for a

variety of profit functions. Whisler (1967) considers a dynamic program in which

the number of rental items can be adapted at several points in time to minimize

expected costs. Both these authors observed the close relation between rental products

and servers in queueing models. This direction with queueing has been followed

by various authors. One particular stream concerns rental businesses with different

customer classes. Savin et al. (2005) consider two customer classes and formulate

an approximation based on fluid queues to optimize the size of the rental fleet. The

authors show how the use of allocation schemes may lead to increased profit margins.

Fluid queues also appear in Bassamboo et al. (2009) and Jain et al. (2015). Jain

et al. (2015) consider two customer classes in a setting with decreasing demand, and

show how the optimal prioritization of one customer class over the other changes as

demand decreases.

The following authors have dealt with initial stocking decisions for new rental

items. Pasternack & Drezner (1999) determine the rental stock for a video rental

company which incorporates cinema visitor data. They consider that demand de-

creases over time and formulate variations of newsvendor models to determine rental

stock levels in different regimes of the demand height. In a similar fashion, Baron

et al. (2011) consider the purchasing of initial stock and the allocation of this stock

over several rental locations, in presence of different types of revenue-sharing con-

tracts. Inspired by a dress rental company, use-based loss is considered by Slaugh

et al. (2015). They show the importance of accounting for use-based loss in initial

stocking decisions and investigate the optimal recirculation policy, i.e., the policy

that specifies which rental item to rent out to a new customer. The collection for a

public library with limited capacity is determined by Bijvank (2009), who solves an

assortment problem using data of library loans.

Inventory control models of single stock points with base stock control are also

relevant for rental systems. The process of receiving a returned rental product after

a stochastic rental period is similar to receiving an order from a supplier after a

stochastic lead time.
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1.3.2 Multi-location Rental Systems

Single location models are a powerful tool for analyzing practical problems of rental

businesses, but they do not capture the dynamics of multi-location rental systems in

which rental stock may transfer between locations by customers or by use of ship-

ments. Such shipments are also known as lateral transshipments, i.e., shipments

between locations in the same echelon. These provide possibilities for pooling stock,

similar as in inventory models. Paterson et al. (2011) categorize literature about in-

ventory models depending on whether reactive or proactive transshipment is consid-

ered. Reactive transshipment is carried out in response to demand, whereas proactive

transshipment is carried out in anticipation of demand. In these inventory models

products are consumed on demand, whereas in rental systems all products return af-

ter some time. Hoadley & Heyman (1977) and Ching et al. (2003) do consider lateral

transshipment in a setting with returning products, however, this return process is

exogenously given.

We find it useful to distinguish between fixed-return systems and free-return rental

systems. In fixed-return rental systems products are typically rented from and re-

turned to a specific rental location. Prime examples are books and DVDs. Reactive

transshipments can be carried out in response to stock-outs. Depending on the ap-

plication, proactive transshipments may also be possible. These rental products are

usually not needed immediately and can therefore be backordered. In free-return sys-

tems products may be rented from one location and returned at another location after

the rental period. Typically these systems are for mobile products such as cars and

bikes. Reactive transshipments are rarely used in free-return systems, since customers

are less inclined to wait. A typical policy is to offer a substitute product on a stock-

out, so that demand will not be lost. Proactive transshipment (or: repositioning of

stock) is extremely common in free-return systems. These operations are carried out

overnight to meet the stochastic demand of the next day.

Literature has paid attention almost exclusively to free-return rental systems. The

aspects considered here are the sizing of the rental fleet and the optimal reposition-

ing policy. (Beaujon & Turnquist, 1991) optimize these aspects simultaneously by

proposing a network approximation. George & Xia (2011) formulate a closed queu-

ing network where items rented from one location return at another location with a

certain probability. The availability of rental items at each location is analyzed in

steady-state and the results are used to optimize the total size of the fleet. Reposi-
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tioning is not considered explicitly in the model, but based on the results the authors

provide several suggestions for repositioning. Loss models are also applied by Fricker

& Gast (2014) for a bike-sharing system with limited capacity stations. They evaluate

how optimal stock levels change when stock is repositioned and when incentives are

introduced for customers to return items to low-stock locations. Papier & Thonemann

(2008) too base availability of rental stock at a location on a loss model, and analyze

how having a combined rental fleet can reduce the expected lost demands.

An ILP for optimal routing and repositioning of stock in a bike-sharing system

is formulated by Chemla et al. (2013). The operations are carried out overnight and

should lead to a certain target number of bikes at each location under minimal cost.

This can be regarded as a static repositioning problem. Nair & Miller-Hooks (2011)

consider a dynamic repositioning model without such fixed target numbers. They

solve a stochastic mixed integer program, but do not consider routing aspects. The

branch of literature on vehicle and bike-sharing systems is rapidly expanding. We

refer to DeMaio (2009) and its forward references. An important difference between

bike-sharing models and rental models is that all stock is assumed to be available at

the end of the day, whereas in rental models the stock may still be rented out.

Given their prevalence in practice, it is notable that we found almost no literature

about fixed-return rental systems. Vliegen (2009) considers parts and service tools

that can be shipped to other warehouses in response to demand. The parts are

consumed, whereas the service tools are returned to their original warehouse after use.

Optimal repositioning of these service tools is not considered. The special fixed-return

rental system with a support depot and several local facilities has significant overlap

with repairable inventory systems. Under specific assumptions for the backordering

policy and the shipping policy for returned items at local facilities, such rental systems

can be equal to the METRIC model from the seminal paper by Sherbrooke (1968).

1.4 Contribution and Outline

In the preceding sections, we discussed the logistical challenges of multi-location rental

systems, in particular those of public libraries. In academic literature there seems to

be relatively limited attention for fixed-return rental systems, i.e., rental systems with

reactive transshipments. We contribute to the field by analyzing and optimizing these

shipment decisions for various network designs. We focus on three designs commonly
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used in practice as discussed in §1.2.4: the standard single-echelon system, the system

with shipments from a support depot, and the system with shipments from and cross-

docking via a support depot. These systems are displayed schematically in Figure

1.1. For these systems we develop methods to minimize operational costs by carrying

out shipments, repositioning stock, and setting appropriate stock levels.

Standard single-echelon
system

(Chapter 2)

Support depot with
shipments

(Chapter 3,4)

Support depot with
shipments and cross-docking

(Chapter 5)

Figure 1.1: Types of network designs

For each of the considered network designs we have two common goals. The first

goal is to gain intuition into optimal shipment and repositioning policies. Typically,

the approach involves obtaining analytical results for small size problems and us-

ing numerical methods such as dynamic programming and Markov decision theory

to investigate optimal policies. The second goal is to use this intuition to propose

heuristics that lead to good solutions. As rental systems in practice may have a sub-

stantial number of locations, these heuristics need to scale well in order to effectively

obtain solutions for large size problems.

Now we summarize the contribution of each chapter in the thesis. In Chapter 2

we investigate a single-echelon rental system with lateral transshipments, displayed

in the left of Figure 1.1, and determine the optimal policies for transshipment and

repositioning. In practice, it is customary to return transshipped items to the location

that owns the item after the rental period. Clearly, any transshipped item will have

to be shipped twice in such a regime: once to fulfill the demand at another location

and once to return it to the owner location after the rental period. We evaluate how

this fixed ownership influences the operational costs of the system. We compare the

optimal repositioning policy, as obtained by a stochastic dynamic program, with the
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fixed ownership policy as well as with a floating policy where returned items remain at

the location they have been shipped to. Comparison of these policies provides various

directions for efficiently organizing the process of returning transshipped items in

single-echelon rental systems.

In Chapters 3 and 4 we consider a system with a support depot dedicated to

storage and shipment of rental products, displayed in the middle of Figure 1.1. In

Chapter 3 we focus on the tactical decision of setting optimal stock levels in such a

system, taking the operational policy for shipments and repositioning as given. For

settings without backordering, an easy-to-calculate approximation based on Erlang

blocking models can be used to determine costs of given stock levels. We extend

this approximation with partial backordering, as this is a common feature of rental

systems. By using single-depot single-location decompositions we obtain bounds on

the optimal stock levels and we propose a new efficient method for determining the

optimal stock levels. In a sensitivity analysis, we determine how stock levels have

to be adapted in the common situation that demand for rental items decreases over

time.

In Chapter 4 we optimize the operational policy for the same system as in Chapter

3. Unfulfilled demands are met by shipments from the depot. However, this depletes

the inventory of the depot, so (returned) stock at the locations must be used to

replenish inventory at the depot. This is referred to as a take-back operation. In order

to gain insight in how to coordinate these operations, we study the optimal shipment

and take-back policies by solving a Markov decision process and analyzing its optimal

policy. This serves as a basis for formulating a heuristic, which is compared with the

optimal policy in small instances and with alternative heuristics in large instances.

In Chapter 5 we consider a support depot with shipments and cross-docking,

displayed in the right of Figure 1.1. The model from Chapter 4 is extended with

an option for cross-docking between locations as well as nonidentical cost parameters

at the locations. Structure results are provided for the optimal take-back policy in

a setting with a single location and a single depot, and these results are extended

to special cases of the two- and multi-location setting. We formulate a heuristic

for this new situation with cross-docking and we show in which situations it can be

important to enable such cross-docking operations. Finally, since in all chapters we

assume memoryless rental time distributions, we test the validity of this assumption

here.
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By solving these problems we extend academic literature with an analysis of vari-

ous network designs that have not been considered before in inventory control models

for rental systems. In addition, we develop methods which are easy to implement

in software packages and which apply to common network designs used by rental

companies in practice.



Chapter 2

Transshipments and

Repositioning in the Standard

Single-echelon Rental System

Abstract. This chapter considers the standard single-echelon rental system applied

to the setting of libraries. Two types of exchanges take place: transshipments from

library to library to fulfill requests for items and repositioning operations to redis-

tribute items between libraries. We determine optimal decisions for transshipments

and repositioning, so that logistic costs are minimized. In current practice, libraries

typically send transshipped items back to their original library after the rental period,

i.e., there is fixed ownership. We consider a more general policy, in which it is possible

to reposition items to any other library. By means of stochastic dynamic program-

ming, we derive the optimal policy for small instances. For larger instances we present

two heuristics: the cluster and the expected shortage reduction (ESR) heuristic. By

comparing optimal policies and heuristics with policies currently applied in practice,

we quantify the cost of having fixed ownership. Experiments indicate that fixed own-

ership can increase logistic costs by over 30%, hence we propose cost-efficient and

easy-to-coordinate alternatives for stock repositioning.

Reference: Van der Heide, G., & Roodbergen, K.J. (2013). Transshipment and rebalancing
policies for library books. European Journal of Operational Research, 228, 447-456
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2.1 Introduction

As discussed in Chapter 1.2, libraries are increasingly adopting online ordering sys-

tems. Instead of going to a physical library, customers can order books online and

have these delivered to a library, in a pick-up locker, or at home, on a given day of

the week. This reduces expenses on personnel and buildings since libraries do not

have to be open full-time, or can be closed entirely. Operational costs, on the other

hand, may increase since more items have to be transshipped. These transshipments

are costly because the library employees have to spend time on retrieving and storing

items. Additionally, costs are incurred for vehicles, fuel, and hiring of transporta-

tion personnel. If the libraries do not coordinate the transshipments appropriately,

logistics may become a burden on their budget.

In this chapter we therefore present an optimal policy for coordinating the trans-

shipments and repositioning of library items. In the case of item requests, we deter-

mine optimal libraries from which to transship. Moreover, we define a more general

policy for repositioning items after the rental period than used in practice. Instead of

repositioning transshipped items to fixed owner locations after the rental period, we

consider the option of keeping items at the receiving library, or even sending items to

libraries that are likely to receive demand in the future. We show that this reposition-

ing policy can lead to significant costs savings. For a general number of libraries, a

dynamic programming approach is presented to determine cost-minimizing transship-

ments and repositioning. For every state of the system and every observed demand,

the transshipment and repositioning decision that leads to the lowest expected fu-

ture costs is determined. As is to be expected, the computation times of the optimal

procedure grow exponentially in the input. Hence, heuristic procedures are proposed

for models of larger size. Our proposed expected shortage reduction (ESR) heuristic

performs near-optimal and yields significant improvements compared to current prac-

tice. While the main focus of this chapter is on library items, the approach may also

extend to other multi-location rental systems with transshipments such as DVD and

tool rentals.

The coordination of transshipments in libraries is a subject that, to the best of

our knowledge, has not been dealt with in scientific literature so far. Research on

libraries has mainly focused on two directions. The first direction is predominantly

financial: it concerns the purchase of books and budget allocations for libraries (see,
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e.g., Allen et al., 2003; Chan, 2008). The second direction is social: the composition of

the user-base and lending behavior of customers is studied (see, e.g., Boter & Wedel,

2005; Løyland & Ringstad, 2011). The operational aspects of managing a library and

costs thereof seem to have a less prominent role in the literature. Transshipments,

which are also known as interlibrary loans, are gaining serious interest (Corthouts

et al., 2011). The coordination of these interlibrary loans is not covered, however.

Our study gives substance to the interest from practice by providing optimal rules for

coordination.

More generally, the problem of coordinating shipments between libraries can be

regarded as an inventory problem with lateral transshipments (Paterson et al., 2011).

Three important aspects from the literature characterize the problem: reactive and

preventive lateral transshipments, and reverse logistics (Fleischmann et al., 1997; Shi

et al., 2011). The reactive transshipments are shipments in immediate response to

demand, while the preventive transshipments concern redistribution of items after re-

turns. The reverse logistics part is that items return to the libraries after renting and

become available again for fulfilling demand of future customers. The combination of

these three aspects is, to our knowledge, unique. There are many articles that deal

with these aspects separately, such as finding the optimal coordination for reactive

transshipments (Herer et al., 2006) and proactive transshipments (Tiacci & Saetta,

2011). We have found only one article that discusses the combination of transshipping

and reverse flows (Ching et al., 2003). The library problem is probably most similar

to car rentals (George & Xia, 2011). However, as discussed in Chapter 1.3, reactive

transshipments are typically not carried out in car rental systems. A prominent solu-

tion technique in the above mentioned literature, and also the technique we apply, is

dynamic programming (Bellman, 1957). Dynamic programming has been successfully

applied before in inventory control (Agrawal et al., 2004; Olsson, 2009) and car rental

problems (George & Xia, 2011; Adelman, 2007).

The outline of the chapter is as follows. In §2.2 we explain the model and assump-

tions. In §2.3 we formalize the model and dynamic programming algorithm. In §2.4

and §2.5 we present the cluster and ESR heuristic. In §2.6 we show the results of the

dynamic programming algorithm and the comparison with the heuristics. In §2.7 we

conclude.
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2.2 Problem Formulation

In this section we formulate the problem of transshipping and repositioning items in

a multi-location library system. Time is discretized and consists of regular periods

and repositioning periods. In regular periods libraries face demand, transship to meet

demand, and receive returned items. These regular periods take place on a daily or

weekly basis, depending on how the library system is organized. Repositioning is done

at the start of every T̄ regular periods, for instance every week or month. The process

of our problem is presented in the flowchart of Figure 2.1. At the start of the first

period (now), the process starts with transition 1. A decision is made regarding how

to reposition the items from the previous period over the libraries, in anticipation

of future demands based on statistics of past demand. Because future demand is

stochastic, this decision is nontrivial. The stock at the libraries after repositioning

then forms the input for transition 2. In transition 2, the periodic random demand

for each library arrives. This demand has to be satisfied from the available stock

of items to the extent possible. If stock-outs occur while simultaneously items are

available in another library, transshipments must be carried out in order to satisfy

demand. Hence, this entails deciding which libraries to transship from and to. Once

these transshipments are carried out, previously rented items return and become

available for rental in the next period. Transition 2 is repeated T̄ times, after which

the complete process repeats itself again starting from transition 1. The demands and

returns during a period are the aggregates for the discretized time period. Demands

are assumed to occur at the beginning of the transshipment period, since a client

orders items online in advance to receive them in the new period. Returns occur at

the end of the period, since returns remain unknown until items are actually returned.

Various assumptions are made in order to model the situation as described in

Figure 2.1. These assumptions are listed below.

• The model considers the behavior of the system for a single item type. Repeated

application of the model is possible for the full assortment.

• Each demand that can be fulfilled must be fulfilled. As the goal of the library

is to fully serve its customers, every demand should be fulfilled when there are

still items available in the system. Demand that cannot be fulfilled is lost.
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Transition 1: repositioning

Transition 2: transshipments

Start with stock from 

the previous period

Determine the

repositioning decision for the 

available stock

New stock after 

repositioning

Demand arrives and is 

satisfied from available 

stock

Determine the 

transshipments to fulfil 

excess demands

Previously 

borrowed 

items return

End with stock after 

transshipments and 

returns

Start with the stock 

after repositoning

Figure 2.1: Flowchart of the decision process

• Demand probabilities for the item are library dependent. Because each library

has a different customer-base, demand probabilities are generally unequal.

• For each transshipped item a fixed unit transshipment cost incurred, indepen-

dent of the distance between libraries. Fixed costs are realistic if transshipments

are handled by mail (Corthouts et al., 2011), and also when the libraries use a

fixed route for their transportation system. The truck will make a tour regard-

less of the transshipment decisions, and the only extra costs incurred are the

handling costs per item.

• Each repositioning movement comes at a unit cost. The model allows for a

difference in cost between transshipments and repositioning. Typically the costs

for repositioning are lower, because repositioning is done during off-peak hours.

• Returns are geometrically distributed, i.e., an item has a fixed probability of

returning in a given period. The geometric distribution captures part of the

randomness in the return process while keeping the problem tractable through

its memoryless property. In problems with DVDs or tool rentals, for which

the product is often returned the next day, a geometric distribution with a high

return probability is likely to be appropriate. The return probability is assumed

not to depend on the library, since rental times are often very similar between

libraries.

Most of the above assumptions are not very restrictive, except for the geometric

returns. In the simulation study, however, we will show that the solution with geo-



20 Chapter 2

metric returns leads to improvements over current practice even when returns follow

an empirical distribution fitted from transaction data.

2.3 Stochastic Dynamic Programming Formulation

This section describes the dynamic programming algorithm for solving the trans-

shipment and repositioning problem to optimality for a single item type. Figure 2.1

provides the guideline for this section. The notational style in this chapter draws

partially from Powell & Topaloglu (2003), and the methodology for stochastic dy-

namic programming can be found in Puterman (2009). The positive and negative

part functions, (x)+ and (x)−, used throughout the chapter, are defined as:

(x)+ = max(x, 0), and (x)− = −min(x, 0),

and are applied elementwise when x is a vector. First, we introduce the notation, and

then define the state space and transitions between states.

n Number of libraries.

K Total number of items for the single item type.

T̄ Number of periods between consecutive repositioning

transitions.

T Time horizon, a multiple of T̄ .

t Index for the periods, t = 1, . . . , T .

i Index for the libraries, i = 1, . . . , n.

xt Vector of available items at the libraries during period

t.

yt Vector of rented items at the libraries during period t.

St State at period t, St = (xt, yt), for a discussion see

§2.3.1.

Dt Vector of random demand at the libraries at the start

of the transshipment period t.

Rt Vector of random returns at the libraries in period t.

r Fixed probability for a return.
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aEt Decision variable for transshipments after demand in

period t.

aRt Decision variable for repositioning before demand in pe-

riod t.

cE Unit costs for a transshipment.

cR Unit costs for repositioning.

CR(St, a
R
t ) Repositioning cost function in state St for repositioning

decision aRt .

CE(St, Dt, a
E
t ) Transshipment cost function.

V Rt (St) Value function for repositioning in state St in period t.

V Et (St, Dt) Value function for transshipments in state St in period

t when demand is Dt.

2.3.1 State Space

To represent the state of the system, we require two quantities: the number of available

and the number of rented items at each library for the single item type. Evidently,

we keep track of available items because we model transshipments and repositioning

of the available stock. To model the return process, knowledge of rented items is

essential. Because clients return the item to their own library, and since items have a

fixed probability of returning regardless of time rented, it suffices to know the number

of rented items at each library. The state space, St, is thus characterized by the vector

of available items and rented items at each library, xt and yt. When the available

stock at three libraries at time t is given by xt = (1, 0, 1), and the number of rented

items by yt = (0, 1, 1), the state space variable is St = (xt, yt) = (1, 0, 1; 0, 1, 1). The

sum of available and rented items always adds up to the total number of items K, i.e.∑n
i=1 xit +

∑n
i=1 yit = K for all t = 1, . . . , T . In Figure 2.1 there are two transitions.

In order to distinguish between states at these two transitions, the superscripts E and

R are added to the notation. SEt refers to the state after ‘emergency’ transshipments,

while SRt refers to the state after repositioning. We use the term emergency here,

because these transshipments have to be done quickly in response to demand. In

Olsson (2009) the state space is very similar: it consists of the items in stock and the

items due.
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2.3.2 Demand and Return Distribution

The vector Dt of demands during period t has a discrete distribution. For library

i, i = 1, . . . , n, its individual demand Dit takes on the values 0, 1, . . . , d, where d

is the maximum demand that can be expected to occur at any of the individual

libraries. The demand probabilities are given by P (Dit = j) = pij for i = 1, . . . , n

and j = 0, . . . , d, with
∑d
j=0 pij = 1 for i = 1, . . . , n. Demands are assumed to be

independent between libraries and independent of the available stock. The probability

of observing Dt = (D1t, . . . Dnt) is the product of the individual library demand

probabilities. In some cases, there may be correlated demand at the libraries, such

as the demand for sports books in the period of the Olympic Games. The model

presented here remains usable in such cases by using a dependent demand distribution

that specifies the probability for each realization of Dt. For most regular items,

however, this correlation is small, for which reason we will not treat it explicitly in

the remainder of this chapter.

The vector of returns Rt has a distribution depending on the number of rented

items. Each rented item has a fixed probability of returning in period t, denoted by

r. For each individual library, the total number of returns follows a Binomial(yit, r)

distribution.

2.3.3 Transitions and Costs for Repositioning

Now we model the transitions and costs for repositioning, which relates to transition

1 from Figure 2.1. Suppose the period is t. In the repositioning period, the items

from the previous period are repositioned. Let SEt−1 = (xEt−1, y
E
t−1) be the state after

the returns and transshipments from the previous period. Given the stock levels

after returns, we decide how to move the stock between libraries. Let the decision

variable for repositioning be denoted by aRt . It is a vector of mutations: when aRit is

positive, aRit items are transshipped to library i. When aRit is negative, −aRit items are

transshipped away from library i. After taking repositioning decision aRt , the vectors

of available items, xRt , and rented items, yRt , are given by

xRt = xEt−1 + aRt , and yRt = yEt−1 (2.1)
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with
n∑
i=1

aRit = 0, and xEt−1 + aRt ≥ 0. (2.2)

The conditions in equation (2.2) assure that aRt is feasible. The sum of all muta-

tions adds up to zero, since each transshipped item must arrive at another library.

Moreover, the stock levels after repositioning should be nonnegative. Note that peri-

ods without repositioning can be covered through this transition as well, by setting

aRt = (0, . . . , 0).

The vector of rented items, yEt−1, cannot be influenced, since the items are located

at customers. The new state after repositioning is given by:

SRt ≡ SRt (SEt−1, a
R
t ) = (xRt , y

R
t ). (2.3)

The cost for repositioning when choosing repositioning decision aRt is:

CR(SEt−1, a
R
t ) = cR ·

n∑
i=1

(aRit)
+, (2.4)

i.e., the number of items repositioned is multiplied by the unit cost for repositioning.

For example, suppose that the available stock is xEt−1 = (3, 0, 1), and rented stock is

yEt−1 = (0, 2, 1). When making repositioning decision aRt = (−1, 1, 0), the new state is

given by xRt = (2, 1, 1) and yRt = (0, 2, 1). In the example, one of the items in library

1 has been relocated to library 2, at cost cR.

2.3.4 Transitions and Costs for Transshipments

The transition for the transshipments is displayed as transition 2 in Figure 2.1. This

transshipment transition includes demands, transshipments, and returns. Let the

state after repositioning be SRt = (xRt , y
R
t ). After demand, some libraries may have

stock available, while others have excess demand. The transshipment decision shows

how many items we should move away from and to each library to meet any possible

demand. Let the decision variable for transshipments be denoted by aEt . When aEit is

positive, aEit items are transshipped to library i, and when aEit is negative, −aEit items

are transshipped away from library i. The new vector of available stock, xEt , after
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demand Dt, transshipment decision aEt , and returns Rt, is given by:

xEt = xRt −Dt + aEt +mt +Rt, (2.5)

with

n∑
i=1

aEit = 0, (2.6)

aEt ≥ −(xRt −Dt)
+, (2.7)

aEt ≤ (xRt −Dt)
−, (2.8)

mt = (xRt −Dt + aEt )−, (2.9)

n∑
i=1

mit =

( n∑
i=1

xit −
n∑
i=1

Dit

)−
. (2.10)

In equation (2.5), xRt −Dt denotes the stock levels after demand and before transship-

ments. The decision variable mt is a nonnegative vector of unfulfilled demands, i.e.,

the lost demands. If mit > 0 it means there are mit demands not fulfilled at library

i. This variable is included for the situation when total demand exceeds available

stock; if we do not include it, items disappear from the system. Finally, Rt denotes

the items returning at the end of period t.

The transshipment decision aEt has to satisfy several restrictions, given in equa-

tions (2.6-2.10). Restriction (2.6) ensures that for each outgoing transshipment there

is an incoming transshipment. Restriction (2.7) ensures that we transship at most

the available stock, and zero in case of a stock-out. Restriction (2.8) models that only

libraries with a stock-out receive a transshipped item. Restrictions (2.9) and (2.10)

ensure that the total number of unfulfilled demands equals the amount by which to-

tal demand exceeds total stock. Together, the restrictions ensure that any possible

demand is fulfilled.

The new vector of rented items, yEt , is given by:

yEt = yRt −Rt +Dt −mt. (2.11)

The newly rented items are the demands fulfilled this period and the items that have
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not yet been returned. The state after transshipments is given by

SEt ≡ SEt (SRt , a
E
t , Dt, Rt) = (xEt , y

E
t ). (2.12)

The costs of transshipments for a given state SRt and demand Dt are given by:

CE(SRt , Dt, a
E
t ) = cE ·min(

n∑
i=1

(xRit −Dit)
+,

n∑
i=1

(xRit −Dit)
−), (2.13)

which is the total number of transshipments multiplied by the unit cost of a trans-

shipment. The total number of transshipments is the minimum of excess demand

and excess stock. The costs are independent of the transshipment choice aEt , because

the unit transshipment cost is independent of the library, and we fulfill each possi-

ble demand. However, the choice of aEt does influence the state reached after the

transshipment and returns.

As example, suppose that xRt = (1, 1, 1) and yRt = (0, 2, 0). The demand in this

period is Dt = (2, 2, 0), so that after demand stock levels are given by xRt − Dt =

(−1,−1, 1). There are two transshipment possibilities: aEt = (1, 0,−1) and aEt =

(0, 1,−1). If we choose aEt = (1, 0,−1), the unfulfilled demand will be mt = (0, 1, 0).

When the returns are Rt = (0, 1, 0), the new stock is given by xEt = (0, 1, 0) and the

rented stock is given by yEt = (2, 2, 0).

2.3.5 Value Functions and Dynamic Programming Algorithm

In the finite horizon dynamic program, the value functions (Bellman, 1957) are cal-

culated iteratively by moving from the final period T to the first. A value function

is an iterative function that gives the expected future costs of being in a state at a

given period. Each period, the decision that minimizes expected costs for the rest of

the horizon is determined for every state. This implies that for making a decision in

period t, it suffices to know the values of the states in period t + 1 to determine an

optimal decision. The optimal decisions for the states in the first period define the

optimal policy for the chosen time horizon. We assume that repositioning is the first

action at time t = 1.

The value function for repositioning at time t, V Rt (SEt−1), gives the future repo-

sitioning costs when the system ended up in the transshipment state SEt−1 in period

t− 1. These future costs depend on the repositioning decision we make now, aRt , and
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the expected costs for the state that we reach after repositioning, SRt . Assuming that

the first items are repositioned in period 1, a period t is a repositioning period if and

only if

(t− 1) mod T̄ = 0.

Let the value of the transshipment state for a demand Dt be V Et (SRt , Dt). Then the

value function of repositioning is given by:

V Rt (SEt−1) = min
aRt

{
CR(SEt−1, a

R
t ) + EDt

[
V Et (SRt , Dt)

]}
. (2.14)

The value function contains immediate repositioning costs, and the expectation over

the demand distribution of costs for transshipments in the post-repositioning state

SRt ≡ SRt (SEt−1, a
R
t ). When t is not a repositioning period, we set aRt = (0, . . . , 0).

In period t, when the state is SRt and the demand is Dt, we take the transship-

ment decision that minimizes the immediate transshipment costs and expected future

repositioning costs over the return distribution:

V Et (SRt , Dt) = min
aEt

{
CE(SRt , Dt) + ERt

[
V Rt (SEt )

]}
. (2.15)

Here, SEt ≡ SEt (SRt , a
E
t , Dt, Rt) is the state reached after transshipments and returns.

The decision aEt influences the state reached in the future, because items are moved

to/from different libraries depending on the decision. By making a good transship-

ment decision, we can reach future states with low costs.

The value functions for the final period have to be initialized before we start.

For each state SRT and demand DT in the final period T , the value function for

transshipments equals the final period transshipment costs. There are no future

repositioning costs to take into account, since the time horizon has ended. Any

transshipment choice has equal costs, so that there is no minimization involved. The

value function of transshipments in the period T is given by:

V ET (SRT , DT ) = CE(SRT , DT ).

The final period value function for repositioning is given by evaluating equation (2.14)

at time T .

The choice of T has influence the first period decisions. In case a low value of
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T is selected, the decisions will often by myopic. For instance, when there is only

one period left, repositioning is often not worthwhile because possible future gains

are minimal. A sufficiently long time horizon must therefore be chosen to mitigate

the effect of the terminal conditions. The repositioning and transshipment decisions

converge within 30 periods, and usually faster.

Below, the steps of the dynamic programming algorithm are summarized. First,

the final state value functions are initialized. Then, the algorithm moves back in

time and iteratively calculates the value functions until the first period is reached.

Since for each period in time the optimal decision for the future is taken, this iterative

procedure returns an optimal solution. The running time of the dynamic programming

algorithm grows exponentially, because the size of the state space, which is given by(
2n+K−1

K

)
, grows exponentially.

Step 0: Initialize the final period transshipment and repositioning value func-

tions and set t = T − 1.

Step 1: Calculate the value function for transshipments, V Et (SRt , Dt), for each

repositioning state SRt and demand Dt.

Step 2: Calculate the value function for repositioning V Rt (SEt−1) for each trans-

shipment state SEt−1, with no repositioning when t is not a repositioning period.

Step 3: If t > 1, decrement t and return to step 1. Else, stop.

2.4 Clustering Heuristic

Optimal solutions can be generated with the model from §2.3, however, the size of the

solvable instances is limited due to the time-complexity of the algorithm. Therefore,

for larger instances, we introduce the cluster method. The cluster method is largely

inspired by practice. In practice, libraries often cooperate with other libraries that

are located in the vicinity. Transshipments are often handled within the cluster before

asking help from another cluster. Therefore, we propose to use our optimal algorithm

within the cluster first, and then focus on finding a feasible solution for the full system

when transshipments between clusters are required. This gives a good indication of the

maximum performance that libraries may attain in the current mode of cooperation.

Let Γ = {1, . . . , n} be the set of all libraries, and let clusters Γj , j = 1, . . . , J , be
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disjoint subsets of Γ such that ∪Jj=1Γj = Γ. For each cluster individually, we define

the state space as in §2.3, with the addition of an artificial library that represents

the aggregate available and rented items outside the cluster. The artificial library is

required to model the exchange of items between clusters. The demand distribution

for a cluster’s state space contains the demand within the cluster, and the aggregate

demand of the libraries outside the cluster. It is easy to see that each cluster’s state

space is smaller than the original state space. To ensure that transshipments are

handled within the cluster first, the constraints (2.6)-(2.10) need to be modified. Let

nj = |Γj | be the number of libraries in cluster Γj , j = 1, . . . , J . The index of the

artificial library in cluster Γj is then nj + 1. Let Dnj+1,t =
∑
i∈Γ\Γj

Dit be the

aggregate demand for the artificial library of cluster Γj at time t. The number of

items transshipped to the artificial library in response to stock-outs is given by:

aEnj+1,t = min

(
(

nj∑
i=1

xit −
nj∑
i=1

Dit)
+, (xnj+1,t −Dnj+1,t)

−
)

−min

(
(

nj∑
i=1

xit −
nj∑
i=1

Dit)
−, (xnj+1,t −Dnj+1,t)

+

)
,

i.e., we only transship to/from the artificial library when there is a stock-out either

inside or outside the cluster. The sum of the mutations within the cluster then adds up

to
∑nj

i=1 a
E
it = −aEnj+1,t, and the change for the other restrictions is straightforward.

We can run our optimal algorithm from §2.3 to find the solutions for each of the

clusters.

The solutions for the clusters need to be translated to a solution for the full library

system, Γ. For the transshipments, the following is proposed. Let SRt be the state

in the original state space after repositioning. Let Dt be the demand. For cluster

Γj , j = 1, . . . , J , the corresponding cluster states and demands are given by S
Γj ,R
t

and D
Γj

t , which can be determined straightforwardly. Let the optimal within-cluster

transshipment decision for cluster Γj be given by a
Γj ,E
t . The following procedure

describes a heuristic approach to arrive at a solution for the system as a whole:
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Step 1: Construct the transshipment decision:

aEt = (aΓ1,E
1t , . . . , aΓ1,E

n1t , a
Γ2,E
1t , . . . , aΓ2,E

n2t , . . . , a
ΓJ ,E
1t , . . . , aΓJ ,E

nJ t ).

If
∑n
i=1 a

E
it = 0, then aEt is feasible. Stop. Else go to step 2.

Step 2: Calculate the total required number of transshipments A, i.e.,

A = min(

n∑
i=1

(xit −Dit)
+,

n∑
i=1

(xit −Dit)
−).

If
∑n
i=1(aEit)

+ < A then iteratively transship A − ∑n
i=1(aEit)

+ items in total

to libraries i with (xRit − Dit + aEit) < 0. If
∑n
i=1(aEit)

− < A then iteratively

transship A−∑n
i=1(aEit)

− items in total from libraries i with (xRit−Dit+aEit) > 0.

Libraries with the largest decrease in expected stock-out costs should receive the

transshipments, and libraries with the smallest increase in expected stock-out

costs should send the transshipments (see §2.5).

Note that for two clusters, step 1 always gives a feasible transshipment. This

holds, because the total number of incoming transshipments in cluster Γ1 equals the

number of outgoing transshipments in cluster Γ2. When there are three or more

clusters this does not hold in general. As an example, consider the case where cluster

Γ1 has 1 item left, and cluster Γ2 and Γ3 both still demand 1 item. Step 2 makes

these infeasible transshipment decisions feasible by heuristically selecting receiving

and sending locations.

For repositioning there are two options. The first option is to allow full reposi-

tioning. We take the heuristic transshipments as given, and then run our optimal

algorithm for the full state space to find the optimal repositioning decisions. For very

large state spaces, this may still cause tractability issues in which case the second

option is to construct a solution from the within-cluster solutions. Feasibility is as-

sured by greedily adding and subtracting stock movements. In the results section,

we only look at the first option, so that we can better identify the cost of restricting

transshipments within the clusters.
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2.5 Expected Shortage Reduction Heuristic

The optimal algorithm is only capable of addressing instances up to 4-5 libraries due

to the rapid growth of the state space and the number of transitions. The cluster

heuristic can handle larger instances, but still suffers from increase in the size of

the state space through the number of items. Moreover, this clustering typically

takes place within a municipality, in which there are sometimes more than 4 libraries.

For example, the city of Groningen has 7 libraries. For a whole region, there may

even be up to 100 libraries. In the province of Groningen, the Netherlands, for

instance, there are 61 libraries cooperating. The optimal and cluster method cannot

deal with instances of this size. Therefore, for instances with a very large number

of libraries and items, the expected shortage reduction (ESR) heuristic is presented

below. This heuristic aims at reducing the expected shortage costs in the short term.

Since a main characteristic of rental systems is the return of products, the heuristic

specifically takes returns into account. Other transshipment rules from the literature

are often not suitable in case of returns. The transshipment rule in Axsäter (2003),

for instance, cannot be applied for our problem, since it does not account for fixed

stock and returns.

2.5.1 Transshipments in the ESR Heuristic

If at any point in time there is more demand than supply, a choice has to be made

regarding which demand will be fulfilled and which not. Similarly, if there is more

supply than demand, a choice has to be made from where to transship. Our optimal

algorithm makes this choice in such a way that future expected costs are minimized.

The heuristic we present here follows the same basic principle, but instead of looking

forward for all future periods, it will look ahead by only two periods. Once demand is

observed, the total number of required transshipments is known. The ESR heuristic

transships from the library with the smallest increase in two-period-ahead expected

shortages after the transshipment. Items are transshipped to the library that gives the

largest decrease in expected two-period-ahead shortages. This will lead to a minimum

amount of expected shortages two periods from now.

Let Di0, Di1, and Di2 denote the demand at library i now, 1 period from now,

and 2 periods from now. Let Ri0 and Ri1 be the returns at library i now and in

period 1. Let the pre-demand stock levels 1 and 2 periods from now be given by
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xi1 =
(
xi0 −Di0 + aEi

)+
+Ri0 and xi2 =

(
xi1 −Di1

)+
+Ri1. The expected shortage

for two periods ahead for library i is given by:

f(i) = ERi0,Di1

[(
xi1 −Di1

)−
+ ERi1,Di2

[(
xi2 −Di2

)−|Ri0, Di1

]]
,

where no further interaction with other libraries is assumed for the future periods.

Let f−(i) and f+(i) denote the expected shortage when one item is removed and one

is added, respectively. The procedure below describes the heuristic formally:

Step 0: For the observed state and demand calculate the number of transship-

ments A:

A = min(

n∑
i=1

(xi0 −Di0)+,

n∑
i=1

(xi0 −Di0)−).

The initial transshipment decision is aE = (0, · · · , 0). If A = 0, stop. Else, set

j = 1 and go to step 1.

Step 1: The current vector of unfulfilled demand is given by: m0 = (x0 −D0 +

aE)−. Let I− be the set of libraries from which an item can be transshipped and

I+ the libraries that require a transshipment, i.e.: I− = {i : xi0 − Di0 + aEi >

0}, and I+ = {i : xi0 −Di0 + aEi < 0}.
Step 2: Calculate the expected shortages currently, when an item is removed,

and when an item is added. That is, calculate f(i) for i = 1, . . . , n, f−(i) for

i ∈ I−, and f+(i) for i ∈ I+.

Step 3: Now let

k = arg min
i∈I−

(
f−(i)− f(i)

)
, and ` = arg max

i∈I+

(
f(i)− f+(i)

)
.

In case of ties, k and ` are assigned the lowest index. Let the new decision be:

aE := aE − ek + e`, with ei the Euclidean vector.

Step 4: Set j := j + 1. If j < A, go to step 1, else stop.

2.5.2 Repositioning in the ESR Heuristic

For repositioning we propose a similar approach as for transshipments. For each

library, the expected shortage costs for the upcoming two periods are calculated for
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three situations: the situation currently, when one unit is removed, and when one

unit is added. The library that has the largest decrease in expected future costs

when adding a unit is the candidate for transshipping an item to. The library that

has the smallest increase in expected costs when a unit is removed is the candidate

to transship an item from. If the total decrease of expected costs exceeds the unit

repositioning cost, in principle we reposition the item between the two candidates.

However, we cancel the repositioning action when it leads to a deterioration of the

expected shortage costs in the current period. Then it seems better to postpone

the action. Finally, we check whether there are cost-efficient improvements for the

immediate period.

Let the two-period-ahead expected shortage after the repositioning phase be given

by

g2(i) = EDi0

[(
xi1
)−

+ ERi0,Di1

[(
(xi1)+ +Ri0 −Di1

)−|Di0

]]
,

with xi1 = xi0 −Di0 + aRi . The one-period-ahead expected shortage is given by

g1(i) = EDi0

[(
xi1
)−]

.

Again, we assume that there is no repositioning and transshipping in future periods.

Let g−1 (i) and g−2 (i) be the expected shortages when a unit is removed, and g+
1 (i) and

g+
2 (i) when a unit is added to library i. The heuristic is as follows:

Step 0: Let the initial repositioning decision be aR = (0, . . . , 0).

Step 1: Let I− be the set of libraries that can spare a unit (libraries with

positive stock). Calculate the one- and two-period-ahead expected shortages:

g1(i), g+
1 (i), g−1 (i), g2(i), g+

2 (i), and g−2 (i) for i = 1, . . . , n

Step 2: Determine the library from I− with lowest increase in expected shortage

when a unit is removed, and the library that has the highest decrease when a

unit is added:

k = arg min
i∈I−

[g−2 (i)− g2(i)], and ` = arg max
i=1,...,n

[g2(i)− g+
2 (i)].

If

[g2(`)− g+
2 (`)]− [g−2 (k)− g2(k)] > cR/cE
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and

g1(`)− g+
1 (`) ≥ g−1 (k)− g1(k)

then aR := aR − ek + e` and return to step 1. Else, continue to step 3.

Step 3: Calculate the one-period-ahead expected shortages, g1(i), g+
1 (i), and

g−1 (i) for i = 1, . . . , n.

Step 4: Determine:

k = arg min
i∈I−

[g−1 (i)− g1(i)], and ` = arg max
i=1,...,n

[g1(i)− g+
1 (i)].

If

[g1(`)− g+
1 (`)]− [g−1 (k)− g1(k)] > cR/cE

then aR := aR − ek + e` and return to step 3. Else, stop.

2.5.3 Heuristics from Practice

In practice, libraries typically return items to the library they originated from. The

reason for this is that libraries prefer to maintain their own collection. This fixed

ownership policy is straightforward to implement: in the state space, we count a

transshipped item as a rented item for the original library. The costs for a transship-

ment are simply the unit transshipment cost plus the unit repositioning cost, cE +cR.

A returned item in the fixed ownership policy is assumed to be sent back to its owner

library immediately. Note that the state space for the fixed ownership case is smaller

than the state space of the original model, since the sum of available and rented items

remains constant for each library.

An alternative policy, that is gaining interest in practice, is the floating policy

(see, e.g., Van der Noordaa, 2011). Items float through the system via transship-

ments and remain at the libraries to which they have been transshipped. There is no

repositioning, so this is equivalent to setting aRt = (0, . . . , 0) for any state and time.

For transshipments in practice often simple procedures based on employees’ habits

are used. The alphabetical order of the libraries is often the main selection criterion

for transshipment. When an item is requested, librarians retrieve a list from the

computer system with libraries that have the item in stock. Since the transshipment
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costs of all options are identical for the requesting library, the librarian typically tends

to simply select the first from the list. From the decentralized view of the requesting

library this is reasonable, but from a centralized view this may lead to very low stock

at libraries low in the alphabet. We will call this the alphabet transshipment policy.

2.6 Experimental Results

The results for the optimal algorithm and the heuristics are discussed in this section.

Optimal repositioning is discussed first. Then the costs for the ESR heuristic are

calculated in a simulation experiment and compared with the optimal policy and

policies from practice. Finally, costs are compared for large sized instances in a

setting resembling practice. The experiments are run on a i3-2120 CPU (3.3 GHz)

with 3.16 GB working memory.

2.6.1 Example of Repositioning in the Optimal Policy

In Table 2.1 we show the results of repositioning in an example for the n = 3 case with

varying library probabilities, cost-ratios, and rented items. Let the library demand

probabilities for 0,1, or 2 items for a high (H), medium (M) and low (L) demand library

be given by: H = (0.4, 0.48, 0.12),M = (0.6, 0.32, 0.08), and L = (0.8, 0.18, 0.02). The

cost-ratio, cE/cR, denotes the relative cost of transshipping compared to reposition-

ing. In this example, the return probability is r = 1, which means items return one

period after they have been rented. Moreover, T̄ = 1, so that we reposition every

period. This example could for instance model the case of a DVD rental company

that allows DVDs to be rented only for a single day. Since there are close to 300 states

for the n = 3 case, we only show the results for several states. In these representative

states, the vector of available items is given by xt = (0, 1, 3). The rightmost column

shows the available items after repositioning. Similar results hold for other states.

The results in Table 2.1 suggest that the optimal repositioning decision in the

example depends on all three factors. For a low cost-ratio, when repositioning is

relatively expensive, the decision sometimes depends on the rented items. We take the

risk of having a stock-out in the immediate period, so that after the item has returned,

the system is in balance. When the cost-ratio is higher, repositioning becomes so

cheap that we only aim to reduce the expected costs for the immediate period: the

rented items have low influence. The library probabilities also appear to play a vital
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Table 2.1: Optimal repositioning in a representative state under varied conditions

Available Probabi- Cost-ratio Rented After
items lities items

(0, 1, 3) L,L,L 1.5 (1, 1, 0) (0, 1, 3)
(0, 1, 3) L,L,L 1.5 (0, 1, 1) (1, 1, 2)
(0, 1, 3) L,L,L 3 (1, 1, 0) (1, 1, 2)
(0, 1, 3) L,L,L 3 (0, 1, 1) (1, 1, 2)
(0, 1, 3) L,L,L 20 (1, 1, 0) (1, 1, 2)
(0, 1, 3) L,L,L 20 (0, 1, 1) (1, 1, 2)
(0, 1, 3) H,M,L 1.5 (1, 1, 0) (1, 1 ,2)
(0, 1, 3) H,M,L 1.5 (0, 1, 1) (2, 1, 1)
(0, 1, 3) H,M,L 3 (1, 1, 0) (1, 1, 2)
(0, 1, 3) H,M,L 3 (0, 1, 1) (2, 1, 1)
(0, 1, 3) H,M,L 20 (1, 1, 0) (2, 1, 1)
(0, 1, 3) H,M,L 20 (0, 1, 1) (2, 1, 1)

role. A high demand library typically receives more items after repositioning than a

low demand library. The optimal decision is the result of the interplay of the three

factors. Typical decisions aim for reduction of immediate transshipment costs and for

long run stability.

2.6.2 Timing of Repositioning and its Influence on Costs

The timing of repositioning is an important aspect for practice. In our problem for-

mulation, it is evident that lowest costs are obtained by repositioning every period.

The libraries in practice, however, may be unable to facilitate repositioning every pe-

riod. For them, it is typically most practical to reposition on a fixed day in the week

or month. In order to study how this timing influences costs, we therefore conduct

an experiment in which the time varies between successive moments of reposition-

ing. Figure 2.2 displays the percentage cost increase in case of varying time between

repositioning (T̄ ). As a measure for the costs, we take the average of the first pe-

riod repositioning value functions over all possible states in an experiment with a

time horizon of T = 120 periods. The percentages in Figure 2.2 denote the relative

difference in costs compared to repositioning every single period. Three different sit-

uations are compared. In the base situation, each library has a demand distribution

(pi0, pi1, pi2) = (0.8, 0.18, 0.02), the return probability is r = 0.25, and transshipment

cost cE = 3. The base situation shows that costs increase as the time between repo-
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sitioning increases. When unit transshipment costs are higher, i.e., cE = 5, and when

the return probability increases to r = 1, the increase in costs is more severe. The

loss due to repositioning infrequently becomes almost 20%.
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Figure 2.2: Cost increase for repositioning every T̄ periods rather than every period

2.6.3 Performance Comparison of the Optimal Algorithm

and the Heuristics

In a simulation experiment, the effectiveness of the heuristics is compared to our

optimal algorithm and to policies from practice. Each experiment in Table 2.2 gives

the average cost difference for 50 configurations. In each configuration, the parameters

n, K, cost-ratio cE

cR
, and return probability r are constant, but library probabilities are

variable. The return rates r = 0.05 and r = 0.24 correspond to the daily and weekly

return rate for library items, which we have estimated from a dataset with 60,000

return transactions. For each library, the probability of zero demands is sampled

from a U(0.6, 0.98) distribution. The probability of 1 and 2 demands are given by
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0.9 and 0.1 times the probability of a nonzero demand. For each configuration, we

simulated the costs of the policies 10,000 times with a time horizon of 1000 working

days, in which we reposition every 5 working days. Common random numbers are

used for the starting state and the observed demands across policies. An exception is

made for the fixed ownership policy: its starting state is sampled independently from

the other policies due to the state space for this policy being unequal to the full state

space.

In Table 2.2 the heuristics are indexed by two terms: the first term refers to the

method used for transshipments and the second for repositioning. ESR/Optimal, for

example, means that transshipments are calculated with the ESR heuristic and these

are combined with the repositioning decisions from the optimal algorithm. In the

fixed ownership policy, each library has to be assigned an initial stock, since the sum

of available and rented items per library remains constant. Each library has been

assigned two items, since in practice libraries hardly ever have more than two items.

For the cluster method the n = 3 case has not been simulated, since there is only one

cluster of size 3 and hence the solution equals the optimal solution. For the n = 4

case, each cluster has been assigned two libraries.

The effectiveness of our proposed transshipment heuristics can be observed in the

columns ESR/Optimal and Cluster/Optimal. The ESR transshipments introduce an

average cost increase of at most 0.35% compared to optimal, while the cluster trans-

shipments lead to increases between 1% and 12%. The ESR transshipment heuristic

is close to optimal and performs robustly in each experiment. It seems that the ESR

heuristic almost always picks the right transshipment candidate. Contrary to the ESR

heuristic, the cluster heuristic often selects a suboptimal candidate for transshipment.

This is due to restricting transshipments within the cluster: the best transshipment

candidate is not necessarily located in the cluster. It is evident that the ESR heuris-

tic is preferable for the instances analyzed. However, in situations with a different

cost structure, where within-cluster transshipments are cheaper than between-cluster

transshipments, the cluster method is likely to show a relative improvement. This

may occur when within the cluster there is a cheap transportation system, while for

longer distances mail carriers are used.

The columns with ESR/ESR and ESR/Floating show how costs increase with

different policies for repositioning. In all experiments, ESR repositioning has lower

average costs than not repositioning (floating). The ESR heuristic performs close to
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Table 2.2: Percentage cost difference with the optimal solutions for several heuristic
approaches
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1 3 6 3 0.05 0.02 - 1.04 3.28 71.70
2 3 6 3 0.24 0.31 - 4.89 7.96 70.76
3 3 6 3 1 0.18 - 8.50 9.90 31.48
4 3 6 10 0.05 0.03 - 0.49 8.93 40.55
5 3 6 10 0.24 0.03 - 3.99 20.70 53.52
6 3 6 10 1 0.00 - 17.20 30.45 35.61
7 4 8 3 0.05 0.03 1.50 0.53 1.94 59.60
8 4 8 3 0.24 0.35 5.23 2.83 6.02 70.74
9 4 8 3 1 0.35 11.93 6.31 7.88 49.65
10 4 8 10 0.05 0.02 1.09 0.20 6.74 36.22
11 4 8 10 0.24 0.03 3.52 2.71 17.17 46.96
12 4 8 10 1 0.07 5.47 13.79 25.04 32.60

optimal when the return probability is r = 0.05 and within 5% from optimality when

r = 0.24. These return probabilities correspond to the actual data of transactions,

indicating that the ESR heuristic performs well in practical instances. In the case with

r = 1, the ESR heuristic can lead to increased costs of 17% on average. This increase

is mostly caused by configurations where demand is low. In these situations, the

change in two-period expected shortages is so small that the heuristic cannot identify

the repositioning decisions that are optimal for the long run. Total costs for a scenario

with low demand are fairly minimal, however, so that the difference in absolute cost is

limited. The floating policy performs reasonably well when transshipments are cheap

compared to repositioning, but performs worse when transshipments are expensive.

The method most commonly used in practice, the fixed ownership policy with

alphabet transshipments, has the worst performance in the simulation. Because the

policy holds on to the initial allocation of items, items are moved more frequently
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than with the other policies. There are always two stock movements corresponding

to a transshipment, which gives rise to substantially higher costs than necessary.

Moreover, always transshipping from the first library with stock often excludes the

best transshipment candidate. The results for the fixed ownership policy are even

slightly optimistic, since we allow for sending back items every working day, rather

than every five working days.

2.6.4 Comparison of the ESR Heuristic with Policies from

Practice for a Larger Number of Libraries

The computation times and memory usage of the optimal algorithm and the cluster

heuristic grow quickly when the instance-size increases. Since practical instances exist

with up to 70 libraries, we would like to investigate the quality of the heuristics in

instances of that size. Therefore, we compare the ESR heuristic to the various policies

used in practice for large n in a simulation experiment. The returns in this experiment

are drawn from a dataset with actual returns. In this way, we can observe whether or

not it is appropriate to assume a fixed return probability. Note that for the case with

n = 100 libraries and K = 200 items, a desktop computer is capable of calculating the

ESR transshipment decisions for approximately 55,000 item types per hour, and the

ESR repositioning decisions for about 85,000 item types per hour. This is reasonable

for practical purposes, since the decisions are taken on a daily/weekly basis.

Table 2.3 shows the average percentage cost improvement over fixed ownership

policy for three heuristics in a case with varying n. The fixed ownership policy is

combined with alphabet transshipments. The terms A/FL and ESR/FL are shorthand

for floating policy combined with alphabet and ESR transshipments, respectively. The

average is taken over 50 configurations, each with a random number of starting items

in the range n, n + 1, . . . , 2n. Each configuration is simulated 100 times with a time

horizon of 100 weeks. The transshipment costs for a configuration are uniformly

U(3, 10) distributed and libraries have the same type of demand probabilities as for

the experiment in Table 2.2. The choice of r in the ESR heuristic is 0.24, which

corresponds to the return probability fitted from a dataset with book transactions.

The experiment is run with a discretization step of a week, and repositioning also

takes place on a weekly basis.

Table 2.3 shows that all three policies have lower costs than the fixed ownership

policy. The ESR/ESR policy consistently gives the largest improvement over practice,
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Table 2.3: Average percentage cost improvement of three heuristics over the fixed
ownership policy.

n ESR/ESR A/FL ESR/FL
3 31.81 12.17 16.17
5 33.25 10.74 19.75
10 36.23 7.16 23.86
50 36.85 3.50 25.10
100 36.79 4.68 26.94

and this relative gap seems to be robust in the number of libraries. Especially inter-

esting is the development of costs for the floating policy with different transshipment

rules. While the relative gain of not repositioning decreases in n with alphabet trans-

shipments, it increases with ESR transshipments. This indicates that it is important

to have a balanced transshipment policy when the number of libraries increases. Oth-

erwise, items are too frequently stored in libraries in which they are not required. The

results indicate that a dynamically moving collection driven by demand may improve

availability and lower costs. The primary cost gain is that items do not always have to

be moved twice when a transshipment is required. The experiment also shows that,

even with the assumption of a fixed return probability, the ESR heuristic remains

viable in a setting in which returns follow the actual frequency distribution.

2.7 Conclusion

In this chapter, a novel problem for library control was presented and solved by

stochastic dynamic programming and a new effective heuristic. In contrast to pre-

vious library literature, we considered the proactive repositioning of library items.

Optimal repositioning and transshipment policies are derived from the model, which

yield important insights for practice. The main message of the results is that libraries

can achieve lower costs at the same service level by coordinating transshipments co-

operatively. By addressing transshipments correctly and by proactively repositioning

items in the system, costs can be reduced. The results indicate that the fixed owner-

ship policy from practice, in which items are always returned to their home library, is

hard to defend from a cost perspective. Floating library collections driven by demand

seem to be preferable. Clustering of libraries, as is often done in practice, appears to
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have a negative impact on efficiency in case the handling costs for transshipments are

the main driver for the costs. The ESR heuristic that we formulated seems to be a

promising tool for decision making in library systems with online demand.





Chapter 3

Optimizing Stock Levels in

Rental Systems with a

Support Depot

Abstract. Various rental systems in practice such as public libraries and tool rental

companies have a support depot for carrying out shipments in response to stock-outs

at rental locations. The support depot also facilitates low-cost storage of rental prod-

ucts. We optimize the base stock levels for the support depot and rental locations in

the common situation of partial backordering, i.e., a limited number of demands can

be backordered and additional demand is lost. We derive analytical bounds on the

optimal base stock levels by decomposing the system into single rental locations with

a single support depot. An accurate approximation using queueing models is provided

to determine costs of given base stock levels. The bounds and approximation give rise

to an efficient greedy heuristic for obtaining near-optimal base stock levels with costs

deviating less than 0.2% from the optimal costs on average. Numerical experiments

indicate that, compared to a system with independently operating rental locations, a

support depot has most added value for rental systems with low demand rates, low

shipment costs, and a high number of rental locations. The support depot provides

Reference: Van der Heide, G., Roodbergen, K.J., & Van Foreest, N.D. (2015), Optimizing stock
levels for rental systems with a support warehouse and partial backordering. Submitted.
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a substantial pooling effect in addition to a substantial reduction in holding costs,

especially with low demand rates. In a sensitivity analysis, the optimal base stock

levels are shown to gradually shift from predominantly stock at the rental locations to

predominantly stock at the support depot when demand decreases.

3.1 Introduction

In rental systems with multiple rental locations, rental products are sometimes stored

in a support depot and shipped on demand. This happens especially in the final

stages of the life cycle of the product and other situations with low demand at rental

locations. For example, newly released books are at first offered from all libraries in

a public library system. Later in the life cycle, demand for these books has decreased

and they are no longer offered locally, but shipped instead from a low-cost support

depot. A similar situation is faced by tool sharing companies, e.g. large crane com-

panies, which store expensive and infrequently used tools in a support depot and ship

these tools when they are required at a rental location. It is relevant to find out how

to divide the stock between the rental locations and the support depot.

In this chapter we consider a rental system with several rental locations and a

support depot dedicated to storage and shipments. The support depot has lower

holding costs than the rental locations. The rental locations and the support depot

set base stock levels that specify the number of rental items. Rental locations face

Poisson demand and serve this demand from local stock. In out-of-stock situations the

demand is fulfilled by carrying out shipments from the support depot. If the support

depot is also out of stock, demand is backordered up to a specified level and lost

otherwise, i.e., there is partial backordering. This partial backordering is a common

and important feature inherent to rental systems. Since the number of rental items in

the system is limited, rental locations tend to set a limit on the number of backorders.

For example, public library systems typically allow one or two backorders per book

title per library and reject any additional book requests. Compared to complete

backordering, this partial backordering reduces administrative inconvenience, leads

to shorter customer waiting times, and increases availability of rental stock for new

customers.

Our contribution is as follows. For the above rental system with shipments and

partial backordering we develop methods for determining optimal and near-optimal
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base stock levels. We first derive analytical bounds on the optimal base stock levels

by considering the decomposed problem with a single rental location and a single

support depot. Secondly, we provide an approximation to determine costs of given

base stock levels. Using the bounds and the approximation, we subsequently formulate

a heuristic that yields near-optimal base stock levels. In numerical experiments we

show the added value of introducing a support depot with low holding costs in rental

systems and we show how to adapt base stock levels to changes in demand parameters.

Recently, support (or: quick-response) depots have received attention in spare

parts inventory control (Axsäter et al., 2013; Van Wijk et al., 2013). In fact, a close

connection exists between rental systems and spare parts systems with one-for-one

base stock control. The number of rental items corresponds to the base stock level, and

rental durations of renting customers are equivalent to the replenishment/repair lead

times of an outside supplier. However, the systems are not completely equivalent. As

pointed out, partial backordering is common in many rental systems. Due to service

arrangements with clients, spare parts providers typically have complete backordering

or deal with stock-outs using high-cost external suppliers. The model in this chapter

focuses on the situation of rental systems, but the special case without backordering

also applies to spare parts service providers.

We now identify relevant literature and discuss the differences with our work. The

two most related contributions are Van Wijk et al. (2013) and Kranenburg & Van

Houtum (2009) who both consider shipments of spare parts from support depots in

response to stock-outs. Both articles focus on a situation with Poisson demand and

one-for-one replenishments. Unmet demand is solved by shipments from a high-cost

external supplier, i.e., there is no backordering. Van Wijk et al. (2013) use Markov

decision processes to optimize the policy of a single support depot for accepting ship-

ment requests. Conditions are provided under which shipment is always optimal and

several heuristic policies are tested against the optimal policy. The main difference

with our work is that the authors optimize operational decisions for given base stock

levels, whereas we focus on the tactical decision of optimizing the base stock levels for

given operational decisions. Kranenburg & Van Houtum (2009) focus on optimizing

base stock levels in a more general system with partial pooling, where shipments are

possible from multiple depots instead of a single one. The authors obtain near-optimal

base stock levels by combining an accurate approximation with a greedy heuristic. We

modify their approximation to tackle the case with partial backordering and we exploit
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low holding costs at the support depot to derive effective heuristics.

Models with shipments from a support depot can be regarded as lateral transship-

ment models with a specific lateral transshipment structure. For a comprehensive

review on lateral transshipment see Paterson et al. (2011). For a periodic review

model with base stock control and complete backordering, Wee & Dada (2005) iden-

tify conditions on cost parameters for which various lateral transshipment structures

are optimal, including the structure considered here with lateral transshipments from

a support depot only. The authors also provide a threshold result for a setting with

a single retailer that faces lower holding costs than the support depot. We derive a

similar threshold result for a continuous review setting with partial backordering.

A related model is the two-echelon distribution system from Basten & Van Houtum

(2013). Rental locations are resupplied with stock from a central depot, but there are

no shipments in response to demand. The authors consider base stock control with

Poisson demand and complete backordering. The steady-state costs of their model

can be evaluated exactly for given base stock levels, but the search for the optimal

base stock levels is exhaustive. The authors provide new properties of the total cost

function and formulate a smart enumeration procedure and a heuristic to obtain near-

optimal base stock levels. Rong et al. (2014) decompose a multi-echelon distribution

system into serial systems. Base stock levels are determined for all depots in the

decomposed serial systems, and then aggregated for the multi-echelon system using

a backorder matching procedure. We also apply a certain serial decomposition by

solving a decomposed problem with a single rental location and single support depot

and using the solution to bound optimal stock levels of the complete system.

The remainder of this chapter is organized as follows. In §3.2 we introduce the

model for the rental system and provide an exact formulation for its steady-state costs

using Markov chains. In §3.3 we derive structure results for the optimal base stock

policy for decomposed problems with a single rental location and a single support

depot and provide bounds for the general problem. In §3.4 we give an approximation

for the costs of a given base stock policy, and in §3.5 we formulate a greedy procedure

to optimize base stock levels and prove the procedure leads to optimal approximate

base stock levels. In §3.6 various numerical experiments are carried out to evaluate

the quality of the approximate formulation and the added value of a support depot

in rental systems. We also investigate the sensitivity of optimal base stock levels to

decreases in the demand parameters. Finally, §3.7 concludes.
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3.2 Model and Assumptions

In this section, we present the model and assumptions for rental systems with several

rental locations (RL) and shipments from a support depot (SD). Several assumptions

and notation are similar to those of Basten & Van Houtum (2013) and Kranenburg

& Van Houtum (2009); we include them to provide a complete model description.

• We consider a single item rental system with one support depot and n rental

locations. The SD is indexed by i = 0 and the n RLs are indexed by i = 1, . . . , n.

The system is shown schematically in Figure 3.1. The arrows denote the possible

shipments from the SD in case of stock-outs at the RLs.

0

zz �� �� &&
1 2 3 · · · n

Figure 3.1: A rental system with a support depot, indexed by 0, and n rental locations.

• Demand at RL i, i = 1, . . . , n arrives according to a stationary independent

Poisson process with rate λi. The SD faces no demand.

• In case of a stock-out at an RL, the SD immediately carries out a shipment to

meet the demand if stock is available at the SD. The lead time for shipments is

zero. Typically, shipments take place on the same day as the demand, which is

negligible compared to the rental period which may be several days or weeks.

This assumption is especially appropriate for the increasingly common situation

with online ordering of rental products. The time window between placing and

picking up the customer order can be used to carry out shipments, so from a

customer perspective the lead time is essentially zero.

• When the SD is out of stock, up to β demands per RL can be backordered. Any

additional demand is lost. We assume β ≥ 0 and finite. As indicated in the

introduction, this partial backordering is common in public library systems as

well as other rental systems.

• Each item from the SD and RLs used for fulfilling demand is rented for a certain

rental time and returned afterwards. We assume that items originating from
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the SD are returned to the SD after the rental period, because the SD has the

ownership of the shipped item. The distribution for the rental time is assumed to

be identical for all locations since the rental time is typically product dependent

and not location dependent. The rental times are assumed exponential with

mean µ−1. This choice has the following motivation. Alfredsson & Verrijdt

(1999) show for closely related two-echelon systems with base stock control and

transshipments that system performance is quite insensitive to the choice of lead

time distribution. Kranenburg & Van Houtum (2009) show that the β = 0 case

is approximated well with insensitive M/G/s/s queues. The rental system we

consider has much overlap with the systems in the aforementioned references,

hence we expect a similar insensitivity.

• Since rented items of a location return on a one-for-one basis, this is equivalent

to having a continuous review one-for-one base stock policy with base stock

levels Si, i = 0, . . . , n with a maximum of Si orders per location (clearly, it is

impossible to rent more than Si items). The base stock policy for the system is

given by the vector of base stock levels S = (S0, S1, . . . , Sn). In addition to the

differences between rental and spare parts systems discussed in the introduction,

this maximum of Si orders per location can be another essential difference. In

case of repairable spare parts, the number of orders per location may be limited

in the same way as in rental systems. In case of consumable spare parts, the

number of orders may exceed the base stock level if there are backorders, because

a new order is placed after every demand. Since the above systems are equivalent

in case β = 0, our results for this special case may apply to spare parts systems.

This β = 0 case is similar to Kranenburg & Van Houtum (2009).

• Backorders at an RL can either be met by a returned item at that RL or by

a shipment if an item returns at the SD. In case there are multiple RLs with

backorders, the item returned at the SD is assumed to be shipped randomly to

one of these RLs, with a probability equal to the RL’s relative share of the total

number of backorders in the system. Then each customer with a backorder has

an equal probability of receiving a shipment.

• The SD has holding costs h0 > 0 per unit time and the RLs have identical

holding costs hi ≡ h > 0. As the SD is dedicated to storage, it is assumed that

h0 ≤ h. The shipment cost is c > 0 per shipped demand. The shipment cost



Optimizing Stock Levels in Rental Systems with a Support Depot 49

is identical for all RLs and includes the cost of returning the item to the SD

after renting. There is a one-time backorder cost b > 0 for each backordered

demand and lost demand cost ` > 0 for each lost demand. In most practical

settings, we see that ` ≥ b because customers typically face more dissatisfaction

from a lost demand than from a backorder. For our rental system we make the

stronger assumption that ` ≥ b+ c, so that meeting backorders by shipments is

preferred to losing demand. In addition, we assume b ≥ c so that shipments are

worthwhile. These assumptions on the cost parameters are reasonable because

these cost incentives are the main motivation to consider shipments from an SD

in the first place.

3.2.1 Exact Formulation Using Markov Chains

We model the inventory system as a continuous time Markov chain and derive the

stationary distribution and steady-state costs for a given set of base stock levels

S = (S0, . . . , Sn).

Let xi be the current number of items on-hand or backordered at location i, i =

0, . . . , n. Then a state x is represented by

x = (x0, x1, . . . , xn),

with

x0 ∈ {0, . . . , S0} and xi ∈ {−β, . . . , Si} for i = 1, . . . , n.

Since the SD always ships when an RL has backorders, states x with simultaneously

x0 > 0 and −β ≤ xi < 0 for some i cannot occur.

Define ei as the vector with a 1 at index i and 0 at all other indices, which will be

used for updating the state variable. For example, if in state x an item returns at RL

i, the new state becomes x + ei. Let 1{A} be shorthand notation for the indicator

function defined as

1A(x) =

1 if x ∈ A,
0 if x /∈ A,

and let x+
i = max{xi, 0} and x−i = max{−xi, 0} be the positive and negative part

function.

Three different types of events exist: an item is demanded at one of the RLs, an
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item returns at one of the RLs, and an item returns at the SD. We give the state

transitions and transition rates for each of these events. Demand at RL i occurs at

rate λi. If RL i has on-hand stock xi > 0, the demand is fulfilled and the new state is

x− ei. If RL i has no stock while the SD has stock, i.e., xi = 0 and x0 > 0, then the

demand is shipped from the SD, resulting in state x − e0. If both RL i and the SD

are out of stock while RL i is not at its maximum backorder level, i.e., −β < xi ≤ 0

and x0 = 0, then the demand is backordered, giving state x − ei. If the RL is at

its maximum backorder level xi = −β, the demand is lost, hence no transition takes

place. The transition rates q for demand at RL i, i = 1, . . . , n are thus

q(x, x− ei) = λi1{xi > 0}+ λi1{x0 = 0,−β < xi ≤ 0}, (3.1)

and for the SD

q(x, x− e0) =

n∑
i=1

λi1{x0 > 0, xi = 0}. (3.2)

Items return at RL i with rate µ(Si−xi) if xi ≥ 0 and with rate µSi if xi < 0. The

returned item is added to the on-hand stock or used to fulfill backorders, hence the

new state becomes x+ ei. Items return to the SD with rate µ(S0 − x0). The specific

transition depends on the backorders in the system. When no RL has a backorder,

the returned item is added to the SD’s on-hand stock, giving state x + e0. When at

least one RL has a backorder, the returned item is shipped to RL i with a probability

ri(x) scaled by the number of backordered customers. That is,

ri(x) =
x−i∑n
j=1 x

−
j

.

If RL i is selected the new state is x+ei. In summary, the transition rates for returns

are given by

q(x, x+ ei) =µ(Si − xi)1{xi ≥ 0}+ µSi1{xi < 0}+ µS0ri(x)1{xi < 0},
q(x, x+ e0) =µ(S0 − x0)1{xi ≥ 0 for i = 1, . . . , n}.

(3.3)

3.2.2 Steady-state Costs

For the computation of the average costs we need the steady-state probabilities π(x)

for each state x. It is infeasible to find a closed form expression for π, but numerically
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it is easy. Let Q be the generator matrix of the Markov chain corresponding to base

stock policy S. The steady-state distribution can be obtained by solving πQ = 0 (see,

e.g., Bolch et al., 2006, p. 96).

The steady-state costs follow using the PASTA property. In each state with x0 > 0

and xi = 0 shipment costs c are incurred at rate λi. Moreover, in each state with

x0 = 0 and some −β ≤ xi < 0, shipments are carried out with rate S0µ if an item

returns at the SD. So the steady-state shipment costs for base stock policy S are

c̄(S) = c
∑
x

π(x)

(
n∑
i=1

λi1{x0 > 0, xi = 0}+ S0µ1{x0 = 0,∃i : −β ≤ xi < 0}
)
.

(3.4)

With holding costs hi per time unit, the steady-state holding costs for location i,

i = 0, . . . , n are

h̄i(S) = hi
∑
x

π(x)x+
i .

With cost b per backorder and ` per lost demand, the total backorder costs for RL i,

i = 1, . . . , n are

b̄i(S) = bλi
∑
x

π(x)1{x0 = 0,−β < xi ≤ 0},

and lost demand costs

¯̀
i(S) = `λi

∑
x

π(x)1{x0 = 0, xi = −β}.

The costs per time unit for a given inventory level S are given by

C(S) = c̄(S) + h̄0(S) +

n∑
i=1

(
h̄i(S) + b̄i(S) + ¯̀

i(S)
)
.

The above analysis gives the steady-state costs for a given S. The goal of the

analysis is to find the cost-minimizing base stock level S∗, that is,

S∗ = arg min
S

C(S). (3.5)

We will only focus on a cost-minimization objective, however, it straightforward to

derive performance measures for achieved service, which could also be included as

constraint in (3.5). For example, the fraction of demand at RL i fulfilled directly
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from on-hand stock is given by

∑
x

π(x)1{xi > 0}.

3.3 Analytical Results

In this section we derive several analytical results and upper bounds for the exact

formulation from §2 that aid in optimizing the base stock levels. We will derive

properties of the optimal base stock levels for a problem with a single RL. For the

general case we provide several bounds on the optimal base stock policy S.

Throughout the chapter we will use results from the M/M/s/s loss queue and

M/M/s/K finite queue, for which the stationary distributions are readily available

in Gross et al. (2008, Chapter 2). The following well-known quantities for loss models

are useful for the analysis, see also Öner et al. (2009). The blocking probability for

an M/M/Si/Si loss queue with Si servers and ai = λi

µ is given by

B(Si, ai) =
aSi
i /Si!

Si∑
k=0

aki /k!

. (3.6)

The carried load is given by

ai
(
1−B(Si, ai)

)
, (3.7)

and the number of available servers is

Si − ai
(
1−B(Si, ai)

)
. (3.8)

Moreover, the load carried by the last server is given by

F (Si, ai) = ai
(
B(Si − 1, ai)−B(Si, ai)

)
. (3.9)

For the M/M/Si/Si + β queue we introduce the following notation for various

steady-state probabilities. Letting xi denote the number of available servers, taken
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negative in case of delayed customers, we let

Bβ(Si, ai) = P (xi = −β), (3.10)

W β(Si, ai) = P (−β < xi ≤ 0), (3.11)

Pβ = P (−β ≤ xi < 0), (3.12)

be the probabilities that arriving customers are blocked, are delayed, and see delayed

customers, respectively.

3.3.1 Single Rental Location Problem

In the single RL problem there is a single RL and a single SD. Items can be stored

at either location. On the one hand there is an incentive to store stock at the SD,

because the holding cost h0 ≤ h1. On the other hand there is an incentive to store

stock at the RL, because it reduces costs for shipments. We want to understand

the optimal trade-off between holding costs and shipment costs. To that end the

following question is considered: given S̄ items in total, how to optimally divide these

items between the SD and RL? We will focus on structural properties of the optimal

division.

In order to tackle this problem we now provide several useful properties of the

steady-state distribution for the single RL problem with given base stock levels S0

and S1 and partial backorder level β. Figure 3.2 shows an example of the transition

graph of the Markov chain which may be of assistance in the proofs of the lemmas.

First we consider the steady-state distribution of the aggregate system stock.

Lemma 3.1. Letting S̄ = S0 + S1, the aggregate stock x0 + x1 behaves according to

the finite M/M/S̄/S̄+β queue.

Proof. See the transition rates in Equations (3.1-3.3) and Figure 3.2. The aggregate

stock x0 + x1 decreases by 1 with rate λ1 if x0 + x1 > −β. x0 + x1 increases by 1

with rate µ(S̄ − x0 − x1) if x0 + x1 ≥ 0 and with rate µS̄ if x0 + x1 < 0. These are

exactly the transition rates of an M/M/S̄/S̄ + β queue.

The following holds for the steady-state distribution of the stock x1 at the RL.

Lemma 3.2. The steady-state probability of having on-hand stock x1 ≥ 0 at the RL

equals the steady-state probability of having x1 available servers in an M/M/S1/S1
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Figure 3.2: Transition graph for the single rental location problem with S0 = 2, S1 =
2, β = 1. The states give the inventory levels (x0, x1) at the SD and RL.

queue scaled by 1− Pβ.

Proof. From Eqs. (3.1-3.3) it is straightforward to see that the aggregate transition

rates between states with x1 ≥ 0 are equal to those of the M/M/S1/S1 Erlang loss

queue. By balance of flow, the relative frequency with which we observe nonnegative

stock levels x1 must be the same as observing x1 available servers in the M/M/S1/S1

queue. From Lemma 3.1 we can infer that the probability of observing x1 < 0 equals

Pβ . The result then follows because the total probability of observing x1 ≥ 0 is

1− Pβ .

Note that due to Lemma 3.1, the probabilities that arriving customers are blocked

or delayed are given by Bβ(S0 + S1, a1) and W β(S0 + S1, a1) from Eqs. (3.10-3.11).

Analogous to Eq. (3.7), the total carried load of the system is therefore

a1(1−Bβ(S0 + S1, a1)). (3.13)
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3.3.2 Cost Function for the Single Rental Location Problem

Now we will use the stationary probabilities in Lemmas 3.1 and 3.2 to characterize

the steady state costs of the single RL problem for given base stock levels S0 and S1.

The shipment costs are given by

c̄(S0, S1) =cλ1

(
(1− Pβ)B(S1, a1)−Bβ(S0 + S1, a1)−W β(S0 + S1, a1) + Pβ

)
+ cµS0Pβ ,

(3.14)

using that Eq. (3.4) can be written as

c̄(S0, S1) = cλ1P (x0 > 0, x1 = 0) + cµS0P (x0 = 0,−β ≤ x1 < 0)

= cλ1 (P (x1 = 0)− P (x0 = 0, x1 = 0)) + cµS0Pβ .

The expression then follows because, by Lemma 3.2, P (x1 = 0) = (1− Pβ)B(S1, a1),

and because

P (x0 = 0, x1 = 0) = P (x0 = 0,−β ≤ x1 ≤ 0)− P (x0 = 0,−β ≤ x1 < 0),

= Bβ(S0 + S1, a1) +W β(S0 + S1, a1)− Pβ .

The holding costs at the RL are

h̄1(S0, S1) = h1(1− Pβ)(S1 − a1(1−B(S1, a1))), (3.15)

since by Lemma 3.2 and Eq. (3.8), the steady state number of available servers at

the RL is (1− Pβ)(S1 − a1(1−B(S1, a1))). Slightly rewriting gives

h̄1(S0, S1) = h1(S1 − (1− Pβ)a1(1−B(S1, a1))− PβS1),

where the term

(1− Pβ)a1(1−B(S1, a1)) + PβS1. (3.16)

is the carried load of the RL.
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The holding costs at the SD are

h̄0(S0, S1) = h0(S0 −
(
a1(1−Bβ(S0 + S1, a1))− (1− Pβ)a1(1−B(S1, a1))− PβS1

)
,

(3.17)

where we used that the carried load of the SD by definition equals the total carried

load in the system, from Eq. (3.13), minus the carried load of the SD, from Eq.

(3.16).

The backorder costs are given by

b̄(S0, S1) = bλ1W
β(S0 + S1, a1). (3.18)

Finally, the lost demand costs are given by

¯̀(S0, S1) = `λ1B
β(S0 + S1, a1). (3.19)

and, as before, the total costs are

C(S0, S1) = c̄(S0, S1) + h̄0(S0, S1) + h̄1(S0, S1) + b̄1(S0, S1) + ¯̀
1(S0, S1). (3.20)

Now, we are interested in some properties of C(S0, S1) that could help in opti-

mizing the base stock levels. We have the following convexity result for the β = 0

case.

Lemma 3.3. C(S0, S1) is convex both in S0 and S1 for β = 0.

Proof. For the case β = 0, we have Pβ = 0, W β(S0+S1, a1) = 0, andBβ(S0+S1, a1) =

B(S0 + S1, a1). Substituting in these values and rewriting the expression ultimately

gives

C(S0, S1) =h0S0 + h1S1 − h1a1

+ (µ(`− c) + h0) a1B(S0 + S1, a1) + (cµ+ h1 − h0)a1B(S1, a1),

which is easily seen to be convex in both S0 and S1 because B(Si, ai) is convex in Si

(Messerli, 1972) and the other terms involving S0 and S1 are linear.

By plotting C(S0, S1) for various parameter values, we have observed that for

β > 0 the cost function is in general not convex. However, it appears to be quasiconvex

in S0 and S1 provided ` ≥ b + c, as was assumed in §3.2. We have been unable to
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formally prove this quasiconvexity, but it seems intuitive under the assumed cost

structure.

3.3.3 Structure Results for the Optimal Division of Stock for

the Single Rental Location Problem

Now we characterize the optimal division of stock between the RL and SD by studying

the marginal cost of adding one extra item of stock to the system. To determine

whether this item should be added to the RL or the SD, we consider base stock

policies (S0, S1 + 1) and (S0 + 1, S1). We will study the cost difference

∆Cβ(S0, S1) = C(S0, S1 + 1)− C(S0 + 1, S1). (3.21)

We can obtain an explicit expression for ∆Cβ(S0, S1) using the expression for the

costs (3.20).

Lemma 3.4. The cost difference ∆Cβ(S0, S1) between base stock policies (S0, S1 +1)

and (S0 + 1, S1) is given by

∆Cβ(S0, S1) = h1 − h0 − (cµ+ h1 − h0)
(
F (S1 + 1, a1)(1− Pβ) + Pβ

)
= G1(S1)− (cµ+ h1 − h0)Pβ

(
1− F (S1 + 1, a1)

)
,

(3.22)

with

G1(S1) = h1 − h0 − (cµ+ h1 − h0)F (S1 + 1, a1). (3.23)

Proof. Follows from straightforward algebra.

The cost difference in Eq. (3.22) between adding an item to the RL or SD consists

of a fixed and variable component. The fixed component h1 − h0 is the difference in

holding costs for adding an extra item. The variable component gives a difference in

shipment and holding costs depending on the carried load of the extra item. Note that

this expression includes no costs for lost and backordered demand, since these costs

depend only on the total amount of stock and not on the division of stock between

the SD and RL.

Now we further analyze this cost difference by considering limits and the special

case β = 0. Remark if β = 0, then Pβ = 0 and hence (3.22) reduces to G1(S1). For

β > 0 it is easy to see from Eq. (3.22) that ∆Cβ(S0, S1) < G1(S1). Hence, it is
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relatively cheaper to store an item at the RL with partial backordering than with no

backordering. This is due to extra shipment costs for dealing with backorders using

returning items at the SD. Eq. (3.22) has the following limit.

Lemma 3.5. For every S1,

lim
S0→∞

∆Cβ(S0, S1) = G1(S1).

Proof. When S0 goes to infinity, the probability Pβ converges to 0, hence ∆Cβ(S0, S1)

has limit G1(S1).

In this limit there are no delayed customers, so evidently the situation with and

without partial backordering will be the same. We will give an important property of

G1(S1) now.

Lemma 3.6. G1(S1) is increasing in S1.

Proof. F (S1 + 1, a1) is decreasing in S1, see, e.g., Öner et al. (2009). Since (cµ+h1−
h0) > 0, we conclude that G1(S1) increases in S1.

We apply the above to first determine a threshold on S1 for the β = 0 case, which

we denote S′1,0. Below the threshold it is optimal to store items at the RL; above the

threshold it is optimal to store additional items at the SD.

Theorem 3.1. The single RL base stock level S1 for β = 0 has a threshold

S′1,0 = min{S1 : G1(S1) ≥ 0}.

Given S̄ items in total, it is optimal to store min{S̄, S′1,0} items at the RL and S̄ −
min{S̄, S′1,0} at the SD.

Proof. If we set β = 0 then Pβ = 0 and hence ∆C0(S0, S1) = G1(S1). For negative

values of ∆C0(S0, S1), we have C(S0, S1 + 1) < C(S0 + 1, S1), hence storing an extra

item at the RL is cheapest. Likewise, for positive values of ∆C0(S0, S1) storing an

extra item at the SD is cheapest. Since G1(S1) is increasing in S1 we can conclude

that items should be stored at the RL until G1(S1) ≥ 0.

We can specify that for demand rates below a certain level the threshold is zero,

i.e., the optimal policy is to store all stock at the SD.
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Corollary 3.1. The single RL base stock level S1 for β = 0 has threshold S′1,0 = 0

when

λ1 <
h1 − h0

c
.

Proof. By Theorem 3.1, if G1(0) > 0 then the threshold is S′1,0 = 0. The result follows

by substituting F (1, a1) = λ1/µ
1+λ1/µ

into Eq. (3.23) and determining for which values

G1(0) > 0.

For general β ≥ 0, the threshold level may depend on the choice of S0, since

∆Cβ(S0, S1) depends on S0. We therefore give an upper bound on the threshold for

S1.

Theorem 3.2. The single RL base stock level S1 for β ≥ 0 has a maximum threshold

value S′1,β given by

S′1,β = min{S1 : ∆Cβ(0, S1) ≥ 0}. (3.24)

Proof. First observe that ∆Cβ(S0, S1) is decreasing in Pβ . Moreover, ∆Cβ(S0, S1)

depends only on S0 through Pβ , which decreases in the total stock S0 + S1. Hence,

for given fixed values of S1, ∆Cβ(S0, S1) is largest for S0 = 0. The highest possible

value for the threshold on S1 is thus obtained by setting S0 at its smallest possible

level, S0 = 0.

Since ∆Cβ(S0, S1) ≤ ∆C0(S0, S1), we have that S′1,0 ≤ S′1,β . Hence, if we find

that S′1,β = S′1,0, then the maximum threshold value from Theorem 3.2 equals the

exact value of threshold.

In the special case h1 = h0, there is no holding cost advantage at the SD, so clearly

no stock should be stored at the SD. This intuitive result also follows from the above

analysis.

Corollary 3.2. For the single RL problem with general β ≥ 0 and h1 = h0, the

optimal policy with S̄ items in total is to store all S̄ items at the RL.

Proof. From Eq. (3.23) it is easily verified that if h1 = h0, then ∆Cβ(S0, S1) < 0

for all S1. Hence, an extra item is stored cheapest at the RL. Since this holds for all

items, the optimal division of stock is storing all items at the RL.
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3.3.4 Procedure to Obtain Optimal Base Stock Levels for the

Single Rental Location Problem

The structure results from Theorem 3.1 and 3.2 determine the optimal trade-off be-

tween holding costs at the RL and the shipment and holding costs at the SD. In order

to find the optimal base stock levels, we will also have to take into account the costs

for backorders and lost demand. These structure results and the (quasi)convexity of

C(S0, S1) in S0 and S1 lead to the following numeric procedure for optimizing the

base stock levels.

1. Calculate S′1,0 and S′1,β using Theorems 3.1 and 3.2.

2. Start with the null solution (S0, S1) = (0, 0). While S1 < S′1,β , increase S1 by

1. If C(0, S1) > C(0, S1 − 1), then stop and return S∗ = (0, S1 − 1) as optimal

solution. Continue to step 3 if this condition is not met for any S1 ≤ S′1,β ,

3. For each S1 = S′1,0, . . . , S
′
1,β , increase S0 by 1 until C(S0, S1) > C(S0 − 1, S1).

For each S1 let the cost-minimizing value of S0 be denoted by S∗0 (S1)

4. Compare C(S∗0 (S1), S1) for S1 = S′1,0, . . . , S
′
1,β . For the cost-minimizing S1,

return S∗ = (S∗0 (S1), S1) as optimal solution.

The procedure is one-dimensional if S′1,0 = S′1,β . In this case, costs C(0, S1) are

evaluated long the S1 axis until the threshold S′1,β is hit, and then the costs for

C(S0, S
′
1,β) are evaluated along the S0 axis until costs no longer decrease. If S′1,β >

S′1,0 the costs for all solutions above the possible threshold values are evaluated in

order to guarantee finding an optimal solution.

In the remainder, we denote by Ssi the optimal single RL base stock level at RL

i, i = 1, . . . , n found by this procedure.

3.3.5 Optimal Solution for a Decoupled System

Besides the optimal policy for the single rental location problem, we can also specify

the optimal policy of a decoupled system. The decoupled system is defined as the

system with no option of shipments from the support depot, i.e., the situation with

S0 = 0. Rental locations have to deal with their demand independently. In an

experiment in §3.6 we compare the costs of decoupled systems with the costs of

systems with shipments from a support depot.
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Below we will determine the optimal decoupled base stock level Sdi at RL i, i =

1, . . . , n. We start with the steady-state costs Ci(Si) for given base stock levels Si.

Lemma 3.7. For the decoupled system, the steady-state costs Ci(Si) for RL i with

base stock level Si are

Ci(Si) = hi
(
Si − ai

(
1−Bβ(Si, ai)

))
+ `λiB

β(Si, ai) + bλiW
β(Si, ai).

Proof. It is easy to see that when S0 = 0, the stock at RL i behaves according

to an M/M/Si/Si + β queue. The carried load of the M/M/Si/Si + β queue is

ai
(
1−Bβ(Si, ai)

)
, so holding costs are

hi(Si − ai
(
1−Bβ(Si, ai)

)
).

The lost demand and backorder costs are immediate from the blocking and delaying

probabilities Bβ(Si, ai) and W β(Si, ai).

Now apply marginal analysis on Ci(Si) to determine the cost-minimizing base

stock level.

Lemma 3.8. For the decoupled system, the cost minimizing level Sdi at RL i is

Sdi = max{Si : Ci(Si − 1)− Ci(Si) > 0}.

Proof. Calculate the costs for base stock levels Si− 1 and Si and subtract these from

each other. The cost reduction for adding item Si is

Ci(Si − 1)− Ci(Si) =− hi +

(
hi
µ

+ `

)
λi
(
Bβ(Si − 1, ai)−Bβ(Si, ai)

)
+ bλi

(
W β(Si − 1, ai)−W β(Si, ai)

)
.

This expression is strictly decreasing in Si and converges to −hi as Si → ∞. It is

profitable to increase Si as long as the cost reduction is positive. We set Sdi = 0 if

the cost reduction is always negative.

For β = 0 we have W β(Si, ai) = 0 and Bβ(Si, ai) = B(Si, ai), so by substituting

this into the expressions for Ci(Si) we can obtain

Sdi = max{Si : µ`F (Si, ai) > hi (1− F (Si, ai))},
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i.e., the loss prevented by having an extra item should exceed its marginal holding

cost.

3.3.6 Upper Bounds on the Optimal Base Stock Policy

Now we state upper bounds on S∗ for the general problem which help to limit the

search for the optimal base stock levels. We give separate bounds for each Si, i =

0, . . . , n,.

An upper bound for S∗i of RL i follows from the optimal solution Ssi of the single

RL problem.

Lemma 3.9. In the general problem, the optimal base stock level S∗i of RL i has

upper bound Ssi .

Proof. Suppose on the one hand that, in the procedure of §3.3.4, the single RL optimal

base stock level Ssi is such that S∗0 (Ssi ) > 0. Then by Theorem 3.1 and 3.2 items

beyond Ssi are cheapest stored at the SD. In addition to this cheaper storage, storing

at the SD leads to reduced backorder and lost demand costs at the other RLs. Hence,

in this case it cannot not be profitable to set S∗i > Ssi . Suppose on the other hand

that Ssi is such that S∗0 (SSi ) = 0. Then clearly we have Ssi = Sdi , i.e., the optimal

single RL base stock level equals the decoupled solution. It cannot be profitable to

store S∗i > Sdi items at RL i if S0 > 0, because the shipment option always leads to

reductions in costs at the RL since ` ≥ b+ c. Hence, Ssi must be an upper bound on

S∗i .

The idea for the upper bound for S∗0 is to let the SD deal with all the demand in

the system. We set Si = 0 at all RLs and then store at the SD the number of items

that leads to minimal costs. In case β = 0 the bound is straightforward.

Lemma 3.10. For the β = 0 case, an upper bound for S∗0 is given by

Su0 = max{S0 : µ(`− c)F (S0, a0) > h0 (1− F (Si, ai))}.

Proof. When Si = 0 for all i = 1, . . . , n then the SD has arrival rate λ0 =
∑
i λi. With

base stock level S0 at the SD the on-hand stock behaves according to an M/M/S0/S0

queue. Similar to the proof of Lemma 3.8 we can calculate the marginal costs and

arrive at an optimum.
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For β > 0 the system does not reduce to a simple queue. In principle, we can

obtain an upper bound by solving the exact formulation for different values of S0 and

picking the cost-minimizing S0. However, this approach is intractable for large n. For

the approximate formulation in §3.4 we provide a bound on S∗0 that can efficiently be

calculated for β > 0.

3.4 Approximate Formulation Using Queueing

Models

Calculating the costs with the exact formulation is intractable for systems with many

rental locations due to the curse of dimensionality. We therefore formulate an eas-

ily calculated approximation for costs based on the approach of Kranenburg & Van

Houtum (2009) by decoupling the system into separate queueing models. Such decou-

pling approaches have been successfully applied in other multi-location systems with

base stock inventory policies, for instance in Axsäter (1990a), Alfredsson & Verrijdt

(1999), and Kukreja et al. (2001).

The system is decoupled into n+ 1 queues. The n RLs are modeled as M/M/s/s

queues with s = Si. The blocked customers in these queues are redirected towards

the SD from which they receive an item through shipment. The SD is modeled as an

M/M/s/K queue with s = S0 and K = S0 + nβ. Arriving customers wait in queue

when the SD has no available items and are rejected when there are K customers in

the system.

Contrary to the exact model, the approximate model does not have a maximum

backorder level β per RL, but instead a maximum backorder level nβ for the system

as a whole. With sufficiently high backorder and lost demand costs, the approximate

formulation is close to the exact model because the chance of encountering backorders

is negligible. However, the approximate formulation appears to perform quite well in

general, since the experiments in §3.6.1 show that generally optimal or near-optimal

base stock levels are found.

The arrival rate λ0 for the M/M/s/K queue of the SD is given by the total demand

blocked at the RLs, i.e.,

λ0 =

n∑
i=1

λiB(Si, ai).
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As before, Bnβ(S0, a0) = P (x0 = −nβ) denotes the blocking probability of the SD

and Wnβ(S0, a0) = P (−nβ < x0 ≤ 0) the probability that arriving customers are

delayed.

Expressions for the steady-state costs of the approximate formulation can be de-

rived using the blocking and delaying probabilities. The SD receives λ0 shipment

requests per time unit and ships all but the blocked requests. The costs for shipments

are therefore

c̃(S) = cλ0

(
1−Bnβ(S0, a0)

)
. (3.25)

The average on-hand stock at an RL follows from the difference between the number

of servers and the carried load on those servers. By Eq. (3.7), the holding costs for

RL i, i = 1, . . . , n are thus

h̃i(S) = hi

(
Si − ai

(
1−B(Si, ai)

))
, (3.26)

and at the SD

h̃0(S) = h0

(
S0 − a0

(
1−Bnβ(S0, a0)

))
. (3.27)

The backorder costs are

b̃(S) = bλ0W
nβ(S0, a0), (3.28)

and the lost demand costs

˜̀(S) = `λ0B
nβ(S0, a0). (3.29)

Finally, the costs of this approximate formulation are

C̃(S) = c̃(S) + b̃(S) + ˜̀(S) +

n∑
i=0

h̃i(S). (3.30)

We will use C̃(S) to approximate C(S).

For the special case S0 = 0 without stock at the SD, we can use the decoupled

solution from §3.3.5.

3.4.1 Bounds for the Approximate Formulation

For bounds on S∗0 for the approximate formulation we apply the same ideas as in

§3.3.6. Again we set Si = 0 for i = 1, . . . , n and let the SD deal with all demand.

Since the SD is an M/M/s/K queue with s = S0 and K = S0 + nβ, we obtain the
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following bound.

Lemma 3.11. For the approximate formulation, the upper bound Su0 for S∗0 is given

by

Su0 = max{S0 :(
h0

µ
+ `− c)λ0

(
Bnβ(S0 − 1, a0)−Bnβ(S0, a0)

)
+ bλ0

(
Wnβ(S0 − 1, a0)−Wnβ(S0, a0)

)
> h0}.

Proof. Analogous to Lemma 3.8, calculate the marginal costs C̃(S0 − 1, 0, . . . , 0) −
C̃(S0, 0, . . . , 0) to arrive at the above expression. It can be shown that the left-hand

side of the inequality is strictly decreasing in S0, hence the highest value of S0 for

which the inequality holds gives the bound.

For the bounds on the optimal S∗i of the approximate formulation we propose to

use the bounds Ssi from Lemma 3.9. The bounds Ssi do not necessarily bound the

optimal base stock levels for the approximate formulation, because they are based

on a different model. However, because the goal of the approximate formulation is

to find near-optimal base stock levels for the exact formulation, we prefer to search

between the bounds of the exact formulation where they are available.

3.5 Greedy Algorithm for Optimizing Base Stock

Levels

Since complete enumeration of all possible base stock levels is time-consuming, we

develop an algorithm for efficiently finding optimal base stock levels. In single-echelon

spare parts systems, greedily increasing the base stock level of the location with the

largest cost decrease provides the optimal base stock levels, provided the problem

is item separable and backorder costs are convex (Basten & Van Houtum, 2014).

However, this separability does not hold for our rental system. Increasing the base

stock level at the SD leads to a decrease in the number of backorders and lost demands

at all RLs in the system. Therefore it may be profitable to decrease stock at the RLs

after increasing the stock at the SD.

For the approximate formulation from §3.4 we show in §3.5.1 that for a fixed base

stock level S0 at the SD, greedy improvement steps yield the optimal base stock levels
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S∗i (S0),i = 1, . . . , n at the RLs. This property is also quite common when optimizing

base stock policies in two-echelon systems (see, e.g., Axsäter, 1990b). In §3.5.2 we

conjecture that this property also holds for the exact formulation.

In numerical experiments we observed that the costs C(S0, S
∗
i (S0)) are not convex

in S0. The idea for the algorithm is therefore to calculate the cost-minimizing base

stock levels S∗i (S0) for all values of S0 between certain bounds. These solutions are

compared with each other to determine the global cost-minimizing base stock levels.

We use the bound Ssi of the RLs as initial solution and move smartly between the

solutions of subsequent values of S0 to reduce the computational effort. The procedure

is as follows.

1. Initialization. Set as initial solution S0 = 1 and Si(1) = Ssi for i = 1, . . . , n.

2. Improvement step. Repeatedly, reduce by one the base stock level of RL i for

which the largest cost decrease can be obtained. Stop when costs no longer

decrease. This yields base stock levels S∗i (S0).

3. Iteration step. Set S′0 = S0 + 1 and set Si(S
′
0) = S∗i (S0), i.e., at the optimal

base stock levels from the previous iteration. Carry out the improvement step

on Si(S
′
0) to obtain S∗i (S′0).

4. Repeat the iteration step until S0 reaches its upper bound Su0 .

5. Compare the best found solution with the decoupled solution S0 = 0, Si = Sdi .

The reason not to start the initialization step with the decoupled solution S0 =

0, Si = Sdi is that Ssi ≤ Sdi , so fewer improvement steps are required in total when

starting at Ssi . We give the greedy rule for determining the RL with the largest cost

decrease in §3.5.1 and we prove for the β = 0 case that subsequent iterations can be

continued with the optimal stock levels from a previous iteration.

By combining the upper bounds Su0 and Ssi with a greedy selection rule, the

algorithm evaluates costs at most Su0 +
∑n
i=1(Ssi + 1) times, which is linear in the

number of locations. By using the costs of the approximate formulation, the algorithm

efficiently obtains optimal base stock levels. For the exact formulation the algorithm

has limited applicability because exact costs cannot be calculated efficiently in large

instances. By determining the costs for every value of S0 a global minimum can

be found. However, computation time can be reduced by terminating the algorithm
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if several consecutive iteration steps yield no cost decrease. Numerical experiments

indicate that typically no optimal solutions are missed when terminating the algorithm

after three iteration steps without a cost decrease.

3.5.1 Optimality of the Greedy Algorithm for the

Approximate Formulation

Now we will provide several properties of our greedy algorithm for the approximate

formulation. First, in order to show that for given S0 greedy improvements lead to

the optimal base stock levels S∗i (S0), we provide the rule for selecting the optimal RL

to remove an item from.

Lemma 3.12. Let S = (S0, S1, . . . , Sn) be the current base stock policy. Suppose

one item must be removed from one of the RLs with Si ≥ 1. Under the approximate

formulation, the largest cost reduction is achieved by removing this item from RL i

that has the smallest value for F (Si, ai).

Proof. Suppose we move from base stock policy S to S−ei by reducing the base stock

level of RL i with Si ≥ 1 by 1. The new demand rate for shipments from the SD is

given by λ0 + δi with

δi = λi
(
B(Si − 1, ai)−B(Si, ai)

)
= µF (Si, ai) > 0.

Now calculate the cost difference C̃(S − ei)− C̃(S) using (3.30). Letting

Dnβ(S0, a0) = Bnβ(S0, a0) +Wnβ(S0, a0),

we get by subtracting and rearranging terms

C̃(S − ei)− C̃(S) =

(
`− b− c+

h0

µ

)(
(λ0 + δi)B

nβ

(
S0, a0 +

δi
µ

)
− λ0B

nβ(S0, a0)

)
+ b

(
(λ0 + δi)D

nβ

(
S0, a0 +

δi
µ

)
− λ0D

nβ(S0, a0)

)
+ cδi − hi + (hi − h0)

δi
µ
.

The probabilities Bnβ
(
S0, a0+ δi

µ

)
and Dnβ

(
S0, a0+ δi

µ

)
increase strictly in δi (with a

higher arrival rate, more customers are blocked and delayed). Since all coefficients for
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terms including δi are positive, the cost difference increases strictly in δi. The more

negative this cost difference, the larger the reduction in costs. Hence, the largest

cost reduction is attained by removing stock from the RL with the smallest δi, or

equivalently F (Si, ai) since µ is a constant.

Note that with low base stock levels the cost difference may be positive, since the

reduction in holding costs for removing an item may be too small to compensate for

increased lost demand, backorder, and shipment costs. However, if for some fixed S0,

we start at the upper bounds Ssi , i = 1, . . . , n, then greedily subtracting items from

the RL with the smallest F (Si, ai) until costs no longer decrease yields the optimal

base stock levels S∗i (S0).

As F (Si, ai) depends only on the local base stock level Si, the optimal sequence of

subtracting items from the RLs remains unchanged when S0 changes. What remains

to be proven is that the iteration for S0 + 1 can be continued with the previously

found base stock levels S∗i (S0). Hence, we want to show that S∗i (S0 + 1) ≤ S∗i (S0),

i.e., the optimal base stock levels at an RL are decreasing in S0. For the β = 0 case

we will now show this.

Lemma 3.13. The optimal base stock levels for the approximate formulation with

β = 0 satisfy S∗i (S0 + 1) ≤ S∗i (S0).

Proof. We will prove this by showing that C̃(S − ei)− C̃(S) is a decreasing function

of S0. For β = 0 we find

C̃(S − ei)− C̃(S) =(`− c+
h0

µ
)

(
(λ0 + δi)B(S0, a0 +

δi
µ

)− λ0B(S0, a0)

)
+ cδi − hi + (hi − h0)

δi
µ
.

This function depends on S0 only through

(λ0 + δi)B(S0, a0 +
δi
µ

)− λ0B(S0, a0), (3.31)

which is strictly positive since λ0B(S0, a0) is convex and increasing in λ0 for a fixed

µ.

For fixed λ0, (3.31) equals δi for S0 = 0 and converges to 0 as S0 →∞. Moreover,

(3.31) decreases in S0 because λ0B(S0, a0) is convex and decreasing in S0. Therefore,

we can conclude that C̃(S − ei) − C̃(S) decreases in S0. This implies that the cost
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reduction for removing an item from an RL becomes larger as S0 increases. Hence, if it

is cost-efficient to remove an item from RL i at base stock level S0, then it is certainly

cost-efficient at base stock level S0 + 1. It follows that S∗i (S0 + 1) ≤ S∗i (S0).

Our greedy algorithm is thus guaranteed to lead to an optimal solution for the

approximate formulation in the β = 0 case.

For β > 0, we observed various instances where C̃(S − ei) − C̃(S) increases on

small intervals. However, since it is mostly decreasing, we conjecture that the property

S∗i (S0 + 1) ≤ S∗i (S0) also holds for the β > 0 case. We have checked whether this

property holds in thousands of randomly generated instances and were unable to find

counter examples. Hence, we conjecture that the algorithm also leads to an optimal

solution for the β > 0 case.

3.5.2 Greedy Algorithm for the Exact Formulation

We conjecture that a greedy algorithm is optimal too for the exact formulation. We are

unable to find counter examples where greedily reducing stock from the location with

the largest cost decrease leads to suboptimal solutions. In general, it is not optimal to

select RLs according to F (Si, ai) in the exact formulation, however, simulation results

indicate that this selection rule is an effective heuristic. In an experiment with 1000

scenarios of randomly generated cost parameters and demand rates, the selection rule

yields the same solution as complete enumeration in 998 scenarios. This selection rule

leads to significant savings in computation times, since the exact costs do not have

to be evaluated for all possible base stock policies with one item less.

3.6 Experimental Results

In this section we carry out several experiments. First, we determine the quality of the

approximate formulation from §3.4. We compare the difference in optimal solutions

for the exact and approximate formulation in a set of experiments. Moreover, we

evaluate under which conditions the rental system with shipments from a support

depot is cost-effective by comparing its costs with the costs of a decoupled system

in various circumstances. Finally, we carry out sensitivity analysis on the demand

parameters to see how to adapt optimal base stock levels under changing demand

rates.
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3.6.1 Quality of Optimal Base Stock Policies for the

Approximate Formulation

Now we deal with the difference between the optimal base stock policies for the exact

and approximate formulation. For systems with n = 2, . . . , 6 RLs, we determine a

cost-minimizing base stock policy for both formulations and calculate the cost differ-

ence by means of the exact formulation.

For each value of n, 1000 random scenarios are generated with parameters uni-

formly distributed in the ranges as specified in Table 3.1. Without loss of generality

we set holding cost h = 1. The demand parameters λi, i = 1, . . . , n are uniform

U(l, l+ r) distributed with random lower level l and random range r. This modeling

choice yields a varied range of demand parameters throughout the scenarios, includ-

ing situations where all RLs have almost the same demand rate in case r is small. To

ensure that ` ≥ b + c and b ≥ c, the minimum value for ` is b + c and the minimum

value for b is c. The maximum backorder level β takes on values 0, 1, and 2 with

probability 1
3 each.

Table 3.1: Experimental design. Parameters are uniformly distributed between the
specified minima and maxima.

parameter minimum maximum
l 0.05 0.3
r 0.01 0.2
µ 0.2 1
h0 0.2 0.9
c 1 10
b c 10
` b+ c 20

Table 3.2 shows the number of times the greedy algorithm combined with the ap-

proximate formulation leads to an optimal solution, as well as the average, conditional,

and maximum percentage deviations from the optimal costs of the exact formulation.

In over 80% of the scenarios an optimal solution is found. The average deviations

are below 0.2% for any value of n. As n increases, an optimal solution is found less

often, but at the same time the average deviations decrease. For a high number of

RLs there are typically many near-optimal solutions, hence suboptimal solutions are

likely to be found but will be closer to the optimum than with a low number of RLs.
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The conditional deviation gives the average deviation for the scenarios in which the

optimal solution is not found. This conditional deviation is typically below 1% and

it decreases in n. The maximum deviation encountered across all 5000 instances is

reasonably small with 4.71%.

Table 3.2: Comparison of optimal base stock policies for the exact and approximate
formulation in 1000 experiments for each value of n.

optimum average conditional maximum
n found (%) deviation (%) deviation (%) deviation (%)
2 88.30 0.13 1.13 4.70
3 85.80 0.11 0.80 3.48
4 87.30 0.08 0.66 3.53
5 82.80 0.09 0.53 4.71
6 84.10 0.08 0.48 2.31

Table 3.3 shows in more detail the deviations from Table 3.2 in terms of the

maximum backorder level β. The deviations show roughly the same patterns for each

value of β. The approximate formulation thus performs satisfactory with and without

partial backordering. Since the approximate formulation performs satisfactory in

random experiments, it is likely to also perform satisfactory in realistic instances.

Table 3.3: Average percentage cost deviations split up by backorder level β.

average conditional maximum
deviation (%) deviation (%) deviation (%)

n β=0 β=1 β=2 β=0 β=1 β=2 β=0 β=1 β=2
2 0.17 0.12 0.11 1.20 1.11 1.06 4.70 4.50 3.12
3 0.13 0.13 0.07 0.77 0.86 0.74 3.48 2.81 2.33
4 0.06 0.13 0.06 0.48 0.73 0.83 2.05 3.53 2.85
5 0.07 0.12 0.08 0.45 0.55 0.62 2.50 4.71 1.95
6 0.07 0.10 0.06 0.38 0.58 0.48 2.31 2.25 1.64

3.6.2 Value of Shipments from a Support Depot

Now we study the value of introducing shipments from an SD in rental systems.

Therefore we compare its costs with the costs of the decoupled system where each

RL independently meets its demand. We base the costs and optimal base stock



72 Chapter 3

policy on the approximate formulation, since the experiments from §3.6.1 indicate

this formulation has satisfactory performance. In addition this allows us to consider

instances with a large number of RLs.

In the experiment there are n = 1, . . . , 100 identical RLs with demand rates λi ≡ λ.

We use a full factorial design where we let the number of RLs, the demand rates, and

the holding costs vary. The demand rates take on values 0.05, 0.2, 0.5, 2.0 so that the

experiment includes low, medium and high demand situations. The holding cost at

the SD take on values h0 = 0.01, 0.5, 1. The situation with h0 = 1 is included to

observe the pooling effect at the SD. The other parameters are set at β = 1, µ =

0.5, c = 5, b = 10, ` = 20, and h = 1. For each instance in the full factorial design we

calculate the costs of the optimal base stock levels for the system with an SD and the

decoupled system. Figure 3.3 shows the resulting percentage cost reductions for all

instances.
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Figure 3.3: Percentage cost reduction for using a system with shipments from a
support depot instead of a decoupled system. Here, the scenarios for holding costs
and number of locations are grouped by demand rate.

From Figure 3.3 various effects can be seen. For each value of λ and h0 the benefit

of the SD increases with the number of RLs n. This gain is due to the well-known

stock pooling effect as well as the reduction in holding costs at the SD. By comparing

the different lines for holding costs for each value of λ, we can see which part is due

to stock pooling and which part due to reduction in holding costs. For h0 = 1 there is

no reduction in holding costs, so these lines measure the pure stock pooling effect. By
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comparing the difference between the lines for h0 = 0.5 and h0 = 1 we gain insight in

the reduction in holding costs. This difference seems to be largest for low values of λ

and low values of n. When holding stock at the SD is almost free, i.e., h0 = 0.01, the

benefit is almost constant in n. Since purchase costs are not considered, it is possible

to place enough stock at the SD to prevent all backorders and lost demand in the

system. Hence, there is a constant cost gain per RL. The line for h0 = 0.01 gives the

maximum possible benefit of having an SD. This maximum is largest for λ = 0.05 and

seems to be mostly decreasing in λ. Though not visible from the graph, this decrease

is not monotonic due to jumps in the optimal base stock levels at certain values of λ.

The stock pooling effect is easily explained. By sharing stock in the SD, it is

possible to prevent more backorders and lost demand for any given total amount of

stock in the system. Contrary to other inventory models with stock pooling, the

total stock may actually be higher in an SD system than in a decoupled system. For

example, in the decoupled system, the stock at each RL can be zero if the individual

demand rates are low. In the SD system backorder and lost demand costs can be

reduced considerably by holding stock at the SD for the combined individual demand.

The low holding costs at the SD provide an additional incentive to increase the total

stock. Overall, the SD seems relatively most valuable in situations with low demand

rates and many RLs.

The above is an example for a selection of parameters, but it is also important

to consider changes in the other parameters. The total cost decrease depends highly

on the differences between c, b and `. For example, if the shipment costs change to

c = 0, the cost decreases are between 50% and 95% for almost any value of λ and any

h0 < h. Then all stock is stored at the SD in order to get the lowest possible holding

costs. With shipment costs almost equal to the backorder costs, i.e., by setting c = 9

in our experiment, the cost decrease is typically below 10% and often the decoupled

solution is optimal. With expensive shipments, stock is preferably stored at the RLs.

Evidently, an SD is most valuable if shipment costs are significantly lower than the

backorder and lost demand costs.

3.6.3 Sensitivity Analysis on the Demand Parameter

We carry out a sensitivity analysis on the demand parameters in order to gain practical

insights about the optimal division of stock between an SD and the RLs. In an

example, we let the demand rates at the RLs decrease over time and evaluate how
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the base stock policy of the system changes as demand decreases. Then we discuss

some general insights. We use the approximate formulation to determine the base

stock levels.

In the sensitivity analysis we assume that the demand rate at RL i at time t is

given by

λi(t) = λ̄ie
−αt,

with λ̄i the initial demand rate at time 0. For popular rental items such as books,

demand over time often has features reminiscent of such an exponential function. A

new book title is demanded often, but during the first few years demand declines

quickly because interested customers have already read the book. In later years the

demand decreases at a slower rate, but eventually fades out in most cases. Exponen-

tial functions are commonly used for modeling time-varying demand in deteriorating

inventory models (Goyal & Giri, 2001).

We consider n = 3 non-identical RLs, with initial demand rates λ̄1 = 1.5, λ̄2 =

1.0, λ̄3 = 0.5 and return rate µ = 0.5. The rate of demand decrease is set α = 0.02

and in this example we consider no backordering, i.e., β = 0. The cost parameters are

h = 1, h0 = 0.5, c = 5, and ` = 10. Figure 3.4 depicts the optimal base stock levels

S1, S2, and S3 at the RLs, the base stock level S0 at the SD, and the total system

stock as a function of time.

The figure provides several insights. First and foremost, we see that S1, S2, and

S3 at the RLs are monotonically decreasing over time. The same holds for the total

stock in the system,
∑n
i=1 Si. Only the stock at the SD, S0, has a non-monotonic

pattern. The two upward jumps in the base stock level of the SD coincide with

downward jumps of base stock levels at the RLs. At these moments, items at the RLs

are relocated to the SD. Starting from time 120, stock is no longer offered from the

RLs, but one item remains at the SD. At time 170, even this last item in the system

is removed. Due to the low demand rates it is too costly to keep stock on the shelf

at the SD.

The example is representative for the observations in other configurations. Both

the total stock and the local base stock levels decrease monotonically as the demand

rates decrease. With high demand rates, the stock in the system is predominantly

placed at the RLs. Stock at the RLs is in such high demand that shipments from

the SD are too expensive. A small amount of stock is pooled at the SD to facilitate

the shipment option for dealing with backorders. With low demand rates, the SD
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Figure 3.4: Optimal base stock levels as a function of time for three non-identical
rental locations with decreasing demand rates.

holds most stock. In this situation the system stock can be reduced considerably and

better utilized through pooling at the SD. The reduction in holding and backorder

costs from pooling the stock outweighs the resulting shipment costs.
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3.7 Conclusion

In this chapter we optimize base stock levels for rental systems with shipments from

a low-cost support depot with partial backordering. For small instances, the exact

costs for a given base stock level are determined using the steady-state distribution of

a Markov chain. For large instances, the costs are approximated by decomposing the

problem into separate queueing models. By specifically assuming that holding costs

at the support depot are lower than at the rental locations, analytical bounds on the

local base stock levels can be obtained from the decomposition with a single rental lo-

cation and a single support depot. For the general problem several additional bounds

are provided. These bounds help to formulate an efficient algorithmic procedure for

optimizing the base stock levels in the system. Combining the algorithm with the

approximated costs yields near-optimal base stock levels.

The system with a support depot is compared to a system with decoupled rental

locations. The addition of a support depot has a significant stock-pooling effect and a

holding cost effect. The pooling effect is most significant when shipment costs are low,

demand rates low, and the number of rental locations high. The optimal base stock

levels are investigated in a sensitivity analysis on the demand parameters. As demand

decreases, the system makes a transition from a situation with stock predominantly

at the rental locations to a situation with stock predominantly at the support depot.

Late in the life cycle it suffices to have a limited number of items at the support

depot and ultimately these items are disposed of. By storing at the support depot

with low demand rates, the remaining stock in the system is better utilized and the

rental locations free up capacity for new products.

Several research avenues can be considered for future work. The approach using

the single rental location and single support depot decomposition likely applies to

other settings as well. For these settings we may obtain bounds that can improve

current heuristics and optimization algorithms. In addition, the model could be ex-

tended with lateral transshipments between rental locations in addition to shipments

from the support depot. It is of interest to find optimal base stock levels as well

as optimal transshipment decisions for this situation and to see under which cost

structures support depots do and do not have added value.



Chapter 4

Repositioning of Stock in

Rental Systems with a

Support Depot

Abstract. This chapter considers the rental system with a support depot, applied

to the setting of libraries. The support depot serves as a station for carrying out

shipments to libraries in case of stock-outs, and for storing low-demand rental stock

at low costs. Since shipments deplete the inventory at the support depot, part of the

rental stock from the libraries must be taken back to the support depot in order to deal

with future shipment requests. These shipment and take-back operations are carried

out periodically. We focus on optimizing the shipment and take-back decisions by

modeling the system as a Markov decision process and investigating its optimal policy

for various problem instances. For the take-back decision, we distinguish between

so-called threshold, reactive, and preventive take-backs. We use the insights from

the MDP to develop a three-phase take-back heuristic. In experiments our heuristic

performs within 1% on average from the optimal solution. For settings with a large

number of libraries, it is shown that acceptable performance can be achieved by setting

a base-stock level at the support depot and taking back stock accordingly.

Reference: Van der Heide, G., Roodbergen, K.J., & Van Foreest, N.D. (2015). Redistributing
stock in library systems with a depot. Submitted.
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4.1 Introduction

As discussed in Chapter 1.2.4, public libraries use support depots for dealing with

shipment requests. An important reason for choosing this system over the system

with lateral transshipments from Chapter 2, is that lateral transshipments can be

expensive and logistically complex due to a combination of low volumes and long

distances. With a support depot, the combined demand of libraries can be shipped

using a single transportation device. The operational costs for carrying out shipments

from the support depot are typically lower than for libraries, since the depot’s design

can be process-driven instead of sales-driven, tasks can be automated, and the depot

itself need not be located in expensive public areas.

Various operational decisions have to be made periodically in this library system.

When items are requested at a library which are not available locally, shipments from

the support depot have to be carried out. In contrast to sales-driven companies, where

stock is bought and sold, stock in library systems is often fixed and (close to) 100% of

the rented items are returned by the client. The support depot will thus have to be

resupplied by carrying out a take-back operation of items at the individual libraries.

The main difficulty lies in deciding how many items to take back in total and from

which libraries. Since due to budget cuts the government funding for public libraries

has significantly decreased in the last several years, it is important to carry out these

operations efficiently.

An often encountered practical problem for public libraries is that a large portion of

the rental stock consists of low-demand items. Muckstadt & Thomas (1980) conclude

that two-echelon systems are important for low-demand items. Hence, storage of

rental items in a low-cost support depot may also be an effective strategy to reduce

holding costs and free up space at the libraries for other items. An important problem

is deciding which low-demand items should be stored in the support depot.

In this chapter we simultaneously consider the decisions for storing items at the

support depot and the operational decisions for (re)distributing stock, because these

decisions are closely related. We consider a periodic review model where demands and

returns at the libraries occur between reviews. At the review, stock is observed and

there is an option to carry out shipments and take-backs. By first solving an MDP for

a problem with a single library and single support depot, we obtain the main insights

for storing low-demand items at the support depot. Subsequently, we solve MDPs for
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problems with multiple libraries. By analyzing the optimal policy of several example

configurations, we obtain insights that help to formulate a near-optimal heuristic for

larger problem instances. This heuristic is compared with the optimal policy and

several other simple heuristics in various experiments.

The research on rental systems has focused mainly on multi-location systems with-

out a support depot. Most common are rental systems for vehicles such as cars

(Oliveira et al., 2014) and bikes (Ting & Liao, 2013). In vehicle rentals the preferred

option for dealing with stock-outs is to provide substitute vehicles, so shipments from

a support depot or another location are typically not considered. As rental stock may

transfer through the system because customers return vehicles at another location

after the rental period, Köchel et al. (2003) focus on repositioning the rental fleet

over the locations. For rental items such as books, shipments can be a practical op-

tion because the items are easily shipped and clients are typically willing to wait for a

shipment. Despite their practical relevance, to the best of our knowledge it seems that

rental systems with shipments from a support depot have not yet been considered in

literature.

A related problem is the control of vehicles in a hub-and-spoke system. In library

systems items are typically returned to the library they were originally rented from,

whereas in hub-and-spoke system vehicles rented at the hub return at the spoke

and vice versa. These essentially different dynamics demand different strategies for

repositioning stock. Song & Carter (2008) derive the optimal repositioning policy

for empty cars in a system with a single spoke and hub. This decomposition is used

to formulate an effective heuristic. Köchel (2007) have a system in which orders at

spokes are placed in batches, and transported from the hub using a limited number

of trucks. Based on the analysis for a system with a single spoke, they formulate a

heuristic for optimizing the number of trucks and the assignment of these trucks to

the spokes. In our library setting, we also use insights from a single library setting to

formulate a heuristic for a multiple library setting.

As mentioned in the introduction of Chapter 3, emergency shipments from a sup-

port depot are common in spare parts inventory control (Kranenburg & Van Houtum,

2009; Axsäter et al., 2013; Van Wijk et al., 2013). Stock in these spare parts systems

is shipped from the support depot to local stock points, but no attention is paid to the

take-back process of stock from local stock points to the support depot. In Chapter

3 the process of taking back items from the support depot is static, since all stock
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shipped from the support depot is assumed to return to the support depot after the

rental period. In this chapter we instead consider a dynamic take-back process, with

decisions that are allowed to vary depending on the current availability of stock in

the system.

The outline of the chapter is as follows. §4.2 introduces the model for the library

system with a support depot. In §4.3 MDPs are solved for one, two, and three library

problems to gain insight into the relevant trade-offs. In §4.4 and 4.5 shipment and

take-back heuristics are developed, which are compared with the optimal policy and

with each other in §4.6. §4.7 concludes.

4.2 Model for Shipping and Repositioning Stock

In this section we formulate the problem of shipping and repositioning stock for

a library system with n libraries and one support depot. The system is depicted

schematically in Figure 4.1. A downstream movement of stock from the support

depot to the libraries is called a shipment. An upstream movement from a library

to the support depot is called a take-back. We consider the inventory control for a

single item type, e.g., a specific book title. There is a fixed number K of these items

available in total in the system.

At time t, the support depot has stock x0t ≥ 0. Each library i has stock xit,

which may be negative in case of backorders, and yit ≥ 0 items rented by clients. The

state of the system at time t is represented by the tuple St = (x0t, xt, yt), with xt =

(x1t, . . . , xnt) and yt = (y1t, . . . , ynt). Libraries in practice typically allow a limited

number of backorders (or: reservations) per library in order to reduce administrative

inconvenience and excessive waiting times. Therefore, we introduce a maximum β > 0

to the number of backorders per library, which implies −β ≤ xit. Any additional

demand is lost.

Figure 4.2 summarizes the time line of events in this system. The library system

employs a periodic review policy. The length of the period depends on the specific

application; in most library systems these reviews are executed on a daily, biweekly,

or weekly basis. A period starts with clients demanding Dt new items and returning

Rt previously rented items at the libraries. At the end of each period, the inventory

levels at the libraries and the support depot are reviewed. Accordingly, shipment and

take-back decisions are carried out. After transferring the stock, a new period starts.
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Figure 4.1: A library system with n libraries and support depot.

We label the state variable after demands/returns, shipments, and take-backs with

zero, one, and two primes, respectively. For example, the on-hand inventory levels

after these respective phases are given by xt, x
′
t and x′′t .

t− 1 t t+ 1
Dt, Rt Dt+1, Rt+1

St S ′
t S ′′

t

ship-
ment

take-
back

Figure 4.2: Time line of events. The cloud shows the possible decisions at the review
of period t and the states after carrying out the decisions.

The shipment and take-back decisions facilitate pooling the rental items in the

system. Shipments are carried out to deal with unfulfilled demand at the libraries,

while take-backs are carried out to store items at the support depot. Trucks simul-

taneously execute the shipments and take-backs for a library, since after shipping it

is efficient to fill the empty space in a truck with take-back stock. It is assumed that

take-back stock cannot be used immediately for shipments to other libraries in the

current period, since it is typically impractical and too time consuming to sort items

en route. Hence, lateral transshipments (Paterson et al., 2011) between libraries are

prohibited, but it is possible to ship an item from one library to another via the sup-

port depot with a delay of one period. Inexpensive lateral transshipments between

nearby libraries can be included in the formulation by clustering nearby libraries to-
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gether and regarding them as one library. In this way, libraries in the cluster receive

products from nearby libraries before requesting shipment from the support depot.

The support depot then forms an alternative for expensive lateral transshipments

between distant libraries.

For modeling purposes, we assume that the lead time of shipments and take-backs

is negligible. This zero lead time assumption is reasonable especially in settings with

online ordering. Most libraries promise clients, provided the online order is placed

before a final ordering moment, that currently unavailable ordered items can be picked

up after a scheduled delivery moment. The time between the final ordering moment

and the promised delivery moment can then be used for shipments and take-backs.

In the remainder of this section we explain in detail the three main phases of the

model: demands and returns, the shipment decision, and the take-back decision. We

describe the dynamics of the system with several recursive equations and introduce

the cost structure. Finally, we formulate a Markov Decision Process (MDP) for

optimizing the shipment and take-back decisions.

4.2.1 Demands and Returns

Library i faces demand Dit and receives returns Rit during period t. It is assumed

that Dit ∼ Poisson(λi). Library i has yit items rented to clients, which are assumed

to return with a probability p each, so that Rit ∼ Binomial(yit, p). The probability p

is taken the same for each library, since an analysis of a data set with approximately 4

million library loans indicates that distribution of rental durations does not vary much

between libraries. The total rental time of each individual item is then Geometric(p)

distributed. We have chosen geometrically distributed returns to provide a clear

and insightful analysis. This is equivalent to exponential service times in standard

queueing models. More advanced return distributions can be modeled by extending

the state variable with the current rental time of each item. However, this yields

complex policies since different decisions have to be specified for each possible vector

of rental times.

Suppose that the state is S′′t−1 = (x′′0,t−1, x
′′
t−1, y

′′
t−1) after the review of previous

period t− 1. The support depot faces no demand, hence

x0t = x′′0,t−1. (4.1)
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Let Dt and Rt be the vectors of demands and returns. At the libraries returning

items are added to the stock and demanded items are taken by clients. Backorders

that exceed β are cut off. Hence, we take the pairwise maximum of the new stock

after demands/returns and −β, i.e.,

xt = max{x′′t−1 +Rt −Dt,−β}. (4.2)

For the rented items, note that the difference in on-hand inventory before and after

demands and returns is given by (x′′t−1)+ − (xt)
+, with (x)+ = max{x, 0}. If the

on-hand inventory decreases, clients must have rented these items. If the on-hand

inventory increases, clients must have returned items. The rented items after demands

and returns are therefore given by

yt = y′′t−1 + (x′′t−1)+ − (xt)
+. (4.3)

The new state after demands and returns is St = (x0t, xt, yt).

4.2.2 Shipment Decision

At the end of period t the stock levels of state St are reviewed and a decision has to

be made regarding how many items to ship. Let the decision variable a′t ≥ 0 be the

vector with numbers of items shipped from the support depot to the libraries. For

example, if n = 3 and a′t = (1, 0, 0), one unit is shipped to the first library.

Shipments only take place when there are backorders, provided the support depot

has on-hand inventory. We do not consider proactive shipments from the support

depot to the libraries, since clients are assumed to be satisfied whenever the item

is shipped in the period the demand occurred. In this situation it is best to first

observe the demand and ship in response, provided lost demand is not too likely. The

support depot is assumed to fulfill all backorders in the system to the extent possible.

This assumption is reasonable when backorders are considered expensive relative to

shipping costs, which is the case in most library systems.

The backordered demand in the system at time t is given by
∑n
i=1(xit)

− with

(xit)
− = −min{xit, 0}. If the backordered demand exceeds the stock at the sup-

port depot, whatever stock available at the support depot is shipped downstream.

Otherwise, all backordered demand is shipped. Hence, the number of shipped items
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is

A′t = min

{
x0t,

n∑
i=1

(xit)
−

}
. (4.4)

The following restrictions on a′t ensure that the A′t items in total are shipped only to

libraries with backorders:

0 ≤ a′t ≤ (xt)
− (4.5)

n∑
i=1

a′it = A′t. (4.6)

In case A′t =
∑n
i=1(xit)

−, it is easy to see that the only feasible choice is a′t = (xt)
−,

which means all backorders are dealt with. In case A′t <
∑n
i=1(xit)

−, some libraries

cannot receive shipments, requiring a choice between libraries. This choice is not

trivial, since a shipment influences not only backorders in the current period, but also

on-hand stock at the library several periods later due to the future return of the item.

We later solve an MDP to find the optimal decision.

After shipments at time t, the support depot’s inventory has decreased by A′t:

x′0t = x0t −A′t. (4.7)

Since libraries with backorders receive a′t shipments, their number of backorders de-

creases by a′t:

x′t = xt + a′t. (4.8)

Finally, all shipped items are given to waiting clients. Hence, the new number of

rented items is

y′t = yt + a′t. (4.9)

The updated state after the shipment decisions is given by S′t = (x′0t, x
′
t, y
′
t).

4.2.3 Take-back Decision

The second part of the review at time t concerns take-backs of stock from the libraries

to the support depot. The state after shipments, S′t, is first observed. Then a decision

is made regarding which items, if any, are taken back from the libraries. These items

are stored in the support depot and can be used for shipments. Let the decision
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variable a′′t ≥ 0 be the vector with the numbers of items taken back from libraries to

the support depot. Clearly, there is the following restriction on a′′t :

0 ≤ a′′t ≤ (xt)
+, (4.10)

i.e., only combinations of on-hand inventory at the libraries are feasible take-back

decisions. Note that (4.5) and (4.10) imply that the sets of libraries which are eligible

for shipments and for take-backs are mutually exclusive, since by definition (xit)
+ ·

(xit)
− = 0.

The state after take-backs updates straightforwardly. The support depot receives∑n
i=1 a

′′
it units, hence

x′′0t = x′0t +

n∑
i=1

a′′it. (4.11)

The local stock levels reduce by the number of items taken back

x′′t = x′t − a′′t . (4.12)

The rented items remain at the clients:

y′′t = y′t. (4.13)

The new state is then S′′t = (x′′0t, x
′′
t , y
′′
t ). Any remaining unmet demand carries over

as a backorder into the next period.

4.2.4 Cost Structure

Libraries face several types of costs, which are assumed to be nonnegative and identical

for all libraries in the system since they often have similar characteristics. There are

holding costs h0 > 0 at the support depot and h > 0 at the libraries per unit of

on-hand stock per period. It is assumed that h0 < h, since the support depot is

dedicated to storage whereas libraries are dedicated to demand fulfillment. Moreover,

there are unit costs b > 0 per backorder per time unit and ` > 0 per lost demand. For

shipments and take-backs existing infrastructure is used, with trucks driving a fixed

route along the libraries every period. The main costs for transporting an additional

item are therefore the handling costs for retrieving items from the shelf. Hence, there

are transportation costs c for each unit shipped and each unit taken back. We assume
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2c > h− h0 in order to rule out the trivial situation in which it is cheapest to always

store all stock at the support depot regardless of the circumstances.

We assume that costs are incurred at the end of the period, immediately after

carrying out shipments and take-backs. Let at = (a′t, a
′′
t ) be the decisions in period t.

Excluding lost demand costs, the costs in period t with starting state St and decisions

at are given by

Ct(St, at) = h0x
′′
0t +

n∑
i=1

(
h(x′′it)

+ + b(x′′it)
− + ca′it + ca′′it

)
. (4.14)

Here, the first part gives holding cost at the support depot after the periodic review.

The summation includes the holding, backorder, shipment, and take-back costs for

the libraries.

We deal with lost demand costs separately because these costs require explicit

knowledge about the number of items cut off in (4.2). This information is not in-

cluded in the state variable St and keeping track of it would come at a significant

computational cost. However, given knowledge of the state S′′t after decisions we can

calculate the expected lost demand costs for the demands/returns phase of the next

period. The expected lost demand in the transition after period t is given by

Lt(St, at) = `

n∑
i=1

E[(x′′it +Ri,t+1 −Di,t+1 + β)−], (4.15)

which is the unit lost demand cost multiplied by the total expected number of lost

demands. The expression depends explicitly on at to show that the decision influences

the lost demand costs of the next period. The total transition cost for decision at in

state St is then Ct(St, at) + Lt(St, at).

4.2.5 Markov Decision Process

Now we can model a Markov Decision Process with an average cost criterion (Tijms,

2003). Let S the state space and let V0(S) = 0 be the terminal costs for all S ∈ S.

The value function is then

Vt(S) = min
at
{Ct(S, at) + Lt(S, at) + E[Vt−1(S)]}. (4.16)
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This is simply the sum of the direct costs for decision at, the expected lost demand

costs made during the transition after decision at, and the expected value of the states

reached after demands and returns.

An optimal policy for this average cost MDP can be found using value itera-

tion. For each state the policy specifies which decision to take. Letting Mt =

maxS∈S{Vt(S)−Vt−1(S)} and mt = minS∈S{Vt(S)−Vt−1(S)}, the following conver-

gence criterion for the average cost MDP is applied

Mt −mt

mt
< ε. (4.17)

For the optimal average cost g it is known that mt < g < Mt (Tijms, 2003). Since

we consider average cost optimal policies, we drop the time index t in the remainder

of the chapter.

4.3 Examples of Optimal Shipment and Take-back

Decisions

In this section we analyze optimal shipment and take-back decisions by solving the

MDP from §4.2.5 for several example scenarios. We have calculated the optimal

policy for multitudes of scenarios, and we consider the examples shown here to be

representative for all scenarios. We start with the take-back decisions for the case with

one support depot and one library, i.e. n = 1, where there is clearly no interaction

between libraries. For the n = 2 case we then see how the inclusion of a second library

influences these take-back decisions. If in the n = 2 case a take-back is required due to

a backorder, then there is only one other library that can supply the item. Therefore

we also consider the n = 3 case to see how to choose between potential supplying

libraries. Finally, we pay attention to the shipment decisions by showing an example

for the n = 3 case. In this way, we gradually build intuition in the various relevant

aspects of the optimal policy.

4.3.1 Take-backs in the Single Library Case

In the n = 1 case there is a single library with a support depot. It is important

to observe that all shipment decisions are fixed here, since the support depot ships
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its available stock whenever the library has a backorder. We can thus restrict the

analysis to the take-back policy.

Figure 4.3 graphically shows the take-back policy for two example configurations

that differ only in the number of items K. For each combination of on-hand stock x1

and rented stock y1, the graphs shows the optimal stock levels after the take-back.

The solid line can be regarded as a threshold on the on-hand inventory. If, for a given

value of y1, x1 exceeds the solid line, then all items above the line are taken back

to the support depot. If, for a given value of y1, x1 is below the solid line, then the

optimal decision is to do nothing. The right graph shows the line for all values of yi,

obtained by setting K = 9. The line decreases in yi and ultimately becomes 0.
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Figure 4.3: Optimal stock levels after the take-back in a single library problem with
K = 4 and K = 9. For both graphs, the parameters are β = 2, λ = 0.3, p = 0.3, h0 =
0.7, h = 1, c = 5, b = 10, ` = 20.

The result that the optimal policy resembles a threshold structure can be explained

by considering the last on-hand item on shelf at the library, which will be on-hand the

longest of all items. We can decide to take-back the last on-hand item to the support

depot at cost c, gain a reduction of costs h−h0 each period it is stored there, and ship

it at cost c as soon as it is demanded at the library. Clearly, the expected number

of periods with reduced holding costs should be sufficient to cover the costs 2c. It

seems intuitive that the threshold decreases in y1. The expected number of returning

items R1 increases in y1, so the net demand D1 − R1 decreases in y1. Since the net

demand decreases, fewer on-hand items are required to meet demand and therefore

the threshold decreases in yi. From now on we refer to the items taken back with the

purpose of saving holding costs as threshold take-backs.
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4.3.2 Take-backs in the Two Library Case

Now consider the take-back policy for the n = 2 case. We will again graphically show

the take-back decisions in order to observe the trade-offs in the optimal policy. Denote

the total number of items at library 1 and 2 by K1 and K2, with Ki = (xi)
+ + yi, i =

1, 2. Figure 4.4 depicts the optimal take-backs at library 1 for a scenario with the

same parameters as in Figure 4.3, with the addition of a second library with demand

rate λ2 = 0.2. Four graphs are shown with K1 = 4, 3, 2, 1 items dedicated to library

1 and K2 = 0, 1, 2, 3 to library 2. The K1 = 0 case is not shown since take-backs

from library 1 are not possible.

The figure depicts only the decisions for states with x0 = 0 in order to reduce

the dimensions of the graph. For each value of y1, the height of the bars represent

the total available stock x1 at library 1 before the take-back. The threshold lines

represent the stock after the take-back, and these thresholds may vary with the state

of x2, y2 at library 2. For example, for K1 = 4,K2 = 0 with x1 = 3, y1 = 1, we

take-back 1 item if the state x2, y2 at library 2 is (0,0), but 2 items if the state is

(-1,0) or (-2,0).

We now elaborate on various important observations from Figure 4.4. It is inter-

esting to compare the take-back policy of the K1 = 4, K2 = 0 case with the single

library take-back policy for K = 4 in Figure 4.3. For any y1, the thresholds in the

two library case are lower than or equal to the single library threshold. The intuition

is that, in addition to a favorable trade-off between transportation and holding costs,

the take-back of the last on-hand item prevents backorder costs at the other library.

Therefore, it seems preferable to take-back at least as much in the two library case

as in the single library case.

As in the single library case, we observe that the thresholds decrease in y1. The

height of the threshold can vary quite heavily with the state at library 2. Interestingly,

in the K1 = 3, K2 = 1 case there are even three different thresholds for the four

possible states at library 2. The thresholds seem to decrease in the on-hand stock

at library 2. Hence, if stock at library 2 is relatively scarce, more of the stock from

library 1 is taken back to the support depot. Especially with backorders, i.e., x2 < 0,

the number of take-backs from location 1 is high.

Besides threshold take-backs, we can distinguish two other types of take-backs

here. The first type is a reactive take-back, carried out in response to current back-

orders at library 2. There is a clear incentive for this because of the backorder cost
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Figure 4.4: Take-back policy at library 1 for a two library problem. Parameter
settings: K = 4, β = 2, λ1 = 0.3, λ2 = 0.2, p = 0.3, h0 = 0.7, h = 1, c = 5, b = 10, ` =
20.

b each time unit. We see for the cases K1 = 4, K2 = 0 and K1 = 3, K2 = 1 that

the number of items taken back is always sufficient to meet all backorders at library

2. For the case K1 = 2, K2 = 2, only one item is taken-back in case x1 = 2 and

x2 = −2. For the case K1 = 1, K2 = 3 take-backs from library 1 are never carried

out. Since library 2 has several rented items, backorders are dealt with by waiting for

a returning item. An additional reason not to take back the final item of library 1 is

the potential future backorder cost at library 1 itself.

The second type is a preventive take-back, carried out to prevent costs of future

backorders. In the graphs for K1 = 4, K2 = 0 and K1 = 3, K2 = 1 there are

several states with x2 ≥ 0 for which the number of items taken back exceeds the

number of threshold take-backs that we would expect from the single library case. The

probability that stock-outs occur at library 2 is quite high in these states, motivating

the decision to carry out preventive take-backs. For the states with K1 ≤ 1, no
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preventive take-backs are carried out, because typically the stock-out probability of

library 2 is low. Moreover, if the last item of library 1 is taken back, there is a

significant probability that it has to be shipped back to library 1 immediately in the

next period. Then a transportation costs 2c has been incurred for no tangible gain.

In Figure 4.4 no states were shown with x0 > 0, but even in these states preventive

take-backs are sometimes carried out.

4.3.3 Take-backs in the Three Library Case

Here, we deal with the take-back policy for the n = 3 case. Most aspects of the

optimal take-back policy have been covered in the discussion of the single and two

library cases. However, the take-back policy does have an interesting extra aspect

with n > 2 libraries. Namely, if a preventive or reactive take-back is required, it

must be decided which library should supply the item. Table 4.1 below shows such

take-back decisions for several states in an example configuration.

Table 4.1: Several optimal take-back decisions for an n = 3 configuration. Parameter
settings: K = 4, β = 2, λ1 = 0.3, λ2 = 0.2, λ3 = 0.1, p = 0.3, h0 = 0.7, h = 1, c =
5, b = 10, ` = 20.

# x0 x y a′′

1 0 (2,1,1) (0,0,0) (0,0,0)
2 0 (1,2,1) (0,0,0) (0,1,0)
3 0 (1,1,2) (0,0,0) (0,0,1)
4 0 (1,1,1) (0,1,0) (0,0,0)
5 0 (1,1,1) (0,0,1) (0,0,1)
6 0 (2,1,0) (0,1,0) (1,0,0)
7 0 (2,0,1) (0,0,1) (0,0,1)

In states 1,2, and 3 listed in Table 4.1, all stock is on-hand with no rented items.

Here, in the state with x = (2, 1, 1) no take-backs are carried out. The stock is located

perfectly in accordance with the heights of the demand rates. However, if x = (1, 2, 1)

or (1,1,2), then we will take-back the second item from the library with the highest

stock level. These libraries have lower demand than library 1, so by a take-back we

can prevent potential backorders at library 1. States 4 in 5 have in common that

x = (1, 1, 1). Here, no take-back is carried out if library 2 has a rented item, but a

take-back is carried out if library 3 has a rented item. Since library 3 has a lower

demand rate, we are willing to take away its final item. However, library 2 has a
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reasonable chance that the on-hand item is needed in the next period, so if we carry

out a take-back, then we may have to ship it back in the next period, leading to

unnecessary shipment costs. In states 6 and 7 we have stock x1 = 2 at library 1, and

one of the other libraries has xi = 1 and yi = 1. If this is at library 2, then we will

take back one item from library 1. However, if this is at library 3, then we will take

back one item from library 3 since it has the lowest demand rate and hence a low

stock-out probability.

4.3.4 Shipments in the Three Library Case

Now consider the shipment decisions. The shipment decision is often easy due to

the assumption that items are shipped from the support depot whenever there is

a backorder somewhere. If x0 ≥
∑n
i=1(xi)

−, then the support depot is capable of

meeting all backorders. Only if multiple libraries have (xi)
− > 0 and x0 <

∑n
i=1(xi)

−,

a choice between the two libraries is needed.

In Table 4.2 we show the optimal shipment decisions in various states, using almost

the same configuration as in Table 4.1 with ` = 60 instead. This higher value of `

prevents irregular behavior at the border of the state space, which we explain at the

end of this section. All states in Table 4.2 are such that x0 = 1, x1 < 0, x2 < 0, x3 = 0,

and y3 ≥ 0. We vary y3 so that we can see decisions for all possible combinations of

rented items at libraries 1 and 2. The reason to consider these specific states is that,

since we have only one item at the support depot, it is easy to see which of the two

libraries we should ship to.

In states 1-12 we have y1 < y2 and in states 13-24 we have y2 > y1. In all of these

states, shipment decision a′i = 1 for the library i with the lowest yi. An important

reason to ship with priority to these libraries is that they receive the fewest returns in

the future, resulting in considerable backorder costs if left unsolved. In addition, this

maximizes the probability that backorders at another library are met with returns,

which could lead to reduced shipment costs in future periods.

In states 25-32 the number of rented items at both libraries is equal. The number

of backorders and the height of the demand rate seem to break the tie. Here, the

item is always shipped to the library with the highest number of backorders. This

increase the probability that an additional backorder is met by the same shipped item

after the client returns it. Finally, if the number of backorders is equal, i.e., in cases

25,28,29, and 32, the highest demand rate is prioritized. By shipping to the library
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Table 4.2: Optimal shipment decisions for an n = 3 configuration. Parameter settings:
K = 4, β = 2, λ1 = 0.3, λ2 = 0.2, p = 0.3, h0 = 0.7, h = 1, c = 5, b = 10, ` = 60.

# x0 x1, x2 y1, y2 a′
1, a

′
2 # x0 x1, x2 y1, y2 a1, a2

1 1 (-1,-1) (0,1) (1,0) 17 1 (-1,-1) (2,0) (0,1)
2 1 (-1,-2) (0,1) (1,0) 18 1 (-1,-2) (2,0) (0,1)
3 1 (-2,-1) (0,1) (1,0) 19 1 (-2,-1) (2,0) (0,1)
4 1 (-2,-2) (0,1) (1,0) 20 1 (-2,-2) (2,0) (0,1)
5 1 (-1,-1) (0,2) (1,0) 21 1 (-1,-1) (2,1) (0,1)
6 1 (-1,-2) (0,2) (1,0) 22 1 (-1,-2) (2,1) (0,1)
7 1 (-2,-1) (0,2) (1,0) 23 1 (-2,-1) (2,1) (0,1)
8 1 (-2,-2) (0,2) (1,0) 24 1 (-2,-2) (2,1) (0,1)
9 1 (-1,-1) (1,2) (1,0) 25 1 (-1,-1) (0,0) (1,0)
10 1 (-1,-2) (1,2) (1,0) 26 1 (-1,-2) (0,0) (0,1)
11 1 (-2,-1) (1,2) (1,0) 27 1 (-2,-1) (0,0) (1,0)
12 1 (-2,-2) (1,2) (1,0) 28 1 (-2,-2) (0,0) (1,0)
13 1 (-1,-1) (1,0) (0,1) 29 1 (-1,-1) (1,1) (1,0)
14 1 (-1,-2) (1,0) (0,1) 30 1 (-1,-2) (1,1) (0,1)
15 1 (-2,-1) (1,0) (0,1) 31 1 (-2,-1) (1,1) (1,0)
16 1 (-2,-2) (1,0) (0,1) 32 1 (-2,-2) (1,1) (1,0)

with the highest demand rate, the item ends up in a place where it typically can be

used more effectively to meet future demand.

In the example we could sort the libraries lexicographically by lowest number of

rented items, highest number of backorders, and highest demand rate. From extended

additional experiments, we observed that this ordering also seems to hold for most

other configurations with low values of β, i.e., β = 1 or β = 2, as is the case for most

libraries in practice. For larger values of β, we sometimes observed that libraries with

the highest number of backorders are prioritized over libraries with the least number

of rented items, so that backorders can be dealt with by future returns. In addition,

the height of ` may play an important role. If the lost demand cost is low, it may

be favorable to avoid shipping to libraries with xi = −β or xi close to −β. Such

irregularities at the border of the state space are due to the modeling choice of having

a backorder cost per time unit and a fixed cost per lost demand. In this case losing

future demand may be preferable over having backorders that remain in the system

for a considerable number of periods. If K is extremely low compared to the demand,

this effect may have a significantly influence on the costs. This situation does not

often occur in practice since K is typically chosen high enough to fulfill most of the

demand from on-hand stock. Hence, we will pay no further attention to this effect
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when we develop heuristics.

4.3.5 Summary

We have shown several examples of optimal take-back and shipment decisions. While

this is not a conclusive mathematical analysis, it does provide insights into appropriate

repositioning policies for stock in a public library system with a support depot. We

use these insights to develop heuristics and in experiments we will see that these

heuristics have near-optimal performance.

For the take-back policy we distinguish between threshold, reactive, and preventive

take-backs. With threshold take-backs we aim to reduce holding costs at the libraries

by storing items at the support depot. The examples indicate that we can obtain

these thresholds by solving the problem with a single library. Reactive take-backs

are carried out in response to current backorders. Locations with no rented items are

often prioritized. Preventive take-backs are carried out to prevent future backorders.

From the examples we observe that it is effective to consider the probability that

stock-outs happen in the next period. It seems reasonable to take-back the items

from libraries which have a relatively low probability of a stock-out.

The shipment policy can be largely explained by shipping to libraries with a low

number of rented items. Especially libraries with yi = 0 are prioritized for receiving

shipments. Backorders at these libraries cannot be met through future returns, leading

to incurring backorder costs for prolonged periods of time.

4.4 Shipment Heuristics

Since the MDP can only be solved for limited size instances, we develop heuristics for

large instances that are easy to apply in practice. Here, we formulate two heuristics

for the shipment decision: the ordering shipment (SO) heuristic and ship-to-first (SF)

heuristic. The SO heuristic assigns shipment requests to libraries with backorders

by using a lexicographical ordering inspired by observations from the MDP in §4.3.4.

The SF heuristic assigns the request to the library with the lowest index, which is a

simple policy sometimes used in practice.

The SO and SF heuristics starts with initial shipment decision a′ = 0. Then iter-

atively a new receiving library is determined from the set of libraries with backorders

and its a′i is increased by 1. This is repeated until either the support depot is empty
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or all backorders are dealt with, i.e.,

x0 −
n∑
i=1

a′i = 0 or

n∑
i=1

(xi + a′i)
− = 0.

At any step of the SO and SF heuristic, determine I− = {i : xi + a′i < 0} as the

set of libraries with remaining backorders. The SO heuristic sorts libraries i ∈ I−

lexicographically in descending order according to the lowest number of rented items,

yi + a′i, the highest number of backorders, (xi + a′i)
−, the highest demand rate, λi,

and the lowest index, i. The receiving library is the first library in the lexicographical

order. For the SF heuristic the index of the receiving library is min
i∈I−
{i}, i.e., the lowest

index in the set of libraries with backorders.

4.5 Take-back Heuristics

In this section we develop a three phase take-back heuristic (TT). This heuristic

consists of three separate phases in which we deal with the threshold, reactive, and

preventive take-backs as introduced in §4.3. For each of these phases we explain how

to iteratively determine a heuristic take-back decision a′′. Moreover, two simpler

heuristics are proposed which may be easier to coordinate in practice: the base-stock

take-back (TB) heuristic and take-back all (TA) heuristic.

4.5.1 Expected Stock-out Time

Before explaining the three phases, it is useful to define the expected stock-out time

for a library, which will be used in the heuristic to select suitable libraries for reactive

and preventive take-backs. The time until stock-out for library i can be characterized

as follows. Let Dis denote the demand s periods from now and Ris(yi,s−1) the returns

s periods from now, which is a function of the rented items yi,s−1 in the preceding

period s− 1. Letting yi,0 ≡ yi, then the stock-out time for library i in state xi, yi is

defined as

Ti(xi, yi) = min

{
t :

t∑
s=1

Dis ≥ xi +

t∑
s=1

Ris(yi,s−1),

}
(4.18)

i.e., the first moment that the total demand exceeds the on-hand stock plus the total

returns up to time t. Since Ti(xi, yi) is a hitting time of a finite Markov chain, its
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expectation E[Ti(xi, yi)] can readily be obtained (see, e.g., Kemeny & Snell, 1976).

4.5.2 Phase 1: Threshold Take-backs

In the first phase threshold take-backs are carried out as discussed in §4.3.1, i.e., take-

backs that lead to a favorable trade-off between holding costs and shipment costs, as

in the single library case. We obtain these single library thresholds by solving the

MDP for the n = 1 case for each library.

The number of threshold take-backs is calculated as follows. Let x∗i (yi) denote

the single library threshold level for library i with yi rented items. Starting with

inventory x′i and rented items y′i, the threshold take-back a′′i for library i is

a′′i = (x′i − x∗i (y′i))+.

This is the starting value for a′′i . We continue with this initial take-back decision in

the reactive take-back phase.

4.5.3 Phase 2: Reactive Take-backs

The idea for the reactive take-back phase is to determine the preferred number of

items at the support depot to deal with current backorders, and carry out take-backs

in accordance. Because of the threshold take-backs in Phase 1, the stock at the

support depot may already exceed this preferred number. If the stock at the support

depot turns out to be insufficient, additional items are taken back from libraries with

on-hand stock according to the longest expected stock-out times.

We now describe the calculation of the preferred number of items at the support

depot, denoted ar0. For each current backorder in the system we compared the ex-

pected backorder costs of no take-back with the transportation costs of a take-back.

Suppose that library i has a backorder. As a measure of the expected number of

periods until the first item returns, define

fi(yi) =

{
1
pyi

if yi > 0

∞ if yi = 0
,

which is the reciprocal of the average number of returns per period with yi rented

items. If the choice is not to carry out a reactive take-back, a cost b would be incurred
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for an expected duration of fi(yi) periods. Otherwise, a cost 2c + h0 − h would be

incurred once, which includes the holding cost difference from storing an item at the

support depot for one period.

Let I− = {i : x′i < 0} be the set of libraries with backorders. Define by ari the

preferred number of reactive take-backs for the benefit of library i ∈ I−, which is

given by

ari = arg max
k∈{1,...,(x′i)−}

{k : 2c+ h0 − h < bfi(yi + k − 1)}, (4.19)

or ari = 0 if the condition is never satisfied. Here, ari gives the maximum number of

take-backs for which the direct cost of shipping are lower than the expected backorder

costs. For the shipment of the k-th item, we assume that the previous k − 1 items

have already been used to fulfill backorders. This accounts for the fact that shipped

items can also solve additional backorders after completion of the rental period and

is included to prevent shipping too much. The preferred total number of reactive

take-backs is then simply

ar0 =
∑
i∈I−

ari .

Before carrying out these take-backs, we have to specify the libraries that supply an

item. According to the observations in §4.3.3, libraries with low stock-out probabilities

are typically the best candidates. We will therefore repeatedly select the library with

the longest expected time until stock-out as candidate. Let I+ = {i : x′i− a′′i > 0} be

the set of libraries with stock on-hand. The candidate library j is then

j = arg max
i∈I+

{E[Ti(x
′
i − a′′i − 1, yi)]}, (4.20)

with x′i − a′′i − 1 the new stock level after the projected additional take-back.

Now iteratively increase the a′′j of each subsequent candidate library from (4.20)

by 1 until the support depot’s stock reaches ar0 or stock of all libraries is depleted:

x′0 +

n∑
i=1

a′′i ≥ ar0 or

n∑
i=1

(x′i − a′′i )+ = 0.

As previously discussed, this condition may already be met due to the threshold

take-backs.
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4.5.4 Phase 3: Preventive Take-backs

In §4.3, a preventive take-back typically takes place when the support depot has a

significant probability of failing to meet demand during the next period, provided

the take-back does not increase the stock-out probability of the candidate library too

much. The idea for the preventive take-backs is therefore to balance the regret of not

taking back an item when it is required elsewhere in the system, against the regret of

taking back an item when it is demanded at the candidate library itself in the next

period.

As initial step in the preventive take-back phase, we will correct the starting stock

levels for reactive take-backs. The ar0 items at the support depot from the reactive

take-back phase have already been reserved for dealing with existing backorders, so

this stock cannot be used for preventing future backorders. Therefore, during the

preventive take-back phase we consider the inventory levels

x̂i = (x′i − a′′i )+ and x̂0 = (x′0 +

n∑
i=1

a′′i − ar0)+,

i.e., the current on-hand inventory at the libraries and the current stock at the support

depot not reserved for reactive take-backs.

Now we calculate the one-period regret and savings. Two events may occur. The

first event is that an item is taken back from library j in the current period and it is

demanded at that same library in the next period. Then the regret is 2c−h+h0, which

consists of the transportation costs minus the decrease in holding cost for storing the

item at the support depot for one period. The second possible event is that no item

is taken back from library j, but it is required by another library in the next period.

Then the savings are b+ h− h0. This occurs whenever the item is not demanded at

library j, while more than x̂0 shipments are required in total. The probability of the

former event is

pj = P
(
Dj −Rj > x̂j − 1

)
,

where x̂j − 1 is the stock level after the take-back. The probability of the latter event

is

P
(
Dj −Rj ≤ x̂j − 1

)
P
(∑
i 6=j

(Di −Ri − x̂i)+ > x̂0

)
= (1− pj)sj
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where sj = P
(∑

i6=j(Di −Ri − x̂i)+ > x̂0

)
.

The probability sj may be difficult to compute because it is a convolution of the

demand and return distributions of n − 1 libraries. We therefore approximate sj

for large n by assuming that library i requests shipments from the support depot

according to a Poisson distribution with demand rate

λ̃i = − log
(
P
(
Di −Ri ≤ x̂i

))
.

With this demand rate, the approximate probability of zero shipment requests from

library i equals the exact probability, namely P
(
Di −Ri ≤ x̂i

)
. The probabilities for

overflow, i.e., Di > Ri, are approximate. In case x̂i = 0, yi = 0, it is easily established

that λ̃i equals the exact demand rate for shipments λi. The aggregate demand D̃0 for

shipments is Poisson
(∑

i6=j λ̃i
)

distributed. The approximate value for sj is therefore

given by

s̃j = P (D̃0 > x̂0).

We test the effectiveness of this approximation in the results section.

Candidates are selected, as in the reactive take-back phase, according to Eq.

(4.20). A take-back from candidate library j is carried out whenever its expected

savings exceed its regret, that is,

(2c− h+ h0)pj ≤ (b+ h− h0)(1− pj)sj . (4.21)

If (4.21) holds, then the a′′j of the candidate is increased by one. With the updated

stock levels and a new candidate, we check the criterion until it is not satisfied or

until
∑n
i=1 x̂i = 0. This gives the final value of the take-back decision a′′.

4.5.5 Alternative Take-back Heuristics

The presented take-back heuristic has several complex steps, including the calcula-

tion of a single library policy using an MDP. In order to assess the added value of

these complexities, we introduce two simple alternative heuristics for comparative

experiments.

The Take-back Base-stock heuristic (TB) has base-stock level S. Every review

period it is ensured that the support depot has S units, if the total on-hand stock in
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the system so permits. Hence, we set

A = min{S − x0,

n∑
i=1

(xi)
+}

as the total number of take-backs and iteratively ship these from the candidate library

according to (4.20). This heuristic provides a practical and intuitive way to resupply

the support depot in addition to preventing backorder costs at libraries.

The Take-back All (TA) heuristic takes back all on-hand stock at the libraries to

the support depot. This is achieved by setting a′′i = (xi)
+. The TA heuristic is a

special case of the TB heuristic with S = K.

4.6 Experimental Results

In this section we evaluate the performance of the shipment and take-back heuristics.

We test the heuristics in instances with small n by comparing them with the optimal

solution of the MDP. For large n we run the heuristics and compare them with each

other. For reference, Table 4.3 summarizes the names and main concepts of the

heuristics.

Table 4.3: Look-up table for the names of the heuristics.

Shipment heuristics
SO Sort by lowest rented items, highest backorders, and highest demand rate
SF Ship to the first library with backorders

Take-back heuristics
TT Three phase heuristic
TTa Three phase heuristic with an approximation for sj
TB Take-back according to a base-stock policy at the support depot
TA Take back all stock from the libraries

The experiments will be based on a Taguchi design (Taguchi, 1986), which, due

to their orthogonality, are deemed suitable to test a wide range of parameter values

with a relatively small number of experiments. We use a Taguchi design with 18

experiments and 3 levels per factor. The values for the parameters h0, b, c, β, and

λi, i = 1, . . . , 4 in the experiments are specified in Table 4.4. For instances with

n > 4, we explain later how we specify the demand rates. While it seems obvious
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to vary the cost and demand parameters, we also vary β to observe the effect of the

partial backordering on the effectiveness of the heuristics. In each experiment, we set

h = 1, ` = 2b and p = 0.3. This value for p is the weekly return rate as estimated

from a data set with 4 million library loans in the Netherlands in the year 2013. We

later specify the choice of K. The value iteration is run with ε = 10−6.

Table 4.4: Experimental design for each n.

# h0 b c β λ1 λ2 λ3 λ4

1 0.5 10 1 1 0.05 0.05 0.05 0.05
2 0.5 10 4 2 0.15 0.15 0.15 0.15
3 0.5 10 7 3 0.25 0.25 0.25 0.25
4 0.5 15 1 1 0.15 0.15 0.25 0.25
5 0.5 15 4 2 0.25 0.25 0.05 0.05
6 0.5 15 7 3 0.05 0.05 0.15 0.15
7 0.5 20 1 2 0.05 0.25 0.15 0.25
8 0.5 20 4 3 0.15 0.05 0.25 0.05
9 0.5 20 7 1 0.25 0.15 0.05 0.15

10 0.8 10 1 3 0.25 0.15 0.15 0.05
11 0.8 10 4 1 0.05 0.25 0.25 0.15
12 0.8 10 7 2 0.15 0.05 0.05 0.25
13 0.8 15 1 2 0.25 0.05 0.25 0.15
14 0.8 15 4 3 0.05 0.15 0.05 0.25
15 0.8 15 7 1 0.15 0.25 0.15 0.05
16 0.8 20 1 3 0.15 0.25 0.05 0.15
17 0.8 20 4 1 0.25 0.05 0.15 0.25
18 0.8 20 7 2 0.05 0.15 0.25 0.05

4.6.1 Performance of Heuristics in Small Instances

The shipment and take-back heuristics are compared to the optimal policy in an

experiment with small instances. We use the following approach: given the fixed

decisions of each shipment (take-back) heuristic, the MDP selects the cost-minimizing

take-backs (shipments) corresponding to this heuristic. This approach generally gives

a too optimistic estimate of the performance, since in practice all decisions are taken

heuristically. Therefore, we also show the performance of combining the best shipment

heuristic with the best take-back heuristic.

The number of libraries in the experiments varies between n = 2, 3, 4. For a

specific n, only demand parameters λi, i ≤ n will be included. The number of items
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K is specified according to the rule

K =

⌈
1.8

∑n
i=1 λi
p

⌉
, (4.22)

which can roughly be interpreted as having 1.8 times the stock required to meet the

total system demand, scaled by the average return time 1
p of a rented item. The

base-stock level S of the TB policy is determined by calculating the average cost per

time unit for S = 1, . . . ,K and taking the cost-minimizing value.

Table 4.5 gives the average deviations from the optimal policy for each of the

heuristics in the 18 scenarios. TT and TTa show the results for threshold take-

back heuristics without and with the approximation for the preventive take-back.

The column SO/TTa shows the result of combining the SO heuristic with the TTa

heuristic. In detail, Figure 4.5 shows the average deviations for each experiment and

each value of n. The deviations for the TT and TTa heuristic are almost the same,

hence the graph only shows the TTa heuristic to avoid confusion.

Table 4.5: Average deviation from the optimal solution for the various heuristics.

Shipment Take-back Mixed
SO SF TT TTa TB TA SO/TTa

n = 2 0.00% 0.95% 0.63% 0.67% 3.58% 14.40% 0.67%
n = 3 0.11% 1.95% 0.64% 0.70% 2.52% 14.33% 0.81%
n = 4 0.26% 3.20% 0.54% 0.54% 1.87% 10.30% 0.81%
Total 0.12% 2.04% 0.60% 0.64% 2.66% 13.01% 0.76%

From Figure 4.5 we can immediately see that the SO heuristic outperforms the SF

heuristic in each experiment and for each value of n. Its average deviation is 0.12%

and its maximum deviation is below 1%. The SO heuristic seems to perform slightly

worse as n grows, however shipping with priority to libraries with the least rented

items seems appropriate in most instances. In any case, it outperforms shipping

with priority to the first library with a backorder, as in the SF heuristic. The SF

heuristic has an average deviation of 2.04% over all experiments and its performance

is extremely volatile.

For the more complex take-back decisions, the take-back heuristics (TT, TTa,

TB, and TA) typically have larger deviations from optimality than the shipment

heuristics. The three phase take-back heuristics, TT and TTa, are within 1% from
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Figure 4.5: Comparison of the optimality gaps for the shipment and take-back heuris-
tics.

optimality on average and almost all deviations are below 2%. In most experiments

TTa and TT have the same deviation, although there are some minor differences in

a few experiments. Overall the difference between using the exact or approximate

stock-out probability seems to have negligible effect on costs.

From Figure 4.5 it seems that the take-back heuristics have the following order in

terms of performance: TTa outperforms TB, which in turn outperforms TA. The TA

is on average 13.01% from the optimal solution, implying that there are high costs

associated with overestimating the number of required take-backs. Taking back all

on-hand stock can be optimal for scenarios with low demand rates at all libraries and

low shipment costs, but leads to high costs in most other scenarios. The Take-back

Base-stock heuristic (TB) has a relatively large deviation of 2.66%. Since the TB

heuristic has a static rule independent of the state, it is incapable of adapting to the

situation when required, leading to high deviations in some scenarios. However, its
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deviations seem to decrease as n increases.

SO/TTa gives the deviation from optimality when shipments as well as take-backs

are carried out heuristically. The gap with the optimal solution remains below 1%

on average. In all experiments the total deviation from this combined policy is close

to the sum of the deviations of the individual policies. The interaction between the

shipment and take-back heuristic thus appears limited.

4.6.2 Take-back Heuristics in Larger Instances

In order to gain insight in performance of the take-back heuristics in instances with

a higher number of libraries, we carry out a simulation experiment. The costs of

the TTa, TA, and TB heuristic are compared with each other in instances with n =

5, 10, 20, 50, and 100 libraries. For all these take-back heuristics, we take the shipment

decisions according to the SO heuristic. Common random numbers are used, to the

extent possible, to reduce the variability of the results. All heuristics face common

Poisson demand Dt in period t of a given simulation run. Since the state variable yt

varies between heuristics, we chose not to take common random returns Rt. Instead,

each Rt is drawn independently from a Binomial distribution.

As before, the experiments follow the design from Table 4.4. Since there are only

four values for demand rates in this table, we need a new way to specify the demand

rates. The following method is applied. The base demand rate for each library is λ1

from Table 4.4, now denoted λ̄. For each library, we set

λi = λ̄+ ui,

with ui ∼ N(0, 0.2λ̄) distributed. Adding this normal random noise leads to libraries

with varied demand rates in the experiment. The number of items K is again set

according to (4.22).

For each experiment in the L18 array, we take 10 different random draws of the

demand rates. For each random draw, 1000 simulation runs are carried out, giving

10000 runs in total for each scenario. In every run the system is simulated for 1000

weeks, excluding a warmup period of 100 weeks. The starting state for each policy is

x0 = K, xi = 0 for i = 1, . . . , n. For each random draw, the base-stock level S of the

TB policy is determined by simulation. For S = 1, . . . ,K, we calculate the average

costs of 100 simulation runs and stop as soon as the average costs increase.
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Table 4.6 shows the outcome of the experiment. The columns for the TA and

TB heuristic give the percentage cost increase in each experiment relative to the TTa

heuristic.

Table 4.6: The percentage increase in costs for the TA and TB heuristic compared to
the TTa heuristic for a varying number of libraries.

Cost increase of TA in % Cost increase of TB in %
exp\n 5 10 20 50 100 5 10 20 50 100

1 -0.11 0.13 0.10 0.01 0.02 -0.01 0.01 0.59 0.51 0.39
2 10.13 9.58 12.36 16.59 19.03 2.30 1.52 0.36 0.22 0.10
3 48.38 50.96 59.30 66.53 69.84 1.83 2.01 0.47 0.28 0.34
4 1.54 2.52 3.99 7.00 8.31 1.07 0.80 0.41 0.17 0.14
5 20.63 27.04 33.83 41.75 45.90 2.49 1.48 0.99 0.39 0.18
6 -0.57 0.17 0.12 1.30 2.03 -0.55 0.19 -0.08 0.05 -0.01
7 0.18 0.13 0.12 0.19 0.05 0.07 1.19 0.83 2.14 1.62
8 3.44 5.90 9.18 14.71 17.63 0.31 0.72 0.41 0.13 0.07
9 51.13 62.39 71.04 80.99 84.38 1.05 -0.11 -0.29 0.09 0.14

10 4.03 5.97 8.63 11.73 12.93 0.93 0.54 0.33 0.12 0.01
11 0.41 0.91 1.14 2.34 3.42 0.40 0.12 0.28 0.14 0.04
12 22.52 25.37 27.58 32.35 35.67 0.92 1.69 0.29 -0.02 -0.11
13 3.90 7.88 10.63 14.71 16.10 1.21 0.78 0.39 0.16 0.04
14 -1.20 0.17 0.53 1.28 2.24 -1.02 0.03 0.11 0.03 0.03
15 25.64 26.71 31.82 36.79 40.63 0.84 0.38 -0.16 -0.31 -0.26
16 -0.42 0.34 1.22 3.18 4.24 0.14 -0.10 0.04 -0.17 -0.16
17 41.42 52.10 61.05 74.76 78.78 0.55 -1.21 -0.23 -0.25 -0.06
18 0.23 1.44 1.55 2.36 3.95 0.72 0.51 -0.01 0.21 0.12

avg. 12.85 15.54 18.57 22.70 24.73 0.74 0.59 0.26 0.22 0.14

The TA heuristic leads, as before, to relatively high costs. The TA heuristic has

the lowest backorder and holding costs of all heuristics, but this is at the expense of

extreme transportation costs. Because libraries hold no stock, there may also be high

costs for lost demands. Taking back all stock seems appropriate in scenarios with low

demand. In these scenarios the single library thresholds are zero, hence all heuristics

lead to the same take-back decisions. However, the deviations in scenarios with higher

demand are significant. The performance of the TA policy becomes relatively worse

compared to the TTa heuristic as the number of libraries increases, because for high

n the total system demand has relatively low variance, requiring a lower amount of

stock at the support depot.

It should be clear that the TB policy performs reasonably well in this simulation.

While the TTa policy is better than the TB policy in many of the scenarios, the
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differences becomes smaller as n increases. For small n demand is volatile, requiring

a policy which is capable of adapting to the situation. For large n an invariant base-

stock level will usually suffice, because demand for shipments from the support depot

becomes quite constant. This can be regarded as a certain kind of pooling of demand.

The TB policy could therefore be a suitable alternative in situations with a large

number of libraries.

4.7 Conclusion

This chapter considers a library system with a low-cost support depot from which

items are shipped in case of stock-outs at the libraries. In contrast to regular inventory

systems, 100% of the rented items in a library system return. Therefore, restocking

of the support depot must be achieved by taking back items from the libraries. We

formulate and solve an MDP for several scenarios and use the obtained insights to

create heuristics for large size problems. With this work we target two specific issues

that are of interest to library organizations with such a system: storage of low-demand

items and resupplying the support depot for future shipment requests.

The single library problem provides insights for storage of low-demand items. We

observe that it is optimal to take back all on-hand items above a certain threshold

which decreases in the number of rented items. These threshold take-backs lead to

a favorable trade-off between the reduced holding costs and the extra transportation

costs. Knowledge of this single library take-back policy can assist in practice in

making decisions for removing rental items from libraries to create room for new and

popular rental items.

The optimal resupply of the support depot follows from studying the MDP. We

find that the concepts of reactive and preventive pooling from inventory theory are of

importance in library systems: we observed reactive and preventive take-backs. These

take-backs are largely explained by economic trade-offs between backorder costs and

shipment costs. For library systems with many libraries, we have shown that a base-

stock policy at the support depot may yield reasonable results.



Chapter 5

Optimal Policies for Rental

Systems with Cross-docking

via a Support Depot

Abstract. This chapter concerns a rental system with a support depot and multi-

ple locations. In addition to serving as a station for low-cost storage and carrying

out shipments, the support depot can enable cross-docking of rental items between

the locations. For this system we optimize operational decisions for the shipment,

cross-docking, and take-back process. For one and two-location systems we analyti-

cally derive structure results of the optimal take-back policy, while for large instances

we formulate a heuristic which has near-optimal performance. In experiments we find

that mostly there is limited value to using full information on the current rental dura-

tion for each of the rented items individually over a simpler information structure in

which only the aggregate number of rented items is tracked. However, in cases where

the difference between backorder and shipment costs are small, it may be important

to use this advanced information. Experiments indicate that enabling cross-docking

operations at the support depot can have significant added value, especially with many

locations and scarcity of rental items.

Reference: Van der Heide, G., Roodbergen, K.J., & Van Foreest, N.D. (2015). Inventory policies
for rental systems with a support depot. Submitted.
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5.1 Introduction

There are many goods that people on occasion prefer to rent rather than purchase,

such as expensive tools, books, and DVDs. In particular, customers can be expected

to be inclined to rent if the intended period of usage is significantly shorter than the

products expected lifespan. Rental companies face similar challenges as companies

that sell products, such as managing the classic trade-off between maximizing prod-

uct availability and minimizing inventory plus transportation costs (Robinson, 1990).

However, for rental systems, the decision making should take into account that all

products will at some point be returned and can be used again.

In this chapter we consider a rental system consisting of multiple locations where

customers can rent items, and one support depot. As before, the support depot is a

shared storage area which is used for storing excess items at low cost and shipping to

locations in case of stock-outs. In contrast with Chapter 4, the support depot now

also facilitates cross-docking operations. The rental system employs a periodic review

policy, which comprises decisions for transporting stock from the support depot to

the locations (shipments), transporting stock from the locations to the support depot

(take-backs), and transporting from location to location via the depot (cross-docking).

Our contribution is as follows. We characterize various optimal operational deci-

sions for rental systems with a support depot. For single-location systems we derive

structural properties of the optimal take-back policy, which can be characterized by a

series of thresholds on the on-hand inventory. We show that this structure also holds

for two-location systems. For the general problem with any number of locations, we

develop a heuristic based on this single-location threshold and other economic trade-

offs. This heuristic is tested against the optimal solution as determined with stochastic

dynamic programming. We evaluate the value of introducing cross-docking in rental

systems as well as the value of using advanced information on rental durations for

decision-making.

As discussed in Chapter 1.3, literature on multi-location rental systems typically

deals with the repositioning and sizing of a vehicle rental fleet. Li & Tao (2010),

for example, determine fleet-sizing and vehicle reposition policies for a car rental

system with two rental locations, without a support depot. Repositioning of empty

trucks in a hub-and-spoke system is studied in Song & Carter (2008) and Du & Hall

(1997). Song & Carter (2008) provide the optimal control policy for a system with
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two spokes. By decomposing the system into several systems with a single spoke

and a hub, they derive a heuristic policy that works well. We will apply a similar

approach in our heuristic by using structure results from the single-location problem.

In these papers, trucks are transferred between hubs and spokes, which in our rental

terminology implies that products rented from a location are by definition returned

to the support depot and vice versa. The dynamics of such a hub-and-spoke system

differ from the typical rental system where products are returned to the location they

were originally rented from. To the best of our knowledge, so far no authors have

dealt with the problem of repositioning rental stock in the common configuration of

multiple rental locations with a support depot.

The problem in this chapter is a special lateral transshipment problem where

transshipments are executed directly from the support depot or by means of cross-

docking at the support depot. Paterson et al. (2011) review a variety of lateral

transshipment models. Under various types of cost structures, Wee & Dada (2005)

determine optimal transshipment regimes for single-period problems. Among others,

the authors provide a threshold policy for a single-retailer single-warehouse system

in case holding costs at the warehouse are lower than at the retailers. We derive a

similar single-location threshold policy, but here the threshold depends on the number

of outstanding returns. Naseraldin & Herer (2011) consider lateral transshipments

in an inventory-location model and show how allowing transshipments increases the

optimal number of locations in the system. Academic contributions on cross-docking

have paid attention, among others, to the design of the cross-dock (Bartholdi & Gue,

2000, 2004) and the door assignment problem (Chmielewski et al., 2009). For an

elaborate review see Van Belle et al. (2012). We will not focus on such specific cross-

docking problems, but more generally on which items should be cross-docked as to

determine the added value of cross-docking operations in rental systems. We are

unaware of contributions in lateral transshipment and cross-docking literature that

consider the dynamics of returning items in rental systems.

The outline of the chapter is as follows. §5.2 introduces the rental system with a

support depot. §5.3 summarizes analytical results for the optimal take-back policy of

the single-location problem. In §5.4 the two-location take-back policy is analyzed and

properties for the general problem are given. In §5.5 a heuristic is developed with de-

cision rules for shipments, cross-docking, and take-backs. In §5.6 several experiments

are carried out that show the value of having information about rental durations.
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The heuristic is compared to the optimal policy for instances with up to five locations

and the value of cross-docking is investigated. In larger instances we compare the

heuristic with several other heuristics. §5.7 provides conclusions and directions for

further research.

5.2 The Rental System with a Support Depot

In this section we describe a rental system with a support depot and n locations.

We consider a single product type of which there are K items in total in the system.

We have a discrete time model with an opportunity every period to transport rental

items between the locations and the support depot. Items rented from a location

are assumed to return to that same location in a future period. In §5.2.4 we discuss

consequences of this scope, and suggest options to extend the model to vehicle rental

problems. The goal is to determine average cost optimal policies for sharing and

storing the limited number of items in the system.

A period consists of two phases: transitions and actions. In the transition phase

the locations observe the demand and returns for the period. To the extent possible,

demand is met either from on-hand stock or by returns occurring during the same

period. Unmet demand is backordered. Next, stock levels are reviewed and actions

are carried out which concern transportation of stock through the system to solve

backorders and to reposition stock in anticipation of future use. During the action

phase it is possible to ship stock from the support depot to the locations, take stock

from the locations back to the support depot, and cross-dock from location to location

via the support depot. The lead times for executing these actions are assumed to be

negligible as they are carried out directly after the review. This zero lead time as-

sumption seems appropriate for rental systems where actions are carried out overnight

or where periods take significantly longer than the time required for actions. It applies

especially to online ordering of rental items, where the time-window between placing

and picking up an order can be used for the delivery. After the actions have been

completed, inventory costs are incurred and a new period starts. These phases are

formalized mathematically in the coming paragraphs.

Let St be the state after the transitions and S′t after the actions at time t. A state

St is represented as

St = (x0t, xt, yt)
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with x0t the stock level of the support depot and xt = (x1t, . . . , xnt) the vector that

contains the stock levels xit of location i = 1, . . . , n. If xit < 0 then location i has

backorders. The element yit of the vector yt = (y1t, . . . , ynt) contains information

about the rented items at location i, for example the number of rented items or the

number of periods each item has been rented so far. This information is required

to model the return process and will be further specified when we introduce return

distributions. Figure 5.1 shows the state of the system where the arrows denote the

possible directions in which stock can be transferred.

x0t
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Figure 5.1: A multi-location rental system with a support depot and n locations.

Locations face several types of costs, which can vary between locations. All cost

parameters are assumed nonnegative. There are holding costs h0 > 0 at the support

depot and hi > 0 at the locations per unit of on-hand stock per time unit. It is

assumed that h0 < hi for all i = 1, . . . , n, since the support depot is a low-cost facility

specifically dedicated to storage. There are unit costs bi > 0 per backorder per time

unit. Assuming transportation costs arise from handling costs for retrieving items

from the shelf plus a per item fee for a logistics service provider, we have costs ci > 0

per unit shipped and taken back. Cross-docking can be done at an additional handling

cost d ≥ 0 per item cross-docked, so the total cost for cross-docking from location i to

j is ci+cj +d. We assume d < bi to create an incentive for cross-docking, otherwise it

is cheaper to instead take back an item, store it at the support depot, and ship it one

period later. As in Wee & Dada (2005), we assume 2ci > hi − h0 to prevent trivial

situations where all stock is ‘parked’ at the support depot regardless of the height of

the demand.
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5.2.1 Demands and Returns

During the transition phase customers demand and return rental items. In period t,

location i faces stochastic demand Dit. Dit is assumed to be independent between

locations and time-homogeneous. A natural choice for the demand distribution is

Poisson with parameter λi.

The number of returns at location i during period t is Rit. By its nature, Rit

is limited by the current number of rented items at the location and can depend on

the current rental duration of the items. In this chapter we consider geometric and

empirical return distributions. Essentially, the geometric distribution is the discrete

equivalent of the widely used exponential service times in queuing models. For the

geometric case we let yit be the number of items rented at location i. We assume that

the rental time of each individual item is geometrically distributed with parameter

p, hence with yit rented items the returns Rit are Binomial(yit, p) distributed. The

probability p is assumed equal for each location since return probabilities are generally

product dependent and not location dependent.

In the empirical case, rented items return with a probability depending on the

current rental time. Let yjit be the number of items that have already been rented

out for j periods at location i in period t. The required information for the return

process is yit = (y1
it, . . . , y

T
it), with T the maximum return time or due date. Let

f(j) and F (j) denote the pdf and cdf of the empirical return distribution defined for

periods j = 1, . . . , T . The probability pj , j = 1, . . . , T that an item returns in period

j conditional on that it has been rented out for j − 1 periods is given by

pj =
f(j)

1− F (j − 1)
.

Clearly, pT ≡ 1. The number Rjit that returns is then Binomial(yjit, p
j) distributed.

The total number of returns is Rit =
∑T
j=1R

j
it.

Algorithmically there is an important difference between using geometric or em-

pirical distributions. For geometric returns it is sufficient to consider the aggregate

number of rented items at a location in the state variable yt. For empirical returns,

information is required on the current rental duration of all items, leading to large

state spaces. Alfredsson & Verrijdt (1999) find that performance of a continuous re-

view two-echelon system with base-stock policies is insensitive to the choice of lead

time distribution, provided the mean is the same. Since the process of returning items
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can be more or less regarded as a replenishment of inventory through base-stock poli-

cies, it is not unreasonable to expect a similar insensitivity property for the rental

system. For this reason, in most of our presentation we henceforth use a geometric

return distribution. In §5.6, we will explicitly investigate differences and similarities

between the two distributions.

Now that demand and return distributions have been defined, we describe how to

update the states after transitions. Suppose that after actions in period t−1 the state

is S′t−1 = (x′0,t−1, x
′
t−1, y

′
t−1). Let Dt and Rt be the vectors of demands and returns.

Define (x)+ = max{x, 0} and (x)− = max{−x, 0} as the positive and negative part

function, taken pairwise for vectors. As the support depot does not face demands,

x0t = x′0,t−1. (5.1)

At the locations, returning items are added to the stock while demanded items are

removed, hence

xt = x′t−1 +Rt −Dt. (5.2)

In order to derive an expression for the number of rented items yt after demands and

returns, observe that (xt)
+ is the on-hand inventory after demands and returns, and

(x′t−1)+ the on-hand inventory at the end of period t − 1. Therefore, the on-hand

inventory changes by (x′t−1)+ − (xt)
+ from t− 1 to t. As the number of rented items

must change by the same number,

yt = y′t−1 + (x′t−1)+ − (xt)
+. (5.3)

It follows that the state of the system after the transitions is given by St = (x0t, xt, yt).

We next consider the action phase.

5.2.2 Actions

During the action phase there is an opportunity to transport stock between locations

and the support depot. As mentioned above, the system starts the action phase in

state St = (x0t, xt, yt).

The ith element ait of the action vector at is the number of items taken back from

location i to the support depot. If ait is negative, this number is shipped from the

support depot to location i. If we let at = a+
t −a−t then a+

t and a−t can be interpreted
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as the number of items taken-back and shipped. We have the following restrictions

on the action:

a+
t ≤ x+

t ,

a−t ≤ x−t ,

min{x0t,
n∑
i=1

x−it} ≤
n∑
i=1

a−it

n∑
i=1

a−it ≤ x0t +

n∑
i=1

a+
it.

The first two restrictions ensure not taking back more than available or shipping more

than required. The third restriction ensures that all stock currently at the support

depot will be used to meet backorders. These shipments are forced because customers

are promised to receive a shipment when items are still available at the support depot.

The fourth restriction prevents to ship more from the support depot than is available

after the take-back actions. Hence, backorders are met to the extent possible with

shipments from the support depot, while additional backorders can optionally be dealt

with by cross-docking.

The state after the actions then updates as follows. The support depot’s inventory

follows from the net difference between shipments and take-backs:

x′0t = x0t +

n∑
i=1

ait (5.4)

Since at items are transferred to or from the locations, their inventory positions change

by at:

x′t = xt − at. (5.5)

Finally, all shipped items a−t are given to backordered customers, so this increases

the number of rented items:

y′t = yt + a−t . (5.6)

The new state is S′t = (x′0t, x
′
t, y
′
t). Remaining unmet demands are backordered.

The costs in period t for state St and actions at are given by

Ct(St, at) = h0x
′
0t+d

( n∑
i=1

a−it−x0t

)+

+

n∑
i=1

(
hi(x

′
it)

++bi(x
′
it)
−+ci(a

+
it+a

−
it)
)
. (5.7)
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Respectively, this gives the holding cost at the support depot, the handling costs for

cross-docking, and the sum of the holding, backorder, and transportation costs of the

locations.

The above action and cost structure is relatively simple, but determining the best

action involves various trade-offs. The choice of action depends, among others, on

the different cost parameters, the demand rates, and the current available and rented

items. Besides modifying on-hand stock levels, the actions directly influence the

current number of rented items and therefore the returning items in the future. In

the next section we will introduce an MDP for making an optimal trade-off between

direct and future effects of actions.

5.2.3 Markov Decision Process

We now model the rental system as a Markov decision process. Since the rental

system would otherwise have an infinite state space, we set a maximum number of

backorders β at each location after the transition phase. β can be set such that this

does not impose restrictions for practical purposes. Furthermore, each lost demand is

penalized with a cost `i >> bi. This penalty prevents unintended optimal behavior at

the border of the state space, such as freely disposing of future demands by avoiding

to meet backordered demands. The demand distributions are cut off at their 99.99%

quantile to ensure a finite number of transitions.

Let S be the state space. The value functions for the MDP for each S ∈ S are

given by

Vt(S) = min
at
{Ct(S, at) + E[Vt−1(S)]}, (5.8)

with V0(S) = 0. We add up the direct costs for action at and the expected value of

the states reached after the transitions. We do not discount since we are interested

in the average cost optimal policy.

By stochastic dynamic programming an optimal policy can be found for this MDP

(Puterman, 2009). A policy specifies for each state the action to be taken. We look for

the policy that minimizes the average cost per time unit. A value iteration algorithm

is used to solve the recursion in (5.8) and to determine the optimal policy. Letting

Mt = max
S∈S
{Vt(S)− Vt−1(S)},
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and

mt = min
S∈S
{Vt(S)− Vt−1(S)},

we apply the convergence criterion for the average cost MDP from Tijms (2003)

Mt −mt

mt
≤ ε. (5.9)

That is, stop when the average cost is approximately the same for each state. In the

remainder of the chapter we choose ε = 10−6.

5.2.4 Discussion of the Scope of the Model

We have presented the system for a single product type. For some products, however,

it may be the case that stock-outs for one product lead to an increased demand for

another similar product, which effect is called substitution (Bassok et al., 1999). The-

oretically, this effect could be included by expanding the model with multiple items,

but this will have a major impact on computation times and tractability. Further-

more, there are numerous situations in which substitution does not play an important

role, such as the main reference book about a specific topic or specialized tools of a

tool rental company.

An important assumption in the model is that rental products are returned to

the original rental location, which holds mainly for static products such as tools and

books. The model can be extended to the situation where items return to other lo-

cations, which is a common feature of car rentals. To that end, introduce routing

probabilities rij . An item rented at location i then returns to location j with prob-

ability prij . Since the practical motivation for this chapter is static rental products

we will not consider this extension in the remainder.

5.3 Single-location Problem

In this section we analyze the optimal policy for the single-location problem (SLP)

with a support depot. With a single location, cross-docking is evidently not possible.

As shipments from the support depot are obligatory when the location has a stock-

out, it suffices to optimize the take-back action during the action phase. We show

that, for a fixed number of rented items, the optimal take-back action is of threshold
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form, i.e., take back all on-hand items above a certain threshold. We show that this

threshold is a non-increasing function of the number of rented items.

The idea for analyzing this problem is to consider the last on-hand item at the

location, and assume that the inventory is operating under the LIFO principle. Drop-

ping the time and location indices for the remainder of this section, suppose that now

the on-hand stock is x > 0 and that rented stock is y. We number the last on-hand

item at the location as m = x + y. Under the LIFO principle, item m can be used

to fulfill a demand only if the other m− 1 items are rented. There are three possible

scenarios for take-back actions of item m during the time until item m is demanded.

First, we can carry out no take-back, letting item m remain on shelf at location 1

and incur a cost h each period. Second, we can immediately take back the item to

the support depot at cost c, pay low holding costs h0 each period, and ship it back at

cost c as soon as it is demanded. Third, we can choose not to carry out a take-back

right now, but postpone it until ‘better’ values for x and y are reached, and incur

costs accordingly. Since the demand and return process is independent of the chosen

actions, we can optimize take-back actions during the time until item m is demanded

to obtain the long-run average optimal take-back policy for the mth item. Intuitively,

the optimal action follows from making a trade-off between the transportation costs

2c and the stochastic number of periods during which a reduction h − h0 in holding

costs can be incurred. Next we will introduce an MDP for the mth item to make this

trade-off.

5.3.1 MDP for the Last On-hand Item

We consider a Markov decision process which is absorbed once the mth item is re-

quested. The general notation of a state S = (x0, x, y) for the mth item can be

simplified to S = y, since x follows from x = m− y and x0 follows from x0 = K −m.

So, for the mth item we have states y = 0, . . . ,m, with state y = m the boundary

state in which all m items, and in particular the mth item, are rented.

Let amy ∈ {0, 1} be the action in state y such that amy = 1 denotes a take-back

and amy = 0 denotes no take-back. Since h − h0 is the difference in cost between

keeping the item at the location rather than at the support depot, and since the total

transportation costs associated with a take-back are 2c, the costs C(y, amy ) of action
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amy in state y are

C(y, amy ) = 2c amy + (h− h0)(1− amy ), for y = 0, . . . ,m− 1. (5.10)

The terminal cost is C(m, amm) = 0 since the item m is rented by a customer at the

moment the MDP hits the boundary.

Now we specify the transition probabilities Pyz from state y to state z. If we

decide not to take back item m, i.e., amy = 0, then for y < m,

Pyz(a
m
y = 0) = P (min{y +D −R,m} = z)

=

∞∑
d=0

y∑
r=0

1{min{y + d− r,m} = z}P (D = d)Py(R = r),
(5.11a)

where P (D = d) is the probability mass of the demands and Py(R = r) the (state-

dependent) probability mass of the Binomial(y, p) distributed return process. If we

decide to take back the item, i.e. amy = 1, we pay take-back and shipment cost 2c,

and there are no further holding costs as the holding costs at the support depot are

already compensated for in the above cost function. As 2c covers all costs until item

m is demanded, the MDP may enter the boundary immediately, therefore

Pym(amy = 1) = 1. (5.11b)

As the process is absorbed at y = m, there is no need to specify the transitions at

y = m.

From the above, we conclude that, for y < m, the value function satisfies the

optimality equation

V m(y) = min
amy

{
C(y, amy ) +

m∑
z=0

Pyz(a
m
y )V m(z)

}
,

with V m(m) = 0 at the boundary. This optimality equation has a solution because

the expected time until absorption is finite. The finiteness follows since the process

with amy = 0 for all 0 ≤ y < m is an absorbing Markov chain with an absorbing state

that can be reached in one step from any state.

Lemma 5.1 states that the above MDP has a monotonic non-increasing policy.

For all y smaller than some threshold value it is optimal to set amy = 1, and for all y
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greater than this threshold it is optimal to set amy = 0. The intuition is that if y is

low, then the on-hand stock x = m−y is high, so the mth item will not be demanded

soon. Evidently, a take-back is most interesting for low values of y.

Lemma 5.1. In the SLP, the take-back action amy for a given last on-hand item m

is monotone non-increasing in y.

Proof. We check conditions C1, C2 and Eq. (11) from Altman & Stidham Jr (1995)

for the permutable case to prove a monotone optimal policy. Condition C1 requires

the transition probabilities to be monotone in y for all amy , which is straightforward to

verify from the probabilities in (5.11a). Condition C2 requires submodularity of the

one-step cost function C(y, amy ). Submodularity follows because C(y, 1) − C(k, 0) ≤
C(y, 0)−C(k, 1) for all k < y. Third, letting yt denote the state of the MDP at time

t, Eq. (11) from Altman & Stidham Jr (1995) becomes

ξ(y) = E[C(yt, 0) + C(yt+1, 1)|yt = y]− E[C(yt, 1) + C(yt+1, 0)|yt = y]

= hi − h0 + 2cP (yt+1 < m|yt = y)− 2c,

which is decreasing in y for all non-boundary states as required because P (yt+1 <

m|yt = y) is decreasing in y. Since the conditions hold, it follows that the optimal

policy is monotone non-increasing.

5.3.2 Structure of the Optimal Take-back Policy

Since Lemma 5.1 focuses on the mth item only, this result by itself is not sufficient

to obtain the structure of the optimal take-back policy. We will now construct the

general take-back policy by relating the optimal actions for different values of m to

each other. Lemma 5.2 shows how optimal actions for states for given m imply the

optimal actions for other states with an equal on-hand stock level, but a different

number of rented items.

Lemma 5.2. In the SLP, let m be given and let the state be y < m.

(i) If the optimal action for state y is amy = 1, then am+k
y+k = 1 for all k ∈ N.

(ii) If the optimal action for state y is amy = 0, then am−ky−k = 0 for k = 0, . . . , y.

Proof. (i) Assume amy = 1 is the optimal take-back decision for state y with m items.

Now consider the action am+1
y+1 in state y+ 1 for the problem with m+ 1 items. Both
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these states have on-hand stock x = m− y. Since the Binomial(y + 1, p) distribution

stochastically dominates the Binomial(y, p) distribution, it is immediate from (5.11a)

that transitions toward the boundary have lower probability for state y+1 than for y.

The expected time until all m+ 1 items are rented must be higher than for m items,

so we must have V m+1(y + 1) ≥ V m(y). Since amy = 1, we have V m(y) = 2c. By

setting am+1
y+1 = 1 for state y + 1, the value will also be V m+1(y + 1) = 2c. Evidently,

am+1
y+1 = 1 is the best possible decision. By induction, the claim follows.

(ii) Assume that amy = 0. Now suppose am−1
y−1 = 1. Then (i) implies that amy =

1, which leads to a contradiction. Hence, if amy = 0, then ay−ky−k = 0 for all k ∈
0, . . . , y.

In other words, if for a fixed on-hand stock x it is optimal to take back the last

on-hand item with y rented items, then we will certainly take it back if there are more

than y rented items, because the time until the last on-hand item is demanded has

increased. By combining the results from Lemmas 5.1 and 5.2 we obtain the following

lemma.

Lemma 5.3. In the SLP, for fixed y, if amy = 1 then aky = 1 for all k > m. Likewise,

if amy = 0 then aky = 0 for all 0 ≤ k < m.

Proof. Suppose amy = 1 for some y and m. Then by Lemma 5.2, amy = 1 implies

that am+1
y+1 = 1. By Lemma 5.1, am+1

y+1 = 1 implies am+1
y = 1. Hence, if amy = 1 then

am+1
y = 1. By induction aky = 1 for all k > m. Similar reasoning applies to the case

with amy = 0.

Lemma 5.3 implies a threshold structure for the optimal take-back policy. For a

fixed y, there is some on-hand stock level x∗(y) for which it is optimal to store all

on-hand items exceeding this level at the support depot:

Theorem 5.1. The optimal take-back policy for the SLP has the following structure.

(i) The optimal take-back policy for the SLP is a threshold policy with threshold

x∗(y) that leads to take-back actions

a =

x− x∗(y) if x > x∗(y),

0 if x ≤ x∗(y).
(5.12)
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(ii) The threshold x∗(y) is non-increasing in y, with steps of at most one item, i.e.

0 ≤ x∗(y)− x∗(y + 1) ≤ 1.

Proof. (i) This threshold is implied by Lemma 5.3.

(ii) Lemma 5.2 (i) implies that x∗(y)− x∗(y + 1) ≥ 0. Now suppose for y + 1 the

threshold x∗(y + 1) is known. It is optimal to take-back item x∗(y + 1) + 1, so we

have amy+1 = 1 for state y+ 1 of last on-hand item m = x∗(y+ 1) + y+ 2. By Lemma

5.1, then also amy = 1. So, with y rented items and on-hand stock level x∗(y+ 1) + 2,

after the take-back action the on-hand stock level will be at most x∗(y+ 1) + 1. This

implies that x∗(y)− x∗(y + 1) ≤ 1.

5.3.3 Closed Form Expressions for Threshold Levels

For certain values of the number of rented items y it is possible to derive closed form

expressions for the threshold. We derive these expressions below.

Theorem 5.2. In the following cases the threshold x∗(y) of the SLP is available

exactly.

(i) x∗(0) = min{x ≥ 0 : E[T (x + 1, 0)] > 2c
h−h0

}, where E[T (x, y)] is the expected

time until item x is requested starting in a state with x on-hand items and y

rented items;

(ii) x∗(y) = 0 for y ≥ ȳ, with ȳ = min{y : P (D − R(y) > 0) ≤ h−h0

2c }, where

P (D−R(y) > 0) is the probability of positive net demand conditional on having

y rented items;

(iii) x∗(y) = 0 for all y ≥ 0 if P (D > 0) ≤ h−h0

2c .

Proof. (i) For y = 0, consider the trade-off for threshold level x∗(0). With on-hand

stock x∗(0) + 1 a take-back is optimal but with x∗(0) it is not. Due to Lemma 5.1

no take-back occurs in any of the states with m = x∗(0). The expected time until

item m is demanded is E[T (x∗(0), 0)]. The expected cost of no take-back is therefore

hE[T (x∗(0), 0)] and of a take-back h0E[T (x∗(0), 0)] + 2c. So in the threshold state we

need to have

E[T (x∗(0), 0)] ≤ 2c

h− h0
< E[T (x∗(0) + 1, 0)].
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The threshold follows by finding x∗(0) for which the condition holds. As E[T (x, y)] is

increasing in x the result follows.

(ii) Introduce a three state finite Markov chain for the last on-hand item m = y+1.

This chain starts in state y with 1 on-hand item and y rented items. With probability

Py,y = P (D − R(y) = 0) we remain in state y and pay h − h0. With probability

Py,Y = P (D−R(y) < 0) we enter the set of states Y = {0, . . . , y− 1} with boundary

condition V m(Y ) = 2c (take back the item). With probability Py,m = P (D−R(y) >

0) we enter state m with boundary condition V m(m) = 0 (the item is rented by a

customer). The value V m(y) of state y can be determined from

V m(y) = h− h0 + Py,Y V
m(Y ) + Py,yV

m(y) + Py,mV
m(m),

resulting in

V m(y) =
h− h0 + 2cP (D −R(y) < 0)

1− P (D −R(y) = 0)
.

Whenever V m(y) ≥ 2c, carrying out a take-back saves V m(y)−2c ≥ 0. The take-back

of the last on-hand item is therefore profitable whenever

P (D −R(y) > 0) ≤ h− h0

2c
. (5.13)

As P (D −R(y) > 0) is decreasing in y the result follows.

(iii) The proof follows from evaluating condition (5.13) in y = 0.

Remark 5.1. From Proposition 5.2 (i), one might infer that thresholds x∗(y) for any

value of y can be obtained from

min{x ≥ 0 : E[T (x∗(y) + 1, y)] >
2c

h− h0
},

however this is generally not true for y > 0. As in the proof of Proposition 5.2 (ii),

we have to take into account that it may be optimal to postpone a take-back until

higher on-hand stock levels are reached.

We now explain how to iteratively obtain optimal threshold values using finite

Markov chains. Suppose x∗(y) is known. Then take-back of the last on-hand item

m = x∗(y) + 1 + y is optimal in state y. Hence, we can introduce a Markov chain

for item m which includes all z ≤ y as absorbing states with values V m(z) = 2c.

Using standard tools for finite Markov chains, we can determine V m(y + 1), which
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gives holding costs h − h0 paid in each period until absorption starting from state

y + 1. If V m(y + 1) > 2c, then a take-back would lead to cost-savings, and hence

x∗(y + 1) = x∗(y) − 1. Otherwise, x∗(y + 1) = x∗(y). By starting at x∗(0) and

iteratively applying this procedure we can obtain the complete threshold.

Remark 5.2. To compute the threshold x∗(0), we need to be able to compute

E[T (x, y)]. For this, first characterize T (x, y) by noting that the last on-hand item is

required precisely when the aggregate demand at time t exceeds the initial on-hand

stock x plus the aggregate returns at time t, that is,

T (x, y) = min{t :

t∑
s=1

Ds ≥ x+

t∑
s=1

Rs(ys−1)} (5.14)

where the returns Rs(ys−1) in period s are a function of the rented items ys−1 after

the preceding period, with y0 ≡ y. Clearly, T (x, y) is the time for a finite Markov

chain until absorption. The expectation of T (x, y) can therefore be obtained using

standard tools, see, e.g., Kemeny & Snell (1976).

5.4 Two-location Problem

Now we analyze the take-back policy with two locations, numbered as 1 and 2. With-

out loss of generality, we study costs of the last on-hand item m = x1 + y1 of location

1 (by symmetry the argument can be repeated for location 2). As in the SLP, this

last item remains on the shelf the longest of all items at this location, hence it is the

first candidate for a take-back. We derive optimal take-back actions by considering

the expected costs of all possible scenarios of the demand for this item.

The two-location problem is more complex than the SLP, since besides take-back

actions we will have to optimize shipment and cross-docking actions. Contrary to

the SLP, a take-back action may now indefinitely affect the system state. Consider

an example with one on-hand item at location 1 and no other items in the system,

where shipments from the support depot are carried out with preference to location

2. Suppose we observe a sample path with positive demands at each location in each

future period. If we carry out no take-back, the item would be rented at location 1

indefinitely. If we do carry out the take-back, the item would be shipped to location

2 and rented there indefinitely. In order to create a finite and analyzable problem,
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we reduce the action space by restricting the shipment and cross-docking actions. We

optimize the take-back policy of this restricted problem. We will pay attention to

optimal shipment and cross-docking actions when introducing a heuristic in §5.5.

The problem is restricted as follows. First, if an item is taken back from location 1,

shipment of this item to location 1 is prioritized over shipment to location 2. Second,

all demand must be fulfilled if possible, i.e., there may not be stock and backorders

simultaneously in the system. We let τ1 and τ2 be the first time that item m of location

1 is demanded from respectively location 1 and 2. Now if τ1 ≤ τ2, the item is rented at

location 1, either from shelf if it was not taken back before τ1 or shipped with priority

from the support depot if it was taken back. Likewise, if τ1 > τ2, the item is rented at

location 2, either by cross-docking if it was not taken back before τ2 or shipped from

the support depot if it was taken back. Hence, with these restrictions the take-back

action only influences the state until the first moment item m is demanded.

Including location indices in Eq. (5.14), we now characterize the times τ1 and

τ2. For location 1 we evidently have τ1 = T1(x1, y1). Since location 2 uses stock

from itself and the support depot before asking item m, we now set x0 = 0 and

x2 = K −m− y2 without loss of generality. For location 2 we want to find the time

that stock is required from location 1. This is exactly the time location 2 has more

demand in total than x2, hence τ2 = T2(x2 +1, y2). The time of first demand for item

m, starting from a state S = (x1, x2, y1, y2), is then min(τ1, τ2).

5.4.1 Constructing the Optimal Take-back Policy

Now, we would like to optimize the take-back action for item m in the initial state

S = (x1, x2, y1, y2) for the period until time min(τ1, τ2). As in the SLP, there are

three possible scenarios for take-back actions until time min(τ1, τ2). We can either

never take back item m, take item m back right now, or postpone taking back item

m until the system reaches a state that requires a take-back. The latter would be a

state in which location 1 does not require item m soon, or in which location 2 does.

Suppose that we are given a set of states A for which it is optimal to carry out

a take-back of item m. Let τA be the moment we enter set A from the initial state,

i.e., τA is the moment that a postponed take-back is carried out. The following can

be shown.

Lemma 5.4. In the two-location problem, given a set of states A in which a postponed
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take-back is optimal, taking back item m right now is preferred to postponing if

(h1−h0)E[min(τ1, τ2, τA)]+dP
(
τ1 > τ2, τ2 ≤ τA

)
≥ 2 c1 P

(
τ1 ≤ τ2, τ1 ≤ τA

)
. (5.15)

Proof. We formulate an absorbing Markov chain for this setting. The absorbing states

are the states in which item m is demanded at either location 1 or 2, and the states

in which a postponed take-back is carried out. These events occur at times τ1, τ2,

and τA, hence E[min(τ1, τ2, τA)] is the expected time until absorption. The quantity

(h1 − h0)E[min(τ1, τ2, τA)] gives exactly the extra holding cost for not carrying out a

take-back until the moment of absorption. The handling cost d will only have to be

paid if the first demand for item m happens at location 2 before the postponed take-

back is carried out, i.e. if τ1 > τ2 and τ2 ≤ τA. The extra transportation cost 2c for

carrying out a take-back now can only be prevented if the demand at location 1 occurs

before the postponed take-back, i.e. if τ1 ≤ τ2 and τ1 ≤ τA. The expression follows by

adding up the costs of these scenarios weighted by the corresponding probabilities.

In case A = ∅ there is no option to postpone a take-back. Clearly, τA = ∞, so

this gives the following corollary.

Corollary 5.1. In the two-location problem, a take-back of item m right now is

preferred to never taking back if

(h1 − h0)E[min(τ1, τ2)] + dP (τ1 > τ2) ≥ 2 c1 P (τ1 ≤ τ2). (5.16)

Hence, without postponed take-backs, taking back item m right now is preferred

if the potential extra transportation costs of the take-back are lower than the extra

holding and handling costs of never taking back.

We can use Eqs. (5.15-5.16) to iteratively generate optimal take-back actions. Our

approach is as follows. We will first consider the state in which take-back is clearly

most interesting: state S = (m, 0, 0, x2 + y2). For this state we check whether (5.16)

holds. If it does not hold, a take-back must be suboptimal in all other states as well.

If it does hold, then we include this state in the set A. Then we repeatedly calculate

E[min(τ1, τ2, τA)], P
(
τ1 > τ2, τ2 ≤ τA

)
and P

(
τ1 ≤ τ2, τ1 ≤ τA

)
for the most extreme

non-absorbing state. If (5.15) holds, we add the state to the set A and continue with

another state. Otherwise, we stop.

By solving this for every possible m we can arrive at an optimal take-back policy
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for location 1, which now depends on the stock levels at location 2. In any case, we can

find an optimal take-back action by comparing the expected holding cost reduction

and savings in cross-docking costs until absorption with the expected extra shipment

costs.

5.4.2 Analytical Results and Structure

An interesting case is that of m = 1, for which in some cases optimal actions are

available analytically. With m = 1, a take-back action from location 1 is only possible

if x1 = 1 and y1 = 0. In case that x2 = 0 and y2 = 0 at location 2, we have the

following rule to determine the optimal take-back action.

Lemma 5.5. For state (x1, x2, y1, y2) = (1, 0, 0, 0) in the two-location problem, a

take-back is optimal if

P (D1 > 0) ≤ h1 − h0

2c1 + d
+ d. (5.17)

Proof. The first moments of demand for item m are given by τ1 = T1(1, 0) and

τ2 = T2(1, 0). Clearly, τi, i = 1, 2, is Geom(pi) distributed with pi = P (Di > 0).

Hence, min(τ1, τ2) is Geom(1− (1− p1)(1− p2)) distributed. We thus find

E[min(τ1, τ2)] =
1

1− (1− p1)(1− p2)
,

and

P (τ1 ≤ τ2) =
p1

1− (1− p1)(1− p2)
.

Substituting the expressions into (5.16) and removing the common denominator gives

the result.

For d = 0, this condition reduces to the condition in Proposition 5.2 (iii) for the

SLP. Thus, for d = 0 the take-back decision in state S = (1, 0, 0, 0) is the same as in

the SLP, and for d > 0 the charge for cross-docking makes take-back more interesting

than in the SLP.

The following property holds for P (τ1 ≤ τ2) in general for the m = 1 case.

Lemma 5.6. Starting from a state S = (1, x2, 0, y2) in the two-location problem with

m = 1, we have

P (τ1 ≤ τ2) = P (D1 > 0)E[min(τ1, τ2)]. (5.18)
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Proof. From the theory of Markov chains, the probability of being absorbed in state

s′ starting from state s is
∑
r∈T NsrPrs′ , with P the one-step transition matrix, N

the fundamental matrix, and T ⊂ S the set of transient states (Kemeny & Snell,

1976). In addition, the time until absorption is
∑
r∈T Nsr. In our example, the state

s corresponds to S, and the state s′ corresponds to the item being demanded at

location 1. Clearly state s′ is entered from each transient state r with probability

Prs′ = P (D1 > 0). Hence,

P (τ1 ≤ τ2) =
∑
r∈T

NsrPrs′ = P (D1 > 0)
∑
r∈T

Nsr = P (D1 > 0)E[min(τ1, τ2)].

We can substitute the above expression into condition (5.15). It simplifies to

(h1 − h0)E[min(τ1, τ2)] ≥2c1P (D1 > 0)E[min(τ1, τ2)]

− d (1− P (D1 > 0)E[min(τ1, τ2)]) .

Note that if d = 0, then all remaining expressions contain E[min(τ1, τ2)], so this term

can be dropped and the expression reduces again to the condition in Proposition 5.2

(iii). Hence, with d = 0, the take-back action is the same as in the SLP and does not

depend on the state at location 2. For d > 0 the action does depend on the state at

location 2.

Through a sample path argument, we can establish an upper bound on the on-hand

stock of location 1 after the take-back action.

Lemma 5.7. For the two-location problem, the SLP threshold x∗1(y1) provides an

upper bound for the on-hand stock at location 1.

Proof. Suppose the on-hand stock at location 1 exceeds the SLP threshold. Clearly,

the last on-hand item m should be taken back in absence of location 2. For all sample

paths with τ1 ≤ τ2, the reduction in costs for a take-back of item m are the same as

in the SLP. Now consider a sample path with τ2 < τ1. Then the cost-savings from

carrying out a take-back are τ2(h1 − h0) + d. Since, with the presence of location 2,

the take-back action leads to at least the same cost-savings as in the SLP, we will

hold no more than x∗1(y1) on-hand items at location 1.

All the results in this section depend on the restrictions imposed initially on the
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actions. Yet, the analysis gives various valuable insights. We can see that the holding

cost trade-off from the single-location setting also applies to the two-location setting,

and that the handling costs for cross-docking can be a trigger to take-back on-hand

stock preventively.

5.4.3 General Number of Locations

Now we consider a general number of locations. For an idea of the complexity of this

problem, the number of possible states in the MDP with n locations, K items, and β

maximum backorders per location is given by

|S| =
n∑
i=0

(
2n+K − i

K

)(
n

i

)
βi.

Instances with n = 4, K = 8, and β = 2 (185,526 states) are solvable within 20

minutes on a desktop computer with a Core i3 processor (3.3ghz) and 4gb memory.

Using a computer with 24 2.6 GHz AMD Opteron cores and 128 GB of memory, we

were capable of solving instances with n = 5, K = 9, and β = 2 (2,930,642 states)

within 7 days. Larger instances prove too memory and computation intensive.

Unlike the single- and two-location problems, for a general number of locations it

is challenging to consider the costs of the last on-hand item m of location 1. The two-

location problem required imposing several restrictions on the action space to enable

the presented analysis. In principle it may be possible to impose similar restrictions in

the general problem. For each possible state in the system, we would have to specify

which location cross-docks to which, in such a way that item m of location 1 always

ends up at the exact same location at the exact same point in time. The result will

be quite restrictive and arbitrary compared to the actual problem, and we suspect it

will not provide additional insights.

We next provide properties for a relaxation and a special case for a general number

of locations that assists in the development of heuristics for instances which are too

challenging to solve using the MDP. First, consider the relaxation where the assump-

tion of forced shipments is dropped, i.e., we can choose not to ship available stock at

the support depot. The following holds for this relaxation.

Lemma 5.8. For the relaxation, it is suboptimal for location i with yi rented items

to hold more stock than the SLP threshold x∗i (yi).
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Proof. Suppose the on-hand stock at location i is x∗i (yi) + 1, i.e., the SLP threshold

is exceeded by one item. Suppose the item is taken back. Since shipping to other

locations is not forced, a feasible action is to leave this item at the support depot until

it is demanded again at location i, leading to the exact same reduction in holding

costs as in the SLP. In addition, the item can be shipped to other locations on a

stock-out. We only take this action if the shipment reduces the average expected

cost. Hence, the gain of taking back item x∗i (yi) + 1 is at least as large as in the SLP,

so x∗i (yi) is an upper bound on the on-hand stock of location i.

Lemma 5.8 does not apply in the situation with forced shipments because we could

be worse off by being forced to ship. Counter examples exist where one location has

extremely expensive backorder costs compared to the other locations, and the best

action is holding more stock than the SLP threshold at that location to prevent these

high backorder costs. In most practical settings the threshold property will hold,

because locations typically have backorder and shipment costs in the same order of

magnitude, and typically backorder costs are high enough to the extent that all stock

at the support depot will be used for shipments. For this reason we will use the SLP

threshold in heuristics to bound the stock levels at the locations.

An asymptotic relation exists between the multi-location problem and the SLP as

described in Lemma 5.9.

Lemma 5.9. If the total number of items in the system K →∞, the MLP decomposes

into n SLPs.

Proof. If K →∞ then we have that P (x0 > 0)→ 1, meaning that the support depot

has on-hand stock almost surely. Any item taken back from location i then remains

at the support depot until it is demanded, so we can make the exact same trade-off

as in the SLP. The MLP thus separates into n SLPs.

This lemma is similar to the decomposition property for the queuing system of

Du & Hall (1997). With a sufficiently high number of items, executing single-location

policies at each location gives approximately the same costs as the optimal multi-

location policy. For these cases the single-location policy is an effective heuristic.

However, in most rental systems the stock will be limited, so heuristics should also

account for pooling of stock.
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5.5 Heuristic

As it is computationally challenging to obtain the solution of the MDP in large in-

stances, we will now develop a heuristic. For each of the three possible action types,

i.e., shipments, cross-docking, and take-backs, separate decision rules are developed.

For shipment and cross-docking actions we base our decisions on observations from

the MDP in various problem instances. For the take-back actions we base decisions

mostly on the analytical results of the single- and two-location problems. The output

of the MDP is elaborate to the extent that it cannot be presented comprehensively, so

for each type of action we aim to explain the relevant trade-offs in the optimal policy

while discussing the heuristics. As such this section also describes our understanding

of the optimal policy.

5.5.1 Shipment Action

First we consider shipments from the support depot. By assumption the support

depot always ships its available stock to locations with unmet demands if possible.

The total number of required shipments is known, hence the decision reduces to

selecting receiving locations. The decision is trivial if stock at the support depot

suffices to meet all backorders. Otherwise, the following order is proposed for selecting

the shipment candidate.

1. Ship with priority to the locations with xi < 0 and yi = 0.

2. In case multiple locations or no locations have priority, ship to the location with

the highest directly prevented backorder cost bi − ci.

The reason for shipping with priority to locations with yi = 0 is the absence

of returning rented items which can satisfy the backordered demand in the future.

Without a shipment the backorder could remain indefinitely, leading to significant

backorder costs. By shipping to locations without rented items, the probability in-

creases that backorders at locations with rented items can be solved with returning

items. In case of ties, the heuristic maximizes the directly prevented cost. Shipment

decisions are made one item at a time. After each decision, the stock levels are up-

dated and a new shipment candidate is selected using the above ordering. In the

computational experiments of §6.2 we will see that this simple and intuitive heuristic

leads to near-optimal shipment actions.
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5.5.2 Cross-docking Action

Cross-docking is possible if the support depot is empty while some locations have

unmet demands and other locations have stock on-hand. The idea for the heuristic is

to compare the expected regret of leaving demand unmet with the expected regret of

cross-docking. For potential receiving locations, the regret is the expected backorder

cost minus its shipment cost. The candidate receiving location is the location with

the highest regret. For potential sending locations, the regret is the cost for cross-

docking and future stock-outs. Evidently, it may be suboptimal to cross-dock items

from a location which has a significant short-run stock-out risk. The candidate sending

location is the location with the lowest regret. If the regret for the candidate receiving

location exceeds the regret for the candidate sending location, the item will be cross-

docked.

For receiving candidate i, the following heuristic formula is used for calculating

the regret of leaving demand unmet:

gi(yi) =

(1 + 1
pyi

)bi − ci if yi > 0

M + bi − ci if yi = 0

with M a big number. If a receiving candidate has yi = 0, then unmet demand cannot

be solved with a returning item, hence it has high regret M . If multiple locations have

yi = 0, the one with the highest prevented cost bi−ci will be selected. If locations have

yi > 0, a backorder cost bi is incurred in the current period. The quantity 1
pyi

serves

as measure for the number of future periods with backorders. It is the reciprocal of

the expected returns in the next period. For empirically distributed returns we could

instead use
(∑T

j=1 p
jyji

)−1

.

For a sending candidate j, the heuristic regret is given by

hj(xj , yj) = cj + d+ bjP (Dj −Rj > xj − 1).

This is the direct shipment and cross-docking cost plus the next period expected

backorder cost after cross-docking. Locations with the highest stock-out probabilities

are typically not selected as sending candidates.

Letting I− = {i : xi < 0} and I+ = {i : xi > 0} the sets of potential receiving and
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sending locations, the candidates are given by

i∗ = arg max
i∈I−

{gi(yi)} and j∗ = arg max
j∈I+

{hj(xj , yj)}.

A cross-docking operation between i∗ and j∗ is carried out if

gi∗(yi∗)− hj∗(xj∗ , yj∗) > 0. (5.19)

If (5.19) holds, xi∗ and yi∗ are increased by 1 and xj∗ decreased by 1. With the

updated stock levels the computation is repeated until (5.19) fails to hold or until

cross-docking is not possible because I− or I+ is empty.

5.5.3 Take-back Action

There are two main reasons to carry out take-backs as seen in the two-location prob-

lem. The first reason is reduction of holding costs: all stock exceeding the single-

location thresholds should be returned to the support depot. We refer to these take-

backs as threshold take-backs. The second reason is to resupply the support depot

for carrying out shipments to other locations. The main cost incentive for doing this

is to reduce handling costs for cross-docking. However, if an item is taken-back to the

support depot from a location that requires the item in the next period, unnecessary

shipment costs are paid. In the heuristic we balance these prevented cross-docking

costs against the extra shipment costs by comparing expected regrets. We refer to

these take-backs as preventive take-backs.

The threshold take-backs are carried out as follows. If x∗i (yi) is the SLP threshold

level for location i, then the number of items taken back from location i is (xi −
x∗i (yi))

+. These items are added to the stock at the support depot.

For the preventive take-backs, we are interested in additional backorders appearing

in the next period, so we will consider stock levels x+
i . The candidate location for the

take-back is selected according to

i = arg max
j∈I+

{E[Tj(xj − 1, yj)]}, , (5.20)

i.e. the location with the longest expected time until a stock-out occurs after the

take-back.



Optimal Policies for Rental Systems with Cross-docking via a Support Depot 133

Suppose an item is taken back from location i, so that its stock level becomes xi−1.

If the item is demanded at i in the next period, the regret is the extra transportation

cost minus the decrease in holding costs, i.e., 2ci − hi + h0. The probability of this

event is

qi = P
(
Di −Ri > xi − 1

)
.

Suppose, to the contrary, that no take-back is carried out while in the next period

the item is not demanded at location i and more than x0 shipments are required.

The savings from carrying out the take-back in this case would be d + hi − h0. The

probability of this event is

P

({
Di −Ri ≤ xi − 1

}
∩
{ n∑
j=1

(Dj −Rj − x+
j )+ > x0

})
=P
(
Di −Ri ≤ xi − 1

)
P
(∑
j 6=i

(Dj −Rj − x+
j )+ > x0

)
=(1− qi)si

with si the stock-out probability of the support depot excluding the demands at

location i.

The following criterion then determines whether a preventive take-back from lo-

cation i is required:

(2ci − hi + h0)qi ≤ (d+ hi − h0)(1− qi)si, (5.21)

i.e., the expected regret from doing the take-back should not exceed the expected

savings. We iteratively decrease the xi of the candidate in (5.20) by 1 until this

criterion is no longer satisfied or until
∑n
i=1 x

+
i = 0.

5.5.4 An Approximation for the Take-back Criterion

Calculation of qi in (5.21) is straightforward, but calculation of si is computation-

ally expensive since it is a convolution of 2(n − 1) random variables. Therefore, we

approximate si so that the criterion can be applied for larger values of n. For the ap-

proximation we assume that each location requires shipments from the support depot

in accordance to a Poisson distribution.

For X ∼ Poisson(λ) we know that P (X = 0) = exp(−λ). Location j has a
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probability P
(
Dj − Rj ≤ x+

j

)
of requesting no shipments, so we approximate its

distribution for shipment requests by a Poisson distribution with demand rate

λ̃j = − log
(
P
(
Dj −Rj ≤ x+

j

))
.

For x+
j = 0, yj = 0, λ̃j reduces to λj , which is the exact rate at which the support

depot ships items to an empty location. The aggregate demand D̃0 for shipments is

assumed to be Poisson
(∑

j 6=i λ̃j
)

distributed. Finally, the approximated value for si

is given by

s̃i = P (D̃0 > x0).

In the results section we evaluate the appropriateness of this approximation.

5.6 Experimental Results

In this section experiments are carried out with several aims. First, we evaluate how

valuable it can be to include complete information about rental return time distribu-

tion compared to aggregated information. Second, in an experiment with instances of

up to 5 locations we show the added value of including cross-docking operations and

we test the quality of the heuristic against the optimal solution. Most of the experi-

ments are designed using orthogonal arrays (Taguchi, 1986). Such orthogonal arrays

allow for testing a wide range of parameter values with a relatively small number of

experiments.

5.6.1 Value of Complete Rental Information

The aim of the experiment of this section is to show in which situations it is important

to have knowledge of the current rental duration of each rented item individually,

compared to knowing only the aggregate number of rented items. To that end the

policies under geometric and empirical return distributions are compared to each

other. We randomly generate empirical return distributions and calculate the value of

p for the geometric distribution that has the same mean return time. Using the MDP

for the geometric case, we derive the optimal policy and store its optimal actions. This

geometric optimal policy is then used as heuristic for the empirical case. We calculate

the cost of the empirical MDP under the geometric optimal policy and compare it to
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the costs under the empirical optimal policy.

We generate 1000 random configurations with n = 2, 3, K = 2, 3, 4, h0 = Uni-

form(0.3,0.9), d = Uniform(0,5), b = Uniform(10,20), c = Uniform(1,10), λ = Uni-

form(0.05,0.3). To create a finite state space, as discussed in §5.2.3, we set β = 2 and

` = 3b. The empirical probability density function f is generated randomly as follows.

With equal probability a due date T is generated from the set {2, 3, 4}. For each pe-

riod j, j = 1, . . . , T , f(j) is assigned a draw from a Uniform(0, 1) distributed random

variable, scaled so that
∑T
j=1 f(j) = 1. The value for p is then p = 1/

∑T
j=1 jf(j).

Table 5.1 shows the average deviation and parameters in all experiments. Also,

the averages are provided for groups of observations with deviations below and above

1%. When faced with an empirical distribution, using the geometric optimal policy

gives an average cost that is only 0.42% higher than if the actual return distribution

had been taken into account. In 885 configurations the deviations are within 1%,

so in most cases explicit knowledge of rental durations has only limited added value.

However, there are 115 cases for which the deviation exceeds 1%, with as most extreme

value 9.58%. For the cases with deviations above 1% there are several differences in

parameter values compared to the cases with deviations below 1%. The stock per

location K/n, return probability p and backorder cost b are smaller, while shipment

cost c and cross-docking cost d are larger. The demand rate λ does not appear to be

of influence.

Table 5.1: Averages of each parameter in, respectively, all configurations, configura-
tions with less than 1% deviation, and configurations with over 1% deviation.

Parameter All Deviation ≤ 1% Deviation > 1%
observations 1000 885 115
deviation (%) 0.415 0.152 2.442
K/n 1.249 1.275 1.049
λ 0.149 0.148 0.154
p 0.529 0.535 0.477
h0 0.607 0.609 0.588
b 14.951 15.048 14.203
c 5.535 5.218 7.969
d 2.471 2.436 2.746

The above results indicate that complete information about rental durations is

most valuable in situations with relatively low stock, long return times, and a small
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difference between the backorder and shipment cost. For example, if shipping is

relatively expensive and we know that a long rented item is soon to return, then

there can be significant benefit to waiting for a return instead of shipping. In most

situations the assumption of geometric returns thus appears to yield good results, in

line with the findings of Alfredsson & Verrijdt (1999) for exponential lead times in a

base-stock system.

5.6.2 Performance of the Heuristic in Small Instances and

the Value of Cross-docking

The experiment in this section serves two purposes. First, the performance of the

heuristic is evaluated by comparing its cost with the costs of the optimal policy.

Second, insight is provided about the value of allowing cross-docking operations by

comparing the optimal costs for situations with and without cross-docking.

For instances with n = 2,3,4 and 5 locations we created a set of 32 parameter

configurations using an orthogonal design with 4 levels per parameter (Taguchi, 1986).

The parameters per configuration are specified in Table 5.2. Cost parameters are equal

at each location to make a fair comparison between the results for different values of

n. We do let demand parameters vary between locations because locations typically

have a varying size of the customer-base. For n = 2, 3, 4 locations, only the demand

rates λi, i ≤ n are used.

In each instance, the penalty for lost demands is set at ` = 2b and the cut-off point

for backorders is β = 2. The number of rental items K is obtained numerically by

calculating the average costs of the optimal policy for K = 1, 2, . . . , 10 and selecting

the value of K that minimizes the average costs. For n = 5 the maximum value of K

is set at 9 because of excessive memory usage and computation time. The experiments

were run on computers with 24 2.6 GHz AMD Opteron cores and 128 GB of memory.

Table 5.3 shows the average deviation from optimality of each policy for each value

of n. Detailed results can be found in Table 5.6. In this set of experiments the heuris-

tic has a good performance with average costs of 0.40% above optimal, both with the

exact and approximate stock-out probability from §5.5.4. The approximation seems

appropriate since it leads to the same deviation as the exact probability in almost

all experiments and is close otherwise. The ideas for the heuristic seem to capture

the behavior of the optimal policy well. By using the single-location threshold and

comparing one-period regrets for candidate sending locations with the long-run back-
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Table 5.2: Experimental design for each value of n.

exp b h0 c d p λ1 λ2 λ3 λ4

1 15 0.3 1 0 0.2 0.05 0.05 0.05 0.05
2 15 0.3 3 1 0.3 0.1 0.1 0.1 0.1
3 15 0.3 5 3 0.4 0.2 0.2 0.2 0.2
4 15 0.3 7 5 0.5 0.3 0.3 0.3 0.3
5 15 0.5 1 0 0.3 0.1 0.2 0.2 0.3
6 15 0.5 3 1 0.2 0.05 0.3 0.3 0.2
7 15 0.5 5 3 0.5 0.3 0.05 0.05 0.1
8 15 0.5 7 5 0.4 0.2 0.1 0.1 0.05
9 15 0.7 1 1 0.4 0.3 0.05 0.1 0.2
10 15 0.7 3 0 0.5 0.2 0.1 0.05 0.3
11 15 0.7 5 5 0.2 0.1 0.2 0.3 0.05
12 15 0.7 7 3 0.3 0.05 0.3 0.2 0.1
13 15 0.9 1 1 0.5 0.2 0.2 0.3 0.1
14 15 0.9 3 0 0.4 0.3 0.3 0.2 0.05
15 15 0.9 5 5 0.3 0.05 0.05 0.1 0.3
16 15 0.9 7 3 0.2 0.1 0.1 0.05 0.2
17 25 0.3 1 5 0.2 0.3 0.1 0.2 0.1
18 25 0.3 3 3 0.3 0.2 0.05 0.3 0.05
19 25 0.3 5 1 0.4 0.1 0.3 0.05 0.3
20 25 0.3 7 0 0.5 0.05 0.2 0.1 0.2
21 25 0.5 1 5 0.3 0.2 0.3 0.05 0.2
22 25 0.5 3 3 0.2 0.3 0.2 0.1 0.3
23 25 0.5 5 1 0.5 0.05 0.1 0.2 0.05
24 25 0.5 7 0 0.4 0.1 0.05 0.3 0.1
25 25 0.7 1 3 0.4 0.05 0.1 0.3 0.3
26 25 0.7 3 5 0.5 0.1 0.05 0.2 0.2
27 25 0.7 5 0 0.2 0.2 0.3 0.1 0.1
28 25 0.7 7 1 0.3 0.3 0.2 0.05 0.05
29 25 0.9 1 3 0.5 0.1 0.3 0.1 0.05
30 25 0.9 3 5 0.4 0.05 0.2 0.05 0.1
31 25 0.9 5 0 0.3 0.3 0.1 0.3 0.2
32 25 0.9 7 1 0.2 0.2 0.05 0.2 0.3

order costs for receiving locations, we are close to the optimal policy. The deviations

increase slightly as n increases, however at a decreasing rate, so we may expect the

heuristic to work well in large instances too.

The column shipment action gives the deviations for using the heuristic shipment

action from §5.1. The numbers are obtained as follows: the shipment actions in
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Table 5.3: Average deviations compared to optimal

Heuristic Heuristic Shipment No cross-
n (exact) (approximate) decision docking
2 0.31% 0.31% 0.01% 6.10%
3 0.34% 0.33% 0.01% 9.35%
4 0.43% 0.43% 0.01% 10.75%
5 0.51% 0.52% 0.05% 11.45 %
average 0.40% 0.40% 0.02% 9.41%

the MDP are restricted according to the heuristic while take-back and cross-docking

actions are optimized. We solve this restricted MDP and compare its costs with that

of the optimal policy. The idea of shipping to the location with the lowest number

of rented items and the lowest direct costs is near-optimal with a 0.02% average

deviation.

We also compared the optimal policy with the optimal policy in case cross-docking

is disabled. This is achieved by imposing extra restrictions on cross-docking in the

action space. The only way to deal with backorders is then to carry out ‘delayed

shipments’, i.e., take back an item, store it for one period at the support depot,

and ship it in the next period. The deviations are substantial when cross-docking

is disabled. On average costs are 9.41% higher. However, in experiments with low

handling costs (d = 0 and d = 1) the deviations exceed 30%.

Note that the optimal values of K are relatively high, so that out-of-stock sit-

uations are rare and the holding costs are the most prevalent cost component. In

situations where K is low, transportation and backorder costs are typically higher,

and it becomes much more important to make correct cross-docking and take-back

decisions to prevent backorders. Therefore, we test the performance of the heuristic

in an experiment with lower stock. Instead of the optimal value, we set

K =

⌈
1.5

∑n
i=1 λi
p

⌉
, (5.22)

where 1.5 can be regarded as a safety factor. For comparison, with optimal stock the

average value of the safety factor is 4.01, 3.28, and 3.02 for the n = 2, 3, and 4 case

presented above.

Table 5.4 gives the averages in the new experiment. The heuristics still perform
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satisfactory in this setting, but are now slightly further from optimal with 0.56% on

average. The added value of cross-docking is significantly higher, increasing quickly

in n and averaging 29.97%. This increase is an important reason why the heuristic

deviates slightly further from the optimal solution for large n. Suboptimal heuristic

cross-docking decisions become a dominant factor in the deviation. The above exper-

iments indicate that the heuristic yields reasonable solutions, especially if the rental

system is managed well by setting appropriate stock levels.

Table 5.4: Average deviations compared to optimal with low stock

Heuristic Heuristic Shipment No cross-
n (exact) (approximate) action docking
2 0.14% 0.14% 0.04% 17.74%
3 0.49% 0.49% 0.08% 26.86%
4 0.70% 0.70% 0.09% 34.48%
5 0.91% 0.91% 0.08% 40.81%
average 0.56% 0.56% 0.07% 29.97%

5.6.3 Performance of the Heuristic in Large Instances

For larger instances the performance of the heuristic is compared to several simple

heuristics that serve as upper bounds. Comparing results with a lower bound would

be preferable, but we have not been able to formulate tight and easy-to-calculate

lower bounds for this problem. We solved ILPs with perfect information about future

demands and returns in scenarios with a finite horizon. Averaged over the number of

periods, this value of perfect information is typically more than 20% below the optimal

average cost. Penalizing the use of future information, as in Brown et al. (2010), is

not a feasible approach in large instances, since solving the ILP would require that

the penalties for each possible future state are specified on beforehand. Generating

these penalties is a problem in the same order of magnitude as the state space. In

addition, their methodology seems well suited to compute a lower bound to the value

of a specific state in a finite horizon stochastic dynamic program, but has not been

developed with average cost MPDs in mind.

A simulation experiment is now carried out to measure the performance of the

heuristic in larger instances. The heuristic costs are compared with the costs of simple

heuristics. In each part we use the shipment policy from §5.5.1 since it performs well.
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We test the following four heuristics, numbered H1 to H4.

• H1. The main heuristic from §5.5.

• H2. Cross-dock action: use cross-docking actions from §5.5.2. Take-back action:

only take back stock above the SLP threshold.

• H3. Cross-dock action: always cross-dock from the location with highest stock

to the location with the lowest number of rented items. Take-back action: use

take-back actions from §5.5.3.

• H4. Cross-dock action: forced cross-docking using the trade-off from §5.5.2.

Take-back action: no take-backs.

H2 serves to show the effect of including preventive take-backs, H3 the rule for cross-

docking, and H4 the importance of take-back actions.

For n = 2, 3, 5, 10, 20, 50 locations, experiments are carried out according to the

L32 array in Table 5.2. In order to observe the heuristics work under nonidentical

parameters, we now let the parameters hi, ci, bi, and λi vary between locations

by adding random noise. For the parameters ci, bi, and λi the random noise is

normally distributed with zero mean and a standard deviation 0.2 times the value

of the parameter. Then in approximately 95% of the cases the parameter value is

within 40% from its mean. In order to ensure h0 < hi for all i, we let hi be uniformly

distributed between h− 1
2 (h−h0) and h+ 1

2 (h−h0), with h the parameter from Table

5.2.

For each configuration in the L32 array we draw random parameters 20 times. For

each draw the costs are simulated 1000 times for 1000 periods excluding a warmup

of 100 periods. Before simulating the costs of a certain draw, we first numerically

optimize K by simulating the costs of the heuristic for K = 1, . . . , 3n. We also carry

out the same experiment for a limited value of K as specified in Eq. (5.22). The

initial stock level for each run is x0 = K and xi = 0, yi = 0 for i = 1, . . . , n.

Table 5.5 shows the results of the experiment. Heuristic H1 slightly outperforms

heuristic H2, and the difference seems to be increasing in n, especially under limited

stock. The preventive take-back step seems to have a small effect for small n, but

becomes important for high n. With a high number of locations, there is a significant

probability that a stock-out will happen at some location. Hence, by carrying out

preventive take-backs we are likely to save cross-docking handling costs.
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Table 5.5: Average deviations in percentage for various heuristics under the cost-
minimizing and limited K. Columns H2, H3, and H4 give the deviation in % of these
respective heuristics compared to the main heuristic (H1).

With cost-minimizing K With limited K
n H2 H3 H4 H2 H3 H4
2 0.00% 0.00% 113.07% 0.00% -0.08% 22.51%
3 0.01% 0.06% 105.10% 0.05% 0.61% 23.50%
5 0.04% 0.12% 94.35% 0.28% 1.61% 24.87%

10 0.10% 0.19% 84.29% 0.68% 1.79% 33.87%
20 0.24% 0.21% 78.18% 1.22% 1.41% 48.03%
50 0.55% 0.16% 73.79% 2.02% 0.53% 62.50%

Heuristic H3 shows the effect of using a different policy for cross-docking. Its

performance is often worse than the cross-docking policy of H1, especially under

limited stock. We have tested various other cross-docking policies, but the policy in H1

seems to perform best under most circumstances. H4 is a policy which makes no use of

the support depot, but which instead waits for demand to occur and carries out cross-

docking actions in response. This policy is extremely costly with deviations ranging

between 22.51% and 113.07%. This emphasizes the fact that for rental systems it

is vital to work in a configuration that has a stock-keeping support depot. When

the stock per location is small, i.e., with limited K and n ≤ 5, this reactive cross-

docking has deviations between 22 and 25%. The deviations decrease in the number

of locations under cost-minimizing stock, because the stock per location becomes

relatively smaller, and increase under limited stock because the stock per location

becomes relatively larger.

5.7 Conclusion

This chapter treats a rental system with a low-cost support depot that can be used for

storage and shipments. We provide structure results for the optimal take-back policy

in settings with a single location. We show that the optimal policy is a threshold policy

where holding costs are traded off with transportation costs and characterize this

trade-off. The single-location policy turns out to be helpful in heuristically bounding

the decisions for the multi-location case. For the two-location case we show that

the take-back policy is based on the holding cost trade-off in addition to preventing
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handling costs for cross-docking. Based on these results, we develop a near-optimal

heuristic that can be applied to large instances.

The results from this chapter provide several theoretical and practical insights,

which have been shared with managers of the Dutch public library system. Insights

from the single-location policy about the division of rental items between locations

and the support depot are used in practice to divide items between a front and back

area of library facilities. Particularly useful is the expression for the exact demand

rate below which all copies are best stored at the support depot. These results can

also aid in deciding which items to remove from locations in order to make room for

new and popular rental items.

We identified in which cases it can be important to consider elaborate informa-

tion about rental durations. This is most important when there is a small difference

between backordering and transportation costs, rental times are long, and stock is rel-

atively small. However, in most cases it is sufficient to base decisions on the aggregate

number of rented items, leading to formulations that are easier to solve and heuris-

tics that are easier to understand. In addition, the gain from enabling cross-docking

in rental systems is evaluated. Cross-docking is worthwhile when handling costs at

the cross-dock are low, the utilization of stock in the system is high, and it becomes

increasingly important with a higher number of locations. Even with cross-docking

enabled, from a cost perspective it is vital to have the possibility to store stock at the

support depot.

This chapter has focused on the operational decisions for a fixed total number of

rental items. Stock levels have been optimized numerically. Future research could

deal with the important tactical decision of setting the optimal number of rental

item in the system, similar to fleet-sizing decisions for vehicle rentals. Several model

extensions are possible. One such extension is to also allow for reservations, meaning

that customers wait for returns at a specific location, instead of having items shipped

from the support depot. Furthermore, routing aspects of delivering the requested

shipments to the locations can be considered.
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Chapter 6

Summary and Conclusions

In this thesis we consider inventory control operations for multi-location rental sys-

tems. We consider rental systems which allow for shipments of rental items between

locations. Such shipments can be carried out in reaction to current demands, or in

anticipation of future demands. We analyze various types of network designs, and fo-

cus on optimizing the stock levels and inventory control operations for these different

types of designs. First we summarize the results for each chapter in this thesis and

then discuss the insights for theory and practice.

6.1 Summary of Results

In Chapter 2 we consider a single-echelon rental system where each rental location

is capable of carrying out lateral transshipments. We determine optimal policies

for stock positioning by using stochastic dynamic programming, and compare the

resulting policies with various policies used in practice. In the stochastic dynamic

program, we allow items to be positioned at any location. We compare this with the

fixed ownership policy, which returns each transshipped item to its original location

after the rental period, and the floating policy, which keeps each transshipped item

at the receiving location after the rental period. In experiments, the optimal policy

achieves over 30% lower costs than the fixed ownership policy. The floating policy is

capable of capturing a sizable portion of the benefits of the optimal policy, if combined

with a transshipment policy that ships from locations which have high stock levels
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compared to their demand rates.

In Chapters 3 and 4 we consider a rental system with a support depot dedicated

to low-cost storage and shipments of rental items. In Chapter 3 we assume that each

location has a given number of rental items, and whenever a location is out of stock,

the support depot ships an item. Items shipped from the support depot are returned

to the support depot after the rental period. Given this operational policy, we focus

on the tactical decision of optimizing the stock levels at the support depot and each

rental location in the system. We provide an easy-to-calculate approximation for the

costs of a given stock level, and a heuristic for determining stock levels that results in

costs within 0.2% from the optimal costs. Compared to a system with independently

operating locations, the addition of a support depot leads to significant stock pooling

and holding cost benefits, especially in case of low-demand items. Since demand

for rental products often exhibits a decreasing pattern over time, we investigate how

the optimal stock levels change when demand decreases. As expected, the optimal

stock levels make a transition from a situation with predominantly stock at the rental

locations to a situation with predominantly stock at the support depot.

In Chapter 4 there is no fixed number of rental items per location. All stock in

the system can be shared between locations via the support depot. We optimize the

operational decisions for this system. These decisions concern shipments from the

support depot to the locations, as well as taking back items from the locations to the

support depot. The shipment decisions are typically straightforward, but the take-

back decisions have several intricate aspects. First, due to the lower holding costs at

the support depot, locations may send part of their stock above a certain threshold

back to the support depot in order to reduce holding costs. Second, stock may be

taken back in anticipation of future demand at other locations. Third, stock may be

taken back in reaction to already existing backorders. We formulate a heuristic that

accounts for all these aspects and which is on average within 1% from the optimal

solution as determined by solving a Markov decision problem. In instances with

a large number of locations, reasonable performance may be achieved by setting a

base-stock level at the support depot and carrying out take-backs according to this

base-stock level.

In Chapter 5 we consider a rental system with an option to cross-dock items

between locations via the support depot. Several assumptions from Chapter 4 are

relaxed by including nonidentical cost parameters and considering empirical return



Summary and Conclusions 147

distributions besides geometric return distributions. We prove a threshold result for

the optimal take-back policy in a setting with a single location and a single depot.

The optimal take-back policy is shown to have a threshold above which it is optimal

to take-back all on-hand stock, and which decreases in the number of rented items. In

experiments, the geometric return time assumption is tested by making a comparison

with an empirical return distribution. The quality of the solutions appears rather

insensitive to the choice of return distribution in most circumstances. Experiments

show that enabling cross-docking operations leads to significant reductions in back-

order costs when the number of rental items in the system is small and when the

cross-docking handling costs are inexpensive.

6.2 Discussion

We have considered various rental system network designs and their optimal policies

for redistributing stock and setting stock levels. We presented several optimal and

near-optimal approaches for controlling stock in rental systems that exist in practice

but have not yet been considered in academic literature. The heuristic concepts in

this thesis are suitable for implementation in practice, for instance to determine from

which location to transship a requested item. We now discuss the main insights of

the thesis.

The strategies for shipping and redistributing stock in rental systems show similar-

ities between the different network designs. In all cases it is vital to take the random

future item returns into account. In Chapters 2 and 5 we have tested the level of

detail at which this information must be accounted for. It is shown that this level can

typically be rather limited, taking into account only the aggregate number of rented

items at a location. In all considered rental systems it seems important to transship,

take-back, and cross-dock with preference from locations with long expected stock-

out times. It is preferable to ship to the out-of-stock locations with a low number of

expected future returns.

In heuristics for redistribution, we make various trade-offs between direct and

long-run costs of a decision. In Chapter 2, demand is assumed to be lost if not met

immediately after the shipment phase. Shipment and redistribution decisions based

on one- and two-period-ahead costs seem appropriate for this setting. In Chapters

4 and 5, unmet demand is backordered. Since a cost per time unit is incurred for
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each backordered demand, it is important to look further ahead than in a system with

lost demand. Near-optimal reactive take-back and cross-docking decisions follow from

comparisons between direct shipment costs and long-run backorder costs. For proac-

tive redistribution it seems sufficient to look ahead one period. The characteristics of

effective heuristics thus differ fundamentally depending on whether backorders or lost

demands are considered and on whether the decision concerns reactive or proactive

stock transfer.

In some multi-location rental systems the ownership of rental items is bound to

specific locations, i.e., items owned by a certain location can be shipped to another

location to deal with demand, but after the rental period they are always shipped back

to the owner location. We observe in Chapter 2 that fixed ownership policies can lead

to high expenses for transportation in systems with lateral transshipments. Dynamic

policies with shared ownership between locations reduce these expenses considerably.

For rental systems with a support depot, we also consider fixed ownership in Chapter

3. Similar to Chapter 2, in Chapters 4 and 5 we see that it is beneficial to dynamically

adapt the local stocks depending on the state of the system. Fixed ownership always

comes at a cost, which should be taken into account when setting up a rental system.

Under the assumption of the support depot having lower holding costs than the lo-

cations, we can make optimal trade-offs between reduced holding costs at the support

depot and extra shipment costs. For single-location single-depot decompositions we

analyzed this optimal trade-off in different settings. In Chapter 3 the decomposition

provides bounds that restrict the search space for the optimal base stock levels, while

in Chapters 4 and 5 the decomposition results in good initial take-back decisions.

Considering its contribution in this setting with rental systems, this decomposition

may also apply to related inventory models with shipments from a support depot.

The analysis of the different network designs suggests that the height of the de-

mand is a main criterion for choosing a suitable network design. Systems with ship-

ments from a support depot seem best for items with low demand rates. Such items

can be stored at the support depot with low holding costs and shipped on demand.

We see in Chapter 5 that the support depot has significant added value even if lateral

transshipments are possible via cross-docking. In Chapter 3, we see that for high de-

mand items the added value of a support depot is small and it is preferable to mostly

deal with demand locally. For high demand it therefore seems better to use lateral

transshipments or, in some cases, no transshipments at all. However, considering that
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demand for rental items often exhibits decreasing patterns, such a support depot may

always have its use later in the life cycle of a rental product.

For public libraries in the Netherlands we have the following recommendations.

The results from Chapter 2 urge to reconsider the fixed ownership policy, which is

currently used by almost every library organization, with the floating policy as an

effective and easy-to-coordinate alternative. We highly recommend public libraries

to adopt floating policies. We believe that especially on the municipal level this

could be the standard transshipment structure, since libraries within municipalities

typically have shared funding and shared catalogs. In addition, the ideas and results

for coordination of a rental system with a support depot can be useful in the decision

making processes in the upcoming years now that the Dutch public library system is

gradually moving towards more centralization. Tools are provided to determine how

to divide stock between the support depot and locations, which can aid in keeping

collections relevant under decreasing demand.
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Samenvatting en conclusies

De verhuur van producten vervult een belangrijke functie in onze maatschappij. Het

voorziet in de vraag naar producten die duur zijn in aanschaf en alleen nodig zijn voor

beperkte periodes, zoals auto’s, fietsen, boeken, gereedschap en gelegenheidskleding.

Huren lijkt populairder dan ooit, zeker nu het via online netwerken mogelijk is om

als particulieren producten aan elkaar te verhuren of te delen.

In dit proefschrift bestuderen we de voorraadbeheersing en logistiek van verhuur-

systemen met meerdere locaties, waarbij het mogelijk is om producten te verschepen

tussen locaties. Belangrijke praktijkvoorbeelden hiervan zijn de openbare bibliothe-

ken, waar klanten boeken van andere bibliotheken kunnen aanvragen, en gereed-

schapsverhuurbedrijven, waar klanten online bestellingen plaatsen en het gereedschap

afhalen bij een plaatselijke bouwmarkt. Om aan de vraag van de klant te kunnen vol-

doen, worden de gevraagde producten vaak verscheept vanuit andere locaties of vanuit

een depot.

Deze verschepingen leiden tot verscheidene logistieke uitdagingen. Er moet bij-

voorbeeld worden bepaald welke locaties de gevraagde producten verschepen. Hier-

door zijn er voor langere tijd minder producten op voorraad op de verschepende lo-

catie, waardoor klanten van die locatie misschien moeten worden teleurgesteld. Ook

moeten er beslissingen worden gemaakt over geretourneerde producten na de verhuur-

periode. Deze kunnen worden teruggestuurd naar hun oorspronkelijke locatie, maar

wellicht is het verstandiger het niet te doen om zo het aantal benodigde logistieke han-

delingen te reduceren. Een andere uitdaging is bepalen van de hoeveelheid producten

die moeten worden aangeschaft, rekening houdend met het feit dat er verschepingen

plaats kunnen vinden.

Om zo goed mogelijk om te gaan met deze uitdagingen ontwerpen we in dit proef-

schrift kostenefficiënte methodes voor het beheersen van de voorraden en de daarbij
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behorende logistieke handelingen. Dit doen we voor de in de praktijk meest voor-

komende verhuursystemen zoals weergeven in figuur 1. We bekijken een systeem

waarbij iedere locatie naar iedere locatie kan verschepen (links), een systeem met

verschepingen tussen locaties en een centraal depot (midden), en een systeem waarbij

het centraal depot ook kan worden gebruikt voor cross-docken (rechts). Voor elk van

deze systemen bekijken we de hoogte van de voorraad, de verschepingsbeslissingen en

de afhandeling van geretourneerde producten. Hiermee worden wetenschappelijke en

praktische inzichten verkregen in effectief voorraadbeheersingsbeleid voor verhuursys-

temen.

In het resterende gedeelte van deze samenvatting bespreken we eerst de uitdagin-

gen bij het grootste verhuursysteem in Nederland: de openbare bibliotheken. Daarna

geven we per hoofdstuk de belangrijkste bijdrages en conclusies voor de wetenschap

en de praktijk die we met dit proefschrift hebben verkregen.

Directe verschepingen tussen
locaties

(Hoofdstuk 2)

Verschepingen vanaf een
centraal depot

(Hoofdstuk 3 & 4)

Mogelijkheid tot cross-
docking via centraal depot

(Hoofdstuk 5)

Figuur 1: Types verhuursystemen en bijbehorende hoofdstukken

De openbare bibliotheken

In hoofdstuk 1.2 bespreken we belangrijke kengetallen en trends met betrekking tot de

huidige situatie bij de openbare bibliotheken in Nederland. In de periode van 2000 en

2013 zijn de ledenaantallen gedaald van 4,31 miljoen naar 3,86 miljoen en het aantal

uitleningen per jaar van 155 naar 84 miljoen (Bibliotheekmonitor, 2015). Deze dalin-

gen zijn voornamelijk te verklaren door de opkomst van internet als alternatieve bron

voor informatie en vrijetijdsbesteding. Naast deze vraagdaling, hebben bibliotheken



BIBLIOGRAPHY 161

te maken met gemeentelijke bezuinigingen. In de laatste jaren zijn er veel bibliotheken

gesloten of omgevormd tot servicepunten met gereduceerde openingstijden.

Bibliotheken moderniseren om met deze trends om te gaan. Zo is het bij vrijwel

iedere bibliotheek mogelijk om online de collectie in te zien en bestellingen te plaatsen.

Tevens wordt er gewerkt aan een landelijke catalogus waar klanten de collecties van

alle aangesloten bibliotheken kunnen zien. Hierdoor ontstaat een gevarieerder aanbod

en wordt het eenvoudiger voor klanten om items van andere bibliotheken te bestellen.

De mogelijkheid voor klanten om items te bestellen vanuit een andere bibliotheek

staat ook wel bekend als interbibliothecair leenverkeer (IBL). Verschillende soorten

netwerken worden gebruikt voor het transporteren van IBL aanvragen. Het meest

voorkomende type netwerk is een netwerk waarbij vanaf iedere bibliotheek binnen het

netwerk boeken kunnen worden verstuurd naar andere locaties. Ook zijn er netwerken

met een centraal depot, waar IBL aanvragen vanuit een centraal depot naar de bi-

bliotheken worden verzonden. Meestal halen bibliotheekmedewerkers de te versturen

items handmatig van de plank en sorteren ze in bakken die eenvoudig kunnen worden

getransporteerd. Het transport vindt vaak plaats met een bestelauto, maar op langere

afstanden kan ook per post worden verstuurd. Deze logistieke handelingen kunnen

tijdrovend en duur zijn. De gezamenlijke catalogus zou ook kunnen leiden tot een

stijging van logistieke kosten. Vanwege de bezuinigingen op bibliotheken, proberen

we in dit proefschrift kostenefficiënte methodes te formuleren voor, onder andere, het

verschepen van bibliotheekitems.

Bijdrage per hoofdstuk

Voor elk hoofdstuk hebben we een paar overeenkomstige doelstellingen. Ten eerste

willen we inzicht krijgen in de onderliggende mechanismen voor optimaal beleid voor

verschepingen en herpositionering van voorraad. We bepalen dit optimale beleid aan

de hand van wiskundige analyses en numerieke methodes zoals dynamisch program-

meren en Markov beslissingsprocessen voor kleine systemen. Ten tweede willen we

de verkregen inzichten gebruiken om heuristieken te formuleren waarmee effectieve

beslissingen kunnen worden genomen voor grote systemen. Deze heuristieken moe-

ten een hoge mate van schaalbaarheid hebben, zodat ze ook toepasbaar zijn voor

verhuursystemen met veel locaties.
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Hoofdstuk 2: voorraadbeslissingen in systemen met directe

verschepingen tussen locaties

In hoofdstuk 2 bekijken we een systeem waarbij verschepingen mogelijk zijn tussen

alle locaties (links in figuur 1). Als op een locatie een product wordt aangevraagd dat

niet aanwezig is, kan het worden verscheept vanaf een andere locatie.

Naast het verschepingsbeleid, bekijken we het beleid voor het periodiek herpositi-

oneren van aanwezige items over de locaties. In de praktijk worden verscheepte items

na het verhuren teruggebracht naar hun oorspronkelijke locatie, omdat ieder item een

vaste bezitslocatie heeft. Een andere optie is floating, waarbij items blijven liggen

op de ontvangende locatie en er dus geen herpositionering plaatsvindt. In het model

laten we deze en andere manieren van herpositionering toe, om zo de beste manier

van herpositioneren te kunnen bepalen.

Met behulp van stochastisch dynamisch programmeren bepalen we optimale beslis-

singen voor verschepen en herpositioneren. In het optimale beleid wordt er geherposi-

tioneerd als ergens grote overschotten en tekorten ontstaan. Dat wordt gecombineerd

met een verschepingsbeleid waarbij we versturen vanaf locaties met veel voorraad ten

opzichte van hun vraag en verzenden naar locaties met weinig verhuurde items ten

opzichte van hun vraag. Eigenlijk vindt een groot deel van het herpositioneren plaats

door het nemen van de juiste verschepingsbeslissingen.

We hebben een heuristiek geformuleerd die gebruik maakt van bovenstaande ideeën.

In experimenten vergelijken we de heuristiek met vast bezit en floating. We zien dat

de heuristiek tot meer dan 30% minder kosten leidt dan vast bezit. Gecombineerd

met het verschepingsbeleid uit onze heuristiek, zien we dat floating ook bijna 20%

goedkoper is dan vast bezit. Ten opzichte van de huidige praktijk kan er dus een

behoorlijk kostendaling worden behaald.

Hoofdstuk 3: voorraadniveaus in systemen met een centraal

depot

In hoofdstuk 3 bekijken we een systeem waarbij items worden verscheept vanaf een

centraal depot, dat tevens dient als goedkope opslaglocatie (midden in figuur 1). We

nemen aan dat het centraal depot en iedere locatie een eigen voorraadniveau hebben,

waarbij de voorraad op het centraal depot wordt gedeeld tussen alle locaties. Als alle

voorraad op een locatie is verhuurd en er komt een nieuwe klant binnen, dan wordt



BIBLIOGRAPHY 163

een item vanaf het centraal depot verscheept. Als het centraal depot leeg is, dan

wordt het item gereserveerd. Klanten die boven een toegestaan reserveringsniveau

per locatie uitkomen worden afgewezen. Na de verhuurperiode worden items terug-

gebracht naar hun oorspronkelijke locatie. Gegeven dit operationele beleid, waarbij

sprake is van vast bezit per locatie, bepalen we voorraadniveaus die leiden tot mi-

nimale tijdsgemiddelde kosten voor voorraad, verschepen, reserveren en afwijzen van

klanten.

Door gebruik te maken van bovengrenzen en benaderingen ontwerpen we een heu-

ristiek voor het bepalen van voorraadniveaus. Voor het speciale geval met een enkele

locatie en een depot bepalen we analytisch optimale voorraadniveaus. Het blijkt dat

het voorraadniveau van de enkele locatie een bovengrens oplevert voor het optimale

voorraadniveau van de locatie in het algemene geval, die we kunnen gebruiken in een

algoritme om optimale voorraadniveaus te bepalen. Voor situaties zonder reserveren

bestaat in de literatuur een benadering om de tijdsgemiddelde kosten van gekozen

voorraadniveaus te berekenen. Wij breiden die uit zodat de situatie met gedeeltelijk

reserveren ook kan worden meegenomen. In de heuristiek combineren we het algoritme

met de benadering. In numerieke experimenten levert de heuristiek voorraadniveaus

op met kosten die gemiddeld minder dan 0.2% van de optimale kosten verschillen.

Om inzicht te krijgen in hoe nuttig het is om een centraal depot te hebben, voeren

we verschillende experimenten uit. Allereerst bekijken we de toegevoegde waarde van

het introduceren van een centraal depot in een systeem met zelfstandig opererende lo-

caties. Het toevoegen van een centraal depot zorgt voor significante kostenvoordelen,

voornamelijk voor items met lage vraag, deels doordat er minder voorraad nodig is

en deels doordat de voorraadkosten op het centraal depot lager zijn. In een ander ex-

periment testen we wat er gebeurt met de optimale voorraden als de vraag daalt over

de tijd, aangezien dit een vrij gebruikelijk vraagpatroon is voor verhuurproducten. In

deze situatie zien we dat de optimale voorraadniveaus veranderen van voornamelijk

voorraad op de locaties naar voornamelijk voorraad op het centraal depot. Een cen-

traal depot kan dus een nuttige toevoeging kan zijn in het geval van lage of dalende

vraag.
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Hoofdstuk 4: voorraadbeslissingen in systemen met een

centraal depot

In hoofdstuk 4 bekijken we wederom een verhuursysteem met een centraal depot, maar

in tegenstelling tot hoofdstuk 3, laten we de aanname van een vaste bezitslocatie los.

De focus ligt daardoor op operationele beslissingen voor het verplaatsen van voorraad

tussen het centraal depot en de locaties, in plaats van op de tactische beslissing van

het bepalen van voorraadniveaus. De voorraad op het centraal depot raakt op doordat

er wordt verscheept, dus deze zal moeten worden aangevuld door items terug te halen

vanaf de locaties. Door het oplossen van een Markov beslissingsprobleem bepalen we

optimale beslissingen voor het verschepen en terughalen van voorraad.

De optimale beslissingen zijn ruwweg als volgt. Meestal verscheept het centraal

depot naar locaties die een openstaande aanvraag hebben en een laag aantal verhuurde

items, omdat op die locaties een kleinere kans is dat openstaande aanvragen kunnen

worden vervuld met geretourneerde items. Voor het terughalen onderscheiden we drie

types beslissingen. Ten eerste maken locaties gebruik van de lagere voorraadkosten

op het centraal depot door alle voorraad boven een bepaalde grenswaarde terug te

sturen naar het centraal depot. Ten tweede sturen locaties voorraad terug naar het

centraal depot om huidige openstaande aanvragen op andere locaties op te lossen

bij het eerstvolgende moment van verschepen. Ten derde sturen locaties voorraad

terug om te kunnen voldoen aan eventuele toekomstige aanvragen voor verschepingen,

voornamelijk als het centraal depot weinig voorraad heeft.

We implementeren een heuristiek die de optimale verschepingsbeslissingen en elk

van de bovenstaande types terughaalbeslissingen zo goed mogelijk benadert. In expe-

rimenten voor verhuursystemen tot vier locaties, verschilt onze heuristiek gemiddeld

minder dan 1% van de optimale kosten. Tevens levert de heuristiek lagere kosten

op dan eenvoudige terughaalregels, zoals te allen tijde alle aanwezige voorraad op de

locaties terughalen naar het centraal depot, of terughalen zodat een bepaald basisni-

veau op het centraal depot wordt gegarandeerd. In verhuursystemen met een groter

aantal locaties vergelijken we de heuristieken opnieuw. Naarmate het aantal locaties

toeneemt, zien we dat het garanderen van een basisniveau op het centraal depot tot

vergelijkbare kosten leidt als onze heuristiek. Voor grote verhuursystemen kan een

dergelijke simpele regel dus aantrekkelijk zijn.



BIBLIOGRAPHY 165

Hoofdstuk 5: voorraadbeslissingen in systemen met een

centraal depot en cross-docking

In hoofdstuk 5 bespreken we een verhuursysteem met een centraal depot dat naast

opslag en verschepingen ook voorziet in cross-docking (rechts in figuur 1). Hierdoor

is het mogelijk om direct voorraad uit te wisselen tussen de locaties. In hoofdstuk

4 kon dat pas bij de eerstvolgende verschepingsfase. We nemen aan dat er extra

handelingskosten zijn verbonden aan het gebruik van cross-docking. We bepalen

optimale beslissingen voor verschepingen, terughalen en cross-docken in deze nieuwe

situatie, wederom gebruikmakend van Markov beslissingsprocessen.

Allereerst bepalen we de structuur van de optimale terughaalbeslissingen in een

systeem met een enkele locatie en een centraal depot. Voor ieder aantal uitgeleende

items bestaat een drempel op de aanwezige voorraad, waarbij het optimaal is om alle

voorraad boven de drempel terug te halen naar het centraal depot. Deze drempel daalt

als het aantal verhuurde items toeneemt. Voor speciale gevallen met twee locaties

kunnen we de optimaliteit van dergelijke drempels bewijzen en aannemelijk maken

dat de hoogte van de drempels daalt als er meer locaties in het systeem zijn. Van deze

eigenschap maken we gebruik in een heuristiek die resultaten genereert die minder dan

1% verschillen van het optimum in verhuursystemen tot vijf locaties.

In een experiment vergelijken we de operationele kosten als cross-docking wel en

niet wordt toegelaten. We zien dat als de handelingskosten voor cross-docking laag

zijn en als het aantal items in het systeem laag is, het toelaten van cross-docking kos-

tenreducties van gemiddeld meer dan 30% kunnen opleveren. De winst zit voorname-

lijk in een daling van de kosten voor het laten wachten van klanten. In experimenten

met een groter aantal locaties bekijken we kosten van verschillende heuristieken aan de

hand van simulatie. Hiermee geven we ook inzicht in het nut van een centraal depot.

Zo bekijken we een heuristiek waarbij we geen items opslaan op het centraal depot

en alle tekorten oplossen met cross-docken, wat vergelijkbaar is met de verschepingen

tussen locaties zoals in hoofdstuk 2. Vaak zijn de kosten twee keer zo hoog als bij

heuristieken die wel gebruik maken van opslag op het depot. Een centraal depot kan

dus een grote toegevoegde waarde hebben, zelfs als er directe verschepingen tussen

locaties mogelijk zijn.

In de meeste hoofdstukken hebben we aangenomen dat ieder verhuurd item te-

rugkeert met een vaste terugkeerkans, zodat we alleen het aantal verhuurde items per
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locatie hoeven bij te houden. In experimenten berekenen we ook optimale oplossingen

voor situaties waarbij de terugkeerkans afhangt van de huidige verhuurtijd. Daarvoor

moet van ieder verhuurd item de huidige verhuurtijd worden bijgehouden, wat leidt

tot een groot aantal toestanden in het Markov beslissingsproces. We rekenen uit wat

de toename in kosten is voor het aannemen van een vaste terugkeerkans, wanneer de

verhuurtijden eigenlijk een tijdsafhankelijke terugkeerkans hebben. Het blijkt dat in

vrijwel alle omstandigheden de oplossingen met een vaste terugkeerkans vrij dicht bij

de optimale oplossing zitten met een tijdsafhankelijke terugkeerkans. We kunnen dus

goede beslissingen kunnen maken met louter informatie over het aantal verhuurde

items en een vaste terugkeerkans.

Conclusies en discussie

In dit proefschrift hebben we verschillende distributiesystemen voor verhuursystemen

bekeken en de bijbehorende optimale beslissingen bepaald voor verscheping, herposi-

tionering, en voorraadniveaus. Een belangrijke bijdrage is dat we types verhuursyste-

men uit de praktijk behandelen die nog niet eerder besproken zijn in de academische

literatuur. Hieronder bespreken we de belangrijkste inzichten voor wetenschap en

praktijk over het beheer van voorraad in verhuursystemen.

Voor de verschillende distributiesystemen, is er vaak overlap tussen de beslissingen

voor het verschepen en herpositioneren van voorraad. Voor deze beslissingen is het

uitermate belangrijk om het terugkeren van voorraad in acht te nemen. In hoofdstuk-

ken 2 en 5 hebben we getest tot op welk niveau de informatie over verhuurde items

mee moet worden genomen om goede beslissingen te kunnen maken. Meestal lijkt het

te volstaan om alleen het totaal aantal verhuurde items per locatie te beschouwen.

Voor alle verhuursystemen zien we dat we met voorkeur verschepen, terughalen en/of

cross-docken vanaf locaties met relatief lange verwachte tijd voor het opraken van de

aanwezige voorraad. De ontvangende locatie is met voorkeur meestal de locatie met

de minste verhuurde voorraad.

Voor het herpositioneren zien we verschillende afwegingen tussen de lange- en

kortetermijneffecten afhankelijk van het gekozen distributiesysteem. In hoofdstuk 2

nemen we aan dat de vraag waaraan we niet voldoen verdwijnt uit het systeem. Onder

deze aanname lijken heuristieken gebaseerd op verwachte kosten voor de komende één

à twee perioden redelijk effectief te zijn. In hoofdstukken 4 en 5 kan de vraag van
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een klant worden gereserveerd met bepaalde kosten voor iedere periode die moet

worden gewacht. Hier is het belangrijker om naar een langere termijn te kijken.

De beslissingen voor reactief terughalen en cross-docken zijn gebaseerd op directe

verschepingskosten en langetermijnkosten voor wachten. Het proactief terughalen van

voorraad is juist weer gebaseerd op één periode vooruit kijken. De karakteristieken

van effectieve heuristieken veranderen dus behoorlijk afhankelijk van de keuze voor wel

of niet toelaten van reserveringen en de aard van de beslissing (proactief of reactief).

Belangrijke observaties in dit proefschrift betreffen het hebben van vaste bezitslo-

caties, wat in de praktijk geregeld voorkomt. In hoofdstuk 2 zien we dat vast bezit

kan leiden tot hoge transportkosten in een systeem met verschepingen tussen locaties.

Het is goedkoper om dynamisch beleid te hebben waarin het bezit wordt gedeeld tus-

sen de locaties. Voor het systeem met een centraal depot, nemen we vast bezit aan in

hoofdstuk 3. In hoofdstukken 4 en 5 zien we dat het voordelig kan zijn om de lokale

voorraden dynamisch aan te passen aan de toestand van het systeem. Vast bezit heeft

dus altijd een negatief effect op de voorraad- en transportkosten, wat belangrijk is om

mee te nemen bij het opzetten van een verhuursysteem.

Door aan te nemen dat het centraal depot lagere voorraadkosten heeft dan de

locaties, kunnen we een uitruil maken tussen voorraadkosten en verschepingskosten.

Voor verschillende distributiesystemen hebben we de optimale uitruil bekeken in een

decompositie met een enkele locatie en een enkel centraal depot. In hoofdstuk 3 leidt

deze decompositie tot bovengrenzen waarmee de zoekruimte voor de optimale voor-

raadniveaus kan worden beperkt, terwijl in hoofdstukken 4 en 5 de decompositie kan

worden gebruikt voor goede initiële terughaalbeslissingen. Omdat deze decompositie

erg nuttig blijkt bij verhuursystemen, verwachten we dat deze ook nuttig kan zijn in

reguliere voorraadmodellen met verschepingen vanaf een centraal depot.

Uit de analyse van de verschillende types distributiesystemen, lijkt de keuze voor

het juiste type distributiesysteem voornamelijk te worden gemotiveerd door de vraag-

hoogte van het verhuurproduct. Voor langzaamlopende producten zien we dat ver-

schepingen vanuit een centraal depot goed werken. Deze langzaamlopers kunnen

met lage voorraadkosten op het centraal depot worden opgeslagen en pas worden

verscheept als ze daadwerkelijke worden gevraagd. In hoofdstuk 5 zien we dat het

centraal depot nog steeds een grote bijdrage kan hebben zelfs als verschepingen tussen

locaties worden toegestaan doordat cross-docken mogelijk is. In hoofdstuk 3 zien we

dat voor hoge vraag de toegevoegde waarde van een centraal depot relatief klein is



168

en dat er bij voorkeur lokaal aan de vraag wordt voldaan. Voor hoge vraag lijkt het

dus beter te zijn om verschepingen tussen locaties toe te staan, of misschien helemaal

geen verschepingen te doen. Gezien het feit dat vraag naar verhuurproducten vaak

een dalend patroon heeft, zou een centraal depot altijd in een later stadium van de

levensfase van het product van nut kunnen zijn.

Voor bibliotheken in Nederland hebben we de volgende suggesties. Aan de hand

van de resultaten in hoofdstuk 2 raden we de publieke bibliotheken aan om, waar

mogelijk, gebruik te maken van floating in plaats van vaste bezitslocaties. Floating

reduceert het aantal logistieke handelingen en is bovendien conceptueel uitermate een-

voudig omdat herpositioneren niet noodzakelijk is. Dit systeem zou binnen gemeentes

eigenlijk de standaard moeten zijn, omdat bibliotheken binnen een gemeente vaak ge-

zamenlijke financiering en gedeelde catalogi hebben. De ideeën voor het coördineren

van verhuursystemen met een centraal depot kunnen belangrijk zijn bij het maken

van beslissingen in de komende jaren, nu het bibliotheeksysteem langzaam richting

meer centralisatie beweegt. We geven bijvoorbeeld optimale manieren om voorraad

te verdelen tussen het centraal depot en de locaties, wat een bijdragen kan leveren

in het relevant houden van de collecties onder dalende vraag. De heuristieken die we

gemaakt hebben kunnen worden gebruikt om verschepings- en terughaalbeslissingen

te maken in dergelijke systemen.
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