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3
Continuous Fields and Discrete

Samples: Reconstruction through
Tessellations

W.E. Schaap & R. van de Weygaert

ABSTRACT — We describe the background, the fundamentals and the properties of
the Voronoi Tessellation Field Estimator (VTFE) and the Delaunay Tessellation Field
Estimator (DTFE), two self-consistent stochastic-geometrical methods for a volume-
covering reconstruction of intensity and density fields which are sampled by a discrete
set of points. The zeroth-order VTFE is based on the Voronoi tessellation of the given
point set, each Voronoi cell representing the multi-dimensional equivalent of a zeroth-
order interpolation interval. The first-order DTFE is based on the Delaunay triangula-
tion of the given discrete point set, each Delaunay tetrahedron representing the multi-
dimensional equivalent of a linear interpolation interval. The main advantage of recon-
struction methods based on tessellations over conventional approaches is that they are
intrinsically self-adaptive and do not make use of artificial smoothing. We compare the
effective smoothing kernels of the VTFE and DTFE with conventional fixed grid-based
and adaptive SPH-like procedures and show that the VTFE and DTFE have a superior
spatial resolution. We compare the computational demands with those of conventional
reconstruction procedures. Finally, we summarize our results and discuss possible appli-
cations and future extensions.
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3.1 Introduction

In analyzing astronomical observations or numerical simulations one is often confronted with
discrete data-sets which are assumed to represent a fair sample of an underlying smooth and
continuous field. Several methods exist for reconstructing this field from the data, but they
are subject to a number of problems. Firstly, they are often restricted to a discrete set of
grid-points, while one really wants a fully volume-covering reconstruction. Secondly, un-
like analytical calculations they do not correspond to volume-weighted quantities. Thirdly,
they tend to be a combination of the two different mathematical procedures of reconstruction
and smoothing. The combination is such that the separate procedures are not well-defined.
Fourthly, conventional methods are usually inflexible with respect to the local sampling den-
sity. This results in a less than optimal coverage of high density regions, while low density
regions are dominated by shot-noise effects. Finally, these methods are also insensitive to the
geometry of the distribution of data points, usually involving a smoothing kernel with a fixed
shape.

For the above reasons one has to be very careful in choosing the appropriate method for
the type of problem one is dealing with. After all, the properties of the reconstructed field will
in general depend on the adopted method and it is not a priori clear how it has been affected
by any of the above issues. In an attempt to address this problem, Bernardeau and van de
Weygaert (1996) developed schemes based on the Voronoi and Delaunay tessellation of a set
of data-points, specifically directed toward interpolating the velocity divergence field. The
basis of these schemes is formed by the Voronoi and Delaunay tessellation (Dirichlet 1850,
Voronoi 1908, Delone 1934) of a given discrete point set.

The Voronoi tessellation corresponding to a particular point set consists of the covering
of space by convex regions Πi, the Voronoi cells. Each Voronoi cell Πi is associated with a
point ni such that any point in Πi is closer to ni than to any other point. The Voronoi cells
may therefore be considered as the natural influence regions of the points in the data-set. An
example of a two-dimensional point distribution and its corresponding Voronoi tessellation is
shown in Fig. 3.1. The Delaunay tessellation is the straight-line dual of the Voronoi tessella-
tion. Each Delaunay tetrahedron is defined – in three-dimensional space – by a collection of
four points in the data-set, corresponding to its vertices. The four points are selected such that
their circumscribing sphere does not contain any other data-point. The complete set of De-
launay tetrahedra forms a unique and volume-covering framework of mutually disjoint cells.
The minimum circumsphere definition of the Delaunay tetrahedra ensures that the network
of Delaunay cells forms the multi-dimensional equivalent of linear interpolation intervals. In
Fig. 3.1 an example of a Delaunay tessellation in two dimensions is shown as well.

Indeed, the ‘minimum triangulation’ property of Delaunay tessellations has been known
and abundantly applied within the context of several practical situations, ranging from for in-
stance geographical mapping to spatial surface representations in various computer imaging
applications. However, in astronomical and astrophysical contexts the concept of Delaunay
tessellations has not been widely used, despite the fact that a great many studies are based
on observations which by their nature represent a discretely sampled probe of an underlying
smooth distribution. In other fields of applied sciences, ranging from for example materials
science to geophysics, considerable work has already been done on the implementation of
interpolation schemes which are based on the concept of tessellations (see Okabe 2000 for
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Figure 3.1 — A set of 50 points (central frame) and the corresponding Voronoi (left-hand frame) and
Delaunay (right-hand frame) tessellations. Periodic boundary conditions are assumed.

a review). In particular enticing have been the first results in the use of tessellations as self-
adaptive computational grids instead of the inflexible solid grid schemes that are used in many
numerical codes for following the evolution of natural systems which are described by one
or more partial differential equations. An impressive example concerns the numerical model-
ing of tectonic and surface processes by Braun and Sambridge (1995). This example shows
how Delaunay tessellations may be successfully used in problems in which the underlying
field varies over orders of magnitude and/or contains caustic features. In the context of astro-
physics Whitehurst (1995) implemented a two-dimensional hydrodynamical code based on
the Delaunay tessellation of the fluid elements. Because the tessellation automatically adapts
to changes in density and geometry, he was able to show that this code is able to accurately
follow strong shock fronts and complex gas flows.

A first step towards the exploitation of Delaunay tessellations in the context of astronom-
ical data analysis involved the determination of some statistical aspects of large scale cosmic
velocity fields. Observationally, the cosmic velocity field can only be probed through the
measurement of the peculiar velocities at the site of galaxies, resulting in a discretely sam-
pled velocity field. Likewise, N-body simulations of structure formation, one of the major
instruments of current cosmological research, yield a discrete probe of a supposedly smooth
and continuous background velocity field. The schemes developed by Bernardeau & van de
Weygaert (1996) on the basis of the Voronoi and Delaunay tessellations were specifically di-
rected towards interpolating the velocity divergence field. The fact that these schemes recover
volume-weighted quantities, as the analytic calculations, and that they yielded a significantly
better agreement with the results of those calculations than the conventional grid-based pro-
cedures formed a convincing argument for the viability of the analytical quasi-linear approxi-
mation schemes. While offering transparent and superior estimates of the velocity divergence
field, the complicated geometrical computations and memory-demanding nature of the com-
puter implementation has as yet prevented widespread application and further development
of tessellation-based interpolation methods.

An extra complication is introduced when attempting to develop similar tessellation esti-
mators of fields which explicitly involve the density or intensity itself. For non-density and
intensity fields in principle any reasonable sampling of the field suffices, because the density
of the sampling process bears no direct relation with the field. Conversely, in the case of den-
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Figure 3.2 — The central problem of this chapter: the reconstruction of a density field (right-hand
frame) from a set of points sampling this field (left-hand frame). The example in this figure shows a
10h−1 Mpc thick slice through a particle distribution resulting from a cosmological N-body simulation.
This figure also illustrates a difficulty which frequently occurs in astronomical applications: the particle
distribution is characterized by structures whose shapes and densities are strongly varying within the
simulation box. The density field shown in the right-hand frame has been reconstructed with the
Delaunay Tessellation Field Estimator, the reconstruction procedure described in this chapter.

sity and intensity fields, the density of sampling locations is a direct measure of the quantity
to be estimated. This introduces the extra constraint of mass or intensity conservation, namely
that the integrated mass or intensity of the reconstructed field should be equal to the total mass
or intensity of the sampling points. In Fig. 3.2 an example of this type of problem is depicted.

Several authors have suggested that the inverse area of the Voronoi cells corresponding
to a given point set may be used as an estimate of the sampling density at the locations of
the points (Brown 1965, Ord 1978, Duyckaerts et al. 1994). In astronomy, this estimate
of the local density has been first applied by Ebeling & Wiedenmann (1993) in the context
of developing a source detection algorithm. Ramella et al. (2001), Kim et al. (2002) and
Marinoni et al. (2002) have applied this technique to the problem of identifying clusters in
imaging and redshift surveys. These studies were however limited to a raw estimate of the
local sampling density at the location of the points sampling the density field. Here we are
interested in the problem of reconstructing a fully volume-covering density field from a set of
points sampling this field.

In Chapter 2 we have introduced such a reconstruction scheme which successfully deals
with the constraint of mass conservation. In this chapter we work out the definitions of the
Voronoi Tessellation Field Estimator (VTFE) and the Delaunay Tessellation Field Estimator
(DTFE), following up on the short introductory description of the DTFE in Chapter 2 and test
their performance with respect to a set of more conventional methods.

The DTFE has been developed within the context of the analysis of cosmological N-
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body simulations, and incited by our specific interest in studying high density filamentary and
wall-like regions (see also Fig. 3.2). Their high density is restricted to flattened or elongated
regions, which usually leads to a dilution of the corresponding high density contrast when
using the conventional grid-based methods or other roughly direction-independent density
estimators. Conventional grid-based methods are also not capable of dealing with the large
dynamic range of the cosmic density field, leading to a resolution which is optimal only
around the average density. Finally, the occurrence of anisotropic structures in the cosmic
density field often coincide with caustic features in the velocity field, which conventional
methods are unable to recover. The performance of the DTFE with respect to the presence of
hierarchical substructure and anisotropic structures is discussed in Chapter 4, while the DTFE
reconstruction of the cosmic velocity field is described in Chapter 6.

This chapter is organized as follows. In section 3.2 we describe the mathematical concept
of spatial point processes. Section 3.3 gives an overview of the fundamentals of Voronoi and
Delaunay tessellations. In section 3.4 we describe currently available techniques for recon-
structing continuous fields from a set of discretely sampled data points. In section 3.5 we
discuss multi-dimensional interpolation techniques. In section 3.6 we discuss conventional
procedures to reconstruct density and intensity fields. In section 3.7 we describe tessellation-
based reconstruction schemes. In section 3.8 we describe the DTFE. Section 3.9 compares the
effective smoothing kernel of the DTFE to conventional methods. In section 3.10 we discuss
a number of possible processing procedures. In section 3.11 we compare the computation de-
mands of the DTFE with those of conventional reconstruction procedures. Finally, in section
3.12 we summarize and discuss our results.

3.2 Spatial point processes

A spatial point process Φ may be described as a stochastic model determining the location
of points {xi} in some set X ∈ � D, with D the dimension of space (Matthes et al. 1978,
Ripley 1981, 1988, Diggle 1983, Karr 1986, Daley & Vere-Jones 1988, Cressie 1993, Stoyan
et al. 1995, Babu & Feigelson 1996, Martinez & Saar 2001). Any particular set of locations
determined by the spatial point process is referred to as a realiziation of the spatial point
process. To be a spatial point process Φ has to satisfy the following two conditions:

1. Φ is locally finite: any bounded subset of X contains a finite subset of points for any
particular realization;

2. Φ is simple: no particular realization contains multiple points.

An important quantity describing a spatial point process is its corresponding intensity field
λ(x), which describes the local intensity of points. The intensity field is defined by

λ(x) = lim
V(dY)→0

〈 φ(dY) 〉
V(dY)

. (3.1)

Here φ refers to a realization of the point process Φ and φ(Y) denotes the number of points
in this realization in an infinitesimal volume dY with volume V(dY). 〈 φ(dY) 〉 denotes the
ensemble average of φ(Y).

Below we describe a few important examples of point processes.
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Figure 3.3 — Examples of spatial point processes. (a) Homogeneous Poisson point process. The
observed background emission in a small part of the sky. The intensity of the observed radiation is
constant across the map. The total number of observed photons during a given time is not constant,
but varies according to Poisson statistics. (b) Inhomogeneous Poisson point process. The observed
emission from two galaxies in the Coma cluster of galaxies. The intensity of the observed radiation
varies across the map. The total number of observed photons during a given time is not constant, but
varies according to Poisson statistics. (c) Homogeneous binomial random point process. The position
of 50 coins thrown in a box. The probability of a coin ending up at a certain position is the same
across the box. The total number of coins in the box is fixed. (d) Inhomogeneous binomial random
point process. N-body simulation of filamenty structure in the large scale galaxy distribution. The
density of simulation particles varies as a function of position in the simulation box. The total number
of simulation particles is fixed.

3.2.1 Homogeneous Poisson point processes

First consider a Poisson point process. For a Poisson point process counts in disjoint set are
stochastically independent. The simplest Poisson point process is one whose intensity field
does not depend on position, but instead is constant: λ(x) = λ. Such a process is called a
homogeneous Poisson point process. An example is shown in Fig. 3.3, frame (a).

The number of points N in any region of space X with volume V(X) has a Poisson distri-
bution with mean λV . This distribution is given by

P[N(X) = k] =
[λV(X)]k

k!
e−λV(X), k = 0, 1, . . . . (3.2)

Here P[N(X) = k] is the probability that region X contains k points.

3.2.2 Inhomogeneous Poisson point processes

In practice most interesting applications do not involve a constant intensity field. A Pois-
son point process with an intensity field which varies as a function of position is called an
inhomogeneous Poisson point process. An example is shown in Fig. 3.3, frame (b).

The number of points N in any region of space X with volume V(X) has a Poisson distri-
bution with mean Λ(X). This distribution is given by

P[N(X) = k] =
[Λ(X)]k

k!
e−Λ(X), k = 0, 1, . . . . (3.3)

Here Λ(X) is the integrated intensity in region X defined by

Λ(X) =
∫

X
dx λ(x) . (3.4)
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Many astronomical applications involve an underlying inhomogeneous Poisson point pro-
cess. Examples include the X-ray intensity field of a galaxy cluster and the galactic density
field number in a particular region of the universe as observed in a galaxy redshift survey.

3.2.3 Homogeneous binomial random point processes

Some applications involve point processes in which a fixed number of points is distributed
accordingly to some intensity field λ(x). Such a process is called a binomial random point
process. A binomial random point process is not Poissonian, since counts in disjoint sets are
stochastically dependent.

First consider the most simple kind of binomial point process, in which the intensity field
does not depend on position, but instead is constant: λ(x) = λ. Such a process is called a
homogeneous binomial random point process. An example is shown in Fig. 3.3, frame (c).

The number of points N in any region of space X ∈ W has a binomial distribution, which
is given by

P[N(X) = k] =
(

N
k

)
(pX)k (1 − pX)N−k, k = 0, 1, . . . . (3.5)

Here pX is the probability that a point ends up in region X and is given by

pX =
V(X)
V(W)

. (3.6)

3.2.4 Inhomogeneous binomial random point processes

Again, in practice most interesting applications do not involve a constant intensity field. A
binomial random point process with an intensity field which varies as a function of position is
called an inhomogeneous binomial random point process. An example is shown in Fig. 3.3,
frame (d).

The number of points N in any region of space X ∈ W is still given by eqn. 3.5, but here
pX is given by

pX =

∫
X dx λ(x)

∫
W dx λ(x)

. (3.7)

Given their fixed number of simulations particles, numerical simulations of for example
galaxy and cosmological structure formation are astronomical examples which involve inho-
mogeneous binomial random fields. Notice that for large numbers of points the distinction
between Poisson and binomial point processes becomes academic. In the rest of this chapter
we will therefore also refer to binomial random point processes as Poisson point processes.

3.3 Voronoi and Delaunay tessellations

The Voronoi tessellation and the Delaunay tessellation are among the most fundamental and
useful geometric constructions defined by a point distribution in a region of D-dimensional
space. Voronoi tessellations were first introduced in astronomy by Kiang (1966), who de-
scribed some properties of Voronoi tessellations of uniform point distributions. The first sys-
tematic study in the context of astronomy of the statistical properties of two-dimensional
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nucleus

vertex

edge

Figure 3.4 — Magnification of the cen-
tral region of the Voronoi tessellation
shown in Fig. 3.1 (left-hand frame) and
the different elements of a Voronoi cell
(right-hand frame).

Voronoi tessellations was done by Icke & van de Weygaert (1987). Subsequently, they ex-
tended their analysis to three dimensions in van de Weygaert & Icke (1989) and van de Wey-
gaert (1991, 1994), following on the completion of a three-dimensional geometrical Voronoi
algorithm. In describing the definitions and fundamental properties of Voronoi and Delaunay
tessellations, we follow van de Weygaert (1991).

3.3.1 Voronoi tessellations

The Voronoi tessellation of a set of nuclei is a subdivision of space in convex regions Πi,
where each region Πi is associated with a nucleus ni, such that any point in Πi is closer to ni

than to any other point. The regions Πi are called Voronoi regions or Voronoi cells. Formally,
a Voronoi cell Πi is defined as the set of points x in space (Dirichlet 1850, Voronoi 1908) for
which

Πi = {x | d(x, xi) < d(x, x j) ∀ j , i} , (3.8)

where d(xi, x j) is the distance between xi and x j. An example of a two-dimensional point
distribution and its corresponding Voronoi tessellation is given in Fig. 3.1. The central region
of this Voronoi tessellation is also shown in Fig. 3.4. In this figure one can see that each
Voronoi cell is the intersection of a finite number of many open-half spaces, each being de-
limited by the perpendicular bisector of the segments joining xi with each of the other x j’s.
Consequently, for all nuclei xi the Voronoi cells are convex polyhedra.

Each Voronoi cell is defined by one particular nucleus ni in the complete set of points.
In two dimensions the one-dimensional Voronoi edges delimit the boundaries of the cells
(see Fig. 3.4). Each Voronoi edge Λi j is defined by two nuclei ni and n j and corresponds
to the region of space consisting of points which have an equal distance to ni and n j. The
pair of nuclei ni and n j is called a contiguous pair and the members of the pair are said to
be contiguous to each other. In an analogous fashion, the zero-dimensional Voronoi vertices
mark the limits of edges (see Fig. 3.4). Each Voronoi vertex Vi jk is defined by three nuclei ni,
n j and nk and corresponds to the one point equidistant to them and closer to them than to any
other nucleus in the sample. In other words, the vertex is the center of the circumsphere (the
circumcenter) of the triangle defined by the three nuclei.

In Fig. 3.5 a three-dimensional Voronoi tessellation is shown. It contains an additional
element with respect to two-dimensional Voronoi tessellations. The boundaries of the cells
are now delimited by two-dimensional Voronoi walls. Each Voronoi wall Σi j is defined by
two nuclei ni and n j and corresponds to the region of space consisting of points which have
an equal distance to ni and n j. The one-dimensional Voronoi edges mark the limits of Voronoi
walls, while the zero-dimensional Voronoi vertices mark the limits of Voronoi edges.
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Figure 3.5 — Three-dimensional Voronoi tessellation. The central Voronoi cell is surrounded by its
wire-frame depicted Voronoi neighbours. The boundaries of the cells are the polygonal Voronoi walls.
The wire edges represent the Voronoi edges. The Voronoi vertices, indicated by dots, are located at
each of the two tips of a Voronoi edge, each of them located at the center of the circumsphere of a
corresponding set of four nuclei. Courtesy: Jacco Dankers.

3.3.2 Delaunay tessellations

In two dimensions each set of nuclei ni, n j and nk corresponding to a vertex defines a unique
triangle, which is known as a Delaunay triangle. The three constituent nuclei of each triangle
are contiguous to each other. From the set of Voronoi vertices we can thus define an additional
dual space-filling tessellation, the Delaunay tessellation (Delone 1934), which consists of the
set of Delaunay triangles. In three dimensions this tessellation consists of tetrahedra and in a
space of any arbitrary dimension D of ‘hyper-triangles’ which are (D + 1)-tuples defined by
(D + 1) vertices. An example of a two-dimensional point distribution and its corresponding
Delaunay tessellation is shown in Fig. 3.1 (right-hand frame), while in Fig. 3.6 the relation
between the Voronoi and the Delaunay tessellation is illustrated.

Delaunay triangles have some important properties. The circumcenter of a Delaunay tri-
angle, i.e. the center of the circumsphere, is a vertex of the corresponding Voronoi tessellation
(see Fig. 3.6). This may be immediately appreciated from the definition of the Voronoi tes-
sellation: the nuclei forming the Delaunay triangles are equidistant from the corresponding
Voronoi vertex. By definition Delaunay triangles satisfy the ‘empty circumcircle criterion’,
meaning that inside the interior of the circumcircle of each Delaunay triangle there are no
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Figure 3.6 — Relation between the
Voronoi and Delaunay tessellation of a
point set. The straight solid lines indicate
the Voronoi tessellation of the five sampling
points, while the dashed lines indicate their
Delaunay tessellation. The circle is the
circumcircle of the lowest Delaunay triangle
and illustrates that its center coincides with
the vertex of a Voronoi cell (indicated by
the arrow). The circle also illustrates that
inside the interior of a Delaunay triangle no
other sampling points are present.

other points from the defining point set (see Fig. 3.6). This follows from the fact that if an
additional nucleus exists inside the circumcircle, it is nearer to the circumcenter than the other
nuclei at the surface of the circumcircle. This would imply that the center cannot be the com-
mon vertex of the Voronoi polyhedra of the nuclei on the surface of the circumcircle. Finally,
among all possible triangulations of a given point distribution, the Delaunay triangles are ob-
jects of minimal size and elongation (Lawson 1977, Okabe et al. 2000). All these properties
are valid for any number of dimensions.

In general, the Delaunay hyper-triangles consist of (D + 1) vertices, corresponding to the
(D + 1) Voronoi polyhedra which meet at each vertex. In principle, however, it is possible
that a larger number of Voronoi polyhedra meet at a vertex. Such vertices are called degen-
erate. An example of this occurs for nuclei which are distributed over a regular lattice. A
two-dimensional example of this is shown in figure 3.7, in which a circum-circle is shown
which contains four nuclei. If a Voronoi tessellation contains degenerate vertices, the cor-
responding Delaunay tessellation is (locally) not unique. Note however that the measure of
such degenerate point sets in a generic stochastic point distribution is zero.

To calculate the Voronoi and Delaunay tessellation corresponding to a given set of data-
points, we have used a geometrical algorithm which has been developed by van de Weygaert
& Icke (1989) and van de Weygaert (1991, 1994). This algorithm has the advantage that one
may use periodic boundary constraints, making it for example ideally suited for analyzing
cosmological simulations.

3.4 Reconstruction of continuous fields

A frequently occurring problem in the analysis of astronomical data is the reconstruction
of a presumably smooth, continuous field f (x) from a set of discretely sampled data-points.
Several methods exist to deal with this problem. The conventional and most commonly used
approach is to smooth the data with some filtering function into a continuous map. According
to this procedure the estimated value of the field f (x) at the position x is equal to a weighted
sum over all N measured data points:

f̂ (x) =
∑N

i=1 f̃i W(x − xi)
∑N

i=1 W(x − xi)
, (3.9)
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Figure 3.7 — Degenerate Voronoi ver-
tices. Shown is a set of 25 points and the
corresponding Voronoi tessellation (the lat-
ter is denoted by the solid lines). The crosses
indicate the positions of the vertices of the
Voronoi cells. All these are degenerate: at
each vertex four Voronoi cells meet. This
may be seen by the circle whose boundary
contains four points.

.   .   .   .   .

.   .   .   .   .

.   .   .   .   .

.   .   .   .   .

.   .   .   .   .
in which f̃i are the measured values of f (x) at the positions xi and W(x) is the adopted filtering
function (see e.g. Lombardi and Schneider 2001 for an extensive discussion of this type of
smoothing). The smoothing function has a fixed shape and size and is usually spherically
symmetric. An example of such a spherically symmetric smoothing functions is a Gaussian.

This method has the advantage that it is conceptually simple and the fact that it is so
frequently used may give the impression that it produces reasonable results. However, in
practice situations may occur in which the above scheme will not work satisfactorily. In
particular, variations of the underlying field on a smaller scale than that of the smoothing
function will not be recovered. Implicitly, when the flattening of anisotropic features along
one or two of their dimensions has a smaller scale than the filter function, their geometry will
get smoothed out in accordance with the shape and extent of this filter function.

3.4.1 Mass-weighted versus volume-weighted reconstructions

It is instructive to consider this problem from a more mathematical point of view, first dis-
cussed by Bernardeau and van de Weygaert (1996) for the specific case of the cosmic velocity
field. If we apply the smoothing scheme (Eqn. 3.9) to a set of field samples f̃i, the recon-
structed field f̂ (x) can be written as:

f̂ (x) =
∑N

i=1 f̃i W(x−xi)
∑N

i=1 W(x−xi)
=

=

∫
dy f (y) W(x−y)

∑N
i=1 δD(y−xi)∫

dy W(x−x′)
∑N

i=1 δD(y−xi)
=

=

∫
dy f (y) W(x−y) ρ(y)
∫

dy W(x−y) ρ(y)
. (3.10)

Here f (x) denotes the true, underlying field, while ρ(x) is the volume density of the sam-
pling points. From this relation we can immediately conclude that the reconstructed field
corresponds to the underlying field, smoothed by a filtering function W(x) and weighted by
the density of the sampling points. In other words, these conventional estimators produce
‘mass-weighted’ estimates of f (x). This certainly complicates the comparison with analytical
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calculations, for the simple reason that an integral over stochastic functions correspond to
volume-weighted quantities,

fvolume(x) =

∫
dy f (y) W(x−y)
∫

dy W(x−y)
. (3.11)

This difference reflects the fact that we only have knowledge of the underlying field at the
location of the sampling points. From Eqn. 3.11 it is straightforward to see that only in the
asymptotic limit of a uniform and infinitely fine sampling, corresponding to a sampling point
density of unity everywhere, the reconstructed field is equal to the volume-weighted velocity
field. This implies that it is not possible to make any firm statements on the underlying field
values – or on related quantities – on the basis of a finite and irregularly distributed set of field
samples.

3.4.2 Reconstruction versus filtering

One can make another fundamental objection to the reconstruction procedure described by
Eqn. 3.9, namely that it is a combination of the following two closely related, yet distinct
mathematical procedures:

1. Reconstruction;

2. Filtering.

However, the combination is such that the separate procedures are not well-defined. This leads
to the above described problems related to confusing mass-weighted results with volume-
weighted results. In fact, the reconstructed field is given by Eqn. 3.10, while the smoothed
‘true’ underlying field is given by Eqn. 3.11. We therefore advocate a better defined pro-
cedure, in which reconstruction and filtering are well-defined and distinct elements of the
method. This yields the following expression for the filtered reconstructed field:

f̂filtered(x) =

∫
dy f̂ (y) W(x − y)
∫

dy W(x − y)
, (3.12)

while the reconstructed field f̂ (x) is determined by the adopted reconstruction procedure.
This approach isolates the effects of the uncertainty of the field values in between the sampled
locations to the reconstruction procedure.

3.5 Multi-dimensional interpolation:
tessellation-based field reconstruction schemes

A mathematical procedure for reconstructing volume-covering fields without making use of
smoothing is interpolation. Effectively, we may define the interpolated field value at any
arbitrary point x in space as the linear combination of the N known field values at the location
of the sampling points:

f (x) =
N∑

i=1

αi(x) f (xi) , (3.13)
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Figure 3.8 — Overview of zeroth-order (top row) and first-order (bottom row) interpolation in one
(left-hand column) and two (right-hand column) dimensions.

in which αi(x) is the weight of sampling point i at position x. The weights are normalized
such that

N∑

i=1

αi(x) = 1 ∀ x . (3.14)

This formalism is equivalent to the general smoothing formalism described by Eqn. 3.9. How-
ever, the essential difference between interpolation and smoothing is that in the case of inter-
polation one is not free to chose an arbitrary weighting function. In particular, the interpolated
field value at the location of a sampling point should be equal to the field sample at that loca-
tion. This requirement puts the following constraints on the weighting functions:

αi(xi) =
{

1 if i = j
0 if i , j .

(3.15)

Moreover, loosely speaking the weighting functions are zero outside the region of influence
of the nearest sampling points, such that the sum in Eqn. 3.13 includes only these nearest
points. A vast literature exists on various interpolation schemes, ranging from simple zeroth-
order schemes to complex higher-order schemes, of which spline interpolation is a particularly
noteworthy example. A few specific interpolation options are the following ones.

3.5.1 Zeroth-order interpolation

In one dimension the simplest way of estimating the value of a function of one variable which
is sampled at a number of distinct locations, is by dividing the space into bins centered on
the sampling points and to assume that the function is constant inside these bins, the constant
being equal to the function value at the sampling point (a graphical illustration is shown in
the top left-hand frame of Fig. 3.8). Basically these bins form the one-dimensional Voronoi
tessellation of the set of sampling points. The multi-dimensional generalization of this is
constructing the Voronoi tessellation of the sampling points and to assume that inside each
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Voronoi cell the function is constant (see the top right-hand frame of Fig. 3.8). Mathemati-
cally, let a function f be measured at a set of locations xi and let Vi denote the Voronoi cell
corresponding to point i. The weighting functions αi(x) are then given by

αi(x) =
{

1 if x ∈ Vi

0 if x 3 Vi .
(3.16)

This approach has the disadvantage that the interpolated field is discontinuous on the bound-
aries of the Voronoi cell, which results in an unphysical field.

3.5.2 First-order interpolation

In one dimension the most straightforward way to obtain a continuous field is by linearly
interpolating between the sampling points (a graphical illustration is shown in the bottom left-
hand frame of Fig. 3.8). In this way the resulting function is continuous everywhere, but its
derivative or gradient is discontinuous at the boundaries of the bins. One may generalize this
approach to more dimensions by covering the space with a space-filling network of hyper-
triangles, the sampling points being the vertices of these hyper-triangles. Inside the hyper-
triangles we define the function as the linear interpolation between the values at the vertices
(see the bottom right-hand frane of Fig. 3.8).

The interpolation procedure can be mathematically formulated as follows. Consider a
point x inside hyper-triangle j which consists of vertices x0, x1, . . . , xD, in which D is the
dimension of the space. Then we define the value of a function f̂ (x) at location x by

f̂ (x) = f (x0) + ∇̂ f
∣∣∣∣
j
· (x − x0) . (3.17)

The D components of the gradient ∇ f of the function f inside hyper-triangle j may be calcu-
lated by solving the following set of D equations:

f (x1) = f (x0) + ∇̂ f
∣∣∣∣
j
· (x1 − x0)

... (3.18)

f (xD) = f (x0) + ∇̂ f
∣∣∣∣
j
· (xD − x0) .

Thus, the (D+ 1) points which belong to each hyper-triangle are exactly adequate to fix the D
values of the field gradient ∇ f . Note that given a triangulation of space, it is straightforward
to determine the interpolation for M different fields { f 1, f 2, . . . , f M}.

This procedure may also be formulated in terms of the weighting functions αi(x). The
resulting equations, however, are rather cumbersome. Consider hyper-triangle m consisting
of the (D+1) vertices xm0, xm1, . . . , xmD. The only weights which are non-zero in this triangle
are αm0, αm1, . . . , αmD. Each of these weights may be represented by a plane in (D + 1)-
dimensional (x, α)-space. Weight αi corresponds to a plane which crosses (xi, 1) and (x j, 0)
for j , i. Let the vertices of hyper-triangle m be ordered such that m0 = i. Then inside m the
plane corresponding to weight αi is given by

(x, α) = (xi, 1) + t1(xm1−xi, 1) + t2(xm2−xi, 1) + . . . + tD(xmD−xi, 1) , (3.19)
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in which 0 ≤ t1, t2, . . . , tD ≤ 1. From this equation it follows that

αi(x) = 1 + t1 + t2 + . . . + tD . (3.20)

To solve this equation for αi(x) at a particular location x one has to solve Eqn. 3.19 for
t1, t2, . . . , tD. This formalism is equivalent to the formalism in terms of the gradient ∇ f de-
scribed by Eqns. 3.17 and 3.18. From Eqn. 3.17 it follows that ∇ f is related to the gradient of
the weights through

∇̂ f (x) =
N∑

i=1

∇αi(x) f (xi) . (3.21)

Evidently the choice of interpolation hyper-triangles determines the quality and accuracy
of the multi-dimensional linear interpolation. Bernardeau and van de Weygaert (1996) argue
that Delaunay tetrahedra form the ideal choice of hyper-triangles for this purpose. The rea-
sons for this are twofold. Firstly, the Delaunay tetrahedra are objects of compactness and
minimal size and elongation (see the discussion in section 3.3). Secondly, since the Delau-
nay tetrahedra are the straight-line dual of the Voronoi polyhedra, they are the natural choice
for multi-dimensional linear interpolation intervals. This is because linear interpolation re-
quires a definition of neighbor intervals. The natural definition of neighbor points in the
multi-dimensional situation is that the two points share a Voronoi wall, meaning that they
are contiguous to each other. This suggest that Delaunay tetrahedra are a natural choice for
multi-dimensional linear interpolation intervals.

3.5.3 Spline interpolation

In principle, one may generalize the above schemes to interpolation procedures of higher
order. Such schemes yield reconstructed fields which are differentiable up to a higher or-
der. Here we discuss two particularly noteworthy examples, spline interpolation and natural
neighbor interpolation.

Spline interpolation (Schoenberg 1946a, b) is based on interpolating between sampling
points by means of higher-order polynomials. The coefficients of the polynomial are deter-
mined ‘slightly’ non-locally, such that a global smoothness in the interpolated function is
guaranteed up to some order of derivative. The order of the interpolating polynomials is arbi-
trary, but in practice cubic splines are most widely used. Cubic splines produce an interpolated
function that is continuous through the second derivative. To obtain a cubic spline interpola-
tion for a dataset of N + 1 points N separate cubics are needed. Each of these cubics should
have each end point match up exactly with the end points to either side. At the location of
these points the two adjacent cubics should also have equal first and second derivatives. A full
mathematical derivation can be found in e.g. Gerald & Wheatley (1999) or Press et al. (1992).

Spline interpolation is a widely used procedure. Equalising the derivatives has the effect
of making the resulting interpolation appear smooth and visually pleasing. For this reason
splines are for example frequently used in graphical applications. Splines can provide ex-
tremely accurate results when the original sample rate is notably greater than the frequency of
fluctuation in the data. Splines however cannot deal very well with large gaps in the dataset.
Because the gap between two points is represented by a cubic, these result in peaks or troughs
in the interpolation. Another objection to splines is that they are artificially defined constructs.
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P Figure 3.9 — Second-order Voronoi cell.
Shown is a box containing 10 sampling
points (solid dots) and the corresponding
Voronoi tessellation. The shaded region
shows the second-order Voronoi cell corre-
sponding to point P. Periodic boundary con-
ditions were imposed.

3.5.4 Natural neighbor interpolation

Natural neighbor interpolation (Sibson 1981) is based on the concept of the second-order
Voronoi cell. Given a set of field samples {xi} and its corresponding Voronoi tessellation {Vi}
one may construct a new Voronoi cellVx around an arbitrary point x in space, which consists
of the region of space closer to x than to any of the sampling points {xi} (see Fig. 3.9). Vx is
called the second-order Voronoi cell corresponding to x in order to stress the difference with
the original Voronoi cells {Vi}. The interpolated field value at any location x is defined as a
weighted average over all field samples (Eqn. 3.13). The weights αi(x) are determined by the
relative volume each Voronoi cell coincides with the second-order Voronoi cell corresponding
to location x:

αi(x) =
V(Vi ∪Vx)

V(Vx)
. (3.22)

Here V denotes the volume of a region of space.
The fact that the second-order Voronoi cell only coincides with Voronoi cells of nearby

sampling points ensures the locality of this interpolation procedure. One may show that natu-
ral neighbor interpolation yields continuously differentiable interpolated fields, except at the
location of the sampling points themselves (Sibson 1981). Natural neighbor interpolation
has been successfully implemented in several applications in diverse fields such as computa-
tional geometry, geophysics and solid state physics (see e.g. Sambridge et al. 1995, Braun &
Sambridge 1995, Sukumar 1998, Boissonat & Cazals 2002).

3.6 Reconstruction of density fields

The basic issue which we wish to address is that of recovering the underlying continuous
intensity or density field from a discrete point set. For these fields one does not have a set of
field samples, which is usually the case for other discretely sampled continuous fields such as
temperature or velocity fields. In the case of density and intensity fields these field samples
have to be determined from the sampling point distribution itself. A further complication is
the requirement that the total mass (energy) contained in the density (intensity) field should
be equal to the mass (energy) of the sampling points.

An example is the calculation of the intensity of light falling on a CCD-camera. In this
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case one does not have a set of measured intensities, but this has to be derived from the
distribution of the received photons. Another example occurs in N-body simulations, in which
one is interested in the density field. This field is represented by a discrete set of particles and
the density field has to be derived from the distribution of the simulation particles.

The intensity λ(x) of a spatial point process is defined by Eqn. 3.1:

λ(x) = lim
V(dY)→0

〈 φ(dY) 〉
V(dY)

. (3.23)

Unfortunately we cannot simply use this equation to obtain the intensity field corresponding
to the point process, since in general we are dealing with one particular realization φ. A direct
application of Eqn. 3.1 to this single realization would yield a reconstructed field which can
be written as a sum of delta functions:

λ̂(x) =
N∑

i=1

δ(x − xi) , (3.24)

in which the sum is over all N sampling points in φ. A stochastic sampling of λ by M > 1
points would have a non-zero measure of two or more points ending up at the same location,
in direct contradiction with the requirement of simpleness.

For this reason one has to use another approach. Since the ensemble average cannot
be determined one usually relies on taking the average over a particular finite local volume
instead. In this way the problem of only having a single realization is circumvented but at
the cost of a lower resolution. The main difference between reconstruction procedures is their
prescription of the local volume over which the average is taken, which effectively determines
the balance between the resolution of the reconstructed field and its susceptibility to sampling
noise.

In the rest of this chapter we explicitly refer to the case of a density field represented by a
set of particles, but evidently the same arguments hold for an intensity field represented by a
set of photons. For the purpose of reconstructing a density field a number of methods are used
in astronomical applications, which can be divided into two main groups. The first group is
that of the grid-based schemes, in which field estimates are confined to the locations of a fixed
and regular grid, which is in principle defined independently from the point distribution itself.
The second group is that of what we refer to as ‘SPH-like’ schemes, in which the locations of
the interpolation are confined to or defined by the point distribution itself.

3.6.1 Grid-based reconstruction schemes

First consider the grid-based methods, in which one calculates the value of the density field at
a set of locations defined on a regular grid. The mass of each particle is spread over this grid
in accordance with a particular weighting function W, leading to a description of the form

ρ̂

( n
M

)
=

M3

N

N∑

i=1

mi W
(
xi −

n
M

)
. (3.25)

Here n = (nx, ny, nz) denotes the grid-cell, M is the number of cells of the grid in each dimen-
sion, N is the number of particles and mi is the mass of particle i. The units have been chosen
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such that the volume of the box is unity. The weighting function W is chosen such that the
resulting density field has the desired resolution and smoothness.

In these methods both the grid and the weighting function are usually fixed and closely
related in scale. The grid-size is in principal arbitrary but often set such that on average each
grid-cell contains one particle. The shape and size of the weighting function are dependent
on the adopted method.

Well-known examples of grid-based reconstruction algorithms are the nearest grid-point
(NGP) scheme, in which the mass of a particle is fully assigned to its nearest grid-point,
the cloud in cell (CIC) scheme, in which the mass of a particle is linearly interpolated to its
closest surrounding grid-points, and the triangular-shaped clouds (TSC) scheme, a quadratic
scheme in which the mass of a particle is distributed over all grid-points within a distance of
at most two grid-cells. In these schemes the weighting functions are given by a product of
one-dimensional weighting functions,

W(x) =
D∏

i=1

w(xi) , (3.26)

in which D is the dimension of the space and the one-dimensional weighting functions are
defined as follows (see also Hockney and Eastwood 1981).

Nearest Grid-Point (NGP):

w(xi) = 1, M | δxi | ≤
1
2
. (3.27)

Cloud in Cell (CIC):

w(xi) = 1 − M | δxi |, M | δxi | ≤ 1 . (3.28)

Triangular-Shaped Clouds (TSC):

w(xi) =



3
4
− M2 δx2

i , M | δxi | ≤
1
2

1
2

(
3
2
− M | δxi |

)2

,
1
2
≤ M | δxi | ≤

3
2
.

(3.29)

From these specifications it follows that the NGP reconstructed density field attains the high-
est spatial resolution. It is also the coarsest with the low density regions being most severely
affected by shot noise. The TSC prescription produces the smoothest fields and is least
plagued by shot noise effects, at the cost of a lower spatial resolution. Important to note is that
in the zeroth order NGP scheme the density is discontinuous when a particle moves across a
cell boundary. In the first order CIC scheme, the density is continuous, but its first derivate is
discontinuous. In the second-order TSC scheme, both the density and its first derivative are
continuous.

By using these grid-based methods one obtains the values of the density field at the set
of grid-points. To subsequently obtain the value of the density field at any point in space,
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one can proceed by applying the smoothing scheme given by Eqn. 3.9 for any arbitrary, well-
behaved smoothing function W. Examples are the weighting functions in Eqns. 3.27-3.29,
corresponding to different kinds of sophistications. The estimation of density values through
grid-based methods is subject to similar problems as the smoothing scheme (Eqn. 3.9) is.
Grid-based methods are not sensitive to variations in the density field on scales smaller than
the grid-size. They are also not successful in recovering anisotropic and caustic features
present in the particle distribution.

Grid-based methods have found a widespread application in large scale structure research.
In particular, they do play an essential role in particle mesh (PM) N-body codes, a major
workhorse for numerical cosmological simulations (see Bertschinger 1998 for a review and
references therein). In these codes the mesh is used for the evaluation of the density field,
which is needed to solve the Poisson equation. Several authors have tried to improve on the
flexibility and adaptability with respect to the particle density by using adaptive grids (see
Bertschinger 1998 and references therein). The basic idea is to overlay the original grid with
a finer grid at places where the particle density is higher than a certain specified value, such
that the resulting resolution is adapted to the local density. Although this procedure certainly
improves on the resolution issue and may work fine for very localized problems, it does not
address the problems connected to anisotropies. Also, a large number of variables have to be
set in a subjective way, such as the mesh size and shape, as well as the condition at which a
finer grid is overlaid.

3.6.2 SPH-like reconstruction schemes

An alternative approach, in which the density field is directly reconstructed at every point
in space, are SPH-like schemes. These find their origin in particle-based hydrodynamical
simulation codes (see Monaghan 1992 for a review and references therein). Such simulations
may contain density gradients over orders of magnitude and may involve compression and
strong shock waves. In the context of cosmological simulations, the evolutions of systems
through gravitational collapse may naturally lead to such situations. A simple grid-based
approach will not suffice, as it will be totally unable to resolve the relevant physical processes
there where they will be most likely to occur, namely in the regions of highest density. In
SPH-like schemes, the gas is represented by individual gas elements. In a Lagrangian fashion,
the simulations follow the path and development of each fluid element. This then leads to
a formalism wherein the gas is represented by a discrete set of particles, each of which is
characterized by its location, velocity and a set of hydrodynamical quantities.

In SPH-like schemes the density field has to be recovered from the particle distribution
representing the gas elements. At any point in space this is done by smoothing the mass
associated with each particle with a spherically symmetric kernel (although some authors
have developed alternative kernels, such as the ellipsoidal kernels introduced by Shapiro et
al. 1996), usually a Gaussian or a spline function, and adding the contributions:

ρ̂(x) =
N∑

i=1

mi W(x − xi; h) . (3.30)

Here N is the total number of particles, W is the smoothing function and h is the smoothing
length which varies as a function of the position x. The smoothing length is chosen such that
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the smoothing volume always contains a certain, user-specified, fixed number of neighbors.
A commonly used choice for the kernel function is the spherically symmetric spline kernel of
Monaghan & Lattanzio (1985), which is given by

W(r, h) =
10

7πh2



1 − 3
2

( r
h

)2
+

3
4

( r
h

)3
, 0 ≤ r

h
≤ 1

1
4

[
2 −

( r
h

)]3
, 1 <

r
h
≤ 2

0 ,
r
h
> 2 .

(3.31)

Two approaches may be distinguished for the determination of the local smoothing length:
1. the scatter approach, in which the smoothing length is set at the location of each particle;
2. the gather approach, in which this length is set at the location at which one wants to
determine the value of the density field.
In this way the resolution of the resulting density field is automatically adapted to the local
density of particles.

Despite its spatial adaptivity the number of neighbors which one requires to be contained
in the smoothing volume still has to be specified by the user and therefore requires a level of
arbitrariness. The same holds for the shape of the kernel function. An important objection for
most SPH implementations is that the shape of the kernel is fixed and spherical, which results
in anisotropic and caustic features being smeared out. In an attempt to improve on this,
Shapiro et al. (1996) and Owen et al. (1998) developed a scheme using ellipsoidal kernels, in
which the axis ratios of the ellipsoid is determined by the local geometrical distribution of the
simulation particles. Here one may object that the resulting method is rather contrived and
the specific functional shape of the smoothing kernel and the smoothing length have to be set
subjectively.

Another important objection is that the conventional SPH reconstruction procedure, which
is a combination of the gather- and scatter-approach, is not self-consistent in the sense that it
does not conserve mass: the mass corresponding to the reconstructed field is different from
the total mass of the points sampling this field. The reason for this is that in the gather-
prescription the contribution to the density from a particular sampling point at a particular
location depends on the positions of the other sampling points (see also Hernquist & Katz
1989).

SPH-like schemes for reconstructing the density field from N-body simulations have been
introduced by Colberg (1998) and Jenkins et al. (1998). They employ a Gaussian filter to
redistribute the mass of the particles in a cell onto a mesh. The smoothing radius is determined
by the number of particles in the cell and its surroundings. If this number is bigger then a user-
specified value, (in three dimensions typically in the order of 20-30), then no smoothing is
applied. If it is smaller, then the surrounding cells are also taken into account. This procedure
is repeated until the smoothing volume contains at least the user-specified number of particles.

In summary, we have seen that although a number of tools to construct continuous density
and intensity fields from irregularly sampled data do exist, they are all subject to a number of
systematic problems. These problems may have a large impact on the analysis of the data, in
particular if the data varies over orders of magnitude or if it contains anisotropic or caustic
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features. Cosmological N-body simulations and cosmological redshift surveys involve both
these issues. Although a number of extensions and modifications for the described methods
seek to solve some of these issues, in general they seem rather contrived. Moreover, they do
tend to involve a large number of parameters which have to be specified by the user, and hence
represent a certain level of arbitrariness.

In addition, the conventional tools to reconstruct density and intensity fields are also sub-
ject to the fundamental objection that they involve a fuzzy combination of the two different
mathematical procedures of smoothing and reconstruction in a single step.

3.7 Tessellation-based reconstruction of density fields:
the Voronoi Tessellation Field Estimator

To improve on this situation we have developed a class of methods to reconstruct density or
intensity fields which do not make use of artificial filtering and which do not involve param-
eters which have to be specified beforehand. These methods are based on the Voronoi and
Delaunay tessellations of the sampling point distribution. This approach is motivated by the
successful implementations of locally adaptive interpolation schemes based on tessellations.

The density reconstruction procedure is divided into three main steps:
1. the construction of the Voronoi or Delaunay tessellation;
2. the estimation of the density at the locations of the sampling points;
3. the interpolation of the estimated density values to the complete volume of space using the
multi-dimensional interpolation schemes described in section 3.5.

It is important to note that in these methods the reconstruction of the field and any pro-
cessing or analyzing procedures, such as image and profile construction, filtering or feature
detection are distinct and well-defined procedures. Although for most applications crucial
as here the ‘science’ of the particular application comes in, these post-processing procedures
are not an ingredient of the reconstruction procedure. They may, if desired, be applied to the
reconstructed density field after the reconstruction procedure has been completed. Processing
procedures are discussed in more detail in section 3.10

Another important note is that once the tessellation has been constructed, the interpolation
procedure (step 3) may at the same time be used to reconstruct other dynamical fields which
have been sampled at the location of the sampling points. For example, in a cosmological N-
body simulation the cosmic velocity field is sampled at the location of the simulation particles.
This velocity field may therefore be reconstructed simultaneously with the density field. An
important advantage of this approach is that the reconstructed velocity field will have the same
resolution as the density field.

The crucial element of a density reconstruction procedure is the choice of the density
estimator. Not only does its spatial extent determine the resolution of the reconstructed field,
it should be chosen in such a way that the total mass corresponding to the density field equals
the total mass of the sampling points.

First consider the simplest case, a zeroth-order interpolation scheme (see section 3.5.1).
In this scheme, the Voronoi Tessellation Field Estimator (VTFE), the Voronoi tessellation
corresponding to the distribution of sampling points is constructed. The reconstructed field is
assumed to be constant inside each of the Voronoi cells, the constant being equal to the field
value at the location of the sampling point defining each individual Voronoi cell. This field
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value is estimated as the inverse of the volume of the Voronoi cell. The VTFE results in a
density field which is discontinuous at the boundaries of each Voronoi cell.

This way of estimating the density at the location of sampling points has first been sug-
gested by Brown (1965) and Ord (1978). In astronomy, the Voronoi density estimator has
been first applied by Ebeling & Wiedenmann (1993) in the context of developing a source
detection algorithm. Ramella et al. (2001), Kim et al. (2002) and Marinoni et al. (2002) have
applied this technique to the problem of identifying clusters in imaging and redshift surveys.
These studies were however limited to a raw estimate of the local sampling density at the lo-
cation of the points sampling the density field. Here we include the Voronoi density estimator
in a self-consistent scheme, the VTFE, to reconstruct a fully volume-covering density field
from a set of points sampling this field.

3.7.1 The VTFE procedure

The three main steps of the VTFE are listed below. These steps are graphically illustrated in
Fig. 3.10.

1. Construct the Voronoi tessellation corresponding to the point distribution;

2. Estimate the value of the density field ρ̂i at the locations {xi} of the sampling points
using the Voronoi density estimator:

ρ̂i =
mi

V(Vi)
. (3.32)

Here mi denotes the mass of sampling point i and V(Vi) the volume of Voronoi cellVi.
Result: set of estimated density field values {ρ̂i};

3. Interpolate these values to any other point in space by assuming the density field is
constant inside each Voronoi cell. Result: reconstructed density field ρ̂(x).

3.7.2 Mass conservation

Given an interpolation scheme the density estimator should guarantee that the total mass cor-
responding to the density field equals the total mass of the sampling points. The total mass M
corresponding to a density field ρ(x) is given by the integral of the density field over space,

M =

∫
dx ρ(x) . (3.33)

According to this scheme the density is constant in each Voronoi cell, so that this integral can
be written as a sum over all Voronoi cells,

M =

N∑

i=1

V(Vi) ρ̂i . (3.34)

Here N is the total number of sampling points and ρ̂i is the density inside Voronoi cell Vi

which is equal to the density estimate at the location of sampling point i. From Eqn. 3.34 it
may be appreciated that the total mass M is equal to the total mass of the sampling points
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Figure 3.10 — Overview of the zeroth-order VTFE reconstruction procedure. Given a point distri-
bution (top left), one has to construct its corresponding Voronoi tessellation (top right), estimate the
density at the position of the sampling points by taking the inverse of the area of their corresponding
Voronoi cells (bottom right) and finally to assume that the density is constant within each Voronoi cell,
resulting in a volume-covering discontinuous density field (bottom left).
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Figure 3.11 — Contiguous
Voronoi cells. Left-hand frame:
the contiguous Voronoi cell cor-
responding to a point in a high
density environment is denoted by
the shaded area. Right-hand frame:
the same for a point in a low density
environment. In the figure it can be
seen that the local point sampling
density is inversely proportional to
the area of the contiguous Voronoi
cell.

∑N
i=1 mi if the density at the location of the sampling points is defined as the inverse of the

volume of their corresponding Voronoi cells weighted by their mass:

ρ̂(xi) =
mi

V(Vi)
. (3.35)

From Eqns. 3.34 and 3.35 it may be appreciated that the mass of each sampling point is
fully distributed over its corresponding Voronoi cell, showing that the VTFE is a strictly local
reconstruction scheme.

3.8 The Delaunay Tessellation Field Estimator

The VTFE results in a reconstructed field which is constant inside the Voronoi cells cor-
responding to the sampling points and discontinuous at the boundaries of these cells, which
evidently yields an unphysical reconstructed field. A continuous density field may be obtained
by the linear interpolation scheme (see section 3.5.2). In this scheme, the Delaunay Tessel-
lation Field Estimator (DTFE), the Delaunay tessellation corresponding to the distribution
of sampling points is constructed. The reconstructed field is assumed to vary linearly inside
each of the Delaunay tetrahedra. The DTFE results in a density field is volume-covering and
continuous, but whose derivative is discontinuous at the boundaries of the Delaunay triangles.

In the DTFE procedure the density field has to be estimated at the location of the sampling
points. Below we show that the zeroth-order Voronoi density estimator ρ̂(xi) = mi/V(Vi) is
not a valid choice, as it would not ensure that the total mass corresponding to the reconstructed
field is equal to the total mass of the sampling points. The density field at the location of a
sampling point should instead be defined as the inverse of the volume of its surrounding
Delaunay tetrahedra, the union of which we will refer to as the contiguous Voronoi cellW of
the sampling point. Fig. 3.11 illustrates this concept.

3.8.1 The DTFE procedure

The three main steps of the DTFE are listed below. These steps are graphically illustrated in
Figs. 3.12 to 3.14 and summarized in Fig. 3.15.

1. Construct the Delaunay tessellation corresponding to the point distribution;
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.
Step 1: from set of points to Delaunay tessellation

Figure 3.12 — Step 1 of the DTFE reconstruction procedure. Given a point distribution (top left),
one constructs the corresponding Delaunay tessellation (top right). The bottom frames illustrate the
adaptive properties of the Delaunay tessellation. These frames zoom in on the regions indicated by the
squares.
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Step 2: from tessellation to set of density estimates

Figure 3.13 — Step 2 of the DTFE reconstruction procedure. The value of the density field is esti-
mated at the location of each sampling point by determining the inverse of the area of their contiguous
Voronoi cells. In the central and bottom left-hand frames this is illustrated for both a low and high
density environment. The resulting density estimates are shown in the right-hand frame.
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Step 3: from set of density estimates to volume−covering density field
.

surface representation image representation
.

ρ

ρ

Figure 3.14 — Step 3 of the DTFE reconstruction procedure. The volume-covering density field is
determined by linearly interpolating the density estimates of step 2 to any other point in space. In the
bottom frames a surface plot and an image of the resulting density field are shown.
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1
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3

DTFE reconstruction procedure:

.

Figure 3.15 — Overview of the first-order DTFE reconstruction procedure. Given a point distribution
(top left), one has to construct its corresponding Delaunay tessellation (top right), estimate the density
at the position of the sampling points by taking the inverse of the area of their corresponding contiguous
Voronoi cells (bottom right) and finally to assume that the density varies linearly within each Delaunay
triangle, resulting in a volume-covering continuous density field (bottom left).
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Figure 3.16 — The polyhedron with a tri-
angular base to which each Delaunay trian-
gle in two dimensions corresponds in (x, ρ)-
space. The volume of this polyhedron is
equal to the mass corresponding to the tri-
angle.

2. Estimate the value of the density field ρ̂i at the locations {xi} of the sampling points
using the Delaunay density estimator:

ρ̂(xi) =
(D + 1)mi

V(Wi)
. (3.36)

Here D is the dimension of space, mi denotes the mass of sampling point i and V(Wi)
the volume of contiguous Voronoi cellWi. Result: set of estimated density field values
{̂ρi};

3. Interpolate these values to any other point in space by assuming the density field varies
linearly inside each Delaunay triangle. Result: reconstructed density field ρ̂(x).

3.8.2 Mass conservation

The integral in Eqn. 3.33 is equal to the volume below the linearly varying ρ-surface in (x, ρ)-
space. In this space each Delaunay hyper-tetrahedron is the base hyper-plane of a polyhedron.
In Fig. 3.16 an example of such a polyhedron in two dimensions is shown.

The total mass corresponding to the density field may therefore be written as the sum of
the hyper-volume of these polyhedra,

M =

NT∑

i=1

V(Πi) . (3.37)

Here NT is the total number of Delaunay hyper-tetrahedra in the tessellation and V(Πi) is the
hyper-volume of polyhedron Πi. This volume may be written as the average density at the
vertices of Delaunay hyper-tetrahedron Ti times the hyper-volume of this hyper-tetrahedron

V(Πi) =
1

D + 1
(ρi0 + ρi1 + . . . + ρiD) V(Ti) . (3.38)
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Here points {i0, i1, . . . , iD} is the set of vertices of the hyper-tetrahedron S i. V(Ti) denotes
the hyper-volume of Ti. The total mass corresponding to the density field may therefore be
written as

M =
1

D + 1

NT∑

i=1

(ρi0 + ρi1 + . . . + ρiD) V(Ti) . (3.39)

This sum can be re-ordered and taken over each point instead of over each hyper-tetrahedron,

M =
1

D + 1

N∑

i=1

ρi

NT,i∑

j=1

V(T j,i) . (3.40)

Here T j,i denotes the set of hyper-tetrahedra with point i as one of their vertices and NT,i is
the number of such hyper-tetrahedra. The set T j,i is the contiguous Voronoi cellWi of point
i. Eqn. 3.40 may therefore be written as

M =
1

D + 1

N∑

i=1

ρi V(Wi) . (3.41)

From this equation it may be appreciated that the total mass M is equal to the total mass of
the sampling points

∑N
i=1 mi if the density at the location of the sampling points is defined as

ρ̂(xi) = (D + 1)
mi

V(Wi)
. (3.42)

The density at the locations of a sampling points should therefore be taken equal to the inverse
of its contiguous Voronoi cell times some normalization constant which only depends on the
dimension of space. This normalization factor corresponds to the number of times each hyper-
tetrahedron is used in obtaining an estimate of the density at the location of a sampling point.

From Eqn. 3.41 it follows that the mass corresponding to each sampling point is dis-
tributed fully over its contiguous Voronoi cell, showing that the DTFE is a strictly local re-
construction scheme. One can see this from the fact that a particular sampling point only
contributes to the mass of those triangles for which the sampling point is a vertex.

It is important to note that the zeroth-order Voronoi density estimator ρ̂i = mi/V(Vi)
(Eqn. 3.35) cannot be used in combination with the first-order interpolation scheme described
in section 3.5.2. The reason for this is that this combination would not ensure that the total
mass corresponding to the reconstructed field is equal to the total mass of the sampling points.
From Eqn. 3.41 it follows that this would only be true if the following condition holds:

V(Vi) =
V(Wi)
D + 1

. (3.43)

In words, this would be the case if the volume of each Voronoi cell is equal to the volume
of its corresponding contiguous Voronoi cell divided by a constant which depends on the
dimension of space. This is, however, in general not the case. In Fig. 3.17 a counter-example
in two dimensions is shown for which V(Wi) = 2V(Vi) instead of V(Wi) = 3V(Vi).
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Figure 3.17 — Demonstration that the area
of the contiguous Voronoi cell correspond-
ing to a point is not necessarily exactly
(D+ 1) times larger than the area of its ‘reg-
ular’ Voronoi cell. In the example shown
here (D = 2) the area of the contiguous
Voronoi cell corresponding to the central
point is twice as large as the area of its reg-
ular Voronoi cell.

P. ..

.

.
3.8.3 Higher-order density estimators

In principle it is possible to generalize the above zeroth- and first-order reconstruction pro-
cedures to higher order. In this way the reconstructed field would be differentiable up to a
higher order. The extension of density field reconstruction schemes to a higher-order schemes
based on splines and natural neighbor interpolation is currently in progress for astronomical
purposes. However, it is not a trivial task because one needs a recipe for the estimation of
the density at the location of the sampling points which guarantees that the total mass cor-
responding to the reconstructed field is equal to the total mass of the sampling points. The
implementation of a scheme based on natural neighbor interpolation is further complicated
by the fact that unlike in two dimensions, it has not yet been efficiently implemented in three
dimensions.

3.9 Effective smoothing kernels and resolution

In essence, a density reconstruction scheme distributes the mass corresponding to a sampling
particle over a region of space according to a distributing function Fi(x), whose shape gener-
ally may be different for each particle i:

ρ(x) =
N∑

i=1

miFi(x) , (3.44)

with
∫

dx Fi(x) = 1 ∀ i . (3.45)

We will refer to generic shape of the function F as the effective smoothing kernel correspond-
ing to a reconstruction scheme. It is interesting to compare the effective smoothing kernels of
the VTFE and DTFE with those of conventional reconstruction methods.
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3.9.1 The TSC kernel

The value of the effective smoothing kernel of a grid-based method at the location of a sam-
pling point follows from Eqn. 3.25:

Fgrid(xi) =
M3

N
W(xi −

n
M

) . (3.46)

The precise shape of the smoothing kernel on non-grid locations depends on the adopted
interpolation scheme. For our comparison study we have used the smoothing scheme given
by Eqn. 3.9, in combination with the TSC kernel function.

3.9.2 The SPH kernel

From Eqn. 3.30 it may be seen that the effective smoothing kernel of an SPH-like reconstruc-
tion scheme is simply its smoothing function W(x; h):

FSPH,i(x) = Wi(x; h) , (3.47)

in which h is the smoothing length which varies as a function of the position x. The shape of
the smoothing kernel depends on the adopted SPH scheme. The standard shape of a spheri-
cally symmetric spline kernel is given by Eqn. 3.31.

3.9.3 The VTFE and DTFE kernels

The effective smoothing kernels of the VTFE and DTFE may be derived from the formalism
described in section 3.5. The definition of a multi-dimensionally interpolated density field
(Eqn. 3.13) is:

ρ(x) =
N∑

i=1

αi(x) ρ(xi) , (3.48)

in which αi(x) is the weight of sampling particle i at position x. Plugging in the VTFE
definition of the density field at the location of the sampling particles yields the following
expression for its effective smoothing kernel:

FVTFE,i(x) = αi(x)V(Vi)−1 , (3.49)

in whichVi is the Voronoi cell of sampling particle i.
From this equation one may observe that the difference between the effective smoothing

kernels Fi and the interpolation weights αi is a normalization factor (which is different for
each individual particle): the interpolation weights are normalized such that their sum is unity
at each position, while the smoothing kernels are normalized such that the integral of each
individual kernel over space is unity.

From Eqn. 3.16 it follows that the effective smoothing kernels of the VTFE are given by

FVTFE,i(x) =
{

V(Vi)−1 if x ∈ Vi

0 if x 3 Vi
(3.50)

A similar reasoning as for the VTFE yields the following expression for the effective
DTFE smoothing kernel:

FDTFE,i(x) =
{

(D + 1)αi(x)V(Wi)−1 if x ∈ Wi

0 if x 3 Wi
(3.51)
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in whichWi is the contiguous Voronoi cell of sampling point i. The weights αi(x) may be
derived from Eqns. 3.19 and 3.20.

3.9.4 Comparison

We have compared the shape of the effective smoothing kernels in a number of distinct char-
acteristic geometric configurations. In Fig. 3.18 we show the shape of the effective kernels
for the following three environments: (1) a spherically symmetric Gaussian peak (left-hand
section), (2) an anisotropic filamentary object (central section) and (3) a low density void
(right-hand section). These three environments are characteristic elements of the large scale
galaxy distribution.

In the left-hand section of Fig. 3.18 the effective smoothing kernel corresponding to the
most central point in a Gaussian peak is shown. The peak has been sampled by 50 points,
shown in the upper left-hand frame of the figure. In this frame the basic underlying geometric
structure of the reconstruction procedures are also shown. The grid corresponds to the TSC
reconstruction procedure. Its size has been chosen such that the peak density corresponds to
5 times the background density. The circle corresponds to the SPH reconstruction procedure
and refers to the radius h as defined in Eqn. 3.30. Only particles within a distance of 2h
of a location contribute to the value of the density field at that location. Finally, also the
Voronoi cell and the contiguous Voronoi cell are shown which are used in the VTFE and
DTFE procedures. In the subsequent frames the smoothing kernels corresponding to the
different reconstruction procedures are shown. Note that the units of the vertical axis are
different in each of these frames: the DTFE plot runs to z = 800, the SPH plot to z = 80
and the TSC plot ro z = 20. Since the kernels are all normalized so that their volume integral
is unity, it follows that the VTFE and DTFE kernels are the most localized ones, while the
TSC kernel is the most extended one. This can also be appreciated from the illustration: the
DTFE kernel extends only to the neighborings particles, while here the TSC kernel smears
the mass of the most central point out over the whole structure. The extent of the SPH kernel
is somewhere in between.

In the central section of Fig. 3.18 the kernels of a central point in a filamentary structure
are shown. The number of points has been chosen such that the number of grid-cells for the
TSC reconstruction procedure is the same as in the case of the Gaussian peak. This amounts
to a peak density of the filament of about 3 times the background density. The VTFE and
DTFE kernels for the filament look very similar to those in the Gaussian peak. This reflects
the fact that the central densities in the filament and in the Gaussian peak have the same order
of magnitude. The SPH kernel, on the other hand, is more extended than in the previous case.
This may be appreciated both from the circle in the upper left-hand frame as well as from
the kernel itself. The reason for this is the rigid circular geometry of the SPH kernel, which
together with the condition of a fixed number of particles and the relatively lower density in
y-direction leads to a kernel extending over a larger area. By construction the TSC kernel is
the same as in the Gaussian peak, extending over a relatively large area and with a poor spatial
resolution.

The kernels for the void are illustrated in the right-hand section of Fig. 3.18. The void
is represented by a low density inner region surrounded by a high density ring. The void
itself has a density which is equal to the background density. The number of sampling points
has been set such that the grid-size in the TSC reconstruction procedure is the same as in
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Figure 3.18 — Comparison of the effective smoothing kernels of the VTFE, DTFE, SPH and TSC reconstruction procedure inside three characteristic
environments: a Guassian peak (left-hand section), an anisotroptic filament (central section) and a low density void (right-hand section). In the top row
the corresponding point distributions are shown, with the basic underlying geometric structures of the reconstruction procedures overlaid. The thick dot
denotes the most central point for which the smooting kernel has been determined. The grid corresponds to the TSC procedure. The circle refers to the
radius h as defined in Eqn. 3.30. Only points within a distance of 2h of a location contribute to the value of the density field at that location. The Voronoi
cell and the contiguous Voronoi cell correspond to the DTFE and VTFE procedures. In the bottom frames the effective smoothing kernels are shown. Note
that the units of the vertical axis are different in each frame.
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Figure 3.19 — Comparison of the effective smoothing kernels of the VTFE, DTFE, SPH and TSC
reconstruction procedure for the most central point in the three different structures shown in Fig. 3.18.
From top to bottom: Gaussian peak, filamentary structure and void-like structure. From left to right:
DTFE, SPH and TSC. The scale is equal in all frames.

the previous cases. Here the VTFE and DTFE smoothing kernels are much more extended,
reflecting the lower density inside the void. Note that the mass of the most central point is
smeared out over a region which lies entirely within the void. This is not the case for the
SPH smoothing kernel, which is non-zero inside a circular region with a radius twice as large
as the circle displayed in the upper left frame. This means that part of the mass of the most
central point in the void is added to the density of the filamentary structure surrounding the
void! Conversely, part of the mass of the points inside this surrounding filamentary structure
is smeared out into the the outer regions of the void. This effect concerns many particles and
is therefore substantially larger, causing a relatively high density in the outer regions of the
void. This process and its repercussions are studied in more detail in Chapter 5. Even though
the point distributions in Fig. 3.18 look very different, the effective TSC smoothing kernel is
the same. The reason for this is that the effective resolution is set by the grid, not by the local
density. The geometry of the grid also causes the TSC kernel to include artificial anisotropies.
In other words, the TSC smoothing kernel does not adapt to the local environment.

To be better able to appreciate how the effective smoothing kernels adapt to the local point
distribution, we have plotted in Fig. 3.19 all kernels with the same units on the z-axis. In the
upper row the kernels correspond to the Gaussian peak, in the central row to the filamentary
structure and in the bottom row to the void-like structure. Evidently, the TSC kernel is the
same for all configurations. The resolution is set by the total number of sampling points. It
is roughly equal to two to three grid-cells (linearly), depending on its precise definition. The
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SPH smoothing kernel adapts to the local environment: from very localized and peaked for the
Gaussian peak to very extended for the void-like structure. However, its shape does not adapt
and always remains the same: the mass of a point is smeared out over a circular area. The
VTFE and DTFE smoothing kernels also adapt to the local environment, but in comparison
with the SPH smoothing kernel it is much more localized. The shape of the VTFE and DTFE
kernels is also not rigid, but can be seen to adapt to the local environment. The SPH, VTFE
and DTFE resolution varies over the reconstructed maps, with the resolution highest in high
density regions and lowest in low density regions. From Fig. 3.19 we may conclude that the
SPH resolution is always worse than the VTFE and DTFE resolution. The main difference
between the VTFE and DTFE kernel is that the VTFE kernel is slightly more localized, while
the DTFE kernel is continuous.

3.10 Processing of reconstructed fields

Once a density field has been reconstructed it may subsequently be processed. Processing
may involve various operations. The most important ones are profile or image construction
and, subsequently, filtering. Other relevant processing operations include various statistical
analyses and feature detection. Here we shortly discuss each of these.

3.10.1 Profile and image construction

In practice it often occurs that one wants to obtain a one-dimensional section (profile) or a
two-dimensional slice (image) at a regular grid of locations through a reconstructed field.
Almost without exception these profiles or images are discretized and comprise field values
at a finite set of regular intervals, locations or grid-locations. It is important to realize that this
involves an either one- or two-dimensional display-grid which is different from the sampling-
grid used in the grid-based methods. In general, the display-grid will be much finer than
the sampling-grid. An illustration of a two-dimensional display-grid used to construct a two-
dimensional image of a reconstructed density field is shown in Fig. 3.20 for the VTFE, the
DTFE and a grid-based method. The display-grid is superimposed on the basic underlying
structure used to reconstruct the density field.

Following the VTFE and DTFE reconstruction procedures described in sections 3.7 and
3.8, the image production involves a large number of interpolations onto a set of regularly
spaced locations. Here a practical complication occurs. In order to perform the linear inter-
polation at the locations of the display-grid-points, it is necessary to determine inside which
Voronoi cell (VTFE) or Delaunay tetrahedron (DTFE) each display-grid-point lies. In prin-
ciple a brute force summation over all Voronoi cells or Delaunay tetrahedra is possible, but
this becomes prohibitively expensive for a large number of display-grid-points. Fortunately a
number of more efficient algorithms exist.

For the VTFE this is rather straightforward. On behalf of the defintion of a Voronoi
cell one identifies for each image location the nearest sampling point. A very efficient way
of doing this is by making use of multi-dimensional binary or k − d trees (Bentley 1975,
Friedman, Bentley & Finkel 1977, van de Weygaert 1987). For the DTFE, however, knowing
the nearest sampling point will not suffice in determining inside which Delaunay triangle a
particular display-grid-point lies. This is because the nearest sampling point may not always
be located in the same Delaunay triangle as the display-grid-point (see Appendix 3.A for a
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VTFE: DTFE: grid−based:

Figure 3.20 — Two-dimensional display-grids in the VTFE, DTFE and grid-based reconstruction
methods. The grid is overlaid on top of the basic underlying structure used to reconstruct the density
field. SPH-like methods are not shown, because of the inherent difficulty in visualizing their underly-
ing structure, which does not consist of a subdivision of space in distinct non-overlapping structural
elements, but of circles of different radius at each position in space.

demonstration of this point). This prompted us to use a more appropriate and efficient method,
the walking triangle algorithm. For the case of two dimensions it was developed by Lawson
(1977), while a generalization to three dimension has been implemented by Sambridge et
al. (1995). In this algorithm one starts with an initial guess tetrahedron. The algorithm then
checks if the point under consideration lies inside this triangle. If this is not the case, the
algorithm jumps to an adjacent triangle in such a way that an almost linear path from the
initial guess triangle to the final triangle is taken. For a more detailed description of this
algorithm in two and three dimensions we refer the reader to Appendix 3.A.

As an example, in Fig. 3.21 a point distribution and a two-dimensional image through
the three-dimensional DTFE reconstructed density field is shown. The depicted image is a
direct DTFE reconstruction of the density field without the application of filtering or other
processing procedures. The configuration shown is part of the outcome of a 2563 particles
GIF cosmological N-body simulation of cosmic structure formation (Kauffmann et al. 1999).
Clearly visible in both the particle distribution and the reconstructed density field is the pres-
ence of hierarchical substructure: inside the main anisotropic filamentary structure high den-
sity clumps are present. Note the cellular structure of the low density regions surrounding
the filament may be appreciated better in the density field than in the particle distribution. In
Chapters 5 and 6 we further explore the application of the DTFE to the analysis of cosmolog-
ical simulations.

3.10.2 Filtering

An often applied operation to reconstructed density fields is that of filtering. Filtering is often
applied to identify features or structures at a particular scale or to compare the reconstructed
field with the outcome of analytical calculations, which usually involve volume-weighted
quantities.

In simple Fourier filtering the density field is convolved with some filtering function W(x)



78 T D T F E

Figure 3.21 — Image of a characteristic filamentary region in the outcome of a cosmological N-body
simulation. Left-hand frame: particle distribution in a thin slice through the simulation box. Right-
hand frame: two-dimensional slice through the three-dimensional DTFE density field reconstruction.

conform Eqn. 3.12:

f̂filtered(x) =

∫
dy f̂ (y) W(x − y)
∫

dy W(x − y)
. (3.52)

Common choices for the filter functions are Gaussian and top-hat filters, which in three di-
mensions are given by

Gauss W =
V

(2π)3/2R3
G

e−r2/2R2
G , (3.53)

and

top−hat W =
3V

4πR3
T

. (3.54)

Here RG and RT are the filtering radii, which define the resolution of the filtered fields.
As an example we have applied a Gaussian filter to the DTFE reconstruction of the fila-

ment shown in Fig. 3.21. In Fig. 3.22 the original DTFE density field is compared with the
filtered fields for a number of increasing filtering radii. Only structures larger than the filter-
ing radius are visible, while smaller structures are not resolved. This has the advantage that
sampling noise is much less prominent. Also, by filtering one replaces the artificial triangular
imprint of the DTFE kernel by a more natural smooth variation. However, such a smooth
variation is enforced by the geometry of the smoothing kernel and is in this sense as artificial
as the triangular imprint of the DTFE kernel. Clearly visible in the figure is that filtering
causes anisotropic structures to appear more spherical. Also, the distinct cellular morphology
of the low density regions surrounding the filament has due to the filtering operation changed
into amorphous blobs with no clearly defined internal substructure.

More advanced filtering operations include Kalman filtering (Kalman 1960 and Kalman
& Bucy 1961), of which the well-known Wiener filter is a special case. The Kalman filter
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Figure 3.22 — Filtering of density fields. The left-hand frame depicts the original DTFE density
field. The subsequent frames show filtered DTFE density fields. The FWHM of the Gaussian filter is
indicated by the shaded circle in the lower left-hand corner of these frames.

is an efficient recursive filter for estimating the state of a dynamic system from a series of
incomplete and noisy measurements. Similarly, the Wiener filter (Wiener 1949) filters out
noise that has corrupted a signal by statistical means. In astronomy, the Wiener filter has found
widespread use in a wide variety of applications such as the reconstruction of the cosmic web
(e.g. Zaroubi et al. 1995, 1999, Erdoğdu et al. 2004) and the analysis of the cosmic microwave
background radiation (e.g. Bunn et al. 1996, Patanchon 2005).

3.10.3 Feature detection

A possible application of filtering is the identification of features or structures on a particular
scale in the filtered field. Ramella et al. (2001), Kim et al. (2002), Marinoni et al. (2002) and
Neyrick et al. (2005) have described cluster identification algorithms based on the Voronoi
tessellation density estimator. They focussed on the problem of identifying clusters in imaging
and redshift surveys.

Whereas the above described schemes are primarily limited to the identification of density
peaks, a scheme based on the volume-covering DTFE should in principle be able to detect and
discriminate between different kinds of structures (see Chapter 4). Recently, Aragón-Calvo et
al. (2006) devised such a scheme, the Multiscale Morphology Filter, in which the input DTFE
density field is smoothed over multiple scales. The resulting signal is subsequently processed
through a morphology response filter. They showed that such a filter is able of identifying
clusters, filaments and walls as geometrically distinct structures.

Another essential element of the large scale galaxy distribution are voids. They differ
from clusters, filaments and walls by not being characterized by a certain configuration of
galaxies, but instead by the absence of galaxies. Such regions are accurately described by the
DTFE procedure, which is not the case for conventional density reconstruction schemes (see
Chapters 5 and 6). Platen & van de Weygaert (2006) have used the DTFE density reconstruc-
tion as the input of a void identification scheme, the Cosmic Watershed Algorithm. In this
scheme voids are defined as connected regions with a density smaller than a particular density
treshold.

3.10.4 Statistical processing

The final processing operations we mention are various statistical analyses. These may in-
clude simple procedures, such as determining the probability distribution function, the two-
point correlation function or the power spectrum of the density field. Examples of more
advanced studies are wavelet decompositions of the density field (see e.g. Starck et al. 1998,
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Donoho & Johnstone 1994, 1995) or topological analyses (see e.g. Shandarin et al. 2004).
Clearly the quality of such analyses critically depends on the resolution of the input density
field. As an example, in Chapter 4 we explicitly show that the DTFE is capable of tracking
the two-point correlation function over much smaller scales than grid-based and SPH-like
reconstruction methods.

3.11 Computational considerations

We have compared the computational demands of the DTFE with those of conventional meth-
ods. Below we have listed the sub-steps in which the characteristic application of the DTFE
calculation of an image may be divided. We also have listed the scaling of each operation
with the number of sampling points n.

1. Construction of the Delaunay tessellation: O(n log n);

2. Construction of the adjacency matrix: O(n);

3. Calculation of the density values at each location: O(n);

4. Calculation of the density gradient inside each Delaunay triangle: O(n);

5. Interpolation of the density to an image grid: O(ngrid 2 · n1/2).

Depending on the implementation of step 1, step 2 may be automatically included in the
construction of the Delaunay tessellation (see Appendix 3.A) and therefore omitted. The last
step, the interpolation of the density to an image grid, is part of the post-processing operation
and could be replaced by any other desired operation. Here it mainly depends on the number
of grid-cells per dimension, denoted by ngrid.

The first step, the construction of the Delaunay tessellation corresponding to the sam-
pling point distribution, is the most demanding in terms of computing speed and memory
and dominates the total calculation time. The reason for the O(n log n) dependence is that
the construction algorithm orders the points in a multimensional binary tree (Bentley 1975,
Friedman, Bentley & Finkel 1977, van de Weygaert 1987). The subsequent construction of
the Delaunay tessellation itself is of order O(n). The main problem which limits the number
of points that can be used in the current implementation is however not the computing speed,
but memory. We expect that by optimizing storage techniques, the amount of memory needed
can be decreased with a factor of about two or three. Moreover, the memory issue could be
completely circumvented by an algorithm which is currently under construction and which
does not construct the complete Delaunay tessellation at the start of the image construction
process, but instead only those triangles which are relevant around each grid-point on the fly.

Grid-based procedures are of order O(n), while adaptive SPH-like reconstruction schemes
have a similar demand on computing speed as the DTFE scheme. They are both of order
O(n log n). The reason for this is that in SPH-like algorithms the points are also ordered in a
multi-dimensional tree. In Table 3.1 we have listed for the examples of a set of 100 000 and of
200 000 points in two dimensions the amount of CPU time and memory needed for the calcu-
lation of an image on a Linux PC with a 2 Ghz processor and 1 Gb of internal memory. Clearly
the TSC scheme performs best in terms of demands on both computing speed and memory,
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Table 3.1 — Overview of the computational demands for several reconstruction procedures. Listed
are the CPU time and memory needed to reconstruct the density field on a two-dimensional image.

# points resource TSC SPH DTFE
100 000 CPU time 1.4 s 6.0 s 23 s

memory 5 Mb 15 Mb 97 Mb
200 000 CPU time 2.1 s 7.5 s 58 s

memory 7.3 Mb 25 Mb 194 Mb

while the DTFE procedure performs the worst. It should be mentioned though that our cur-
rent implementation of the two-dimensional Delaunay tessellation construction routine has
not been optimized for computational speed. Currently there are algorithms available which
are about a factor of 4-6 faster, making the speed comparable to our SPH implementation. We
have already mentioned the possibilities for improving on the memory demands.

3.12 Summary, discussion and outlook

In this chapter we have described the fundamentals of the VTFE and DTFE. These are
stochastic-geometrical methods to reconstruct density or intensity fields which are sampled
by an irregularly distributed discrete point set. The core of these procedures is formed by the
Voronoi (VTFE) and Delaunay (DTFE) tessellation of the discrete point set. Both methods
conserve mass, yield volume-covering fields and are valid in any number of dimensions. The
VTFE is a zeroth-order scheme, while the DTFE is a first-order linear scheme which pro-
duces continuous fields. Unlike conventional methods, such as fixed grid-based or adaptive
SPH-like schemes, the VTFE and DTFE are completely natural methods in the sense that
they do not invoke any user-specified parameters. In particular, they do not make use of a pre-
specified smoothing kernel, which allows them to adapt to both the local density and geometry
of the distribution of sampling points. Another important property of these methods is that
they produce volume-weighted fields. This is in contrast with conventional methods, which
tend to yield mass-weighted fields, complicating the comparison with analytical calculations.

We have compared the effective smoothing kernels of the VTFE and DTFE to the smooth-
ing kernels of conventional procedures. We have shown that the VTFE and DTFE procedures
attain the highest spatial resolution. In particular, since their kernels adapt to the local den-
sity of the sampling point distribution, they resolve both high and low density regions at the
same time. The VTFE and DTFE kernels do not only adapt to the local density of the sam-
pling point distribution, but also to its local geometry. This allows these methods to resolve
anisotropic structures, which conventional reconstuction procedures tend to smear into a large
volume, effectively making them more spherical.

We have discussed several post-processing procedures which may be applied to DTFE
reconstructed density fields, such as profile and image construction and various statistical
tests. Here we want to discuss in more detail the post-processing procedures which involve
getting rid of the effects of sampling noise. For example, one may want to determine the radial
mass profile of certain objects, or to determine their real underlying density profile (without a
noise signal superposed). This may be done by ‘averaging’ over the noise by integrating the
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reconstructed field over concentric shells or by the fitting of a model. The latter application is
described in Chapter 6.

One of the most important post-processing procedures which increases the signal-to-noise
ratio of a reconstructed density field is smoothing. Obviously, smoothing destroys some of
the adaptive resolution and shape of the effective VTFE and DTFE kernels. Nevertheless, in
section 3.4 we have argued that the combined use of the VTFE or DTFE reconstruction proce-
dure and smoothing has an important conceptual advantage over conventional reconstruction
procedures. These procedures involve a unclear mix of the two different mathematical pro-
cedures of reconstruction and filtering, which leads to interpretational difficulties with the
danger of confusing mass-weighted and volume-weighted results. Beside the fuzzy nature of
the resulting operation any subsequent smoothing represents therefore an additional smooth-
ing on top of the primary smoothing which is hidden in the reconstruction procedure. As
these two smoothing operations are not necessarily correlated, this complicates a subsequent
analysis by a considerable amount.

In the VTFE and DTFE procedures the field reconstruction and any subsequent smoothing
operation are clearly defined and distinct mathematical operations, making the interpretation
of the results much more transparent. Examples of applications which involve smoothing
include the normalization of cosmological numerical simulations through the rms variation of
the density field when smoothed with a filter of a certain radius (e.g. Efstathiou et al. 1990,
Saunders et al. 1991) or the comparison of simulated or observed cosmological quantities
with analytical predictions. For example, Bernardeau & van de Weygaert (1996) discuss the
determination of the volume-averaged expansion scalar (divergence of the peculiar velocity
field) as well as the shear and vorticity of the velocity field. They concluded that the use of
volume-weighted Voronoi and Delaunay interpolation techniques gives a significantly better
agreement with theoretical predictions than analyses based on conventional, mass-weighted
filters.

A very interesting possibility is the development of a natural smoothing procedure with a
kernel function whose extent and shape adapts to the local density and geometry of the density
field. In such a way the adaptive nature of the VTFE and DTFE reconstruction procedures
would be preserved and such a filter would be a natural complementation to these procedures.
A possible way of doing this is by making use of the properties of the tessellation beyond the
contiguous Voronoi cell of each sampling point. Another interesting possibility is the use of
multiscale morphology filters (Aragón & van de Weygaert 2006), in which the density field is
smoothed over multiple scales.

Apart from the examples discussed here many other ways of post-processing VTFE and
DTFE reconstructed fields in other to get rid of undesirable noise effects exist. A particularly
promising example that we want to mention here is Kalman filtering (Kalman 1960, see also
e.g. Maybeck 1979). This technique is an optimal recursive data processing algorithm, in
which on the basis of statistical knowledge of the system noises and a priori knowledge of the
system an optimal ‘noise-fee’ estimate for the field comes out. VTFE and DTFE reconstructed
fields could serve as the input for such an algorithm. An astronomical example of the use
of Kalman filtering is the Wiener reconstruction of large-scale structure from observational
surveys (e.g. Lahav et al. 1994, Zaroubi et al. 1999). Instead of devising smart post-processing
algorithms an alternative approach may be to extend the VTFE and DTFE procedures by
implementing one of the higher-order reconstruction schemes discussed in section 3.8.3.
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The development of the DTFE was motivated by our interest in cosmological structure
formation, in particular in describing the high density and anisotropic filamentary and wall-
like regions, which conventional reconstruction methods fail to describe. In the rest of this
thesis we present a number of examples of applications of the DTFE to such studies. In Chap-
ter 4 we apply the DTFE to the analysis of cosmological simulations. The cosmological large
scale structure distribution does not consist of isolated objects of a certain density or geom-
etry, but instead represents a complex network of objects of different densities and scales,
often dubbed the cosmic web or cosmic foam (e.g. Bond et al. 1996, van de Weygaert 2002).
It is thus important to test whether the reconstruction method used is able of dealing with a
density field with a hierarchy of spatial scales, geometries and densities. Therefore we first
present a thorough assessment of the behavior of the DTFE in such circumstances in Chap-
ter 4. In Chapter 5 we discuss the possibility of incorporating the DTFE in hydrodynamical
simulation algorithms. Bernardeau & van de Weygaert (1996) and Schaap & van de Weygaert
(2003) have shown that the Delaunay interpolation procedure is also very well suited for re-
constructing the cosmological velocity field. In Chapter 6 we show how the DTFE enables
a simultaneous study of both the structure and dynamics of the cosmic foam and apply the
DTFE to the dynamical modelling of characteristic elements of the large scale galaxy distri-
bution such as voids and filaments. In Chapter 7 we apply the DTFE to the analysis of the
2dFGRS redshift survey (Colless et al. 2001).

These applications are only first examples of what could be achieved by using the DTFE.
Indeed, several authors have already described its use in the literature. Ramella et al. (2001),
Kim et al. (2002) and Marinoni et al. (2002). A similar algorithm for the analysis of integral-
field spectroscopic data has been implemented by Cappellari & Copin (2003). Bradac et
al. (2004) have shown that the use of the DTFE allows for a study of the signature of CDM
substructure on gravitational lensing. Shandarin et al. (2004) advocate the DTFE for sys-
tematic studies of the size, shape and topology of the cosmic web by means of Minkowski
functionals. Neyrinck et al. (2005) have used the DTFE to identify halos in cosmological
N-body simulations. Many other applications are thinkable, such as the reconstruction of
intensity fields. Zeroth-order Voronoi techniques to identify clusters in imaging and redshift
surveys have been used by Arad et al. (2004, 2005) advocated the use of the DTFE for a six-
dimensional analysis of the phase space density. Aragón-Calvo & van de Weygaert (2006)
have devised a multiscale morphology filter with the DTFE density field as the input in order
to detect and discriminate between clusters, filaments and walls in the large scale matter distri-
bution. Platen & van de Weygaert (2006) have used the DTFE to implement a void detection
algorithm which is based on the watershed algorithm. In conclusion, the DTFE has started to
establish itself as a valuable tool for a wide array astronomical research applications.
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3.A The walking triangle algorithm

To be able to interpolate the density field to an arbitrary point in space using the DTFE, one
has to determine inside which triangle that point lies. Naively one might think that this triangle
must be one of the triangles of which the nearest sampling point is a vertex. However, this is
not necessarily the case. Consider a case in which the circumcenter of a Delaunay triangle is
situated outside the triangle. In Fig. 3.23 it may be appreciated that in those cases there is a
region of space inside the adjacent triangle which is closest to the sampling point but which
does not belong to that triangle.

For this reason we have used another algorithm to determine inside which triangle a par-
ticular location lies. The ‘walking triangle algorithm’ is an efficient and conceptually simple
algorithm for this purpose. This algorithm has been developed by Lawson (1977) for the case
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Figure 3.23 — Demonstration that the
nearest sampling point to a particular point
does not necessarily belong to the triangle
inside which this point lies. Any point inside
the shaded region lies inside triangle 4PRS ,
but is nearest to sampling point Q. This
happens because the circumcenter of trian-
gle 4PQR does not lie inside 4PQR.

x

Figure 3.24 — The path taken by the walk-
ing triangle algorithm from the initial guess
triangle T (upper left-hand corner) to the tri-
angle containing point p (lower right-hand
corner).

of two dimension (see also Sloan 1987). For this algorithm we need the adjacency matrix
Ω(i, j), which specifies for each side j of each triangle i its adjacent triangle Ω(i, j). At the
end of this appendix we discuss how one may calculate this matrix.

In the walking triangle algorithm, one starts with an initial guess triangle T (see Fig. 3.24).
The sides should be defined in counterclockwise fashion (see Fig. 3.25). Then one tests if the
point p lies inside T , by checking for each of its three sides whether p lies at its left-hand side
(see Fig. 3.25). If this is not the case for a particular side i, then the algorithm immediately
jumps to the adjacent triangle Ω(T, j) and starts testing the sides of this triangle in the same
manner. This procedure continues until one arrives at the triangle inside which p lies. This is
illustrated in Fig. 3.24.

The above procedure may be formulated in mathematical terms as follows. A point
p = (x, y) lies inside of a triangle if the following condition holds for each of its sides

(V i
x − x)(V j

y − y) > (V j
x − x)(V i

y − y) . (3.55)

Here Vi = (V i
x,V

i
y)T and V j = (V j

x ,V
j

y )T are the vertices at both ends of the side and the
indices j and k are defined by cyclic rotation of the three indices (i, j, k) (see Fig. 3.25).

The walking triangle algorithm takes an almost direct path from the initial guess triangle
to the final triangle as can be seen in Fig. 3.24. The speed of convergence is dependent on the
linear distance between the initial guess triangle and the final triangle. The efficiency of the
algorithm can be strongly improved by choosing an initial triangle close to the final triangle.
In particular, if one calculates the density values at a regular grid of locations, the triangle
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Figure 3.25 — A: point p lies on the left-hand side of side k. B: point p lies on the right-hand side
of side i. A point lies inside a triangle if it lies on the left-hand side of all its three sides.
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Figure 3.26 — A: point p lies on the inward side of wall j, but on the outward side of wall q. B: point
p lies on the outwards side of wall j, but on the inward side of wall q. A point lies inside a tetrahedron
if it lies on the inward side of all its four walls.

containing the previous point serves as a good initial guess triangle for the next grid-location.
In three dimensions a similar method can be used (Sambridge et al. 1995). In this case the

concept of counterclockwise and left-hand and right-hand side do not make sense. Instead we
check for each wall of a tetrahedron if the point p = (x, y, z) lies inwards of the wall, which
means at the same side of the wall as the nucleus of the tetrahedron not belonging to the wall
(see Fig. 3.26). Mathematically, this condition may be formulated as

[(
Vi − V j

)
·
[(

Vk − V j
)
×

(
Vl − V j

)]]
·

·
[
(x − V j) ·

[
(Vk − V j) × (Vl − V j)

]]
≥ 0 . (3.56)

Here Vi, V j and Vk are the three vertices of the four walls of the tetrahedron. Again the
algorithm stops when the point lies inwards of all four walls of a particular tetrahedron and
thus inside that tetrahedron.

3.A.1 The construction of the adjacency matrix

To be able to use the walking triangle algorithm, we need the adjacency matrix corresponding
to the tessellation under consideration. The adjacency matrix Ω(i, j) specifies for each side j
of each triangle i its adjacent triangle Ω(i, j). Ideally, this matrix would be determined while
constructing the Delaunay tessellation. However, not all available routines also calculate the
adjacency matrix.
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 Figure 3.27 — The construction of the adja-
cency matrix. For each side of each triangles
one checks which two triangles the two vertices
of the side have in common. The thick line de-
notes the side under consideration. The triangles
plotted are all the triangles with a vertex belong-
ing to that side. The shaded triangles both have
two vertices belonging to the side.

Of course, the matrix can be calculated by brute force. However, this becomes pro-
hibitively expensive when the number of triangles and thus the number of points is large.
Sambridge et al. (1995) describe an efficient alternative algorithm which scales linearly with
the number of triangles. Given the triangles matrix T (i, j), which specifies for each triangle
the indices of its three vertices, one can construct a new matrix which specifies for each point
the triangles of which it is a vertex. This can be done in a loop over the triangles matrix T (i, j)
by assigning triangle i to vertex j. The adjacency matrix can subsequently be constructed
in a loop over all sides of all triangles. For each side one considers which two triangles the
two vertices have in common. One is the triangle under consideration, the other its adjacent
triangle. This process is illustrated in Fig. 3.27.




