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6

Inductive Inference for Bayesian Networks

This chapter provides a scheme for inductive inferences concerning exchangeable
observations of variables in a given Bayesian network. It presents the tools
for determining the probabilities and conditional probabilities associated with
the nodes and edges of a given network on the basis of these observations. It
further offers simple expressions for predictions over the variables, relative to
some assumptions on the observations and the dependency structure laid down
in the network. Finally, the chapter signals a specific problem with representing
dependencies in a Bayesian network. This leads to a distinction between so-
called causal and inductive independence.

This chapter can be read independently of all preceding chapters. However,
there is an intimate connection between this chapter and the two chapters on
analogical predictions. Next to a model for predictions on Bayesian networks,
this chapter provides a general treatment of the mathematics underlying the
use of hypotheses in making analogical predictions. The resulting models for
Bayesian networks are structurally similar to the models for analogical pre-
dictions. The difference is that here the observation algebra using underlying
predicates is generalised, and the hypotheses are defined in terms of the selection
functions of chapter 2. This chapter thus provides a deeper and more general
underpinning for the models of analogical predictions.

6.1 Induction and Bayesian networks

Bayesian networks. A Bayesian network is a convenient tool in representing
a multivariate probability distribution. Consider a range of variables Rk with
k = 1, 2, . . . , n, and a probability distribution p(R1, R2, . . . , Rn). Each vari-
able Rk may be assigned values rk, and for simplicity these values are binary
numbers, rk = 0, 1. A complete representation of the probability distribution
over the variables is then given by a number of 2n probabilities p(r1, r2, . . . , rn),
under the restriction that these probabilities sum to 1. Marginal probabili-
ties like p(Rk) and marginal conditional probabilities such as p(Rk|Rk′) can all
be derived from this complete representation. However, as the number of in-
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dependent probabilities grows exponentially with the number of variables, the
representation of the probability distribution is rather cumbersome.

It may happen that we know of specific independencies between variables.
For example, we may know that

p(R1|R2, . . . , Rn) = p(R1|R2) (6.1)

This means that if we know r2, we do not learn anything more on r1 by also
learning rk for any k > 2. Note that this is not to say that p(R1|Rk) = p(R1)
for 2 < k ≤ n, that is, R1 is not necessarily independent of all other Rk. It may
be that Rk contains information on R2, and thus implicit information on R1.
However, if we also know that

p(Rk|R1, . . . , Rk−1, Rk+1, . . . Rn) = p(Rk), (6.2)

for all k > 2, such additional dependencies are absent. In that case, all Rk with
k > 2 are completely independent of each other.

Independencies such as those exemplified above may be used to simplify the
representation of the probability distribution over the variables Rk. Causal net-
works provide a systematic way of doing so. The reader may consult Lauritzen
and Spiegelhalter (1988) for a clear discussion, or Pearl (2000) for references to
a more detailed discussion on Bayesian networks. This chapter assumes famil-
iarity with Bayesian networks as introduced there.

Medical example. The specific dependency structure sketched above serves as
the leading example of this chapter. To illustrate this structure, let me provide
a Bayesian network associated with it, and an interpretation of the variables
R1, R2 and Rk for k > 2. As for the latter, we may imagine a medical doctor
who is screening individuals for a symptom R1. This variable is assigned 1 if
the symptom obtains and 0 otherwise. The doctor also tests the individuals for
a disease that is causally related to the symptom. The test result R2 is fully
reliable, and comes out 1 if the disease obtains and 0 otherwise. In her log
the doctor further categorises each of the individuals by means of a number of
binary conditions, denoted Rk with k > 2, all of which are known to be causally
irrelevant to, and thus independent of, the symptom R1 and the disease R2.
The probability distribution expressing her beliefs concerning the variables Rk

then exactly matches the independence relations (6.1) and (6.2).
The dependency structure given in these relations may be associated with

a Bayesian network as depicted in 6.1. Relative to this network, the probabil-
ity distribution can be determined by independent distributions p(Rk) for all
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R1 

R2 

R3 Rn. . . .

Figure 6.1: The Bayesian network for the variables Rk of the example. All variables are

independent, except for R1 whose values probabilistically depend on R2.

k > 1, and by the conditional probabilities p(R1|R2). It may be noted that the
direction of the arrow between R1 and R2 is not determined by the dependency
structure, as laid down in the probability distribution p. Rather it is determined
by the order in the variables Rk that is chosen for constructing the network, as
discussed in Pearl (1989: 125-126). As suggested in the foregoing, the directed
arrows in the network may be interpreted as pertaining to causal relations be-
tween the variables. Depending on the interpretation of these variables, some
orders in the variables may therefore be considered more natural than others.

Aim of this chapter. This chapter is concerned with repeated and exchangeable
observations of complete valuations of all node variables Rk. In terms of the
example, it is concerned with screening and categorising individuals. Its primary
aim is to present a scheme for inductive inferences on observations of nodes,
conditional on a dependency structure as expressed in a Bayesian network, but
in the absence of probabilities associated with the nodes and edges. That is,
when given the network and some observations, the scheme is supposed to fill
in the most likely probabilities of the nodes and the conditional probabilities
of the edges. A further aim is to derive predictions on observations of nodes,
both unconditional and conditional on the observations of other nodes. But this
can only be done sensibly after the probabilities for nodes and edges have been
estimated.

It cannot be emphasised enough that the aim of this chapter differs from
the aim of most other studies that concern Bayesian networks. The following
does not have the object, more common in artificial intelligence, to derive the
most probable network structure on the basis of observations. See Bacchus and
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Lam (1994), Tong and Koller (2001), and their references for a more elaborate
discussion. Also, the following does not primarily aim at predictions, for a single
individual, of a node variable on the basis of valuations for other nodes, and
given probabilities for nodes and edges. In the following, such probabilities are
not yet given.

It seems that inductive inference on the basis of a fixed network structure
but without fixed probabilities in the network has received little direct attention.
On the other hand, much of more general mathematical statistics can readily
be applied to this problem, and perhaps mathematical statisticians have con-
sidered the application to be too obvious to merit separate consideration. From
the side of Bayesian inductive logic, however, things look a bit different. One
interesting aspect is that Bayesian networks may be connected to Carnapian
prediction rules. This may be interesting from a computational point of view,
also outside the tradition of inductive logic. Furthermore, the Bayesian scheme
of this chapter allows us to describe a specific type of inductive dependence
between nodes and edges, which cannot be captured in terms of the edges in
Bayesian networks. This reveals that caution is required when using a causal
picture to fix screening-off relations. And finally, the present treatment signals
an intimate connection between the discussion on analogy and the discussion
on probabilistic causality.

Connection to Carnapian predictions. To elaborate on the aims of this chapter,
let me briefly discuss Bayesian networks from the perspective of Carnapian
inductive logic. Note that the nodes R1 to Rn in a network determine a single
variable Q. The possible values q thereof are associated with a binary expansion
that encodes the variables Rk = rk(q) corresponding to it:

q =
∑

k

rk(q)2k−1. (6.3)

Depending on the number lx of conditional probabilities over edges that are
restricted to extremal values, or in Pearl’s words, restricted conceptually, we
have a number of 2n − lx possible values q. We can then define a probability
assignment over repeated observations of these variables that captures inductive
predictions, as for example in Carnap (1952). The problem addressed in this
chapter, if formulated in terms of such inductive predictions, is to incorporate
the specific dependencies and independencies of the network into the probability
assignment over repeated observations.

There are some problems with a Carnapian picture of inductive inferences
on Bayesian networks. First, predictions defined in terms of the variable Q
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cannot easily cope with observations concerning single nodes, or strict subsets of
nodes. Recall that a Q-predicate determines all nodes at once. In networks that
represent experimental variables, a number of the nodes in the causal picture
will typically be unobservable, so that observations only specify subsets of values
for Q. Formulated more positively, the Carnapian picture needs some additional
conceptual tools to include these disjunctions. Second, and more importantly
for present purposes, it has proved very difficult to model the dependencies, as
they are expressed in Bayesian networks, with the tools of Carnapian inductive
logic. The dependencies are in this logic associated with analogical predictions,
as will be explained below, and the problem of capturing such predictions has
been the subject of heavy debate for a long time already.

Connection to analogical predictions. I now elaborate the connection between
Bayesian networks and analogical predictions. First of all, if an observation q

has a varying impact on other observations q′, the variations may be associated
with differing relevance relations between the observations q and q′. And these
relevance relations are traditionally associated with analogy. Now to link net-
works and analogy, note that dependencies between the variables Rk will show
up in the inductive predictions over Q as differences between the impact that
an observation q has on other observations q′. For example, if the underlying
variables R1 and R2 are connected in the given network, the fact that the val-
ues r1 and r2, which are encoded in some q, often occur together is taken to
indicate something on the dependence between these two values. The repeated
observation of q then reflects positively on further observations of q, but also on
those observations q′ that encode the same specific values r1 and r2, alongside
values rk for k > 2 that differ from those associated with q. By contrast, if the
variables R1 and R2 are not connected in the network, the fact that the values
r1 and r2 repeatedly occur together is deemed a mere chance occurrence, as the
network already asserts that R1 and R2 are independent. The observation of
q then entails no additional positive impact for the other observations q′ that
encode the co-occurrence of r1 and r2.

The above considerations invite the construction of a scheme that can deal
with separate observations of variables Rk, and within which dependence rela-
tions can be expressed more easily. We can in this context draw lessons from
the debate on analogical predictions. Accordingly, the formal scheme of this
chapter allows for observations of separate observations Rk, and is based on
the model for analogical predictions developed in the preceding two chapters.
The central idea is again to model inductive inferences and predictions with
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a Bayesian update over statistical hypotheses, and to capture the dependency
relations between families Rk in terms of such hypotheses. In the following the
scheme is made precise with the specific aim of deriving Carnapian predictions
for Bayesian networks. The further aim is to show the limitations of Bayesian
networks in expressing the dependency structure. For this latter aim, the follow-
ing contains an elaborate discussion of observations and hypotheses concerning
the variables Rk.

Plan of this chapter. The plan of this chapter is as follows. Section 6.2 discusses
the inductive scheme in general. Section 6.3 defines specific hypotheses for
exchangeable predictions on independent nodes. Then section 6.4 presents some
tools for managing complicated hypotheses partitions. Section 6.5 defines a
specific partition that captures a link between nodes, and shows that the tools
can be employed for deriving Carnapian predictions. Section 6.6 discusses some
possibilities with the scheme that reveal a shortcoming in the representation of
dependencies in a Bayesian network. Finally, section 6.7 discusses how we can
apply all this to Bayesian networks more generally.

6.2 Bayesian scheme

This section introduces an observational algebra for repeated observations of the
variables Rk, and defines a general scheme for making predictions. The algebra
and the scheme are a generalisation of the notions used in the preceding two
chapters. In comparison to the schemes above, the one presented here may look
unnecessarily complicated. The preceding chapters have employed a number
of restrictions to simplify both notation and discussion. But I think that it is
important to show that none of these restrictions is essential to the schemes
themselves. In particular, the restriction on the order of the observations, as
discussed in section 4.4, is here seen to be inessential.

6.2.1 Observational algebra

Observations of R-predicates. Let me first settle some notational issues. First,
I refer to observations of Rk having value r with the term Rr

k. These valuations
concern a specific individual or experimental system, indexed i. I will refer to
the individuals by adding this index to the valuation, Rr

ki. Now we need not
assume that these observations are collected in the order of the individuals and
nodes, according to the indices i or k. For example, we may record the variable
R2 for a number of different individuals first, and record the variable R1 only
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after that. To accommodate this, I add another index t which refers to the time
of the observation. The expression Rr

kit thus refers to the observation, at time
t, that variable Rk of individual i has value r. It must be stressed that the time
index is not intended to keep track of the time evolutions in an individual. Each
variable Rk of individual i is only observed once.

Let me introduce set theoretical representations for these observations in
terms of an algebra of cylinder sets. Define the set of all possible triples (rki)
as M , and consider the space Mω of all infinite, ordered sequences u of such
observations:

u = (rki)1(rki)2(rki)3 . . . (6.4)

The elements of the infinite sequences (rki) denote the serial number i of the
individual, the number k of the variable Rk with respect to which the individual
is observed, and the value r of the variable. Every such triple determines an
observation at time t. Note that if we assume that there is no independent way
of labelling the individuals i, permuting the individual indices in a sequence
does not produce a different sequence. But in the following this redundancy is
not harmful.

An algebra for the R-predicates. The observational algebra for variables Rk is
given by all possible subsets of the space Mω. This algebra is denoted with R.
Observations Rr

kit can be expressed as elements of this algebra. If we denote
the t-th triple (rki)t in a series u ∈ Mω with u(t), we can write:

Rr
kit = {u : u(t) = (rki)t}. (6.5)

From now on observations Rr
kit refer to such subsets. Note that there is a formal

distinction between the observations Rr
kit and the values of observations (rki).

The values, represented with small letters, are triples of natural numbers. The
observations, denoted with large letters and indexed with small ones, are subsets
of Mω, and therefore elements of the algebra R.

In the same way we can represent sequences of observations St as elements
of the algebra R. These elements are determined by the ordered sequences
st = 〈(rki)1, (rki)2, . . . , (rki)t〉. Analogous to expression (6.5) we can write

Ss
t = {u : ∀t′ ≤ t (u(t′) = st(t′))}, (6.6)

in which st(t′) = (rki)t′ . Observations of R-predicates and sequences of such
observations are related to each other as follows:

Rr
kit ∩ Ss

t−1 = S
〈s,(rki)〉
t . (6.7)
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We can therefore build up the sets Ss
t by intersecting the subsequent observation

sets Rr
kit′ up until t.

Relation to Q-predicates. To map observations q of a variable Q for individual
i onto elements in the algebra R, we can employ the binary expansion of q.
Writing Qq

it for the observation, from time t onwards, that individual i has
values according to q, we can write

Qq
i = {u ∈ Mω : ∀k ≤ N : u(t + k) = 〈rk(q), k, i〉}

= {u ∈ Mω : u(t + 1) = 〈r1(q), 1, i〉} ∩

. . . ∩ {u ∈ Mω : u(t + n) = 〈rn(q), n, i〉}

=
⋂
k

R
rk(q)
ki(t+k), (6.8)

As already suggested by the construction of sequences u, every complete ob-
servation Qq

it of individual i at time t can be written down as the intersection
of such observations, of object i with respect to all separate predicate families
Rk. The observations Qq

it can thus be integrated in the algebra for observations
Rr

kit.
For later purposes, let me construct the following special sequences of ob-

servations in R:

sk = 〈r1, r2, . . . , rk〉, (6.9)

Ssk
t = Rr1

1i(t−k+1) ∩Rr2
2i(t−k+2) . . . ∩Rrk

kit. (6.10)

The vectors sk consist of k components, namely rk′ for all k′ ≤ k. They deter-
mine sequence of k observations of R-predicates. I usually omit reference to k

in the superscript, so that the string becomes Ss
ki. By sk(q) I mean the first k

components rk′(q).
One further convention will prove very useful in this chapter. Given a se-

quence of observation results st = 〈(rki)1, (rki)2, . . . , (rki)t〉, we can write down,
for all combinations of r and k, the number of times within the sequence that
an object is observed in predicate r within predicate Rk. We can denote these
numbers trk. The sum over the index r of these numbers, tk =

∑
r trk, gives

the number of times an observation concerned the predicate Rk. The ratios trk

tk

are the observed relative frequencies of the triples.

6.2.2 Hypotheses and predictions

The following contains a brief introduction to Bayesian schemes that use hy-
potheses for making predictions. It deals with belief states, hypotheses, con-
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ditioning, and predictions based on hypotheses. Comparable expositions can
again be found in Jeffrey (1984) and Howson and Urbach (1996). This sec-
tion and the following specifically focus on R-predicates, but the scheme works
exactly similarly for the Q-predicates.

Predictions from hypotheses. As indicated, beliefs are represented by probabil-
ity functions p. These functions are defined over the observational algebra R,
and thus take observations Rr

kit and sequences of observations St as arguments.
We can express full belief in the observations St in terms of the probability as-
signment p: on observing the sequence St we fix p(St) = 1. As a result of fixing
this probability, we also have to adapt the probabilities of other elements in the
observational algebra. In all of the following I assume that the probability func-
tion representing beliefs upon observing St can be constructed by conditioning
the original probability function p on the observations St:

p(·) → p(·|St). (6.11)

Both the probabilities assigned to observations, and the probabilities assigned
to hypotheses can be adapted to new observations in this way. In the following,
the probability before updating is called the prior probability, and the one after
updating the posterior probability.

The following employs conditioning over observational hypotheses to gener-
ate predictions of the form p(Rr

kit|St−1). Observational hypotheses can be seen
as elements of the observational algebra. If we assume of some hypothesis h

that its truth can be determined as a function of an infinitely long sequence of
observations u, then we can define hypotheses as subsets of Mω in the following
way:

H = {u ∈ Mω : Wh(u) = 1}, (6.12)

where Wh = 1 if and only if h is true of u. The function Wh is called the
indicator function of h. The predictions are based on so-called partitions of such
hypotheses. A partition is a collection of hypotheses D = {Hθ}θ∈D, defined by
the following condition for the indicator functions Whθ

:

∀u ∈ Mω ∃!θ : Whθ
(u) = 1. (6.13)

This means that the hypotheses Hθ are mutually exclusive and jointly exhaustive
sets in Mω. Note that the above expression refers to a hypotheses space D, while
it does not specify the dimensions or even structure of D yet. In particular it
must be noted that it is also possible to work only with a countable or finite
number of hypotheses.
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Because we are in this chapter dealing with a continuum of hypotheses,
the probability function must be a probability density p(Hθ|St−1). Using this
density and the partition, we can define predictions by means of the law of total
probability:

p(Rr
kit|St−1) =

∫
D

p(Hθ|St−1) p(Rr
kit|Hθ ∩ St−1) dθ. (6.14)

The terms p(Rr
kit|Hθ ∩ St−1) are called the posterior likelihoods of Rr

kit on the
hypotheses Hθ. The prediction is obtained by weighing these likelihoods with
the posterior probability over the hypotheses, p(Hθ|St−1)dθ.

Updating over hypotheses. The above expresses predictions in terms of the
posterior probability and the posterior likelihoods, denoted p(Hθ|St−1)dθ and
p(Rr

kit|Hθ∩St−1) respectively. Both these terms can be obtained by conditioning
on the prior probability assignments p(Hθ)dθ and p(Rr

kit|Hθ). In many cases
the likelihoods do not change upon conditioning:

p(Rr
kit|Hθ ∩ St−1) = p(Rr

kit|Hθ). (6.15)

Whenever this is so, I do not mention the term St−1 in the expression for the
likelihoods. But the invariance cannot always be taken for granted.

The dependence of the predictions on observations are further reflected in the
posterior probability over the hypotheses. This probability can be determined
by means of conditioning:

p(Hθ|St′)dθ =
p(Rr

kit′ |Hθ ∩ St′−1)
p(Rr

kit′ |St′−1)
p(Hθ|St′−1)dθ, (6.16)

Note that the denominator p(Rr
kit′ |St′−1) is equivalent to equation (6.14) with

t′ in place of t, so that this denominator can be rewritten as a function of
p(Rr

kit′ |Hθ ∩ St′−1) and p(Hθ|St′−1). The posterior probability over the hy-
potheses given St−1 can thus be determined recursively by the prior probability
function p(Hθ)dθ, and the likelihoods p(Rr

kit′ |Hθ ∩ St′−1) for all times t′ < t.
In sum, the predictions p(Rr

kit|St−1) can be generated if we assume some
partition of hypotheses D, the likelihoods p(Rr

kit|Hθ ∩ St−1) for all Hθ ∈ D
and at all times t′ ≤ t, and a prior probability distribution p(Hθ)dθ. First the
prior and the likelihoods with t′ < t can be used to determine the posterior
probability over the partition. The likelihoods are subsequently used with this
posterior probability over the partition for generating the prediction itself.
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6.3 Hypotheses on nodes

This section defines the specific partition of hypotheses that underpins exchange-
able predictions for a single variable R0, and the partition of hypotheses that
concerns multiple independent variables.

6.3.1 Relative frequencies

To illustrate the above scheme, and to prepare for later sections, I here define a
partition of hypotheses that results in Carnapian prediction rules. The scheme
is a generalisation of the schemes used in the preceding two chapters. In the
following the prediction rules are first derived for a single variable R0. At every
time t we observe Rr

0 for a different individual i, so that i = t, and every
observation is thus fully characterised with a single index r.

Bernoulli hypotheses. To characterise the hypotheses that result in exchangeable
predictions, first define the notion of the relative frequency of observations R1

0

in a sequence u,

f0(u) = lim
t→ω

1
t

t∑
t′=1

u(t′), (6.17)

assuming that this limit exists. For any infinitely long sequence of observations
u, the function f0(u) gives the relative frequency of the observations R1

0it. Note
that for a given u, the frequency f0(u) need not be defined. Note further that
the relative frequency for R0

0 is defined exactly when f0 is, and equals 1− θ.
The hypotheses Hθ can be defined by the indicator function Whθ

and equa-
tion (6.12):

Whθ
(u) =

1 if f0(u) = θ,

0 otherwise.
(6.18)

The parameter space for these hypotheses is simply θ ∈ B0 = [0, 1]. Further,
we may define Wh¬θ

= 1 if f0(u) is undefined, and Wh¬θ
= 0 otherwise. The

collection of hypotheses B0 = {H¬θ, {Hθ}θ∈B0} then is a partition of hypotheses
concerning the relative frequencies of the observations r of variable R0.

We can now provide likelihoods and a prior probability for this partition.
First we assume that p(H¬θ) = 0, which states that u has some convergent
relative frequency. The prior probability over the hypotheses Hθ can otherwise
be chosen freely. As for the likelihoods of Hθ, they may then be obtained by
taking the long run relative frequency θ as chances on the observation R1

0 at
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every single observation:

p(Rr
0it|Hθ) = θr(1− θ)1−r. (6.19)

Since r = 0 or r = 1, either of the factors on the right is 1. The relation
between hypotheses Hθ and their likelihoods is perhaps not indisputable. I
refer to section 2.4.2 for a detailed discussion. Note that the likelihoods do
not depend on the observations St−1. For this reason the predictions that result
from the partition B0 are exchangeable, that is, they are the same independently
of the order in the observations St−1.

Carnapian rules from Dirichlet distributions. The predictions rendered by the
partition B0, if supplied with a so-called Dirichlet density as prior,

p(Hθ) ∼ θ(a1−1)(1− θ)(a0−1), (6.20)

can be written down in the form of the Carnapian λγ prediction rules. Using
the numbers trk and tk defined in subsection 6.2.1, it reads

p(Rr
ki(t+1)|St) =

tr0 + γr0λ0

t0 + λ0
. (6.21)

The term t0 represents the number of observations with respect to R0 within
the sequence St, so in this case t0 = t. Further, the Dirichlet prior determines
the values λ0 =

∑
r ar and γr0 = ar/λ0. If we choose it to be the uniform

distribution, the values are γr0 = 1
2 , and λ0 = 2.

The above rule is involved in all of the following. With its introduction, it
almost seems that the use of hypotheses and conditioning is unnecessarily com-
plicated. However, in line with the general import of this thesis, the hypotheses
turn out to be a useful tool in laying down and controlling the dependence
assumptions as expressed in Bayesian networks.

6.3.2 Unconnected nodes

The following deals with hypotheses schemes concerning a number n of statis-
tically independent predicate families Rk. This scheme presents the point of
departure for constructing hypotheses schemes associated with Bayesian net-
works.

Subsequences on separate nodes. We first need to define relative frequencies
of R-predicates in the case that more than one such predicate occurs within a
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given infinite sequence u. With that aim, define, for any sequence u, a function
indicating whether at time t the observation concerns the predicate Rk:

Wk(u, t) =

1 if ∃r, i : u(t) = rki,

0 otherwise.
(6.22)

Note that, since at any time the observation necessarily concerns exactly one
such variable Rk, we have that

∑
k Wk(u, t) = 1 for any u and t.

We can now collect all those positions t at which the observation concerned
the predicate Rk in exactly the same way as in section 2.3.1:

g(u, t) = Wk(u, t)
t∑

t′=1

Wk(u, t′), (6.23)

uk(g(u, t)) = u(t). (6.24)

In words, the function g(u, t) assigns a zero to all positions t at which the
observation u(t) does not concern the predicate Rk, and at other positions t it
assigns the total number of times that observations concerned Rk up until t. The
subsequence uk is thus defined to contain only those triples in u that concern Rk,
in numerical order and starting at t = 1. The position uk(0) remains undefined.

Bernoulli hypotheses for separate nodes. Exchangeable predictions for a sin-
gle predicate can be modelled by means of hypotheses on relative frequencies.
One possible extension to more predicate families is to define hypotheses Hθ

that concern the relative frequencies of the cells in every Rk separately. The
subsequences concerning the predicates Rk can be used for this purpose. Define

fk(u) = lim
t→ω

1
t

t∑
t′=1

uk(t′), (6.25)

where uk is the subsequence of u with respect to Rk. The fk thus give the
relative frequency of the observations R1

k within the sequence uk. Again, the
relative frequency of the observations R0

k is 1− fk.
The hypotheses that generate predictions on independent predicate families

can then be defined by means of these relative frequencies:

Whθ
(u) =

1 if ∀k ≤ n : fk(u) = θk,

0 otherwise,
(6.26)

where θ is a vector in a space I of which the components θk ∈ Ik = [0, 1], so
that I = [0, 1]n. Using equation (6.12) we can define the hypotheses Hθ over
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the algebra R concerning multiple variables Rk. As in the foregoing, we can
then define H¬θ, and also the partition I = {H¬θ, {Hθ}θ∈I}.

The schemes developed in section 6.2 can employ this partition unproblem-
atically. To obtain predictions from it, we need the likelihoods of the predicates
in the separate families, and further a prior probability over the hypotheses.
The prior over the hypotheses space I is not restricted to any specific form, as
long as we assume that p(H¬θ) = 0. As for the likelihoods, they can be chosen
analogous to those for the single variable R0:

p(Rr
kit|Hθ) = θr

k(1− θk)1−r. (6.27)

For an observation in the family Rk, the relevant component of θ is θk. Note
also that the likelihoods are independent of the observations St. The resulting
predictions for any Rr

kit are therefore exchangeable.

Remarks on the partition I. It is notable that the likelihoods over the values
sum to one for all variables Rk separately. That is,∑

r

p(Rr
kit|Hθ) = 1. (6.28)

The idea behind this is that the hypotheses are not concerned with the is-
sue which variable is observed next. That is, hypotheses only determine the
probabilities of values r within a given family Rk, assuming that prior to the
observation the variable is fixed by external circumstances. It is of course possi-
ble to include this choice of variable into the likelihoods of the hypotheses, and
to predict this aspect for the observations as well. But the present chapter does
not deal with that refinement.

Note also that the parameter space I for the partition concerning multiple
independent predicate families is a product of unit intervals, [0, 1]n. For the
case of n = 3, it is simply the unit cube. Updating on some Rr

kit means that
the probability function p(Hθ)dθ over this cube must be adapted according to
expression (6.16). The predictions for Rr

kit can be calculated from the proba-
bility function over this cube according to expression (6.14). Now the natural
question is whether there is a representation of these predictions in terms of
the λγ rules, like those applicable to the simplex for a single R-predicate. This
question, however, can only be answered in the next section, when we have dealt
with marginal and conditional distributions.
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6.4 Tools for Bayesian networks

This section introduces some tools that are helpful in understanding and man-
aging the predictions for Bayesian networks. It deals with marginal and condi-
tional densities over the partition I, and derives λγ prediction rules for these
partitions based on a certain class of priors. While the partition I is the lead-
ing example, the same tools developed here can be applied to the partition for
Bayesian networks given in the next section.

6.4.1 Marginal and conditional densities

Marginal and conditional partitions. Before presenting the mathematics, let me
describe marginal and conditional densities informally. Recall that the para-
meter space I is composed of a product of spaces Ik. A marginal probability
density with respect to k is basically a projection of the probability density over
I onto one such space Ik. The probability density of the hypotheses that have
a certain value for θk are summed, and assigned to an aggregated or so-called
marginal hypothesis, which is characterised by θk alone. A conditional density,
on the other hand, is a density over all hypotheses that are included in a spe-
cific marginal hypothesis. It is a separate probability function, associated with
specific values for θk. Thus a marginal density and the continuum of associated
conditional densities together determine the density over the whole of I.

First consider the marginal partitions Ik. Let me fix the component θk of θ

to some specific value η:
θk = η. (6.29)

The parameter η runs over the same domain as θk, so η ∈ Ik = [0, 1]. We may
now define the hypotheses Hk

η in the marginal partition Ik as

Hk
η =

⋃
θk=η

Hθ. (6.30)

All hypotheses Hθ in I with the values θk = η are collected in the hypothesis
Hk

η . So whereas the hypotheses Hθ are points in the space [0, 1]n, the hypotheses
Hk

η ∈ Ik are sets of dimension n− 1 in this space.
Now consider conditional partitions Ik

η . Let ζ be the vector of those com-
ponents of θ that are not associated with the space Ik within I:

ζ = 〈θ1, . . . , θk−1, θk+1 . . . θn〉. (6.31)

So ζ is an n − 1 dimensional vector in the parameter space I1 × . . . × Ik−1 ×
Ik+1 × . . .× In. Now the hypotheses Hk

ηζ within a conditional partition Ik
η are
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the same as the hypotheses Hθ, with the difference that the components of θk

are fixed to η. The ζ are the remaining free parameters:

Hk
ηζ = H〈θ1,...,θk−1,η,θk+1,...,θn〉. (6.32)

The partition Ik
η is thus a specific subpartition: each of them covers exactly one

marginal hypothesis Hk
η . The hypotheses Hk

ηζ provide separate command over
the vector ζ within the subspace of hypotheses Hk

η .

Probability over the marginal and conditional partitions. On the basis of a
density p(Hθ) over the partition I, we can determine the probability over the
marginal partition Ik for any k:

p(Hk
η )dη =

∫
Ik

η

p(Hθ)dθ. (6.33)

The density p(Hk
η ) is called the marginal density over Ik. Note that marginal

densities are normalised, because the density p(Hθ) is normalised. Note further
that the density p(Hθ) uniquely determines the marginal densities for all k, while
the converse does not hold: the marginal densities for the Ik do not completely
specify the underlying density p(Hθ) over the partition.

Conditional densities can also be defined over the conditional partitions
Ik

η . Such densities are defined within the conditional partitions only, and thus
present separate probability functions, here denoted pk

η. Since Hk
ηζ is just an

elaborate way of denoting Hθ conditional on Hk
η , we can write

pk
η(Hk

ηζ)dζ =
p(Hθ ∩Hk

η )dθ

p(Hk
η )dη

. (6.34)

The conditional densities pk
η(Hk

ηζ) are thus identical to the original density over
Hθ, but they are normalised within every partition Ik

η separately. For sake of
brevity, I usually suppress the indices k and η of the hypotheses if they function
as argument in pk

η.
A complete representation of the probability assignment over I can be ob-

tained by using one marginal probability over Ik, together with the associated
collection of conditional probability assignments over Ik

η :

p(Hθ)dθ = p(Hk
η )
[
pk

η(Hζ)dζ
]
dη. (6.35)

In the following it turns out to be very useful that the density over I can be
written out in these terms.
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Let me illustrate the marginal and conditional densities for I in the case
n = 3, the example of the unit cube. First, the hypotheses H1

η can be repre-
sented by squares in this cube that have θ1 = η. Further, every square θ1 = η

covers exactly one conditional partition I1
η . The points within these squares

are parameterized by 〈θ2, θ3〉 = 〈ζ1, ζ2〉. Integrating the probability over such
a square yields the probability assigned to the marginal hypotheses, p(H1

η )dη.
The probability densities within these squares, p1

η(Hζ), are the conditional den-
sities. Finally, the vector θ in the space I can indeed be reparametrized by η

and ζ, and the stipulation that η is associated with B1.
It may seem elliptical to introduce a separate notion of conditional partitions

and densities. As a terse motivation, it is useful to deal with the densities
pk

η(Hk
ηζ) as separately normalised functions. We can then operate and calculate

with these functions independently, as we do with the marginal densities.

6.4.2 Predicting and updating

The following shows that the decomposition of a density into a marginal den-
sity and a collection of conditional densities greatly simplifies predictions and
update operations over I: predictions can be derived completely from marginal
distributions, and an update operations only affects one marginal at a time.

Criterion for simplification. While the partition I is the leading example of
this section, the simplifications to be presented apply to a more general class
of partitions. The criterion is that the likelihoods of the observations have the
following form:

p(Rr
kit|Hθ ∩ Ss

t−1) = θj(s), (6.36)

where θj(s) ∈ [0, 1]. So the likelihood of observing, at some time t and for some
individual i, that the variable Rk has the value r may involve only a single
parameter component θj(s) in the parameter space. Partition I conforms to
this criterion, as it simply has j = k. But as will be illustrated in section 6.6,
meeting this criterion does not entail that the likelihoods are independent of
Ss

t−1. The index j may depend on k and on the observations Ss
t−1.

Simple predictions. The prediction of Rr
kit can be simplified using the decom-

position of partition I in terms of a marginal density over Ik and a continuum
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of conditional densities over Ik
η :

p(Rr
kit|Ss

t−1) =
∫

I

p(Rr
kit|Hθ ∩ Ss

t−1)p(Hθ|Ss
t−1) dθ

=
∫

I

θk p(Hθ|Ss
t−1) dθ

=
∫

Ik

η p(Hk
η |Ss

t−1)×

[∫
Ik

η

pk
η(Hζ |Ss

t−1) dζ

]
dη

=
∫

Ik

η p(Hk
η |Ss

t−1) dη. (6.37)

That is, the prediction of observation Rr
kit is completely determined by the

marginal density p(Hk
η |Ss

t−1).
Let me briefly explain this simplification in words. Note that for all the

hypotheses within the conditional partition Ik
η , the likelihood of Rr

kit is η. The
hypotheses within the conditional partitions therefore contribute to the predic-
tion in the same way, and consequently the conditional densities do not affect
the predictions. They can therefore be integrated out. The hypotheses from
the marginal partition, on the other hand, do have different likelihoods η for
the observation Rr

kit, so the density over this latter partition does affect the
prediction.

Simple updates. Updating the density with an observation Rr
kit can be simplified

for the same reasons. We can write, using Bayes’ rule in the first line and Bayes’
theorem in the second ,

p(Hθ|St)dθ = p(Hθ|St−1 ∩Rr
kit)dθ

=
p(Rr

kit|Hθ ∩ St−1)∫
I
p(Rr

kit|Hθ ∩ St−1)p(Hθ|St−1)dθ
p(Hθ|St−1)dθ (6.38)

=
θk∫

I
θkp(Hθ|St−1)dθ

p(Hθ|St−1)dθ

= pk
η(Hζ |St−1)dζ

× η∫
Ik

ηp(Hk
η |St−1)dη

p(Hk
η |St−1)dη. (6.39)

This shows that the update with Rr
kit only involves changes in the marginal

density over Ik. The conditional probability assignments pk
η(Hζ)dζ all remain

unchanged. The only thing that changes for them is the normalisation factor,
which becomes p(Hk

η |St)dη, but clearly this does not alter the density functions
themselves.
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It seems that the marginal densities p(Hk
η |St) over Ik function exactly as

does the density over the partition B0 described above. Both updating and
predicting follow the same formulas. However, this is not yet the same as
saying that the predictions for any variable Rk can be captured with the λγ

rule that can be derived for B0. It may still be the case that updating with
some observation Rr′

k′i′t within the family k′ 6= k, adapting the marginal over
Ik′ , implicitly alters the marginal over Ik. The reason for this is that the
densities pk′

η′ may vary along an axis belonging to Ik. Updating the marginal
density over the partition Ik′ then changes the weights given to these conditional
distributions, thus changing the marginal density over Ik implicitly. The next
subsection spells out the assumption that ensures the full independence of the
marginals.

6.4.3 A system of λγ rules

To derive λγ rules for the families Rk, we must assume that updates on ob-
servations concerning other predicate families Rk′ do not change the marginal
densities over Ik. This independence can be effected by assuming that the den-
sity over I can be decomposed into a product of marginal distributions. This
subsection spells out this assumption mathematically, after which a derivation
of λγ rules is given.

Decomposition into marginals. Let me first give the assumption on the decom-
position, or factorisability, of the prior density into marginals:

p(Hθ) ∼
∏
k

p(Hk
η ). (6.40)

This means that the functional dependence of the density p(Hθ|St−1) on the
vectors θk is determined entirely by the marginal density p(Hk

η |St−1). The con-
ditional densities associated with each of these marginal partitions, pk

η(Hζ |St−1),
are thus equal for all values of η.

This assumption ensures that the density over the marginal partition Ik,
for some specific value k, is affected only by the updates involving observations
Rr

kit. That is, an observation Rr′

k′it does not change the marginal probability
over Ik. To see that this is so, first note that

pk′

η′(Hζ |St−1)dζ =
∏

k 6=k′

p(Hk
η |St−1)dη. (6.41)

But because of this, the marginal density p(Hk
η ) is completely determined by the

conditional density pk′

η′(Hζ |St−1). We can reconstruct any marginal distribution
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p(Hk
η |St−1)dη by integrating out all the other factors:

p(Hk
η |St−1)dη =

∫
Ikk′

ηη′

pk′

η′(Hζ′ |St−1)dζ ′. (6.42)

Here I have abbreviated Ikk′

ηη′ = B1× . . .×Bk−1× η×Bk+1× . . .×Bk′−1× η′×
Bk′+1 × . . .×BN . Since the conditional densities remain unchanged during an
update with Rr′

k′it, the above expression states that the marginal density p(Hk
η )

remains unchanged during any such update.
Note that requirement (6.40) need only be assumed for the prior distribution.

Since update operations only affect one marginal at the time, the requirement
makes sure that at any later time the density over I can still be written as a
product of marginal densities over Ik.

Deriving prediction rules. The above assumption makes sure that the indepen-
dence of marginals for any values of k and k′, so that any marginal probability
p(Hk

η )dη can be updated independently. Effectively, the marginals over Ik can
be treated as entirely separate updates within the separate partitions Ik. More-
over, the predictions are determined entirely by the densities over these marginal
partitions. We can therefore derive the same prediction rules for Ik as can be
derived for the single predicate partition B0, the so-called λγ rules. This deriva-
tion hinges on two requirements: the assumption that the likelihoods for the
observations involve only single parameter components, equation (6.36), and
the further assumption that the prior density over I can be factorised into its
marginal distributions, equation (6.40).

Let me finally give the resulting system of λγ rules itself. First, we have to
assume a prior over I from the class of Dirichlet distributions:

p(Hθ) ∼
∏
k

θi1k−1
k (1− θk)i0k−1. (6.43)

This choice entails that assumption (6.40) holds for all predicate families. We
can then derive:

p(Rr
ki(t+1)|St) =

trk + γrkλk

tk + λk
, (6.44)

where the numbers trk and tk are defined as in section 6.2.1. Specifically, if we
assume that the prior probability assignment over I is uniform, the marginals
for the separate Ik are also uniform, so that the parameters become λk = 2
and γrk = 1

2 . These latter rule, known as the straight rule is in the following
abbreviated by pr∗(trk, tk).
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6.5 Capturing the links

This section presents a partition of hypotheses that can express dependency re-
lations between variables Rk. The partition is given for the dependence between
variables R1 and R2, and shown to lead to a system of λγ rules. The use of this
partition is then illustrated with some numerical results.

6.5.1 Hypotheses schemes

Intuitive idea. Let me first give a general idea of the hypotheses needed for
capturing links in a Bayesian network. These hypotheses must be such that the
observation of a value for one variable changes the probabilities for observing
values for another variable. In other words, the hypotheses that we are looking
for must allow for relations of statistical dependence between two variables. In
the example, after observing that individuals for which R2 = 1 usually also
have R1 = 1, while for R2 = 0 there seems to be no preference between R1 = 0
and R1 = 1, observing or setting R2 = 1 for a new individual must enhance
the probability for observing R1 = 1. More generally, the hypotheses involve
relative frequencies of observations R1 = r′ for exactly those individuals that
have R2 = r′′.

Conditional relative frequency. To capture this idea, I here elaborate the notion
of conditional relative frequency. First define a function that returns for all
sequences u the index of the individual i that is observed at time t,

Vi(u, t) = (001) · u(t) = (001) · (rki) = i. (6.45)

Further define for individuals i and observation sequences u a function indicating
whether individual i satisfies Rk = r somewhere in u:

Wrk(u, i) =

1 if ∃t : u(t) = rki,

0 otherwise.
(6.46)

This function determines for every u whether or not we observe Rk = r for
individual i. If the individual i is not observed with respect to Rk within u, the
function Wrk(u, i) returns 0.

The index function Vi(u, k, i) and the indicator Wrk can be used to define
an indicator that only selects those observations concerning the variable R1 for
which the observed individual i also satisfies a specific value r of the variable
R2.

W1|r2(u, t) = W1(u, t)Wr2(u, Vi(u, t)). (6.47)



176 CHAPTER 6. INDUCTIVE INFERENCE FOR BAYESIAN NETWORKS

Here W1(u, t) is defined by (6.22) with k = 1. We can now define the sequence
u1|r2 of those observations concerning R1 for which the individual i under con-
sideration also satisfies R2 = r:

g(u, t) = W1|r2(u, t)
t∑

t′=1

W1|r2(u, t′),

u1|r2(g(u, t)) = u(t). (6.48)

This definition is the same as definition (6.23), with the indicator Wk(u, t)
changed for the indicator W1|r2(u, t). The function g(u, t) is again a counter,
which only selects those positions t in u that concern R1, and that further
concern an individual i for which R2 = r.

With this we can define the following relative frequencies in the ordinary
manner of definition (6.25), using the above definitions of subsequences:

f1|r2(u) = lim
t→ω

1
t

t∑
t′=1

W1(u1|r2(t′)). (6.49)

The relative frequencies for Rk having k > 1 are here denoted with fk. The
above defines the relative frequency for R1 conditional on the individuals having
R2 = r. Such a relative frequency can be called conditional.

Hypotheses for dependency relations. Note that the relative frequencies f1|r2

concern only those observations with respect to R1 for which the individuals
i are also observed in terms of R2 somewhere in the sequence u. However,
there are many possible sequences in which individuals are observed in terms of
R1 somewhere down the line, but never in terms of R2. In these sequences the
overall relative frequency of results R1 = 1 can differ from the relative frequency
of results R1 = 1 for those individuals for which R2 is also observed. To avoid
such problems, define the indicator function

WRk
(u) =

1 if ∀i : W0k(u, i) + W1k(u, i) = 1,

0 otherwise,
(6.50)

and the hypotheses Hk = {u : WRk
(u) = 1}. By fixing the prior to p(HR2) = 1,

we rule out the problematic sequences alluded to above, since effectively we
assume that every individual is observed with respect to R2. Another, more
elegant solution is to assume that there is at least a countable infinity of indi-
viduals that do get observed with respect to R2, and to assume further that the
relative frequencies for latter individuals are indicative for those individuals that
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are not observed with respect to R2. However, for the purpose of this chapter
the straightforward solution works out fine.

We are now in the position to define a partition for the Bayesian network
with a single link. Imagine that we are observing a collection of variables Rk in
individuals i, and that we want to find the exact statistical dependence of the
family R1 on the family R2. We can then use the hypotheses Hθ = {u ∈ Mω :
Whθ

(u)WhR2
(u) = 1} with

Whθ
(u) =

1 if ∀k > 1 : fk = θk and f1|r2 = θ1|r2,

0 otherwise.
(6.51)

The parameter θ has components θk for k > 1, and further components θ1|02

and θ1|12. The total number of components in θ is therefore n + 1.
These hypotheses form the partition B for a Bayesian network with n nodes

and a single link. Note that the components θk with k > 1 are similar to those
in the partition I. They range over spaces Bk = [0, 1]. The components θ1|r2

also range over such spaces, and may be denoted by B1|r2 = [0, 1]. So again we
have a parameter space consisting of a product of subspaces:

B = B1|02 ×B1|02 ×B2 × . . .×Bn. (6.52)

That is, we may define the marginal partitions Bk for observations concerning
Rk with k > 1, and similarly the marginal partitions B1|r2 with r = 0, 1 for the
observations concerning R1 conditional on R2.

6.5.2 Prediction rules

The above suggests that we may treat the conditional observations of R1 given
Rr

2 for r = 0 and r = 1 as if they concerned separate variables, and thus allow
for separate predictions. This subsection shows that the partition B indeed
leads to a representation similar to the one elaborated in section 6.4, under the
assumption that the observation sequences are restricted in a certain way, and
under the further assumption that the prior density over B is Dirichlet.

Likelihoods. The relative frequencies defined above may be taken as the likeli-
hoods for the observations. The components θk for k > 1 are the unconditional
likelihoods of the predicate families Rk for any time t:

∀k > 1 : p(Rr
kit|Hθ) = θk. (6.53)
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But the likelihoods for Rr
1it depend on earlier observations. Specifically, the

components θ1|r2 are the likelihoods of the variable R1 conditional on the ob-
servation of R2 = r:

St−1 ⊆ Rr′

2it′ ⇒ p(Rr
1it|Hθ ∩ St−1) = θ1|r′2. (6.54)

For the likelihoods for observations concerning R1, we cannot leave aside condi-
tioning on the observations: the likelihood of observation Rr

1it depends crucially
on the observation Rr′

2it′ , for t′ < t. For this reason the network partition B
differs from the partition I.

Some attention must now be given to the likelihoods for observations con-
cerning R1 if the individual involved is not yet observed with respect to variable
R2. There is no single parameter in the space B that corresponds to this likeli-
hood. Instead we can write

St−1 6⊂ Rr′

2it′ ⇒ p(Rr
1it|Hθ ∩ St−1) = θ2θ1|12 + (1− θ2)θ1|12. (6.55)

This is a mixture of the parameters θ1|r′2 for r′ = 0 and r′ = 1, weighed
with 1 − θ2 and θ2 respectively. Note that updating with this likelihood is a
more complicated operation than updating with any of the other likelihoods: it
involves updates over the spaces B2, B1|02 and B1|12, and it therefore fails to
meet requirement (6.36).

Conditions for deriving λγ rules. As a result, we cannot directly derive predic-
tion rules for B in the manner of section 6.4. In order to derive these rules we
must assume that objects are always observed in terms of R2 before they are
observed with respect to R1. This latter assumption is a strengthened version
of assumption (6.50). We must define the specific hypothesis HR1�R2 :

WR1�R2(u) =


1 if ∀i : u(t) = r2i, u(t′) = r′1i and t < t′ for

some r, t and r′, t′,
0 otherwise.

(6.56)

In any sequence u for which WR1�R2(u) = 1, all individuals i are observed with
respect to R2 at some t, and with respect to R1 at some t′ > t. And again, by
fixing p(HR1�R2) = 1, we consider only the observational algebra defined over
the set of these sequences. We thus rule out all sequences u in which for some
individual i the variable R2 is observed only after the variable R1, or in which
for some individual i either R1 or R2 is not observed at all.

With this assumption in place, we only need to ensure that the prior over
B conforms to requirement (6.40). As suggested, one way of doing so is by
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assuming the prior density to be a member of the Dirichlet class. The partition
B then falls within the class of partitions for which the marginal partitions can
be treated independently. Moreover, since the marginal densities are in that case
Dirichlet as well, we can derive separate λγ rules for all the marginal partitions
associated with the marginal partitions Bk for k > 1 and B1|r2.

Carnapian rules for Bayesian networks. Let me concentrate on the case in
which the partition is uniform over B, and therefore uniform over all marginal
distributions, so that all the prediction rules are of the form pr∗. For the
variables Rk with k > 1 this simply results in

p(Rr
ki(t+1)|St) =

trk + 1
tk + 2

= pr∗(trk, tk), (6.57)

which is the same as in the partition I. For the predicate family R1, however,
we have separate predictions rules for objects belonging to separate cells r′ of
R2. But these rules are also of the form pr∗:

p(Rr
1i(t+1)|St) =

tr1|r′2 + 1
t1|r′2 + 2

= pr∗(tr1|r2, t1|r2), (6.58)

where again St ⊂ Rr′

2it′ and t′ < t. The numbers tr1|r′2 and t1|r′2 are defined
analogously to trk and tk, counting respectively the number of observations Rr

1it

and the total number of observations concerning variable R1, both conditional
on the earlier occurrence of Rr′

2it′ .
Finally, it is useful to determine the prediction Rr

1i(t+1) conditional on the
observations St−1, but before the observation Rr′

2it. To compute this prediction,
we can virtually add the observation Rr′

2it for all possible values of r′, and then
calculate the prediction for Rr

1i(t+1) by the law of total probability, weighing
the predictions concerning R1 of (6.58) with the probabilities for Rr′

2 as given
in (6.57):

p(Rr
1i(t+1)|St−1) =

∑
r′

pr∗(tr′2, t2) pr∗(tr1|r′2, t1|r′2). (6.59)

This expression enables us to compare the predictions of Rr
1i(t+1) before and

after the occurrence of Rr′

2it.

6.5.3 Illustration

Medical example. The above prediction rules are now illustrated for the example
of the doctor with n = 3. It shows that the partition B indeed manages to
capture the dependency structure between variables Rk. In particular it shows
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that while correlations of R1 and R2 are detected, correlations between R3 and
any other node are ignored.

Let me first specify the observations of the variables numerically. The first
t−1 observations concern an even number i−1 of individuals, each observed for
R3, R2 and R1 respectively, and finally the individual i observed for R3 only:

st−1 = 〈(131), (121), (111), (032), (022), (012), . . .

(13(i− 2)), (12(i− 2)), (11(i− 2)),

(03(i− 1)), (02(i− 1)), (01(i− 1)), (13i)〉. (6.60)

Recall that the triples have the interpretation (rki). Note that the results
R1 = R2 = R3 = 1 and R1 = R2 = R3 = 0 occur equally often in the
observations until t−2. The last observation in the example is R1

3i(t−1), so that
t = 3i− 1. Note that the individuals are observed in terms of R2 before R1, so
that requirement (6.56) is met.

Assuming a uniform prior over B we can derive the prediction rule pr∗ for the
variables R2 and R3, and two conditional prediction rules pr∗ for the variable
R1. Depending on the number of individuals i, we can express the predictions
for the i-th individual to satisfy R1 = 1 conditional on the observations St−1 of
expression (6.60), and conditional on the observations St−1 ∩R2

1it) respectively.
The table shows these predictions.

Number of objects i 1 3 7 15
p(R1

1i(t+1)|St−1) 0.500 0.500 0.500 0.500
p(R1

1i(t+1)|St−1 ∩R1
2it) 0.667 0.800 0.889 0.941

The effects of the correlation between R2 and R1 can be read off from the table:
observing R2

1it has a positive effect on the predictions of R1
1i(t+1). It can further

be noted that the observation of variable R3, which in the above data appears
to be correlated with variable R1 just as much as R2, has no influence. This is
because the independence structure of the Bayesian network, which deems R1

and R3 independent, is incorporated in the inductive predictions.

6.6 Inductive dependence

The above scheme captures the dependency structure of Bayesian networks.
This section shows that the scheme also suggests specific dependencies that are
not captured in such a network. These dependencies, as is explained below, may



6.6. INDUCTIVE DEPENDENCE 181

be called inductive dependencies. I do not intend to criticise the use of Bayesian
networks for this failure to capture dependencies. Rather I aim to show some
additional possibilities with the scheme developed in this chapter, which are not
naturally captured in Bayesian networks.

6.6.1 General idea

Simplifying the partition. Let me present the case in its simplest possible form.
Consider the above Bayesian network for the case of n = 2, consisting of R1,
R2 and their connection. This network is associated with a partition B =
B2 × B1|02 × B1|12, a unit cube just as I for n = 3. We may now imagine
that each individual is subject to the conceptual restriction that if R2 = 0 then
automatically R1 = 0. That is, if the disease is not found in an individual,
R2 = 0, we are sure that the individual does not have the symptom either,
R1 = 0. In terms of the probability over B, we can express this by fixing the
marginal probability p(H1|02

η )dη = 0 for η > 0, and by assigning all probability
to the extreme case of η = 0. Effectively, we are then left with a reduced
partition B′ = B2 ×B1|12, which reflects the fact that the medical doctor of the
example is uncertain only of the probability for the occurrence of the disease R2,
and of the probability for the symptom R1 given the occurrence of the disease,
R2 = 1.

Example of inductive dependence. Inductive dependence can now be illustrated
in this simplified partition. Imagine that the doctor expects yet another de-
pendence between the variables R1 and R2. We may imagine that there are
in fact a number of subpopulations of individuals, perhaps geographically sep-
arated, and further that the doctor is sure to be sampling only from one of
these, for example, because she is investigating individuals living in the same
place. Imagine further that the subpopulations can be told apart in two ways.
First, the incidence rate of the disease in the subpopulations differs, and second,
the probability of the symptom conditional on the occurrence of the disease is
proportional to this incidence rate. So she expects that the eventual relative
frequency of R1 = 1 conditional on R2 = 1 is somewhere close to the relative
frequency of R2 = 1 itself. As an explanation for this, we may imagine that the
same physiological mechanism that determines the chance to contract the dis-
ease for each individual is also responsible for the development of the symptom
once the disease is contracted.

Such a dependence cannot be expressed in terms of an arrow of some kind,
if only for the simple fact that it is a dependence that obtains between a node
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  ↑
θ2

θ1|12 → p(θ2)

Figure 6.2: Updating the marginal probability p(θ2) for an observation of R0
2 also effects

a shift in the marginal probability over θ1|12 towards lower values of θ1|12. This is because

the conditional probability densities for lower values of θ2 have most probability mass on

lower values of θ1|12, while conditional probability densities for higher values of θ2 have most

probability mass on higher values of θ1|12.

and an arrow springing from this node. But more in general, the point is that
the above dependence cannot be portrayed as a direct influence running from
R2 to R1 in each individual. As illustrated in figure 6.2, finding an individual
to be perfectly healthy, R2 = 0, has the effect that the probability of developing
the symptom becomes 0 for that individual. But quite apart from that effect,
finding a healthy individual lowers the probability that the doctor is sampling
from a subpopulation in which the incidence rate is high. And this also means
that the probability to develop the symptom for those individuals that do have
the disease is lower. Thus, finding healthy individuals lowers the probability
of finding the symptom in two ways, both by lowering the expected incidence
rate of the disease, and by lowering the probability of developing the symptom
if the disease is contracted after all. This latter effect is not based on a causal
dependence between disease and symptom in each individual separately, but
rather on an inductive dependence at the level of subpopulations.

6.6.2 Varying conditional distributions

As noted, such a correlation cannot be expressed with the pictorial means offered
in Bayesian networks. However, the scheme of this chapter does allow us to
capture the dependence in terms of a prior probability density over B′. This
subsection provides the class of priors associated with the inductive dependence.
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This class violates (6.40), and therefore we cannot derive a system of λγ rules
for it. The predictions can only be illustrated with a discrete approximation.

Using marginal and conditional densities. The definition of the class of priors
makes crucial use of the notions of marginal and conditional density. Before
defining the prior itself, let me briefly specify these notions for the present case.
The space B may be parameterized with θ2 and θ1|12. These parameters lie
in the separate spaces B2 and B1|12. The parameter space is therefore a unit
square. If we identify η = θ2 and ζ = θ1|12, we can write the density over this
unit square as

p(Hθ|St−1) = p(H2
η |St−1)p2

η(Hζ |St−1). (6.61)

Recall further that the update with Rr′′

2it consists in an update operation of the
marginal probability p(H2

η )dη over B2. The conditional probability assignments
p2

η(Hζ)dζ remain unchanged during this update. But we may still change the
marginal density p(H1|02

η ) implicitly by updating over p(H2
η )dη.

The point to note is that we can establish the dependence between these
marginal densities by choosing varying conditional densities p2

η. Specifically, we
can choose the conditional density with higher values of η, signalling a higher
relative frequency for R2 = 1, to have more probability allocated at higher values
of ζ, signalling a higher relative frequency for R1 = 1. Similarly, conditional
densities with lower values of η must have more probability allocated at lower
values of ζ. An update with R1

2it, which changes the density over B2, then
also changes the weights for the differing conditional distributions. Because the
predictions for R1

1i(t+1) are given by a weighted average of the predictions within
these conditional distributions, they are thereby altered as well.

Defining a class of twisted priors. With this idea in mind I can make the class
of priors precise. For simplicity, assume that all conditional densities have a
Dirichlet form dependent on η,

p2
η(Hζ) ∼ (1− ζ)a0(η)ζa1(η). (6.62)

This means that every marginal hypothesis H2
η is associated with a conditional

density that results in predictions according to a λγ rule. As in the foregoing,
the parameters λ and γ are determined by the relations λ1|12(η) = a0(η)+a1(η),
and γr1|12 = ar(η)/(a0(η) + a1(η)). There are no restrictions on the marginal
density p(H1

η ) itself, or on the functions ar(η).
For this class of priors we can directly express how the predictions for R1

1i(t+1)

depend on the marginal probability p(H2
η |St)dη for the case that St = R1

2it ∩
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St−1:

p(R1
1i(t+1)|St) =

∫
B′

p(R1
1i(t+1)|Hθ ∩ St) p(Hθ|St)dθ

=
∫

B′
ζ p(H2

η |St) p2
η(Hζ |St) dζdη

=
∫

B2

p(H2
η |St)

[∫
B1|12

ζ p2
η(Hζ |St)dζ

]
dη

=
∫

B2

p(H2
η |St)

[
t11|12 + λ1|12(η)γ11|12(η)

t1|12 + λ1|12(η)

]
dη. (6.63)

Note that instead of the two parameters λ1|12 and γ11|12, we now have a con-
tinuum of λ1|12(η) and γ11|12(η), each associated with a conditional density p2

η.
The predictions for R1

1i(t+1) are thus an average over a continuum of λγ rules,
weighted with the marginal density over B2.

6.6.3 Approximated predictions

I cannot give analytic expressions for the predictions that derive from the above
class of priors. In particular, I cannot express the updates and predictions as
simple combinations of λγ rules. To illustrate these predictions, this section
works with a discrete approximation of the marginal density and its integrals.

Discrete approximation. Instead of a continuum of marginal hypotheses H2
η ,

we may consider a finite number of marginal hypotheses H2
j , with 0 < j ≤ N .

These marginal hypotheses may be associated with the following likelihoods:

p(R1
2it|H2

j ∩ St−1) =
2j − 1
2N

. (6.64)

Further take each of these marginal hypotheses H2
j to be linked to a continuous

conditional density over B1|12 from the Dirichlet class. These densities all result
in a specific prediction rules for the predicate family R1, which are separately
characterised by λ1|12(j) and γr1|12(j). Note that these λγ rules may all be
different. The resulting system then is a complete discrete approximation of the
continuous scheme sketched above. Where the above equations show integra-
tions over B2, the discrete approximation has summations over all values of j.
By choosing larger values for N we can make the discrete approximation more
accurate.

With this we have implicitly defined a hyper-Carnapian prediction rule for
the predicate family R1: the predictions for this family are a mixture of the
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different λγ rules. Furthermore, updating with Rr
1it involves adapting the pre-

diction rules themselves, but also multiplying the weights assigned to these
different rules with the respective predictions that these rules gave, after which
the new weights must be normalised. The difference with an ordinary hyper-
Carnapian prediction rule is that the weights over the different λγ rules for R1

are not only determined by these observations with respect to R1, but also by
the observations with respect to R2. Specifically, updating with Rr′

2it′ involves
multiplying the weights with the likelihoods of equation (6.64). The present
scheme is therefore slightly more complicated than the hyper-Carnapian rules.

Results. Let me present some numerical results using the approximation. In
the following I take the prior over the hypotheses H2

j to conform to the density
p(H2

η ) = η, associated with λ2 = 3 and γ12 = 2/3. For N = 20 this entails
p(Hj) = (2j − 1)/400. Further I have chosen λ1|12(j) = 5 constant. Finally, I
have chosen varying γ1|12(j) = 1/6 + (2j − 1)/80. This linear function encodes
the expectation that a larger relative frequency for R2 = 1 is associated with
a larger relative frequency for R1 = 1. At the same time it ensures that the
predictions are the same for all combinations of values for R1 and R2.

The table shows the predictions of p(R0
2it|Ss

t−1) and p(R1
1i(t+1)|S

s
t−1 ∩ R1

2it)
for the case in which earlier observations st−1 consists of i− 1 individuals that
all showed R2 = 0:

Number of individuals i 1 2 4 8 16
p(R0

2it|Ss
t−1) 0.33 0.50 0.67 0.80 0.89

p(R0
1i(t+1)|S

s
t−1 ∩R1

2it) 0.50 0.58 0.67 0.73 0.78

The predictions show the effects discussed in the preceding subsection. Finding
R2 = 0 in a number of individuals increases the probability of R2 = 0 in further
individuals, and also increases the probability of R1 = 0 in individuals for which
we do find R2 = 1.

It may be clear from the above construction that many more variations on
the same theme are possible. However, I cannot provide a systematic treatment
of these possibilities in this chapter. Note that there are no restrictions on the
number of Q-predicates, or on the combinations of R-predicates that are sup-
posed to underly them. Moreover, there are no restrictions on the observations
that serve as input to the hypotheses schemes defined above. Any resulting pre-
diction rule is exchangeable, as will be more elaborately discussed below, and
any prediction rule eventually converges on the relative frequencies exhibited in
the observations.
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6.7 Generalising to multiple links

The following summarises the above scheme. It further argues that the scheme
can be generalised to cover predictions based on any Bayesian network. Fur-
thermore the assumption on the order of observations, expressed in equation
(6.56) is reconsidered.

Summary of the schemes. In the scheme presented, a prediction for an individual
i concerning the values r of a variable R1 may depend on the value r′ of the
variable R2. Such a dependence reflects the connection between the nodes R1

and R2 in a Bayesian network that is supposed to underlie the observations.
The foregoing suggests how we can construct hypotheses that keep track of
such dependence in a systematic way: the partition B treats observations Rr

1it

separately for all possible earlier observations Rr′

2it′ , by defining separate relative
frequencies for them, and associating these frequencies with separate dimensions
in the parameter space B.

Under the assumption of a certain class of priors, we can treat updates over
the separate marginal densities as orthogonal. That is, an update over one
marginal density leaves the marginal density in any other direction unchanged.
This opens up the possibility to write down the updates as separate prediction
rules, and by choosing the priors to be Dirichlet, to turn the hypotheses schemes
into simple systems of λγ rules. It must be noted, however, that we are not
forced to assume the priors leading to these latter rules. The scheme allows
for other priors leading to predictions for the variables that fall outside the λγ

continuum. As has been illustrated in the preceding section, this allows us to
model other kinds of dependence that are not captured by Bayesian networks.

Some generalisations. The following considers generalisations of the number of
connections in the Bayesian network, and further generalisations on the nature
of the observations.

First, nothing precludes the use of more than one link in the network. The
scheme can model predictions based on Bayesian networks that are much more
complex than the ones discussed above, also ones that involve more than one
link arriving at or departing from the separate nodes. In the case of three binary
variables, for example, we can keep track of a dependence of the first variable
on the third and the second, while the second is itself again dependent on the
results with respect to the third. The parameter space for that partition is

B = B3 ×B2|03 ×B2|13 ×B1|02,03 ×B1|12,03 ×B1|02,13 ×B1|12,13, (6.65)



6.7. GENERALISING TO MULTIPLE LINKS 187

and all these subspaces can again be associated with separate prediction rules.
Any causal structure can be captured by a network partition in this way. The
only restriction is that the likelihoods of a hypothesis given some variable cannot
be made dependent on the observation of this variable. In terms of Bayesian
networks, this restriction comes down to the network being acyclic.

Another direction of generalisation concerns not the partitions, but the ob-
servations. It must be stressed that the hypotheses scheme picks up on the
correlations in the examples not just because of the rather straightforward way
in which these are present in the observations. We may define st−1 to be a
completely messy sequence, in which observations of Rk follow on each other
irregularly. The scheme will always detect the conditional dependencies that
are fixed in the Bayesian network. The point here is that the data need not
reveal the relations between the predicate families as clearly as in the examples.

Ordered variables. One assumption on the observations asks for special atten-
tion. The representation of the hypotheses scheme in terms of a system of λγ

rules is based on assumption (6.56). This assumption takes care that those
observations for which we have defined conditional relative frequencies in the
partition must occur after the observations that serve as conditions. On the
basis of that we can derive independent prediction rules. The first thing to
note is that hypotheses schemes using partitions such as B are in themselves
not restricted to observations with a specific order. The assumption on order
is here made for computational simplicity: it makes possible the derivation of
separate prediction rules. The predictions resulting from network partitions are
in themselves exchangeable. This can be seen from the fact that the update
operations over the partition B are multiplicative, and therefore commute with
each other.

Nevertheless, the above prediction rules do not apply if for some set of in-
dividuals we have already observed R1, while we have not yet observed R2.
This lack of computational tractability is a drawback. Moreover, it is unfortu-
nate that we can only illustrate that predictions based on B capture Bayesian
networks once we have made assumption (6.56). One possible resolution of
these drawbacks is suggested by section 6.3.2, where it is noted that the order
in which the variables Rk are observed is not itself subject to the hypotheses.
We may suppose that the observer is free in choosing the order in which she
makes the observations. If this is so, the observer is simply helping herself to an
easy predictive task by collecting the observations in a convenient order. Even
stronger, by encoding a set of conditional dependencies in a specific Bayesian
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network, the observer may decide on the direction of the dependencies largely
by herself. And these directions can be made to accord with the order in which
the variables are observed. The order restriction thus ties in neatly with the
interpretation of the networks as causal.

Analogy and inductive dependence. One general remark on the relation between
this chapter and the two preceding chapters concludes the second part of this
thesis. It may be noted that there is a close link between analogical predic-
tions for explicit similarity and predictions for Bayesian networks that employ
a factorisable prior, and also between more complicated analogical predictions
and nonfactorisable priors. Specifically, the more complicated models of analog-
ical predictions discussed in chapter 5 employ priors that cannot be controlled
in terms of the simple analogy partitions A. This chapter shows that, when
starting with a fixed algebra R of underlying predicates, these more compli-
cated analogical predictions indeed have a different nature: they are based on
a different kind of dependence, namely inductive dependence.




