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7

Induction in the Bayesian Scheme

This chapter discusses the problem of induction in view of the Bayesian scheme
developed above. Three levels of the problem are disentangled: the levels of
single observations, of general patterns in the observations, and of structure
behind the observations. In line with the logical view developed in chapters 1
to 3, the use of hypotheses in the Bayesian scheme does not suggest anything
towards solving the problem of induction. However, we can solve the problem at
the level of predictions if we make specific assumptions at the level of patterns.
A similar solution can be advanced for the patterns on the basis of assumptions
at the level of structure. Moreover, the conclusions about the patterns may
be transferred back to refine these assumptions further. An example on the
categorisation of substances by means of observations completes the chapter.

The philosophical discussion in chapter 3 is essential for understanding the
main line of this chapter. The technical details of that chapter are less impor-
tant. Some knowledge of chapter 1 and, to a lesser extent, chapter 2 may also
be useful.

7.1 The problem of induction

The problem of induction is one of the most pervasive in philosophy since Hume
posed it in 1739. It concerns the impossibility to attain knowledge of future
observations on the basis of past observations. The following introduces the
problem, and connects it to the Bayesian scheme of chapter 1.

Three levels of induction. The problem of induction in fact concerns problems
on three different levels. As an example, take q = 0, 1, 2, 3 as observations of wet,
cold, warm and dry respectively, and consider these observations as sensations
recorded by the feet of a duck. We may imagine that the duck is confronted
with the following observations,

001110123332301001032221100.

We can focus on three different levels of the apparent connection between the
pairs {0, 1} and {2, 3} in these observations:
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observation the last observation of 0 is probably followed by a 0
or a 1;

pattern most observations of 0 are followed by a 0 or a 1;
structure some structure behind the observations makes 0 and

1 occur in contiguity.

Similar considerations apply to the pair {2, 3}, and possibly also to the transi-
tions between the pairs.

In terms of words characterising the observations, the levels concern the
statements that the last observation of wet is probably followed by an obser-
vation of cold or wet, that wet is generally followed by cold or wet, and that
some structure in the world connects cold and wet in this way. The first level
is completely observational. The second level is observational in the sense elab-
orated in chapter 2. It concerns patterns in the observations that can only be
checked at infinity. The last level is entirely theoretical, as it concerns structure
that will always remain hidden behind the observations. It seems that claims
on the theoretical level are most difficult to defend on the basis of observations.
However, a structure behind the observations is usually the main reason for
expecting some pattern or single observations. In the absence of an argument
for some structure on that level, it may therefore be argued, on the level of pat-
terns, that nothing can support the apparent conjunction of 0 and 1. Even at
the level of observations, we may argue that after the last 0 we have no reason
to expect the occurrence of 1 or 0 more than the other two results.

Focus on the observational levels. The problem of induction eventually concerns
all three levels, but the focus of this chapter is on the two observational ones,
and on the theoretical one in a derived sense only. More in particular, this
chapter considers the relation between the problem of induction, as trisected
above, and the Bayesian scheme of the preceding chapters. It is easily seen
that these schemes only concern the two observational levels. They employ
partitions of hypotheses to make predictions. The predictions connect naturally
to the level of single observations, and the hypotheses connect to the level of
patterns. But at first glance there is no obvious relation between the Bayesian
scheme and the theoretical level.

At the two observational levels, this chapter argues for two claims. The first
is that the Bayesian scheme itself does not provide the means for solving the
problem of induction. Rather it provides a framework within which it becomes
clear what means are actually required. In a metaphor, the Bayesian scheme
presents a toolkit, but it does not also provide the architectural plans or the
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raw material for building inductive knowledge. In terms of this metaphor, the
second claim concerns the relation between architectural plans and material.
In the Bayesian scheme, specific roles are assigned to the observations, here
presented by sequences of natural numbers, and the partitions of hypotheses.
The second claim is that these partitions are comparable to the architectural
plans, and that relative to these plans, the raw material of observations present
definite restrictions to the building. The form of the building is thus not entirely
determined by the observers, in the role of the architects. Once they have
provided the plans, the raw material of observations completely determines the
building. Note that inductive knowledge is thus not completely subjective, as
perhaps suggested by the first claim, but rather a co-production of the observer
and the observed.

Induction on the theoretical level. A further aim of this chapter is to determine
whether the Bayesian scheme can also be connected to the problem of induction
at the theoretical level. For this I explore the relation between assumptions
concerning patterns and the structure of underlying systems. I first show that
supposing some structure may justify an inductive assumption, and therefore
the use of a particular partition: if we assume that a system with a specific
structure generates the observations, we may expect the observations to show
a pattern that is related to the structure. With this assumption on structure,
and using the aforementioned function of observations, I argue that conclusions
concerning patterns may be transferred back to the theoretical level, to narrow
down the assumed structure to a more specific one. This is illustrated by the
example: if we assume that the world consists of separate substances, we can
motivate a partition that picks up on the connection between wet and cold
and between warm and dry. This leads to the more specific structure of two
substances, more specifically, water and air.

There is a more ambitious perspective on the claims defended in this chapter.
I will not assume this general perspective in the chapter, but since it has played
some role in its development, it may be of interest to mention it. According to
this perspective, the inductive inferences of a Bayesian scheme can be employed
in a specific tactic for building up inductive knowledge. This tactic consists
in a repeated application of inductive inferences on the theoretical level. In
brief, the idea is to start with a minimal assumption concerning the structure
of the system under investigation, for example with the assumption that on a
certain time scale the states of the system show an auto-correlation, and to
narrow down this supposed structure by inductive inference. The structure
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of the system arrived at may then be refined with additional and tailor-made
assumptions, from which further refinements can be derived, and so on. This
allows us to build up inductive knowledge of the system at the cost of minimal
assumptions. The details of such a tactic, however, fall outside the scope of this
thesis.

Disclaimers. Let me also mention two other topics that are left aside. First, the
literature provides numerous attempts to deal with the problem of induction. To
give a short list, the reader may consult Popper (1959), Armstrong (1973), Pa-
pineau (1987), Howson (2000), and Norton (2004). The present chapter differs
from most of these attempts because it does not provide a method of justi-
fied inductive inference together with a method of finding the correct input for
the inferences. Apart from that, the present chapter focuses specifically on the
Bayesian scheme presented in section 1.3. It does not relate this scheme to
the conceptual schemes employed in other solutions. Consequently, the chapter
does not argue that the Bayesian scheme captures the problem better than these
other schemes. Mostly, the chapter clarifies the relation between the problem
of induction and the Bayesian scheme in order to complete the logical picture
begun in chapter 1.

Second, it must be noted that some of the idealising assumptions of the
framework, which were discussed in 1.5, may here become disturbing. For one
thing, the chapter talks of the raw material of observations, but such raw ma-
terial does not exist. If we consider the observations of scientific experiment,
it becomes apparent that a lot of effort goes into the construction of reports of
observations. In this thesis such reports are simply denoted with et, falsely sug-
gesting that they fall ripe from the trees. The chapter also talks of assumptions
on structure which are to some extend uncertain. But this uncertainty may
not be adequately expressed in a probability assignment over an observational
algebra. However, I cannot deal with the problems that may arise from these
two idealisations in the context of this chapter.

7.2 Hypotheses as tools

The following discusses whether the Bayesian scheme on itself suggests anything
towards solving the problem of induction. I argue that it does not, and that
instead it reveals the need for inductive assumptions.
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7.2.1 Indispensable assumptions

Projectability assumptions. It is tempting to consider the Bayesian scheme as a
solution of the problem of induction on the level of observations. It may seem
that choosing a partition does not import any substantial assumptions, because
the partition covers the whole space Kω, and is therefore equal to a tautology.
Moreover, because of the convergence results of Gaifman and Snir (1982) it may
be argued that the prior over this partition does not present an assumption ei-
ther. A Bayesian scheme that uses open-minded probability assignments can
thus be seen as a fruitful cooperation of observations with a completely inno-
cent partition of hypotheses. However, as I have argued in chapter 3, predictions
based on a partition are always made at the cost of specific inductive assump-
tions. Whereas for deductive purposes the partitions can perhaps be deemed
innocent, for inductive purposes they introduce projectability assumptions. The
partitions reveal, within the inductive scheme, the assumptions needed to get
to inductive predictions.

Finding weak assumptions. The present chapter elaborates in the claims of
chapter 3. Note that the specific projectability assumptions alluded to in the
foregoing are stronger than the unqualified assumption of the uniformity of na-
ture. Assuming the general uniformity of nature leaves unspecified the kind of
pattern with respect to which nature is uniform. But for inductive predictions,
what is needed is a uniformity assumption with respect to a specific set of pat-
terns, as revealed in statistical hypotheses. It may be noted that the Humean
problem of induction is in this sense the protoversion of the so-called new rid-
dle of induction proposed by Goodman (1955: 59-81): a general uniformity
assumption may solve the problem as Hume conceived of it, but eventually such
a general uniformity will not do.

On this point it may be objected that some projectability assumptions are
more specific than others, and that for this reason the Bayesian scheme may
solve part of the epistemological problem of induction after all. In particular,
we may try to weaken the projectability assumptions as far as possible with
the tools offered in the Bayesian scheme, to arrive at a formal expression of the
general uniformity assumption. The first option is to use an entirely impartial
partition, which does not preselect any kind of pattern in advance. If such a
partition is possible, it can be argued that the predictions based on this partition
assume just the overall uniformity of nature, or perhaps no uniformity at all.
The second option is to consider all projectable patterns simultaneously. These
options will now be investigated.
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7.2.2 General uniformity

Using no projectable predicates. To assess the first option, consider the Bernoulli
partition B of chapter 3, with the likelihoods p[et](Q

q
t+1|Hθ) = θq. The suffi-

cient statistics for this partition are the numbers of times that q occurs in the
sequences et, denoted tq. The predictions based on the partition B therefore fo-
cus on a particular pattern in the observations, namely the relative frequencies
of the results q, and the use of B comes down to assuming the projectability
of this pattern. Now we may generalise this way of identifying projectability
assumptions: as long as the sufficient statistics of a partition do not at all times
coincide with the complete sequence of observations et, the partition focuses
on some pattern in the observations, and therefore must employ some kind of
projectability assumption.

With this way of identifying projectability assumptions, it is fairly easy to
construct a partition that contains no such assumptions. There is only one
partition for which the sufficient statistics always coincide with the complete
sequence of observations. In this partition, here denoted with E , the hypotheses
He are the singletons {e}. The likelihoods of these hypotheses for observations
Qq

t are defined by p[et](Q
q
t+1|He) = 1 if e(t + 1) = q and p[et](Q

q
t+1|He) = 0

otherwise. With this partition I deal in detail below. The conclusion for now is
that, apart from the limiting case E , there is no partition that does not carry
specific projectability assumptions.

Using all projectable predicates. The other option for weakening the strong
uniformity assumption is to generalise it, by simultaneously using all conceivable
partitions. An ambitious Bayesian may argue that a partition must encompass
all hypotheses that can be formulated in the current language, in this case
presented by the observational algebra. The idea is that, as long as nothing is
known about the observations, none of the possible patterns can be excluded.
The partition must therefore focus on all possible patterns, corresponding to the
general uniformity assumption that there is some, as yet unspecified, pattern
in the observations. However, given the observational algebra, we can always
find some observation Qq

t that tells apart any two infinite sequences e and e′.
Therefore, it seems that the partition that encompasses all hypotheses that can
be formulated in the given language is again the limiting case mentioned in the
preceding paragraph, the singleton partition E . I will now concentrate on this
limiting case.
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The uninformative singleton partition. Note first that the predictions resulting
from E are determined entirely by the prior over the partition, p[e0](He). More-
over, the likelihoods of the separate singleton hypotheses are all extremal. With
every new observation Qq

t , conditioning over E simply means that all singleton
hypotheses He′ for which e′(t) 6= q are discarded, and that all those single-
ton hypotheses He for which e(t) = q stay in. Because of this, conditioning
over the hypotheses in E does not in itself give any comprehensive information
on oncoming observations, so that the singleton partition does not carry any
projectability assumption. In this sense the partition E meets the requirements.

On the down side, it must be noted that the task of determining the prior
over the singleton partition becomes a rather laborious and obscure one: every
single e must be given a probability separately, and it is not immediately clear
what repercussions the assignments have for the predictions resulting from the
partition. Moreover, the task of determining this assignment is very similar to
the choice of the prior in a Carnapian scheme, as the singleton partition also
requires us to specify the prior directly and as a assignment over the whole of
the algebra Q. It seems that we are back where we started: the Carnapian
scheme employs projectability assumptions just as well as hypotheses schemes
do. For the partition E the assumptions simply remain completely implicit in
the probability over E . In other words, the attempt to find a partition that
expresses an impartial or generalised projectability assumption has pushed this
assumption out of sight.

7.2.3 Logical solution

No formally motivated projectability. Thus far the discussion suggests that the
tools provided in the Bayesian scheme do not offer any help in solving the prob-
lem of induction. The scheme expresses the need for assumptions underlying the
predictions, but it does not suggest any natural or minimal assumption. How-
ever, in any experimental setting there may be independent reasons for specific
inductive assumptions. For a realist, the projectability may be based on some
suppositions on underlying structure, such as natural kinds, or on a process
or mechanism that generates the observations. For an empiricist, on the other
hand, the inductive assumption implicit in the use of some partition is perhaps
nothing more than the empirical generalisations that they express. The thing to
note is that these reasons are not supported or motivated by the tools that are
offered by the Bayesian scheme. In sum, conditioning over partitions provides
useful insight into the problem of induction, but we cannot solve the problem
with an appeal to the formal aspects of partitions.
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Projectability as premise. The above conclusions are in line with what I like to
call the logical solution to the problem of induction. This solution has recently
been proposed by Howson (2000), but it has its roots in Ramsey and De Finetti.
The same solution is in fact implicit in many chapters arguing for local as
opposed to global induction in Bogdan (1976), in the contextual approach of
Festa (1993), and in a sense in Norton (2003).

The negative part of this solution is that, taken on itself, the problem of in-
duction cannot be solved. Predictions must be based on inductive assumptions,
and there is no way of deciding over these assumptions by formal or other a
priori means. In the above metaphor, we cannot build a house just by buying
nice tools, because we also need a building plan, and apart from that bricks,
planks and mortar. The positive part of the logical solution is that once the
inductive assumptions, the building plans, are made, a Bayesian logician can tell
how to deal with the observations, that is, the bricks and planks. Bayesian up-
dating functions as a consistency constraint, and generates predictions from the
assumptions and observations together. It is inherent to this view that there is
nothing inductive about Bayesian conditioning itself. It merely links inductive
assumptions with observations to render the inductive predictions consistent
with these assumptions.

This thesis can be seen as a further elaboration of the logical solution to
the problem of induction. It shows how partitions provide access to inductive
assumptions in a Bayesian scheme. Moreover, from this perspective this thesis
is a starting point for dealing with a host of other philosophical problems. For
example, ordinary life and science show that humans and other animals can
be quite skilful in making inductive predictions. Peirce’s suggestion that we
guess efficiently, is deeply unsatisfactory as an explanation of this skill. The
present discussion suggests that in a logical picture of these skills, the essential
component is the selection of interesting aspects of the observations, as laid
down in the choice of a partition. However, as illustrated by Chihara (1987),
the complexity of actual inductive practice leaves us with little hope for a unified
theory of choosing partitions.

7.3 Induction as co-production

In this section I sketch how, in combination with the Bayesian scheme, the
foregoing leads to a view of inductive knowledge as partly determined by the
observer, and partly by the observed. First I briefly discuss the division of
labour in a Bayesian scheme between observations and inductive assumptions.



7.3. INDUCTION AS CO-PRODUCTION 199

After that I discuss how inductive assumptions relate to suppositions at the level
of structure. Finally, I use the conclusions of these two discussions to elucidate
the respective roles of the observer and the observed in building up inductive
knowledge.

7.3.1 The role of observations

Observations and inductive assumptions. To characterise the respective roles of
observations and assumptions, let me first draw together some insights from the
first part of this thesis.

In choosing a partition of statistical hypotheses, we select a collection of
likelihood functions, which were seen to be connected to probability models for
the observations. The fact that we limit attention to those probability models
makes for an inductive assumption. However, with the frequentist interpreta-
tion each model also corresponds to a specific collection of infinite sequences.
In light of this, the inductive assumption is simply that the eventual sequence
of observations, denoted e∗, is included in the sequences of observations covered
by the partition. If we employ some partition, the general characteristic in the
probability models associated with that partition is assumed to be a character-
istic of the actual sequence of observations. For example, hypotheses from the
Bernoulli partition B contain sequences e in which observations have constant
chances. Using the partition B thus amounts to assuming that this character-
istic is true for the actual observations e∗. That is, the sequence e∗ is assumed
to have limiting relative frequencies.

I now come to the role of the observations in relation to the inductive as-
sumptions as determined by the partition. This partition itself is chosen by the
observer. Because there are no further guidelines for choosing this partition,
the predictions resulting from it may be considered subjective. But once the
partition is chosen, it is left to the observations to select the best fitting model
from the collection of models associated with the partition.

Soundness and completeness. With the idea of partitions as premises in mind,
I can briefly elaborate on the soundness and completeness of inferences in the
Bayesian scheme, which is also alluded to in chapter 1.

Note first that the convergence result of Gaifman and Snir (1982) guarantees
that if we assume the correct partition, that is, if the sequence of actual, real
world observations e∗ indeed has the appropriate limiting relative frequencies,
then the observations are going to take care that the probability assignment will
converge onto the correct hypothesis within this partition. In other words, on
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the assumption that the chosen partition contains the true hypothesis, condi-
tioning leads to this hypothesis and to its associated predictions, or in brief, the
inferences in a Bayesian scheme are such that true assumptions lead to true con-
clusions. This reformulation suggests that we are here dealing with an informal
soundness result for conditioning in inductive Bayesian logic. Note that this
soundness differs from the soundness proved in Howson (2000), which concerns
Bayesian logic more generally, and which involves a subjectivist interpretation
of probability. The soundness suggested here specifically concerns the inductive
Bayesian logic in which the probability assignments are in part interpreted in a
frequentist manner.

As for the completeness of this inductive Bayesian logic, note that any prob-
abilistic pattern can be incorporated as a hypothesis in a Bayesian scheme. And
because any such hypothesis can therefore be learned, the Bayesian scheme may
be called complete. Now apart from the fact that both soundness and complete-
ness are here treated only very sketchy, two remarks are called for. First, it is
worth noticing the negative results of Putnam (1963), who showed that relative
to a given learning algorithm, specific patterns in the observations can never
be learned. In terms of the Bayesian scheme, the point is again that there is
no single inductive assumption that covers all projectable patterns. Second,
recall that the class of frequentist hypotheses covers any probabilistic pattern
that corresponds to a real world structure by frequentist standards. With the
frequentist restriction, the Bayesian logic may not be complete anymore.

7.3.2 The theoretical level

From structure to partition. The foregoing specifies the role of observations at
the first two levels of the problem of induction. This subsection concerns the
theoretical level, and more in particular the relation between inductive assump-
tions on the one hand, and supposition on underlying structure on the other.
But let me stress first that the discussion takes for granted that there is some
system, or on a larger scale, a world, from which observations originate. That
is, radical forms of empiricism, as in Mach (1906), are left aside here. I simply
assume that it makes sense to speak of a world that produces the observations.

Consider structures at the theoretical level in relation to patterns in the
observations. The general idea in the following is that assumptions on the
observational level may reflect such underlying structure. If, for example, we
know that the state of the underlying system is independent of preceding states,
the corresponding inductive assumption consists in a collection of models in
which the observations have constant chances, which comes down to using the
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partition B. If, alternatively, the state of the underlying system depends on the
state of the system directly preceding it, the corresponding assumption consists
in a collection of Markov models, that is, models in which the probability of
observations depends on the observation directly preceding it. In each of these
examples, the underlying structure is associated with some shared characteristic
of the probability models that make up the inductive assumption. Suppositions
on the structure of the underlying system can thus motivate a limitation of
the set of probability models, or in other words, suppositions on structure can
motivate the choice of a partition.

From partition back to structure. It must be noted that the above relation
between patterns and structure is in many ways incomplete and idealised. At
bottom it concerns the relation between observational generalisations on the
one hand, and mechanisms and causal workings in nature on the other, as
discussed by Cartwright (1999), Kuipers (2000), and Van Fraassen (1989) among
many others. One of the key points in this discussion is that there is no clear
translation that brings us from a supposition on structure to the associated
observational generalisation or pattern, and that in a similar way suppositions
on structure are underdetermined by generalisations. The step from a collection
of observational models to a mechanism always involves additional assumptions
or criteria, as provided by unification or explanatory force. Similarly, once we
have imagined some structure underlying the observations, there is generally
not a unique way in which this translates to a collection of possible patterns,
and thus to a partition.

Nevertheless I want to suggest how inductive inferences can be employed at
the theoretical level. The idea is that in taking some structure to underlie a
partition, we effectively decide that the observations have a specific meaning on
the theoretical level as well. Conditioning on the observations narrows down a
partition to a single hypothesis, and to its corresponding probability model. The
claim is that this single hypotheses can be transferred back to the theoretical
level to specify the structure of the underlying system further. That is, if we
have based the inductive assumptions on a supposition concerning underlying
structure, we are allowed to narrow down this structure further according to
the conclusions of the inductive scheme. In short, the observations are made
relevant to the theoretical level. It is notable that a similar idea has recently been
developed in Douven (2005), who considers realist descriptions of experimental
observations besides strictly empiricist ones. The import of observations is then
determined by the way in which we choose to describe these observations.
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7.3.3 Externalism

Locating the suppositions. It is instructive to compare the above perspective on
the problem of induction with the perspective of Hume. Hume notes that induc-
tive inference always involves the ascription to the world of necessary or causal
connections, and then claims that the ascription of such connections is based
on unjustifiable habit. A first difference is that the Humean perspective focuses
on necessary connections, whereas the present perspective concerns structures
in general, including causal connections but also including substances, mecha-
nisms and the like. But a more important difference concerns the location of
the supposition on structure. The Humean perspective locates the supposition
of structure primarily in the cognitive faculties: the causal connections are as-
sumed to be projected onto the observations by the observer. In the perspective
of this thesis, by contrast, the suppositions pertain to the structure of the out-
side world. Therefore, in this thesis inductive knowledge rests not on a sheepish
habit in cognition, but rather on the assumed presence of a structure in the
world.

Reliability and truth. This may look like a rather strange perspective. After all,
getting to know the world is supposed to be the primary aim of inductive infer-
ence, and in the perspective of this thesis we seem to presuppose knowledge of
this world. However, we do not exactly presuppose justified knowledge in order
to set the inference machinery in motion. First of all, the inductive schemes are
aimed at characterising valid inductive inference, and that the validity of the
inferences can be secured independently of a justification of the suppositions
on structure. The inferences can therefore be used in an externalist view on
inductive knowledge. In this view, knowledge of the observations ultimately
hinges on the reliability of the observation methods, which is a contingent fact
whose truth depends on the world. And similarly, knowledge of the projectable
patterns hinges on the truth of specific suppositions concerning structure. So in
order to have inductive knowledge, we do not need to justify the suppositions
on structure. They just need to be true.

7.4 Suppositions on substance

In this section I illustrate the above considerations with an example, using the
observations of the duck presented in section 7.1. I first discuss the general
suppositions about structure, by which I motivate a partition of hypotheses.
I then use the observations to update the probability over the partition, and
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thus arrive at specific predictions. The updated probability is used to fill in
the supposition about structure a bit further. But before that, let me stress
that this example is not at all intended as an accurate description of real world
inductive learning.

Motivating a Markov partition. Recall the observations of section 7.1, q =
0, 1, 2, 3, meaning wet, cold, warm, and dry respectively, all referring to the
sensations recorded in the feet of a duck. Certainly, these kinds of stimuli
never arrive as such clear-cut packages, and a complete conceptual framework is
already presupposed if we take the stimuli to be captured in that way. On these
presuppositions, then, it can be imagined that one fine morning the duck’s feet
record the series of numbers given in section 7.1. Now we may imagine that
the duck is interested in the structure of the world that presents her with these
sensations. In principle the duck may choose to scan her sensations for any kind
of pattern, and base her expectations for further sensations on the pattern. As
suggested, when it comes to the validity of the inductive inference there are
no preferred patterns. In this specific case the duck supposes that the world
consists of substances that are responsible for the sensations, in such a way that
each substance may be associated with a cluster of sensations. Note that this
supposition is still fairly general. The duck does not already preselect a specific
number of substances, or the number of sensations associated with each of them.

The above suppositions on the structure of the world may now be translated
into a partition on possible patterns in the sensations or observations. As in-
dicated, it is not always a straightforward matter to connect the suppositions
about structure with a general characteristic of the probability models in the
partition. In this specific case, the supposed substances are associated with
clusters of observations. The existence of certain substances therefore entails
that after one observation, certain observations are more likely to occur than
others. It is this latter kind of clustering in the observations that the partition
of this example focuses on. More in particular, I employ a partition of hypothe-
ses associated with so-called Markov processes. Before making these processes
precise, it must be remarked that the inductive assumption presented by these
processes is not directly derivable from the suppositions about structure, which
just concern the existence of substances. As suggested in the foregoing, it is
more that these suppositions are made precise in the form of the partition.

Predictions from a Markov partition. In a Markov process, the chance on an
observation depends on the observation immediately preceding it. That is, the
probability p[hwθ](Q

q
t+1|Et) of a Markov hypothesis hwθ is a function of et(t)
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only. If we have that q ∈ {0, 1, . . . , N , we can simply write

w(et) = et(t) + 1, (7.1)

thus associating each Markov state with a separate value of the selection function
w(et). As discussed in chapter 2, the selection function determines which vector
of likelihoods θm are prescribed by the hypothesis for the observation Qq

t+1

Since e0(0) is undefined, we may take w(e0) = 0. With the selection function
in place we can define a partition of statistical hypotheses for all components of
the vector θ. Denoting the probability that observation q is followed by q′ with
θqq′ , we can define the Markov hypotheses as

p[hwθ](Q
q′

t+1|Et−1 ∩Qq
t ) = θqq′ (7.2)

Note that θqq′ has 4 × 4 components, corresponding to the fact that there are
4 transition probabilities to q′ after each of the N = 4 possible observations q.
For e0 we may define a separate vector θ0 of which each component is 1

4 .
The partition of hypotheses on Markov processes can now be used to pro-

vide predictions on the observations. Furthermore, the given observations may
be used to derive a posterior probability over the hypotheses. But I will not
reiterate the use of the Bayesian scheme for deriving the predictions and general
conclusions here. These results, in any case, are not new. Comparable rules have
been developed in Kuipers (1988) and Skyrms (1991). Instead I only present
the results of the scheme. It may be noted that the hypotheses on Markov
processes are a generalisation of the hypotheses on constant chances employed
in chapter 3. We may therefore derive Carnapian prediction rules that apply
to the separate states w(et). On the assumption of a uniform prior probability
over the Markov hypotheses, the resulting predictions are

p(Qq′

t+1|Et−1 ∩Qq
t ) =

tqq′ + 1
tq + 4

, (7.3)

where tqq′ denote the number of times that q′ follows q in et−1, and tq =
1 +

∑
q′ tqq′ is the total number of times that q occurs in et.

Deriving substances from data. With this uniform prior we can easily derive the
predictions for the case of the duck’s feet. Taking et as indicated in section 7.1,
the predictions p(Qq

t+1|Et) are given by the vector 〈 1
3 , 5

12 , 1
12 , 1

6 〉. Moreover, if
we assume a uniform prior over the hypotheses Hwθ at the start, we can also
find the hypothesis Hwθ for which the probability is largest after et very easily.
It is simply the hypothesis for which the chances match the relative frequencies



7.5. SUMMARY AND CONCLUSION 205

tqq′

tq
in the observations. The hypothesis that fits the observations best may be

summarised in the following matrix:

θqq′ =


1
3

5
12

5
12

1
3

1
9

2
9

2
9

1
9

1
12

1
6

1
6

1
12

1
3

1
3

1
3

1
3

 (7.4)

where q labels the columns and q′ the rows. It will be clear that I have deliber-
ately chosen these observations for their relative frequencies.

If we take a closer look at the hypothesis that performs best on the observa-
tions, we notice that there is a clustering of the pairs of observations {0, 1} and
{2, 3}. Within the columns of the first pair there is a probability of 3/4 that the
observation Qq′

t+1 is from the same pair as Qq
t , and within the columns of the

second pair this probability is 2/3. On the level of observations, this may be just
an interesting fact on the emerging pattern. On the level of structures, however,
this fact can now be given further meaning. The best fitting hypothesis may
be interpreted as telling us something on the kind of substances that may fill
in the initial supposition. In particular, the hypothesis tells us that it is most
likely that there are two substances, which are associated with the pair of cold
and wet and the pair of dry and warm.

By way of introducing shorthand forms the duck may decide to collect the
pairs into the substances water and air. Note that in the example, staying in the
water is thus slightly more likely than staying in the air. The key point is that
these two substances are not inherent to the observations. The starting point is
just that there is an unknown number of substances, associated with unknown
clusters of sensations. The Bayesian scheme and the observations then allow
the duck to make this initial supposition about structure more precise.

7.5 Summary and conclusion

This chapter is the first of the chapters on inductive Bayesian logic in relation
to themes in the philosophy of science. It has dealt specifically with the relation
of this logic to the problem of induction.

First the three levels of the problem of induction were disentangled. In the
section following up on that, I argued that the Bayesian scheme does not offer
any directions for solving the problem of induction at the two observational
levels. We are entirely free in choosing the inductive assumptions, and no such
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assumption is naturally suggested by the Bayesian scheme itself. After that I
argued for a specific role, within the Bayesian scheme, for suppositions at the
level of structure. Their task is to motivate the choice of specific inductive as-
sumptions at the observational level. Furthermore, if the choice of assumptions
is motivated in that way, the results of an inductive inference can in turn be
used to draw further conclusions at the theoretical level. Finally, this was illus-
trated with an example showing the formation of the substances water and air
on the basis of the weaker supposition that there are substances in the world.

The moral of the story is that in order to derive knowledge from observations,
we must make assumptions from which the observations derive their meaning
and impact. This is in line with the logical perspective taken in this thesis. It
is notable that this perspective reflects the Kantian position that no empirical
knowledge can be obtained without a theoretical scheme to organise the empir-
ical data. In short, inductive knowledge is a co-production of the observer and
the observed.




