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Chapter 1

General Introduction

This thesis focuses on the statistics of natural images. The first question that is to be
answered is: what are natural images and why do we study them. We start with our
definition, and then discuss the properties and uses of natural images. An image is a
projection of an environment, and natural images are those that are taken from a
natural environment, i.e., an environment that is commonly encountered by a
particular organism. This means that these images represent the natural visual input
(natural stimulus) of an eye. In general, images may include optical information
extending over space, time (time-varying images), as well as wavelength (colour
images). In this thesis, however, we restrict ourselves to images of light intensity
(black and white images) that either extend exclusively over space (still images) or
exclusively over time (time series).

The motivation for investigating natural images is to gain a better understanding of
neural processing in visual systems. Natural images and visual processing in
biological systems are linked by the hypothesis that evolution has optimised visual
systems to process natural stimuli. The analysis of the optimal performance of
biological visual systems may inspire the building of artificial visual systems.

STATISTICS OF NATURAL IMAGES

We can see a wide variety of images when observing the world around us. This may
lead to the idea that natural images are quite random. Natural images, however, are
not random in the way white noise is random. To illustrate this, imagine that you are
tuning a television set. As long as the television is not receiving a broadcast signal,
the screen is filled with snow-like random noise. As soon as you tune the television to
a broadcast channel, however, the screen will display images that can be easily
distinguished from noise. If we can distinguish such images from random noise, then
there must be some information in these images that we use to make this distinction.
This means that we have prior knowledge about natural images, and that, therefore,
they can not be completely random (Kersten, 1987). On the other hand, natural
images are also not completely predictable. We now arrive at a central question of
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this thesis: What aspects of natural images are random and what aspects are
predictable, or, redundant?

Using our intuition and knowledge about what we see every day, we can already
answer this question qualitatively. We see that much of the environment consists of
solid objects that appear as surfaces separated by edges. If we know the edges, or
even just their corners, then the surfaces are predictable (Attneave, 1954).
Furthermore, physical limits restrict the appearance of natural images. For example,
the objects in our environment have a restricted and predictable range of sizes,
reflectances, and velocities.

Such intuitive notions on the appearance of natural images are not very useful for
scientific purposes, unless they are transformed into a more quantitative, statistical
description. An important property of a statistical description is that it does not apply
to individual images, but only to an ensemble of images. Calculation of image
statistics from a set of sample images is often not very complicated. There are two
problems, however, that must be solved. The first is to obtain a proper sample set of
images. A good sample set contains images that are representative for the ones that a
subject (animal or human) encounters during its normal behaviour in its natural
environment. To obtain this set would necessitate video recording, with the same
behaviour as the subject’s eyes, in a natural environment. At the present time this is
technically difficult or impossible to realise. Therefore, we restrict ourselves to partial
solutions, such as an analysis of still images. Furthermore, in order to obtain a good
sample set, we must take care to reduce distortion of the images as much as possible,
since these may have a large effect on the image statistics. Therefore, it is important
that the recording devices are well calibrated. Once we have obtained a well chosen,
well calibrated, and large sample set, the second problem is to decide which image
statistics to calculate. Many different image statistics are possible, and it is not
immediately clear which statistics give, for a given purpose, the best description.
There are, however, some commonly used image statistics that reflect typical
properties of natural images. These statistics can be distinguished by their order.

First order statistics

The most simple image statistics treat each position in the image individually. These
are called first order statistics and they describe the distribution of image values at a
single position. If we assume translation invariance, i.e., that natural images are still
natural when they are translated (laterally shifted), then the first order statistics are
the same for each position in the image. This makes first order statistics easy to
calculate, since data can then, for each image in the ensemble, be accumulated from
the entire image. It also makes these statistics easy to interpret, since they are
completely defined by a single distribution. In the case of black and white images, for
example, this distribution describes the range of light intensities that are normally
encountered in a natural environment (see, e.g., Richards, 1982, for a theoretical
study; Laughlin, 1983, for measurements and their relation to neural coding; and
Chapter 3.3 of this thesis for measurements of time series of intensities).
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Second order statistics

Natural images have the property that the intensity at separate positions is not
independent, but is correlated. This property is not described by first order statistics.
The statistics that describe the mutual dependence of two separate positions are
called second order statistics. The most popular second order statistics are the
autocorrelation function and the power spectrum. The autocorrelation function
measures the correlation between the intensity at two points in an image, and the
power spectrum is the Fourier transform of the autocorrelation function. The power
spectrum of natural images has a characteristic shape. It behaves essentially as 1/f 2,
with f spatial frequency (see this thesis Chapter 2; Burton & Moorhead, 1987; Field,
1987; van Hateren, 1992a; Tolhurst et al., 1992; Ruderman & Bialek, 1994). This
characteristic form implies that most of the power in the spectrum is concentrated at
low spatial frequencies. This is unlike white noise, which has its power uniformly
distributed over the entire spectrum. An appealing property of the 1/f 2 power
spectrum is its scale invariance (Field, 1987). This property reflects our every-day
experience that natural images look natural regardless of the distance at which they
are viewed.

Higher order statistics

Although second order statistics can already explain many properties of neural
processing (e.g., Srinivasan et al., 1982; Atick & Redlich, 1992; van Hateren,
1992a), they do not depend on the existence of edges in natural images (Ruderman,
1997). Higher order statistics are needed to describe these important image features
(Zetzsche et al., 1993). Higher order statistics describe the mutual relation between
the intensity at three or more positions in images. This many degrees of freedom
makes it hard to evaluate these statistics directly and, therefore, they are commonly
assessed indirectly with the use of various tricks. One such trick is to transform the
images, possibly nonlinearily, such that higher order statistics appear in the
transformed images as first or second order statistics (see this thesis Chapter 4.2;
Field, 1987; Daugman, 1989; Field, 1994; Ruderman & Bialek, 1994). Another trick
is to decompose the image into a number of elementary signals, such as principal
components (Hancock et al., 1992) or independent components (see Chapter 4.1 of
this thesis; Bell & Sejnowski, 1997a,b; Hurri et al., 1996). These methods are
particularly useful for understanding the properties of cells in the mammalian visual
cortex that respond preferably to edges.

NATURAL IMAGES AND BIOLOGICAL VISUAL SYSTEMS

Here we discuss the relation between the statistics of natural images and neural
processing in biological visual systems. This relation is based on the hypothesis that
an animal (or a human) must survive in its natural environment, and that it is
optimised for this goal through evolution. In general, a visual system that is better
adapted to process natural images will increase the chance to survive. However, the
visual environment will be different for different species, the temporal aspects of the
stimulus will be strongly influenced by the way different species move, and, last, but
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not least, survival depends on more factors than vision only. Therefore, visual
systems of different species are optimised differently. Nevertheless, many of these
visual systems possess similar sub-systems that perform the same computational
function in a similar way. The computational goal or function of such a sub-system is
an important factor that defines the optimisation criterion. The way in which the
optimisation is realised, however, depends on two other factors. The first factor is
that a biological system can never reach perfect performance. Biological processes
are typically noisy and have a limited dynamic range. These constraints restrict the
processing capacity of the system, which must, therefore, be efficiently tuned to the
particular class of input signals that the system is expected to receive. This points to
the second important factor for the optimisation of the visual system, namely the
statistics of the visual input, or, in other words, the statistics of natural images.

All these factors together − function, constraints, and image statistics − determine the
solution of the optimisation problem. Therefore, if we know all these factors, we then
can predict the system properties. These predictions can be compared with
measurements. These may range from electrophysiological measurements on neurons
in animals to psychophysical experiments on humans. The comparison of theory with
measurements provides a validation or falsification of our ideas about the visual
system, and it may thus strengthen our understanding of why the visual system
actually works the way it does.

In the next section we will focus on the relation between the factors function and
constraints of biological visual systems and the factor image statistics that was
previously discussed. We will discuss three general stages of visual processing in
biological systems, of which there are reasonable ideas as to their function. It should
be noted, however, that several processes occurring at intermediate stages are not yet
well understood in terms of computational function. The stages discussed here are:
phototransduction in the eye, information transfer from the eye to the brain, and
information representation at the first stage of processing in the cortex. Each stage
handles the same image data, but with different putative function and different
constraints and, therefore, with different properties.

NEURAL PROCESSING OF NATURAL IMAGES

At the very beginning of the visual processing stream, light enters the eye to form an
image. The image is sampled by the photoreceptors, which transduce the incoming
light into an electrical signal. This signal carries all the visual information about a
particular direction in space that is further processed by the higher stages of the visual
system. Any detail of this information may be vital. Therefore, each photoreceptor
must transduce the optical information that it receives as input very carefully into its
neural output. A major problem here is that the range of natural light intensities at the
input exceeds by far the dynamic range of photoreceptors. Therefore, a
photoreceptor must continuously adapt to the current light level. (See Chapter 3.3 of
this thesis; van Hateren & van der Schaaf, 1996; van Hateren, 1997.)
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Information transfer

After phototransduction, the visual information in most animal species is further
processed in the retina and must then be transferred from the eye to higher stages of
the brain. In humans and other vertebrates, for example, the visual information is sent
over the optic nerve. Of course, at this stage, it would be wasteful if much of the
information that was so carefully transduced by the photoreceptors, and further
conditioned by the retina, would be lost during transmission. Yet, the transmitted
signal is inevitably degraded by any noise present in the transmission channel.
Therefore, information transfer cannot be completely without loss. It is at best
efficient, i.e., when the visual system transfers as much information as possible, given
the physiological constraints. The amount of information that is transferred depends
on the way the input signal is encoded. This is done by a neural filter at the input of
the transmission channel. The filter is assumed to transform the visual input signal
such that it fits the constraints of the transmission channel and, at the same time,
optimises the information transfer (see, e.g., Atick, 1992; Linsker, 1993; van
Hateren, 1992c). In order to achieve optimal performance, the neural filter must be
carefully tuned to the characteristics of the visual input, i.e., to the statistics of natural
images.

The basic principle of efficient information transfer is to reduce both noise and
redundancy of the input signal, because these components load the dynamic range of
the transmission channel without transferring information. That reducing some of the
redundancy of the input signal is beneficial for sensory coding was brought forward
by Barlow (1959). Reducing the redundancy of natural images means filtering them
such that they become as unpredictable as possible, i.e., that the filtered images
appear as white noise. Natural images have a power spectrum that behaves as 1/f 2,
while the power spectrum of white noise is flat. To whiten (flatten) the power
spectrum of natural images, the system must suppress the low spatial frequencies or
amplify the high frequency components. Therefore, redundancy reduction is achieved
by highpass filtering. On the other hand, the high frequency components contain only
little power from the image source and, therefore, relatively much noise. Thus, to
reduce noise, we must suppress the high spatial frequencies, i.e., lowpass filter the
images. The combination of noise reduction and redundancy reduction that optimises
the information transfer results in bandpass filtering the image. An interesting detail is
that the balance between highpass and lowpass filtering depends on the signal to
noise ratio of the input signal, which depends on the ambient light level (Atick, 1992;
van Hateren, 1992b). At low light levels, the signal to noise ratio is low and the filter
is essentially lowpass to reduce noise. The filter becomes bandpass and tuned to
higher spatial frequencies when the light level increases. There is a fairly good match
between theory and measurements in biological visual systems on this point (insects:
Srinivasan et al., 1982; van Hateren, 1992a,b; vertebrate retina: Bialek et al., 1991;
human psychophysics: Atick & Redlich, 1992; van Hateren, 1993b). It also agrees
with our common experience that we can see more detail (high spatial frequencies) in
bright light than in dim light.

The main statistical property of natural images that is used to describe this stage of
processing is the 1/f 2 power spectrum. The adequacy of this model is studied in
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Chapter 2. The current theory on information transfer that uses the 1/f 2 power
spectrum deals with globally fixed linear filters. However, a small deviation of the
measurements from the theory that was noticed by van Hateren (1992b) can possibly
be explained by local adaptation. Local adaptation of the visual system may result in a
more efficient information transfer than that occurs with globally fixed filters. The
assumption that local adaptation is mainly a temporal process is the motivation for
the study of temporal properties of natural images that is described in
Chapters 3.1-3.3.

Cortical representation

After the visual information has been transferred through the optic nerve and finally
reaches the cortex, it will be further processed. But the information has previously
been encoded to fit the transmission. The encoded information is tightly packed in a
form that is suitable for efficient transmission, but not necessarily in a form that is
easily accessible for further processing. At the first stage of processing in the cortex,
the information is brought into a form of data representation that is assumed to be
more suitable for this purpose. The main difference between information transfer
from the eye to the cortex and information representation in the primary visual cortex
is that resources to represent visual information appear to be much more abundant in
the cortex. A great many more neurons than in the optic nerve allow the
representation to contain all visual information plus some redundancy. This
redundancy can be used to facilitate further processing through increasing the
sparseness of the neural code (Field, 1994), which means that the visual information
is completely represented by the responses of a minimum number of active neurons
(Barlow, 1972). Maximising the amount of information that is represented by the
active units requires minimisation of their mutual dependence. Sparseness and
independence are, therefore, related properties of a neural code, although not
equivalent (Bell & Sejnowski, 1997b; Hurri, 1997).

An important property that is exploited in the mammalian visual cortex to accomplish
sparse coding is orientation selectivity (Daugman, 1989; Olshausen & Field, 1996).
Cells at the first stage of processing in the brain that have this property respond
preferably to oriented bars or edges. The hypothesis that edges are independent
constituents of natural images is supported by independent component analysis (ICA)
of natural images (see Chapter 4.1 of this thesis; Bell & Sejnowski, 1997b; Hurri et
al., 1996). This analysis explains quantitatively many properties of simple cells in the
mammalian cortex. Simple cells behave approximately linear, but the primary visual
cortex also contains many so-called complex cells, which are non-linear. A simple
model for this type of cells is used in Chapter 4.2 to investigate the extent of the
independence of edges.

Further visual processing and image statistics

The hypothesis that the function of the first stage in the visual cortex is mainly one of
information representation is not only a very general, but also a simplified one. Both
this stage and in particular higher order visual areas need more specialised
descriptions, since these areas are known to separate into many different specialised
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processing streams (e.g., Van Essen et al., 1992). The functions of these stages are
currently not yet understood in detail. Therefore, more effort on modelling these
higher perceptual functions is needed to allow an assessment of these stages based on
the statistics of natural images. Also, for these lines of research, new specialised data
sets will probably be needed to describe the proper image statistics. Before exploring
these new and interesting lines of research, however, we must not neglect voids in the
current data set and theories. For example, the analysis of spatiotemporal images
(video) does not yet include proper self-motion or eye-movements. Recording data
that includes these features is difficult at present, but it may be attainable in the near
future. Furthermore, the analysis that is presented in this thesis is restricted to black
and white images (images of light intensity), which can be extended in future research
to, for example, colour images (see Burton & Moorhead, 1987, van Hateren, 1993a)
and visual depth (stereopsis). Also, the current data can be further analysed by
including higher order statistics (e.g., Gilden et al., 1993), or by building more
accurate image models (see Ruderman, 1997). This research will result in a better
understanding of our visual world as well as our visual perception. It is likely that this
type of knowledge can finally be used as a guideline to build artificial visual systems
with similar performance as our own.


