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Chapter 3.1

Time series of Natural Light Intensities

INTRODUCTION

Information theory and the second order statistics of natural images give accurate
theoretical predictions of the optimal neural signal processing in the early visual
system. The predicted filter depends on the signal to noise ratio, which is related to
the luminance of the image, and matches nicely the response properties of biological
visual systems over a wide range of luminance (e.g. Srinivasan et al., 1982; Atick &
Redlich, 1992; van Hateren, 1992a). However, biological visual systems appear to
perform slightly better than the theoretically derived optimal filter (van Hateren,
1992b). We can explain this difference by arguing that the real visual system adapts
to local changes in the image statistics, whereas the theoretically predicted filter is
globally fixed and linear, and optimised for the signal to noise ratio of the entire
image. By considering adaptation as a basically temporal process, we will derive
principles of local adaptation early in the visual system from the temporal statistics of
natural images. In the next chapters we describe the temporal power spectra (Chapter
3.2) and then local temporal statistics (Chapter 3.3) of time series of light intensities
that were recorded in natural environments. Time series such as these were used
elsewhere (van Hateren & van der Schaaf; 1996, van Hateren, 1997) as stimulus for
the fly visual system in a series of electrophysiological experiments.

METHODS

Times series of natural light intensities were measured in such a way, that they are
representative of the temporal illumination that a photoreceptor normally encounters
in a natural situation. The characteristics of such time series will depend not only on
the environment in which they are recorded, but also on the behaviour of the visual
system: how fast does it move, what does it look at, and so on. We made the
recordings using a small optical device, consisting of a lens, colour filters, a pinhole
diaphragm, and a photomultiplier. The signal from the photomultiplier was recorded
on a portable DAT-recorder. The spectral sensitivity of the device is not very
different from the photopic sensitivity of the human eye, and the angular resolution is
of the same order as that of a human foveal cone. The optical device was worn on a
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head-band by a freely walking person, and followed the direction of gaze of the head,
but not of the eyes. The subject wore marked glasses and was instructed to minimise
eye-movements. Although this solution is less ideal than also taking eye movements
into account, we believe that these time series are representative for the signal that
enters the photoreceptor in a natural situation. The method is at least an improvement
to scanning straight lines of a scene at constant velocity, which has already yielded
several interesting results (Laughlin, 1981; Srinivasan, et al., 1982; Burton &
Morehead, 1987). We recorded 17 time series, most of which are 45 minutes long.
Recordings were made by different subjects (n = 6) walking in various environments
(woods, fields, near lakes, and residential areas) under various weather conditions
(sunny, overcast, and foggy). In the remainder of this chapter, each of the 17
recorded time series will be referred to as a 'recording'.

Example of the data

Some representative samples of the time series are presented in Figure 3.1.1 to give
an idea of their rough appearance. A property that is nicely demonstrated by these
samples is the scale invariance: the appearance of the samples is very much alike,
although they have a time scale that differs by up to two log10-units. (Samples (A)
and (D) are 1 second long, while the length of samples (C) and (F) is 100 seconds.)

SPATIAL AND TEMPORAL STATISTICS

We obtain a time series of natural light intensities from a natural image by scanning a
single measuring aperture across the image. This procedure gives rise to a relation
between the spatial and temporal statistics of natural images. For instance, the power
spectrum of the time series of natural intensities is linked to the spatial power
spectrum of natural images that is analysed in Chapter 2. The spatial power spectrum
of natural images behaves as 1/f 2. This implies a 1/f power spectrum for time series
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FIGURE 3.1.1: Representative samples of the natural intensity time series. (A)-(C) Signal on linear scale;
(D)-(F) Signal on logarithmic scale. (A),(D) 1 second sample length; (B),(E) 10 seconds; (C),(F) 100
seconds.
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of natural light intensities that are considered as a line from an image (moving at
constant velocity). Taking a line from an image is equivalent to a multiplication of the
image with a line-shaped aperture, i.e., a constant in the direction of the line, but a
delta impulse in the perpendicular direction. This means convolution in the Fourier
domain with a delta impulse in the direction of the line (which has no effect) and
convolution with a constant (i.e. integration) in the direction perpendicular to the
line. Summing (or integrating) complex Fourier coefficients with random phase
means summing (or integrating) their power. Therefore, assuming random phase, we
can integrate the 1/f α power spectrum of the image over one of the spatial frequency
coordinates (fx) to obtain the power spectrum of the line along the axis (fy)
perpendicular to the integration:
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If we assume isotropy and scale invariance, then not only scanning the image with
constant velocity, but also an independent random walk through the image produces
a time series with a 1/f α-1 power spectrum. This form of the temporal power
spectrum of the time series is also consistent with the spatio-temporal power
spectrum of natural image sequences of the form
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with f absolute spatial frequency, and ft temporal frequency. This form was used by
van Hateren (1992a), and it was found empirically and theoretically by Dong and
Atick (1995a). Using similar reasoning as before, we find the temporal power
spectrum of a time series of a single pixel from Eq. 3.1.2 by integration over both
spatial dimensions (in polar coordinates f and φ):
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(3.1.3)

The 1/f α power spectrum of (two-dimensional) images is scale invariant for α = 2
(Field, 1987). The 1/f γ power spectrum of the (one-dimensional) time series shares
this property for γ = 1. This scaling behaviour is found from the requirement that the
total power in any frequency range (f0 to nf0) must be invariant under a change of
scale (f0 → f0/a), i.e.,
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which has a solution S(f) = 1/f.

The temporal power spectra of natural images are analysed in Chapter 3.2 with
similar methods as for the spatial power spectra in Chapter 2. The power spectrum,
however, gives a global description. More local temporal statistics are described in
Chapter 3.3, which focuses on prediction of the time series.
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Chapter 3.2

Temporal Power Spectra
of Natural Images

SUMMARY

The average power spectrum of natural light intensity time series has a 1/f γ

frequency behaviour. We found γ = 1.22, which is reasonably close to γ = 1, the value
expected in the case of perfect scale invariance. The spectra of individual segments of
the data are not stationary, but vary in shape and height. We conclude that a good
model for the power spectrum includes a measure of intensity and contrast and has a
1/f-shape (γ = 1). The actual 1/f-exponent (γ ) gives hardly any information about the
power spectrum. This result is comparable with the conclusions from the analysis of
the two-dimensional power spectra of natural images in Chapter 2. An important
difference, however, is that the total amount of information gained from models
about one-dimensional temporal power spectra is about 100 times less than the
information gained from models of two-dimensional spatial power spectra.

INTRODUCTION

The methods that were used to obtain time series analysed in this chapter are
described in Chapter 3.1. These time series represent the light intensities to which a
single human, foveal photoreceptor in a natural environment during normal behaviour
is exposed. The sample frequency of the time series is 1200 Hz. Using similar
methods as applied in the spatial analysis of Chapter 2, we analyse in this chapter the
temporal power spectra of natural images.
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We use the periodogram as a definition of the power spectrum. The periodogram (S)
is given by the square magnitude of the Fourier transform of a segment of the time
series {xk} as:

S f
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x ek
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( ) /= −
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∑1 2

1

2

π , (3.2.1)

where N is the length of the segment and f measures temporal frequency in cycles per
segment. The periodogram is calculated for integer frequencies in the range of 1 to
N/2 cycles per segment.

The truncation of the data to finite segment length may lead to leakage in the
periodogram. Leakage increases the bias of the periodogram around sharp peaks. But
the expected 1/f  power spectrum of the time-series does not contain sharp peaks
(compared to the 1/f 2 spectral behaviour of the rectangular truncation window), and
hence the effect of leakage is expected to be very low. We tested this assumption by
calculating the results also after applying a window that reduces the effect of leakage,
but found no significant difference. Therefore, no windowing is used for the results
presented here. This is a difference with the spatial analysis of Chapter 2, in which
windowing was necessary to reduce the effect of orientation bias from the square
image boundary. This problem does not occur for the one-dimensional temporal
power spectra.

A characteristic property of a natural environment is that contrast is invariant of light
intensity (see Chapter 3.3). This so-called contrast constancy is caused by the fact
that reflection properties of objects in the environment are independent of the
intensity of the incident light. This means that time series of natural light intensities
have, on a logarithmic scale, a variability that is independent of intensity.
Furthermore, an early logarithmic transformation is convenient in the context of
Weber's law (see also Ruderman and Bialek, 1994, for related arguments). Therefore,
we also analyse the power spectra of the logarithm of the time series. We will call the
signal after taking the logarithm the log-signal.

THE AVERAGE POWER SPECTRUM

First, we will take a look at the average power spectrum. To calculate the average
spectrum, we divide the time series into segments of 4096 samples (3.413 seconds).
This segment length gives a lowest frequency (1 cycle/segment) of 0.2930 Hz. The
periodogram is calculated for each segment separately, then the logarithm of the
power is taken, and finally the spectra of all segments are averaged. The use of a
logarithmic scale for the power spectrum has two advantages. First, the 1/f-shape of
the power spectrum results in a straight line on a double logarithmic scale, and
second, the variance of the periodogram is approximately constant on a logarithmic
scale.

The resulting average of the power spectrum of natural intensity time series, given by
the large dots in Fig. 3.2.1A, is close to a straight line on a double logarithmic scale
within the range 1 Hz to 100 Hz. A least squares fit of a straight line to the data in
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this range has a slope of 1.22 log10-units/decade. The r.m.s.-deviation of the average
power spectrum from the fit is 0.03 log10-units. The slope of the fitted line is close to
1, showing that the average power spectrum behaves approximately as 1/f.

The average power spectrum starts to deviate from a straight line at frequencies
higher than approximately 100 Hz, where the power diminishes much steeper than
1/f. The limited velocity of the head movements in combination with the limited
spatial resolution of the photodetector is the probable cause of this effect.

Taking first a logarithm of the time series before calculating the periodogram gives an
average power spectrum with approximately the same shape, as shown in Fig.
3.2.1B. The slope in this case is 1.21 in the range 1 Hz to 100 Hz. This means that
the shape of the power spectrum of natural intensity time-series is approximately
invariant under a logarithmic transformation. The resistance of the shape of power
spectra of natural images to nonlinear transformations has been reported before (van
Hateren, 1992a). This phenomenon may be explained by to the theory, as put forward
by Ruderman (1996), that scale invariance is a property of the distribution of the
sizes of objects and does not depend on their intensity.

The average power spectra in Fig. 3.2.1 are calculated from all segments of 17
different recordings (see Chapter 3.1). A recording is typically 45 minutes long and
was divided into 791 segments. A single recording would be large enough to obtain a
reliable average if the individual segments were Gaussian and independent
(SD ≈ 0.02 log10-units; numerical estimate). However, if we calculate the average
power spectrum from segments of only one individual recording, we find that this
power spectrum deviates from the average over all recordings. This deviation is
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FIGURE 3.2.1: The average power spectrum of 17 recordings of natural light intensity time series. The
recordings were made by 6 different subjects walking in different environments (see Chapter 3.1). The
recordings, each typically 45 minutes long, were divided into segments of 4096 samples (3.413 seconds)
long. The periodogram (Eq. 3.2.1) was calculated for each segment separately. Large dots show the
average of the logarithm of the periodogram over all individual segments. Small dots give the standard
deviation from the average of corresponding plots from individual recordings. Frequencies higher than 150
Hz are not shown. The periodogram is calculated directly in (A), and from the log-signal (that is, after
taking the logarithm of the time series) in (B).
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shown by the small dots in Fig. 3.2.1, which give the standard deviation of the power
spectra of individual recordings from the average on a logarithmic scale. The
standard deviation is in the order of 0.2 log10-units. The difference between the
recordings can be explained by the fact that they are taken in different environments
and under various weather conditions, which appears to introduce some systematic
variation in the statistics.

MODELLING THE POWER SPECTRA OF INDIVIDUAL SEGMENTS

Not only individual recordings, but also individual segments of the natural intensity
time series have systematic variations in their statistical properties, which result in
systematic differences between their power spectra. For example, different segments
may have different intensity and contrast, resulting in a different height of their power
spectrum (cf. Chapter 2). If we want to make a model for the power spectra of
natural light intensity time series that fits, as good as possible, every short data
segment, then we need to include parameters to model the systematic variation. The
model must, however, also include a probabilistic part to describe the unpredictable
non-systematic variations of the power spectra. The validity of the model is
quantified here by the amount of information it gives about the power spectra.
Comparing these information measures for different models with different parameter
settings gives an indication of the importance of the various parameters in the
description of the power spectra.

The average power spectrum fits best with the 1/f  model at frequencies beyond 1 Hz.
Therefore, we use a segment length of 1024 samples in the present analysis. This
segment length corresponds to 1024 1200 0 853/ .=  seconds and to a lowest
frequency (1 cycle/segment) of 1200 1024 1172/ .= Hz. As we want to stay well
below the point at 100 Hz, where the average power spectrum starts to decrease
more rapidly, we use only the first 64 frequency components in our analysis, giving a
maximum frequency of 75 Hz.

As a basic model for the power spectrum (S) of an individual segment of the time
series we take

S I c
f

= ⋅ ⋅ ⋅2 2 β γ εγ
( )

, (3.2.2)

where I is the mean intensity of the time series within the current segment, and c is its

contrast. The dependence on temporal frequency (f) is modelled by the factor 
β γ

γ
( )

f
,

where γ is the 1/f-exponent and β(γ) is a correction factor to keep the mean height of
the power spectrum constant as γ varies. Finally, ε is the probabilistic residue that is
independent and identically distributed over all frequency components of the power
spectra of all individual segments (see Chapter 3.1).

The power spectrum is proportional to the variance of the time series, which is given
by the product of intensity and contrast squared (I c2 2⋅ , see Eq. 3.2.2). However, if
we take the logarithm of the time series before calculating the power spectrum, the
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power spectrum is proportional to the variance of the log-signal, which is in a linear
approximation proportional to the contrast (c) of the original signal and independent
of the intensity (I) of the original signal (due to the property of contrast constancy).
The model for the power spectrum of the log-signal does, therefore, not include
intensity, that is, we set I = 1 in Eq. 3.2.2.

Intensity

The intensity (I) of an individual segment is calculated as the average intensity of the
time series within the segment. The average value of I over all segments of a
recording is 1, because each recording is normalised to unity mean. The standard
deviation of I-values is 1.59, which is even larger than the mean value. The
distribution of intensity values on a log-scale of all segments of all recordings is
shown in Fig. 3.2.2. This distribution has a standard deviation from the mean of 0.45
log10-units. The total width of the distribution is in the order of 2-3 log10-units.
Because of this large variance of the mean intensity distribution, we may expect that
the intensity (I) must play a major role in the modelling of the height of the power
spectra of natural light intensity time series.

Contrast

Contrast is a measure of relative variability. There are several definitions of contrast,
of which we will use three (plus their analogues for the log-signal): the root-mean-
square-contrast (cr), the whitened contrast (cw), and the log-contrast (cl), which are
related to the contrast measures used in Chapter 2. The root-mean-square-
(r.m.s.-)contrast is the square root of the variance (the standard deviation) of the
signal relative to the mean, which is related to the power spectrum through Parseval’s
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FIGURE 3.2.2: The distribution of intensity values (I) of all segments of all recordings. The intensity is
given on a log-scale (with base 10). The distribution has unity mean on a linear scale, due to the
normalisation of the time series.
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theorem. The r.m.s.-contrast is calculated from the average power over the complete
frequency spectrum as

c
S f

Ir
2

2=
( )

, (3.2.3)

where the brackets ⋅  denote the average over the frequency range 1 ≤ f ≤ 75 Hz.

The frequency component f = 0 is excluded from this range, because the mean is
subtracted from the signal when calculating its variance.

The correction factor β(γ) depends on the definition of the contrast (c), and is given
for the r.m.s.-contrast by

β γ γ( )
/

= 1

1 f
, (3.2.4)

which is found from
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f
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( ) /
β γ β γγ

γ , (3.2.5)

such that the model spectrum of Eq. 3.2.2, with ε = 1, has the same r.m.s.-contrast as
the measured spectrum (S).

The disadvantage of the r.m.s.-contrast in modelling the height of the power
spectrum is that it is dominated by the high spectral power in the low frequencies. To
solve this, we define the whitened contrast, which is equivalent to the r.m.s.-contrast
of a linearly filtered signal, such that a 1/f-spectrum becomes white, that is, the
spectrum S(f) is multiplied by f. The definition of  the whitened contrast is
comparable to that of cr:

c
I

f S fw
2

2

1= ⋅ ( ) , (3.2.6)

The corresponding correction term for cw , is given by

β γ γ( )
/

= −

1

1 1f
. (3.2.7)

A (non-linear) contrast measure that is completely insensitive to dominant powers
anywhere in the spectrum is defined on the log-spectrum, because the power
variation is approximately constant (independent of frequency) on a log-scale. This is
at least true for the model in Eq. 3.2.2, for which the factor ε becomes an additive
term on a log-scale. This model is given by

log ( ) log log log ( ) log / logS f I c fl= + + + +2 2 1β γ εγ . (3.2.8)
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Now, requiring that logε is zero on average and that the log-contrast (cl) is
independent of γ, we find

log log
( )

log ( ) log / log
( )

c
S f

I
f

S f

Il
2

2 21= − − =β γ γ , (3.2.9)

with

log ( ) log ( ) log( / ) log( )β γ β γ γγ= = − =1 f f . (3.2.10)

The corresponding definitions of contrast for the log-signal are obtained from the
above definitions, simply, by replacing the power spectrum of the original signal by
the power spectrum of the log-signal. The height of the power spectrum of the log-
signal is, however, independent of intensity (due to contrast constancy). Intensity is
removed from the contrast definitions for the log-signal by setting I = 1.

The resulting distribution of r.m.s.-contrast values of all segments of all recordings is
shown in Fig. 3.2.3. On a linear scale, r.m.s.-contrast distribution has an average of
0.43 and a standard deviation of 0.31. On a log-scale, the standard deviation of the
contrast distribution is 0.25 log10-units. The total width of the contrast distribution
(on a log-scale) is in the order of 1-2 log10-units, which is less than the width of the
mean intensity (I) distribution, but still quite large. Therefore, we may expect that,
besides the mean intensity (I), also contrast (c) is an important parameter in
modelling the height of the power spectra of natural light intensity time series. The
other definitions of contrast (cw, cl, and the definitions of contrast for the log-signal)
give approximately the same contrast distributions, with standard deviations on a
logarithmic scale between 0.20 and 0.27 log10-units.
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FIGURE 3.2.3: The distribution of r.m.s.-contrast values of all segments of all recordings. The contrast is
given on a log-scale (with base 10).
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1/f-exponent γ

The 1/f-exponent γ is calculated by a least squares fit on a log-scale of the 1/f γ-model
to the measured power spectrum of a single segment, such that the least squares
criterion

log ( ) log( / )S f b f
f

−∑ γ 2
(3.2.11)

is minimal with respect to γ and b. The optimal value of the variable b is given by
b I cl= ⋅ ⋅2 2 β γ( ) , which is therefore not an independent model parameter. The

resulting distribution of fitted γ-values is shown in Fig. 3.2.4. The mean γ-value over
all segments of all recordings is 1.16. These values are near the value of 1, which is
expected from scale invariance. The variation of the 1/f-exponent distributions,
however, is quite large. The standard deviation from the mean of γ is 0.48. The 1/f-
exponent of the log-signal is calculated in the same way, giving approximately the
same distribution with an average of 1.19 and a standard deviation of 0.44.

Whether the variation of 1/f-exponent values is important for the modelling of the
power spectra of time series of natural light intensities depends on the magnitude of
other irregularities in the power spectra: The slope of the spectra (on a log-log-scale)
becomes a relatively more important parameter when the spectra themselves are
smoother and more straight.

Correlation between the parameters

We now have several parameters to model the power spectra of individual segments
of the natural light intensity time series: one mean intensity parameter (I), several
definitions of contrast (c), the 1/f-exponent (γ), and the 1/f-exponent of the log-
signal. These parameters do all show considerable variation, but the question is:
Which parameters describe different variations of the spectra? This question is
answered (in first order) by the correlation between the parameters. Calculation of
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Figure 3.2.4: The distributions of 1/f-exponent values (γ) of all segments of all recordings.
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these correlations shows that mean intensity (I), contrast (c), and 1/f-exponent (γ) are
almost uncorrelated. The different definitions of contrast, on the contrary, are not
uncorrelated. A strong correlation of 0.93 between the 1/f-exponent (γ) and the 1/f-
exponent of the log-signal shows that the 1/f-exponent is almost invariant under a
logarithmic transformation of the original signal.

The information measure

We are now in a position to know quantitatively what the informational values of the
different parameters in the model for the power spectra of natural light intensity time
series are. That is, how much information about the power spectra of a single data
segment do we obtain when we gain knowledge of a specific parameter. For example,
knowing the average value of a parameter over all segments is different from
knowing its specific value for each segment. The amount of information that is gained
from knowledge of a specific value is, of course, larger than that of the average
value, since it describes the individual power spectra more accurately. This amount of
information can be calculated with the help of Shannon’s definition of uncertainty,

which is defined as H p x p x dx= −∫ ( ) log ( )2  for a random variable x with its

probability density function (PDF) given by p(x). Using Eq. 3.2.2, we can calculate
the PDF of the nth individual power spectrum as

p S f
p d

dS f

f

I c
pn

n

( ( ))
( )

( ) ( )
( )= =ε

α

ε
ε ε

β γ
ε2 2 , (3.2.12)

where the PDF pε of the probabilistic residue is calculated as a histogram of all the
realisations of ε  at all frequency coordinates of all segments of all recordings. Note
that the PDF of each individual power spectrum Sn(f) may be different, because their
parameters may differ.

We can calculate the total uncertainty of a complete power spectrum as the sum of
uncertainties of the individual frequency components, because they are considered
independent. The average uncertainty (H) of the power spectra over all segments is
then given by

H
K

p S f p S f dS fn n n
fn

= − ∫∑∑
>

1
2

0

( ( )) log ( ( )) ( ) , (3.2.13)

where K is the total number of individual segments (in all recordings) and the
summations are over all segments (n) and all frequency coordinates (f >0). Negative
frequencies are excluded, because they are not independent. To simplify the
calculation, we may reformulate this as

H R p p d
K

I c
ffn

= − +∫ ∑∑
>

ε ε γε ε ε β γ
( ) log ( ) log (

( )
)2 2

2 2

0

1
, (3.2.14)
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where R is the number of frequencies in the spectrum (f >0). Note that the
parameters I, c and γ may have different values in each term of the summation over
individual segments.

The uncertainty measure H itself is only meaningful up to an arbitrary constant,
because of the arbitrary scale on which the PDF of the power spectra is measured.
Meaningful measures of information are obtained when we compare the results of
different models (with different parameter settings). The information that we gain by
using a sophisticated model rather than a simple one is found by the difference in
uncertainty resulting from each model. A reduction in uncertainty in our knowledge
of the power spectra means a gain of information. This information gain is measured
in bits/spectrum.

A very simple model of the power spectra will be used as the reference model to
which all the uncertainties are compared. This model assumes that all the power
spectra are flat (γ=0) and have constant intensity and contrast (I=1, c=1). This means
that the spectrum is completely described by the probabilistic residue in Eq. 3.2.2.
The measured PDF of the probabilistic residue for this reference model has a
distribution with a SD of 1.21 log10-units, which is quite large, showing that this
model is possibly too simple to fit the actual data well. We will now, step by step,
refine the model to obtain a closer fit, and see how much information is gained in
each step.

The first step to a more sophisticated model is to include knowledge about the mean
intensity (I). The parameter I in this model of the power spectra is no longer a
constant, but varies for each power spectrum according to the actual mean intensity
of the segment. The result is a better fit of the model to the actual power spectra,
which reduces the SD of the probabilistic residue to 0.90 log10-units, and it reduces
the uncertainty measure H by an amount of 28 bits/spectrum (see Fig. 3.2.5). This is
the amount of information that is gained about the power spectra from knowledge of
the mean intensity (I).

The next refinement is to let also the contrast parameter c vary according to the
actual contrast of the individual segments. This leads to another reduction of the
variance of the residue (SD = 0.80 log10-units for the r.m.s.-contrast) and to a total
information gain of 40 bits/spectrum for the r.m.s.-contrast, 48 bits/spectrum for the
whitened contrast, and 49 bits/spectrum for the log-contrast. The r.m.s.-contrast
hence performs not as good as the whitened contrast and the log-contrast.
Furthermore, the additional information gain of including the contrast in the model is
a bit less than the information that is gained initially from the intensity alone (see Fig.
3.2.5).

The next step to a better model is to include the shape of the power spectrum as a
function of spatial frequency. The simplest of these models is to set γ=1, such that the
shape of the power spectra is modelled as 1/f. This leads again to a reduction in the
variance of the residue (SD = 0.66 log10-units for the r.m.s.-contrast) and to a
substantial information gain of 62 (I, cr, 1/f), 74 (I, cw, 1/f), and 74 (I, cl, 1/f)
bits/spectrum. The 1/f-model may be too simple to describe the average shape of the
power spectra. An intuitively good model for the average shape of the power spectra
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is, of course, the average power spectrum, which is now denoted by S f( ) . But if we

replace the 1/f-model by S f( ) , we gain 60 (I, cr, S f( ) ), 74 (I, cw, S f( ) ), and

74 (I, cl, S f( ) ) bits/spectrum, which is not a significant different amount of

information than for the 1/f-model (see Fig. 3.2.5). If we do not set γ=1, but let the
parameter γ vary according to the actual 1/f-exponent of the individual segments,
than we gain 75 (I, cr, 1/f γ), 81 (I, cw, 1/f γ), and 82 (I, cl, 1/f γ) bits/spectrum. The
additional information gain, as compared to γ=1, is not as big as the additional
benefits from intensity, contrast and the 1/f-model. The difference is not significant
for the whitened contrast and the log-contrast (see the s.e.m. measures in Fig. 3.2.5).
The somewhat larger benefit from γ in combination with the r.m.s.-contrast may be
due to the compensatory effect of γ to the high sensitivity of cr to large powers in the
spectrum. This hypothesis is consistent with the fact that the correlation between γ
and cr is somewhat larger than the correlation between γ  and the other contrast
measures.

It is clear from Fig. 3.2.5, that, at least for the whitened contrast and for the
log-contrast, the dominant elements to describe the individual power spectra of
natural light intensity time series are: intensity, contrast, and the 1/f-model for the
shape of the spectra. The more accurate average shape, S f( ) , or the actual

1/f-exponent (γ ) are relatively unimportant.

The same analysis can be performed for the power spectra of the log-signal, but now
we do not have an intensity parameter (I) and modified parameters for contrast (c)
and the 1/f-exponent (γ). The results (see Fig. 3.2.6) are similar to those for the
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original signal. A slight difference, however, is that contribution of contrast to the
information gain for the log-signal (5 to 14 bits/spectrum) is less than for the original
signal (12 to 21 bits/spectrum in addition to the model with only intensity). This
difference can be explained by the fact that contrast variations of the original signal
are slightly larger than contrast variations of the log-signal, which is caused by the
attenuating effect of the logarithm.

Scaling

The 1/f power spectrum has the property of scale invariance. The scaling behaviour
of the power spectra of time series of natural light intensities is studied directly in this
paragraph. The method is very simple: The original time series are averaged over
blocks of 4 or 16 subsequent samples to obtain new samples of a larger scale. The
resulting new time series are a subsampled version of the old ones. In other words:
the time series are scaled by a factor 4 or 16. A similar analysis as in the previous
paragraphs is performed on the scaled series. The frequency range of 64 frequency
coordinates is the same in each analysis.

The mean intensity is constant at different scales, because it is normalised. The
variation of the mean intensity parameter between individual segments, however,
decreases at larger scales (see Fig. 3.2.7). Contrast, on the contrary, increases at
larger scales, both in mean value and variability. Apparently, dominant variability in
the time series that is described at small scales by changes in intensity is described at
larger scale by the contrast. This means that there is more power per octave at low
frequencies than at high frequencies. This is in agreement with the somewhat steeper
than 1/f-shape of the average power spectrum. The distribution of 1/f-exponents (γ)
is almost invariant of scale, both in mean value and standard deviation.

The information gain of several models for the power spectra (not shown) are
qualitatively the same at every scale, showing that the main informational features

0

10

20

30

40

50

60

70

c
l

c
w

c
r

contrast measure (c):
    model
    components:

 I, c, 1/f γ

 I, c, S(f)
 I, c, 1/f

 I, c

in
fo

rm
at

io
n

 g
ai

n
(b

its
/s

pe
ct

ru
m

)

FIGURE 3.2.6: The information gain (vertical axis) in bits/spectrum for different models of the power
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(intensity, contrast, and the 1/f-shape of the spectra) are approximately equally
important in the description of the power spectra on every scale. The most substantial
difference between the information gains at different scales is an additional
information gain from contrast of 7 bits/spectrum at larger scales. This increase,
although not significant, is in agreement with the larger variation of contrast at larger
scales.

CONCLUSION

We studied the power spectra of an extensive data set of natural light intensity time
series, which are comparable with the light intensities that a natural visual system
meets in a natural environment. The average power spectrum behaves approximately
as 1/f, which is consistent with the average 1/f 2 power spectrum that is found for
natural images in Chapter 2. The 1/f-exponent of the average power spectrum,
however, is slightly larger than 1. This is not in agreement with the 1/f-exponent of
natural images, which was found in Chapter 2 to be somewhat smaller than 2. This
difference, however, is not very large if we compare it with differences between
reported 1/f-exponent values of natural images in the literature (see refs. in Chapter
2), which probably arise from statistical differences in the environments of study, and
the particular sampling of the environment.

Mean intensity, contrast, and 1/f-exponent are three important parameters that are
involved in the modelling of the power spectra of individual segments of the time
series. The variability of these parameters between different segments is rather high.
Much information about the power spectra is obtained by the actual values of the
mean intensity and contrast parameters. Also, knowing the 1/f-shape of the power
spectra gives much additional information. However, knowing the actual 1/f-
exponent does not significantly add to the information gain. We conclude that the
main informational features for modelling the power spectra of natural light
intensities are: mean intensity, contrast, and the 1/f-model (with γ=1). This is in
agreement with the findings for natural images (see Chapter 2), although intensity
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was not evaluated in that case. The total amount of information gain per parameter,
however, is much larger (more than 100 times) for natural images than for the natural
time series. This may be explained by the fact that, for the same range of scales, the
parameters address much more data in two dimensions than in one.

The results prove to be not critically dependent on scale. This is consistent with the
scale invariance of the 1/f power spectrum. The only clear effect is that contrast
increases at larger scales. This is again consistent with the average 1/f-exponent,
which is somewhat larger than 1.
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Chapter 3.3

Prediction of Intensity and
Temporal Contrast

SUMMARY

The light signal that enters a photoreceptor under natural conditions has a wide
intensity range of approximately 3 log10-units. The intensity distribution is
approximately Gaussian on a logarithmic scale with a standard deviation of 0.48
log10-units. The time series show contrast constancy: changes in the signal amplitude
that are proportional to the local amplitude on a linear scale. Signal changes are not
Gaussian, but exponentially distributed with large tails on a logarithmic scale. The
temporal redundancy of the signal, measured by various models, is of the order of
2 bits/sample. Including contrast constancy and a prediction of intensity in these
models gives a significant information gain, but including a prediction of contrast
does not.

INTRODUCTION

The temporal properties of natural scenes are studied here using the natural light
intensity time series described in Chapter 3.1. These time series represent the signal
that enters a single photoreceptor of a visual system in its natural environment.
Chapter 3.2 shows that these time series have a 1/f-shaped power spectrum and that
measures of intensity and contrast are needed for accurate models of the power
spectrum of short data segments. The power spectrum is important for considerations
of optimal linear coding (e.g., van Hateren, 1992c), but it describes only global
properties of the data. In this chapter, we will analyse more local properties of the
time series that are important to describe optimal (non-linear) adaptation of the visual
system.

The problem that a photoreceptor of a visual system faces is to code a signal of
widely varying light intensities into its own limited dynamic range. The photoreceptor
must therefore constantly adapt to changes in the received signal. We assume that the
operation of the photoreceptor is mainly temporal, without strong spatial
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interactions, and that, therefore, the purely temporal time series are sufficient to
describe the signal it operates on. To emphasise the causal nature of this problem
(only past signal values are available to the photoreceptor, not future ones), we will
focus on prediction of the input signal. A prediction, based on the previously received
signal, gives prior information about the signal that is still to come. This is only
possible if the signal is partly redundant. The visual system may anticipate the
predicted signal by adaptation, i.e., shifting its coding range to the predicted input
range. This adaptation reduces the redundancy of the output signal (Barlow, 1959),
with the result that the information capacity of the photoreceptor is better utilized,
and more information is transferred.

METHODS AND MODELLING

The time series that are described in Chapter 3.1 are originally sampled at a high rate.
Here we subsample them to a rate of 100 Hz by averaging 10 ms long blocks of
samples. This sampling rate has been chosen, because the power spectrum of the
signal drops steeply after 100 Hz (see Chapter 3.2). Each recording of 45 minutes is
normalised (scaled) such that the average signal intensity is unity. The resulting time
series are denoted by {xt}, where x is light intensity and the time index t is counted in
10 ms sample intervals.

General model

In order to describe the structure of the signal {xt}, we write it as a random process,
given by the general model:

xt t t t= + ⋅µ σ ε , (3.3.1)

where µt is a causal prediction of the present sample value (xt), based on the previous
samples {xt-1, xt-2, ...}. It is also possible to predict over longer lag times (n), such
that the prediction µt is based on the samples {xt-n, xt-n-1, ...} that occurred at least n
samples in the past. Such long range predictions are obtained by recursively
substituting predictions for the sample values {xt-n, ... , xt-1}. The magnitude of the
deviation of the actual signal (xt) from the predicted value (µt) is predicted by the
factor σt. The prediction of deviation (σt) gives additional information to the
prediction of the signal value (µt). The residue εt is a random variable that models the
unpredictable part of the signal. Because it is unpredictable, the residue εt is
considered independent and identically distributed.

In the remainder of this chapter we will denote xt-n as the 'most recently known signal
value', even if it is not the most recent past value (xt-1). The latter is not yet known to
the system for lag times n > 1. The analysis of models with lag times n > 1 is relevant
for systems that have a delay (lag) in their feedback mechanism. Such systems cannot
adapt immediately to changes of the signal, but react with a delay that is equal to the
lag time. The process of phototransduction in photoreceptors typically involves a
cascade of reactions (see, e.g., Lagnado & Baylor, 1992), each of which may
introduce some delay.
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The choice of µt and σt as a function of known past values determines the specific
model. If these functions are chosen, then the actual values of µt, σt, and εt can be
calculated from the signal {xt}. Due to the lag time (n) and the extent of past values
that are needed to calculate the predictions, the first few samples of a recording can
not be modelled. This start-up time is fixed in our analysis for all models at
768 samples.

The uncertainty measure

The probability density distribution of εt is given by pε(εt) and is measured empirically
by a histogram of residue values. From this distribution, the probability density of the
signal xt is given by
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Using Shannon’s definition H p x p x dx= −∫ ( ) log ( ) , we calculate an uncertainty from

this distribution. The average uncertainty (in bits) of the signal xt is given by
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The summation over t in Eq. 3.3.3 runs over all samples of all recordings (after the
start-up time), and N is the number of samples in this range. The standard error of the
mean (s.e.m.) of H, however, is obtained from calculations of H for single recordings.
The s.e.m. is given by the standard deviation (s.d.) of uncertainty (H) between
individual recordings divided by the square root of the number of recordings
(n = 17).

Each model yields a different uncertainty measure H, because for each model the
distribution of εt and σt values is different. The difference of uncertainty between two
models gives the additional amount of information (in bits) that one model gives
compared to the other. This property makes the uncertainty measure H a valuable
tool to judge the appropriateness of a model.

FIRST ORDER DISTRIBUTION

We will first look at the dynamic range of the time series before considering temporal
dependencies, i.e. we will first look at the first order distribution of intensities (xt).
The calculated histogram of intensities from all samples of all recordings is given in
Fig. 3.3.1. The distribution on a linear scale is very skewed, with a high density at
low signal values, and a long tail of extremely high values. This high skewness makes
it impractical to plot the distribution on a linear scale. Therefore, the intensity xt is
represented on a logarithmic scale (Fig. 3.3.1).
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It follows from the central limit theorem that the intensity distribution is Gaussian on
a logarithmic scale if it is the product of many independent factors (Richards, 1982).
As can be seen in Fig. 3.3.1, the distribution of xt values on a log-scale is indeed quite
close to a Gaussian distribution with a standard deviation (s.d.) of 0.48 log10-units.
The total width is approximately 3 log10-units (including approximately 99% of the
distribution). The distribution of xt on a linear scale (not shown) has unity mean and
an s.d. of 2.1.

It must be noted that the standard deviation (s.d.) of the distribution of xt depends on
the recording length (M, in samples). The power in the signal xt is proportional to the
s.d. squared, but also equal to the total power in the power spectrum (Parseval's
theorem). The power spectrum of the logarithm of xt has a 1/f-shape (see Chapter
3.2), and a domain that is bounded by the Nyquist frequency (f = 1/2) and the record
length (f = 1/M). Knowing that the typical recording of 45 minutes (M = 270000
samples) has an s.d. of 0.48 log10-units, we find for M » 1 that the s.d. of xt in
log10-units depends on the length of the recording as

s.d constant
1

. . log ( )
/

/

≈ ⋅ ≈ ⋅∫ f
df M

M1

1 2

100 21 . (3.3.4)

This relation (Eq. 3.3.4) shows that the s.d. changes only very slowly with changes of
record length M.

The general model (Eq. 3.3.1) that fits the first order distribution is found by setting
µt = 0 and σt = 1, such that

xt t= ε , (3.3.5)

which models each sample (xt) of the time series as an independent and identically
distributed variable (εt). This model has an uncertainty (H) of 1.278 ± 0.078 (s.e.m.)
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FIGURE 3.3.1: The distribution of intensity values on a log-scale (solid line) and a Gaussian fit with the
same mean and variance (dashed line) with the density on a linear scale. The distribution of log10 xt has a
mean of -0.27 log10-units and a standard deviation (s.d.) of  0.48 log10-units. The histogram is built from
4.4⋅106 samples, with a bin width of 0.01 log10-unit.
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bits/sample, independent of the lag time n. Of course, setting µt = 0 and σt = 1 is not
the best prediction. In fact, it is no prediction at all. But we use the uncertainty of this
model as a reference for models with better predictions, which are discussed in the
remainder of this chapter.

PREDICTION OF INTENSITY

The samples of the time series xt are not independent. If a certain sample is very
bright, then we do not expect that the next sample will be suddenly very dark. That
is, we expect that the intensity is coherent over a certain interval.

Prediction by most recent value

A simple prediction (µt) that uses the coherence of the time series, is to predict the
present value of xt as being equal to the most recently known value xt-n. If we do not
make assumptions for σt  (i.e., leave it constant), then the model (Eq. 3.3.1) is given
by

x xt t n t= +− ε . (3.3.6)

This is a first order autoregressive (AR1) model. The residue εt in this model equals
the signal change (xt - xt-n) over a lag time n. The distribution of the residue for the
shortest lag time (n = 1) is given in Fig. 3.3.2A. This distribution has large tails that
decrease more slowly than exponentially. The distribution is zero-mean and has an
s.d. of 0.73, which is fairly high considering that the mean intensity is 1.

The shape of the distribution of the residue does not change significantly for
increasing lag times, except that its s.d. increases. The increase of variance of the
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FIGURE 3.3.2: (A) The distribution of residue values for the AR1 model for lag time n = 1. The residue
values are calculated from the time series as the intensity difference xt - xt-1. The large range of the residue
is clipped in the figure for clarity. (B) The uncertainty associated with the AR1 model as a function of lag
time (solid line) and the uncertainty associated with the first order distribution (dashed line). The error bars
give the standard error of the mean (s.e.m.), which are calculated from differences between individual
recordings.
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residue is related to an increase of uncertainty that is associated with the AR1 model,
which is plotted in Fig. 3.3.2B. The least uncertainty is found, of course, for the
smallest lag time (n = 1), which is -0.563 ± 0.088 bits/sample: 1.8 bits/sample less
than for the first order distribution. At approximately the lag time n = 100
(corresponding to 1 second), the uncertainty associated with the AR1 model has
increased to the same value as for the first order distribution.

Contrast constancy

The sharp distribution of the residue of the AR1 model (Fig. 3.3.2A) is caused by the
large variance of signal amplitude, and the fact that the amplitude of the residue is
proportional to the signal amplitude. The parts in the signal with low amplitude (and
low variance) produce a sharp peak with low residue values, while large signal values
(with large variance) produce the long tails of the distribution. This property is
equivalent to the fact that contrast is independent of signal amplitude, which is called
contrast constancy. We will verify this property experimentally for our data set.

For each two samples xt and xt-n we define the signal amplitude

x
x xt t n=

+ −

2
(3.3.7)

and the absolute variation

∆x x xt t n= − − . (3.3.8)

The data pairs (〈x〉, ∆x) are grouped into bins of specific signal amplitude 〈x〉, using a
bin width of 1/25 log10-units. Then the average absolute variation 〈∆x〉 is calculated
as a function of signal amplitude 〈x〉. The results are shown in Fig 3.3.3.

Fig. 3.3.3 shows that, for a lag time n = 1, the average signal variation 〈∆x〉 is
proportional to the signal amplitude 〈∆x〉. This means that the contrast 〈∆x〉/〈x〉 is
independent of the signal amplitude. Qualitatively the same results are found for
longer lag times n, but with larger average signal variations and slight divergence for
extremely low and high values of signal amplitude.

Using contrast constancy

Having established that contrast constancy is a property of the natural light signal we
want to use this knowledge to enhance our prediction model so that it gives more
information about the signal xt. All our knowledge is incorporated in the model if the
residual variation εt is unpredictable. This can only be true if the residue is multiplied
explicitly by some estimate of the signal amplitude to make the variation of the signal
proportional to its amplitude. When using the most recently known signal value xt-n as
prediction (as in the linear AR1 model of Eq. 3.3.6), we arrive on the relative AR1
model

x xt t n t= ⋅− ε . (3.3.9)
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The resulting distribution of the residue on a log-scale (log10 εt) is given in Fig.
3.3.4A for a lag time n = 1. The distribution is zero mean and has an s.d. of 0.118
log-units. It has approximately exponential tails near the peak value, but somewhat
longer tails towards extreme values. The distribution on a linear scale has a mean of
1.04 and an s.d. of 0.38.

The variance of the residue increases for increasing lag times n, but the shape of the
distribution remains approximately double sided exponential (not shown). The longer
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FIGURE 3.3.4: (A) Distribution of the residue on a log-scale of the relative AR1 model for lag time n = 1

(solid line). The dashed line shows a double sided exponential distribution p(x) = 1
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σ = 0.118. (B) The uncertainty associated with the relative AR1 model as a function of lag time (solid line)
and the uncertainty associated with the first order distribution and the linear AR1 model (dashed lines).
The error bars give the standard error of the mean (s.e.m.) and are calculated from differences between
individual recordings.
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than exponential tails of the distribution at extreme residue values become even less
profound for increasing lag times. The amount of uncertainty that is associated with
the relative AR1 model for n = 1 is -0.938 ± 0.100 (s.e.m.) bits/sample. This is 2.2
bits/sample less than the first order distribution and 0.4 bits/sample less than for the
linear AR1 model. The uncertainty that is associated with the relative AR1 model
increases with increasing lag time n, as shown in Fig. 3.3.4B. The increase rate is,
however, somewhat less than for the linear AR1 model. The uncertainty of the
relative AR1 model is still 0.4 bit less than for the first order distribution after a lag
time of n = 256.

Linear minimum mean square error (MMSE) prediction

The second order correlation in a signal is completely described by its power
spectrum S(f). Both the signal xt and the logarithm of xt have a power spectrum that
is approximately proportional to 1/f, as shown in Chapter 3.2. The most interesting
properties of the 1/f  power spectrum are its scale invariance and the large amount of
power at low frequencies, showing that the signal is correlated over large distances,
but without fixed scale parameter.

The AR1 model takes into account only the last known sample xt-n for its prediction
at lag time n. But because there exists very long correlation in the signal, we may
expect that also values before t-n are important in the prediction. The most simple
model that would incorporate more than one known past signal value into the
prediction would be linear, but because of the contrast constancy of the signal, we
choose a log-linear model, which is linear if we take the logarithm:

log log logx a xt k t k
k n

t= ⋅ +−
≥
∑ ε . (3.3.10)

For lag times n = 1 this equation models the log-signal as an autoregressive stochastic
process of general (infinite) order. The kernel {ak} uniquely determines the shape of
the power spectrum of the stochastic process as
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Kasdin (1995) derives an autoregressive kernel {ak}, for which the stochastic process
has a power spectrum that is asymptotically 1/f  at low frequencies. This kernel is
recursively given by
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(3.3.12)

The first 20 elements of this kernel are shown in Fig. 3.3.5. Elements of {ak} for
large k are propertional to k-3/2.

This kernel has the property that the sum of all the elements is unity, i.e. it has unity
total weight. A problem with this kernel is that it is infinitely long. For the
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calculations here, it has been cut off after k = 256 elements. The elements that are cut
off have a total weight of 0.035. This missing weight is compensated for by adding an
extra fixed weight of 0.035/256 to all the elements within the used range of the
kernel. Because of the limited range of the kernel, the power spectrum of the
stochastic process diverges slightly from 1/f at very low frequencies. Still, the power
spectrum of the stochastic process of Eq. 3.3.10 follows a 1/f characteristic over an
acceptable range, and the divergence is very modest as compared to the power
spectrum that corresponds to the AR1 model, which behaves essentially as 1/f 2.

The minimum mean square error prediction (log xMMSE,t) of the stochastic process
{log xt} equals the expectation value E(.) of the sample log xt given the known
previous values (see, e.g., Papoulis, 1965). Because the total weight of the kernel
{ ak} is unity, we must assume that E(log εt) is zero in order for the stochastic process
to be stationary. The minimum mean square error prediction for lag time n = 1 is then
given by

log (log | , ,...) log,x E x x x a xt t t t k t k
k

MMSE = = ⋅− − −∑1 2 (3.3.13)

and recursively for n > 1 as
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(3.3.14)

An example of the MMSE prediction, given in Fig. 3.3.6, shows that this prediction
is conservative for long lag times, i.e., it does not follow all the details of the signal,
but functions as a smoothing average.

With this predictor we have the MMSE model for any n ≥ 1 given by

x xt MMSE t t= ⋅, ε , (3.3.15)

which is tuned to the power spectrum of the signal and makes a minimum mean
square error prediction, when the error is measured in log-units. Unlike the prediction
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FIGURE 3.3.5: The first 20 elements of the kernel {ak}.



64

of the AR1 model, which equals the most recently past signal value, the MMSE
prediction (xMMSE) is an average over many past signal values.

The distribution of the residue εt for lag time n = 1 is shown in Fig 3.3.7A. This
distribution is very much like that of the relative AR1 model, with double sided
exponential tails and an s.d. of 0.117 log-units. For longer lag times, the shape of the
residue is approximately the same, except that the s.d. of the residue increases and
the longer than exponential tails towards the extreme values become less profound.

The amount of uncertainty that is associated with the MMSE model for n = 1 is
-0.879 ± 0.091 (s.e.m.) bits/sample. This is approximately the same amount as for the
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FIGURE 3.3.7: (A) The distribution of the residue for the MMSE model for lag time n = 1 (solid line) and
a double sided exponential fit with s.d. of 0.117 log-units (dashed line). (B) The uncertainty associated
with the MMSE model as a function of lag time (solid line) and the uncertainty associated with the relative
AR1 model, the linear AR1 model and the first order distribution (dashed lines). The error bars give the
standard error of the mean (s.e.m.) and are calculated from differences between individual recordings.
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FIGURE 3.3.6: An example, one second long, of the signal xt (solid line), and the MMSE prediction
(xMMSE,t) over lag time n = 1 (diamonds) and n = 10 (crosses). The sample frequency is 100 Hz.
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relative AR1 model. The uncertainty that is associated with the MMSE model
increases with increasing lag time n, as shown in Fig. 3.3.7B. The increase rate is,
however, less than for the relative AR1 model. The uncertainty of the MMSE model
is still 0.7 bits/sample less than for the first order distribution after a lag time of 2.56
seconds (n = 256), 0.5 bits/sample after 10 seconds (n = 1000), 0.1 bits/sample after
1 minute (n = 6000) and is equal to the first order distribution only after 1.5 minutes
(n = 9000).

Information of the log-signal

So far, the uncertainty H for various models of the signal xt has been measured on a
linear scale. But it is also interesting to know the uncertainty H*  for models of the
log-signal x*t = log10 xt, because the variability of the log-signal is independent of the
amplitude, due to the property of contrast constancy. The uncertainty H*  for a model
of the log-signal x*t is calculated in the same way as the uncertainty H for the linear
signal xt, except that first the logarithm of the signal is taken.

The first order distribution of the log-signal x*t is different from the first order
distribution of the linear signal xt, and it has a different uncertainty. These
uncertainties, however, cannot be directly compared, because the distributions are
both measured on an arbitrary scale. But we can compare equivalent models for the
linear and log-signal by the information gain of the models compared to the first
order distribution.

A model of the log-signal x*t that is equivalent to the relative AR1 model of the linear
signal xt is

x xt t n t* *= +− ε , (3.3.16)

which is found from taking the logarithm of Eq. 3.3.9 and substituting εt for log εt,
which is just as well a random variable. In the same way, the equivalent of the MMSE
model becomes

x xt MMSE t t* log ,= ⋅10 ε (3.3.17)

The resulting information gain for these models is given by the difference between the
uncertainty of the model and the uncertainty of the first order distribution.
Calculation of the information gain (shown in Fig. 3.3.8) for both the linear and
log-signal equivalent model shows that these information gains are the same within
the standard error (s.e.m.). This means that models for the signal xt give the same
amount of information as equivalent models for the logarithm of xt. This result is the
same for the AR1 model and the MMSE model, and also for all different lag times.
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Non-linear prediction

The models that have been investigated in the previous paragraphs were based on an
optimal linear prediction (in the sense of minimum mean square error and on a
logarithmic scale). It is possible that better predictors exist that are non-linear. Non-
linear dynamic systems that show chaotic behaviour can sometimes be very well
described by an intrinsically low-dimensional model (see, e.g., Peitgen & Saupe,
1988). Such a model is improbable for natural light intensity time series, however,
because the signal is a result of rather complex scanning of complex scenes,
depending on many different factors.

We investigated a non-linear predictor, based on the assumption that the time scale at
which the signal is stable and predictable is not constant. At each time, this predictor
first determines (probabilistically) the length of time over which the signal has been
reasonably constant in the past. Then the prediction is calculated from the signal over
this length of time. The results for this non-linear predictor were, however, not
significantly better than the results for the MMSE model.

Although the existence of a better non-linear predictor cannot be ruled out, it should
be realized that the linear model is already performing quite well. If the signal is
constant during a certain period, then the linear model makes a perfect prediction. If
the signal suddenly changes, because the system crosses a boundary in the visual
field, then the prediction is inaccurate. But a non-linear prediction would be just as
inaccurate if we assume that there is no information in the signal from which the
boundary crossing could be predicted. There may, however, also exist signal features
that are predictable, resulting for example from textures, but it is not likely that such
features impose a large redundancy on the signal.

(A) (B)

1 10 100
0

1

2

in
fo

rm
a

tio
n

 g
a

in
 (

bi
ts

)

lag time (n)

1 10 100
0

1

2

in
fo

rm
a

tio
n

 g
a

in
 (

bi
ts

)

lag time (n)

FIGURE 3.3.8: The information gain (that is, the uncertainty of the first order distribution minus the
uncertainty of the model) as a function of lag time, associated with (A) the AR1 model and (B) the MMSE
model. The solid line gives the information gain on a linear scale (cf. Fig. 3.3.4 and Fig. 3.3.7), wereas the
data point give the information gain of equivalent models for the log-signal x*t. The error bars show the
s.e.m. of the uncertainty from which the data points are calculated.
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Scaling

A sampling rate of 100 Hz was used in the previous paragraphs to study the
properties of the natural light intensity signal. If the signal is truly scale invariant, then
the sampling rate would not make any difference. In order to check this invariance,
the same analysis was performed on the same signal, but at different sampling rates.
A lower sampling rate was obtained by averaging groups of adjacent samples to a
single new sample. The results for the uncertainty H of the various models at various
lag times at four times and sixteen times lower sampling rates are qualitatively the
same as for the original sampling rate. The quantitative difference is that the
uncertainties are approximately 0.1 bits/sample higher for the four times lower
sampling rate and approximately 0.5 bits/sample higher for the sixteen times lower
sampling rate. This increase of uncertainty with scale is consistent with the fact that
the power spectrum of the signal is a bit steeper than 1/f (see Chapter 3.2), which
implies higher contrast at larger scales and therefore more variability and more
uncertainty. The difference in uncertainty between scales is less profound for lag
times n > 1.

Implications for photoreceptor coding

Due to the property of contrast constancy of natural scenes, it is beneficial for a
visual system to be sensitive to relative changes of intensity, rather than to absolute
intensities. This property of visual systems is known as Weber's law. This property
can be achieved by a static logarithmic transformation of the input signal early in the
system. An extra benefit of such a non-linear transformation is that the log-signal has
a Gaussian first order distribution, which is the most efficient distribution for
transferring information through a channel with limited dynamic range (Shannon &
Weaver, 1949). A disadvantage is the large s.d. (0.48 log10-units) of the first order
distribution and the large uncertainty. Models that predict intensity, however, have an
uncertainty that is significantly smaller. Therefore, the redundancy of the signal may
be reduced by intensity adaptation, which is a property known from real
photoreceptors (see, e.g., Burkhardt, 1994). If all redundancy is removed from the
signal, however, then only the residue is encoded, which has long exponential tails in
the case of the AR1 and MMSE model. This makes it more difficult to use the full
dynamic range of the photoreceptor. The predictions over short lag times (n close to
1) have the lowest uncertainty, which means that they have the greatest potential to
reduce the redundancy. In this situation, the AR1 and MMSE prediction are equally
good. When prediction over longer lag time (n » 1) is considered, then the MMSE
model, which uses the 1/f shape of the power spectrum, is better than the AR1 model
to reduce redundancy.

PREDICTION OF CONTRAST

The MMSE model gives an optimal prediction of the signal and accounts for contrast
constancy. Still its residue has long tails, which means that the prediction is often
quite accurate (resulting in a high peak around zero) and sometimes very inaccurate
(resulting in the long tails). If we would know in advance at which time the prediction
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is precise and at which time it is not, then we would have additional information
about the signal xt. The precision of the prediction is related to the contrast of the
signal. High contrast means much variation and imprecise predictions. Low contrast,
on the other hand, means that the signal is very smooth and predictions are good. The
contrast of the signal xt is independent of the signal amplitude (contrast constancy,
which was shown in Fig. 3.3.3), but the contrast may still vary with time. Contrast
constancy is best discriminated from contrast variation if we take the logarithm of the
signal, which makes signal variability independent of signal amplitude.

We evaluate a MMSE model for the log-signal x*t = log10 xt with an explicit contrast
factor c*, which is given by.

x x ct MMSE t t* log *,= + ⋅10 ε . (3.3.18)

The contrast measure c* is calculated from past values x*t, and it is a prediction of
variability of the log-signal, x*t, which is proportional to the contrast of the linear
signal xt. If the prediction is accurate, then it should reduce the long tails of the
distribution of the residue εt that are found for the model of Eq. 3.3.15, which is
equivalent to Eq. 3.3.18 for a prediction c* = constant.

The contrast measure c*r, which is the log-signal equivalent of the r.m.s.-contrast cr

(see Chapter 3.2), is given by

c x xr t t* ( * * )= − 2 , (3.3.19)

which measures the standard deviation of the log-signal x*t over the last 512 known
samples. Note that c cr r* log≈ 10 . This measure does not depend on the lag time n,

but it does depend on the extent of the averaging operation 〈⋅〉, which is here chosen
to be over the last 512 known samples.

The distribution of c*r values for the complete data set is given in Fig. 3.3.9A. This
distribution has a range between 0.02 and 1.14, with a mean of 0.224 and an s.d. of
0.113. The distribution of the residue εt for the model with c*r is given in Fig. 3.3.9B
for a lag time n = 1. This distribution still has exponential tails. The residue has a
mean of 0.01 (nearly zero) and an s.d. of 0.591.

Since the r.m.s.-contrast c*r is not capable of reducing the long tails of the residue’s
distribution, we develop another contrast measure that is tuned to the prediction over
a specific lag time. This is the differential contrast c*d which measures the root mean
square difference of the signal over a lag time n. The differential contrast c*d is
defined as

c x xd t t n* ( * * )= − −
2 , (3.3.19)

where the average <⋅> is over the last 256 known signal values. This contrast
measure depends on the lag time n. The distribution of c*d values is given in
Fig. 3.3.10A for n = 1 and n = 256. The total range of contrast values c*d is between
0.01 and 0.65 with a mean of 0.110 and s.d. of 0.044 for n = 1, and between 0.02 and
2.04 with a mean of 0.337 and s.d. of 0.187 for n = 256.
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The distribution of the residue is given in Fig. 3.3.10B for lag time n = 1, but it is
approximately independent of n. The distribution has a less sharp peak than the
residue distribution of the MMSE model without contrast, but still has long
exponential tails. The mean value is 0.005 and the s.d. is 1.093 log-units.

The uncertainty H*  that is associated with the contrast models is given by the lines in
Fig. 3.3.11. The results for the contrast models are not significantly different from the
MMSE model without contrast (given by the data points with the error bars).

The results for the contrast models depend on the window size over which the
contrast is calculated. If a short window is chosen, then the contrast is dominated by
a small number of events and will not give an accurate judgement of the precision of
the current prediction. On the other hand, if the window is chosen very large, then
the contrast is averaged over time and will be almost constant and not discriminate
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between precise and imprecise predictions. A few other window sizes have been tried
(128 and 64 samples long). The effect on the uncertainty is found to depend on the
lag time n (larger lag time n needs a larger window), but to be less than 0.1
bit/sample, which is not significant compared to the s.e.m. of the uncertainty
measurements.

Contrast adaptation

It is unlikely that much better (more accurate) contrast measures can be found, since
peaks and jumps in the signal are the result of apperently unpredictable boundary
crossings. Therefore, the long exponential tails of the residue can probably not be
reduced. Although a prediction of intensity and including contrast constancy in the
model gives a significant information gain (Fig. 3.3.7B), including a prediction of
contrast does not (Fig. 3.3.11). This means that the redundancy of the signal cannot
be further reduced by contrast adaptation at the photoreceptor level. There is,
however, evidence of contrast adaptation in later stages of the visual system (see,
e.g., Smirnakis et al., 1997; van Hateren, 1997). These stages differ from the
photoreceptors, because they have strong spatial interactions. It is likely that
spatio-temporal contrast variation imposes a large redundancy on the signal, but this
can only be examined from spatio-temporal (video) data.
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FIGURE 3.3.11: The uncertainty H*  as a function of lag time n, for the model with c*r (solid line) and for
the model with c*d  (dashed line). The results for the MMSE model without contrast are given by the data
points with error bars for comparison.


