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Part I

O N Y O U R M A R K S





1
G E N E R A L I N T R O D U C T I O N

It’s About Time — in this dissertation. Both in its literal and metaphorical sense.
Literally, to understand how we process time. Metaphorically, to understand
how time, once processed, is used to anticipate that It’s About Time for an event
to happen. For example, It’s About Time that I finish my dissertation. But how
do I know? First, I must have a temporal expectation of when an event should
happen (after 4 years). Second, information should be available about the time
since the moment of the expectation (which is now about 4 years). Based on
the outcome of these two processes, I know the 4-year deadline is approaching
and that It’s About Time to finish my dissertation.

This simplified example illustrates the two key processes – setting a temporal
expectation and tracking time – under study of this dissertation. I argue that
these timing processes underlie most of our behavior, even though we are
hardly aware of it. Especially for behavior in the range of tens of milliseconds to
seconds (known as interval timing: Buhusi & Meck, 2005; Paton & Buonomano,
2018), these timing processes are often completely automatized and happen
outside awareness. Probably, up to now, you have never considered that while
the shower water heats, the brain somehow keeps track of the time. By using
your shower, you form an implicit estimate of when the water is heated up.
Based on this estimate, you can prepare to hop under your warm shower at the
right time. There are ample examples of such implicit timing behavior: the time
it takes for someone to open the door after ringing the bell, the pasta to boil,
a web page to load, or a payment by card to succeed. Did you ever consider
why you suspect that the previous hiccup might have been the last1? Based on
a series of hiccups you have formed an estimate of the time in between each
hiccup, when approaching that time you start to expect your hiccups to stop.
Undoubtedly, by interacting within our world we adapt our behavior to its
temporal structure.

The temporal structure of our world is made up of the temporal order in
which events happen, how long they take, and the interval in between them.
Just as a series of tones form the temporal structure of a music sheet. Temporal
properties that repeat at certain intervals (e.g., the interval between turning on
the shower and the water getting warm) can be used to generate predictions

1 A fundamental question that the intellectual alcoholic character (Venya) asked himself
in Yerofeyev’s Moscow-Petushki (1973).
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and allow us to anticipate when future events take place. The focus of my
research is how we learn about and adapt to nature’s temporal structure from
experience. Before outlining the content of my dissertation, I briefly set the
stage for the ideas and work presented in it. Starting with introducing one of
the key concepts in cognitive neurosciences: the predictive brain. A theoretical
framework that has been related to most, if not all, cognition and behavior.

predictive brain

We live in a world that is ever unfolding to us. As processing information
takes some time, solely reacting to the flood of information we face would
make us increasingly out of tune with our world. The prominent ‘predictive
coding’ theory in cognitive sciences postulates that instead of passively reacting,
the brain constantly predicts incoming input (Bubic et al., 2010; Clark, 2013;
Friston, 2005, 2010; Friston & Stephan, 2007). In this way, we can prepare for an
event before it takes place, thereby decreasing the processing time of incoming
information so that we do not become lagging behind reality.

Within this framework, it is often conceptualized that the brain bases its
predictions on an internal model of the outside world. Constantly, the brain
updates its internal model through interactions within our world. A mismatch
between the predicted and actual outcome leads to an update of the brain’s
model, while a match strengthens its belief in its model. This ongoing polishing
process is deeply related to memory. It is only by integrating the memories
of events in the world that the brain can represent an internal model of the
outside world.

Not all incoming input is integrated into this internal world model. From
an ecological perspective this would be unnecessary as most of the world’s
details are irrelevant for behavior. The exact font of this text is really not
important while reading this dissertation. Additionally, integrating all the
world’s information in full detail likely burdens the brain’s storage capacity.
Instead, through exploration of the world, the brain distills the aspects that are
relevant for behavior and capitalizes upon the largely irrelevant details of the
world. In this way, the brain holds a simplified, compact model of the world
that can be used to generate predictions of relevant events that might occur in
the future.

In sum, the predictive coding framework posits that the brain is by no
means a passive system aiming to veridically represent a static world. Quite the
contrary, the brain continuously generates predictions in order to act instead
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of react to an ever-unfolding world. This active state facilitates perception and
behavior, decreasing the time it takes to process information, thereby leading
to faster recognition, interpretation, and meaning of our world’s surroundings.

temporal expectations

As I exemplified earlier, time is integral to all predictions (e.g., hopping under
an agreeably warm shower). Though, the temporal aspects of behavior guided
by predictions have received relatively less attention. The predictive coding
framework, originated from Helmoltz’s ideas on perception (Friston, 2005),
has mainly focused on how the brain represents and integrates its predictions
of what comes next. In other words, we have learned a lot about ‘snapshots’
of predictive perception and action. However, the picture is less clear, in my
opinion, with respect to how predictions unfold - from snapshot to snapshot -
over time (see Nobre & Ede, 2018, for a similar argumentation). How do we
represent a temporal internal world and use it to generate predictions about
when an event is likely to happen? Fortunately, this question has recently
received more general interest. In the following, I briefly review four topics of
this literature that serve as the key ingredients of my dissertation.

timekeepers

The bare requirement to predict an event’s timing is a system that keeps track of
the time. Early on, in the tradition of phrenology, cognitive psychologists have
theorized about the brain’s central clock that would track time analogously
to the ticking of a clock’s hand (e.g., Hoagland, 1933). There is now, however,
a wide held consensus that such a central timekeeper does not exist for the
range of milliseconds to seconds2. Instead, time is believed to be intrinsic to
many of the brain’s neural dynamics (Buonomano & Laje, 2010; Ivry & Schlerf,
2008). In principle, any dynamic pattern of activity that predictably unfolds
over time can be used to track time. In this vein, time is not a product of a
specialized, clock-like neural circuit, but instead emerges as a ‘free’ by-product
of different neural dynamics (see Chapter 6 for a detailed review of timing
theories). It has been shown that the brain is packed with such local, intrinsic

2 Of note, at a much larger time scale of ~24 hours, there is a central clock that controls
circadian rhythms (Reppert & Weaver, 2002). There is no evidence, however, that
this clock serves a role in interval timing processes (Buhusi & Meck, 2005; Paton &
Buonomano, 2018)
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timekeepers spread throughout the entire brain (see Paton & Buonomano, 2018,
for a review).

time modulates

There is ample evidence that these timekeepers allow us to modulate cognition
and behavior in time. Take, for example, the simple but elementary finding
that responses to an impending moment speed when preceded by a warning
signal (Hohle, 1965; Niemi & Näätänen, 1981; Woodrow, 1914). An athlete
who misses the warning signal ‘Get Set...’ at the start of the race, certainly
would take off later than the opponents. This must imply that the warning
signal elicits a temporal process that governs the readiness to respond, allowing
athletes to get ready to take off as fast as possible. This process is known as
temporal preparation (Los et al., 2014; Niemi & Näätänen, 1981). In addition
to speeding responses, studies have indicated that temporal preparation can
facilitate perceptual processes, speeding the encoding of relevant information
(Bausenhart et al., 2007; Correa et al., 2005; Jepma et al., 2009; Rolke & Hofmann,
2007; Vangkilde et al., 2012; Vangkilde et al., 2013).

More recent studies show that, in addition to the speeding of responses
and low level perceptual processes, more high level cognitive processes are
also guided by temporal expectations. For example, temporal expectations can
tune working memory by prioritizing the relevant information (van Ede et al.,
2018; van Ede et al., 2017) and protecting information from interference (Gresch
et al., 2021). There are many other examples of how temporal expectations tune
general cognition like attention (see section 1: Nobre & Coull, 2010), decision
making (Hawkins & Heathcote, 2021; Miletić & van Maanen, 2019), metacog-
nition (Kononowicz et al., 2019; van der Mijn et al., 2020), and reinforcement
learning (Hamilos et al., 2021; Mikhael & Gershman, 2019).

time and memory

As described in the section ‘Predictive Brain’, memory is integral to representing
an internal world model that forms the basis of predictions. Likewise, memory
is required to create a temporal internal world. It is through the storage of past
experiences in memory that we set our temporal expectations of an event’s
timing. Without memory there are no temporal expectations, and without a
reference to time, no reason to time an event.

This deep link between time and memory was recognized early on in both
classical and operant conditioning research (Schneiderman & Gormezano,
1964; Skinner, 1938). One of the many examples of conditioning is an air puff
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eliciting an eyeblink in rabbits: Repeatedly pairing the delivery of the air puff
(unconditioned stimulus, US) with a sound (conditioned stimulus, CS) makes,
after learning, the rabbits associate the sound with the air puff, thereby closing
their eyes when only hearing the sound (conditioned response, CR). It has been
shown that the interval in between the CS and US is critical for associative
learning in two ways. First, a complete random interval (i.e., CS can happen
before or after US) does not lead to a CR (Balsam & Gallistel, 2009). Second,
this interval guides the timing of the CR. For example, rabbits do not just keep
their eyes closed in anticipation of an air puff, but only do so around the point
in time of expected delivery (Mauk & Ruiz, 1992; Schneiderman & Gormezano,
1964).

Similar to rabbits learning to blink at the right time, humans can learn
to optimize preparation at expected points in time. From the early 1900’s
(Woodrow, 1914) to today (this dissertation; Grabenhorst et al., 2021; Nobre &
Ede, 2018; Salet, Kruijne, van Rijn, Los et al., 2022; Visalli et al., 2021), studies
have shown that temporal preparation is by no means a static process, keeping
preparation at a constant elevated level. Instead, through temporal expectations,
preparation is optimized around the time we expect an event to take place:
An athlete aims to peak its readiness at exactly the go signal. These temporal
expectations are built from memory of past experiences with the event subject
to timing (Los et al., 2014, 2017; Salet, Kruijne, van Rijn, Los et al., 2022): from
recent experiences of a few seconds ago (Drazin, 1961; Los & van den Heuvel,
2001; Steinborn & Langner, 2012; Woodrow, 1914; Zahn et al., 1963) to long-term
memory experiences that can last over weeks (Crowe & Kent, 2019; Kruijne
et al., 2021; Los et al., 2017; Mattiesing et al., 2017). In other words, through new
experiences stored in memory, our internal temporal world is continuously
polished to match the temporal structure of the outside world.

time is implicit

Perhaps, my descriptive explanation of the cognitive processes of focus made it
sound like they are under voluntary, strategic control. Though, as I stressed
before, by far, most of our temporal behavior expressed on the scale of tens of
milliseconds to seconds is implicit and happens outside our voluntary control.
The brain’s default mode is to continuously generate temporal predictions,
implicitly. This is of course not to say that timing behavior is never explicit
(Coull & Nobre, 1998; Griffin et al., 2001; Griffin et al., 2002; Nobre, 2001): think
of the example of an athlete awaiting the ‘Go!’ signal or a musician anticipating
the next note. However, that they differ in their subjective awareness does not
necessarily imply that they are two completely different processes. For example,
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the contingent negative variation (CNV), a neural signature that reflects the
temporal expectancy of a relevant event (but not the temporal source itself;
van Rijn et al., 2011), is involved in both explicit (Pfeuty et al., 2003, 2005) as
implicit timing tasks (Praamstra et al., 2006).

outline dissertation

Evidence like the above showing that time is integral to cognition and behavior
keeps accumulating (and I have only referred to a very small part of it). Al-
though this growing collection of evidence from a vast range of psychophysical
and neurophysiological methodologies is insightful, the collection is somewhat
fragmented. It is not always clear how different findings relate and what they
have in common. In my dissertation, I attempt to bring (some of) them under a
common theoretical umbrella that views memory as a key principle underlying
this collection. To summarize the proposal in one sentence:

I propose that associative learning between the intrinsic timekeeper capabilities of the
brain and exploring the world through interactions with events, holds the promise of

offering a general mechanism that adapts behavior to nature’s temporal structure.

Aside from this theoretical approach, I pursue an experimental approach that
starts to close the gap between the lab and the world. Typically, our experiments
are a very simplified reflection of the demands posed by our uncertain, ever-
changing world. I argue that this might have important theoretical implications.
This ‘lab versus nature’ contrast is a theme that will return in different chapters
(see section ‘From Theory to Naturalistic Settings’ below).

on your marks

This dissertation is divided into three parts, imagining
an athlete at the start of the race: ‘On your marks’, ‘Get
set...’, ‘Go!’. Part I (this introduction), On your marks,
should have put you in a good starting position for
the rest of my dissertation. Part II, Get set..., gives you
some time to dive into the dissertation’s theoretical
and experimental work. Part III, Go!, reflects on the
dissertation’s implications for future work.
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get set. . .

fmtp: the theory

Chapter 2, the backbone of my dissertation, in-
troduces the theoretical framework: the formalized
Multiple trace theory of Temporal Preparation
(f MTP). By building on established computational
principles from the domains of interval timing,

motor planning, and associative memory, f MTP formalizes the above
proposal that adaptive timing emerges from associative learning between
the brain’s intrinsic timekeepers and action. We based and tested f MTP
on the rich literature of temporal preparation, the cognitive process that
takes place when anticipating future events. As already introduced (sec-
tion ‘Time and Memory’), as a result of more than 100 years of research,
we know that temporal preparation is modulated by memory across a
vast range of time scales: from previous experiences that happened only
a trial ago to long-term memory effects that can last for weeks.

The theoretical puzzle is to explain the unifying cognitive mechanisms
that lead to the expression of temporal preparation at these very different
time scales. Traditionally the field has been dominated by probability
theories, most famously the hazard function (Janssen & Shadlen, 2005;
Niemi & Näätänen, 1981; Nobre et al., 2007; Trillenberg et al., 2000;
Vangkilde et al., 2012; Vangkilde et al., 2013), but also more recently
probability density functions (Grabenhorst et al., 2021; Grabenhorst et
al., 2019) and Bayesian probabilities (Meindertsma et al., 2018; Visalli
et al., 2021; Visalli et al., 2019), proposing that preparatory behavior
results from a process maximizing preparation at time points that have a
high probability that a target stimulus appears. However, these theories
fail to offer a complete account of all empirical phenomena and lack
cognitive interpretability. We argue that, instead of explicitly or implicitly
calculating probabilities, such preparatory behavior naturally emerges
from f MTP’s learning mechanisms. With associative memory as its
driving force, we show that f MTP outperforms probability theories at
explaining all empirical time scales.
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from theory to naturalistic settings

In Chapters 3 to 5, we stipulate two contrasts between experiments
and the world. First, where in experiments the intervals to be timed
are isolated in discrete trials, the temporal structure of our world is
much more complex: We constantly face ongoing streams of parallel
actions and events that happen in a certain temporal order, last for some
time, and have some time in between them. Second, intervals are rarely
explicitly cued to be relevant for behavior as they commonly are in
experiments. Instead, their relevance only becomes apparent through
learning from interacting within complex temporal structures, while
we are hardly ever aware of the temporality of our behavior. These two
contrasts illustrate differences in the computational requirements of
acting to ‘simple intervals’ in experiments versus ‘complex intervals’
embedded in nature’s streams of ongoing actions and events. To invest-
igate the learning processes that capitalize on the information embedded
in complex temporal structures, we must move beyond our simplified
experiments and develop paradigms that conform to nature’s complex
demands.

This is what we did in Chapter 3. Here, we present a paradigm, called
‘Whac-a-Mole’ (WAM), to start closing the gap between experiments and
the world. WAM does not consist of discrete trials, but instead of three
simultaneous streams of sudden-onset targets (‘moles’) that participants
hit to collect points. We investigated whether participants capitalize on
WAM’s complex temporal structure by embedding a regular interval that
could be used to anticipate when to act. Indeed, although participants
were completely unaware of this regularity, we found faster and more
accurate responses for targets appearing at regular versus irregular
intervals. Under the framework of statistical learning (e.g., Fiser & Aslin,
2001; Olson & Chun, 2001; Saffran et al., 1996; Turk-Browne et al., 2009;
Yu & Zhao, 2015; Zhao et al., 2013), this ‘regularity benefit’ can be
understood to arise because participants implicitly distilled the regular
interval from the otherwise variable environment (i.e., irregular intervals)
to predict future (regular) targets.

In Chapter 4, however, we show the challenges of letting go of the
rigorous controlled methods of ‘trial-by-trial’ experiments. Although we
made sure in WAM that the irregular targets were completely unpre-
dictable, we found unexpected adaptation to them. As a consequence of
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temporal preparation, responses speeded up and became more accurate
with longer intervals. In fact, when considering temporal preparation,
we no longer found evidence for a regularity benefit. This illustrates
that when using complex paradigms such as WAM, one might intro-
duce other temporal and nontemporal aspects that unexpectedly drive
behavior. Intriguingly, however, these new findings showed temporal
behavior to be much more adaptive than we previously thought: Instead
of merely adapting behavior to a single regular interval, we found parti-
cipants to track, in parallel, the timing of all three targets, and use this
to anticipate when to act.

In Chapter 5, we deepen our understanding of these findings in an
extension of WAM in which we independently vary action and location.
First, we show that participants not only track the timing of the three
targets (as in Chapter 4), but can even do so for action and location in
parallel. That is, participants both anticipated, for three targets in two
dimensions, what action to perform next and what location to attend.
We then turn to our f MTP model and illustrate in a proof of concept sim-
ulation that its principles, built and tested on conventional ‘trial-by-trial’
experiments (Chapter 2), naturally give rise to behavior as observed in
WAM. Taken together, this line of WAM experiments show temporal
behavior to be much more adaptive than we previously anticipated.
These new insights additionally illustrate the value of studying timing
behavior in more naturalistic settings, as we sought to do with WAM.
Due to the simplified nature of most experiments, decreasing the tem-
poral demands compared to naturalistic settings, they do not allow us to
appreciate the complete picture of the complexity of adaptive behavior
in nature.

go!

In Chapter 6, we reflect on the implications of
theoretical thinking in the interval timing field
when going from Theory to Naturalistic Settings
(Chapters 3 to 5). We argue that the idea that
time arises from a central clock in the brain, by
now a revised idea (see section ‘Timekeepers’),
still lingers in our theorizing. That is, our theories
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and experiments embody the implicit assumption that clearly marked,
isolated ‘stopwatch-like’ intervals are the fundamental unit of time in
our environment. This assumption ignores the challenges of interacting
within our uncertain, dynamic surroundings. We introduce an ‘intrinsic-
adaptive view’ of timing to stimulate interval timing researchers to think
beyond ‘stopwatch-like’ intervals and to consider how organisms learn
about and adapt behavior to nature’s complex temporal structure.

Lastly, in Chapter 7, I discuss this dissertation’s implications and scope
for future work. In particular, I reflect on the role of theory building
in temporal preparation and consider a broader research strategy to
continue beyond this dissertation. Additionally, regarding the disser-
tation’s experimental approach, I reflect on the meaning and value of
‘ecologically valid’ research. Taken together, these discussions contribute
to the future prospects of the research program laid down in this disser-
tation. That is, a program that stimulates the interaction between formal
theories and naturalistic experiments to study the associative learning
rules underlying the impressive adaptivity of timing behavior.

So now that you are

on your marks

it’s about time to...
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