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6
S T I L L S T U C K W I T H T H E S T O P WAT C H

Time is an integral part of all adaptive behavior; we continuously adapt to
the dynamic structure of an ever-changing environment. Recent theoretical
approaches have moved from the idea that time arises from specialized stopwatch-
like mechanisms, instead proposing the view that time is inherently encoded
in a host of neural dynamics. However, we argue that much of our theorizing
is — even when an intrinsic view is proposed — still driven by the implicit
assumption that clearly marked, isolated stopwatch-like intervals are the funda-
mental unit of time in our environment. This assumption ignores the challenges
of interacting with an uncertain, ever-changing environment: (a) Relevant
intervals need to be distilled from a continuous stream of actions and events,
and (b) time is never estimated for its own sake but instead used to adaptively
tune cognition. We discuss an “intrinsic-adaptive” view that, in contrast to
studying isolated stopwatch intervals, considers how organisms learn and adapt
behavior to temporal structures from experience in natural worlds.

This chapter has been published as:
Salet, J. M.*, de Jong, J.*, & van Rijn, H. (2022). Still Stuck with the Stopwatch. Behavioral
Neuroscience. https://doi.org/10.1037/bne0000527

* shared first authorship of which the order was determined by flipping a coin.
Big thanks to the Temporal Cognition group (Wouter Kruijne; Robbert van der Mijn; Atser
Damsma; Nadine Schlichting; Sarah Maaß; Martin Riemer) for the critical discussions that
eventually led to writing this perspective piece.

https://doi.org/10.1037/bne0000527


go! – ch . 6 144

All of our behavior happens in time and unfolds in our constantly
changing environments. For adaptive behavior, we must anticipate and
prepare for both what happens next and when. The temporal aspects
of such anticipatory behavior, when expressed on the scale of tens of
milliseconds up to a minute, are known as interval timing (Buhusi
& Meck, 2005). Many articles about interval timing provide a context
by listing examples from daily life in which time and anticipation are
said to be crucial, from crossing a busy street to taking turns in a
conversation. Although these examples seem to provide an elegant real-
world context, here we argue that similarities between these examples
and typical conceptualizations of interval timing are, at best, superficial.
Even though modern theories can, in principle, account for realistic
timing, we argue that theorizing is still driven by the implicit assumption
that organisms track artificial, clearly delimited “stopwatch intervals’.

In this perspective, we introduce the “intrinsic-adaptive” timing view
and stipulate the contrast between these experimentally isolated and
explicitly cued stopwatch intervals versus intervals in our temporally
structured world. We will argue that this is an important theoretical
contrast and discuss the challenges and promises for current timing
theories when moving beyond stopwatch intervals. Below, we first dis-
cuss current timing views, previously categorized as the dedicated and
intrinsic views. Next, we state the problem of studying stopwatch inter-
vals and introduce our intrinsic-adaptive view. Our view highlights two
challenges, namely, how stopwatch intervals are learned from a continu-
ous stream of events, and how representations of stopwatch intervals
may adaptively tune cognition. Finally, in the Concluding Remarks sec-
tion, we discuss how the dedicated, intrinsic, and our intrinsic-adaptive
views relate, and reflect on experimental paradigms that typically use
stopwatch intervals.

classic timing views
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dedicated timing

At its core, dedicated theories of interval timing claim that some set of
specialized mechanisms is responsible for tracking intervals. Theorizing
about the sense of time in terms of specialized “clocks” has a long history
(e.g., Hoagland, 1933). The first formal models of interval timing (Creel-
man, 1962; Gibbon et al., 1984; Treisman, 1963) subscribe to prototypical
instances of “internal clock” mechanisms that encode temporal informa-
tion (Figure 6.1, left panel). In short, these pacemaker–accumulator (PA)
models, most famously scalar expectancy theory (SET; Gibbon et al.,
1984), assume that the start of a relevant interval signals a counter to start
accumulating “ticks” that are continuously emitted from a pacemaker.
The number of accumulated ticks represents elapsed time since the start
of the interval and can be used in ongoing decision-making. When the
interval stops, the counter stops and the number of ticks representing
the interval can be stored in memory for later use. Importantly, this
internal clock system can represent intervals from any modality, as long
as they are marked by clear on- and offsets.

Two main sources of evidence support PA models. First, a range of
interval timing phenomena show remarkable similarities regardless of
input and output modality, such as behavioral signatures (Merchant
et al., 2008), neural activity (Nani et al., 2019; Wiener et al., 2010), lesion-
induced deficits (Coull et al., 2011), and pharmacological modulations
(Coull et al., 2011). These findings suggest significant functional special-
ization of timing functions (Merchant et al., 2013). Second, hypothesized
subcomponents of the internal clock (e.g., pacemaker, accumulator, and
working memory) can be experimentally isolated and manipulated
separately (Allman et al., 2014). Functional specialization of subcompon-
ents, however, is not exclusive to PA models. Such specialization is a
prominent theme in many biologically detailed “dedicated” models. For
instance, the striatal beat frequency (SBF Matell & Meck, 2004) model
ascribes timing functions for several major neural pathways, such as
dopaminergic and cholinergic pathways for controlling oscillator rate
and memory, respectively. Indeed, pharmacological manipulations and
systematic lesioning of these pathways alters timing performance in a
manner consistent with their proposed roles (Oprisan & Buhusi, 2011).
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Figure 6.1: Theoretical Perspectives on Interval Timing. Illustrating the con-
ceptual issue that the interval used to study how an organism tracks and
adapts to intervals embedded in temporally structured environments (“Out-
side”; top row) is still contrived by thinking in terms of a stopwatch (“Inside”;
bottom row). Left panel: Dedicated view in which a specialized stopwatch-like
mechanism (“Inside”) tracks a stopwatch interval (“Outside”). Middle panel:
Intrinsic view that envisions stopwatch intervals (“Outside”) as a by-product
of many different neural dynamics; thereby replacing the stopwatch’s hand
(“Inside”). Right panel: Intrinsic-adaptive view inquiring how an organism
can adapt its intrinsic timing abilities (“Inside”) to the temporal structure
embedded in the glut of concurrent intervals (“Outside”). See Buzsáki (2019)
for a similar inside–outside reflection on understanding the brain and beha-
vior. The illustrations of the neural stopwatches are available as vector images
(https://osf.io/xvqbm/).

Although the dedicated view is historically linked to PA models and
thereby to the conceptualization of an internal clock, the dedicated view
can be quite nuanced. That is, the view mainly relates to whether timing
should be considered modular (Ivry & Schlerf, 2008). Consider the ex-
ample of color perception, despite its complexity, it is often considered
a separate module in the visual system. The mechanisms underlying
color perception are thought to exclusively deal with color, and other
modules gain their sensitivity to color only from these specialized mech-
anisms. Modules are also thought to be localized in specific regions
in the brain or networks. The dedicated timing view, however, mainly
states that there are specialized mechanisms for timing, whereas claims
of exclusivity and localization are largely secondary.

https://osf.io/xvqbm/
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A recent example of nuances in the dedicated view comes from a
prominent “dedicated” class of models, time-adaptive drift diffusion
models (TDDMs Simen et al., 2013). This class of models neither claims
exclusivity of timing mechanisms, nor precise localization in the nervous
system. TDDMs have been extensively integrated with decision-making
(for a review, see Balcı & Simen, 2016), demonstrating that the same
mechanisms responsible for tracking time could also be responsible for
decision-making. Further, in a comprehensive review article, the pro-
ponents of TDDMs state that “the simple machinery of the new model
we propose could be instantiated throughout the brain” (Simen et al.,
2013, p. 164). Nevertheless, TDDMs propose a specialized mechanism re-
sponsible for interval timing, and explicitly argue against other possible
mechanisms (Simen et al., 2013). In sum, the dedicated view proposes
that there is a specific set of mechanisms, possibly localized in specific
brain areas or networks, possibly exclusively, tracking time.

intrinsic timing

Opposed to the idea of specialized neural mechanisms, the intrinsic
timing view (Buonomano & Laje, 2010; Ivry & Schlerf, 2008) proposes
that time is intrinsic to the brain’s neural dynamics and can naturally
emerge as a by-product of these dynamics. This view is supported by a
wealth of empirical and theoretical evidence showing that signatures of
interval timing can be observed in different neural dynamics (illustrated
in the middle panel, Figure 6.1): leaky integrators (in the context of
memory; e.g., Shankar & Howard, 2012; Tsao et al., 2018); oscillatory
dynamics (often in context of rhythmic timing; e.g., Large & Jones, 1999);
neural circuits’ state dynamics (e.g., Buonomano & Mauk, 1994; Laje &
Buonomano, 2013); ramping dynamics toward a threshold (e.g., Balcı &
Simen, 2016; Emmons et al., 2017; Murakami et al., 2014); complex neural
trajectories (e.g., Sohn et al., 2019; Wang et al., 2018); and sequential
activity patterns (often referred to as “time cells” Eichenbaum, 2014;
Pastalkova et al., 2008). Additionally, these different neural dynamics
are observed throughout the brain: parietal cortex (Harvey et al., 2012;
Hayashi & Ivry, 2020; Jazayeri & Shadlen, 2015); motor cortex (Coull
& Nobre, 1998); prefrontal cortex (e.g., Meirhaeghe et al., 2021; Tiganj
et al., 2018); sensory cortex (e.g., Shuler & Bear, 2006); basal ganglia
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(e.g., Adler et al., 2012; Mello et al., 2015); cerebellum (e.g., Heiney et al.,
2014; Ivry et al., 2002); and hippocampus (e.g., MacDonald et al., 2011;
Pastalkova et al., 2008).

These findings support the intrinsic view that the brain is endowed
with a rich repertoire of neural dynamics that inherently carry temporal
information. As a consequence of this fruitful research program, there
is no need to think in terms of specialized stopwatch-like mechanisms
and instead the brain can be conceptualized as an organ fully packed
with many intrinsic stopwatches (see Paton & Buonomano, 2018, for a
review).

a nuance to the dedicated versus intrinsic

debate

It is important to emphasize that the dedicated and intrinsic views are
often specified at different levels of description. This can be appreciated
using Marr’s three-level scheme for understanding cognitive systems
(Marr, 1982): computational level (formalization of the problem to be
solved), algorithmic level (representations and transformations used to
solve the problem), and implementation level (physical realization). In
the following, we use this three-level distinction to relate and contrast
current theoretical views and to introduce our intrinsic-adaptive view.
A detailed discussion of Marr’s levels (e.g., Peebles & Cooper, 2015),
however, is beyond the scope of this article.

Following Marr’s scheme, we observe that the dedicated and intrinsic
views are typically specified at different levels of description. The ded-
icated view starts with a clear analysis of the computational problem
faced by the organism (Figure 6.2, computational level): How does an or-
ganism track and adapt to intervals in their environments? This analysis
typically booked successes at the algorithmic level (Figure 6.2), offering
solutions that are often agnostic about their physical implementation (for
some exceptions, see e.g., Almeida & Ledberg, 2010; Simen et al., 2013).
In contrast, the intrinsic view is typically specified at the implementation
level (Figure 6.2) that is mainly concerned with physiologically plausible
implementations, from which algorithms can be empirically studied (Z.
Bi & Zhou, 2020; Buonomano & Laje, 2010; Buonomano & Merzenich,
1995).
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Figure 6.2: A Reflection of the Levels Of Analysis in Understanding Interval
Timing. SBF = striatal beat frequency; TDDM = time-adaptive drift diffusion
model. Timing views operate on different levels of description. The “problem”
of interval timing in natural worlds is identified at the computational level.
Left: the dedicated view typically “starts” with computational analyses result-
ing in algorithmic solutions, and sometimes neural implementations. Middle:
the intrinsic view usually “starts” with neural implementations, from which
algorithms can be empirically studied. The stopwatch in between the compu-
tational and algorithmic level reflects the dedicated and intrinsic assumption
of the isolated stopwatch interval. Right: the intrinsic-adaptive view stresses
the complexity of the computational problem, which encourages unifying both
dedicated and intrinsic “directions.” Note that this illustration merely serves as
a general reflection: Not all interpretations of the views fit this scheme.
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Considerations about levels of analysis nuances the “clash” between
dedicated and intrinsic views. We do believe that the intrinsic view rep-
resents a serious alternative to the hypothesized neural and algorithmic
implementations of dedicated theories (Paton & Buonomano, 2018).
However, alternative neural implementations do not invalidate the ded-
icated view as a whole. Dedicated models are usually agnostic about
their neural implementation (e.g., SET Gibbon et al., 1984). But even
when dedicated models do specify a neural implementation, they are
constrained by the computational and algorithmic level (Namboodiri
et al., 2016; Simen et al., 2011). Therefore, when evidence points to dif-
ferent (or additional) neural mechanisms underlying interval timing,
this has little to no implications for the “dedicated” computational or
algorithmic level. Indeed, several theories that make formal assumptions
about optimal timing (or decision-making) can explain a wealth of be-
havioral data (Namboodiri et al., 2016; Simen et al., 2013). While these
theories do hint at specific neural implementations (mostly those that
resemble internal clocks), their explanation of behavioral data does not
hinge on those neural implementations.

did the intrinsic view get rid of the

stopwatch?

Regardless of a theory’s preferred level of description, we observe that
stopwatch-like intervals still frame our thinking. This consideration is
illustrated in Figure 6.1. The top row “Outside” represents the computa-
tional problem to be solved by the organism, that is, how an organism
tracks and adapts to intervals embedded in temporally structured envir-
onments. The bottom row “Inside” represents the algorithmic solutions
and neural mechanisms proposed to solve the computational problem.
The left panel of Figure 6.1 illustrates the view in which processing an
interval is solved by a specialized system that, analogously to a stop-
watch, measures intervals by registering on- and offsets. The middle
panel of Figure 6.1 illustrates the view that the processing of an interval
is intrinsic to many neural dynamics. This shift in thinking has been
mainly driven by advances on the “Inside” part, resulting from research



151 still stuck with the stopwatch

programs seeking neurally plausible constructs of the brain’s stopwatch.
Under this view, it is unlikely that specialized timing mechanisms (i.e.,
stopwatches) underlie all interval timing. Instead, evidence points to
the view that different intrinsic neural dynamics can be used to time.
Proponents of this intrinsic view have therefore advocated to get rid
of the unnecessary specialized stopwatch. A consideration that found
support in computational work (Karmarkar & Buonomano, 2007; Laje &
Buonomano, 2013, e.g., ) showing that empirical timing phenomena can
emerge from general, intrinsic properties of neural circuits.

the problem

However, despite major progress on the “Inside” part by unraveling
the neural computations of interval timing (Figure 6.1, middle panel),
we observe that the “Outside” part is still contrived by thinking in
terms of “stopwatch intervals”. That is, most of our empirical and
theoretical work is based on experiments that use intervals of which the
on- and offsets are explicitly cued in isolated trials; just like the intervals
measured when starting and stopping a stopwatch. These stopwatch
intervals, however, starkly contrast with the complex temporal structure
of our surroundings, in which we constantly face and act on a flood of
parallel events. Contrary to the isolated stopwatch intervals in typical
timing experiments, the temporal information embedded in this flood is
immense (illustrated in Figure 6.1, right panel): All actions and events
happen in a certain temporal order, last for some time, and also have
some time in between them. We only pay attention to isolated stopwatch
intervals in special situations: for instance, an athlete awaiting the “go”
signal, a musician anticipating the next note, or a participant in a timing
experiment. In everyday situations, however, our expectations are usually
implicitly tuned to the environment’s temporal statistics: the time it takes
for the shower water to heat, a web page to load, or before taking turns
in conversations.

The distinction between stopwatch intervals and intervals embedded
in natural environments is theoretically important and not just because
of a need for “ecological validity” (see Holleman et al., 2020, for a critque
of this type of argumentation). It is theoretically important because the
computational requirements for processing stopwatch intervals differ
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from extracting and using relevant intervals from streams of ongoing ac-
tions and events. It is not a given that successful explanations of simple,
isolated stopwatch intervals generalize to timing intervals embedded in
more complex temporal structures. To take an example from the timing
field (see Hardy et al., 2018, for a similar argumentation), it has been
argued that processing complex interval patterns (e.g., musical rhythm)
are unlikely to be explained by resetting a stopwatch-like process for
each interval that is embedded in such patterns. Indeed, temporal pat-
tern timing has different behavioral signatures (Laje et al., 2011) and
involves different neural dynamics (Breska & Ivry, 2020) compared to
responding to simple intervals. In other words, the whole (i.e., complex
temporal patterns) seems to differ from the sum of its parts (i.e., stop-
watch intervals). This phenomenon argues for intrinsic views capable of
dealing with both simple intervals and complex temporal patterns, and
casts doubt on stopwatch-like mechanisms.

Nevertheless, even the intrinsic view embodies the implicit assump-
tion of the stopwatch interval. While the intrinsic view offers a powerful
implementational account (Figure 6.2, implementation level) of how or-
ganisms may track complex temporal patterns, it still makes the compu-
tational assumption (Figure 6.2, computational level) that these patterns
are somehow known beforehand to the organism. That is, in typical
experiments and models, complex temporal patterns are often isolated
and explicitly cued. The intrinsic view therefore lacks a formal account
of how specific temporal patterns, embedded in a continuous flood
of events, becomes salient to the organism. To fully “get rid of the
stopwatch”, the focus should not only be at the implementation level
because the assumption of the stopwatch originates from the computa-
tional level (Figure 6.2). Instead, intrinsic theories should consider the
real complexity of interval timing in natural worlds.

intrinsic-adaptive timing

With this consideration in mind, we discuss the promises and challenges
for explaining how an organism can adapt its intrinsic timing abilities to
the temporal structure of ever-changing environments, a view we will
refer to as Intrinsic-adaptive timing. In contrast to the dedicated and
intrinsic views in which a stopwatch interval is implicitly assumed (Fig-
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ures 6.1 and 6.2), the intrinsic-adaptive view addresses how organisms
learn about and adapt to intervals in natural worlds. Concerning the
dedicated view, we argue that the focus, identified at the Computational
level (Figure 6.2), should be on intervals embedded in complex temporal
structures instead of stopwatch intervals. Concerning the intrinsic view,
we argue that the focus, identified at the Implementational level (Figure
6.2), should extend to a formal computational-level account of how
organisms adapt behavior in temporally structured worlds.

beyond the stopwatch interval

In this section, we highlight two contrasts between stopwatch intervals
used in interval timing experiments and the intervals embedded in
our world. To illustrate this discrepancy, consider driving a car. In
order to maintain situational awareness, we need to check our rear-view
mirrors at regular intervals. Researchers typically study this kind of
behavior by asking subjects to reproduce isolated stopwatch intervals.
The implicit assumption is that this is an accurate model for studying
timing in driving behavior. However, it overlooks two fundamental
challenges posed by the environment. First, how do we extract relevant
temporal structures from a continuous stream of events (e.g., overtaking
cars), without explicit instructions from a knowledgeable experimenter?
Second, as time is not tracked for its own sake, how can it tune a
host of cognitive processes (e.g., deciding to overtake a car)? In the
following, we address such challenges from the perspective of dedicated-
, intrinsic-, and intrinsic-adaptive view. For our intrinsic-adaptive view,
we consider future opportunities and directions for more complete
theoretical frameworks of adaptive temporal behavior.

temporal statistical learning

In everyday environments, individuals constantly face and act on a
flood of parallel events unfolding in time. As discussed in the Introduc-
tion section, the temporal information embedded in the environment is
immense. Explicitly tracking any possible interval in the environment
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would be undoable (see Figure 6.1, for an illustration) and, from an eco-
logical perspective, unnecessary as most of these intervals are irrelevant
for behavior. Accordingly, almost all of these intervals go unnoticed. Yet,
sometimes long after the interval has started, the duration of that inter-
val might become important for tuning behavior, and we automatically
manage to incorporate its duration for adaptive behavior. An intriguing
question is how and when the brain automatically capitalizes upon the
environment’s temporal statistics to guide adaptive behavior.

How the brain distills the relevant information when facing ongoing
streams of information is described in the literature known as “statistical
learning”. This term was first used in research on how infants learn
to distill words from the continuous stream of sound of fluent speech
(Saffran et al., 1996). Ample evidence from this literature shows that an
event’s relevance is guided by the environment’s statistical regularities.
By capitalizing on these regularities, the brain automatically forms a
compact representation of the world that can be used to predict what is
next (a view consistent with the predictive coding framework; Friston,
2005; Mehta, 2001). Such statistical learning often operates completely
outside an individual’s awareness, for instance, in the case of language
acquisition in infants, words are segmented from fluent speech through
implicit use of transitional probabilities between syllables (Saffran et al.,
1996).

A similarly automatic, implicit temporal statistical learning mech-
anism might distill the relevant intervals embedded in environments.
Although the main focus of the statistical learning literature has been on
language (e.g., Saffran et al., 1996) or spatial object- and feature-based
learning (e.g., Baker et al., 2004; Kruijne & Meeter, 2015; Turk-Browne et
al., 2005; Umemoto et al., 2010; Zhao et al., 2013), different studies show
that such learning can also depend on temporal structure: Regularities
in temporal order of events are learned (e.g., Brady & Oliva, 2008; Kidd
et al., 2012; Turk-Browne et al., 2005); rhythmic interval patterns are
detected by infants (Lewkowicz, 2003) and adults (Damsma & van Rijn,
2017; Olson & Chun, 2001); temporal regularities influence language
learning (Hay & Saffran, 2012); temporal structure in a rapid serial visual
presentation task biases attention (Sali et al., 2015); and temporal inform-
ation can be integrated in the learning of rhythmic perceptual-motor
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action sequences (O’Reilly, McCarthy et al., 2008; Schultz et al., 2013;
Shin & Ivry, 2002).

Recently, our lab extended these findings to the domain of interval
timing (Salet et al., 2021) as we found implicit temporal statistical learn-
ing for nonrhythmic, suprasecond intervals (i.e., intervals > 1.0 s). In
our paradigm, inspired by the arcade game Whac-A-Mole, participants
scored points by “hitting” three simultaneous streams of sudden-onset
targets (“moles”) constituting a complex temporal structure (similar
to the illustration in the top row of Figure 6.1c). The intervals in this
paradigm resemble everyday situations in which we continuously act on
mixed streams of overlapping events, starkly contrasting with isolated
and explicitly cued stopwatch intervals (Figure 6.1a, b). We found that
participants, unaware of the task’s temporal aspects, implicitly track dif-
ferent event-specific intervals in parallel. That is, responses speeded as a
function of time between specific events, results commonly interpreted as
a consequence of anticipation increasing with time (Coull & Nobre, 1998;
Los et al., 2014; Salet, Kruijne, van Rijn, Los et al., 2022). Intriguingly, the
results suggest that such anticipation develops for multiple events, as
if the distinct intervals nested in the environment’s temporal structure
(illustrated in the right panel of Figure 6.1) are effortlessly tracked and
prepared for in parallel.

Although our study indicates that the brain indeed capitalizes upon
intervals embedded in complex temporal structures, studies assessing
implicit temporal statistical learning in the interval timing domain (i.e.,
nonrhythmic, suprasecond intervals) is still in its infancy. For instance,
it is unknown whether different temporal structures can be learned
simultaneously and, if so, how many (number of colored stopwatches
in Figure 6.1c); how adaptive this type of learning is (i.e., how quickly
intervals are learned and unlearned; Yu & Zhao, 2015, for a similar
question regarding attention); and whether this learning is purely action
and/or perceptual driven (see Shin & Ivry, 2002, for a similar question
regarding rhythmic action sequences).

dedicated timing

An open question is what mechanism might underlie this type of tem-
poral statistical learning. In the case of our Whac-a-Mole study, how
can a complex temporal structure embedded in the constant stream of
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actions be learned to anticipate what is next when? In the following, we
address this question from the different levels of analyses introduced
above, starting with the dedicated timing perspective.

From the dedicated view, tasks like Whac-a-Mole might be solved by
using algorithmic solutions that, analogously to a set of stopwatches,
track each interval by registering individual on- and offsets. This stop-
watch strategy, however, has been argued to become impractical for
tracking the multitude of intervals embedded in ongoing streams of
actions and events. First, it has been argued that restarting and stopping
a single stopwatch for every new interval in such ongoing streams is
computationally expensive (Hardy & Buonomano, 2016; Paton & Buono-
mano, 2018; van Rijn & Taatgen, 2008). Second, although there is some
evidence that tracking two overlapping intervals might be solved by
using strategic arithmetic with a single stopwatch (van Rijn & Taatgen,
2008), this strategy certainly becomes impractical when tracking mul-
tiple overlapping intervals (see Hardy & Buonomano, 2016, for a similar
argumentation). These two issues can to some extent be resolved by us-
ing multiple stopwatches: each event or action recruits a new stopwatch.
However, as the number of intervals rapidly increases with each new
action and event (illustrated for six intervals in the right panel of Figure
6.1), the cognitive resources for this approach might burden the brain’s
processing capacity.

intrinsic timing

Interestingly, insights from the intrinsic timing view suggest that such
capacity limitations may not be a problem. As time is envisioned to be
intrinsic to different neural dynamics (see Figure 6.1), tracking multiple
concurrent intervals can result as a “free” by-product of the processing of
presented stimuli. That is, neural activity in response to external events
or actions might inherently carry information that reflect their temporal
structure. Under this view, the number of intervals that can be tracked
is theoretically almost limitless (especially when considering that every
unique event triggers, at least partly, a set of nonoverlapping neurons).
This idea finds support in empirical evidence linking a rich repertoire of
neural dynamics to the passage of time (see Paton & Buonomano, 2018,
for a review) and has been found to be modality specific (see Ivry &
Schlerf, 2008, for a discussion). Yet, it has been shown that the training
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of an auditory timing task leads to improvement of a visual timing task
(though not to other intervals; Bueti & Buonomano, 2014). Such cross-
modal transfer, however, has been theorized to arise from the (Bayesian)
integration of information from distinct intrinsic timing circuits onto a
common “temporal hub” for the purpose of decision-making (Hass &
Durstewitz, 2016).

Information of the temporal structure formed by distinct events might
thus be inherently embedded in distinct neural circuits operating in
parallel. However, the environment’s temporal structure is not only
formed by distinct events; some events in itself form complex, temporal
structures (e.g., speech). How can a single neural circuit, triggered by
the same event, track the different intervals embedded in a complex
temporal pattern? Neural network models have suggested that such
patterns are also intrinsic to neural dynamics: In the sensory domain,
state-dependent models show that neural dynamics can discriminate
and encode temporal patterns for “free” (Buonomano, 2000; Goudar
& Buonomano, 2018). In the motor domain, recurrent neural networks
show that these “free” dynamics can be robustly stored and generate
timed motor responses (also known as “populations clocks”; Buonomano
& Laje, 2010; Laje & Buonomano, 2013). In sum, the intrinsic view offers
a framework in which the brain is endowed with a rich repertoire of
neural dynamics that inherently encodes the temporal structure of both
within and between events.

intrinsic-adaptive timing

Although the intrinsic view proposes that the brain is theoretically cap-
able of tracking legions of concurrent intervals embedded in temporal
structures, the outstanding question is under what conditions an interval
(or temporal pattern) becomes relevant for behavior. As argued before
(Figure 6.1, middle panel), dedicated and intrinsic models have mainly
focused on isolated stopwatch intervals. Even for state-dependent mod-
els applied to complex temporal patterns (e.g., Morse code or music), the
source of each pattern is known to be relevant, and therefore, for every
stopwatch interval (or temporal pattern), downstream neurons read out
temporal structure from its upstream intrinsic timing circuit. This is in
stark contrast with everyday environments in which the few relevant
intervals must be segregated from the flood of irrelevant intervals. In



go! – ch . 6 158

other words, another mechanism must be in place to determine for
which intervals (i.e., relevant ones) downstream neurons should read
out elapsed time.

An interesting avenue of research would be to harmonize interval
timing with statistical learning. Theoretical frameworks of statistical
learning have stressed that this type of learning (i.e., extracting relevant
information from the environment’s statistics) can naturally emerge
from memory processes such as associative learning (Thiessen, 2017).
Combining interval timing with statistical, associative learning offers
both a solution to how the brain tracks the multitude of intervals (in-
trinsic view) and might explain when to read out elapsed time of these
neural dynamics (statistical learning).

Indeed, the importance of associative learning in controlling temporal
behavior (e.g., Pavlovian conditioning) has been widely recognized (Bal-
sam et al., 2002; Gallistel & Gibbon, 2000; Mauk & Ruiz, 1992). For
example, Machado (1997) showed with his seminal Learning-to-Time
model (LeT) how a range of temporal phenomena could naturally arise
from associative learning between a temporal representation (“beha-
vioral states” in LeT) and the (operant) response. The general idea in
such theories is that, at the moment of the response, the activity of each
unit in the temporal representation determines their associative strength
with the response: Units that are active during the response increase in
associative strength, while units with low activity decrease in associative
strength. In this way, through learning and updating these associations,
LeT shows how an interval can be learned and guide behavior.

Recently, a model of temporal preparation (Salet, Kruijne, van Rijn,
Los et al., 2022) has shown that such associative learning can account
for adaptation to complex temporal structures. Temporal preparation
is known to be exquisitely sensitive to the environment’s statistics (e.g.,
Los et al., 2014; Nobre & Ede, 2018). Perhaps, for this reason, the field
has been dominated by probabilistic theories. These theories explain this
type of anticipatory behavior as a process that maximizes preparation
at time points that yield a high hazard (e.g., Janssen & Shadlen, 2005)
or probability (e.g., Grabenhorst et al., 2019), given the environment’s
statistics. Salet, Kruijne, van Rijn, Los et al. (2022) show instead that
associative learning obviates the need of explicitly or implicitly calcu-
lating probabilities; anticipatory behavior tuned to the environment’s
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statistics can arise naturally through associative learning (i.e., a memory
instance of statistical learning) between an intrinsic timing circuit and
downstream readout neurons.

These theories, however, assume a priori that each isolated stopwatch
interval in the experiment is relevant for behavior. This starkly contrasts
with the complex temporal structure of the world in which we don’t
know a priori about an interval’s relevance. Do the same associative
learning principles come in handy to distill the relevant from irrelevant
intervals embedded in such complex temporal structures?

An interval’s relevance for behavior is guided by the environment’s
statistics, for instance, intervals corresponding to repeating actions and
events gain relevance. Conceptually, each repetition results in similar
dynamics of the intrinsic timing circuit, thereby naturally encoding
elapsed time. Through associative learning, this regular event becomes
associated with its interval that gains relevant as it can be used to predict
what is next when. In contrast, irregular events, presented with random
intervals, trigger different responses in the timing circuit and therefore
might not become associated with a certain interval. This associative
learning mechanism can give rise to adaptation to much more complex
temporal regularities (see Zhou et al., 2020, for a similar hypothesis)1.

Although such associative (statistical) learning might serve as a power-
ful mechanism determining when an interval embedded in complex
temporal structures gains relevance and is used to adapt behavior, its
promise remains to be tested empirically. To that end, the interval timing
literature will need a complementary line of experimental research that,
instead of using isolated and explicitly cued stopwatch intervals, use
mixed streams of overlapping events with intervals that are not a priori
defined as relevant. The Whac-A-Mole task (Salet et al., 2021) described
previously is an example of such an experiment. The interaction between
such experiments and timing models, possibly extended with associative,
statistical learning rules, provides an interesting prospect on how an
organism can adapt its intrinsic timing abilities to the complex temporal
structure of ever-changing environments.

1 Intrinsic models typically use Hebbian-learning mechanisms to produce stable dynam-
ics and read out relevant temporal patterns. In principle, the same learning mechanisms
could be used to explain temporal statistical learning.
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adaptive temporal cognition

Despite our ability to extract relevant intervals from a continuous stream
of events, we almost never track such intervals for their own sake.
Perhaps the only situation in which a stopwatch interval is estimated
for its own sake is in our timing experiments. Under natural conditions,
however, temporal structure tunes learning, memory, attention, and
decision-making. For instance, the interval between conditioned- and
unconditioned stimuli, relative to the interval between unconditioned
stimuli, determines how well they can be associated (Balsam & Gallistel,
2009). There is also much evidence that episodic memories are stored
and searched for along a continuous internal timeline (M. W. Howard
et al., 2015). Attentional processes can benefit from a myriad of temporal
structures, from single intervals to complex temporal sequences (Nobre
& Ede, 2018). Lastly, one of the most well-studied phenomena in decision-
making is the speed–accuracy tradeoff, which suggests that humans
almost optimally balance keeping a deadline while still maintaining
a stable level of accuracy (Bogacz et al., 2010). These examples clearly
illustrate that cognitive processes do not only unfold over time, they are
also sensitive to the temporal structure of our environment.

How does temporal structure tune cognition? Dedicated views assume
that cognitive processes get their temporal sensitivity from specialized
timing mechanisms. In contrast, intrinsic views assume that time is an
inherent by-product of cognitive processes themselves. In our opinion,
however, neither view offers a satisfactory account of adaptive temporal
cognition. While the dedicated view puts forward a relatively clear story
about how temporal information may be used by cognitive processes, it
does not specify how temporal information may be generated by cognit-
ive processes themselves. In contrast, intrinsic models demonstrate how
temporal information may be a by-product of cognitive processes them-
selves, but often do not specify how such information may be used to
tune those same cognitive processes. Here, we propose that temporal in-
formation is neither generated by specialized mechanisms, nor a simple
by-product of cognitive processing. Instead, temporal information is
both actively generated by cognitive processes and tunes those same
cognitive processes to the temporal structure of our environment.
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dedicated timing

According to the dedicated view, interval estimates are generated by
specialized mechanisms and they support cognition by controlling at
which time points certain processes are initiated or terminated. For
instance, when performing multiple tasks at once, we might need to
switch tasks at regular intervals (e.g., when driving a car we need to
look in the rear-view mirror regularly). Human performance in such
multitasking scenarios can to a reasonable extent be captured by an
“internal clock” module that is integrated into a cognitive architecture
(Taatgen et al., 2007). In this model, a central clock module informs other
cognitive modules about elapsed time since task-relevant events. This
information is used to accurately time when task-switching should occur.
Importantly, none of the individual cognitive modules themselves (visual
perception, working memory, declarative memory, action selection, or
motor responses) generate dynamics that sustain timing behavior. Their
sensitivity to time is completely inherited from the readout of a separate
internal clock module. However, the neural dynamics associated with
many cognitive processes can be used to read out complex temporal in-
formation. Dedicated models not only overlook this untapped potential,
but the proposed specialized mechanisms seem superfluous in light of
this wealth of temporal structure in the brain.

intrinsic timing

The intrinsic view assumes that temporal information is a by-product
of cognitive processes themselves, obviating the need for an internal
clock module that generates stopwatch intervals. For instance, neural
circuits in the prefrontal cortex that support working memory also
reliably track time through ramping dynamics (Machens et al., 2010;
Romo et al., 1999). These dynamics can be reproduced by recurrent
neural networks (similarly to “population clocks”) that both maintain
information over time in a stable code, while also changing reliably
enough that elapsed time can be decoded (Cueva et al., 2020; Singh &
Eliasmith, 2006). This way, the intrinsic view cuts out an unnecessary
middle man (i.e., the dedicated stopwatch). However, continuing with
the case of working memory, temporal information guides the adaptive
use of working memory maintenance (van Ede et al., 2017) and action
preparation (Boettcher et al., 2021). Intrinsic models underspecify how
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encoded temporal structure in turn shapes cognitive processes (e.g.,
the working memory processes that generated them in the first place).
Proponents of intrinsic models certainly do not hold the view that
temporal information is mostly an epiphenomenon, only to be utilized
in lab-based timing tasks. That would be missing the point of intrinsic
models. Nevertheless, by being mostly applied to isolated stopwatch
intervals, intrinsic models underspecify how time estimates may be used
to adaptively tune cognition.

Another open question relates to whether intrinsic mechanisms can
be used in an adaptive fashion. Intrinsic models assume that any neural
process with at least some reproducible dynamics will reliably generate
temporal information. A plausible interpretation of this view, although
not often explicitly stated, is that encoding temporal structure is largely
automatic (i.e., not subject to explicit adaptation). As an example, we
might assume that when a list of items is encoded in memory, informa-
tion about their relative order is also automatically encoded, without the
need to attend to relative order. However, without explicit instructions to
do so, temporal order is encoded quite poorly (Michon & Jackson, 1984).
Conversely, the authors also found that when attending to temporal
order, recognition (but not recall) performance dropped significantly. It
seems that temporal structure that could be automatically encoded by
intrinsic dynamics instead relies on explicit adaptations to certain task
requirements.

Indeed, several lines of research suggest that humans can consciously
devote attentional resources to tracking time. Attending to time signific-
antly improves timing performance, while taking away resources from
other cognitive processes (for a brief review, see S. W. Brown, 2006),
specifically executive components of working memory (Coull et al., 2004;
Franssen & Vandierendonck, 2002; Macar et al., 1994; Zakay & Block,
2004). But from the intrinsic perspective, it is not immediately clear
what it means to “attend to time”. That is, it lacks a clear story about
how attention can both enhance temporal encoding, but also interfere
with the same cognitive processes that generate temporal information.
Hence, regardless of whether the intrinsic view entails automatic tem-
poral processing, paying attention to time makes a significant difference,
something not readily explained by the intrinsic view.
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intrinsic-adaptive timing

Despite the promise of intrinsic models, a consistent story about ad-
aptive temporal cognition is lacking. How do cognitive processes use
self-generated temporal information to adapt to an ever-changing en-
vironment? A theoretically interesting proposal is that the timescale
(i.e., rate of change) of cognitive- and neural dynamics are adapted to
the timescale of the environment2. In the timing field, this view has
received considerable attention recently (for a review, see Remington
et al., 2018). For instance, neural dynamics in the frontal cortex both
encode intervals relative to their overall distribution, and on the basis of
this temporal information, rapidly adapt their timescale for optimal tim-
ing behavior (e.g., Meirhaeghe et al., 2021; Sohn et al., 2019). Processes
that are sensitive to more complex patterns also benefit from adaptive
timescales. When humans listen to speech that is sped up or slowed
down, neural responses in the auditory cortex exhibit temporal scaling
(Lerner et al., 2014). Likewise, adaptively speeding up or slowing down
neural dynamics in artificial neural networks (based on the rate of input)
produces state of the art performance in time-warped speech recognition
(Goudar & Buonomano, 2018; Gütig & Sompolinsky, 2009).

In order to further explore adaptive timescales in cognition, we be-
lieve the timing field should consider domain-specific theories that deal
with temporal contingencies. To this end, we discuss some normative
theoretical frameworks in which the timescale of decision-making (Glaze
et al., 2015; Piet et al., 2018) and learning (Behrens et al., 2007; Piray &
Daw, 2020) adapts to the temporal structure of the environment (for
a general review, see Gold & Stocker, 2017). These frameworks put
forward a compelling answer to the stability-plasticity dilemma: How
should organisms balance maintaining stable behavior in the face of an
ever-changing environment (e.g., Abraham & Robins, 2005)? In decision-
making, old evidence may become obsolete in a changing environment
and therefore the rate of forgetting should match with how quickly the
environment is changing (Glaze et al., 2015). Similarly, at slower times-
cales, contingencies may be unstable over time, requiring a learning rate
that scales with how quickly those contingencies change (Behrens et al.,

2 In the following, we will not discuss what it means to explicitly “attend to time” (see
previous section). Although this is a pressing theoretical issue, we feel that more
implicit forms of adaptation are better suited to illustrate our “intrinsic-adaptive” view.
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2007). Therefore, instead of assuming that temporal cognition adapts
through timing isolated stopwatch intervals, temporal cognition might
instead be sensitive to the overall instability (i.e., rate of change) of the
environment.

Decision-Making. Imagine trying to locate a conspicuous noise
in the woods. We typically need to gather several samples of evidence
before we can be sure enough about where this noise came from (and
maybe run away). Sequential sampling models (SSMs) not only provide
a normative framework from which to view such decision-making scen-
arios, they also provide an explanation of decision-making behavior.
However, SSMs typically deal with stable environments: While the cor-
rect decision may change between trials, it stays the same within trials.
But in an ever-changing environment, the source of conspicuous noises
may unexpectedly change location. What should we do with the samples
of evidence collected earlier? Was the change in location a result of expec-
ted jitter in an otherwise stable signal, or are old samples now irrelevant
and should we therefore forget about them? If so, how quickly should
we do that? These questions point to an important balance between
stability and responsiveness to be struck by any organism in a volatile
environment.

In line with these theoretical considerations, humans and nonhuman
animals indeed seem to adapt their rate of forgetting (i.e., leak) to the
instability of the environment. Glaze et al. (2015) developed a formal
evidence-accumulation framework in which the rate of forgetting is
quicker when the estimated environmental instability is high3. Consist-
ent with these predictions, in decision-making tasks humans are quicker
to forget old evidence when the source of evidence changes often (Glaze
et al., 2015). Similar adaptive dynamics in forgetting are observed when
the onset time and duration of the to-be-detected signal is uncertain
(Ossmy et al., 2013). The authors demonstrated that forgetting of old
information reduced false positives as compared to perfect integration,
provided that the rate of forgetting can be sped up when signal dura-
tions become shorter. Indeed, humans seemed to follow such a strategy,
resulting in improved performance on trials that match the expected sig-
nal duration. Adaptive dynamics of evidence integration have also been

3 When the environment is perfectly stable, no forgetting takes place and evidence-
accumulation reduces to a perfect integration of evidence (Glaze et al., 2015).
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observed in rats (Piet et al., 2018). In fact, while humans did not seem
to forget old evidence at an optimal rate (Glaze et al., 2015), Piet et al.
(2018) demonstrate optimal forgetting in rats when accounting for the
role of sensory noise (which was unaccounted for in previous studies).
The authors further show that rats do not only forget evidence optimally
when the volatility is constant, they also optimally track volatility. When
rats were placed from a volatile environment to a stable environment
and back, their estimated rate of forgetting quickly changed to match
the overall temporal structure of their environment (Piet et al., 2018).

The kind of forgetting that ensures optimal decision-making in volat-
ile environments may also manifest in timing behavior. An extensive
line of research using “gap”- and “distractor” procedures suggests that
temporal information may be forgotten when a timing signal is interrup-
ted (Buhusi & Meck, 2009a). Animals are first trained in a peak-interval
procedure, where they learn to start responding after a timing signal
has been on for a certain duration. When the timing signal is interrup-
ted by either a gap or a distracting stimulus, animals may delay their
responding as if much of the “pregap” interval is forgotten. Indeed,
behavior is explained quite well under the assumption that some form
of nonlinear forgetting takes place during the interrupting event (Cabeza
de Vaca et al., 1994). It may appear that forgetting in these procedures
is maladaptive, and the timing models that do incorporate forgetting
mechanisms indeed view them as a limitation (Buhusi & Meck, 2009a;
Killeen & Weiss, 1987; Toso et al., 2021; Wackermann & Ehm, 2006).
These views make sense from the perspective of stopwatch intervals that
carry little to no volatility, where forgetting is maladaptive. However,
from the perspective of making inferences in an unstable environment,
forgetting may instead be adaptive. Animals need to estimate whether
the trial has ended prematurely, and they are now experiencing the
intertrial interval (ITI), or whether they should continue timing (Kaiser
et al., 2002). As discussed before, these kinds of inferences benefit from a
forgetting rate that scales with how quickly the environment (i.e., timing
signal vs. ITI) switches. Indeed, when the ITI is increased (and the en-
vironment changes more slowly), rats seem to forget the pregap interval
at a slower rate (Buhusi & Meck, 2009a). Similarly, when timing shorter
intervals (i.e., faster rate of responding), pregap intervals are forgotten
at a faster rate (Buhusi & Meck, 2009b). These adaptive forgetting mech-
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anisms can be formalized within SSMs (Glaze et al., 2015), and could
therefore be mapped onto timing models that are similarly formalized at
computational levels, such as the dedicated TDDMs (Simen et al., 2013).

Learning. Imagine being in the woods again, this time looking for
food. You are relatively successful in finding food at location A (80%
success); Not so much at location B (20% success). What should you do
if, on several consecutive tries, you find nothing in location A? Is this the
result of expected randomness (after all, 20% of the time you don’t find
anything), or do these disappointing results reflect a genuine change in
the environment? How quickly should you change your expectations
of finding food in either location? It turns out that your learning rate
should vary with the probability of such a switch in contingencies on
any trial (Behrens et al., 2007; Piray & Daw, 2020). When such a switch
is rare, you should be slow to change your mind. When it is relatively
common, you should quickly adapt.

Indeed, humans seem to track the instability of their environment and
adapt their learning rate accordingly (e.g., Behrens et al., 2007; McGuire
et al., 2014; Piray & Daw, 2020). For instance, humans are able to speed
up their learning rate to keep track of reward contingencies when they
switch frequently (Behrens et al., 2007). The authors also found that
humans were able to track the volatility of reward contingencies, slowing
down their rate of learning when the environment became stable again.
Dynamic learning rates are also observed when subjects track continuous
variables, such as the location of a source of rewards (McGuire et al.,
2014). These kinds of adjustments in learning rate are typically reflected
in frontal (McGuire et al., 2014) and cingulate cortex activity (Behrens
et al., 2007), and can be dissociated from encoding sudden change points
or incidental rewards (McGuire et al., 2014).

What do dynamic learning rates imply about how brains represent
temporal structure? In order to adapt learning rates to the volatility of
the environment, we need some estimate of volatility. These estimates
either relate to the (constant) probability of a discontinuous switch at
any time point (McGuire et al., 2014) or, in the continuous case, how
quickly the statistics of the environment change (Piray & Daw, 2020).
Both these variables control the rate at which (surprising) events happen.
Interestingly, many dedicated models of timing posit that “clock speed”
scales with event- or reward rate (see Simen et al., 2013), thought to
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be encoded by dopamine (Mikhael & Gershman, 2019). Interestingly,
the same gene polymorphisms that influence striatal and prefrontal
dopamine activity are both involved in adaptive learning rate (Krugel
et al., 2009) and timing (Wiener et al., 2011). Hence, instead of assuming
that stopwatch intervals themselves inform how quickly we learn, the
rate at which (rewarding) events happen may be a prime driver of
learning dynamics.

Representational Drift. The adaptive dynamics in decision making
and learning discussed so far are, in principle, compatible with intrinsic
models of timing. Intrinsic models could encode local updates in es-
timates of instability by encoding the rate of change in the relevant
dimensions. In turn, these intrinsic circuits could control the speed of
the relevant cognitive processes. However, as we discussed earlier, most
intrinsic models assume a relatively stable coding of temporal structure,
where individual neurons are sensitive to specific temporal patterns
(Karmarkar & Buonomano, 2007; Laje & Buonomano, 2013). In fact,
without such stable coding, population clocks would be at the mercy of
chaotic neural dynamics: Small differences in initial conditions blow up
over time, resulting in prohibitively poor timing performance (Laje &
Buonomano, 2013). It is through their stable codes that population clocks
are able to reproduce their “innate” trajectories over and over again. But
how stable is this temporal code in real brains? Surprisingly, there is
good reason to assume that, if temporal structure is indeed encoded
by neural dynamics, its code would be highly unstable. When tracked
over several consecutive days, individual neurons slowly change their
sensitivity to both sensory (Deitch et al., 2021; Schoonover et al., 2021)
and sensorimotor (Driscoll et al., 2017) features, a phenomenon known
as representational drift (Rule et al., 2019).

A recent study in mice provides a compelling demonstration of repres-
entational drift (Deitch et al., 2021). Head-fixed mice repeatedly watched
the same 30 s movie while neural activity was measured in visual areas.
Deitch et al. (2021) show that the firing of individual neurons peaked
at specific times during the movie. However, the preferred peak times
of individual neurons shifted around significantly over the course of
multiple viewings. These changes in neural tuning were not the result
of systematic changes in firing rate, visual adaptation or behavioral
state. Despite significant representational drift, the authors were still
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able to show remarkable stability in the overall structure of neural activ-
ity, possibly allowing downstream neurons to read out dynamic visual
content. Therefore, despite different neural responses to the same dy-
namic visual input, temporal structure may still be encoded. Similar
representational drift has been observed in the posterior parietal cortex
in sensorimotor learning (Driscoll et al., 2017). Over the course of several
days, the neural code for simple navigation in a T-shaped maze drifted
significantly, without changes in task structure or task performance.
Interestingly, the rate at which representations drift might be related
to the volatility of the environment. When odors were presented more
often (low volatility), the neural code for these odors drifted at a slower
rate than for rarely presented odors (Schoonover et al., 2021).

What does representational drift tell us about how neurons encode
temporal structure? Many intrinsic models assume that individual neur-
ons need to maintain a stable code for temporal patterns; otherwise,
downstream areas would be unable to extract relevant temporal informa-
tion. Hence, representational drift might suggest that temporal structure
is encoded even more intrinsically than typically assumed. If down-
stream circuits can indeed reliably read out temporal structure from
neurons that continually change their tuning properties, this sensitivity
could arise from a population coding scheme (Rule et al., 2019). In this
framework, instead of assuming that an individual neuron always en-
codes the same temporal pattern (Karmarkar & Buonomano, 2007; Laje
& Buonomano, 2013), it is rather the overall structure of a population
of neurons that encodes temporal patterns4. Hence, individual neurons
might not be “dedicated” to representing certain temporal patterns. In-
stead their sensitivity might be relative to the overall temporal structure
encoded at the population level for various sensory, motor, and cognitive
processes.

4 Indeed, one of the temporal features that could be encoded at the population level is
event rate
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concluding remarks

In this perspective piece, we have argued that current theorizing about
timing is still largely driven by the idea of the stopwatch interval: An
isolated interval with explicit on- and offsets. This idea of the stopwatch
interval embodies an implicit assumption that the way we deal with
temporal structure in our ever-changing environment is somehow built
up from tracking well-defined, isolated intervals, or even temporal
patterns. This implicit assumption, in turn, is clearly reflected in our
experimental paradigms. As such, the stopwatch interval also applies
to more recent intrinsic approaches. Any timing mechanism applied
to stopwatch intervals tends to resemble the workings of a stopwatch:
Their functioning largely depends on clear on- and offsets of intervals
or even temporal patterns. We have proposed two main challenges to
the stopwatch assumption. First, how are stopwatch intervals distilled
from a continuous stream of events? Second, how may representations
of stopwatch intervals adaptively tune cognition?

The first issue concerns the contrast that stopwatch intervals are
always known to be relevant for behavior while, in natural conditions,
this only becomes apparent after learning about the environment’s
temporal statistics. Timing theories currently lack a mechanism that
determines an interval’s relevance. Clearly, tracking any possible interval
in the environment does not make computational sense. Although the
intrinsic mechanisms might solve this issue, it does not explain how
relevant intervals become salient in uncertain, dynamic environments.
We suggest that associative learning, a memory instant of statistical
learning, is a promising solution to this problem. That is, associative
learning between intrinsic timing circuits and a downstream readout
area might serve as a filter that distills the statistical temporal regularities
from the environment.

The second issue relates to how encoded temporal structure may tune
various cognitive processes, such as attention, decision-making, learning,
and memory. We have argued that current models of timing fall short of
a satisfactory account of this “temporal tuning”. They either propose spe-
cialized mechanisms that ignore a wealth of neural dynamics (dedicated
view) or underspecify how those neural dynamics can tune cognitive
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processes to temporal statistics (intrinsic view). We have reviewed evid-
ence that these limitations may indeed stem from assumptions about the
stopwatch interval. Several domain-specific frameworks adapt the speed
of cognitive processes based on the environment’s timescale, not isol-
ated intervals. Interestingly, these theoretical frameworks make realistic
assumptions about uncertainties in the environment, providing a more
solid mapping to real-world scenarios. Lastly, viewing timing through
the lens of making optimal inferences in an unstable environment may
shed new light on why, in some cases, forgetting about an interval may
be adaptive.

how do the dedicated, intrinsic , and the

intrinsic-adaptive timing views relate?

Throughout this perspective piece, we have referred to the dedicated,
intrinsic, and intrinsic-adaptive timing view. The former two views are a
known distinction in the literature. An important notion is that these two
theoretical views are specified at a different level of description (Figure
6.2), something that is not always recognized5. Whereas the intrinsic
view is specified at the neural implementation level, the dedicated view
is often agnostic about it. Evidently, the strength of intrinsic models
is their neural plausibility. Dedicated models have their strength in
formalizing the computational problem of interval timing (albeit in
terms of stopwatch intervals), arriving at algorithmic solutions that
specify how temporal information adaptively shapes behavior.

As mentioned before, these views are not exclusive in that one view
should be preferred over the other. Instead, insights from one view
should constrain models from the other view. For example, the intrinsic
view of time as a free by-product of the brain’s dynamics calls caution
with interpreting dedicated algorithmic solutions as specialized circuits
only computing time. Another example, connecting the dedicated view
to the intrinsic view, is a research line asking how Bayesian principles of
interval timing map onto neural networks (Sohn et al., 2019).

In a similar vein, with the intrinsic-adaptive view, we propose a com-
plementary timing view. Our view does not prefer any specific level of

5 Initially, also not by us. We thank two anonymous reviewers for pointing this out.
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analysis (illustrated in Figure 6.2), but highlights an implicit assumption
underlying the dedicated and intrinsic computational analyses. Instead
of starting from a stopwatch interval that is already a given, the intrinsic-
adaptive view emphasizes the need to also understand how organisms
learn about and adapt behavior to temporal structure from experiences
in natural worlds. As we discussed throughout this article, this question
poses new experimental and theoretical challenges. By discussing the
challenges from the three timing views, we aimed to emphasize the
promises of connecting the views. Ultimately, for a complete understand-
ing of interval timing, we will need different levels of analysis (Figure
6.2) on their own and as unity.

should the timing field stop using isolated

stopwatch intervals?

Our critique of experimental paradigms that use well-defined stopwatch
intervals naturally generates questions about their fate. Should the field
continue using these “stopwatch” paradigms, revise them significantly,
or perhaps completely abandon them? We believe that “stopwatch”
paradigms can provide insightful answers to valuable questions about
interval timing. Nevertheless, these questions (and hence their answers)
are informed by underlying computational assumptions, namely, that
intervals are well-delineated a priori and that they are timed for their
own sake. We have argued extensively that such a situation with clear
temporal demands might be rare in reality (for a similar analysis in the
animal timing literature see, Ng et al., 2021). Hence, we believe that
classical “stopwatch” paradigms by themselves provide insights about
computational assumptions that match the demands of the environment.
That is, classical paradigms clearly embody the challenges of tracking
intervals between events that may be subject to change, and therefore
provide valuable information about possible underlying mechanisms
that track time. But classical paradigms may not be very informative
about how an organism might become sensitive to a specific interval in
the first place.

A case could be made for a classic “information processing” ap-
proach to interval timing. If we can first get a detailed description of
fundamental timing mechanisms operating in isolation (e.g., with psy-
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chophysics), we might later be able to use those insights to understand
timing behavior in more complex, real-world environments (e.g., Taat-
gen et al., 2007). However, this strategy might have it the wrong way
around. There is ample evidence suggesting that seemingly fundamental
cognitive mechanisms are in fact relatively fast-acting adaptations to real-
world environments6. If this is true, we can learn much about temporal
cognition by analyzing the structure of the environment (i.e., rational
analysis; Anderson, 1990). For instance, instead of concluding—on the
basis of some psychophysical evidence that time is encoded logarithmic-
ally, such a specific psychophysical function might derive from statistics
in the environment. Indeed, the assumption that humans store, systemat-
ically order, and utilize samples of temporal delays provides a powerful
explanation for typical temporal discounting functions, but also their
fast-acting adaptation to the statistics of the environment (Stewart et al.,
2015).

conclusion

In this perspective, we introduced the intrinsic-adaptive view in the
hope to stimulate interval timing researchers to think beyond the stop-
watch interval. With this view in mind, we highlighted new directions
toward an understanding of interval timing in natural worlds. However,
we also emphasize that for this direction one needs to be aware that
current views hold the implicit assumption of the stopwatch interval.
Recognition of this assumption, together with the wealth of knowledge
the interval timing field gained so far, can lead to a more complete
understanding of interval timing in natural environments.

6 We are not talking about evolutionary adaptations here. Rather, we are talking about
adaptation within the life-time of a single organism.
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