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Chapter 4

Trainable CoPE filters for audio events
detection

Abstract

Audio signal processing mainly focused on vocal sounds and music analysis. The em-
ployed methodologies are not suitable for analysis of audio streams with uncontrolled
background noise, in many cases with energy comparable to the one of the signal of in-
terest.

In this chapter, we introduce a novel method for the detection of events of interest in
audio signals. We propose a filter that we call CoPE (Constellation of Peaks of Energy).
It is versatile as its structure is determined in an automatic configuration process given
a prototype sound of interest. We construct a bank of CoPE filters, configured on a set
of training events. Then we take their responses to build feature vectors that we use
in combination with a classifier to perform the detection task. In general, the proposed
CoPE filter can be thought of as a feature extractor that is not constructed a priori but
rather automatically configured on training data.

We carried out experiments on two publicly available data sets, namely the MIVIA audio
events and the MIVIA road events data sets, specifically made for testing events detec-
tion applications in environments with various background sounds. The results that we
achieve (recognition rate > 90% and false positive rate < 5%), confirm the effectiveness
of the proposed method and outperform the ones obtained by state-of-the-art approaches.
The CoPE filter has high robustness to variations of SNR and is also very efficient. Real-
time response is achieved even when a large bank of filters is processed.
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4.1 Introduction

In the last years, research on audio analysis has mainly focused on speech recogni-
tion (Besacier et al., 2014), speaker identification (Roy et al., 2012) and music clas-
sification (Fu et al., 2011b). The state-of-the-art methods are far from proposing a
general framework for audio processing and audio pattern recognition. In the case
of voice analysis, the features and the classification methodologies are established
(Hidden Markov Models or Gaussian Mixture Models in combination with spectral
or cepstral features). However, the human voice has very specific frequency charac-
teristics that are not evident in other kinds of audio signals, like interesting events
for surveillance applications, such as gun shots, glass breakings, screams or car ac-
cidents. The distribution of the energy of such sounds in the spectral domain is very
different from the one of typical speech signals, usually involving high-frequency
components. Moreover, in speech recognition and speaker identification systems,
the sound source is assumed to be very close to the microphone. This implies a low
influence of noise on the functioning of the overall system. In other applications,
such as events detection for audio surveillance, the source of the sound of interest
can be at any distance from the microphone. Thus, the analytic algorithms have to
deal with very low or even negative values of signal-to-noise ratio (SNR). Due to
the high complexity and variability of audio recognition problems, actual methods
are not suitable for facing every kind of audio analysis task. Moreover, a particular
task usually involves a feature engineering process with the purpose of choosing a
set of features that describe specific characteristics of the problem at hand.

In this chapter, we propose a method for audio events detection that automat-
ically determines the features from training samples and deals with variable and
uncontrolled background noise. We focus on the problem of audio events detection
in the field of intelligent surveillance application. Recently, indeed, an increasing de-
mand for safety and security in public environments prompted the signal processing
and pattern recognition communities to focus on developing systems for intelligent
surveillance applications. Traditionally, such systems have been involved in the pro-
cessing of surveillance videos for behavior analysis (Sivaraman and Trivedi, 2013),
human action recognition (Poppe, 2010; Foggia et al., 2014b) and traffic monitor-
ing (Abadi et al., 2014). In the last years, attention towards the analysis of audio
streams as complementary or alternative tool to video analysis has grown. As a
matter of fact, there are cases in which the video analysis cannot be used for privacy
issue (e.g. public toilets) or suffers from illumination or sudden changes of light
issues. Moreover, particular events, like screams or gun shots, are very difficult to
be detected in video streams. In such cases, the combination of video and audio
analysis can be used for improving the reliability of the automatic surveillance sys-
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tem (Cristani et al., 2007).
A systematic review of the state of the art methods in the field of audio surveil-

lance, ranging from background subtraction to events detection and sound source
localization, was recently proposed by Crocco et al. (2014). The approaches for audio
events detection can be organized in two main groups on the basis of the complexity
of their classification architecture and data representation.

Methods in the first group compute typical audio features, such as spectral mo-
ments, Mel-frequency cepstral coefficients (MFCC), wavelet coefficients, etc., and
use them in combination with a classifier. Gaussian Mixture Model (GMM) based
classifiers were employed to detect abnormal events (Vacher et al., 2004; Clavel et al.,
2005) or to model the background sound (Valenzise et al., 2007). In order to limit the
influence of the background noise, by (Rabaoui et al., 2008) and (Lecomte et al., 2011)
One-Class SVM classifiers were employed. Ntalampiras et al. (2011) proposed three
probabilistic novelty detection methodologies to help human operators to react to
hazardous situations. These methods are based on short-time analysis only and are
generally influenced by high variations of the background noise.

In the second group, instead, there are methods that employ more sophisticated
classification architectures or representation of the data. An architecture with a cas-
cade of two GMM-based classifiers was proposed by Ntalampiras et al. (2009): the
first-stage aims at separating events of interest from the background sound, while
the second-stage assigns the detected abnormal events to one of the classes of inter-
est. Conte et al. (2012) and Aurino et al. (2014) introduced a reject option module
for Learning Vector Quantization and Support Vector Machine, respectively, in or-
der to increase the reliability of prediction and the robustness to background noise.
The events of interest were hypothesized to be composed by small, atomic units of
sound by Carletti et al. (2013) and Foggia et al. (2015b), where the bag of features
and weighted bag of features classification paradigms were employed. However,
the temporal arrangement of basic audio units is important in order to increase the
reliability of the detectors. This was taken into account by Grzeszick et al. (2015) and
by Chin and Burred (2012), where a features augmentation and a classifier based on
Genetic Motif Discovery were proposed, respectively. Audio phrases composed of
sequences of basic audio units (also called audio words) are also employed by Phan
et al. (2015). Foggia et al. (2014a), instead, formulated the audio event detection
problem as an object detection task in time-frequency spectrogram-like images.

Generally, methods in the second group have better performance than simpler
methods in the first group. The use of complicated classification architectures or the
construction of more complex data representations increase the reliability of such
approaches.

However, state of the art methods base their analysis on the computation of stan-
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dard sets of audio features, which each describe specific characteristics of the audio
signal, being not suitable for general audio analysis tasks. As an example, some of
the state of the art methods are based on the computation of MFCC features. They
have been demonstrated to be effective for human voice analysis, but are very sen-
sitive to additive noise. Thus, although they are employed in audio surveillance
application they do not ensure high description capabilities in cases where the noise
has high energy. A particular audio analysis task (a pattern recognition system in
general) requires a process of features engineering, aiming at finding a suitable set
of features for the problem at hand. The choice of the right combination of features
thus becomes a critical step in the design of an audio analysis system.

4.2 Rationale

We present a method for audio signals analysis and classification, based on the use
of a novel trainable filter. The filter that we propose is called CoPE (Combination
of Peaks of Energy) and takes inspiration from some characteristics of the human
auditory system. The proposed filter is trainable as its structure is not determined
in advance but it is rather learned by an automatic configuration procedure that is
performed on a prototype sound of interest. The concept of trainable filters has been
previously introduced for visual pattern recognition: the COSFIRE filters have been
applied to several image processing tasks (Azzopardi and Petkov, 2012; Azzopardi
et al., 2015; Shi et al., 2015; Guo et al., 2015), achieving promising results.

The proposed CoPE filter takes inspiration by how the outer human auditory
system processes the sound. The sound pressure wave that reaches the ear directs
to the cochlea membrane that vibrates along time according to the frequency of the
sound wave. The back of the cochlea is pervaded by neurons, called inner hair cells
(IHC), that fire when the energy of the vibrations is higher than a certain threshold,
generating neural activity patterns along time on the fibers of the auditory nerve.
Different types of sound generate distinctive neural activity patterns, which we con-
sider as a description of the sounds of interest. We employ the Gammatone filter-
bank as a model of the vibrations of the cochlea (Patterson and Moore, 1986), whose
output is a spectrogram-like image called auditory map.

Humans can recognize sounds even in highly noisy environments because the
auditory system is able to detect known neural activity patterns generated by par-
ticular vibrations of the cochlea even in presence of noise. We take the points of
highest local energy in the auditory map as the location at which the IHCs fire. The
use of local maxima points is motivated by their property of being robust to addi-
tive noise (Avery Lichun, 2003) and variations of signal to noise ratio. We consider
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Figure 4.1: Architectural schema of the proposed method. (a) The Gammatonegram represen-
tation of the training audio samples is used, in the training phase (dashed arrow), to construct
(b) a bank of CoPE filters. Such filters are used in the application phase to (c) process the input
sound and construct (d) feature vectors with their responses. (e) A multi-class SVM classifier
is, finally, employed to detect events of interest.

the relative arrangement of such points as a description of the underlying neural
activity pattern and, thus, as a discriminant feature of the sound of interest. A par-
ticular CoPE filter relies on the detection of a certain constellation of local maxima
points, whose structure is determined during an automatic configuration process
performed on a training example. In the application phase the filter detects the con-
stellation pattern of interest and it is tolerant to eventual distortions due to noise.

The basic concept of the filter is simple and its trainable character allows to avoid
a features engineering step, which is usually a delicate process in pattern recogni-
tion. The important features are learned directly from the events of interest, making
the system easily adaptable to different sound recognition tasks and not requiring
domain knowledge about the specific problem. In this chapter we configure a bank
of CoPE filters, trained to detect various events of interest, and take their responses
to build feature vectors, used together with a classifier to perform the detection task.

We experimentally validated the proposed CoPE filter by testing its performance
on two publicly available data sets for audio events detection and classification
tasks, namely the MIVIA audio events (Foggia et al., 2015b) and the MIVIA roads
events (Foggia et al., 2015a) data sets. We also extended the MIVIA audio events
data set by including events of interest at null and negative signal-to-noise ratio
(SNR) values, in order to test the performance of the proposed method in highly
noisy environments. Moreover, we perform an analysis of the sensitivity of the per-
formance of the proposed method with respect to the parameters of the CoPE filter.
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4.3 Method

In Fig. 4.1, we show a sketch of the architecture of the proposed method. The pro-
posed CoPE filter detects a specific constellation of energy peaks (local maxima) in a
time-frequency representation of the input audio signal. During an automatic con-
figuration process, it creates a model of such constellation of energy peaks from the
Gammatonegram image of a prototype sound. The CoPE filter introduces tolerance
in the detection of the considered pattern of interest in order to account for slight
deformation due to delay or distortion of the sound. For the application at hand,
we configure a bank of CoPE filters (Fig. 4.1b) trained on different prototype events
(Fig. 4.1a) and use their responses to build a feature vector (Fig. 4.1c-d). Such vector
is, then, used in combination with a classifier in order to perform the detection task
(Fig. 4.1e).

4.3.1 Gammatone filterbank

In signal processing, it is common to represent the frequency distribution of the en-
ergy of the audio signal as it varies along time. We process the input signal by using
a Gammatone filterbank, which is a biologically-inspired model of the response of
the cochlea membrane in the outer human auditory system (Patterson and Moore,
1986). Different parts of the cochlea membrane, indeed, vibrate according to the
energy of the frequency components of the sound pressure waves that arrive to the
ear, drawing a so called auditory image (Patterson et al., 1992).

The traditional and most used time-frequency representation of sound is the
spectrogram, in which the energy distribution over the frequencies is computed by
dividing the frequency axis into sub-bands having the same bandwidth. However,
there are important differences between the way in which the ear analyses the in-
formation and how it is done in the spectrogram. In the human auditory system,
the resolution in the perception of difference in frequency is not constant, but rather
inversely proportional to the base frequency of the sound. Thus, at low frequency
the band-pass filters have a narrower bandwidth than the ones at high frequency.
This implies higher time resolution of filters at high frequency that are able to bet-
ter catch high variations of the signal along time. The bandwidth of the band-pass
filters in the Gammatone filterbank increases with increasing central frequency in
contrast with a spectrogram where the filters have all the same bandwidth.

The impulse response of a Gammatone filter is the product of a gamma distribu-
tion with a sinusoidal tone:

g(t) = atn−1e−2πbt cos(2πfct+ φ) (4.1)
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where fc is the central frequency of the filter, and φ is the phase, while the constant
a controls the gain and n is the order of the filter. Finally b is the decay factor, that
determines the bandwidth of the considered band-pass filter and the duration of
the impulse response. The center frequency of the Gammatone filters in the filter-
bank are distributed along the frequency axis in proportion to their bandwidth as
determined by the Equivalent Rectangular Bandwidth (ERB) scale:

ERB = 24.7 + 0.108fc (4.2)

We divide the input audio signal in frames of Tf milliseconds and process every
frame by a bank of Gammatone filters in order to capture the short-time properties
of the distribution of the energy. Two consecutive frame are overlapped by 50%

of their length so that the continuity of analysis is ensured and border effects are
avoided. We finally construct a Gammatonegram image Xgt(t, f) by concatenating
the response of the Gammatone filterbank, represented as column vectors. Thus,
each column of the Gammatonegram image is the response of the Gammatone fil-
terbank at time instant t. In Figure 4.2, we show examples of the Gammatonegram
representation of a glass breaking (a), a gun shot (c) and a scream (e). It is evident
how the time-frequency distribution of the energy of the events differ from each
other and can be employed as basic representation to effectively distinguish such
events.

4.3.2 CoPE filter

In the following, we explain the configuration process of a CoPE filter and how
it is applied to gammatonegram images for the purpose of detecting audio events
of interest. The CoPE filter takes as input the position of the energy peaks in the
gammatonegram image and searches for the constellation of peak points that best
corresponds to the one determined in its model after the configuration step. The
CoPE filter introduces tolerance in the evaluation of the time-frequency position of
the energy peaks, so accounting for deformations of the pattern of interest due to
noise or distortion.

Energy peaks selection

The energy peaks in a Gammatonegram image Xgt(t, f) have the property of high
robustness with respect to the presence of additive noise (Avery Lichun, 2003).
Moreover, the constellation of a set of such points approximately describes the time-
frequency distribution of the energy of the sound of interest. A time-frequency point
is considered to be a peak if it has higher energy content than its neighbor points.
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Figure 4.2: Gammatonegram representations of a glass breaking (a) a gun shot (c) and a
scream (e), with the positions of the corresponding energy peaks (b, d, f). The highest en-
ergy point is represented with a small circle.

Thus, we suppress non-maximum points in the Gammatonegram image and obtain
a energy peak map response, as follows:
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Pgt(τ, f) =


Xgt(t, f), if Xgt(t, f) = max

t−∆t≤t′≤t+∆t
f−∆f≤f ′≤f+∆f

Xgt(t
′, f ′)

0, else

, (4.3)

where ∆t and ∆f determine the size, in terms of time and frequency, of the neigh-
borhood around a time-frequency point in which the local maximum intensity is
evaluated.

Configuration of a CoPE filter

Given the constellation of energy peaks of a sound of interest and a reference point
(in our case the point that correspond to the highest peak of energy), we determine
the model of a CoPE filter in an automatic configuration process by considering the
positions of such peaks with respect to the reference point. In order to configure a
CoPE filter, one has to choose only the support size of the filter, i.e. the length of a
time interval around the reference point, in which the energy peaks are selected as
part of the model. In the proposed CoPE filter, every point pi that is selected with
the method mentioned above is described by a tuple of three parameters (∆ti, fi, ei):
∆ti is the temporal offset of the considered point with respect to the reference point,
fi represents the i-th frequency channel of the Gammatone filterbank and ei is the
energy contained in its bandwidth. We denote by S = {(∆ti, fi, ei) | i = 1, . . . , P}
the set of 3−tuples of a CoPE filter, where P is the number of considered peaks
within the support of the filter.

As an example, in the images in the right column of Figure 4.2, we show a sketch
of the configuration process for some events of interest. The energy peaks (small
spots) are extracted from the corresponding gammatonegram images in the left col-
umn and their positions with respect to the highest energy point (small circle) are
used to build the model S of the corresponding CoPE filters. In this work, we con-
figure a filter for each event of interest in the training set, so obtaining a bank of
CoPE filters.

CoPE filter response

The configuration process results in a set of tuples that describe a constellation of
energy peaks in the Gammatonegram image of a sound. Each tuple describes one
sub-component of the filter. Formally, we define the response relative to the i-th
tuple of the model as:

si(t) = max
t′,f ′
{ψ(fi, t)Gσ′(t− t′, fi − f ′)} (4.4)
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−∆t ≤ t′ ≤ ∆t,−∆f ≤ f ′ ≤ ∆f

where the function Gσ′(·, ·) is a Gaussian weighting function that allows for some
tolerance in the expected position of the i-th time-frequency point in the model.
This choice is supported by the evidence, in the auditory system, that vibrations of
the cochlea membrane due to a sound wave of a certain frequency excite neurons
specifically tuned for that frequency and also neighbor neurons (Palmer and Russell,
1986). The size of the tolerance region is determined by the standard deviation σ′

of the function Gσ′ . Its general form is σ′ = (σ0 + αρi)/2, where σ0 and α are
constants, while ρi is the distance of the i-th energy peak from the reference point
of the filter. We consider the same tolerance value for the positions of all the energy
peaks (which correspond to the excited neurons by cochlea vibrations) by setting
α = 0. The function ψ(f, t) is a measure of the similarity between the energy peak
point in the gammatonegram and the one in the model. We set ψ(f, t) = Pgt(f, t),
so as to account only for the relative position of the peak points in the constellation.

We define the response of a CoPE filter as the geometric mean of the responses
of its sub-components:

r(t) =

∣∣∣∣∣∣∣
 |S|∏
i=1

si(t)

1/|S|
∣∣∣∣∣∣∣
t1

, (4.5)

where t1 is a threshold value. We consider t1 = 0, so not suppressing the response
of the CoPE filter.

4.3.3 A bank of CoPE filters

We configure a set of CoPE filters on L training audio samples from different classes,
so as to construct a bank of filters. We construct a feature vector to describe a sound
in the interval [T1, T2] as follows:

v[T1,T2] =
[
r̂1, r̂2, . . . , r̂L

]
. (4.6)

where
r̂i = max

t∈[T1,T2]
ri(t) (4.7)

is the maximum response of the i-th CoPE filter in the filterbank within the interval
[T1, T2]. Thus, we use the so constructed vectors to train a classifier, which is able to
detect the occurrence of events of interest.
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4.3.4 Classifier

Considering M classes of interest, we build a multi-class SVM classifier by combin-
ing the predictions of a pool of M +1 linear SVM classifiers (one for the background
sounds and M for the events of interest). The SVM is able to learn which are the
significant features for the correct detection of a particular class of events and gives
them higher weight in the classification process. Moreover, it finds an optimal sep-
arating hyperplane between sample points of different classes and has high gener-
alization capabilities. We train the i-th SVM using as positive examples the samples
from the class Ci and as negative examples all the samples from the other classes
(one-vs-all scheme). Each classifier assigns a score mi to the example under test. We
combine the score values by choosing the class that corresponds to the SVM that
gives the highest classification score. We choose the reject class C0 (background) in
case all the scores are negative:

C =

C0, if mi < 0 ∀i = 0, . . . ,M

arg max
i
mi, otherwise.

(4.8)

4.4 Data sets

We carried out experiments on two publicly available data sets, specifically made for
testing audio events detection algorithms for surveillance applications: the MIVIA
audio events (Foggia et al., 2015b) and the MIVIA road events (Foggia et al., 2015a)
data sets1.

4.4.1 MIVIA audio events

Typical events of interest for intelligent surveillance applications are glass break-
ings, gun shots and screams. In the MIVIA audio events data set, such events are
provided as superimposed to various background sounds, in order to simulate their
occurrence in different environments. In the original MIVIA audio events data set,
each events is provided with 6 levels of signal to noise ratio ({5, . . . , 30}dB), so as to
simulate sound sources at various distances from the microphone.

In this work, we extended the original data set by including cases in which the
energy of the events of interest is equal or lower than the one of the background
sound, so obtaining null or negative SNR values. Thus, adopting the same proce-
dure described by Foggia et al. (2015b), we created two more versions of the audio

1The data sets are available for download at http://www.mivia.unisa.it
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clips containing audio events at 0dB and −5dB SNR value. We made the extended
data set publicly available at the url http://mivia.unisa.it.

The final data set contains a total of 8000 events for each class, divided into 5600

events for training and 2400 events for testing equally distributed over the consid-
ered values of SNR. The audio clips are PCM sampled at 32KHz with a resolution
of 16 bits per sample. Hereinafter we refer at glass breaking with GB, at gun shots
with GS and at screams with S. In Table 4.1, we report the details of the composition
of the data set.

4.4.2 MIVIA road events

The MIVIA roads data set contains car crash and tire skidding events mixed with
typical road background sounds such as traffic jam, passing vehicles and crowds. In
the data set, a total of 400 events (200 car crashes and 200 tire skiddings) are super-
imposed to various road background sounds ranging from very quiet environments
(e.g. in the country roads) to highly noisy traffic jams (e.g. in the center of a big city)
and highways. The events of interest are distributed over a total of 57 audio clips
of about one minute each. Such audio clips are divided into four independent folds
(in each fold 50 events per class are present) for cross-validation experiments. The
audio signals are sampled at 32KHz with a resolution of 16 bits per PCM sample. In
the rest of the paper, we refer at car crash with CC and at tire skidding with TS. In
Table 4.2, we report the details of the composition of the data set.

4.5 Experiments

We adopted the experimental protocol defined by Foggia et al. (2015b): the detec-
tion of the events of interest is performed within a time window of 3 seconds that
forward shifts on the audio signal by 1 second. We apply the proposed method on
every time window in order to detect the presence or absence of an event of inter-
est. We consider an event as correctly detected if it is detected in at least one of the
windows that overlap with.

For an event detection task, the recognition rate or the classification matrix do
not constitute sufficiently valid and complete methods of evaluation. Indeed, there
are two types of error that we have to be aware of: the detection of events of in-
terest when only background sound is present (false positive) and the case when
an event of interest occurs but it is not detected (missed detection). We measured
the performance of the proposed approach by calculating the recognition rate (RR),
the false positive rate (FPR), the error rate (ER) and the miss detection rate (MDR).
Moreover, in order to assess the overall performance of the proposed method we
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MIVIA audio events data set

Training set Test set

#Events Duration (s) #Events Duration (s)

BN - 77828.8 - 33382.4

GB 5600 8033.1 2400 3415.6

GS 5600 2511.5 2400 991.3

S 5600 7318.4 2400 3260.5

Table 4.1: Details of the composition of the MIVIA audio events data set. The total duration
of the sounds is expressed in seconds.

MIVIA road events data set

#Events Duration (s)

BN - 2732

CC 200 326.3

TS 200 522.5

Table 4.2: Details of the composition of the MIVIA road events data set. The total duration of
the sounds is expressed in seconds.

compute the Detection Error Trade-off (DET) curve. It is a graphical plot that mea-
sures the trade-off between the false positive rate and the miss detection rate and
gives an insight of the performance of a classifier in terms of its errors. In contrast
with the ROC curve, in the DET curve the axis are non-linearly mapped in order to
highlight differences between classifiers in the critical operating region. Closer the
curve to the point (0, 0), better the performance of the system.

We carried out an analysis of the sensitivity of the performance with respect
to the parameters of the CoPE filter. In particular, we show how the performance
of the proposed method varies in relation with different values of the parameter σ0,
which controls the tolerance for the position of each energy peak in the constellation.
In order to perform such analysis, we use a version of the MIVIA events data set
specifically built for cross-validation performance assessment (Foggia et al., 2015b).
The data set is divided in k = 5 folds. Each of them contains 200 events of interest
(times 8 versions of the SNR, as in the original MIVIA events data set).
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Results - MIVIA audio events data set

Guessed class

GB GS S MDR

True

class

GB 95.33% 2.13% 1.25% 1.29%

GS 4.33% 89.25% 2.58% 3.83%

S 1.5% 4.92% 87.79% 5.79%

Table 4.3: Classification matrix achieved on the extended MIVIA audio events data set.

4.5.1 Performance and results

In Table 4.3, we report the classification matrix achieved by the proposed method
on the extended version of the MIVIA events data set. In the column MDR we
report the rate of events of interest of a certain class that are not detected but rather
considered as background noise. The average recognition rate on the three classes
of interest is 90.7%, while the miss detection rate and the error rate are 3.7% and
5.6%, respectively. We computed the false positive rate as the ratio of the number
of false detection and the total number of time intervals in which only background
sound is present. We obtained an overall FPR equal to 7.1%. In detail 1.25% are false
detected glass breakings, 2.74% gun shots and 3.11% screams. If a false detection is
obtained in two consecutive time windows, we count only one FP.

A detailed analysis of the performance at different values of SNR is, instead, re-
ported in Table 4.4. We observe high stability of the recognition and miss rates when
the events of interest have positive (also very low) SNR. The very high robustness
of the proposed method with respect to variations of the SNR, in the case it remains
positive, is attributable to the choice of the local energy peaks as basic input for the
CoPE filter, which are robust to additive noise. The average performance achieved
when only the events of interest with positive SNR values are taken into account is
very high. The proposed method achieved 95.38% recognition rate and 3.8% miss
rate, while the error rate is reduced to 0.8%. The FPR is also very low (2.2%), which
confirms the robustness of the CoPE filter proposed as feature extractor. Conversely,
when the SNR value decreases below zero the energy of the background noise intro-
duces high deformation of the energy peak constellations of the patterns of interest.
In such cases, however, the most of the wrong classifications are due to errors in the
guessed class, which means that the proposed method is still able to detect an haz-
ardous event and raise an alarm, even if the detected event is not well-categorized.

In Table 4.5 we report the results achieved by the proposed method on the MIVIA
road events data set. The average recognition rate over the four folds is 94% with a
standard deviation of 4.32, while the average FPR is 3.94% with a standard deviation
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Detailed results - MIVIA audio events data set

SNR RR MR ER FPR

−5dB 72.7% 0.4% 26.9% 23.8%

0dB 81.3% 5.9% 12.8% 20.03%

5dB 95.44% 2.45% 2.11% 11.4%

10dB 95.44% 4% 0.56% 1%

15dB 95.11% 4.33% 0.56% 0.1%

20dB 95.11% 4.33% 0.56% 0.1%

25dB 94.78% 4.66% 0.56% 0.9%

30dB 95.44% 4% 0.56% 0.1%

Average 90.7% 3.7% 5.6% 7.2%

Average (SNR > 0) 95.2% 4% 0.8% 2.1%

Table 4.4: Detailed results for different values of the SNR, achieved by the proposed method
on the MIVIA events data set.

Results - MIVIA road events

Guessed class

GB GS Miss

True

class

GB 92% 2% 6%

GS 0.5% 96% 3.5%

Table 4.5: Average classification matrix achieved by the proposed method on the MIVIA road
events data set.

of 1.82. The performance results are in line with the ones achieved on the MIVIA
audio events data set. The low standard deviation of the recognition rate, moreover,
is indicative of good generalization capabilities of the featurs computed using the
proposed CoPE filters.

4.5.2 Sensitivity analysis

For the configuration a CoPE filter, the user has to choose the size of its support, i.e.
the length of the time interval around the reference point in which the energy peaks
are considered for the construction of the model. We observed from experiments
that different sizes of the support of the filter, namely st = {200, 300, 400} ms, do
not significantly influence the performance of the proposed system. We set for all
the filters a support of 200 ms, which involves a confined number of energy peaks
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Sensitivity analysis

MIVIA audio events (cross-validation) MIVIA road events

σ0 RR σRR FPR σFPR RR σRR FPR σFPR

1 64.02% 13.13 19.21% 7.29 71.5% 9.15 17.09% 7.66

2 73.4% 6.21 18.75% 3.16 81% 5.48 21.46% 11.14

3 86.16% 2.22 13.97% 2.85 95.25% 6.24 18.78% 12.5

4 86.17% 3.32 11.53% 2.4 95.25% 4.35 7.44% 4.39

5 85.3% 3.52 9.91% 2.2 94% 4.32 3.94% 1.82

6 85.63% 4.8 10.23% 2.1 93.75% 4.79 3.94% 11.31

Table 4.6: Sensitivity of the performance of the proposed method with respect to its parameter
σ0 that regulates the weighting of the energy peaks. Higher the value of σ0, larger variations
from the model are tolerated.

(i.e. tuples) in the model. If compared to larger size of the support, it requires
less processing resources in the application phase. One could chose, for instance, a
support length st = 400 ms, achieving very close performance to the case in which
st = 200 ms. The drawback, then, is the necessity of computing and combining the
responses of a higher number of sub-components swhich increases the processing
time of each filter.

We studied the sensitivity of the performance of the proposed CoPE filter with
respect to its parameter σ0, which controls the degree of tolerance of the position of
the energy peaks within the constellation. For these experiments, we considered a
version of the MIVIA audio events data set specifically made for cross-validation. In
Table 4.6, we report the recognition rates and the false positive rates, together with
their standard deviations in cross-validation experiments, achieved by the proposed
method on both the considered data sets, as the parameter σ0 varies. The perfor-
mance of the proposed system is sensitive to varying values of the tolerance degree,
mostly when they are kept very low. For higher values (σ0 = 4, 5, 6), instead, the
performance metrics are stable. A higher tolerance degree for the detection of the en-
ergy peak positions involves a stronger robustness to background noise that causes
deformations of the constellation patterns of interest.

4.5.3 Results comparison

We compared the results achieved by the proposed method with the ones achieved
by the methods described by Foggia et al. (2015b) and Foggia et al. (2015a) on the
MIVIA audio events and on the MIVIA road events data sets, respectively.
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Results comparison on MIVIA audio events data set

Test TP1 Test TP2

Method RR MR ER FPR RR MR ER FPR

CoPE 91.71% 2.61% 5.68% 9.2% 90.7% 3.7% 5.6% 7.2%

CoPE(snr>0) 96% 3.1% 0.9% 4.3% 95.2% 4% 0.8% 2.2%

BoWh 76.4% 11.64% 11.96% 5.9% 56.07% 36.43% 7.5% 5.3%

BoWh (snr>0) 84.8% 12.5% 2.7% 2.1% 64.63% 31% 4.4% 4.2%

BoWs 77.81% 10.65% 11.54% 6.6% 59.11% 32.97% 7.92% 5.3%

BoWs (snr>0) 86.7% 10.7% 2.6% 3.1% 68.74% 26.4% 4.9% 4.5%

Table 4.7: Comparison of the performance results achieved by the proposed method with the
ones achieved by state of the art approaches on the MIVIA audio events data set.

Foggia et al. (2015b) performed the audio events detection task by means of a
system based on the bag of features classification paradigm. Two high-level represen-
tations are used: one based on hard vector assignment (BoWh) and the other based
on soft vector assignment (BoWs). The latter is more robust to background noise
than the former, despite of a required higher computational load. In order to com-
pare the performance of the proposed CoPE filter with respect to the one achieved
by these two approaches, we experimented by training the systems in two different
ways.

The first training (TP1) was performed by considering only the audio events with
positive SNR. In the second case the systems under test were trained by considering
all the audio clips in the data set (TP2), including those events with null or negative
SNR. In Table 4.7, we report the results achieved by the proposed method, compared
with the ones achieved by existing methods on the MIVIA audio events data set. For
each test, we also isolate the results that concern the classification of the events of
interest with only positive SNR values, according to the analysis that we discussed
in Section 4.5.1. The results highlight a higher stability of the proposed method
than other methods with respect to variations of the SNR of the events of interest.
Moreover, the presence or absence of the negative SNR audio events in the training
process of the system do not significantly influence the performance (recognition
rate of 96% vs 95.39%, respectively). The performance of the approaches described
ny Foggia et al. (2015b), instead, are dependent on the SNR of the samples involved
in the training process and on the SNR values of the events of interest to be detected.
When sounds with only positive SNR values are used for training, the recognition
rate achieved by state of the art methods is about 15% lower than the one obtained
by the proposed method. The performance of such approaches decreases even more
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Results comparison on MIVIA road events data set

RR MR ER FPR

Proposed method 94% 4.75% 1.25% 3.95%

σ 4.32 4.92 1.26 1.82

BoW - bark Foggia et al. (2015a) 80.25% 21.75% 3.25% 10.96%

σ 7.75 8.96 2.5 8.43

BoW - mfcc Foggia et al. (2015a) 80.25% 19% 0.75% 7.69%

σ 11.64 11.63 0.96 5.92

BoW Carletti et al. (2013); Foggia et al. (2015a) 82% 17.75% 0.25% 2.85%

σ 7.79 8.06 1 2.52

Table 4.8: Comparison of the results achieved on the MIVIA roads events data set with respect
to the methods proposed in Foggia et al. (2015a).

when events with negative SNR values are included in the model, i.e. in the test
TP2 (more than 24% lower). The recognition rate achieved by the proposed system
keeps stable and is significantly higher than state of the art methods. This means
that the method proposed in this chapter is more likely to effectively work in real
environments where the variability of the background sounds and of the SNR of the
events of interest is generally high.

In Table 4.8, we compare the results achieved on the MIVIA roads events data set
with the ones reported by Foggia et al. (2015a), where different sets of standard au-
dio features have been employed as low-level descriptors in a system for detection
of hazardous situations in roads. We also include in Table 4.8 the value of standard
deviation of each measure of performance achieved in the cross-validation exper-
iments. We obtain an average recognition rate (94%) that outperforms the perfor-
mance of other methods on the MIVIA road events data set by more than 10% with
a lower standard deviation. The improvement of the results confirm the robustness
of the proposed method also on other kinds of events of interest. In Fig. 4.3a and
Fig. 4.3b, we plot the DET curves achieved by the proposed method on the MIVIA
audio events and MIVIA road events data sets, respectively. We also plot the curves
related to the approaches described ny Foggia et al. (2015b) and Foggia et al. (2015a).
The false and miss probabilities in the plots refer to the performance of the classifier
that takes decisions on the single time window that slides on the input audio sig-
nal. The results reported in Tables 4.7 and 4.8 are obtained by aggregating the deci-
sions on the single time windows according to the protocol specified by Foggia et al.
(2015b). The curve relative to the system based on the proposed CoPE filters (solid
line) is closer to the point (0, 0), so confirming the generally better performance than
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Figure 4.3: Detection Error Trade-off curves of the proposed method compared to curves
determined by the state of the art methods, on the MIVIA audio events (a) and MIVIA road
events (b) data sets.
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the state of the art methods based on the use of traditional audio features.

4.6 Discussion

The high recognition capabilities of the proposed method that emerged from the ex-
periments are attributable to the trainable character and the versatility of the CoPE
filter, which easily adapts to different types of events of interest. Indeed, one can
configure a filter to detect any constellation of energy peaks in Gammatonegram
images, similar to the one determined in the automatic configuration process on a
training sound. It is noteworthy that the proposed trainable CoPE filter does not
strictly relate with template matching techniques, which are influenced by varia-
tions with respect to the prototype pattern. The tolerance introduced in the detec-
tion of the position of every energy peak in the constellation allows for detection of
the prototype pattern used for configuration and also modified version of it, mainly
due to noise or distortion. Moreover, the energy peaks used as basic inputs for the
configuration and the processing of a CoPE filter have the property of stability with
respect to additive noise, as reported by Avery Lichun (2003). In Figure 4.4b, we
show the response r(t) along time of a CoPE filter configured on the glass breaking
event of Fig. 4.4a. In Fig. 4.4c, instead, we show a detail of the response of such filter
on the same glass breaking event at different values of SNR. It is noticeable how
the response keeps stable for positive, also very low, values of SNR and it slightly
decreases for null or negative SNR values, according to the results reported in Ta-
ble 4.4. This is due to the effect of background sound with higher energy than the
event of interest. It determines, indeed, strong changes of the position of the energy
peaks with respect to the ones included in the model, which reduce the detection
performance of the CoPE filter.

One important advantage of using CoPE filters is the possibility of avoiding a
features engineering step, in which standard features (e.g. MFCC, spectral and tem-
poral features, Wavelets, etc.) are usually chosen and combined together to over-
come specific problems of the audio signals. On the contrary, the CoPE filter is used
to determine the important features through an automatic configuration process,
without the need of manually creating a feature set to describe the sound. A config-
ured CoPE filter can be thought of as a specific feature extractor, determined directly
form the data. Thus, it could be employed in other audio processing applications:
music analysis for genre recognition (Sturm, 2014), ornamentation detection and
recognition (Neocleous et al., 2015) or audio fingerprinting (Cano et al., 2005), etc.

In this work, we configured a bank of CoPE filters on a set of training audio
events and, then, considered their responses to form a feature vector that we used in
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Figure 4.4: Example of response along time of a CoPE filter (b) configured on a prototype
glass breaking event of interest (a). A detailed view of the filter response on the same event
of interest at different values of SNR (c) highlights the stability of the response for positive
values of SNR: it decreases for null or negative SNR value.

combination with a classifier to perform the detection task. In the actual system, the
filters are considered as all equally significant for the description of the input audio
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signal. The SVMs in the multiclass classifier learn the weights that the response
of each filter has for the classification of events from different classes. In order to
improve the quality of the performance and reduce the computational load of the
CoPE filterbank, the selection procedure described by Strisciuglio et al. (2015a) can
be employed. It allows to discard those filters that do not relevantly contribute to
the classification task, thus reducing the number of filters in the filterbank without
decreasing the performance and the detection capabilities of the overall system.

The computation of the response of a single CoPE filter is very efficient. Given
a Gammatonegram image (of size N ×M pixels), one 2-D convolution is required
to detect the local energy peak points with a time complexity of O(N × M). We
configure all the CoPE filters in the filterbank with the same value of the parameter
σ0, which implies the same standard deviation of the weighting function for all the
filters. Thus, the weighted peak response can be computed only once before the
processing of the CoPE filterbank. It requires one 2-D convolution that hasO(N×M)

time complexity. The response of one CoPE filter consists of the multiplication of
the |S| blurred and shifted peak responses in its model. The number |S| is, however,
negligible with respect to the N ×M operations required for the weighting of the
peak responses. In practice, the straightforward MATLAB implementation2 that we
used for the experiments takes an average time of 0.965 seconds (with a standard
deviation equal 0.007 over 200 trials) to compute the response of a bank of 200 CoPE
filters on an audio signal of 3 seconds. It is worth noting that the computation of the
responses of each CoPE filter in a filterbank is independent from the others. Thus,
the proposed CoPE filterbank can be implemented in parallel mode, so as to further
speed-up the computation of the filterbank output.

4.7 Conclusion

We proposed a novel method for features extraction in audio signals based on train-
able filters, which we call CoPE filters, and demonstrated its effectiveness in the task
of events detection for intelligent surveillance applications.

The CoPE filter is versatile as its structure is determined by means of an au-
tomatic configuration process given a prototype pattern of interest. Moreover, it
introduces tolerance in the detection of the configured pattern of interest and in the
process of extraction of characteristic information from the audio signal. This ac-
counts for generalization capabilities in the final decision process. The results that
we achieve on two publicly available data sets demonstrate the effectiveness of the
proposed method and the improvement with respect to state of the art approaches.

2The Matlab implementation is available at http://matlabserver.cs.rug.nl/


