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Chapter 1

Introduction

Production companies face the daily challenge of producing at minimal cost,
while they are expected to achieve a high degree of delivery reliability. At the
same time, companies have to deal with uncertain demand. This is why the plan-
ning of production is in the constant attention of firms and has been a major
research area for the past decades as well.

1.1 Make-to-stock production

One approach to deal with stochastic demand is to produce in advance, so that
customers can be served instantly. Once a customer places an order, the product
is supplied from inventory. This way of organizing production is known as make-
to-stock (MTS) production.

A common way of organizing MTS production is to replenish stock when the
inventory level of a product is below a certain level. Once this occurs, a replenish-
ment order is sent to the production department, which then initiates production
of additional units of the product so that the firm does not run out of inventory.
Logically, the production takes some time so the units are not available immedi-
ately. Hence, replenishment orders should ideally be placed at a time when there
is sufficient inventory available to satisfy the demand during the time the replen-
ishment order is still under production. But as future demand is not known ex-
actly, how should the firm determine when to reorder an item at the production
department? If we reorder a product when there is still much inventory avail-
able, it is stored in inventory long before it is sold, and all the time in between
the firm has to cover the investments with its own capital. This is reflected by the
holding costs, which are the costs of holding inventory of products. On the other
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4 Chapter 1. Introduction

hand, if we reorder a product when we expect to have just enough products in
inventory to satisfy the demand until the reordered items become available, we
might very well run out of stock in case more units are demanded than we expect.

Moreover, most machines cannot start working on a different product right
away. Instead, machine settings have to be changed; the machines have to be set
up. Hence, switching production from one product to another takes time. This re-
duces the production capacity and should therefore not happen too often. This is
why production companies generally produce in batches. However, while large
batches might save production capacity, they also take longer to finish so that
demand has to be supplied from the remaining inventory for a larger amount of
time. Larger batches also occupy the machines for longer periods, reducing the
ability of the firm to react quickly to eventual unforeseen high demand for other
products.

Companies face many more challenges than just these when they apply MTS
production. These and other challenges concerning MTS production are stud-
ied within the field of Inventory Control. This field was established more than
a century ago by Harris (1913), who showed companies how to determine how
many parts to make at once. His result is known as the Economic Order Quantity.
It forms the basis of what is known as the (r,Q) policy, which states that a fixed
amount of Q items is ordered when the inventory level reaches the reorder point
given by r. An alternative but similar policy is given by the (s, S) policy. This
model also works with a reorder point, here referred to as s, but instead of or-
dering a fixed amount, it orders the difference between the actual inventory level
and a maximum level given by S.

If we take into account that replenishments are not immediately available, the
stochasticity of the demand comes into play. If we have the possibility that the
demand during the lead time is larger than the amount of products we left in
inventory, which might run out of stock, in which case new customers cannot be
served. If they are willing to wait for the product, it is backordered, but this reduces
the satisfaction of the customers and therefore damages the competitiveness of
the firm. If customers are not willing to wait and prefer to buy the product at
another firm, we incur lost sales. As both options are unwanted, companies gen-
erally hold more products in inventory than the exact amount of demand that is
expected to arrive during the lead time, and the difference is called the safety stock.
We can distinguish two main approaches for obtaining these safety stocks. One
approach considers service levels and determines optimal order quantities under
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the condition that the probability of a stock-out is not larger than a certain level.
The other approach takes the actual costs of a stock-out (backorder and/or lost
sales costs) into account. The essence of both approaches is however the same, as
a higher stock-out cost results in a higher optimal service level.

The above approaches support firms in making decisions on the production
quantities. They also provide guidance in deciding when to release replenish-
ment orders of products at their production facilities. However, almost every
firm offers more than one product to customers, and firms often produce mul-
tiple products on the same production facility. Hence, replenishment orders of
products compete for the capacity. If the firm ignores this, when planning its
production, it may very well occur that multiple products are reordered simul-
taneously so that at least some of them are completed later than anticipated. By
contrast, if no replenishments are ordered for a while, the production capacity
stands unutilized during that period. Hence, in order to obtain a model suitable
for planning production of make-to-stock production companies, it is necessary
to take the presence of multiple products into account. This is taken care of by the
Economic Lot Scheduling Problem. It includes both decisions on production quan-
tities and timing decisions, the latter in terms of a sequence. If in addition the
stochasticity of demand is taken into account, the problem is extended to what
is known as the Stochastic Economic Lot Scheduling Problem (SELSP). The solution
procedures developed for this problem offer production companies guidance in
organizing their production in a sufficiently realistic setting. SELSP solution pro-
cedures help companies select which product is produced next after the capacity
becomes available and how many units of that product should be made. With
this, the procedures account for the (uncertain) demand until the replenishment
is delivered and for the demand for other products as well.

This overview is just a glimpse of the extensive research in the field of inven-
tory control. We refer the reader to Axsäter (2007) for an excellent overview of
many models, methods and theory in this field, including those discussed above.

1.2 Make-to-order production

Another approach to deal with stochastic demand that avoids the need for inven-
tories is to agree on a delivery time window with customers, i.e. to deliver before
a due date. This allows the company to manufacture products after the moment
of ordering, so that it is not required to invest in production long before the rev-
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enue arrives. It also avoids the risk of obsolescence. In addition, this approach
allows the firm to utilize its capacity efficiently. Machines do not have to be left
idle in order to be able to respond immediately to any possible future demand.
Instead, incoming orders may wait until sufficient capacity is freed at the pro-
duction department. However, customers are generally not prepared to wait for
a long period of time, so offering long lead times would damage the competi-
tiveness of the firm. Many firms are therefore bound to deliver before tight due
dates, imposing challenges to the production planning. This approach of orga-
nizing production is known as make-to-order (MTO) production.

An important advantage of applying MTO production is that a firm may al-
low customers to customize their products. For instance, a firm could offer cus-
tomers to select the color, size or product modules. Such customizability is seen
most often in high variety production systems, which are characterized by mul-
tiple workstations that perform operations in order to produce a high variety of
products. These products generally do not undergo the same operations in the
same sequence. Instead, the routings of the product may vary substantially. Such
production systems are known as job shops.

When firms apply MTO production, the production planning comes with
multiple challenges. First of all, several approaches for the production planning
organization exist. One possibility is to make a detailed production schedule, by
determining starting (and finishing) times for each of the operations of the jobs at
all workstations mathematically. The research field that deals with this approach
is called scheduling. Another approach is to determine production decisions lo-
cally, based on priority rules. We will discuss each of these approaches in more
detail.

The field of scheduling formulates planning problems, such as those of pro-
duction companies, as combinatorial optimization problems. These require defi-
nition of fixed sets of jobs and machines, and fixed sequences of operations and
due dates for each job. The aim of the optimization problem is to obtain a feasi-
ble schedule with respect to a preselected objective, for instance minimizing the
amount of tardiness. Although the formulation of such problems appears rather
simple, solving them to optimality has been shown to be rather hard in many
cases. The field of scheduling derives solution methods for a rich variety of these
combinatorial optimization problems. Many studies in this field conclude that
realistically modeled and sized scheduling problems cannot be solved to opti-
mality within an acceptable amount of time. For more information on scheduling
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theory, we refer the reader to Pinedo (2012).

The approach with local decisions works differently. Each job is sent to the
production department (for job shops also referred to as the shop floor) and goes
to the first workstation in its routing. If this workstation is idle, it starts working
on the job. If not, the job waits for processing in the queue of the workstation.
If the workstation finishes a job, it proceeds to the next operation in its routing
and a new job is selected from the queue of the workstation. This approach re-
quires selecting the rule according to which it is determined which of the jobs
is selected, called the dispatching rule. A simple rule is to process the jobs in the
queue of a workstation in the order of arrival, i.e. on a First Come, First Served
(FCFS) basis. Another simple rule is to select the job with the Shortest Process-
ing Time (SPT). Selecting the job with the Earliest Due Date (EDD) is a method
that is in many cases more closely related to the production objective. A more
advanced approach is to assign fictituous due dates to each of the operations in
the routing of a job, and, when a workstation becomes available, select the job
with the earliest due date for the concerning operation. This method, known as
Operation Due Dates (ODD), hence allows accounting for the remaining process-
ing (and waiting) times that jobs incur after the concerning workstation. Besides
these four, many more dispatching rules and methods have been developed. An
extensive evaluation of over 100 of such dispatching rules is provided by Pan-
walkar & Iskander (1977).

Workload Control is a more sophisticated planning concept. Besides working
with machine queues and dispatching, the concept uses a ‘queue’ for the entire
production system known as the order pool. Incoming orders are held in the pool
until workload limits on the shop floor permit them to be released. Although let-
ting orders wait may seem counterintuitive when the objective is to complete as
many orders on time as possible, the concept is actually able to reduce the num-
ber of jobs that finish late by taking advantage of central load balancing. See Land
(2004) for details.

1.3 Which strategy to apply?

Having two production strategies at its disposal, how does a production com-
pany choose which of them to apply? Selecting the right strategy is not always
an easy task, as MTO and MTS production each have their own advantages and
requirements.
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Producing to stock avoids letting customers wait until the product undergoes
the production process of the company, which is especially beneficial when this
process is long and/or hard to control. Producing to stock then makes these prod-
ucts more attractive for customers as these generally prefer short and certain lead
times. If by contrast a production company can produce items fast and reliably,
the company would be not so much hindered in producing in an MTO fashion. It
also matters in which market a firm operates. If competitors are able to respond
to demands instantly by applying MTS, a firm would lose many customers if it
produces in an MTO fashion.

Producing to stock also involves a holding cost, as pointed out above, as the
company has to pre-invest in the production of the product. Logically, the value
of the investment and the length of the period between costs and revenues de-
termine how much holding costs a company should account for. These depend
on the value of the products and on the demand, which therefore influence the
decision whether to make to stock or make to order as well. For products that are
relatively cheap to produce and that are regularly demanded, producing before-
hand can be affordable. It may become too expensive when products have more
value and have a smaller and/or less predictable demand.

Moreover, if a company produces its products before they are sold, can it be
certain that the products are ever sold at all? When it concerns food products, the
products have a limited shelf life after which they cannot be sold anymore, for
instance due to government regulations. Products that are subject to rapid tech-
nological developments may become obsolete as well. Hence, the risk of obso-
lescence should be taken into account when deciding which production strategy
to apply. With this, the value of the products and especially the uncertainty of
demand again play an important role.

The decision whether to make to stock or to order becomes a lot easier when
customers are given the opportunity to select certain properties of the product.
Obviously, we cannot produce as long as we do not know exactly what or how.
Hence, a company that produces customizable products only has MTO as a real
option, regardless of the other factors.

Besides pure make-to-order and make-to-stock production, other options ex-
ist. A production company could decide to perform some stages of the produc-
tion process before products are demanded. The intermediate products are then
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stored in a buffer until they are demanded, after which they undergo the final
stages of the production process. This strategy is known as assemble-to-order. We
could also make the distinction between make-to-order and variants that not only
produce after demand occurs, but also buy the raw materials or even develop the
entire product after it is demanded. These latter two strategies are known as
purchase-to-order and engineer-to-order.

The place in the process where stages that take place before demand occurs
are separated from stages that take place after demand occurs is known as the
Customer Order Decoupling Point or Order Penetration Point. We refer the reader to
Van Donk (2001) for a qualitative framework of relevant factors on selecting this
point.

1.4 Hybrid production

A production company may very well be confronted with products that differ
in value, demand, demand uncertainty, required production time and/or pro-
duction time uncertainty. Hence, if a company determines whether its products
should be made to stock or to order, it may end up in applying the MTS strat-
egy to some products and applying the MTO strategy to others. Producing on an
MTS basis and on an MTO basis on the same facility is known as hybrid production.
Besides the possibility that product and market characteristics advocate different
production strategies, hybrid production systems could also arise in other ways.

Some companies produce a high variety of products and therefore have to
deal with variable job routings, order quantities and processing times within
their production process. Such a company may decide to produce the prod-
ucts that are demanded the most regularly on an MTS basis, so that they can
be produced in periods in which there are relatively few orders in the produc-
tion system. The company could then deliver these products from inventory in
busy periods, leaving sufficient production capacity for the remaining products.
Hence, this method affects the delivery time and reliability of all products that the
company offers. If the stock of the concerning products is empty, newly arriving
demands can be made to order as usual.

High variety production companies also have to deal with large amounts of
idle time of workstations. If these workstations could be used to produce a dif-
ferent type of product, a so-called ‘filler’, the company could add this product
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to the product mix without incurring a large investment (i.e. this differs from
the previous situation, in which the production strategy of an existing product is
switched from MTO to MTS). These fillers can again be produced in periods of
low demand, avoiding wasting of production capacity. If such filler products are
standardized products which customers can easily buy at competitors, the com-
pany would lose demand for a short period of time when no stock is available,
but this is not a major problem if the main reason for offering this product is that
it avoids idle production capacity.

Make-to-stock production companies also can opt for adding a few make-to-
order products and produce in a hybrid fashion. For instance, if a company has
spare production capacity available, producing a number of additional items may
contribute to the company’s profits, or just make the company less dependent on
their current markets. If the new items require an MTO approach, for instance
because they are customizable, the production system becomes hybrid.

1.5 Differences between MTO and MTS production
planning

Although applying a hybrid production strategy may allow a company to bet-
ter utilize its production capacity or gain an additional margin on the products, it
leaves the production planning with a complex ‘puzzle’ of combining production
strategies that require very different ways of planning and control. Indeed, how
to best organize the planning of a hybrid production system?

Although we can argue that both production types aim at finishing products
on time, the interpretation of ‘finishing on time’ is different. For MTO, it is clearly
defined when jobs should be finished because each job has a due date. For MTS,
‘on time’ has the interpretation of completing items before a stock-out occurs, so
that future demands are not lost or do not have to be backordered. Using de-
mand forecasting techniques, we can estimate when we expect a stock-out and
hence when product replenishments should be completed. However, these es-
timates come with uncertainty. If we plan to complete a replenishment just in
time based on the demand forecast, we will encounter a stock-out already if the
demand is just a little larger than forecasted. The probability of this occurrence
may be unacceptably large. On the other hand, completing a replenishment a
little later than the demand forecast prescribes does not automatically imply that
a stock-out will occur; it has a larger probability of occurring.
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Moreover, finishing products later than intended may have a different conse-
quence as well. For MTS, we have that the longer a stock-out lasts, the longer the
period during which demands are lost or backordered. Hence, delayed deliver-
ies have a proportional effect on the performance of the system. For MTO, it may
also hold that the period of time by which a due date is violated matters, but this
need not be proportional. It may even be the case that the amount of lateness is ir-
relevant, i.e. late is just late. Also delivering earlier than agreed may have various
consequences. If early deliveries are not allowed, the completed products have to
be stored until the shipment, which may come at a cost. In many cases, however,
early deliveries are not so harmful. Hence, when it comes to the consequences of
completing products late or early, MTO and MTS production differ substantially.

Perhaps the most striking difference between the two production types relates
to the degree of freedom in production timing and amounts. For MTO produc-
tion, the products that have to be produced, their amounts, and the time before
which they should be completed, are all given by the customer order. Decisions
on the produced amount are therefore not applicable to MTO. For MTS, however,
a planner for instance has the freedom to decide how many products are stored.
This allows controlling the delivery performance for these products. If the plan-
ner holds a larger amount of inventory, stock-outs occur less often. Hence, if we
only consider delivery performance, it is optimal to hold large amounts of in-
ventory. Logically, this is not realistic. Holding inventory comes at a cost and
stocking decisions should balance these costs with the corresponding delivery
performance. This forms a sharp contrast with MTO, for which stocking deci-
sions do not apply. Although cost-based planning approaches exist for MTO, the
main approach is to consider delivery performance in isolation, whereas this can-
not be applied to MTS production.

Besides the amount of inventory held, controlling production amounts also
creates flexibility for MTS production. For MTO, these amounts are given by the
customer orders, whereas for MTS these can be decided upon. This, in turn, al-
lows including efficiency considerations in the production planning. If machines
require a setup between different products, it is beneficial to produce them in
larger lots so that these setup times are incurred less often. However, producing
in large lots also has disadvantages as machines are then occupied for a larger
amount of time. This reduces the possibility to quickly respond to demands for
other products, increasing the probability of stock-outs or late deliveries for these.
This trade-off does not apply to MTO.
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If we now apply hybrid production by combining MTO and MTS on the same
facility, the production planning of the two must be combined as well. However,
because of the differences between MTO and MTS in the way production plan-
ning and control is organized, it is not at all obvious how production planning
of a hybrid system should be organized. We should simultaneously make deci-
sions upon timing and/or sequencing of MTO jobs and determine when, or, alter-
natively, at which stock level, an MTS replenishment is ordered for production.
Moreover, it is obvious that the performances of the two product types compete
with each other. Hence, organizing production in a hybrid system brings a num-
ber of substantial challenges.

1.6 Literature on planning and control of hybrid pro-
duction systems

We do not provide a complete literature review in this chapter, but refer the reader
to Sections 2.2, 3.1 and 4.2. These sections discuss the literature on hybrid pro-
duction planning more extensively and each from the perspective of the corre-
sponding chapter. For this chapter, we confine ourselves to the most notable
contributions in the field of hybrid production planning.

Carr & Duenyas (2000) and Iravani et al. (2012) both provide basic, two-product
models of hybrid production processes. The basic setting allows them to model
the hybrid systems as mathematical optimization problems known as Markov De-
cision Processes. They use these models to derive structural results and the effects
of multiple model parameters. Although the models themselves may be consid-
ered too basic for practical use, they provide useful insights into hybrid produc-
tion planning and this work can be considered a building block for future studies.

The work by Soman et al. (2004, 2006, 2007) provides a major contribution to
the field by conducting a number of studies on hybrid production focused on the
food processing industry. Soman et al. (2004) review the existing literature in the
field of hybrid production. This review is not restricted to planning and includes
studies on different research questions, such as the question whether products
should be made to stock or to order. The authors further provide a hierarchical
planning framework for hybrid production systems in the remainder of this con-
tribution. Soman et al. (2006) compare the performance of four MTS planning
procedures applied to a hybrid production environment. The authors continued
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their work by conducting a case study (Soman et al., 2007) in which they propose
an extensive planning approach.

Chang et al. (2003) and Wu et al. (2008) develop sophisticated planning proce-
dures for the control of a semiconductor foundry that applies hybrid production.
Chang et al. propose a planning method with three submodules; a module for
identifying the bottleneck workstation, and two modules for controlling order re-
lease and dispatching at workstations. The release and dispatching modules aim
at maintaining work at the bottleneck station, so as to maximize the throughput.
Wu et al. adapt a control method by Glassey & Resende (1988) called Starva-
tion Avoidance. They propose a method that releases MTO just-in-time, aiming
to avoid releasing earlier than required to meet the due date, so that the corre-
sponding production capacity is reserved for MTS. This allows the method to
achieve a high delivery performance for both product types simultaneously.

We finally discuss the work of Schönsleben (2011), who proposes an advanced
method for organizing hybrid production known as Capacity Oriented Materials
Management (Corma). Corma consists of multiple parts that cover order release
(part 1), shop floor control (part 2), and a mechanism that couples floor schedul-
ing with materials management (part 3). The third part smartly deals with some
important differences between MTO and MTS production planning. It defines
fictitious due dates for MTS items that are used for shop floor control, but allows
these fictitious due dates to be changed based on later events. For instance, if the
demand for the MTS item is larger than foreseen, the MTS due date is redefined
more tightly. In the same way, if the stock level drops slower than foreseen, the
MTS replenishment order may be finished later and the due date is adapted ac-
cordingly. Moreover, the method also reacts to changes in the MTO workload. Its
level of sophistication for hybrid production makes Corma a promising produc-
tion planning concept for practitioners. For a detailed description of Corma, we
refer to Schönsleben (2011, p. 731-739).

Although these and other authors have provided useful contributions in the
field of hybrid production planning, the amount of research in this field is still
rather limited, especially when it comes to planning approaches that do right to
the differences between MTO and MTS. In this thesis, we provide a number of
studies in order to bridge this gap.



14 Chapter 1. Introduction

1.7 Contribution and outline

In the preceding sections, we discussed the production strategies make-to-order
and make-to-stock and the way they are planned. As the two production strate-
gies differ substantially, especially in the way they are planned, it is not obvious
how the planning and control of a hybrid MTO-MTS production system should
be organized. The existing literature offers some background on the planning of
hybrid production systems, but especially when it comes to fully considering the
crucial characteristics of each of the two production systems, the amount of re-
search is rather limited. In this thesis, we therefore provide three studies in this
field in which we try to do right to the characteristics of MTO and MTS and the
differences between them. This section discusses the contribution of each of the
studies in more detail.

In Chapter 2, we explore the benefits of a hybrid planning approach using
Markov Decision Process modeling. We confine ourselves to the most basic form
of a hybrid production system by considering a minimal amount of details, but,
contrary to existing models, we include a lead time for MTO items as we con-
sider that a crucial characteristic of the production strategy that hybrid produc-
tion planning should take care of. We show how production decisions should be
based on both inventory level and backlog state of MTO products, and that espe-
cially discriminating between states with and without backlog of MTO orders is
important.

In Chapter 3, we explore lot sizing decisions for MTS. As pointed out above,
the MTS production strategy allows for an efficient capacity usage in case ma-
chines require a changeover time when switching from one product to another.
In this way, we could use the production capacity efficiently by producing MTS in
batches. However, in a hybrid production system, the size of these batches does
not only affect the state of MTS, but also the responsiveness to incoming MTO
orders, which in our view should be taken into account in hybrid production sys-
tems. We therefore extend the model presented in Chapter 2 with a setup time
for the MTS items, so that lot sizing decisions come into play. We propose and
analyze a flexible lot sizing policy, where the lot size is driven by make-to-order
backlogs as well as stock levels.

In Chapter 4, we consider a more specific hybrid production situation, namely
that of an MTO job shop to which an MTS item is added as a ‘filler’. We assume
that the job shop is controlled using Operation Due Dates; a method that is specif-
ically designed for controlling MTO production. We propose and compare four
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ways of integrating MTS into the control of this job shop, all based on fictitious
due dates for MTS. We further embed the insights that we obtained from Chap-
ters 2 and 3, by taking care of the key differences between MTO and MTS.

Chapter 5 is, in some respects, the odd one out. Here, we still address the
sharing of resources between different products, but rather than continuing the
research on sharing production capacity between MTO and MTS we consider the
division of storage capacity. In line with Chapters 2 and 3, we study a stylized
setting with two products that share a limited storage capacity. We aim at finding
an ordering policy that minimizes the cost per time unit. We distinguish from
regular ordering policies by allowing the order quantity of one of the products
to vary, so that in the same way as in Chapter 3 the flexibility of lots comes into
play. As the subject of this chapter deviates from the rest of this thesis, we avoid
discussing it in more detail and refer the reader to Section 5.1 for a more extensive
introduction of this study.

1.8 Journal publications

The chapters in this thesis are based on the following journal publications and
papers under review.

Chapter 2
Beemsterboer, B., Land, M., & Teunter, R. (2016). Hybrid MTO-MTS production
planning: An explorative study. European Journal of Operational Research, 248, 453-
461.

Chapter 3
Beemsterboer, B., Land, M., & Teunter, R. (2016). Flexible lot sizing in hybrid
make-to-order/make-to-stock production planning. Paper under review.

Chapter 4
Beemsterboer, B., Land, M., & Teunter, R. (2016). Integrating make-to-order and
make-to-stock in job shop control. Paper under review.

Chapter 5
Beemsterboer, B., Teunter, R., & Riezebos, J. (2016). Two-product Storage-capaci-
tated Inventory Systems: A Technical Note. International Journal of Production Eco-
nomics, forthcoming.
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Chapter 2

Hybrid MTO-MTS production
planning: an explorative study

Abstract. Research on the planning and control of combined make-to-order/make-to-
stock or hybrid production systems often takes a typical MTO or MTS perspective. We
examine the benefits of a hybrid planning approach without priority for either MTO or
MTS. We develop a Markov Decision Process model for a two-product hybrid system to
determine when to manufacture MTS and MTO products. Contrary to earlier studies
with this approach, this study includes a positive lead time for MTO products. We char-
acterize optimal policies and show how decisions should be based on both inventory level
and backlog state of MTO products. Especially discriminating between states with and
states without backlog of MTO orders is shown to be important in determining whether
to increase MTS stock. Savings of up to 65% are achieved compared to policies that pri-
oritize MTS or MTO.

2.1 Introduction

Technological developments in manufacturing systems increasingly allow com-
panies to manufacture different products on the same production facility, as indi-
cated by Iravani et al. (2012), Altendorfer & Minner (2014), and others. Also more
hybrid production systems have emerged, combining make-to-order (MTO) and
make-to-stock (MTS) production. Low-valued, standardized products with regu-
lar demand will often be made to stock, allowing demand to be satisfied instantly.
For high-valued and/or customized products with irregular demand, stocking
can be expensive or even impossible and these are typically produced to order
(see e.g. Van Donk (2001)).

17
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Planning of a hybrid production system is not straightforward, because plan-
ning and control decisions are significantly different for MTO and MTS produc-
tion. MTO products must be manufactured before a prespecified due date and
production planning and control focuses on the timing and/or sequencing of the
operations. MTS production aims at prevention of stock-outs, whilst limiting the
inventory holding costs. Therefore, performance criteria in MTS production plan-
ning are usually cost-based.

The planning and control of production systems have received considerable
attention in the literature. However, as Soman et al. (2004) indicate, most re-
search in this field assumes either pure MTS or pure MTO. Research on the plan-
ning and control of hybrid production systems is limited, and often still takes
the perspective of either the MTO or the MTS products as a starting point. For
instance, Chang et al. (2003) and Wu et al. (2008) modify existing planning meth-
ods designed for MTO products by letting a separate MTS process generate ‘MTS-
orders’, and Soman et al. (2006) modify existing planning methods for MTS prod-
ucts by replacing the run-out time of MTS products by the remaining lead time
allowance of MTO products. Carr & Duenyas (2000) and Iravani et al. (2012)
consider contract manufacturers who produce on an MTS basis for contracted
and hence more important customers, and on an MTO basis via other sales chan-
nels. They analyze basic two-product models in which the lead time allowance
of MTO is not included, and use a Markov Decision Process (MDP) to determine
whether MTO or MTS should be produced and whether new MTO orders should
be accepted and rejected, based on the MTS inventory level and the amount of
MTO orders. Despite the latter studies providing more insight into optimal hy-
brid policies, we notice a lack of an approach that fully does right to MTS and
MTO characteristics. We discuss the literature on the planning of hybrid produc-
tion systems more extensively in Section 2.2.

In this paper, we investigate the benefits of a hybrid planning method for
hybrid production systems, i.e. a planning method that takes the state of both
product types into account in deciding which product to manufacture. The main
difference with earlier contributions is that our study is not driven by either an
MTO or an MTS perspective. Moreover, we allow a positive lead time for MTO
production, as typically applies in practice. We follow the modeling approach of
Carr & Duenyas (2000) and Iravani et al. (2012) and propose a simple model with
two products, one manufactured on an MTO basis and one manufactured on an
MTS basis. We use a discrete-time Markov Decision Process to find which prod-
uct should be manufactured in each period based on the MTS inventory level,
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the amount of MTO orders in the system, and the remaining lead time allowance
of these orders. We provide insight into the optimal policies that result from
the model, where the consideration of lead times turns out to be important, and
compare these with two benchmark policies that both prioritize one of the two
product types. We show that significant savings can be obtained, which moti-
vates the development of sophisticated planning procedures for real-life hybrid
production cases.

The remainder of this paper is organized as follows. Section 2.2 gives an
overview of the relevant literature. Section 2.3 formulates the model of the pro-
duction system as a Markov Decision Process and Section 2.4 describes the re-
sulting optimal policy structure. Section 2.5 compares the performance of our
optimal planning procedure with two policies that are based on one of the two
production systems. Conclusions and directions for future research are presented
in Section 2.6.

2.2 Literature review

We provide an overview of the literature related to hybrid production systems
and we focus on the planning related contributions, in particular on contributions
with MDPs of two-product hybrid production systems. Regarding non-hybrid
production systems, we refer the reader to Stevenson et al. (2005) for a review
on planning concepts for MTO production and to Sox et al. (1999) and Winands
et al. (2011) for reviews on the Stochastic Economic Lot Scheduling Problem, a
common approach for MTS production.

A substantial part of the research on hybrid production focuses on the de-
cision which items to produce to stock and which to order. Williams (1984),
Arreola-Risa & DeCroix (1998), Rajagopalan (2002), Kaminsky & Kaya (2009), and
Altendorfer & Minner (2014) propose quantitative frameworks classifying prod-
ucts as MTO or MTS and determining related production decisions such as base
stock levels and/or batch sizes for MTS products. Van Donk (2001) discusses the
MTO/MTS classification problem from a qualitative viewpoint for the food pro-
cessing industry. Soman et al. (2007), Kerkkänen (2007), and Perona et al. (2009)
conduct case studies in which they determine the MTO/MTS classification for
the companies. Cattani et al. (2010) address this problem from the perspective of
factory design. They consider the choice between separate MTO and MTS facto-
ries, a hybrid factory and an MTS factory, and only a hybrid factory, and analyze



20 Chapter 2. Hybrid MTO-MTS production planning: an explorative study

several trade-offs between these choices. Besides these two scenarios, the authors
focus on the decision how many orders for non-contracted customers to accept.
Other contributions investigate the benefits and/or performance of hybrid pro-
duction systems. Nguyen (1998), for instance, approximates fill rates and aver-
age inventory levels using a queueing theory approach. Martı́nez-Olvera (2009)
evaluates the influence of hybrid business models on the performance of a sup-
ply chain using a system dynamics simulation model. The above studies took a
strategic perspective on hybrid production. When it comes to the planning and
control, existing approaches often take the perspective of either the MTO or the
MTS products as a starting point, as indicated in Section 2.1.

Chang et al. (2003) and Wu et al. (2008) address hybrid production planning
from an MTO perspective. They propose planning concepts with order release
and dispatching rules. In both papers, the systems generate ‘MTS orders’ when
the work-in-progress is sufficiently low, such that these fill the production capac-
ity that would otherwise be lost due to lack of MTO orders. If an MTS order is
generated, the product to be manufactured is selected based on the run-out time.
Hadj Youssef et al. (2004) investigate priority rules for MTO and MTS product
classes in a simple model. MTS demand is replenished according to a lot-for-lot
policy, so each demand results in an ‘MTS-order’. The authors compare two pri-
ority rules: first come first served (FCFS), and priority for the MTO products, and
investigate the impact of model parameters on the performance of the two rules.
Sox et al. (1997) compare the performance of three policies: one using FCFS, one
selecting products based on the run-out time, and one that is a mixture of the
other two. The latter two policies regard MTO products as MTS products with
a zero run-out time, so that these have priority over MTS products with a pos-
itive inventory level. Chang & Lu (2010) analyze the performance of a hybrid
production system that manufactures standard products on an MTS basis and
customized products by performing an additional customization operation to fin-
ished standard products on an MTO basis. The authors obtain optimal base-stock
levels, under the assumption that the customization operations are prioritized
above MTS standard product replenishments.

Several other studies propose planning and control approaches from an MTS
perspective. Soman et al. (2006) investigate the performance of four existing
MTS planning procedures in the context of a hybrid production environment: the
method known as the Economic Manufacturing Quantity and the methods pro-
posed by Vergin & Lee (1978), Leachman & Gascon (1988), and Fransoo (1992).
Soman et al. include MTO orders in the calculations of these methods by replac-
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ing the stock run-out time by the remaining time until the due date of the MTO
orders. Federgruen & Katalan (1999) analyze the impact of adding an MTO item
to an MTS production system that is controlled by a fixed production sequence
and base-stock levels. They compare two possible planning adaptations: prior-
itizing the MTO item, and inserting the MTO product one or more times in the
predetermined production sequence. Zhang et al. (2013) develop a multi-server
queuing model of a hybrid production system with two product types (MTO and
MTS), two groups of machines (flexible and MTS) and two modes (hybrid, where
the flexible machines produce MTO, and MTS, where all machines produce MTS).
The model is used to obtain optimal values for the number of flexible machines,
the number of machines dedicated to MTS, and the two inventory level thresh-
olds at which the group of flexible machines switch from MTS to MTO and vice
versa. Hence, the switching decision is solely based on the MTS inventory level;
the MTO queue length is not taken into account.

Carr & Duenyas (2000), Iravani et al. (2012), and Gupta & Wang (2007) con-
sider control policies of hybrid production systems of contract manufacturers,
which are compelled to manufacture a part of their products on an MTS basis
because long-term contracts with some customers require timely deliveries. The
firms also sell through other sales channels, for which they produce on an MTO
basis, and for which demands can be rejected. Although the MTO products are
usually more profitable, the MTS products are more important from a planning
perspective because of the high penalties for late deliveries. Carr & Duenyas and
Iravani et al. provide optimal production and admission policies for such sys-
tems using simple, two-product models, modeled as Markov Decision Processes.
Both ignore MTO lead times and use a backlogging cost proportional to the wait-
ing time in order to penalize late deliveries. Hence, MTO orders are ‘late’ from
the moment they arrive. As the authors indicate, the MTO product in their model
can be considered an MTS product with backorders and an order-up-to-level of
zero. Their state spaces are two-dimensional, allowing them to characterize op-
timal policies resulting from the MDPs by two switching curves, each splitting
the state space into two areas. One curve indicates for which states to switch be-
tween accepting and rejecting the MTO orders and another curve indicates for
which states to switch between producing MTS and producing MTO. Besides a
few differences that are not relevant for our study, the models of Carr & Duenyas
and Iravani et al. differ in their assumption on the consequence of stock-outs
of the MTS products. Carr & Duenyas assume that sales are lost, while Iravani
et al. assume backlogging. Gupta & Wang consider a more extended discrete-
time MDP which includes a lead time allowance. They compare two modes, one
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in which all customers are served on an MTO basis, and one in which contracted
customers are served on an MTS basis. They obtain optimal results for instances
with a lead time allowance of two periods and provide heuristic solutions for in-
stances with longer lead times.

From a modeling perspective, we follow the approach of Carr & Duenyas
(2000) and Iravani et al. (2012). However, our study is not motivated by a specific
type of companies and we subsequently do not consider MTS more important
than MTO. Also, our research is focused on the selection of the product that is
manufactured in a period, whereas these authors emphasize the MTO order ad-
mission decision and the dynamics between the two decisions. Finally and most
importantly, we include an MTO lead time allowance in our model, whereas Carr
& Duenyas and Iravani et al. do not.

2.3 Model formulation

In this section, we model a hybrid production system. In Subsection 2.3.1, we pro-
vide the framework of the model, which we then formulate as a Markov Decision
Process in Subsection 2.3.2. A summary of the notations is given in Table 2.1.

2.3.1 Production system

We consider a system that manufactures two products, one on an MTO basis and
one on an MTS basis, and it may produce only one of these at a time. MTS prod-
ucts are stored in inventory, from which demands are satisfied directly. Demands
are lost when no inventory is available. MTO is produced after an order has been
placed and should be delivered within a limited lead time. Late MTO orders are
penalized, but should still be delivered.

In order to formulate our problem as a Markov Decision Process in the next
subsection and in order to keep its formulation accessible, we make the follow-
ing simplifying assumptions. We use a discrete time framework and we assume
that the unit processing times of the products are equal to each other and given
as one period. We assume that this processing time includes eventual machine
setups. Moreover, MTS production can be interpreted as producing and MTS
quantity equivalent to the time required for an average MTO order. In order to
ensure finiteness of the state space, we will use bounded demand distributions
and we define a maximum MTS inventory level I and a maximum amount of
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Table 2.1: Notations

Demand parameters do Average MTO demand per period
ds Average MTS demand per period
dmaxo Maximum MTO demand per period
dmaxs Maximum MTS demand per period

Cost parameters q Lateness costs (per unit, per period)
bo MTO lost sales costs (per unit)
bs MTS lost sales costs (per unit)

System parameters K Maximum number of MTO orders
L MTO lead time allowance

Demand probabilities po(j) Probability of j MTO demands in a period
ps(j) Probability of j MTS demands in a period

State space i MTS inventory level
kl # MTO orders in the system for l periods

(l = 0, . . . , L− 1)
kL # late MTO orders

Other k Total number of MTO orders

MTO orders in the system K. We assume that excess MTO demand is lost. The
maximum inventory level I is not treated as a system control parameter, but set
large enough so as not to affect the numerical results. The promised lead time for
MTO orders is assumed fixed and given by L periods (not including the period
in which the order arrives). With these simplifications, we retain the core of the
problem so that we can obtain the insights we aim for.

Demands of MTO and MTS follow two independent truncated Poisson distri-
butions with average demands (per period) denoted by do (MTO) and ds (MTS)
and maximum demands denoted by dmaxo (MTO) and dmaxs (MTS), respectively.
We denote po(j) as the probability of j MTO demands and ps(j) as the probability
of j MTS demands in a period, respectively. By definition,

po(j) =

{
λjoe

−λo

j! /
∑dmaxo
m=0

λmo e
−λo

m! for j = 0, . . . , dmaxo

0 otherwise,

and
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ps(j) =

{
λjse

−λs

j! /
∑dmaxs
m=0

λms e
−λs

m! for j = 0, . . . , dmaxs

0 otherwise.

The demand rates λo and λs are selected such that the average demands do
and ds satisfy

do =

dmaxo∑
j=1

jpo(j) and ds =

dmaxs∑
j=1

jps(j).

The order of events in each period is as follows. First, it is decided whether a
unit of MTO, a unit of MTS, or nothing is manufactured. Second, demand occurs
and demands are either accepted/satisfied or lost. Third, if a product was manu-
factured it becomes available; if this is an MTO product, it fulfills an order in the
same period.

The objective is to minimize the average costs per period. These costs are
composed of per period holding costs of MTS products, lateness costs of MTO
products, and lost sales costs. We normalize the MTS holding cost to 1, i.e. the
per period holding cost serves as the cost unit. Late MTO orders cost q per period
and lost sales costs are bo for MTO and bs for MTS, respectively.

2.3.2 Markov Decision Process

We model the problem described above as a discrete-time Markov Decision Pro-
cess. The state space S consists of the MTS inventory level i, the numbers of
accepted MTO orders kl, l = 0, . . . , L− 1, that are in the system for l periods (not
including the period of arrival) and hence have L− l periods remaining until the
due date, and the number of outstanding late orders kL. A state s ∈ S is described
by the tuple s = (i, k0, . . . , kL). For convenience, we define the MTO part of the
state space, (k0, . . . , kL), as the order state and we will refer to the MTS inventory
level i as the inventory level. We further define k as the total number of MTO or-
ders in the system, i.e. k =

∑L
j=0 kj . Note that 0 ≤ kl ≤ dmaxo for l = 0, . . . , L− 1,

and k ≤ K.
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The action space is denoted byA = {1, 2, 3}, where a = 1 indicates production
of an MTO order, a = 2 production of an MTS product, and a = 3 idling. Action
a = 1 is not admissible when there are no orders at hand, i.e. in states (i, 0, . . . , 0)

for i = 0, . . . , I . Action a = 2 is not admissible when the inventory is full, i.e. in
states (I, k0, . . . , kL) for all allowed combinations of k0, . . . , kL, but this becomes
redundant for sufficiently large I .

The costs in state s if action a is taken, denoted as ca(s), are as follows. Writing
[x]+ for max{x, 0},

c1(s) = i+ qkL + bs

dmaxs∑
j=0

(
ps(j)[j − i]+

)

+ bo

dmaxo∑
j=0

(
po(j)[k + j − 1−K]+

)
,

c2(s) = c3(s) = i+ qkL + bs

dmaxs∑
j=0

(
ps(j)[j − i]+

)

+ bo

dmaxo∑
j=0

(
po(j)[k + j −K]+

)
.

The first and second terms in both equations represent the holding and late-
ness costs, respectively. The third and fourth terms are, respectively, the expected
MTS and MTO lost sales costs. For a = 1, one more MTO order can be accepted
than for a = 2 and a = 3, hence the difference in the expressions. The MTS lost
sales costs are the same for all actions because MTS lost sales are based on the
amount of inventory at the beginning of the period.

We next discuss the transition probabilities πa(s, s′), denoting the probability
that the state at the end of a period is s′ = (i′, k′0, . . . , k

′
L) given that the state at the

beginning is s = (i, k0, . . . , kL) and action a is taken. In this section, we restrict
the discussion to transitions to states in which i′ > 0 (for a = 2, we restrict to
i′ > 1) and k′ < K, where k′ is defined as k′ =

∑L
j=0 k

′
j . For transitions to states

with i′ = 0 and/or k′ = K, the possibility of lost sales must be taken into account
which leads to slightly different expressions, but the dynamics are essentially the
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same. We refer to Appendix A for a complete overview of the transition proba-
bilities.

We define l∗ = max{l|kl ≥ 1}, k′′l = kl for l ∈ {0, . . . , L}\l∗, and k′′l∗ = kl∗ − 1.
Then, for the cases considered here, the transition probabilities, that we will ex-
plain in what remains of this section, are as follows.

π1 (s, s′) = po(k
′
0)ps(i− i′) if k′l = k′′l−1 for l = 1, . . . , L− 1

and k′L = k′′L + k′′L−1 (2.1)

π2 (s, s′) = po(k
′
0)ps(i− i′ + 1) if k′l = kl−1 for l = 1, . . . , L− 1

and k′L = kL + kL−1 (2.2)

π3 (s, s′) = po(k
′
0)ps(i− i′) if k′l = kl−1 for l = 1, . . . , L− 1

and k′L = kL + kL−1 (2.3)

πa (s, s′) = 0 otherwise

The transition probabilities in (2.1) - (2.3) are written as the product of the
probability of k′0 MTO demands and the probability of a transition to an inven-
tory level of i′, which implies i− i′+1 MTS demands if a unit of MTS is produced
(in (2.2)) and i − i′ MTS demands otherwise (in (2.1) and (2.3)). The conditions
of (2.1) - (2.3) state that the given probability applies to states for which the MTO
orders all have a unit of their lead times deducted (unless they are already late),
and that the new state counts one MTO order less if an MTO product is manufac-
tured. The decrease of the lead time allowance is achieved by letting the number
of MTO orders having waited for l periods in the new state take the value of the
number of MTO orders having waited for l − 1 periods of the previous state, for
l = 1, . . . , L − 1. The number of late MTO orders increases by the number of
MTO orders that had one period remaining. In (2.1), a unit of MTO is produced.
As MTO orders differ only in their remaining lead time allowance, it is clearly
optimal to produce them in a first come, first served fashion to realize the lowest
lateness costs. Hence we satisfy one order with the smallest remaining lead time
allowance, which is accounted for by using the order state (k′′0 , . . . , k

′′
L) instead of

(k0, . . . , kL) in the conditions.
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We obtain optimal solutions for the MDP using a solver from the package
‘MDPtoolbox’, based on Value Iteration, in the computer program ‘R’.

2.4 Policy structure

This section characterizes the structure of optimal policies for the Markov Deci-
sion Process defined in the previous section using an illustrative numerical exam-
ple. We also build on the insights obtained by Carr & Duenyas (2000) and Iravani
et al. (2012) who characterize optimal policies for simpler systems without a lead
time allowance for MTO orders.

The typical structure of the optimal policy can best be characterized by an il-
lustrative example with a relatively small state space such that all states can be
presented in a table.

Example. Let do = ds = 0.43, dmaxo = dmaxs = 2, L = 2, K = 4, q = 5, and
bo = bs = 500.

Table 2.2 presents the optimal policy of this example. The resulting policy
does not produce MTS for inventory levels above 7 and hence states with inven-
tory levels higher than 8 are transient and can be ignored. Before we discuss
this policy, recall from Section 2.2 that Carr & Duenyas (2000) and Iravani et al.
(2012) characterize optimal policies for hybrid production systems with one MTO
and one MTS product. Their findings include the following. First, both find that
the difference between producing MTS and producing MTO can be described by
a ‘switching curve’. For lower inventory levels, it is optimal to produce MTS,
while for larger inventory levels, MTO is produced. In the model of Carr &
Duenyas, the curve also depends on the amount of MTO orders, where an in-
creasing amount of orders leads to a ‘switch’ from MTS to MTO. Second, both
find that idling is only optimal in states with no MTO orders.

The term ‘curve’ is inappropriate for our model, because our state space is
multi-dimensional contrary to Carr & Duenyas and Iravani et al. who have two-
dimensional state spaces. We instead define the notion of switching levels for de-
scribing optimal policies for our model. A switching level is defined for each
MTO order state (k0, . . . , kL) as the lowest inventory level for which the system
does not produce MTS. For this level, the system ‘switches’ to MTS when the in-
ventory level drops below it, or ‘switches’ to MTO/idling when the inventory
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Table 2.2: Optimal policy for the example (s = produce MTS, o = produce MTO, n =
idling)

Order state Inventory level i
(k0, k1, k2) 0 1 2 3 4 5 6 7 8

(0, 0, 0) s s s s s s s s n
(1, 0, 0) s s s s o o o o o
(2, 0, 0) s s s o o o o o o
(0, 1, 0) s s s o o o o o o
(1, 1, 0) s s s o o o o o o
(2, 1, 0) s s o o o o o o o
(0, 2, 0) s s s o o o o o o
(1, 2, 0) s s o o o o o o o
(2, 2, 0) o o o o o o o o o
(0, 0, 1) s s s o o o o o o
(1, 0, 1) s s s o o o o o o
(2, 0, 1) s s o o o o o o o
(0, 1, 1) s s s o o o o o o
(1, 1, 1) s s o o o o o o o
(2, 1, 1) o o o o o o o o o
(0, 2, 1) s s o o o o o o o
(1, 2, 1) o o o o o o o o o
(0, 0, 2) s s s o o o o o o
(1, 0, 2) s s o o o o o o o
(2, 0, 2) o o o o o o o o o
(0, 1, 2) s s o o o o o o o
(1, 1, 2) o o o o o o o o o
(0, 2, 2) o o o o o o o o o
(0, 0, 3) s s o o o o o o o
(1, 0, 3) o o o o o o o o o
(0, 1, 3) o o o o o o o o o
(0, 0, 4) o o o o o o o o o
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level reaches it from below. If the switching level is 0, then for each possible in-
ventory level, the system does not produce MTS. In inventory control terms, the
switching level could be interpreted as the order-up-to level or base stock level
(see Axsäter (2007)), but in our case dependent on the outstanding MTO orders.

Note that for the example considered, the switching level is uniquely de-
scribed by the total number of MTO orders, k, and the number of periods until the
first MTO order becomes late, L−max{j : kj > 0}. This allows us to describe the
resulting policy in terms of the switching levels depending on these two values,
which we have done in Table 2.3. We remark that, although in our experiments
the switching levels are uniquely described by these two values in almost every
case considered, there are exceptions.

Table 2.3: Optimal policy of the example in terms of switching levels

Remaining periods
# MTO orders 3 or more 2 1 0

0 8
1 4 3 3
2 3 3 3
3 2 2
4 0 0

Table 2.3 leads to the following observations regarding the optimal policy for
this example. A striking observation is that there are considerable differences of
the switching levels between states with and without MTO orders: if there are no
MTO orders, the switch is between MTS and idling; while if there are orders, the
switch is between MTS and MTO; and producing MTO is a much more attrac-
tive alternative to producing MTS than idling. These observations are made for
most parameter settings we considered and Carr & Duenyas (2000) and Iravani
et al. (2012) make similar observations. We remark, however, that our sensitivity
study in Section 2.5 will reveal some exceptional situations. We further observe
from Table 2.3 that the switching level is non-increasing in the amount of MTO
orders on hand and that the switching level decreases as MTO orders become
closer to their due date. However, even though these observations are intuitive
and observed for most parameter settings, they do not apply in some extreme
settings.
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2.5 Numerical comparison

In order to see the advantage of choosing optimally between producing MTO or
MTS in every system state, we compare the optimal hybrid solutions with two
policies that prioritize either MTS or MTO. We conduct two sets of numerical ex-
periments in which we vary the demand rates and the cost parameters from their
base case values (to be discussed), respectively. Before turning to these experi-
ments, however, we first introduce two benchmark policies and briefly discuss
the base case.

MTO Priority. This policy gives priority to MTO, in the sense that it manu-
factures an MTO product whenever one is available. If there are none, the system
chooses optimally between producing MTS and idling.

MTS Priority. This policy gives priority to MTS as soon as the inventory level
drops below a certain threshold value. Above this value, the system produces
MTO orders when available. Hence, MTS Priority considers a fixed switching
level, independent of the order state. This switching level is selected optimally.

Note that policies favoring MTO production have been proposed by, for in-
stance, Sox et al. (1997), Federgruen & Katalan (1999), Hadj Youssef et al. (2004)
and Chang & Lu (2010). Policies prioritizing MTS have been used as reference
policies for instance by Iravani et al. (2012). Furthermore, using such ‘extreme’
benchmark policies allows us best to determine the maximum potential savings
compared to ‘standard’ policies, and under what circumstances those savings are
particularly large. For the ease of presentation, we will refer to the optimal and
benchmark policies as Hybrid, MTO Priority, and MTS Priority, respectively, from
now on.

The reasons for selecting our base case settings are as follows. First, because
of the known ‘curse of dimensionality’ of Markov Decision Processes (see e.g.
Bellman (1957)), we must control the size of the state space, which is mainly de-
termined by the values of L, K and (especially) dmaxo , whilst retaining key prob-
lem characteristics. We select a lead time allowance of L = 4, such that accepted
orders in general do not require immediate production before becoming late. We
select dmaxo = 2, being the smallest value for which the MTO demand can still ex-
ceed the production capacity in one period, and set dmaxs = 2 for consistency. We
selectK = 10, so that MTO lost sales cannot occur without a considerable amount
of lateness. The base demand values are selected as do = ds = 0.45, providing a
potential utilization of 0.9 in which both product types are equally represented.
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We select the base cost parameters as q = 5 and bo = bs = 500. The resulting
optimal policies of our experiments focus on avoiding MTO lateness rather than
avoiding MTO lost sales, and MTS lost sales are less than 2% for all cases.

When certain parameters are varied in a set of experiments, other parameters
keep the above base values. We discuss the first set of experiments, in which we
vary the demand parameters, in Subsection 2.5.1. Subsection 2.5.2 discusses the
second set, in which we vary the cost parameters.

2.5.1 Experiments with varying demand parameters

Because the demand rates affect the results through both the total demand rate
and the ratio of the demand rates for the two product types, we select the rates
indirectly by selecting values of total demand rate and an MTO/MTS ratio. For
the total demand rate, we select the values 0.6, 0.8, 0.9, 0.95 and 1. These values
provide a sufficient range in order to observe the effects of an increase in the total
demand rate. For the MTO/MTS ratio, we select the levels 1/9, 1/3, 1/1, 3/1,
and 9/1, varying from mostly MTS to mostly MTO in a symmetric fashion. The
corresponding actual demand rates are shown in Table 2.4. Note that the median
values yield the base demand, do = ds = 0.45.

Table 2.4: Experimental design: demand rates (MTO \MTS)

MTO/MTS Total demand rate
ratio 0.6 0.8 0.9 0.95 1

1/9 0.06\0.54 0.08\0.72 0.09\0.81 0.095\0.855 0.1\0.9
1/3 0.15\0.45 0.2\0.6 0.225\0.675 0.2375\0.7125 0.25\0.75
1/1 0.3\0.3 0.4\0.4 0.45\0.45 0.475\0.475 0.5\0.5
3/1 0.45\0.15 0.6\0.2 0.675\0.225 0.7125\0.2375 0.75\0.25
9/1 0.54\0.06 0.72\0.08 0.81\0.09 0.855\0.095 0.9\0.1

Before discussing the performance of the policies, we first consider the switch-
ing levels. Recall from Section 2.4 that, for most settings that we consider, the
optimal switching level is mostly affected by whether or not there are one or
more MTO orders in the system and less by the number of orders and their
arrival times. Therefore, Table 2.5 shows the switching level of the order state
(0, 0, 0, 0, 0) with no orders (left part) versus the order state (1, 0, 0, 0, 0) with 1
order remaining that was received in the most recent period (right part). We in-
deed observe large differences in the hybrid policy between the switching levels
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Table 2.5: Switching levels in two order states, depending on the demand rates

Order state (0,0,0,0,0) Order state (1,0,0,0,0)

Total demand rate Total demand rate
MTO/MTS ratio 0.6 0.8 0.9 0.95 1 0.6 0.8 0.9 0.95 1

Hybrid policy Hybrid policy
1/9 5 7 10 13 19 4 5 6 5 5
1/3 4 6 9 13 19 4 5 5 5 4
1/1 4 5 8 12 19 3 4 4 4 3
3/1 3 4 6 10 16 3 3 3 3 3
9/1 2 2 4 7 12 2 2 2 2 2

MTO Priority MTO Priority
1/9 5 8 11 13 19 0 0 0 0 0
1/3 5 8 11 14 20 0 0 0 0 0
1/1 5 8 11 14 20 0 0 0 0 0
3/1 3 6 9 12 18 0 0 0 0 0
9/1 2 4 6 8 13 0 0 0 0 0

MTS Priority MTS Priority
1/9 5 6 7 7 5 5 6 7 7 5
1/3 4 5 5 5 4 4 5 5 5 4
1/1 3 4 4 4 3 3 4 4 4 3
3/1 3 3 3 3 2 3 3 3 3 2
9/1 2 2 2 2 2 2 2 2 2 2

of order states with and without MTO orders, for most settings. Only for low
total demand rates (0.6 or 0.8), the differences are relatively small. In these cases,
the demand is so low that it is not necessary to produce a large safety stock when
there are no orders, as this is often the case and the lead time allowance provides
a buffer in terms of time. Additional tests have shown that these differences are
indeed larger for a zero lead time allowance.

Table 2.5 also allows for comparing optimal switching levels between the three
policies. The switching level of MTO Priority is always higher than or equal to
the switching level of the hybrid policy, apparently because MTO Priority pro-
vides less opportunity to manufacture MTS products in other order states (with
orders present). Note that the switching levels for this benchmark are 0 in all
states with MTO orders, by definition. When considering the switching levels of
MTS Priority, we observe that these are always in between the two levels shown
for the hybrid policy but in general closer to the lower levels that the hybrid pol-
icy selects for order states with MTO orders. As this benchmark prioritizes MTS
also when there are many MTO orders, it is not necessary to restock to high in-
ventory levels in order to prepare for busier times, and MTS Priority does not
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Table 2.6: Savings % of hybrid policy against benchmarks (best benchmark in bold)
depending on the demand rates

Total demand rate
MTO/MTS ratio 0.6 0.8 0.9 0.95 1

MTO Priority
1/9 7.1 12.1 9.8 6.4 2.2
1/3 18.5 21.6 16.8 10.5 4.3
1/1 23.1 31.3 22.6 14.2 6.5
3/1 23.6 34.1 24.8 15.3 6.3
9/1 17.5 30.3 19.6 9.7 2.6

MTS Priority
1/9 2.9 12.8 31.0 43.9 51.1
1/3 2.6 19.3 40.0 49.1 52.8
1/1 0.4 21.5 42.4 49.9 51.8
3/1 3.0 16.3 38.8 47.1 49.1
9/1 1.0 8.5 30.2 38.3 39.4

discriminate between order states with and without orders by definition, hence
the relatively low switching levels.

Now consider the effects of the demand rate on the switching levels. Regard-
ing the composition of the demand (shown vertically in Table 2.5), we observe
that an increasing MTO part of the demand in general leads to lower switching
levels for all policies, which is intuitive. Less MTS demand implies less need for
safety stock. For increasing total demand rate levels, the effects are not unam-
biguous. First consider the hybrid policy. In the order state with no orders, the
switching level is non-decreasing in the total demand rate, which again is intu-
itive: the heavier the load on the system, the more important it is to avoid idle
time and instead produce MTS products in advance. In order states with MTO
orders in the system, however, two effects can be observed. As the total demand
rate increases from 0.6 to 0.8, the switching levels increase, as expected; but above
0.9, the switching levels decrease for an increasing total demand rate. This can
be explained as follows. For a total demand rate close to 1, the policy is unable
to satisfy all demand (on time). As a result, the policy focuses on the product
type for which lost sales (for MTS) or the combination of lost sales and lateness
(for MTO) is the most expensive. In the parameterization used here, the unit lost
sales costs are equal, but for MTO, lateness costs are incurred, leading to a focus
on MTO by decreasing the switching level. This effect outweighs the effect of an
increasing demand rate which would favor higher switching levels.
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Table 2.6 gives the savings percentages of the hybrid solution compared to the
two benchmark policies for the specified values of the demand rates. Compared
to MTO Priority, the hybrid policy provides savings ranging from 1% to a consid-
erable 34%. The savings are especially large in what are arguably the most real-
istic settings where the total demand rate is moderate (0.8 to 0.9) and both MTO
and MTS demand have a reasonable share of the demand. Table 2.5 showed that
in these cases, the difference between the switching levels of the hybrid and the
MTO Priority policy with no orders present are larger than in other cases. Hence,
the hybrid policy benefits a lot from its ability to differentiate switching levels for
the different order states, implying a much lower safety stock in the order state
without MTO orders. The savings against MTO Priority are also relatively high
for a low total demand rate. This is explained by the lead time allowance, which
the hybrid policy uses as a natural time buffer, but MTO Priority does not. Finally,
we observe that the savings decrease as the total demand rate increases, and that
the smallest savings are observed when the total demand rate is 1. In these cases,
the hybrid policy selects lower switching levels for states with MTO orders, and
a higher switching level for the state without MTO orders, similar to the prede-
termined structure of MTO Priority, such that MTO Priority better resembles the
hybrid policy. As a result, the savings decrease as the total demand rate increases.

Compared to MTS Priority, the hybrid policy achieves savings of about 50%
if the demand is very high (0.95 to 1). As we have seen in Table 2.5, MTS Pri-
ority requires relatively low switching levels in these cases, in order to focus on
MTO and prevent lateness and MTO lost sales costs. These low switching levels,
however, also apply to the order state with no orders, leading to many (unnec-
essary) costly MTS lost sales. For lower total demand rates, the savings against
MTS Priority decrease to a few per cent. In these cases, the switching levels of the
hybrid policy do not vary that much over the different order states, and so MTS
Priority performs better. The MTO/MTS ratio plays less of a role in determining
the relative performance for MTS Priority.

If we compare to the best of the two benchmarks, the benefits range from
about 1% to a considerable 25%. High savings are specifically achieved for a total
demand rate of 0.9. For very low demand rates, MTS Priority provides a good
alternative to the hybrid policy because it benefits from the time buffer that the
lead time allowance offers. For higher total demand rates, MTO Priority provides
a more reasonable alternative to the hybrid policy because also the hybrid policy
focuses on MTO for these high demand rates, as explained. For a total demand
rate of 0.9, none of these two effects is sufficiently present to provide a good al-
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Table 2.7: Savings % of hybrid policy against benchmarks (best benchmark in bold)
depending on the cost parameters

MTO Priority MTS Priority

bs bs
q bo 250 500 1000 250 500 1000

2.5
250 25.5 34.8 43.1 27.4 22.8 21.6
500 25.2 31.9 39.3 36.7 32.2 29.2
1000 25.0 30.9 35.1 49.8 47.8 42.0

5
250 17.2 24.7 33.8 41.3 36.5 34.2
500 17.2 22.6 31.3 47.1 42.4 39.5
1000 17.2 22.3 28.2 55.9 53.3 48.7

10
250 12.5 14.5 24.1 59.8 54.2 51.5
500 12.5 14.5 21.6 62.5 57.8 53.7
1000 12.5 14.5 19.5 64.9 62.8 58.9

ternative to the hybrid policy, leading to poor performance of both benchmarks.
Logically, the savings from using the hybrid policy are also especially large when
both product types constitute a significant part of the total demand.

2.5.2 Experiments with varying cost parameters

In a second set of experiments, we vary the cost parameters. We consider three
levels of parameters q, bo, and bs, obtained from the base case by selecting half of
the base value, the base value, or twice the base value. This leads to q = 2.5; 5; 10

and bo = bs = 250; 500; 1000. All other parameters are equal to their base values.

Table 2.7 shows the outcomes. Again, the table reveals considerable savings,
ranging from 12.5% to about 65%, and the largest savings are observed compared
to MTS Priority. The savings compared to MTO Priority are especially large for
lower values of q and bo and for high values of bs (although bo has little effect on
the savings in some cases). By contrast, the savings against MTS Priority are large
for high values of q and bo and low values of bs. This is intuitive, as a policy with
a fixed priority for either product will perform relatively better if that product is
more important from a cost perspective.

Table 2.8 shows the switching levels of all three policies for the specified val-
ues of the cost parameters in the order state (0, 0, 0, 0, 0). These reveal the follow-
ing. Varying q and bo has no effect on the switching level of MTO, because this
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Table 2.8: Switching levels in the order state with no orders, depending on q, bo and
bs

Hybrid MTO Priority MTS Priority

bs bs bs
q bo 250 500 1000 250 500 1000 250 500 1000

2.5
250 6 7 7 9 11 13 3 4 4
500 6 7 8 9 11 13 3 4 4

1000 6 7 9 9 11 13 3 4 4

5
250 7 8 9 9 11 13 3 4 4
500 7 8 9 9 11 13 3 4 4

1000 7 8 9 9 11 13 3 4 4

10
250 8 9 10 9 11 13 3 4 4
500 8 9 10 9 11 13 3 4 4

1000 8 9 11 9 11 13 2 3 4

benchmark chooses between MTS and idling only and MTO costs do not play any
role in that decision. For the hybrid policy and MTS Priority, larger MTO costs
lead to a stronger focus on MTO, i.e. lower switching levels. The effect of q is
greater than that of bo, because, for many settings, the lateness costs stimulate the
policies to manufacture MTO products before lost sales come into view. Finally,
for all policies, an increasing value of bs leads to a stronger focus on MTS, i.e.
larger switching levels, which is intuitive.

2.6 Conclusion

Existing hybrid production planning procedures generally focus on either MTO
or on MTS and pay little attention to the state of the other product type. We
studied a hybrid production system with both product types and showed that
substantial benefits can be obtained if the state of both product types is taken into
account in scheduling decisions. Up to 65% of cost savings are obtained com-
pared to planning methods that prioritize either MTO or MTS, and up to 25% if
we compare to the best of the two.

For most situations, the optimal scheduling decisions differ especially be-
tween states with and without MTO orders. If there are no MTO orders, the
production capacity should be used to produce a considerable amount of stock
to buffer against future demand, while if there are MTO orders, producing these
orders may be preferred over replenishing stock. Interestingly, we found that
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this difference vanishes if the total demand is very low. This finding relates to
the presence of lead times in our model that can serve as a time buffer, which has
been verified by additional tests.

A numerical sensitivity study revealed that the benefits of a hybrid planning
approach are especially large in case the total demand is around 90% of the pro-
duction capacity and both demand types account for at least 25% of the total
demand. Under these circumstances, the demand is so large that the benefits of
building a large safety stock when there are no MTO orders are substantial, while
it is not large enough to allow a simple policy that selects the product for which
lost sales are the most expensive to be a good alternative. As a result, the hybrid
policy benefits most from its ability to differentiate its switching levels over the
different order states.

Analyzing a simple, two-product system allowed us to fully describe optimal
policies and make its benefits transparent, but comes with certain limitations.
We have not been able to distinguish between multiple MTO or MTS products
and/or corresponding variations in processing and lead times, we have not dis-
tinguished working stations (e.g. job shops), and we did not consider machine
setups when switching from one product type to another. Future research could
be directed at the development of heuristic planning methods for hybrid produc-
tion systems in more complex settings, and evaluating these using, for instance,
a simulation-based approach. Another promising direction for further research
is the possibility to control the batch size of MTS products. When the machines
require a setup time for MTS batches, a trade-off arises between small batches,
which are finished more quickly, and larger batches, which use the production
capacity more efficiently. The magnitude of savings that we observed for the op-
timal, hybrid policy compared to MTO (priority) or MTS (priority) approaches,
certainly warrants further research and the development of specialized planning
procedures for combined MTO/MTS production systems.





Chapter 3

Flexible lot sizing in hybrid
make-to-order/make-to-stock
production planning

Abstract. Hybrid make-to-order/make-to-stock production systems are difficult to con-
trol. Batch production of make-to-stock products allows for efficient capacity usage, but
fixed batch sizes can make the system less responsive to make-to-order customers. We pro-
pose and analyze a flexible lot sizing policy, where the lot size is driven by make-to-order
backlogs as well as stock levels. We evaluate the performance of this policy for a two-
product hybrid system using Markov Decision Process modeling. We find that it leads to
savings of up to 23% compared to policies that use either completely or partly fixed lot
sizes. We also find that flexible lot sizing is especially beneficial for systems with a low
load and where make-to-stock is important in terms of production capacity usage and cost.

3.1 Introduction

Make-to-order (MTO) and make-to-stock (MTS) production require different plan-
ning approaches. MTO production is triggered by demand, allowing for cus-
tomization of products, and usually focuses on a timely delivery of the products.
Standardized MTS products are preferably delivered of the shelf to guarantee
high service levels and can be produced in lots to limit setup time and/or costs.
Because of these different objectives, hybrid MTO-MTS systems are difficult to
control.

Hybrid production systems are common practice as many firms do not apply
a single production strategy for their entire product mix. Fast moving standard-
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planning

ized products are delivered of the shelf, whereas specialized products are made-
to-order. When it comes to production planning of hybrid systems, many firms
may be tempted to restrict to simple rules that are known to perform well in pure
MTO or MTS systems, for instance by using an (r,Q) reordering policy for MTS
items that triggers a replenishment batch of size Q when an item’s inventory po-
sition drops to a level r. However, using fixed MTS lot sizes may be problematic
for hybrid production systems. Batch production is generally applied for effi-
ciency reasons, allowing a machine setup to be used for a series of products. In
hybrid systems, however, working on large MTS batches may lead to conflicts as
MTO orders have to be delivered within a restricted lead time. Put differently,
a focus on a timely delivery of MTO orders may impose restrictions on the MTS
lot size. Hence, intuitively it would be preferred to use a more flexible lot sizing
approach that takes both the stock level and the MTO order book into account,
and even during the production of the batch.

Lot sizing was first considered in the literature for pure MTS production sys-
tems. In early models, demand and production rates are often assumed non-
random, so it is logical to use fixed lot sizes as in the traditional (r,Q) model. See,
for instance, Elmaghraby (1978) for a review on the multi-item case, known as
the Economic Lot Scheduling Problem (ELSP). Later models consider random de-
mand, so that it becomes beneficial to let lot sizes depend on the state of the pro-
duction system, giving rise to the Stochastic ELSP (SELSP). See Sox et al. (1999)
and Winands et al. (2011) for review studies.

One of the first to consider hybrid production systems was Williams (1984),
who addresses several questions, such as how to prioritize MTO and MTS items,
assuming the traditional (r,Q) structure with a fixed lot size. Federgruen & Kata-
lan (1999) analyze the impact of adding an MTO item to an MTS production sys-
tem. The production runs for the MTS items are assumed to last until a prede-
fined order-up-to level is attained. Hence, the resulting batch size depends on
the state of the system, but only through the inventory level of the product that is
currently manufactured. Chang et al. (2003) and Wu et al. (2008) propose special-
purpose planning methods for hybrid production systems, based on a strict pri-
ority of MTO orders and on the rationale that MTS production is used to fill the
remaining capacity. Hence, the lot sizes depend on the amount of workload in
the system.

Soman et al. (2006) compare four existing SELSP procedures in the context of
a hybrid production environment: the method known as the Economic Manufac-
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turing Quantity and those proposed by Vergin & Lee (1978), Leachman & Gascon
(1988), and Fransoo et al. (1995). In a follow-up study, Soman et al. (2007) execute
a case study in a food processing company, in which they propose an extensive
planning approach. In both papers, Soman et al. allow the MTS lot size to depend
on the state of all products through the run-out times of MTS units and remain-
ing lead times of MTO orders. Several other articles consider hybrid production
planning without addressing MTS lot sizing (e.g. Sox et al. (1997), Hadj Youssef
et al. (2004)).

Contrary to the previous approaches, the following models implicitly use a
more flexible way of determining lot sizes. Carr & Duenyas (2000) and Iravani
et al. (2012) consider contract manufacturers, who produce on an MTS basis for
contracted customers and on an MTO basis for others. Beemsterboer et al. (2016)
determine the potential benefits of a planning approach for hybrid production
systems that fully considers the state of both MTS and MTO. All use simple,
two-product Markov Decision Process models to analyze MTO order acceptance
and/or planning decisions in hybrid production systems. Carr & Duenyas and
Iravani et al. determine decisions based on the MTS inventory level and the
amount of MTO products, whereas Beemsterboer et al. additionally take the re-
maining MTO lead times into account. In these models, the MTS lot size does
not have to be determined at the start of the batch, but for every decision epoch,
the production decision is reviewed so that the eventual lot size is the result of
a series of production decisions that can be based on demands during the pro-
duction of the batch. However, Carr & Duenyas, Iravani et al. and Beemsterboer
et al. do not include machine setup times in their models. As a consequence, the
capacity advantage, which is the most important reason to produce standardized
products in batches, is not considered in these models, and the benefits of flexible
lot sizing cannot be determined in this respect.

Our paper aims at demonstrating the benefits of a flexible lot sizing approach
for MTS products in hybrid production systems. It is flexible in that lot sizes can
be state dependent but also in that the size does not have to be determined at
the start of the batch. We analyze a Markov Decision Process model of a hybrid
production system in order to determine optimal production decisions for each
period, based on the most up-to-date state of the system. From a modeling per-
spective, we follow the approach of Carr & Duenyas (2000), Iravani et al. (2012)
and Beemsterboer et al. (2016). However, we include a setup time in our model
so that efficiency considerations of batch production come into play. Moreover, to
account for the timing of MTO orders we include an MTO lead time allowance,
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Table 3.1: Notations

Demand parameters do Average MTO demand per period
ds Average MTS demand per period
dmax
o Maximum MTO demand per period
dmax
s Maximum MTS demand per period

Cost parameters h MTS holding costs (per unit, per period)
q MTO lateness costs (per unit, per period)
bs MTS lost sales costs (per unit)
bo MTO lost sales costs (per unit)

System parameters K Maximum # MTO orders in the system
L MTO lead time allowance

Demand probabilities po(j) Probability of j MTO demands in a period
ps(j) Probability of j MTS demands in a period

State space i MTS inventory level
kl # MTO orders in the system for l periods

(l = 0, . . . , L− 1)
kL # late MTO orders
m Machine setup status

Other k Total number of MTO orders

whereas Carr & Duenyas and Iravani et al. instead use a proxy cost so that all
MTO orders are modeled as being ‘late’ from the moment they arrive.

The remainder of this paper is organized as follows. We present our model
and Markov Decision Process formulation in Section 3.2. In Section 3.3, we dis-
cuss the optimal policy for an illustrative example and examine the resulting MTS
lot sizes. We conduct a numerical investigation in Section 3.4, in which we com-
pare our flexible model with two reference models that use fixed batch sizes. Con-
clusions and directions for further research are given in Section 3.5.

3.2 Model formulation

In this section, we model a hybrid production system. In Subsection 3.2.1, we
provide the framework of the model, which we then formulate as a Markov De-
cision Process in Subsection 3.2.2. A list of notations is given in Table 3.1.

3.2.1 Production system

We consider a system that manufactures two products, one on an MTO basis and
one on an MTS basis. The system can only manufacture one product at a time. For
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both products, the system requires a setup. We assume that MTO products are
customized and that the system therefore requires a setup for each product. By
contrast, MTS products are standardized products and only one setup is needed
to produce a batch.

In order to formulate our problem as a Markov Decision Process in the next
subsection, we make the following simplifying assumptions. We use a discrete
time framework and we assume that the setup and unit processing time of both
products are all equal to each other and given as one period. In order to ensure
finiteness of the state space, we will use bounded demand distributions and we
define a maximum MTS inventory level I and a maximum amount of MTO or-
ders in the systemK. We assume that excess MTO demand is lost. The maximum
inventory level I is not treated as a system control parameter, but set large enough
so as not to affect the numerical results. With these simplifications, we retain the
core of the problem so that we can obtain the insights we aim for.

Demands for MTO and MTS are random and follow discrete and bounded
probability distributions, and we assume that these are independent. The proba-
bility of j demands in a period is denoted as po(j) for MTO and ps(j) for MTS. We
denote the average demands per period as do for MTO and ds for MTS and max-
imum demands as dmaxo (MTO) and dmaxs (MTS), so we have do =

∑dmaxo
j=0 jpo(j)

and ds =
∑dmaxs
j=0 jps(j). MTS demands have to be satisfied from inventory on

hand or are otherwise lost. MTO orders have a promised lead time of L periods
(not including the period in which the order arrives). Late orders should still be
delivered, but incur a penalty cost per time unit. In our system, MTO orders dif-
fer only in their remaining time until the due date, and therefore it is optimal to
produce them in a first come, first served fashion to realize the lowest lateness
costs.

In each period, the production system may either perform a setup (MTO,
MTS) or manufacture a product (MTO, MTS). Logically, the system may only
manufacture a product when it is set up for the concerning product type. Pro-
ducing a unit of MTO brings the system back to a state where no setup is com-
pleted, while producing a unit of MTS maintains the setup status so that another
MTS unit can be produced in the succeeding period. An MTO setup, which con-
cerns customized products, can only be performed when there is at least one
MTO order in the system. By contrast, an MTS setup (concerning the standard-
ized product) can always be performed. We also allow the system to maintain
the MTS setup status without producing a unit, which makes idling redundant.
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This is modeled by doing another setup. Finally, we assume that performing or
maintaining a setup does not constrain the machine to produce the concerning
product type in the succeeding period, i.e. production may be ‘aborted’ after a
setup.

The order of events in each period is as follows. First, the system decides on
an action. Second, if this action is to produce a unit of MTO or MTS, it becomes
available. Third, demands occur and are either accepted/satisfied or lost.

The objective is to minimize the average costs per period. These costs are
composed of per period holding costs for MTS products, lateness costs for MTO
products, and lost sales costs for MTO and MTS products. The MTS holding costs
are given as h per unit per period, late MTO orders are penalized by a cost of q
per period and lost sales costs are bo per missed MTO demand and bs per missed
MTS demand.

As the production decision is determined period by period, and the MTS lot
size is not taken in advance, our model follows the flexible approach described in
Section 3.1.

3.2.2 Markov Decision Process

We model the problem described above as a discrete-time Markov Decision Pro-
cess, which requires the definition of a state space S, an action spaceA, costs, and
transition probabilities.

State space

The state of the system is described by the MTS inventory level i, the numbers
of accepted MTO orders kl, l = 0, . . . , L − 1, that have been in the system for l
periods (not including the period of arrival) and so have L− l periods remaining
until the due date, the number of outstanding late orders kL, and the machine
setup status m, indicating whether the machine is not set up (m = 1) which hap-
pens after MTO production has finished, set up for MTO (m = 2), or set up for
MTS (m = 3). Denoting the state space by S, a state s ∈ S is described by the
tuple s = (i, k0, . . . , kL,m). For convenience, we refer to the MTO part of the
state space (k0, . . . , kL) as the order state. We further define k as the total number
of MTO orders in the system, i.e. k =

∑L
j=0 kj .
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Action space

The action space is denoted by A = {1, 2, 3, 4}, where a = 1, . . . , 4 corresponds
to, respectively, an MTO setup, MTO production, an MTS setup, and MTS pro-
duction. Action a = 1 (MTO setup) is admissible when the system is not set
up for MTO yet, and only when MTO orders are at hand, i.e. in states s =

(i, k0, . . . , kL,m) with m 6= 2 and k ≥ 1. Action a = 2 (MTO production) is
admissible when the system is set up for MTO and again when MTO orders are
at hand, i.e. in states s with m = 2 and k ≥ 1. Action a = 3 (MTS setup) is ad-
missible in any state and action a = 4 (MTS production) is admissible when the
system is set up for MTS and when the inventory level is below its maximum, i.e.
in states s with m = 3 and i = 0, . . . , I − 1.

Costs

We now define the expected costs in state s if action a is taken, denoted as ca(s).
Writing [x]+ for max{x, 0}, these are given as

c1(s) = hi+ qkL + bs

dmaxs∑
j=0

(
ps(j)[j − i]+

)
+ bo

dmaxo∑
j=0

(
po(j)[k + j −K]+

)
,

c2(s) = hi+ qkL + bs

dmaxs∑
j=0

(
ps(j)[j − i]+

)
+ bo

dmaxo∑
j=0

(
po(j)[k + j −K − 1]+

)
,

c3(s) = hi+ qkL + bs

dmaxs∑
j=0

(
ps(j)[j − i]+

)
+ bo

dmaxo∑
j=0

(
po(j)[k + j −K]+

)
,

c4(s) = hi+ qkL + bs

dmaxs∑
j=0

(
ps(j)[j − i− 1]+

)
+ bo

dmaxo∑
j=0

(
po(j)[k + j −K]+

)
.

The first and second terms represent the holding and lateness costs, respec-
tively. The third and fourth terms are, respectively, the expected MTS and MTO
lost sales costs. For a = 2 (MTO production) and a = 4 (MTS production), the
product that is manufactured becomes available before the demand occurs so that
the expected excess demand of the concerning product type decreases by one.
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Transition probabilities

We next discuss the transition probabilities πa(s, s′), denoting the probability that
the state at the end of a period is s′ = (i′, k′0, . . . , k

′
L,m

′) given that the state at the
beginning is s and action a is taken. For simplicity, we restrict the discussion to
transitions for which lost sales can be ignored, i.e. transitions to states for which
i′ > 0 and

∑L
j=0 k

′
j < K. For other transition probabilities, which we provide

in Appendix B, the possibility of lost sales leads to slightly different expressions,
but the dynamics are essentially the same. We first consider the setup status tran-
sitions for each action, followed by the order state transitions, and then combine
those into complete system state transitions with corresponding probabilities.

Following the definitions above, a = 1 (MTO setup) can be applied if m 6= 2

and sets the setup status to m′ = 2. Action a = 2 (MTO production) can be
applied if m = 2, resetting the setup status to m′ = 1 afterward. Action a = 3

(MTS setup) can be applied regardless of the setup status but sets it to m′ = 3

afterward, and, finally, a = 4 (MTS production) applies if m = 3 and maintains
that status. Accordingly, we define setup status transition sets for each action:

M1 = {(s, s′)|m 6= 2,m′ = 2} , (3.1)

M2 = {(s, s′)|m = 2,m′ = 1} , (3.2)

M3 = {(s, s′)|m′ = 3} , (3.3)

M4 = {(s, s′)|m = 3,m′ = 3} . (3.4)

The order state transitions only depend on whether MTO production takes
place (a = 2) or not (a = 1, 3, 4). If it does not, then the order state transitions are
as described by the following set.

OI = {(s, s′)|k′l = kl−1 for l = 1, . . . , L− 1 and k′L = kL + kL−1} (3.5)

If production does take place, then an order with the smallest remaining lead
time will be satisfied (recalling from Subsection 3.2.1 that first come, first served
is optimal). Denoting ‘the longest time that an order has been in the system’ by
l∗ = max{l|kl ≥ 1}, and defining k′′l = kl for l ∈ {0, . . . , L}\l∗ and k′′l∗ = kl∗ − 1,
we obtain the second order transition set.

OII =
{

(s, s′)|k′l = k′′l−1 for l = 1, . . . , L− 1 and k′L = k′′L + k′′L−1
}

(3.6)
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Combining the transition sets of setup status and order state, and using in-
dependence of MTO and MTS demands, we obtain the following complete state
transition probabilities.

π1(s, s′) = po(k
′
0)ps(i− i′) for (s, s′) ∈M1 ∩ OI , (3.7)

π2(s, s′) = po(k
′
0)ps(i− i′) for (s, s′) ∈M2 ∩ OII , (3.8)

π3(s, s′) = po(k
′
0)ps(i− i′) for (s, s′) ∈M3 ∩ OI , (3.9)

π4(s, s′) = po(k
′
0)ps(i− i′ + 1) for (s, s′) ∈M4 ∩ OI , (3.10)

πa(s, s′) = 0 elsewhere.

3.3 Policy structure

Before performing an extensive numerical exploration using various parameter-
izations, we start by discussing the typical structure of the optimal policy for an
illustrative example that has a relatively small state space, allowing all states to be
represented in a table. We select the smallest possible (but positive) values for the
maximum demands per period dmaxo and dmaxs , i.e. dmaxo = dmaxs = 1. This means
that we define the demand per period of both product types as Bernoulli distribu-
tions. For the Bernoulli distribution, the mean equals the probability of a success,
and so we omit introducing additional notation and use do and ds as model pa-
rameters. For this example their values are selected as 0.25 for both MTO and
MTS, i.e. do = ds = 0.25. Notice that producing an MTO unit (setup and pro-
duction) takes a total of two periods, so an average MTO demand of do = 0.25

leads to a ‘machine load’ contribution of 50%, i.e. 50% of the machine capacity is
needed to satisfy this demand if no demand would be lost. For MTS production,
the required number of periods per unit lies between one, in the extreme case of
producing an infinitely long batch, and two, in case we would perform a setup
for each unit. So ds = 0.25 implies a machine load contribution of MTS between
25% and 50% and hence the total machine load is 75 - 100%. As a total machine
load of 100% would be too large, some degree of MTS batching is needed.

The remaining parameters are as follows. We set the MTO lead time allowance
to L = 3, which allows making a distinction between more urgent and less ur-
gent MTO orders. The maximum amount of MTO orders in the system is set to
K = 5. Finally, we normalize the MTS holding costs to h = 1 and we set q = 8

and bs = bo = 250, i.e. the unit MTO lateness costs is 8 times larger and the lost
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sales costs of both product types are 250 times larger than the MTS holding costs.
These cost ratios guarantee that the resulting optimal policy avoids MTO lateness
before lost sales come into view, and also sufficiently avoids MTS lost sales. This
parameterization yields 36 different order states and we have a resulting optimal
policy that requires a maximum inventory level of 5. As we also have three setup
status values, there are 648 states altogether.

Table 3.2 shows the optimal policy for this example. The optimal actions are
split into three columns, each corresponding to a machine setup status (not set up,
set up for MTO, and set up for MTS). Each column contains six smaller columns
corresponding to all (attainable) inventory levels. Each row corresponds to an or-
der state, containing, from left to right, the numbers of MTO orders just received,
received one period earlier, received two periods earlier, and received longer ago
so that they are late. Note that, because performing an MTO setup is not allowed
when there are no orders in the system, the order states (0, 0, 0, 0) and (1, 0, 0, 0)

in the MTO setup status cannot be attained by definition.

The optimal policy shown in Table 3.2 reveals several insights. First of all,
when the machine is not set up yet, the system performs an MTS setup either
when there is no MTS inventory or when there are no MTO orders left in the sys-
tem, and performs an MTO setup in all other cases. Second, the system always
continues producing MTO when an MTO setup is completed. This is logical, as a
switch to MTS would imply that the MTO setup that had just been performed is
wasted, spoiling valuable production capacity. When set up for MTS, MTS pro-
duction continues until a particular inventory level is reached, which depends on
the order state. For the order state (0, 0, 0, 0), the system stops producing MTS
from an inventory level of five, after which the system maintains its MTS setup
status. In the order state (1, 0, 0, 0), MTS production continues until an inventory
level of four is reached, after which the system switches to MTO. In all other or-
der states, the system switches to MTS at an inventory level of three.

Although the differences in these ‘switching’ levels are small (they can be
much larger for other examples), these reveal important benefits of a state-depen-
dent switching level. In particular the difference in switching level between ‘no
MTO orders’ (first row) and ‘MTO orders present’ (all other rows) is beneficial; if
there are no MTO orders, the production capacity is used to restock up to high
inventory levels, allowing the production of MTS to be less urgent when MTO
orders arrive. In addition, we observe a different switching level for the second
row and all lower rows. This is because in the order state (1, 0, 0, 0), the single
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Table 3.2: Optimal policy for illustrative example
Actions: o = MTO setup, p = MTO production, s = MTS setup, q = MTS production
Parameter settings: do = ds = 0.25, L = 3, K = 5, q = 8, bs = bo = 250

Setup status→ Not set up (m = 1) For MTO (m = 2) For MTS (m = 3)
Inventory→ 0 1 2 3 4 5 0 1 2 3 4 5 0 1 2 3 4 5
Order state ↓

(0, 0, 0, 0) s s s s s s q q q q q s
(1, 0, 0, 0) s o o o o o q q q q o o
(0, 1, 0, 0) s o o o o o p p p p p p q q q o o o
(1, 1, 0, 0) s o o o o o p p p p p p q q q o o o
(0, 0, 1, 0) s o o o o o p p p p p p q q q o o o
(1, 0, 1, 0) s o o o o o p p p p p p q q q o o o
(0, 1, 1, 0) s o o o o o p p p p p p q q q o o o
(1, 1, 1, 0) s o o o o o p p p p p p q q q o o o
(0, 0, 0, 1) s o o o o o p p p p p p q q q o o o
(1, 0, 0, 1) s o o o o o p p p p p p q q q o o o
(0, 1, 0, 1) s o o o o o p p p p p p q q q o o o
(1, 1, 0, 1) s o o o o o p p p p p p q q q o o o
(0, 0, 1, 1) s o o o o o p p p p p p q q q o o o
(1, 0, 1, 1) s o o o o o p p p p p p q q q o o o
(0, 1, 1, 1) s o o o o o p p p p p p q q q o o o
(1, 1, 1, 1) s o o o o o p p p p p p q q q o o o
(0, 0, 0, 2) s o o o o o p p p p p p q q q o o o
(1, 0, 0, 2) s o o o o o p p p p p p q q q o o o
(0, 1, 0, 2) s o o o o o p p p p p p q q q o o o
(1, 1, 0, 2) s o o o o o p p p p p p q q q o o o
(0, 0, 1, 2) s o o o o o p p p p p p q q q o o o
(1, 0, 1, 2) s o o o o o p p p p p p q q q o o o
(0, 1, 1, 2) s o o o o o p p p p p p q q q o o o
(1, 1, 1, 2) s o o o o o p p p p p p q q q o o o
(0, 0, 0, 3) s o o o o o p p p p p p q q q o o o
(1, 0, 0, 3) s o o o o o p p p p p p q q q o o o
(0, 1, 0, 3) s o o o o o p p p p p p q q q o o o
(1, 1, 0, 3) s o o o o o p p p p p p q q q o o o
(0, 0, 1, 3) s o o o o o p p p p p p q q q o o o
(1, 0, 1, 3) s o o o o o p p p p p p q q q o o o
(0, 1, 1, 3) s o o o o o p p p p p p q q q o o o
(0, 0, 0, 4) s o o o o o p p p p p p q q q o o o
(1, 0, 0, 4) s o o o o o p p p p p p q q q o o o
(0, 1, 0, 4) s o o o o o p p p p p p q q q o o o
(0, 0, 1, 4) s o o o o o p p p p p p q q q o o o
(0, 0, 0, 5) s o o o o o p p p p p p q q q o o o
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Figure 3.1: Distribution of the flexible MTS batch sizes in the optimal policy of the
example
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MTO order is not urgent in the sense that it can still be completed on time if
the production is postponed by one period, while in all other order states a late-
ness penalty will be incurred if the system does not switch to MTO immediately.
Other considered examples confirmed these insights. Hence, we observe that an
optimal policy may indeed benefit from the possibility to determine a production
decision based on the state of both product types.

Figure 3.1 shows a histogram of the distribution of the realized batch sizes for
this example. Apparently, a high variation of the MTS batch size is needed to
obtain minimum costs. The optimal fixed batch size in this example would have
been 3, but the optimal flexible batch size is often much smaller with an average
of 2.09 and a standard deviation of 1.35. It equals one in 46% and two in another
23% of the cases, and 15% of the batches become larger than size 3. This suggests
that fixing the batch size may be far from optimal. A more extensive numerical
study in the next section confirms this.

3.4 Numerical investigation

This section provides a numerical study of the benefits of flexible MTS lot sizing
compared to fixed batch sizes, by comparing the performance of the model de-
fined in Section 3.2 with two reference models that use fixed MTS batch sizes. We
introduce these reference models in Subsection 3.4.1. We then discuss the design
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of a first set of experiments in Subsection 3.4.2 and we present the results in Sub-
section 3.4.3. As these do not reveal the effect of the demand mix, we conducted
additional experiments which we discuss in Subsection 3.4.4.

3.4.1 Reference models

Recall from Section 3.1 that besides the flexible approach, two other lot sizing ap-
proaches exist in the literature. These fix the MTS lot sizes either from the start
of the batch or throughout the entire policy. We adopt these approaches into the
following reference models. In the interest of consistency, the model developed
in Section 3.2 will be referred to as Fully Flexible.

Partly Flexible. When starting an MTS batch, its size is selected in advance,
and switching during production is not possible. Switching after an MTO setup
is also not possible for consistency. Hence, for each state, an optimal batch size is
selected.

Not Flexible. The MTS batch size is fixed throughout the entire policy, i.e. one
optimal batch size is obtained across all states.

The optimization approach for the reference models is very similar to that for
Fully Flexible. For Partly Flexible, we extend the Markov Decision Process de-
fined in Subsection 3.2.2 so that each possible MTS batch size is associated with
an action. For Not Flexible, we also use an adapted Markov Decision Process, but
as the fixed MTS batch size has to be provided beforehand, we repeatedly solve
instances of this model using a one-dimensional grid search, each with a different
predefined MTS batch size, in order to obtain the overall optimal fixed batch size.

3.4.2 Experimental design

We first select and study a base case, followed by a sensitivity study in which
we vary more parameters. The demand and cost parameters of the base case are
selected equal to those of the illustrative example in Section 3.3: do = ds = 0.25,
h = 1, q = 8 and bs = bo = 250. Recall that do = ds = 0.25 implies a ma-
chine load of 75− 100%. We use Bernoulli demand distributions again, implying
dmaxo = dmaxs = 1, which keeps the state space and calculation times acceptable,
also for the larger values of K and L that we will consider. The maximum num-
ber of MTO orders K is mainly included in the model to bound the size of the



52
Chapter 3. Flexible lot sizing in hybrid make-to-order/make-to-stock production

planning

Table 3.3: Parameters and results of the experiments

Parameters Machine Costs Savings relative
# do ds L K h q bs bo load NF PF FF to PF to NF

1 0.25 0.25 7 8 1 8 250 250 75-100% 5.0 4.8 4.5 6.0% 9.5%

2 0.20 0.25 7 8 1 8 250 250 65-90% 3.6 3.4 3.0 10.9% 14.6%
3 0.30 0.25 7 8 1 8 250 250 85-110% 7.8 7.6 7.4 2.7% 5.5%

4 0.25 0.20 7 8 1 8 250 250 70-90% 3.8 3.6 3.4 6.2% 10.2%
5 0.25 0.30 7 8 1 8 250 250 80-110% 6.5 6.3 6.0 4.5% 7.9%

6 0.25 0.25 6 8 1 8 250 250 75-100% 5.3 5.1 4.9 5.4% 8.5%
7 0.25 0.25 8 8 1 8 250 250 75-100% 4.6 4.5 4.2 6.6% 10.3%

8 0.25 0.25 7 6 1 8 250 250 75-100% 5.0 4.8 4.5 6.0% 9.6%
9 0.25 0.25 7 10 1 8 250 250 75-100% 5.0 4.8 4.5 6.0% 9.4%

10 0.25 0.25 7 8 0.5 8 250 250 75-100% 3.2 3.1 2.9 5.1% 8.6%
11 0.25 0.25 7 8 2 8 250 250 75-100% 7.6 7.4 6.9 6.8% 10.1%

12 0.25 0.25 7 8 1 4 250 250 75-100% 4.3 4.1 3.8 8.2% 11.7%
13 0.25 0.25 7 8 1 16 250 250 75-100% 5.4 5.3 5.0 4.7% 7.2%

14 0.25 0.25 7 8 1 8 125 250 75-100% 4.1 4.0 3.8 6.3% 8.1%
15 0.25 0.25 7 8 1 8 500 250 75-100% 5.4 5.2 4.9 6.4% 10.1%

16 0.25 0.25 7 8 1 8 250 125 75-100% 5.0 4.8 4.5 6.1% 9.7%
17 0.25 0.25 7 8 1 8 250 500 75-100% 5.0 4.8 4.5 5.9% 9.4%

state space and we prefer to have a value that is large enough so that it has little
influence on the behavior of the optimal policies. Pretesting showed that a value
ofK = 8 is large enough for our purposes. To allow for completion of larger MTS
batches we set our lead time allowance for MTO to L = 7.

‘In order to examine the dependence of the benefits of flexible lot sizing on the
parameters, we conduct a sensitivity analysis in which we select a smaller and a
larger value for each of the parameters do, ds, L, K, h, q, bs and bo, as specified
in Table 3.3. The parameters are varied one by one, i.e. all other parameters are
fixed at their base value. The demand distribution type is not varied.

3.4.3 Results

The right part of Table 3.3 overviews the results of the full experimental design.
The experimental setup allows us to distinguish two types of savings resulting
from: (1) the flexibility to select various lot sizes, and (2) the flexibility to deter-
mine lot sizes once production has started. The latter type, represented by the
savings of Fully Flexible relative to Partly Flexible, yields around 6% and varies
considerably, ranging from 3 to 11% for these experiments. The flexibility to se-
lect various lot sizes adds another 3 to 4%, bringing the total savings of the fully
flexible versus the not flexible model to around 10% for most of our experiments,
ranging from 6 to 15%.



3.4. Numerical investigation 53

Before discussing the key sensitivity findings, we observe that varying the
maximum amount of MTO orders (experiments 8 and 9) has a very limited effect
on the costs and savings. This is what we aimed for as we introduced this param-
eter for technical reasons (see Section 3.2).

Examining the results of the individual experiments, we distinguish the fol-
lowing two main effects. Considering experiments 2 to 5, in which we vary the
demand rates, we observe that lower demand rates lead to higher savings. The
effect is stronger for a varying MTO demand rate, but essentially applies to both.
Production systems with a larger total demand rate have a higher machine load
and, as a result, incur more costs. The savings in absolute terms, however, are
not notably lower than systems with a lower machine load. However, as these
systems incur overall more costs, the relative savings become lower.

Another effect is revealed by considering the experiments in which we vary
the cost parameters. Experiments 11, 12, 15 and 16 lead to larger savings than the
base case, while their counterparts (10, 13, 14 and 17) lead to smaller savings. Ei-
ther when an MTO cost parameter is decreased, or when and MTS cost parameter
is increased, the savings become larger. From these observations, we learn that
whenever MTS becomes more costly, more is to be gained by varying lot sizes.
This is intuitive: the models differ in the way they handle MTS production and
hence when this type becomes more important from a cost perspective, more is to
be gained. Considering experiments 6 and 7, where the MTO lead time allowance
is varied, the same explanation applies. When MTO orders have more time to be
produced, MTO lateness costs are incurred less often, and MTS becomes more
important from a cost perspective.

The experiments so far do not allow us to draw clear conclusions with respect
to the demand mix. Experiments 2 and 3 show that an increasing MTO demand
rate, obviously leading to larger share of MTO, leads to smaller savings. By con-
trast, experiments 4 and 5 show that a decreasing MTS demand rate, also leading
to a larger share of MTO, leads to increased savings. These seemingly contra-
dictory results are related to the fact that the experiments could not isolate the
demand mix (variations), because changing the demand rates not only affects the
demand mix but also the machine load, for which we have observed effects. In
order to find the effect of the demand mix, we conduct a second set of experi-
ments.
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3.4.4 Effect of demand mix

It is impossible to keep both the total demand rates and the machine load bounds
constant when varying the product mix, because only MTS products can be batch
produced. Therefore, in these additional experiments we apply a two-dimen-
sional setting in which we vary demand rates as shown in Table 3.4. We increase
the share of MTS in the demand mix in two ways: with a fixed total demand rate
and a decreasing minimum machine load (from left to right), and with a fixed
minimum machine load and an increasing total demand rate (from top to bot-
tom). The two ways have opposite effects on the actual machine load. However,
both ways show increasing savings. Hence, we may conclude that, in general, an
increasing share of MTS leads to higher savings.

Table 3.4: Effect of varying demand mix

Demand parameters (do, ds) Savings relative to NF

Total Min. machine load Min. machine load
demand rate 80% 75% 70% 80% 75% 70%

0.4 (0.40, 0.0) (0.35, 0.05) (0.30, 0.1) 0.0% 1.0% 7.8%
0.45 (0.35, 0.1) (0.30, 0.15) (0.25, 0.2) 4.4% 7.1% 10.2%
0.5 (0.30, 0.2) (0.25, 0.25) (0.20, 0.3) 5.7% 9.5% 13.5%
0.55 (0.25, 0.3) (0.20, 0.35) (0.15, 0.4) 7.9% 11.0% 16.8%
0.6 (0.20, 0.4) (0.15, 0.45) (0.10, 0.5) 9.7% 13.5% 22.7%

The savings range from 0% (with do = 0.4 and no MTS demand) to 23% (with
do = 0.1 and ds = 0.5). Logically, when there is no MTS demand, no batching
can be applied at all so there are no savings. By contrast, when MTS constitutes a
large share of the total demand, the savings are substantial. Again, it is explained
through the main difference of the models, which differ especially in the way
they plan MTS production. Fully Flexible allows for better control of the inven-
tory level than the other models, leading to both lower inventory holding costs
and lower MTS lost sales costs. Thus, overall, we have shown that when MTS
becomes more important either from a cost or from a demand perspective, the
benefits of flexible lot sizing increase.

3.5 Conclusion

We studied the benefits of varying MTS lot sizes in hybrid production systems.
We proposed a ‘fully flexible’ approach, where lot sizes are not fixed at any time
but rather evolve in response to demands during the production of the batch.
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Analysis of this approach with a Markov Decision Process has shown that the
optimized fully flexible approach leads to considerable variation in lot sizes in
order to reduce costs. For example, in a situation where an optimal fixed batch
size of 3 would be applied, optimization under flexibility was shown to bring the
average lot size down to 2.09 with a standard deviation of 1.35.

We compared our approach with two approaches that consider lot sizes that
are fixed either from the start of the batch (partly flexible) or throughout the en-
tire policy (not flexible) for a two-product hybrid system. The numerical experi-
ments showed that this fully flexible approach may save up to 23% of the costs.
Our design allowed us to attribute this percentage to two types of flexibility. The
majority of the savings, up to 19%, is due to flexibility created by the possibility
to review the production decision in each period. A smaller part of the benefits
was attributed to the flexibility to differentiate lot sizes based on the state of the
production system.

The savings are especially large in three situations. First, relatively high sav-
ings are obtained for low load situations. Second, a large share of MTS demand
corresponds with higher savings, and third, when the MTS costs are relatively
large, we obtain high savings. This confirms the intuition that savings will relate
strongly to MTS characteristics, as lot sizing also relates to the MTS products.

We conducted this study in a setting with a number of simplifying assump-
tions that allowed us to use an analytical optimization procedure and study the
lot sizing decision in isolation. This helped us clarify the mechanisms that de-
termine the advantage of flexible lot sizes. Future research could be directed at
the performance of a fully flexible approach in more complex settings. Promising
extensions include: multiple products; variations in the production times, setup
times or MTO lead times; or by considering a more detailed representation of a
production facility, e.g. a job shop. Secondly, to fully exploit the savings potential
we found, this isolated lot sizing method should be embedded in planning ap-
proaches for hybrid production systems, providing another promising research
opportunity.





Chapter 4

Integrating make-to-order and
make-to-stock in job shop
control

Abstract. Demand fluctuations in make-to-order job shops lead to utilization fluctu-
ations and delivery delays, particularly in periods with high demand. Many job shop
production companies therefore add some standardized products to their product mix and
switch to a hybrid make-to-order/make-to-stock production approach. However, as the
control of a make-to-order job shop is usually focused on meeting due dates, which do not
apply to make-to-stock items, integrating make-to-stock items in the control of a job shop
is not straightforward. We propose four methods of integrating make-to-stock items in
the control of a job shop and evaluate these using discrete event simulation in Python.
We show that a popular but simple method of always giving priority to MTO items is
strongly outperformed by more advanced methods of integrating MTS into job shop con-
trol as we have been able to reduce the MTS lost sales by a considerable 60%. We further
show that considering up-to-date status information may improve the performance sub-
stantially. Loosening the due dates of MTS replenishment orders during periods of low
MTS demand enables a better use of the production capacity to maximize the delivery
performance of MTO instead.

4.1 Introduction

Offering differentiated products is essential for many production companies. Job
shop production is the ultimate form of high variety manufacturing, with orders
following different routings along multi-purpose machines. Most products are
unique; they are typically produced in a make-to-order fashion. However, oper-
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ating entirely in a make-to-order fashion implies that demand fluctuations lead
to utilization fluctuations and delivery delays, particularly in periods with high
demand (Land et al., 2015). We observe that many job shops in practice there-
fore add some standard products to their product mix that they make to stock in
periods with low demand and deliver from inventory. This allows firms to bet-
ter utilize the capacity that would otherwise be lost. Combining make-to-order
(MTO) and make-to-stock (MTS) is known as hybrid production.

However, adding a number of MTS items to a job shop that is dominated by
MTO leaves production planning and control with a challenge. As MTO is subject
to stringent due dates, existing planning and control methods generally focus on
achieving a high delivery performance. For MTS, this is not directly applicable
because delivering on time boils down to sustaining a sufficient amount of inven-
tory. If dispatching decisions are commonly based on due dates of MTO items, it
is not obvious what dispatching decisions between MTO and MTS items should
be based on. A common approach in practice, which is also seen in the literature
(Federgruen & Katalan 1999; Hadj Youssef et al. 2004; Chang & Lu 2010; Fer-
nandes et al. 2015), is to always give priority to MTO items, which is obviously
suboptimal. From a practical point of view, it would be ideal to integrate MTS
items into the job shop control mechanism that is applied to MTO. A straight-
forward approach to do so is to define appropriate operation due dates for both
MTO and MTS items and select the most urgent order at the time of dispatching.
In this paper we aim to develop such a control mechanism and compare several
design options in a simulation study.

Earlier studies on hybrid production focused on simple unified production
systems (e.g. Williams 1984; Federgruen & Katalan 1999; Carr & Duenyas 2000;
Tsubone et al. 2002; Hadj Youssef et al. 2004; Soman et al. 2004, 2006, 2007; Chang
& Lu 2010; Iravani et al. 2012; Beemsterboer et al. 2016). Many also take the
perspective of MTS rather than MTO (e.g. Federgruen & Katalan 1999; Carr &
Duenyas 2000; Soman et al. 2004, 2006, 2007; Iravani et al. 2012), making results
inapplicable to hybrid job shop production companies.

When looking from the perspective of job shop control, most studies assume
a complete focus on MTO production planning and ignore the presence of MTS
items entirely, except for a few studies. Chang et al. (2003) and Wu et al. (2008)
develop comprehensive, purpose-built planning methodologies for the case of
semiconductor foundries. Fernandes et al. (2015) study a hybrid make-to-order/
assemble-to-order system where, besides MTO items, the semi-finished products
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of a number of items are made to stock, which are then completed on an MTO
basis. The authors focus on order release, and in the final prioritization at work-
stations they always give priority to the MTO items. Schönsleben (2011) develops
a comprehensive methodology that provides for the full planning and control of
a hybrid production job shop. However, the logic of this approach was never
tested and will be included in our study.

No one has yet dealt with basic issues of integrating MTS items into an ex-
isting control method of a make-to-order job shop. Nevertheless, many hybrid
job shop production companies are confronted with this problem as existing job
shop control methods are inapplicable to MTS items. Therefore, we address the
following research question:

• How can MTS items be integrated into the control of a make-to-order job
shop oriented on due dates?

This paper is structured as follows. In Section 4.2, we discuss the existing
theories on planning and control in hybrid productions systems. Section 4.3 in-
troduces a job shop production model and proposes four methods for integrating
MTS items into the control of this system. Section 4.4 evaluates the methods using
a discrete event simulation approach. Section 4.5 summarizes our conclusions.

4.2 Literature review

Literature on planning and control of make-to-order job shops is much more ex-
tensive than for hybrid production systems. Early contributions consider either a
mathematical optimization approach (see e.g. Graves, 1981), or dispatching rules
for shop floor control. Panwalkar & Iskander (1977), Blackstone et al. (1982) and
Ramasesh (1990) all provide thorough revisions of various types of dispatching
methods. Kanet & Hayya (1982) focus on dispatching methods based on oper-
ation due dates and compare several methods of obtaining these operation due
dates. Land et al. (2014) compare operation due date based dispatching methods
in conjuction with order release mechanisms.

Relatively few contributions address the control of hybrid production systems
and most have a scope different from job shop production. An early contribution
is that by Williams (1984), who considers a hybrid production system where the
stock process and production process behave independently. The system is not
modeled as a job shop, but it has a fixed number of identical machines. When
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the inventory of one of the MTS items reaches a certain threshold value, a pro-
duction order is generated. The production process then runs via First Come,
First Served (FCFS). Federgruen & Katalan (1999) consider a production system
where an MTO item is added to an existing MTS production system. They com-
pare several planning policies: two where priority is given to MTO demands, in
which MTS is either preempted or not; and one where the MTO item is added
to the existing MTS production sequence. Tsubone et al. (2002) consider a hybrid
production system on an aggregate planning level, mainly focusing on capacity
allocation. Hadj Youssef et al. (2004) derive optimal stock levels for two con-
trol policies of a hybrid production system, namely FCFS and priority for the
MTO items. They identify circumstances under which either of the two should
be selected. Chang & Lu (2010) analyze a hybrid production system that pro-
duces standard MTS products and customized MTO products by performing an
additional customization operation to finished MTS items. They assume that cus-
tomization operations always precede production of standard items.

Soman et al. (2004) provide a literature study on hybrid production planning
in the food processing industry. After reviewing contributions that address var-
ious research questions regarding hybrid production systems, the authors pro-
vide a hierarchical planning framework. In a follow-up study, Soman et al. (2006)
evaluate the performance of several dynamic MTS scheduling policies in a hybrid
production system. They integrate MTO items by replacing the run-out time of
the items by the due date. Continuing this line of research, Soman et al. (2007)
apply their hierarchical planning framework to a case study for a food processing
company.

A number of contributions take a closer look at detailed production decisions
in hybrid production systems. Carr & Duenyas (2000), Iravani et al. (2012) and
Beemsterboer et al. (2016) consider stylized models with one MTO and one MTS
product, and one unit of production capacity. All use Markov Decision Processes
to find optimal policies and study the structure of these. Carr & Duenyas and
Iravani et al. consider this from the perspective of contract manufacturers, who
produce on an MTS basis for contracted and hence more important customers,
and on an MTO basis for others. Beemsterboer et al. (2016) explore the benefits of
a planning method that does not take the perspective of either product type, by
taking relevant aspects of both product types into account and determining pro-
duction planning decisions based on both the MTS inventory level and the state
of the MTO order book. They conclude that substantial benefits can be obtained
when the state of both MTO and MTS is taken into account in the planning policy
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of a hybrid production system.

All contributions on hybrid production control so far consider the production
system as a unified system, i.e. not distinguishing between individual worksta-
tions. Hence, none of them addresses the problem of selecting between MTO
and MTS items at individual workstations in hybrid production systems. How-
ever, this is done by, for instance, Chang et al. (2003) and Wu et al. (2008). Both
develop sophisticated planning procedures for the control of a semiconductor
foundry that produces both on an MTO basis and on an MTS basis. Chang et al.
develop a planning method with three submodules, one that identifies the bottle-
neck workstation, one that controls the order release, and one that controls dis-
patching. The release and dispatching modules aim at maintaining work at the
bottleneck station, so as to maximize the throughput. The dispatching method
that they propose distinguishes four priority levels for both MTO and MTS, and
classifies items based on their routing and the work in progress in front of the
machine. Wu et al. adapt a control method called Starvation Avoidance (Glassey
& Resende, 1988). They require MTO to be released according to the just-in-time
principle, i.e. it should be released on time but preferably not too early. This
provides the opportunity to release MTS items to fill remaining capacity. Dis-
patching at the workstations takes place on the basis of the Critical Ratio (CR) for
MTO items. The choice between MTO and MTS is made separately, on the basis
of the idea that an MTS item can be produced in case none of the MTO items in
the queue becomes operation-delayed (see Wu et al. 2008 for details); otherwise
the MTO item with the highest Critical Ratio is produced.

Fernandes et al. (2015) consider the control of a hybrid make-to-order/assem-
ble-to-order system, where some of the products are made to order and some
semi-finished products are stocked and finished on order in a second stage. They
apply workload control and address two research questions regarding order re-
lease: which order release method should be applied, and where in the produc-
tion system should release be controlled? Regarding the latter, they compare
three possibilities: release control only before stage I, release control only before
stage II, and release control before both stages. Regarding shop floor control, the
authors assume that MTO items have priority above replenishment orders in the
first production stage.

Schönsleben (2011) presents an advanced planning principle for hybrid job
shops called Capacity-Oriented Materials Management (Corma). It covers mul-
tiple areas in production control, namely order release, shop floor control, and
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inventory control. The main element of the principle is that, besides a regular
release method, MTS replenishment orders are released to the shop floor when
generally well utilized work centers are about to starve and these MTS replen-
ishment orders can keep them busy. All MTS replenishment orders receive a due
date based on the demand rate, a planned lead time, and a safety stock. This due
date is in turn used in the shop floor control, leading to planned starting times
for each operation. These planned starting times are recalculated periodically. For
instance, when a more important MTO order is accepted and given priority, the
starting time of the MTS replenishment order has to be delayed and the available
slack for each operation is recalculated accordingly. The planned starting times
are also updated in case the demand is higher or lower than expected. If the
inventory level drops faster than foreseen, the final due date of the MTS replen-
ishment order is shortened, leading to less slack per operation. If the inventory
level drops slower, the due date becomes later and more slack is assigned. For a
detailed description of Corma, we refer to Schönsleben (2011, p. 731-739).

The control of hybrid production systems has thus been studied from various
perspectives. Only few studies have addressed the question of selecting between
MTO and MTS orders at the individual workstation level in job shop production.
Studies that did looked at a specific environment or at a specific planning frame-
work. However, we observe that the current literature does not provide the basic
knowledge how to integrate MTS items in the control of a job shop and make the
basic decision which order to give priority when a workstation become available.
Previous studies generally assume a method of integration in order to focus on
other research questions regarding hybrid production planning. We bridge this
gap by defining four basic methods to integrate MTS and prioritize orders in a
make-to-order job shop. The methods include basic principles that have been as-
sumed in earlier studies. Their performance is compared and assessed using a
discrete event simulation approach.

4.3 Experimental design

4.3.1 Production system

We consider the following production system for our simulation study. We have
a production facility that contains six workstations and applies two ways of pro-
duction. Customized products, with varying routings through the facility and
varying processing times at the workstations, are produced on an MTO basis.
The facility further produces one type of standardized products on an MTS basis,
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with a fixed routing and constant processing times.

The configuration closely resembles the job shop of Melnyk & Ragatz (1989),
which has served as a standard in job shop research (see also Land et al., 2015).
Demands for both types of products follow Poisson processes. Each demand con-
cerns one unit of either MTO or MTS. For MTO items, the number of workstations
in the routing of the job is a random number from 1 to 6, each with probability
1/6. Also the workstations included in the routing are drawn randomly, where
each workstation has an equal probability of being selected. The routings are
then subject to a ‘dominant flow direction’ (see Oosterman et al., 2000). More
specifically, the workstations are numbered as 1 to 6 and are always visited in
the order of increasing workstation number. The processing times of each of the
operations is taken from a 2-Erlang distribution with a mean of 1 time unit and
is assumed to be known from the moment of ordering. Since each MTO job visits
on average 3.5 out of 6 workstations, this leads to a mean load contribution of
7/12 time units for each workstation. MTS items require processing at each of
the six workstations, again in the order from 1 to 6, each with a fixed processing
time of 1. Hence, the mean load contribution of an MTS job is 1 time unit for all
six workstations. The demand rates are obtained from the a target system load,
which we set as 90%, and a target load division of 80% MTO and 20% MTS. Using
the load contributions of 7/12 for MTO and 1 for MTS, we obtain arrival rates of
approximately λo = 1.234 for MTO and of λs = 0.18 for MTS.

MTO jobs must be delivered before a due date, which is obtained as the time of
ordering plus a random allowance. This allowance, in turn, is obtained randomly
from a uniform distribution with minimum 30 and maximum 40 time units. MTS
demands are fulfilled from inventory when available and are otherwise lost. MTS
stock is controlled by using the well known base stock policy, that keeps a con-
stant base stock level or inventory position (which is equal to the inventory on
hand plus the inventory on order). Hence, each MTS demand triggers a replen-
ishment order of size one. The base stock level is selected as 20. The range of the
MTO due date allowance and the MTS base stock level are obtained from initial
simulation runs in which we aimed to achieve both MTO tardiness and MTS lost
sale percentages in the realistic range of 0− 10%. Table 4.1 summarizes the prop-
erties of the production system.

We further assume that the machines are always available and their capacities
are fixed, i.e. they cannot be extended in busy periods. We also do not consider
machine changeover times. These simplifying assumptions avoid side effects that
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Table 4.1: Production system properties

Main Production system Job shop
Number of workstations 6

MTO Demand distribution Poisson with λo ≈ 1.234
# workstations to be visited 1 to 6, each with prob. 1/6
Routing Dominant flow direction; 1→ 6
Processing times Erlang-2 with mean 1 time unit
Due date allowance distribution Uniform (30, 40)

MTS Demand distribution Poisson with λs = 0.18
# workstations to be visited 6
Routing 1 - 2 - 3 - 4 - 5 - 6
Processing times 1 on all workstations
Replenishment policy Base stock
Base stock level 20

distract from our main research interest.

As we are interested in integrating MTS into the control of a make-to-order
job shop, we have to define a standard dispatching policy into which we can in-
tegrate MTS. We select Operation Due Dates (ODD) as the primary dispatching
method and we briefly discuss this dispatching method in the next subsection.

4.3.2 Primary dispatching rule: Operation Due Dates

Our setting concerns make-to-order aimed at delivery performance, and dispatch-
ing rules based on this performance criterion have been shown to perform best
(Kanet & Hayya, 1982). We therefore select Operation Due Dates (ODD) as the
standard dispatching policy. This method defines ‘operation due dates’ for each
operation of a job. When a workstation becomes available, the item with the ear-
liest operation due date is selected for production.

Several approaches to calculating operation due dates have been developed,
and allowing a fixed amount of time to each of the operations in the routing of
a job was proven to function particularly well in situations with uncontrolled
order release (Land et al., 2014), as we apply in this study. Following Land et al.
(2015), we allow 5 time units for each operation. This is also in line with the due
date allowance lower bound of 30 time units, which is just sufficient for jobs that
require processing at all six workstations. More specifically, the operation due
date of a job at workstation k, which we denote as Dk, is obtained from its final
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due date D as follows.

Dk = D − 5× (W − jk) , (4.1)

where W is the number of workstations in the routing of the job and jk is the
position of workstation k. For example, if the final due date of a job isD = 24 and
its routing 1−3−6, we haveW = 3, j1 = 1, j3 = 2 and j6 = 3 and we obtain oper-
ation due dates with (4.1) asD1 = 24−5× (3−1) = 14, D3 = 24−5× (3−2) = 19

and D6 = 24− 5× (3− 3) = 24. We leave D2, D4, D5, j2, j4 and j5 undefined as
they are not relevant for this example.

Two of the four integration methods that we will introduce in Subsection 4.3.4
integrate MTS by determining a fictitious final due date D and then treating MTS
items in the same way as MTO items. As all MTS items have job routing 1 - 2 -
3 - 4 - 5 - 6, application of (4.1) to these MTS items for the concerning integration
methods simplifies to

Dk = D − 5× (6− k) . (4.2)

Note that more complex dispatching methods exist, such as Modified Opera-
tion Due Dates (Land et al., 2015). The strength of that method is that in periods of
high workload, prioritizing jobs on their operation due date will not lead to satis-
fying as many due dates as possible, but rather to a large number of violations by
a small amount of time. Therefore, in high load periods, this method prioritizes
jobs based on the Shortest Processing Time. Besides that we consider Modified
Operation Due Dates too advanced for our setting, we also expect not to need
a method that handles the MTO orders in busy periods differently, because we
have a hybrid system in which MTS may be regarded as a filler product, which
can be given less priority in busy periods.

4.3.3 Performance measures

As indicated in Section 4.1, the planning goals of MTO and MTS production are
different, and so are the performance measures associated with them. For MTO,
the general goal is a timely delivery of as many jobs as possible. Related perfor-
mance measures consist of the percentage of tardy jobs, the mean tardiness, the
mean lateness, and the standard deviation of the lateness. In our presentation
of the results, we focus on the percentage of tardy jobs, though other measures
have been recorded to check whether a low percentage tardy was not realized the
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cost of a larger mean tardiness. A timely job completion is also one of the goals
for MTS production. Here it concerns avoidance of stock outs, so as to avoid lost
sales. A balance must be found between the cost of holding inventory and the
probability of lost sales. However, we assume that these considerations are taken
care of in the (in our model exogenously defined) base stock level. This leaves the
percentage of lost sales as a relevant MTS performance measure.

As we are specifically interested in a situation where MTO and MTS are pro-
duced in the same facility, the performances of both types should be taken into
account. There is a natural trade-off between the MTO and the MTS performance.
Giving more priority to MTO in order to obtain a better due date performance im-
plies less priority for MTS, leading to an increased probability of stock outs, and
vice versa. Hence, one policy might outperform another in terms of MTO perfor-
mance, whereas the second outperforms the first one on MTS performance. To
have a meaningful comparison, we will consider the two performances simul-
taneously. We will therefore use parameterized policies, with a parameter that
controls the focus between MTO and MTS. The trade-offs will then be shown
using performance frontiers, depicting the MTO and MTS performance in two-
dimensional graphs.

4.3.4 Integration methods

We propose four methods for integrating MTS into the control of our job shop
setting. We compare the performance of these methods in Section 4.4.

The methods either determine a final due date D for the MTS items and sub-
sequently obtain operation due dates through (4.2), or obtain operation due dates
for MTS items right away. Note however that the integration method will only af-
fect decisions between MTO and MTS. As the operation due dates of MTO items
are unaffected, dispatching decisions between different units of MTO are made
in exactly the same way for any integration method. Moreover, dispatching be-
tween different units of MTS is not meaningful as they are identical by definition.
In our simulation, we handle them using First Come, First Served.

In describing the integration method, we distinguish two kinds of adapta-
tions: (1) actions that take place when MTS is reordered, and (2) additional ac-
tions at dispatching moments on the shop floor, on top of the dispatching via
ODD.
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Arguably the most straightforward way of integrating MTS is by defining a
fictitious due date for each MTS replenishment order and treating them in the
same way as MTO items, yielding the following integration method.

Fixed MTS Due Dates

Actions at the time of reordering MTS
All MTS replenishment orders receive a fictituous due date. If we denote
the time of ordering as t and if we define a fixed due date allowance as δ,
the fixed due date of a replenishment order D is given as

D = t+ δ. (4.3)

After obtaining D, operation due dates Dk are obtained through (4.2). The
due date allowance δ is the same for all MTS replenishments and is used as
the tuning parameter of the integration method.

Actions when dispatching takes place
There are no additional actions when dispatching takes place. MTO and
MTS items are considered simultaneously for shop floor dispatching deci-
sions via ODD.

Note that satisfying the MTS due date is not an objective on its own. MTS
replenishment orders that are completed after the due date should not be con-
sidered as ‘tardy jobs’, as the due date is fictitious and the stock level may have
been sufficient, even with the replenishment arriving later than planned (or the
other way around, stockouts may occur even though the replenishment arrives
before its due date). The performance of MTS is determined by the number of
lost sales only and the method parameter δ controls the fraction of demand that
is lost. A tighter due date allowance δ increases the focus on MTS, leading to a
lower probability of lost sales, but at the same time it decreases the focus on MTO
and it thereby inevitably leads to a higher probability of tardiness.

As noted by Beemsterboer et al. (2016), control decisions in hybrid produc-
tion systems between MTO and MTS should be based on the state of both types
of items. Regardless of the integration method we choose, the MTO status is fully
taken care of as we integrate MTS in an existing MTO job shop control method.
In our case, the ODD method is closely related to the MTO objective of avoid-
ing tardiness. However, the integration method Fixed MTS Due Dates does not
satisfy the need to determine decisions that are also based on the MTS status.
For this, we need to take, for instance, the actual inventory level into account in
the shop floor control, which more closely relates to the MTS performance than
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a fixed fictitious due date. Furthermore, using a due date that is fictitious allows
us to redefine it whenever we desire. We therefore propose the following two
dispatching methods that, besides the MTO status, also take an actualized MTS
status into account in dispatching decisions.

Dynamic MTS Due Dates

Actions at the time of reordering MTS
None; MTS replenishment orders are sent to the shop floor without calcu-
lating additional properties.

Actions when dispatching takes place
We calculate a due date as the expected unit consumption time (based on
the MTS units in stock and those downstream) plus a (possibly negative)
additional amount of time. More specifically, if we denote the MTS inven-
tory level as I and the number of MTS units in production and downstream
of the considered unit as P , and if we define α as a parameter representing
an additional amount of time, then the fictitious due date of the MTS re-
plenishment order D is given by

D = t+
I + P

λs
+ α. (4.4)

After this, MTS operation due dates are obtained via (4.2) and then ODD
dispatching takes place in which the MTO and MTS items are considered
simultaneously.

As for the previous method, higher values of α correspond with a smaller fo-
cus on MTS and vice versa. For α = 0, the method is based on the pure expected
unit consumption time. We can equally well use negative values of α, in case
MTS has a higher priority than MTO.

The control part of the Corma method by Schönsleben (2011) resembles the
above integration method. However, we deviate in several aspects. For instance,
Corma assumes using a safety stock for the MTS items. By contrast, we work
with an in essence ‘neutral’ parameter α that may be negative (in which case it
is a ‘safety time’, equivalent to a safety stock) as well as positive (in which case
the method gives in general more priority to MTO than to MTS). Furthermore,
we do not adopt a periodic recalculation of the due dates, but recalculate at all
dispatching instances.

A modified version of the above integration method that takes the slack per
remaining operation for the MTS items into account is the following.
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Dynamic MTS Slack Per Remaining Operation

Actions at the time of reordering MTS
None.

Actions when dispatching takes place
For MTS items, we calculate the operation due date allowance as the slack
per remaining operation plus a (possibly negative) additional amount of
time. More specifically, if we denote the remaining processing time of the
job as T , the remaining number of operations as N , a parameter represent-
ing the additional time as β, and D, I and P as above, the fictitious opera-
tion due date of the MTS replenishment order is obtained as

Dk = t+
I+P
λs
− T
N

+ β. (4.5)

Then ODD dispatching takes place in which MTO and MTS are considered
simultaneously.

Again, higher values of the method parameter (here β) imply that the method
focuses more on MTS, and vice versa.

We could simplify (4.5) if we apply it to our setting, as we have six worksta-
tions that are all contained in the MTS routings with a processing time of one time
unit, holding that S = N = 7− k. However, we prefer to present the integration
method in a more general formulation here.

The previous integration methods are mainly built on the rationale that MTS
items should be completed on time so as to avoid lost sales. On the shop floor,
the methods do not distinguish between MTO and MTS apart from looking at
their operation due dates. As in job shops the MTO items are generally more
important, we could integrate MTS by regarding it as a secondary item and only
allowing it to be dispatched when the MTO items in the queue offer a sufficient
slack with respect to their operation due dates. We can postpone MTS items as
long as there are MTO items in the queue with an operation due date that is
not further than some allowance γ away from now, as the following integration
method describes.
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Rolling MTS Operation Due Dates

Actions at the time of reordering MTS
None.

Actions when dispatching takes place
We defineDk as the operation due date at workstation k and γ as parameter
representing a fixed MTS operation due date allowance. Then, the MTS
items receive an operation due date given as

Dk = t+ γ, for any k. (4.6)

After this, ODD dispatching takes place in which MTO and MTS are con-
sidered simultaneously.

The parameter γ controls the focus of the method on MTO and MTS in the
same way as the parameters of the other methods. However, in this case negative
values or a zero value of γ are not very meaningful as these would hold that MTS
items would have priority above MTO items even when these are already too late
for the concerning operation.

We finally remark that the assumption of organizing dispatching via the ODD
method, which assigns an equal amount of time to each of the operations, is not
required for any of the four integration methods. The first two methods, Fixed
and Dynamic MTS Due Dates, obtain final due dates D for MTS items, which
could be used in any dispatching method that is based on these rather than on
the operation due dates. For instance, dispatching by giving priority to the job
with the least slack per remaining operation would yield a meaningful alterna-
tive. There are also deviations of the general ODD method, such as Modified
Operation Due Dates (Land et al., 2015) or an ODD variant that assigns operation
due dates by equally dividing the slack over all operations in the routing of the
job.

4.3.5 Reference methods

We introduce the following two reference integration methods. The first always
prioritizes MTO and is commonly used in the literature, for instance by Chang &
Lu (2010) and Fernandes et al. (2015) who use this concept to integrate MTS into
their planning framework. Hadj Youssef et al. (2004) and Federgruen & Katalan
(1999) use the method for a comparison with different methods.
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MTO Priority

Actions at the time of reordering MTS
None.

Actions when dispatching takes place
MTO items have priority over MTS items. Selection between MTO items is
based on ODD.

The second method gives priority to MTS and has not been proposed or used
by anyone, to the best of our knowledge, but we include this final integration
method for completeness.

MTS Priority

Actions at the time of reordering MTS
None.

Actions when dispatching takes place
MTS items have priority over MTO items. Selection between MTO items is
based on ODD.

4.4 Simulation results

The framework defined in the previous section and the four integration methods
are implemented in the discrete event simulation package SimPy, in Python. Each
method is then run for a range of parameters, that is obtained through initial sim-
ulation runs. Each set of values is chosen such that it shows as much as possible
of the range of the performance that the method can achieve, ranging from near
0% MTO orders tardy to 0% MTS lost sales when the method would allow for it.
Table 4.2 presents the considered parameter values. For each parameter value, we
conducted a simulation experiment with 100 runs of 10,000 time units each with
an additional warm-up period. The warm-up period is 3,000 time units, which
was shown to be more than sufficient by a graphical inspection of the results.

Claims that we make in this section regarding differences in the performance
of the methods are based on significance of a paired t-test. This approach com-
plies with the use of common random numbers (Kelton & Law, 2000) as used in
this study.
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Table 4.2: Parameter values of the integration methods in the simulation

Method Par. Values

Fixed MTS Due Dates δ 30, 40, 50, 60, 70, 80, 90, 100, 110,
120, 130, 140, 150, 160, 180, 200

Dynamic MTS Due Dates α - 60, - 50, - 40, - 35, - 30, - 25, - 20,
- 15, - 10, - 5, - 2, 0, 2, 5, 10, 15, 20

Dynamic MTS S/RO β - 40, - 35, - 30, - 25, - 20, - 15,
- 10, - 5, - 2, 0, 2, 5, 10, 15, 20

Rolling MTS ODDs γ 0, 2, 4, 6, 8, 10, 12, 15, 20, 30, 40

Figure 4.1: Performance frontier of Fixed MTS Due Dates (with δ = 30, . . . , 200)
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4.4.1 Exploration of the production system

Before going to the comparative simulation results, we first take a closer look at
the production system and discuss the trade-off between the MTO and MTS per-
formance for the first method, Fixed MTS Due Dates.

Recall that our study is motivated by the setting in which MTS is considered
as a ‘filler’ product, which is mainly used to improve the utilization of the pro-
duction capacity by filling periods with a low MTO load. Since we have an MTS
base stock level of 20 and an MTS demand rate of 0.18, each unit has an expected
consumption time of 20/0.18 = 111 time units after the moment of ordering,
which is large compared to the average 35 time units available for MTO items.
Hence, at first instance, MTO items will have a higher priority in our setting.
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Figure 4.2: Results of the simulation
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Figure 4.1 presents the results. The graph shows the lost sale rate that should
be incurred if one wants to achieve a certain percentage of MTO tardiness, or vice
versa. For instance, in order to bring the tardiness below 1%, we have to incur
9% MTS lost sales with a fixed MTS due date allowance of δ = 130. The graph
clearly shows the ability of the method to trade off MTO and MTS performance.
We are able to achieve a near-perfect performance on either the MTO tardiness or
the amount of MTS lost sales, although a near perfect score for one product type
consequently incurs a high rate of lost sales/tardiness for the other. We could also
balance the performances and obtain about 4% for each of them, if we consider a
fixed MTS due date allowance of δ = 100. The most relevant part of the graph is
however the part on the right, where MTO performs well, which is the main aim
of using MTS products as filler loads.

4.4.2 Simulation results

Figure 4.2 shows the performance frontiers obtained from comparing all integra-
tion methods. First of all, we observe that also Dynamic MTS Due Dates and
Dynamic MTS Slack Per Remaining Operation are able to achieve a near-perfect
performance on each of the two measures at the expense of a bad performance
on the other. Moreover, they perform better than Fixed MTS Due Dates almost
across the entire frontier. For any fixed value of the MTO tardiness, these meth-
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ods achieve fewer MTS lost sales. Equivalently, for any amount of MTS lost sales
they reach a lower tardiness. The amounts by which they outperform Fixed MTS
Due Dates vary across the frontier. For instance, if we would be willing to accept
about 2% MTO tardiness, we can reach between 6 and 7% MTS lost sales with
Fixed MTS Due Dates, but we only have to accept about 3% with Dynamic MTS
Due Dates and even only 2.5% with Dynamic MTS Slack Per Remaining Opera-
tion. If we reverse the perspective, reaching 2% MTS lost sales requires accepting
an MTO tardiness of again between 6 and 7% for Fixed MTS Due Dates, and only
about 4% for Dynamic MTS Due Dates and about 3% for Dynamic MTS Slack
Per Remaining Operation. If we would accept 6% MTS lost sales, Dynamic MTS
Due Dates and Dynamic MTS Slack Per Remaining Operation almost eliminate
the tardiness, while for Fixed MTS Due Dates the tardiness incurred is above 2%.

Comparing the two dynamic methods, we observe that Dynamic MTS Slack
Per Remaining Operation outperforms Dynamic MTS Due Dates for a majority
of the outcomes. For values around 3% MTS lost sales, Dynamic MTS Slack Per
Remaining Operation achieves about 0.5 percent point lower MTO tardiness than
Dynamic MTS Due Dates. Only if we would be willing to accept an MTO tardi-
ness above 6%, Dynamic MTS Due Dates performs slightly better.

As could be expected, the two reference integration methods, MTO and MTS
Priority, both achieve a near-perfect performance on the product type they give
priority to, but in both cases at the cost of a very bad performance of the other.
For example the popular method of giving priority to MTO regardless of the state
of the system incurs a substantial amount of 15% MTS lost sales. Three of the four
proposed integration methods, the two dynamic methods and Rolling MTS Op-
eration Due Dates, all achieve a similar MTO performance whilst incurring only
about 6% MTS lost sales. This strongly advocates using an advanced integration
method when adding an MTS item to an existing MTO job shop.

The fourth method, Rolling MTS Operation Due Dates, only performs well for
low percentages of MTO tardiness. This is expected, as the method is designed
to consider only the state of MTO in dispatching decisions. We can almost elim-
inate the MTO tardiness when accepting only about 6% MTS lost sales, similar
to Dynamic MTS Due Dates and Dynamic MTS Slack Per Remaining Operation.
This result may provide interesting opportunities for application in practice. The
method is a very simple way of integrating MTS, as it will simply prioritize MTO
items as long as their operation due date is within a certain threshold value. Thus
its design strongly emphasizes the importance of MTO, but using this method
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Figure 4.3: Distribution of the inventory level throughout the simulation for two
experiment instances
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does not imply that we should accept a high MTS lost sale rate. However, this
integration method is less suitable for controlling the performance of MTS. In our
setting, we cannot realistically achieve less than 2% lost sales and for achieving
that amount we have to incur about 9% tardy MTO jobs.

4.4.3 Examining the performance differences

In order to better understand the performance differences, we examined and
compared two experiments in more detail. We found similar amounts of MTS lost
sales for the instance of Fixed MTS Due Dates with δ = 90 (2.3%) and the instance
of Dynamic MTS Slack Per Remaining Operation with β = −2 (2.2%). However,
Dynamic MTS Slack Per Remaining Operation significantly outperforms Fixed
MTS Due Dates on MTO tardiness with 2.7% against 5.8%. We examine the dis-
tributions of the inventory level throughout the simulation in Figure 4.3 in order
to explain the difference.

Both instances achieve a very similar occurrence probability of inventory level
0, which is a direct result of our choice to examine two instances with similar
MTS lost sale percentages. However, the differences for higher inventory levels
are striking. The most likely inventory levels are centered around eight items for
Fixed MTS Due Dates and around four items for Dynamic MTS Slack Per Remain-
ing Operation. This indicates that Dynamic MTS Slack Per Remaining Operation
is much better able to react to relatively low inventory levels, and resupply stock
just in time. This flexibility allows the method to focus on MTO when this is
needed. By contrast, Fixed MTS Due Dates treats the MTS due dates as if these
were strict, even when the inventory is at a very high or low level. As a result,
the method is less flexible to prioritize MTO orders when these are close to their
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due dates. This difference explains the performance difference.

We remark that the higher inventory level of the Dynamic MTS Slack Per Re-
maining Operation method does not imply an increase in the holding cost. Both
methods use the same order-up-to level and so require materials to become avail-
able at the same times. In fact, for this reason we do not need to use inventory
cost as an additional performance measure in our job shop setting with the same
order-up-to level for all methods.

In order to further examine the reason behind the performance difference, we
inspected the relation between the MTO lateness and the MTS inventory level.
When inspecting this relation over time, we observed that the realizations of tar-
diness, as well as occurrences of lost sales, are all clustered in what has been
called ‘high load periods’. In our hybrid shop, these are periods in which there
are so many jobs in the system that multiple subsequent MTO jobs are finished
late, and, at the same time, the system is unable to constantly maintain a suffi-
cient amount of inventory. It is in these periods where all of the MTO tardiness
and most of the MTS lost sales are realized. Hence, the performance difference
between integration methods is determined by how they handle these high load
periods.

Figure 4.4 shows the MTS inventory level and realizations of the MTO late-
ness during the first 2000 time units of the first simulation run after the warm-up
period, again for Fixed MTS Due Dates and Dynamic MTS Slack Per Remaining
Operation. This part of the run contains a long high load period, from about
t = 3600 to t = 4600, where the performance difference between the two integra-
tion methods is the most apparent. We observe that especially during the high
load period the inventory level held by Dynamic MTS Slack Per Remaining Op-
eration is much lower than that held by Fixed MTS Due Dates. However, most
of the time the inventory level is in the range between 2 and 6. This is a striking
difference with Fixed MTS Due Dates, which builds up inventory to the level 7
or 8 a number of times and even twice to high inventory levels of 11 and 14, re-
spectively. During the entire busy period, MTO orders are finished late regularly,
even in periods in which a large amount of MTS inventory is built up. By con-
trast, Dynamic MTS Slack Per Remaining Operation shows a much better result
in avoiding lateness, and any time lateness is incurred, the inventory level is min-
imal. MTS stock buildups during periods of MTO lateness do not occur.
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Figure 4.4: MTS inventory level and MTO lateness realization over time for Fixed
MTS Due Dates with δ = 90 and Dynamic MTS Slack Per Remaining Operation with
β = −2.
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4.4.4 Sensitivity study

In order to study the sensitivity of our results to the system parameters, we re-
peated our simulation for eight different settings. We have selected four cru-
cial system parameters of which we are interested in the influence on the results.
These parameters are the base stock level, the range of the MTO due date al-
lowance, the system load, and the ratio of MTO and MTS within the demand.
In addition to the value used in the main simulations, we select a smaller and a
larger value for each of them. The latter two parameters require some care, as
they are both determined by the demand rates λo and λs. We varied these in such
a way that system load variations are achieved without affecting the MTO/MTS
ratio at the workstations, and vice versa. Table 4.3 gives an overview of the pa-
rameters varied in this sensitivity study and shows the resulting demand param-
eters for the varied load values between parentheses.

Table 4.3: Eight varied parameter values in the sensitivity study

Base DD System load MTS share
stock allow. (with λo/λs) (with λo/λs)

Main value 20 30-40 90% (1.234/0.18) 20% (1.234/0.18)

Tested 13 20-30 88% (1.207/0.176) 10% (1.389/0.09)
sensitivity values 30 40-50 92% (1.262/0.184) 30% (1.08/0.27)

Figure 4.5 shows the results of the sensitivity study (the reference methods
are not shown when they perform outside the scope of the other methods). These
reveal that the conclusions drawn in the previous subsection apply to all of the
instances. In all cases, Fixed MTS Due Dates is outperformed by both Dynamic
MTS Due Dates and Dynamic MTS Slack Per Remaining Operation in terms of the
percentage of MTO orders tardy, and also by Rolling MTS Operation Due Dates
when MTS lost sales are sufficiently high. Dynamic MTS Slack Per Remaining
Operation performs the best for low values of the MTO tardiness, which is the
most relevant part of the graph.

The distances between the curves vary, i.e. the relative benefit that can be
obtained by using a dynamic method compared to Fixed MTS Due Dates de-
pends on the situation. We observe a relatively larger benefit in the cases with a
higher base stock level, a larger MTO due date allowance, a lower system load,
and a smaller share of MTS. The first three of these four cases can be qualified as
‘easier’ cases, i.e. they allow achieving a better overall performance. The coun-
terparts of these cases (lower base stock, smaller MTO due date allowance, and
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Figure 4.5: Performance frontiers resulting from the sensitivity study.
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higher system load), which obviously lead to a worse performance, also result in
less benefits of the more advanced integration methods. Considering variations
in the share of MTS, we see that especially with a small MTS share, which will
be a common situation in job shops, the outperformance of the more advanced
methods is large.

4.4.5 Implications for practice

Although we have identified Dynamic MTS Slack Per Remaining Operation as
the best performing method, it is also the most advanced method, which comes
at a price in terms of ease of use. Dispatching decisions require evaluating the
expected consumption time of the first MTS unit in the queue each time a job has
to be selected. However, our results show that if this would be too complex to
implement or be too time consuming, one of the other methods can be used with-
out large performance losses.

4.5 Conclusion

Integrating make-to-stock items into the control of a make-to-order job shop with
a due date oriented control approach is not straightforward. A simple method
is to define a (fixed) due date allowance for MTS items. However, the lead time
allowance given to MTS items should be carefully considered; it is not at all ob-
vious to require MTS items to be completed within lead times similar to those
for MTO. Allowing larger lead times for MTS gives planners the flexibility on the
shop floor to focus on MTO and maintain a high due date performance.

A popular but simple method of always giving priority to MTO items has
been shown to be strongly outperformed by more advanced methods of integrat-
ing MTS into job shop control. In our simulation, we have been able to reduce
the MTS lost sales by a considerable 60% without paying a price in MTO perfor-
mance. Furthermore, the results of more advanced methods show that consid-
ering up-to-date status information may improve the performance substantially.
Loosening the due dates of MTS replenishment orders during periods of low MTS
demand enables a better use of production capacity to maximize the delivery per-
formance of MTO instead. When inventory levels drop faster than foreseen, lost
sales can be avoided by tightening MTS due dates. Logically, they should still
be compared to the due dates of MTO items on the shop floor. When especially
focusing on MTO delivery performance, dispatching could also work without
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fictitious MTS due dates at all and also prioritize MTS when there are no urgent
MTO orders in the queue of a workstation.

The more advanced integration methods perform better across a variety of
settings. However, the order of magnitude depends on the situation. In some
situations with the MTS lost sales at a level of 8%, choosing a more appropriate
integration method could bring down the MTO tardiness from 4% to near 0%.

We have focused on integration of MTS into job shop dispatching methods.
However, the research on planning and control of job shops takes many different
approaches and scopes, providing numerous research opportunities on the inte-
gration of MTS. For instance, the concept of order release partly centralizes the
decision whether to prioritize MTO or MTS instead of leaving this to the shop
floor control. Moreover, it avoids an early commitment of material resources to
orders. However, complexity also increases since early release of MTS orders
will provide extra opportunities to use otherwise idle machines, but disturbs the
normally simple prioritization that is common on a shop floor with controlled
release of MTO orders. Another opportunity relates to MTS lot sizing decisions.
The production lot sizes for MTO items are given by the customer orders, but for
MTS they can be chosen. In case the machines require setups, producing in larger
lots may save production capacity, but this would reduce the responsiveness to
incoming MTO orders that may have a tight due date. Future research could ex-
amine this trade-off in hybrid job shops.





Chapter 5

Two-product
Storage-capacitated Inventory
Systems: a Technical Note

Abstract. This paper considers a two-product inventory model with limited storage ca-
pacity and constant demand rates. We aim at finding an ordering policy that minimizes
the cost per time unit. In the literature, several solution methods have been developed
for this problem, but these are limited to very restrictive classes of policies. We consider
a much more general class where the order quantity of one of the products is allowed to
vary. These policies are still cyclic and easy to implement. Closed-form expressions are
derived for determining the optimal order quantities. It is shown that savings of up to
25% are possible compared to existing approaches.

5.1 Introduction

The majority of inventory control literature is based on cost minimization and
ignores capacity constraints. In real life, such constraints often do exist, either
storage or production related. This paper focuses on storage related capacity re-
strictions, which may result from physical limitations or internal budget restric-
tions.

Many textbooks, including Hadley & Whitin (1963), suggest coping with stor-
age capacity limitations through partitioning of the storage capacity. In this ap-
proach, each product gets its own share of the storage capacity. This approach
is mainly referred to as the Lagrange multiplier approach, but the terms independent
cycle, independent solutions and fixed storage approach are also used. The advan-
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tage of this approach is that the negative effects of the capacity restriction can be
spread evenly over the products. An important disadvantage is that the capacity
is not used efficiently. Indeed, for deterministic demand, the average capacity
usage is always 50 per cent.

Another approach is to use the same cycle time for all products. This approach
is referred to as the fixed cycle, pure cycle, rotation cycle or common cycle approach.
In this approach, a common cycle time is determined and all orders are phased
within this cycle, such that the storage capacity is used more efficiently. The main
problem is to determine this phasing, i.e. the sequencing of the products, usually
called the staggering of the products. Homer (1966) was the first who solved this
staggering problem to optimality. His result was rediscovered, independently, by
Page & Paul (1976), Zoller (1977), and Hall (1988). The main advantage of this
approach is that capacity is used more efficiently. An important disadvantage,
however, is that forcing ordering cycles to become equal can be very costly.

Combining the two main approaches has also been suggested. Page & Paul
(1976) provide a method that clusters the products. All products within a cluster
have the same order interval, leading to an efficient use of the capacity, while the
order intervals vary across the clusters. Anily (1991) provides another method
that builds on the same rationale but determines the clusters in a different way.
She shows that the performance of her clustering method does not exceed some
lower bound on the costs by a factor larger than

√
2.

Besides combinations of the two main approaches, several authors general-
ized the methods. Gallego et al. (1996) generalized the fixed cycle approach to
a powers-of-two policy. Order quantities remain fixed. The authors provide
heuristics that determine ordering policies. An even more general approach is
used by Hartley & Thomas (1982). They consider a two-product model in which
they allow each product to be ordered several times per cycle, though still in
fixed amounts. They provide an optimal solution procedure in a companion pa-
per (Thomas & Hartley, 1983). Murthy et al. (2003) and Boctor (2010) consider
the problem of offsetting the replenishment cycles by integer multiples of some
base period, and use the result that, if the integer multiples of two items are not
relatively prime, it is possible to offset their cycles such that the peaks of their
inventory cycles never coincide over an infinite time horizon. Murthy et al. pro-
pose a heuristic for this framework, which is improved by Boctor.

Several authors provide structural insights. Anily (1991) provides a lower
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bound on the costs of inventory policies with constant order quantities and Gal-
lego et al. (1996) prove that this bound holds even for varying quantities. Finally,
Gallego et al. (1992) prove that the problem of determining an optimal ordering
policy subject to a storage capacity restriction is strongly NP-complete.

All the above discussed contributions consider policies with constant order
quantities. Some other contributions do focus on varying order quantities. Hariga
& Jackson (1995) formulate a nonlinear program that minimizes holding and or-
dering costs by selecting order quantities and the overall cycle length. They
provide a heuristic solution procedure and conditions under which fixed order
quantities are optimal. However, throughout the entire paper, they assume that
the sequence of orders is given, which, in fact, constitutes the most challenging
part of the determination of an optimal ordering policy.

Güder et al. (1995) also allow varying order quantities. They provide a myopic
procedure that determines order quantities one by one, which in general results
in a non-cyclic ordering policy. The order quantities that the procedure selects are
based on the Economic Order Quantity as well as the available storage space. An
upper bound on the optimality gap is not provided.

In this paper, we present an exact approach for the two product inventory
model with a capacity constraint and varying order quantities. We provide closed-
form expressions for optimizing order quantities and ordering moments for a
very general class of ordering policies. We further derive theoretical and numer-
ical results on the suboptimality of existing approaches, which turns out to be
considerable in many situations.

This paper proceeds as follows. Section 5.2 describes the inventory system
and introduces the concepts of simple and general cycles. In Section 5.3, struc-
tural properties of the optimal simple cycle policy are derived and used to de-
termine the optimal timing and quantity of orders. Section 5.4 compares the cost
performance of the optimal simple cycle policy to that of existing approaches.
Section 5.5 shortly discusses general cycle policies. We end in Section 5.6 with a
summary of the key findings and insights, and a discussion of research opportu-
nities.
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5.2 System description

Consider a two product, infinite time horizon inventory system. The products
share a common storage resource with limited capacity. The products are num-
bered 1 and 2. Demand rates are deterministic and denoted by d1 and d2. De-
mand is measured in capacity units per time unit, i.e. as the rate with which capac-
ity decreases, to allow for normalization of the capacity to unity. Subscripts refer
to the product number. Lead times are constant and backorders are not allowed.

The objective is minimizing costs per time unit by determining ordering mo-
ments and quantities. This average cost per time unit is denoted by C and based
on a cost per order for each of the two products, which are denoted byA1 andA2,
respectively. We will focus purely on the ordering costs as we consider situations
where ordering quantities are restricted by the limited available capacity rather
than the need to avoid excessive holding costs.

Our attention is restricted to cyclic solutions. A cyclic solution is a solution in
which ordering moments and quantities are described for a finite time interval,
the cycle, and the inventory levels at the beginning and at the end of this cycle
are equal. As a result, the ordering policy within the cycle can be repeated in-
finitely many times. The length of the cycle is denoted by T , which is a decision
variable that will vary for different configurations. Cycles in which at least one
of the products is ordered only once, which implies that its order quantity does
not vary, will be called simple cycles. Cycles without any further restrictions will
be referred to as general cycles.

5.3 Simple cycles

Let the base product refer to the product that is ordered once per cycle. If both
products are ordered once, an arbitrary product can be selected as the base prod-
uct. We will present the analysis for the case where product 1 serves as the basis,
leading to the optimal policy of that type, and than ’copy’ the result for the other
case where product 2 is the base product.

The replenishment order of product 1 is referred to as the product 1 order and
its order quantity is denoted by Q1. Recall from Section 5.1 that the capacity is
normalized to one and hence Q1 ≤ 1. The number of orders of product 2 during
the cycle is denoted by m, which is restricted to be integer. The product 2 orders
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are numbered according to their position in the cycle, starting from the product
1 order. Hence the i-th product 2 order after the product 1 order will be named
product 2 order i and its quantity will be denoted by Q2,i, for i = 1, . . . ,m, where
0 < Q2,i ≤ 1.

The above properties and notations lead to the following expression for the
cycle time T of simple cycles.

T =
Q1

d1
=

m∑
i=1

Q2,i

d2
. (5.1)

The cost per time unit, which should be minimized, is

C =
A1 +mA2

T
. (5.2)

It is easy to see that, for fixed m, maximization of T implies minimization of
C. In turn, (5.1) shows that maximizing the order quantities maximizes T . This
observation suggests that (a) the products should be ordered only when their
stock is empty, and (b) the order quantities fill all remaining capacity, i.e. order
quantities are of maximum size. In the next subsection, we show that optimal
solutions indeed always satisfy properties (a) and (b) and we derive expressions
for optimal order quantities by applying these.

5.3.1 Deriving optimal order quantities

Let us assume that we have decided on the base product (numbered 1) and the
number,m, of orders per cycle for product 2. In the next subsection, we will show
how to select the base product and the value of m optimally, in order to find the
overall best simple cycle policy.

The following theorem states that all orders must be of maximum size. We re-
mark that Hariga & Jackson (1995) obtain the same results under the objective of
minimizing the storage capacity, but not under cost minimization as considered
here.

Theorem 5.1. Under an optimal simple cycle policy, every order is of maximum size, i.e.
uses up all spare storage capacity when it arrives.
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A proof by contradiction is provided in Appendix C.

The following corollary shows that next to being of maximum size, orders
should always arrive just in time. A formal proof is provided in Appendix C,
but the logic is as follows. An order that arrives early (when the inventory level
is still positive) can be postponed, which leads to an alternative policy with an
order of non-maximum size. As the alternative policy cannot be optimal (using
Theorem 5.1), neither can the original policy. We remark that Anily (1991) proves
the same, but along different lines.

Corollary 5.1. Under an optimal policy, a product arrives exactly when its inventory
level reaches zero.

Now, we derive optimal order quantities as follows. Since the product 1 order
is of maximum size, by Theorem 5.1, and arrives when the product 1 stock level
is zero, by Corollary 5.1, the stock level of product 2 at that time is (1−Q1). So,
product 2 order 1 will be placed 1−Q1

d2
time units later and, by Theorem 5.1, its

quantity is equal to the total demand over this period, i.e.

Q2,1 =
d1 + d2
d2

(1−Q1) . (5.3)

In the same way, we find that

Q2,j =
d1 + d2
d2

Q2,j−1, for j = 2, . . . ,m. (5.4)

Combining (5.3) and (5.4) gives

Q2,j =

(
d1 + d2
d2

)j
(1−Q1) , for j = 1, . . . ,m. (5.5)

Using the same reasoning, but now applied to the relation between product 2
order m and the next product 1 order that follows, we get

Q1 =
d1 + d2
d1

(1−Q2,m) . (5.6)

Combining (5.5), applied to product 2 order m, and (5.6) yields a system of
two linear equations with two unknowns. After some algebra this results in
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Q1 = 1− 1(
d1+d2
d2

)m+1

− d1
d2

. (5.7)

Inserting (5.7) into (5.5) gives

Q2,j =

(
d1+d2
d2

)j
(
d1+d2
d2

)m+1

− d1
d2

, for j = 1, . . . ,m. (5.8)

Letting C1(m) denote the cost per time unit in case product 1 is the base prod-
uct and product 2 is ordered m times, combining (5.1), (5.2) and (5.7) gives

C1(m) =
d1 (A1 +mA2)

1− 1(
d1+d2
d2

)m+1
− d1d2

, for m ∈ N. (5.9)

As mentioned before, the analysis of the case where product 2 is the base
product is completely similar. Letting C2(n) denote the cost per time unit in case
product 2 is the base product and product 1 is ordered n times, we get

C2(n) =
d2 (nA1 +A2)

1− 1(
d1+d2
d1

)n+1
− d2d1

, for n ∈ N. (5.10)

5.3.2 Selecting the base product and optimizing m or n

We can obtain the optimal value ofm or n, given asm∗ = arg min {C1(m)|m ∈ N}
and n∗ = arg min {C2(n)|n ∈ N}, respectively, by a straightforward numerical
search procedure. Furthermore, we next develop a graphical aid for determining
the optimal base product and the number of order per cycle for the other product.

It is straightforward to rewrite C1(m + 1) ≤ C1(m) and C2(n + 1) ≤ C2(n)

for general m and n, respectively, in terms of A1

A2
and d1

d2
rather than the individ-

ual cost parameters. Therefore, when determining m∗ and n∗, only the two cost
dimensions A1

A2
and d1

d2
matter. So we can display m∗ and n∗ graphically in Fig-

ure 5.1.
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5.4 Comparison to other methods

In this section, the simple cycle optimization procedure of the previous section
will be compared to methods that are used in the literature. We restrict to so-
lution methods generating cyclic ordering policies, as these are comparable (in
complexity) to ours.

5.4.1 Capacity partitioning

Although in general an optimal partitioning cannot easily be obtained, as several
authors show, a capacity partitioning variant of the model considered in this pa-
per can be solved to optimality algebraically. This solution will be derived here
in order to compare it with the solution of Section 5.3.

Consider the model as introduced in Section 5.2. Introduce a capacity parti-
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tioning P , where 0 < P < 1. Assume that product 1 uses at most P capacity units
and product 2 at most 1− P capacity units. In this model, the cost per time unit,
denoted by CCP , becomes,

CCP =
A1

T1
+
A2

T2
, (5.11)

where T1 and T2 denote the cycle lengths of product 1 and 2, respectively. Ob-
viously, given P , the optimal cycle lengths are T1 = P

d1
and T2 = 1−P

d2
. Omitting

the straightforward algebra, the optimal partitioning P ∗ and corresponding costs
CCP∗ are

P ∗ =

{
d1A1−

√
d1A1d2A2

d1A1−d2A2
if d1A1 6= d2A2,

1
2 if d1A1 = d2A2,

(5.12)

CCP∗ = d1A1 + d2A2 + 2
√
d1A1d2A2. (5.13)

The latter expression can be used to compare the costs with the optimal costs
in case of simple cycles. In our numerical tests, we observed the largest relative
difference for cases with d1 = d2 and A1 = A2. Using the results of Section 5.3,
it follows that an optimal simple cycle policy for this case with product 1 as the
base product, m = 1 and Q1 = Q2,1 = T = 2

3 with cost C = 3d1A1 per time
unit. Using (5.12) and (5.13), we find that the best partitioning is P = 1

2 with cost
CCP = 4d1A1 per time unit. Hence, capacity partitioning can lead to 33% extra
cost compared to simple cycle policies.

5.4.2 Other approaches

The other basic approach, besides capacity partitioning, is the fixed cycle ap-
proach. Anily (1991) has shown that costs resulting from this approach may be
infinitely many times larger than her lower bound. Our numerical results indi-
cate that this result carries over to policies with varying order sizes, i.e. that fixed
cycles can be arbitrarily worse than simple cycles.

Güder et al. (1995) provide a myopic procedure that determines an ordering
policy that is always at least as good as the optimal capacity partitioning policy.
However, if the products have the same cycle time in the optimal capacity parti-
tioning solution, which is clearly the case if P = 1

2 and d1 = d2, the procedure of
Güder et al. (1995) yields exactly the same policy. So ordering policies generated
by the procedure of Güder et al. (1995) can also lead to 33% extra cost compared
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to simple cycle policies.

5.5 General cycles

In this section, the model of Section 5.3 will be extended to general cycles and
we present an example where a general cycle policy outperforms the best simple
cycle policy. The cost saving is small though, a finding that was replicated for
many other settings that we considered. A cost gap of 1.74% was the largest that
we found in our numerical testing.

If both n (the number of product 1 orders in a cycle) and m (the number of
product 2 orders in the same cycle) are allowed to be larger than 1, then (5.1) and
(5.2) become, respectively,

T =

n∑
i=1

Q1,i

d1
=

m∑
i=1

Q2,i

d2
, (5.14)

C =
nA1 +mA2

T
. (5.15)

Consider the following example. Let d1 = d2 = A2 = 1 and A1 = 3. Using the
optimization procedure of Section 5.3, the following optimal simple cycle is de-
termined. Product 1 is the base product, m = 2, Q1 = 6

7 , Q2,1 = 2
7 and Q2,2 = 4

7 .
The cost per time unit of this solution is C = 35

6 .

Now, consider a general cycle with n = 2 and m = 3. Note that these values
do not allow an equivalent simple cycle policy. Assume that product 2 is ordered
twice between product 1 order 1 and product 1 order 2, and once between prod-
uct 1 order 2 and the beginning of the next cycle. Using similar reasoning as in
Subsection 5.3.1, we get Q2,1 = 2 (1−Q1,1) , Q2,2 = 2Q2,1 = 4 (1−Q1,1) , Q1,2 =

2 (1−Q2,2) , Q2,3 = 2 (1−Q1,2) , Q1,1 = 2 (1−Q2,3).

This gives Q1,1 = 26
31 , Q2,1 = 10

31 , Q2,2 = 20
31 , Q1,2 = 22

31 and Q2,3 = 18
31 . Using

(5.14) and (5.15), it turns out that T = 48
31 and C = 93

16 <
35
6 . Hence the costs are

smaller than the costs of the optimal simple cycle, though only by 0.4%.
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5.6 Conclusion and further research

We proposed a new class of so-called simple cycle policies for two-product capac-
itated inventory systems with constant demand. These policies differ from those
proposed in the literature by allowing varying order sizes for one of the prod-
ucts, where the other product serves as the base product with a constant order
quantity. Insightful structural properties on the optimal policy of this type were
derived for situations where holding costs are negligible, i.e. when order quan-
tities are capped because of the limited storage capacity available rather than to
limit storage costs. These properties state that orders should only arrive if stock
drops to zero, and should always be of maximum size, i.e. use up all available
spare capacity upon arrival. Using these properties, we were able to derive closed
form expressions for determining the optimal simple cycle policy. We showed
that simple cycle policies can lead to considerable savings compared to existing
approaches with fixed order quantities. Capacity partitioning can lead to 33%
extra cost. The same holds for the approach proposed by Güder et al. (1995).

An important extention of our research would be to consider non-negligible
holding costs. In fact, our cost and order quantity expressions can easily be gen-
eralized for such situations. However, it is important to realize that it may no
longer be optimal to always maximize the size of orders when holding costs are
positive. Intuitively, this remains logical when storage availability and not stor-
age costs drive ordering decisions, i.e. in situations with relatively small holding
costs and low storage availability (as for the examples that we considered). In op-
posite situations with high holding costs and ample storage capacity, as usually
assumed in the inventory literature, products can always be ordered in constant
economic order quantities. Future research could address when to best switch
from one type of policy to another, and also develop and evaluate hybrid policies.

Another important extension is to consider more than two products. Our anal-
ysis of deriving optimal order quantities can be extended to such situations for
given order frequencies and sequences, but the number of possible order fre-
quencies and sequences grows exponentially with the number of products. With
respect to order frequencies, one possibility is to only allow power-of-2 policies
that have been shown to perform very well for other multi-product problems
such as the joint replenishment problem and the economic lot scheduling prob-
lem (Axsäter, 2007).

Situations with varying demand rates also deserve attention. The traditional
approach (for single product models) of using a fixed safety stock per product
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will no longer be effective if this uses up a large fraction of the limited available
storage capacity (in periods with peak demand). Policies should be developed
that dynamically optimize order quantities, safety stocks and storage buffer space
for future orders simultaneously.

Finally, it would be interesting to consider pooling of stocks and storage space
between multiple inventory locations of a company to deal with storage restric-
tions. In is well known from the literature that pooling reduces total stocks
needed. Sharing storage space may help avoid the need for renting additional
space.

Acknowledgment. The authors thank the editor and reviewers for their con-
tinued critical but constructive remarks.



Chapter 6

Conclusions and discussion

Make-to-order (MTO) and make-to-stock (MTS) are two production approaches
that deal with stochastic demand. With MTO production, customers are expected
to wait for a limited amount of time, in which the production company is re-
quired to deliver the products. With MTS production, the company produces
beforehand, so that it is able to absorb demand fluctuations by holding a suffi-
cient amount of inventory.

Combining MTO and MTS production on a facility is known as hybrid pro-
duction. The planning of hybrid production is particularly challenging, because
the planning of the two production systems is so different. For MTO production,
an important aim of the planning is to complete as many jobs as possible before
their due date. Hence, the focus is on the timing and/or sequencing of jobs. For
MTS production, however, we have to balance the delivery performance with the
costs of holding inventory. Moreover, producing beforehand allows producing in
larger lots, which is more efficient if machines require a setup. Hence, planning
methods that are designed for one of the two systems cannot be applied to the
other straightforwardly. Hybrid production requires a specific way of planning,
in which key characteristics of both MTO and MTS are considered. In this thesis,
we explored the potential of specific hybrid production planning approaches and
we developed multiple ways of integrating MTS into the planning of an MTO job
shop.

6.1 Summary of results

In Chapter 2, we explored the benefits of a specific hybrid production planning
approach. We considered a basic, two-product configuration to allow applying
Markov Decision Process modeling. Contrary to models researched earlier, we
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included a lead time of the MTO items in the model with lead times being a
key characteristic of MTO, which should not be ignored in a hybrid planning
strategy. The results of our analysis showed how production decisions should
be based on both inventory level and backlog state of MTO products, and that
especially discriminating between states with and without backlog of MTO or-
ders is important. A numerical comparison revealed that taking the state of both
product types into account in making production decisions may save up to 60%
of the costs compared to reference policies that either prioritize MTO whenever
possible, or prioritize MTS when the inventory level drops below an optimally
selected base stock.

In Chapter 3, we extended the model of Chapter 2 with machine setups for
MTS, so that efficiency considerations came into play. When switching from MTO
to MTS requires incurring an additional setup, it becomes beneficial to produce in
larger lots. We considered this particularly important for hybrid systems, as the
MTO side requires the production system to respond quickly to arriving orders.
We therefore studied a flexible lot sizing policy, where the lot size is driven by
make-to-order backlogs as well as stock levels. We solved the extended Markov
Decision Process to optimality, allowing us to conclude that savings of up to 23%
can be achieved with flexible lot sizing, compared to policies that use either com-
pletely or partly fixed lot sizes.

The studies of Chapters 2 and 3 considered relatively simple models, allowing
the use of a mathematical optimization technique. This provided us with useful
insights, which we applied in a more extended and more practically relevant pro-
duction situation in Chapter 4. Here we considered the case of an MTO job shop
to which an MTS item is added as a ‘filler’. We extended the model accordingly,
by distinguishing six workstations and by considering the variability of MTO
order routings, processing times, and due dates. We assumed that shop floor
control is organized with a method that is based on the aim to meet MTO due
dates. The study focused on integrating the MTS item into the MTO-oriented job
shop control mechanism. We proposed four different integration methods that
are based on fictitious MTS due dates, so that the regular dispatching method
could be applied to MTO and MTS items simultaneously. We showed that for all
methods, there is a clear trade-off between the MTO and MTS delivery perfor-
mance, while this trade-off can be controlled through the use of a single decision
parameter. We showed that integration methods which regularly update the fic-
titious MTS due date based on the inventory level perform better. Although the
MTS item may function as a ‘filler’ item, regarding it as less important and al-
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ways prioritizing MTO was shown to be far from optimal, despite being popular
in both theory and practice. Doing so may result in needless deterioration of MTS
performance; we could reduce lost sales by 60% while the MTO delivery perfor-
mance remained near-perfect by instead using smart integration methods.

In Chapter 5, we considered an inventory model that moves away from the
situation of hybrid production. We considered a two-product inventory model
with limited storage capacity and we assumed that the capacity is so tight that it
allows ignoring the inventory holding costs. We derived closed-form expressions
for optimal order quantities and identified circumstances under which it is opti-
mal to vary the order quantity of one of the two products. We showed that this
ordering policy can achieve savings up to 25% compared to existing approaches.
In doing so, we have shown that not only for hybrid systems, but also for pure
MTS systems a flexible approach may very well lead to substantial benefits.

6.2 Conclusion

Overall, our results show that it is important to consider crucial characteristics of
both product types in the planning and control of hybrid MTO-MTS production.
For MTS , the way to capture the stochasticity of the demand is to hold inventory.
MTO deals with stochastic demand by offering delivery within a given lead time.
Including these in a hybrid planning approach allows a planner to discriminate
between situations with urgent and less urgent MTO backlog. In the latter case
MTS can be prioritized when a stock out is imminent. At the same time, the pri-
ority of MTS should be based on actual inventory levels. Hence, bringing the two
together, a decision on producing either of them should be based on the state of
both the MTO backlogs and the MTS inventory. If the machines in a production
system require setups, it is important to review regularly how long production
runs should continue. If MTS demand is lower than expected and/or more MTO
orders than anticipated arrive, then it is important to keep production runs short
and switch faster to MTO production. Contrary, if MTS demand is high and MTO
demand is low, then long production runs avoid unnecessary setup times, lead-
ing to a more efficient capacity usage.

Also when focusing on hybrid job shops, the differences between the two pro-
duction types favor a hybrid approach. A crucial difference is the strictness of the
required completion time of orders. For MTO items, each order has a due date
which is strict. For MTS, we can at best define a fictitious due date based on de-
mand forecasts, but as time goes by, the actual demand may be lower or higher.
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So the time when we actually need the order to be finished becomes known while
it is in production. It is therefore important to adjust the fictitious MTS due dates
accordingly. Using MTS items as filler items to fill gaps in utilization left by the
stochastics of MTO demand is a commonly accepted approach in job shop prac-
tices. However, our study shows that this should not be translated into simple
mechanisms of prioritizing MTO orders.

6.3 Future research

We have shown from various perspectives that it is important to take key prop-
erties of both MTO and MTS into account when it comes to planning and control
of hybrid production. Even with our contributions, the amount of research in
the field of hybrid production planning is rather limited, especially when con-
sidering that many contributions take a specific MTO or MTS perspective. This
provides numerous possibilities for future research.

For instance, we have considered job shop control focused on dispatching
methods in Chapter 4, but we have not included the concept of order release.
Order release will both provide opportunities and additional complexity. It pro-
vides the opportunity to partly centralize the decision whether to prioritize MTO
or MTS instead of leaving this to the shop floor control. It also avoids an early
commitment of material resources to orders. However complexity also increases
since early release of MTS orders will provide extra opportunities to use other-
wise idle machines, but disturbs the normally simple prioritization that is com-
mon on a shop floor with controlled release of MTO orders. Hence, integrating
MTS into the order release of a job shop may be particularly interesting, provid-
ing a promising direction for future studies.

Another direction for future research relates to flexibility of lot sizes. We have
explored to potential of a planning method that leaves lot sizes flexible in Chap-
ter 3 for a simplified setting. It would be interesting to make this result more
concrete by developing MTS lot sizing methods for realistic settings, and to inte-
grate the lot sizing aspect with other aspects in production planning and control,
such as job release and dispatching.

When modeling a job shop we have focused at one particular situation, given
by a production system that was dominated by MTO and to which a ‘filler’
MTS item was added. A different situation involving hybrid production emerges
when a job shop production environment switches from an MTO to an MTS basis
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for one or a few of its most demanded products, using the inventory buffer in
order to cope with peak demand rather than filling capacity gaps. In this setting,
the company could backorder these items in case of a stock-out, i.e. temporarily
‘switch back’ to MTO, because the customers do not require an immediate deliv-
ery. Our results on MTS integration in job shop control may not carry over to this
setting, as we assumed that sales are lost when there are no items available in in-
ventory. We therefore suggest exploring the planning and control of this setting
in future research.

Finally, we have looked at integration of MTS into an MTO planning method.
However, because the methods for planning MTO and MTS production systems
differ substantially, our results may not be directly applicable to the reverse case
of integrating MTO into the planning of an MTS production system. Integrating
MTO into an MTS system can involve very different considerations. For instance,
having a large amount safety stock at hand gives a production planner the op-
portunity to delay MTS production when the capacity is needed for a number of
MTO orders that have strict due dates, so we conjecture that there is a trade-off
between the amount of inventory held and the MTO delivery performance. We
suggest exploring these considerations and trade-offs in future studies.

For any of these research suggestions, we recommend using a truly hybrid
planning approach that considers key characteristics of both MTO and MTS, as
this research has shown for a variety of hybrid production settings that doing so
is essential for achieving a good performance for both types of production.





Appendix A

Transition probabilities of the
Markov Decision Process in
Chapter 2

Recall from Section 2.3 that the transition probability pa(s, s′) is the probability of
going from state s to s′ if action a is taken. Also recall that l∗ = max{l|kl ≥ 1},
k′′l = kl for l ∈ {0, . . . , L}\l∗, and k′′l∗ = kl∗ − 1. For the ease of presentation, we
provide the following two sets of conditions.

k′l = k′′l−1 for l = 1, . . . , L− 1 and k′L = k′′L + k′′L−1 (A.1)

k′l = kl−1 for l = 1, . . . , L− 1 and k′L = kL + kL−1 (A.2)

Conditions (A.1) are as in (2.1), which applies to a = 1 (MTO production), and
account for both the shortening of the remaining lead time allowance and the pro-
duction of an MTO order. Conditions (A.2) are as in (2.2) and (2.3), applying to
a = 2 or a = 3 (MTS production or idling), and account only for the shortening of
the remaining lead time allowance. We refer to Section 2.3 for further explanation
on these conditions.

We now provide the transition probabilities in four sets. The first refers to
transitions to states with i′ > 0 (with i′ > 1 for a = 2) and k′ < K, in which
lost sales do not occur. They are given by (2.1) - (2.3) in Section 2.3, and can be
rewritten using (A.1) and (A.2) as
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π1 (s, s′) = po(k
′
0)ps(i− i′) for conditions (A.1), i′ > 0, k′ < K,

π2 (s, s′) = po(k
′
0)ps(i− i′ + 1) for conditions (A.2), i′ > 1, k′ < K,

π3 (s, s′) = po(k
′
0)ps(i− i′) for conditions (A.2), i′ > 0, k′ < K.

The second set concerns transitions to states with i′ > 0 (with i′ > 1 for a = 2)
and k′ = K. These states are not only reached with exactly K − k MTO demands
(K + 1 − k for a = 1), but also with higher amounts of demands, because excess
MTO demands are lost. Hence, these probabilities deviate from (2.1) - (2.3) by
considering the probability of at least K − k (at least K + 1− k for a = 1) instead
of k′0 MTO demands, and are thus given as

π1 (s, s′) =

 dmaxo∑
j=K+1−k

po(j)

 ps(i− i′) for cnds. (A.1), i′ > 0, k′ = K,

(A.3)

π2 (s, s′) =

 dmaxo∑
j=K−k

po(j)

 ps(i− i′ + 1) for cnds. (A.2), i′ > 1, k′ = K,

(A.4)

π3 (s, s′) =

 dmaxo∑
j=K−k

po(j)

 ps(i− i′) for cnds. (A.2), i′ > 0, k′ = K.

(A.5)

Similarly, the third set applies to transitions to states with i′ = 0 (states with
i′ = 1 for a = 2) and k′ < K, which are reached not only with i but also with
higher amounts of MTS demands, as excess MTS demands are lost. This leads to

π1 (s, s′) = po(k
′
0)

dmaxs∑
j=i

ps(j)

 for cnds. (A.1), i′ = 0, k′ < K, (A.6)
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π2 (s, s′) = po(k
′
0)

dmaxs∑
j=i

ps(j)

 for cnds. (A.2), i′ = 1, k′ < K, (A.7)

π3 (s, s′) = po(k
′
0)

dmaxs∑
j=i

ps(j)

 for cnds. (A.2), i′ = 0, k′ < K. (A.8)

The fourth set combines the adjustments made in sets (A.3) - (A.5) and (A.6) -
(A.8) and gives the transition probabilities to states with k′ = K and i′ = 0 (states
with i′ = 1 for a = 2). These yield

π1 (s, s′) =

 dmaxo∑
j=K+1−k

po(j)

dmaxs∑
j=i

ps(j)

 for cnds. (A.1), i′ = 0, k′ = K,

(A.9)

π2 (s, s′) =

 dmaxo∑
j=K−k

po(j)

dmaxs∑
j=i

ps(j)

 for cnds. (A.2), i′ = 1, k′ = K,

(A.10)

π3 (s, s′) =

 dmaxo∑
j=K−k

po(j)

dmaxs∑
j=i

ps(j)

 for cnds. (A.2), i′ = 0, k′ = K.

(A.11)

In all other cases, πa (s, s′) = 0.





Appendix B

Transition probabilities of the
Markov Decision Process in
Chapter 3

This appendix provides a complete overview of the transition probabilities of the
Markov Decision Process introduced in Section 3.2.2. Recall from this subsection
the state sets that describe the setup status and order state transitions. These are
as provided by (3.1) - (3.6) as follows (we refer to Subsection 3.2.2 for explanation).

M1 = {(s, s′)|m 6= 2,m′ = 2} ,

M2 = {(s, s′)|m = 2,m′ = 1} ,

M3 = {(s, s′)|m′ = 3} ,

M4 = {(s, s′)|m = 3,m′ = 3} ,

OI = {(s, s′)|k′l = kl−1 for l = 1, . . . , L− 1 and k′L = kL + kL−1} ,

OII =
{

(s, s′)|k′l = k′′l−1 for l = 1, . . . , L− 1 and k′L = k′′L + k′′L−1
}
.

We now provide the transition probabilities in four sets. The first refers to
transitions to states with i′ > 0 and k′ < K, for which lost sales do not occur.
These are given by (3.7) - (3.10) in Subsection 3.2.2 as

π1(s, s′) = po(k
′
0)ps(i− i′) for (s, s′) ∈M1 ∩ OI ,

π2(s, s′) = po(k
′
0)ps(i− i′) for (s, s′) ∈M2 ∩ OII ,
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π3(s, s′) = po(k
′
0)ps(i− i′) for (s, s′) ∈M3 ∩ OI ,

π4(s, s′) = po(k
′
0)ps(i− i′ + 1) for (s, s′) ∈M4 ∩ OI .

The second set concerns transitions to states with i′ > 0 and k′ = K. These
states are not only reached with exactly K − k MTO demands (K − k + 1 for
a = 2), but also with higher numbers of demands, because excess MTO demands
are lost. Hence, these probabilities deviate from (3.7) - (3.10) by summing the
MTO demand probabilities accordingly, and are thus given as

π1(s, s′) =

 dmaxo∑
j=K−k

po(j)

 ps(i− i′) for (s, s′) ∈M1 ∩ OI ,

π2(s, s′) =

 dmaxo∑
j=K−k+1

po(j)

 ps(i− i′) for (s, s′) ∈M2 ∩ OII ,

π3(s, s′) =

 dmaxo∑
j=K−k

po(j)

 ps(i− i′) for (s, s′) ∈M3 ∩ OI ,

π4(s, s′) =

 dmaxo∑
j=K−k

po(j)

 ps(i− i′ + 1) for (s, s′) ∈M4 ∩ OI .

Similarly, the third set applies to transitions to states with i′ = 0 and k′ < K,
which are reached not only with i MTS demands (with i + 1 for a = 4) but also
with more demands, as excess MTS demands are lost. This leads to

π1(s, s′) = po(k
′
0)

dmaxs∑
j=i

ps(j)

 for (s, s′) ∈M1 ∩ OI ,

π2(s, s′) = po(k
′
0)

dmaxs∑
j=i

ps(j)

 for (s, s′) ∈M2 ∩ OII ,

π3(s, s′) = po(k
′
0)

dmaxs∑
j=i

ps(j)

 for (s, s′) ∈M3 ∩ OI ,

π4(s, s′) = po(k
′
0)

 dmaxs∑
j=i+1

ps(j)

 for (s, s′) ∈M4 ∩ OI .
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The fourth set combines the adjustments made in the previous two sets and
gives the transition probabilities to states with k′ = K and i′ = 0. These yield

π1(s, s′) =

 dmaxo∑
j=K−k

po(j)

dmaxs∑
j=i

ps(j)

 for (s, s′) ∈M1 ∩ OI ,

π2(s, s′) =

 dmaxo∑
j=K−k+1

po(j)

dmaxs∑
j=i

ps(j)

 for (s, s′) ∈M2 ∩ OII ,

π3(s, s′) =

 dmaxo∑
j=K−k

po(j)

dmaxs∑
j=i

ps(j)

 for (s, s′) ∈M3 ∩ OI ,

π4(s, s′) =

 dmaxo∑
j=K−k

po(j)

 dmaxs∑
j=i+1

ps(j)

 for (s, s′) ∈M4 ∩ OI .

In all other cases, πa (s, s′) = 0.





Appendix C

Proofs of Theorem 5.1 and
Corollary 5.1

We introduce the following additional notation. Let t1 and t2,k, for k = 1, . . . ,m,
denote the moments at which the product 1 order and product 2 order k arrive,
respectively. As all orders are placed within the cycle, we have that 0 ≤ t1 < T

and 0 ≤ t2,k < T for k = 1, . . . ,m. Let IL−1 and IL+
1 denote the inventory level

of product 1 right before and right after the arrival of the product 1 order, respec-
tively, and let TL−1 and TL+

1 denote the total inventory level at these moments.
Equivalently, we denote IL−2,k and IL+

2,k as the product 2 inventory level right
before and after the arrival of its k-th order and we denote TL−2,k and TL+

2,k as
the total inventory level at these moments. The inventory levels at time 0 (‘start-
ing level’) will be denoted by SL1 and SL2, respectively. If one or more orders
arrive at time 0, the ‘starting level’ refers to the inventory level right before these
arrival(s).

We next introduce feasibility criteria for simple cycle policies, which follow
from the assumptions in Section 5.2 and will be used in the proofs. It easily fol-
lows that the conditions (a) IL−1 ≥ 0 and IL−2,k ≥ 0, for k = 1, . . . ,m, ensure
that backorders are prevented. Equivalently, (b) TL+

1 ≤ 1 and TL+
2,k ≤ 1, for

k = 1, . . . ,m, ensure that the capacity restriction is met. In addition, the condi-
tion (c) Q1

d1
=
∑m
i=1Q2,i

d2
ensures that the orders satisfy demand for equal periods

of time, which implies cyclicality. Altogether, these three conditions imply feasi-
bility of a simple cycle ordering policy.

Lemma C.1. If, under some feasible ordering policy, two or more order moments coin-
cide, the policy can be modified such that all orders arrive at different moments, without
increasing the costs per time unit.
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Proof. Suppose that product 2 order k and product 2 order k + 1 coincide, i.e.
t2,k = t2,k+1, under some feasible ordering policy. Now, let t′2,k = t2,k − ∆, i.e.
product 2 order k arrives a small but positive number of ∆ time units earlier. If
we select ∆ such that ∆ < Q2,k+1

d1+d2
and t2,k −∆ > max{t1, t2,k−1}, we ensure that

the stock used to satisfy demand between t′2,k and t2,k+1 is less than the amount
of stock arriving at time t2,k+1, which implies that TL+′

2,k < TL+
2,k+1 ≤ 1, and we

ensure that no other orders arrive in between. Hence, this adaptation does not
violate condition (b). Clearly, conditions (a) and (c) remain satisfied as well, and
also the cycle time T and costs per time unit do not change. Hence, an alternative
feasible policy exists, which yields the same costs per time unit as the original one.

An equivalent argument can be made if the product 1 order coincides with a
product 2 order. As this argument holds for any two orders, iterative application
proves the claim.

Theorem 5.1. Under an optimal simple cycle policy, every order is of maximum size, i.e.
uses up all spare storage capacity when it arrives.

Proof. We provide a proof by contradiction, i.e. we show how any feasible pol-
icy with an order of non-maximum size can be modified into an alternative fea-
sible policy with lower average cost per time unit. In fact, by application of
Lemma C.1, it is sufficient to do so for policies where all orders arrive at dif-
ferent moments. For the considered feasible simple cycle ordering policy, let Q1,
t1, m, and Q2,k and t2,k, for k = 1, . . . ,m, be given. We can assume, without loss
of generality, that t1 = 0. Finally, let SL1 and SL2 be given. To distinguish the
alternative from the original policy, we add a superscript ′ to all relevant notation.

We will separately consider the product 1 order (case 1), product 2 order l, for
l = 1, . . . ,m− 1 (case 2a), and product 2 order m (case 2b).

Case 1: Product 1

Assume that product 1 is not of maximum size, i.e. TL+
1 < 1. Consider the

following alternative ordering policy. Let ∆ > 0 and let Q′1 = Q1 + d1∆;Q′2,1 =

Q2,1 + d2∆;Q′2,k = Q2,k for k = 2, . . . ,m; t′1 = t1 = 0; t′2,k = t2,k +
(
d1+d2
d1

)
∆ for

k = 1, . . . ,m;SL′1 = SL1;SL′2 = SL2 + d2

(
d1+d2
d1

)
∆;T ′ = T + ∆.
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We will show that this alternative policy is a feasible simple cycle policy for a
sufficiently small, but positive value of ∆. Since the alternative has a larger cycle
time, but the same number of orders per cycle, it has a lower average cost per
time unit. Note first of all that t′2,k < T ′ for each k = 2, . . . ,m for ∆ sufficiently
small. So, we can let all orders ‘stay in the same cycle’. In order to prove feasibil-
ity of the alternative policy formally, we verify the above conditions (a) and (b)
together, for each order, and we then verify condition (c).

Product 1 order. IL−1 equals SL1 which does not change, so (a) holds. TL+
1

increases by the combined increase in the product 1 order size and SL2, i.e. by
d1∆ +d2

d1+d2
d1

∆. So (b) holds for sufficiently small values of ∆, because TL+
1 < 1

for the original policy.

Product 2 order 1. IL−2,1 changes by SL′2 − SL2 = d2
d1+d2
d1

∆ and by the stock
used to satisfy demand before t2,1, which increases by d2

(
t′2,1 − t2,1

)
= d2

d1+d2
d1

∆.
Hence, IL−2,1 is unchanged, so (a) holds. TL+

2,1 increases by d2 d1+d2d1
∆ +

(
Q′2,1 −

Q2,1) + (Q′1 −Q1) − (d1 + d2)
(
t′2,1 − t2,1

)
= d2

d1+d2
d1

∆ + d2∆ + d1∆ − (d1 + d2)
d1+d2
d1

∆ = 0, so (b) holds.

Product 2 order k, for k = 2, . . . ,m. IL−2,k is changed, analogously to product
2 order 1, by the increasing starting stock and the increase of the stock used to
satisfy demand, which cancel out again, and by the increase of Q2,1. This leads to
a total increase of d2∆ units, which validates (a). Verification of (b) is completely
analogous to product 2 order 1.

Cyclicality. Note that Q′1 − Q1 = d1∆ and that
∑m
i=1

(
Q′2,i −Q2,i

)
= d2∆,

which both cover the demand in the additional T ′ − T = ∆ time units. Because
the original ordering policy was cyclic, the alternative policy is cyclic as well,
which proves (c).

It follows that the alternative policy is feasible for sufficiently small values of
∆. This completes the proof by contradiction that the product 1 order must be of
maximum size.

Case 2a: Product 2 order l, for l < m

Assume that product 2 order l, with l < m, is not of maximum size, i.e.
TL+

2,l < 1. Consider the following alternative ordering policy. Let ∆ > 0;Q′1 =

Q1 + d1∆;Q′2,k = Q2,k − d1
(
d1+d2
d2

)k
∆ for k = 1, . . . , l − 1;Q′2,l = Q2,l + d2∆ +
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d1∆ +
l−1∑
i=1

d1

(
d1+d2
d2

)i
∆;Q′2,k = Q2,k for k = l + 1, . . . ,m − 1;Q′2,m = Q2,m −

d1∆; t′1 = t1 = 0; t′2,k = t2,k −
k−1∑
i=0

(
d1
d2

)(
d1+d2
d2

)i
∆ for k = 1, . . . , l; t′2,k = t2,k +

∆ for k = l + 1, . . . ,m;SL′1 = SL1;SL′2 = SL2 − d1∆;T ′ = T + ∆.

Note that all order quantities and SL′2 remain positive for sufficiently small
values of ∆. Equivalently, for sufficiently small ∆, the ordering of the product
2 orders is preserved, i.e. 0 < t′2,1 < . . . < t′2,m < T ′. As for case 1, we will
show that properties (a) and (b) hold for all orders, and that property (c) holds as
well, if ∆ is sufficiently small. Again, this implies that the alternative policy is a
feasible simple cycle policy with lower cost per time unit.

Product 1 order. IL−1 does not change again, so (a) holds. The decrease in SL2

cancels out against the increase Q1, leaving TL+
1 unchanged. Hence, (b) holds as

well.

Product 2 order k, for k = 1, . . . l − 1. SL2 is d1∆ units lower and each or-

der i, i < k, is reduced in size by d1

(
d1+d2
d2

)i
∆ units, and so the total de-

crease in IL−2,k caused by these reductions equals d1∆ +
∑k−1
i=1 d1

(
d1+d2
d2

)i
∆ =∑k−1

i=0 d1

(
d1+d2
d2

)i
∆ units. Product 2 order k arrives

(
t′2,k − t2,k

)
time units ear-

lier, and so the demanded amount of product 2 before the arrival decreases by

d2

(
t′2,k − t2,k

)
= d2

∑k−1
i=0

d1
d2

(
d1+d2
d2

)i
∆ =

∑k−1
i=0 d1

(
d1+d2
d2

)i
∆ units. As these

amounts are equal, IL−2,k does not change, so (a) holds. TL+
2,k changes by d1∆ −

d1∆ −
∑k
i=1 d1

(
d1+d2
d2

)i
∆. Using the change in the arrival moment again, de-

mand until that time is reduced by (d1 + d2)
(
t′2,k − t2,k

)
= (d1 + d2)

∑k−1
i=0

d1
d2(

d1+d2
d2

)i
∆ =

∑k
i=1 d1

(
d1+d2
d2

)i
∆ units. These amounts are equal again, which

shows validity of (b).

Product 2 order l. Validity of (a) can be shown in exactly the same way as
for product 2 orders 1 up to l − 1. Moreover, this reasoning shows that IL−2,l
is unchanged. Therefore, the change in TL+

2,l is (Q′1 −Q1) − d1

(
t′2,l − t2,l

)
+(

Q′2,l −Q2,l

)
= d1∆+d1

(
k−1∑
i=0

d1
d2

(
d1+d2
d2

)i
∆

)
+d2∆+d1∆+

∑l−1
i=1 d1

(
d1+d2
d2

)i
∆

= 2d1∆+d2∆+2d1
∑l−1
i=0

(
d1+d2
d2

)i
∆. Since this increase is proportional to ∆ and

TL+
2,l < 1 by assumption, (b) holds for sufficiently small ∆.
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Product 2 order k, for k = l + 1, . . . ,m. The change in IL−2,k is equal to the
change in the starting stock level, −d1∆, plus the change in the number of arriv-
ing units until that time,

∑l−1
i=1

(
Q′2,i −Q2,i

)
+ Q′2,l − Q2,l, minus the additional

demand due to postponement, d2
(
t′2,k − t2,k

)
= d2∆, which gives a total change

of −d1∆ −
∑l−1
i=1 d1

(
d1+d2
d2

)i
∆ + d2∆ + d1∆ +

∑l−1
i=1 d1

(
d1+d2
d2

)i
∆ − d2∆ = 0.

This shows validity of (a). The product 1 inventory level at the arrival moment of
product 2 order k changes by Q′1 −Q1 − d1

(
t′2,k − t2,k

)
= d1∆− d1∆ = 0, hence

TL−2,k is unchanged. Because also Q′2,k ≤ Q2,k for k = l+ 1, . . . ,m, it follows that
TL+′

2,k ≤ TL
+
2,k and hence (b) is valid.

Cyclicality. Clearly, the total increase of the product 1 order quantity satisfies
the demand for an additional ∆ time units. The total amount ordered for product

2 changes by −
∑l−1
i=1 d1

(
d1+d2
d2

)i
∆ + d2∆ + d1∆ +

∑l−1
i=1 d1

(
d1+d2
d2

)i
∆− d1∆ =

d2∆ capacity units, which also satisfies demand for an additional ∆ time units. As
the order quantities of both products satisfy demand for exactly the same amount
of time, the policy remains cyclic.

It follows again that the alternative policy is feasible for sufficiently small val-
ues of ∆. Because it is better than the original policy, the original policy cannot be
optimal. Hence, product 2 order l must be of maximum size, for l = 1, . . . ,m− 1.

Case 2b: Product 2 order m

Assume that product 2 order m is not of maximum size, i.e. TL+
2,m < 1. Con-

sider the following alternative ordering policy. Let ∆ > 0;Q′1 = Q1 +d1∆;Q′2,k =

Q2,k−d1
(
d1+d2
d2

)k
∆ for k = 1, . . . ,m−1;Q′2,m = Q2,m+d2∆+

m−1∑
i=1

d1

(
d1+d2
d2

)i
∆;

t′1 = t1 = 0; t′2,k = t2,k −
k−1∑
i=0

d1
d2

(
d1+d2
d2

)i
∆ for k = 1, . . . ,m;SL′1 = SL1;SL′2 =

SL2 − d1∆;T ′ = T + ∆.

Since this alternative is almost the same as in case 2a, a detailed proof will be
omitted. The only difference is that Q′2,m − Q2,m in case 2b is equal to Q′2,m −
Q2,m + Q′2,l − Q2,l in case 2a, i.e. the change made to product 2 order m in the
current case is equal to the sum of the changes made to product 2 orders l and m
in the previous case. The reasoning applied to all orders before product 2 order
m is equivalent to the reasoning applied to all orders before product 2 order l in
case 2a. Also the validity of (a) for product 2 order m is completely analogous.
Examining the validity of (b) for product 2 order m results in an expression simi-
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lar to that of product 2 order l in the previous case, which is again proportional to
∆. Validation of (c) is analogous again. It follows again that the alternative policy
outperforms the original one for sufficiently small values of ∆, i.e. the original
policy is not optimal.

Combining the results of cases 1, 2a and 2b proves the theorem.

Corollary 5.1. Under an optimal policy, a product arrives exactly when its inventory
level reaches zero.

Proof. Suppose product 2 order k does not satisfy this condition, i.e. IL−2,k >

0, under some feasible ordering policy. Now, let t′2,k = t2,k + ∆, i.e. product

2 order k is postponed ∆ time units. If we select ∆ such that ∆ <
IL−

2,k

d2
and

t2,k+∆ < min{t1, t2,k+1, T}, we ensure that IL−′2,k remains positive, i.e. conditions
(a) remains satisfied, and we ensure that no other orders arrive in between, which,
in turn, implies that TL+′

2,k < TL+
2,k ≤ 1, i.e. condition (b) remains satisfied as

well. Clearly, also condition (c) remains satisfied, hence the alternative policy is
feasible. However, TL+′

2,k < 1 also implies, by application of Theorem 5.1, that
the alternative policy is not optimal. As the original and the alternative policies
yield equal costs per time unit, the original policy is not optimal. If we suppose
that IL−1 > 0, i.e. the product 1 order arrives while its inventory level is positive,
we can apply the same argument. Hence, the claim holds for any order in the
cycle.
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Samenvatting

Inleiding

Productiebedrijven worden dagelijks geconfronteerd met de uitdaging om te pro-
duceren tegen zo laag mogelijke kosten, terwijl klanten tegelijkertijd een hoge le-
verbetrouwbaarheid verwachten. Daarnaast hebben bedrijven te maken met een
onzekere vraag naar producten. Om die reden staat de planning van productie
voortdurend onder de aandacht bij productiebedrijven en vormt dit ook al enkele
decennia een belangrijk onderzoeksgebied.

Twee hoofdstrategieën kunnen worden onderscheiden ten aanzien van om-
gang met een onzekere vraag naar producten. Zo is het mogelijk om vooraf te
produceren, zodat klanten uit voorraad kunnen worden geleverd. Deze strategie
staat bekend als ‘make-to-stock’ productie (MTS). Een andere mogelijkheid is om
te produceren op bestelling, zodat het bedrijf niet vooraf hoeft te investeren in
de productie. Het bedrijf belooft klanten dan om voor een vastgestelde datum te
leveren. Deze strategie wordt ‘make-to-order’ productie (MTO) genoemd. Beide
strategieën hebben een aantal kenmerkende eigenschappen, die een cruciale im-
pact hebben op de manier waarop de productieplanning georganiseerd is.

Bij het vooraf produceren streeft men gewoonlijk naar het voortdurend op
voorraad hebben van producten, zodat klanten niet hoeven te wachten op een
levering of het product elders bestellen. Dit is eenvoudig te bereiken door hoge
voorraden aan te houden, maar dat gaat gepaard met hoge kosten. De uitdaging
bij het plannen van de productie is om de juiste balans te vinden tussen voor-
raadkosten en leverbetrouwbaarheid.

Bij het produceren op bestelling worden voorraadkosten (grotendeels) ver-
meden, maar daarmee ontstaat wel druk op de leverbetrouwbaarheid. In het di-
gitale tijdperk verwachten klanten steeds snellere leveringen, maar desondanks
de flexibiliteit om uit verschillende producteigenschappen te kiezen. Dergelijke
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productie is gevarieerder dan productie van (gestandaardiseerde) voorraadarti-
kelen, wat de planning gecompliceerder maakt.

Wellicht is het belangrijkste verschil tussen de twee productiestrategieën de
mate van vrijheid van de planner. Als op bestelling wordt geproduceerd is de
keuzevrijheid beperkt. De producten, producteigenschappen, hoeveelheden en
de datum waarvoor geleverd moet worden liggen allemaal vast. Bij voorraad-
productie heeft een planner meer vrijheid, niet alleen ten aanzien van het mo-
ment van produceren, maar ook ten aanzien van de geproduceerde hoeveelhe-
den. Omdat in veel gevallen machines moeten worden omgesteld als ze switchen
van het ene naar het andere product, is het efficiënt om in grotere hoeveelheden
te produceren. Dit leidt echter tot een spanningsveld. Als machines langer met
hetzelfde product bezig zijn, moeten andere producten voor een langere periode
uit voorraad worden geleverd, waardoor hogere voorraden nodig zijn, wat dan
weer hogere kosten met zich meebrengt.

Als beide productiestrategieën worden toegepast binnen één productiesys-
teem, spreken we van hybride productie. Omdat echter de manier van plannen
van beide productiestrategieën zo verschillend is, ligt het niet voor de hand hoe
de productie in een hybride productiesysteem georganiseerd moet worden. In
dit proefschrift onderzoeken we dit.

Ook anderen hebben zich verdiept in de vraag hoe hybride productie het best
gepland zou kunnen worden. Carr & Duenyas (2000) en Iravani et al. (2012)
definiëren abstracte modellen en leiden hieruit structurele inzichten af door mid-
del van ‘Markov Decision Processes’. Soman et al. (2004, 2006, 2007) verdiepen
zich in de toepassing van hybride productie in de voedselindustrie. Na een uit-
gebreide literatuurstudie (Soman et al., 2004) onderzoeken ze de prestaties van
verschillende planningsmethoden voor voorraadproductie als deze worden uit-
gebreid naar hybride productie (Soman et al., 2006). De auteurs vervolgen hun
onderzoek met een praktijkstudie waarin ze een uitgebreide planningsmethode
voorstellen (Soman et al., 2007). Chang et al. (2003) en Wu et al. (2008) ont-
wikkelen beide een uitgebreide planningsprocedure voor de hybride productie
van halfgeleiders. Schönsleben (2011) stelt een geavanceerde planningsmetho-
diek voor, voor hybride productie in productiesystemen met veel werkstations
en veel variatie (Engels: ‘job shops’). De methodiek is gebaseerd op de planning
van productie op bestelling. Het plannen van de productie op voorraad wordt
hiermee geı̈ntegreerd door fictieve deadlines vast te stellen.
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Ondanks deze en andere bijdragen is de hoeveelheid onderzoek op het gebied
van de planning van hybride productie nog beperkt. Bovendien wordt in eerder
onderzoek, en ook in de praktijk, vaak één van de productiestrategieën als basis
gebruikt. Dit proefschrift richt zich op planningsmethoden waarin recht wordt
gedaan aan de cruciale verschillen tussen de beide productiemanieren.

Het proefschrift bestaat uit een viertal hoofdstukken, elk gebaseerd op een
wetenschappelijke publicatie of manuscript onder review.

Hoofdstuk 2
Beemsterboer, B., Land, M., & Teunter, R. (2016). Hybrid MTO-MTS production
planning: An explorative study. European Journal of Operational Research, 248, 453-
461.

Hoofdstuk 3
Beemsterboer, B., Land, M., & Teunter, R. (2016). Flexible lot sizing in hybrid
make-to-order/make-to-stock production planning. Paper under review.

Hoofdstuk 4
Beemsterboer, B., Land, M., & Teunter, R. (2016). Integrating make-to-order and
make-to-stock in job shop control. Paper under review.

Hoofdstuk 5
Beemsterboer, B., Teunter, R., & Riezebos, J. (2016). Two-product Storage-capaci-
tated Inventory Systems: A Technical Note. International Journal of Production Eco-
nomics, 176, 92-97.

Hoofdstuk 2: Hybride MTO-MTS-productieplanning:
een verkennende studie

Hoofdstuk 2 verkent de potentiële winst van een hybride planningsmethode. We
presenteren een abstract model van een hybride productiesysteem. Het model
is periodiek en per periode kan er of één MTO- of één MTS-product worden ge-
produceerd. In het productiesysteem worden het voorraadniveau van het MTS-
product en het orderboek van het MTO-product bijgehouden. Het orderboek
bevat, naast het aantal orders, ook het gegeven hoe lang deze nog te gaan heb-
ben tot ze geleverd moeten worden. Met deze eigenschap, die we beschouwen
als een cruciaal aspect van MTO-productie, wijkt het model af van de modellen



124 Samenvatting

gepresenteerd door Carr & Duenyas (2000) en Iravani et al. (2012).

Ondanks deze uitbreiding is het model zeer eenvoudig gehouden, wat het
mogelijk maakt om het te analyseren door middel van een Markov Decision Pro-
cess. Deze berekent voor elke mogelijke staat, ofwel voor elke mogelijke com-
binatie van voorraadniveau en orderboek, welk van de twee producttypen de
optimale keuze is om te gaan produceren. De uitkomst van model bevestigt de
resultaten van Carr & Duenyas en Iravani et al. dat de keuze sneller op het produ-
ceren van het MTS-product zal vallen als het voorraadniveau lager is, en sneller
op het andere product als het voorraadniveau hoger is. Met andere woorden,
de optimale keuze ‘switcht’ bij een bepaald voorraadniveau. Het niveau waarop
deze switch plaatsvindt hangt echter af van het orderboek. Hoe meer orders in
het systeem en/of hoe minder tijd er resteert om deze te produceren, hoe lager
het voorraadniveau waarop de optimale keuze switcht van MTS naar MTO, zoals
verwacht.

Anders dan veel van de in eerder onderzoek voorgestelde productiemetho-
den, heeft deze methode geen perspectief van en/of vooraf bepaalde voorkeur
voor één van de beide producttypen. Om de potentiële winst van een dergelijke
planmethode te verkennen, hebben we een kostenvergelijking gemaakt tussen de
optimale keuzes van het Markov Decision Process en twee referentiemethoden,
één met een voorkeur voor MTO en één die, vanuit het perspectief van MTS, een
vast voorraadniveau hanteert waarop de keuze switcht van MTS naar MTO. We
hebben deze drie methoden vergeleken voor uiteenlopende waarden van de to-
tale vraag, variërend van 60% tot 100% van de productiecapaciteit, en variërende
waarden van de vraagverhouding tussen MTO en MTS. Uit de resultaten blijkt
dat de kostenbesparing varieert van enkele procenten tot maar liefst 25%. De be-
sparing is met name hoog als de productiecapaciteit maar net voldoende is om
aan alle vraag te voldoen en als beide producttypen in ongeveer gelijke mate in
deze vraag zijn vertegenwoordigd.

Hoofdstuk 3: Flexibele seriegroottes in hybride make-
to-order/make-to-stock productieplanning

Hoofdstuk 3 vormt een vervolg op het onderzoek van Hoofdstuk 2. Eén van de
cruciale verschillen tussen MTO en MTS is het al dan niet kunnen kiezen van de
seriegrootte, ofwel hoeveel producten er tegelijk worden geproduceerd. Als de
machines tussen verschillende producten moeten worden omgesteld, dan kan het
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efficiënt zijn om veel MTS-producten achter elkaar te produceren. Dit kan ech-
ter tot conflicten leiden als op hetzelfde productiesysteem ook MTO-producten
worden geproduceerd, die niet uit voorraad kunnen worden geleverd en die bo-
vendien voor een strikte deadline moeten worden geleverd. De keuze voor de
seriegrootte is daarom specifiek relevant voor hybride productie. In dit hoofd-
stuk onderzoeken we de voordelen van het flexibel houden van deze seriegrootte.
Hiervoor breiden we het model uit Hoofdstuk 2 uit.

We nemen aan dat zodra het productiesysteem switcht naar een ander pro-
duct, er één periode nodig is om het systeem om te stellen. Als het systeem
echter bij hetzelfde product blijft is er geen omstelling nodig. MTS-producten
worden vooraf gemaakt en zijn gestandaardiseerd, dus het voortzetten van MTS-
productie vereist geen nieuwe omstelling. Daarentegen zijn MTO-producten aan-
gepast aan de keuzes van een klant en zijn dus allemaal uniek, dus bij MTO is
voor elk product een aparte omstelling nodig.

We stellen een planmethode voor waarin per periode wordt besloten welk
product wordt geproduceerd. Dat houdt in dat er niet vooraf een seriegrootte
hoeft te worden ingesteld bij het produceren van MTS. We maken een kosten-
vergelijking met een tweetal andere referentiemethoden waarin de seriegrootte
vaststaat op het moment van het starten van de serie. Eén van deze methoden
maakt gebruik van een seriegrootte die mag afhangen van de staat van het sys-
teem; de andere methode maakt gebruik van een volledig vaste seriegrootte. Uit
de vergelijking blijkt dat het flexibel houden van de seriegrootte tot 23% van de
kosten kan besparen. De besparing is met name relatief groot in situaties met een
matige totale vraag, met daarbinnen een hoog aandeel van MTS.

Hoofdstuk 4: Integreren van make-to-order en make-
to-stock in de operationele planning van job shops

Hoofdstuk 4 kijkt naar de integratie van de operationele planning van MTO en
MTS in job shops. Job shops zijn productiesystemen met een hoge variëteit aan
werkstations en producten. Job shops worden gewoonlijk gedomineerd door
MTO-producten en bestaande planningsmethoden zijn om die reden vaak gericht
op het behalen van leveringsdeadlines. Een veelgebruikte operationele plan-
ningsmethode is het voor orders vaststellen van ‘werkstationsdeadlines’. Dit zijn
tussentijdse deadlines bij elk werkstation waar de order langs moet. Bij het kie-
zen van orders uit de wachtrij van een werkstation kan dan, naast uiteraard de
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leveringsdeadline, ook met alle toekomstige bewerkingen van de order en de
eventuele wachttijd rekening worden gehouden.

We stellen vier methoden voor om MTS te integreren in deze planningsme-
thode. We vergelijken deze integratiemethoden door middel van simulatie. We
nemen daarbij aan dat er voor MTS een vaste voorraadpositie wordt gehanteerd,
zodat elk product dat wordt geleverd een ‘aanvullingsorder’ van één product ge-
nereert. We nemen verder aan de vraag naar een MTS-product verloren is als er
niet uit voorraad kan worden geleverd. We vergelijken aan de hand van leverbe-
trouwbaarheid. Voor MTO is dit het deel van de vraag dat op tijd wordt geleverd.
Voor MTS is dit het deel van de vraag dat uit voorraad wordt geleverd.

Een voor de hand liggende manier om MTS te integreren is het vaststellen
van vaste MTS deadlines (methode 1) bij het moment van ‘bestellen’ van het MTS-
aanvullingsorder. De methode berekent de werkstationsdeadlines vervolgens
op dezelfde manier als voor MTO-orders. Omdat deze deadlines van de MTS-
aanvullingsorders fictief zijn, zou je deze ook op elk gewenst moment kunnen
herberekenen. Door dit telkens bij het kiezen van een order uit de wachtrij van
een werkstation te doen krijgen we dynamische MTS deadlines (methode 2). De me-
thode baseert de leveringsdeadline op de verwachte tijd die het zal duren voordat
het MTS-product gevraagd zal worden, hierbij rekening houdend met het actuele
voorraadniveau en de andere MTS-aanvullingsorders die op de werkvloer liggen
en eerder klaar zullen zijn. Een variant op deze methode berekent werkstations-
deadlines gebaseerd op de dynamische MTS tijd per resterend werkstation (methode
3). Tenslotte stellen we een methode voor vanuit het perspectief van MTO, door
MTS slechts te selecteren bij een werkstation als alle MTO-orders in de wachtrij
voldoende tijd te gaan hebben tot hun werkstationsdeadline. Dit wordt bereikt
door aan MTS rollende MTS werkstationsdeadlines (methode 4) toe te kennen. Ter
vergelijking gebruiken we hiernaast twee referentiemethoden die altijd voorrang
geven aan respectievelijk MTO en MTS.

Om een vergelijking te kunnen maken op grond van leverbetrouwbaarheid
dienen we rekening te houden met de leverbetrouwbaarheid van zowel MTO als
MTS. Deze zijn echter verschillend van aard en bovendien ligt er een trade-off aan
ten grondslag: het zal altijd mogelijk zijn om een hogere leverbetrouwbaarheid
van MTO te bereiken ten koste van die van MTS en vice versa, behalve in extreme
gevallen. Om deze reden vergelijken we de beide vormen van leverbetrouwbaar-
heid simultaan. We maken voor elke integratiemethode een tweedimensionale
weergave met ‘prestatielijnen’, waarbij een punt op de lijn een combinatie van
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leverbetrouwbaarheid van MTO en MTS vertegenwoordigt. We kunnen vervol-
gens de methoden onderling vergelijken op basis van deze prestatielijnen.

We vergelijken de methoden voor gevarieerde waarden van de MTS-voor-
raadpositie, de MTO-deadlines, de belasting van het systeem en de vraagver-
houding tussen MTO en MTS. Uit de analyse blijkt dat, hoewel de prestaties
logischerwijs verschillen per situatie, de prestatieverhoudingen tussen de me-
thoden goed met elkaar overeenkomen in de verschillende situaties. De beste
leverbetrouwbaarheid wordt behaald door de beide dynamische methoden (2 en
3). Deze presteren over de hele linie goed, waarbij het geringe verschil tussen
de twee in het voordeel van dynamische MTS tijd per resterend werkstation uit-
valt. De laagste leverbetrouwbaarheid wordt behaald met het hanteren van een
vaste MTS-leveringsdeadline (methode 1). Methode 4, rollende MTS werkstati-
onsdeadlines, presteert goed als we de methode richten op de leverbetrouwbaar-
heid van MTO. De prestaties zijn in dat geval vergelijkbaar met die van de beide
dynamische methoden. De methode blijkt echter nauwelijks in staat om de lever-
betrouwbaarheid van MTS omlaag te brengen als daar op wordt gefocust.

Het meest opvallend is de winst die kan worden behaald ten opzichte van
de in de praktijk en literatuur populaire methode van het altijd voorrang geven
aan MTO. Uiteraard presteren de integratiemethoden niet beter ten aanzien van
de MTO-leverbetrouwbaarheid, maar uit de resultaten blijkt dat methoden 2 en
3 door slim te plannen tot 60% minder verloren MTS-orders bereiken, terwijl de
leverbetrouwbaarheid van MTO vrijwel perfect blijft.

Om het verschil in prestaties te kunnen verklaren, hebben we het gedrag van
methode 1 en methode 3 door de tijd heen bestudeerd. We vergelijken situaties
waarin ze vergelijkbaar presteren op het aantal MTS-producten dat wordt ge-
leverd. De MTO-leverbetrouwbaarheid van methode 3 blijkt veel beter te zijn
dan die van methode 1. Uit nadere analyse blijkt dat dit te maken heeft met be-
slissingen in drukke periodes. De dynamische methode legt in drukke periodes
net genoeg MTS-producten op voorraad om een goede leverbetrouwbaarheid te
behalen, zodat de capaciteit snel weer kan worden aangewend om MTO te pro-
duceren. De methode met vaste deadlines, die geen actuele informatie van het
voorraadniveau meeweegt bij prioriteitskeuzes op de werkvloer, laat zo nu en
dan de voorraad voor langere tijd leeg. Op andere momenten legt de methode
onnodig veel MTS op voorraad, zelfs als er daardoor voortdurend MTO-orders
te laat geleverd worden. De dynamische methode is dus beter dan de vaste me-
thode in staat om ‘in te spelen’ op de meest actuele situatie en behaalt daardoor
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een betere leverbetrouwbaarheid.

Hoofdstuk 5: Voorraadsystemen met twee producten
en een beperkte capaciteit: een technische noot

Hoofdstuk 5 is als het ware de ‘vreemde eend in de bijt’. We behandelen nog
steeds het delen van capaciteit tussen verschillende producten, maar in plaats
van productiecapaciteit tussen MTO en MTS betreft het hier het verdelen van
voorraadcapaciteit.

Net als in Hoofdstukken 2 en 3 bestuderen we een abstracte omgeving met
twee producten. We richten ons op het afleiden van optimaal bestelbeleid. We
bekijken hierbij situaties waarin de opslagcapaciteit beperkt is, zodanig beperkt
dat de voorraadkosten geen rol van betekenis spelen. Het doel is het minimalise-
ren van de kosten per tijdseenheid. Deze kosten bestaan enkel uit de bestelkos-
ten. Een aspect waarin we afwijken van gebruikelijke methoden is het kunnen
variëren van de bestelde hoeveelheden.

We analyseren eerst ‘simpele cyclussen’, waarin de bestelhoeveelheid van één
van de twee producten constant wordt gehouden. We tonen voor deze situatie
aan dat in een optimaal bestelbeleid met elke bestelling de volledige vrije op-
slagcapaciteit wordt gevuld en dat er nooit een product wordt bijbesteld als er
nog voorraad van is. Deze twee eigenschappen stellen ons in staat om het vol-
ledige bestelbeleid, bestaande uit bestelmomenten en hoeveelheden, analytisch
af te leiden als gekozen is welk product een vaste bestelgrootte heeft en hoeveel
bestellingen er van het andere product plaatsvinden per cyclus. Deze twee res-
terende keuzes kunnen eenvoudig numeriek worden geoptimaliseerd. Met het
resultaat geven we een tweedimensionale weergave van deze optimale bestel-
keuzes, afhankelijk van respectievelijk de vraag- en bestelkostenverhouding tus-
sen de producten. We vergelijken de methode met enkele bestaande methoden en
laten zien dat die tot 33% hogere kosten kunnen leiden. Tenslotte staan we kort
stil bij ‘algemene cyclussen’, waarin de beperking dat één van de producten een
vaste bestelgrootte heeft wordt losgelaten. We laten zien dat het kostenverschil
tussen simpele en algemene cyclussen beperkt is.
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Conclusie

Make-to-order en make-to-stock zijn verschillende manieren om om te gaan met
een onzekere vraag. Het toepassen van beide methoden binnen één productiesys-
teem staat bekend als hybride productie. Omdat echter de wijzen van plannen
van MTO en MTS veel van elkaar verschillen, ligt het niet voor de hand hoe een
hybride productiesysteem gepland moet worden.

Uit dit onderzoek is gebleken dat van groot belang is om rekening te hou-
den met de verschillen tussen MTO en MTS. Voor MTO gelden strikte deadlines,
en door rekening te houden met de resterende tijd tot een deadlines kunnen si-
tuaties met urgente van minder urgente orders worden onderscheiden. In deze
laatste situatie kan MTS worden geproduceerd om lege voorraden te voorkomen.
Tegelijkertijd dient de prioriteit van MTS te worden bepaald op grond van actu-
ele voorraadniveaus. Kortom, beslissingen moeten worden genomen op grond
van de actuele staat van beide productietypen. Als machines in een produc-
tiesysteem dienen te worden omgesteld tussen verschillende producten, is het
van belang om regelmatig te monitoren hoe lang een MTS-productieserie wordt
voortgezet. Als de MTS-voorraad minder snel leeg raakt en/of er worden meer
MTO-producten besteld dan voorzien, dient sneller te worden geswitcht naar
MTO, en andersom. Ook als we kijken naar hybride job shops pleiten de ver-
schillen tussen de twee productiesystemen voor een hybride planningsaanpak.
Zolang een MTS-aanvullingsorder in productie is, komt er meer informatie be-
schikbaar over de vraag tijdens de productie en daarmee over de tijd waarop de
order nodig zal zijn. Het voortdurend overeenkomstig aanpassen van de fictieve
MTS-leveringsdeadline kan leiden tot grote verbeteringen van de leverbetrouw-
baarheid. Het daaraan verbonden belang van variatie in de MTS batchgrootte
zien we ook terug als we niet productiecapaciteit maar voorraadcapaciteit moe-
ten verdelen over producten.

Alles overziend concluderen we dat het rekening houden met karakteristieke
verschillen tussen MTO en MTS cruciaal is bij het organiseren van de planning
van hybride productiesystemen.





Dankwoord

Mijn afgelopen vier jaren hebben in het teken gestaan van het schrijven van dit
proefschrift, wat daarmee met afstand het grootste project uit mijn leven is ge-
worden. Het is een periode geweest waarin ik veel heb geleerd en waar ik ook
veel voldoening uit heb gehaald. Nu zowel het proefschrift als deze periode het
einde naderen, zou ik graag op dit punt een paar woorden van dank willen uit-
spreken aan degenen dankzij wie ik deze periode succesvol en met plezier heb
kunnen afronden.

Martin, wij kennen elkaar nu alweer iets langer. Ergens in de zomer van 2010
was ik op zoek naar iemand die me iets kon vertellen over scriptieopdrachten bij
Operations Research. Het was echter hartje zomer en er bleek niemand met die
achtergrond aanwezig. Wel kwam ik jou toen tegen. Ietwat onverwacht bood je
aan om mij te begeleiden. Met de masterscriptie die ik vervolgens schreef heb ik
het vertrouwen gewonnen om dit PhD-traject te starten, waarin je mij bent blij-
ven begeleiden. Je hebt in de afgelopen zes jaar altijd aan mijn zijde gestaan. Als
ik weer eens vorderingen naar je toe stuurde, dan wist ik zeker dat er een vol ge-
kliederd stuk terugkwam met bijna meer rode dan zwarte inkt, allemaal om mijn
werk tot in de kleinste details te verbeteren en om een zo goed mogelijk resultaat
neer te zetten. Ik genoot ervan om met nieuwe uitkomsten direct naar je toe te
komen, als tegen het einde van de middag je deur open stond, en er direct samen
naar te kijken en ze te bediscussiëren. Je inzet ging stukken verder dan ik van
een dagelijks begeleider had kunnen verwachten. Ik kan zonder meer zeggen
dat ik zonder jou niet aan dit PhD-traject had kunnen beginnen en het ook niet
met succes had kunnen beëindigen. Ook het persoonlijke contact dat we hadden
heb ik altijd heel erg prettig gevonden. Martin, ik had me geen betere begeleider
kunnen voorstellen. Heel erg bedankt voor dit alles!

Ruud, jij hebt mij tijdens mijn Research Master je vertrouwen gegeven om bij
jou een promotietraject te starten. Hoewel het begeleiden van mijn promotietra-
ject zo nu en dan een uitdaging is gebleken, ben je toch tot het einde achter me
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blijven staan. Je hebt mijn werk voortdurend van nuttige feedback voorzien. Ik
wist dat wanneer ik iets naar je toe stuurde, dat er binnen een paar dagen een
uitgebreid pakket met verbeteringen en vaak ook met nette formuleringen voor
me klaar lag. Ook los van het inhoudelijke ben je een uitstekende coach gebleken,
door mij op de juiste momenten bij de les te houden. Dankzij jouw inzet liggen er
nu een mooi proefschrift en twee (en hopelijk bijna vier) gepubliceerde artikelen.
Ruud, ontzettend bedankt voor je uitgebreide inzet!

Ik wil ook graag mijn paranimfen bedanken. Dennis, je kwam weliswaar iets
later om de hoek kijken, maar je hebt toch een stempel weten te drukken op mijn
promotietijd. Over bepaalde aan het promoveren verbonden aspecten bleken we
gelijkgestemd en mede daardoor kregen we veel contact. Je hebt me erg gehol-
pen bij het scherp blijven op normale werktijden, zij het met wisselend succes.
Bram, net als in mijn studietijd heb je ook in mijn promotietijd altijd aan mijn
zijde gestaan. Van activiteiten van de VESTING in onze studietijd tot zo’n beetje
elke conferentie die ik de afgelopen jaren heb bezocht; jij was er altijd bij. Onze
korte vakantie samen in Miami samen, waar jij een aantal leuke toeristische be-
stemmingen had uitgezocht, zal me voor altijd bij blijven. Ik vond het erg leuk
om jullie medestudent en collega te mogen zijn en ik hoop jullie allebei nog veel
te zullen blijven zien.

Het werken als promovendus zou niet zo leuk zijn geweest, zonder het goede
contact dat ik altijd met de vele mede-promovendi en andere collega’s heb ge-
had. Arjan, ik heb genoten van onze samenwerking bij de vakken in Utrecht en
in Eindhoven en onze gezamenlijke uitstapjes naar conferenties. Gerlach, ook met
jou heb ik fijn samengewerkt bij een vak in Utrecht. Ward en Harmen, jullie wil
ik naast het fijne contact bedanken voor jullie hulp bij mijn sollicitaties voor en na
mijn promotietijd. Ook Marjolein, Minou en de vele andere mede-promovendi
van de vakgroep Operations en ook van de andere vakgroepen; het was altijd erg
fijn en gezellig om jullie collega te mogen zijn.

Jan, ik heb genoten van onze samenwerking bij het artikel over voorraadbe-
heer. Het is een mooi onderdeel van het proefschrift geworden! Justin, ik heb
je rol als PhD-cordinator en ook onze samenwerking bij het onderwijs altijd als
heel stimulerend ervaren. Je hebt me goed geholpen op de momenten waarop ik
ergens mee zat. Nicky, ik vond het altijd erg interessant en aangenaam om met
je te sparren over Markov Decision Processes of andere materie die jij doorgaans
net wat beter begrijpt dan ik. Ik wil jullie, en de andere collega’s van wie ik steun
heb gehad, erg bedanken hiervoor.
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Mijn promotietijd had ook nooit een succes kunnen worden als het leven er-
omheen niet aangenaam zou zijn geweest. Graag zou ik daarom in de eerste
plaats mijn vriendin Elisabeth willen bedanken. Jij hebt altijd achter mijn keuze
gestaan om in Groningen te promoveren, ondanks de afstand die voor ons niet
altijd makkelijk was. Je bent er altijd voor me geweest en ik heb veel steun aan
je gehad. Jij was er voor mij in de meeste weekenden, zodat we samen onze
momenten van ontspanning konden doorbrengen. Jij was er ook voor mij op de
maandagavonden, als ik bij jou kwam eten na een dag vakken volgen in Utrecht.
Dankjewel voor dit alles!

Tom, in mijn weken in Groningen stond, naast het werken aan dit proefschrift,
altijd één ding vast. Dat was ons avondje samen voetbal of film kijken. Hoewel de
Champions League voor de Nederlandse teams niet altijd de meest succesvolle
competitie bleek, was het toch altijd erg fijn om er met jou samen een gezellig
avondje van te maken. Je bent een kei gebleken in het uitzoeken van de beste
films. Heel erg bedankt voor alle fijne tijd die we samen hebben doorgebracht!
Nick, ik zal me jouw genuanceerde (en vaak iets minder genuanceerde) blik op
de zaken in de wereld om ons heen altijd blijven herinneren. Ook Mo, Veronique
en anderen met wie ik de afgelopen jaren een gezellige tijd heb gehad: heel erg
bedankt daarvoor! Graag zou ik hier ook kort stil willen staan bij de mensen met
wie ik in het begin van mijn promotietijd heb mogen samenwerken bij de Gro-
ninger Studentenbond. Het was niet helemaal zo gepland, maar we hebben er
met z’n allen toch een succesvolle en ook gezellige periode van gemaakt. Ik heb
veel voldoening gehaald uit ons resultaat en dat geeft mijn promotietijd beslist
een extra glans. Matthijs, Maciej, Eerin, Jan, Leon, Marlinde en de anderen: dank
jullie wel!

Tenslotte wil ik graag mijn ouders ontzettend bedanken. Ook jullie zijn altijd
achter me blijven staan, hebben me gesteund in mijn keuzes en veel geholpen. Ik
ben jullie vooral erg dankbaar voor de steun en de stimulans die ik heb gekre-
gen in de eerste drie maanden van dit kalenderjaar, toen ik bij jullie thuis zonder
welke afleiding dan ook kon werken aan het laatste artikel en de afronding van
dit proefschrift. Zonder jullie was dit ongetwijfeld een moeizamer proces gewor-
den en zou het nog maar de vraag zijn of er inmiddels een afgerond proefschrift
had gelegen. Heel erg bedankt!
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