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1

1
Introduction

“The unexamined life is not worth living” — Socrates

Part of this chapter was published as Bos et al. (2016).

To study the largest structures that exist in the Universe — the Cosmic Web,
consisting of clusters, filaments and sheets/walls of matter and the underdense
void regions — one has to overcome many obstacles and challenges. The most
pressing problem is that we are not yet able to directly observe most of the
Cosmic Web. Clusters of galaxies have been extensively studied and are well
understood. Relative to clusters, far less is known about filaments, walls and
voids. Voids, by their very nature, can only be “observed” indirectly, by noting
the absence of structure or by tracing their boundaries. Large filaments can
often be traced by the galaxies that formed in and around them, but their
gaseous content remains largely hidden due to low surface brightness. For
walls this situation is even more dire, due to their even lower density. In each
case, the nature of these structures makes it inherently hard to observe them.

Our observational situation is further exacerbated by the common problems
that hinder most extra-galactic astronomers. First and foremost, measuring
the distances to other galaxies is done using redshifts, which introduces redshift
space distortions due to the peculiar velocities of these objects with respect to
the uniform expansion of the Universe. This hinders our ability to see these
structures’ true sizes and shapes. Secondly, one has to deal with selection
effects due to high distances and masking effects due to obstruction by our own
Milky Way, making it impossible to obtain complete volume-limited samples.
Even complete volume-limited galaxy surveys suffer from discrete sampling or
shot noise effects and the fact that the galaxy population is a biased tracer of
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the density distribution. These effects prevent us from directly sampling the
full cosmic density distribution from galaxies.

(a) Observations (Jarrett 2004)

(b) Reconstruction (Kitaura et al. 2012)

Figure 1.1 – Density field reconstruction of the nearby Universe based on the
2MASS galaxy survey.

This situation forces us to use indirect methods of inferring the presence and
nature of most of the large scale structures. Luckily, we are not completely
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in the dark. We have well developed theories of structure formation at our
disposal. These can help us to make sense of what little we can see and in turn
infer much about that which we cannot see. In this study, we approach this in
two ways:

• We exploit the relatively simple structure of voids to directly infer aspects
of the cosmological background in which they formed.

• We build a statistical framework that takes into account all the above
mentioned observational effects, combines it with our knowledge on struc-
ture formation and uses this to reconstruct the complete matter distribu-
tion based on observational data (illustrated in figure 1.1). This density
reconstruction allows us to study the Cosmic Web in its full dynamical
richness.

Figure 1.2 – We aim to reconstruct the full Cosmic Web (left), based on
knowledge of clusters (middle) only. In our subsequent analysis we will mainly
focus on the filaments (right). Image from Bos et al. (2016).

Once the observational challenges have been overcome following this strategy,
much can be gained from investigations on these largest scales. Primarily,
one can build a better understanding of the formation and evolution of the
structures that permeate the known Universe. Our focus in this area is on
the connection between clusters and filaments (see figure 1.2), since a strong
evolutionary link between the two is predicted on theoretical grounds. The
influence of this cosmic tapestry on smaller scale structures like galaxies is an-
other important topic of interest. Additionally, a very fortunate side-effect of
studying these structures is that we can use them to obtain information on the
cosmological parameters of our Universe, especially in the case of voids. Be-
cause our methods involve reconstructing the full cosmic density and velocity
fields, we can use these directly as well, for instance to recover the power spec-
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trum of matter density perturbations, which can be used to further constrain
cosmological models.

This chapter first introduces a number of important concepts in the field of
large scale structure studies. We review a selection of results from cosmology
in Section 1.1, linear theory of structure formation in Section 1.2 and more
sophisticated non-local and non-linear models in Section 1.3. Together, this
theoretical background material forms the basis of our understanding of the
main physical subjects of this thesis: dark energy, voids and the Cosmic Web.

Following this theoretical basis, we set out the principal foundations underlying
the studies set forth in this thesis:

1. In Section 1.4, we highlight some of the most important reasons, in terms
of their physics, to study large scale structure. We argue that it is of key
importance to obtain a full density reconstruction.

2. Section 1.5 elaborates on the challenges in observing the Cosmic Web
components, via emission from gas or through galaxy samples.

3. These two lines of reasoning naturally lead us to the use of Bayesian
inference and the development of our Bayesian reconstruction sampling
code: barcode. This is the subject of Section 1.6.

We conclude this chapter in Section 1.7 with a short outline of the remaining
chapters of this thesis.

1.1 Cosmological context

Modern cosmology is based on the general relativistic description of the connec-
tion between matter/energy and the curved geometry of the universe. Matter
follows the shortest path through space-time and therefore the Universe’s cur-
vature expresses itself as the force of gravity, since to an outside observer this
path appears curved. The exact relationship between curvature and energy
content is elegantly summarized in the Einstein field equations, which, in four-
dimensional tensor form (indices µ and ν run over the four dimensions of time
and space), can be written as one equation:

Gµν + gµνΛ =
8πG

c4
Tµν . (1.1)

The left-hand side of this equation represents the curvature of space-time, while
the right-hand side represents its contents in terms of energy and momentum.
The Einstein tensor Gµν is a function of the metric tensor gµν . The metric
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tensor is the basic object of study in general relativity, as it determines the
local geometry and thus the behavior of gravity. Energy conservation allows
for an additional term proportional to the metric tensor. The proportionality
constant, while discarded by Einstein himself, is now called the cosmological
constant Λ and plays a major role in the context of the accelerated expansion
of the Universe. The energy-momentum tensor Tµν describes the density and
flux of energy and matter, providing the source of the gravitational field in the
geometry defined by gµν .

1.1.1 FLRW metric, distance and velocity

The standard reference point for cosmological research like our own is that
of “concordance” cosmology (Ostriker & Steinhardt 1995). This model of the
universe is based on the cosmological principle that states that, on sufficiently
large scales∗, the universe is homogeneous and isotropic. These two assump-
tions imply the Friedmann-Lemaître-Robertson-Walker (FLRW) metric of the
universe. In its most general form, this metric ds can be written as follows:

ds2 = gµνdx
µdxν = c2dt2 − a(t)dx2 , (1.2)

where s is the distance between two events in space-time, xµ is a four-dimensional
space-time coordinate component, a(t) is the time dependent scale factor which
describes the uniform expansion (or contraction) of an FLRW universe, and
the rightmost x is the (three-dimensional) comoving space coordinate. By con-
vention, we set a(t0) = 1 at the current time and a(0) = 0 at the time of the
Big Bang. Comoving coordinates x are related to physical coordinates r (i.e.
the actual distance that an observer at any particular time would measure) as:

r(t) = a(t)x . (1.3)

In cosmology and structure formation it is often more convenient to talk about
comoving distances than about physical distances. In comoving coordinates,
the universe has a fixed size at all times, since the expansion is factored out.

If we take the time-derivative of the physical coordinate, we get an object’s
total velocity u:

u = ṙ = ȧx+ aẋ =
ȧ

a
ax+ aẋ = Hr + aẋ , (1.4)

∗ Typically, a few hundred Mpc is considered to be a safe lower limit to the scale of
homogeneity and isotropy. Exact numbers are a matter of ongoing discussion, which
includes considerations on definitions of homogeneity, e.g. using fractal dimension, and
on properly dealing with the statistics of measuring such quantities from observations
(e.g. Yadav, Bagla & Khandai 2010; Scrimgeour et al. 2012; Alonso et al. 2015; Pandey
& Sarkar 2015).
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where H is the Hubble parameter, given by:

H =
ȧ

a
. (1.5)

Defining the resulting two terms as the Hubble velocity vH and peculiar ve-
locity v respectively, i.e.:

vH ≡ Hr and (1.6)
v ≡ aẋ , (1.7)

we see that in particular the former term gives us a handle on distance given
velocity:

x =
vH
Ha

. (1.8)

This relation is what we call Hubble’s law. The velocity u of a galaxy with
respect to us can be measured by the redshift z of its spectrum, since u = cz.
The common practice of replacing the vH term in Hubble’s law with this
total velocity cz has made redshift the most widely used cosmological distance
probe∗. The value of the Hubble parameter at the current time H(t = 0) = H0

is called the Hubble constant. Since H0 was historically strongly disputed
and is still not known exactly, it has become customary in cosmology to use
“Hubble units” for distance and other derived quantities. These units factor out
h = H0/100 from the value of the measured quantity. The resulting distance
unit is h−1Mpc, mass is expressed in M�h−1 (solar mass M� per h), density
has unit M�Mpc−3h2, etcetera.

1.1.2 Cosmic fluid dynamics: cosmic energy budget and evolution

Using the FLRW metric, the Einstein equations can be greatly simplified,
giving us a chance to find reasonable solutions for the evolution of both the
expansion factor a(t) and the energy density ρ(x, t). Taking respectively the
time-time component and the trace of the tensor equation 1.1 results in the
Friedmann equations†, the dynamical equations that govern energy and matter
in a homogeneous and isotropic universe:(

ȧ

a

)2

=
8πG

3
ρ− kc2

a2
, (1.9)

ä

a
= −4πG

3

(
ρ+

3p

c2

)
, (1.10)

∗ This practice obviously neglects the contribution of the peculiar velocity, an issue that
is one of the main topics of this thesis.

† Equation 1.9 is often called just “the Friedmann equation”, while Equation 1.10 is also
often called the (Friedmann) acceleration equation.
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where ρ is density in units of mass, p is pressure and k is the curvature pa-
rameter that describes the overall geometry of the universe. It can be −1, 0
or 1 for respectively an open/hyperbolic universe, a flat/Euclidean universe or
a closed/spherical universe.

In ΛCDM concordance cosmology, the universe is made up of four main com-
ponents: baryonic matter, cold dark matter, radiation and dark energy (as
modeled by the cosmological constant Λ). We insert these into the Friedmann
equations via:

ρ = ρb + ρd + ρr + ρΛ (1.11)
p = pb + pd + pr + pΛ , (1.12)

Note that dark energy and the cosmological constant Λ are not the same thing.
Dark energy represents the right-hand side of Einstein’s field equation (the part
describing the energy content of the universe), whereas the cosmological con-
stant is on the left-hand side of the equation as part of the description of the
curvature and geometry of the universe. However, since Einstein connects ge-
ometry to density, we can meaningfully define dark energy density and pressure
terms based on the cosmological constant:

ρΛ ≡
Λc2

8πG
, (1.13)

pΛ ≡ −
Λc4

8πG
, (1.14)

and include them in the total density and pressure terms. In cosmologies
with alternative models of dark energy, these terms can be replaced by other
expressions, as we will discuss below in Section 1.1.3.

The relative energy densities of our four components are usually given as a
fraction of the so-called critical density ρc:

ρc =
3H2

8πG
. (1.15)

The critical density is the density of a spatially flat, k = 0 universe, which can
easily be seen from equation 1.9. We then define for each component i the
cosmic density parameter Ωi:

Ωi ≡
ρi
ρc
. (1.16)

The actual current values are given in table 1.1. These values tell us that we
currently live in a dark energy dominated universe, but that matter still plays
a large role as well. Note that the uncertainties should not be regarded as
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Table 1.1 – Cosmic density parameters at the current time, including 68%
confidence limits (Planck Collaboration et al. 2015b).

component symbol value
baryonic matter Ωb 0.0484± 0.0005
dark matter Ωd 0.256± 0.004
radiation Ωr 0.000092± 0.000004
dark energy ΩΛ 0.692± 0.012

an indication of a possible deviation from a flat k = 0 universe. The baseline
Planck model does not allow the total density to be anything other than Ωm+
ΩΛ = 1 (where Ωm represents all matter, including massive neutrinos, and
the photon radiation density is negligible). In a separate extended model
calculation, they do allow a non-zeo curvature density Ωk:

Ωk = 1− Ωm − ΩΛ . (1.17)

However, what they find is that Ωk = 0.000 ± 0.005 within 95% confidence
limits. Based on this, we can safely assume the large-scale geometry of the
Universe to be Euclidean.

To solve for a and the ρi, the equation of state of the several components of the
universe is needed, linking the pressure to the density. Assuming the cosmic
components behave as perfect collisionless fluids (which is a decent assumption
on cosmological, Megaparsec scales) we can close the set of dynamical equations
with the equation of state of each component i:

pi = wiρic
2 , (1.18)

where now ρi is the energy density of a constituent, wi is the associated equa-
tion of state parameter and pi is the pressure that is defined by this equation.

We typically assume for matter that wm = 0, meaning that all matter in the
universe is a pressureless “dust”. For the weakly interacting cold dark mat-
ter, wm = 0 is a particularly good approximation. For baryonic matter this
approximation is justified only on cosmic scales of & 1 h−1Mpc. On these
scales, even the hottest gas (the gas in clusters of galaxies) has temperatures
for which the velocities of the gas particles are significantly below the speed
of light. Since wm ∝ v2/c2 � 1, the baryonic gas pressure is relatively unim-
portant. The global gravitational influence of these two matter components is
then equivalent, so we treat them as one component on cosmological scales.

Radiation forms a relativistic fluid for which wr = 1/3. Dark energy modeled
using the cosmological constant Λ has an equation of state parameter wΛ = −1,
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giving rise to a negative pressure, as we already saw from its definition in
equation 1.14.

Using equation 1.18 and the Friedmann equations, one can show that the time
evolution of the various fluids is given by

ρi(a) = ρi,0a
−3(1+wi) , (1.19)

where ρi,0 is the density at the current time. The expansion rate of our Universe
in terms of the four cosmic fluids may then be inferred from the first Friedmann
equation 1.9, rewritten in terms of the Hubble parameter H:

H2 = H2
0

[
Ωr

a4
+

Ωb + Ωd

a3
+

Ωk

a2
+ ΩΛ

]
. (1.20)

Together with the dynamic equations of structure formation (which we describe
in Section 1.3), the above formalism has proven to give an accurate description
of the universe. The cosmic web that we observe in large galaxy surveys can
be modeled using the framework of concordance cosmology.

1.1.3 Dark energy

The history of dark energy starts when Einstein first introduces a cosmologi-
cal constant Λ in his equations∗. He used it to ‘correct’ for the fact that his
model described an expanding or contracting universe, because he believed
the universe to be static, since there was no indication for a different situa-
tion. When, later on, Hubble showed that in fact the universe is expanding,
Λ was discarded, only to return by the end of 20th century (Weinberg 1989;
Efstathiou, Sutherland & Maddox 1990)

By this time, it was inferred from observations of SNe type Ia that the uni-
versal expansion was in fact accelerating (Riess et al. 1998; Perlmutter et al.
1999). This cosmic behavior can be explained by assuming a non-zero value
for Einstein’s cosmological constant. In analogy to dark matter, the source of
this cosmological constant would soon be called “dark energy”. Recent reviews
on dark energy are e.g. Frieman, Turner & Huterer (2008); Caldwell (2009);
Li et al. (2013); Davis (2014); Mortonson, Weinberg & White (2014); Joyce,
Lombriser & Schmidt (2016).

There are several possible expansion scenarios depending on the exact nature
of dark energy. A model with a cosmological constant with a constant den-
sity of ΩΛ ≈ 0.7 will undergo accelerated expansion forever. If, however, the
∗ The term “dark energy” is coined much later. Its first appearance in the literature was

in a preprint version of Huterer & Turner (1999).
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amount of dark energy increases or decreases with time, the universe may see
a more violent end. In the first case the universal expansion would eventually
accelerate so quickly that all matter and even atoms will be torn apart; a “Big
Rip”. The precise nature of dark energy will be a decisive factor in the fate of
the universe. Determining the identity of this cosmic component is therefore
of the utmost importance.

The equation of state parameter for dark energy wDE is constrained by the
fact that it must cause an acceleration of the rate of expansion (Kowalski et al.
2008; Hicken et al. 2009; Amanullah et al. 2010), meaning that ä must be
positive. From the second Friedmann equation one can then show that this
leads to an upper limit of

wDE < −
1

3
. (1.21)

In many studies the lower boundary of wDE > −1 is also adopted. We call the
region below this value the “phantom regime” (Hawking & Ellis 1973; Linder
2008). Dark energy in this regime will cause a Big Rip in which the expansion
accelerates so rapidly that eventually even the strong atomic forces will not
be strong enough to keep atoms together. However, involving superluminal
velocities, it may cause problems with causality (Caldwell 2009).

1.2 Linear theory of structure formation

On large scales, the universal density distribution in its infancy is widely as-
sumed to have been a homogeneous and isotropic spatial Gaussian process.
This came about by inflation of quantum fluctuations — present during the
first moments after the Big Bang — to super-horizon scales. We have good
evidence for this in the form of the temperature fluctuation measurements of
the Cosmic Microwave Background (CMB) (figure 1.3). These show us that at
an age of roughly three hundred thousand years, the universal temperature was
still homogeneous to within a margin of δT/T ∼ 10−5. Signals from opposite
directions on the sky could not have been in thermal contact with each other,
ruling out the possibility of primordial thermodynamical equilibration. In the
face of such unlikely conditions, inflation theory is the most likely explanation.

The resulting Megaparsec scale density fluctuations start evolving under the
influence of gravity. Density peaks attract relatively more matter from their
surroundings, leading to a run-away process of collapse into structures of ever
increasing density. Stars, galaxies, clusters of galaxies and the rich variety
of structures on Megaparsec scales form through this process. The dips in
the density perturbation field undergo an opposite process. Their peculiar
gravitational acceleration is negative, leading to the expulsion of matter. This
is what forms the enormous, underdense regions called voids.
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Figure 1.3 – The Cosmic Microwave Background temperature fluctuations
as measured by the Planck satellite. Red regions have higher than average
temperatures, while blue regions are lower than average. The fluctuations are
on the order of 10−5 times the mean temperature of 2.7 K. Image courtesy of
ESA.

To appreciate the mechanisms underlying the formation of these structures,
we first discuss the initial stage of structure formation in which we follow the
linear evolution of the primordial density perturbations.

1.2.1 Perturbative quantities and equations of motion

In the realm of structure formation, we usually do not talk about the total
density ρ, nor do we use density parameter Ω. The essence of structure forma-
tion is that it deals with departures from the initial homogeneous state of the
universe. This means that it is far more illustrative to look at perturbations
from the average state of things. In the case of densities we define the density
contrast parameter δi(x, t):

δi(x, t) =
ρi(x, t)− ρ̄i(t)

ρ̄i(t)
, (1.22)

where ρ̄i(t) is the average density of cosmic component i at time t. We usually
do not write the subscript for the matter density contrast δm, but simply define

δ = δm = δb + δdm . (1.23)

We also may define measures to describe the corresponding perturbative ve-
locities of objects and the gravity pulling on them. We call these the peculiar
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velocity and gravity. In particular, we consider these properties as they pertain
to small volume elements dV of the cosmic fluids.

The peculiar gravitational acceleration g(x, t) generated on such a volume ele-
ment dV = dx at comoving location x by a non-zero density perturbation field
δ(x′, t) is given by Newton’s inverse square distance law, integrated over all
density perturbations in the Universe. Gravity, as a conservative force, can also
be expressed as the gradient of a potential field, the perturbed gravitational
potential φ(x, t) (which contains the integral over all density perturbations):

g(x, t) = −1

a
∇xφ(x, t) . (1.24)

Following Binney & Tremaine (2008, p. 56-57), taking the divergence of equa-
tion 1.24, one will obtain the Poisson-Newton equation:

∇2φ = 4πGρ̄m(t)a2δ(x, t) . (1.25)

This equation is valid in a matter dominated universe, but also in one with an
additional uniform dark energy component, as in concordance cosmology. Dark
energy typically does not cluster, since a higher local density would cause a
higher negative pressure, which would expand the region and lower the density,
keeping the medium in a homogeneous equilibrium. Consequently, dark energy
does not contribute to peculiar gravity, although it does contribute to the mean
acceleration of the universe. A complete relativistic treatment would include
other pressure contributions as well, e.g. from baryonic matter and radiation,
but we can safely neglect these. Baryonic pressure contributes far less than
baryonic density, i.e. Pb/c2 � ρb. Radiation pressure is important in the pre-
recombination era, but can be discarded in the matter dominated epochs that
we discuss here.

The peculiar velocity v is the change in comoving coordinates x, as we saw in
equation 1.4. The sources of the peculiar velocity of a fluid element are given
by the equation of motion called the Euler equation, an expression of Newton’s
second law for a fluid and also of momentum conservation. To solve the system,
one more equation of motion is required to couple density and velocity: the
continuity equation, which expresses the change of a fluid element’s density as
energy-density flows in or out the element. These two equations of motion can
also be written in terms of perturbative quantities.

1.2.2 Eulerian versus Lagrangian fluid descriptions

One important concept to introduce at this point is the distinction between Eu-
lerian and Lagrangian descriptions of fluid dynamics. In the above description
of the equations of motion, we used the Eulerian perspective. In the Eulerian
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view, we look at a fluid at a fixed position x and see how quantities like the
density ρ(x, t) or the gravitational potential φ(x, t) change with time.

The Lagrangian approach is to follow fluid elements as they are carried along
by the velocity flow field. In this approach, the coordinate x is no longer
fixed, but changes as the element moves: x = x(t). It is convenient to tag the
elements by their initial coordinates, their so-called Lagrangian coordinates q:

q ≡ x(t = 0) . (1.26)

The time dependent coordinates x(t) are then called the Eulerian coordinates
of the fluid elements. In the Lagrangian context, we study the physical prop-
erties of flowing fluid elements as a function of their initial position, leading to
quite different approaches to physical problems. For instance, while in Eulerian
space volume V is an arbitrary measure, the volume V (x(q, t), t) = V (q, t) of
a Lagrangian element is a meaningful fluid-dynamical quantity. An element
in an expanding or contracting flow changes in volume which, in turn, affects
other properties like its density. Shear flows cause distortion along one or more
axes, which is a primary mechanism in the formation of anisotropic structure.
As we will further discuss in Section 1.3.2, it turns out that the Lagrangian
formalism is crucial in our understanding of large scale structure formation.

1.2.3 Linear evolution of density perturbations

The process of structure formation in an expanding universe, especially in its
early phases, can be understood in great detail from the linear approximation of
the equations of motion. In the early stages of structure formation, but also at
current times when looking at large enough scales, deviations from homogeneity
are small (e.g. at & 100 h−1Mpc, densities are typically |δ| < 0.01):

δ � 1 and
(
vcte
d

)2

� δ , (1.27)

where d is the coherence length for spatial variations of δ, vc is a characteristic
fluid velocity and te is the expansion time ∼ √Gρ̄ . Under these conditions, we
can neglect all quadratic and higher order terms of the perturbation quantities.
In this regime, one can show that the general solution for δ(x, t) cleanly sep-
arates the time dependent linear density growth factor D(t) from the spatial
dependence ∆(x):

δ(x, t) = D+(t)∆+(x) +D−(t)∆−(t) , (1.28)

where D− is the decaying mode solution, which rapidly decays, and is thus
often disregarded, and D+ is the growing mode solution. The spatial term
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∆(x) is determined by the primordial (Gaussian random field) conditions. In
what follows, we limit our attention to the growing mode solution, and leave
out the + subscript for simplicity:

D(t) ≡ D+(t) . (1.29)

The linear growth factor D(t) is determined by the cosmological background.
For a general dark matter plus dark energy (cosmological constant) cosmology,
it is given by

D(t) =
5Ωm,0H

2
0

2
H(a)

∫ a

0

da′

a′3H3(a′)
, (1.30)

where the normalization factor sets D(t0) = 1 at the current time t0. One
notable analytical solution is that of the Einstein-de Sitter universe, which has
Ωm = 1, no curvature and no dark energy or radiation. In this case D ∝ a,
which is helpfully easy to understand; density perturbations in this model grow
together with the universal expansion factor. The Einstein-de Sitter model
further lends itself to describing the early stages of structure formation, when
the Universe was indeed matter dominated (Ωm ' 1).

1.2.4 Linear peculiar velocity

Another important result in linear theory concerns the linear peculiar velocity
and its linear relation to the peculiar gravitational acceleration:

v =
2f

3HΩm
g , (1.31)

where the linear velocity growth factor f is given by∗

f ≡ a

D

∂D

∂a
=
∂ logD

∂ log a
. (1.32)

One will often encounter the approximation of f ∝ Ω0.6
m (see e.g. Peebles 1980),

which is very accurate in matter-dominated universes for Ωm < 1. A more
appropriate approximation for a universe with matter and dark energy with a
time-dependent equation of state is that of Linder (2005):

f = 0.55 + 0.05(1 + wDE) . (1.33)

The linear relation between velocity and gravity implies that, in the linear
regime, if one can measure peculiar velocities, one can directly recover the
∗ The linear velocity growth factor f is, incidentally, a measure of the deviation of the

density growth factor from the Einstein-de Sitter situation of D = a.
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corresponding local gravitational acceleration. To derive the gravitational po-
tential at any one location x from the density field, one must make sure that
all significant mass contributions within the neighborhood are taken into ac-
count. This means that one needs large, complete surveys of representative
mass probes, which poses many challenges, not the least of which is galaxy
biasing. The linear relation of velocity and gravitational acceleration in the
linear regime offers a very attractive alternative approach.

1.3 Large scale structure: Voids and the Cosmic Web

The Cosmic Web (Bond, Kofman & Pogosyan 1996) is the name of the large
scale structure that permeates the Universe. It consists of massive patches
called (super-)clusters, which connect to and are connected by lower density
bridges of matter called filaments. Galaxies can be found both in clusters
and in filaments, though less so in the latter (per unit volume). Filaments
(Sathyaprakash, Sahni & Shandarin 1996; Eisenstein, Loeb & Turner 1997a;
Colberg, Krughoff & Connolly 2005), as lower density regions, have had less
opportunities to form galaxies than clusters had, which have central densities
on the order of 1000 times the mean density of the Universe. However, what
filaments lack in density, they make up for in mass and haloes. They make up
about half of the Universe’s total mass fraction, compared to only a tenth for
clusters and a quarter for walls (Doroshkevich 1970; Cautun et al. 2014) and
in total number they contain about half of all the Universe’s haloes. Moreover,
they represent most of the underdense Universe. Walls, in turn, span the large
distances between filaments. These are even lower in density, though their
total volume is the largest of the three Web components, rivaled only by the
nearly empty (underdense) void regions that they surround (see e.g. van de
Weygaert & Platen 2011, for a recent review).

An important aspect of the Cosmic Web is the connectivity of its morphological
components. This, in itself, is an interesting subject of investigation. Early at-
tempts to quantify this have done so in terms of percolation properties, the way
“chains of clusters” and “strings of galaxies” (and other cosmic structures) are
connected throughout the Universe (Zel’dovich, Einasto & Shandarin 1982),
and genus statistics, where the topology of the iso-density contours of a density
field in terms of holes and isolated regions is determined on a range of scales
in order to compare to theoretical predictions (Gott, Weinberg & Melott 1987;
Park & Gott 1991). The full reconstruction of the Cosmic Web that we seek to
develop in this study will facilitate considerably more sophisticated topological
descriptions. In particular, we intend to invoke the language of persistence,
homology and other aspects of algebraic topology that gradually start to be
recognized in the cosmological literature (Edelsbrunner & Harer 2010; van de
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Weygaert et al. 2013; Pranav 2015).

To ask about the origins of the Web leads to the question of the anisotropic
collapse that formed these structures. One of the first treatises on this matter
was given by Zel’dovich (1970) (see also Icke (1973); White & Silk (1979);
Shandarin & Zel’dovich (1989)). In this seminal work, the collapse of a peak
in an initial Gaussian random field under the influence of gravity was argued
to progress anisotropically, leading to three possible outcomes. Depending on
the eigenvalues of the shear tensor, a peak would collapse in either one, two
or three directions. This would lead, respectively, to either a wall, a filament
or a cluster. Voids, in this picture, are the dips in the initial field that start
expanding along all directions instead of contracting under the influence of
gravity.

Figure 1.4 – Slice from the density field as computed by the Illustris simu-
lation. The left panel shows the dark matter density, whereas the right panel
shows the baryonic density. Image courtesy of the Illustris Project (Vogels-
berger et al. 2014).

Using numerical experiments, the Cosmic Web can be simulated in its full
non-linear richness. A notable recent example is the Illustris Project, of which
a slice is shown in figure 1.4. It shows the rich, multi-scale nature of the
Web as seen in both dark matter density and baryonic density. One notices
that while these two modes of matter are intimately coupled, the differences
are pronounced as well. While the collision-free dark matter particles have a
strong tendency to clump together, the gaseous web remains smoother due to
pressure forces that counteract the gravitational collapse.

Having discussed in Section 1.2 the linear stage of structure formation, we now
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turn to the description of the quasi-linear stage of evolution, including the
Zel’dovich approximation. Following this, we are set to understand the dy-
namics and evolution of the Cosmic Web. We subsequently introduce the void
perspective on structure formation by means of the spherical expansion model.
Even though this model gives a good idea of the basic mechanisms underlying
void evolution, we explain why this model is insufficient for describing the true
anisotropic nature of voids.

1.3.1 Hierarchical clustering

Linear theory gives a surprisingly rich picture of the evolution of matter per-
turbations in an evolving cosmological background. However, this model is in-
sufficient for describing the entirety of (large scale) structure formation. Stars,
galaxies, clusters and even voids are non-linear objects and we need non-linear
treatments to fully understand such objects.

One prominent paradigm in this field is that of hierarchical clustering. The
first objects to form out of the perturbations — i.e. become gravitationally
bound and fully decoupled from the Hubble expansion — are the ones that
are born out of the smallest perturbations. Small scale peaks generally have
higher amplitudes than large scale peaks, a fact that is already encoded in the
power spectrum of initial Gaussian fluctuations.

The smaller objects subsequently merge with other objects, forming larger ob-
jects. Not only do they merge with objects their own size, but also increasingly
large perturbations in the initial Gaussian random distribution start collaps-
ing. The evolution of these larger objects is the result of the combined efforts
of the large scale peaks and the preexisting smaller objects around and inside
them.

This process forms a scale-space hierarchy of collapsed structures. The same
procedure applies to voids, which first form at small scales, only to merge into
voids of ever increasing sizes. One important difference is that voids can also
disappear when they collapse along one or two axes, whereas for peaks this is
not the case.

1.3.2 Zel’dovich and Lagrangian Perturbation Theory

Even though structure in general forms hierarchically, it is not through bottom-
up hierarchical collapse that the formation of the anisotropic Cosmic Web can
readily be understood. The density field must be studied in its full dynamic,
(self-)interacting complexity to find the non-linear drivers of anisotropic large
scale structure formation.

The major breakthrough in this area came with the work of Zel’dovich (1970).
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In this seminal work, the anisotropic nature of the large scale structure of the
Cosmic matter distribution was derived in a simple, yet immensely powerful
and accurate fashion, nowadays called the Zel’dovich approximation.

The Zel’dovich approximation is based on the first order expansion of La-
grangian perturbation theory (LPT) (Buchert & Ehlers 1993; Bouchet 1996;
Buchert 1996; Bernardeau et al. 2002). In LPT, we use the Lagrangian frame-
work (see Section 1.2.2), so we follow a particle along its trajectory in Eulerian
(time dependent) coordinates x(t), starting from initial Lagrangian position q.
This trajectory is defined at any time through the displacement field s(q, t)∗:

x(q) = q + s(q) . (1.34)

When applying this particle or point-wise displacement field to volume ele-
ments, they not only get displaced, but can also expand or contract, deform
through shear components in the displacement field and rotate under the in-
fluence of vortex components. A full treatment of Lagrangian fluid evolution
requires an extended set of equations of motion to model these additional prop-
erties of the fluid element compared to the Eulerian point-wise picture used
above for the linear structure formation discussion. In the LPT approxima-
tion that we will use below, we only need the Euler and Poisson equations, so
we omit the full non-linear Lagrangian formalism here, except for two impor-
tant realizations that follow from the full Lagrangian theory. The first is that
shear components accelerate collapse through a faster growth rate for density
perturbations. This means that anisotropic collapse is faster than spherical
collapse, which is an important realization in the field of large scale structure
formation, as we will discuss later in this chapter. The second is that in the
Lagrangian formalism, the Euler equation and the Poisson equation 1.25 re-
main identical. The continuity equation does change — it now concerns a fluid
element whose mass/energy is conserved by construction, so it only describes
the change of density as a result of contraction/expansion — and four addi-
tional equations are introduced to be able to solve for divergence, shear and
rotation components of the displacement field.

In LPT, the displacement of mass elements under the influence of gravity is
perturbatively expanded into terms with decreasing amplitudes:

x(q, t) = q + s(1) + s(2) + . . . , (1.35)
∗ Note that this relation cannot be inverted. Mathematically, this is because the displace-

ment field is dependent on q. Physically, it is because multiple fluid elements originally
at {qi}might end up at one same Eulerian location x. Through gravitational clustering,
this will in fact happen all over the place. We will see in Section 1.6.3 that this is the
physical reason why we need a forward approach of reconstructing primordial density
fields.
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where the relative displacement of each successive term decreases:

1�
∣∣∣∣∣∂s(1)

∂q

∣∣∣∣∣�
∣∣∣∣∣∂s(2)

∂q

∣∣∣∣∣� . . . . (1.36)

The truncation of this series at each successive order yields increasingly accu-
rate approximations to the true Lagrangian trajectory of the element. Trun-
cation at lower orders offers the benefit of analytical tractability, while at the
same time revealing the dominant traits of the evolutionary nature of the cos-
mic matter distribution. Especially for the early stages of cosmic evolution,
lower order LPT approximations are, in fact, highly accurate and are therefore
often used to construct initial conditions for N -body simulations.

For the Zel’dovich approximation, we truncate the series at first order, which
corresponds to small density perturbations δ � 1, as in linear theory. Zel’dovich
showed that this results in

x = q −D(t)∇Ψ . (1.37)

Using the definition of the peculiar velocity in equation 1.7 together with the
linear relation between velocity and gravity from equation 1.31, the displace-
ment potential Ψ amounts to

Ψ(q) =
2

3Da2H2Ωm
φ(x, t) . (1.38)

Since the initial gravitational potential can be derived directly from the initial
density field δ(q), the Zel’dovich approximation can thus be used to set up
initial positions and velocities for particles in N -body simulations, given only
δ(q). An illustration of this is shown in figure 1.5.

If we take λ1 ≥ λ2 ≥ λ3 to be the eigenvalues of the strain tensor si,j = ∂si
∂qj

,
the Zel’dovich approximation combined with the conservation of energy/mass
of the Lagrangian fluid elements additionally tells us that locally the density
contrast evolves under the influence of the flow field as:

1 + δ(x, t) =
1

(1− λ1D(t))(1− λ2D(t))(1− λ3D(t))
. (1.39)

This equation was of pivotal importance in the understanding of the anisotropic
nature of the density distribution on large scales. It shows that the evolution
of a Gaussian random density field under the influence of gravity inevitably
forms what we now know as the Cosmic Web components.

The top-down model of structure formation emerged from this equation. In
this model, first, with growing D(t), at some point 1 − λ1D(t) will become
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Figure 1.5 – The evolution of particles under the Zel’dovich approximation in
a Gaussian random density field of 50 h−1Mpc cubed. Each subsequent panel
from top left to bottom right shows a later evolutionary stage, respectively
a = 0.10, 0.15, 0.20 and 0.25. Image from van de Weygaert (2002).
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zero, leading to a local singularity. Physically, this corresponds to full collapse
along one of the eigenvector axes: a planar object is formed; a “pancake”, sheet
or wall. Then, as structure grows further, 1 − λ2D(t) reaches its singularity,
collapsing the perturbation along two axes and thus forming linear structures
that we now call filaments. Finally, the perturbation collapses along its third
axis and forms a spherical object, or cluster.j

1.3.3 Cosmic Web (non-local) dynamics

The Zel’dovich approximation is essentially a local theory; the ballistic motion
of fluid elements is completely determined by the gradient of the initial local
gravitational potential. Higher order effects like tidal forces are effectively
neglected, as is time-dependence. Soon after these initial revelations, it was
realized that investigation into the non-local aspects of Cosmic Web evolution
was necessary. This led to insights on which roles were played by different parts
of the matter distribution. Which parts (if any) are dominant? As it turns
out, not the matter distribution itself, but rather the tidal force field is the
main agent in the anisotropic fashion in which structure formation proceeds
(Zel’dovich 1970; Icke 1973; Desjacques 2008). Clusters and the primordial
peaks out of which they formed are the main source of this field. They are
instrumental in the formation of the Web through this non-local anisotropic
force. We shortly reconstruct the historical formation of this insight.

Anisotropic peaks in ICs

Bond, Kofman & Pogosyan (1996) argued how clusters — or rather: peaks in
the primordial density field — can be used to define the bulk of the filamen-
tary structure of the corresponding web. Pogosyan et al. (1998) further notes
that overdense peaks will most likely evolve into clusters and filaments, while
underdense regions tend to evolve into voids and walls (see also Cautun et al.
(2014)).

The argument of Bond, Kofman & Pogosyan (1996) goes as follows. Take
a density field, find the peaks and construct a new field containing only the
highest peaks. The result will be that with each added peak, the filaments of
the original density field will be reconstructed more accurately.

The key idea of the Cosmic Web theory of Bond, Kofman & Pogosyan (1996)
is that when you specify the location and height of density peaks, one is able
to outline the constellation of the Cosmic Web. In addition, they argued and
showed that the constraints become better and more compelling if the shape
and orientation of peaks are taken into account. By increasing the shape
and orientation constraints, one gets a better representation of the primordial
configuration of the web. Anisotropic peaks substantially enhance filament
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formation through the quadrupolar gravitational field configuration that they
produce. These peaks induce a compressional tidal shear along two axes and
a dilational shear along the third axis. This is exactly what is needed to form
a filament (Doroshkevich 1970; Zel’dovich 1970).

Bond, Kofman & Pogosyan (1996) concluded that filamentary strength is pre-
dominantly determined by three factors:

1. Increasing peak height increases the prominence of connecting filaments.

2. Decreasing mutual distance between two peaks also increases the promi-
nence of the filament in between.

3. The filament is strongest when two anisotropic peaks are mutually aligned.

The third factor is explained by the tidal field, as we will explain next.

Tidal shear field

It would be incomplete at best to say the anisotropic peaks are the sole reason
the Web forms as it does. The causal connection between clusters and filaments
goes the other way round as well, as noted by van de Weygaert & Bertschinger
(1996).

Picture the following setup:

• We place a strong (x,y)-contracting and z-dilational shear field in the
initial conditions; and

• We explicitly do not define any peaks at both ends of the locus of this
field along the z-axis.

The result will be twofold:

1. A filament will form along the z-axis after gravitational evolution.

2. Moreover, two clusters will almost invariably form at both ends of the
filament. Note again that this happens purely based on tidal constraints;
no explicit cluster-/peak-constraints are needed!

Thus, we cannot simply say that clusters are the cause of the formation of
the Web. Even without anisotropic density peaks, Web components can form,
given a suitable tidal force configuration.

Tidal forces on the one hand and the matter distribution (clusters and fila-
ments in this case) on the other, conspire in the evolutionary dance of general
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Figure 1.6 – Tidal field forming the Cosmic Web. Note the coherence of the
compressional tidal components along the filaments (van de Weygaert 2002).

relativity. This is illustrated in figure 1.6, where the tidal shear is plotted on
top of the density distribution. Notice the coherence of the tidal components
along the filaments. Filaments between two clusters that are mutually aligned
show this effect even more strongly. Indeed, these filaments turn out to be
the strongest and most prominent ones, as mentioned earlier. The relation
between tidal fields and the Cosmic Web was further explored in a work by
van de Weygaert (1996), which also focuses on the anisotropic growth/col-
lapse of voids. Other relevant literature on the topic of anisotropic collapse
includes Desjacques (2008); Desjacques & Smith (2008); Rossi (2012, 2013);
White (2014).

Clusters: Weaving the Cosmic Web

Summarizing the above, one could ask the question “where does anisotropic col-
lapse come from” or “why does the large scale structure form through anisotropic
collapse?” To answer this, we can phrase the two contributing aspects of this
process as follows.

1. The primordial density fluctuations are the first ingredient. Peaks in this
field are already mostly anisotropic (Bardeen et al. 1986; Bond, Kofman
& Pogosyan 1996).
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2. The second ingredient is gravity, i.e. the corresponding primordial force
field. It causes anisotropic collapse of the anisotropic peaks themselves,
but crucially, it enhances anisotropic collapse of other structures through
the (mutually enhancing) anisotropic tidal components.

Density peak heights and shapes alone do not determine the full anisotropic
nature of the web. The tidal field plays a decisive role∗. In fact, one does not
strictly need anisotropic peaks for anisotropic collapse. Herefore, the peaks
alone cannot be taken as evidence for anything. The tidal field can, though,
as explained above. In this sense, it is the key element in understanding the
formation of the Web. Isolated anisotropic collapse is less important, reminding
us that structure formation is a highly non-local process.

The dominant component of the anisotropic force field is given by the contri-
bution of the clusters. In figure 1.7, the dominant cluster components seem to
define the bridges between them in a strong, mostly linearly connecting pat-
tern. The many curved “tidal bridges” illustrate the influence of the orientation
of the connected clusters. The prominent arching bridge that separates two
large empty regions serves as a prime example (highlighted with the dashed
ellipse). The orientation of the tidal field peaks at both ends seems to exactly
define the curvature of the bridge.

Based on these observations, one starts to wonder: “can we take only the peaks
(clusters) and predict where the filaments will form and what their properties
will be?” This is one of the leading questions motivating the methods developed
in this thesis.

Though figure 1.7 does suggest as much, some cautionary remarks must be
made.

• This tidal field is at the present time, z = 0. It does not at all provide
the full story of the evolution that led to this configuration.

• Although clusters that are dominant now will in most cases have had
progenitors that were dominant as well, this is not necessarily always
true.

• Moreover, this is the tidal field as generated by the entire matter distri-
bution. A far stronger case would be made if we could isolate the tidal
field contribution of the clusters only.

• Still then the above two points remain valid.
∗ Shandarin, Habib & Heitmann (2010) call the above two aspects the “nature” and

“nurture” of Cosmic Web formation.
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Figure 1.7 – Absolute magnitude of a cosmic tidal field (smoothed on 1 Mpc/h
scale). A prominent, curved tidal bridge is highlighted. Image courtesy: E.
Platen.

We will have to investigate how the presented image compares to tidal fields
over the entire cosmic lifetime. Are clusters then still a dominant factor?

1.3.4 Voids

Ranging from a few to several tens of Megaparsecs, voids are enormous re-
gions that are practically devoid of galaxies. They have been known to be
a prominent feature of the galaxy distribution since the first redshift surveys
(Chincarini & Rood 1975; Gregory & Thompson 1978; Einasto, Joeveer & Saar
1980). In the SDSS survey (see figure 1.12) these relatively empty regions are
clearly visible. The voids are enclosed by the other features of the cosmic web:
walls, filaments and the massive clusters at their vertices.

We clearly see the voids in galaxy distributions and in simulations (see any of
the many figures of density distributions in this thesis). An important question
is how we should quantify these empty regions. Exactly what constitutes a void
is a matter of great debate. This question has led to a large number of different
definitions and void finding algorithms based on those definitions (see Colberg
et al. (2008) for a comparison between algorithms). These definitions are not
necessarily in agreement on important aspects like void sizes and shapes. It is
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therefore crucial to know as much as we can on the different methods used.

In order to fully understand voids — in whatever shape or form — we need to
understand not only what they might look like today, but also how they are
formed and how they can evolve. To illustrate the basic tenets of void evolution
we review some results on the simplest possible model of a void as an isolated
underdensity (δ < 0). This underdensity induces an effective outward peculiar
gravity that makes the underdensity expand∗. The initial density profile of the
void is an upward slope towards the overdense regions surrounding it. This
slope causes matter in the central parts of the void to undergo a larger outward
acceleration than the matter on the underdensity’s outskirts. If we assume the
underdensity to be an isotropic sphere, we can define shells i with δ = δi,
where δi(ri) < δj(rj) if ri < rj . The inner shells will eventually overcome the
outer shells due to their large peculiar acceleration. After this shell crossing
event, the peculiar gravity will no longer be larger and the shells will merge
and expand outwards together (van de Weygaert & Platen 2009).

This process will cause the void to evolve toward a spherical ‘bucket-shape’
(Icke 1984; van de Weygaert & van Kampen 1993). This is illustrated in fig-
ure 1.8 where a one-dimensional density profile is shown for different time
steps. The sweeping out of matter in the inner regions leaves behind a very
flat density profile with δ ≈ −0.8 at the time of shell crossing. Matter accumu-
lates at the edges where it is driven ever outward due to its peculiar velocity
and the Hubble flow. The way in which this happens was predicted to cause
any asphericity in the initial underdensity to disappear. An initial isolated
underdensity will form a spherical void (Icke 1984).

In reality, voids are not isolated. They will soon encounter other voids, clus-
ters, filaments and walls. Icke (1984) proposed that due to the voids evolving
towards sphericity, they will drive matter outward and squeeze it in between
meeting voids. This would form walls from which the matter would eventu-
ally be evacuated, leaving only filaments and clusters. However, this model
was oversimplified, as it turned out that only the inner parts of voids can be
properly described by a spherical profile. Due to the influence of surround-
ing structures, voids will in general not be spherical (van de Weygaert & van
Kampen 1993).

Two other important factors in the evolution of voids are the merging of voids
and the collapse of voids. Voids are not the simple isotropic structures we

∗ The more common way of looking at this process is that the overdense regions around
the underdensity start collapsing. Matter leaves the underdense regions to flow towards
these ever increasing overdensities where structures like clusters, galaxies and stars will
start forming. It is simply a matter of perspective; describing structure formation from
both points of view is equivalent and should lead to the same results.
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Figure 1.8 – “Spherical model for the evolution of voids. Left: a pure (un-
compensated) top-hat void evolving up to the epoch of shell-crossing. [. . . ]
initial (comoving) radius [was] ri = 5.0h−1Mpc. Right: a void with [the aver-
age profile of a void in a CDM cosmology. Same initial density deficit w.r.t.
the surroundings and same initial (characteristic) radius.] The tendency of
this void to evolve into a top-hat configuration by the time of shell crossing is
clear. Shell-crossing, and the formation of a ridge, happens only if the initial
profile is sufficiently steep” (van de Weygaert & Platen 2009).

would like them to be. They contain a lot of substructure and in a lot of cases
small voids can be identified within larger ones; there is a hierarchy of voids
(Dubinski et al. 1993; Sheth & van de Weygaert 2004). This “void-in-void”
hierarchy evolves through the process of voids meeting up and merging into
larger voids. The substructures in these merger voids survive for a long time,
but gradually dilute. In contrast, voids that live inside a large overdensity
(“voids-in-clouds”) may eventually collapse due to the overdensities’ mutual
attraction. In this case collapse will happen fastest in one direction, causing
the void to become more and more ellipsoidal, until it totally flattens. The
existence of both merging and collapsing voids shows that the simple spherical
model will be unlikely to describe the majority of voids.

More sophisticated models of the void shape distribution, predict an intimate
connection of void shapes and tidal forces, induced by the large scale distri-
bution of matter in the universe. This was first emphasized by Bond, Kofman
& Pogosyan (1996) and recently confirmed in N-body simulations by Platen,
van de Weygaert & Jones (2008). Given the previous identification of the tidal
field as the main agent of anisotropic Cosmic Web formation, this connection
should not be surprising. According to Park & Lee (2007) the elliptical shape
parameters of a void can be directly linked to the local tidal tensor and thus to
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(a) Dependence of void ellipticity distri-
bution on cosmological parameters, at two
different scales (Park & Lee 2007).

(b) Void distribution (bottom left) in
density field (top) and derived shapes
(bottom right) on two different scales (dif-
ferent bottom panels) (Bos et al. 2012).

Figure 1.9 – Void shapes are intimately coupled and sensitive to changes in
cosmological parameters.

the surrounding matter distribution that causes this field, as illustrated in fig-
ure 1.9. In general they claim that the mean ellipticity of voids decreases with
redshift z. More importantly, they show that the model’s rate of ellipticity
decrease is sensitive to changes in the cosmological parameters.

1.4 Studying the Universe on large scales: what, why
and how?

The past half century has seen the onset of the theory of structure formation
on the largest scales, summarized in the previous sections. There are many
aspects of Cosmic Web theory that are still uncertain or remain hidden within
the terms that linear theory and lower order series analyses neglect. To study
these aspects, one would ideally like to recover the full, non-linear density
distribution at all times. If we had this data, what aspects of the Cosmic Web
would we want to investigate? This is discussed in Sections 1.4.1 and 1.4.2.

In Chapters 5 and 7, we mainly focus on the connection between clusters
and filaments. From a dynamical point of view, walls are an equally vital
component of the full co-evolution of the Cosmic Web. However, there are a
few reasons to focus on filaments at this stage. In Section 1.4.3 we will motivate
our choice from three angles: the dynamical and observational prominence of
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filaments and the importance of the gaseous Cosmic Web.

Note that we also do not take into account the void regions in those chap-
ters. Voids present a wholly unique view on cosmic structure formation that is
complementary to the Cosmic Web theory (Zel’dovich, Einasto & Shandarin
1982; Icke 1984; van de Weygaert 1991; van de Weygaert & van Kampen 1993;
Sheth & van de Weygaert 2004; Colberg et al. 2005; Platen, van de Weygaert
& Jones 2007). The topic has seen a resurgence of interest in recent years (e.g.
Lavaux &Wandelt 2010; Ceccarelli et al. 2013; Hamaus et al. 2015; Zivick et al.
2015; Falck & Neyrinck 2015; Leclercq et al. 2015; Shim, Lee & Hoyle 2015;
Beygu et al. 2016; Cautun, Cai & Frenk 2016) owing mainly to its connection
to cosmology (Park & Lee 2007; Lee & Park 2009). In Chapter 2 we explore
this matter in depth (Bos et al. 2012).

1.4.1 Cosmological measurements

As mentioned at the beginning of Section 1.2, the primordial density distri-
bution is to high precision a Gaussian random field. On large enough scales,
where collapse has yet been minimal, this Gaussian nature still persists.

The field values Y = {Y1, Y2, . . . , YN} of a Gaussian random field have the
probability density of a multivariate Gaussian distribution:

p(Y ) =
1

(2π)N/2
√
‖S‖

exp

[
−1

2
(Y − µ)S−1(Y − µ)T

]
, (1.40)

where S is the correlation matrix, defined by the two-point correlation function
ξ(r):

Sij = ξ(|xi − xj |) . (1.41)

A Gaussian random field can thus be fully characterized (statistically) by its
mean value µ and its correlation function ξ(r). The correlation function of a
point process is a measure of the probability dP that two volumes dV1 and dV2

both contain a point:

dP = n̄2 (1 + ξ(r)) dV1dV2 , (1.42)

where n̄ is the mean number density of the points. Since Gaussian random
fields are isotropic and homogeneous, the correlation function is only dependent
on the distance r between the two volumes, not on the direction, nor on some
other function of the two volumes’ coordinates.

The Fourier transform of the correlation function is called the power spectrum
(or spectral density) P (k):

ξ(r) =

∫ ∞
0

P (k)k2 sin(kr)

kr

dk

2π3 . (1.43)
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It too is dependent only on the amplitude of the Fourier space coordinate k
by virtue of the homogeneity and isotropy of the field. Fourier amplitudes
are more easily measured than the correlation function itself (for an extensive
overview of methods for the latter, see Martinez & Saar 2002, ch. 3). Also,
since for a Gaussian random field the Fourier modes are all independently
distributed according to the power spectrum, it is far easier to build such a
field in Fourier space than in real space. This explains why the power spectrum
is a more popular measure than the correlation function.

Figure 1.10 – The amplitudes of the 2D projection on the sky of the power
spectrum of temperature fluctuations in the CMB (see also figure 1.3) as a
function of angular scales on the sky. The red dots show the measurements by
the Planck satellite, while the green line represents the best fit concordance
cosmology model to the data. Image courtesy of ESA.

Measuring these functions — either from CMB temperatures at z ∼ 1090 or
from matter distributions at more recent times — allows us to retrace the
physics that went into the creation of this density field, since they determine
the exact shape of the function. One particularly prominent application is its
use for measuring the cosmological parameters from the CMB using the Planck
satellite (Planck Collaboration et al. 2015e,b). These parameters are widely
used for defining the background model in simulations of structure formation
on scales ranging from dwarf galaxies to the Megaparsec scales of this study.

The accurate measurement of these statistical functions depends on the quan-
tity and quality of data. The more complete and accurate our reconstruction
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of the density field, the easier it becomes to recover the power spectrum of
initial density fluctuations over as large a range of scales as possible.

While the power spectrum is arguably the most straightforward way of ob-
taining cosmological information from the largest scale observations, there are
other ways in which the large scale matter distribution can aid us in this en-
deavor:

• Measuring the large scale velocity field by various proxies like redshifts
allows for alternative measurements of Ωm or the Hubble constant, as
the linear velocity field links directly to gravity (see Section 1.3) and
comparing this to the field obtained by direct density observations allows
one to measure fH (if one can measure the density without bias, e.g.
using gravitational lensing).

• Other methods make use of the anisotropic and non-local nature of Cos-
mic Web formation by using the shapes of web components as a proxy
of cosmological parameters. Voids are particularly interesting objects in
this respect, because their dynamics are far easier to understand, allow-
ing us to more directly derive its connection to the underlying physics.

• More recently, also filaments have been used for this purpose (Shim, Lee
& Hoyle 2015).

The latter two methods probe the tidal field that causes the shear flows under-
lying their anisotropic formation, as discussed in Section 1.3. Specific cosmolo-
gies impact the tidal field in different ways, allowing one to use the resulting
shapes of structures as proxies of the cosmological parameters. This possibility
is further explored in Chapter 2.

1.4.2 Cosmic Web astronomy

Ever since the first studies by Zwicky (1933) into galaxy clusters, we have
learned a lot about this optically prominent large scale feature. In the mean-
time, a wide range of multi-wavelength probes of cluster structure and physics
have been applied. Most prominent have been observations of the X-ray
emitting gas (e.g. Sarazin 1988; Fabian 1994; Navarro, Frenk & White 1995;
Böhringer et al. 2000). More recently, the Sunyaev-Zel’dovich effect has been
used as a second, redshift-independent probe of the gaseous mass distribution
(e.g. Birkinshaw 1999; Bleem et al. 2015; Planck Collaboration et al. 2015c),
while gravitational lensing allows us to directly infer the full matter distribu-
tion (e.g. Umetsu 2010; Hoekstra et al. 2013).

However, an important remaining lacuna in the current state of astronomy
is our lack of knowledge on the other Cosmic Web components as objects or
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Figure 1.11 – Illustration of cosmic structure in the Abell-ACO and APM
cluster distributions (Einasto et al. 1994a). A few prominent superclusters are
highlighted in the map. Even without explicit inclusion of filaments and walls,
the clusters themselves already trace out the web-like structure that pervades
the Universe. Image courtesy J. Einasto.
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entities by themselves. Even though they form an integral part of the pervasive
web-like cosmic large scale structure, we would like to meaningfully study them
in their local habitat. The theoretical framework is readily available and an
overall understanding of the Web has been formulated, but we are yet to fully
and deeply oversee many of the properties that characterize the individual
components of the web and their subsequent influence on their surroundings.
While this line of inquiry has already yielded many interesting results (e.g.
Gregory & Thompson 1978; Einasto, Joeveer & Saar 1980; Einasto, Joeveer
& Saar 1980; Tully et al. 2014, and see figure 1.11), it remains challenging to
directly explain such findings in terms of a coherent physical and dynamical
theory (e.g. Chon, Böhringer & Zaroubi 2015).

The evolution of Cosmic Web components over cosmic time has only recently
become a serious topic of investigation with the work of Cautun et al. (2014).
Clusters, filaments, walls and voids were identified and the evolution of prop-
erties like their overall mass, volume and density profiles were mapped.

However, much more is still possible in trying to test theoretical understand-
ing and advances with observational results. One might want to study the
lengths of filaments, their orientations, measure how straight or curved they
are, how they branch out into tenuous void filaments (Alpaslan et al. 2014b)
and merge back into massive, dominant filaments that connect them to clus-
ters and superclusters of galaxies. Similarly, for walls we would like to know
their geometrical properties, whether they mostly consist of simple planes or
are complex combinations of intersecting planes, curved or flat, etcetera. The
non-local tidal dominance of clusters over their surroundings begs the ques-
tion: how do web-components influence each other? What distinguishes the
filaments between two strong clusters from those in voids or along walls?

Then, remembering the hierarchical nature of structure in the universe, one
might start to wonder what is the connection with the galaxy population.
Which types of galaxies are found in the different web components (Eard-
ley et al. 2015)? Can the distribution of galaxy morphologies be explained
purely by the density or does Cosmic Web morphology play an additional role
(Alpaslan et al. 2015)? And how does this depend on the properties of that
specific web element, for instance the galaxy luminosity depending on void-
filament straightness (Shim, Lee & Hoyle 2015) or the star formation rate on
distance from a filament (Brough et al. 2013; Alpaslan et al. 2016)? Is galaxy
spin caused by interaction with web components (Binggeli 1982; Aragón-Calvo
et al. 2007b; Cuesta et al. 2008; Paz, Stasyszyn & Padilla 2008; Schäfer 2009;
Jones, van de Weygaert & Aragón-Calvo 2010; Danovich et al. 2012)? These
questions will help us gain more insight in the multiscale structure of the Uni-
verse.
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The questions thus posed in “Cosmic Web astronomy” — the study of ele-
ments of the Cosmic Web and their interaction with other structure — call for
a dynamical exploration of structure formation on all relevant scales simulta-
neously. To achieve this, two requirements must be met:

• We need density reconstructions with high spatial resolution and large
volumes.

• We must reconstruct the initial density field, as this allows us to subse-
quently explore the full evolutionary process.

We are thus again inescapably led to the conclusion that we need to reconstruct
density fields, as completely as we possibly can. We come back to this in Sec-
tion 1.6 where we meet this requirement in our Bayesian framework, naturally
combining it with the observational reality that we describe in Section 1.5.

1.4.3 Focus on filaments

Having listed some of the most important reasons why one would like to study
the large scale structure of the Universe, we conclude this section by briefly
explaining why it makes sense at this stage, in the context of the Cosmic Web,
to focus our attention on filaments, rather than walls. In such a study, the
dynamical connection to clusters should play a major role, as Cosmic Web
theory predicts a strong link between these two components that remains to
be tested observationally.

Filaments are, in some ways, the most prominent features of the distribution of
matter on cosmic scales. This is inherent to the Gaussian nature of primordial
density fluctuations. The distribution of eigenvalues of the strain tensor field is
such that prolate structures are preferred over sheet-like or cluster structures in
the overdense parts of the universe (Doroshkevich 1970; Pogosyan et al. 1998).
Due to gravitational evolution, peak regions of high shear form filaments, as
discussed above. Also, walls have collapsed along one axis only, while filaments
collapsed along two axes (and clusters along three), making filaments easier to
spot due to higher densities.

Walls are intrinsically interesting components of the Cosmic Web, and the
first ones to emerge in the evolutionary history of the Web. However, in the
observational reality, walls will be notoriously difficult to detect. Filaments are
the most prominent morphological component of the Cosmic Web, containing
at least 50% of its mass content (Aragón-Calvo, van de Weygaert & Jones 2010;
Cautun et al. 2014). Observationally, filaments already pose major challenges
compared to clusters due to low surface brightness. This problem gets even
worse for walls. This is not only a result of their very low surface density,
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but also of the difficulty in sampling them when looking at structure in e.g.
the galaxy distribution. The mass function of haloes and galaxies in walls is
strongly shifted towards lower masses, so that in magnitude or flux limited
surveys observing sheets and walls in the cosmic mass distribution will prove
challenging (Cautun et al. 2014).

Moreover, filaments occupy a wide (logarithmic) density range Cautun et al.
(2014, figure 26). Their dominance is therefore also picked up by eye in loga-
rithmically scaled density plots. Filaments make for a more promising candi-
date for observational study in the near future. But how should we approach
such observational campaigns? Which aspects of filaments are most promising,
observationally?

The warm-hot intergalactic matter, or “WHIM” makes up 50 to 75 percent of
the baryons and certainly most of the missing baryons is in the Cosmic Web
(Cen & Ostriker 1999; Davé et al. 1999). In terms of total mass, the baryonic
matter is subdominant to the dark matter in filaments. One might then be
inclined to favor studying the Cosmic Web using techniques like gravitational
lensing to infer the full matter distribution instead of studying the radiating
matter in it.

However, according to studies of the Illustris simulation (Vogelsberger et al.
2014), the gaseous Cosmic Web is a more permanent structure than the dark
matter distribution in the Cosmic Web. The dark matter continues its evolu-
tion and tends to concentrate around the high density cluster regions. The gas
remains more steadily distributed around the spine of the Web as a result of
pressure forces (figure 1.4). This provides an extra incentive for studying the
web-like matter distribution in gas emission. Developing direct observational
campaigns should have our highest priority.

1.5 Observational challenges

Observing the large scale structure is not a trivial matter. Clusters can be
observed in many wavelengths, but for filaments and walls this is not the case.
The low surface brightness of the gas in filaments and walls has only allowed
for a few direct observations of filaments to date. Since voids are delineated
by walls, these challenges apply to voids as well.

1.5.1 Galaxies

Most of what we know about the Cosmic Web today we have learned from stud-
ies on the distribution of galaxies. Even though we can rather easily detect
clusters in the galaxy distribution, identifying filaments or walls is still chal-
lenging, as one can see from figure 1.12. On the largest scales, we can clearly
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make out the filamentary formations, but this clarity quickly peters out into
the emptier regions. Sparsity of measured galaxy locations and corresponding
shot noise effects greatly affect our ability to study the web purely from galaxy
surveys. For walls the situation is even less advantageous. The mass function
of haloes and galaxies in walls is strongly shifted towards lower masses, so that
in magnitude or flux limited surveys observing sheets and walls in the cosmic
mass distribution will prove challenging (Cautun et al. 2014). Since empty
regions can only be “observed” by their delineation, the sparsity problem is
equally great for void studies.

The situation is greatly exacerbated by the fact that we have no direct measure
of distance at Megaparsec scales. The use of cosmological redshifts of galactic
emission spectra to measure Hubble expansion and derive distance by Hubble’s
law is thwarted by the interference of the galaxies’ peculiar velocities, which
also contribute to the redshift. Since this is still our best option, we have to deal
with the resulting distortions in “redshift space”, which we see in figure 1.12 as
well (Kaiser 1987; Hamilton 1998). The most prominent effect is that of the
“Fingers of God”, pointing towards the observer, which is caused by the internal
velocity dispersion of virialized high density regions like clusters. More subtle
is the Kaiser effect, which squashes large scale structures along the line of sight.
This is caused by the inflow of matter onto a structure along the line of sight.
On the side of the structure nearest to us, such matter has an increased velocity
along our line of sight, causing an increase in its redshift, making it seem further
than it actually is (and thus closer to the structure it is falling onto), while on
the side of the structure farthest from us its velocity along our line of sight is
decreased, leading to a lower redshift, again making it look closer to the large
structure. It is likely that many of the prominent “Great Walls” that stretch
along the sky, perpendicular to the line of sight, are in fact caused by this
effect. In the regions inside the infall radius of clusters the so-called triple-
value region effect causes additional distortion effects. All three redshift space
distortion effects seriously hamper our ability to study the contents, geometry
and connectivity of Web components and voids accurately. On the other hand,
they may help in the observation of certain low-density regions like filaments
and walls, since especially the Kaiser effect causes the ones perpendicular to
the line of sight to appear more prominently. In Chapter 6, Section 6.1 we give
a more extensive overview of redshift space distortions.

The differences between dark matter and baryonic matter pose further chal-
lenges, especially when working with galaxies, but also when directly observing
the gaseous Web as we saw in figure 1.4. Galaxy bias prevents us from accu-
rately recovering the full matter distribution. Our theoretical models are based
on the evolution of the complete density field. Observations based purely on
galaxies can never reveal the full story, at least not without more advanced
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Figure 1.12 – Slice through the Sloan Digital Sky Survey (SDSS) galaxy red-
shift space catalog. Earth is at the center and each dot represents a galaxy,
where the redshift is used as a proxy for distance using Hubble’s law. The
dots are colored according to stellar age. A web-like pattern emerges of clus-
ters connected by thick filaments surrounding large vacuous regions. Image
courtesy of M. Blanton and the Sloan Digital Sky Survey.
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models, like gravitational lensing reconstructions.

1.5.2 Observational status of filaments

We have long since Zwicky (1933)’s Nebelhaufen been able to learn about
galaxy clusters, e.g. through observations of the hot X-ray emitting gas that
permeates clusters (more on this below) and optically through their galaxies.
However, our knowledge of the rest of the Cosmic Web remains incomplete.
Where should we point our telescopes if we want to look at the warm-hot
intergalactic matter (WHIM) (Cen & Ostriker 1999; Davé et al. 1999) that is
expected to reside in filaments (Davé et al. 2001; Colberg, Krughoff & Connolly
2005)? Observationally, at large depths it is far easier to observe clusters than
the remainder of the Web. This is exacerbated by surveys being specifically
tailored to clusters, such as X-ray and Sunyaev-Zel’dovich effect surveys.

Paerels et al. (2008) discusses the spectral resolution requirements of instru-
ments to observe the WHIM in X-ray emission (oxygen lines) or in Lyman-α
emission in the UV range. Richter, Paerels & Kaastra (2008) state that ab-
sorption line spectroscopy in the UV and X-ray ranges may provide sensitive
probes of the physical properties of the WHIM at low redshifts. Dolag et al.
(2006a) derived observational properties for filaments from hydrodynamical
N -body simulations. The conclusion from these instrumental and theoretical
approaches is that currently an observation in any wavelength range requires
much effort (or luck, as was since shown by the actual observations).

Recent studies (Werner et al. 2008; Dietrich et al. 2012; Planck Collaboration
et al. 2013; Cantalupo et al. 2014) showed that observing filaments is indeed
possible. Werner et al. (2008) observed a filament’s gaseous (WHIM) compo-
nent in X-ray emission. The same filament’s dark matter distribution was later
mapped by Dietrich et al. (2012) using the weak gravitational lensing signal, il-
lustrated in figure 1.13. Cantalupo et al. (2014) also directly observed emission
from a cosmic filament, this time in H-alpha. These studies had very favorable
circumstances for observing the filament, but these circumstances are rare. In
Werner et al. (2008)’s case, apart from the fact that the filament was on the
high end of the predicted density range for filaments, the filament’s major axis
was shown to be oriented along the line-of-sight, leading to a column den-
sity sufficient for a significant detection. The filament detected by Cantalupo
et al. (2014) had a bright quasar behind it that fluorescently “illuminated” it
to observable levels in Lyman-α emission.

A significant detection of baryonic matter between the two clusters Abell 399
and 401 was also made using the thermal Sunyaev-Zel’dovich effect (Planck
Collaboration et al. 2013). It is unclear whether this bridge of matter is an
actual filament or whether it originates from a merger event between the two
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Figure 1.13 – A dark matter filament between two clusters of galaxies, Abell
222 and 223. The two clusters’ galaxies are shown in the left panel as seen by
optical telescopes. In the right panel, the reconstructed dark matter distribu-
tion is overlaid in blue shades and yellow contours on the optical image. The
dark matter density was calculated from the weak gravitational lensing signal.
Images from Dietrich et al. (2012).

clusters. Still, this technique holds great promise, since with it we could find
clusters throughout the entire Universe.

All this goes to show that we are still looking for ways to reliably point our
telescopes towards observable filaments. We aim to do this by characterizing
the full Cosmic Web, in particular including filaments, from information on
galaxy clusters only, thus taking filament observations to a level where we can
start doing high number statistics∗.

1.5.3 Galaxy cluster X-ray observations

We have learned much from observations of the luminous matter in galaxy clus-
ters (Abell 1958). Arguably, though, the historically most informative observa-
tions of galaxy clusters one could make were with X-ray telescopes. Important
properties like the total mass profile can be derived from X-ray imaging alone.
Combining this with the temperature profile from X-ray spectroscopy, leads to

∗ Our intention was to set up a statistical framework for determining the chances of
a filament forming at some location with some specified strength. Since the start of
our work, a similar study was done by Leclercq, Jasche & Wandelt (2015b). They
designed a well thought-out statistical framework and presented large scale statistics
of the Cosmic Web and its components. We aim to not only study the large scale
statistics of the Cosmic Web as a whole, but also the statistics of individual Cosmic
Web components.
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even higher accuracy.

To this end, a so-called beta-model can be used, for which a number of as-
sumptions must be made. These are (Sarazin 1986; Mulchaey 2000):

• the cluster is a sphere in hydrostatic equilibrium;

• the hot X-ray emitting intracluster gas is isothermal∗;

• the galaxies, hot gas and dark matter are all bound to the cluster;

• the galaxies are assumed to have an isotropic velocity dispersion.

The beta-model is not a perfect fit for every cluster. Still, the basic idea holds
a lot of merit and it has historically been widely applied in the literature (e.g.
Jones & Forman 1984; Mulchaey 2000). Corrections can also be made to extend
the general idea to a wider selection of objects, like the double beta-model (e.g.
Ikebe et al. 1996; Xu et al. 1998; Mohr, Mathiesen & Evrard 1999; Xue & Wu
2000). One could even consider model-independent methods of determining
cluster properties (e.g. Nulsen, Powell & Vikhlinin 2010). Nowadays, such
methods to directly obtain n(r) and T (r) from spatially resolved X-ray spectra
are rendering the beta-model obsolete.

Clusters have a number of properties that make them observationally and
statistically advantageous objects for the study of the large scale structure of
the Universe.

• Clusters are well defined objects; they are gravitationally bound and
mostly virialized and can be easily identified.

• They are easily observable (as argued above).

• They are observable out to large depths.

• Clusters are the most massive and luminous objects in the Universe. This
makes it easy to build a statistically representative sample of them over
large volumes.

These features, together with the intricate link between the cluster distribution
and the Cosmic Web, forms the basis of this project. We aim to exploit the
above properties towards obtaining a study of the properties of the Cosmic Web
over a region unaccessible by any other means. In addition, this will allow us
∗ This assumption was in part born out of necessity, since with the early X-ray telescopes

Einstein and ROSAT one could not derive temperature profiles (Frederiksen et al. 2009).
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to identify interesting Cosmic Web regions in the local Universe and single
them out for a more detailed study. Examples of such possible studies are
the search for filaments in the HI distribution (Popping & Braun 2011a,b) or
attempts to observe the WHIM via quasar absorption lines in X-rays (Kaastra
et al. 2003a).

1.6 Requirements: Bayesian framework

What exactly do we need to study the large scale structure observationally in
the aspects mentioned above? Here we address three main issues:

• we have to uncover the complete matter distribution;

• we must correct for observational effects;

• it is convenient and natural to do so in a Bayesian statistical framework.

In Section 1.5 we described the main effects that plague observations of the
Cosmic Web. This is one of the main themes of the chapters of this thesis.
We must either correct for these effects or be sure that their impact on our
measurements of interest is minimal.

To be able to answer the questions on large scale structure phrased earlier, we
need to address them within the context of a large statistically representative
sample of observed clusters in a statistically representative volume of the ob-
servable Universe. Given the statistical nature of this data, but also of the
physics involved, a natural approach is to define a probabilistic framework for
obtaining a statistically representative sample of filaments.

In what follows, we discuss the reconstruction of the full matter distribution.
To this end, we set up a Bayesian formalism that enables us to address the
considerations above in a direct, balanced and optimal fashion. Of particular
significance is that it enables us to fold in all relevant astrophysical and cos-
mological aspects of the problem at hand. It will yield an ensemble of model
universes compatible with the constraints. These allow us to study the implied
web-like mass distribution in a statistical sense. Moreover, since we sample pri-
mordial fields, we can study the evolution of structures through cosmic time.

1.6.1 Reconstruction

Given the wealth of information encoded in the full matter distribution (Sec-
tion 1.4), we would argue that the most pressing requirement from a theoretical
point of view is that we recover the full matter distribution. This also includes
dark matter. Most of the structure in the Cosmic Web is not expected to be
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found in the form of galaxies or even in the form of gas. Numerical exper-
iments like the Illustris Simulation (figure 1.4) have shown us that the dark
matter distribution is far more rich in its hierarchical nature. Also, the void
population in dark matter is more intricate than in the galaxy distribution,
and contains more information on the things we are interested in, like dark
energy.

This requirement naturally leads us into the realm of constrained (random)
fields and density field reconstructions. Early work in this field was done using
the formalism of constrained Gaussian random fields. Peaks or dips in the
density distribution are constrained and the remaining field is filled in according
to a Gaussian process specified by the desired power spectrum, whereby the
constraints radiate out via the field correlation. This way a primordial density
field can be constructed, which can then be evolved forward in time, e.g. by N -
body methods. One can study in detail how primordial configurations lead to
structure at the present time. Most recently, the CLUES project (Gottloeber,
Hoffman & Yepes 2010) applied this technique to reconstruct the local universe.
For this, they assume the location and size of peaks in the initial conditions
to correspond to known galaxy clusters at the present time. Additionally,
they constrain the (linear) velocity field through galaxy velocity measurements,
since the velocity field is less sensitive to non-linearities than the density field.

The main drawback of constrained random fields is that one essentially needs to
guess the location of the primordial peaks that will form structures at locations
in the current universe (Ludlow & Porciani 2011) In other words, there is a
mismatch between the observed peaks, which are non-linear objects, and the
Gaussian random field that is constructed, which is linear. One could try to fix
this by employing the Zel’dovich approximation in a reverse fashion, tracing
back current structures to their initial positions given the rest of the density
field around it (Nusser & Dekel 1992; Doumler et al. 2013). This poses a
chicken and egg problem: the density field is not yet known initially; this is
exactly what we are trying to recover. One could solve this iteratively.

However, this still assumes that there is only one possible Lagrangian peak
location that could lead to the formation of the structure in question. This
is certainly not true. The outcome of the non-linear process of gravitational
collapse may be regarded as a stochastic process. Particles from multiple La-
grangian locations may end up in the same Eulerian location. After virializa-
tion, it is nearly impossible to exactly retrace the particles. The implication is
that we should consider all possible initial mass distributions that could lead
to the observed non-linear matter distribution.
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1.6.2 The Stochastic Web

In this study, we invoke more sophisticated probabilistic methodologies that
enable us to translate the observed distribution of distinctly non-linear objects,
like clusters, into the implied distribution of the mildly non-linear web-like
features, such as filaments.

To a certain extent, the web-like matter distribution in a cosmic volume may
be considered as a stochastic realization of the mass distribution constrained
by the presence and characteristics of the cluster population. Schematically
we may specify this as follows.

• The “mass distribution” δ(q) is our stochastic variable.

• This variable is constrained by the cluster population’s properties and
our physical models.

• The web-like matter distribution results when we draw a sample of this
variable from some probability function P (δ|d,m), which is conditional
on astronomical data d (e.g. cluster and galaxy distributions) and models
m, i.e. the structure formation and cosmological models described earlier
in this chapter.

This stochasticity is the result of three major effects.

1. We know that the primordial density fluctuations are of a purely proba-
bilistic, Gaussian nature.

2. Noise, incompleteness and bias contribute an observational uncertainty
that we can represent in a statistical sense.

3. The non-linear evolution of the mass distribution leads to degeneracies
in the mapping of the low redshift evolved mass distribution back to the
primordial distribution. The mapping is irreversible and at best may be
represented by an additional stochastic ingredient in our model.

To draw representative samples, i.e. build realistic reconstructions of the com-
plete matter density field ρ(x), these sources of stochasticity should be modeled
in the conditional probability function P (ρ|d,m), which we will discuss next.

1.6.3 Bayesian inference

The Bayesian way of interpreting probability is that it quantifies the degree
of belief in a certain model or hypothesis. Bayesian inference is essentially
about finding the model that best fits the data, while keeping in mind all prior
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knowledge. Central to Bayesian inference is Bayes’ theorem, which formalizes
the way to update our a priori belief into an a posteriori belief by accounting
for new evidence from data:

P (m|d) =
P (d|m)P (m)

P (d)
≡ L (d|m)P(m)

P (d)
. (1.44)

The terms in this relation are:

1. the prior P(m) = P (m): the probability distribution that describes our
a priori belief in the models m, without regard for the observed data;

2. the likelihood L (d|m) = P (d|m): the probability function that describes
the odds of observing the data d given our models;

3. the posterior P (m|d): the updated belief in our models, given the data;

4. and the evidence P (d): the chance of observing the data without regard
for the model. In Bayesian inference this term can be ignored, as we are
only interested in the relative probabilities of different models, meaning
that the evidence always factors out.

As explained above, we are interested in building a model P (δ|d,m) that quan-
tifies our belief in a certain primordial density field δ(q), given the astronomical
data d and our cosmological knowledge m. To this end, in the Bayesian spirit,
we set up a prior probability function and a likelihood function and combine
these to find the posterior P (δ|d,m). We proceed to sketch the outline of this
procedure, referring to Chapters 3 and 6 for more details.

The only thing we know about the primordial density field — without regard
for the data — is that it must be a Gaussian random field; this should fully
characterize our prior belief in such a field. The prior in our model is there-
fore a multivariate Gaussian distribution (equation 1.40) characterized by a
zero mean and a correlation matrix determined by the correlation function as
measured from the cosmic microwave background:

P({δ(q)}|ξ(r)) =
1√

(2π)N‖S‖
exp

−1

2

∑
i,j

δ(qi)(S
−1)ijδ(qj)

 , (1.45)

where S is said correlation matrix. This incorporates the first of the three
stochastic effects listed above.

The likelihood quantifies the degree of belief in the observed data given a
primordial density field. This involves the two other sources of stochasticity:
non-linear structure formation and observational errors and systematics.
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• To compare the observed, non-linear data at z = 0 to a primordial density
field δ(q) at z ∼ 1000, we have to evolve δ(q) forward to its corresponding
non-linear z = 0 Eulerian density field ρ(x)∗. This requires a structure
formation model.

• Subsequently, we have to characterize the sources of observational error
and systematics in order to really compare the clean model density field
ρ(x) to the noisy and distorted data. In our likelihoods, we take into
account a combination of the following sources:

1. A secondary transformation of the modeled density field from Eu-
lerian space to redshift space when using redshift space data;

2. A mask term mi for each cell i of the gridded density field, which
makes sure regions without data are not considered in the compar-
ison of data and model density — this term can simultaneously be
used as a selection function;

3. A noise model for statistical sources of error, like measurement un-
certainties in the observations. For instance: a Poissonian proba-
bility distribution for number counts of objects (like galaxies).

1.6.4 barcode: Bayesian reconstruction sampling

Given a Bayesian posterior probability function like the one discussed above,
we can sample this function. If our posterior describes the degree of belief
in primordial density fields, then this is what we will sample: an ensemble
of primordial density fields. In practice, we sample these fields on a discrete,
cubical grid of N = N3

x cells, yielding N -dimensional samples.

Important in the sampling process is that the resulting ensemble is represen-
tative of the full probability distribution. This means that one should sample
regions of the probability function space proportionally to the probability at
that “location”. High probability regions are thus sampled more than low
probability regions. Proper sampling of a simple one-dimensional function is
illustrated in figure 1.14. If one builds a histogram of the dots as a function of
the horizontal location, one will approximately recover the probability density
function.

Sampling a probability function can be contrasted with other Bayesian meth-
ods, like for instance the maximum a posteriori method (an example of this is
∗ This is the only way to compare the two, since transforming the data back to a primor-

dial density field is not generally possible, due to non-linear clustering, as extensively
explained in this chapter. Technically, an alternative would be to only consider the
fields on very large scales, on which the fields still follow linear theory. This would be
a waste of spatial resolution in the data.
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Figure 1.14 – Illustration of the resulting ensemble from a Monte Carlo sam-
pling process. The green dots is what a Monte Carlo process might yield
given the probability distribution (blue line). The star is what a maximum a
posteriori process would return.

the well known Wiener filter (Rybicki & Press 1992; Zaroubi et al. 1995), or
the mean field that is used in constrained random field methods (Bertschinger
1987; Hoffman & Ribak 1991; van de Weygaert & Bertschinger 1996)). With
such optimization techniques one obtains one sample, illustrated as the red star
in figure 1.14. While in many cases this is sufficient, the sampling approach
that we take allows for a more complete characterization of the full probability
distribution. In our case, this means we can quantify the combined result of
errors and systematics upon the reconstructed density field.

In our code named barcode∗ we have implemented a Hamiltonian Monte
Carlo (HMC) sampler of primordial density perturbation fields δ(q) given den-
sity data from observations. A basic sampler like Metropolis-Hastings — effec-
tively a random-walk approach to sampling — is not optimized for sampling
speed, but rather for generality (it can be applied to any posterior). The HMC
approach, on the other hand, uses information about the posterior probability
function’s derivative to speed up the sampling process. In a physical analogy,
it treats the posterior as a potential in an N -dimensional space. By tracing

∗ bayesian reconstruction of cosmic density fields
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Figure 1.15 – Illustration of two Markov Chain Monte Carlo processes sam-
pling from a bivariate Gaussian distribution (contours). Left with a Metropolis-
Hastings and right with a Hamiltonian Monte Carlo method. All iterations
up to 20 accepted samples are shown, with initial guess at (0, 0) (top) and
(2.5,−1) (bottom). The blue lines connect accepted samples, while the green
lines lead to rejected samples. These particular chains take about the same
amount of time to run, but in that time HMC produces a more representative
ensemble. The “burn-in” time it takes for the chain to reach the high proba-
bility region starting from a distant location (bottom row) is also considerably
shorter for HMC.

orbits through this space, a “particle” will automatically gravitate towards the
high probability regions and subsequently orbit this region. The “coordinates”
that the particle visits are the samples. By additionally periodically perturbing
the “momentum” of the particle in a random direction, the orbit is prevented
from stabilizing, thus guaranteeing that the particle can reach every location
in the probability space. In figure 1.15 we compare the results of 20 iter-
ations of a Metropolis-Hastings and an HMC sampler on a two-dimensional
Gaussian distribution. Within the same runtime, the HMC sampler outper-
forms Metropolis-Hastings by returning a more representative ensemble and by
reaching the high-probability region faster when starting from a naive initial
location.
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barcode is similar to other cosmological HMC samplers (Jasche & Wandelt
2013; Wang et al. 2013), though our choice of models is different. Our leading
motivation in this is to use galaxy cluster mass distribution data as our input.
Other current samplers are based on using discrete galaxy (group) locations.

In addition, we extended the HMC reconstruction approach to also work in
redshift space (see Chapter 6). This removes the necessity for a priori redshift
space distortion corrections, enabling a direct translation from observational
data in redshift space to full density field reconstructions in regular comoving
coordinates.

We remark that the kigen code (Kitaura et al. 2012; Kitaura 2013) has quite
a different approach to this code and those from Jasche & Wandelt (2013);
Wang et al. (2013), even though it is similar in its aims of reconstructing
initial density fields. In terms of astrophysics, the most important difference
is that it uses a discrete particle (galaxy) distribution as input (illustrated in
figure 1.1), while we take a density field based approach. Using particles, it
would be difficult to take into account the shapes and orientations of galaxy
clusters, which are among the prime reasons for using density fields in this
line of study. Secondly, an important technical difference is that kigen takes
two stochastic steps instead of one. kigen first samples a density field given
a particle distribution. In a second stochastic step, it samples a new particle
distribution given galaxy locations from the data, the sampled density field
from the previous step and a model of structure formation. For the first step,
HMC is employed, but the sampled function there is quite different from the
one presented here. Due to this splitting of steps, kigen does not need the
every part of the (posterior) model to be differentiable, as we do. This makes
kigen highly flexible in its choice of models, especially structure formation
models, for which the constraint of differentiability is most costly. However,
the high computational cost that would be incurred by using kigen’s particle
based approach to model the full density distribution of clusters outweighs the
added flexibility in models, motivating our choice for developing barcode.

barcode can use either a Zel’dovich approximation or higher-order Lagrangian
perturbation theory (LPT, see e.g. Buchert & Ehlers 1993; Buchert 1996;
Bernardeau et al. 2002) elaborations like 2LPT and ALPT∗ (see Chapter 4
for the higher-order models). The data can be modelled using a Gaussian or
Poissonian error model for observed densities.

In Chapter 3 we further elaborate on the inner workings of this code.

∗ ALPT, or Augmented Lagrangian Perturbation Theory, is a structure formation model
that combines 2LPT on large scales with spherical collapse on small scales (Kitaura &
Heß 2013).
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1.7 This thesis

This thesis combines two main lines of inquiry pertaining to Cosmic Web stud-
ies in the observational reality.

In Chapter 2 we report on our study of the connection between voids and
the nature of dark energy. Based on first suggestions of this connection by
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Figure 1.16 – Top: a density field slice from an N -body simulation
(bright/yellow = high density, dark = low). Left: the corresponding distri-
bution of voids (void borders in black lines, the different colors are for vi-
sualization purposes only) on scales of 1.5 h−1Mpc (top), and 6.0 h−1Mpc
(bottom). Right: a selection of ellipsoid fits (yellow) overlaid on the density
field (now in grayscale), again at two void scales.

Park & Lee (2007) and Lavaux & Wandelt (2010), we applied the Watershed
Void Finder (Platen, van de Weygaert & Jones 2007) to determine the extent
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and shapes of voids (see figure 1.16). We confirm that the distribution of
void shapes is sensitive to the exact nature of dark energy and investigate
their potential for use within an observational context. We base this on the
complete, undistorted dark matter distribution, as seen in figure 1.17.
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Figure 1.17 – Mean ellipticity as a function of redshift, 〈ε〉(z) for different
models of dark energy: ΛCDM (concordance cosmology) and an evolving model
based on super-gravity (SUGRA). In the right part the z-axis is in logarithmic
scale and the left part is in linear scale (so we can show z = 0 as well) (see
Chapter 2).

We applied the same method to a mock galaxy redshift catalog, including
redshift space distortions. We found that in this case the information from the
void shape distribution is lost in the noise (Bos et al. 2012). The information
may still be recoverable by filtering the void population (Lavaux & Wandelt
2010; Ruwen 2011; Bos et al. 2015) or by using the Alcock-Paczynski test in a
stacking approach (Lavaux & Wandelt 2012).

Subsequently, we turn to the aspect of the connection between clusters and
filaments. In Chapter 3 we set the stage for the rest of the thesis. In this
chapter, we describe our method for Bayesian reconstruction of the ensemble of
primordial density fluctuation fields compatible with observations: barcode.
This code was developed as part of our ongoing campaign of studying the
connection between clusters and the rest of the Cosmic Web. Figure 1.18 shows
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that this method successfully reconstructs the full underlying density field,
including the stochastic variation that is inherent to its non-linear formation
and further enhanced by the observational effects.
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Figure 1.18 – Comparison of true to reconstructed Eulerian density fields.
Top left: true field. Top right: mean of 60 reconstructed realizations. Bottom
left: standard deviation of 60 realizations. Bottom right: difference of true
and mean fields. The true field is reconstructed up to high accuracy, as one
can see from the top two panels. See Chapter 3 for more information.

In Chapter 4 we derive the relations necessary for extending barcode with
second order Lagrangian perturbation theory models of structure formation.
Especially the addition of a spherical collapse model on small scales, as first
explored by Kitaura & Heß (2013), holds great promise for producing even
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Figure 1.19 – Individual filaments (colored patches), together with clusters
that overlap with the same slice ( left-hand panels) and clusters that are within
30 h−1Mpc (right-hand panels). In the right-hand panels, we plot two more
circles around the clusters: twice and four times the full virial radius. Blue
clusters are on one side of the slice, red clusters are on the other side. White
(top) or black (bottom) dots are clusters inside or very close to the slice. The
filaments in the top panels are colored such that no two adjacent filaments
have the same color. The spine particle locations are plotted in gray (top) or
black (bottom). The individual filament definition procedure is described in
Chapter 5.
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more accurate reconstructions.

Chapter 5 sees the first application of this Bayesian framework to the topic
of filament reconstruction. We use the multiscale morphology filter code MM-
F/NEXUS+ (Aragón-Calvo et al. 2007a; Cautun, van de Weygaert & Jones
2013) to segment the density field into the components of the Cosmic Web:
clusters, filaments and walls. By doing this in all of the reconstructed realisa-
tions, we can explore the variation of filaments as a function of the stochastic
process of cosmic structure formation. On the one hand, we do this on a global
level by looking at the statistics of all filament regions simultaneously. On the
other hand, we also look on an individual level. We define individual separate
filaments and clusters, derive their properties and analyze them statistically.
Figure 1.19 shows the individual filament distribution corresponding to the
density from figure 1.18.

0 5 10 15 20

r⊥ (Mpc/h)

0

5

10

15

20

r ‖
(M

pc
/h

)

true

5 10 15 20

r⊥ (Mpc/h)

ensemble mean

5 10 15 20

r⊥ (Mpc/h)

1.1

1.2

1.41.6

1.82.0

1.0
1.1
1.2
1.4
1.5
1.6
1.8
2.0
2.2

Figure 1.20 – 2D correlation functions of the reconstructions with redshift
space correcting model compared to true. Left: correlation function of true
field. Center: mean of ensemble of reconstructions. Right: contours of true
field (black solid) and reconstructions (green dashed).

In the third part of this thesis we extend barcode to redshift space. We
self-consistently take into account the redshift space transformation in our
Bayesian model. This allows us to input our observational data directly from
redshift space, without the need to do a priori redshift space corrections on
the data (e.g. compressing Fingers of God). In Chapter 6 we show that this
method automatically and naturally recovers isotropic reconstructions of the
primordial density field, as illustrated in figure 1.20. A reconstruction model
in Eulerian space will show a strong deviation from isotropy due to the imprint
of the Kaiser effect. This problem is solved in our approach.

Finally, in Chapter 7 we apply this redshift space based reconstruction algo-
rithm to the reconstruction of filaments. We specifically focus on the correction
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of observational aspects of the filaments like their surface density and their ori-
entation. These are expected to be strongly influenced by the Kaiser effect.
We show that our algorithm is able to correct for these effects to a large degree.
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Abstract

Aims: We assess the sensitivity of void shapes to the nature of dark energy that was
pointed out in recent studies. We investigate whether or not void shapes are useable
as an observational probe in galaxy redshift surveys. We focus on the evolution of
the mean void ellipticity and its underlying physical cause. Methods: We analyse
the morphological properties of voids in five sets of cosmological N -body simulations,
each with a different nature of dark energy. Comparing voids in the dark matter
distribution to those in the halo population, we address the question of whether galaxy
redshift surveys yield sufficiently accurate void morphologies. Voids are identified
using the parameter free Watershed Void Finder. The effect of redshift distortions
is investigated as well. Results: We confirm the statistically significant sensitivity of
voids in the dark matter distribution. We identify the level of clustering as measured
by σ8(z) as the main cause of differences in mean void shape 〈ε〉. We find that in
the halo and/or galaxy distribution it is practically unfeasible to distinguish at a
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Figure 2.1 – ΛCDM (left) and quintessence (right) cosmologies; dark matter
density (grey) and galaxies (coloured dots). Differences are subtle; measuring
them is the challenge of this paper.

statistically significant level between the various cosmologies due to the sparsity and
spatial bias of the sample.

Keywords: Cosmology: theory — large-scale structure of universe — dark energy —
methods: data analysis — numerical simulations

2.1 Introduction

One of today’s greatest puzzles is that of the nature of the dark components
of our universe: dark matter (DM) and dark energy (DE). According to con-



2

2.1: Introduction 57

cordance cosmology, these make up respectively 21.7% and 73.8% of the total
cosmic energy content (Komatsu et al. 2011), a total of 95.5%. Yet, there are
no compelling observational indications for the precise nature of dark matter
and dark energy (Komatsu et al. 2011; Amanullah et al. 2010).

While there is considerable agreement on some of the physical properties of
dark matter, the nature of dark energy remains a complete mystery. It is not
even sure whether it really concerns an energy component to be associated to
a new species in the universe or rather a modification of gravity itself, as in
extensions of general relativity like scalar-tensor theories.

It is far from trivial to constrain the nature of dark energy, due to the rel-
atively weak imprint of the equation of state of dark energy, in combination
with sizeable observational errors (Frieman, Turner & Huterer 2008). Nonethe-
less, since the Supernova Cosmology Project and the High-z Supernova Search
Team first hinted to the accelerated expansion of the universe (Riess et al. 1998;
Perlmutter et al. 1999), a range of astrophysical probes have led to a consid-
erable narrowing of the parameter space for the nature of dark energy. Weak
gravitational lensing by the large scale matter distribution, baryonic acoustic
oscillations (BAOs) and the redshift dependent number density of clusters of
galaxies are well-known examples of dark energy probes. Based on these, a
range of observational and experimental programs have been initiated in order
to constrain the nature of dark matter and dark energy. Notable examples are
BAO experiments like WiggleZ (Drinkwater et al. 2010), BOSS (Ross et al.
2010), the Dark Energy Survey and large weak lensing surveys like KiDS (de
Jong et al. 2012). Ambitious projects like ESA’s Euclid Mission (Laureijs
et al. 2011) and the Large Synoptic Survey Telescope (LSST) will considerably
sharpen and extend our knowledge on the dark energy content of the universe.
Most of these probes directly relate to the cosmic distance measure.

Probes like the integrated Sachs Wolfe effect (ISW) (Dupé et al. 2011) and
the structure formation growth rate (Linder 2006; Guzzo et al. 2008) offer
alternative paths towards constraining dark energy. However, these probes
are still ridden by considerable uncertainties. In preparation for the upcoming
large dark energy experiments, it is therefore of great importance to find a
wider range of reliable and independent probes for the determination of the
dark energy equation of state. The combination of different and independent
observations and measures of dark energy is crucial for breaking degeneracies
and constraining the allowed parameter space. The recent study by Amanullah
et al. (2010) illustrates the potential of such an approach to further pin down
dark energy and other cosmological parameters.
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2.1.1 Voids & cosmology

Here, we are particularly interested in the imprint of dynamical dark energy
(Wetterich 1988).

Several recent studies have pointed out that cosmic voids not only represent
a key constituent of the cosmic mass distribution, but that they are also one
of the cleanest probes and measures of global cosmological parameters. Their
structure, morphology and dynamics reflects the nature of dark energy (Park &
Lee 2007; Lee & Park 2009; Lavaux & Wandelt 2010; Biswas, Alizadeh & Wan-
delt 2010; Lavaux & Wandelt 2012; Shoji & Lee 2012), dark matter (Hellwing,
Juszkiewicz & van de Weygaert 2010; Li 2011) and that of the possibly non-
Gaussian nature of the primordial perturbation field (Kamionkowski, Verde &
Jimenez 2009). Lavaux & Wandelt (2010) demonstrated the extreme sensitiv-
ity of the evolving ellipticity of voids to the equation of state of dark energy.
Biswas, Alizadeh & Wandelt (2010) even quoted the possibility of improving
the Dark Energy Task Force figure of merit by a factor of a hundred for future
experiments like Euclid.

Along a related and perhaps even more promising route, Lavaux & Wandelt
(2012) demonstrated the potential of using an Alcock-Paczynski test on the
average shape of stacked voids (also see Shoji & Lee 2012). By stacking a
large number of voids, one expects a spherical shape, so that size differences in
radial and transverse direction can be directly related to the product of angular
diameter distance and Hubble parameter. The claim is that for Euclid-like
surveys stacked voids would outperform BAOs by an order of magnitude in
accuracy (Lavaux & Wandelt 2012).

Other studies have explored the possibility to use voids for inferring informa-
tion on the amount and nature of dark matter. Void outflow velocities and
the accompanying redshift distortions might be used to determine Ωm, the
mass density of the universe, and infer the amount of dark matter (Martel &
Wasserman 1990; Dekel & Rees 1994; Ryden & Melott 1996). However, void
outflow velocities are difficult to measure, while void redshift distortions are
restricted because of the naturally limited void outflow. Nonetheless, recent
advances in the study of cosmic flows, have shown the prominent and clearly
recognizable dynamical role of voids in the nearby universe (Courtois et al.
2012; Tully et al. 2008). Related observations have been made with respect
to the sensitivity of voids to the identification of dark matter. The emptiness
of voids would be a direct measure of the strength and screening length of
the class of long-range scalar-interacting dark matter models that have been
forwarded as a possible means of explaining several deficiencies of the concor-
dance ΛCDM model (Farrar & Peebles 2004; Gubser & Peebles 2004; Nusser,
Gubser & Peebles 2005; Peebles & Nusser 2010; Hellwing, Juszkiewicz & van
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de Weygaert 2010; Li 2011). Most prominent amongst these deficiencies is the
observed dearth of dwarf galaxies in nearby voids (Peebles 2001b). Given the
extreme environment of voids, probing the tail of the cosmic density and halo
mass distribution (Platen, van de Weygaert & Jones 2012), they form a natural
resort for exploring the imprint of possible modifications of general relativity,
such as f(R) gravity (Li 2011) and MOND/TeVeS (Llinares 2011).

2.1.2 Voids

Voids form a prominent aspect of the megaparsec distribution of galaxies and
matter (Chincarini & Rood 1975; Gregory & Thompson 1978; Einasto, Joeveer
& Saar 1980; Kirshner et al. 1981; Kirshner et al. 1987; de Lapparent, Geller &
Huchra 1986; van de Weygaert 1991; Colless et al. 2003; Tegmark et al. 2004;
Furlanetto & Piran 2006; Huchra et al. 2012). They are enormous regions with
sizes in the range of 20− 50 h−1Mpc that are practically devoid of any galaxy.
They are usually roundish in shape and occupy the major share of space in the
universe (see van de Weygaert & Platen 2011, for a recent review). Surrounded
by elongated filaments, sheetlike walls and dense compact clusters, they weave
the salient weblike pattern of galaxies and matter pervading the observable
universe.

Voids in the galaxy distribution account for about 95% of the total volume
(Jõeveer, Einasto & Tago 1978; Kauffmann & Fairall 1991; El-Ad, Piran & da
Costa 1996; El-Ad & Piran 1997; Rojas et al. 2005; Pan et al. 2012). The typical
sizes of voids in the galaxy distribution depend on the galaxy population used
to define the voids. Voids defined by galaxies brighter than a typical L∗ galaxy
tend to have diameters of order 10 − 20 h−1Mpc, but voids associated with
rare luminous galaxies can be considerably larger; diameters in the range of
20−50 h−1Mpc are not uncommon (Hoyle & Vogeley 2002; Plionis & Basilakos
2002). Even larger voids can be recognized in the distribution of clusters
(Bahcall 1988; Einasto et al. 1994b, 2001).

Evolving out of primordial underdensities, voids become increasingly isotropic
objects (Icke 1984) with a “bucket-shape” density profile whose density in the
centre has a characteristic value of δ ≈ −0.8 (Sheth & van de Weygaert 2004).
To a first approximation, (isolated) spherical underdensities will become more
spherical as they expand (Icke 1984; van de Weygaert & van Kampen 1993). In
reality, voids will never reach perfect sphericity. Their flattening is a result of
large scale dynamical and environmental influences (Platen, van de Weygaert
& Jones 2008). They will encounter surrounding structures such as overdense
filaments or walls. Moreover, they retain an uncommonly large sensitivity to
the dynamical influence of their large scale environment. In most situations
this remains the dominant factor, to the extent that voids are found to become
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more anisotropic as time proceeds. Under realistic circumstances, the evolution
of voids appears to reverse the simple spherical trend expected for isolated voids
(Icke 1984).

The sensitivity of voids to global cosmological parameters is a result of their
unique dynamical status. On the one hand, the dynamical evolution of voids is
rather straightforward, in that they tend to evolve into expanding, extended,
uniform, and underdense regions with a distinct bucket-shaped profile (Sheth
& van de Weygaert 2004). On the other hand, they are distinctly nonlinear
objects that mark the transition scale between linear and nonlinear evolution
(Sahni, Sathyaprakah & Shandarin 1994). As such, their structure and mor-
phology reflects and magnifies cosmological differences present in the primor-
dial universe. Also, unlike the majority of evolving overdensities in the form of
dark matter haloes and galaxies, their evolution retains the dominant influence
of the inhomogeneous cosmological surroundings (Platen, van de Weygaert &
Jones 2008). All these factors conspire to make voids into important and op-
timal cosmological sources of information.

2.1.3 Observing voids

The use of voids as a cosmological probe involves at least three major compli-
cating factors.

A first point of attention is the very definition of a void. This involves the
need for a clear and unambiguous detection and delineation of the near empty
void regions. A range of studies have forwarded a large and diverse number
of techniques and methods to accomplish this. For a complete overview of
these algorithms we refer to the comparison study by Colberg et al. (2008) and
to the study of Lavaux & Wandelt (2010). We will use the Watershed Void
Finder, developed by our group (Platen, van de Weygaert & Jones 2007). This
method allows a parameter-free determination of the size and shape of voids
in the matter and galaxy distribution. We will discuss some of the relevant
technical details in §2.4.

A second issue concerns the fact that the relevant observations of cosmic struc-
ture consist almost exclusively of galaxy redshift surveys. The use of redshifts
for distance estimation distorts the observed shapes of structures (Shoji & Lee
2012). This is a consequence of the peculiar velocities in and around these
objects. In the case of voids, matter and galaxies are flowing out of the density
depressions as a result of the lower than average gravitational attraction. As a
result, with respect to the Hubble flow we see galaxies at the frontside moving
towards us and those at the backside moving away from us, stretching the void
along the radial direction. A number of studies in the nineties proposed this as
a possible means of extracting global cosmological information from voids (e.g
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Ryden & Melott 1996). Recent studies confirm this idea (Percival & White
2009; Jennings, Baugh & Pascoli 2011).

A third and major complicating factor for the study of voids in observations
is the fact that we have to infer their properties from the diluted and possibly
strongly biased population of galaxies. Galaxy redshift surveys are necessarily
limited in their spatial resolution of cosmic structure. Even in the Sloan Digital
Sky Survey (SDSS), structure is delineated by relatively bright galaxies. The
spatial void distribution defines an intrinsically hierarchical complex of voids,
in which a void consists of an assembly of subvoids (Sahni, Sathyaprakah &
Shandarin 1994; Sheth & van de Weygaert 2004; Aragon-Calvo et al. 2010;
Aragon-Calvo & Szalay 2012). Finer substructure can only be observed when
sampling ever fainter objects. Hence, the brighter galaxies of SDSS only trace
the rough outline of larger voids, with sizes in the order of 10 − 15 h−1Mpc.
Even more complicating is the issue of the possible bias of galaxies with respect
to the dark matter distribution. While moderate density regions (δ ∼ 0− a
few) appear to have a rather low level of bias, a range of studies have indicated
a strong bias of galaxies in and around the lowest density regions. Peebles
(2002) strongly emphasized the fact that dwarf galaxies seem to avoid the void
regions, contrary to the expectations and predictions of most galaxy formation
theories. This void phenomenon is one manifestation of what appears to be
a rather puzzling situation with respect to the galaxy distribution in voids:
different semi-analytical schemes of galaxy formation predict either bias or
anti-bias (Platen 2009; Platen, van de Weygaert & Jones 2012).

In figure 2.1 the galaxies/haloes (points) are overlaid on the full density field,
illustrating that the spatial distribution of the two don’t match. This is an
especially poignant example of the fact that void substructure is lost on small
scales. The large void of ∼ 30 h−1Mpc at the right of the figure is traced only
on the outside by galaxy-like “haloes” (more on this in §2.3.2).

2.1.4 Voids in the halo distribution

In this study, we address the issue of whether it is feasible to infer the nature
of dynamical dark energy from the evolving population of voids in the obser-
vational context of the voids being sampled by a dilute population of discrete
objects, like dark matter haloes and galaxies.

In this, we follow the strategy of identifying voids only and solely on the ba-
sis of the spatial distribution of the sampled objects. From the distribution
of galaxies or haloes, we outline voids with the help of the Watershed Void
Finder (WVF). While under ideal circumstances, one might consider to use
knowledge of the dynamical evolution of voids, we chose not to do so given the
uncertainties about the bias of void galaxies: it would amplify any difference
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between the sampled halo/galaxy distribution and the underlying density field.
Our plan is to follow the evolution of the shape of voids inferred from the spa-
tial dark matter and dark halo distribution at each epoch and to compare the
results obtained for different dynamical dark energy models. The void popu-
lation in the dark matter distribution of the different dark energy cosmologies
is expected to reflect the sensitivity to the nature of dark energy. How accu-
rately the void population in the dark halo distribution manages to follow this
sensitivity, is one of the main questions to be answered by this study.

Also, we investigate the origin of the dependence of voids to the nature of
dark energy. We presume that the structure of voids at any cosmic epoch is
a reflection of the stage of structure development in the corresponding dark
energy cosmology. This suggests a strong relation between the amplitude of the
density and velocity perturbations in the mass distribution and the structure,
shape and profile of the voids. We therefore assess in how far the void shape
evolution in different dark energy scenarios can be ascribed to σ8, the root mean
square density fluctuation within a sphere of radius 8 h−1Mpc, and whether
there are other possible factors of influence.

2.1.5 Outline

The outline of this paper is as follows. In §2.2 we will treat cosmological
models, four of which contain a time dependent dark energy component and
discuss cosmic voids and their theoretical use in discerning between cosmolog-
ical models. We will give a description of the data in §2.3. Void identification
is invaluable to our analysis and we will elaborate on this in §2.4. In §2.5
we describe the void populations in the simulations of the various dark energy
scenarios, along with their size and shape characteristics. Subsequently, in §2.6
we examine the evolution of the void shapes, and try to assess under which
conditions these can be used as probes, given the discrete, diluted and biased
halo and galaxy samples on which the analysis is based. We finish our analysis
in §2.7, where we touch on the issue of clustering dependence. We conclude
and discuss our findings in §2.8.

2.2 Dark energy & voids

2.2.1 Dark energy cosmology

The precise nature of dark energy will be a decisive factor for the fate of the
universe. Our reference point in comparing different cosmological models is
that of “concordance” cosmology or ΛCDM cosmology. The geometry of the
universe is flat and its matter content is dominated by a species of cold dark
matter, while baryonic matter represents a smaller proportion. Its dynamics
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is currently dominated by the cosmological constant Λ.

In this paper, we are going to investigate a range of possible dynamical dark
energy alternatives to the cosmological constant. The nature of dark energy
is often specified in terms of the equation of state, w = P/ρ. The first order
parametrization of its equation of state,

w(a) = w0 + wa(1− a) , (2.1)

is often used to compare different dark energy models (Chevallier & Polarski
2001; Linder 2003). The impact of the nature of the – possibly dynamic and
evolving – dark energy on the evolution of the universe, follows directly from
the Friedmann equation,(

H

H0

)2

=
∑
j

Ω0,j exp

(
−3

∫ a

a0

1 + wj(a
′)

a′
da′
)
. (2.2)

In this expression the Hubble parameter is H ≡ ȧ/a, a(t) is the (normalised)
cosmological scale factor and the dot means derivative with respect to cosmic
time. The relative energy densities of the cosmological fluids – such as baryons,
dark matter, radiation and dark energy – at the current cosmological epoch is
given by Ω0,j . For a flat universe, we evidently have

∑
j Ωj(t) =

∑
j Ω0,j = 1.

2.2.2 Dynamical dark energy

There are two enigmas if dark energy is in fact to be ascribed to a cosmolog-
ical constant Λ. The first riddle concerns the realisation that it is relatively
unlikely for the measured densities of matter and dark energy to be almost
equal at the present time, because – according to a theory with a cosmolog-
ical constant – they must have been very different in the past and they will
be very different in the future. This is aptly called the coincidence problem,
and concerns the question why the density of matter and dark energy are of
comparable magnitude at the present epoch. The second puzzle concerns the
embarrassingly small value of the cosmological constant. Particle physics tells
us that there should be a vacuum energy, and that this would have the effect
of a cosmological constant. However, the predicted value of the energy density
of the vacuum is about 120 orders of magnitude higher than what is measured
for ΩΛ. If the interpretation of the cosmological constant as a form of vacuum
energy would be right, this would call for a fine tuning of the initial conditions
over an unconceivable large dynamic range. This is known as the fine-tuning
problem.

Dynamical dark energy has been proposed in order to find a possible and more
natural solution (Wetterich 1988; Ratra & Peebles 1988). The most interesting
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Figure 2.2 – Equation of state parameter w versus redshift. Shows the evo-
lution of the dark energy equation of state parameter w = P/ρ. The different
lines indicate different dark energy models.

cases are obtained in the presence of attractor solutions (Liddle & Scherrer
1999), in which the dark energy scalar field follows a trajectory which is the
same for a wide range of initial conditions of the scalar field and its derivative.
Depending on the potential, dark energy can track the background component
and then dominate over it at relative recent times (Copeland, Liddle & Wands
1998).

In this work we investigate four cosmologies with different time dependent
dark energy models. The first two models are basic quintessence models: the
Ratra-Peebles (RP) and SUGRA models. These models involve a scalar field
that does not interact with the other cosmic species, except minimally through
the overall cosmic expansion. The difference between RP and SUGRA is in
the potential V (φ) that describes the dynamics of the scalar field φ. The other
two models are extended quintessence (EQ) models. Their Lagrangian con-
tains a term which is responsible for a non-minimal coupling of the scalar field
to gravity. Effectively, this introduces a “fifth force” between matter parti-
cles which modifies their interaction (Baccigalupi, Matarrese & Perrotta 2000;
Perrotta & Baccigalupi 2002; Pettorino, Baccigalupi & Mangano 2005; Pet-
torino, Baccigalupi & Perrotta 2005; Pettorino & Baccigalupi 2008). Effec-
tively, the extended quintessence models are scalar-tensor theories of gravity
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(Hwang 1990a,b; Faraoni 2000; Boisseau et al. 2000; Esposito-Farèse & Polarski
2001; Riazuelo & Uzan 2002). The coupling constant can be either positive or
negative, with different effects. We model both possibilities; the model with
negative constant is called EQn and the one with positive constant is called
EQp. In addition to these four cosmologies, we also investigate the standard
ΛCDM cosmology.

The differences between the five dark energy models can be appreciated on
the basis of the evolution of their equation of state parameter, w(z), which
is shown in figure 2.2. The largest differences, over the full redshift span, are
those between ΛCDM and SUGRA. At z = 2, the difference is no less than
0.4. At z = 0.5 it has decreased to 0.2. The technical details on the models
are presented in appendix 2.A and in De Boni et al. (2011).

Minimally coupled quintessence models, even including a tracking behaviour,
still suffer from the problem of fine tuning of the initial conditions, because
the observational bounds on the dark energy equation of state are increasingly
converging towards a value of wDE very close to −1. The closer wDE is to
the cosmological constant value, the smaller the range of allowed initial val-
ues for the corresponding scalar field has to be, since the dynamics of such
a field is extremely constrained by the flatness of the potential in which the
field evolves (Matarrese, Baccigalupi & Perrotta 2004; Pettorino, Baccigalupi
& Perrotta 2005). This is also the reason why people have been investigating
further alternatives, often requiring extensions of general relativity which mod-
ify the gravitational attraction felt by matter particles. Two popular ways of
proceeding are either modifying the coupling with gravity itself, in the Jordan
frame, as in scalar-tensor, EQ, theories or to change the coupling of dark mat-
ter particles only, directly in the Einstein frame (Amendola 2000; Pettorino &
Baccigalupi 2008, and references therein).

In this paper we follow the first path. In EQ cosmologies, the non-minimal
coupling to gravity induces an “R-boost” mechanism responsible for early, en-
hanced scalar field dynamics, by virtue of which the residual imprint of a wide
set of initial field values is cancelled out. These models, therefore, ‘extend’ the
attractor solution behaviour of quintessence fields to scalar-tensor cosmologies.
However, we note here that even in these cases a flat potential is still required in
order to get a reasonable equation of state today. Also, scalar-tensor cosmolo-
gies (EQ and f(R)) involve a coupling to baryons too, which therefore require
the presence of some ‘chameleon’-like mechanism that protects the mass of
the scalar field in high density regions. Nevertheless, this set of models has
interesting solutions (attractors) and is simple to implement, therefore being a
good candidate to test differences with quintessence models through N -body
simulations.
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2.2.3 Void shapes & dark energy

Following the earlier suggestions by Park & Lee (2007); Lee & Park (2009),
recent studies by Wandelt and collaborators (Lavaux & Wandelt 2010; Biswas,
Alizadeh & Wandelt 2010) showed that voids may be used as precision probes
of dark energy.

The sensitivity of voids to dark energy is a result of the way in which the dark
energy equation of state affects the dynamical evolution of voids via its imprint
on the large scale tidal force fields. Their influence remains important during
the entire evolution of voids. The tidal forces evoke a significant anisotropic
effect in the development of the voids, even sometimes causing their complete
collapse (Sheth & van de Weygaert 2004).

As a result, the elliptical shape parameters that describe the flattening or
elongation of a void are expected to be intimately connected to the local tidal
tensor (see equations 2.4 & 2.5 and Bond, Kofman & Pogosyan 1996; Park
& Lee 2007; Platen, van de Weygaert & Jones 2008). It relates their shapes
directly to the surrounding inhomogeneous cosmic matter distribution respon-
sible for the gravitational tidal field. In turn, the evolution of the tidal forces
are directly dependent on the nature of the dark energy content of the universe.
This offers a path towards measuring the cosmological parameters.

The dependence of the void’s sphericity s and oblateness p (equation 2.15) on
the tidal tensor Tij , defined as the traceless component of the second derivative
of the gravitational potential φ,

Tij =
∂2φ

∂xi∂xj
− 1

3
∇2φ δij . (2.3)

can be directly inferred from their relation to the (ordered) eigenvalues of the
tidal tensor, λ1 > λ2 > λ3:

λ1(p, s) =
1 + (δv − 2)s2 + p2

p2 + s2 + 1
(2.4)

λ2(p, s) =
1 + (δv − 2)p2 + s2

p2 + s2 + 1
, (2.5)

where δv =
∑3

i=1 λi. We can infer the dependence of the ellipticity distribution
of voids on the cosmological model. The probability density distribution f(s)



2

2.3: Simulations & Samples 67

for the sphericity s = 1− ε, with ε the ellipticity, is as follows:

f(1− ε; z) = f(s; z,RL) =

∫ 1

s
P[p, s|δ = δv;σ(z,RL)]dp

=

∫ 1

s
dp

3375
√

2√
10π σ5(z,RL)

exp

[−5δ2
v + 15δv(λ1 + λ2)

2σ2(z,RL)

]
× exp

[
−15(λ2

1 + λ1λ2 + λ2
2)

2σ2(z,RL)

]
(2λ1 + λ2 − δv)

× (λ1 − λ2)(λ1 + 2λ2 − δv)
4(δv − 3)2ps

(p2 + v2 + 1)3
.

(2.6)

This distribution is sensitive to changes in the cosmological parameters (Park
& Lee 2007) through σ(z,RL), the linear rms fluctuation of the matter density
field smoothed on a scale of RL at redshift z, defined as:

σ2(z,RL) ≡ D2(z)

∫ ∞
0

k2dk

2π2
P (k)W 2(kRL)d ln k , (2.7)

whereD(z) is the linear growth factor,W (kRL) is the top-hat window function
and P (k) the linear power spectrum. The filter scale RL is directly related to
the void size in Lagrangian space,

Equation 2.6 implies that the mean ellipticity of voids decreases with redshift
z, where the mean ellipticity 〈ε〉 is defined as

〈ε〉 =

∫
ε f(ε, z)dε . (2.8)

More importantly, the model’s rate of ellipticity decrease is sensitive to changes
in the cosmological parameters. The redshift dependence of the mean ellipticity
can, thus, be used to discriminate between different values of wa (Lee & Park
2009; Lavaux & Wandelt 2010).

These results support the impression that voids are a promising probe of the
nature of dark energy. Indeed, as Biswas, Alizadeh & Wandelt (2010) showed,
we can improve upon our constraints on cosmological parameters by including
void shape data, e.g. from Euclid. One of the central tests of this study is to
see whether indeed we can use this probe in our simulations.

2.3 Simulations & Samples

Our analysis is based on numerical N -body simulations of DM particles in five
different cosmological backgrounds, four of which include evolving dark energy.
We use version 3 of the GADGET code (Springel 2005), which has the ability to
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Model α ξ wJBD w0 wa σ8

ΛCDM – – – −1.0 0.0 0.776
RP 0.347 – – −0.9 0.0564 0.746
SUGRA 2.259 – – −0.9 0.452 0.686
EQp 0.229 0.085 120 −0.9 0.0117 0.748
EQn 0.435 -0.072 120 −0.9 0.0805 0.729

Table 2.1 – Dark energy model parameters used in the simulations. For a
description of the models see §2.A. α is the power-law slope of the quintessence
potential, ξ is the coupling constant for the extended quintessence models and
wJBD is given by equation 2.29. w0 is fixed at z = 0. wa is determined using a
χ2 fit (see equation 2.1) and σ8 is given at z = 0 (σ8 is the same for all models
at z ' 1089).

specify the mode of evolution of dark energy. This is achieved through an
extended dark energy implementation, described in Dolag et al. (2004).

We simulate boxes with periodic boundary conditions. The physical linear size
of a box is 300 h−1Mpc. They contain DM particles only. The initial conditions
at z = 60 are set up using the Zel’dovich approximation (Zel’dovich 1970). The
general cosmological parameters adopted for the simulations are the WMAP 3-
year data values: Ωm = 0.268, ΩΛ = 0.732, Ωb = 0.044, h = 0.704, σ8 = 0.776
and n = 0.947. We use two different mass resolutions (2563 and 7683 particles)
for our simulations and build DM halo catalogs from the 7683 sets.

We simulate five different dark energy models (§2.2.2). The specific model
parameters are summarised in table 2.1. These parameters are consistent with
current observational constraints (Acquaviva et al. 2005; Amanullah et al. 2010;
Komatsu et al. 2011). The tables of w(a), needed for the extended dark energy
implementation, are calculated for the different models (see figure 2.2).

The dark energy models are normalised at the CMB using the relation

σ8,DE = σ8
DΛCDM(zCMB)

DDE(zCMB)
, (2.9)

where we assume zCMB = 1089 and D is the linear growth factor, which is
dependent on the dark energy model through H. This rescaling will cause
differences in the amount of clustering, characterised by the normalisation
parameter σ8. In figure 2.3 we show the resulting measured values of σ8 for
five different models (taken from our own low resolution data, see below). It is
clear that the dark energy models have their influence on structure formation.
In §2.5 and §2.6 we will see that its impact is significant. We describe these
samples in more detail below.
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Figure 2.3 – σ8 as a function of redshift. The standard deviation of the
values of the density field on a scale of 8 h−1Mpc, σ8, is a measure of the
amount of clustering in the field. We show the values of σ8 for the ΛCDM and
four quintessence models as a function of redshift. This is an indicator of the
evolution of structure in the different cosmologies.

2.3.1 DM particles

For each one of the five different dark energy models (§2.2.2), we use a high
resolution cosmological N -body simulation of 7683 DM particles. Each of these
simulations has exactly the same initial conditions. The particles have masses
of 0.443 × 1010h−1M�. For the ΛCDM model we have snapshots at z = 0.1,
z = 0.25, z = 0.51, z = 1.00 and z = 2.04, while for the other models we have
a high resolution snapshot at z = 0. More information on these data can be
found in De Boni et al. (2011).

For each of the five DE models we also generated and computed eight low-
resolution simulations, each with 2563 DM particles. The physical parameters
used for the initial conditions of these sets are exactly the same as those of
the high resolution simulations. The lower resolution simulations are used to
investigate the time evolution of the dark energy models and to investigate the
influence of mass resolution on the statistics used in our analyses (§2.6). By
using different random realisation for the initial conditions, these simulations
are also essential for assessing and ruling out possible cosmic variance effects
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Figure 2.4 – Halo distribution. In the left panel we show the distribution of
haloes (gold) and groups of haloes (red) in a slice of thickness 0.25 h−1Mpc
of the ΛCDM simulation at z = 0. The density is shown in grayscale; the
corresponding values are indicated by the color bar to the right. In the right
zoom-in panel we additionally split the haloes by mass; red dots have M <
1012M�, blue open diamonds have 1012M� < M < 1013M� and the two green
filled circles are even more massive; the centre one has a mass of 2.4 · 1013M�,
the lower right one has 3.1 · 1014M�. The orange circles indicate the location
of haloes and groups. The radii of the circles are proportional to their mass.

(§2.4.3).

In addition, we obtain random particle samples from the high resolution simu-
lation sets, each sample containing the same number of particles as the number
of dark matter haloes. These samples are used to evaluate the effect of biasing
of the halo population (§2.6).

2.3.2 DM haloes

For every high resolution simulation box we use the SUBFIND algorithm of
Springel et al. (2001) to find the gravitationally bound haloes (groups of adja-
cent particles, representing concentrated clumps of DM) that can colloquially
be identified as galaxy haloes.

The SUBFIND haloes (also called subhaloes, a term we will not use) trace the
general structures present in the field. Figures 2.1 and 2.4 show that haloes are
found in clusters, filaments and also the more tenuous walls. The voids remain
largely empty. Moreover, careful observation shows that the more massive
haloes are found in the higher density cluster nodes and most pronounced



2

2.3: Simulations & Samples 71

z Model Nhaloes 〈m〉 σm mmax

0 WMAP3 567119 1.1 · 102 7.0 · 102 1.7 · 105

SUGRA 582882 9.5 · 101 4.9 · 102 8.9 · 104

RP 575618 1.0 · 102 6.0 · 102 9.6 · 104

EQn 577526 1.0 · 102 5.6 · 102 9.4 · 104

EQp 572176 1.0 · 102 6.0 · 102 9.7 · 104

1 WMAP3 469725 6.7 · 101 2.1 · 102 1.9 · 104

SUGRA 446675 6.0 · 101 1.7 · 102 1.6 · 104

RP 464471 6.5 · 101 2.0 · 102 1.8 · 104

EQn 455982 6.3 · 101 1.9 · 102 1.7 · 104

EQp 463068 6.5 · 101 2.0 · 102 1.8 · 104

Table 2.2 – Characteristics of the halo catalogues obtained from the DE
simulations, at z = 0 and z = 1. From left to right, we show the number
of haloes Nhaloes, the mean halo mass 〈m〉, the standard deviation of the halo
masses σm and the largest mass in that snapshot mmax. Masses are in units
of 1010M�.

filaments. This reflects the fact that the mass function of haloes is dependent
on the large scale environment: the mass function of void haloes is shifted to
low mass objects (see e.g. Aragón-Calvo et al. 2007a).

Most important for our study is the observation that while the haloes do trace
the outline of the most prominent large scale features, the detailed substructure
is lost in the halo distribution. This is immediately obvious when comparing
the spatial halo distribution in figure 2.4 with the underling dark matter dis-
tribution. We may therefore expect to find a substantially different void size
– and probably also void shape – distribution than in the intricate large scale
structure visible in the dark matter distribution.

Halo data

We produce halo catalogues of all the dark energy simulations at redshifts
of z = 0, z = 0.1, z = 0.25, z = 0.51, z = 1.00, z = 2.04, z = 2.98 and
z = 3.80. Because the halo finder finds significantly less haloes at higher
redshifts, the corresponding halo samples are unsuitable for comparison with
the lower redshift halo samples. Some basic data on the halo samples in the
five different cosmological simulations are listed in table 2.2.

The position of a halo is simply defined as its centre of gravity, which is the
mean position of its N constituent particles, given each has the same mass:

~x =
1

N

N∑
i

~xi . (2.10)
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Figure 2.5 – Characteristics of the halo catalogues as a function of redshift.
Different lines show catalogues obtained from the different dark energy simula-
tions. Top left: number of haloes Nhaloes. Top right: the mean halo mass 〈m〉.
Bottom left: the standard deviation of the halo masses σm. Bottom right: the
largest mass in that snapshot mmax. Masses are in units of 1010M�.

where ~xi are the particle positions and N is the number of particles in the
halo. The velocity is calculated analogously. Halo mass is simply the sum of
the particle masses.

In figure 2.5 we show some further characteristics of the halo catalogues as a
function of redshift. The upper left panel shows the total number of haloes
found at the given redshift. We observe that up until about z ∼ 0.5 the number
of haloes is largest in the ΛCDM cosmology. After this, the quintessence
models take over. This hints at a lower rate of halo mergers, the main driving
force behind hierarchical structure evolution. Indeed, it is mainly due to the
lowest mass haloes, meaning that these have not been able to merge into larger
haloes. Note that Klypin et al. (2003) conclude the opposite. This is because
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they normalise the power spectra of the different cosmologies at z = 0 instead
of at z = 1089 as we do. In §2.7 we discuss this matter further.

The other panels show (clockwise, starting at the top right) the mean halo mass
〈m〉, the maximum halo mass in the sample mmax and the standard deviation
in the mass distribution σm. These panels show that at every redshift the
haloes in the SUGRA cosmology are less massive than those of the others,
implying that evolution of structure in the SUGRA universe is slowest. See
De Boni et al. (2011) for a thorough analysis of the halo properties and their
possible direct use as probes of the nature of dark energy.

2.4 Void identification & analysis

Our void analysis of the particle and halo samples involves a few steps. In
this section we will describe these in some detail, along with a schedule of the
analysis setup.

The fundamental step of the entire analysis is that of finding and defining
voids. For this we use the Watershed Void Finder (Platen, van de Weygaert
& Jones 2007). Having identified the voids, we determine the shapes and
sizes of the voids. Subsequently, we need to identify and evaluate the possible
systematic effects that play a role in the inferred void properties. Also, for the
interpretation of the significance of the results, we have to take into account
the cosmic variance.

2.4.1 Watershed Void Finder

Depending on your definition, voids can make up from 13 to 100% of the total
volume. Evidently, there is no unanimous agreement on the definition of void.
It is one of the reasons why there are a wide range of different void finding
algorithms, often yielding vastly different results (see e.g. Colberg et al. 2008).
For our statistical analysis we use the void finder developed by our group,
the Watershed Void Finder (WVF), introduced by Platen, van de Weygaert &
Jones (2007). It is a largely parameter free formalism that manages to outline
a void region, independently of its size and shape, and thus ideally suited for
an objective statistical study. Moreover, the study by Platen, van de Weygaert
& Jones (2008) showed that the voids identified by WVF are indeed closely
related to the physical structure of the mass distribution: their orientation is
intimately coupled to the tidal field, closely following the related theoretical
predictions.

The Watershed Void Finder (WVF) is an implementation of the Watershed
Transform for segmentation of images of the galaxy and matter distribution
into distinct regions and objects and the subsequent identification of voids.
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The basic idea behind the watershed transform finds its origin in geophysics.
It delineates the boundaries of the separate domains, the basins, into which
yields of e.g. rainfall will collect. The analogy with the cosmological context is
straightforward: voids are to be identified with the basins, while the filaments
and walls of the cosmic web are the ridges separating the voids from each other.

With respect to the other void finders the watershed algorithm has several
advantages. Because it identifies a void segment on the basis of the crests
in a density field surrounding a density minimum it is able to trace the void
boundary even though it has a distorted and twisted shape. Also, because the
contours around well chosen minima are by definition closed, the transform
is not sensitive to local protrusions between two adjacent voids. The main
advantage of the WVF is that for an ideally smoothed density field, it is able
to find voids in an entirely parameter free fashion.

The WVF consists of eight steps, which are extensively outlined in Platen,
van de Weygaert & Jones (2007). For the success of the WVF it is of utmost
importance that the density field retains its morphological character. To this
end, the two essential first steps relate directly to the Delaunay Tessellation
Field Estimator (DTFE), which guarantees the correct representation of the
hierarchical nature, the weblike morphology dominated by filaments and walls,
and the presence of voids (Schaap & van de Weygaert 2000; van de Weygaert
& Platen 2011; Cautun & van de Weygaert 2011). The obtained densities are
interpolated onto a regular grid of 3843 grid cells.

Because in and around low-density void regions the raw density field is charac-
terised by a considerable level of noise, a second essential step suppresses the
noise by means of a properly defined filtering operation. In its original defini-
tion, we invoked an adaptive smoothing algorithm, median filtering, which in
a consecutive sequence of repetitive steps determines the median of densities
within the contiguous Voronoi cell surrounding a point. The determination
of the median density of the natural neighbours turns out to define a stable
and asymptotically converging smooth density field fit for a proper watershed
segmentation. An alternative filtering operation is one in which we smooth
the field by Gaussian filters of a fixed scale. The WVF segmentation of the
filtered field produces the void population corresponding to that one particular
scale. In principle, one can combine this with the WVF void segmentations at
other scales. By carefully examining and linking small scale void structure and
the large scale voids one may infer the multi-scale structure of the hierarchi-
cally evolved void population (Sheth & van de Weygaert 2004; Aragon-Calvo
& Szalay 2012). In our study, we have opted for this last filtering operation,
as it will allow us to explicitly assess the scale dependence of the void shape
measurements. This will enable us to find explicit scale criteria for a successful
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dark energy exploration based on the void population.

The subsequent central step of the WVF formalism consists of the application
of the discrete watershed transform on this adaptively filtered density field. As
a result of noise in the (discretely) sampled density field, the WVF segmen-
tation includes artifacts. To a first order these can be classified as false splits
and false mergers of void-patches. To deal with this these effects, we include a
step of removal of segmentation boundaries whose density is lower than some
user-defined density threshold.

To obtain an impression of the application of the WVF formalism, for two
different scales figure 2.6 illustrates the resulting watershed segmentation of
the density field in the ΛCDM N -body simulation. In the four bottom panels,
the top two panels have been smoothed with a Gaussian filter radius Rf =
1.5 h−1Mpc, the bottom two panels with Rf = 6.0 h−1Mpc. In both cases
the void boundaries follow the filamentary structures quite accurately and the
irregular shapes of the voids are well preserved. Also, comparison between the
watershed void boundaries of the Rf = 1.5 h−1Mpc and Rf = 6.0 h−1Mpc
filtered fields shows the loss of void substructure on the larger scale.

A related tessellation-based method for void identification, ZOBOV (Neyrinck
2008), does yield similar results as WVF (Colberg et al. 2008). It demonstrates
the successful application of tessellation-based techniques to identify structures
within the cosmic matter distribution.

2.4.2 Void shapes

After determining the void distribution, we calculate properties of each of
the voids. This includes some fits of shape parameters. In what follows we
represent the density field on uniform grid covering the volume of interest. A
void consists of the group of grid cells that WVF has identified as belonging
to a particular watershed basin. The geometric centre of a void is defined as
the (volume) average of the void’s grid cell, or voxel, positions. The volume of
the voids is determined by simply adding the volumes of the voxels that define
the void.

To determine the shape of a void, we fit its volume by an ellipsoid. We as-
sume the density of the void to be uniform. The approximation of voids as
a homogeneous ellipsoidal region is a more than adequate first order approx-
imation for the interior of voids in a wide range of cosmologies, justified by
our understanding of the formation of voids around minima in the primordial
density field (e.g. Icke 1984; van de Weygaert & van Kampen 1993; Sheth &
van de Weygaert 2004; Shandarin et al. 2006). To some extent, it is a consid-
erably better description for voids than it is for overdense regions. Overdense
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Figure 2.6 – Top: a density field slice of thickness 0.25 h−1Mpc from the
ΛCDM simulation. This slice of 300 by 150 h−1Mpc is the same as those used
in the bottom panels. Colour represents density as in e.g. figures 2.7 and 2.9.
Bottom left two: the corresponding distribution of voids (void borders in black
lines, the different colours do not represent anything physical). For the top
panel we used a Gaussian filter radius Rf = 1.5 h−1Mpc, for the bottom panel
Rf = 6.0 h−1Mpc and the 1.5 h−1Mpc ones are transparently inset. Bottom
right two: a random selection of ellipsoid fits (yellow) overlaid on the density
field (now in grayscale), again at two radii 1.5 and 6.0 h−1Mpc.
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regions contract into more compact and, hence, steeper density peaks, so that
the area in which the ellipsoidal model represents a reasonable approximation
will continuously shrink. By contrast, the region where the approximation
by a homogeneous ellipsoid is valid grows along with the void’s expansion.
While voids expand, their interior gets drained of matter and develops a flat
“bucket-shaped” density profile van de Weygaert & van Kampen (1993); Sheth
& van de Weygaert (2004). Hence, the void’s natural tendency is to evolve into
expanding regions of a nearly uniform density. The approximation is restricted
to the interior and fails at the void’s outer fringes because of its neglect of the
domineering role of surrounding material, such as the sweeping up of matter
and the encounter with neighbouring features.

The homogeneous ellipsoidal shape allows us to focus entirely on the geomet-
rical properties of the void and avoid possible complications introduced by the
overdense regions in and around the void. In practice, we proceed as follows.
We first calculate the void’s inertia tensor Iij :

Iij =
∑
k

(
δij~x

2
k − xkixkj

)
, (2.11)

where we sum over all cells k belonging to the void. In the above expression,
~xk = (xk1, xk2, xk3) is the distance vector of the k-th void cell to the void’s
centre, and δij is the Kronecker delta.

The ellipsoidal fit to the void is taken to be the one that would have the same
inertia tensor Iij as the void.

The size, shape and orientation of the ellipsoid are inferred from the eigenvalues
and the eigenvectors of the inertia tensor Iij . The relevant properties in this
work are the ellipsoid’s semi-axes a, b and c (a ≥ b ≥ c), which are connected
to the eigenvalues of the inertia tensor as:

a2 =
5

2
(I2 + I3 − I1) , (2.12)

b2 =
5

2
(I3 + I1 − I2) , (2.13)

c2 =
5

2
(I1 + I2 − I3) . (2.14)

Subsequently, we can characterise the shape of the void by three parameters:
the ellipticity∗ ε or conversely the sphericity s, the oblateness (flattening) p

∗ For consistency, we follow Park & Lee (2007) and others in using the term ellipticity
for this quantity. This term may not be the most adequate, as its semantics imply a
general description of the shape of an ellipsoid, whereas the total shape of an ellipsoid
needs at least two parameters. “Asphericity” may therefore have been a better term.
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and the prolateness q. These quantities are defined as:

ε = 1− c

a
, s =

c

a
, p =

b

a
and q =

c

b
. (2.15)

The ellipsoid’s volume is V = 4
3πr

3, where r =
√
abc is the void’s effective

radius. Note that this volume is slightly different from the real void volume
due to irregularity of the void’s borders.

To obtain an idea of the resulting void ellipsoids, the bottom righthand panels
of figure 2.6 depict a random selection of void ellipsoids, superimposed on
the density field. The top frame shows the ellipsoids corresponding to the
WVF voids obtained after smoothing the density field by 1.5 h−1Mpc, while
the bottom frame shows the void ellipsoids corresponding to the 6 h−1Mpc
smoothed density field. In general, there is a good correspondence between
the size and shape of the ellipsoids and the voids in the underlying density
field. Evidently, the fits are rarely perfect as the void boundaries tend to have
a rather irregular shape. One consequence of this is that the ellipse volumes
differ slightly, by an average factor of ∼ 1.08, from the actual void volumes,
determined by adding the volumes of the grid cells that WVF identified as
belonging to its interior.

2.4.3 Systematics

The measurement of void shapes in the observational reality, and the corre-
sponding statistical analysis, is subject to a number of artifacts and systematic
effects. The three main effects that we include in our analysis are galaxy bias-
ing, redshift distortions, and cosmic variance.

Discrete and diluted samples

By far the most complex effect is that of galaxy biasing. Within the context
of this study, we concentrate on the consequences of the discrete and diluted
nature of galaxy samples with respect to the underlying mass distribution, and
the biasing of the halo populations.

We will not address the effects of the far more complex issue of biasing on the
basis of intrinsic galaxy properties, and refer to an upcoming study in which we
systematically address the properties of voids in galaxy populations modelled
by different semi-analytical models of galaxy formation. Here we address the
effects of the discrete and diluted nature of the galaxy distribution by means
of random subsets of simulation particles of the N -body simulations (§2.3.1),
in combination with samples of haloes from the same simulations.
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Redshift distortions

The main distorting effect that we consider is that resulting from redshift
distortions due to the peculiar velocity of matter, haloes and/or galaxies. Given
that galaxy redshift survey data distances are purely based on redshifts, which
inevitably introduces an error due to the considerable contribution of radial
velocities to the redshift.

As a result, the shapes of voids are expected to get systematically distorted.
The void will apparently expand and, hence, in redshift space they will appear
more elongated along the radial direction. This will result in a redshift space
void distribution that is expected to be systematically shifted to slightly higher
values of the ellipticity ε. Also, the orientation of the voids in redshift space
will be somewhat anisotropic, with a slight tendency to be directed along
the radial direction. The effect is rather small, and only becomes apparent
when considering a large and statistically representative sample of voids (for a
thorough recent analytical treatment, see Shoji & Lee 2012).

In this study we restrict ourselves to estimating the (cosmic) variance in ellip-
ticity due to the fact that we do not know the true direction and magnitude of
the peculiar velocity of dark matter and haloes. We will take this into account
as an extra error term when assessing the significance of systematic differences
between the void shape distributions in different cosmologies. To get these
estimates, for each of the five cosmologies we generate eight redshift space
realisations of the matter and halo distributions. Each of the redshift space
realisations is defined with respect to a randomly chosen location in the sim-
ulation box, the “observer” location. Different observers see different redshift
spaces due to the differences in radial velocities with respect to the observer.
In each of the redshift space realisations we identify the void population and
determine the void shape distribution using the same tools as in the underlying
real space realisation.

Following the choice of an observer’s position, the redshift space realisation
is computed from a given simulation by transforming the particle locations
to redshift space with respect to the “observer”. Locating the observer at the
centre of the box (and translating the particle and halo positions accordingly),
the measured redshift of the particle (or halo) is

z = (1 + zH)(1 + zr)− 1 ' zH + zr '
rH

c
+
vr
c
, (2.16)

where vr is the radial component of its peculiar velocity with respect to the
observer,

vr = ~vpec · r̂ . (2.17)

In this expression, zH is the cosmological redshift of the particle or halo due



2

80 chapter 2: Dark energy and cosmic voids
y

 (
M

p
c)

x (Mpc)

 0.2

 200

 1

 10

 100

ρ
/ρ

0

0

50

100

150

200

250

300

0 50 100 150 200 250

ΛCDM

0 50 100 150 200 250 300

SUGRA

Figure 2.7 – Redshift space comparison. Shown are “redshift space” (see
§2.4.3) density slices of thickness 0.25 h−1Mpc of the simulation boxes of the
ΛCDM (left) and SUGRA (right) models at z = 0. The observer is placed at
the centre. Density values are related to the colours by the bar on the right.

to the Hubble expansion. Its resulting redshift space position is then given by
(rz−space, θ, φ), with θ and φ its sky position as seen from the observer and

rz−space = zc/H . (2.18)

Examples of resulting redshift space realisations are shown in figure 2.7. They
show the redshift space structure for a ΛCDM and a SUGRA cosmology, for
the same observer’s position and time. Large clusters are transformed into
the well known Fingers of God (Jackson 1972), whereas voids in redshift space
appear to be somewhat larger and emptier than in the corresponding real space
distribution. Differences between the two models are similar to those seen in
real space. The most prominent difference is that of the resulting Fingers of
God. In the SUGRA cosmology these clusters appear to be significantly shorter
than their equivalents in the ΛCDM cosmology. This indicates a lower internal
velocity dispersion of clusters in the SUGRA cosmology, a manifestation of the
slower evolution and lower mass of clusters (see §2.5.1).

Cosmic variance

We additionally include the error introduced by cosmic variance. We calculate
the amount of variation in the evolution of the main void ellipticity by taking
eight different random phase realisations of our low resolution simulations and
calculating the standard deviations in the eight obtained mean ellipticity values
at all redshifts.
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The value of the deviation is quadratically added to the estimated redshift
distortion. These combine to the square of the total estimated “error”, which
we use in the interpretation of the results presented in the figures of §2.6.

2.4.4 Analysis setup

In our analysis, we compare the void shape results from the different cosmo-
logical samples to each other and to previous results from the literature. The
analysis involves the following steps:

• We first compare our results to those found in the literature. The high
resolution (7683) simulations are used to see whether the mean void ellip-
ticity indeed evolves as predicted, and increases with decreasing redshift.

• On the basis of the low resolution (2563) data, we assess whether we can
distinguish between the dark energy models by comparing their redshift
evolution of the mean void ellipticity, 〈ε〉(z).

• We compare the low and high resolution results to check for effects of
mass resolution. There is no physical reason for there to be a resolution
effect, so any effect will be due to the methods used.

• For each of the simulations, we compare the results of the average void
shapes obtained for the pure DM particle distributions with those ob-
tained from the corresponding DM halo populations. To a large extent
the DM halo distribution reflects the galaxy distribution. In terms of es-
timating the effect of its discreteness and sparseness, the DM haloes are
largely representative. Results on DM haloes may therefore be used to
answer the question of whether or not the inferred void shape evolution
represents a significantly discriminative probe of dark energy in the case
of real galaxy redshift surveys.

We find marked differences in 〈ε〉(z) between DM haloes and DM particles. To
identify the origin of these differences we run the following additional tests:

• We compare 〈ε〉(z) for the DM haloes and samples of the same number of
randomly sampled simulation particles from the high resolution simula-
tions. In case the results of these two different samples are the same, we
may conclude that the void geometry of the halo distribution does not
intrinsically differ from that of the dark matter distribution. It would
imply that the differences between the void shapes found in the haloes
and in the dark matter (particle) distribution are mainly the result of the
sparsity of the halo population. On the other hand, if there are notable
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Figure 2.8 – Void evolution in ΛCDM. Part of the density slices (range:
x ' [47, 203], y ' [47, 188] h−1Mpc) of thickness 0.25 h−1Mpc of the
simulation boxes of the ΛCDM model at redshifts (from top to bottom)
z = 2.0, 1.0, 0.5, 0.25, 0.1 and z = 0 are shown. The colors were chosen
to highlight the evolution of voids, especially in terms of their substructure:
dark blue indicates the lowest density regions, green and white indicate the
higher density regions (see colour bar on the right).
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differences between the halo voids and the dark matter particle voids,
the biasing of haloes – and by implication also those of galaxies – is an
important factor.

• As an additional – strong – test of possible systematic differences be-
tween the spatial distribution of haloes and dark matter particles, we
compare the random samples of dark matter particles to the unweighted
halo distribution. The latter consists of the same haloes as in the regular
halo sample. However, instead of including their true masses, we assign
the same mass to each halo. If the mean void size 〈ε〉(z) differs even
more in this test than in the previous one, the void population in the
halo distribution has to be significantly different from that in the dark
distribution. This would imply the inescapable conclusion that biasing
is an important cause for the differences in 〈ε〉(z).

2.5 Results: void population characteristics

In this section we will first present some qualitative results on the evolution
of the WVF identified void population and discuss some overall quantitative
characteristics of the void populations.

2.5.1 Voids in the dark matter field: visual impression

The evolving dark matter distribution in the ΛCDM cosmology is shown in
figure 2.8. We can see the evolution of several voids (dark blueish regions).
We roughly define these as regions with a density contrast of ρ/ρ0 < 0.2.

Overall, we observe that the most prominent evolution of the void population
takes place between redshifts 2 and 0.5. This agrees with Huterer & Turner
(2001), who argued that the redshift range 0.2 . z . 2 is the most promising
for probing w(z) (see also Hellwing, Juszkiewicz & van de Weygaert 2010).
The voids quickly grow from initial seeds with radii of about 1 h−1Mpc, to
voids ranging in size from 2 to 30 h−1Mpc. We also see that in this process the
number of voids decreases due to the merging of voids, a manifestation of the
hierarchical evolution of voids (Sheth & van de Weygaert 2004; Aragon-Calvo
& Szalay 2012). At the later time-steps, we may still discern a lot of substruc-
ture in voids. These are the remnants of the same structural evolution: even
billions of years after the voids merge, their outline remains visible as tenuous
underdense features in the realm of the emerging void (see Sheth & van de
Weygaert 2004). This is clearly visible in the bottom panels, corresponding to
z = 0.1 and z = 0.0, where we may clearly discern walls in the larger voids.

In figure 2.2 we compared the evolution of the void population in the ΛCDM
simulations with that in the other four cosmological models. The most out-
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standing differences are those between the ΛCDM cosmology on the one hand,
and the SUGRA cosmology at the other extreme.

The large scale structure in the SUGRA cosmology at z = 0 is less evolved
than that in the ΛCDM cosmology. One of the manifestations of this concerns
the voids, whose size is smaller. Also, the filaments in the SUGRA cosmology
are more diffuse, and clusters are less pronounced and clumpier. The lower
level of evolution in the SUGRA model ties in with the higher value of w
over a large fraction of its cosmic evolution. The closer the value of the dark
energy equation of state w is to its upper limit of −1/3, the shorter the cosmic
timescale over which structure can evolve. The SUGRA universe, for instance,
is effectively ∼ 560 Myr younger at z = 0 than the ΛCDM universe. One can
also observe this from the measured values of σ8. As shown in figure 2.3, at
each redshift SUGRA has a lower value of σ8 than that found in the other
cosmologies, while ΛCDM has the largest amplitude of mass fluctuations and
structure.

The RP, EQn and EQp dark energy models differ less dramatically from the
ΛCDM model. All largely follow the same evolution, and it is more difficult
to visually distinguish the resulting structures from those seen in the ΛCDM
cosmology than it was for the SUGRA cosmology. The void regions observed
in the corresponding frames of figure 2.9 have a large degree of similarity in
shape and size to those found in the ΛCDM simulation.

To emphasize the large difference between the ΛCDM cosmology on the one
hand, and the SUGRA cosmology on the other hand, we zoom in on a central
cluster region (see zoom-ins in figure 2.9). When comparing these objects, we
should note that the corresponding simulations started from the same initial
conditions, so that any difference in structure, morphology and dynamics is
a direct reflection of the influence of dark energy on the structure formation
process. Not only do we find that the ΛCDM cluster is more compact and
centrally concentrated, but also that the morphology of the surrounding matter
distribution is substantially different. The weblike filamentary structures in
the SUGRA cosmology find themselves in a dynamically younger state. The
number of filaments is higher, while they are thinner and less well defined. In
the ΛCDM situation, we find the central cluster embedded in a web of a few
strong and well defined filaments.

2.5.2 Void sizes and shapes

Using the void population obtained by means of the WVF, the size and shape
of each of the voids is calculated following the description in §2.4.2.
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Different cosmologies at z = 0

In figure 2.10 we plot the (effective) void radii r and ellipticities ε in the
five cosmologies, at z = 0. These are all computed from the high resolution
simulations. The functions shown in the plots are the normalised probability
density functions, for which∫ ∞

−∞
f(r)dr = 1 ;

∫ ∞
−∞

f(ε)dε = 1 . (2.19)

These results were obtained at a smoothing radius of Rf = 1.5 h−1Mpc.

One conclusion from this is that the effects we are trying to measure are rather
subtle. To uncover systematic trends, we therefore will have to direct our
attention to moments of the ellipticity distribution and average over the entire
sample. In this respect, we follow earlier studies in concentrating on the mean
ellipticity.

Scale dependence

One of the determining factors in our analysis is the scale at which we study
the void population.

The effect of the smoothing radius on the size distribution of the voids is shown
in figure 2.11a. We see that the size of the detected voids increases systemat-
ically with smoothing scale. This is because the small scale void boundaries
are smoothed out, resulting in a sample of larger void regions (see figure 2.6).
The distribution is peaked around a characteristic void size. The void popula-
tion is marked by a large number of voids around this characteristic void size,
with hardly any smaller voids and a strongly declining number of larger voids.
This distribution agrees entirely with that predicted within the context of the
excursion-set description of the hierarchical void evolution (Sheth & van de
Weygaert 2004). As is born out by the figure and as expected, the peak size
– as well as the entire distribution – systematically shift towards higher val-
ues as the smoothing scale increases. Indications towards this behaviour have
independently also been found in other studies. One example is the recent
study by Einasto et al. (2011), who used a different void finder and different
void-delineating objects. They noted a systematic shift towards higher (mean)
void radii with increasing lower threshold mass of the defining objects. This
interesting parallel was to be expected, as the high mass objects will form
preferentially in the high density regions that will dominate the cosmic web on
the largest (smoothing) scales.

Of more immediate interest for our program is the behaviour of void shapes
as a function of scale. The void shape distribution turns out to vary only
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Figure 2.10 – Void radius and ellipticity PDFs (Rf = 1.5 h−1Mpc) in the
different dark energy model simulations at z = 0.
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mildly with the scale of the density field, as shown in figure 2.11b. To a first
approximation, the shape distribution of the void population appears to have a
nearly scale invariant character. There is a slight tendency for the voids on the
largest scales of 6.0 and 8.0 h−1Mpc to be slightly more spherical. However,
to a large extent this may be ascribed to the fact that it concerns samples
with a considerably lower number of objects and hence with a larger statistical
uncertainty. Nonetheless, the nearly scale independent behaviour of the void
shape distribution is an interesting and highly relevant result. It implies that –
in the case of the dark matter voids – we can restrict ourselves to an evaluation
of the shapes of voids on a scale of Rf = 1.5 h−1Mpc, as this would contain
all necessary shape information and guarantee a statistically optimal result.

Overdense void boundaries

One feature of the WVF algorithm that requires some attention is the fact that,
in its pure form, it treats the entire interior of each void basin as belonging to a
void. The only regions which are not included are the boundary grid cells where
two voids meet. We investigated whether the inclusion of overdense regions
at the boundaries of detected voids might cause artifacts in the inferred void
shape distribution. Only the inner parts of the void are properly described
by a homogeneous ellipsoidal model, ∗ and are therefore expected to adhere
better to the ellipsoidal fit of our analysis.

By removing the overdense boundary regions, about 14% of the volume in
voids is eliminated. The shape analysis based on these voids does indeed yield
slightly different results. One finding is that the mean ellipticities tend to be
slightly higher. However, the offset is quite comparable for all simulations,
at all redshifts. There are no changes with respect to any of the qualitative
results discussed in the following sections. We therefore decided to keep to the
basic WVF algorithm.

2.5.3 Voids in redshift space

In figure 2.12 we compare the ellipticities of voids in the ΛCDM dark matter
distribution with that in eight redshift space realisations within the same high
resolution simulation. We find a rather consistent offset of the ellipticity dis-
tribution of around ∆ε ∼ 0.014. The redshift space voids have, as expected, a
systematically more elongated shape. In the other cosmologies, the situation
is comparable, but the effect is somewhat smaller.

In addition to the systematic shift, which represents the systematic redshift
∗ Because the “role of surrounding material [will dominate], through the sweeping up

of matter and the encounter with neighbouring features” (van de Weygaert & Platen
2011).
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Figure 2.12 – Void ellipticity PDFs (Rf = 1.5 h−1Mpc) in the ΛCDM model
in real space and in 8 different redshift spaces.

space distortion, there is also a sizeable scatter between the different redshift
space realisations. This is the error which is introduced by local variations in
the contribution of peculiar velocities to the redshift of objects. It behaves like
an extra contribution to the cosmic variance. The scatter is also a function
of filter scale Rf , varying from 0.00076 in the case of voids on a scale of
Rf = 1.5 h−1Mpc to 0.0012 for voids on a larger scale of Rf = 3.0 h−1Mpc.
In the subsequent analysis we restrict ourselves to voids on these scales.

2.5.4 Voids in the halo distribution

When comparing the spatial halo distribution in figure 2.4 with the underlying
dark matter distribution, we observed the substantial loss in spatial resolution.
The halo distribution, even at z = 0, is much sparser than the dark matter
particle distributions in the simulations. The diluted halo sample may therefore
not be expected to trace the fine features visible in the matter distribution, and
certainly will not be able to accurately sample the small scale void population.

In how far this affects our study may be appreciated from figure 2.13. At a
scale of Rf = 1.5 h−1Mpc, the haloes completely fail to reproduce the size
distribution of the voids in the underlying void distribution (figure 2.13a).
This may be hardly surprising: haloes cannot resolve these structural features.
Along with this, we also see that the halo distribution must be used with care
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Figure 2.13 – Void radius and ellipticity PDFs of voids in the dark matter
and halo distributions, at different scales.
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when investigating the void ellipticity distribution (figure 2.13b).

On the other hand, at a large scale, like Rf = 8 h−1Mpc, we find complete
accordance between the void population in the dark matter distribution and
the voids found in the halo distribution. Both their size and shape distribution
are, within acceptable limits, similar.

Scale dependence and sample size

In the generic observational situation, where the voids are traced by a discrete
and dilute galaxy distribution, the scale dependence of the void analysis in-
volves two opposing effects. On the one hand, it is easier to reliably trace the
outline and measure the shape of larger scale voids. On the other hand, the
number of voids traced by the object sample within a given volume of observed
space will strongly decrease as we consider voids on larger scales. The errors
in the measured statistical moments will increase accordingly.

Hence, it is necessary to find a compromise between both requirements. How-
ever, the sampling density of objects may get so sparse that it becomes unfea-
sible to trace enough voids on a sufficiently large scale. In that situation, it will
be impossible to use the void population for an attempt to measure the dark
energy equation of state as any such measurement will suffer from inherently
large errors.

One possible improvement of this will be to substantially increase the survey
volume. This would enable to obtain more reliable and representative statistics
for the larger number of small scale voids.

2.6 Results: void shape evolution

Having established the basic size and shape properties of the void population
in the different simulated cosmologies, we arrive at the examination of the time
evolution of the mean ellipticity,

〈ε〉(z) =

∫
dε εf(ε, z) (2.20)

and its relation with the character of the dark energy in the corresponding
cosmology.

2.6.1 Basic results vs literature

The void ellipticity distribution in the ΛCDM cosmology evolves systematically
with redshift. This is clearly visible in figure 2.14, where we find a gradual shift
of the ellipticity distribution towards higher values of ε as time proceeds. In
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Figure 2.14 – Void ellipticity PDFs (Rf = 1.5 h−1Mpc) in the ΛCDM model
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other words, the ellipticity of voids is expected to decrease towards higher red-
shifts. This is entirely in line with the expected generic behaviour, as described
by e.g. Lee & Park (2009).

The evolutionary trend of the mean ellipticity 〈ε〉 follows the general trend of
Lee & Park (2009), as is clearly shown in figure 2.15a. The mean ellipticity of
the voids increases with time, with voids being less elongated towards higher
redshifts. In one respect our results differ with those obtained by (Lee & Park
2009; Lavaux & Wandelt 2010): the voids in our simulations do not have equal
ellipticities at z = 0. This is a result of the difference in normalisation between
our simulations. By normalising our simulations, via σ8, at the recombination
redshift z = 1089, the level of structure formation at z = 0 between the
different cosmologies may be expected differ. The differences in mean void
shapes is one particular manifestation.

When comparing the ΛCDM and SUGRA results for the ellipticity evolution,
we find that there is a significant redshift range over which we can clearly
distinguish between the void ellipticities in the different cosmologies.

2.6.2 Simulation resolution

When comparing the inferred mean void ellipticity evolution in the low resolu-
tion 2563 ΛCDM simulations and the high resolution 7683 ΛCDM simulations,
we find that there is a slight resolution effect. We analysed the two simulations,
which have exactly the same initial conditions – in terms of mode amplitudes
and phases – and cosmological parameters. Figure 2.15a reveals the difference
between the high resolution (yellow) and low resolution (blue) simulation. The
only explanation is the difference in mass resolution of the simulations.

To confirm that the difference is purely a resolution effect, we compared the
low and high resolution simulations at large filter radii Rf , to smooth out the
small scale differences caused by the different resolutions. Indeed, we see in
figure 2.15e that at large scales, the results for the high and low resolution
simulations converge.

We also find that at these large scales the power of the analysis to discriminate
between different dark energy cosmologies is lost. The figure reveals that it is
not possible to distinguish significantly between the ellipticity evolution curves
obtained from the SUGRA simulation and the corresponding ΛCDM curves.
This strengthens our choice to opt for a study of the void population at filter
scales of Rf = 1.5 h−1Mpc and Rf = 3.0 h−1Mpc.
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Figure 2.15 – Mean ellipticity as a function of redshift, 〈ε〉(z). For z > 0.1
the z-axis has logarithmic scale, while for 0 < z < 0.1 it has linear scale.
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(e) The low and high resolution ΛCDM
results are shown at higher filter radii.
The low and high res simulations converge
at these higher filter radii, because the
small scale differences are smoothed out.



2

96 chapter 2: Dark energy and cosmic voids

2.6.3 Voids in the halo distribution

Given that the resolution of the DM halo sample, of around 560,000-580,000
particles, is considerably lower than that in the low resolution DM particle
sample we may not be surprised to find that it is difficult to find any significant
evolutionary trends in the corresponding void population.

We indeed find that it is not possible to detect a decrease in mean ellipticity
of the void population. Rather, we find that the halo void ellipticities stay re-
markably constant up to at least z = 1 and rise steeply towards higher redshifts
(see figure 2.15b). The latter is probably a result of the (strongly) decreasing
number of haloes at higher redshifts and the corresponding poorer sampling
of the underlying full density field. Any hope seems lost to discriminate be-
tween different dark energy models on the basis of the measured void shape
parameters.

2.6.4 Sparsity effect

A key question for understanding the inability of haloes to reproduce the ellip-
ticity evolution of voids is whether this is mostly an effect of the discreteness
and sparseness of the halo sample or whether intrinsic biasing is also at play.

To this end, we take a random subsample of particles from the dark matter
particle distributions and repeat the analysis. The number of randomly sam-
pled particles is taken to be equal to the halo population. Bootstrapping errors
are used to obtain error estimates of the inferred mean void shapes. They are
the standard deviations of the eight mean ellipticities that were obtained from
eight different random subsets of the high resolution DM particle set.

Figure 2.15c shows that the (lack of) void shape evolution in the diluted ran-
dom DM particle distribution largely agrees with the results of the halo void
study. This implies that the deviation of the halo void shapes from the shapes
of voids in the high resolution dark matter simulations is to be ascribed to the
sparsity of the halo population.

However, we also observe some additional differences. On a scale of Rf =
3 h−1Mpc, the void shape evolution in the random subsample appears to differ
significantly from that of the halo void ellipticity curves. Moreover, the increase
of ellipticity with redshift that is observed in the halo void sample (at a scale of
Rf = 1.5 h−1Mpc), is not reproduced by the voids in the subsampled particle
distribution (at Rf = 3 h−1Mpc). This argues for the influence of additional
effects, in particular that of the spatial bias of haloes.

This conclusion is confirmed when considering the results obtained for the void
population in the unweighted halo distribution (see §2.4.4). The differences
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with the random subsample voids become slightly larger than in the case of the
regular weighted halo voids, especially at Rf = 3 h−1Mpc (see figure 2.15d).

The inescapable conclusion appears to be that the spatial bias of the halo
population, and all accompanying complications, is indeed a factor of signifi-
cant importance when seeking to use the void population as tracer of the dark
energy equation of state.

2.7 Shapes and clustering: the σ8 degeneracy

We looked into the possibility that the differences between the model elliptici-
ties are not primarily caused by differences in the equation of state parameter
w(z) of dark energy, but by some other cosmological parameter. We have
come to the interesting conclusion that the one exclusive and dominant factor
is that of the level of clustering and structure development, expressed by σ8.
In other words, the void ellipticity distribution is a manifestation of the level
of clustering of matter.

At the present epoch, the different dark energy models have different values
of σ8. This is the result of the different structure growth rates between the
different cosmologies, all starting from the same primordial density field whose
amplitude has been normalised at the time of last scattering. The value of the
amplitude is fixed by the value of σ8 measured from WMAP data.

In figure 2.16 we see that there is a strong correlation between σ8 and the mean
ellipticity, independent of dark energy model or redshift. Both lines consist of
σ8 measurements at redshifts of 0, 0.1, 0.25, 0.51, 1.0 and 2.04. If they had
been redshift dependent, we should have been able to distinguish e.g. the point
at the middle of the SUGRA line (which corresponds to z ≈ 0.5) from the point
at the same location of the ΛCDM line (which corresponds to z ≈ 1). The
strong correlation between σ8 and ellipticity is especially surprising when we
realise that the ΛCDM and SUGRA models differ substantially in almost ever
other aspect that we investigated. Yet, there is little to no difference between
these two models in figure 2.16.

It seems then that the main cause of the differences between these models is,
in fact, σ8. Of course, in this case, the difference in dark energy models, i.e. in
w(z), is the underlying cause of the differences in σ8. w(z) exerts its influence
on σ8 through D(z) (equation 2.9), which in turn contains a factor H(z), thus
realising the coupling to w(z) (equation 2.2).
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Figure 2.16 – Mean ellipticities versus σ8. The different lines show the low
resolution simulations of the five different cosmologies. The lines consist of σ8

values at redshifts 0, 0.1, 0.25, 0.51, 1.0 and 2.04.

2.8 Conclusions and discussion

We have investigated the suggestion that the evolution of the shape of voids is
a sensitive probe of the nature of dark energy. On the basis of a set of N -body
simulations of structure formation in five different dark energy cosmologies,
including dynamical dark energy models, we confirm this sensitivity in the
case of voids in the dark matter distribution.

The first observation is that the SUGRA model has a less developed void
population and shows a lower level of clustering than the ΛCDM model, with
the other quintessence models representing intermediate cases. The fact that
the extended quintessence models do not have a more manifest and pronounced
signature of their rather distinct nature is one of our surprising findings.

A key component of our assessment is in how far this finding is affected by the
sparsity and spatial bias of the objects that probe the underlying dark matter
distribution. In other words, whether this dark energy sensitivity may be ex-
ploited when studying the void population in the observed galaxy distribution.
We find that the discrete, sparse and biased character of the halo and galaxy
distributions is seriously impeding the potential of probing the nature of dark
energy from voids traced out by these objects.



2

2.8: Conclusions and discussion 99

2.8.1 The σ8 degeneracy

We have also looked deeper into the relation between the shapes of voids and
the amplitude of the density fluctuations. Following the relations derived by
Park & Lee (2007), we know that the ellipticity of voids is largely a reflection
of σ8, which quantifies the average amplitude of density fluctuations. In this
study, we have shown that most of the effect is indeed degenerate with respect
to σ8.

In fact, we find that differences in the void shape 〈ε〉(z) between the various
dark energy models can almost be completely ascribed to differences in σ8(z),
i.e. the amplitude of density fluctuations. Of course, the differences in σ8 and
cosmic growth factor at any one cosmic epoch between the different cosmologies
is the result of the differences in the equation of state parameter w(z). As is
clearly borne out by figure 2.16, the amount of clustering fully determines the
evolution of the void ellipticity. The fact that 〈ε〉(z) and σ8 are so strongly
correlated is interesting by itself. As they encapsulate two different aspects of
the large scale mass distribution, we would not immediately have suspected
the existence of such a strong one-to-one connection.

This leads us to the conclusion that if we wish to use void shape as a probe
of dark energy, we need to measure not only the void ellipticity 〈ε〉(z) but
also, independently, σ8(z) at the same redshift. This will enable us to break
the degeneracy between 〈ε〉(z) and σ8(z). It will be a considerable challenge
to improve the accuracy of σ8(z) measurements at all redshifts to anything
comparable to that determined from the CMB. This also involves a better
understanding of the non-linear effects on the evolution of σ8 (Juszkiewicz
et al. 2010). Recent measurements of the growth factor f(Ω) as a function of
redshift are a great step in the right direction (e.g. Blake et al. 2011; Nusser,
Branchini & Davis 2012; Tojeiro et al. 2012; Blake et al. 2012).

2.8.2 Probing dark energy in the observational reality

The discrete and sparse nature of the halo and galaxy distribution form a
major source of confusion in retrieving the signal of void ellipticity evolution.
This adds to the confusion as a result of redshift distortions in the inferred
galaxy distribution maps.

We have tested the void ellipticities in a halo distribution whose average density
is around 0.019h3Mpc−3, comparable to that of the SDSS DR7 galaxy sample
(Montero-Dorta & Prada 2009). Volume limited samples will have even lower
sampling densities. Sparse galaxy samples like these will render it very hard to
extract any significant signal of the nature of dark energy. For the exploitation
of void shape statistics in such observational circumstances, significantly denser
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samples or samples over considerably large volumes will be needed.

A second major complicating factor is the spatial bias of the halo and galaxy
distribution with respect to the underlying dark matter field. Even when
the observational data sets would consist of a densely sampled halo or galaxy
distribution, they still may not form a fair reflection of the underlying mass
distribution. Spatial bias is a major complication in the case of the halo
population investigated in this study.

The situation would be even more complicated for the galaxy distribution.
Baryonic processes involved in the formation of galaxies in and around voids
produce effects which are not yet fully understood. Recent work has shown
that different semi-analytical prescriptions of galaxy formation (SAM) lead to
significantly different galaxy populations in and around voids (De Lucia et al.
2006; Bower et al. 2006). The same mass distribution may imply a biased void
galaxy population in one SAM, while another implies an anti-biased population
(Platen 2009; Platen, van de Weygaert & Jones 2012). A possible solution to
problems related to the spatial bias of haloes and/or galaxies would be to infer
information from different unbiased sources. A promising possibility might be
the use of (dark) matter maps determined by gravitational lensing.

Another – practical – factor that influences our results are the instruments that
we use for identifying and studying the void populations. The watershed void
finder (WVF) succeeds beautifully in delineating the often erratic outline of
voids. However, the DTFE density field reconstruction – from which the WVF
voids are determined – may be quite noisy in the case of the sparsely sampled
data encountered in the observational reality. We are in the process of inves-
tigating other density estimators and void finders. Preliminary results show
that the MAK reconstruction formalism used by Lavaux & Wandelt (2010)
may partially alleviate this practical consideration (Ruwen 2011).

Circumventing the complications with spatially resolving the void population
with the sparse galaxy or halo population is the suggestion by Lavaux & Wan-
delt (2012) to combine the signal of all sampled and observed voids via a scaled
stacking of the voids. The resulting elongation or flattening of the stacked
void may then be ascribed to the Alcock-Paczynski effect (Alcock & Paczynski
1979). The measured size differences in radial and transverse direction of the
stacked void can then be directly related to the product of angular diameter
distance and Hubble parameter. This deals to a large extent with the discrete-
ness and sparseness of the data sample, and Lavaux & Wandelt (2012) argue
and demonstrate convincingly that it leads to an highly accurate assessment of
the dark energy equation of state (also see Shoji & Lee 2012). Nonetheless, it
may still suffer from uncertainties on the biasing properties of the void galaxy
population which, as we have seen in this study, may have a sizeable influence.
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Appendix

2.A Models of Dark Energy

In this section, we elaborate on the specific models of dark energy that we have
considered in this work (the same models were used in De Boni et al. (2011)).
Dark energy has its influence on cosmology through the Friedmann equation
(equation 2.2). Hence, we derive wDE(a) for each model, which is the only
remaining missing piece from equation 2.2.

Our reference model is a universe containing cold DM and a cosmological
constant: ΛCDM. We compare this model to four different models of time
dependent dark energy. We use two quintessence models, in which the dark
energy is described as a scalar field under the influence of a potential. The
other two models are extended quintessence models, where the scalar field is
coupled to gravity.

In the following we set a0 = 1. We assume a universe with flat geometry,
i.e. without curvature. The equations used to determine w(a) are given. The
resulting relations for the different models are shown in figure 2.2.

Cosmological constant Dark energy in a ΛCDM cosmology is modelled by
a cosmological constant, or equivalently a constant wΛ = −1 in equation 2.2.

Quintessence Dark energy modelled by a scalar field φ in a potential V (φ)
is called “quintessence” dark energy (Wetterich 1988; Ratra & Peebles 1988).
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This model has w = w(a) and the Friedmann equation is(
H

H0

)2

=
Ω0,m

a3
+

Ω0,r

a4

+Ω0,φ exp

(
−3

∫ a

a0

1 + wφ(a′)
a′

da′
)
,

(2.21)

where

wφ =
Pφ
ρφ

=
1
2 φ̇

2 − V (φ)
1
2 φ̇

2 + V (φ)
. (2.22)

Note that when the kinetic term φ̇ vanishes, we regain the ΛCDM value of
w = −1. The cosmological constant can, thus, be seen as a special case of the
more general quintessence model of dark energy. We can solve for φ using the
Klein-Gordon equation:

φ̈+ 3Hφ̇+
∂V (φ)

∂φ
= 0 . (2.23)

The potential V (φ) determines the model’s dynamical properties. We have
used an inverse power law potential (Ratra & Peebles 1988) and a generalised
inverse power law potential (Brax & Martin 2000). The latter potential ex-
pands upon the former by including corrections from supergravity (Freedman,
van Nieuwenhuizen & Ferrara 1976). These models, which we will later refer
to as RP and SUGRA respectively, have the following potentials:

VRP(φ) =
Λ4+α

φα
(2.24)

VSUGRA(φ) =
Λ4+α

φα
exp

(
4πGφ2

)
, (2.25)

where α > 0 and Λ are free parameters. They are both tracker potentials.

Extended Quintessence Secondly, we consider a scalar field explicitly cou-
pled to the rest of the universal components through gravity (Boisseau et al.
2000). Specifically, we consider here the so-called “extended quintessence” (EQ)
models (Pettorino & Baccigalupi 2008). The way we represent an interaction
in field theory is by adding an interaction term to the action of the field. This
term is a (Lorentz invariant) product of the quantities that represent the fields
that we want to interact. In our case, these are the gravitational field repre-
sented by the Ricci scalar R and the EQ field φ. The action then becomes
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(Baccigalupi, Matarrese & Perrotta 2000)

S =

∫
d4x
√−g[

1

2
F (φ)R− 1

2
∂µφ∂µφ− V (φ) + L′

]
,

(2.26)

where L′ contains the terms of the Lagrangian without φ. F (φ) is given by

F (φ) =
1

8πG
+ ξ

(
φ2 − φ2

0

)
, (2.27)

where ξ determines the strength of the interaction and φ0 = φ(t0).

In what follows, we only consider the linear (Newtonian) limit. We can then
approximate the effect of EQ in an N -body simulation by replacing the gravi-
tational constant G by a time dependent parameter G̃, given by:

G̃

G
∼ 1− 8πGξ(φ2 − φ2

0) . (2.28)

This is supported by version 3 of the GADGET code and, thus, we conveniently
solve this otherwise complicated problem. Additionally, in the linear regime,
the equation of state parameter w(z) behaves like the normal quintessence
ones. We use the RP potential for these models.

The linear approximation is valid if wJBD � 1, where

wJBD ≡
F (φ)

[∂F (φ)/∂φ]2
=

1
8πG + ξ

(
φ2 − φ2

0

)
4ξ2φ2

. (2.29)

Using this relation we can determine the allowed values of ξ. The lower limit
for wJBD,0 (and, thus, the upper limit for the interaction term ξ, because
wJBD,0 ∝ ξ−2) can be determined by observations. On cosmological scales,
this limit – as obtained using WMAP1 and 2dF data – is set at |wJBD,0| > 120
(Acquaviva et al. 2005). Because we want the interaction to be as strong as
possible within observational limits we indeed set ξ using this value; wJBD,0 =
120.

The two models we consider are those with a positive and a negative value of ξ
(referred to as EQp and EQn hence forward). These two models differ slightly
in the gravitational parameter. At z < 0, G̃G > 1 for EQp and G̃

G < 1 for EQn.
These corrections are within the few percent level.

General parametrization We can fit equation 2.1 to these models using
a simple χ2 fitting procedure with wa as a free parameter (w0 is fixed to the
values that were chosen for the simulations). We find the best fits as given in
table 2.3 (and again in table 2.1).
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Model ΛCDM RP SUGRA EQp EQn
wa 0.0 0.0564 0.452 0.0117 0.0805
w0 −1.0 −0.9 −0.9 −0.9 −0.9

Table 2.3 – Fits of dark energy model parameters wa to the w(a) relations in
figure 2.2, determined using a χ2 fit.
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Abstract

We developed a formalism for inverting the gravitationally induced orbit of matter
in a statistical manner using a Hamiltonian Monte Carlo sampler. This formalism
was implemented in barcode, our code for the Bayesian Reconstruction of Cosmic
Density Fields. Given an input of incomplete and noisy measurements of the matter
density distribution, barcode yields an ensemble of compatible primordial density
fields, the initial conditions underlying the observed universe. From these, one can
derive complete density fields at the current or any other time and thus study the
dynamical evolution of the Cosmic Web around us. In this chapter, we provide an
extensive derivation of the required mathematics. We assess the performance of the
code on small and large spatial scales, both in terms of speed and accuracy. We
show that the code recovers the true matter distribution, while also accounting for
the random variation that is inherent to the non-linear formation of structure and is
further enhanced by observational effects. Convergence is slower on fields with high
spatial resolution. We argue that a careful choice of the N×N -dimensional mass-term
in the Hamiltonian Monte Carlo formalism will improve this situation.
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3.1 Introduction

Clusters, filaments and walls emerge from the co-evolution of the large scale
structure of the Universe through gravity’s pull. The resulting, so called, Cos-
mic Web components (Zel’dovich 1970; Shandarin & Zel’dovich 1989; Bond,
Kofman & Pogosyan 1996; van de Weygaert & Bond 2008) are often treated
as separate objects. On the other hand, clusters, filaments and walls do not
evolve as isolated entities. As gravity exerts its pull on the matter density field
in the universe, it merely tightens the strings in the weave of the Cosmic Web.
In a sense, this filigree already existed in the primordial initial conditions of
the Universe.

The main actor in the process of anisotropic collapse that forms the Web is
the tidal force field. Clusters, in turn, provide the dominant contribution of
this field. One of the prominent questions is how dominant clusters are in the
formation and evolution of filaments and walls. Subsequently, one might ask
how accurately we can predict the properties of the surrounding Web, knowing
the properties of neighboring clusters.

In this work we set out a method that will help us answer these questions.
It will aid us in testing the theory and dynamics of this Cosmic Web theory.
Our formalism deals with both theoretical and observational challenges. Cru-
cially, we aim to study the interconnectedness of the Web on large scales. The
study will comprise both individual clusters and filaments, and a statistical
assessment of filament properties on a large number of statistical samples.

3.1.1 Astrophysical aims

We can observe galaxy clusters and according to our theoretical understanding
they are intimately connected with the rest of the Web. Given these two basic
facts, we ask ourselves the following question (illustrated in figure 3.1):

Given a well defined sample of clusters, can we predict or recon-
struct the Cosmic Web with a particular focus on its filaments?

This question involves the following aspects:

1. Is it possible to use the restricted information on the cluster distribution,
including information on shape, size and mutual alignment, to reproduce
the corresponding Cosmic Web?

2. Can we predict these filaments’ properties?

3. Can this be applied to the observational reality taking into account ob-
servational noise and biases?
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4. How do the resulting reconstructions compare to clusters and filaments
in observational samples?

Figure 3.1 – We aim to reconstruct the full Cosmic Web (left), based on
knowledge of clusters (middle) only. In our subsequent analysis we will mainly
focus on the filaments (right). Image from Bos et al. (2016).

The first three questions we will try to answer using the formalism presented
and discussed in this study. The fourth is an observational question, for which
we will need additional data. Large samples of clusters of galaxies will be
obtained from X-ray surveys, Sunyaev-Zel’dovich surveys and gravitational
lensing surveys. The upcoming eROSITA all-sky X-ray survey will provide us
with data of 50–100k clusters, peaking around z ∼ 0.5 (Merloni et al. 2012).
4MOST GAZE will observe all bright galaxies around the eROSITA X-ray clus-
ters, adding redshift information for distance estimation (de Jong et al. 2014).
Many other surveys will produce 100k’s of clusters. This data will provide lo-
cations, masses and orientations. The latter we will need especially, since the
overlap and mutual enhancement of the quadrupoles of two aligned clusters is
what we expect will strengthen the filamentary bond. Our goal would be to
use this data to reconstruct the full Cosmic Web. This will allow us to obtain
statistics of the filament population on properties like density, temperature,
mass, lengths, etcetera. Moreover, we could use the reconstructions to reliably
point our telescopes towards strong filaments. This will allow us to assess the
relationship between the Cosmic Web and clusters in reality.

On a smaller scale, it should already be possible to test this theory on only a
few clusters from observations. We have, in fact, obtained X-ray observations
to this end and will present our findings on them in an upcoming paper.
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3.1.2 Methods: barcode

Given cluster locations and properties, we wish to reconstruct their surround-
ings. This then allows us to study the Web as defined by those clusters and the
interconnectedness of Cosmic Web components (figure 3.1). We can compare
that to observational reality.

Several methods exist for reconstructing a full density field based on incomplete
information. To reconstruct peak surroundings, historically, the constrained
random field formalism was used (Bertschinger 1987; Hoffman & Ribak 1991;
van de Weygaert & Bertschinger 1996), which we first discuss below. This
approach had problems outside of the Gaussian, linear regime (Bardeen et al.
1986; Adler 1981; Adler & Taylor 2009). We instead take a Bayesian, “from the
ground up” approach towards reconstruction that allows us to transparently
include any number of additional physical and data models in a self-consistent
way.

Our method yields samples of primordial density perturbation fields which are
compatible with constraints at low redshifts. It is a forward approach: the
primordial fields are evolved forward in time to check compatibility with the
current time data. Our constraints are, essentially, the entire density field
insofar as we know it (within some margin of error)∗. This means we can
constrain as many clusters as we want within the (physical) size of our box.
Because the reconstruction is of the entire true underlying density field, we also
get samples of many filaments. This allows us to calculate robust statistics.

To achieve all this, we define a probability distribution function of the primor-
dial density fluctuation field given the observational constraints. The proba-
bility function also includes our statistical knowledge on the Gaussian nature
of the primordial fluctuation field (Komatsu et al. 2011; Planck Collaboration
et al. 2015b,a) and on cosmological and gravitational background models. We
then sample this function and thus generate reconstructed fields.

In our code named barcode† we have implemented a Hamiltonian Monte
Carlo (HMC) sampler of primordial density perturbation fields δ(q) given den-
sity data from observations. Our implementation is similar to other HMC sam-
plers (Jasche & Wandelt 2013; Wang et al. 2013; Leclercq 2015), though our
choice of models is different. Our leading motivation in this is to use galaxy
cluster mass distribution data as our input. Other current samplers are based
on using discrete galaxy (group) locations. One crucial aspect of our method is
that the inhomogeneous observational cluster constraints enter the barcode
∗ Effectively, the number of constraints is equal to the number of grid cells for which an

estimate of the density is given from observations (via X-ray, SZ, weak lensing, H-alpha,
etc.), and not the number of clusters themselves.

† bayesian reconstruction of cosmic density fields
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formalism via the imposition of a mask that is consistently integrated into the
statistical models.

In addition, we extend the HMC reconstruction approach to also work in red-
shift space (see Chapter 6). This removes the necessity for a priori redshift
space distortion corrections, enabling a direct translation from observational
data in redshift space to full density field reconstructions in regular comoving
coordinates.

For the forward evolution step, barcode can use either a Zel’dovich approxi-
mation or higher-order Lagrangian perturbation theory (LPT, see e.g. Buchert
& Ehlers 1993; Buchert 1996; Bernardeau et al. 2002) elaborations like 2LPT,
ALPT∗ (see Chapter 4 for the higher-order models) or COLA (Tassev, Zaldar-
riaga & Eisenstein 2013; Tassev et al. 2015). The data can be modeled using
a Gaussian or Poissonian error model for observed densities.

3.1.3 barcode versus kigen

Even though the kigen code (Kitaura et al. 2012; Kitaura 2013) is similar in
its aims of reconstructing initial density fields, it has quite a different approach
to barcode and the codes from Jasche & Wandelt (2013); Wang et al. (2013).
In terms of astrophysics, the most important difference is that kigen uses a
discrete particle (galaxy) distribution as input. It would be very costly to use
the kigen particle based approach to model the full density distribution of
clusters, including shapes and orientations. These properties are crucial in our
Cosmic Web studies (see Section 3.1.1 and Chapter 1). For this reason, we
adopt the grid-based formalism of barcode.

An additional important technical difference is that kigen takes two stochastic
steps instead of one. kigen first samples a density field realization given a
particle distribution. In a second stochastic step, it samples a new particle
distribution given galaxy locations from the data, the sampled density field
from the previous step and a model of structure formation. Schematically:

{δ(q)}x P ({δ(q)} | {q}) , (3.1)
{q}x P ({q} | {xG}, {δ(q)},mSF) , (3.2)

where {δ(q)} are the primordial density field values at Lagrangian locations
{q}, {xG} are the observed Eulerian coordinate galaxy locations, and mSF

is the structure formation model. The x symbol represents sampling from
a probability density function P (further discussed in Section 3.2.4). For the

∗ ALPT, or Augmented Lagrangian Perturbation Theory, is a structure formation model
that combines 2LPT on large scales with spherical collapse on small scales (Kitaura &
Heß 2013).
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first step, the Hamiltonian Monte Carlo (HMC) sampler is employed, but the
sampled function there is quite different from the one presented in this chapter.
Our approach combines all the information in one probability density function,
which is sampled in one HMC step:

{δ(q)}x P ({δ(q)} | {ρobs(x)},mSF) , (3.3)

where instead of galaxy locations we use the observed density field in Eulerian
coordinates {ρobs(x)} as input. Due to kigen’s splitting of steps, kigen does
not need the posterior P to be differentiable, as we do∗. This makes kigen
highly flexible in its choice of models. In addition, in kigen the bias description
is included in an implicit way, as is the case in N -body simulations. Grid
based approaches like our own require explicit bias descriptions. We solve this
by using the Gaussian likelihood referring to the density field, and not to the
discrete number counts of clusters.

One further advantage of grid based methods is that the mask, or window
function, via which the observational constraints are imposed, is just a 3D
array. One can easily write it down in Eulerian space. This allows for straight-
forward integration into our statistical model (Section 3.5). The kigen particle
based approach is more complicated in this aspect, and has not been tested
yet. Our approach is the first to also include masking in a self-consistent way.
We discuss a range of applications of the mask in Section 3.9.

3.1.4 Cluster distribution as input

X-ray measurements allow us to see the spatial density distribution of the hot
gas that makes up the bulk of a cluster’s baryonic mass. Using the Sunyaev-
Zel’dovich (SZ) effect we can similarly map the gaseous component of clusters.
The same is true for the ever more sophisticated surveys based on gravitational
weak lensing, that directly probe the dark matter distribution. Given these
multi-wavelength observations, we can model a cluster’s full (unbiased) spatial
matter distribution.

In this work we consider cluster locations to be in physical (comoving) coor-
dinates, as opposed to redshift space coordinates. This assumes that we can
directly translate the measured redshifts into physical distances. We should
note that in the observational reality, various redshift distortion effects prevent
us from having direct access to the physical coordinates. In Chapter 6 we ex-
tend and generalize the present formalism to redshift space. By doing so, we
will be able to discard one important step in our procedure: that of translating
the observed redshift to a physical location of the object.
∗ HMC demands that the posterior is differentiable, as explained below. This constrains

one’s choice of models.
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We can take any number of clusters and directly map them to a 3D density
field ρobs(x). This will be an inhomogeneous density field with many gaps,
necessitating the use of a mask term in our model. This field is used in the
likelihood component of our posterior PDF P ({δ(q)}) (Section 3.2). In this
way the samples we will draw can be compared to the data.

3.1.5 Summary and outline

In this chapter, we present a novel implementation of a Hamiltonian Monte
Carlo sampler with which we reconstruct the large scale matter distribution,
constrained by (observational) data on galaxy clusters. Our code is called bar-
code: bayesian reconstruction of cosmic density fields. Using this code, we
can study the interconnectedness of clusters with the other Cosmic Web com-
ponents. For instance, it may allow us to better constrain filament properties,
both theoretically and observationally. By using our reconstructions based on
true cluster data, we will secure better constraints on filaments in the local
universe, which we could then set out to observe; a feat which currently is
possible only in highly fortuitous circumstances.

Section 3.2 gives both a high level overview and a justification of the general
methods we employ. This mainly entails Bayesian modeling and inference,
but also includes a discussion of the application of Lagrangian Perturbation
Theory. After this, we get into the details of Bayesian sampling — in particular
the Hamiltonian Monte Carlo (HMC) algorithm — in Section 3.3. The link
between HMC and our specific subject area, cosmic density fields, is forged in
Section 3.4. In the two subsequent sections (Section 3.5 and Section 3.6), the
statistical and structure formation models that we use in our formalism are
given. Having fully specified our algorithm, we finally get hands-on with the
code. In Section 3.7, we show that the code works as expected. In Section 3.8,
we discuss the scaling performance of the code when going to higher resolutions
and larger cosmological volumes. We close with a brief discussion of our results
and future work in Section 3.9.

Supplementary material is available in the appendices. Appendix 3.A outlines
the mathematical symbols and used conventions in this work. Some implemen-
tation details and performance considerations are presented in Appendix 3.B.
In Appendices 3.C, 3.E and 3.F, we further extend the arguments of Section 3.8
on the scaling properties of the code. Appendix 3.D defines the normalized
cross-correlation used in Section 3.7.
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3.2 Bayesian reconstruction methodology

This section introduces many of the core concepts in our Bayesian frame-
work. Our framework aims at reconstructing full primordial density fields
given sparsely sampled observational (galaxy cluster) data from current times.
We explain that constrained random field codes are not sufficient for this goal
due to the inherent difficulties in mapping between Eulerian and Lagrangian
coordinate space representations of the cosmic matter distribution. We briefly
explain the basic ideas behind Bayesian inference in general, but our main focus
is on the application on primordial density fields. The computational scale of
this high-dimensional problem necessitates a highly efficient algorithm. To this
end, we use the Hamiltonian Monte Carlo MCMC sampling formalism (further
discussed in Section 3.3) in combination with Lagrangian Perturbation The-
ory models of structure formation. This approach offers good performance in
terms of speed, while still allowing for highly accurate reconstructions down to
scales of several Megaparsecs (Kitaura & Heß 2013; Kitaura 2013; Wang et al.
2013; Jasche & Wandelt 2013; Leclercq 2015).

3.2.1 Lagrangian and Eulerian space

Let us briefly recap the difference between Lagrangian and Eulerian space
(for more detail, see the Lagrangian Perturbation Theory (LPT) treatments of
Buchert & Ehlers 1993; Buchert 1996; Bernardeau et al. 2002, and Section 1.2.2
in Chapter 1 of this thesis). Lagrangian coordinates q can, in general, be
transformed to their Eulerian counterparts x by adding a displacement field s
(which we define in Section 3.6):

x(q) = q + s(q) . (1.34 revisited)

This transformation is illustrated in figure 3.2. Note that this relation cannot
be inverted after shell crossing. Mathematically, this is because the displace-
ment field is dependent on q. Physically, it is because multiple fluid elements
originally at {qi} might end up at one same Eulerian location x. Through
gravitational clustering, this will in fact happen in many places. This means
that we must take the qi grid as the basis of our analysis. Taking an x grid
as the basis would make it impossible to find unique corresponding q values.
Evidently, this would pose a computational problem. It makes it necessary
to use a forward (in time) approach of reconstructing the primordial density
distribution; it is highly infeasible to track matter backwards in time when
gravitational clustering was involved.

We note that in the case of single stream configurations, direct gravitational
inversion is possible. A range of sophisticated methods was developed to this
end, e.g. the “time machine” from Nusser & Dekel (1992) and the Least Action
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Figure 3.2 – Particles at initial regular grid Lagrangian coordinates q (green
dots) are moved under the influence of gravity. The corresponding time depen-
dent Eulerian particle location x is indicated by the tips of the arrows. The
background image shows this N -body simulation’s initial density perturbation
field smoothed on a scale of 8 h−1Mpc.
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Principle (Peebles 1989, 1990; Giavalisco et al. 1993; Nusser & Branchini 2000;
Romano-Díaz, Branchini & van de Weygaert 2005; Shaya & Tully 2013). These
are able to invert the q–x relation directly.

3.2.2 Constrained random fields

A prominent reconstruction method in the literature is the constrained random
field (CRF) formalism (Bertschinger 1987; Hoffman & Ribak 1991; van de
Weygaert & Bertschinger 1996). This allows one to build Gaussian random
fields (GRFs) while constraining values of the GRF at specified locations. It
can thus be used to constrain the locations of peaks that will form clusters,
like e.g. in the CLUES project (Gottloeber, Hoffman & Yepes 2010).

The main problem with this approach is that the cluster-peak relation is not
one-to-one due to the complex hierarchical evolution (Ludlow & Porciani 2011;
Elia, Ludlow & Porciani 2012; Hahn & Paranjape 2014). We are dealing with
constraints (cluster observations) in a non-linear field — in Eulerian space —
while CRFs produce GRFs — in Lagrangian space — which are only relevant
for the linear phase of structure formation. One could solve this by iteratively
adjusting the peak location to get the cluster to form in the right place. This
is quite computationally expensive once several peaks/clusters are needed and
practically infeasible for the number of clusters we wish to include (thousands).
We therefore chose to take a different approach.

3.2.3 Bayesian methodology: the Stochastic Web

Bayesian formalisms summarize all knowledge about the problem at hand in a
single N -dimensional probability distribution. This makes it very transparent
in the choices that are made. Everything must be explicitly included (Kendall
& Alan 1961; Stuart & Kendall 1968; Neal 1993; Jaynes 2003). To reconstruct
the Cosmic Web we need to gather all models and statistics we have on it.

Most of what we know, mathematically, about the Web as it is today is (part of)
its spatial statistics and the fact that it is formed through gravity. Statistics
(two-point, maybe three-point) cannot give us the entire picture, since the
large scale structure is structurally too complicated to be fully described by
these statistics∗. By using gravity we can do a lot better. Gravity, however,
is dynamical. It says nothing about one statical situation (the present), only
about movement over some time.

∗ One can construct fields with two- or even three-point statistics identical to those of
the Cosmic Web but that look completely different. There must then be additional
information that these statistics do not capture; the structural pattern is defined by the
phase correlations.
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On the other hand, we do have (relatively) exact/complete statistical knowl-
edge about the primordial density fluctuations δ(q). Combining our knowledge
of δ(q) with that of the dynamics of Web evolution results in the following pro-
cedure:

1. Draw a random initial field realization based on its known statistics;

2. Evolve the initial field forward in time under the action of gravity in an
expanding background universe;

3. Verify whether the evolved field fits the constraints (matches the cluster
distribution);

4. (a) If it does not, draw another initial field realization, until one fitting
the constraints is found.

(b) If it does, save it as one sample of the posterior distribution and
draw another initial field fitting the constraints.

This way we can include all the information known to us.

Another way of motivating the use of a Bayesian, probabilistic framework is the
following. Structure formation — or rather: the observation and subsequent
understanding of formed structure — is an inherently stochastic process. This
statement may at first seem counterintuitive, especially since gravity, the main
actor in this process, is deterministic. The key realization is that because we
want to reconstruct primordial density fields from evolved z = 0 data we have
to deal with reversing the flow of gravity out of collapsed, virialized structures.
This is generally impossible to do deterministically, but one could do it in a
probabilistic sense. For each mass element that ended up in a cluster, one
could easily define a region of possible locations of origin, given a finite age of
the Universe and other basic physical constraints. It would be more difficult
to assign probabilities to specific subregions, but one could conceive of ways
(elements are perhaps more likely to have come from near the cluster). As
explained above, we take a forward, rather than a backward approach, so we
will not explicitly construct such probability regions (also because it would be
much harder to do than a forward approach). This realization does serve as a
good illustration of the stochastic nature of observing and understanding large
scale structure, on purely physical grounds, i.e. even before considering other
stochastic effects.

Summarizing the above, in the picture of (the observation and modeling of)
the Cosmic Web as a stochastic process, one can define three main sources of
stochasticity:
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1. Gaussian random field initial conditions in the primordial density field.

2. The non-linear transformation from Lagrangian to Eulerian space, q → x,
i.e. clustering and subsequent virialization, making it impossible to trace
back the motion of particles that have clustered to one specific location.

3. Observational effects like bias, incompleteness, redshift space distortions
and instrumental noise that can only be characterized as systematic er-
rors or as statistical uncertainties.

Our aim is to reconstruct the total density field that formed the structure that
we observe. To do this, one has to model the connection between such den-
sity fields and the observations, taking into account all stochastic and physical
effects that connect them. Using Bayesian modeling allows one to fully incor-
porate all effects simultaneously in one model, as we discuss in Section 3.2.4.
The Bayesian framework that is set up in this fashion expresses itself in a
probability function, telling us the probability of a certain density field given
the observations and background physics. When one samples this function,
the result is an ensemble of possible primordial density fields that approximate
the true primordial density field — within some statistical error range. This
error takes into account all the possible sources of stochastic uncertainty. A
Bayesian sampler thus returns fields that could indeed be observed in the way
that we did with some specified degree of certainty.

A Markov Chain Monte Carlo procedure is a good candidate for executing
the above steps for sampling primordial density fields. The key ingredient
to accelerate the process is hidden in the step in which the procedure learns
how to find compatible initial fields with the available constraints, as we will
discuss in Section 3.3. Before specifying the MCMC sampling process, we need
to specify the probability distribution from which to sample.

3.2.4 Bayesian model: posterior probability distribution

The Bayesian way of interpreting probability is that it quantifies the degree
of belief in a certain model or hypothesis (Neal 1993; Jaynes 2003). Bayesian
inference is essentially about finding the model that best fits the data, while
keeping in mind all prior knowledge. Central to Bayesian inference is Bayes’
theorem, which formalizes the way to update our a priori belief into an a
posteriori belief by accounting for new evidence from data:

P (m|d) =
P (d|m)P (m)

P (d)
≡ L (d|m)P(m)

P (d)
. (3.4)

The terms in this relation are:
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1. the prior P(m) = P (m): the probability distribution that describes our
a priori belief in the models m, without regard for the observed data;

2. the likelihood L (d|m) = P (d|m): the probability function that describes
the odds of observing the data d given our models;

3. the posterior P (m|d): the updated belief in our models, given the data;

4. and the evidence P (d): the chance of observing the data without regard
for the model. In Bayesian inference this term can be ignored, as we are
only interested in the relative probabilities of different models, meaning
that the evidence always factors out.

As explained above, we are interested in building a model P (δ|d,m) that quan-
tifies our belief in a certain primordial density field δ(q), given the astronomical
data d and our cosmological knowledge m. To this end, in the Bayesian spirit,
we set up a prior probability function and a likelihood function and combine
these to find the posterior P (δ|d,m).

The only thing we know about the primordial density field — without regard
for the data — is that it must be a Gaussian random field; this should fully
characterize our prior belief in such a field. The prior in our model is there-
fore a multivariate Gaussian distribution (equation 1.40) characterized by a
zero mean and a correlation matrix determined by the correlation function as
measured from the cosmic microwave background:

P({δ(q)}|P (k)) =
1√

(2π)N‖S‖
exp

−1

2

∑
i,j

δ(qi)(S
−1)ijδ(qj)

 , (3.5)

where S is the correlation matrix with elements Sij = ξ(|qi − qj |), the real-
space dual of the Fourier-space power spectrum P (k). This incorporates the
first of the three stochastic effects listed above, and includes our cosmological
background model. The shape of the power spectrum P (k) is a function of all
cosmological parameters.

The likelihood quantifies the degree of belief in the observed data given a
primordial density field. This involves the two other sources of stochasticity:
non-linear structure formation and observational errors and systematics.

• To compare the observed, non-linear data at z = 0 to a primordial den-
sity field δ(q) at z ∼ 1000, we have to evolve δ(q) forward to its corre-
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sponding non-linear z = 0 Eulerian density field ρ(x)∗. This requires a
structure formation model, like the Zel’dovich approximation or higher
order Lagrangian Perturbation Theory approximations.

• Subsequently, we have to characterize the sources of observational error
and systematics in order to really compare the clean model density field
ρ(x) to the noisy and distorted data. In our likelihoods, we take into
account a combination of the following sources:

1. A secondary transformation of the modeled density field from Eu-
lerian space to redshift space when using redshift space data;

2. A mask term mi for each cell i of the gridded density field, which
(as discussed in Section 3.1.2) makes sure regions without data are
not considered in the comparison of data and model density — this
term can simultaneously be used as a selection function;

3. A noise model for statistical sources of error, like measurement un-
certainties in the observations. For instance: a Poissonian proba-
bility distribution for number counts of objects (like galaxies).

It might seem odd, at first, that the structure formation model is not in the
prior, since one could certainly call it “prior knowledge”. When considering
that we chose our signal to be the primordial density function, it does make
sense, because no structure formation is involved in the primordial density
field. Within our framework, one could regard structure formation to be an
“observational” effect. Observations of our signal, the primordial density field,
are distorted by this physical process of structure formation.

Combining these elements, the posterior probability distribution of our N -
dimensional “signal” {δ(qi)} will be proportional to the prior and likelihood
with the following arguments:

P ({δ(qi)}|{ρobs(xj)}, . . . )
∝ L ({ρobs(xj)}|{δ(qi)}, wj , fs.f. : q → x, f : x→ ζ)

×P({δ(qi)}|P (k)) , (3.6)

in which the various contributions — the power spectrum, the mask and the
structure formation model — have been explicitly incorporated into the prob-
abilistic model, discussed in more detail below. This posterior ascribes a prob-
ability to any given sampled reconstruction, up to a proportionality constant.
∗ This is the only way to compare the two, since transforming the data back to a primor-

dial density field is not generally possible, due to non-linear clustering, as extensively
explained above and in Chapter 1 of this thesis. Technically, an alternative would be to
only consider the fields on very large scales, on which the fields still follow linear theory.
This would be a waste of spatial resolution in the data.
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We are not interested in the constant, since we only care about relative prob-
abilities of different reconstructions.

The signal we sample is the primordial density fluctuation field δ(q) in La-
grangian coordinates q. Note that this must be a discrete signal, hence the
subscript i that labels the discrete grid cells. Otherwise, an infinite-dimensional
probability distribution would be necessary∗. We will therefore sample δ(q) on
a finite regular grid. In the study described here, the grid is Nx = 64 cells on
a side. This translates into a full Bayesian signal in the 262144-dimensional
probabilistic space. This kind of high dimensionality necessitates the use of
highly efficient sampling methods. In Section 3.8 we even extend the grid size
to Nx = 128. Our signal s can be written as:

s = {δ(q1), δ(q2), . . . , δ(qN )} = {δ(qi)} . (3.7)

The other terms in our model are:

• the cosmological power spectrum P (k) (the only dependency that is in
the prior rather than the likelihood);

• a mask or window function term wj that holds information about unob-
served regions or a selection function to correct for selection bias;

• the structure formation model fs.f. : q → x that transforms Lagrangian
to Eulerian space density fields;

• a model f : x→ ζ that subsequently transforms Eulerian coordinates to
redshift space coordinates; and

• the observed density field {ρobs(xj)} in comoving coordinates at the
present time, i.e. Eulerian coordinates.

The observed field {ρobs(xj)} is also defined on a regular grid†, mainly for com-
putational reasons. The most prominent reason is the use of discrete Fourier
transforms, which plays an important role in our algorithm, as will become
clear from the derivations in Section 3.4.2. It must be noted that this is a
completely different grid from the one that the statistical signal δ(q) is defined
on. The Lagrangian coordinates q of the signal field can be transformed to the
Eulerian coordinates x of the observations. The particles starting at positions
on the regular grid {qi} would be displaced due to gravity, defining their Eu-
lerian locations {x(qi)}. These are no longer on a regular grid, let alone the
∗ Infinite-dimensional probability distributions are numerically impractical.
† Note that in principle this could also be an irregular grid, if that suits the observational

data better, though it makes the computational algorithm more complicated.
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same grid as the observations. Since for every different sample of the signal
a different irregular grid {x(qi)} will result, it would be highly impractical to
define the observed density ρobs(x) on the signal-based Eulerian irregular grid.
This means that to compare the signal to the observations we will have to
estimate the density of the Eulerian particles on the grid points as defined by
the observations.

The probability distribution will be discussed in more detail in Section 3.5.
Before doing so, we briefly discuss the discretization of our signal, of the data,
and the issues involved in combining the two.

3.2.5 LPT in a statistical framework: Discrete versus continuous

We are dealing with a combination of discrete and continuous values. The
values we represent — like density fluctuation δ(q) or density ρ(x) — are
continuous quantities. This means we can define e.g. derivatives on these
quantities. However, we only deal with discrete samples of these continuous
fields in the algorithm. These discrete samples must, in turn, be treated as
separate variables, as these are, in fact, the separate components of the signal
“vector” s = {δ(qi)} that we want to find using the Hamiltonian sampler. Note
that while within the statistical framework {δ(qi)} is a vector, in a physical
sense it describes a three-dimensional grid. To the algorithm, however, every
grid point value is treated separately, so we can just as well talk about the
signal as if it were an N -dimensional vector, with N also the number of grid
cells.

Because of the discrete sampling on a regular grid, we can use the discrete
Fourier transform (DFT) on the set of samples, allowing for efficient fast
Fourier transform (FFT) methods. In Appendix 3.B.1 we outline our choice
of Fourier convention and list some useful operations in Fourier space.

Another complication is introduced by the fact that both in Lagrangian and in
Eulerian space, we need to discretize the densities onto a regular grid, but the
two grids in these two spaces are not trivially connected. Particles that initially
reside in the grid cell centers of a regular grid in Lagrangian space will evolve
in Eulerian space to an irregular pattern, i.e. the Cosmic Web. Therefore, we
need to define a regular grid in Eulerian space as well. The most convenient
choice is to reuse the Eulerian grid on which our observational data is given.
The Eulerian space tracer particle positions∗ must be converted to a density on
this grid. This can be done with one of many density field estimation schemes

∗ A set of Eulerian tracer particles at locations {xi} originate from the Lagrangian initial
grid, i.e. {xi(t = 0)} = {qi}. Here i is not on a regular grid in Eulerian coordinates,
but it is on a regular grid in Lagrangian space, because that is how we choose the tracer
particles.
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(see Appendix 3.B.5).

The use of LPT already requires a discretization step itself. In principle, we
could have chosen a different sized grid for Lagrangian space than Eulerian
space (the latter of which is fixed by the observations). In other words, we can
choose the number of particles we use to discretize the initial conditions that
we sample. In a future study, it might be worthwhile to explore whether this
yields any great advantages and at what computational costs.

For further reading on discrete signals in cosmology, we refer to Jing (2005)
and Jasche, Kitaura & Ensslin (2009).

3.3 Hamiltonian Monte Carlo sampling algorithm

Hamiltonian sampling is a way to efficiently sample a multi-dimensional prob-
ability distribution function (PDF). The three necessary conditions for using
this algorithm are that

1. the PDF can be written down analytically;

2. that it is differentiable with respect to the signal; and

3. that its derivative can also be given analytically∗.

In the following, we describe the key aspects of our implementation of the
algorithm. For details on statistical/mathematical proofs (for instance on er-
godicity of the sampler) we refer to the seminal work of Neal (1993, 2012).
Before going into the technical details, we briefly recap the general idea of
(Markov chain) Monte Carlo sampling and illustrate the main benefits of us-
ing Hamiltonian sampling over simple algorithms like Metropolis-Hastings and
Gibbs sampling.

3.3.1 Bayesian sampling

After the posterior P ({δ(q)}) has been established, a sampling method must
be chosen. By sampling P ({δ(q)}) we generate reconstructions of the probable
underlying density perturbation fields δ(q). A plethora of options are avail-
able. Many studies use optimization methods like maximum likelihood (ML)
or maximum a posteriori (MAP) (Kitaura & Enßlin 2008, table 1, gives an
extensive overview). A well-known example of a MAP is the Wiener filter
method (Rybicki & Press 1992; Bond 1995; Zaroubi et al. 1995). Within the
context of the CRF formalism, the maximum a posteriori field is used as well.
∗ Numerical gradients are possible, but would slow down the convergence process and

introduce more uncertainties.
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It is the “mean field” to which random perturbations are added to generate
actual GRFs (Bertschinger 1987). In general, the MAP field of a probability
distribution is not always equal to the mean field. The MAP and mean field
coincide in the CRF formalism because it is purely Gaussian, and in a Gaussian
probability distribution the mean and mode are the same. These optimization
methods yield one optimal sample.
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Figure 3.3 – Illustration of a Monte Carlo process (rejection sampling, see
text). The dots are the samples a Monte Carlo process might yield given
the probability distribution (blue line). With increasing sample size, the dis-
tribution of dots binned along the horizontal axis will approximate the full
generating distribution increasingly accurately. The star is what a maximum
a posteriori process would return.

To study the statistics of possible Web configurations that are compatible
with cluster observations, we will need multiple samples of P ({δ(q)}). The
difference of ML/MAP with a Monte Carlo process is illustrated in figure 3.3.
A Monte Carlo method yields many samples of the full probability distribution.
This ensemble of samples can then be used for many more kinds of (statistical)
analysis than only the optimal value.

Monte Carlo samplers can be computationally very expensive in probing com-
plexly shaped high-dimensional probability distribution functions. For a simple
problem, such as sampling a one dimensional function, represented in figure 3.3,
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one can rely on rejection sampling∗. This method can be illustrated by the
generation of random points in the entire (x, y)-range of the image by drawing
from two uniform distributions over the image’s range. For each random point
(X,Y ) we check whether it is below the distribution; samples lying above the
PDF are discarded. For N � 1 dimensions, most of the points will be “above”
the curve (i.e. above the hyperplane in the (N + 1)-dimensional space (the
N coordinates plus the P (x) “dimension”, like in the figure) formed by the
N -dimensional probability function). Since our goal is to find points “below”
the curve, a simple method like this will become increasingly costly with the
increasing dimensionality of the problem.

3.3.2 Markov chain Monte Carlo sampling

Markov chain Monte Carlo (MCMC) methods try to alleviate the computa-
tional costs of sampling a high-dimensional PDF. They do this by constructing
a so called Markov chain of samples si:

{s1, s2, . . . , sN} . (3.8)

In our case, this becomes a chain of density fields, each sampled on a regular
grid with grid cells i:

{{δ(qi)}1, {δ(qi)}2, . . . , {δ(qi)}N} . (3.9)

One can view such a chain as a random walk through the parameter space
of the PDF P ({δ(q)}), whereby the locations that are visited are returned as
the samples. To do so, the chain visits regions of the parameter space with
a probability proportional to some distribution function† π(s). In the case of
Bayesian models this is the product of prior and likelihood:

π({δ(q)}) = L ×P . (3.10)

When one uniformly samples the parameter space, as with rejection sampling,
many samples will be discarded, since they will be in low probability regions. In
contrast, MCMC chains automatically visit high probability regions in direct
proportion to their relative probability, wasting less computational time on
low probability regions. The performance gain can be orders of magnitude for
∗ Rejection sampling most ideally serves the purpose of this illustration. For low di-

mensional, well defined, integrable PDFs, more efficient sampling algorithms exist, like
inverse transform sampling.

† Note that this is explicitly not a probability function, since it need not be normalized to
one. The fact that MCMC works like this is an additional reason why the evidence term
in the posterior in equation 3.4 does not matter when sampling models given a constant
data term. When sampling a PDF with an MCMC method, only the proportionality
to the model-dependent terms is important.
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high-dimensional problems. The resulting ensemble from sampling π({δ(q)})
is equivalent to an ensemble from the full posterior P ({δ(q)}). One can use
the ensemble to estimate any of the properties of the full PDF, like mean, or
standard deviation, and even reconstruct the full PDF, since one can normalize
the distribution of samples to one.

Without going into too much detail (see e.g. Section 15.8 from Press et al.
2007, for a thorough discussion), we remark that the two conditions for an
MCMC method to visit locations proportional to π, i.e. to return an ergodic
sample, are:

1. Any sample si is drawn from a distribution that is dependent only on
the previous sample si−1 (except for the first sample, the initial guess),
the transition probability function t(si|si−1). This property defines a
Markov chain.

2. The transition probability function satisfies “detailed balance”:

π(s1)t(s2|s1) = π(s2)t(s1|s2) , (3.11)

meaning that it is equally probable to be in position s1 and move to s2

as it is to be in s2 and move to s1.

The goal of MCMC algorithms is to sample PDFs according to transition dis-
tributions that satisfy these conditions. Perhaps the most well known MCMC
method is the Metropolis-Hastings sampler. This method draws a candidate
sample sc from a simple proposal distribution g(s2|s1), like a (multinomial)
Gaussian∗. The probability of the candidate is then compared to the proba-
bility of the previous sample s0 by taking the quotient:

α(s0, sc) = min

(
1,
π(sc)g(s1|sc)
π(s1)g(sc|s1)

)
. (3.12)

The candidate is accepted with probability α(s0, sc). If it is not accepted, a
new candidate is drawn and so on. One can show that this process indirectly
constructs a transition distribution that satisfies detailed balance and thus
that a Markov chain is produced. Since the acceptance criterion favors moving
towards high probability regions (if g is symmetric, only π is left in the quotient,
and if it is larger for sc than for s0, the candidate is automatically accepted)
Metropolis-Hastings chains will tend to “evolve” towards the high probability
regions, thus mostly avoiding the low probability regions.
∗ Apart from having to satisfy some technical conditions, the proposal distribution g is a

free parameter in Metropolis-Hastings samplers.
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Figure 3.4 – Illustration of two Markov chain Monte Carlo processes sampling
from a bivariate Gaussian distribution (contours indicate height of the distri-
bution, lighter gray is higher). Left with Metropolis-Hastings and right with
Hamiltonian Monte Carlo. Iterations up to 20 accepted samples are shown.
Initial guesses (blue circles) are at (0, 0) (top) and (2.5,−1) (bottom). The
green lines connect accepted samples (dots), while the red lines lead to rejected
samples (stars). These particular chains take the same amount of time to run,
but in that time HMC produces a more representative ensemble. Burn-in from
distant regions (bottom row) is also considerably faster for HMC.

The left-hand panels of figure 3.4 show two Metropolis-Hastings chains in a
2D Gaussian distribution∗, illustrating the random-walk aspect. The top panel
starts from a well chosen point within the high probability region, whereas the
bottom panel starts from a low probability region. This highlights one further
important aspect in MCMC chains: the “burn-in” phase. The MCMC chain
has to start from an initial guess for the signal. It will then evolve a chain from
there. In general, we can start from any random initital guess, i.e. one that is
not necessarily close to the high probability region. It takes a series of iterations
for the MCMC chain to reach the high probability region, in which we are most
interested. The period before we reach this high probability region is what we

∗ Produced using the R package GRIMS. For details, see http://www.cs.utoronto.ca/
~radford/GRIMS.html and Neal (2012).

http://www.cs.utoronto.ca/~radford/GRIMS.html
http://www.cs.utoronto.ca/~radford/GRIMS.html
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call the burn-in phase of the chain. The samples obtained in the burn-in phase
are discarded from the ensemble, since they are not part of a representative
sample. Since there is no strict definition of “interesting region” in probability
space, the definition of the burn-in period is dependent on different convergence
criteria, depending on the specific situation. In Section 3.7.3 we discuss the
cut-off criterion used in our study.

3.3.3 Stochastic dynamics

Hamiltonian sampling — a specific form of dynamical sampling — is based on
a physical analogy. By treating the PDF as a potential in a dynamical system,
a Markov chain can be produced as an “orbit” through the parameter space.
The orbit can be found by solving the Hamiltonian equations of motion:

dqi
dτ

=
∂H

∂pi
dpi
dτ

= −∂H

∂qi
,

(3.13)

where τ is an artificial “time” analogue that we merely use to evolve our Markov
chain. The other quantities in equation 3.13 are not real physical positions,
momenta and energies, but rather their analogue in the Hamiltonian dynamics
in the probability space of the sought quantity: the primordial density field
(whose physical analogue is the position vector q). In the rest of this thesis,
if there is a possibility for confusion due to ambiguity between the physically
analogous quantities in Hamiltonian sampling and real physical quantities,
we will explicitly prepend “stochastic” or “statistical” to the analogous, non-
physical quantities. In this section, we only discuss the stochastic quantities,
so we omit the specification. For instance, the “Hamiltonian” refers to the
stochastic Hamiltonian. We use a calligraphic script for the capital variables
in the stochastic framework and a Gothic script for the lowercase variables.

Such an orbit explores the PDF more efficiently than a random walk. This is
illustrated in the right-hand side panels of figure 3.4. In short, Hamiltonian
sampling has the following advantages compared to, for instance, Metropolis-
Hastings or Gibbs sampling∗ (Neal 1993, 2012):

1. It reduces correlation;
∗ Gibbs sampling is basically a multi-dimensional extension of Metropolis-Hastings sam-

pling. A multinomial distribution is sampled by updating the separate signal vector
components one by one in a Metropolis-Hastings fashion. It makes use of the pro-
portionality between the joint distribution and the conditional distribution of one of
the signal components conditional on the others, renormalizing the distribution after
sampling all components.
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2. increases the acceptance rate;

3. and speeds up convergence.

In what follows we will further specify the terms in the Hamiltonian equations
of motion, eventually leading up to the connection with the PDF that we want
to sample.

The Hamiltonian H is the sum of the potential energy E and the kinetic
energy K ,

H = E + K . (3.14)

The kinetic term in this is the momentum (row-vector) times the inverse of
the mass matrix M times the momentum (column-vector),

K =
1

2
pTM−1p . (3.15)

We describe the M term as mass, given the similarity to the kinetic term in
classical mechanics. In the following discussion, we will find that this is a term
of critical importance to the performance of the formalism. At the beginning of
every step of the chain, the momenta are randomly drawn from their canonical
distribution P (p):

p x P (p) , (3.16)

which is a Gaussian random field:

P (p) =
1

ZK
exp

(
−K (p)

)
= (2π)−

N
2 exp

(
−1

2
pTM−1p

)
, (3.17)

where ZK normalizes the integral over the distribution to one. While a Gaus-
sian distribution is computationally and analytically simple and tractable, in
principle, a non-Gaussian momentum distribution could also be used. The
Gaussian distribution allows us to make informed decisions about the opti-
mization of the mass, as we show in Section 3.8.2 and as other authors have
similarly shown (Taylor, Ashdown & Hobson 2008; Kitaura et al. 2012; Kitaura
2013; Jasche & Wandelt 2013; Wang et al. 2013).

Next, the positions (the signal, i.e. the density sample on the grid) must be
drawn from their distribution P (q). It is given by a similar function:

P (q) =
1

ZE
exp(−E (q)) . (3.18)

The Hamiltonian sampler accomplishes this process by first sampling the full
canonical distribution of the position and momentum combined, i.e. the phase-
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space distribution P (q , p),

P (q , p) =
1

ZH
exp(−H (q , p))

=

[
1

ZE
exp(−E (q))

]
·
[

1

ZK
exp(−K (p))

]
= P (q)P (p) ,

(3.19)

and then marginalizing this distribution over the momenta p. This can be
done by simply discarding the momenta after they have been used to find the
positions q (the quantity we are interested in).

At this point, the connection with the Bayesian posterior P ({δ(qi)}) from
equation 3.6 that we wish to sample can be made. The general canonical prob-
ability distribution function of the qi’s given in equation 3.18 must equal the
Bayesian posterior P ({δ(qi)}) of our signal. The potential E is then coupled
to the Bayesian model as:

E = constant− lnP = constant− ln P − ln L , (3.20)

where − ln P and − ln L are the log-prior and log-likelihood. Constant terms
can be gathered together, since we will not need them∗.

It can be shown (Neal 1993, chapter 5) that by solving the Hamiltonian equa-
tions of motion, we effectively sample the canonical distribution P (q , p). The
equations of motion given the above definitions can be rewritten as

dqi
dτ

= (M−1p)i

dpi
dτ

= −∂E

∂qi
.

(3.21)

Evolving the qi and pi according to these equations will preserve phase space
volume, and thus leave the canonical distribution invariant (i.e. it will make
sure that each next step is also a sample from the same distribution, given that
the previous one was).

By discarding and redrawing the momenta after each chain sample, a stochastic
element is introduced into the chain orbit, which is physically analogous to the
influence of a heat bath. This means that the energy of the chain is not
conserved between chain samples, but this is desirable. By sampling random
energy levels, the full PDF will be sampled properly. Otherwise, the chain

∗ For equation 3.23 we only need to know δH , so the constant terms and drop out due
to taking the difference.
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may orbit some regions but miss out on others, for instance when it would get
stuck in a potential well.

In the Hamiltonian equations of motion, we will need the derivative of E to
each component of the signal, i.e. qi. We call this term the Hamiltonian force
Fi, since it is the equivalent of the time-derivative of the momentum in this
formalism (which is force in the physical case):

Fi ≡
∂E

∂qi
= −∂ ln P

∂qi
− ∂ ln L

∂qi
, (3.22)

where the constant from equation 3.20 will drop out, due to taking the deriva-
tive. The first term we can call likelihood force and the second prior force.

In Appendix 3.B.2 some details on the numerical implementation of this scheme
are given.

3.3.4 Hybrid Monte Carlo

The “stochastic dynamics method” (stochastic in terms of the origin of p)
above should give us a Markov chain that samples from the distribution we
are interested in. However, even though phase space volume will be preserved
by the method in each separate step, the total energy H will not be preserved
between steps due to the imprecise discretization scheme (see Appendix 3.B.2).
If the errors are left unchecked, the chain’s movement may become too erratic,
which means it will no longer give a representative sample of the underlying
distribution.

Luckily, this can be solved by adding a Metropolis acceptance criterion∗ after
each dynamical step, similar to that in equation 3.12. Given the difference
δH between the Hamiltonian of the state (q , p) before the dynamical step,
H (q , p), and that of the candidate state (q∗, p∗) after dynamics, H (q∗, p∗),
the probability of acceptance of the candidate state conditional on the previous
state α((q∗, p∗)|(q , p)) is given by

α((q∗, p∗)|(q , p)) = min
(

1, e−(H (q∗,p∗)−H (q ,p))
)
. (3.23)

The chance of acceptance becomes smaller with larger δH . This keeps things
under control, and one can show that this procedure yields an ergodic sampler
(Neal 1993, 2012). One needs to be careful in sampling the momenta, otherwise
the acceptance rate might plummet and it is not possible to make any progress

∗ See Heermann (2009) for a derivation of this criterion. In this lecture, other useful
quantities are derived as well, such as the expectation value of the acceptance rate as a
function of the mean Hamiltonian difference, 〈α〉(〈δH 〉).
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in the Markov chain. The choice of the mass function acts as a pre-conditioner,
which can accelerate the convergence process.

These two elements then finally define the Hamiltonian Monte Carlo method:
using stochastic dynamics together with the Metropolis acceptance criterion.
The method is also called Hybrid Monte Carlo in some sources. Both conve-
niently abbreviate to HMC. HMC has proven itself to be fast and convenient
and can be used for fields with up to as many constraints as there are grid cells
in the data (Kitaura et al. 2012; Kitaura 2013; Jasche & Wandelt 2013; Wang
et al. 2013; Leclercq 2015).

There are in fact two more possible stochastic steps in the full HMC method.
The first is that before every dynamical step, one could randomly choose the
direction of the evolution, i.e. whether one will evolve forward or backward
in time ∗. The second is that instead of just one leapfrog step of size ε, one
could do Nε steps. In fact, choosing the values of ε and Nε from some fixed
distribution at the beginning of each dynamical step, may in some cases be
necessary to ensure the chain does not get stuck in some resonant part of
the PDF. An unfortunate choice of parameters could lead the chain to get
stuck, for instance, if the target PDF has a local maximum with a width of
the same order as the leapfrog step size. Also, by choosing a large Nε, one
reduces the random walk aspect of the motion, thus taking full advantage of
the method’s potential for efficiency. These parameters should be tweaked to
achieve maximum efficiency for each specific situation. In our case, we do
implement the random ε and Nε, but omit the random time direction. See
Appendix 3.B.4 for more on these tuning parameters.

HMC uses the Hamiltonian force, i.e. the derivative ∂P (s)
∂s to direct its search for

a next sample candidate. This way, we leverage all the information put into our
model at the sample-choosing stage, instead of only at the acceptance/rejection
stage after drawing the candidate. Using the derivative of the posterior P (s)
does place an important constraint on the models we use. We must be able
to analytically compute the derivatives to the signal of all components of the
modeled knowledge.

This mainly limits our choice of structure formation models. Within the con-
text of our formalism, a structure formation model may be regarded as a
function f : δ(q) → ρ(x)† from a Lagrangian space density perturbation field

∗ There is some discussion on whether this step is necessary or just one of the possible
implementations. Neal seems to suggest that it is in fact necessary for detailed balance
to hold. However, other sources, like Heermann (2009), claim that only the time-
reversibility of the algorithm is important, meaning that you do not have to actually
reverse it, as long as it’s possible (which it is with a leapfrog scheme).

† For readability of notation, we try to mostly use δ in Lagrangian space and ρ in Eulerian
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δ(q) to Eulerian space density field ρ(x)∗. A numerical derivative (e.g. with
finite differences) of such a model to the signal, δ(q), would prohibitively slow
down the calculation. Thus, analytical derivatives are necessary to efficiently
use HMC.

Data models are also constrained by the analytical derivative prerequisite. For
instance, stochastic models of virialized regions are not possible, since we would
need a derivative of a stochastic quantity.

3.4 Applying HMC to primordial density fields

From this point on, we will replace the general qi “coordinates”† with the signal
we actually want to sample:

qi = δ(qi) . (3.24)

Note that qi (N -dimensional (N being total number of grid cells) “coordinate
analogues” in the Hamiltonian sampling formalism) and qi (3-dimensional La-
grangian coordinates of our primordial density fluctuation sample on a regular
grid) are two entirely different things (see the glossary, Appendix 3.A).

3.4.1 Prior force

The prior in our work is not a complicated expression; it is explicitly dependent
on the primordial density field δ(q) and its derivative is quite trivial to obtain
(see Section 3.5.1). Since our only knowledge on this field is of a statistical
nature (i.e. the power spectrum P (k)), this easily fits into our statistical frame-
work. We can stick to the mainstream by defining a Gaussian prior, meaning
that our first physical assumption is that the primordial density fluctuations of
our Universe are Gaussian distributed. One could also take some non-Gaussian
PDF, corresponding to non-Gaussian primordial density fluctuations‡, as long
as the resulting prior is differentiable in δ(qi) (Kitaura 2012).

space; we find this adds contrast between the two fields, which is lacking when only using
the different arguments (q versus x) with the same field symbol.

∗ The concept of a density field always assumes a certain scale. One always averages
density over a certain volume, e.g. a grid cell when using a regular grid. There is not
one single unique density field. Any density field based formalism, like ours, can only
describe physics at a certain scale.

† Remember that we were just using the qi’s as physical analogues for the signal we
actually want to sample.

‡ Though, after the first Planck results, the viability of such models seems to have de-
creased (Planck Collaboration et al. 2014, 2015d).
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3.4.2 Likelihood force

Let us present the basic formulations of the likelihood force FL . Before we
derive the relations specific to our statistical and structure formation models,
we will do the basics that hold for every model. The first step consists of
applying the chain rule:

FL
k ≡ −

∂ ln L

∂δ(qk)
= −

∑
j

∂ ln L

∂ρ(xj)

∂ρ(xj)

∂δ(qk)
. (3.25)

Here we need to take into account that the likelihood depends on all grid
point values of the density ρ(xi)

∗, giving rise to the sum. The density ρ(xi) is
calculated on a regular grid {xi} with grid cells i the same as in the observed
density field ρobs(xi). It is defined at any point x as a sum over mass element
or particle kernels W (x′):

ρ(x) =
∑

particles i

miW (x− xi) , (3.26)

This definition establishes the connection of ρ(x) for any x to all values of the
signal {δ(qi)}. Every mass element, initially at qi, can contribute some mass
to the density at x, depending on the extent of its kernel function. Where the
mass element ends up, and hence exactly at what position the kernel for that
particle will be, depends on the structure formation process, the transformation
from Lagrangian to Eulerian coordinates (see Section 3.6). See Appendix 3.B.5
for more details on the density estimation kernel.

Inserting the definition of the density ρ(x) into equation 3.25, we get

FL
k = −

∑
j

∂ ln L

∂ρ(xj)

∑
i

mi
∂W (xj − xi;hs)

∂δ(qk)

= −
∑
j

∂ ln L

∂ρ(xj)

∑
i

mi
∂W (xj − x(qi);hs)

∂x(qi)
· ∂x(qi)

∂δ(qk)
,

(3.27)

where in the second step we applied the chain rule, and treated the xi as
the spatial coordinate it also is, instead of just as a discrete grid coordinate.
Additionally, we explicitly note that it is a function of the initial Lagrangian
coordinate qi.

The above is one of the situations where the subtleties of the discrete versus
continuous nature of the problem must be taken into account very carefully.
∗ The equations derived here depend on this property and that the likelihood does not

explicitly depend on the signal δ(q). In general, the likelihood could be a more complex
function of (a function of) ρ, or even something without explicit dependency on ρ at
all. These cases are not covered here.
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The derivatives are continuous, even though we are differentiating to discrete
signal components δ(qi). This means that we can still use the usual rules for
the chain rule, implying the second step in equation 3.27 above.∗

To compute the derivative of x(qi) we express it as a function of q and the
displacement field s(q):

x(q) = q + s(q) . (3.30)

We assume curl-free displacement fields s = ∇ψ. In this case, we can further
expand equation 3.27 in terms of the divergence of the displacement field, or
expansion/contraction, ϑ ≡ ∇ · s (see equation 3.84) and using equation 3.30
to find

∂x(qi)

∂δ(qk)
=

1

N

∑
l

eikl·qi
(
− ikl
k2
l

)
∂ϑ̂(kl)

∂δ(qk)
+ ε(3.32) , (3.31)

yields

FL
k = −

∑
j

∂ ln L

∂ρ(xj)

∑
i

mi
∂W (xj − x(qi);hs)

∂x(qi)

· 1

N

∑
l

eikl·qi
(
− ikl
k2
l

)
∂ϑ̂(kl)

∂δ(qk)
+ ε(3.32)

= −
∑
j

∂ ln L

∂ρ(xj)

∑
i

mi
∂W (xj − x(qi);hs)

∂x(qi)

· 1

N

∑
l

eikl·qi
(
− ikl
k2
l

)∑
m

e−ikl·qm
∂ϑ(qm)

∂δ(qk)
+ ε(3.32) .

(3.32)

Note here that i is only an index when we write it in sub- or super-script,
while it is the complex number

√
−1 when used multiplicatively. Note also

that the first part of equation 3.32 introduces an error term ε(3.32). This is
because we are using the DFT, whereas equation 3.84 only strictly holds for
continuous derivatives. Of course, the q from equation 3.30 does not appear
∗ This has to do with the definition of the derivative as a limit of the quotient of two

differences. You can expand this as

∂f(g(x))

∂x
= lim
x→a

f(g(x))− f(g(a))
x− a = lim

x→a

f(g(x))− f(g(a))
g(x)− g(a)

g(x)− g(a)
x− a . (3.28)

The limit of a product is the product of the limits of the product terms (if they have
limits themselves), so indeed

∂f(g(x))

∂x
=
∂f(g)

∂g

∂g(x)

∂x
, (3.29)

i.e. you don’t have to worry about the coordinate x anymore in the first term. This is
what we use in the third step above.
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in the derivative, because it is a constant (the Lagrangian particle coordinates
are chosen on a regular grid).

To simplify equation 3.32, we define an auxiliary vector Vi:

Vi ≡ V (x(qi)) ≡
∂ ln L

∂x(qi)
= mi

∑
j

∂ ln L

∂ρ(xj)

∂W (xj − x(qi);hs)

∂x(qi)
, (3.33)

which can be seen as a matrix multiplication or a discrete convolution of the
partial derivative of ln L with a kernel term (in Appendix 3.B.6 we go into
the computational details). We use Vi to rewrite equation 3.32 as

FL
k = −

∑
i

Vi ·
1

N

∑
l

eikl·qi
(
− ikl
k2
l

)∑
m

e−ikl·qm
∂ϑ(qm)

∂δ(qk)
+ ε(3.32) . (3.34)

Subsequently, we use the complex FFT relations from Appendix 3.B.1 to fur-
ther simplify. To do this, we introduce a second auxiliary function h(q):

ĥ(kl) = −
(
− ikl
k2
l

·
(
V̂ ′(kl)

)∗)∗
= − ikl

k2
l

· V̂l or (3.35)

h(qm) = ∇−2∇ · Vm , (3.36)

where we defined a convenience function (like in Appendix 3.B.1) V ′:

V ′(q) ≡ V ∗(q) = V (q) , (3.37)

in which the conjugation drops out because V is real. Also, the conjugations
in ĥ drop out, because two conjugations on V̂ ′ cancel each other and we have
that i∗ = −i in the ikl

k2l
term. This shortens equation 3.34 to

FL
k =

∑
m

h(qm)
∂ϑ(qm)

∂δ(qk)
+ ε(3.32) , (3.38)

a discrete convolution of h(q) with the derivative of the divergence of the
displacement field ϑ(q) to the signal δ(qk).

Summarizing this section, we see that the statistical part of the algorithm in the
L term can be separated from the structure formation part. The structure
formation part is contained in the ∂ϑ

∂δ(q) term. We will treat this further in
Section 3.6. The statistical model plays its part through h and V via the
∂ ln L
∂ρ(x) term. More on that in Section 3.5.

Intuitively, we could interpret equation 3.38, and hence the likelihood force,
as a likelihood statistical force h that is being convolved with a physical kernel
∂ϑ
∂δ(q) . Actually, this is not completely true. This is because h does contain
the physical assumption of a curl-free displacement field. The kernel term
ik
k2

would not be there otherwise. In this situation, we call h the curl-free
likelihood statistical force.
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3.5 Statistical models

In this section, we set out to find expressions for the different types of statistical
models one can use in the Hamiltonian sampler. For each of these models, we
need to formulate the prior P, the likelihood L , the derivative of the prior to
δ(q) and the derivative of the likelihood to ρ(x). Note that ρ(x), when needed,
must be calculated using a structure formation model. This will be treated in
Section 3.6.

In this work we use a multivariate Gaussian prior (physical motivation given
in Section 3.4.1). The choice of likelihood is a delicate issue. In our case, since
we only use mock data, we can simulate any type of noise we want. We applied
Gaussian noise with a univariate Gaussian per grid cell (Section 3.7.2), so we
model this with a Gaussian likelihood. This assumes that, at our resolution,
the observational noise is local to the grid cells.

When real data is used, a proper data model should be composed, adapted to
the observational data. When using galaxy counts per unit volume the data
is Poissonian distributed. Previous works indeed used a Poissonian likelihood
for such data (e.g. Kitaura & Enßlin 2008; Kitaura, Jasche & Metcalf 2010;
Wang et al. 2013; Jasche & Wandelt 2013). In our formalism, we do not aim
at using optical galaxy counts, but rather prepare for cluster X-ray, SZ or
gravitational lensing observational data, which provides density distributions,
together with distances determined by optical means (redshifts of (a selection
of) the cluster’s galaxies). The propagation of all the errors involved in this
process is out of the scope of this work. We chose to use a Gaussian likelihood
as a general error model that is likely to be close to (but not equal to) many
true data likelihood functions. This issue is discussed further in Section 3.9.2.

3.5.1 Gaussian prior

In our case, where our signal is the density perturbation field δ(q) sampled on a
regular grid {qi}, the prior is simply a Gaussian distribution with a correlation
function ξ(q, q′),:

P({δ(q)}|ξ(q, q′)) =
1√

(2π)N‖S‖
exp

−1

2

∑
i,j

δ(qi)(S
−1)ijδ(qj)

 , (3.39)

where the correlation function ξ in practice translates into the N ×N correla-
tion matrix S, with elements:

Sij ≡ ξ(qi, qj) , (3.40)

defined at the grid points {qi}. This makes the inversion in the exponent a
matrix inversion.
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For equation 3.20 we need − ln P given by

− ln P = constant +
1

2

∑
i,j

δ(qi)(S
−1)ijδ(qj) . (3.41)

For the derivative, the prior force, we then have

FP
i ({δ(q)}|S) ≡ −∂ ln P

∂δ(qi)
=

1

2

∑
j,k

δK
ij(S

−1)jkδ(qk) + δK
ikδ(qj)(S

−1)jk

=
1

2

∑
k

(S−1)ikδ(qk) +
1

2

∑
j

δ(qj)(S
−1)ji

=
∑
j

(S−1)ijδ(qj) ,

(3.42)

where δK
ij is the Kronecker delta. Because the correlation function is symmetric,

Sij is a symmetric matrix. The inverse of a symmetric matrix is also symmetric,
so that we can safely permute the ji subscript in the second summation, in
action on the second line. The force too is a function of the entire grid of field
values, as can be seen from the sum over all grid cells. At the same time, it
is a field quantity itself, i.e. a function of the grid cell i in the subscript. It
is essentially a discrete convolution of the inverse correlation matrix with the
primordial density field (the signal).

Note that we do not actually use a matrix in the calculations in the code. We
approximate the discrete convolution by a continuous one, which we can solve
in Fourier space. Because the Fourier transform of the correlation function
(the power spectrum) is diagonal, this vastly speeds up calculation compared
to a full matrix treatment. This method is also used for the Hamiltonian mass.
It is explained further in Appendix 3.B.2 (equation 3.87).

3.5.2 Gaussian likelihood

We assume the density distribution ρobs(x) of a couple of galaxy clusters to
be known, up to some error ε(x) (from a Gaussian error function G(µ, σ) with
zero mean and standard deviation σ(x)), i.e.:

ρobs(x) = ρtrue(x) + ε(x) , (3.43)

ε(x)←↩ G(0, σ(x)) . (3.44)

The positions of these clusters are also known and the error in the position will
be included in the error in the density distribution. Outside of these cluster
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areas we will assume no prior knowledge. These considerations lead us to define
the following likelihood:

L ({ρobs(x)}|{δ(q)}) =
1

(2π)N/2
∏
i σi

exp

(
−1

2

∑
i

(
T (ρobs(xi))− ρ(xi)

)2
wi

σ2
i

)
, (3.45)

where ρ(xi) is the sampled density on the x grid∗ — and like with the prior it
is a function of the entire field, signified by the curly brackets — T is a trans-
fer function from our structure formation model to “real structure formation”
(as defined by an N -body simulation, see discussion below) and the sum and
product are over all grid cells i, i.e. the grid cells in Lagrangian q-space (which
of course correspond to positions x(qi) in Eulerian x-space). The mask or
window function wi is simply 1 in cells where we have data and 0 where we do
not†.

For equation 3.20 we need − ln L :

− ln L = constant +
1

2

∑
i

[
T (ρobs(xi))− ρ(xi)

]2
wi

σ2
i

. (3.46)

The derivative of this to f(ρ(xj)) = ρ(xj) is then:

∂ ln L

∂ρ(xj)
= −

∑
i

(
T (ρobs(xi))− ρ(xi)

)
wi

σ2
i

(−δK
ij)

=

(
Tj(ρ

obs(xj))− ρ(xj)
)
wj

σ2
j

.

(3.47)

Transfer functions

There are a couple of possible other ways to define a Gaussian likelihood. The
key difference is in how one corrects for the fact that the observed density
field is from real (or mock) data or from an N -body simulation, while the
model density field is, obviously, a model universe. Density values may differ
significantly between these different “realities”. For instance, a galaxy cluster
in reality will have density contrast values of over 200, while in a density field
of the Zel’dovich approximation values will generally be more than an order
∗ This density is estimated through the procedure in Appendix 3.B.5.
† One could think of a window function that allows values between 0 and 1 to express

certainty of the value. In our model, this is already expressed by σi, so we can keep wi
binary.
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of magnitude lower, because the structures in the Zel’dovich formalism do not
have self-gravity. We can correct for this effect using a transfer function T that
maps density values from the observed density map to our model “reality”. One
possibility is to use a rank-order mapping as described in e.g. Leclercq et al.
(2013).

In principle, it would also be possible to transform the modeled density sample
and leave the data untouched. This would, however, pose problems with the
derivative to ρ(x); we would need an analytical transfer function, which we do
not necessarily have. Though it is possible to use an analytical fit, we chose to
do it this way to be able to also use non-analytical transfer functions.

Also, a linear mapping like in Leclercq et al. (2013) is still limited. While
it gives a large improvement in terms of the 1-point distribution function of
density values, it does nothing in the way of correcting higher order statistics.
One could think of correcting for these as well, for instance by taking into
account information from surrounding cells, known density profile statistics,
etcetera.

Another possibility is to also correct for numerical effects by convolving the
densities with a smoothing kernel (Wang et al. 2013), as discussed in Ap-
pendix 3.B.7. This basically expresses uncertainty in the model or the algo-
rithm on scales smaller than those on which the field has been smoothed. In
this work we leave out such smoothing and let the algorithm deal with uncer-
tainties through its own stochastic approach.

3.6 Structure formation models

Now that we have set up the model-independent framework, specified further
by the statistical models for the prior and likelihood, we continue by specifying
the physical models determining the displacement field. This model must have
an analytical expression to be efficiently differentiable with respect to the signal
{δ(qi)}.
The most accurate available models of structure formation are based on N -
body solvers of the Vlasov equations for collisionless dark matter (Hahn, Abel
& Kaehler 2013). However, these require many steps to calculate the corre-
sponding gradients (Wang et al. 2014). Another interesting model that one
might consider is the Adhesion model (Gurbatov & Saichev 1984; Kofman &
Shandarin 1988; Bernardeau et al. 2002; Hidding et al. 2012, 2015). This fully
analytical model augments the Zel’dovich approximation by an artificial vis-
cosity term. In this way, the self-gravity of the emerging structures is modeled
by particles becoming “sticky”. Instead of overproducing shell crossing, they
will cluster together, developing a sharp spine of the Cosmic Web. Moreover,
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it is able to follow the hierarchical evolution of the structures.

In this work, we focus on Lagrangian Perturbation Theory (LPT) approxima-
tions of structure formation (Zel’dovich 1970; Buchert & Ehlers 1993; Scocci-
marro 1998; Bernardeau et al. 2002). Its characteristics have been extensively
studied and the derivatives of the involved functions can be written down an-
alytically. They allow us to quickly and accurately reconstruct the Web on
large scales.

The model we consider in this chapter is the first order LPTmodel, or Zel’dovich
approximation. Other models will be discussed in Chapter 4. These are based
on second order Lagrangian perturbation theory (2LPT). We will also include
elements from spherical collapse, leading to “Augmented LPT” or ALPT (Ki-
taura & Heß 2013). In Chapter 6 a redshift space distortions model will be
described that extends the Zel’dovich model into redshift space (although it
can easily be used to extend higher order LPT models as well).

In particular, in this section we need to specify two quantities in the structure
formation model:

1. a function f that, given a field δ(q), determines ρ(x);

2. the gradient of the divergence of the displacement field with respect to
the signal ∂ϑ(q)

∂δ(qi)
required in equation 3.38.

For f we need to define the displacement field s(q), which is done most conve-
niently in Fourier space by using the divergence of the displacement field ϑ(q)
(see equation 3.84 in Appendix 3.B.1). Hence, for both quantities we need
ϑ(q). After the x(q)’s are found, the function f follows the kernel density
estimation procedure from Appendix 3.B.5. The gradient term ∂ϑ(q)

∂δ(qi)
has an

analytic expression that we derive for every model, as shown below.

Note that we have to distinguish here between δ(q) and its first and second
order expansion terms δ(1)(q) and δ(2)(q) (see also Chapter 4). We can then
account for the growth factors of the different order terms. See the glossary in
Appendix 3.A for more details.

1st order Lagrangian perturbation theory: Zel’dovich approximation

In the Zel’dovich approximation, the divergence of the displacement field ϑ is
proportional to the density perturbation field (see Chapter 1 or e.g. Bernardeau
et al. (2002, equation 92)):

ϑ(δ(1)(q)) = −δ(1)(q, t) = −D1∆(1)(q) . (3.48)
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In equation 3.38, we need the derivative of ϑ to δ(qi) = δ(1)(qi), which can be
straightforwardly obtained:

∂ϑ(q)

∂δ(qi)
= −δK

q,qi , (3.49)

The Lagrangian coordinate q in this equation will also be defined on a grid as
in equation 3.38. Note that we may replace Dirac delta functions by discrete
Kronecker deltas. Together with equation 3.38 this leads to the Zel’dovich
likelihood force:

FL ,ZA
i = −h(qi) + ε(3.32) . (3.50)

3.7 Code validation and experiments

We proceed to validate the code with a series of numerical tests. In particu-
lar, to verify the consistency of the method we generate the input data with
the same models assumed in the reconstruction process. Since we use the
Zel’dovich model of structure formation in barcode, we will generate a mock
“observed” field by evolving an initial density field forward with Zel’dovich up
to z = 0. This way, we can test whether the code works in a perfect situation
where we can analytically model exactly how structure forms. This also means
we can neglect for the moment the transfer function T (ρ) in equation 3.46 (see
also Section 3.5.2).

3.7.1 Structure formation: from Lagrangian to Eulerian

In figure 3.5 we see the result of such a transformation from Lagrangian space
to its corresponding Eulerian space density field. The top panels show the
Lagrangian (initial) density (linearly extrapolated to z = 0). In the bottom
left panel the Eulerian density as computed with the Zel’dovich model is shown.

The N -body Eulerian density in the bottom right panel illustrates in how far
the Zel’dovich model reproduces the fully non-linearly evolved mass distribu-
tion. A few salient differences can be identified:

• Low density regime: the Zel’dovich approximation exaggerates the void
regions. They are larger and deeper than in full non-linear reality.

• High density regime: in the Zel’dovich approximation, clusters are less
pronounced and filaments obtain a diffuse appearance. This is due to
artificial overshoot, following shell crossing in the absence of self-gravity.

Still, the large scale structure overlaps to a large degree between Zel’dovich
and N -body. This agreement can be quantified through the normalized cross-
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Figure 3.5 – Transformation from Lagrangian to Eulerian space density fields.
Top panels: the Lagrangian (initial) density (linearly extrapolated to z = 0);
left unsmoothed, right Gaussian smoothed; r = 3.125 h−1Mpc. Bottom left:
Eulerian density as computed with the Zel’dovich model. Bottom right: N -
body Eulerian density.
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correlation spectrum∗, defined as

G(k) =

〈
δ̂a(k)δ̂∗b (k)

〉
√
Pa(k)

√
Pb(k)

. (3.109)

See Appendix 3.D for more details. In figure 3.6 the cross-correlation spectrum
shows that the correspondence is nearly perfect up to about 60 h−1Mpc scales.
It is still 90% down to scales of 12 h−1Mpc, but then quickly drops to 60% at
a scale of 6.5 h−1Mpc.

0.1 1.0

k (h Mpc−1)
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G
(k
)

10100
scale (h−1 Mpc)

Figure 3.6 – Normalized cross-correlation spectrum (see equation 3.109) com-
paring the Eulerian space density fields of Zel’dovich and N -body models. If
the fields were equal at all scales, the function would be one everywhere (green
dashed line).

For density estimation we used two methods: a fixed kernel SPH estimator (see
Appendix 3.B.5) and DTFE (van de Weygaert & Schaap 2009; Cautun & van
de Weygaert 2011). Due to the low resolution and large kernel scale of our SPH
density estimator, the differences between the Zel’dovich and N -body results
are reduced. A DTFE based density estimator shows larger differences (see
figure 3.7). Apart from the above mentioned differences between Zel’dovich
and N -body, some additional differences can be noted from this figure:
∗ The cross-correlation spectrum is also known as the “propagator” from perturbation

theory from physics.
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Figure 3.7 – Eulerian space density fields for Zel’dovich ( left) and N -body
(right) evolutionary models. Top panels: SPH density estimation. Bottom:
DTFE density estimation. Boxes highlight regions discussed in the text.

• The top cluster in the supercluster of three large peaks in the bottom-
right quadrant of the figure ((xy, xz) = (65, 165) h−1Mpc) seems to have
completely overshot into a ring, whereas in N -body the cluster sticks
together. This is a rather strong non-physical artifact. Unless extremely
high velocities were involved, in reality, the mass should have stuck to-
gether.

• The filament at (xy, xz) = (125, 145) h−1Mpc seems longer in the N -
body case. This is just one example of the many subtle differences in the
filamentary mass distribution.

We assume here that the Zel’dovich density is the “true” Eulerian density.
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If we then use the Zel’dovich structure formation model, we expect to see a
(statistically) perfect match of our mean signal to the true density.

3.7.2 Validation experiments: input parameters

In our numerical experiments we use the following four categories of parame-
ters:

A. cosmological,

B. statistical,

C. astronomical,

D. numerical.

A. Cosmological parameters

For the cosmological parameters we use the maximum likelihood results from
the WMAP 7-year observations (Komatsu et al. 2011)∗. The relevant pa-
rameters for barcode are given in table 3.1. The cosmological parameters

Table 3.1 – Cosmological parameters used in this work. These are results
from the WMAP 7-year observations (Komatsu et al. 2011), except for the
box size.

symbol value description
Ωm 0.272 Matter density parameter
Ωb 0.046 Baryonic matter density parameter
ΩΛ 0.728 Dark energy density parameter
w −1 Dark energy equation of state parameter
ns 0.961 Power-law index of the primordial power spectrum
wa 0 Dark energy linear time dependency parameter
σ8 0.807 Density field fluctuation rms at 8 h−1Mpc scale
h 0.702 Hubble parameter (units of 100 Mpc km−1s)
L 200 h−1Mpc Comoving box size

also determine the power spectrum. We use CAMB (Challinor & Lewis 2011)
to generate the power spectrum which is used for the prior computation in
barcode. We consider cubical volumes of 8 · 106 h−3Mpc3. The Zel’dovich
structure formation model is applied to transform from Lagrangian to Eulerian
coordinates at z = 0.
∗ For more up to date parameters, see Planck Collaboration et al. (2015b).
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B. Statistical parameters

barcode has a number of parameters to tune HMC and some choices of
statistical models. The results in this chapter use the following statistical
parameters:

Leap-frog step size ε We use an adaptive step size (see Appendix 3.B.4). It
is bounded to be between 0 and 2, but within those limits it is adapted
to give an acceptance rate of 0.65±0.05 (calculated over the 100 previous
steps).

Number of leap-frog steps per iteration Nε The number of leap-frog steps
is randomly drawn from a uniform distribution of integers between 1 and
256. For Section 6.5 the maximum was increased to 512 and 1024 to
assess performance as a function of this parameter. Note that according
to our own heuristic estimation (equation 3.93), taking into account the
other parameters, the optimal value would be Nε = 724. We chose the
lower value of 256 because of time constraints (724 would take about
three times longer).

Hamiltonian mass We use the inverse correlation function type mass (see
Section 3.B.4):

M̂ = 1/P (k) . (3.51)

Likelihood We use a Gaussian likelihood as described in Section 3.5.2. We
set σi to 1 for all cells, effectively removing this parameter from the
algorithm.

C. Astronomical parameters

Mock observed density field The algorithm is based on the comparison
of an observed density field with sampled fields from PDFs that include a set
of physical models. The mock observed density field that we use to test the
code is defined as follows.

First, we generate a Gaussian random field given the cosmological power spec-
trum. This Lagrangian space field is mapped to an Eulerian space density field
at z = 0, using the assumed structure formation model.

Finally, to simulate actual data, we add random noise to the Eulerian density.
The noise is drawn from a Gaussian with zero mean and σi standard deviation
(see equations 3.43 and 3.44). These steps are illustrated in figure 3.8. In
addition, in figure 3.9 we show the corresponding power spectra of the density
fields.
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Figure 3.8 – From true Lagrangian field (top left) to true Eulerian field
(bottom left) to mock observational input field (in Eulerian space, bottom
right).

Window / mask The window parameter wi in the likelihood was not used
in this work, i.e. it was set to 1 for all cells i.

Starting configuration To start the MCMC random walk, we need to pro-
vide a starting point, or “initial guess”, in the N3

x -dimensional sampling space.
We use two different types of starting points corresponding to two different
types of chain runs. The regular runs start with a non-informative guess about
the cosmic web structure. This is the way to run the code using real observa-
tions. In addition, we run the code with a starting point that is equal to the
actual true input field, of which we have full knowledge having generated it,
as described earlier.
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Figure 3.9 – Power spectra of density field in Lagrangian space, Eulerian
space and of the mock observational density field (in Eulerian space) that is
used as input to the HMC chain. The mock observational density field has a
high-k tail that represents the Gaussian noise that is put on top of it. The
black dashed line represents the original WMAP7 spectrum from CAMB that
we used to sample our initial Lagrangian Gaussian random field from.

The zero initial guess runs can be used to evaluate whether the chain burns
in correctly. Once this fact is established, samples from the second type “true
answer initial guess” runs can be used to bypass the burn-in phase. This saves
some computational time. Of course, when using the code on real data this
cannot be done, but it is convenient for code validation.

D. Numerical parameters

We start with resolutions of L/Nx = 3.125 h−1Mpc, corresponding to a grid
of Nx = 64 cells in each direction and a volume side of L = 200 h−1Mpc.
The total number of cells is N = 262144. In Section 3.8 we will also present
computations with Nx = 128, to study the code’s scaling properties.

We used three seeds to initialize the random number generator in the code.
Each of these seeds was used for a separate code run, giving separate, differently
evolving chains. We output the field realizations every 50 steps of the chain.
This is a bit much, but it assures that the saved samples are sufficiently far
apart. We used the SPH density estimator (Section 3.B.5). We set the SPH
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scale parameter equal to the cell size L/Nx = 3.125 h−1Mpc.

3.7.3 Burn-in phase

We base our choice for the cut-off for the burn-in phase on whether the likeli-
hood of the samples has converged towards a stable level. With this we mean
that it will then show little variations around this level (see also figure 6.19 in
Section 6.5). It turns out that for a given set of physical and statistical pa-
rameters (except the random seed), the burn-in period has approximately the
same length regardless of the (random) initial guess. We can estimate it from
one run and use it for all other similar chains. Following the above reasoning,
we find that by iteration 500 the burn-in phase has concluded.

In practice, we start our MCMC chains with an initial guess of a zero La-
grangian field∗. One might easily imagine a slightly more optimal initial guess.
One example might be the smoothing of the input “observed” signal so that
only the (quasi-)linear parts of the field are left, which should still be close to
the Lagrangian field. It turns out, however, that this effort does not accelerate
convergence.

We find that the algorithm first constrains the large scale modes (low modes)
and then increasingly gains power towards small scale modes (high modes). A
good illustration of this process can be seen in figures 3.10 and 3.11. These
show that the first samples resemble a smooth version of the large scale struc-
ture. The large scale peaks are overestimated in the first iteration. In the
second iteration this excess of power on large scales is corrected and after
more iterations small scales structures are recognizable.

The chain evolution is further illustrated by the Lagrangian space power spec-
trum convergence process in figure 3.12. The algorithm takes substantial steps,
corresponding to large changes in the power spectrum in the initial iterations.
The subsequent convergence towards small scales occurs over a larger range of
steps, consisting of hundreds of iterations. This might be caused by the adap-
tive way in which we have implemented our ε. We initially set ε as high as
possible. Depending on the acceptance rate, we lower it gradually so as to ob-
tain an optimal balance between computation time and chain evolution/mixing
(see Appendix 3.B.4).

Before the initial step is accepted, a large number of steps will have been
rejected (see figure 3.13). However, due to the large step size, any step that is
accepted will be a large one. This may even be too large, leading to overshoot.
After that, step sizes will become smaller and the chain evolution will become
more smooth, but slower. It remains to be investigated whether this adaptive

∗ For testing we use the true field as starting point as well, see Section 3.7.2.
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Figure 3.10 – Burn-in evolution: Lagrangian space density fluctuation fields
for chain samples 0, 1, 2, 5, 10 and 50.
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Figure 3.11 – Burn-in evolution: Eulerian space density fluctuation fields
for chain samples 0, 1, 2, 5, 10 and 50, corresponding to Lagrangian fields in
figure 3.10.
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Figure 3.12 – The power spectra of the Lagrangian density fields of a few
iterations before the MCMC chain has burned-in to the desired high probability
region, compared to the “true” spectrum.

ε process actually speeds up the burn-in process.

3.7.4 Mean versus true density

Following the burn-in phase, the chain should remain in the high probability
region around the “true” density. The expected behaviour is for the chain to
vary around this true density due to the random kicks from the (statistical)
momentum. The statistical force will keep the chain in orbit close to the true
density.

We consider in our analysis the 3000 iterations that follow the 500 burn-in
iteration steps. We output only each 50th sampled realization, which gives us
a total of 60 realizations. In this way we ensure that the correlation between
the samples is minimised. In figures 3.14 and 3.15 we compare the true density
to the mean of our Ns = 60 post-burn-in samples:

〈ρ〉(xi) =
1

Ns

∑
s

ρs(xi) , (3.52)

for all samples s and for each grid cell i. Note that this is a sample mean,
not the cosmological mean density ρ̄m (see Chapter 1, Section 1.1). Both in
Lagrangian and in Eulerian space, the results turn out to be very similar. High
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Figure 3.13 – Acceptance rate of steps during the initial burn-in phase of the
chain. The three solid lines show the results for three chains with different
random seeds. The dashed line indicates the target value of 0.65.

and low density regions seem equally well reproduced. Occasional peaks or
troughs may be missing, as expected from the uncertainties in the observations
and fluctuations allowed by cosmic variance.

We also plot the standard deviation of our 60 post-burn-in samples, i.e. we
determine the variation of ρs(xi) for all samples s in each grid cell i:√

1

Ns

∑
s

(ρs(xi)− 〈ρ〉(xi))2 . (3.53)

In the Eulerian case, these show a high level of correlation with the large scale
structures. In the Lagrangian initial conditions this correlation is barely visible.
We may understand this discrepancy by noting that the high density regions
are composed of many more Lagrangian particles than the low density regions.
Together with these particles, the more-or-less uniform standard deviation of
Lagrangian density cells is carried into the high density regions. One may call
this a process of “clustering” of the Lagrangian density variation field, rather
similar to the clustering of mass itself.

Finally, the plots show the difference of the sample mean with the true fields.
The Lagrangian difference again appears to be featureless. In Eulerian space,
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Figure 3.14 – Comparison of true to sampled Lagrangian density fields. Top
left: true. Top right: mean of 60 samples (iteration 500, 550, . . . , 3500) after
burn-in phase. Bottom left: standard deviation of 60 samples. Bottom right:
difference of true and mean fields.
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left: true. Top right: mean of 60 samples (iteration 500, 550, . . . , 3500) after
burn-in phase. Bottom left: standard deviation of 60 samples. Bottom right:
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the differences appear to be most prominent in the high density regions. In
part, this may be understood from the realization that there is simply more
variation in those regions, and from the fact that there are not enough samples
to completely average out these variations. Also, as there are more mass points,
Poissonian statistics tells us that the error should rise as the square root of the
number of points. We investigate this further in Section 3.7.5 below.
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Figure 3.16 – Zoom-in of Eulerian space density field at iterations 500, 1000,
1500, 2000, 2500 and 3000 (left to right).

In figure 3.16 we show a zoom-in of a couple of post-burn-in iterations. The
differences are quite subtle∗ and hard to discern, especially at this low reso-
lution. Still, the careful observer will notice some differences. For instance,
the height of the two large peaks, and especially the second highest one, varies
significantly. Also, the shape of the “cloud” in the void, just right and down
from the center of the images, varies from almost spherical with a hole in the
middle to an elongated and even somewhat curved configuration.

We find that the resulting power spectra show features resembling the original
one (see figure 3.17).

3.7.5 Power spectrum deviations

Although the power spectra have converged quite well, closer inspection in-
dicates a few differences. Figure 3.18a shows the difference of the true power
spectrum to the mean of 60 post-burn-in samples (divided by the true spectrum
to get a relative measure). One may distinguish at least two differences:
∗ On screen, they are more outstanding than on paper.
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Figure 3.17 – Mean of power spectra of Lagrangian density fields of 60 post-
burn-in samples, compared to the spectrum of the true Lagrangian density
field.

• At high k, the fit seems to become increasingly noisy. This is a bit
exaggerated as a result of the division by the true spectrum, which is
very low at high k.

• There seems to be a significant lack of power at scales between k = 0
and 0.5.

In figure 3.18b, we again computed the difference of mean and true power
spectra, but now for three different chains, with different true density fields
(we are talking about the difference of the power spectrum statistic, so we
can still add up between different chains). The presence of the same bump in
three different runs seems to confirm that it is not simply an artifact of one
particular chain. We further discuss this in Section 3.9.

3.8 Resolution scaling performance

The runs above were performed on a grid of 643 cells. The corresponding
spatial resolution is 3 h−1Mpc. In the case of the Zel’dovich model, such a
low resolution is not a problem, since Zel’dovich is only accurate up to shell
crossing. At z = 0 this corresponds to scales on the order of 10 h−1Mpc (Coles,
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(b) 180 samples from three different chains (with different true density fields).

Figure 3.18 – Differences between true and mean Lagrangian power spectra,
divided by the true spectra. The shaded area represents (three times) the
standard deviation of the power spectra of the samples.
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Melott & Shandarin 1993; Melott, Pellman & Shandarin 1994). However, if
one wants to use finer grids to study the small scale details of more accurate
gravitational models or improve statistics by studying the mass distribution in
a cosmologically more representative volume, one will need more cells.
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Figure 3.19 – Eulerian density fields of the L = 200 h−1Mpc chains (after
burn-in) with 643 (left) and 1283 (right) grid cells. Top row: first sample of
the chains. Bottom row: 1000th sample.

To this end, we assess the scaling properties of our algorithm. We ran two
additional sets of chains with the same seed as one of the 643 runs∗. One set
has the same box size of 200 h−1Mpc as the previously described set. The
other has a much larger box size of 1250 h−1Mpc. Both chains have grids of
∗ The seed is irrelevant in this comparison for the 1250 h−1Mpc box, since there the

structures will be completely different due to different gravitational evolution. However,
for the two 200 h−1Mpc boxes, the large scale structures are the same. The difference
is in the high-k, small scale Fourier modes that are added to the 1283 box.
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Figure 3.20 – Eulerian density fields of the L = 1250 h−1Mpc, Nx = 128
chain. Top left: true density. Top right: sample 1. Bottom left: sample 10.
Bottom right: sample 100.

1283 cells, 8 times the number of cells of the previous runs∗. The only other
difference with the 643 chain is that Nε, the number of leap frog steps for
solving the HMC equations, was set to 2500 instead of 256. This was done
in order to compensate for the increased resolution (see Appendix 3.B.4 for a
more detailed motivation of this choice). Both chains manage to burn in to the
desired high probability region. Hence, we focus on the steps after the burn-in
phase.

The L = 200 h−1Mpc chains at the two different resolutions converge to the

∗ In a future work, we intend to extend the scaling study with 323 and 2563 runs. Due
to the complexity and many free parameters of the algorithm, we chose to limit the
present study to only 643 and 1283, since already this one step up in resolution raises
many issues, as we discuss here.
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same large scale features (see figure 3.19). Small scale perturbations in the
1283 run resolve the finer details of the structures that were smoothed out in
the 643 run. The evolution of the 1283 chain (after burn-in) is a lot slower
than the 643 chain. After 1000 iterations, the 1283 sample does not change
perceptibly, whereas the 643 chain does. We examine this in more detail in
Section 3.8.1.

The L = 1250 h−1Mpc chain evolves nicely at Nx = 128, as illustrated by the
different samples in figure 3.20. As expected, the chain samples show a good
overall resemblance to the true field, while fluctuating on small scales, but also
on large scales in lower density regions.

3.8.1 Chain evolution in detail

The mixing of the chain is an important aspect of the algorithm’s performance.
This concerns the issue of whether the chain manages to explore the high
probability region in an efficient and complete manner. To succinctly show the
differences between the runs’ variability (a measure for the mixing) we show
the evolution of the log-likelihood of the different chains (equation 3.46). The
evolution of the likelihood gives us an insightful and efficient summary of the
differences between sampled realizations.

Our Gaussian log-likelihood gives a weighted sum of the squares of the differ-
ences of the reconstructed grid cells from the (mock) observed grid cells. A
log-likelihood of zero would mean a perfect match to the observed grid. Of
course, this would be undesirable, since the observed grid includes noise as
well. As we derive in Appendix 3.C, the expected log-likelihood value for a
random density realization is approximately

− ln L ' 0.379N , (3.54)

where N is the total number of grid cells.

In figure 3.21 we show the likelihood evolution of 500 steps of the three chains∗,
divided by the expectation value from equation 3.54:

ln L

0.379N
. (3.55)

∗ For the 1283 runs, we just took the 500 first steps. We used a slightly different ε
scheme for these runs, which accelerates the initial adaptive stage (it initially checks
for acceptance every step instead of checking the acceptance rate every 50 steps, which
it also starts doing after the initial stage). For the 1250 h−1Mpc run, this stage is still
visible in the dip at the beginning. For the 643 runs we show the steps after the adaptive
ε scheme converged on an optimal value (acceptance rate of 0.65), which is after step
700 (see Appendix 3.B.4). The parts of the chain we show here are comparable in that
they all use the same ε scheme, except for a few steps at the beginning.
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Figure 3.21 – Log likelihood divided by the expectation value for the reso-
lution of that run (equation 3.55). The horizontal axis represents the chain
iteration number. Blue line: 643 run, green line: 1283/200 h−1Mpc run, red
line: 1283/1250 h−1Mpc run. The bottom panel subtracts the median to better
compare the variation of the different chains.

By dividing, we obtain a better appreciation of the variation at a scale relevant
to each chain itself. Three outstanding aspects can be observed.

First, there is the fact that none of the likelihood values approach the expec-
tation value exactly (in which case the lines would vary around 1). This has
to do with the fact that the expectation does not take into account the actual
randomness of the realization. It only concerns the noise properties, which are
only treated by approximation. A more accurate expectation would be slightly
lower due to the cut-off of our density noise function below 0. This is the lower
limit to the density function, corresponding to the situation where there is no
mass in the cell. Note that the randomness of the realizations also explains
the different mean likelihood levels of the chains.

Second, we observe two deep dips in the red line. These indicate the start of a
new chain. The first dip is the first start, where ε is still looking for an optimal
value. The second dip signals a restart∗. It is actually an artifact of the way
∗ From the beginning until the second dip, the code for the 1250 h−1Mpc run ran for

three days on a 24 core machine (two Intel Xeon E5 2680v3 CPUs) on the Peregrine
cluster of the University of Groningen.
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the adaptive ε scheme was set up and could either be considered a (harmless)
bug or a further opportunity for micro-optimization∗.

Third, one will notice that while there is variation in the blue and red chains,
the green chain seems not to move at all. In the bottom panel, the median of
the likelihoods of each chain is subtracted to be able to closely compare the
variation of the different chains.

Because we divided by the expected likelihood, the amount of variation in units
of the total likelihood should be comparable for any resolution. We see that
indeed for the 643 and 1250 h−1Mpc runs (blue and red lines) this is more or
less the case. The extrema of the variation are similar up to a small factor.

The 1250 h−1Mpc run does vary at a much faster pace, often jumping between
maxima and minima from one to the next iteration. This is actually desirable;
it means the code explores the different regions of the probability function
at a higher rate. It also reduces correlation between subsequent steps to a
minimum. For the 643 chain, mixing occurs at a slower rate, taking several
to tens of iterations to really reach a different value. In such a case, when
analyzing the samples, it makes sense not to use all the steps, but only use steps
at some interval, say 50 steps for the blue chain to reproduce approximately
the same mixing speed that the red chain shows.

The above provides confidence in the proper scaling of the code in the 1250 h−1Mpc
case for 1283 cells. In fact, it seems to run even better than the 643 run in
terms of mixing, which might be due to the higherNε number of leap frog steps.
However, the green line hardly varies at all. This chain used the same box size
of 200 h−1Mpc as the 643 run and the same high Nε as the 1250 h−1Mpc
run. Since the latter should only positively affect the mixing, there must be
something in the spatial resolution that affects the performance quite dramat-
ically (and inversely also might have aided in the increased performance of the
1250 h−1Mpc run, which at ∼ 10 h−1Mpc has a much lower resolution than

∗ At a restart, ε is not reset exactly to the value it had before, but slightly lower. This
causes the leap-frog steps to be more accurate, leading to a higher acceptance rate.

In principle, this could also lead to peaks, or just slightly higher than normal evolu-
tion. However, a combination of circumstances leads to this repeating pattern. When
restarting the code, the pseudo random number generator is reset to its original value.
This means that for each restart, the same Nε is generated initially (not ε, which is
generated from the εs of the previous steps). It just so happens that this initial (string
of a few) Nεs was on the high end of the range for this run (higher than 2000 for at
least three steps). The combination of slightly too low ε, high end Nε and same initial
random numbers for the momenta leads to this recurring pattern. After a few steps, the
chain will start evolving differently, the random number generator will, for all intents
and purposes (for that part of the chain), be really random again and the chain moves
forward in the same fashion as before the restart.



3

3.8: Resolution scaling performance 165

the 643 run).

3.8.2 Optimizing the Hamiltonian mass

The main issue behind the slow performance of the 200 h−1Mpc/1283 chain is
a suboptimal Hamiltonian mass at low k-scales (see Appendix 3.E). We briefly
discuss a fix, or, rather, optimization of this part of the algorithm.

In our case as detailed above, we should find a mass that compensates for the
low-k (large scale) overshoot in the likelihood force’s spectrum (at high spatial
resolution). This mass should be dominant at larger scales and sub-dominant
at smaller scales. It would look a lot like the true power spectrum. To find a
mass that does this, the consensus in the literature (Jasche & Wandelt 2013;
Wang et al. 2013) is that one should redo the derivation that was done to find
the 1/P (k) mass (Neal 1993; Taylor, Ashdown & Hobson 2008). The latter
assumed a Gaussian random field posterior. In our case, it implies that it only
takes into account the prior, not the likelihood.

Before we start our derivation, we remark that it is essential that the mass keeps
its ∝ k3 tail. As argued in Appendix 3.E, this seemingly pathological property
actually keeps the contribution of the prior force under control. The prior
force itself gives a term with amplitudes proportional to 1√

P (k)
. This term,

before convolution with the inverse mass, has a pathological ∝ k
3
2 tail. The

convolution with the inverse inverse∗ power spectrum mass fixes this, which
leads to a term with amplitudes proportional to

√
P (k) ; exactly what we

are after. If our mass does not keep this tail under control, it might fix the
likelihood’s misbehavior, but in exchange, the prior will start causing trouble.
For instance, a mass which is simply fixed to M = 1 — or any other constant
— for each cell (in real space) will have this behavior. One needs to strike a
balance between fixing the behavior of the prior and of the likelihood force.

We begin our derivation in the same vein as Jasche & Kitaura (2010, Ap-
pendix A) and Jasche & Wandelt (2013, Appendix F), which in turn builds
upon the approach of Taylor, Ashdown & Hobson (2008, Appendix A). The
goal of this approach is to find out how we can maximize the mixing rate (the
speed of exploring the probability distribution) while ensuring the stability of
the algorithm, the leap-frog integration in particular.

∗ That’s two inverses.
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We first rewrite a discrete leap-frog step into two equations:

qi(τ + ε) = qi(τ) + ε
∑
j

M−1
ij pj(τ)− ε2

2

∑
j

M−1
ij

∂E

∂qj

(
q(τ)

)
(3.56)

pi(τ + ε) = pi(τ) +
ε

2

(
∂E

∂qi

(
q(τ)

)
+
∂E

∂qi

(
q(τ + ε)

))
. (3.57)

This calculation scheme is computationally less efficient, but is mathematically
equivalent to the three-step scheme in equation 3.88.

Our primary objective is to ensure stability, before we try to optimize speed.
In order to do so, we would like to rewrite the leap-frog step again, now into
vector/matrix format in Hamiltonian phase-space:

(
q(τ + ε)
p(τ + ε)

)
= T

(
q(τ)
p(τ)

)
+B , (3.58)

where T is a matrix or operator that transforms the Hamiltonian phase-space
coordinate (q(τ) p(τ)) at time τ to time τ + ε, together with offset phase-space
vector B. This format allows us to more easily assess stability of the algorithm,
since we can use it to succinctly write the result of the application of Nε leap-
frog steps: (

q(τ +Nεε)
p(τ +Nεε)

)
= T Nε

(
q(τ)
p(τ)

)
+

Nε−1∑
i=0

T iB . (3.59)

This equation is stable if neither of the two terms diverge. For the first term,
this requirement is met if the eigenvalues of T have unit modulus. For the
second term, the condition under which the geometric series

∑
T i converges

is that for all the eigenvalues λ of T we must have that |λ| < 1. As we will
see, the latter condition is harder to fulfill, which constrains our choice of ε
downwards.

In order to rewrite the leap-frog equations in phase-space form, we must find an
approximation for the Hamiltonian force term, Fj = ∂E

∂qj
(q(τ)) that expresses

it as an operator on q(τ). The easiest way to do this is to assume that the
operator is linear, so that we can use matrix calculus. This can be done by a
Taylor expansion.

For the Zel’dovich model, we can expand the force around q0, which we assume
to be the mean sample around which the chain will “orbit” after the burn-in
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phase:

Fi(q) =
∑
h

S−1
ih qh − h(qi)

≡
∑
h

S−1
ih qh − hi(q)

'
∑
h

S−1
ih qh −

(
hi(q0) +

∑
h

∂hi
∂qh

∣∣∣∣
q0

(
qh − q0

h

))
.

(3.60)

Note that at this point, Jasche & Wandelt (2013) already diagonalize part of
the equation by setting i = h in the last sum, eliminating the sum. For gen-
erality, we keep the full non-diagonal matrix. Reordering, we can compactify
the equation as:

Fi(q) '
∑
h

(
S−1
ih −

∂hi
∂qh

∣∣∣∣
q0

)
qh −

(
hi(q0)−

∑
h

∂hi
∂qh

∣∣∣∣
q0

q0
h

)
≡
∑
h

Aihqh +Di(q0) ,

(3.61)

or, fully replacing the indices with matrix multiplication notation:

F (q) ' Aq +D , (3.62)

where D is an offset vector in Hamiltonian force space and A is the matrix that
linearly transforms the Hamiltonian position to a Hamiltonian force (minus
offset D).

We proceed by inserting these results back into the leap-frog equations (in
vector form). For the position, we obtain:

q(τ + ε) ' q(τ) + εM−1p(τ)− ε2

2
M−1Aq(τ)− ε2

2
M−1D

=

(
IN −

ε2

2
M−1A

)
q(τ) + εM−1p(τ)− ε2

2
M−1D ,

(3.63)

where IN is the N ×N identity matrix. The momentum can be written as:

p(τ + ε) ' p(τ)− ε

2
Aq(τ)− ε

2
D − ε

2

(
Aq(τ) + εAM−1p(τ)

− ε2

2
AM−1Aq(τ)− ε2

2
AM−1D +D

)
= − εA

(
IN −

ε2

4
M−1A

)
q(τ) +

(
IN −

ε2

2
AM−1

)
p(τ)

+ ε

(
ε2

4
AM−1 − IN

)
D .

(3.64)
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Finally, we can then rewrite both in phase-space matrix form by defining T
and B from equation 3.58 to be:

T =

 (
IN − ε2

2 M−1A
)

εM−1

−εA
(
IN − ε2

4 M−1A
) (

IN − ε2

2 AM−1
) , (3.65)

and

B = −ε
(

ε
2M−1D(

IN − ε2

4 AM−1
)
D

)
. (3.66)

The equation for T is essentially the same as T from Taylor, Ashdown &
Hobson (2008); Jasche & Kitaura (2010) and Jasche & Wandelt (2013). The
only difference from the latter two is that our A is still fully non-diagonal.
The equation for B differs slightly from that in Jasche & Kitaura (2010) and
from Jasche & Wandelt (2013), where it seems that a factor ε2

2 was introduced
between equations F7 and F9.

The rewriting above was targeted towards finding the eigenvalues of equa-
tion 3.58, in order to judge the stability of the algorithm. The eigenvalues of
our matrix T can be found by solving the characteristic polynomial for λ:

det (λI2N −T ) = 0 , (3.67)

where now we use the 2N -dimensional identity matrix, since T is a phase-space
operator. In Appendix 3.F it is shown that the characteristic polynomial is
equivalent to

det
(
I(λ2 − 2λ+ 1) + λε2AM−1

)
= 0 , (3.68)

where I is the identity matrix in N dimensions. To solve this equation for λ
in terms of ε, we must assume some form for A and M . It is convenient to
assume

A = M , (3.69)

thus defining the mass. In the case of a pure Gaussian random field posterior,
the mass would then be S−1, i.e. the inverse power spectrum, which we have
been using in this work. The likelihood complicates matters by introducing an
additional term.

The definition of A = M reduces the characteristic polynomial to

det I
(
λ2 − (2− ε2)λ+ 1

)
=
(
λ2 − (2− ε2)λ+ 1

)N
= 0 . (3.70)

The solutions of this equation for λ are

λ = 1− ε2

2
± iε

√
1−

( ε
2

)2
, (3.71)
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of which the modulus is one if ε ≤ 2. This means that under this condition the
T Nε term in equation 3.59 is stable. The geometric series term does diverge
in the limit of Nε → ∞. This explains why ε cannot be arbitrarily high, as
Jasche & Kitaura (2010) also concluded. The ε factor in the B vector is one
way to keep the geometric series under control. The other option is to limit
the number of leap frog steps Nε. This would slow down mixing and waste
computational resources, but so would lowering ε. Finding the optimal balance
is a non-trivial task.

For practical purposes, Jasche & Wandelt (2013) reduce the likelihood part of
A to the diagonal entries only. Note that the prior part, the inverse correlation
matrix, is not diagonalized in real space, but in Fourier space. Wang et al.
(2013) take an alternative approach of diagonalizing the likelihood part in
Fourier space as well. They determine the power spectrum of the likelihood
force and divide it by the density power spectrum. This is added to an inverse
power spectrum term.

In our derivation, the likelihood part of A = M was kept fully non-diagonal.
This forms a basis for many possible further mass approximations, like those
mentioned above. Using the full non-diagonal matrix is computationally chal-
lenging. Approximate solution techniques like the conjugate gradient method
do offer promising opportunities that should be further explored. Other possi-
bilities include only taking a set number of diagonals into account or splitting
the matrix into a diagonal and off-diagonal part and further approximating
these separately in either real or Fourier space.

3.9 Discussion

In this study, we have confirmed the viability of using a Bayesian sampling ap-
proach towards cosmological primordial density fluctuation field reconstruction
based on knowledge of the cosmic density field at the present time. The effi-
ciency of the Hamiltonian Monte Carlo sampling method for high-dimensional
problems like ours is a crucial aspect of the barcode formalism that we de-
veloped to this end. Tuning this method’s many parameters and carefully
verifying the outcome can be a time-consuming process, but the result is well
worth the effort. The ability to build a model that encompasses such a great
deal of our knowledge on cosmology and subsequently allows us to efficiently,
self-consistently and effortlessly translate observational data directly into sta-
tistically exact knowledge on the true nature of the Universe is a prime exam-
ple of the power and elegance of the Bayesian inference toolkit and cannot but
compel one to convert to Bayesianism.

In this section, we will discuss some of the (astro)physical and astronomical
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applications of our formalism. In addition, a range of technical aspects and
open questions will be addressed.

3.9.1 Regions/environment of applicability

Using the barcode framework, we aim to use cluster data as input and sta-
tistically study the Cosmic Web that forms in between. All the stochastic
effects involved in the evolution of large scale structure and in the observa-
tions thereof can be self-consistently included. The analysis of the resulting
ensemble of reconstructions should then be straightforward. We will explore
this matter further in Chapter 5.

One point of attention when using this code is the fact that it is biased, and
is better tuned towards constraining high density regions than low density
regions. Because many q locations will end up in clusters on the x grid, the
x-space constraints in barcode are biased towards more high density regions.
This means that even though you might have put constraints on xobs in void-
like regions, they will be poorly probed. In a future paper, we will explore this
effect in more detail by trying to constrain voids.

Given our aim of using clusters as constraints, this circumstance is actually
quite fortunate. One might, however, want to modify the algorithm to bet-
ter suit void-region constraints. One possibility is to sample directly in Eu-
lerian (volume) space x, as opposed to the Lagrangian (mass) space. This
poses problems with the non-uniqueness of the translation from Eulerian to
Lagrangian coordinates. Another option might be to use σ(x) to compensate
for the voids. One could lower the variance in those regions, thus making the
constraints tighter and more likely to be held in a random sample. However, it
still leaves the possibility of intermediate fluctuations, given that the amount
of particles ending up in voids will be low. The effects of this will also be tested
in a future study. This approach is consistent with that of Wang et al. (2013),
who define the variance as

σ(x) = µδobs(x) , (3.72)

with µ a constant; i.e. simply a linear function of the density.

An unresolved issue is the deficiency of the power spectra of the reconstructions
at low k (figures 3.18a, 3.18b and 3.9), which we discussed in Section 3.7. It is
not clear whether this effect is physical or numerical. This should be checked
by comparing realizations at different resolutions. When the bump shifts it is
probably a numerical effect.

The deficiency is likely due to the incorrect modeling of the lower density cut-
off of ρobs ≥ 0. This may be related to what we discussed in Section 3.7.4: that
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there is a noticeable difference between the resulting density fields, mainly in
the large scale, high density regions. Too much small scale noise on top of large
scale features can have the effect of lowering their overall density and hence
power. In any case, the fact that we put Gaussian noise on a field that has a
physically determined cut-off (no negative mass) means the noise is no longer
perfectly Gaussian, which means the likelihood is slightly off. In fact, it may
be the power contribution from voids that suffers most from this, since voids
are the regions where the cut-off is relevant.

To test whether this is indeed the problem, one could make σi so small that the
zero cut-off becomes irrelevant. A better option would be to fix the likelihood
to take the cut-off into account.

3.9.2 Future steps towards real data

A large number of improvements may be identified that would enable our
formalism to improve the accuracy, reliability and level of realism of our re-
constructions. The most prominent aspect is that of enabling the formalism
to deal directly with redshift space. This extension we describe in Chapter 6.
The more appropriate representation of the true coordinate space of our ob-
servations will yield more accurate reconstructions. For future work, we here
list the most significant ideas towards improvement.

Rank ordered density value correction

When one wants to compare true density fields to fields derived with LPT, one
of the first aspects encountered is the difference of one-point density distribu-
tions (PDFs). Perturbation theory approaches do not prevent particles from
pursuing their initial track. Beyond shell crossing, it leads to the overshooting
of the position they would take if the mutual gravitational interaction would
have been taken into account in the calculations. True gravitational clustering
will give much higher peak density values than LPT, where this artificial shell
crossing artifact creates “fuzzy” clusters. A simple 1st order correction to this
would be to apply a rank ordered substitution of density values. A transfer
function from a “LPT Eulerian space” density to, for instance, a “N -body Eu-
lerian space” density can be constructed. Leclercq et al. (2013) did this by
comparing the rank order of density values in LPT and N -body densities at
z = 0 (given the same initial conditions) and reassigning densities in one or the
other in such a way that the density value PDFs match after the procedure.
This way, at least one is comparing apples to apples for as far as 1st order
statistics are concerned.
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Accuracy of gravitational modeling

We have shown that in the perfect situation of a model that exactly describes
our (mock) reality, our algorithm almost perfectly reconstructs the desired
mean field and its statistics. Although the used models describe cosmic struc-
ture well on large scales, they are far from perfect for describing non-linear
regime structures. There are a few models that would give a more complete
picture of gravitational evolution.

The current LPT (Zel’dovich) based framework is easily adapted to using sec-
ond order LPT (2LPT) or ALPT (Kitaura & Heß 2013). 2LPT has the ad-
vantage of matching even better on the largest scales. At cluster scales 2LPT
is more affected by artificial shell crossing than Zel’dovich, leading to “puffy”
structures. The latter can be fixed by combining 2LPT with a spherical col-
lapse model on small scales. This is what ALPT accomplishes. Both models
are fully analytical, so that they can be implemented in the same manner as the
Zel’dovich approximation described in this chapter. In Chapter 4 we work out
the equations necessary to extend barcode with 2LPT and ALPT structure
formation models. A similar option would be to apply the Multiscale Spherical
Collapse Evolution (MUSCLE) model (Neyrinck 2016). This analytical model
was shown to perform slightly better than ALPT, especially when combined
with 2LPT on large scales.

It would be even better if we could use an N -body simulation as our structure
formation model. Wang et al. (2014) indeed successfully invoked a particle
mesh N -body algorithm. The particle mesh equations are analytical, so every
single particle mesh evolution step can be derived to the signal. By writing the
derivative in the form of a matrix operator and combining subsequent particle
mesh time steps by means of matrix multiplications, the full likelihood force can
be analytically derived. By means of adjoint differentiation, the large matrices
can be efficiently multiplied and the computational cost of this method stays
within reasonable limits. The resulting model accuracy using only 10 particle
mesh steps is remarkably high. When one needs high accuracy on small scales,
this seems like the way forward.

Possibly, the method by Wang et al. (2014) could be augmented by using an
N -body solver that also has baryonic particles. Whether this is analytically
tractable within an HMC framework remains to be investigated. Another
interesting extension might be to employ the COLA method (Tassev, Zal-
darriaga & Eisenstein 2013; Tassev et al. 2015) as an alternative gravitational
solver. COLA combines the LPT and particle mesh methods, trading accuracy
at small scales for computational efficiency. It yields accurate halo statistics
down to masses of 1011M�, which would be more than sufficient for cluster
studies. In fact, the COLA method has already found uses in the context of
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Bayesian reconstruction (Leclercq, Jasche & Wandelt 2015b; Leclercq 2015),
but in these cases COLA was applied after the Bayesian reconstruction step,
not self-consistently within the model like in the work of Wang et al. (2014).

Galaxy biasing

As, in practice, observations concern galaxies, stars and gas, instead of dark
matter, it is of key importance to address the issue of in how far the galaxy
distribution reflects the underlying dark matter distribution. Galaxy biasing
is currently not at all accounted for. For the application to clusters observed
in the X-ray spectrum this is not directly necessary, since for clusters the
biasing problem is far less. Schaller et al. (2014) showed that the ratio of
halo mass in N -body simulations with and without baryons is ' 1 from mass
' 1013.5M� upwards. It drops off towards ' 0.8 for galaxies. Similarly, the
halo abundance in cluster-sized haloes was shown to be similar in simulations
with and without baryons. However, we might want to extend the algorithm
towards a formalism capable of processing the galaxy distribution (like e.g.
Wang et al. 2013; Leclercq, Jasche & Wandelt 2015a).

A natural way to solve this would be to incorporate gas particles in the struc-
ture formation model. However, this would still be a mere approximation, due
to the complexities of baryonic astrophysical processes. A more statistical ap-
proach would be to explicitly incorporate biasing prescriptions (see e.g. Ata,
Kitaura & Müller 2015; Kitaura et al. 2015, and references therein). One such
model will be explored further in an upcoming work.

Masking and selection functions

One of the more observationally oriented issues is that of masking and selection
functions. In our general Gaussian likelihood, we included a weight factor wi.
We suggested that this could be set to zero if nothing is known about cell i
in the data and to one if there is. Another option is to set it to zero if the
area is observed, but was found to be empty (at least up to the depth of the
observation). Either of these constitute a very basic form of masking.

Given the nature of observations, one could think of more advanced selection
mask treatments. For instance, we should take into account the depth of a
null-observation and the fact that this implies a lower limit to the density, not
an absolute absence of mass. One could implement this by setting wi = 0
if ρobs < ρcut for some cut-off density (per cell). A theoretically more sound
model may be to use a Heaviside step function convolved with a Gaussian
kernel (i.e. an error function, plus one, divided by two) with a step at the
cut-off density ρcut. This reflects the fact that there is some uncertainty about
whether the density is above the cut-off value that we derived from the depth
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of our observation. It further tells us that we are quite sure it is not much
higher and that it is most likely lower than the cut-off value.

Such a selection function will give an additional δ(q) dependent term in the
Hamiltonian force. The derivative is simply a 1D Gaussian distribution. This
implies that it should be straight-forward to derive and should give only min-
imal extra overhead in the algorithm.

These masking treatments will be explored further in an upcoming work.

Statistical aspects of the implementation

Another parameter in our Gaussian model we hardly gave any attention is the
σi cell-wise dispersion of the data. It is highly likely that a more suitable value
can be found than the one we used (1 for all cells). In general, the statistical
model in the form of prior and likelihood that we use in our formalism might
be improved upon. It seems like the prior is well defined and encapsulates
what it must in a proper way. The likelihood is a different story.

Other authors have mainly employed Poissonian data models (Kitaura & Enßlin
2008; Wang et al. 2013; Jasche & Wandelt 2013) instead of the Gaussian like-
lihood we used. The way to find out what model should be used is to metic-
ulously map out the errors and systematics involved in the observations. One
particular example of this is that of defining a likelihood model for an obser-
vational dataset of X-ray clusters. In this case, we have to take into account
the following aspects:

• X-ray photon counts, which have Poissonian errors;

• X-ray photon energies, which are also Poissonian due to CCD photon
counts;

• the propagation of photon errors into a χ-squared fit for the temperature
and density profile parameters, e.g. using a β-model (King 1972; Sarazin
1986; Mulchaey 2000); if the confidence ranges of such parameters are
estimated with bootstrapping, that could lead to complicated likelihood
shapes for the density profile parameters;

• many systematics arising from the use of certain fitting models for density
estimation, like cool cluster cores which are not included in simple β-
models (e.g. Schindler 1996);

• the combination of the density/mass profile errors with errors in the
distance estimators, e.g. from redshifts of the brightest cluster galaxies
or some weighted average of all clusters’ galaxies.
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Our Gaussian likelihood was chosen as a general error model that is likely
to be close to (but not equal to) many true data likelihood functions. This
approach is, in fact, not uncommon in the literature for X-ray cluster den-
sity error estimation. In Eckert et al. (2011) an error in the density profile
of a cluster is estimated using a Monte Carlo approach, by simulating 108

realizations (assuming Poisson statistics) and taking the variation in values
as errors. In Samsing, Skielboe & Hansen (2012), an MCMC sampling of
the parameter space is done to characterize the probability function around
the best fitting model. Subsequently, the width of the projected PDFs for
every parameter were characterized by the root mean square, meaning that
essentially they are approximating the error on the parameters as Gaussian,
i.e. they leave out higher order PDF characteristics. For the NORAS survey,
Böhringer et al. (2000) assume statistically independent, Gaussian distributed
errors, even though they state this is not 100% correct. Finally, many authors
use the χ2-statistic for determining the goodness-of-fit in their analyses. This
statistic is also based on a Gaussian distribution of noise.

Finally, we remark that we may even be forced to apply general relativistic
corrections to our distance measures when volumes on the order of Gpc3h−3

become involved.
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Appendix

3.A Glossary and conventions

Table 3.2 – Overview of mathematical symbols used in this chapter and Chap-
ter 6.

∇ differential operator (gradient, divergence, curl or Jacobian)
δK
ij Kronecker delta
q Lagrangian coordinates
qi Lagrangian coordinates of grid cell i
x Eulerian comoving coordinates
x̂ comoving / Eulerian unit vector
r physical coordinates
s(q) displacement field from Lagrangian to Eulerian space
ϑ divergence of displacement field, ∇ · s
v peculiar velocity
vobs velocity of the observer
k Fourier scale vector (usually complement of q)
F continuous Fourier transform operator
FD discrete Fourier transform operator
ρ(x) density field in Eulerian space
ρobs(xi) observed density field, on grid {xi} in Eulerian space
δ(q) primordial density fluctuation field in Lagrangian space
LPT Lagrangian Perturbation Theory
δ(1) first order expansion term of density in LPT
δ(2) second order expansion term of density in LPT



3

178 chapter 3: barcode

∆(1) spatial part of first order expansion term of density in LPT
∆(2) spatial part of second order expansion term of density in LPT
W (x) particle density kernel for particle at position x
mi mass of particle i
V physical volume of the density box in Mpc3h−3

H Hubble parameter at some time t (or redshift or expansion factor)
a expansion factor
D1 linear growth factor
D2 second order growth factor
f (1) linear growth rate
f (2) second order growth rate
ξ(xi,xj) correlation of infinitesimal volume elements at xi and xj
Sij correlation matrix element i, j
ξ(r⊥, r‖) 2D correlation function
P (k) power spectrum
T (ρ(xi)) transfer function
G(µ, σ) Gaussian distribution with mean µ and standard deviation σ
Nx linear grid size
N size of the statistical signal and the number of grid cells (N = N3

x)
s statistical signal “vector” (N -dimensional)
P (s) posterior probability distribution function of signal s
P prior probability distribution function
L likelihood probability distribution function
H statistical Hamiltonian
E statistical potential energy
K statistical kinetic energy
M statistical mass matrix
q statistical position; signal in HMC
p statistical momentum
τ statistical time analogue
ε leap frog step-size
Nε number of leap frog steps per iteration / dynamical step
Fi Hamiltonian force for cell i
FL likelihood force
FP prior force
wi window function for cell i in the Gaussian likelihood
σi noise parameter for cell i in the Gaussian likelihood

3.A.1 Index notation

The reader will encounter many indices in this work. Most of them indicate
that we are talking about a specific element of a discretized field. For instance,
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qi means we are talking about element i on a grid of Lagrangian coordinates
q and Fi would be the corresponding Hamiltonian force for that grid cell.
Different indices used in the same equation will often refer to the same regular
grid, but not necessarily (in which case it will be explained in the text). Some
of the grids are defined in Lagrangian space, some in Eulerian space, some in
redshift space∗ and some even in Fourier space (usually the Fourier dual of
Lagrangian space).

Note that we do not use the Einstein summation convention for these grid-cell
indices.

Regarding complex numbers: i is only an index when we write it in sub- or
super-script; it is i =

√
−1 when used multiplicatively.

3.A.2 Fourier transform notation

The hat on some quantities denotes a discrete fourier transform (DFT), not
a continuous Fourier transform (CFT). DFTs are used in most of this work,
except for a few specific cases in which relations between actual continuous
physical quantities in Fourier-space are used (and subsequently used as ap-
proximations in the DFTs), e.g. like in equation 3.84. In such continuous cases
we use tildes instead of hats to represent the continuous Fourier transform of
a function. See Appendix 3.B.1 for more about Fourier transforms and the
conventions we use in this work.

3.A.3 Mathematical operations

The convolution c(x) of two continuous functions f(x) and g(x) is denoted and
defined as

c(x) = [f ∗ g](x) ≡
∫
dyf(y)g(x− y) . (3.73)

Similarly for three (or multi) dimensional convolutions; the integral will always
be over the entire space. Note that a convolution leaves the two convolved
functions with only one argument.

3.B Implementation details

∗ In the next chapter.
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3.B.1 Fourier transforms

We will use the following discrete Fourier transform (DFT) convention∗, given
a function f(x) with values known on some grid {xi}:

f̂(kj) =
∑
xi

e−ikj ·xif(xi) DFT , (3.74)

f(xj) =
1

N

∑
ki

eiki·xj f̂(ki) inverse DFT . (3.75)

To simplify notation, we will sometimes drop the i and j subscripts, but in
the discrete case they are always implicitly there. Note that the hat on the
functions denotes a DFT, not a continuous Fourier transform (CFT). This is
the case in most of this work. In a few relations between continuous physical
quantities in Fourier-space, e.g. like in equation 3.84, tildes are used instead
of hats. This DFT convention corresponds to the following CFT convention
(CFT denoted by tilde):

f̃(k) =

∫
R3

e−ik·xf(x)dx CFT , (3.76)

f(x) =

∫
R3

eik·xf̃(k)
dk

(2π)3 inverse CFT . (3.77)

The exact correspondence can be derived as follows (Press et al. 2007). Assume
N sampled values fi = f(xi) at coordinates xi = i∆x for i = 0, . . . , N − 1.
We can then approximate the continuous FT as:

f̃(kj) =

∫
R3

e−ikj ·xf(x)dx

'
N−1∑
i=0

e−ikj ·xifi∆x

= ∆x
∑
xi

e−ikj ·xifi

= ∆xf̂(kj)

⇒ f̃(kj) ' ∆xf̂(kj)

(3.78)

∗ Wikipedia and NumPy use the exact same convention. The FFTW3 package uses the
same sign convention, if we identify the “forward” direction (negative exponent) with
the DFT and “backward” (positive exponent) with the inverse. However, FFTW3 does
not include the 1/N normalization factor. Note that we use an opposite sign convention
to what is used in e.g. Bardeen et al. (1986), Press et al. (2007) and Martel (2005), but
the same normalization convention (the factor in the IDFT).
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In some of the formulas, we will want to rewrite gradients as a product with
k in Fourier-space, i.e.

∇xf(x) =

∫
dk

(2π)3 e
ik·x(ik)f̃(k) or F [∇xf(x)] = ikf̃(k) , (3.79)

where F is the (continuous) Fourier transform operator (and F−1 is the inverse
operator). However, in a DFT, this relation only holds up to an error term ε:

∇xf(x) =
1

N

∑
k

eik·x(ik)f̂(k) + ε . (3.80)

These error terms will be used more often later on, most of them with a sub-
or super-script that tells you from which equation the error originates. The
error is quite small if the signal is periodic over the given sampling range.
In our theoretical applications of cosmological density fields, that is indeed
the case, because we apply periodic boundary conditions. However, when
e.g. looking at observational data, you have to apply zero-padding and/or
a Hamming/Hanning filter before doing a DFT. Sharp discontinuities in your
signal will render it useless in this application. The same holds for transforming
convolutions using the convolution theorem.

Some useful relations for DFTs include orthogonality:

N−1∑
n=0

(
e

2πi
N
kn
)(

e
2πi
N

(−k′)n
)

=
N−1∑
n=0

e
2πi
N

(k−k′)n = NδK
k,k′ (3.81)

with δK
k,k′ the Kronecker delta; and at some point we will also need the DFT

of the Kronecker delta. This can easily be shown to be

FD
[
δK
x,x′
]

=
∑
x

e−ik·xδK
x,x′ = e−ik·x

′
. (3.82)

Using equation 3.81, we see that indeed the inverse operation recovers the
Kronecker delta.

Another useful relation in Fourier space is the following. If we assume some
vector field a to be a potential field (i.e. curl-free, so it can be represented
as the gradient of a potential), we can write for the gradient of its divergence
b ≡∇ · a

∇b = ∇(∇ · a) = ∇2a , (3.83)

and in Fourier-space that is equivalent to

ikb̃ = −k2ã . (3.84)

Again, when we use this relation in a DFT, an error term ε should be added,
since it is only strictly valid in the continuous case.
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Complex DFT trick

To simplify equations like equation 3.32, one can use a trick involving the
complex conjugate:∑

k

e−ik·xf̂(k) =
∑
k

((
f̂(k)

)∗(
e−ik·x

)∗)∗
=

(∑
k

f̂∗(k)eik·x
)∗

≡
(∑

k

ĝ(k)eik·x
)∗

= Ng∗(x) ,

(3.85)

where we define a convenience function ĝ(k) ≡ f̂∗(k). Similarly, when we end
up with a sum over x and a plus in the exponent, we can use:∑

x

eik·xf(x) = ĝ∗(k) (3.86)

where now the convenience function is defined as g(x) ≡ f∗(x). Using these
replacements, we can interchange the exponentials as we see fit and still use
a DFT, even though the sign may not be right. Note that a conjugation of
a field in discrete Fourier space equals a mirroring of the field over all axes
in real space. This means that after using these replacements, the resulting
formula should not contain any remaining conjugations (or there should be an
even number of them, so that mirrored fields will be mirrored back). One can
use this fact as a helpful check when deriving equations like this.

3.B.2 Numerical stochastic dynamics

Drawing samples from the momentum distribution in equation 3.17 can be
done in several ways, depending on how complex one wants to consider the
mass term. One can treat the mass term as a full matrix and do the matrix
maths. A less intensive way is to treat the M−1p part as a convolution in
Fourier space. This is convenient when the mass is chosen to be the inverse
of the power spectrum P (k), which is diagonal in Fourier space. We take the
latter approach, i.e.:∑

j

(
M−1

)
ij

pj '
1

N

∑
k

eikk·qiM̂−1
kp̂k =

1

N

∑
k

eikk·qiP (kk)p̂k . (3.87)

Note that this is an approximation. Strictly, there should be an error term. We
omit it here, because we do not use this equation in other derivations. A full
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derivation of this idea can be found in Kitaura & Enßlin (2008) (Section 3.3,
“Operator formalism”). Computational details are given in Appendix 3.B.3.

For practical purposes, the equations of motion are discretized (equation 3.21).
This must be done with a scheme that preserves phase space volume, and is
time-reversible so that detailed balance applies and we thus have a Markov
chain∗. A suitable method for this is leapfrog integration. This means that,
numerically, we’ll be solving the following equations for each s-time step τ + ε
(based on the previous step at τ):

pi(τ +
ε

2
) ' pi(τ)− ε

2

∂E

∂qi
(q(τ))

qi(τ + ε) ' qi(τ) + ε
∑
j

(M−1)ijpj(τ +
ε

2
)

pi(τ + ε) ' pi(τ +
ε

2
)− ε

2

∂E

∂qi
(q(τ + ε)) .

(3.88)

We calculate one “half time step” and from that calculate step τ + ε we wanted
to know. The numerical errors in every leapfrog step will approach zero for
step size ε→ 0 (Neal 2012). With a too small ε we will not make much progress
in our Markov Chain. See Appendix 3.B.4 for considerations about optimizing
this parameter.

3.B.3 Discrete versus continuous convolution

Spaces with periodic boundary conditions can be expressed as an infinite sum
of discrete Fourier components. Doing a convolution on a space with periodic
boundary conditions must therefore be done on these discrete components. We
redo the derivations from Martel (2005) for our Fourier convention to find the
correct normalization factors involved in this process.

What we want to compute is the convolution g(x) of a field f(x) with a kernel
K(x):

g(x) = [f ∗K](x) =

∫
V
f(x′)K(x− x′)dx′ . (3.89)

We express the field f and the kernel K in their discrete Fourier components:

f(x′) =
1

N

∑
k

f̂(k)eik·x
′
, (3.90)

K(x− x′) =
1

N

∑
k′

K̂(k′)eik
′·(x−x′) , (3.91)

∗ See (Heermann 2009).
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where N is the total number of Fourier components that we use. We can
replace these expressions in equation 3.89, yielding:

g(x) =
1

N2

∫
V

∑
k

f̂(k)eik·x
′∑

k′

K̂(k′)eik
′·(x−x′)dx′

=
1

N2

∑
k

∑
k′

f̂(k)K̂(k′)eik
′·x
∫
V
ei(k

′−k)·x′dx′

=
1

N2

∑
k

∑
k′

f̂(k)K̂(k′)eik
′·xδK

k,k′V

=
V

N2

∑
k

f̂(k)K̂(k′)eik
′·x

=
V

N
F−1
D [f̂(k)K̂(k)] .

(3.92)

3.B.4 Performance

The choice of certain parameters strongly influence code performance. Here
we shortly discuss a few.

Leap frog time step precision

The maximum pseudo time step εm is probably the most important parameter
that determines overall HMC performance. The pseudo time step ε is drawn
randomly from a uniform distribution between 0 and εm.

If εm is too high, the leap-frog errors will be too large, leading to artificial
increase in energy. The acceptance criterion does not allow this, meaning that
many steps will be rejected. This wastes computational resources.

On the other hand, if it is too low, many steps will be accepted. However, the
samples will be very close together, meaning that the probability distribution
is densely and slowly sampled. This is an inefficient use of computational
power, since we do not need a too dense sampling, but rather a representative
sampling of the overall high probability regions.

Striking a balance between the two is essential. Further complications arise
from the fact that the energy also scales with the dimensionality of the problem
N . To keep the acceptance rate at an acceptable value, ε will have to be smaller
for larger problems, meaning that the chain will evolve correspondingly slower.
It is therefore impossible to determine a universally optimal ε for every HMC
problem. Neal (2012) discusses the ε issue to great lengths.

One of the possible solutions is to automatically adapt εm to get an optimal
acceptance rate (Neal 2012; Hoffman & Gelman 2012). We implemented our
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own adaptive scheme in barcode. In accordance with Neal (2012), we set
the target acceptance rate to 0.65. The code will check after a set number of
attempted iterations (on the order of 50 to 100) if the acceptance rate is still
within a reasonable range around our optimal rate (±0.05 is allowed). If it is
not, εm is adjusted an appropriate amount in the right direction.

Number of leap-frog steps per HMC iteration

The maximum number of leap-frog steps Nε,m determines the number of leap-
frog steps per HMC iteration Nε (the minimum is 1, it is randomly drawn
each iteration). Together with epsilon, this parameter determines the length
of the total leap-frog path taken during an iteration (consisting of Nε leap-frog
steps).

It fuels one of the HMC algorithm’s main advantages: the more dynamical
steps we take, the less correlated subsequent iterations will be. In MCMC
terminology, the rate at which the dependence on the chain’s initial state
decays is called the mixing time. A larger number of steps leads to more
rapid mixing.

Rapid mixing is important for several reasons∗. It controls the speed with
which we explore the full probability distribution. It also enables the chain to
visit high probability regions that are separated by low probabilities. Without
sufficient mixing, the chain may not reach other areas. It thus not only con-
trols the speed of exploration, but also the completeness of exploration of the
full distribution. The technical definition of mixing explicitly relays this fact:
“mixing time is the time until the Markov chain is close to its steady state
distribution”†.

Hoffman & Gelman (2012) describe a method to optimally set the number of
steps automatically‡.

After several tests, we heuristically derived a formula for an optimal Nε given
resolution Nx and physical box size Lx:

Nε = 0.235N
2 1
4

x L
− 1

4
x . (3.93)

This takes into account the facts that an optimal ε is also resolution dependent
∗ See discussion at http://stats.stackexchange.com/questions/20437/

why-should-we-care-about-rapid-mixing-in-mcmc-chains.
† http://en.wikipedia.org/wiki/Markov_chain_mixing_time
‡ Neal discusses this algorithm in two thorough blog-

posts: http://radfordneal.wordpress.com/2012/01/21/
no-u-turns-for-hamiltonian-monte-carlo-comments-on-a-paper-by-hoffman-and-gelman/
and http://radfordneal.wordpress.com/2012/01/27/
evaluation-of-nuts-more-comments-on-the-paper-by-hoffman-and-gelman/.

http://stats.stackexchange.com/questions/20437/why-should-we-care-about-rapid-mixing-in-mcmc-chains
http://stats.stackexchange.com/questions/20437/why-should-we-care-about-rapid-mixing-in-mcmc-chains
http://en.wikipedia.org/wiki/Markov_chain_mixing_time
http://radfordneal.wordpress.com/2012/01/21/no-u-turns-for-hamiltonian-monte-carlo-comments-on-a-paper-by-hoffman-and-gelman/
http://radfordneal.wordpress.com/2012/01/21/no-u-turns-for-hamiltonian-monte-carlo-comments-on-a-paper-by-hoffman-and-gelman/
http://radfordneal.wordpress.com/2012/01/27/evaluation-of-nuts-more-comments-on-the-paper-by-hoffman-and-gelman/
http://radfordneal.wordpress.com/2012/01/27/evaluation-of-nuts-more-comments-on-the-paper-by-hoffman-and-gelman/
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(to compensate for the larger errors associated with the added dimensions of
the leap-frog evolution) and that the noise model of the data plays a role as
well. The former means that if one wants the total leap-frog traveling distance
to remain the same, after increasing the resolution, one must increase Nε,m.

Mass

The mass controls the momentum. We draw momenta as a Gaussian random
field with correlation matrix Sp equal to the mass, Sp = M . This is one of the
basic ideas in HMC and yields a Gaussian kinetic term (p2/M ).

An optimally tuned mass makes sure that the least constrained directions (the
cells of the signal grid) get large momenta, so that the full extent of the di-
rection is explored as fast as possible. At the same time, it keeps momenta in
tightly constrained directions low, so as not to diverge too widely into low prob-
ability regions. An optimal mass thus expedites exploration of the probability
distribution.

Tuning the mass, an N ×N matrix, is not a trivial task. The easiest way out
is to set the mass equal to the identity matrix, effectively eliminating it as a
parameter from the algorithm. While this is certainly not the worst choice one
could make, it is not too hard to do a little better.

Neal (1993); Taylor, Ashdown & Hobson (2008) and others show that given
a Gaussian posterior with a correlation matrix S, the optimal mass is M =
S−1 (under the constraint of a non-diverging chain). If our Gaussian prior
would be the only part of our posterior, this mass would suffice. The addition
of a likelihood complicates matters. However, we can still use the inverse
correlation matrix as a useful approximation. As it turns out, this indeed
already improves performance significantly (the chain evolves faster in the
right direction). The stability of the chain using this mass is discussed in
Section 3.8.

The same idea underlying the derivation of the inverse correlation matrix mass
was applied by both Wang et al. (2013) and Jasche & Wandelt (2013) to derive
a mass that also takes the likelihood into account. This way, the momenta will
also take into account the information from the data, which should improve
things even further. While Jasche & Wandelt (2013) takes into account the full
spatial structure of the input data, Wang et al. (2013) averages out the Fourier
phases. The former is likely to give the best chain propagation properties.
The latter method offers a computationally more efficient middle way, since it
preserves diagonality of the mass in Fourier space. One could also just consider
the diagonal part of the Jasche & Wandelt (2013) mass, or use only a limited
number of diagonals.
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There are several other issues that one must deal with in constructing the mass.
For instance, an ideal Hamiltonian mass also takes the window wi into account.
Finding such a mass is not a trivial task, because it will not be diagonal in
Fourier-space.

A detailed performance study on these masses and other tuning parameters
will be published in the near future. A first taste is given in Section 3.8. For
this work we suffice to say that we chose to go with the inverse correlation
matrix mass. In the barcode implementation we used the Fourier method of
equation 3.87.

3.B.5 Kernel density estimation

At some point, the derivative of the density field ∂ρ(xi)
∂x(q) pops up in the derivative

of the log-likelihood. This must be treated very carefully, because a mixing of
coordinate systems takes place here. We take the derivative of the Eulerian
density field on a regular grid defined by the observations, but we derive to an
irregular x(q) coordinate. Even though q is on a regular (initial Lagrangian
density field) grid, x(q) is certainly not. This means we cannot simply put
the density on a grid and then take a derivative (easily done numerically in
Fourier space, see equation 3.79). One might think that by interpolating the
regularized field ρ(xi) on locations x(q) one could also overcome this, but this
is not the case. In fact, this introduces severe instabilities in the algorithm.

As always for HMC algorithms, the only solution is to keep every calculation
as explicit as possible. In this case that means we need to explicitly include
the particle kernels that we use to calculate our density field from particle
positions.

Density estimation, interpolation and smoothing

At some point, to compare to the regular grid of the observed density field
ρobs(xobs), we need to estimate the sampled density ρ(xobs) on this same reg-
ular grid.

To transform from the q to the x grid, we start by evolving particles forward
in time to the desired redshift using the structure formation model we chose
(e.g. Zel’dovich, 2LPT or 2LPT+SC), given the input field δ(q). The resulting
particle distribution in x comoving coordinate space is then converted to a new
regularly gridded density field ρ(x) by means of our field estimation scheme.

There are many schemes to choose from. A cloud-in-cell (CIC) scheme is both
fast and relatively accurate (at least compared to a nearest grid point (NGP)
scheme). An added advantage is that derivatives to a CIC kernel are zero,
making the derivatives of the density fields that we need for the Hamiltonian
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force (and the mass, if one uses the scheme from Jasche & Wandelt (2013), see
Sections 3.8.2 and 3.B.4) extremely easy. Other possibilities include a triangu-
lar shaped cloud (TSC) scheme or the even more precise Delaunay tesselation
field estimator (DTFE) scheme (Schaap & van de Weygaert 2000; van de Wey-
gaert & Platen 2011; Cautun & van de Weygaert 2011). Most of the time we
used an SPH density estimation scheme in this work (see Section 3.B.5).

The above schemes (except for DTFE) can be formulated in terms of particles
with a kernel that distributes their mass over space. This yields the following
general expression for density ρ(x):

ρ(x) =
∑

particles i

miW (x− xi) , (3.94)

given a kernel W (xi,x) that gives the density contribution of the particle at
x given a particle at xi, and a particle mass mi to the continuous density
field ρ at x. The sum over these contributions for all particles i is the total
density at location x. Our mass will be defined by the critical density ρc, box
volume V and number of grid cells N , as we are only concerned with equal
mass Lagrangian particles:

mi = ρc
V

N
. (3.95)

This kernel formulation conveniently integrates the particle nature of the trans-
formation from Lagrangian to Eulerian space; this is, after all, a hydrodynam-
ical representation of matter fields, based on particles.

Using the same kernel, we can also interpolate from a regular grid to irregular
positions between grid cell centers. The formula for a general quantity a(x) at
position x, with known values at points xj , is given by

a(x) =
∑

cells j

a(xj)W (xj − x) . (3.96)

In general, one could even define different kernels for every particle. This way,
one could for instance vary the size of the kernel depending on the local density
of particles. We do not employ such methods here.

Finally, one could in principle convolve fields with these kernels to smooth
them out, or deconvolve fields with them by dividing by them in Fourier space.
Wang et al. (2013) suggest that the latter is necessary when using kernel-based
density estimation and/or interpolation methods. We do not follow them in
this, as we discuss in Appendix 3.B.7.



3

3.B: Implementation details 189

SPH spline particles

For this work, we chose to use an SPH spline kernel (Monaghan 1992; Springel
2010) for each particle at x(q). The advantages of this kernel are:

• smoothness (it is a second order Taylor expansion of a Gaussian), which
also gives us nicely behaving derivatives (first and second), and

• boundedness within a few neighbouring cells, which makes it far more
computationally efficient than e.g. a Gaussian which has infinite extent.

Other options, like Gaussian, NGP, CIC and TSC kernels only have one of the
above properties, not both.

The SPH spline kernel is defined in 3D following Monaghan (1992):

W (q;hs) =
1

πh3
s


1− 3

2q
2 + 3

4q
3 if 0 ≤ q < 1

1
4(2− q)3 if 1 ≤ q < 2

0 otherwise ,
(3.97)

where hs is the scale parameter of the kernel which defines its size and q is
given by:

q ≡ |x− xi|
hs

. (3.98)

An important property of the kernel thus normalized is that, independent of
the choice of hs, we have ∫

V
W (q;hs)dx = 1 , (3.99)

which is necessary for equation 3.94 to be correct. Note that the integral
is unitless, as W ’s units are Mpc−3; W is effectively a number density that
spreads the mass of the Lagrangian tracer particle i at xi over its surroundings.

We need the gradient of this kernel with respect to xi = x(qi) to calculate the
likelihood force term. This gradient is given by:

∂W (x− xi;hs)
∂xi

=
1

πh5
s

xi − x
q


9
4q

2 − 3q if 0 ≤ q ≤ 1

−3
4(2− q)2 if 1 ≤ q ≤ 2

0 otherwise
, (3.100)

where in the FL equations xi is replaced with x(qi) and x with xj , which are
the terms we’ll actually use in the formulas (though it works for any combina-
tion of x positions).
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Variety in SPH kernels

As a side-remark, we note that different authors define different SPH kernels
that must be carefully checked for being normalized to one if one wants to com-
pare compatibility. Two such different kernels are those from Springel (2005)
(“S05”) and Springel (2010). One could transform from the above “Monaghan
units” to “S05 units” as follows:

q =
r

h
→ qSpringel = q′ =

q

2
=

r

2h
=

r

h′
, (3.101)

where accented quantities are S05’s variants. Note that in the last step, it
turns out that the S05 kernel uses h′ as the full kernel’s radial extent, instead
of the radius parameter that Monaghan uses (which spans only half of the
kernel’s radial extent), i.e.:

h =
h′

2
. (3.102)

Plugging the S05 variants into the Monaghan kernel, one indeed recovers the
S05 kernel:

⇒WMonaghan =
1

πh3


1− 3

2(2q′)2 + 3
4(2q′)3 if 0 ≤ q ≤ 1

1
4(2− 2q′)3 if 1 ≤ q ≤ 2

0 otherwise

=
1

πh3


1− 6q′2 + 6q′3 if 0 ≤ q ≤ 1

2(1− q′)3 if 1 ≤ q ≤ 2

0 otherwise

=
8

πh′3


1− 6q′2 + 6q′3 if 0 ≤ q ≤ 1

2(1− q′)3 if 1 ≤ q ≤ 2

0 otherwise

(3.103)

Note that the kernel from Springel (2010) misses a normalization factor 1
h′3

when compared to that of Springel (2005). The former kernel is not normalized
to one.

3.B.6 Likelihood force

The most computationally intensive part of the likelihood force is the auxiliary
Vi term. To calculate this, we have two options.

1. A sum over the entire box has to be taken. This is greatly sped up
by using a kernel that is bounded in extent, like the SPH kernel (Sec-
tion 3.B.5). We then only need to, for each cell i, loop over cells that are
within the kernel’s (or particle’s) reach.



3

3.B: Implementation details 191

2. Another option is to interpret the calculation as a discrete convolution.
This way we can do it in Fourier space as a simple multiplication. We do
not need a bounded kernel to do this, just one that we know the Fourier
transform of, so that we can directly calculate it in Fourier space (even
this is not necessary, but it does make the method a lot more attractive).
A Gaussian kernel would be an obvious choice for this method. However,
after the Fourier step, one would still have an interpolation step to take.
The final coordinates we need are the irregularly spaced x(qi)s, but the
Fourier transform simply gives us the result on a regular x grid. This
step makes this algorithm less precise than the one above. It makes up
for this by greater speed.

Note that this is not exactly the same convolution trick as we used in
equation 3.87, but it is similar. We can also use the computational
method from Appendix 3.B.3 for this.

We implemented both options in barcode, but in the end chose to go with
the first method in most cases. We optimized it to be only slightly slower than
the Fourier method. The added precision (and thus faster chain progression)
then tipped the balance in its favor.

3.B.7 Discussion & Issues

Wang et al. (2013) ask the question of whether naively using the kernel den-
sity estimation and/or interpolation process suffices to give the most accurate
Hamiltonian force (which is used to evolve the chain). They answer this by
deconvolving s by dividing its DFT by a CIC kernel (see Appendix 3.B.5 for
more about kernel schemes). This way, when they interpolate the deconvolved
s′ with a CIC scheme to the x grid, they immediately claim to get the correct
values. Naively interpolating without first deconvolving gives a slight bias and
larger variation in the computed Hamiltonian forces when compared to the
deconvolution scheme (Wang et al. 2013, figure 1).

However, when we tried a similar approach, this deconvolution scheme caused
a lot of (ringing) artifacts. Large positive and negative peaks will be ubiq-
uitous in the obtained density fields. These then have to be taken out again
by smoothing the field, e.g. with a Gaussian kernel. Hence, the gain from
deconvolution will come at the cost of an effective reduction of small-scale
resolution.

Moreover, accuracy benefits on the order of a few percent of the Hamiltonian
force are not very relevant, as the acceptance step already takes care of the cor-
rect correspondence between PDF and samples. Incorrect Hamiltonian forces
only influence the speed of convergence. Relative errors of a few percent will



3

192 chapter 3: barcode

not have any dramatic effects.

For these reasons we opt not to use any deconvolution schemes. Another
interesting approach to still tackle the accuracy problem would be to use the
DTFE. In high density regions the DTFE is far less affected by smoothing
effects due to the density estimation kernel as in simpler schemes like CIC.
The derivative of the density field would then have to be dealt with inside
the DTFE, since the full Delaunay tessellation would be necessary for that.
Another approach still would be to do the deconvolution, but to do the density
estimation with a Gaussian kernel and then also deconvolve by a Gaussian.
This might alleviate the ringing problem, that is probably caused by the sharp
CIC block shaped kernel.

Another issue related to this is brought up by Jing (2005). When one measures
the power spectrum using a fast Fourier transform (FFT), as we do, there are
two numerical effects that one should correct for. The first is due to shot noise
coming from the fact that a finite number of particles is used to determine
density. The second is a smoothing effect caused by the specific kernel used for
the density estimation. Jing (2005) describes a procedure to correct for these
effects when calculating the power spectrum. When comparing power spectra
from simulations to spectra from real data, these kinds of issues need to be
carefully taken into account.

One further issue with using the SPH (or any other) kernel is how to discretize
it onto a grid. It depends on how one interprets the values at grid cells; they
could represent either only the density value at the center of the cell, or the
mean value of the profile, i.e. the integral over the full cell of all profiles that
overlap with it (divided by the volume to regain density). We take the former
approach, because it is computationally far more efficient. The downside is
that the particles’ mass is not fully conserved. Jasche, Kitaura & Ensslin
(2009) give an overview on issues of this sort.

3.B.8 Performance tuning

Code performance tuning is a very complex issue for HMC algorithms. For
instance, the Hamiltonian force calculation, which is the key to HMC’s great
performance gain over for instance Gibbs samplers, is highly sensitive to the
slightest deviation from its true value∗.

In the literature on HMC, many studies can be found on ways of optimizing
the many tuning parameters. We suggest a couple of further improvements
based on this and our own findings.

∗ As we discovered through painful months of trial and error.
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• Our adaptive ε scheme clearly needs some adjustments. Mainly, we need
to incorporate some state preserving mechanism, so that the code can
immediately resume in the exact same state in which it was before it had
been closed down due to computing cluster time constraints.

• It is also possible to make an adaptive Nε scheme. One example is given
by Hoffman & Gelman (2012) in a general HMC context∗. They analyze
the orbit of leap-frog steps through the probability distribution to see if
at some point the path starts “retracing its steps”. When the orbit reaches
that point, the optimal number of steps Nε is taken, since if more steps
are taken the algorithm will return to its previous state, thus undoing
the mixing of the Markov Chain, and if it takes less steps it will have
traveled less far from its original state than possible. One could in fact
wonder whether the last steps taken in such a fashion are still efficient,
since the orbit may already be in the process of deceleration, thus taking
the sampler less and less farther per leap-frog step at the later stages.
However, such inferences can hardly be made off-hand for the complex
N -dimensional dynamics we are dealing with here, so we leave it at that.
In any case, this seems like an interesting avenue to further explore, since
any alleviation of the manual calibration of HMC is of great value.

• Mass optimization can offer great performance gains as well according
to most sources (Neal 2012; Jasche & Wandelt 2013). We find that a
M = 1/P (k) mass offers a significant boost over a simple M = 1 mass.
We have further experimented with a mass of the type used in Jasche &
Wandelt (2013) in Section 3.8.2. Further study should be undertaken to
optimize this further.

3.C Likelihood expectation

We use the likelihood as a measure of convergence of the Eulerian sample
density towards the input from the data. This is especially useful when starting
from a zero initial guess, where the likelihood will start at a value far from the
target value.

When the chain has converged close to the “mean field”, there is still a small
difference between the signal and the observed density, due to the noise in the
data. The noise determines what the likelihood will be once the chain has
converged.

We can derive the value of the converged likelihood as follows. We assume a

∗ Hoffman & Gelman (2012) also suggest a different adaptive ε scheme that might be
worth looking into.
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Gaussian likelihood of the form

− ln L ' 1

2

N∑
i

(ρobs
i − ρsignal

i )
2

σ2
i

, (3.104)

where for convenience we assume σi ' 1. If the sample would be exactly the
underlying density field ρsignal = ρtrue, we have that

− ln L ' 1

2

N∑
i

ε2i , (3.105)

where εi is the noise term on the data, i.e.

ρobs = ρtrue + ε . (3.106)

In this case, the noise εi is drawn from a Gaussian with a dispersion of σi.
However, we also have the physical constraint that the density cannot be lower
than zero. This gives a lower limit on εi equal to −ρsignal. A proper estimate
of the likelihood would then be:

− ln L ' 1

2

N∑
i

max(−ρsignal
i , εi)

2
. (3.107)

Since the statistical properties of all cells i are the same, we can give an estimate
of the “average” likelihood, i.e.

− ln L /N ' 1

2N

N∑
i

max(−ρsignal
i , εi)

2
, (3.108)

by taking the limit of N to infinity using a Monte Carlo integral with large N .
For this we need a one-point statistical description of ρsignal

i (we already have
this for εi, the Gaussian distribution). We know exactly the mean of the density
field, which is 1 (in units of ρc, the critical density). A decent approximation
of the one-point density distribution would be a log-normal model. However,
for the purpose of this crude calculation, we just use the mean value of 1 and
be done with it. One will then find that

− ln L ' 0.379N . (3.54 revisited)

For instance, when N = 643, one could expect a − ln L ' 99300.
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3.D Normalized cross-correlation

Kitaura & Angulo (2012) define the normalized cross correlation G(k) between
two density fluctuation fields δa and δb as follows:

G(k) =

〈
δ̂a(k)δ̂∗b (k)

〉
√
Pa(k)

√
Pb(k)

, (3.109)

where the averaging is over the different directions of k. Because the fields are
real, the contribution for positive k,

X(k)x∗(k) = (A+ iB)(a− ib) = Aa+Bb+ i(aB −Ab) , (3.110)

gives an imaginary term that cancels against that of the contribution at neg-
ative −k:

X(−k)x(−k)∗ = (A− iB)(a+ ib) = Aa+Bb− i(aB −Ab) . (3.111)

In the calculation of this quantity, we can thus forget about the imaginary
terms and simply take:

G(k) =

〈
<(δ̂a(k))<(δ̂b(k)) + =(δ̂a(k))=(δ̂b(k))

〉
|k|=k√

Pa(k)
√
Pb(k)

(3.112)

Note: the conjugation in the last formula drops out, since the minus is canceled
by the i2 = −1.

Another way to see this, is that the normalized cross correlation is the in-
product between two normalized vectors:

G(k) =

〈
δ̂a(k)√
Pa(k)

,
δ̂∗b (k)√
Pb(k)

〉
, (3.113)

where we already took care of the averaging over k in the δs themselves;

δ̂(k) =
〈
δ̂(k)

〉
|k|=k

. (3.114)

The square root of the power spectrum is in fact the L2 norm of the vector,
i.e.

G(k) =

〈
δ̂a(k)

‖δ̂a(k)‖
,
δ̂∗b (k)

‖δ̂b(k)‖

〉
. (3.115)

This way it is easy to see that in fact this function measures (at each k) the
cosine similarity between the two functions, since for positive k

X(k)x∗(k) = ReiΦreiφ = Rrei(Φ−φ) , (3.116)
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and for the negative −k

X(−k)x∗(k) = Re−iΦreiφ = Rrei(φ−Φ) , (3.117)

so that when we average the two contributions we get

X(k)x∗(k) +X(−k)x∗(−k)

2
= Rr

ei(Φ−φ) + e−i(Φ−φ)

2
= Rr cos(Φ− φ) .

(3.118)
R and r are the vector norms of X and x, so when these are divided out in
the normalized cross-correlation spectrum, we are left with only the cosine of
the difference of the angles. The similarity, and thus the cross-correlation, is
1 if the functions are perfectly equal and is less than 1 if they are not. It is
always between −1 and 1, making it a convenient quantity for analysis.

3.E Hamiltonian mass mismatch diagnosis

When looking into the cause of the slow mixing at higher resolution, our first
intuition was that the Hamiltonian mass may somehow be the root of the
problem. As explained in Appendix 3.B.4, we use an inverse power spectrum
mass. In Fourier space the mass is

M̂ = P−1(k) . (3.119)

The power spectrum has a k−3 high-k tail, meaning that the mass will have
a k3 tail. One could easily imagine that this causes numerical instabilities
at higher resolutions. The higher the resolution, the further out in discrete
k-space M̂ (k) goes, since kmax =

√
3 πNx

L (the Nyquist frequency times
√

3

for the cubical box). The maximum mass component M̂ (kmax) increases at a
high rate with increasing resolution, leading to high numerical values, causing
numerical instability. Simultaneously, it effectively makes all the structure in
the spectrum at lower k-values negligible.

The mass is used as the correlation function in the determination of the initial
momenta Gaussian random field (equation 3.17), making their values propor-
tional to 1/

√
P (k) . The spectrum’s dependence on resolution together with

the dominance of the highest-k term over the rest of the spectrum, causes the
momenta to tend towards an independent and identically distributed Gaussian
variable, where the effective width σ of the distribution grows with resolution
to the power 1.5 (the square root of the highest-k value)∗.

∗ More exactly, the high-k tail becomes what we might call ultraviolet noise. Blue noise
has a spectrum linearly proportional to the frequency, while violet noise has a spectrum
quadratically proportional to the frequency. It seems there is no term for a spectrum
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Higher resolutions will cause higher momenta. In the case described above, the
twofold increase in linear resolution will cause an almost three-fold increase in
the momenta. It is not clear that this should create any great problems, since
in the second step of the equations of motion (equation 3.88) the initial momen-
tum is again divided by the mass, normalizing the initial increase. Division by
mass means multiplication by power spectrum, meaning that also the high-k
tail cannot do any damage on the Fi = ∂E

∂qi
part of the first step of the equa-

tions of motion. We conclude that even though the 1/P (k) mass has some
suspicious aspects, it is not clear from this discussion how it contributes to the
decreased performance at higher resolution.

Looking further, we tried to follow back the chain of events that leads to the
mixing problems we observed. We identified the following causal chain (in
reverse order):

• Our adaptive ε became very low for these runs, causing the chain to
evolve very slowly.

• The reason ε is lower is that the acceptance rate is too low.

• The acceptance rate is too low if there are too many high dH values,
i.e. large (positive) changes in energy due to large leap-frog step errors.
Indeed, we saw dH ∼ 10114 in the initial steps of the run.

• The change in energy must come from changes in likelihood, prior or the
kinetic term.

• The likelihood can only do so much harm; when the Lagrangian signal
is turned into an Eulerian signal, in a periodic box, the worst that can
happen is that the particles get randomly displaced, leading to a more or
less uniform density field, without proper physical structure, or that it
gets somehow concentrated in strange ways. In either case, the maximum
difference in the likelihood it can give is of the order of the total mass in
the box, which is far below 10114.

• The prior, on the other hand, is, effectively, a square of the Lagrangian
density (divided by the correlation matrix, i.e. the power spectrum in
Fourier space, see equation 3.41). There is no limit, computationally, to
where the leap-frog steps can drive the signal if the momenta are large
enough.

cubically proportional to the frequency, but ultraviolet seems appropriate.

To be even more exact, the full spectrum would more accurately be described by a
combination of a gray (or red/pinkish) noise spectrum at low frequencies with an ultra-
violet noise spectrum at high frequencies. Due to the nature of ultraviolet noise, this
part quickly starts to dominate the total signal.
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• If indeed the prior is the culprit, the Lagrangian density fields producing
such Hamiltonian differences must be on the order of δ(q) ∼ 1057 (ne-
glecting for the moment the power spectrum division, which only make
a few orders of magnitude difference).

We are then left with the question how the algorithm can create such high
Lagrangian density field values. This line of reasoning then leads us to a
detailed review of the leap-frog steps in the equations of motion, which are
the process by which an initially sensible density field is transformed to such
gigantic levels.

As mentioned above, the equations of motion start by drawing initial momenta
p(τ) at pseudo-time-step τ as a Gaussian random field with the mass as corre-
lation function. These have magnitudes on the order of 1/

√
P (k) . Essentially,

they are white noise modulated by the power spectrum:

p̂(τ) =
Ŵp√
P (k)

, (3.120)

where Ŵp is the white noise spectrum of the momenta. In the second step of
the discretized leap-frog process (equation 3.88), where the next iteration of
the signal (the density field) is calculated, this initial momentum is convolved
with the inverse mass. In Fourier space, this means it is multiplied by the
power spectrum, yielding

M̂−1 Ŵp√
P (k)

= P (k)
Ŵp√
P (k)

=
√
P (k) Ŵp . (3.121)

This is only one of the three terms contributing to qi(τ + ε), but it seems that
this should not be able to do any harm, unless there is some kind of numerical
inaccuracy that we are unaware of. This term is effectively a Gaussian random
field with the right power spectrum, multiplied by ε. This is what gives the
chain its initial random push towards a new direction, while maintaining the
correct power spectrum.

The other term that should also not cause too much trouble is the qi(τ) term.
If we start it out with a sensible guess, like the true Lagrangian density field,
it is not further modified, so it cannot give issues.

This leaves us with the ∂E
∂qi

(q(τ)) term, the Hamiltonian force Fi. It is not
at all clear what this term can do to the evolution, but by eliminating the
alternatives, this seems to be the only possible source of trouble that is left.
In the first leap-frog step, it is multiplied by ε/2. In the second step of the
leap-frog calculation, it is again multiplied by ε, yielding a total factor ε2/2,
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but moreover, it is convolved with the inverse mass. To analyze the effect of
this operation, we must first take a closer look at the Hamiltonian force.

The Hamiltonian force is made up of a prior force (equation 3.42) and a like-
lihood force (equation 3.38). The prior force is directly proportional to the
Lagrangian density times the inverse power spectrum. This means the term
that remains after convolution with the inverse mass is simply the Lagrangian
density at τ itself, multiplied by ε2/2. Again, this should cause no problems.
In fact, it also helps the algorithm along by slightly diminishing the amplitude
of the previous Lagrangian density (effectively, together with qi(τ), the old
density is multiplied by a factor (1 − ε2/2)), so that the new amplitudes can
take their place.

The likelihood force is harder to fathom analytically. We therefore calculated
the likelihood force on some random samples in a chain and determined their
power spectra. We want to assess the stability of ε2

2 P [q ]P [F (q)], where P [x]
is the power spectrum of x. If this diverges for too large ε, dependent on
resolution, then we know what is going on, at least heuristically. Also, the
variation and extrema of these power spectra might tell us something.

10−2 10−1 100

k (h/Mpc)

100

101

102

103

104

P
(k
)

1283, 200h−1Mpc, δ(q)
1283, 200h−1Mpc, FL

1283, 1250h−1Mpc, δ(q)
1283, 1250h−1Mpc, FL

643, δ(q)
643, FL

true spectrum

Figure 3.22 – The means of the power spectra of 15–30 samples per run
(taken from the range of samples 1–1000) of the three different runs we discuss
in Section 3.8. Shaded areas give the standard deviation. The true power
spectrum is plotted as well. Colors are indicated in the legend.

In figure 3.22, we plot the power spectra of the selected samples. For each of the
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samples we also calculated the likelihood force and subsequently determined
the power spectra of these force grids. The results are also plotted in the figure,
again averaged for the three different runs.

We already see here that there is indeed quite a big difference between the
spectra. Obviously, there is the matter of the widely different orders of magni-
tude. However, we will show later that this is not an issue. The main problem
is the different shapes of the spectra, specifically the upturn at low k.

To see where the real issue lies, we should indeed look at the power spectrum of
the likelihood force, convolved with the inverse mass. In our case, the inverse
mass is the correlation matrix, or the true power spectrum in Fourier space,
so we must convolve the likelihood force spectrum with the power spectrum.
This gives us the power of the contribution in the leap-frog equations from
the likelihood force to the signal (the density field reconstruction). We show
these convolved spectra in figure 3.23. Note that these include a resolution
dependent factor which fixes the widely different orders of magnitude that we
mentioned earlier (see Appendix 3.B.3 for details).

Here it is revealed that indeed the problem is caused by this particular com-
bination of likelihood force and mass. Their convolution gives an iterative
contribution to the field with the wrong power spectrum. At low k, the dif-
ference can be over an order of magnitude. If these contributions keep adding
up with a too high ε, the increased amplitudes will dominate and spiral out of
control at the large scales (low k).

We can translate this into a diagnostic procedure for assessing the performance
properties of any particular choice of Hamiltonian mass. For a given mass, what
we want is that the result of the convolution of the Hamiltonian force (summed
with the momentum, to be complete) with the inverse mass gives us a power
spectrum that matches the one we want our reconstructions to have as close
as possible. In this, the most important aspect is shape of the resulting power
spectrum, since that cannot be corrected for with any of the other terms in
the algorithm. Small normalization mismatches are not an issue per se, since
the adaptive ε term can compensate for this up to some level.

The cleanest diagnostic is then to compare the convolved spectrum of Hamil-
tonian force and inverse mass to the true spectrum that we aim for in our
reconstructions. This can most easily be glanced from a quotient plot like in
figure 3.23b. A deviation from the line at 1 signals a mismatch of the resulting
spectrum. A deviation above 1 is worse than one below, since one above 1
causes the leap-frog algorithm to diverge towards ever increasing amplitudes,
whereas one below 1 will simply fade out. This is what we see happening in
the 1283, 200 h−1Mpc run most severely.



3

3.E: Hamiltonian mass mismatch diagnosis 201

10−2 10−1 100

k (h/Mpc)

100

101

102

103

104

105

106

P
[δ
(q
)
∗F

L
]

true spectrum

1283, 200h−1Mpc

1283, 1250h−1Mpc
643

(a) Spectra convolved with inverse mass.
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(b) Convolved spectra divided by the true power spectrum.

Figure 3.23 – The mean power spectra of the likelihood forces of the three
runs convolved with the inverse mass, i.e. (in our case) with the true power
spectrum (the mass is the inverse of the power spectrum).
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3.F Solution of characteristic polynomial for stabil-
ity criteria

We briefly go through the steps involved in solving the characteristic poly-
nomial necessary in Section 3.8.2 to determine the stability criteria of the
algorithm. These subsequently allow us to find the parameters under which
the speed of exploring the probability function is highest.

The equation that we need to solve is

det (λI2N −T ) = 0 , (3.67 revisited)

where I2N is the 2N dimensional identity matrix. Reinserting T from equa-
tion 3.65, we obtain:∣∣∣∣∣λIN − IN + ε2

2 M
−1A −εM−1

εA
(
IN − ε2

4 M
−1A

)
λIN − IN + ε2

2 AM
−1

∣∣∣∣∣ ≡
∣∣∣∣A B
C D

∣∣∣∣ = 0 , (3.122)

where for the rest of this appendix we define the matrix inside the determinant
as a block matrix composed of submatrices A, B, C and D.

In Silvester (2000) the determinants of block matrices are simplified for matri-
ces where any combination of the submatrices commute. For instance, when
CD = DC, the determinant is det (AD −BC), which is N dimensional, in-
stead of 2N dimensional. In our case we have AB = BD, and we can derive a
similar solution using this property. For this we need the following equations
from Silvester (2000):

detAD = detAdetD , ((4) from Silvester (2000))

which simply describes the distributivity of the determinant,∣∣∣∣A 0
C D

∣∣∣∣ = detAdetD , ((5) from Silvester (2000))

where 0 is the N ×N null matrix and∣∣∣∣A B
C 0

∣∣∣∣ = det (−C) detB =

∣∣∣∣0 B
C D

∣∣∣∣ , ((8) from Silvester (2000))

Next, we multiply our matrix from the right by another conveniently con-
structed block matrix:(

A B
C D

)(
B 0
−D I

)
=

(
AB −BD B
CB −DD D

)
=

(
0 B

CB −DD D

)
, (3.123)
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where the last step makes use of the AB = BD property of our matrix. We
take the determinant of this equation on both sides. On the left hand side we
use the distributivity property to split the determinants of the two matrices.
We then see that the determinant of the matrix we are looking for can be
written in terms of two other determinants:

∣∣∣∣A B
C D

∣∣∣∣ =

∣∣∣∣ 0 B
CB −DD D

∣∣∣∣∣∣∣∣ B 0
−D I

∣∣∣∣ . (3.124)

Following equation (5) from Silvester (2000) we can solve the denominator:∣∣∣∣ B 0
−D I

∣∣∣∣ = detB det I = detB , (3.125)

since the determinant of the identity matrix is 1. Equation (8) from Silvester
(2000) provides the solution of the numerator:∣∣∣∣ 0 B

CB −DD D

∣∣∣∣ = det (DD − CB) detB . (3.126)

This gives us:∣∣∣∣A B
C D

∣∣∣∣ =
det (DD − CB) detB

detB
= det (DD − CB) . (3.127)

Filling this in using the actual block-components of the matrix in our charac-
teristic polynomial, we get:∣∣∣∣A B

C D

∣∣∣∣ = det

((
λI − I +

ε2

2
AM−1

)(
λI − I +

ε2

2
AM−1

)
+ ε2A

(
I − ε2

4
M−1A

)
M−1

)
= det

(
λ2I − λI + λ

ε2

2
AM−1 − λI + I − ε2

2
AM−1

+ λ
ε2

2
AM−1 − ε2

2
AM−1 +

ε2

2
AM−1AM−1

+ ε2AM−1 − ε2

2
AM−1AM−1

)
= det

(
I(λ2 − 2λ+ 1) + λε2AM−1

)
= 0 .

(3.128)

A solution to this equation is discussed in Section 3.8.2.
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Abstract

barcode, our code for reconstructing primordial density fields based on z = 0
density field observations, has been used with the Zel’dovich approximation
as a structure formation model. In this chapter, we derive the equations nec-
essary for implementing second order Lagrangian perturbation theory models
of structure formation. The incorporation of these higher order structure for-
mation models in barcode will yield more accurate reconstructions, both on
large and small scales.

4.1 Introduction

The large scale structure of the Universe is mostly made out of dark matter,
which we cannot see. To study these structures, one will have to indirectly
reconstruct the full matter distribution. A great amount of information is
available, both through theoretical models of structure formation and cos-
mology and through observations of luminous, baryonic matter that form an
incomplete and biased but direct probe of the matter distribution. We de-
signed a Bayesian primordial density field reconstruction algorithm and imple-
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mented this in our code named barcode, as presented in Chapter 3. This
code incorporates both theoretical models and observational data, including
observational systematics and errors, and gives as output an ensemble of pri-
mordial density fields that are likely matches to the data. This ensemble can
be used to study the large scale structure, including all the stochastic effects
in a self-consistent manner.

In the implementation of Chapter 3 (and the rest of this thesis), barcode
uses the Zel’dovich or first order Lagrangian perturbation theory model as its
structure formation model. This model has the advantage of giving a decent
match to reality over a range of scales; from large to semi-linear scales. On
large scales, however, the second order Lagrangian perturbation theory (2LPT)
model of structure formation is more accurate, reproducing higher order struc-
tural statistics better than for instance the Zel’dovich approximation (Neyrinck
2013). Also, it takes into account the second order tidal terms, which is im-
portant for overall large scale structure formation. In Section 4.2, we derive
the equations necessary to include the 2LPT model in barcode.

While 2LPT works well at large scales, it fails badly at smaller scales. Its
main downside is that it produces even stronger overshoot in clustered regions
than the Zel’dovich model. Figure 6 from Neyrinck (2013) illustrates this fact
succinctly.

To correct 2LPT on small scales, we adopt the Augmented Lagrangian Pertur-
bation Theory model of Kitaura & Heß (2013). This model adds a spherical
collapse (“SC”) component to the 2LPT model. Through this combination,
the massive overshoot is removed completely. Small scales are corrected for in
a way that is still analytically tractable and thus usable in our Hamiltonian
sampler. We will refer to this model by the more explicit acronym “2LPT+SC”
instead of the previously used ALPT. In Section 4.3, we derive the equations
necessary to implement 2LPT+SC in barcode.

This model, though a great improvement to bare 2LPT, is not without its
shortcomings. One of particular interest is the fact that it is, by nature, spher-
ical. However, structure formation as a process is driven by anisotropic collapse
(Zel’dovich 1970; Icke 1973). Since this is what we study, we need to assess the
impact of the addition of a spherical collapse model to anisotropic measures of
large scale structure. The validity of these models with respect to important
aspects of the large scale structure will be tested in a future study.

4.1.1 Notation

Most of this chapter uses the same definitions and the same notation as Chap-
ter 3, as outlined in that chapter’s glossary, Appendix 3.A. However, we must
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Figure 4.1 – Figure from Neyrinck (2013) (slightly modified), showing the
initial (horizontal) vs final z = 0 (vertical) divergence of the displacement field
ϑ. He compares several analytical models (lines) to the results of an N-body
simulation (colored background 2D histogram). The Zel’dovich model shows a
straight line that gives a surprisingly good fit over all scales, especially when
compared to 2LPT, which does slightly better on some scales, but fails badly
at high ϑi. The spherical collapse model accurately represents the collapsed
state of ϑf = −3 and generally gives a good fit.

make some additional remarks on index notation. Normal indices usually start
from i in the alphabet and indicate grid cells. These indices are often used
when talking about Fourier transforms, for instance. Underlined indices start
from a, i.e. a. These are used when talking about components of regular vec-
tors like coordinate vectors x, velocities v or a displacement vector s. Some
quantities have a combination of these two types of indices, e.g. when talking
about (Fourier transforms of) discretized vector fields, like the i-th cell of the
a-th component of a displacement field s: sia. Note again that when using the
underlined index, the quantity changes from a vector to a scalar.

When we use matrices, two indices are necessary. The same goes for the
Kronecker delta δK

ij . Sometimes, instead of indices the full coordinates are
written in the subscript of the Kronecker delta, e.g. δK

qi,qj . In this case, a
comma is usually put in between for clarity. We clarify this, since in most
other cases, a comma in the subscript means a derivative with respect to the
coordinates corresponding to the indices (for instance in equation 4.4).
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4.2 Second order Lagrangian perturbation theory

4.2.1 Derivation

2LPT adds a second order term to the equation for ϑ (Bernardeau et al. 2002,
equation 94):

ϑ(2)(q) = D2∆(2) , (4.1)

so that the full equation for ϑ in 2LPT reads

ϑ = −D1∆(1) +D2∆(2) . (4.2)

The second order spatial term is dependent on the first order term. This allows
us to take the derivative to δ(qi) = δ(1)(qi), obtaining

∂ϑ(q)

∂δ(qi)
= −δK

q,qi +D2
∂∆(2)

∂δ(qi)
. (4.3)

The second order term of the density in LPT, ∆(2), is given by

∆(2) ≡
∑
a>b

(
φ(1)
,aa(q)φ

(1)
,bb (q)−

(
φ

(1)
,ab(q)

)2
)
, (4.4)

where the comma-a/b-subscripts denote the derivative to the ath/bth compo-
nent of the coordinates (x, y, z). Note that these are different indices than
the grid cell indices; this is why we underline them for clarity. φ(1) is the first
order term in the LPT gravitational potential expansion, which is found by
solving the Poisson equation for the first order terms:

∇2
qφ

(1)(q) = ∆(1) . (4.5)

For the derivative of ∆(2) in equation 4.3, one then obtains:

∂∆(2)

∂δ(qi)
=
∑
a>b

φ(1)
,aa(q)

∂φ
(1)
,bb (q)

∂δ(qi)
+ φ

(1)
,bb (q)

∂φ
(1)
,aa(q)

∂δ(qi)

−2φ
(1)
,ab(q)

∂φ
(1)
,ab(q)

∂δ(qi)

 . (4.6)

The derivative of φ(1)
,ab to δ(qi) = D1∆(1)(qi) can be solved in Fourier-space.

First, we have that

φ(1)(q) = − 1

N

∑
j

e−ikj ·q
1

k2
j

∆̂(1)(kj) + ε(4.7) , (4.7)
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because the Poisson equation in Fourier-space can be written as

φ̂(1)(k) = − 1

k2
∆̂(1)(k) . (4.8)

Including the derivatives to the ath and bth coordinate components, we get

φ
(1)
,ab(q) = ∂a∂bφ

(1)(q) + ε(4.7)

=
1

N

∑
j

eikj ·q
(ikja)(ikjb)

−k2
j

∆̂(1)(kj) + ε
(4.9)
(4.7)

=
1

N

∑
j

eikj ·q
kjakjb

k2
j

∆̂(1)(kj) + ε
(4.9)
(4.7)

=
1

N

∑
j

eikj ·q
kjakjb

k2
j

∑
q′

e−ikj ·q
′
∆(1)(q′)

+ ε
(4.9)
(4.7) .

(4.9)

Taking the derivative of this equation to δ(qi), we end up with:

∂φ
(1)
,ab(q)

∂δ(qi)
=

1

N

∑
j

eikj ·q
kjakjb

k2
j

∑
q′

e−ikj ·q
′ ∂∆(1)(q′)
∂D1∆(1)(qi)

+ ε
(4.9)
(4.7)

=
1

D1N

∑
j

eikj ·q
kjakjb

k2
j

∑
q′

e−ikj ·q
′
δK
q′,qi

+ ε
(4.9)
(4.7)

=
1

D1N

∑
j

eikj ·q
kjakjb

k2
j

e−ikj ·qi + ε
(4.9)
(4.7) .

(4.10)

The first exponential we can use, in the end, to get rid of the sum in equa-
tion 3.38, by turning them into a DFT. The second exponential will be used
with the sum over j (kj) in this equation. Note that for this equation to be
non-zero, the qi and q grids need to be the same! If they are not, the Kro-
necker delta will only equal zero. This final step thus necessarily couples the
qi-grid of the signal, the δ(q) field sample, and that of the x(q) grid used in
the likelihood L .

Now, to simplify equation 4.6, we can write each of the terms in the a > b
sum in a general way, writing them as specific instances of a general four-index
quantity. Including the multiplication by h(qm) and the sum over index m
from equation 3.38, and using the result from equation 4.10, we then get for
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each generalized part (note the indices a, b, c and d) of the full term:

∑
m

h(qm)D2φ
(1)
,cd(qm)

∂φ
(1)
,ab(qm)

∂δ(qi)
=
∑
m

h(qm)
D2

D1

1

N
φ

(1)
,cd(qm)

∑
j

eikj ·qm
kjakjb

k2
j

e−ikj ·qi + ε
(4.9)
(4.7)

≡ D2

D1

1

N

∑
j

α̂∗cd(kj)
kjakjb

k2
j

e−ikj ·qi + ε
(4.9)
(4.7)

≡ D2

D1
ξ∗abcd(qi) + ε

(4.9)
(4.7)

=
D2

D1
ξ
ab
cd(qi) + ε

(4.9)
(4.7) ,

(4.11)

where we define the convenience functions α(q) and ξ(q) as

αcd(q) ≡
(
h(q)φ

(1)
,cd(q)

)∗
= h(q)φ

(1)
,cd(q) , (4.12)

ξ̂
ab
cd(k) ≡

(
kakb
k2

α̂∗cd(k)

)∗
=
kakb
k2

α̂cd(k)

⇒ ξ
ab
cd(q) = ∂a∂b∇−2

(
h(q)φ

(1)
,cd(q)

)
,

(4.13)

where we get rid of the conjugations because φ(1)
,cd is real, as it is a physical

term, h(q) is also real, as previously noted, and the k’s are real scale vectors.
The conjugation on α̂cd drops out because of the double conjugations, which
cancel out.

We will see ξabcd again in Section 4.3, but in a slightly different form. This
prompts us to use a functional instead, which we can use again later on and
which simplifies our code by only writing the general form of the function once:

χ
ab
cd(f(q); q) ≡ ∂a∂b∇−2

(
f(q)φ

(1)
,cd(q)

)
. (4.14)

Then, finally, we can write down a worked out 2LPT version of equation 3.38,
combining the first and second order results:

FL ,2LPT
i = −h(qi) +

D2

D1

∑
a>b

(
χ
aa
bb + χbbaa − 2χ

ab
ab

)
(h(qi); qi) + ε

(4.9)
(4.7),(3.32) .

(4.15)
The argument (h(qi); qi) applies to all three χs.
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4.3 2LPT and spherical collapse

For the 2LPT+SC model, the divergence of the displacement field is approx-
imated by the weighted sum of a 2LPT part on large scales and a spherical
collapse part on small scales, where the scales are split using Gaussian convo-
lution (meaning that there is not an absolute splitting of scales, there will be
overlap):

ϑ(δ(1)(q)) ≡
[
KG ∗

(
∇ · s2LPT

)]
(q) + (∇ · sSC)(q)−

[
KG ∗ (∇ · sSC)

]
(q)

=
[
KG ∗

(
−D1∆(1) +D2∆(2)

)]
(q) + 3

(√
1− 2

3
δ(q) − 1

)

−
[
KG ∗

(
3

(√
1− 2

3
δ − 1

))]
(q) ,

(4.16)

where KG(q) is a Gaussian kernel at some characteristic scale RG. The con-
volution (∗ denotes convolution, see glossary in Appendix 3.A) with the 2LPT
part preserves mainly the scales above RG and the other with “1 −KG” pre-
serves scales below that for the spherical collapse part.

The derivative we need can easily be seen to be∗

∂ϑ(q)

∂δ(qi)
=

[
KG ∗

(
−KK

i +D2
∂∆(2)

∂δ(qi)

)]
(q) +

(
1− 2

3
δ(q)

)− 1
2

KK
i (q)

−
[
KG ∗

((
1− 2

3
δ(q)

)− 1
2

KK
i

)]
(q) . (4.17)

Here we use an unusual notation for Kronecker delta:

KK
i (q) ≡ δK

q,qi . (4.18)

This helps us to neatly write the Kronecker delta in the convolution notation
of equation 3.73. The 2LPT part of this equation has been worked out in Sec-
tion 4.2, so we recycle those results below. The convolutions with the Gaussian
are also most efficiently done in (discrete) Fourier space. Again, though, the
conversion between continuous and discrete FTs causes the following relation
to contain a small error (a convolution of a Gaussian with a general function

∗ http://math.stackexchange.com/questions/177239/derivative-of-convolution
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f(q)):

[KG ∗ f ](q) =
1

N

∑
j

eikj ·qK̂G(kj)f̂(kj) + ε(4.19)

=
1

N

∑
j

eikj ·qe−
k2jR

2
G

2 f̂(kj) + ε(4.19) .

(4.19)

In what follows, we will, term by term, reduce equation 3.38, combined with
the 2LPT+SC prescription of this section, to a series of Fourier transforms of
several intermediate convenience functions. The numbered terms are

FL ,2LPT+SC
i

∣∣∣
term 1

=
∑
m

h(qm)
[
KG ∗

(
−δK

qm,qi

)]
FL ,2LPT+SC
i

∣∣∣
term 2

=
∑
m

h(qm)

[
KG ∗

(
D2

∂∆(2)(qm)

∂δ(qi)

)]

FL ,2LPT+SC
i

∣∣∣
term 3

=
∑
m

h(qm)

(
1− 2

3
δ(qm)

)− 1
2

δK
qm,qi

FL ,2LPT+SC
i

∣∣∣
term 4

= −
∑
m

h(qm)

[
KG ∗

((
1− 2

3
δ(qm)

)− 1
2

δK
qm,qi

)]
.

(4.20)

4.3.1 Term 1

This term contains, on first hand, a somewhat unintuitive convolution with a
Kronecker delta function. After some manipulation, however, this term will
quickly conform to something more in line with our comfortable view of the
world.

Using the DFT of the Kronecker delta in equation 3.82, we reshape term 1 into
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a simple convolution:

FL ,2LPT+SC
i

∣∣∣
term 1

=
∑
m

h(qm)
[
KG ∗

(
−KK

i

)]
(qm)

= − 1

N

∑
m

h(qm)
∑
j

eikj ·qmK̂G(kj)e
−ikj ·qi

= − 1

N

∑
j

∑
m

h(qm)eikj ·qmK̂G(kj)e
−ikj ·qi

≡ − 1

N

∑
j

ĉ∗(kj)K̂G(kj)e
−ikj ·qi

= −[KG ∗ c]∗(qi)
= − [KG ∗ c] (qi) ,

(4.21)

where the convenience function c(q) is defined as

c(q) ≡ h∗(q) = h(q) , (4.22)

and the conjugation has no effect because h(q) is real (and KG ∗ c is as well).

4.3.2 Term 2

This term itself consists of several terms, coming from the terms in the sum of
equation 4.6. In particular, the convolution part, in full, reads

[
KG ∗

(
D2

∂∆(2)

∂δ(qi)

)]
(qm) =

D2

N

∑
j

eikj ·qmK̂G(kj)
∑
k

e−ikj ·qk

∑
a>b

φ(1)
,aa(qk)

∂φ
(1)
,bb (qk)

∂δ(qi)
+ φ

(1)
,bb (qk)

∂φ
(1)
,aa(qk)

∂δ(qi)

− 2φ
(1)
,ab(qk)

∂φ
(1)
,ab(qk)

∂δ(qi)

+ ε(4.19) .

(4.23)
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Like for equation 4.11, we can write the three different parts (as defined by the
three summands between parentheses) of this equation as four-index quantities:

D2

D1
η
ab
cd(qi) + ε

(4.9),(4.19)
(4.7) ≡

∑
m

h(qm)
D2

N

∑
j

eikj ·qmK̂G(kj)

∑
k

e−ikj ·qkφ(1)
,cd(qk)

∂φ
(1)
,ab(qk)

∂δ(qi)
+ ε(4.19)

=
∑
m

h(qm)
D2

D1

1

N2

∑
j

eikj ·qmK̂G(kj)

∑
k

e−ikj ·qkφ(1)
,cd(qk)

∑
l

eikl·qk
klaklb

k2
l

e−ikl·qi

+ ε
(4.9),(4.19)
(4.7)

≡ D2

D1

1

N2

∑
j

ĉ∗(kj)K̂G(kj)
∑
k

e−ikj ·qkφ(1)
,cd(qk)

∑
l

eikl·qk
klaklb

k2
l

e−ikl·qi + ε
(4.9),(4.19)
(4.7)
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N

∑
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b∗(qk)φ
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,cd(qk)

∑
l

eikl·qk
klaklb

k2
l

e−ikl·qi + ε
(4.9),(4.19)
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1

N

∑
l

â∗cd(kl)
klaklb

k2
l

e−ikl·qi + ε
(4.9),(4.19)
(4.7)

≡ D2

D1
η∗abcd(qi) + ε

(4.9),(4.19)
(4.7)

=
D2

D1
η
ab
cd(qi) + ε

(4.9),(4.19)
(4.7) ,

(4.24)
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where the conjugation trivially drops out and we further define convenience
functions b(q), acd(q) and ηabcd(k) as

b̂(k) ≡
(
ĉ∗(k)K̂G(k)

)∗
= ĉ(k)K̂G(k) = ĥ(k)K̂G(k) ,

⇒ b(q) = [KG ∗ h] (q) (4.25)

acd(q) ≡
(
b∗(q)φ

(1)
,cd(q)

)∗
= b(q)φ

(1)
,cd(q) , (4.26)

η̂
ab
cd(k) ≡

(
kakb
k2

â∗cd(k)

)∗
=
kmkn
k2

âcd(k)

⇒ η
ab
cd(q) = ∂a∂b∇−2

(
[KG ∗ h] (q)φ

(1)
,cd(q)

)
. (4.27)

Here we can again easily get rid of the conjugations. Apart from obvious term-
wise double conjugations, the first term contains the Gaussian kernel, which
is real, φ(1)

,cd is also real, as it is a physical term, and the k terms are real scale
vectors. Finally, we replace η by χ:

η
ab
cd(q) = χ

ab
cd(b(q); q) . (4.28)

Putting it all together, term 2, in full, reads

FL ,2LPT+SC
i

∣∣∣
term 2

=
D2

D1

∑
a>b

(
χ
aa
bb + χbbaa − 2χ

ab
ab

)
(b(qi); qi) + ε

(4.9),(4.19)
(4.7) ,

(4.29)
which is almost the same as the previous 2LPT part in equation 4.15, but with
a Gaussian smoothed version of h, namely b.

4.3.3 Term 3

The simplest term, a matter of a sum over an expression with a Kronecker
delta that changes the qm’s to qi’s:

FL ,2LPT+SC
i

∣∣∣
term 3

=
h(qi)√

1− 2
3δ(qi)

. (4.30)
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4.3.4 Term 4

FL ,2LPT+SC
i

∣∣∣
term 4

= −
∑
m

h(qm)

[
KG ∗

((
1− 2

3
δ

)− 1
2

KK
i

)]
(qm)

≡ − 1

N

∑
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j

eikj ·qmK̂G(kj)∑
k

e−ikj ·qkδK
qk,qi

∆(qk) + ε(4.19)

= − 1

N

∑
j

ĉ∗(kj)K̂G(kj)
∑
k

e−ikj ·qkδK
qk,qi

∆(qk) + ε(4.19)

= −
∑
k

[KG ∗ c]∗(qk)∆(qk)δ
K
qk,qi

+ ε(4.19)

= −∆(qi)[KG ∗ c]∗(qi) + ε(4.19)

= −∆(qi) [KG ∗ c] (qi) + ε(4.19) ,

(4.31)

where we used the convenience function ∆(q)

∆(q) ≡
(

1− 2

3
δ(q)

)−1/2

. (4.32)

It may, on first hand, seem counter-intuitive that while we started with a con-
volution of the Gaussian with one function (∆(q)δK

q,qi), we end up convolving
another function (c(q)) and do not convolve with the original one at all. This
is actually easily understandable when you consider that what we were calcu-
lating is a double convolution. In fact, we could derive the term in another
way, without going to Fourier space, but instead only using the definition of a
discrete convolution:

FL ,2LPT+SC
i

∣∣∣
term 4

= −
∑
m

h(qm)

[
KG ∗

((
1− 2

3
δ(qm)

)− 1
2

δK
qm,qi

)]
= −

∑
m

h(qm)
∑
j

KG(qm − qj)∆(qj)δ
K
qj ,qi

= −
∑
j

[KG ∗ h] (qj)∆(qj)δ
K
qj ,qi

= − [KG ∗ h] (qi)∆(qi) ,

(4.33)
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where in the third step we used thatKG(q) = KG(−q). Term 4 is a convolution
of h(q) with the convolution of KG with the other term, and convolutions are
associative. However, because that latter term contains a Kronecker delta,
things get a little bit funky, as they always do when delta functions turn
up. With this derivation, we also immediately see that the c(q) function is
superfluous, as we already concluded when we first encountered it in term
1 (equation 4.21). Actually, term 1 could also easily have been derived with
this double convolution method, circumventing the complication of the Fourier
transform of the Kronecker delta function.

4.3.5 All terms together

Putting it all together, we obtain for minus the derivative of the likelihood in
a 2LPT+SC model:

FL ,2LPT+SC
i = − [KG ∗ h] (qi) +

D2

D1

∑
a>b

(
χ
aa
bb + χbbaa − 2χ

ab
ab

)
(b(qi); qi)

+

h(qi)− [KG ∗ h] (qi)√
1− 2

3δ(qi)

+ ε
(4.9),(4.19)
(4.7),(3.32) , (4.34)

with χ
ab
cd(f(q); q) in equation 4.14 and b(q) in equation 4.25. There are no

conjugations left and the remaining c functions have been be replaced by h.

Note that in the last term, the square root has an upper bound: δ(qi) ≤ 3
2 . If

it is larger, the square root will become imaginary.

In fact, this is supposed to happen; the lower bound for the stretching param-
eter ϑSC is −3 (Neyrinck 2013). This means that the given formula is only
valid up to the given upper bound. After that, the entire term (i.e. the sum of
terms 3 and 4) becomes zero — the derivative of −3 — i.e.:

FL ,2LPT+SC
i = − [KG ∗ h] (qi) +

D2

D1

∑
a>b

(
χ
aa
bb + χbbaa − 2χ

ab
ab

)
(b(qi); qi)

+ ε
(4.9),(4.19)
(4.7),(3.32) +


(
h(qi)−[KG∗h](qi)√

1− 2
3
δ(qi)

)
, if δ(qi) ≤ 3

2 ,

0, otherwise.
(4.35)
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Abstract

In this chapter we use the statistical ensemble of matter density fields reconstructed
from incomplete and noisy observational data using barcode, to study the filament
population that is recovered from our reconstructions based on the NEXUS+/MMF
method. We extend this method to identify individual filaments. We present an
overview of the physical properties of the individual filaments, as well as the spatial
and physical statistics of the filamentary distribution as a whole. We further touch
upon the issue of matching individual filaments throughout statistical realizations,
which would be a promising avenue towards studying the connection between clusters
of galaxies and individual filaments that connect them.

5.1 Introduction

Einstein’s assumption of a homogeneous and isotropic universe lead to the in-
sight that the galaxy distribution can be well approximated by a realization
of a stationary random point process (Neyman & Scott 1952; Peebles 2001a).
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This started a line of statistical large scale structure studies that continues to
this day. An important early question was whether the Abell cluster samples
deviated from a homogeneous point process. The basic tools that were used
to answer such questions are spatial correlation statistics (Peebles & Groth
1975; Peebles 1980). Lower-order statistics were initially used to study galaxy
clustering (Totsuji & Kihara 1969). Their versatility shows from their subse-
quent use as powerful tools for cosmological parameter estimation. Examples
are the second order power spectrum (Planck Collaboration et al. 2015e) or
the third order bispectrum (Planck Collaboration et al. 2015a). N-point cor-
relations become increasingly hard to calculate and interpret at higher orders
(Peebles 2001a). Important to realize in this context is that the Cosmic Web is
a complex, inherently geometric and topological phenomenon (Bond, Kofman
& Pogosyan 1996), for which a full description is only possible by invoking
higher-order statistics.

This triggered the development of a broad spectrum of specialized approaches
to essentially reduce the order or dimensionality of the problem in such a way
that human minds can still make sense of them, i.e. have a more direct visual
or physical appeal. Geometric shape statistics were explored in galaxy distri-
butions (Babul & Starkman 1992; Luo & Vishniac 1995), were derived from
integral geometry by means of Minkowski functionals for use on point sets
(Mecke, Buchert & Wagner 1994) and density fields (Sahni, Sathyaprakash
& Shandarin 1998; Sheth et al. 2003), and were proposed based on marked
point processes (Stoica et al. 2005). Minimal spanning trees assess the higher-
order patterns in the observed galaxy distribution (Barrow, Bhavsar & Son-
oda 1985; Colberg 2007) in terms of geometry, connectivity and percolation
properties. The multiscale morphological approach of MMF/NEXUS is one of
the more recent novel additions to the geometrical bloodline (Aragón-Calvo
et al. 2007a; Cautun, van de Weygaert & Jones 2013). Complementary to
the geometrical view are the topological properties of the large scale struc-
ture. These give direct measures of connectedness of the Cosmic Web (Gott,
Weinberg & Melott 1987). Other topological formalisms are the skeleton for-
malism (Novikov, Colombi & Doré 2006), the Watershed Void Finder (Platen,
van de Weygaert & Jones 2007), SpineWeb (Aragón-Calvo et al. 2010), Dis-
perse (Sousbie 2011) and Felix (Shivashankar et al. 2015). The latter three are
based on Morse theory (Milnor 1963). Interesting in Disperse and Felix is the
use of persistent homology (Edelsbrunner, Letscher & Zomorodian 2002).

These and many other tools have been applied to identify and study filaments
in galaxy redshift catalogs (Pimbblet, Drinkwater & Hawkrigg 2004; Jones, van
de Weygaert & Aragón-Calvo 2010; Jauzac et al. 2012; Nuza et al. 2014; Tempel
et al. 2014; Alpaslan et al. 2014a; Libeskind et al. 2015). A few filaments have
been observed directly through emission of their gaseous component (Scharf
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et al. 2000; Kaastra et al. 2003b; Aracil et al. 2006; Werner et al. 2008) or
indirectly by means of weak lensing mapping of their full (dark and baryonic)
matter distribution (Dietrich et al. 2005, 2012).

Our work builds upon the systematic studies of the properties of filaments
in general (Eisenstein, Loeb & Turner 1997b; Bharadwaj, Bhavsar & Sheth
2004; Aragón-Calvo, van de Weygaert & Jones 2010; Cautun et al. 2014),
their connection with clusters of galaxies (Bond, Kofman & Pogosyan 1996;
Colberg et al. 1999; Colberg, Krughoff & Connolly 2005; van de Weygaert &
Bond 2008; Noh & Cohn 2011), mutual alignments (Faltenbacher et al. 2002;
Altay, Colberg & Croft 2006; Zhang et al. 2009; Paz et al. 2011; Zhang et al.
2013; Forero-Romero, Contreras & Padilla 2014) and the filamentary network
as a whole (Colberg 2007; Hahn et al. 2007; Cautun et al. 2014). We extend
this line of inquiry by incorporating the stochastic aspects involved in the
reconstruction of the full non-linear density distribution (see Chapter 3 and
Kitaura & Enßlin 2008; Jasche & Wandelt 2013; Wang et al. 2013) and hence
the reconstruction of the Cosmic Web (Leclercq, Jasche & Wandelt 2015a,b).

In Chapter 1, we have extensively motivated our program of studying the con-
nection between the Cosmic Web — filaments in particular — and clusters of
galaxies. In Chapter 3, we described the development of our tool, barcode,
for statistically reconstructing full density fields based on the partial informa-
tion we have on it. These reconstructions are not only complete in terms of
spatial coverage, but also over the temporal dimension. The Lagrangian initial
conditions are recovered, enabling us to follow the full dynamical evolution of
the density field.

In this chapter, we take the next step towards our goal of studying the con-
nection between clusters and filaments. If we want to study clusters and the
Cosmic Web with reconstructions, we first need to have a theoretical under-
standing of how these structures behave in the reconstructions. We must, in
other words, assess the Cosmic Web characteristics of barcode reconstruc-
tions.

This will then allow us to assess uncertainties in more specific circumstances.
For instance, the statistics we can derive might help us observe filaments,
either indirectly through gravitational lensing (Mead, King & McCarthy 2010)
or directly through emission. There are obviously many uncertainties involved
in motivating our observational campaigns, especially when we have hardly
any data at all, as is the case for the largely unobserved — but expected —
gas in filaments (Davé et al. 2001; Furlanetto et al. 2003; Kobayashi, Kamaya
& Yonehara 2006; Dolag et al. 2006b; Fraser-McKelvie, Pimbblet & Lazendic
2011; Tejos 2014; Gheller et al. 2015; Tejos et al. 2015), possibly magnetized
(Vazza et al. 2015). Our aim is a better characterization of these uncertainties.
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Not only will this help in the direct observation of filaments themselves. A full
understanding of the observational properties of filaments is also necessary
to correctly identify their impact on other observations, e.g. through their
gravitational lensing imprint (Feix et al. 2008).

Another important incentive for studying the Cosmic Web as in this chapter
is the fact that we know from simulations (Vogelsberger et al. 2014) that the
Cosmic Web has less structure in baryons/gas than it has in dark matter
(Haider et al. 2015). This concerns both the fact that gaseous filaments are
smoother and that dark matter filamentary networks manifest themselves along
a wider range of scales. Revealing the properties of filaments in dark matter
is a primary goal in itself. Observationally, this is a lot harder to do.

5.1.1 Aims and outline

In this chapter we try to answer questions from a theoretical point of view.
We try to gain a deeper understanding of the nature of the Cosmic Web.
Specifically, we ask — given some constraints from mock observations — the
following questions:

• Where do filaments form? What is the chance of a filament forming
there? To answer these questions, in this chapter we look at the proba-
bility of the presence of a filament, specifically in Section 5.5. This over-
all Cosmic Web approach is similar to the studies by Leclercq, Jasche &
Wandelt (2015a,b).

• What properties do these filaments have? This question presumes that
filaments can be separated into separate objects, the properties of which
we can determine on a per-filament basis. For instance, for filaments one
might like to know their lengths, masses, width profile and the nature of
their connection to clusters and walls (Colberg et al. 2005; Colberg 2007;
Cautun et al. 2014). Our analysis focuses on the variation of filament
properties and statistics between barcode reconstruction samples. We
refine our analysis of the filamentary Web by defining such individual
filaments in Section 5.3. We then study these objects’ mass, density and
size (volume) in Section 5.4 and their stability and/or variability across
the ensemble of barcode reconstructed density fields realizations in
Section 5.6. In particular, we focus on two representative filamentary
complexes in the case studies of Section 5.7.

• How do individual filaments behave from reconstruction to reconstruc-
tion? To answer this question, one needs to go one step further than
merely segmenting the filamentary network into separate objects. One
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needs to match a filament found in one reconstruction to one or several
in another reconstruction and study the variability as a result of the
variability in the reconstructions. We offer some initial leads towards
answering this question in Appendix 5.C.

• How do filament properties depend on environment? For a complete
study into this matter we need to address questions concerning connec-
tivity, apart from all the questions posed above. Specifically, in our quest
to unravel the story of the interplay between clusters and filaments, we
would ask ourselves how specific cluster-filament complexes behave. We
would like to identify interesting cluster pairs or groups and investigate
the filaments between them. For instance, one might want to study the
variation in length, position, strength, etc., of the filament or filaments
that form in between such clusters. Properties like filament connectivity,
branching properties, lengths and curvature, can only be meaningfully
measured if the filaments are detected as individual objects. In this chap-
ter, we restrict ourselves to a qualitative study of a few specific cases.

When one is interested specifically in the observational reality of filaments,
additional questions of observability arise. Also, one must understand how the
observable properties of filaments become distorted by observational effects.
Specifically, we ponder the question of how we can study — under the influence
of redshift space distortions — the following properties:

• Filament surface/column density. What is the difference between ob-
served and true density?

• Filament orientations.

To answer these questions, a redshift space model for the reconstruction process
is vital. In Chapter 6 we extend barcode by such a redshift space treatment.
The questions on filament observational properties are the topics of Chapter 7.

5.2 Cosmic Web identification in reconstructions

To study the Cosmic Web in our barcode reconstructions, we first need to
actually identify the Web components. To segment the density fields into
walls, filaments and nodes we employ the morphological segmentation algo-
rithm MMF/NEXUS+ (Aragón-Calvo et al. 2007a; Cautun, van de Weygaert
& Jones 2013).

To run NEXUS+ on a barcode reconstruction, we first turn the Lagrangian
space sample into initial conditions for the N -body code Gadget and run Gad-
get to obtain a realistic corresponding Eulerian particle distribution at z = 0.
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We turn the Gadget N -body particles into a density field using DTFE (Schaap
& van de Weygaert 2000; van de Weygaert & Schaap 2009; Cautun & van de
Weygaert 2011), yielding an N -body Eulerian density field. We then trans-
form the DTFE field to NEXUS input format, run NEXUS on it and save the
results.

Details of these technical aspects in our study are given in the rest of this
section.

5.2.1 Density field reconstructions

The basis of our data is formed by a set of Lagrangian density field reconstruc-
tions from barcode, the Hamiltonian Monte Carlo sampler of cosmic density
fields that we developed and described extensively in Chapter 3). The input
to barcode should be a density field, as derived from observations or a mock
thereof. It is expected that the density field is incomplete and noisy. Gaps in
the data can be masked and noise is explicitly modeled.

By running a Monte Carlo Markov chain, barcode searches for Lagrangian
(primordial) density fields that, when evolved to z = 0, match with the data.
It does this in such a way that not just an optimal fit is found, but rather it
recovers a statistically relevant (high posterior probability) ensemble of possible
realizations. This process efficiently propagates the errors in the data to the
resulting reconstructions, a feat that can conceivably only be accomplished in
such an indirect manner, due to the many complexities involved in this process.
Moreover, the ensemble naturally reflects the non-linear process of structure
formation, specifically the degeneracies involved with trying to “invert” gravity.
Moving matter back to its initial position after it has clustered together with
other matter is not trivial and impossible to do one-to-one.

As the input “observational” data for this chapter, we generate a mock ob-
served density field. We start with a Gaussian random field in Lagrangian
coordinates, which is transformed to Eulerian coordinates using the Zel’dovich
approximation∗ and an SPH density estimation scheme to regrid the particles.
The Gaussian random field is produced based on a power spectrum from CAMB
(Challinor & Lewis 2011), with cosmological parameters from the WMAP 7-
year observations (Komatsu et al. 2011). After the transformation to Eulerian
∗ The Zel’dovich approximation is used for reasons of computational performance. Ideally,

one would use a full N -body solver to fully resolve the non-linear evolution, in particular
that of clusters. However, barcode not only uses the structure formation model for the
transformation from Lagrangian to Eulerian density, but also needs the derivative to the
Lagrangian density field of the equations of motion that govern this transformation. In
the Zel’dovich approximation, this derivative is straightforward and the computational
costs are limited. For an N -body solver, the costs become much higher (Wang et al.
2014). See Chapter 3 for more details.
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space, the mock density field is generated by adding noise to the cells, as de-
scribed in more detail in Chapter 3, Section 3.7.2. Our cosmic density fields
are defined in cubical, periodic boxes of L = 200 h−1Mpc on each side. The
fields are given on a grid with Nx = 64 cells in every direction, giving us a
linear spatial resolution of Lx/Nx = 3.125 h−1Mpc.

The mock data is used to generate matching Lagrangian space density recon-
structions using barcode. The MCMC chain was run for 5000 steps. In this
chapter we use every other 50th sample for our main statistical analysis. This
sample interval was chosen to ensure the reconstructions are uncorrelated∗,
while still enabling us to carry out a properly defined statistical analysis of
the 100 remaining samples. For more technical parameters see Section 3.7.2 in
Chapter 3.

The resolution of Lx/Nx = 3.125 h−1Mpc means that the grid cells are larger
than the size of a typical filament (Cautun et al. 2014)†. Also, the Zel’dovich
Eulerian densities produced by our barcode runs do not capture the full non-
linear nature of the Cosmic Web. To remedy these issues, we apply a full N -
body calculation with Gadget-2‡ on the Lagrangian reconstructions to obtain
the corresponding non-linearly evolved Eulerian density fields. The barcode
Lagrangian density fields are evolved to a dark matter particle distribution
at redshift z = 60 using Zel’dovich displacements. The Npart = 643 particles
(one for each Lagrangian grid cell) are used as the initial conditions of the
Gadget-2 run, in which we evolve the particles forward to z = 0. The N -body
particles are used to define a higher resolution Eulerian density grid of 2563

grid cells (described further below). We used a 1283 PM grid to speed up the
calculation.

Other (numerical and cosmological) parameters are the same as those used for
barcode, mentioned above.

In order to run NEXUS+ on the Gadget N -body results, we need to find an ac-
curate density estimate, since NEXUS+ is grid based. The Delaunay Tessella-
tion Field Estimator or DTFE (Schaap 2007; van de Weygaert & Schaap 2009;

∗ Uncorrelated in the MCMC sense. In a Markov chain, every sample always depends on
the previous one (and the previous one only, one of the defining properties of such a
chain called the “Markov property”). If the chain moves slowly through the probability
distribution function, the samples will be close together and in many cases correlated.
This correlation will reduce slowly as the chain evolves forward.

† Our choice of 643 barcode cells was motivated by performance reasons at this physical
scale (see Chapter 3, Section 3.8 for more details). To be able to have a statistically
representative sample, we did not have the time to run for instance with 1283 cells,
which would have been much closer to the size of filaments at z = 0 (Cautun et al.
2014).

‡ See Appendix 5.A for considerations on our choice for this code.
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Cautun & van de Weygaert 2011) is our estimator of choice, since NEXUS+
was built and calibrated for using this estimator. Moreover, DTFE is very
suited for resolving anisotropic features in the mass distribution. Given a
particle distribution, DTFE builds the corresponding Delaunay triangulation.
The density estimate for a grid cell is based on the volume of the Delaunay
tetrahedra that cover the cell. The closer the particles, the smaller the volumes
of the tetrahedra between them. This is translated to a higher density.

NEXUS+ is not calibrated to work at resolutions below which a cluster is not
properly resolved for it to show (average) densities above 350∗. This means
that the 3.125 h−1Mpc resolution that we have in the barcode samples would
be too coarse. For this reason, we determine DTFE density fields at a grid
resolution of Nx = 256 or a linear cell size of L/Nx = 0.8 h−1Mpc. This
introduces artifacts from the Delaunay tetrahedra in the density field itself
due to the low particle density (which is still at Nx,part = 64) in the low
density regions, see e.g. the density panel in figure 5.1. However, by applying
an appropriate filtering range in NEXUS+, the impact of these artifacts can
be minimized. Such an approach will prevent us from finding the very tenuous
void filaments, but since our main objective is studying the relation between
clusters and the Web, this is not a problem.

5.2.2 Cosmic Web segmentation

To identify the regions in our density fields belonging to different Cosmic
Web components, we use the MMF/NEXUS+ formalism (Aragón-Calvo et al.
2007a; Cautun, van de Weygaert & Jones 2013) (NEXUS or NEXUS+ here-
after). NEXUS is a tool for the multiscale morphological segmentation of the
Cosmic Web, based on the Hessian (second derivative tensor) of the density
field. A scale-space representation of the density field is built by applying a log-
Gaussian filter to the density field with different smoothing scales. NEXUS+
then determines a Web segmentation using the Hessian on all smoothing scales
separately, and combines the results into one multiscale web segmentation, us-
ing a morphology filter bank approach.

To determine the actual distribution of web components in the density field
at a certain scale, the eigenvalues of the density field Hessian are calculated
for each cell in the grid. If all three eigenvalues in a cell are negative and
approximately the same value, the region is equally contracting in all directions

∗ The code checks clusters for whether they are virialized by checking whether its average
density perturbation value is above 350. This is a number from spherical collapse (Gunn
& Gott 1972) at z = 0. Because of the low resolution of our barcode chains, these
high density peaks are smoothed out over the large grid cells, lowering the density and
thus preventing NEXUS+ from detecting any nodes/clusters.
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and is therefore classified as a node region∗. With two negative eigenvalues
that are similar in absolute size, but significantly larger than the third one,
the region contracts in two directions and is classified as a filament. One
negative eigenvalue which in absolute value is significantly larger than both of
the others signifies contraction in one direction, and thus a wall-like region.
To combine the signals at the different scales into a single multiscale signal,
a filter bank is invoked to process the prevalence of the three morphological
signatures at each location of the analyzed volume.

The result of running NEXUS+ on a density field is shown in figure 5.1, where
we plot slices of a NEXUS+ run containing the clusters/nodes (black), fila-
ments (orange) and walls (green). NEXUS+ was run for all the results in this
work on seven smoothing scale space levels: from 2 h−1Mpc to 10 h−1Mpc with
5 logarithmically spaced levels in between (2.6, 3.4, 4.5, 5.8 and 7.6 h−1Mpc).

While a 2D representation of a 3D structural configuration can never be com-
plete, one can get a taste of the multiscale and hierarchical nature of the
resulting Web. The black node cells show us that the cluster distribution is
rather sparse in NEXUS+. In most reconstructions, on the order of 200 sep-
arate clusters/nodes are found. These consist only of an average of 10 cells,
corresponding to an average volume of about 5 h−3Mpc3, or an effective ra-
dius of about 1 h−1Mpc, which corresponds to typical virial radii for clusters.
NEXUS+ filters out nodes using a lower limit for the density from virializa-
tion arguments (in addition to the morphological signature described above),
so this is not a surprising outcome.

In figure 5.2 we show a 3D visualization of the filamentary network and a
few nodes. This gives a far better view on the connectivity properties of the
network and the fact that indeed most of it percolates through the entire box.
A few small, disconnected filaments are detected in the underdense regions as
well. The nodes mainly reside in strongly connected regions.

5.2.3 Filament “spine” and direction/orientation

In addition to the segmentation of the density field into separate components,
NEXUS+ includes a scheme to compress the spatially extended structure of
filaments and walls into a thin, central curve or curved plane respectively. This
central structure is called the “spine” of the web component. In our case, we
are only interested in the filament spine, so in the rest of this work “spine”
refers to the filament spine, unless otherwise stated. We will use the spine in
our definition of individual filaments.
∗ Astrophysically, nodes usually correspond to clusters. However, not necessarily ev-

erything that one would classify as a cluster becomes a node and not every node is
necessarily a cluster.
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Figure 5.1 – Density field from Gadget simulation (top panel) and corre-
sponding NEXUS+ segmentation into clusters, filaments and walls (bottom).
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Figure 5.2 – A slice of 20 h−1Mpc thickness, showing the filamentary voxels
in orange and some node voxels in cyan. Volume rendering made with the
VisIt package.

Before doing so, we briefly review the exact meaning of the spine by means of
the algorithm used to determine it. The spine is determined by an iterative
process together with what we call the filament direction or orientation. They
are codefined by the same iterative algorithm, which can be summarized as
follows (for more details see Aragón-Calvo et al. 2007a, 2010; Cautun, van de
Weygaert & Jones 2013; Cautun et al. 2014).

1. Place a particle in the center of each filament and node∗ cell.

2. Give each particle the same “mass”. This will ensure that the proce-
dure determines the geometric or volume weighted spine, not the mass
weighted spine.

3. Find a first estimate of the filament direction. This step itself consists of
multiple iterative steps:

∗ The nodes are added to prevent spurious fragmentation of the filaments, since they are
inside the filamentary regions.
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(a) Find the particles within some specified distance Rspine around each
particle i.

(b) Determine the center of “mass” of this particle cloud.
(c) Move the particle i towards the center of mass of its surrounding

cloud.

These steps are repeated until two convergence criteria have been met for
most of the points: the points stop moving significant distances and the
resulting point cloud has become significantly anisotropic, i.e. line-like in
the filament case. At this point, a direction is determined for this particle
by taking the eigenvector corresponding to the largest eigenvalue of the
inertia tensor of the converged particle cloud around the particle.

4. Using the direction estimate for each filament cell/particle, we start the
iterative process to determine the final particle positions and direction
vectors. The particles are reset to their original positions in the centers
of the filament cells. Another round of contraction follows. It involves
the same steps as above, except this time, instead of moving the particle
to the actual center of mass, it is moved only along the direction perpen-
dicular to direction vector. This process is again repeated until the above
two convergence criteria are met. An updated direction vector estimate
is determined using the eigenvalue decomposition.

5. The previous step is repeated, using the updated direction estimate from
the previous iteration, until the directions do not change significantly
anymore.

At the end of this process, we are left with two closely related new filament
properties: the spine-particle location of each cell and the corresponding spine-
direction vector. In figure 5.3, the spine particle locations are plotted on top
of the corresponding density field.

For this specific spine calculation, a spine scale of Rspine = 2 h−1Mpc was
used∗. This captures the thicker filaments. These are the ones we are mainly
interested in as they are expected to define the Cosmic Web related to clusters.

5.3 Individual cluster and filament identification

Both for studying the variation per filament over the statistical dimension and
being able to do statistics per filament over the entire box we need to define
∗ In Cautun et al. (2014) a smaller scale of 1 h−1Mpc was used. This was based on the

size of the filaments, which were defined on finer scales than those in this work. Since
in our case we do not have very thin filaments, in practice, we can restrict ourselves to
larger smoothing scales.
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Figure 5.3 – Left panel: Cosmic Web component cells with blue NEXUS+
filament spine particles on top. Right panel: Eulerian density with green
NEXUS+ spine particles. The spine particles are grouped in close linear struc-
tures, making them a natural candidate for defining individual filaments (see
Section 5.3).

individual filaments. To accomplish this, in this section we set up an algorithm
that uses information from three sources:

1. The first and most obvious criterion for filament cells to belong to the
same individual object is that they are neighbors.

2. We further split up filaments by looking whether their spine particles are
separated by a threshold distance.

3. Finally, we cut up the filaments that happen to be connected via (or
around) node/cluster regions.

This uses all of the relevant information available from the NEXUS+ output.
The first criterion, neighboring cells, is also used to define individual clusters
from the node cells. These clusters are then used in the third criterion for the
filaments.

These three criteria offer a good compromise between ease of implementation,
interpretability, complexity, using all the available data and doing so in a way
that follows the intuition about what an object should be. In the rest of this
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section, we expand upon the three criteria and how we apply them in the
individual cluster and filament finding algorithms.

5.3.1 Adjacent cells

Our first criterion, and the corresponding first step of our algorithm is to iden-
tify for each cell the neighboring cells of the same type (node or filament).
An efficient way of solving this problem is by employing a flood-fill algorithm
(Smith 1979) and looping it over all the separate groups of adjacent cells (de-
tails in Appendix 5.B).

Figure 5.4 – Illustration of the first individual filament definition criterion.
Left: cells that are (“6-connected”) neighbors and pass the criterion. Right:
the uppermost cell is not a neighbor and will not be grouped together with the
others into one filament.

Note that a neighbor in a 3D grid can be defined in several ways. We use
the “6-connected”∗ neighbors, meaning that we only consider cells neighbors if
they share a cell face (see figure 5.4). Other options would be “18-connected”
neighbors, which either share a face or an edge, or “26-connected” neighbors,
which can also share corners. However, with 18 or 26 connections, one might
obtain many spurious porous objects, i.e. objects that completely surround
cells that are not part of the object. In 3D, it is always possible to get porous
objects, also with 6-connected neighbors. What we mean specifically are cases
where for instance two filaments lie diagonally next to each other with only

∗ In 2D images, the term “4-connected” means connected by the edges of the pixels and “8-
connected” means connected by either edges or corners Rosenfeld (1970). This nomen-
clature is easily extended to 3D voxels.
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Figure 5.5 – We use the “6-connected” definition of neighbors to avoid that in
situations like this the cells are identified as one filament. In higher-connected
neighbor definitions, this would be the case.

a one-voxel thick (diagonal) layer in between (see figure 5.5). With 18 or 26
connections, the filaments would become connected and there would be a layer
of non-filament voxels inside the resulting filament. This is not desirable.

Individual (connected) clusters

Similarly to the filaments, we want to identify the separate clusters in order
to determine their full masses and especially their centers of gravity and virial
radii∗.

Identifying clusters is more straightforward than filaments. In particle based
cluster finders, one often identifies clumps of particles that are gravitationally
bound and virialized. NEXUS+ gives us density filtered node cells, leaving us
with only the high density, virialized cells. To define individual clusters from
these cells, we base ourselves on one simple, additional criterion: that the cells
are neighbors. This way, only the innermost (virialized) cores of clusters are
identified. This means that it is highly improbable for groups of nodes to
overlap. If indeed they do overlap, it is a cluster in the process of merging and

∗ This will be needed later on for the third filament finding criterion.
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one can argue that, gravitationally, this is already a single bound object. The
resulting cluster distribution counts 200 objects, involving around 2000 node
cells.

For each individual cluster we infer a number of properties:

• volume V in h−1Mpc;

• total mass Mvir in M�h−1;

• center of mass (“location”) in h−1Mpc along three axes;

• virial radius r350 in h−1Mpc.

The virial radius can be derived from the virial mass. Since clusters in NEXUS+
are defined as virialized regions (i.e. having density higher than 350) we can
assume that if we take all the cluster cells together, their total mass can be
considered to be the virial mass of the cluster. The corresponding radius can
then be derived from:

Mvir 'M350 =
4

3
πr3

350 · 350ρc , (5.1)

so that

r350 =

(
3Mvir

1400πρc

) 1
3

, (5.2)

where ρc is the universe’s critical density.

5.3.2 Spine proximity

Since most of the filamentary cells define one percolating structure, cell adja-
cency alone will not suffice to find individual filaments. We therefore extend
the above procedure by one extra step. When in the above steps the neigh-
bor cells {ni} of any cell c are determined, we additionally check whether the
neighbor is a “friend” of cell c.

Two cells a and b are friends if they are neighbors and if their corresponding
spine particles are within some defined distance rprox of each other (see fig-
ure 5.6). In the remainder of this work we use a proximity scale of rprox =
1 h−1Mpc. This scale aligns with the intuition that if the spine particles of
neighboring cells are further apart than the grid scale of 0.8 h−1Mpc, we should
consider them different filaments.

One might argue that rprox ∼ 2 h−1Mpc is a more natural choice, since that
was our smallest NEXUS+ scale and also the spine smoothing radius. However,
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Figure 5.6 – Illustration of the second individual filament definition criterion.
Left: the spine particles (blue dots) are within rprox of each other (dashed
circles) and thus the cells are grouped together as one filament. Right: even
though the cells are neighbors, the spine particles are not close enough together
and thus the cells are not identified as one filament.
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Figure 5.7 – Histogram (logarithmic scale) of all filament spine particle dis-
tances for neighboring (6-connected) cells in one simulation box as defined by
NEXUS+. The left-hand side plateau consists of true intra-individual-filament
distances. The distances larger than 1 h−1Mpc are of spine particles with
neighboring grid cells, but belonging to different filaments.
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since the spine particles are aligned more compactly than this, it is good to
keep the scale as small as possible. When we inspect figure 5.7, which shows
the histogram of distances of neighboring spine particles, i.e. the spine particles
corresponding to two neighboring cells, we find the following:

1. The right-hand shoulder identifies the distances between particles that
do not belong to the same spine, as determined by eye. If we extrapolate
this lump’s downward slope towards the left side, we expect only about
100 such distances to be left at a 1 h−1Mpc scale. The false positive rate
would thus be low.

2. The left-hand plateau will predominantly consist of intra-spine distances.
The plateau ends a bit before 1 h−1Mpc, but has a downward slope that
will still include many true spine particles.

A cut-off scale of 1 h−1Mpc can then be considered a conservative choice:
while it may not include all spine distances, it will exclude most false spine-
connections and thus stay on the safe side. When one runs the algorithm like
this, on the order of 12000 individual filaments are identified in our reconstruc-
tions.

5.3.3 Cluster region filament cut-off

Our NEXUS+ clusters only consist of the relatively small virialized core. Many
cells in the infall regions will be classified as filaments (or walls). It is therefore
bound to happen that two filaments at either ends of a cluster will become
connected with the above two criteria. For intermediate sized objects, this is
natural. Large numbers of small halos (groups of galaxies) are expected to be
immersed inside the filaments. However, it would be undesirable in the case of
large, dominant clusters, since the connection between these clusters and the
Cosmic Web is exactly one of the interests of our study.

To incorporate cluster information and use them to further split up individual
filaments, we add a third criterion to our procedure: any cell with a spine
particle within the virial radius of a cluster∗ is reclassified as a “cluster-filament
attachment region”, or, simply: neither a node, nor a filament. These cells are
excluded from the individual filament finding loop (see figure 5.8).

We use the virial radius, because it signals a strong transition in terms of both
dynamics and structure from virialized cluster to large scale structure†. The

∗ As defined by the cell adjacency criterion for node cells.
† This is from private correspondence on a soon to be published study by Steven Rieder

and RvdW.
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Figure 5.8 – Illustration of the third individual filament definition criterion.
The spine particles (blue dots) are within rprox of each other (dashed circles)
and the cells are neighbors. However, the central two spine particles are within
the virial radius of a cluster (green). This excludes these two particles and
the corresponding cells from the filament identification algorithm. The two
remaining pairs of cells are identified as two separate filaments. Effectively,
this criterion cuts an otherwise singular filament in two.

virial radius of a cluster is on the order of 1 h−1Mpc. This criterion is thus
guaranteed to split some filaments, since we defined rprox = 1 h−1Mpc as well.

Applying this third criterion, we find that ∼ 5% of our cluster sample causes
their connected filaments to be split up into multiple new filaments. Since
∼ 200 clusters are present in our boxes, this means that this criterion adds
about 10 individual filaments.

5.3.4 Individual clusters and filaments

We give a brief visual overview of the individual filaments and clusters that
the algorithm finds. The filaments are most clearly visualized by applying a
minimum coloring algorithm.For each detected cluster in the density slice, we
plot its virial sphere as two circles∗. The resulting distribution in a single 2D

∗ The faces of the density-slice (front and back side) cut the virial sphere in three parts;
two “caps” at either side of the density-slice and one “slice” inside the density-slice. We
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Figure 5.9 – Individual filaments, together with clusters that overlap with the
same slice ( left-hand panels) and clusters that are within 30 h−1Mpc (right-
hand panels). In the right-hand panels, we plot two more circles around the
clusters: twice and four times the full virial radius. Blue clusters are on one
side of the slice, red clusters are on the other side. White (top) or black
(bottom) dots are clusters inside or very close to the slice. The filaments in
the top panels are colored such that no two adjacent filaments have the same
color. The spine particle locations are plotted in gray (top) or black (bottom).
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slice of thickness 0.8 h−1Mpc can be seen in figure 5.9.

In the right panel of this figure, we also plot the clusters that are within 30
h−1Mpc of the central slice plane (but do not necessarily intersect with it).
This defines the extent of the dynamical influence of large scale alignments
from the tidal field (Platen, van de Weygaert & Jones 2008). The size of a
cluster in the plot reflects its tidal influence which scales as ∝ 1/r3. If they
are close, they are big and thus have much influence. If their radius is big but
they are a bit further away their size can still compensate for their distance.

5.4 Individual filament properties
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Figure 5.10 – Histograms of filament mass and volume of the true density
field, showing the effect of our filtering of the filament population.

The individual filament determination provides us with a means of analyzing

draw the intersecting circles on both the back and front faces of the slice. In this, we
take into account periodic boundary conditions.
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the filament distribution on a per-object basis. In this section we discuss the
distributions of five integral properties, i.e. properties integrated over an entire
individual filament f :

• volume Vf , estimated to be the number of cells Nc(f) times the cell
volume Vc = 0.47h−3Mpc3;

• mass Mf = Vc
∑Nc(f)

i=1 ρ(i), for which we multiply the sum of the density
values of the filament’s cells i by the cell volume;

• mean density 〈ρ〉f = 1
Nc(f)

∑Nc(f)
i=1 ρ(i), i.e. the mean of the density values

of the filament cells of that filament;

• density variance σρf =
√

1
Nc(f)

∑Nc(f)
i=1 (ρ(i)− 〈ρ〉f )2 : the standard de-

viation of the filament cells’ density values∗;

• and the density coefficient of variation (“cv”), i.e. the std divided by the
mean density†.

We will discuss the spatial distribution of these properties in more detail in
Section 5.6. In addition, we calculated surface density statistics for the entire
filament population. The surface density provides information on the promi-
nence of anisotropic structures like filaments. It is a combined measure of the
thickness and the density. Our full definition of surface density is given in
Chapter 7.

We filtered the filament population before doing our analyses. Filaments with
10 cells or less were removed. The effect of this on our population is shown in
figure 5.10. The distributions of properties are strongly bimodal without the
filter, implying that indeed the small filaments are noise. The total number
of filaments is reduced from ∼ 12000 to 3524 individual objects in the true
realization and 3710± 115 in the regular realizations. Note, however, that the
combined volume of all filaments does not change much before and after filter-
ing, since only the smallest filaments are left out. A systematic and significant
overabundance of filaments in the barcode realizations is found compared to
the true distribution.
∗ The density standard deviation is a measure of the spread or dynamic range of the

density values inside the filament. It characterizes one aspect of the hierarchical and
multiscale nature of filaments.

† Dividing the standard deviation by the mean of the density gives a dimensionless,
scale invariant measure of the density spread. It allows us to investigate in how far
internal density variation scales with mean density itself. By isolating out this effect,
the coefficient of variation gives an even cleaner measurement of the hierarchical nature
of the filament.
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Figure 5.11 – Integral property probability distributions (normalized by total
count): mass (top left), volume (top right), mean density (center left), density
standard deviation (center right), the coefficient of variation of the density
(bottom left) and the surface density of the filament population (bottom right).
The green bars indicate the true distribution, while the blue lines show the
mean distributions of the reconstructed realizations. The blue shaded regions
show the standard deviation of the realization histograms.
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In figure 5.11 the distributions of the five integral properties and the surface
density are compared for the barcode realizations and the true density. In
these histograms, we normalize the bin counts by the total number of filaments
for that run, allowing us to focus on the shapes of the distributions. Within
the range of the 1σ regions, we observe a good match. The variation around
the true distribution is to be expected, since the barcode formalism recovers
an ensemble of highly likely realizations given observational and astrophysical
uncertainties.

The hard, small scale cut-off filter on the volume leaves a clearly visible im-
print on the small scale end of the volume distribution. However, all the other
distributions show a more gradual upward slope. These lead up to a set of char-
acteristic scales at the peaks of the distributions for the mass at ∼ 4 · 1013M�,
mean density at ∼ 6.5 ·1012M�Mpc−3h2 and surface density at ∼ 9ρc h

−1Mpc.
To examine whether these scales are truly physical in nature, we must consider
two numerical effects: resolution (small scale) and box size (large scale).

On average, given a critical density of 2.8 · 1011M�Mpc−3h2 (indicated in the
center left panel of figure 5.11) the mass of a grid cell with volume Vc =
0.47h−3Mpc3 is 1.3 · 1011M�. Due to the 10 cell cut-off, this means that
filaments below 1.3 · 1012M� (indicated in the top left panel of figure 5.11)
are underdense on average, even though they might have some overdense cells.
As explained in Chapter 3, underdense regions in the reconstructions are less
well constrained. We must take caution in the interpretation of structures in
those regions. However, this resolution scale is far from the peak in the mass
distribution, so we can safely assume that the characteristic mass scale is not
affected by this small scale numerical effect. The density scale, on the other
hand, should be regarded carefully. When comparing the distribution to that
found in Figure 13 of Cautun et al. (2014), we see that the maximum of our
distribution is at a higher density. Also, the second low-density peak that was
found in Cautun et al. (2014) is not reproduced here. Both effects can be
attributed to the higher number of N -body particles (21603), higher spatial
density resolution (0.4 h−1Mpc) and lower NEXUS+ filtering scales used in
Cautun et al.’s study.

At the large scale end we see that the distributions taper off to zero. Especially
in the mass distribution, a steep downturn sets in at just below 1015M�. One
may partially understand this high-mass behavior from the extended Press-
Schechter formalism (Sheth, Mo & Tormen 2001; Sheth & Tormen 2002). The
typical overdensity required for collapse of a density peak along two axes, i.e. for
a filament, is is almost equal to the critical density in spherical collapse theory
(Shen et al. 2006, equation 2). The tidal effects that are incorporated into this
model enhance collapse along one axis most strongly enhanced, while collapse
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along two axes is only moderately enhanced and collapse along three axes
is delayed compared to spherical collapse. It means that the mass function of
filaments at z = 0 can be approximated by the spherical collapse mass function
(Press & Schechter 1974; Bond et al. 1991). One would expect an exponential
descent of the mass function in such a case. The fact that the distribution
tapers off to zero must be an artificial effect introduced by the box size.

Some final observations concern the surface density distribution. A majority
of filaments can be found among the low-end tail of tenuous filaments. These
will inherently be hard to observe. The high-end tail forms a more viable and
therefore interesting population for observation. These are likely dominated
by regions directly connected to clusters or supercluster regions, but may also
include filaments oriented along the line of sight, which forms a convenient
circumstance for observation, since the increased column density of gaseous
material will produce a higher luminosity.

5.5 Statistics of the filamentary network

We have created an ensemble of well-matching reconstructions of a density field
based on mock observational density fields. Subsequently, we have identified
in each reconstruction in each grid cell which of the 3 main components resides
there: a node, a filament or a wall.

We have combined the identified filament regions in the reconstructions to de-
termine full-field filament statistics. We will illustrate and discuss the potential
of these statistics as a tool in the study of the Cosmic Web, both theoretically
and observationally.

In what follows, we will qualitatively highlight two aspects of the study of
reconstructed filaments “over the statistical dimension”. These aspects are:

• Filament occurrence: the probability of the presence of filamentary struc-
tures at any given location.

• Filament significance: the variance in the filamentary signature over the
sample ensemble. It answers the question of how certain we are about
the filament occurrence at that location.

The statistics in this section are calculated from 100 samples (between samples
50–5000 with an interval of 50).

5.5.1 Filament occurrence

A basic measure of whether a filament exists in a certain region can be defined
as the “mean” of each cell’s filament signature over the S different realizations.
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Explicitly, for each cell i in the grid, we determine

Pi(filament) =
1

S

S∑
s=1

{
1 if cell i is a filament cell in sample s
0 otherwise,

(5.3)

where the sum is over all realizations s and S is the total number of used
realizations.
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Figure 5.12 – Filament occurrence Pi(filament) in the reconstruction ensem-
ble.

A slice of the reconstructed filament occurrence field is shown in figure 5.12.
The overall impression that this gives is that the filament locations of large
filaments are rather certain. Many of the “core” filamentary regions have a
100% probability of containing a filament. On the small scale end of the
filamentary spectrum, a more varied picture emerges. On the one hand, there
are many smaller, but very certain patches of filaments. These are most likely
sections of longer filaments that predominantly point towards (or away from)
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the reader, out of the paper. On the other hand, there are many very uncertain
dark blue patches of similar small size to be found. These are likely caused
by noise from the DTFE density estimation procedure. However, it cannot be
excluded that they are unlikely, but possible filament locations as well.

One may further notice that the filaments do not seem to form a percolating
network. In a 2D representation this is to be expected; the filaments generally
do percolate outside of the plotted plane (see figure 5.2).

Finding filament-rich volumes

Given a filament occurrence field, one might like to go one step further, and
ask the question: which region of size x should I observe to study the influence
of different filaments on each other? In other words: given that many regions
contain 100% probable candidate filaments, what is the most interesting region
for a survey of complex, filament-rich regions?

One answer to this question could be to apply a top-hat filter of a certain
size on the occurrence map. The resulting map answers the question of which
(spherical) region has the largest overall probability of encountering filaments
in them. In figure 5.13, we show the result of a top-hat filter with a filter
size of 10 h−1Mpc applied on the map of figure 5.12. The map in figure 5.13
can be used to either pick a crowded, complex region (high top-hat filtered
occurrence) like the one in the bottom right, or the one top-center, or rather
pick a more pristine area, where interpretation could be easier, leading perhaps
to stronger insights on the basic processes underlying filament evolution and
its impact on its surroundings.

Figure 5.14 further illustrates a possible use of this method. It shows the slice
with the highest 10 h−1Mpc top-hat filtered filament occurrence (right panel)
in the entire box. The corresponding region is indeed one with a great number
of closely intertwined filaments, as can be seen in the bottom panel. The study
of such closely interweaved regions of filaments will surely test our models to
their limits.

5.5.2 Filament significance

The “mean” filament signal, the filament occurrence Pi(filament), showed us
that many regions are rather certain. Most regions either contain a filament
with absolute certainty, or they do not, again with absolute certainty. To
characterize regions with intermediate certainty, we can take a more direct
look at the variance of uncertain regions. An improbable region with a high
level of variance is likely to be noise. On the other hand, regions with low
variance are more likely to contain a trustworthy signal; even if the filament
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Figure 5.13 – Top-hat filtered filament occurrence field in the reconstruction
ensemble.

occurrence is low, it might be interesting to look into it further if the noise is
low as well.

The filament significance σi is simply defined as the standard deviation of the
filament signature fields of the S realizations or reconstructed chain samples∗:

σi(filament) =

√√√√ 1

S

S∑
s

(fi − Pi(filament))2 , (5.4)

where

fi =

{
1 if cell i is a filament cell in sample s
0 otherwise,

(5.5)

∗ The filament significance σi is in fact an inverse measure of significance; the larger it is,
the less significant (the more variable) the filament signature field at that location.
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Figure 5.14 – A different slice of the box (at xx = 60 h−1Mpc), where the
mean top-hat filtered occurrence field (top right-hand panel) has the maximum
value in the box. The top left panel shows the raw, unfiltered occurrence field
in this slice. The bottom panel shows the corresponding DTFE density field.



5

248 chapter 5: Filament reconstructions

0 50 100 150 200

xz (Mpc/h)

0

50

100

150

200

x
y

(M
pc

/h
)

0.00

0.06

0.12

0.19

0.25

0.31

0.37

0.44

0.50

Figure 5.15 – Filament significance σi: the standard deviation of the filament
signature fields from NEXUS+ over the reconstruction ensemble. Correspond-
ing values can be read off from the color bar.

again the sum s is over all samples and the total number of samples is S.

Figure 5.15 shows the resulting filament significance field for the same slice
as before. Comparing this to figure 5.12 reveals that the two anti-correlate
strongly. Almost every small, low-occurrence region simultaneously has a high
significance, i.e. a low signal-to-noise, and vice versa. Additionally, the edge
regions stand out in the significance figure, telling us that even though the
core regions might be well constrained, the edges are not. This behavior is
expected and easily explained. The variance will only be substantial in regions
where the occurrence differs from 0 or 1. If Pi = 0, then you expect that
nearly all realizations of the cell are empty, so σi = 0. Similarly, for Pi = 1,
nearly all realizations will be occupied. Thus, by construction, σi highlights
the regions where there is variation and will strongly correlate / anti-correlate
with the map of Pi. This picture of core vs edge filamentary regions is drawn
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Figure 5.16 – Minimum (black) and maximum (gray) extent of the filament
signature fields from NEXUS+ over the reconstruction ensemble, defining the
core vs edge filamentary regions.
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out more clearly in figure 5.16. In this figure the minimum and maximum
extent of filamentary regions is given. The black regions represent the 100%
certain core filamentary regions, whereas the gray regions represent all the
regions with a > 0% chance of containing a filament.

5.6 Individual filament property spatial statistics

In Section 5.5 we analyzed the full-grid filament occurrence and significance
fields, which tell us something about the likelihood of a filament in that lo-
cation. However, they say nothing about filament property statistics of the
filament there.

In this section, we will study the spatially distributed statistics, per cell and
per sample, of four of the integral properties of individual filaments f : volume
Vf , mass Mf , mean density 〈ρ〉f and density variance σρf (defined in Sec-
tion 5.4). The mass can be contrasted with an analysis of the mean density
of the individual objects. This allows us to disambiguate between strength,
size and dominance. The strength of a filament relates mainly to its density,
whereas dominance combines strength and size as a mass based quality∗.

After determining properties pf ∈ {Vf ,Mf , 〈ρ〉f , σρf} for each individual fila-
ment f , we obtain the cell-wise statistics of these properties over the different
reconstructions s (with NS total reconstructions). For each reconstruction s,
we find which filament fs occupies cell i and use its property pfs(i) to calculate
per grid cell i:

• mean over the samples: µi(p) = 1
NS

∑
s pfs(i);

• standard deviation over the samples: σi(p) =
√

1
NS

∑
s (pfs(i) − µi(p))2 ;

• coefficient of variation: ci(p) = σi(p)/µi(p).

First, we address these properties qualitatively by visual inspection. Subse-
quently, for more specific detailed understanding we resort to two case studies.
Through the mean we get a general idea of the strength of the properties. The
variance gives us a measure of the internal variation of the property within
individual filaments. It is a measure of the multiscale nature of filaments.
The coefficient of variation, gives a more balanced picture of the statistical
variability of filament properties in their own natural range of values, allowing
comparison of the variational properties in a scale-free manner. Dividing the

∗ Note that these are purely qualitative terms. The only purpose of this explicit distinc-
tion is to avoid confusion in the following qualitative analysis.
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standard deviation by the mean of the density gives a dimensionless, scale in-
variant measure of the density spread. It allows us to investigate in how far
internal density variation scales with mean density itself. By isolating out this
effect, the coefficient of variation gives an even cleaner measurement of the
hierarchical nature of the filament. A low value of std/mean signifies a high
degree of certainty on the property of the filament there.

The full property statistics slices are shown in figure 5.17. We used the max-
imum range of figure 5.16 to filter out the regions where no filaments exist in
any of the samples (gray hatched areas).

In general, one will notice that many of the properties and statistics are cor-
related. For some structures and properties the correlation is almost perfect.
This is particularly true for structures with high mass (figure 5.17a) and high
volume (figure 5.17b). Low mass structures, on the other hand, are still often
associated with high volume filaments. The mass occupies a wider range of
values.

The density standard deviation (figure 5.17d) also occupies a wide range of
values. The large variation that we see in the mass and density std of the
filaments (figures 5.17a and 5.17d, middle and bottom panels) is not at all re-
flected in the mean density variation, which is relatively low in most structures
(figure 5.17c, middle and bottom panels). The density is rather uniform and
well confined. This suggests that it is the size of the filaments which varies
the most from sample to sample. We see this happening in figure 5.21 of Ap-
pendix 5.C as well. Only by increasing the size significantly can a significant
change in total mass be realized if the density is roughly constant.

A prominent feature of all middle and bottom panels of figure 5.17 are the edges
of the structures. The variation of all properties there is highest. This relates to
the fact that the exact extent of the filaments is most uncertain (see figure 5.16
in Section 5.5), as well as the definition of the quantity. It is interesting to note
that the edges are even more pronounced in the coefficient of variation than in
the raw standard deviation. If one is interested in minimizing the relative error
in one’s property estimates, then one is confined to the innermost filamentary
regions.

5.7 Case studies

Going into more detail, we zoom in on two specific superclusters. These com-
plexes of filaments are representative of two interesting classes of structures.

• The “Snake Dog supercluster”, highlighted with a magenta dashed box
left of center in figure 5.18. The properties of this filament-complex are
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Figure 5.17 – Statistics of properties of individual filaments that are identified
in the different reconstructions. For each cell, we take the statistics over all
reconstructions. Top row panels: mean, middle row: standard deviation, bot-
tom row: coefficient of variation (mean divided by std). Each column contains
a different property (see sub-captions).
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Figure 5.17 – Continued from previous page.
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Figure 5.18 – Highlighting the “Snake Dog supercluster” (magenta box on the
left) and “Square supercluster” (brown box on the right) filament complexes.
The left panel is the filament occurrence (Section 5.5.1), the right panel shows
the density.

rather even and slightly below the average for most of the properties. It
has, however, a substantial size.

• The “Square supercluster” is the most prominent large scale configura-
tion in the slices we have seen in many figures in this thesis so far. It
spans a wide range of the four property values and has a highly complex
configuration. It is highlighted with a brown dashed box in figure 5.18.

5.7.1 Snake Dog supercluster

The density plots in figure 5.19c interestingly complement the mass ones in
figure 5.19a. The Snake Dog filament has a low density and total mass. It
turns out that indeed its low density is the main cause of the Snake Dog’s sub-
dominance. Had we only looked at mass, one could explain its sub-dominance
to be due to not having large extensions into other slices, i.e. being confined to
this slice. It suggests that this filamentary complex is embedded in a planar
configuration, i.e. a wall.

The standard deviation of the density per filament in units of ρc in figure 5.19d
gives the object’s internal variation in density values. Note that we use a linear
scale, not a logarithmic one like for the (mean) density itself. The internal
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Figure 5.19 – Zoom-in on the Snake Dog supercluster of the statistics of prop-
erties of individual filaments that are identified in the different reconstructions.
For each cell, we take the statistics over all reconstructions. Left panels: mean,
central panels: standard deviation, right panels: coefficient of variation (mean
divided by std). Each row contains a different property (see sub-captions).
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Figure 5.19 – Continued from previous page.
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density variation is low in the Snake Dog supercluster, reflecting the Snake
Dog’s constant and uniform density distribution. However, it does tell a subtly
different story as well. The internal density variation of an object is one of the
manifestations of the multiscale nature of the Cosmic Web. An object that
is defined on multiple scales is also likely to span a range of density values.
The low internal density variability of the Snake Dog tells us that it does not
have a strong multiscale character. In other words, it does not contain a lot of
substructure and appears to define a solid structure.

We stress that the standard deviation cannot by itself be taken as a measure of
the certainty about the properties of the filament. If one were to do this, one
would conclude that the value of the mass, density and volume of the Snake
Dog are relatively certain, due to its low standard deviation. However, this can
also simply be due to the lower mean values of this filament, so the coefficient
of variation should quantify this. In the right-hand panel of figure 5.19d, we
see that the Snake Dog has a relatively high coefficient of variation for the
internal density variation. Its expected internal variation is low on average
(left-hand panel), but the exact value of the variation is relatively uncertain.

5.7.2 Square supercluster

In the Square supercluster (in the brown dashed box in figure 5.18), we may
observe several interesting aspects.

• On first glance, the configuration seems to be highly suggestive of a wall
region. A

• The mean of object masses is high in large parts of the entire structure
(figure 5.20, top row, left-hand panel). Comparing to figure 5.17a (top
panel) we find that the most massive filaments (of this slice) are in the
Square. This structure has an extensive three dimensional structure (not
shown here), adding to its mass dominance.

• The overall variation of masses is highest in the right part of the structure.
This can be seen from the standard deviation of the masses in the middle
panel.

Combining the latter two observations leads to the conclusion: even though this
region on average contains a dominant agglomeration of structures/filaments,
in most of the cells there is still not a 100% certainty that there will indeed
be a dominant filament. Note that the key difference with the conclusions
from Section 5.5 on e.g. filament occurrence is the addition of “dominance”.
This added dimension enables us to pinpoint the location of dominant (or
subdominant) filaments, as opposed to just any filament.
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Figure 5.20 – Zoom-in on the Square supercluster of the statistics of proper-
ties of individual filaments that are identified in the different reconstructions.
For each cell, we take the statistics over all reconstructions. Each row contains
a different property, indicated in the right-hand labels, including the units of
the color values for the left and middle panels. Left panels: mean, middle
panels: standard deviation, right panels: coefficient of variation.
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Looking only at the mass, it was possible that the Square’s mass dominance
over the Snake Dog was due to the Square having large three dimensional
extensions, making up the bulk of its mass, whereas the Snake Dog was confined
to this slice and thus less massive. In the case of the mass of the individual
objects, we saw that specific regions, e.g. the right side of the Square, reveal a
very strong variability. No correspondingly large variation can be found in the
density of the objects.

Figure 5.17d tells us that, on average, the filaments that are found in the
Square have the largest internal variation in density. The high internal density
variability of the Square could mean it has a lot of substructure.

To evaluate the relative uncertainty, we divide the standard deviation by the
mean, i.e. we calculate the coefficient of variation. As shown in the right-
hand panels of figure 5.20, this way, what we already argued above becomes
immediately clear: the mean filament density varies least, the filament mass the
most. This can be explained by the fact that the shape and extent/volume of
detected filaments differs strongly between reconstructions, as we touch upon
in Appendix 5.C. Additionally, one may identify the sources of the highest
variation in the object mass map. For instance, the highlighted region has
relatively high variation and low certainty in both density and volume and
therefore in mass.

5.8 Discussion

Based on the results from Section 5.5, we can conclude that given a rather
complete set of observational constraints, we are able to say with a large degree
of certainty where we can find filaments. We used the complete Eulerian
density fields (with some added noise) as constraints to our algorithm, i.e.
as the (mock) observational input.

What happens if we only use cluster densities and mask out the (unobserved)
remainder of the field? How will the reconstructed filamentary network differ
from what we derived in this work?

Essentially, this is already what we are doing, due to the nature of our algo-
rithm and its use of gravitational collapse. Our algorithm reconstructs La-
grangian density fields. About 11% of the Lagrangian particles will eventually
end up in nodes or clusters (see figure 23 in Cautun et al. 2014), whereas these
make up only 1 in 10000 cells in volume. This gives us a Lagrangian particle
to Eulerian volume percentage-ratio of 1000 for nodes. For filaments this ratio
is 10, for walls it is 1.3 and for voids it is 0.2. This means that even though
our input data contains a complete density distribution, still the high den-
sity regions will give the most important constraints for their corresponding
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Lagrangian particles.

It is reasonable to expect that for an input observational field with only cluster
constraints, the variability of filaments in the reconstructions will be greater.
However, given the above argument, it might not be that radically different
from the results presented in this study. It seems likely that the results pre-
sented here can already give a decent handle on what will happen in scenarios
with a more realistic observational input. In a future study, we will check
these arguments by comparing to runs where only the node regions are used
as constraints.

In Section 5.6 we studied filament property statistics on a global and an individ-
ual scale. By looking at individual filament properties by cell, we highlighted
and showcased the potential of this line of inquiry.

By matching individual filaments and their properties per cell, we showed
that a great amount of new information is unlocked, providing the means to
answering many of our questions. A next step in this process is to match entire
filaments over the different sampled realizations, i.e. match a filament in one
realization to that in all the others. The questions underlying this approach
would be: a) Given a filament in one sample, does it correspond to a filament
in another sample? b) In how many cases out of the total? c) And to what
degree do they match/differ?

“Correspondence” is not a trivial property. The simplest way to define it is to
simply count the percentage of overlapping voxels; this is also the most natural
extension of what we already did in this work. A more advanced method
takes into account objects’ interconnectivity properties. If a filament connects
to other elements in every realization in the same way (the same number of
clusters at the same locations, for instance), then it could be considered not
only geometrically, but also topologically corresponding.

We explored the issue of matching filaments in one reconstruction to those in
another in some detail in Appendix 5.C. We find that the spine is unstable
to small changes, especially at its ends and in sharp turns, leading to slightly
differently segmented individual filaments in every step. A refinement to either
the spine definition or the individual filament detection scheme may improve
this situation. One possible refinement to the spine algorithm is to make it
multi-scale (currently it is only applied at one scale).

One important question that one could ask based on the above is: if the
individual filaments are so instable, what do their statistics tell us? Or could
the instabilities be caused by the low spatial resolution of our reconstructions,
and may they be eliminated by turning the resolution up? We will investigate
this in a future study.
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Appendix

5.A N-body code

Leclercq, Jasche & Wandelt (2015b) solve the problem of web segmentation on
Lagrangian Perturbation Theory Eulerian density fields by using COLA (Tassev,
Zaldarriaga & Eisenstein 2013; Tassev et al. 2015), which is a lot faster than
normal N -body codes like Gadget (Springel 2005), but still produces relatively
accurate results. COLA works by combining LPT on large scales with localized
N -body calculations on small scales.

A similar option would be to use CubeP3M (Harnois-Déraps et al. 2013). This
is a P3M code that scales very well on parallel machines. On a regular current
workstation, a 643 run should take half a minute at most. That means 1283

takes 8 times longer (4 minutes) and 2563 takes 64 times longer (half an hour).
CubeP3M has been used in a few other studies (Jensen et al. 2013; Watson
et al. 2014; Harnois-Déraps & van Waerbeke 2015).

We chose to use Gadget-2. This TreePM N -body code is stable, well tested
and fast enough for our purposes. A simulation with 643 particles runs in less
than two minutes on a recent Core i7 workstation. It does get prohibitively
slow for boxes with more particles when trying to do semi-interactive analysis.
In case speed is the priority, either COLA or CubeP3M might be better options.
It is also possible to just increase the PM-grid size in Gadget, since PM is
the fastest algorithm available when memory is not an issue. The TreePM
algorithm might still be better when memory is limited.
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5.B Flood-fill algorithm

To identify individual objects, we implemented a flood-fill algorithm (Smith
1979) with a double queuing system, in which every cell is only visited once.
This is accomplished in an irregular order that is determined dynamically based
on the cells, their neighbors and other relevant criteria used for defining indi-
vidual objects (see Section 5.3). The primary queue initially holds all filament
(or node) cells (the order is unimportant). We then process the primary queue
by executing for each cell in it the following steps:

1. We take the cell at the front of the primary queue (call it cell c) and
assign it a new individual object identifier o.

2. We determine cell c’s neighboring cells {ni}.

3. The neighbors {ni} are removed from the primary queue and added to
the secondary “neighbor queue”.

4. Cell c itself is removed from the primary queue as well; it has now been
processed (given an object identifier) and no longer needs to be consid-
ered.

5. We then start processing the neighbor queue. For each cell ni in the
neighbor queue, the following steps are taken:

(a) Cell ni at the front of the neighbor queue is assigned object ID o,
the same as cell c.

(b) The neighbor cells of cell ni, cells {nj}, are determined.
(c) Cells {nj} that are still in the primary queue are removed from it

and added to the neighbor queue (it does not matter at which end
of the queue).

(d) Cell ni is removed from the neighbor queue; it too has now been
processed (given an object identifier).

After all the neighbors have been processed, the process restarts with the next
cell in the primary queue. Since this cell was apparently not taken out of the
primary queue in the neighbor loop, it is certain that it is not connected to
this group of object cells. This means that it can indeed be the start of a new
object.

One note on nomenclature: the neighbor queue part is the actual flood-fill
algorithm. The primary queue is what we use to flood-fill all individual objects.
Strictly speaking, what is usually called the flood-fill algorithm only fills one
area.
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5.C Matching filaments

In this appendix, we briefly turn to the problem of matching structures (fil-
aments) from different simulations with slightly different initial conditions.
These initial conditions were generated as samples in a barcode run (Sec-
tion 5.2.1). In other words, we want tomatch filaments over the statistical
dimension.

We first tried matching filaments from two fields; the true density field and
that of a sample in the chain (without redshift space distortions). However,
already this simple case turns out to be quite challenging. In figure 5.21 the
individual filaments in the same slice of several samples are compared to the
true field.

One can immediately observe that the connections between filaments switch
quite a lot, as do the spines. There are mergers and splits all over the place.
Even from iteration to iteration there is already a lot of variation, as seen in
figure 5.21.

If one was to use overlapping cells for matching filaments, the following two
questions must be answered:

• Some objects will be split in different ways in different slices; how to
combine these?

• Some objects will overlap with multiple objects in different slices; we
must then choose the one with the most overlap. For instance, a big
filament might overlap 100% with a small blob in another slice. The
match of cells will be 100% out of the intersection of the two objects’
cells, but out of the union of cells it will be only a small percentage.

An widely used measure for similarity of sample sets in general is the Jaccard
similarity coefficient J(A,B):

J(A,B) =
|A ∩B|
|A ∪B| , (5.6)

which we could apply to filament cell sets A and B to solve the problem of
using only overlap. Still, in this case, we would have to establish an appropriate
cut-off value.

A less elaborate procedure is to only consider large filaments (above a certain
lower limit of mass or volume) as the basic objects against which to match
other objects. We would still first have to check all samples for these large
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Figure 5.21 – Individual filaments and spines. Each panel represents a dif-
ferent realization of the density field (sample number in the top-right corner).
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Figure 5.21 – Continued from previous page.
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Figure 5.21 – Continued from previous pages.

objects. Then, any smaller matches in other samples could be considered “sub-
filaments”.

Still then we will probably get situations where there are two large filaments
that partly overlap, but not enough to be considered the same objects (e.g. less
than half of their cells match). This might cause their sub-filaments to be
shared by the two larger objects. Do we then choose to which larger filament
the sub-filament belongs? Or do we rather label all the objects as part of
a larger cluster? And in the latter case, where do we stop? Because if the
filaments percolate, this would lead to all filaments being part of the same
cluster of filaments.

We conclude that, although this is an important issue to address, it should be
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addressed in a separate study. Given the definition of individual filaments that
we proposed in Section 5.3 matching these filaments will prove too difficult.
Either one should search for a definition that is more stable across samples, or
one should address all the above questions.
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Abstract

One of the most important observational effects in cosmological scale surveys is that
of redshift space distortions. In this chapter we present the extension of our bar-
code formalism by a redshift space model. This allows us to self-consistently use
observational data with distances obtained from redshift measurements. We do not
need any a priori redshift space distortion correction procedures, since the model ex-
pects the data to be in redshift space. Using this extended barcode redshift space
formalism and applying it on noisy mock data in redshift space, we obtain primordial
density field reconstructions that match the true field very well. Moreover, we show
that the anisotropies introduced by the redshift space distortions are eliminated in
the reconstructions.

6.1 Introduction

One important caveat in the basic barcode algorithm, as laid out in Chap-
ter 3, is that using observational redshifts for distance means we are not mea-
suring in comoving space x, but rather in “redshift space” ζ. This means our
data will be deformed by so-called redshift space distortions. Clusters will
seem radically stretched along the line of sight due to the internal virialized
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velocities of their galaxies. Large scale overdense structures appear squashed
along the line of sight, while underdense structures are observed to be larger in
the radial direction than in reality. All these effects must be taken into account
in order to accurately measure volumes, densities, shapes and orientations of
the components of the Cosmic Web.

In order to accommodate for redshift space distortions, there are many possible
solutions. Most of them involve a form of a posteriori or a priori “correction”
of the redshift space effects. A priori corrections include, for instance, the
detection of “Fingers of God” and automatically reshaping them to spheres.
Possible a posteriori corrections include the reshaping of the power spectrum
to account for the “Kaiser effect” of squashing along the line of sight. However,
all these methods are approximations and most of them focus on one aspect
of the redshift space transformation only.

In this chapter, we propose a self-consistent, one-step transformation of the
data model itself into redshift space. This is to the best of our knowledge the
first self-consistent redshift space data based primordial density fluctuation
reconstruction code which can also naturally deal with masks. To this end,
we adjust our barcode data model to not only transform from Lagrangian
coordinates q to Eulerian coordinates x using a structure formation model,
but subsequently also from x to the corresponding redshift space. Since our
structure formation methods are particle based (using Lagrangian perturba-
tion theory), this can easily be achieved by means of one more coordinate
mapping from Eulerian space to redshift space. This way, all possible redshift
space effects are included in our reconstructions automatically, insofar as the
structure formation model includes them.

For the redshift space transformation to work in the Hamiltonian Monte Carlo
formalism, it must also have an analytical derivative. In this work we derive
the necessary equations and describe the results of the implementation thereof.

The glossary of terms in table 3.2 of Chapter 3 also applies to this chapter. In
this chapter we will encounter two more symbols: redshift space coordinates,
ζ and the redshift space displacement field from Eulerian to redshift space, sζ .

6.1.1 Redshift space coordinates

Redshift space coordinates ζ can be defined as∗

ζ ≡ x+
1

Ha
((v − vobs) · x̂) x̂ ≡ x+ sζ , (6.1)

∗ Kaiser and many other authors have used s for redshift space coordinates. We use ζ to
avoid confusion with the displacement field s.
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where ζ is a particle’s location in redshift space, x is the Eulerian comoving
coordinate, v is the particle’s (peculiar) velocity and vobs is the velocity of the
observer. a is the cosmological expansion factor, which converts from physical
to comoving coordinates, and H is the Hubble parameter at that expansion
factor, which converts the velocity terms to distances with units h−1Mpc. We
call sζ the redshift space displacement field, analogously to the displacement
field s that transforms coordinates from Lagrangian to Eulerian space in LPT
(equation 1.34).
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Figure 6.1 – Illustration of the effect of a changing observer location on the
redshift space distribution of dark matter in an N -body simulation. The ob-
server location is shown as a white circle in the redshift space panels (bottom).
The top panel shows the corresponding Eulerian space density field.

One important point to stress is that in equation 6.1 (and all equations hence-
forth), the comoving coordinates are defined such that the observer is always
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at the origin. The unit vector x̂, and thus the entire redshift space, changes
completely when the origin changes (see figure 6.1).

This theoretical redshift space was defined in order to get a better fit to ob-
served quantities. From redshift measurements, we can derive the radial com-
ponent of the total velocity u

u = vH + v , (6.2)

where vH is the Hubble flow velocity and v is the peculiar velocity.

Since observed data are given mostly in redshift space coordinates, we propose
to include the effects of redshift space in a self-consistent way in the Bayesian
model by transforming our reconstructed samples to redshift space coordinates
as well. Redshift space (comoving) coordinates ζ can be written in terms of
total velocity as

ζ ≡ u

Ha
· x̂x̂ , (6.3)

which is fully equivalent to equation 6.1, because

x =
vH
Ha
· x̂x̂ . (6.4)

Often, the assumption is made that x ∼ ζ, which is valid if v � vH
∗.

6.1.2 Redshift space distortions

By measuring positions in redshift space, spatial systematics are introduced,
called redshift space distortions (RSDs, Peebles (1980); Hamilton (1998); Tegmark
et al. (2004)). As Peebles phrased it, “the pattern of galaxy motions should be
revealed in. . . ” three effects†, illustrated in figure 6.2.

Large scale flows On large scales, matter that is in the process of clustering
will appear closer together (again, along the line of sight) in redshift space
than it is in reality. This causes some superclusters (and other structures
that are undergoing coherent infall) to appear as “Great Walls” and voids
to appear streched along the line of sight (Sargent & Turner 1977; Ryden
& Melott 1996; Thomas et al. 2004).

Fingers of God Galaxy cluster cores will have virialized and thus maintain
thermalized, random motions. This leads to clusters’ apparent elongation

∗ Note that there are a variety of contributions to the finally measure redshift value. See
Appendix 6.A for a complete overview of this. In nearly all practical circumstances we
can safely assume the correspondence of theoretical and observational redshift space.

† Modified quote from Peebles (1980). The additional third effect was first described in
Kaiser (1987).
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Figure 6.2 – The three regimes of peculiar velocities causing redshift space dis-
tortions. Top: Large scale (linear and quasi-linear) cosmic flows. Middle: The
coherent infall onto a cluster, causing triple value regions. Bottom: Virialized
(random, “thermal”) motion within the high density cluster core. Illustration
from Hamilton (1998).

Figure 6.3 – The coherent infall onto a cluster of spherical shells around its
core ( left) cause a “double trumpet bell” shape to appear in redshift space
(right). Note that this is a 2D cross section of a 3D cylindrically symmetric
(long axis along the line of sight) structure. Image from Kaiser (1987).
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Figure 6.4 – A distance in redshift space (which corresponds directly to the
radial velocity) can be equivalent to up to three true physical distances in a
triple value region. The solid lines represent shells with different infall veloci-
ties. Image from van Haarlem & van de Weygaert (1993).

along the line of sight and goes by the name of “Fingers of God” (FoGs)∗†

(Jackson 1972). An illustration is given in figure 6.1. The FoGs are the
visually most prominent distortions, e.g. in the lower right quadrant of
the image.

Triple value regions Also caused by coherent flows, but on smaller scales,
are the triple value regions within the turnaround radius of a cluster (but
outside the virialized core). Kaiser (1987) first showed that spherically
symmetric coherent infall around a cluster is mapped to a “double trum-
pet bell” shape in redshift space (Regos & Geller 1989; van Haarlem &
van de Weygaert 1993; Diaferio & Geller 1997), illustrated in figure 6.3.
This involves an inversion of galaxy position with respect to the cluster
center; a galaxy on the far side of the cluster in redshift space is on the
near side in real space and vice versa. This especially distinguishes this
effect from the large scale flow effect. Within the turnaround radius, a
particular redshift z may correspond to 3 spatial positions, leading to
the name triple value region (see figure 6.4).

The two radial peaks of this shape partly overlap with the projection
of the virialized core and thus this effect also contributes to the FoGs.

∗ A term originally coined by Brent Tully, though no written record of this exists.
† Fingers of God effectively transfer power from small to larger scales, because the small

scale clusters are washed out into larger scale “Fingers”.
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The transverse “trumpet bell flares” provide a FoG with an additional
“Knuckle” or “Ring of God” feature. Note that in real surveys the trumpet
bell interface will not be a flat circle, but will be curved along the sphere
centered on the observer.

The large scale effects cause a boost in the correlation function / power spec-
trum at large scales called the Kaiser factor. When doing statistics on the large
scale structure (e.g. for cosmological parameter estimation), this factor must
be corrected for. However, by self-consistently modeling the transformation
to redshift space in P (s), we can automatically have our sampler remove any
RSD artifacts in the data from the statistics, as long as the model can recreate
them (but see the next subsection on redshift space distortions in LPT).

Because of the directionality of these effects, they show up more clearly in
directional statistics like the 2D correlation function ξ(σ, π) (see Appendix 6.B
for more detail). In ξ(σ, π), the three spatial directions are collapsed into
two. One uses the directions along and perpendicular to the line of sight.
Anisotropies in the data will show as a deviation from a perfectly circular
ξ(σ, π). RSDs will thus have a marked signature, as illustrated in figure 6.5.

In our work, redshift space distortions are noise and we aim to model them in
order to essentially get rid of them. The distortions can also be leveraged as a
proxy for constraining the nature of gravity and cosmological parameters (e.g.
Berlind, Narayanan & Weinberg 2001; Zhang et al. 2007; Jain & Zhang 2008;
Guzzo et al. 2008; Nesseris & Perivolaropoulos 2008; Song & Koyama 2009;
Song & Percival 2009; Percival & White 2009; McDonald & Seljak 2009; White,
Song & Percival 2009; Song et al. 2010; Zhao et al. 2010; Song et al. 2011).
To this end, many recent studies focus on the measurement of redshift space
distortions (Cole, Fisher & Weinberg 1995; Peacock et al. 2001a; Percival et al.
2004; da Ângela et al. 2008; Okumura et al. 2008; Guzzo et al. 2008; Blake et al.
2011; Jennings, Baugh & Pascoli 2011; Kwan, Lewis & Linder 2012; Samushia,
Percival & Raccanelli 2012; Reid et al. 2012; Okumura, Seljak & Desjacques
2012; Samushia et al. 2013; Zheng et al. 2013; Blake et al. 2013; de la Torre
et al. 2013; Samushia et al. 2014; Sánchez et al. 2014; Bel et al. 2014; Tojeiro
et al. 2014; Okumura et al. 2014; Beutler et al. 2014).

6.1.3 Redshift space distortions in Lagrangian Perturbation Theory

Lagrangian Perturbation Theory (LPT) is accurate in its position and velocity
estimates up to (quasi-)linear order. Note that since our objective is to use
them in a model based on data at low redshift, and we are dealing with strong
non-linearities, LPT is not a fully accurate model.

To clarify, there are two types of non-linearity involved in redshift space dis-
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Megaparsec flows

FoGs

Figure 6.5 – The 2D correlation function of the 2dF Galaxy Redshift Survey.
The contributions of FoGs and the large scale flow are highlighted by the
arrows. Original figure from supplementary material of Hawkins et al. (2003).

tortion theory (White, Carlson & Reid 2012). Kaiser (1987) and others —
when talking about linear redshift space distortions∗ — are dealing with non-
linearities in the mapping from Eulerian to redshift space. One marked ex-
ample of this non-linear mapping is the creation of caustics in the triple-value
regions. In the centers of clusters, we also have to take into account that the
velocity field itself is non-linear, which, for instance, leads to FoGs.

Since we make no approximations in the redshift space mapping, we are deal-

∗ Linear redshift space theory is about finding analytical solutions to ρ(ζ) (Kaiser 1987).
One of the great results of this theory is the socalled Kaiser effect, which predicts a
boost on large scales and a deficiency at small scales in the power spectrum. Note that
this is a linear effect; one assumes |ρ(x)/ρc − 1| � 1 to derive it.
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ing with its full non-linear form. The (quasi-)linear velocity field of LPT, on
the other hand, will become increasingly inaccurate as we venture into the
non-linear density and velocity-field regime, leading to increasingly inaccurate
redshift space representations.

Large scale (linear regime) coherent flows are still well modelled in our LPT-
based framework. Bulk velocities v in LPT scale linearly with the displacement
field s:

v = aH
o∑
i=1

f (i)s(i) , (6.5)

where i is summed up to the used perturbation order o (o = 1 for the Zel’dovich
approximation and o = 2 for 2LPT) and f is the linear velocity growth factor
(see Appendix 6.C). In linear theory, the displacement is directly propotional
to the gravitational acceleration, which follows directly from the initial density
field. On large scales, structure still resides mostly in the linear regime, so that
LPT manages to describe the velocity field fairly accurately. The squashing
effect on large scales will therefore be well represented in our model.

Cluster infall is modelled poorly in Lagrangian Perturbation Theory. Virialized
and multistream motion are not at all included in LPT. This means we do not
model FoGs nor the triple value regime within the turnaround radius in this
work. Any coincidental triple value regions cannot be trusted in our approach,
even though there might be FoG-like features around clusters in LPT as well.
Since LPT breaks down there, they cannot be considered as true features. We
shortly come back to this in the discussion in Section 6.6.1.

6.1.4 Outline

This rest of this paper is organized as follows. The analytical part of this
study consists of deriving the redshift space formalism for use in barcode in
Section 6.2. This derivation builds upon the analytical work from Chapter 3.
We briefly recap the most important concepts and equations from Chapter 3
in Appendix 6.D. In Section 6.3, we set the stage for our analyses by describing
and illustrating our mock observations and the reconstructions that barcode
yields from them.

The core results of our investigation are described in Section 6.4. The recon-
structions including the redshift space model demonstrate the major benefits
of our novel approach. Additionally, we show what would happen if one used
barcode without our redshift space extension on observational data in red-
shift space coordinates in Appendix 6.F.

These results are followed by a more technical discussion on the performance
aspects of barcode with this new model in Section 6.5. The added stochas-
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ticity that redshift space transformations add cause the MCMC chain to evolve
slightly slower than without our redshift space model. We close with a discus-
sion of the results in Section 6.6.

Additional material is available in the appendices. Appendix 6.A discusses
the difference between observational and “theoretical” redshift space and the
conditions under which the two are equal. The two dimensional correlation
function, which is used extensively in the results sections, is introduced in Ap-
pendix 6.B. We give a brief overview of cosmological velocities in Appendix 6.C,
specifically in Lagrangian perturbation theory. In Appendix 6.E some notes
are made about redshift space distortions in spaces with periodic boundary
conditions. Special care must be taken in this situation.

6.2 Redshift space formalism

In Chapter 3 we derived our barcode formalism for reconstructing primordial
cosmic density fields based on data in comoving, Eulerian coordinates. We
summarize the central equations relevant to what follows in Appendix 6.D.
Let us now consider the Hamiltonian calculations in redshift space ζ (equa-
tion 6.1) instead of Eulerian coordinates x. Densities are then functions of ζ,
e.g. ρobs(ζ). For convenience we temporarily go back to writing qi instead of
δ(qi) for the initial density field (the sample in the MCMC chain), where i is
a grid location (i.e. a component of the sample vector).

6.2.1 Hamiltonian force in redshift space

The Hamiltonian likelihood force∗ with observations in redshift space is rede-
fined as

FL
i = −

∑
j

∂ ln L

∂ρs(ζj)

∂ρs(ζj)

∂qi
, (6.6)

where ρs(ζj) is the Eulerian density field in redshift space, at grid location j,
which is found by evolving the Lagrangian density field q = δ(q) forward (see
Appendix 3.B.5), and qi is the Lagrangian density field (the signal) at grid
location i. The first right-hand side multiplicative term in equation (6.6) is
given analogously to equation 3.47 by

∂ ln L

∂ρs(ζj)
=
wj
σ2
j

[
T (ρobs(ζj))− ρs(ζj)

]
, (6.7)

where T (ρ) is a transfer function that performs a simple linear density trans-
formation to values in the used structure formation model given values from
∗ The Hamiltonian prior force is defined in Lagrangian space only. We need not take

redshift space into account there.



6

6.2: Redshift space formalism 279

an N -body simulation (which should correspond to the observed quantities).
For the non-RSD models we could use functions from Leclercq et al. (2013).
However, the fitted functions from that work were not calibrated for redshift
space densities, so we would need to rederive such functions.

Note that indices i and j run over completely different regular grids. The i
index here refers to the initial Lagrangian space grid, while the j index is for
the present time Eulerian grid defined by the observations. See Section 3.2.5.

The density estimation, as explained in Appendix 3.B.5, is done with SPH
splines. In this case, we replace x by ζ in equation (3.94):

ρs(ζ) =
∑
i

miW (ζ − ζi;hs) . (6.8)

With that we can write the second right-hand side term of equation (6.6) as

∂ρs(ζj)

∂qi
=
∑
k

mk
∂W (‖ζj − ζk‖)

∂qi

=
∑
k

mk
∂W (‖ζj − ζk‖)

∂ζk
· ∂ζk
∂qi

,

(6.9)

where the gradient of W is given in equation (3.100) (replacing x by ζ). The
second term is where the real difference with the non-RSD method comes in,
because

∂ζk
∂qi

=
∂s(qk)

∂qi
+
∂sζ(qk)

∂qi
, (6.10)

where, besides the derivative of s, we now have the extra derivative of redshift
space displacement sζ term to deal with. It is this term that we will derive
further in the following subsections. Putting this back into equation (6.6) and
taking the same route as in Section 3.4.2, we can rewrite as

FL
i = −

∑
k

Vk ·
[
∂sk
∂qi

+
∂sζk
∂qi

]
=
∑
m

hm
∂ϑm
∂qi

+ ε(3.32) −
∑
k

Vk ·
∂sζk
∂qi

≡ FL ,(3.38)
i + FL ,rss

i ,

(6.11)

where the first part is the same as the FL without redshift space from equa-
tion (3.38) and the second part is what is added.

We carry on to derive in detail the multiplicand in this added term, which
is the derivative or gradient of the redshift space displacement field sζ with
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respect to the signal (the primordial density field δ(q)). For convenience, we
multiply by Ha, yielding:

(Ha)
∂sζ(qk)

∂qi
=
∂ ((vk − vobs) · x̂k) x̂k

∂qi

=

(
∂vk
∂qi
· x̂k

)
x̂k +

(
(vk − vobs) ·

∂x̂k
∂qi

)
x̂k

+ ((vk − vobs) · x̂k)
∂x̂k
∂qi

.

(6.12)

We can further expand the gradient of x̂k:

∂x̂k
∂qi

=
1

‖xk‖
∂sk
∂qi

+ xk

−1

2

2xk
∂xk
∂qi

+ 2yk
∂yk
∂qi

+ 2zk
∂zk
∂qi

(x2
k + y2

k + z2
k)

3
2


=

1

‖xk‖
∂sk
∂qi

+ xk
1

‖xk‖3
(
xk ·

∂xk
∂qi

)
=

1

‖xk‖

[
∂sk
∂qi
−
(
x̂k ·

∂sk
∂qi

)
x̂k

]
.

(6.13)

This is the most explicit form we can give in the general case. To find a specific
solution for our models, we must specify v.

In LPT, given s, we know v (Appendix 6.C):

v = aHf (1)s(1) LPT (Zel′dovich) , (6.56)

v = aH
(
f (1)s(1) + f (2)s(2)

)
2LPT . (6.57)

For convenience, in what follows we split sζ into two parts:

sζ =
1

Ha

(∑
o

v(o) − vobs

)
· x̂x̂

=

(∑
o

f (o)s(o) − vobs

Ha

)
· x̂x̂

≡
∑
o

sζ
(o) − sζobs ,

(6.14)

where o stands for the LPT order of the v and corresponding sζ terms. This
way we can treat the observational velocity contribution seperately from the
LPT part(s). In what follows we work out the observational part and the
Zel’dovich first order LPT term.
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Zel’dovich term

When we insert equation (6.56) into equation (6.12) and combine with equa-
tion (6.13) we find for the derivative of sζ (1) that (note that by s we really
mean s(1) here):

1

f (1)

∂sζ
(1)
k

∂qi
=

(
∂sk
∂qi
· x̂k

)
x̂k +

1

‖xk‖

[
sk ·

(
∂sk
∂qi
−
(
x̂k ·

∂sk
∂qi

)
x̂k

)]
x̂k

+
1

‖xk‖
(sk · x̂k)

[
∂sk
∂qi
−
(
x̂k ·

∂sk
∂qi

)
x̂k

]
=

(
∂sk
∂qi
· x̂k

)
x̂k +

1

‖xk‖

[
sk ·

∂sk
∂qi

x̂k

− 2(sk · x̂k)
(
∂sk
∂qi
· x̂k

)
x̂k + (sk · x̂k)

∂sk
∂qi

]
(6.15)

To facilitate insight into this expression we introduce a few auxiliary variables:

∂sζ
(1)
k

∂qi
≡ f (1)

[
(A

(1)
ki +B

(1)
ki − 2C

(1)
k A

(1)
ki )x̂k + C

(1)
k

∂s
(1)
k

∂qi

]
, (6.16)

following the definition:

A
(1)
ki ≡

∂s
(1)
k

∂qi
· x̂k (6.17)

B
(1)
ki ≡

1

‖xk‖
s

(1)
k ·

∂s
(1)
k

∂qi
(6.18)

C
(1)
k ≡ 1

‖xk‖
s

(1)
k · x̂k . (6.19)

One may verify that in the Zel’dovich case the x terms are also first order. The
A and B terms have units h−1Mpc and C is unitless. It is interesting that,
while the first three terms represent a contribution in the radial direction, the
last term corresponds to a contribution in the direction of the displacement
field. Depending on the density field this may be an arbitrary direction. The C
term in front of it contains a division by the distance to the particle, meaning
that the closer you look, the stronger this component will be. The same is true
for the B term. The derivative of the redshift space displacement field is thus
quite different from what one might naively expect from regular (radial) RSD
effects, especially near the observer. The A term is the most straight-forward,
simply representing the component of the derivative of the displacement field
in the radial direction.
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Observational term

Elaborating on the remaining part of equation (6.12), in combination with
equation (6.13), yields the observational term. This term is valid for any
structure formation model encoded in a displacement field s.

(Ha)
∂sζ

obs
k

∂qi
= vobs

k · ∂x̂k
∂qi

x̂k + vobs
k · x̂k

∂x̂k
∂qi

=
1

‖xk‖

[
vobs
k ·

(
∂sk
∂qi
−
(
x̂k ·

∂sk
∂qi

)
x̂k

)]
x̂k

+
1

‖xk‖
(vobs
k · x̂k)

[
∂sk
∂qi
−
(
x̂k ·

∂sk
∂qi

)
x̂k

]
=

1

‖xk‖

[
vobs
k · ∂sk

∂qi
x̂k − 2(vobs

k · x̂k)
(
∂sk
∂qi
· x̂k

)
x̂k

+ (vobs
k · x̂k)

∂sk
∂qi

]
.

(6.20)

This expression has the same structure as equation (6.15), except for the first
“A” term. The latter disappears because it is constant, yielding:

∂sζ
obs
k

∂qi
≡ 1

Ha

[(
Bobs
ki − 2Cobs

k Aobs
ki

)
x̂k + Cobs

k

∂sk
∂qi

]
. (6.21)

where we define

Aobs
ki ≡

∂sk
∂qi
· x̂k (6.22)

Bobs
ki ≡

1

‖xk‖
vobs
k · ∂sk

∂qi
(6.23)

Cobs
k ≡ 1

‖xk‖
vobs
k · x̂k . (6.24)

The similarity between the expressions reveals that it has the same behavior
of non-radial contributions near the observer as the Zel’dovich term.

6.2.2 Plane parallel approximation

The above two terms can be greatly simplified by taking a plane parallel ap-
proximation of redshift space, effectively putting the observer at an infinite
distance∗. The 1

‖x‖ will then make the B and C terms go to zero, as well as
the full observational term of the derivative of sζ in equation 6.21.
∗ In Appendix 6.E we discuss what measures need to be taken when the plane parallel

approximation is not used.
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For the Zel’dovich model in plane parallel redshift space, we are left with

∂sζk
∂qi

∣∣∣∣
parallel
plane

=
∂sζ

(1)
k

∂qi
= f (1)

(
∂sk
∂qi
· x̂k

)
x̂k . (6.25)

It is good to point out that sζ and sζ (1) are intrinsically different. Only in this
specific case are their derivatives equal, as the observational part is equal to
zero.

Without loss of generality we will restrict our studies to the plane parallel
approximation for simplicity.

Finally, we insert this back into the FL ,rss term of equation (6.11):

FL ,rss
i = −f (1)

∑
k

(Vk · x̂k)
(
∂sk
∂qi
· x̂k

)
= −f (1)

∑
k

(Vk · x̂k)
1

N

∑
l

eikl·qk
(
− ikl
k2
l

)
· x̂k

∑
m

e−ikl·qm
∂ϑm
∂qi

+ ε(3.32)

= −f
(1)

N

∑
m

∑
l

∑
k

e−ikl·qmeikl·qk(Vk · x̂k)
(
− ikl
k2
l

)
· x̂k

∂ϑm
∂qi

+ ε(3.32)

≡ −f
(1)

N

∑
m

∑
l

∑
k

e−ikl·qmeikl·qk
(
− ikl
k2
l

)
· V r

k

∂ϑm
∂qi

+ ε(3.32) ,

(6.26)

where we define V r
i as

V r
i ≡ (Vi · x̂i)x̂i . (6.27)

Note that the error term ε(3.32) is the same as in equation 3.32, since the
same approximation is used. We are left with almost the same result as in
equation (3.27), the only difference being the replacement of V with f (1)V r.
We can then conclude that in order to reuse equation (3.38), we need to merely
replace h(qm) by hrss(qm), defined as

hrss(qm) ≡ ∇−2∇ · (Vm + f (1)V r
m) . (6.28)

This results in:
FL
i =

∑
m

hrss
m

∂ϑm
∂qi

+ ε(3.32) . (6.29)

In the implementation of this algorithm it is convenient to choose the direction
of the observer parallel to one of the coordinate axes. In this way, x̂ only
changes one component of V . This modification can easily be implemented in
a pre-existing HMC sampling code.
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6.3 Input data

Our novel approach towards integrating redshift space in the Hamiltonian
solver code needs to be validated. The question of whether the code converges
correctly towards the true Lagrangian density and in what way it diverges
from it (if differently than in the above regular Eulerian space treatment) will
be answered in Sections 6.4 and 6.5. To this end, we defined a set of mock
reconstructions that we describe and illustrate in the rest of this section.

6.3.1 Mock reconstructions

Following the same approach as in Chapter 3 we assume the set of simulation
parameters given in Section 3.7.2. For the runs in this study, we generated the
mock observed fields in redshift space instead of Eulerian space which we did in
Chapter 3. For this, the Eulerian space field is transformed to redshift space on
the basis of the ballistic velocities according to the Zel’dovich approximation.
Following this, the noise is added in the same way as in Chapter 3. The lower
right panel of figure 6.6 displays the resulting noisy mock observed field.

In figure 6.7 we show the power spectra of the density fields from figure 6.6.
The redshift space spectrum clearly reflects the Kaiser effect: a boost of power
at low k and a deficiency at higher k.

For our comparison study, two types of runs were set up, in addition to the
runs from Chapter 3, in this chapter referred to as “regular” runs. In the first,
we used the same algorithm as the runs in Chapter 3, not taking redshift space
into account; we refer to these as “obs_rsd” runs. For the second set of runs,
the redshift space formalism from Section 6.2 was used; we call these the “rsd”
runs.

6.3.2 Redshift space reconstructions illustration

First, in figure 6.8 we show the difference between the mean and true fields, but
now in redshift space coordinates ζ. The conclusions are similar to those for
the Lagrangian and Eulerian space reconstructions of Chapter 3 (figures 3.14
and 3.15). The mean reconstruction in redshift space shows a high degree
of similarity to the true field’s configuration, both in the density values and
in the shapes of the web structures. As in the Eulerian case, the highest
variance (bottom panel) can be found in the high density regions, reflecting
the higher number statistics of the particles that cluster to form these regions.
The standard deviations seem slightly lower than those in the Eulerian case.
This may be due to a somewhat lower number of samples, 50 instead of 60. It
may also be that the chain has evolved slightly slower, or otherwise differently.
This is further explored in Section 6.5.
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Figure 6.6 – From true Lagrangian field (top left) to true Eulerian field
(center left). From there we can go two ways: either directly to mock obser-
vational input field in Eulerian space as we did in Chapter 3 (center right) or
via true redshift space field (bottom left) to mock observational input field in
redshift space (bottom right).
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Figure 6.7 – Power spectra of density field in Lagrangian space, Eulerian
space and redshift space and of the mock observational density fields that
are used as input (in Eulerian or redshift space). The redshift space spectrum
peaks above the Eulerian space one, by a factor called the Kaiser factor (Kaiser
1987). The mock observational density fields have a high-k tail that represents
the Gaussian noise that is put on top of it.

In figure 6.9 we compare the redshift space results to the regular Eulerian space
density (we also show the true densities, for convenience). Indeed, a couple of
expected features are identified:

1. Some of the large overdensities (“clusters”) are stretched along the line-
of-sight direction (ζz, the horizontal axis in the plots). This is the
coherent-inflow part of the fingers-of-God (FoGs). It does not include
the thermal/virialized component which is present in real FoGs. Though
expected, these features cannot be trusted as true physical features, since
true clustering is not present in the Zel’dovich approximation.

2. Voids are stretched along the line of sight direction. This is caused by
the outflow at both sides of the void. On the near side to the observer
this is in the direction of the observer, yielding a blueshift that places
that end of the void closer to the observer. The opposite end moves away
from the observer, placing it further away in redshift space than in real
space.
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Figure 6.8 – Redshift space density fields. Top left: the true field. Top right:
the mean of the sampled fields. Bottom: the standard deviation of the samples.

3. Large structures perpendicular to the line of sight are squashed in the
line of sight direction. They become more elongated in the transverse di-
rection, and their density contrast more pronounced. Shear flows induce
a substantial inflow onto these structures. This results in an effect that
is opposite to that seen with respect to voids, a tendency to get squashed
in redshift space.

6.4 Results

In this section we will show the benefits of using our self-consistent redshift
space (RSS) Zel’dovich model over a regular Zel’dovich model. When properly
dealt with, the anisotropies caused by RSDs can be modeled in the data and
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Figure 6.9 – Eulerian versus redshift space density fields. Left: true fields.
Right: mean of samples. Top: Eulerian space. Bottom: redshift space.

hence eliminated from the reconstruction. This enables reconstruction of the
mean density field based on redshift space data. By directly incorporating
RSDs in the formalism, ad-hoc corrections for RSDs are no longer necessary.

From an algorithmic point of view, the most pressing question is whether the
code does converge correctly towards the true Lagrangian density. Also, we
want to characterize in what way the samples diverge from it.

One might wonder what would happen if redshift space data are used without a
redshift space model. In Appendix 6.F we illustrate the non-negligible impact
of the redshift space effects in such a naive approach. This clearly motivates
the need for the model used in our approach.
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6.4.1 Large scale structure reconstruction
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Figure 6.10 – Mean sample Lagrangian densities (top right) compared to true
(top left), together with std (bottom left) and the difference of the true and
mean fields (bottom right); with RSD model.

We first inspect the match of the Lagrangian density obtained by the chain
samples, after burn-in, to the true underlying density. Comparing the true
field to the ensemble average in the top panels of figure 6.10, we find a good
match in terms of the large scale structures. It not only manages to reconstruct
the structures, also quantitatively it works well: the difference between true
and reconstructed density is typically an order of magnitude lower than the
values themselves. It leads to a good reconstruction of the density distribution
function.
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The standard deviation of sampled densities is also low (bottom left panel of
figure 6.10), more than an order of magnitude below the density value range
itself. Apparently, using the algorithm with redshift space model, the den-
sity field values vary less violently around the mean than in the case without
redshift space model (compare to figure 3.14). To recover behavior more com-
parable to the runs without redshift space model, a different set of algorithmic
parameters is necessary when using the RSS model. This is further investigated
in Section 6.5.
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Figure 6.11 – Mean sample Eulerian densities (top right) compared to true
(top left), together with std (bottom left) and the difference of the true and
mean fields (bottom right); with RSD model.

Following gravitational evolution, the corresponding Eulerian density fields
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reveal an evolved web. Our analysis therefore also allows a similarity inspection
of the prominent web-like mass distribution features in the Cosmic Web. On
the basis of figure 6.11, it becomes clear that this model performs very well in
reconstructing the large scale features that we are interested in.

There is still some difference, as seen in the bottom right panel. This is partly
due to the fact that we only used 60 samples for this mean. Another reason
may be the same unidentified effect that causes the low-k power spectrum
dip we encountered in Chapter 3. In either case, it is not unexpected that
some differences remain. With the redshift space distortions included in the
reconstructions, the outstanding z-directionality or bi-polarity that we note
in the uncorrected process (see figure 6.30 of Appendix 6.F) have fully disap-
peared. The clear z-directionality / bi-polarity that we see there is not here
at all. Moreover, the variation seems evenly spread out over the entire field.
If the variation were caused by redshift space distortions, one would expect a
concentration of differences around clusters and “great walls”.

As in the Lagrangian case, the standard deviation of the samples is low. Al-
though the peak values are close to those of the regular model (see e.g. fig-
ure 3.15), the overall values are lower than expected. This means that the HMC
chain covers less of the probabilistic space than in the case without redshift
space model. This is further explored in Section 6.5.

Looking further at the sample power spectra in figure 6.12, we find an excellent
match to the expected true spectrum∗. The difference of the mean to the true
spectrum in the bottom panel shows the exact same behaviour as what we
previously found for the regular model in Section 3.7 (without RSDs). The
Kaiser effect seems to have been completely accounted for. We again see the
deficiency in the reconstructed power, peaking at k = 0.2hMpc−1. As discussed
in Chapter 3, this is likely caused by the Gaussian likelihood that does not take
into account the physical cut-off of the density distribution, ρ ≥ 0.

6.4.2 2D correlation function isotropy

The two-dimensional correlation function ξ(r⊥, r‖) of the reconstructions matches
the true one when using the redshift space model. This indicates that the large
scale redshift space anisotropies have been eliminated†. In figure 6.13 we com-
pare the correlation functions of the ensemble mean of chain samples and the

∗ For the bottom panel of figure 6.12, we left out one iteration from the “seed = 2” run,
because it was so radically different from the others that it distorted the median picture
too much. This was due to the code having restarted with a too large initial ε, so that
immediately after the restart the chain initially diverged from the target region. We
discuss this situation further in Section 6.5

† We use the notation ξ(r⊥, r‖) instead of ξ(σ, π), replacing σ = r⊥ and π = r‖.
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Figure 6.12 – True Lagrangian power spectrum compared to the mean and
variance of the sampled density fields’ power spectra with RSD model. Note
that the difference plot (bottom panel) uses samples from three different runs
with different true fields, while the power spectrum plot itself (top panel) is
only from one true field.
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Figure 6.13 – Eulerian space 2D correlation functions: true (left) vs ensemble
mean (center). The right-hand panel shows the two functions in contours: solid
black for the true function and dashed green for the ensemble mean.

true field. The difference between them, ξ(r⊥, r‖)true − ξ(r⊥, r‖)mean, is max-
imally ∼ 0.04, i.e. δξ/ξ ∼ 2%, with the mean difference being ∼ 0.0003, i.e.
δξ/ξ ∼ 0.02%.
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Figure 6.14 – Five sample Eulerian 2D correlation functions minus the mean
of all reconstructions, compared to the true field in the top left panel.

The nature of the MCMC sampling process itself introduces additional anisotropies
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Figure 6.15 – Sample Eulerian 2D correlation functions compared to true:
the first three rows are based on three different true Lagrangian density fields,
while the last row contains the average of the three runs. The left-hand column
shows the true fields, the middle row the mean of the ensemble and the right-
hand row compares the two. The ensemble mean is represented in dashed green
and the true field in solid black lines. This sample images clearly illustrate the
role of cosmic variance in the anisotropy of the field.
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in the samples. No single realization will perfectly match the 2D correlation
function of the true field. This sampling effect is illustrated in figure 6.14,
where we show the difference of the correlation functions of 5 individual re-
alizations with that of the mean of all realizations. The differences are very
small, on the order of δξ/ξ ∼ 10−3. To account for this case-by-case variation,
we only look at sample ensembles instead of just at single samples.

Note that for reasons of cosmic variance, some amount of anisotropy is always
expected. A finite sized box will never be perfectly isotropic. This fact is
illustrated in figure 6.15. The first three rows are each based on a different
true Lagrangian density field, generated with a different random seed. It is
immediately apparent that the true fields (left column) contain a considerable
amount of anisotropy compared to the mean field.

To account for this effect, one should always compare to the true field and take
its anisotropies into consideration. Alternatively, one could run a large number
of chains with different random input fields and average out their statistics.
For the entire Universe we expect a perfectly isotropic condition, reflecting the
cosmological principle. Even averaging over only three different chains does
not suffice, as may be appreciated from figure 6.15.

6.5 Performance

Some questions remain regarding performance of the algorithm given our new
model. Here we formulate some answers to the questions of how the chain
evolves compared to the case without RSDs presented in Chapter 3 and whether
we see any remaining imprints of the RSDs.

6.5.1 Density variation around mean

As demonstrated above, the variation of samples around the mean seems less
than with regular Eulerian space model. One can expect the algorithm to have
somewhat more trouble evolving the MCMC chain in the redshift space case.
Redshift space adds a degeneracy to the z-axis that is not present in Eulerian
space. This means the chain effectively has a larger space to explore. For it
to cover a similar amount of ground in terms of the probability distribution of
the signal, its steps must be larger.

In figure 6.16 we take another close-up look at the evolution of the chain. The
same region of the reconstructed Eulerian density field is shown for six different
iterations of the chain. These can be compared to the true density field in the
bottom panel.

There are some clear differences with the regular runs. The second highest
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Figure 6.16 – Eulerian density field variation: with RSD model.

peak (in the true field) below and right of the largest peak is quite a lot fainter
in the samples. The left-most peak is the second highest of the reconstructions.
On the other hand, in the regular uncorrected runs it is substantially fainter.
Many of the filaments (white) are connected slightly differently as well.

Generally, it seems like there is less variation between iterations than there
was for the model without RSS-correction (see figure 3.16). The chain is more
constrained to this particular “location” (potential minimum) in the proba-
bility distribution. It might be necessary to turn up the Nε parameter when
using the redshift space model. Given our own heuristic optimal estimation
(equation 3.93), this was not unexpected.

However, they are still a lot better than the ones without redshift space model.
This may be immediately seen from figure 6.17. In these reconstructions, the
prominent high peaks cannot be found. Also, most of the tenuous filamentary
substructure in voids has disappeared.

For comparison, we show the redshift space results as well in figure 6.18. It
is interesting to note that figure 6.17 does not even match this. When the
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Figure 6.17 – Eulerian density field variation: without RSD model.

proper redshift space model is not applied, the algorithm neither reconstructs
the true Eulerian space density, nor the true redshift space density. Looking
at the reconstructed redshift space densities, one might further notice that the
variation in some of the large peaks and also in the filamentary structures (e.g.
the substructure in the left of the large void) is actually a bit larger than in
Eulerian space. This may indicate that the degeneracy of the z-axis leads to
the “leaking” of the MCMC chain of some of its movement in the statistical
coordinate space q to velocity space.

6.5.2 Chain statistics and parameters

Burn-in phase

When trying to analyze chain mixing speed, one obvious place to begin is the
burn-in phase. In figure 6.19 we compare the likelihood of three different chains
for each of the two models, the Zel’dovich model in Eulerian and in redshift
space. From this we conclude that burn-in does not seem at all slower. The
runs seem equally fast in Eulerian and in redshift space. That also means that
defining step 500 as the cut-off for burn-in is acceptable for the redshift space
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Figure 6.18 – Redshift space density field variation: with RSD model.

model as well.

Chain performance after burn-in and adaptive ε evaluation

In figure 6.20 we show chain parameters for the whole chain (after burn-in).
Note that the iteration number on the horizontal axis includes both accepted
and rejected steps. The variation in the likelihood can be used as a measure of
the variability of the chain, as it compares the sample to the input field. Two
Eulerian space and two redshift space chains are shown in these figures.

Immediately, one sees that there is significantly less variation in likelihood for
the redshift space chains. This is most clearly illustrated in the top right panel,
where we subtract the median value of the chain, so that the actual variation
around the median can be compared for the different chains. It is clear that
the variation in the two Eulerian space model runs is far greater.

In the bottom panel we additionally show ε (bottom left) and Nε (bottom
right). The ε plot teaches us that the scheme we chose is clearly suboptimal.
Up to a quarter or a third of the total runtime is wasted in the adaptive phase
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Figure 6.19 – Likelihood during the burn-in phase of six chains. Results are
shown for the “regular” Eulerian space model in solid blue lines and the “rss”
model in redshift space in dashed red lines. For each model, the three lines
correspond to runs with three different true Lagrangian initial fields, generated
with three different random number generator seeds.

(the “staircases”). This doesn’t mean the code is stalling in the meantime.
However, it does mean the acceptance rate is below optimal in those periods
and a lot of computational time is wasted.

The reason the scheme works like this is that on the computer cluster we ran
our jobs the maximum runtime is 24 hours. After that, when it restarts, the
adaptive scheme resets ε to a value of 2. A much better scheme would be to
keep track of the values and restart from the last used value.

This is not merely a performance issue, which the “rss2” redshift space model
run made clear. Around iteration 6100 (which corresponds approximately to
sample 3400∗), when the chain restarted a third time, a large shift away from
the high probability region was accepted by the chain. In theory, such a shift
is always possible in an MCMC chain; in an infinitely long run, low probability
regions should be visited as well.

This conjures up a question with respect to convergence. If the chain can just

∗ Remember that iteration number includes both accepted and rejected steps in the chain.
The actual sample numbers refer only to accepted steps.
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randomly jump to some far-off place and not evolve back easily, how do we
know that any of the other results are representative in terms of convergence
towards the expectation? Perhaps the answer is simply that they are not and
either far longer runs are necessary or the parameters must be tuned to give
even more variation. Another possible answer is that this is another symptom
of the too low variation of the redshift space chains that manifests itself in
getting trapped in some (suboptimal) region of the probability function. On
the other hand, the densities (see figure 6.21) and power spectra of the samples
do seem to fit fine for all other samples and also for the pre-3400 samples of
seed=2. In that sense it seems like this represents expected behavior.

One final aspect we wish to highlight is that the ε plots of figure 6.20 show that
the RSD runs are slightly slower. The peaks in ε signify a new run; at that
point it has to restart the adaptive ε routine again. It is clear from the location
of the peaks that the blue peaks are slightly further apart. This indicates that
the Eulerian space model runs can cram more iterations into one runtime (24
hours on the cluster we used) than the redshift space runs. This is not an
unexpected conclusion, since slightly more calculations must be made for each
leap-frog step in the redshift space model.

Optimizing number of leap-frog steps

Given the above discussion, one conclusion that seems inescapable is that more
variation in the likelihood would be better. To do this, we need a longer leap-
frog step size, which is controlled by ε and Nε. Since ε cannot be tweaked in
the adaptive scheme, our only option is to change Nε. We discuss this further
below.

In figure 6.22, we show the results of two more redshift space model runs with
higher Nε. The higher Nε indeed seems to help. However, it makes the code
slower, as it scales with Nε. This leads to the adaptive ε part becoming a real
problem. While only a performance issue before, now it prevents nearly all
chains from achieving a stable, optimal level of ε and acceptance rate. Because
of this, the Nε = 1024 results are impossible to properly investigate.

Luckily, already at Nε = 512 we see improved results over the regular Nε = 256
runs. The variation in the top right panel for Nε = 512 is far stronger than
that for Nε = 256. This then seems like a more optimal parameter for running
the code with this model. As mentioned before, this is also more in line with
our earlier heuristic optimal estimation in equation 3.93.

When a better ε scheme would be used, even better results might be expected.
It seems like the strongest variation is achieved with an adaptively determined
epsilon that is relatively high. This is certainly the case for the regular run, for
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Figure 6.22 – Chain parameter evolution vs iteration number (horizontal
axis) for different Nε values. The iteration number includes both accepted
and rejected steps. The top panels show the likelihood (right panel with the
median of the likelihood subtracted for easier comparison), bottom left panel
shows ε, bottom right shows Nε. Regular run in solid blue, redshift model runs
(including the two with a higher Nε) in dashed red shades.

instance around iteration 4000. It is also true for the RSD runs, for instance
with Nε = 512 around iteration 3000. This might mean that the adaptive ε
scheme also adapts to the particular region of the probability density function
in which it resides at that stage. In that situation, it might need some time
to find a region where it can freely orbit in a way that maximizes variation.
The sudden restarts might hinder the chain by roughly pushing it out of a nice
region, from where it will have to start all over again.

Density-density full field comparison

Figure 6.23 shows, for each grid cell, the density of the true Eulerian density
field versus the corresponding density in the ensemble average of the chain.
The right panel shows the results for the redshift space model, the left panel
for the Eulerian space model. These plots corroborate some of our previous
findings. The variation (width of the distribution around the x = y line) is
slightly greater for the Eulerian space model, corresponding to greater variation
in the samples we obtained. Generally, the correspondence is good for both
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models.

6.6 Discussion

We developed and tested a self consistent method for the reconstruction of
an ensemble of likely primordial density fields based on mock observed data
in redshift space. We showed that this significantly improves the quality of
the reconstructions. They are more isotropic and redshift space artifacts are
removed. This forms a contrast to a naive application of an Eulerian space
algorithm to redshift space data, which would retain these features.

The novelty of our method relates to the explicit treatment of redshift space.
We extend existing Hamiltonian MC methods (Jasche & Wandelt 2013; Wang
et al. 2013) to a slightly more realistic data model. The rationale is that pre-
processing data should be kept to a minimum. Properly modelling the data
is always preferable. This way, all the possible interacting complexities in the
data will be properly handled, whereas pre-processing data might lead to addi-
tional noise and/or errors. For instance, to artificially remove Fingers of God
one must make a lot of simplifying assumptions, like sphericity of the clusters
(Tegmark et al. 2004; Tempel, Tago & Liivamägi 2012, e.g.). Simple, auto-
mated FoG removers will inevitably generate false positives and also miss out
on true positives. In our integrated redshift space approach, no assumptions
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are needed at all. This is not only considerably easier, but also seems like the
only way that one can ever consistently model all the complexities in the data.

Note that redshift distortions have been treated in a different way by Wang
et al. (2013). Their treatment of redshift distortions (Wang et al. 2009) is based
on a linear approximation of the velocity field, which they use to correct for
the positions of dark matter haloes. This is a pre-processing step that is done
only once and in a unique way, before running their Hamiltonian sampler. In
so doing, the intrinsic uncertainty from using redshift as a proxy for distance
is circumvented rather than accounted for.

The method presented in this work is still not fully complete with respect to
modeling all complexities of the cosmic structure formation process. Apart
from the issues mentioned in the discussion of Chapter 3, we discuss some
further points pertaining to the added redshift treatment below.

6.6.1 RSDs and LPT

The use of Lagrangian Perturbation Theory imposes two major limitations on
a redshift space distortion treatment. Because of the inaccuracy of the non-
linearities in the velocity field, Fingers of God and triple value regions are not
accurately represented. However, just as clustering in density was augmented
in the ALPT model, one could try to think of ways to augment LPT to better
represent these non-linear density features.

The virialized motion of FoGs is hard to model as a direct function of the
signal (which is necessary for the derivative of P (s)). It is possible to fix
this to some extent by adding a dispersion term to the velocity field model
(Heß, Kitaura & Gottlöber 2013; Kitaura, Yepes & Prada 2014). However,
this implementation needs an extra stochastic step to sample from a Gaussian
velocity distribution (the mean and dispersion of which depend on the local
density). This breaks the philosophy of barcode, in which we sample from
one posterior that integrates all the available models. It might be possible to
find a way to add a similar model to our posterior. This is a topic of ongoing
work.

Another possible way would be to split up very high density particles into a
distribution of smaller particles with a virialized velocity distribution. An easy
way to identify these particles would be to use the spherical collapse criterion
of the ϑ = −3 lower limit. To simplify matters, one could collect clustered
particles and collectively split them into one big virialized kernel. However,
this would then destroy any remaining substructure and shape.

The triple value regions may require a similar augmentation as the virialized
motion, but maybe a simpler form is sufficient. It is possible that in ALPT
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these regions are already partly modeled. However, whether the velocities are
also correct in ALPT should be further investigated. If so, this would indeed
solve the triple value region problem.

6.6.2 Future work

As discussed at length in Appendix 6.A, there is a mismatch between theoret-
ical and observational redshift spaces. In the relativistic limit, the correspon-
dence breaks down.

It might be worth looking into whether a relativistic redshift space mapping
could be fashioned. One would ideally also include in this the proper cosmo-
logical distance instead of the Hubble approximation that we usually make.
Such a mapping may lead to rather small corrections on small scales. How-
ever, on the largest possible scales, quadratic and higher order terms must be
taken into account, as they become dominant. Furthermore, one should start
thinking about relativistic structure formation equations.

Within the limits of the framework described in this work, the above cosmolog-
ical distance arguments are moot. A far more important consideration would
be that at some point the data that is used can no longer be assumed to be in
the same evolutionary state. Conceivably, LPT should be adaptable to this.
The calculation of a field’s evolved state at one point in time is just as easily
done as another point in time. One could then imagine that each particle in
the field is simply evolved to a different point in time, depending on where it
ends up. The MCMC nature of the model should be able to iteratively find
optimal values for this.

In Section 6.2, we derived the redshift space equations necessary for an ap-
plication in a fully non-plane parallel redshift space. Subsequently, we ne-
glected these terms, due to our plane-parallel approximation. We have not
implemented nor tested the additional terms that the full treatment entails.
However, this can easily be done. The algorithm will then become fractionally
slower, but not significantly. For real galaxy redshift catalogs the plane-parallel
approximation can not be used. When one wants to use these to reconstruct
real Universe densities, one must implement the full redshift space equations.
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Appendix

6.A Redshift space: observational versus theoretical

We observe redshift zobs′ed, which is composed of a cosmological (Hubble)
component zH ≡ z and a peculiar component zp like

zobs′ed + 1 = (z + 1)(zp + 1) . (6.30)

This gives us an equation for the observed redshift that reads

zobs′ed = z + (1 + z)zp = z +
zp
a
. (6.31)

The cosmological redshift z is coupled directly to the comoving distance, but
the observed redshift zobs′ed is not. In this appendix we address the question
of whether the theoretical redshift space definition corresponds to what we see
if we use zobs′ed as a distance measure, given the equation for radial comoving
distance∗,

‖x‖(z) =
c

H0

∫ z

0

dz′

E(z)
, (6.32)

where c is the speed of light, H0 is the Hubble constant at z = 0 and E(z) is
the unitless Hubble parameter,

E(z) ≡
√

Ωr(1 + z)4 + Ωm(1 + z)3 + Ωk(1 + z)2 + ΩΛ , (6.33)

∗ Note that for distances of hundreds of Mpcs it becomes increasingly important to use
this relation between distance and redshift instead of the often used linear Hubble law;
already at redshifts above 0.1 the difference is on the order of several percent.
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with cosmological density parameters Ωi (radiation, matter, curvature and
cosmological constant respectively). More succinctly stated, our question is
whether the following equation holds:

‖ζ‖ ?
= ‖xobs′ed‖ . (6.34)

Here ‖xobs′ed‖ is defined by replacing z by zobs′ed in equation 6.32:

‖xobs′ed‖ ≡
c

H0

∫ zobs′ed

0

dz′

E(z)
. (6.35)

The answer is that it holds approximately and most of the time, but not
exactly. To see this, let us take a closer look at equation 6.35, by splitting the
integral:

‖xobs′ed‖ =
c

H0

(∫ z

0

dz′

E(z)
+

∫ z+zp/a

z

dz′

E(z)

)
= ‖x‖+

c

H0

∫ z+zp/a

z

dz′

E(z)
.

(6.36)
Given equation 6.1, we can again rephrase our question from equation 6.34 to
whether the equation:

1

Ha
((v − vobs) · x̂) x̂

?
=

c

H0

∫ z+zp/a

z

dz′

E(z)
(6.37)

is true. The integral is not analytically solvable. However, if we assume

zp/a� z (6.38)

then we can approximate the integral with a trapezoidal rule:

c

H0

∫ z+zp/a

z

dz′

E(z)
'
(
z +

zp
a
− z
) 1

2

(
1

E
(
z +

zp
a

) +
1

E(z)

)
c

H0

=
c

H0

zp
a

1

2

(
1

E(zobs′ed)
+

1

E(z)

)
' czp
H0E(z)a

=
czp
Ha

(6.39)

where in the last line the approximation

E(zobs′ed) ' E(z) (6.40)

is used, which follows from equation 6.38. Finally then, we can rephrase the
question a third time. Under the assumption of equation 6.38, does the follow-
ing equation hold?

(v − vobs) · x̂ ?
= czp . (6.41)
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This is true in the non-relativistic limit, i.e.

(v − vobs) · x̂� c , (6.42)

or
zp � 1 , (6.43)

and untrue otherwise. The assumption in equation (6.38) is stronger and
implies equation (6.43) for z ≥ 0, because it then implies

zp �
z

1 + z
< 1 . (6.44)

We conclude that equation (6.38) is a sufficient condition for the theoretical
and observational redshift spaces to coincide.

If equation (6.38) does not hold we move to a different cosmological redshift
domain in which we can again make assumptions to make things work. First,
the other extreme case is when

z � 1 . (6.45)

In this case we can again use equation (6.42) to again use the approximation
for the integral and we will again get the same final rephrasing of our question
(and the same answer).

A final case is in the intermediate z ∼ 1 range. Here again, though, we can
use the trapezoidal approximation as long as

zp
a
� 1 . (6.46)

This may actually be a better constraint for using the trapezoidal rule than
equation (6.38) was. We still need equation (6.43) as well, and since it implies
equation (6.46), the former appears to be sufficient in this z-range as well.
Concluding: for the medium to long z-range equation (6.43) is all we need to
assume. For the short z-range equation (6.45) must be added, but this is a
trivial addition, since the equation itself defines the short z-range.

What if all assumptions do not hold? Then we are talking about relativistic
peculiar movement, for which a fully relativistic treatment must be given. This
is beyond the scope of this work.

6.B 2D correlation functions

The stronger clustering implied by the Kaiser effect results in a boost of the
contrast of walls and filaments perpendicular to the line of sight. This boost is
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reflected in the higher amplitude of the power spectrum. However, it does not
differentiate between the line-of-sight and the other two, unaffected directions.
A common statistic that does take this into account is the two dimensional
(sky — redshift) correlation function. We give a short recap on this statistic.
The bottom four plots in figure 6.24 are examples of 2D correlation functions.

In general, the correlation function ξ(xA,xB) of point A with point B in a
homogeneous field is dependent only on the distance vector rAB between the
two points, i.e.

ξ(xA,xB) = ξ(xA − xB) ≡ ξ(rAB) . (6.47)

Often, one also assumes the field to be isotropic, which further reduces the
dependence of the correlation function to only the (absolute) distance scalar
between two points:

ξ(rAB) = ξ(|rAB|) ≡ ξ(rAB) . (6.48)

The assumptions of homogeneity and isotropy form the basis of the FLWR∗

metric of space-time.

When dealing with correlation functions of fields with RSDs, the latter as-
sumption no longer holds. The RSDs create a marked anisotropy between
the line of sight and the sky. The isotropy in the plane of the sky remains
preserved. This means that for correlation functions of density fields affected
by RSDs, we can reduce the correlation function to a function of two scalar
variables instead of one: one in the direction of the line of sight, and one in
the remaining two (transverse) directions. In our simplified case, where the
observer is far away, the line of sight direction can be (and is) chosen to be
along the z-axis. This gives us:

ξ(r) = ξ(|r − rz ẑ|, rz) ≡ ξ(r⊥, r‖) , (6.49)

where rz = r · ẑ and for simplicity we drop the AB subscripts.

In the literature, often r‖ is called the radial pair separation π and r⊥ is
called the transverse pair separation σ (Peacock et al. 2001b). Note that the
parallel (to the line-of-sight) axis, which in our case is the z-axis, is vertical
in the ξ(r⊥, r‖) plots, but horizontal in the density slice plots. The former
was chosen to correspond to the way ξ(r⊥, r‖) plots are usually shown in the
literature.

The Kaiser effect is reflected in the 2D correlation functions. In this case, only
in the transverse direction. The increased correlation on large scales corre-
sponds to the “great walls” that are enhanced in the observations (Sargent &
∗ Friedmann, Lemaître, Walker and Robertson.
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Figure 6.24 – Illustration of 2D correlation functions (ξ(r⊥, r‖)) for an Eule-
rian density field and a redshift space density field. For each field, the ξ(r⊥, r‖)
is drawn in two ways. In the middle panels, each quadrant contains a mirrored
copy of the top-right quadrant, making it easier to see the shape. The lower
panels only show the top-right quadrant, which better highlights details.
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Turner 1977; Ryden & Melott 1996; Thomas et al. 2004). While the difference
appears to be in the transverse direction, the cause of this flattening is the
compression along the line of sight direction. Due to this compression, both
a modest amount of flattening in the radial direction and the more apparent
widening into the transverse direction are brought about. The compression
also produces a generally higher level of correlation.

Each quadrant contains exactly the same information, since ξ(r⊥, r‖) is sym-
metric along its two axes. In the rest of this chapter, we plot the upper left
quadrant only, which offers greater detail at the expense of making it slightly
harder to see the shape.

6.C Cosmological velocities in Lagrangian perturba-
tion theory

If we take the derivative to of the physical distance, we get a particle’s total
velocity:

u = ṙ = ȧx+ aẋ =
ȧ

a
ax+ aẋ = Hr + aẋ . (6.50)

Defining the resulting two terms as the Hubble velocity vH and peculiar ve-
locity v respectively, i.e.:

vH ≡ Hr and (6.51)
v ≡ aẋ , (6.52)

we see that in particular the former term gives us a handle on distance given
velocity:

x =
vH
Ha

. (6.53)

This relation is what we call Hubble’s law.

In LPT (Buchert & Ehlers 1993), we have in general that since

x(q; t) = q + s(q; t) , (6.54)

v ≡ ẋ = ṡ(q; t) . (6.55)
So given s, we know v. For first and second order LPT this gives us, respec-
tively

v = aHf (1)s(1) LPT (Zel′dovich) , (6.56)

v = aH
(
f (1)s(1) + f (2)s(2)

)
2LPT , (6.57)

where

f (1) ≡ ∂ lnD(1)

∂ ln a
, (6.58)

and similarly for f (2)
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6.D Summary of basic barcode workings

In this section we briefly recap the basics behind barcode that are necessary
for this chapter. barcode is a code that aims at reconstructing the full La-
grangian primordial density perturbation field corresponding to a configuration
of observed objects. It has been designed specifically for clusters of galaxies as
principal constraining objects.

We want this reconstruction to reflect the inherently stochastic nature of both
observations and the non-linear structure formation process. This stochasticity
can be encoded in a probability distribution function, or posterior. The pos-
terior describes the complete physical process leading to an observed density
field; starting from the initial density perturbations, going through gravita-
tional collapse and finally including observational effects. barcode uses an
MCMC method called Hamiltonian Monte Carlo to sample this posterior, com-
paring the results to the actual observed density field and in this way finding
the initial density distributions that match the data. This yields not just one
reconstruction, but an ensemble of possible reconstructed Lagrangian density
fields. The variation in these realisations reflects the full array of stochastic
effects as included in the model.

In all that follows, our “signal” δ(q) is defined as

δ(q) ≡ D1∆(1)(q) , (6.59)

where D1 is the first order growing mode linear growth factor and ∆(1)(q) is
the spatial part of the first order order term of the Lagrangian perturbation
theory primordial density field expansion (see Chapter 3 for more details).

6.D.1 Hybrid Monte Carlo acceptance criterion

Hamiltonian sampling includes a rejection sampling step. Given the difference
δH between the Hamiltonian of the state (q , p) (where q = δ(q)) before the
dynamical step, H (q , p), and that of the candidate state (q∗, p∗) after dynam-
ics, H (q∗, p∗), the probability of acceptance of the candidate state conditional
on the previous state P ((q∗, p∗)|(q , p)) is given by

P ((q∗, p∗)|(q , p)) = min
(

1, e−(H (q∗,p∗)−H (q ,p))
)
. (3.23)

The Hamiltonian H is the sum of the potential energy E and the kinetic
energy K ,

H = E + K . (3.14)
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The kinetic term in this is the momentum (row-vector) times the inverse of
the mass matrix M times the momentum (column-vector),

K =
1

2
pTM−1p . (3.15)

The potential E is coupled to the probability distribution function (PDF) of
our signal δ(qi). We define this PDF in a Bayesian way as the posterior P ,
which is the product of a prior P with a likelihood L ∗. Given equation 3.18,
we can then determine E :

E = constant− lnP = constant− ln P − ln L , (3.20)

so − ln P and − ln L are the terms we need our (statistical) model to specify
so that we can calculate E , up to a constant. However, in the end we only
need to know δH . We can then forget about the constants and just calculate
the difference directly. For Gaussian prior and likelihood, we have:

− ln P = constant +
1

2

∑
i,j

δ(qi)(S
−1)ijδ(qj) , (3.41)

− ln L = constant +
1

2

∑
i

[
T (ρobs(xi))− ρ(xi)

]2
wi

σ2
i

. (3.46)

These are two different types of Gaussian exponents. The likelihood one is
a simple sum of one dimensional Gaussians; one for each grid cell. The prior
exponent is a little more computationally intensive, due to the matrix inversion.
However, we can approximate the (S−1)ijδ(qj) by treating it as a convolution
in real space and thus a simple multiplication in Fourier space, where the
(inverse) power spectrum (the FT of S−1) is known and easy (diagonal) (see
Appendix 3.B.3 for computational details). The same considerations apply for
the kinetic term K , though the mass matrix M is a different quantity. Often
it is taken to be M = S−1, meaning that indeed a similar procedure can be
applied, only now with the non-inverted power spectrum.

6.D.2 Leap frog scheme

We need to discretize the leap-frog scheme equations. Numerically, we’ll be
solving the following approximative equations for each time step τ + ε (based
∗ Note that the notation we use is not necessarily the most common in Bayesian literature.

For instance, Jaynes & Bretthorst (2003, page 89) uses a notation that would translate
in this work to something like L(δ(q)) = P (δobs(x)|δ(q)), where L is the “likelihood” of
the hypothesis and P is a probability function that describes it in terms of the random
variable δobs(x) and conditional variable δ(q) (the hypothesis).
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on the previous step at τ):

pi(τ +
ε

2
) ' pi(τ)− ε

2

∂E

∂qi
(q(τ))

qi(τ + ε) ' qi(τ) + ε
∑
j

(M−1)ijpj(τ +
ε

2
)

pi(τ + ε) ' pi(τ +
ε

2
)− ε

2

∂E

∂qi
(q(τ + ε)) .

(3.88)

We will need the derivative of E to each component of the signal, i.e. every
δ(qi) sampled on a regular grid {qi}:

Fi ≡
∂E

∂δ(qi)
= FP

i + FL
i , (3.22)

where the constant from equation 3.20 will again drop out, now due to taking
the derivative. This Fi is called the Hamiltonian force and its components are
called the prior force and likelihood force respectively. Then for a Gaussian
prior:

FP
i =

∑
j

(S−1)ijδ(qj) (3.42)

where Sij is the correlation matrix corresponding to the cosmological power
spectrum.

The following equation for the derivative of the likelihood to the density in
Eulerian space ρ(x) for a Gaussian likelihood is used in h(q), which is used
in the derivative of the likelihood to the density perturbation in Lagrangian
space δ(q) that we need in the likelihood force:

∂ ln L

∂ρ(xj)
=

(
Tj(ρ

obs(xj))− ρ(xj)
)
wj

σ2
j

. (3.47)

For the Zel’dovich model of structure formation, the likelihood force is given
by

FL ,ZA
i = −h(qi) + ε(3.32) . (3.50)

The function h(q) is subsequently defined as:

ĥ(kl) = −
(
− ikl
k2
l

·
(
V̂ ′(kl)

)∗)∗
= − ikl

k2
l

· V̂l or (3.35)

h(qm) = ∇−2∇ · Vm , (3.36)

where

Vi ≡ V (x(qi)) ≡
∂ ln L

∂x(qi)
= mi

∑
j

∂ ln L

∂ρ(xj)

∂W (xj − x(qi);hs)

∂x(qi)
. (3.33)
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6.D.3 From Lagrangian to Eulerian coordinates

Lagrangian coordinates q can, in general, be transformed to their Eulerian
counterparts x by adding a displacement field s (which we define in Sec-
tion 3.6):

x(q) = q + s(q) . (1.34)

Note that this relation cannot be inverted. Mathematically, this is because
the displacement field is dependent on q. Physically, it is because multiple
fluid elements originally at {qi} might end up at one same Eulerian location
x; through graviational clustering, this will in fact happen all over the place.
This means that we must take the qi grid as the basis of our analysis, as taking
an x grid as the basis would make it impossible to find unique corresponding q
values, which computationally is a problem. To compute s we need ϑ, because
analogously to equation 3.84, we have:

ikϑ̃ = −k2s̃ (6.60)

⇒ s̃ = − ik
k2
ϑ̃ . (6.61)

For the Zel’dovich model of structure formation that we use in this chapter,
this quantity is given by:

ϑ = −D1∆(1)(q) . (3.48)

6.E Periodic boundary conditions in redshift space

When using the plane parallel approximation on a square grid and the direction
of the observer is chosen parallel to one of the grid axes, periodic boundary
conditions can be applied to ζ coordinates in exactly the same way as one
would usually apply them on x coordinates of particles in a periodic box.
However, without these assumptions, matters are more complicated.

In the case of observational data, the space is non-periodic. In this case, a
buffer zone around the observational window should be added to make sure
that the inherently periodic nature of the algorithm (due to FFTs) does not
overly influence the reconstruction of the initial density field.

Even in the case of theoretical data, though, where the space may be periodic
in x coordinates, applying periodic boundary conditions in ζ-space can be
troublesome. For instance, if the observer is in the center of the box, ζ-space
will become anisotropic and thus non-periodic (see figure 6.25).

Still, to be correct, the periodicity of x-space must be taken into account.
Applying normal x-space periodic boundary condition corrections on ζ-space
coordinates will result in wrong ζ-space coordinates (see figure 6.26). To do
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Figure 6.25 – Illustration of how in ζ-space any previously periodic x-space
will become anisotropic and thus non-periodic.

things properly, one must take into account the relation to the observer, as
illustrated in figure 6.27.

A box-edge effect one must be aware of is that the particles’ ζ-positions near
the edge of the box are not always straightforwardly defined (see figure 6.28).
One may end up with doubly counted particles. In case the particles will sub-
sequently be used for density estimation, doubly included particles should not
be discarded. However, in some calculations the location itself is necessary, e.g.
in the calculation of the likelihood force where the derivative of ζ comes in.
This should then be a single value, otherwise the derivative is not singularly
defined. One value should then be chosen and the other discarded. One pos-
sible algorithm to take this x-periodicity into account in ζ-space is to simply
put duplicate boxes of particles in x-space around the central box with the
observer, calculate the ζ positions relative to the central observer and discard
all particles that eventually lie outside of the central box (now a cubic box in
ζ space). This would increase the number of necessary calculations 27-fold,
which seems overly expensive. Another simple, but more efficient way would
be to first check the magnitude of the redshift space displacement field for
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Figure 6.26 – Normal periodic boundary condition algorithm applied to red-
shift space coordinates, resulting in a wrong redshift space coordinate.

Figure 6.27 – Periodic boundary conditions applied correctly to redshift space
coordinates ζ.
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Figure 6.28 – When applying periodic boundary conditions on particles in
redshift space, it is possible for a particle to appear in the ζ-space box on
multiple locations.

each particle and see if it could possibly bring it within range of the edge of
the box. This way one could reduce the total number of duplicate particles to
only those that can possibly cause edge effects.

6.F Illustration of the redshift space problem

In this appendix we illustrate the problems that one encounters when redshift
space distortions are not modeled. In summary: redshift space distortions
introduce an apparent anisotropic clustering in the data, which needs to be
treated to reconstruct the real-space (initial and final) density field.

6.F.1 RSD artifacts in reconstructions

To show the problem with RSDs in observations we obtained a set of regu-
lar Zel’dovich model samples with barcode. As with real data, the mock
observational input is in redshift space, but we do not account for this in the
model, just as in Chapter 3. In Section 6.3.1 and Section 3.7.2 in Chapter 3
we described the mock input and the other input parameters.

In figure 6.29, we first look at a slice of the Lagrangian density field. The top
panels indicate that the large scale features are reconstructed rather well. Many
high peaks and low troughs have their counterpart in the samples, even though
their exact shapes and heights do consistently differ. In some cases peaks or
troughs are combined, in some they are split and in some cases random peaks
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Figure 6.29 – Mean sample Lagrangian densities (top right) compared to true
(top left), together with std (bottom left) and the difference of the true and
mean fields (bottom right).
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or troughs are added that should not exist at all.

We should note that these kinds of fluctuations are to be expected in the
individual samples, but not in the mean sample! As soon as the algorithm has
converged, it should fluctuate around the true density field. The expectation
value of the samples exactly equals the true spectrum.

To further quantify the difference between the mean and true fields, we inves-
tigate the standard deviation of the samples and the difference of the mean
and true fields in the bottom two panels of figure 6.29. The standard deviation
for the sample cells reveals some considerable fluctuation of the chain. The
standard deviation field’s distribution does not seem to hold any significant
information. The difference values between the true and mean fields are on
the same order of magnitude as the density values themselves, meaning that in
many locations there are peaks or troughs that should not be there (compare
to figure 6.10).

We next look at the match of the corresponding ensemble average Eulerian
density field to the true field in figure 6.30. One example illustrating the re-
construction problems is the fuzzy large cluster at the top of the field. Another
two examples are the missing substructure on the left side of the big void below
that and the similarly widened big void bottom left. In fact, when one com-
pares this figure to the the RSS density field of figure 6.6 the problem becomes
apparent. When one does not model RSS, the algorithm converges on the true
RSS field instead of the true Eulerian space field.

Our intention is to remove redshift space distortions, not reproduce them.
In the latter case, the corresponding Lagrangian density is quite incorrect
as well. When one does not include redshift space distortions and one uses
data that is itself affected by redshift space distortions, the model is simply
incorrect. One assumes the redshift space density distribution to equal the
Eulerian space density. This begets a Lagrangian density that reproduces the
observed redshift space distortions as if they were true physical features of the
large scale structure. Instead, they are optical illusions and must be treated
accordingly.

The difference plot (bottom right) shows the shift of many features along the
z-axis. A bi-polar pattern along this line-of-sight axis is apparent for most
clusters.

The standard deviation panel does not yield any new insights. The same
conclusions as before with figure 3.15 apply.

The reconstruction problems are visible in the power spectrum as well, as
can be seen in figure 6.31. This shows the boost in power at low k that is
known as the Kaiser effect. In the difference plot (bottom panel of figure 6.31)
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the previously found bump at low k (Chapter 3) has now been replaced by a
downwards turn. We want to get rid of this effect as well, since we are trying
to reconstruct RSD-less density fields.

6.F.2 Anisotropic reconstructions

In figure 6.32 we show 2D correlation functions (see Appendix 6.B) that further
illustrate the problem that is caused by having RSDs in the observations. What
one would like to see is in the left panel: the isotropic ξ(r⊥, r‖) of the true
density field. The central panel shows the ensemble average of the samples
that the algorithm obtains when RSDs are present in the mock observations,
but are not modeled.

The reconstructions show large anisotropy (non-circular ξ(r⊥, r‖)). Note again
that we only see here the effect of the coherent flow RSDs, which cause “great
walls”. This is seen in the horizontal (perpendicular to line of sight) stretching
of the otherwise circular function.
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Figure 6.32 – Eulerian space 2D correlation functions: true (left) vs ensemble
mean (center). The right-hand panel shows the two functions in contours: solid
black for the true function and dashed red for the ensemble mean.
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Abstract

In this chapter we extend our analysis of filament population reconstructions into
redshift space. We explore the impact of redshift space distortions on two filament
properties in particular: the column density and orientation. We reconstruct an
ensemble of density fields from redshift space mock observations using our barcode
redshift space model. The column density and orientations of filaments are found to
be well reconstructed, with property distributions matching the true distributions’
shapes. The total number of reconstructed filaments in redshift space is higher than
the true number. We ascribe this effect to the apparent dissolution of filamentary
bonds that are oriented away from the plane of the sky in redshift space, decreasing
the connectivity of the filamentary network in reconstructions.

7.1 Introduction

In Chapter 5 we studied clusters and filaments in ensembles of reconstructions
of a Cosmic density field. We developed a range of statistics of filaments on a
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global and an individual level that offer a novel and unique perspective on the
study of the Cosmic Web and the formation and evolution of its interconnected
components.

The work in Chapter 5 focused on the analytic aspects of such studies. We
qualitatively discussed a number of potential uses of our statistical tools. One
important goal is to probe several aspects of the physical nature of the Cosmic
Web, like its multiscale character or the dominance of its components over
their surroundings. Another is that our statistics might aid observational as-
tronomers in increasing their odds in observational campaigns for the study of
gaseous matter in filaments.

In this chapter we embark on a quantitative assessment towards understand-
ing the impact of one of the major observational effects: redshift space distor-
tions.If we are to analyze observations of the Cosmic Web, we need to assess
the influence of redshift space distortions on properties of interest.

We know that due to redshift space distortions (Kaiser 1987; Hamilton 1998)
the Cosmic Web is more prominent in redshift space than in real space. The
inflow of galaxies towards clusters, filaments and walls causes an increase in
density contrast. The galaxies at the far end that are falling towards the
observer seem closer than they actually are due to their peculiar velocity con-
tribution and the galaxies at the near end seem further out. The net effect is
an apparent amplification of the surface density of filaments and walls, as well
as a stronger alignment of structures perpendicular to the line of sight. This
forms concentric rings around the observer in galaxy redshift surveys and is
known as the “bull’s eye effect” (Praton, Melott & McKee 1997; Melott et al.
1998; Thomas et al. 2004) or “great walls” (Shandarin 2009) after the Sloan
Great Wall (Vogeley et al. 2004; Gott et al. 2005; Nichol et al. 2006). To
study the (surface) density of observed filaments, one must correct for this
effect. Given that surface density plays a decisive role in the observability of
gas in filaments, it is of key importance for defining representative samples of
filaments∗.

The orientation of filaments with respect to that of galaxies is of specific in-
terest, as well, so this too must be corrected for. One aspect that has gained
considerable interest is the work that is being done on the evolution of galaxy
orientations and spin alignments (Binggeli 1982; Aragón-Calvo et al. 2007b;
Cuesta et al. 2008; Paz, Stasyszyn & Padilla 2008; Schäfer 2009; Jones, van
de Weygaert & Aragón-Calvo 2010; Danovich et al. 2012). One of the essen-
tial questions in this area pertains to the influence of the large scale structure

∗ The hot intracluster plasma emits X-ray photons through bremsstralung. The emitted
power is proportional to nenH , the number density of electrons times the number density
of ions.
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on this process (Pichon et al. 2011; Codis et al. 2012). Dubois et al. (2014);
Welker et al. (2014) even claim that this determines the Hubble sequence.

In Chapter 6, we extended our formalism for the reconstruction of density
fields: barcode (see also Kitaura 2013; Jasche & Wandelt 2013; Wang et al.
2013). By incorporating the redshift space distortions in a self-consistent fash-
ion, we eliminate the need for preprocessing of the data. The input density
field is the field in redshift space coordinates. This field is directly obtained
from observations. The success of the technique was demonstrated: it elimi-
nates the anisotropic imprint of the redshift space distortions in the two-point
correlation function ξ(σ, π). It recovers the proper spatial statistics despite
this highly non-linear distorting effect.

In this chapter, we employ the redshift space model implemented in barcode
to investigate the two observable properties of filaments mentioned above: sur-
face density and orientation. We will study what the effects are of recon-
structing these properties from observations in redshift space coordinates and
compare what happens with and without correcting for it in the model. We
reconstruct these filamentary properties by making use of an ensemble of recon-
structed realizations and comparing the filaments in the different realizations,
just as in Chapter 5.

7.1.1 Outline

In Section 7.2 we briefly recap the procedure for reconstructing density fields
and identifying individual filaments. We give an overview of general properties
of the recovered filament populations in Section 7.3. Section 7.4 contains our
analysis of the surface density properties of reconstructed filaments. Filament
orientations are studied in Section 7.5. We discuss our results in Section 7.6.
Additionally, Appendix 7.A offers details on the surface density calculation,
while in Appendix 7.B we derive the expected distributions of isotropically
oriented direction vectors.

7.2 Filament reconstructions

Our study of filaments in redshift space starts from the work in Chapters 3
and 5 on reconstructing cosmic density fields, the morphological segmentation
of the Cosmic Web and the subsequent identification of individual filaments.
It involves the following steps:

1. Reconstructions in redshift space (Chapters 3 and 6):

(a) The (mock) data (z = 0) is generated with the Zel’dovich approx-
imation. For the redshift space distortions this means: no Fingers
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of God or multi-stream regions (Abel, Hahn & Kaehler 2012; Shan-
darin, Habib & Heitmann 2012; Falck, Neyrinck & Szalay 2012),
only the linear Kaiser effect will be properly modeled (for as far as
the linear Lagrangian approximation is concerned).

(b) The reconstruction algorithm corrects the redshift space effects (again
assuming a Zel’dovich model).

(c) As a result, the reconstructions are correct Lagrangian fields that
(statistically) correspond to the true Lagrangian field (the one that
was used in step 1 to generate mock data from).

2. Web segmentation and individual filament identification (Chapter 5):

(a) To follow the evolution of the density fields realizations, we run
the Gadget-2 N -body code (Springel 2005) on the reconstructed
Lagrangian fields.

(b) On these N -body Eulerian density fields we run NEXUS+ (Cautun,
van de Weygaert & Jones 2013) to segment the density field into
Cosmic Web components: clusters, filaments and walls.

(c) In addition to the web segmentation, we let NEXUS+ determine
the geometrical spine of the filamentary network.

(d) Combining information on filament cell neighbours, cell spine par-
ticle proximity and cluster proximity, we further segment the fil-
amentary network into separate filaments for each reconstruction
sample.

We use the above procedure on 10 barcode sample Lagrangian density field
realisations, coming from three different MCMC chains, giving a total of 30
used reconstructed realisations. These are used as the initial conditions to our
studies. The three chains (and the accompanying acronyms we use throughout
the text and figures) are:

• A regular chain without any redshift space considerations. Also called
“reg” or just “regular”.

• A chain with (mock) input data (“observations”) in redshift space, but
without the redshift space model in the reconstruction algorithm. These
samples are used to show what would happen if regular observations are
used in combination with a non-redshift space corrected reconstruction
model. The acronym for this chain is “obs_rsd”.

• A chain with both the input data and the model defined in redshift space.
This chain also goes by the name “rsd”.
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These chains are described and studied in more detail in Chapters 3 and 6.
The regular chain was also used for our previous statistical filament analysis
in Chapter 5.

Table 7.1 – Input parameters for the data processing pipeline: barcode,
Gadget-2, MMF/NEXUS+ and our individual filament segmentation algo-
rithm.

L 200 h−1Mpc Linear box size
Nx,barcode 64 Number of Lagrangian density reconstruction

grid cells on each side, used for Gadget-2 input
(number of dark matter particles)

Nx,NEXUS 256 Grid size of DTFE density and NEXUS web seg-
mentation grids

rspine 2 h−1Mpc NEXUS+ spine smoothing scale
rprox 1 h−1Mpc Spine particle proximity parameter (individual

filament detection)
— 2, 2.6, 3.4,

4.5, 5.8, 7.6,
10 h−1Mpc

Scale space levels for NEXUS+

Apart from the redshift space details, the data processing pipeline was run with
the same input parameters as as those listed in Sections 5.2.1 and 5.2.3. The
main parameters are listed in table 7.1. We used the cosmological parameters
from the WMAP 7-year observations (Komatsu et al. 2011).

In all the following, we compare properties as found in the samples of the runs
to those in the true distribution. To evaluate the similarity of the reconstructed
signals to the true one, we take the average and standard distribution of the
property distributions of multiple reconstruction samples. From each of the
three reconstruction runs we used 10 equally spaced samples from 500 to 5000.

7.3 Integral filament properties

The individual filament determination of Chapter 5 provides us with a means
of analyzing the filament distribution on a per-object basis. In this section
we discuss five integral properties, i.e. properties integrated over an entire in-
dividual filament: mass, volume, mean density, density standard deviation∗

(“std”) and the density coefficient of variation (“cv”), i.e. the std divided by

∗ The density standard deviation is a measure of the spread or dynamic range of the
density values inside the filament. It characterizes one aspect of the hierarchical and
multiscale nature of filaments.
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the mean density∗. These are the same properties we discussed qualitatively
in Chapter 5.

We filtered the filament population before doing our analyses. We filtered out
the filaments with 10 or less cells. The effect of this on our population is shown
in figure 7.1. The distributions of properties are strongly bimodal without the
filter, implying that indeed the small filaments are noise. The total number of
filaments per realization is reduced from ∼ 12000 to ∼ 3000 individual objects.
Note, however, that the combined volume of all filaments does not change much
before and after filtering, since only the smallest filaments are left out. This is
important in the coming sections about surface density and orientation, since
those are per-cell properties, not per-filament.

Table 7.2 – Number of detected filaments per run (after filtering). Means
plus standard deviations for the runs.

true 3524 filaments

regular run 3710± 115 filaments
uncorrected redshift space run 3397± 24 filaments
corrected redshift space run 3674± 115 filaments

Before we further discuss the distributions, we remark that the total number of
detected filaments differs per type of run. In table 7.2 the number counts are
listed. A systematic and significant overabundance of filaments in the regular
and redshift space corrected runs is found compared to the true distribution.
Conversely, the amount of filaments in the uncorrected redshift space run is
significantly lower than the true number. In all the following histograms, we
normalize the bin counts by the total number of filaments for that run, allowing
us to focus on the shapes of the distributions.

In figure 7.2 the distributions of the five integral properties are compared for
the three different runs (“regular”, “obs_rsd” and “rsd”) and the true density.
We generally observe a good match both among the runs and as compared to
the true property distributions. Especially for the filament mass and volume
(top panels), none of the distributions stand out as very different. Certainly,
within the range of the 1σ regions, we can see a good match between all runs.

Looking at the middle two panels of figure 7.2, one may notice a slight shift
of both the mean and the standard deviation of the internal filament density
∗ Dividing the standard deviation by the mean of the density gives a dimensionless,

scale invariant measure of the density spread. It allows us to investigate in how far
internal density variation scales with mean density itself. By isolating out this effect,
the coefficient of variation gives an even cleaner measurement of the hierarchical nature
of the filament.
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(b) With filter: all filaments with 10 cells or less discarded.

Figure 7.1 – Histograms of filament mass and volume of the true density field,
showing the effect of our filtering of the filament population.

distributions for the uncorrected redshift space runs (green line) compared to
the other distributions. Both properties are marginally lower for these runs
than in the other runs. This means there are less high density filaments, but
also that they span narrower ranges in density values, in absolute terms. The
bottom panel shows the distribution of the coefficient of variation of the density.
This suggests that a small part of the shift in the stds is due to higher mean
density values, but that there remains an intrinsic variational effect even after
correcting for the overall density level. The effect does get smaller, making it
even less significant than it already was.

7.4 Filament surface density

In this section we treat the effects that redshift space observations have on
surface density σ measurements. We show that correctly modeling these ob-
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Figure 7.2 – Integral property probability distributions (normalized by total
count) of the different run types: mass (top left), volume (top right), mean
density (center left), density standard deviation (center right) and the coeffi-
cient of variation of the density (bottom right). The purple bars indicate the
true distribution, while the lines show the mean distributions of the different
runs: blue for the regular, green for the non-corrected and red for the corrected
redshift space runs. The corresponding shades show the standard deviation of
the 10 realizations for each run.
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servations in the reconstruction algorithm leads to a considerably improved
signal. The imprint of the Kaiser effect, the Kaiser effect echo (explained be-
low), on the reconstructions is largely mitigated, allowing for proper studies of
the surface density of yet to be observed filaments based on their surrounding
clusters alone.

We explicitly differentiate between the Kaiser effect and the effects we measure
in this work. Both in the Kaiser effect and in the effects in the orientations
and surface densities of filaments in our “uncorrected redshift space” runs, the
main issue is compression of structures along the line of sight. However, the
Kaiser effect pertains specifically to the generated structure in redshift space.
In our case, the Kaiser effect is only present in the mock observations that
we put into barcode. It is not present in the resulting realizations, because
these are either in Lagrangian space or in Eulerian (real) space, not in redshift
space! The imprint of the Kaiser effect in these runs is visible because the
wrong assumption was made that the observations are in real space, not in
redshift space. The algorithm then tries to find a set of initial conditions that
reproduce the anisotropies purely through gravitational evolution, without any
redshift space assumptions. To clearly distinguish this imprint of the Kaiser
effect on the reconstructions from the Kaiser effect itself in the future, we
propose to call this effect the Kaiser effect echo.

The surface density calculation was done as follows∗. First, the individual
filaments are determined as in Section 5.3. We then start iterating over a grid
of individual filament IDs and a corresponding density field grid. We sum over
each line of sight the densities of each individual filament in that line of sight.
In practice, we can simply sum over the grid cells in the z-direction, since we
use a plane-parallel redshift space approximation. This sum is easily converted
to the actual surface density integral by multiplying with the line of sight linear
size of the grid cell.

We end up with a collection of filament surface densities; one for each line of
sight “column” (defined by the grid) and for each individual filament. These
columns are illustrated in figure 7.3. The number of filament surface densities
NFSD is the sum over the number of line of sight columns C per individual
filament f which consists of grid cells c:

NFSD =
∑
f

NC(f) =
∑
f

∑
c∈f

E(f, c) , (7.1)

where NC(f) is a measure for the extent of the filament f over the sky and

∗ A more extensive discussion of the calculation method and alternative methods is given
in Appendix 7.A.
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Figure 7.3 – Zoom-in on a slice through a few individual filaments. Every
individual filament has a different hue (blue, red, green). Within the filaments,
the line of sight columns are highlighted with different brightness values. The
surface density values are found by integrating the density over each separate
column in the z-direction.

E(f, c) is given by

E(f, c) =

{
1, if cell c has no direct neighbor in f towards observer,
0, otherwise.

(7.2)

For instance, NC(f) = 9 for the left-most green filament in the figure (in this
slice only) and 30 for the large blue filament.

We integrate over a density field calculated with a fixed kernel size SPH density
estimation. The surface density units on the horizontal axes in this section are
ρc · h−1Mpc, i.e. we summed the density grid cells in units of the critical
density and multiplied them by the grid cell (linear) size of 0.8 h−1Mpc. We
did not correct for the periodic boundary in the surface density determination.
This will cause filaments that cross the periodic boundary to be cut in two.

In figure 7.4a we plot all distributions for the regular, “obs_rsd” and “rsd”
models m:

Pm(σ) =
NC,m(σ)∑
C′ NC′,m(σ)

. (7.3)
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Figure 7.4 – Surface density histogram comparison of true density versus the
three different barcode run 10 sample averages.
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where NC,m(σ) is the number of line of sight columns C with a surface density
σ in model m and the sum is over all columns C ′. Generally, the histograms
match well within the error margins, although there is a slight deviation of
the regular and redshift space corrected runs towards lower surface densities,
compared to the true distribution. For the uncorrected redshift space runs,
the difference with the true distribution is more significant. However, in this
case the deviation is in the opposite direction, with a higher proportion of high
surface density values and less low surface density values.

We take a closer look at the differences in figure 7.4b, where we plot the
quotients q of the distributions for models i and j:

qi,j =
Pi(σ)

Pj(σ)
, (7.4)

which in figure 7.4b we show for j = regular and i is “obs_rsd” or “rsd”. The
shaded region shows the absolute deviation of the true distribution from the
regular distribution:

qshaded = |qregular,true − 1| . (7.5)

We notice that the difference of the true and regular runs correlates strongly
with the total number count seen in figure 7.4a. This is likely an effect of the
combined shot noise from both the regular and true runs.

Figure 7.4b further emphasizes the differences between the “obs_rsd” run and
the other two. The uncorrected redshift space runs significantly overestimate
the number of surface densities at high values and underestimate them at low
surface density values. The redshift space model (green line) corrects the red-
shift space effects over most of the histograms range within the error margins,
given by the error of the true distribution to the regular reconstructions. The
correction is not perfect, leaving behind a tendency of the “rsd” counts towards
the “obs_rsd” counts, i.e. a downward tendency below surface densities of 1
and an upward tendency above 1.

7.5 Filament orientations

Due to the apparent compression of structures along the line of sight in redshift
space, we expect the orientation of large scale structural features to align more
with the plane of the sky. This poses an obstacle for the statistical evaluation of
the interplay of filaments and their surroundings, especially when orientation
is of interest as is the case in galactic spin studies.

In this section we quantify this effect. We will compare the orientations of
filaments in reconstructed density fields with and without properly modelling
the redshift space transformation. We investigate in how far the distribution
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Figure 7.5 – Zoom-in on a slice through a few individual filaments, showing
the spine particles and corresponding spine “direction” vector (for every four
particles in each direction).

of the line-of-sight direction component is narrower and more pronounced with
RSDs than without. The distributions of the components perpendicular to the
line-of-sight are expected to become wider, tending relatively more towards
larger values with RSDs.

NEXUS+ calculates for every filament cell a spine particle position and corre-
sponding spine direction. In figure 7.5 we illustrate the result of this procedure.
In the first part of this section, these direction vectors will be directly analyzed
for the three different runs and the true distribution. By looking at the di-
rection components separately, we can easily and unambiguously provide a
statistical overview, complete with error estimates. In Section 7.5.2, we will
convert the direction vectors to two orientation angles which provides a more
compact, but simultaneously more insightful view on the most relevant aspects
of the orientation in redshift space. Figure 7.6 illustrates the definition of the
direction measures used in our analysis.

Since we are ultimately interested in the tangent along the filament spine, we
can freely choose the direction (unit-)vector to be in either one or the other
direction along the spine. This means that strictly speaking we should consider
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Figure 7.6 – Illustration of the direction axes and the corresponding orienta-
tion angles used in this section. The line-of-sight direction is along the z-axis
(we use a plane-parallel approximation of redshift space). The red vector is an
example of a direction unit-vector. The green x, y and z components of the di-
rection vector are the ones we plot in the direction histograms of Section 7.5.1.
The blue angles θ and φ are plotted in Section 7.5.2.

two direction unit-vectors for each filament cell:

ê = −ê′ . (7.6)

To get rid of this ambiguity, we define the direction vector to always have
a positive z-component. This explains the range of the coming z-component
histograms of [0, 1] as compared to [−1, 1] for x and y. The z-direction is also
the line of sight direction in which the redshift space distortions take place.

The direction component distributions of the true realization are shown in
figure 7.7. Each panel contains the normalized probability density of one of
the three direction vector components i ∈ {x, y, z} over all the filament cells
in the realization:

Ptrue(i, i+ ∆i) =
Ntrue(i, i+ ∆i)∑

i′ Ntrue(i′, i′ + ∆i′)∆i′
, (7.7)

where N is the count of filament direction components in the range (i+i+∆i).
They are compared to the expected distributions for isotropic directions (see
Appendix 7.B).
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Since we defined the true field ourselves, we know its real space distribution,
meaning that no redshift space distortions are introduced. The small fluctua-
tions about uniformity in these distributions are inherent to the true density
distribution, i.e. to the random realization. Preferential alignment along the
direction axes causes more prominent deviations from the otherwise isotropic
distribution. This is evidenced by the overabundances in the center and at the
edges of these plots.
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Figure 7.7 – Probability density distributions of the filament cell direction
components in the three directions of the grid for true density. The green lines
are the theoretical distributions corresponding to an isotropic distribution of
directions. The range of [−1, 1] is because the directions are given as unit-
vectors. Note that the normalization of this plot is different from most of the
other distributions in this chapter where we divide the bin counts by the total
count, whereas in this plot we set the integral over the entire range to 1.

7.5.1 Reconstructed direction components

We compare the averages of the derived distributions of our reconstruction
samples to the true distribution of filament directions in figure 7.8:

Pm(i, i+ ∆i) =
Nm(i, i+ ∆i)∑
i′ Nm(i′, i′ + ∆i′)

, (7.8)

where N is the count of filament direction components in the range (i + i +
∆i) and m stands for the different runs (true, regular, “obs_rsd” and “rsd”).
The normalization is different than equation 7.7 for easier visual comparison
between the three components.

Within one standard deviation (blue shaded region), the true and regular
reconstructions match nearly everywhere along the (normalized) histograms.
The “uncorrected redshift space” results do show substantial deviations, espe-
cially in the x-direction. The x and y component distributions tend towards
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Figure 7.8 – Histograms of the filament cell direction components in the three
directions of the grid. The true density field histogram is compared to those of
the three different barcode run samples. All bin counts are normalized by the
total number of counts per sample (the sum of all bin counts is one). Purple
bars: true. Blue: regular, non-redshift space runs. Green: redshift space
observations, non-redshift space model. Red: redshift space observations and
model. The vertical axes were scaled to zoom in on the differences between
the models.

larger values than the true distribution, i.e. on average
〈
|xobs_rsd|

〉
> 〈|xtrue|〉

and similarly for y (though less so in this realisation). At the same time, the
z-component is more concentrated towards the left part of the plot, i.e. towards
zero. The Kaiser effect echo flattens the directions in the z (line of sight) di-
rection and hence (due to normalization of the vector’s length to 1) elongates
them in the other two directions.

The “redshift space corrected” chain of reconstructions again recovers a good
match to the true distribution. This demonstrates that the redshift space
model in barcode did well in canceling the flattening of the Kaiser effect
echo in the reconstructed density fields.

Two differences of the redshift space chains with the regular chain should be
noted. First, the shaded error regions show that the amount of variation in the
redshift space chain samples is smaller, especially in the uncorrected redshift
space case. This can be explained by the slower evolution of redshift space
chains that was described in Chapter 6. Secondly, the overabundance at z = 0
in the z-component histogram may cause some concern. At this side of the
histogram, the corrected counts tend more towards the uncorrected redshift
space counts than towards the true counts (and regular run counts). Filament
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directions in the corrected runs are still oriented perpendicularly to the line of
sight more often than expected. This could be a random effect. It could also
point towards some unexplained artifact in the redshift space reconstructions.

In figure 7.9 we plot the ratios of the redshift space distorted reconstructions
to the regular space reconstructions:

qj,k =
Pj(i)

Pk(i)
. (7.9)

The shaded region shows the ratio of the regular reconstructions to the true
distribution:

qshaded = |qregular,true − 1| . (7.10)

We confirm that the redshift space corrected results (“rsd”) are almost always
compatible with the regular results, whereas the “obs_rsd” results are not.
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Figure 7.9 – Quotients of histograms of the filament cell direction components
in the three directions of the grid. Green: redshift space observations, non-
redshift space model, divided by regular, non-redshift space runs. Red: redshift
space observations and model, divided by regular, non-redshift space runs.
Grey shade: |regular/true− 1|.

7.5.2 Orientation angles

The direction vector itself is not uniquely important. What matters is the
tangent to the filament at that point, which the direction vector represents.
This tangent is what we call the orientation.

Given the preferential direction of our redshift space coordinate system along
the line of sight, the orientation of a filament cell can be meaningfully expressed
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in just two numbers instead of three: an angle θ with respect to the line of sight
direction (the z-axis) and an angle φ in the plane of the sky (see figure 7.6).
Given the x, y and z components of the direction vector (x, y, z) used above,
we can calculate these angles from:

cos θ = z , (7.11)

cosφ =
x√

x2 + y2
. (7.12)

An insightful way to visualize a complete field of orientations is to make a 2D
histogram of cos θ against φ. In an isotropically distributed field of orienta-
tions, this histogram is uniform (see Appendix 7.B). A visualization of this
distribution can be used to quickly assess the isotropy of the orientations.

In figure 7.10 we show the resulting probability density distributions.

None of the panels are truly uniform, most notably the true panel (top left).
Mainly, as noted before, this is because we are only using one random real-
ization of 200 h−1Mpc, in which some anisotropy is inherently present due
to randomness, but also due to the preferential alignment that we saw in fig-
ure 7.7. This alignment again reveals itself by three aspects in these images:

1. The strong central band. When cos θ is 0, the orientation is exactly in
the z-direction.

2. The overabundances at cos θ = −1 and 1. Orientations along the x- and
y-axes will be represented in those two bands (as well as orientations in
the x-y plane).

3. The 5 vertical bands at π/2 intervals also represent overabundance of
orientations along the x- and y-axes. See the discussion in Section 7.6
for our explanation.

The main question is in how far the reconstructions reproduce the specific
patterns from the true panel.

The regular run (top right) performs well in this regard. The central band from
left to right is present in the true orientations and in the reconstructions. Also,
we see a good match in the π/2-interval vertical bands. The main difference,
the smoothness of the regular reconstructions and the noisiness of the true
distribution, is due to the fact that the reconstruction panels are made up
from 10 samples, whereas the true panel is from only 1 sample.

In the bottom left panel, we see the effect of redshift space distortions, when not
corrected for. The Kaiser effect echo causes a concentration of the distribution



7

7.5: Filament orientations 343

−1.0

−0.5

0.0

0.5

1.0

co
s(
θ)

true regular

−π −π/2 0 π/2 π

φ

−1.0

−0.5

0.0

0.5

1.0

co
s(
θ)

obs_rsd

−π/2 0 π/2 π

φ

rsd

Figure 7.10 – 2D histograms of orientation of the surrounding filament as
seen from a filament cell. The colors represent the number count per pixel
in cos θ–φ space; the same color scale is used for all figures. Vertical axes:
(cosine of) angle with respect to line of sight. Horizontal axes: angle in the
plane of the sky. Top left: true orientations. Top right: orientations of 10
reconstructed samples from the “regular” barcode run. Bottom left: from the
“redshift space mocks” run. Bottom right: from the “redshift space corrected”
run. Note that we duplicated the data in the bottom halves of the panels for
visualization purposes. For this we simply recounted all directions as their
negative counterparts (see equation 7.6).
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towards the central horizontal axis. The top and bottom edges of the panel are
lighter than in the other panels while the central band is stronger. Moreover,
the vertical anisotropies that were already present in the true distribution get
enhanced.

Finally, the bottom right panel demonstrates that the redshift space corrected
runs recover the true nature of the distribution. The major compression along
the cos θ vertical axis is restored. One difference with the regular reconstruc-
tions is that the bands at cos θ = 0, 0.5 and 1 are stronger, while the regions
in between contain less counts. The preferential alignment of filaments with
the axes remains stronger in the redshift space case than in the regular space
run.

7.6 Discussion

Generally speaking, we see that the Kaiser echo redshift space distortion effects
are corrected for by barcode with the redshift space model. We saw this
from basic, integral properties, from surface densities and from orientations
of filaments. Our approach has overcome important hurdles towards a deeper
understanding of the Cosmic Web from reconstructions of the true Cosmic
density field based on observations. In this section we discuss and explain
some of the remaining discrepancies of the reconstructions with the true field.

The mean reconstructed filament number counts were too high in the regular
and corrected runs and too low in the uncorrected runs. The high counts can be
explained by spurious filament detections due to noise in low density regions.
Especially inside void regions, but also in other low density environments, the
constraining power of barcode is weaker than in high density regions (see
also Section 5.8). The less Lagrangian particles contribute to these regions,
the more they are dominated by random perturbations from the Hamiltonian
sampler and by observational noise, which in our case is added to the mock
observed density fields as well. The use of DTFE for the density estimation is
expected to play a role as well, since at our low particle resolution Delaunay
artifacts are present in the low density regions that may also be picked up as
filamentary structures by NEXUS.

A second observation that fits this theory is the slightly downwards shifted
surface density distribution of the regular and corrected runs. If relatively
more filaments are detected in low density regions, then we will see relatively
more low surface density values as well.

The same should apply to the uncorrected runs. Instead, we now see a signif-
icant decrease in the number of filaments. This can be understood from the
Kaiser echo which we expect to compress filaments into more planar struc-
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tures. NEXUS classifies these cells as walls instead of filaments. This leaves us
with less filament cells in total. We also see an increase in the surface density
value distribution for the uncorrected reconstructions. This is because many
remaining filament cells will also be compressed along the line of sight, leading
to higher density and higher surface density filaments.

A third effect of the Kaiser echo on the uncorrected filaments is that their
internal variation is lower, as seen in the coefficient of variation distribution
(figure 7.2). We attribute this to the squashing effect washing out density
peaks, making the density distribution smoother and more uniform.

In our analysis of filament orientations, we found that the main deviation from
isotropy came from preferential alignment along the grid axes. We already
saw this in the true distribution of filament orientations, meaning that the
reconstruction of these features is expected and desired.

With a restricted dynamic range, the fundamental mode often assumes a dom-
inant role in the evolving density field. This is the result of the small number
of low-k modes, with which the field is represented in Fourier space (see also
Efstathiou et al. 1985). This tends to express itself in the impression of a
distinct alignment of the density field along one or more of the grid axes.

On top of this, the NEXUS formalism revolves around a filtering of the density
field over a range of scales. In practice, this is implemented by a Fourier space
computation of the Hessian of the density field. The Fourier components of
the density field are multiplied by kxky

k2
for the x, y-component of the Hessian,

and similarly for the other components. This is an explicitly grid-axis based
method and since the box is already dominated by long waves along the axes
this will strengthen the axial imprint. This imprint is propagated through the
entire NEXUS framework, because the Hessian eigenvalues are used for the
Cosmic Web classification. We will study this effect systematically in a future
study.

Finally, we must expand upon the fact that the corrected redshift space orien-
tations have a higher amount of axially aligned filaments than expected from
the regular runs. Since this is also the case in the uncorrected runs, we assume
this is a remaining redshift space artifact.

We saw in Chapter 6 that the overall density field again becomes isotropic
when using the redshift space model. However, Cosmic Web components are
affected in different ways by redshift space distortions. Most notably, while
high density regions are compressed, underdense void regions are stretched out
along the line of sight. Even if the overall density distribution is isotropic, it
is possible that the anisotropy of filaments in one direction is canceled out by
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void anisotropy in another direction∗. This would cause a stronger preferential
alignment of filaments perpendicular to the line of sight, i.e. the x and y axes.
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Figure 7.11 – Density in regular space (left) vs redshift space (right). The
line-of-sight is along the horizontal axis. The boxes highlight filaments that
become weaker in redshift space. See text for explanation.

An additional effect is that coherent filaments in redshift space dissolve and
decrease connectivity as their orientation shifts away from the plane of the
sky, as illustrated in figure 7.12. The internal velocity field of a filament not
only has components perpendicular to the filament axis, but also along the
axis towards the cluster. The corresponding shear component of the velocity
flow in and around a filament will be such that the velocity becomes higher
and higher as we look closer to the clusters. A straight filament with such a
flow field and with an orientation sufficiently offset from the plane of the sky
will be distorted into an S-shape, or rather a sigmoid-curve. The central part
of the filament will become stretched out along the line of sight, lessening the
density contrast.

Such a filamentary network in redshift space becomes less connected and the
percolation properties are different. This effect is illustrated in figure 7.11. This
makes it harder for the algorithm to recover the true underlying density field,
leading to a higher degree of variation and a larger probability of separated
filaments appearing in some of the sampled reconstructions.

∗ Only partially, as filaments have a much higher density than voids.
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(a) Real space (b) Redshift space

Figure 7.12 – Illustration of the effect of redshift space on filaments between
two clusters. The line-of-sight direction z is in the vertical direction. The flow
field (green arrows) inside the filaments is directed towards the clusters and
increases in strength as we approach the clusters. For filaments aligned along
the line-of-sight (top row) the flow field causes the central part of the filament
to appear weaker in redshift space than in real space. Filaments will thus be
split in two. For inclined filaments (bottom row), the line-of-sight component
of the internal flow field causes the part closest to the cluster to be offset from
the true line more strongly than the central parts. In addition to weakening
the central part of the filament, this causes a distortion of the filament into a
sigmoid or S-shape.
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Appendix

7.A Surface density calculation

To calculate the surface density, one needs to integrate the density over the
line of sight coordinate component. Our simulations use the plane parallel
approximation of redshift space, which defines our line of sight to be along the
z-axis of the grid in our density field boxes. This makes integration along the
line of sight as easy as summing the grid cells along the z-axis and multiplying
by the grid cell size in that direction (200/64).

Having said that, there are still a number of ways to define the integration
limits in the surface density integral between which one must choose. We
discuss the following three:

1. The easiest thing to do is to just integrate the complete density grid over
the filament grid cells in the line of sight direction. By this, we mean to
sum all the filament cells. For instance, a line of sight that contains the
8 cells 11001011 (where 1 is a filament and 0 is not) would yield 5 as the
resulting integral (assuming grid cell size 1).

2. We could also sum the cells per filament The previous example of the
line of sight with 11001011 would then yield three surface density values:
2, 1 and 2. This integration method essentially assumes that we would
only want to observe single, unobstructed filaments.

3. Finally, instead of only considering whether cells are filaments or not, we
could use our individual filaments to define the integration boundaries.
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In the 11001011 example, the corresponding individually defined filament
IDs might be 12003044 (again 0 being no filament). This would give us
1, 1, 1 and 2 for the surface densities along this line of sight. In the
previous case, filaments that happen to touch, but are not actually one
filament, will be counted as one. However, this may be sensible, since
if they indeed touch, it will be hard to observe the one in front without
observing the one behind, and vice versa.

Below we compare these three options.

7.A.1 Surface density 1: everything in line of sight

In figure 7.13 we see the surface density when blindly integrating the density
(calculated with DTFE) over all filament cells in every line of sight. Note that
the blue patches are not voids, but rather regions empty of filaments. They
might still contain walls (or isolated nodes).

Comparing all surface density methods

How do the resulting surface density value distributions compare? In fig-
ure 7.14 we show the histograms.

Methods 2 and 3 do not differ much, as can be expected. They do exhibit an
overabundance of low surface density (sd) values compared to method 1. This
is obvious: all the contributions from low sd filaments are summed up to those
of high sd in the same line of sight, leaving us with only the high values.

The slope of the high sd end of the plots all seems similar. We chose to go with
the fil_id method (3). One can always integrate the method 3 values along
the line of sight afterwards, if one wishes, while with the other two methods
the extra individual filament information is always lost.

7.B Isotropically distributed directions

An isotropically distributed collection of direction vectors means that they
cover the surface of a unit-sphere uniformly. This is expressed in a constant
solid angle Ω probability distribution P (Ω) as

P (Ω)dΩ =
1

4π
dΩ , (7.13)

where
dΩ = sin θdθdφ . (7.14)
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Figure 7.13 – Filamentary density integrated over all lines of sight in the
entire box, without splitting for each separate filament.

An isotropic distribution equals a uniform distribution in φ–cos θ space, as seen
from:

P (Ω)dΩ =
1

4π
sin θdθdφ =

1

4π
d(cos θ)dφ = P (φ, cos θ)d(cos θ)dφ . (7.15)

The marginal distribution over the three direction axes can be found by inte-
grating over φ, which gives us the marginal distribution over θ:

P (θ)dθ =

∫ 2π

0
P (Ω) sin θdθdφ =

1

2
sin θdθ . (7.16)

For convenience, we temporarily switch the x and z-axes in the system of
figure 7.6, making θ the angle from the x axis. A coordinate transformation
combined with conservation of probability mass in any interval [a, b] with a, b ∈
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Figure 7.14 – Comparison of three different surface density method his-
tograms. Blue (“los”): summing over all lines of sight defined by the grid
(yields exactly N2

x values). Green (“is_fil”): summing over line of sight per
sequence of adjacent (in the line of sight) filament cells. Red (“fil_id”): sum-
ming over line of sight per sequence of adjacent (in the line of sight) filament
cells of the same individual filament. In the results of this section, we use only
the “fil_id” method.

[0, π] and a < b (so that cos b < cos a) gives us the marginal distribution P (x):∫ b

a
P (θ)dθ =

∫ cos b

cos a

1

2
sin θ

dθ

dx
dx

=

∫ cos b

cos a

1

2
sin θ

(
− 1

sin θ

)
dx

=

∫ cos b

cos a
−1

2
dx

=

∫ cos a

cos b
P (x)dx .

(7.17)

An isotropic distribution corresponds to a uniform distribution in the x di-
rection component. For the y distribution, the result is the same. For z, we
multiply by two, since in our case we only have positive z components.
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Kosmologie: de wetenschap van het gehele heelal

Het heelal is gevuld met een zeepsop-achtige structuur die we het kosmische
web noemen. Dat ziet er ongeveer uit zoals in figuur 1. Dit kosmische sopje
van verschillende soorten materie bevat de volgende ingrediënten: donkere ma-
terie (85%), gas en stof (vooral bestaande uit 70% waterstof en 28% helium)
en een paar sterren hier en daar. De witte knooppunten bevatten de meest
opeengehoopte materie. Daartussen lopen de blauwe filamenten, die op hun
beurt in wanden liggen, die tenslotte de gigantische, zo goed als lege kosmi-
sche holtes of bellen omhullen (of voids, zoals ze vaak in het Engels genoemd
worden). Maar het heelal bevat nog meer. Er zijn sterke aanwijzingen dat dit
schuim van materie eigenlijk maar 30% van de inhoud van het universum is.
De rest, een overweldigende 70%, bestaat uit donkere energie. En dat is kort
samengevat wat we weten over het heelal.

Er zitten wel twee flinke addertjes onder het gras, twee van de belangrijkste
onverklaarde fenomenen in de natuur. Ten eerste weten we nog erg weinig over
donkere materie. We weten dat het bestaat en ook grofweg waar het zich moet
bevinden. We zien namelijk sterren en zelfs hele sterrenstelsels (groepen van
sterren) bewegen op een manier die we bijna niet anders kunnen verklaren dan
met verborgen materie. Deze materie oefent via de zwaartekracht invloed uit
op bewegende objecten en trekt ze in een andere richting dan je zou verwachten
op basis van de materie die we wel zien (gas en sterren). We kunnen de donkere
materie zelf echter niet zien. Vandaar de naam; er zit wel iets, maar licht heeft
er kennelijk geen vat op heeft (onzichtbare materie zou misschien een betere
naam zijn).
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Figuur 1 – Een driedimensionale simulatie van het kosmische web. De ribben
van deze kubus zijn 3,3 miljard lichtjaar lang, maar in het echt vult deze
schuimachtige structuur het heelal volledig op. Figuur uit Norman et al. (2007).

Het tweede addertje is de donkere energie. De naam zegt het al: ook hier
zien we niets van. Dit geval is echter nog schrijnender: we hebben feitelijk
geen flauw benul van wat het is en hebben slechts vage ideeën over waar we
moeten beginnen te zoeken. Dat er iets moet zijn is echter duidelijk. Men
heeft namelijk in de jaren 90 ontdekt dat het heelal versneld uitdijt. De tot
dusver meest succesvolle theorieën om dit fenomeen te verklaren stellen dat er
een exotische vorm van energie bestaat die we dus donkere energie noemen.
De algemene relativiteitstheorie van Einstein beschrijft hoe deze ongrijpbare
vorm van energie invloed heeft op de kromming van de ruimte-tijd en zo de
versnelde uitdijing voortdrijft. Wat echter precies de aard van deze vorm van
energie is blijft gissen. Uitermate onbevredigend.
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Sterrenkunde en het kosmische web

Mocht u aan dit boekje begonnen zijn in de veronderstelling over sterren te
gaan lezen (dit is toch sterrenkunde?) dan moet ik u teleurstellen. Dit proef-
schrift gaat over de allergrootste structuren in het heelal. Sterrenstelsels van
honderden miljarden sterren zijn in dit verhaal niet meer dan kleine lichtge-
vende puntjes. Sterren, planeten en kleiner gruis spelen in dit boek geen rol.

Figuur 2 – Een doorsnede van de hemelkaart van het Sloan Digital Sky Survey-
project waarop de afstand tot sterrenstelsels wordt weergegeven. De afstand
wordt gemeten in roodverschuiving (redshift); een roodverschuiving van 0.15
staat ongeveer gelijk aan 2 miljard lichtjaar. De aarde staat onderaan de
pizzapunt. Elk punt stelt een sterrenstelsel voor. De kleur van een punt
geeft aan hoe oud de sterren in dat stelsel zijn; rood is oud, blauw is jong.
De stelsels vormen een web-achtig patroon van knooppunten verbonden door
dikke filamenten die grote, lege gebieden omsluiten. Figuur van M. Blanton.

Sterren zijn dan ook maar een klein onderdeel van alles wat zich in het univer-
sum bevindt. Deze brandende bollen (waterstof)gas kunnen ons wel veel over
die grotere structuren vertellen. Door te kijken naar hoe sterrenstelsels door
het heelal verspreid zijn is de schuimachtige verdeling ontdekt. In figuur 2 ziet
u de verdeling van sterrenstelsels in het heelal om ons heen. De sterrenstel-
sels staan niet willekeurig verdeeld. Ze klonteren samen tot grote hopen die we
clusters van sterrenstelsels noemen. Deze clusters vallen samen met de knopen
van heet gas en donkere materie, zoals in de simulatie van figuur 3 te zien is.
Vanuit de clusters kronkelen de stelsels langs de filamenten steeds verder de
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leegte in, tot in de kosmische bellen of voids waar we nog slechts enkele stelsels
vinden.

Figuur 3 – Cluster van sterrenstelsels (midden) uit de Illustris simulatie. Links
de omringende donkere materie, rechts de verdeling van gas. Beide vertonen
de schuimachtige structuur van het kosmische web.

Waarnemingen

Het zal u wel zijn opgevallen dat het gesimuleerde web in figuur 1 en figuur 3
veel meer detail bevat dan de daadwerkelijke waarnemingen uit figuur 2. Dit
komt weer doordat sterrenstelsels maar een klein deel uitmaken van alle ma-
terie die zich in het heelal bevindt en we de meeste andere materie niet zien.
Wat we wel goed zien zijn de clusters van sterrenstelsels, die naast een hoop
sterrenstelsels vooral een grote hoeveelheid heet gas bevatten. Dat hete gas
geeft röntgenstraling af en dat kunnen we waarnemen met speciaal daarvoor ge-
bouwde telescopen. De filamenten, wanden en zeker de holtes bevatten echter
veel kouder gas, wat amper zichtbaar is voor onze huidige telescopen. Bo-
vendien bevatten ze veel minder sterrenstelsels (per volume-eenheid) dan de
drukke clusters. Het is met enige moeite en veel geluk in een klein aantal ge-
vallen toch gelukt om de materie in filamenten in kaart te brengen, zoals het
filament tussen twee clusters in figuur 4.

Afgezien van het feit dat we het grootste deel van het kosmische web nog
niet hebben kunnen waarnemen zijn de waarnemingen die we wel hebben ook
niet perfect. Dit komt voornamelijk doordat we geen directe meting van de
afstand kunnen maken. In plaats daarvan meten we de roodverschuiving van
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Figuur 4 – Een filament van donkere materie tussen de twee clusters van
sterrenstelsels die we Abell 222 en 223 noemen. Het linker plaatje geeft de
sterrenstelsels in de clusters weer zoals we die met normale, optische telescopen
kunnen waarnemen. Rechts zien we de gereconstrueerde verdeling van donkere
materie in blauw (in werkelijkheid onzichtbaar). Deze reconstructie is gemaakt
met zwaartekrachtslens-signalen. Figuren uit Dietrich et al. (2012).

het licht dat de sterren uitzenden. Met behulp van de wet van Hubble die
de uitdijing van het heelal beschrijft kunnen we dit omzetten in een schatting
voor de afstand. Echter, de snelheid van een sterrenstelsel ten opzichte van
het uitdijende heelal heeft ook invloed op de roodverschuiving, net zoals de
snelheid van een bewegende ambulance de toonhoogte van de sirene verandert
als hij langs je rijdt. Aangezien deze twee effecten op de roodverschuiving niet
van elkaar zijn te onderscheiden hebben we in onze catalogi altijd te maken
met een verstoorde meting van de afstand.

Oftewel: we kunnen bijna niets van het kosmische web zien en de stukjes
web die we wél kunnen zien geven een verstoord beeld door een gemankeerde
afstandsmeting. Dit zijn de problemen waar onderzoekers van de grote schaal
structuur van het heelal al jaren mee te maken hebben.

Het grootste deel van de aanwezigheid en aard van het kosmische web zullen
we dus op indirecte wijze moeten achterhalen. Gelukkig hebben we hiervoor
een aantal troeven achter de hand. Ten eerste hebben we goed ontwikkelde
natuurkundige beschrijvingen van de vorming en evolutie van de kosmische
structuren. Ten tweede kunnen we de roodverschuivingsvervormingen en an-
dere waarneemeffecten inventariseren en in een kansmodel ondervangen om
onze metingen te corrigeren. Door deze troeven tegelijk in te zetten kunnen
we een goed begrip vormen van wat we waarnemen en tegelijkertijd een beeld
krijgen van wat we niet direct kunnen zien. In dit proefschrift doen we dit op
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(a) Grote schaal-structuur in het nabije heelal: waarnemingen van sterrenstelsels uit
het 2MASS-project (Jarrett 2004). Kleur geeft roodverschuiving aan. Om het figuur
staan de namen en tussen haakjes de afstanden of roodverschuivingen van bekende
clusters en superclusters.

(b) Reconstructie van de onderliggende materieverdeling (Kitaura et al. 2012)

Figuur 5 – Reconstructie van de materieverdeling van het nabije heelal op
basis van de hemelkaart van sterrenstelsels uit het 2MASS-project.
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twee manieren:

• Door gebruik te maken van de relatief eenvoudige structuur van kosmi-
sche bellen kunnen we conclusies trekken over de kosmologische aard van
het universum waarin ze gevormd zijn. In het bijzonder bekijken we in
hoofdstuk 2 welk licht dit kan werpen op de aard van donkere energie.

• Uit incomplete en vervormde waarnemingen willen we het complete kos-
mische web reconstrueren. We bouwen hiervoor een kansmodel dat de
waarnemingen, inclusief waarneemeffecten, koppelt aan de volledige ma-
terieverdeling via de natuurkundige beschrijving van de vorming van
structuur. De uitkomst van dit model is een reconstructie van de volle-
dige verdeling van materie, niet alleen door de ruimte, maar ook door de
tijd, zodat we het kosmische web in al zijn dynamische rijkdom kunnen
bestuderen. Figuur 5 illustreert dit idee.

Dit proefschrift

Kosmische bellen en donkere energie

Voor hoofdstuk 2 hebben we onderzoek gedaan naar het verband tussen kosmi-
sche bellen en de aard van donkere energie. Het bestaan van dit verband kwam
in het theoretische werk van Park & Lee (2007) voor het eerst aan het licht en
werd later in simulaties aangetoond door Lavaux & Wandelt (2010). In ons
onderzoek hebben we allereerst deze eerdere resultaten getoetst met een an-
dere methode voor het identificeren van kosmische bellen, de Watershed Void
Finder-methode (Platen, van de Weygaert & Jones 2007). Door de grootte en
de vorm van de bellen te bepalen in de volledige, onverstoorde verdeling van
materie (zie figuur 6) hebben we bevestigd dat de verdeling van vormen van
bellen gevoelig is voor veranderingen in de aard van de donkere energie.

Vervolgens hebben we gekeken hoe deze gevoeligheid stand houdt zodra waar-
neemeffecten een rol gaan spelen. Hiervoor hebben we in onze simulaties alle
niet-zichtbare materie weggelaten en enkel de sterrenstelsels overgelaten. Ver-
volgens hebben we roodverschuivingsverstoringen toegepast om waarnemingen
na te bootsen. Toen we hier onze bellen-detectie methode op toepasten bleek
dat de waarneemeffecten een te sterke invloed hadden om een meting van don-
kere energie nog mogelijk te maken (Bos et al. 2012). Door de bellen-populatie
te filteren (Lavaux & Wandelt 2010; Ruwen 2011; Bos et al. 2015) of door de
Alcock-Paczynski test toe te passen op opeengestapelde profielen van bellen
(Lavaux & Wandelt 2012) kan de meting wel worden gedaan.
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Figuur 6 – Boven: een uitsnede van de materieverdeling in een van onze
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bijbehorende verdeling van kosmische bellen op twee verschillende schalen. De
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enkel om de bellen te onderscheiden. Rechts: de best passende ellipsen van
een aantal bellen (geel). Daaronder in grijstinten de materieverdeling en de
randen van de bellen in het zwart.



Nederlandse samenvatting 375

50

100

150

200

x
y

(M
pc

/h
)

0

50

100

150

200

x
y

(M
pc

/h
)

-1.0 -0.8 -0.6 -0.3 0.0 1.1 2.9 5.7 10.0

0.0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 -1.4 -0.8 -0.2 0.4 0.8 1.2 1.6 2.0

Figuur 7 – Vergelijking van de ware met de gereconstrueerde materieverde-
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Rechtsonder: het verschil van de ware en gemiddelde velden. Het ware veld is
zeer nauwkeurigheid gereconstrueerd.
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Reconstructie van het kosmische web

Vervolgens richten we ons vanaf hoofdstuk 3 op de reconstructie van het volle-
dige kosmische web met behulp van ons computerprogramma barcode. Hier-
bij maken we gebruik van Bayesiaanse kansrekening. Dit stelt ons in staat
om op heldere en systematische wijze de verschillende elementen van onze me-
thode te koppelen. De invoer van ons programma is een waargenomen mate-
rieverdeling. Het kansmodel koppelt deze waarnemingen aan de onderliggende
materieverdeling door waarneemeffecten te verdisconteren en de evolutie van
structuur in het heelal in rekening te nemen. De uitkomst van de bereke-
ning van ons programma is een set van materieverdelingsvelden die met hoge
waarschijnlijkheid op de ware materieverdeling lijken. We tonen aan dat deze
methode inderdaad de complete materieverdeling reconstrueert, inclusief de
toevalsvariatie die inherent is aan de niet-lineaire vorming van structuur en
die verder versterkt wordt door de waarneemeffecten (zie figuur 7).

In hoofdstuk 4 leiden we de formules af die nodig zijn om barcode uit te brei-
den met hogere orde modellen van structuurvorming. Met name de toevoeging
van het model voor sferische ineenstorting op kleine schalen (Kitaura & Heß
2013) belooft de reconstructies nog accurater te maken.

Door de verschillende velden die barcode genereert te bestuderen kunnen
we op indirecte wijze meer over de werkelijke verdeling van materie te weten
komen. Door te zoeken naar overeenkomsten, bijvoorbeeld filamenten die in
elke reconstructie voorkomen, kunnen we zo bepalen waar we het beste onze
telescopen zouden kunnen richten om gas in filamenten waar te nemen. Met
deze toepassing in het achterhoofd hebben we in hoofdstuk 5 gekeken naar de
reconstructie van filamenten in de velden die onze Bayesiaanse methode produ-
ceert. Hiervoor gebruiken we de morfologische filtermethode MMF/NEXUS+
(Aragón-Calvo et al. 2007a; Cautun, van de Weygaert & Jones 2013) om in
de materieverdeling de verschillende componenten van het kosmische web te
onderscheiden: de clusters, filamenten en wanden. Het hoofdstuk geeft een
systematisch overzicht van de globale en individuele eigenschappen van de ge-
vonden filamenten in de verschillende realisaties. Dit geeft een beeld van de
variatie van zulke eigenschappen die kan ontstaan als gevolg van de toevallig-
heidsprocessen die in (waarneming van) de kosmische structuurvorming een rol
spelen. In figuur 8 zien we de verdeling van individuele filamenten behorende
bij de materieverdeling van figuur 7.

In het derde deel van dit proefschrift breiden we barcode uit met een roodver-
schuivingsmodel. Hierdoor kunnen we onze waarnemingen direct invoeren zoals
ze zijn waargenomen, zonder vooraf de roodverschuivingsverstoringen te hoe-
ven corrigeren. In hoofdstuk 6 laten we zien dat deze methode op natuurlijke
wijze isotrope reconstructies van de materieverdeling oplevert (zie figuur 9).
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Figuur 8 – Individuele filamenten (gekleurde vormen), de clusters die met
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Een belangrijke soort roodverschuivingsvervorming is het Kaiser-effect dat er-
voor zorgt dat clusters en filamenten in de kijkrichting platter lijken dan ze in
werkelijkheid zijn en bellen juist uitgerekter lijken. Zonder roodverschuivings-
model zorgt het Kaiser-effect voor een sterk anisotrope reconstructie van de
in werkelijkheid (zo goed als) isotrope materieverdeling. Dit probleem is door
onze aanpak opgelost.

Tenslotte passen we de reconstructiemethode met roodverschuivingsmodel toe
op de reconstructie van filamenten in hoofdstuk 7. In het bijzonder bestude-
ren we hoe waarneembare aspecten van filamenten gecorrigeerd worden. Ei-
genschappen als oppervlaktedichtheid en oriëntatie worden in waarnemingen
sterk beïnvloed door het Kaiser-effect. We tonen aan dat ons algoritme deze
verstoringen in hoge mate corrigeert.
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