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Chapter 4

A simultaneous facility location

and vehicle routing problem

arising in health care logistics in

the Netherlands

4.1 Introduction

Health care insurance companies in the Netherlands, induced by government re-

quirements, aim to contain costs by contracting hospitals for complete treatment

plans rather than for individual activities. Currently, this type of contracting is only

used for a limited number of diseases, but the system is expected to be significantly

expanded in the near future. A treatment plan encompasses all activities inside the

hospital, but also the medication after the patient has returned home. The hospital is

paid a fixed amount for an entire treatment plan by the insurance company, and the

hospital will have to purchase and distribute the medicines to the patients. There-

fore it is in the interest of the hospitals to control medication costs, which causes

them to prescribe medicines in a cost-effective manner and to engage in negotiations

on purchase and distribution prices.

It is, however, difficult for hospitals to distribute and hand over medication to
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all patients in a cost-efficient way. For this reason, hospitals tend to contract a single

company to supply the medicines and to arrange for the medicines to be handed

to all involved patients. Alliance Healthcare Netherlands (AHN) is a company that

offers such services to hospitals. AHN runs various activities, including a wholesale

operation for medicines and 60 pharmacies (under the consumer brand name Boots).

AHN is interested in the possibility to investigate the delivery of medication via the

local pharmacies to increase service offerings and to reduce the distribution costs.

As AHN only has a limited number of pharmacies, many patients live too far from

the nearest pharmacy and therefore cannot be expected to pick up their medicines

themselves. In order to address this issue, AHN would like to consider the option to

install pick-up lockers from which patients can retrieve their medicines. Of course,

lockers will only be cost-effective if sufficient patients live nearby, as otherwise home

delivery would be preferable. AHN came to us for support in designing this optional

network, such that an effective trade-off can be made between home delivery of

medicines and installing lockers.

Within this context, a local pharmacy acts as a depot from where the medications

are distributed to patients, and where a fleet of vehicles is available. Lockers can

be opened at a set of potential locations. We consider a set of patients that need

repeated medication. When a locker is opened within a prespecified distance to a

patient, their medication will be distributed via the locker. All other patients will be

visited by a vehicle and receive their medications at home. Routes for replenishing

lockers and routes for delivering medication to patients are separated. This separa-

tion of routes is due to several practical considerations. First, it must be guaranteed

that lockers are replenished before a given time of the day. This is more difficult to

achieve when combining patients in the same route, since the interaction time with

the patients upon delivery is difficult to predict. Second, the ideal delivery period

differs between lockers (before people return home from work) and home delivery

(after people return home from work). Third, drivers that perform home delivery

must have better interpersonal skills. Generally, the same reasons also cause a sig-

nificant preference of the logistics company for delivering to lockers rather than to

patients. The goal of the problem is to determine which lockers to open, and to

generate the vehicle routes that visit the lockers and the vehicle routes that visit the

patients. The objective is to minimize total costs, consisting of routing costs and

opening costs of the lockers.
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Figure 4.1 shows an example derived from data of AHN, our industrial partner

(for details we refer to Section 4.4.2). The figure depicts a depot (marked by a square),

a set of patients (marked with crosses), and a set of potential locker locations (marked

by gray circles) with the area they cover (marked by the larger circles around them).

 

 

depot / pharmacy

customer

potential locker

covering area

Figure 4.1: Example of an instance based on data from AHN.

The problem setting as described before also arises in the location of pick-up lock-

ers for e-commerce operations. However, to the best of our knowledge, this config-

uration has not been studied before. Nevertheless, related literature exists, namely

the location-routing problem (LRP), the two-echelon location-routing problem (2E-

LRP), and a number of covering problems.

In the classical LRP (see Nagy and Salhi (2007) and Prodhon and Prins (2014) for

surveys), the objective is to open some depots, assign customers to the opened de-

pots, and design vehicle routes from the opened depots to the customers such that

the total costs consisting of the depot costs, the fixed costs per vehicle used and the

routing costs are minimized. A special case of the LRP that incorporates subcontract-

ing options is introduced by Stenger et al. (2012). In this problem, self-operated and

subcontracted depots can be opened. The customers that are assigned to the sub-
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contracted depots are served by an external carrier and therefore are not explicitly

routed. The subcontracted depots show a similarity to the opened lockers in our

problem, namely, patients assigned to them are excluded from the routing decisions.

However, two main features differentiate our problem from that of Stenger et al.

(2012). First, patients can only be assigned to an opened locker within the coverage

distance. Second, we have to create routes visiting all opened lockers for replenish-

ments, whereas the subcontracted depots of Stenger et al. (2012) are not routed at all.

The authors propose a hybrid heuristic for their problem, which is based on simu-

lated annealing for the location decisions and variable neighborhood search for the

routing decisions. The 2E-LRP (see Cuda et al. (2015) for a survey), integrates the

location of depots and satellites (intermediate facilities), the construction of vehicle

routes from depots to satellites, and the construction of vehicle routes from the satel-

lites to the customers.

The property of covering imposes that certain locations do not have to be vis-

ited as long as they are within a prespecified distance from another location that is

visited. Covering exists in several routing problems, among these are the covering

salesman problem (see Golden et al. (2012) and Salari and Naji-Azimi (2012) for heur-

istics), and the covering tour problem (see Hachicha et al. (2000) and Allahyari et al.

(2015) for heuristics, Tricoire et al. (2012) for a branch-and-cut algorithm, and Gendr-

eau et al. (1997) and Hà et al. (2013) for both a heuristic and an exact algorithm).

Another research on covering is that of Naji-Azimi et al. (2012) in which satellite

distribution centers are located using a covering tour approach. In this problem,

satellite distribution centers must be located such that they cover all customers. The

satellite distribution centers can be compared to the lockers in our problem. Different

from our problem, all customers need to be covered in Naji-Azimi et al. (2012) and

consequently no routes visiting the remaining customers need to be generated. The

authors provide a mathematical formulation for the problem and develop a multi-

start heuristic.

Other problems combining routing and covering are the close-enough traveling

salesman problem (CETSP) and the close-enough vehicle routing problem (CEVRP).

In the CETSP a route needs to be designed to minimize the travel distance under the

restriction that each customer is within a certain radius of the route (see Gulczynski

et al. (2006), Dong et al. (2007), and Mennell (2009) for heuristics, and Yuan et al.

(2007) for an exact method). The CEVRP is an extension of the CETSP that considers
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multiple routes (see Mennell (2009) for a mathematical formulation and a heuristic).

Close-enough problems also exist in the arc routing version of the problem (see Hà

et al. (2014), Ávila et al. (2016), and Drexl (2014)).

The goal of this chapter is to introduce, model, and solve the simultaneous facility

location and vehicle routing problem as previously described using an exact method

and a heuristic approach. We mathematically model and solve this new problem

arising in the health care sector in the Netherlands exactly and by means of a fast and

efficient heuristic. We run several computational experiments on random instances

and on instances created from data of AHN. Moreover, we also adapt instances from

the classical LRP to assess the performance of our methods. We show that our hybrid

heuristic is fast and finds (near-)optimal solutions.

The remainder of this chapter is organized as follows. In Section 4.2, we formally

define and formulate the problem. A hybrid heuristic is proposed in Section 4.3. In

Section 4.4, extensive computational experiments are reported on several instances,

and managerial insights are given. Conclusions are given in Section 4.5.

4.2 Problem statement and mathematical formulation

The problem studied in this chapter can be defined on a directed graph G = (V,A),

where V is the set of nodes andA is the set of arcs. Let V = {0}∪P ∪L, where {0} is

the depot, P denotes the set of patients, and L is the set of potential locker locations.

Two sets of vehicles K and M are based at the depot. The coverage distance of a

locker j ∈ L is given by rj and a fixed opening cost Fj is associated with it. The

cost, length and travel time of arc (i, j) ∈ A are denoted by cij , dij and tij . The cost

for the vehicles to the patients are penalized by a factor φ for the reasons noted in

Section 4.1. Each patient that is within the coverage distance of an opened locker

is deemed served. The remaining patients need to be visited by the vehicles from

the set K. The opened lockers need to be visited by the vehicles from the setM. A

maximum route duration T1 (T2) is given for the vehicles of the setK (M). The route

duration of a vehicle consists of the total of travel time and service time. The service

time associated with node i ∈ V is given by si, where si > 0 for i ∈ P ∪L and s0 = 0.

A vehicle route is feasible if it starts and ends at the depot and does not exceed the

maximum route duration constraint.

Three types of decisions must be made, namely, (1) whether locker j ∈ L will
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be opened, (2) the construction of the patient routes, i.e., the vehicle routes that visit

the patient nodes that are not assigned to a locker, and (3) the construction of the

locker routes, i.e., the vehicle routes that visit the opened lockers. The objective of

the problem is to minimize the opening costs of the lockers and routing costs.

The problem can be modeled as follows. Let binary variables wi be equal to one

if and only if node i ∈ P is assigned to the depot, i.e., the patient needs to be visited

by a vehicle, zi equal to one if and only if node i ∈ P is assigned to a locker, uij equal

to one if and only if patient i ∈ P is assigned to locker j ∈ L, and vi equal to one if

and only if locker i ∈ L is opened. For the patient routes, we use binary variables xkij
equal to one if and only if vehicle k ∈ K travels from node i to j, i, j ∈ P ∪ {0}, yki
equal to one if and only if vehicle k ∈ K visits node i ∈ P ∪{0}, and integer variables

hkij reflecting the load on vehicle k ∈ K while traversing arc (i, j), i, j ∈ P ∪ {0}.
Similar variables are used for the locker routes, namely binary variables pkij equal to

one if and only if vehicle k ∈ M travels from node i to j, i, j ∈ L ∪ {0}, qki equal to

one if and only if vehicle k ∈ M visits node i ∈ L ∪ {0}, and integer variables gkij
which reflect the load on vehicle k ∈Mwhile traversing arc (i, j), i, j ∈ L∪{0}. The

problem can be formulated as follows:

min
∑

i∈P∪{0}

∑
j∈P∪{0}

∑
k∈K

φcijx
k
ij +

∑
i∈L∪{0}

∑
j∈L∪{0}

∑
k∈M

cijp
k
ij +

∑
i∈L

Fivi (4.1)

s.t.
∑
j∈L

uij = zi ∀i ∈ P (4.2)

wi + zi = 1 ∀i ∈ P (4.3)

uij ≤ vj ∀i ∈ P, j ∈ L (4.4)

uijdij ≤ rjvj ∀i ∈ P, j ∈ L (4.5)

rjvj ≤ dij + ziM ∀i ∈ P, j ∈ L (4.6)∑
j∈P∪{0}

xkij +
∑

j∈P∪{0}

xkji = 2yki ∀i ∈ P, k ∈ K (4.7)

∑
j∈P

xk0j +
∑
j∈P

xkj0 = 2yk0 ∀k ∈ K (4.8)

∑
k∈K

yki = wi ∀i ∈ P (4.9)

∑
j∈P∪{0}

xkij =
∑

j∈P∪{0}

xkji ∀i ∈ P, k ∈ K (4.10)
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∑
j∈P

∑
k∈K

hk0j =
∑
i∈P

wi (4.11)

∑
i∈P∪{0}

hkij −
∑

i∈P∪{0}

hkji = ykj ∀j ∈ P, k ∈ K (4.12)

hkij ≤ (|P | − 1)xkij ∀i ∈ P, j ∈ P ∪ {0}, k ∈ K (4.13)

hk0j ≤ |P |xk0j ∀j ∈ P ∪ {0}, k ∈ K (4.14)∑
i∈P∪{0}

∑
j∈P∪{0}

tijx
k
ij +

∑
i∈P∪{0}

∑
j∈P∪{0}

sjx
k
ij ≤ T1 ∀k ∈ K (4.15)

∑
j∈L∪{0}

pkij +
∑

j∈L∪{0}

pkji = 2qki ∀i ∈ L, k ∈M (4.16)

∑
j∈L

pk0j +
∑
j∈L

pkj0 = 2qk0 ∀k ∈M (4.17)

∑
k∈M

qki = vi ∀i ∈ L (4.18)

∑
j∈L∪{0}

pkij =
∑

j∈L∪{0}

pkji ∀i ∈ L, k ∈M (4.19)

∑
j∈L

∑
k∈M

gk0j =
∑
i∈L

vi (4.20)

∑
i∈L∪{0}

gkij −
∑

i∈L∪{0}

gkji = qkj ∀j ∈ L, k ∈M (4.21)

gkij ≤ (|L| − 1)pkij ∀i ∈ L, j ∈ L ∪ {0}, k ∈M (4.22)

gk0j ≤ |L|pk0j ∀j ∈ L ∪ {0}, k ∈M (4.23)∑
i∈L∪{0}

∑
j∈L∪{0}

tijp
k
ij +

∑
i∈L∪{0}

∑
j∈L∪{0}

sjp
k
ij ≤ T2 ∀k ∈M (4.24)

zi, wi ∈ {0, 1} ∀i ∈ P (4.25)

uij ∈ {0, 1} ∀i ∈ P, j ∈ L (4.26)

vi ∈ {0, 1} ∀i ∈ L (4.27)

xkij ∈ {0, 1} ∀i, j ∈ P ∪ {0}, k ∈ K (4.28)

yki ∈ {0, 1} ∀i ∈ P ∪ {0}, k ∈ K (4.29)

hkij ≥ 0 ∀i, j ∈ P ∪ {0}, k ∈ K (4.30)

pkij ∈ {0, 1} ∀i, j ∈ L ∪ {0}, k ∈M (4.31)

qki ∈ {0, 1} ∀i ∈ L ∪ {0}, k ∈M (4.32)

gkij ≥ 0 ∀i, j ∈ L ∪ {0}, k ∈M. (4.33)
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The objective function (4.1) minimizes the total of the travel costs for the patient

and the locker routes, and the costs for the opened lockers. Constraints (4.2)–(4.6)

correspond to the opening of the lockers and the assignment of patients to the lockers

or the depot. Constraints (4.2) ensure that if a patient is assigned to a locker, it is

assigned to only one locker. Constraints (4.3) ensure that a patient is either assigned

to the depot or to one of the lockers. Due to constraints (4.4) a patient can only

be assigned to a locker if it is opened. Constraints (4.5) ensure that a patient can

only be assigned to a locker within its coverage distance. Due to constraints (4.6),

a patient is forced to be assigned to a locker if it is within the coverage distance of

at least one opened locker. Constraints (4.7)–(4.15) correspond to the patient routes.

Constraints (4.7) ensure that if a vehicle visits a patient, it enters and leaves its node

exactly once, whereas, if the vehicle does not visit a patient, its node is not visited.

Constraints (4.8) ensure that only vehicles that are used can visit patients. Due to

constraints (4.9), if a patient is assigned to the depot then exactly one vehicle visits

its node, otherwise no vehicle visits it. Constraints (4.10) are the flow conservation

constraints. Constraints (4.11)–(4.14) ensure that the solution is connected. More

specifically, constraint (4.11) ensures that the total load leaving the depot is equal to

the number of patients assigned to it. Constraints (4.12) ensure that if a patient is

assigned to a given vehicle, the difference between the load of the vehicle arriving

at and leaving from its node is exactly one. Constraints (4.15) ensure that the route

duration is respected. Constraints (4.16)–(4.24) are similar to (4.7)–(4.15) and apply

for the locker routes. Constraints (4.25)–(4.33) define the nature and the range of the

variables. Parameter M in constraints (4.6) can be set as small as possible as:

M =


max
j∈L

rj if ∃i ∈ P, j ∈ L s.t. dij < rj ,

max
j∈L

rj − min
i∈P,j∈L|dij<rj

dij otherwise.

The following valid inequalities can be imposed to strengthen the formulation:

hki0 = 0 ∀i ∈ P, k ∈ K (4.34)

hkii = 0 ∀i ∈ P ∪ {0}, k ∈ K (4.35)∑
k∈K

xki0 ≤
∑
k∈K

yki ∀i ∈ P (4.36)
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∑
k∈K

xk0i ≤
∑
k∈K

yki ∀i ∈ P (4.37)

xkij + xkji ≤ 1 ∀i, j ∈ P, k ∈ K (4.38)

gki0 = 0 ∀i ∈ L, k ∈M (4.39)

gkii = 0 ∀i ∈ L ∪ {0}, k ∈M (4.40)∑
k∈M

pki0 ≤
∑
k∈M

qki ∀i ∈ L (4.41)

∑
k∈M

pk0i ≤
∑
k∈M

qki ∀i ∈ L (4.42)

pkij + pkji ≤ 1 ∀i, j ∈ L, k ∈M. (4.43)

Constraints (4.34)–(4.38) apply for the patient routes. Constraints (4.34) enforce

the load on a vehicle to be zero if it enters the depot, while constraints (4.35) enforce

the load on a vehicle to equal zero for each arc (i, i), i ∈ P ∪ {0}. Constraints (4.36)

and (4.37) impose that if a patient is not visited by a vehicle, the arc from the patient

towards the depot and the arc from the depot towards the patient, respectively, are

not traversed by a vehicle. Constraints (4.38) exclude an arc between two patients to

be traversed by a vehicle if its opposite arc is traversed by that vehicle. Constraints

(4.39)–(4.43) are similar to (4.34)–(4.38) and apply for the locker routes.

4.3 Hybrid heuristic

In this section, we describe the hybrid heuristic we propose to simultaneously solve

the facility location and vehicle routing problem as formalized in Section 4.2. The

general idea behind this heuristic is that it iteratively modifies a solution by chan-

ging the set of opened lockers, updates the routes accordingly and applies a variable

neighborhood search (VNS) procedure to improve the routes. The structure of the

heuristic is given in Algorithm 2. The heuristic starts with an initial solution (line

1). While the stopping criterion is not met, the following steps are executed in each

iteration. The set of opened lockers is changed (line 4). Then, the patient and locker

routes are updated accordingly (line 5). A VNS procedure is applied to the patient

and locker routes (line 6). The acceptance of the solution is based on simulated an-

nealing (line 7). When the stopping criterion is met, the heuristic outputs the best

found solution.
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Algorithm 2: Structure of the hybrid heuristic.

1 Construct initial solution s;
2 while stopping criterion is not met do
3 s′ ← s;
4 Change the set of opened lockers in s′;
5 Update the routes in s′;
6 Apply the VNS Procedure to the routes in s′;
7 if Accept(s′, s) then
8 s← s′;
9 end

10 end
Result: sBEST ;

In Section 4.3.1 we describe the construction of the initial solution. Section 4.3.2

details the step in which the set of opened lockers is changed. The phase in which the

routes are updated is described in Section 4.3.3. The VNS procedure is presented in

Section 4.3.4. The acceptance and stopping criteria are given in Section 4.3.5. Section

4.3.6 discusses feasibility issues.

4.3.1 Initial solution

The initial solution is constructed as follows. It starts withM empty locker routes

and K empty patient routes. Each locker i ∈ L is opened with probability ρ, 0 <

ρ < 1. The opened lockers are inserted using a simple construction heuristic, namely

the greedy insertion operator described in Chapter 2. In this context the operator first

randomly determines the sequence in which the lockers are inserted and then based

on this sequence it inserts each locker at its best position in one of the locker routes,

i.e., in the position that yields the smallest increase in objective value. Let P be the

set of patients that are not within the covering range of any of the opened lockers.

Each patient p ∈ P is inserted in one of the patient routes using the greedy insertion

operator. The VNS procedure (described in Section 4.3.4) is applied to the locker and

patient routes.

4.3.2 Changing the set of opened lockers

In this step the set of opened lockers is changed based on one of the following three

procedures: (1) opening a locker, (2) closing a locker, or (3) opening and closing a
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locker. The three different procedures will be explained in detail in the next para-

graphs. The idea of opening, closing, and opening and closing a locker is derived

from Nagy and Salhi (1996). The first procedure is applied if all lockers in the current

solution are closed, whereas the second procedure is applied if all lockers in the cur-

rent solution are opened. If the former two situations do not apply, either procedure

1, 2, or 3 is invoked with a probability equal to δ1, δ2, and δ3, respectively, where

0 < δ1, δ2, δ3 < 1 and δ1 + δ2 + δ3 = 1.

Opening a locker

In this procedure one locker in the set C of closed lockers is opened. Opening a

locker is based on one of the following three methods: (1) random, (2) based on cost

reduction, or (3) based on the number of covered patients. The probability of using

methods 1, 2, and 3 is η1, η2, and η3, respectively, where 0 < η1, η2, η3 < 1 and η1 +

η2 + η3 = 1. Method 1 randomly selects one locker from the set C. Method 2 selects

a locker with a bias towards lockers with high cost reductions as follows. The cost

reduction of opening currently closed locker c ∈ C is calculated as rc = Rs−Rc−Fc,
where Rc is the total routing costs with locker c inserted at its best position on a

locker route and removing from the patient routes those that are within its coverage

range; Rs is the routing costs of the current solution; and Fc is the opening cost of

locker c. Let L be the array of closed lockers sorted by non-increasing cost reduction.

Locker c = L[dyp1 |C|e] is selected to open, where p1 is a user-defined parameter and

y is randomly drawn from the interval [0,1). Method 3 computes, for each closed

locker, the number of patients it covers that are not covered by any of the remaining

opened lockers. Then, the locker is selected similarly to Method 2, where L is now

the array of closed lockers sorted by non-increasing number of affected patients. The

method uses parameter p2 instead of p1.

Closing a locker

In this procedure, one locker in the setO of opened lockers is closed. Closing a locker

is based on one of the following three methods: (1) random, (2) based on cost reduc-

tion, or (3) based on the number of covered patients. These methods are similar to

opening a locker, where in Method 2 the cost reduction of closing a currently opened

locker o ∈ O is calculated as ro = Rs − Ro + Fo, where Ro is the routing costs when
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removing locker o and inserting the patients that are within the coverage range of

locker o and not within the coverage range of any of the remaining opened lockers,

where the patients are iteratively inserted at their best position, based on a random

sequence. In Method 3 the array of closed lockers is sorted by non-decreasing num-

ber of patients only covered by the closed locker. The probability of using methods

1, 2, and 3 is γ1, γ2, and γ3, respectively, where 0 < γ1, γ2, γ3 < 1 and γ1 +γ2 +γ3 = 1.

Opening and closing a locker

Let O and C be the set of opened and closed lockers, respectively. With a probability

equal to θ, a locker o ∈ O to close is selected first, after which a locker c ∈ C to open

is randomly selected with equal probability such that locker o is within the coverage

radius of locker c. With probability 1− θ, the procedure first selects a locker to open

and then selects a locker to close.

4.3.3 Updating the routes

After the set of opened lockers is changed, the routes are updated accordingly. If a

locker is closed in the current iteration it is removed from its route and the patients

that are within its coverage radius and not within the coverage radius of any of the

remaining opened lockers are inserted in the patient routes at their best positions,

which is done iteratively in a random sequence. If a locker is opened in the current

iteration it is inserted at its best position in one of the locker routes, and the patients

within its coverage radius are removed from their routes. If a locker is opened and

another one is closed in the current iteration, all removal operations occur before the

insertion operations begin.

4.3.4 VNS procedure

The basic idea of VNS is proposed by Mladenović and Hansen (1997). In the VNS

procedure different local search operators are applied to the vehicle routes. The

structure of our VNS procedure is given in Algorithm 3. The procedure starts with a

set of routes, i.e., all locker routes or all patient routes. The VNS procedure applies

a local search operator until no improvement is found and then continues with the

next operator. If all operators are applied and an improvement is found the proced-

ure restarts, otherwise it is stopped. The six local search operators are used in the fol-
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lowing order: 1-0-Exchange, 1-1-Exchange, Intra-2-Opt, Inter-2-Opt, Intra-3-Opt, Inter-

3-Opt’. In Algorithm 3, these operators are referred to as Operatork, k ∈ {1, . . . , 6}.
The 1-0-Exchange, 1-1-Exchange and k-Opt operators are commonly applied in the

literature (see, e.g., Zachariadis and Kiranoudis (2010), and Kindervater and Savels-

bergh (1997)).

Algorithm 3: Structure of the VNS procedure.

1 R: Set of routes;
2 improveoverall← 1;
3 while improveoverall = 1 do
4 improveoverall← 0 ;
5 for k ∈ {1, . . . , 6} do
6 improve← 1;
7 while improve = 1 do
8 improve← 0; R′ ← R;
9 R′ ← Operatork(R′);

10 if cost(R) > cost(R′) then
11 improve← 1; improveoverall← 1; R← R′;
12 end
13 end
14 end
15 end

The 1-0-Exchange operator iteratively removes a location and reinserts it at its

best position, where the sequence of locations chosen at each iteration is randomly

determined.

For the 1-1-Exchange operator, the sequence in which the locations are examined

is random. The position of a current location i is interchanged with the position of

the location j that yields the largest decrease in objective value (if any).

The Intra-2-Opt operator is applied to each route separately. For each combina-

tion of two arcs in the same route, the operator computes the decrease in objective

value when removing the arcs and reconnecting the resulting paths. If there is at

least one combination of arcs that results in a decrease in objective value, the two

arcs that yield the largest decrease in objective value are removed and the resulting

paths are reconnected.

The Inter-2-Opt operator is similar to the Intra-2-Opt operator, but here the two

arcs come from different routes.

The Intra-3-Opt operator computes the decrease in objective value when remov-
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ing three arcs from the same route and reconnecting the resulting paths in a different

way such that the largest decrease in objective value is obtained. If there is at least

one combination of arcs that results in a decrease in objective value, the three arcs

that yield the largest decrease in objective value are removed and the resulting paths

are reconnected.

The Inter-3-Opt’ operator is derived from the Inter-3-Opt operator and computes

the decrease in objective value when removing a partial path and inserting it in the

best position of another route, where the size of the partial path is larger than one.

The partial path that leads to the largest decrease in objective value (if any) is inserted

at the best position of another route.

4.3.5 Acceptance and stopping criteria

In each iteration, a new solution s′ is accepted if its objective value f(s′) is smaller

than the objective value f(s) of the current solution s. If f(s′) ≥ f(s), the acceptance

of the new solution s′ is based on a simulated annealing acceptance criterion (Kirk-

patrick et al., 1983), where the probability of acceptance is equal to e−(f(s′)−f(s))/T ,

where T > 0 is the temperature at the given iteration. At the first iteration, the tem-

perature is set to T = Tstart. In the subsequent iterations, the temperature decreases

according to the formula T = κ·T , where 0 < κ < 1 is the cooling rate. The algorithm

stops when it has run for Niter iterations.

4.3.6 Feasibility

We allow infeasible solutions that violate the maximum route duration constraints

to be accepted during the search of our heuristic. In order to steer the solution to-

wards feasibility, a penalty is incurred and added to the objective value if one of the

maximum route duration constraints is violated. For each route R, the penalty p(R)

is computed as p(R) = ptime ·max{0, TR−TR}, where ptime is a constant penalty for

each time unit exceeding the maximum route duration, TR is the total time of route

R and TR is the maximum route duration of the vehicle corresponding to route R.

At the end of the heuristic, the solution is checked for feasibility.
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4.4 Computational experiments

The mathematical model in Section 4.2 was solved using CPLEX 12.6.1, and the

hybrid heuristic was coded in Java. All computations were executed on machines

equipped with two Intel Westmere EP X5650 six-core processors running at 2.667

GHz, and with up to 48 GB of RAM installed per node running the Scientific Linux

6.3. In Section 4.4.1 we describe the parameter setting of the hybrid heuristic. In

Section 4.4.2 we describe the two data sets used to test the solution methods. Com-

putational results of the branch-and-bound algorithm applied to the integer formu-

lation given in Section 4.2 and results of the hybrid heuristic are discussed in detail

in Section 4.4.3.

4.4.1 Parameter setting

We created a set of 240 random instances to tune the parameters of the hybrid heur-

istic. The instances in this set contain up to 100 patient nodes and 50 potential locker

locations. We started the parameter tuning by setting the parameters to values that

seemed reasonable based on our experience. We iteratively tested a range of values

for each parameter and updated the value of the parameter if it led to an improve-

ment. We continued until we could not find a significant improvement for any of

the parameters, evaluating the trade-off between solution quality and computational

time. The final values for the parameters in the heuristic are as follows. The number

of iterations Niter is equal to 50,000, the start temperature Tstart is such that a solu-

tion 5% worse than the initial solution is accepted in the first iteration with probab-

ility 0.2. The cooling rate κ is set to 0.999875716 which implies that the temperature

at the last iteration is equal to 0.002 · Tstart. The probability of opening a locker in

the initial solution is ρ = 0.1. The probability δ1 of opening a locker, δ2 of closing a

locker, and δ3 of opening and closing a locker are set to 0.45, 0.5 and 0.05, respect-

ively. The probabilities for the different methods for opening or closing a locker are

given by (η1, η2, η3, γ1, γ2, γ3) = (0.01, 0.94, 0.05, 0.01, 0.94, 0.05). The performance

of the heuristic strongly depends on the choice of the values for the parameters in

the set (δ2, δ2, δ3, η1, η2, η3, γ1, γ2, γ3). The parameters p1 and p2 within the methods

for opening or closing a locker are set to 10 and 3, respectively. The parameter θ in

the procedure of opening and closing a locker is set to 0.7. The parameter ptime is

instance-dependent and equal to 50 · (xmax − xmin + ymax − ymin), where xmax and
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xmin are the values of the largest and smallest x-coordinate, respectively, and ymax

and ymin are the values of the largest and smallest y-coordinate, respectively.

4.4.2 Description of the data sets

We created three sets of instances to test the branch-and-bound and hybrid heuristic

algorithms. The first set of instances is randomly generated, the second set of in-

stances is based on data from AHN, and the third set of instances are modified from

a set of benchmarks for the LRP (see Appendix C).

The first set of instances is randomly generated and consists of 117 instances.

The number of potential locker locations is up to 50 and the number of patients

is up to 150. For each instance the number of vehicles in the sets K and M are

equal to 3 and 2, respectively. The feasibility and difficulty heavily depends on the

choice of the parameters. We have chosen the parameters such that the instances are

feasible and that the instances rightly reflect the structure of the problem faced by our

industrial partner. The x-coordinates and y-coordinates of the patients and lockers

are randomly generated in the range [0, 100], whereas those of the depot are random

in the range [25, 75]. The distances are computed based on the Euclidean measure

and rounded to the nearest integer. We set the travel time and the travel cost equal

to the travel distance. The penalty factor φ is set to 10. The service time for the

patients is a random integer in the set {1, . . . , 5}, while the service time for a locker is

five times the service time for a patient. LetNp be the nearest-neighbor heuristic cost

for visiting all patients starting from and ending at the depot (without considering

the maximum route duration), and let Nl be the corresponding cost for visiting all

locker locations. Then, we set T1, the maximum route duration of the vehicles in the

set K, equal to the nearest integer of 2/3 ·Np + sp · |P|, where sp denotes the service

time for the patients, and similarly, we set T2, the maximum route duration of the

vehicles in the setM, equal to the nearest integer of 2/3·Nl+sl ·|L|, where sl denotes

the service time for the lockers. The opening cost of a locker Fi differs between the

lockers and is equal to the nearest integer of π ·Np/|L|, where π is a random value in

the range [1, 4]. The coverage distance rj is the same for all potential lockers and is a

random integer in the set {10, 11, . . . , 20}.
The second set of instances is derived from location data of AHN. The original

data set consists of one depot location (a pharmacy) and the locations of the patients

that this pharmacy has served over a period of time. We created a set of 117 instances,
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which we refer to as the AHN instances. For these instances, we focused on an area

of 20,000 × 20,000 meters, with the depot located in the center. Within this area, we

randomly selected a set of patients from the original data set, not selecting the ones

within the coverage distance of the depot since these patients are naturally served by

the pharmacy. We created instances with up to 150 patients and 50 potential locker

locations. The lockers are randomly located in the aforementioned area, where we

ensured that at least one patient is within the coverage distance of each potential

locker location. For each instance, the number of vehicles in the sets K andM are

equal to 3 and 2, respectively, and the maximum route duration for each vehicle is

equal to 4 hours. The service time of a patient equals 180 seconds and the service

time of a locker equals 360 seconds. The travel cost is equal to the travel distance

in meters and the travel time is computed based on an average speed of 50 km/h.

The penalty factor φ is set to 10. The opening cost of a locker is set to 20,000 and the

coverage distance of a locker is set to 1,000 meters.

4.4.3 Comparative results

The branch-and-bound algorithm applied to the integer program given in Section 4.2

was run with a time limit of 7,200 seconds. The hybrid heuristic was run ten times

for each instance. In Tables 4.1 and 4.2, the computational results are given for the

instances containing up to 100 patients in the set of random instances and the set of

AHN instances, respectively. The tables contain for each instance |P|, the number

of patients and |L|, the number of potential locker locations. For the branch-and-

bound algorithm we report for each instance z, the value of the best integer solution

found, z the best lower bound, and Gap (%), the percentage gap between z and z,

computed as (z − z)/z · 100, and Time (s), the total computation time in seconds. For

the hybrid heuristic, we report for each instance Minimum, the minimum objective

value over ten runs, Gap (%) the percentage gap between Minimum and z, computed

as (Minimum− z)/z · 100, Average, the average objective value over ten runs, Gap (%)

the percentage gap between Average and z, computed as (Average − z)/z · 100, and

Time (s), the average running time (in seconds) over the 10 runs.
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Table 4.1: Computational results for the random instances.

Branch-and-bound Hybrid heuristic

Instance |P| |L| z z
Gap
(%)

Time
(s)

Min-
imum

Gap
(%) Average Gap

(%)
Time

(s)
R1 30 10 3,884 3,884.0 0.00 44.5 3,884 0.00 3,884.0 0.00 10.4
R2 30 15 2,897 2,897.0 0.00 59.8 2,897 0.00 2,897.0 0.00 11.1
R3 30 20 2,050 2,050.0 0.00 12.6 2,050 0.00 2,050.0 0.00 11.3
R4 30 25 3,496 3,496.0 0.00 100.4 3,496 0.00 3,496.0 0.00 12.0
R5 30 30 3,841 3,841.0 0.00 189.8 3,841 0.00 3,841.0 0.00 15.0
R6 30 35 2,767 2,767.0 0.00 248.7 2,767 0.00 2,767.0 0.00 17.0
R7 30 40 2,129 2,129.0 0.00 471.3 2,129 0.00 2,129.0 0.00 15.9
R8 30 45 1,012 1,012.0 0.00 162.3 1,012 0.00 1,012.4 0.04 17.2
R9 30 50 455 455.0 0.00 251.1 455 0.00 455.0 0.00 18.2
R10 40 10 4,388 4,388.0 0.00 70.5 4,388 0.00 4,388.0 0.00 19.7
R11 40 15 3,874 3,874.0 0.00 206.7 3,874 0.00 3,874.0 0.00 19.4
R12 40 20 3,531 3,531.0 0.00 102.3 3,531 0.00 3,531.0 0.00 16.7
R13 40 25 4,495 4,495.0 0.00 117.8 4,495 0.00 4,495.0 0.00 21.5
R14 40 30 4,399 4,399.0 0.00 302.1 4,399 0.00 4,399.0 0.00 25.7
R15 40 35 3,964 3,964.0 0.00 337.4 3,964 0.00 3,964.0 0.00 27.0
R16 40 40 2,789 2,789.0 0.00 466.5 2,789 0.00 2,789.0 0.00 27.5
R17 40 45 2,641 2,641.0 0.00 498.9 2,641 0.00 2,641.0 0.00 24.9
R18 40 50 3,390 3,390.0 0.00 649.9 3,390 0.00 3,390.0 0.00 29.8
R19 50 10 5,259 5,259.0 0.00 386.9 5,259 0.00 5,259.0 0.00 31.2
R20 50 15 4,768 4,768.0 0.00 265.0 4,768 0.00 4,768.0 0.00 34.0
R21 50 20 5,058 5,058.0 0.00 549.3 5,058 0.00 5,058.0 0.00 32.3
R22 50 25 2,351 2,351.0 0.00 25.9 2,351 0.00 2,351.0 0.00 30.5
R23 50 30 4,040 4,040.0 0.00 582.7 4,040 0.00 4,040.0 0.00 38.2
R24 50 35 3,959 3,959.0 0.00 566.2 3,959 0.00 3,959.0 0.00 38.3
R25 50 40 3,697 3,697.0 0.00 1,045.5 3,697 0.00 3,697.0 0.00 35.7
R26 50 45 4,120 4,120.0 0.00 821.9 4,120 0.00 4,120.0 0.00 42.7
R27 50 50 2,715 2,715.0 0.00 4,286.4 2,715 0.00 2,715.2 0.01 38.1
R28 60 10 6,170 6,170.0 0.00 2,022.6 6,245 1.22 6,314.5 2.34 58.9
R29 60 15 4,289 4,289.0 0.00 891.9 4,289 0.00 4,289.0 0.00 42.9
R30 60 20 5,245 5,245.0 0.00 1,227.9 5,245 0.00 5,245.0 0.00 54.1
R31 60 25 2,540 2,540.0 0.00 653.2 2,540 0.00 2,540.0 0.00 41.0
R32 60 30 3,854 3,854.0 0.00 1,969.3 3,854 0.00 3,854.0 0.00 49.0
R33 60 35 2,960 2,960.0 0.00 1,226.3 2,960 0.00 2,960.0 0.00 45.4
R34 60 40 4,830 4,830.0 0.00 1,839.2 4,830 0.00 4,830.0 0.00 71.5
R35 60 45 3,580 3,290.3 8.80 7,200.0 3,562 –0.50 3,562.0 –0.50 55.4
R36 60 50 2,677 2,677.0 0.00 5,198.4 2,677 0.00 2,677.0 0.00 48.1
R37 70 10 5,605 5,605.0 0.00 3,144.9 5,605 0.00 5,605.0 0.00 81.8
R38 70 15 5,157 5,157.0 0.00 4,954.3 5,157 0.00 5,157.0 0.00 73.4
R39 70 20 5,447 5,447.0 0.00 2,466.0 5,447 0.00 5,447.0 0.00 74.9
R40 70 25 4,738 4,738.0 0.00 5,254.2 4,738 0.00 4,738.0 0.00 56.6
R41 70 30 5,083 5,083.0 0.00 2,159.2 5,083 0.00 5,083.0 0.00 73.6
R42 70 35 1,732 1,732.0 0.00 36.9 1,732 0.00 1,732.0 0.00 63.3
R43 70 40 5,250 3,170.0 65.61 7,200.0 4,053 –22.80 4,053.0 –22.80 74.6
R44 70 45 3,767 1,940.4 94.14 7,200.0 3,365 –10.67 3,365.0 –10.67 73.2
R45 70 50 2,298 2,264.9 1.46 7,200.0 2,286 –0.52 2,287.0 –0.48 76.1
R46 80 10 6,244 6,244.0 0.00 4,068.2 6,244 0.00 6,244.0 0.00 118.2
R47 80 15 5,472 4,846.1 12.92 7,200.0 5,162 –5.67 5,162.0 –5.67 92.6
R48 80 20 6,086 5,742.3 5.99 7,200.0 5,997 –1.46 5,997.0 –1.46 104.2
R49 80 25 4,323 4,250.5 1.70 7,200.0 4,323 0.00 4,323.0 0.00 96.8

Continued on next page
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Table 4.1 – Continued from previous page
Branch-and-bound Hybrid heuristic

Instance |P| |L| z z
Gap
(%)

Time
(s)

Min-
imum

Gap
(%) Average Gap

(%)
Time

(s)
R50 80 30 4,145 4,145.0 0.00 6,707.3 4,155 0.24 4,155.0 0.24 90.7
R51 80 35 6,226 6,042.1 3.04 7,200.0 6,181 –0.72 6,181.0 –0.72 123.3
R52 80 40 4,065 3,963.9 2.55 7,200.0 4,065 0.00 4,065.0 0.00 108.4
R53 80 45 2,424 2,424.0 0.00 2,794.1 2,424 0.00 2,424.0 0.00 99.3
R54 80 50 3,623 3,419.7 5.94 7,200.0 3,623 0.00 3,623.0 0.00 118.6
R55 90 10 8,550 7,253.3 17.88 7,200.0 7,453 –12.83 7,453.0 –12.83 172.5
R56 90 15 6,962 5,738.9 21.31 7,200.0 5,919 –14.98 5,919.0 –14.98 139.0
R57 90 20 5,075 4,347.7 16.73 7,200.0 4,668 –8.02 4,668.0 –8.02 111.2
R58 90 25 7,301 5,775.9 26.40 7,200.0 6,003 –17.78 6,003.0 –17.78 136.7
R59 90 30 5,260 3,922.9 34.08 7,200.0 4,638 –11.83 4,638.0 –11.83 130.5
R60 90 35 6,093 4,032.9 51.08 7,200.0 4,867 –20.12 4,867.0 –20.12 160.0
R61 90 40 6,153 2,239.9 174.70 7,200.0 3,681 –40.18 3,681.0 –40.18 110.2
R62 90 45 2,593 1,677.0 54.62 7,200.0 2,553 –1.54 2,553.0 –1.54 133.9
R63 90 50 1,586 1,586.0 0.00 3,387.5 1,586 0.00 1,586.0 0.00 124.8
R64 100 10 10,888 6,852.8 58.88 7,200.0 7,034 –35.40 7,034.0 –35.40 218.8
R65 100 15 17,775 6,712.0 164.83 7,200.0 7,389 –58.43 7,389.0 –58.43 216.9
R66 100 20 5,871 5,631.2 4.26 7,200.0 5,790 –1.38 5,790.0 –1.38 186.1
R67 100 25 7,510 5,097.0 47.34 7,200.0 5,720 –23.83 5,720.0 –23.83 178.3
R68 100 30 4,000 3,554.1 12.55 7,200.0 3,798 –5.05 3,798.0 –5.05 139.1
R69 100 35 3,477 3,371.3 3.14 7,200.0 3,477 0.00 3,481.6 0.13 163.6
R70 100 40 3,633 2,744.9 32.35 7,200.0 3,621 –0.33 3,621.0 –0.33 149.1
R71 100 45 5,031 3,847.7 30.75 7,200.0 4,621 –8.15 4,621.0 –8.15 211.4
R72 100 50 873 873.0 0.00 308.1 873 0.00 873.0 0.00 146.9

Average 13.24 3,476.8 –4.18 –4.16 77.2

Table 4.2: Computational results for the AHN Instances

Branch-and-bound Hybrid heuristic

Instance |P| |L| z z
Gap
(%)

Time
(s)

Min-
imum

Gap
(%) Average Gap

(%)
Time

(s)
AHN1 30 10 402,805 402,805.0 0.00 123.5 402,805 0.00 402,805.0 0.00 9.7
AHN2 30 15 320,809 320,809.0 0.00 43.0 320,809 0.00 320,809.0 0.00 10.4
AHN3 30 20 376,827 376,827.0 0.00 57.6 376,827 0.00 376,827.0 0.00 10.6
AHN4 30 25 263,178 263,178.0 0.00 10.6 263,178 0.00 263,178.0 0.00 13.6
AHN5 30 30 280,986 280,986.0 0.00 69.4 280,986 0.00 280,986.0 0.00 14.3
AHN6 30 35 217,404 217,404.0 0.00 7.9 217,404 0.00 217,404.0 0.00 14.5
AHN7 30 40 259,006 259,006.0 0.00 22.5 259,006 0.00 259,006.0 0.00 16.2
AHN8 30 45 289,541 289,541.0 0.00 192.2 289,541 0.00 289,541.0 0.00 18.9
AHN9 30 50 256,455 256,455.0 0.00 296.2 256,455 0.00 256,455.0 0.00 18.1
AHN10 40 10 443,380 443,380.0 0.00 265.7 443,380 0.00 443,380.0 0.00 16.4
AHN11 40 15 420,794 420,794.0 0.00 203.6 420,794 0.00 420,794.0 0.00 16.6
AHN12 40 20 398,636 398,636.0 0.00 147.0 398,636 0.00 398,636.0 0.00 13.8
AHN13 40 25 332,717 332,717.0 0.00 166.5 332,717 0.00 332,717.0 0.00 20.5
AHN14 40 30 295,215 295,215.0 0.00 141.4 295,215 0.00 295,215.0 0.00 20.8
AHN15 40 35 310,224 310,224.0 0.00 93.3 310,224 0.00 310,224.0 0.00 23.1
AHN16 40 40 258,299 258,299.0 0.00 124.3 258,299 0.00 258,299.0 0.00 20.3
AHN17 40 45 246,563 246,563.0 0.00 344.9 246,563 0.00 246,563.0 0.00 21.3

Continued on next page
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Table 4.2 – Continued from previous page
Branch-and-bound Hybrid heuristic

Instance |P| |L| z z
Gap
(%)

Time
(s)

Min-
imum

Gap
(%) Average Gap

(%)
Time

(s)
AHN18 40 50 255,968 255,968.0 0.00 594.7 255,968 0.00 255,968.0 0.00 26.4
AHN19 50 10 536,155 536,155.0 0.00 659.5 536,155 0.00 539,870.0 0.69 24.2
AHN20 50 15 483,182 483,182.0 0.00 343.6 483,182 0.00 483,182.0 0.00 18.4
AHN21 50 20 308,951 308,951.0 0.00 455.6 308,951 0.00 308,951.0 0.00 23.3
AHN22 50 25 427,465 427,465.0 0.00 192.5 427,465 0.00 427,465.0 0.00 26.5
AHN23 50 30 444,803 440,315.9 1.02 7,200.0 444,803 0.00 444,803.0 0.00 27.2
AHN24 50 35 338,337 338,337.0 0.00 3,451.6 338,337 0.00 338,337.0 0.00 26.9
AHN25 50 40 369,609 369,609.0 0.00 554.4 369,609 0.00 369,609.0 0.00 24.5
AHN26 50 45 281,806 281,806.0 0.00 483.6 281,806 0.00 281,806.0 0.00 37.9
AHN27 50 50 255,322 255,322.0 0.00 336.3 255,322 0.00 255,322.0 0.00 36.9
AHN28 60 10 510,723 510,723.0 0.00 786.4 510,723 0.00 510,723.0 0.00 47.9
AHN29 60 15 387,533 387,533.0 0.00 658.3 387,533 0.00 387,533.0 0.00 34.9
AHN30 60 20 420,748 420,748.0 0.00 1,003.0 420,748 0.00 420,748.0 0.00 25.8
AHN31 60 25 526,724 526,724.0 0.00 3,515.5 526,724 0.00 526,724.0 0.00 40.5
AHN32 60 30 461,333 431,363.1 6.95 7,200.0 461,333 0.00 461,333.0 0.00 45.8
AHN33 60 35 324,238 324,238.0 0.00 411.2 324,238 0.00 324,238.0 0.00 48.0
AHN34 60 40 330,589 330,589.0 0.00 890.9 330,589 0.00 330,589.0 0.00 62.4
AHN35 60 45 326,513 326,513.0 0.00 501.3 326,513 0.00 326,513.0 0.00 46.5
AHN36 60 50 230,152 230,152.0 0.00 313.7 230,152 0.00 230,152.0 0.00 43.0
AHN37 70 10 554,804 554,804.0 0.00 1,577.3 554,804 0.00 554,804.0 0.00 90.9
AHN38 70 15 530,990 516,662.6 2.77 7,200.0 530,990 0.00 530,990.0 0.00 71.6
AHN39 70 20 542,751 542,751.0 0.00 3,133.8 542,751 0.00 542,751.0 0.00 48.6
AHN40 70 25 447,599 447,599.0 0.00 1,755.0 447,599 0.00 447,599.0 0.00 56.4
AHN41 70 30 494,524 494,524.0 0.00 2,451.3 494,524 0.00 494,524.0 0.00 70.4
AHN42 70 35 578,068 578,068.0 0.00 2,670.0 578,068 0.00 578,068.0 0.00 66.6
AHN43 70 40 561,772 544,812.2 3.11 7,200.0 556,447 –0.95 556,447.0 –0.95 81.8
AHN44 70 45 380,021 380,021.0 0.00 1,668.1 380,021 0.00 380,021.0 0.00 83.5
AHN45 70 50 302,074 302,074.0 0.00 463.6 302,074 0.00 302,074.0 0.00 75.5
AHN46 80 10 548,988 487,482.2 12.62 7,200.0 547,449 –0.28 547,449.0 –0.28 114.7
AHN47 80 15 446,764 425,069.0 5.10 7,200.0 446,764 0.00 446,764.0 0.00 123.0
AHN48 80 20 450,842 432,862.9 4.15 7,200.0 450,842 0.00 450,842.0 0.00 71.3
AHN49 80 25 450,048 408,033.4 10.30 7,200.0 426,489 –5.23 426,489.0 –5.23 80.5
AHN50 80 30 496,847 426,685.8 16.44 7,200.0 480,258 –3.34 480,258.0 –3.34 69.6
AHN51 80 35 485,028 485,028.0 0.00 4,725.1 485,028 0.00 485,028.0 0.00 105.2
AHN52 80 40 471,189 471,189.0 0.00 3,664.5 471,189 0.00 471,189.0 0.00 113.3
AHN53 80 45 623,723 492,884.7 26.55 7,200.0 549,577 –11.89 549,577.0 –11.89 83.8
AHN54 80 50 1,126,035 478,220.6 135.46 7,200.0 575,217 –48.92 575,217.0 –48.92 114.0
AHN55 90 10 560,816 516,511.6 8.58 7,200.0 548,753 –2.15 548,753.0 –2.15 137.2
AHN56 90 15 512,996 376,683.2 36.19 7,200.0 467,334 –8.90 467,334.0 –8.90 116.6
AHN57 90 20 620,039 588,981.6 5.27 7,200.0 617,562 –0.40 617,562.0 –0.40 103.8
AHN58 90 25 647,540 546,252.0 18.54 7,200.0 594,855 –8.14 594,855.0 –8.14 95.3
AHN59 90 30 462,562 417,127.1 10.89 7,200.0 441,713 –4.51 441,713.0 –4.51 123.1
AHN60 90 35 422,362 383,535.5 10.12 7,200.0 420,702 –0.39 420,702.0 –0.39 116.3
AHN61 90 40 573,543 518,992.3 10.51 7,200.0 553,063 –3.57 553,063.0 –3.57 113.9
AHN62 90 45 632,222 595,328.2 6.20 7,200.0 617,045 –2.40 617,045.0 –2.40 134.8
AHN63 90 50 653,711 470,398.9 38.97 7,200.0 579,540 –11.35 579,540.0 –11.35 163.7
AHN64 100 10 860,960 592,047.2 45.42 7,200.0 656,683 –23.73 656,683.0 –23.73 204.9
AHN65 100 15 582,832 539,966.7 7.94 7,200.0 564,899 –3.08 564,946.0 –3.07 172.7
AHN66 100 20 1,142,970 608,207.6 87.92 7,200.0 647,355 –43.36 647,355.0 –43.36 128.8
AHN67 100 25 661,951 535,501.9 23.61 7,200.0 595,560 –10.03 595,560.0 –10.03 116.7
AHN68 100 30 593,085 559,529.2 6.00 7,200.0 590,941 –0.36 590,941.0 –0.36 150.6

Continued on next page
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Table 4.2 – Continued from previous page
Branch-and-bound Hybrid heuristic

Instance |P| |L| z z
Gap
(%)

Time
(s)

Min-
imum

Gap
(%) Average Gap

(%)
Time

(s)
AHN69 100 35 450,905 450,905.0 0.00 5,184.3 450,905 0.00 450,905.0 0.00 156.8
AHN70 100 40 934,901 612,546.5 52.63 7,200.0 647,879 –30.70 647,879.0 –30.70 155.6
AHN71 100 45 716,290 411,011.1 74.28 7,200.0 532,112 –25.71 532,112.0 –25.71 149.9
AHN72 100 50 589,691 474,491.8 24.28 7,200.0 514,801 –12.70 514,801.0 –12.70 150.1

Average 9.61 3,421.6 –3.64 –3.63 68.9

For the random instances with up to 100 patients, the branch-and-bound al-

gorithm finds an optimal solution for 46 out of 72 instances within the predefined

time limit. The average gap between z and z is 13.24% and the average computation

time is equal to 3476.8 seconds. Out of the 46 instances for which an optimal solution

is proven, the hybrid heuristic finds it for 41 instances in all ten runs and it finds the

optimal solution for 44 instances in at least one run. The average gap between Min-

imum and z is –4.18% and between Average and z is –4.16%, which shows that our

heuristic is very robust and stable. This implies that the average solution found over

ten runs by the hybrid heuristic improves the best solution found by the branch-

and-bound algorithm within the predefined time limit on average with 4.16%. The

average computation time for the hybrid solution is 77.2 seconds and is therefore

significantly less than the computation time for the branch-and-bound algorithm.

For the AHN instances with up to 100 patients, the branch-and-bound algorithm

finds an optimal solution for 44 out of 72 instances within the predefined time limit.

The hybrid heuristic finds the optimal solution for all of these instances in at least

one run and for all but one of the instances in all ten runs. The average gap between

z and z is 9.61%. The average computation time is 3421.6 seconds. The average

gap between Minimum (Average) and z is –3.64% (–3.63%). The average computation

time for the hybrid solution is 68.9 seconds and is therefore significantly less than

the computation time for the branch-and-bound algorithm.

4.4.4 Sensitivity analysis

In order to evaluate how the various opening and closing locker procedures affect the

performance of our hybrid heuristic, we have modified it to a version we call random

heuristic. In this version the procedure of opening and the procedure of closing a

locker is only based on the random method, i.e., η3 = γ3 = 1.
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We have then evaluated all instances in the sets of random and AHN instances,

where the instances are grouped based on the number of potential locker locations.

Table 4.3 reports comparative results for the hybrid heuristic and the random heur-

istic. For each group, the table reports |L|, the number of potential locker locations,

and for both the hybrid heuristic and the random heuristic it reports Gap (%), the

average percentage gap to the best known solutions. For each instance, the gap is

computed by (zi − zbest)/zbest · 100, where zi, i ∈ {hybrid, random} is the average

solution value over ten runs of heuristic i and zbest is the solution value of the best

solution found over ten runs of the hybrid heuristic and ten runs of the random

heuristic. The running times of the two heuristics are quite similar.

Table 4.3: Average gap with best known solutions over all instances.

|L| Hybrid
heuristic

Random
heuristic

Gap (%) Gap (%)
10 0.13 0.17
15 0.00 0.40
20 0.00 1.97
25 0.00 3.91
30 0.00 5.09
35 0.01 9.63
40 0.00 11.43
45 0.00 14.15
50 0.01 17.87

Average 0.02 7.18

The results in Table 4.3 show the effect of incorporating more sophisticated meth-

ods for opening and closing lockers. The hybrid heuristic as proposed in this chapter,

performs on average 0.13% worse compared to the best found solutions. On the

other hand, the random heuristic that only incorporates a random method for open-

ing and closing a locker performs on average 6.74% worse compared to the best

found solutions. Moreover, while the performance of the hybrid heuristic is quite

stable when increasing the number of potential locker locations, the gap with re-

spect to the best known solutions increases with an increasing number of potential

locker locations for the random heuristic.

Furthermore, we have formally assessed the stability of our hybrid heuristic by

calculating the coefficient of variation (CV), which is a dimensionless and normalized
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measure of dispersion of a distribution. The CV is defined as the ratio of the standard

deviation (s) to the mean (X), CV = s/X . The lower the CV value, the more stable

and robust the algorithm is. The CV for the AHN and random instances, computed

over the 10 runs reported in the previous tables, is not larger than 0.013 for each

instance, which shows how strong and stable our algorithm is.

4.4.5 Managerial insights

In this section we show the effects of changing the parameter values rj , Fj , and

φ, which have a deep effect on the quality of service and offer many managerial

insights. We have created a data set consisting of a subset of 50 instances from the

AHN instance set. For these instances, we changed the values of the parameters rj ,

Fj , and φ by multiplying them by 0.25, 0.50, 0.75, 1.00, and 1.50 for the parameters rj
and Fj , and 0.20, 0.40, 0.60, 0.80, and 1.00 for the parameter φ. Note that the base case

corresponds to a factor of 1.00. For each instance and each parameter value, we run

the heuristic ten times and use the result with the smallest objective. The results are

shown in Figures 4.2, 4.3, and 4.4, where the average length of the locker and patient

routes and the average number of opened lockers over all instances are reported for

the different parameter values.
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Figure 4.2: The effect of changing the value for rj .
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New regulations may impose a change in the coverage distance. As can be seen

in Figure 4.2, if the coverage distance decreases, the number of opened lockers de-

creases and thereby the length of the locker routes decreases, whereas the length

of the patient routes increases. Thus, a decrease in coverage distance reduces the

number of opened lockers and thereby increases the number of home deliveries. On

the other hand, an increase in coverage distance results in less home deliveries and

more patients served by the lockers. This effect occurs since a larger coverage dis-

tance implies that more patients are within a locker’s range, which in turn implies

that a locker is more cost-effective.
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Figure 4.3: The effect of changing the value for Fj .

Figure 4.3 shows the effects of the opening costs of the lockers. The number

of opened lockers and thereby the length of the locker routes decrease when the

opening costs increase, whereas the length of the patient routes increase. We see

the opposite effect when the opening costs decrease. Hence, decreasing the opening

costs for the lockers results in more opened lockers and thereby less home deliveries.

The effect of the value for the parameter φ is shown in Figure 4.4. The value of φ

reflects the resistance of a company against home delivery. The higher the value of φ,

the higher the stimulus towards delivery through lockers. Thus, with an increasing

value of φ, the number of opened lockers is increasing and thereby the length of the
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Figure 4.4: The effect of changing the value for φ.

locker routes is increasing, whereas fewer patients need home delivery and thus the

length of the patient routes is decreasing.

4.5 Conclusions

In this chapter, we have introduced, modeled, and solved a simultaneous facility

location and vehicle routing problem that arises in health care logistics in the Neth-

erlands, and can also be applied to other areas, such as the location of pick-up lockers

for e-commerce operations. In this problem, the distribution of medication to a set of

patients can occur via locker locations, from where patients within the coverage dis-

tance of the locker can collect their medication, or by home delivery. The goal of this

integrated problem is to determine which lockers in a set of potential locker locations

to open, to generate vehicle routes that visit the opened lockers and to generate the

vehicle routes that visit the patients that are not within the coverage distance of one

of the opened lockers, such that the total travel and locker costs are minimized. We

are the first to formally define this practice-inspired problem and we give a mathem-

atical formulation that can be solved by a branch-and-bound algorithm. Moreover,

we propose a hybrid heuristic to solve the problem. We propose two sets of bench-
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mark instances, a randomly generated set and an instance set based on data from

our industrial partner AHN. We show that our branch-and-bound algorithm is able

to solve instances with up to 100 patients and 50 potential locker locations to optim-

ality within a time limit of 7200 seconds. Our hybrid heuristic algorithm was able

to consistently outperform CPLEX using only a fraction of the running time. Our

solutions were up to 4.18% better for the random set and 3.64% better on the real

AHN set (average over the best of 10 runs per instance) than the branch-and-bound

solution obtained within a time limit of 7200 seconds. Moreover, we have shown

that our heuristic is very stable, capable of yielding the same (best) results consist-

ently over the 10 runs per instance. We have also shown that the incorporation of

sophisticated methods for opening a locker and closing a locker has a large impact

on the results of our hybrid heuristic. Results show that when the opening cost of

the lockers decrease or the coverage distance of the lockers increases, the number of

opened lockers increases and thereby the number of home deliveries decreases. It

might be interesting for future research to investigate the effect of some of the mod-

eling choices, such as the penalization of customer routes in the objective. Another

direction for future research is to extend the model proposed in this chapter. A pos-

sible extension is a model in which a customer is offered the option to pick its order

at a locker nearby other locations, such as the office of the customer or the children’s

school.


