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1
Introduction



1.1 General introduction
In this thesis, I will investigate how stimuli processed by the human visual system give rise to 
meaningful percepts. What happens when an observer recognizes an object and sees it in a different 
way than a moment ago? I have explored visual object recognition with different approaches, from 
behavioral responses and eye movements to the cortical changes that occur during the process of 
object recognition. In the following, I will summarize the chapters and discuss possible interpretations 
of my findings. 

The striking human ability to recognize objects continues to fascinate me. We seem to be equipped 
for a wide range of visual tasks, from detecting a snake hidden in the grass to seeing shapes forming 
in the clouds. These capacities all reflect our versatile visual system. I am especially interested in the 
perceptual process associated with the period before and after recognition – for example, what happens 
when a cloud in the sky starts to look increasingly like an elephant. This fascination has driven me to study 
the changes in behavior and brain activity associated with recognition by using visual puzzles and illusions 
as well as novel methods to capture changes in behavior and brain activity during visual recognition.

In this study, I investigated a number of situations in which our ability to recognize objects is challenged. 
In all of the presented experiments, the participants were faced with ambiguous images – stimuli with 
visual uncertainty and more than one possible interpretation. In the case of “emergence,” an image may 
initially appear to contain only an abstract pattern of blotches, but after a prolonged period of time the 
perceiver will eventually be able to recognize an object in the image. To do so, the visual system must 
be able to group individual elements together and distinguish between the borders of the object and 
the background. In the case of “bistability,” visual recognition may never reach a final solution, and 
consequently two alternating object interpretations may continuously be experienced (Figure 1.1).

Figure 1.1: The Necker cube (bistability) and hidden Dalmatian (emergence).
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Situations of visual emergence and bistability are not only fun to experience, but also highly useful for 
research into the visual system. They so clearly show that visual recognition is much more than what 
meets the eye. Such stimuli provide a window into the phenomenal experiences of the observer, and 
illustrate that visual recognition requires active interpretation and is not simply a faithful representation 
the world. For these reasons, in this study I focused on the following question:

What changes occur in an observer’s visual system during the transition from the initial viewing to 
the recognition of an object? 

My approach to answering this question was to study the viewing behavior – using eye tracking – and 
brain activity – using fMRI – of human observers while they attempted to visually recognize bistable 
and emerging objects. In my research, I studied situations in which the conscious perception of the 
observer changed over time. My goal was to capture the processes that take place while the status of 
an object changes from unrecognized to recognized while – importantly – the stimulus remains the 
same. Keeping the stimulus constant while the visual awareness of the observer changes presents a 
critical advantage: it is the only way to dissociate the activity corresponding to the neural processing of 
stimulus features from that associated with the actual act of recognition.

In this study, I unraveled the processes underlying object recognition using emergence to extend 
the process of recognition over time, and used bistability to give the stimuli multiple meanings. This 
allowed me to track changes in eye movement behavior and brain activity that thus primarily reflect the 
changes in the observer’s conscious state and not any physical aspects of the stimuli. 

In the following sections, I will outline the research presented in this thesis (1.2), provide a brief 
summary of the human visual system and object recognition (1.3-4), and present some of the stimuli 
(1.5) and methods (1.6) used in the experiments.

1.2 Outline
The notion of a ventral visual pathway specialized in recognition has almost been a dogma in visual 
neuroscience over the past decades, and can be found in any textbook on perception. Yet, there is an 
emerging debate about whether the notion of pathways properly reflects human brain organization. 
Since the original proposal of the ventral visual pathway for object recognition, the neuroanatomical 
and functional properties of the ventral pathway have been studied extensively and with more 
sophisticated techniques. Recent evidence points towards an occipitotemporal network with recurrent 
connections between multiple regions (de Haan & Cowey, 2011; Kravitz, Saleem, Baker, Ungerleider, & 
Mishkin, 2013).

In Chapter 2, I discuss my investigation of the neural processes involved in object recognition using 
fMRI and Dynamic Causal Modeling. In this experiment, the participants viewed movies of objects that 
were gradually revealed from noise, and then indicated the moment of recognition. I was particularly 
interested in changes in brain connectivity before and after recognition. We found interactions between 
the medial and lateral sections of the ventral visual cortex during object recognition (Chapter 2). This 
supports the notion that visual areas are organized in functional networks instead of constituting 
functional pathways. 



While there are many tools for analyzing where observers look, a quantitative method that enabled 
the comparison of eye movement behavior over time was missing. As part of the research presented 
in Chapter 4, I developed a new toolbox, EyeCourses, to analyze eye movement patterns over time 
and compare different groups of observers. It is a freely available Matlab toolbox that can be used to 
analyze eye movement data in the temporal domain and compare conditions or groups of participants, 
for instance a clinical and a control group (Chapter 3).

Human observers are experts in seeing patterns and recognizing objects, but exactly how this works is 
still unknown. In this study, I used a new type of stimuli: emerging images. These were developed by 
computer scientists to test computer vision algorithms, but at the same time turned out to be a vision 
scientist’s dream come true. Emerging images initially seem to be random patterns of blotches, but with 
time most human observers are able to recognize objects not by identifying the individual parts, but by 
seeing the object as a whole, all at once. Usually, the process of object recognition is very fast, which 
leaves little room for teasing apart the component processes. With emerging images, on the other hand, 
the recognition process is extended over time, making it possible to study its different stages. I used eye 
tracking to study which parts of the images were inspected before, during, and after recognition. Over 
time, I observed different phases of eye movement behavior. I also found that participants fixated on the 
edges of the object much earlier than they reported conscious recognition of it (Chapter 4).

Recognizing emerging objects relies on the ability to detect and segment objects from their background 
even though there are no clear boundaries or differences in intensity and texture. Yet, how this is 
accomplished in the brain is still unknown. Following up on studying the recognition of emerging images 
with eye tracking, I wanted to investigate changes in cortical activity in the early and higher-order visual 
areas before and after recognition. My primary goal was to determine if, after recognition, particular 
parts of the emerging images would result in different brain activity already at the level of the early 
visual cortex. I used a novel fMRI approach, combining object-related activity with visual field mapping 
to gain insight into the detailed spatial patterns of activity in the primary visual cortex (V1). The brain 
activity during recognition was projected onto the maps of the visual field to investigate whether there 
were changes in the neural responses to specific parts of the images. I found that despite the stimulus 
remaining the same, the early visual cortex did indeed modulate its activation. This occurred both 
within and outside of sections that represent the emerging object (Chapter 5). 

Sometimes the visual recognition process does not result in a single solution, and two different 
percepts start to alternate over time. This bistability comes in various forms, yet little research has 
been undertaken to study the brain activity underlying different types of bistable stimuli. I compared 
two types of bistable figures: geometrical shapes that alternate in terms of perspective (geometrical 
bistability), and stimuli that alternate between two different figures (figural bistability). fMRI activations 
revealed that different brain regions are associated with each type of bistability. For figural stimuli, 
there were greater activations in regions associated with object recognition, while geometrical stimuli 
resulted in greater activations in regions involved in visuospatial tasks and mental rotation (Chapter 6).

In the final experimental chapter of this thesis, I present the art installation (e)motion (Chapter 7). The 
installation was an interdisciplinary project inspired by cognitive neuroscience and used computer 
vision algorithms. During my whole PhD, I have been involved in science communication, and I find it 
important to inform the public about the topics and applications of my research.
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1.3 Background: the scientific study of 
visual object recognition  

The research field of object recognition spans over both the categorization of a range of objects and 
the ability to identify and name a specific object. Objects in vision science broadly include both non-
living (e.g. tools and furniture) and living entities (e.g. animals). A core problem to be solved in object 
recognition research is how the visual system infers the category or identity of an object from the 
patterns of retinal stimulation. What makes this question so complicated in particular is that for each 
object there are a vast number of possible variations of the retinal image based on different viewpoints, 
illumination, and scales, yet they are recognized as the same object.

1.3.1 Models of object recognition

Broadly stated, computational models of object recognition are either view-independent or view-
dependent (DiCarlo, Zoccolan, & Rust, 2012). In the view-independent models, objects are decomposed 
into a collection of basic features or geometrical shapes that are represented independently of the 
viewpoint of the object (Biederman, 1987; Biederman & Cooper, 1991; Marr, 1982). In most view-
independent theories, each particular object is stored, and an object can thus be recognized from any 
viewpoint from its visual features. In the view-dependent models, objects are represented by features 
that are specific to the observer’s given point of view (Bülthoff & Edelman, 1992; Logothetis, Pauls, & 
Poggio, 1995; Poggio & Edelman, 1990; Tarr & Gauthier, 1998; Ullman, 1989). According to these models, 
recognition performance depends on previously seen objects: objects will be recognized faster from the 
learned view than from novel appearances. There is a vast collection of theoretical and computational 
models of object recognition, and I will not go into their specific implementations here. However, I do 
think that it is important to distinguish between feedforward and feedback models of visual processing to 
have an understanding of the two fundamental views of how object recognition is accomplished.

I use the terms low- and high-level vision to refer to the level of processing. Low-level vision denotes 
the analysis of simple features, such as contrast and orientation, and is primarily driven by visual 
input, whereas high-level vision generally involves cognitive functions such as memory and context, 
for instance when an object is recognized. Anatomically, there is a general distinction between early 
visual areas in the occipital lobe (i.e. V1-V3) and higher-order visual areas (i.e. inferotemporal cortex). 
The notion of early and higher-order areas is rooted in a feedforward conception of cortical visual 
processing, from the primary visual cortex to the parietal and frontal cortex (Mishkin, Ungerleider, & 
Macko, 1983).

1.3.1.1 Feedforward models
Visual object recognition has traditionally been described as a largely hierarchical feedforward 
architecture, where visual information progresses from low-level to more complex analyses in the 
ventral cortex (Serre et al., 2007; DiCarlo et al., 2012). Many hierarchical models can be traced back to 
the seminal work of Hubel and Wiesel (1962), who formulated a model where simple cells at the lower 
level of the hierarchy functioned as edge-detectors, while cells at higher levels pooled information 
by responding to specific patterns from the lower levels. Hence, there would be propagation towards 
increasingly complex responses. This feedforward architecture can also be found in the notion of a 



ventral visual pathway that gradually translates individual elements into whole objects, progressing 
from the primary visual cortex (V1) to the temporal lobe (Goodale & Milner, 1992; Mishkin et al., 1983). 
Although feedback processes are not excluded in this architecture, they are thought to happen at a later 
stage by directing attention to the relevant local features (Hochstein & Ahissar, 2002). The hierarchical 
view is supported by an increase in receptive field (RF) sizes, spatial invariance, and complexity of the 
stimuli to which neurons along the ventral visual pathway preferentially respond (Kobatake & Tanaka, 
1994; Riesenhuber & Poggio, 1999).  Yet, how object elements are grouped and increasing invariance to 
visual transformations is achieved is still unknown.

1.3.1.2 Feedback models
Feedback models suggest that feedback from higher-order to early visual areas is an integral part of 
object recognition. During recognition, the visual system makes predictions about possible objects based 
on previous experiences. A prediction is compared to the visual input, and the initial “guess” will be 
updated based on this comparison (Mumford, 1992; Rao & Ballard, 1999). There is anatomical evidence 
of feedback projections from sensory areas as well as the prefrontal cortex to V1 (Kravitz, Saleem, Baker, 
Ungerleider, & Mishkin, 2013; Petro, Vizioli, & Muckli, 2014). In further support of feedback models, it has 
been shown that feedback to V1 enhances the neuronal responses to object textures compared to the 
background at a relatively early stage following stimulus presentation (Lamme, Super, & Spekreijse, 1998; 
Poort et al., 2012; Zipser, Lamme, & Schiller, 1996). There is also support for the role of feedback in visual 
grouping and the perception of illusory contours, such as Kanizsa figures (Kanizsa, 1976; Lee & Nguyen, 
2001; Seghier & Vuilleumier, 2006). Moreover, detailed modulation of V1 responses due to feedback has 
recently been shown for illusory contours (Kok & De Lange, 2014). Such feedback processes might already 
take place at a very early stage (Wyatte et al. 2014; Dehane et al., 2006; Lamme, 2003; 2006). 

In summary, it is a commonly held theory in vision science that object recognition is achieved by detecting 
and integrating local features into increasingly complex representations. In this hierarchical view, these 
local features are the building blocks of visual recognition in that they are grouped into whole objects in 
higher-order areas. More recently, there has been growing support for models involving a combination of 
feedforward, feedback, and lateral interactions during object recognition. In Chapters 2 and 5, I investigate 
object recognition while focusing on the interaction between V1 and higher-order areas.

1.3.2 Emergent features and emergence

The concept of emergence is central throughout this thesis, and in particular in Chapters 4 and 5. In this 
context, emergence describes the perceptual process of aggregating seemingly meaningless parts into a 
global shape. In my studies, emergence took place as a change in the conscious experience of the stimulus 
over time: from abstract pattern to object recognition. How local image features are grouped into global 
shapes during object recognition is still a central question in vision science. Usually, human observers 
have the experience of recognizing objects within milliseconds (Thorpe, Fize, & Marlot, 1996). By using 
emerging images, however, recognition can be delayed for several seconds (Nordhjem et al., 2015).

1.3.2.1 A brief history of emergence
In daily language, emergence describes a gradual process. However, the term has also gained highly 
specific meanings throughout history and in different disciplines. In this section, I will provide a brief 
overview of the different uses of emergence and how they relate to my own work.
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The notion of emergence as being different than merely a combination of the individual parts can be 
traced back to ancient Greek philosophy. Aristotle proposed that, “the totality is not, as it were, a mere 
heap, but the whole is something besides the parts” (Metaphysics, Book H 1045a 8-10). Here, he argued 
that wholes are essential in the natural world and cannot be reduced to their individual parts. In line with 
this thought, Johann Wolfgang van Goethe described global configurations that cannot be described 
merely by their constituent parts, but by whole percepts or “Gestalts” (Fitzek, 2013; Goldstein, 1999). 

The study of global configurations as an organizing principle of perception became central for the 
Gestalt psychologists in the first half of the 20th century. There are many examples of how something 
perceptually different arises from local elements; in Gestalt psychology, this is referred to as “emergent 
features.” Take a simple line (/). On its own, it has an orientation, a position, and a length as defining 
features. By adding a second line, emergent features such as symmetry (/) or parallelism (//) arise. 
However, emergent features and emergence are not clearly defined by Gestalt psychologists, which 
makes it challenging to study them (Wagemans et al., 2012). An alternative connotation of emergence 
can be found in biology, chemistry, and system dynamics (Goldstein, 1999). In these fields, emergent 
processes or properties describe complex and self-organizing systems. Extending on this view, even 
the mind and our sense of self can be understood as emergent processes arising from the dynamics of 
millions of neurons (Varela, Rosch, & Thompson, 1991).

In summary, emergence has historically had several meanings. In the views of ancient philosophy and 
that of Gestalt psychology, the world is organized in wholes. Emergence in this view concerns the already 
given perceptual organization, and describes a fundamental principle instead of a process. In contrast, 
emergent processes refer to system dynamics where novel outcomes arise from local interactions. In my 
view, there is a distinction between emergent features that immediately stand out (i.e. symmetry) and the 
emergence of wholes as a perceptual process over time (i.e. the Dalmatian). In this thesis, my interest is 
in emergence as a process and what it more generally could reveal about object recognition. I therefore 
used stimuli akin to the Dalmatian instead of the simpler emergent features that immediately stand out.

1.4 Background: the human visual system
This thesis focuses on how object recognition is accomplished. In particular, it concerns the changes 
in eye movements and brain activity before and after recognition or between alternating conscious 
percepts. In the following sections, I will first briefly outline the foundations of the visual system. This 
section covers material with which most vision scientists will be familiar, and can therefore be skipped 
by the specialist reader. I will start with visual pathways between the retina and the primary visual 
cortex, and will then move on to the higher-order visual areas in the cortex.

1.4.1 The visual pathways

Light enters the eye through the cornea and the pupil and reaches the lens, where the image is inverted 
and projected onto the retina. Several cell layers in the retina process different aspects of visual 
information, which is then relayed further into the visual system. Light first reaches the photoreceptors 
at the back of the retina, where the light signal is converted into a neural signal. There are two types 
of photoreceptors in the retina: the rods respond to dim light, and the cones respond to medium and 
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bright light. Humans have three types of cones that are sensitive to different wavelength spectra of light 
and together constitute the basis of color vision. There is a high density of cones in the fovea, while 
further away from the fovea, in the parafovea and periphery, there is a sharp decrease in cones and an 
increase in rod density. By moving their eyes, human observers can both inspect fine details and keep 
an overview of the whole visual scene.

The neural signal from the rods and cones reach the ganglion cells at the front of the retina. Two types 
of retinal ganglion cells are of particular interest: the M and the P types, referring to their projections 
to the magnocellular and parvocellular layers of the lateral geniculate nucleus, respectively (Sherman, 
1985). The M ganglion cells respond to larger areas of the visual field than the P cells do, and they 
conduct information with faster velocities. Moreover, where the P cells can transmit color information, 
the M cells cannot. The P and the M cells also differ in contrast sensitivity: the P cells require relatively 
high contrast, while the M cells also respond to low contrast.

From the retina, the axons of the retinal ganglion cells continue via the optic disc, where they form 
the optic nerve. At the optic chiasm, the axons coming from the nasal side of each eye cross over so 
that the left visual field is represented in the right hemisphere and vice versa (Wandell, 1995). From 
the optic chiasm, the optic tract leads to the lateral geniculate nucleus (LGN) in the thalamus. Each 
type of retinal ganglion cell forms a pathway and projects to a different layer within the LGN. In turn, 
the LGN projects to the primary visual cortex (V1) through optic radiations. There are also a number of 
retinal projections that do not target the visual cortex but travel to subcortical structures involved in 
eye movement control, pupil reflexes, and our circadian rhythm. The visual pathways between the LGN 
and the primary visual cortex are not just simple feedforward pathways: the LGN is part of a network 
and receives the majority of its input from the brainstem and cortical areas such as V1, while only 5-10 
% of the input comes from the retina (Guillery & Sherman, 2013).

1.4.2 Cortical visual pathways

Regarding projections from V1, a distinction is commonly made between two visual pathways: a ventral 
pathway from V1 towards the inferotemporal cortex via V2 and V4; and a dorsal pathway from V1 
towards the posterior parietal cortex via V2 and V5/MT (Goodale & Milner, 1992). The ventral pathway 
has mainly been associated with visual recognition and memory, while the dorsal pathway has primarily 
been implicated in actions and spatial tasks. Since visual recognition is the main topic here, I will mostly 
focus on the ventral occipitotemporal section of the brain in this thesis.

The functions of the ventral pathway were originally formulated based on lesion studies in monkeys 
(Mishkin et al., 1983). Ventral lesions resulted in deficits related to visual recognition, whereas dorsal 
lesions were related to deficits in orientation and action. This division was also shown in patients and 
neuroimaging studies (Grill-Spector et al., 1998; Haxby et al., 1991). Occipitotemporal lesions would for 
instance lead to the inability to recognize objects (agnosia) and cortical colorblindness (achromatopsia), 
while the ability to grasp objects was not affected.

Since these early studies, however, we now have more detailed knowledge about the anatomy 
and functions of the brain. In my opinion, there is therefore reason update the view to include two 
feedforward pathways for perception and action. The notion of a ventral pathway for perception is too 
simplistic for at least three reasons:  
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1. Several fMRI studies have shown that specific brain regions in the occipitotemporal cortex respond more 
to certain image categories, such object shapes, scenes, and faces, than to scrambled images or other 
stimulus categories (Downing, Jiang, Shuman, & Kanwisher, 2001; Epstein, Harris, Stanley, & Kanwisher, 
1999; Kanwisher, McDermott, & Chun, 1997; Malach et al., 1995). These regions are not organized in a linear 
hierarchical manner from V1 to the inferior temporal cortex, and are not part of the original formulation of 
the ventral pathway. Hence, the regions described are involved in recognition, but they may be organized 
more as a network than as a single ventral pathway (de Haan & Cowey, 2011; Kravitz et al., 2013). 

2. The original formulation of the ventral pathway does not include a role for feedback in visual 
recognition despite the presence of abundant feedback connections in the occipitotemporal cortex. 
Models of predictive coding (i.e. Mumford, 1992; Rao & Ballard, 1999) and experimental studies also 
suggest that feedback may be an integral part of visual object recognition (Lamme, Super, & Spekreijse, 
1998; Poort et al., 2012; Zipser, Lamme, & Schiller, 1996).

3. There are functional interactions and anatomical connections between occipitotemporal regions and 
subcortical areas, and between occipitotemporal and parietal areas (Kravitz, Saleem, Baker, & Mishkin, 
2011; Kravitz et al., 2013), suggesting that the claim of a single ventral pathway is too simplistic.

Based on the arguments above, I have strived to study object recognition as a network accommodating 
feedforward, feedback, and lateral interactions between cortical areas. The ventral and dorsal pathways 
will be discussed further in Chapters 2 and 7.

1.4.3 Receptive fields

The receptive field of a neuron can be defined as the specific region of a sensory domain that can 
evoke a response. Visual receptive fields are tuned to several domains: time, space, and features (Hubel 
& Wiesel, 1962; Hubel & Wiesel, 1963). The sizes of these fields vary. Neurons in V1 are tuned to 
specific features such as the orientation of lines. If a bar of light is shown to an orientation-selective 
neuron, it will have a preferred orientation that elicits the highest response (Hubel & Wiesel, 1968). 
On the other hand, neurons in higher-order areas, such as the inferotemporal cortex, respond to more 
complex features, such as texture and specific objects (Kobatake & Tanaka, 1994). In general, from V1 
towards the inferotemporal cortex, there is a transition in neuronal selectivity from simple features 
with a preferred spatial location to complex shapes independent of a specific location.

1.4.4 Retinotopic organization

The visual cortex can be divided into visual field maps, which are retinotopically (topographically) 
organized. Neighboring neurons in a map have receptive fields corresponding to parts of the retina with 
close proximity. This means that neurons receiving information from a specific section of the projection 
from the retina are grouped together (Wandell, Dumoulin, & Brewer, 2007). When we fixate on a specific 
object located in the visual field, light reflected by that object reaches the corresponding foveal part of 
the retina, and the responding neurons are clustered together in V1. Neurons responding to the central 
visual field take up a relatively larger area of V1 than those responding to the peripheral visual field. 
This is called cortical magnification.



1.4.5 Visual field maps

Visual field maps refer to representations of the visual field in the brain, whereby adjacent neurons in the 
brain show preferred responses to adjacent positions in an image. The posterior occipital cortex consists of 
the visual field maps V1, V2, and V3. Both the left and right V1 represent the contralateral half of the visual 
field, while for V2 and V3 there is a dorsal and a ventral division: the lower quarter of the visual field is 
represented in the dorsal part, and the upper quarter of the visual field is represented in the ventral part of 
V2 and V3. There are at least 16 known visual field maps in the human brain (Wandell, Dumoulin & Brewer, 
2007). Within each map, there is a relation between the eccentricity and the size of the receptive field. In 
V1, neurons with relatively small receptive field sizes respond to the central visual field, while neurons 
with larger receptive field sizes respond to the periphery. From V1 towards the temporal and parietal 
lobes, neurons within each visual field map overall show an increase in receptive field size, and therefore 
also less sensitivity to the retinotopic position of a stimulus. In Chapter 5, I describe an experiment in 
which I took advantage of the ability to translate between cortical space and the visual field: by doing so, 
detailed maps of the neuronal populations in the early visual cortex could be mapped, and their responses 
to specific parts of the stimulus could be investigated.

1.4.6 Pooling and population coding

Visual information is aggregated at multiple stages in the visual system. From V1 to higher-order cortical 
areas, there is an overall increase in receptive field size, and thus less sensitivity to spatial location. 
Hence, V1 is retinotopically organized and has relatively small receptive fields. In contrast, visual 
information is spatially “pooled,” with increasingly large receptive fields and selectivity to specific 
visual categories from V1 to the temporal visual cortex. It is important to note that this spatial pooling 
does not exclude feedback or lateral interaction during object recognition. The concept of population 
codes refers to the notion that visual information, for instance regarding objects, is represented in 
terms of patterns of neuronal activity at each visual processing stage. In Chapter 5, I will return to the 
responses of populations of neurons in V1 during object recognition.

1.5 Stimuli
In my experiments, I made use of several types of stimuli. In the following, I will present emerging 
images and bistable figures.

1.5.1 Emerging images

Emergence occurs when individual elements are grouped together and form meaningful patterns. 
Perceptual emergence is typically a process that takes place over time, when the sum of visual elements 
become more than its constituent parts. The human ability to recognize such patterns and shapes is 
fascinating, especially because it has not yet been matched by computer vision systems.

One of the challenges in studying object recognition is that the process is typically too fast to trace: it 
seems that object recognition is almost always nearly instantaneous. Therefore, I found it interesting 
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to use emergence as a research tool. By using images with emerging properties, I was able to extend 
the recognition process so that I could track eye movements before, during, and after the moment of 
recognition. This would not have been possible with regular images that are already recognized within 
a few hundred milliseconds. 

One limitation of studies using images with emergent properties is that, until recently, there were only 
a few available exemplars, such as the famous Dalmatian photographed by R. C. James (Figure 1.1). 
This is a problem, as once an observer has recognized the object, he or she will always be able to 
recognize it again. In the middle of my PhD project, however, I was lucky to discover that a computer 
science group had developed an algorithm to synthesize emerging images (Mitra, Chu, Lee, & Wolf, 
2009). Their intention was to use these to test computer vision systems, but at the same time they had 
come up with a way to create a great experimental stimulus (Figure 1.2). I created and validated a set 
of emerging images for research and used them to study eye movement patterns during the process of 
visual recognition (Chapter 4), as well as changes in patterns of neural activities in the brain before and 
after recognition (Chapter 5).

1.5.2 Bistable images

Bistable stimuli have been studied for more than a century (Necker, 1832; Wheatstone, 1838), and have 
captured the imagination of artists such as M. C. Escher, Salvador Dalí, and the OP-art movement in the 
1960s. Ambiguous figures such as the well-known Necker cube and Rubin vase can be experienced 
in two different ways, spontaneously flipping back and forth between two different percepts when 
observed. Usually one interpretation stays stable for a time before it flips again. The stimulus remains 
the same while the conscious experience changes, and because it alternates between two states, it is 
called bistable. It could be argued that we deal with ambiguity throughout daily life. However, unlike 
most objects we encounter in daily life, bistable figures never have a final solution. 

As a research tool, bistability is interesting because the alterations seem to reflect more general selection 
processes in the visual system. This brings about relevant scientific questions: what does it mean to 
perceive bistable stimuli changing back and forth, and how is that reflected in the brain? Furthermore, 
bistable stimuli highlight an important aspect of visual neuroscience: namely, that perception is not 
simply representation but also involves interpretation. The experience of a Necker cube changing from 
facing upwards to facing downwards is different from seeing either two faces or a vase in the Rubin 

Figure 1.2: Example of an emerging image (left) and the same image with the background lightened (right).



vase. The Necker cube changes perspective but essentially remains a cube (geometrical bistability), 
while other images change between two figures, such as a saxophonist and a face (figural bistability) 
(Figure 1.3). In Chapter 6, I present an experiment in which I investigated the different brain regions 
associated with each type of bistability.

1.6 Methods
In this study, I made use of several methods to acquire my data and analyze them. This allowed me to 
study visual recognition from behavior and eye movements to brain activity. In the following, I will 
present an overview of these approaches.

1.6.1 Behavioral responses

I included behavioral responses made by key-presses in all of the experiments described in this thesis 
(Chapters 2, 4, 5, and 6). These key-presses served as a way to gain insight into the changes that 
observers experienced between perceptual states. In the study using emerging images, key-presses 
allowed me to capture the moment of recognition and study changes in eye movement behavior before, 
during, and after recognition took place. In the experiment with bistable images, participants reported 
their perceptual alternations as they experienced the images flipping back and forth.

1.6.2 Eye tracking

Eye movements can be used as a research tool to study visual perception and recognition. In everyday life, 
humans actively explore the world by moving their eyes 3-5 times per second. Making eye movements 
is essential for vision: if the eyes are completely stabilized in one position, the visual system completely 
adapts and visual perception degrades. Visual acuity is higher at the fovea and decreases rapidly at 
the periphery. Therefore, only foveated parts of the visual field are perceived at a high resolution. Eye 
movements can be classified into three categories: 1) fixations, which are short periods of time (100-
1200 ms) during which the eye is held in the same position; 2) saccades, which are quick movements 
made between fixations; and 3) smooth pursuit, when the eyes follow a moving stimulus.

Figure 1.3: Example of geometrical (left) and figural (right) bistability.
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I used a video-based eye tracking system where the position of the eye is recorded by a camera. Near-
infrared light is directed towards the eyes, which causes the pupils to stand out as dark spots and also 
creates a reflection on the cornea (outermost optical element of the eye). The position and shape of the 
pupil and the position of the corneal reflection are used to determine eye position. Prior to recording 
the eye movements, an individual calibration is carried out; this is done by showing the participant a 
series of points on the screen and registering the measured eye positions. In this way, the eye tracking 
system can calculate the relation between the measured eye positions and the stimuli shown on the 
screen. The spatial precision is typically higher than 1 ° and the sampling rate is typically 250-1000 Hz. 
Thus, eye tracking is a method to collect detailed data of viewing behavior.

Eye movements depend on both the characteristics of the stimulus and the priorities of the participant. 
The locations that are fixated when a participant is allowed to dwell freely on an image can be modeled 
and predicted based on saliency. The most salient parts of an image are the ones that visually stand out: 
for instance, a bright red coffee cup on a table (vision scientists always use coffee cups as an example 
because it is the stimulus with which we are most familiar). However, not all eye movements can be 
explained by saliency. Even from the very first studies conducted in this field, it became clear that 
fixations fall on different parts of the same stimulus depending on the task or question posed to the 
participant (Buswell, 1935; Yarbus, 1967). Hence, the eye movements made by a participant depend 
both on the stimulus and on what the participant considers most relevant to attend to given the current 
situation and task. In Chapter 4, I will show that only a small fraction of eye movements made on images 
with emergent properties can in fact be explained by saliency.

Typically, when a new scene is viewed, there are consistent patterns of eye movements over time. There 
is an initial period of scanning, when the participant obtains an overview by making short fixations 
and large saccades, followed by closer inspection with longer fixations and shorter saccades. During 
my initial attempts to analyze my data, I found that a way to quantify and compare time courses of 
eye movements between groups of participants was lacking. Therefore, together with my colleagues, 
I developed a new toolbox using threshold-free cluster enhancement (TFCE; Smith & Nichols, 2009). 
The TFCE algorithm improves the ability to detect a signal in noise and to distinguish between two 
different signals by enhancing both smaller and more temporally extended changes as well as sharp 
peaks. Enhanced aspects could for instance be a gradual increase in fixation duration over an extended 
period, or a brief but sharp deviation in the size of the pupil. The TFCE algorithm also assigns a score to 
quantify the height and extent of the measured signal. The TFCE score allows for statistics to be derived 
and for the time courses of eye movements to be compared between conditions or groups.

1.6.3 Functional MRI

I made use of neuroimaging using an MRI scanner in several of my experiments (Chapters 2, 5, and 6). 
In the following, I will provide an overview of this technique.

1.6.3.1 MRI physics
fMRI is performed inside an MRI scanner, which creates a strong magnetic field. The human body 
consists of approximately 70 % water, which is composed of hydrogen and oxygen atoms. The fMRI 
signal relies on the magnetic properties of the hydrogen atoms. Each hydrogen atom has a nucleus 
containing a single proton with a positive electrical charge. Protons are constantly spinning around 
and act as little magnets. Under normal circumstances, the spins of the hydrogen protons are randomly 



oriented so there is no overall magnetic field. In the following section, I will outline the roles of the 
different parts of the MRI scanner to produce images. 

The primary magnetic field
The primary magnetic field (B0) is a strong magnetic field (1-9 Tesla) applied constantly in the direction of 
the MRI tube. The primary magnetic field causes the protons to either align in parallel (low-energy state) 
or antiparallel (high-energy state) to B0. More protons line up in parallel, causing the net magnetization 
vector of the protons to be in parallel to the magnetic field (the Z-axis). This is called longitudinal 
magnetization. The protons do not simply statically align in parallel or anti-parallel, however, but rotate 
around the Z-axis like spinning tops in a movement called precession. The frequency of the precession 
depends on the magnetic field strength: the higher the magnetic field, the faster the protons precess.

Gradient coils
Gradient coils inside the MRI scanner are used to apply a secondary magnetic field. To image the 
location of the spinning protons, the gradient coils cause small changes in the magnetic field in the x, 
y, and z dimensions. Because the gradient coils alter the strength of the primary magnetic field, there 
is a different precession frequency. The differences in precession frequency allow for spatial encoding 
of the MR images.

Radio frequency coils
Inside the MRI scanner, radio frequency (RF) coils are used to transmit RF pulses (B1) and receive signals. 
The RF pulses are used to disturb the precession of the protons and cause an energy exchange. The 
disturbance of the precession causes the net longitudinal magnetization to decrease because some 
protons line up in the high-energy state, in antiparallel to the main magnetic field. In addition, the protons 
start to synchronize their spin, and as a result the net magnetization vector turns perpendicularly to the 
main magnetic field; this is called transverse magnetization. Between RF pulses, relaxation gradually 
takes place and the protons return to their original state. The signals to produce MR images are picked 
up by the RF coils during relaxation. Two things happen as the protons return to their original state: the 
net longitudinal magnetization vector increases again (T1), and the protons fall out of synchronization, 
causing the transversal magnetization to decrease (T2). The speed with which the hydrogen nuclei relax 
depends on the tissue, which makes it possible to discriminate between different tissues, e.g. gray and 
white matter in the brain.

Computer system
The RF signal is sent to a computer system, where an analog to digital conversion is performed and the 
digital signal is stored in a temporary image called k-space. A signal analysis technique called a Fourier 
Transformation is applied to obtain images.

1.6.3.2 MRI physiology
When neurons become more active, they consume more oxygen. In response to neuronal activity, the 
brain sends more oxygen-rich blood to an active region. This oxygen is supplied by hemoglobin in 
the capillary red blood cells. The magnetic properties of oxygenated and deoxygenated hemoglobin 
differ. As a consequence, the MR signal measured for a voxel depends on the ratio of oxygenated to 
deoxygenated hemoglobin. This ratio changes in active voxels. Hence, the signal measured with fMRI 
is not a direct measurement of neuronal activity, and it is therefore called the blood oxygenation level-
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dependent (BOLD) signal. The BOLD signal has a characteristic time course, with a small initial dip just 
after the onset of activity (a consequence of oxygen use), followed by a steep rise (a consequence of 
the increased influx of oxygen-rich blood). Therefore, the BOLD signal is primarily a consequence of the 
increased blood flow to areas in the brain where there is more neuronal activity. The BOLD signal peaks 
about 4-6 s after the increase in neuronal activity (for instance as a response to the onset of a stimulus), 
and then decreases again in about 4-6 s, after which there is even an undershoot below the baseline. 
The signal finally returns completely to the baseline about 20 s after the initial neuronal activation. 

1.6.4 fMRI analysis

In the following, I will describe the different approaches that I took to analyze my fMRI data. The 
analysis of fMRI data initially requires a number of preprocessing steps, such as segmentation, motion 
compensation, and alignment (for details on these steps see Poldrack, Mumford, and Nichols (2011)). In 
this section, I will focus on the analysis after preprocessing. 

1.6.4.1 General linear modeling 
The most common way of analyzing fMRI data is to compare hemodynamic responses for different 
experimental conditions using the general linear model (GLM). The GLM is an equation that treats the 
observed data as a linear combination of explanatory variables (predictors) plus noise (error). The 
predictors (i.e. stimulus onsets or the onset of a task) are specified as regressors: either as a boxcar 
function with fixed on and off periods, or as an event-related design where the onsets and durations 
of the predictor variables can vary. As described in the previous section, the measured signal does not 
respond immediately to experimental changes. Therefore, the predictors are typically convolved with 
the hemodynamic response function (HRF), which models the change in BOLD signal in response to 
neuronal activity. 

MRI images are three-dimensional and the smallest unit is a voxel, a volume pixel. For anatomical 
images, voxel size is usually around 1 mm3. In an MRI scanner with a magnetic field strength of 3 Tesla, 
functional voxels are 2-3 mm3 and each contains approximately 1 million neurons. The GLM analysis 
steps consist of specifying the design matrix (predictors), estimating the model, and creating contrast 
images between conditions. Significance levels per voxel are combined into whole-brain mappings 
showing where in the brain a statistically significant difference between the contrast images can be 
found. In most cases, the GLM is conducted as a hierarchical two-level analysis: first for individual 
subjects, and then at the group level.

1.6.4.2 Dynamic causal modeling
Dynamic causal modeling (DCM) is a method that can be used to model interactions between cortical 
regions and how these connections are influenced by experimental manipulations (Friston, Harrison, & 
Penny, 2003). The goal of this type of analysis is to unravel hidden neuronal dynamics from observed 
brain activity (Stephan et al., 2010) or, other words, how the neuronal activity in one given region causes 
changes in the activity in another region. DCM can be used to compare models involving feedforward, 
feedback, and reciprocal connectivity between brain regions, as well as to examine the degree to which 
these interactions are affected by experimental manipulations (Stephan et al., 2010). The analysis 
consists of several steps. First, several regions of interest (ROIs) are defined, and a BOLD time course is 
extracted from each of them. The selection of ROIs can be theoretically motivated or based on a GLM 



analysis with the same data set.  Second, a set of possible models of how the ROIs could be interacting 
is defined. Third, after the model estimation and comparison, it is possible to assess the connectivity 
between the ROIs before the experimental modulation (the intrinsic connectivity) and any changes in 
connectivity due to the experimental perturbations (modulatory connectivity). DCM is used in Chapter 
2 to investigate the nature of interactions between three occipitotemporal regions before and after the 
moment of object recognition.  

Conceptually, the DCM equation includes intrinsic, driving, and modulatory connections, and the 
basis of the model is a system consisting of a set of regions that have intrinsic connections. These 
connections model how the regions are connected in the absence of an experimental manipulation. The 
goal of a DCM analysis is typically to estimate how an experimental manipulation affects this system. 
There are two ways in which experimental variations can alter the system: as driving connections and 
as modulatory connections. An example of a driving connection is a movie shown to the participant. 
Typically, such a connection would be modeled as an input to the primary visual cortex if one were to 
study a network of early and higher-order visual areas. On the other hand, the modulatory connection 
models how links between regions in the system are affected by a task manipulation. Hence, one could 
study how the strength of the connections between regions changes before (intrinsic connectivity) and 
after the moment of recognition of a hidden object (modulatory connectivity). The modeled system 
is combined with a biologically motivated model of how the system responds. The DCMs are fitted by 
manipulating the model parameters of the system as well as the biological parameters to reach the 
most optimal fit between the predicted and observed time series.  Generally, the DCM analysis relies 
heavily on model specifications made prior to the analysis. The model specifications can be seen as 
hypotheses that the researcher wants to test against another set of hypotheses about the system and 
its functions. 

1.6.5 Computational visual neuroimaging

The fMRI study in Chapter 5 relied on a computational neuroimaging approach of the visual cortex, 
differs from the more conventional GLM approach. Therefore, I will explain some key aspects of it in 
this section.

At its heart, computational neuroimaging is driven by the “how” question: how does vision work, 
and how is it implemented in the brain? This strongly contrasts the more conventional GLM analysis, 
which is primarily driven by the quest to localize brain activity, i.e. the “where” question. In practice, 
computational neuroimaging allows for more detailed studies of the computations carried out within 
specific brain regions. Computational neuroimaging particularly relies on models that predict how the 
brain responds based on the given stimulus or task. Brain activity is often estimated at the level of 
individual voxels within pre-defined areas of interest. By studying activity in certain pre-defined regions, 
all activity in the voxels comprising such regions can potentially be considered interesting, and not only 
the activity exceeding a threshold. By first localizing ROIs, it is also possible to study responses to very 
weak stimuli, or to examine the effect of very subtle task differences. Such detailed analysis allows 
for studies at the level of individual participants, or for comparisons of parameters between groups 
of participants. In addition, computational neuroimaging makes use of biologically inspired models 
to predict or explain the neuronal responses based on the given stimulus and task. The population 
receptive field (Dumoulin & Wandell, 2008; described below) and connective field modeling (Haak et 
al., 2012) techniques are particular instances of this approach.
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1.6.5.1 Population receptive field modeling
The visual areas in the cortex can be delineated using fMRI and retinotopic mapping. Visual field maps 
in the cortex each represent a certain part of the visual field in an ordered manner. Neighboring points 
in the retina (and consequently in the visual field) also have neighboring positions within each cortical 
map. For retinotopic mapping, I used population receptive field modeling (pRF; Dumoulin & Wandell, 
2008). The pRF model estimates the location and size of the area of the visual field that evokes the 
highest response in each voxel. The term population receptive field is used because each voxel in the 
visual cortex comprises around one million neurons. Hence, the voxel’s receptive field is a model of the 
combined receptive field of all responsive neurons in that voxel.

The pRF model consists of the following components: the stimulus, the receptive field, and their 
product. During retinotopic mapping, the stimulus typically shown to the participant is a flickering bar 
moving across the visual field while central fixation is maintained. For modeling purposes, the stimulus 
is typically a series of binary images that describe how the bar moves across the visual field. In the 
most basic form of the pRF method, the receptive field is modeled as a Gaussian shape with a location 
(x, y) and a spread (σ). The pRF parameters (x, y, σ) are adjusted to fit the predicted time series to the 
measured time series (Figure 1.4 and 1.5). In the experiment presented in Chapter 5, I used this method 
to map the visual cortex and define regions of interest.

1.6.5.2 Coverage maps
The pRF parameters are derived from modeling the responses of each voxel, as described in the previous 
section. However, sometimes it is also interesting to map the pRF response obtained for a given brain 
region in the visual cortex back onto the visual field. Doing so results in a visual field coverage map that 
summarizes the voxel responses for a particular cortical region. Calculating from cortical space to image 
space also allows for responses across participants to be summarized without normalizing the data.

On a coverage map, one can either plot only the coordinates of the pRF centers, or both the pRF 
coordinates and their sizes (Wandell & Winawer, 2015). Both types of map can be highly informative. 
For instance, a region can have distributed pRF centers yet only cover part of the visual field because 
the pRFs are relatively small in size, or an area can have pRF locations in the central visual field and still 
cover almost the entire visual field because its pRFs are large in size. For V1, the normal visual coverage 
map comprises half of the visual field because its pRFs are small and their locations are restricted to 
one side. However, in higher-order areas – areas later in the visual processing hierarchy, such as the 
lateral temporal-occipital cortex (TO) – the pRF locations are located bilaterally and primarily at the 
center of the visual field. Consequently, the TO coverage map may comprise almost the entire visual 
field (Figure 1.6).

In the experiment presented in Chapter 5, I created coverage maps that weigh the pRFs of a voxel with 
the activity of that same voxel before and after the recognition of an emerging image, as determined in 
a separate experiment and (GLM) analysis. Moreover, instead of summarizing the response of all voxels 
within an ROI, I restricted it to those activated by the emerging image. This highly specific approach 
made it possible to exactly visualize which part of the visual field (and thus also of the observed 
emerging image) was associated with an increased response in a particular voxel. Note that an implicit 
assumption in this approach is that the pRF properties estimated during retinotopic mapping also apply 
to those responsible for the specific activation observed during the image presentation.



Figure 1.6: pRF centers and coverage maps. The pRF center distributions and pRF coverage maps are shown for two regions of interest: V1 and 
the temporal-occipital cortex (TO-1). Figure adapted from Amano, Wandell, and Dumoulin (2009).

Figure 1.4: Overview of the pRF analysis (Dumoulin & Wandell, 2008). For each voxel, the size (σ) and location (x, y) of the pRF are modeled to 
predict the measured time series.

Figure 1.5: Visualization of pRF estimates on an inflated cortical hemisphere. From left to right: eccentricity, polar angle, and pRF size.
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Abstract
Several studies suggest different functional roles for the medial and 
lateral sections of the ventral visual cortex in object recognition. Texture 
and surface information is processed in medial sections, while shape 
information is processed in lateral sections. This begs the question of 
whether and how these functionally specialized sections interact with 
each other and with early visual cortex to facilitate object recognition. 
In this study, we set out to answer this question. In an fMRI study, 13 
subjects viewed and recognized images of objects and animals that 
were gradually revealed from noise while their brains were scanned.  
We applied dynamic causal modeling (DCM) – a method to characterize 
network interactions – to determine the modulatory effect of object 
recognition on a network comprising the primary visual cortex (V1), 
the lingual gyrus (LG) in the medial ventral cortex, and the lateral 
occipital cortex (LO). We found that object recognition modulated the 
bilateral connectivity between LG and LO. Moreover, the feedforward 
connectivity from V1 to LG and LO was modulated, while there was 
no evidence of feedback from these regions to V1 during object 
recognition. In particular, the interaction between medial and lateral 
areas supports a framework in which visual recognition of objects is 
achieved by networked regions that integrate information on image 
statistics, scene content, and shape instead of on a single categorically 
specialized region within the ventral visual cortex.
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2.1 Introduction
Object recognition is a central ability of human visual perception, and determining how the human 
brain accomplishes it remains an important challenge for vision science. Several studies have suggested 
a distinction between the functional contributions of the more medial and the more lateral sections of 
the ventral cortex to visual object recognition, with medial sections being more involved in texture 
processing and lateral sections being more involved in shape processing. Yet, whether and how these 
medial and lateral sections interact to facilitate object recognition remains largely unknown. Hence, in 
the present study we investigated how object recognition modulates effective connectivity within an 
occipitotemporal network comprising early visual cortex as well as medial and lateral regions in the 
ventral cortex. The objective was to investigate whether regions in the ventral visual cortex interact 
during object recognition.

fMRI studies have suggested that the ventral visual cortex consists of specialized modules that 
preferentially respond to specific categories of visual stimuli such as scenes, objects, and textures. For 
instance, the lateral occipital complex (LOC) preferentially responds to objects (Malach et al., 1995; 
Kanwisher et al., 1997). The LOC can be divided into an anterior part – the posterior fusiform (pFS) – and 
a posterior part – the lateral occipital cortex (LO) (Grill-Spector et al., 1999). LO has been implicated 
in physical shape processing and its patterns of activations are more consistent across participants, 
whereas the pFS has a more perceptually based representation that varies between participants 
(Haushofer et al., 2008). Strictly taken, the modular view of the ventral visual cortex does not predict 
interactions between different regions. Thus, activation in a single region would suffice to achieve 
recognition. More recently, however, this modular view has been extended into a network-oriented 
framework that suggests that the different regions should interact during visual perception (de Haan & 
Cowey, 2011; Furl, 2015). However, it is still unclear whether such interactions indeed occur. If we can 
establish this, we also may be able to determine how the different specialized modules interact within 
the ventral visual cortex. In turn, this may provide important clues regarding how the human visual 
brain achieves recognition while faced with the complexity of the natural world.

Dynamic causal modeling (DCM; Friston et al., 2003) can provide insight into connectivity and network 
properties of visual regions and provide experimental support for models of visual processing (Furl, 
2015). This method is particular suited to comparing models involving feedforward, feedback, and 
reciprocal connectivity between the early visual cortex and higher-order regions (i.e., Sterzer et al., 
2006; Fairhall & Ishai, 2007). Furthermore, numerous studies have shown interactions between regions 
within the occipitotemporal cortex during various visual recognition tasks (i.e., Ewbank et al., 2011; Liu et 
al., 2011; Furl et al., 2015). Studies on form and texture perception support different roles of the medial 
and lateral sections of the occipitotemporal cortex (Cant & Goodale, 2007; Cant et al., 2009; Cavina-
Pratesi et al., 2010; Park et al., 2011). Moreover, attending to different stimulus properties modulates 
the recruitment of medial and lateral regions. For instance, one study showed that attending to material 
properties caused an increase of activation in the medial sections of the ventral visual cortex, such as 
the lingual gyrus (LG), the lingual sulcus (LS), and the collateral sulcus (CoS) (Cant & Goodale, 2007). 
Similar patterns emerged in other studies as well. Medial regions comprising LG and CoS were involved 
in texture discrimination, while shape discrimination modulated activation in the LOC (Peuskens et al., 
2004). Varying either the shape or the texture of objects activated lateral or medial sections of the 
ventral cortex, respectively (Cavina-Pratesi et al., 2010).



In further support, patient studies suggest a double dissociation between processing of shape and 
material properties. Patients with damage to the lateral sections of the ventral visual cortex are unable 
to perceive the form and shape of objects (visual form agnosia), while they can still perceive their texture 
and color (James et al., 2003). The opposite is seen in patients with damage to the medial ventral cortex. 
These patients are unable to perceive color but can still perceive form (cerebral achromatopsia; for a 
review see Heywood & Kentridge, 2003).

Finally, results from our own group (Meppelink et al., 2009) also point towards a specific role of medial 
sections of the ventral cortex in object recognition. For images that are gradually revealed from noise, 
we found an increase of neural activity in LG at the moment of recognition. This is in contrast to the 
classical view that proposes the LOC as the primary region for object recognition. Taken together, there 
is reason to question whether and how these medial and lateral sections within the ventral visual cortex 
interact to facilitate object recognition.

In the present study, we investigated the effective connectivity between medial and lateral occipito-
temporal sections of the ventral visual cortex during the recognition of images. Normally, object 
recognition takes places within a fraction of a second. However, we used a stimulus for which the 
process of recognition was extended over time. Observers had to recognize images containing objects 
that were gradually revealed from a background of visual noise. The observers indicated when an object 
was recognized. This allowed us to include and compare both the periods before and after recognition 
in our analysis. Hence, we investigated how object recognition modulates effective connectivity within 
an occipitotemporal network.

Determining functional connectivity requires selecting a number of target regions of interest (ROIs). We 
focused on how a network comprising the primary visual cortex (V1), a medial, and a lateral section of 
the ventral visual cortex interacts during object recognition. We chose LG as the medial section of the 
network based on its involvement in texture and scene processing, as well as during object recognition 
(Meppelink et al., 2009). As the lateral section, we chose LO based on its involvement in object 
recognition (Grill-Spector et al., 1999). Our aim was to investigate the dynamic relationships between 
V1, a medial, and a lateral section of the ventral visual pathway during object recognition. Hence, within 
each hemisphere, we defined V1 as an ROI, and included LO as the lateral and LG as the medial ROI. 
Using DCM, we sought to elucidate whether the various connections in this network are characterized 
by a feedforward, feedback, or bi-directional architecture.

2.2 Materials and methods
We used fMRI data collected in a previous study (Meppelink et al., 2009) in which subjects recognized 
images of objects and animals that were gradually revealed from noise. Object recognition is a very 
rapid process, and the underlying mechanisms can be difficult to disentangle with fMRI due to its 
relatively low temporal resolution. To investigate the dynamic processes involved in object recognition 
with fMRI, the study was conducted with images that were gradually revealed from random noise. 
Breaking up the process of recognition has been shown to yield a more detailed picture of activation 
in the brain before and after recognition (James et al., 2000; Kleinschmidt et al., 2002; Reinders et al., 
2006). The slow appearance of the images allowed us to compare pre- and post-recognition of the 
stimuli by prolonging the period before recognition. The fMRI results have been reported in detail 
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elsewhere (Meppelink et al., 2009). The original study included both patients and healthy controls, but 
for the present purposes, only the data from the healthy subjects were analyzed. In the following, I will 
summarize the experimental setup (details can be found in Meppelink et al., 2009), and subsequently 
explain the DCM analysis.

2.2.1 Participants

Fourteen healthy participants (mean age 58.5, SD 7.5, range 47-71, four males) participated. Visual 
acuity was assessed with the Snellen chart. Exclusion criteria were dementia (MMSE score < 24), 
neurological disorders, psychiatric disorders, visual acuity < 50 % (Snellen chart), and visual field 
defects. One participant was excluded due to excessive motion artifacts.

2.2.1.1 Ethics statement
This study was approved by the Medical Ethical Committee of the University Medical Center Groningen. 
All participants signed an informed consent form prior to the study. Participants were informed that the 
experiment was voluntary and that they could terminate their participation at any time. 

2.2.1.2 Stimuli and experimental paradigm
The stimuli consisted of 50 gray-scale pictures of animals (22), well-known objects (22), and meaningless 
objects (6). The images had a resolution of 300 x 300 pixels and the movies were scaled to twice this 
size. Images were first normalized to have their mean luminance equal to the background level, and 
were gradually revealed from random uniform visual white noise in movie sequences with a duration of 
30 s. The noise contrast remained the same throughout the movies, while the image contrast increased 
gradually over time. This increase of signal-to-noise made the image appear to “pop-out.” Movie stimuli 
were generated in Matlab 5 and augmented with routines from the Psychtoolbox (Brainard, 1997; Pelli, 
1997). The movies were presented using Presentation (Neuro Behavioural Systems, Inc., CA, USA).

Movies were presented in two runs, with 25 movies per run. Each movie sequence was only shown 
once. Object recognition was indicated by key-presses. To control for reaction time and to keep the 
participants attending to the stimuli, they were asked to perform an additional task: a central fixation 
point changed color with random intervals throughout the experiment, and the participants had to 
report the color changes by pressing a second key. Pop-out occurred between 10 and 28 s after initial 
movie onset. The experiment also included a separate classical localizer session, which was used to 
guide the localization of LO for the connectivity analysis. The localizer stimuli consisted of intact and 
block-scrambled (20 x 20) images of objects and animals. These were shown in 15 s sequences of 
gray-scale images alternating with 15 s sequences of scrambled versions of the same images, with 15 
s between each sequence. Images were displayed for 3 s each. Subjects were instructed to passively 
view the stimuli. 

2.2.1.3 Data acquisition
Data were acquired with a 3 Tesla Philips MR system (Best, The Netherlands) with a standard six-channel 
SENSE head coil (echo time (TE) 35 ms, repetition time (TR) of 2.3 s, 35 slices per TR, 450 volumes per 
run) ascending order with an isotropic voxel size of 3 x 3 x 3mm3  and an axial orientation. A T1 weighted 
anatomical scan with 1 x 1 x 1mm3 isotropic voxels was acquired for high-resolution anatomical 
information, matrix size = 256 x 256, and an axial orientation.



2.2.2 Voxel-based analysis

Data were analyzed in SPM8 (Wellcome Department of Imaging Neuroscience, London; http://www.fil.
ion.ucl.ac.uk/spm). Preprocessing included realignment, slice time correction, spatial normalization (to 
the echo-planar imaging template of the Montreal Neurological Institute (MNI)), and smoothing with 
a Gaussian filter of 8 mm full width at half maximum (FWHM). Following preprocessing, the data were 
entered into a general linear model. The regressors for the localizer scan (Figure 2.1) and recognition 
task (Figure 2.2) are described in the following section, along with more details on the analysis 
(Meppelink et al., 2009). All regressors were convolved with the canonical hemodynamic response 
function. The moments of recognition were time-locked on the perceptual pop-out and modeled as 
a stick-function and a time derivative. We also modeled the block of visual recognition, lasting from 
the moment of pop-out to the end of the trial, as well as a 30 s block for the full trial periods of visual 
input. Hence, the design matrix included the moments of “pop-out,” “recognition” from the moment 
that the pop-out was indicated to the end of the trial, and “image” from the beginning to the end of 
the trial. Movement parameters were included as covariates. The localizer that was used to delineate 
LOC included regressors for intact and scrambled objects. T-contrasts for intact objects compared to 
scrambled objects were made for each subject. Individual contrast images were entered into random-
effects analyses at the second level (one-sample t-tests). Activations in the random-effects analyses 
were considered significant at p < 0.05 (FWE corrected).

2.2.3 Effective connectivity

DCM allows for an assessment of the connec-
tivity between cortical regions, and is suitable 
to estimate interactions between brain regions 
on the neuronal level and the degree by which 
these interactions are affected by experimental 
perturbations (Stephan et al., 2010). We used 
DCM to test how object recognition modulated 
effective connectivity within a network con-
sisting of ROIs in V1, LG, and LO within each 
hemisphere. DCM describes neuronal interac-
tion in the form of the bilinear state equation, 
where the neural dynamics during experimen-
tal manipulation are modeled using differential 
equations (Friston et al., 2003). Three sets of 
parameters are estimated with DCM: the ex-
ternal influence of inputs on ROIs, the intrinsic 
connections between regions without the ex-
perimental manipulation, and the modulation 
of the connections induced by the experimental 
condition (Friston et al., 2003).

Figure 2.1: Group analysis (n = 14) of the LOC localizer (ob-
jects > scrambled objects) with a threshold of p < 0.05, FSW 
corrected, and superimposed onto a standard 3D inflated 
template in MNI space. Activations were found in LO with the 
MNI coordinates 48, -54, -9 and -45, -54, -15.
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The advantage of DCM compared to other ef-
fective connectivity techniques is that it incor-
porates the hemodynamic balloon model to 
estimate the actual neuronal dynamics from 
measured fMRI data. In the present analysis, we 
were specifically interested in the modulatory 
effect of object recognition from the moment 
of recognition (pop-out) to the end of the trial 
(hereafter referred to as the modulatory effect 
of recognition). The DCM analysis was conduct-
ed with SPM8 (www.fil.ion.ucl.ac.uk/spm) using 
DCM10. We performed the DCM analysis in sev-
eral steps (Penny et al., 2004). First, time series 
were extracted from various ROIs (see 2.2.4 ROI 
selection and time series extraction for details); 
second, 64 possible models were created and 
estimated for each subject (see 2.2.5 Model 
space for details); third, we compared these 64 
models across the 13 subjects using Bayesian 
model selection (BMS) to determine the most 
likely model (see 2.2.6 BMS and statistics for de-
tails); and finally, one-sample t-tests were per-
formed for the parameter estimates.

2.2.4 ROI selection and time series extraction

We modeled a network including V1, LG, and LO based on functional and anatomical constraints within 
each hemisphere. The peak coordinates from the group analysis (Table 2.1) were used to determine 
the region where we would define subject-specific ROIs and extract time courses. We then looked for 
subject-specific activation in as close proximity as possible to the group results to define each ROI. 
The SPM Anatomy toolbox was further used to guide the ROI location for each subject (Eickhoff et al., 
2005). This approach ensures that time series for each subject are both functionally and anatomically 
standardized (Stephan et al., 2007a). We extracted individual time series from the pop-out experiment, 
with contrasts made at a threshold of p < 0.001, uncorrected. We used two different contrasts for each 
subject to extract the time series from the pop-out experiment. To identify V1, we compared whole 
blocks of visual stimulation for each subject. Within each hemisphere, V1 was identified by a local 
maximum within the calcarine sulcus located within BA 17, as determined by the SPM Anatomy toolbox 
(Eickhoff et al., 2005).

We extracted the time series for both LG and LO by contrasting recognition (pop-out to the end of each 
trial) with the baseline. We used group peak coordinates from the localizer to guide the ROI extraction 
of LO (Table 2.1). In the main recognition experiment, there was activation in LG during recognition; 
these coordinates were then used to guide the ROI extraction of LG (Table 2.1). The centers of the ROIs 
for each subject were selected within a radius of 16mm of the guiding voxel and belonging to the same 
anatomical region as the guiding voxel. We defined a 6mm sphere around each center and extracted 

Figure 2.2: Group activations (n = 13) during recognition at p < 
0.001, uncorrected, and projected on a standard template in MNI 
space. Below: a schematic representation of the modeled responses 
during image presentation; “pop-out” indicating the moment of 
recognition, “recognition” modeled from pop-out to the end of the 
trial, and “image” modeling the whole trial.



the time series within this region. The first eigenvariate was computed for voxels within the sphere 
and used for further analysis. Time series were extracted separately for each session and adjusted for 
effects of interest. The mean coordinates of voxels representing the center of ROIs and the standard 
deviations from these coordinates are listed in Table 2.2.

2.2.5 Model space

We constructed a basic model with reciprocal intrinsic connections between all three ROIs for each 
hemisphere. We chose to have bidirectional intrinsic connections between all ROIs within each 
hemisphere due to the highly interconnected nature of the visual cortex (Kravitz et al., 2013). The 
regressor describing the whole image sequence was defined as the driving input. We assumed that 
the driving input would enter the model from V1. To explore the modulatory effect of recognition, we 
created a model space consisting of all possible combinations, thus including modulatory effects on 
forward, backward, and reciprocal connections (Figure 2.3). Based on these choices, we could build 26 = 
64 models of the modulatory effect of recognition.

 

Anatomical region Left MNI coordinates Right MNI coordinates 

y x z y x z 

V1 

Lingual gyrus 

Lateral occipital 

-13(5)  -96(3)  -4(4) 

-14(6)  -67(6)  -6(6) 

-51(8)  -64(14)  -7(6) 

17(3)  92(2)  -2(4) 

18(5)  -63(10)  -5(6) 

52(7)     -63(10)    11(4) 

MNI, Montreal Neurological Institute, units are in millimeters 

Table 2.2 Mean coordinates (and the standard deviation) for the ROIs.

Paradigm Anatomical region MNI coordinates 

x y z 

Pop-out Left V1 

Right V1 

Left Lingual 

Right Lingual 

LO Localizer Left Inferior occipital 

Right Inferior occipital 

Table 2.1 Guiding voxels for time series extraction.

-6 -95 0

12 -92  5

-21 -54 0

18 -42 0

-42 -54 -15

48 -54 -9

MNI, Montreal Neurological Institute, units are in millimeters 
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2.2.6 BMS and statistics

For each subject, all candidate models were estimated. Subsequently, the 64 models were compared 
in a pairwise fashion using the BMS tool (Penny et al., 2004; Stephan et al., 2007b, 2009) at the group 
level. We used a random-effects (RFX) analysis for the group level analysis because doing so takes 
the heterogeneity of models across subjects into account, whereas a fixed effect (FFX) analysis is 
more vulnerable to outliers (Stephan et al., 2007b). Generally, RFX is considered to be better suited to 
modeling cognitive tasks because subjects may have different winning models (Stephan et al., 2010). 
The RFX results are reported in terms of exceedance probability (the probability that a model will 
outperform others) and expected posterior probability (the likelihood of obtaining the given model for 
a randomly selected subject from the population). Next, one-sample t-tests were computed to assess 
whether the individual parameters deviated from zero. The t-tests were conducted across participants 
for each parameter of the intrinsic connections as well as on the modulatory connections of the winning 
model. Parameter values were considered significantly different from zero at p < 0.05, correcting for 
multiple comparisons using false discovery rate (FDR).

2.3   Results

2.3.1 fMRI results

In the analysis of the localizer scan, activation during the presentation of intact and scrambled objects 
was contrasted. As expected, we found activation in the LOC (Figure 2.1 and Table 2.3A). Within each 
hemisphere, two peaks of activation were identified, corresponding to LO and the posterior fusiform 
gyrus. Furthermore, we contrasted activation before and after the moment of recognition in the pop-out 
experiment (Figure 2.2, Table 2.3B). The period before recognition was characterized by activation in 
early visual areas located in the posterior occipital lobe, whereas the results revealed bilateral frontal 
and temporal activations during the period after recognition. In addition, activations were found in the 
left inferior parietal lobe, the right LG and calcarine gyrus, and the left cuneus.

2.3.2 Effective connectivity and modulatory effects

We used DCM to investigate the effective connectivity in a network consisting of V1, LG, and LO in 
both the left and right hemispheres. We compared 64 models of all possible different combinations 
of effective connections. The driving input was the same for all models, and the modulatory effect of 
object recognition was modeled for all of the effective connectivities. The results of the group BMS 
showed that for both hemispheres, one model (model 43) clearly outperformed all others (exceedance 
probability of 0.97 and 0.92 (n = 13) for the left and the right hemisphere, respectively; Figure 2.4). 
This model indicates that for both hemispheres, object recognition modulated connectivity from V1 to 
both LG and LO, as well as the bidirectional connectivity between LG and LO. This winning model was 
found most likely in 9 of the 13 subjects for the left hemisphere, and in 8 of the 13 subjects for the 
right hemisphere.



The posterior parameter estimates averaged across subjects are depicted in Figure 2.5 and listed in 
Table 2.4. For completeness, both intrinsic and modulatory connections are shown. One- sample t-tests 
were performed to determine whether individual posterior parameter estimates differed from zero, with 
the threshold for statistical significance set at p < 0.05, correcting for multiple comparisons using FDR. 
In the left hemisphere, average posterior parameter estimation showed that the connection from V1 to 
LO was positive and differed from zero. This indicates that V1 activity enhances the activity in LO during 
recognition. For the left hemisphere, no other posterior parameter estimates reached significance. 
In the right hemisphere, object recognition significantly modulated the connectivity from V1 to LO 
and V1 to LG. Posterior parameter estimates for both connections were significantly larger than zero, 
indicating that V1 activity enhanced the activity in both LG and LO during recognition. In addition, in this 
hemisphere, the modulatory influence of LO on LG was significantly below zero, indicating suppression 
of activity. The modulatory influence of LG on LO did not reach significance.

2.4 Discussion
In this study, we investigated the modulation of functional connections in the ventral visual cortex 
during the recognition of images that were gradually revealed from noise. We focused on the 
modulatory effect of recognition on a small occipitotemporal network comprising V1, LG, and LO. Using 
DCM, we found that recognition reciprocally altered the effective connectivity between LG and LO. In 
addition, the feedforward – but not the feedback – connectivity from V1 to LG and LO was modulated. 
These findings support the view that visual object recognition is accomplished by networked areas 
that integrate information on image statistics, texture, scene content, and shape – and not by a single 
categorically specialized region – within the ventral visual cortex. I will discuss our findings in more 
detail below.
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Contrast/region Localization Hemisphere MNI Coordinates  

x y z 

Z 

A. LOC localizer 

Unscrambled>scrambled 
L -42 -54 -15 5.43 

R 48 -54 -9 5.62 

B. Pop-out experiment 
Before recognition 

Occipital 
L -24 -93 0 5.37 

R 15 -96 0 5.5 

After recognition 

Frontal 
Middle frontal 
gyrus 

L -24 45 30 5.55 

Superior medial 
gyrus 

L -9  39 42 5.53 

Medial frontal 
gyrus 

R 36 51 9 4.24 

Parietal 
Inferior parietal 
lobe 

L -42 -60 24 5.69 

Temporal 
Middle temporal 
gyrus 

L -60 -30 -3 5.33 

R 54 -39 -3 4.55 

Occipital 

Cuneus L -3 -78 30 5.32 

Lingual gyrus R -6 -54 0 5.52 

Calcarine gyrus R 12 -75 15 5.82 

MNI, Montreal Neurological Institute, units are in millimeters, L, left, R, right. Reported regions were 
significant at a cluster threshold of P <0.001 corrected or a peak threshold, p <0.05, FSW corrected. 

Table 2.3 (A) LOC localizer to guide the identification of LO by contrasting unscrabled with scrambled objects, (B) regions of cerebral activa-
tions before (Image > Recognition) and after the moment of recognition (Recognition > Image).

Calcarine sulcus 

Inferior temporal
gyrus 

Middle occipital 
gyrus 

Fusiform gyrus 



Connection Coefficient mean Standard deviation 

Intrinsic  

Left 

V1 -> LG -0.18 0.11 

V1 -> LO 0.08 0.18 

LG -> LO -0.07 0.22 

LO -> LG 0.26 0.74 

LG -> V1 0.54 1.28 

LO -> V1 -0.02 1.36 

Right 

V1 -> LG  -0.12 0.09 

V1 -> LO   0.15 0.11 

LG -> LO  0.24 0.41 

LO -> LG -0.09  0.33 

LG -> V1  0.79  1.10 

LO -> V1 -0.46  1.04 

Modulatory  

Left 

V1 -> LG  0.14  0.30 

V1 -> LO  0.28  0.23 

LG -> LO -0.14  0.52 

LO -> LG -0.16  0.75 

Right 

V1 -> LG  0.19 0.29 

V1 -> LO 0.26 0.25 

LG -> LO -0.18 0.46 

LO -> LG -0.21 0.20 

Table 2.4: Coefficient means and standard deviation for the modulations of the connections in the winning model. Modulations were  
considered significantly different from zero at p < 0.05 (FDR corrected). Connections with significant modulations are shown in bold. 



41

2.4.1 Object recognition 
reciprocally modulates 
the connectivity between 
medial and lateral regions

BMS determines which model is most 
likely to explain the data. In this study, 
it indicated that a model comprising bi-
directional coupling between LG and LO 
provided the best explanation for the 
changes in effective connectivity during 
objection recognition in both the left 
and right hemispheres. This finding is 
in line with a distributed view of recog-
nition involving networked brain areas 
(e.g., de Haan & Cowey, 2011), and cor-
roborates other fMRI studies supporting 
different but complimentary roles of 
medial and lateral regions (Park et al., 
2011). The reciprocal modulation of 
connectivity between LG and LO could 
reflect the integration of complemen-
tary information processing carried out 
in each region, such as information on 
texture and shape. In this vein, medial 
sections of the ventral cortex have been linked to surface and texture processing, while LO has been 
linked to form processing (Cant et al., 2009).  In addition, the modulation of connectivity between LG 
and LO may relate to eccentricity-based differences in processing, in which lateral sections of the ven-
tral visual cortex respond more strongly to foveal object information while medial sections are biased 
towards objects in the peripheral visual field (Levy et al., 2001).

Note that these biases may be related: coarse, texture-based processing, which relies mainly on 
peripheral vision, could be supported by medial regions, while shape and finer detail, which rely on 
foveal vision, could be processed in more lateral sections of the ventral visual cortex. However, such 
interpretations remain speculative. Overall, the reciprocal modulation of the connections between 
the two higher-order visual areas revealed by our study suggests that such lateral connections play 
an integral role in object recognition. The interaction between medial and lateral areas supports the 
hypothesis that visual recognition of objects is achieved by a network that integrates image statistics 
and scene content (Oliva et al., 2001; Greene & Oliva, 2009) as well as shape information. 

Figure 2.3: Illustration of the DCMs. (A) Intrinsic connections and the 
driving input of the stimuli. (B) Examples of possible ways in which 
object recognition could modulate effective connectivity. In model 
1, object recognition alters the connectivity from V1 to LO, and the 
modulation of the intrinsic connection changes between LG and LO; 
in model 2, object recognition modulates connectivity from V1 to 
LO as well as from LO to LG; in model 3, the connectivity from LG to 
LO is modulated; and in model 4, modulations affect both directions 
between LG and LO. 



2.4.2 Feedforward but not feedback connectivity from V1 to both the 
medial and lateral sections of the ventral cortex

Object recognition altered the effective connectivity from V1 to LG and LO in both hemispheres. This 
implies that information for object recognition is transferred in parallel from V1 to both the medial (LG) 
and the lateral (LO) sections. The modulation of the feedforward connections presumably reflects the 
activation of specific feature filters that extract texture, image statistics, or shape information from V1-
derived information in the two ventral regions. At the same time, the winning model implies that object 
recognition did not modulate the feedback connectivity from LG and LO back to V1.

This finding is in contrast to frameworks that propose that feedback from higher to lower areas 
is essential for object recognition (Lamme et al., 1998). Feedback is also highlighted in the Reverse 
Hierarchy Theory (RHT; Ahissar & Hochstein, 2000), where high-level representations are projected 
backwards and modulate early visual regions. On the one hand, it is possible that our task simply did 
not require feedback to V1 to achieve recognition. On the other hand, I should note that our result 
does not rule out the existence of feedback from LG and LO to V1. It is possible that such feedback 
was continuously present and not specifically modulated by recognition. Feedback may be related to 
high-level processes such as selective visual attention. For instance, the RHT is specifically concerned 

Figure 2.4: RFX BMS at the group level estimated for 64 models. The graphs show model expected probability and model exceedance proba-
bility. Model 43 outperformed all other models in both hemispheres. 
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with spatial attention and target detection tasks. Moreover, there is evidence for the modulation of 
V1 based on high-level interpretations of ambiguous stimuli (Hsieh et al., 2010). It is possible that in 
situations where one has to attend to certain features while ignoring others, more feedback-related 
activity occurs. Such processes may not have been engaged by our task but could be identified with 
different stimuli or tasks.

2.4.3 Individual connections

BMS shows which model is most probable given the data. In our study, it indicated that a single model 
provided the best explanation for the changes in effective connectivity during object recognition in 
both the left and right hemispheres. The winning model incorporates connectivity from V1 to LG and LO 
as well as a bidirectional coupling between LG and LO. However, BMS cannot be used to make inferences 
at the level of the individual connections. Therefore, individual connectivity parameters of the winning 
model were evaluated by performing one-sample t-tests across subjects. In the left hemisphere, one of 
the four connections reached significance, and in the right hemisphere three out of four connections 
reached significance by themselves. The non-significant connections most likely reflect individual 
differences amongst subjects. Therefore, in these conclusions and discussion, I will focus on the 
implications of the winning model and not draw strong conclusions based on the individual parameters. 
Nevertheless, the possible implications of the individual connections that did reach significance are 
interesting to examine. In both hemispheres, the connections originating from V1 were positive, which 
indicates that modulation from V1 exerted an excitatory effect on LG and LO. In the right hemisphere, 

Figure 2.5: The winning model and the modulatory effect of recognition. The values shown in the right part of the figure refer to the average 
parameter estimates.



the forward connections from V1 to LG and from V1 to LO were significant, while in the left hemisphere 
the connection from V1 to LO was significant.

In the right hemisphere, the connection from LO to LG was negative, indicating that it was inhibitory 
in nature. This inhibition of LG by LO could imply that these regions compete, an interpretation that 
is consistent with biased competition models that suggest that neurons selective for different visual 
properties inhibit each other in the presence of their preferred stimulus (Desimone & Duncan, 1995; 
Reynolds & Chelazzi, 2004). None of the other three lateral connections reached significance. This 
indicates variability in the nature of the modulations (i.e., in whether they were positive or negative). In 
turn, this may reflect individual differences in how observers “solved” the object recognition problem 
(e.g., in whether they were more inclined to base their decision on texture statistics or on shapes and 
contours). However, without further evidence to select or weigh each observer’s contribution, the 
present study does not allow me to further investigate this option.

2.4.4 Limitations

The number of participants in this study was 13, which is not very high. While the DCM analysis clearly 
selected a winning model, the number of participants may have limited our ability to draw conclusions 
regarding the individual connection strengths. Recent studies have also shown that knowledge of 
anatomical connections for each participant can improve the DCM analysis by adding priors based on 
tractography to the model (Stephan et al., 2009). As we did not have such information available for our 
participants, this study can only address effective connectivity. However, it is important to note that 
functional and effective connectivity is not fully determined by anatomical connections.

The correspondence between anatomical connections and effective connectivity does not need to be 
complete. Numerous studies of neural dynamic networks during resting-state suggest that functional 
integration is dynamic (i.e., Ghosh et al., 2008). Such dynamic properties of the brain could rely on 
short-term plasticity and neuromodulation (Zucker & Regehr, 2002; Montgomery & Madison, 2004). 
The present study was limited to a network consisting of three regions. We selected these regions for 
the reasons mentioned in the introduction. At the same time, we are aware that this number does not 
represent the full complexity of the neuronal architecture underlying object recognition. For example, 
anatomically, back projections can be found between almost all regions of the ventral cortex (Felleman 
& Van Essen, 1991). Hence, it is likely that the regions in our small network received input and feedback 
from other regions than only those included in the current model. Future studies could investigate 
whether top-down modulation from higher-order brain areas influences this network.
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2.5 Conclusions
Using DCM, we investigated connectivity in an occipital-temporal network during the recognition of 
images that were gradually revealed from noise. Recognition modulated the feedforward connections 
from V1 to both LG and LO, but not the feedback connections between these regions and V1. The 
modulation of the feedforward connections presumably reflects the activation of specific feature filters 
for texture, image statistics, or shape in ventral regions. In addition, the bidirectional coupling between 
LG and LO implies that reciprocal connections between medial and lateral sections of the ventral 
visual cortex are important to achieve successful recognition. In particular, this interaction between 
the medial and lateral areas supports a framework in which visual recognition of objects is achieved by 
networked regions that integrate information on image statistics, scene content, and shape – and not a 
single categorically specialized region – within the ventral visual cortex.
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EyeCourses – 
a toolbox for the 
statistical analysis 
of eye tracking 
data for temporal 
analyses within 
and between 
subjects



Abstract 
In this paper, I describe EyeCourses: a freely available Matlab toolbox 
to analyze eye movement data in the temporal domain, integrating 
amplitude and duration. The EyeCourses toolbox relies on threshold-
free cluster enhancement (TFCE; Smith & Nichols, 2009) to compute 
statistical differences between eye tracking data over time. 

EyeCourses allows for comparison of various groups of participants as 
well as analysis of eye movement behavior within subjects. Potential 
applications include comparison of viewing strategies between clinical 
populations and healthy controls.
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3.1 Introduction
Eye movements are an integral and essential aspect of human visual behavior. Observers generate them 
to gather visual information about their environment or to keep track of relevant objects. Observers 
continuously adapt their eye movement behavior in response to changes in physical stimulation, 
momentary task demands, or strategic decisions. Due to the dynamic nature of eye movements, the 
temporal aspect of viewing behavior is crucial to study (yet is often overlooked). Here, I present the 
EyeCourses toolbox, which can be applied to the temporal analysis of eye tracking data. Moreover, 
several types of eye movement data that change over time can be dealt with in EyeCourses (e.g., 
pupil dilation, fixation duration, saccadic amplitude, and fixation location). Therefore, it is a versatile 
statistical tool.

Eye movement behavior varies across time within a participant. Buswell (1935) already showed that from 
the onset of a stimulus, observers’ initial viewing behavior comprises shorter fixations combined with 
large saccades, and over time develops into behavior comprising longer fixations and smaller saccades. 
This phenomenon was examined in-depth by Unema and colleagues, who revealed transitioning of 
initial crude scanning of the environment towards detailed inspection of scenes over time (Unema, 
Pannasch, Joos, & Velichkovsky, 2005). The spatial locations that are viewed are to some degree guided 
by bottom-up visual features, which can be predicted from saliency maps (Harel, Koch, & Perona, 2006; 
Itti, Koch, & Niebur, 1998). However, eye movement behavior is not only guided by stimulus changes, 
but also by the task at hand and the momentary goals in the current situation (Borji & Itti, 2014; Hayhoe 
& Ballard, 2005; Jacobs, Renken, Thumfart, & Cornelissen, 2010). Taken together, viewing behavior 
assessed through eye movements provides a window on human perception and cognition in healthy 
and clinical populations. The EyeCourses toolbox presented here provides an approach to analyze this 
viewing behavior over time.

3.1.1 Tools for spatial and temporal analysis of eye movements

Most of the analysis methods for eye movements have been designed specifically to assess spatial 
aspects, such as correlating eye movements with saliency or other spatial image statistics (Yanulevskaya, 
Marsman, Cornelissen, & Geusebroek, 2011). Advanced tools for this spatial analysis exist, such as the 
iMap toolbox (iMap3; Caldara & Miellet, 2011). However, fixation maps or attention maps do not contain 
any information about the order of the eye movements, and they therefore omit the temporal aspects 
from the picture.

Scan path analysis is another approach to analyze eye movement behavior. Here, sequences of fixation 
locations falling on user-defined areas of interest (AOI) are compared in terms of their similarity (e.g. 
Cristino, Matht, Theeuwes, & Gilchrist, 2010; Dewhurst et al., 2012). Yet, such approaches to do not 
allow the analysis of other eye movement characteristics, such as pupil dilation or saccade amplitude. 
In addition, the scan paths are highly dependent on the – often subjective – definition of the AOIs as 
specified by the researcher. Hence, there is a need for further quantitative and objective methods to 
assess eye movements over time.



3.1.2 EyeCourses: a toolbox for temporal analysis

The EyeCourses toolbox computes statistical differences between eye tracking data over time. It does 
so by employing threshold-free cluster enhancement (TFCE), a technique originally introduced in the 
spatial domain of fMRI analysis (Smith & Nichols, 2009). The TFCE approach takes both the height and 
spatial continuity of the given signal into account, thereby representing the area under the curve that 
supports the cluster. For each time point, a TFCE score can be calculated by integrating both duration 
and peak size.

We apply the TFCE in the temporal domain and perform statistical testing by means of nonparametric 
permutation.  Consequently, EyeCourses enables the comparison of time courses between groups or 
conditions, as well as within subjects. It can be applied to measures such as fixation duration, saccade 
amplitude, and pupil dilation. In the next section, I will describe the TFCE method in more detail and 
introduce the most important parameters of EyeCourses.

3.2 EyeCourses using the TFCE approach
The EyeCourses toolbox relies on the TFCE approach (Smith & Nichols, 2009). TFCE has the advantage 
of both optimizing the detection of smaller signal changes that are consistent in time as well as that of 
sharp peaks. The TFCE approach can be represented mathematically as follows:

Where t indicates the current time point and h is the height at which the extend e (for the current time 
point) is evaluated. Typically, h0 defaults to 0 in most applications. The parameters E and H give a 
relative weight to the contribution of extent and height to the TFCE value, respectively. Currently, these 
values default to E = 1 and H = 0 (for a full heuristic on these values see the supplementary section from 
Smith and Nichols (2009)). Thus, at each time point, the TFCE score is related to the cluster extent (e) 

ht (h) rairaised to the power of E multiplied by its heig sed to the power of H (Figure 3.1).

3.2.1 Statistical analysis

Next to the group analyses, the EyeCourses toolbox can also perform within-subject statistical analysis. 
To this end, the TFCE scores of the observed time course (TFCEobs) are compared to the TFCE score of 
surrogate time courses (TFCEsur): a user-defined number (n) of surrogate time courses is calculated 
using the Iterative Amplitude Adjusted Fourier transform (IAAFT) algorithm (Schreiber & Schmitz, 1996; 
Venema et al., 2006). Note that the TFCE score is inherently one-sided, and the code will also produce a 
p-value for both directions. The p-values are uncorrected for multiple comparisons across time.

(8.1)
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3.2.2 Illustrative example based on a simulated test signal

Here, I provide an example of a “within-subject analysis” using a simulated test signal (Figure 3.2). The 
TFCE scores were set to the default parameters of H = 0 and E = 1. The TFCE scores were computed over 
h0 = 0 and hmax = 100, with nsteps = 100 with 1000 surrogates. In the statistical analysis, the TFCE 
scores of the test signal (TFCEobs) are compared to the TFCE scores of surrogate time courses (TFCEsur) 
at each time point. The strongest peak reaches significance while the weaker peaks do not.

3.3 Using the EyeCourses toolbox

3.3.1 Availability and installation

EyeCourses will be distributed free of charge under the terms of the GNU General Public License as 
published by the Free Software Foundation. Surrogate time courses are created using the Delay Vector 
Variance (DVV) toolbox for Matlab, which is included in EyeCourses (Mandic, 2010).

3.3.2 Preparing the input matrix

Prior to conducting the EyeCourses analysis, data need to be preprocessed and where necessary – e.g. in 
the case of fixations and saccades – classified. We advise users not to bin the time courses or average the 
data before using EyeCourses. The EyeCourses toolbox requires continuous data, but eye tracking data 
will typically have missing values, mainly due to blinks. Therefore, EyeCourses includes a sample-and-
hold algorithm that can be used to interpolate missing values. Other imputation schemes such as linear 
and spline are already available from Matlab and are therefore not included in the EyeCourses toolbox.

Figure 3.1: Illustration of the TFCE principle using a test signal. Weaker peaks are suppressed while a large extended peak is enhanced. The two 
sharp and less extended pairs to the right are slightly suppressed. The TFCE parameters were set to H = 0 and E = 1, h0  = 0, and hmax = 100.



3.3.3 Selecting the thresholding parameters

In EyeCourses, the TFCE parameters, representing the area under the curve, are by default set to E = 1 
and H = 0.  In the current implementation, h0 is always set to 0.  If, for some reason, this is not a suitable 
value, the data have to be transformed before using EyeCourses. In practice, the integral in formula 1 
is approximated using a discrete sum in a number of steps (nstep) between 0 and hmax; the user must 
specify these parameters in advance. Note that hmax must be higher than the maximum number in the 
time course (and the maximum number possible to obtain in the surrogate data). However, the user-
defined parameters should be set considering the type of data. The default number of steps is set to 
100, but which step size is sensible depends on the data (the step size dh is simply the range from 0 to 
hmax divided by nsteps). Step sizes that are too large will result in an analysis that is too crude and that 
does not take into account local fluctuations. If surrogates are used, an insufficient amount of surrogates 
will result in unstable p-values, while results typically stabilize after 600-800 simulations  (Pernet, 
Latinus, Nichols, & Rousselet, 2014).

Figure 3.2: Example of a “within-subject analysis” using a simulated test signal. Top panel: test signal (blue line) and surrogates (gray 
lines); middle panel: TFCE scores for the test signal (red line) and surrogates (gray lines); bottom panel: p-values indicating at which time 
points the TFCE scores for the original test signal deviate significantly from those of the surrogates. Note that for the purpose of illustra-
tion, only 50 surrogates are plotted so the individual lines can be distinguished. The actual p-values shown in the bottom panel are based 
on a comparison of the test signal with 1000 surrogates.
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3.4 Discussion
EyeCourses is a new and freely distributed toolbox for analyzing eye movement data in the temporal 
domain integrating the strength and duration of the signal. It augments existing implementations 
where TFCE is used for analyses of eye tracking data in the spatial domain (Caldara & Miellet, 2011). 
EyeCourses can be applied to statistically compare various groups of participants in their viewing 
behavior over time. An example of this can be found in Nordhjem et al. (2015), in which observers 
were engaged in a free viewing task following different priming conditions and a precursor of the 
EyeCourses toolbox was used to compare eye movements made in the different priming conditions. 
In addition, EyeCourses allows statistical analysis of task-related eye movement behavior within 
subjects. In summary, the EyeCourses toolbox is highly versatile and can be used for the analysis of 
most eye tracking data measured over time. Below, I discuss a number of issues related to the current 
implementation of EyeCourses.

3.4.1 Data interpolation to resolve missing data

EyeCourses relies on a continuous signal. However, eye tracking data will often contain missing values. 
For instance, if the toolbox is applied to study fixation durations over time, there will be missing data 
due to blinks and saccades between fixations. A sample-and-hold function to interpolate missing data 
is provided with EyeCourses. For the analysis of fixation locations, this approach makes sense because 
it is likely that the observer continues to look at the same location, and that data are simply missing due 
to a blink. On the other hand, the analysis of saccade data is slightly trickier due to its inherent discrete 
nature. We believe that it is most appropriate to use a sample-and-hold interpolation scheme as well. 
The sample-and-hold interpolation holds each sample until the next one is observed, which results in 
a staircase-like approximation of the signal. In our view, this reflects saccade behavior better than, for 
instance, a linear or a spline interpolation that gradually connects the sample points. Alternatively, it is 
sensible to use different interpolation schemes such as linear or spline interpolation for pupil dilation 
because pupil sizes will change gradually over time (Watson & Yellott, 2012). Note that these methods of 
interpolation are readily available from Matlab and are therefore not included in the EyeCourses toolbox.

3.4.2 Determining the TFCE parameters E and H

The TFCE method raises the extent and height of the signal at each time point to the power of E and H 
(Equation 3.1). Hence, the TFCE parameters H and E set the relative contribution of height and extent 
of the cluster. Changing these parameters will lead to different TFCE scores (see Supplementary 
Figure 3.3 for an example of how the parameters E and H affect the TFCE scores using a test signal). 
We set the default values based on cluster mass statistics (E = 1, H = 0) (Smith & Nichols, 2009), while 
others advocate setting H = 2 and E = 0.5 (Pernet, Latinus, Nichols, & Rousselet, 2015). However, the 
selection of E and H remains largely heuristic here as well as in other implementations of the TFCE 
analysis.

Furthermore, the current implementation of EyeCourses can be used to analyze two- dimensional signals 
with an amplitude measured over time. It is not possible to include the spatial location simultaneously 
as it requires integration across different units, such as position (in mm or degrees), amplitude (e.g. 
pupil dilation), and duration (in seconds). Mathematically, it would be possible to apply TFCE to multi-
dimensional data. However, such an analysis demands that the signal be balanced on each dimension 



and across units. This requires a way to set the parameters (E and H in the case presented here) such 
that the TFCE is most informative. Therefore, a future version of EyeCourses may implement this by 
determining the most informative values of the TFCE parameters given the data.

3.5 Conclusion
EyeCourses can be applied to study eye movement behavior over time in a single group of participants, 
or to examine differences between groups of participants in viewing behavior (e.g. fixation durations, 
saccade amplitude, or pupil dilation) over time. Thus, EyeCourses is a versatile tool.
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Abstract 
Visual object recognition occurs at the intersection of visual perception 
and visual cognition. It typically occurs very fast, and it has therefore 
been difficult to disentangle its constituent processes. Recognition 
time can be extended when using images with emergent properties, 
suggesting that they may help to examine how visual recognition 
unfolds over time. Until now, however, their use has been constrained 
by limited availability. In this study, we used a set of stimuli with 
emergent properties – akin to the famous Gestalt image of a Dalmatian 
– in combination with eye tracking to examine the processes underlying
object recognition. To test whether cognitive processes influenced 
eye movement behavior during recognition, one unprimed and three 
primed groups were included. Recognition times were relatively long 
(median 5 s for the unprimed group), confirming the objects’ emergent 
properties. Surprisingly, within the first 500 ms, the majority of fixations 
were already aimed at the object. Computational models of saliency 
could not explain these initial fixations, which suggests that observers 
relied on image statistics not captured by saliency models. For the 
primed groups, recognition times were reduced. However, threshold-
free cluster enhancement-based analysis of the time courses indicated 
that viewing behavior did not differ between the groups, neither during 
the initial viewing nor around the moment of recognition. This implies 
that eye movements are mainly driven by perceptual processes and not 
affected by cognition, and further suggests that priming mainly boosts 
the observer’s confidence in the decision reached. We conclude that 
emerging images (EIs) can be a useful tool to dissociate the perceptual 
and cognitive contributions to visual object recognition.
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4.1 Introduction
Object recognition is at the juncture of perception and cognition. Traditionally, there have been two 
approaches to the study of object recognition: the emphasis has been placed either on perceptual processes 
such as object detection and figure-ground segregation, or on more cognitive aspects such as categorization 
and memory (Palmeri & Gauthier, 2004). Studying the processes underlying object recognition is challenging 
because visual recognition usually happens with seemingly little effort and is near instantaneous 
(Biederman, 1972; Potter, 1975; Schendan, Ganis, & Kutas, 1998; Thorpe, Fize, & Marlot, 1996). 

The rapidity of visual recognition makes it relatively difficult to examine how the progression from 
retinal signals to recognition of a meaningful object unfolds over time. However, the recognition process 
can be extended and postponed considerably by using images with emergent properties. The textbook 
example of such an image is the Dalmatian in a sun-spotted garden by photographer R. C. James (Figure 
4.1). At first, the image simply appears to consist of black spots, but eventually a dog will stand out 
from the background. The extended recognition times for such images allows for the use of eye tracking 
to study the gaze behavior before and after recognition, which may provide insight into fundamental 
aspects of object recognition (Pelli et al., 2009). Images with emergent properties illustrate one of the 
main ideas of the Gestalt school: namely, that perception is holistic. Indeed, the individual features 
of emergent images are practically unidentifiable when seen in isolation (Figure 4.1), indicating that 
recognition of global shapes precedes identification of individual parts (Wagemans et al., 2012). Visual 
emergence also demonstrates how the ability to recognize objects in a holistic manner instead of by 
grouping individual parts is crucial for the flexibility of human object recognition (Kubilius, Wagemans, 
& Op de Beeck, 2011; Lee & Beeck, 2012).

The Dalmatian and a few similar stimuli were based on rare photographs, and until recently the number 
of images with emergent properties was limited because there was no systematic way to produce 
comparable stimuli (Ishikawa & Mogi, 2011). However, a new computerized method to synthesize stimuli 
with emergent properties was recently developed (Mitra, Chu, Lee, & Wolf, 2009). This technique derives 
stimuli – emerging images (EIs; Figure 4.2) – from 3D models in a systematic manner. EIs are conceived 
specifically to provide as little information as possible for automated image recognition algorithms (Mitra 
et al., 2009). Yet, most human observers can usually recognize them after a period of time.

In the present study, the goal was to dissociate perceptual and cognitive contributions to visual object 
recognition by using computer-generated EIs. We did so by presenting viewers with EIs and focusing on 
recognition performance, viewing strategies, the influence of saliency, and the effect of priming. While 
observers attempted to recognize the images, we recorded their eye movements to study gaze behavior 
over space and time. During the viewing of natural images, eye movements are typically drawn first to 
the areas that stand out the most – their salient parts (Koch & Ullman, 1985). Hence, for the EIs, we also 
expected that early fixations would be more driven by saliency compared to fixations made around the 
moment of recognition. However, the extent to which saliency-guided behavior may contribute to the 
recognition of EIs is unclear.

We expected that during task performance, observers would form hypotheses about the content of the 
image, which they would test by gazing in particular at potentially informative parts of the image (Geis-
ler & Cormack, 2011). In other studies, eye tracking has revealed two spatio-temporal viewing strate-
gies during the observation of visual scenes (Marsman, Renken, Haak, & Cornelissen, 2013; Pannasch 



& Velichkovsky, 2009; Unema, Pannasch, Joos, & Velic-
hkovsky, 2005; Velichkovsky, Joos, Helmert, & Pannasch, 
2005). Because of the extended recognition time, eye 
movements may reveal whether similar distinguishable 
strategies accompany the recognition of EIs. 

Finally, we also included different types of priming to 
investigate the effect of cognitive processes on rec-
ognition time, accuracy, and eye movement behavior 
(Graf & Schacter, 1985; Schacter, 1992). Priming may 
also help to distinguish between different theoretical 
frameworks of visual representation (Biederman & 
Cooper, 1991; Marsolek, 1999). We expected that prim-
ing would result in faster recognition and higher accu-
racy (Biederman & Cooper, 1991; Fiser & Biederman, 
2001; Malcolm & Henderson, 2009). We also specifical-
ly addressed the question of whether different types 
of priming would result in distinctive eye movement 
behavior, which might indicate the perceptual and cog-
nitive contributions to recognition.

4.2 Methods Figure 4.1: The Dalmatian by R. C. James (left), the same im-
age with the dog highlighted from the background (center), 
and parts of the Dalmatian shown separately (right).

4.2.1 Apparatus

All experiments were programmed in Matlab using the Psychtoolbox (Brainard, 1997) and the Eyelink 
Toolbox extensions (Cornelissen, Peters, & Palmer, 2002). The stimuli were presented on a 22-inch CRT 
screen (LaCie Electron 22blue IV) with a resolution of 1920 x 1440 pixels and a refresh rate of 75 Hz. 
The screen had a luminance of black (0.1 cd/m2), gray (55.5 cd/m2), and white (104 cd/m2). A remote 
eye tracker (EyeLink 1000) was used to track the eye movements of all participants. Calibration and 
validation of each individual participant was performed using built-in routines of the EyeLink software. 
Participants were seated in front of the screen, with their heads resting in a headstand and a viewing 
distance of 60 cm.
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4.2.2 Stimuli

Fifteen EIs and eight similarly textured nonsense images were used as stimuli. Images were 1897 x 
842 pixels, corresponding to an angular image size of 36.4 x 16.4°. The hidden objects in the EIs were 
animals and had an average size of 558 x 544 pixels, which corresponds to an average angular object 
size of 10.7 x 10.6°. The objects were all relatively large to ensure that subjects did not have to search 
for them due to their size. All hidden objects were shown from an iconic perspective and were placed at 
varying locations within the image. We ran a separate pilot study with 35 participants to select a set of 
stimuli that could be recognized by most of the observers (90 %), and in which each image would take 
approximately the same amount of time to recognize. Images that took observers on average less than 
3 s or more than 10 s to recognize correctly were excluded. None of the participants who participated 
in the pilot study were included in the present experiment.

4.2.3 EI image generation

For a detailed description of the EI generation process and algorithm, I refer to the conference 
proceeding by Mitra et al. (2009). In short, the algorithm calculates an importance map based on the 
geometry, lighting, and view position. The importance map is constructed upon the object’s silhouette 
and shading information. The synthesis algorithm of the program turns the 3D model into splats, 
which texturize the image. These splats are scattered in such a way that they respect the features of 
the hidden object: shape, pose, and silhouette. Several parameters can be adjusted in the program. 
When generating the images, we focused on adjusting the density of the splats and the splat size, and 
also on making sure that the silhouette surrounding the hidden object was perturbed and not clearly 
distinguishable. The background clutter for each EI was copied and pasted by the algorithm from the 
splats comprising the object.

The EIs were derived from the same 3D models used by Mitra et al. (2009) in their study. The precise 
parameter settings varied per image, with silhouette perturbation < 0.5, splat density ≈ 1.2, and 
perturbation displacement ≈ 0.005. A set of nonsense images was created using the GNU Image 
Manipulation Program (GIMP). From the initial EIs, the areas with random splats were cropped, copied, 
and pasted on top of the hidden object to cover it. Following this procedure, the “paintbrush” tool was 
used to retouch any borders, ensuring that there was continuity in all splats.

4.2.4 Participants

A total of 67 participants took part in the experiment, all of them with normal or corrected-to-normal 
vision. Ages ranged from 18 to 30 years. They were all naive to the EIs and to the purpose of the 
experiment. All participants recruited for the study understood the instructions and were able to 
recognize an example EI.



4.2.5 Priming and groups

To dissociate between different theoretical frameworks of visual representation (Biederman & Cooper, 
1991; Marsolek, 1999), we utilized primes with the same shape, primes showing a different exemplar 
of the same object, and word primes. Participants were randomly assigned to one of four groups that 
were evaluated in this experiment. Priming was done with separate groups, because each EI could only 
be shown once per participant.

All primes were presented at the center of the screen. The hidden objects in the EIs were put in varying 
places to prevent the primes from simply cueing location. The four groups were the following. (a) 
Unprimed: Participants were not shown a prime, only a gray screen with a central fixation point prior to 
the EI (19 participants). Slightly more participants were assigned to the Unprimed group because, based 
on the pilot study, we anticipated that they would recognize fewer images. (b) Same-shape: Participants 
were primed with a grayscale rendering of the 3D model used to create the EI (16 participants). The 
rendering had the same shape and size as the object hidden in the EI but did not give a location cue, 
as all primes were presented at the center of the screen. (c) Different-shape: Participants were primed 
with a grayscale photo of the same visual category as the object in the EI, but with a different shape 
and presented at the center of the screen (16 participants). (d) Word: Participants were primed with a 
written word naming the object in the EI (16 participants).

Figure 4.2: Example of an emerging image and the 3D model from which it was derived.
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4.2.6 Procedure

The instructions throughout the overall experiment were to look at the EI and click with the left mouse 
button if they recognized an object. Participants reported which object they saw by verbal response 
immediately after they indicated recognition. Subjects were instructed to indicate recognition when 
they saw an object that they could name and categorize. Recognizing “something” or “an animal” was 
not considered specific enough. Naming an animal from a different class, such as a bird or a fish if 
the hidden animal was a mammal, was considered an incorrect response. If an animal from the same 
class or with the same shape was recognized, we kept a print of each image and let the subject trace 
the outline of the animal and describe where the different parts were perceived after the experiment. 
If they outlined the shape and were able to indicate where they perceived the different parts of the 
animal correctly, then the EI was considered to be recognized. For the primed groups, the prime already 
gave away the correct answer.

To circumvent the possibility that people would report recognition regardless of whether an object was 
actually recognized or not, we included nonsense images. In these cases, a prime was still shown, but it 
was a prime randomly selected from the other primes in the same group. Primes were presented for 1 s, 
and each EI was presented for 20 s. As a control condition, the corresponding rendering was presented 
for 10 s. Subjects had to respond to the sound of a bell that was played at a random time when the 
model rendering was shown. This task was included to measure reaction times and possible changes 
in eye movement behavior due to the pressing of the key. The interstimulus interval was 1 s, during 
which instructions were shown on a gray background (the instructions were “recognize” for the EI and 
“respond” for the model rendering of the hidden object viewed against a uniform background). Each 
trial lasted approximately 35 s (Figure 4.3).

4.2.7 Eye movement recording and preprocessing

Eye movements were recorded with an SR Research Ltd. Eyelink 1000 eye tracker with a sampling rate 
of 1000 Hz. A 9-point calibration was carried out followed by validation, which also used a 9-point grid. 
Calibrations were repeated until a spatial accuracy of plus/minus 0.5° was reached. Drift correction was 
carried out prior to the presentation of each EI using a central fixation point. Fixations and saccades 
were parsed on-line using the algorithm provided by SR Research. The saccade velocity was set to a 
conservative threshold of 35°/s, and acceleration to 9500°/s2. The data were processed off-line by 

Figure 4.3: Each participant took part in one experimental run. Before the experiment, participants were shown the image of the Dalmatian 
and the task was explained. An experimental run consisted of 23 trials. The presentation order in a trial was prime, central fixation point, EI, 
verbal report, and rendering.



excluding fixations made outside the image area and saccades starting or landing outside the image 
area. Fixations and saccades that were made between where the images appeared were excluded 
from the analysis as well. Moreover, trials during which there were several jumps between fixations 
exceeding 10 °of visual angle around the moment of key-presses were also excluded.

4.2.8 Analysis of response time and recognition performance

The amount of correctly recognized images was compared between priming groups. Correct recognition 
was defined by naming the exact object or an object with a similar shape, which could be traced 
successfully on a print of the EI immediately after the experiment (see 4.2.6 Procedure). Furthermore, 
recognition times indicated by key-presses were compared between groups. Not all variables were 
normally distributed in all groups. Therefore, the median (Mdn) and interquartile range (IQR) are 
reported in this paper. The nonparametric Kruskal-Wallis test was used to test the main difference 
between groups, and pairwise Mann-Whitney tests, corrected for multiple comparisons, were conducted 
to compare groups. Statistical tests were computed in SPSS.

4.2.9 Fixation maps

The iMap3 toolbox (Caldara & Miellet, 2011) was used to create fixation maps. Fixation maps are based 
on coordinates of fixation locations (x, y) across time, and weighted by fixation durations. The resulting 
fixation distributions were smoothed with Gaussian kernels with a standard deviation of 10 pixels. The 
fixation maps of all observers were summed together separately for each EI. The maps were used to 
visualize where observers were fixating for the first 1000 ms of image viewing and for the 1000 ms 
before the moment of recognition.

4.2.10 Analysis of eye movements over time

The time courses of fixation durations and saccade amplitudes were plotted from the onset of the EIs. To 
investigate how viewing behavior changed around the moment of recognition, data were also centered 
on the moment of recognition. To examine the role of perceived edges in recognition, we calculated 
Euclidean distances of fixations to the nearest edge of the object for each image. Edges were defined 
by extracting the outlines of the model renderings from which the EIs were derived. Thus, a region of 
interest (ROI) was defined individually for each EI. Distances were initially found in pixels and then 
converted to degrees of visual angle. Distances were defined relative to the edge of each ROI, with 
negative values being outside and positive values being inside the object. It is possible that some of our 
observations were not due to the EIs but reflect certain biases, however. Participants may, for instance, 
be more likely to look at the middle of the screen (Bindemann, 2010; Tatler, 2007). To test the null 
hypothesis that there was no relation between fixations and edges around the moment of recognition, 
we randomly paired fixations and objects over 10 iterations. Thus, any patterns due to simply viewing 
images over a period of time but not related to recognition of a particular object should be visible when 
plotting the random pairings. Moreover, to investigate the dynamics of viewing behavior around the 
moment of recognition, we plotted fixation duration and saccade amplitude. For all parameters, the 
median for each time bin was plotted with the interquartile range as well as the 90 % range. We opted 
for the median and not the mean because the data were highly skewed.
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We compared the eye movement time courses of the four priming groups from trial onset and around 
the moment of recognition, and also compared trials where the object was recognized with trials where 
recognition did not occur in terms of eye movement behavior using the same approach. Comparisons 
of time courses were carried out by implementing a modified version of threshold- free cluster 
enhancement (TFCE; Smith & Nichols, 2009). TFCE has the advantage of optimizing the detection of 
both smaller signal changes that are consistent in time and sharp peaks. TFCE scores represent the 
supporting data under the curve, taking both height and temporal continuity into account. Hence, TFCE 
integrates duration and effect size of a response into a single statistic for each time point. TFCE was 
initially implemented for fMRI research data but has also been adapted for comparison of fixation maps 
(iMap3; Caldara & Miellet, 2011) and EEG data (Mensen & Khatami, 2013; Pernet, Chauveau, Gaspar, 
& Rousselet, 2011). Distance to edge, fixation duration, and saccade amplitude were compared by 
calculating TFCE difference values between groups to investigate whether priming had an effect on 
viewing behavior. The TFCE difference values were compared for the median and the 5th and 95th 
percentiles. Significance values were obtained using permutation statistics (1000 permutations) 
with a correction for multiple comparisons across groups (p < 0.05). Furthermore, three uncorrected 
comparisons (p < 0.05) were made to contrast the unprimed with each of the three priming groups (see 
supplementary material for the TFCE parameters). 

4.2.11 Predicting fixations using models of saliency

Saliency maps were computed for all EIs to determine whether fixations were guided by saliency. We 
used two computational models of saliency: the classic saliency model (Itti, Koch, & Niebur, 1998) and 
the Graph-Based Visual Saliency (GBVS) model (Harel, Koch, & Perona, 2006).  Furthermore, we used the 
GBVS Matlab toolbox by J. Harel, which includes both saliency models that were tested. For the sake 
of comparison, we also calculated saliency for the model renderings. We assessed the predictions of 
both saliency models, comparing the probability of hits and false alarms using the Receiver Operating 
Characteristic (ROC) metric and reporting the area under the curve (AUC). The greater the AUC, the 
better the model discriminates between correct and false model predictions. The ROC curve can be 
summarized by its AUC, where 0.5 corresponds to chance (a linear line) and 1.0 corresponds to a perfect 
discrimination. To test how well saliency models predicted fixations against the null hypothesis, we used 
random pairings of images and eye movements over 10 iterations per image. We used random pairings 
of EIs and fixations instead of simply generating random fixation coordinates to ensure that we took 
general tendencies such as center bias into account. Finally, we used paired t-tests to calculate the ability 
of saliency models to predict fixations made on EIs compared with random pairings of fixations and EIs. 

4.3 Results
We recorded recognition times and eye movements during recognition of EIs to study the perceptual 
and cognitive processes involved in visual object recognition. Surprisingly, most participants detected 
the emergent objects within 500 ms with their eye movements, while recognition was indicated later in 
time; this fast detection was also found for EIs that were not recognized at all. Eye movements were not 
guided by saliency: neither the classic nor the more recent saliency model could predict fixations or the 
location of the hidden objects. Priming affected recognition time, but not gaze behavior. I will describe 
these findings in more detail below.



4.3.1 Comparison of recognition performance over priming groups

We expected that all primed groups would show faster recognition times and higher accuracy than the 
unprimed group would. Based on previous studies (Biederman & Cooper, 1991; Fiser & Biederman, 2001), 
we expected that primes with the same shape would be most effective in reducing recognition time and 
improving accuracy, and that primes showing the same object category would be more effective than word 
primes (Malcolm & Henderson, 2009). In all four priming groups, the majority of the participants successfully 
recognized most images (Figure 4.4). In the unprimed group, Mdn = 80 % (IQR 73.3 % – 93.3 %) of the EIs 
were recognized. The highest percentage of recognition was obtained in the same-shape primed group, Mdn 
= 100 % (IQR 93.3 % – 100 %), while Mdn = 93.3 % (IQR 83.3 % – 100 %) were recognized in the different-
shape primed group, and Mdn = 90 % (IQR 86.7 % – 100 %) were recognized in the word-primed group. The 
Kruskal-Wallis test was used to compute the main effect while Mann-Whitney pairwise comparison tests, 
adjusted for multiple comparisons, were performed between the priming groups. There was a significant 
main effect of priming on the number of recognized images, H(3) = 17.43, p < 0.05. The only significant 
pairwise comparison was between the unprimed and the same-shape group (U = -23.33, r = -0.69, p < 0.001). 
None of the other groups differed significantly from each other. 

Furthermore, we analyzed recognition times based on the moment of key-press (Figure 4.5). The longest 
recognition times (RTs) occurred for the unprimed group (Mdn = 4800 ms, IQR = 2600 – 8400 ms), while 
the shortest recognition times were found for the same-shape primed group (Mdn = 1600 ms, IQR 1100 
– 2800 ms). Similar RTs were found for the different-shape primed group (Mdn = 2500 ms, IQR 1400 – 
4900 ms) and for the word-primed group (Mdn=2400 ms, IQR 1400 – 4600 ms). The response time to 
the bell sound during viewing of the rendering following each EI across groups was also calculated (Mdn 
= 720 ms, IQR 503.8 – 824.5 ms). 

There was a significant main effect of priming on RT, H(3) = 149.37, p < 0.05. Mann-Whitney tests were 
carried out to compare the groups with p-values adjusted for multiple comparisons. RTs in the unprimed 
group were significantly different (p < 0.001) from RTs in the same-shape (U = 280.03, r = 0.57), the 
different-shape (U = 154.03, r = 0.31), and the word-primed group (U = 0.33, r = 0.33). RTs in the same-
shape group differed significantly (p < 0.001) from RTs in both the different-shape (U = -126.0, r = 
-0.26) and the word (U = -118.16, r = -0.24) group. The different-shape and word-primed groups did not 
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Figure 4.4: Median recognition accuracy for EIs for the various types 
of priming. Error bars indicate the interquartile range.

Figure 4.5: Median RT for EIs for the various priming groups. Error 
bars indicate the interquartile range.
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Figure 4.6: Fixation maps with trials aligned at the start of the trial. 
(A) The first 500 ms. (B) 500-1000 ms. Only data for participants 
who eventually recognized the gorilla EI are included in this map. 
(C) Fixation map with trials aligned at the moment of recognition. 
The map shows the fixations that occurred during the 1000 ms prior 
to the moment of recognition. Note that for illustration purposes, 
the model rendering is superimposed on the EI (the actual EI is 
shown in Figure 4.2).

A

B

C

4.3.2 Fixation maps

To spatially examine viewing behavior, we com-
puted fixation maps by aligning the trials based 
either on the start of the trial or on the moment 
of recognition. For participants who eventually 
recognized the object, we computed fixation 
maps for the first and second 500 ms bins, as 
well as for the 1000 ms preceding the moment 
of recognition. Figure 4.6 shows fixation maps 
for the gorilla EI. The fixation map in Figure 4.6A 
indicates that most participants already man-
aged to locate the object within the first 500 
ms of viewing the image. Note, however, that 
observers were primarily looking at the chest 
and not at the head. In the second 500 ms bin, in 
contrast, most fixations were on the head (Fig-
ure 4.6B). Around the moment of recognition, 
the head was primarily fixated (Figure 4.6C).

4.3.3 Does saliency predict the fixation locations?

Given the fast detection of the object location within the EIs, it is reasonable to wonder whether visual 
saliency might predict this behavior. For this reason, we investigated how well a classic (Itti et al., 1998) 
and more recent (Harel et al., 2007) saliency model predict the fixations (in the following the models are 
referred to as Itti and GBVS saliency, respectively). Saliency models predict which conspicuous features 
in an image will attract gaze based on image characteristics such as luminance, contrast, orientation, and 
color. Generally, low predictive power of the saliency maps was expected, given that several computer 
vision algorithms have failed to characterize the objects hidden in EIs (Mitra et al., 2009). To evaluate 
the agreement between saliency maps and a set of fixations made on the image, we computed an AUC 
score for each image where chance level was 0.5, and perfect prediction was 1.0. We compared the AUC 
scores for EIs and for the renderings, and for random pairings of images and sets of fixations. 

Since it is possible that initial fixations are guided more by saliency than later ones, we conducted two 
separate analyses: one for fixations made within the first 1000 ms of image presentation, and one for 
fixations made in a 1000 ms window centered on the moment of recognition of the EIs. As a control, we 
performed the same type of analysis using the fixations made within the first 1000 ms of presenting 
the rendering, and for a 1000 ms window centered on the moment of the key-presses made during the 
presentation of the model renderings. Results are shown in Table 4.1, and saliency maps are shown for 
an EI in Figure 4.7.

differ significantly from each other (U = 7.84, r = 
0.02). Hence, the results show that the priming 
did have an effect, and that the most effective 
primes were the same-shape images.



Generally, the AUC scores were higher for the GBVS than for the Itti saliency. Not surprisingly, both 
saliency models performed well for the fixations on the renderings, and performance decreased 
substantially for random pairings. In contrast, the saliency models did not perform better for the actual 
than for the random pairings of fixations and images for either the early or the later fixations made 
during the presentation of the EIs. This result shows that saliency is not a good predictor of the fixations 
made on EIs, suggesting that the low-level visual features captured by the saliency models do not guide 
the eye movements to the objects. Finally, it may be possible that initial fixations are more guided by 
saliency for some types of priming compared to others. To compare whether saliency models differed 
in predictive power across priming types, we carried out an ANOVA. There were no differences between 
the AUC scores for the priming groups during initial viewing for Itti saliency, F(64, 3) = 0.05, p = 0.98, or 
for GBVS saliency, F(64, 3) = 0.4, p = 0.76. Hence, there is no evidence that priming affects the extent to 
which initial fixations are guided by saliency.

Mean AUC SD t p 

Saliency for EIs 

From onset 
Itti .49 .09 -.73 .48 

Ittirand .50 .07 

GBVS .82 .05 .20 .84 

GBVSrand .82        .2 

Centered on recognition 
Itti .53 .08 -.30 .77 

Ittirand .53 .05 

GBVS .76 .08 .22 .83 

GBVSrand .77 .02 

Saliency for renderings 

From onset 
Itti .87 .02 11.37 < .001 

Ittirand .64 .08 

GBVS .89 .02 10.21 < .001 

GBVSrand .66 .08 

Centered on recognition 
Itti .90 .03 12.16 < .001 

Ittirand .66 .07 

GBVS .92 .03 11.42 < .001 

GBVSrand .67 .09 

Table 4.1: Ability of saliency maps to predict eye movements for EIs, renderings, and random pairings of images and fixation locations over 10 
iterations per image. Paired t(14) tests showing the difference in how well saliency maps predict eye movements by comparing AUC scores for 
each image with the null hypothesis – namely, random parings of images and eye movements (Denoted Ittirand and GBVSrand; 10 iterations 
per image). The predictive power of saliency maps was calculated for both EIs and for renderings of the objects from which they were derived.
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4.3.4 Temporal analysis of  
eye movement behavior from 
trial onset

We plotted the median distance to the nearest 
edge, fixation duration, and saccade amplitude 
within a time window starting at trial onset and 
ending 2000 ms later (Figure 4.8). The distance-
to-nearest-edge plot also shows the null hypoth-
esis based on random pairings of EIs and eye 
movements over several iterations (Figure 4.8A). 
This way, the same temporal patterns in the eye 
movements are in the null hypothesis. If there is a 
spatial bias, such as fixating more on the center of 
the screen, this is also preserved, while the spatial 
relation between fixations and the hidden animals 
in the EIs is disrupted. For each plotted parameter, 
the darker shaded area shows the interquartile 
range, while the lighter shaded area shows the 90 
% range. The distance-to-the-nearest-edge plot 
shows that the gaze of the observer approached 
the object’s edges after the first 500 ms, at which 
point the median and interquartile ranges reach 
a plateau and become stable (Figure 4.8A). Medi-
an fixation duration increased after approximately 500 ms and hereafter became relatively stable (Figure 
4.8B), while median saccade amplitude decreased within the initial 500 ms (Figure 4.8C). Saccade amplitude 
plotted as a function of fixation duration showed the largest saccade amplitudes and can be observed for 
fixations with a duration of 80-120 ms (Figure 4.8D).

4.3.5 Temporal analysis of eye movement behavior centered 
on the moment of recognition

Figure 4.9 shows the median viewing behavior across all groups in a 4000 ms temporal window centered on 
the moment of recognition. The darker shaded area shows the interquartile range, whereas the 90 % range 
is shown by lighter shading. Overall, around the moment of recognition, the distance to the nearest edge of 
the fixation positions shows little change in the median and interquartile range. However, there was more 
variation in the 90 % range: 2000-1000 ms prior to recognition, part of the fixations landed at relatively 
large distances to the edge. Moreover, around 1000-500 ms prior to recognition, one can observe a marked 
decrease in variability in this behavior. Median fixation duration also increases slightly prior to recognition 
and remains higher from that moment onwards. This increase in fixation duration is accompanied by an 
increase in variability as well. Saccade amplitude (Figure 4.8C) does not show any marked changes around 
the moment of recognition. Figure 4.8D plots saccade amplitude as a function of fixation duration. The data 
follow a similar trend to the data shown in Figure 4.8D. Saccade amplitude shows a slight peak for fixations 
that last around 100-120 ms and is lower for fixations that are either shorter or longer than this.

Figure 4.7: Saliency maps computed for the flamingo EI (A) with 
Itti saliency (B) and the GBVS (C) algorithm. The fixation locations 
for the first 2 s of viewing across groups are shown with blue dots; 
the hidden object (flamingo) is shown in a darker shade here for 
illustration purposes.
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B
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4.3.6 Comparison of viewing behavior between recognized 
and unrecognized trials

We used the TFCE analysis and permutation statistics to compare trials in which successful recognition 
took place with trials in which participants did not recognize an object. The time courses compared 
spanned over 2 s from trial onset. We found no significant differences between successfully recognized 
and unrecognized trials for distance to edge, or saccade amplitude using a threshold of p < 0.05 
uncorrected for either the 5th, 50th, or 95th percentile per bin. However, the analysis revealed a 
significant difference in terms of fixation duration between recognized and unrecognized trials: after the 
initial 500 ms of viewing, fixation durations were longer for trials during which an object was eventually 
recognized compared to trials during which recognition did not occur. To illustrate this contrast, we have 
plotted the median fixation duration and the interquartile range (Figure 4.10).
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Figure 4.8: Viewing behavior during the initial 2000 ms of observing EIs.(A) Distance to the nearest edge of the hidden object. The null 
hypothesis is plotted in gray. (B) Fixation duration. (C) Saccade amplitude. (D) Saccade amplitude plotted as a function of fixation duration.
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4.3.7 Comparison of viewing behavior in different priming groups

Having found marked differences in reaction time in relation to priming, we wondered whether the 
priming would be apparent in different viewing behavior. To statistically compare differences in viewing 
behavior over time between groups, a TFCE analysis was performed per time course and compared 
between groups using permutation statistics. The comparisons revealed no significant differences 
between priming groups for either distance to edge, fixation duration, or saccade amplitude using a 
threshold of p < 0.05 uncorrected for either the 5th, 50th, or 95th percentile per bin. This was found for 
both time courses from trial onset and centered on the moment of recognition.
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Figure 4.9: Viewing behavior centered on the moment of recognizing the content of the EIs. (A) Distance to the nearest edge. The null hypoth-
esis is plotted in gray. (B) Fixation duration. (C) Saccade amplitude. (D) Saccade amplitude plotted as a function of fixation duration.



4.4 Discussion
We investigated the recognition of EIs by measuring recognition times and concurrent eye movements. 
Our main results are the following:

• A new set of images with emergent properties was identified.

• Observers who recognized the objects after only several seconds were already looking closely at 
their position within the first 500 ms, indicating rapid detection of the hidden objects’ location.

• Saliency did not predict fixations on the EIs either during initial viewing or around the moment of 
recognition.

• Just prior to the moment of recognition, changes in viewing behavior were most apparent from the 
increased consistency with which observers gazed at the object. This behavior was accompanied by a 
concurrent increase in fixation duration. Saccade amplitude did not change notably during this time. 

• Manipulating the available cognitive information by priming had an effect on recognition time but 
not on eye movement behavior around the moment of recognition. The unprimed group and the 
three different priming groups (same-shape, different-shape, and word) did not show differences 
with respect to viewing behavior (median distance of fixations to the edges of the object, fixation 
duration, or saccade amplitude).

Below, I will discuss these results and their implications in more detail.

4.4.1 A new set of EIs has been identified

While the phenomenon of emergence has been used in the study of object recognition before, its 
use has been limited by the availability of only a few unique images that by now have been used for 
decades (the famous Dalmatian image was first published in LIFE Magazine in 1965). We generated a 
new set of stimuli using a computer algorithm developed by Mitra et al. (2009), and these stimuli were 
subsequently evaluated for recognition time and performance. Note that not every image generated 
by the algorithm has automatic emergent properties for human observers. These images require 
verification and selection through measuring performance and recognition time. Based on our testing, 
we have now identified 15 new images that can be recognized successfully by nearly all observers yet 
still take several seconds to do so, thus indicating their emergent character. Having a much larger set 
of emergent stimuli available may contribute to future studies conducted to understand the process of 
human visual object recognition. This type of stimulus could also be suitable for use in neuroimaging 
studies. Given the low temporal resolution of fMRI, stimuli that take a long time to recognize will be 
useful for examining the processes preceding and underlying visual recognition. The identified set of 
images may also prove useful for evaluating future saliency and computer vision models, in particular 
those striving to closely mimic human vision.
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4.4.2 Priming improves and speeds up recognition of EIs

Participants were assigned to either an unprimed group or three different priming groups to investigate 
the effect of cognitive processes on recognition performance. Confirming earlier priming work, all 
primed observers recognized more EIs and required less time for recognition than unprimed observers 
did. Between the three priming groups, there was no difference with respect to the number of images 
recognized. Apparently, knowing which object to look for was sufficient to enable more observers to 
identify it and to do so more rapidly. There was no specific advantage to matching the same shape or 
having seen a visually similar image, since all priming groups performed equally well. Priming also 
resulted in markedly shorter recognition times overall, but there were differences between the various 
primes. For instance, the observers primed by the same-shape prime required less time to recognize 
the EIs than the observers in the different-shape or the word-primed group did. The advantage that the 
same-shape primes provided cannot be explained by location, as all primes were presented at the center 
of the screen. This result corresponds with previous findings showing that same-shape images are more 
effective than different-shape and word primes (Biederman & Cooper, 1991; Fiser & Biederman, 2001; 
Malcolm & Henderson, 2009). The type of priming has the same advantage for regular image and for EIs, 
suggesting similar underlying cognitive recognition processes.

4.4.3 Fast detection, but slow recognition of EIs

A possible explanation for the long recognition times of EIs would be that the EIs primarily extend the 
time required to find the object within the image while the recognition process itself is as fast as usual. 
However, to ensure that search was not the main task, we first made the emerging objects relatively 
large. Hence, EIs were difficult to recognize due to their lack of conspicuous features and not due to 
their small size.  In addition, we found that within 500 ms, the subjects who eventually recognized 
the object were already gazing at it. This response indicates that the image region containing the 
object region was detected very rapidly upon presentation of the image and well before observers 
indicated that recognition of the hidden object had occurred. Object search time was thus only a minor 
component of the recognition time.
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4.4.4 Saliency models do not predict the fixations on EIs

A possible explanation for the fast detection of the object region would be that it stands out because 
it is more salient. For this reason, we analyzed how well a classic and a more recent saliency model 
predicted fixations made on EIs during initial viewing and around the moment of recognition (Harel et 
al., 2006; Itti et al., 1998). We found that neither of the models clearly marked the image regions with 
the object as being more salient. Since human observers did fixate on and near the objects, the saliency 
models were also poor in predicting human fixation performance. This finding is in line with Mitra et al.’s 
(2009) demonstration that human observers exhibited superior recognition performance compared to 
three biologically inspired vision algorithms (Epshtein & Ullman, 2005; Nister & Stewenius, 2006; Serre, 
Wolf, Bileschi, Riesenhuber, & Poggio, 1999). To our knowledge, at present there is no algorithm that can 
reliably detect the objects in EIs.

4.4.5 Unknown image statistics make the objects stand out 
to the human visual system

Saliency models, which emulate the early feature processing stages of human vision, fail to detect EIs 
and predict eye movement. However, participants in the present study already fixated on the region 
containing the object within 500 ms. Such fast localization of the object region suggests that human 
vision extracts a statistic from the splats of the EI that makes the object stand out and attract gaze. In 
support of the idea that image statistics guide eye movements, we found that rapid eye movement 
was directed at the objects both by observers who did and those who did not eventually recognize 
the EI. This idea that specific image statistics are crucial for recognition was also shown in a previous 
study using the Dalmatian image (Tonder & Ejima, 2000). In that study, most participants could locate 
the bulging body of the dog, even though many were unable to correctly identify the object or its 
parts. However, when the experimenters changed the local texture orientation in the bulging body, 
most participants failed to detect the Dalmatian. Note that the saliency models we tested do compute 
orientation contrast, but this apparently fails to capture the relevant image property.

4.4.6 Viewing behavior: from scanning to inspection

Within the first second of viewing, we observed a transition from shorter to longer fixations and from 
larger to smaller saccade amplitudes. It is likely that the initial viewing phase was related to scanning 
the EIs and a brief search for the emerging object, whereas more close inspection followed, and 
eventually recognition. This finding came somewhat as a surprise to us: we had expected that observers 
viewing the EIs would require a longer period of scanning before inspection took place. Within the 
initial period of viewing, saccade amplitude was between 3°-4°. Saccades made on EIs were shorter than 
those mostly observed in scene viewing, which are typically > 5° (Over, Hooge, Vlaskamp, & Erkelens, 
2007; Unema et al., 2005). This distinction suggests that observers exploited neural filters in parafoveal 
and not peripheral vision to identify EI features. The lack of salient regions may also have dampened 
saccadic amplitude. The eye movement behavior that we observed is similar to previous studies. Free 
viewing of scenes can be characterized by an initial period of spatial orientation – the ambient or 
scanning mode of attention – which after approximately 2 s is followed by more detailed inspection 
– the focal or inspection mode of attention (Marsman et al., 2013; Pannasch & Velichkovsky, 2009;
Unema et al., 2005; Velichkovsky et al., 2005). Scanning is characterized by relatively large saccades 
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and relatively short fixations, whereas during inspection saccades are smaller and fixations last longer, 
implying scrutiny of elements within the scene. Hence, eye movements on EIs largely resemble eye 
movements on regular images.

4.4.7 More consistent viewing behavior and longer fixation 
durations around the moment of recognition

We observed that fixation locations leading up to the moment of recognition were consistent both 
before and after recognition. There were no evident changes before or after the moment of recognition 
in fixation locations when plotting the median and interquartile range. The plot showing the median 
distance of fixations to object edges resembled a flat line. However, the tail of the distribution indicates 
that some eye movements targeted regions distributed over the whole image in time intervals further 
from the moment of recognition. This behavior changed around about 1000 ms before recognition when, 
instead of targeting the background, fixations were more often targeted close to or inside the object. 
Hence, the 90 % interval diminished and showed that more fixations were made closer to the objects. 
Over the same period of time, fixations became longer, while saccade amplitude remained the same. 
A possible interpretation of these results is that up to one second before recognition, observers had 
already identified a region that they considered most likely to contain the object, but they also looked 
at the background to consider other candidate areas. Around the moment of recognition, a change 
happened: observers felt certain enough to indicate recognition, and focused only on information 
from the object. As outlined in the previous section, there was a transition from an ambient to a focal 
mode during initial viewing. At the moment of recognition, focal viewing behavior became even more 
pronounced: there was a moment of “hyper-focal” viewing with prolonged fixations on the object. 
Detection and recognition of EIs is probably a complex process that relies on detection of structure, 
active hypothesis testing, and previous exposure (Lee, 2003). Active hypothesis testing, ultimately 
leading to recognition, is supported by the eye movement behavior we measured. Participants looked 
primarily at the object but continued to probe the background before recognition, whereas at the 
moment of recognition they fixated almost exclusively on the object.

4.4.8 Unrecognized objects were nevertheless detected rapidly

We compared viewing behavior for trials in which the EIs were successfully recognized with trials in which 
participants did not indicate recognition. Interestingly, we did not find a difference in the distance to 
edge of fixations or saccade amplitude. Hence, this behavior indicates that for most observers, attention 
was guided towards the hidden objects regardless of whether an object was eventually recognized. This 
outcome again suggests that there is something in the structure of EIs that gives away the objects: the 
right area was being detected, but participants may have lacked the confidence to decide exactly what 
they were looking at. There was a difference between successfully recognized and unrecognized EIs 
during initial viewing. After the first 500 ms, fixation durations were shorter for unrecognized images 
compared to trials in which recognition did occur. We speculate that the increase in fixation duration 
is related to the observers’ certainty that the right object has been detected; this would be consistent 
with our finding that fixation durations increased just around the moment of recognition. Therefore, the 
shorter fixation durations may reflect more uncertainty in the unrecognized trials.



4.4.9 Priming boosts confidence in decision making yet does 
not alter eye movement behavior

It has long been known that the task influences how observers examine images (Buswell, 1935; Yarbus, 
1967). Therefore, different viewing strategies for primed and unprimed groups could also be expected. 
However, we found that, unlike different viewing tasks, priming did not impact viewing behavior. A TFCE 
analysis of the scan paths showed that, for both initial viewing and eye movements around the moment 
of recognition, priming did not affect eye movement behavior. There were no differences between the 
groups in terms of fixation duration, saccade amplitude, and fixation distance to the nearest object edge. 
In the unprimed group, one could have predicted a larger degree of mislocalization of object boundaries, 
but these observers were not further from the object edges than the primed observers. These results 
support the point made in the previous section that low-level features mainly guide eye movements. 
Our finding of invariant eye movement behavior under different priming regimes suggests that prior 
information does not impact the way in which EIs are viewed. Priming resulted in faster recognition 
times. This could be explained by faster localization, a more efficient testing of a perceptual hypothesis, 
or greater confidence that the right object was recognized in the EIs. The first two explanations predict 
differences in eye movement behavior, whereas the latter does not. Since we did not find differences 
between groups regarding their eye movement behavior, we conclude that priming primarily affected 
observers’ confidence, resulting in faster decision making. Taken together, the influence that priming had 
on reaction times but not on eye movements implies that the effect of priming is limited to categorization 
and decision making, while perceptual processes guide eye movements.

4.5 Conclusion
A new set of images with emerging properties was created, and recognition performance and eye 
movements were measured. The present study supports a perceptual account of target localization and 
recognition of EIs. Irrespective of priming, recognition was preceded by specific eye movement behavior 
with more fixations around the edges of the object. Moreover, observers who eventually recognized 
the object were already inspecting its location within the first second of viewing the image. Different 
types of priming did affect reaction time, which suggests that priming affected decision making but 
not how visual stimuli were processed. Having a more extensive and validated set of emergent stimuli 
provides opportunities for future studies. Separating the human ability to quickly detect and eventually 
recognize the complex emergent images in a robust way improves our understanding of human object 
recognition and perceptual and cognitive processes, and may aid the development of better biologically 
plausible computer vision algorithms.
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Supplementary material

S1. The final 15 images that were used in this experiment were selected based on a pilot study with 30 
images and 10 participants. Image selection from the pilot study was made on the basis of recognition 
time and accuracy. For an image to be included in this experiment, the average recognition time had to be 
above 3.5 s and recognized by at least 80 % of the participants in the pilot study. By making hidden objects 
relatively large, we ensured that recognition times were not prolonged due to the objects’ size.

S2. Eye movement traces were computed using a sample-and-hold technique. TFCE was used to transform 
the time courses followed by permutation statistics (1000 permutations). The two TFCE
parameters, H and E were set to H = 0, E = 1. See the chapter on EyeCourses in this thesis for more details 
about the TFCE approach.
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5
Changes in V1 
response maps 
following object 
recognition:
methods and 
preliminary 
analysis



Abstract 
Comprehending the world necessitates the reliable and efficient seg-
menting of complex visual scenes into coherent objects that can be act-
ed upon. This requires the integration of sensory data and information 
on behavioral relevance. Where in the human brain this integration into 
priority occurs remains to be determined. In the present fMRI study, we 
tested the hypothesis that V1 represents priority by evaluating its re-
sponse during an object recognition task. Participants viewed emerging 
images (EIs), similar to the famous Gestalt image of a Dalmatian, for which 
the recognition process is extended. For such stimuli, the percept chang-
es dramatically within a trial, even though the physical stimulus remains 
the same. Therefore, our paradigm provides insight into the neuronal 
responses associated with recognition. For the analysis, we developed 
a methodological approach combining population receptive field (pRF) 
mapping with blood oxygen level-dependent (BOLD) responses to chart 
spatially detailed maps of cortical activity. For many active pRFs, the 
responses were modulated following recognition despite the physical 
stimulus remaining the same. A possible explanation for such changes is 
that V1 activity represents priority and not just the visual input.
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Introduction
The human visual system has the remarkable ability to group individual elements together and 
organize them into coherent and meaningful objects. Selecting relevant information and organizing 
it into objects, relies on the sensory input as well as experience acquired through daily encounters 
with the visual world. Hence, stable and versatile object recognition requires both “bottom-up” sensory 
information and “top-down” influences such as prior knowledge, expectations, and goals. The combined 
contribution of visual input and top-down influences can be described as priority (Bisley & Goldberg, 
2010; Fecteau & Munoz, 2006; Itti & Koch, 2001; Serences & Yantis, 2006). Priority maps in the cortex 
are thought to represent the degree of attention directed towards spatial locations based on sensory 
data and behavioral relevance. Hence, specific parts of the visual field will receive higher priority and 
focused attention. However, where and how top-down and bottom-up information is integrated during 
object recognition is still unknown.

The primary visual cortex (V1) is a likely candidate for integration of top-down and bottom-up 
information (Gilbert & Li, 2013; Hochstein & Ahissar, 2002; Lee, Mumford, Romero, & Lamme, 1998; 
Petro, Vizioli, & Muckli, 2014). Anatomically, V1 receives feedforward projections that carry sensory 
information as well as feedback projections from higher-order cortical areas (Douglas et al., 2007). V1 
also contains the neural mechanisms to form a detailed retinotopic map of the visual field that higher-
order areas can act upon to select a subset of the incoming visual information. As not all sections of 
complex scenes or images are similarly critical for recognition, this model predicts that recognition will 
result in both increments and decrements of the V1 signals during object recognition.

The results of previous fMRI studies into recognition have been diverse, with evidence for both decreased 
V1 activity, e.g. due to suppression (Fang, Kersten, & Murray, 2008; Murray et al., 2002), and increased 
V1 activity, e.g. due to grouping (Altmann, Bu¨lthoff, & Kourtzi, 2003; Meng, Remus, & Tong, 2005).  A 
particular reason for these contradicting results may lie in these studies averaging across entire regions 
of interest (ROIs), thereby neglecting that recognition may simultaneously require the enhancement of 
responses to relevant information and suppression of responses to irrelevant information. Averaging 
across regions severely hampers one’s ability to uncover evidence for simultaneously ongoing yet 
opposing processes within a region.

Indeed, studies using illusory contours have found evidence for both inhibitory and excitatory 
activations taking place within V1 (Kok, Bains, van Mourik, Norris, & de Lange, 2016; Kok & De Lange, 
2014). While such contours are relatively simple stimuli, these studies suggest that V1 may indeed play 
a substantial role in more complex object recognition, which is often considered a process taking place 
in higher-order regions (i.e. the inferotemporal cortex).

Typically, previous studies have used alterations of the physical input to induce the transition from 
unrecognized to recognized object. However, this manipulation induces undesirable correlations 
between the physical alteration and the perceptual transition. Moreover, previous studies have used 
simple shapes or geometrical figures. To overcome these limitations, in the present study we used 
emerging images (EIs): computer-synthesized stimuli with emergent features (Mitra, Chu, Lee, & Wolf, 
2009) similar to the famous Gestalt image of a Dalmatian in a sun-spotted garden (photographed by 
R. C. James). The major advantage of using these images is that the perceptual experience transitions 
dramatically in the absence of a physical change to the visual stimulation: what initially appears to be a 



meaningless collection of black and white patches eventually turns out to contain a recognizable 
object (Nordhjem et al., 2015). Consequently, the sensory input to the early visual cortex remains 
identical, while the observer’s percept changes. Therefore, studying V1 responses using EIs provides a 
unique window on the role of this region in object recognition. An additional advantage of using EIs is 
that the recognition process is extended in time (Nordhjem et al., 2015), making this usually very fast 
process accessible for study by the relatively temporally slow fMRI technique.

To study the potential involvement of V1 in object recognition, we compared spatially detailed maps 
of blood oxygen level-dependent (BOLD) activity in V1 before and after the recognition of EIs. To 
do so, we first used fMRI to create maps of the neuronal population receptive fields (pRFs) present 
in V1 (Dumoulin & Wandell, 2008). Subsequently, these pRF maps were used to project the pre- and 
post-recognition BOLD activity in V1 onto the visual field, providing detailed image-based maps of 
recognition-related BOLD modulations in the absence of any change to the physical visual input. We 
hypothesized the simultaneous presence of both increments and decrements in V1 activity associated 
with object recognition. Specifically, we expected increased activity in pRF locations corresponding to 
the object, and decreased activity in pRF locations surrounding it.

5.2 Methods

5.2.1 Participants

Eight healthy right-handed participants with an average age of 24.5 years participated (six women). 
All participants reported normal or corrected-to-normal vision. The participants were recruited via an 
advertisement and rewarded with 10 euros per hour for participation. All participants understood the 
instructions and were able to recognize an example EI prior to scanning.

Figure 5.1: Example of an emerging image (EI). The original EI with a hidden dog is shown to the left, and the same image with the dog against 

a lighter background is shown on the right.
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5.2.2 Ethics statement

The Medical Ethical Committee of the University Medical Center Groningen approved the present 
study. All participants signed a consent form prior to the study. Participants were informed that the 
experiment was voluntary and that they could terminate their participation at any time.

5.2.3 Data acquisition

Participants were scanned using a Philips 3 Tesla MRI scanner (Philips, Best, the Netherlands) at the 
Neuroimaging Centre in Groningen, the Netherlands. High-resolution T1-weighted structural images 
were acquired at 3 Tesla using a six-channel head coil at a resolution of 1 x1x1 mm3 isotropic voxels, 
with a field of view of 256x256x170 mm. The TR was 9.00 ms, TE was 3.54 ms, axial orientation. The 
volume orientation differed between participants, though in all cases it was approximately parallel to 
the calcarine sulcus.

The retinotopy scan had a repetition time (TR) of 1.5 s and an echo time (TE) of 30 ms, and 24 slices were 
collected with a resolution of 2.5x2.5x2.5 mm3 isotropic voxels. The retinotopy scan lasted 210 s per 
run, and 132 volumes were collected. Each run was repeated six times. The EI session had a TR of 2 s, a 
TE of 30 ms, and 36 slices were acquired. In total, 300 volumes were collected.

Stimuli were presented on a 24 inch BOLDscreen, an fMRI-compatible LCD screen with the dimensions 
of 620 x 445 mm and a refresh rate of 60 Hz. The resolution was set to 1920x1200 pixels. The distance 
between the subject and the screen was approximately 120 cm. An Eyelink 1000 eye tracker was 
used in the EI session to ensure stable fixations and track eye movements during the periods of free 
viewing (not reported on in this chapter). Participants responded using an MRI-compatible button 
box. Behavioral responses and eye movement data were collected using MATLAB (MathWorks, Natick, 
MA, USA) with the Psychophysics toolbox (PTB-3; Brainard, 1997; Pelli, 1997) in combination with the 
Eyelink Toolbox (Cornelissen, Peters, & Palmer, 2002).

5.2.4 Procedure

All participants came for two fMRI sessions on separate days. During the first session, an anatomical 
scan and retinotopic mapping were carried out, while during the second session the EI experiment 
was performed. Each session took approximately one and a half hours including preparation time, 
debriefing, and actual scan time.

5.2.5 Retinotopic mapping

For the retinotopy, participants were instructed to focus on the colored dot in the middle of the screen 
and not to track the bar moving across their visual field. Participants were asked to press a button as 
soon as the fixation dot changed color to ensure stable fixation and attention to the stimulus. During 
the first fMRI session, participants were shown a moving bar stimulus to map the visual regions using 
the pRF method (Dumoulin & Wandell, 2008).



5.2.6 EI experiment

For the EI session, the participants were instructed prior to scanning and shown a sample trial on a 
laptop. The instructions within the overall experiment were to look at the images and follow the 
instructions on the screen. All EIs were presented twice (EI1 and EI2) and participants were requested 
to maintain fixation on a circle shown at the center of the screen (Figure 5.2). Immediately after EI1 
had been shown, the participants were asked to indicate whether they had been able to recognize an 
object. Recognition was defined as the ability to perceive a shape that could be categorized as a specific 
object, and a few examples were given before scanning started (e.g. perceiving something or an animal 
should not be indicated as recognition, while perceiving a dog or a wolf would count as recognition). 
Subsequently, participants were allowed to explore the image by freely viewing it; the combined eye 
tracking and fMRI results are not presented here. During the free viewing, participants were asked to 
make a key-press if they recognized an object. After the free viewing, participants were then given four 
choices to indicate what they had recognized (this was always three different animals and the option 
that nothing was recognized). Finally, an image clearly showing the embedded shape was shown and 
EI2 was presented.

5.2.7 EI stimuli

The EIs were all created and validated in a previous study (see Nordhjem et al., 2015 for details 
about image creation). Fifteen images with an emerging object and five similarly textured images 
(nonsense1-5) without a hidden object were included. The images were viewed at a diameter of 10.2° 
to match the image size with the stimuli used for retinotopic mapping. The EIs were generated using 
an algorithm that mapped black splats onto a 3D object that itself was embedded in a background with 
similar appearance but lacking the structure of the location of the object (Mitra et al., 2009). The EI 
stimuli were presented with a central red fixation point.

Figure 5.2: Schematic representation of the paradigm. Each trial consisted of the baseline (BL) and the first EI with a central fixation point 
(EI1), followed by a report during which the participant could indicate by key-press if the EI was already recognized. Subsequently, the hidden 
object was shown, baseline was collected again, and finally the same EI was presented again (EI2).
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5.3 Data analysis

5.3.1 Preprocessing

Boundaries between gray matter and white matter were detected using Freesurfer (http://surfer.nmr.
mgh.harvard.edu/) based on the anatomical T1-weighted image. After the automatic segmentation, 
each slice was manually checked and corrected using ITK-snap (http://www.itksnap.org/). Further 
preprocessing was carried out using mrVista (http://vistalab.stanford.edu/software/). This included 
motion correction of the functional scans (within and between scan correction) (Nestares & Heeger, 
2000) and alignment of the functional data to the anatomical T1-weighted image. The cortical surface 
was reconstructed and rendered as a 3D surface for visualization, which was used to draw the ROIs 
(Wandell, Chial, & Backus, 2000).

5.3.2 Analysis overview

Following the preprocessing, the analysis was conducted in several steps (Figure 5.3). The model-
based pRF method was used to estimate visual field maps with the data from the retinotopy session 
(Dumoulin & Wandell, 2008). A general linear model (GLM) was used to contrast activity before and 
after recognition; this was done at the level of each subject for each stimulus with the data from the 
EI experiment. The pRF parameters obtained with retinotopic mapping were projected onto the visual 
field (image space) to obtain visual field coverage maps. Then, the BOLD responses obtained from a 
GLM analysis were projected onto the visual field using the pRF parameters. Thus, priority maps were 
created for each individual observer and each EI.

5.3.3 pRF analysis and definition of ROIs

The pRF of a voxel is defined as the location in visual space that maximally stimulates it (Dumoulin & 
Wandell 2008). Briefly described, the pRF analysis generates predictions by varying location (x, y) and 
spread (sigma) of a Gaussian for each voxel until best fit is reached (minimum residual sum of squares). 
The fMRI time series for each voxel is computed by convolving the pRF model with the stimulus matrix 
and the BOLD hemodynamic response function (HRF) (Boynton, Engel, Glover, & Heeger, 1996; Friston 
et al., 1998; Glover, 1999; Worsley et al., 2002). This analysis is described in detail in Dumoulin and 
Wandell (2008). The pRF models were used to estimate the pRF parameters for each voxel and create 
eccentricity and polar angle maps to delineate V1. We defined the ROIs individually for each subject. 
Polar- angle and eccentricity maps were created by projecting the pRF estimates onto the 3D model 
of the gray-white matter border for each subject. V1 was obtained by outlining the borders on the 3D 
model for each hemisphere and then combined (Figure 5.3).



Figure 5.3: Overview of the analysis steps. The pRF analysis (left panel) was conducted to define V1 as an ROI for each participant and to ob-
tain the pRF location and visual field coverage for each voxel. A GLM analysis (right panel) was performed to correlate BOLD responses to the 
stimuli per voxel. Finally, BOLD activity within the ROI was projected on the visual stimulus using pRF coordinates and size (i.e. VF coverage).
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5.3.4 GLM analysis of the EI experiment

Activity for each stimulus before (EI1) and after recognition (EI2) was analyzed using a GLM in mrVista. 
For each stimulus, a parameter file was created to specify the design matrix. For each subject s and 
each EI object i, the onsets of EI1s,i, EI2s,i and Baseline (BL) were modeled, while instructions between 
stimulus presentation and the rest of the EIs were modeled as regressors-of-no interest. We included 
the following contrasts for each subject s per image i: EI1s,i > BLs, EI2s,i > BLs, and EI2s,i > EI1s,i. Contrast 
effect sizes (ces; arbitrary units) were computed and stored in matrices for further analysis.

5.3.5 BOLD coverage maps

The visual field coverage was estimated for V1 in all subjects. Each coverage plot visualized the 
locations in the visual field that evoked significant activations in the voxels of a specific visual field 
map. The visual field was estimated based on the full pRF model. The locations of existing pRF centers 
were mapped as a binary image, and the coverage was estimated by combining the pRF size and visual 
field coverage parameters. Hence, for each voxel in the ROI, its estimated 2D pRF model was projected 
onto the visual field (stimulus referred). If a location was covered by several pRFs, the one with the 
highest weight was plotted (maximum profile). For each individual observer, a V1 visual field coverage 
plot was created that combined pRFs estimated for the left and right hemispheres.

We then charted the BOLD responses in visual field coordinates for EI1, EI2, and the difference between 
them: ∆EI. This analysis was conducted to show the relative importance of locations in the visual field 
(and thus image) in causing recognition-related modulations. For each individual participant and 
stimulus, we created maps of the BOLD activity in visual field coordinates:

Where n denotes the number of voxels in the given ROI, ces i is the contrast effect size, and g(x0i, y0i, 
σ ) is the 2D Gaussian with peak coordinates (x0, y0) and standard deviation (σ). Only voxels from the
pRF model with a variance explained (VE) threshold of 0.5 were included in the analysis. Because single 
voxels with a very large RF size could distort the results, we used a median filter that smoothed the pRF 
size parameter of each voxel with its two nearest neighbors and replaced that voxel’s size parameter 
with the median of the three voxel sizes.

5.3.6 Individual offsets

We computed individual offsets to account for the possibility that some voxels might just always be 
more active, e.g. due to a foveal bias. The offset for each subject was calculated by averaging the 
contrast effect sizes for all EIs (s = 1 ... N subject, i image).
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Following this, the maps were corrected for the offsets for EI1 and EI2. Notice that the subject offset (Θ) is
subtracted from each image. The multiplication by the offset was included to avoid spurious results from 
non-prioritized regions (i.e. very large differences in areas where there was no effect of the current image).

The effect of recognition, defined as the relative difference between EI2 and EI1, was corrected for the 
individual offsets as follows: 

5.3.7 Group analysis

To determine the effect of recognition, we plotted the mean BOLD activation for each EI across observers 
EI2i > EI1i. All data that entered the group analysis were corrected for individual offsets as described 
in the previous section. Permutation tests were carried out to assess which locations in the VF (and 
hence on each EI) were modulated significantly due to recognition. The null hypothesis was that there 
is no effect of recognition and therefore no difference between E1 and E2. The labels E1 and E2 were 
permuted, which is equivalent to permuting their sign. For each image, 256 permutations were carried 
out (which is the maximum number of permutations possible given the number of participants). The 
group results are shown per image in VF coordinates with contour lines showing the areas of the EI 
where activity deviated significantly from the null hypothesis. The statistical threshold was set at the 
95th percentile of the permuted distribution.

5.3.8 Visualization of saliency

To investigate whether brain activity found for EI1 and EI2 could be explained by low-level image properties, 
we visualized saliency maps. We used two computational models of saliency: the classic saliency model 
(Itti, Koch, & Niebur, 1998) and the Graph-Based Visual Saliency (GBVS) model (Harel, Koch, & Perona, 
2006). We used the GBVS Matlab toolbox by J. Harel, which includes both saliency models (http://www.
vision.caltech.edu/harel/share/gbvs.php). Saliency maps are shown in visual field coordinates.

5.4 Results
We used fMRI to assess changes in V1 activity during the recognition of EIs. By using coverage maps, we 
focus on changes in the spatial distribution of the signals. Results are reported across observers. We refer 
to the supplementary material for recognition performances and additional plots of cortical activity.
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5.4.1 Cortical responses to EI1 and EI2

We plotted the average cortical response maps across participants for EI1 and EI2; we will refer to these 
maps as BOLD coverage maps (BCM) 1 and 2. Our hypothesis predicted that the V1 responses in BCM1 
would primarily reflect the bottom-up visual input and be largely driven by contrast (i.e. saliency), while 
the responses to BCM2 would reflect both the visual input as well as prioritized parts of the stimulus 
(corresponding to (parts of) the recognized object).

Figure 5.4 shows BCM1 and BCM2 for four stimuli. For both the frog and the horse image, there were 
areas with very similar activity close to the fovea. In itself, this is not so surprising since the visual input 
was kept the same and participants held central fixation. Hence, the activity in both maps appears for 
a large part to have been driven by the visual input. For the gorilla and the wolf images, however, there 
were larger differences between BCM1 and BCM2. For instance, for the gorilla, in BCM1 there was an 
area of deactivation at the location of the head which became active in BCM2. For the wolf, the reverse 
pattern was seen compared to the gorilla, namely a large area with an increased response in BCM1 
became suppressed in BCM2.

Figure 5.4: BOLD coverage maps and saliency maps. Rows 1-3 show BOLD visual field coverage maps before (BCM1) and after (BCM2) recogni-
tion averaged across participants (n = 8). The color map represents the normalized group BOLD responses (a. u.). Rows 4-5 show saliency maps 
computed for the EI frog, horse, gorilla, and wolf with the Itti and GBVS models. The object area is shaded for the purpose of illustration. The 
color map represents normalized saliency scores.



5.4.2 Changes in cortical activity

Our goal was to map changes in cortical activity related to object recognition while the visual input 
remained the same. To do so, for each observer we computed the difference between BCM1 and BCM2: 
∆BCM. The average ∆BCM maps reveal the spatial differences in activity between BCM1 and BCM2. They 
thus reveal regions of V1 that differentially responded following the recognition of the objects. Figure 
5.4 (row 3) shows that for the frog and gorilla image, such regions were located at visual field locations 
both inside and near the edges of the objects. However, for the horse image, large differences can be 
seen outside the object. For the wolf image, on the other hand, the ∆BCM shows little specific differential 
activity. Hence, we do find substantial spatial differences in V1 responses before and after recognition 
despite the fact that the physical stimuli did not change. Locations of increased BOLD responses 
corresponded to those of the object as well as to locations outside of the objects (see supplementary 
material for additional BCMs).

5.4.3 Relating saliency to BOLD responses

To qualitatively examine the role of the physical stimulus in the cortical responses, we created saliency 
maps for all EIs using two models (referred to as Itti and GBVS, respectively). The objective was to 
compare whether salient parts of the EIs would overlap with the locations of higher cortical activity in 
BCM1 and BCM2. The saliency maps are shown in Figure 5.4 (bottom two rows).

In general, neither saliency model revealed the entire object in any of the EIs as a single salient region. 
The Itti model revealed many small salient areas scattered across the EI, whereas the GBVS model 
revealed fewer but larger salient areas. For the frog image, there appears to be some overlap between 
the cortical activity seen for BCM1 and BCM2 and the two salient areas just behind the frog in the GBVS 
map. However, there is also a salient area in the GBVS map that is not reflected in the activity pattern 
in the BCMs. For the horse image, there is no obvious relationship between the saliency map and the 
BCM activity. For the gorilla image, in contrast to the horse, there is correspondence between the salient 
location near the head as revealed by the GVBS map, and the activity in the ∆BCM. However, for many 
other locations, no such relationship existed. For the wolf image, the Itti saliency map is scattered and 
does not correspond particularly well to either of the BCMs. However, the GBVS map shows two salient 
areas that also show increased activity in BCM1. The same highly salient area shows decreased activity for 
BCM2, indicating that responses to this area of the image became suppressed. Hence, it appears that there 
is occasional correspondence between saliency as modeled with GBVS and cortical activity in the BCM 
plots, especially prior to recognition (BCM1). For the Itti model, however, the relationship seems absent.

5.5 Discussion
We found that V1 responses change following the recognition of an object. In the absence of physical 
changes to the stimulus, this suggests that the origins of the local increases in signal are associated with 
the recognition process itself. 

Visual object recognition and its underlying processes such as grouping and image segregation are still 
poorly understood. The classic feedforward modular view suggests that V1 extracts simple features 
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such as edges, while more complex shape representation takes place in higher-order extrastriate areas 
(DiCarlo, Zoccolan, & Rust, 2012). Here, we show that V1 activity is modulated by object recognition in 
the absence of any changes to the visual stimuli. One interpretation of the increased V1 activity is that 
it represents the priority that certain visual locations have for the recognition process. We will discuss 
these matters in more detail below.

5.5.1 V1 responses are modulated by object recognition

We expected increased activity in pRF locations corresponding to the object, and decreased activity in 
pRF locations surrounding it. However, the pattern of the results we obtained was less clear. For some 
of the stimuli, the difference in V1 response before (BCM1) and after recognition (BCM2) revealed that 
object recognition was associated with increased activation of pRFs at locations corresponding to the 
object. However, in other cases, the activations and deactivations showed no clear relationship to the 
object present. Hence, while we did find recognition-related V1 modulations, the degree to which these 
reflect perceptual changes remains unclear.

Grouping and object recognition may depend on the interplay between the early visual cortex and 
higher-order regions that respond to object shape. Therefore, retinotopically organized regions with 
smaller RF sizes such as V1, and non-retinotopic areas with large RF sizes have complimentary roles. 
One possibility is that bidirectional connectivity between the early visual and higher-order areas is 
required to perceive both the global shapes and their finer details (Lee et al., 1998). However, our 
research indicates that object recognition does not modulate feedback effective connectivity to V1 
(Nordhjem et al., 2016).

The question that arises is why these changes in responses take place in V1 and not only in higher-order 
visual areas. One speculation is that higher-order visual areas with large – spatially invariant – receptive 
fields are involved in object recognition at a more global and conceptual level, while retinotopically 
organized visual areas such as V1 enhance and suppress incoming information based on the (expected 
or inferred) behavioral relevance of specific stimulus regions. In this vein, the modulations at the level 
of the early visual areas may be part of grouping processes that help reduce complexity. As soon as local 
elements can be assigned as being part of a texture or as belonging to either the fore- or the background, 
they may not require further detailed processing by higher-order areas. In the case of EIs, such assignment 
may not always be fully correct, which could be an explanation for the somewhat variable results.

5.5.2 Variation in BOLD coverage maps across stimuli

For the frog, the gorilla, and somewhat less for the horse EIs, we found increases in V1 activity after 
recognition corresponding to object locations. However, many ∆BCM modulations showed no clear 
correspondence to the object locations. This lack of consistency in the maps could reflect substantial 
variation in the underlying neural recognition processes and strategies across participants. Moreover, 
for the individual EIs, there were variations in the difficulty with which the object could be segregated 
from the background. Furthermore, as observers were required to fixate on the center of the image, 
the eccentricity at which the object was located could play a role in this. There is a higher density 
of smaller-sized pRFs near the fovea, whereas these become larger and somewhat sparser at higher 
eccentricity. Hence, to some extent, the BCMs also reflect the quality and quantity of the pRF mapping.



For some of the EIs, image regions outside the object but with a relatively high saliency may have 
attracted initial attention, which could also be reflected in the BCMs. This  could for instance be the case 
for the wolf image. For this stimulus, a strong response to an area with dense black spots was present 
before recognition, while after recognition activity in this region was suppressed. Hence, the BCMs may 
also reflect suppression of distracting information and not only enhancement of relevant information. 
In support of this possibility, the GBVS saliency model showed a high saliency in approximately the 
same location where we observed cortical activity in BCM1 and a decrease in activity for BCM2. In 
any case, this observation supports the notion that the ∆BCM modulations reflect recognition-related 
activity and not only image statistics.

5.5.3 Limitations

It is challenging to create EIs that are not recognized immediately but that will eventually be by most 
observers. Compared to other stimuli, e.g. ones inducing illusory contours such as Kaniza shapes and 
oriented line segments (Lamme, Super, & Spekreijse, 1998), EIs are more complex and perceptually 
stand out less clearly. Because EIs are perceptually challenging, this could eventually lead to weaker 
or noisier responses following recognition. Moreover, some images may not have been sufficiently 
recognizable for some participants. Furthermore, all the objects came in different shapes and sizes, 
which made our stimuli more complex than previously used geometrical shapes. For that reason, the 
analysis could only be carried out for one EI at a time. Straightforward averaging across stimuli was not 
possible, which makes the results somewhat more difficult to interpret in a quantitative manner.

Even though this is a general limitation of fMRI, it is important to note that causality cannot be inferred 
from the BOLD response maps. It is therefore impossible to determine whether increases in activity 
during recognition are a prerequisite or a consequence of object recognition. Participants were 
requested to keep central fixation and responded with a key-press if the color changed. Despite the 
requirement to attend to the central fixation spot, however, changes in covert attention may have 
affected the results. After recognition participants may have distributed their attention, or been paying 
more attention to the object location or specific image features. Finally, in future experiments, it could 
be advantageous to present the objects at a consistent location and at the same eccentricity. This might 
facilitate drawing conclusions from multiple stimuli and avoid differences related to the density or 
reliability of the various pRFs.

5.5.4 Future directions

The EIs all consisted of dense and detailed black splats, and it may require foveal vision to segment the 
figures from the background. The role of eye movements while recognizing EIs have been treated in 
the previous chapter, where we showed that fixations are primarily made on the boundaries between 
objects and their background (Nordhjem et al., 2015). This indicates that inspection of the edges 
precedes visual recognition. Since we required central fixation, the participants did not freely inspect 
the details of the stimuli. We made this choice to be able to consistently map the responses prior to and 
after recognition. In the future, however, it may be possible to allow eye movements and correct the pRF 
model accordingly (Hummer et al., 2016). This would allow for the integration of the tracking of gaze 
behavior and brain responses leading up to the moment of recognition.
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Cortical activity maps reflecting behavioral relevance offer the possibility of detailed analysis of the 
neural processes underlying visual perception. A more detailed view of the changes of activity within 
regions could potentially bring neuroscience closer to answering the question of “how” instead of 
“where” object recognition is achieved. Whereas the present study was highly explorative, further 
developments of the approach could complement existing tools in computational visual neuroscience 
(Wandell & Winawer, 2015).

5.6 Conclusion
We have shown that responses within the V1 are modulated when local features are grouped into 
global shapes during object recognition. We believe that this map characterizes the responses in V1 
that reflect interaction between the early visual cortex and higher-order visual regions. Hence, V1 may 
enhance the neural responses to prioritized features and suppress those that are of less relevance.

Our results indicate that V1 does not only respond to the visual stimulus, but also includes top-down 
information from higher-order areas. We have provided a method to project changes in V1 onto the 
visual field, giving a map of cortical activity in visual field coordinates. Ideally, this method could allow 
mapping of the locations of attention.
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Supplementary material

S1. Behavioral results 
We recorded how many of the EIs were recognized upon the first presentation (EI1) and after the period 
of free viewing prior to the second presentation (EI2) (Table 5.1). Participants reported whether they had 
recognized an object (yes or no) at the moment of recognition during free viewing, and were given four 
choices after the free viewing period.

It proved difficult to find EIs that were sufficiently difficult to not be recognized during the first presen-
tation, but that were recognized correctly after the free viewing condition. A dolphin EI was recognized 
during EI1 and also during free viewing, and was therefore not a useful stimulus to compare V1 activity 
before and after recognition. Other objects such as the goat were not recognized correctly by any of the 
observers and might therefore have been too ambiguous. We chose to focus on the frog, horse, gorilla, and 
wolf in the further analysis because the majority of the participants did not recognize these stimuli until 
after the free viewing.

In most cases, recognition was not indicated after EI1 or during free viewing for the images without an ob-
ject (nonsense 1-5). However, participants often reported seeing an object when given four choices, and 
answered consistently. For instance, four subjects indicated having seen a whale in one of the nonsense 
EIs, and six saw a spider in another nonsense EI. Hence, it appears that participants preferred to take a 
guess instead of indicating that they had seen no object.

Table 5.1: Count of participants who recognized each EI for n = 7 (one participant was scanned with a defect button box). EI1 indicates the count 
of participants who responded that they recognized an object after the first stimulus presentation. FW indicates the count of participants who 
indicated that they recognized an object during the period of free viewing. Correct response indicates the participants who indicated the correct 
object when given four choices. The count of participants who responded correctly or saw a similar object is indicated as well.

Image EI1 FW Correct response Correct or similar response 

Bear 1 6 2 

Bunny 5 6 1  5 (Cat) 

Camel 6 6 2 

Cow 6 6 2  5 (Zebra) 

Dolphin 6 6 6 

Elephant 3 6 6 

Flamingo 5 6 0 

Frog 1 6 7 

Goat 7 6 0 

Horse 2 6 3 7 (Gazelle) 

Gorilla 1 6 6 

Lion 3 6 0  4 (Donkey) 

Panther 6 7 5 

Man 1 6 0 

Wolf 1 5 5 

Nonsense 1 0 0 0  

Nonsense 2 0 0 0 

Nonsense 3 1 0 0 

Nonsense 4 1 1 0 

Nonsense 5 0 1 0 



S2. Individual offsets
Individual offsets are shown for each of the eight subjects in visual field coordinates and normalized to a 
scale between 0 and 1 in arbitrary units. Strikingly, the offsets are quite heterogeneous: while some subjects 
showed a clear foveal bias, others on average showed increase in activity at various more peripheral locations.

Figure 5.5:  Individual offsets
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S2. Additional BOLD coverage maps
BOLD coverage maps are shown for the bear, bunny, camel, and nonsense1 image. We did not include 
these EIs in the main results section because we focused on a subset of images that were not recognized 
initially, but were successfully recognized after the second presentation.

Figure 5.6: Example BOLD coverage maps across participants. The maps show BOLD visual field coverage maps before (BCM1) and after 
(BCM2) recognition averaged across participants (n = 8). The object area is shaded for the purpose of illustration. The color map represents 
normalized saliency scores.





6

Based on

Nordhjem B, Ghedini F, Cornelissen F. W. (accepted). The neural correlates 
of geometrical and figural bistable perception. Vision Research.

The neural 
correlates of 
geometrical and 
figural bistable 
perception



106

Abstract 
Bistable visual perception occurs when sensory information is ambiguous 
and supports two equally valid interpretations. Two types of bistability 
were defined in this study: geometrical bistability, such as in the Necker 
cube where perspective reversals take place; and figural bistability, such 
as in the Rubin face-vase figure where the stimulus appears to alternate 
between two different figures. We investigated whether perception of 
different types of bistable figures is correlated with activity in different 
brain areas. Furthermore, we compared perception of bistable figures 
to perception of externally alternating stable figures. We used fMRI 
to detect brain activity in 16 participants. Geometrical bistability was 
associated with activity in the parietal cortex, suggesting involvement of 
spatial cognition, while figural bistability was associated with activity in 
ventral occipitotemporal cortical regions, presumably because of their 
involvement in recognition. Several cortical regions, including frontal and 
parietal regions and the cerebellum, showed an increase of activation 
during bistable perception compared to replay. Our study suggests that 
frontoparietal areas show increased activation during bistability, while 
each distinct visual percept is correlated with activation within specific 
higher visual processing areas.
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6.1 Introduction
Ambiguous visual figures that induce bistable perception are puzzling because they appear to alternate 
between two interpretations over time despite an absence of any physical changes. Some of the best-
known bistable figures are the Necker cube (Figure 6.1 (left); Necker, 1832) and the Rubin vase (Figure 
6.1 (right); Rubin, 1921). Prolonged viewing of bistable stimuli leads to spontaneous perceptual 
reversals, or flips, when the brain alternates between stable, mutually exclusive, and equally valid 
perceptual interpretations. Hence, the perceptual interpretations change over time while the stimulus 
remains the same. Bistability has therefore become an experimental tool to investigate perceptual 
awareness. Several fMRI studies including a variety of bistable stimuli have shown that perceptual 
reversals during bistable perception primarily engage right-lateralized frontal and parietal regions 
(Kleinschmidt et al., 1998; Knapen, Brascamp, Pearson, van Ee, & Blake, 2011; Lumer, Friston, & Rees, 
1998; Sterzer & Kleinschmidt, 2007; Weilnhammer, Ludwig, Hesselmann, & Sterzer, 2013, Ishizu & Zeki, 
2014). However, the differences in neural activation between specific types of bistable stimuli have still 
not been thoroughly explored.

Intuitively, the experience of the Necker cube changing orientation is different from perceiving the 
Rubin figure alternate between the percept of a vase and two faces. The first figure changes perspective 
but essentially remains a cube, while the latter can be perceived as two different visual categories. For 
this reason, I distinguish here between geometrical bistability, where perspective reversals take place, 
and figural bistability, where the stimuli appear to alternate between two different figures. The neural 
regions involved in different types of bistable phenomena have recently been compared, although with 
different stimuli categories (Ishizu & Zeki, 2014). The differences and similarities between the current 
study and the one by Ishizu and Zeki (2014) will be addressed in the discussion.

Figure 6.1: The Necker cube (left) and the Rubin vase (right).



In the present study, the main goal was to compare the neural regions involved in geometrical and 
figural bistability. The geometrical stimuli included the Necker cube and similar figures, while the 
figural stimuli alternated between faces and bodies. We hypothesized that visual regions associated 
with the specific stimulus categories (objects, faces and bodies) would show increased activation. Based 
on previous research, we expected more activity in regions associated with perception of shapes and 
objects, such as the lateral occipital complex, for geometrical bistability (Karten, Pantazatos, Khalil, 
Zhang, & Hirsch, 2013), and within regions typically implicated in perception of faces and bodies, such 
as the fusiform gyrus, for figural bistability (Andrews, Schluppeck, Homfray, Matthews, & Blakemore, 
2002). To discern between responses evoked during spontaneous perceptual reversals and comparable 
but stimulus-driven reversals, we implemented a replay condition (Lumer, Friston, & Rees, 1998). The 
replay condition reflected each observer’s perception of the bistable figures: two stable versions of 
each bistable figure were shown in alternating order based on the onsets and the order of the key-
presses recorded during bistable perception. To relate this study to previous research, we also compared 
bistable perception with replay. Based on previous results, we hypothesized that there would be 
increased activation in ventral occipital cortex, parietal, and frontal regions during bistable perception 
compared to perception of stable figures.

6.2 Material and methods

6.2.1 Subjects

The study included 16 healthy subjects (with normal or corrected-to-normal vision; 8 females) recruited 
through advertisements requesting volunteers for a study about optical illusions. Their age varied 
from 22 to 30 years (mean 26.4 years). Two subjects were left-handed. Informed written consent was 
obtained from all subjects and the study was approved by the Ethics Committee of University College 
London and covered by the Minimum Risk Ethics. The study was conducted in accordance with the 
Declaration of Helsinki. Two participants were excluded prior to the fMRI because they only perceived 
spontaneous reversals for very few bistable stimuli (5-6 images) and two new subjects were recruited. 
No subjects were excluded from the final analysis.

6.2.2 Stimuli

Our experiment included 10 bistable figures (Figure 6.2). Stimuli were selected on the basis of a pilot 
experiment in which four subjects viewed a selection of bistable figures and reported flips using key-
presses. We chose the figures that most reliably flipped between two states for all subjects. Four of the 
geometrical images came from The Psychophysics of Form: Reversible-Perspective Drawings of Spatial 
Objects (Hochberg & Brooks, The American Journal of Psychology, Vol. 73, No. 3 (Sep., 1960), pp. 337-
354, University of Illinois Press), and one was created manually. Five ambiguous figural images were 
based on existing bistable figures that could all be interpreted as either a body or a face. The figural 
figures were edited using Adobe InDesign CS3. All bistable figures were modified to create two stable 
versions using Photoshop CS3. Stimuli were presented using MATLAB (Matworks Inc.) with the Cogent 
2000 and Cogent Graphics toolboxes. During the fMRI experiment, visual stimuli were generated using 
a PC in the control room, projected with an LCD projector onto a screen placed above the subjects’ head, 
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and viewed through a mirror attached to the head coil (display size 26 x 22 °, screen resolution 1024 x 
768 pixels, refresh rate 60 Hz).

6.2.3 Procedure

We used two experimental conditions: bistable figures and replay (Figure 6.3). In both experimental 
conditions and for both stimulus types (geometrical and figural), subjects reported flips by alternately 
pressing two keys when they perceived a flip from one percept to the other. For geometrical bistable 
stimuli, subjects were instructed to alternatingly press two keys indicating that the stimuli were 
perceived as flipping between perspective 1 and perspective 2. Subjects themselves assigned one key 
to the first perspective they saw (perspective 1) and one to the other perspective (perspective 2) and 
were instructed to use these keys consistently. For figural bistable stimuli, subjects were instructed 
to alternate between two keys: one key to indicate that they perceived a face, and the other a body. 
During the replay condition, subjects were presented with stabilized versions of the ambiguous figures 
(Figure 6.3). Each replay sequence was based on the perception of bistable stimuli and showed two 
alternating stabilized versions which represented what was perceived during bistable viewing. The 
replay condition was implemented by using the recorded key-presses relative to each ambiguous image 
so that the time sequences remained the same. Consequently, the onsets of the alternating stabilized 
figures were the same as the alternating perceptual flips indicated by the subjects. The same key-press 
task was performed during the replay condition. The stabilized figures alternated immediately without 
a transition period.

Figure 6.2: Stimuli (ambiguous images and stabilized versions). Left: geometrical images. Right:  figural images.



Each subject was requested to perform a pre-test to qualify for the fMRI experiment. The pre-test was 
conducted on a separate day prior to scanning. The experimenter first explained what a bistable figure 
is and provided a few examples. Subsequently, the subjects were told that there would be two different 
conditions: bistable figures and stable figures. For the bistable figures, they were instructed to make a 
key-press when they experienced the figure change, while for the stable figure, they were told to make 
a key-press each time the stable figures alternated. Subjects were allowed several practice trials. Hence, 
the participants were all aware of the difference between the two conditions and familiar with the task 
prior to the fMRI experiment. They were also briefed again immediately prior to scanning.

During the fMRI experiment, each subject was exposed to two runs that each began with a neutral 
background lasting 26 s, during which the first six brain volumes were acquired. Next, the 10 ambiguous 
images (5 geometrical and 5 figural) were each displayed for 16 s with an inter-stimulus interval varying 
between 3 and 5 s. Images were adjusted individually for each subject prior to the experiment to cover 
the maximum visible area of the projection screen extending over an angular size of approximately 
15 x 15°. A blank gray screen was presented during inter-stimulus intervals. Stimuli were presented 
in a pseudo-random sequence, ensuring that each ambiguous image was presented before its replay 
version. The experiment lasted for approximately one hour, including a short break between the first 
and the second run.

6.2.4 MRI protocol

Scans were acquired using a 1.5-T Siemens Magneton Sonata MRI scanner fitted with a head volume 
coil (Siemens, Erlangen, Germany) to which an angled mirror was attached, allowing subjects to view 
the screen where stimuli were projected using an LCD projector. An echo-planar imaging (EPI) sequence 
was applied for functional scans, measuring blood oxygen level-dependent (BOLD) responses (echo 
time TE = 50 ms, repeat time TR = 90 ms, volume time 4.32 s). Each brain image was acquired in a 
descending sequence comprising 48 axial slices covering the whole brain. The experiment consisted of 
2 runs, and 100 volumes were acquired per run. During each scanning session, the subject’s heart rate 
and respiration were continuously recorded, providing physiological measurements to be subsequently 
used as regressors-of-no-interest in the first-level analysis for each subject. After functional scanning 
was completed, a T1* weighted anatomical scan was acquired in the sagittal plane to obtain a high-
resolution structural image (176 slices per volume).

Figure 6.3: Perceptual alternations were reported using key-presses for bistable images. During replay, images alternating with the same 
timing as perceptual sequences were shown. Subjects made key-presses in response to these image alternations.

...

Bistable (16 s) Replay (16 s)ISI (3-5 s)

Key-presses

Image alternations

time
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6.2.5 Imaging data analysis

Data were analyzed using SPM8. The first six volumes of each run were discarded to allow for T1 
equilibration effects. The time series of functional brain volume images for each subject were realigned 
and normalized into Montreal Neurological Institute (MNI) space (voxel size 3 x 3 x 3 mm) and smoothed 
using a Gaussian smoothing kernel of 9 mm. The stimuli for each subject were modeled as a set of 
regressors in the SPM8 general linear model (GLM) first-level analysis. The study was considered an 
event-related design; boxcar functions were used to define regressors that modeled the onsets and 
durations of each percept or stimulus based on the key-presses recorded for each subject. For both 
the bistable and the replay conditions, we modeled the following regressors: faces and bodies for the 
figural stimuli, and the alternations of the geometrical stimuli. Key-presses were modeled as delta 
functions in an additional regressor. Head-movement parameters calculated from the realignment step 
and physiological data acquired during the scan (heart rate and respiration) were included as regressors-
of-no-interest. Regressors were convolved with the canonical hemodynamic response function (HRF). 
The analysis was performed as a two-stage mixed-effects procedure (Holmes & Friston, 1998). For each 
subject, t-tests were computed to establish the significance of differences in activation between whole 
stimuli blocks with the contrasts Bistable > Replay (Figure 6.4a), and Bistable Geometrical > Bistable 
Figural (Figure 6.4b). Furthermore, we tested whether bistable percepts elicited differential brain 
regions compared to replay with the following contrast: (Bistable Geometrical > Replay Geometrical) > 
(Bistable Figural > Replay Figural) (Figure 6.4c). Individual contrast images for each effect were entered 
into random-effects analyses at the second level (one-sample t-tests). Activations in the random-
effects analyses were considered significant at p < 0.05, family wise error (FWE) corrected at peak level. 
Activations were projected onto the inflated cortical surface based on the PALS human atlas (Van Essen, 
2005) using CARET software v. 5 (Van Essen et al., 2001).

6.3 Results

6.3.1 Behavioral results

All subjects reported that they were able to see the stimuli during scanning and alternate their key-
presses according to the instructions. The distributions of percept durations were clearly skewed 
towards shorter durations, which is in line with previous studies (Figure 6.5; for a review see Leopold 
& Logothetis, 1999). Overall, subjects perceived each type of state for a similar period for both types 
of bistable stimuli: geometrical stimuli had a median reversal time of 1.76 s and median absolute 
deviation of 1.29 s, while figural stimuli had a mean of 1.82 s and a median absolute deviation of 
1.17 s. Temporal similarity between different geometrical and bistable stimuli has also previously been 
observed (Windmann, Wehrmann, Calabrese, & Güntürkün, 2006). The periods between flips were 
shorter than what subjects indicated in similar studies where inter-reversal times were approximately 9 
s (Ishizu & Zeki, 2014; Kleinschmidt, Büchel, Zeki, & Frackowiak, 1998), but in line with other studies of 
bistable perception (Brascamp, van Ee, Pestman, & van den Berg, 2005; Ilg et al., 2008; van Ee, van Dam, 
& Brouwer, 2005). The differences found in reversal times between studies may be due to stimulus size, 
which has been shown to influence the time between reversals (Borsellino et al., 1982). Furthermore, 
we did not include a fixation task, which could also account for the relatively fast inter-reversal times 
(Toppino, 2003).



6.3.2 Bistable perception vs. replay

We first contrasted perception of bistable figures with replay of stable figures (Bistable > Replay; Figure 
6.4a). Observation of bistable figures was associated with increased activations in the right superior and 
inferior frontal gyrus and left precentral gyrus. Activations were also found bilaterally in the superior 
parietal lobule and in the right putamen (Table 6.1 and Figure 6.6), as well as in the cerebellum within 
the left lobule VI/Crus I and the right lobule VIII (Figure 6.7). Deactivation during bistable perception 
compared to replay was also observed: most notably in the middle frontal gyrus and a large region 
extending from the lingual gyrus and cuneus in the occipital lobe to the precuneus in the parietal lobe.

6.3.3 Geometrical vs. figural perception

To gain more insight into how each type of figure contributed to the activations identified during 
the perception of all bistable stimuli, we compared activations obtained during the perception of 
geometrical figures with those obtained during the perception of figural figures (Table 6.2 and Figure 
6.8). The figural stimuli evoked more activity along the ventral stream of the occipital lobe: the inferior 
occipital gyrus showed increased activation bilaterally, which extended to the cerebellum and fusiform 
gyrus in the left hemisphere. For observation of the geometrical figures, we found significantly stronger 
activation in the right superior parietal lobule. We further investigated whether the activations elicited 
by geometrical and figural stimuli were any different from the replay versions with the contrast (Bistable 

Figure 6.4: Schematic representation of the contrasts of interest.
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Geometrical > Replay Geometrical) > (Bistable Figural > Replay Figural). In this vein, we found increased 
activation in the right superior parietal lobule for bistable geometrical stimuli. On the other hand, we 
found no significant activations that could be attributed to bistable figural stimuli when taking the 
replay condition into account (Figure 6.8).

6.4 Discussion
In the present study, we defined and compared two types of bistability: geometrical and figural. During 
perception of geometrical bistable stimuli, we found increased activity in the superior parietal lobule, 
whereas bistable perception of figural images was associated with an increase of activity in the inferior 
occipital gyrus, extending to the fusiform gyrus and cerebellum in the left hemisphere. Furthermore, we 
compared bistable perception with replay of perceptual sequences. When comparing these conditions, 
we found increased activity in the right superior and inferior frontal gyrus, the superior parietal lobule 
in both hemispheres, and the cerebellum in both hemispheres. In the following sections, I will discuss 
these findings in more detail.

6.4.1 Geometrical and figural bistability activate 
distinct cortical regions

We investigated neural activity involved in perception of geometrical and figural bistability. In line 
with their different perceptual natures, geometrical and figural bistability resulted in activations in 
distinct brain regions. Geometrical bistability evoked greater responses in the superior parietal lobule, 
while figural bistability was associated with increased activity in the occipitotemporal cortex. When 
taking the replay conditions into account, there was still a significant increase of activation in the right 
superior parietal lobule for geometrical bistability. The superior parietal lobule has previously been 
suggested to be involved in aspects of spatial cognition such as spatial attention (Corbetta & Shulman, 
2002) and spatial perception (Ungerleider & Haxby, 1994). Moreover, the right superior parietal cortex 
has been shown to play a crucial role in mental rotation (Parsons, 2003). In the light of previous results, 
it is therefore likely that geometrical bistability relies on spatial cognition and mental rotation.

Figure 6.5: Histograms showing the frequency of the reversal times for geometrical (left) and figural (right) stimuli, bin size = 0.5.
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Compared to geometrical bistability, figural 
bistability showed more activity in the inferior 
occipital gyrus bilaterally and in the left 
fusiform gyrus. Both areas have previously 
been associated with the perception of faces 
(Kanwisher et al., 1997) and bodies (Downing, 
Jiang, Shuman, & Kanwisher, 2001). Activity 
in these regions is not surprising since all the 
figural stimuli flipped between the percepts of 
faces and bodies. The areas responding to figural 
bistability are also in line with previous studies 
of bistable perception which have shown that 
the fusiform face area is more active during 
face perception (Andrews et al., 2002; Hasson, Hendler, Bashat, & Malach, 2001).  These activations 
were not unique for bistable figural stimuli; in fact, when taking the replay conditions into account, no 
specific activations were found for figural bistability. This suggests that similar specialized regions are 
involved in perception of figural bistability and figural replay. We conclude that geometrical bistability 
is associated with activity in the parietal cortex, presumably because of its involvement with spatial 
cognition, while figural bistability and replay are associated with activity in ventral occipitotemporal 
cortical regions, presumably because of their involvement in recognition. The superior parietal lobule is 
more active for bistable geometrical figures compared to replay, suggesting that bistability relies more 
on spatial cognition.

6.4.2 Endogenous versus exogenous perceptual changes activate the 
task-positive and deactivate the task-negative networks

When comparing bistability to replay, we found increased activity within frontoparietal regions. This 
result is in line with previous studies (Kleinschmidt et al., 1998; Knapen, Brascamp, Pearson, van Ee, 

Figure 6.6: 3D views of slightly inflated left and right hemispheres 
displaying the results for the contrast Bistable figures (orange-yel-
low) > Replay (blue). The color bar depicts Z-scores.

Table 6.1: Neural activation during perception of bistable figures contrasted with replay conditions.

 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Region localization Hemisphere MNI Coordinates  Z score P values (FWE-cor) 

   x y z   

Figural > Geometrical   

Occipital Inferior occipital gyrus R 39 -79 -11 4.55 <0.001 

  L -30 -91 -11 5.40 <0.001 

Geometrical > Figural   

Parietal Superior parietal lobule R 21 -55 55 4.87 0.001 

(Bistable Geometrical > Replay Geometrical) > (Bistable Figural > Replay Figural) 

Parietal Superior parietal lobule R 33 -43 58 4.70 0.001 

(Bistable Figural > Replay Figural) > (Bistable Geometrical > Replay Geometrical) 

 -         

MNI, Montreal Neurological Institute, units are in millimeters, L, left, R, right.  L, left, R, right. 
Cluster threshold, p < 0.05, FWE corrected. 
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& Blake, 2011; Sterzer & Kleinschmidt, 2007): the involvement of a frontoparietal network in bistable 
perception is fairly well established, even though its role is still debated. It has been suggested that this 
network initiates alternations between percepts in a top-down manner (Leopold & Logothetis, 1999; 
Sterzer, Kleinschmidt, & Rees, 2009; Sterzer & Kleinschmidt, 2007; Weilnhammer et al., 2013).

However, this notion has recently been challenged. Instead, frontal and parietal regions may respond to 
both the gradual transitions between bistable percepts and replay images (Knapen et al., 2011), or reflect 
ongoing internal monitoring of perceptual state (Frāssle, Sommer, Jansen, Naber, & Einha¨user, 2014).

Previous studies have distinguished between a task-positive and a task-negative network (e.g. Fox et al., 
2005). The task-positive network is usually active during goal-directed cognitive tasks and increased 
demands of attention, while the task-negative network shows deactivation for such tasks. Task-positive 
activations are typically observed in bilateral parietal and frontal regions, while core task-negative re-
gions include the precuneus, the posterior cingulate cortex, and medial frontal regions. During bistable 
perception, we found increased activation in the lateral parietal and frontal regions, and deactivations 
in the middle frontal cortex, the lingual gyrus, the cuneus, and the precuneus. This pattern of results 
largely overlaps with the proposed task-positive and task-negative networks, respectively. The impli-
cation of the task-positive network during bistability suggests increased attentional demands. Bistable 
perception may require more cognitive resources than replay in the sense that the brain maintains 
two equally likely interpretations of a stimulus that alternate over time. Attentional demands could 
increase due to sustained monitoring of sensory experience during bistable perception compared to re-

Table 6.2: Activation differences between geometrical and figural bistability

 
 
 
 
 
 
 
 
 
Region localization Hemisphere MNI Coordinates       Z score P values (FWE-cor) 

   x y z   

Figural > Geometrical   

Occipital Inferior occipital gyrus R 39 -79 -11 4.55 <0.001 

  L -30 -91 -11 5.40 <0.001 

Geometrical > Figural   

Parietal Superior parietal lobule R 21 -55 55 4.87 0.001 

(Bistable Geometrical > Replay Geometrical) > (Bistable Figural > Replay Figural) 

Parietal Superior parietal lobule R 33 -43 58 4.70 0.001 

(Bistable Figural > Replay Figural) > (Bistable Geometrical > Replay Geometrical) 

 -         

MNI, Montreal Neurological Institute, units are in millimeters, L, left, R, right.  L, left, R, right. Cluster 
threshold, p < 0.05, FWE corrected. 
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Figure 6.7: 3D view of cerebellum activations for Bistable figures > Replay, left is left. The color bar depicts Z-scores.



play (e.g. Frässle et al., 2014). We conclude that 
bistable perception activates general perceptu-
al and task-related networks. This may primarily 
reflect a higher attentional demand required for 
monitoring endogenously than exogenously in-
duced perceptual transitions.

6.4.3 Increased cerebellar activity 
during bistable perception

When comparing bistability to replay, several ar-
eas in the cerebellum showed increased activity. 
To our knowledge, only a few previous studies 
have found cerebellar activity related to bistable perception (Frässle et al., 2014; Raemaekers, van der Schaaf, 
van Ee, & van Wezel, 2009; Sterzer & Kleinschmidt, 2007). The cerebellum has traditionally been associat-
ed with motor control and been shown to be involved in tasks such as finger tapping (Grodd, Hülsmann, & 
Ackermann, 2005). Since we included a replay condition that required the same sequence of key-presses as 
the bistable condition, we find it unlikely that the cerebellum activations merely reflect the motor task. Nev-
ertheless, we cannot exclude that some of the differences in brain activity are related to subtle differences 
between the two conditions.

The cerebellum consists of 10 lobules, which can be grouped as follows: the anterior lobe (lobules I-V), 
the posterior lobe (lobule VI-IX), and the flocculonodular lobe (X). Overall, the anterior lobe appears 
to be more involved in sensorimotor tasks, while the anterior lobe is more involved in emotional and 
cognitive tasks (Stoodley & Schmahmann, 2009). We found more cerebellar activity during bistable 
perception than during replay in the posterior lobe (left lobule VI/Crus I and right lobule VIII). It is 
therefore possible that the increase of activity in the cerebellum during bistable perception is related 
to cognitive differences in stimuli processing. Recent studies have shown that the posterior lobe of 
the cerebellum is involved in attention and spatial tasks such as mental rotation (Ito, 2008; Stoodley & 
Schmahmann, 2009). It has also been demonstrated that the posterior part of the cerebellum supplies 
temporal information to the frontoparietal network in visual attention tasks (O’Reilly, Mesulam, & 
Nobre, 2008). In our study, it is similarly possible that the cerebellum was involved in timing of the 
bistability, either by triggering or detecting the alternating visual percepts.

6.4.4 No evidence for the involvement of conflict-monitoring  
brain regions

In a recent study, two other types of bistability were also defined and compared (Ishizu & Zeki, 2014). 
This study included intra-categorical bistable stimuli that alternated between percepts of the same 
category, and cross-categorical bistable stimuli that alternated between two different categories. In 
this study, the intra-categorical images included both figural (e.g. face-face reversal) and geometrical 
images (e.g. the Necker cube), while the cross-categorical reversing images were all figural in nature 
(e.g. face-body and face-object reversal). Ishizu and Zeki (2014) found increased activation in regions 
associated with conflict monitoring such as the anterior cingulate cortex (ACC), the superior temporal 

Figure 6.8: 3D views of slightly inflated left and right hemispheres 
displaying the results for the contrast Figural > Geometrical (or-
ange-yellow) and Geometrical > Figural (blue). The color bar depicts 
Z-scores.
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gyrus (STG), and the superior frontal gyrus for cross-categorical but not for intra-categorical stimuli. 
This was ascribed to a categorical conflict for the cross-categorical reversals.

In contrast, we did not observe any activity in the ACC, STG, or the other regions associated with conflict 
monitoring during figural bistability. This was unexpected because our geometrical images were 
essentially also intra-categorical in nature and our figural images also belonged to the cross-categorical 
type. Therefore, there may be other reasons for this difference in results. First, it is difficult to see why 
cross-categorical conflicts would require more intense monitoring than geometrical or intracategory 
conflicts. Second, an alternative explanation for the engagement of the conflict-monitoring brain 
regions relates to the response task and not the bistable perception per se. In the cross-categorical trials, 
subjects had to respond with a specific key assigned to each type of percept (face-body, face-object, 
body-object), and therefore the key assignments changed between each trial. Furthermore, subjects 
had to press the same key again to indicate that the bistable percept had reached stability. In the intra-
categorical trials, subjects also had to alternate between two keys, but both were assigned to the same 
percept category (e.g. face-face). The cross-categorical trials may therefore have been more demanding 
than the intra-categorical trials in terms of response selection. This explanation is consistent with the 
ACC typically being involved in action selection and control (Botvinick, Cohen, & Carter, 2004), and may 
also explain the absence of the ACC activation in our experiment. Nevertheless, our experimental design 
to some extent also suffered from the same limitation as the one by Ishizu and Zeki. In our experiment, 
subjects had a specific key-assignment for figural stimuli while they themselves could assign one key 
to one perspective and one key to the other for geometrical stimuli. However, the task did not change 
throughout the experiment in our design and may therefore have required less response monitoring. 
Furthermore, we always contrasted bistability with replay where subjects performed a comparable task, 
where Ishizu and Zeki (2014) did not use a replay condition. The use of a replay condition makes our 
results less sensitive to task differences between stimuli types.

6.4.5 Limitations

We observed relatively short intervals between bistable percepts with a median of 1.8 s. Since the 
data were acquired with a TR of 4.32 s, several switches between bistable percepts could occur within 
a single volume acquisition. Due to the low temporal resolution and the fast flips between percepts, 
I have excluded any event-related results from this article. However, I report the results comparing 
bistable flips with replay flips in a supplementary section, which should be read bearing these 
acquisition limitations in mind.

In the present study, we did not enforce fixation during the trials. We chose unconstrained viewing 
because eye movements appear to be naturally involved in bistable perception (Einhäuser, Martin,   
König, 2004;  Glen,  1940).   However, differences in eye movements between conditions could influence 
the results. This limits the conclusions that can be drawn from the activity we find in the task-positive 
network when comparing bistability and replay. These frontoparietal activations, within the task-
positive network, could both be related to attention and eye movements, especially since it has been 
shown that saccadic eye movements and shifts in attention are associated with similar neural networks 
(Corbetta, 1998). To our knowledge, there is no specific reason to believe that geometrical and figural 
stimuli evoke different eye movements but, at the same time, it is a possibility that we cannot exclude. 
However, we find it implausible that eye movements alone caused the differences in brain activation 
between geometrical and figural perception.



Finally, it has been shown that a replay condition with a transition period between the alternating 
images better reflects the perceptual experience for binocular rivalry and ambiguous motion stimuli 
(Knapen et al., 2011).  In the pilot experiment, we investigated whether the participants were able to 
maintain two percepts simultaneously or perceived an overlap. Since this was not the case, we chose to 
use instantaneous changes in the replay condition. However, it is possible that some bistable stimuli, 
such as binocular rivalry, involve a longer and more gradual transition between percepts compared 
to the stimuli used here. Nevertheless, having a brief transition period in the replay condition would 
probably have made the perceptual experience closer to the bistable condition.

6.5  Conclusion
In summary, we propose that bistability, like other visual phenomena, can best be described as an interplay 
between monitoring sensory input within attentional circuits, and processing individual perceptual 
states within more specialized regions. The processing of individual states varies depending on the type 
of bistable stimuli with which geometrical bistability is associated in the parietal cortex, while figural 
bistability and replay are associated with activity in ventral occipitotemporal cortical regions.
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Abstract 
As humans, we express what we think and feel by facial movements, 
often without even realizing it. In the (e)motion installation, the goal 
was to create awareness of even the subtlest movements of the face, 
and to create a space for interaction purely based on facial expressions. 
Facial movements were tracked by custom software and translated 
into motion vectors, which were in turn visualized and coupled with 
sounds. Participants could interact by responding to each other’s 
facial movements. (e)motion was inspired by embodied cognition 
and scientific studies on emotion and action. The installation was 
the result of interdisciplinary collaboration between art, movement 
science, and cognitive neuroscience.
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7.1 Project background
What is the link between imagination and movement? Artists and scientists came together over a period 
of eight months to discuss this question in a project initiated by Pavlov E-lab based in Groningen, the 
Netherlands. These meetings also became the starting point for a collaboration, which led to the creation 
of the interactive installation (e)motion. The team behind (e)motion included professor of neuromechanics 
Bert Otten, musician and media artist Jan Klug, and cognitive neuroscientist Barbara Nordhjem.

A participant enters the (e)motion installation by placing his face inside the opening of a large box 
(Figure 7.1). At first, he will see a video projection of himself captured by a webcam inside the box, 
along with the face of another participant. If he keeps his face perfectly still, the projection will turn 
dark. By moving just one part of his face, however, for instance by blinking one eye, that part will be 
revealed by motion vectors. At the same time, he will hear sounds synchronized with the movements of 
his eyelid. The (e)motion installation captures the movements of participants’ faces, and then translates 
them into sounds and a visualization. The setup allows two participants to play together and examine 
their own and each other’s moving faces. The goal was to create a simple environment for participants 
to explore their faces in motion together.

Figure 7.1: The (e)motion installation space 
with two wooden boxes fitted with screens 
and webcams, and the wall projection next 
to the boxes (top image). The faces of the 
two people interacting via the installation 
were shown on a screen inside each box as 
well as on the wall. Thereby, two people 
could interact with each other, while more 
people could observe their faces (bottom 
image).  Photo by René Passet.



7.2 Theoretical foundation:
embodied cognition

The theories of embodied cognition became central throughout the project. The overall idea behind 
the embodied perspective is that the brain is connected to the body and the sensed environment, and 
therefore they must be regarded as one dynamical system (Varela, Rosch, & Thompson, 1991). The 
consequence is that our capacity for cognition and emotions extends beyond the brain (Clark, 1997). 
The idea of embodied cognition is radically different from most traditional views on cognition. These 
views suggest that the brain carries out computations on a more abstract level with perception as 
input and action output (Shapiro, 2010), whereas from an embodied perspective, conscious perception 
emerges from learned sensorimotor contingency rules relating to how sensory stimulations change 
as an effect of movement. As we actively explore our environment, we learn to make sense of these 
patterns of change.

Using principles of embodied cognition in media art installations can enhance participants’ experiences 
(van Dartel, Misker, Nigten, & van der Ster, 2007) but how viewers cognitively construct such realities 
is not commonly understood in the arts community. The latter is required to make an informed choice 
between VR and AR and decisions regarding how these realities should be realised. This paper will use 
VR artwork DEVMAP (by Workspace Unlimited. Using only part of the body, for instance controlling 
a computer program with a mouse, provides limited sensorimotor patterns, whereas an installation 
responding dynamically to the actions of the participants engages the sensorimotor contingencies on 
which we rely every day.

7.2.1 Mirroring movement

Neuroscientific research supports the inseparable link between perception and action with the discovery 
of mirror neurons (Iacoboni & Dapretto, 2006). Mirror neurons are individual cells that fire both when 
an action is performed and when the same action is observed (di Pellegrino, Fadiga, Fogassi, Gallese, & 
Rizzolatti, 1992; Gallese, Fadiga, Fogassi, & Rizzolatti, 1996). Observation and imitation of emotional 
facial expressions also activate common areas involved in emotion as well as motor areas within the 
mirror neuron system (Carr, Iacoboni, Dubeau, Mazziotta, & Lenzi, 2003). The finding of mirror neurons 
suggests that motor actions performed by oneself and by others share the same neural representation. 
When we look at people moving around us, those movements also resonate where our brains prepare 
our own movements.

7.2.2 Embodied emotions

Embodied cognition and mirror neurons provide a useful background for understanding facial 
expressions and emotions. We tend to respond to facial expression by mimicry when interacting 
(Dimberg, Thunberg, & Elmehed, 2000). Moreover, although reading is often seen as a mainly cognitive 
ability, people tend to move facial muscles in a way that corresponds to the words they are reading. 
Positive emotion words activate muscles used for smiling, while negative emotion words activate 
muscles used for frowning (Niedenthal, Winkielman, Mondillon, & Vermeulen, 2009). Facial expressions 
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also have an influence on the processing of emotion words. Subjects are faster at reading sentences 
with positive content when they are smiling (Havas, Glenberg, & Rinck, 2007). On the other hand, when 
facial expressions are blocked, people become less able to recognize emotions expressed by others 
(Niedenthal, Brauer, Halberstadt, & Innes-Ker, 2001; Oberman, Winkielman, & Ramachandran, 2007), 
and processing of emotional words becomes slower (Havas, Glenberg, Gutowski, Lucarelli, & Davidson, 
2010). Hence, facial movement seems to be involved in emotion processing and recognition. When we 
observe someone else expressing an emotion, we tend to embody it, and doing so seems to aid our 
perception of emotion.

7.3 Creating (e)motion
The (e)motion installation was shaped by the theoretical framework of embodied cognition and scientific 
studies of mirror neurons, emotion perception, and facial expressions described in the previous section. 
The goal was to integrate theory and science into an installation where some of these concepts could 
be experienced intuitively: we wanted the participants to explore dynamic movements of the face and 
create a space for embodied interaction.

7.3.1 Appearance

We chose to give the installation a low-tech appearance. The idea was to make a simple and somewhat 
quirky setting where people could interact, and not a flashy display of shiny screens and abstract data 
visualization. The result was two wooden boxes on tripods, each with an oval hole for the face of a 
participant. When looking inside one of the boxes, a participant would see two faces projected next 
to each other: her own face and the face of the person looking inside the other box (Figure 7.1). This 
created the possibility for two people to interact with each other. The use of boxes created an intimate 
space where participants perhaps felt less aware of their surroundings and therefore also freer to 
explore. A large wall projection of both faces was also shown next to the boxes. We did this to allow the 
audience to take on the role of outside observers.

7.3.2 Face tracking

The software for (e)motion was built with openCV and OpenFrameworks. A face recognition algorithm 
was used to detect and track the position of the face in order to track movement within the face and 
mask out the surroundings. We used optical flow to capture facial movement. Optical flow here reflects 
changes due to movement and was calculated as pixel displacement between frames.  The optical flow 
motion tracking was implemented using Farneback’s algorithm, with the open source function called 
calcOpticalFlowFarneback in OpenCV (http://opencv.org/).

Even though movement and emotional expressions seem to be closely linked, most systems used for 
classification of emotions are based on still images. For instance, the most well-known classification 
tool is the Facial Action Coding System (FACS), a catalog of static action units that shows different facial 
expressions (Ekman & Friesen, 1976). Recently, there has also been more interest in automatic emotion 
detection based on movement of the faces. Several computer vision algorithms have implemented 



extraction of motion vectors for emotion classification (Essa & Pentland, 1994; Lien, Kanade, Cohn, & 
Li, 2000; Naghsh-Nilchi & Roshanzamir, 2008). Figure 7.2 illustrates six human face images from Cohn-
Kanade AU-Coded Facial Expression Database and an emotion classification system based on motion.

Our face tracking system was inspired by a motion-based emotion classification system (Naghsh-
Nilchi & Roshanzamir, 2008). The face was analyzed in six smaller regions (Figure 7.3). The first region 
boundary (line 1) crosses the pupils. The second boundary (line 2) divides the image between line 1 
and the bottom edge into an upper third (between lines 1 and 2) and two lower thirds (between lines 2 
and the bottom edge). The position of line 2 corresponds approximately to the tip of the nose. A vertical 
boundary divides the face in half (line 3).

7.3.3 Visualization

We initially worked with infrared cameras, and the motion vectors were projected as colored arrows. This 
visualization was similar to the scientific approach to how motion vectors are shown, and it looked highly 
technical. Yet, we wanted to create a space where people would feel comfortable enough to interact and 
explore, and this felt more like a surveillance camera keeping track of and evaluating even the participants’ 
smallest movement! The infrared cameras were replaced with regular webcams and the faces were illuminated 
with LED lights. This change immediately lent a warmer and more poetic feel to the installation. Furthermore, 
we chose to have the area where there was movement light up and reveal the face, and the areas without 
movement turn darker. If there was motion, the motion vectors would then light up that specific region.

7.3.4 Sounds

The auditory part of the installation consisted of multiple layers. A basic layer gave the installation an 
ambient background sound; this layer was not affected by facial movements. We included this to create 
an atmosphere around the installation and to ensure that the sounds triggered by facial movements did 
not come on too abruptly.  Within a face, each of the six regions depicted in Figure 7.3 was assigned a 
tone. For each facial region, a single motion vector was calculated and the size of the vector determined 

Figure 7.2: Left: photographs illustrating six basic emotions from the Cohn-Kanade AU-Coded Facial Expression Database (© Jeffrey Cohn, 
printed with permission).  Right: the movements of the six basic emotions based on dynamical classification (adapted from (Naghsh-Nilchi & 
Roshanzamir, 2008)
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the volume of the sound. Because applying sound 
to each motion vector would create a confusing 
soundscape, we chose to only sonify the cumulative 
sum of all vectors within each region. To enhance 
the sound of particularly large movements, an 
additional sound on top of the sound assigned to 
a particular region was played when the average 
movement was above a certain threshold. The 
sounds were selected to harmonize together using 
a pentatonic scale. The relation between facial 
movement and sound was kept relatively simple to 
make the installation intuitive.

7.4 Participant 
responses

We observed many different responses from the participants using the (e)motion installation. Some briefly 
had a look inside one of the boxes, moved their whole head back and forth a few times and then stopped 
exploring other possible movements. However, most people picked up on how the installation worked 
quickly and intuitively. Especially children seemed to grasp how it worked and enjoyed the installation. 
People often spent a long time exploring different movement combinations, which resulted in unusual 
grimaces. These faces were not within the range of classified emotional expression, but an exploration of 
movement. They sometimes also looked differently from what one would see in daily life. For instance, 
many participants made fast jerky movements, which worked well to trigger a series of tones.

Most participants would almost instantaneously forget that their faces were projected outside the boxes 
as well. They simply focused on what was happening inside the box and made movements that they would 
probably not have felt comfortable making in front of a group of strangers. Participants felt free to move to 
an extent that suggests that the installation created an intimate setting where most people felt comfortable. 
The installation also created a space where strangers ended up being face to face with each other. Some 
participants later told us that they were initially surprised to see someone else’s face, but that they also 
quickly felt at ease. Perhaps it helped that the projections of both faces were partially hidden and only areas 
where there was movement were revealed. This way, people felt less exposed, as if they were wearing a mask.

One of our goals was to enable nonverbal communication between participants. Some reported that 
they felt some kind of connection or interaction with the other participant. This could also sometimes 
be observed, for instance, when several people started mimicking each other’s movements. Other 
participants said that they quickly forgot about the other face and focused more on their own movements 
and the effects that they had. Either way, most expressed that they felt engaged in the installation and 
experienced a relation between their movements, the visualization, and the sounds.

Figure 7.3: Screenshot of the (e)motion software. Left: a face detect-
ed by the face recognition algorithm and divided into six segments. 
Right: motion vectors projected onto the face. Note that these are 
the raw vectors; see Figure 7.4 for the final visualization.



7.5 Conclusion and future development
According to the notion of embodied cognition, the brain, body, and environment are connected. We 
set out to create an interactive installation to make the link between emotions and action perceivable 
in an intuitive manner. 

There are several possibilities for further developments and more in-depth exploration of the interaction 
between movement, sound, and visuals. (e)motion could be used as a musical instrument in a more 
controlled way. For example, it would be possible to create a composition based on a series of facial 
movements. (e)motion could also have clinical applications, for instance with people with an autism 
spectrum disorder or with depression, who produce fewer facial movements. In line with the embodied 
cognition framework, training the ability to produce facial movements should also influence emotional 
state and perception of emotions in others. It is possible that prolonged use of the (e)motion tracker could 
promote more facial movements in other situations as well, and thereby also benefit emotion perception.

Figure 7.4: Participant interacting with (e)motion. The top row shows fairly small movements, such as lifting the corner of the mouth (left) and 
opening and closing the eyes. The bottom row shows more global movements, such as turning the whole head (left) and moving the mouth 
and eyes at the same time (middle and right). Video stills photographed by Barbara Nordhjem.
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8
General discussion



In this thesis, I have examined how stimuli processed by the human visual system give rise to meaningful 
percepts. What happens when an observer recognizes an object and sees it in a different way than he did 
a moment ago? I have explored visual object recognition using different approaches, from behavioral 
responses and eye movements to the cortical changes during the process of object recognition. In the 
following, I will summarize the chapters and discuss possible interpretations of my findings.

8.1 Summary of the chapters
In Chapter 2, I focused on the division of functions within the ventral visual cortex. Traditionally, 
object recognition has been described as relying on the ventral visual pathway. I studied the effective 
connectivity within an occipitotemporal network during the recognition of images that were gradually 
revealed from visual noise. I found that visual object recognition relies on interaction between several 
regions in the defined network, and not just activation in a single region. This outcome supports a 
network view of visual recognition instead of a modular view where recognition is characterized by 
activation in a single brain area.

In Chapter 3, I described the EyeCourses toolbox that I developed to analyze and compare the time 
courses of eye tracking data. EyeCourses is based on threshold-free cluster enhancement, which can 
compare eye movement data between groups or against surrogate data. In this chapter, I discussed the 
toolbox and its applications, such as studying different eye movement behavior (e.g. pupil dilation, 
fixation duration, and fixation locations). I applied the technique in Chapter 4, but this technique could 
for instance also be used to study the presence of compensatory eye movement behavior in patients 
with eye diseases.

In the study in Chapter 4, I investigated eye movement behavior during the recognition of emerging 
images (EIs) using the EyeCourses toolbox. During the transition from initial stimulus representation to 
object recognition, different phases of eye movement behavior were observed over time. An analysis of 
the distributions of fixation positions revealed that the participants detected the location of the hidden 
object within just a few hundred milliseconds. However, it took several seconds before they reported 
recognizing the object. Priming did not affect the eye movement behavior during the initial phase or 
around the moment of recognition. This lack of a priming effect suggests that stimulus properties and 
not cognitive influences guided the fixations. Contemporary saliency models are not able to predict the 
positions of the fixations (even those at an early stage of viewing), indicating that the image statistics 
guiding the initial fixations towards the hidden objects remain to be determined.

In the Chapter 5 experiment, I investigated patterns of activity in the primary visual cortex (V1) before 
and after the recognition of EIs. Even in the absence of a physical change in the stimulus, I observed 
changes in cortical activity during their recognition. To perform the analysis in this experiment, 
I developed a way to combine visual field mapping with cortical activity measured before and after 
recognition. This allowed me to quantify which parts of the visual stimulus received cortical priority 
during recognition. Despite the absence of physical change, preliminary results showed that cortical 
activity increased in V1 locations where object features were present. This indicates that V1 modulates 
its response during object recognition.
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In Chapter 6, I compared two types of bistable stimuli in an fMRI study. Geometrical bistable stimuli 
(such as the Necker cube) change perspective but essentially remain the same object, while figural 
bistable stimuli change between two different objects (for instance, the Rubin face-vase illusion). 
Overall, frontoparietal areas and the cerebellum showed increased activation during bistability (i.e. 
internally changing stimuli) compared to externally changing stimuli. Geometrical bistability was 
associated with activity in the superior parietal lobule, an area involved in mental rotation, while the 
figural bistability was associated with activity in occipitotemporal regions known to be involved in 
visual recognition. Based on these findings, I speculate that, in general, bistability is a consequence of 
monitoring sensory input within frontoparietal attentional circuits, while each distinct visual percept is 
correlated with activation within specific higher visual processing areas.

Finally, in Chapter 7 I described the interdisciplinary installation (e)motion in which I used computer 
vision algorithms to track the facial movements of participants interacting with the installation. 
Experiencing (e)motion is comparable to looking into a mirror that shows a network of lines (motion 
vectors) that light up when there is facial movement, but fade in the absence thereof. With this work, 
I wanted to show that principal components taken from science can spark curiosity and be applied to 
create poetic experiences.

8.2 From ambiguity to object recognition
Throughout this thesis, I have described experiments using objects gradually revealed from noise, EIs, and 
bistable images. One may ask how the findings obtained for these different, and peculiar, types of stimuli 
relate to the human ability to recognize objects in general. In my view, there are several reasons why 
these experiences and findings fall within the spectrum of human visual object recognition. In daily life, 
we are constantly interpreting complex scenes full of ambiguities (due to shading, occlusion, etc.). There 
are many situations in which we do not immediately recognize an object because it does not sufficiently 
stand out from the background. Yet, many scientific studies still rely on overly simplified stimuli, such as 
objects shown against a uniform background. With such stimuli, we may end up with an overly simplistic 
picture of the capacities of, and computations performed by, the human visual system. Therefore, using 
ambiguous stimuli may in fact be a highly realistic manner of probing the human visual system.

In the study presented in Chapter 2, movies were shown in which the object-to-noise ratio gradually 
increased. Similarly, in natural viewing, objects may be segregated from the background and eventually 
recognized with more focused attention and closer visual inspection. It should nevertheless be noted 
that the movies of objects gradually revealed from noise have certain limitations. The recognition is 
triggered by a physical change in the stimulus, which makes it difficult to distinguish between stimulus-
driven and top-down perceptual changes. In my further studies, I tried to overcome this limitation by 
using stimuli that remained physically unchanged before and after recognition.

The ability to group individual elements into global shapes, and tell them apart from the background, is 
essential for recognition. We do not only see individual bricks and windows: they are grouped into the 
whole structure of a house. Gestalt psychologists would even argue that the recognition of the house as 
a whole precedes that of the individual elements such as bricks and windows. EIs are a prime example 
of perception of wholes: global objects can be recognized, while the local elements are meaningless 
on their own. Both emerging and bistable images tell us something about the scope and flexibility of 



human visual recognition:  that our brains are flexible enough that we do not need to keep seeing the 
world in one and the same way; our brain is actively exploring different hypotheses, often without 
our awareness, and sometimes even without reaching one final stable solution. It has been proposed 
that computers will eventually exceed human intelligence (Kurzweil, 2000). Yet, our ability to recognize 
ambiguous stimuli such as the EIs has not been matched by computer vision systems. EIs have even 
been proposed as a way to distinguish between humans and computers because they (still) require a 
human visual system to recognize them (Mitra, Chu, Lee, & Wolf, 2009). One may even speculate that 
we, as observers, strive to resolve perceptual puzzles. William James (1890) termed this the “victorious 
assimilation of the new”, the rewarding ability to challenge and extend our existing concepts. Curiosity 
and intellectual pleasure found in seeing new shapes in the clouds or recognizing a Dalmatian on a 
spotted background may be essential for our ability to make perceptual inferences based on the sparse 
information we encounter every day. In my view, visual illusions are therefore not mere curiosities, but 
form a scientific tool to study the human visual system and its ability to recognize simple lines as well 
as abstract art.

8.3 The emergence of object recognition
In this thesis, I have investigated the relationship between cortical activity and visual perception 
during object recognition (Chapters 2 and 5), and spontaneous changes in perception of bistable 
stimuli (Chapter 6). In the following section, I will relate these studies to models of object recognition. 
Traditionally, models of the visual system have emphasized a hierarchical feed-forward framework of 
visual recognition where neurons in V1 detect features that are grouped by higher-order areas (for 
a review see Riesenhuber & Poggio, 2000). The main focus has been on how the ventral pathway is 
involved in perception and recognition (see the introduction of this thesis). However, a growing body 
of research is challenging purely hierarchical models of visual processing. For instance, several studies 
have shown that visual areas are not just simple linear feature detectors: their responses are instead a 
combination of input from the eyes, lateral interactions between neighboring neurons, and feedback 
from cortical and subcortical regions. Each receptive field measurement therefore reflects a large 
network and not only the response of a single cell to a (part of a) visual stimulus (Angelucci & Bressloff, 
2006; Cavanaugh et al., 2014; Harris & Thiele, 2011; Lee & Dan, 2012). Lateral interactions beyond the 
classical receptive field may facilitate contour integration and grouping of continuous elements in the 
visual field. In my experiments, I found interactions between V1 and higher-order visual regions, as well 
as lateral interaction between higher-order areas during the recognition of images gradually revealed 
from noise (Chapter 2). The results of the fMRI study using EIs (Chapter 5) suggest that V1 is modulated 
by feedback during object recognition. Finally, in the study on bistability (Chapter 6), switching between 
perceptual states was associated with activity within attentional circuits, and switching for specific 
stimulus types was associated with processing in higher-order sensory areas. Taken together, these 
results support the notion that object recognition relies on distributed cortical processing.
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8.4 Attention to objects
Often, sensory information is complex and noisy, and it is necessary to prioritize the most behaviorally 
relevant information. This requires selecting a subset of the sensory information and the ability to 
organize this information into meaningful and coherent units. In the following section, I will touch on 
visual attention in object recognition. In the present context, visual attention is broadly defined as a 
cognitive function that assigns importance to visual information based on the goals and expectations 
of the observer (Gillebert & Humphreys, 2015).

A distinction can be made between bottom-up sensory input and top-down influences. In the former, an 
object attracts visual attention due to physical properties such as saliency (for instance, a red ball in a green 
field will be highly salient). In the latter, on the other hand, visual attention is directed depending on the 
behavioral relevance for the observer. Together, bottom-up and top-down influences on visual attention can 
be described as attentional priority. Several computational models have been formulated regarding how 
locations in the visual field are weighted in terms of attentional priority (Gillebert & Humphreys, 2015). 
Priority maps show a topographical representation of how each location in visual space is assigned relative 
importance based on physical characteristics of the visual input and on behavioral relevance. Hence, priority 
maps can be used to predict the most likely location towards which visual attention will be directed.

In the study described in Chapter 5, I related cortical activity during the perception of EIs to the concept 
of attentional priority. The differences in V1 activity before and after recognition suggest that V1 activity 
is not only driven by bottom-up influences, nor does it only reflect saliency. Following recognition, V1 
voxels showed an increased response to parts of the visual field that contained an object, even though 
these object regions were not readily detected by contemporary saliency models. This could mean 
that the V1 activity is related to figure-background segregation and thus enhancement of the object 
information. However, it should be noted that these are still preliminary results. Similarly, in the eye 
movement study, I found that fixations were directed towards the objects much sooner than they were 
recognized (Chapter 4). Again, as saliency models failed to predict the fixations, this suggests that there 
is also not a single clear saliency-based bottom-up component that guides fixations.

The result that saliency models were poor predictors of eye fixations and activity in V1 voxels begs the 
question: how do human observers detect and recognize emerging objects in the first place? One possibility 
is that our visual system has been tuned to detect statistical regularities through a lifetime of experience 
(Geisler, 2008). Thus, EIs may contain a certain structure or regularity at the location of the object that the 
human visual system has learned to detect. Such local regularity may in turn be used by the visual system 
to guide attention to the object location. In this vein, I find the coherence theory by Rensink (2000) helpful 
in explaining how attention is involved in object recognition. According to this theory, prior to focused 
attention there are so-called proto-objects, which are volatile and have limited spatial and temporal 
coherence. Upon focused attention, a proto-object can become a coherent object.

I speculate that V1 plays a dual role in visual processing and object recognition, being both at the top 
and at the bottom of the processing hierarchy (Gilbert & Li, 2013; Petro, Vizioli, & Muckli, 2014). Due to 
its retinotopic organization and selectivity to features, local coherence is detected in V1. With attention, 
a subset of these features become prioritized. Thus, when the EIs are shown for the first time, increased 
activity in V1 voxels reflects local stimulus coherence, and this activity may support the formation of proto-
objects. With focused attention, a subset of these proto-objects become stable and coherent, which leads 
to recognition of the EIs.



8.5 Future perspectives and 
clinical applications

8.5.1 Insights from EIs

The EIs have been developed specifically so that humans but not computer vision algorithms could 
recognize them. Understanding the underlying mechanisms of how human observers are able to recognize 
EIs could lead to more biologically plausible models of the human visual system, giving direction to 
improvements of computer vision systems. Knowing more about the mechanisms underlying object 
recognition would allow us to better understand the healthy human visual system, as well as reveal 
essential knowledge regarding visual disorders and the neural processes underlying grouping. In this 
vein, a better understanding of the role of cortical areas involved in visual recognition may give direction 
to the treatment of disorders such as visual agnosia. Images gradually revealed from noise (Chapter 2) 
have been used to study differences in brain activity between patients with visual hallucinations and 
controls (Meppelink, Koerts, Borg, Leenders, & van Laar, 2008). Similarly, EIs may also have applications 
clinical studies. One could expect that participants diagnosed with schizophrenia would have difficulty 
recognizing EIs because they tend to process stimuli on a more local level (Markowitz, Butler, Schechter, 
Sillito, & Davitt, 2009; Pessoa, Monger-Fuentes, Simon, Solanum, & Tavares, 2008).

8.5.2 Further studies on cortical priority

In this thesis, I limited my analysis of cortical priority during the recognition of EIs to V1 (Chapter 5). 
Future analysis will be extended to retinotopically organized regions such as V2 and V3, and higher-
order regions such as the lateral occipital complex. Furthermore, connective field modeling could 
inform us about interaction between cortical regions. Overall, a more extended analysis of the data 
could provide insight into how visual information is integrated within and between visual regions.

The computational neuroimaging approaches described in Chapter 5 could also be applied to clinical 
studies. Visual field coverage maps could potentially also be used to gain more insight into how the 
brain compensates for visual field defects. Priority maps could for instance be used to study contextual 
feedback to V1 during a visual recognition task (Muckli et al., 2015). Detailed mapping of cortical 
responses also offers the possibility to study changes due to visual tasks in the absence of a stimulus 
such as visual imagery. Another possibility would be to create a series of BOLD coverage maps over time 
in order to dynamically track changes in cortical responses.

8.5.3 Relating eye movement research to cortical priority

There is a long-standing research field investigating how eye movements are driven by image statistics 
and viewing priority. Nevertheless, the relationship between stimuli, behavioral relevance, and cortical 
responses is still relatively unexplored, apart from a recent technique coupling eye movements and 
cortical responses (Marsman et al., 2016; Marsman, Renken, Haak, & Cornelissen, 2013). 
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In the study described in Chapter 4, I measured eye movements over time during the process of 
recognition. I found that early fixations – made within the first 500 ms following stimulus presentation – 
were already aimed primarily at the location of the object. Around the moment of recognition, fixations 
became highly focused on a single object region (typically the head of the animal). In Figure 8.1, I show 
the cortical responses from Chapter 5 and the fixation maps from Chapter 4. It is clear that over time, 
both the cortical activity and the fixations become more focused around the head of the gorilla. This 
similarity is interesting because in the study presented in Chapter 5, participants maintained central 
fixation, while in the Chapter 4 experiment they were free to make eye movements. A speculative 
interpretation is that the fixations showed priority reflected in gaze behavior, while the cortical activity 
showed covert shifts of this priority.

8.5.4 Method development

The methods that I applied and developed in this study could also be used in further studies. I used 
EyeCourses as a tool to compare the viewing behavior of different priming groups. However, this toolbox 
could also be applied to study differences in eye movement between healthy and clinical populations.

I also see potential in combining the cortical priority maps with eye tracking to study changes in eye 
movements in parallel with changes in the spatial patterns of neural activity. Preferably, such an 
analysis would include a way to model dynamic shifts in visual input due to eye movements (Hummer 
et al., 2016; Marsman et al., 2016; Marsman, Renken, Haak, & Cornelissen, 2013). Free viewing behavior 
would provide a more naturalistic situation and provide a link between active viewing behavior and 
cortical activity.

Figure 8.1: Top row from left: BOLD coverage map 1 (BCM1) (before recognition), BCM2 (after recognition), ∆BCM (BCM2-BCM1) showing the 
average BOLD activity across subjects in visual field coordinates (Chapter 5). Bottom row from left: fixation map showing the first 500 ms of 
viewing, fixation map during the moment of recognition (Chapter 4).
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Human observers have the remarkable ability to make sense of complex sensory information and 
recognize objects seemingly instantaneously. Yet, object recognition relies on multiple processes 
unfolding over time. Within this thesis, I addressed the following question:

What changes occur in an observer’s visual system during the transition from the initial viewing to the 
recognition of an object?

I described a number of studies in which I analyzed gaze behavior and brain activity during object 
recognition. In vision science, object recognition is often studied with overly simplified stimuli, such as 
objects shown on a uniform gray background. Nevertheless, human observers are able to group sparse 
information into whole objects and recognize ambiguous stimuli. In my experiments, I made use of a 
range of stimuli that challenge the visual system, such as objects gradually revealed from noise, 
bistable images, and emerging images. Using images that are not recognized immediately or can be 
recognized in several ways made it possible to capture the process of recognition as it happens.

Emerging images reveal fast detection yet slow recognition

I used a new kind of stimulus, emerging images, akin to the famous Gestalt image of a 
Dalmatian on a spotted background. I studied eye movements over time while participants 
explored and recognized these images. Participants detected the location of the emerging object 
within hundreds of milliseconds, but they typically needed several seconds before indicating 
recognition. Eye movements transitioned from scanning to close inspection of the object around 
the moment of recognition. Two saliency models failed to predict the eye movements made by 
observers and to detect the object locations. Curiously, contemporary computer vision algorithms 
cannot recognize the emerging images either. Hence, emerging images can be a useful tool to study 
human object recognition and distinguish the perceptual and cognitive processes.

Object recognition relies on distributed processing

The mechanisms underlying human object recognition are traditionally thought to take place in a 
feedforward manner, where simple features, such as orientation and contrast, are processed in the 
early visual cortex. However, the role of feedback in early visual areas has still not been sufficiently 
investigated. In an experiment, I found interactions between the primary visual cortex (V1) and 
higher-order visual regions, as well as lateral interaction between higher-order areas, during the 
recognition of images that were gradually revealed from noise. In a second imaging study using 
bistable images that switched between perceptual states during viewing, bistable perception was 
associated with activity within attentional circuits, and specific stimulus types were associated with 
processing in higher-order sensory areas. Taken together, these results support the notion that object 
recognition relies on distributed cortical processing.

Thesis
summary
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Cortical priority mapped in V1

Navigating the visual environment requires the integration of retinal stimulation and behavioral 
goals, which together can be described as priority. By evaluating the responses of V1 during an object 
recognition task, I tested the hypotheses that V1 may represent priority. Participants viewed 
emerging images, while cortical responses before and after recognition were recorded using fMRI. 
Following recognition, the V1 responses were modulated following recognition. Given that the 
images remained identical, I speculate that V1 activity reflects priority rather and not only retinal 
stimulation or visual saliency.

Method development and applications

I also contributed to the effort to understand visual recognition as a dynamic temporal process 
happening over time by developing a new toolbox, EyeCourses, to study and compare eye tracking 
data as time courses. Furthermore, I mapped priority in the visual cortex in a novel way by 
combining population receptive field mapping with BOLD responses to create spatially detailed maps 
of differential cortical activity before and after object recognition. The stimuli and methods in this 
thesis could be translated into a set of tools that could be used for assessing viewing behavior, 
recognition performance, and cortical priority in clinical studies.

From algorithms to art

In addition to my scientific work, in this thesis I also described my interdisciplinary art installation 
(e)motion. This work was inspired by cognitive neuroscience, and used computer vision algorithms to 
track the facial movements of participants interacting with the installation. (e)motion is an example of 
scientific methods applied in an artistic way to create novel experiences.

Conclusions

My studies using gaze behavior and V1 activity showed that, as part of the object recognition process, 
object features are prioritized over other parts of a scene. Such prioritization can be deduced from 
changes in eye movement behavior, as well as from the selective enhancement and suppression of V1 
activity during the transition from initial viewing to the recognition of an object. Moreover, I found that 
changes in perception are accompanied by activity in cortical attention circuits, and that early and later 
sensory areas modulate their exchange of information during object recognition. From this, I conclude 
that visual object recognition does not occur at once and in a single cortical area, but is a constructive 
and distributed cortical process.
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Dutch summary

Herkenning als proces
Kijk eens om je heen. Waarschijnlijk zie je tal van herkenbare voorwerpen. Zo herken ik – op het moment 
dat ik dit schrijf – een stapel boeken, verschillende velletjes papier, een computer en een koffiemok. 
Zelfs in de chaos van mijn bureau kan ik gemakkelijk verschillende voorwerpen onderscheiden en 
twijfel ik niet over wat ik zie. In het dagelijkse leven gaat de herkenning van voorwerpen dus eigenlijk 
altijd heel snel en zonder al te veel moeite.

Maar er zijn ook situaties waarin het niet meteen duidelijk is waar je naar kijkt. Zoals bij het kijken naar 
de wolken: één wolk kan er zomaar opeens uitzien als een konijn of een paard. Of bij het kijken naar 
een – op het eerste gezicht abstract – kunstwerk. Na verloop van tijd blijken er toch herkenbare vormen 
te ontstaan. Dit zijn voorbeelden waarbij het meer tijd en moeite kost voor je brein om betekenis te 
geven aan hetgeen je ziet. 

In het algemeen kunnen we voorwerpen dus heel vlot herkennen. Toch zullen hiervoor in ons brein 
meerdere achtereenvolgende processen doorlopen moeten worden. Althans, dat is de veronderstelling, 
maar heel precies is dit niet bekend. Daarom probeer ik in dit proefschrift antwoord te vinden op de 
volgende vraag:

Wat gebeurt er precies in ons visueel systeem vanaf het 
begin van het bekijken van een voorwerp tot en met 
het herkennen ervan?

Om deze vraag te beantwoorden, heb ik een aantal studies gedaan waarin ik de oogbewegingen en 
hersenactiviteit naging van proefpersonen die voorwerpen moesten proberen te herkennen. Om de 
– normaal heel snelle – hersenprocessen nauwkeurig te kunnen onderzoeken, maakte ik gebruik van
verschillende soorten afbeeldingen die niet direct eenduidig herkenbaar waren. De bedoeling was om 
hiermee het visuele brein uit te dagen. 

In mijn studies maakte ik gebruik van afbeeldingen van voorwerpen die geleidelijk opdoken uit visuele 
ruis (zoals vroeger bij slecht afgestelde tv’s wel te zien was), afbeeldingen met meerdere betekenissen 
(bistabiele figuren) en zogenoemde emerging images. Een bekend voorbeeld van een bistabiel figuur 
is de tekening van Sigmund Freud waarin, bij nadere bestudering, ook een naakte vrouw is verwerkt. 
Emerging images  zijn beelden die aanvankelijk op betekenisloze zwart-witpatronen lijken, maar 
waaruit na verloop van tijd een ‘verborgen’ voorwerp tevoorschijn komt. Een bekend voorbeeld in de 
psychologie is die van een Dalmatiër. Door gebruik te maken van beelden die niet onmiddellijk herkend 
worden, of die op meerdere manieren kunnen worden geïnterpreteerd, kon ik de oogbewegingen en 
hersenactiviteit nauwgezet volgen en vastleggen, vanaf het begin van het aanbieden van het beeld tot 
aan het moment van herkenning.
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Emerging images: snelle detectie maar trage herkenning

In mijn eerste studie bestudeerde ik de oogbewegingen van deelnemers terwijl ze  emerging 
images  bekeken en probeerden te herkennen. De ogen van de deelnemers vonden de plaats van 
het emerging voorwerp razendsnel, vaak al binnen een halve seconde. Het visueel systeem van de 
deelnemers ontdekte dus vrijwel direct het verborgen voorwerp. Daarna duurde het echter vaak nog 
vele secondes voordat de deelnemers het voorwerp ook daadwerkelijk herkenden. Rond het moment 
van herkenning veranderden de oogbewegingen van de deelnemers en veranderde het ‘aftasten’ van 
de afbeelding in nauwkeurige inspectie van het voorwerp. Daaruit leid ik af dat emerging images 
een nuttig  instrument zijn voor het bestuderen van herkenningsprocessen bij mensen omdat ze het 
mogelijk maken perceptuele en cognitieve processen in het brein te onderscheiden.

Veranderingen in hersenactiviteit tijdens de 
herkenning van voorwerpen

In een vervolgstudie heb ik veranderingen in hersenactiviteit in  het visuele deel van het brein, die 
samenhangen met het herkennen van emerging images, vastgelegd.Tijdens het experiment bleven de 
afbeeldingen onveranderd, maar veranderde de interpretatie ervan door de deelnemers sterk. Daarom 
ga ik er vanuit dat de veranderingen in hersenactiviteit hoogstwaarschijnlijk nauw samenhangen met 
het daadwerkelijke herkenningsproces. In dit onderzoek maakte ik gebruik van een bijzondere manier 
van analyseren van de hersenactiviteit. Namelijk, ik projecteerde de hersenactiviteit  op het beeld dat 
de proefpersonen hadden gezien. Daaruit kon ik opmaken welke specifieke onderdelen van een plaatje 
samenhingen met verhoging of juist verlaging van de hersenactiviteit.

Bij het herkennen van voorwerpen zijn 
meerdere hersengebieden betrokken

Lange tijd werd gedacht dat bij mensen herkenning vooral te maken had met eenvoudige 
beeldelementen zoals oriëntatie en contrast. Die elementen zouden eerst apart herkend worden in 
het eerste deel van de visuele cortex en daarna tot een geheel aan elkaar gekoppeld worden in latere 
visuele gebieden. Echter, tot nu toe is onvoldoende onderzocht of er misschien ook sprake is van 
terugkoppeling van informatie van de latere naar de eerste visuele gebieden. Ik onderzocht dit aspect 
tijdens het herkennen van voorwerpen die geleidelijk uit de ruis opdoken. In mijn onderzoek vond ik 
een bewijs voor interacties tussen de eerste en latere visuele hersengebieden en ook voor interacties 
tussen verschillende latere visuele gebieden tijdens de herkenning. 

In een andere studie maakte ik gebruik van twee soorten bistabiele beelden. Geometrische 
bistabiliteit, waarbij een kubus afwisselend vanuit twee perspectieven wordt gezien, en figuurlijke 
bistabiliteit, waarin afwisselend twee verschillende voorwerpen in één plaatje te zien zijn. Tot nu 
toe werd verondersteld dat bistabiele waarneming samenhangt met activiteit in hersengebieden die 
betrokken zijn bij aandachtig kijken. Ik ontdekte dat geometrische bistabiliteit vooral samenhangt 



met activiteit in een hersengebied voor ruimtelijke waarneming. Bij figuurlijke bistabiliteit vond 
ik juist activiteit in  hersengebieden die een rol spelen bij de visuele herkenning. Samengevoegd 
ondersteunen mijn onderzoeksresultaten de theorie dat herkenning vereist dat meerdere gebieden van 
het brein samenwerken.

Methodeontwikkeling en toepassing

Vernieuwend onderzoek vereist ook vaak het bedenken van nieuwe methoden. Als onderdeel van 
mijn onderzoek heb ik een nieuw softwareprogramma ontwikkeld waarmee het mogelijk is om 
oogbewegingen gedurende een bepaalde tijdsperiode te onderzoeken en te vergelijken tussen 
proefpersonen. Daarnaast heb ik ook een nieuwe manier gevonden om veranderingen in de activiteit 
in de visuele cortex vast te kunnen leggen. Hiermee kan ik heel precies vastleggen welke deel van 
het visuele brein reageert op een specifieke plek in het gezichtsveld. Daarmee is het mogelijk om 
gedetailleerd in kaart te brengen welke delen van het gezichtsveld de voorkeur krijgen tijdens de 
herkenning van voorwerpen en welke juist worden genegeerd door de primaire visuele cortex. Deze 
nieuwe methodes kunnen dan ook toegepast worden om individuele verschillen in kijkgedrag en 
herkenningsstrategie te onderzoeken. In toekomstig onderzoek hoop ik deze methodes opnieuw toe te 
passen om de rol van aandacht bij de visuele herkenning te kunnen bestuderen.

 Van code naar kunst

Naast mijn wetenschappelijke werk besteed ik in dit proefschrift ook aandacht aan mijn kunstinstallatie 
(e)motion. Deze installatie is geïnspireerd op methodes uit de cognitieve neurowetenschappen. Ik 
maakte voor de installatie gebruik van een computeralgoritme waarmee gezichtsbewegingen van 
deelnemers konden worden gevolgd. Met die gezichtsbewegingen stuurden ze vervolgens een muzikaal 
patroon aan. Simpel gezegd: ze maakten muziek met hun gezichts- en oogbewegingen. (e)motion 
illustreert hoe wetenschappelijke methodes op een artistieke manier kunnen worden toegepast zodat 
een nieuwe kunstervaring ontstaat.

Samenvatting

Mijn onderzoek naar oogbewegingen en hersenactiviteit laat zien dat bepaalde elementen van 
voorwerpen – tijdens het proces van herkenning – een bepaalde voorkeursbehandeling van het brein 
krijgen. Verder ontdekte ik dat vroege en latere visuele verwerkingsgebieden elkaar beïnvloeden 
tijdens de herkenning. Deze interacties suggereren dat ze tijdens de herkenning informatie uitwisselen. 
Samenvattend concludeer ik dat visuele herkenning dus niet zozeer berust op het doorlopen van 
meerdere achtereenvolgende verwerkingsprocessen in het brein, maar vooral vereist dat meerdere 
gebieden van het brein gelijktijdig samenwerken.
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